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Abstract

The primary goal of this thesis is to provide a mixture-based framework

for nonparametric density estimation. This framework advocates the use of a mixture

model with a nonparametric mixing distribution to approximate the distribution of

the data. The implementation of a mixture-based nonparametric density estimator

generally requires the specification of parameters in a mixture model and the choice of

the bandwidth parameter. Consequently, a nonparametric methodology consisting of

both the estimation and selection steps is described. For the estimation of parameters

in mixture models, we employ the minimum disparity estimation framework within

which there exist several estimation approaches differing in the way smoothing is

incorporated in the disparity objective function. For the selection of the bandwidth

parameter, we study some popular methods such as cross-validation and information

criteria-based model selection methods. Also, new algorithms are developed for the

computation of the mixture-based nonparametric density estimates.

A series of studies on mixture-based nonparametric density estimators is pre-

sented, ranging from the problems of nonparametric density estimation in general

to estimation under constraints. The problem of estimating symmetric densities is

firstly investigated, followed by an extension in which the interest lies in estimating

finite mixtures of symmetric densities. The third study utilizes the idea of double

smoothing in defining the least squares criterion for mixture-based nonparametric

density estimation. For these problems, numerical studies whether using both sim-

ulated and real data examples suggest that the performance of the mixture-based

nonparametric density estimators is generally better than or at least competitive

with that of the kernel-based nonparametric density estimators. The last but not

least concern is nonparametric estimation of continuous and discrete distributions

under shape constraints. Particularly, a new model called the discrete k-monotone

is proposed for estimating the number of unknown species. In fact, the discrete k-

monotone distribution is a mixture of specific discrete beta distributions. Empirical

results indicate that the new model outperforms the commonly used nonparametric

Poisson mixture model in the context of species richness estimation. Although there

remain issues to be resolved, the promising results from our series of studies make

the mixture-based framework a valuable tool for nonparametric density estimation.
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Chapter 1
Introduction

1.1 Density Estimation

Density estimation is one of the fundamental problems in statistics. There are two general

approaches to density estimation, parametric vs. nonparametric, in which a parametric or non-

parametric model is used.

Parametric models have the advantages of parsimony of model specification, easy interpre-

tation, well-understood statistical properties, and light computational burden when analytical

solutions are not available. Parametric density estimation reduces to parameter estimation for

the assumed model by standard methods such as maximum likelihood or Bayesian estimation.

The parametric approach is appropriate when there is sufficient background knowledge about

the true distribution. It, however, runs the risk of model misspecification, which may lead to

inaccurate or even invalid inferential conclusions.

Alternatively, nonparametric models are flexible and impose far less restrictive assumptions

on the data-generating process. In fact, “let the data to speak for themselves” is the basic

principle of a nonparametric estimation procedure. A simple but ubiquitous technique for non-

parametric density estimation is the histogram method, but it only provides a crude density

estimate with discontinuities and has the bin edge problem. Other nonparametric approaches

to estimating densities include kernel, series, nearest neighbour, projection pursuit, spline and

wavelet methods. Smooth density estimators provide improved performance and are practically

preferred, and there have been tremendous research efforts in pursuing them. Devroye and

Györfi (1985), Silverman (1986), Scott (1992), Wand and Jones (1995), Simonoff (1996) and

Eggermont and LaRiccia (2001) provide excellent coverages of extensive topics in nonparametric

density estimation.

1



2 1.2 Mixture-based Density Estimation

1.2 Mixture-based Density Estimation

A mixture model is commonly postulated as a statistical model for a heterogeneous population in

numerous statistical problems such as cluster analysis, density estimation, discriminant analysis,

random effects models and survival analysis. In many practical applications in which the popula-

tion consists of finitely many distinct subpopulations, a finite mixture model is most often used.

It consists of a finite number of component distributions, each of which corresponds to a subpop-

ulation. In fact, the finite mixture with a common component distribution is a specific instance

of the more general so-called nonparametric mixture. Mathematically, a nonparametric mixture

distribution is always explicitly expressed in an integral form involving a component distribution

and another probability distribution called the mixing distribution. On the other hand, a finite

mixture distribution is always expressed as a weighted average of its component distributions.

For a discrete mixing distribution with finitely many support points, the nonparametric mixture

distribution is effectively the finite mixture distribution. If the nonparametric mixture contains

additional structural parameters, it is called a semiparametric mixture. Concerning references,

the definitive monographs on finite mixtures are Everitt and Hand (1981), Titterington et al.

(1985) and McLachlan and Peel (2000), whereas Lindsay (1995) and Böhning (2000) offer much

insight into nonparametric mixtures. More recently, two monographs by Frühwirth-Schnatter

(2006) and Schlattmann (2009) respectively have been available.

Constituting a flexible family of statistical distributions, the mixture model offers a formal

platform for model-based density estimation. The mixture-based approach to density estimation

is fascinating in that it may be considered as both parametric and nonparametric. So far as

finite mixtures are concerned, the problem of density estimation may be considered as parametric

since the problem reduces to estimating finitely many parameters, once the number of mixture

components has been prespecified. When nonparametric or semiparametric mixtures are used,

the mixture-based method which generally requires a smoothing parameter is very similar to the

kernel-based method, and hence it may be comprehended as nonparametric. In other words, one

very important distinction between using finite and nonparametric or semiparametric mixtures

in the setting of mixture-based density estimation is the necessity of choosing a smoothing

parameter. With finite mixtures, the problem of selecting a smoothing parameter is avoided

but the problem is shifted to the specification of the number of mixture components prior to

estimation.

Concentrating on the nonparametric alternative, this thesis studies the use of nonparametric

and semiparametric mixture models for density estimation. The main reason for considering

nonparametric and semiparametric mixtures as opposed to finite mixtures is the investigation of

finite mixtures in the context of model-based density estimation apparently lacks novelty since it

is a well-studied topic, with numerous articles in the literature, whereas nonparametric mixture

models and nonparametric density estimation are two topics that are almost studied in isolation.

Also, the computational aspect of the estimation of finitely many parameters in a finite mixture

model is troublesome, in particular there is no guarantee of a global optimal solution.
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Basically, there are three main parallel motivations for the use of a mixture model for density

estimation in this thesis. The first motivation comes from the fact that a mixture model consists

of a flexible class of densities, making it suitable for modeling a variety of distributions with

different shapes. The second motivation comes from recognizing the popular kernel-based non-

parametric density estimator is indeed a mixture-based estimator with the number of component

densities equals the sample size. In contrast to the kernel-based method, using a mixture model

always substantially reduces the number of component densities, providing a much simpler solu-

tion to the nonparametric density estimation problem. The third motivation is that unlike the

kernel-based nonparametric density estimator which is a convolution between the kernel and the

empirical distribution function, the mixture-based nonparametric density estimator is a deconvo-

lution operation, and thus has the potential of bias reduction. In short, using a mixture model

should offer greater flexibility, render a simpler estimator and potentially give more accurate

estimation. But in saying this, we need to be cautious about interpreting “simplicity” since this

notion lacks general consensus. While we adopt the definition of simplicity based on counting

component densities, there are other ways that define simplicity more formally. For example,

one way of measuring simplicity is by using the degrees of freedom for a density estimation fit.

In this thesis, we consider mixture-based nonparametric density estimation and focus on the

univariate case. A two-stage procedure consisting of both the estimation and selection steps

is employed for building the mixture-based nonparametric density estimates. We describe the

method of minimum disparity for parameter estimation. Similar to kernel-based nonparametric

density estimation, mixture-based nonparametric density estimation typically relies on a selec-

tion rule to choose the smoothing or bandwidth parameter. We discuss how the bandwidth

selection is performed through both cross-validation and information criteria.

A series of research studies on various mixture-based nonparametric density estimators is con-

ducted, with one of the aims being to compare our proposed estimators with the other existing

ones. Specifically, in the context of symmetric density estimation, we compare symmetrized and

non-symmetrized density estimators based on both the mixture-based and kernel-based meth-

ods. We further study the problem of nonparametrically estimating the component densities

of a finite mixture density when these components are assumed to be symmetric and to come

from the same location family. The resulting density estimators based on the mixture-based

approach are compared with those based on the kernel-based approach. Moreover, we consider

nonparametric estimation of a mixing distribution by minimizing the L2 distance between the

empirical distribution and the mixture distribution, both being smoothed by kernel functions,

a technique known as double smoothing. The mixture-based nonparametric density estimators

based on this approach are also compared with the kernel-based nonparametric density estima-

tors. Another study is concerned with the problem of nonparametric density estimation under

shape constraints. Initially, we restrict that the unknown density is k-monotone. Then, we im-

pose k-monotonicity on a discrete distribution. Indeed, a new nonparametric family of discrete

distributions, called the family of discrete k-monotone distributions, is introduced and applied

to the problem of species richness estimation. We evaluate the performance of the new model

and that of some other nonparametric mixture models for estimating the number of species.
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1.3 Contributions

The main theme of this thesis is to present a mixture-based framework for nonparametric density

estimation with a focus on the use of nonparametric and semiparametric mixture densities as

approximations to unknown densities. Applicable to continuous as well as discrete data, such

a framework is general enough to be used for solving a variety of density estimation problems.

Most of our research efforts are essentially directed towards the methods of estimation and

selection for the mixture-based nonparametric density estimators.

The contributions of this thesis are listed as follows:

• A very general framework of using nonparametric and semiparametric mixtures for esti-

mating probability density functions is proposed.

• A nonparametric methodology consisting of both the estimation and selection steps for

mixture-based nonparametric density estimation is discussed.

• Minimum convex disparity estimation is employed within the nonparametric methodology

for building a collection of mixture-based nonparametric density estimates.

• Three approaches within the disparity minimization framework are identified.

• Both cross-validation and information criteria as bandwidth selectors for mixture-based

nonparametric density estimation are studied.

• New algorithms are developed for computing the mixture-based nonparametric density

estimates.

• The performance of the mixture-based nonparametric density estimators is assessed and

compared through substantial simulations.

• Practical utilizations of the mixture-based approach are illustrated by a variety of real

data sets.

• A mixture-based symmetric density estimator is proposed for estimating a symmetric dis-

tribution.

• Estimation of finite mixtures of symmetric distributions in which the common symmetric

density is modeled nonparametrically is studied.

• The doubly-smoothed density estimator via least squares is proposed for estimating a

density function on the real line.

• The family of discrete k-monotone distributions is proposed for modeling species data and

estimating the number of unknown species.
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1.4 Outline

The outline of the thesis is as follows. Serving as background information, Chapter 2 formally

introduces mixture models followed by a to-the-point review of nonparametric and semiparamet-

ric maximum likelihood estimation of mixture models and the algorithms for fitting them. Also,

a brief overview of kernel-based nonparametric density estimation and a survey of related work

that applies nonparametric mixture models to density estimation are given. Finally, a short

description of some disparity and divergence measures is provided.

Chapter 3 describes a mixture-based framework for nonparametric density estimation. Based

on the idea of sieves, a general procedure for mixture-based nonparametric density estimation

is discussed. Also important in this chapter are the unified framework for the estimation of

mixture models based on disparity measures and the three different approaches within disparity

minimization estimation. A general algorithm is outlined for fitting parameters in mixture

models by the method of minimum convex disparity.

Chapters 4 to 5 are devoted to using semiparametric mixtures for density estimation. The

former is concerned with estimating symmetric densities and the latter is an extension of the

former in which the estimation of finite mixtures of symmetric densities is concerned. Using

simulated and real data, numerical studies of comparisons between the mixture-based approach

and the kernel-based approach are presented in both chapters.

Chapters 6 studies the problem of nonparametric least squares estimation of the mixing

distribution, including the characterization and computation of a solution. Furthermore, we

report some empirical results from simulation studies and real-world data sets that compare the

performance of the mixture-based nonparametric density estimators with that of the kernel-based

nonparametric density estimators.

Chapters 7 considers nonparametric estimation of k-monotone densities. In addition, discrete

k-monotone distributions are introduced and applied to estimating the number of species in a

closed population. A Monte Carlo study and four real applications are used to compare the

performance of the discrete k-monotone models with the performance of the other nonparametric

mixture models.

Finally, Chapter 8 concludes this thesis with a summary and some final remarks.
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Chapter 2
Literature Review

2.1 Mixture Models

In statistical modeling exercises, mixture models are likely the most frequently utilized statistical

models for dealing with heterogeneity in a population. Using a mixture model implies that the

population of interest is assumed to follow a mixture distribution. Broadly speaking, a mixture

distribution is a statistical distribution that can be expressed using simpler probability distribu-

tions. For example, a mixture distribution can be described by a convex combination of some

component probability distributions, or has a dependency on a common component probability

distribution and a mixing distribution. In addition to being flexible tools for approximating

probability distributions, mixture models are used as devices for clustering purposes.

The history of mixture models dates back to at least a century ago, with the use of finite

mixture distribution by Pearson (1894). The finite mixture distribution in which the number of

mixture components is finite takes the following form:

F (x) =

Q∑
q=1

λqFq(x), x ∈ X , (2.1)

where Q denotes the number of mixture components which is assumed to be fixed, and for

q = 1, . . . , Q, Fq are the component distributions and λq the mixture proportions that are

strictly positive and sum to unity. The form (2.1) shows that the finite mixture distribution is

essentially a weighted average of Q component distributions.

This thesis mainly focuses on the family of mixture models that has a mixing distribution

and the application of such mixtures in density estimation. Let F = {F (x; θ) : θ ∈ Θ ⊂ R}
be a parametric family of distributions on a measurable space (X ,A). Let G be the class of all

distribution functions on the measurable space (Θ,B), where B contains all singletons of Θ. For

a given probability distribution G on (Θ,B), define a corresponding probability distribution on

7
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(X ,A) as follows:

F (x;G) =

∫
Θ

F (x; θ) dG(θ), x ∈ X .

Then, F (x;G) is a called the mixture of F with respect to G, F (x; θ) the component distribu-

tion and G the mixing distribution function. If the component distribution F (x; θ) admits a

probability density function f(x; θ) with respect to some dominating σ-finite measure χ (either

the Lebesgue measure or a counting measure), then the mixture density corresponding to G is

given by

f(x;G) =

∫
Θ

f(x; θ) dG(θ), x ∈ X , (2.2)

where f(x; θ) is called the component density. A random variable X with density (2.2) is said

to follow a mixture distribution. If we assume that the mixing distribution G is absolutely

continuous with respect to a σ-finite measure κ on (Θ,B), then (2.2) can be rewritten as

f(x; g) =

∫
Θ

f(x; θ) g(θ) dκ(θ), x ∈ X , (2.3)

where g is called the mixing density.

Broadly, there are three types of mixture models corresponding to different assumptions

about the mixing distribution G. Firstly, G is assumed to belong to a parametric family of

distributions. Some famous examples include the gamma-Poisson mixture and beta-binomial

mixture models. Secondly, in the case in which G is a discrete mixing distribution with m

distinct support points, each having a positive weight, the model becomes the m-component

finite mixture model. Lastly, when G is treated as an arbitrary mixing distribution, the model

is referred to as the nonparametric mixture model; see, e.g., Lindsay (1995). If F is additionally

parametrized by the so-called structural parameter β, the model is called the semiparametric

mixture model. A final remark is that one need not restrict the component distribution to belong

to a parametric family F . For example, Bordes et al. (2006) focused on a two-point mixing

distribution but the family F to which the component densities belong is entirely unspecified,

except for the assumption that it is symmetric.

In Section 2.2, we are concerned with the nonparametric estimation of the mixing distribution

given a random sample of observations distributed according to a mixture distribution. However,

a fundamental question prior to the estimation of the mixing distribution is the problem of

identifiability of the mixture model. See Teicher (1961) for apparently the first investigation

into the identifiability problem. It would be nonsensical to estimate the mixing distribution if

the mixture model is not identifiable. The mixture model is said to be identifiable if f(x;G1) =

f(x;G2) for x ∈ X , where G1, G2 ∈ G, implies that G1 = G2. In other words, the mixture

model is identifiable if the mixing distribution can be uniquely determined from the mixture

distribution. In the sequel, we assume that the mixture model is identifiable.
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2.2 Nonparametric Mixture Maximum Likelihood Estimation

This section provides a summary of some important results for maximum likelihood estimators

of functional parameters in nonparametric mixtures. Indeed, the problem of estimating the

mixing distribution in the nonparametric mixture model has been solved almost exclusively us-

ing the maximum likelihood approach, a popular estimation method for solving a whole range

of statistical problems. The theory of maximum likelihood for nonparametric mixture models

follows nicely from the reformulation of the nonparametric mixture estimation problem in the

framework of mathematical optimization. As a result, the mixture maximum likelihood esti-

mate is the solution of a standard convex optimization problem. Of course, other methods of

estimation of the mixing distribution have been considered in the literature (see Prakasa Rao,

1983, Chapter 10).

Let X1, . . . , Xn be independent and identically distributed random variables from a mixture

distribution and x1, . . . , xn the observed values of these random variables. To model the dis-

tribution of the observations, consider the nonparametric mixture model. Define the mixture

likelihood function as

L(G) =
n∏
i=1

f(xi;G) =
n∏
i=1

∫
Θ

f(xi; θ) dG(θ). (2.4)

In statistical estimation problems, the log-likelihood function is used far more extensively than

the likelihood function. Thus, define the mixture log-likelihood function as

`(G) = log{L(G)} =
n∑
i=1

log{f(xi;G)} =
n∑
i=1

log

{∫
Θ

f(xi; θ) dG(θ)

}
. (2.5)

The nonparametric maximum likelihood problem of estimating the unknown mixing distribution

G in the nonparametric mixture model is an optimization problem defined as

maximize `(G)

subject to G ∈ G.

While the problem formulation is simple, there is no analytical solution to the problem.

Moreover, estimating the mixing distribution G nonparametrically by maximum likelihood is

not an easy task as the log-likelihood function (2.5) needs to be maximized over an infinite di-

mensional space. Having said that, fortunately, fundamental topics of likelihood maximization,

such as existence and characterization of the solution, are resolved by recognizing the prob-

lem as a convex optimization problem. The maximum likelihood theory for the nonparametric

mixture model was beautifully laid out and illustrated by using convex geometric analysis in

Lindsay (1983a,b, 1995). We note that prior to the work of Lindsay, nonparametric mixtures

of Poisson and exponential distributions have been studied by Simar (1976) and Jewell (1982)

respectively. The maximizer which is taken over all mixing distributions on Θ is referred to as

the nonparametric maximum likelihood estimate (NPMLE) of G and we denote it by Ĝ.
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Consisting of four important parts, the “fundamental theorem of nonparametric mixture

maximum likelihood estimation” in Lindsay (1995) (see also Böhning, 2000) summarizes the im-

portant results associated with the NPMLE. Other result for the NPMLE such as self-consistency

is proved in Laird (1978). Some parts of the fundamental theorem related to problems such as

existence, discreteness and uniqueness are listed below. Under some mild conditions, there exists

a NPMLE that is a discrete distribution with no more than d support points, where d ≤ n is the

number of distinct observations in the random sample. Let nj be the number of times xj appears

in the random sample. The mixture likelihood function (2.4) can be rewritten as follows:

L(G) =
n∏
i=1

f(xi;G) =
n∏
i=1

Li(G) =
d∏
j=1

{Lj(G)}nj =
d∏
j=1

{∫
Θ

Lj(θ) dG(θ)

}nj
,

where Lj(θ) = f(xj, θ) is the likelihood kernel. Similarly, the mixture log-likelihood func-

tion (2.5) can be rewritten as

`(G) =
d∑
j=1

nj log {Lj(G)} .

Clearly, this mixture log-likelihood only depends on a d-dimensional vector, called the mixture

likelihood vector, given by

L(G) = {L1(G), . . . , Ld(G)}>.

The problem of maximizing `(G) over all G ∈ G has been cast into that of maximizing `{L(G)}
over all d-dimensional vectors, namely

maximize `(p) =
d∑
j=1

nj log pj

subject to p ∈M = {L(G) : G ∈ G}.

If p̂ ∈ M maximizes `(p), then there exists some Ĝ ∈ G such that L(Ĝ) = p̂ and Ĝ maximizes

`(G). We note that the feasible region M is a convex set and the log-likelihood `(p) is a

concave function on M. If we define the likelihood curve Ω = {L(θ) : θ ∈ Θ}, where L(θ) =

{L1(θ), . . . , Ld(θ)}> is the likelihood vector, then M = conv(Ω). In other words, we have

expressed the convex feasible region as the convex hull of the likelihood curve. The mixture

maximum likelihood estimate p̂ is obtained by performing maximization of the log-likelihood

function `(p) over the mixture likelihood set or conv(Ω). Under some mild conditions, the

existence of the maximizer p̂ follows from compactness arguments. The strict concavity of `(p)

gives the uniqueness of p̂. Concavity also implies the location of p̂ on the boundary of M.

According to Carathéodory’s theorem, the Ĝ corresponding to p̂ has no more than d points of

support. Although p̂ is unique, the uniqueness of Ĝ depends on factors such as the structure
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of the data and the family of component distributions F . Some uniqueness results for Ĝ are

available in Lindsay and Roeder (1993) and Seregin (2010).

The other parts of the fundamental theorem related to gradient characterization and support

point properties are summarized below. Testing whether a candidate G? is the NPMLE involves

a special case of the directional derivative called the gradient function. For G,H ∈ G, the

directional derivative of ` from G to H is defined as

d`(H;G) = lim
ε→0

`{(1− ε)G+ εH} − `(G)

ε

=
d∑
j=1

nj

{
f(xj;H)

f(xj;G)
− 1

}
.

If d`(H;G?) > 0, then G? is not the NPMLE since we can always find some new candidate

(1 − ε)G? + εH, ε ∈ (0, 1) that will yield a higher log-likelihood value than G?. If we let δθ be

the degenerate mixing distribution at θ, then the directional derivative becomes the so-called

gradient function and is given by

d`(θ;G) ≡ d`(δθ;G) =
d∑
j=1

nj

{
f(xj; θ)

f(xj;G)
− 1

}
. (2.6)

The NPMLE is completely characterized by the gradient function (2.6). A candidate G? is the

NPMLE, i.e., G? = Ĝ, if and only if d`(θ; Ĝ) ≤ 0 for all θ ∈ Θ. Moreover, the support points of

Ĝ must lie in the set {θ : d`(θ; Ĝ) = 0}.
From the above discussion, we know that the NPMLE of G is always discrete regardless of

the true form of G. For a discrete G, let us write G(θ) =
∑m

j=1 πjδθj , where θj ∈ Θ and πj > 0 for

all j, and
∑m

j=1 πj = 1. Denoting θ = (θ1, . . . , θm)> and π = (π1, . . . , πm)>, at least as far as the

maximum likelihood estimation is concerned, we may rewrite the log-likelihood function (2.5) as

`(π,θ) =
n∑
i=1

log {f(xi;π,θ)} =
n∑
i=1

log

{
m∑
j=1

πjf(xi; θj)

}
.

Notationally, G is exchangeable with its mixing proportion vector π and support point vector

θ, namely `(G) ≡ `(π,θ).

2.3 Semiparametric Mixture Maximum Likelihood Estimation

As alluded to earlier, a semiparametric mixture model has a functional parameter G ∈ G and

a structural parameter β ∈ Rr that is common to all mixture component distributions. The

density of such a semiparametric mixture model is of the form

f(x;G,β) =

∫
Θ

f(x; θ,β) dG(θ), x ∈ X . (2.7)
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Semiparametric mixture models have broader applications than their nonparametric counter-

parts as covariate modeling becomes possible by the introduction of the structural parameter β.

For example, in Wang (2010b), β is used for the regression coefficients of covariates in mixed-

effects models. For a review of semiparametric mixture models, we direct the reader to Lindsay

and Lesperance (1995).

Suppose we have a sample of n (distinct) independent and identically distributed observa-

tions from the density (2.7). The (mixture) log-likelihood function of the pair (G,β) is defined

similarly as in the case of the nonparametric mixture model:

`(G,β) =
n∑
i=1

log{f(xi;G,β)} =
n∑
i=1

log

{∫
Θ

f(xi; θ,β) dG(θ)

}
. (2.8)

The maximum likelihood estimation problem for semiparametric mixture models becomes

maximize `(G,β)

subject to G ∈ G and β ∈ Rr.

By maximizing the log-likelihood function (2.8) over all pairs (G,β), we obtain the semipara-

metric maximum likelihood estimate (SPMLE) of (G,β), denoted by (Ĝ, β̂).

Since there must exist a discrete NPMLE of G for every fixed β (Laird, 1978; Lindsay, 1983a),

it is sufficient to only consider discrete mixing distributions for computing a SPMLE. Again, we

may also write density (2.7) as

f(x;π,θ,β) =
m∑
j=1

πjf(x; θj,β)

and the log-likelihood function (2.8) as

`(π,θ,β) =
n∑
i=1

log

{
m∑
j=1

πjf(xi; θj,β)

}
.

For mixture models, multiple local maxima for a log-likelihood function is not an uncommon

phenomenon, and this is also true for semiparametric mixture models.

The gradient function associated with the semiparametric mixture model is given by

d`(θ;G,β) ≡ d`(δθ;G,β)

=
∂`{(1− ε)G+ εδθ,β}

∂ε

∣∣∣∣∣
ε=0

=
n∑
i=1

f(xi; θ,β)

f(xi;G,β)
− n.

If the log-likelihood function is bounded for all (G,β) and the maximum value of β is taken

at an interior point, then each of the semiparametric local maxima must necessarily satisfy the
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following two conditions:

∂`(G,β)

∂β

∣∣∣∣∣
G=Ĝ,β=β̂

= 0,

sup
θ∈Θ
{d`(θ; Ĝ, β̂)} = 0.

Any pair that satisfies these two conditions is guaranteed to be a semiparametric local maximum

if it also satisfies the second-order sufficient condition:

∂2`(G,β)

∂β∂β>

∣∣∣∣∣
G=Ĝ,β=β̂

is negative definite.

2.4 Fitting Algorithms

General numerical algorithms for the computation of the NPMLE of the mixing distribution

can be mainly split into two categories, one being the expectation-maximization (EM)-based

algorithms, and the other being the gradient-based algorithms. Compared with the latter, the

former has disadvantages such as slower convergence speed, having a weaker theoretical support

and higher dependence on the initial values. We draw the attention of the reader to Böhning

(1995) (also Lindsay, 1995) for a review of algorithms for nonparametric mixture models.

Fast algorithms are available nowadays for computing both the NPMLE and SPMLE. Re-

cent proposals include the EM algorithm with gradient function update of Böhning (2003), the

partially projected gradient algorithms of Liu and Zhu (2007), the constrained Newton-based

algorithms of Wang (2007), the support reduction algorithm of Groeneboom et al. (2008) and

some algorithms related to the constrained Newton method as described in Wang (2010b).

In this section, we describe two algorithms of Wang (2007, 2010b) which we apply for com-

puting the mixture-based nonparametric density estimates. Nevertheless, convergence results

for the algorithms, although available, are not discussed here. The reader is referred to Wang

(2007) and Wang (2010b) for a more detailed description of the algorithms.

2.4.1 Computing NPMLE’s

Among all algorithms for computing the NPMLE, the constrained Newton method with multiple

support points (CNM) of Wang (2007), which has been shown to be fast and stable, is a good

candidate for nonparametric maximum likelihood computation. Basically, the CNM method

consists of two critical ingredients: updating π with θ of G fixed, and enlarging and shrinking

θ. For updating π to π′ with θ fixed, it works as follows. For n distinct observations, define

si ≡ si(π,θ) ≡ ∂ log{f(xi;π,θ)}
∂π

, i = 1, . . . , n,

S ≡ S(π,θ) ≡ (s1, . . . , sn)>.



14 2.4 Fitting Algorithms

Also, let ‖·‖ denote the L2 norm, 0 ≡ (0, . . . , 0)>, 1 ≡ (1, . . . , 1)> and 2 ≡ (2, . . . , 2)>. Since

∂`

∂π
= S>1,

∂2`

∂π∂π>
= −S>S,

we have the following Taylor series expansion about π with θ fixed:

`(π′,θ)− `(π,θ) = 1>S(π′ − π)− 1

2
(π′ − π)>S>S(π′ − π) + o{‖S(π′ − π)‖2}

= −1

2
‖S(π′ − π)− 1‖2 +

n

2
+ o{‖S(π′ − π)‖2}

= −1

2
‖Sπ′ − 2‖2 +

n

2
+ o{‖S(π′ − π)‖2}.

In the small neighbourhood of π, the problem of maximizing `(π′,θ) can be approximated by

the following least squares linear regression problem over a probability simplex:

minimize ‖Sπ′ − 2‖2 (2.9)

subject to π′>1 = 1 and π′ ≥ 0,

where the inequality involves elementwise comparisons. This problem can be solved using the

NNLS algorithm of Lawson and Hanson (1974), which is the de facto standard algorithm for

solving a non-negativity least squares problem, after the transformation of Dax (1990):

minimize ‖Pπ̃‖2 + |π̃>1− 1|2 (2.10)

subject to π̃ ≥ 0,

where P ≡ (s(1)−2, . . . , s(m)−2), s(j) being the jth column of S. Dax (1990) established that if

π̃ solves problem (2.10), then π̃/π̃>1 solves problem (2.9). A step-halving line search can then

be followed to ensure monotone increase of the log-likelihood function (2.5).

At each iteration, expansion of the support point vector θ is carried out by including all

local maxima of the gradient function (2.6), while its contraction is achieved by discarding those

elements with zero masses after π being updated. To locate all local maxima of the gradient

function, Wang (2007) proposed the combined Newton-bisection method. The CNM method

can be summarized as follows.

Algorithm 2.1 (CNM). Set s = 0. From an initial estimate G0 with finite support and

`(G0) > −∞, repeat the following steps.

Step 1 : compute all local maxima θ?s1, . . . , θ
?
sps of d`(θ;Gs), θ ∈ Θ. Stop, if

maxj=1,...,ps{d`(θ?sj;Gs)} = 0.

Step 2 : set θ+
s = (θ>s , θ

?
s1, . . . , θ

?
sps)

> and π+
s = (π>s ,0

>)>. Find π−s+1 by solving problem (2.9),

with S replaced by S+
s = S(π+

s ,θ
+
s ), followed by a line search.

Step 3 : discard all support points with zero masses in π−s+1, which gives Gs+1 with πs+1 and

θs+1. Set s = s+ 1.
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2.4.2 Computing SPMLE’s

Wang (2010b) proposed three general algorithms for computing the SPMLE’s of parameters

in semiparametric mixtures. Numerical studies suggest that the algorithm based on modifying

the support set of the mixing distribution performs best. This algorithm, called CNM-MS,

is actually a hybrid of the CNM method and the most popular quasi-Newton method, i.e.,

Broyden-Fletcher-Goldfarb-Shanno (BFGS) method. Below is the outline of the algorithm.

Algorithm 2.2 (CNM-MS). Set s = 0, and choose β0 and G0 with finite support such that

`(G0,β0) > −∞. Repeat the following steps.

Step 1 : update (πs,θs) to (πs+ 1
2
,θs+ 1

2
) with β = βs fixed, by using one iteration of the

CNM method.

Step 2 : update (πs+ 1
2
,θs+ 1

2
,βs) to a local maximum (πs+1,θs+1,βs+1), by using the BFGS

method with a line search.

Step 3 : set s = s+ 1. If converged, stop.

Here, we use s+ 1
2

to denote the intermediate updating during a full iteration.

At each iteration, the CNM-MS algorithm utilizes the CNM to provide an efficient update of

the mixing distribution estimate and the BFGS method to update the estimates of all parameters.

Using one iteration of the CNM method in Step 1 guarantees that

(i) the support set vector is continually modified, with an expansion step and possibly a

contraction step,

(ii) Gs+ 1
2

consisting of (πs+ 1
2
,θs+ 1

2
) is close to being the discrete NPMLE of G, and

(iii) the log-likelihood value of the tentative solution (πs+ 1
2
,θs+ 1

2
,βs) is higher compared to

that of (πs,θs,βs), while keeping πs+ 1
2
> 0.

The operational aspects of the BFGS method in Step 2 is as follows. First, the equality

constraint π>
s+ 1

2

1 = 1 needs to be removed and this can be achieved by eliminating one element

from πs+ 1
2
. Second, as the BFGS method is for unconstrained optimization problems, the search

direction by the BFGS formula and a full step length may cause a new solution to lie outside the

boundary of the probability simplex. If this occurs, the step length is shortened accordingly so

that the new solution is located exactly on the boundary of the probability simplex. Third, a line

search is followed to guarantee monotone and sufficient increase of the log-likelihood function.

Fourth, all support points with zero masses are discarded and the parameter space is reduced

correspondingly. This process is repeated until the solution has converged to a local maximum

(πs+1,θs+1,βs+1) in which πs+1 > 0. See Wang (2010b) for a detailed description of the practical

implementation of the BFGS method with a line search.

We note that the CNM-MS algorithm can also be used to compute the NPMLE, by ignoring

the updating of the parameter β.
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2.5 Kernel-based Nonparametric Density Estimation

In nonparametric settings, the central part of both traditional and modern techniques is usually

played by the concept of smoothing. Ineluctably, the idea of kernel smoothing with kernel-based

nonparametric density estimator or Parzen-Rosenblatt estimator (Rosenblatt, 1956; Parzen,

1962) is the most popular one in recent years, offering a flexible framework for exploring the

structure of the data or the shape of the underlying density. The kernel-based density estimator,

which is a generalization and improvement of the histogram estimator, not only yields a smooth

density estimate, but also has a simple structure of model and is relatively easy to comprehend.

In a word, it is the sum of equally weighted “bumps” centered at each sample point. While the

shape of the bumps is determined by a function called kernel, the width of the bumps is con-

trolled by a parameter called bandwidth. To say it in a different way, the kernel-based density

estimator is an estimator based on smoothing the sample empirical distribution with a kernel

function indexed by a bandwidth. In practice, it is well-known that the impact of the choice of

the kernel function as compared with that of the bandwidth is essentially of little concern. The

smoothness of the kernel function and its computational convenience are perhaps some main

considerations in implementing the kernel-based density estimator.

Also known as the smoothing parameter, the bandwidth controlling the extent of smoothing

is the sine qua non of the kernel-based density estimator as it plays a vital role for render-

ing the optimal compromise between the bias–variance dilemma. The bias–variance trade-off

phenomenon arises as a result of the fact that, under mild conditions, there exists no genuine

density estimator that is unbiased for all continuous density functions based on a finite sam-

ple (Rosenblatt, 1956). In selecting the bandwidth for kernel-based density estimation, a small

value of the bandwidth may result in a density estimate having a small bias but a large variance,

and conversely, a small variance but a large bias estimate is obtained for a large bandwidth

value. With respect to the shape of the kernel-based density estimate, it becomes more wiggly

as the bandwidth decreases, meaning that there will be increasing number of spurious modes in

the density estimate. Selecting the bandwidth has been an active research topic and numerous

methods of bandwidth selection have been proposed but none dominates the others in all cases;

see, e.g., Jones et al. (1996) and Loader (1999a).

Despite enjoying significant popularity, the fixed kernel-based method, in which a global

fixed bandwidth is utilized for all observations, is known for its severe bias problem. It has

a tendency to under-estimate the peaks and over-estimate the valleys of the true density. For

multimodal densities, the flattening effects of peaks and troughs caused by the bias are generally

non-negligible. Also, for heavy-tailed distributions, the fixed kernel-based method often performs

poorly, providing insufficient smoothing in the tail regions. To address some of the problems

associated with the fixed bandwidth kernel-based density estimator, several modifications and

improvements, such as data sharpened kernel-based density estimation (Choi and Hall, 1999;

Hall and Minnotte, 2002), variable bandwidth kernel-based density estimation (Breiman et al.,

1977; Abramson, 1982) and weighted kernel-based density estimation (Hall and Turlach, 1999;

Hazelton and Turlach, 2007), have been introduced.
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2.6 Mixture-based Nonparametric Density Estimation

Surveying through the literature, one would realize that existing work on the application of

nonparametric mixture models to density estimation, although extremely sparse, is restricted to

particularly normal location mixtures. Furthermore, the method of fitting is usually maximum

likelihood estimation. While semiparametric extension is possible, it is hardly available in the

literature.

A highly relevant work to our work is that of Geman and Hwang (1982). The authors

considered normal location mixtures and model fitting by the maximum likelihood method.

Without restriction on both the mixing distribution and the scale parameter of the normal

distribution, the likelihood framework fails in the sense that the global maximum does not exist.

This happens because the parameter space is too large. A solution to this problem is to consider

Grenander’s method of sieves (Grenander, 1981). The basic idea of the method of sieves is to

create a sequence of subsets of the parameter space (called a sieve) that depends on the sample

size, with the subset becomes larger as more observations are available. In the current context,

the sequence of model spaces is called the normal convolution sieve. Owing to the computational

difficulty, they suggested two variants of normal convolution sieve. However, for such variants,

the models being considered are no longer nonparametric mixtures but finite mixtures. One of

such variants was studied in Jones and Henderson (2009). For the selection of the sieve parameter

indexing the sieve, Geman and Hwang (1982) had a promising success with the cross-validation

method, whereas Jones and Henderson (2009) put some reservations on the method.

Roeder (1990, 1992) also considered estimating the true density underlying the data by a

normal location mixture density. Nonetheless, rather than employing the method of maximum

likelihood, she proposed the method of spacings for estimating the mixing distribution. Anal-

ogous to the likelihood framework, joint estimation of mixing distribution and scale parameter

is infeasible. Following Geman and Hwang (1982), she suggested a sieve indexed by the scale

parameter over which optimizations should be performed. This is feasible due to the fact that

the normal location mixture models are nested, i.e., for σ2 > σ1,{∫
Θ

φσ2(x− θ) dG(θ) : G ∈ G
}
⊂
{∫

Θ

φσ1(x− θ) dG(θ) : G ∈ G
}
,

where φσ denotes the normal density with mean zero and standard deviation σ. The nesting of

normal location mixture models implies that the size of model space becomes larger and larger

as σ → 0. Her estimation step then involves iteratively fixing the scale parameter that serves

as the bandwidth while maximizing the spacings functional over all mixing distributions. Due

to the spacings functional is a concave functional on a convex set, various algorithms can be

used for computing the mixing distribution with the bandwidth held fixed. In particular, she

employed a gradient-based algorithm. We note that her work lies in the interest of constructing

a confidence set of mixture-based nonparametric density estimates for a given data set, though

a point estimate of the true density can always be obtained by the cross-validation method.
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Instead of mixtures of continuous distributions, Böhning and Patilea (2005) investigated mix-

tures of discrete distributions. In particular, they studied mixtures of power series distributions

using the nonparametric maximum likelihood approach. The power series distribution is also

called the discrete linear exponential distribution. The Poisson, zero-truncated Poisson, negative

binomial, logarithmic series, geometric and binomial distributions belong to the family of such

distributions.

Pilla et al. (2006) provided a multivariate extension of the framework for estimating the

NPMLE of a univariate mixing distribution and proposed efficient algorithms for fitting multi-

variate mixtures. Throughout the paper, the authors largely focused on mixtures of multivariate

normal distributions. Again, owing to the nesting structure holds for multivariate normal mix-

tures, they considered the sieve parameter for building a collection of mixture models. The

effect of the sieve parameter on the number of mixture components is illustrated via new graph-

ical devices called mixture tree plots. Nevertheless, the choice of the sieve parameter was not

addressed at all.

Recently, Balabdaoui and Wellner (2010) studied the nonparametric estimation of a k-

monotone density on the positive real half-line for a fixed integer k ≥ 1. Thanks to the fact that

a k-monotone density admits an integrable mixture representation, the estimation problem is es-

sentially the problem of estimating the mixing measure in the nonparametric mixture model. In

addition to the method of maximum likelihood, they also considered the method of least squares

for fitting a k-monotone model. Nonetheless, their nonparametric density estimates based on

least squares fitting in general are not genuine density estimates in that their integrals do not

necessarily add up to one for k ≥ 3. Also, the case in which k is unknown was not described.

An interesting attempt of applying nonparametric mixtures to density estimation is that

of Chung and Lindsay (2011) in which the mixing distribution is assumed to have a mixing

density. Driven partly by algorithmic considerations, their procedure consists of two steps,

the first updates the mixing density by the continuous EM algorithm and the second updates

the nonparametric mixture density of form (2.3). They noted that repeated application of the

continuous EM algorithm converges to the discrete NPMLE. To obtain the final density estimate,

they suggested performing only two iterations of the procedure since intensive computations are

needed for further iterations. On the other hand, the practical issue of bandwidth selection was

not treated.

Other attempts at using finite mixtures for density estimation include, but are not limited

to, articles by Priebe (1994), Cao et al. (1995), Richardson and Green (1997), Roeder and

Wasserman (1997), Priebe and Marchette (2000), Scott and Szewczyk (2001) and Botev and

Kroese (2011).
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2.7 Disparity Measures

2.7.1 ϕ-disparities

Disparity measure is a type of statistical distance that measures the discrepancy between two

probability distributions. In general, it is not a metric. The concept of disparity is a new no-

tion recently introduced by Lindsay (1994) for discrete data and Basu and Lindsay (1994) for

continuous data, although similar and related concepts of information, distance and divergence

measures can be traced back to the work of Kullback and Leibler (1951), Wolfowitz (1957) and

Csiszár (1963) respectively. For a recent monograph on the topic, see Basu et al. (2011). Mea-

sures of disparity can be applied for constructing estimators, test statistics and model selection

criteria in a variety of problems of statistical inference and modeling.

Let {T} and {F} be two families of probability distributions defined on the same measurable

space (X ,B), where B denotes the σ-field of Borel subsets of X . Consider a σ-finite measure υ on

(X ,B). Assume that both families are dominated by υ and write t = dT/ dυ and f = dF/ dυ.

Taking υ to be the Lebesgue measure, the ϕ-disparity between two density functions t and f

with respect to υ is defined as

ρϕ(t, f) =

∫
X
f(x)ϕ{δ(x)} dυ(x), (2.11)

where δ(x) is the so-called Pearson residual function defined as

δ(x) =
t(x)− f(x)

f(x)
.

The ϕ-disparity (2.11) is a continuous family of measures introduced in the article by Basu and

Lindsay (1994) as a companion with the seminal article by Lindsay (1994) in which the discrete

analogue of (2.11) was proposed and given by

ρϕ(t, f) =
∑
x∈X

f(x)ϕ{δ(x)}.

Here, the function ϕ is assumed to be real-valued and thrice differentiable on the interval [−1,∞)

with ϕ(0) = 0.

If we further assume that ϕ is a strictly convex function, then the ϕ-disparity family possesses

the non-negativity property, i.e., it is strictly positive and equal to zero if and only if the two

densities t and f are equal almost everywhere. Nevertheless, in general, the ϕ-disparity family

does not satisfy the triangular inequality and lacks of symmetry, namely ρϕ(t, f) does not always

coincide with ρϕ(f, t), implying that it is not a distance metric. Lindsay (1994) noted that such

ϕ-disparities are also called f or φ-divergences in the literature.

Note that the ϕ determining the ρϕ (2.11) is not unique in the sense that there exist different

ϕ’s corresponding to the same disparity. For instance, the famous Kullback-Leibler divergence

is obtainable for ϕ(δ) = (δ+ 1) log(δ+ 1)− δ or ϕ(δ) = (δ+ 1) log(δ+ 1). In fact, two functions
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ϕ(δ) and

ψ(δ) ≡ ϕ(δ)− bδ, (2.12)

where b ∈ R, define the same disparity, as shown below:

ρψ(t, f) =

∫
X
f(x)

[
ϕ{δ(x)} − b

{
t(x)

f(x)
− 1

}]
dυ(x)

=

∫
X
f(x)ϕ{δ(x)} dυ(x)

= ρϕ(t, f).

If the value of b is set to ϕ
′
(0), then ψ has the additional property that ψ

′
(0) = 0. This extra

property and the assumption of strict convexity of ϕ ensure that ψ(δ) ≥ 0 for all δ ≥ −1 and the

unique global minimum of ψ occurs at δ = 0. Also, note that ψ
′
(δ) < 0 for δ < 0 and ψ

′
(δ) > 0

for δ > 0.

An important and well-known parametrized class of measures known as the power divergence

family introduced by Cressie and Read (1984) (see also Liese and Vajda, 1987) belongs to the

ϕ-disparity family. The Cressie-Read power divergence family of discrepancies is given by the

following ϕ:

ϕβCR(δ) =
(δ + 1)β+1 − 1

β(β + 1)
, β ∈ R \ {−1, 0}.

For β = −1 or 0, the disparity has to be defined by continuity. One may also use

ψβCR(δ) =
(δ + 1)β+1 − (β + 1)δ − 1

β(β + 1)
, β ∈ R \ {−1, 0},

which gives the Cressie-Read family, by setting b in (2.12) to 1/β. The wide applicability

of this family is owing to the fact that it subsumes some notable and practical divergence

measures commonly considered for statistical estimation and testing purposes, including the

Pearson divergence, the Kullback-Leibler divergence and the Hellinger distance.

2.7.2 Density Power Divergences

Basu et al. (1998) introduced a new family of density-based divergence measures—the density

power divergence family—parametrized by a parameter α. We shall simply refer to this family

as the BHHJ family which is defined as

ρα(t, f) =

∫
X

{
f 1+α(x)−

(
1 +

1

α

)
t(x)fα(x) +

1

α
t1+α(x)

}
dυ(x), α > 0.
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Obviously, ρα is not defined for α = 0. However, Basu et al. (1998) defined this particular case

by the limit of ρα as α→ 0, resulting in the Kullback-Leibler divergence given by

ρ0(t, f) = lim
α→0

ρα(t, f) =

∫
X
t(x) log

{
t(x)

f(x)

}
dυ(x).

Observe that for α = 1, ρα turns out to be the squared L2 distance between two densities,

i.e.,
∫

(f − t)2 dυ. Similar to the ϕ-disparity family, the BHHJ family satisfies the non-negativity

property for all α ≥ 0. Note that the BHHJ family is not a subfamily of the ϕ-disparity family

and is not closely related to the Cressie-Read family.

2.7.3 (ϕ, α)-disparities

A richer class of divergence measures was introduced by Mattheou and Karagrigoriou (2010)

(see also Mattheou et al., 2009 and Vonta et al., 2010). This family basically groups the Csiszár

f -divergences (Csiszár, 1963; Ali and Silvey, 1966) and the BHHJ family together under one

umbrella. With a change of variable, we present their family of measures as

ραϕ(t, f) =

∫
X
f 1+α(x)ϕ {δ(x)} dυ(x), α ≥ 0. (2.13)

We shall refer to this family (2.13) as the (ϕ, α)-disparity family. Here, besides the assumption

that ϕ is a strictly convex thrice differentiable function on [−1,∞) with ϕ(0) = 0, an extra

condition ϕ′(0) = 0 is imposed, so that the non-negativity property of ραϕ is guaranteed. This

class of disparity measures provides a unification for many existing discrepancy measures and

at the same time introduces new ones.

To obtain the BHHJ family, let us consider the following ϕ:

ϕBHHJ(δ) ≡ ϕαBHHJ(δ) = 1−
(

1 +
1

α

)
(δ + 1) +

(δ + 1)1+α

α
, α > 0.

A simple algebraic manipulation yields

ραϕBHHJ
(t, f) =

∫
X
f 1+α(x)

[
1−

(
1 +

1

α

)
{δ(x) + 1}+

{δ(x) + 1}1+α

α

]
dυ(x)

=

∫
X
f 1+α(x)

1−
(

1 +
1

α

){
t(x)

f(x)

}
+

{
t(x)
f(x)

}1+α

α

 dυ(x)

= ρα(t, f).

One can also easily notice that the (ϕ, α)-disparity family contains the ϕ-disparity family by

setting α = 0 and in turn entails the Cressie-Read family. To create a new class of disparity

measures, one can consider, say, ϕ = ϕ and α > 0. Table 2.1 presents some members of the

(ϕ, α)-disparity family along with their ϕ functions and α values. Graphical representations

of the ϕ functions for various members of the ϕ-disparity and BHHJ families are shown in
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Figure 2.1. In the discrete setting in which the measure υ is taken to be a counting measure,

the (ϕ, α)-disparity family can be defined in a similar fashion.

Table 2.1: Some (ϕ, α)-disparity measures and their corresponding (ϕ, α) combinations.

Disparity Measure ϕ(δ) α

Kullback-Leibler (δ + 1) log(δ + 1)− δ 0

Pearson δ2 0

Squared Hellinger (
√
δ + 1− 1)2 0

Squared L2 δ2 1

Cressie-Read


(δ+1)β+1−(β+1)δ−1

β(β+1) , β 6= −1, 6= 0

δ − log(δ + 1), β = −1
(δ + 1) log(δ + 1)− δ, β = 0

0

BHHJ

{
1−

(
1 + 1

α

)
(δ + 1) + (δ+1)1+α

α
(δ + 1) log(δ + 1)− δ

{
> 0
= 0
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Figure 2.1: Curves of ϕ function for some ϕ-disparity (left) and BHHJ divergence (right) measures.



Chapter 3
A Mixture-based Framework for

Nonparametric Density Estimation

3.1 Introduction

At the core of this thesis is the concept of mixture-based nonparametric density estimation. The

basic idea is to approximate the true density of the observations by a mixture density. Nonpara-

metric density estimation using mixture models is mathematically appealing and justified since it

is well-known that mixtures are able to approximate any density in a finite-dimensional Euclidean

space accurately (see DasGupta, 2008, Chapter 33). Marron and Wand (1992) illustrated the

flexibility of the class of normal mixture densities in covering a variety of different density shapes.

Apart from the mathematical attractiveness and convenience of mixture models, there are some

other arguments for adopting the mixture-based approach against the kernel-based approach in

nonparametric density estimation. One motivation for using the mixture-based method is that it

produces sparse or parsimonious solution, compared with the kernel-based method which retains

all sample points for the construction of the density estimate. Furthermore, the kernel model is

indeed a special case of the mixture model. By enlarging the model space of kernel to that of

mixture, one can reduce the bias, although perhaps at the expense of increasing the variance.

Due to the flexibility and generality of mixtures, in many cases the decrease in bias can outweigh

the increase in variance, and hence the mixture-based method has a higher potential of yielding

improved solutions to density estimation problems. On a computational side, the mixture-based

method demands lesser computational effort in evaluating density estimates at a given point and

far smaller storage space for the constructed models.

Before continuing any further, we think that there is a need to discuss more about the in-

terpretation of simplicity or parsimony, because, in this thesis, we say that the mixture-based

nonparametric density estimators are simpler or more parsimonious than the kernel-based non-

parametric density estimators. The measure of simplicity used in this thesis is based on counting

component densities, with a more complex solution having more component densities. Thus, by

23
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a simpler estimator, we always mean one that has relatively fewer component densities. Since the

mixture-based nonparametric density estimators can be expressed by fewer component densities

compared with the kernel-based nonparametric density estimators, the former are of course more

parsimonious than the latter in terms of, e.g., the storage space on a computer.

Admittedly, simply counting the number of component densities and saying that the mixture-

based nonparametric density estimators are simpler than the kernel-based nonparametric density

estimators are not technically sound from the viewpoint of complexity theory. There do exist

different attempts to define complexity. In parametric modeling, the number of parameters

in a model is commonly used as the measure of complexity. For example, consisting of two

components, the Akaike’s information criterion is designed to choose models on the basis of

the trade-off between goodness of fit and complexity. One component of this criterion tends

to measure the adequacy of the model fit and the other the complexity of the model. The

measure of complexity used in this criterion is based on counting parameters, with a more

complex model having more parameters. In nonparametric modeling, the generalized or effective

number of degrees of freedom can be regarded as a generalization of the number of parameters

in a parametric model. For example, in the context of local likelihood density estimation,

Loader (1999b) gave a definition of complexity in terms of the number of degrees of freedom. In

particular, for kernel-based nonparametric density estimation, the number of degrees of freedom

will typically be very different from the number of component densities. However, how to measure

the complexity associated with a mixture-based nonparametric density estimator is still an open

problem. Hence, if one considers in this respect, the mixture-based nonparametric density

estimators are not necessarily simpler than the kernel-based nonparametric density estimators.

This chapter lays out a framework for nonparametric density estimation using mixture models

with a nonparametric mixing distribution such as nonparametric and semiparametric mixtures.

Estimating an unknown density by means of the nonparametric or semiparametric mixture den-

sity involves the problem of estimating the unknown mixing distribution. For the estimation of

mixture models with a nonparametric mixing distribution, we shall consider the (ϕ, α)-disparity

minimization framework. The importance of this framework lies in the fact it unifies a broad

range of objective functionals for the estimation of the mixing distribution. Depending on

whether smoothing is incorporated and the way of performing smoothing, there are several

different approaches to estimating the parameters in mixture models within this estimation

framework. In this thesis, we study some minimum convex disparity estimation problems and

present some algorithms for fitting mixtures by the method of minimum disparity.

As a nonparametric technique, our mixture-based approach to density estimation typically

entails a bandwidth selection problem, which is in fact virtually the main concern of all nonpara-

metric smoothing methods. Thus, the mixture-based nonparametric density estimation problem

becomes estimating the mixing distribution (or mixing distribution and structural parameters)

and selecting the bandwidth in the nonparametric (semiparametric) mixture setting. Once the

mixing distribution estimate has been obtained with an appropriate bandwidth, the correspond-

ing mixture-based density estimate can be constructed in a straightforward matter and this

automatically renders a nonparametric density estimate for the observed set of data.
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Generally, a two-stage procedure consisting of both the estimation and selection is needed

for solving mixture-based nonparametric density estimation problems. The overall procedure

can be narrowed down to a couple of smaller pieces, namely estimation itself and selection

itself, depending on the available information about parameters in the mixture model. When

the bandwidth parameter is known a priori or fixed, one only needs to estimate the mixing

distribution and structural parameters (if any). When the mixing distribution is known a priori

or fixed, only bandwidth selection is relevant for density estimation. Since neither is known a

priori in general, our strategy would be first fixing the bandwidth parameter at some value as if

it is known a priori, and then estimating the mixing distribution at the prespecified bandwidth

value. Different optimal mixing distributions are obtained for different values of the bandwidth.

Our procedure, in which there are two different objective functions to be optimized, involves

iterative fitting of mixture models based on some estimation criterion which leads to a class of

candidate density estimates indexed by the bandwidth from which the final density estimate is

selected in an objective way based on some selection criterion.

3.2 Minimum Disparity Estimation

Before embarking on the application of mixture models to nonparametric density estimation, we

present a very general framework for the estimation of parameters in mixture models via (ϕ, α)-

disparity minimization in this section. In the next section, we shall discuss some approaches to

estimation within this framework. Indeed, both sections form a critical part of our nonparametric

methodology for building the mixture-based density estimates. For the sake of simplicity, we

describe nonparametric mixture problems but the entire framework is equally applicable to

semiparametric mixture problems.

Let T be the true distribution on the set T of all distributions having densities {t} with

respect to some dominating σ-finite measure υ. Consider a nonparametric family of mixture

distributions FG, indexed by a mixing distribution G ∈ G, having densities {fG} with respect

to the same measure υ. We assume that FG ⊂ T but the true distribution T may or may not

belong to FG.

Two key concepts of this framework for solving mixture estimation problems are (ϕ, α)-

disparity and functional optimization. Ideally, for any given choice of ραϕ(t, fG) (2.13), the

disparity-based framework for the estimation of the mixing distribution G is carried out via

the minimization of that given ραϕ(t, fG) over the functional space G. Nonetheless, the true

density t, without which the framework fails, is always an unknown in reality. As a result,

in practice, only some empirical version of ραϕ(t, fG) will be considered, leading to empirical

disparity minimization.

Formally, given a random sample x1, . . . , xn from the underlying distribution T , the (empir-

ical) disparity-based nonparametric mixture estimation problem is given by

minimize ραϕ( t̂n, fG) (3.1)

subject to G ∈ G,
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where t̂n depending on the chosen (ϕ, α)-disparity can be the density associated with the empir-

ical distribution of the data and/or a nonparametric density estimate based on the sample. For

later reference, we call the objective function the (empirical) disparity functional. The solution,

provided it exists, to the above problem is called the minimum (ϕ, α)-disparity estimate of G.

3.2.1 Minimum Convex Disparity Estimation

We think that the (ϕ, α)-disparity family is extremely rich and covers many important measures

of discrepancy. In addition, the (ϕ, α)-disparity minimization framework is simple and easy to

comprehend while very general. To facilitate analyses of the characterizations of solutions to

the disparity-based estimation problem (3.1), we restrict our attention to only a convex subclass

of disparity functionals. Some examples of convex disparity functionals on G are the Kullback-

Leibler functional (see Lemma 3.4) and the squared L2 functional (see Lemma 3.5).

Below, we put the estimation problem associated with this type of disparity functionals in

the framework of convex optimization, and give some necessary and sufficient conditions for the

characterizations of solutions. We remark that these materials are adapted from Groeneboom

et al. (2004) and are included here for self-containment purposes.

The usual setup for mathematical optimization problems involves the objective and constraint

functions. When both the former and the latter are convex, the problem is referred to as a convex

optimization problem; see, e.g., Boyd and Vandenberghe (2004). Let % : G → R be a real-valued

convex disparity functional defined on G. Clearly, G is a convex set as the convex combination

of any two elements in G also resides in G, i.e., for any G,H ∈ G, we have (1 − ε)G + εH ∈ G,

ε ∈ [0, 1]. The convex optimization problem is of the form:

minimize %(G)

subject to G ∈ G.

Assume that the above problem has a unique optimal solution G̃. Further, assume the

following:

Assumption 3.1 (A3.1). % is a convex functional on G such that for each G,H ∈ G, where % is

finite, the convex function ℘ : I → R defined by ℘(ε;G,H) = %{G+ ε(H −G)} is continuously

differentiable for ε ∈ I = [0, 1].

Recall that the directional derivative of % at G in the direction of H −G is given by

d%(H;G) = lim
ε→0

%{G+ ε(H −G)} − %(G)

ε
.

Also, recall that for a degenerate distribution at θ, δθ ∈ G, the directional derivative is known

as the gradient function and is given by

d%(θ;G) ≡ d%(δθ;G) = lim
ε→0

%{G+ ε(δθ −G)} − %(G)

ε
. (3.2)
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Assumption 3.2 (A3.2). The functional % has the property that for each G,H ∈ G,

d%(H;G) =

∫
d%(θ;G) dH(θ).

Lemma 3.1. Suppose that % satisfies A3.1. Then

G̃ = argmin
G∈G

%(G) if and only if d%(H; G̃) ≥ 0 for all H ∈ G.

Lemma 3.2. Suppose that % satisfies A3.1 and A3.2. Then

G̃ = argmin
G∈G

%(G) if and only if d%(θ; G̃) ≥ 0 for all θ ∈ Θ.

Lemma 3.3. Suppose that % satisfies A3.1 and A3.2. Suppose that the minimizer G̃ has finite

support. Then

G̃ = argmin
G∈G

%(G) if and only if d%(θ; G̃)

≥ 0 for all θ ∈ Θ,

= 0 for all θ ∈ support(G̃).

These lemmas are paraphrased from Lemmas 2.1, 2.2 and 3.1 in Groeneboom et al. (2004).

3.3 Approaches within Disparity Minimization Estimation

Within the (ϕ, α)-disparity minimization framework, there are several different approaches to

estimating the mixing distribution, which correspond to different choices of arguments on which

the (ϕ, α)-disparity depends. In this context, the concept of smoothing and the way of smoothing

are relevant to distinguish between them, as outlined below.

3.3.1 Without Smoothing

As the name suggests, no smoothing is applied to t and fG in this approach. The data-based

estimate of ραϕ(t, fG) is obtained by substituting the probability mass function corresponding

to the empirical distribution function for t. This approach can be used when t is linear in the

integrand of the (ϕ, α)-disparity and other parts of the integrand (if any) involving t through

some nonlinear functional form must be independent of G. Consequently, we can utilize this

approach for any members of the BHHJ family. Apart from Basu et al. (1998), this approach

has also been considered by Scott (2001) for models with finite-dimensional parameters.

Let us consider two examples. The Kullback-Leibler divergence between the underlying

data density and the assumed nonparametric mixture density is obtained with the selections

ϕKL(δ) = (δ + 1) log(δ + 1)− δ and α = 0, i.e.,

ρ0
ϕKL

(t, fG) =

∫ {
t log

(
t

fG

)
− t+ fG

}
dυ.
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Eliminating some terms of the integrand that do not affect the minimization problem, the

Kullback-Leibler divergence can be written as

ρ0
ϕKL

(dT, fG) = −
∫

log(fG) dT.

An intuitive estimate of T is the empirical distribution function derived from the sample, F̂n.

Also, the empirical distribution function is a consistent estimator of the true distribution func-

tion. Hence, the empirical version of Kullback-Leibler divergence is given by

ρ0
ϕKL

(dF̂n, fG) = −
∫

log(fG) dF̂n = − 1

n

n∑
i=1

log{fG(xi)}. (3.3)

It is obvious that the above empirical Kullback-Leibler divergence minimization has a solution

that is equivalent to the maximum likelihood solution, i.e., the NPMLE.

Another example is the (δ2, 1)-disparity which is also known as the squared L2 distance. In

a similar fashion presented above, one can show that the empirical (δ2, 1)-disparity has the form

ρ1
δ2(dF̂n, fG) =

∫
f 2
G dυ − 2

∫
fG dF̂n =

∫
f 2
G dυ − 2

n

n∑
i=1

fG(xi). (3.4)

Now, we show that (3.3) and (3.4) are indeed convex disparity functionals.

Lemma 3.4. The Kullback-Leibler functional (3.3) is convex on G.

Proof: Let us write %KL(G) = ρ0
ϕKL

(dF̂n, fG). For G,H ∈ G with ε ∈ [0, 1],

%KL{(1− ε)G+ εH} = − 1

n

n∑
i=1

log{f(1−ε)G+εH(xi)}

= − 1

n

n∑
i=1

log{(1− ε)fG(xi) + εfH(xi)}

≤ −(1− ε)
n

n∑
i=1

log{fG(xi)} −
ε

n

n∑
i=1

log{fH(xi)}

= (1− ε)%KL(G) + ε%KL(H). �

Lemma 3.5. The squared L2 functional (3.4) is convex on G.

Proof: Let us write %L2(G) = ρ1
δ2(dF̂n, fG). For G,H ∈ G with ε ∈ [0, 1], consider

%L2{(1− ε)G+ εH} =

∫
f 2

(1−ε)G+εH dυ − 2

n

n∑
i=1

f(1−ε)G+εH(xi)

=

∫
{(1− ε)fG + εfH}2 dυ − 2

n

n∑
i=1

{(1− ε)fG(xi) + εfH(xi)} .
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The lemma holds because

d2%L2{(1− ε)G+ εH}
dε2

= 2

∫
(f 2
G − 2fGfH + f 2

H) dυ

= 2

∫
(fG − fH)2 dυ

≥ 0. �

3.3.2 With Single Smoothing

Another approach to estimating G is to consider a smooth nonparametric density estimate of t,

say, the kernel-based density estimate, when minimizing the empirical version of ραϕ(t, fG) over

G ∈ G. For example, Beran (1977) and Cao et al. (1995) considered this approach for parametric

model (including finite mixtures) estimation. From estimation and computational aspects, the

requirement of a bandwidth parameter for the nonparametric density estimate may be a demerit

of this approach, as compared with the approach without smoothing.

For illustration purposes, consider both the squared Hellinger and squared L2 distances.

Based on this approach, we can obtain the minimum squared Hellinger distance estimate of G

by minimizing the empirical squared Hellinger distance given by

ρ0
(
√
δ+1−1)2(f̂nh, fG) =

∫ (√
f̂nh −

√
fG

)2

dυ,

where f̂nh is a nonparametric density estimate with bandwidth parameter h.

Although to find a nonparametric estimate of G by use of the squared L2 distance can be

done, as seen previously, without using any nonparametric smoothing techniques, the singly-

smoothing approach can be regarded as an interesting alternative that yields two continuous

estimates of t in the context of nonparametric density estimation. The decision on which to

choose for practical application may be guided by some criterion or test. Using this approach,

the empirical (δ2, 1)-disparity is given by

ρ1
δ2(f̂nh, fG) =

∫ (
f̂nh − fG

)2

dυ.

3.3.3 With Double Smoothing

Introduced by Basu and Lindsay (1994) for parameter estimation in continuous parametric

models, the doubly-smoothing approach applies the same amount of smoothing to both the data

and the assumed model density respectively, as opposed to the approach with single smoothing

that applies some suitable level of smoothing only to the data. Using this approach, consistent

estimators can be obtained for any fixed value of bandwidth, which is advantageous over the

singly-smoothing approach. See also Seo and Lindsay (2010).

To give a clearer explanation, let fNK
h be the kernel-based density estimate of t. It is well-

known that the kernel-based density estimate is a convolution of the data with the scaled kernel
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function Kh, which can be written in an integral form as follows:

fNK
h (x) =

∫
Kh(x− y) dF̂n(y), (3.5)

with Kh(x) = K(x/h)/h, where K is called a kernel function and h the bandwidth parameter.

The kernel K ≡ K1 is usually taken to be a standard, symmetric, continuous density function,

e.g., the standard normal density. Now, we shall apply the same amount of smoothing of data

to the nonparametric mixture density fG which gives us the convoluted mixture density:

f ?G(x) =

∫
Kh(x− y)fG(y) dy.

The mixing distribution estimate is obtained by minimizing the kernel-smoothed disparity

ραϕ(fNK
h , f ?G) over all candidates G. As shown later, adopting the doubly-smoothing approach for

defining the squared L2 distance helps reduce bias in the mixture-based density estimator.

3.4 Nonparametric Density Estimation using Mixtures

To apply nonparametric and semiparametric mixtures to density estimation, we need to in-

troduce a bandwidth parameter in the mixture models. Consider the following nonparametric

mixture density:

fNM
h (x;G) =

∫
Θ

fh(x; θ) dG(θ), x ∈ X , (3.6)

where fh(x; θ) is some known component density parametrized by two parameters θ ∈ Θ ⊂ R
and h ∈ H ⊂ R+ = (0,∞) and G an arbitrary unknown mixing distribution. Here, h serves

as the bandwidth parameter which controls the level of smoothing. The nonparametric mixture

density (3.6) can be extended to the semiparametric mixture density, which is of the form

fSM
h (x;G,β) =

∫
Θ

fh(x; θ,β) dG(θ), x ∈ X ,

where β ∈ Rr is common to all mixture components. We shall return to the semiparametric

mixture density later in the next two chapters in which we consider two special applications:

estimation of symmetric densities and estimation of finite mixtures of symmetric densities.

In the meantime, consider the nonparametric mixture density (3.6). An immediate difficulty

is that joint estimation of mixing distribution and bandwidth in the mixture model generally

fails. For illustration, consider maximum likelihood estimation of a normal location mixture

model. The log-likelihood function is unbounded from above, and therefore the joint maximizer

does not exist. Figure 3.1 illustrates the maximized log-likelihood value increases as the value of

the bandwidth (in this case the scale parameter σ) decreases. Also, the nesting of normal location

mixture models can be clearly seen in Figure 3.1, where the size of model space becomes richer

and richer as the bandwidth approaches to 0. Besides normal mixtures, the nesting structure

also holds for many other mixtures (Charnigo and Pilla, 2007).
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Figure 3.1: Illustration of the log-likelihood function approaches to∞ and the class of normal location
mixture models becomes richer and richer, as σ → 0. φσ denotes the normal density with
mean zero and standard deviation σ. Based on two normal observations (x1 and x2) sep-
arated one unit apart, the plot shows likelihood curves Ω and their corresponding convex
hulls for various values of σ. Also shown are contour lines of the log-likelihood function
and their values. The solid points represent mixture maximum likelihood estimates p̂ at
different values of σ.

One possible solution to this problem is to consider a nonparametric methodology consisting

of two steps: estimation and selection. In the estimation step in which some minimum dis-

parity method is employed, a preselected bandwidth parameter is held fixed at its value while

estimating the mixing distribution. The estimation step is iteratively repeated for some other

preselected bandwidth values, and hence yielding a set of candidate density estimates. For rea-

sons of automatic selection and objectivity, a selection criterion is evaluated across all those
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bandwidths, so as to choose an optimal one among them for building the final density estimate.

For example, in the special case in which the likelihood functional serves as an objective function

for maximization, one may consider minimizing some penalized likelihood criterion for selecting

the bandwidth. Otherwise, a general-purpose approach known as the cross-validation method

can be used. To obtain the bandwidth of the mixture-based nonparametric density estimate, one

can minimize some cross-validation criterion over the space of bandwidth parameter. Perhaps

some discretized space of bandwidth values can be used in practical implementation, as long as

the grid of points is fine enough.

3.4.1 Comparison with Nonparametric Density Estimation using Kernels

Density estimation on R via nonparametric location mixtures can be compared with the popular

kernel-based approach. Given a random sample x1, . . . , xn ∈ R from a distribution, the kernel-

based density estimator (KDE) (3.5) is most commonly written using a sum:

fNK
h (x) =

1

n

n∑
j=1

Kh(x− xj). (3.7)

The KDE smooths the discrete empirical mass function by replacing the degenerate distribution

with a smooth Kh at each data point. The bandwidth h controls the extent of smoothness of the

KDE, whose value needs to be appropriately determined to achieve a fine compromise between

smoothness and a “perfect” fit to the data.

In comparison, the mixture-based density estimator (MDE) takes a very similar form:

fNM
h (x;π,θ) =

m∑
j=1

πjKh(x− θj), (3.8)

where π = (π1, . . . , πm)>, with πj > 0 (j = 1, . . . ,m) and
∑m

j=1 πj = 1, and θ = (θ1, . . . , θm)>.

Note that the MDE allows kernels (or mixture components) to be located at points other than

the data points and to have weights (mixing proportions) not necessarily 1
n
. The number of

components, m, is not fixed beforehand but to be determined by controlling the bandwidth

parameter h. Similarly, we also use the bandwidth to control the smoothness. Actually, the

mixing proportion vector π and the support point vector θ together define the distribution

function of the location parameter θ. For an arbitrary distribution function G of θ, which needs

not be assumed discrete, the sum on the right-hand side of (3.8) becomes an integral:

fNM
h (x;G) =

∫
Θ

Kh(x− θ) dG(θ). (3.9)

If G is estimated by the empirical distribution of the sample, then (3.9) becomes the KDE (3.5).

Also, in such a location mixture setting, the problem of estimating the mixing distribution or

mixing density (if it exists) is referred to as the deconvolution problem in statistics. Groene-

boom and Wellner (1992) has devoted a chapter on this problem using the maximum likelihood

estimation technique.
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There are a few advantages that the MDE has over the KDE. Since the MDE forms a superset

of models that includes the KDE, the former offers greater flexibility and has the potential for

improved estimation. In terms of the number of components/kernels, the MDE is practically

always a much simpler model than the KDE. Moreover, the KDE is the convolution between the

kernel and the empirical mass function, which leads to a flattened density estimate, with high

bias and a low rate of convergence. In contrast, since the mixture distribution is a convolution

between the kernel and the mixing distribution, finding the MDE, or a mixing distribution

estimate, is equivalent to a deconvolution operation, and hence one might in general expect a

higher rate of convergence, although there exists no theoretical justification yet.

Example 3.1. As a simple illustration to highlight the differences between the KDE and MDE,

as well as that between different kernel functions, let us consider a small data set, which has

been studied, e.g., by Simonoff (1996). A histogram for the data is shown in Figure 3.2, which

contains the previous salaries of 91 MBA students. Figure 3.3 shows the fitted density curves

(solid curves), along with their components (dashed curves), that are produced by the KDE

and MDE, respectively. Three different kernels are used: Gaussian, Epanechnikov and biweight.

The MDE’s are obtained via maximum likelihood estimation. The bandwidths of the KDE’s

are selected according to Sheather and Jones’s (1991) direct plug-in method, and the MDE’s are

determined by the AIC (see Section 3.6).

Apparently, all the MDE’s are much simpler, in the sense that they use far fewer components

than the KDE’s. They also tend to use larger bandwidths and be less flattened than the KDE’s.

Of the three kernels, the Gaussian kernel produced the smoothest estimated curves, for both

MDE’s and KDE’s. The Epanechnikov and biweight kernels have a support of a finite range and

appear to have a bigger effect on the smoothness of MDE’s than on that of KDE’s.

3.5 Estimation of the Mixing Distribution

In applying a nonparametric mixture model to density estimation, although the estimation of the

mixing distribution is a fundamental task, the real interest does not lie in the mixing distribution

estimate itself, but rather in the corresponding density estimate determined by the mixing

distribution estimate. Thus, the mixing distribution can be viewed as a nuisance distribution

rather than a distribution of interest. Its main function is to provide greater modeling flexibility

and robustness to model misspecification.

With a fixed bandwidth value, to estimate the mixing distribution G based on a random sam-

ple x1, . . . , xn from (3.6), we study some specific minimum disparity methods, particularly we

focus on the minimum Kullback-Leibler, minimum squared L2 and minimum squared Hellinger

methods in the following sections. In fact, the minimum Kullback-Leibler estimator is equiva-

lent to the maximum likelihood estimator, whereas the minimum squared L2 estimator can be

renamed as the least squares estimator. Therefore, we simply use the terms maximum likelihood

and least squares from now on. Additionally, we only take both the approach without smoothing

and the approach with double smoothing to estimation.
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Figure 3.2: Histogram of the salary data.

3.5.1 Maximum Likelihood Estimation without Smoothing

The log-likelihood function based on the observations x1, . . . , xn is defined as

`NM
h (G) =

n∑
i=1

log
{
fNM
h (xi;G)

}
. (3.10)

For any fixed value of h, the NPMLE Ĝh, which maximizes the log-likelihood function (3.10)

among all G defined for θ, turns out to be always discrete, with no more support points than

the number of distinct values in the sample (Laird, 1978; Lindsay, 1983a). For this reason, we

may write (3.6) as

fNM
h (x;G) = fNM

h (x;π,θ) =
m∑
j=1

πjfh(x; θj), (3.11)
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Figure 3.3: Kernel-based and mixture-based density estimates (solid curves) with different kernel
functions, along with their components (dashed curves). The estimated centers of kernels
in MDE are indicated by solid dots on the x-axis.

where θ = (θ1, . . . , θm)> is a support point vector of G with its corresponding probability mass

vector π = (π1, . . . , πm)> (πj > 0 for all j and
∑m

j=1 πj = 1). In other words, G is exchangeable

in our notation with its π and θ.

Note that each NPMLE computed with a value of h held fixed is generally different from the

maximum likelihood estimate for a finite mixture that has the same number of components but

leaves π, θ and, in particular, h as unknown parameters. In the latter case, the first derivative

of the log-likelihood with respect to h is zero at the estimate, while in the case of NPMLE,

this derivative is always negative (Kiefer and Wolfowitz, 1956). In contrast, the NPMLE is
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characterized by the gradient function:

d`h(θ;G) =
n∑
i=1

fh(xi; θ)

fNM
h (xi;G)

− n.

In particular, a candidate G? is the NPMLE ⇐⇒ G? maximizes `NM
h (G) ⇐⇒ G? minimizes

supθ {d`h(θ;G)} ⇐⇒ supθ {d`h(θ;G?)} = 0 (Lindsay, 1983a). If G? is the NPMLE, the set of

all points satisfying d`h(θ;G?) = 0 is its support point vector. We note that A3.2 holds, i.e., for

each G,H ∈ G,

d`h(H;G) =

∫
d`h(θ;G) dH(θ).

For computing the NPMLE with the bandwidth value h held fixed, we prefer to use the fast

algorithms proposed in Wang (2007, 2010b), namely the CNM and CNM-MS algorithms. As

noted, although the CNM-MS algorithm is designed for semiparametric mixtures, it can also be

used for computing the NPMLE.

3.5.2 Least Squares Estimation without Smoothing

The least squares functional based on the observations x1, . . . , xn is defined as

Qh(G) =

∫ {
fNM
h (x;G)

}2
dx− 2

n

n∑
i=1

fNM
h (xi;G). (3.12)

Since no parametric assumptions are imposed on the mixing distribution G in (3.12), its form

could be either discrete, continuous or mixed. We consider approximating its estimate by a

discrete distribution. As a matter of fact, an appropriate discrete distribution can approximate

any distribution to any desired level of accuracy. We shall refer to this nonparametric estimate

of G, which is also indexed by h, as the nonparametric least squares estimate (NPLSE) . As

a result of the discreteness assumption on the NPLSE, the estimated nonparametric mixture

density has a discrete form, similar to that obtained by maximum likelihood estimation.
The gradient function characterizing the NPLSE of G is given by

dQh(θ;G) = 2

∫ {
fNM
h (x; θ)fNM

h (x;G)
}

dx− 2

n

n∑
i=1

fNM
h (xi; θ)− 2

∫ {
fNM
h (x;G)

}2
dx+

2

n

n∑
i=1

fNM
h (xi;G).

Obviously, A3.2 holds, i.e., for each G,H ∈ G,

dQh(H;G) =

∫
dQh(θ;G) dH(θ).

Applying Lemma 3.3, we have that a candidate G? is the NPLSE ⇐⇒ dQh(θ;G?) ≥ 0 for all θ,

and if G? is the NPLSE, its support points are contained in the set {dQh(θ;G?) = 0}.
For NPLSE computation, we shall adapt the CNM algorithm. However, we shall introduce

the algorithm in Section 6.2.4.
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3.5.3 Least Squares Estimation with Double Smoothing

In the approach with double smoothing, kernel-smoothed versions of data and model density are

considered in the objective function. Specifically, the kernel-smoothed version of data is given

by the KDE (3.5):

fNK
h1

(x) =

∫
Kh1(x− y) dF̂n(y).

Let us write the convolution between two density functions f and g as

(f ∗ g)(x) =

∫
f(x− y) g(y) dy, x ∈ R.

Thus, the KDE can be written as

fNK
h1

(x) = (Kh1∗ dF̂n)(x).

Using the same kernel function for mixture components, the nonparametric mixture distribution

with a mixing location parameter has a density given by

fG, h2(y) ≡ fNM
h2

(y;G) =

∫
Kh2(y − θ) dG(θ). (3.13)

The mixture density fG, h2 is also a convolution, as given by

fG, h2(y) = (Kh2∗ dG)(y).

To see that the KDE is a special mixture distribution, one just need to substitute F̂n for G.

The kernel-smoothed version of the nonparametric mixture density (3.13) or convoluted mixture

density is given by

fG, h1, h2(x) =

∫
Kh1(x− y)fG, h2(y) dy = (Kh1∗ fG, h2)(x). (3.14)

Note that fG, h1, h2 (3.14) is again a nonparametric location mixture density of form (3.13), i.e.,

fG, h1, h2(x) =

∫
Kh1, h2(x− θ) dG(θ),

where

Kh1, h2(x− θ) = (Kh1∗Kh2)(x− θ) =

∫
Kh1(x− θ − z)Kh2(z) dz =

∫
Kh1(x− y)Kh2(y − θ) dy.

For the least squares criterion, the mixing distribution estimate is obtained by minimizing

ρ1
δ2

(
fNK
h1
, fG, h1, h2

)
=

∫ {
fNK
h1

(x)− fG, h1, h2(x)
}2

dx. (3.15)
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Expanding the right-hand side of (3.15), an equivalent form for (3.15), as far as the problem of

least squares minimization over all candidate mixing distributions is concerned, is

Qh1, h2(G) =

∫
{fG, h1, h2(x)}2 dx− 2

∫
fG, h1, h2(x)× fNK

h1
(x) dx. (3.16)

Compare (3.12). It can be seen that as h1 → 0, this approach becomes the approach without

smoothing. Since Kh1∗ fG, h2 = Kh1∗Kh2∗ dG, let us use the following simpler and slightly more

general definition as the loss functional of G:

Q(G) ≡ Qh1, h2(G) =

∫
(u ∗ dG)2(x) dx− 2

∫
(u ∗ dG)(x)× v(x) dx, (3.17)

where u is a component density and v the target density to be approximated by the nonparamet-

ric mixture u∗dG. It is easy to see that (3.16) can be converted into (3.17) by using u = Kh1∗Kh2

and v = Kh1∗dF̂n, neither depending on G. We call Q (3.17) the doubly-smoothed least squares

functional and it is a convex functional on G.

Lemma 3.6. Q(G) is a convex functional on G.

Proof: For G,H ∈ G with ε ∈ [0, 1], consider

Q{(1− ε)G+ εH} =

∫
{(1− ε)(u ∗ dG)(x) + ε(u ∗ dH)(x)}2 dx

− 2

∫
{(1− ε)(u ∗ dG)(x) + ε(u ∗ dH)(x)} v(x) dx.

The statement holds true because

d2Q{(1− ε)G+ εH}
dε2

= 2

∫ [
{(u ∗ dG)(x)}2 − 2(u ∗ dG)(x)(u ∗ dH)(x) + {(u ∗ dH)(x)}2] dx

= 2

∫
{(u ∗ dG)(x)− (u ∗ dH)(x)}2 dx

≥ 0,

which completes the proof. �

If in addition the nonparametric mixture model is identifiable, i.e., if that u∗dG = u∗dH except

on a set of zero measure implies that G = H, then the inequality in the above proof is strict for

G 6= H on a set of positive measure, and Q(G) is a strictly convex functional.

Again, since a continuous distribution can always be replaced with a discrete one in the

sense of weak convergence, we shall only produce discrete mixing distribution estimates, which

further results in the corresponding mixture-based density estimates being discrete mixtures.

The nonparametric discrete estimate of G is referred to as the nonparametric doubly-smoothed

least squares estimate (NPDSLSE) .

For G,H ∈ G, the directional derivative of Q from G to H is given by

dQ(H;G) = 2

∫
{(u ∗ dG)(x)− v(x)}{(u ∗ dH)(x)− (u ∗ dG)(x)} dx.
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For an arbitrary H, it holds that

dQ(H;G) =

∫
dQ(θ;G) dH(θ). (3.18)

Although Lemma 3.3 is directly applicable to characterize the NPDSLSE, more general the-

oretical results for the NPDSLSE are to be given in the subsequent chapter. For NPDSLSE

computation, see Section 6.2.4.

3.5.4 Squared Hellinger Distance Estimation with Double Smoothing

The doubly-smoothed squared Hellinger functional based on the observations x1, . . . , xn is defined

as

HD(G) ≡ HDh1, h2(G) = 2− 2

∫ √
(u ∗ dG)(x)× v(x) dx.

Lemma 3.7. HD(G) is a convex functional on G.

Proof: For G,H ∈ G with ε ∈ [0, 1], consider

HD{(1− ε)G+ εH} = 2− 2

∫ √
{(1− ε)(u ∗ dG)(x) + ε(u ∗ dH)(x)} v(x) dx.

The second derivative of HD{(1− ε)G+ εH} with respect to ε is

d2HD{(1− ε)G+ εH}
dε2

=
1

2

∫
{v(x)}1/2 {(u ∗ dH)(x)− (u ∗ dG)(x)}2

{(1− ε)(u ∗ dG)(x) + ε(u ∗ dH)(x)}3/2
dx.

Since the integrand is non-negative, the integral must be greater than or equal to zero, which

completes the proof. �

The directional derivative and gradient function of HD are respectively given by

dHD(H;G) = −
∫ √

v(x)

(u ∗ dG)(x)
{(u ∗ dH)(x)− (u ∗ dG)(x)} dx,

dHD(θ;G) = −
∫ √

v(x)

(u ∗ dG)(x)
{u(x− θ)− (u ∗ dG)(x)} dx.

Clearly, A3.2 holds.

Thus, we can apply Lemma 3.3 to characterize the solution to the doubly-smoothed squared

Hellinger distance estimation problem. Computing the minimum squared Hellinger distance

density estimate can be done via the GCNM algorithm described in Section 3.7. We remark

that the computation requires numerical integration techniques. In particular, we use Simpson’s

1/3 rule with 401 evaluation points. Also, we use the Cholesky decomposition to obtain R in

problem (3.20).
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3.5.5 An Example

Example 3.2. To demonstrate those four mixture-based nonparametric density estimators in-

troduced in this section, we generate a random sample of size 100 from an equally weighted

mixture of two normals with different mean parameters of −2 and 2 but a common scale pa-

rameter of 1. Using the standard Gaussian density function as the kernel function, we fit those

nonparametric density estimates to the simulated data with a fixed bandwidth value of 1. For

the doubly-smoothing approach which requires a KDE, we employ the KDE with the solve-the-

equation bandwidth (Sheather and Jones, 1991).

The resulting density estimates are shown in Figure 3.4. Visually, the density estimate

based on the method of minimum doubly-smoothed squared Hellinger distance appears to be

the closest to the true density, although demanding relatively high computational cost. Also,

for each density estimate, the gradient function characterizing the discrete mixing distribution

estimate is plotted in Figure 3.5.

3.6 Selection of the Bandwidth Parameter

The bandwidth selection for mixture-based nonparametric density estimation is an important

but difficult task, as it is also for kernel-based nonparametric density estimation (Loader, 1999a).

Consider three general approaches, all having some strengths as well as weaknesses. The first

is the interactive, trial-and-error approach, by visual examination of densities fitted at different

h-values. While this approach generally produces a reasonable value for h, it is not automatic

and can easily lead to crude estimates. The second is to use simulation-based techniques, such

as cross-validation and bootstrapping. This generally produces good estimates, but at a high

computational cost. The third is to use a model selection criterion, which is computationally

efficient but not always reliable.

One could use the standard approach of cross-validation (CV) for bandwidth selection. In

V -fold CV, the data set x1, . . . , xn is randomly split into V disjoint partitions, P1, . . . , PV , that

are roughly equal in size. For the methods of maximum likelihood and least squares without

smoothing, the value of h can be chosen based on minimizing the following sum of squared errors

(over a grid of candidate bandwidths):

LSCV(h) =
1

V

V∑
v=1

∫ {
f

(v)
h (x)

}2

dx− 2

V

V∑
v=1

1

nv

∑
xj∈Pv

f
(v)
h (xj), (3.19)

where nv is the number of observations in Pv and f
(v)
h (x) is the model fitted to all observations

but those in Pv. To increase estimation accuracy, one can also repeat the above CV step a

number of times by shuffling the data randomly, and then compute and use the average of the

sum of squared errors for each candidate value of h. Some recent work on the use of CV-based

criteria as a basis for choosing the number of mixture components in finite mixture models

include Smyth (2000) and Miloslavsky and van der Laan (2003).
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Figure 3.4: Mixture-based nonparametric density estimation in action. Each panel shows the his-
togram of the simulated normal mixture data overlaid with the true density (dashed
curve) and the mixture-based nonparametric density estimate (solid curve) obtained by
the approach as indicated in the heading of the panel. The solid points indicate the
support points of a discrete mixing distribution estimate.

In the context of maximum likelihood estimation, two popular information-theoretic model

selection criteria for evaluating models are the Akaike’s information criterion (AIC) and the

Bayesian information criterion (BIC). For selecting the bandwidth parameter of the MDE asso-

ciated with the NPMLE, we can apply these two criteria which are given by

AIC(h) = −2`NM
h (Ĝh) + 2ph,

BIC(h) = −2`NM
h (Ĝh) + ph log(n),

where ph is the number of free parameters (including h). For a univariate, nonparametric
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Figure 3.5: Gradient curves at different discrete mixing distribution estimates, with support points
shown as solid points.

estimate Ĝh with m̂h components, we use 2m̂h − 1 for its number of parameters. Note that m̂h

increases with decreasing h. Using the data in Example 3.1, Figure 3.6 illustrates how Ĝh varies

with h. In principle, one chooses the density estimate that minimizes the given expression of

a criterion. It is not unusual in the literature that these likelihood-based criteria are used for

selection among finite mixture models. For reviews, see, e.g., McLachlan and Peel (2000) and

Frühwirth-Schnatter (2006).

3.7 Computational Algorithm

Now, we discuss some computational aspects of the convex disparity-based estimation and

present an algorithm for computing the nonparametric estimate of the mixing distribution.
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Figure 3.6: Ĝh versus h using the Gaussian kernel for the salary data in Example 3.1. For a fixed value
of h, the location of a solid curve corresponds to a support point of Ĝh, with a probability
mass proportional to the width of the curve. A dashed horizontal line corresponds to the
bandwidth selected by the AIC. Dotted lines are also used for easy visual tracing of Ĝh,
when it is deemed that new support points start to emerge discontinuously as h decreases.

This new algorithm is a generalization of the CNM algorithm of Wang (2007) for computing the

NPMLE.

Here, we restrict the nonparametric estimate of G to be a discrete probability measure with

finite number of support points. In fact, any distribution can be approximated by a discrete

one to any specific degree of accuracy. We argue that the solution in a discrete form is able to

provide reasonable good accuracy and sufficient for most practical usage.

Recall that π = (π1, . . . , πm)> and θ = (θ1, . . . , θm)> denote the mixing proportion vector

and the support point vector of a discrete G, respectively. Similar to the CNM algorithm, this

new algorithm consists of two important steps: updating π, and expanding and contracting θ.
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With θ fixed, π can be efficiently updated to π′ as follows. Denoting

g ≡ g(π,θ) =
∂%

∂π
,

H ≡ H(π,θ) =
∂2%

∂π∂π>
,

we have the following quadratic Taylor series approximation to %(π′,θ) around π:

%(π′,θ) ≈ %(π,θ) + g>(π′ − π) +
1

2
(π′ − π)>H (π′ − π).

In the small neighbourhood of π, the problem of minimizing %(π′,θ) can be approximated by

the following least squares problem on a probability simplex:

minimize ‖Rπ′ − d‖2 (3.20)

subject to π′>1 = 1 and π′ ≥ 0,

where R satisfies H = R>R and d is the solution of R>d = Hπ − g. There are a number of

numerical methods for solving problem (3.20). In particular, we use the NNLS algorithm after

employing the method of Dax (1990) in which a least squares problem with only non-negativity

constraints is to be solved. The problem is shown in (2.10), but with P ≡ (r(1)−d, . . . , r(m)−d),

r(j) being the jth column of R. Also, a step-halving line search is conducted to ensure monotone

decrease of the convex disparity functional.

To find the discrete mixing distribution estimate, one also needs to locate all its support

points. At each iteration, the new algorithm expands the support set by including all local

minima of the gradient function d%(θ;G) (3.2) and contracts it by removing the existing support

points with zero mixing proportions after updating π by solving problem (3.20). In Wang (2007),

the local minima of the gradient function are computed by using a combined Newton-bisection

method. Here, we replace the Newton method with the secant method, which has the advantage

of not computing the second derivative of the gradient function.

The generalized algorithm, which we call GCNM, is outlined as follows.

Algorithm 3.1 (GCNM). Set s = 0. From an initial estimate G0 with finite support and

%(G0) <∞, repeat the following steps.

Step 1 : compute all local minima θ?s1, . . . , θ
?
sps of d%(θ;Gs), θ ∈ Θ. Stop, if

minj=1,...,ps{d%(θ?sj;Gs)} = 0.

Step 2 : set θ+
s = (θ>s , θ

?
s1, . . . , θ

?
sps)

> and π+
s = (π>s ,0

>)>. Find π−s+1 by solving prob-

lem (3.20), with R replaced by R+
s = R(π+

s ,θ
+
s ) and d+

s = (π+
s ,θ

+
s ), followed by a line

search.

Step 3 : discard all support points with zero masses in π−s+1, which gives Gs+1 with πs+1 and

θs+1. Set s = s+ 1.
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3.8 Summary

In this chapter, we present a very general framework for nonparametric density estimation based

on mixture models with a nonparametric mixing distribution. Apart from being more general

and flexible than kernel-based nonparametric density estimation, mixture-based nonparametric

density estimation has the advantage of producing highly parsimonious solutions. To produce

density estimates using mixture models, we discuss the minimum disparity estimation method

for obtaining estimates of model parameters in mixture models and describe some selection

methods for determining the bandwidth parameter. Focusing on the minimum convex disparity

estimation problem, we outline an algorithm for computing the mixture-based nonparametric

density estimates.

For a given set of data, one can construct numerous mixture-based nonparametric density

estimates depending on the choices of component densities, disparity functionals, estimation

approaches and selection criteria. In the subsequent chapters, we undertake detailed studies of

such issues in order to provide more insight into the mixture-based framework for nonparametric

density estimation.
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Chapter 4
Estimation of Symmetric Densities

4.1 Introduction

Semiparametric mixture models provide a richer class of models than nonparametric mixture

models. As a result, they are very appropriate for density estimation problems. The framework

of using semiparametric mixtures for density estimation has a wide range of applications. In

certain situations, one might want to include a finite-dimensional parameter in the nonpara-

metric mixture model to account for additional assumptions made about the distribution, e.g.,

restrictions on its shape. This chapter demonstrates how the semiparametric mixture model can

be applied to the problem of estimating a symmetric density function.

The semiparametric mixture density (introduced previously in Chapter 3) is given by

fSM
h (x;G,β) =

∫
Θ

fh(x; θ,β) dG(θ). (4.1)

In this thesis, we only study maximum likelihood estimation of semiparametric mixtures. The

log-likelihood function of (G,β) with h fixed is given by

`SM
h (G,β) =

n∑
i=1

log
{
fSM
h (xi;G,β)

}
.

Much of the maximum likelihood theory for nonparametric mixtures carries over to semipara-

metric mixtures in which functional and structural parameters are subject to estimation. With

the bandwidth h fixed, the SPMLE (Ĝh, β̂h) of (G,β) also turns out to have a discrete Ĝh. For

a discrete G with mixing proportions π and support points θ, the integral in (4.1) becomes a

sum:

fSM
h (x;G,β) = fSM

h (x;π,θ,β) =
m∑
j=1

πjfh(x; θj,β), (4.2)

47
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as an analogue to (3.11).

The gradient function is given similarly by

d`h(θ;G,β) =
n∑
i=1

fh(xi; θ,β)

fSM
h (xi;G,β)

− n.

The conditions

∂`SM
`h

(G,β)

∂β

∣∣∣∣∣
G=Ĝh,β=βh

= 0,

sup
θ∈Θ
{d`h(θ; Ĝh, β̂h)} = 0

are necessarily satisfied at the SPMLE (Ĝh, β̂h). The gradient function plays an important role

in the CNM-MS algorithm for computing the SPMLE.

4.2 Symmetrized Nonparametric Density Estimators

In practice, background knowledge may suggest that the data follow a symmetric distribution.

If one is able to make use of such information, one can increase estimation efficiency. For some

practical problems, see, e.g., Hürlimann (2001) on non-life insurance data and daily index re-

turns at a stock market, Christofides and Stengos (2002) on the symmetry of the wage-change

distribution, and Jaki and West (2011) on SAT scores of students. As a matter of fact, many

textbook statistical distributions defined on R are symmetric. While these parametric distribu-

tions certainly have found numerous successful applications, there are cases that their fittings

are poor, with discrepancies increasing with the sample size. Using nonparametric techniques

provides an alternative.

4.2.1 Symmetrized Kernel-based Density Estimator

The KDE (3.7) can be modified to estimate a symmetric distribution, as suggested by Kraft

et al. (1985). Denoting by µ the center of the distribution, their symmetrized version of the

KDE (SKDE) is given by

fSK
h (x;µ) =

1

2n

n∑
i=1

{Kh(x− xi) +Kh(x− 2µ+ xi)}.

They have established that under the knowledge of µ and the symmetry hypothesis, the SKDE

is twice efficient as the usual KDE, in the sense that asymptotically the SKDE based on n

observations is equivalent to the KDE based on 2n observations in terms of reducing the mean

integrated squared error. When µ is unknown as is typical in practice, one can estimate it with

the sample mean or sample median.



4.2 Symmetrized Nonparametric Density Estimators 49

Recently, Jaki and West (2011) suggested the following estimator of µ:

µ̂h = argmax
µ

n∏
i=1

fSK
h (xi;µ),

namely the MLE of µ, where the “likelihood” is the product of all the individual SKDE’s.

Through simulation studies, they demonstrated that µ̂h at the optimal smoothing is more effi-

cient than many commonly used estimators of a distribution center for heavy-tailed symmetric

distributions. Hence, we adopt µ̂h as the estimator of µ in our studies.

4.2.2 Symmetrized Mixture-based Density Estimator

It is fairly straightforward to apply the semiparametric mixture to estimate a symmetric dis-

tribution, where the center of the distribution µ is the additional parameter that is common

to all mixture components. To estimate a symmetric density using the semiparametric mixture

density (4.1), we consider the following component density:

fh(x; θ, µ) =
1

2
{Kh(x− θ − µ) +Kh(x+ θ − µ)}. (4.3)

Clearly for a symmetric Kh, fh is symmetric about µ, namely fh(x; θ, µ) = fh(2µ − x; θ, µ) for

any given θ. Each fh is equivalent to having two equally-weighted Kh’s centered around µ± θ,
respectively. We shall call this estimator the mixture-based symmetric density estimator (SMDE)

and denote it by fSM
h (x;G, µ). For a discrete mixing distribution G, the semiparametric mixture

model with component density (4.3) is not identifiable when the space of Θ is unrestricted.

Suppose that G1 is a Dirac distribution at point θ0 and G2 is a two-point distribution assigning

equal mass to −θ0 and θ0, then fSM
h (x;G1, µ) = fSM

h (x;G2, µ) for any given µ. Hence, for reason

of identifiability, we restrict that θ ≥ 0. Also, we note that the kernel function used throughout

this chapter is the Gaussian kernel.

The application of CNM-MS algorithm to estimate the mixture-based symmetric density is

fairly straightforward, where the structural parameter β is just the center of symmetry µ. As a

result of the restriction that θ ≥ 0, if θs+ 1
2

contains 0, this boundary support point is excluded,

but not its associated mass, from the updating in Step 2 of the algorithm. For implementation

readiness, one may temporarily allow positive support points to become negative during the

updating of Step 2. If this holds true even after Step 2 is finished, one can simply replace them

with their absolute values.

In Section 2.3, we mention that the log-likelihood function of the semiparametric mixture

model may have multiple local maxima. Here, using the 100 SAT scores of students studied by

Jaki and West (2011), we illustrate this point by considering the log-likelihood function of the

SMDE. Figure 4.1 shows the profile log-likelihood function of µ for some different bandwidth

values. Obviously, the log-likelihood function of the SMDE has multiple semiparametric local

maxima, especially for small values of h.
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Figure 4.1: Plots of the profile log-likelihood function of µ for several different bandwidth values,
illustrating the occurrence of multiple semiparametric local maxima for small values of h.
Recall that s denotes the sample standard deviation.

4.2.3 An Example

Example 4.1. Consider the 3226 z-values that were previously analyzed by Efron (2004). These

values were derived from a microarray gene expression study reported in Hedenfalk et al. (2001),

which consists of 3226 gene expression measurements on seven patients with BRCA1 cancer and

eight patients with BRCA2 cancer. For each gene, a z-value was computed by Efron (2004)

using

z = Φ−1{F13(y)},
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where y is the two-sample t-score comparing the two groups of patients, and Φ and F13 the

distribution functions of standard normal and T13(0, 1) distributions.

With more results given later in Section 4.5.1, Figure 4.2 displays the estimated density

curves by SKDE and SMDE using the Gaussian kernel, along with histograms for the data.

Both the SKDE and SMDE appear to fit to the data reasonably well, where the SMDE is once

again a much simpler model.
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Figure 4.2: Density estimates (solid curves) overlaid on the histogram of the breast cancer data. Each
of the two component densities of SMDE is decomposed into two kernels which are shown
using dashed curves, with their estimated centers indicated by solid points.

4.3 Bandwidth Selection

In the previous section, we described how to use semiparametric mixtures for density estimation,

by holding the bandwidth parameter h fixed. For the selection of the bandwidth h, our general

strategy in the studies presented below is to let h define a continuous family of density estimates

by profiling the likelihood function and then use a model selection criterion to decide on an

appropriate value of h, and thus the corresponding density estimate.

The AIC and the BIC for the profile likelihood considered in our studies are given by

AIC(h) = −2˜̀SM(h) + 2ph,

BIC(h) = −2˜̀SM(h) + ph log(n),

where ˜̀SM(h) ≡ maxG,µ `
SM
h (G, µ) is the profile log-likelihood function of h and ph the num-

ber of free parameters (including h). Analogous to Figure 3.6, Figure 4.3 illustrates how the

symmetrized Ĝh about the origin varies with h using the data in Example 4.1.

As mentioned in Section 3.6, using a penalized likelihood approach to model selection has a

computational advantage but not always reliable, for reasons given below. Basically, there are
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Figure 4.3: Symmetrized Ĝh about 0 versus h for the z-scores in Example 4.1. For a fixed value
of h, the location of a solid curve corresponds to a support point of symmetrized Ĝh,
with a probability mass proportional to the width of the curve. A dashed horizontal line
corresponds to the bandwidth selected by the AIC. Dotted lines are also used for easy
visual tracing of symmetrized Ĝh, when it is deemed that new support points start to
emerge discontinuously as h decreases.

two difficulties associated with the use of likelihood here. One is that the regularity conditions

for the asymptotic normal theory of maximum likelihood are known to fail for mixture models;

see, e.g., Lindsay (1995). As a result, application of these criteria to mixture model selection

lacks theoretical justification. The other is that the profile likelihood increases monotonically

and approaches to infinity as h → 0 (Kiefer and Wolfowitz, 1956). This means one should not

apply the AIC or BIC to h-values near 0. A practical solution is to supply a positive lower bound

on h, as done in our studies. Using the data in Example 4.1 again, the left panel of Figure 4.4



4.4 Simulation Study 53

depicts that the profile log-likelihood function of h is a monotone decreasing function, whereas

the right panel of Figure 4.4 shows that the AIC curve is well behaved over the chosen range.
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Figure 4.4: Plots of the profile log-likelihood function of h (left) and the AIC (right) against the
bandwidth. The minimum AIC score occurs at the solid square.

Model selection by itself is a widely investigated topic, with no universally accepted solution

even for regular models. For non-regular models such as mixtures, it is simply a much harder

problem; see Chen and Khalili (2009) for a recent work on finite mixture model selection. Despite

our use of the AIC and BIC, along with some numerical evidence of their performance, it is not

claimed that the AIC or BIC is the most appropriate for mixture model selection. Further

research on automatic and efficient bandwidth selection is worthwhile.

4.4 Simulation Study

4.4.1 Setup

We carried out a simulation study to compare the performance of four density estimators: the

kernel-based estimator (KDE) (3.7), the mixture-based estimator (MDE) (3.8) by maximum

likelihood estimation, the symmetric KDE (SKDE) and the symmetric MDE (SMDE). In order

to facilitate comparison, all data are generated from symmetric distributions. Eight such dis-

tributions are used, which can be grouped into two: normal mixtures and other distributions.

The first group includes the convolution of the standard normal N(0,1) with, respectively: δ0,

(δ−2 + δ2)/2, (δ−2 + δ0 + δ2)/3 and Laplace(0, 1), and the second group consists of PE8(0, 1),

Logistic(0, 1), Laplace(0, 1) and T5(0, 1).

Here, PE, Logistic, Laplace and T denote, respectively, the power exponential, the logistic,

the Laplace (or double exponential) and the Student’s t distribution; see Table 4.1 for their

density functions, where x, µ ∈ R, σ > 0, c = {2−2/νΓ(1/ν)/Γ(3/ν)}1/2 and Γ is the gamma

function. In the first group, there are three discrete and one continuous mixing distributions.
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Of the four distributions in the second group, PE8(0, 1) has remarkably shorter tails than the

normal, while the other three have heavier tails than the normal. Figure 4.5 shows the densities

of the eight distributions.

Table 4.1: Distributions for the simulation study.

Distribution Notation Density

Power Exponential PEν(µ, σ)
ν exp(− 1

2
|x−µ
cσ
|ν)

cσ2(1+ 1
v )Γ( 1

ν
)

Normal Gaussian(µ, σ) 1√
2πσ

exp
{
− (x−µ)2

2σ2

}
Logistic Logistic(µ, σ)

exp (x−µσ )
σ{1+exp (x−µσ )}2

Laplace Laplace(µ, σ) 1
2σ exp

(
− |x−µ|σ

)
Student’s t Tν(µ, σ)

Γ( ν+1
2

)√
πνσΓ( ν

2
)

{
1 + (x−µ)2

σ2ν

}− ν+1
2
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Figure 4.5: Distributions used in the simulation study: normal mixtures (left) and other symmetric
distributions (right).

For mixture-based methods, a grid of h-values is used for building up a family of candidate

mixture-based density estimates, where the grid ranges between 0.2s and 1.2s with step size

0.05s, s being the sample standard deviation. The computation is always started from the

largest h-value. For each h-value, a density estimate is computed by the CNM or CNM-MS

algorithm, and then used as the initial estimate for the computation with a smaller h-value. The

final estimate is determined by the AIC or BIC, as described in Section 4.3.

For kernel-based estimation, three bandwidth selection methods are used: Silverman’s (1986)

rule of thumb (ROT), Scott and Terrell’s (1987) biased cross-validation (BCV) method and

Sheather and Jones’s (1991) direct plug-in method (SJD). For SKDE, the bandwidth is chosen

to be h/ 5
√

2, h being the bandwidth value determined by each of the above three methods, as

suggested by Kraft et al. (1985).
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We also intended to include the results produced by multiple runs of 10-fold CV (see Sec-

tion 3.6) for bandwidth selection, but had to give up the execution owing to extremely high

computational costs. From the partial results obtained, each model appears to have slightly

improved performance, but the general conclusions drawn below concerning their relative per-

formance are not altered.

4.4.2 Performance Measures

In order to compare the performance of different density estimators, we use three loss functions:

the integrated squared error, the Kullback-Leibler divergence and the Hellinger distance, which

are given by, respectively,

ISE(f, f̂ ) =

∫
R

{
f(x)− f̂(x)

}2

dx,

KL(f, f̂ ) =

∫
R
f(x) log

{
f(x)

f̂(x)

}
dx,

HD(f, f̂ ) =

∫
R

{
f(x)

1
2 − f̂(x)

1
2

}2

dx,

where f̂ is an estimator of the true density f . The performance of an estimator is then assessed

by the frequentist risk, i.e., the expectation of a loss function with respect to the true density f .

In general, we need to use numerical integration to evaluate these integrals. However, for

the group of normal mixtures, the ISE’s of all four density estimators can be calculated exactly

since these density estimators take the form of a finite mixture of normal distributions. Suppose

given two finite normal mixture densities:

f(x) =
m∑
i=1

πiφσ(x− θi),

f̂(x) =
n∑
j=1

$jφς(x− ϑj).

Then, the closed-form expression of the ISE is as follows:

ISE(f, f̂ ) =

∫
R
f 2(x) dx− 2

∫
R
f(x) f̂(x) dx+

∫
R
f̂ 2(x) dx,

where ∫
R
f 2(x) dx =

m∑
k=1

m∑
i=1

πkπiφ√2σ(θk − θi),∫
R
f(x) f̂(x) dx =

m∑
i=1

n∑
j=1

πi$jφ√σ2+ς2(θi − ϑj),∫
R
f̂ 2(x) dx =

n∑
l=1

n∑
j=1

$l$jφ√2ς(ϑl − ϑj).
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The relative performance of estimators depends on which loss function is used. Of the three,

the integrated squared error is the most popular in the literature of nonparametric density esti-

mation. Minimization of squared errors is mathematically convenient, but estimators aiming at

minimizing the mean integrated squared error gives higher priority to good fitting in high density

areas than to that in low density areas; see Scott (2001) for a study on minimizing the integrated

squared errors. On contrast, the Kullback-Leibler divergence has a probabilistic interpretation,

and a minimum Kullback-Leibler risk estimator would tend to achieve probabilistically reason-

able fitting everywhere, at a possible sacrifice of good fitting in high density areas. The Hellinger

distance can be considered as a compromise between the two.

Over repeated sampling, we compute the mean integrated squared error (MISE), the mean

Kullback-Leibler divergence (MKL) and the mean Hellinger distance (MHD), between the true

density f and an estimate f̂ .

4.4.3 Results

The simulation results are summarized in Tables 4.2 and 4.3 for the two groups of distributions,

respectively. Each entry in a table is one of the three losses, averaged over 100 repetitions of a

sample of size 500, with standard error given in parentheses. Shown in boldface is the smallest

average loss among all estimators for a given distribution.

It can be seen from the results that the performance of an estimator depends, not surpris-

ingly, on several things, such as the loss function, the underlying distribution and the bandwidth

selection method. In particular, no estimator dominates the others in all cases studied. Gener-

ally speaking, the two kernel-based density estimators perform better than their mixture-based

counterparts in terms of the MISE, but worse in terms of both the MKL and MHD. This can be

partially attributed to their bandwidth selection methods that target at different performance

measures. However, one should also notice that the two mixture-based density estimators per-

form consistently and remarkably better than their kernel-based counterparts in terms of the

latter two loss functions and only marginally worse in terms of the first loss function. In fact,

in a few cases the mixture-based density estimators even perform better in terms of the MISE.

In addition, it is clear that the symmetric estimators are superior to their asymmetric coun-

terparts in terms of all three loss functions. Bandwidth selection is important but difficult for

all density estimators presented here. For mixture-based density estimators, both the AIC and

BIC work reasonably well, while the AIC appears to be more reliable than the BIC, in the sense

that the density estimates selected by the former are either the best or nearly so.

4.5 Real Data Examples

In this section, we study two real-world data sets from, respectively, medical science and finance.

In particular, we estimate in Section 4.5.1 the distribution of the z-scores obtained from multiple

hypothesis testing for DNA microarray data, and in Section 4.5.2 the distribution of financial

returns.
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Table 4.2: Simulation results for four normal mixture distributions.

Estimator Selection Method
Mixing Distribution

δ0
1
2 (δ−2 + δ2) 1

3 (δ−2 + δ0 + δ2) Laplace(0, 1)

MISE (×103)

KDE
ROT 1.94 (0.10) 3.01 (0.09) 1.16 (0.06) 1.29 (0.07)
BCV 1.88 (0.11) 1.77 (0.08) 1.20 (0.06) 1.27 (0.08)
SJD 1.94 (0.11) 1.76 (0.08) 1.17 (0.06) 1.31 (0.08)

MDE
AIC 1.20 (0.10) 1.15 (0.09) 1.32 (0.09) 1.27 (0.14)
BIC 1.02 (0.08) 1.58 (0.07) 1.30 (0.12) 1.83 (0.17)

SKDE
ROT 1.51 (0.11) 1.88 (0.08) 0.81 (0.06) 0.99 (0.08)
BCV 1.40 (0.10) 1.12 (0.07) 0.84 (0.06) 0.95 (0.08)
SJD 1.49 (0.11) 1.11 (0.06) 0.82 (0.06) 0.99 (0.08)

SMDE
AIC 1.26 (0.17) 0.76 (0.08) 1.03 (0.09) 1.11 (0.14)
BIC 0.72 (0.07) 0.96 (0.08) 0.85 (0.06) 1.17 (0.11)

MKL (×102)

KDE
ROT 0.94 (0.04) 1.89 (0.06) 0.87 (0.04) 2.74 (0.11)
BCV 0.80 (0.04) 1.06 (0.04) 1.20 (0.06) 1.92 (0.07)
SJD 0.84 (0.03) 1.06 (0.04) 0.97 (0.05) 2.32 (0.10)

MDE
AIC 0.49 (0.04) 0.64 (0.05) 0.75 (0.04) 1.09 (0.10)
BIC 0.46 (0.04) 0.93 (0.05) 0.83 (0.06) 1.14 (0.07)

SKDE
ROT 0.73 (0.05) 1.23 (0.05) 0.64 (0.04) 2.06 (0.12)
BCV 0.60 (0.04) 0.73 (0.03) 0.84 (0.05) 1.44 (0.08)
SJD 0.64 (0.04) 0.72 (0.03) 0.70 (0.04) 1.75 (0.11)

SMDE
AIC 0.50 (0.07) 0.49 (0.05) 0.60 (0.04) 0.89 (0.09)
BIC 0.31 (0.03) 0.61 (0.05) 0.60 (0.03) 0.74 (0.05)

MHD (×103)

KDE
ROT 4.15 (0.16) 10.17 (0.32) 4.65 (0.24) 6.16 (0.18)
BCV 4.02 (0.19) 5.48 (0.22) 6.75 (0.35) 5.49 (0.19)
SJD 4.04 (0.17) 5.45 (0.21) 5.30 (0.27) 5.83 (0.19)

MDE
AIC 2.50 (0.19) 3.28 (0.23) 3.83 (0.21) 4.52 (0.31)
BIC 2.42 (0.20) 4.86 (0.24) 4.39 (0.29) 5.40 (0.36)

SKDE
ROT 3.11 (0.16) 6.57 (0.26) 3.37 (0.22) 4.38 (0.18)
BCV 2.90 (0.17) 3.72 (0.19) 4.66 (0.28) 3.87 (0.17)
SJD 2.98 (0.17) 3.70 (0.18) 3.75 (0.23) 4.14 (0.19)

SMDE
AIC 2.33 (0.26) 2.45 (0.22) 3.03 (0.21) 3.64 (0.30)
BIC 1.56 (0.15) 3.21 (0.27) 3.13 (0.17) 3.43 (0.25)

The bandwidths for both the kernel-based and the mixture-based density estimates are se-

lected using the methods described in Section 4.4.1, except that a smaller step size 0.01s is used

for the grid search between 0.2s and 1.2s. Unlike in the simulation study, we cannot use the

loss functions given in Section 4.4.2 directly, since they depend on the knowledge of the under-

lying density function. Instead, we replace f with the empirical probability mass function, f̂n,

that puts mass 1/n at each observation. Only the integrated squared error and the Kullback-

Leibler divergence are computed below, whose discrete versions are as follows (ignoring additive
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Table 4.3: Simulation results for distributions in the second group.

Estimator Selection Method
Density

PE8(0, 1) Logistic(0, 1) Laplace(0, 1) T5(0, 1)

MISE (×103)

KDE
ROT 2.70 (0.10) 1.32 (0.08) 3.11 (0.17) 1.92 (0.12)
BCV 3.10 (0.12) 1.34 (0.09) 3.42 (0.18) 1.96 (0.13)
SJD 2.76 (0.11) 1.36 (0.09) 3.11 (0.17) 1.95 (0.13)

MDE
AIC 4.25 (0.21) 1.22 (0.12) 4.03 (0.20) 1.66 (0.14)
BIC 4.32 (0.21) 2.01 (0.17) 8.20 (0.37) 3.28 (0.27)

SKDE
ROT 1.69 (0.09) 1.04 (0.08) 2.46 (0.15) 1.59 (0.12)
BCV 2.01 (0.10) 1.02 (0.08) 2.69 (0.16) 1.55 (0.12)
SJD 1.74 (0.09) 1.06 (0.09) 2.50 (0.16) 1.58 (0.12)

SMDE
AIC 2.67 (0.16) 1.13 (0.14) 2.99 (0.15) 1.47 (0.14)
BIC 2.61 (0.15) 1.18 (0.12) 6.03 (0.32) 2.41 (0.20)

MKL (×102)

KDE
ROT 1.78 (0.04) 2.76 (0.13) 6.64 (0.41) 12.56 (0.43)
BCV 2.35 (0.07) 1.94 (0.09) 5.92 (0.38) 8.51 (0.29)
SJD 1.76 (0.05) 2.32 (0.12) 7.81 (0.51) 10.53 (0.37)

MDE
AIC 1.16 (0.04) 1.08 (0.08) 2.65 (0.19) 2.25 (0.15)
BIC 1.84 (0.07) 1.23 (0.07) 2.39 (0.07) 2.09 (0.10)

SKDE
ROT 1.25 (0.04) 2.09 (0.13) 4.41 (0.33) 10.79 (0.56)
BCV 1.69 (0.06) 1.48 (0.08) 3.92 (0.29) 7.33 (0.38)
SJD 1.23 (0.04) 1.76 (0.11) 5.10 (0.36) 9.09 (0.49)

SMDE
AIC 0.75 (0.04) 0.90 (0.08) 1.93 (0.21) 1.90 (0.20)
BIC 1.10 (0.05) 0.76 (0.06) 1.67 (0.07) 1.53 (0.08)

MHD (×103)

KDE
ROT 11.85 (0.28) 6.46 (0.23) 9.69 (0.23) 8.69 (0.22)
BCV 16.43 (0.59) 5.79 (0.22) 9.48 (0.25) 7.81 (0.23)
SJD 11.61 (0.34) 6.13 (0.23) 10.29 (0.25) 8.26 (0.23)

MDE
AIC 6.40 (0.21) 4.62 (0.29) 8.74 (0.29) 5.73 (0.28)
BIC 11.66 (0.47) 5.86 (0.37) 10.49 (0.33) 7.27 (0.41)

SKDE
ROT 8.12 (0.25) 4.61 (0.19) 6.50 (0.21) 6.11 (0.22)
BCV 11.55 (0.48) 4.12 (0.19) 6.39 (0.21) 5.44 (0.22)
SJD 7.98 (0.30) 4.37 (0.20) 6.92 (0.22) 5.78 (0.22)

SMDE
AIC 3.96 (0.17) 3.77 (0.31) 6.15 (0.25) 4.37 (0.25)
BIC 6.70 (0.31) 3.58 (0.29) 7.40 (0.30) 5.07 (0.28)

constants):

ISE(f̂n, f̂ ) =

∫
R

{
f̂(x)

}2

dx− 2

n

n∑
i=1

f̂(xi),

KL(f̂n, f̂ ) = − 1

n

n∑
i=1

log
{
f̂(xi)

}
.

To estimate them, we use 10-fold CV, with results averaged over 20 replications. It appears to

us that the discrete version of the Hellinger distance is not sensible.

Each study also includes five parametric models: the Laplace, the Logistic, the Student’s

t, the normal and the power exponential distribution; and four nonparametric models: KDE,
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MDE, SKDE and SMDE. All parametric estimates are obtained by maximum likelihood. The

kernel-based density estimators use the bandwidth selected by Sheather and Jones’s (1991) direct

plug-in method, as it appears to have performed more stably in the simulation study reported

in Section 4.4 than the other two bandwidth selection methods that have very bad performance

in some cases. The AIC is used to determine the mixture-based density estimates, as described

in Section 4.3.

4.5.1 Breast Cancer Data

In this real example, we use the same z-scores of the breast cancer data described in Example 4.1.

The results are given in Table 4.4.

Table 4.4: Estimated parametric and nonparametric models for the breast cancer data, along with
their values of AIC, MISE and MKL. Standard errors are included in parentheses.

Model σ̂ µ̂ ν̂ AIC MISE (×103) MKL (×102)

Laplace 1.173 −0.028 — 11959.81 -173.658 (0.036) 185.387 (0.009)
Logistic 0.837 −0.040 — 11640.23 -187.466 (0.013) 180.414 (0.005)

Student’s t 1.441 −0.038 ∞ 11517.31 -189.917 (0.010) 178.477 (0.004)
Normal 1.441 −0.038 — 11515.31 -189.917 (0.010) 178.477 (0.004)

Power Exponential 1.441 −0.037 2.509 11489.79 -190.459 (0.009) 178.083 (0.004)

ĥ

KDE 0.324 −0.038 — — -190.131 (0.014) 178.224 (0.007)
MDE 1.110 −0.038 — 11492.85 -190.324 (0.021) 178.150 (0.007)
SKDE 0.282 −0.034 — — -190.284 (0.013) 178.121 (0.006)
SMDE 0.778 −0.035 — 11490.36 -190.261 (0.018) 178.173 (0.006)

Of all models, the power exponential distribution appears to have the best fit to the data, by

having the smallest values in all three criteria: AIC, MISE and MKL. It is closely followed by

all four nonparametric estimates, all significantly better than the other parametric estimates, in

terms of both MISE and MKL. Of the four nonparametric estimates, the KDE is significantly

inferior to the other three, while the differences among the latter three are reasonably small.

It is worth pointing out that the MDE and SMDE have the advantage over the KDE and

SKDE in producing simpler models. For this data set, the MDE and SMDE are given respectively

as follows:

ĥ = 1.110, θ̂ = (−0.941, 0.900)>, π̂ = (0.51, 0.49)>,

and

ĥ = 0.778, µ̂ = −0.035, θ̂ = (0.678, 2.021)>, π̂ = (0.741, 0.259)>.

See also Figure 4.2 for the density curves of the SKDE and SMDE. Note that θ is defined on

(−∞,∞) for MDE, but only on [0,∞) for SMDE.
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4.5.2 FTSE 100 Index Data

In this real example, we consider modeling the distribution of financial returns. The data are

the FTSE 100 Index for two and a half years, from January 2007 to June 2009. The FTSE 100

Index is provided by The FTSE Group and was launched initially with a base value of 1000 in

January 1984. It comprises the 100 leading British blue-chip stocks traded on the London Stock

Exchange and is the main indicator of the United Kingdom stock market performance.

It is well-known that many financial data are highly peaked and fat-tailed, and a normal

distribution fit to this type of data can be totally inadequate. Other parametric distributions,

such as the t or stable distributions, are commonly used in the literature. One may also use

the kernel-based nonparametric density estimators, or the mixture-based nonparametric density

estimators that are described above. Since a parametric assumption may easily fail in the real

world, nonparametric models can be advantageous in their adaptivity to the data, especially of

large sizes.

The raw series of the FTSE 100 Index that we consider is downloaded from Yahoo Finance

(http://finance.yahoo.com/). It consists of 630 daily adjusted closing prices of the Index

from January 2, 2007 to June 30, 2009. We calculate the continuously compounded returns that

are defined as

ri = 100 (log pi − log pi−1),

where pi is the price in day i, and plot them in the left panel of Figure 4.6. The right panel

of Figure 4.6 suggests that the dependence among the ri’s is reasonably weak in the sense of

autocorrelation, but they are apparently dependent in terms of volatility, as shown in the left

panel of Figure 4.6. Despite this time dependence among the observations, it is practically

very useful of knowing their marginal distribution for its important role played in long-term

prediction. Histograms for the resulting 629 returns are included in Figure 4.7. Five parametric

density estimates are plotted in the top panel of Figure 4.7, while the KDE and MDE in the

middle panel with their symmetric counterparts in the bottom panel.

Table 4.5: Estimated parametric and nonparametric models for the FTSE 100 data, along with their
values of AIC, MISE and MKL. Standard errors are included in parentheses.

Model σ̂ µ̂ ν̂ AIC MISE (×103) MKL (×102)

Normal 1.831 0.063 — 2549.732 -184.514 (0.034) 203.155 (0.073)
Logistic 0.912 0.042 — 2444.613 -198.644 (0.044) 194.410 (0.029)

Power Exponential 1.794 0.014 0.933 2411.929 -201.864 (0.084) 191.670 (0.028)
Laplace 1.246 0.014 — 2410.959 -202.779 (0.056) 191.588 (0.018)

Student’s t 1.116 0.025 2.808 2406.842 -202.946 (0.072) 191.293 (0.028)

ĥ

KDE 0.332 0.063 — — -201.597 (0.122) 194.072 (0.187)
MDE 0.934 0.063 — 2412.188 -202.073 (0.135) 192.127 (0.105)
SKDE 0.289 −0.011 — — -202.004 (0.090) 191.185 (0.075)
SMDE 0.751 0.018 — 2402.651 -202.331 (0.101) 191.267 (0.051)

http://finance.yahoo.com/
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Figure 4.6: Log returns of FTSE 100: time series (left); autocorrelation (right), with a 5% significance
band (dashed lines).

Table 4.5 provides a brief summary of the estimation results for the five parametric and the

four nonparametric models. Of all likelihood-based estimates, the SMDE has the smallest AIC

value. By all three performance criteria, the t-distribution gives the best fit among the parametric

estimates, while the normal distribution fit is extremely poor. All four nonparametric fits are

reasonably good. The kernel-based density estimators cannot be directly compared based on

the AIC with the mixture-based density estimators, but the latter do appear to be smoother,

as shown in Figure 4.7. In terms of the MISE, the SMDE is the best fit of the nonparametric

density estimates, and, in terms of the MKL, the difference between the SKDE and SMDE is

not statistically significant.

The MDE and SMDE for this data set are, respectively,

ĥ = 0.934,

θ̂ = (−8.331,−4.269,−2.125,−0.048, 2.140, 5.062, 8.345)>,

π̂ = (0.006, 0.018, 0.076, 0.759, 0.116, 0.021, 0.004)>,

and

ĥ = 0.751,

µ̂ = 0.018,

θ̂ = (0.539, 2.403, 4.908, 8.363)>,

π̂ = (0.784, 0.170, 0.035, 0.011)>.
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Figure 4.7: Density estimates for log returns of FTSE 100: parametric fits (top); KDE and MDE
(middle); SKDE and SMDE (bottom). Dots on the horizontal axes in the middle (or
bottom) panel are the estimated centers of kernels in MDE (SMDE).



4.6 Summary 63

4.6 Summary

In this chapter, it is demonstrated how we apply the semiparametric mixture model to the

problem of density estimation. Particularly, the problem of estimating a symmetric density

function is investigated. A large-scale simulation study and two real data sets are used to

illustrate the performance and advantage of using nonparametric and semiparametric mixture

models for density estimation. In comparison with the kernel-based estimators, the mixture-

based ones are simple in model representation and tend to be more accurate, especially in the

sense of the Kullback-Leibler or the Hellinger risk.

The performance of the mixture-based estimators is actually determined by the bandwidth

parameter selection method. We recommend the AIC for selection but the issue concerning

bandwidth parameter selection is still unsettled and remains a research challenge.

One can immediately generalize the SMDE by introducing some extra model parameters

in (4.3). We shall study this extension in the next chapter. Specifically, we shall consider

semiparametric estimation of parameters in finite mixtures and the use of mixtures of mixtures

for density estimation.
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Chapter 5
Estimation of Finite Mixtures of

Symmetric Densities

5.1 Introduction

In a situation in which it is reasonable to postulate that population heterogeneity occurs, the

consideration of a mixture model approach to data analysis not only seems natural, but also, per-

haps more important, would render a fruitful solution. Typically, the mixture-based parametric

approach in which the subpopulations are modeled by some standard parametric family, e.g.,

the Gaussian family, is considered in practice, even though this runs the risk of distributional

misspecification. To avoid parametric assumptions on the subpopulations, one could resort to

nonparametric families of distributions for modeling the mixture components.

In this chapter, the idea is to consider a mixture-based nonparametric family for the compo-

nent distribution in a finite mixture model. Owing to the identifiability of the model, we only

study finite mixtures of distributions in which all mixture components are assumed to have a

common symmetric density but located at different centers.

5.2 The Problem

Let us consider the Q-component finite mixture density which is given by

fFM
Q (x; f1, . . . , fQ,λ) =

Q∑
q=1

λqfq(x), (5.1)

where Q is known and fixed, fq, for q = 1, . . . , Q, the unknown component densities and λ =

(λ1, . . . , λq)
> a vector of unknown mixture proportions satisfying λq > 0 for all q and

∑Q
q=1 λq =

1. When the unknown component densities are modeled nonparametrically, (5.1) is referred to

by Bordes et al. (2007) and Benaglia et al. (2009) as a semiparametric mixture model.

65
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Finite mixture models with nonparametric components are very flexible but this type of

models are generally not identifiable without additional restrictions. The key to a recent break-

through in the identifiability of such a model is the imposition of the symmetric restriction on

all mixture components. Theoretical studies by Bordes et al. (2006) and Hunter et al. (2007)

showed that (5.1) is identifiable for Q ≤ 3 under some conditions. Specifically, when Q = 2,

letting fq(x) = f(x − µq), where f is a symmetric density about the origin, λ /∈ {0, 1
2
, 1} and

µ1 6= µ2, the identifiability result holds for the following two-component location-shifted mixture

model:

fFM
2 (x; f,β) = λf(x− µ1) + (1− λ)f(x− µ2), (5.2)

where β = (λ, µ1, µ2)>.

One is thus to estimate the β of finite dimension and, nonparametrically, a symmetric f

in (5.2). With the availability of the parameter estimates and a symmetric nonparametric

estimate, then one can construct an estimate of the overall mixture density fFM
2 .

5.2.1 Existing Solutions

There are several approaches, as briefly summarized below, to solving the above-mentioned

estimation problem, such as the proposals of Bordes et al. (2006), Hunter et al. (2007), Bordes

et al. (2007) and Benaglia et al. (2009). For a Bayesian approach, we refer the interested reader

to Kottas and Fellingham (2010).

For the two-component location-shifted mixture (5.2), Bordes et al. (2006) introduced an

invertible linear bounded operator that is defined as

Iβ = ληµ1 + (1− λ)ηµ2 ,

where ηµf ≡ f(·−µ), so that (5.2) is equivalent to fFM
2 = Iβf . Relying on the symmetry property

of f , a contrast function for β depending only on fFM
2 was proposed, from which a minimum

contrast estimate of β can be obtained by replacing the unknown fFM
2 with a nonparametric

density estimate. Finally, an estimate of f can be obtained by inverting Iβ and replacing β with

its estimate. Bordes et al. (2007) later noted some limitations of the method, including: (a)

the direct estimate of f is generally not, though transformable into, a density function, (b) its

numerical implementation is time-consuming, and (c) it may fail for Q = 3.

For a Q-component location-shifted mixture model, Hunter et al. (2007) proposed a class of

minimum distance estimators of λ and µ based on Lp-distance. Given the parameter estimates,

they focused on estimating the distribution function of the symmetric component, denoted by

F , rather than estimating the symmetric density f itself. In the specific case of Q = 2, they

derived a nonparametric estimate of F , denoted by F̂ , as follows. Rewriting (5.2) in terms of

distribution functions, they obtained a linear equation from which the inversion of that equation

gives two expressions for F (z). Replacing all unknown parameters in the inverted equation by

estimates and averaging the two estimates of F (z) give the estimate F̂ (z) which is symmetric
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about zero, namely F̂ (z) = 1 − F̂ (−z) for all continuity points z of F̂ . This method has a

drawback, i.e., F̂ does not possess the property of a distribution function, in the sense that it is

not typically nondecreasing and is not guaranteed to be bounded on the interval [0, 1]. Since F̂ is

defined in terms of the empirical distribution function which has discontinuous jumps, obtaining

a continuous density estimate of f would be an impossible task.

Bordes et al. (2007) considered an algorithmic approach to solve the problem of estimating

a Q-component location-shifted mixture model. In particular, they introduced a stochastic EM

algorithm for fitting the location-shifted semiparametric mixture model, with a proviso that the

model is identifiable. In addition to the expectation and maximization steps which update the

finite-dimensional parameter β, the algorithm consists of a nonparametric density estimation

step which updates f via a symmetrized kernel-based density estimate. The algorithm is found

to be as efficient as the method of Bordes et al. (2006) as far as the estimation of β is concerned

for Q = 2. For the elimination of stochasticity in the parameter estimates and the symmetric

nonparametric estimate, Benaglia et al. (2009) recently proposed a deterministic version of the

algorithm and demonstrated that the new algorithm is empirically more efficient. In Benaglia

et al. (2009), the symmetrized kernel-based component density is given by

fSK
h,0 (x;x,µ) =

1

2n

n∑
i=1

Q∑
q=1

piq{Kh(x− xi + µq) +Kh(x+ xi − µq)}, (5.3)

where x = (x1, . . . , xn)> is a random sample of observations and piq the probability that xi

comes from the qth component. The Q-component location-shifted semiparametric mixture

model (hereafter referred to as SPLSK) has the following form:

fSKM
h (x;x,β) =

Q∑
q=1

λqf
SK
h,0 (x− µq;x,µ), (5.4)

where β = (λ>,µ>)> and λq = 1
n

∑n
i=1 piq. The deterministic EM algorithm recursively updates

piq, β and fSK
h,0 . Specifically, to update piq, the following updating equation is used:

piq =
λqf

SK
h,0 (xi − µq;x,µ)∑Q

j=1 λjf
SK
h,0 (xi − µj;x,µ)

.

Because of this recursive nature, (5.4) is only defined in a way that depends on the algorithm

used, and there is no clearly-defined objective function that is to be optimized. Furthermore, as

for general kernel-based nonparametric density estimation, bandwidth selection is not so easy to

deal with. Bordes et al. (2007) and Benaglia et al. (2009) simply used h = 1.06× n−1/5 in their

simulation studies, and for real examples, Bordes et al. (2007) took a manual selection approach.

5.2.2 Our Solution

A different approach to modeling the unknown symmetric component f is taken here, which can

in some sense be viewed as a generalization of the kernel-based approach (Bordes et al., 2007;
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Benaglia et al., 2009). We assume that the f comes from a mixture-based nonparametric family

of distributions with symmetric densities

fSM
h,0 (x;G) =

1

2

∫
{Kh(x− θ) +Kh(x+ θ)} dG(θ). (5.5)

Because the likelihood approach is adopted here, (5.5) can be rewritten equivalently as

fSM
h,0 (x;G) =

1

2

m∑
j=1

πj{Kh(x− θj) +Kh(x+ θj)}. (5.6)

As opposed to (5.4), we consider using the following mixture model:

fSMM
h (x;G,β) =

Q∑
q=1

λqf
SM
h,0 (x− µq;G), (5.7)

which we refer to as SPLSM, for modeling population heterogeneity.

The problem of estimating the symmetric component, that is a nonparametric mixture, is a

mixture deconvolution problem as we only observe data from the overall mixture density (5.7).

To estimate model (5.7), we relate it to the semiparametric mixture (4.2). For the component

density in (4.1), consider the following Q-component mixture of symmetric density functions:

fh(x; θ,β) =
1

2

Q∑
q=1

λq{Kh(x− θ − µq) +Kh(x+ θ − µq)}.

Then, (4.2) becomes

fSM
h (x;G,β) =

m∑
j=1

πj

[
1

2

Q∑
q=1

λq{Kh(x− θj − µq) +Kh(x+ θj − µq)}

]

=

Q∑
q=1

λq

[
1

2

m∑
j=1

πj{Kh(x− θj − µq) +Kh(x+ θj − µq)}

]

=

Q∑
q=1

λqf
SM
h,0 (x− µq;G),

which is exactly fSMM
h (x;G,β) given in (5.7). The reason of deliberately seeking for this re-

lationship is so that semiparametric mixture maximum likelihood estimation can be applied.

Similarly, for identifiability of G, we restrict that θ ≥ 0. Also, throughout our studies, we set

K(x) = exp(−x2/2)/
√

2π, i.e., the standard normal density.

The CNM-MS algorithm can be applied to compute the SPMLE for any fixed value of h.

5.2.3 An Example

Example 5.1. We use two data sets which were previously studied by Hunter et al. (2007)

to illustrate our motivation. They are respectively the famous Old Faithful geyser data, which



5.3 Bandwidth Selection 69

contains 272 observations on waiting time (in minutes) between eruptions, and a simulated data

set of size 200 from a two-component mixture of location-shifted double exponential distributions.

With these two data sets, we demonstrate that our method has advantages over the other

methods. In particular, our mixture-based approach performs better, in terms of both parameter

estimation and density estimation, than other approaches.

The geyser data exhibits a clear bimodal structure, indicating the plausibility of a two-

component (parametric) normal mixture model for the data (see the upper panel in Figure 5.1).

Nonparametric approaches can be a useful validation tool for checking this parametric assump-

tion. All nonparametric approaches yield extremely similar parameter estimates (not shown

here) to the estimates obtained by maximum likelihood for a homoscedastic mixture of two

Gaussians, suggesting the parametric approach is reasonable. The upper and middle panels in

Figure 5.1 respectively compare the overall mixture density estimate and the nonparametric

estimate of f by our method with those by Benaglia et al. (2009). Our overall mixture density

estimate seems to fit the data better, in particular around the peaks and valleys. Furthermore,

our final model is simply a two-component normal mixture, and thus is remarkably parsimo-

nious, as compared with the SPLSK which requires all data points as part of its fitted model.

The lower panel in Figure 5.1 shows two estimates of F ; one is Hunter et al.’s (2007) estimate

and the other is our mixture-based estimate. Apparently, the estimate by Hunter et al. (2007)

is not monotonically increasing and there are values of F̂ that even lie outside [0, 1].

The results for the simulated data set are shown in Figure 5.2. In contrast, the histogram

and overall mixture density estimates in the upper panel in Figure 5.2 show no bimodality.

The maximum likelihood fitting of a two-component homoscedastic mixture of normals to this

data produces parameter estimates (0.006,−4.634, 0.444) of (λ = 0.3, µ1 = −1, µ2 = 1),

which are apparently inappropriate, while our approach renders (0.297,−0.977, 1.005). Shown

in the middle panel in Figure 5.2, our nonparametric estimate of f is constructed from the

bandwidth value of 0.887 and the mixing distribution estimate with two support points: 0 with

probability 0.977 and 3.607 with probability 0.023. By contrast, the method of Hunter et al.

(2007) gives (0.277,−1.022, 0.965), while Benaglia et al.’s (2009) method performs poorly in this

case, yielding (0.118, 0.411, 0.411), using the bandwidth selected by Sheather and Jones’s (1991)

solve-the-equation plug-in method.

5.3 Bandwidth Selection

We consider two criteria based on CV (see Section 3.6): the LSCV (3.19) and the likelihood CV

(LCV). The LCV criterion is given by

LCV(h) = − 1

V

V∑
v=1

1

nv

∑
xj∈Pv

log
{
f

(v)
h (xj)

}
.

Also, besides both the AIC and BIC, we study a small sample version of AIC, called AICc, which

consists of the AIC plus a bias correction term (Sugiura, 1978; Hurvich and Tsai, 1989) and is
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Figure 5.1: The upper panel shows the histogram of the geyser data, overlaid by the density esti-
mates based on our mixture-based approach (solid line) and the method of Benaglia et al.
(2009) (dashed line). The nonparametric estimates of f by the two methods are shown
in the middle panel. The lower panel shows the nonparametric estimates of F , by Hunter
et al.’s (2007) method (jagged line) and our mixture-based approach (smooth curve).



5.3 Bandwidth Selection 71

−6 −4 −2 0 2 4 6

0.
0

0.
1

0.
2

0.
3

0.
4

Double Exponential Mixture Data

−6 −4 −2 0 2 4 6

0.
0

0.
1

0.
2

0.
3

0.
4

−6 −4 −2 0 2 4 6

0.
0

0.
2

0.
4

0.
6

0.
8

1.
0

Figure 5.2: The upper panel shows the histogram of the simulated data, overlaid with the density
estimates based on our mixture-based approach (solid line) and the method of Benaglia
et al. (2009) (dashed line). The nonparametric estimates of f by the two methods are
shown in the middle panel. The lower panel shows the nonparametric estimates of F ,
by Hunter et al.’s (2007) method (jagged line) and our mixture-based approach (smooth
curve).
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given by

AICc(h) = AIC(h) +
2ph(ph + 1)

n− ph − 1
.

Burnham and Anderson (2002) recommend the use of AICc when n/pmax is small (say < 40),

where pmax denotes the ph for the highest-dimensioned model in the set of candidate models.

We note that due to nonparametric modeling, n/pmax can be small for some of our SPLSM

candidate models.

To obtain an optimal bandwidth using one of these criteria, we need to minimize the chosen

criterion over h > 0. Instead of applying numerical optimization techniques to search for the

exact minimum, our general strategy is: first, choose a selection criterion; second, compute the

scores of the selection criterion on a grid of h-values; finally, select the h that has the minimum

score over the set of bandwidths considered.

5.4 Simulation Study

5.4.1 Setup

We performed a simulation study to compare the performance of three different estimation

methods: the methods of Hunter et al. (2007) (SPSYM) and Benaglia et al. (2009) (SPLSK),

and our mixture-based approach (SPLSM). We emphasize that our approach is developed for

the Q-component location-shifted mixture model, but in this thesis, only location-shifted semi-

parametric mixtures with two components are investigated. Two-component mixtures of three

different location-shifted symmetric distributions are considered. Specifically, the symmetric

components are: the power exponential distribution with shape parameter ν = 4, PE4(0, 1),

the normal distribution, Gaussian(0, 1), and the Student’s t-distribution with ν = 5 degrees of

freedom, T5(0, 1); see Table 4.1 for their density functions. We shall denote by PEmix, NOmix

and T5mix the two-component PE4(0, 1), Gaussian(0, 1) and T5(0, 1) mixtures with λ = 0.3,

µ1 = −µ2 = −2, and σ = 1 respectively. The left panel of Figure 5.3 displays a plot of the three

symmetric components, each of which has zero location parameter and unit scale parameter,

whereas the right panel of Figure 5.3 shows the target mixture densities from which 100 data

sets each are simulated.

The five bandwidth selection criteria mentioned in Section 5.3 are considered for selecting

the final SPLSM: one run of 10-fold LSCV, one run of 10-fold LCV, AIC, BIC and AICc. A

grid of values for h is considered for evaluating each selection criterion: 0.2s to 0.8s in steps of

0.05s, where s is the sample standard deviation. For the SPLSK, we also consider five selectors:

Silverman’s rule of thumb (ROT), the method of biased cross-validation (BCV), the Sheather-

Jones solve-the-equation plug-in method (SJE), one run of 10-fold LSCV and one run of 10-

fold LCV. Nevertheless, the optimal bandwidth for the kernel-based method is often markedly

smaller than that for the mixture-based method. We hence search for a bandwidth of SPLSK

through a grid from 0.2hROT to hROT at steps of size 0.05hROT, where hROT denotes the ROT
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Figure 5.3: Symmetric densities used as mixture components (left) and target mixture densities from
which data sets are simulated (right).

bandwidth value. To compute the parameter estimates of the SPLSK, we use the deterministic

EM algorithm described in Benaglia et al. (2009). For each combination of model and simulation

setting, we present in Figure 5.4 the kernel-based density estimates of the distributions of 100

selected h-values, each corresponding to a bandwidth selection method. We remark that these

density estimates employ the Gaussian kernel and the ROT bandwidth.

5.4.2 Performance Measures

In this study, we have more concerned with the accuracy of estimation for the unknown param-

eters (λ, µ1 and µ2) and the overall mixture density than that for the symmetric nonparametric

component. To assess the performance of the estimators of unknown parameters, we use the

squared error loss function, i.e.,

SE(ι, ι̂ ) = (ι− ι̂ )2,

where ι̂ is the estimate of a generic parameter of interest ι. Our interest also lies in the quality

of density estimation by both models, namely SPLSM and SPLSK. To this end, we examine the

integrated squared error and the Kullback-Leibler divergence; see Section 4.4.2.

We note that there are a few samples where some of the bandwidth selection methods fail

to produce satisfactory estimates of parameters in the SPLSK model. In particular, it happens

that µ̂1 = µ̂2 or λ̂ = 0. Hence, we exclude these cases, precisely two cases and four cases in

the PEmix and T5mix examples respectively. Then, for each simulated mixture, we evaluate

the SE, ISE and KL values respectively for each combination of method and replication. The

mean squared error (MSE), the mean integrated squared error (MISE) and the mean Kullback-

Leibler loss (MKL) are empirically estimated by the averages of SE, ISE and KL values over the

non-excluded realizations respectively.
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Figure 5.4: Kernel-based density estimates of the distributions of selected values for the bandwidth
parameter in three simulation settings. Each density estimate in each left (or right) panel
is based on 100 selected h-values associated with a particular bandwidth selection method
for the SPLSK (SPLSM).

5.4.3 Results

The results based on 98, 100 and 96 replications, each consisting of 200 independent and identi-

cally distributed observations, are summarized in Tables 5.1 and 5.2, with the values in paren-

theses corresponding to the standard errors of the sample averages. A boldface entry indicates

the best method among all methods for a particular combination of assessment criterion and
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mixture density. Table 5.1 includes the results of SPSYM but Table 5.2 does not, since the

method of Hunter et al. (2007) does not produce density estimates.

Table 5.1: Empirical MSE of λ̂, µ̂1 and µ̂2.

Method Selection Method
Density

PEmix NOmix T5mix

MSE(λ̂) (×103)

SPSYM — 0.98 (0.16) 1.31 (0.17) 1.53 (0.23)

ROT 1.22 (0.17) 1.43 (0.18) 2.06 (0.28)
BCV 1.24 (0.19) 1.33 (0.18) 1.70 (0.24)

SPLSK SJE 1.02 (0.15) 1.29 (0.17) 1.68 (0.24)
LSCV 0.97 (0.15) 1.26 (0.17) 1.59 (0.23)
LCV 0.95 (0.15) 1.27 (0.17) 1.66 (0.23)

AIC 0.92 (0.14) 1.20 (0.16) 1.48 (0.22)
BIC 0.92 (0.14) 1.22 (0.17) 1.45 (0.21)

SPLSM AICc 0.92 (0.14) 1.20 (0.17) 1.48 (0.22)
LSCV 0.93 (0.14) 1.23 (0.17) 1.43 (0.22)
LCV 0.91 (0.14) 1.22 (0.17) 1.45 (0.21)

MSE(µ̂1) (×102)

SPSYM — 3.54 (0.42) 2.62 (0.44) 4.46 (0.58)

ROT 2.76 (0.29) 2.72 (0.41) 6.00 (0.75)
BCV 2.92 (0.33) 2.45 (0.37) 5.40 (0.64)

SPLSK SJE 2.62 (0.28) 2.38 (0.37) 4.92 (0.59)
LSCV 2.55 (0.28) 2.33 (0.36) 5.04 (0.61)
LCV 2.51 (0.28) 2.31 (0.36) 4.80 (0.58)

AIC 2.37 (0.29) 2.28 (0.36) 4.30 (0.63)
BIC 2.39 (0.28) 2.33 (0.36) 4.16 (0.55)

SPLSM AICc 2.33 (0.29) 2.29 (0.36) 4.23 (0.56)
LSCV 2.33 (0.28) 2.32 (0.35) 4.02 (0.53)
LCV 2.09 (0.26) 2.28 (0.34) 3.98 (0.54)

MSE(µ̂2) (×102)

SPSYM — 1.38 (0.18) 1.07 (0.14) 0.93 (0.15)

ROT 2.12 (0.30) 1.38 (0.19) 3.54 (0.47)
BCV 1.97 (0.28) 1.01 (0.14) 2.02 (0.30)

SPLSK SJE 1.37 (0.21) 0.93 (0.14) 1.69 (0.27)
LSCV 1.10 (0.16) 0.87 (0.12) 1.31 (0.20)
LCV 1.03 (0.15) 0.88 (0.12) 1.60 (0.27)

AIC 0.94 (0.14) 0.86 (0.12) 1.13 (0.19)
BIC 0.96 (0.14) 0.84 (0.12) 1.05 (0.17)

SPLSM AICc 0.93 (0.14) 0.86 (0.12) 1.13 (0.19)
LSCV 1.04 (0.18) 0.84 (0.11) 1.11 (0.18)
LCV 0.87 (0.13) 0.87 (0.12) 1.09 (0.18)

As can be seen from Table 5.1, our mixture-based approach appears to produce better param-

eter estimates regardless of the selection method for the short-tailed and heavy-tailed symmetric

components. For the normal symmetric component, our SPLSM estimates are comparable with

the CV-based SPLSK estimates. It is interesting to see that all selection methods for the SPLSM

have about the same overall performance, perhaps slightly better when the LCV is used. For

the SPLSK, the LSCV and LCV obviously outperform the ROT and BCV but are only slightly

better than the SJE.
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Table 5.2: Performance as density estimates in the simulation study.

Method Selection Method
Density

PEmix NOmix T5mix

MISE (×103)

ROT 5.66 (0.21) 5.63 (0.24) 7.36 (0.32)
BCV 4.78 (0.27) 3.29 (0.20) 4.77 (0.32)

SPLSK SJE 3.30 (0.18) 2.84 (0.17) 3.91 (0.23)
LSCV 3.02 (0.17) 2.92 (0.17) 3.80 (0.24)
LCV 3.03 (0.17) 2.77 (0.16) 3.95 (0.24)

AIC 2.92 (0.22) 2.39 (0.18) 3.47 (0.25)
BIC 3.02 (0.17) 2.20 (0.15) 3.72 (0.25)

SPLSM AICc 2.84 (0.22) 2.38 (0.17) 3.38 (0.25)
LSCV 3.06 (0.20) 2.47 (0.17) 3.21 (0.21)
LCV 2.72 (0.19) 2.27 (0.16) 3.04 (0.21)

MKL (×102)

ROT 5.45 (0.10) 3.61 (0.13) 4.17 (0.14)
BCV 4.48 (0.17) 2.03 (0.12) 3.39 (0.12)

SPLSK SJE 3.07 (0.10) 1.71 (0.10) 3.32 (0.10)
LSCV 2.11 (0.09) 1.69 (0.10) 5.49 (0.50)
LCV 1.83 (0.09) 1.63 (0.10) 4.58 (0.47)

AIC 1.62 (0.10) 1.43 (0.12) 4.02 (0.32)
BIC 1.93 (0.09) 1.25 (0.09) 3.09 (0.16)

SPLSM AICc 1.58 (0.10) 1.43 (0.12) 3.79 (0.30)
LSCV 1.97 (0.11) 1.35 (0.10) 3.60 (0.29)
LCV 1.55 (0.09) 1.33 (0.10) 3.22 (0.28)

The upper part of Table 5.2 reports the results of comparison in terms of the empirical

MISE. Again, the mixture-based approach fares better than the kernel-based approach and the

SPLSM’s bandwidth selection via LCV seems satisfactory. For the SPLSK, the SJE, LSCV

and LCV bandwidths have rather similar performance but the ROT and BCV bandwidths are

generally inferior. These observations are consistent with those reported above for the empirical

MSE.

The results measured by the empirical MKL are shown in the lower part of Table 5.2, from

which we can see that the mixture-based approach has quite good performance except perhaps

in the T5mix setting. In the T5mix setting, BIC turns out to be the best but the SJE and

BCV also perform quite well. A plausible explanation for these results is given as follows. The

KL and ISE are two very different performance measures, in that the former emphasizes more

on the errors in the tails, whereas the latter largely ignores the tail estimation. It is well-

known that BIC generally places higher penalty on the log-likelihood function and prefers more

parsimonious model compared with AIC. Thus, the AIC-selected model has much higher chance

of having larger number of support points than the BIC-selected model, producing a density

estimate having shorter tails. When the KL is used as a performance measure and the true

symmetric component is a heavy-tailed distribution, it is not surprising that BIC has a better

performance than AIC. For the SPLSM, the LCV is on average a compromise between the AIC

and BIC, and can even perform better than both in some settings. However, the LCV does not

work well for the SPLSK as it often tends to choose smaller bandwidths than the SJE method,
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leading to density estimates having shorter tails. Hence, for the SPLSK, the LCV performs

better, similarly and somewhat worse in the PEmix, NOmix and T5mix examples respectively,

as compared with the SJE method.

Because the same simulated data sets are used for different methods, the performance of these

methods can be more effectively compared using the paired t-test. Tables 5.3 and 5.4 give the

paired t-test results for each pair of methods over the three simulated models, PEmix, NOmix

and T5mix. We use •, ◦ or a blank space to represent “significantly better”, “significantly

worse” or “insignificantly different” for each test result at the 5% level. Each entry in a table

contains the results for the three models, separated by “|”. For example, on seeing “•| |◦”, one

should read the “column name” is “significantly better than”, “insignificantly different from”

and “significantly worse than” the “row name” in the PEmix, NOmix and T5mix settings,

respectively. The superscripts “K” and “M” attached to each bandwidth selection method are

used to differentiate the SPLSK and SPLSM. Also, a shaded area in a table highlights the overall

comparison between the SPLSM and the other methods. With so many wins and only a single

loss, the mixture-based approach virtually dominates the others.

Of the individual selection methods for the SPLSM, the LCV seems to offer the best results

and thus is recommended. If one wants to save the computation cost that is associated with

data resampling, then AICc can be used, which works nearly as well in our simulation study.

Table 5.3: Results of paired t-tests for the SE values.

ROTK BCVK SJEK LSCVK LCVK AICM BICM AICM
c LSCVM LCVM

Difference in MSE(λ̂)

SPSYM | |◦ | | | | | | | | | | | | | | | | | |
ROTK — |•|• •|•|• •|•|• •|•|• •|•|• •|•|• •|•|• •|•|• •|•|•
BCVK — — •|•| •|•| •| | •|•|• •|•|• •|•|• •|•|• •|•|•
SJEK — — — | |• | | |•|• |•|• |•|• |•|• •|•|•

LSCVK — — — — | |◦ |•| |•|• |•| | |• | |•
LCVK — — — — — |•|• |•|• |•|• |•|• |•|•
AICM — — — — — — | | | | |◦| | |
BICM — — — — — — — | | | | | |
AICM

c — — — — — — — — | | | |
LSCVM — — — — — — — — — | |

Difference in MSE(µ̂1)

SPSYM •| |◦ •| |◦ •| | •| | •| | •| | •| | •| | •| | •| |
ROTK — |•|• |•|• •|•|• •|•|• |•|• |•|• |•|• |•|• •|•|•
BCVK — — •|•|• •|•| •|•|• •| |• •|•|• •| |• •| |• •|•|•
SJEK — — — |•| •|•| | | | |• | | | |• •| |•

LSCVK — — — — | | | | | |• | | | |• •| |•
LCVK — — — — — | | | | | | | |• •| |•
AICM — — — — — — | | | | | | •| |
BICM — — — — — — — | | | | •| |
AICM

c — — — — — — — — | | | |•
LSCVM — — — — — — — — — •| |

Difference in MSE(µ̂2)

SPSYM ◦| |◦ ◦| |◦ | |◦ •|•|◦ •|•|◦ •|•| •|•| •|•| •|•| •|•|
ROTK — |•|• •|•|• •|•|• •|•|• •|•|• •|•|• •|•|• •|•|• •|•|•
BCVK — — •|•|• •|•|• •|•|• •|•|• •|•|• •|•|• •|•|• •|•|•
SJEK — — — •|•|• •| | •| |• •|•|• •| |• •| |• •| |•

LSCVK — — — — •| |◦ | | | |• | | | | •| |
LCVK — — — — — | |• | |• | |• | |• | |•
AICM — — — — — — | | | | | | | |
BICM — — — — — — — | | | | | |
AICM

c — — — — — — — — | | | |
LSCVM — — — — — — — — — •| |
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Table 5.4: Results of paired t-tests for the ISE and KL values.

BCVK SJEK LSCVK LCVK AICM BICM AICM
c LSCVM LCVM

Difference in MISE

ROTK •|•|• •|•|• •|•|• •|•|• •|•|• •|•|• •|•|• •|•|• •|•|•
BCVK — •|•|• •|•|• •|•|• •|•|• •|•|• •|•|• •|•|• •|•|•
SJEK — — | | | | |•| |•| •|•|• |•|• •|•|•

LSCVK — — — | | |•| |•| |•| |•|• |•|•
LCVK — — — — |•| |•| |•|• |•|• |•|•
AICM — — — — — | | | | | | | |•
BICM — — — — — — | | | |• | |•
AICM

c — — — — — — — | | | |•
LSCVM — — — — — — — — •| |

Difference in MKL

ROTK •|•|• •|•|• •|•|◦ •|•| •|•| •|•|• •|•| •|•| •|•|•
BCVK — •|•| •|•|◦ •|•|◦ •|•| •|•|• •|•| •|•| •|•|
SJEK — — •| |◦ •| |◦ •|•|◦ •|•|• •|•| •|•| •|•|

LSCVK — — — •| |• •|•|• |•|• •|•|• |•|• •|•|•
LCVK — — — — •|•| |•|• •|•|• |•|• •|•|•
AICM — — — — — ◦|•|• | |• ◦| | | |•
BICM — — — — — — •|◦|◦ | |◦ •| |
AICM

c — — — — — — — ◦| | | |•
LSCVM — — — — — — — — •| |

5.5 Real Data Examples

To further illustrate the methods of Hunter et al. (2007) and Benaglia et al. (2009), and our

mixture-based method, we analyze three real data sets using Q = 2. In fact, the use of Q = 2

in the first two real data examples is motivated by the fact that the observations are composed

of both males and females. For the method of Hunter et al. (2007), to circumvent local minima,

we use different sets of initial values and only list the “best” results here. For the SPLSK, we

only report the selection results associated with LSCV and LCV since bandwidths selected by

ROT, BCV and SJE respectively are generally too large, leading to inappropriate one-component

solutions. Even with LSCV and LCV, the results for SPLSK are still not entirely satisfactory,

and a manual selection of bandwidth appears inevitable in some cases. For the SPLSM, we only

present the results based on AICc, BIC and LCV. In fact, for these three data sets, the results

based on AICc are exactly the same as those based on AIC, whereas the results based on LSCV

and LCV are highly similar if not identical.

Figure 5.5 shows some plots of CV scores versus h. Each CV plot is a useful graphical

diagnostic tool in that it is informative for comparing the relative merits of the h’s. We describe

the finite set of predetermined h-values used by the notation (x, y, z) by which we mean a search

through a grid from x to y in increments of z; this is shown at the bottom of each panel in

Figure 5.5. Moreover, we include a six-panel plot depicting density estimates constructed using

different selection methods. The upper (or lower) panels display the density estimates by SPLSK

(SPLSM), in solid line, and the estimated component densities, in dashed lines. The two circles

in each upper panel correspond to µ̂1 and µ̂2 respectively, whereas the pointing up and the

pointing down triangles in each lower panel correspond to the estimated subcomponent centers

of the first and second component densities in the SPLSM respectively.

Table 5.5 lists the estimates of h, λ, µ1 and µ2 for all three data examples. Also provided in the

table are the estimated standard deviations σ̂ of the symmetric distributions with densities (5.3)



5.5 Real Data Examples 79

●

●

●

●●
●

●

●

●

●

●
●

●
●●●

●

●

●

●

●

●

●
●

●●●●●●●●●

0.10 0.20 0.30 0.40

−
0.

19
94

−
0.

19
90

−
0.

19
86

LSCV plot for SPLSK

(0.08,0.40,0.01)

Elbow Diameter Data

●●
●

●

●

●

●

●

●
●

●
●●●●

●
●

●

●

●

●

●
●

●

●●●
●

●
●

●
●

●

0.10 0.20 0.30 0.40

1.
70

4
1.

70
6

1.
70

8
1.

71
0

LCV plot for SPLSK

(0.08,0.40,0.01)

●

●

●

●

●

●

●

●

●

●

●

●

●
●

●
●

●●●
●

●●●●●●●●
●

●
●

●
●

●
●

●

0.70 0.80 0.90 1.00

1.
70

0
1.

70
4

1.
70

8

LCV plot for SPLSM

(0.70,1.05,0.01)

●

●

●

●●

●

●

●
●

●

●
●
●
●
●
●
●
●
●
●
●●●●●

●●
●
●
●
●
●
●
●
●
●
●
●
●
●
●

●●
●

●●●●
●

●

●
●
●
●

●

●

●
●

●

●●●●●●●●●●●●

0.5 1.0 1.5 2.0 2.5 3.0 3.5 4.0
−

0.
02

13
−

0.
02

10
−

0.
02

07

LSCV plot for SPLSK

(0.5,4,0.05)

LBM Data

●
●

●

●

●

●

●

●●●
●●

●●●●●●●●●●●●●●●●●●●●●●●●●●●●●

●●
●●●●●●

●

●●●●
●
●

●●●

●●●●●●●●●●●●

0.5 1.0 1.5 2.0 2.5 3.0 3.5 4.0

3.
99

4.
01

4.
03

LCV plot for SPLSK

(0.5,4,0.05)

●●●●●●●
●●●●●●●●●●●●●●●●●

●●
●

●
●

●
●●

●●
●●●●

●●●
●●●

●●●●●●●●●●●●●●●●●●
●

●

●

●

●

●

●

●

●

3 4 5 6 7 8 9 10

3.
98

3.
99

4.
00

4.
01

4.
02

LCV plot for SPLSM

(3.0,10.0,0.10)

●

●

●●

●●●●●●●

●●●

●●●●●●●●●●●●●●●

●

●●●

●

●●●●●●●●

●●●●●

●●●●●●●●●●●●●●

0.5 1.0 1.5 2.0 2.5 3.0 3.5

−
0.

02
30

−
0.

02
20

−
0.

02
10

LSCV plot for SPLSK

(0.5,3.5,0.05)

Precipitation Data

●

●

●

●

●

●

●
●
●
●●

●●●

●●●●●●●●●●●●●●●

●●●●

●

●●●●●●●●●●●●●●●●●●●●●●●●●●●

0.5 1.0 1.5 2.0 2.5 3.0 3.5

4.
02

4.
06

4.
10

LCV plot for SPLSK

(0.5,3.5,0.05)

●
●

●
●

●
●

●
●

●
●

●
●●●●●●●●●●●●●●●●●●

●
●

●

●

●

●

●

●

●

●
●

●
●

●
●

●●●●
●

●

●

●

●

●

●

●
●●●●

●

5 6 7 8 9 10 11

3.
98

3.
99

4.
00

4.
01

4.
02

LCV plot for SPLSM

(5.0,11.0,0.10)

Figure 5.5: CV plots for three real data examples: elbow diameter data (left); LBM data (middle);
precipitation data (right). The minimum CV scores occur at solid squares. The notation
(x, y, z) indicates that the grid points from x to y in steps of z are used for the calculation
of CV scores.

and (5.6), which are calculated based on a simple formula for the standard deviation of a finite

mixture of normal distributions with equal variances. For the first two data sets, since the

information about the gender for each observation is available, we provide further evaluation

of the performance of the SPLSK and SPLSM as clustering devices. In model-based clustering

using finite mixtures, the observations are allocated to a cluster according to their estimated

posterior probabilities. To compare the estimated cluster memberships with genders, we simply
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use the adjusted Rand index (ARI) (Hubert and Arabie, 1985), which gives the value of 1 for a

perfect agreement, and the misclassification rate (MR). For these two specific data sets, Table 5.6

displays the notation used for defining the ARI and MR which are respectively given by

ARI =

∑2
i=1

∑2
j=1

(
nij
2

)
−
∑2

i=1

(
ni•
2

)∑2
j=1

(
n•j
2

)
/
(
n
2

)
1
2

{∑2
i=1

(
ni•
2

)
+
∑2

j=1

(
n•j
2

)}
−
∑2

i=1

(
ni•
2

)∑2
j=1

(
n•j
2

)
/
(
n
2

) ,
MR =

n12 + n21

n
.

The results for fitted models with different µ̂1 and µ̂2 are summarized in the last two columns

in Table 5.5.

Table 5.5: Results of parameter estimation and clustering for real data sets.

Method Selection Method ĥ σ̂ λ̂ µ̂1 µ̂2 ARI MR

Elbow Diameter

SPSYM — — — 0.62 12.75 14.45 — —

Trial and error 0.20 0.92 0.56 12.49 14.52 0.56 0.12
SPLSK LSCV 0.29 1.03 0.56 12.57 14.43 0.56 0.12

LCV 0.32 1.39 0.52 13.39 13.39 — —

AICc 0.87 0.87 0.56 12.47 14.56 0.56 0.12
SPLSM BIC 0.87 0.87 0.56 12.47 14.56 0.56 0.12

LCV 0.87 0.87 0.56 12.47 14.56 0.56 0.12

LBM

SPSYM — — — 0.60 55.84 78.16 — —

Trial and error 2.50 9.84 0.66 58.53 77.41 0.39 0.19
SPLSK LSCV 3.25 13.44 0.87 64.87 64.87 — —

LCV 3.25 13.44 0.87 64.87 64.87 — —

AICc 7.20 8.77 0.63 57.37 77.30 0.48 0.15
SPLSM BIC 9.40 9.40 0.67 58.33 78.02 0.35 0.20

LCV 8.00 9.01 0.63 57.44 77.21 0.42 0.17

Precipitation

SPSYM — — — 0.18 13.95 39.35 — —

Trial and error 2.46 10.28 0.20 16.36 39.50 — —
SPLSK LSCV 0.70 9.44 0.22 16.22 40.06 — —

LCV 1.65 9.48 0.22 15.96 40.07 — —

AICc 6.10 10.17 0.17 13.52 38.75 — —
SPLSM BIC 9.70 9.70 0.23 16.34 40.39 — —

LCV 6.40 10.24 0.18 13.76 38.80 — —

Table 5.6: Contingency table for comparing two groups.

Estimated Group

Observed Group µ̂1 µ̂2 Total

Female n11 n12 n1•
Male n12 n22 n2•

Total n•1 n•2 n
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5.5.1 Elbow Diameter Data

The first data set described in Heinz et al. (2003) contains the elbow diameters of 507 physically

active people. Of these subjects, 247 men (or 48.72%) have a sample mean of 14.46 and and a

sample standard deviation of 0.88. The corresponding values for the remaining female subjects

are 12.37 and 0.84.

All final SPLSM models are the same two-component normal mixture model. However, the

parameter estimates are slightly different from the maximum likelihood estimates for a two-

component homoscedastic mixture of normal distributions. From Table 5.5, we see that the

parameter estimates by all methods are highly comparable, except the LCV-selected SPLSK

which produces a single component solution (see also Figure 5.6). By looking at the LSCV and

LCV profile curves for SPLSK, we see that there are a couple of local minimizers (around 0.21

and 0.31). Bandwidth selection via CV-based criteria for the SPLSK might be unreliable due

to the occurrence of multiple local minima. We note that when a smaller left endpoint value for

h, say 0.05, is used, the LSCV and LCV are being minimized at that value. Also, note that all

methods in the comparison yield the same ARI and MR.

5.5.2 Lean Body Mass Data

The second data set taken from Cook and Weisberg (1994) contains the measurements of lean

body mass (LBM) of 202 athletes (100 females and 102 males) who trained at the Australian

Institute of Sport. Indeed, different types of sports were practised by these athletes. The sample

means of LBM for females and males are 54.89 and 74.66, and the sample standard deviations

are 6.92 and 9.89 respectively.

The results of automatic selection methods for the SPLSK are generally not satisfactory. A

one-component solution is produced by the deterministic EM algorithm using the LSCV- and

LCV-chosen bandwidths; see Figure 5.7. By examining the LSCV profile curve, we observe that

there are two other possible bandwidth candidates. We also note that a careful scrutiny of both

the LSCV and LCV plots reveals that there is a sudden increase in both the CV values from

h = 2.50 to h = 2.55. Generally, we prefer to use the LCV as a guidance for selecting a SPLSM

model, by which in this case we obtain an overall density estimate with three subcomponents in

each of the two larger components. The mixing distribution estimate is a discrete distribution

with probabilities 0.96 and 0.04 at 0 and 19.77 respectively. The AICc-selected model gives a

similar density estimate but with slightly better ARI and MR values than the LCV selection

method, while the BIC-selected model with deteriorating values of ARI and MR tends to result

in some over-smoothing, giving a single subcomponent in each larger component.

5.5.3 Precipitation Data

The third real-world data is the precipitation data set that has been studied by Bordes et al.

(2006) and Bordes et al. (2007) using Q = 2. This data set gives the average amount of

precipitation in inches for each of 70 United States (and Puerto Rico) cities.
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Figure 5.6: Density estimates overlaid on the histograms of the elbow diameter data.

In Bordes et al. (2007), the bandwidth chosen by a trial-and-error approach was set to 2.50,

yielding estimates (λ̂ = 0.213, µ̂1 = 16.120, µ̂2 = 39.983) with the stochastic EM algorithm.

Our trial-and-error approach sets the bandwidth to 2.46 since the deterministic EM algorithm

returns identical value for µ̂1 and µ̂2 when h = 2.50. Visual inspection of Figure 5.8 shows that

the LSCV- and LCV-selected SPLSK’s perhaps overfit the data and those density estimates are

not smooth. Interestingly, the parameter estimates of the BIC-selected SPLSM are quite close to

those of the LSCV- and LCV-selected SPLSK’s, but its fitted density is very much different from

theirs. The numerical estimates of SPSYM, AICc- and LCV-selected SPLSM’s are about the

same and a clear bimodal structure in those density estimates is observed for AICc- and LCV-

selected models. Overall, the LCV-selected SPLSM seems to provide an adequate fit to the data.

The estimates in (5.6) based on the LCV bandwidth are θ̂ = (0, 20.15)> and π̂ = (0.84, 0.16)>.
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Figure 5.7: Density estimates overlaid on the histograms of the LBM data.

5.6 Summary

In this chapter, we study finite mixtures of symmetric distributions. We propose using a mixture-

based nonparametric family of distributions for modeling the symmetric distribution, as an al-

ternative to other nonparametric approaches previously proposed in the literature. Through a

simulation study and three real-world data sets, we have investigated and compared the per-

formance of our proposed approach with that of a recent kernel-based approach to the same

problem. In addition to having the advantage of producing simpler estimated models, our ap-

proach is demonstrated empirically to be able to improve efficiency of both parameter estimation

and density estimation over existing solutions.

An obvious problem associated with the likelihood-based model selection criteria, such as

AIC, BIC or AICc, for the purpose of bandwidth selection is that selection tends to be difficult
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Figure 5.8: Density estimates overlaid on the histograms of the precipitation data.

when values of h near 0 are to be considered, due to the unboundedness of the log-likelihood

function. In fact, automatic bandwidth selection is never an easy task and further research on

this topic is worthwhile. Nevertheless, we do recommend using the LCV criterion for choosing

the SPLSM, due to its good performance in our studies. By contrast, for the SPLSK, it seems

that automatic bandwidth selection is very challenging and difficult, as it may lead to unreliable

solution when the sample size is small or subpopulations are closely located. In such a situation,

it appears that one could resort to a manual tuning procedure.



Chapter 6
Least Squares Density Estimation

6.1 Introduction

In nonparametric density estimation, bias is unavoidable for any finite sample since, under mild

conditions, there exists no unbiased density estimator based on a finite number of observations

(Rosenblatt, 1956). The finite sample bias of the KDE (3.7) depends on the bandwidth param-

eter, the true density and the kernel function, although the KDE is asymptotically unbiased as

h → 0 under some conditions on the true density and the kernel function. Nonetheless, among

all biased nonparametric density estimators, there may be estimators less biased than the KDE.

This leaves room for improvement on the kernel-based method.

In this chapter, we adopt the squared L2 loss as the objective function. Using the squared

L2 loss addresses the bias issue directly and relates itself to the mean integrated squared error,

the performance measure that is widely used for nonparametric density estimation. To improve

estimation accuracy, we also adopt the doubly-smoothing approach to nonparametric mixture

model estimation. Compared with the KDE, our proposal leads to remarkably reduced bias in

the MDE, which we call the doubly-smoothed estimator via least squares (DSE), and improves

overall estimation accuracy as measured by the mean integrated squared error.

The operational aspects of our proposal are as follows. First, we need to determine a KDE.

Then, we proceed by minimizing the L2 distance between the KDE and the convoluted mixture

density fG, h1, h2 (3.14). In other words, we want to find a convoluted mixture density closest to

the KDE in the L2 sense. However, the convoluted mixture density is not our finalized estimate

since it may be severely biased. Lastly, we perform a “deconvolution” to deconvolve the bias

and this renders the DSE, i.e., fG, h2 in (3.14).

85
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6.2 Least Squares Estimation with Double Smoothing

6.2.1 The Problem

With bandwidths h1 and h2 held fixed, we want to find the G that minimizes the doubly-

smoothed least squares functional Q (3.17), namely

minimize Q(G) (6.1)

subject to G ∈ G.

This problem has no closed-form solution and a numerical algorithm has to be used. As discussed

earlier, problem (6.1) is a convex optimization one and the solution is called the NPDSLSE. Let

us denote by Ĝh1, h2 the NPDSLSE.

As far as the estimation is concerned, we may write Q(G) ≡ Q(π,θ). In matrix form, the

doubly-smoothed least squares functional can be written as:

Q(π,θ) = π>Dπ − 2π>b, (6.2)

where the (k, j) element of matrix D is

Dkj =

∫
u(x− θk)u(x− θj) dx,

and the jth element of vector b is

bj =

∫
v(x)u(x− θj) dx.

Apparently, we may need numerical integration to evaluate Q(π,θ) for some choices of kernel

function.

6.2.2 Theoretical Properties

Since the DSE is determined by the NPDSLSE, we shall establish some theoretical results for the

NPDSLSE. In fact, theoretical properties of the NPDSLSE can be developed in a similar manner

as to that of the nonparametric maximum likelihood estimation (Lindsay, 1995; Böhning, 2000).

As given in the following theoretical results, the gradient function plays a critical role in

characterizing and computing the NPDSLSE. Theorem 6.1 implies that a candidate G? is the

NPDSLSE if and only if dQ(θ;G?) ≥ 0 for all θ ∈ Θ. This provides a theoretical foundation for

numerical algorithms to search for the NPDSLSE. Accordingly, to determine whether a solution

to problem (6.1) has been found, one only need to check the gradient function. If dQ(θ;G?) is

negative for some θ ∈ Θ, then G? is not the NPDSLSE since one can always find some new

candidate that has a lower value of Q than G?. If G? is the NPDSLSE, Theorem 6.2 states that

any support point of G? must belong to the set of all points satisfying the equality dQ(θ;G?) = 0.
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Lemma 6.1. For all G,H ∈ G,

dQ(H;G) ≤ Q(H)−Q(G). (6.3)

Proof: Since Q(G) is convex (see Lemma 3.6), it follows that

Q{(1− ε)G+ εH} − Q(G)

ε
≤ Q(H)−Q(G).

Taking the limit on both sides

lim
ε→0

Q{(1− ε)G+ εH} − Q(G)

ε
= dQ(H;G) ≤ Q(H)−Q(G)

completes the proof. �

If the nonparametric mixture model is identifiable, and G and H are two distinct measures,

then (6.3) becomes a strict inequality.

Lemma 6.2. For all G ∈ G,

inf
θ
{dQ(θ;G)} ≤ Q(Ĝh1, h2)−Q(G). (6.4)

Proof: Taking the infimum over H ∈ G on both sides of (6.3), we obtain

inf
H
{dQ(H;G)} ≤ inf

H
{Q(H)−Q(G)}

= Q(Ĝh1, h2)−Q(G). (6.5)

From (3.18), we have

dQ(H;G) ≥
∫

inf
θ
{dQ(θ;G)} dH(θ)

= inf
θ
{dQ(θ;G)}.

Taking the infimum over H ∈ G on both sides, we obtain

inf
H
{dQ(H;G)} ≥ inf

H
[inf
θ
{dQ(θ;G)}]

= inf
θ
{dQ(θ;G)}. (6.6)

The proof is completed by combining (6.5) and (6.6). �
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Theorem 6.1. The following three statements are equivalent:

(i) Ĝh1, h2 minimizes Q(G),

(ii) Ĝh1, h2 maximizes infθ{dQ(θ;G)},

(iii) infθ{dQ(θ; Ĝh1, h2)} = 0.

Proof: Assume that Ĝh1, h2 minimizes Q(G). Then for all H ∈ G,

Q{(1− ε)Ĝh1, h2 + εH} − Q(Ĝh1, h2)

ε
≥ 0.

Taking the limit on both sides, we have

lim
ε→0

Q{(1− ε)Ĝh1, h2 + εH} − Q(Ĝh1, h2)

ε
= dQ(H; Ĝh1, h2) ≥ 0,

which, due to (3.18), implies that for all θ ∈ Θ,

dQ(θ; Ĝh1, h2) ≥ 0.

Obviously, it also holds that

inf
θ
{dQ(θ; Ĝh1, h2)} ≥ 0. (6.7)

However, (6.4) indicates that

inf
θ
{dQ(θ; Ĝh1, h2)} ≤ 0. (6.8)

Both inequalities (6.7) and (6.8) imply the equality infθ{dQ(θ; Ĝh1, h2)} = 0. Next, from (6.4),

we see that infθ{dQ(θ;G)} as a function of G is non-positive and has supremum zero, which is

attained by setting G = Ĝh1, h2 . Hence, Ĝh1, h2 maximizes infθ{dQ(θ;G)}.
If Ĝh1, h2 maximizes infθ{dQ(θ;G)}, then the maximum value must occur at zero. Either the

assumption that Ĝh1, h2 maximizes infθ{dQ(θ;G)} or the assumption that infθ{dQ(θ; Ĝh1, h2)} = 0

implies that for all θ ∈ Θ,

dQ(θ; Ĝh1, h2) ≥ 0.

Again, infθ{dQ(θ; Ĝh1, h2)} ≥ 0 holds. Since

inf
H
{dQ(H; Ĝh1, h2)} = inf

θ
{dQ(θ; Ĝh1, h2)},

which is obtained by taking the infimum twice over H ∈ G and over θ ∈ Θ on both sides of (3.18),

we have infH{dQ(H; Ĝh1, h2)} ≥ 0, which implies that for all H ∈ G,

dQ(H; Ĝh1, h2) ≥ 0.

By (6.3), it follows immediately that Ĝh1, h2 minimizes Q(G). �
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Theorem 6.2. The support of a discrete Ĝh1, h2 is contained in the set {θ : dQ(θ; Ĝh1, h2) = 0}.

Proof: For a discrete Ĝh1, h2 , let us write Ĝh1, h2(θ) =
∑m

j=1 π̂jδθ̂j , where for j = 1, . . . ,m, θ̂j are

the distinct support points of Ĝh1, h2 and π̂j > 0 their corresponding masses. By (3.18),

dQ(Ĝh1, h2 ; Ĝh1, h2) =
m∑
j=1

π̂jdQ(θ̂j; Ĝh1, h2) = 0. (6.9)

For a discrete Ĝh1, h2 , it holds that dQ(θ; Ĝh1, h2) ≥ 0 for all θ ∈ Θ which implies that

dQ(θ̂j; Ĝh1, h2) ≥ 0. Since the π̂j, for j = 1, . . . ,m, associated with θ̂j are strictly positive,

this implies that dQ(θ̂j; Ĝh1, h2) in (6.9) must equal zero. �

6.2.3 Using the Gaussian Kernel

Consider the doubly-smoothed least squares functional (3.17), which relies on a kernel function

K. The most common kernel function used in practice is the standard Gaussian density, and

hence we confine our studies to the use of the Gaussian kernel. This gives an advantage that

the objective function Q(G) in problem (6.1) has an explicit expression. Denoting the density

of the Gaussian distribution with mean zero and standard deviation σ by φσ, we have

φσ1 ∗ φσ2 = φ√
σ2

1+σ2
2
.

Dropping terms that do not affect the minimization problem, we have a no-integration-needed

expression for Q(π,θ) (6.2):

Q(π,θ) =
m∑
k=1

m∑
j=1

πkπjφ√2κ(θk − θj)−
2

n

n∑
i=1

m∑
j=1

πjφω(xi − θj),

where κ2 = h2
1 + h2

2 and ω2 = 2h2
1 + h2

2. In terms of matrix form (6.2), we have

Dkj = φ√2κ(θk − θj),

bj =
1

n

n∑
i=1

φω(xi − θj).

For this special case, the gradient function characterizing the NPDSLSE is given by

dQ(θ;G) = 2

∫ {
(φκ ∗ dG)(x)− (φh1

∗ dF̂n)(x)
}
{(φκ ∗ dδθ)(x)− (φκ ∗ dG)(x)} dx

= 2


m∑
j=1

πjφ√2κ(θj − θ)−
1

n

n∑
i=1

φω(xi − θ) +
1

n

n∑
i=1

m∑
j=1

πjφω(xi − θj)−
m∑
k=1

m∑
j=1

πkπjφ√2κ(θk − θj)

 .
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6.2.4 Computation

Computing the NPDSLSE of a mixing distribution is similar to that of the NPMLE, both

problems being convex optimization ones. Therefore, we develop an algorithm that is a variant

of the CNM algorithm. Both algorithms have the same main steps, i.e., updating the mixing

proportion vector, and contracting and expanding the support point vector. However, the new

one needs to decompose the Hessian matrix and does not require a line search after each quadratic

programming step.

With known θ, and h1 and h2 being fixed at some values, minimizing Q(π,θ) (6.2) with

respect to π is a quadratic programming problem and can be written as the following least

squares problem:

minimize ‖Rπ − d‖2 (6.10)

subject to π>1 = 1 and π ≥ 0,

where R satisfies D = R>R and d is the solution of R>d = b. In our implementation, we

use the Cholesky decomposition to obtain R, which is upper triangular. This makes it easy to

compute d from b. In general, as long as all elements of θ are distinct, D is a symmetric positive

definite matrix for many kernel functions including the standard Gaussian kernel (Karlin, 1968).

In practice, however, D may turn out to be numerically singular. To overcome this numerical

difficulty, we add a very small positive value to each diagonal element of D so that the Cholesky

factorization can be safely applied. In our implementation, Dkk × 10−10 is used as the small

positive value for the kth diagonal element. We solve problem (6.10) by transforming it to

problem (2.10).

The new algorithm is outlined as follows.

Algorithm 6.1 (CNM-LS). Set s = 0. From an initial estimate G0 with finite support and

Q(G0) <∞, repeat the following steps.

Step 1 : compute all local minima θ?s1, . . . , θ
?
sps of dQ(θ;Gs), θ ∈ Θ. Stop, if

minj=1,...,ps{dQ(θ?sj;Gs)} = 0.

Step 2 : set θ+
s = (θ>s , θ

?
s1, . . . , θ

?
sps)

> and π+
s = (π>s ,0

>)>. Find π−s+1 by solving prob-

lem (6.10), with R and d replaced by R+
s = R(θ+

s ) and d+
s = d(θ+

s ) respectively.

Step 3 : discard all support points with zero mass in π−s+1, which gives Gs+1 with πs+1 and

θs+1. Set s = s+ 1.

We note that, after updated π by solving problem (6.10), one does not need to perform a line

search, which differs from the CNM algorithm for the NPMLE. This is simply because Q(π,θ)

is a quadratic function of π with fixed θ and its minimum is achieved in one step.

6.3 Selecting the Bandwidth Parameters

Apart from G, the DSE needs further to have two bandwidth parameters specified, h1 and

h2. To select the value of the bandwidth h1, we consider simple and fast methods, since its
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value is not critical, owing to double smoothing. There are a variety of methods for bandwidth

selection: Silverman’s rule of thumb (ROT), unbiased cross-validation (UCV), biased cross-

validation (BCV), Sheather–Jones solve-the-equation plug-in (SJE) and Sheather–Jones direct

plug-in (SJD) (see Wand and Jones, 1995, for a discussion).

For the choice of bandwidth h2 which determines the number of components in the DSE, we

use the V -fold CV method. The bandwidth h2 is chosen so as to minimize

CV(h2) =
1

V

V∑
v=1

∥∥∥fNK
hv1
−Khv1

∗ f v
Ĝh1, h2

∥∥∥2

,

where hv1 denotes the bandwidth based on the observations in Pv while f v
Ĝh1, h2

denotes the DSE

based on the observations not in Pv.

To indicate the bandwidth method applied to the data, we shall attach a subscript acronym

to h1. For example, hSJE denotes the SJE bandwidth. Similarly, we attach the acronym CV to

h2 as hCV.

6.4 Simulation Studies

6.4.1 A Small-scale Study using Cross-validated Bandwidths

Setup

A small-scale simulation study was conducted to investigate the performance of the kernel-based

and mixture-based density estimators. In particular, we compare the KDE, the MDE associated

with the NPMLE (MLE), the MDE associated with the NPLSE (LSE) and the DSE. Throughout

the study, we use the Gaussian kernel density function.

Five different distributions exhibiting different tail behavior, ranging from the short-tailed

to the heavy-tailed distributions, are investigated. Specifically, the five distributions in decreas-

ing order of the kurtosis are the Student’s t-distribution with 5 degrees of freedom, T5(0, 1),

the standard classical Laplace distribution, Laplace(0, 1), the standard logistic distribution,

Logistic(0, 1), the standard normal distribution, Gaussian(0, 1), and the standard power ex-

ponential distribution with shape parameter ν = 4, PE4(0, 1); see Table 4.1 for their density

functions.

As for the choice of the bandwidth parameter, in this study, we use one run of 5-fold CV,

as discussed in Sections 3.6 and 6.3, for all density estimators. For the MDE (or DSE), the

candidate density estimates are computed on a grid of values for h (h2) ranging from 0.2s to

1.2s in steps of 0.05s, s being the sample standard deviation. For the KDE, s is replaced with

the ROT bandwidth. The DSE requires a bandwidth for its KDE, where we simply use the SJE

bandwidth.
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Performance Measure

To evaluate the accuracy of the density estimates in our simulation study, we examine the

integrated squared error given by

ISE(f, f̂ ) =

∫
R

{
f(x)− f̂(x)

}2

dx, (6.11)

where f is the true density and f̂ a density estimate.

For each simulated density, we compute the ISE values numerically for each combination of

estimator and replication. Subsequently, the mean integrated squared error (MISE) is empirically

estimated by the average of these ISE values.

Results

The results of the simulation study based on 100 replications with sample size 500 are summarized

in Table 6.1. Shown here are the empirical MISE values with their corresponding standard errors

in parentheses. Also, the best value among density estimators for a given density is highlighted

using boldface.

Table 6.1: Summary of the simulation results in terms of the empirical MISE (×103).

Estimator Density

PE4(0, 1) Gaussian(0, 1) Logistic(0, 1) Laplace(0, 1) T5(0, 1)

KDE 2.37 (0.14) 2.35 (0.18) 1.59 (0.10) 3.74 (0.24) 2.61 (0.21)
MLE 2.48 (0.18) 1.51 (0.19) 1.41 (0.15) 3.78 (0.17) 1.86 (0.17)
LSE 2.78 (0.18) 1.80 (0.20) 1.43 (0.13) 3.84 (0.15) 1.95 (0.17)
DSE 2.49 (0.17) 1.44 (0.18) 1.28 (0.12) 3.88 (0.17) 1.61 (0.13)

On the whole, the DSE achieves the best performance. Interestingly, the MLE is slightly

better than the LSE in all cases. Of course, there are situations in favor of the KDE. It seems

that the mixture-based density estimators do not outperform the kernel-based density estimators

when the Gaussian kernel function is used in two cases, i.e., heavy-tailed distributions with sharp

peak and short-tailed distributions with flat top. However, the loss of the kernel-based density

estimator relative to that of the mixture-based density estimators could be significant for some

distributions.

6.4.2 A Large-scale Study comparing DSE and KDE

Setup

Since the DSE has better performance than the MLE and the LSE from previous study, we

conducted a large-scale simulation to study the potential improvement in density estimation

accuracy of using the DSE over the KDE. Fifteen densities are considered in this simulation study.

Specifically, ten densities are taken from Marron and Wand (1992), with names Gaussian, Skewed

Unimodal, Strongly Skewed, Kurtotic Unimodal, Outlier, Bimodal, Separated Bimodal, Skewed
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Bimodal, Trimodal and Claw. The others are the standard power exponential distribution with

shape parameter ν = 4 (PE4), the standard logistic distribution (Logistic), the standard classical

Laplace distribution (Laplace), the Student’s t-distribution with 5 degrees of freedom (T5) and

the 50:50 mixture of two Student’s t-distributions with 3 degrees of freedom centered at −4
5

and
4
5

respectively (T3 mixture). All these densities are plotted in Figure 6.1. These distributions

are included in an attempt to cover a wide range of shapes, including features like high skewness,

high kurtosis and multiple modes.

For each generated sample, five variants (with respect to the bandwidth h1) of KDE and

that of DSE are applied for density estimation, yielding a total of ten nonparametric density

estimates. To be specific, for the KDE, the five bandwidth rules mentioned in Section 6.3 are

considered for the selection of the bandwidth h1, whereas for the DSE, we employ one run of

5-fold CV method for the selection of the bandwidth h2 and perform the search for the “best”

bandwidth h2 from the value of h1 to a value not exceeding 1.1s in steps of 0.05s, where s denotes

the sample standard deviation.

Performance Measures

Again, we use the MISE here. Actually, the MISE can be decomposed into the sum of the

integrated squared bias (ISB) and the integrated variance (IV) as follows:

MISE(f̂ ) = E

[∫
R

{
f̂(x)− f(x)

}2

dx

]
=

∫
R

E

([
f̂(x)− E{f̂(x)}

]2
)

dx+

∫
R

[
E{f̂(x)} − f(x)

]2

dx

= IV(f̂ ) + ISB(f̂ ),

where f is the true density and f̂ an estimate. For each density estimate, the ISE (6.11) from

each sample is computed, and its average over all samples provides an empirical estimate of the

MISE. Similarly, the ISB is empirically estimated by

ÎSB(f̂ ) =

∫
R

{
1

R

R∑
r=1

f̂ (r)(x)− f(x)

}2

dx,

where f̂ (r) is an estimate of f based on the rth sample.

The performance of the DSE and KDE will be compared mainly in terms of the MISE, but

we are also interested in the ISB to see how much bias reduction the DSE can achieve from the

KDE.

Results

The experimental results based on 100 samples of size 500 each are summarized in Tables 6.2

and 6.3. We are particularly interested in the pairwise comparisons between the DSE and KDE,

each employing the same bandwidth h1. This removes the effects caused by different h1-values
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Gaussian Skewed Unimodal Strongly Skewed Kurtotic Unimodal Outlier

Bimodal Separated Bimodal Logistic T3 mixture T5

Trimodal Skewed Bimodal Claw Laplace PE4

Figure 6.1: Fifteen target densities used in the simulation study.

and provides a direct comparison between the two density estimators. The better value of the

two estimators in each pairwise comparison is shown in bold. The values in parentheses in

Table 6.3 are the standard errors of the empirical MISE values.

As shown in Table 6.2, with respect to the ISB, the DSE gives outstanding performance

in almost all settings, and in some cases the improvements are significant. The least squares

estimation with double smoothing clearly helps to produce less biased estimators, owing to both

the mixture model used and the doubly-smoothing approach, which in turn should help to reduce

the MISE.

According to Table 6.3, in terms of MISE, the DSE has an overall better performance than

the KDE, specifically speaking, better in ten cases, comparably in two, and worse in three.

Figure 6.2 depicts the ISE values (on the log scale) using box plots. Despite the overall better

performance, one should also notice that the DSE generally has a larger variance (IV) than the
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KDE, and hence that a gain in bias reduction can be lost in some extreme cases by an increased

variance. The increased variance of the DSE is largely caused by the CV method that was used

to select h2, which can be mitigated by repeating the 5-fold-CV a number of times, at the price

of increased computation time.

No bandwidth selector of h1 dominates the others in all cases studied. Among them, we

recommend the SJE method, as to be used in association with the DSE, since it gives a robust

performance across all distributions studied.
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Figure 6.2: Box plots of log(ISE) for both the DSE and KDE based on several bandwidth selection
schemes.
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Table 6.2: Empirical ISB (×103) for n = 500 from 15 test densities over 100 replications.

Selection Method Estimator Density

Gaussian Skewed Unimodal Strongly Skewed Kurtotic Unimodal Outlier

ROT
KDE 0.33 0.44 87.99 39.37 3.35
DSE 0.15 0.19 63.14 3.66 0.61

UCV
KDE 0.52 0.62 3.61 2.55 3.41
DSE 0.16 0.13 0.28 0.44 0.49

BCV
KDE 0.64 0.85 17.10 13.04 5.67
DSE 0.17 0.15 2.81 10.05 0.50

SJE
KDE 0.50 0.56 13.47 4.45 3.71
DSE 0.15 0.14 1.77 0.50 0.56

SJD
KDE 0.52 0.59 28.15 8.37 3.92
DSE 0.14 0.15 10.34 0.69 0.58

Bimodal Separated Bimodal Logistic T3 mixture T5

ROT
KDE 1.17 12.36 0.25 0.35 0.37
DSE 0.13 0.03 0.14 0.38 0.22

UCV
KDE 0.65 0.73 0.38 0.49 0.46
DSE 0.08 0.11 0.16 0.28 0.19

BCV
KDE 0.94 0.89 0.47 0.59 0.71
DSE 0.09 0.13 0.19 0.41 0.27

SJE
KDE 0.62 0.86 0.33 0.44 0.48
DSE 0.08 0.10 0.14 0.34 0.22

SJD
KDE 0.74 1.12 0.34 0.45 0.50
DSE 0.09 0.16 0.14 0.35 0.22

Trimodal Skewed Bimodal Claw Laplace PE4

ROT
KDE 2.71 2.42 41.45 1.31 0.31
DSE 1.55 0.59 44.41 0.91 0.32

UCV
KDE 0.88 0.76 2.42 0.58 0.46
DSE 0.63 0.13 0.50 0.31 0.24

BCV
KDE 2.23 2.08 44.98 1.55 0.65
DSE 0.97 0.31 45.15 1.72 0.27

SJE
KDE 1.26 1.02 21.95 0.85 0.47
DSE 0.94 0.14 25.20 0.53 0.24

SJD
KDE 1.62 1.40 40.12 1.02 0.50
DSE 1.07 0.16 41.59 0.68 0.22

6.5 Real Data Examples

We use three real examples to further compare the DSE with the KDE. The results for the

numerical estimates in the nonparametric location mixture model are listed in Table 6.4, from

which one immediately recognizes the advantage in terms of sparseness of using mixtures. For

each data set, the DSE only needs two or three support points, whereas the KDE needs to save

all data points for future observations. For real data examples, we employ much finer grids than

those used in the simulation study.

6.5.1 Old Faithful Geyser Data

We use the classical Old Faithful geyser data to demonstrate the effect of varying bandwidths

on both the DSE and KDE, and in particular to highlight the flattening effect of the KDE. The

data contains the waiting times between eruptions of the geyser. The top rows of Figure 6.3

show histograms of the data overlaid with a sequence of KDE’s using a range of h1 values. The

KDE either has many spurious modes for a small value of h1 or under-estimates at peaks and

over-estimates at valleys for a large value of h1. There is no good h1-value that can achieve a
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Table 6.3: Empirical MISE (×103) for n = 500 from 15 test densities over 100 replications.

Selection Method Estimator Density

Gaussian Skewed Unimodal Strongly Skewed Kurtotic Unimodal Outlier

ROT
KDE 1.94 (0.10) 2.75 (0.15) 90.22 (1.07) 44.34 (1.52) 18.29 (0.78)
DSE 1.21 (0.16) 2.19 (0.18) 68.80 (0.82) 14.53 (1.00) 10.63 (0.80)

UCV
KDE 2.18 (0.14) 3.48 (0.30) 15.07 (0.48) 14.06 (0.62) 25.13 (1.73)
DSE 1.49 (0.17) 3.17 (0.38) 25.76 (0.95) 13.58 (0.77) 17.06 (2.21)

BCV
KDE 1.85 (0.10) 2.75 (0.17) 27.87 (2.20) 34.04 (4.76) 17.97 (0.85)
DSE 0.95 (0.09) 1.94 (0.15) 22.75 (1.61) 38.30 (3.28) 10.01 (0.71)

SJE
KDE 1.98 (0.11) 2.81 (0.16) 20.27 (0.69) 13.35 (0.60) 19.00 (0.87)
DSE 1.43 (0.18) 2.38 (0.21) 17.55 (0.49) 13.16 (0.62) 12.34 (1.32)

SJD
KDE 1.94 (0.11) 2.77 (0.16) 32.77 (0.79) 15.70 (0.76) 18.54 (0.82)
DSE 1.31 (0.17) 2.33 (0.20) 21.16 (0.49) 13.22 (0.72) 11.13 (0.88)

Bimodal Separated Bimodal Logistic T3 mixture T5

ROT
KDE 2.56 (0.12) 13.19 (0.22) 1.32 (0.08) 1.47 (0.08) 1.92 (0.12)
DSE 1.76 (0.11) 1.69 (0.13) 1.08 (0.10) 1.23 (0.08) 1.53 (0.12)

UCV
KDE 2.81 (0.15) 3.85 (0.22) 1.56 (0.10) 1.68 (0.10) 2.86 (0.24)
DSE 2.39 (0.20) 2.82 (0.26) 1.64 (0.18) 1.56 (0.14) 2.29 (0.23)

BCV
KDE 2.60 (0.12) 3.21 (0.14) 1.33 (0.09) 1.50 (0.08) 1.96 (0.13)
DSE 1.94 (0.13) 1.84 (0.14) 1.06 (0.09) 1.21 (0.07) 1.56 (0.13)

SJE
KDE 2.48 (0.12) 3.21 (0.14) 1.38 (0.09) 1.48 (0.08) 1.97 (0.13)
DSE 1.86 (0.12) 1.88 (0.16) 1.29 (0.12) 1.32 (0.10) 1.65 (0.13)

SJD
KDE 2.48 (0.12) 3.25 (0.14) 1.36 (0.09) 1.48 (0.08) 1.95 (0.13)
DSE 1.93 (0.11) 2.13 (0.14) 1.13 (0.10) 1.28 (0.09) 1.60 (0.12)

Trimodal Skewed Bimodal Claw Laplace PE4

ROT
KDE 3.98 (0.12) 3.79 (0.14) 43.37 (0.16) 3.11 (0.17) 1.93 (0.10)
DSE 3.80 (0.13) 3.69 (0.19) 48.00 (0.23) 3.73 (0.17) 2.27 (0.16)

UCV
KDE 3.65 (0.19) 3.74 (0.18) 12.21 (0.43) 3.75 (0.23) 2.25 (0.13)
DSE 4.37 (0.32) 5.30 (0.40) 13.56 (0.69) 4.76 (0.31) 2.90 (0.21)

BCV
KDE 3.87 (0.16) 3.97 (0.20) 46.41 (0.15) 3.40 (0.18) 1.91 (0.09)
DSE 3.65 (0.15) 3.97 (0.17) 48.33 (0.25) 3.78 (0.15) 2.28 (0.16)

SJE
KDE 3.24 (0.13) 3.32 (0.16) 28.59 (1.30) 3.14 (0.17) 1.97 (0.09)
DSE 4.00 (0.18) 4.18 (0.27) 38.25 (1.52) 3.95 (0.18) 2.42 (0.17)

SJD
KDE 3.36 (0.13) 3.36 (0.16) 42.31 (0.26) 3.11 (0.17) 1.93 (0.09)
DSE 3.72 (0.15) 3.97 (0.24) 46.64 (0.48) 3.73 (0.17) 2.46 (0.17)

Table 6.4: Summary of mixture-based nonparametric density estimation results for three real data
examples.

Selection Method ĥ1 ĥ2 π̂ θ̂

Old Faithful Geyser

ROT-CV 3.988 6.084 (0.354, 0.646)> (54.090, 79.958)>

SJE-CV 2.504 6.085 (0.353, 0.647)> (54.023, 79.959)>

SLC Activity

ROT-CV 0.029 0.068 (0.835, 0.156, 0.009)> (0.226, 0.399, 0.614)>

SJE-CV 0.027 0.069 (0.842, 0.151, 0.007)> (0.227, 0.402, 0.617)>

Swiss Bank Notes

ROT-CV 0.359 0.422 (0.039, 0.470, 0.491)> (138.059, 139.579, 141.555)>

SJE-CV 0.193 0.429 (0.036, 0.473, 0.491)> (138.051, 139.578, 141.559)>

good trade-off between the two extreme cases. The bottom left panel of Figure 6.3 shows the

DSE’s that are obtained with hSJE and a range of h2 values. Despite that an increase in the value

of h2 also tends to flatten the DSE, there exists a h2 such that the right amount of smoothing

can be achieved. The bottom right panel of Figure 6.3 displays two KDE’s and two DSE’s that

are determined by some bandwidth selection methods. In particular, the two KDE’s have their
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bandwidth h1 determined by the SJE and ROT, respectively. Based on these two KDE’s, the

two DSE’s have their optimal bandwidth h2 determined by the 5-fold-CV method described in

Section 6.3 and are apparently better estimates than the KDE’s. Although the two KDE’s are

reasonably different, the two DSE’s, which offer a much better solution, are virtually the same,

an indication of the unimportance for the choice of h1.

KDE with (1, 2, 0.2) for h1 KDE with (2, 3, 0.2) for h1

DSE with hSJE and (5, 7, 0.4) for h2

DSE with hROT−hCV

DSE with hSJE−hCV

KDE with hSJE

KDE with hROT

Figure 6.3: Density estimates using a range of bandwidths. The notation (x, y, z) in the heading of a
panel means the values from x to y in steps of z are used for bandwidth.

Figure 6.4 provides an illustration of the gradient curve at the discrete NPDSLSE for this

particular data using the hSJE–hCV bandwidths. The discrete NPDSLSE has two support points

(see Table 6.4), conforming well with the bimodality of the data. This is also the case with

hROT–hCV bandwidths.
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Figure 6.4: The gradient curve at the NPDSLSE for the Old Faithful geyser data using the hSJE–hCV

bandwidths. The dots on the x-axis are the support points of NPDSLSE.

6.5.2 SLC Activity Data

Roeder (1994) gave a finite mixture distribution analysis of the sodium-lithium countertrans-

port (SLC) activity data from 190 individuals. Her result suggests that a three-component

homoscedastic normal mixture model is plausible since it provides a good correspondence to

the genetic model consisting of three groups. The four density estimates are shown in Fig-

ure 6.5. Both KDE’s are nearly identical and tend to under-estimate regions of high density,

around the interval between 0.20 and 0.25. The DSE’s do not have the problem and provide

three-component normal mixtures as their solutions (see Table 6.4).
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DSE with hROT−hCV 
DSE with hSJE−hCV 
KDE with hSJE
KDE with hROT

Figure 6.5: Comparisons of density estimates: DSE vs. KDE with different automatic bandwidth
selection methods for the SLC activity data.

6.5.3 Swiss Bank Notes Data

The Swiss bank notes dataset taken from Flury and Riedwyl (1988) consists of six measurements

(in millimetres) made on 200 old Swiss 1000-franc bills of which 100 are authentic and 100

counterfeit. Here, we only consider the length of the image diagonal. Figure 6.6 shows four

density estimates with different bandwidth selection rules overlaid on the histogram of the data.

The KDE with hROT is apparently not a proper estimate, while the KDE with hSJE fits much

better to the data but still has the flattening effect. In contrast, the DSE works quite well and

performs robustly against different selection methods for h1. In addition, the two DSE’s are

simply three-component normal mixtures (see Table 6.4).
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Figure 6.6: Comparisons of density estimates: DSE vs. KDE with different automatic bandwidth
selection methods for the Swiss bank notes data.

6.6 Summary

For some data sets, there may exist parametric models that may turn out to be very suitable.

Using nonparametric models for density estimation provides the adaptivity and flexibility that

a parametric model lacks for an arbitrary data set. For nonparametric density estimation, we

recommend using the mixture-based nonparametric estimation as an alternative approach to the

popular kernel-based nonparametric estimation. Similar to kernel-based estimation, the mixture-

based approach uses bandwidth to control the density smoothness, but each density estimate

for a fixed bandwidth is determined by nonparametric disparity minimization, with bandwidth

selection via, say, the cross-validation method.
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As seen in this chapter, there are a variety of mixture-based density estimators that can be

chosen for practical applications. The NPMLE for nonparametric density estimation may not

perform the best in terms of reducing the MISE. When the true density has heavy tails, the

NPMLE may tend to provide accurate estimation in the tails, at the price of sacrificing the

accuracy around the areas with majority data. On the other hand, density estimates based

on the NPLSE and NPDSLSE are related to the MISE. As shown in the simulation study,

minimizing the least squares functional that incorporates the doubly-smoothing approach can

offer substantial bias reduction in density estimation and improve upon the KDE in terms of

the MISE.



Chapter 7
Density Estimation under a

k-monotonicity Constraint

7.1 Introduction

For continuous data, nonparametric smoothing methods, such as kernel-based methods and

roughness penalty methods, are popular tools for solving density estimation problems when one

has no prior information about the underlying density of interest and is reluctant to postulate

some parametric form for the density. Kernel-based density estimation and penalized estima-

tion, although prevalent, are known to have some non-trivial issues, especially with respect to

bandwidth or tuning parameter selection. In contrast, one can entirely annihilate the selection

difficulty at the price of imposing some shape restriction on the true density. This methodology

is generally known as shape-constrained nonparametric density estimation.

Plausible qualitative information about the density depending on specific applications in-

cludes monotonicity, unimodality, convexity or log-concavity. When estimating densities under

shape constraints, a natural requirement on the estimators is that they should meet the qual-

itative assumptions being made. Two common approaches to nonparametric estimation under

shape constraints are maximum likelihood and least squares. For nonparametric estimation of

univariate monotone, unimodal, convex and log-concave densities, we urge the interested reader

to see Grenander (1956), Wegman (1970), Groeneboom et al. (2001) and Dümbgen and Ru-

fibach (2009) respectively. For recent work on multivariate monotone and log-concave density

estimation, see Pavlides and Wellner (2010) and Cule et al. (2010) respectively. Of course, the

kernel-based approach is also viable in this context; see, e.g., Hall and Kang (2005) for uni-

modal density. Recently, Birke (2009) proposed using only kernel-based methods for estimating

monotone, convex and log-concave densities.

Nonparametric smoothing methods for discrete data are, by far, largely based on kernel-based

methods; see, e.g., Wang and Van Ryzin (1981), Aitken (1983), Rajagopalan and Lall (1995) and

Marsh and Mukhopadhyay (1999). More recently, Kokonendji et al. (2007) and Punzo (2010),

103
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respectively, introduced discrete triangular and discrete beta distributions and employed these

distributions to be smoothing kernels in discrete data smoothing. Alternative to the kernel-based

approach is the mixture-based approach to modeling count data considered by Simar (1976) and

Böhning and Patilea (2005), in which firstly a NPMLE of the mixing distribution in the non-

parametric mixture model is obtained. The corresponding mixture density is the nonparametric

estimate of the probability mass function. Nonetheless, literature on nonparametric smoothing

of discrete distributions subject to shape constraints is relatively sparse.

Essentially, three main concerns in this chapter are: (a) nonparametric estimation of k-

monotone densities, (b) nonparametric estimation of discrete k-monotone distributions, and (c)

application of discrete k-monotone models to estimating the number of species. Nonparametric

density estimation subject to a k-monotonicity constraint via the methods of maximum likelihood

and least squares has been recently introduced by Balabdaoui and Wellner (2010). From a

computational perspective, fitting a k-monotone density by least squares has not been properly

resolved. Because of the complicated characterization owing to the density constraint, they

actually considered an alternative optimization problem that is over the class of all k-monotone

functions, not densities. As a result, their (least squares) estimates may turn out to be not density

functions. In contrast, our mixture-based framework produces a density estimate directly.

In a recent work of Jankowski and Wellner (2009), the maximum likelihood estimator of a dis-

crete 1-monotone distribution is studied. Inspired by the work of Jankowski and Wellner (2009)

and Balabdaoui and Wellner (2010), we investigate nonparametric probability mass function

estimation subject to k-monotonicity constraint. Our aims are twofold: to extend the maximum

likelihood estimator of Jankowski and Wellner (2009), which corresponds to k = 1, beyond k = 1

and to provide a discretized version of nonparametric estimation of k-monotone densities. Fur-

thermore, we apply discrete k-monotone models to the estimation of species richness, providing

an alternative approach based on nonparametric mixtures to the literature. Empirical evidence

from numerical studies shows that species richness estimation via discrete k-monotone models

offers reasonable and stable solutions as compared with the other competitors.

7.2 Estimation of Continuous k-monotone Density Functions

This section briefly studies nonparametric estimation of a k-monotone density on (0,∞) for a

fixed integer k ≥ 1. An example is then used to demonstrate our mixture-based nonparametric

density estimators by maximum likelihood and least squares.

A density f is k-monotone on (0,∞) if and only if it is non-negative and (−1)af (a), for

all a = 0, . . . , k − 2, is nonincreasing and convex when k ≥ 2, and it is non-negative and

nonincreasing when k = 1. For example, the exponential density is k-monotone for any k ≥ 1.

It is clear that when k increases from 1 to ∞, the family of k-monotone densities become more

shrunken as extra restrictions on higher order derivatives of the density are added. In fact, the

family of 1-monotone (or ∞-monotone) densities is the union (intersection) of all these families

of k-monotone densities.
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Nonparametric estimation of a k-monotone density can be tackled from a mixture model

perspective. This is feasible owing to the k-monotone density admits a mixture representation

in which a mixing distribution enters into the specification of the model density. In other words,

a k-monotone density is expressible as a (nonparametric) mixture density. To be specific, there

exists a one-to-one correspondence between the family of k-monotone densities and the family of

scale mixture of beta distributions with parameters 1 and k having density fk0 (x) = k(1−x)k−1
+ ,

where (z)+ = max(z, 0). The nonparametric mixture representation of a k-monotone density is

fNM
k (x;G) =

∫ ∞
0

1

θ
fk0

(
x

θ

)
dG(θ)

=

∫ ∞
0

k(θ − x)k−1
+

θk
dG(θ),

where G is some distribution function on (0,∞). For example, when the standard exponential

density is considered as a k-monotone density, the true G is a gamma distribution with shape

parameter k+1 and scale parameter 1. When k = 1 (or k = 2), a k-monotone density corresponds

to a scale mixture of uniform (triangular) densities. When k =∞, a k-monotone density is called

completely monotone and can be represented by a scale mixture of exponential densities.

Nonparametric maximum likelihood estimation in families of densities under monotonicity,

convexity and completely monotonicity constraints can be traced back to the work of Grenander

(1956), Groeneboom et al. (2001) and Jewell (1982) respectively. Balabdaoui and Wellner (2010)

attempted to reconcile these closely related problems into a single framework of k-monotone

densities and proposed two estimators of a k-monotone density, namely the maximum likelihood

estimator and the least squares estimator.

Let x1, . . . , xn ∈ R be a random sample of size n from a k-monotone density on (0,∞). Our

nonparametric maximum likelihood problem of estimating the unknown mixing distribution G

in the k-monotone model is

maximize `k(G) =
n∑
i=1

log
{
fNM
k (xi;G)

}
subject to G is a distribution function on (0,∞).

In essence, this problem is the problem of estimating a k-monotone density. However, Balabdaoui

and Wellner (2010) formulated the problem of estimating a k-monotone density in a different

but more general way by considering the maximization of the “adjusted likelihood function”

defined as

L
{
fNM
k (Ġ)

}
=

∫ ∞
0

log
{
fNM
k (x; Ġ)

}
dF̂n(x)−

∫ ∞
0

fNM
k (x; Ġ) dx

over the space of all integrable k-monotone functions (not necessarily densities). Here, the

function (not necessarily a distribution function) Ġ is nondecreasing and bounded on (0,∞).
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They further noted that the problem is equivalent to maximizing

L̃(Ġ) = `k(Ġ)−
∫ ∞

0

fNM
k (x; Ġ) dx

over the space of bounded and nondecreasing functions Ġ on (0,∞). Interestingly, the maximiz-

ing function belongs to the space of distribution functions, and hence the maximum likelihood

estimator of a k-monotone density and the mixture-based density estimator associated with the

NPMLE are equivalent. Seregin (2010) showed that the discrete mixing probability measure

which defines the maximum likelihood estimator of a k-monotone density is unique, and further

proved that the maximum likelihood estimator itself is unique.

Nevertheless, there is a subtle but very important difference when it comes to least squares

estimation. Balabdaoui and Wellner (2010) considered minimizing the following least squares

criterion:

Q
{
fNM
k (Ġ)

}
=

1

2

∫ ∞
0

{
fNM
k (x; Ġ)

}2

dx− 1

n

n∑
i=1

fNM
k (xi; Ġ)

over the space of all square integrable k-monotone functions (not necessarily densities). For

k ≥ 3, the least squares estimator of a k-monotone density is not a genuine density estimator

in that it does not necessarily have total mass one. See Balabdaoui and Wellner (2010) for

theoretical results relating to existence, uniqueness and characterization of the least squares

estimator. In contrast, our nonparametric least squares estimation problem is defined as

minimize Qk(G) =

∫ ∞
0

{
fNM
k (x;G)

}2

dx− 2

n

n∑
i=1

fNM
k (xi;G)

subject to G is a distribution function on (0,∞).

Finally, we note that our mixture-based density estimator associated with the NPLSE is a finite

mixture of beta distributions.

Example 7.1. We apply the family of k-monotone distributions to model the distribution of

length of stay in hospital. In general, patient length of stay distributions are skewed to the

right and contain sparse observations in the tail domain. Containing 469 observations, the data

considered in this example represent the length of stay in days for patients in the geriatric

department of a hospital in London (Harrison and Millard, 1991), with the largest observation

being 24028 days. Finite mixtures of exponential distributions have been used to describe the

data; see, e.g., Congdon (2003) and Li and Chen (2010).

Figure 7.1 shows some examples of model fits to the data over some different intervals. In

particular, the left panel depicts some k-monotone densities at some fixed values of k based

on either the NPMLE or NPLSE. All these density estimates are remarkably close to each

other. We compare the 3-monotone density estimate based on the NPMLE with two parametric

fits from Li and Chen (2010). They are the two-component and three-component exponential

mixtures estimated by maximum likelihood. From the right panel, the 3-monotone and the
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three-component exponential mixture are comparable but seem to provide better fits than the

two-component exponential mixture.
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Figure 7.1: Some examples of k-monotone fits to the length of stay data (left). A comparison between
the 3-monotone fit and two parametric fits (right).

7.3 Estimation of Discrete k-monotone Distributions

In this section, a nonparametric approach to modeling discrete data based on the mixture-based

method is considered, which is very much alike to that of Simar (1976) and Böhning and Patilea

(2005). The major difference among these approaches is that the latter two, which employ the

Poisson and power series kernels respectively, do not guarantee monotonically decreasing density

(probability mass function) estimates.

7.3.1 Discrete Beta Distributions

As seen in the previous section, certain mixtures of continuous beta distributions have the

monotone decreasing (nonincreasing) property. Analogously, we shall introduce some discrete

beta distributions that preserve monotonicity, so as to be used as component densities in the

nonparametric mixture model.

The probability density function of the beta distribution of the first kind with scale parameter

ε, and shape parameters ξ and ζ is given by

f(x; ε, ξ, ζ) =
xξ−1(ε− x)ζ−1

εξ+ζ−1B(ξ, ζ)
, 0 < x < ε,

where ε, ξ, ζ > 0 and B denotes the beta function. The standard beta density of the first kind

equals f with ε = 1. Recently, Punzo and Zini (2011) defined a discrete analogue of the beta

distribution of the first kind. Their discrete version of the continuous beta distribution has a
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density function (with respect to counting measure) of the form:

p(x; ε, ξ, ζ) =
(x+ 1)ξ−1(ε+ 1− x)ζ−1∑ε
i=0(i+ 1)ξ−1(ε+ 1− i)ζ−1

, x ∈ X = {0, 1, . . . , ε}, (7.1)

where ξ, ζ ∈ R. According to Punzo and Zini (2011), because of the discrete beta distribution

has moments of any order and its shape parameters are unconstrained, it provides greater shape

flexibility than its continuous counterpart which demands constraints on the shape parameters

in order to ensure the existence of some moments. To illustrate the discrete beta distribution

indeed covers a wide range of shapes, we provide several plots for some different values of ξ and

ζ of the density (7.1) in Figure 7.2.
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Figure 7.2: Some examples of discrete beta densities (7.1) for selected values of ξ and ζ while fixing
ε at 100.
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For the purpose of nonparametric estimation of a monotone decreasing density on N0 =

{0, 1, 2, . . .}, we consider an extended subfamily of the discrete beta distributions (7.1). Specif-

ically, let ε + 1 = θ ∈ [1,∞), ξ = 1 and ζ = k ≥ 1. The density of the discrete monotone

decreasing beta (DMDB) distribution indexed by k is defined as

pk(x; θ) =
(θ − x)k−1

+∑bθc
i=0(θ − i)k−1

, x ∈ N0, (7.2)

where b·c denotes the floor function. The DMDB distribution becomes the discrete uniform and

discrete triangular distributions with k = 1 and k = 2 respectively. The limiting form of the

DMDB distribution as k →∞ is the Dirac distribution located at the origin because

lim
k→∞

pk(x; θ) = lim
k→∞

(
1− x

θ

)k−1

+∑bθc
i=0

(
1− i

θ

)k−1
=

{
1, x = 0,

0, x > 0.

Five representative densities of the DMDB distribution which have strictly decreasing proba-

bilities are shown in Figure 7.3. It can be seen that the probability mass on larger values are

shifted to the smaller values as k increases.

7.3.2 Discrete k-monotone Distributions

An interesting characteristic of a continuous k-monotone density is that it admits a mixture

representation, namely it can be written as a scale mixture of beta distributions with parameters

1 and k having density f0(x) = k(1−x)k−1
+ . In this thesis, we shall use the following definition of

a discrete k-monotone distribution. For a given finite value of k ∈ [1,∞), a discrete distribution

is said to be k-monotone if it is a mixture of DMDB distributions (7.2) with density as follows:

pNM
k (x;G) =

∫ ∞
1

(θ − x)k−1
+∑bθc

i=0(θ − i)k−1
dG(θ). (7.3)

Given k, the discrete k-monotone distribution (7.3) is specified up to an unknown infinite di-

mensional distribution function. When k = 1 (or k = 2), a discrete k-monotone distribution

corresponds to a mixture of discrete uniform (discrete triangular) distributions. When k →∞,

we define the limiting density pNM
∞ as

pNM
∞ (x;H) = lim

k→∞
pNM
k (x;G) =

∫ 1

0

ϑ(1− ϑ)x dH(ϑ), (7.4)

where H is some mixing distribution. Recall that the geometric distribution with success prob-

ability ϑ has density p(x;ϑ) = ϑ(1− ϑ)x for x ∈ N0, where 0 < ϑ ≤ 1. Hence, (7.4) is a mixture

of geometric distributions. The limiting case is established as follows. First, using θ = (k− 1)τ ,

we rewrite (7.3) as

pNM
k (x;G) =

∫ ∞
1

(θ − x)k−1
+∑bθc

i=0(θ − i)k−1
dG(θ) =

∫ ∞
1

k−1

{
1− x

(k − 1)τ

}k−1

+

dĞ(τ),
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Figure 7.3: Some DMDB densities (7.2) for different k-values with θ fixed at 10.

where

dĞ(τ) =
{(k − 1)τ}k−1 dG{(k − 1)τ}∑b(k−1)τc

i=0 {(k − 1)τ − i}k−1
.

Then, using

ex = lim
k→∞

(
1 +

x

k

)k
,
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we have

lim
k→∞

pNM
k (x;G) =

∫ ∞
0

e−
x
τ dĞ(τ)

=

∫ ∞
0

e−
x
τ∑∞

i=0 e
− i
τ

(
∞∑
i=0

e−
i
τ

)
dĞ(τ)

=

∫ 1

0

ϑ(1− ϑ)x dH(ϑ),

where dH(ϑ) = 1
ϑ

dĞ
{

1
log(1−ϑ)

}
. The last line is obtained by a change of variable 1− ϑ = e−

1
τ ,

which leads to

∞∑
i=0

e−
i
τ =

∞∑
i=0

(1− ϑ)i =
1

ϑ
.

We remark that there exist different types of definition of a k-monotone distribution in the

literature. Using the definition of a k-times monotonic (or monotonic of order k) sequence (see

Lorch et al., 1970), one can also define a discrete k-monotone distribution. Let k be a positive

integer. A discrete probability distribution {px} on N0 is said to be k-monotone if (−1)a∆apx ≥ 0

for all a = 1, 2, . . . , k and x ∈ N0, where ∆ is the forward difference operator and the ath order

differences are given by

∆apx =
a∑
i=0

(
a

i

)
(−1)ipx+a−i.

If k = ∞, {px} is called completely monotone. From the above definition, it is clear that k-

monotonicity implies k′-monotonicity for all k′ ≤ k. As an example, consider the geometric

distribution. It is a discrete completely monotone distribution since it is k-monotone for any

k ≥ 1. To see this, using the binomial identity

(x+ y)a =
a∑
i=0

(
a

i

)
xa−iyi,

where a, i ∈ N0, we have

(−1)a∆apx = (−1)a
a∑
i=0

(
a

i

)
(−1)iϑ(1− ϑ)x+a−i

= (−1)aϑ(1− ϑ)x
a∑
i=0

(
a

i

)
(−1)i(1− ϑ)a−i

= ϑ(a+1)(1− ϑ)x

≥ 0

for all a = 1, 2, . . . ,∞, x ∈ N0 and ϑ ∈ (0, 1]. In fact, the discrete completely monotone

distribution can be represented by a mixture of geometric distributions; see, e.g., Steutel (1969)
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and Steutel and van Harn (2004). Similar to the continuous case, when k increases from 1 to

∞, the family of discrete k-monotone distributions become more shrunken as more restrictions

on higher order differences of the density are assumed. Furthermore, the family of discrete 1-

monotone (or discrete∞-monotone) distributions is the union (intersection) of all these families

of discrete k-monotone distributions.

Also, there is another notion of monotonicity, generally referred to as α-monotonicity, in the

literature; see, e.g., Steutel (1988), Alzaid and Al-Osh (1990) and Alamatsaz (1993). According

to the discrete α-monotonicity introduced in Steutel (1988), a discrete distribution {px} on N0

is α-monotone if and only if (x+ α)px ≥ (x+ 1)px+1 for any x ≥ 0, where α > 0.

7.3.3 Difficulties in Estimating Discrete k-monotone Models

Suppose we have a random sample x1, . . . , xn ∈ N0 from a discrete distribution. Given a finite

value of k ∈ [1,∞), the NPMLE Ĝ of G in the discrete k-monotone model is the solution to the

following nonparametric maximum likelihood problem:

maximize `k(G) =
∑
y∈N0

ny log
{
pNM
k (y;G)

}
subject to G is a distribution function on [1,∞),

with ny =
∑n

i=1 Iy(xi), where I denotes the indicator function and y ∈ N0. We call {ny : y ∈ N0}
the set of observed counts. In the context of nonparametric maximum likelihood estimation of

a discrete k-monotone model, the gradient function is given by

d`k(θ;G) =
∑
y∈N0

ny

{
pk(y; θ)

pNM
k (y;G)

− 1

}
.

The problem of estimating G is that a unique solution does not always exist in the sense

that given k, there exist Ĝ1 and Ĝ2, where Ĝ1 6= Ĝ2, such that pNM
k (y; Ĝ1) = pNM

k (y; Ĝ2) for

all y with ny 6= 0. Put it another way, pNM
k (xi; Ĝ1) = pNM

k (xi; Ĝ2) for all i = 1, . . . , n does not

mean Ĝ1 = Ĝ2. We observe that the nonuniqueness of Ĝ occurs when the gradient function is

identically zero over some interval(s) in [1,∞). This can happen when, e.g., the model yields a

perfect fit to the data, i.e., the estimated and observed probabilities are identical, and there is

an exact fit in the neighbourhood of the origin. While for k > 2, the problem most likely does

not occur, it tends to be severe for small values of k. Although Ĝ may be nonunique, the fitted

probabilities at those distinct sample values are unique owing to the uniqueness of the mixture

maximum likelihood estimate.

Another difficulty associated with discrete k-monotone models is the choice of k when it is

treated as a tuning parameter. A smaller value of k provides a better fit but reduces the amount

of “smoothness” than a larger value of k. Joint estimation of mixing distribution and tuning

parameter via the method of maximum likelihood will unfortunately always have k̂ = 1 as a

solution because the family of discrete 1-monotone distributions is the largest. We note that
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there may exist different discrete k-monotone models corresponding to different values of k that

fit the data perfectly. A possible solution to this problem would be first to repeatedly fix a

k-value while estimating G and then select k based on some model selection criterion such as

the AIC.

Example 7.2. We apply the discrete k-monotone family to a set of count data from an insurance

company, which was previously studied by, e.g., Simar (1976) and Böhning (2000) using a non-

parametric Poisson mixture model. The non-zero observed counts n0 = 7840, n1 = 1317, n2 =

239, n3 = 42, n4 = 14, n5 = 4, n6 = 4 and n7 = 1 represent the frequencies of the number of ac-

cident claims. The purpose of this example is two-fold: first, to demonstrate the nonuniqueness

problem of the NPMLE, and second, to compare the AIC-selected discrete k-monotone model

with the fitted Poisson mixture model.

By setting k = 2, the NPMLE is not unique and we only provide two solutions here (see

Table 7.1). The gradient curve at two NPMLE’s is shown in Figure 7.4. Also, from Table 7.1, we

see that the estimated probabilities at the non-zero observed counts based on different NPMLE’s

are identical.

Table 7.1: Illustration of the nonuniqueness problem associated with a discrete 2-monotone model.

NPMLE π̂ θ̂

Ĝ1 (0.575, 0.279, 0.107, 0.020, 0.012, 0.002, 0.005)> (1.000, 2.000, 3.000, 4.000, 5.000, 7.000, 8.000)>

Ĝ2 (0.508, 0.295, 0.158, 0.020, 0.012, 0.002, 0.005)> (1.000, 1.531, 2.511, 4.000, 5.000, 7.000, 8.000)>

y 0 1 2 3 4 5 6 7

pNM
2 (y; Ĝ1) 0.8287 0.1392 0.0253 0.0044 0.0015 0.0005 0.0003 0.0001

pNM
2 (y; Ĝ2) 0.8287 0.1392 0.0253 0.0044 0.0015 0.0005 0.0003 0.0001

Since k is unknown, we employ the AIC for assessing the fit of different k-monotone models.

The chosen model is the 9-monotone model with 3 components and it is compared with the Pois-

son mixture model in Table 7.2. Both models yield extremely similar maximized log-likelihood

values and provide very good fit to the data, but the 9-monotone model is preferred on the basis

of parsimony.

Table 7.2: A comparison of Poisson mixture and discrete 9-monotone models for the accident data.

Model π̂ θ̂ AIC

Poisson mixture (0.410, 0.105, 0.477, 0.008)> (0.000, 0.233, 0.353, 2.562)> 10695.407
Discrete 9-monotone (0.220, 0.741, 0.039)> (1.000, 5.777, 14.502)> 10693.410

y 0 1 2 3 4 5 6 7

Observed proportion 0.8287 0.1392 0.0253 0.0044 0.0015 0.0004 0.0004 0.0001
Poisson mixture 0.8287 0.1392 0.0252 0.0045 0.0014 0.0006 0.0003 0.0001

Discrete 9-monotone 0.8287 0.1392 0.0252 0.0045 0.0014 0.0006 0.0003 0.0001

7.4 The Species Problem

Estimating species richness or the number of species in a population has important implications

for biodiversity management and conservation in ecology. This estimation problem is often
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Figure 7.4: Gradient curves at two NPMLE’s, with their support points shown as solid points.

called the “species problem”. The term “species” is given numerous meanings, and the problem

is not specific to ecology and occurs in other fields such as biology, genetics, linguistics, software

reliability; see, e.g., Chao (2005). While there are numerous approaches to the estimation of

species richness, we only study mixture-based nonparametric approaches in this thesis. The

reader is referred to Bunge and Fitzpatrick (1993) and Mao and Colwell (2005) for various

methods of estimation.
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7.4.1 The Likelihood

Let N denote the unknown number of species in a closed population, with N finite. Suppose

we have a single sample of individuals from the population. For i = 1, . . . , N , let xi denote the

observed abundance of species i, obtained by counting how many individuals in the sample who

belong to the ith species. Thus, it is also referred to by the name frequency. Note that xi = 0

implies that species i has zero contribution in terms of the number of individuals to the sample,

and hence this particular species is not observable in the sample.

To summarize or “reduce” the frequency data, let ny =
∑N

i=1 Iy(xi), where y ∈ N1 = N0\{0},
denote the number of species that contributes exactly y individuals to the sample. Similarly, we

call {ny : y ∈ N1} the set of observed counts. Species richness estimation refers to the estimation

of N based on the counts. The total number of observed species in the sample is therefore given

by n =
∑

y∈N1
ny.

For modeling the frequency-count data, one can consider a mixture model. Under mixture

modeling, each species has its own mixing parameter, which can be regarded as the population

parameter. For instance, the mixing parameter in the Poisson mixture model can be inter-

preted as the mean abundance parameter. It is assumed that these N mixing parameters can be

described by N independent and identically distributed random variables with some unknown

distribution. This distribution is called the distribution of mixing parameters. If it is a degener-

ate one, then all species have the same mixing parameter value and the population is said to be

homogeneous. Homogeneity assumption always does not hold in real applications. For coping

with heterogeneity, mixture models are highly valuable.

If we assume that the set of observed species abundances is a random sample from a discrete

mixture distribution indexed by a nonparametric G, then {ny : y ∈ N0} is a random sample

from a multinomial distribution with density function given by

p(n0, n1, . . . ;N,G) =
N !∏

y∈N0
ny!

∏
y∈N0

{pNM(y;G)}ny ,

where pNM(y;G) denotes the density of the nonparametric discrete mixture distribution. Since

n0 can be replaced with N −n, the full likelihood of {ny : y ∈ N1} as a function of the unknown

(N,G) is given by

L(N,G) =
N !

(N − n)!
∏

y∈N1
ny!
{pNM(0;G)}N−n

∏
y∈N1

{pNM(y;G)}ny . (7.5)

Note that only the non-zero observed counts have actual contribution to the full likelihood. Also,

note that (7.5) is the likelihood of a semiparametric model in which a scalar parameter N and

a functional parameter G are subject to estimation.

A pattern that is often noticeable in the frequency-count data is the presence of relatively

large amounts of rare species but small amounts of abundant species. According to Barger and

Bunge (2010), all existing estimation methods are affected by sparse observations in the right tail.

Typically, a right truncation point τ splitting the data into rare species and abundant species
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groups is chosen. Then, the abundant species group or the observed counts beyond τ are initially

ignored in the estimation, i.e., the initial estimation of N is solely based on {ny : y = 1, . . . , τ}.
Finally, the total number of abundant species is added to that point estimate of N . See also

Bunge and Barger (2008) and Wang and Lindsay (2005).

We offer a proposal for handling high frequency or abundance counts, since completely ignor-

ing the abundant species group may cause severe bias to the resulting estimate of N . Basically,

we modify the full likelihood function to account for the total number of abundant species.

Rather than ignoring those abundant counts, we group them into a single count, say, at τ+. Let

nτ+ denote the total number of observed counts beyond τ , namely nτ+ = n −
∑τ

y=1 ny. Now,

the full likelihood function is given by

Lg(N,G) =
N !∏τ+
y=0 ny!

τ+∏
y=0

{pNM(y;G)}ny (7.6)

=
N !

(N − n)!
∏τ+

y=1 ny!
{pNM(0;G)}N−n

τ+∏
y=1

{pNM(y;G)}ny

=
N !

(N − n)!
∏τ+

y=1 ny!
{pNM(0;G)}N−n

τ∏
y=1

{pNM(y;G)}ny
{

1−
τ∑
y=0

pNM(y;G)

}nτ+

.

Sanathanan (1972) showed that (7.5) can be decomposed into two parts as follows:

L(N,G) ≡ Lm(N,G)× Lc(G)

=
N !

(N − n)!n!
{pNM(0;G)}N−n{1− pNM(0;G)}n × n!∏

y∈N1
ny!

∏
y∈N1

{
pNM(y;G)

1− pNM(0;G)

}ny
,

where Lm(N,G) is the marginal likelihood of n and Lc(G) the conditional likelihood of {ny :

y ∈ N1} given n. Note that the set of cell probabilities in the conditional likelihood actually

forms a zero-truncated mixture distribution, implying that conditioning on n, the observed

species abundances are a set of observations from a zero-truncated mixture distribution. In the

context of species richness estimation, G can be viewed as a nuisance distribution and most

of the information about G can be gained from Lc(G). Thus, there are basically two different

likelihood-based approaches to N estimation, one is based on the full likelihood and the other

is based on the conditional likelihood, as discussed in the next section.

7.4.2 Conditional and Unconditional Approaches

To estimate the number of species, we describe the conditional and unconditional approaches

each utilizing a different likelihood in this section. While the conditional approach is commonly

used, it possesses an obvious limitation, i.e., the N estimate could be ∞. Accordingly, the

unconditional approach appears to have a clear advantage over the conditional approach.

The conditional approach is a two-stage procedure for species richness estimation, in which

the best fitting model to the truncated data is first obtained and then an extrapolation is made

to predict N on the basis of the best fitting model and the observed species richness. Specifically,
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this approach first seeks the NPMLE, which we call the conditional NPMLE Ĝc, from Lc(G).

Then, since Lm(N,G) is a binomial likelihood, given Ĝc, the integer-valued maximum likelihood

estimator of N from Lm(N, Ĝc) is given by N̂c = bn/{1− pNM(0; Ĝc)}c. See Sanathanan (1972,

1977). Also, n/{1 − pNM(0; Ĝc) is known as the Horvitz–Thompson estimator of N (Böhning

and Schön, 2005).

The unconditional approach, on the other hand, searches for the estimates N̂u (an integer)

and Ĝu that jointly maximize the full likelihood function (7.5). We shall refer to Ĝu as the

unconditional NPMLE. Again, see Sanathanan (1972, 1977). In addition, Wang and Lindsay

(2005) noted that if (N̂u, Ĝu) maximizes the full likelihood, then N̂u = bn/{1 − pNM(0, Ĝu)}c.
Thus, for estimating species richness, both approaches can be considered similar in the sense

that a NPMLE (conditional or unconditional) is first estimated and then the estimate of N can

be easily obtained.

Because it is computationally simpler to maximize the conditional likelihood than the full

likelihood, conditional estimation of parametric and nonparametric mixture models for observed

species abundance distributions is widely employed in the literature. For example, Bunge and

Barger (2008) considered a variety of parametric mixture models for the frequency-count data

and obtained the model parameter estimates based on conditional maximum likelihood estima-

tion. In particular, they reported some promising results by using finite mixtures of geometric

distributions.

7.5 Species Richness Estimation via Nonparametric Poisson Mixtures

Parametric and nonparametric Poisson mixture models are almost exclusively used for estimat-

ing the species richness. The main difference between these models is that in the former, a

parametric form of the distribution of mixing parameters is assumed, whereas in the latter, this

unknown distribution is modeled using a nonparametric mixing distribution. Nevertheless, both

assume that the distribution of observed species abundances differ from the distribution of mix-

ing parameters owing to Poisson sampling errors only. This implies that the observed species

abundances are not generated from the distribution of mixing parameters, but from some Pois-

son mixture distribution. Accordingly, a Poisson mixture distribution is appropriate to model

the observed species abundance distribution.

In the conditional approach, the model becomes the zero-truncated nonparametric Poisson

mixture model. This was investigated by Böhning and Schön (2005). For estimating the con-

ditional NPMLE Ĝc, they proposed a nested EM algorithm for fitting zero-truncated mixture

distributions to the frequency-count data. To obtain the estimate of N , the authors considered

the Horvitz–Thompson estimate given by N̂∗c = n/{1 − pNM(0; Ĝc)}. Recently, Böhning and

Kuhnert (2006) demonstrated that for the problem of conditional maximum likelihood estima-

tion of species richness, one can directly work with a mixture of zero-truncated distributions

rather than a zero-truncated mixture distribution (see also Mao and Lindsay, 2007). These two

models produce the same estimates of N and G. By reparametrizing a zero-truncated mixture

distribution indexed by G (G-parametrization) into a mixture of zero-truncated distributions
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indexed by H (H-parametrization), the problem of computing the conditional NPMLE can be

solved in a more elegant way.

Species richness estimation via nonparametric Poisson mixture models based on the uncondi-

tional approach was first considered by Norris and Pollock (1998). A time-consuming algorithm

was used by the authors in which the unconditional estimates N̂u and Ĝu are found by max-

imizing the profile likelihood function of N . To be specific, for a sequence of fixed N integer

values, L(N,G) is maximized over G for each N value, one at a time. Then (N̂u, Ĝu) is the pair

that maximizes the profile likelihood L(N, ĜN) over N , where ĜN is the NPMLE for a given

N . Recently, Wang (2011) provided an implementation of the algorithm of Böhning and Schön

(2005) for computing the unconditional estimates of N and G. In practice, the algorithm can

be very slow in some instances.

7.5.1 The Boundary Problem and Instability Issue

Despite being a popular means of modeling count distributions, the nonparametric Poisson

mixture model has some non-trivial practical difficulties in the context of N estimation. Caused

by the NPMLE, the difficulties include the boundary problem and instability issue (Wang and

Lindsay, 2008); see also Wang and Lindsay (2005) and Kuhnert et al. (2008). Accordingly, the

N estimator is likely to have a large positive bias.

The boundary problem refers to the problem that arises in N estimation due to a phenomenon

associated with the NPMLE. In practice, it is frequently observed that the NPMLE tends to

include the boundary point of the parameter space into its support set. Consider the conditional

estimation of N in which the mixing distribution in the mixture of zero-truncated Poisson

model is defined on (0,∞). If the boundary point 0 is excluded, the NPMLE could never be

attained, since this violates the compactness assumption needed to guarantee the existence of

the NPMLE. Including it, however, could cause a severe consequence for the estimate of N .

Often, the NPMLE puts some probability mass at the origin or near it, and hence the estimate

of N reaches ∞ or is highly inflated. On the other hand, the origin is a legitimate boundary

point in the unconditional approach. However, a terrible over-estimation of N could occur if the

NPMLE happens to place a high probability mass in the neighbourhood of the origin. Thus,

the estimate of N based on the NPMLE has an instability issue. These provide the motivation

for penalized approach that penalizes the conditional likelihood, as put forward in Wang and

Lindsay (2005) and Wang (2010a). In fact, the unconditional estimate of N can be regarded

as being equivalent to the solution from using a specific penalty function on the conditional

likelihood.

7.6 Species Richness Estimation via Discrete k-monotone Models

Generally speaking, the observed species abundance distribution or frequency-count data are

right-skewed, often with the highest count at y = 1. To provide an adequate fit to such a

distribution, the nonparametric family of Poisson mixture distributions does not seem to be
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a strong candidate. Even if it is suitable for modeling the frequency-count data, it can still

perform badly in estimating the number of species as generally the NPMLE would consist of

some very small mixing parameter value, leading to an over-estimation of N . Furthermore, the

nonparametric Poisson mixture density might not be able to smooth the tail of the observed

species abundance distribution appropriately in the case of the presence of some large outlying

frequencies. More important, while it is convenient to assume Poisson sampling errors for count

data, as with normal sampling errors for continuous data, the assumption might not be correct

in every situation.

We propose a new nonparametric family of mixture distributions for estimating species rich-

ness, i.e., the discrete k-monotone models. We are most interested in values of k ≥ 2. Given k,

the discrete k-monotone model assumes that the observed species abundances are independent

DMDB observations and that the mixing parameters follow an unspecified mixing distribution

G. The two likelihood-based approaches to N estimation are described below.

First, we describe the conditional approach. Conditioning on the observed species richness

n, the frequency-count data are assumed to arise from a zero-truncated discrete k-monotone

distribution pNM
k (x;G)/{1− pNM

k (0;G)}. We modified the nested EM algorithm of Böhning and

Schön (2005) for maximizing a zero-truncated likelihood, by replacing the EM algorithm in the

E-step with the CNM algorithm. The algorithm is outlined as follows:

Algorithm 7.1 (CNM-ZT). Set s = 0. From an initial estimate N̂0, repeat the following steps.

Step 1 (E-step): compute the NPMLE Ĝs+1 in (7.3) via the CNM algorithm based on the

complete set of observed counts {N̂s − n} ∪ {ny : y ∈ N1}.

Step 2 (M-step): compute N̂s+1 = n/{1− pNM
k (0; Ĝs+1)}. Set s = s+ 1. If converged, stop.

This algorithm can be quite slow for computing the conditional NPMLE Ĝc. With the availability

of Ĝc, the final integer-valued estimate of N is found by N̂c = bn/{1− pNM
k (0; Ĝc)}c. As shown

below, we remark that while the E-step maximizes the profile likelihood of N , the M-step does

not maximize the profile likelihood of G. Hence, this algorithm does not maximize the full

likelihood as noted by Böhning and Schön (2005).

Consider the binomial distribution with parameters N and p. Given p, the binomial likelihood

of a single observation n as a function of N is given by

L(N) =
N !

(N − n)!n!
pN−n(1− p)n, N ≥ n.

If n/(1− p) is not an integer, then N̂ = bn/(1− p)c is the unique integer that maximizes L(N).

Otherwise, there exist two integer maximizers. When N is considered as a positive real, the

binomial likelihood can be written as

L∗(N) ∝ Γ(N + 1)

Γ(N − n+ 1)
pN−n

= N(N − 1) · · · (N − n+ 1) pN−n, N > n− 1,
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where the factorial of positive reals is taken care of by the gamma function Γ. Assume that

N̂∗ is the unique solution that maximizes L∗(N). Suppose we are given a value of p such that

N̂∗ ≥ n. Then, from L∗(N̂∗) > L∗(N̂∗+ 1) and L∗(N̂∗) > L∗(N̂∗− 1), a simple calculation leads

to

n

1− p
− 1 < N̂∗ <

n

1− p
.

Thus, n/(1 − p) is obviously not a maximum likelihood estimator with respect to the binomial

likelihood L∗(N) for a fixed p. Note that we can define bn/(1−p)c as the integer that maximizes

L∗(N).

Alternatively, one can reparametrize a zero-truncated discrete k-monotone density into a

mixture of zero-truncated DMDB densities. The density of a zero-truncated DMDB distribution

is given by

pZT
k (x; θ) =

(θ − x)k−1
+∑bθc

i=1(θ − i)k−1
, x ∈ N1, (7.7)

where θ ∈ (1,∞). Compared with (7.2), note that the parameter space is no longer including

the boundary point 1. Now, consider the mixing distribution H defined as

H(θ) =

{
1− θk−1/

∑bθc
i=0(θ − i)k−1

}
G(θ)∫ ∞

1

{
1− ϑk−1/

bϑc∑
i=0

(ϑ− i)k−1

}
dG(ϑ)

.

Then, the density of a mixture of zero-truncated DMDB distributions is given by

pZT,NM
k (x;H) =

∫ ∞
1

pZT
k (x; θ) dH(θ) =

pNM
k (x;G)

1− pNM
k (0;G)

. (7.8)

From (7.8), we see the equivalence between a zero-truncated discrete k-monotone distribution

and a mixture of zero-truncated DMDB distributions. The conditional NPMLE Ĥc can be easily

and quickly found by the CNM algorithm, and to obtain the conditional NPMLE Ĝc, we use

the following identity:

G(θ) =

{
1− θk−1/

∑bθc
i=0(θ − i)k−1

}−1

H(θ)∫ ∞
1

{
1− ϑk−1/

bϑc∑
i=0

(ϑ− i)k−1

}−1

dH(ϑ)

.

Nonetheless, the estimate of N can be calculated directly from the conditional NPMLE Ĥc as

follows:

N̂c = bn{1 + f(Ĥc)}c, (7.9)
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where f(H) is the odds parameter given by

f(H) =

∫ ∞
1

θk−1∑bθc
i=1(θ − i)k−1

dH(θ) =
pNM
k (0;G)

1− pNM
k (0;G)

.

Now, we consider the unconditional maximum likelihood estimation, which is a less used

approach toN estimation mainly due to its computational complexity. We substitute the discrete

k-monotone density (7.3) for the nonparametric discrete mixture density in (7.5). Although N

is naturally a positive integer, we shall consider extending N values to positive real numbers.

With this slight extension, the unconditional approach now finds N̂∗u (generally not an integer)

and Ĝ∗u such that the full likelihood is maximized. For computing the pair (N̂∗u , Ĝ
∗
u), we use the

CNM-MS algorithm. If one really wants an integer solution, then one can compare the profile

likelihood L(N, ĜN) at N = bN̂∗uc and N = bN̂∗uc+1 and set N̂u equal to the one that maximizes

the profile likelihood of N (Blumenthal and Dahiya, 1981). This can be also easily achieved by

the CNM-MS algorithm. Nevertheless, for simplicity, we just declare bN̂∗uc as the final estimate,

since the difference, if any, between N̂u and bN̂∗uc is at most one. One may also simply adopt

bn/{1− pNM
k (0; Ĝ∗u)}c as the integer-valued maximum likelihood estimate of N ; see also Fewster

and Jupp (2009) which deals with a vector parameter rather than a mixing distribution.

7.6.1 Advantage and Concern

As seen in Section 7.5.1, the boundary problem and instability issue would limit the usage of

nonparametric Poisson mixture model for estimating N based on the conditional and uncon-

ditional NPMLE’s. In contrast, the NPMLE in the discrete k-monotone model does not pose

any significant alarm or concern for estimating species richness, and indeed, it is able to pro-

vide practical and reasonable results. The boundary problem initially seems unavoidable with

discrete k-monotone models. For (7.2), note that

lim
θ→1

pk(x; θ) = lim
θ→1

(θ − x)k−1
+∑bθc

i=0(θ − i)k−1
=

{
1, x = 0,

0, x ∈ N1,

lim
θ→1

d`k(θ; Ĝ) = lim
θ→1

∑
y∈N0

ny

{
pk(y; θ)

pNM
k (y; Ĝ)

− 1

}
=

n0

pNM
k (0; Ĝ)

− (n0 + n).

Since d`k(θ; Ĝ) ≤ 0 for all θ, it follows that pNM
k (0; Ĝ) ≥ n0/(n0 + n). Assume that Ĝ is unique.

If Ĝ has a non-zero mass at 1, then the equality holds; otherwise, the inequality is strict.

Using the same arguments but in the zero-truncated context, it can be shown that for (7.7),

pZT,NM
k (1; Ĥ) ≥ n1/n. If θ = 1 is a support point of Ĥ, then pZT,NM

k (1; Ĥ) = n1/n. Also, when

this happens, a serious consequence is that N̂c (7.9) explodes to ∞ in the conditional approach.

Actually, in the conditional approach, we can restrict H to be a mixing distribution on

Θ = [2,∞) without affecting the maximized conditional likelihood value, by noting that the

mixture of zero-truncated DMDB model is clearly not identifiable with Θ = (1,∞). Thus, the

NPMLE in the discrete k-monotone model does not have the boundary problem, thanks to the
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structure of the DMDB component density. On the other hand, in the unconditional approach,

the point estimate of N based on the NPMLE in the discrete k-monotone model appears to

suffer not at all from the instability issue, as compared with that in the nonparametric Poisson

mixture model, on the basis of our empirical evidence. This is possibly due to some shape

restrictions are implicitly imposed by discrete k-monotone models. The role of k can be seen

as a penalty for the number of mixture components. For a given data set, specifying a larger

k-value tends to reduce the number of support points, and in the meantime this typically pushes

the support points away from the left boundary point. We also remark that a larger k-value

does not necessarily produce higher fitted probability at the origin. In other words, the estimate

of N does not always exhibit a monotonic increase with increasing k.

With the discrete k-monotone model, a more direct concern is that the NPMLE may be not

unique, which is problematic, especially when k = 2. We investigate the effect of nonuniqueness

of mixing distribution estimates on the estimate of the number of species. Computationally, it is

more efficient to work with the conditional likelihood under a H-parametrization rather than a

G-parametrization. From (7.9), the problem of N estimation is indeed equivalent to the problem

of estimating the odds parameter f, which is a linear functional of H. If the conditional NPMLE

Ĥc is not unique, then it is possible that the nonuniqueness result be transferred to the odds

parameter. Mathematically, this is expressed as follows:

f(Ĥc,1) 6= f(Ĥc,2), pZT,NM
k (y; Ĥc,1) = pZT,NM

k (y; Ĥc,2) for all y ∈ N1 with ny 6= 0.

Consequently, under the H-parametrization, it is possible to obtain different estimates of N for

a particular set of data. In contrast, in order to totally eliminate the nonuniqueness problem

of the estimate of N , working with the G-parametrization is a possible solution. With some

appropriate starting value for N̂0 in the CNM-ZT algorithm, this approach offers the unique

lower bound estimate of N , since the fitted probability at zero is uniquely determined in the

M-step. For the unconditional maximum likelihood estimation of species richness, although the

nuisance mixing distribution estimate might be not unique, the integer solution N̂u is unique

provided that bN̂∗uc and bN̂∗uc+ 1 do not have the same maximized profile likelihood value.

7.7 Monte Carlo Study

Here, we investigate the unconditional maximum likelihood approach to species richness esti-

mation, mainly for reasons of the unconditional NPMLE approach is rarely considered in the

literature and the availability of fast algorithm for computing the unconditional estimates. Most

important, the estimate of N does not inflate to ∞.

We study three different nonparametric families of mixture distributions. Certainly, non-

parametric Poisson mixtures and discrete k-monotone models are to be compared. Further, we

include the Poisson-compound gamma model. In fact, Wang (2010a) introduced this model for

estimating the number of species based on the penalized conditional estimation. The density of
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such a distribution is given by

pNM
γ (x;G) =

∫ ∞
0

yx exp (−y)

x!
dǦγ(y)

=

∫ ∞
0

∫ ∞
0

yx exp (−y)

x!

1

Γ(γ)

(γ
θ

)γ
yγ−1 exp

(
−γy
θ

)
dy dG(θ)

=

∫ ∞
0

Γ(γ + x)

x!Γ(γ)

(
γ

θ + γ

)γ (
1− γ

θ + γ

)x
dG(θ), (7.10)

where γ > 0. From (7.10), we see that the Poisson-compound gamma distribution is essentially

the nonparametric negative binomial mixture distribution. While the discrete k-monotone dis-

tribution is indexed by k, the Poisson-compound gamma distribution is indexed by γ. When

γ = 1 and γ → ∞, the Poisson-compound gamma model is equivalent to, respectively, the

nonparametric geometric and Poisson mixture models. We note that a larger γ value does not

necessarily correspond to a larger estimate of N .

Table 7.3 lists the three component distributions, namely Poisson, negative binomial and

geometric, used in this Monte Carlo study. Data sets are generated from six two-component

mixture models. The mass functions corresponding to the six settings are depicted in Figure 7.5.

The two-component Poisson mixture models were used in the simulation study of Wang (2010a).

In fact, all these settings provide favorable situations for nonparametric Poisson mixture and

Poisson-compound gamma models, since all two-component mixtures belong to the family of

Poisson mixture distributions. For each setting, counts (including those with zero occurrences,

although eventually being truncated) are constructed from N = 1000 generated frequencies.

Table 7.3: Component distributions for the Monte Carlo study.

Distribution Notation Mass Function Parameters

Poisson Pois(θ) θx exp(−θ)
x! θ > 0

Negative binomial Nbin(γ, θ) Γ(γ+x)
x!Γ(γ)

(
γ
θ+γ

)γ (
1− γ

θ+γ

)x
γ > 0, θ > 0

Geometric Geom(θ) θ(1− θ)x θ ∈ (0, 1]

To select the tuning parameters γ and k, we employ the AIC selection criterion. For Poisson-

compound gamma models, the values tabulated in Table 7.4 are considered as the grid points

for AIC evaluation of model adequacy. We use the results for the fitted nonparametric Poisson

mixture model when γ = ∞. On the other hand, for discrete k-monotone models, the grids

over which the models are fitted are identical except that we omit the first two values and start

from 2 (actually 2.01 is used in order to lessen the nonuniqueness problem). When k = ∞, we

reparametrize it as (7.10) with γ = 1.

Following Wang and Lindsay (2005), the performance measures used for gauging the relative

performance of nonparametric discrete mixtures are the sample mean (N̄), median (Ñ), standard

deviation (s), root mean squared error (RMSE), mean absolute error (MAE) and the central

95% percentile interval (95%), each computed from 200 Monte Carlo estimates N̂∗u obtained via

the CNM-MS algorithm.
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Figure 7.5: Six different data generation settings considered in the Monte Carlo study.

As evident from Table 7.5, the overall superior performance of using discrete k-monotone

models for species richness estimation is reflected in the closeness of the statistics (N̄ and Ñ)

to the true N , lower sample standard deviation and error scores, and a narrower central 95%

interval of the sampling distribution of N estimator, for almost all but the last setting. In the

last setting, the 95% interval associated with the DMDB mixture model spans a relatively large

range as compared with that with the Poisson mixture model. Nevertheless, it is also clear

that in this setting species richness estimation via the nonparametric Poisson mixture tends to

sacrifice a large portion of bias in order to reduce the variance of N estimator.

Apparently, from the simulation study, our proposal of using discrete k-monotone models,

coupled with the AIC selection criterion, has the merit of offering reasonable and stable solutions

in the context of estimating the number of species.
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Table 7.4: The grid points used for AIC evaluation of model adequacy in the Monte Carlo study.

1 1.5 2 2.5 3 3.5 4 4.5 5 5.5
6 6.5 7 7.5 8 8.5 9 9.5 10 −
11 12 13 14 15 16 17 18 19 20
21 23 25 27 29 31 33 35 37 39
41 45 49 53 57 61 65 69 73 77
81 89 97 105 113 121 129 137 145 153
161 177 193 209 225 241 257 273 289 305
321 353 385 417 449 481 513 545 577 609
641 705 769 833 897 961 1025 1089 1153 ∞

Table 7.5: Comparison of overall results for nonparametric mixture models in the context of species
richness estimation. The true value of N is 1000 for all settings.

Mixture Model N̄ Ñ s RMSE MAE 95%

0.8 Pois(0.2) + 0.2 Pois(1.3)

Poisson 3453.65 1033.56 6641.86 7064.99 2716.46 (551.34, 25756.18)
Negative binomial 3704.83 879.30 8370.86 8777.07 3004.96 (544.26, 29967.06)

DMDB 938.45 864.66 413.66 417.19 244.35 (602.77, 1791.73)

0.89 Pois(0.5) + 0.11 Pois(6.7)

Poisson 1124.69 1051.48 301.78 325.82 161.67 (897.24, 2085.14)
Negative binomial 1103.88 1042.07 275.77 294.04 140.27 (896.93, 1833.56)

DMDB 1000.75 978.61 93.58 93.34 65.23 (884.64, 1136.53)

0.7 Nbin(0.5, 0.8) + 0.3 Nbin(2, 2)

Poisson 1000.39 754.99 1467.41 1463.74 418.80 (629.19, 1788.11)
Negative binomial 1176.46 824.83 2151.90 2153.75 532.24 (645.98, 3113.40)

DMDB 901.86 854.48 173.67 199.10 158.33 (758.29, 1287.10)

0.5 Nbin(1, 1) + 0.5 Nbin(2, 2)

Poisson 1124.96 889.61 1396.46 1398.56 316.51 (789.43, 2250.65)
Negative binomial 1172.92 981.77 1333.15 1341.01 271.00 (816.08, 2389.01)

DMDB 1063.55 1035.62 168.01 179.24 75.33 (946.12, 1374.66)

0.7 Geom(0.2) + 0.3 Geom(0.9)

Poisson 841.57 745.61 793.25 806.96 303.17 (659.59, 1130.95)
Negative binomial 978.57 788.86 1042.73 1040.34 344.70 (682.96, 1905.73)

DMDB 876.78 830.47 169.67 209.35 181.56 (723.99, 1374.17)

0.5 Geom(0.15) + 0.5 Geom(0.85)

Poisson 757.06 706.68 294.06 380.87 300.61 (596.80, 1087.47)
Negative binomial 1322.56 803.42 2813.07 2824.51 678.20 (608.46, 6091.11)

DMDB 993.08 834.89 630.41 628.87 294.81 (677.48, 2567.86)

7.8 Real Applications

A further investigation on the performance of three different nonparametric families of mixture

discrete distributions for species richness estimation based on the unconditional approach con-

tinues with real data sets in this section. Specifically, four real data sets, of which two with

N known and two with N unknown, are studied by applying nonparametric mixture models to

species richness estimation. In order to select the discrete k-monotone and Poisson-compound

gamma models, the two sets of grids described in the previous section are considered here.
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The results for each combination of nonparametric mixture model and data are tabulated

in Table 7.6. In Figure 7.6, for each data example, we provide a couple of plots depicting the

discrete k-monotone fit and the gradient function of the log-likelihood at convergence. Each

fit by the k-monotone distribution is wonderful. Moreover, each gradient curve indicates that

convergence indeed occurs in the k-monotone model and the intersection points between the

gradient function and the x-axis are the support points of the NPMLE.

Table 7.6: Results for species richness estimation via nonparametric mixture models.

Mixture Model γ̂ or k̂ bN̂∗uc n̂0

Accident (N = 9461, n0 = 7840)

Poisson — 5496 3875
Negative binomial ∞ 5496 3875

DMDB 9 7374 5753

Filarial Worms (N = 2600, n0 = 1155)

Poisson — 2214 769
Negative binomial 113 2205 760

DMDB 19 2787 1342

Microbial

Poisson — 254 105
Negative binomial 1 302 153

DMDB 27 296 147

Shakespeare

Poisson — 72586 40945
Negative binomial 2 101154 69513

DMDB 25 112605 80964

7.8.1 Accident Data

The accident data which was used in Example 7.2 is considered again. After omitting the

observed count at zero, this real data set has been used by Böhning and Schön (2005) and

Wang (2010a) to demonstrate the conditional approach to N estimation. Both authors consid-

ered modeling the zero-truncated distribution using nonparametric mixtures and estimating the

counts at zero by extrapolation. It was acknowledged that the point estimate of N based on the

conditional NPMLE severely under-estimates the true N , which is known to be 9461.

From Table 7.6, we see that the AIC selects the Poisson mixture from the nonparametric

family of negative binomial mixture distributions, leading to a point estimate of N that seriously

under-estimates N . In contrast, the estimate of N based on the discrete 9-monotone model,

although also under-estimates N , is closer to the true value. The NPMLE’s corresponding to

the nonparametric Poisson and DMDB mixtures have two support points. Precisely, for the

discrete 9-monotone model, we have θ̂ = (5.779, 14.510)> and π̂ = (0.950, 0.050)>.
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Figure 7.6: The plots arranged columnwise correspond to the frequency-count distribution (vertical
bars) including the estimated number of zero counts, the fitted probabilities (?) based
on the discrete k-monotone model and the gradient curve at the NPMLE for each data
example.

7.8.2 Filarial Worms Data

This is yet another real example in which the total number of species N is known. The data

contain the frequencies of filarial worms on mites on rats (Bertram, 1949). With counts truncated

at zero, the frequency-count data has the highest count of 553 at one. There are also a number

of species with high abundances found in the data set. In other words, the number of worms

found in some mites is large. The observed species richness is 1445 and the true species richness

N is 2600, implying that the number of mites with no filarial worms is 1155. Parametric models

were demonstrated by Heller (1997) for being able to successfully model the observed species

distribution and estimate N .
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While the N estimate based on the discrete 19-monotone model over-estimates the true N ,

it is closer to the true N than those based on the other two mixture models. Comparing with

the NPMLE’s associated with the Poisson mixture and Poisson-compound gamma models that

have eight and six support points respectively, the NPMLE associated with the discrete 19-

monotone model has only four support points, namely θ̂ = (15.227, 45.311, 167.929, 333.616)>

and π̂ = (0.475, 0.372, 0.109, 0.044)>.

7.8.3 Microbial Data

The third data set, used by Bunge and Barger (2008), is concerned with the microbial diversity

and the interest is in the number of microbial species. The microbial data contain 149 observed

species richness and the highest count at one is 67, with the true N remains unknown. The

observed species abundance distribution exhibits the presence of some sparse observations in the

right tail. Bunge and Barger (2008) proposed finite mixtures of exponential distributions for

the distribution of mixing parameters. Under the Poisson sampling model, the observed species

abundances are assumed to follow some finite mixture of geometric distributions. Based on the

conditional approach, the zero-truncated mixture of two geometric distributions was found to

provide the “best” fit to this particular data example, yielding a point estimate of 308 for the

number of microbial species.

For the microbial data, the discrete 27-monotone model and the nonparametric negative

binomial mixture model with γ̂ = 1 are the fitted models, producing point estimates of N

that match closely with the result in Bunge and Barger (2008). The estimated support point

vector and the estimated probability mass vector for the discrete 27-monotone model are θ̂ =

(32.020, 222.800, 572.198)> and π̂ = (0.848, 0.102, 0.050)>.

7.8.4 Shakespeare Data

Vocabulary richness estimation in which the number of unknown species is the number of words

that Shakespeare knew is studied here. Owing to the data summarized in Table 1 in Efron and

Thisted (1976) do not tally with the counts in the Appendix A of Spevack’s (1968) concordance,

Table 7.7 presents the data up to 100 occurrences, although the actual counts for the occurrences

beyond 100 are available. Our counting shows that Shakespeare used a total of 884650 words in

his works. There are a large number of rare words and quite a number of extremely abundant

ones. Specifically, the observed vocabulary richness is 31641 of which 14376 occur just once each,

4343 twice each, 2292 thrice each, and so on. The total number of words which were used more

than 100 times is 849.

For this real example, we consider maximizing the full likelihood (7.6) based on the uncon-

ditional approach in order to estimate N and simply set τ = 100. The result based on the

25-monotone model indicates that the richness of Shakespeare’s vocabulary is 112605 words.

For the nonparametric family of negative binomial mixtures, γ̂ = 2 is selected and the esti-

mate of N is 101154 words, whereas the nonparametric Poisson mixture model suggests an

estimate of 72586 words. The six estimated support points for the discrete 25-monotone model
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are θ̂ = (11.974, 38.346, 80.975, 174.291, 523.129, 3486.333)> and their corresponding estimated

masses are π̂ = (0.726, 0.119, 0.064, 0.036, 0.040, 0.015)>.

Table 7.7: Shakespeare word count data.

1 2 3 4 5 6 7 8 9 10

0+ 14376 4343 2292 1573 1043 835 638 518 430 363
10+ 305 259 243 223 187 181 178 130 127 128
20+ 104 105 99 112 93 74 83 76 72 63
30+ 73 48 56 59 53 45 33 49 44 51
40+ 49 41 30 35 37 21 41 30 28 19
50+ 25 19 28 27 31 19 19 22 23 14
60+ 29 19 21 18 15 10 15 14 11 16
70+ 13 12 10 16 18 11 8 15 12 8
80+ 13 12 11 8 10 11 7 12 9 8
90+ 4 7 6 7 10 10 15 7 7 5

7.9 Summary

In this chapter, we study nonparametric estimation of probability density and mass functions un-

der shape constraints. Nonparametric density estimation subject to k-monotonicity constraints

from a mixture model perspective is feasible, thanks to the nonparametric mixture representa-

tion of a k-monotone density. Mimicking the continuous setting, we investigate nonparametric

maximum likelihood estimation of a discrete k-monotone distribution. Furthermore, the discrete

k-monotone model is applied to species richness estimation.

As compared with the other nonparametric mixtures, some advantages of using the discrete

k-monotone model for estimating the number of species are the boundary problem is annihilated

and the instability issue seems to have disappeared. Owing to the imposition of shape restrictions

on distributions, the family of discrete k-monotone distributions is admittedly not suitable for

modeling frequency-count data exhibiting a significant discrepancy from a monotone decreasing

trend. Also, the NPMLE in the discrete k-monotone model may not be unique for a given set

of data, especially when k is small. Having said that, this lack of uniqueness of the NPMLE

does not raise any practical issue in the context of species richness estimation since it is viewed

as a nuisance distribution. Empirical evidence from a Monte Carlo study and real applications

suggests that the discrete k-monotone model is a valuable tool for estimating species richness.

It is worthwhile to study the uniqueness of estimation and identifiability of discrete k-

monotone models, so as to provide theoretical grounds for using these models. Moreover, al-

though the AIC has performed reasonably well in our studies, investigation of other criteria for

the selection of the tuning parameter k could be an interesting direction for future research.
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Chapter 8
Concluding Remarks

8.1 Summary and Remarks

A mixture-based framework for nonparametric density estimation is described. The framework

advocates the use of the nonparametric or semiparametric mixture model as a statistical model

to approximate the unknown density of the observed data, owing to its flexibility and robustness

properties. A nonparametric methodology is presented for mixture-based nonparametric density

estimation. Within the nonparametric methodology, a unified framework for the estimation of

parameters in mixture models based on disparity measures is also discussed. Because of the

broadness of this disparity-based estimation framework, we confine our studies to estimation

problems involving convex disparity functionals and develop computational algorithms to solve

these problems. Furthermore, depending on whether the concept of smoothing is employed and

the way of carrying out smoothing, three different approaches within the disparity minimization

framework are outlined. In a nutshell, Table 8.1 summarizes the list of component densities along

with the approaches for which to construct the mixture-based nonparametric density estimators

studied in this thesis.

We would like to recommend using nonparametric and semiparametric mixtures for density

estimation as an alternative approach to the popular kernel-based density estimation. Since

kernel-based density estimators are actually a subfamily of mixture models, which puts a kernel

function with equal probability at each data point, using nonparametric and semiparametric

mixture models should offer greater flexibility and potentially give more accurate density es-

timators. Through simulation studies and real-world data sets, several performance compar-

isons between both the mixture-based and kernel-based nonparametric density estimators are

reported. In comparisons with the kernel-based density estimators, the mixture-based ones are

simple in model representation and tend to be more accurate for a wide range of densities that

are commonly encountered in practice.

In Chapter 4, the problem of estimating a symmetric density function is studied. A mixture-

based symmetric density estimator, which is an application of the semiparametric mixture model,
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Table 8.1: Mixture-based nonparametric density estimation studied in this thesis.

Disparity Measure Component Density fh(x; θ) X/Θ/H Approach

Squared Hellinger
Squared L2

1√
2πh

exp
{
− (x−θ)2

2h2

}
R/R/R+ Double smoothing

Squared L2

Kullback-Leibler

1√
2πh

exp
{
− (x−θ)2

2h2

}
R/R/R+

h(θ−x)h−1
+

θh
R+/R+/N1

Kullback-Leibler

1
2
√

2πh

∑Q
q=1 λq

[
exp

{
− (x−θ−µq)2

2h2

}
+ exp

{
− (x+θ−µq)2

2h2

}]
R/[0,∞)/R+ Without smoothing

θx exp(−θ)
x!

N0/[0,∞)/—

Γ(h+x)
x!Γ(h)

(
h
θ+h

)h (
1− h

θ+h

)x
N0/[0,∞)/[1,∞)

(θ−x)h−1
+∑bθc

i=0(θ−i)h−1
N0/[1,∞)/[1,∞)

is proposed for modeling data that exhibit symmetry. An extensive simulation experiment

indicates favorable results in terms of minimizing the Kullback-Leibler or the Hellinger risk for

the mixture-based method compared with the kernel-based method.

In Chapter 5, we study estimation of finite mixtures with symmetric nonparametric compo-

nents. Specifically, we propose a symmetrized nonparametric mixture density that is centered

at zero for modeling the symmetric component. While the kernel-based method is a feasible

approach to deal with such a problem, our numerical studies through a simulation study and

three real examples provide strong evidence that our proposal is at least as good as, and often

better than, the other methods.

In Chapter 6, least squares density estimation using nonparametric mixtures is studied thor-

oughly. In particular, theoretical properties of the nonparametric estimate of the mixing dis-

tribution are established. Also, a new algorithm for computing least squares density estimates

is developed. Based on minimizing the least squares functional that incorporates the doubly-

smoothing approach, our proposal produces an improved density estimator over the kernel-based

density estimator. The improvement in the sense of lowering the mean integrated squared error

is achieved, thanks to the capability of the mixture-based method in reducing the bias to a large

extent.

In Chapter 7, estimating continuous and discrete distributions under shape constraints is

concerned. Particularly, we briefly study nonparametric estimation of a k-monotone density and

mainly focus on the family of discrete k-monotone distributions. We further propose discrete

k-monotone distributions for modeling the distribution of species data and estimating the species

richness. Empirical studies demonstrate the promising performance of the discrete k-monotone

models compared with the nonparametric Poisson mixtures and the nonparametric negative

binomial mixtures.

Bandwidth selection is crucial to all nonparametric density estimators since it directly affects

the performance of density estimators. Similar to the kernel-based approach, the mixture-
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based approach generally requires a bandwidth parameter to control the smoothness of the

density estimate, and it seems theoretically difficult to find an ideal solution to the bandwidth

selection problem. In maximum likelihood estimation, the bandwidth can be determined by a

model selection criterion, such as AIC or BIC. Although our use of AIC or BIC has produced

reasonably good results in the numerical studies, there remain issues to be resolved, and thus

room for improvement. The unboundedness of the log-likelihood function as the bandwidth

tends to zero renders AIC or BIC—which penalizes the log-likelihood function only to a finite

extent—inadequate for bandwidth selection for values near zero. Furthermore, since these model

selection criteria are related to the log-likelihood function, or more broadly the Kullback-Leibler

divergence, it is not clear to us how model selection should be conducted, if one is interested

in minimizing other losses, such as the mean integrated squared error and the mean Hellinger

distance. We generally resort to simulation-based techniques for solutions to these difficult

problems.

8.2 Potential Future Work

Despite that in this thesis we have focused on estimating a univariate density function, in

principle the method is also applicable to the multivariate case. Nevertheless, there is one

computational obstacle for multivariate data. Consider maximum likelihood estimation of a

nonparametric multivariate mixture model. Finding all the maxima, and in particular the global

maximum, of a gradient function is a multi-dimensional optimization problem with a non-concave

objective function, which is challenging in a high-dimensional space. Further investigation in

this direction is worthwhile. In this vein, a relevant research is done by Pilla et al. (2006).

Nonparametric density deconvolution estimation problem can be viewed as an extension to

nonparametric density estimation problem, in which the interest also lies in the estimation of a

density but based on contaminated data. Recently, Hazelton and Turlach (2009) proposed the

weighted kernel estimation approach to nonparametric density deconvolution. They considered

the minimization of the squared L2 distance between two densities, one being the kernel-based

density estimate, and the other being a convoluted density. Apparently, our least squares esti-

mation with double smoothing can be considered to solve the problem of density estimation in

density deconvolution.

Most of our present work has been concentrated on studying nonparametric mixture family.

The semiparametric mixture family covers a broad range of statistical models. While the param-

eter G is useful for modeling a distribution nonparametrically, the finite-dimensional parameter

β helps describe restrictive relationships. For example, for mixed effects models studied in Wang

(2010b), β is used for the coefficients of covariates, and, in Chapter 4, β is used to control the

shape of a density function. Depending on applications, it is certainly possible that β is used in

a model for both providing the coefficients of covariates and controlling the shape of the density

function of a response variable. There may exist many practical problems that can be recast into

the form of semiparametric mixture models, with new, and perhaps better, solutions available.
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One immediate extension to the current work in Chapter 4 is suggested for the domain of

regression problems. The mixture-based symmetric density can be adapted to model nonpara-

metrically the distribution of the error terms, which is modeled by a Gaussian distribution in

the context of normal linear regression. See the discussion in Jaki and West (2011) in which the

kernel-based symmetric density estimate is used for the error terms.

As seen in this thesis, some shape-restricted density estimation problems can be cast as

mixture-based nonparametric density estimation problems. This should provide motivation for

pondering how to tackle the problem of density estimation subject to log-concavity constraint

by using mixtures. Some related work on estimation of a log-concave density may be found in

Dümbgen and Rufibach (2009).

Although the use of discrete k-monotone distributions has shown promising results for mod-

eling the species data and estimating the species richness, theoretical treatments of the problems

such as identifiability of discrete k-monotone models, uniqueness of the mixing distribution esti-

mator and consistency of the estimator of N are worth of future investigations. More generally,

a theoretical analysis with regards to consistency of the mixture-based nonparametric density

estimators, which remains unsolved in this thesis, indeed should be developed in the future.
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