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Abstract

Simultaneous Localisation and Mapping (SLAM) is a popular and important autonomous

mapping and navigation technique in mobile robotics. Due to the probabilistic nature and

the real world uncertainties in which the robot operates, SLAM development and testing

is challenging. The difficulty exists because of a lack of perceptual and cognitive overlap

between the robot and the human developer, i.e. understanding what the robot is seeing

and processing.

The most promising way of achieving this overlap is through the use of visualisations,

because the human visual system is highly perceptive with advanced pattern recognition

abilities. The research presented in this thesis investigates the application of Augmented

Reality (AR) for SLAM visualisations, with the goal of assisting SLAM development and

testing. AR is well suited for this application as it provides a real world view of the robot

and its physical environment.

A literature survey in SLAM, visualisation and AR showed that while SLAM visuali-

sations are lacking AR has been applied in other areas of mobile robotics. An anonymous

web based survey of SLAM developers confirmed that SLAM development is challenging

and that graphical visualisations of SLAM are essential but lacking. SLAM algorithms

were analysed in order to identify parameters needing to be visualised for error detection

and correction, and visualisation requirements were formulated from this analysis. An

AR visualisation system for SLAM was developed and implemented, presenting novel vi-

sualisation techniques for the Extended Kalman Filter SLAM and the Rao-Blackwellized

Particle Filter FastSLAM.

An evaluation was designed and carried out, investigating the effectiveness of the AR

visualisation system in assisting SLAM debugging, and its performance and registration

accuracy characteristics. The findings show that the existing state of the art visualisations

are more effective, and should be used, for detecting fault effects. The findings further

show that the novel feature correlation and data association AR visualisations are more

effective and more preferred, and thus should be used, for detecting fault causes. Fault

correction findings seem to indicate that the novel feature correlations and colour-mapping

AR visualisations are more effective and more preferred. Qualitative user feedback showed
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that the novel AR visualisations are useful for SLAM debugging. Overall, the usability

evaluation findings illustrate that the best approach is to utilise a combination of all of

the visualisation methods.

The findings also show that the overhead fixed camera hardware configuration pos-

sesses superior performance and registration accuracy characteristics compared to the

Head Mounted Display configuration. Comparison with previous publications shows that

the system compares well in terms of performance and registration accuracy, thus indicat-

ing that the system has sufficient attributes for the intended purpose of SLAM debugging.
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Nomenclature

5f prediction function Jacobian

5hi observation function Jacobian for feature fi

5hh̄ observation function Jacobian for hypothesis h̄

ˆ (overscript) estimate/mean

h̄ data association hypothesis

µ
(i)
fj

Gaussian mean for feature fj for FastSLAM particle i

Σ
(i)
fj

Covariance for feature fj for FastSLAM particle i

Ei physical environmental feature i

f() kinematic prediction function

fi/Fi mapped SLAM feature i

hi() sensor observation function for feature fi

hh̄() sensor observation function for hypothesis h̄

Kh̄ Kalman filter gain for hypothesis h̄

m SLAM feature map

P SLAM covariance matrix

Pr robot pose covariance matrix

Pfi covariance matrix for feature fi

Pr,fi cross-covariance matrix between the robot pose and feature fi

Pfi,fj cross-covariance matrix between two features fi and fj

v
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R measurement noise covariance

Sh̄ innovation covariance for hypothesis h̄

Sij innovation covariance between actual observation i and predicted observation j

U set of control inputs

u a single control input

v white, zero-mean Gaussian measurement noise

vh̄ innovations for hypothesis h̄

vij innovation between actual observation i and predicted observation j

w white, zero-mean Gaussian process noise

w(i) weight for FastSLAM particle i

x full SLAM state vector

xr robot pose state vector

X
(i)
r sampled robot trajectory for FastSLAM particle i

xfi state vector for feature fi

Y SLAM information matrix

y SLAM information vector

Z set of sensor observations

zi sensor observation of feature fi

0:k (subscript) all times from 0 to k

c (subscript) position/orientation coordinate in 2D

k (subscript) at time k
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1
Introduction

Mobile robots assist humans with a wide range of tasks, from the mundane to the danger-

ous. An essential requirement of such robots is navigation. Consider a mobile household

vacuuming robot; it must be able to navigate the rooms one by one in order to fulfill

its duty. Compare this with an explosive ordnance disposal robot; it must also navigate

towards its target. Obviously, the reliability and accuracy requirements of the naviga-

tion process are vastly different for the two examples; it might not be a problem if the

vacuuming robot bumps into a few objects, while in the case of bomb disposal these er-

rors could prove disastrous. However, the requirement of navigation is present in both

cases. Navigation may either be manual or autonomous; autonomous navigation is more

advantageous and is therefore desired and aimed for.

The archetypal approaches to autonomous robot navigation are the behaviour-based

approach and the map-based approach. In the behaviour-based approach the robot re-

acts to the perceived environment, while in the map-based approach the robot explicitly

localises itself within the map in order to navigate. Generally, the map-based approach

has the advantages of being more intuitive due to using an explicit human-readable en-

vironment model, and more flexible to changing environments or destinations within an

environment. However, the drawback of this approach is that a map must be constructed

in order for the robot to operate. This step can be difficult and error prone. Traditionally,

the environment will need to be measured by hand or copied from existing blue-prints

(which may not be available), and then must be translated by the programmer into an

1
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internal representation to be used by the robot.

A method of addressing this issue is to have the robot autonomously construct a map of

the environment. This is the essence of Simultaneous Localisation and Mapping (SLAM)

[201, 135]. The robot is placed in an unknown environment, and must use its sensors

to explore the environment and construct a map while localising itself at the same time.

Thus, the purpose of SLAM is to automate map-building and localisation for map-based

navigation. The advantages of SLAM are significant and compelling. No time spent by

the user on physically measuring the environment or hunting for the blue-prints. No time

spent on translating the information into an internal presentation for the robot, thus also

eliminating any potential errors introduced in this step. The idea is that the robot is

left alone to carry out SLAM and build an accurate map to be used for the required

navigation tasks.

The state of the art in SLAM has not yet reached the phase of the idealised application

scenario outlined above. Work continues in making SLAM systems more accurate, robust,

and practical. The main challenge lies in the fact that the sensors used by robots to build

maps are inherently noisy and uncertain. Thus SLAM relies on probabilistic estimation

algorithms to process the sensor data for map building. These estimation algorithms at-

tempt to filter away the noise and use the data to converge to a solution. Research is being

done to develop SLAM systems which are more accurate (i.e. the computed map corre-

sponds accurately to the true environment), and more robust (the estimation algorithm

successfully converges to a solution). As research begins to target realistic, large-scale

applications, computational time and memory complexity becomes another issue. Large

environments require more memory to store the SLAM map, and more time to process

it during updates, which may be a challenge in real-time operation. Other research is

addressing SLAM in unstructured, challenging environments, such as underwater reefs.

Furthermore, current research deals with static environments, i.e. the features are as-

sumed to be stationary. In realistic applications, moving objects will be present which

are not part of the environment to be mapped, e.g. people walking around while the

robot performs the mapping. Dealing with moving obstacles is another challenge to be

addressed in SLAM.

1.1 SLAM Development and Visualisation

Mobile robot programming is difficult due to the uncertain, dynamically changing real

world environment within which the robot operates, as well as the noisy and uncertain

sensors and actuators that the robot uses. The problem is exacerbated in SLAM, where its

probabilistic nature adds further complexity. As an example, consider a scenario where a

fault has been detected while testing a SLAM system; the system fails to map a particular
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region of the environment. The difficulty lies in discovering the cause and the nature of

the fault, in order to correct it. Is it a hardware fault with the sensors, or an external

interference such as reflections in laser range-finder data? Is it a software bug where the

features are not successfully extracted from the sensor data, or does the main algorithm

fail to process the observations correctly? If so, how and why does it fail? Is the robot

unable to localise itself, thus thinking the observations are coming from a different region

of the map? If so, is this in turn due to corrupted odometry data?

As the above case illustrates, SLAM debugging can be very difficult. This is primarily

due to a lack of perceptual and cognitive overlap between the robot and the human

developer. Perceptual overlap [28] refers to the developer seeing what the robot “sees”

using its sensors. Cognitive overlap refers to the developer understanding what the robot is

“thinking”; in other words its algorithmic state and processing. In relation to the example

above, how is it possible to tell if a range sensor is problematic unless the developer is

able to see how well the robot observes with the said sensor? How is it possible to tell if a

software bug is present unless the developer is aware of the SLAM state and processing?

Thus, good perceptual and cognitive overlap is very important for SLAM development,

and robot programming in general. The most promising way of achieving this overlap is

through the use of visualisations, because the human visual system is able to perceive large

amounts of visual data instantly and has highly advanced pattern recognition abilities.

Visualisations have been effectively applied in many avenues of mobile robotics, such

as teleoperation, path-planning and obstacle avoidance. Work has been done in using

visualisations for perceptual overlap in general mobile robot programming. However,

little work has been done in using visualisations for cognitive overlap in the context of

SLAM. In order to further evaluate the need for visualisations for SLAM development, an

anonymous web based survey of SLAM developers was conducted. The survey findings

are summarised next.

1.1.1 SLAM Developer Survey

The purpose of this survey was to establish the necessity for visualisations in order to

assist SLAM development. The survey was carried out as an anonymous web based

questionnaire. Approximately 100 participants were invited over email, from numerous

overseas universities and research institutions over the world. The participants were

selected based on recent journal and conference publications in the field of SLAM, as well

as participation in SLAM workshops. There were 16 participants in the survey in total.

15 were actively involved in SLAM development at the time, and 15 of the participants

were from independent overseas research institutions and universities. Each participant

has been involved in SLAM research for a number of years, ranging from 2 to 18. The

survey asked questions about SLAM development methods, tools, and visualisations, both
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currently used and desired. The findings from the survey are summarised as follows (the

detailed findings are presented in Chapter 3 Section 3.2).

The first important point the survey illustrates is that there are difficulties and chal-

lenges in testing and debugging SLAM systems. These primarily relate to the evaluation

of SLAM estimates against ground truth. Another difficulty is the discrepancies in testing

within simulated and real world environments. An additional challenge is meaningfully

visualising complex data such as cross-correlations, and detection of numerical errors.

Next, the survey indicates that graphical visualisations of SLAM data are very impor-

tant for SLAM development. 87.5% of participants felt the visualisations are essential,

and the remainder felt they are reasonably useful. Basic SLAM visualisations are being

used at present, mainly estimated state, covariance, and raw odometry and range sensor

data. The final important point illustrated by the survey is that a number of visualisations

are desired which are not currently developed. These include Extended Kalman Filter

(EKF) cross-correlations and Rao-Blackwellized Particle Filter (RBPF) SLAM posterior

distribution samples.

1.2 Augmented Reality

Augmented Reality (AR) is the visualisation technique of generating virtual objects spa-

tially registered in real time within a view of a real world scene. AR has been applied in

mobile robotics for way-point designation in path-planning, robot swarm supervision, and

sensor data visualisation. In the latter application, the sensor data is visualised to assist

robot development. This method uses AR to offer perceptual overlap between the robot

and the human discussed earlier. By directly visualising sensor data the human is able

to see exactly what the robot is seeing, within the context of the real world environment.

The work showed AR to be a promising technique for that application.

Broadly, the research in this thesis deals with applying the technique of AR to vi-

sualise SLAM information, for system observation and development. As stated earlier,

little work has been done in using visualisations for cognitive overlap in the context of

SLAM. Current techniques are purely virtual visualisations (e.g. plots) of basic SLAM

information. By using AR, the aim is to offer a significant cognitive overlap between

the robot and the human developer. By understanding the algorithm and its workings

through visualisation, the developer should be able to observe and monitor its operation,

and detect any algorithm or implementation related faults. Furthermore, as the AR view

shows the real world environment in which the robot operates, the causes of faults which

originate in the real environment should be easier to discover.

Another aspect of this work is to use AR visualisations to address some of the issues

raised by the SLAM developer survey outlined above. One difficulty was the evaluation of
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SLAM estimates against ground truth. AR visualisations naturally address this by show-

ing the real world environment (i.e. the ground truth), and thus offering good qualitative

comparison against the estimates. Detection of numerical errors should also be easier,

as the effects of those errors should be obvious when shown against the background of

the real world environment. The survey clearly showed that graphical visualisations of

SLAM data are very important for SLAM development. However, it also showed that

new visualisation techniques need to be developed in order to graphically represent in-

formation for which no established visualisation icon exists. Thus, in this research novel

AR visualisation techniques are developed, including EKF cross-correlations and RBPF

SLAM posterior distribution samples.

1.3 Research Outline

A literature survey was conducted in three areas. Firstly, the field of SLAM was surveyed.

This was necessary to observe the challenges and the state of the art in SLAM, and to

formulate the requirements for SLAM visualisations. It was found that as the field of

SLAM matures, the complexity of the algorithms and implementations also increases,

raising further need for SLAM visualisations. Next, the field of visualisations in robotics

was surveyed. This was done to review what has already been done in SLAM visualisation,

and the research that is most relevant to AR visualisations for SLAM. It was found that

only the basic, purely virtual SLAM visualisations have currently been developed, and

that AR has been used to some extent in other robotics visualisations, such as mobile

robot path planning, swarm control and robot arm modelling. Therefore, there is a

need for both fundamental and advanced levels of visualisations in SLAM. The last part

surveyed the field of scientific visualisations. This was done to review potential techniques

that could be applied for SLAM visualisations. It was found that scientific visualisation

techniques are not applicable to SLAM data, due to the characteristics of SLAM data.

An anonymous web based survey of SLAM developers was conducted, to confirm the

need for visualisations for SLAM development. AR visualisation requirements for SLAM

were then formulated from the SLAM literature survey, for the two archetypal SLAM

algorithms: the EKF and the RBPF based FastSLAM. The requirements were formulated

for the fundamental visualisations (i.e. SLAM state), as well as more advanced aspects

such as feature correlations, data association and particle distributions.

An AR visualisation system for SLAM was developed and implemented, satisfying

the most essential visualisation requirements. These requirements were the visualisations

of the state, feature correlations and data associations for the EKF, and particle dis-

tributions for the FastSLAM. The AR visualisation system was implemented using two

hardware configurations with different properties for real world image capture: a fixed
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ceiling mounted overhead (OH) camera and a mobile Head Mounted Display (HMD).

The AR visualisation system was evaluated in its effectiveness for SLAM observation

and debugging (fault detection and correction), and its performance and registration

accuracy characteristics. It was found that the basic non-AR visualisations are more

effective for fault detection, while the AR visualisations, including the novel correlation

and data association visualisations are more effective for cause detection. This indicates

that both approaches are needed for algorithm observation and understanding, and that

the hypothesised AR visualisation requirements are necessary.

It was also found that the OH fixed camera hardware configuration possesses superior

performance and registration accuracy characteristics compared to the HMD configura-

tion, likely due to the omission of the user tracker module. However, the HMD has

better qualitative characteristics of mobility and environment interaction. Comparison

with previous publications shows that the system compares well in terms of performance

and registration accuracy, thus indicating that the system has sufficient attributes for the

intended purpose of SLAM observation and debugging.

1.4 Contributions

• Analysis of current problems in SLAM development; evaluation of exist-

ing and lacking SLAM visualisation tools. An anonymous web based survey

of SLAM developers was carried out. The findings showed that SLAM development

and testing is challenging, that graphical visualisations of SLAM data are very im-

portant for SLAM development, and that certain visualisations are desired which

have not currently been developed.

• Formulation of AR visualisation requirements for SLAM. Surveying the

research fields of SLAM and Visualisation, and from this formulating the require-

ments for SLAM visualisations in AR, in order to observe and understand algorithm

state and behaviour. The algorithms were analysed in order to identify parameters

needing to be visualised for error detection and correction.

• AR application to the conventional EKF-SLAM visualisation method.

Novel implementation of the conventional EKF-SLAM visualisation technique (state

estimates and covariances) in AR. Evaluation of this technique against the non-AR

method for application in fault detection and algorithm observation/understanding.

• AR application to the conventional Fast-SLAM visualisation method.

Novel implementation of the conventional Fast-SLAM visualisation technique (SLAM

posterior distribution sample) in AR. Evaluation of this technique against the non-

AR method for application in fault detection and algorithm observation/understanding.
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• Development of a novel AR visualisation technique for EKF correlations.

Development and implementation of a novel visualisation technique in AR for EKF

correlations. Evaluation of this technique against conventional visualisations for

fault detection and fault correction.

• Development of a novel AR visualisation technique for EKF data asso-

ciations. Development and implementation of a novel visualisation technique in

AR for EKF data associations. Evaluation of this technique against conventional

visualisations for fault detection and fault correction.

• Development of novel AR visualisation techniques for Fast-SLAM. De-

velopment and implementation of novel visualisation techniques in AR for Fast-

SLAM. Includes the surface density representation, weight colour mapping, and

intra-particle associations. Evaluation of these techniques against conventional vi-

sualisations for fault detection and fault correction.

• Evaluation of the AR visualisation system performance and accuracy.

Evaluation of the AR visualisation system performance and registration error for

the different hardware configurations used. Recommendations for the design of AR

systems for robot navigation are formulated based on the findings.

1.5 Structure

Chapter 2 presents the literature survey of the relevant research fields. Firstly SLAM is

surveyed; this is necessary to formulate the requirements for SLAM visualisation. Next,

visualisations in robotics are surveyed; this is to review the research that is most similar

or relevant to AR visualisations for SLAM. The last part surveys scientific visualisations;

this is to review potential techniques that could be applied for SLAM visualisations.

Chapter 3 presents the hypothesised AR visualisation requirements for SLAM, and the

findings of an anonymous web based survey of SLAM developers to confirm the need for

SLAM visualisations. The requirements are drawn from the literature survey in SLAM

(Chapter 2). The requirements describe what information needs to be visualised and

why. They are grouped into SLAM state, data association, and application specific re-

quirements.

Chapter 4 presents the theory of the AR visualisation system for SLAM. This is

the description of the visualisation methods and techniques developed in this research,

alongside with the design options which were considered. The visualisations are based

on the requirements formulated in Chapter 3. Chapter 3 addressed the issues of what

information needs to be visualised and why, and Chapter 4 deals with how to visualise

the information.
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Chapter 5 presents the implementation of the AR visualisation system for SLAM. This

describes the software and hardware implementation details of the visualisation system

and techniques from Chapter 4.

Chapter 6 presents the evaluation of the AR visualisation system for SLAM. This

evaluates the effectiveness of the AR visualisation system for SLAM fault detection and

fault correction, as well as the performance and registration accuracy characteristics. This

shows whether the hypothesised visualisation requirements in Chapter 3 are necessary,

and the effectiveness of the visualisation techniques in Chapter 4. In addition it shows

whether the performance and registration accuracy attributes of the visualisation system

are adequate for the intended purpose of SLAM observation and debugging. The final

chapter concludes the thesis, and presents avenues for future work.



2
Literature Survey

2.1 Introduction

Current research in the field of autonomous mobile robot navigation is bringing us ever

closer to using intelligent mobile robot assistants. However, many challenges are still to

be overcome before this goal can be fully realised. There are 2 established archetypal

approaches to autonomous mobile robot navigation: behaviour based and map based

[196, 27, 53, 16, 57]. Consider a typical indoor navigation environment shown in Fig. 2.1,

and suppose a mobile robot has a task of delivering something from A to B.

The map based (or functional) approach states that an internal representation of the

environment, or a map, must be maintained by the robot. This approach uses a “thinking”

layer to link sensors and actuators. Having a map the robot will use perception sensor

data to localize itself relative to the map and plan a path from its initial location (A) to

the goal (B).

The behaviour based (or reactive) approach avoids both maintaining a geometric map

and explicit localisation. Instead the robot will use a set of behaviours triggered by

observations to achieve its task. These behaviours closely couple sensors and actuators.

So in the example, to reach B from A, the robot could first adopt a left-wall following

behaviour, until the first T junction in the hallway is reached. Then the behaviour would

change to turning left, going straight and taking the third turn again on the left.

Usually the behaviours are specific to the environment, and therefore a new environ-

9
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Figure 2.1: A typical indoor environment (from [196]).

ment or a new destination will necessitate tedious re-coding. Also the behaviours them-

selves can be difficult to design, and creating new behaviours may require re-planning of

old ones [196]. The example above is trivial, but this would not be the case for a task that

involved navigation of many non-unique, irregular rooms and hallways. An advantage of

this method is the ease of implementation for small environments and short traversal

paths. Also behaviour based implementations can be quite effective in structured envi-

ronments (i.e. road/hallway following) [53]. Conversely the map based approach creates

an explicit, human-readable environmental model. When moving to a new environment,

loading a new map can be easier than designing a new set of behaviours. Generally it is

simpler to modify existing maps than behaviours [196]. Still, initial effort is needed to

construct the map. The work in this thesis will deal with map-based navigation due to

its advantages and popularity as a research field.

Fundamentally, localisation and mapping are required for a robot to do its duty. A

robot’s goal is to reach a destination, and this will require planning and reacting [196,

16, 57, 75]. Planning is the global plotting of a route to the destination based on a map.

Reacting, also known as local obstacle avoidance, is needed for the robot to deal with

unforeseen obstacles and dynamic environment changes as it executes its planned path.

In a behaviour based navigation architecture planning and reacting are often implemented

as behaviours in parallel with observation processing and other behaviours [53, 57]. But

clearly for a map based architecture, to plan a path the robot must have a map and know
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its location within that map. That is why correct mapping and localisation are essential

for a robot to reach its goal.

SLAM [201, 135, 200, 75, 58] is a current area of research which aims to automate map-

building and localisation for map-based navigation. SLAM has seen many applications

[75, 58], including those in indoor, outdoor, aerial and underwater environments. Despite

substantial progress open challenges remain in the field, primarily pertaining to realistic

applications in large, unstructured environments.

A number of other localisation methods have been explored but none of these are

likely to offer a complete solution [196, 53, 16]. Artificial landmark and beacon based

methods may not always be suitable due to the required alterations to the environment

and the additional effort in calibrating the navigation system with respect to the artificial

landmarks. Natural landmark based localisation also needs specific features that will not

be present in all environments, such as unique floor patterns. Route based localisation has

also been investigated, but it offers poor flexibility due to the robot’s inability to wander

off course. For these reasons this research focuses on generalised probabilistic map-based

navigation.

The survey is structured as follows. Section 2.2 gives an overview of the state-of-

the-art in SLAM research. This was necessary to observe the challenges in SLAM and

to formulate the requirements for SLAM visualisations. As the proposed research is

concerned with enhancing support for SLAM development with visualisations, Section

2.3 outlines the state of the art in Robotic Development Environments (RDEs), SLAM

visualisation and AR as applied in mobile robotics. Section 2.4 surveys visualisation

techniques, concentrating on scientific data. This was done to review potential techniques

that could be applied for SLAM visualisations.

2.2 SLAM

The problem of SLAM revolves around the concept of cross-correlation between the robot’s

current position belief and the mapped environment features [196, 75, 58]. To precisely

localise itself the robot must have an accurate map, and to build a reliable map the robot’s

position must be accurately known.

Probabilistic SLAM algorithms use a joint posterior probability distribution P ,

P (xr,k,m|Z0:k, U0:k, xr,0) (2.2.0.1)

to represent a time-varying state [75, 58]. This is the joint probability at time k of robot

position xr and feature map m, given the initial vehicle position xr,0, and all currently

recorded observations Z0:k and control inputs U0:k. The joint posterior distribution is
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updated using Bayes Theorem. This is a two-step recursive process comprised of a time-

update and an observation-update. Time-update involves updating the joint posterior

based on control inputs using the motion model Pm,

Pm(xr,k|xr,k−1, uk) (2.2.0.2)

where uk is the control input. Observation-update involves refining the joint posterior

based on actual sensor observations using the observation model Po,

Po(zi,k|xr,k,m) (2.2.0.3)

where zi,k is a sensor observation. EKF SLAM and RBPF SLAM are well known to be

the two most important and prevalent SLAM solution methods [58]. In Section 2.2.1

the fundamental EKF SLAM algorithm is outlined in detail. Section 2.2.2 explains the

newer RBPF SLAM. The subsequent sections discuss aspects of SLAM related to map

representation, computational complexity, data association and current challenges.

2.2.1 Extended Kalman Filter SLAM

Fig. 2.2 depicts an overview of EKF SLAM. First, vehicle movement is predicted using a

kinematic model. Then the algorithm takes range sensor readings and extracts from them

the positions of features in the scene. The new feature observations are compared with

the current map. The discrepancies are computed in order to obtain an improved map

and localisation. The EKF represents the state as a multivariate Gaussian distribution,

so the joint posterior is characterised by two parameters: the estimated state vector x̂

and the state error covariance matrix P .

x̂ =


x̂r

x̂f1
...

x̂fn

 (2.2.1.1)

where, assuming 2D point-feature SLAM, x̂r = [xc, yc, φc]
T is the estimated robot pose

and x̂fi = [xic, y
i
c]
T , i = 1, . . . , n is the estimated position of an environment feature fi.

Initially the state vector contains only x̂r.

P =


Pr Pr,f1 . . . Pr,fn

Pf1,r Pf1 . . . Pf1,fn
...

...
. . .

...

Pfn,r Pfn,f1 . . . Pfn

 (2.2.1.2)
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Figure 2.2: EKF SLAM overview (from [196])

The main diagonal elements Pr, Pf1 , . . . , Pfn are error covariance matrices of robot and

landmark positions.

Pr =

 V ar(xc) Cov(xc, yc) Cov(xc, φc)

Cov(yc, xc) V ar(yc) Cov(yc, φc)

Cov(φc, xc) Cov(φc, yc) V ar(φc)

 (2.2.1.3)

Pfi =

[
V ar(xic) Cov(xic, y

i
c)

Cov(yic, x
i
c) V ar(yic)

]
(2.2.1.4)

The off-diagonal elements are cross-covariance matrices between robot and feature posi-

tions.

Pr,fi = P T
fi,r

=

 Cov(xc, x
i
c) Cov(xc, y

i
c)

Cov(yc, x
i
c) Cov(yc, y

i
c)

Cov(φc, x
i
c) Cov(φc, y

i
c)

 (2.2.1.5)
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Pfi,fj = P T
fj ,fi

=

[
Cov(xic, x

j
c) Cov(xic, y

j
c)

Cov(yic, x
j
c) Cov(yic, y

j
c)

]
(2.2.1.6)

Also a base reference must be established, and is commonly set as the initial robot position

with absolute certainty. The recursive estimation steps of the algorithm are as follows

(See [196, 57, 75, 58] for further details).

Step 1: Robot Position Prediction (Time-update)

Robot position is predicted with the following motion model:

xk = f(xk−1, uk) + wk (2.2.1.7)

where f() is the kinematic prediction function, and wk is white, zero-mean Gaussian

process noise. The time-update is in the form:

x̂k|k−1 = f(x̂k−1|k−1, uk) (2.2.1.8)

Pk|k−1 = 5fxPk−1|k−15 fTx +5fuUk 5 fTu (2.2.1.9)

where 5fx is the Jacobian of f() with respect to the state vector and 5fu is the Jacobian

of f() with respect to the control input, both evaluated at the current estimate x̂k−1|k−1.

Uk is the control input covariance. The landmarks are usually assumed stationary and

are unchanged during the prediction phase.

Step 2: Data Association

The data association search space is conveniently represented as an interpretation tree

(Fig. 2.3). The set of environmental features {E1, . . . , Em} is represented by the set of

sensor observations Zk = {z1,k, . . . , zm,k} at time k. The aim of the data association stage

is to formulate a hypothesis h̄k:

h̄k = [j1, . . . , jm] (2.2.1.10)

where each element ji signifies which mapped feature Fj observation zi,k (and environ-

mental feature Ei) correspond to. Every complete path through the interpretation tree is

a possible hypothesis. A star in the tree means that the observation can not be assigned

to a mapped feature (for further details on Data Association techniques see Section 2.2.5).

Individual Compatibility Nearest Neighbour (ICNN) is a simple and intuitive data

association algorithm that picks the best match Fj for every individual observation zi,k

using the Individual Compatibility (IC) test. The drawback is that the ICNN method

becomes unreliable with increasing odometry and sensor error. The IC test uses the sensor

observation function hj() to predict an observation of a feature Fj using the following
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Figure 2.3: Interpretation tree (from [75])

observation model:

hj(xk|k−1) + vk (2.2.1.11)

where v is white, zero-mean Gaussian measurement noise. Using the observation function

the innovation vij,k can be calculated, which measures the disparity between an actual

observation zi,k and a predicted observation of a mapped feature Fj.

vij,k = zi,k − hj(x̂k|k−1) (2.2.1.12)

Sij,k = 5hjPk 5 hTj +Rk (2.2.1.13)

Sij is the innovation covariance and 5hj is the observation function Jacobian evaluated

at x̂k|k−1. R is the measurement noise covariance. Finally, the Mahalanobis distance D2
ij

test decides if the observation corresponds to the feature:

D2
ij,k = vij,kS

−1
ij,kv

T
ij,k < χ2

d,1−α (2.2.1.14)

where χ2
d,1−α is the desired chi-square critical value. Out of all the predictions that

pass the above test for a given zi,k the ICNN algorithm chooses the one with the lowest

Mahalanobis distance.
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Step 3: Robot and Feature Position Estimation (Observation-update)

Now the sensor measurement associations are used to calculate the Kalman filter gain

Kh̄, which is then used to refine the state estimate and covariance.

Kh̄,k = Pk|k−15 hTh̄,kS
−1
h̄,k (2.2.1.15)

x̂k = x̂k|k−1 +Kh̄,kvh̄,k (2.2.1.16)

Pk = Pk|k−1 −Kh̄,kSh̄,kK
T
h̄,k (2.2.1.17)

vh̄ and Sh̄ are the innovations and their covariances for the hypothesis h̄.

Step 4: Map Maintenance

New features will need to be added to the map if there are any unexpected observations

from the previous step (see also feature initialisation in Section 2.2.3). The unexpected

environmental feature Ei is initialised and appended to the state vector and the covariance

matrix. Similarly, features can be removed from the map following unobserved predictions.

Frequently there is also a measure of credibility attached to each obstacle, which is how

likely that object is to exist in the environment [196]. Credibility increases with successful

predictions and is reduced with unmatched ones.

EKFSLAM Limitations

The major limitation of EKFSLAM is concerned with the issue of non-linearity. As the

EKF linearises the motion and observation models, linearisation errors can lead to severe

divergence and inconsistencies [111]. Another limitation is the time complexity of classic

EKF SLAM, which is O(n3) on the time-update step and O(n2) on the observation step

where n is the number of landmarks. EKFSLAM is also vulnerable to incorrect data

associations [162], which can result in severe failures.

2.2.2 Rao-Blackwellized Particle Filter SLAM

A fundamental shift in the approach to the SLAM problem appeared with the proposal

of the FastSLAM algorithm [58, 156, 157, 152]. FastSLAM, which is based on RBPFs, is

robust, does not assume a Gaussian pose distribution, and possesses an improved compu-

tational complexity over EKF SLAM. The joint posterior distribution is represented by a

set of weighted particles, where each particle contains a sample of the robot trajectory and

an analytic Gaussian representation of the feature map. Vehicle movement is predicted

for each particle by sampling from a proposal distribution, which is based on the motion
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model. Next particle weights are updated, indicating how promising the particle esti-

mates are with respect to the latest observations. The particles may be resampled with

replacement based on their weights, thus purging particles with poor weights. Lastly, the

observations are used to update the map estimates of the new particle set.

Specifically, the joint posterior distribution at time k is represented by a set of N

weighted particles,

{w(i)
k , X

(i)
r,0:k, P (m|X(i)

r,0:k, Z0:k)}Ni (2.2.2.1)

where for particle i, w
(i)
k is the weight and X

(i)
r,0:k is the sampled robot trajectory up to time

k. P (m|X(i)
r,0:k, Z0:k) is the probabilistic representation of the map m given the robot tra-

jectory and the history of all observations Z0:k since the initial state. Rao-Blackwellization

is applied by sampling from the robot trajectory distribution P (X
(i)
r,0:k|Z0:k, U0:k, x

(i)
r,0) and

representing the map distribution P (m|X(i)
r,0:k, Z0:k) in Gaussian form. This map repre-

sentation is composed of independent Gaussians for every mapped feature, because the

feature estimates are conditionally independent given the robot path.

P (m|X(i)
r,0:k, Z0:k) ⇐⇒ µ

(i)
f1,k

, . . . , µ
(i)
fn,k

,Σ
(i)
f1,k

, . . . ,Σ
(i)
fn,k

(2.2.2.2)

µ
(i)
fj

and Σ
(i)
fj

are the mean and the covariance for feature fj respectively, for particle i.

The recursive estimation steps of the algorithm are as follows.

Step 1: Robot Pose Sample

A proposal distribution π(xr,k|Xr,0:k−1, Z0:k) is calculated for every particle at time k. The

purpose of the proposal distribution is to approximate the true probability distribution of

the robot location xr,k given the trajectory up to time k−1 and all recorded observations.

Then a sample is drawn from the proposal distribution and added to the trajectory. So

for particle i:

x
(i)
r,k ∼ π(x

(i)
r,k|X

(i)
r,0:k−1, Z0:k, uk) (2.2.2.3)

X
(i)
r,0:k = {X(i)

r,0:k−1, x
(i)
r,k} (2.2.2.4)

There are two versions of FastSLAM differing in their proposal distribution (which

also affects the weight modification). FastSLAM 1.0 [156] uses the motion model, while

FastSLAM 2.0 [157] uses a refined motion model incorporating the latest observation.

Step 2: Particle Weight Update

The particle weights are updated as follows:

w
(i)
k = w

(i)
k−1

P (zk|X(i)
r,0:k, Z0:k−1)P (x

(i)
r,k|x

(i)
r,k−1, uk)

π(x
(i)
r,k|X

(i)
r,0:k−1, Z0:k, uk)

(2.2.2.5)
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where P (zk|X(i)
r,0:k, Z0:k−1) is the marginalized observation model and P (x

(i)
r,k|x

(i)
r,k−1, uk) is

the motion model. The particle weight signifies how promising the particle is given the

latest sensor observations.

Step 3: Particle Resampling

The particles may optionally be re-sampled by drawing with replacement a new set of

particles from the current set. The selection likelihood is determined by the particle

weights. The aim is to propagate the more promising particles while removing the less

promising ones. Resampling may be done at particular time intervals or when the weight

variance becomes too high. Following re-sampling all weights are reset to 1/N .

Step 4: Feature Update and Map Maintenance

Lastly, each landmark in every particle is updated individually with an EKF observation

update with known robot position. New features may also be initialised and added to the

map.

FastSLAM Performance and Limitations

FastSLAM 2.0 has the complexity O(MlogN), and FastSLAM 1.0 has O(MN), where

N is the number of obstacles and M is the number of particles. FastSLAM 2.0 is more

efficient and uses a superior proposal distribution. FastSLAM is also more robust to data

association errors, and intuitively supports multi-hypothesis data association by assigning

a different hypothesis to every particle. However, a limitation of FastSLAM is the loss of

historical particle information and statistical accuracy when particles are removed during

resampling. Despite this, FastSLAM has been shown to generate reliable maps in practice.

Unscented Filters

The Unscented Kalman Filter (UKF) and the Unscented Particle Filter (UPF) are filters

designed to deal with highly non-linear systems. UKF [112] deterministically selects a set

of weighted sample points (sigma points) around the state mean to propagate through the

motion and observation models. The mean and the covariance are subsequently recovered

from the samples. The UKF avoids linearisation and calculation of the Jacobians. The

UPF [216] is characterised by using the UKF to formulate the proposal distribution.

The work in [219] and [114] combines these concepts for SLAM. Similarly structured to

FastSLAM, a single UPF tracks the robot pose, and each particle has a set of UKFs

representing the map, one for tracking every landmark. Experimental comparisons with

FastSLAM show promising results.
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2.2.3 Map Representation and Feature Initialisation

A key design concept in map-based navigation is map representation, i.e. the robot’s

internal representation of the physical environment [196, 27, 53, 16, 57, 75]. The repre-

sentations can be broadly divided into continuous and discrete maps. The aim of map

representations is to only capture feature characteristics necessary for localisation, thereby

requiring minimal storage capacity.

Continuous maps normally represent features with line fragments in a continuous

coordinate space. They are inherently precise and hold a high fidelity with the real world.

The drawback is the potentially large memory requirement. The aim behind discrete maps

is to achieve abstraction through decomposition of the environment into cells, while still

capturing aspects relevant to localisation. A cell is either free, occupied or unexplored,

but may also have probability values that denote how likely the cell is to be occupied. A

critical assumption here is that the robot’s position within a given cell is not important,

but its ability to traverse between cells is. There are several types of decomposition. Exact

decomposition creates cells based on geometric vertices of features. Fixed decomposition

tessellates the map into fixed-dimension cells. Topological decomposition avoids geometric

qualities, and stores the map as connected nodes, where a node is some salient or unique

environmental feature useful for localisation. Generally, discrete maps suffer reduced real

world fidelity when compared with continuous maps, but may produce more compact

representations [196].

Arbitrary Landmark Shapes

Simple geometric feature representations are not well suited to unstructured outdoor and

underwater environments, and research has been done in environment representation to

address this [11]. Scan-SLAM [168] allows EKF SLAM to deal with arbitrarily shaped

obstacles. A local coordinate frame is centered at every obstacle. The obstacle itself is

described with a model of a surface shape formed by raw scan data. The global map con-

sists of obstacle coordinate frames, and the measurement update (through scan matching)

adjusts the respective obstacle models.

3-Dimensional SLAM

3D SLAM is essential for aerial and underwater robotics applications. A basic way of

implementing it is to confine vehicle motion to 2D as in classic SLAM, but build 3D

maps [209]. The aim is that, although the robot moves in 2D only, the additional 3D

information can assist in localisation, as well as provide models for human supervisors

[144]. A more sophisticated 3D approach involves 6 DOF (Degrees of Freedom) vehicle

movement within a 3D model. Monocular [49, 50, 211] and stereo [116, 1] vision 3D SLAM
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systems have been the subject of considerable research (see [36] for a survey). The map

is usually composed of 3D salient feature points such as corners or small objects. Vision

based SLAM has become attractive due to the low cost and durability of cameras, and is

suitable to 3D SLAM applications.

3D vision-based SLAM systems have been described for aerial [115] and underwater

[64] robotics applications. In [164] information form 3D SLAM is described for a ground

based robot using range finders and vision. An interesting application of 3D SLAM is

proposed in [238] that uses structured light, and is aimed at working in urban search and

rescue scenarios.

Trajectory Based SLAM and Embedded Auxiliary Information

Trajectory-based SLAM uses a different state representation, allowing more flexible en-

vironment modelling. Instead of storing the current robot pose and a feature map, the

full history of robot poses is stored, usually without an explicit map (e.g. [164]). A sen-

sor scan pattern is associated with each pose, and these act like a map for the purpose

of localisation. [52] and [66] describe trajectory based SLAM systems that apply the

information form.

DP-SLAM [61, 60] is RBPF trajectory based SLAM which uses a grid map to store as-

sociations between scan patterns and robot poses (see also [83] and [88]). Rao-Blackwellized

Genetic Algorithm Filter (RBGAF) [56] also uses raw sensor scans for a map. A map

is represented by a tree of chromosomes for every particle, where a chromosome is a

dense observation set. The trajectory SLAM systems in [141, 87] store dense sensor mea-

surement sets in a spatial topological network. In that sense each topological node also

represents a robot pose from which the sensor scan was made. The major difficulty of

trajectory based methods is the growth of the state-space over time.

The Hybrid Metric Map (HYMM) representation in DenseSLAM [169] combines fea-

ture and grid maps. The feature map is used for the core SLAM processing, and features

define irregular cell regions for the grid map. The purpose of the grid map is to store

spatial dense sensor data. This data in the grid map could then be used to assist data

association and new obstacle instantiation. Hybrid Metric-Topological SLAM [19] is an-

other type of trajectory based SLAM that uses a topology of metric areas for a map and

keeps the robot’s topological path.

Dynamic and Predictive Environments

The real world is dynamic in the sense of having transient and moving obstacles, and

SLAM algorithms need to be able to address that. The main challenge here is to avoid

adding temporary objects to the map and assuming they are permanent. One approach is
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to only add re-observed features to the map, and remove repeatedly unmatched features

[10]. This is a reasonable action to take since it has been shown that removing a sizable

fraction of landmarks from the map does not affect consistency [54]. An Expectation-

Maximisation (EM) routine is described for SLAM in [89] with an additional routine

for dynamic obstacle detection. The additional routine calculates the probability that a

given reading is generated by a static obstacle, and this information is then used in the

expectation step to form a data association hypothesis. The map and the robot pose are

then updated in the maximisation step. In [38] SLAM is described with functionality for

detection and tracking of moving objects. A set of dynamic objects is tracked separately

with MHT (Multi Hypothesis Tracking) and a model predicts dynamic object motion.

P-SLAM [34] is an interesting approach which attempts to predict unexplored areas

based on what has already been explored. The purpose is to reduce the area the robot

physically has to explore. If a regular structure is detected in the explored region, it is

hypothesised that the unexplored area has that same structure. However, this does not

work well for irregular maps. These predictions can also speed up SLAM processing when

exploring the unknown areas.

Delayed Feature Initialisation

For reliable map building it is necessary to avoid mapping non-existent features; that

is features which result from spurious sensor readings. A single reading is inadequate

for obtaining a Gaussian location estimate in range-only or bearing-only SLAM. Bearing

only SLAM [30, 51] uses cheap and reliable vision sensors that measure the bearing to

the obstacle but sacrifice knowing the distance. To initialise landmarks it is necessary to

observe them from multiple vantage points. In the delayed initialisation approach [11], a

feature is observed multiple times from multiple poses before it is augmented to the state

map. Vehicle poses with associated observations must be stored prior to initialisation,

but can be removed afterwards. By accumulating information this approach improves the

robustness of feature initialisation. The application in [67] also uses a delayed strategy to

instantiate line and point features with a sonar ring. Most features are either confirmed

or denied within 10 cm of travel.

2.2.4 Computational Complexity and Large Environments

The computational complexity of the classic SLAM problem formulation is too inefficient

for real-time implementations [75, 11], especially in large environments. Research has

been done to address this issue.
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State Augmentation

An optimal state-augmentation algorithm [223] has been proposed to improve the compu-

tational complexity of the time-update step. It is based on the fact that the motion model

in the time-update step only affects the robot, and not the landmarks. The prediction

function is changed to accept the robot pose:

xr,k = f(xr,k−1, uk) + wk (2.2.4.1)

Note that contrary to Eq. (2.2.1.7), the prediction function now accepts the robot pose

xr,k−1 instead of the full state xk−1. The modified time-update step is:

x̂r,k|k−1 = f(x̂r,k−1|k−1, uk) (2.2.4.2)

Pk|k−1 =


5fxrPr,k−1|k−15 fTxr +5fuUk 5 fTu . . . 5fxrPr,fn

...
. . .

...

Pfn,r 5 fTxr . . . Pfn

 (2.2.4.3)

5fxr and 5fu are the prediction function Jacobians with respect to the robot pose and

the control input, respectively. Only the robot pose covariance and the cross-correlations

between the robot and the features are updated (i.e. only the first row and first column

in (2.2.4.3)). Covariance elements relating to features only remain unchanged. Using a

similar principle new landmarks are added to the map, i.e. only covariance elements that

directly relate to the landmark are updated. The complexity of this step is reduced from

O(n3) to O(n), where n is the number of landmarks.

Partitioned Updates

A number of improvements have been proposed for the observation-update stage based on

partitioned updates. The idea behind these is to update a small local region of the map

upon each observation, instead of the whole map. This has been done in the form of an

optimal Compressed EKF (CEKF) approach [85]. The complexity becomes O(n2
l ), where

nl is the number of local landmarks. In this approach the map is divided into small regions,

and a global EKF SLAM update must be done when a new local region is entered. In the

same paper a suboptimal approach has also been suggested that results in a complexity

O(N) where N is the number of landmarks in the global map. This is done by discarding

certain elements of the state vector and not updating their covariances. Postponement

[117] is a similar optimal algorithm that avoids immediate updates of directly unobserved

features and provides flexibility over usage of processor time. A dynamic submap is

maintained based on latest observations, and can be expanded with new features. It has

been suggested that in practice most observation-update steps will be close to constant
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time complexity.

The Constraint Local Submap Filter (CLSF) approach [223] maintains an independent

submap with a local coordinate frame consisting of the robot pose and an obstacle map.

The global map in turn holds global landmarks and the location of the current submap

coordinate frame. The algorithm performs EKF SLAM and adds new landmarks within

the local map only. Periodically the global and local maps are merged, possibly as a back-

ground task, and a new local map is initialised. The global robot pose is found through

addition of the local pose and the local coordinate frame location. In the CLSF approach

computational complexity is improved as only the local map covariance is regularly up-

dated. Also working in a small local submap lowers linearisation errors and improves local

data association.

A very similar algorithm has been developed around the same time known as Local

Map Sequencing [75, 207]. A local map is initialised with the current robot position as the

base reference, and is then built with EKF SLAM for a limited number of time steps. The

map is closed when either the maximum allowable number of features has been mapped,

the position uncertainty becomes too high or the robot wanders into unmapped territory.

Since local maps are independent, features from different submaps do not need to be

cross-correlated, and the computational cost of local map building is independent from

the global map size. The local maps are then joined into a global map with a common

base reference and all of the feature cross-correlations are computed. Certain local map

features across different maps may in fact correspond to the same physical feature. To

address this, a fusion mechanism first tests correspondence with JCBB (See Section 2.2.5)

and joins respective features. This approach also assists in mapping large environments

using multiple robots [75]. An extension to Local Map Sequencing is Divide and Conquer

SLAM [175], where instead of joining maps sequentially, it is done through a binary tree.

The result is an optimal and consistent algorithm with linear per-step time complexity,

and quadratic map joining complexity.

Information Form

A different direction of pursuing Gaussian state based SLAM is to utilise the information

form state representation [66, 65, 218, 210, 237]. Instead of the mean and the covariance,

the information form stores the information matrix Yk = P−1
k and the information vector

ŷk = Ykx̂k. The aim is to improve update time conservatively through the sparsity of the

normalised information matrix. An exactly sparse information matrix has all off-diagonal

elements set to zero, except for elements directly linking robot poses and features through

observations. This will produce both observation and time updates of complexity O(1),

but the entire history of robot poses must be maintained. There is a direct trade-off

between robot pose marginalisation and information matrix sparsity; keeping only the
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current robot pose will produce a fully dense information matrix (where all elements are

non-zero). In practice it is possible to marginalise out some previous robot poses while

maintaining reasonable sparsity of the information matrix. The main downside of this

approach is the recovery of the mean and the covariance, which is needed for the data

association step.

Sub-mapping

The final approach discussed here is submapping, and is particularly useful for large en-

vironment SLAM. This is similar to the partitioning approach outlined earlier except the

submaps are never merged. The robot still operates in a local submap with its own coor-

dinate frame. These methods can be broadly divided into global and relative submapping

[11].

Global submapping maintains a global map that stores all submap base reference

positions. Relative Landmark Representation (RLR) [84] is a global submapping approach

based on Compressed EKF [85]. The aim is to decouple the submaps by introducing

local coordinate frames, and removing weak inter-frame correlations. The result is a

conservative algorithm that reduces time and memory complexity to O(N), N being

the number of global landmarks. Hierarchical SLAM [63] is similar and has local maps

keeping base references of nearby maps. Additionally, a global topological map is used,

where nodes are local map base references and arcs are transformations between them.

Hierarchical SLAM achieves conservative loop closing in O(l) where l is the number of

local maps.

The presence of linearisation errors is a major drawback of the global submapping

approach. Relative submapping solves this by omitting a global coordinate frame and

linking together neighbouring submaps only. In that sense Hierarchical SLAM is a com-

bination of global and relative approaches. The Atlas Framework [24] is a conservative

relative submapping approach. It maintains a topological map of local coordinate frames

with an absence of a global coordinate frame. Feature probabilities with respect to ar-

bitrary reference frames are computed through topological paths with standard graph

search algorithms. This results in a complexity of O(l · log(l)), with l the number of maps.

The Networked Coupled Feature Maps (NCFM) [10] approach is a nearly identical relative

submapping method proposed around the same time. It uses a topological map of nodes

with conservative links, where each node itself is an optimal local map.

A recent efficient submapping SLAM method is Treemap [70], where the environment

is recursively divided into a hierarchy of submaps. The time complexities of the algorithm

are as follows. Local submap update is in O(k2), where k is the number of local landmarks.

When entering a different submap computing the full estimate for that submap requires

O(k3log(n)), for n global landmarks. Computing a global map estimate requires O(kn).
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Experiments in [71] show promising performance of Treemap in closing a loop over a

million landmarks.

2.2.5 Data Association

Robust and consistent data association methods are essential for reliable SLAM operation

[11]. Incorrect associations cause divergence, and that is why this is a vital area of research.

Jointly-compatible Data Association

The Joint Compatibility Branch-and-Bound (JCBB) method [162] searches the interpre-

tation tree to find a hypothesis with the most jointly compatible (non-null) associations.

It uses the Joint Compatibility (JC) test to evaluate the quality of a given hypothesis.

The JC test uses the composite observation function hh̄() to form a vector of predictions

for a given hypothesis h̄:

hh̄(xk|k−1) =


hj1(xk|k−1)

...

hjm(xk|k−1)

 (2.2.5.1)

Similarly, composite innovation vh̄,k and its covariance Sh̄,k are calculated:

vh̄,k = Zk − hh̄(x̂k|k−1) (2.2.5.2)

Sh̄,k = 5hh̄Pk 5 hTh̄ +Rk (2.2.5.3)

The Mahalanobis distance is used to test the hypothesis h̄ for consistency:

D2
h̄,k = vh̄,kS

−1
h̄,kv

T
h̄,k < χ2

d,1−α (2.2.5.4)

JCBB bounds the search by not exploring unpromising nodes, i.e. those not able to

produce a better hypothesis than the current best. The Mahalanobis distance is also

used as a heuristic for branching. JCBB is more effective than ICNN, especially for loop-

closing. Combined Constraint Data Association (CCDA) [10] is a similar approach that

uses a correspondence graph to find a jointly compatible data association hypothesis.

The nodes of the correspondence graph are individual associations, and edges indicate

jointly compatible associations. The algorithm searches the graph for a set of mutually

compatible associations.

Scan-based Data Association

Scan based data association does not use explicit landmarks to localise, as is the case with

traditional metric maps. Rather, it uses dense range sensor data to construct a geometric
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scan pattern of the environment for localisation. These methods have no notion of specific

landmarks, and have demonstrated robust loop closing capabilities. Local Registration and

Global Correlation (LRGC) [87] is a SLAM algorithm adopting such an approach. It uses

scan matching to localise the robot and build maps, with constant time execution in most

cases. A SLAM system using both camera images and scan patterns from dense 3D range-

finder data has been described in [164]. In the application range data is used to construct

a local area geometric scan pattern and camera images are used for loop closure.

Multi-hypothesis Data Association

Multi-hypothesis tracking (MHT) is a reliable data association technique where multiple

hypotheses are tracked to produce multiple localisation and mapping possibilities [11, 48].

To reduce the computational and storage burden low probability hypotheses are typically

pruned. It is useful for loop closing where separate hypotheses can be maintained for

the “closed-loop” and the “no-loop” cases. FastSLAM is a form of MHT [155]. Every

particle with its own map represents a separate hypothesis; particles with inconsistent

hypotheses will be purged through resampling over time. Empirical evidence in [155]

shows the effectiveness of this MHT method.

2.2.6 Challenges in SLAM

Considerable research has been done in the areas of computational complexity, environ-

ment representation and data association [11]. This section summarises current challenges

in the field.

SLAM Development and Testing

A web-based survey of SLAM developers (covered in the next chapter) presented evidence

that basic challenges exist in the development and testing of SLAM systems. These include

issues with the following: ground truth, simulated versus real world SLAM testing, loop

closures, lack of visualisations, numerical errors, and others.

Environment Scale and Structure

The high time and memory complexity is an obstacle for SLAM in large-scale, ambigu-

ous, unstructured environments. The submapping approach aims at enabling large-scale

SLAM, but further work needs to be done in this area. The goal is to be able to robustly

map unstructured areas in the order of hundreds of square kilometers. This may also

introduce additional sensing difficulties relating to outdoor conditions or difficult terrain.

Linearisation errors are a major concern which leads to inconsistency in these applications.
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Large environment SLAM is currently being pursued in the literature [19, 149, 3]. Multi-

robot SLAM is an efficient and convenient way of mapping large environments. Promising

research has been done in this field [163, 31, 90], however the approach introduces new

implementation and design difficulties [57].

New and existing issues

Specific properties, applications and evaluations of SLAM algorithms are being investi-

gated and developed in the research field. These include consistency and convergence

[147, 161], real-time 3D vision SLAM [50, 211, 3], real-time bearing only SLAM [30],

graphical SLAM [177], and data association with experimental evaluations [175]. New

approaches include P-SLAM [34] which is aimed at predicting unknown regions, and

combining SLAM with task based object recognition [203].

2.3 Robotics Development Environments and Visu-

alisations

As the field of mobile robotics matures, research in RDEs becomes more important for

designers, implementers and testers of robotic software. Section 2.3.1 provides a brief

overview of the state of the art in RDE research, Section 2.3.2 outlines existing SLAM

visualisations, and Section 2.3.3 explains AR and its applications in robotics.

2.3.1 Robot Development Environments

Several RDEs have been designed to specifically assist programming mobile robotics soft-

ware (see [125] for a survey). In this section the functionality and visualisation support

provided by a number of these RDEs is briefly outlined. Firstly general requirements

are discussed, followed by descriptions of the systems. Lastly remaining challenges are

summarised.

RDE Requirements

There are a number of functionality requirements such systems are desired to provide.

Fundamentally, support for low-level programming is needed. This refers to low level

interaction with actuators and all exteroceptive and proprioceptive sensors. Secondly,

support for high-level programming is highly desired. This refers to tools, facilities and

abstractions for implementing localisation, mapping, path-planning and obstacle avoid-

ance algorithms. This could also include navigational behaviours for behaviour-based
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architectures. Although it may not be feasible to support all existing algorithms, sup-

port for the more common approaches is achievable e.g. EKF and particle filter SLAM.

Thirdly, some support for multi-robot programming is desired as these systems see wider

applications in research. This means seeing the swarm and its behaviour holistically, as

well as the ability to discern the decision making of individual robots.

Multi-robot RDEs need to address the issue of scalability and avoid overwhelming

the user with information. For a system with distributed software, it is desired for an

RDE to provide visualisation and integration of its various components. A simulator is a

non-essential but convenient feature of an RDE, allowing rapid prototyping and testing

of software without needing hardware. Additionally, some sort of visualisation of sensor

data can assist in debugging the hardware.

RDE Systems

A number of systems concentrate on providing multi-level support for programming single

robot software, usually along with some form of a simulator and a sensor data visualisa-

tion utility. Player [78, 77, 76, 42] provides a low-level API (Application Programming

Interface) with libraries in C++, C, Python and others. It is designed for communication

with low-level components such as sensors and actuators. Stage (2D) and Gazebo (3D)

are multi-robot simulators for Player, and support common sensors including sonar and

laser range-finders. Frequently, little modification is needed to shift from simulation to

hardware. The playerv tool can be used to visualise range sensor data. Additional Player

modules include Monte-Carlo localisation, path planning and VFH obstacle avoidance

[125]. In [225] SLAM was implemented using Player for low level control, and experi-

ments included simulations in Stage and executions on real robots. Advanced Robotics

Interface for Applications (ARIA) [102] provides a low-level and a high-level API for C++.

The low-level layer provides communications with hardware, i.e. sensors and actuators.

The high-level layer provides basic behaviours and decision making. However, these pack-

ages are only compatible with hardware manufactured by Mobile Robots Inc. Supporting

software for ARIA include visual object tracking, speech recognition and localisation [125].

Pyro (Python Robotics) [22, 21] is a development environment and an API imple-

mented in Python. It aims to target high-level control of robotics applications, providing

functionality for neural network and behaviour based controllers. Low level details are

abstracted into groups such as range sensors and motion control. Pyro is also compatible

with components written in Player and ARIA, and its applications can run in Stage and

Gazebo. Notably, Pyro includes tools for 3D visualisation of sensor data (see Fig. 2.4).

CARMEN (Carnegie Mellon Robot Navigation Toolkit) [153, 154] provides a robot pro-

gramming interface for C, organised in a 3-layer architecture. The lowest layer provides

control over sensors and actuators. The middle layer provides higher level functionality
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Figure 2.4: 3D infrared sensor data visualisation (from [22]).

for localisation, path planning, collision avoidance and object tracking. The final layer

is the user’s application. CARMEN also includes a simulator and basic 2D visualisation

tools for sensor data and path planning.

Other systems have been aimed at multi-robot programming in general. TeamBots

[13] (or JavaBots [14]) is a Java based API of classes and packages for multi-robot pro-

gramming and research. It provides a communication layer between hardware and the

control application. A simulator for testing is included, and simulation code can run on

hardware through the same API without requiring adjustments. MissionLab [143, 129] is

an extensive robotics toolkit and simulator for mission planning and execution by multi-

robot teams. It is dominated by graphical interfaces which eliminate the necessity to

know any programming languages.

Certain RDEs are specifically designed for building distributed multi-robot software.

These typically offer ways of visualising the entire swarm and also the individual mem-

bers. APOC (Activating, Processing, Observing Components) Development Environment

(ADE) [4, 5, 191] is a Java framework for distributed component architecture design and

implementation aimed at multi-robot systems. Components are hierarchical and can be

individual agents or sensor and actuator abstractions at lower levels. ADE provides vi-

sualisations of components through which they can be edited at development time and

controlled at runtime. Sensor processing visualisation is also provided for testing (see Fig.

2.5). Lastly, ADE includes vision processing, speech recognition and behaviour definition

tools for individual component design.

Miro (Middleware for robots) [215, 62] is a another framework for distributed robotics

systems. Miro tool components are implemented in C++ and exported as CORBA ob-
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Figure 2.5: ADE feature extraction visualisation (from [5]).

Figure 2.6: Grid map visualisation with ROS (from [187]).

jects, therefore giving a degree of language and platform flexibility. These tools contain

abstractions for range sensors, bumpers, and odometry. Miro additionally contains higher

level facilities for localisation, path planning, and a GUI for behaviour definition. Mobile

and Autonomous Robotics Integration Environment (MARIE) [44, 45, 46] is a C++ frame-

work for integration of distributed heterogeneous robotics software. It provides support

for integrating components developed using other systems like Player, ARIA and CAR-

MEN. Libraries provided in MARIE include support for behaviour based architectures,

fuzzy logic, vision processing and neural network controllers.

Possibly the most flexible support for visualisations is offered by ROS (Robot Oper-

ating System) [182], which includes a large variety of datatypes, such as point clouds,

geometric primitives, robot poses and grid maps (see Fig. 2.6). ROS offers support for

low-level device control and higher level algorithms, and has also been integrated with

other RDEs including Player. OpenRTM-Aist [2] is a middleware framework for inte-

grating robotic software components. Components could be fine grained such as those

responsible for sensor control, or coarse grained such as those containing navigation algo-
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rithms. OpenRTM-Aist provides conceptual visualisations for component management.

OPRoS [106] is another component-based robotic software platform. OPRoS also offers

flexible component granularity and conceptual visualisations for creating and manipulat-

ing components.

RDE Challenges

Existing RDEs provide sophisticated support for low-level device management (e.g. Player),

higher level algorithms (e.g. CARMEN), multi-robot systems (e.g. TeamBots), and com-

ponent integration (e.g. OPRoS). With respect to visualisation, virtual sensor data vi-

sualisations are common as well as visualisations of simple data-types (as in ROS). The

current challenge is two-fold. First, visualisations are needed which are directly embedded

within the robot’s operating real world environment. Second, sophisticated visualisations

specifically for SLAM systems are needed. This is essential for the user to relate the

robot’s SLAM state and algorithmic processing to the real environment in which the

robot is operating.

2.3.2 SLAM Visualisation

Virtual real-time visualisation of SLAM systems has been reported to a limited extent in

the literature. These SLAM visualisations are not part of any RDEs, but were custom

made by the developers for their SLAM systems. The basic requirement is visualising the

SLAM state estimate, which is the environment model and the robot pose or trajectory.

The details of how this is done depend on the map representation and the SLAM algorithm

used.

No formal studies have been done for visualisation techniques in SLAM. The SLAM

visualisation state of the art is inferred from the visual representations of SLAM systems

and data in the literature. The current method of visualising EKF-style SLAM is by

showing the mean estimates for the robot and features, along with the covariance ellipsoids

showing the individual uncertainties (e.g. see [12, 161, 175]). For Particle Filter type

SLAM, all current robot poses and mean feature locations are shown for all particles (e.g.

see [157, 152, 155]). This represents the robot and feature probability distributions as

“point clouds”, where the shape and density convey the uncertainty characteristics. Note

that these existing methods are purely virtual plots, without the method of AR.

In [165] a feature based EKF SLAM algorithm was implemented with a path-planner

that used a topology of virtual free-space markers. During experimentation, the explo-

ration phase was done manually through a real-time 3D visualisation (Fig. 2.7). The

navigation was done through the visualisation because the operator could not directly

see the robot and its environment. Following exploration, the robot autonomously re-



32 Literature Survey

Figure 2.7: Virtual real-time SLAM visualisation (from [165]).

turned to the starting point using its path planner. The free-space markers are shown as

dark ellipses in Fig. 2.7, feature uncertainties are shown as dotted lines and the robot

uncertainty is shown as an ellipse around its base.

Naturally, certain 3D SLAM applications are able to generate environment models that

can be useful for human observers. [144] describes a 3D SLAM system with visualisations

of the environment model constructed from the robot’s point of view (Fig. 2.8). Vision

based 3D SLAM systems in [49, 50] use map models consisting of 3D point features.

The systems can generate real-time visualisations as the environment is mapped (Fig.

2.9). On the left hand side a real camera image can be observed with the tracked point

features highlighted. On the right hand side a virtual model is shown of the features and

Figure 2.8: 3D SLAM model of an indoor area (from [144]).
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Figure 2.9: 3D Vision SLAM model of point features (from [49]).

uncertainty ellipses within the robot’s coordinate frame.

The main drawback with these types of SLAM visualisation techniques is the inherent

fact that they are virtual. By being entirely virtual they create a cognitive gap that

must be bridged in order to link with the real world. Visualisations such as Fig. 2.9

begin addressing this issue by incorporating real camera images. However, to significantly

improve the perceptual and cognitive overlap between the robot and the human, a form

of interaction embedded in the real world is needed.

2.3.3 Augmented Reality in Robotics

AR is the environment view resulting from generating virtual objects spatially registered

in real time within a view of a real scene [18, 8, 7]. AR has seen many applications

[18, 8, 7, 91] in the military, surgery, training and manufacture. Its purpose in robotics

is to increase perceptual or cognitive overlap between the human and the robot, and to

improve Human-Robot Interaction (HRI) interfaces. With respect to robotics there are

several common AR hardware configurations [18, 7]. Firstly the camera can be mounted

on the robot itself; the virtual objects are augmented to the camera image and the image

is then sent to a Visual Display Unit (VDU). Secondly, the robot can be viewed from

a third person perspective by an external camera with similar image post-processing.

Lastly, a popular arrangement is to view the world through an AR HMD. The user sees

the augmented world through the HMD, and for correct image alignment the system must

track the user’s pose. Optical HMDs use semi-transparent mirrors to merge virtual images

into the scene; video HMDs use camera video streams and opaque mirrors.

AR has seen considerable use in robotics to enhance the human-robot interface. Mobile

robotics AR applications can be broadly divided into targeting development or operational

stages of mobile robotics software. The following sections also briefly outline mixed reality

applications in robotics as well as AR in manipulator robotics.



34 Literature Survey

(a) Sonar data visualisation. (b) Comparing IR (purple) with sonar
(blue), clearly the sonar sensor is malfunc-
tioning.

Figure 2.10: ARDev in operation (from [43]).

AR in Robot Development

AR applications targeting development aid in testing the robot software or hardware, and

in visualising the robot’s state in real time. ARDev [43, 41] is an excellent example of

such a system. The goal is to increase the programmer’s understanding of the robot’s

world view. It does this through visualisation of sensor data with AR (Fig. 2.10). Thus

the programmer can compare the AR view with the ground truth to test and debug

hardware and software. AR has also been proposed for programming industrial robots

[176]. In this application the operator wearing an HMD uses a hand-held input device to

specify waypoints on a target object for the robot to learn. Similarly in [93] AR is used

for machine assisted assembly of fragile semiconductor components. In [50] AR has been

used for testing of a vision based 3D SLAM system (Fig. 2.11). Virtual features were

augmented to the real environment for the SLAM system to map.

AR in Robot Operation

AR applications targeting operation involve supervising or communicating with the robot

in real time as it performs its task. In [171] AR is used for supervision of semi-autonomous

robot navigation tasks. A topological map is generated online and visualised with AR

(Fig. 2.12). The red cylinders are the topological nodes, and the blue line is the planned

path. The supervisor is able to create map nodes and set a specific node as a destination.

The robot automatically computes paths and navigates between nodes. In a similar sys-

tem described in [79, 80] the user can construct a topological map by physically pointing,

and the system visualises the nodes together with the planned path. Another notable sys-
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Figure 2.11: Virtual objects added to the environment for mapping (from [50]).

Figure 2.12: Topological map visualised with AR (from [171]).

tem is CHOROS [120, 194], a development environment for mobile robot “performances”

(educational or theatrical). Through AR CHOROS allows the programmer to create paths

for robots and associate video and audio objects to waypoints in the paths. Commands

are then sent to behaviour controllers to execute these paths.

In [47] AR is used to supervise a swarm of 20 robots for search and rescue scenarios

(Fig. 2.13). Virtual arrows above every swarm member in view convey the intention and

direction of travel. The supervisor wears an HMD and can move around and monitor

the swarm in real time. Alternatively in a search and rescue scenario, the arrows in

Fig. 2.13 could point to the location of a survivor, thereby leading the rescue team.

Another application of AR for mobile robot teleoperation is presented in [29]. The aim is

to virtually reconstruct the terrain in close vicinity of the robot with a structured-light

sensor. This enables continued teleoperation in case of a loss of real camera vision or poor

visibility.

In [119] AR was used for assistance in a search and rescue scenario using an un-

manned helicopter. The operator wore an HMD and teleoperated the helicopter. Textual

annotations and virtual buildings were viewed in AR by the operator to assist in the
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Figure 2.13: Robot swarm supervision (from [47]).

mission. In [131] AR was used to ease sewage pipe inspection tasks by a teleoperated

mobile robot. The proposed application included virtually overlaying floorplans, image

enhancements and automatically detecting faults in the pipes. Similarly in [132] AR was

applied for telerobotic sewer pipe inspection by modelling the features in the surrounding

3D environment. This allowed fissures, surface wear and other faults to be quantitatively

measured and highlighted with virtual models.

Mixed Reality

In [166] mobile robot teleoperation was implemented through augmented “virtuality” (a

form of mixed reality), where real world images/video streams are embedded in a virtual

environment. The system builds a virtual representation of the environment from the

map and sensor information. The robot uses a pan-tilt camera for navigation, and in

the user interface (UI) the camera video stream is embedded into the virtual world (Fig.

2.14). The projection angle in the UI corresponds to the orientation of the real camera.

Usability studies show that this arrangement efficiently reduces the difficulty of mobile

robot teleoperation using a pan-tilt camera [166]. Earlier systems in [167, 184] spatially

embedded real world photos in a virtual world model to represent more details and reduce
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Figure 2.14: Simulation of the navigation system from [166]. The real video stream would be rendered
as the camera projection.

(a) The real image. (b) The virtual image. Note the per-
son is depicted as a pawn-like shape.

Figure 2.15: TOURBOT web interface (from [212]).

the cognitive workload for the operator. More recent improvements include the zoom

function for the pan-tilt camera and 3D modelling of terrain immediately in front of the

robot in an otherwise 2D virtual model [81].

A further step away from AR is using completely virtual environments. TOURBOT

[212] is a semi-autonomous web-teleoperated museum tour guide robot. It is designed as

an avatar for remote users to take museum tours. Through its web interface it displays a

real video stream for exhibit viewing as well as a virtual 3D environment model (Fig. 2.15).

The purpose of the virtual visualisation is to clarify to the user the robot’s navigation

and obstacle avoidance decisions. The user has high level control by means of specifying

which attraction to move to.
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(a) The simulation. (b) The real robot.

Figure 2.16: Predictive telerobotics interface (from [232]).

AR in Manipulator Robotics

AR has seen prevalent use in manipulator robotics. ARGOS (Augmented Reality through

Graphic Overlays on Stereovideo) [150] is an earlier AR system providing many useful

features. Among these were virtual tape measures for quantification, virtual tethers to

aid perception and virtual object overlays for edge enhancement. In [146] a predictive

interface using AR allows high level task specification for a manipulator robot. The AR

display virtually renders the gripper during the off-line simulation, before sending the

commands to the actual robot. Another AR predictive interface is described in [232]

(Fig. 2.16). The purpose of the AR simulation using a virtual gripper is predicting

the gripper’s response; thereby enabling a safe and robust formulation of commands for

the target operation, such as pick and place. In [160] AR was used to overlay a virtual

coordinate frame over a manipulator arm. The aim of this was to intuitively ease joystick

teleoperation of the manipulator, as the AR coordinate frame directly translated to the

joystick coordinate frame. An exciting application of AR for Explosive Ordinance Disposal

(EOD) was presented in [128]. The user teleoperated a mobile robot mounted with a

bimanual (2 arm) manipulator. As well as providing haptic feedback, the interface offered

stereo vision with AR. Virtual markers were rendered to signify possible collision points

between the 2 manipulator arms or with the explosive device.

Summary of AR in Robotics

AR has seen extensive use in enhancing the human-robot interface for mobile robot su-

pervision, teleoperation, manipulator robotics, and various applications. The ARDev

system has pioneered the application of AR for assisting mobile robot development and

debugging, by visualising sensor data and auxiliary information. This application of AR

produced promising results [41]. Hence, AR is a promising method to utilise for SLAM
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Figure 2.17: Visualisation and cognition process (adapted from [228]).

visualisations in order to improve cognitive overlap and assist SLAM development.

2.4 Visualisation Techniques

The field of visualisation addresses the challenge of extracting useful information from

large, high dimensional datasets. High dimensional data contains a high number of vari-

ables, which can be difficult to understand and interpret. Visualisations are used to assist

with perception and understanding of patterns, behaviours and relationships between

variables within the high dimensional dataset [23]. The visualisation and cognition pro-

cess is summarised in Figure 2.17. The visualisation contains multiple visual attributes

which encode the data. As indicated in the diagram, the data variables are mapped

onto these output attributes, in such a way as to effectively improve the perception and

understanding of the data [92, 227]. Prior to mapping the data may need to undergo a

transformation, such as selection of a subset of interest, conversion to discrete or continu-

ous form or dimension reduction. Visual objects that display the data using visual output

attributes are known as visualisation icons. With respect to a given visualisation icon, its

output attributes include:

• Scaled position

• Orientation

• Size (Length, Area, Volume)

• Shape

• Texture

• Colour

An important question is how to most effectively map the input data variables to

the visual output attributes. This is usually done based on a certain property of the

outputs, such as representational accuracy, perceptual dimension or information content

[228]. Representational accuracy is the ability of an attribute to display quantitative in-

formation represented by an input variable. Above, the attributes are listed in order of
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decreasing representational accuracy. Perceptual dimension refers to the number of per-

ceptually differentiable dimensions within the attribute, which can be used to display input

variables. For example, consider a visualisation icon with a scaled position in 3D (x,y,z)

space, therefore giving 3 perceptual dimensions. The icon may have a length along the

x-axis, giving another perceptual dimension. It may have an (x,y) area, which gives an-

other dimension, as does a volume extruding into the z-direction. Colour technically has 3

perceptual dimensions (hue, saturation, lightness), although in practice only two are used

(hue and one other). Orientation can offer up to 2 perceptual dimensions, direction and

magnitude. Shape and texture can offer a high number of dimensions depending on the

complexity of the icon. Information content is the product of representational accuracy

and perceptual dimension. In order to encode data properties with the shape attribute

an elaborate modelling process can become necessary, e.g. computing 3D textures encod-

ing directional information or building hierarchical structures representing relationships

between subsets in the data.

The input variables are mapped onto the output attributes based on the requirements

and significance of the inputs [227, 228]. For instance, the most important variable might

be mapped onto the attribute with the highest representational accuracy, and so on.

However, if it is a qualitative variable, the colour attribute might be most suitable for

it. Furthermore, certain attributes are uniquely suited to certain inputs. In scientific

data, it is intuitive to map the scaled 3D position attribute to the physical 3D world

coordinate variables of the dataset. Animation is another attribute, uniquely suited to

the time domain. Textual annotations can be considered an attribute, although should

be used carefully to avoid occlusions and clutter.

This section briefly surveys visualisation techniques for high dimensional data. The

visualisation techniques are classified as being most applicable to either multivariate or

scientific data. Broadly, scientific data distinguishes between dependent and independent

variables, while multivariate data does not [227]. Additionally scientific data typically has

a physical 2D or 3D spatial and temporal components within the variables, while general

multivariate data is usually non-spatial. The purpose of this part of the survey is to

review techniques which may be applied or built upon for SLAM data visualisations.

Overall, existing research in data visualisation focuses on the detection and analysis

of features and relationships of interest within the data. To achieve this, multivariate

data is transformed and rendered within a 2D or 3D visualisation space using various

techniques including data matrices, dimension reduction, as well as non-orthogonal and

hierarchical coordinate systems. For scientific data, its physical spatial component often

directly maps onto its 2D or 3D visualisation space. As the data is often a field over the

space, techniques have been developed for its visualisation. The techniques depend on the

type of data (scalar, vector, tensor), and whether it is desired to visualise the entire field
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or topological features of interest. The techniques include direct volume rendering, colour

mapping, isosurfaces, streamlines and streamsurfaces. These techniques are explained

further in the following sections.

2.4.1 Multivariate Data

A multivariate dataset is a set of data entries where each entry ei is a collection of

measurements (xi,1, . . . , xi,n) for each variable x1, . . . , xn. General multivariate data does

not distinguish between dependent and independent variables. Furthermore, as a spatial

domain usually introduces independent variables, multivariate data is commonly non-

spatial.

A comprehensive survey of visualisation methods for multivariate data is presented in

[226]. At the most fundamental level, a scatterplot shows the relationship between two

variables. A scatterplot matrix is a two dimensional square grid of scatterplots, relating

all of the variables. Curves are often fitted to the scatterplot data for easier detection of

trends and patterns. Building on this, research has been done to improve the interactivity

with the data. Data brushing allows the user to select a region of data inside one element of

a scatterplot matrix, and have the selected region highlighted in all of the other elements.

Using the hyperslice method, the user defines a point of interest within the data. This

point is then moved by the user inside a scatterplot matrix element, and the effect of

the movement is shown in all other elements. These interactive techniques enable closer

examination of specific regions of data, which may be of interest to the user.

Data matrix visualisations use colours to encode the data in a two dimensional grid,

to detect variable relationships and patterns. Using the colour and 2D plotting space

attributes allows easier detections of relationships between variables, but makes the per-

ception of exact values in the data more difficult. The Reorderable Colour Matrix [181, 180]

maps numerical values to a colour spectrum, generating a coloured grid from a numerical

data matrix. The coloured grid is then reordered, grouping similar values for easier inter-

pretation. Two related approaches are shown in Fig. 2.18. The Data Image [151, 145] is

a very similar method, where a number of reordering schemes were suggested to facilitate

detection of patterns and symmetry within the data. An interesting technique known as

Corrgrams was introduced in [72]. Here, coloured grids are used to visualise covariance

and correlation matrices. Again, the grid is rearranged based on similarities as shown

in Figure 2.18 (b). This technique may be particularly relevant for visualising SLAM

covariance matrices.

Non-orthogonal coordinate systems are a popular way of representing multivariate

data. These techniques only use the 2D space attribute within which they are plotted. Fig.

2.19 shows examples of these methods. Parallel coordinates [103] map an N-dimensional

dataset onto a 2-dimensional visualisation space, using a set of N parallel axes as shown
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(a) Data Image [151]. (b) Corrgrams [72].

Figure 2.18: Data Matrix visualisations.

(a) Parallel Coordinates
[103].

(b) Star Coordinates [113]. (c) Hyperbox [226].

Figure 2.19: Non-orthogonal coordinate visualisations.

in Fig. 2.19 (a). Each vertical axis represents a variable of the input dataset. A data

entry is displayed as a polygonal line joining N vertices across the vertical axes, where

each vertex is a variable measurement within the data entry. An interesting application

of parallel coordinates has been presented for Air Traffic control [103]. Plotting aircraft

trajectories in physical 3D space will not always show collisions correctly due to the

temporal component of the measurements being absent. However, using 4-dimensional

parallel coordinates (3D space and time), any two perfectly coinciding data lines (entries)

mean that two aircraft will be present in the same 3D position at the same time (collision).

Parallel coordinates have also been combined with the Reorderable Coloured Matrix in

[199]. It was found that the approach is generally effective once the slight learning curve

is overcome.

Star Coordinates [113, 130] apply a similar logic but with star-shape arranged axes.

Within a given data entry Pj, each variable measurement is represented by a vector whose

direction is the direction of the variable axis and whose magnitude is the measurement

value. Thus, the location of Pj is the vector sum of its variable measurement vectors,

as depicted in Fig. 2.19 (b). Star coordinates have been used effectively for analysis of



2.4 Visualisation Techniques 43

telecommunications customer service data [113]. Star coordinates have been extended

to 3D space in [195], offering more effective cluster and pattern detection than its 2D

version. The Hyperbox [226] is another application of non-orthogonal coordinates. It is a

2-dimensional depiction of an n-dimensional box, as shown in Fig. 2.19 (c). Every edge

represents a variable axis, and data is plotted within the surfaces formed by the edges.

Generally, non-orthogonal coordinate systems can be convenient for showing relationships

within high-dimensional data, but they can be difficult and non-intuitive to understand

without preparation.

A popular related area of research is dimension reduction. The output attribute these

techniques use is the plotting space the data is reduced to. Multi-Dimensional Scaling

(MDS) [181, 179] converts data points from an n-dimensional space to a 3D Euclidean

space for visualisation. The key property is that during the projection, the relative high

dimensional distances between data points are conserved, i.e. high dimensional clusters

will appear as such in low dimensions. MDS is primarily used to detect similarities

(clusters) in the data and its evolution over time. The disadvantage is that absolute

locations of data points in the reduced space provide no meaningful information. MDS has

been successfully used together with the Reorderable Coloured Matrix in [179]. Equalized

Orthogonal Mapping [148] maps n-dimensional data to an orthogonal 2D space while

preserving its topology. This is used to detect relationships between datasets, and has

been applied to classification of gasoline blends by octane rating. Non-linear Principal

Component Analysis (NLPCA) [126] extends the classic Principal Component Analysis

by removing both linear and non-linear correlations between variables. Subsequently, the

data is plotted within the feature space generated by the principal components, showing

the variability within the data. The obvious drawback is that there will be inevitable

information loss due to the removed dimensions. Self-Organizing Feature Maps (SOFM)

[118] is another dimension reduction method. Each N-dimensional data sample is mapped

onto a regular 3D unit sphere, which is then distorted based on the underlying variation

in the data. The spheres are visualised to compare different samples. Viz3D [6] maps

n-dimensions to 3-dimensions and allows interactive manipulation of the visualisation for

detailed viewing of clusters or any selected regions.

The Worlds within worlds [226] method uses embedded coordinate frames in a hi-

erarchical fashion (Fig. 2.20 (a)). The first three variables (X,Y,Z) are plotted within

the outermost orthogonal coordinate frame. Following this, the user interactively defines

a position within that frame to be the origin of the nested (U,V,W) frame. The next

three variables (U,V,W) are plotted, and again the user chooses a location within the

(U,V,W) frame for another nested coordinate system for any additional variables. The

process continues until all variables have been plotted. Different variable mappings offer

different views of the data, but this also presents a problem of selecting from too many
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(a) Worlds within worlds
[226].

(b) Stick figures
[226].

(c) Chernoff faces [37].

Figure 2.20: Various additional visualisations.

possible combinations. The method uses the conventional 3D space output attribute,

but can be confusing and difficult to interpret for high dimensions of data. It is useful

when the underlying relationship between variables reflects the hierarchical structure of

the visualisation.

Other visualisations utilise unique interpretations of certain shapes, assisting the user

to discern similarities and differences between data points. The Stick figures technique

[226] (Fig. 2.20 (b)) uses a five line figure icon and maps variables to limb angles. Up to

five variables can be mapped to angles shown in the diagram, with additional variables

mapping to colour, texture or length of lines. The Chernoff faces technique [37] (Fig.

2.20 (c)) maps variables to various facial features of cartoon faces, such as eyes and nose.

This technique has been used with promising results for fossil classification [37]. The key

point of this technique is to make use of the human’s ability to discern small changes in

facial features representing different emotions.

2.4.2 Scientific Data

A scientific dataset Snm consists of m independent and n dependent variables [227]. The

independent variables are normally 2D or 3D physical space and time, discrete or contin-

uous. The dependent variables are the data fields of interest defined over the independent

variables, for example pressure, temperature, concentration or particle velocity. These de-

pendent variables are normally represented by scalar, vector or tensor fields. The purpose

behind visualisation of scientific data is to represent large amounts of data in a simple way

in order to facilitate exploration of the data and recognition of patterns, hidden struc-

tures, and points of interest. For example when visualising the temperature in a room,

points of interest may be the areas of maximum and minimum temperature, the temper-

ature changes between night and day, how hot air distributes throughout the room, and

whether there are any areas where condensation might lead to dampness and mould.
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(a) Astrophysics [178]. (b) Medical [105]. (c) Chemistry [127].

Figure 2.21: Examples of different applications of scalar field direct volume rendering.

As scientific data usually has a spatial element, the independent physical observation

space is often mapped directly onto the 2D or 3D visualisation space (i.e. the scaled

position attribute). The independent temporal domain is conveyed by animating the

visualisations. Consequently, this means that the remainder of the output attributes (such

as size, shape, texture and colour) are available for visualising the dependent variables.

Hence, visualisation techniques discussed in this section investigate ways of mapping these

output attributes to scalar, vector or tensor field data.

Scalar Fields

Scalar fields present the simplest type of scientific data. These define a scalar variable

which is measured at every point within the physical observation space and time dimen-

sions. Temperature and salinity of ocean water are examples of separate scalar fields. A

simple and intuitive method of visualising scalar fields is direct volume rendering [92, 227].

The visualisation is created by interpreting scalar values as light emitting and absorbing

gas particles. An image of the data set is created by associating different field values

with different colour and transparency values. The data set can then be rendered by ray

casting and accumulating along each ray the colour contributions reaching the ray origin

(eye or camera point).

Fig. 2.21 shows examples of direct volume rendering. Scalar fields from astrophysics

simulations are visualised in [178] (Fig. 2.21 (a)). The figure shows the density of sub-

atomic particles within a region of cosmic dark matter. A method for spatially and

temporally splitting scalar fields has been presented in [105] (Fig. 2.21 (b)). A suitable

application is in medical imaging, where the scalar data set can be semantically partitioned

into soft and bone tissue and visualised. In [127] a scale-invariant volume rendering

method is discussed (Fig. 2.21 (c)). As an example application a Fullerene molecule is

visualised.

The association of field values with colours is known as colour mapping [227, 92] and
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(a) Vortex bubble [193]. (b) Atomic nucleus [221]. (c) Biomolecular visualisa-
tion [202].

Figure 2.22: Examples of different applications of scalar field isosurface rendering.

has been applied to a wide variety of visualisation techniques. In the simplest case a

region of interest is defined as a plane (slice) through the data set and field values along

the plane are indicated by different colours. The technique can also be applied to more

complex geometries and visualisation icons in order to encode scalar field information.

A variety of colour scales can be used here, including blue-green-red, rainbow, gray and

heated (brown-orange-yellow). Generally colour mapping gives a good overview of the

scalar field distribution, but is poor at accurately representing quantitative information.

Another common visualisation is known as an isosurface [92] (Fig. 2.22). It depicts

a 3D region of a given fixed scalar value within the field (an isovalue). In 2D this is

an isocontour. Isosurfaces in [98] are used to visualise ocean temperature in geovisual

analysis. The work in [193] uses isosurfaces to compare different scalar fields (Fig. 2.22

(a)). The image shows the interaction between different scalar fields in fluid flow data. In

[221] isosurfaces of critical isovalues are automatically detected and visualised (Fig. 2.22

(b)). Critical isovalues present regions of interest within a scalar field due to topological

changes. The figure shows probability regions of sub-atomic particles within a nucleus.

In [202] a contour tree concept is used to construct a topology of isosurface components

within a scalar field (Fig. 2.22 (c)). This is used to observe the isosurface variations

over time. The figure shows four sub-molecular components of a hemoglobin molecule.

Similarly, work in [206] examines temporal events of merging and splitting of isosurfaces

within a contour tree.

Multi-field particle-volume data is similar to scalar field data. A particle presents a

discrete sample in physical 3D space. It contains measurements for one or more scalar

variables, which are being observed within the physical space. The work in [139] detects

clusters within the feature space of the multi-field scalar variables, in an astrophysics

simulation. Then these clusters are visualised with volume rendering and isosurfaces in

the physical 3D object space of the particles. [159] also deals with visualisation of particle
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based simulations in cosmology. The multi-field particles are interpolated into a regular

grid and visualised with multiple isosurfaces in object space. In [186] isosurfaces are

extracted and rendered directly from unstructured particle volume data. The aim is to

avoid resampling the data for regularity or having to convert it to a grid.

Instead of visualising individual values of a scalar field, another approach is to observe

its overall behaviour by looking at its topology. This involves visualising critical points

of the scalar field, that is points where the gradient of the scalar field is zero. These

may either be extrema or saddle points. This technique is applied in [188] to fluid flow

analysis. Scalar field critical points are visualised along with stream-lines and stream-

surfaces which connect the critical points (separatrices). In [107] local extrema of the

swirl scalar field in fluid flow are used to locate and visualise vortex cores.

Finally, interesting investigations have been done in visualising correlations between

scalar fields within the same physical 3D space. In [190] correlation fields are visualised,

which are scalar fields of the correlations between the scalar fields of data. Because render-

ing all of the correlation fields is difficult, the authors use hierarchical graphs where each

node shows some overview information about a particular correlation field. Correlation

fields of interest from the graph can be visualised with direct volume rendering.

Vector Fields

Vector fields define a vector for every point of the observation space. These are naturally

suitable for scientific investigations where both direction and magnitude variables are ob-

served in a spatial domain, e.g. velocity vector fields in fluid flow or wind measurements.

A simple and intuitive way of visualising vector fields is with arrow symbols (glyphs) [92],

where the direction and magnitude of the arrow conveys the corresponding properties of

the vector field at that location. Direct volume rendering is used with vector fields to

render the magnitude only, often combined with other types of visualisations to commu-

nicate direction. The FieldVis tool [68] renders velocity magnitude with volume rendering

together with streamlines to show direction.

Streamlines are a popular way of visualising vector fields [92]. These are integral curves

which are tangential to the vector field at all points along the curve. These provide an

instantaneous snapshot of the vector field, although the positioning of these streamlines

within a visualisation is not obvious. They may be evenly distributed with a desired

density or optimised to elucidate particular topological features. Pathlines show fixed

trajectories of zero mass particles through the vector field over time. In [35] streamlines

are used to visualise magnetic fields in astrophysics simulations (Fig. 2.23 (a)). The

authors introduce a new method of streamline placement using a similarity metric based

on Euclidean distance, shape and direction of the streamlines. Streaklines are similar to

pathlines, except the path is itself advected with the vector field. An example is releasing
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(a) Streamlines [35]. (b) Particle Advection [96]. (c) LIC [9].

Figure 2.23: Examples of different techniques for vector field visualisation.

dye from a fixed source into a fluid. The dye will leave a streakline as it will move

with the fluid flow. In [68], primarily streaklines along with other techniques are used

to visualise astrophysical magnetic flow. Streamsurfaces [227] are integral surfaces which

form a bounded continuum of streamlines. Pathsurfaces are a similar idea for pathlines.

In [74] path and stream surfaces are visualised for a number of datasets. The authors

introduce an accurate new algorithm for integral surface computation which is applied to

construct the surface visualisations. In [222] a new concept of “eyelet” lines is introduced,

which are groups of path and streak lines that pass through the same point in space (the

“eyelet”) at different times. These eyelet lines are also visualised as continuum surfaces. A

flow volume is a 3D extrusion of a stream surface. In [233] implicit flow volume rendering

is used to visualise a number of datasets, including air flow in a tornado.

Particle Advection visualises flow of 3D vector fields by sparsely distributing and ad-

vecting particles along their pathlines within the field. The particle motion can be shown

by blurred textures, trace lines or animations. In [96] (Fig. 2.23 (b)) regularly spaced

particles are advected with animations to visualise hurricane wind velocity data. In ad-

dition, a short field line is rendered through each particle to represent the vector field at

that instant. In [15] particle advection is used to visualise vortex spirals around turbines

in computational fluid dynamics. Particular regions of interest within the vector field

are visualised by looking at regions of high helicity (degree of spiral motions) and low

pressure.

Texture based visualisations have been applied for vector fields. A technique known as

Line Integral Convolution (LIC) [33] uses textures to visualise surface or 2D vector fields.

A noise texture is blurred along the direction of the vector field to create a dense textural

representation of the flow of the entire vector field. This method avoids the positioning

issue related with streamlines. In [9] traditional tangential LIC has been combined with

LIC patterns orthogonal to the vector field (Fig. 2.23 (c)). The visualisation is animated

in the direction of the vector field, and the purpose of the orthogonal LIC is to assist
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motion detection when viewing the animation.

Similarly to scalar fields, critical points or singularities in vector fields are points

where the vector field magnitude is zero. Critical points can be sources (minima), sinks

(maxima) or saddle points. These are visualised to observe the topology of the vector

field. In [137] discrete vector field sample points are interpolated and singularities are

detected within those fields. Then LIC is used to render the vector fields together with

the detected singularities marked as coloured icons. In [86] critical points are examined

and manipulated in topology-based vector field visualisations. This allows the design

and construction of vector fields with desirable properties for certain applications, such

as efficient fuel flow inside engine cylinders. The visualisations in [208] are concerned

with streamline and pathline oriented topologies. Streamline oriented topologies consist

of critical lines, where each point along the line is a critical point. Pathline oriented

topologies are a newer concept which shows regions of similarly behaving pathlines.

Tensor Fields

Tensor fields define a tensor for every point of the observation space. In scientific and

engineering applications these are typically second order tensors represented by square

matrices whose dimensions are dependent upon the underlying physical space of the tensor

field. This survey constrains itself to second order tensors only. Tensor field glyphs usually

represent the eigendecomposition of the tensor at that point in space. A basic way of

visualising these is with orthogonal lines, where each line’s direction and length represents

an eigenvector with the corresponding eigenvalue. An improved way uses tensor ellipsoids

[92], where the orientation and the length of the principal axes are determined by the

eigenvectors and the eigenvalues of the tensor respectively. This is how individual feature

and vehicle uncertainties in EKF-SLAM are visualised at present. Eigendecomposition is

performed on the individual covariance matrices Pr, Pf1 , . . . , Pfn of the feature and robot

locations (see Eq. (2.2.1.2)). Each uncertainty is visualised as a tensor ellipsoid rendered

at the mean estimate of the corresponding feature or robot within the SLAM map.

In [230] tensor ellipsoids are used in combination with other techniques to visualise

and analyse biomedical data. Strain fields within healthy and diseased human hearts

are visualised with tensor ellipsoids, for an improved understanding of cardiac mechanics

and heart diseases (Fig. 2.24 (a)). The work in [198] uses orthogonal line based glyphs

for tensor visualisation. These are combined with a texture based visualisation that

emphasises the strong eigenvector regions (Fig. 2.24 (b)). Tensor Splatting [17] is a

texture based direct volume rendering visualisation for tensors. Each tensor is mapped

onto a two dimensional footprint (or splat) in the image plane coordinates, which is then

visualised in a texture-based way (Fig. 2.24 (c)).

Individual glyphs are not usually suitable to visualise an entire tensor field. Instead,
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(a) Tensor ellipsoid [230]. (b) Line glyph/texture
[198].

(c) Texture volume render-
ing [17].

Figure 2.24: Examples of different techniques for tensor field visualisation.

continuous representations of the entire field such as hyperstreamlines or hyperstreamsur-

faces are used. Hyperstreamlines are streamlines depicting the flow of the main eigenvector

field of the tensors. Secondary eigenvectors along with their eigenvalues determine the

cross-sectional shape of the hyperstreamlines. Hyperstreamsurfaces are streamsurfaces

generated by joining adjacent hyperstreamlines. [95] discusses hyperstreamlines along

with other tensor glyphs, as related to an application in geomechanics. The use of hyper-

streamlines is modified slightly to show stress or strain time history at a single physical

point in the medium. In [231] hyperstreamlines are used to visualise magnetic resonance

imaging diffusion within brain nerve tracts. Hyperstreamlines are well suited for the

application because they naturally show both longitudinal and cross-sectional diffusion

properties of the nerve tracts. HyperLIC [239] is a combination of hyperstreamlines and

texture based LIC for two dimensional tensor fields. The noise texture is first blurred in

the direction of the major eigenvectors, and then again in the direction of the minor eigen-

vector field. This visualisation presents an overview of eigenvector distribution across the

tensor field domain. [108] makes extensive use of hyperstreamlines and hyperstreamsur-

faces to model stress tensors in geomechanics. They comprehensively model stresses of

different intensities and load distributions.

Tensor fields exhibit topologies which can be visualised for a structural overview of the

field. Degenerate points [97] are a generalisation of critical points where at least two of the

eigenvalues are equal. The structure of the principal eigenvector field can be characterised

by connecting degenerate points with separatrices, which are special streamlines within the

eigenvector field. In [241] visualisations of 3D degenerate tensors and their separatrices

are presented. In addition, the authors render separating surfaces, which contrary to

separatrices, are surfaces that divide the region between two degenerate points instead

of connecting them. The work in [240] deals with degenerate lines, which are continuous

lines of degenerate points in 3D tensor fields. This shows interesting topological features
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over surface tensor fields such as fluid flow over a cylinder surface.

2.4.3 Uncertainty Visualisation

Uncertainty visualisation aims to display uncertainty in scientific or multivariate data

resulting from experimental or simulation errors. The goal is to avoid erroneous conclu-

sions when interpreting the displayed data set. This is relevant for SLAM visualisations

since the robot and feature estimates within a SLAM algorithm are inherently uncertain

due to the sensor data noise. Uncertainty has been visualised by numerous approaches

[174, 224, 140, 110, 192, 136, 142], most relevant being animation and modification of

visual output attributes of existing visualisation icons. The modified attributes include

geometry, colour, opacity and texture. A theoretical analysis of uncertainty visualisation

[242] suggests that visual icons should have sufficient length, that quantitative assessment

requires length and size variables, and that text is integrated where relevant. A user

study presented in [189] suggests that the most suitable technique is highly application

dependent, but color mapping and size scaling seem to perform consistently well.

2.5 Conclusions

Much research has been done on the fundamental problems of SLAM, such as compu-

tational complexity, environmental representation and data association. Current SLAM

challenges include reliable applications in increasingly large and unstructured environ-

ments, convincing real-time experimental evaluations, issues in consistency, convergence

and vision-based SLAM, as well as improving support for SLAM development.

Existing RDEs provide virtual sensor data visualisations as well as visualisations of

simple data-types. Current challenges include visualisations which are directly embed-

ded within the robot’s operating real world environment, and sophisticated visualisations

specifically for SLAM systems. This is essential for the user to relate the robot’s SLAM

state and algorithmic processing to the real environment in which the robot is operating.

No formal studies have been done for visualisation techniques in SLAM. The SLAM

visualisation state of the art is inferred from the visual representations of SLAM systems

and data in the literature. These SLAM visualisations are not part of any RDEs, but

were custom made by the developers for their SLAM systems. The main drawback with

the existing SLAM visualisation techniques is the inherent fact that they are virtual. By

being entirely virtual they create a cognitive gap that must be bridged in order to link

with the real world. In order to significantly improve the perceptual and cognitive overlap

between the robot and the human, a form of interaction embedded in the real world is

needed.
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Existing research in scientific data visualisation focuses on the detection and analysis

of features and relationships of interest within scalar, vector and tensor fields. SLAM

data has characteristics of both multi-variate and scientific data, in the sense of having

an independent temporal element and relationships between data variables. However,

scientific data visualisation techniques are not directly applicable because SLAM data is

not represented as a field. Multi-variate data visualisations are not suitable as they do

not present the physical observation space (i.e. the physical SLAM space). Scientific and

multi-variate data visualisations are also virtual and not embedded within the real world.

Research in uncertainty visualisation suggests that utilisation of visual output attributes

including size, length and colour is a suitable approach.

AR has seen extensive use in enhancing the human-robot interface for mobile robot

supervision, teleoperation, manipulator robotics, and various applications. The ARDev

system has pioneered the application of AR for assisting mobile robot development and

debugging, by visualising sensor data and auxiliary information. This application of

AR produced promising results. Hence, AR is a promising method to utilise for SLAM

visualisations in order to improve cognitive overlap and assist SLAM development. The

intent is that a tool such as this will ease, for researchers and implementers, the task of

testing and debugging SLAM algorithms, and therefore indirectly assist in addressing the

remaining SLAM challenges.
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SLAM Visualisation Requirements

3.1 Introduction

An existing challenge is improving support for SLAM development, which includes detect-

ing and correcting SLAM faults. As discussed in the literature survey, other issues include

lack of SLAM visualisations in current RDEs as well as existing SLAM visualisations be-

ing entirely virtual (i.e. not showing the real environment). Existing visualisations are

difficult to use for SLAM fault detection and analysis. Often the causes of these faults

lie within the real world environment in which the SLAM system operates. These could

potentially be physical environmental artifacts which interfere with the mapping but are

not features themselves, lighting and reflections which interfere with the range sensors,

ground surface gradient and texture which may interfere with odometry and worsen drift,

etc. In order to detect the faults and their real world causes, SLAM information needs to

be observed within the context of the real world.

Due to its intrinsic quality of merging real and virtual worlds, AR has been shown

to be a suitable technique for providing perceptual and cognitive overlap [173, 205, 41].

Applying AR for SLAM visualisations would allow the developer to directly observe the

SLAM information compared to the ground truth of the robot’s real environment. This

would greatly assist in the detection and correction of faults and their causes. In addition,

more advanced SLAM visualisation techniques in AR are needed in order to communicate

greater detail on the algorithm’s internal processing and further ease SLAM debugging.

53
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In this chapter hypothetical requirements for an AR visualisation system for SLAM

are discussed. That is, requirements for an AR system that visualises internal SLAM

state and related information in the context of the real world environment, with the goal

of assisting SLAM debugging. The requirements discuss what SLAM information needs

to be visualised and why. In order to further evaluate a need for visualisations for SLAM

development, an anonymous web based survey of SLAM developers was conducted. The

survey findings are presented in Section 3.2.

The requirements listed are for the two most important and prevalent archetypal

SLAM algorithms [58]: the EKF and the RBPF based FastSLAM. Section 3.3 deals with

visualisation requirements related to the SLAM state for both algorithms. Section 3.4

deals with visualisation requirements for the data association step of SLAM processing.

Lastly, in Section 3.5 more specialised SLAM visualisation requirements are formulated

for some of the more recent SLAM approaches.

3.2 SLAM Developer Survey

The purpose of this survey was to establish the necessity for visualisations in order to

assist SLAM development. The survey was carried out as an anonymous web based

questionnaire. Approximately 100 participants were invited over email, from numerous

overseas universities and research institutions over the world. The participants were

selected based on recent journal and conference publications in the field of SLAM, as well

as participation in SLAM workshops. There were 16 participants in the survey in total. 15

were actively involved in SLAM development at the time, and 15 of the participants were

from independent overseas research institutions and universities. Each participant has

been involved in SLAM research for a number of years, ranging from 2 to 18. The survey

was carried out in the first quarter of 2008, and the original questionnaire is presented in

the appendix.

3.2.1 Survey Findings

This section presents the topics of the questions from the survey, and summarises the

responses to the questions. Each topic below was asked as a single direct short answer

question, with the exception of a single multi-choice question (as detailed below). The

last was an optional open-ended question, asking for any additional comments on SLAM

development or visualisations.



3.2 SLAM Developer Survey 55

SLAM Testing Methods

Developers were asked how they test and debug SLAM systems. A common trend is to

use simulated motion and observation data from a simulated map where the ground truth

is known, hence the expected results are also known (6/16 responses). In some cases

the Player/Stage [76] simulation is used to obtain this data, in others it is generated in

Matlab. Some responses mentioned using assertions in the code prior to testing, to detect

basic internal inconsistencies in the algorithm. Others made it clear that basic simulated

environments are used, with static point features, known data association and simple

error models, understandably because simulation is used early in their testing cycle.

SLAM systems are inevitably tested with real data. It is common to use existing

available real world data (e.g. the Victoria Park dataset) (4/16 responses). Intuitively,

a lot of developers gather their own real world data for testing (12/16 responses). This

is either done by capturing images for vision-based SLAM, or real sensor/odometry data

such as laser rangefinder data. Using real data the algorithm is executed offline, online or

both.

In several cases SLAM output is compared to and visually/numerically checked against

the ground truth if available (6/16 responses). Ground truth for both path/landmarks is

either measured by hand or estimated, or path may be obtained from an external source

such as GPS for outdoor SLAM and acoustic positioning systems for underwater SLAM.

In certain cases, aerial images are used for ground truth. In others, precise ground truth is

not as important as the ability to close loops within complex 3D maps. On occasion, only

the robot path ground truth is known, and this would be compared with the estimated

SLAM robot path.

In some cases the SLAM system evolves as it proceeds through a comprehensive testing

cycle, first in simulation, then offline real data, followed by online real time execution.

Some used extensive visualisations which included robot paths, sensor measurements with

feature extractions, uncertainties, and data associations. Lastly, some developers compare

their solutions against existing, reliable SLAM algorithms.

Difficulties with Testing Methods

Developers were asked what difficulties they find with their existing testing methods. The

most common difficulties related in some way to the ground truth the SLAM output is

verified against for accuracy (6/16 responses). This are issues with unreliability of the

ground truth data, difficulty in obtaining it, complete lack of it, or difficulty in verifying

SLAM uncertainties/confidence when the ground truth is approximate. It was also noted

that knowing only the robot path ground truth means the generated SLAM map may be

difficult to use for reliable localisation.
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Another difficulty pertains to the difference in SLAM performance in simulated versus

real world environments, both online and offline (3/16 responses). This includes formulat-

ing real world noise models for both motion and observation updates and their associated

parameters, synchronisation of motion and observation input data online on a real robot,

and memory/computational constraints when operating online on a real robot. It was

also mentioned that due to incorrect assumptions used in simulation, there may be a

tendency to mutually tune the algorithm and the self-obtained real world data being used

for testing.

Another difficulty relates to loop closures. It may be that closures are difficult to locate

in complex 3D SLAM maps, or that they may hide systematic and scaling errors, thus not

necessarily being a reliable measure of map quality. Other challenges include: selecting

the types of features for better performance and developing the corresponding observation

model, combining SLAM with path-planning in online execution, meaningful visualisation

of cross-correlation, numerical errors/typos which may not be noticed in complex models,

and slow performance when plotting large matrices and vectors in simulators.

SLAM Development Tools

Developers were asked what tools they use to assist in SLAM development. Common tools

used are MATLAB (7/16 responses) and the Robotics Data Set Repository (Radish) [100]

(4/16 responses). Radish contains logs of odometry, laser and sonar data from both real

and simulated robots, with focus on localisation and mapping. The Robotic 3D Scan

Repository [170] is a similar resource also mentioned, which contains logs of range sensor

data.

Visualisation in some form is also used considerably (6/16 responses). This includes

robot poses and trajectories, sensor measurements, extracted features with uncertainties

and data associations, as well as feature points in vision based SLAM and mappings of

unstructured outdoor 3D environments. OpenGL [82] is commonly used to implement vi-

sualisations. Numerous other tools have been noted. Traditional, lower level development

tools such as the GNU debugger, XEmacs, the Data Display Debugger, and Visual Studio

C++ are used. The Mobile Robot Programming Toolkit [20] (MRPT) is used, as well as

the GNU Scientific Library (GSL). MRPT offers C++ libraries for mobile robotics en-

compassing Bayesian filters, geometry, path planning and obstacle avoidance; GSL offers

lower level math capabilities. OpenCV [26] has been mentioned for feature extraction in

vision based SLAM. Player/Stage [76] is also used for simulation experiments.
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Table 3.1: Usefulness of visualisations for SLAM development.
Essential 14/16 (87.5%)

Reasonably useful 2/16 (12.5%)
Marginally useful 0 (0%)

Useless 0 (0%)

Desired Features of Development Tools

Developers were asked what features would be desirable for a SLAM development tool.

The most desirable features pertain to graphical visualisations (4/16 responses). This

includes graphical visualisation of cross-correlation and arbitrary visualisations of high-

dimensional SLAM data which can be easily controlled and configured by the user through

GUIs. A number of other features were listed. Given SLAM output and a corresponding

representation of the ground truth, a tool should automatically evaluate both the accuracy

and the consistency of the generated map. A simulator for real-time simulation of SLAM

is desirable. It should cognitively model the environment in 3D with realistic indoor or

outdoor objects (e.g. chair), model sensor detection within the environment, and model

robot dynamics and interaction with the environment. It was mentioned that repeatable

input is desired for real-time online tests in vision based SLAM, where exact input is

difficult to replicate when the camera is moved around by hand. Other desired features

included fully logging data and being able to walk backwards through all the SLAM steps,

batching experiments to detect effects of particular parameters, better low level debuggers

and fast plotting of large matrices and vectors. 5/16 responses said they did not need

additional features. This is either because they felt all the required features were present,

or that a generic tool would not be feasible and would restrict the research in SLAM.

Graphical Visualisations for Development

Developers were asked if they felt graphical visualisations (2D, 3D, excluding pure text) of

SLAM data (state, uncertainty, etc.) are useful for development/testing. The multi-choice

answers are summarised in Table 3.1.

Desired SLAM Visualisations

Developers were asked what SLAM information they would like to see visualised for the

development/testing of SLAM systems. Currently used visualisations were SLAM state

(pose + features) and uncertainty (covariance) estimates (9/16 responses). This included

real-time plotting of features and trajectory in both 2 and 3 dimensions. In addition pure

odometry pose could be visualised, pure sensor scans, information on which features are

currently observed and which features were successfully associated at a given time step,
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and the final generated map for localisation.

It was suggested that a useful visualisation would be simulating a “random walk”

through the final map. The quality of the robot’s localisation in different regions of the

map would indicate the uncertainty with which that region was mapped. 5/16 responses

mentioned visualising ground truth, and the difference between it and the estimates. A

variation of the trajectory visualisation is to define a number of reference points along

the ground truth of the robot trajectory, where the relative distance between any two

adjacent reference points is known. Then as the robot moves between reference points,

relative distances estimated by SLAM are visualised and compared against the ground

truth.

A number of ideas were given for visualisations not currently developed. One was

visualising the state cross-correlation for EKF SLAM in a meaningful way. Another

was visualising factorised distributions in RBPF SLAM. This includes the robot path

distribution represented by the particle set and the map distributions contained within

individual particles. A general idea was suggested of taking an arbitrary multi-dimensional

distribution and showing its various statistics in two dimensions on screen, in different

ways configured by the user.

Additional Comments

With respect to visualisation tools, needed features included convenient interfaces, scala-

bility, compatibility with different data structures and a high degree of customisation. It

was noted that visualisation tools should be useful to the end users of SLAM in showing

the final generated results which would conceivably be used in other scientific fields and

studies. Not related to visualisation tools, it was noted that in general improvements are

needed to the way SLAM systems are evaluated.

3.2.2 Survey Findings Summary

The first important point the survey illustrates is that there are difficulties and challenges

in testing and debugging SLAM systems. These primarily relate to the evaluation of

SLAM estimates against ground truth. Another difficulty is the discrepancies in testing

within simulated and real world environments. An additional challenge is meaningfully

visualising complex data such as cross-correlations, and detection of numerical errors.

Next, the survey indicates that graphical visualisations of SLAM data are very impor-

tant for SLAM development. 87.5% of participants felt the visualisations are essential,

and the remainder felt they are reasonably useful. Basic SLAM visualisations are being

used at present, mainly estimated state, covariance, and raw odometry and range sensor

data. The final important point illustrated by the survey is that a number of visualisa-
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tions are desired which are not currently developed. These include EKF cross-correlations

and RBPF SLAM posterior distribution samples.

3.3 State Visualisation Requirements

This section examines the visualisation requirements for the state of the feature-based

EKF-SLAM and FastSLAM algorithms.

3.3.1 Extended Kalman Filter SLAM

State Vector

In SLAM, the true pose of the robot and the locations of features are never known.

The system state vector x̂ is the algorithm’s estimate of the robot pose and the features

mapped, as defined in Chapter 2 Eq. (2.2.1.1). The hypothetical essential requirement

is to visualise the estimated SLAM robot pose and map for comparison with the ground

truth seen in the real image. In other words, the augmented virtual imagery represents

the SLAM estimates, and the real world represents the ground truth. This produces a

qualitative indication of the ground truth error, and the accuracy of the system. The

details of how the pose or the map is presented depend on the type of environment

representation (2D or 3D) the algorithm is using.

In particular, the augmented virtual imagery needs to represent the Gaussian mean

estimates for the robot and features, including the orientation for the robot. This needs

to reflect the underlying dimension of the physical mapping space (2D or 3D). In addition

the representation needs to reflect the type of geometric feature used in the mapping

e.g. point or line. The real world image, on the other hand, represents the ground

truth of the environment. That is the robot hardware platform, the physical features

being mapped, and other factors which may influence SLAM execution. Combining the

virtual and real imagery together will qualitatively present the errors as discrepancies

between the estimates and the ground truth, allowing a qualitative assessment of the

SLAM system. Clearly, the accuracy with which the discrepancies are shown will depend

on the registration accuracy of the AR system, which is evaluated in Chapter 6 Section

6.3. In addition, AR visualisations will assist in detecting the causes of faults relating to

real world aspects such as reflective walls, lighting, flooring textures and gradients, which

may interfere with range sensors and/or odometry hardware on the robot.

With respect to algorithm processing, an additional requirement is the visualisation

of the individual prediction and update phases (see Figure 2.2 in Chapter 2). It should be

distinguished how the state is altered separately by the prediction and update steps. If the

features are time-invariant, this should be clear during prediction. This will assist with
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detecting and analysing any faults present. However, due to the complexity of visualising

different algorithmic phases in real-time, this requirement is considered optional.

Note that visualising the robot pose and the map can be considered as a prerequisite

to subsequent, more advanced visualisation requirements for state covariance, data asso-

ciation and map maintenance. Covariances and correlations pertain to specific features

and the pose. Data associations pair observations with mapped features. The map up-

date refines the estimates for individual features and the robot pose. Therefore, without

visualising the map and the pose it may be problematic to visualise their covariances,

correlations, data associations, or how they are affected by SLAM updates.

State Covariance

The system state covariance P is the algorithm’s estimate of uncertainty, as defined in

Chapter 2 Eq. (2.2.1.2). The essential uncertainty measure of a SLAM system is given

by the main diagonal elements Pr, Pf1 , . . . , Pfn . Each element represents the uncertainty

with which the robot pose or the particular feature has been estimated. It is intuitive and

meaningful to visualise each individual covariance as a Gaussian ellipsoid representation

within the plot of the SLAM map, each centered at its respective mean estimate. The el-

lipsoids are 2D or 3D, depending on the physical mapping space. This is the conventional

way of visualising uncertainty in EKF-SLAM systems at present, but without the appli-

cation of AR. In [101] it was shown that robot orientation uncertainty can have significant

effects on the uncertainty limits of landmarks and on the degree of inconsistency of the

EKF algorithm. Hence, it is also important to visualise the degree of robot orientation

uncertainty.

The hypothetical visualisation requirement is to visualise the individual uncertainties

with AR in the context of the real world. Rendering the covariance ellipsoids in AR

will provide a concrete, qualitative assessment of the accuracy and the consistency of the

SLAM system. Assuming adequate registration accuracy, it should be clear whether a

given physical feature falls inside its corresponding covariance ellipsoid or not. Similarly

to the state vector, separate visualisation of the prediction and update phases with respect

to the covariance would also be useful.

The behaviours and convergence properties of the covariance matrix have been studied

intensively [55, 101]. It has been shown that the off-diagonal cross-correlation elements

are vital for an accurate and consistent SLAM solution [59]. Visualising these behaviours

and properties of the covariance matrix is important for observing the correctness of

the system. Further visualisation requirements are formulated based on the covariance

properties proven in [55, 101]. First the properties are explained, and then visualisation

requirements are discussed based on those properties. The full proofs are not presented,

for that see the original text [55, 101].
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Because an analytic expression for general SLAM convergence behaviour has not been

obtained, the work in [101] presents EKF convergence properties for two specific cases.

In the first case, the robot remains stationary and observes two new landmarks. In the

second case, the robot subsequently moves while observing the same landmarks. The

properties are explained for two landmarks, however they apply for any n > 0 landmarks.

Covariance Convergence Property 1

Define Pr,0 to be the initial robot pose covariance at observation point A (note that this

definition differs slightly from Eq. (2.2.1.3) for convenience).

Pr,0 =

[
V ar(φc) P T

r,xyφ

Pr,xyφ Pr,xy

]
(3.3.1.1)

V ar(φc) is a scalar representing the robot orientation variance as in Eq. (2.2.1.3). Pr,xy

is a 2 by 2 submatrix representing the positional uncertainty of the robot. Assume the

robot is stationary at observation point A with an empty map, and observes two new

landmarks, m and m̄, n times. Denote the observation function Jacobian at point A 5hA
for the two features:

5hA =

[
−e −A A 0

−e −Ā 0 Ā

]
(3.3.1.2)

e =

[
0

1

]
, A =

[
dx/r dy/r

−dy/r2 dx/r2

]
(3.3.1.3)

A is the Jacobian submatrix pertaining to feature m, and similarly Ā relates to m̄. A vital

point in this convergence property is that the observation Jacobian must be computed

with respect to the true, not estimated, landmark and robot positions. For convenience,

further denote:

Ae =
[
A−1e I

]
, Āe =

[
Ā−1e I

]
(3.3.1.4)

The full covariance matrix after n observations is shown to be:

P n =

 Pr,0 Pr,0A
T
e Pr,0Ā

T
e

AePr,0 P n
m AePr,0Ā

T
e

ĀePr,0 ĀePr,0A
T
e P n

m̄

 (3.3.1.5)

where

P n
m = AePr,0A

T
e +

A−1RA−T

n
(3.3.1.6)

P n
m̄ = ĀePr,0Ā

T
e +

Ā−1RĀ−T

n
(3.3.1.7)
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where R is the observation noise covariance. In the limit as n → ∞, the covariance

becomes:

P∞ =

 Pr,0 Pr,0A
T
e Pr,0Ā

T
e

AePr,0 AePr,0A
T
e AePr,0Ā

T
e

ĀePr,0 ĀePr,0A
T
e ĀePr,0Ā

T
e

 (3.3.1.8)

Define Pmap to be the submatrix of P which pertains to the landmarks only. The limit

for Pmap is:

P∞map =

[
AePr,0A

T
e AePr,0Ā

T
e

ĀePr,0A
T
e ĀePr,0Ā

T
e

]
(3.3.1.9)

This convergence property illustrates that the only changing elements of the whole covari-

ance are the individual landmark uncertainties, P n
m and P n

m̄. Furthermore, these landmark

uncertainties steadily decrease as shown in Eq. (3.3.1.6) - (3.3.1.7) to the limits shown in

Eq. (3.3.1.9). The final point is that in the special case where the initial robot orientation

uncertainty V ar(φc) = 0, in the limit the landmark uncertainties are equal to the robot

position uncertainty.

P∞map =

[
Pr,xy Pr,xy

Pr,xy Pr,xy

]
(3.3.1.10)

Covariance Convergence Property 2

Assume a stationary robot at point A observes the two landmarks n → ∞ times and

reaches the limit in Eq. (3.3.1.8). Then the robot moves to observation point B and

observes the same landmarks l times. Define the observation Jacobian for the two features

observed from point B 5hB, in a similar manner to (3.3.1.2):

5hB =

[
−e −B B 0

−e −B̄ 0 B̄

]
(3.3.1.11)

The full covariance matrix after l observations is shown to be:

P l = P 0
B + P l

B (3.3.1.12)

where

P 0
B =

 5fxrPr,05 fTxr 5fxrPr,0A
T
e 5fxrPr,0ĀTe

AePr,05 fTxr AePr,0A
T
e AePr,0Ā

T
e

ĀePr,05 fTxr ĀePr,0A
T
e ĀePr,0Ā

T
e

 (3.3.1.13)

P l
B =

 5fuU
l
B 5 fTu 0 0

0 0 0

0 0 0

 (3.3.1.14)
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U l
B =

[
U−1 + l(HT

ABR
−1HAB +HT

AB̄R
−1HAB̄)

]−1 ≥ 0 (3.3.1.15)

HAB =
[
e B

]
5 fu (3.3.1.16)

HAB̄ =
[
e B̄

]
5 fu (3.3.1.17)

5fxr and 5fu are the prediction function Jacobians with respect to the robot pose and

the control input, respectively. U is the control input covariance. In the limit as l →∞,

P l
B → 0. Thus, the lower limit of the state covariance matrix is P 0

B, which is the covariance

matrix when the robot first reaches point B if there is no control noise in moving from A

(U = 0). This convergence property illustrates that, assuming the limit in Eq. (3.3.1.8)

has been reached at point A, the only effect of the observations at point B is to remove

the additional robot uncertainty resulting from process noise as the robot moved from

point A. The landmark uncertainties are not reduced further, as can be observed when

comparing the landmark elements in Eq. (3.3.1.8) and Eq. (3.3.1.13).

Covariance Convergence Property 3

The final convergence property has been proven for the general case in linear KF SLAM

[55], and confirmed for the general case in non-linear EKF-SLAM [101]. The property

states that the determinant of any principal submatrix of the map covariance matrix Pmap

decreases monotonically as successive observations are made:

det(Pmap,k+1|k+1) ≤ det(Pmap,k|k) (3.3.1.18)

Thus the determinant of the map covariance decreases. This is also true for any submatrix

on the main diagonal, including the main diagonal elements themselves, i.e. the individual

feature covariances.

det(Pfi,k+1|k+1) ≤ det(Pfi,k|k) (3.3.1.19)

for feature fi. This makes sense; as the features are static and not affected by process

noise, their absolute uncertainty should not be getting worse (increasing) after they have

been observed. Successive observation can only reduce the uncertainties. The property

in (3.3.1.18) may be further divided into the following two properties, which differentiate

prediction and update steps within a SLAM iteration:

Pmap,k+1|k = Pmap,k|k (3.3.1.20)

det(Pmap,k+1|k+1) ≤ det(Pmap,k+1|k) (3.3.1.21)

(3.3.1.20) states that map covariance is unchanged during prediction, which makes sense

as the features are stationary. (3.3.1.21) states that map covariance only changes during
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the update. It has also been shown that the determinant of the entire state covariance P

does not increase during an update step:

det(Pk+1|k+1) ≤ det(Pk+1|k) (3.3.1.22)

The key point is that this is only true for the update step. The property in (3.3.1.22)

also holds for any principal submatrix of P , which means the determinant of the robot

covariance Pr also does not increase during an update step (but will obviously increase

during prediction due to process noise from robot movement):

det(Pr,k+1|k+1) ≤ det(Pr,k+1|k) (3.3.1.23)

To summarise, the key points are that in the prediction step, the covariance matrix of the

map Pmap does not change; in the update step, the determinant of the entire covariance

matrix P (or any principal submatrix thereof, including Pr and Pmap) is non-increasing.

Covariance Convergence Visualisation

There are two aspects of these convergence behaviours that can be considered for visu-

alisation: the limits themselves, and the trends which lead towards these limits. The

visualisation of the limits themselves has questionable value. In most part this is due to

the fact that the limits were not formulated for general SLAM operation. The expressions

assume the robot has an initially empty map and observes new landmarks n→∞ times.

It then moves, but observes only the same landmarks again n → ∞ times. In general

the robot is likely to observe landmarks n = 1 times in between movements. The robot

will also discover new landmarks after moving, with its map not being initially empty.

Thus the general case refers to k → ∞, where each timestep k results in a movement,

prediction and update cycle. In [101] it has been indicated that an expression for EKF

convergence in the general case can not be obtained. In addition, to compute the limits

the ground truth must be known, as the observation Jacobian must be evaluated at the

true robot and feature positions. Exact numerical ground truth may not be known to

the visualisation system. For these reasons, computing and visualising the limits is not

considered a requirement.

Suitable candidates for visualisation are the trends which lead towards these limits.

The robot pose covariance does not provide a uniform trend for visualisation, as the robot

covariance will increase when the robot moves and decrease when observations are made,

according to (3.3.1.12) in Property 2 above. However, the feature map covariance does

provide a uniform trend for visualisations. Consider first the individual feature covari-

ances. Expression (3.3.1.5) in Property 1 states that the feature covariances decrease as
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observations are made, to the limit in (3.3.1.8), for the stationary robot case. Expres-

sion (3.3.1.12) in Property 2 states that the feature covariances are unchanged by both

robot movement and further observations, for the moving robot case. Lastly, (3.3.1.19) in

Property 3 states that the determinants (and thus the volume of uncertainty) of feature

covariances are non-increasing, for the general case. Therefore it is essential to visualise

this trend of decreasing feature covariances. This is a vital indication of how successful

and accurate the mapping procedure of the SLAM system is. More importantly, a vio-

lation of this behaviour (i.e. increasing feature uncertainties) would indicate a fault in

the SLAM system, and the user must be able to perceive and detect these violations and

faults using the visualisation.

Property 3 is also a suitable trend for visualisation, particularly because it was shown

to be true for general SLAM operation. The requirement is to visualise the decrease of

the determinant of the map covariance (see (3.3.1.18)) and/or its principal submatrices.

However, this is made mostly redundant by the visualisation of the trend of decreasing fea-

ture uncertainties (see (3.3.1.5) and (3.3.1.19)) discussed earlier. The value in visualising

(3.3.1.18) as an addition is limited, hence this requirement is considered optional.

Another consideration for EKF convergence visualisation relates to the algorithmic

steps of prediction and update. As in the case for the state vector, it may be useful to see

how the covariance is changed during the prediction and update phases. The behaviours

can be seen within Property 3. During the prediction, the robot covariance will increase

from process noise, and the map covariance will remain unchanged (3.3.1.20). During the

update, as the determinant of the entire covariance decreases (3.3.1.22), this also holds

true for both the robot covariance (3.3.1.23) and the map covariance (3.3.1.21). These

trends would be visualised in AR to detect any violations and possible real world causes

of these violations. Due to the complexity of visualising different algorithmic phases in

real-time this requirement is considered optional.

Correlations Convergence Visualisation

The second vital aspect of the map covariance is the correlations between features. Let

dij be the relative position between any two feature estimates fi and fj. Let Pdij be the

covariance of dij as formulated in [55]:

dij = x̂fi − x̂fj (3.3.1.24)

Pdij = Pfi + Pfj − Pfi,fj − P T
fi,fj

(3.3.1.25)

Pdij is a measure of relative error between the two features, and is therefore also a measure

of their correlation. Feature correlations are well known to be important for correct SLAM

operation [59]. In [55] it was proven that for the general case in linear KF-SLAM, in the
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limit the landmark estimates become fully correlated and their relative locations are known

with certainty. That is, Pdij → 0 for all feature pairs fi, fj as observations are made over

time k →∞. In [101] it was likewise proven to be true for non-linear EKF-SLAM for the

stationary robot scenario outlined above, in the special case where the robot orientation

uncertainty is zero (Property 1, Eq. (3.3.1.10)). According to the limit in (3.3.1.10),

Pfi = Pfj = Pfi,fj = P T
fi,fj

= Pr,xy (3.3.1.26)

and therefore Pdij = 0.

The limit of Pdij → 0 has only been proven for the two specific cases above. However,

the trend of strengthening feature correlations can additionally be shown for another

case. Consider the behaviour shown in (3.3.1.5) and (3.3.1.8), Property 1, when the robot

orientation uncertainty is not zero. The volume of uncertainty of Pdij will decrease and

the correlations will strengthen, but now towards a different, non-zero limit:

Pdij → AePr,0A
T
e + ĀePr,0Ā

T
e − AePr,0ĀTe − ĀePr,0ATe (3.3.1.27)

Lastly, the correlations trend is strongly suggested by the behaviours in (3.3.1.18) and

(3.3.1.19) in Property 3 for the general case, as the map covariance determinant decreases.

Thus, the correlations trend has only been proven for the specific cases outlined above.

However, the fact that it has been proven for the cases above strongly suggests that the

strengthening correlations behaviour applies to general EKF-SLAM operation. That is

why its visualisation is considered an essential requirement. This will allow the user to

see particular problematic regions of the SLAM map where features have poor correla-

tions, and observe the expected behaviour of strengthening correlations. Violations of

this behaviour (i.e. weakening correlations) indicate problems in the SLAM system, and

therefore must be visualised and detected by the user. An important reason for visualising

these trends with AR is that it provides the potential for detecting likely real world causes

for any faults.

3.3.2 Rao-Blackwellized Particle Filter SLAM

This section discusses visualisation requirements for RBPF based FastSLAM [156, 157].

State Visualisation

The state in FastSLAM is represented by a set of weighted particles as defined in Chapter 2

Eq. (2.2.2.1). The hypothesised essential visualisation requirement is to show the current

robot pose estimate x
(i)
r,k and mean feature estimates µ

(i)
fj

of all features f1, . . . , fn, for all

particles i = 1, . . . , N . This is the standard conventional way of visualising FastSLAM
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systems, but currently applied without AR. The visualisation presents an overview of the

posterior distribution sample computed by the filter. Optionally, the full robot path X
(i)
r,0:k,

and/or the covariances of the features Σ
(i)
fj

may also be shown. As the particle estimates

for the robot pose and features are shown, this is a good qualitative indication of the

overall accuracy and effectiveness of SLAM mapping and localisation. A further optional

requirement is the visualisation of the proposal distribution from which the robot pose

is sampled. This would be interesting for comparison of different versions of FastSLAM,

which differ in their implementation of the proposal distribution. A novel aspect of the

requirement, as for the EKF, is the visualisation of this information in AR. This will

directly display the real world environment, and give a qualitative evaluation of how well

the ground truth in the real image relates to the SLAM estimates. Similar to the EKF,

faults and their causes may also be easier to detect and address using the AR visualisation.

Particle Weights

The particle weight w(i) needs to be visualised for all particles i = 1, . . . , N . The reason is

that the weight directly affects which particles are resampled, and thus remain as a part

of the state. The weights indicate which particles contain the most promising estimates

given the observations. The visualisation is necessary to confirm correct behaviour and

detect unexpected behaviours, such as persistence of low-weight particles within the state.

This may indicate a fault within the SLAM implementation or the resampling process.

Intra-particle Associations

A hypothesised optional addition to the state requirement above is to show intra-particle

associations. This essentially refers to visual distinction for the robot pose and feature

estimates that belong to the same given particle. There are two aspects to this: it needs

to be conveyed that the given robot pose and features belong to the same particle, and

they need to be made distinct from those that belong to other particles. Due to the

Rao-Blackwellization of the joint posterior distribution within the FastSLAM state, each

particle assumes its robot path is known with perfect certainty when updating its map

estimate. Therefore, the accuracy of the map within a given particle is directly determined

by the accuracy of its robot trajectory. For this reason it is important to see which robot

path and feature estimates belong to the same particle, and this justifies the need for

visualising these intra-particle associations. If the features do not appear “correlated” to

the path, this may indicate a problem with sensor data or in the implementation itself.
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Holistic Representation

Another hypothesised optional requirement is a variation of the standard requirement

for visualising the robot pose and map estimates outlined above. Instead of showing the

individual estimates, a more “holistic” representation of the joint posterior distribution

should be visualised. This requirement is a little bit abstract; it essentially refers to

sacrificing some information on the precision of estimate visualisation, in favour of a

better representation of the overall density and spread of the joint posterior. For example,

a smooth, flowing, interpolated visualisation of the distribution might not show the exact

estimates but would give a better idea of the overall spread of the estimation. The

intended benefit of this is easier perception of the shape of the distribution, and regions

of varying uncertainties.

Algorithmic Processing

The final consideration for visualisation requirements deals with the algorithmic process-

ing steps during FastSLAM operation (see Chapter 2 Section 2.2.2). First, the prediction

step should be visualised for each particle. If applicable, the refinement of the proposal

distribution with the observations should be visualised, as in FastSLAM 2.0 [157]. Then

the subsequent sampling from the proposal distribution should be visualised. The final

two candidates for visualisation are the EKF feature updates within the particles, and

the resampling process of the particles. The benefit of these visualisations is that they

would provide a detailed, thorough breakdown of FastSLAM processing steps, to assist

understanding and detection of unexpected behaviours and faults. However, this require-

ment is considered optional due to the complexity in showing these behaviours, made

more difficult by the further need to do it in real-time.

3.4 Data Association Visualisation Requirements

This section deals with the visualisation requirements for the important data association

phase during SLAM processing, and the resulting update of the map estimate. In general,

the data association procedure applies to all SLAM archetypes, including EKF-SLAM and

FastSLAM (although the details of how this is done may be different). The visualisation

requirements for the process of matching predicted and actual observations are discussed

in Section 3.4.1. This deals with the correspondence of observed features to currently

mapped features. Depending on the outcome of the matching phase, a number of different

actions may take place within map update procedure, which is discussed in Section 3.4.2.

These refer to updating existing features, adding new ones or removing obsolete features.
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3.4.1 Data Association Phase

The data association stage determines which currently mapped features produced the most

recent observations, as explained in Chapter 2 Section 2.2.1. The theoretical requirement

here is to visualise the hypothesis h̄k (as defined in (2.2.1.10)). Specifically, this is a

visualisation of the following:

• All predicted observations fj

• All actual observations zi,k

• All of the matches between predicted and actual observations ji

Visualising the predicted and actual observations in AR will provide a direct visual

correspondence with the real world landmarks. This will assist in observing the overall

behaviour and detecting possible problems in the SLAM system. For example, lack of

correspondence between a real world landmark and an observation may mean there are

sensor malfunctions or other problems such as occlusion; occlusions should be more easily

detectable in the AR view as the occluding objects should be clearly visible. Lack of

correspondence between a real world landmark and a prediction would likewise indicate

faults within data association processing.

The visualisation will also show the difference between the predicted and actual ob-

servations within a given matched pair, also known as the innovation. The innovation is

an important part of SLAM processing, and this visualisation will provide a qualitative

assessment of the matching stage. It is also made easier to identify any erratic behaviour

and assess the degree of robustness of the data association method.

Traditionally, data association has been an error-prone and problematic area of SLAM

[162]. Although recent research brought considerable improvements [11], specialised data

association algorithms are currently being developed for certain applications, such as

Divide-and-Conquer SLAM [175]. This ongoing research suggests that the visualisation

of data association algorithm information is indeed a useful tool for SLAM development.

Multi-Hypothesis Tracking (MHT) [48] is a recent data association technique where mul-

tiple hypotheses are tracked to produce multiple localisation and mapping possibilities.

FastSLAM also performs data association on a per-particle basis, as each particle main-

tains its own map of features. This means each particle will have a different set of predicted

observations, and possibly a different data association hypothesis. This will introduce its

own visualisation requirements in terms of showing multiple hypotheses.

3.4.2 Map Update Phase

The outcomes of data association dictate how the SLAM map will be updated. There are

three elemental outcomes of the data association step:
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• matched predictions

• unmatched predictions

• unexpected observations

Each case presents slightly different hypothesised visualisation requirements. These

visualisations naturally follow on from the data association visualisations, hence should

be visualised using AR for the same reasons. The data association requirements in the

previous section are hypothesised to be necessary, while the requirements in this section

are considered supplementary and optional.

Matched predictions are elements ji of the hypothesis h̄k, i.e. those predictions suc-

cessfully matched to real observations. SLAM subsequently uses the hypothesis and the

real observations to update the map estimation. An optional requirement is to visualise

the updated features, i.e. the new feature positions updated using the real observations.

Visualising all three (predicted, observed, updated) feature locations will provide the pro-

grammer with near complete knowledge of the observation-update process, thus bridging

the cognitive gap between the programmer and the robot. In particular, the program-

mer will be able to see how the updated location was produced from the predicted and

observed feature locations, noting any inconsistencies.

The second possible outcome for a mapped feature is that its prediction is not matched

to any real observation. This could be due to the predicted feature being created by

spurious measurements or being physically removed from the map. The usual response in

this situation is to remove the feature from the SLAM map. An optional requirement is

the visualisation of this action. That is, the visualisation needs to flag that a previously

existing feature was removed from the map during the latest time-step. The reason for this

is to communicate to the programmer whether the SLAM system appropriately handles

unmatched predictions. By showing in AR, a case where the physical feature is still

present in the real world will be easily detected by the user, and will indicate a problem

with the SLAM system.

The final possible outcome is the presence of observations that do not match any

predictions. These could be spurious measurements or, more importantly, new features

that should be added to the map. If the SLAM algorithm decides an observation is in

fact a new feature, visualising this new addition is considered an optional requirement.

In order for the programmer to ensure the SLAM system correctly adds new features to

the map, the visualisation needs to flag these new additions. The AR medium will easily

detect cases where spurious measurements happen to instantiate features, as there will be

no physical landmark in the AR view.

There may be an additional credibility indicator attached to each map feature. These

denote how likely a given obstacle is to exist in the environment. Hence unmatched
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predictions may reduce the credibility value instead of removing the obstacle. On the

other hand matched predictions would increase credibility values. If credibility values are

implemented in the algorithm, it would be helpful to visualise them with AR, to verify

their correct operation.

3.5 Application Specific Visualisation Requirements

Numerous SLAM methods have been developed for specific applications using specialised

algorithms. These would require individually tailored visualisations. Clearly, it would

be unfeasible and impractical to attempt to satisfy all such requirements. This section

deals with visualisation requirements for the most common such applications and sys-

tems. Visualisation requirements for these systems are typically variations of or additions

to the fundamental requirements for SLAM described previously. These requirements can

be difficult to classify, but are broadly grouped into two sections. Section 3.5.1 discusses

alterations to the basic state visualisation requirements depending on the map representa-

tion used. Visualisation requirements for submapping and state augmentation are covered

in Section 3.5.2.

3.5.1 Map Representation

A number of recent SLAM procedures use map representations different from conventional

geometric features. Although the representations are different, the purpose of visualising

them with AR remains the same: comparison with the ground truth in the real image,

in order to reveal the discrepancy between true and estimated parameters and detect

problems. Fundamentally the AR representation must reflect the map representation. For

a tessellated map representation, the current cell in which the robot resides must be shown

together with the occupied map cells and the degree of occupancy (if applicable). For a

topological map, the node representing the current robot location must be shown together

with virtual markers exemplifying topological map nodes. The spatial boundaries between

nodes may also need to be conveyed. Alternatively, if nodes are strongly associated with

prominent landmarks and spatial divisions are not of high importance, it may be adequate

to only highlight each physical feature that constitutes a node. The edges linking nodes

must also be depicted for topological maps. For hybrid approaches, such as metric-

topological maps [19], characteristics of both representations will need to be visualised

together as appropriate for the application.

In [203] SLAM has been combined with an object detection/recognition system. This

allows the system to detect predefined objects and integrate them into the map for future

reference, usually for household service tasks. When testing such a system with an AR
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tool, it is desirable to appropriately label within the AR view the predefined task-related

objects so the programmer can see the reliability of the system in operation. The la-

bels could carry various information such as when the object was detected, with what

confidence, and what are the tasks associated with the object. At the same time, this

information must be clear and concise, the text must be visible but not excessive. With

a large number of predefined objects the view might become cluttered with text.

ScanSLAM [168] (and similar systems [87, 164]) uses dense raw sensor scan data to gen-

erate models of arbitrary shapes in the SLAM map. The AR visualisation should reflect

this representation and render the scan patterns as the environment model. Trajectory-

based SLAM, where the whole history of robot poses is maintained, also associates sensor

scan patterns to robot poses [66, 52]. In this visualisation the scan patterns will be over-

laid with the geometric patterns of the physical world, and the degree of correspondence

between the two can be observed. This provides a qualitative view of the scan map

generated as compared to the ground truth.

3D environment models have become prominent as SLAM applications move towards

unstructured, outdoor environments [115, 64, 238]. Utilisation of 3D environment models

usually implies that the robot also moves in 3D, for example in underwater ship wreckage

exploration [64]. The theoretical requirement is to visualise this constructed 3D model

using AR in the underwater context of the physical wreckage. This would show the overall

quality of the map obtained compared to the true physical model. However, this would

be difficult in practice due to problems involved in registration and implementation of

AR in such remote environments. For indoor 3D SLAM systems such as [99] this may

be more feasible. Vision based SLAM typically uses a 3D environment model of salient

feature points [204, 36]. These are the points selected for tracking due to their robustness

or other properties. Since they constitute the SLAM map, they need to be visualised with

AR as components of SLAM state. However, as the system is based on visual images,

this is already commonly done by highlighting features within the camera image. The

challenge in visualisation for 3D SLAM lies with non-vision based methods.

The real world is dynamic in the sense of having transient and moving obstacles, and

SLAM algorithms need to address that. This could be achieved by distinguishing between

temporary and permanent obstacles [10, 89]. In this case the AR visualisation must also

depict permanent and temporary obstacles differently. An alternative way of addressing

dynamic environments is by tracking moving obstacles [38]. In this case the AR system

must depict the obstacles as they move. As the view will be overlaid with the physical

world, the user can immediately match physical temporary/moving landmarks against

the mapped ones, thus assessing the system’s correctness.

Finally, the approach in [34] attempts to predict unexplored areas with the knowledge

of what has already been explored. If a repeating pattern in a region is detected, the
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system hypothesises that an unexplored region has the same shape. Clearly, this is only

effective for regularly structured environments. When testing such a system with AR it

will be necessary to distinguish between explored and hypothesised regions. This will

show how well the physical environment is predicted, and how structured and suitable

the environment is for applying the P-SLAM method.

3.5.2 Stage Augmentation and Sub-mapping

Considerable research been done to improve the computational complexity of the classic

SLAM problem, which is an issue in large outdoor environments. State-augmentation

[223] has been proposed to improve the computational complexity of the time-update

step. Instead of updating the whole covariance matrix during the time-update step,

only the elements that directly involve the robot pose are updated. The map covariance

submatrix is left unchanged. The visualisation requirement is to show when the correct

behaviour is not being observed, that is when elements not related to the robot pose are

updated during prediction. This would draw the user’s attention to the problem with the

system. The visualisation should also provide additional details on which elements were

erroneously updated.

Submapping has become highly popular as a way of addressing large-environment

SLAM. The idea is to divide the global environment map into submaps of fixed or varying

sizes, where the robot updates only the submap it is presently located in. The aim is to

reduce the complexity by operating within a small submap. The submaps could possibly

be merged into a global map after a period of time [85, 117, 175], or alternatively the

submaps could remain separated [84, 70]. For these approaches, an AR tool will need to

visualise the submap region boundaries, and which features belong to which submap. This

will enable qualitative assessment of the submaps, and how well they are merged together

with respect to the physical world. Multi-robot SLAM [163, 31] utilises submapping;

different robots explore different regions to build independent submaps which are then

joined together. The AR requirement is to differentiate between different robots’ poses

and submaps.

3.6 Conclusions

This chapter first presented the findings of an anonymous web based survey of SLAM de-

velopers, which confirmed the challenges in testing and debugging SLAM systems and the

need for SLAM visualisations. The chapter subsequently examined AR visualisation re-

quirements for SLAM systems. Firstly, fundamental state visualisation requirements were

formulated for the EKF-SLAM and FastSLAM systems. The essential state visualisation
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requirements involve showing the SLAM state (robot pose and map) for comparison with

the ground truth seen in the real world AR image.

Secondly, more advanced visualisation requirements were formulated for the behavioural

properties of the EKF state covariance, and violations of such properties. These prop-

erties include decrease of individual landmark uncertainties and strengthening of inter-

landmark correlations. The purpose of these visualisations is to assist in detection of

erroneous SLAM behaviours and observation of expected behaviours. For FastSLAM the

advanced requirements included the particle weights and intra-particle associations. Table

3.2 summarises the visualisation requirements for EKF-SLAM, and Table 3.3 summarises

the visualisation requirements for FastSLAM.

Visualisation requirements related to data association were also discussed, which in-

clude visualising predicted and observed landmarks. The outcomes of the data associa-

tion step also need to be visualised, in particular how existing features are updated, and

whether any features are added or removed. Lastly, more specific requirements which deal

with popular variations of SLAM systems were discussed. This includes variations to map

representations such as 3D models, sensor scan based maps and dynamic obstacles, as well

as submapping and state augmentation to address computational complexity. Table 3.4

provides a summary of these requirements.

Given the requirements formulated in this chapter, the challenge is making decisions

as to which requirements should be met and how to meet them. Developing and imple-

menting visualisations to meet all of them is not feasible, and a single visualisation is

not capable of meeting all of the requirements. The visualisation techniques need to be

developed with the aim of communicating the SLAM information to the user in the most

efficient, understandable and clear way. Hence, design decisions need to be made as to

what visualisations should be developed to meet which requirements.
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Table 3.2: Visualisation requirements for EKF-SLAM.
Requirement Details of visualisations Purpose
State (essential) Mean estimates of robot

pose/trajectory and features.
Qualitative ground truth
comparison with the real
world image in AR, error
detection.

Covariance (es-
sential)

Convergence behaviours and
trends for the feature uncer-
tainties.

Qualitative assessment of the
system’s uncertainty and con-
vergence.

Feature Correla-
tions (essential)

Convergence behaviours and
trends for the correlations be-
tween features.

Qualitative assessment of
the feature correlations
behaviour and convergence.

Algorithmic Pro-
cessing (optional)

Algorithmic phases process-
ing the state vector and co-
variance (prediction/update).

Detailed observation of algo-
rithmic steps and their effects
on the state and covariance.

Table 3.3: Visualisation requirements for FastSLAM.
Requirement Details of visualisations Purpose
State (essential) Particle estimates of robot

pose/trajectory and features.
Qualitative ground truth
comparison with the real
world image in AR, error
detection.

Particle Weights
(essential)

Weight visualisation for all
particles.

Observation of weight update
and resampling.

Intra-particle
Associations
(optional)

Associations of robot and fea-
ture estimates within parti-
cles.

Observation of Rao-
Blackwellised state and
map accuracy.

Holistic Rep-
resentation
(optional)

Improved qualitative
overview of the SLAM
posterior distribution.

Improved qualitative observa-
tion of the SLAM posterior.

Algorithmic Pro-
cessing (optional)

Algorithmic processing
phases (prediction/ sam-
pling/ update/ resampling).

Detailed observation of algo-
rithmic steps and their effects
on the state.

Table 3.4: Data association and application specific visualisation requirements.
Requirement Details of visualisations Purpose
Data Association
(essential)

Correspondence between pre-
dicted and observed land-
marks.

Qualitative assessment of the
correspondence, and overall
effectiveness of the data asso-
ciation method.

Map Update (op-
tional)

Map updates resulting from
data association outcomes.

Assessment of the correctness
of the corresponding map up-
dates.

Application Spe-
cific (optional)

Varying map representations
(grid/ topological/ 3D/
scan-based), submaps, dy-
namic/temporary obstacles,
state augmentations.

Qualitative assessment in the
context of the real world, er-
ror detection.
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4
AR-SLAM Visualisation System - Theory

4.1 Introduction

This chapter presents the visualisation methods and techniques developed and imple-

mented in this research, along with the design options considered. Chapter 3 discussed

the requirements for visualisation of SLAM systems; the current chapter presents visual-

isations developed to address chosen requirements. Section 4.2 deals with the visualisa-

tions for the standard EKF-SLAM algorithm. Section 4.3 discusses the visualisations for

the FastSLAM approach. Section 4.4 outlines the visualisations for the data association

processing phase.

As a proof of concept implementation, all visualisations have been developed for basic

2D point feature SLAM. Within each section, justifications are made as to which re-

quirements were addressed and why. Then the visualisations themselves are presented,

explaining the techniques, why these techniques were selected, and how they meet the

requirements.

None of the application specific requirements will be addressed in the visualisation

methods proposed in this chapter, for the following reasons. This work is new because

little research has previously been done specifically in SLAM visualisation. EKF SLAM

and RBPF SLAM are well known to be the two most important and prevalent SLAM

solution methods [58]. Therefore as a starting point, it is more important to develop

visualisations for the fundamental and essential requirements for these algorithms. Next it

77
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Figure 4.1: Plan view of the AR development space setup.

is also important to develop visualisations for the data association phase, as it is a vital and

error-prone stage of SLAM processing. Developing visualisations for application specific

requirements is arguably less important compared to the fundamental requirements which

have not been addressed yet.

Fig. 4.1 shows the plan view of the physical AR development space setup, which is

used to present the visualisations in this chapter. A robot performs SLAM in a small 1 by

1 metre loop within the field of view of a fixed overhead camera. The camera images are

processed at the nearby developer’s workstation, and the AR view is presented on a wide-

screen monitor. The diagram also shows the types of data the system primarily deals with:

SLAM estimates and ground truth. The solid line is the ground truth, and the dashed

line is the estimate, for the robot path. Solid circles are the ground truth, shaded circles

are the estimates, for the mapped features. Further discussion of the implementation and

the hardware is in Chapter 5.
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4.2 EKF-SLAM Visualisations

This section describes the visualisations developed for the 2D point feature EKF-SLAM

method.

4.2.1 Standard AR Visualisation

Fig. 4.2 presents the standard EKF visualisation implemented in AR. As discussed in the

literature review, this is the conventional EKF visualisation technique as applied �without

AR. The application of AR presented here is a novel aspect. The underlying real world

(a) (b)

(c) (d)

Figure 4.2: Standard AR EKF Visualisation: EKF-SLAM state and covariance visualisation in AR.
The AR view provides a direct comparison of the estimates against the ground truth in the
real world environment; this shows the discrepancies between the truth and the estimates,
and the degree of inconsistency of the SLAM system. (a) - (d) show different time-steps
during execution.
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images present an overhead view of the robot and the environment the robot is working

in. The robot is a PIONEER 3-DX [185], and there are six white cardboard cylinders

constituting the point features being mapped. The robot drives around in a small 1 by 1

metre loop, and performs EKF-SLAM using laser rangefinder sensors and wheel encoder

odometry. The augmented virtual graphics within the images represents SLAM state and

covariance information:

Cyan Marker: The cyan downward pointed cone represents the estimated SLAM robot

location. The cyan ellipsoid underneath is the robot position covariance. The cyan

line is the robot position time history (path).

Green Marker: The green downward pointed cone represents the estimated SLAM fea-

ture location. The green ellipsoid underneath is the feature position covariance.

Yellow Marker: The yellow triangular pointer represents the robot orientation SLAM

estimate. A transparent yellow circular wedge represents the orientation variance.

Fig. 4.2 is a real-time visualisation; as the robot drives around the visualisation is

updated to display the current SLAM estimates. This visualisation meets the essen-

tial EKF state requirements (Chapter 3 Section 3.3.1). The cone markers represent the

SLAM state vector estimates for qualitative visual comparison against the ground truth

presented in the real image. Note the lowest left-most feature in the images; there is

a high discrepancy between the SLAM estimate (the green cone) and the true feature

location (the white cylinder). On the other hand, most of the other feature estimates

have reasonably good accuracy. The physical robot location ground truth is considered

to be in the middle of the robot’s wheel axle. In Fig. 4.2(d) there is clearly a discrepancy

between the robot’s ground truth location and its SLAM estimate. Another advantage

is that, as the ground truth is observed directly it does not need to be measured, which

may potentially introduce inaccuracies.

The visualisation also meets basic state covariance visualisation requirements. The

conventional technique of visualising the covariance ellipsoids for the robot and feature

positions is applied here, i.e. the tensor ellipsoid. The novel aspect is the utilisation of

an AR view, where the uncertainty is directly perceived within the context of the real

environment within which the robot operates. In Fig. 4.2, it is clear that the system is

quite overconfident. Looking at the two left-most features in the images, it is clear that

the ground truth is well outside of the uncertainty ellipsoids. The right-most features are

much more accurate, however the centers of the white cylinders (ground truth) appear

quite close to the edges of the uncertainty ellipsoids. This also highlights a limitation; due

to the 3D perspective and alignment it can sometimes be difficult to tell whether a feature

is inside or outside of its uncertainty ellipsoid. Overall, the visualisation presents a good
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qualitative view of the state uncertainty compared with the ground truth. The ellipsoid

objects were made slightly transparent to reduce their occlusion factor. The choice of

colour corresponds to the colours used for the state vector visualisations.

The circular wedge representing robot orientation uncertainty (variance) is a new

addition. This is important because, as shown in [101], the degree of robot uncertainty

strongly affects the degree of inconsistency in an EKF system. Further it was shown that

inconsistency may in turn cause the robot orientation variance to be erroneously reduced

to zero. This is why a visualisation of robot orientation uncertainty is necessary. As

orientation uncertainty is an angular measurement, the natural way of representing it is

by a circular sector or wedge.

This work has both similarities and differences compared with the previous work in

the ARDev visualisation system for robot programming by Collett [40, 41]. Collett im-

plemented two visualisations which have similarities. The first is the hardware robot

odometry path, which was visualised as a green line with an arrow on the end indicating

the robot’s current pose. The second is the visualisation of the Adaptive Monte Carlo

Localisation (AMCL) driver for Player. This showed the robot localisation covariance as a

green 2D ellipsoid. The fundamental difference is the fact that the current research relates

specifically to SLAM. The SLAM path is shown instead of the odometry path, as well as

the SLAM robot localisation covariance. In addition, the SLAM features are shown with

their covariances, as well as the robot orientation and the orientation variance.

Algorithmic processing visualisation requirements of showing the effects of prediction

and update stages were not addressed as they were optional. There are practical difficulties

with separately visualising the processing phases in real-time while enabling the user to

perceive the information. As each step is a fraction of a second, it is not possible to

meaningfully visualise and distinguish between the two alternating phases in real-time

without slowing or pausing the robot’s operation. Slowing the processing while debugging

to observe particular algorithmic steps is one option, e.g. the operation could be paused

for a second after each prediction and update, giving the user sufficient time to observe

them. This approach may have value, and its investigation could be a potential direction

for future work.

Covariance Convergence Visualisation

The next requirement addressed is visualisation of the feature covariance behaviour, as

discussed in Chapter 3 Section 3.3.1. The visualisation of this behaviour is essential as it

presents a vital EKF-SLAM convergence property. It was explained that the volume of

uncertainty of individual feature covariances is non-increasing throughout SLAM opera-

tion, in the general case. The approach taken in this research visualises the violations of

this behaviour. The technique is presented in Fig. 4.3. The covariance of the top right-
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(a) (b)

Figure 4.3: AR EKF Error Visualisation: EKF state and covariance visualisation showing a viola-
tion of the covariance behaviour. A feature covariance has increased, and the ellipsoid is
rendered in red to highlight this. The robot pose uncertainty has also increased dramati-
cally.

most feature in the image has increased due to an introduced programming fault, thus

violating the established behaviour. In the visualisation this is highlighted by changing

the colour of the covariance ellipsoid to red. Additional indicators of a problem are the

dramatic increases of the robot pose covariance.

Thus the behaviour is shown in two ways. Firstly, the user is able to qualitatively

confirm the correct behaviour in the basic visualisation in Fig. 4.2, i.e. if the ellipsoids

get visually smaller. Secondly, the user explicitly observes the violations as in Fig. 4.3,

i.e. the ellipsoid becomes larger and is highlighted in red. In this way, the user can

confirm the behaviour is being followed qualitatively and due to a lack of violations, and

observe the violations explicitly if they occur. Therefore, this visualisation satisfies the

requirements for the behaviour of individual feature covariances.

Design Options Discussion

In order to visualise the EKF state vector, a virtual 3D icon needs to be designed to

represent the individual position estimates. The downward pointed cone was chosen for

this purpose. However, any kind of marker can in theory be used for this; the only

requirement is that it clearly shows the 2D SLAM estimate location. The marker itself

needs to be 3-dimensional; even though the SLAM application is working in 2D, the

visualisation and the underlying world environment are 3D. For potential design options,

existing literature in Chapter 2 is referred to.

Section 2.3.2 examined existing visualisations of SLAM. In [165] the virtual robot was
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modelled to reflect the physical shape of the real robot, i.e. a wireframe upright cylinder.

Surrounding walls were the SLAM features, and they were modelled as upright wireframe

rectangles. In [144] the SLAM map was modelled to reflect the environment exactly in

3D. Drawing from this research, one possible design option was to exactly model the

physical robot and feature shapes. This would mean presenting the estimated robot pose

as a 3D model of the Pioneer robot, and presenting the estimated features as upright

cylinders of the correct diameter. The advantage of this is that it may become easier

to see the discrepancies between the ground truth and the estimates, since their models

are the same. However, one drawback is that the visualisation is limited to those specific

types of robot and features. Secondly, the visualisation is more complicated than it needs

to be, as only the point locations are required. It is also more complicated to implement,

with questionable gain. The approach taken in this research is to design minimalistic

visualisations to show all that is required, but be no more complicated than necessary.

The cone icon is sufficient for 2D point estimates with any physical robot or feature

models, occupies little screen space and is simple to implement.

Section 2.4.2 may also be referred to for possible ideas. SLAM data has characteristics

of both multi-variate and scientific data. A characteristic of scientific data is the fact

that a number of SLAM data variables (robot and feature positions, orientation, feature

correlations) are dependent upon the time domain. A characteristic of multi-variate data

is the existence of relationships between SLAM data variables, e.g. how the changes in

feature correlations affect absolute robot and feature uncertainties. A possible scientific

visualisation of the robot data would be to use the time domain as one axis and then

map various robot data onto the time domain, e.g. position error as a 3D height field and

covariance by using colours and textures. That makes it possible to see the development

of this data over time and the relationship between the visualised data entities. However,

the drawback of this method is that the visualisation is not showing the real environment

and observation space within which SLAM is operating. Also, as SLAM data does not

form a spatial field, visualisation techniques for data fields (scalar, vector or tensor) are

not applicable.

Section 2.3.3 can also be referred to for other design options. In [171], path planning

waypoints were visualised as upright solid cylinders in AR. Drawing from this research,

2D locations in SLAM may also be presented in the same way. This is quite similar to the

cone icon, which was chosen instead for the following reasons. It tapers to a precise point

on the 2D SLAM plane (the ground), and hence provides a more accurate representation

of a 2D point location in the plane. As it possesses a shaded, solid 3D volume, this makes

the marker and its orientation more easily perceptible within the image. However, having

a solid volume means taking up more screen space and potentially occluding other parts

of the image.
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For the orientation, any “arrow” type marker is sufficient, but the same design issues

are present. SLAM orientation is most commonly visualised as a simple triangle or ar-

row. In cases where the physical robot is modelled exactly, the orientation is inferred

from the model, however this is not the approach taken here for reasons outlined earlier.

Arrows have additionally been used for other AR visualisations in robotics; in [47] (see

Section 2.3.3) solid 3D arrows show orientations of robots in swarm control applications.

Therefore, a simple triangular arrow was chosen for the current implementation.

Colour for the state vector is used to define specifically what the estimate refers to;

the choice of colour is not of high importance as long as it is well perceived against

the background. “Alerting” colours such as red and orange were avoided, to leave them

available for meeting other requirements. Limitations are present in the visualisation;

the reliability is directly determined by the AR registration accuracy, and due to the 3D

perspective and alignment in some views it can be difficult to see the discrepancy.

For covariance design options, Section 2.4.2 of the literature survey is referred to, in

particular the subsection on tensor fields. A more basic alternative would be to use the

orthogonal line tensor glyph, where the eigendecomposition is presented with orthogonal

lines in space. However, the ellipsoid glyph is generally recognised to be superior, as it

is easier to perceive due to having a solid shaded volume. It may be possible to think

of this data as a tensor field; a location in space where the robot/feature is present has

the corresponding covariance tensor, and a location which has no robot/feature has a

null tensor. However, this representation is cumbersome and mostly useless. Tensor field

visualisation techniques such as hyperstreamlines and hyperstreamsurfaces can not be

used as the field is extremely sparse.

Colour was chosen to exemplify covariance behaviour violations because it offers a

natural way of alerting the user to the fault, i.e. by using red. In addition, the visual

attribute colour was previously only used for distinguishing between landmark and robot

estimates and was therefore available. Other visual attributes (see Chapter 2 Section 2.4)

could instead be used to exemplify the violation. However, these are either unpromising

or unavailable. The position, orientation, shape and size attributes are already used to

show the location and magnitude of the covariance ellipsoid. The texture attribute is a

possibility, however it is more difficult to implement and is unlikely to be more easily

perceptible than colour. Another possibility is to use auxiliary labels or flags to point

out those ellipsoids which violated the behaviour. This can be done using an arrow or a

marker to point at the ellipsoid, while the ellipsoid itself remains unchanged (except for

its increasing size). Instead of a marker a textual label could be used. However, the main

drawback of this approach is the additional visual clutter, which may further occlude the

background real world image. It seems more promising to use an existing (mostly) unused

visual attribute of the icon (i.e. ellipsoid colour), instead of adding new icons to the view
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(i.e. extra markers or labels). Lastly, research in uncertainty visualisation (Chapter 2

Section 2.4.3) suggests that the visual attributes colour and size applied in this research

are suitable for uncertainty visualisation.

4.2.2 Correlations AR Visualisation

The EKF visualisation presented in this section addresses the requirement of visualising

the inter-feature correlations and their behaviour during SLAM operation. The correla-

tions trend has only been mathematically proven for three specific cases as discussed in

Chapter 3 Section 3.3.1. However, the fact that it has been proven for these cases strongly

suggests that the strengthening correlations behaviour applies to general EKF-SLAM op-

eration. That is why it is an essential EKF-SLAM convergence property that needs to be

visualised. Recall that dij is the relative position between any two feature estimates fi

and fj, and Pdij is the covariance of dij. Pdij is a measure of relative error between the

two features, and is therefore also a measure of their correlation. Thus, the covariance

Pdij contains the essential information which needs to be visualised.

Fig. 4.4 presents the visualisation. The AR perspective is similar to the previous vi-

sualisations; the robot pose, robot path and feature location estimates are also visualised.

The covariance ellipsoids from previous visualisations are omitted, but could optionally

be included. A novel visualisation technique is presented showing the correlation Pdij
for all feature pairs fi, fj. Specifically, for every pair of features {fi, fj} the visualisation

contains:

• A line linking the feature estimates fi and fj

• A yellow tensor “correlation ellipsoid” for Pdij rendered at the half-way point on the

line

Tensor ellipsoids are a standard visualisation technique in scientific data (as discussed

in Chapter 2) and have been applied for conventional SLAM uncertainty visualisations.

Firstly, eigendecomposition is performed on the tensor, to represent it in its canonical

form. Then the tensor is visualised as an n-dimensional ellipsoid, where: the directions

of the principal axes are given by the eigenvectors, the lengths of the axes are given by

the corresponding eigenvalues and n is the dimension of the tensor. In this research the

tensor ellipsoid visualisation technique is applied in a novel way to the correlation Pdij
resulting in a 2-dimensional ellipsoid glyph.

The expected correlation behaviour dictates that the volume of uncertainty of Pdij
will decrease thus indicating a strengthening correlation between a pair of features. In

the visualisation this behaviour is embodied as the reduction of the area of the tensor

ellipsoid for Pdij (termed “correlation ellipsoid”). The orientation of the correlation el-

lipsoid conveys the direction of the spread of the relative error between the two features.



86 AR-SLAM Visualisation System - Theory

(a) (b)

(c) (d)

Figure 4.4: EKF Correlations Visualisation: yellow ellipsoids represent the correlations between
features. Ellipsoids decreasing in size indicate strengthening correlations; this can be
observed in the time progression of the experiment from (b) to (d).

Hence, the correct behaviour can be confirmed from the visualisation if the correlation

ellipsoids become visibly smaller over time. This can be observed in Fig. 4.4(b) - 4.4(d),

which present the time progression of the same SLAM experiment. Fig. 4.4(b) shows the

correlations at an early stage, and Fig. 4.4(d) shows the correlations at a late stage, after

several loops were performed. The correlation ellipsoids in Fig. 4.4(d) are visibly smaller

than in Fig. 4.4(b), thus confirming the correct convergence behaviour.

As can be observed from Fig. 4.4(b), the problem of “visual cluttering” may arise

when too many ellipsoids are rendered close together and overlap on the screen. This

makes it difficult to discern individual ellipsoids and interpret useful information from

the visualisation. To begin addressing this issue, the 2D ellipsoids were inflated to 3D,
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(a) (b)

(c) (d)

Figure 4.5: EKF 3D Correlations Visualisation: correlation ellipsoids have been inflated to 3D to
improve the visual distinction of overlapping ellipsoids; this can be seen when compared
with Fig. 4.4. The time progression from (c) to (d) also shows the expected correlation
convergence as the ellipsoids get smaller.

using the minor eigenvalue for the length of the axis into the third dimension. The 3D

visualisation is shown in Fig. 4.5. Giving a 3D shaded volume to the correlation ellip-

soids provides better visual distinction to overlapping ellipsoids, compared to the flat 2D

alternative. This can be seen when comparing Fig. 4.4(b) with Fig. 4.5(c). The expected

correlation convergence behaviour can be observed through the time progression in Fig.

4.5(c) - 4.5(d); the ellipsoids become visibly smaller. Thus, the 3D visualisation also

satisfies the correlation behaviour visualisation requirement. However, the 3D technique

introduces new issues; occlusion of the background and other objects is worse, and the

ellipsoids occupy more screen space.
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(a) (b)

Figure 4.6: Correlation Error Visualisation: red ellipsoids indicate a violation of the correlation
convergence behaviour; the correlations weaken and ellipsoids get larger. The problem
has become quite severe in (b), where the ellipsoids occlude most of the image.

Correlations Error Visualisation

As in the approach taken earlier for the covariance convergence, violations of the correla-

tion convergence need to be exemplified. The violation is visualised in a similar manner

by changing the colour of the ellipsoid to red; this is shown in Fig. 4.6. The correlations

between features in the example worsen (i.e. the ellipsoids become larger), thus violating

the established behaviour due to an introduced programming fault. In Fig. 4.6(b) the

problem has become quite severe, to the point where the ellipsoids occupy most of the

screen space and occlude a lot of the background image.

Therefore the correlation behaviour is shown in two ways. Firstly, the user is able

to qualitatively confirm the correct behaviour in the visualisation in Fig. 4.5, i.e. if the

ellipsoids get visually smaller. Secondly, the user explicitly observes the violations as in

Fig. 4.6, i.e. the ellipsoid becomes larger and is highlighted in red. In this way, the user

can confirm the behaviour is being followed qualitatively and due to a lack of violations,

and observe the violations explicitly if they occur. Therefore, this visualisation satisfies

the requirements for the behaviour of feature correlations.

Inter-cluster Correlations

The problem of visual cluttering is still present in the 3D correlation visualisation, as

can be seen in Fig. 4.5. Consider that the presented example contains only six SLAM

features; a trivial number. The problem would become progressively worse for a more

realistic number of features. This is why it is vital to further address this problem. In

order to do so, an intelligent way of reducing the number of correlations shown at a given
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time is needed.

The method in this research uses spatial clustering. The features are divided into

spatial clusters, and only the correlations between features in different clusters are shown.

This reduces the total number of correlations in view by omitting the correlations inside

the clusters. The clustering is performed using the standard single-linkage hierarchical

clustering method [134], where the metric used is the Euclidean distance between the

features. In this clustering method, the distance between two clusters is defined as the

distance between the two closest elements of the clusters. The user specifies a minimum

separation distance for the clusters, and the algorithm computes the clusters such that

they are separated by at least the specified distance. Single-linkage hierarchical clustering

is a well known fundamental clustering approach, and its algorithmic details are omitted.

The novel aspect of this research is the application of the clustering method for correlation

visualisation. It was chosen for its simplicity and ease of implementation, while satisfying

the clustering goals of the application.

To further reduce the number of correlations in view, an extension to the clustering

method was developed. Instead of visualising all of the inter-cluster correlations, only

the minimum, mean, and maximum inter-cluster correlations are shown for every pair of

clusters. That is, for every pair of feature clusters {Cp, Cq} the visualisation contains:

• Min(Pdij), fi ∈ Cp, fj ∈ Cq

• MeanLE(Pdij), fi ∈ Cp, fj ∈ Cq

• Max(Pdij), fi ∈ Cp, fj ∈ Cq

MeanLE(Pdij) refers to the Log-Euclidean mean [69], which is defined as:

MeanLE(Σ) = exp

(
1

N

N∑
i=1

log(Σi)

)

The Log-Euclidean metric was shown to be more robust and accurate for tensor analysis

[69], compared to the conventional Euclidean mean. Fig. 4.7 shows the cluster visuali-

sation. The green wireframe circles exemplify the clusters computed by the algorithm.

The circle is positioned at the cluster centroid, with the radius being the distance to the

furthest feature. The visualisation shows lines joining the centroids of the clusters, and

the correlations are rendered at half-way points along the lines. The maximum, mean

and minimum correlation ellipsoids are overlaid on top of each other, and are coloured

yellow, orange, yellow respectively. The ellipsoids have been flattened to resemble their

true form, but still retain their 3D shading to improve perception. The absence of real

robot and features in the image is due to the fact that the experiment was performed in

simulation; however it is sufficient to demonstrate the visualisation technique.



90 AR-SLAM Visualisation System - Theory

(a) (b)

Figure 4.7: Correlation Cluster Visualisation: the features are divided into spatial clusters, and
only the minimum, mean, and maximum inter-cluster correlations are shown. Visual clut-
tering is significantly reduced.

The expected correlation convergence can be observed from the clustering visuali-

sation. The minimum ellipsoid can never increase in size, as that would violate the

behaviour. The maximum and mean ellipsoids increase when new features are observed

and added to clusters, and gradually decrease as observations are made. The decrease

can be observed in the time progression from Fig. 4.7(a) to Fig. 4.7(b), looking at the

two right-most clusters. The orientation of the relative error spread can also be observed;

note the twisted shape of the ellipsoids in Fig. 4.7(b) between the two lowest clusters.

A comparison between the standard cluster visualisation (i.e. all inter-cluster corre-

lations) and the statistical cluster visualisation (i.e. min, mean and max) can be seen in

Fig. 4.8. This simulation was a single SLAM run performed with 15 features, positioned

into five clusters. In Fig. 4.8(b) all of the features have been initialised, and despite the

removal of correlations within clusters the view is disarrayed and the information is diffi-

cult to interpret. An interaction mechanism was implemented in the visualisation, which

allowed the user to click on the links or the clusters to switch between the standard and

statistical visualisations. This is seen in Fig. 4.8(c), where the right-most links have been

switched to the statistical visualisation. In Fig. 4.8(d) all of the links have been switched

to the statistical visualisation. Comparing Fig. 4.8(b) and 4.8(d), the statistical view

is clearly effective in reducing visual clutter and improving the discernability of useful

information. However, the drawback of this approach is the information loss from the

removal of individual correlations.

A final interesting point is that inter-cluster correlations may be more important to

observe. Features correlated the strongest are those observed together; observing multiple
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(a) (b)

(c) (d)

Figure 4.8: Correlation Cluster Visualisation: comparison of the standard and statistical views of
the clustering visualisation. Comparing (b) and (d), the statistical view is clearly effective
in reducing visual clutter and improving the discernability of useful information.

features within the same sensor scan will give an accurate measurement of their relative

locations. By this reasoning, features inside clusters are likely to be strongly correlated.

Thus, it may be more important to observe the weaker inter-cluster correlations, as they

are more likely to be problematic.

Design Options Discussion

The tensor ellipsoid technique seems the most promising according to the justifications

given earlier with respect to the covariance ellipsoid. The arguments given earlier apply

here as well, but also new design issues are raised. The first design question is how

to link the feature pair. The most intuitive way is to use a straight line, and this is
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what was chosen. Alternatives included: an ellipsoid which encloses the two features, a

straight 3D shaded/textured tube link similar to the line, or a curving line/tube link in 3D

space (also optionally shaded/textured). The common drawback with these is that they

are more complicated than necessary, and occupy more screen space than the simplest

straight line, occluding the background image and possibly other icons. This would also

worsen the effects of visual cluttering. An alternative line of thought is to avoid using

auxiliary icons as links, instead using a common visual attribute of the cone markers to

pair the features, i.e. the pair has a common colour/texture/size of the cone markers.

In practice, it is unclear how this could be implemented, as a unique colour/texture/size

would be required for every pair and there will need to be multiple markers for the same

feature.

The second design question is how to quantify the correlation. It was chosen to

directly draw the correlation ellipsoid. However, a reasonable alternative would have

been to use the thickness of the line links. The thickness would be proportional to the

ellipsoid area, thus indicating the strength of the correlation. However, there would be

information loss in the form of ellipsoid orientation and shape, i.e. spread of relative

error. Another problem is that smaller ellipsoids indicate stronger correlations. So the

visualisation might be counter-intuitive, or the thickness might need to be made inversely

proportional to ellipsoid area. Also, the ellipsoids are easier to perceive due to having

a solid area. On the other hand, an advantage of the line only approach is that it

may alleviate the issue of visual cluttering somewhat, as less screen space is occupied.

Overall, the ellipsoid approach was chosen as it is more conventional and complete in

terms of information content. However, it should be noted that the thickness approach

does show some promise, and its evaluation would be a possible direction for future work.

A modification to the line thickness method would be to use other visual attributes such

as colour or texture instead of thickness. This may work, but colour or texture are

not suitable for showing quantitative size information, which is best shown by the size

(thickness) attribute. Colour was chosen to exemplify the violations for the same reasons

(discussed in Section 4.2.1) it was chosen previously for showing the violations within the

feature covariances behaviour visualisation.

There are alternative possible ways of reducing the number of correlations shown in

order to address the problem of visual clutter. One way is to only show the weakest

correlations. The user would need to define a threshold, below which the correlations

would be shown. This may be a good alternative, as the weakest correlations can be

considered the most important to observe, as they are the weakest links in the correlation

of the entire map. An alternative to this is showing only the strongest correlations, again

by a threshold defined by the user. This would enable the user to see the most promising

regions of the SLAM map. However, spatial clustering seems more promising because it



4.3 FastSLAM Visualisations 93

offers more information on the relationship between feature correlations and their spatial

locations. In other words, the correlations are shown based on the spatial locations of the

features (i.e. the clusters) instead of being based on a user defined correlation threshold.

However, it is not clearly obvious which method is superior, and evaluation of these

alternatives would present a good direction for future work. Another alternative is to

allow the user to interactively select a region on screen, to define the correlations they

wish to see. This was not implemented as there is questionable value in giving the user

this capability, as the region to be viewed is not easy to intuitively select, i.e. which region

should be viewed in favour of others and why. However, this method could potentially

work well, and should be evaluated in the future.

4.3 FastSLAM Visualisations

This section describes the visualisations developed for the 2D point feature FastSLAM

method.

4.3.1 Standard AR Visualisation

Fig. 4.9 presents the standard FastSLAM visualisation implemented in AR. As discussed

in the literature review, this is the conventional FastSLAM visualisation technique as ap-

plied �without AR. The application of AR presented here is a novel aspect. The underlying

real world images present an overhead view of the robot and the environment the robot is

working in. The robot is a PIONEER 3-DX as previously, and there are five white card-

board cylinders constituting the point features being mapped. The robot drives around

in a small 1 by 1 metre loop, and performs FastSLAM using laser rangefinder sensors and

wheel encoder odometry. The augmented virtual graphics within the images represents

SLAM state information:

Cyan Marker: The cyan downward pointed cone represents the sampled SLAM robot

location for a given particle.

Yellow Marker: The yellow arrow-type marker represents the sampled SLAM robot ori-

entation for a given particle.

Green Marker: The green downward pointed cone represents an estimated SLAM fea-

ture location (Gaussian mean) for a given particle.

100 particles are used in the implementation; the robot and all feature estimates are

visualised for all particles. This visualisation presents the joint SLAM posterior distri-

bution sample computed by the particle filter. Qualitatively, this describes how accurate
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(a) (b)

(c) (d)

Figure 4.9: Standard FastSLAM AR Visualisation: particle estimates for the robot pose and
features, showing the joint SLAM posterior distribution sample computed by the particle
filter. The brightness of the markers encodes the particle weights.

and precise the FastSLAM map and localisation estimates are. Fig. 4.9 is a real-time vi-

sualisation; as the robot drives around the visualisation is updated to display the current

SLAM estimates. This visualisation meets the essential FastSLAM state requirements

(Chapter 3 Section 3.3.2). The cone markers represent the robot and feature estimates

for qualitative visual comparison against the ground truth presented in the real image.

In Fig. 4.9(a), the estimates for the two lowest detected features are quite precise (low

spread), because those features were discovered with little robot pose uncertainty. How-

ever, the upper feature estimate is slightly more spread out. In 4.9(b) and 4.9(c), the

estimates for the lower left corner features are more uncertain, as the robot has moved

some distance. In 4.9(d), it can be seen that the features are estimated with varying
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uncertainties. Just like with the EKF visualisation, an advantage is that as the ground

truth is observed directly it does not need to be measured (which may potentially intro-

duce inaccuracies). The colour and shape of the virtual markers were chosen for the same

reasons as for the EKF visualisation, and also to remain consistent.

The optional visualisation requirements of the full robot path, proposal distribution

and Gaussian feature covariances were not addressed. This is primarily due to the practi-

cal problems of visualising these for every particle. Doing so would disorder and overwhelm

the view, making the perception and extraction of any useful information very difficult.

Likewise, algorithmic processing steps during FastSLAM operation are not visualised.

This is due to similar reasons as for the EKF; as they occur too quickly, it does not seem

possible to meaningfully visualise them during real-time operation. But as before, slowing

down the processing to observe certain steps might be useful, and could be investigated

in the future.

Particle Weights Visualisation

Another requirement addressed is the visualisation of particle weights. The weights are

important to visualise as they are an integral part of FastSLAM processing. In the

implemented FastSLAM system, resampling occurs when the variance of the weights

becomes greater than a certain threshold specified by the user (termed the maximum

standard deviation). In addition, whenever the weights are updated, they are normalised

such that their total sum is equal to 1. This implies that the mean particle weight is

always equal to 1/N , where N is the number of particles. Thus, when resampling takes

places, all of the new particles have their weights reset to 1/N and the weight variance

becomes zero.

The weight is encoded into the brightness (“value” in the Hue Saturation Value (HSV)

colour model - explained later) of the virtual markers for the estimates. The brightness (or

value) ranges from 0 (black) to 1 (full intensity hue). Fig. 4.10 shows this encoding. The

mean particle weight (1/N) is mapped to a brightness of 0.5 (half-way point). The upper

and lower bounds are defined to be two maximum standard deviations (explained earlier)

above and below the mean. Any values outside are clipped to this range. This range

was obtained through experimentation and was found to produce a good visualisation in

practice. The brightness encoding was selected for this visualisation because, as part of

the colour visual attribute, it can be effective for showing information qualitatively. In

addition, the colour attribute is little used at present, save for distinguishing between the

robot and feature markers.

The brightness encoding of the particle weights is present in Fig. 4.9. For each virtual

marker, its brightness encodes the weight of the particle the marker belongs to. Thus,

all of the robot and feature markers for the same particle will have the same brightness.
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Figure 4.10: Brightness encoding of the particle weights.

In Fig. 4.9(a) some weight variance can be seen; darker markers are present around

the edges of the sample spread, brighter ones close to the middle. In 4.9(b), very little

weight variance can be seen if observed closely. In 4.9(c), all of the markers have uniform

brightness; this is due to the resampling step that occurred immediately beforehand, hence

all of the weights have been set to 1/N . This shows the visualisation effectively identifies

the occurrence of resampling steps. Fig. 4.9(d) shows a reasonably high degree of weight

variance due to the contrasting brightness of the markers.

With respect to alternative design options, it may be possible to use auxiliary icons to

indicate weights. This could be a text label attached to each marker giving the numerical

weight, or a bar whose height indicates the weight. These could work, but in general it

was desired to avoid using additional icons to alleviate background occlusion. A better

alternative would be to use a visual attribute of the existing icons (i.e. the cones). One

possibility here is to use the size attribute, i.e. the height of the cone encodes the weight,

higher cones indicate greater weights. This was avoided for similar reasons of background

occlusion, as larger cones occupy more screen space. However, mapping the weight onto

the cone size could be more intuitive, and its effectiveness could be evaluated in the

future. Other options include using the texture or transparency attribute instead of

colour, however these are unlikely to be more effective.

4.3.2 Intra-particle Associations

This section addresses the visualisation requirement for intra-particle associations, as

discussed in Chapter 3 Section 3.3.2. This is important to observe the associations of

errors between robot and feature estimates within particles. This essentially refers to

visual distinction for the robot pose and feature estimates that belong to the same given

particle. There are two aspects to this: it needs to be conveyed that the given robot pose
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Figure 4.11: Colour-mapping of intra-particle associations: the polar coordinates of the esti-
mates are mapped onto Hue and Saturation in the HSV colour representation, centered
at the centroid of the spread. Particle weight maps onto Value in the HSV representation.

and features belong to the same particle, and they need to be made distinct from those

that belong to other particles. The well known technique of colour-mapping (see Chapter

2 Section 2.4.2) is applied to visualise this. Colour is used because it can be effective

for qualitative visualisations and because it is unused other than to distinguish between

robot and feature estimates. The novel aspect of this research is the development of a

new SLAM visualisation technique by applying colour-mapping.

The visualisation technique uses the established HSV [138] colour coordinate repre-

sentation. The HSV “cylinder” is shown in Fig. 4.11. Hue is self-explanatory; saturation

is the intensity of the hue ranging from white to full intensity; and value is the brightness

ranging from black to full brightness. This cylindrical colour coordinate system lends

itself to an intuitive novel visualisation technique shown in Fig. 4.11. First, the centroid

and the radius are calculated for the sample of robot position estimates computed by the

particle filter. The centroid is the mean, and the radius is the distance to the furthest

estimate from the centroid. This creates a local polar coordinate frame for the robot

position estimates. Now, the polar coordinates of the estimates are directly mapped onto
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(a) (b)

(c) (d)

Figure 4.12: Intra-particle Associations Visualisation: colour-mapping used to show estimates
belonging to the same given particle. Brightness indicates particle weights.

the Hue and Saturation parameters of HSV, centered at the centroid, where the radius

above corresponds to full saturation. The particle weight maps onto Value (brightness)

in HSV, as described earlier in Fig. 4.10. Thus, the procedure above computes a specific

colour for each robot pose estimate. In the final step, the colour is assigned to both robot

and feature estimates that belong to the same particle. That is, the colour is assigned to

the robot pose marker, and also the feature markers of the same particle.

This visualisation technique satisfies the requirements for intra-particle associations.

The procedure above will compute an unique colour for each particle, when the robot

position estimates are non-identical; thus particles can be distinguished from one another.

The same colour is assigned to the robot and feature markers belonging to the same

particle; thus it is shown which robot and feature estimates belong to the same particle.
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Fig. 4.12 presents this visualisation technique being used in practice. Fig. 4.12(a)

shows the state during an early stage of operation; judging by the colours the robot and

feature estimates are correlated within particles. Markers of variable brightness are inter-

spersed throughout the spread region, indicating some variability in particle weights. The

estimates within particles are much less correlated in 4.12(b), although some correlations

are still noticeable. Some degree of particle weight variance appears in 4.12(b), charac-

terised by a mixture of lighter and darker markers. Particle weights appear mostly similar

in 4.12(c), as most of the markers appear to be of similar brightness. Some correlations

are quite clear, especially in the lower left region of the map. In 4.12(d) the correlations

are for the most part either not present or difficult to see. The particle weights here ap-

pear moderately varied. This visualisation has limitations; it can be difficult to interpret

the markers due to occlusion when they are clustered too closely. Overall, it presents a

good qualitative overview of intra-particle associations and weights.

Design Options Discussion

With respect to alternative design options, auxiliary link icons can be used instead. These

may be lines, tubes or curved ellipsoids which link the estimates belonging to the same

particle. However, this is clearly not a scalable option, as with large numbers of estimates

the view would get overwhelmed by these extra icons. In line with previous reasoning,

a better alternative is to use visual attributes of existing icons. Texture could possibly

be used, but it is difficult to see on small icons, and a unique texture would need to be

generated for each particle. Using transparency also has the problem that transparent

icons are difficult to see. Another option is the size attribute; all the icons belonging

to the same particle would have the same size or height. This may work, but may also

worsen visual clutter; further evaluation is needed. The colour attribute seemed the

most promising because it is the easiest to perceive and does not increase the amount of

occupied screen space.

4.3.3 Surface Density Visualisation

The final FastSLAM visualisation requirement addressed is the “holistic” representation

discussed in Chapter 3 Section 3.3.2. This requirement is useful because it aims to produce

an alternative, better representation of the overall density and spread of the joint SLAM

posterior distribution. The intended benefit of this is easier perception of the shape of

the distribution, and regions of varying uncertainties. In addition, it aims to address the

limitation of occluding, clustered feature markers mentioned earlier.

The essence of the technique is this: instead of visualising individual estimates, vi-

sualise the SLAM posterior sample with a smooth, continuous, interpolated 3D surface.
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Figure 4.13: Surface Density Visualisation: following the previous colour-mapping procedure, the
SLAM area is divided into a uniform square grid. Then a 3D surface is interpolated and
rendered over the grid area, where height corresponds to the cell density and the colour
is the average of the estimates within the cell.

This novel visualisation method is shown in Fig. 4.13. The colour-mapping step explained

earlier may or may not be enabled for this; for the purposes of the explanation assume

that it is. Hence, firstly the robot and feature estimates are colour-mapped for all parti-

cles as explained in the previous section. Then the SLAM area is divided into a uniform

square grid, where the cell size is specified by the user. The number of estimates present

inside each cell gives the density value for that cell. Now a 3D surface is interpolated and

rendered over the grid area, where:

• The surface height over a given cell corresponds to the cell density

• The surface colour over a given cell is the average colour of the estimates within the

cell

In the case where colour-mapping is disabled, the surface colour is simply the uniform

cyan or green to represent the robot or feature estimates respectively. In each cell of

the robot position surface, a yellow arrow is rendered just above the surface. This arrow

shows the average robot orientation estimate within that cell.

The interpolation is performed by using a Radial Basis Function (RBF) [32]. RBFs

are useful for interpolating scattered data [229]. Define a RBF I(x, y) to interpolate the

set of cell density values {f1, . . . , fN} over the 2D grid of cells {(x1, y1), . . . , (xN , yN)},
where (xi, yi) is the location of the center of a cell. The function I(x, y) gives the surface

height in the visualisation.

I(x, y) =
N∑
i=1

λiφi(x, y) + ax+ by + c (4.3.3.1)
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(a) (b)

(c) (d)

Figure 4.14: Surface Density Visualisation: the surface density visualisation without the colour-
mapping. The shape and height of the surface conveys the joint SLAM posterior distribu-
tion estimated by the particle filter.

To use the interpolator, a linear system of equations is solved for the polynomial coeffi-

cients (a, b, c) and the weight values λi. φi(x, y) is the basis function, and was chosen to

be the thin plate spline as it provides a smooth interpolation for the desired purpose.

φi(x, y) = r2log(r), r =
√

(x− xi) + (y − yi) (4.3.3.2)

Fig. 4.14 shows the surface density visualisation in practice. In this example the

colour-mapping has been disabled; the surface is cyan for the robot pose and green for

the features. In 4.14(a) the two lower feature surfaces are moderately peaked as the robot

localisation uncertainty was low when they were detected. The upper feature estimate is

somewhat more spread out. The feature and robot pose surfaces are largely spread out in
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(a) (b)

(c) (d)

Figure 4.15: Surface Density Visualisation: the surface density visualisation with the colour-
mapping. The colour shows intra-particle associations between the robot and feature
estimates; the surfaces show the shape and spread of the estimate densities.

4.14(b), mainly in the lower left region. The uncertainty has been significantly reduced

in 4.14(c), compared to the state shown previously. In 4.14(d) the feature estimates are

reasonably precise (low spread); note that some features have multi-modal distributions

(multiple peaks). Compare this with the marker visualisation in Fig. 4.9; although the

individual estimates are no longer shown, this gives a better overview of the probability

density. Note that the brightness encoding of particle weights has been disabled for the

surface visualisation; this was done not to interfere with the surface shading and its 3D

perception.

Fig. 4.15 shows the surface density visualisation with the colour-mapping enabled. In

4.15(a) the two lower feature densities are quite peaked; the third along with the robot
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position are more spread out. The colour-mapping shows strong intra-particle correlations

between the robot and the top feature estimate. In 4.15(b) the correlations are quite clear

between the robot and the bottom left features, and the densities are slightly spread. In

4.15(c) the correlations are less present and more difficult to observe. Different shapes

of the density surfaces can also be seen. 4.15(d) shows fewer intra-particle correlations,

judging by the colour patterns on the surfaces. The features in the upper right region are

peaked and appear gray. The gray colour is the result of the estimates clustered closely

together, such that their average colour is gray.

Overall, the surface density visualisation shows a better overall representation of the

joint SLAM posterior distribution estimated by the particle filter, compared to the pre-

vious marker visualisation. The surface technique was used because it is an intuitive

representation utilising the third dimension over the 2D gridded SLAM area, leaving

other attributes such as colour available for other requirements, i.e. intra-particle associ-

ations. The trade off is that the individual estimates can no longer be seen, which results

in a loss of precision information. Whereas before regions of high certainty were inferred

from markers clustered closely together, now they are explicitly shown by the surface

height. The intra-particle association colour-mapping is used successfully within both

approaches. For the marker visualisation, when differently coloured markers are clustered

closely they can occlude and interfere with each other’s colours; in this sense the surface

visualisation is slightly superior as it is more meaningful to visualise the average colour.

On the downside, the solid 3D surface occludes more of the background image compared

with the markers. Also, it is more difficult to use brightness to encode particle weights

within the surface visualisation, as this may interfere with the 3D shading. In summary,

both visualisation approaches have their uses and their drawbacks. The density surface is

better for an overall representation, while the marker visualisation is better for observing

the precise particle estimates and their weights.

Design Options Discussion

An alternative design option would be to render the grid directly with bars or similar icons.

That is, a vertical bar occupies each cell, and its height encodes the cell density. Instead

of bars a “hill” type surface could be used, i.e. a surface resembling a hill is rendered over

each cell, where the hill height is likewise the cell density. The main advantage of the

chosen method over these alternatives is that it offers smooth interpolation of the density

distribution, as opposed to discrete icons for each cell (e.g. bars or hills).
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4.4 Data Association Visualisations

This section deals with the requirements for data association visualisation as discussed

in Chapter 3 Section 3.4. Recall that in the data association stage, features observed in

the current time-step are matched against those currently mapped. In other words, the

data association stage determines which currently mapped features produced the most

recent observations. The theoretical visualisation requirement is to show the predicted

features, the observed features, and the matches between predictions and observations.

This is important as visualising the predicted and actual observations in AR will provide

a direct visual correspondence with the real world landmarks. In addition, it will show

the innovation, and any errors or faults in the data association process.

(a) (b)

(c) (d)

Figure 4.16: Data Association AR Visualisation: red markers are observations; yellow markers
are predictions; green markers are mapped features not expected to be observed; red
ellipsoid loops indicate data association matches.
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Fig. 4.16 shows the AR data association visualisation implemented for EKF-SLAM.

The AR setup is identical to previous examples; the cyan line and marker represent the

robot path estimate as before. The novel visualisation technique for data association is

as follows:

Red Marker: an actual feature observation. This is a feature observation that was

extracted from real range-sensor data.

Yellow Marker: a predicted feature observation. These are currently mapped features

which are within range, and within angular view of the range-sensor. Hence, they

are expected to be observed by the sensor.

Green Marker: these are mapped features which are not predicted to be observed. The

reason is the feature being outside of the range and/or the viewing angle of the

range sensor.

Red Ellipsoid Loop: an explicit indication of a data association match. That is, the

ellipsoid is drawn around a predicted (yellow) and an observed (red) feature, indi-

cating a data association match.

This intuitive visualisation satisfies the requirements for data association. The pre-

dicted and actual observations are clearly shown; the data association matches are shown

likewise. The innovation can be qualitatively observed in the discrepancy between the

predicted and actual observations. In addition, the outcomes of data association that

govern the subsequent map update phase are visualised. Feature updates resulting from

data association matches are inferred from positional changes of the yellow markers, i.e.

how the mapped features were updated with their observations. Unmatched predictions

are characterised by yellow markers without corresponding red markers, i.e. predictions

without associated observations. If the feature is erased from the map as a result, the

yellow marker would likewise disappear. Unexpected observations are characterised by

red markers without corresponding yellow markers, i.e. observations without associated

predictions. If the feature is added to the map as a result, a yellow marker would appear.

In Fig. 4.16(a) the two lower features have been mapped; green markers indicate they

are not expected to be observed since they are slightly behind the robot and outside the

view of the sensor. The red marker for the upper feature shows that this is a newly

observed feature which has not been mapped yet; this is inferred from the absence of a

yellow marker. In 4.16(b) the upper feature is reobserved; there is a prediction and an

observation with an encircling ellipsoid, indicating a data association match. In this case

the innovation appears to be close to zero, as the markers seem to occupy the same space.

In 4.16(c) the left-most feature is being observed for the first time; again evidenced by an

absence of a yellow marker. The middle feature is being reobserved; there is a prediction
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(yellow) which has been matched to an observation (red) by an encircling ellipsoid. In this

case there is a noticeable innovation present; shown by a discrepancy between the yellow

and red markers. Furthermore, note that neither the red nor the yellow marker perfectly

aligns with the physical feature cylinder from the underlying real world image. This

indicates that there is a discrepancy between the ground truth and the predictions and

the observations. Fig. 4.16(d) shows two of the features being reobserved; the predictions,

observations, and the data association matches are clearly shown.

The visualisation developed in this research addresses single-hypothesis data associ-

ation. Multiple-hypothesis data association introduces new challenges with respect to

its visualisation. FastSLAM is an example of a system which maintains multiple data

association hypotheses; one for each particle. The major difficulty is that a lot more in-

formation needs to be visualised using limited visual attributes and limited screen space.

The method discussed in this section can not directly be used for FastSLAM; showing

predictions/observations/matches for every particle will disarray and overwhelm the vi-

sualisation, rendering it mostly meaningless. Overall, the technique presented is a good

qualitative visualisation of single-hypothesis data association; multiple-hypothesis data

association is a challenge to be addressed in the future.

Error Visualisation

Another aspect of the data association visualisation requirement is showing any possible

faults in the data association process. Fig. 4.17 presents an example of this. In 4.17(a), it

can be seen that there is a prediction (yellow) and an observation (red) for the right-most

(a) (b)

Figure 4.17: Data Association AR Visualisation: showing errors in the data association process.
Predictions are not matched to observations (due to absence of ellipsoid loops), and
predicted features are not reobserved.



4.5 Conclusions 107

bottom feature. However, there is no data association match; this is evidenced by the

absence of an encircling red ellipsoid. What this means is that there is a fault in the

data association process; although a valid prediction and a valid observation appear to be

present, they are not matched. The middle feature only has a prediction (yellow) without

an observation. This may indicate another fault either with the range sensors or with the

feature extraction procedure. In 4.17(b) there is also a failure to match the prediction

with the observation for the middle feature. Another problem can be observed in the fact

that the two upper-most physical features in the real image were failed to be observed.

Design Options Discussion

Colour was chosen for this visualisation technique because contrasting colours are effec-

tive for communicating contrasting information. This refers to using red and yellow to

differentiate between predictions and observations. Texture or transparency could be used

instead, but these were thought to be less effective. The size attribute is another option;

prediction and observation icons could differ in height or volume. Shape is also a possible

attribute; different icons such as inverted pyramids, cylinders or bars could be used to dif-

ferentiate between predictions and observations. The reason shape and size were not used

is that the shape of the marker (pointed cone) was chosen to remain consistent with other

visualisations; the cone portrays a feature, and its colour gives additional information (i.e.

predicted/observed/etc).

A method was necessary for explicitly showing data association matches; this entails

clearly linking together the prediction and observation pairs of matches. The design

issues raised here are similar to those discussed in Section 4.2.2 with respect to linking

different features for showing correlations. The most obvious way is to simply use some

kind of a straight line link. Some kind of a 3D tube or curve could also work. In this

research an ellipsoid loop encircling the pair was chosen. This is because the ellipsoid

has a more easily perceived shape and a larger perceived “area”; thus it is more easily

detected and observed during real-time operation, when the matches appear on the screen

only momentarily as they occur. Colour encoding was another option; the observations

and predictions paired together would have the same colour. However this has several

problems: a different colour will be necessary for every pair, and predictions would need

to be differentiated from observations in another way.

4.5 Conclusions

This chapter presented novel AR visualisation techniques developed and implemented

in this research, to meet EKF-SLAM and FastSLAM visualisation requirements. The

standard state visualisations for both algorithms were implemented in AR. This offered
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direct qualitative visual comparison of the SLAM estimates against the ground truth seen

in the AR image. This visualisation assists in qualitative observation and detection of

possible faults within SLAM systems.

Novel visualisations were developed and implemented for EKF-SLAM feature corre-

lation and covariance convergence behaviours. The purpose of these visualisations is to

confirm the SLAM system’s adherence to these established behaviours, and to explicitly

visualise violations of these behaviours in order to assist fault detection. These techniques

were further refined to address the problems of visual cluttering. This was done by spa-

tially clustering the features and only visualising inter-cluster correlations. To address the

issue further a statistical representation was developed; instead of visualising all of the

inter-cluster correlations, only the mean, minimum and maximum correlations are shown.

This significantly reduced the visual clutter within the view.

For FastSLAM a novel colour-mapping visualisation was developed showing intra-

particle associations between robot and feature estimates. These are important to vi-

sualise as the accuracy of the map within a given particle is directly governed by the

accuracy of the robot path. A further novel addition was the mapping of particle weights

onto the brightness of the feature markers; darker regions would indicate lower weights

and brighter regions higher weights. An alternative novel FastSLAM visualisation was

developed which presented the densities of the particle estimates as an interpolated 3D

surface, where the height would indicate the density. This provided an improved visualisa-

tion of the overall quality of the SLAM posterior sample computed by the particle filter.

Intra-particle associations colour mapping was successfully utilised for the 3D surface

visualisation as well.

Lastly, a novel visualisation technique was developed for single-hypothesis data as-

sociation in SLAM. This shows predictions, observations, and data association matches.

From this visualisation unexpected observations and unmatched predictions are easily in-

ferred, providing a complete visualisation of the data association phase. This is needed in

order to qualitatively observe data association processing and to assist in detecting any

possible faults therein.

Tables 4.1 and 4.2 present summaries of visualisation requirements satisfied by visual

attributes in AR for EKFSLAM and FastSLAM respectively. These can be examined

together with Tables 3.2 - 3.4 at the end of Chapter 3 for a detailed summary on the

visualisation requirements that were met and how this was accomplished. Additionally,

Fig. 4.18 - 4.21 present enlarged, more detailed illustrations of the visualisations from

this chapter, including correlations, particle, surface and data association visualisations.

The visualisation icons chosen in this chapter are the most promising according to the

justifications given. The visualisations could be further improved by detailed user studies

comparing the effectiveness of various visualisation icons and parameters. Based on the
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Table 4.1: Summary of visualisation requirements satisfied by visual attributes in AR for EKFSLAM.
Requirement Visual

Attribute
Details

State (essential) Scaled 3D posi-
tion, orientation.

Robot pose and feature locations rendered
with virtual icons positioned in the environ-
ment view.

Covariance (es-
sential)

Area, orientation,
colour.

2D covariance ellipses with varying areas and
orientations, violations shown in red.

Feature Correla-
tions (essential)

Volume, orienta-
tion, colour.

3D correlation ellipsoids with varying vol-
umes and orientations, violations shown in
red.

Data Association
(essential)

Shape, colour. Colour-coded predictions and observations,
ellipse icons showing matches.

Table 4.2: Summary of visualisation requirements satisfied by visual attributes in AR for FastSLAM.
Requirement Visual

Attribute
Details

State (essential) Scaled 3D posi-
tion, orientation.

Robot pose and feature locations rendered
with virtual icons positioned in the environ-
ment view.

Particle Weights
(essential)

Colour. Particle weights encoded by value (bright-
ness) of virtual state icons.

Intra-particle
Associations
(optional)

Colour. Intra-particle associations encoded by hue
and saturation of virtual state icons.

Holistic Rep-
resentation
(optional)

Shape, scaled 3D
position.

Shaded 3D surface representing the joint
SLAM posterior distribution.

presented discussions, the choices made provide an excellent starting point for work in

SLAM visualisations.
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Figure 4.18: Enlarged view of the EKF correlations visualisation.

Figure 4.19: Enlarged view of the FastSLAM marker visualisation.
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Figure 4.20: Enlarged view of the FastSLAM surface visualisation.

Figure 4.21: Enlarged view of the EKF data association visualisation.
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5
AR-SLAM Visualisation System -

Implementation

5.1 Introduction

This chapter presents the implementation of the AR visualisation system for SLAM.

Chapter 4 presented the visualisation techniques that were developed in this research;

the current chapter presents how and on what hardware these visualisations were imple-

mented. Specifically, this refers to both the software details of the implementation and

the details of the hardware the system operates on. Relevant design decisions are outlined

also, and justifications are given with regard to the decisions made.

Section 5.2 outlines the software architecture of the AR visualisation system. This

explains both the static structure of the software system as well as its runtime behaviour

during operation. It is also explained how the visualisation system was intended to be

integrated with a SLAM implementation, to visualise the SLAM system.

Section 5.3 outlines the hardware setup of the AR visualisation system. This refers to

the cameras used to obtain the input real world images, the hardware used for processing,

and the displays used for the output AR visualisation. The system was implemented

on two different hardware setups. The OH camera setup uses a fixed camera with a

constant field of view for input images, and a wall mounted wide-screen monitor for AR

output. This is the setup which was used to present the visualisations in Chapter 4. The

113



114 AR-SLAM Visualisation System - Implementation

HMD setup uses a stereo video see-through HMD for both input and output. The HMD

cameras capture the real world images for input, augmentation is performed, and the AR

visualisation is presented to the the user wearing the HMD.

5.2 Software Architecture

This section outlines the software architecture of the AR visualisation system. Subsection

5.2.1 presents the static structure of the software system. Subsection 5.2.2 presents run-

time behaviour during operation. Finally, Subsection 5.2.3 explains the integration of the

AR visualisation system with a SLAM implementation, in order to visualise the SLAM

system.

5.2.1 Static Software Structure

The purpose of the AR system is visualisation of SLAM algorithms; this may be done for

the reasons of qualitative observation, education, or testing and debugging. Therefore, the

underlying factor governing design decisions made during implementation is the ease of

deployment of the AR visualisation system. This basically refers to the ease of integration

of the AR system with the SLAM algorithm. The aim of this research was never to

develop a “finished product” to use for SLAM visualisation; it was to develop a proof-

of-concept implementation to evaluate the novel visualisation methods and techniques.

Nevertheless, the aspect of ease-of-integration was used as a guiding factor for the design

decisions during implementation.

Obviously, no standard exists for SLAM implementations; developers use different

programming languages, design approaches and structures, software patterns etc. Hence,

implementation of a universal visualisation system which could be immediately integrated

with and used to visualise any given SLAM implementation is not possible. However,

common elements exist within different SLAM implementations. The processing phases

of prediction, data association and update must be present in some form. Additionally,

the state information must be stored in some form, and it is this information that the AR

system needs to acquire for the visualisations.

The next best alternative is to minimise the amount of work and alterations necessary

to integrate the visualisation system. In order to do that, it was decided to choose a

suitable software design pattern which defines an interface for the SLAM developer to

use; the interface needs to be defined such that minimal effort is needed to implement it.

The software pattern was chosen with the aim of being suitable for communicating the

aforementioned SLAM information to the AR system.

The implementation presented in this research builds upon the existing ARDev [40,
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Figure 5.1: ARDev Software Architecture (from [40]).

41] visualisation system for robot development. Therefore, the software architecture of

ARDev is briefly presented first. The architecture is shown in Fig. 5.1, taken from [40].

The Output Object is the governing module responsible for rendering the AR visualisation

onto the display. The Capture Object is responsible for acquiring the background real

world image, and the Camera Object stores the positional model and the calibration of the

camera in world coordinates. Pre-Processing Objects are used for image-based positional

tracking for registration. The core of the system lies in the Render List, which contains

the virtual objects to be rendered. These are represented by pairs, where the Render

Object defines what the rendering is, and the Position Object defines where it is to be

rendered in world coordinates.

Overall Structure

Fig. 5.2 presents the conceptual diagram of the visualisation system, outlining the hard-

ware and software modules involved. The SLAM module is essentially the SLAM software.

It obtains odometry and range sensor data from the robot hardware, and then performs

the SLAM processing. Lastly, it sends actuator commands back to the robot. The other

main module is the AR, which is the visualisation software. Firstly, it obtains the SLAM

data from the SLAM module, and then the image capture from the camera hardware.

Then the AR visualisation is constructed and sent to the display hardware for visualisa-
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Figure 5.2: Conceptual diagram of the visualisation system.

tion.

The Observer software design pattern [73] was chosen for the implementation. This

pattern is designed for situations where an entity needs to observe another entity, while

remaining as decoupled as possible. Thus the pattern defines a Subject and an Observer

entity. The Subject is the entity being observed; the Observer is the entity taking the

observations and processing them with an end goal in mind e.g. visualisation. The essence

of the operation of the pattern is as follows. When the subject has new information which

may be of interest, it notifies any observers it may have. When the observers receive

this notification, they query the subject for this information and process it as required.

As can be seen, this software pattern is most suitable and directly applicable for the

implementation; the SLAM system is the entity which is being observed (the Subject)

and the AR visualisation system is the entity taking the observations (the Observer).

Two broad design approaches could have been used in the implementation. The first is

to develop the AR visualisation as a component for an existing RDE system. However, as

was discussed in the literature survey, common RDEs do not support SLAM development

well. Secondly, the use of the visualisation would be limited to that particular RDE. A
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favourable option was to develop the visualisation as a driver for Player [76], which is

widely used in the author’s robotics lab. However, there are numerous problems with

this. In Player, a driver needs to be bound to an interface, e.g. the AMCL localisation

driver is bound to the localise interface. No interfaces exist in Player for SLAM. Thus

a new interface would need to be introduced, and to use the visualisation Player drivers

for SLAM would need to be implemented by developers. Not all developers may wish to

use Player for their systems, and furthermore documentation on writing Player interfaces

and drivers was non-existent at the time of implementation.

The second approach is to use a software design pattern for communication between

the SLAM and the AR modules. This was the approach taken, with the Observer being

the most suitable pattern as discussed above. Another alternative is the Blackboard pat-

tern, where multiple readers and writers access a common knowledge base known as the

“blackboard”. Here, the SLAM module would be a writer and the AR module a reader,

with the SLAM data being stored on the blackboard. However, the Observer pattern is

more suitable for a single reader and writer relationship. Likewise, the Mediator pattern

could be used. Interaction is done through a “mediator” object, which avoids direct in-

teraction between the communicating entities. This could work, but it is superfluous to

develop an additional mediator entity for only two interacting components.

Fig. 5.3 presents the class diagram of the AR system implementation, and the appli-

cation of the Observer software pattern. The system was implemented in object-oriented

C++. There was little choice for the programming language as the visualisation system in

this research uses software libraries provided by the existing ARDev [43, 40] visualisation

system for robot programming. ARDev and the libraries it offers were implemented in

C++. Aside from this factor C++ is a good choice as it is reasonably prevalent, fast, and

offers object-oriented constructs.

In Fig. 5.3 the Subject entity is represented by the abstract class SLAMSubject. The

concrete SLAM implementations must inherit from this class. There are two concrete im-

plementations: EKFSLAMSubject and FastSLAMSubject, pertaining to the EKF-SLAM

and FastSLAM algorithms respectively. The EKF-SLAM implementation is based on the

work done by Yang as part of his Master’s project at this university [234]. The Observer

entity is represented by the light-weight interface SLAMObserver. There are two concrete

observer implementations: AROHSLAMObserver and ARHMDSLAMObserver. These

pertain to the two different augmented reality hardware setups: the fixed OH and the

mobile HMD respectively. The hardware setups will be further discussed in later sections.

As defined by the Observer pattern and shown in Fig. 5.3, the SLAMSubject holds a

list of SLAMObservers (named Observers). This presents a composition relationship as

shown by the black diamond. The composition relationship is due to the fact that it does

not make sense for observers to exist on their own; they can only exist while observing and
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Figure 5.3: AR Visualisation System Class Diagram: presents the Observer software pattern
used in the implementation.

being part of a subject. They also have a strong life-cycle dependency; when the subject

is destroyed, so are its observers. A subject may have any number of observers, or none

at all; thus the 0 . . . ∗ multiplier. A given observer belongs to exactly one subject; thus

the 1 multiplier. SLAMSubject implements three functions for observer manipulation.

Attach() and Detach() add and remove observers from the list respectively. Notify() is

the function that informs the observers that new information is present. As shown by

annotations in the diagram, this calls Update() for each observer in the list. Update() is

the function which will in turn query the subject to obtain the new information. The

dynamic behaviour of the system is further explained in Section 5.2.2.

SLAMSubject additionally defines a number of virtual functions. These are the “get-

ter” methods used by observers to obtain the information which they visualise. The

function prefixes EKF and Fast refer to the EKF-SLAM and FastSLAM implementations

respectively. EKF-SLAM functions are as follows:

EKF GetState(): returns the EKF state

EKF GetCovariance(): returns the EKF covariance
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EKF GetStateVectorLength(): returns the length of the state vector

EKF GetDAMatches(): returns the data association matches

EKF GetDAUnmatchedPred(): returns the unmatched predictions

EKF GetDAUnmatchedObs(): returns the unexpected observations

As the data association visualisation has been developed for single hypothesis data associa-

tion, the data association getters have only been implemented for EKF-SLAM. FastSLAM

functions are as follows:

Fast NParticles(): returns the total number of particles

Fast NEffective(): returns the effective particle threshold for resampling

Fast NFeatures(): returns the number of features

Fast RobotPoses(): returns the robot pose estimates for all particles

Fast Features(): returns the feature estimates for all particles

Fast Weights(): returns the weights for all particles

All of the data is returned in the simple format of C++ (single or multi-dimensional)

arrays of doubles and integers. The above functions provide all of the information that is

required by the AR system. The EKFSLAMSubject implementation only implements the

required EKF functions, likewise the FastSLAMSubject implementation only implements

the required FastSLAM functions. The abstract class SLAMSubject provides null imple-

mentations for all of the virtual functions; this is to allow compilation without concern for

the unused functions. For instance, visualisation of FastSLAMSubject will never call any

of the EKF getters, and the null implementations for the unused EKF functions allow the

system to compile and execute in that situation. In addition, the three data association

getters are optional; if the data association visualisation is disabled they can remain with

the default null implementations.

As noted earlier, the Observer entity is represented by the light-weight interface SLAM-

Observer. This only defines one virtual function Update(), which queries the subject to

obtain the new information. As dictated by the Observer software pattern, both of the

observer implementations (AROHSLAMObserver and ARHMDSLAMObserver) hold a

reference slam to the SLAMSubject they are monitoring. This is an aggregation relation-

ship as shown by the white diamond in Fig. 5.3. This is a weaker form of composition as

the subject can exist on its own without any observers. In addition there are no life-cycle

dependencies; when the observer is destroyed the subject is not. An observer monitors
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exactly 1 subject; hence the 1 multiplier. A given subject may be monitored by any

number of observers or none at all; hence the 0 . . . ∗ multiplier.

The implementations of the SLAMObserver interface are the core of the visualisation

system. These classes are responsible for setting up the augmented reality environment,

processing the SLAM data and rendering the visualisations. These classes will be ex-

plained in detail in following sections. The input parameters for the configuration of

the visualisation system are stored in a static text input file, and these are read by the

observer implementations upon initialisation. These define which algorithm is being vi-

sualised (EKF or FastSLAM) and which visualisations are to be enabled. As shown by

annotations in Fig. 5.3, the Update() function will invoke the required getter functions on

the slam object to obtain the latest SLAM data, depending on which algorithm is being

visualised (EKF or FastSLAM). This data is subsequently used to update the visualisa-

tion.

Overall, the benefit of the Observer software pattern lies in the decoupling of the

Subject and the Observer entities. The SLAMSubject is only aware of the minimalis-

tic SLAMObserver interface; it does not need to know the details of what the concrete

observers are or how they are implemented. The SLAMObserver implementations must

hold a reference to the abstract SLAMSubject they are monitoring, as they need to query

it for the SLAM data. However, they are not aware of the concrete implementations of

SLAMSubject.

SLAMObserver Structure

The implementations of the SLAMObserver interface are the core of the visualisation

system. Fig. 5.4 presents the class diagram of the AROHSLAMObserver implementation,

which uses the fixed overhead camera setup. As noted earlier, the implementations in this

research use libraries provided by the ARDev [43, 40] visualisation system. These libraries

are used for the creation of the augmented reality visualisation environment. ARDev

provides classes which are responsible for various aspects of setting up a visualisation

environment: registration, input capture, output presentation etc. In particular, the

following ARDev objects are used:

ARToolKitPlusPreProcess: uses ARToolKitPlus (ARTKP) [217] to find the world

coordinate location of a fiducial marker. Used for registration.

CaptureObject: used to obtain the real world image capture, to be used for the under-

lying real world image in AR.

CameraObject: represents input camera parameters and calibration in the world coor-

dinate frame.
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Figure 5.4: AROHSLAMObserver Class Diagram.

OutputObject: output stream to be used for AR visualisations.

As can be seen from Fig. 5.4, the AROHSLAMObserver class acts as a central, governing

module which uses the ARDev components to construct an augmented reality environ-

ment. This is the main function of the AROHSLAMObserver class. The rendering process

itself is off-loaded onto the SLAMRenderer objects. EKFSLAMRenderer performs all of

the EKF-SLAM rendering, and FastSLAMRenderer performs all of the FastSLAM render-

ing. Only one of these is initialised and used in a given application, depending on which

algorithm is being visualised. These classes are responsible for the low-level rendering

and are explained in the next section.

There is a composition relationship between AROHSLAMObserver and all of the com-

ponents it uses, as shown in Fig. 5.4. The components do not exist outside of the class,

and have a strong life-cycle dependency on it. There is also a one-to-one relationship

between AROHSLAMObserver and its components, as shown by the multipliers.

Fig. 5.5 presents the class diagram of the ARHMDSLAMObserver implementation,

which uses the mobile HMD setup. The general structure is similar; ARHMDSLAMOb-

server is the central module responsible for the creation of the augmented reality environ-
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Figure 5.5: ARHMDSLAMObserver Class Diagram.

ment, with the low-level rendering being done by the SLAMRenderer objects. However,

the difference is in the components used to set up the AR environment. The original

components provided by ARDev only function with the overhead camera setup. Thus,

new components needed to be implemented to work with the HMD. In addition, as the

camera is mobile in the HMD setup, it needs to be continuously tracked and localised for

registration. This is the major difference between the two setups. The new components

are as follows:

ISTracker: the module responsible for tracking and localising the mobile camera for

registration.

ARTKPPreProcessHMD: uses ARToolKitPlus to localise a fiducial marker for a mov-

ing camera.

VRmCamCapture: used to obtain the real world image capture from the HMD input

cameras, to be used for the underlying real world image in AR.

OutputHMDX11: output stream for the HMD display to be used for AR visualisations.
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CameraObject is an existing component provided by ARDev.

SLAMRenderer Structure

The SLAMRenderer objects are responsible for the actual rendering of the visualisations.

All visualisations were implemented using the powerful and widely adopted graphics pro-

gramming interface OpenGL (Open Graphics Library) [82]. Fig. 5.6 presents the class

diagram of the EKFSLAMRenderer implementation. In order to introduce new custom

visualisations into the ARDev framework, the following method must be used. ARDev

defines an abstract class RenderObject, with a single virtual function Render(). This class

is designed to represent graphical primitives or objects of variable complexity. A Ren-

derObject may be anything from a simple virtual object such as a sphere, to a complex

shaded 3D surface. The developer subclasses RenderObject and implements the Render()

function using OpenGL commands, to render whatever they require. Then RenderOb-

jects are added to the augmented reality environment created by the ARDev system and

visualised.

As can be seen in Fig. 5.6, this is the approach taken in the implementation. Several

Figure 5.6: EKFSLAMRenderer Class Diagram.
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concrete RenderObjects were implemented for the visualisation. EKFSLAMRenderer

is the central class which governs the RenderObjects and uses these to construct the

visualisation. This is shown by a composition relationship with all of the RenderObjects.

A given RenderObject belongs to exactly 1 EKFSLAMRenderer. The RenderObjects are

as follows:

RenderSLAMPos: conical marker used for showing SLAM positions. state render is a

vector of these, showing the state.

RenderSLAMOrient: the yellow arrow for showing robot orientation. Stored in vari-

able orient.

RenderSLAMCov: the covariance ellipsoid for positional uncertainties. Stored in vec-

tor cov render.

RenderSLAMOrientVar: the yellow wedge for showing the robot orientation variance.

Stored in orient var.

RenderSLAMCorr: the correlation link and ellipsoid between features. Stored in vector

corr render.

RenderSLAMCluster: clusters of correlations. Stored in cluster render.

RenderSLAMPath: the robot position trajectory, stored in path.

RenderSLAMDALinks: the linking ellipsoids for data association matches, stored in

DALinks.

Fig. 5.7 presents an almost identical structure used in FastSLAMRenderer. However,

only two RenderObjects are used here, the second being newly introduced:

RenderSLAMPos: conical marker used for showing SLAM positions, same as above.

Used to show individual robot and feature estimates within particles ( robot render

and features render).

Figure 5.7: FastSLAMRenderer Class Diagram.
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Figure 5.8: AROHSLAMObserver Sequence Diagram: showing initialisation and execution ac-
cording to the Observer software pattern.

RenderDensitySurface: the interpolated 3D surface used to show particle estimate

densities ( robot surface and features surface ).

All of the colour-mapping is performed in FastSLAMRenderer. The colours of the Ren-

derObjects (both individual markers and the surface representation) are set accordingly.

5.2.2 Runtime Software Operation

This section explains the runtime software operation for the two different system setups:

the overhead camera and the HMD. These are subtly different in the fact that the HMD

setup requires an extra module to track and localise the mobile input camera (i.e. the

user). Fig. 5.8 presents the runtime software operation of the AROHSLAMObserver

class, governing the fixed overhead camera setup. There are two stages in the operation

of the visualisation system: initialisation and execution.

The initialisation stage is as follows. After the objects are instantiated, the first step is

to subscribe the observer entity to the subject entity. This is done by invoking the Attach()
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function, which adds the observer to the list maintained by the subject, as defined by the

Observer pattern. This is necessary to allow the subject to notify its observers when new

data is present. The next part of initialisation is a very important step which addresses

augmented reality registration.

In the augmented reality system, it is necessary to correctly align the virtual SLAM

visualisations with the real world in the captured images. This is known as the regis-

tration problem. In this application, registration is achieved by using ARToolKitPlus

(ARTKP) [217] to visually track the robot within the captured images. An ARTKP

marker is mounted on top of the robot being tracked. The robot’s initial position is

assumed to be the origin of the SLAM map. This position is computed in AR world

coordinates with ARTKP, stored in memory and subsequently used for registration of all

SLAM visualisations. In Fig. 5.8 this is done by the invocation of ProcessFrame() on

the ARToolKitPlusPreProcess object, which will process the image frame and localise the

marker in world coordinates, returning the SLAM map origin.

Note that once the initial position is obtained, the robot is no longer tracked with

ARTKP. The initial position (i.e. the SLAM map origin in AR world coordinates) is all

that is required for registration. This is illustrated in the diagram by the lack of any

subsequent operations on ARToolKitPlusPreProcess. However, the robot may optionally

be tracked for purposes other than registration; for example to explicitly render the ground

truth, i.e. separate virtual markers for estimates and ground truth for comparison. It

should be emphasized that this is purely a testing and observation environment for SLAM

systems. The ARTKP localisation is used only for registration of AR images, not for

assisting the SLAM process itself. This concludes the initialisation phase.

The execution phase is the main processing stage, which visualises time-varying SLAM

data in real-time as the SLAM algorithm runs. It is triggered by an external signal

which follows initialisation; how this is done specifically depends on the implementation

of SLAMSubject. In the present case, as shown in Fig. 5.8, it is done by the invocation of

the RunSLAM() function, which begins SLAM operation. The core of the execution is an

update-render loop, which executes a SLAM iteration and then updates the visualisation,

as shown in Fig. 5.8. An iteration of the update-render loop consists of the following

steps:

1. SLAM processing: this is a single complete iteration of SLAM processing (EKF

or FastSLAM), i.e. one cycle of prediction, data association, observation update,

particle resampling for FastSLAM, adding new features etc.

2. Notification: once the SLAM processing is finished, the Notify() function is used

to tell any observers that new data is available. Notify() calls Update() on every

observer in the list kept by the SLAMSubject.
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3. SLAM data request: the first step within the Update() call is to query the SLAM-

Subject to obtain the latest SLAM data. This is done through the virtual accessor

functions (prefixed with EKF or Fast) defined by the SLAMSubject interface, for

EKF or FastSLAM respectively.

4. Visualisation update: the second step within the Update() call is to update the

visualisation using the latest SLAM data. This is done by invoking UpdateView()

on the corresponding EKFSLAMRenderer or FastSLAMRenderer object.

Fig. 5.9 presents the runtime software operation of the ARHMDSLAMObserver class,

governing the mobile HMD setup. The overall structure and the general operation are

almost the same as the previous case. The new addition is an extra module for localisation

of the mobile camera (ISTracker). During initialisation, after the observer has been

subscribed to the subject, it is necessary to localise the camera. This is done by calling

GetPose() on ISTracker, which will return the current camera (user) pose in AR world

coordinates. This must be done before finding the map origin marker with ARTKP

for obvious reasons; the camera pose must be known before being able to compute the

Figure 5.9: ARHMDSLAMObserver Sequence Diagram: showing initialisation and execution
with a tracker to localise the camera.
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location of any marker within the view of the camera. During execution, the camera must

also be continuously tracked. In Fig. 5.9 this is done by calling GetPose() within the

update-render loop, at the beginning of the Update() invocation. After this, the processing

continues as usual; latest SLAM data is obtained and the visualisation is updated.

5.2.3 Software Integration for Visualisation

The purpose of using the Observer software pattern in the implementation is to ease the

integration of the visualisation for use with a SLAM system. This section outlines the

steps needed to achieve this. The are two steps and they are as follows.

Step 1: Subclass SLAMSubject

This is the fundamental step. For a SLAM implementation to be integrated into the

visualisation as a subject for observation, it must inherit from the abstract SLAMSubject

class. As the visualisation has been developed for EKF and FastSLAM systems only, the

application must be one of these. This essentially means implementing the virtual getter

functions for the algorithm in question, as defined in Section 5.2.1 and shown in Fig. 5.3.

There are six EKF functions (prefixed with EKF) and six FastSLAM functions (prefixed

with Fast). Their purpose is to return the SLAM data which is desired to be visualised. A

FastSLAM system must implement all of the FastSLAM functions only, an EKF system

implements the EKF functions only. For the EKF, the three data association functions

are optional. This is likely to be the integration step which requires the most effort;

however since the data must already be stored internally, it should not require excessive

effort.

Step 2: Notify the Observers

The second and final step is trivial. The Notify() function must be invoked whenever the

user wishes the visualisation to be updated. When this is done is up to the user. The

usual way is to do it after each SLAM predict-update cycle, as shown in Fig. 5.8 and 5.9.

Alternatively, it could be done using an auxiliary timer, e.g. every 0.25 seconds. Calling

Notify() will initiate the procedure of querying for the latest SLAM data and updating

the visualisations, as explained previously.

Example Pseudo-code

//step 1: subclassing SLAMSubject, using EKF as an example

class MyEKFSLAMSubject : public SLAMSubject {

//actual SLAM code i.e. predict, update, etc
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...

//implement the virtual EKF getters defined by SLAMSubject

virtual EKF_GetState(){...}
virtual EKF_GetCovariance(){...}
virtual EKF_GetStateVectorLength(){...}
virtual EKF_GetDAMatches(){...}
virtual EKF_GetDAUnmatchedPred(){...}
virtual EKF_GetDAUnmatchedObs(){...}

//a function to begin SLAM execution

RunSLAM(){

//main SLAM loop

while(runSLAM){
//do SLAM processing

...

//step 2: when finished SLAM processing, call

//Notify() to update view

Notify();

} //end while

} //end of RunSLAM

} //end of MyEKFSLAMSubject

//finally, a main method to bring it together

int main(){

//instantiate the subject

SLAMSubject * subject = new MyEKFSLAMSubject();

//instantiate the observer

//When you no longer need the visualisation and

//just want to run SLAM, simply comment out the

//SLAMObserver constructor call below. No other

//code changes necessary. SLAMSubject will operate correctly

//through the Observer pattern, with zero observers
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SLAMObserver * observer = new AROHSLAMObserver(subject);

//begin execution

subject->RunSLAM();

return 0;

}//end main

5.3 Hardware Setup

This section outlines the hardware setup of the AR visualisation system. This refers to the

cameras used to obtain the input real world images, the hardware used for processing, the

displays used for the output AR visualisation, as well as the overall physical arrangement.

Section 5.3.1 deals with the OH camera setup which uses a fixed camera with a constant

field of view for input images, and a wall mounted wide-screen monitor for AR output.

Section 5.3.2 deals with the HMD setup which uses a stereo video see-through HMD for

both input and output.

5.3.1 Overhead Camera Setup

Fig. 5.10 presents the physical hardware setup of the fixed overhead camera system.

Firstly, a distinction needs to be made between the SLAM coordinate frame and the AR

world coordinate frame. The AR system functions within a defined AR world coordinate

frame. This is what the input camera is calibrated in, and this is the coordinate frame

used for the registration and alignment of virtual objects. The (x,y) plane corresponds to

the physical ground. The SLAM coordinate frame is what the SLAM algorithm operates

within, with the origin being the robot’s initial pose when SLAM starts. In the present

SLAM application this coordinate frame is two dimensional.

Clearly, in order to visualise the SLAM data, a correspondence must be established

between these two coordinate frames, and this is in effect the registration problem. As

explained earlier, this is done by localising the robot in AR world coordinates upon

initialisation; thus giving the SLAM coordinate frame origin in AR world coordinates.

The robot is localised using an ARTKP marker mounted on top. This is illustrated in

Fig. 5.10. Knowing the SLAM map origin in world coordinates enables the registration

of any SLAM data in world coordinates, such as robot pose and features.

The input camera is a Prosilica EC 1350C Firewire (1360x1024 resolution). The

function of the input camera is two fold. Firstly, it is used to localise the robot with

ARTKP, by computing from the image the world coordinate pose of the marker mounted
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Figure 5.10: OH camera hardware setup.

on the robot. Secondly, it is used to provide the background real world images for the AR

view. The camera is calibrated by ARDev using Tsai’s algorithm [214]. The calibration

computes intrinsic and extrinsic camera parameters. Intrinsic parameters define optical

characteristics of the camera, such as focal length and distortion. These parameters are

constant. Extrinsic parameters define the camera pose in the AR world coordinate frame.

These are also constant, as the camera is physically fixed in place. The calibration data

is composed of 3D world coordinate points, along with their matching 2D image plane

coordinates in pixels. A “calibration cube” device is used in the procedure; a cube volume

with 9 calibration points (blobs) on each face. The blobs on each face are arranged

in a square 3 by 3 grid, and their 3D world coordinates are known. ARDev extracts

the matching 2D image plane coordinates, and the data is processed by the calibration

algorithm to compute the camera parameters. See [40] for further details.

The mobile robot platform used in the implementation is a PIONEER 3-DX [185],

shown in Fig. 5.11. Player [76] was used to interface with the robot sensors and actuators.

An odometry sensor was used to make SLAM predictions, and a laser range-finder was

used to make observations.
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Figure 5.11: PIONEER 3-DX mobile robot used in implementation.

Thus, as shown in Fig. 5.10, the real world images of SLAM operation are captured by

the input camera. These are subsequently sent to a desktop PC for augmentation. The

PC is an Intel Pentium D Dual Core 3.0 GHz processor with 2.0 GB of memory running

Ubuntu. The AR visualisation is finally presented on a 50 inch plasma monitor. The user

is able to observe the augmented reality visualisation as well as the physical robot and its

operating area.

5.3.2 Head-Mounted Display Setup

Fig. 5.12 presents the physical hardware setup of the HMD system. The main difference

with this setup is the fact that the camera (i.e. the user) is now mobile and needs

to be continuously localised. This is achieved with an InterSense IS1200 vision tracker

[104] (referred to as the user tracker), shown in Fig. 5.13(b). The tracker achieves 6-

DOF localisation with a combined optical-inertial sensor using a constellation of visual

markers, shown in Fig. 5.14. Its specified accuracy is 2-5 mm for position and 0.1 degree

for orientation. The tracker uses a bus powered USB connection, with the specified latency

of 5-8 ms. The tracker is calibrated using a fixed ceiling constellation of markers, and is

able to continuously track its 3D pose in the configured coordinate frame as long as at

least 4 markers are visible. On occasion the device loses track of its pose when it loses

sight of the markers, or for other reasons such as lighting or jitter. In that event it must

be held still for 10-30 seconds with the constellation visible, in order to relocalise.

The implementation uses a Trivisio ARvision-3D HMD [213], shown in Fig. 5.13(a).

The device is video-see-through, and is worn together with the user tracker. The video
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Figure 5.12: HMD hardware setup.

input is provided by two in-built stereo VRMagic VRmC-3 cameras (640x480 resolution).

Camera calibration was performed using the Camera Calibration Toolbox for Matlab [25].

The calibration input data consists of a series of images of a flat chess-board type grid

in different orientations. The grid vertices are then extracted and used to compute the

intrinsic camera parameters. As the cameras are now mobile, the extrinsic parameters

are no longer fixed. These are obtained with the user tracker, given the fixed positional

offset between the tracker device and the HMD cameras when worn together.

Fig. 5.12 summarises the overall configuration of the system. The user wears both

the head mounted tracker and the HMD. Upon initialisation, the tracker returns the pose

of the cameras (i.e. the user) in the AR world coordinate frame. Knowing the camera

pose, ARToolKitPlus processes the input images from the cameras to localise the marker

on the robot. This gives the SLAM map origin in AR world coordinates, to be used

for registration as in the previous hardware setup. During execution the Pioneer robot

performs SLAM as previously, and the user is able to move around while observing the

SLAM environment through the HMD cameras. The tracker continuously localises the

user, and the HMD cameras send the input images for processing to a laptop PC worn by
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(a) Trivisio ARvision-3D HMD (from [213]) (b) InterSense IS1200 vision
tracker

Figure 5.13: The user tracker and the HMD used in the implementation.

the user in a back-pack type harness. Augmentation is performed on a Dell Latitude D620

laptop PC running Ubuntu. Note that the software driver for the IS1200 vision tracker

is only available for the Windows XP operating system. In order to address this issue,

VMWare Server 2 was running a guest Windows XP OS on the host Ubuntu OS. The

IS1200 driver was running within the guest Windows OS. Finally, the AR visualisation is

presented to the user through the dual stereo HMD displays.

Figure 5.14: Marker constellation used by the IS1200 vision tracker.
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5.4 Conclusions

This chapter presented the implementation of the AR visualisation system for SLAM. The

software structure was developed with the Observer software pattern, in order to ease the

integration of the AR visualisation system with a SLAM implementation. This defines

the SLAMSubject and SLAMObserver entities. The SLAMSubject is the SLAM imple-

mentation, and the SLAMObserver is the AR visualisation system observing the SLAM

implementation while remaining as decoupled as possible. When new data is available, the

SLAMSubject notifies its observer. Upon receiving the notification, the SLAMObserver

queries the subject for the new data and updates the visualisations accordingly.

Minimal steps are required in order to integrate a SLAM implementation into the AR

visualisation framework. The major step is the implementation of the getter functions for

SLAM data as defined by SLAMSubject; these are necessary in order for the visualisation

system to be able to obtain the SLAM data which is desired to be visualised. The second

step is trivial: notifying the observer whenever new data is available, or whenever the user

wishes the visualisation to be updated. Thus, the application of the Observer software

pattern was highly suitable for the implementation in this research.

Two SLAMSubjects were implemented, one for the EKF and one for the FastSLAM

algorithm. Two SLAMObservers were implemented, one for each of the two different hard-

ware configurations used. The first configuration used a fixed overhead camera for input

images, and a wall mounted wide screen monitor for output presentation. The second

configuration used a mobile HMD for both input and output. The second configuration

also used an additional component, which was a vision tracker in order to continuously

localise the user (i.e. the HMD camera pose). In both setups, registration was achieved

with ARToolKitPlus by computing the robot’s initial pose. This was assumed to be the

origin of the SLAM coordinate frame within the AR world coordinate frame. Thus, the

configurations reflect the fundamental archetypes of static and mobile views used in AR

visualisation systems.
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6
Evaluation

6.1 Introduction

The main purpose of the AR visualisation system developed in this research is to assist

SLAM development, and in particular testing and debugging. This means detecting,

understanding and correcting SLAM faults. A fault has an underlying cause, which may

be a software bug or hardware issue. A fault also has an effect, which is the problem in

the SLAM system eventuating from the cause, e.g. poor final solution.

In order to aid debugging a SLAM visualisation should provide information on any

faults present; information on their causes, effects or both. Visualising the effect shows

the developer that a fault is present; however visualising the cause is more useful as more

information is provided for correcting the fault. Section 6.2 presents the usability evalu-

ation of the visualisation system for the intended purpose of assisting SLAM debugging.

In particular this evaluates the system’s effectiveness for detecting fault effects, detecting

fault causes and correcting the faults.

The AR visualisation system also has the important non-functional attributes of per-

formance and registration accuracy. These attributes strongly influence the efficacy of

the visualisation system. Adequate performance is needed to visualise faults effectively

during real-time SLAM operation. Adequate registration accuracy is needed to effectively

visualise ground truth errors and inconsistencies. Section 6.3 presents the evaluation of

the performance and registration accuracy characteristics of the visualisation system.

137
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6.2 Usability Evaluation

This section presents the evaluation of the system’s effectiveness for detecting fault effects,

detecting fault causes and correcting the faults.

6.2.1 Theory

The first part of the experiments evaluated the AR aspect of the visualisations. The

AR aspect was evaluated in the fault detection experiments. A comparison was made

between two standard SLAM visualisations (i.e. the inferred state of the art, see Chapter

4 Sections 4.2.1 and 4.3.1); with and without AR. This was done separately for EKF

and FastSLAM. The standard EKF visualisation included the visualisation of feature

covariance convergence violations, even though that particular visualisation is not a part of

the current state of the art. The standard FastSLAM visualisation did not incorporate any

of the colour-mapping techniques. The visualisations without AR plotted the data in plan

view, and included the ground truth which was externally obtained by tracking the robot

and measuring the features. The purpose was to evaluate whether a given visualisation

technique implemented in AR is more effective compared to the same technique without

AR. As the existing inferred state of the art does not employ AR, this evaluates the new

contribution of applying AR to the standard method.

The subsequent parts of the evaluation addressed the novel visualisation techniques

developed in this research. This was done in the fault detection and fault correction

experiments. For EKF, an independent comparison was made between the standard EKF

visualisation in AR (as described above) and each of the novel EKF visualisations in

AR. These were the correlation visualisation and the data association visualisation (see

Chapter 4 Sections 4.2.2 and 4.4). The correlation visualisation used 3D ellipsoids and

included the correlation error visualisation, but did not incorporate any of the clustering

techniques. The data association visualisation was as described in Section 4.4.

For FastSLAM, an independent comparison was made between the standard Fast-

SLAM visualisation in AR (as described above) and each of the novel FastSLAM visu-

alisations in AR. These were the colour-mapping visualisation and the surface density

visualisation (see Chapter 4 Sections 4.3.1, 4.3.2 and 4.3.3). The colour-mapping vi-

sualisation was the individual marker visualisation which included particle weights and

intra-particle associations. The surface density visualisation did not incorporate colour

mapping. The purpose of these experiments was to independently evaluate the effective-

ness of the novel visualisations compared against the standard visualisations (i.e. the

inferred state of the art).
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Table 6.1: Fault Detection Experiments Summary: each experiment compared Vis 1 with Vis 2.
Fault Detection Experiments

Experiment Vis 1 Vis 2
EKF Exp 1 Standard AR Standard non-AR
EKF Exp 2 Correlations AR Standard AR
EKF Exp 3 Data Association AR Standard AR
FastSLAM Exp 1 Standard AR Standard non-AR
FastSLAM Exp 2 Colour-mapping AR Standard AR
FastSLAM Exp 3 Surface density AR Standard AR

Fault Detection

Table 6.1 summarises the fault detection experiments. Each experiment separately eval-

uated effect and cause detection. The research question for each experiment states: Is

Vis 1 more effective for detecting fault effects/causes than Vis 2 during SLAM devel-

opment?. Every experiment comprised two statistical hypothesis tests of the difference

between independent population proportions [39] for each of effect detection and cause

detection. The first hypothesis test directly measured the effectiveness by measuring the

detectability of faults with visualisations. The second hypothesis test indirectly measured

the effectiveness by measuring the user preferences towards the visualisations.

For the first hypothesis test, the following population parameters were defined:

P1: population proportion of SLAM developers who successfully detect the fault ef-

fect/cause using Vis 1

P2: population proportion of SLAM developers who successfully detect the fault ef-

fect/cause using Vis 2

The test hypotheses were:

H0: P1 = P2

Ha: P1 > P2 or P1 < P2

For the second hypothesis test, the following population parameters were defined:

Q1: population proportion of SLAM developers who prefer Vis 1 for fault effect/cause

detection

Q2: population proportion of SLAM developers who prefer Vis 2 for fault effect/cause

detection

The test hypotheses were:

H0: Q1 = Q2
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Table 6.2: Statistical Power Analysis Summary: the minimum sample sizes required in order to
achieve adequate statistical power.

Statistical Power Analysis Summary
Effect
Size

h Raw Difference
in Proportions

Minimum Sample Size
(power=0.8, α=0.05)

Small 0.2 0.05-0.10 400
Medium 0.5 0.20-0.25 64
Large 0.8 0.35-0.40 24

Ha: Q1 > Q2 or Q1 < Q2

By default, the null hypothesis H0 is assumed to be true. The null hypothesis states

that the proportion of successful detections or preferences for Vis 1 is equal to those

for Vis 2; meaning that the visualisations are equally effective. Each experiment aims

to establish whether one is more effective than the other; hence it is a bi-directional

test. Therefore the alternative hypothesis Ha states that the proportion of successful

detections or preferences for one is greater than those for the other; meaning that one is

more effective. The specific definitions of Vis 1 and Vis 2 for each experiment are given

in Table 6.1.

The statistical power of a hypothesis test is the probability that it will correctly reject

the null hypothesis, i.e. when the null hypothesis is actually false. Adequate statistical

power is essential for reliable results. In order to calculate statistical power, expected effect

size needs to be known. The effect size is the expected degree by which the proportions

differ in the alternative hypothesis, or by what degree is one visualisation expected to be

more effective than the other. In [39] an effect size index h has been defined, using an

arcsine transformation of the expected proportions:

h = φ1 − φ2 (6.2.1.1)

φ1 = 2arcsin
√
P1 (6.2.1.2)

φ2 = 2arcsin
√
P2 (6.2.1.3)

Therefore, in order to compute expected effect size, expected values for the population

proportions need to be known. Usually in statistical hypothesis experiments, previous

research or investigations can be used to get an indication of what these parameters are.

Unfortunately, no previous research exists which can be used for that purpose in the

context of the current investigation.

With regard to these situations, in [39] as a convention qualitative definitions of

“small”, “medium” and “large” effect size are given. Table 6.2 lists these definitions

and the raw differences in proportions they equate to. Table 6.2 also gives the minimum



6.2 Usability Evaluation 141

Table 6.3: Fault Correction Experiments Summary: each experiment compared Vis 1 with Vis 2.
Fault Correction Experiments

Experiment Vis 1 Vis 2
EKF Exp 1 Correlations AR Standard AR
EKF Exp 2 Data Association AR Standard AR
FastSLAM Exp 1 Colour-mapping AR Standard AR
FastSLAM Exp 2 Surface density AR Standard AR

sample sizes (i.e. the number of participants in the experiments) required in order to

achieve adequate statistical power. The desired statistical power is fixed at the conven-

tional 0.8 and the significance criterion is taken to be α = 0.05. Therefore, the absolute

minimum sample size is n = 24 in order to detect a large effect size. Larger samples

would allow the detection of smaller effects, while maintaining an adequate power. The

statistical test used is the normal curve test applied to the arcsine transformation of the

proportions, as recommended for its general applicability [39].

Fault Correction

Table 6.3 summarises the fault correction experiments. These are structured analogously

to the fault detection experiments, with the omission of the AR aspect. This is discussed

later in Section 6.2.2. The fault correction evaluation was not formulated as a hypothesis

testing analysis because it was known in advance that the minimum required sample size

could not be achieved. Instead it was formulated as a qualitative comparison and analysis.

The aim was to obtain preliminary qualitative results, possibly serving as a foundation

for further more elaborate studies.

Each experiment assessed the effectiveness of the visualisations for correcting SLAM

faults. The following data was collected and used to compare the visualisations:

Fault Correction Proportion. The proportion of participants who successfully cor-

rected the fault using the given visualisation. This is the most direct indicator of

how effective a given visualisation is. In addition the time taken for the observation

and the correction was measured.

Fault Insight Proportion. The proportion of participants who were unable to correct

the fault, but successfully gained insight into the nature of the fault using the given

visualisation. This is quite useful because it indicates how well a given visualisation

allows the user to understand the fault and SLAM operation.

Preference Proportion. The proportion of participants who prefer the given visualisa-

tion for fault correction, with reasons for the preference. This is very important as

it presents qualitative feedback from the participants.
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Table 6.4: Fault Summary: faults used in the experiments.
Fault Summary

Fault Effect Cause
Fault 1 Erroneous features created where no

actual landmarks existed.
Physical obstructions which did not
pertain to actual point landmarks.

EKF
Fault 2

Faulty feature and robot state esti-
mates.

Programming fault in covariance
update, causing violations of the ex-
pected covariance and correlation
behaviours.

EKF
Fault 3

Duplicate features, failure to update
state estimates.

Programming error in data associ-
ation, failing to match predictions
and observations.

FastSLAM
Fault 2

Unbounded uncertainty growth and
rapid particle weight decrease.

Programming error in resampling,
causing resampling to not take
place.

FastSLAM
Fault 3

Geometrically erroneous and erratic
feature updates.

Programming error in feature up-
date.

6.2.2 Method

In order to evaluate the effectiveness of the visualisations for SLAM debugging, artificial

faults were introduced into the SLAM algorithms. The participants were then asked

to detect or correct the faults. Table 6.4 presents the faults used in the experiments

along with their effects and causes. Table 6.5 presents how the faults appeared in the

visualisations during the experiments.

For Fault 1, the AR visualisation showed the cause, while the non-AR view showed

the effect only. For EKF Fault 2, both visualisations showed different information (corre-

lations or covariances) on the cause. For EKF Fault 3, the data association view clearly

showed the cause while the standard view only showed the effect. For FastSLAM Fault 2,

both visualisations showed information on the effect, with the colour mapping view addi-

tionally showing the particle weights. The low particle weights were a strong indication

of the cause relating to resampling. For FastSLAM Fault 3, both visualisations showed

the effect.

Ideally the desired population of the participants in the study would be SLAM de-

velopers. However in practice to obtain sufficient participants the population scope was

widened to robotics developers. This issue is discussed in Section 6.2.4.

Fault Detection

The fault detection experiments were performed as a web-based survey questionnaire.

This was done due to the difficulty of obtaining sufficient participants for a study where

the participants had to be physically present. As there are insufficient potential partici-
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Table 6.5: Experiment Summary: faults used in the experiments and how they appear in the visu-
alisations.

Experiment Summary
Experiment Fault Appearance in Vis 1 Appearance in Vis 2
Detection EKF
Exp 1 & Detec-
tion FastSLAM
Exp 1

Fault 1 Standard AR - Feature es-
timates appear at physi-
cal obstructions which do
not pertain to actual point
landmarks.

Standard non-AR - Fea-
ture estimates appear
where no ground truth
landmarks are plotted.

Detection EKF
Exp 2 & Correc-
tion EKF Exp
1

EKF
Fault 2

Correlations AR - correla-
tion ellipsoids grow in size
and turn red.

Standard AR - covariance
ellipsoids grow in size.

Detection EKF
Exp 3 & Correc-
tion EKF Exp
2

EKF
Fault 3

Data Association AR -
absence of linking ellip-
soids around predictions
and observations, indicat-
ing that no data associ-
ation matches are being
made.

Standard AR - duplicate
feature estimates, un-
bounded increase in robot
uncertainty.

Detection Fast-
SLAM Exp 2
& Correction
FastSLAM Exp 1

FastSLAM
Fault 2

Colour-mapping AR -
unbounded uncertainty
growth and abnormally
low particle weights.

Standard AR - unbounded
uncertainty growth.

Detection Fast-
SLAM Exp 3
& Correction
FastSLAM Exp 2

FastSLAM
Fault 3

Surface density AR - ge-
ometrically erroneous and
erratic feature updates.

Standard AR - geometri-
cally erroneous and erratic
feature updates.

pants at the author’s research lab, the study had to be designed to enable practical means

of participation by developers from international, overseas universities and research in-

stitutions. The most suitable way of achieving this is through an internet-based survey

questionnaire.

Participants were invited over email, through the major international robotics mailing

lists. These included Robotics Worldwide, Australian Robotics and Automation Asso-

ciation (ARAA) and European Robotics Research Network (EURON). The experiments

involved participants watching videos of the visualisations and answering questions about

the visualisations.

The questionnaires for both EKF and FastSLAM evaluations followed a similar format.

Within the questionnaire document, the concepts of SLAM and AR were first explained,

along with introductory videos and explanations about the visualisations. Each AR visu-

alisation method was presented with a video of it being used for SLAM with a real robot

and cylindrical point features, along with a written explanation of the method. To present
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the non-AR visualisation, two videos were used. One was the virtual SLAM visualisation,

where the estimates and the ground truth were plotted in plan view. The other was the

video of the physical robot performing SLAM corresponding to the SLAM visualisation.

This was done to simulate the development process with the non-AR visualisation; the

developer would only be able to view the SLAM visualisation and the physical robot and

environment separately. The videos were taken using the fixed overhead camera hardware

configuration.

Artificial faults were then separately introduced into the SLAM systems shown by the

visualisations, as explained in Table 6.5. For each visualisation, the participants were

asked two multichoice questions (with 9 possible answers for each): what SLAM fault

(i.e. fault effect) is present in the visualisation (if at all), and what is its cause (if any).

This data gave the sample proportions used for the first hypothesis test measuring the

detectability of faults with visualisations. For each pair of visualisations being compared,

the participants were also asked in a short answer question which visualisation they felt

was more effective for both effect and cause detection, and why. This data gave the sample

proportions used for the second hypothesis test measuring the user preferences towards

the visualisations, and was also used to obtain qualitative feedback from the participants.

The introductory videos showed the correct visualisations without any SLAM faults.

This was done to accommodate robotics developers less familiar with SLAM; allowing

them to use the “correct” videos for comparison in fault detection. Additionally, the order

in which the visualisations within every compared pair were presented to the participant

was reversed for a random half of the participants. E.g. in experiment 1, the non-AR

visualisation may be presented first and the AR second, or vice versa. This was done in

an attempt to remedy the effects of “learning”, i.e. the results for the second visualisation

being affected by viewing the preceding visualisation.

Fault Correction

The fault correction experiments were performed as a hands-on lab based usability study.

The experiments involved participants using visualisations in order to correct faults within

SLAM source code.

The participant was set up in a SLAM development workstation. This included a

mobile robot set up in a small physical SLAM environment for testing, a large output

display for viewing the visualisations, and the source code for the SLAM system. The ex-

perimental setup used the fixed overhead camera hardware configuration. For evaluating

each visualisation the format was as follows. First, the visualisation was explained thor-

oughly in the test script questionnaire. Then, the SLAM system with the visualisation

was executed as a demonstration without any faults, i.e. showing the expected operation.

Following this, the SLAM system with the visualisation was executed with an artificial
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fault being introduced into the SLAM code, as explained in Table 6.5. The participant’s

task was to locate and correct the fault within the SLAM source code provided. The

source code was in C++, and programming ability was necessary to participate.

At any point, the participant was able to compile and execute the SLAM system

with the visualisation, in order to test any changes. There was no time limit but the

experiments were timed. The participant was instructed to take the time they felt was

needed. There were three possible outcomes:

1. The participant corrected the fault successfully.

2. The participant felt sufficient time was spent and the fault was not corrected, and

the participant gained insight into the nature of the fault.

3. The participant felt sufficient time was spent and the fault was not corrected, and

the participant did not gain insight into the nature of the fault.

The participant filled in the script questionnaire to document the outcome. In addition,

for each pair of visualisations compared the questionnaire asked which was preferred and

why. The researcher was present throughout the study to assist and note down any

comments.

One concern with this evaluation was the high level of difficulty for participants less

familar with SLAM. This was made more difficult by the fact that the source code was

unfamiliar to them. Several steps were taken to address this. First, the theory behind the

SLAM algorithms tested (EKF and FastSLAM) was explained in the script questionnaire

in simple terms. Next, the participant did not work with the full source code of the SLAM

system. They were restricted to a small, limited portion of the code, and could assume

any code not presented to them worked correctly. In the script, it was explained what

portion they would work with and how it related to the algorithm theory. Lastly the code

was very thoroughly commented, and the researcher would answer questions pertaining

to code understanding. These workarounds allowed a reasonable evaluation to take place

with the participant population that was available.

The AR aspect was excluded from the fault correction evaluation for practical reasons.

Covering the AR aspect would increase the duration of the study session and the amount

of material it covered. As it is, each study session took at least two hours to complete,

longer in some cases. As participation was voluntary, increasing the duration would

certainly deter potential participants. Furthermore, the study is quite demanding on the

participants in terms of the concentration required. Adding more material to the study

may be too demanding and would reduce their productivity towards the end. Separating

the study into multiple sessions was logistically unfeasible. It was more valuable to focus

the evaluation on the novel visualisations developed in this research, in favour of the AR

aspect which has been evaluated in the fault detection experiments.
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6.2.3 Results

Fault Detection

There were 24 participants in the EKF survey, and 14 participants in the FastSLAM

survey. Computing the power for a sample size of 14 gives 0.56. Unfortunately this

is quite inadequate, making further hypothesis testing analysis for the FastSLAM data

pointless. Nevertheless, the gathered data certainly has value and is presented below,

but can not be reliably used to make hypothesis testing decisions. It is not clear why

the response for the FastSLAM questionnaire was significantly less compared to the EKF

SLAM questionnaire. The likeliest reason is that the FastSLAM algorithm is significantly

more difficult to understand for those less familiar with SLAM; therefore fewer were willing

to attempt the questionnaire.

The minimum sample size was achieved for the EKF evaluation. For each comparison,

EKF experimental data consists of the two sample proportions being compared. From

these proportions, the sample effect size hs is computed using the formula in (6.2.1.1).

hs is the test statistic, and its sampling distribution is approximately normal. hs is

compared to the criterion effect size hc, which is equal to 0.566 for the above experiment

specifications. If the obtained absolute value of hs equals or exceeds hc, sufficient evidence

exists to reject the null hypothesis and accept the alternative hypothesis. Otherwise, there

is insufficient evidence to reject the null hypothesis, and it remains being assumed true.

Table 6.6 presents the fault effect detection results for the hypothesis tests measur-

ing the detectability of faults with visualisations and the user preferences towards the

visualisations. Column definitions are as follows:

P s
1 /P

s
2 : sample proportion of SLAM developers who successfully detected the fault effect

using Vis 1/Vis 2. Abbreviated names of the corresponding visualisations are given

in brackets for convenience.

Qs
1/Q

s
2: sample proportion of SLAM developers who prefer Vis 1/Vis 2 for fault effect de-

tection. Abbreviated names of the corresponding visualisations are given in brackets

for convenience.

hsP/h
s
Q: Effect size computed from the sample proportions P s or Qs respectively.

Outcome: Outcome of the hypothesis tests as follows. Not applicable to the FastSLAM

experiments as the sample was of insufficient size.

H0: insufficient evidence exists to reject the null hypothesis, and it remains being

assumed true.

Ha: sufficient evidence exists to reject the null hypothesis and accept the alternative

hypothesis.
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Table 6.6: Fault Effect Detection Results: hypothesis tests measuring the detectability of faults
with visualisations and the user preferences towards the visualisations.

Fault Effect Detection Results
Experiment P s

1 P s
2 hsP Qs

1 Qs
2 hsQ Outcome

EKFSLAM
Exp 1

0.66
(Std.
AR)

1.00
(non-
AR)

-1.23 0.50
(Std.
AR)

0.33
(non-
AR)

0.34 Ha : P1 < P2

H0 : Q1 = Q2

EKFSLAM
Exp 2

0.79
(Corr.
AR)

0.75
(Std.
AR)

0.09 0.16
(Corr.
AR)

0.62
(Std.
AR)

-0.98 H0 : P1 = P2

Ha : Q1 < Q2

EKFSLAM
Exp 3

0.75
(Data
Assoc.)

0.75
(Std.
AR)

0.00 0.45
(Data
Assoc.)

0.20
(Std.
AR)

0.53 H0 : P1 = P2

H0 : Q1 = Q2

FastSLAM
Exp 1

0.57
(Std.
AR)

0.71
(non-
AR)

-0.29 0.85
(Std.
AR)

0.00
(non-
AR)

2.36 N/A

FastSLAM
Exp 2

0.57
(Col.
Map.)

0.57
(Std.
AR)

0.00 0.57
(Col.
Map.)

0.07
(Std.
AR)

1.17 N/A

FastSLAM
Exp 3

0.57
(Surf.
Dens.)

0.92
(Std.
AR)

-0.88 0.35
(Surf.
Dens.)

0.21
(Std.
AR)

0.31 N/A

Visualisation preference reasons given by the participants in the effect detection ex-

periments were as follows.

EKFSLAM Experiment 1 effect detection preference reasons:

• Reasons given for the preference of Vis 1 (standard AR) were:

– AR provides graphical feedback with regards to the actual and perceived loca-

tions of objects and their uncertainties; non-AR does not.

– Combining real-world with AR allows for a fast comparison. Obvious faults

are apparent, such as faulty ground truth, or markers not being detected.

– AR allows a better and quicker understanding of what happens in the ex-

periment. Superimposing the real scene gives an immediate intuition of the

dimension of the uncertainty.

– AR avoids the comparison between two different views in order to find the

correspondences between what is found by the SLAM algorithm and what is

present in the real environment.

– It is easier to perceive the events of the process by seeing it overlaid upon the

environment. It is easy to see what is being identified as a landmark (correctly

or incorrectly) and where the robot thinks it is with minimal mental processing.
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• Reasons given for the preference of Vis 2 (standard non-AR) were:

– AR might be useful to identify the kind of objects that produce the obser-

vations, as well as their shape, volume or texture. However, even a good

projection of virtual elements is not enough to assess whether real objects fall

into landmark uncertainty ellipses.

– Assuming the ground truth is correct then there is no distraction in terms of

camera perspective and background detail to distract from the errors in the

estimates.

– AR is quite subjective and perspective deformation makes errors appear bigger

or smaller depending on the robot position and orientation. Provided ground

truth of non-AR is correct, it is easier to check whether the SLAM filter is

inconsistent (error ellipses).

– Non-AR top-down view is simpler and allows for the shifting of estimated point

obstacles to be easily seen without the cluttering of the photograph.

– The non-AR visualisation makes it easier to determine whether the actual

landmarks are within the uncertainty in the estimates.

• 17% were unsure which visualisation is more effective for fault effect detection, or

felt there was no significant difference. Comments were:

– The virtual ground truth and video feed had similar roles, and both were

equally good at showing errors.

– Non-AR is more useful as it allows for better comparison between ground truth

and observed features, especially for the robot’s position. However, AR is more

useful for detecting missed features and reasons for missing or miss-sensing

features.

EKFSLAM Experiment 2 effect detection preference reasons:

• Reasons given for the preference of Vis 1 (correlations AR) were:

– The correlation faults are clearer and can be detected quicker.

• Reasons given for the preference of Vis 2 (standard AR) were:

– The standard view shows how the robot perceives the locations of landmarks

and its own poses, as well as how they change over the course of the execution;

the correlation information does not appear to describe the same information,

at least not intuitively.
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– The correlation ellipsoids and their relation to the robot’s sense of the physical

world are hard to understand, the ellipsoids grow too big and occlude the

underlying green markers.

– The uncertainty of both the robot pose and landmark locations is more repre-

sentative of the pose and map estimation than the indirect representation of

the correlation ellipsoids among landmarks.

– While correlation information is interesting, it doesn’t actually show why the

correlation is weakening. The standard view clearly shows the increase in

uncertainty in features even when the features are being observed.

– The standard view is more understandable in terms of showing what fault

occurs. The concept of the correlation ellipsoids is less straightforward than

the concept of position uncertainty for the robot.

– It is important to understand what the robot is really “thinking” and “seeing”.

Both visualisations are showing different aspects, i.e. the error of the linkage

or the feature positions. Seeing where the features are, as determined by the

robot, is more important i.e. the standard view. But a major issue with the

correlation view is that it is too obstructive because it is in 3D. It would be

better to flatten the ellipsoids to 2D on the ground, like in the standard view.

• 21% were unsure which visualisation is more effective for fault effect detection, or

felt there was no significant difference. Comments were:

– It was clear in both cases that there was a fault.

EKFSLAM Experiment 3 effect detection preference reasons:

• Reasons given for the preference of Vis 1 (data association (DA) AR) were:

– Data association is a key issue and a proper visualisation in this sense is fun-

damental; the display of the sensed, predicted and “known” points gave a clear

indication of the robot’s processing.

– Showing the observation and data association process, as well as the perception

range, it is possible to detect whether the SLAM algorithm is updating the

map correctly. The uncertainty ellipses could be a useful addition to the view,

however.

– Incorrect hypotheses are displayed in the DA view, clearly showing the data

association faults, but one drawback is that detection of other faults may be

hampered at the same time.
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– The DA view shows which stage of the data association process the robot is

at when observing the landmarks, together with the estimated robot position

and orientation.

• Reasons given for the preference of Vis 2 (standard AR) were:

– The standard view shows the actual fault in terms of the covariance, however

the DA view is better at showing specific data association errors.

– The standard view is more general. The fault manifests when the robot location

uncertainty does not decrease and the features uncertainty is not updated. The

DA view is more specific for the analysis of the matching of features, however

it could not display some possible bugs in the covariance updates.

• 33% were unsure which visualisation is more effective for fault effect detection, or

felt there was no significant difference. Comments were:

– The drifting of pose and the duplication of features shows up in both views.

– They were both sufficient to see the faults that occurred. Neither method was

head and shoulders above the other.

– The DA view is better at showing what features are observed, predicted and

matched but its drawback is that it does not include uncertainties.

FastSLAM Experiment 1 effect detection preference reasons:

• Reasons given for the preference of Vis 1 (standard AR) were:

– The AR visualisation makes it easier and more intuitive to perceive differences

between reality and estimation. Robot orientation errors were easier to detect.

– The AR view allows the observation of the physical characteristics of the land-

marks, and the dynamics of the robot when it rotates. This allows detection

of errors caused by foreign physical obstructions.

– Although the AR view is useful, virtual overlay was misleading in some cases

due to the height of positioning of the virtual markers. It may be more helpful

to have a top down AR view, including the virtual plots of the ground truth

from the non-AR view.

– The non-AR view may lead to misinterpretation of the visualised data. Visu-

alising in AR the raw sensor data together with the SLAM estimates may also

be helpful.

• None of the participants preferred Vis 2 (standard non-AR).
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• 13% were unsure which visualisation is more effective for fault effect detection, or

felt there was no significant difference. Comments were:

– Both visualisations allow quick detection of errors in estimate locations.

– The effectiveness of visualisations depends on the fault assessment being made,

as well as the quality of the ground truth and the AR registration.

FastSLAM Experiment 2 effect detection preference reasons:

• Reasons given for the preference of Vis 1 (colour-mapping AR) were:

– Clear representation of particle weighting and the resampling process. The

standard view does not provide sufficient information on particle weights.

– The colour-mapping technique has potential, but it may have been more effec-

tive had transparency rather than colour been used, resulting in slightly less

cognitive load. Could also stack the virtual markers on top of each other.

– The colour intensity information demonstrated that the divergent points were

already identified by the system as low probability points.

– Colour mapping offers more information in a compact representation, allowing

for better fault detection.

• Reasons given for the preference of Vis 2 (standard AR) were:

– The colour mapping may be useful for a very detailed visual analysis, but for

an overview it presents too much information.

• 38% were unsure which visualisation is more effective for fault effect detection, or

felt there was no significant difference. Comments were:

– Faults seem to appear in both views quite clearly.

– The coloured view changes from a colour-useful representation to a black rep-

resentation (almost all of the cones become dark). This causes visual crowding

and confusion between markers from different landmarks, and between the

landmarks and the robot. A darkness-compensation must be considered.

FastSLAM Experiment 3 effect detection preference reasons:

• Reasons given for the preference of Vis 1 (surface density AR) were:

– The surface provides a better view overall, but is not specific to identifying

problems with this SLAM scheme.
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– The surface representation shows in a very compact and effective manner the

particle set distribution of both the robot pose and the object location esti-

mates. This is crucial to detecting faults in the SLAM system.

– The peak of the surface indicates the most likely estimate position, whereas

the spread shows the amount of divergence in the estimates.

• Reasons given for the preference of Vis 2 (standard AR) were:

– The surface representation is too opaque and obscures the true landmarks.

– The surface AR method is more visually interesting but is also more vague.

The standard AR is easier to analyse in order to detect errors, as it shows the

specific estimate locations.

– The surface view does not show the full pose of the robot clearly. There seems

to be a conflation between rotation and translation. The particle view, on the

other hand, shows rotation and translation for each particle clearly.

• 42% were unsure which visualisation is more effective for fault effect detection, or

felt there was no significant difference. Comments were:

– Both visualisations show faults quite clearly.

– The surface visualisation may be slightly better for showing small changes in

the distributions.

– The errors shown in the visualisations are too different to be able to compare

the visualisations.

Table 6.7 presents the fault cause detection results for the hypothesis tests measur-

ing the detectability of faults with visualisations and the user preferences towards the

visualisations. Column definitions are analogous to those given earlier, defined for cause

detection instead of effect detection. Visualisation preference reasons given by the partic-

ipants in the cause detection experiments were as follows.

EKFSLAM Experiment 1 cause detection preference reasons:

• Reasons given for the preference of Vis 1 (standard AR) were:

– AR provides graphical feedback with regards to the actual and perceived lo-

cations of objects and their uncertainties, as well as how they change over the

course of the execution; non-AR does not.

– Seeing the robot platform in AR view means that typical capabilities are

known. This is useful when trying to understand causes for faults e.g. a

transformation/rotation error would look ok without the reality view.
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Table 6.7: Fault Cause Detection Results: hypothesis tests measuring the detectability of faults
with visualisations and the user preferences towards the visualisations.

Fault Cause Detection Results
Experiment P s

1 P s
2 hsP Qs

1 Qs
2 hsQ Outcome

EKFSLAM
Exp 1

0.75
(Std.
AR)

0.70
(non-
AR)

0.09 0.62
(Std.
AR)

0.08
(non-
AR)

1.23 H0 : P1 = P2

Ha : Q1 > Q2

EKFSLAM
Exp 2

0.79
(Corr.
AR)

0.50
(Std.
AR)

0.62 0.45
(Corr.
AR)

0.16
(Std.
AR)

0.64 Ha : P1 > P2

Ha : Q1 > Q2

EKFSLAM
Exp 3

0.91
(Data
Assoc.)

0.66
(Std.
AR)

0.64 0.66
(Data
Assoc.)

0.16
(Std.
AR)

1.06 Ha : P1 > P2

Ha : Q1 > Q2

FastSLAM
Exp 1

0.57
(Std.
AR)

0.57
(non-
AR)

0.00 0.57
(Std.
AR)

0.00
(non-
AR)

1.71 N/A

FastSLAM
Exp 2

0.64
(Col.
Map.)

0.35
(Std.
AR)

0.57 0.64
(Col.
Map.)

0.00
(Std.
AR)

1.85 N/A

FastSLAM
Exp 3

0.42
(Surf.
Dens.)

0.71
(Std.
AR)

-0.58 0.35
(Surf.
Dens.)

0.21
(Std.
AR)

0.31 N/A

– Overlaying the AR on the video feed gave a 1:1 correspondence between the

real world and the map the robot was creating. For example, without the

video feed, it was hard to tell what caused a false marker to be detected at

the beginning of the test, but with the markers overlaid on the video, it was

obvious that the problem was that the robot was detecting a white piece of

posterboard.

– AR shows the whole environment as it is and it is very useful to identify the

kind of objects that produce the observation, as well as their shape, volume or

texture. Occlusion is also easier to detect with AR visualisation.

– The non-AR view strips away all information bar the location of the obstacles.

This is not enough to detect causes of faults.

– Being able to see faults at the same time as the actual environment provides

far more information that could be used to tune the system as the causes of

faults could sometimes be immediately identified.

• Reasons given for the preference of Vis 2 (standard non-AR) were:

– The visualisation showing both sets of information made observing differences

between true and estimated positions much easier.
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– Allows to better focus on the robot’s idea of the world without distractions.

• 29% were unsure which visualisation is more effective for fault cause detection, or

felt there was no significant difference. Comments were:

– In both cases it is difficult to guess the causes of the faults.

– The visualisation does not tell the causes, these are reconstructed by matching

a mental model of functioning with the visual output.

– Causes are not necessarily visualisable.

– SLAM faults are easier to detect when overlaid with real world video footage,

but too much information displayed on screen can make the results hard to

interpret.

– Non-AR is better at showing the causes of SLAM faults, because it allows clear

comparison between the ground truth location of the robot and the estimate.

However AR is better at showing the landmark features being tracked and their

uncertainties.

• 42% felt Vis 1 was not sufficient to determine (all or part of) the causes, and 33%

felt Vis 2 was not sufficient to determine (all or part of) the causes.

EKFSLAM Experiment 2 cause detection preference reasons:

• Reasons given for the preference of Vis 1 (correlations AR) were:

– The changing correlation information, when compared with the “correct” video,

suggests that the robot may not be properly determining the correlation be-

tween landmarks, which may lead to inconsistent perception of landmark/pose

position and uncertainties.

– The colour of the ellipsoid indicates wrong behaviour of the correlation between

features.

– Correlation ellipsoids warn of poor SLAM performance, when pairwise correla-

tion among landmarks weakens over time. However, uncertainty ellipses might

do as well.

– The correlation visualisation gave a very specific indication of a fault in the

system as the values were clearly outside normal operation.

– The correlation view clearly shows the cause of the fault as being related to

covariance update, but obscures any other causes of faults.

– The correlation view shows more information about the association between

features which provided understanding about why the uncertainty of the robot’s

pose became so large.
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• Reasons given for the preference of Vis 2 (standard AR) were:

– The red bubbles occluded the image too much, and it was easier to understand

what was going on in the standard visualisation.

– The standard view shows the increase in feature uncertainty better.

– The example of how a landmark is incorrectly placed is a great visual tool to see

how things go wrong. The significance of ellipsoids is also hard to comprehend

at a basic level.

• 38% were unsure which visualisation is more effective for fault cause detection, or

felt there was no significant difference. Comments were:

– The correlation view would give a greater understanding of the robot’s “un-

derstanding” of its location, but after the red ellipses expand too far it is

impossible to gather clear information.

– Neither show causes of faults.

– Both show an increase in the estimation error.

– While the correlation visualisation shows that the correlation ellipsoid is in-

creasing instead of decreasing, this could be due to erroneous sensor readings,

reflections, drift, or bad calculations.

• 17% felt Vis 1 was not sufficient to determine (all or part of) the causes, and 41%

felt Vis 2 was not sufficient to determine (all or part of) the causes.

EKFSLAM Experiment 3 cause detection preference reasons:

• Reasons given for the preference of Vis 1 (data association (DA) AR) were:

– Data association is a key issue and a proper visualisation in this sense is fun-

damental.

– While it is possible to see that something is wrong with data association when

the loop is not closed in the standard view, it is not as obvious as shown in the

DA view, when the cause is immediately visible.

– The standard view is more general, but for debug purposes it is not sufficient.

– It can be seen that an object was never recognised because the yellow and red

cones did not match up with one another. In the standard view, there was no

indication of the robots predictions.

– The DA view provides rich information of the data association process, accord-

ing to the estimated robot pose. A bad-estimate robot pose or data association
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malfunction is easier to detect when the expected observations are shown, as

well as the current observations and associations.

– Mismatching features or not observing features is probably the most common

cause of SLAM faults. This is shown very well with the DA visualisation.

• Reasons given for the preference of Vis 2 (standard AR) were:

– There was a lot going on in the DA view at the same time, so the simpler

version was easier to look at and determine the faults.

– The standard view of the ellipses to measure confidence in point obstacles

assisted more in determining causes of faults.

• 17% were unsure which visualisation is more effective for fault cause detection, or

felt there was no significant difference. Comments were:

– The cause seems to be readily apparent in both videos, each showing how the

model misbehaves after improper identification of world objects.

– The differences between the two visualisations are not significant, and neither

allows to accurately determine causes of faults.

• 8% felt Vis 1 was not sufficient to determine (all or part of) the causes, and 33%

felt Vis 2 was not sufficient to determine (all or part of) the causes.

FastSLAM Experiment 1 cause detection preference reasons:

• Reasons given for the preference of Vis 1 (standard AR) were:

– The AR visualisation makes it easier and more intuitive to understand differ-

ences between reality and estimation.

– More useful information is provided about the robot and the physical environ-

ment, making causes of faults easier to detect.

– Without structural environmental information there is no possibility of identi-

fying the cause of false landmark generation. However, in the AR visualisation

the cause is evident.

• None of the participants preferred Vis 2 (standard non-AR).

• 43% were unsure which visualisation is more effective for fault cause detection, or

felt there was no significant difference. Comments were:

– Causes of SLAM faults are difficult to figure out without additional debugging

information.
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– Both visualisations are effective, each for a different type of fault. Environment

information is easier seen in the AR view, sensor configurations in the non-AR

view.

• 14% felt Vis 1 was not sufficient to determine (all or part of) the causes, and 50%

felt Vis 2 was not sufficient to determine (all or part of) the causes.

FastSLAM Experiment 2 cause detection preference reasons:

• Reasons given for the preference of Vis 1 (colour-mapping AR) were:

– The colour mapped view clearly shows that low weight (black coloured) parti-

cles are not removed, suggesting errors in resampling. This can not be seen in

the standard view.

– Being aware of unusual changes in the position and orientation estimates and

in the weights of particles narrows down the possible causes of errors.

– The hue colour component allows to detect problems associated with the par-

ticle set distribution.

• None of the participants preferred Vis 2 (standard AR).

• 36% were unsure which visualisation is more effective for fault cause detection, or

felt there was no significant difference. Comments were:

– The colour mapped visualisation transiting to black results in it being mislead-

ing and confusing.

– For real-time observation, the colour mapped visualisation has too much infor-

mation to visually process. It may be useful for slow analysis.

• 21% felt Vis 1 was not sufficient to determine (all or part of) the causes, and 50%

felt Vis 2 was not sufficient to determine (all or part of) the causes.

FastSLAM Experiment 3 cause detection preference reasons:

• Reasons given for the preference of Vis 1 (surface density AR) were:

– Although the real objects are sometimes hidden by the surfaces, in general

they are a very effective representation of the robot belief of its location (not so

much the orientation) and the features detected. The shape of the probability

distribution shows whether some step of the SLAM system is failing or not.

– The surface is slightly more effective since it gives more information about the

dynamics of the particles.
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Table 6.8: Fault Correction Results: participant proportions for successful corrections and user
preferences towards the visualisations.

Fault Correction Results
Experiment PC

1 PC
2 P I

1 P I
2 Q1 Q2 T1 T2

EKFSLAM
Exp 1

0.83
(Corr.
AR)

0.66
(Std.
AR)

0.16
(Corr.
AR)

0.16
(Std.
AR)

0.50
(Corr.
AR)

0.16
(Std.
AR)

9 (Corr.
AR)

12
(Std.
AR)

EKFSLAM
Exp 2

0.66
(Data
Assoc.)

1.00
(Std.
AR)

0.33
(Data
Assoc.)

0.00
(Std.
AR)

0.83
(Data
Assoc.)

0.00
(Std.
AR)

14
(Data
Assoc.)

12
(Std.
AR)

FastSLAM
Exp 1

0.83
(Col.
Map.)

0.66
(Std.
AR)

0.16
(Col.
Map.)

0.33
(Std.
AR)

1.00
(Col.
Map.)

0.00
(Std.
AR)

4 (Col.
Map.)

11
(Std.
AR)

FastSLAM
Exp 2

0.83
(Surf.
Dens.)

0.83
(Std.
AR)

0.16
(Surf.
Dens.)

0.16
(Std.
AR)

0.33
(Surf.
Dens.)

0.33
(Std.
AR)

10
(Surf.
Dens.)

7
(Std.
AR)

• Reasons given for the preference of Vis 2 (standard AR) were:

– During the execution if the surface is too spread out it can cover up too much

of the background real world image. This is less of a problem for the point

visualisation. Surface AR may be better for showing density when the estimates

are too close together.

• 43% were unsure which visualisation is more effective for fault cause detection, or

felt there was no significant difference. Comments were:

– Both visualisations are able to show incorrectly placed landmarks.

– Neither visualisation shows sufficient information to determine causes of faults.

• 50% felt Vis 1 was not sufficient to determine (all or part of) the causes, and 64%

felt Vis 2 was not sufficient to determine (all or part of) the causes.

Fault Correction

There were 6 participants in the fault correction study. Five had experience in robotics

development, and one in SLAM development. Table 6.8 presents the fault correction

results for successful corrections and user preferences towards the visualisations. Column

definitions are as follows (abbreviated names of the corresponding visualisations are given

in brackets for convenience):

PC
1 /P

C
2 : proportion of participants who successfully corrected the fault using Vis 1/Vis

2.
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P I
1 /P

I
2 : proportion of participants who were unable to correct the fault, but successfully

gained insight into the nature of the fault using Vis 1/Vis 2.

Q1/Q2: proportion of participants who prefer Vis 1/Vis 2 for fault correction.

T1/T2: average time in minutes taken to correct the fault using Vis 1/Vis 2.

Visualisation preference reasons given by the participants in the fault correction ex-

periments were as follows.

EKFSLAM Experiment 1 fault correction preference reasons:

• Reasons given for the preference of Vis 1 (correlations AR) were:

– It shows the correlations of landmarks and correctness of implementation.

– It clearly shows where to look for the fault (i.e. in covariance after feature

update).

– It provides in depth information on how features are related to each other.

• Reasons given for the preference of Vis 2 (standard AR) were:

– The standard visualisation was straight forward and clear to understand, the

meaning of the correlation visualisation was not as clear or intuitive.

• 33% were unsure which visualisation is more effective for fault correction, or felt

there was no significant difference. Comments were:

– Both showed the problem, although the correlations show more details about

the algorithm.

EKFSLAM Experiment 2 fault correction preference reasons:

• Reasons given for the preference of Vis 1 (data association AR) were:

– The visualisation gave more clear information about the cause of error (in

matching of predictions and observations).

– It is useful to know when features are reobserved.

– Shows the prediction and the estimated pose of each feature on screen.

• None of the participants preferred Vis 2 (standard AR).

• 17% were unsure which visualisation is more effective for fault correction, or felt

there was no significant difference. Comments were:

– Both indicated the data association problem.



160 Evaluation

FastSLAM Experiment 1 fault correction preference reasons:

• Reasons given for the preference of Vis 1 (colour-mapping AR) were:

– Gave more detailed insight on the algorithm which is useful for debugging and

observation. Would be more intuitive for black to mean high weights, not low.

– Gave a much clearer notification of particles being too low in weight (i.e. prob-

lems in resampling).

– Colour mapping is useful in determining locations of promising particles, thus

offering more in depth information.

– Colour mapping gives more information about the particle weights, but it would

be better to use colours instead to differentiate robot and feature estimates.

• None of the participants preferred Vis 2 (standard AR).

• None of the participants were unsure which visualisation is more effective for fault

correction, or felt there was no significant difference.

FastSLAM Experiment 2 fault correction preference reasons:

• Reasons given for the preference of Vis 1 (surface density AR) were:

– It shows positioning errors more clearly than spread errors.

– It has less clutter of information, and the representation is cleaner.

• Reasons given for the preference of Vis 2 (standard AR) were:

– It provides more detailed information with the feature markers. The problem

was difficult to detect in the surface view.

– The surface visualisation is too complex, and it is difficult to understand what

is going on. Maybe better to add something to indicate exact peaks of the

surface distributions.

• 33% were unsure which visualisation is more effective for fault correction, or felt

there was no significant difference. Comments were:

– Both capable of showing the error. The surface may be more effective for

debugging algorithm steps.

The following general comments were made by participants throughout the fault cor-

rection study:

• The visualisations would be useful for education for those less familiar with SLAM.
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• All of the participants thought the faults encountered in the experiments were gen-

erally realistic, although it was noted that the faults did not cover all possibilities.

It was also noted that trigonometry faults and faults in the update phase were quite

common.

• 67% of the participants thought that faults within experiments were comparable,

meaning that the faults enabled a fair comparison of the two visualisations in each

experiment. The remainder were unsure.

• It was commonly noted that a combination of visualisation techniques would be

useful for debugging and observation. This could either be done by having multiple

views on the screen at the same time, or being able to easily switch between views

on the fly.

6.2.4 Discussion

The purpose of introducing artificial faults into the visualisations was to simulate actual

debugging scenarios, and thus measure how effectively the visualisations assist with SLAM

testing and debugging. Views on what constitutes a “realistic” fault are subjective. For a

proper evaluation of the visualisations, the faults can not be too obvious or trivial. They

need to be of a certain level of complexity to be realistic, but at the same time must not

be too difficult as most of the visualisations are novel and unfamiliar to the participants.

In addition, the faults needed to reflect the nature of the visualisations being evaluated,

i.e. a correlation related fault for the correlation visualisation.

Ideally, the same fault would be used to compare a pair of visualisations within an

experiment. Then a claim can be made as to which visualisation is superior for a given

fault. However, in practice the faults can not be identical. This is especially true for the

fault correction experiments where the participant directly interacts with the source code.

The participant is likely to immediately check for a fault they encountered previously. If

the faults were the same, the results of the current experiment would be voided as the

fault was fixed from memory without using the visualisation. At the same time, the faults

need to be similar enough in their nature to enable fair comparison between visualisations.

Different faults could potentially bias different visualisations being compared. If the faults

are too different, no reasonable claim can be made with regard to which visualisation is

better.

To accommodate this, the faults within compared visualisation pairs were different in

the code but had the same effects and causes (as listed in Table 6.4). This specifically

refers to EKF Faults 2 and 3, and FastSLAM Faults 2 and 3.
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The AR aspect

The AR aspect was evaluated in the fault detection experiments. The fault effect detection

findings were as follows. EKF Experiment 1 presented sufficient evidence to indicate that

the standard non-AR visualisation is more effective than the standard AR visualisation.

It indicated that the population proportion of successes using non-AR is greater than

that using AR by at least a “large” effect size of h = 0.8 (raw proportion difference of

0.35-0.40). For FastSLAM Experiment 1 the sample effect size was -0.29, being in favour

of the non-AR visualisation. This effect size can qualitatively be described as “small”,

and it supports the evidence from EKF Experiment 1.

EKF Experiment 1 did not present sufficient evidence to indicate that a difference

exists in user preferences towards the non-AR and the AR visualisations. This indicated

that the population proportions preferring the non-AR and the AR visualisations are the

same. The sample effect size was 0.34 in favour of the AR, which is slightly more than

the “small” effect size of 0.2. This may mean that an effect does exist, but is smaller than

hypothesised in the experiment. FastSLAM Experiment 1 showed a very large sample

effect size of 2.36, also in favour of the AR visualisation.

The main reason for the preference of the AR visualisation in both EKF and FastSLAM

cases was that it offers a combined view of the real environment together with the SLAM

information. This implies that the hypothesised AR visualisation requirements indeed

have justifiable uses, even though the experiment did not show them to be essential.

Qualitative feedback from the participants also shows that the AR visualisations are

helpful for understanding and observation of SLAM systems. Reasons for the preference

of the non-AR visualisation in EKF Experiment 1 were perception difficulties in AR due to

the 3D camera perspective, deformation, depth and projection. Another reason was that,

assuming plotted ground truth is correct, there is no distraction from the background

AR image. None of the participants preferred the non-AR visualisation in FastSLAM

Experiment 1.

The fault cause detection findings were as follows. EKF Experiment 1 did not present

sufficient evidence to indicate that a difference exists in the effectiveness of the non-AR

and the AR visualisations. This indicated that the population proportions of successes

using the non-AR and the AR visualisations are the same. In this case it is probable

that no effect exists, as the sample effect size from the experiment was minute (0.09),

although this can not be stated conclusively. Similarly, the sample effect size was zero for

FastSLAM Experiment 1.

EKF Experiment 1 presented sufficient evidence to indicate that the standard AR vi-

sualisation is preferred by the participants in favour of the standard non-AR visualisation.

This indicated that the population proportion preferring AR is greater than that prefer-

ring non-AR by at least a “large” effect size of h = 0.8. This is strong evidence indicating
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that the hypothesised AR visualisation requirements are essential for cause detection, as

well as algorithm understanding. For FastSLAM Experiment 1 the sample effect size was

1.71, in favour of the AR visualisation. This effect size can qualitatively be described as

quite large, and the result supports the evidence from EKF Experiment 1.

The reasons given for the preference of either visualisation are very similar to those

given during the fault effect detection experiments above. Likewise, none of the partic-

ipants preferred the non-AR visualisation in FastSLAM Experiment 1. Comments with

regard to preferring neither visualisation were: SLAM faults being easier to detect in AR

but too much information displayed on screen making them hard to interpret; difficulties

in detecting causes without additional visualisations of the robot hardware, laser sensor,

or the environment; and non-AR being better for comparison with the (plotted) ground

truth but AR better for showing features being tracked. The proportions who felt the

visualisation was not sufficient to determine (all or part of) the cause were similar in EKF

Experiment 1; 41% for the AR and 33% for the non-AR. For FastSLAM Experiment 1,

fewer thought that the AR visualisation was not sufficient (14%) compared to the non-AR

visualisation (50%).

In summary, EKF Experiment 1 yielded statistically significant evidence to indicate

that the non-AR visualisation is more effective for effect detection, and that the AR

visualisation is more preferred for cause detection. These outcomes are also supported

by the results of FastSLAM Experiment 1. The non-AR view is likely more effective due

to the fact that the ground truth was explicitly measured and plotted in the non-AR

view. This was a reasonable assumption, as during the testing phase the developer is

likely to have a measured ground truth; it was included in the experiment for a more

conservative comparison against AR. However, the ground truth is not always guaranteed

to be present; it may be the case that without the ground truth the non-AR view would be

noticeably inferior. The AR view is likely preferred for cause detection because, although

the plotted ground truth is enough to detect faults, the real world environment needs to

be visualised in order to find the causes of those faults.

The Correlations Visualisation

The correlations visualisation was evaluated in the fault detection and fault correction

experiments. The fault effect detection findings were as follows. EKF Experiment 2

did not present sufficient evidence to indicate that a difference exists in the effectiveness

of the correlation and the standard AR visualisations. It indicated that the population

proportions of successes using the correlation and the standard AR visualisations are the

same. It is likely that no effect exists, as the sample effect size from the experiment was

very small (0.09), although this can not be stated conclusively.

EKF Experiment 2 presented sufficient evidence to indicate that the standard AR
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visualisation is preferred by the participants in favour of the correlation visualisation.

This indicated that the population proportion preferring the standard view is greater

than that preferring the correlation view by at least a “large” effect size of h = 0.8. The

main reason for the preference of the correlation visualisation was explicit representa-

tion of correlation faults and that the fault could be detected sooner. Reasons for the

preference of the standard AR visualisation were clearer, more intuitive representation of

robot pose/landmarks and faults therein, correlation ellipsoids being hard to understand

and occluding the landmark/robot markers, and robot/landmark covariances being more

representative of the estimation process.

The fault cause detection findings were as follows. EKF Experiment 2 presented

sufficient evidence to indicate that the correlation visualisation is both more effective

and more preferred by the participants than the standard AR visualisation. It indicated

that the population proportions of successes and preferences for the correlation view are

greater than for the standard view by at least a “large” effect size of h = 0.8. This is

strong evidence indicating that the hypothesised correlation visualisation requirements

are essential for cause detection and algorithm understanding. The reasons given for the

preference of either visualisation are very similar to those given during the fault effect

detection experiments above. A higher proportion felt that the standard visualisation

was not sufficient to determine (all or part of) the causes (41%), compared to those

who felt the same about the correlation visualisation (16%), reinforcing the idea that the

correlation view is more effective.

The fault correction findings were as follows. The proportions of participants who

successfully corrected the fault with and who prefer the correlations AR visualisation

were both greater by 0.16 and 0.33 respectively than the proportions for the standard

AR visualisation. This suggests that the correlations AR visualisation is more effective

and more preferred for fault correction. It also suggests that the hypothesised correlation

visualisation requirements are useful for fault correction and algorithm understanding.

The average time taken to correct the fault using the correlations AR visualisation (9

minutes) was shorter by 3 minutes than the average time taken using the standard AR

visualisation (12 minutes). The proportions of participants who were unable to correct

the fault but successfully gained insight into the nature of the fault were the same for

both visualisations.

The reasons given for the preference of the correlations AR visualisation were that it

shows the correlations between landmarks, correctness of implementation and where to

look for faults. The reason given for the preference of the standard AR visualisation was

that the visualisation is straight forward and clear to understand, whereas the meaning

of the correlation visualisation is not as clear or intuitive. Qualitative feedback from

the participants shows that the correlation visualisation is helpful for understanding and
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debugging of SLAM systems.

In summary, EKF Experiment 2 yielded statistically significant evidence to indicate

that the standard AR visualisation is more preferred for effect detection, and that the

correlations visualisation is more effective and more preferred for cause detection. The

fault correction findings also suggest that the correlations AR visualisation is both more

effective and more preferred. The reason for the preference of standard AR seems to be

that it is more representative of the SLAM system and more familiar to the participants,

where as the correlation view can be difficult to intuitively grasp and obstructive to the

rest of the scene. It is possible that the correlation visualisation would be better received

once the developers have more familiarity and better understanding of it.

What can be concluded from this is that the standard visualisation is more preferred

for effect detection, while the correlation visualisation is superior for cause detection.

Preliminary fault correction results also suggest that the correlations visualisation is more

effective and preferred, although this is not proved conclusively due to insufficient sample

size. The findings could be explained by the fact that the standard visualisation is more

representative of the overall performance thus making it easier to detect effects, while the

correlation visualisation is more specialised thus making it easier to detect causes and

correct the faults.

The Data Association Visualisation

The data association visualisation was evaluated in the fault detection and fault correction

experiments. The fault effect detection findings were as follows. EKF Experiment 3 did

not present sufficient evidence to indicate that a difference exists in either the effectiveness

of or the user preferences towards the data association visualisation, compared with the

standard AR visualisation. It indicated that the population proportions of successes and

preferences for the data association and the standard AR visualisations are the same.

With regard to effectiveness, it is likely that no effect exists as the sample effect size

from the experiment was zero, although this can not be stated conclusively. With regard

to user preferences, the sample effect size was 0.53 (approximately “medium”) in favour

of the data association visualisation. This might mean that an effect does exist, but is

smaller than what the experiment was able to detect.

The main reason for the preference of the data association visualisation was that it

is a specific visualisation of the data association process and faults therein. This implies

that the hypothesised data association visualisation requirements indeed have justifiable

uses, even though the experiment did not show them to be essential. Reasons for the

preference of the standard visualisation were that it is more general for robot and map

estimation, and that the DA view may hamper detection of other faults.

The fault cause detection findings were as follows. EKF Experiment 3 presented
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sufficient evidence to indicate that the data association visualisation is both more effective

and more preferred by the participants than the standard AR visualisation. It indicated

that the population proportions of successes and preferences for the DA view are greater

than those for standard view by at least a “large” effect size of h = 0.8. This is strong

evidence indicating that the hypothesised data association visualisation requirements are

essential for cause detection and algorithm understanding. The reasons given for the

preference of either visualisation are very similar to those given during the fault effect

detection experiments above. A higher proportion felt that the standard visualisation

was not sufficient to determine (all or part of) the causes (33%), compared to those who

felt the same about the data association visualisation (8%), reinforcing the idea that the

DA view is more effective.

The fault correction findings were as follows. The proportion of participants who suc-

cessfully corrected the fault using the data association AR visualisation was smaller by

0.33 than the proportion using the standard AR visualisation. The proportion of par-

ticipants who prefer the data association AR visualisation was greater by 0.83 than the

proportion who prefer the standard AR visualisation. The average time taken to correct

the fault using the data association AR visualisation (14 minutes) was longer by 2 min-

utes than the average time taken using the standard AR visualisation (12 minutes). The

proportion of participants who were unable to correct the fault but successfully gained

insight into the nature of the fault using the data association AR visualisation was greater

by 0.33 that the proportion using the standard AR visualisation. These results appear

somewhat mixed, but seem to suggest that the standard view is more effective while the

data association view is more preferred. This may also suggest that the hypothesised

data association visualisation requirements are useful for algorithm understanding. The

reasons given for the preference of the data association AR visualisation were that it gave

more clear information about the cause of error, and that it is useful to show predic-

tions and observations. None of the participants preferred the standard AR visualisation.

Qualitative feedback from the participants shows that the data association visualisation

is helpful for understanding and debugging of SLAM systems.

In summary, while producing no conclusive findings for effect detection, EKF Ex-

periment 3 yielded statistically significant evidence to indicate that the data association

visualisation is both more effective and more preferred for cause detection. What can be

concluded from this is that, while it is unclear which visualisation is superior for effect

detection, the data association visualisation is clearly better for cause detection. This

could be explained by the fact that the DA visualisation presents specific information

for detection of fault causes. Fault correction findings are mixed and inconclusive due to

insufficient sample size, but seem to suggest that the standard view is more effective while

the data association view is more preferred. What this implies is that the data association
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AR visualisation has potential. Further research may be needed on how to improve it, or

enable the users to apply it more effectively.

The Colour Mapping Visualisation

The colour-mapping visualisation was evaluated in the fault detection and fault correction

experiments. The fault effect detection findings were as follows. FastSLAM Experiment

2 showed sample effect sizes of zero for fault detectability and 1.17 for user preference,

in favour of the colour-mapping AR visualisation. This effect size can qualitatively be

considered quite large. This may indicate that no difference exists in the effectiveness, but

that the colour-mapping AR visualisation is more preferred. This data also appears to

suggest that the hypothesised FastSLAM visualisation requirements for colour-mapping

are useful for fault effect detection. The reasons given for the preference of colour-mapping

AR were: clear representation of particle weighting and the resampling process, and that

colour mapping offers more information in a compact representation allowing for better

fault detection. The standard AR was preferred because colour-mapping presents too

much information for an overview.

The fault cause detection findings were as follows. FastSLAM Experiment 2 showed

sample effect sizes of 0.57 and 1.85 in favour of the colour-mapping AR for fault de-

tectability and user preference respectively. These effect sizes can qualitatively be con-

sidered medium and large respectively, and could indicate that the colour-mapping AR

visualisation is both more effective and more preferred. This data appears to suggest that

the hypothesised FastSLAM visualisation requirements for colour-mapping are useful for

fault cause detection. The reasons given for the preference of colour-mapping AR were

similar to those given above. None of the participants preferred standard AR. A lower

proportion felt that colour-mapping AR was not sufficient to determine (all or part of)

the causes (21%), compared to those who felt the same about the standard AR (50%),

seeming to confirm the idea that colour-mapping AR is more effective.

The fault correction findings were as follows. The proportion of participants who suc-

cessfully corrected the fault using the colour mapping AR visualisation was greater by

0.16, and all of the participants preferred the colour mapping AR visualisation. These re-

sults appear to indicate that the colour mapping AR visualisation is more preferred. They

also appear to suggest that the hypothesised colour mapping visualisation requirements

are useful for fault correction. The average time taken to correct the fault using the colour

mapping AR visualisation (4 minutes) was shorter by 7 minutes than the average time

taken using the standard AR visualisation (11 minutes). The proportion of participants

who were unable to correct the fault but successfully gained insight into the nature of the

fault using the colour mapping AR visualisation was smaller by 0.16.

The reasons given for the preference of the colour mapping AR visualisation were that
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it gave more detailed insight on the algorithm which is useful for debugging, gave a much

clearer notification of particles being low in weight, and that it is useful in determining

locations of promising particles. Qualitative feedback from the participants also shows

that the colour mapping visualisation is helpful for understanding and debugging of SLAM

systems.

In summary, preliminary results suggest that the colour mapping AR visualisation is

more preferred for effect detection, and both more effective and preferred for cause detec-

tion. Fault correction results likewise suggest that the colour mapping AR visualisation

is preferred. However these findings are not proved conclusively due to low sample sizes

in the experiments. Further statistically significant evaluations are needed.

The Surface Density Visualisation

The surface density visualisation was evaluated in the fault detection and fault correction

experiments. The fault effect detection findings were as follows. FastSLAM Experiment 3

showed a sample effect size of -0.88 in fault detectability, being in favour of the standard

AR. This effect size can qualitatively be considered large, and may indicate that the

standard AR visualisation is more effective. FastSLAM Experiment 3 also showed a

sample effect size of 0.31 in user preference, being in favour of the surface density AR.

This effect size can qualitatively be considered rather small.

The reasons given for the preference of the surface density AR were: it shows in a

very compact and effective manner the particle set distribution of the estimates, and that

the peak of the surface indicates the most likely estimate position whereas the spread

shows the amount of divergence in the estimates. The reasons given for the preference

of the standard AR were: the surface representation is too opaque and obscures the true

landmarks, the standard AR is easier to analyse in order to detect errors, and that the

surface view does not show the robot orientation clearly.

The fault cause detection findings were as follows. FastSLAM Experiment 3 showed a

sample effect size of -0.58 in fault detectability, being in favour of the standard AR. This

effect size can qualitatively be considered medium, and may indicate that the standard

AR visualisation is more effective. FastSLAM Experiment 3 also showed a sample effect

size of 0.31 in user preference, being in favour of the surface density AR. This effect

size can qualitatively be considered rather small. The preference reasons were similar to

those listed above. A lower proportion felt that surface density AR was not sufficient to

determine (all or part of) the causes (50%), compared to those who felt the same about

the standard AR (64%).

The fault correction findings were as follows. The proportions of participants who

successfully corrected the fault with and who prefer the surface density AR visualisation

were the same as the proportions for the standard AR visualisation. These results seem
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to indicate that the visualisations are similar in their effectiveness and preference for

fault correction. The proportion of participants who were unable to correct the fault but

successfully gained insight into the nature of the fault was likewise the same. The average

time taken to correct the fault using the surface density AR visualisation (10 minutes)

was longer by 3 minutes than the average time taken using the standard AR visualisation

(7 minutes).

The reasons given for the preference of the surface density AR visualisation were that it

shows positioning errors more clearly, it has less clutter of information and the representa-

tion is cleaner. The reasons given for the preference of the standard AR visualisation were

that it provides more detailed information with the feature markers, and that the surface

visualisation is too complex and it is difficult to understand what is going on. Qualitative

feedback from the participants also shows that the surface density visualisation is helpful

for understanding and debugging of SLAM systems.

In summary, preliminary results suggest that the standard AR is more effective while

surface density AR is more preferred, for both effect and cause detection. These results

are mixed, but seem to suggest that the surface visualisation has potential which needs to

be further researched. Fault correction results appear to indicate that the visualisations

are similar in both their effectiveness and preference. However these findings are not

proved conclusively due to low sample sizes in the experiments, and further statistically

significant evaluations are needed. There is also a possibility that the type of fault used

in the experiment did not suit the surface visualisation. Experimentation with a wide

range of faults could perhaps offer more insight into the suitability of the visualisation.

Recommendations

Based on these findings, a number of recommendations can be made with respect to the

utilisation of the different visualisation techniques for SLAM testing and debugging:

• For fault effect detection, the standard non-AR visualisations should be used. How-

ever, this is likely to only be effective if accurate ground truth is available.

• For fault cause detection, the correlation, data association and colour-mapping AR

visualisations should be used.

• For fault correction, a mixture of standard and new visualisations should be used.

• Therefore, previous points illustrate that the best approach is to utilise a combi-

nation of all of the visualisation methods, allowing the user to interactively select

between the different available visualisations. For example, initially to detect faults,

the standard non-AR view would be used. If faults were detected, to subsequently
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glean further information about the possible causes, the user would cycle through

the standard AR, correlation and data association visualisations as necessary.

Limitations

Number of Participants. The number of participants in the in the fault correction and

the FastSLAM experiments was below the minimum needed to achieve adequate sta-

tistical power. The minimum achieved for the EKF experiments was sufficient to

detect a large effect size, which may not be the effect present in the population. In

order to detect smaller effects more participants are needed. Further experimenta-

tion for smaller effects appears worthwhile, as in several presented cases reasonable

sample effects were found which did not constitute significant evidence.

Participant population. As stated earlier, the ideal population for the experiments

would be SLAM developers. However, due to the difficulty of obtaining participants,

the scope of the participant population was widened to general robotics developers.

The findings are subsequently inferred onto the SLAM developer population. In

general, this is a valid and reasonable inference to make. The results which were

statistically significant for the robotics developer population would be even more

so for the SLAM developer population, due to better expertise and understanding

of the visualisations. Furthermore, the findings suggest a possible application in

SLAM education within the general robotics developer population.

Fault suite. The faults used in the experiments were adequate to evaluate the visuali-

sations, but ideally for a more thorough evaluation a larger and more realistic suite

of faults could be used. This was not done due to practical time constraints for

participation; making the evaluation sessions longer would certainly demotivate the

participants from completing them or taking part at all. However, a larger fault

suite with a varying nature and complexity of the faults would present a better

evaluation of the visualisations.

6.3 Performance and Registration Accuracy Evalua-

tion

6.3.1 Theory

This section evaluates the performance and accuracy of the AR visualisation system.

Performance refers to the visualisation latency and framerate, while accuracy refers to

the registration error. The experiments were performed on both of the two hardware
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configurations: the HMD and the OH fixed camera. The aim is to analyse and compare the

performance and registration accuracy characteristics of the hardware configurations, and

to establish how well the system is usable for the intended purpose of SLAM observation

and debugging.

Performance

Experiments were performed to measure two related performance metrics: latency and

framerate. Latency is defined as the difference between the time the SLAM data is

obtained and the time it is visualised in AR. The purpose of measuring latency is to find

out how far in real time the visualisation is behind the SLAM system. It is expected

that latency will depend on the quantity of information being visualised (complexity of

visualisation), and the quantity of information being processed in memory for the purpose

of visualisation. The standard EKF robot and feature visualisation was used in the

experiment. Therefore, three factors are likely to affect latency:

• The number of features that are visualised.

• The length of the robot path visualised.

• Whether the visualisation objects are actually in view (hence visible), or if they are

not currently in view but are stored in memory of the AR system.

The features and the robot path (along with uncertainties) comprise all of the visual-

isation data, and its quantity should affect latency. Furthermore, what proportion of this

data is actually visible (i.e. within the field of view), and what proportion is just stored in

memory will also affect latency. The experiments were designed to measure these factors.

There were two sets of latency experiments. For the first set of latency experiments,

most of the virtual objects were kept outside of the field of view; hence not visualised,

but in memory. Under this condition, the effects of increasing number of features and the

robot path length were measured separately. In the second set of latency experiments,

all of the virtual objects were inside the field of view and visible at all times. As before,

the effects of increasing number of features and the robot path length were measured

separately.

Framerate is very closely related to the latency. Recall the main update-render exe-

cution cycle of the AR visualisation system, explained in Chapter 5 Section 5.2.2. The

framerate is the number of update-render cycles performed per second. Normally there is

one update-render cycle per SLAM update (i.e. whenever new SLAM data is obtained),

hence the visualisation framerate is directly dependent upon the SLAM update rate.

However, the aim of the experiment was to measure the framerate resulting from pure

graphical processing without interference from any SLAM processing; thus evaluating the
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performance of the visualisation system and not the SLAM system being observed. Hence,

SLAM processing was removed for the purposes of the experiment.

Registration Accuracy

The registration accuracy experiments measured the reprojection error of the AR visual-

isation system. The reprojection error is the Euclidean pixel distance between the true

and the reprojected positions of a given object present in both real and virtual views. In

the context of the AR system in this research, the object used was the origin of the SLAM

map. Its reprojection was compared against the ground truth, which was the ARTKP

marker in the real world view. This gives the registration error of the system, because

for correct registration the origin (axes) of the rendered SLAM map would need to be

overlayed precisely on the center of the ARTKP marker.

Recall the two stages of the operation of the visualisation system, as discussed in

Chapter 5 Section 5.2.2: initialisation and execution. The registration error was measured

separately at each of the two stages of operation. However, as the camera is fixed for the

OH setup, no additional error is introduced during the execution stage. Therefore, for the

OH setup only the error during initialisation was measured. For the HMD setup, error

during initialisation was measured, as well as the error during execution when the user

was moving around while wearing the HMD.

6.3.2 Method

All experiments were performed on an Intel Pentium D Dual Core 3.0 GHz processor with

2.0 GB of memory running Ubuntu 8.10, and using both the HMD and the OH hardware

configurations.

Performance

The latency experiments were performed using simulated point-feature based EKF-SLAM

data, and measured the effects of the following factors: the quantity of information being

processed for visualisation, and the quantity of information being rendered (i.e. within

the field of view). There were two sets of latency experiments. For the first set where most

of the information was outside of the field of view, a large SLAM map (200 by 160 metres

area) was used. At any given point in time, most of the map is well outside the field of

view due to its size. Specifically, no more than approximately 5-10 features are visible,

and no more than approximately 5-10 metres of robot path. The latency was measured

while varying the number of features from zero to 130, and the robot path length from

zero to 2000 metres. For the second set where all of the information was within the field

of view, a small SLAM map (1 by 1 metre in area) was used. The latency was measured
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while varying the number of features from zero to 80, and the robot path length from

zero to 400 metres. The timer used to measure latency has a resolution of 10 ms.

For the framerate experiment, the framerate was measured as resulting from pure

graphical processing only, without interference from any SLAM processing. Runtime

SLAM computation was eliminated by preparing a fixed mock map at initialisation. Then

the mock map is visualised without any real SLAM processing. In this way, the “best”

achievable framerate is measured, as the delay is only due to graphical processing and not

SLAM computations. The framerate was measured over time for a period of 120 seconds,

using the small 1 by 1 metre SLAM map with 80 features.

Registration Accuracy

The procedure for the registration accuracy experiments was as follows. The ARTKP

marker is mounted flat on top of the Pioneer robot, approximately 30 cm above ground.

For the HMD experiments the robot remained stationary. The user wearing the ISTracker

and the HMD remained stationary with the marker in sight, during the initialisation

phase. Then, during the execution phase, the user moved around within a 2 by 3 metre

area that is covered by the tracker constellation, while keeping the marker in view at all

times. While moving, the user varied the distance to the marker, the angle and direction

from which the marker is viewed, and the marker’s position within the image. For the

OH experiments the robot was stationary during the initialisation phase. Then, during

the execution phase the robot was driven remotely within the fixed field of view of the

overhead camera, where the camera itself remained in a fixed position. The reprojection

error was plotted over the frames captured.

6.3.3 Results

This section presents the results of performance and registration accuracy experiments

for both the OH and the HMD hardware configurations.

Performance

Figure 6.1 shows the effects of increasing the number of features on latency. The plots

show the data for the HMD and OH systems, using either a large (200 by 160 metres area,

up to 129 features) or small (1 by 1 metres area, up to 80 features) SLAM map. Recall

that for the large map most features are outside of the camera’s view, and inside of the

view for the small map. Both types of map were densely packed with features for this

experiment and the high density was used specifically to measure the effect of increasing

features on latency. Robot distance travelled was 661 metres for the large map and 3.6



174 Evaluation

Figure 6.1: Visualisation latency over the number of features, HMD vs OH system

metres for the small map (approximately 1 loop around the perimeter), and these were

kept to a minimum.

The overhead camera system exhibits much better performance. The HMD results

show a strong general trend of the latency increasing with the number of features, for

both small and large maps (green and red lines). The OH latency remains low and close

to constant as the features are increased within the given range (cyan and purple lines).

It is possible that the increasing trend is present within the OH system, but the number

of features has not been increased sufficiently to observe it. The increasing trend may be

present to a very small degree in the OH results for the large map (purple line). This

is difficult to see, but small spikes can be observed around the 100-120 features mark.

The OH system showed both mean latencies of less than 10 ms, with maximums of 30

ms (large map) and 10 ms (small map). By comparison, for the HMD system the mean

latencies were 30 ms (large map) and 20 ms (small map) with maximums of 300 ms (large

map) and 130 ms (small map).

Figure 6.2 shows the effects of increasing the robot path length on latency. The plots

show the data for the HMD and OH systems, using either a large (200 by 160 metres

area, 55 features) or small (1 by 1 metres area, 11 features) SLAM map. Recall that for

the large map most of the path is outside of view, and inside of view for the small map.
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Figure 6.2: Visualisation latency over the robot path length, HMD vs OH system

The maps were kept sparse and the feature numbers low for this experiment, while still

allowing reasonable localisation. Robot distance travelled was 1972 metres (approximately

3 loops) for the large map and 373 metres for the small map (approximately 100 loops).

The overhead camera system exhibits much better performance. All of the general

trends here are close to constant (with the presence of usual experimental noise), although

the OH system shows much lower latency. The noise seems to be present to a greater

degree in the HMD system (green and red). The OH system showed both mean latencies

of less than 10 ms, with both maximums of 20 ms. By comparison, for the HMD system

the mean latencies were 10 ms (large map) and <10 ms (small map) with maximums

of 150 ms (large map) and 60 ms (small map). Table 6.9 presents a summary of map

properties (size of map area, number of features, distance travelled by robot) for the maps

used and latency statistics for the HMD and OH systems.

Figure 6.3 compares the framerates of the HMD and the OH hardware. The small

dense map (1 by 1 metres, 80 features) was used as the mock map for measuring fram-

erate. The robot pose marker was moved trivially to produce a path visualisation (ap-

proximately 4 metres long). All the features and path were within view at all times. The

overhead system shows significantly better framerate with the mean of 286 FPS, com-

pared to the 36 FPS for the HMD system. Framerate statistics for the HMD and the OH
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Table 6.9: Summary of map properties and latency statistics.

Map properties HMD latency OH latency

Map type Size (m) Feat. Dist.(m) Mean Max St.Dv. Mean Max St.Dv.

Large dense 200x160 129 661 30 ms 300 ms 20 ms <10 ms 30 ms <10 ms

Large sparse 200x160 55 1972 10 ms 150 ms 10 ms <10 ms 20 ms <10 ms

Small dense 1x1 80 3.6 20 ms 130 ms 10 ms <10 ms 10 ms <10 ms

Small sparse 1x1 11 373 <10 ms 60 ms 10 ms <10 ms 20 ms <10 ms

Figure 6.3: Framerate over time, HMD vs OH system
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Table 6.10: Summary of framerate statistics.

Framerate (FPS)

System Min Mean Max St.Dv.

HMD 25 36 54 4

OH 273 286 301 6

Figure 6.4: Reprojection error over frames, HMD vs OH system

systems are summarised in Table 6.10.

Registration Accuracy

Figure 6.4 presents the registration error for the HMD and OH systems. Recall that the

HMD registration error is measured during both stages of operation, while the OH error

is only measured during initialisation because the camera is fixed. Table 6.11 summarises

the error statistics. Looking at the initialisation step, the error is significantly lower for

the OH system (blue line). The initialisation error for the HMD is quite erratic and

noisy (red line), although the underlying trend appears to be generally constant. For

the OH system the mean is 0.71 pixels, compared to 8.17 pixels for the HMD. For the

execution step the HMD error is extremely high, increasing over 100 pixels (green line).
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Table 6.11: Reprojection errors at initialisation.

Reprojection Error (pixel)

System Min Max Mean standard deviation

HMD 0.51 13.96 8.17 3.28

OH 0.26 2.64 0.71 0.22

Furthermore, it appears to increase without bound which is unexpected, and difficult to

explain. This is discussed further in the next section.

6.3.4 Discussion

Performance

The performance experiments were primarily aimed at comparing and analysing the HMD

and the OH hardware. The OH system clearly exhibits lower latencies and higher framer-

ate, and there are several possible reasons for this. Recall that latency is the time taken to

draw the data at each update-render cycle; and that one of the steps of the update-render

cycle, which involves updating the user’s (camera’s) pose, applies only to the HMD setup.

This is likely to be the main reason for the OH setup performing better, as the user’s pose

does not need to be updated at each iteration. Furthermore the tracker software does

not need to be running in the background. As the IS1200 driver for user tracking is only

available for Windows, VMWare Server 2 was running guest Windows XP and the IS1200

driver, on the host Ubuntu. Therefore, this also eliminates the need to run VMWare with

Windows, thus freeing up more computing resources. In addition, the HMD setup oper-

ated two visualisation environments, one for each stereo left and right view, as opposed

to one environment for the overhead monocular camera. An additional environment has

separate inputs, outputs and processing, and therefore consumes additional computing

resources.

With regard to the HMD, performance might be improved by changing the user track-

ing mechanism. For example, ARTKP could be used by placing a visible marker on the

user and ensuring the user is within the view of the overhead camera. This might also

improve registration accuracy. Another approach is to remove one degree of freedom from

the user’s movement by assuming they only move in a plane parallel to the ground, i.e.

the user’s height is fixed.

The attributes varied within the experiments (quantity of visualised objects and their

presence in view) fall into the visualisation update step of an update-render cycle. These

present a number of additional findings. Firstly, latency increases with the number of
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features (Figure 6.1), but does not noticeably change with the robot path length (Figure

6.2). This is probably explained by the fact that each feature visualisation (cone) is

composed of a high number of primitives (vertices, lines etc. ∼7000), compared to the

robot path having one primitive (line segment) per 10 cm. Secondly, it does not make a

difference whether virtual objects are inside or outside the field of view, contrary to the

original hypothesis. Recall that the large maps were mostly outside of view, and small

maps within view. In Figures 6.1 and 6.2, it can be seen that the trends are very similar

in shape when comparing results for large and small maps (red compared with green, and

cyan with purple). The latencies are the same for a given number of features or robot

path length, regardless of whether the visualisations themselves are visible. It is difficult

to say why this is, but could possibly be because the computations necessary for the

visualisations (positions of vertices etc.) are done before the field of view is computed,

hence they are done regardless of visibility.

The experiments were done on a desktop PC with an Intel Pentium D Dual Core

3.0 GHz processor with 2.0 GB of memory running Ubuntu 8.10. For the HMD set-up

a mobile laptop is usually employed which can be carried by the user. For this reason

the HMD performance experiments were also executed on a laptop with an Intel Core

2 Dual Core 2.0 GHz processor with 1.0 GB of memory running Ubuntu 8.10. The

results are not presented here, however they are very similar, with nearly identical mean

latencies and framerates. It is possible that 1 GB of memory is adequate and 2 GB do not

improve performance further. Although the desktop has a higher clock speed, the Core 2

generation processor of the laptop is much newer, so these are difficult to compare. The

main point to note is that these are valid results for typical PCs used for each AR setup;

desktop PC for the OH system and the laptop for the HMD system.

With regard to practical implications for an actual user, system performance is quali-

tatively real-time for both the overhead camera and the HMD configurations. In the OH

system the visualisation update occurs in real-time, and in the HMD system the visualisa-

tion update together with the user tracking occurs in real-time. Thus from a performance

perspective, the system shows adequate capabilities for real-time visualisation.

Registration Accuracy

Looking at the overall registration error, there are two potential sources which contribute

to it:

1. Error in tracking the user’s (camera’s) position

2. Error in tracking the robot’s ARTKP marker

Consider the initialisation step. For the HMD setup, the camera (user) is tracked

while ARTKP locates the robot. However, visible registration error comes entirely from
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the error in visually tracking the marker (source (2) above). This is because, although the

user is also being tracked, any user tracking error will not be visible at this stage. The

general trend is quite noisy and erratic (red line in Figure 6.4), and this is likely caused

by noise and jitter when wearing the HMD. For the OH setup, the camera is no longer

tracked as it is fixed. Therefore, source (2) is the only source of error for the OH setup.

The error is much lower and less noisy (blue line in Figure 6.4), and this is likely due to

more reliable calibration of the OH system, and a more stable platform (i.e. no jitter).

Consider the execution step. For the HMD setup, the robot marker is no longer tracked

but the camera (user) is. The total registration error at this step is composed of source

(1) plus a constant offset of source (2) error from initialisation. The error is very high

(over 100 pixels) and appears to keep increasing (green line in Figure 6.4). Clearly source

(1) (i.e. the user tracker) is responsible; this is seen when comparing to the previously

discussed error from initialisation. There are multiple possible reasons for this, including

an imprecisely mapped marker constellation, illumination conditions, or issues with the

tracking hardware. In practice however, the system qualitatively appears to work well

with reasonable user movement; the error does not seem to be as large or problematic

as measured by the experiment. This issue may need further investigation. In addition,

the user tracker is a modular component of the system, which can be replaced by a more

precise tracker. For the OH setup, no additional error is introduced during execution;

the camera is fixed, and the registration error is a constant offset of source (2) error from

initialisation. Therefore, it was only necessary to measure the error during execution for

the HMD setup.

With regard to practical implications for an actual user, registration error is negligible

for the OH configuration and is not visible on the display. For the HMD configuration,

the registration error is negligible during the initialisation phase and also during early

execution. The registration error does become problematic when the user moves further

than approximately 1-2 m from their initial position. This is when the registration error

increases dramatically as presented by the results. To address this, investigations would

need to be carried out into possible causes related to the user tracker.

Related work

The performance results compare reasonably well with other publications. In [220] a

series of experiments were conducted to evaluate the effect of latency in a virtual reality

(VR) system. The studies found that ideally the system latency should be 50 ms or less.

These results can be used as a rough guideline for performance of AR systems, against

which the system in this research measures up reasonably well. All of the presented mean

latencies are well below 50 ms, with mean framerates of 36 and 286 FPS for the HMD

and OH systems respectively. It also compares well with other AR systems published in
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recent years [94, 183, 197, 133, 158]. These present mean latencies ranging 40-120 ms, and

framerates ranging 21-97 FPS. The presented systems use various hardware, but none of

the publications compare fixed vs moving camera setups.

The accuracy results for the initialisation step (i.e. error in visually tracking the robot’s

marker) are comparable with other publications. The HMD showed a mean reprojection

error of 8.17 with a standard deviation of 3.28 (see Table 6.11). In [235] and [236] the

AR applications present reprojection errors within approximately 5 pixels. The presented

HMD error is slightly high, and this can be attributed to imperfect camera calibration

and jitter. The OH arrangement had a mean reprojection error of 0.71 with a standard

deviation of 0.22. Vision based tracking in [172] showed comparable means of 0.45-

0.72 with standard deviation of 0.20-0.31. Feature based registration in [109] showed

comparable errors of up to 2.5 pixels.

The experiments show that the AR system developed in this research has reasonably

good, comparable performance and registration accuracy characteristics. Therefore, the

AR system is adequately usable for the intended purpose of SLAM observation and de-

bugging. It can also be confirmed qualitatively that the system works sufficiently well

for the purpose. In addition, because these results are comparable to previous publica-

tions, they can be generalised to formulate possible guidelines and recommendations for

the design of AR systems for robot navigation. These recommendations are presented in

the next section. Note that the publications listed above and used for comparison are

quite limited, and some are a few years old. This is because analysis of performance or

registration accuracy is not very common in AR publications.

Recommendations

Based on these findings, a number of recommendations can be made with respect to the

design of AR systems for robot navigation:

• Fixed camera systems can achieve better performance (up to ∼200 ms latency re-

duction and ∼200 fps framerate increase) due to removal of tracker software. This

approach could be taken in applications where camera mobility is not critical.

• Fewer visualisation primitives (∼7000 per object) can achieve better performance

of up to ∼100 ms latency reduction. This could be done in applications where

visualisation details are not vital.

• It makes no difference to performance whether visualisations are in view, possibly

unless their visibility is computed first. Visibility checking could improve perfor-

mance in situations where many highly detailed features continuously move in and

out of view.
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• Marker tracking error (∼10 pixels) is insignificant compared to user tracking error

(∼100 pixels). An OH system could be used while developing an accurate navigation

system, or where accuracy is being evaluated, and then tests can be continued in a

larger environment using a more flexible HMD system.

Note that the experimental data suggests that an OH setup is superior in both accuracy

and performance. Despite this, design decisions should not be made purely based on those

criteria. Certain HRI systems may necessitate the mobility, flexibility and environment

interaction that can only be achieved with an HMD. In that case, they may also be willing

to work with lesser performance and accuracy.

Limitations

Visualisation method: The latency experiments were performed using only the stan-

dard AR EKF SLAM visualisation method. Ideally, the latencies and framerates

of other visualisation methods developed in this research could be measured in

similar experiments. However, qualitatively, all of the visualisation methods offer

adequate performance characteristics for their purpose. In addition, these charac-

teristics could be approximated by estimating the number of primitives used in the

visualisations.

Latency measurement: Latencies of less than 10 ms can not be measured reliably with

the existing timer, and this is the case for many of the OH system measurements.

Furthermore, it is difficult to classify and control the components making up the

latency timing, which could include hardware driver latencies and background OS

processes. In addition, it is not possible to control exactly when the graphics driver

renders the view. The render commands may be sent within one latency timing,

but the view might be updated within the next.

Framerate measurement: The framerate measurements only give an indication of the

potential framerate of the system, as the delay is only due to graphics processing.

In reality it will depend directly on the SLAM update rate. It should be noted that

effects of complexity and visibility of visualisation are measured approximately.

Error measurement: With respect to reprojection error, the major limitation is that

the ground truth is the image pixel coordinates given by ARTKP. This is then

compared to the world coordinate reprojection. The measurements are only as

accurate and reliable as the ARTKP marker detection mechanism.
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6.4 Conclusions

This chapter presented a thorough evaluation of the AR visualisation system for SLAM.

The first part of the evaluation measured the AR visualisation system’s effectiveness for

detecting SLAM fault effects, causes, and correcting the faults. Fault effect detection

findings show that the standard non-AR visualisations are more effective and should be

used for detecting fault effects. Preliminary FastSLAM results appear to suggest that the

AR visualisations for FastSLAM are preferred, which warrants further investigation.

Fault cause detection findings show that the correlation and data association AR

visualisations are more effective and more preferred, and thus should be used for detecting

fault causes. They also show that the standard AR visualisations are preferred compared

to the non-AR. Preliminary FastSLAM experiments seem to suggest that the colour-

mapping AR visualisation is more effective and preferred. Preliminary fault correction

findings seem to indicate that the correlations and the colour-mapping visualisations are

more effective and more preferred, but are mixed for the data association visualisation.

Overall, findings illustrate that the best approach is to utilise a combination of all of

the visualisation methods, allowing the user to interactively select between the different

available visualisations.

The final part evaluated the performance and registration accuracy of the AR visu-

alisation system. The findings showed that the fixed overhead camera configuration has

significantly better latency and lower registration error than the HMD. This is likely due

to the camera (user) tracker module used for the HMD. However, the HMD configura-

tion has qualitative advantages such as better mobility, flexibility and interaction with

the environment. Comparison of the findings with previous publications shows that the

AR system developed in this research has reasonably good, comparable performance and

registration accuracy characteristics. Therefore, the AR system is adequately usable for

the intended purpose of SLAM observation and debugging. It can also be confirmed

qualitatively that the system works sufficiently well for the purpose.
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7
Conclusions

The work in this thesis presented AR technologies for the visualisation of SLAM systems.

This final chapter summarises the research contributions, draws conclusions from the

findings and discusses possibilities for future work.

It is well known that mobile robot programming is difficult due to the uncertain,

dynamically changing real world environment within which the robot operates, as well

as the noisy and uncertain sensors and actuators that the robot uses. The problem

is exacerbated in SLAM, where its probabilistic nature adds further complexity. The

research in this thesis investigates the development and implementation of novel AR

visualisation techniques in order to assist SLAM development.

An anonymous web based survey of SLAM developers was carried out to establish

further evidence on the challenges of SLAM programming and the necessity for SLAM

visualisations. The contribution from the survey is the analysis of current problems in

SLAM development and evaluation of existing and lacking SLAM visualisation tools. The

questionnaire findings showed that SLAM development and testing is challenging, that

graphical visualisations of SLAM data are very important for SLAM development, and

that certain visualisations are desired which have not currently been developed.

A comprehensive literature survey was carried out in SLAM and additional relevant

fields. The survey of SLAM was necessary to observe the challenges and the state of the art

in SLAM, and to formulate the requirements for SLAM visualisations. It was found that

as the field of SLAM matures, the complexity of the algorithms and implementations also

185
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increases, raising further need for SLAM visualisations. Next, the field of visualisations

in robotics was surveyed. This was done to review what has already been done in SLAM

visualisation, and the research that is relevant to AR visualisations for SLAM. It was found

that only the basic, purely virtual SLAM visualisations have currently been developed,

and that AR has been used to some extent in other robotics visualisations, such as mobile

robot path planning, swarm control and robot arm modelling. Therefore, there is a

need for both fundamental and advanced levels of visualisations in SLAM. The last part

surveyed the fields of scientific and uncertainty visualisations. This was done to review

potential techniques that could be applied for SLAM visualisations. Although it was

found that the techniques were not directly applicable, it was also found that SLAM

data has characteristics of both multi-variate and scientific data, in the sense of having

an independent temporal element and relationships between data variables. Research in

uncertainty visualisation suggests that utilisation of visual output attributes including

size, length and colour is a suitable approach. The main contribution brought forth from

the literature survey is the formulation of AR visualisation requirements for SLAM. The

algorithms were analysed in order to identify parameters needing to be visualised for error

detection and correction.

A sophisticated AR visualisation system for SLAM was developed and implemented.

The system was developed based on the visualisation requirements that were formulated.

The visualisation system offers a number of original contributions. First, the fundamental

state visualisation techniques for the EKF and FastSLAM archetypes were implemented

in AR. These are significantly different from the state of the art visualisations, as the

developer is able to see the real world environment in which the SLAM system operates.

Second, novel visualisation techniques for SLAM were developed. The correlation

visualisation displays the strength of the correlation between feature pairs; this visualisa-

tion is important because the correlation behaviour is vital for the correct functionality

of the SLAM system. The data association visualisation displays vital information from

the data association processing phase; predicted features, observed features, and matches

between the predictions and observations. This visualisation is important because data

association is well known as a problematic area of SLAM processing, and is also essential

for the correctness of the system. Novel visualisation techniques were also developed for

the Particle filter based FastSLAM. Colour mapping was used to encode particle weights,

and intra-particle associations between the robot and feature estimates. A shaded 3D

surface was used to present a better qualitative overview of the particle distribution,

compared to the basic visualisation of rendering each individual particle estimate. The

surface technique was also successfully combined with the colour mapping method.

A comprehensive evaluation was performed on the implemented system, evaluating

two fundamental aspects. These were the system’s effectiveness for assisting SLAM de-
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velopment, and the non-functional performance and registration accuracy characteristics

of the system. An anonymous web based survey was used to evaluate the effectiveness

of the visualisations for fault cause detection and fault effect detection. The participants

viewed online videos of the visualisations, which had artificial faults introduced into them.

The participants were then asked to detect the faults, the causes, and give feedback on

which visualisations they felt were more effective and why. The findings of the survey

presented a number of contributions. The findings show that the existing state of the

art visualisations are more effective and should be used for detecting fault effects. The

findings further show that the correlation and data association AR visualisations are more

effective and more preferred compared to the state of the art, and thus should be used,

for detecting fault causes.

A qualitative lab user study was used to evaluate the effectiveness of the visualisa-

tions for SLAM fault correction. The participants used the visualisation system in order

to assist them in locating and correcting artificial faults in the SLAM source code. The

participants were also asked for qualitative feedback on the visualisations. Fault correction

findings seem to indicate that the correlations and the colour-mapping AR visualisations

are more effective and more preferred, but are mixed for the data association visualisa-

tion. These results present a contribution by offering initial qualitative findings indicating

directions for further evaluations.

Qualitative user feedback from both fault detection and correction evaluations showed

that the novel AR visualisations are useful for SLAM debugging, and that the hypoth-

esised visualisation requirements are needed. Overall, the usability evaluation findings

illustrate that the best approach is to utilise a combination of all of the visualisation

methods, allowing the user to interactively select between the different available visuali-

sations.

The findings of the performance and registration accuracy experiment presented addi-

tional contributions. It was found that the overhead fixed camera hardware configuration

possesses superior performance and registration accuracy characteristics compared to the

HMD configuration, likely due to the omission of the user tracker module. However,

the HMD has better qualitative characteristics of mobility and environment interaction.

Comparison with previous publications shows that the system compares well in terms

of performance and registration accuracy, thus indicating that the system has sufficient

attributes for the intended purpose of SLAM observation and debugging. Recommenda-

tions for the design of AR systems for robot navigation were formulated based on the

findings.

In summary, this thesis presents novel and original research in development and im-

plementation of AR visualisation techniques for SLAM. This work has been published in

conferences [121, 122] and submitted for publication to journals [124, 123]. The presented
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methods and findings offer a good starting point for further research into AR for SLAM

visualisations. It is intended that new visualisation methods are developed based on those

presented in this thesis, or the existing methods are modified, improved and adapted as

needed. It is intended that these new or modified methods are superior for SLAM visu-

alisation, and possibly applicable for other algorithm visualisations in the area of mobile

robotics. Perhaps these visualisation techniques will further pervade into other fields and

applications outside of mobile robotics, where they may be useful.

7.1 Future Work

7.1.1 Potential Applications

The research in this thesis presented AR visualisations as a tool for visualising mobile

robot algorithms and behaviour. In the presented work, such visualisations were developed

for SLAM systems only. However, the author aims to offer a basis for future research in

AR visualisations for mobile robotics algorithms other than SLAM. This includes pure

localisation, path planning and obstacle avoidance. For further details on the techniques

discussed below, see [196].

Pure localisation systems (i.e. where the map is given in advance) also possess the

movement (robot pose prediction and observation prediction) and perception (robot pose

refinement with sensor observations) update steps. Data association is also required for

the perception update. Clearly, the SLAM visualisations developed in this research could

be adapted to such pure localisation systems. Visualising features in AR would show how

accurate the pre-made map is. Ellipsoid covariances and data association can be visualised

in this way for Kalman Filter localisation. Multiple hypothesis belief representation can

be rendered with multiple pose markers and covariance ellipsoids. In Markov localisation

(where probabilities are computed for every possible robot pose state), the robot pose

probabilities could be visualised in AR with colour mapping or a 3D shaded surface. In

particle filter based Monte Carlo localisation, the FastSLAM visualisations developed in

this research could be adapted to visualise the computed robot pose sample. In landmark-

based localisation (where artificially positioned markers are used), the location estimate

can be visualised along with the “landmark” zones (where a marker is visible to the robot)

and the “no-landmark” zones (where no marker is visible).

Path planning algorithms could also be visualised in AR. One clear idea is to visualise

the free configuration space of the robot (where the robot can safely move), and the

obstacle configuration space (where the robot is unable to move due to obstacles). This

will show the correspondence between the computed configuration space and the physical

space. In road-map path planning the computed path networks should be shown, along
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with highlighting the chosen path. In cell decomposition, the free and occupied cells should

be shown along with the computed path through the cells. Similarly AR visualisations can

be used for obstacle avoidance algorithms. Algorithms bypassing obstacles around their

contours may have visualisations showing the intended direction of movement together

with the direction to the end goal, possibly along with the raw sensor data. Regions of safe

free space around the robot can be visualised, along with the free-space trajectory which

forms the avoidance path. It may also be beneficial to visualise both the path-planning

and the obstacle avoidance modules together.

AR visualisations could potentially be applied to behaviour-based navigation methods.

Although behaviour-based methods do not have an explicitly visualisable map represen-

tation, the behaviours could be graphically shown with intuitive virtual icons (such as

arrows). This would be a promising way of communicating the robot’s cognition and

processing to the developer.

Regardless of the specific algorithm applied, all mobile robots function within the

unconstrained and dynamic real world environment, and are therefore subject to its in-

herent uncertainty. The AR technique is uniquely suited for visualising these algorithms,

as showing the real world environment in real time is one of its characteristic traits. The

research presented in this thesis showed it to be promising for SLAM algorithms. Us-

ing a similar development approach, AR visualisations can be designed for other mobile

robotics algorithms discussed above, either by adapting techniques presented here or de-

veloping novel techniques. These visualisations should assist observation, understanding

and debugging of such mobile robotics systems.

Finally, a promising potential application for the visualisation system is in SLAM

education. Participant feedback along with observations made by the researcher dur-

ing the lab study show this to be a worthwhile direction for future investigations. The

visualisations would assist in understanding SLAM theory and algorithmic aspects.

7.1.2 Further Evaluations

More elaborate evaluations of the SLAM visualisation system are another possibility for

future work. The first part would involve monitoring real SLAM development to obtain

actual faults encountered by developers, as opposed to the artificial faults used in the cur-

rent evaluation. This would present concrete empirical evidence on the errors encountered

by SLAM developers and thus the errors visualisations need to address.

Then, the faults can be used in larger scale evaluations with more participants and

larges samples to obtain convincing statistical evidence. This includes statistically signif-

icant evidence for the FastSLAM and for the fault correction studies, as well as detecting

smaller effect sizes in the EKF studies.
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7.1.3 Visualisation Technique Investigations

Further investigations can also be carried out into the visualisation techniques themselves.

Suggestions for these come from user feedback and observations made by the author during

the lab evaluation experiments. The following could be investigated:

• Plotting the ground truth, if available, with virtual icons within the AR view.

• Colour mapping ideas, including darkness compensation for low particle weights,

using colours to distinguish between robot and feature estimates, and utilising trans-

parencies of the virtual icons in order to address occlusion.

• The effectiveness of 2D compared to 3D for EKF correlation ellipsoids.

• The issue of occlusion in the surface density visualisation for FastSLAM.

• The concept of slowing the visualisations down from real-time in order to allow

observations of algorithmic processing phases.

• The effectiveness of combining different visualisation techniques, e.g. the colour

mapped density surface, and observing different visualisations on the screen simul-

taneously.
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A.1 SLAM Developer Survey Questionnaire

Welcome colleague,

This survey will ask you a few general questions about your views and methods in

development and testing of Simultaneous Localisation and Mapping (SLAM) systems in

mobile robotics. There are 9 questions, which should take approx. 10 - 15 minutes to

complete. Thank you for taking the time to assist us with this research.

NOTE: This survey is anonymous. The record kept of your survey responses does

not contain any identifying information about you. If the information you provide is

reported/published, it will not identify you as its source.

Q.1 Do you actively develop SLAM algorithms, or have been within the last year?

(Yes/No)

Q.2 How many months/years have you been involved in SLAM research for?

Q.3 How do you test/debug SLAM systems? (Briefly describe the procedure, SLAM

data that is checked for correctness, and how that data is presented)

Q.4 What difficulties are you finding with your existing debugging method? (e.g. partic-

ular SLAM faults that are difficult to detect, difficulties in interpreting or checking

for correctness SLAM data, etc.)
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Q.5 What tools do you use to assist in SLAM development/testing? (Briefly describe

what the tool does, and if possible give its name, URL or publication where further

information can be obtained)

Q.6 What features would be desirable for a tool to provide to assist in SLAM develop-

ment? (Those not currently present)

Q.7 Do you think graphical visualisations (2D, 3D, excluding pure text) of SLAM data

(state, uncertainty, etc.) are useful for development/testing? (Essential /Reason-

ably useful /Marginally useful /Useless)

Q.8 What SLAM information would you like to see visualised for development/testing of

SLAM systems? (Ignore the question of how to visualise the information, just what

is desired)

Q.9 Is there anything else you would like to add in regard to visualisation tools, or SLAM

development in general?
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