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Abstract

One of the main drives in automated planning is to automate the translation from the knowledge level description of the problem to the symbol level implementation of a solver for that
problem. The field is at the point where there are techniques that can automatically synthesize very large numbers of heuristics that can be used by heuristic search based problem solvers
[Holte et al., 2005], [Edelkamp, 2006], [Culberson and Schaeffer, 1994], [Haslum et al., 2007], etc.
However, currently there is no a priori method available to automatically tailor them to a specific problem instance. Nor are there any automated techniques to automatically determine
which heuristics are best for a problem. There are some automated techniques to generate problem specific heuristics based on in situ gathered information but they are not competitive with
state-of-the-art manual heuristic selection.
Currently, the state-of-the-art is for the user to determine this a priori. This is usually
done by running each of the heuristics on a wide range of problems in the chosen domain. The
heuristic that is best on average for the domain is then used for each problem in the domain.
The current approach is empirical, this thesis explores an analytical approach; which uses a
simplified run-time formula that represents the important components of the problem-solver.
This formula predicts the impact of the selected heuristic subsets upon run-time. Some of the
formula’s parameters can be determined a priori (e.g., how long it takes to check for a goal
state) while others can only be determined a posteriori. Unfortunately, finding out those values
after the problem has been solved is not usually very useful.
This thesis explores the possibility of using the early parts of the problem-solving task(in
situ sampling) to determine approximate values for those parameters. A system called RIDA*
was created to do this. The danger is that the cost of determining these approximate values
may outweigh the benefits those values bring. The ideal situation is to only do as much extra
work as is needed to obtain the approximate values that allow us to make a decision that saves
enough work to compensate for the time invested.
We found that RIDA* was competitive, and in some cases significantly faster, than manual
heuristic selection. However, there are two caveats: RIDA* has a scalability issue for large
heuristic sets due to the combinatorial explosion in the heuristics search space. Also RIDA*’s
in situ sampling effort is currently determined a priori for the domain, it does not have an in
situ mechanism to adjust its sampling effort. Both of these caveats are the subject of future
directions for research. This thesis work(RIDA*) significantly advances the automation of in
situ heuristic selection.
Finally, RIDA* uses new data structures which significantly reduce the costs associated with
in situ sampling. Significantly reducing in situ sampling costs is critical for any technique using
problem-specific heuristics to be competitive with state-of-the-art manual heuristic selection.
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Introduction

1.1

Introduction

One of the main drives in automated planning is to automate the translation from the
knowledge level description of the problem to the symbol level implementation of a solver
for that problem as much as possible.
The field is at the point where there are techniques that can automatically synthesize large numbers of heuristics that can be used by heuristic search based problem solvers
[Holte et al., 2005],[Edelkamp, 2006],[Culberson and Schaeffer, 1994],[Haslum et al., 2007],etc.
However, there is no current a priori method available to automatically tailor them to
a specific problem instance. Nor are there any automated techniques to automatically
determine which heuristics are best for a problem. There are some automated techniques
1
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to generate problem specific heuristics based on in situ gathered information (see section
2.9) but they are not competitive with state-of-the-art manual heuristic selection.
Currently, the state-of-the-art is for the user to determine this a priori. This is usually
done by running each of the heuristics on a wide range of problems in the chosen domain.
The heuristic that is best on average for the domain is then used for each problem in the
domain.
The current approach is empirical, this thesis explores an analytical approach; a simplified run-time formula that represents the important components of the problem-solver.
This formula predicts the impact of heuristic subsets upon run-time. Some of the formula’s parameters can be determined a priori (e.g., how long it takes to check for a goal
state) while others can only be determined a posteriori. Unfortunately, finding out those
values after the problem has been solved is not usually very useful.
This thesis explores the possibility of using the early parts of the problem-solving
task to determine approximate values for those parameters. To do this an automatic and
problem-based, heuristic selection mechanism we called RIDA* is showcased. The danger
is that the cost of determining these approximate values may out weigh the benefits
those values bring. The ideal situation is to only do as much extra work as is needed to
obtain the approximate values that allow us to make a decision that saves enough work
to compensate for the time invested.
We found that RIDA* was competitive, and in some cases significantly faster, with
manual heuristic selection. However, there are two caveats: RIDA* has a scalability
issue for large heuristic sets due to the combinatorial explosion in the heuristic search
space. Also RIDA*’s in situ sampling effort is currently determined a priori for the
domain, it does not have an in situ mechansim to adjust its sampling effort. Both of
these are future directions for research. This thesis work(RIDA*) significantly advanzes
the automatization of in situ heuristic selection.
Finally, this thesis presents specific data structures, used by RIDA*, which significantly
reduce the costs associated to in situ sampling. Significantly reducing in situ sampling
costs is critical, for any technique using problem-specific heuristics, to be competitive with

1.2 Problem Description
state-of-the-art manual heuristic selection.

1.2
1.2.1

Problem Description
Classic Problem

The Classic Problem:
Given a problem-solver, Q, a domain, D, and a set of heuristics, H, find the best
heuristic, G, of H which minimizes the average time it takes Q (using G) to solve problems
from D.
Manual Standard Solution:
Select a representative sample of problems from D and solve with all possible heuristics. The heuristic that solves the representative sample the fastest is chosen to solve
all problems from D. This was the classic problem in heuristic search. The aim of the
field was to find better heuristics than the state-of-the-art, e.g. Manhattan dominates
Out Of Place or Linear Relaxed Adjacency dominates Manhattan. For heuristics of this
type, that is with a clear hierarchy of performance, we only need to find the best average
heuristic for the domain. There was no combination mechanism that would improve their
performance.

1.2.2

Modern Problem

But the problem changed when automated abstraction techniques were developed, which
allowed heuristics to be generated based on Pattern Databases (PDBs). A lot of research
has gone into finding which is the best way to generate PDBs (see section 2.9 for a selective
account.). For this section it suffices to state that the modern heuristic search problem
is how to select a heuristic subset when there is no clear winner. By winner we mean a
subset of heuristics that solves all problems faster than any other subset in the available
set.
The Modern Problem
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Given a problem-solver, Q, a domain, D, and a set heuristics, H, find a way of utilizing
H which minimizes the average time it takes Q to solve problems from D.
Two Solutions:
1. Current Automated Solutions: All techniques we found1 do not select a subset of
heuristics but instead use different techniques to combine the heuristics in the set:
(a) Add heuristics, keeping admissibility, when they are made of disjoint patterns
[Korf and Felner, 2002]
(b) Take the maximal heuristic value from H when heuristics are not disjoint
[Holte et al., 2006].
(c) Randomly select a single heuristic from H to evaluate each generated node in
the hope of improving the balance between average heuristic value and heuristic
evaluation overhead per node [Zahavi et al., 2007]
2. Manual Solution:
Select a representative sample of problems from D and solve with those G(heuristic
subsets) which the heuristic designer believes will do well. The heuristic subset, out
of the ones tested, which solves the representative sample the fastest is chosen to
solve all problems from D.
Our Goal:
Create an automatic method, M, such that given a problem-solver, Q, a problem suite,
P, and a set of heuristics, H, M will find a subset, G, of H such that the overall time it
takes M to find G and to then have Q solve P using G is faster than the current automated
solution. M’s overall time to solve a suite or problems needs to be competitive with the
Manual Solution approach as well.
When we refer to the current automated solution we mean the Maximization approach(Definition A.3.11)2 approach suggested by [Holte et al., 2006] for the following
three reasons:
1
2

We are only looking at techniques which preserve admissibility
[Holte et al., 2006] actually called this approach “maximizing after adding”. The “after adding”

1.2 Problem Description
1. It was the most competitive approach to combining a group of selected heuristics
at the time of publication.
2. The disjoint approach only works for complementary patterns. [Holte et al., 2006]
actually created the individual heuristics in his input set by adding disjoint PDBs.
But the resulting heuristics, disjoint PDB collections, could not be added without
breaking admissibility. The Maximization approach can be used with any heuristic
set and resulted in less generated nodes and faster performance when compared to
the previous state-of-the-art PDB-based heuristic [Korf and Felner, 2002]. It must
be noted that both the larger heuristic and [Holte et al., 2006] collection of PDBbased heuristics required the same memory for storing. They were the same size
overall. But the Maximization approach improved the overall run-time.
3. The Randomization approach(Definition A.3.12)[Zahavi et al., 2007] aims to shift
the trade-off3 between heuristic computational costs(overhead) vs accuracy to a
faster overall run-time. Randomization is not necessarily an alternative to RIDA*,
we see it as complementary. RIDA* improves overall run-time by eliminating the
worst heuristics from the input set on a problem by problem basis. Both the Randomization and Maximization approaches are blind to which heuristics are better.
Hence if uncompetitive heuristics, e.g. zero heuristic4 , were present in the input
set their overall run-time would be quite poor. A “best-on-average-for-the-domain”
approach would eliminate any heuristics that are not good candidates for the representative problem set. RIDA*’s in situ selection would eliminate any uncompetitive heuristics for the current problem while we are solving it. The remainclause was added because all the heuristics they used were themselves sets of disjoint PDBs. In order to
calculate their heuristic value the corresponding PDBs need to be added as in [Korf and Felner, 2002].
But the heuristics themselves are not disjoint. Hence the authors take the maximal heuristic value of the
set to produce the smallest possible search tree while keeping admissibility. We call this approach the
Maximization approach as we do not care how the individual heuristics are calculated.
3
Given a set of heuristics, taking the maximal value is the most informed combination thecnique but
also more the more expensive. As we drop heuristics the computational costs per node decrease, but
the heuristic quality decreses as well. Randomization aims to average out the heuristic quality while
significantly decreasing the computational overhead. This can make overall search faster, it depends on
whether Randomization’s reducton of heuristic computational overhead is more significant that the loss
of heuristic accuracy.
4
Returns 0 regardless of the input state, this results in doing a “brute-force seach”.
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ing heuristics could be automatically combined by either the Maximization or the
Randomization approach5 . To summarize, the Randomization approach could be
used to try to speed-up RIDA*’s subsets or the whole set6 . The performance of
“RIDA*+Randomization” depends on the actual balance shift of informedness of
RIDA*’s problem-specific selected subset vs its new overhead. Randomization is an
alternative to the Maximization approach. Randomization performance is reviewed
in the Experimental Chapter.

1.3

Evaluation Basis

When comparing the performance of heuristic search, in the research literature, the standard metric was the number of generated nodes [Korf et al., 2001][Pearl, 1984]. Given
the same problem and search algorithm the best heuristic was deemed to be the one that
generated less nodes. Search time was not used as a metric because exogenous factors,
e.g. hardware or software implementation quality, have an impact on the overall search
time. These exogenous factors are not connected to the heuristic quality and it would
be desirable to eliminate them when comparing heuristic search performance. Using the
number of generated nodes as a metric was seen as an easy way to compare the quality of
two heuristics and avoid those exogenous factors. But this approach has several caveats.
For concreteness, let’s assume that we are comparing two IDA* implementations whose
only difference is the admissible heuristic being used. Furthermore lets assume that one
of the heuristics is the Manhattan distance and the other is the BFST heuristic7 . The
search tree generated using the BFST will be much smaller than the search tree generated
using the Manhattan distance. But it is obvious that the cost of evaluating the BFST per
node is so high, akin to solving the problem brute force, that the Manhattan distance is a
much better alternative. The number of generated nodes is not a good performance metric
in this case, it is only one of several important features describing the overall heuristic
5

Or summation if we know the heuristics to be disjoint
Which normally is selected to do well on average for the domain.
7
The BFST heuristic calculates the heuristic value for a state by expanding the Brute Force Search
Tree until a goal is found.
6
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search cost. Furthermore there are several design choices that can reduce the number of
generated nodes but increase the overall search time.
The arrival of pattern databases [Culberson and Schaeffer, 1994] made obvious the
need to report not only generated nodes but also the time it took to solve the problems.
Some PDBs techniques like disjoint addition or lexicographical indexing affect the heuristic evaluation time. These features are intrinsic to the heuristic design and can not be
dismissed as exogenous factors. They are fundamental factors of the heuristic search performance analysis8 . The use of these features impacts the overall search time. Reporting
the number of generated nodes as a metric of performance is clearly insufficient. We
need a model of heuristic search performance that predicts the time it will take to find a
solution, not just the number of generated nodes.
Only in one paper did we find a parametric time model of IDA*[López and Junghanns, 2002]
that was used to explain a posteriori why one set of search options was better than another on average for the domain. In [López and Junghanns, 2002] it was also used to
calculate the best depth for bidirectional perimeter search.
But no one has used a run-time formula to automate the selection of heuristic combinations using in situ gathered problem-specific data. This is perhaps the main contribution
of this thesis; a methodology that learns in situ which of the available heuristic subsets
best suits the current problem.

1.4

Comparison Basis to the Manual and Automatic
Approaches

Our stated goal is to create a method, that automates heuristic selection, whose overall
run-time is better than the standard automated selection approach but that only needs to
be competitive with manual selection mechanisms. It is a truism that it is a contribution
8

Also the time it took to generate the PDBs themselves needs to be included in the performance
analysis. PDB creation time and resulting accuracy are connected. It can take hours or even days to
create a PDB and this should be taken into account when comparing different heuristic search strategies
[Holte et al., 2005]
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(a)

h1 Dominates h2 Timewise.

(b)

No Significant Difference between h1 and h2 on a Problem by Problem Basis.

(c)

Significant Differece between h1 and h2 on a Problem by Problem Basis.

Figure 1.1: Best On Average Vs Problem By Problem Possible Outcomes

1.4 Comparison Basis to the Manual and Automatic Approaches
to solve problems faster than the standard automatic approaches. It is not so obvious why
we limit our approach objective to only be competitive with manual selection mechanisms.
This section briefly discusses why.
Note that on the overall time we did not include the sampling costs of a “best on
average” method. Traditionally, in classic heuristic search, it is considered that sampling
costs are amortized over all instances to be solved. As the sampling costs are a “one time
cost” and the number of problems to be solved is usually quite large, it is the practice to
ignore these sampling costs. It would be different if there were changes, like a non constant
goal or a problem suite that is not representative of the domain [Holte et al., 2005]. But
for this thesis we decided to impose the stricter test when comparing against best on
average methods. We do not include sampling costs in the overall run-time of the “best
on average” method.
Please consider graphs 1.1(a) and 1.1(b)(p. 8). In graph 1.1(a) we show how heuristic
h1 dominates h2 . This is the traditional behaviour when comparing heuristic performance,
i.e. someone would come up with a much better heuristic, for example Manhattan dominates Out Of Place or Linear Relaxed Adjacency dominates Manhattan. In this case an
in situ approach is not appropriate. We know that the right choice is h1 so there is no
point in gathering in situ data for each problem instance. It will only confirm that h1 is
the best choice but, due to the in situ sampling costs, resulting in a worse run-time.
Almost the same can be said regarding graph 1.1(b). In this case there is always
one heuristic better than the second one on a problem by problem basis. But as their
performance is quite similar this translates into a very small advantage for an in situ
approach. As the in situ data gathering is expensive, it is not really cost effective. The best
in situ approach can not do very well if there is no significant difference in performance
on a problem by problem basis.
Consider now graph 1.1(c). In this case for half of the problems h1 does much better
than h2 . For the other half it is h2 that does better than h1 . Furthermore the performance
difference between the best heuristic and the worst heuristic, on a problem by problem
basis is quite significant. In this case an in situ approach would do seem to be much more
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appropriate.
In summary, a best on average approach would always do better than any in situ
sampling approach if there is a heuristic subset that is the best for all problems in the
domain. On the other hand it is possible that for another heuristic set the best on average
heuristic subset is never the best for any individual problem instance. Then a problem
by problem selection of the heuristic subset should be better than the best on average
approach. In general, heuristic sets will be somewhere within the three cases presented.
We claim that our approach is competitive with the “best on average” approach if
choosing the best heuristic subset on a problem by problem basis is significantly better
than picking the best on average. Then our contribution is to provide a framework that
manages in situ sampling efficiently and automatically, resulting in a competitive, with
respect to manually selected subsets, overall solution time even when including in situ
sampling costs. To summarize, our main contribution is that we enable the automatic
selection of heuristic subsets with a good overall time, even including in situ gathering
costs, as long as there is a significant difference on heuristic performance on a problem by
problem basis.

1.5

Brief Approach Description

To substantiate our claims we have created a reconfigurable IDA* planner we have called
Reconfigurable IDA*(RIDA*). RIDA* is made up of three phases. The first phase, called
the Sampling Phase, performs the initial problem iterations with all possible heuristic
subsets until all heuristics reach an a priori parameter we call “Capping Limit”. The second phase,called the Prediction Phase, uses the sampled information to estimate which is
the best subset of heuristics for the problem. The third phase,called the Solving Phase,
solves the remainder of the problem using regular IDA* but with the selected subset of
heuristics. For a diagram showing basic functionality and flow of RIDA* modules see
figure 1.2 (p. 11). Note that for the sake of completeness we have added a Heuristic Generation module. This thesis focus is not heuristic generation, we simply used Korf’s and

1.5 Brief Approach Description

Figure 1.2: Diagram Showing RIDA* Modules Basic Functionality.

Felner’s rule of thumb to create good PDB-based heuristics [Korf and Felner, 2002](Or see
definition A.1.4, p. 216) to generate PDB-based heuristic sets. This is quite a common
design principle that was also used for the heuristic sets in [Holte et al., 2006]9 .
Given a problem, a set of heuristics, a run-time formula, and values for all a priori
parameters inside the formula, RIDA* automatically selects in situ 10 which heuristic
9
10

This was not in the original paper but was confirmed to us by one of the authors
By in situ we mean that sampling is done while solving the problem
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combination to use to solve the rest of the problem. Our rationale was that we can
support our claims by showing that RIDA*’s overall solving time is better than the stateof-the-art automated selection methods and eliminates the need for manual selection of
the heuristic subset used by the search algorithm. RIDA* is made up of three modules:
1) The first RIDA* module is called the Sampling Module. It is in charge of doing the
necessary sampling during the initial problem solving activity, so that we can select
in situ the estimated best heuristic combination given the sampled data.
The Sampling Module is made up for two submodules. The first submodule, Heuristic Union Search Tree (HUST) submodule, gathers in situ data, while solving the
problem, using a modified IDA* search that expands a node if any of the heuristics in the input set expand it. It also populates a structure we called the Culprit
Counter Lattice (CCL). The second module solves, at the end of each sampling
iteration, the HUST’s Credit Assignment problem:
The HUST subsumes all possible heuristic subset search trees into one single search
tree we called the HUST. For example the root node would be in all the heuristic
subset trees but appears only once in the HUST. But for the same reason it has
a Credit Assignment problem. Once we are finished with the current sampling
iteration, how do we know which heuristic subsets generated each node in the HUST?
The HUST Credit Assignment computational effort grows exponentially (2n ) with
the size of the heuristic set. RIDA* uses the CCL so it only needs to be solved
once per iteration. The Credit Assignment module solves the Credit Assignment
problem.
2) The second module is called the Prediction Module. After the Sampling Module is
finished the Prediction Module has, as an input, the number of generated nodes
and the Heuristic Branching Factor (HBF) for each subset. The Prediction Module
uses the run-time formulas, see diagram, to estimate which heuristic combination
will do better for the rest of the problem.
3) Finally the third module is called the Solving Module. The Solving Module performs

1.6 Main Claims
IDA* search for the remaining problem iterations. It uses Inverse Operator Check.
We used RIDA* in this thesis for three domains, the Fifteen puzzle, the Twenty-four
puzzle and the Towers of Hanoi(16 Disks, 4 Pegs). We used Inverse Operator Check
for the puzzle domains. We used A* for the Towers of Hanoi. We used Early Stopping (Definition A.1.1) for the twenty-four puzzle as we needed to speed up problem
solving as much as possible. We also used Maximization, speeded up by Early
Stopping, as an alternative to Randomization in the Fifteen Puzzle Randomization
experiments.

1.6

Main Claims

1. We present a useful framework (RIDA*) which automates the selection of an admissible heuristic for IDA*.
RIDA* makes its selection, for a given problem, by using a run-time formula that
estimates search run-times for the candidate heuristics. In situ sampling is used
to approximate the values for some of the formulas a posteriori parameters. This
claim relies on the following assumptions:
 The performance goal is, given a set of admissible heuristics, to minimize the

overall search time for an optimal solution. The overall search time includes
all the time used to select the heuristic.
 The problem domains’ representation is STRIPS-based.
 Choosing the best possible heuristic (or subset) out of the set for each problem

significantly improves performance compared to alternative options. This assumption relies on the input set being made of competitive heuristics, i.e. no
single heuristic or combination dominates all others time-wise for every problem instance in the domain. The alternative options are the Maximization
approach(Definition A.3.11), the Randomization approach(Definition A.3.12)
or a best-on-average approach.
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 There is a formula which, given the behaviour of the problem solver for each

candidate heuristic up to a predetermined bound, can be used to predict, with
sufficient accuracy, future performance.
Basically RIDA* expects that the early behaviour of the problem solving gives
a good indication of future performance. RIDA* selection mechanism is based
on using a bounded sample of the initial problem solving effort, for all relevant
heuristic candidates, to approximate their future performance. RIDA* cannot
work without a formula which can use this early behaviour to predict future
performance.
 There are natural stopping points at which we can compare the performance

of the different heuristics. For IDA* these stopping points are the F-bounds.
 Solution distance is not needed for good heuristic selection. For RIDA* to

work, it needs to be able to approximate the heuristic’s performance for future
stopping points(F-bounds).
2. We present a compact representation of heuristic search trees(HSTs) that reduces
the overall sampling costs when more than one candidate heuristic is available. This
compact representation reduces the computational costs associated with evaluating
the current and future performance for any of the possible heuristic subsets.
Each heuristic subset has its associated HST. Sampling all possible heuristic subsets
requires expanding each possible HST. The proposed compact representation of the
search space, called Heuristic Union Search Tree (HUST), eliminates node redundancy across all HSTs. For example the root node would be present in all HSTs but
is only present once in the HUST. This claim relies on the following assumption:
 This thesis assumes the search algorithm is Iterative Depth A*(IDA*). The

HUST is being used to compress all the possible search trees generated by the
IDA* search algorithm
3. This thesis presents a solution to the Credit Assignment problem that results from

1.6 Main Claims
using the compact representation of the search space(HUST). Given an input set
of N heuristics, every node in the HUST could have been generated by up to 2N
possible heuristic combinations. In order to predict the performance of each heuristic
combination, it needs to be determined which heuristic subsets generate each of the
nodes in the HUST. This is just another instance of the classic Credit Assignment
problem. The solution used in this thesis uses the following three steps:

(a) To update one single Culprit Counter(CC) per node expansion instead of solving the exponential(2N ) Credit Assignment problem once per expanded node.
The computational costs of updating one CC is linear with respect to the number of available heuristics(N). Note that this step on its own does not solve the
Credit Assignment problem, but it does significantly reduce the overall computational difficulty. This is achieved by reducing the number of times the Credit
Assignment problem needs to be solved to once per iteration.

(b) To create a structure we called the Culprit Counter Set (CCS). This structure
uses a sparse representation of the in situ created CCs which allows RIDA*
to manage larger heuristic sets. RIDA* uses the CCS to solve the Credit
Assignment problem at the end of each iteration.

(c) Take advantage of the diminishing returns property of the Maximization approach [Zahavi et al., 2007] to limit the maximum combination degree. Limiting the maximum combination degree (Definition A.3.19), i.e. the maximum
number of heuristics present in a subset, enables RIDA* to reduce the number of subsets considered. If the maximum combination degree is high enough
then, thanks to the diminishing returns property A.1.5, we can still get the
most effective heuristic subsets time-wise even though RIDA* does not look at
the complete powerset.
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1.7

Roadmap

In this section we briefly describe the purpose of each of the chapters:
Chapter 2- RIDA* In Situ Selection Framework: This chapter summarizes the thesis’ approach. It lists all the thesis’ main points and briefly discusses them.
Chapter 3- Compacting the In Situ Gathered Data: We discuss in detail how we
use the HUST and the CCL to compact the sampling of the search space. This
includes our workaround to solve the HUST’s Credit Assignment solution. Our
techniques to reduce in situ sampling effort are one of the main contributions of our
thesis
Chapter 4- RIDA* Run-time Formula: Here we discuss the analytical run-time formula for RIDA*. We create a generic parametric model for IDA*. We also review
the simplest possible parametric model (and the implied standard for measuring
performance), the average time per node model. Finally we also review the different prediction models that we can use to predict the number of generated nodes in
future iterations, and why we decided to use the Heuristic Branching Factor (HBF).
The number of generated nodes for each heuristic combination is an a posteriori
parameter which needs to be approximated using the in situ sampled data.
Chapter 5- Extended Literature Review: This chapter’s objective is to position this
thesis’ research in the context of the wider AI field.
Chapter 6- Experiments and Analysis: This chapter sums up all the experiments
we did in the Fifteen, Twenty-four Puzzle and Towers of Hanoi(16 Disk, 4 Pegs).
We also analyze how each of them support our claims.
Chapter 7- Conclusions: This chapter summarizes our main results and how they support each of the claims. It also discusses all the caveats of our approach. Finally
we provide a list of future research topics.

2
Reconfigurable-IDA* (RIDA*) In Situ
Selection Framework

2.1

Introduction

The aim of this thesis was to automate as much as possible the translation from the knowledge level description of a problem to the symbol level implementation of a solver for that
problem. We are trying to push forward automatic planning. The motivation for this approach is the recent appearance of techniques that can automatically synthesize very large
numbers of competitive1 heuristics (disjoint PDBs)[Holte et al., 2005], [Edelkamp, 2006],
1

By competitive we mean that, given a heuristic set, there is no heuristic subset which is better than
every other possible subset for every possible problem

17

18

Reconfigurable-IDA* (RIDA*) In Situ Selection Framework
[Culberson and Schaeffer, 1994], [Haslum et al., 2007], [Helmert and Ludwigs, 2007], etc.
As far as we know, given a set of competitive heuristics, there is no method to automatically select the best heuristic subset on a problem by problem basis2 . We claim that
the techniques presented in this thesis help by removing the need for manually selecting
heuristics. Finally we must note that our automated solution still requires an a priori
parameter we call a Sampling Cap3 to be set manually so it would not be accurate to call
our methodology fully automatic. Creating an automated in situ capping mechanism is
future work.
The current automated state-of-the-art is to have an a priori mechanism to combine
all available heuristics. As mentioned in section 1.2.2 there are three possible techniques to
do this. The first technique would be to add the heuristic values but this is only possible4
if the heuristics are disjoint [Korf and Felner, 2002]. Another possible approach is to only
use one heuristic, chosen randomly, for each evaluated node [Zahavi et al., 2007]. This is
done in the hope that it will shift the balance of generated nodes versus average overhead
per node towards an overall smaller run-time. Finally the third option is to maximize
across the heuristic set values. This generates the smallest possible search tree for the set,
but not necessarily the smallest overall run-time. This is due to the Diminishing Returns
property of the Maximization approach (Definition A.1.5). For this thesis the standard
approach to combine a heuristic set is to maximize across all heuristic values in the set.
As explained in section 1.2.2 our main interest is not how to combine the heuristics in a
set, but how to automate choosing which heuristics, out of a given set, will be used to
solve each individual problem.
The alternative to automated heuristic selection, used in many fields but not mentioned
2

Note that [Haslum et al., 2007] generates and tailors PDB-based heuristic, in situ not a priori, to the
specific problem being solved. Our approach is to select heuristics, in situ, from a given input heuristic
set. The main difference between his approach and ours is that, besides the fact that this thesis does
not aim to improve PDB creation, we aim to get the best possible overall running time, including any in
situ sampling costs. [Haslum et al., 2007] aims to generate the best PDB for the problem instance using
an in situ greedy search, which can take 85% of the solving time. This would not be competitive with a
group of well chosen heuristics like in [Holte et al., 2005] and an automated combination approach, e.g.
Maximization of heuristic values. For a detailed discussion please see section 2.9.1
3
which regulates how much in situ sampling iterations to do before solving the remainder problem
with the estimated best heuristic subset
4
Preserving admissibility

2.1 Introduction
explicitly in any of the papers reviewed in this thesis, would be to manually select a
subset of the available heuristics as the best heuristic subset on average for the domain.
Of course, any heuristic subset will generate more nodes than maximizing across the full
set, but the objective when selecting a subset of heuristics is to reduce overall solving
time. This approach, called best on average, usually entails running heuristic subsets
which the designer believes will do well on a wide range of problems in the domain. The
heuristic subset that is best on average for this wide range of problems is then used for
each problem in the domain.5 .
The current manual approach is empirical; this thesis explores an automatic analytical
approach. The suggested analytical approach uses a simplified run-time formula that
represents the compute-intensive components of the problem-solver. This formula includes
the impact of the selected heuristic subset upon the run-time. Some of the formula’s
parameters can be determined a priori (e.g., how long it takes to check for a goal state)
while others’ exact value can only be determined a posteriori (e.g.how many nodes were
generated to solve the problem with the selected heuristic subset). Unfortunately, finding
out those values a posteriori, i.e. after the problem has been solved, is usually not very
useful.
Our proposed approach is to use the early iterations of the problem-solving task to
determine in situ the approximate values for those parameters. Then we can make an
educated guess on which heuristic subset will do better given our current knowledge of
those parameters. The danger is that the cost of determining these parameters might
outweigh any benefits those values bring. Our objective when sampling a problem is to
only do enough extra work so that the approximate values enable us to make a decision
that ultimately reduces the overall solving time.
We do not claim that our approach will always select the best heuristic subset for each
problem. It is possible for a thorough empirical analysis to select a better heuristic subset.
Our objective is to take away the need for a manual empirical analysis by developing
5

Even though this is not explained in the paper the authors confirmed that this was a correct depiction
of their approach [Holte et al., 2006]. [Korf et al., 2001] suggested the neighbouring rule of thumb that
was used both for the disjoint PDB sets we created for this thesis and also by [Holte et al., 2006].
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an analytical approach which automatically selects competitive heuristic subsets. This
analytical approach could also be used to make other decisions, e.g whether to use bidirectional search or IDA* to solve a problem. But for this thesis we are only using it to
select good heuristic subsets on a problem by problem basis.
Finally, please note that in this thesis the in situ approach and the best on average
approach combine a heuristic subset by maximizing heuristic values. Hence, even in the
best case scenario, the resulting search tree cannot be smaller than if we had maximized
across all available heuristic values in the set. The objective of this thesis is to make
in situ decisions which reduce the overall solving time. Diminishing Returns (Definition
A.1.5) applies to maximizing across PDB-based heuristics, but the cost of using more
heuristics always increases6 . Hence choosing the right heuristic subset can greatly reduce
the overall solving time.

2.2

Possible Approaches to Heuristic Selection

There are three possible categories to heuristic selection methods. The first one is a priori,
the second one is in situ and finally there is a posteriori. They each differ in whether
they select the heuristic subset before, during or after each individual problem has been
solved. The following subsections discuss each in detail.

2.2.1

A Priori

A priori selection would be the best option. A priori heuristic selection means that
we know the best heuristic subset to solve a problem with before beginning to solve it.
Hereafter is the list of conditions for an effective a priori heuristic selection. If these
conditions are not fulfilled, other methods need to be used.
1. A Hierarchical Distribution of Heuristics
6

Note that even if using Early Stopping (Definition A.1.1) leaf nodes still evaluate all heuristics in
the set. There are always more leaf nodes than internal nodes, assuming the average domain branching
factor is at least two. The average heuristic evaluation cost should increase as we add more heuristics to
the set.

2.2 Possible Approaches to Heuristic Selection
Given a set of problems, a domain, and a heuristic set we would like to select the
best heuristic subset a priori. This does not necessarily require knowing the time it
would take to solve the problem with each heuristic subset. It would suffice if we
knew that a particular heuristic subset is always the best one. But unfortunately
this rarely happens.
A good example of hierarchical heuristic performance is Manhattan vs Out Of Place
heuristics for N-slide puzzles. Manhattan clearly dominates Out Of Place and they
both have almost identical evaluation times, so we can a priori select Manhattan
over Out of Place to solve any N-puzzle7 .
But if for example we compare the Relaxed Adjacency heuristic [Gaschnig, 1979]
with the Manhattan distance there is no clear hierarchy. Relaxed Adjacency dominates Manhattan but the heuristic evaluation time is higher for Relaxed Adjacency so depending on the problem size we are faced with Manhattan could be
the fastest option. When using the state-of-the-art heuristics for large combinatorial search spaces, PDBs, there is still a lot of research and discussion regarding
how to create, select and combine PDBs to boost efficiency ([Holte et al., 2006],
[Korf and Felner, 2002], [Zahavi et al., 2008], etc.).
For this thesis we are proposing using a run-time formula to select the best heuristic
combination in situ. But for this section it suffices to state that there is no PDB
creation technique which, accounting for its creation cost, will create a PDB-based
heuristic that will outperform every other PDB time wise for every problem instance
in every domain.
2. A Priori Prediction Of Run-time
In view of the lack of an established time-wise hierarchy heuristics for a domain we
could still try to predict which heuristic subset will solve a problem faster. But to
predict search performance a priori we would need to know both the optimal goal
7

Note that we could also combine Out Of Place and Manhattan via Maximization but this would
only result in a higher heuristic evaluation time, the number of nodes expanded would be the same as
Manhattan dominates Out of Place
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distance and a formula or model that outputs the run-time given the optimal goal
distance:
(a) Knowing the optimal goal distance usually requires having previously solved
the problem, hence making it impossible to obtain any savings. For some very
simple domains it might be possible to predict a priori the solution distance
but even for simple sliding puzzle domains there is no formula which, given a
problem instance, can tell the optimal solution distance.
(b) There are several models that predict IDA*’s number of generated nodes. But
even the most accurate of those [Zahavi et al., 2008] acknowledges that, for
individual problem instances, both the optimal goal distance and in situ sampling of the search space is needed to make accurate predictions. We neither
know the optimal goal distance nor do we have any sampled search space a
priori.

2.2.2

A Posteriori

As previously stated: any a posteriori knowledge is useless for automatic heuristic selection. We need to know which heuristic combination is good for the problem instance
before it is solved.

2.3

Best Heuristic Subset on Average for the Domain

Current practice for state-of-the-art heuristic selection is to use the “best heuristic subset
on average” for the domain. “best on average” is an approach that is used in many
fields and was the approach followed in [Holte et al., 2006]8 .[Holte et al., 2006] presented
heuristics sets9 which, when maximized, outperformed the previous state-of-the-art sets
by [Korf et al., 2001]. It is also mentioned in [Korf et al., 2001] that they used a rule of
8

This is not explained in the original paper but one of the authors confirmed this to us.
Each of the heuristics in the set was a disjoint PDB set itself. Hence all the mutually disjoint PDBs
could be added to generate the individual heuristics. Afterwards the authors combined these heuristics
by maximizing their values. They called this approach “maximizing after adding”
9

2.3 Best Heuristic Subset on Average for the Domain
thumb (Definition A.1.4) to generate good heuristics (disjoint PDB sets). The authors
showed that finding the best disjoint PDB sets is a NP complete problem. We assume the
authors tried several disjoint PDB sets until they were satisfied they had found the best
on average. This approach has the advantage of permitting the selection of a heuristic
combination without having to sample each problem we solve. It is akin to an a priori
approach if the associated one time sampling cost is ignored. The rationale is that as
thousands of problem instances could be solved with the selected heuristic it is reasonable
to ignore any one time costs.
Please note that there is a heuristic combination technique by [Zahavi et al., 2007]
which, on first glance, might seem to be doing heuristic selection. Instead of selecting a
fixed subset of heuristics to speed up overall solving time, [Zahavi et al., 2007] suggests
choosing a heuristic at random for each generated node. This technique, called Randomization(Definition A.3.12,p. 221) in this thesis, significantly reduces the average overhead
per node at the cost of generating more nodes. Randomization does not drop any heuristic from the set, it uses all of them without any preference. On some of the heuristic
sets it was tried, it resulted in significantly shifting the balance between average node
overhead vs heuristic informedness towards a faster overall run-time. Randomization is
not a heuristic selection technique per pse, it is a heuristic combination technique10 . Randomization is not an alternative to methods which select a heuristic subset because it
is the best for the problem instance(RIDA*) or because it is the best on average for the
domain11 . For example, one of the heuristics in the set could be significantly less informed
than the rest. Any method which detects under-performing heuristics and eliminate them
from its selected subset will do better12 . [Zahavi et al., 2007]’s technique could then be
applied to combine the selected subset in order to (possibly) speed up overall search. This
methodology is reviewed in the Experiments chapter.
“Best heuristic subset on average for the domain” is an approach that selects heuristic
subsets manually. Basically, a designer generates heuristics which they believe will do well
10

Its alternative is taking the maximal value of the heuristic set[Holte et al., 2006]
Which is the default option which RIDA* is aiming to improve upon.
12
Of course sampling costs might offset the savings.
11
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on average. Then this belief is tested by using them on a wide range of problems. Those
heuristics which are clearly under performing on a domain basis will be eliminated. But
this approach has several caveats:
1. High One Time Cost
The number of heuristic subsets grows exponentially. It is easy to calculate the best
heuristic subsets on average if the set of heuristics is relatively small, e.g. for a five
heuristic set there are thirty-two possible subsets, but that would not be the case
for larger sets of heuristics. For example a set of thirty heuristics would require
obtaining statistics for 230 = 1.07 ∗ 109 heuristic subsets for a suite of problems
representative of the domain distribution. That would not be practical, especially
for large problems like random instances of the Twenty-four puzzle13 .
2. Is the Training Problem Set Representative?
As solving all problems in the domain is usually not a feasible proposition, the best
alternative is to pick a problem suite which is representative of the domain problem
distribution. That sample is called a training problem suite.
Any training suite needs to be representative of the domain’s problem distribution.
Better yet, the training suite should be representative of the problem suite to be
solved. Best on average for the domain might select a heuristic subset that does
well for the average random problem but that might not be the best overall for the
problem suite that is going to be solved. The problem suite to be solved might
be amenable to a heuristic subset that does not do as well for the average random
problem. For example, we know that heuristic subsets, with larger overheads but
also better informedness, tend to do better for large problems than the best heuristic
subset on average for the domain. If the distributions of problem complexity is not
13

Nevertheless, we have estimated in the experiments chapter how well will the “Best on average”
approach would do for the Twenty-four puzzle. We used the workaround of estimating what is the best
heuristic subset for each problem in the suite using in situ gathered data. Of course this required knowing
the optimal solution distance which can be calculated by solving the problems in the training suite with
any admissible heuristic. Otherwise it just takes too long to solve a random Twenty-four puzzle with all
possible heuristic subsets for any reasonably sized heuristic set.

2.3 Best Heuristic Subset on Average for the Domain
the same for both the training suite and the “problems to be solved” suite then we
do not know which is the best heuristic on average for the “problems to be solved”
set14 .
3. Heuristic Dependant: Best on Average can be Much Worse than Best
per Problem
Let’s say we have two PDB-based heuristics (h1 , h2 ) of the same size15 . Furthermore
let’s assume that both h1 and h2 have approximately equal average heuristic value
and standard deviation. h1 and h2 can perform very differently for the same problem
instance [Holte et al., 2006]. This performance difference in the case of PDBs can be
caused by the inability of disjoint PDB-based heuristics to account for linear conflicts
between objects in different partitions; otherwise the PDBs would always calculate
the correct goal distance. Some PDBs might do better due to their partitioning
of the domain being more amenable to the initial state of the problem instance
being solved. Even for disjoint PDB-based heuristics with different average mean
values, due to different pattern sizes, there is a trade off between accuracy and
evaluation time. A good example is when comparing a group of smaller PDB-based
heuristics vs a single larger PDB-based heuristic16 . In [Holte et al., 2006] we have
an example for the Twenty-four puzzle for which heuristic performance varies from
better (nine times faster) to much worse (three times faster) depending on which
problem instance is being solved (Table 6.2, p.136)
Another good example in the relevant literature is [Edelkamp, 2006] paper. He
14

For the Fifteen Puzzle example, problems are solved quite fast so it is not an issue to solve a
large set which is representative of the domain’s problem distribution. For our Twenty-four puzzle
example (Section 6.2.2) we used as a problem suite the six problems used in [Holte et al., 2006]. Random
problems in the Twenty-four puzzle take a long time to solve (the largest one in our experiments with
[Holte et al., 2006]’s suite took between six days to fifteen days depending on the heuristic subset used.)
so it is difficult to pick a problem suite which is representative of the domain’s problem distribution.
In our case we saw that the best heuristic subset on average for a different problem suite of the same
size, with every problem a random instance as well, did much worse than the best on average for the six
problems in [Holte et al., 2006].
15
So they took the same effort to generate. This is important because when comparing heuristics,
which are generated prior to problem solving, we also need to account for their creation costs. Of course
the creation costs should be divided by the number of problem instances being solved. When comparing
PDBs of the same size we can ignore the creation cost as it is the same for all heuristics.
16
For now lets forget about PDB creation costs
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proposes using genetic algorithms to automate the creation of PDB heuristics. The
fitness function used is the heuristic average. This technique improved the quality
of PDBs selected but as he himself notes:
We also plan to consider alternative optimization methods as the search
efficiency varies a lot in different runs. This suggests to apply randomized
local search with random restarts.
A best on average approach is frequently not the best option because the problem
instance being solved can have a large effect on comparative heuristic performance.
As [Holte et al., 2006] noted, the run-time distribution of heuristic values and hence
the mean heuristic value for the same heuristic can change significantly from problem
to problem. Note that this discrepancy of run-time distribution vs domain average
distribution is present both in small and large problems, in [Holte et al., 2006] some
of the Twenty-four puzzle problem instances take days to solve, yet the comparative
heuristic performance varied greatly. There was no clear heuristic performance
hierarchy, hence we selected this as a good case study for our in situ selection
system (Reconfigurable-IDA*). More details can be found on this in the experiments
chapter.
In figure 1.1 (p. 8) we show the most common three scenarios for comparative
heuristic performance. If there is a clear winner, as in figure 1.1(a) , then best on
average is a very good choice for heuristic selection. If there is no clear winner but the
best heuristic subset on average does quite well (figure 1.1(b)), then best on average
and in situ heuristic selection are competitive. Then the balance between “in situ
sampling costs vs how much faster the best heuristic subset is” is the deciding
factor as to which is the better approach. This was the case for our Fifteen puzzle
experiments (Chapter 6). We managed some savings thanks to a very optimized
sampling mechanism. Finally if we have a situation in which the best heuristic
subset on average does not do well (figure 1.1(c)), then an in situ approach should
do better. This last scenario is closer to our Twenty-four puzzle and Towers of

2.4 What is Automatic In Situ Heuristic Selection
Hanoi(16 Disks,4 Pegs) experiments, hence in situ selection did much better on the
Twenty-four puzzle experiments.

2.4

What is Automatic In Situ Heuristic Selection

The proposed approach in this thesis for RIDA* is an automatic in situ approach:
Definition 2.4.1 (RIDA* In Situ Heuristic Selection Definition). In situ heuristic selection postpones the selection of heuristics until enough information has been gathered
about all available heuristics to make a good choice, using a run-time formula, but before
the cost of acquiring this information is likely to outstrip future savings. The overall
run-time should be faster than Maximization approach (Definition A.3.11), i.e. taking
the maximal heuristic value of all heuristics in the set, and competitive with the “best
heuristic subset on average for the domain” approach. We assume that the best heuristic
subset on average for the domain is not also the best heuristic subset on average for each
problem instance.
By combining problem solving and performance data gathering we can make an automated ”intelligent” heuristic selection. By intelligent heuristic selection we mean choosing
a good heuristic subset17 while keeping sampling costs low. By automated we mean that
all parameters that can change on a problem by problem basis are gathered in situ.
The selection mechanism we present in this thesis is based on using an analytical model
of the search effort. The selection mechanism we present is based on approximating a
posteriori variables while solving the problem, thus allowing us to make informed choices
and still obtain good savings. This selection mechanism allows us to automate heuristic
selection when a large number of competitive heuristics are available. In Situ heuristic
selection is the best option when a better a priori selection mechanism does not exist. As
previously said we cannot claim the RIDA* approach to be fully automatic as it currently
uses a parameter, called the Sampling Cap, to decide how much sampling to perform.
17

But not necessarily the best heuristic combination. We need to balance any additional sampling
effort with expected time savings
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As the ideal amount of sampling changes for each problem instance, a best on average
Sampling Cap is a compromise.
The novelty of our research is that we we have formalized a methodology that automates heuristic selection on a problem by problem basis using in situ sampled data. This
means that while we adapt our selections to the problem instance we also balance the
amount of sampling done so that we are doing better than the default a priori heuristic
selection method: the Maximization approach (Definition A.3.11). Finally RIDA* in situ
selection not only automates heuristic selection but it does so in a competitive way. In our
experiments RIDA* did better, even accounting for all sampling cost for in situ sampling
and assuming no sampling cost for best on average approach, than the best on average
approach. Note that as explained in the previous section, the deciding factor to in situ
heuristic selection suitability is how well does the best heuristic subset for each problem
does compared to the best heuristic subset on average for the domain.

2.4.1

RIDA* Efficiently Combines Problem Solving and In Situ
Sampling

Combining search and sampling can easily become considerably more computationally
intensive than just searching with the worst choice available.18 High sampling costs encourage stopping sampling as early as possible. However RIDA* needs to sample enough
to adequately approximate the a posteriori performance values. Otherwise the prediction quality would be quite poor and we could not trust the choices made to lower the
overall search effort. RIDA* uses the in situ performance variables as a guide to approximate its final a posteriori values. RIDA* approximates the a posteriori results by
using existing run-time formulas which predict the size and time of future IDA* iterations
[Zahavi et al., 2008][Korf et al., 2001][López and Junghanns, 2002]. We claim to be the
first researchers to use a run-time formula to automate heuristic selection using in situ
sampling.
18

this is detailed in chapter 3

2.4 What is Automatic In Situ Heuristic Selection
Sampling costs are not usually included in other approaches as any a priori statistical
costs are assumed to be negligible when compared to the number of problems being solved.
But, since the cost of sampling in situ, to predict heuristic performance, is now part of
the problem-solving costs, RIDA* needs to balance the cost of obtaining its predictions
against the predictions impact on the search costs. Currently, RIDA* uses a user-defined
parameter, called the Sampling Cap, which specifies how much data should be captured.
RIDA* In Situ approach is three phased. In the first phase the in situ parameters are
gathered while performing the initial problem’s IDA* iterations19 . Once each heuristic in
the set generates more nodes than the a priori Sampling Cap and the current iteration
is finished RIDA* stops sampling and moves to the second phase. In the second phase it
estimates the best heuristic subset for future iterations. This choice is made by plugging
the in situ sampled variables into RIDA*’s run-time formula. Whichever heuristic subset
has the lowest estimated run-time will be the selected subset.
Note that as the problem iterations get bigger there might be crossovers (Definition
A.1.6). A crossover occurs when a heuristic, which was a worse option due to its higher
overhead, becomes the estimated best due to its associated smaller number of nodes generated. A generic in situ selection mechanism would then benefit from making a schedule
of selected heuristic subsets for future iterations. This was reviewed in §6.8(p.187). The
results were inconclusive. The problem we found is that it is difficult to ensure accurate
crossover predictions, due to poorly approximated HBF. Inaccurate predictions lead to
an overall worsening of performance, compared to just choosing the best heuristic combination for the first iteration after sampling.
Finally RIDA*’s third phase solves the remainder of the problem iterations using
regular IDA* with the selected heuristic subset until a solution is found.Note that in this
thesis we do not stop as soon as the first goal node is found; we finish generating the
last iteration as otherwise there is a stochastic effect when comparing the performance of
different IDA* implementations. See section 6.2.3 for more details.
19

Using a structure we called the HUST to compress the search trees of all possible heuristic subsets.
See chapter 3 for more details
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RIDA* uses a parameterised run-time formula to predict how long an IDA* iteration
will run. The parameterised run-time formula inputs are the F-bound and the in situ
sampled variables for the current problem instance. Some of the a posteriori parameter
values can be accurately determined a priori, while others’ exact value can only be known
a posteriori. RIDA* approximates these a posteriori values by analysing the data gathered
during the first few iterations on the problem. This data is gathered simultaneously for
all the heuristics in the set. How the input data is sampled is described in chapter 3. The
parametric model we used was the simplest possible as it worked quite well and required
the smaller sampling effort compared to other approaches. We call it the average cost per
node model (Eq. (4.1)). For more details on the run-time formula please read chapter 4.

2.5

Time Vs Size as a Performance Metric

When comparing the performance of heuristic search, in the research literature, the standard metric was number of generated nodes [Korf et al., 2001, Pearl, 1984]. Given the
same problem and search algorithm the best heuristic was deemed to be the one which
generated less nodes. Search time was not used as a metric because non-algorithmic factors, e.g. hardware or software implementation quality, have an impact on the overall
run-time. These non-algorithmic factors are not connected to the heuristic quality and
it would be desirable to eliminate them when comparing heuristic search performance.
Using the number of generated nodes as a metric was seen as an easy way to compare
heuristic quality and avoid those non-algorithmic factors. But this approach has several
caveats.
For the sake of simplicity let’s assume that we are comparing two heuristic search
strategies whose only difference is the admissible heuristic being used. Furthermore let’s
assume that one of the heuristics is the Manhattan distance and the other is the BFST
heuristic.20 The search tree generated using the BFST will be much smaller than the
search tree generated using the Manhattan distance. But it is obvious that the cost of
20

The BFST heuristic calculates the heuristic value for a state by expanding the Brute Force Search
Tree until a goal is found.

2.5 Time Vs Size as a Performance Metric
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evaluating the BFST per node is so high, akin to solving the problem brute force, that
the Manhattan distance is a much better alternative. The number of generated nodes is
not a good performance metric in this case, it is only one of several important features
describing the heuristic search’s overall cost. Furthermore there are several design choices
that can reduce the number of generated nodes but that increase the overall search time.
For an in depth discussion please chapter 4.
The arrival of Pattern Databases(PDBs) made the need to report not only generated
nodes but also the time it took to solve the problems obvious. Some PDB techniques
such as Maximization, disjoint addition or lexicographical indexing affect the heuristic
evaluation time. These features are intrinsic to the heuristic design and cannot be dismissed as non-algorithmic factors. They are fundamental factors of the heuristic search
performance analysis21 . The use of these features impact the overall search time. Reporting the number of generated nodes as a metric of performance is clearly insufficient. We
need a model of heuristic search performance that predicts the time it will take to find a
solution, not just the number of generated nodes.
Only in one paper did we find a parametric time model of IDA* [López and Junghanns, 2002]
which was used to explain a posteriori why one set of search options was better than another on average for the domain. In [López and Junghanns, 2002] it was also used to
calculate the best depth for bidirectional perimeter search.
But no one has used a run-time formula to automate choosing heuristic subsets using
in situ gathered problem specific data. This is perhaps the main contribution of this
thesis, a methodology that learns in situ which of the available heuristic subsets best
suits the current problem.

21

It is also arguable that the time it took to generate the PDBs themselves needs to be included in the
performance analysis. PDB creation time and resulting accuracy are connected. It can take hours, days
or even months to create a PDB and this should be taken into account when comparing heuristic search
strategies with different a priori costs.[Holte et al., 2005]
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2.6

Brief Discussion on the Sampling Effort and Capping

Given a choice, RIDA* would have benefited from having a run-time formula to decide
in situ when to stop sampling and solve the rest of the problem with the estimated best
heuristic subset. This decision would be made on the basis of whether any more in situ
sampling is likely to increase the overall solving time, compared to solving the remainder
of the current problem with the best estimated heuristic subset. This is future work22 .
For this thesis we considered several sampling strategies that keep a good balance between
sampling effort and expected savings. Ultimately we had to compromise and use an a
priori Sampling Cap, which does well, on average, for random problems. This Sampling
Cap is a function of the heuristic set and the problem distribution in the problem suite,
i.e. bigger problems benefit from more sampling. Following is a brief summary for each
of the capping strategies we considered.
1. Fixed cap:
This is the current capping strategy for RIDA*. It stops sampling for any heuristic
that has already generated N nodes on the previous iteration. This way the sampling
effort is (coarsely) balanced among all the heuristics in the set. Once all heuristics
have generated N nodes the Sampling Phase is finished. This sampling strategy
works well enough but it is too coarse as the fixed cap does not change from problem
to problem. For some problems it is obvious that no more sampling is needed, while
for others we are forced to make a not-sufficiently-informed choice. This strategy
is a best on average approach that we would prefer not to use while doing in situ
heuristic selection. The fixed cap is calculated empirically as a function of a given
heuristic set. We take a domain representative sample of problems and tried different
Sampling Caps. The Sampling Cap on which we obtained the best overall results
becomes the fixed cap for that set.
22

The biggest problem is that we need to somehow estimate how many more iterations before a goal
node is likely to be found. There is no obvious mechanism to do this.

2.7 Main Claims
2. Keeping a Lag of N Iterations between the Sampling Phase and the
Problem Solving Phase:
This way we guarantee that we do not solve the problem while sampling. Sampling
is much more expensive than just choosing a heuristic subset, hence if the problem
is solved while sampling we usually do much worse than if we had used the Maximization approach. This strategy was tested for the N-slide puzzle and did worse
than the fixed Sampling Cap strategy.
3. In Situ Cap: The Sampling Cap is a dynamic value that grows as the search
grows, i.e. the Sampling Cap grows at a fixed rate, which is lower than the Heuristic
Branching Factor. Assessing this strategy is future work.
4. Path capping:
Cap the number of paths instead of the number of nodes expanded. Hence we could
start with all the heuristics for each iteration but make a selection for each iteration
after N paths have been expanded. This idea is based on [Haslum et al., 2007]
random sampling of the search tree. Assessing this strategy is future work.
For this thesis we used the a priori best on average fixed cap strategy. But it was obvious
that a more sophisticated mechanism should take advantage of the fact that, in general,
more sampling should go towards solving bigger problems, assuming that it is likely to
find better heuristic subsets. This is future work.

2.7

Main Claims

1. We claim to be the first researchers to use a run-time formula to automate heuristic
selection using in situ sampling. We presented a framework for automating heuristic
selection using a run-time formula and in situ sampled data.
(a) RIDA* does better than the standard a priori selection mechanism: the Maximization approach (Definition A.3.11).
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(b) RIDA* is competitive with the standard manual selection mechanism: “best
on average heuristic subset” for the domain. The best on average approach
entails an empirical analysis, in which data is gathered from a problem suite
representative of the domain problem distribution. This can be quite costly
but, as it is a one-time cost, it is not standard practice to account for this
cost and we assumed the best on average method had no sampling costs. In
situ selection suitability depends on how much performance difference there
is between using the best heuristic subset for each problem vs using the best
subset on average. Our main claim is that we have created a methodology
that automates heuristic selection and, even accounting for in situ sampling
and selection costs, is competitive with the default manual heuristic selection
mechanism (best on average for the domain).
(c) We claim that the Heuristic Branching Factor (HBF) is better for predicting
the number of nodes generated in situ than Heuristic Distribution Methods
(HDMs). HDMs can be more accurate but they are too expensive for in situ
sampling
2. We presented a compact representation of heuristic search trees which reduces the
overall sampling costs
(a) We claim the use of Heuristic Union Search Tree (HUST) and Culprit Counter
Lattices compress both the time and number of nodes generated when compared to doing each heuristic combination search tree separately.23
(b) We claim that Safe Early Truncation reduces overall sampling time as it eliminates unnecessary heuristic evaluation. This is regardless of whether the heuristics are consistent.
(c) We claim that we found a solution for the HUST Credit Assignment problem.
Using a sparse version of the CCL ultimately saves time for large sets. We
23

Note that we improved the HUST overall generation time by using a technique called Safe Early
Truncation (Definition A.1.3). This technique is also necessary if performing a HUST for an inconsistent
heuristic. Chapter 3 details our HUST implementation
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acknowledge that our solution has a scalability issue. It can not solve the
Credit Assignment problem efficiently enough for in situ heuristic selection if
the heuristic powerset is too large.

2.8

RIDA* Summarized Description and Example

To substantiate our claims we have created a reconfigurable IDA* planner we called
RIDA*. Given a problem, a set of heuristics, a run-time formula, and values for all a
priori parameters inside the formula RIDA* automatically selects, in situ, which heuristic
combination to use to solve the problem. Our rationale was that, if we can show that
RIDA*’s overall solving time is competitive with state-of-the-art methods but removes the
need for a costly a priori empirically-based manual selection, then we have substantiated
our claims. RIDA* is made up of four modules:
0) The first RIDA* module is called the heuristic generator. This is not a topic of interest
for this thesis but we include it for the sake of completeness. For this thesis we
generated heuristics following Korf’s et al rule of thumb. Each heuristic is a disjoint
PDB set. This method was used both in [Holte et al., 2006] and [Korf et al., 2001].
We show the heuristics we generated in the experiments chapter, sections 6.2.1 for
the Fifteen puzzle and 6.2.4 for the Twenty-four puzzle.
1) The second RIDA* module is called the Sampling Module and is in charge of carrying
out the necessary sampling so that we can select the estimated best heuristic subset
in situ, given the sampled data. It is made up of two submodules: The HUST
submodule and the Credit Assignment submodule.
2) The third module is called the Prediction Module. After the Sampling Module is
finished the Prediction Module has as an input the number of generated nodes. The
Prediction Module uses the run-time formula to estimate which heuristic subset will
do better for the rest of the problem.
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3) Finally the fourth module is called the Solving Module. The Solving Module does IDA*
search with the estimated best heuristic subset for the remaining problem iterations.
It uses Inverse Operator Check. We used RIDA* in this thesis for three domains,
the Fifteen ,Twenty-four puzzles and the Towers of Hanoi. We used Early Stopping
(Definition A.1.1) for the Twenty-four puzzle because we needed to reduce overall
problem solving time24 . We used A* for Towers of Hanoi Solving Module because
it is a significantly better solving algorithm for domains with multiple alternative
paths to the same state25
For a diagram showing the modules’ flow see figure 2.1 (p. 37).

2.8.1

Sampling Module Example

The sampling Module samples the current problem instance to estimate the values of the
in situ supplied parameters in the run-time formula. It runs several IDA* iterations until
all heuristics have reached the fixed Sampling Cap or the problem is solved. Whenever a
heuristic reaches the fixed Sampling Cap it is dropped from the heuristic set for the next
sampling iterations.
The fixed Sampling Cap is an a priori supplied parameter that is defined by the
heuristic set and the domain. For the Fifteen Puzzle heuristic sets we found that a
fixed Sampling Cap of a thousand nodes was the best on average. For the Twenty-Four
Puzzle we found that we could raise the fixed Sampling Cap of five million nodes was the
best on average for the Twenty-Five, Fifty and Hundred heuristic sets (Section 6.2.2 or
section 3.5). The fixed Sampling Cap is calculated following a “best on average” empirical
analysis.
Each sampling iteration first generates the Heuristic Union Search Tree (HUST, chap24

Early stopping interrupts evaluating heuristics once a heuristic value is high enough to cull the node.
As it might cause an artificially small F-bound for the following iteration, we did not want to include it
on RIDA* if it was not necessary. But as the Twenty-four puzzle problems took so long we had to use
it. However do note that for the type of abstraction (disjoint collection of PDBs) that is used in sliding
puzzles this is not an issue for the heuristic sets used. Heuristic values increase by a fix step of two for
the heuristics used so no artificially low F-bound can happen in our experiments.
25
The Sampling Phase uses IDA* but with global duplicate check to account for the use of A*. See
the Experiments chapter’s Hanoi sections for details.
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Figure 2.1: Diagram Showing RIDA* Modules’ Basic Functionality.

ter 3) and afterwards solves the HUST’s Credit Assignment problem. The HUST is a
single search tree which subsumes all possible heuristic subsets’ search trees. The HUST
is a compression mechanism which eliminates node duplication when sampling. But it has
a Credit Assignment problem as we need to determine which heuristic subsets generate
which nodes in the HUST. The Credit Assignment problem needs to be solved after each
sampling iteration so that we know which, if any, heuristics to cap on the next iteration.
The following two subsections show an example for both modules.
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Note that we have examples showing in detail how the HUST is built (Figure 3.1, p.
52) and how the Credit Assignment problem is solved (3.3,55). As this is chapter is an
extended introduction we are simply summarizing the features of each module and how
RIDA* operates from a high level perspective.

HUST Submodule
As an example please see table 2.1. Each row is an iteration for the first problem on
the Twenty-four puzzle [Korf et al., 2001]. As a heuristic set we use the 50 heuristic set
(fifty first heuristics in table B.3). It only shows the iterations for the Sampling Phase.
The first column shows the F-bound. The second column shows which heuristics are
active. The next two columns show the number of nodes generated by the HUST and
the compression factor when compared to performing a HST for each possible heuristic
subset up to combination degree four. Finally the last column shows the HUST time
compression factor when compared to the overall time it would have taken to expand all
HSTs up to degree four.
Table 2.1: Sampling Phase example for Twenty-Four Puzzle problem #1
[Korf et al., 2001]. Fifty Heuristic Set, Maximum Combination Degree 4. HUST
Compression Factors without Including the Credit Assignment Problem.
F-bound

Heur. Activ.

HUST Gen Nodes

HUST Nodes. Comp Factor HUST Time

HUST time Comp. Factor

total

Gen. Nodes

HST s
HU ST Gen.N odes

seconds

HST sT otalT ime
HU ST T ime

81

50

1.15E+006

679

2.77

188.17

83

50

1.36E+007

766.95

33.37

208.91

85

48

1.22E+008

753.11

294.4

207.93

87

24

1.45E+008

134.74

312.95

40.77

89

5

1.36E+008

3.53

223.01

1.03

Overall HUST Nodes Compression Factor

Overall HUST Time Compression Factor

294.30

94.28

Table 2.1(p. 38) summarizes how the Sampling Module works. As we grow iterations
heuristics are capped. This balances the sampling effort between heuristics, otherwise the
worst heuristics would make the HUST orders of magnitude bigger. The HUST is very
efficient at compressing nodes. The more heuristics are active, the more compression.
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Even on the worst iteration, with only five heuristics left, the HUST is 3.53 times smaller
than if we grew all HSTs separately. When fifty heuristics are active the node compression
factor reached seven hundred and sixty six. Unfortunately, time compression is not as
good, it is approximately 3 times smaller than the node compression factor. This difference
is due to the use of “Early Stopping”26 . We did not use Early Stopping for our Fifteen
experiments. Without Early Stopping the HUST’s node compression factor was very
similar to the run-time compression factor (Table 6.10, p. 163). However, even when
using Early Stopping on the Twenty-four puzzle we still got very good time compression
factors, e.g. for the Twenty-four puzzle example in table 2.1 we got an overall run-time
compression factor of 94.28.
The HUST submodule creates a search tree called the HUST which subsumes all the
heuristic subset search trees (HSTs) into one single search tree (HUST). It reduces the
sampling effort greatly by eliminating the need to generate repeated nodes. But it has a
Credit Assignment problem. Every node in the HUST belongs to several heuristic subsets.
If this Credit Assignment problem is not managed correctly it can eliminate all the savings
achieved by using the HUST. The Credit Assignment submodule is in charge of solving
the problem. Chapter 3 is dedicated to the HUST and the Credit Assignment problem.
The following subsection continues with the same example but this time we account for
the computational effort involved in solving the Credit Assignment problem.

Credit Assignment Submodule Example
After we are finished with the HUST, we need to solve its Credit Assignment problem for
each iteration. Thanks to using a structure we call the Culprit Counter Lattice (CCL)
we were able to postpone the Credit Assignment problem. Instead of having to assign
each node to the multiple heuristic subsets it belongs to, we update a frequency counter
26

We discuss this more fully in the Experiments chapter. Early stopping reduces the average overhead
per node for regular IDA*. We cannot use it when doing HUST as we need to know which heuristics in
the set will expand the node. Do not confuse Early Stopping (Defintion A.1.1) with safe early truncation
(Definition:A.1.3). That is a technique we used to speed up HUST construction. It takes advantage of
the fact that, once a path has been culled by a heuristic, none of its descendants need to be evaluated by
the same heuristic.
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(Culprit Counter or CC) each time a node is evaluated (section 3.3). CCs are identified by
a bit for each heuristic in the set. One means that the heuristic would generate the node,
zero means it would not. Every HUST’s node expansion updates the corresponding CC
with its number of children. This reduce the extra overhead per internal node to linear as a
function of the number of heuristics in the set (and no extra overhead for leaf nodes). Once
the HUST iteration is finished we use the CCL to solve the Credit Assignment problem
only once per HUST iteration instead of once per node. By adding the corresponding CCs
RIDA* calculates the current number of generated nodes for each heuristic subset up to
the combination degree we are interested to. We discuss our proposed Credit Assignment
solutions and give more detailed examples in section 3.5.
Table 2.2 shows how the HUST time compression factor is reduced due to the Credit
Assignment Problem computational effort. We are still using the same problem instance.
Table 2.2: Sampling Phase example for Twenty-Four Puzzle problem #1
[Korf et al., 2001]. Fifty Heuristic Set, Maximum Combination Degree 4. HUST
Compression Factors with/without including the Credit Assignment Problem.
F-bound

Heur. Activ.

HSTs Time

HUST Time

Number of

Credit Assign. Time

Comp. No

Overall Comp. Factor

total

seconds

seconds

Populated CCs

seconds

Cred. Assign.

HST s time
HU ST T ime+Cred.Assing.T ime

81

50

521.24

2.77

6,551

7.24

188.17

52.07

83

50

6971.38

33.37

44,420

60.21

208.91

74.50

85

48

61213.40

294.4

242,353

373.29

207.93

91.68

87

24

12759.34

312.95

90,138

23.64

40.77

37.91

89

5

229.37

223.01
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2.91

1.03

1.02

Total

Total

seconds
81694.72

383,493

Total

Total

Total

Total Comp.

seconds

seconds

No Cred. Assign.

Inc. Cred. Assign.

866.5

467.29

94.28

61.25

It might seem strange that the Credit Assignment time is much bigger for F-bound
83 than with F-bound 81. For both iterations the same number of heuristics are activated. But as the iteration with F-bound 81 generates many more nodes, it greatly
increases the number of populated culprit counters. RIDA*’s Credit Assignment solution
takes advantage of the fact that only a small percentage of all possible culprit counters (250 = 1.12 ∗ 1015 for a 50 heuristic set) are populated. For this kind of setup, i.e
large heuristic powersets with limited combination degree, the sparse CCL solution works
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quite well (section 3.5.2,p. 63). The sparse CCL approach iterates over each populated
Culprit Counter (CC) and updates the corresponding heuristic subsets. Credit Assignment computational effort is linear with respect to the number of populated CCs and
exponential with respect to the heuristic set size. For this problem, even after solving
the Credit Assignment problem for each sampling iteration, RIDA*’s Sampling Module’
overall compression factor 61.25 time-wise. This means that if we had not used our
HUST+CCL technique the sampling costs would have been 61.25 times bigger. Unfortunately our Credit Assignment workaround has its limits. For our biggest heuristic set
(Hundred) it reduces the overall compression factor from 2,496.51 node wise to 49.51 time
wise (table B.16, p. 239). Reducing the sampling effort by a factor of almost fifty is quite
significant but it would be interesting to investigate more efficient Credit Assignment
solutions. That is future work.

2.8.2

Prediction Module Example

RIDA*’s Prediction Module uses both a priori and in situ parameters to estimate what
is the best heuristic subset.
Our methodology is to characterize IDA* time performance as a parametric model.
Then we can automate the process of choosing the best heuristic subset on a problem by
problem basis. In Section 4.2 we review their accuracy and come to the conclusion that
the best model for heuristic selection, for our domains and PDB-based heuristic sets, is
the simples parametric model (Eq. (6.2), p. 143). We reproduce it here:

TIDA∗ (Iteration) =NGenN odes (Iteraton) ∗ T P N (#h)(Eq.(6.2))
T (IDA∗Iter)(Iteration)=Run−time f or IDA∗ Iteration;
NGenN odes (Iteration)=N umber of generated nodes f or iteration;
#h=number of heuristics in selected heuristic subset;
T P N (#h)=Average cost per node as a f unction of the number of heuristics.
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This parametric equation has a parametric a priori parameter which we call a constant.
TPN(#h) measures the average cost per node for as a function of the number of heuristics
in the chosen subset. Table B.1(p. 225) shows the values for the Fifteen puzzle and a
five heuristic set. Table 6.1 (p. 135) shows the values for the Twenty-four puzzle for the
Twenty-five, Fifty and Hundred heuristics set. We calculated it by averaging the average
time per node as a function of the number of heuristics chosen.
It also has an in situ parameter. It represents the number of nodes generated for a
regular IDA* iteration. There has been a lot of interest over the last few years regarding
prediction methods for IDA*. The state-of-the-art at the moment is methods based on
heuristic distribution statistics. But as discussed in section 4.3 they are too expensive
to compute in situ. Basically we would have to calculate a heuristic distribution for
each heuristic subset. This is not practical for heuristic sets in which we are considering
millions of heuristic combinations. We found that the simplest prediction method, using the heuristic branching factor(HBF), was quite a good predictor for which heuristic
combination will do better.

HBFi =

NGenN odes (i)
(Eq(4.21))
NGenN odes (i − 1)

HBFi =Heuristic Branching F actor f or iteration i;
NGenN odes (i−1)=N umber of nodes generated on previous iteration
NGenN odes (i)=N umber of nodes generated last iteration

NGenN odes (i + 1) = NGenN odes (i) × HBFi (Eq.(4.22))
NGenN odes (i+1)=N umber of nodes generated next iteration;

When we used it for the Fifteen puzzle with a 1,000 nodes Sampling Cap it chose
heuristic subsets whose overall run-time was only 13% slower than the best possible
heuristic subset (Table B.2,p. 226). The Twenty-four puzzle examples are too big to
verify which are the best heuristic subsets for each problem. Same applies to the Tower of
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Hanoi(16 Disks,4 Pegs) domain. Table 2.3 shows how RIDA*’s in situ selection did versus the Maximization approach for the same problem we have been using on this section.
The main objective of this thesis work is to improve the automated selection of heuristic
combinations.
In order to decide which is the best heuristic for the remainder of the problem RIDA*
calculates the expected time for the next iteration for all heuristic combinations up to the
maximum combination degree. Whichever heuristic has the shortest time is chosen to be
the best heuristic for the remainder of the problem27
So whichever heuristic combination is estimated to be the best for the next iteration
is chosen to solve the remainder of the problem. As heuristics can reach the capping
levels on different levels we need to account for this when predicting the run-time for each
heuristic combination for the next iteration after the last sampling iteration was done.
Table 2.3: Solving Phase example for Twenty-Four Puzzle problem #1
[Korf et al., 2001].
Fifty Heuristic Set, Maximum Combination Degree 4. Inverse operator check and Early
Stopping are being used. Selected four heuristic combination: 5, 18, 31, 37 (Table B.3)

F-bound

Selected Heuristics Time Maximizing Time

Ratio

seconds

seconds

M aximizingT ime
SelectedHeuristicsT ime

91

85

154.57

1.81

93

930

1,544.34

1.66

95

9,460

14,868.2

1.57

Note that for this example28 RIDA* achieved the smallest amount of savings for any
problem in the suite, compared to using the Maximization approach. As it was the
smallest problem in the suite, the Credit Assignment costs had a bigger effect. The
27

Of course there could be crossovers, that is, as the search space becomes larger, more expensive
but more informed heuristics would become more competitive. Crossover prediction was reviewed in
§6.8(p.187) with mixed results. Also it would be nice if RIDA* would revisit the Sampling Phase if it
could analytically decide that more sampling could bring an overall faster solving time. But all of this is
future work, it is not necessary to prove this thesis main point: we can automate selecting competitive
heuristic combinations.
28
First Problem of the 24 puzzle suite(Table B.2,p. 226)
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overall speed up factor with the Fifty heuristic set in situ selection was 3.10 times faster
than if we had used the Maximization approach for the whole problem suite. There was
no problem instance on which the Maximization approach did better (Table B.7 and B.8,
p. 234) than RIDA*’s in situ selection. The best result for in situ selection was for
problem number six in the suite. In Situ was 4.26 times faster than the Maximization
approach. ‘

2.9

In Situ Search and the Literature

The following is a selective account of papers that we could relate to our In Situ approach.
We only briefly discuss the connection. Instead of providing a single literature chapter
we mention the relevant literature for each chapter.

2.9.1

In Situ Planner

The following papers are relevant to in situ heuristic selection:
1. Vehicle Routing and Job Shop Scheduling. . . [Beck et al., 2003] This paper
was our first inspiration for an in situ approach. The problem described in this paper
is the following: there are many problems whose description lie between a Job Shop
Scheduling Problem and a Vehicle Routing Problem. There are efficient domaindependent planners for either so which one will do best for a hybrid problem? In this
paper they do not do a selection per pse but whether there are problem description
features which indicate which planner will do best. So they are really looking for
an a priori selection mechanism. For the problems we are dealing with there is no
a priori features which we could connect to which heuristic combination to use. It
should be noted that it would be interesting to try an in situ selection of planners
between a VRP planner and a JSS planner.
2. Construction Domains: A Generic Type Solved [Clark, 2001]. In this
paper a generic problem has a specific planner that solves construction domains.
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The generic planner will search for features of the problem in situ and pass it as
a sub-planner to the construction planner. This is akin to us looking for which
heuristic subset is better suited for the current problem.
3. Planning with generic types [Long and Fox, 2003] This was a more generic approach to recognising features in the domain that enable parts of the problem to be
reformulated as a subproblem for specialised solvers. They found difficulties with
making all the sub-planners talk to each other and to the generic planner29 .
4. Reformulation in planning [Long et al., 2002]. Exploratory paper reviewing
techniques that can be used to reformulate parts of the problem so they are amenable
to specialised sub-solvers. This sub-solvers are more efficient than the generic planner but can only handle parts of the problem.
5. Domain-Independent Construction of Pattern Database Heuristics for
Cost-Optimal Planning [Haslum et al., 2007]
This is the only paper in which we have found an in situ customization of a Pattern
Database (PDB) to the problem instance. There are some significant differences to
this thesis, both in the problem being solved and the solutions proposed.
[Haslum et al., 2007]’s purpose is to create the best possible PDB for the problem
instance being solved. For each problem instance they start with the simplest possible PDBs, one single object each. Then a greedy search is done to find better
PDBs. Each new PDB they create adds one more object, i.e. any proposed new
PDB subsumes the previous PDB, the new PDB heuristic values will dominate the
previous one. The way the authors decide which object is better to add, out of
the available ones, is by sampling the local problem space with random walks. As
the solution depth for each problem instance is unknown they limit the walk depth
to twice the heuristic value30 . If h1 creates less nodes in the random walk than h2
29

This comment was taken from a conversation with Dr. Dereck
They add a bit of variation on the depth to compensate for the inexactness of their solution distance
estimation
30
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then h1 is better and gets selected. Most of the problem solving effort is invested
in creating and searching for better PDBs, their PDB selection time is 85% of their
problem solving time on average.
This thesis problem is different, we are given a set of choices (heuristics) and a default
option (maximize all heuristics or best on average subset). We want to choose a
good heuristic subset,i.e. faster than the Maximization approach and competitive
with the manual “best on average” approach. In order to do this we use a run-time
formula to predict how each heuristic subset will do. We in situ sample the problem
space to approximate the a posteriori variables we need for the run-time formula.
As we want to get overall savings we balance the sampling costs vs the problem
solving costs. Our sampling costs are usually very small compared to the problem
solving time.
So we have in common an in situ approach to heuristic selection but the main
differences are:

(a) [Haslum et al., 2007] do not use a runtime formula for heuristic selection. They
simply assume that if h1 expands less nodes in a random walk than h2 then
h1 is better than h2 . We have a run-time formula which predicts expected
problem solving times. RIDA*’s heuristic choice depends on in situ time variables like heuristic evaluation time vs expansion time. Otherwise the perfect
heuristic would simply be to solve the problem with a Brute Force Search Tree.
It must be noted that they use an ad-hoc mechanism, similar to our Sampling
Cap strategy, to have some control on the PDB creation times. But there is no
model to balance sampling costs with potential savings. Factors like the ratio
of heuristic evaluation to heuristic informedness are critical to determine which
heuristic subset is better. Also [Haslum et al., 2007] approach does not consider crossovers (Definition:A.1.6). We reviewed crossovers with mixed results
in §6.8(p.187

2.9 In Situ Search and the Literature
(b) We perform a comprehensive search of all available heuristic subsets31 while
[Haslum et al., 2007] perform a greedy local search to select their heuristics.
We have created the HUST(Chapter 3) to enable comprehensive sampling at
the lowest possible sampling cost.
So, to summarize, the main difference is that our approach automates the whole Sampling
and Prediction Phases in a way that results in overall savings compared to the default
automatic selection approach. Our overall run-time is also competitive with manual “best
on average heuristic subset for the domain” even after including the in situ sampling costs.

2.9.2

Time Modelling of Overall Search Cost

1. Perimeter Search Performance.[López and Junghanns, 2002] This paper is the
only one we have found that performs a parametric time model of IDA*. Hereafter is
a quote from the paper, which summarizes why the authors believe that a parametric
time model is so important:
We suggest a model for perimeter search performance that, instead
of simply counting nodes, counts the execution of important algorithmic
subtasks and weights them with their run-time. We then use this model
to predict total run-times of perimeter search algorithms more accurately.
Our model conforms to the observation that unidirectional search (IDA*)
is a special case of its bidirectional counterpart, perimeter search (BIDA*),
with a perimeter depth of 0. Using this insight, we can determine the
optimal perimeter depth for BIDA* a priori, thus allowing BIDA* to
subsume IDA.
Note that they used the parametric model to make an a priori decision about a
BIDA* feature (the optimal perimeter depth). In our case we took their parametric
model idea further. We did a full parametric model for generic IDA* (section 4.2).
31

Unless the powerset is too large. Then we take advantage of the Diminishing Returns (Definition
A.1.5) property to limit the maximum combination degree.
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But when we compared its predictions’ quality to the simplest “average overhead
per node” model we found that if we characterize the average time per node as
a function of the number of heuristics in the subset we got the same quality of
prediction. This was not that surprising because we used indexed PDBs. These are
very computationally intensive to evaluate. As heuristic evaluation is done for all
generated nodes in IDA* it is not surprising that an “average overhead per generated
node” model did well. Also the ratios between the different algorithm tasks, e.g node
expansion vs generated nodes, become constant32 as search trees get bigger. Hence
using indexed PDBs in n-slide puzzles makes an “average time per generated node”
formula quite accurate.
Like many other RIDA* design decisions we had to balance prediction quality with
sampling effort. Chapter 4 shows that the more detailed a run-time formula is,
the more parameters we need to gather. Even if we stick to the simpler parametric
run-time formula proposed by [López and Junghanns, 2002] we need to sample both
the number of generated nodes and the number of internal nodes. That would raise
the average overhead per node for our Sampling Module. It would also double the
memory requirements for the Sampling Phase as we would need to keep two types
of Culprit Counter Lattices (CCL)33 .
2. Expected Solution Quality (ESQ) [Bresina et al., 1995]. In this paper a new
parametric model is created that tries to evaluate the performance of schedulers
when the optimal solution cannot be known for sure. ESQ combines schedule quality
and the time it takes to generate the schedule. Their effort is somewhat akin to
our approach. One difference is that we can find out what the optimal heuristic
combination is 34 but it is not useful to know this information a posteriori. So RIDA*
uses a parametric model to balance prediction quality vs expected performance
32

The ratio on sliding puzzles between internal nodes and generated nodes approximates the brute
force branching factor. If using the Inverse Operator Check we have to decrease the ratio by one. But
regardless, as the search trees become bigger the ratio of internal to generated nodes approximate the
Brute Force Branching Factor quickly.
33
One for the number of internal nodes and one for the number of generated nodes
34
As long as the heuristic powerset is reasonably large

2.9 In Situ Search and the Literature
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gains.
The other main difference is that no In Situ selection is done, instead this model is
used to decide which of the schedulers is the best on average.
3. Automatic Representation Changes in Problem Solving [Fink, 1999]: Fink
developed a system which given a set of problem-solving algorithms and a set of
algorithms which improve problem description

35

can choose the appropriate rep-

resentation for a given problem. His selection was based on statistical analysis of
previous runs, ad-hoc rules and general heuristics.
4. Hybrid STAN[Fox and Long, 2000] describes how STAN generic planner was
combined with FF as a specialised planner for route planning. In our case the specialised planner could be considered the heuristic subset we choose. Hybrid STAN
automatically looks for certain problem description features that are amenable to
FF planner. Then it creates a subproblem, which is solved with FF. In the future we
could use IDA* to select between alternative search algorithms instead of heuristics.
A heuristic is, in itself a small search algorithm.
5. [Holte et al., 2005] presented a modification of IDA* (hierarchical IDA*). Its
PDB generation method was completely different, it creates them on the fly. It was
the first paper on which we saw a comparison of an in situ approach with an a priori
approach. Holte et al made the point that the way we compare a priori methods
should include the one time sampling costs involved as they can be quite large.
Several reasons are given on the paper. We agree with its reasoning, but decided
not to include one time sampling costs when we comparein situ heuristic selection
to a priori best on average heuristic subset. We decided to include a stricter test as,
even excluding one-time sampling, RIDA* is still competitive with best on average
as long as there are no clear heuristic subset winner.
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both set in Prodigy architecture
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Definition 3.0.1 (Heuristic Union Search Tree). Given a set of N heuristics the Heuristic
Search Union Tree (HUST ) is the union of all search trees created by the 2N subsets of
the heuristics in the set. See the HUST example (2 heuristics) in Figure 3.1.

3.1

Why the Heuristic Union Search Tree

As we want to select good heuristic subsets we need to estimate their informedness.
The most obvious approach would be to generate random states and keep a record of
their heuristic value distribution. A problem with this approach is that random states
are actually a biased sample of run-time search spaces. Even in the simplest planning
domains different transition rules means that some state types can be more frequent than
51
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Figure 3.1: HUST example with Culprit Counter Lattice and Final Size Counters.

3.1 Why the Heuristic Union Search Tree
others. e.g. for the Fifteen puzzle the central state is the most frequent state, due to
the fact that four states can transition to the central state while only two states can
transition to each of the corner states and only three states can transition to the side
states[Korf et al., 2001]. Our approach for each problem in the suite is to grow their
HUST until we have a representative sample of the run-time search space.
[Holte et al., 2006] also showed that the run-time distribution of heuristic values can
vary significantly when compared to sampling random states from the domain. The
authors compare the performance of two heuristics. The two heuristics’ random state
heuristic distribution are quite similar but when the authors looked at the run-time distribution one heuristic did much better than the other. So a priori random state sampling
is not a good predictor for heuristic informedness in run-time. In Situ sampling (in this
case via a run-time distribution of heuristic values) works better.
Also admissible but inconsistent heuristics are particularly bad candidates for performance prediction via random state sampling. Inconsistent heuristics can create paths
on which an ancestor node F-value is over the culling limit but some of its descendants’
F-value are below the culling limit. These nodes with a F-value below the culling limit are
not expanded on that iteration due to the higher value of one of their ancestors. Random
sampling has no mechanism to account for this behaviour. The heuristics used in our
experiments, i.e. compressed PDBs, are admissible but inconsistent.
Given a set of heuristics, the smallest admissible search tree is the HIST (Definition
A.3.10). The HIST generates a node if no heuristic in the set culls it. The HUST on the
other hand only culls a node if all heuristics in the set cull it. Given an admissible set
of heuristics, the HUST is the worst possible search tree for problem solving. But HUST
is the best structure for efficiently studying the performance of all possible subsets out
of a set of heuristics. The HUST is efficient because it accounts for how many nodes are
generated per heuristic subset without redundant node duplication. The HIST eliminates
nodes which, while not needed for admissible problem solving, need to be accounted for
when studying heuristic subset performance.
Using a HUST reduces the effort of creating a new search tree for each heuristic subset
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to one single search tree for the whole powerset. Any node which exists in two or more
heuristic subsets will be created only once in the HUST. The HUST is akin to a lossless
compression of all 2N possible search trees. We use the HUST in this thesis to efficiently
estimate which are the best heuristic subsets when given a set of heuristics.
It is interesting to note that the bigger the superposition between the heuristic subsets
search trees, the better compression ratio we get for the HUST. On the other hand, even
though the more complementary the heuristics are, the bigger the HUST, it also increases
the potential savings gained by using the best heuristic subset.
Search performance can be measured either in size (number of generated nodes, see
definition A.3.7) or time (overall run-time) dimensions. For this chapter we only use the
HUST to efficiently sample the size of each heuristic subset. Ultimately we use the size
data to predict which heuristic subsets give the best time performance (Chapter 4). Time
modelling requires as a prerequisite a model predicting the number of nodes generated by
each heuristic subset for future iterations.
It is obvious that given a set of admissible, non disjoint, heuristics we are guaranteed
that the smallest possible search tree will be generated by taking the maximal heuristic
value for each node (Def:A.3.10). The only reason we would consider not evaluating all
available heuristics for every node is if dropping any of the heuristics in the set would
improve the overall run-time. This is what happens when using the Maximization approach (Definition A.3.11) for large heuristic sets due to the diminishing returns property
(Definition A.1.5). Time performance is not the scope of this chapter but justifies our
interest in using the HUST to measure the number of nodes generated for each heuristic
subsets. The number of generated nodes is one of the two main factors determining search
time performance1 .
In summary, the HUST reduces the effort of generating all possible heuristic subsets
search trees to only one search tree. The HUST’s main advantage is that it eliminates
node duplication across multiple subsets’ search trees.
1

The other is the overhead per node

3.2 On the Fly Generation of the Heuristic Union Search Tree: the Mintree Rule
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3.2

On the Fly Generation of the Heuristic Union
Search Tree: the Mintree Rule

It would not be efficient to create a HUST a posteriori, i.e. out of all the individual
heuristic subset search trees∈ setheuristics . We use the HUST to eliminate redundant node
duplication but keep all relevant information. But this would be pointless if one of the
requirements for generating the HUST would be to have previously generated all possible
heuristic subsets’ search trees. Hereafter we present a heuristic combination rule that
generates a HUST on the fly.
The simplest heuristic combination rule which, given a heuristic set, generates the
HUST on the fly is called the Mintree rule.

Theorem 3.2.1 (Mintree). If all heuristics in the set are evaluated for each node, and the
smallest heuristic value is kept for each node, then the generated search tree will contain
the same nodes as the HUST.

The Mintree is not the most time efficient implementation as it evaluates all heuristics
in the set for each node. Some of the Mintree heuristic evaluations can be eliminated,
and still generate the HUST, with more sophisticated implementations. In section 3.6
we discuss a more time efficient implementation. For the following sections the Mintree
implementation is sufficient as it generates the HUST on the fly, that is, it keeps the
Union Tree redundancy reduction property (Definition A.2.9).

3.3

The HUST’s Credit Assignment Problem

If we generate the HUST on the fly, i.e. using the Mintree generating rule (Theorem
3.2.1), how do we know which nodes are generated by which heuristic subsets? If we are
only interested in how many nodes were generated by each heuristic subset then we can
track each heuristic subset using Culprit Counters.
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3.3.1

Culprit Counters

Generating a HUST is efficient, compared to generating all search trees for the heuristic powerset separately, because the HUST eliminates the cost of generating the same
nodes repeatedly. But the HUST is a more complex structure than a regular search tree.
While measuring the number of nodes generated by a heuristic subset search tree is quite
straightforward, adding all generated nodes to the “number of generated nodes” counter
for that heuristic subset, it is more complicated when using a HUST. Every node in the
HUST could have been generated by several heuristic subsets. Taking into account that
most interesting problems generate millions of nodes and the fact that a set of twentyfive heuristics has more than thirty million subsets, it is easy to see how any cumbersome
assignation method can make a HUST inefficient. We call this problem the HUST’s Credit
Assignment Problem. In this thesis we have created the Culprit Counters (CCs) so that
the HUST savings (duplicate node elimination) are offset as little as possible by solving
the Credit Assignment Problem.

CC Definition

Definition 3.3.1 (Culprit Counter(CC)). A Culprit counter (CC ) has as many bits as
there are heuristics on the set. Each of the bits that make up the Culprit Counter points
to a specific heuristic in the set. If the heuristic expanded the parent node then its
associated Culprit Counter bit value is “1”, if not it is “0”. Whenever a node is expanded
in the HUST the corresponding Culprit Counter is increased by the number of children
generated. Note that a CC is not a counter for the total number of nodes expanded
by a heuristic subset, it is a counter for how many nodes were generated by that exact
combination of expanding/culling heuristics. In order to calculate the amount of nodes
generated by a heuristic subset the correct CCs need to be added, e.g. if all the heuristics
in the set are active then the number of generated nodes are C1. . . 1.

3.3 The HUST’s Credit Assignment Problem
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How to use CCs to get the size of each heuristic subset search tree
The Culprit Counters only account for the number of nodes generated by, and only by, the
maximal of heuristics they map to. For example the Culprit Counter for three heuristics
set to C111 only accounts for those nodes that were generated because all of the three
heuristics in the set generated them. If we want to know how many nodes were generated
when dropping heuristic number three we would add all CCs whose first and second bit
are 1:{C111,C110}. Similarly if we were to drop the first and third heuristic we would add
all CCs whose second bit is 1:{C111,C110,C011,C010}. Hereafter is the formal equation:

let h ⊂ H then|h| =

X

CC

(3.1)

if f ∀(hith =1&CCith =1)

h = heuristic subset; H = heuristic set; hith ≡ 1 means ith heuristic is active

3.3.2

Culprit Counters Are Memory Intensive but Time Efficient

We use CCs to track on the fly2 how many nodes are expanded by each heuristic maximal.
For twenty-five heuristics there are 225 = 33, 554, 432 possible subsets. If we use eight bytes
per counter the storage cost is 262.14 MB.2. The cost escalates exponentially, for thirtytwo heuristics it would be 33 GB and for thirty-five heuristics 268,435.45 GB. Available
memory limits the maximum number of heuristics in the Union Tree when using CCs.3 .
Using Culprit Counters might seem a little convoluted. Instead of directly updating
the corresponding heuristic subset size counters every time a node in the HUST gets
expanded, we are updating one single CC representing which heuristics expanded the
parent node. Once the IDA* iteration is finished and the HUST is fully expanded, we
calculate the actual heuristic subsets’s “number of generated nodes” counters using the
CCs. Conceptually it would be much easier to update the corresponding heuristic subsets
every time a node in the HUST gets expanded.
2
3

That is, while generating the HUST
Note that later on we present a solution to reduce the memory costs for larger sets in section 3.5
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Calculating on the fly which heuristic subset counters get updated can be computationally expensive due to the assignment problem. It would be very inefficient to select
which of millions of possible heuristic subset counters need to be updated every time
a node is expanded in the HUST. Furthermore most interesting planning domains have
search trees made up of millions of nodes, hence compounding the problem. Using CCs
simplifies this assignment problem to only one addition per node. For each HUST’s node
expansion only one CC is updated. Using CCs significantly reduces the online overhead
of the Credit Assignment Problem on a node basis. But it adds the additional burden,
once per iteration, of translating CCs into the actual number of generated nodes for each
heuristic subset. This can still be a significant computational burden if the number of
heuristic subsets (powerset) is very large. The next section discusses how to best translate
the Culprit Counters into number of generated nodes counters for large powersets.

3.4

Solving the Credit Assignment Problem Using
the Culprit Counter Lattice

Equation (3.1) (p. 57) is not the most efficient way to calculate the number of generated
nodes for each heuristic subset. Its complexity is not linear with respect to the number
of CCs. This is better explained in the next subsection.

3.4.1

Detailed Example

Figure 3.2(a) shows all possible heuristic subsets of degree four. Figure 3.2(b) lists the
additions of CCs required to calculate the size of each heuristic subset in figure 3.2(a)
using Eq (3.1).
The number of additions of CCs needed to calculate the heuristic subset size counters
for a set of Nh heuristics can be supplied a priori using the formula:
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Lattice of Heuristic Combinations and Culprit Counters
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(a)

C0010

C0011

C0110

0101

C0010

C0001

0010

C0100
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0011

C0001
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0001

Culprit Counters Lattice

H1111=C1111
H1110=C1111+C1110
H1101=C1111+C1101
H1011=C1111+C1011
H0111=C1111+C0111
H1010=C1111+C1011+C1110+C1010
H1001=C1111+C1011+C1101+C1001
H0110=C1111+C0111+C1110+C0110
H0101=C1111+C0111+C1101+C0101
H0011=C1111+C0111+C1011+C0011
H1100=C1111+C1101+C1110+C1100
H1000=C1111+C1001+C1010+C1011+C1100+C1101+C1110+C1000
H0100=C1111+C0101+C0110+C0111+C1100+C1101+C1110+C0100
H0010=C1111+C0011+C0110+C0111+C1010+C1011+C1110+C0010
H0001=C1111+C0011+C0101+C0111+C1001+C1010+C1101+C0001
Total Additions
(b)

C0101

1
2
2
2
2
4
4
4
4
4
4
8
8
8
8

additions
additions
additions
additions
additions
additions
additions
additions
additions
additions
additions
additions
additions
additions
additions
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Regular calculation, see Eq:(3.1)

Figure 3.2: Culprit Counters Lattice

i=N
h −1
P

Total Additions=

i=0



Nh
i



∗ 2i (3.2)

So for our example with Nh = 4 ⇒ 1 + 4 ∗ 2 + 6 ∗ 4 + 4 ∗ 8 = 65 additions (Eq:(3.2)) .
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3.4.2

Parent Improvement

Once we represented the problem of using CCs to calculate the heuristic subset size
counter as a lattice (Fig 3.2(a)) it became apparent to us that there should be some way
of using the dependency relations in the lattice to reduce the number of additions needed.
For example we need to add eight CCs to calculate the size of H1000 but H1000 has
only three parent subsets. Those three parent subsets contain all but one of the CCs
that need to be added. But if we add the parent counters of H1000 we will see that
H1000 6= H1100 + H1010 + H1001 + C1000. Simple parent addition is incorrect because
H1100,H1010,H1001 share some Culprit Counters. For example C1111 is present in all
subsets.
This improvement is based on using only one of the parents’ “number of generated
nodes” counters, thus reducing the number of additions and avoiding CC duplicates.
So for our previous example: H1000 = H1110+C1011+C1010+C1001+C1000. The total
number of additions has been reduced from eight to five. Hereafter is the modified version
of equation (3.1) to calculate Final size counters using one parent:

let hhp, hci ⊂ H
and let CCmatch be the set of all CCs who :
(if hcith ≡ 1 then CCith ≡ 1)k(if (hpith ≡ 1&hcith ≡ 0) then CCith ≡ 0)
X
|hc| = |hp| +
∀CCmatch
(3.3)
hc = heuristic subset; hp = parent of hc; H = heuristic set.

The formula to calculate the number of additions for this improvement is:

 
 
i=N
h −1
P
Nh
Nh
i
Total Additions=
∗2 −
∗ (2i−1 + 1) (3.4)
i
i
i=0
i=2
i=1
P

3.5 Managing Large Heuristic Powersets
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Table 3.1 shows the savings for the previous example.
Table 3.1: Use only one parent to avoid culprit duplication and reduce additions by
almost one order of magnitude

H1111=C1111
1 addition
4 cases like:H1110=H1111+C1110
2 additions
6 cases like:H1100=H1110+C1100+C1101
3 additions
4 cases like:H1000=H1100+C1001+C1010+C1011+C1000
5 additions
Total Additions
47
n = 4− > T otal Calculations = 1 + 4 ∗ 2 + 6 ∗ (2 + 1) + 4 ∗ (4 + 1) = 47(Eq:(3.4))

So with this new improvement we reduced the number of additions from 65(Eq:(3.2))
to 47 (Eq:(3.4)).

3.5
3.5.1

Managing Large Heuristic Powersets
Limiting the combination degree

The number of heuristic subsets grows exponentially as a function of the number of
heuristics in the set. At some point, given an in situ search scenario like the one we are
proposing in RIDA*, there are too many heuristic subsets to efficiently manage. This
is another instantiation of the classic Credit Assignment Problem. The time it takes to
process the CCL should not be so large as to eliminate the HUST redundancy reduction
savings. One option would be to reduce the maximum number of heuristics in the set so
that the possible heuristic subset size is not too large, e.g. no more than twenty heuristics
so that the total heuristic subsets is no more than 220 = 1.04 ∗ 106 . Alternatively, we
could have a larger number of heuristics but limit the heuristic subsets’ degree, e.g. a
fifty heuristic set has a total of 1.12∗1015 subsets but if we limit the maximum combination
i=5
P 50
= 2.37 ∗ 106 .
degree to five then the total number of heuristic subsets is
i
i=0

Supporting the idea of limiting the maximum combination degree for larger heuristic
sets, instead of using smaller heuristic sets but with no limit on the subset degree, is the
property of diminishing returns (Definition A.1.5). As more heuristics are added into a
subset the rate of heuristic value improvement diminishes while the additional overhead
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per heuristic remains constant.
To limit a heuristic subset maximum degree when no lattice improvement is used
(equation (3.1), p. 57) is straightforward. We simply do not calculate the number of
generated nodes for any subset whose degree is bigger than the limit.
However, using the lattice structure as in section 3.4.2 is not amenable to limiting
the maximum heuristic subset degree. The lattice improvement propagates the CCs in
a specified order from top to bottom. We cannot use this technique from bottom to top
because:
1. The top of the lattice has only one node which represents all heuristics activated.
We only needed one CC to calculate it. In contrast the bottom of the lattice is made
up of as many nodes as there are heuristics in the set and to calculate them we need
to propagate CC counters through the whole lattice, so we will add 2n CCs.
2. Even if we calculated each heuristic subset at the bottom of the lattice using equation
(3.1), we still do not have an obvious way to use them. When going from top to
bottom we can use the parent nodes as partial calculations of the children nodes.
But when going in the opposite direction, that is from child to parent, children
nodes contain CCs which do not belong to the parent node. So there is no simple,
effective way to calculate a parent node even if we know the values of all its children
nodes.
3. Finally we could calculate all the heuristic subsets on the top of the limited lattice
using equation (3.1). Then we could proceed to traverse the rest of the lattice from
top to bottom. This approach works but it does not create significant savings. The
top of the limited lattice is where most of the nodes are so we only get the benefit
of the lattice traversal for a small percentage of the total nodes. For example if we

have a limited lattice of 50 heuristics, degree 5 there are 50
= 2.12 ∗ 106 nodes at
5
the top which can be calculated with no savings. The total number of nodes in this
i=5
P 50
lattice is
= 2.37 ∗ 106 so the savings are not significant enough to warrant
i
i=0

the additional implementation complexity of the lattice structure.

3.5 Managing Large Heuristic Powersets
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Table 3.2 shows examples of large heuristic sets with limited degrees and the number
of additions required to calculate the number of generated nodes for all subsets with
combination degrees smaller or equal to the maximum combination degree.
Table 3.2: Number of Additions when Limiting Maximum Combination Degree Example
# Heuristics in Set

Max. Comb. Deg.

i=M.C.D−1
P

# Subsets (

i=0



)

# Additions (Eq (3.2))

5

21,700

583,569

10

6.16*105

3.20*108

3

20,876

161,801

4

251,176

3.84*106

20

50

3.5.2

Nh
i

Sparse Representation of the Culprit Counter Lattice

The search trees we are creating in this thesis can be made up to several millions of nodes.
But the amount of possible heuristic subsets can be much larger than that, e.g. if we have
a set of one hundred heuristics there are a total of 2100 = 1.26 ∗ 1030 subsets. As we
only update one CC per expanded node, the total number of CCs updated for a HUST
tree expanding a few million nodes would be smaller by twenty-four degrees of magnitude
when compared to the total number of possible CCs. Most CCs are equal to zero as they
never get updated. The more heuristics in the set the more sparse the CC population will
be.
We cannot use the lattice to take advantage of the sparseness of the CCs (see section
3.5.1). However, we can take advantage of the sparsely populated CCs’ structure in a
different way. As the number of CCs is much smaller than the total number of subsets,
we could iterate over each CC and update the corresponding heuristic subsets. We can
easily limit the maximum number of heuristics activated thus limiting the heuristic subset
degree. We want to avoid adding empty CCs to the heuristic subsets and only calculate
the heuristics up to the degree that we want. Algorithm 3.1 iterates over each CC created
in the current iteration and updates the corresponding heuristic subsets’ ”number of
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generated nodes” up to the maximum combination degree specified. Table 3.3 (p. 65)
shows experimental results.

In order to save memory we store all heuristic subsets up to the degree limit in a two
dimensional array. The first dimension is the degree of the subset. We order the subsets


N heutistics
from smallest to biggest in the second dimension. The size of each array is
degree
The formula to calculate the position in the array is:
i=degree 

X
i=1


Activated Bit(F rom least to most signif icant)
i

(3.5)

Algorithm 3.1: Size of each Heuristic Subset up to arbitrary degree limit
input : Culprit Counters6= 0 for current iteration,D=Maximum degree of
subset,N=# of heuristics in set
output: Nodes generated by each heuristic subset
1 begin
2
Initialize heuristic subset 2 dimensional array. First dimension
 is the degree
 of
heuristics
the heuristic subset (from 1 to D). For each degree we have
degree
subsets. We initialize them to the top Culprit Counter C11...1 as it applies to
all the heuristic subsets;
3
foreach CC 6= 0 in current iteration do
4
for ith =1 to N do
5
if CCith ≡ 0 then
/* heuristic ith did not expand nodes */
6
continue; /* CC does not apply to any heuristic subsets who
have the ith heuristic activated */
7
else
/* heuristic ith expanded nodes */
8
Add ith heuristic to CClist of heuristic subset the CC applies to;
9

10
11

forall the ( (heuristic subsets ∈ CClist ) & (no more than D heuristics
activated) ) do
Calculate position of heuristic subset in array;
Add CC to heuristic subset at calculated position;

3.6 HUST’s Safe Early Truncation

65

Table 3.3: Time to build the HUST vs time to solve its Credit Assignment Problem
(C.A.P) as a function of the maximum combination degree. Always using a set with
thirty heuristics and the same example problem. See algorithm 3.1. Time in seconds.

Iteration Populated
CCs
3

796

4

5

6

3.6

4,379

22,380

105,836

Time

Max. Comb.

HUST

Degree

Total

Time to

Additions solve C.A.P

4

1.94 ∗ 106

1.04

5

4.15 ∗ 107

7.07

4

4.11 ∗ 107

4.69

5

1.78 ∗ 108

30.36

4

1.72 ∗ 108

19.37

5

7.05 ∗ 108

120.87

4

6.69 ∗ 108

75.72

5

2.63 ∗ 109

449.76

1.33

12.35

109.37

936.67

HUST’s Safe Early Truncation

We can improve the minTree model (Algorithm:3.2) if we track the depth at which any
of the heuristics culls the current path. Then only those heuristics which have yet to
cull the path are evaluated for the remainder of the search path. Any heuristics that
have already culled the path are “deactivated”. Once all heuristics are culling the path
we can backtrack as normal, reactivating any heuristics whose previous culling depth
is higher than the backtracked depth. This implementation option is called Safe Early
Truncation(SET).
Safe Early Truncation does not evaluate all heuristics for each node. We call it safe to
distinguish from regular IDA* Early Stopping (Definition A.1.1). Early stopping speeds
up every iteration by reducing the number of heuristic evaluations for leaf nodes. However,
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Algorithm 3.2: HUST Safe Early Truncation(Eq:(3.6))
input : heuristic set, Domain Scripts description, Nh is number of heuristics in set.
output: Nodes generated per heuristic subset for heuristic
1 begin
2
while More nodes to expand for current iteration do
/* HUST’s IDA*
generation */
3
for i=1 to Nh do
4
if hi ∈ truncated set then
5
continue;
/* go to next heuristic */
6
H=min(hi ,H);
7
if hi + g > F bound then
8
Store culling depth and add heuristic to truncated set;
9
continue;
/* go to next heuristic */
if ((H + g) ≤ F bound) then
expand node;

10
11

else
/* Node not expanded */
backtrack as IDA* would do and remove from truncated set all
heuristics whose stored culling depth≥bactracked depth;

12
13

the next F-bound value could be artificially low4 . Early Stopping can not be used with
the HUST because we only cull a node if all heuristics cull the node.
Early safe truncation does not have false next F-limit problems of Early Stopping.
In early safe truncation every time a heuristic is deactivated we store its F-value. The
F-limit for each of the leaves in the HUST is then the maximum between all deactivated
F-values in its path and the F-value of the leaf. This guarantees the correctness of the
next F-limit.
The following equation shows how we think the overall runtime for the HUST with
Safe Early Truncation can be calculated. We assume we know the number of internal and
generated nodes. But note that we have not tested this formula in our experiments as we
did not need it for our current ”fixed Sampling Cap” mechanism.

i=|hset |

Titer = Nint ×

X

P (hi ) × (thi + te ) + Nculled ∗ th ;

i=1
4

see definition for explanation

(3.6)
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Titer =time to generate HU ST f or current iteration;|h set|=# of heuristics in set;Nint =# internal nodes;
Nculled =leaf nodes;thi =evaluation time f or heuristic i;te =expansion time per node;thi =eval time f or i heuristics
P (hi )=P rob i−1 heuristics are still bef ore heuristic i expands node.

One problem with this equation is that the number of heuristics evaluated for internal
nodes can vary from 1 to Nh . An average time can be calculated for this but it would
always depend on which heuristic subsets are being used.
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4
RIDA* Run-time Formula

4.1

Introduction

In this chapter we discuss the run-time formula used by RIDA* to select a heuristic
subset and why we decided to use the current version. First we briefly review why, as
other authors have already noted, “number of generated nodes” is not a good metric for
heuristic search performance comparison any more. We also review the only literature
instance[López and Junghanns, 2002](Linares) of a parametric time model for an IDA*
implementation. Then we explain how we need to balance the need for accurate models
with the costs of in situ sampling. We present a generic IDA* model but we also explain
how such a model did not lead to significant better predictions for our experiments. Finally
we also review the different models available to predict the number of generated nodes
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for IDA*. Our objective is to find a prediction model which does good predictions but
does not require an unreasonable amount of in situ sampling. Finally we explain how we
decided that a model based on the Heuristic Branching Factor(HBF) was the best option
for in situ heuristic selection for this thesis’ domains.

4.1.1

Time vs Size as a Performance Comparison Metric

The original motivation for this thesis was how to, given a set of heuristics with a large
powerset, automatically select heuristic subsets so that the overall problem solving time
is competitive with manual selection. Conventional wisdom was that whichever heuristic subset produces the smallest search tree is the best heuristic subset. As stated in
[Holte et al., 2006] the smallest search tree, given a heuristic set, is generated by taking
the maximal heuristic value (Definition A.3.11). We call the resulting search tree the
Heuristic Intersection Search Tree (HIST, Definition A.3.10). But the HIST being the
smallest in number of generated nodes does not imply the shortest generation time. This
is due to the increased cost of heuristic evaluation time when using all available heuristics. The more heuristics present in a heuristic subset, the bigger it will be its heuristic
evaluation time1 . The HIST is the smallest possible search tree but it also has the biggest
heuristic evaluation time per node. Thus we can conclude that, given a heuristic set, the
smallest possible search tree (HIST) is not necessarily the fastest tree to generate. Using
another heuristic subset might result in shorter run time thanks to its lower heuristic
evaluation time.
The traditional approach to measuring search algorithm performance2 is to measure
how many nodes it generates until a solution is found. This made sense as long as the
compared heuristics had similar heuristic evaluation times and the only difference between
the search algorithms was the heuristics used. Recently there has been a push to measure
performance on time units rather than number of generated nodes [Korf et al., 2001].
This was needed with the advent of Pattern Databases[Culberson and Schaeffer, 1994].
1
2

assuming the same heuristic evaluation time per heuristic
IDA* for this Thesis

4.1 Introduction
As the heuristic evaluation times and heuristic informedness of PDBs are connected, a
model which only looks at number of generated nodes is incomplete. We prefer using
runtime as a comparison metric as the objective of any admissible search algorithm is to
find optimal solutions as fast as possible.
So why was the relevant literature’s traditional approach to report nodes generated
instead of the time it takes to find the solution? The biggest problem with timing comparisons between planning algorithms is that exogenous factors interfere. Factors like
compilation options, hardware architecture, implementation efficiency, etc. can have a
significant impact on time performance but are not usually part of the planning algorithm being presented. This is the reason why the number of generated nodes was the
standard metric when comparing search performance, as the exogenous factors have no
effect on the number of generated nodes for the heuristic search tree.
But a “nodes generated as a comparison performance metric” is not complete as it
does not take into account time factors which are an intrinsic parts of search performance.
For example let’s assume we are comparing 2 search algorithms whose only difference is
the heuristics being used in each of them. If we are comparing heuristics whose heuristic
evaluation costs are nearly identical3 , i.e. “Manhattan” vs “Out of Place”, then we
can safely conclude that whichever produces the smallest search tree will be the best
heuristic. For comparing individual classical heuristics the traditional size comparison
model is a good model, as the heuristics tend to have a similar evaluation time, and that
is why it was used in canonical text books like Pearl’s [Pearl, 1984]. But, what if we
are comparing heuristics whose evaluation time is significantly different, like Holte et al
comparison between maximizing eight PDBs (Max-of-eight) vs Korf’s larger but faster to
evaluate single PDB [Holte et al., 2006]4 . A “number of generated nodes only” approach
3

We mean heuristic evaluation costs, not computational costs. For example PDBs have high computational costs (hour, days or even years!) but their evaluation costs is simply the sum of the costs of
accessing the stored data for each pattern. A good PDB will be much more expensive to calculate than
Manhattan Distance but, depending on the implementation, it might have a similar evaluation time.
4
Korf’s et al One(6-6-6-6) heuristic was significantly faster to evaluate than Max-of-Eight(5-5-5-5-4)
heuristic. Using Max-of-eight(5-5-5-5-4) reduces the number of generated nodes on all problems compared
to the 6-6-6-6 heuristic, but for some problem instances it takes longer to solve using Max-of-eight. For
example in Table B.7(p. 234) we can see that problem 4 overall solving time using 6-6-6-6 is two times
faster than Max-of-eight. This is due to Max-of-eight(5-5-5-5-4) heuristics having a significantly bigger

71

72

RIDA* Run-time Formula
is blind to the evaluation costs of the heuristics being compared. A size only approach
is insufficient when comparing heuristic performance if they differ significantly on their
evaluation costs.
We can generalize the previous statement to: A size only approach is insufficient
when comparing heuristic search algorithms. This is not just limited to which heuristics
are being compared. Even if we are comparing IDA* implementations using the same
heuristics, there are many “add ons” to IDA* which a size only approach is blind to.
For example search algorithm performance varies significantly with the kind of duplicate
check used (no check, inverse operator, cycle check). Inverse operator check is the most
common duplicate check because of its low computation time even though cycle check
can reduce the number of generated nodes significantly for large trees. Other examples
are the impact of using very large pattern database heuristics5 , the use of table lookups
instead of on the fly computations for heuristic evaluation6 , etc. Each of these algorithm
configurations would have an effect not only on how many nodes are generated but also
on the computational overhead costs per expanded node.
In this chapter we discuss which run-time formula we used. Note that as we are doing
in situ heuristic selections, we had to balance a model’s prediction accuracy with the in
situ sampling costs associated to the prediction model.

4.1.2

Parametric Modelling for IDA*

A parametric equation is made up of terms. Each term holds a variable and a constant.
In our parametric model of generic IDA* each variable represents how many times an
algorithmic tasks is being called. Constants represent the average time cost associated
with the task. Of course as we are only interested on choosing a good heuristic subset;
we are interested in the simplest possible model which allows us to select a good heuristic
overhead per node.
5
whose values need to be stored on external storage instead of RAM. Heuristic evaluation times for a
non RAM stored PDB do not change the heuristic values but they change the heuristic evaluation time
significantly
6
Manhattan evaluation time can be reduced dramatically when using table lookup instead of calculating it for each node.
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subset. In general, the more independent variables a parametric model has, the more data
we would have to sample.
The current practice when reporting IDA* search is to report both the overall runtime and the number of generated nodes ([Holte et al., 2006],[Korf and Felner, 2002], etc.)
Hence there is an implied standard parametric model for performance prediction which
we call “the average cost per node” model(Eq. (4.1)).

TIter =NGenN odes ∗ T P N

(4.1)

TIter = Time to generate search tree for current iteration;
NGenN odes = Number of generated nodes;
T P N = Average Time Per Node.

Linares et al presented the first parametric model with more than one variable we have
seen for IDA*[López and Junghanns, 2002]. Linares et al noticed that while heuristic
evaluation is a common task to all nodes, only internal nodes get expanded. Hence he
claimed that internal nodes should be treated separately when predicting run time for
future IDA* iterations7 . So not all generated nodes will have the same overhead; internal
nodes have additional “node expansion” overhead costs. A model in which we would
assume the same overhead per node would be incomplete. Of course the importance of
this correction is relative to the ratio of expansion costs to heuristic evaluation costs. If
the costs of heuristic evaluation are much higher than expansion costs then a one variable
model would make almost identical predictions to a two variable model.
There are more tasks in IDA* than node expansion and heuristic evaluation. For the
IDA* implementation which [López and Junghanns, 2002] used, the two variable model
was precise enough (according to their own account). We decided that it would be interesting to do a detailed parametric modelof IDA* and then simplify it until we had a
run-time formula which RIDA* would use to make good in situ subset selections, given a
7

The parametric prediction model assumes we do not stop as soon as a goal node is found. Otherwise
actual run-time is affected by in which order nodes are visited. We consider this a stochastic factor. For
a full discussion please see section 6.2.3
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heuristic set, and had reasonable sampling costs. We present a generic IDA* parametric
model in section 4.2.
In this thesis we went beyond regular IDA* to RIDA*. RIDA* integrates three modules: a Sampling Module which gathers data in the initial problem iterations8 , a Prediction
Module which selects a good heuristic subset9 and a regular IDA* implementation that
solves the problem with the selected heuristic subset. The amount of sampling to be done
is currently decided doing a “best on average for the domain” approach. As the objective
of our thesis is to automate search decision making, it would have been desirable to have a
formula which would have enabled us to choose the amount of in situ sampling to be done
on a problem by problem basis. We did not have enough time to do this, it is future work.
Hence it would be fair to characterize our current solution as semi-automatic. It would
only be fully automatic once all relevant decisions, whose outcome vary on a problem by
problem basis, are automated.
The following sections show how we created a detailed parametric model for IDA*.
The resulting run-time formula depends on the number of different classes of nodes. We
then review the different node generation prediction models and discuss which fits better
RIDA* in situ prediction needs. Finally we conclude that even though [López and Junghanns, 2002]
approach is valid, for our setup there is no significant prediction improvement when compared to the average cost per node model. As the average cost per node is easier to use
and requires less sampling, we decided to use it.
Note that we would recommend the same process when designing a run-time formula
to decide how much sampling to do on a problem by problem basis. For this the “average
cost per node” model might not be the right formula. We would again do a parametric
model of the sampling process and use it to decide the amount of sampling to do in situ.
But this is future work. For now we simply use the best capping limit on average for the
domain, heuristic set and problem suite tuple.
8

The sampling is done using the HUST and CCL, see chapter 3 for details
In this thesis experiments we combined up to 100 heuristics so total heuristic subsets are 21 00 =
1.27 ∗ 103 0. We can not process all these subsets and expect any savings, hence we have to limit the
heuristic subsets to a maximum combination degree.
9

4.2 A Generic Parametric Model for IDA*

4.2
4.2.1
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Generic Algorithim for IDA*

The first step to create a parametric model for an algorithm is to formalize its description.
Algorithm 4.1, p. 76 is a description of a generic IDA* implementation, in which we are
given a STRIPS described domain and problem, and we are asked to generate the heuristic
search tree for each iteration until a solution is found.10
The second step is to extract and group all tasks performed in algorithm 4.1 into
grouped variables. Two tasks are grouped if they are always performed the same number
of times. Table 4.1(p. 78) shows how we grouped all tasks for a single iteration of IDA*.
Note that any irrelevant tasks, i.e. their runtime is minimal compared to other tasks, are
not taken from the algorithm.
The third and final step is to simplify the equation by creating a new constant, which
is the sum of all grouped constants, for each group. The whole process is described in
detail in subsection 4.2.2.

4.2.2

Parametric Equations for Generic Algorithm for IDA*

T = TP reprocessing + TRun−time

(4.2)

T = total time;TRun−time = Sum of all iterations time until a solution is found
Tpreprocessing = Can take much longer than actually solving a problem. Usually constant
unless heuristic databases are calculated for each individual problem.
(4.3)

Eq (4.2) is at the most abstract level, it divides IDA* time between preprocessing time
and run-time. We are not normally interested in the preprocessing time as the run-time
is usually much bigger11 .
10
11

Fully generating the last iteration to avoid stochastic effect when predicting performance
As previously mentioned in the thesis, we agree with Holte et al in considering preprocessing time
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Algorithm 4.1: Generic Algorithm for IDA*
input : Heuristic Set, Domain Description, Problem Description. Assuming unit edge
costs.
output: Shortest path to solution, number of nodes generated for whole iteration.
2 begin
3
Fbound =maximum heuristic value of initial state;
4
while (Goal not found)a do
5
Create Root node and add it to Path;
6
while Path is not empty do
7
Current node is last node in Path;
8
if current node has at least one pending operator then
9
Retrieve pending operator;
else
Backtrack & continueb

10
11

if Inverse operator check then
if (next pending operator ≡ last operator in forbidden list)&&(depth>1)
then
/* Operator would create duplicate state. */
continue while loop;
/* Go to next pending operator */

12
13

14

create candidate state by applying next pending operator to current node’s
state;
if (Cyclic path check)&&(state ∈ list of states along current path) then
continue while loop;
/* Go to next pending operator */

15

16
17

calculate heuristic value for candidate state(Algorithm 4.2, p.77);
if ((heuristic value + depth) ≤ Fbound ) then
Create node and add it at the end of Pathc ;
if Inverse operator check then
Push to the back of forbidden list the inverse operator; /* Operator to
prune on the second generation. */

18
1
19
20
21
22

else if cyclic path check then
Add state to list of states along current path;

23
24

if (h≡0) && (heuristic is admissible) then
goal node foundd ;

25
26

else if h≡0 then
/* Check if current node is goal.
check if current node ≡ goal node;

27
28

*/

else This node will not be expanded in this iteration
if ((heuristic value + depth) < N ext Fbound ) then
Next F bound=heuristic value + depth;

29
30
31

Fbound = N ext Fbound ;

32
a

We finish the last iteration as finishing as soon as a goal node is found creates stochastic effects when
comparing heuristic performance. See section 6.2.3
b
Until a node with pending operator/s is found or the Path is empty, see Algorithm 4.3,pp 78
c
Node is made up of state description, index of parent node(for backtracking), generating operator(Path), vector listing pending applicable operators to its state description.
d
We are assuming that if h≡0 then we have found the goal. Otherwise another type of goal check
would need to be done. h≡0 is a necessary but not sufficient condition to have found the goal.
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Algorithm 4.2: Generic Heuristic Calculation for IDA*
input : Heuristic Set, State Description
output: final heuristic value H
2 begin
3
H=0;
4
forall the hi ∈ heuristic set do
5
if heuristic values are in lookup table then
6
Rank statea ;
7
Retrieve value/s from lookup tables;
8
if hi is P
made up of disjoint additive values then
9
hi = retrieved values;
else if several non-additive admissible heuristic values are available then
hi =Max(retrieved values)

10
11
1

else
Use specific method to calculate hi ;

12
13

if (Doing early termination)&&(h + depth > F bound) then
H = hi ;
break; /* Get out of loop as we know that node will be culled */

14
15
16

else
H=Max(H,hi );

17
18

return H;

19
a

This can be quite an expensive operation, we use [Bonet, 2008] method.

In this section we are using a single iteration of algorithm 4.1. Each variable in the
parametric equation represents the number of times a task is completed. Each constant
represents the average time each task takes in the current hardware/software instantiation.
If two separate tasks are entangled, i.e. they are always performed the same number of
times, then we can group them into one single variable. The corresponding constant would
then be the addition of all grouped variables constants. Table 4.1, p. 78 shows how we
group the tasks based on algorithm 4.1 (pp 76).

as a cost when comparing with methods that have higher heuristic evaluation times but much smaller
preprocessing time [Holte et al., 2005]. But we did not add any a priori costs to our results as it is not
the standard practice.
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Algorithm 4.3: Generic Backtrack for IDA*
input : Path
output: Backtracked Path,new current node, new pending operator
1 begin
2
while current node pending operators ≡ 0 do
3
Remove last node from end of Path;
4
Current node is now its parent node in the Path;
5
if Cyclic path check then
6
Delete current node’s state from list of states along Path;
7
8
9
10

else if Inverse operator check then
Remove last operator from list of forbidden operators;
if Path is empty then
exit as we are finished with iteration;

Table 4.1: Grouping Tasks from Algorithm 4.1, p. 76 as Variables for Parametric
Equation.
Always Performed
Variable
Task
Constant
Get pending operator
CGetP endOp
Create candidate state
CCreatCandState
For all generated nodes
Calculate heuristic value
CCalcHeurV al
Check if internal or leaf node
CChckIntOrLf
Add node to end of Path
CAN ST
For all internal nodes
Check for goal
CCF G
Backtrack to new current node
CBACK
For all culled nodes
Test for next iteration lower Fbound
CChckLowrF Bound
If checking for inverse operator(grandfather check)
Variable
Task
Constant
Add forbidden operator to end
CP U SH
For all internal nodes
Remove last forbidden operator
CP OP
For Pending Operators
Check if operator is forbidden
CF BCK
For all pruned operators
Prune the operator
CP RU N E
If checking for cyclic paths
Variable
Task
Constant
For all generated states
Prune if state ∈ Path.
CP RS
Add state to list of visited states
CALV S
For all internal nodes
Delete state from list of visited states
CALV S

Algo. lines
8,9
15
18
19
20
25,26
11
29,31
Algo. lines
22
Algo 4.3:10,12
13
14
Algo. lines
16,17
24
Algo 4.3:6

No Duplicate Check Parametric Model
Table 4.1,pp 78 is divided into three parts. The first part is the core IDA* algorithm, without any duplicate node checking. The other two parts apply to possible duplicate checks
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which might improve time performance. But first we show how we create a parametric
equation for the simplest IDA* implementation without any duplicate checks.
There are three variables in table 4.1,pp 78 regarding different node types if we ignore
duplicate checks(NGenN odes ,NIntN odes and NCulled ). The first variable (generated nodes)
groups the tasks associated with creating any node in IDA*. These are to get the pending
operator from the parent node, to apply this operator to the parent node’s state to create
the current state, to calculate its heuristic value and to decide whether the node will be
expanded. The second variable(internal nodes) groups the three tasks applied to every
internal node, these are to keep track of the path, goalcheck and finally backtrack if
necessary. The last variable (culled nodes) applies only to leaf nodes, whose only use in
IDA* is to determine the F-bound for the next iteration.
By grouping a bunch of tasks into one variable we are stating that they are all applied
the same number of times (entangled). This is not obvious for the backtracking operation.
When we backtrack at any point in the HST the cost depends on how many steps are we
backtracking. We perform different amounts of “backtrack” operations at different calls.
So apparently “backtracking” is not entangled with the number of internal nodes. But as
we are expanding the whole HST we know that every internal node will be backtracked
once they are fully expanded. Hence the number of “backtrack” operations is the same as
the number of internal nodes. It does not matter in which order the tasks were performed,
to be entangled they need to be performed the same number of times always. If the IDA*
implementation stopped once a goal is found then the number of backtracks would be
smaller than the number of internal nodes generated12 . Then the backtracking task would
belong to a new variable.
Equation (4.4) is the first version of the parametric model extracted from table 4.1,pp
78.

TIterN oDup =NGenN odes ∗ (CGetP endOp + CCreatCandState + CCalcHeurV al + CChckIntOrLf )+
NIntN odes ∗ (CAN ST + CCF G + CBACK ) + NCulled ∗ CChckLowrF Bound
12

But the difference would be minimal for large search trees

(4.4)
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We can simplify eq (4.4) by adding all entangled constants(Eq (4.5) & (4.6)) into
equation (4.7).

CGenN odes = CGetP endOp + CCreatCandState + CCalcHeurV al + CChckIntOrLf ;

(4.5)

CIntN odes = CAN ST + CCF G + CBACK ;

(4.6)

TIterN oDup =NGenN odes ∗ CGenN odes + NIntN odes ∗ CIntN odes +
NCulled ∗ CChckLowrF Bound ;

(4.7)

Note that in equation (4.7) there are three variables(NGenN odes , NIntN odes , NCulled ).
Then we are left with only three variables: NGenN odes , NIntN odes &NCulled . But of course if
we know the values of any two of these three variables then we know the remaining one:
the number of generated nodes is equal to the number of internal nodes plus the number
of leaves (eq. (4.8)).
NGenN odes = NIntN odes + NCulled

(4.8)

The final assumption would be that the average associated costs to each of the variables
remains constant for the domain. If all the assumptions just made hold true then we can
predict the average run-time for future IDA* iteration in situ if:
1 We have gathered all the variables average associated costs a priori.
2 We have obtained in situ the value of any two of the following three variables (NGenN odes ,
NIntN odes , NCulled )
3 We have a model that predicts the number of generated nodes and internal nodes on
future iterations (or any other two of the three variables in equation (4.8)). This
model uses the in situ gathered variables.
Parametric equation (4.7) is the top level of a two level modelling approach. Equation
(4.7) says nothing of how to determine the number of generated nodes, internal nodes
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and culled nodes. It only shows the weighted relationship of each variable towards the
overall run-time costs. This is important if we want to select between two possible search
configurations and we have a parametric model. Then we can select which configuration
will do better as long as we have a parametric model, a prediction model for each of
the variables value in the prediction model and the domain average value for each of the
constants in the parametric model.
There are several models that can calculate the number of generated nodes for an IDA*
iteration.13 The most popular is gathering heuristic distributions but we can also model
the search tree as a uniform search tree with the resulting effective branching factor and
depth or using the Heuristic Branching Factor(HBF). If the parametric model was used a
posteriori then all models would be equally good. In this thesis we are performing in situ
selection, which has its own constraints. Possible In Situ prediction models for the number
of generated nodes are reviewed in detail in section 4.3. For this section it is enough to
assume that we know the variable a posteriori values as we are only reviewing parametric
model design and how to use it to choose between different search configurations.

Inverse Operator Check Parametric Model
Now we look at an alternative search configuration by adding Inverse Operator Check
(Definition A.3.16). Equation (4.9) (p. 82) shows the impact on performance costs when
adding Inverse Operator Check. The new variables and constants have been extracted
from table 4.1 (pp 78).
Inverse Operator Check stops some nodes from being created. This is called pruning.
Pruning is different from creating the node but not expanding it14 , which is called culling.
Assuming that the domain is invertible15 then every expanded node (minus the root) will
have one and only one operator which would generate the grandparent state. We call that
13

We can estimate the number of internal nodes if we assume we have a large search tree whose effective
branching factor is the brute force branching factor for the domain. Culled nodes are simply the number
of generated nodes minus the number of internal nodes (equation (4.8)).
14
Because the node’s heuristic value makes its F value bigger than the current iteration’s F-bound.
15
This is that for every operator α there is another operator β whose preconditions are α effects and
whose effects are α preconditions.
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operator the forbidden operator. The number of nodes pruned is the same as the number
of internal nodes minus the root.

TIterInvCheck (iteration) =NGenN odesInvCheck (iteration) ∗ CGenN odes +
NIntN odesInvCheck (iteration) ∗ (CIntN odes + CP U SH + CP OP )+
NCulledInvCheck (iteration) ∗ CChckLowrF Bound +
NF orbCheck ∗ CF BCK + NP runed ∗ CP RU N E

(4.9)

NF orbCheck =N umber of checks f or f orbidden operator;
NP runed =N umber of nodes pruned;
See table 4.1 (pp 78) for CP U SH , CP OP

The total number of operators checked for forbidden inverse operator is significantly
larger than the number of nodes actually pruned. All internal nodes’ pending operators
are checked for forbidden operator but only one child per internal node will get pruned.
If we assume we have a domain with a constant brute force branching factor(BFBF )
then the ratio of checking to actual pruning is the brute force effective branching factor
for the domain (without Inverse Operator Checking). Then we can entangle the task of
checking for forbidden inverse operator(NF orbCheck ) with the task of pruning the forbidden
operator(NP runed ). This is done in equations (4.10) and (4.11). We can then simplify
equation (4.9) as (4.12). Grouping all constants together we finally get equation (4.13).

CP RU N = CP RU N E + BF BF ∗ CF BCK ;

(4.10)

NF orbCheck ∗ CF BCK + NP runed ∗ CP rune = NIntN odesInvCheck ∗ CP RU N ;

(4.11)

TIterInvCheck =NGenN odes ∗ CGenN odes + NCulled ∗ CChckLowrF Bound
NIntN odes ∗ (CIntN odes + CP U SH + CP OP + CP RU N );

(4.12)
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TIterInvCheck =NGenN odes ∗ CGenN odes + NCulled ∗ CChckLowrF Bound +
+ NIntN odes ∗ (CIntN odes + CInvOp )

(4.13)

In summary, equation (4.13) is made up of three terms. The first term is simply the
number of generated nodes times the cost associated to all generated nodes, including
heuristic evaluation. The second term is the number of leaf nodes times the cost of
finding out if we need to update the F-bound for the next iteration. The third term is
the number of internal nodes times the cost associated to node expansion and inverse
operator pruning. Note that in this chapter we have shown how all the variables16 in
equation (4.13) can be calculated if we know any of the following two variables: Number
of internal nodes,number of generated nodes and number of leaf nodes. All the variables
associated costs are supplied a priori for the domain in our framework.
The number of nodes generated will be reduced if we use the Inverse Operator Check.
The effect of the Inverse Operator Check is to reduce by one the Brute Force Branching
Factor(BFBF) of the domain. We can calculate the number of nodes generated using the
Inverse Operator Check if we are given the BFBF and the number of nodes generated
without the duplicate check. We can calculate the effective depth of the search tree,
and then use the effective depth and the reduced branching factor(BFBF-1) to calculate
how many nodes are generated when using Inverse Operator Check(equations (4.14) and
(4.15)).

i=Ef f ectiveDepth

NGenN odesN oDupChck =

X

(BF BF )i =

i=1
i=Ef f ectiveDepth

NGenN odesInvCheck =

X
i=1

BF BF Ef f ectiveDepth+1 − 1
;
BF BF − 1

(BF BF − 1)i =

(4.14)

(BF BF − 1)Ef f ectiveDepth+1 − 1
;
BF BF − 2
(4.15)

The ratio of internal nodes to generated nodes in large search trees, normally the BFBF
16

Please note that when we refer to variables we do not mean the constants. All values preceded with
a “C” as a priori obtained average costs.
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for large search trees, is also reduced by one when using the Inverse Operator Check. The
number of culled nodes is still the number of generated nodes minus the internal nodes.
These relations are expressed in equations (4.16), (4.17) and (4.18).

NGenN oDup
;
BF BF

(4.16)

NGenInvCheck
;
BF BF − 1

(4.17)

NCulled = NGenerated − NInternal ;

(4.18)

NInternalN oDup =
NInternalInvCheck =

So we have a parametric run-time formula (Eq (4.13)) for IDA* with inverse check.
This was the setup used in our experiments. In our experiments we checked whether this
run-time formula was any better than just using the average cost per node formula (Eq
(4.1), p. 73). Our experiments show that both models are very precise if the number
of generated nodes (for both models) and the number of internal nodes (for the generic
parametric formula) is known. There is no significant difference in our experiments. This
might be due to the high evaluation costs of compact indexed heuristic-based PDBs. As
this is a cost which affects all heuristics it is reasonable to expect an “Average cost per
node” model to do better when the most important factor for the average overhead per
node is the heuristic evaluation cost.
We decided to use the “average cost per node” run-time formula for RIDA*’s heuristic
selection. There is no significant difference, for our experiments, in accuracy between
the more detailed parametric model and the average cost per node model(section 6.3.1).
But the more detailed parametric model, even after some simplifications, still requires
two variables: Number of generated nodes and number of internal nodes. It requires
us to do more a priori sampling to measure its two variables (number of internal and
generated nodes) instead of just the number of generated nodes. We could use the ratios
in equations (4.14) and (4.15) but then there would be very little difference between the
detailed parametric model and just an “average cost per node” model. As in situ sampling
(without using equations (4.14) and (4.15)) is quite expensive for the detailed parametric
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model, we decided to use “the average cost per node” run-time formula for RIDA* in situ
heuristic selection mechanism. The “average cost per node“ model creates a weighted
average of all the tasks’ costs. As long as the ratio between internal and generated nodes
is constant (or asymptotic) for large search trees, there will be little difference in prediction
quality.
The next section discusses the different prediction models for the number of generated
nodes. For the current section it was assumed to be known. But the only way to know the
exact number of generated nodes is to solve the problem with every heuristic subset. This
is not practical. RIDA* instead uses in situ sampling. Hence we need to find which of the
available models does the best prediction of the future iteration’s number of generated
nodes while keeping sampling costs low.

4.3

Obtaining the Parametric Equation Variables Value
for IDA*

The parametric models just presented in section 4.2.2 assume that we know the value of the
different variables and constants. As mentioned in chapter 2 we cannot obtain all relevant
data a priori 17 and the data is useless if obtained a posteriori ; hence we are obtaining our
variable data in situ. But the data we obtain in situ is only an approximation of what
future values will be18 . In order to choose among different search configuration options we
need to know the parametric model variable values for future iterations until a solution
is found.
A possible approximation to a priori values would be to use domain averages. But
a domain average option is not good for all problems in a domain. This was reviewed
in section 2.3. For example in section 2.3 [Holte et al., 2006] two alternative heuristic
17

Korf’s heuristic distribution method is not well suited for individual instances as its predictions for
the top of the search tree are quite imprecise. This can be modified by adding in situ sampling but has
extra memory and time complexity overheads. More details will be provided later on in section 4.3.3
18
Note that we have not proved this theoretically. We simply assume that the search space explored
on the first iterations of the problem is somewhat representative of the problem search space as a whole.
We also assume that the bigger the search space sampled, the closer its parametric values are to the final
ones
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sets( One(6-6-6-6) vs Max-of-eight(5-5-5-5-4)) were compared. They both have very similar overall performance19 . But, as noted by the paper’s authors, comparative heuristic
performance varies significantly on a problem by problem basis. A much better result
can be obtained by selecting which of the two heuristics to use on a problem by problem
basis for this example. Hence it is not a good idea to try to describe heuristic parametric
performance models with domain average values. Otherwise it would not be possible to
explain the very different performance in a problem by problem basis.
For example let’s keep working with the generic IDA* parametric model presented in
section 4.2.2. If we assume, for the time being, that we know the value of the constants
and furthermore we assume we can accurately calculate the number of internal and culled
nodes given the number of generated nodes, then the only unknown variable is the number
of generated nodes. In the relevant literature there are three methods that can be used to
predict future iterations number of generated nodes: Uniform Search Tree Transformation
method, Heuristic Branching Factor(HBF) and Heuristic Distribution methods (several
versions). In this section we will present a review of each and their advantages and caveats.

4.3.1

Uniform Search Tree Method

Classic Method:Heuristic Reduces the Effective Branching Factor as a Function of Search Depth
In the latest literature HDM-based methods are the standard for predicting how many
nodes will be generated in future IDA* iterations. The traditional method[Pearl, 1984,
Russell and Norvig, 2002], before HDM methods were devised, was to characterize the
search tree as a uniform search tree with a effective branching factor which is depth
dependent.

N (d) = EBF ED ;
EBF=Effective Branching Factor; ED=Effective Depth;
19

For the suite of six problems on which they were tested

(4.19)
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N (d) = Number of nodes at depth d;

Pearl [Pearl, 1984] would characterize the effect of a heuristic as a reduction in the effective
branching factor. This reduction was not uniform and depends on the search depth
limit. But as Korf et al[Korf et al., 2001] showed, this is an incorrect interpretation of the
heuristic culling effect. A heuristic will stop some nodes being expanded when compared
to the Brute Force Search Tree(BFST), but it does not change their parent branching
factor. If a node in the HST gets expanded it will generate the same children nodes as in
the same node in the BFST. That is why the EBF in Pearl’s interpretation needs to be
constantly readjusted as a function of depth. Applying a heuristic has no obvious effect
on the average branching factor but it does have an effect on the path length.

Heuristic Reduced the Average Path Depth
Every time a node is culled the average path length becomes shorter with respect to the
BFST. Korf et al 2001 [Korf et al., 2001] state that it is better to reduce the effective
depth by a constant value instead of changing the EBF as a function of depth. We agree
with Korf et al’s interpretation: if we are going to describe the HST as a uniform search
tree, then the main effect of a heuristic is to reduce the effective depth of the search tree
(by culling some nodes). On the other hand the main effect of performing an Inverse
Operator Check is to prune the average branching factor of the search tree by one. The
average depth is not obviously affected20
The reduction on the effective depth would be the same, on the limit of large depth,
for all the problems according to Korf et al 2001 [Korf et al., 2001]. This might be the
case if we go past the goal depth but for very large problems, like for the Twenty-fourth
puzzle in [Zahavi et al., 2008], the effective depth reduction is a function of the problem
20

Please note that a heuristic can have an effect on the average branching factor. This would happen if the overall distribution of state types in the BFST were different in the search tree. We have
noticed this behaviour in some of our experiments but the changes to the average branching factor were
very small. Conversely using Inverse Operator Check changes the average depth of the search tree.
It also biases the heuristic value distribution. We have not done experiments on this but Holte et al
2008[Zahavi et al., 2008] changes the heuristic probability distribution context if Inverse Operator Check
is used.
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and iteration. We would agree with [Zahavi et al., 2008] characterization of the culling
heuristic effect needs to be based on the problem context.
The main problem predicting the number of nodes generated in future IDA* iterations
is that the culling in the initial search tree can be very different from the average culling
effect of the heuristic for the problem. This can be managed by seeding the leaves of the
initial search tree up to a depth bound, as Holte et al [Zahavi et al., 2008] did (see section
4.3.3). In this way we are neatly separating the initial search tree from the part of the
search tree whose growth is asymptotic. The HBF, as seen in section 4.3.2, is asymptotic
on a problem by problem basis. In order to approximate its asymptotic value quite a few
initial IDA* iterations need to be grown. The HBF method is naturally suited towards
the asymptotic growth of the HST. But we only get good predictions if we have sampled
enough iterations to know that from there onwards the search tree grows asymptotically.
This might be too expensive to make any savings if we are doing in situ heuristic selection.
Finally a Uniform Search Tree model would be the most affected by the non uniform
nature of the HST. We would be trying to assign a uniform effective branching factor and
depth to a search tree which behaves very differently if it is close to the root vs close to
the goal. The other two approaches (HDM and HBF) deal with the dual growth nature
of the search space better because they do not try to model the sample area and the rest
of the search tree as a uniform search tree.

4.3.2

HBF Method

An alternative prediction method would be using the Heuristic Branching Factor[Korf et al., 2001].
The heuristic branching factor measures the rate of growth between two consecutive IDA*
iterations:

HBF =

N (i)
;
N (i − 1)

N(i) is the number of nodes generated at the ith iteration

(4.20)
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Hence if we are using the HBF the number of nodes in future iterations would be
predicted using equation (4.22).

HBFi =

NGenN odes (i)
NGenN odes (i − 1)

(4.21)

HBFi =Heuristic Branching F actor f or iteration i;
NGenN odes (i−1)=N umber of nodes generated on previous iteration
NGenN odes (i)=N umber of nodes generated last iteration

NGenN odes (i + 1) = NGenN odes (i) × HBFi

(4.22)

NGenN odes (i+1)=N umber of nodes generated next iteration;

There are 3 possible implementations of HBF which can be used to predict the number
of nodes generated in IDA*.
The first method combines in situ sampling with a domain average HBF. This method
would agree with [Korf et al., 2001]’s claim that the HBF, regardless of the heuristic used,
becomes asymptotic once the search tree is large enough21 . The value of the asymptote is
the BFBF of the domain. Basically this interpretation assumes that most of the culling
is done near the root of the tree. Further iterations diminish the culling effect of the
heuristic, resulting in a delayed expansion of the Brute Force Search Tree. Naturally then
the growth rate tends towards the BFBF of the domain.
The second method hybrids in situ sampling with a local-value HBF. The search tree
is grown up to a certain F-limit. Then we calculate the HBF for the problem instance as
the HBF for the last two iterations. This assumes that the HBF will not change much
for future iterations. This interpretation assumes that the HBF is asymptotic for the
problem, not for the domain.
In our experiments on slide puzzles(and Towers of Hanoi) we have seen that there seems
21

Note that Korf states that the HBF asymptotic value for the domain is the BFBF but from our
experiments we have seen indications that, for slide puzzles and additive PDBs, the asymptotic value can
vary on a problem basis

90

RIDA* Run-time Formula
to be an asymptotic HBF behaviour but the actual asymptotic value seems to change with
each problem instance and heuristic subset. Figure 4.1 shows the HBF for all iterations22
of two heuristics for six problems. Each line shows how the HBF of a problem evolves
as further iterations are expanded. The heuristics are the two PDB-based heuristics for
the Twenty-fourth puzzle in [Holte et al., 2006] and the problems are the ones used in the
paper to compare both heuristics. The problems are very large, the smallest took 4 hours
to expand the last iteration and the largest takes approximately 8 days to finish23 . As
we can see in figure 4.1 it seems that [Korf et al., 2001]’s hypothesis regarding a common
asymptotic value for large problems is incorrect. It is true that the range of values for
the second iteration on each problem (maximum HBF value of 17 vs minimum of 7.9)
is much closer at their last iterations (maximum of 9.71 vs minimum of 7.14) but 2.57
units difference for the HBF is still significantly different rate of growth. Furthermore
it does seem that for each problem the heuristics are tending towards an asymptotic
value, but for each problem it seems to be a different asymptotic value. Finally, for
problems 2, 4 and 6, it seems that each heuristic has its own asymptotic heuristic values
per problem. But for problems 1, 3 and 5 it seems that both heuristics HBF tend towards
very similar asymptotic values per problem. Our conclusion from the small data set of six
problems (but each of them very large problems) is that it seems that, at least for slide
puzzles, the HBF is asymptotic but not with respect to the domain. HBF is asymptotic
in slide puzzles with respect to the problem instance and heuristic used. It is a fact that
[Korf et al., 2001]’s claim that the HBF will tend towards the BFBF of the domain if the
problems are large is not correct24 . But it is not clear how to predict early on what the
asymptotic HBF is for the heuristic and problem instance pair. If we could predict early
22

Starting on the second iteration, otherwise HBF has no meaning
Problem 2, the largest problem, generated 1.68 ∗ 1012 with the 6-6-6-6 heuristic and 7.19 ∗ 101 1 with
the max of 8 5-5-5-5-4 for the last iteration. Problem 1, the smallest problem, generated 3.72 ∗ 101 0 and
2.41 ∗ 101 0 with the max of 8 5-5-5-5-4 heuristic. We fully expand the last iteration to avoid stochastic
effects confusing heuristic performance comparison. For more details please look at the experiments
chapter, Twenty-fourth puzzle section
24
Growing the search tree beyond the iteration where the goal is found is not correct as IDA* would
not do this [Zahavi et al., 2008]. We believe this has an effect in the run-time heuristic distribution of
values. As the F-bound becomes larger (past the solution F-Bound) the search tree heuristic values’
distribution will become biased towards smaller heuristic values
23
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on what the asymptotic HBF will be then we could use the following third method.
The third HBF based method combines in situ sampling with a local value HBF
asymptotic curve. The search tree would be expanded once again up to a certain F-limit.
Then we would calculate the local HBF as the HBF for the last two iterations. Finally
we would do a prediction on how the HBF will approximate its asymptotic value for the
problem. This method requires having knowledge of how the heuristic will approximate
its asymptotic value for the problem but it would be the most precise of the HBF based
methods.

4.3.3

Heuristic Distribution Method

Heuristic Distribution Methods(HDMs) are based on keeping statistics on how likely it is
for a node to have a heuristic value of x or less [Korf et al., 2001]. Given the equilibrium
probability density function for a heuristic we can estimate the number of nodes generated
by plugging the iteration Fbound in the following equation:

NGenN odes =

FX
bound

Ni ∗ P (Fbound − i)

(4.23)

i=0

Ni = Nodes generated by the brute force search tree at depth i;
P (x) = Probability a node heuristic value will be equal to or less than x;

Equation (4.23) is very precise if we average out lots of runs. But it has three caveats:

Heuristic Distribution Methods are Imprecise for Individual Problem Instances
Korf’s HDM was designed for a set of random initial states over which the predictions
are averaged out. Its prediction quality drops significantly when predicting the number
of nodes generated for individual problem instances, e.g. predicting 8 million nodes when
the actual number of nodes generated for a random individual problem instance is 30
million [Zahavi et al., 2008]. The lack in precision for single instances makes Korf’s HDM
as presented a poor model for choosing among possible search configurations for a problem
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Figure 4.1: Iterative HBF comparison of single 6 6 6 6 PDB Heuristic Vs
Max of 8 PDBs(5 5 5 5 4) for First 6 Instances of 24 Puzzle in [Holte et al., 2006].
Horizontal axis are F-values, Vertical axis are HBF values.
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instance.
[Zahavi et al., 2008] shows that in order for a HDM method to be more precise it
needs to account for the context in which the prediction is made. By context the authors
mean factors like heuristic value of the parent, state type, grandparent heuristic value
if inverse check is used, etc. Firstly the heuristic distribution of a problem is biased
towards the heuristic value of the initial state. The heuristic value of a parent node has
an important influence on the distribution of its childrens heuristic values. Secondly if the
domain has a state type distribution this must be included as another context variable,
e.g. slide puzzle domains have three state types: blank on the corner, blank on the centre
and blank on the side. Finally, if Inverse Operator Check is used, then the heuristic
value of the grandparent is part of the context for the probability density functions. In
summary, by using a probability distribution which is conditional on parent state heuristic
value, parent state type, and if necessary grandparent state the prediction quality is
greatly improved for individual problem instances. For example in [Zahavi et al., 2008]
two heuristic distribution context based methods (listed in the next paragraph) estimate
the size of the search tree as 48,972,619 and 20,771,895 respectively. These predictions
are still quite far from the actual 30,363,829 nodes generated for the example instance
but are a clear improvement on the 8 million predicted by [Korf et al., 2001]. For other
instances the results are even closer.
All the improvements to Korf’s HDM proposed at [Zahavi et al., 2008] come at the cost
of increasing the amount of data required to predict the performance of a heuristic. Using
the one step method we need to store a heuristic distribution value for each state type
and for each possible heuristic value. The two step method, which accounts for Inverse
Operator Check, increases the storage needs by an order of magnitude(the grandparent
heuristic value also needs to be added to the context). An analysis of the memory costs of
HDM methods is at section 4.3.3. But even assuming conditional probability distributions
are available for all the heuristic subsets being compared, HDM predictions can still be
wrong by more than 45%.
[Zahavi et al., 2008] shows that as the complexity of the context used is increased, the
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predictions get better. But, as the authors acknowledge, even when using the context
variables in [Zahavi et al., 2008] predictions are still far from perfect. As a workaround to
increase prediction precision, [Zahavi et al., 2008] suggests a sampling mechanism that is
similar to the sampling approach we used in RIDA* to improve prediction quality (in situ
sampling). [Zahavi et al., 2008] samples the initial search tree up to a depth bound called
the “radius”. Then the HDM formulas are used for each of the leaves of the sampled trees.
The bigger the depth bound of the sampling, the more accurate are the predictions. For
details please see the original paper.

25

.

There are three main differences between [Zahavi et al., 2008] sampling approach and
RIDA* in situ sampling approach. Firstly we use the Culprit Counter structure as described in Chapter 3 to sample multiple heuristic subset search trees. Secondly, RIDA*
does not use Heuristic Distributions as they are not practical when dealing with a large
powerset of heuristic subsets. The third difference is that we added the parametric model
paradigm to make decisions regarding which search configuration is better.
Also, admissible but inconsistent heuristics are particularly bad candidates for performance prediction via Korf’s HDM random state sampling. The heuristics we used in our
experiments are inconsistent. Inconsistent heuristics can create paths on which an ancestor node F-value is over the culling limit but some of its descendants F-value are below
the culling limit. These nodes with an F-value below the culling limit are not expanded
on that iteration due to the higher value of one of their ancestors. Random sampling has
no mechanism to account for this behaviour. [Zahavi et al., 2008]’s HDM method does
account for this behaviour so it is not an issue for their methodology.

25

Please note that our work in “in situ heuristic selection using Culprit Counters” was already in
conception before this paper was published. We do not deny any of the originality of the paper, but we
came to the same conclusion in parallel regarding the need for problem instance sampling to improve
prediction accuracy in IDA*. We did not do any improvement on the prediction formulas; we simply
realised that, regardless which prediction method is used, prediction quality is improved if the problem
instance is sampled
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HDMs are More Memory Intensive than Alternative Methods
One of the most important decisions to make when configuring an IDA* search method
is which heuristic to use. We show in this thesis how we can use RIDA* to choose among
different heuristic subsets. The number of heuristic subsets grows exponentially with the
number of heuristics available (2N ). For example for one of our experiments we choose
among possible heuristic subsets from an input set of 25 heuristics. This means that
there are 33 million possible heuristic subsets. Each of these subsets would require a
probability distribution function per state type using Korf’s method. So if for example
we are working on the Twenty-fourth puzzle domain, the maximum heuristic value in
our heuristic set is 200 and each heuristic value can be stored as a byte26 then we would
require 3 ∗ 225 ∗ 200 = 18.75 Gigabytes to store the 3.35 ∗ 107 probability distributions
required. And the prediction quality would not be that good for individual instances.
The memory footprint would be even worse if using [Zahavi et al., 2008]. If we used
[Zahavi et al., 2008]’s one step method then we would need a probability distribution per
heuristic value. So the memory footprint for our example would raise by a 200 factor. If
we used the two-step method then the memory footprint would be raise by a further 200
factor or 40,000 over the regular Korf’s method.
This high memory footprint contrasts with the two alternatives studied in this thesis.
If we used the HBF as proposed by [Korf et al., 2001] then one single byte per heuristic
distribution would be enough27 . So for our example we would require 32 Megabytes for
the 33 million heuristic subsets.
If we used the uniform search method, which would represent the HST as a uniform
search tree with a effective branching factor and effective depth raise, then we would only
need 64 Megabytes for our example. If we were to assume that all large search trees have
an effective branching factor which is equal to the brute force branching factor then 32
Megabytes would suffice.
26
27

Maximum value 256
Assuming the HBF cannot be bigger than 256 for the available heuristic and problem set
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Building Heuristic Probability Distribution is Computationally Intensive for
Large Powerset of Heuristic Combinations
HDM is commonly accepted as the best methodology to predict the number of generated
nodes for future iterations in IDA*. The state-of-the-art in IDA* performance prediction
are improved versions of Korf et al’s HDM [Zahavi et al., 2008]. But we have not found
any example using HDM to select a heuristic subset from a large heuristic subset powerset
in the relevant literature.
Regular HDM as proposed in [Korf et al., 2001] is clearly not a good option if we
aim to choose which is the best possible heuristic subset for each individual instance
[Zahavi et al., 2008]. In this subsection we review whether the modified HDM methods
proposed by [Zahavi et al., 2008] are practical, in terms of their computational effort, for
choosing the best heuristic subset between a large heuristic powerset.
When choosing among a set of heuristic sets there are 2N possible subsets. Using
the same example as in the previous subsection, 25 heuristics with slide puzzle (three
state types), there are 3 ∗ 225 = 108 subsets. Each of these subsets would need its own
heuristic distribution function. According to HDM methodology, each of these probability
distributions will only be built once for the domain.
[Zahavi et al., 2008]’s HDM methodology to build the probability distribution is to
randomly sample the state space. Then for the one-step distribution(no grandfather
check) a two dimensional matrix is built. Columns represent the heuristic value of the
parent and rows represent the heuristic value of the state type. Each value in the matrix
represents the likelihood of the heuristic value h(s) being generated given the parent
heuristic value h(p). The size of the random sampling is not given but it is stated that
the random sampling is repeated “A large number of times”. For the sake of continuing
with our example we will assume that 1000 samplings per possible heuristic value is
enough. Then for 200 heuristic values we would need to generate 200,000 random states.
The sampling size required should be a factor of the domain and heuristic being sampled.
200,000 random states is just for the sake of example.
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So, to summarize, we would need to generate 200,000 random states and calculate
their heuristic values for each of the 108 possible heuristic subsets. The average time cost
to create a node and calculate 25 heuristics in our experiments28 was 5 ∗ 10−629 . We will
assume that this would be approximately the same cost as the random sampling technique
from [Zahavi et al., 2008]30 . So the total time to generate the conditional probability
distributions would be around 108 ∗ 2 ∗ 105 ∗ 5 ∗ 10−6 = 108 seconds = 1, 157days =
3.15years. The time costs would also increase by a factor of the maximum heuristic
value, 200 in this case, if the two-step distribution were be used. So if we are using
Inverse Operator Check the time it would take to create the corresponding probability
distributions would be 213,400 days or 633 years. The time costs for both method grow
exponentially with the number of heuristics available.

4.3.4

Conclusions Regarding Node Generated Prediction Models

HDMs are the most precise methodology to predict the number of nodes generated by
IDA*. But they are not practical for large heuristic powersets due to the following three
reasons. Firstly the time effort for sampling the required amount of random states is
impractical (section 4.3.3). Secondly they would require a very large amount of memory
(section 4.3.3). When PDBs are used, as is our case, the bigger they are, the more
informed they tend to be. Using HDMs, especially if improved by the context, would
limit the quality of the PDBs used. Thirdly, even with all the context improvements a
considerable error can be made on the prediction. This error can be reduced by sampling
the problem instance. But in situ sampling can be used to improve other prediction
methods as well, which would not require as much memory or time to build.
Table 4.2 (p. 98) summarizes all the advantages and disadvantages for each of the
28

24 sliding puzzle, 5-5-5-5-4 PDBs, ranking done as suggested by [Bonet, 2008]
No Early Stopping (Definition A.1.1) as we would need the twenty-five heuristic values for each node
we use to build the heuristic distribution matrix.
30
Generate random states, expand them and evaluate the heuristic value of all their children, then
update the matrix
29
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models discussed in this section. Table 4.3 (p. 100) summarizes the advantages and
caveats of using domain information vs in situ sampling.

Table 4.2 Advantages and Caveats of Node Generation Prediction Methods for IDA*
1)EBF is a Function of Current Search Depth (Section 4.3.1)
1)Based on a parametric model which simplifies comparing heuristic performance.
Advantages
2) A Priori heuristic selection based on current search depth. No in situ sampling costs.
1)Quite imprecise in its predictions on a problem by problem basis.
Caveats

2)It is based on a wrong view of the heuristic culling effect.
3)Need to store several values per heuristic subset.31
2)Heuristic Reduces Effective Depth (Section 4.3.2)
1)It has a better explanation of the heuristic culling effect than the previous method.

Advantages
2)Can use in situ data to improve prediction quality.
1)Quite imprecise in its predictions for individual problems
2)EBF is not stable on initial problem iterations. This hurts prediction quality.32
Caveats

3)If using the in situ seeding method then we need to calculate the number of leaves
per heuristic subset. This doubles the cost of processing the CCL and
slightly increases the HUST building cost.
3)HBF (Section 4.3.2)
1)Smallest memory footprint. One value per heuristic subset.

Advantages

2)Better prediction quality, on average, than previous method33
1)If using the domain HBF for predictions, and the problem HBF asymptotic

Caveats

31

value is different, then34 the best possible prediction quality depends on

Continued on next page

One EBF per depth level reachable in the domain. Granularity could be reduced, e.g. one value per
5 levels of depth, but then performance prediction would suffer as well
32
It is not clear which EBF to use. Korf et al suggest BFBF in [Korf et al., 2001] but even though the
EBF asymptotic value is the BFBF the actual EBF value for the initial levels can be quite different. The
initial branching factors have a bigger effect on the overall size of the search tree than the lower ones.
33
Unless the seeding method fixes the uniform search tree models inherent difficulty to model the
search space close to the root and the search space close to the leaves of the search tree with the same
parameters.
34
Which is what happens for this thesis heuristics for slide puzzles

4.4 Conclusion

99

Table 4.2 – continued from previous page
how different the domain HBF and the problem specific HBF are.
4)Korf et al HDM (Section 4.3.3)
Advantages

1)More precise than all previous domain average methods.
1)Bigger memory requirements than all previous methods.
2)Prediction quality can still be quite poor for individual instances.

Caveats
3)Does not include any option to use in situ sampling to improve predictions
4)Requires a large amount of domain sampling compared to previous methods35
5)Holte et al HDM (Section 4.3.3)
Advantages

1)More precise than Korf’s HDM.
1)Much bigger memory requirements than all previous methods.

Caveats

2)Prediction quality can still be significantly improved using in situ sampling.
3)Requires an even larger amount of domain sampling than regular HDM

4.4

Conclusion

In this chapter we looked at two possibilities for the run-time formula. A generic parametric model or the more simple average time per node model. The decision depends
on two factors: prediction quality and sampling costs. We did not find a significant difference in prediction quality in our experiments. Hence the decision only depended on
which formula required the least amount of sampling effort. As explained in chapter 3
we use a structure called the Culprit Counter Lattice (CCL) to account for the number
of generated nodes per heuristic subset. If we are forced to separate generated nodes into
two categories (internal and leaf nodes) then we would need to use two separate CCLs to
35

One per heuristic subset per domain. If there is a large number of heuristic subsets then the overall
sampling time could be much bigger than the time it takes to solve a large suite of problems.
36
The method exponentially increases the amount of sampling and storage required, per heuristic
subset, when adding to the context the parent heuristic variable. Even more sampling and storage effort
are required if adding grandparent heuristic value to context. It is not clear if it is possible for large
heuristic powersets.

36
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Table 4.3: Advantages and Caveats of Domain Based Sampling vs In Situ Sampling

Advantages

Caveats

Advantages

Caveats

Domain Based Sampling
1)Only needs to sample search space once. Hence cost of sampling
is spread out over all problems to be solved.
2)Optimality can be improved by using context dataa
1)Need to sample enough to make a good decision on average.
2)Context based sampling significantly raises sampling costs.
3)Optimality is dependant on individual problems behaving similarly to the “average”
problem. The bigger the standard deviation, the less accurate the model.
4)Sampling cost is very high unless the suite of problems to be solved is large enough
to justify it.
In Situ Based Sampling
1)Optimality can be adjusted as needed on a problem by problem basis.
2) No limit on maximum optimality on a problem by problem basis.
3)Overall in situ sampling effort can be significantly less than the overall domain based
sampling. It depends on the overall solving time versus overall sampling time.
1)Every problem needs to be sampled.
2)Sampling effort grows exponentially.
3)But the more sampling effort the slower optimality grows.

a

E.g. Different heuristic distributions based on the state type or based on the h-value of the parent,
grandparent,etc.

keep track of generated nodes and internal nodes per heuristic subset. Hence the decision
was easy. We used as a run-time formula for RIDA* the average cost per node formula
because it is approximately as precise as the more detailed parametric model (see section
4.2) and requires the least effort to populate its parameters. For the same reason we decided to use the Heuristic Branching Factor model as it is the node generation prediction
formula that gives good predictions with a reasonable amount of in situ sampling.

4.5

IDA* Modelling Relevant Literature

This is a selective account of the relevant papers and text books, for this thesis, regarding
time models for IDA*. Note that throughout the thesis37 these papers are cited and
discussed extensively. This is just a brief and selective account.
37

Mostly in chapter 4

4.5 IDA* Modelling Relevant Literature
1. [Pearl, 1984] The standard approach used to be to characterize a heuristic search
tree as a uniform search with an effective branching factor. The depth would then
be the F-bound. The effect of the heuristic was thought to be to reduce the effective branching factor, compared to the brute force search tree. This model had the
advantage of enabling heuristic comparison by just checking a one dimensional number. The caveat is that the effective branching factor changed with the F-bound.
The solution was to show tables in which, for each depth level a different branching
factor was given. Also note that the number of generated nodes used to be thought
as the critical factor regarding search performance. Overall run-time was considered to be an unsuitable measuring dimension as it was affected by hardware and
implementation quality issues.
2. [Korf et al., 2001] This paper changed how the heuristic culling effect was characterized. It claimed that as the effect of a heuristic is solely to decide whether a node
was expanded, it had no effect on the effective branching factor. [Korf et al., 2001]
claimed that the correct interpretation of the heuristic effect was to reduce the
effective depth.
It also introduced two new methods to estimate the number of nodes generated at a
given F-bound. The first one was called Heuristic Branching Factor (HBF). HBF is
defined as the growth ration between two consecutive iterations. [Korf et al., 2001]
noticed that the HBF tended to an asymptotic value which got closer to the brute
force branching factor as the search tree grew in size.
But as [Zahavi et al., 2008] noticed, the run-time distribution is problem-specific.
Korf’s approach was to not stop once the goal was found. IDA* does stop once the
goal is found38 . He also averaged out a large amount of random initial states. This
resulted in the domain average HBF being equal to the brute force branching factor.
But for individual problems this is a different story. In our experiments we noticed
38

In our case we stop once the last iteration is finished. This is to avoid stochastic effect when comparing
our results to other implementations. Otherwise the order operators are applied in could change the actual
comparative results
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that the HBF was asymptotic but its actual value was problem-specific. We used
the in situ HBF as our node prediction method because it is simple to use, accurate
enough for selecting good heuristics, and requires little sampling effort compared to
other methods.
Finally [Korf et al., 2001] presented a prediction method based on the distribution of
heuristic values. We call this type of method HDM. Korf’s method was very accurate
if used to predict the number of nodes generated for a very large problem suite. But
as [Zahavi et al., 2008] showed it could be quite inaccurate when predicting the
number of nodes for individual problem instances.
We decided not to use HDM methods for in situ heuristic selection because of three
reasons. Firstly they are very memory intensive compared to using HBF. We would
need to store a heuristic distribution matrix for each heuristic subset. Secondly
in situ calculations of the heuristic distribution matrix for each possible heuristic
subset would be computationally more intensive than using the HBF. Finally individual problem instances bias the in situ heuristic distribution of values towards the
initial state. As the search trees grow bigger their HDM will look more like the domain average. Hence we would need to calculate the domain average HDM for each
heuristic subset. This thesis proposed in situ heuristic selection method aims to select heuristics when given a large heuristic powerset. Calculating millions of HDMs,
even if only once for the domain, is not a practical proposition for domains like
the Twenty-four puzzle39 . Summarizing, for in situ prediction we needed a method
which is precise enough to select good problem-specific heuristics for comparatively
low sampling costs. That method is the HBF.
Finally this was the first paper we read which made the point of measuring IDA*
search performance by predicting the overall run-time. The number of generated
nodes as the sole performance measurement had become obsolete. The advent of
more complex heuristics forced to take into account algorithmic factors which had an
39

And even worse when not solving thousands of problems, e.g. Towers of Hanoi
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impact on the heuristic evaluation overhead. For example, given a set of heuristics
with the same evaluation overhead, we need to take into account that the more
heuristics used, the bigger the overhead per generated node.
3. [Zahavi et al., 2008] This paper made great improvements on [Korf et al., 2001]
Heuristic Distribution Method(HDM). Firstly it noted how HDMs could be quite
inaccurate for individual problem instances. It presented the following modifications
to make them more accurate for individual instances.
Firstly it suggested adding context-specific information. For example the state type
on a domain, e.g. central, side or corner for slide puzzles, tends to have a effect
on the heuristic distribution of values. The more context-specific categories used in
the HDM, the more accurate it becomes. But it must be noted that also the more
context-specific categories, the bigger the memory footprint of each HDM for each
heuristic subset.
Secondly it proposed a hybrid method no which some initial sampling would be
done of the problem’s search tree up to a arbitrary radius. Then the domain average heuristic distribution could be applied to each of the in situ generated leaves.
We follow a similar approach but completely in situ. RIDA* samples the initial
iterations up to an arbitrary capping limit. The capping limit is a domain average
parameter which coarsely determines when enough information has been gathered to
make accurate enough predictions. Then we use the HBF for the last two iterations
as the asymptotic value for the rest of the problem. This is based on our experiments
showing that each heuristic subset showed a problem-specific asymptotic HBF.
This paper did not solve the issues we had with HDMs. Accuracy was improved for
individual instances but at the cost of making HDMs much more memory intensive.
Secondly, HDMs would be even more computationally intensive to calculate in situ.
Every heuristic value would have to be sorted according to its context features.
Finally we would still need to calculate the HDMs for the domain. Even though
this is a one time cost when the number of heuristic subsets is quite large it becomes
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impractical, e.g. for a Hundred heuristic set there are 1002 = 1.26 ∗ 103 0 subsets.
Even after limiting the combination degree it would take a very long time to do good
HDM for millions of possible subsets. The in situ HBF only requires the number of
generate nodes, for the current and previous iteration, for each subset.
4. Perimeter Search Performance [López and Junghanns, 2002]: This paper is the only
one we have found that performs a parametric time model of IDA*. We described it
section 2.9.2. It was the inspiration to try a more detailed parametric model instead
of the “average overhead per node” model. We agree with the paper’s rationale but
a more detailed parametric model is not a more accurate model for this thesis
setup. We have two reasons to explain this apparent contradiction. Firstly the
major cost factor for our IDA* implementation is the average heuristic evaluation
time. The heuristics we used, lexicographically indexed PDBs, are expensive to
evaluate. Hence the major factor determining the average overhead per node is
how many heuristics are present in the chosen subset. Secondly, the ratio between
internal nodes and generated nodes tends towards the brute force branching factor
for large search trees. Even if heuristics were very cheap to evaluate, compared
to node expansion costs, an “average overhead per node model” would create a
weighted average of the different tasks. If the ratio between the algorithm’s main
tasks are stable, this weighted average is as accurate as the detailed parametric
model. A detailed parametric model, as described by [López and Junghanns, 2002],
can only be significantly more accurate than the “average overhead per node” if, for
whichever reason, the ratios between the main algorithm tasks do not stabilize for
large search trees.

5
Extended Literature Review

5.1

Introduction

This chapter discusses those areas of the literature which, even though are not directly
related to optimal heuristic search selection, have elements in either the problem they try
to solve or their suggested solutions which connects them to RIDA*.
Following is a brief list of each of the major research areas which in some degree
overlap with RIDA* heuristic selection. Some of these areas have their own section on
this chapter as well when more detailed discussion is needed..
1. Generic Heuristic Creation using Abstraction Technique(GHCAT)
The main idea in GHCAT [Helmert and Ludwigs, 2007] is that the manual re105
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laxation used to create memory-based heuristics can be automated.

It is im-

portant to note that this heuristic creation algorithm does not use in situ sampled data to generate heuristics(unlike [Haslum et al., 2007], discussed in §2.9.1).
[Helmert and Ludwigs, 2007] introduce techniques which result in some degree of
tailoring the generated heuristic to the goal description. But all the main decisions
are made on a domain basis. RIDA* also does some decisions which limit the sampling effort and the heuristic search space(Credit Assignment Problem) on a domain
basis but, given those limits, it automates heuristic selection on a problem basis.
Brief discussion follows:
GHCAT(or PDB generation techniques) can not create perfect (informedness) heuristics for “hard” domains due memory limits. So instead it uses some domain decisions
which result on which heuristics are created:
(a) abstraction size limit: By limiting the maximum number states in the
heuristic it effectively decides how many heuristics make up the available
heuristic set. For some domains it was more efficient to have the biggest possible abstraction size limit(so one heuristic only) while for others it was more
efficient to generate several heuristics and take their maximum value. Note
that RIDA* is designed take such a heuristic set as an input and use it to
do an in situ problem specific heuristic selection. Abstraction size limit is a
domain-based decision.
(b) Linear Merging Strategy: GHCAT merges each variable in the abstraction
in a specific order. They use some rules of thumb (basically prioritize variables
which are connected(by operators) to the ones already present in the current
abstraction and give preference to variables listed in the goal description).
Still ties do happen so they used a tie-breaking mechanism borrowed from the
FF planner. Changing the order on which variables are merged changes the
resulting heuristic. Linear Merging Strategy is a domain-based decision.
GHCAT choices of abstraction size limit and linear merging strategy is effectively a

5.1 Introduction
way of selecting heuristics. In this sense it can be compared to RIDA*:
(a) GHCAT does best on average choices (it tries different strategies until it is
satisfied with the actual results. The actual tests to find good heuristics are
not reported in the paper, only the results when using the “best-on-average”
choices.). This is the same “best-on-average” tuning used in [Holte et al., 2006]
to generate good PDB-based heuristics for N-puzzles. The heuristic creation
mechanism is different but the decisions are still domain-based. RIDA* does
problem-tailored choices based on in situ sampling and a parametric model.
(b) But RIDA* also makes two best-on-average domain decisions which limit the
heuristic combinations it can select: Capping Limit and Maximum Combination Degree. RIDA* automation of problem-based heuristic selection is not
finished, but it is a significant step on that direction.
Summarizing the connection between RIDA* and GHCAT is that they both select heuristics. GHCAT can generate heuristics from a domain description while
RIDA* needs a heuristic set. But RIDA*’s current focus is heuristic selection, not
heuristic generation. RIDA* has a more sophisticated selection mechanism than
GHCAT’s “best-on-average” approach . RIDA* does in situ sampling and uses a
parametric model to select heuristics. GHCAT originality is the way it creates abstractions based heuristics beyond PDBs, but in terms of heuristic selection it does
the usual ”best on average” approach combined with rules of thumb. As previously
stated an alternative in situ selection mechanism was presented by some of these
authors in [Haslum et al., 2007], discussed in §2.9.1. [Helmert and Ludwigs, 2007]
does not present an alternative selection mechanism to the usual best-on-average
methodology. In this sense RIDA*’s principles could be used to automate tailoring
[Helmert and Ludwigs, 2007] domain-based decision to each problem instance. This
is discussed in section 7.3.1.
2. Hyper-heuristics
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This is a new field which deals with heuristic selection in the context of Operational
Research(OR) field. There are some significant differences between OR and RIDA*
problems. The most significant one is that in most OR problems optimal solutions
are not required. Another significant difference is that some of the used “heuristics”
are based on rules of thumb while RIDA* is used in this thesis to select heuristics
which are admissible distance estimations. Hyper-heuristics are included in this
literature review because they have the same fundamental problem as RIDA*, i.e.
how to efficiently make good heuristic selections on a problem basis. Hence both
fields,optimal heuristic search and OR, should benefit from being aware of each
other strategies. For more details please read §5.2.

3. ABSOLVER
ABSOLVER is a renowned algorithm which can generate heuristics automatically
from problem definitions [Prieditis, 1993]. It uses the “relaxed problem” method
among other techniques. One problem with this and other heuristic generation techniques is that it frequently fails to get a single “clearly best” heuristic [Russell and Norvig, 2002,
Sec3.6,p.105,Int Ed].

Hence RIDA* raison-d’etre:To automate problem-specific

heuristic selection. [Russell and Norvig, 2002] still suggest that no choice is needed
as using the Maximization approach(Definition A.3.11) clearly dominates all other
possible combinations and keeps admissibility. But this ignores the major problem
with the Maximization approach, acknowledged in all modern relevant literature,
namely that the Maximization technique is only guaranteed to dominate all other
combinations size-wise but not time-wise. Heuristic search performance is determined by how long it takes to find a solution, not by how many nodes were generated. Hence the default option of Maximization is not always the best option,
as repeatedly stated throughout this thesis. For a comparison between RIDA* and
ABSOLVER heuristic selection please see section 5.3. For a discussion on RIDA*
potential usefulness with respect to ABSOLVER heuristic generation techniques see
§7.3.3,p.212.

5.1 Introduction
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4. Portfolio based Planner(PbP) PbP[Galvani et al., 2009] is a portfolio planner
which was the winner of the IPC-2008 learning track planner competition. It configures a portfolio of seven planners by selecting a promising combination of planners.
Its connection to RIDA* is that they face a similar problem:RIDA* makes selections from a competitive heuristic set while PbP makes selections from a competitive
planner set. In this sense available planners are akin to heuristics. PbP’s planner’s
selection is made on a domain-basis, hence it is a “best-on-average” approach. As
there is no obvious way on which the planners can be combined to collaborate on
the actual search1 , a round robin combination strategy is used instead of the Maximization or Randomization approaches available for heuristics. Which planners to
combine, which time slots and in which order are decisions made by the PbP planner. PbP decisions are made using a machine learning approach, i.e. statistics are
used to determine good decisions on a domain basis. For a discussion on RIDA*
potential usefulness with respect to PbP see the conclusions chapter.
Even though PbP selection is a “best-on-average” approach it is different from the

other “best-on-average” approach discussed in this chapter([Holte et al., 2006],[Helmert and Lu
because of two reasons: Firstly it features a sophisticated selection mechanism and
secondly and more importantly the selection mechanism is actually discussed in
the paper. Following we briefly discuss the selection methodology used and how it
relates to RIDA*’s in situ selection.
(a) Each planner2 is run on a training set(presumably representative of the domain).
(b) Time slots are learnt, i.e. how long it takes for a planner to solve {25,50,75,80,. . . }%
of the training suite.
1

[Long and Fox, 2003] had some success combining two specific planners by dividing the problem
description into two different problem “types“, one for each planner. But it was found exceedingly
difficult to generalize this approach to more planners. A more generic approach which can collaboratively
combine any set of planner to solve a problem has not been developed yet (if ever)
2
The planners are combined with sets of macro-actions. Hence the available selection is of planner and
macro-action pairs. But this is not relevant to our discussion, whichever way each planner is configured
count as an input heuristic for RIDA*.
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(c) If a problem is not solved, it is then allocated twice the corresponding CPUlimit(15 minutes in this case)
(d) Planner combination(round-robin) results are simulated and ranked using Wilconson sign-rank test.
(e) The difference in execution times are normalized. Small problems count the
same a big problems.
(f) Finally the Maximum Combination Degree is set to 3 planners. This is set up
empirically.
(g) The selection is made by creating a DAG where each node is a combination of
planners. An edge from node C1 to C2 indicates that C1 performs better. All
strongly connected nodes are collapsed into a single node.
(h) Any nodes without incoming nodes is a candidate to be the best combination
on average for the domain.
(i) If there is more than one candidate tie-breaking rules of thumb are used,e.g.
number of solved problems, sum of nomalized CPU ratios, etc.
RIDA* currently makes empirically determined domain-based decisions(capping and
Maximum Combination Degrees) to limit the heuristic search space(Credit Assignment Problem, definition ). The actual problem based selection is based on in
situ sampling and using a model to predict future performance. As in Hyperheuristics(§5.2), PbP’s selection mechanism offers an alternative method to navigate
the heuristic search space and find good candidate heuristics. The connections are
three-fold:
(a) RIDA* does not generate heuristics but needs them as an input. The PbP
methodology, minus tie-breaking rules, could be used to provide RIDA* with
a competitive(good for the domain) set of heuristics.
(b) PbP’s greedy heuristic search methodology(Using fixed time-slots to rank heuristic combinations, creating a DAG in which each node would be a heuristic

5.2 Hyper-heuristics
combination, etc.) could be adapted to become an alternative to RIDA*’s
comprehensive search of the heuristic search space.
(c) Finally PbP, unlike RIDA*, learns which is the best order on average to combine the planners. Evaluation order does not impact the performance of regular
IDA*. But if Early Termination(Definition A.1.1) is used, then ordering the
heuristics could significantly boost performance, e.g. if h1 prunes 80% of evaluated nodes and h2 prunes 10% then it makes sense to evaluate h1 first when
using Early Termination.
PbP selection mechanism is automated(besides the combination degree limit, which
both RIDA* and PbP set manually on a domain basis) but it is still a best-on-average
approach. The same criticism this thesis makes of best-on-average approaches to
heuristic selection applies to PbP’s planner selection. PbP renounces finding the
ideal combination of planners for each problem. RIDA* automates heuristic selection on a problem basis.

5.2

Hyper-heuristics

5.2.1

Introduction

The field of Hyper-heuristics(HH) is an emerging field in operations research(OR). The
main source for this section are [Burkel and Kendall, 2005] and [Burke et al., 2010]. The
authors in [Burke et al., 2010] describe hyper-heuristics as :
A set of approaches which are motivated (at least in part) by the goal of
automating the design of heuristic methods to solve hard computational search
problems
. [Burke et al., 2010] distinguishes between two main HH categories: heuristic selection
and heuristic generation. This main interest of this thesis is heuristic selection. The
authors remark that the main idea is to design generic methods which produce solutions
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of acceptable quality based on a set of easy to implement low-level heuristics. That is
RIDA*’s goal as well. RIDA* uses its sampling and prediction modules to select heuristics
from a given set. As long as RIDA*’s main assumptions are met3 , it can be used for any
set of input heuristics,albeit with the caveat that some empirical analysis is needed for
each new domain to fine-tune RIDA*’s domain-based parameters4
It is very important to understand that heuristics in HH mean something quite different
from heuristics in Heuristic Search. Heuristics in Heuristic Search predict the distance
from the current state to the goal. This prediction might be admissible,consistent or
neither. Heuristics in HH are pruning rules which help guide the search in the state-space
towards building or improving a solution. But HH is still very relevant as it shares with
RIDA* the objective of automating search when given a set of domain-specific options
(heuristics).
There are significant differences between the type of problems HH and RIDA* are
trying to solve:
1. RIDA* does optimal search in the solution space while hyper-heuristics OR field
usually does not require optimality. Greedy stochastic search methods can lead to
different solutions of varying solution quality. Hence solution quality is a major
factor in heuristic selection/generation for the HH field. This is not the case for
RIDA* as it is guaranteed to find an optimal solution(eventually)5 .
2. Most of the low-level heuristics used in the HR field are rule-based and give no
estimation of solution distance. RIDA* heuristics give an admissible estimation
of solution distance. Future performance of admissible heuristics, when doing an
iterative search like IDA*, is generally easy to model6 .
3

heuristics are admissible, searching for optimal solutions.
Namely average cost per node as a function of the heuristics used, capping limit and Maximum
Combination Degree. See In Situ Approach Chapter 2 for more details.
5
Any greedy method in RIDA* is used to speed up searching the heuristic search space, hence it
does not guarantee finding the optimal heuristic combination. But the search in the solution space is
guaranteed to be optimal as long as its input set is admissible. This is the case even if heuristics selection
is completely random.
6
In our case we use the Heuristic Branching Factor but there are other more accurate (and computationally expensive), see chapter 4 for more details.
4
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3. Also it is easy to combine admissible heuristics on a node-level, e.g. maximizing or
randomizing, while many of HH’s “low-level” heuristics are not so easy to combine,
e.g. in rule-base heuristics for packing many heuristics give conflicting directions
regarding which operator to apply next or which item to pack next. Hyper-heuristics
choice then becomes to choose a single heuristic of the available set and not, as
RIDA*, which subset is best. But do note that the constructive approach selects
permutations of heuristics, on which each heuristic is applied sequentially to generate
a solution to the problem. In that case the size of the heuristic search space is
exponential with respect to the number of heuristics available.
[Burke et al., 2010] state that there are two fundamental ideas behind hyper-heuristics:
1. Heuristic selection is a computational search problem in itself
2. Search methodologies could be improved significantly by incorporating learning
mechanisms which can adaptively guide the search
This thesis addresses both ideas. Most of this thesis went into addressing and reducing
the difficulty of heuristic selection. One main contribution of RIDA*, to reduce heuristic
selection inherent computational effort, is the HUST structure7 (Chapter:3). Secondly, in
order to adaptively guide the search, RIDA* uses a formula to predict in situ heuristic
performance.

5.2.2

Classification

RIDA* can be identified as a hyper-heuristic method according to [Burke et al., 2010]
definition:
A hyper-heuristic is a high level approach that given a particular problem
instance and a number of low-level heuristics, can select and apply an appropriate low-level heuristic at each decision point.
7

HUST eliminates redundant node duplication while sampling all possible heuristic subset selections
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In this context RIDA* can be described as a hyper-heuristic method for optimal search,
which uses IDA*, whose decision point is each problem instance and iteration8 .
A classification of hyper-heuristics is made in section 3 of [Burke et al., 2010]. This
classification is based on “the nature of the heuristic search, and the source of feedback during learning.“. According to this classification I situate RIDA* as a heuristic
selection,online learning, hyper-heuristic. RIDA* does not generate heuristics so it is a
heuristic selection hyper-heuristic. RIDA* is categorized as ”online learning” because it
uses the feedback from the search process to choose a heuristic. Offline approaches, as defined in [Burke et al., 2010], use a set of training instances to generalize heuristic selection
to new instances. In this thesis we have compared RIDA* on-line selection of PDB-based
heuristics to alternative methods which use off-line learning methods [Holte et al., 2006]
or no learning at all (Maximization or Randomization approaches). Of course the ”offline“ learning method were applied to high-quality heuristics. The way to generate these
heuristics is usually based on offline learning methods.
[Burke et al., 2010] further classifies the “low-level” heuristics (which this thesis call
the input heuristic set). The authors categorize the input heuristics as either perturbative or constructive. Hyper-heuristics use perturbative heuristics to improve a candidate
non-optimal solution through a process of selecting heuristics. Hyper-heuristics using
constructive heuristics start with an empty solution. Constructive hyper-heuristics select and apply “low-level” heuristics sequentially to build a complete solution, albeit not
guaranteed to be optimal. RIDA* is closer to the constructive approach but it does not
apply fully. In optimal search no part of the solution path is “set” until whole optimal
solution path itself has been found. It is more correct to add a new category, lets call it
optimal, which groups all admissible heuristics and optimal search algorithms. RIDA* as
a hyper-heuristic selects and applies those “low-level” heuristics which best, i.e. smallest
overall search time, work together to eliminate non-optimal paths for the current problem
instance.
8

RIDA* decides, after each IDA* iteration has been finished, whether it has made enough sampling
to select a heuristic subset. RIDA*’s “decision”(heuristic selection) holds for the rest of the problem.

5.2 Hyper-heuristics
Also the hyper-heuristic heuristic selection strategy is divided into the following categories: Hill-climbing, Genetic Algorithms, Meta-heuristic, Fuzzy Systems, Case-based
Reasoning, Classifier Systems, and Messy Generic Algorithms. RIDA* could follow any
of the listed “greedy approaches”9 to search the heuristic space. Note that using greedy
methods to search the heuristic space does not preclude from guaranteeing an optimal
solution. RIDA* will find optimal solutions as long as it uses an optimal search algorithm
on its third phase(Solving Phase)10 . RIDA* actually has a couple of features which make
its heuristic search “greedy”:
1. Capping limit which is used to determine when to stop sampling each heuristic
candidate. RIDA*’s empirically-determined capping limit aims to both limit the
sampling effort with respect to the overall search time, and also to ensure that poor
quality heuristics do not take most of RIDA*’s sampling effort.
2. Maximum Combination Degree: a limit, on how many heuristics can be combined
at the same time, is imposed if the Credit Assignment problem(§3.3) is too computationally intensive to efficiently solve in situ. This approach benefits from the
fact that combining too many heuristics leads to Diminishing Returns (Definition
A.1.5).
But besides these two limiting factors RIDA* comprehensively searches the heuristic
search space to find good candidates. It is beyond the objective of this thesis to test
the many different “greedy” approaches that could be used instead. Thanks to the Diminishing Returns property(Definition A.1.5), the comprehensive approach works well for
reasonably sized input sets. A traditional greedy approach would be necessary for a very
large heuristic input sets. This is listed as future work in §7.2.4.
The Meta-heuristics category is particularly interesting to this thesis because it is
based on search methods which separate the regular search space for a solution from the
9

Hill-climbing, Genetic Algorithms, Fuzzy Systems, and to a lesser degree CBR and classifier systems
are “greedy” because they do not exhaustively search all the possible heuristic combinations.
10
Once RIDA* selects a combination the rest of the search proceeds as normal using IDA* but there
is no reason to use other optimal search algorithms like A*. Which optimal algorithm to use depends on
how many different paths lead to the same state on average.
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search in the heuristic space(meta-heuristic). RIDA*’s approach to search in the heuristic
search space is to use feedback from the regular search space (Sampling Phase) to find good
heuristic combinations. Three different papers are mentioned in this category: Variable
Neighorhood Search(VNS) with Iterated Local Search(ILS) by [Ahmadi et al., 2003],Tabu
Search(TS) by [Burke et al., 2007] and [Qu and Burke, 2009]:

1. [Ahmadi et al., 2003] has a continuous11 heuristic search space. [Ahmadi et al., 2003]
uses Variable Neighborhood Search to find good combinations of the parameterized
heuristics for examination timetabling problems. The search in the heuristic search
space is greedy, namely they start with 50 random heuristics and then use local
descent in a variable neighborhood search framework. The only point in common
with RIDA* heuristic search is that they both search the heuristic search space. The
main difference in the heuristic search space problem is that RIDA* search space is
a discrete set. Hence for [Ahmadi et al., 2003] it is necessary to use greedy search
methods while for RIDA* comprehensive methods, albeit with capping and M.C.D
limits, are possible.

2. [Qu and Burke, 2009]is of particular interest because, as a continuation of [Burke et al., 2007],
it reviews different approaches (VNS,ILS,Steepest Descent) against [Burke et al., 2007]
Tabu Search. It is interesting that one of the main strength of the hyper-heuristic
approach,according to the authors, is that it generalizes problem solving. Domain
information is contained in the “low-level” heuristics while the hyper-heuristic search
algorithm is generic and portable. This makes this kind of approach competitive
with domain-specific approaches but still fairly portable to other domains. RIDA*’s
objective is also, in the context of optimal search, to generalize as much as possible
heuristic search. RIDA* also encapsulates domain knowledge in the input heuristic
set while the RIDA* algorithm itself is generic12 .
11

Part of the heuristic definition is weights which can be adjusted, hence the heuristic search space is
continuous
12
Albeit some parameter adjustment (M.C.D, capping limit) might be necessary on a domain basis.
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One of [Qu and Burke, 2009] conclusions is of interest to this thesis: Hybridization of
the heuristic search space framework with local search operating on the solution space
greatly improves the performance of the system. The authors remark that hybridization
of search methods, and not the choice of a particular neighborhood structure, made the
biggest difference to performance in the time-tabling domains tested. First we need to
explain what the authors meant by neighborhood structures and “hybridization”:
1. Neighborhood structures:Hyper-heuristics do not search the heuristic search
space comprehensively. The high-level heuristic search use operators, e.g. change
only one heuristic at a time randomly, to jump to different areas of the heuristic
search space. A “neighourhood” in the heuristic search space is then defined by
which areas of the heuristic search space can be reached from any other area. This

depends on the type of operators used to sample the heuristic search space.[Qu and Burke, 2009]
tested a series of greedy methods previously used by hyper-heuristics: (Steepest Descent, Tabu Search, Iterated Local Search, Variable Neighourhood Search).
2. Hybridization: Each of the points in the heuristic search space is associated with
one solution in the solution search space. [Qu and Burke, 2009]found a way to
improve solution quality by doing local greedy searches in the solution search space,
centered in each of the associated solutions found in the heuristic search space, to
find local optima. It is significant to note that [Qu and Burke, 2009] claims that
this hybridization, and not the type of method used to search the heuristic search
space, made the biggest difference to performance.
[Qu and Burke, 2009]’s approach, uses permutations of low-level graph heuristics13 to
construct complete solutions. Different heuristic selection method were tried (the favorite
for this domains for the hybrid GHH method was Iterative Local Search). For each
permutation of the available heuristics there are possibly different solutions of varying
quality. The quality of each solution is used by GHH as the objective function for the
high level heuristic. This is quite different from RIDA* problem in which non-optimal
13

Graph heuristics are preference-based heuristics in terms of a supplied difficulty measure.
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solutions are unacceptable. As long as all the heuristics are admissible and an optimal
search algorithm(e.g. IDA*) is used all the heuristics lead to solutions of the same perfect
“quality”. RIDA*’s selection of different heuristics might lead to finding different solution
paths but all of them will have the same cost, they are optimal. The point in common
between RIDA* and GHH is that both methods search the heuristic search space and try
to optimize an objective function. RIDA* objective function is the parametrized expected
run-time while GHH tries to optimize solution quality14 .
RIDA* could benefit from trying more greedy approaches to find good heuristic combinations15 . As explained in the HUST chapter(Chapter 3) as the input heuristic set gets
bigger the Credit Assignment problem(§3.3) becomes more of an issue. At some point a
comprehensive search of the heuristic search space becomes impractical, specially when
doing in situ sampling. Then the remaining option for RIDA* would be to try to find
good heuristic combinations using greedy approaches.
RIDA* does a somewhat greedy search of the heuristic search space. Currently RIDA*
does a “brute force” search of the heuristic search space up to a certain Maximum Combination Degree. This works reasonably well for the domains and heuristic sets used in this
thesis thanks to the Diminishing Returns property(Definition A.1.5). But RIDA* could
benefit significantly from using greedy search methods to raise the maximum number of
heuristics which can be efficiently managed. At the moment if RIDA*’s input heuristic set
is too big (empirically determined to be around a hundred heuristics) the current heuristic
search mechanism is forced to cap the Maximum Combination Degree bellow the optimal
level.
To summarize, given a large input heuristic set, RIDA* using greedy search methods
could find better solutions in the heuristic search space. Most of the research in hyperheuristics is focused in doing good greedy searches to improve solution quality. The same
14

“GHH objective function maps the heuristic permutations to the penalties of the corresponding
timetables.”[Qu and Burke, 2009]
15
Note that RIDA*’s search in the heuristic search space does not need to be comprehensive to guarantee
optimality in the solution search space. RIDA* does not guarantee optimality in the heuristic search space,
it only tries to find good heuristic combinations. RIDA* guarantees optimality in the solution search
space with any of the possible heuristic combinations.
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methods could be useful, given a very large heuristic search space, to find good heuristic
combinations in a reasonable amount of time.
Finally note that, as far as the literature reviewed in this thesis, hyper-heuristics does
not seem to be concerned with balancing the computational search costs in the heuristic
search space with the costs of searching the solution search space. RIDA* aims to be
competitive with state-of-the-art solutions even after including the costs of searching the
heuristic search space. This is a significant difference which can be explained by the
different objectives in each field. “Classical Optimal heuristic search” aims to find an
optimal solution as fast as possible while the hyper-heuristics objective is to find the
best possible quality solutions(associated to a selection of low-level heuristics) withing a
reasonable time limit.

5.3

ABSOLVER II

ABSOLVER II[Prieditis, 1993] uses abstractions to create heuristics. For example, Manhattan Distance heuristic for N-puzzles can be generated by ignoring the “BLANK at”
condition. ABSOLVER II also uses a means-end analysis search control strategy to create
admissible heuristics. So ABSOLVER II has a mechanism to select which abstractions
will result in good heuristics. This is akin to RIDA* selection of heuristics problem and
the reason why ABSOLVER II is relevant to this thesis. This section reviews II selection
mechanism in relation to RIDA*.
Firstly ABSOLVER’s selection mechanism, unlike RIDA*, makes domain-based decisions only. So the same criticism applies as with other “best-on-average” methods. It
renounces generating the best possible heuristic for each problem instance. However, note
that ABSOLVER’s selection mechansim is still of
ABSOLVER’s discovery of efficient heuristics relies on finding abstractions which can
be “sped-up”16 . [Prieditis, 1993] has the same problem as Hyper-heuristics and RIDA*:
It is not practical to check every possible heuristic, the heuristic search space is too large.
16

ABSOLVER has a catalog of speed up transformations which can significantly improve the heuristic’s
performance.
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ABSOLVER II uses rules of thumb, in the form of a ““Difference” table, to limit which
speed-ups will be tried as a function of which abstraction was used to generate the heuristic. This is akin to RIDA* limiting the Maximum Combination Degree(M.C.D) because
we know that the Diminishing Returns(Definition A.1.5) property makes it unlikely to
find good heursitic combinations above a certain combintion degree.
Absolver uses the Difference table and another set of two-rules of thumb to derive the
heuristic: 1- The less information dropped, the better and 2- All abstracted problems
must be sped up.
ABSOLVER II’s sequentially uses three tecniques to generate a heuristic. As soon as
a technique is applicable ABSOLVER applies the abstraction:
1. Find and remove redundant operators(Composer).
2. Divide the abstraction into two(or more) independent subproblems(Dropper).
3. Find and remove redundant operators with a different set of abstractions(Summarizer).
These set of techniques is called recusively to create a hierarchy of heuristics which makes
it more efficient to compute the next heuristic in the hierarchy. This is akin to the HH
method of building a partial solution by sequentially selecting heurisitcs. The following
two subsections examines the selection mechansims used in Composer and Dropper. Summarizes is quite a simple rule which applies a composition called “parity” unless another
one called “count” is available.

5.3.1

Composer

The heuristic search space in this case is made of all the possible composition of abstractions. The first thing ABSOLVER does is to limit this compositions to pair-wise operations. This is akin to limiting the M.C.D in RIDA* to reduce the heuristic search space.
More interestingly, Composer uses a greedy search algorithm made of a standard hillclimbing algorithm and a meta-heuristic. The meta-heuristic, called “similarity”, counts
the number of operator-pairs which are equal. “similarity” is another rule-of-thumb, the
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more common operators the more likely it is that the composition will lead to redundant
operators. Finally any ties are broken arbitrarily. Note that these tie-breaks will lead
to heuristics which in principle have the same quality for the domain but might perform
significantly different on a problem basis. RIDA*’s in situ selection mechanism could be
quite useful for problem-specific tie-breaking. This is discussed in §7.3.3(p. 212).
As commented in the HH section(5.2), hill-climbing would be one of the methods
to test to make RIDA*’s navigation of the heuristic search space more efficient. The
rule-of-thumb used here( counting the number of common operators) does not have a
direct translation to RIDA*’s heuristic selection. But the main idea is exportable: when
combining heuristics, the less redundancy the better in general. Rules-of-thumbs can
be quite useful in guiding the navigation of the heuristic search space. RIDA* could
use a similar rule-of-thumb when using PDBs, e.g. create a meta-heuristic which ranks
heuristic combinations according to how many objects in common their groupings share.
This meta-heuristic could be used to guide a greedy search of the heuristic search space.
Finally Composer stops when the number of uninstantiated operators is 75% of the
number of original operators. This is another “best-on-average” factor which could be
tweaked on a problem basis if using RIDA*.

5.3.2

Dropper

Dropper is made of two subprograms(Pairwise and Combine) which it applies sequentially.
For each pair of literals in the goal description, Pairwise drops elements until the pair
of literals become independent. Pairwise can drop more conditions than necessary to
ensure factorability. It uses a greedy search to try to add back dropped preconditions.
Combination’s job is to ensure that higher-order combination of literals (triple and more)
do no make the resulting abstraction un-factorable. It uses IDA* with two meta-heuristics
to union the dropsets until no conflicts exist. The meta-heuristics are: 1- Union the drop
sets which make the most literal pairs independent and 2-Ignore drop sets which only
make one goal literal independent from another. Dropper uses a combination of greedy
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search and rules of thumb to reduce the search of the heuristic search space. While some of
this rules of thumb(also called meta-heuristics in this paper) are not directly translatable
to RIDA*’s heuristic search selection their main idea is: Meta-heuristics are a useful way
to reduce the size of the heursitic search space as long as it leads to selecting combinations
on which the individual heuristics complement each other well.
Both HH and ABSOLVER show that the difficulty of dealing with large heuristic
search spaces can be dealt with by using a smart combination of rules of thumb and
greedy search techniques. RIDA* currently does comprehensive searches in the heuristic
search space and works well for the sets and domains used in this thesis. But in order to
further generalize RIDA* it would be useful to explore general rules of thumb and greedy
search techniques. This goes beyond the original objectives of this thesis and is future
research.

6
Experiments

6.1

Introduction

This chapter contains most of the experimental results for this thesis. This chapter shows
the Reconfigurable Iterative Deepening A*(RIDA*) search engine experimental results.
RIDA* was created to test this thesis’ main claims. This chapter aims to support our experimental claims by using simple graphs or summarized tables. For the full experimental
data, please see Appendix B.
Three domains were used to showcase RIDA*. These were the Fifteen puzzle, Twentyfour puzzle and the Towers of Hanoi(16 Disk, 4 Pegs). We believe that the main claims
are well supported with the experiments we carried out.
For our heuristic sets we used Pattern Databases (PDBs). In situ heuristic selection
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124

Experiments
only makes sense if the heuristic set is made up of competitive heuristics, that is, no heuristic, or subset of heuristics, in the set clearly dominates the rest time-wise. Subsection 6.1.1
explains why PDB-based heuristics are well suited for in situ heuristic selection. Note that
whenever we refer to heuristics in this thesis we mean a set of disjoint pattern databases,
which are added to calculate an admissible heuristic value, as in [Korf and Felner, 2002].
Hence if we call a heuristic Eight(6-6-6-6) we mean a set of eight heuristics, each of them
a collection of four disjoint patterns with six tiles each. Whenever we talk about a “set”
we mean a collection of this type of heuristics as in [Holte et al., 2006]. Finally to avoid
confusions we refer to problem sets as problem suites. We also reserve the term “combination” for the way the different heuristics in a set are used to calculate an admissible
heuristic value. For this thesis the default combination method was taking the maximal
value(Maximization, Definition A.3.11). Note that each of the heuristics is itself made
up of disjoint patterns which can be added. This technique was called maximizing after
adding by [Holte et al., 2006]. We also tested an alternative to taking the maximal value
called Randomization(Definition A.3.12) proposed by [Zahavi et al., 2007].
This chapter’s experiments are organized by the claims they support. There is one
section for each main claim. In each section we show how the experimental data relates to
our main claims and sub-claims. Finally, I also added two sections for those experiments
which did not result on changes to the main claims but were nevertheless necessary and
interesting(Randomization and Crossovers).
We used a small heuristic set for the Fifteen puzzle (five heuristics). This set was
manually designed following the same principles as the authors of [Holte et al., 2006]
as at that time we did not have all the exact PDBs. We got some good results but
we were limited by the small heuristic set and the fact that the heuristics had been
manually selected to work well together1 . Random problem instances for the Fifteen
puzzle can be solved quite quickly using state-of-the-art heuristics. This allowed us to
1

This is not explained in detail in the paper itself, but we consulted one of the authors (Dr. Felner).
He confirmed that the heuristics were designed using the neighbouring rule of thumb (Definition A.1.4)
and then followed a best on average approach to select which heuristic sets to combine. We did the same
to generate the heuristic set for the Fifteen puzzle.
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run our experiments for a large set of problems (a thousand). We were also able to solve
every problem with every possible heuristic subset2 . This allowed us to comprehensively
study the balance between in situ sampling effort and optimality of RIDA* heuristic
selection. The Fifteen puzzle experiments showed that:
1. RIDA* overall run-time can do better than using all available heuristics, even when
the heuristic set is small and has been manually selected. This is contingent on
choosing a good fixed Sampling Cap for the heuristic set.
2. The difference between best heuristic subset on average and best heuristic subset
per problem determines the maximum savings for RIDA*. We show that our use
of RIDA* redundancy elimination technique (HUST with safe early truncation)
enables us to make some savings, even when there is not a large difference between
using the best heuristic subset on average for the domain or the best heuristic subset
per problem.
3. There is a direct connection between sampling effort and the optimality3 of heuristic
selection. Choosing a good a priori Sampling Cap immediately determines the
difference between RIDA* having overall savings or losses. For the Fifteen puzzle
a relatively small sample cap (a thousand nodes) brings the best overall run-time.
We also show that the Heuristic Branching Factor (HBF) is a good prediction tool
for selecting good heuristic subsets with relatively low in situ sampling costs.
4. Finally we show that RIDA*’s overall run-time would have been better if we had a
mechanism to select a problem-specific Sampling Cap in situ. This is future work.
Our best results were obtained with the Twenty-four puzzle problems. We generated
a hundred random heuristics following the design principles used by [Korf et al., 2001,
Holte et al., 2006](section 6.2.4). Using larger sets makes the Credit Assignment a real
2

To gather this data we ran the Sampling Phase (HUST) for each problem until the last iteration.
The HUST significantly speeded up data gathering by eliminating redundant nodes. Otherwise, even
for the Fifteen puzzle problem, it would take a very long time to solve a thousand problems with every
possible heuristic subset.
3
By optimality of selection we mean how far off the selected heuristic subset is, time-wise, from the
fastest heuristic subset.

125

126

Experiments
issue but we still managed to do better than using all available heuristics in each set.
We created three sets, each made of twenty-five, fifty and hundred heuristics respectively.
The more heuristics in the set, the more computationally intensive it is to determine the
number of generated nodes for each heuristic subset. This was not an issue for the small
set (five heuristics) used for the Fifteen puzzle. The Twenty-four puzzle experiments
showed that:
1. The proposed Credit Assignment approach(sparse Culprit Counter Lattice and limiting the maximum combination degree) works well in ameliorating the Credit Assignment Problem. We also show that the proposed Credit Assignment approach
does have a scalability issue. There is a limit to how many heuristic subsets can
be processed efficiently while doing in situ heuristic selection. Still for all of the
generated heuristic sets the overall run-times were significantly better than if we
had used the standard automatic approach(taking the maximal heuristic value of
the set).
2. We show that the standard automatic selection approach does not work well for
large sets of heuristics. The more heuristics in the set, the worse the option of taking
maximal heuristic value for the whole set (Definition A.3.11) does. However RIDA*
in situ selection significantly speeded up the overall run-times for each heuristic set.
3. We show that when using the right type of heuristic sets, in situ selection not only
does much better than the standard automatic approach, it is also very competitive with manual selection (best on average for the domain)4 . We show that the
three heuristic sets we created clearly did worse than the sate-of-the-art manually
picked heuristic set [Holte et al., 2006] when using the standard automatic selection approach. But when we used RIDA* in situ selection each of the three sets
was significantly faster than the, until then, state-of-the-art set of heuristics for the
Twenty-four puzzle. Note that the reported RIDA* overall run-times always include
4

RIDA* overall run-time was actually faster than the best heuristic subset on average for each of the
heuristic sets we created. But as the problem suite is quite small, due to the long time it takes to solve
each problem, no claim is made that this suite is representative of the whole domain.
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the in situ sampling costs.
Finally, we also run experiments on the Towers of Hanoi(16 Disks, 4 Pegs). It confirms
all the points just listed for the Twenty-four puzzle. We also got good results for it and
confirmed our claims in a different family of domains. Towers of Hanoi domain has some
interesting features:
1. No need to generate different heuristics as one single PDB can be used to generate
multiple competitive heuristics. For this domain the state-of-the-art heuristic selection is to simply generate the biggest possible PDB[Felner et al., 2004a]. RIDA*
did well with this manually chosen 120 heuristic set.
2. A* is a better algorithm, compared to IDA*, for this domain. We showed that
RIDA* can be used to select a good set of heuristics for A*. This required to
modify RIDA* sampling phase (add global duplicate check) to take into account A*
differences with IDA*.
The next subsection (section 6.1.1) is an introduction to heuristic search from a historical perspective. Most of its content was also presented in [Franco and Barley, 2009].
This is the first publication of our Twenty-four puzzle experiments.
Subsection 6.1.2 is a brief and selective summary of papers which had an influence on
how we set up our experiments.

6.1.1
5

Pattern Databases(PDBs)

Problem-solvers often use heuristic search algorithms (e.g. A* [Hart et al., 1968] and

IDA* [Korf, 1985] to find optimal solutions. These search algorithms use a cost function,
F, to guide their search. The cost value for a node, F(n), is the sum of the cost of the
path from the root node to this node, g(n), and an ”underestimate”6 of the minimal
cost, h(n), of any path from this node to its nearest goal node. h(n) is usually called
a heuristic evaluation function. Until recently, these heuristic evaluation functions have
5
6

Most of the content in this section also appeared in [Franco and Barley, 2009]
The estimate need not be an underestimate, it simply cannot be an overestimate.
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computed their values upon demand. [Culberson and Schaeffer, 1994] introduced the idea
of pre computing these values for a domain and storing them in a lookup table called a
pattern database (PDB). Then during a search the heuristic function need only look up
the cached h-value. The use of PDBs has enabled heuristic search algorithms to solve
problems that were previously beyond their reach, e.g. most random instances of the
Twenty-four puzzle.
[Holte and Herndvolgyi, 1999] showed that, in general, the larger the PDB used by
a heuristic search algorithm, the less search that was needed to find a solution. Later,
[Holte et al., 2006] showed that for a given amount of memory, it was usually better to
divide up that memory into a number of smaller PDBs and use the max of their values.
This result held even though the accuracy of the larger PDB was better than the accuracy
of any one of the smaller PDBs. [Holte et al., 2006] also showed that using either too many
or too few PDBs leads to suboptimal time performance. But given a set of PDB-based
heuristics, each of them a stand alone collection of disjoint PDBs on which every object
in the domain belongs to one and only one of the PDBs in the collection, determining
which subset of heuristics (out of the powerset of the set of PDB-based heuristics) is best,
is still an open problem.
We felt that this would be a great example for RIDA* in situ reconfiguration capabilities. In this case RIDA* would have to select, among a set of PDB-based heuristics,
which of these is a good heuristic subset.
There are two general approaches to tackling this problem. One is to determine the
subset of disjoint PDBs, on average, best for a (usually uniform) distribution of problems
in that domain. The other approach is to determine, for each specific problem, which
subset is best. This chapter explores both approaches7 . The incentive for taking this
approach is that (ignoring, for the moment, the cost of doing the determinations) this
latter approach is never worse and is usually better than the former approach. In this
chapter we show the results we got when trying to determine the best subset of PDBs to
7

Even though finding the best heuristic subset on average for the domain was not in any of the papers
we have seen regarding combining disjoint PDBs
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use to solve a given problem.
This thesis’ heuristics are PDB-based. However, PDB-based heuristics are simply one
way of representing a heuristic. In the rest of this chapter, we will simply use the term
”heuristic”, but this should be understood as referring to a disjoint collection of PDBs
whose added value is an admissible heuristic.
Disjoint PDBs are the most effective admissible heuristics for N-sliding puzzles as far
as we know but they have a high computing cost. For our example with the 15 puzzle,
five compact 7-1-7 arbitrary disjoint PDB heuristics8 are available to solve each problem.
For our example with the Twenty-four puzzle we went up to a hundred heuristics set.
Each heuristic in the set is made up of 5-5-5-5-4 disjoint PDBs. The patterns were chosen
randomly but following Korf et al’s neighbouring rule of thumb.
When non-additive PDBs are available, the standard heuristic subset mechanism
(which preserves admissibility) is to maximize across all heuristic values [Korf and Felner, 2002].
This generates the smallest search space but also has the highest computing overhead cost
per node. Maximizing across all available heuristics is not always the fastest heuristic
subset, but finding the best heuristic subset for a problem a priori is too expensive as it
requires solving the problem with all available heuristic subsets.
The heuristic overhead is specially large when PDBs are indexed to save memory
[Korf and Felner, 2002]. Indexing is a computationally expensive operation and largely
outweighs all other operations costs. Our experiments used indexed PDBs. We used the
improved indexing technique presented by [Bonet, 2008].

6.1.2

Pattern Databases’ Relevant Literature

This is a selective account of the relevant papers, for this thesis, regarding PDB-based
heuristics. This thesis uses PDB-based heuristics because they are the current state-ofthe-art but there is no clear set of rules on how to create the best PDB-based heuristic.
Hence they are suited for an In Situ selection approach. Note that throughout the thesis,
8

Holte et al used five 7-1-7 disjoint PDBs to prove that maximizing across small PDBs could do better,
in terms of the search space size only, than the best known PDB for the 15-puzzle[Holte et al., 2006].
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these papers are quoted and discussed extensively. This is just a very brief summary.
1. [Culberson and Schaeffer, 1994] This is the first Pattern Database use that we saw
for sliding puzzles. Note that the way patterns were combined was through Maximization. The idea of adding disjoint patterns came later. It reduced the search
space by three orders of magnitude compared to previous state-of-the-art heuristics.
Since then PDB creation and combination has become one of the most important
fields in heuristic search.
2. [Korf and Felner, 2002] In this paper the idea of creating disjoint patterns was introduced. The results were more informed PDBs compared to [Culberson and Schaeffer, 1994]
as the resulting patterns could be added instead of taking the maximal value. Also
the state-of-the-art heuristic until then was presented for the Fifteen and Twentyfour puzzle. We also borrowed from this paper the neighbouring rule of thumb for
PDB creation (Definition A.1.4). As far as we know, the current methodology for
designing PDBs is manually picking disjoint sets of patterns which follow this rule
of thumb9 . [Korf and Felner, 2002] claimed that the best approach to PDB creation
was to create a single disjoint set of PDBs; the PDBs themselves should be as big
as available memory allows.
3. [Holte et al., 2006] This paper is very important for this thesis. Firstly it showed
how a set of PDB-based heuristics could be faster than using the biggest possible set of disjoint PDBs in [Korf and Felner, 2002]. [Holte et al., 2006] combined
the heuristics set by taking their maximal value. It is important to note that
both [Korf and Felner, 2002] and [Holte et al., 2006] used PDBs of the same size.
[Holte et al., 2006] called this approach “maximizing after adding“ as the heuristics
themselves were sets of disjoint PDBs as in [Korf and Felner, 2002]. The reason
[Holte et al., 2006]’s heuristics could be faster is a twofold argument. Firstly, maximizing across the smaller PDB-based sets resulted in a lower frequency of low-h
9

We know this was the technique used for the state-of-the art heuristics in [Korf and Felner, 2002]
and [Holte et al., 2006]
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values10 . This is not an option for the single larger heuristic. Secondly reducing the
number of low h-values, with respect to the average h-value, has a bigger impact
on node generation than increasing the number of high-h values. A high h-value
will cull a single node but a bad low-h-value results in the generation of many
unnecessary exta nodes.
4. [Felner et al., 2004b] presented a method to increase the practical size of a PDB.
The main idea is to eliminate the blank tile from the PDB by taking the minimal
value from all possible blank positions. Note that the resulting value is, on many
occasions, still bigger than if no blank position were taken into account. This is due
to some linear conflicts happening regardless of where the blank tile was positioned.
Note that the resulting PDBs are inconsistent. We compressed the PDBs in this
thesis by eliminating the blank tile as suggested in [Felner et al., 2004b]. Its natural
inconsistency lead us to the design of the Early Safe Truncation (Definition A.1.3)
mechanism when building the HUST. A beneficial side effect is that it greatly speeds
up HUST generation, regardless of whether the heuristic is consistent or inconsistent.
5. [Bonet, 2008] This paper presented a method which greatly speeds up ranking and
unranking of lexicographically indexed heuristics. The PDBs in this thesis were
lexicographically ordered as it significantly reduced their memory footprint. Lexicographical ordering raises the heuristic overhead, specially if not properly managed.
We used the raking methods proposed in [Bonet, 2008] to reduce the heuristic overhead.
6. [Zahavi et al., 2007] This paper showed that inconsistent heuristics, previously considered to be an undesirable quality, could be advantageous. In this thesis we used
inconsistent heuristics. The inconsistency was created when we eliminated the blank
tile from the PDB index as in [Felner et al., 2004b].
[Zahavi et al., 2007] also noticed the diminishing returns property of combining
heuristics by taking their maximal (Definition A.1.5). [Zahavi et al., 2007] suggests
10

Taking the maximal resulted in an elimination of many low-h values.
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an alternative method that would pick a heuristic at random for each node. We
call that approach the Randomization approach(Definition A.3.12, p. 221). The
Randomization approach can result in improved overall performance as it can shift
the balance between heuristic evaluation overhead vs heuristic informedness. The
randomizing approach is not a heuristic selection approach. If one of the heuristics in the available heuristic set is significantly worse than the rest, e.g. Out Of
Place compared to modern PDBs, it would be better to remove the worst heuristics. Then for the selected heuristic subset we could either take the maximal or
randomize. This is reviewed in section 6.7(p.178).

6.2
6.2.1

Experimental Setup
Fifteen Puzzle Experiments Setup

The first experiments we ran on heuristic selection were made for the Fifteen puzzle
domain. As we were originally not sure of which domains we would use, we decided to
do a multi-domain IDA* planner whose input would be STRIPS formulated domains and
problems. In order to process the STRIPS description we used the STRIPS interpreter
from the FF planner11 . Of course we removed the FF planning logic and implemented
IDA* instead.
We wanted to find a good example in which reconfiguring IDA* on the fly could save
overall solving time. This should include any sampling effort. The best example we found
was heuristic selection. In the past when a new heuristic for sliding puzzles was proposed
it tended to dominate previous heuristics time-wise, i.e. Manhattan vs Out Of Place,
Linear Relaxed Adjacency vs Manhattan, etc. Hence heuristic selection was obvious. But
this changed with the advent of PDB-based heuristics.
PDB-based heuristics are based on solving simpler versions of the problem in which
some features of the problem are abstracted away. The simpler problem is stored in a
database. Thanks to the increased storage capabilities of modern computers, nowadays
11

Freely available[Hoffman and Nebel, 2010]
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very large PDBs can be stored on RAM. The most competitive heuristics for sliding
puzzles and many other domains are PDB-based heuristics.
The most interesting feature of PDB-based heuristics is that it is not obvious which is
the best way of designing them. Depending on the problem a PDB-based heuristic may
or may not outdo another.
[Holte et al., 2006] showed that, for the Fifteen puzzle, using five compact PDB-based
heuristics they could reduce the search space by a factor of 2.38 compared to the best
known PDB at the time [Korf and Felner, 2002]. The five compact PDB-based heuristics
required the same memory as the larger PDB it was compared against. Interestingly, the
search space reduction factor only translated to an overall time reduction of 1.1 or 10%
smaller due to the high overhead associated with evaluating five heuristics compared to
the single heuristic evaluation of the larger PDB.
For our experiments we used the five PDB-based heuristics listed in figure 6.1. Heuristics one and four are reflections over the diagonal and the rest are variations of heuristics
one and four. Each of the five heuristics is made up of three disjoint patterns. Therefore,
to calculate the heuristic value of one of our heuristics we add together its three disjoint
pattern stored distance. The heuristics themselves are not additive so to combine them the
standard practice is to maximize over the heuristics in the subset [Korf and Felner, 2002].
We only choose patterns that follow Korf’s rule of thumb [Korf and Felner, 2002].
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Figure 6.1: Our Five 7-1-7 Heuristics

We solved one thousand random problems with the 25heuristics = 32 possible heuristic
subsets. When using the best heuristic subset per problem for all the one thousand
random problems the total time saving is 39% (without sampling costs).
The fastest heuristic subset depends on the problem being solved. It would be useful
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to know a priori, for a set of N heuristics, which heuristic subset, of the available 2N , is
best suited on a problem by problem basis. Unfortunately12 there is no generic mechanism
to preselect the best PDB collections for any domain[Holte et al., 2005]. For the Fifteen
puzzle we used Korf’s rule of thumb. RIDA* is well suited for this kind of problem as it
can discover which heuristic subset is best for a problem as it solves it.
For our example, all thirty-two possible heuristic subsets are available to solve each
problem instance. RIDA* will choose which, if any, of the five available heuristics to
drop so that the problem is solved in the smallest possible time. This requires a delicate
balance between sampling effort and prediction quality. The objective of RIDA* is to
always keep sampling costs smaller than the savings.

6.2.2

Twenty-four Puzzle Experimental Setup

Table 6.1 (p. 135) relates the average time per generated node as a function of the number
of heuristics used. Note that as we moved from a STRIPS description of the domain for the
Fifteen puzzle to a domain-specific description for the Twenty-four puzzle13 we reduced
the time overhead for a node generation with a single heuristic from 4.54µs(table B.1, p.
225) to 0.40µs. Note that there are some enhancements which we did not apply due to a
lack of time14

12

But fortunately for us as this is a good example for RIDA* heuristic selection mechanism
Otherwise it just took to long to solve random problem instances
14
The first enhancement is that we could have reduced the number of PDB checks to one per node.
The trick is that as each operator only applies to one tile, the remaining PDB values remain the same. Of
course implementing this requires some computational overhead. But according to [Holte et al., 2006] this
technique considerably reduced the additional overhead per node for larger sets. We think that if we had
implemented this technique it would probably have shifted our best heuristic subset candidates to a higher
combination degree as the balance between increased informedness vs computational overhead would shift
somewhat towards more informedness. The second enhancement would have been to combine heuristics
in a subset by picking a heuristic at random. We already explained in the Fifteen Puzzle Experimental
Section and in [Franco and Barley, 2009] that this enhancement might speed up the overhead per node
but we do not consider it the objective of this thesis to perform the fastest IDA* implementation. It
would have been interesting nonetheless to have tried these two options if we had had more time.
13
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Table 6.1: Time per Node as a Function of the Number of Heuristics, see Eq (6.2), (p.
143).
Each additional heuristic adds 0.096µ seconds.
Nh

t(#h)

Nh

t(#h)

1

0.40µs

50

5.104µs

2

0.496µs

51

5.20µs

3

0.592µs

52

5.296µs

...

...

...

...

49

5.008µs

100

9.904µs

Also note that for the Twenty-four puzzle experiments finding the right Sampling Cap
was not an issue. We were able to raise the fixed Sampling Cap to five million nodes15
using the HBF, while the costs associated to building the HUST were never above 1.45%
of the total solving time (Table B.18). The biggest sampling issue for the Twenty-four
Puzzle was solving the HUST’s Credit Assignment Problem. The number of heuristic
subsets being considered, and not the Sampling Cap, was the major factor for the overall
sampling costs for the Twenty-four Puzzle problems.

15

We got an optimality of 85% for the fifteen puzzle problem suite with a Sampling Cap of a thousand
nodes (Table 6.4). We do not know the optimality results for the Twenty-four puzzle as it requires to
know which was the best heuristic subset for each problem. The Twenty-four puzzle problems are bigger
and so are the heuristic sets we are using. It would take too long to solve each problem in the suite with
every possible subset. It takes days to solve the six problem suite using the selected RIDA* heuristics.
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6.2.3

Avoiding Goal Placement Stochastic Performance Comparison Effects

Table 6.2: Stochastic Changes in Comparative Performance Generated by Stopping
Once the Goal Is Found. Using Twenty-four Puzzle PDB-based Heuristics as in
[Holte et al., 2006]
Stopping Once Goal Found
Problem

Stopping When Last Iteration is Finished

One

Max-of-eight

Ratio

One

Max-of-eight

Ratio

6-6-6-6

5-5-5-5-4

One
M ax−of −Eight

6-6-6-6

5-5-5-5-4

One
M ax−of −Eight

(seconds)

(seconds)

(seconds)

(seconds)

1

2.02*103

4.12*103

2.04

1.38*104

2.22*104

1.61

2

9.07*103

1.36*104

1.50

6.22*105

6.24*105

1.00

3

1.15*105

1.07*105

0.93

1.45*105

1.36*105

0.94

4

3.10*104

9.38*104

3.03

7.74*104

2.33*105

3.01

5

4.08*104

2.14*104

0.52

4.98*104

2.46*104

0.49

6

3.16*105

2.80*104

0.09

3.62*105

3.38*104

0.09

Total

Total

Total

Total

Total

Total

5.13E+005

2.68E+005

1.92

1.27E+006

1.07E+006

1.18

Table 6.2 (p. 136) shows how comparative results change when problem solving is stopped
once the goal is found instead of finishing the iteration16 . For problems three to six the
ratios do not change that much. But for the first two problems the relative performance
changes significantly. Also the overall performance for the whole suite changes very significantly. If we stop as soon as the goal is found, the Max-of-eight heuristic is almost
twice as fast when compared to the One(6-6-6-6) heuristic. But if we stop IDA* only once
finished with the last iteration, Max-of-eight is only 1.18 times faster.
The reason for this discrepancy is that goal nodes could be placed anywhere in the
search tree. As IDA* performs a depth-first search it is conceivable that if the right path
is chosen the last iteration might be made of only a few nodes. It is also possible that
16

We follow the same nomenclature system as in [Holte et al., 2006] for the heuristics. Hence when we
refer to a heuristic as “Max-of-Eight 5-5-5-5-4” we mean we are maximizing across the heuristic values
of eight PDB-based heuristics, each of them made up of five patterns. The first four patterns have five
tiles and the last one has four tiles.
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there might be just a single goal node, which happens to be the last generated node for
that iteration. Different heuristics will expand some paths in the search tree which are
not common to both heuristic’s search trees. Let’s say that we have two heuristics we
are comparing: (h1 , h2 ). Let’s assume that h1 and h2 generate search trees of practically
the same size but differ in most of the generated nodes. Finally let’s assume that they
both have the same overhead. It is perfectly possible that h1 follows a “false lead” and
opens a significantly bigger amount of nodes before its first goal node is found. It is
also perfectly possible that h2 ’s “false leads” occur after the first goal node was found.
This is a stochastic effect which has no connection to the heuristic informedness. When
the previously described situation occurs it will make the comparative time performance
ratios between h1 and h2 , when stopping once the goal is found, digress from the time
performance ratio if the heuristic had finished generating the last iteration.
Note that if enough problem instances are solved the “stopping once a goal is found”
stochastic problem will probably average out. But if we are comparing heuristic performance and using a small problem suite17 then it is not a good idea to introduce additional
stochastic effects. Hence we believe it is better to not stop once the goal is found. We
stop IDA* search only when the whole search tree, for the first iteration in which the goal
was found, has been fully generated.

6.2.4

Competitive Random Generation of Neighboring Patterns

One of the main reasons we decided to run experiments on the Twenty-four puzzle
was that we wanted to study how well RIDA* in situ selection of heuristic subsets approach scaled up as we increased the number of heuristics in the set. [Holte et al., 2006]
showed that PDB-based heuristics18 were competitive with state-of-the-art heuristics.
[Holte et al., 2006] made up the PDB-patterns by hand. All patterns followed Korf’s rule
of thumb as well.
17

Because it takes so long to solve random problem instances for the domain, e.g. Twenty-four puzzle,
Thirty-five puzzle, etc.
18
Made of five disjoint PDBs, four of them made up of five tiles patterns and the last one made up of
a four tile pattern
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We decided to generate a larger set of competitive heuristics so we could test RIDA*
heuristic selection for larger sets. It was quite easy for us to automatically generate up
to a hundred disjoint-PDB collections (heuristics) that divided the puzzle as suggested
by the neighbouring rule of thumb[Korf and Felner, 2002]. We created and ran algorithm
6.1 (p. 138) to generate the PDBs. Algorithm 6.1 selects random tiles as seeds and then
picks neighbouring tiles at random until a new disjoint PDB, satisfying the neighboring
rule(Definition A.1.4), was created. The created PDB-based heuristics are pseudo random
and competitive. There is no a priori reason for which any subset should dominate the
rest.

Algorithm 6.1: Algorithm to generate random unique patterns which match the
neighboring rule of thumb
input : Number of Groups per heuristic, Board Cartesian Description, number of
PDBs to generate.
output: Patterns on which tiles are selected at random but at the same time are
neighbouring each other.
1 begin
2
for i=1 to (Number lof groups-1) do
m
3
4

5
6
7
8
9
10
11
12
13
14
15
16
17
18
19
20

Group Size(i) =

T iles in puzzle−1
N umber of groups per heuristic

;

Group Size(N umber of groups) =
(T iles in puzzle − 1) mod (Groups in heuristic);
Pattern counter=1;
while generated P DBs < N umber of P DBs to generate do
Pattern counter=Pattern counter+1;
Set all tiles as available in available list;
Select one random tile from available list for each pattern;
Remove tiles from available list;
while Still tiles in available list do
for current group=1 to (Number of groups-1) do
tiles in current group equal to Group sizecontinue
Find all contiguous tiles to tiles in current group;
|contiguous tiles| ≡ 0Break and start again
Select a tile at random from contiguous tiles;
Add tile to Current Group and remove from available list;
for current group=1 to (Number of groups-1) do
if current group in existing groups list then
Break and start again because we do not want repeated patterns;
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Figure 6.2: Four-Disk four peg Towers of Hanoi HBF..
Table B.3 shows the one hundred heuristics we used for our three sets. The Twentyfive(5-5-5-5-4) heuristic set uses the first twenty five heuristics. The first fifty heuristics
made up the Fifty(5-5-5-5-4) heuristic set. Finally the Hundred(5-5-5-5-4) heuristic set is
made up of all hundred heuristics in the table.

6.2.5

Towers of Hanoi Setup

Domain
The Towers of Hanoi problem is a classic search problem. The classic version consists of
three pegs and a set of disks. All the disks have different sizes and can only be stacked
on top of larger disks. The Hanoi Tower problem is to move all the disks from one peg
to another peg. Only the disk on the top of a peg can be moved, but it can be moved to
any other peg as long as it is either free or contains a larger disk on top.
Figure 6.2 shows a slightly different set-up with four pegs. There is a deterministic
algorithm which returns an optimal solution for the classic three peg set up. This is not
the case for the four peg setup. Hence systematic search is currently the only method
guaranteed to find an optimal solution [Felner et al., 2004a].
An interesting feature of the Hanoi problem is that the hardest problem is to move
all disks from one peg to another. All other possible problems are simpler versions of
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“start with all the disks in one peg”. Hence traditionally only this problem is solved for
each different setup19 . Hence a best-on-average approach does not apply for the Towers of
Hanoi as there is only one problem to solve. This makes the Towers of Hanoi particularly
well suited to an in situ guided search algorithm like RIDA*.

Search Algorithm
Most of N-sliding tile puzzles search trees duplicated states result from inverse moves.
IDA* is particularly well suited for this problems’ domain as it is designed for domains
which do not require global duplicate checking. This is not the case for the Hanoi Tower
problem. There are many small cycles which are not detected by the inverse operator
check. Hence A* is a better suited algorithm for this problem.
Note that RIDA* predictions, regarding which is a good heuristic, hold also for A*
as long as a state duplicate checking mechanism is in place20 . A* will expand all nodes
whose F-value is lower than the optimal distance and no node whose F-value is bigger
than the optimal distance. Hence it is reasonable to expect a good heuristic for IDA* will
also be good for A*. Of course this also required an adjustment in RIDA*’s model of the
“average time per node” to the A* algorithm implementation we used for this problem.
RIDA* was modified for this domain by adding global duplicate checking for the
Sampling Phase. For the Solving Phase A* is used instead of IDA*. This setup is an
example that RIDA* principles are not limited to a particular optimal search algorithm,
e.g. IDA*.

6.2.6

Pattern Database for Towers of Hanoi

We used the same pattern database as in [Felner et al., 2004a]. [Felner et al., 2004a]
heuristic generation approach is to calculate the largest pattern which can be fitted in
memory. This domain differs significantly from N-Slide puzzles: The Towers of Hanoi
PDBs are not correlated only to a specific group of disks. This is due to the fact that
19

Determined by the number of disks and the number of pegs
Otherwise IDA*’s Sampling Phase would generate duplicate states which do not occur when doing
A* search.
20
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the only discrimination factor for Hanoi disks is their relative rank in terms of size. In
this sense it makes no difference which specific disks are selected to create the pattern
database, e.g. the same 2-disk PDB is created when selecting Disk 1 and Disk 2 as Disk
1 and Disk 14. The end result is a PDB with the same index and heuristic values. So for
example, given a fourteen disk domain and a 14 disk PDB, we can create fifteen different
heuristics by selecting any fourteen disks to index the PDB. Hence for this setup there are
fifteen possible heuristics. Correspondingly, for a 16 disk domain with the same 14 disk
PDB there are

16∗15
=120
2

possible heuristics. This creates an interesting question which

RIDA* is designed to address: which heuristics do we select?.
[Felner et al., 2004a] take the approach of maximizing across all available heuristics.
In §6.3.5 we compare this approach with RIDA* in situ heuristic selection mechanism.
Finally note that the heuristics as used in this setup for the Towers of Hanoi have
an interesting characteristic which makes it harder to do efficient in situ sampling. The
larger the smallest indexed disk, the more moves it takes for the heuristic value to change
from its initial state. This is better explained with an example: Assume that we have
a 4-Disk Tower of Hanoi and a 2-Disk PDB. We can create six different heuristics by
using as index Disks:1-2,1-3,1-4,2-3,2-4,3-4. Note that any of the first available moves will
result in updating the value of any heuristic which indexed Disk 1. 2-3 and 2-4 heuristic
require at least two moves to be updated21 . It takes a minimum of three moves to change
the value of the heuristic which indexed Disks 3 and 4(3-4). This means that for the 16
Disk problem with a 14-Disk PDB used in this thesis it can take up to fourteen moves to
change the heuristic value of the biggest disk’s heuristic. This results in a HUST for which
the difference in the number of generated nodes can be orders of magnitude different for
individual heuristics. This forced us to choose quite a small capping limit in order to
avoid the Sampling Phase becoming too expensive. A better solution would perhaps be
a greedy sampling mechanism with the ability to do predictions for as many iterations as
are appropriate. But that is non trivial and it belongs on the future work section.

21

No inverse moves allowed as duplicate checking will prune these moves.
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6.3

Claim #1:. . . Automating Heuristic Selection Using a Run-time Formula. . .

In this section we show how we came to choose a run-time formula and an IDA* node
generation prediction model(claim #1, section 1.6). Note that, while RIDA*’s run-time
formula approximates a posteriori parameters by using in situ sampled data, RIDA*’s
run-time formula objective is not the best possible accuracy. We need a run-time formula
which enables RIDA* to select a good heuristic subset while keeping most of the savings.
Hence in choosing a run-time formula, and also a node generation prediction model,
greater prediction accuracy needs to be balanced with the associated in situ sampling
costs. Our ultimate objective is to design a framework which not only chooses good
heuristic subsets but also preserves most of the savings they entail, compared to using
the standard automated approach. In summary, the run-time formula enables RIDA* to
do in situ heuristic selection while keeping the overall run-time faster than the standard
alternative approach: combining all available heuristics with the Maximization approach
(Definition A.3.11).

6.3.1

Run-time Formula

In chapter 4 we mentioned how [López and Junghanns, 2002] made the argument to model
IDA* with a parametric time model. His argument was that IDA* had two main tasks:
Expanding nodes and evaluating heuristics. Node expansion only occurs for internal nodes
while heuristic evaluation occurs for all generated nodes. Hence he claimed that using a
simple parametric model which separated these two tasks was more accurate than simply
calculating the average overhead per node.
Influenced by [López and Junghanns, 2002]’s idea, we decided to do a detailed parametric model of IDA* (chapter 4). Each variable in the parametric model represents a
group of IDA* entangled tasks22 . We wanted to check whether a detailed parametric
22

By entangled we mean tasks which are always performed the same number of times, e.g. generating
a node and checking its heuristic value are entangled tasks
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model would be better for in situ selection. In this section we compare this model (equation (4.13)) to the average overhead per node model (Eq (6.2)) to decide which run-time
formula to use.

TIteration =NGenN odes ∗ CGenN odes + NCulled ∗ CChckLowrF Bound +
+ NIntN odes ∗ (CIntN odes + CInvOp )(Eq.(4.13), p.83);

(6.1)

Equation (4.13) is made up of three terms. The first pair is simply the number
of generated nodes times the cost associated to all generated nodes, including heuristic
evaluation. The second term is the number of leaf nodes times the cost of finding out if
we need to updated the F-bound for the next iteration. The third term is the number of
internal nodes times the cost associated to node expansion and inverse operator pruning.
Note that in chapter 4 we explained that we need only two of the three variables in
equation (4.13) to calculate the third one ((4.8)). Basically the number of generated
nodes is equal to the number of internal nodes plus the number of culled nodes. All the
tasks associated costs are calculated a priori for the domain.

TIteration = NGenN odes ∗ T P N (#h)(Adapted Eq.(4.1), p.73)

(6.2)

T P N (#h)=Average T ime P er N ode as a f unction of the number of heuristics in the set).

Each run was repeated ten times to get an average and standard deviation. The
problems used are the same set of six random instances for the Twenty-four puzzle used
by [Holte et al., 2006]. The heuristic used is the first one of the hundred we created for
the Twenty-four puzzle(see figure B.2). The first iteration for each problem is the first
one whose running time was above 0.1 seconds. Each row groups all the iterations whose
run-time was in the row’s time interval. For the full experimental data see section B.2.2.
Our experiments show that there is very little gain, if any, in using a more complex
parametric model for sliding puzzles which use heuristics with large overheads, i.e. sets
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of compressed PDBs in our case. Table B.6 shows that when using one of the PDB-based
heuristics for the Twenty-four puzzle the predictions of the more complex parametric
model has a similar accuracy to the more complex parametric model. But we agree with
[López and Junghanns, 2002]’s argument that, in general, a more detailed parametric
model should do better. There are a couple of reasons to explain why this does not
happen in our experiments.
The first is that the more significant overhead factor for our IDA* implementation is
the heuristic23 evaluation time. For the actual overheads see section B.2.2. Note that to
validate the generic IDA* parametric model we only used one of the hundred heuristics
we generated for the Twenty-four puzzle. The more heuristics in the set used, the more
significant the heuristic evaluation overhead becomes. Table 6.1 shows how the average
overhead per node changes from 0.40µ seconds when using one heuristic to 9.904µ seconds
when using the hundred available heuristics. Both methods have a similar accuracy, even
when using only one of the generated heuristics in table 6.1.
Table 6.3: Average Prediction Accuracy per F-bound. For detailed experimental data
see table B.6 in appendix B
Run-time

Avg. Parametric Model Accuracy

“Avg. Cost per Node” Accuracy

(seconds)

100 - avg. pred. err. for F-bound

100- avg. pred. err. for F-bound

[0.1, 1]

99.23±0.57%

98.80±0.93%

]1.0, 5.0]

99.40±0.68%

98.82±0.78%

]5.0, 65.0]

98.78±0.82%

98.47±1.12%

]65.0, 100.0]

99.67±0.24%

99.70±0.20%

]100.0, 10, 000.0]

99.18±0.72%

99.00±1.03%

The second reason is that the ratio between the number of internal nodes and the
number of generated nodes is more or less constant for large search trees in sliding tile
puzzles. So even if the average overhead for internal nodes was very different from the
23

Each heuristic is a set of disjoint PDBs which are lexicographically indexed. Each heuristic is very
computationally intensive to evaluate
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average overhead for leaf nodes, an average overhead per node model efficiently amalgamates both costs into a single average parameter. An average overhead per node model
would not work so well if the ratios between important algorithmic task frequencies were
not asymptotic.
Both models have similar accuracy but the full parametric model would require gathering more in situ parameters. Even if we simplified the general IDA* parametric model
to its two most important subtasks (node expansion and heuristic evaluation), we would
have to gather the number of internal and generated nodes for each heuristic combination.
This would require duplicating the Culprit Counter Lattice. Hence the Sampling Phase
(HUST) overhead would be increased and the memory requirements would double. Hence
we decided to use the average overhead per node model as it reduces the sampling effort.
Note that for our experiments we use more than one heuristic. The average overhead per
node is a function of the number of heuristics in the set. The average overhead per node
is an a priori parameter. We averaged the average overhead per node as a function of the
number of heuristics in the set.

Chosen Number of Nodes Generated Model
The chosen run-time formula requires knowing the number of nodes generated for future iterations. As previously stated, a posteriori parameters can only be gathered after
solving the problem. RIDA*’s in situ approach is to approximate these a posteriori parameters by doing in situ sampling until it is determined that we are likely to have a good
approximation.
As explained in section 4.3.4 we decided to use the Heuristic Branching Factor (HBF)
to predict the number of nodes generated in future iterations. Heuristic Distribution
methods are more precise24 , but they are too expensive to compute and to store. So
instead we used the HBF as it is reasonably accurate25 and only requires knowing the
number of generated nodes in the previous two iterations.
24
25

Given that in situ sampling is done as in [Zahavi et al., 2008]
given that enough in situ sampling has been done
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[Korf et al., 2001] claimed that the HBF is equal to the brute force branching factor for
the domain, provided the search tree is grown to a large depth. Hence [Korf et al., 2001]
would claim that the HBF can be calculated a priori as a function of the domain used.
This might be true if we weren’t stopping on the goal’s iteration and averaging over
thousands of random states [Zahavi et al., 2008] but for each problem instance we got a
different asymptotic26 HBF. In figure 4.1 (p. 92) we showed how the heuristics used in
[Holte et al., 2006] and [Korf and Felner, 2002] have asymptotic HBFs, which are problem
and heuristic specific. This is also the case for the heuristics we generated for the Twentyfour puzzle. Figure 6.3 (p. 147) shows how the asymptotic HBF for each problem instance
can be quite different. This is the case for every heuristic set we created but we only show
the Twenty-five heuristic set to make the graph less cluttered.

The objective of this thesis is to automate heuristic selection. In order to do this
we approximate a posteriori parameters with their in situ values. The run-time formula
would accurately predict each heuristic subset run-time if we knew the goal distance,
node overhead and the average HBF for the problem instance. In this section we only
review the HBF. As it is not possible to accurately predict the HBF a priori instead we
approximate the a posteriori HBF for the current problem instance with its last sampled
in situ value. Figures 4.1 and 6.3 show that the HBF is both problem and heuristic
specific for our Twenty-four puzzle experiments.

26

By asymptotic we mean that the HBF seem to be stabilizing, that is, its rate of change becomes
increasingly smaller, iteration-wise.
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Figure 6.3: Iterative HBF for our Twenty-five heuristic set (section 6.2.4).
The horizontal axis is the iteration number, the vertical axis are the HBF values..
Avg HBF is the average HBF for the last HBF for each problem.

6.3.2

This Runtime Formula Uses In Situ Parameters to Approximate A Posteriori Values.

Figure 6.4: Optimality Vs Average Savings as a Function of the Capping Limit For the
Fifteen puzzle Experiments. (Table B.2, p. 226).
best time
Optimality = avg(100 ∗ chosen
);
time
selected time+sampling time
AvgSavings = avg(100 × (1 −
))
M ax of 5 time
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Figure 6.4 (p. 147) shows how the optimality of RIDA* heuristic selection increases as we
pick bigger Sampling Caps. As explained in chapter 2, RIDA* uses an a priori Sampling
Cap to decide when to stop sampling and solve the remainder of the problem with the
estimated best heuristic subset. We do not care as much about prediction accuracy in
the traditional sense. For In Situ selection it is sufficient to have a run-time formula that
picks good heuristic combinations. In this context the selected heuristic subset should
be as close as possible, run-time-wise, to the actual fastest heuristic subset. We use the
term “optimality” to describe how close the in situ heuristic selection was to the actual
a posteriori best heuristic subset time-wise.
We define optimality as the ratio between run-time for the best heuristic subset versus
the run-time of RIDA*’s estimated best heuristic subset. RIDA*’s optimality increases
as the fixed cap limit is increased.
But increased optimality does not come cost free. Figure 6.4 also shows how savings
are reduced as bigger Sampling Caps are chosen. Hence RIDA*’s efficiency is contingent
on choosing a good a priori Sampling Cap. For the Fifteen puzzle data in figure 6.4 the
best Sampling Cap was a thousand nodes. Even though the heuristic set for the Fifteen
puzzle is small and manually preselected to work well using the Maximization approach,
we managed to achieve some savings. Savings are positive when RIDA*’s overall run-time
is faster than the standard Maximization approach.
Part of the reason the savings drop so fast as we raise the Sampling Cap is that the
bigger the Sampling Cap, the more problems we solve while still in the HUST Sampling
Phase. Every time we solve a problem while in the Sampling Phase it is almost the
equivalent of repeatedly solving the problem with every possible heuristic subset27 . It is
not the exact equivalent because the HUST eliminates duplicated nodes, but the HUST is
still much bigger than any of the thirty two available heuristic subsets. It would be better
to solve a problem with any heuristic subset than solving the problem with the HUST.
Table 6.4 (p. 149) shows how the number of problems solved while sampling increases
as the Sampling Cap becomes bigger. But it must be noted that as the Sampling Cap
27

Thirty-two possible heuristic subsets for the five heuristic set used for the Fifteen puzzle.
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becomes bigger, RIDA* chooses better subsets for the remaining larger problems. RIDA*
would benefit from a mechanism to select a problem specific Sampling Cap. This is future
work. Note that this is not so much of an issue for the Twenty-four puzzle as the search
trees are so large. An a priori Sampling Cap works better if the problems in the suite
are very large.

Table 6.4: Number of Problems Solved while Still in RIDA* Sampling Phase as a
Function of the A Priori Fixed Capping Limit.
There were 1,000 problems in the Fifteen puzzle experiment suite. For detailed
experimental data see table B.2 (p. 226) in appendix B
Fixed Sampling Cap

Number of problems solved while in the Sampling Phase

500 nodes

115

1,000 nodes

189

2,500 nodes

341

5,000 nodes

487

10,000 nodes

639

100,000 nodes

947

Finally note that we do not show the optimality results for the Twenty-four puzzle.
Twenty-four puzzle random problems take a long time to solve. In our case they take
even longer than usual as we do not stop once the goal node has been found, we finish
generating the last iteration (section 6.2.3). Also for the Fifteen puzzle we used a heuristic
set with thirty-two possible subsets. We are reviewing millions of subsets for the Twentyfive puzzle experiments. It would take an exceedingly large amount of time to solve the
problem suite with every possible heuristic subset28 .

28

For the Fifteen puzzle we did this by growing the HUST to solution depth and afterwards calculating
the overall run-time for each subset. This way we benefited from the redundancy reduction of the HUST.
It would have taken 4 times longer to solve every problem with each possible subset separately. In general,
the more heuristics, the longer it would take.
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6.3.3

RIDA* Is Faster than The Standard Automated Solution

We claimed that RIDA* is better than the current standard automated heuristic solution:
all heuristics are used by taking the maximal value, without any subset selection. In
the previous section we showed how the average savings, with respect to the maximal
approach, were positive when choosing the right fixed cap limit29 . However, even after
choosing the best Sampling Cap the savings were not very significant. There are two
reasons for this:
1) The heuristic set used for the Fifteen puzzle is very small (five heuristics) and already
manually selected to be combined in its entirety with the Maximization approach.
As explained in section 1.4, in situ selection is suited to sets of heuristics in which
selecting a subset makes a considerable difference. But even if we could choose
the best heuristic subset a priori and there were no sampling costs, the maximum
savings we calculated was 40% with respect to the approach of taking the maximal
value of the whole set. By using RIDA* in situ selection we managed to maintain
17.6% overall savings30 after accounting for in situ prediction error and sampling
costs.
This set was selected as in [Holte et al., 2006]31 . We used the same number of
heuristics with the same number of tiles on each PDB because it was the state of
the art for the Fifteen puzzle. But as one of the authors (Dr. Felner) explained to us,
this five heuristic set was manually designed using the neighbouring rule of thumb
(Definition A.1.4) following a “best subset on average for the domain” approach.
Hence this was not an ideal set to select subsets from. RIDA* still managed to
achieve some savings if the right Sampling Cap for the domain was used. That is
even after accounting for the in situ sampling costs. We consider that these results
support our claim that “RIDA* in situ selection is better than taking the maximal
value of the heuristic set. This is contingent on having a large enough set.”. But
29

Figure 6.4 (p. 147), average savings of 17.15%
The maximum was 40% savings if no sampling costs are inculded and there was no prediction error
31
They are not exactly the same heuristics but we followed their heuristic design approach
30
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we should qualify this claim by “assuming the heuristic set has not been manually
selected to be combined using the maximal approach”. For example if we tried
RIDA* with a set of heuristics that itself was chosen as the best subset from a
larger set for the current problem instance, it is unlikely that RIDA* would achieve
any savings compared to taking the maximal of the set.

2) As explained in the previous section, choosing the right Sampling Cap was critical for
the Fifteen puzzle problems. The best Sampling Cap for a heuristic set is problem
specific. Currently we use an a priori fixed Sampling Cap for the domain. If
the Sampling Cap is too high, many small problems are solved on the Sampling
Phase. Solving problems in the Sampling Phase is, by two orders of magnitude,
more expensive than solving them with any of the available heuristic subsets. If the
Sampling Cap is too low, the heuristic subsets chosen are not that good.

It became apparent to us that we needed to generate larger sets of heuristics from
which RIDA* would select good subsets for each problem instance. We chose to create
them for the Twenty-four puzzle as it is easier to generate a large number of competitive
PDBs for the Twenty-four puzzle than for the Fifteen puzzle. See section 6.2.4 for details
on how we created sets of heuristics for the Twenty-four puzzle. Also finding a good
Sampling Cap for a set of Twenty-four puzzle random problems is much easier, as their
search trees are much larger than their Fifteen puzzle’s counterparts. There is very little
danger of solving a Twenty-four puzzle random problem while in the Sampling Phase.
Table 6.5 (p. 152) shows the overall results when using the standard “maximize all
available heuristics“ approach to the three heuristic sets we created for the Twenty-four
puzzle and the state-of-the-art heuristics [Holte et al., 2006] and [Korf and Felner, 2002].
It is clear that the manually selected heuristic set in [Holte et al., 2006] did better than
the random sets of heuristics we created. For problem-specific results see table B.7 in the
appendix.
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Table 6.5: Overall Run-time for State-Of-The-Art Heuristic Sets in [Holte et al., 2006]
and [Korf and Felner, 2002] and Our Random Generated Heuristics.
No heuristic selection, taking the maximal for all heuristics in the set.
One

Max-of-Eight

Max-of-Twenty-Five

Max-of-Fifty Max-of-Hundred

6-6-6-6

5-5-5-5-4

5-5-5-5-4

5-5-5-5-4

5-5-5-5-4

seconds

seconds

seconds

seconds

seconds

1.45E+06

1.22E+06

1.51E+06

2.01E+06

3.14E+06

Fastest
Heuristic

Max-of-Eight

Table 6.5 shows that as the number of heuristics in the set is increased, the worse the
overall time does. [Holte et al., 2006] designed a set of heuristics which, when combined by
maximizing, did slightly better than the previous state-of-the-art for the problem suite32 .
The fact that there are only so many heuristics which can be added to a set before the
overall effect is negative is known as the diminishing returns property (Definition A.1.5).
But this thesis’ approach is not to use all available heuristics. RIDA* selects in
situ which heuristic subset is best for the problem instance. Table 6.6 (p. 152) shows
the results when we use RIDA*. Of course RIDA* is not used for the One(6-6-6-6)
heuristic[Korf and Felner, 2002] as it is a single heuristic.
Table 6.6: Speed-up ratio when Using In Situ Selection For the Eight, Twenty-five, Fifty
and one Hundred Set Overall Times.
W hole Set Runtime
Speed up Ratio = M aximize
RIDA∗ Overall Runtime
Eight Heuristic Set

Twenty-five Heuristic Set

Fifty Heuristic Set

Hundred Heuristic Set

Degree 8

Degree 4

Degree 5

Degree 4

Degree 5

Degree 3

Degree 4

1.20

1.83

2.03

3.10

3.04

3.91

3.54

Table 6.6 (p. 152) shows how RIDA* improves the overall run-times for all the heuristic
sets. We found a Sampling Cap of five million to be a good fixed Sampling Cap for all
sets. Finding the right Sampling Cap is not an issue for the Twenty-four puzzle. But
as the heuristic sets are much larger, the Credit Assignment Problem is an issue. We
show our experimental results for the Credit Assignment Problem in section 6.5. For this
32

Note that [Holte et al., 2006] stressed that for individual problems the savings can be much larger.
This is correct, see table B.7 for details
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section we show the results with the best combination degrees for each set. Thanks to the
diminishing returns property (Definition A.1.5) we can limit the maximum combination
degree for all sets but the Hundred without losing the best heuristic subsets. But for
the Hundred(5-5-5-5-4) set we were forced to lower the maximum combination degree to
four33 .

As we can see in table 6.6 RIDA* was only marginally faster than using all the
heuristics available for the Eight(5-5-5-5-4) heuristic set. The Eight(5-5-5-5-4) heuristic set was manually selected following a best on average approach by the authors of
[Holte et al., 2006]. Hence the same reasons apply as in the Fifteen puzzle Five(4-4-4-4)
set for RIDA* only doing slightly better. RIDA* is choosing a subset out of a heuristic
which was designed to be used in its entirety. The results are significantly better for the
heuristic sets we generated for the Twenty-four puzzle. The more heuristics, the bigger
the speed up when using RIDA* in situ selection.

The results reported for the Twenty-four puzzle support the claim that RIDA* in situ
heuristic selection mechanism is better than the standard automated selection mechanism:
taking the maximal value of all available heuristics. The more heuristics in the set, the
bigger the impact of using RIDA*.

Not only did RIDA* in situ selection speed up the heuristic sets with respect to using
all available heuristics; the resulting run-times were also significantly faster than the until
then state-of-the-art heuristics. See figure 6.5 for the actual results. For problem-specific
data see section B.2.3 in the appendix.

33

This resulted in RIDA*’s Hundred set overall run-time being slower than RIDA*’s Fifty set. The
reasons are explained in detail in section 6.5.
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Figure 6.5: In this graph we show the overall run-times for both the “maximizing the
whole available heuristic set” approach and RIDA*. For each of the heuristic sets we
used the maximum combination degree with the best results. We show overall times, for
problem specific data see B.8

6.3.4

RIDA* Is Competitive With The “Best Heuristic Subset
on Average for the Domain” Approach

Fifteen Puzzle
There is an alternative to either using all available heuristics or RIDA* in situ selection.
Instead of maximizing heuristic values for all problems or in situ selecting a good heuristic
subset for the problem we could also try to use the best heuristic subset on average for
the domain. The “best heuristic subset on average” approach is not an approach we have
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seen explicitly detailed in any of the papers regarding PDB-based heuristic sets34 .
The main disadvantage of using the “best heuristic subset on average” is that, ignoring
sampling costs, finding the best heuristic subset on a problem by problem basis will never
do worse. But in situ heuristic selection adds sampling costs to each problem being
solved. Hence the “best heuristic subset on average” for the domain could solve a suite
of problems faster than in situ heuristic selection. This depends on whether the savings
acquired by choosing a heuristic subset on a problem by problem basis are offset by the
in situ sampling costs.
In section 1.4 we created three archetypical examples for comparing “best heuristic
subset on average” to “best heuristic subset for each problem”. The first, figure 1.1(a)(p.
8), shows that a “best subset on average” approach is more suited than a “best subset
for each problem” to cases on which a heuristic subset dominates, time-wise35 , any other
subset in the set. The second, figure 1.1(b) shows that even if there is no clear winner,
best on average is still a good approach if there is no significant difference between the
best heuristic subset on average and the best heuristic subset for each problem. The main
reason for using RIDA* for this case is if we want to automate the heuristic selection, but
the overall run-times cannot be guaranteed to be better than a “best subset on average”
approach. The third, figure 1.1(c) shows that, if there is a significant difference between
the performance of the best subset on average vs the best subset for each problem, then
in situ selection does better. For those types of cases, RIDA* should do very well. Not
only do we automate heuristic selection but we should also have better overall run-times.
The first question we tested for our Fifteen puzzle experiments was how often the best
heuristic for the problem is also the best heuristic for the problem suite. As we can see in
table 6.7 (p. 156) for a hundred and two problems out of a thousand, the best heuristic
34

But Dr. Felner, co-author of both [Korf and Felner, 2002] and [Holte et al., 2006], confirmed to us
that this was the approach they used to create a set of disjoint PDBs. In this thesis a set of disjoint
PDBs is referred to simply as a heuristic.
35
Of course maximizing across all heuristic values dominates all other heuristic subsets size-wise. Maximizing all heuristic values will always produce the least amount of nodes. But maximizing requires all
heuristics in the set to be evaluated (even if using Early Stopping (Definition A.1.1) all heuristics have
to be evaluated for leaf nodes) so it is possible that other heuristic subsets could speed up the search
process even if they generate more nodes.
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subset on average for the domain was also the best heuristic on average for the problem
suite. Hence for most problems in the suite the best heuristic subset on average for the
problem is not the best for the suite. So we know that we are not facing a case in which a
subset dominates all others time-wise (figure 1.1(a)). The next step is to check how much
difference does it make to select the best heuristic subset on a problem by problem basis.
Table 6.7: Best Subset On Average Vs RIDA* In Situ Selection for Fifteen Puzzle Five
(4-4-4-4) Heuristic Set.
Best subset on average for domain is also best for problem:

102 out of a thousand problems
1−

Overall Savings if In Situ Sampling is Not added:
Overall Savings Including In Situ Sampling:

1−

Selected subset time
Best−subset−on−avg time

= 20%

Selected subset time+sampling time
Best−subset−on−avg time

= 9.73%

The second question is how much better using the best heuristic subset for each problem is, compared to using the best heuristic subset on average. As we can see in table 6.7
if we do not include RIDA* sampling costs our overall savings are 20% compared to the
best on average. But after adding sampling costs the savings are reduced to 9.73%. So
RIDA* In Situ still does better than “best on average” for the Fifteen puzzle.
This scenario is close to figure 1.1(b). The best heuristic subset per problem is not
the best heuristic subset on average for most of the problems, but it does not make a
significant difference to use the best subset on average or the best subset per problem.
Our claim is that RIDA* automated heuristic selection is competitive with the a priori
“best heuristic subset on average” approach. Our objective was to create a framework
which enabled us to select a good heuristic subset automatically and competitively with
manual selections. This thesis does not focus on heuristic generation. RIDA* has no
control over which heuristic set is available. Hence our claim is that RIDA* makes competitive heuristic selection, even after including in situ sampling costs, with manual “best
subset on average” selection. But it only makes sense to use RIDA* if one of the following
applies:
1. It is an advantage to automate heuristic selection. If for any reason, e.g. we have a
method for generating a large number of heuristics and do not want to empirically
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find a good subset for the whole domain, then RIDA* should automate heuristic
selection with competitive overall run-times.
2. There is a significant performance gain when using the best subset for each problem
when compared to using “the best subset on average for the domain“.
Our contribution is to automate in situ selection efficiently, hence balancing selecting
the fastest heuristic subsets for each problem with the associated in situ sampling costs.
Also note that we favoured the best heuristic subset on average by assuming that
there is no cost in finding which is the best heuristic subset on average. The actual
sampling costs in finding which is the best heuristic subset for the domain might be much
higher than doing in situ sampling on a small suite of problems. But researchers usually
assume that “best on average” approach sampling costs are negligible if divided over a
sufficiently large number of problems. This also assumes that the goal does not change,
as is the case in most classic domains. But as [Holte et al., 2005] pointed out this is
not a fair assumption. In [Holte et al., 2005] they compared Hierarchical IDA* with a
regular PDB-based heuristic. Hierarchical IDA* calculates the patterns’ heuristic values
it requires in situ. This means that they have an extra in situ cost when compared to
using a regular precomputed PDB-based heuristic. But as [Holte et al., 2005] points out,
if either the goal changes or the number of problems to be solved is not infinite then the
cost of pre-computing the PDB-based heuristic should be included when comparing the
overall performance of both methods. In our case we could argue that the cost of finding
which is the best heuristic subset on average should be included as a cost to be divided
over the number of problems to be solved. But as this is not the standard practice we
decided not to include it in our comparisons.

Twenty-four Puzzle Results
Problems in the Twenty-four puzzle are very large. The biggest problem in our suite
takes six days to solve by RIDA*. Also the heuristic sets we used for the Twenty-four
puzzle are very large, i.e. there are millions of possible subsets, even after limiting the
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maximum combination degree. So it is not practical to calculate the best heuristic subset
on average for the domain. It would take to long even to calculate it for a single problem
in the problem suite.

But we wanted to compare RIDA* in situ selection for the Twenty-four puzzle to the
“best on average” approach. So we decided to do the following workaround to calculate
the best subset for the problem suite: we ran the Sampling Phase for as long as was
practical for each of the problems in the suite. As we know the solution distance for the
problems in the suite [Korf and Felner, 2002], we were able to predict the overall runtimes for each heuristic subset. Finally, for each heuristic set, we selected as “the best
heuristic subset on average for the domain” the subset which we estimated would solve
the problem suite faster.

Figure 6.6 (p. 159) shows the overall run-times for our estimated best heuristic subset
on average for the problem suite and for RIDA*. As we can see, in all cases RIDA*’s
overall run-time was better. We believe the reason it did better on the Tweny-five puzzle
is simply because it makes a bigger difference for this subset to choose the best subset on a
problem basis than choosing the best subset on average. Our main claim is that RIDA*’s
overall run-time is competitive with the “best subset on average” even after accounting
for its in situ sampling costs.
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Figure 6.6: In this graph we show the RIDA*’s run-times compared to using the best
subset on average for the problem suite. We show overall times. For problem specific
data see B.10. These results are for the Twenty-four puzzle problem suite in
[Holte et al., 2006].

Note that for the Fifteen puzzle we used a problem suite consisting of a thousand
random problems, that was representative of the domain. For the Twenty-four puzzle we
used the same random problem suite as in [Holte et al., 2006]. This suite is only made up
of six problems so, even though every problem is a random instance, the suite size is too
small to characterize it as representative of the domain. We are reasonably certain that,
for the Fifteen puzzle, the best subset on average for the suite was also the best subset on
average for the domain. But we do not know which is the best subset on average for the
Twenty-four puzzle. We decided to check whether picking a different suite of problems
to calculate the best subset on average would make any difference to the subset selected.
Normally the training suite for calculating the “best subset on average for the domain”
is not the same as the suite we have to solve. We used the next six random problems in
[Korf and Felner, 2002] to estimate the best subset on average. Due to lack of time we
only did this for the Fifty heuristic set. The estimated best subset on average for the new
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problem suite was different. Graph 6.7 shows the overall run-times when using RIDA*,
best subset for the problem suite and best subset when using a separate training set.

Figure 6.7: In this graph we show RIDA*’s run-time for the Fifty heuristic set. We also
show the run-time when selecting the best subset on average for the problem suite. We
also show the results when the best subset on average is selected from a different set of
random problems of the same size. We show overall times. For problem specific data see
B.10. These results are for the Twenty-four puzzle problem suite in [Holte et al., 2006].

In summary, for all the heuristic sets we created for the Twenty-four puzzle, RIDA*
did better than the “best subset on average” approach. This is even after accounting for
RIDA* in situ sampling costs. RIDA* is competitive with the “best heuristic subset on
average” approach. Also we showed that separating the training suite from the problem
suite made a significant difference in favour of RIDA*. Normally a “best on average”
approach would use a separate training suite.

6.3.5

Another Domain: Towers of Hanoi

In this section we used the same Hanoi set-up as in [Felner et al., 2004a]. We use a 15-Disk
PDB to solve a 16-Disk Hanoi Tower puzzle with four pegs. As in [Felner et al., 2004a]
we only solve the hardest problem: all disks start on a non-goal peg. The number of
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available heuristics is

16∗15
2

= 120. The number of possible heuristic combinations is

exceedingly large (2120 = 1.33 ∗ 1036 ). The Credit Assignment problem forced us to
lower the Maximum Combination Degree(M.C.D) to three. This low M.C.D is likely
to be lower than the best possible combination degree, even if we take into account the
Diminishing Returns property(Definition:A.1.5). A greedy search mechanism would allow
a bigger M.C.D and it might be a better option for this domain, but greedy search is not
investigated in this thesis. It is future research.
The capping limit was empirically set at 100,000 nodes. A bigger capping limit would
have been desirable, but as explained in §6.2.6 the difference in informedness between
the different heuristics means that the HUST grows much faster than for the N-puzzles
experiments.
Table 6.8: Overall time results for Towers of Hanoi(4 Pegs-16 Disks)
Maximizationa

RIDA*b

Total Time

TPN

Nodes Generated

Total Time

TPN

Nodes Generated

(seconds)

N odesGenerated
T otalT ime

(# Nodes)

(seconds)

N odesGenerated
T otalT ime

(# Nodes)

1.80 ∗ 104

4.37 ∗ 10−4

4.12 ∗ 107

4.37 ∗ 103

6.68 ∗ 10−5

6.54*107

a
b

Maximization of 120 available heuristics using regular A* as in [Felner et al., 2004a]
with M.C.D=3 and a capping limit of 100,000 nodes. RIDA* used A* for the Solving Phase.

Even with all the caveats just listed RIDA* did significantly better when compared
to Maximization(Definition A.3.11). Table 6.8 (p. 161 shows the overall search times
both when using Maximization and RIDA*. RIDA* was 4.11 times faster than using the
Maximization approach (which was the approach used in [Felner et al., 2004a] and claimed
to be state-of-the-art). The reason for RIDA* being significantly faster are two-fold:
RIDA∗GeneratedN odes
1. The number of nodes do not decrease significantly( M aximizationGeneratedN
= 1.59
odes

ratio) when compared to the difference in average time per node (
6.54 ratio ). Hence the overall time savings are

6.54
1.59

M aximizationT P N
RIDA∗SolvingP haseT P N

= 4.11. RIDA* improve perfor-

mance because it shifts the balance between informendness vs computational costs
towards a faster overall search.

=
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2. The low capping limit meant that both the HUST creation costs and the Credit
Assignment Costs were quite low compared to the overall RIDA* solving time. See
Table 6.9(p. 162) for details.

Table 6.9: RIDA* overall time for its three distinct phases (HUST creation or sampling,
Credit Assignment or Prediction and Solving time

6.4

Solving Time

HUST Creation Time

Credit Assignment Costs

(seconds)

(seconds)

(seconds)

3.98 ∗ 103

1.78 ∗ 102

2.17 ∗ 102

Claim#2: Compact Representation of HSTs Reduces Overall Sampling Costs

6.4.1

Fifteen Puzzle

Our second claim is that the way RIDA* does in situ sampling reduces the overall sampling
costs. Thanks to using the Culprit Counter Lattice (CCL) the Credit Assignment Problem
is not a significant issue for the five heuristic set we used for the Fifteen puzzle36 . As the
Credit Assignment Problem needs to be solved only once per iteration, and there are only
thirty two possible subsets, solving the Credit Assignment Problem takes no measurable
time. However note that updating the corresponding Culprit Counter every time a node
in the HUST is expanded does slightly raise the average overhead for the HUST.
We present our results with/without using Safe Early Truncation(Definition A.1.3).
SET is a simple rule which states that once a heuristic has culled a node in the HUST
we do not need to evaluate it for any of its descendants. Even though it requires keeping
track of the current culling depth for each heuristic in the set, it significantly reduces the
36

It would have been a problem if we had to update the corresponding number of generated nodes
counters every time a node was expanded. But using the CCL reduces the online Credit Assignment
complexity from exponential, with respect to the number of heuristics in the set, to linear. The Credit
Assignment Problem still needs to be fully solved at the end of each iteration but then it can be considered
as a negligible cost for such a small set.
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number of heuristic evaluations. The net effect is a significant decrease in the average
overhead per node, hence the time compression ratio is much better when using SET.
Table 6.10: HUST Savings
Redundancy Reduction

Time Compression (with SET)

Time Compression (No SET)

N odesGenerated by AllP ossibleSubsets
N odes generated in HU ST

T ime to Generate All P ossible Subsets
T ime to Generate HU ST

T ime to Generate All P ossible Subsets
T ime to Generate HU ST

4.04

3.85

1.99

For the Five (4-4-4-4) heuristic set, the HUST redundancy reduction factor was 4.04
(table 6.10). This means that the number of nodes generated for the HUST was approximately a quarter of those generated if all (32) heuristic subset search trees had been
generated separately. Even for a small five heuristic set the redundancy reduction is quite
good. If we added more heuristics we would expect an even bigger compression factor.
See the next subsection for our results with larger sets.
The time compression factor when using Safe Early Truncation (3.6) is 3.85, so the
HUST takes approximately a quarter of the time compared to expanding the 32 heuristic
subset search trees separately. Time compression is slightly worse than the size compression due to the additional overhead of the HUST when compared to a regular IDA* search
tree. The extra overhead is due to updating the Culprit Counter Lattice (CCL) every
time a node in the HUST is expanded and also some extra computations if SET is used.
Note that the time compression is much worse, 1.99, when SET is not used.
The HUST eliminates node redundancy when sampling but at the cost of having to
solve the Credit Assignment Problem. Hence for a full account of HUST sampling savings,
compared to doing a heuristic search tree for each possible heuristic subset, we need to
include the costs of solving the HUST’s Credit Assignment Problem. As already stated
this is not an issue for a set of five heuristics for which there are only thirty-two possible
subsets. But it is an issue for the Twenty-five, Fifty and one Hundred heuristic sets we
used for the Twenty-four puzzle. The next subsection shows the HUST results without
the Credit Assignment Problem. For an account of the CCL extraction costs for these
large heuristic sets see section 6.4.2.
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Also note that for the Fifteen puzzle problems we did not use Early Stopping (Definition A.1.1). Early stopping speeds up regular IDA* by reducing the average overhead
for internal nodes. But it is unsafe because it might result in extra iterations, potentially
increasing the overall run-time37 . We did not deem it necessary to use Early Stopping as
the Fifteen puzzle problems are quite small. We did use Early Stopping for the Twentyfour problems as we needed to speed up problem solving. The HUST cannot use Early
Stopping as it only culls a node if all available heuristics cull that node. The overall time
compression would have been smaller if Early Stopping had been used. But it is safe to
assume that for such a small set the impact would not have been too significant, e.g. for
the Twenty-four puzzle experiments using an eight heuristic set, Early Stopping and with
an overall redundancy reduction factor of 3.01, the actual HUST time compression only
dropped to 2.12(Table 6.11,p. 165).

6.4.2

Twenty-four Puzzle

The results we present in this subsection do not include the time we spent solving the
Credit Assignment issue. In this section we focus on the HUST redundancy reduction
and the resulting time compression if we did not have to solve the Credit Assignment
Problem. The next section shows the actual time compression after solving the Credit
Assignment Problem, but note that the reason we limit the maximum combination degree
for some heuristics was so that we could solve the Credit Assignment Problem efficiently
while doing in situ sampling. The larger the set, the more we had to limit the combination
degree. We show the results for the highest combination degree and one level down for
each heuristic set. Note that for the Eight(5-5-5-5-4) heuristic set we did not need to limit
the maximum combination degree as solving the Credit Assignment once per iteration for
28 = 256 possible subsets was not an issue.

37

This cannot happen for the type of abstractions used for our heuristic set. It depends on the types
of heuristics used.
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Table 6.11: Redundancy Reduction and Time Compression
No Credit Assignment Impact Included. Only overall Results, for problem specific data
see B.2.5.
Heuristic Set

Redundancy Reductiona

Time Compressionb

Eight, M.C.Dc =8, 256 subsets

3.01

2.12

Twenty-five, M.C.D=4, 1.53E+004 subsets

47.41

22.37

Twenty-five, M.C.D=5, 6.84E+004 subsets

121.43

65.98

Hundred, M.C.D=3, 1.67E+005 subsets

367.26

52.50

Fifty, M.C.D=4, 2.51E+005 subsets

463.58

143.70

Fifty, M.C.D.=5, 2.37E+006 subsets

2326.40

910.89

Hundred, M.C.D=4, 4.09E+006 subsets

2496.51

703.10

by AllP ossibleSubsets
Redundancy Reduction = N odesGenerated
N odes generated in HU ST
T ime to Generate All P ossible Subsets
T ime Compression =
T ime to Generate HU ST
c
M.C.D means maximum combination degree

a
b

As we can see in table 6.11, the HUST redundancy reduction ratio grows38 with the
number of subsets considered. Time compression increased for all but one case. An
explanation follows.
Time compression is calculated in table 6.11 by estimation. We estimated the time
compression because it is impractical to generate every heuristic subset search tree, even
if we limit them to the Sampling Phase iterations. We measured the HUST time for each
problem, and added them together for the overall HUST time. For the overall subsets’
time we used equations (6.3) and (6.4) to translate the number of nodes generated39 for
each subset in actual run-time.
T ime Subsets
T ime HU ST
Nh
degree=M.C.D i=(degree)
X
X
T ime Subsets =
NGenN odes (subseti ) ∗ T P N (degree)

T ime Compression =

degree=1

(6.3)
(6.4)

i=0

N h=Number of heuristics in set; M.C.D=Maximum Combination Degree;
38

But not exactly linearly. It depends upon how complementary the heuristics in the set are. RIDA*
has no control over that.
39
Which we know after solving the Credit Assignment Problem.
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TPN(degree)=Overhead per node as a function of the number of heuristics in the set(table 6.1);
NGenN odes (subsetsi )=Number of generated nodes in the ith subset;

For the Fifteen puzzle problems, with a heuristic set of five heuristics, the time compression ratio was almost the same as the redundancy reduction ratio. But for the Twentyfour puzzle heuristic sets we used Early Stopping (Definition A.1.1). The more heuristics
in the set, the bigger the impact of Early Stopping. As explained in the previous section,
Early Stopping cannot be used with the HUST, hence the increasingly bigger difference
between redundancy reduction and time compression as the number of heuristics subset
increase.
Also note that even though the redundancy reduction ratio is slightly bigger for the
“Hundred(5-5-5-5-4) set,M.C.D=4” compared to the “Fifty(5-5-5-5-4) set, M.C.D=5” this
is not the case for the time compression ratio. This must be due to the “subsets’ weighted
average overhead” being different for the “Hundred (5-5-5-5-4), M.C.D=4” subsets compared to the “Fifty (5-5-5-5-4), M.C.D=5” subsets.
The redundancy reduction ratios for large heuristic sets are very significant. For the
best case scenario we managed to reduce the number of duplicated nodes by a factor of
910.89 times when compared to doing every possible heuristic subset search tree separately.
Without the HUST and the Culprit Counter Lattice, RIDA*’s overall run-time would
have been much worse. But the time compression ratios we show in table 6.11 do not
include the computational effort required to solve the Credit Assignment Problem. The
next section shows the actual time compression ratios after accounting for the Credit
Assignment Problem.

6.4.3

Towers Of Hanoi

As in the previous subsections, the results we present in this subsection do not include
the time we spent solving the Credit Assignment issue. This section focuses on the HUST
redundancy reduction and the resulting time compression if we did not have to solve the
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Credit Assignment Problem for the Towers of Hanoi 16 Disks, 4 Peg domain.
Table 6.12 (p.168) shows the overall compression rates (node-wise and time-wise).
The compression rates are between one and two orders of magnitude larger than similarly
sized subsets for the Twenty-four puzzle (Table 6.11,p.165). The heuristic set used for
the Towers of Hanoi 16 Disk-4 Peg have a significantly higher redundancy rate40 than the
pseudo-random heuristic sets used for the Twenty-four Puzzle. This is not that surprising
when we consider that we are comparing heuristics made up of five patterns, four of them
with 5 tiles and the remaining one with four tiles (Twenty-four Puzzle) with heuristics
made of two groupings of 14 and 2 disks(Tower of Hanoi 16 Disk-4 Pegs). Any of the 120
Hanoi heuristics unique 14 disk patterns, which contribute most of the overall heuristic
h-value, have a difference of at most two elements with any of the other heuristic’s 14 disk
patterns. On the other hand the four 5-tile groupings41 for any of the Twenty-four Puzzle
heuristics will have at least a four tile mismatch with any of the other heuristics. The
maximum mismatch is 12 tiles (only one tile in common for each group). Summarizing,
it is much easier to create significantly different patterns when picking four patterns, of
five elements each, out of twenty-four elements than when picking fourteen elements out
of a total of sixteen. The more similar the patterns used for the different heuristics in the
set, the bigger the HUST’s compression effect.
Otherwise, The results follow the same pattern as in the N-slide puzzle experiments.
The Redundancy Reduction ratio grows exponentially when raising the M.C.D. This is as
expected, the size of the HUST remains the same while the number of subsumed HSTs
grows exponentially. The Time Compression factor is one order of magnitude smaller,
due to the fact that Early Stopping (Definition A.1.1) can only be used when building a
regular HSTs but not when doing a HUST42 . The more heuristics in the set, the larger
the impact of Early Stopping on reducing the overall Time Compression.
40

Which for the HUST is measured by how many nodes do the HSTs of different subsets have in
common.
41
which are all unique, see (§6.2.4, p. 137
42
As explained in previous sections we need all the heuristic values to populate the Culprit Counters.
On the other to do a regular HST for an F-bound we only need to know whether the node’s heuristic
value is bigger than the F-bound or not.
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Table 6.12: Redundancy Reduction and Time Compression
No Credit Assignment Impact Included.

Heuristic Set

Redundancy Reductiona

Time Compressionb

120, M.C.Dc =3, 2.88E+005 subsets

10,173

1,696.51

120, M.C.D=4, 8.50+006 subsets

204,589

34,900

by AllP ossibleSubsets
Redundancy Reduction = N odesGenerated
N odes generated in HU ST
Generate All P ossible Subsets
b
T ime Compression = T ime toT ime
to Generate HU ST
c
M.C.D means maximum combination degree

a

6.5

Claim #3: Solution to the Credit Assignment
Problem

Figure 6.8: In this graph we show the Credit Assignment impact on the HUST time
compression. The more subsets to assign, the more the original time compression is
reduced. The actual number of subsets for each entry is in table 6.11

6.5 Claim #3: Solution to the Credit Assignment Problem
As explained in section 3.5.1 (p. 61) the HUST subsumes all the possible heuristic subsets
search trees but we need to solve the Credit Assignment Problem to know the number
of generated nodes for each heuristic subset. The Credit Assignment Problem is not an
issue for small heuristic subsets thanks to our use of the Culprit Counter Lattice. In
exchange for a slight increase in the average overhead per node, RIDA* postpones solving
the Credit Assignment Problem from once per expanded node to once per iteration. The
reason we limit the combination degree for the larger heuristic sets was so that we could
efficiently solve the Credit Assignment Problem in situ.
Graph 6.8 shows how the time compression ratio decreases as the number of heuristic subsets increases. As previously mentioned, the Credit Assignment Problem is not
significant for small heuristic sets like the Eight(5-5-5-5-4) set.
The experimental data supports our claim that we managed, thanks to the Sparse
Culprit Counter Lattice and limiting the combination degree (section 3.5.2), to efficiently
sample large heuristic sets in situ. But our solution does have scalability issues. As we
saw in figure 6.5 (p. 154), RIDA* was always faster than the Maximization approach
(Definition A.3.11). But the heuristic sets’ overall run-times are better (also in figure 6.5)
for the Fifty set than for the Hundred set. The Hundred set contains every heuristic in the
Fifty set. The reason RIDA* overall run-time is worse is because the Credit Assignment
Problem is two orders of magnitude bigger for the Hundred set (tables B.16 and B.13).

6.5.1

Towers Of Hanoi Credit Assignment Problem

Table 6.13(p. 170) shows the impact of solving the HUST’s Credit Assignment Problem
for the Towers of Hanoi 16 Disk-4 Peg domain. As stated in section 6.5 the Credit
Assignment Problem has a scalability issue. In this case it means that the HUST overall
time compression is slightly larger when the M.C.D is set to three, even though the
overall node compression ratio is an order of magnitude larger when the M.C.D is set to
four. Explanation follows: Credit Assignment costs, as a function of the M.C.D, grow
almost twice as fast compared to the increase in the time it would take to grow all the
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HSTs represented by the HUST(Table 6.14, p.171). This is due to our Credit Assignment
solution sparse representation of Culprit Counters: For each populated Culprit Counter
RIDA* needs to update all affected heuristic subset size counters. Hence heuristic subset
counters gets updated multiple times instead of just once. There is no Credit Assignment
Problem when not using the HUST (but then each HST needs to be generated separately).
So summarizing, even though the HUST node compression factor grows exponentially
when raising the M.C.D the Credit Assignment costs grow even faster. This can lead to
the overall HUST time compression factor being smaller when raising the M.C.D past a
certain point.

It is important to note that RIDA*’s Credit Assignment Solution still manages to
reduce the sampling costs, compared to doing each HST separately, by a factor of 768.35
for M.C.D=3 and 709.25 for M.C.D=4. That is a large reduction in sampling costs
which enables RIDA* selection, even after accounting for in situ sampling costs, to be
competitive with a priori selection methods.

Table 6.13: Time Compression with and without Credit Assingment(C.A.)

Heuristic Set

Time Comp without C.A.a

Time Comp. With. C.Ab

120, M.C.Dc =3

10,173

768.35

120, M.C.D=4

204,589

709.25

Generate All P ossible Subsets
T ime Compression = T ime toT ime
to Generate HU ST
T ime to Generate All P ossible Subsets
T ime Compression = T ime to Generate
HU ST +T ime to Solve Credit Assignment
c
M.C.D means maximum combination degree

a

b
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Table 6.14: Credit Assignment Costs

Heuristic Set

HUST Creation Costs

Credit Assignment Costs

HSTs Timea

120, M.C.D=3

180secs

217.5 secs

3.05E+05 secs

120, M.C.D=4

180 secs

8.68E+03

6.28E+006 secs

Credit Assignment Cost Growth

HSTs Time Growth

39.90

20.57

a

This is the added time it would take, using Early Stopping, to generate each heuristic’s HST separately.

6.6

Summary of Results for Claims 1-3

6.6.1

Claim#1

We reproduce claim number one again:
We presented a framework for automating heuristic selection using a run-time
formula. This run-time formula uses in situ sampled data to approximate a
posteriori parameters.
Our presented framework does better than the standard automated approach,
taking the maximal43 heuristic value of the set [Holte et al., 2006]. This is
contingent on having a large enough set.
It is also competitive with the “best heuristic subset on average for the domain” approach. Which approach is actually best depends on the performance
difference between choosing the best subset on average or the best subset on
a problem basis.
Run-time Formula
Firstly we reviewed whether a more detailed parametric model would improve the runtime formula, compared to the standard average time per node model. We tested whether
43

We call this approach the Maximization approach (Definition A.3.11)
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a detailed parametric model would give more accurate predictions for IDA* as claimed
by [López and Junghanns, 2002]. Our results show that in our case an “average time per
node” model is equally accurate (table 6.3, p. 144). We agree with [López and Junghanns, 2002]’s
main argument: a detailed parametric model should be more accurate in general. But for
our setting there is a twofold argument which explains why this is not the case:
1. The most computationally intensive task for IDA* in our experiments is heuristic
evaluation, due to the high costs of unranking compressed PDBs. There is no
significant accuracy difference between both models as long as the “average time
per node” model takes into account how many heuristics the set has. Hence the
more heuristics in the set, the smaller the impact of a detailed parametric prediction
model.
2. The ratio of the most significant IDA* tasks, e.g. node expansion, heuristic evaluation, node creation, Inverse Operator Check, etc. behave asymptotically for sliding
puzzles. An “average overhead per node” model takes advantage of this behaviour,
i.e. the bigger the search tree the more constant the ratio between internal nodes
and leaf nodes is, to amalgamate the different tasks overheads into a single average
overhead per node. An “average overhead per node” model would not do as well on
domains in which the ratio between the main tasks did not tend towards constant
asymptotic values.
As a node prediction model we used the Heuristic Branching Factor (HBF). We showed
how the HBF behaviour is asymptotic but its actual value is problem-specific (figures 4.1
and 6.3). Hence we decided to use the last in situ sampled HBF to approximate its future
values.

RIDA* is faster than the standard automated approach. This is contingent
on having a large enough set of heuristics
We used the Fifteen puzzle,Twenty-four puzzle and Hanoi experiments to show that
RIDA* could efficiently and automatically select a good heuristic subset in situ. We

6.6 Summary of Results for Claims 1-3
used a small heuristic set for the Fifteen puzzle set, similarly to [Holte et al., 2006]. The
Fifteen puzzle experiments show that even when a small heuristic set is used, RIDA*’s
overall run-time, which includes its in situ sampling costs, was faster than if we had use
the Maximization approach (Definition A.3.11). RIDA*’s best result was to obtain average savings of 17.15% (figure 6.4, p. 147), out of a possible maximum of 40%, with a
standard deviation of 9.3%44 . See table B.2 (p. 226) for detailed results. This was contingent in fine-tuning an a priori parameter called the “Sampling Cap” which determines
how much in situ sampling is done for the current domain. There is a direct relationship
between the amount of sampling and the optimality of the choice (figure 6.4). The ideal
Sampling Cap actually changes on a problem by problem basis. An a priori Sampling
Cap is a good compromise but it needs to be determined manually for each problem set45 .
A high a priori Sampling Cap means that too many problems are solved in the Sampling
Phase (table 6.4, p. 149). If the a priori Sampling Cap is not high enough, then suboptimal selections are made. We would get better savings, and fully automate RIDA*, if
we could select the best Sampling Cap for each problem in situ. But this is future work,
for this thesis we simply chose the best Sampling Cap on average for the heuristic set.
Note that an a priori Sampling Cap works much better for the Twenty-four puzzle due
to average problem size. There is little risk of solving a Twenty-four problem instance
while in the in situ Sampling Phase.
The five heuristics set for the Fifteen puzzle [Holte et al., 2006] is quite small, it only
has thirty-two possible subsets. Hence we decided to try generating larger heuristic sets
and see how well RIDA* in situ selection did. We also wanted to see whether in situ selection could make an uncompetitive heuristic set better than the current state-of-the-art,
using the Maximization approach. We created three large PDB-based heuristic sets for
the Twenty-four puzzle (section 6.2.4). Then we tried using the Maximization approach
(definition A.3.11) with these sets to see how well they did (table 6.5,p. 152). Using
the Maximization approach, with the heuristics we generated, resulted in worse overall
44

Using a Sampling Cap of a thousand.
If the problem suite is representative of the domain problem distribution, then a “best on average
for the domain” approach can be used to set the Sampling Cap.
45
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run-times compared to the state-of-the-art heuristic sets in [Holte et al., 2006]. The more
heuristics in the set, the worse the Maximization approach did. But when instead we tried
RIDA* in situ approach we got much better results (table 6.6, p. 152). The more heuristics in the set, the bigger the speedup compared to the Maximization approach. Also, all
the heuristic sets we generated (Twenty-five(5-5-5-5-4), Fifty(5-5-5-5-4), Hundred(5-5-55-4)) had smaller overall run-times compared to the until then state-of-the-art heuristic
(figure 6.5, p. 154). Our best results were with the Fifty set where RIDA*’s overall
time was 1.88 times faster than the state-of-the-art set in [Holte et al., 2006] using the
Maximization approach(table B.8).
We also tested RIDA* in the Towers of Hanoi(16 Disks,4 Pegs) domain. The tower of
Hanoi has significant differences with N-slide puzzles(regarding this subsection’s claim):

1. A* is a better suited algorithm for the Solving Phase, due to the high frequency of
non-inverse alternative paths to the same state. We still used IDA* to build the
Sampling Phase’s HUST. In order for the HUST to be representative of the number
of generated nodes for A* we just needed to add global state duplicate check to the
algorithm.

2. Heuristic generation was quite straightforward thats to the work in [Felner et al., 2004a].
Basically the biggest PDB that can be stored in RAM can be used to generate a
large number of heuristics(by changing which Disks it indexed). This meant that
for this domain the issue was clearly which heuristics to select from the available
set without worrying whether there was a bias on how the heuristics were selected.

The result (Table 6.8,p.161) of using RIDA* for the Towers of Hanoi(16 Disks, 4 Pegs)
domain was a significant speed-up. This confirmed this subsection’s claim on a different
domain family(Towers of Hanoi) with a different optimal search algorithm for the Solving
Phase(A* instead of IDA*).
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It is also competitive with the “best heuristic subset on average for the domain” approach

We also compared RIDA* in situ selection results with using the best heuristic subset on
average (section 6.3.4). For the Fifteen puzzle RIDA* did slightly better compared to the
best on average approach (table 6.7, p. 156). But even though the best subset on average
was not the best one for most of the problems in the suite as well, the best subset on
average did quite well. Hence our overall savings compared to the best on average method
were reduced to just a bit better (from 17.6% vs the Maximization approach to 9.73% vs
best on average). But out claim is not that RIDA*’s overall run-time is always significantly
better than a best on average approach. Depending on the heuristic set we could do worse.
Our claim is that RIDA* selects good heuristic subsets automatically using an analytical
model. These selections should be competitive with the best on average approach. But
which approach is fastest depends on which type of heuristics sets are used (section 1.4).
For the Twenty-four puzzle we also did better than the best on average heuristic subset,
even after including all RIDA* in situ sampling costs. As we were using a problem suite
with only six problems [Holte et al., 2006] due to the long time it takes to solve random
problems for the Twenty-four puzzle, doing the usual a posteriori analysis was not possible
to determine the “best heuristic subset on average”. So we decided to estimate it by
sampling each problem as much as was practical, using the HUST, and using the runtime formula to determine which is the likeliest “best on average” subset. The actual
results were mixed. Figure 6.6 (p. 159) shows that we did better than the best subset
on average approach for all sets. But for the Twenty-five(5-5-5-5-4) set we did much
better. As previously explained, RIDA* has no control over how well the best subset on
average does. But, as we claimed, it is a competitive approach even when there is no big
performance difference between the “best subset on average” and “best subset for each
problem”.
Finally, because of the small size of the problem suite in the Twenty-four puzzle, the
chosen training set has a big impact on the performance of the “best subset on average”
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approach. Normally the best heuristic subset on average would be determined using a
“training suite” that is representative of the domain’s problem distribution. But for the
Twenty-four puzzle we did not use a separate training problem suite. Figure 6.7 shows
the impact of using a different training suite to calculate the “best heuristic subset” on
average for the Fifty(5-5-5-5-4) subset. This would be the normal approach. Note that
for the Fifteen puzzle this is not an issue as the problem suite is quite large and made of
random problems. Hence we can be reasonably certain of it being a representative sample
of the domain’s problem distribution. In summary, best on average works better when the
training suite’s best on average subset is also the best on average subset for the problem
suite to be solved. RIDA*’s in situ selection approach has no training suites.
Note that the “Best-on-average” approach does not apply to the Towers of Hanoi
domain as there is only one problem being solved (moving all disks from one tower to
another).

6.6.2

Claim #2

Claim
2 basically states that using the HUST, instead of multiple search trees, reduces the overall
sampling costs.
The Fifteen puzzle experiments showed that the HUST’s redundancy reduction was
quite efficient (section 6.4.1). RIDA* achieved redundancy compression rates of 4 and
time compression rates of 3.85 when compared to doing all possible heuristic search trees
separately. Without HUST’s compression we would not have achieved any savings when
compared to the Maximization approach.
The Twenty-four puzzle experiments (Table 6.11, p. 165) show that the more heuristics
in the set, the bigger the redundancy reduction46 Note that the time compression factor
was not as close to the redundancy reduction factor as in the Fifteen puzzle because we
46

Note that the number of heuristics is not the only factor, it matters how complementary they are.
For example if two heuristics expanded completely different paths then the HUST would only find as
redundant the root node. Of course it would be very difficult to design heuristics which behave like that.
But different heuristics will have different degree of superposition. The more nodes in common among
the different heuristic subsets, the bigger the HUST’s redundancy ratio.
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used Early Stopping 47 (Definition A.1.1). Also note that the time compression factors in
table 6.11 do not include the effect of the Credit Assignment Problem.

6.6.3

Claim #3

Summarized Claim #3: The HUST48 hast a Credit Assignment problem when dealing
with large heuristic sets. Claim #3 states that RIDA* has a solution to this problem.
The HUST redundancy reduction results for the larger sets were better than for the
Fifteen puzzle small heuristic set. This was as expected, the more heuristics in the set,
the bigger the compression factor. However as the number of heuristic subsets got much
bigger, the Credit Assignment Problem became a significant issue for the heuristic sets
we generated. Figure 6.8 shows the overall time compression for each heuristic set before
and after solving the Credit Assignment Problem. It has no measurable effect on the
smallest heuristic set, Eight(5-5-5-5-4), but it drops the time compression rate for the
Hundred(5-5-5-5-4) set, limited to a maximum combination degree of four, from 703.10
to 47.59. Still that is significantly better than the time compression ratio for the small
(five heuristics) Fifteen puzzle set of 3.85.
The more heuristics in the set, the more the Credit Assignment Problem becomes an
issue. RIDA* in situ Credit Assignment solution has a scalability problem. That is why
we got better overall results for the Fifty heuristic set than for the Hundred set (figure
6.5,p. 154). The Hundred set contains all the heuristics in the Fifty set, hence selecting a
good heuristic subset out of the hundred should be better than doing the same out of the
Fifty set. This was the case for RIDA* selections if we ignored the computational costs
of solving the Credit Assignment Problem. But as we have to include all sampling costs,
including the Credit Assignment Problem, the final result is that the Hundred set is too
big. RIDA* does better with bigger sets than the Maximization approach. But its Credit
47

Early Stopping interrupts heuristic evaluation once a heuristic culls the node. It reduces the overall
run-time for an iteration by eliminating unnecessary, i.e. not needed to find the optimal goal path, heuristic evaluation checks. It can not be used with the HUST because we need to evaluate all heuristics which
could potentially expand a node. Depending on the heuristic set, Early Stopping could set artificially
low F-bounds. This could result in a higher overall run-time for the problem instance.
48
And any other technique which would determine the best heuristic combination out of a large powerset
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Assignment solution has scalability issues, at some point adding more heuristics to the
set becomes detrimental to the overall run-time. Better Credit Assignment solutions for
larger sets is future work.
The Towers of Hanoi experiments (Table 6.13) confirm this subsection claims. The
time compression for the HUST’s is a factor of 768.35 at its best (M.C.D=3) and 709.25 at
its worst. The solution we presented solves the Credit Assignment problem while significantly reducing the overall sampling costs (compared to doing all the HSTs separately).
But the proposed solution has a scalability problem. Table 6.13 shows how increasing the
M.C.D from 3 to 4 results in the overall time compression, including Credit Assignment
costs, becoming slightly lower(from 768 to 709). Note that without the Credit Assignment
costs the Time compression would have increased by one order of magnitude(from 709 to
204,589). The high Credit Assignment costs limits the maximum M.C.D to three. Even
accounting for the diminishing returns property it is likely that subsets with a higher
M.C.D could be a better choice. RIDA* does not aim to select the best heuristic overall,
it aims to make a good heuristic selection which balances the required sampling costs
with overall search performance.

6.7
6.7.1

RandomizationExperiments
Introduction

Zahavi et al [Zahavi et al., 2007] proposed an alternative to the Maximization approach(Definition
A.3.11, p. 221). Their proposal is, given a set of N heuristics, to use a heuristic at random
to evaluate each node in the HST (Definition A.3.12, p. 221). This results in a significantly smaller average evaluation time per evaluated node, i.e. for a set of N heuristics
the average heuristic evaluation time should be approximately reduced by a factor of N.
Of course, Maximization dominates the Randomization approach in terms of reducing the
number of generated nodes. However, generating less nodes does not automatically result
in a faster search. For example, if a heuristic set is made of N identical heuristics, then
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choosing any of its heuristics will speed up search.
Note that using the Randomization approach does not exclude using RIDA* as well49 .
The Randomization approach aims to shift the balance of heuristic informedness vs heuristic computational cost towards creating a heuristic which, possibly less informed, results
in a faster overall search. As long as RIDA* selects a subset made of more than one
heuristic, which is the case for all the experiments in this thesis, then the Randomization
approach could be used to possibly speed up the Solving Phase of RIDA*. The Randomization approach applied to RIDA* is a new approach which, instead of taking a heuristic
at random from the available heuristic set, evaluates each node by taking a heuristic at
random from RIDA*’s selected subset.
In this section we report the results when using both approaches:
1. Using the Randomization approach to select a random heuristic from the full available heuristic set.
2. Using the Randomization approach to select a random heuristic from RIDA* selected subset.
Note that the Randomization approach can result in a significantly inconsistent heuristic. Zahavi et al propose a method, called BPMX[Zahavi et al., 2007](Definition A.3.20,p.
223) to take advantage of the inconsistency. The basic idea is that if an inconsistently
higher h-value, compared to the parent node, is found, then the higher h-value is propagated upwards to the parent nodes50 . This can result in a significant reduction of generated
nodes for the Randomization approach as it stops all updated parent nodes from generating any more children. BPMX turned out to significantly improve the Randomization
approach performance for the heuristic sets used on this thesis.
Also note that the Randomization approach(with BPMX) is an alternative to the
Maximization approach (with Early Stopping, Definition A.1.1,p. 215). BPMX and Early
49

Of course if RIDA* selects only one heuristic then the Randomization approach does not apply
The propagation is only carried while the ancestor nodes is inconsistent. For example if the heuristic
value difference between a parent node and a child node is only 2 then only the parent node is updated.
If the difference was 4, then only the parent and grandparent is updated. This assumes a unit transition
cost in the HST.
50
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Stopping are techniques which, instead of selecting heuristics, can be used to speed-up
heuristic sets.51 . For these experiments, BPMX was always used to improve Randomization and Early Stopping was used to improve Maximization.
The results for the N-puzzles are mixed, Maximization with Early Stopping, also used
in Holte et al [Holte et al., 2006], resulted in overall faster search for the Twenty-four
Puzzle Heuristic sets while Randomization(with BPMX) was the fastest approach for the
Fifteen Puzzle. See the following two subsections for details.
Each following subsection contains the results for each of the domains in this thesis.

6.7.2

Fifteen Puzzle Results

Table 6.15(p.180) shows the overall performance impact when using the Randomization
approach to solve a 1000 random Fifteen Puzzle random problems. We also divided the
1000 problems in 10 groups of a 100 each so we can show the average savings ratio and
the standard deviation. Table 6.15 aims to help answering two questions regarding the
Randomization approach and RIDA*:
1. Does picking a better subset makes a significant difference in performance?
2. Are RIDA*’s sampling costs so high they swamp the savings?
Table 6.15: Overall time ratios with and without the Randomization approach for
Fifteen Puzzlea
RIDA* vs Maximization
avg ratio( MRIDA∗
) std dev
axT ime
0.84
0.069

Randomization vs Maximization
ime
avg ratio( RandT
)
std dev
M axT ime
0.51
0.067

Randomization vs Randomized RIDA*
ime
avg ratio( RIDA∗SubsetRandT
)
std dev
RandT ime
1.14
0.088

a

A 1000 random problems with empirically selected 5 heuristic set. Divided problem suite in 10 groups
of a hundred problems each to calculate average and standard deviation.

Randomizing RIDA*’s selected subsets does slightly worse(1.14 ratio) than using Randomization for the original five heuristic set. Randomization speeds up search both when
using the whole heuristic set and when using RIDA* selected subsets, albeit the speed up
effect is slightly larger when using the complete five heuristic set.
51

Early Stopping could be used with Randomization if more than one heuristic was selected at random,
BPMX can be used to (potentially) improve Maximization if the set has inconsistent heuristics.
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Randomization is twice as fast as Maximization. Note that the heuristic evaluation
time for the Fifteen puzzle is quite expensive, relative to the node creation time, due to
the use of lexical indexing52 . Hence it is not surprising that both regular Randomization
and Randomized RIDA* get a significant speed up.
Randomizing RIDA* selected subset is slightly slower(1.14 ratio) than using Randomization for the full set. We believe the reason for this is two-fold:
1. The problems in the suite are very small. Even with a small capping limit of a
1,00053 almost 20% of the problems were solved in RIDA* Sampling Phase. Small
problems are the main reason RIDA* only did a little better than maximizing over
the whole set. This makes it very difficult for RIDA* to balance sampling costs with
making good predictions. Randomization does not have this problem as it does not
have sampling costs.
2. The heuristic in the set used for the Fifteen Puzzle were manually chosen to complement each other. If it was a more random set, e.g. the sets for the 24 puzzle
problem, then RIDA* would have a better chance of finding subsets with less redundancy than the whole set. Using RIDA* on a manually designed five heuristic
set is the equivalent of trying to optimize an already good selection. It is possible,
but the time savings are not that significant. We did not use a bigger heuristic set
because this was the best set we empirically found and also we were comparing to
another five heuristic set in [Holte et al., 2006]. This thesis only uses heuristic sets
which are either state-of-the-art or very competitive.
To summarize: RIDA* does manage to get some savings but they are quite offset
by the high sampling costs. The Randomization approach has no sampling costs. As
explained in §1.4(p. 7) RIDA* can not get significant savings if the heuristics in the set
are already quite complementary. For this domain and set of problems the main reason
52

It makes the PDB very efficient space-wise but it increases the evaluation time by an order of
magnitude when compared to sparse multi-dimensional array representation. This was discussed in
§6.1.1(p.127).
53
This limit gave us the best results, see Table B.2, p. 226
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to use RIDA* would be if we are interested in automating the choice of heuristics for a
larger set. RIDA* is slightly faster than the Maximization approach even in these adverse
circumstances and slightly slower than the Randomization approach. On the next domain
we show how RIDA* does when the problem setting is more amenable (larger heuristic
sets, picked pseudo-randomly, larger problems).

6.7.3

Twenty-four Puzzle Results

We are comparing 4 approaches in this section. They are:
1. Early Stopping Maximization: This is the approach used in [Holte et al., 2006].
It takes the first maximal value above the current F-bound for each node it evaluates.
2. Early Stopping RIDA*: This is the standard RIDA* implementation evaluated
in §6.2.2. RIDA* uses the in situ selection phase to select a heuristic subset. Once
selected, RIDA* uses the subset to do IDA* search with Early Stopping.
3. RandomizedSet:This is a combination of the Randomization approach and BPMX(Definition
A.3.20. For each evaluated node a heuristic from the whole set is picked up randomly. BPMX is used for propagation of inconsistently high F-values.
4. Randomized RIDA*:This is a combination of the Randomization approach, BPMX
and RIDA*. For each evaluated node a heuristic from RIDA’s selected subset is
picked at random. BPMX is used for propagation of inconsistently high F-values.
Table 6.16(p. 182) shows the four approaches main characteristics so comparison can
be made at a glance.
Table 6.16: Features of the Used Approaches for the 24-Puzzle.
All the PDBs Used for the 24-Puzzle were Stored as a Sparse Array in RAM.
Approach
Early Stopping Maximization
Early Stopping RIDA*
Randomized Set
Randomized RIDA*

Randomization
N
N
Y
Y

Early Stopping BPMX
Y
N
Y
N
N
Y
N
Y

In Situ Prediction
N
Y
N
Y

Search Algorithm
IDA*
RIDA*
IDA*
RIDA*
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(a)

25 Heuristic Set

(b)

50 Heuristic Set

(c)

100 Heuristic Set

Figure 6.9: Overall Run Time with/without Randomization for Twenty-four suite of six
random problems as in [Holte et al., 2006]
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Figure 6.9(p.183) shows the overall run time for all the approaches just listed. We used
the same Twenty-four Puzzle suite of six random problems and three heuristic sets as in
§6.2.2. At a first glance we can see that Maximization does better than Randomization

as a speed-up option (both for regular IDA* and RIDA*).
Secondly, the more heuristics in the set, the smaller the performance difference between Randomization and Maximization(Table 6.17,p. 184). This is due to the Diminishing Returns Property(A.1.5,p.217): the more heuristics in the set, the worse performance
for Maximization. Randomization is not affected by Diminishing Returns as only one
heuristic is used per node. However, the Randomization approach is never faster than
Maximization for our heuristic sets. A significant difference in the set-up of the Twentyfour puzzle with respect to the Fifteen Puzzle is that the evaluation time for the heuristics
in the Twenty-four Puzzle is one order of magnitude cheaper to evaluate54 . Hence the
trade-off between informedness vs heuristic cost is shifted in the 24-Puzzle towards benefiting a Maximization approach.
Table 6.17: Overall Time Ratios With&Without Randomization.
Overall time data in Figure 6.9(p.183).
Specific time data in Figure B.2(p.244)
Heuristic Set
(# Heuristics)
25
50
100

Randomized Set vs Maximization
ime
( RandomizedSetT
)
M aximizationT ime
1.67
1.48
1.30

Randomized vs Maximized RIDA*
ime
( RandomizedRIDA∗T
)
M aximizedRIDA∗T ime
1.57
1.47
1.39

Interestingly, Randomization’s performance of RIDA*’s subset, compared to Maximization of RIDA*’s subset, also decreases with the heuristic set size. In this case Diminishing Returns should not be an important factor, as the number of heuristics in RIDA*’s
subsets do not change significantly with respect to the heuristic set size. We do not know
the exact reason, but we suspect that somehow RIDA*’s selected subsets for smaller sets
are less complementary than for bigger sets. The more complementary heuristics are in a
54

This is due to the heuristics for the Twenty-four puzzle being stored in multi-dimensional sparse
arrays. This is not as efficient storage-wise as a lexicographically indexed PDB but much faster to
evaluate. The actual choice on storage depends on available memory and how much larger is the PDB
when storing in a multidimensional array.

6.7 RandomizationExperiments
set, the better for Maximization vs Randomization.

6.7.4

Randomization Approach for Towers of Hanoi

In this case we compare the Maximization approach (Definition A.3.11) to the Randomization approach(Definition A.3.11) using A* for the Solving Phase of RIDA*. Note that
this means that Early Stopping does not apply to A* as there is no F-bound to compare
against.
[Zahavi et al., 2007] came up with a speed-up methods for inconsistent heuristics called
Bidirectional-Pathmax(BPMX). BPMX (Definition A.3.20 p. 223) takes advantage of
a heuristic inconsistency by propagating inconsistently high F-values. This results in
generating less nodes as the updated F-values preclude them from any further expansion.
The Randomization approach results in quite inconsistent heuristics. BPMX was used
for the Randomized N-slide puzzle experiments (§6.7,p. 178) and resulted in a significant
speed-up of the Randomization approach.
BPMX is not as effective for A* as it can be for IDA*. [Zahavi et al., 2007] tried to
modify IDA*’s BPMX to A* but left it as future work. Summarizing the reasons: upward
propagation does not bring significant savings because it is more expensive to implement
in A* and it is also less effective in reducing the number of generated nodes. For a brief
explanation see Definition A.3.20.
However, note that downward updates of F-value are easy and potentially useful,
even though not every update will result in culling nodes. This depends on whether the
updated F-value is larger than the optimal distance. The optimal distance is not known
until a solution is found, so the simplest option is to do downward updates(which is
called Pathmax[Zahavi et al., 2007]) and hope that it prunes enough nodes to justify the
additional computational costs.
Table 6.18(p. 187) shows the overall search times when using the Randomization
approach both for the whole set and for RIDA*’s selected subset. The first comment is
that Randomization speeds up significantly using the whole heuristic set. It is still faster
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to use RIDA*’s subset but by an insignificant amount(the overall time ratio goes down
from 4.11 to 1.03, calculated from Table 6.18). Also note that RIDA*’s subset is not
accelerated by using Randomization, it actually slows down from 4.37 ∗ 103 to 5.02 ∗ 103 .
RIDA* without Randomization is

5.19∗103
4.37∗103

= 1.19 times faster than using Randomization

for the whole set. A possible reason for Randomization slowing down RIDA*’s subset is
the lack of an efficient propagation mechanism for A*55 . Another difference it is that the
heuristics for Tower of Hanoi were picked manually while for the Twenty-fourth puzzle
they were picked picked up pseudo-randomly56 like for the Twenty-four puzzle. It would
be interesting to study the relation between the heuristic set(or subset) “redundancy”57
and how much does Randomization speed up search. But this is somewhat tangential to
RIDA* core interest: automated in situ heuristic selection.

To summarize RIDA* is competitive with the Maximization approach. Maximization
is based on the heuristic set doing well on average for the domain while RIDA*’s is based on
selecting problem-specific heuristics. Maximizing RIDA*’s subset did significantly better
than maximizing the whole set(Maximization). Randomizing RIDA’s subset did slightly
better than randomizing the whole heuristic set. This thesis’ objective is to improve
automated heuristic selection competitiveness. RIDA* did well for the Towers of Hanoi
puzzle and showed that RIDA* can be used for different domains. Randomization is a
new methodology which can speed up heuristic selection and is compatible with RIDA*.
It would be interesting to analyze techniques to predict when it is a good idea to add
Randomization. This is future work as it goes beyond the scope of the current research.

55

BPMX is an efficient propagation mechanism for IDA* because upward propagation of inconsistently
high heuristic values stops a significant amount of nodes from being generated. This is not the case for
A* because all the parent nodes of any leaf node have been fully expanded(Breadth-first vs Depth-first
expansion).
56
Albeit with a rule of thumb guiding selection and also no repeated patterns were allowed.
57
By redundancy we mean how often two different heuristics will cull a node for the current F-bound.
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Table 6.18: Overall Time results when solving the 16 Disk Tower of Hanoi with 4 pegs
using the Randomization approach for the whole set(with A*) and for RIDA*’s selected
subset with M.C.D=3 and a capping limit of 100,000 nodes. RIDA* used A* as well for
the Solving Phase.
Randomization of RIDA*’s selected subset
Total Time
TPN
Nodes Generated
GenN odes
(# Nodes)
(seconds)
T otalT ime
5.02 ∗ 103 4.44 ∗ 10−5
1.04 ∗ 108

6.8
6.8.1

Randomization of whole set
Total Time
TPN
Nodes Generated
GenN odes
(# Nodes)
(seconds)
T otalT ime
5.19 ∗ 103 4.44 ∗ 10−5
1.17*108

CrossoverExperiments
Introduction

This section shows the RIDA*’s experimental results when it uses its prediction model
to create a schedule of heuristic combinations for future iterations. In all other reported
experiments RIDA*’s selected the predicted best heuristic combinations for the next iteration after sampling is finished. The reason to create a heuristic schedule is because
crossovers may occur. A crossover is defined as the situation on which the fastest heuristic
combination changes between the last sampled iteration and the iteration on which the
goal was found(Definition A.1.6,p. 217).
If the cost of accurately finding crossovers was free, then RIDA* should always look
for crossovers. But RIDA*’s success in speeding up overall search time depends on two
factors: sampling effort and resulting time savings. RIDA*’s sampling effort determines
prediction quality. Ideally, RIDA* only needs to be precise enough in its predictions
to pick up the overall fastest heuristic combination(including sampling costs to find it).
Unfortunately, the ideal amount of sampling is unknown a priori as it would require
to at least know the optimal distance. Too much sampling leads to the sampling costs
offsetting any possible speed up resulting from the acquired information. Finally, any
RIDA*’s prediction errors increase exponentially the more iterations there are between
the end of the Sampling Phase and the last iteration. Due to all these issues, the default
RIDA*’s selection method is to pick up the best predicted heuristic combination for the
next iteration after the Sampling Phase is finished.
In this section we show the actual results when RIDA*’s looks for crossovers, that is
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it selects for each future iteration its corresponding predicted best heuristic combination.

6.8.2

Fifteen Puzzle

This section uses the same setup as explained in §6.2.1(p. 132). We used the 1,000 capping
limit as it proved to have the best overall results. To summarize we have a suite of 1,000
Fifteen Puzzle random problem instances and a 5 heuristic set. Thanks to the small size
of the problems’ HSTs and the small heuristic set it is possible to solve all the problems
in the Sampling Phase. This means that we know the best heuristic combination for each
problem and iteration in the suite. Table 6.19(p.189) is divided in two sections. The
first section shows the “best possible” average speedup crossovers. By “best possible” we
mean the best-case scenario,i.e. it assumes that sampling costs are free and predictions
are perfect.
Table 6.19 first entry shows that the potential speed-up, even if predictions were perfect
and free of costs, is only a ratio of 1.069 when compared to no crossover prediction. The
reasons for the small overall speed-up are:
1. Of the 1,000 problems only 330 had a crossover after 1,000 nodes have been expanded. For the remaining 670 problems there is no speed-up as the heuristic selection is the same. Even if we just calculated the speed-up ratio taking into account the
330 problems with crossovers, the speed-up ratio is just

OverallT ime330P roblemsW ithCrossover
OverallT imeSameP roblemsN oCrossoverP rediction

1.17.
2. The problems size is quite small for this domain. 189 of the 1,000 problems are actually solved before expanding the capping limit(1,000 nodes). Crossover performance
difference grows exponentially with each iteration, hence the bigger the problem the
bigger the potential performance difference due to crossovers.
Table 6.19 second entry shows that when trying to use RIDA* with crossover prediction for this domain(Fifteen Puzzle) and heuristic set (5 heuristic set) the result is a
slight slowdown(0.90 ratio compared to when no using crossover predictions). The combination of small potential gains when using crossovers and the inherent prediction errors

=
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of RIDA*’s in situ prediction mechanism means that for this setup it is slightly better
to not predict crossovers. As previously explained, prediction error grows exponentially
in IDA*’s successive iterations. Hence if crossovers do not make a significant difference
it is safer to simply ignore them. Predicting the best heuristic combination for the next
iteration after sampling tends to return good heuristic candidates. Predicting croosovers
has a significant risk of choosing an overall worse heuristic(performance-wise), compared
to just picking the estimated best heuristic combination after sampling.
Table 6.19: Average Crossover speed-up for a Thousand Random 15-Puzzle
Problems with a 5 heuristic set.58
imeW ithoutCrossovers
Ratio:Avg( OverallT
)
OverallT imeW ithCrossovers

Standard Deviation

No Sampling Costs and Perfect Predictions
1.069

0.039

RIDA* with Crossover Prediction and Sampling Cap 1,000 Nodes
0.90

6.8.3

0.066

Twenty-Four Puzzle

This section shows the experimental results when RIDA* uses crossovers for the Twentyfour Puzzle. The same heuristic sets and problem suite are used for these experiments
as for all the previous 24 Puzzle experiments(§6.2.2, p. 134). A major difference with
respect to the Fifteen puzzle is that both the problems and the heuristic set are much
larger. It is not possible to solve all problems with all possible combinations so we just
report on the actual results when RIDA* runs with and without crossover predictions.
Table 6.20(191) compares overall run-times with and without crossovers for each problem
in the suite. It also shows the distance, in iterations, between four critical stages in
the crossover prediction process. These stages are displayed in Figure 6.10(p.190) and
explained bellow:
1. Sampled Distance:This is the distance, in iterations, between the last sampled
iterations for the crossing(hcrossing ) and the crossed(hcrossed ) heuristics. The larger
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Figure 6.10: Schema Displaying the Three Critical Distances in a Crossover.
this distance is, the less accurate the crossover prediction will be. This is due to the
increased possibility of the earliest culled heuristic having an approximated HBF
significantly different from its asymptotic HBF.
2. Crossover Distance:This is the distance, in iterations, between hcrossing 59 last
sampled iteration and the iteration on which the actual crossover is predicted. The
larger it is, the least likely that the crossover will actually happen. This is due to
the crossover prediction error, caused by the difference between hcrossing ’s sampled
HBF and its asymptotic HBF, growing exponentially with each iteration.
3. Solution Distance:This is the distance, in iterations, between the iteration on
which the predicted crossover occurs and the problem’s last iteration. The larger
it is, the bigger the effect of the crossover in overall search performance. If the
crossover prediction is accurate, a larger Solution Distance should lead to a larger
speed-up ratio. On the other had, if the crossover prediction is inaccurate, the
larger the Solution Distance, the larger the slow-down effect(compared to having
used hcrossed ).
59

or hcrossed , whichever was sampled last.
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Following is a discussions regarding on which cases crossover prediction works and why.
Table 6.20: Crossover Speed-up Ratio for the Twenty-four Puzzle Suite .
Suite of six random problems, using the 25,50 and 100 heuristic sets.
Problem
1
2
5
6
2
3
2
5
6

Ratioa
Sampled Distanceb CrossoverDistancec SolutionDistanced
25 Heuristic Set,M.C.D=5,Sampling Cap=5 Million Nodes
1.7141189089
0
2
1
0.9317652017
1
3
3
0.939406357
1
3
3
0.6332620913
2
4
1
50 Heuristic Set,M.C.D=5,Sampling Cap=5 Million Nodes
0.9469185855
2
8
0
0.5101814643
1
6
4
100 Heuristic Set,M.C.D=4,Sampling Cap=5 Million Nodes
0.57
3
6
3
0.8472471631
2
6
1
1.0664458937
0
5
0

a T imeW ithoutCrossovers
T imeW ithCrossovers
b

Distance, in iterations,between when both the best heuristics after(hcrossing ) and before(hcrossed ) the
crossover were sampled.
c
Distance,in iterations, between max(hcrossing , hcrossed ) last sampled iteration and the iteration when
the crossover was predicted.
d
Distance, in iterations, between the predicted crossover iteration and the problem’s last iteration.

At a first glance we can see that for most problems the results of using crossover
prediction are mixed. The best results, when using crossovers, was achieved when using
the smallest of the heuristic sets (the 25 heuristic set). This is not surprising when
considering that the larger the heuristic set, the more likely that RIDA* has significant
prediction errors. Explanation follows: RIDA*’s prediction quality for a heuristic subset
is influenced by the distance between the last iteration in the Sampling Phase and the
iteration on which the first individual heuristic in the subset60 was capped. This means
that for some heuristics, RIDA*’s last sampled iteration for a heuristic can be several
iterations away than the last Sampling Phase’s iteration. The closer the last capped
iteration for a subset is to the last iteration in the Sampling Phase, the likelier it is
that the HBF has reached an asymptotic behaviour. If the subset capping iteration’s
HBF is significantly different from the asymptotic HBF for the problem instance then
the prediction quality will be poor. Prediction error will grow exponentially from the last
60

As soon as RIDA* caps a heuristic, sampling stops for all subsets who have that heuristic as a
member. Otherwise RIDA* would have to raised the capping limit for that heuristic.
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capped iteration. The more heuristics in the set, the more likely it is RIDA* will have a
significantly inaccurate HBF for a heuristic combination.
In figure 4.1 (p. 92) we showed how the heuristics used in [Holte et al., 2006] and
[Korf and Felner, 2002] have asymptotic HBFs, which are problem and heuristic specific.
This is also the case for the heuristics we generated for the Twenty-four puzzle. For
example,Figure 6.3 (p. 147) shows how the asymptotic HBF for each problem instance
can be quite different. The key to predicting crossovers successfully is to sample each
candidate heuristic combination enough to have a good approximation of its asymptotic
HBF. Otherwise, the poorer the Sampling Phase approximation of the asymptotic HBF,
then the poorer the crossover prediction.
Of particular interest is problem #1. When using the 25 Heuristic Set a crossover
is found which almost doubles the speed of the overall problem. The reasons for this
crossover being so successful is that the conditions were almost ideal:
1. Both heuristic subsets were capped at the same iteration, their prediction quality is
quite similar.
2. The distance between the last sampled iteration and the predicted crossover is the
minimum61 two iterations, so it is likely to be an accurate crossover prediction.
3. The only not ideal condition is that the solution distance is only one iteration.
This means that the expected crossover happens only one iteration before the last
iteration. If the crossover prediction is correct, then the more iterations between
the crossover prediction and the last iteration, the bigger the savings. Of course
the crossover heuristic being the best heuristic for the last two iterations is better
than the crossover only being the best combination for the last iteration. Using this
crossover manages to almost double performance even though the crossover heuristic
was only the best for the last two iterations.
61

A crossover between hcrossed and hcrossing requires that hcrossed is the best heuristic combination for
at least the first iteration after sampling. Hence the earliest possible predicted crossover distance is two
iterations.
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On the other hand the worst result was for problem #3 with the 50 heuristic set62 . An
inaccurate crossover prediction results in RIDA* taking twice as long, compared to if it
had chosen the estimated best heuristic for the first iteration after the Sampling Phase. In
this case the conditions led to a bad crossover prediction with resulting bad performance:
1. The crossing heuristic was capped earlier than the crossed heuristic. Sampling
one more iteration for the crossing heuristic might have been enough to avoid an
inaccurate crossover prediction.
2. The crossover distance was quite significant at 6 iterations. This means that RIDA*’s
prediction error, caused by the difference between the sampled HBF and the asymptotic HBF, had 6 iterations to grow exponentially. Of course if the heuristic combination settled into its asymptotic HBF early on(before the last sampled iteration),
then this would not be a problem. But, in general, the farther the crossover prediction is from the last sampled iteration, the more likely the crossover prediction is
wrong.
3. Finally, the solution distance was the largest at 4 iterations of all the problems and
sets. A large solution distance, with respect to the crossover distance, amplifies the
performance effect of the crossover. If the crossover prediction would have been
correct, the savings would have been likely to be large. On the other hand, as it is
the case, a bad prediction results in a significant worsening of the performance.
Note that problem #2 in the 50 heuristic set had only a 5% slow-down even though the
crossover distance was 8 iterations. As previously said, crossover accuracy in general
is affected by how far the sampling iteration is from the predicted crossover, but it is
not guaranteed. Crossover prediction accuracy depends ultimately on how inaccurate is
the sampled HBF with respect to the asymptotic HBF. This changes with each heuristic
combination with no obvious pattern.
62

Problem #2 with 100 heuristics had a quite similar overall slowdown ratio(0.51). The reasons listed,
in the next paragraph, for problem #3 with 50 heuristics apply as well for this problem. Problem #2
had in addition a bigger sampled distance between the crossover heuristics.
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A way to improve RIDA*’s crossover predictions would be to add a second Sampling
Phase on which more sampling effort would be put on those heuristic combinations identified as likely crossovers. The problem with this approach would be that it could lead to a
considerably more expensive Sampling Phase. RIDA* achieves savings by keeping a tight
control on the sampling costs. We know that for the 15 puzzle the potential savings were
too small to justify increasing the sampling costs. We do not know the potential savings
of correct crossover predictions for the Twenty-four Puzzle with our heuristic sets because
it would take too long to test every possible heuristic combination up to solution distance.
For the current “best” capping limit it is clear that the results are inconclusive. The overall savings are offset by the cost of wrongly predicting crossover. Hence, RIDA* default
implementation gains nothing by doing crossover prediction. But this might change with
a more sophisticated sampling mechanism. This is future work.

6.8.4

Crossovers for Towers of Hanoi

We are using A* as the algorithm for the Solving Phase of RIDA*. It is very easy to switch
heuristics when using IDA* if the switch point is the iteration. As long as the heuristics
are admissible, the algorithm keeps its optimality. For A* there is no clear stop points
on which to switch. One possibility would be to do the switch when creating the first
node with a F-level equal to the (HUST) Sampling Phase predicted crossover iteration’s
F-bound. Another option would be to do the switch once a certain number of nodes with
that F-value is generated. For this domain63 , RIDA* Sampling Phase does predict a single
crossover for the Hanoi puzzle quite early on(Table 6.21,p. 196), so we decided to show in
this subsection the speed-up Ratio when A* uses either of the candidate heuristics. Note
that we are just showing the overall runtime of A* with either heuristic, RIDA* does not
have an implemented crossover mechanism for A* at the moment.
Also note that in the Towers of Hanoi domain, the size of the critical distances has
less impact upon the crossover prediction. The HBF64 for the Tower of Hanoi domain
63

Towers of Hanoi traditionally is only solved for the hardest problem instance: all disks in one peg.
HBF is the rate of growth between two consecutive iterations. RIDA*’s Sampling Phase is still using
IDA*, hence HBF applies. Of course for A* crossovers, the predictions do not apply to iterations but to
64
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is significantly( 81 approximately) smaller than the N-slide domains65 . The reason for this
is that the use of State Duplicate check makes the iteration by iteration growth much
smaller, e.g. if we had used IDA*(with State Duplicate Check) as the solving algorithm
for this domain (16 Disks-4Pegs Towers of Hanoi) the HBF for the last two iterations would
have been 1.258. The average HBF for the Twenty-Four Puzzle was around 8.9. Hence
RIDA*’s in situ crossover prediction error, for the Towers of Hanoi domain, is significantly
less sensitive to the iterative distance from sampling to crossover prediction66 . And, of
course, even if a crossover is happening its overall effect is attenuated by the small HBF.
Table 6.21(p.196) shows that using the crossover heuristic results in a small slow-down.
The fact that the crossover did not occur is not surprising because:

1. The distance between the last sampled iteration and the crossover prediction is quite
large at 6 iterations. This makes accurate comparison hard, even accounting for the
smaller HBF due to duplicate check.

2. The distance from the crossover heuristic last sampled phase to the actual crossover
is only 2 iterations. This gives confidence to the predictions regarding the crossover
heuristic. Unfortunately this is not the case for the last sampled iteration for
the crossed(previous best) heuristic, which is 8 iterations away from the estimated
crossover. As the crossover prediction involves both heuristics, it is enough for one
of the heuristic’s last sampled iteration to be significantly distant from the crossover
prediction to diminish the confidence in the likelihood of the crossover actually occurring.

when a certain F-value is reached in the open list.
65
The PDB-based heuristics we used for the N-puzzle guarantee that F-bound for consecutive iterations
grow by two units. Hence the domain asymptotic average HBF is approximately the square of the average
branching factor for the domain.
66
A Sampling Distance of 6 units and a Crossover Distance of 8 units probably would have lead to
a very inaccurate crossover calculation for the Twenty-four puzzle. For the Towers of Hanoi(16 Disks,4
Pegs) heuristic set, the crossover calculation is inaccurate but the actual performance difference between
hcrossed and hcrossing is minimal.
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Table 6.21: Crossover Speed-up Ratio for the Twenty-four Puzzle Suite of Six
Random Problems.
Using the 25,50 and 100 heuristic sets.
Speed-up Ratioa

Sampled Distanceb

CrossoverDistancec

SolutionDistanced

0.95

6

8

19

a T imeW ithEarlierP redictedBestHeuristic
T imeW ithCrossoverHeuristic
b

Distance, in iterations,between when both the best heuristics after(hcrossing ) and before(hcrossed ) the
crossover were sampled.
c
Distance,in iterations, between max(hcrossing , hcrossed ) last sampled iteration and the iteration where
the crossover is predicted.
d
Distance, in IDA* iterations, between the predicted crossover and the problem’s last iteration. Note
that we used A* so there are no iterations. Still this gives an idea on how far is the crossover point to
the actual solution distance.

So, to summarize, crossover prediction does not seem to be as useful when using A*
algorithm for the Solving Phase. This is due to A*’s duplicate check lowering the HBF.
Also it is less clear, compared to A*, how to best implement crossover heuristic switching
in situ when using A*.

7
Conclusions

7.1
7.1.1

Problem Description and Solution Approach
Problem Description

In this thesis we aimed to find a solution to the following problem:
The Modern Problem
Given a problem-solver, Q, a domain, D, and a set of heuristics, H, find a way of
utilizing H which minimizes the average time it takes Q (using a subset from H) to solve
problems from D.
Our Goal:
To create an automatic method, M, such that given a problem-solver, Q, a problem
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suite, P, and a set of heuristics, H, M will find a subset, G, of H such that the overall time it
takes M to find G and to then have Q solve P using G is faster than the current automated
solution. M uses a run-time formula to model all relevant search costs (including the time
it takes M to find G). M’s overall time to solve a suite of problems also needs to be
competitive with the Manual Solution approach.

7.1.2

Solution Approach

We created a system (RIDA*), to implement our goal. RIDA* uses a run-time formula to
select heuristic subsets in situ, that is while solving the problem. The run-time formula
uses in situ sampling to approximate the a posteriori values1 for each subset. The goal is
not to select the optimal heuristic subsets, it is to select good heuristic subsets which result
in RIDA*’s overall time, including sampling costs, being better than the Maximization
approach (Definition A.3.11) and competitive with manual selection approaches. How
much faster RIDA*’s overall time is in relation to the alternative approaches depends on
the following factors: How many heuristics are in the set2 and how much of a difference
does it make to select the best subset on a problem by problem basis (see section 1.4 for
a detailed discussion on how the heuristic sets influence the outcome of comparing “best
heuristic subset on average” to “best subset for each problem”).
RIDA* is made up of several submodules(also called phases in this thesis)3 . The first
module is the Sampling module. RIDA* uses the early iterations of a problem to sample
the performance of each candidate heuristic subset in situ. Chapter 3 shows how we
used two structures we called the Heuristic Union Search Tree (HUST) and the Culprit
Counter Lattice (CCL) to reduce sampling costs. It also shows our Credit Assignment
solution. The HUST subsumes all the heuristic subsets’ search trees, hence eliminating
any node duplication. But for the same reason it needs to be determined which heuristic
1

RIDA* parameterized run-time formula uses in situ sampling to approximate the parameters’ a
posteriori values. Specifically, RIDA* in situ sampling is used to approximate the Heuristic Branching
Factor (HBF) for each subset, to predict the number of generated nodes in future iterations.
2
Figure 6.5 shows how increasing the number of heuristics in the set favours the RIDA* in situ
selection approach. However, note that increasing the number of heuristics in the set beyond a certain
point (around 100 heuristics) makes RIDA* increasingly inefficient due to the Credit Assignment problem.
3
figures 1.2, pp. 11 or more in detail in 2.1, pp. 37

7.1 Problem Description and Solution Approach
subsets each node in the HUST belongs to. The Sampling Module is divided into two
submodules. The first submodule, called the HUST submodule, compresses the sampled
subsets’ search trees. The second submodule, called the Credit Assignment Problem
module, determines how many nodes were generated by each subset’s search tree. RIDA*
uses an a priori Sampling Cap to determine how many nodes to sample before choosing
a heuristic subset to solve the rest of the problem. For the Fifteen puzzle experiments it
was a coarse mechanism. The ideal Sampling Cap should be determined in situ but this
is future work. Determining the best Sampling Cap was not an issue for the Twenty-four
puzzle problems. The same applies to the Towers of Hanoi(4 Pegs, 16 Disks) problem.
They are so big that an a priori Sampling Cap works well. On the other hand the Credit
Assignment Problem was not an issue for the small Fifteen puzzle heuristic set.

RIDA*’s second module is the Prediction Module. The prediction module uses the runtime formula to decide which heuristic subset is the estimated best for the current problem.
In Chapter 4 we created a detailed parametric model, using [López and Junghanns, 2002]’s
idea that a detailed parametric model gets better predictions for IDA*. Our experiments
show that, when using computationally intensive heuristics, there is no practical difference between a detailed parametric model or the “average overhead per node“ model
(section 6.3.1). So we decided to use the average overhead per node model as it required
less sampling effort. The run-time formula requires a model to predict future iteration’s
number of generated nodes for each subset’s search tree. We reviewed several options
(section 4.3) and chose the Heuristic Branching Factor(HBF) model [Korf et al., 2001].
The main reason is that even though heuristic distribution methods are more accurate
[Zahavi et al., 2008], they are also require a bigger sampling effort. Hence we used the
same rationale we used for choosing the run-time formula. We chose the method that,
while doing good predictions, required the smallest amount of in situ sampling. Finally
note that the HBF is an in situ parameter as shown in figures 4.1(p. 92) and 6.3(p. 147).

Finally the third module, called the Solving Module, solves the rest of the problem
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using regular IDA*4 with Inverse Operator Check and the selected heuristic subset5 .

7.2

Claims

In this section we summarize our claims (section 1.6) and main experimental results
supporting them.

7.2.1

First Claim:Using Run-time Formula to Automate Heuristic Selection

First the actual claim in full(between the horizontal lines) as first described in §1.6:

We present a useful framework (RIDA*) which automates the selection of an admissible
heuristic for IDA*.
RIDA* makes its selection, for a given problem, by using a run-time formula that
estimates search run-times for the candidate heuristics. In situ sampling is used to approximate the values for some of the formulas a posteriori parameters. This claim relies
on the following assumptions:
 The performance goal is, given a set of admissible heuristics, to minimize the overall

search time for an optimal solution. The overall search time includes all the time
used to select the heuristic.
 The problem domains’ representation is STRIPS-based.
 Choosing the best possible heuristic (or combination) out of the set for each problem

significantly improves performance compared to alternative options. This assumption relies on the input set being made of competitive heuristics, i.e. no single
4

A* was used for the Towers of Hanoi domain. The choice between IDA* or A* depends on the
frequency of duplicated states and memory availability.
5
Note that it is possible to have crossovers, that is, that a heuristic with a bigger overhead might
become the best subset for future iterations. The more iterations on a problem, the more likely this is to
happen. Hence it might prove very useful for very large domains, like the Thirty-five puzzle. We reviewed
crossovers in §6.8 with mixed results. A more sophisticated selection mechanism is future work §7.2.4

7.2 Claims
heuristic or combination dominates all others time-wise for every problem instance
in the domain. The alternative options are either Maximization of heuristic values(Definition A.3.11), Randomization(A.3.12) of the whole heuristic subset or a
best-on-average heuristic subset approach.
 There is a formula which, given the behaviour of the problem solver for each candi-

date heuristic up to a predetermined bound, can be used to predict, with sufficient
accuracy, future performance.
Basically RIDA* expects that the early behaviour of the problem solving gives
a good indication of future performance. RIDA* selection mechanism is based on
using a bounded sample of the initial problem solving effort, for all relevant heuristic
candidates, to approximate their future performance. RIDA* cannot work without
a formula which can use this early behaviour to predict future performance.
 There are natural stopping points at which we can compare the performance of the

different heuristics. For IDA* these stopping points are the F-bounds.
 Solution distance is not needed for good heuristic selection. For RIDA* to work,

it needs to be able to approximate the heuristic’s performance for future stopping
points(F-bounds).

Our contribution is to automate heuristic selection. Currently there are two possible approaches: “best heuristic subset in average for the domain” and the “Maximization”
approach (Definition A.3.11). A “best on average” approach requires a manual empirical
analysis to determine which is the best subset on average. RIDA* does away with that
empirical analysis, it instead uses an analytical model to automate heuristic selection.
We aim to do better than the Maximization approach. Note that using in situ heuristic
selection assumes that there is a subset of heuristics whose runtime is smaller than using
the whole set. If, for example, we tried to run RIDA* in situ selection on an already
selected subset from a previous RIDA*’s run, then RIDA* should choose all the available
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heuristics again. In that case there is no possible gains by using RIDA*. In general, in
situ selection is better than the Maximization approach when using a set on which some
heuristics are redundant6 .
RIDA* is better suited than the Maximization approach when large sets of heuristics
are available. In our experiments with the Fifteen puzzle we show that, thanks to RIDA*’s
efficient in situ sampling and heuristic selection, we were able to get some small savings
even when using a small heuristic set (only five heuristics). This result was contingent on
selecting a good Sampling Cap, see figure 6.4 (pp. 147). As the Fifteen puzzle problems
were so small, choosing a high Sampling Cap resulted in good optimality of choice but
negative savings due to the high costs associated with in situ sampling. Choosing the right
Sampling Cap was not a significant issue for the Twenty-four puzzle problems. Neither it
was for the Towers of Hanoi(16 Disks, 4 Pegs domain). They are so large that we can do
large amounts of in situ sampling safely.
We got much better results for the larger (up to a hundred) heuristics sets we generated
for the Twenty-four puzzle heuristic. We saw in table 6.6 that the more heuristics in the
set, the better RIDA* does versus the Maximization approach (Definition A.3.11). The
bigger overall speed up RIDA* got was solving the whole problem suite 3.91 times faster
than if we had used the Maximization approach (Table 6.6, pp. 152). The results were
also good for the Towers of Hanoi problem(Table 6.8,p.161). RIDA* solved the Towers of
Hanoi problem 4.91 times faster than the Maximization approach.
We also showed that in situ selection made the heuristic sets we generated for the
Twenty-four puzzle faster than the until then state-of-the-art heuristic sets. Our best
result was with the Fifty(5-5-5-5-4) heuristic set. It was 1.87 times faster to solve the
Fifty(5-5-5-5-4) set with RIDA* than solving the Eight(5-5-5-5-4) set with the Maximization approach. Note that if we had used the Maximization approach for the Fifty(5-5-55-4) set the resulting time would have been 1.65 times slower than the Eight(5-5-5-5-4)
set. See figure 6.5 (pp. 154) for detailed results.
6

Redundancy is not the only relevant factor. In situ selection does well when dropping heuristics from
the available set results in improving the trade-off between heuristic evaluation costs vs imformedness

7.2 Claims
For both the Fifteen and the Twenty-four puzzles’ problem suites RIDA* did better
than the “best subset on average approach”7 . RIDA* has no control upon the type of
heuristic sets it has as an input. Our objective is to automate in situ selection efficiently so
that, even if the heuristic set is more amenable to a “best on average” approach, RIDA*’s
overall run-time is still competitive. The “best-on-average” approach does not apply to
the Towers of Hanoi(Only one problem is to be solved, to move all disks from one peg to
another).
Summarizing, heuristic selection (both in situ and “best in average”) can only be
better than the Maximization approach if a subset exists which speeds-up overall search.
That such a subset can exist is thanks to the Diminishing Returns property(Definition
A.1.5,p.217) making large heuristics sets inefficient time-wise. In order for in situ heuristic
selection to be faster than “best on average”, the identity of the faster subset needs to
be problem specific. Otherwise “best in average” would be the faster approach. Finally,
note that in situ selection requires a run-time formula to efficiently predict good heuristic
subsets. “Best in average” would still be faster if the costs associated to finding problemspecific heuristic subsets are larger than their associated savings.
Results for the Twenty-four puzzle sets were mixed (figure 6.6, pp. 159). RIDA*
was better than the “best subset on average” for all heuristic sets, but only significantly
better for the Twenty-five(5-5-5-5-4) set. Once again, relative performance depends on the
actual heuristic set. We also showed how the “best on average” approach is dependent on
the training suite being representative of the problem suite to be solved (figure 6.7). We
showed how when selecting a different and equally random suite of problems for training,
the “best heuristic subset on average” performance can change significantly.
Randomization(Definition A.3.12,p. 221) is a combination technique which is an alternative to taking the maximal heuristic value. We reviewed the effects of using the
Randomization approach for the whole set of heuristics(which is created with the aim
to be the best on average for the domain) and for RIDA*’s in situ selected subsets in
7

As explained in section 1.4 the performance of RIDA* vs the “best subset on average” approach
depends on how much difference does it make to use the best heuristic subset on a problem basis compared
to using the best on average
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§6.7,p.178. In both cases the alternative to Randomization was Maximization8 .

We found that Randomization can be a useful addition both when using the whole
set or to speed up RIDA*’s selected subsets. Which method is better (Maximization
or Randomization) depends on the factors discussed in §6.7(p.178). Interestingly, it
would be conceivable to use RIDA*’s performance model to select in situ which technique(Maximization or Randomization) to use on a problem basis. This was a decision
which could be reliably made on a domain basis for our experiments, but in general it
would be good to have the flexibility. However, choosing between all the available speedup methods is not the main interest of this thesis9 , this is future work.

7.2.2

Second Claim: Compact Representation Reduces Sampling Costs

First the actual claim in full(between the horizontal lines) as first described in §1.6:

We present a compact representation of heuristic search trees(HSTs) that reduces the
overall sampling costs when more than one candidate heuristic is available. This compact
representation reduces the computational costs associated with evaluating the current and
future performance for any of the possible heuristic subsets.
Each heuristic subset has its associated HST. Sampling all possible heuristic subsets
requires expanding each possible HST. The proposed compact representation of the search
space, called Heuristic Union Search Tree (HUST), eliminates node redundancy across all
HSTs. For example the root node would be present in all HSTs but is only present once
in the HUST. This claim relies on the following assumption:
 RIDA* for N-slide puzzle assumes the search algorithm for the Solving Phase is

Iterative Depth A*(IDA*). The HUST is being used to compress all the possible
search trees generated by the IDA* search algorithm. For the Towers of Hanoi we
8

Maximization used Early Stopping(Definition A.1.1,p. 215) for speed-up while Randomization used
BPMX (A.3.20,p.223) for the same reason.
9
The main interest of this thesis is to automate heuristic selection on a problem basis efficiently.
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used A* for RIDA*’s Solving Phase. We added global duplicate checking to make
the HUST representative of A*. This was based on the fact that A*, like IDA*,
generates all nodes whose F-bound is bellow the optimal distance.

The Fifteen puzzle experiments showed that the HUST’s redundancy reduction was
quite efficient (section 6.4.1) even when using small heuristic sets (five heuristics). RIDA*
achieved a redundancy reduction rate of 4, compared to the number of nodes generated
by all possible subsets’ search trees separately. The time compression rate was 3.85 faster
than doing all thirty-two heuristic subsets’ heuristic search trees separately. Without
HUST’s compression we would not have achieved any savings for the Fifteen puzzle,
compared to the Maximization approach.
The Twenty-four puzzle experiments

10

show that the more heuristics in the set, the

bigger the redundancy reduction11 . Note that the time compression factor was not as
close to the redundancy reduction factor as in the Fifteen puzzle because we used Early
Stopping (Definition A.1.1). The best redundancy reduction rate we got was 2,496.51
times for the Hundred(5-5-5-5-4) set. The best time compression ratio we got was 910.89
for the Fifty(5-5-5-5-4) set12 .
The Towers of Hanoi experiments(Table 6.12,p.168) show a significantly larger(at least
one order of magnitude) HUST’s time compression ratio compared to similarly heuristic
sets for the 24 Puzzle. The reason for this is that the number of heuristics in the set is
not the only factor affecting HUST compression performance. The more complementary
the heuristics in the set, the smaller the HUST compression factors. The heuristic set
used for the Towers of Hanoi experiments have a higher degree of superposition(See §6.4.3
for details). The less complementary the heuristics in the set are, the bigger the HUST’s
associated savings are. The Towers of Hanoi experiments support this subsection’s claims
10

(Table 6.11, pp. 165)
Note that the number of heuristics is not the only factor, it also matters how complementary they
are. The more nodes in common among the different heuristic subsets, the bigger the HUST’s redundancy
reduction ratio.
12
Please note that the time compression factors in table 6.11 do not include the effect of the Credit
Assignment Problem. The bigger the number of possible subsets, the more the actual time compression
rates drop after solving the Credit Assignment Problem.
11
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in a different domain family(from N-slide Puzzles).

7.2.3

Third Claim:A Credit Assignment Solution

First the actual claim in full(between the horizontal lines) as first described in §1.6:

This thesis presents a solution to the Credit Assignment problem that results from using
the compact representation of the search space(HUST). Given an input set of N heuristics, every node in the HUST could have been generated by up to 2N possible heuristic
combinations. In order to predict the performance of each heuristic combination, it needs
to be determined which heuristic subsets generate each of the nodes in the HUST. This
is just another instance of the classic Credit Assignment problem. The solution used in
this thesis uses the following three steps:
1. To update one single Culprit Counter(CC) per node expansion instead of solving the
exponential(2N ) Credit Assignment problem once per expanded node. The computational costs of updating one CC is linear with respect to the number of available
heuristics(N). Note that this step on its own does not solve the Credit Assignment
problem, but it does significantly reduce the overall computational difficulty. This
is achieved by reducing the number of times the Credit Assignment problem needs
to be solved to once per iteration.
2. To create a structure we called the Culprit Counter Set (CCS). This structure uses
a sparse representation of the in situ created CCs which allows RIDA* to manage
larger heuristic sets. RIDA* uses the CCS to solve the Credit Assignment problem
at the end of each iteration.

3. Take advantage of the diminishing returns property of the Maximization approach[Zahavi et al., 2007]
to limit the maximum combination degree. Limiting the maximum combination degree (Definition A.3.19), i.e. the maximum number of heuristics present in a subset,
enables RIDA* to reduce the number of subsets considered. If the maximum combination degree is high enough then, thanks to the diminishing returns property
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(Definition:A.1.5), we can still get the most effective heuristic subsets time-wise
even though RIDA* does not look at the complete powerset.

The HUST redundancy reduction results for the larger sets were better than for the Fifteen puzzle small heuristic set. This was as expected; the more heuristics in the set, the
bigger the compression factor. However as the heuristic sets’ powerset got much bigger,
the Credit Assignment Problem became a real issue for the heuristic sets we generated13 .
It has no measurable effect on the smallest heuristic set, Eight(5-5-5-5-4)14 . Still, it is
significantly better than the time compression ratio for the small (five heuristics) Fifteen
puzzle set of 3.85.
The more heuristics in the set, the more the Credit Assignment Problem becomes an
issue. RIDA* in situ Credit Assignment solution has a scalability problem. That is why
we got better overall results for the Fifty heuristic set than for the Hundred set (figure
6.5, pp. 154). The Hundred set contains all the heuristics in the Fifty set, hence selecting
a good heuristic subset out of the Hundred should be better than doing the same out of
the Fifty set. This was the case for RIDA* selections if we ignored the computational
costs of solving the Credit Assignment Problem. But as we have to include all sampling
costs, including the Credit Assignment Problem, the final result is that the Hundred set
is too big. RIDA* does better with bigger sets than the Maximization approach but its
Credit Assignment solution has scalability issues, at some point adding more heuristics to
the set becomes detrimental to the overall run-time. Better Credit Assignment solutions
for larger sets is future work.
The Towers of Hanoi experiments (Table 6.13,p.170) confirm this subsections’s claims.
Using the proposed Credit Assignment Solution reduces the sampling costs, compared to
doing all HSTs separately, by a ratio of 768.35. Without our implemented “HUST+Credit
Assignment Solution” technique, RIDA* could not have speeded up solving the Towers
13

Figure 6.8, pp. 168 shows the overall time compression for each heuristic set before and after solving
the Credit Assignment Problem
14
This was the state-of-the-art set presented in [Holte et al., 2006], but it drops the time compression
rate for the Hundred(5-5-5-5-4) set, limited to a maximum combination degree of four, from 703,10 to
47.59.
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of Hanoi(4 Pegs, 16 Disks) problem by a factor of 4.91. The sampling costs would have
offset the savings associated to selecting a better heuristic subset. Finally, note that
increasing the M.C.D from 3 to 4 leads to a slight drop in the overall HUST’s time
compression. This is due to the Credit Assignment costs growing twice as fast as the
HUST’s node redundancy reduction ratio. The Credit Solution presented has a scalability
issue. But note that RIDA* does not select the best heuristic subset. RIDA* aims to
balance sampling costs with the savings associated to selecting a good subset. RIDA*’s
current Credit Assignment Solution does that. Improving it further is a future line of
research.

7.2.4

Future Work

In Situ Sampling Cap
Our results in the Fifteen puzzle were hampered by choosing a fixed a priori Sampling
Cap. For some problems the Sampling Cap was too small to choose the best heuristic set.
For other problems the Sampling Cap was so big that we found the goal node before the
Sampling Phase was over. An in situ Sampling Cap mechanism should take advantage
of this to set a good Sampling Cap for each problem. The reason we did not devise an
in situ Sampling Cap is because it is not obvious how to balance sampling effort against
the problem size in situ. The only obvious way to know a problem size is to solve it. A
posteriori results are useless when doing in situ selection.
Note that for the Twenty-four puzzle or the Towers of Hanoi(4 Pegs, 16 Disks) domains
the Sampling Cap was not an issue. Most problems in the Twenty-four puzzle, including
all the problems in [Holte et al., 2006]’s problem suite, are so large that we can safely do
enough sampling to choose a good heuristic subset. Same applies to Towers of Hanoi.
The Sampling Cap we used for the Twenty-four puzzle was five million nodes. For the
Towers of Hanoi the Sampling Cap was 500,000 nodes. Note that, for the Fifteen puzzle,
savings dropped if we raised the Sampling Cap above one thousand nodes.

7.2 Claims
Credit Assignment Problem Scalability Issue
RIDA*’s Credit Assignment approach has a scalability issue. RIDA* does better, compared to the Maximization approach, for the three heuristic sets we generated for the
Twenty-fourth puzzle, but the results with the 50(5-5-5-5-4) heuristic set were a bit better
than when using the 100(5-5-5-5-4) set with the same combination degree. The 100(5-55-5-4) heuristic set has all the heuristics the 50(5-5-5-5-4) set has. The reason the overall
run-time for the suite is worse when using the 100(5-5-5-5-4) set is that solving the Credit
Assignment Problem for the 100(5-5-5-5-4) set, Maximum Combination Degree(M.C.D)
of four, is two levels of magnitude more expensive than solving it for the Fifty(5-5-5-5-4)
set. The Credit Assignment problem forced us to select a M.C.D of three for the Towers
of Hanoi 120 heuristic set. We would have liked to have been able to combine up to five
heuristics at least. The Credit Assignment Problem is really an optimization problem.
Our solution was to limit the M.C.D and then find the estimated best subset up to the
limited M.C.D. Standard solutions to large optimization problems, e.g. greedy search,
might be better at reducing the number of subsets while still selecting good subsets.

Crossovers
We reviewed crossovers in §6.8 with mixed results. We found that the maximum possible
crossover prediction savings were offset by the required extra sampling effort for the Fifteen
puzzle. A good accurate crossover prediction requires to ensure the approximated HBF
is close to the asymptotic HBF. The results were mixed for the Twenty-four puzzle and
negative for the Hanoi puzzle. It is not clear how to make a better crossover prediction
mechanism, which would balances the required extra sampling with expected savings.
This is future work. Note that in very large domains, like the Thirty-five puzzle, the
required extra sampling costs to reasonably guarantee good crossover prediction might be
low enough, compared to the overall solving costs, to make crossover prediction a good
option.
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More Domains
We only ran experiments on three domains: the Fifteen puzzle, the Twenty-four puzzle
and the Towers of Hanoi. This was sufficient to fine-tune the techniques which allow
RIDA* to select a heuristic combination in situ efficiently. However, the more domains
used, the more we can generalize RIDA*. For example, Rubbik’s cube would be an
interesting domain on which to try RIDA*. Rubbik’s cube best PDBs are based in non
disjoint patterns. This should make it easier to generate automatically a large number of
competitive and non redundant heuristics. RIDA* should do well on such a domain.
Note that Doctor Rob C. Holte advised us on a possible technique to determine
whether a domain would be amenable to our approach. His idea was that it is likely
that there is a connection between the standard deviation of heuristic values for a heuristic set and how well will the “best heuristic subset per problem” do versus the “best
heuristic subset on average for the domain”. It is reasonable to assume that the more the
heuristic values can diverge, the more significant will be the difference between choosing
the “best heuristic subset for the problem” compared to the “best heuristic subset on average for the domain”. We would like to use this idea to automatically determine whether
a heuristic set is amenable to RIDA*’s in situ selection technique. This is future work.
Randomization vs Maximization In Situ
We found that Randomization can be a useful addition both when using the whole set
or to speed up RIDA*’s selected subsets. Which method is better (Maximization or
Randomization) depends on the factors discussed in §6.7(p.178). RIDA*’s prediction
model would need to account for the Randomization approach as an alternative. It is
likely that we could use the Culprit Counters to estimate the impact of Randomization,
e.g. if the relevant Culprit Counters for a heuristic subset show that most nodes were
expanded15 by most of the heuristics in the subset then Randomization should do well.
Note that the choice between Randomization or Maximization was a decision which could
be reliably made on a domain basis for our experiments, but in general it would be good
15

Or culled, as long as most heuristics in the subset “agree” then Randomization should do well.
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to have the flexibility of in situ predictions.

7.3

Usefulness of RIDA* to Different Problem Domains

This section discusses other research areas besides this thesis (RIDA* selection of admissible, PDB-based heuristics) where RIDA*’s principles could be useful. Of course only
actual experiments could confirm/refute such claims. This is just a list of examples on
which we believe a selection mechanism, similar to RIDA*’s, could improve the current
practice.

7.3.1

Generic Heuristic Creation using Abstraction Technique(GHCAT)

[Helmert and Ludwigs, 2007] introduced a new method to generate abstractions. This
method subsumes PDBs and we discussed it in section 5.1(p. 105). [Helmert and Ludwigs, 2007]
does not present an alternative selection mechanism to the usual best-on-average method-

ology. In this sense RIDA*’s principles could be used to automate tailoring [Helmert and Ludwigs, 200
domain-based decision to each problem instance.
Note that [Helmert and Ludwigs, 2007] mentions that they got better results in several domains by tweaking the domain-based selection technique to generate more than
one heuristic candidate. For these domains [Helmert and Ludwigs, 2007] used the Maximization approach (Definition A.3.11,p. 221) to combine the heuristics in the set. This is
the same starting point as in [Holte et al., 2006], which motivated the work in this thesis.
A set of domain-wise competitive heuristics can be improved by choosing problem-specific
subsets.

7.3.2

Memory Partitioning

In [Zhou and Hansen, 2004] abstractions are used to reduce the costs involved with the
A* duplicate detection mechanism when using a combination of RAM and slower Non-
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RAM storage. This is achieved by partitioning the open-list into two groups, lets call
them “active” and “dormant”. The “active” group is stored in RAM and contains states
which neighbor each other. This results in potential greater gains in time performance,
i.e. significantly reduces the average time cost per node by reducing non-RAM memory
usage.
The connection to RIDA* is that there is no best16 problem-specific hierarchy to do
this partition. In this sense the problem faced is very similar to RIDA* heuristic selection
of PDB-based heuristics:How to efficiently select the best patterns for the current problem.
[Zhou and Hansen, 2004] uses an a priori empirical approach similar to the ones used in
[Holte et al., 2006], basically run some experiments on a domain basis and select the best
partition on average for the domain. The same critique that was made of the empirical
best-on-average approach can be made: it renounces finding the best partition for each
problem. Hence, RIDA* selection mechanism could be applied for this problem as well.

7.3.3

ABSOLVER II

ABSOLVER II [Prieditis, 1993] is a heuristic-generation mechanism based on abstractions
which predates the current PDB systems. ABSOLVER II was discussed in §5.3(p.119).
ABSOLVER II uses a sub-program called Composer to find and remove operators
which are deemed “redundant”. It uses a greedy search algorithm(hill-climbing) and a
meta-heuristic(similarity) to decide which abstractions to compose. The meta-heuristic
counts the number of operator-pairs which are equal between two abstractions. Even after
using a hill-climbing algorithm guided with the similarity heuristic, ties do occur between
different abstraction pairs. This ties are currently resolved arbitrarily. An in situ RIDA*
selection-like mechanism could be useful to choose between abstractions which are deemed
to have equal prospects domain-wise.
Also Composer stops when the number of uninstantiated operators is 75% of the
number of initial operators. This domain-specific decision could be set up to be a in
16

As throughout the thesis by best we mean the most time efficient selection on a problem specific
basis.

7.3 Usefulness of RIDA* to Different Problem Domains
situ RIDA*’s like decision. Note that RIDA* would not work with a decision search
space which is continuous, e.g. Composer could stop with any number of uninstantiated
operators∈ [0, 100]%. But RIDA* can make choices when presented with a discrete set.
Hence Composer could be modified to do a RIDA*-like selection of the stop point if
provided as a set of fixed percentages, e.g {25,50,75,85}.
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A
Theory and Definitions

A.1

Algorithm Related definitions

Definition A.1.1 (Early Stopping). Early stopping is an IDA* enhancement in [Holte et al., 2006]
which speeds up the run-time of an iteration when using more than one heuristic. Early
stopping dictates that, in the process of evaluating heuristic values for a node, once the
first heuristic associated F-value is above the F-bound for the iteration, the node is immediately culled and no more heuristics are evaluated.
Note that Early Stopping only reduces the heuristic overhead for leaf nodes. Internal
nodes still have the same overhead as all available heuristics have to be evaluated before
expanding the node. It is unsafe because it could generate an artificially low F-value for
the next iteration. This would occur if an interrupted heuristic value had raised the F215
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bound for the next iteration. Then the number of generated nodes would be bigger than if
Early Stopping had not been used. For those heuristic sets whose underlying abstraction
sets a common fixed F-step for all parent-child transitions, Early Stopping is safe. That
is the case for the heuristics used in this thesis. Early Stopping would have been unsafe
if for example we had added Out of Place to our heuristic sets, as the first heuristic to
evaluate.
Also note that Early Stopping can not be used when building the HUST, as the HUST
needs to evaluate any heuristic that could potentially expand a node.
Definition A.1.2 (Linear Conflict). Linear conflict occurs when the fastest path for two
objects in the domain hamper each other. Then we say both objects are in linear conflict.
One object must do one move away from its best path to goal so that the overall amount
of operations is minimized. We assume an equal cost for all operators.
Definition A.1.3 (Safe Early Truncation). Safe Early Truncation is a HUST enhancement that speeds up overall run-time. Safe Early Truncation dictates that if a heuristic
F-value is above the F-bound then it should not be evaluated for any of the node descendants. It requires keeping track of the culling depth for each heuristic on the set so it
slightly raises the node overhead. It was presented in section 3.6.
Safe Early Truncation is necessary if a heuristic in the set is inconsistent. Otherwise
nodes which would not have been generated by regular IDA* expansion of an inconsistent
heuristic subset could be wrongly added to the heuristic subset by the HUST. This occurs
if an ancestor node was above the F-bound and any of the descendant’s F-value is below
the F-bound. Of course this can only happen to an admissible heuristic if it is inconsistent.
Definition A.1.4 (Neighouring Rule of Thumb for PDB Creation). Rule of thumb is
stated in the paper [Korf et al., 2001]:“As a general rule, when partitioning the tiles, we
want to group together tiles that are near each other in the goal state, since these tiles
will interact the most with one another.”
This rule of thumb is based on the hope that most of the “linear conflicts” are between
objects which are adjacent in the goal description. A linear conflict occurs when two

A.2 Graph Theory
objects hamper each others, shortest path to its goal positions. In order to resolve a
linear conflict one of the objects needs to move away from its shortest path to goal so
that the overall number of moves is minimized. As disjoint PDBs divide the domain in
patterns, any linear conflict between two objects in different patterns will be lost to the
heuristic. Hence keeping objects which are close together in the goal description improves
the chances of accounting for most of the linear conflicts in the heuristic estimate.
Definition A.1.5 (Diminishing Returns). From [Zahavi et al., 2007]:“ A well-known
method for overcoming pitfalls of a given heuristic is to consult a number of heuristics and use their maximum. Of course, there is a trade-off for doing this each heuristic
calculation increases the time it takes to compute h(s). Additional heuristic consultations
provide diminishing returns, in terms of the reduction in the number of nodes generated,
so it is not always best to use them all.”
Definition A.1.6 (Crossover). Let’s have two heuristics, h1 and h2 . h1 is more informed
than h2 but also has a higher overhead. Now let’s assume that h2 run-time is the fastest
for the next iteration after RIDA* Sampling Phase is finished. A crossover occurs if ,
due to the reduced number of nodes generated by h1 , h1 ’s overall run-time for a future
iteration is smaller than h2 . Note that a crossover does not occur if it were to happen
on an iteration after the one where the goal was found. A different type of crossover
may occur even if h1 and h2 have the same overhead. This can occur if h1 produced the
smallest amount of nodes in the last sampled iteration but h2 has a smaller asymptotic
HBF. In that case, at some future iteration, h2 should generate less nodes and hence take
less time. This is also a crossover. Of course a real crossover only occurs if h2 becomes
the fastest heuristic on or before the iteration on which the goal is found.

A.2

Graph Theory

Prior to discussing the union and intersection trees we need to formally define a few
concepts. All the following definitions clarify, specify or constraint the meaning of several
planning terms that are needed for this thesis.
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Definition A.2.1 (Tree Definition). In this thesis Trees are labelled directed acyclic
graph of nodes with the edges pointing away from a root node as usual. But for this
thesis we add two constraints to the usual tree definition:
1. All edges in a tree are labeled
2. Furthermore no parent can have more than one edge with the same label
Definition A.2.2 (Node Definition). A node is a vertex in the tree as usual but we add
the following constraints:
1. In this thesis we assume a deterministic application of labels unless otherwise stated.
Any node in a tree is then identified by the sequence of labels from the root to the
node itself.
2. Every node in a tree is unique but, if two or more nodes in different trees have the
same ordered list of labels, they are considered to be the same node.
Definition A.2.3 (Edge Definition). In this thesis edges are directed labelled connections
between a parent node and a child node in the tree.
Definition A.2.4 (Parent Child Notation). For two nodes, A and B, which belong to
the same tree, A being the father of B is formally denoted as: hA, Biȧnd defined as:
hA, Bi ≡ {{A, 1}, {B, 2}}
Definition A.2.5 (Node Path Definition). A Path to Node α | α ∈ SearchT ree is defined
here as the sequence of operators applied from the root node to node α. For this thesis
operators are applied deterministically
Definition A.2.6 (Leaf and Internal Node Definition). A Leaf Node in a tree is defined
here as a childless node. An Internal Node is any parent node.
Definition A.2.7 (Node Depth Definition). The depth to any node α ∈ ST is defined
as the number of labels in the path from the root node to α.

A.2 Graph Theory
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Definition A.2.8 (Intersection Tree Definition). Given a set of trees the Intersection
Tree (IT) is the smallest tree that includes one and only one instance of those nodes
which are present on all trees. (It is akin to a lossy compression on which any nodes not
present in at least one tree are eliminated.)
The Intersection Tree has some interesting properties:
1. The intersection tree of a set is smaller than or equal to the smallest tree in the set.

|IT | ≤ min |T ree|
T ree∈set

(A.1)

If the smallest tree in the set contains at least one node not present in any of the
remaining trees then the Intersection Tree of a set will be smaller than the smallest tree
in that set.
Definition A.2.9 (Union Tree Definition). Given a set of trees the Union Tree (UT ) is
the smallest tree that includes all nodes present at least once in any of the trees in the
set. Any nodes present in two or more trees in the set are only represented once in the
union tree of that set.
The Union Tree has some interesting properties:
1. The Union Tree is always larger than or equal to the biggest tree in the set.

|U T | ≥ max |ST |
ST ∈set

(A.2)

Actually there is only one way a union tree of a set can be the same size as the
largest tree in the set. This happens when all trees in the set are equal, that is they
expand the same nodes.
2. The union tree of a set cannot be bigger than the sum of all trees in the set.

|U T | ≤

X
ST ∈set

|ST |

(A.3)
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The Union Tree is a structure that contains only one instance of all nodes opened
by any of the trees in the set. It is akin to a lossless compression of the tree set.

A.3

Heuristic Search Trees definitions

The following section contains the necessary definitions to put the Intersections and Union
trees definitions in the context of heuristic search.
Definition A.3.1 (Search Tree Definition). In this thesis we define a Search Tree(ST ) as
a Tree(defA.2.1) superimposed over the state space [Russell and Norvig, 2002] on which
each node is associated to a state in the search space. ( Please note that a search tree
can have a cycle, i.e. a subpath which starts with state α and ends again with state , of
states along any of its paths but no cycle of nodes. Also note that no parent can have
two children representing the same state. )
Definition A.3.2 (Search Tree Node Definition). A node in the context of Search Trees
is defined as the representation of a state in the search tree. In order to generate a node
in the search tree we only need to know the initial state and its path. ( Please note that
if the same state is reached through 2 or more different paths then there can be as many
nodes associated to that particular state as paths reaching that state. )
Definition A.3.3 (Search Tree Edge Definition). Edges in the search tree are labeled by
the operator applied to the parent node which generated the child node.
Definition A.3.4 (Search Tree Node Labeling). For this thesis nodes in the search tree
are labelled by their path. For this thesis, operators are applied deterministically.
Definition A.3.5 (Search Tree Leaf Node Definition). A node in a search tree can be
childless because either it has not been expanded due to some search rule or because no
operator is applicable to its state description.
Definition A.3.6 (Search Tree Root Node). A Root node in a search tree is defined here
as the node to which no operator has been applied. It is associated to the initial state of
the search.

A.3 Heuristic Search Trees definitions
Definition A.3.7 (Tree Size). Whenever we talk about a search tree size we refer to the
number of generated nodes.
Definition A.3.8 (Heuristic Search Tree Definition). In this thesis we define a Heuristic
Search Tree(HST) as a search tree which uses a heuristic function as a node expansion
guide.
For this thesis we are only interested on those Heuristic search tree whose expansion
rule is a function of both their depth and their heuristic value(F-valued HSTs).
Definition A.3.9 (F-valued Heuristic Search Tree Definition). In this thesis we define a
F-valued Heuristic search tree(FHST ) as a HST in which only those nodes whose F-value
are under a threshold are expanded. The F value is usually a function of the depth of the
node and its heuristic values.
Definition A.3.10 (Heuristic Intersection Search Tree). Given a set of N heuristics the
Heuristic Search Intersection Tree (HIST ) is the intersection of all HST (Definition A.3.8)
created by the 2N subsets of the heuristics in the set. It it the smallest possible search tree
for a given set of heuristics. It can be generated by taking the maximal of all heuristics
in the set. Early Stopping (Definition A.1.1) can make the overall iteration time smaller
but risks, depending on the heuristic set, doing extra iterations.
Definition A.3.11 (Maximization Approach). Given a set of N heuristics, the Maximization Approach combines them by taking the maximal value. If using Early Stopping
(Definition A.1.1) then this condition is lowered to the first maximal value which culls
the node. The resulting search tree is the HIST(Definition A.3.10. This approach was
first seen used for PDBs in [Holte et al., 2006]. They combined a set of heuristics, each
of them a set of disjoint PDBs whose heuristic values were added by taking the maximal
value. They called this approach “Maximization after adding”. It is also briefly discussed
in §3.6.2 in [Russell and Norvig, 2002].
Definition A.3.12 (Randomization Approach). Given a set of N heuristics, the Randomization Approach combines them by selecting a random heuristic. Each time a node’s
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heuristic value is evaluated, one of the heuristics in the set is evaluated at random. This
approach was introduced by [Zahavi et al., 2007]. It aims to reduce the overall search
time.
Definition A.3.13 (Heuristic Union Search Tree). Given a set of N heuristics the Heuristic Search Union Tree (HUST ) is the union of all HSTs created by the 2N subsets of the
heuristics in the set. It can be generated by taking the minimal of all heuristics in the
set. Early stopping can not be used on this type of tree, we need to evaluate all heuristics
which could expand a node. Safe Early Truncation (Definition A.1.3) can be used to
greatly reduce the overall run-time. The larger the heuristic set, the more efficient SET
is.
Definition A.3.14 (Culled Nodes). A node is culled if its expansion has been delayed
because of a search rule, i.e. its F-value is over a threshold. A culled node remains
childless until the culling rule no longer applies to the node.
Definition A.3.15 (Pruned Nodes). A node is pruned if its generation is permanently
forbidden because of a search rule, e.g. Inverse Operator Check or duplicate check.
Definition A.3.16 (Inverse Operator Check(I.O.C)). Assuming that the domain is invertible, i.e. for every operator α there is another operator β whose preconditions are
alpha effects and whose effects are α preconditions, then every expanded node (minus the
root) will have one and only one operator which would generate the grandparent state.
We call that operator the forbidden operator. Inverse Operator Check prunes (Definition
A.3.15) the forbidden operator before the grandparent state is duplicated. The number
of nodes pruned is the same as the number of internal nodes minus the root.
Definition A.3.17 (Heuristic Subset). Given a set of heuristics we define a heuristic
subset as a subset of heuristics which can range from one heuristic to all of them.
Definition A.3.18 (Heuristic Subset Combination Degree). A heuristic subset combination degree is the number of heuristics in the set.

A.3 Heuristic Search Trees definitions
Definition A.3.19 (Maximum Combination Degree). Given the HUST and the CCs,
the maximum combination degree(MCD) for RIDA* is the highest heuristic subset combination degree for which their actual HST size is calculated. RIDA* imposes a MCD
when the powerset size is too large to calculate efficiently on its entirety while doing in
situ sampling. Note that the size of the tree resulting from maximizing over all available
heuristics is still calculated as only one culprit counter (CC11...1 is needed.
Definition A.3.20 (Bi-directional Pathmax). [Zahavi et al., 2007] propose a method,
called Bidirectional Path Max(BPMX): Whenever an inconsistently higher h-value, compared to the parent node, is found, then the higher h-value is propagated upwards to
the parent nodes and downwards to any affected siblings. On each transition, i.e. from
parent to node or viceversa, the F-value of the inconsistent node is lowered by an amount
equal to twice the path (between the updated node and the inconsistent node) cost. This
can result in a significant reduction of generated nodes for the Randomization approach
as it stops all updated parent nodes from generating any of their remaining to expand
children. In our specific implementation we only did upwards updates. There is no point
on updating siblings because if their parent node’s F-value is above the cur
BPMX’s upward propagation in IDA* eliminated pending expansions of previously
visited nodes whose F-value was revised higher than the current F-bound1 . For A* upward updates means updating already fully expanded nodes in the closed list. However, sibling F-values could be updated and stop from being expanded before the goal
is found2 but that would require at least for the A* algorithm to keep pointers in the
closed list to all descendant nodes. There is no guarantee that this would result in overall
faster search when taking into account the additional memory and computational costs.
Zahavi([Zahavi et al., 2007] explicitly states that BPMX is work in progress for A*.

1

IDA* is depth-first and hence it does not fully expand visited nodes in their first visit(unless there
is only one possible child). Hence if an ancestor node’s F-value is reevaluated higher than the current
F-bound we can disregard all its pending children. A* is breadth-first and fully expands every node it
visits. Hence an ancestor F-value update does not have the same beneficial stop for ancestor nodes.
2
Note that propagating F-values to sibling is less effective than to their ancestors. For example a
propagated F-value from a node to its sibling drops by four instead of just by two to their common
parent.
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B
Detailed Experimental Data

B.1

Fifteen Puzzle Data

Table B.1: Time per node
Number of heuristics

Overhead per node(t(#h) in Eq (6.2))

1

4.54µs

2

7.57µs

3

10.58µs

4

13.64µs

5

16.65µs
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time

))
19.96%
17.58%
10.40%
9.3%
11.59%
11.28%
23.27%
77.03%

Standard Deviation

time
avg(100 × sampling
selected time
0%
1.69%
5.18%
13.44%
38.22%
98.57%
216.07%
2174.74%

Sampling cost

best time
avg(100 ∗ chosen
)
time
50.63%
59.73%
71.95
82.41%
87.24
95.32
95.69
97.97

Optimality

Table B.2: Fifteen Puzzle Results for a Thousand Random Problems Divided in Ten Groups
Capping
# Solved while
Avg Savings over 10 groups
Limit
sampling
100 problems each
(# nodes)
(# problems) (avg(100 × (1 − selectedMtime+sampling
ax−of −5time
random subset
0
-22.70%
2 iterations, no capping
32
-5.69%
500
115
11.15%
1,000
189
17.15%
2,500
341
7.60%
5,000
487
-14.39%
10,000
639
-67.54%
100,000
947
-460.79%

B.2 Twenty-four Puzzle Data
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B.2

Twenty-four Puzzle Data

B.2.1

Random Heuristic generation
Table B.3 100 PDB-based heuristics (5-5-5-5-4).

All patterns are contiguous but exact tiles were chosen at random.
Heuristic

Pattern 1

Pattern 2

Pattern 3

Pattern 4

Pattern 5

1

6,5,1,7,12

19,24,18,14,13

20,21,15,22,23

3,4,2,8,9

11,16,10,17

2

17,16,21,20,15

1,2,6,5,10

12,11,7,13,14

22,23,18,19,24

3,4,8,9

3

16,21,20,15,17

5,10,6,11,12

14,9,4,8,13

19,18,24,23,22

3,2,7,1

4

17,18,23,24,19

12,7,11,8,13

3,2,4,9,14

22,21,16,20,15

1,6,5,10

5

4,3,9,14,19

1,6,7,8,2

15,10,5,20

6

15,16,10,20,11

4,3,2,8,1

5,6,7,12,17

13,14,9,18,19

22,21,23,24

7

9,4,14,3,19

16,17,15,21,20

12,13,7,2,8

11,10,6,5,1

18,23,24,22

8

14,19,24,9,4

10,15,20,16,21

12,17,11,7,22

5,6,1,2,3

13,18,8,23

9

3,4,8,2,7

12,17,13,18,22

9,14,19,24,23

10,5,15,20,21

11,6,1,16

10

20,21,22,15,10

16,17,18,11,13

23,24,19,14,9

7,12,6,8,5

2,1,3,4

11

23,22,24,19,18

6,7,5,1,2

15,10,20,16,21

4,9,8,14,3

11,12,17,13

12

7,8,13,3,4

17,18,22,21,20

19,14,24,23,9

12,11,16,15,10

6,1,2,5

13

2,3,1,6,5

15,16,20,11,10

9,4,14,19,24

8,7,13,18,23

21,22,17,12

14

16,21,11,6,1

12,17,7,22,23

13,14,18,19,24

4,3,9,2,8

10,15,20,5

15

12,11,10,13,15

17,22,16,21,20

23,18,24,19,14

7,6,8,1,5

2,3,4,9

16

14,9,4,19,24

7,12,6,2,1

8,13,18,23,3

10,11,5,15,20

16,21,17,22

17

5,6,1,11,2

23,18,22,17,12

13,8,3,4,7

20,21,16,15,10

14,9,19,24

18

3,8,13,18,12

4,9,14,19,24

2,1,7,6,5

15,16,17,11,10

20,21,22,23

19

6,5,10,7,12

14,13,18,9,19

11,16,21,15,20

1,2,3,8,4

22,17,23,24

20

6,1,5,10,15

23,22,24,21,20

7,2,8,3,4

18,19,14,13,9

17,12,11,16

21

10,11,5,6,1

19,24,14,9,8

18,23,13,12,22

17,16,15,21,20

4,3,2,7

16,11,12,13,18 22,21,17,23,24
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Table B.3 – continued from previous page
Heuristic

Pattern 1

Pattern 2

Pattern 3

Pattern 4

Pattern 5

22

3,4,2,1,9

23,24,18,19,22

6,7,8,5,11

12,13,17,16,14

21,20,15,10

23

20,21,16,15,22

4,3,8,2,1

14,9,13,12,11

19,18,24,23,17

5,10,6,7

24

9,14,19,24,18

6,1,2,3,4

5,10,11,15,20

22,23,21,16,17

7,12,13,8

25

16,21,20,17,22

3,4,8,9,14

19,18,23,24,13

5,6,1,2,7

10,15,11,12

26

15,20,16,17,10

9,4,3,2,1

7,6,12,11,5

8,13,18,14,19

21,22,23,24

27

5,6,11,1,12

10,15,16,17,18

3,2,4,8,7

9,14,19,24,13

22,21,20,23

28

19,14,13,9,24

3,4,8,7,2

10,5,6,11,1

12,17,18,22,23

20,15,16,21

29

18,19,24,14,13

17,22,23,21,20

4,3,2,8,9

16,11,12,15,10

6,7,5,1

30

13,8,7,12,11

18,17,23,16,22

19,24,14,9,4

15,20,21,10,5

3,2,1,6

31

17,22,23,24,19

8,7,3,4,9

12,13,11,18,14

16,21,15,20,10

1,2,6,5

32

4,3,8,13,12

21,22,16,17,23

19,14,9,24,18

1,2,6,11,7

20,15,10,5

33

12,11,17,16,22

13,18,8,3,23

14,19,9,4,24

5,6,7,2,1

15,10,20,21

34

23,24,22,18,17

8,9,4,3,7

5,6,10,1,2

21,20,16,15,11

19,14,13,12

35

23,18,13,19,24

22,17,16,11,6

21,20,15,10,5

9,8,3,14,4

2,7,1,12

36

6,7,2,1,3

22,17,21,23,20

13,12,8,9,4

11,10,16,15,5

14,19,18,24

37

16,15,17,18,19

4,3,2,9,14

21,20,22,23,24

12,11,7,8,13

6,5,10,1

38

10,15,11,20,5

9,14,4,3,2

7,12,8,6,1

17,22,23,21,16

18,19,13,24

39

6,1,11,10,5

3,8,2,4,9

12,17,18,7,23

15,20,16,21,22

13,14,19,24

40

19,14,18,24,23

8,9,4,3,2

16,21,15,22,20

11,6,5,1,10

12,13,17,7

41

18,17,19,13,14

2,3,8,4,9

11,10,15,16,12

23,24,22,21,20

5,6,7,1

42

1,6,11,16,21

7,2,12,3,17

13,18,23,8,22

9,14,4,19,24

5,10,15,20

43

9,4,8,13,12

1,2,3,7,6

23,18,19,24,14

20,15,21,10,5

22,17,16,11

44

8,3,7,2,1

12,17,16,18,15

13,14,19,9,4

22,23,21,24,20

10,5,11,6

45

14,19,9,24,4

18,23,17,22,16

20,15,10,21,5

13,8,3,12,11

1,2,7,6

46

21,16,15,20,10

12,13,14,19,9

17,18,22,23,24

2,3,8,7,4

1,6,5,11

Continued on next page

B.2 Twenty-four Puzzle Data

229

Table B.3 – continued from previous page
Heuristic

Pattern 1

Pattern 2

Pattern 3

Pattern 4

Pattern 5

47

16,15,11,10,5

7,12,6,1,13

19,18,23,24,14

3,2,8,4,9

21,22,17,20

48

13,8,18,3,23

16,11,12,17,22

10,15,5,20,21

14,9,19,24,4

6,1,7,2

49

12,17,11,10,5

21,16,15,20,22

4,3,9,2,1

14,19,18,24,23

13,8,7,6

50

20,15,10,5,6

16,21,17,22,11

2,7,3,12,1

19,18,13,23,24

9,14,8,4

51

19,24,23,18,22

10,15,11,5,6

16,21,20,17,12

2,1,7,3,8

9,14,4,13

52

3,2,1,6,11

14,19,24,18,13

10,15,20,21,5

22,23,17,12,16

9,8,4,7

53

12,11,10,7,5

17,18,16,15,19

14,13,9,8,4

22,23,21,20,24

1,6,2,3

54

3,4,2,1,6

10,11,16,15,5

7,12,13,17,18

8,9,14,19,24

21,22,20,23

55

20,21,22,23,24

2,1,7,3,4

17,16,18,11,19

13,8,12,9,14

15,10,5,6

56

3,2,4,8,9

16,15,21,17,20

23,24,18,22,19

11,12,13,10,14

1,6,7,5

57

23,22,21,17,20

7,6,2,5,1

19,24,18,13,14

11,12,16,10,15

8,9,3,4

58

18,17,22,21,20

9,8,4,3,2

10,5,15,16,11

13,12,7,6,1

19,14,24,23

59

16,21,20,15,22

14,9,4,3,2

18,19,24,23,17

11,10,5,6,1

13,12,8,7

60

22,17,16,21,20

18,13,8,3,23

12,11,7,2,1

14,9,19,4,24

10,5,6,15

61

1,6,5,11,2

9,8,4,3,7

14,13,12,19,24

20,21,15,10,22

18,17,16,23

62

21,22,23,20,15

9,4,3,8,2

6,7,12,5,1

18,17,16,11,10

19,14,24,13

63

4,3,9,8,13

2,1,7,6,12

18,23,19,14,24

21,16,22,11,17

15,20,10,5

64

18,19,13,14,9

15,20,21,10,11

23,22,24,17,16

7,6,5,12,1

4,3,2,8

65

1,6,5,2,10

12,7,13,17,22

16,15,11,21,20

9,14,8,3,4

19,18,23,24

66

23,22,17,16,24

5,6,7,12,11

1,2,3,4,9

18,19,13,14,8

20,21,15,10

67

20,15,10,11,5

12,7,8,6,1

16,17,22,21,23

14,19,13,18,24

9,4,3,2

68

4,3,8,9,14

2,7,6,1,12

18,17,19,16,13

11,10,15,20,5

22,23,21,24

69

22,23,24,18,19

1,6,2,11,5

9,4,14,3,8

15,20,16,10,21

12,7,17,13

70

14,13,9,4,8

6,1,2,5,3

15,20,10,16,21

12,11,17,22,7

19,24,18,23

71

17,18,22,23,21

10,15,16,5,20

12,7,8,11,6

19,14,13,24,9

3,4,2,1
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72

1,6,7,2,5

9,8,13,4,3

23,22,24,19,14

16,17,18,21,12

15,10,11,20

73

2,7,12,1,6

10,15,20,11,5

16,21,22,23,17

9,8,4,3,14

18,13,19,24

74

18,23,22,21,13

9,14,19,8,24

2,3,7,4,1

10,11,12,6,5

15,16,17,20

75

23,22,18,21,20

19,24,14,13,12

4,3,9,8,2

5,6,11,7,1

17,16,15,10

76

6,11,1,2,5

23,24,18,17,16

22,21,20,15,10

19,14,13,12,7

4,9,8,3

77

9,14,8,13,4

10,15,5,6,20

23,24,18,19,17

1,2,3,7,12

11,16,21,22

78

9,4,3,8,14

13,18,12,19,11

22,17,23,24,16

2,7,6,1,5

20,15,21,10

79

19,24,23,14,9

8,13,3,2,4

17,18,12,11,22

21,16,20,15,10

7,6,1,5

80

18,23,17,16,24

4,9,14,19,13

3,8,2,7,12

5,6,1,10,11

21,22,20,15

81

8,3,9,4,14

16,11,6,5,1

13,18,23,24,19

21,22,20,15,10

17,12,7,2

82

23,24,18,22,21

14,19,13,12,11

9,8,7,6,5

16,15,17,20,10

4,3,2,1

83

3,4,2,1,7

8,9,13,14,18

16,15,17,20,21

11,12,10,6,5

19,24,23,22

84

19,24,23,18,14

12,11,17,13,7

6,1,5,10,2

21,22,16,20,15

4,3,8,9

85

20,21,16,15,17

6,11,5,10,1

12,13,14,9,19

7,8,3,4,2

18,23,22,24

86

22,17,18,13,23

12,11,6,5,10

4,3,2,7,1

9,8,14,19,24

21,16,15,20

87

18,17,23,12,11

19,14,24,9,13

2,3,8,4,1

10,5,15,6,7

21,22,20,16

88

10,15,5,16,11

23,22,21,24,20

17,12,7,6,1

3,2,8,9,4

13,18,19,14

89

2,3,4,9,14

19,24,18,13,23

5,6,10,1,11

20,21,15,16,22

7,8,12,17

90

10,5,15,6,11

23,22,21,20,16

3,2,4,7,1

14,13,8,9,12

18,19,24,17

91

18,23,22,17,21

1,6,11,7,8

13,14,19,12,24

5,10,15,20,16

4,9,3,2

92

15,20,21,16,11

12,17,7,13,14

5,6,1,10,2

22,23,24,19,18

8,3,9,4

93

8,3,13,4,2

20,21,15,22,10

7,12,17,18,23

11,6,16,5,1

9,14,19,24

94

13,14,8,9,4

5,10,15,6,1

12,11,7,2,3

16,17,21,18,20

22,23,24,19

95

11,12,16,7,15

5,10,6,1,2

23,22,21,20,24

9,4,8,14,3

18,17,13,19

96

5,10,11,12,7

14,9,4,19,13

1,6,2,3,8

23,22,21,24,18

20,15,16,17
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97

23,24,19,18,13

1,6,5,2,7

15,20,21,10,22

4,9,14,3,8

16,11,17,12

98

10,5,11,15,16

6,7,8,9,14

21,22,20,23,24

12,13,17,18,19

1,2,3,4

99

22,23,24,21,20

17,18,16,19,15

12,7,13,2,1

4,9,3,8,14

11,6,5,10

100

15,20,16,11,10

1,6,2,5,3

9,4,14,8,7

23,24,18,19,13

22,21,17,12

B.2.2

Full Parametric Model Versus Average Time per Node
Model
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10
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c

e
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b

b
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b
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(a)

Patterns a,b,c,d&e.

()

Twenty-four Puzzle Goal

Figure B.2: PDB-based Heuristic used for testing parametric prediction models. Tiles
picked randomly but ensuring that final patterns follow Korf and Felner rule of
thumb[Korf and Felner, 2002]

Table B.4: Time for each Constant for Generic IDA*, one PDB-based Heuristica , no
Duplicate Check. Gathered from Profiling Random Iterations.

a

Constant Name

Associated Time Cost in Nano Seconds

CGenN odes b

268.83 ns

CIntN odes

224.8 ns

CCulled

13.11 ns

The first one of the hundred we generated in table B.2.1
Note that both internal nodes and culled nodes are also generated nodes. So the cost for internal
nodes and culled nodes are really 493.63ns and 281.94ns
b
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Table B.5: Avg. Cost per Node for “Average Cost per Node” Prediction Model.
TPN

3.83 ∗ 10−7 seconds
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Table B.6: Prediction of Average Run Time for IDA* Iterations on Twenty-Four Puzzle
Random Instances, with a PDB-based Heuristic(figB.2) and Inverse Operator Check
N

F bound

Avg Time

Std Dev

Param. Pred.

Avg Param. Avg. TPN Pred. Avg. TPN
Error

Error

(seconds)

(seconds)

(seconds)

%

(seconds)

%

1

83

0.19

5.27 ∗ 10−3

0.18

0.49

0.18

0.72

1

85

2.07

0.025

2.06

0.44

2.06

0.60

1

87

21.39

0.52

21.28

0.50

21.27

0.58

1

89

207.34

1.80

207.61

0.13

207.61

0.13

1

91

1929.62

8.10

1940.16

0.55

1941.59

0.62

2

80

0.21

1.15 ∗ 10−2

0.21

1.90

0.20

2.83

2

82

1.74

0.11

1.70

1.97

1.69

2.65

2

84

14.22

0.71

13.85

2.58

13.79

3.07

2

86

110.68

0.56

111.02

0.31

110.65

0.02

2

88

873.11

4.49

875.08

0.23

873.48

0.04

3

83

0.21

5.68 ∗ 10−3

0.21

0.80

0.21

1.68

3

85

2.07

0.020

2.06

0.13

2.05

0.82

3

87

20.49

1.34

20.11

1.84

20.01

2.34

3

89

190.90

1.04

190.60

0.16

189.94

0.50

3

91

1775.16

40.71

1753.08

1.24

1749.49

1.45

4

86

0.50

5.68 ∗ 10−3

0.50

0.42

0.49

1.02

4

88

5.72

0.049

5.75

0.47

5.69

0.58

4

90

63.72

2.20

63.32

0.63

62.86

1.35

4

92

667.51

4.46

672.46

0.74

669.30

0.27

4

94

6862.47

41.68

672.46

0.74

669.30

0.27

5

88

0.14

0.011

0.14

0.49

0.14

0.72

5

90

1.25

0.032

1.25

0.33

1.23

1.38

5

92

11.56

0.39

11.45

0.96

11.35

1.84

5

94

107.47

0.30

107.63

0.15

106.88

0.55

5

96

1037.33

29.23

1033.63

0.36

1028.55

0.85

6

87

0.14

0

0.14

0.51

0.14

0.24

6

89

1.26

0.28

1.26

0.28

1.25

1.04

6

91

10.51

0.068

10.60

0.81

10.52

0.03

6

93

85.28

0.77

85.68

0.47

85.02

0.31

6

95

691.00

42.93

676.51

2.10

671.37

2.84
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B.2.3

Results

Table B.7: Twenty-four Puzzle Time Results(seconds) when Maximizing across All
Heuristic Sets.
N

One[Korf and Felner, 2002] Max-of-Eight[Holte et al., 2006]

Max-of-Twenty-Five

Max-of-Fifty

Max-of-Hundred

Best

6-6-6-6

5-5-5-5-4

5-5-5-5-4

5-5-5-5-4

5-5-5-5-4

Heuristic

1

1.61E+004

2.53E+004

1.01E+004

1.82E+004

2.90E+004

Max-of-Twenty-Five

2

7.10E+005

7.14E+005

1.04E+006

1.36E+006

2.26E+006

One

3

1.64E+005

1.54E+005

2.19E+005

2.67E+005

3.45E+005

Max-of-eight

4

8.63E+004

2.63E+005

1.06E+005

1.79E+005

2.51E+005

One

5

5.58E+004

2.76E+004

1.75E+004

2.75E+004

3.90E+004

Max-of-eight

6

4.21E+005

3.87E+004

1.13E+005

1.61E+005

2.15E+005

Max-of-Eight

Total

Total

Total

Total

Total

Best Overall

1.45E+006

1.22E+006

1.51E+006

2.01E+006

3.14E+006

Max-of-Eight

Table B.8: Twenty-Four Puzzle Time Results(seconds) Comparing RIDA* In Situ
Heuristic Selection vs Heuristics in [Korf and Felner, 2002, Holte et al., 2006]
Problem

One[Korf and Felner, 2002] Max-of-Eight[Holte et al., 2006]
6-6-6-6

5-5-5-5-4

In Situ Twenty-Five

In Situ Fifty

In Situ Hundred

Best

5-5-5-5-4

5-5-5-5-4

5-5-5-5-4

Heuristic

Max. Comb. Deg. 5

Max. Comb. Deg. 4 Max. Comb. Deg. 3

Set

5 Mill Cap

5 Mill Cap

5 Mill Cap

1

1.61*104

2.53*104

1.01*104

1.32*104

9.56*103

Hundred

2

7.10*105

7.14*105

4.68*105

4.56*105

5.90*105

Fifty

5

5

5

4

4

3

1.64*10

1.54*10

1.26*10

6.13*10

7.58*10

Fifty

4

8.63*104

2.63*105

8.13*104

7.41*104

8.98*104

Fifty

5

5.58*104

2.76*104

7.29*103

7.86*103

8.87*103

Twenty-Five

6

5

4

4

4

Hundred

4.21*10

3.87*10

5.12*10

3.80*10

3.04*104

Total

Total

Total

Total

Total

1.45*106

1.22*106

7.44*105

6.50*105

8.05*105
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Table B.9: Problem Specific Speed-up Ratio using RIDA* vs the Maximization
ime
) for the
Approach (Definition A.3.11) (Speedup Ratio = M aximizationT
RIDA∗T ime
Twenty-five(5-5-5-5-4), Fifty(5-5-5-5-4) and Hundred(5-5-5-5-4) Set Overall Run-times.

N

Twenty-five Heuristic Set

Fifty Heuristic Set

Hundred Heuristic Set

Degree 4

Degree 5

Degree 4 Degree 5

Degree 3

Degree 4

1

0.99

1.00

1.37

1.24

3.04

0.82

2

1.98

2.23

2.99

3.09

3.84

4.30

3

1.57

1.74

4.35

3.78

4.55

3.30

4

1.24

1.30

2.42

2.47

2.80

2.06

5

2.32

2.40

3.51

1.60

4.40

0.90

6

2.04

2.21

4.26

3.40

7.06

3.82

Total

Total

Total

Total

Total

Total

1.83

2.03

3.10

3.04

3.91

3.54
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B.2.4

Results Vs Choosing the Best on Average Heuristic Combination

Table B.10: Comparison between the “best on average” Approach vs RIDA* In Situ
Heuristic Selectiona .

N

Twenty-Five Heuristic Set

Fifty Heuristic Set

Hundred Heuristic Set

Cap 5mill

Cap 5mill

Cap 5 mill

In Situ

Best on Average

In Situ

Best on Average

Best on Average

In Situ

Best on Average

Deg. 5

Deg. 5

Deg. 4

Deg. 5

Deg. 5

Deg. 3

Deg. 4

for Problem Suite

for Domain

for Problem Suite

for Problem Suite.

Seconds

Seconds

Seconds

Seconds

Seconds

Seconds

Seconds

4

4

4

4

4

3

1

1.01∗10

1.72∗10

1.32∗10

1.22∗10

1.89∗10

9.56∗10

3.02∗104

2

4.68∗105

7.67∗105

4.56∗105

5.42∗105

7.88∗105

5.90∗105

8.04∗105

3

1.26∗105

1.68∗105

6.13∗104

9.07∗104

1.15∗105

7.58∗104

8.83∗104

4

8.13∗104

1.20∗105

7.41∗104

7.28∗104

8.37∗104

8.98∗104

1.08∗105

5

7.29∗103

2.40∗104

7.86∗103

1.86∗104

2.68∗104

8.87∗103

2.86∗104

6

5.12∗104

1.00∗105

3.80∗104

6.07∗104

5.09∗104

3.04∗104

3.02∗104

Total

Total

Total

Total

Total

Total

Total

7.44∗105

1.20∗106

6.50∗105

7.97∗105

1.08∗106

8.05∗105

1.09∗106

Selec. Heur.

Selec. Heur.

Selec. Heur.

Selec. Heur.

2,3,4,12,17

6,12,26,33,39

12,17,33,38,48

12,33,53,83

a

Note that for all sets but the Fifty Heuristic set we only estimated the best on average heuristic
subset for the problem suite we are solving. On the sixth column we used the “best on average for the
domain”, estimated using a different suite of six random problems, to solve the problem suite.
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Table B.11: HUST Compression Factors for Twenty-four Puzzle Suite Of Six
Experiments[Holte et al., 2006].
Twenty Five Heuristic Set, Maximum Combination Degree 4.
Nodes wise
N

HUST

HSTs

Timewise

Comp. Factor.

HUST

Cred. Assign.

Sumof allHST sSize
HU ST size

seconds

seconds

HSTs Time

Comp. Factor
Sumof allHST s
HU ST +Cred.Assgn.

1

2.71*108

6.47*109

23.90

339.02

5.71

4,136.76

12

2

1.94*108

1.16E+010

60.07

266.8

12.28

7,535.16

27

3

2.70*108

8.17*109

30.32

356.4

10.25

5,133.1

14

4

2.46*108

6.46*109

26.21

323.9

6.46

3,964.32

12

5

2.17*108

1.98E+010

91.16

315.83

13.22

12,832.95

39

6

2.29*108

1.51E+010

65.91

336.3

12.42

9,764.16

28

Total

Total

Total

Total

Total

Total

Total

1.43*109

6.76E+010

47.41

1938.25

60.34

43,366.45

21.70

Table B.12: HUST Compression Factors for Twenty-four Puzzle Suite Of Six
Experiments[Holte et al., 2006].
Twenty Five Heuristic Set, Maximum Combination Degree 5.
Nodes wise
N

HUST

HSTs

Timewise

Comp. Factor.

HUST

Cred. Assign.

Sumof allHST sSize
HU ST size

seconds

seconds

HSTs Time

Comp. Factor
Sumof allHST s
HU ST +Cred.Assgn.

1

2.71E+008

1.51E+010

55.65

334.77

22.3

10,712

30

2

1.94E+008

3.11E+010

160.67

259.7

45.22

22,564

74

3

2.70E+008

1.98E+010

73.30

348.52

40.29

13,997

36

4

2.46E+008

1.41E+010

57.16

316.92

23.62

9,876

29

5

2.17E+008

5.44E+010

249.96

307.91

53.69

39,776

110

6

2.29E+008

3.89E+010

169.74

330.9

47.1

28,350

75

Total

Total

Total

Total

Total

Total

Total

1.43E+009

1.73E+011

121.43

1898.72

232.22

125,275

58.79
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Table B.13: HUST Compression Factors for Twenty-four Puzzle Suite Of Six
Experiments[Holte et al., 2006].
Fifty Heuristic Set, Maximum Combination Degree 4.
Nodes wise
N

HUST

HSTs

Timewise

Comp. Factor.

HUST

Sumof allHST sSize
HU ST size

Cred. Assign. HSTs Time

seconds

seconds

Comp. Factor
Sumof allHST s
HU ST +Cred.Assgn.

1

4.18E+008

1.23E+011

294.30

866.5

467.29

81,695

61.25

2

3.20E+008

2.21E+011

689.78

710.26

1430.43

148,153

69.21

3

4.42E+008

1.13E+011

254.49

914.51

1130.08

74,836

36.60

4

3.57E+008

7.37E+010

206.30

753.23

453

48,700

40.37

5

3.19E+008

3.57E+011

1116.90

756.43

1100.14

239,448

128.97

6

3.67E+008

1.44E+011

392.39

791.9

622.14

96,015

67.90

Total

Total

Total

Total

Total

Total

Total

2.22E+009

1.03E+012

463.58

4792.83

5203.08

688,848

68.91

Table B.14: HUST Compression Factors for Twenty-four Puzzle Suite Of Six
Experiments[Holte et al., 2006].
Fifty Heuristic Set, Maximum Combination Degree 5.
Nodes wise
N

HUST

HSTs

Timewise

Comp. Factor.

HUST

Cred. Assign. HSTs Time

Sumof allHST sSize
HU ST size

seconds

seconds

Comp. Factor
Sumof allHST s
HU ST +Cred.Assgn.

1

4.18E+008

6.35E+011

1519.49

878.55

4314.6

482,923

92.99

2

3.20E+008

1.33E+012

4153.42

720.69

13208.99

1,017,875

73.07

3

4.42E+008

5.99E+011

1354.73

926.35

10172.83

456,282

41.11

4

3.57E+008

3.37E+011

944.07

768.25

3586.32

255,280

58.62

5

3.19E+008

2.13E+012

6661.35

768.91

10425.82

1,628,209

145.44

6

3.67E+008

1.44E+011

392.39

807.31

5345.57

595,565

96.79

Total

Total

Total

Total

Total

Total

Total

2.22E+009

5.17E+012

2326.40

4870.06

47054.13

4,436,133

85.43
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Table B.15: HUST Compression Factors for Twenty-four Puzzle Suite Of Six
Experiments[Holte et al., 2006].
Hundred Heuristic Set, Maximum Combination Degree 3.
Nodes wise
N

HUST

HSTs

Timewise

Comp. Factor.

HUST

Cred. Assign.

Sumof allHST sSize
HU ST size

seconds

seconds

HSTs Time

Comp. Factor
Sumof allHST s
HU ST +Cred.Assgn.

1

5.88E+008

1.70E+011

290.05

2355.06

862.77

98,988

30.76

2

4.46E+008

2.22E+011

497.70

1895.09

1608.47

129,573

36.98

3

6.44E+008

1.34E+011

207.82

2559.04

1716.31

77,632

18.16

4

5.83E+008

1.36E+011

233.86

2300.78

1183.83

79,089

22.70

5

4.33E+008

3.11E+011

718.78

1865.39

1420.71

181,559

55.25

6

5.23E+008

2.08E+011

396.97

2124.43

1157.23

120,931

36.85

Total

Total

Total

Total

Total

Total

Total

3.22E+009

1.18E+012

367.26

13099.79

7949.32

687,772

32.67

Table B.16: HUST Compression Factors for Twenty-four Puzzle Suite Of Six
Experiments[Holte et al., 2006].
Hundred Heuristic Set, Maximum Combination Degree 4.
Nodes wise
N

HUST

HSTs

Timewise

Comp. Factor.

HUST

Cred. Assign.

Sumof allHST sSize
HU ST size

seconds

seconds

HSTs Time

Comp. Factor
Sumof allHST s
HU ST +Cred.Assgn.

1

5.88E+008

1.87E+012

3183.72

2322.05

1.99E+004

1.27E+006

57.04

2

4.46E+008

2.78E+012

6230.71

1872.83

3.59E+004

1.89E+006

50.11

3

6.44E+008

1.44E+012

2228.76

2486.15

3.62E+004

9.73E+005

25.18

4

5.83E+008

1.42E+012

2442.83

2229.59

2.36E+004

9.65E+005

37.31

5

4.33E+008

3.11E+011

718.78

1858.31

3.55E+004

2.77E+006

74.11

6

5.23E+008

2.08E+011

396.97

2134.36

2.67E+004

1.21E+006

59.81

Total

Total

Total

Total

Total

Total

Total

3.22E+009

8.03E+012

2496.51

1.29E+004

1.78E+005

9.07E+006

47.59

B.2.6

Separated Sampling and In Situ Run-times
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Twenty-five(5-5-5-5-4,M.C.D=4)
Runtime
HUST %
C.A.P %
ime
100∗RunT ime
(seconds) ( 100∗RunT
)
(
HustT ime
C.A.P
1.02E+004
3.34
0.06
5.26E+005
0.05
0.00
1.39E+005
0.26
0.01
8.57E+004
0.38
0.01
7.52E+003
4.20
0.18
5.54E+004
0.61
0.02
Total
Total
Total
8.23E+005
0.24
0.01

Twenty-five(5-5-5-5-4,M.C.D=5)
Runtime
HUST %
C.A.P %
ime
100∗RunT ime
)
(
(seconds) ( 100∗RunT
HustT ime
C.A.P
1.01E+004
3.32
0.22
4.68E+005
0.06
0.01
1.26E+005
0.28
0.03
8.13E+004
0.39
0.03
7.29E+003
4.22
0.74
5.12E+004
0.65
0.09
Total
Total
Total
7.44E+005
0.26
0.03

Fifty(5-5-5-5-4,M.C.D=4)
Runtime
HUST %
C.A.P %
ime
100∗RunT ime
(seconds) ( 100∗RunT
)
(
)
HustT ime
C.A.P
1.32E+004
6.55
3.53
4.56E+005
0.16
0.31
6.13E+004
1.49
1.84
7.41E+004
1.02
0.61
7.86E+003
9.63
14.01
3.80E+004
2.08
1.64
Total
Total
Total
6.50E+005
0.74
0.80

Fifty(5-5-5-5-4,M.C.D=5)
Runtime
HUST %
C.A.P %
ime
ime
) ( 100∗RunT
)
(seconds) ( 100∗RunT
HustT ime
C.A.P
1.47E+004
5.97
29.34
4.40E+005
0.16
3.00
7.05E+004
1.31
14.43
7.26E+004
1.06
4.94
1.72E+004
4.48
60.76
4.77E+004
1.69
11.20
Total
Total
Total
6.63E+005
0.73
7.10

Hundred(5-5-5-5-4,M.C.D=3)
Runtime
HUST %
C.A.P %
ime
ime
(seconds) ( 100∗RunT
) ( 100∗RunT
)
HustT ime
C.A.P
9.56E+003
24.64
9.03
5.90E+005
0.32
0.27
7.58E+004
3.38
2.26
8.98E+004
2.56
1.32
8.87E+003
21.02
16.01
3.04E+004
6.99
3.81
Total
Total
Total
8.05E+005
1.63
0.99

Hundred(5-5-5-5-4,M.C.D=4)
Runtime
HUST %
C.A.P %
ime
ime
) ( 100∗RunT
)
(seconds) ( 100∗RunT
HustT ime
C.A.P
3.54E+004
6.56
56.27
5.26E+005
0.36
6.81
1.08E+005
2.31
33.59
1.22E+005
1.83
19.34
4.34E+004
4.28
81.70
5.61E+004
3.80
47.54
Total
Total
Total
8.91E+005
1.45
19.94

Table B.18: Twenty-four Puzzle Problem Specific Sampling (HUST and C.A.P) Time vs RIDA*’s Run-Time for
Eight(5-5-5-5-5,M.C.D=8), Twenty-five(5-5-5-5-4,M.C.D=5),Fifty(5-5-5-5-4,M.C.D=5) and Hundred(5-5-5-5-4,M.C.D=4) sets.

Eight(6-6-6-6,M.C.D=8)
Run-time
HUST %
C.A.P %
ime
100∗RunT ime
(seconds) ( 100∗RunT
)
(
)
HustT ime
C.A.P
3.08E+004
0.41
0
5.23E+005
0.02
0
1.34E+005
0.08
0
2.78E+005
0.03
0
2.67E+004
0.34
0
3.07E+004
0.31
0
Total
Total
Total
1.02E+006
0.06
0

Table B.17: Twenty-four Puzzle Problem Specific Sampling (HUST and C.A.P) vs RIDA* Run-time for Eight(5-5-5-5-5,M.C.D=8),
Twenty-five(5-5-5-5-4,M.C.D=4),Fifty(5-5-5-5-4,M.C.D=4) and Hundred(5-5-5-5-4,M.C.D=3) sets.
N

1
2
3
4
5
6

N

1
2
3
4
5
6

Eight(6-6-6-6,M.C.D=8)
Run-time
HUST %
C.A.P %
ime
100∗RunT ime
)
(
)
(seconds) ( 100∗RunT
HustT ime
C.A.P
3.08E+004
0.41
0
5.23E+005
0.02
0
1.34E+005
0.08
0
2.78E+005
0.03
0
2.67E+004
0.34
0
3.07E+004
0.31
0
Total
1.02E+006
0.06
0
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N
1
2
3
4
5
6

Twenty-five(5-5-5-5-4,M.C.D=5)
Maximization M.C.D=4 M.C.D=5
3.21E+009
1.34E+010 1.34E+010
3.61E+011
7.43E+011 5.73E+011
7.66E+010
1.99E+011 1.57E+011
3.48E+010
1.21E+011 1.01E+011
5.63E+009
1.04E+010 8.71E+009
4.89E+009
7.64E+010 5.97E+010
Total
Total
Total
4.86E+011
1.16E+012 9.13E+011

Fifty(5-5-5-5-4,M.C.D=5)
Maximization M.C.D=4 M.C.D=5
2.56E+009
1.55E+010 1.06E+010
2.07E+011
6.18E+011 5.11E+011
3.98E+010
9.46E+010 9.46E+010
2.60E+010
9.60E+010 7.95E+010
4.07E+009
8.53E+009 7.93E+009
2.30E+010
4.96E+010 4.63E+010
Total
Total
Total
3.02E+011
8.82E+011 7.50E+011

Hundred(5-5-5-5-4,M.C.D=4)
Maximization M.C.D=3 M.C.D=4
1.90E+009
6.07E+009 1.16E+010
1.68E+011
8.57E+011 6.18E+011
2.40E+010
9.88E+010 9.88E+010
1.83E+010
1.21E+011 1.21E+011
2.76E+009
7.85E+009 6.60E+009
1.49E+010
3.68E+010 2.96E+010
Total
Total
Total
2.30E+011
1.13E+012 8.86E+011

Table B.19: Twenty-four Puzzle Number of Generated Nodes.
Note that Results include both HUST nodes and regular IDA* nodes. Use HUST tables if need to separate data.
Eight(6-6-6-6)
Maximization M.C.D=8
2.72E+010
5.15E+010
8.22E+011
9.15E+011
1.78E+011
3.43E+011
2.98E+011
5.81E+011
2.98E+010
3.90E+010
4.31E+010
6.30E+010
Total
Total
1.40E+012
1.99E+012
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B.2.8

Randomization

(a)

25 Heuristic Set

(b)

50 Heuristic Set

(c)

100 Heuristic Set

Figure B.2: Invididual Run Time with/without Randomization for Twenty-four suite of
six random problems as in [Holte et al., 2006]
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