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Abstract

Uncontrolled scenarios faced by vision-based outdoor applications represent a
challenge for the vision algorithms. Constant changes in the recording conditions
and the broad diversity of objects present in a scene might not be all considered or
correctly modelled while testing the approaches in controlled environments. Highly
accurate results in all kind of recording scenarios are required for delicate systems
such as driver-assistance systems.

To define accuracy or any other performance parameter in real-world environ-
ments, it is necessary to objectively measure the performance of the algorithms us-
ing the same type of data that would be fed into the algorithms. There is a lack of
methods for evaluating the depth values estimated by using stereo-vision algorithms.
Currently, evaluation is performed using limited in both quantity and diversity in-
door data sets. The main obstacle for defining an outdoor evaluation scheme, is the
absence of ground truth.

This thesis proposes a set of tools designed to evaluate the performance of bin-
ocular stereo-vision algorithms for outdoor applications. To deal with the absence
of ground truth, two approaches are suggested and discussed. The first approach,
incorporates an extra camera into a binocular stereo-vision system. Then the depth
data calculated by a stereo-vision algorithm is used to warp the reference image of
the input stereo pair into a virtual image that registers the scene as if it would have
been recorded with the extra camera. The evaluation is done by comparing the im-
age grabbed with the extra camera and the generated virtual image.

In the second approach, we generate sparse but nearly accurate stereo-ground
truth data using a laser range-finder. To deal with the inherent sparse data from the
range-finder, we define reference ground truth patches that lead to the evaluation of
the majority of pixels in a disparity map.

We presents and discuss experiments using both proposed approaches. The two
techniques evaluate fairly the generated disparity maps, following patterns determ-
ined by the circumstances present in the image sequences under analysis. Eval-
uation can not only lead to a categorisation of existing algorithms but it can also
enable the selection of an appropriate algorithm for a specific application.

Keywords: Stereo-vision algorithms, performance evaluation, robustness evalu-
ation, laser range-finder, driver-assistance systems.
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Chapter 1

Introduction

This chapter provides a brief introduction to the area of vision-based driver-assistance sys-
tems, its current developments and the underlying motivations, defined by road safety and
driver comfort. The chapter also outlines the particular contribution of this thesis to the
body of knowledge in this area, reports about the related work and specifies the structure of
the thesis.

1.1 Motivation

Driving is dangerous. The danger, unfortunately, is not restricted to the occupants
of the vehicle (driver or passengers), but also applies to all other individuals (e.g.
pedestrians or bicyclists) that share the public spaces where the vehicles are driven.
According to the World Health Organisation (WHO), around 1.3 million people per
year die on the roads, with half of them not travelling inside a vehicle. Nowadays,
road accidents represent the ninth overall cause of death; and the first among the
young population (aged between 15 and 29). Road accidents are also expensive.
Countries spend between 1 and 3% of their gross national product into the mitiga-
tion of the consequences caused by the road accidents [132].

To reduce the amount and severity of road-related accidents, in 2 011 the WHO
developed a ten-year global plan aiming at reducing the number of road accidents
and the high costs associated to them (see [132]). One of the “pillars” of the plan is to
develop safer vehicles through the improvement of active and passive safety systems.
The plan also includes to encourage the vehicle makers to implement these safety
systems in all new vehicles.

Passive safety systems are designed to mitigate the consequences of an accident
that has already happened. Common examples of such systems are the safety belts,
air bags, padded dash boards and collapsible steering columns. According to [131], by
just buckling up the seat belts, the risk of a fatality reduces up to 50% for the front
passengers and up to 75% for the ones seated on the rear-seats.
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Active safety systems (ASS) are designed to prevent accidents. These systems
analyse the internal state of the vehicle, of the surrounding environment or of the
driver, and take an appropriate action when a potential accident is about to happen.
The triggered action depends on the system, and could be as simple as a warning to
the driver (e.g. an haptic or visual signal if the vehicle is drifting out of the lane), or
could automatically activate a mechanism in the vehicle (e.g. the electronic stability
control slows down or accelerates one or several wheels when a loss of traction is
detected). By monitoring the outside of the vehicle, ASS can also improve the safety
of other road users (e.g. by identifying a “school zone” traffic sign and encourage
the driver to reduce the speed accordingly).

A driver-assistance system is a set of ASSs working together to increase the safety
of all road users [8]. The objective is to detect dangerous driving conditions by
understanding the 3-dimensional environment around the vehicle. All the objects
present in a given scene (e.g. other vehicles, pedestrians, road signs, or the road
itself) need to be detected and segmented. By considering data also from the internal
state of the vehicle (e.g. speed and direction) and the level of awareness of the driver,
the system can decide whether the vehicle or any of the objects in the scene would
represent a possible cause for an accident.

Driver-assistance systems also focus on making the driving experience more en-
joyable and efficient. Subsystems such as adaptive cruise control, reduce the stress on
the driver on long straight motorways. Another example is a continuous monitoring
of the tyre’s pressure to ensure an optimum fuel consumption.

The input data from outside the ego-vehicle (i.e. a vehicle equipped with sev-
eral sensors used to gain awareness of the surrounding environment), is generated
using two different types of sensing devices. The active sensors emit and receive
electro-magnetic waves [55] to collect the data. For example, active sensors using
lasers, radars and ultrasound are already in use for driving commercial applications,
see [123], [100] and [125], respectively.

The passive sensors detects the electro-magnetic energy emitted or reflected by the
objects in the environment. Example of those are global positioning systems devices
and digital cameras.

In this thesis, we restrict ourselves to vision-based driver-assistance systems1. The
main source of input data (excluding that contained in the internal state of the ego-
vehicle) for such assistance systems is a set of digital cameras. Specifically, we are
concerned about the evaluation of the depth estimated using binocular stereo-vision
algorithms.

1 Following common practices, I, Sandino Morales, use “we” rather than “I” in this thesis for inviting
the reader to be part of this “journey”. However, I am the sole author of this thesis.
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Depth data are a crucial type of basic information for understanding traffic
scenes. However, requirements are specific, as high accuracy is needed around oc-
clusions edges although it is not necessary for depth resolution related to an object
(e.g., it is not required to recognise a person, but it is necessary to detect pedestri-
ans).

Stereo-vision is the process of recovering 3-dimensional information from the
data contained on at least two 2-dimensional images from the same scene. Stereo
vision has been subject of study for a long time. As early in 1 838 [110] described
the process used by the human eyes for recovering 3-dimensional information from
a pair of drawings of a given object. The author described an apparatus (the stereo-
scope) designed to allow each eye to see only one of the two drawings. It was then
possible to see the drawn object as a 3-dimensional one, “...as not to be distinguished
by sight from the real object itself”.

In computer vision, binocular stereo-vision algorithms generate 3-dimensional in-
formation from a given scene by comparing a pair of digital images. The
3-dimensional coordinates of a given scene point can be reconstructed by match-
ing corresponding pixels in the images where it has been projected. Fully automatic
algorithms have been proposed since the 70’s [80]. Nowadays, dense, “accurate”
and real-time (e.g. 30 frames per second) algorithms are more and more com-
mon [47, 62].

Stereo-vision algorithms have been utilised as the main source of
3-dimensional data in a wide variety of applications, ranging from navigation tasks
for a diversity of ego-vehicles, such as cars [72, 128], robots [86], forklifts [97], or
wheelchairs [93], to industrial safety equipment [127] and real time video conferen-
cing [85].

In driver-assistance systems, the depth calculated via stereo-analysis algorithms
is commonly used in the initial stages of several other processes, such as the al-
gorithmic pipelines of object segmentation (e.g., pedestrians, other vehicles, and so
forth) [67], road modelling [96], and free space detection [25].

Despite of the widespread acceptance of stereo-analysis algorithms as a “fairly
reliable” source of 3-dimensional data, there is still a need to develop an objective
evaluation scheme that can evaluate their performance when using real-world im-
ages as input data. The unavailability of true measurements (for comparing with
ground truth) represents an obstacle in this area, as exact camera pose detection,
together with the generation of precise 3-dimensional models of uncontrolled en-
vironments, is extremely difficult.

With this thesis, we aim at filling such “evaluation gap”. The proposed challenge
was to design a method that ensures some kind of objective testing of the calculated
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depth in the absence of ground truth2 measurements (i.e. the true depth values) or
prior knowledge about the scene geometry. Rather than designing an evaluation
approach based on an specific data set, the suggested method should be able to
work with the same input data as the stereo-vision algorithms does.

The evaluation of the algorithms should not only be seen as a method to define
a ranking among the existent approaches. But also as a means to encourage their
improvement. An objective evaluation method, would facilitate the definition of
precise challenges needed to be overcome. It would also acts as a valuable mech-
anism to support the selection (e.g. adaptation) of an appropriate algorithm for a
specific application.

We propose two different approaches for the objective evaluation of the perform-
ance of binocular stereo-vision algorithms in the absence of ground truth data. First,
we propose a prediction error-based approach to evaluate the algorithms’ results. The
idea is to add an extra camera to the available binocular stereo camera system, whose
recorded image data is used as reference. The generated stereo-results are evalu-
ated by measuring how accurately the extra image can be reconstructed using the
3-dimensional data from the disparity map and the intensity values from one im-
age from the stereo pair. We provide more detailed ways to evaluate the disparity
maps, discuss particular experiments, and summarise all our experiences with this
approach from 2 009 until now.

Second, using a laser range-finder, we suggest a method to generate the missing
ground truth. In order to deal with the inherently “sparse” but uniformly distrib-
uted measurements from the range-finder we merge two evaluation approaches.
On the one hand, we compare directly the depth values from the stereo-vision al-
gorithms against those from the range-finder. This can only be done for fewer than
10% on the pixels on a disparity map. On the other hand, we use a patch-based
method to deal with the gaps between the range-finder readings. Using the patch-
based approach, the number of evaluated pixels rises up to 70%.

We designed both approaches (i.e. the hardware setup) in such a way that they
could work in uncontrolled environments. Thus, the test data sets then can be re-
corded in the same scenarios the algorithms should work. According to the exper-
iments we have performed so far, the proposed evaluation is fair, and follows the
patterns defined by the conditions present in the recorded scenes.

2 The words true or truth are used in this thesis for a particular measuring approach (e.g. manual
measurements, or high-end laser-range data) considered to be “highly reliable”. But we need to be aware
that any measuring approach always involves errors.
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1.2 Related Work

Evaluation of stereo-analysis algorithms can currently be divided into two major
groups. Accuracy is measured using data with available ground truth. Confidence
is estimated for data recorded in uncontrolled environments when ground truth is
unavailable.

Evaluation that uses data with available ground truth allows a precise compar-
ison between the true values and those obtained with the stereo-vision algorithms.
Research published in [94] reports an evaluation scheme and classification of stereo-
vision algorithms that has been widely followed by the computer-vision community.
The main contribution of this paper, in the context of evaluation, was that the au-
thors made available a test data set with the corresponding stereo-ground truth data.
The authors also developed a web-based interface were the results from the evalu-
ation of the algorithms could be easily posted and consulted (see [126]).

The test image data, along with the ground truth, are generated either in laborat-
ories under highly controlled conditions (engineered images) [79, 94], or using PovRay
tracing techniques (synthetic images) [58].

Engineered images challenge algorithms with real-world objects that might be
known as being problematic for stereo-analysis algorithms (e.g., homogeneous areas,
slanted planes, repetitive patterns and so forth). However, they are limited to a few
images showing close range scenarios that are almost free of real-world effects, such
as multiple light sources, non-Lambertian [58] surfaces, lighting artefacts [22], camera
misalignment or blurring, and so forth. Scenes corresponding to common driving
conditions (e.g. rainy days, busy pedestrian crossings, or different objects moving
“randomly” and at multiple distances) cannot be recorded inside a laboratory.

A repository of engineered data sets with ground truth is available in [126]. A
collection of data sets of engineered images that are suitable for stereo analysis, al-
though without ground truth provided can be found in [116] .

Synthetic data sets with available ground truth have also been available online
for some years; for recent examples, see [116, 117, 129, 119]. Computer-generated
data sets allow researchers to test the algorithms in simulated environments in which
the algorithms are expected to work. In the context of driver-assistance systems,
in [108] and [107], were introduced data sets simulating “multi-second driving se-
quences” (e.g. of more than 50 stereo frames) with movement of both, the virtual
camera and some of the objects present in the scene.

The quality of synthetic data sets is limited by the physical models followed to
generate the images (i.e. the assumed projection model), the objects present in the
scene (e.g. the reflection models considered for the different materials in a vehicle)
and the motion of the objects (e.g. how the walking of a pedestrian was modelled).
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For some applications, highly selective evaluations might be sufficient (e.g. for
stereo-analysis in controlled environments such as automated factories or ware-
houses). However this type of evaluation would not be appropriate for applications
such as driver-assistance systems where stereo-vision programs have to provide re-
liable depth information on every road, under all kinds of weather conditions, and
in any traffic context. According to [54], available data sets of engineered or syn-
thetic images do only represent a sufficient challenge for the algorithms, as they
have characteristics that are different to real-world data.

In order to perform more realistic evaluation when using synthetic or engineered
data sets, several authors have tried to simulate common issues (camera-related is-
sues, weather conditions, misalignments in the stereo-vision system, and so forth)
by modifying the “perfect” data sets (see for example [60, 10]). However, the huge
variety of conditions that are found in everyday driving can not be simulated with
enough accuracy. Using reduced data set makes it difficult to analyse some import-
ant features of the algorithms, such as stability and robustness. Stability is related
to the performance of an algorithm on a specific data set where the circumstances
where it was recorded remains constant (i.e. same objects, same illumination con-
ditions and so forth). The robustness of an algorithm, as defined in [8] within the
context of vision-augmented vehicles, evaluates the performance along different types
of data sets, where different kind of circumstances can be found. Both features are
the main importance for outdoor applications where there are always changing re-
cording conditions.

Evaluation performed in the absence of ground truth involves using different
methods but still ensuring some kind of objective testing. The input data sets are
made of real-world stereo pairs, being the ultimate goal for this kind of data to have
ground truth as well.

One of the first evaluation schemes, including a real-world data set and an eval-
uation criteria, was reported in [53]. The author provided twelve stereo pairs of
aerial views to a selected number of research groups worldwide. For evaluating the
results a manual checking was performed using an analytical plotter for around 50%
of all the possible measurable pixels in the stereo pairs.

A similar test bed was proposed in [32]. The authors made available to five
research groups a ground truth-less data set of 49 stereo pairs, which is known as the
JISCT data set and is still available on [124]. Most pairs are real-world images, but
there are also some engineered and synthetic stereo pairs. The evaluation approach
was based on a “reported value and unreported value”, i.e. whether the algorithm
reported a value in a manually selected region where a measurement was feasible
to be calculated.
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More recently, some larger data sets have been made available. For example
the EISATS [8] data base contains long real-world sequences from several research
groups and all are in the context of driver-assistance systems. The Stereo Rig Ex-
ample Database [75] is another example of such larger data sets. Recently, the or-
ganisers of the 2011 DAGM conference [118] provided its own evaluation test-data
set. However, no ground truth or an objective evaluation scheme was provided for
comparing results.

Using any of the aforementioned data sets, or self-recorded stereo pairs, diverse
methods have been proposed to evaluate the algorithms in absence of ground truth.
For example, in [40], the authors calculated (manually) true depth values at 200
randomly selected points. While in [28], the evaluation was done by measuring the
number of successfully matched pixels using a left-right consistency check [59].

Confidence measures are other examples of evaluation in the absence of ground
truth [50, 83]. The idea is to measure the reliability of the calculated values for each
pixel. They are usually used as an extra step while matching the pixels between
the stereo pair’s images rather than as a performance evaluation tool. Examples of
common confidence measures are the left-right consistency check, the matching score
metric, the curvature metric and the peak ratio metric (see [39]). A more recent example
is presented in [87].

Approaches specifically designed for driving-assistance systems have also been
proposed. In [78, 99], the authors proposed techniques that evaluate the generated
stereo data if certain conditions are satisfied during the recording of the real-world
input stereo pairs.

Extra images were used in [102] for defining a prediction error for optic flow and
stereo-analysis (see also [26, 94, 103]). For the approach presented in Chapter 4,
we have adapted the prediction error technique for using it with three synchron-
ous cameras recording uncontrolled environments. We use an evaluation index that
takes under consideration the photometric differences between the three images in-
volved in the analysis (which is a quite common situation in real-world environ-
ments).

Generating ground truth for outdoor environments has also been investigated.
We are aware of two projects (see [37, 14]) that generated real-world data sets with
stereo-ground truth data measured using a laser range-finder. Both of them were
designed in the context of driver-assistance systems. Despite the accuracy of the
ground truth measurements, the reduced resolution of the laser-range finder (com-
pared to that of the stereo camera) and possible calibration or synchronisation issues
(between the cameras and the range finder), are still limiting the applicability of this
option. We discuss the generation of ground truth using laser range-finders further
in Chapter 5.
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1.3 Structure of the Thesis

In Chapter 2 we discuss and explain the concepts and techniques used to develop
the contents of the following chapters. Rather than presenting a detailed description
of every subject covered in this thesis, we provide all the definitions, concepts and
mathematical formulas used during the development of the thesis. However, each
chapter introduces concepts that are specific to the topic under discussion. Refer-
ences are given so that more detailed information about the presented material can
be easily found.

In Chapter 3 we analyse the strengths and weaknesses of the ground truth-based
evaluation scheme through an evaluation of the stability and robustness of some se-
lected stereo algorithms. There are two main outcomes from this chapter. First, we
conclude that the existing data sets used in this kind of evaluation are not enough
to evaluate the performance of the stereo-vision techniques. Their performance var-
ies significantly according to the characteristics of the input images. Therefore, it
needs to be designed an evaluation scheme that can test the algorithms in the same
environments where they would eventually work. Second, we see that this sort of
evaluation is helpful to test algorithms against specific conditions, and to gain valu-
able experience when finally using real-world data. The approach presented in this
chapter was originally presented in [10] and farther extended in [12].

Our proposed evaluation techniques using real-world data (therefore, without
ground truth), are presented in the next two chapters. In Chapter 4, we use a trinocu-
lar approach to objectively evaluate the calculated disparity values. We present and
develop the concepts and ideas behind this technique. Experiments are performed
so the effectiveness of the suggested method can be tested. The main outcome of
this chapter is the proposal of a technique that can evaluate stereo algorithms in the
absence of ground truth with the use of a relatively simple hardware configuration.
The trinocular approach was originally presented in [11], and extended in [16]. We
are aware that this evaluation approach was used in [2, 4, 5, 6, 8, 13, 90, 21, 22]. In
the last keynote talk of 2010 IEEE Intelligent Vehicles Symposium, Dr. Uwe Franke
from the Daimler A.G.’s Research & Advanced Engineering Environment Percep-
tion Group mentioned that within its group they were using this approach to eval-
uate the performance of their own stereo-vision algorithms [122].

In Chapter 5, we present an evaluation technique based on self-generated ground
truth calculated using a high-end laser range-finder. We discuss both, the genera-
tion of the true measurements and the evaluation method. The main outcome of this
chapter is a method that can deal with the inherent gaps of the measurements recor-
ded with a laser range-finder, without using interpolation or extrapolating methods.
The method described in this chapter was originally presented in [14]. This public-
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ation was awarded with the Best Paper Price of the Computer Vision in Vehicle Tech-
nology: From Earth to Mars workshop, associated to the Asian Conference in Computer
Vision 2010.

In the following Chapter 6, and away from the evaluation subject, we propose
a post-processing technique that improves two existing methods for reducing the
disparity uncertainty. As the input for the stereo algorithms is a continuous stream
of images, we exploit the disparity information contained in the temporal domain.
The reduction of disparity uncertainty has been proved to be a useful tool to im-
prove the performance of algorithms that use somehow the calculated depth from
stereo algorithms. The method discussed in this chapter was originally presented
in [15] and farther extended in [17].

Chapter 7 presents the overall conclusions that follow from this work. A full list
of the papers published during the development of this thesis can be found on the
first section of the bibliography.





Chapter 2

Basic Theory

This chapter discusses and explains concepts, techniques and methods related to computer
vision that are relevant for this thesis. We also describe conventions and specific notations,
as well as some basic equations and results used in the chapters that follow.

2.1 Introduction

Some basic concepts and techniques have been used to develop this thesis. These
include the pinhole-type camera projection model adopted for representing the 3-
dimensional real-world by recorded 2-dimensional digital images. We also discuss
conditions required to recover the 3-dimensional geometry of a real-world scene
from a pair of digital images (i.e., the concept of back projection).

Stereo-vision algorithms are discussed in general, and in more detail, the selec-
ted stereo-analysis algorithms used for performing experiments for this research.
We describe a binocular horizontal stereo camera system based on the pinhole-type
camera model that generates the input stereo pairs required by the stereo-vision
algorithms. Equations for back-projecting an image pixel onto its corresponding
3-dimensional point are derived from this configuration.

To start with, we establish the following basic conventions. All the 3-dimensional
coordinate systems are assumed to be left handed, see for example the coordinate sys-
tem with origin at point O depicted in Figure 2.3. The lateral axis is denoted by X
and points to the right; the vertical axis is denoted by Y and points upwards. The
longitudinal axis is denoted by Z and its direction is defined by the left-handedness
property.

With N,Z,Q, and R we denote the sets of natural, integer, rational and real num-
bers, respectively. We add the symbol + (−) as a super index to denote the subset of
elements greater (less) than zero for each one of the sets described above.

To denote the n-dimensional Euclidean space, n ∈ N, we use Rn. We use a
similar notation, Nn,Zn and Qn, to denote the n-dimensional Cartesian product of
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the respective sets. For n-dimensional points (that are not image pixels) we use
P,Q, etc. Their coordinates are denoted withX,Y, Z for n = 2, 3 andX1, . . . , Xn for
n > 3.

For matrices, we use A,B,C,D and so forth. As special cases, we use R for
rotation matrices and with Idn we denote the n× n identity matrix.

The symbol |θ| denotes the absolute value when θ ∈ R. If θ is a set rather than a
real number, |θ| represents the cardinality of the set. With |θ|i, for i = 1, 2, we denote
the Li norm [92] when θ ∈ R2.

If S denotes a set and F denotes a function such that S is a subset of the domain
set of F, then

F(S) =
{

F(s)|s ∈ S
}

(2.1)

2.2 Digital Images

Data analysed by computer vision algorithms is given in the form of digital images.
Given n ∈ N, an n-dimensional digital image I is formally defined [71] as a function

I: Ω ⊂ Nn → A ⊂ R (2.2)

where the values from the set A (e.g., an intensity value or a range measurement) are
assigned to the n-tuples of the image domain Ω. The elements of the set Ω are usually
known as pixels (contraction of picture element [106]) and are the basic elements of a
digital image.

We are only interested in the 2-dimensional images generated using digital cam-
eras as used in the manifold applications of machine vision, or, for example, when
recording range-data arrays with a laser range-finder. The model used to generate
images is described in Section 2.3, while the generation of images using laser range-
finders is discussed in Chapter 5, as we only use such images in that specific part of
the thesis.

To denote a pixel we use bold lower case letters p,q, r and so forth. The co-
ordinates of a pixel p ∈ Ω are given by p = (x, y)T . Function notation I(p) is used
to specify the value of p under I. The origin of the image coordinate system, associ-
ated to each image I, is assumed to be located on the upper left corner, as depicted
in Figure 2.1. The lateral axis X points to the right and the vertical axis Y points
downwards (i.e., we have a left handed coordinate system).

In applications we use the set Ω = [0, 639] × [0, 479] ⊂ N2 , unless specified oth-
erwise. For images captured with a digital camera, we re-scale the intensity values
into the interval A = [Gmin, Gmax] ⊂ R, with Gmin = 0 and Gmax = 255. Note
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Figure 2.1: Sample of a digital image. Left: Common driving scene with the assumed
image coordinate system. The origin is located at the top left corner. Right: Zoom
into the 10×10 pixel top left corner region of the image on the left.

that in the experiments we use cameras capable of capturing images with a pixel
depth of 10- and 12-bit, but we re-scale them to have a common maximum value of
Gmax = 255. Once the set Ω and the values Gmin and Gmax have been identified, we
denote the space of digital images as

I =
{
I: Ω→ [Gmin, Gmax]

}
(2.3)

Given a pixel p = (x, y)T ∈ Ω, a neighbourhood of p is a subset N (p) ⊂ Ω such
that p ∈ N (p). The special i-neighbourhoods of p, for i = 4, 8, are defined as

N4(p) =
{
p,pe = (x+ 1, y)T ,ps = (x, y + 1)T ,pw = (x− 1, y)T ,pn = (x, y − 1)T

}
(2.4)

and

N8(p) =
{
pne = (x+ 1, y − 1)T ,pse = (x+ 1, y + 1)T ,psw = (x− 1, y + 1)T ,

pnw= (x− 1, y − 1)T
}⋃

N4(p) (2.5)

where the sub-scripts n, e, s, or w, are for north, east, south, or west, respectively.
We refer to [71] for more details on the geometry and topology of digital images.
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2.3 The Pinhole-type Camera

For generating digital images we assume a pinhole-type camera model, where no
distortion from any optical lens is considered. Even though we perform the exper-
iments using real cameras equipped with thick lenses, the images used in this work
are preprocessed using a rectification procedure, where the most common types of
optical distortion (radial and tangential) are removed. (See [56] for more on other
factors that affect the generation of images). Thus, the ideal pinhole-type camera
model is a valid model for our purposes.

Pinhole-type cameras use central projection [70] for generating images. Given a
projection plane Π ⊂ R3 and an arbitrary centre of projection C = (Xc, Yc, Zc)

T ∈
R3 \ Π; a point P 6= C is centrally projected onto Π as the point PΠ defined by the
intersection of Π with the line segment that joins P with C.

To define a pinhole-type camera, it is necessary to specify the location of the
optical centre Oc (i.e., the centre of projection) and consider it as the origin of the
3-dimensional camera coordinate system. The orientation of the camera coordinate
system is arbitrary but known.

The image domain Π (i.e., a window in the projection plane) is assumed to be a
(rectangular) finite subset of a plane parallel to the plane defined by the X and Y
coordinate axes of the camera coordinate system. The distance between Π and Oc is
known as the (effective) focal length and is denoted by f , which is a positive real.

Given P ∈ R3, for writing the coordinates of PΠ in terms of the image coordinate
system, is necessary to specify the internal parameters of the pinhole-type camera.

The internal parameters of the camera determine the way a point P is projected
onto Π. The transformation that relates the camera coordinate system with the im-
age coordinate system (e.g. the conversion of coordinates into units of a physical
scale) is also specified by the internal parameters.

The conversion of units, i.e. from metres to the units of the image coordinate
system (i.e. the pixels units), is defined by the actual size of the pixels in the sensor
of the camera grabbing the image. We denote the width and length of the camera
pixels by sx and sy respectively. These parameters are included into the matrix that
projects P onto Π (i.e. the 3× 3 matrix in Equation 2.7).

The conversion of coordinates is also defined by the principal point of the image
plane and the position of the origin of the image coordinate system. The principal
point is defined as the intersection of Π and the optical axis of the camera (i.e., the
ray from Oc towards the image plane and parallel to the normal vector of Π). The
coordinates of the principal point are expressed in terms of the image coordinate
system, but written as the 3-dimensional point (x0, y0, 0)T .
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Assume now that the camera coordinate system has been aligned with the world
coordinate system, and that the internal parameters of the camera are available. Let
Π be defined by the equation

Z = f (2.6)

with f ∈ R+. Thus, the projection of P = (Xp, Yp, Zp)T , Zp 6= 0, onto Π is given
by [56]

PΠ =
1

Zp

 fsx 0 0

0 fsy 0

0 0 f

 Xp

Yp
Zp

−
 x0

y0

0

 (2.7)

If we write fsx = fx and fsy = fy , we have that

PΠ =

(
Xpfx
Zp

− x0,
Xpfy
Zp

− y0, f

)T

(2.8)

The third coordinate of PΠ, regardless of the spatial position of P, is always equal
to f . We obtain that P is projected onto Π into the pixel

p =

(
Xpfx
Zp

− x0,
Xpfy
Zp

− y0

)T

(2.9)

The values fx and fy are known as the horizontal and vertical focal length, respectively.
The field of view of a pinhole-type camera is the set of 3-dimensional points

with the third coordinate greater than f that can be projected onto Π. It is usually
measured using the magnitude of the angles defined by Oc and the lateral edges
of Π (the horizontal field of view); and by Oc and the vertical edges of the image
plane (the vertical field of view). If a 3-dimensional point is within the field of view
of a camera, we say that this point is visible by the camera. Figure 2.2 depicts a
pinhole-type camera as described in this section. A sample 3-dimensional point
P is projected onto the image plane Π as the pixel p. The origin of the camera
coordinate system is denoted as Oc. The image coordinate system is shown at the
left top corner of Π (as described in Section 2.2); the principal point is identified
as the pixel p0. The ray L is the optical axis and f denotes the focal length. For a
more detailed discussion of pinhole-type cameras, or more general types of cameras
see [41, 56, 70, 106].

Camera Attitude

The attitude or pose of a camera is defined by the position of the centre of projection
and the orientation of the optical axis with respect to a fixed reference coordinate
system that is different from the camera coordinate system [70].
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Figure 2.2: Assumed configuration for a pinhole-type camera. The 3-dimensional
point P is centrally projected onto the image plane Π as the pixel p.

The pose is given by a translation vector T (that defines the position) and a ro-
tation matrix R (to define the orientation). Both R and T determine the external
parameters of the camera.

The matrix R is generated using a set of three rotation angles: tilt (rotation
around the X axis), yaw (rotation around the Y axis) and roll (rotation around the
Z axis). A positive yaw angle implies a counter-clockwise movement when ob-
serving the plane XZ from the tip of the Y axis. The positive tilt and roll angles are
described analogously. Figure 2.3, shows the pose of a camera with respect to a ref-
erence coordinate system. The assumed positive sense of the rotations are indicated
by the red arrows. When working with a single camera, its coordinate system is
considered as the working reference coordinate system. In the case that we work
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Figure 2.3: Camera attitude with respect to a reference coordinate system. The ar-
rows in red indicate the direction of a rotation.

with two or more cameras, the coordinate system of one selected camera is taken as
the reference coordinate system; the pose of all other cameras is expressed in terms
of this particular coordinate system.

Homogeneous Coordinates

The homogeneous coordinates [56] (as used in the projective geometry [36]) are used in
this work to simplify the notation. We work with translations, rotations (Euclidean
transformations [35]) and projections (projective transformations) which can be easily
written using homogeneous coordinates.

The homogeneous coordinates of a point P = (X,Y, Z)T ∈ R3 are given by

P̂ = (X,Y, Z, λ)T (2.10)

where λ 6= 0 and P̂ is an element of the projective space P2 [36]. In this work, without
loosing generality, we use λ = 1.

Given a point Q̂ = (Xq, Yq, Zq, λ)T ∈ P2, λ 6= 0, we say that it represents the
point

Q =
1

λ
(Xq, Yq, Zq)T ∈ R3 (2.11)

written in homogeneous coordinates. Without risk of confusion, we use the same
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notation for a point written in regular and in homogeneous coordinates. In this
thesis we do not work with elements of R4.

A transformation F:R3 → R3, that involves a rotation followed by a translation,
can be written as a single 4 × 4 matrix using homogeneous coordinates as follows:
let R be a 3 × 3 rotation matrix, where {rij} ⊂ R, i, j ∈ [1, 3] ⊂ N are its elements
and T = (t1, t2, t3)T ∈ R3 is a vector defining a translation. Given P ∈ R3 in
homogeneous coordinates,

F(P) =


X ′

Y ′

Z ′

1

 =


r1,1 r1,2 r1,3 (t1r1,1 + t2r1,2 + t3r1,3)

r2,1 r2,2 r2,3 (t1r2,1 + t2r2,2 + t3r2,3)

r3,1 r3,2 r3,3 (t1r3,1 + t2r3,2 + t3r3,3)

0 0 0 1




X

Y

Z

1

 (2.12)

Also, by using homogeneous coordinates it is possible to define in a single mat-
rix the transformation that maps a 3-dimensional point (in terms of the reference
coordinate systems) onto an image pixel (in terms of the image coordinate system).
Following the notation of Section 2.3, let

Pr =

 fx 0 x0 0

0 fy y0 0

0 0 1 0

 (2.13)

be the camera projection matrix. The point P (in homogeneous coordinates) is mapped
onto the pixel (in homogeneous coordinates)

p = Pr ·P =

 fxX + Zx0

fyY + Zy0

Z

 (2.14)

Note that this agrees with Equation 2.9.

Camera Calibration and Image Rectification

Camera calibration [112] is the method followed to calculate the internal and ex-
ternal parameters (see Section 2.3) of a given camera. A standard calibration pro-
cedure calculates also the distortion introduced by the camera lenses.

We use a calibration algorithm based on the work presented in [115], that cal-
culates the internal and external parameters (with respect to a predefined reference
point) and the radial and tangential distortion factors. When working with more
than one camera, the external parameters of all the cameras are calculated with re-
spect to the camera coordinate system of one selected reference camera.



2.4. The Stereo Camera 19

Figure 2.4: A rectified (is indicated in the text) image pair. The pixels pl and pr are
projections of the same 3-dimensional point and share the same vertical coordinate.

Image rectification [106] is the process that re-maps (warps) a given image into
a new one as it has been grabbed with a different camera (different external and
internal parameters)

In this thesis, we rectify pairs (or triplets) of images such that the resultant im-
ages are as if they were grabbed with (virtual) cameras with the same internal para-
meters. The relative pose of each one of them has to be defined by just a lateral
translation (i.e. they satisfy the standard stereo geometry [70]).

It is important to remark that in the re-mapped images, the pixels in the 2-
dimensional images that correspond to the same 3-dimensional point have the same
vertical coordinates (as assumed by the stereo algorithms used in this thesis, see
Section 2.5). An example of a rectified pair of images satisfying the standard stereo
geometry is depicted in Figure 2.4. The pixels pl and pr are projections of the same
3-dimensional point and share the same vertical coordinate.

2.4 The Stereo Camera

A binocular stereo camera of pinhole-type is a two camera system capable of cap-
turing synchronously a pair of images (known as a stereo pair) of a given scene.
The different but known poses of the two cameras allow us to reconstruct the 3-
dimensional geometry of the captured scene.

As with a regular camera, in order to fully describe a stereo camera we need
to specify the internal and external parameters. The internal parameters are those
of the two cameras. In this work, we assume that the internal parameters of both
cameras are identical.
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The external parameters of the stereo system are defined based on the external
parameters of the two cameras defining this system. The pose of the stereo system is
taken as the pose of one of the two cameras arbitrarily selected and is usually known
as the reference camera. The pose of the match camera, which is the other camera in
the system, has only to be known relative to the reference camera.

We assume that the pose of the match camera (with respect to the reference one)
is defined by a lateral translation from the reference camera (i.e., its relative pose is
determined by the matrix Id3 and the translation is defined by a vector of the form
(b, 0, 0)T ). This translation determines the base line of the (horizontal) stereo camera.

Then, for the assumed configuration, the external parameters of a stereo camera
are the ones from the reference camera, plus the length of the baseline between the
two cameras. Note that the assumed constraints imply that both image planes are
subsets of the same plane in the Euclidean space with normal vector parallel to both
optical axes. Stereo cameras with this particular configuration capture images that
automatically satisfy the standard stereo geometry. x

Figure 2.5 depicts a stereo camera system as described above. The reference and
match camera, in this particular example, are related to coordinates system with
origins Or and Om, respectively. The pose of the match camera is determined by
the translation vector (b, 0, 0)T ∈ R3. The point P ∈ R3 is projected onto the pixel
pr on the reference image plane Πr; and onto pm on the match image plane Πr. As the
images represented by the image planes satisfy the standard stereo geometry, both
pixels share the same vertical coordinate.

Back Projection Equations

Back projection is the process of working out the 3-dimensional coordinates of a
point P in terms of the coordinates of the known pixels from the (at last two) images
in which P has been projected.

Assume a given stereo camera such that its coordinate system has been asso-
ciated with the reference coordinate system. According to Equation 2.9, and the
notation in Figure 2.5 and letting p0 = (x0, y0)T denote the principal point of both
images1, P = (X,Y, Z)T is projected onto the pixels

pr = (xr, yr)T =

(
fx ·X
Z

+ x0,
fy · Y
Z

+ y0

)T

(2.15)

and

pm = (xm, ym)T =

(
fx · (X − b)

Z
+ x0,

fy · Y
Z

+ y0

)T

(2.16)

1 Recall that we assume the internal parameters of both cameras in a stereo camera are the same.
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Figure 2.5: A stereo camera system as assumed in this thesis. The point P is projec-
ted onto the corresponding pixels pr = (xr, yr)T and pm = (xm, ym)T on the reference
[Πr] and match [Πm] image planes, respectively.

where pr ∈ Πr and pm ∈ Πm. Note that the change of coordinates from the match
coordinate system into the reference coordinate system has already been considered
in Equation 2.16.

By solving for Y in the vertical coordinates of both pixels, we have that

Y =
(yr − y0)Z

fy
=

(ym − y0)Z

fy
(2.17)

By solving for Z in the lateral coordinates of both pixels, we have that

Z =
fx ·X
xr − x0

=
fx · (X − b)
xm − x0

(2.18)
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If we solve for X in the two right-most members of the latter equation, then

X =
(xr − x0) · b
xr − xm

(2.19)

Thus, by substituting the new X value in Equation 2.18,

Z =
fx · b

xr − xm
(2.20)

A simple substitution of the value of Z into Equation 2.17 gives

Y =
(yr − y0) · b
xr − xm

· sx
sy

(2.21)

where sx and sy were defined in Section 2.3. This finalises the back projection of
P by triangulation [106]. The triangulation process for stereo cameras that do not
satisfy the standard stereo geometry can be found in [69].

2.5 Stereo-Vision Algorithms

Binocular stereo-vision algorithms compare a pair of images and identify the pixels,
one in each image, to which a given 3-dimensional point has been projected. We
refer to such pixels as corresponding ones. For example, in Figure 2.5 the pixels pr

and pm are both projections of P ∈ R3. Stereo-vision algorithms have to identify
them as corresponding pixels. See [56, 85] for stereo-vision algorithms using more
than two input images.

Stereo-vision algorithms report the disparity (i.e., the offset) between the coordin-
ates of two corresponding pixels. The disparities are measured with respect to an
arbitrarily selected (out of the input image pair) reference image Ir. The way in
which the disparities are calculated is what characterises the different stereo-vision
algorithms.

It is possible to reconstruct the 3-dimensional structure of the scene projected
onto the input images with the use of the calculated disparity values. When a
couple of corresponding pixels has been identified, it is possible to calculate the 3-
dimensional coordinates of the “source” real-world point without having any prior
knowledge of its position. This is done by using triangulation as explained in Sec-
tion2.4.

The selected stereo-vision algorithms used in this thesis (identified later in this
section) assume their input images have been aligned in such a way that the cor-
responding pixels have the same vertical coordinate, i.e. the algorithms assume the
images satisfy the epipolar constraint [70]2.

2 For some other constraints that are commonly assumed by stereo-vision algorithms see [48, 70].
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Therefore, from now on, we assume that all the images used for stereo-vision
analysis have been grabbed by a stereo camera as described in Section 2.4. These
images satisfy automatically the epipolar constraint.

When the epipolar constraint is satisfied, the set of computed disparity values
defines, with respect to the reference image Ir, a disparity image3 given by

Id: ΩIr →
[
Dmin, Dmax

]⋃
{a} (2.22)

where ΩIr denotes the image domain of Ir, [Dmin, Dmax] ⊂ N is defined by the
internal and external parameters of the stereo camera, and a ∈ Z−.

The value of a pixel p = (x, y)T ∈ ΩId , is given by the disparity between the
horizontal coordinates of the pixel pr = (x, y)T ∈ ΩIr and the corresponding pixel
pm = (x′, y)T on the spare match image Im. For the pixels in Ir “generated” by oc-
cluded 3-dimensional points between the stereo pair (i.e. points that are visible only
by the camera grabbing the reference image) it is assigned the predefined negative
integer a. Occluded points vary depending on which image has been taken as a
reference.

Thus, following the above notation,

Id(p) =

{
x− x′, if pm exists
a otherwise

(2.23)

In Figure 2.6 we show a sample disparity map taken from the available stereo-
ground truth data of the Sequence 1, Set 2 from [119], see [109]. We use for this
disparity map and all the others depicted in this thesis, the hue, saturation and value
colour model [58] to represent disparities as colour values. In order to have as much
noticeable colour transition as possible, we truncate the hue channel from 360 to 170
steps. The colour red, used to represent large disparities, is truncated a bit to gain
a faster transition towards orange and yellow. We also truncate the green colour, as
the differences in green are hard to identify during the transition towards turquoise.
Finally, we clip the colour range at a certain level of blue to represent the smallest
disparity values. Pixels representing occluded points are shown in dark grey.

For the experiments to be reported in this thesis, we selected three dense4 stereo-
vision algorithms based on techniques that have shown a good performance in pre-
vious studies [10, 14]. We use two (potentially) global [94] and one semi-global [59]
algorithms. Below, we discuss briefly the common strategy followed by the three

3 We use disparity map as a synonym of disparity image.
4 The meaning of “dense” still remains vague in the reviewed literature. We assume that a dense

stereo-vision algorithm is designed to calculate a disparity value for every non-occluded 3-dimensional
point.
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Figure 2.6: Sample colour coded disparity map of the stereo ground truth from a
synthetic sequence. The used colour scheme encodes the disparity range from blue
(small) to red (large) . Pixels representing occluded points are shown in dark grey.
The values on the right are the key used to represent the disparity values.

algorithms to tackle the matching of corresponding pixels. We also include an over-
view of each algorithm and the parameters used for experimentation.

We are not interested in investigating the influence of any post-processing meth-
ods on the computed disparity maps (see Chapter 6 for a discussion about post-
processing of disparity maps). We do not use mean or median filters to remove
outliers, nor do we use left-right consistency checks or compute sub-pixel accurate
measurements [59, 94]. Our main aim is to evaluate the “raw” data straight from
the algorithms. However, the evaluation approaches discussed in this thesis can be
also used to test the performance of such methods.

Stereo-Vision Algorithms: The Energy Functional Approach

Let Ir and Im denote the reference and match image of a stereo pair. Given a range
of possible disparities ∆ = [Dmin, Dmax] ⊂ N, let

I∆ =
{
I: ΩIr → ∆

}
(2.24)

be the set of all the possible images defined in the image domain of Ir with values
in ∆. Global algorithms find the optimal disparity map Id ∈ I∆ as the solution of
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the equation
Id = arg min

I∈I∆

{E(I)} (2.25)

where E: ∆→ R is an energy function given by

E(I) =
∑
p∈ΩI

[
C
(
p, I(p)

)
+

∑
p′∈N (p)

S
(
p′, I(p′)

)]
(2.26)

The first addend, known as the data term, is defined by a cost function

C: ΩI ×∆→ R (2.27)

Such function calculates the cost of matching pr = (x, y)T ∈ ΩI = ΩIr with

pm =
(
x− Id(p), y

)T∈ ΩIm (2.28)

supposing that the reference image is the left one in the assumed horizontal config-
uration.

Cost functions analyse different characteristics of the stereo input images, from
just the simple difference between the intensities of the possible corresponding pixels
(i.e. the absolute differences cost function [66]), to the more complex comparison of the
entropy of the stereo pair (i.e. the mutual information cost function [98]). We identify
the cost functions used in this thesis further below in this section.

The second addend in Equation 2.26, the smoothness term, is defined as follows:
given p ∈ ΩI,

S:N (p)×∆→ R (2.29)

The function S encodes prior constraints and decides whether to keep a disparity
map smooth or to allow disparity jumps. The used functions S are identified further
below on this section.

We use two global and one semi-global matching algorithms in our experiments.
The global algorithms (a belief-propagation and a graph-cut based matchers) solve
equation 2.26 by considering the disparity maps as maximum a posteriori Markov ran-
dom fields, but using different inference techniques [104]. The semi-global matcher
uses a “multi-directional” dynamic programming [88] approach to calculate the op-
timum disparity map.

Belief-Propagation Matching (BPM): We use a max-product iterative
belief-propagation algorithm as presented in [42]. This algorithm uses a truncation
parameter for both, the cost function and the smoothness term. The smoothness
term is a truncated smooth-everywhere quadratic function [94], which allows to obtain
a smooth disparity map but without penalising depth discontinuities too much.
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BPM GCM SGM

dMax sMax λd iteration level λ1 λ2 threshold K c1 c2
SAD 100 500 0.3

7 6
4.2 1.4 1 7

30 150CEN 75 600 0.6 3 1 1 5
EPE 33 200 0.225 2.6 0.86 16 4.33

Table 2.1: Parametrization of the BPM, GCM and SGM stereo-vision algorithms. For
BPM, the number of iterations and number of levels in the hierarchical approach
is identical for the three cost functions: sum of absolute differences (SAD), census
function (CEN) or gradient-based cost function (EPE). SGM also uses identical val-
ues c1 and c2 for all the cost functions.

To speed up the matching process a hierarchical approach (i.e. a coarse-to-fine
approach) is considered, such that the passing of messages in a 4-adjacency [71] grid
is more efficient even with a reduced number of iterations.

The original source code in [42] was modified so that we could use different
types of cost functions and 10- or 12-bit stereo pairs as input images. The truncation
parameters for the data (dMax) and the smoothness (sMax) terms, the weighting
factor for the data term (λd), the number of iterations (iteration), and number of
levels (level) of the followed hierarchical approach are shown in Table 2.1.

Graph-Cut Matching (GCM): We use the graph cut-based [73] algorithm presented
in [33]. For minimising the energy function, a randomly initialised disparity map
is considered as a weighted graph. The optimum disparity map is then calculated
using the α-expansion method [74].

The implementation of this algorithm uses the binary Potts model [89] as smooth-
ness term to make sure that a global minimum is reached [74]. The three parameters
required for defining the Potts model (λ1, λ2 and the threshold) and the weighting
factor for the cost function (K) are summarised in Table 2.1.

As with the BPM algorithm, we modified the original algorithm so that a wider
range of cost functions could be used, as well as 10- or 12-bit stereo pairs could be
used as input data.

Semi-Global Matching (SGM): We use the implementation presented in [5] of the
semi-global matching algorithm proposed in [59]. The matching strategy followed
by BPM or GCM can be characterised as being potentially global (but practically
limited by the number of iterations). SGM limits its search space to a predefined
set of paths to obtain an optimum disparity value with respect to this selected search
space. We use the common configuration that considers an eight-path configuration,
in contrast to the initially suggested sixteen-path configuration.
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For each path in the search space, is it minimised an energy function of the form
of Equation 2.26 using a recursive dynamic programming approach. The smooth-
ness term penalises small disparity changes of neighbouring pixels with a rather
low penalty c1 to allow slanted surfaces. A second higher penalty c2 is applied for
larger disparity changes. The second penalty is independent of the actual disparity
change in order to preserve depth discontinuities [4]. The selected values for c1 and
c2 are specified in Table 2.1.

Cost Functions

Three cost functions are considered in this thesis. Each one of them analyses differ-
ent characteristics of the stereo input images when calculating costs for assigning a
disparity value to a given pixel. We use the ordering-based census transform and a
gradient-based cost functions that have been previously identified as being robust in
outdoor environments [4, 5, 60].

The impact of the third function, the window-based sum of absolute differences, de-
pends on the photometric consistency between both images in a given stereo input
pair.

Consider d ∈ N as a possible disparity value between a stereo pair defined by
the images Ir and Im. Let pr = (xr, yr)T ∈ ΩIr and pm = (xr − d, yr)T ∈ ΩIm .

Census Transform (CEN): The census cost function [111] calculates the cost of as-
signing the disparity d to pr by analysing the Hamming distance between the signa-
ture vectors of pr and pm. Its use supports robustness of a stereo matcher against
common types of noise found in real-world images.

Given an arbitrary image I and a neighbourhood N (p) of p ∈ ΩI; the ith co-
ordinate, i = 1, . . . , |N (p)| − 1, of the signature vector of p is defined as

Sg(p)i = δp
(
p′
)

(2.30)

where p′ ∈ N (p) \ {p}, and

δp
(
p′
)

=

{
0, if I(p) 6= I(p′)

1 otherwise
(2.31)

The order in which the coordinates of the signature vectors are arranged is irrel-
evant, but has to be consistent. The comparison of the signature vectors is made
coordinate-wise using the Hamming metric. Thus, the cost defined by the census
transform of assigning the disparity d to the pixel pr is given by

CN(pr, d) =

|N (pr)|−1∑
i=1

{
0, if Sg(pr)i = Sg(pm)i
1 otherwise

(2.32)
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Following [5], we use a 9 × 3 (width × height) neighbourhood as it favours a
stronger data contribution along the epipolar line (see [70]).

Gradient-Based Cost Function (EPE): The selected gradient-based cost function [68]
analyses the L1-distance [92] between the end-points of the gradient vectors of pr

and pm. This cost function is expected to have a good performance when using
real-world data [4].

To calculate the discrete partial derivatives that define the gradient vector, we
use forward differences. Given an arbitrary image I, the discrete partial derivative
in the lateral direction of a p ∈ ΩI is defined as

∂x(p) =
I(p)− I(pe)

2
(2.33)

where pe is as in Equation 2.4. The partial derivative in the vertical direction is
defined analogously, using ps instead of pe. Thus, the cost of assigning the disparity
d to the pixel pr ∈ Ir is given by

EP(pr, d) =
∣∣∣(∂x(pr), ∂y(pr)

)
−
(
∂x(pm), ∂y(pm)

)∣∣∣
1

(2.34)

Sum of Absolute Differences (SAD): The sum-of-absolute-differences is an intensity-
based similarity measure. It is known for its poor performance when it comes to
real-world stereo sequences [22], as the photometric consistency assumption is com-
monly violated in those data. We are interested in reconsidering this commonly
used statement. The cost of assigning the disparity d to the pixel pr given a neigh-
bourhood N (pr), is given by

SD(pr, d) =
1

|N (pr)|
∑

p′∈N (pr)

∣∣Ir(p′)− Im(q′)
∣∣ (2.35)

where, if p′ = (x′, y′)T then q′ = (x′ − d, y′)T [and thus q′ ∈ N (pm)]. For the
experiments we use N (·) = N8(·).

We use the abbreviations BPM-∗, GCM-∗ or SGM-∗, where ∗ denotes CEN, EPE,
or SAD, to denote a configuration defined by a stereo-matcher using a specific cost
function.



Chapter 3

Indoor Evaluation

Evaluation of stereo-vision algorithms is usually done by analysing the performance of the
algorithms using data sets with available ground truth. The existence of the true measure-
ments allows a detailed evaluation of the accuracy of the generated disparity maps. However,
this sort of analysis is limited by the size and diversity of the data sets. The majority of the
complex scenarios faced by outdoor applications, such as driver-assistance systems, are still
not considered in the existent data sets. In this chapter we explore the advantages and dis-
advantages of this sort of evaluation and take it a step farther. We use long sequences of
synthesised stereo pairs and analyse the stability and robustness of the algorithms against
differing noise parameters (in this case, Gaussian noise, brightness differences, and blur-
ring).

3.1 Introduction

Some of the earliest work done on comparisons of stereo algorithms was performed
and presented in [82]. The authors compared four different cost functions for scan-
line stereo algorithms (such as correlation-based [41] or dynamic programming ste-
reo [88]) that use edges having an extent of one pixel as the feature to match. The
used data set had only a couple of stereo pairs with no ground truth data available.
The test stereo pairs still can be downloaded from [116].

The presented evaluation method could only analyse the performance of stereo
algorithms based on the matching of “thin” edges. Also, the evaluation was lim-
ited to the manually selected regions of the stereo pairs where the thin edges were
present.

Since then, some more ambitious evaluation schemes have been published, for
example [28, 32, 40, 53]. The final goal of all the later approaches was to make
available an objective evaluation technique (comparison method and data sets) that
could be easily used by other researchers. However, the lack of ground truth (they
all used real-world stereo pairs) and the complex or area-based evaluation made it
difficult to create a standardised evaluation method.
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An evaluation scheme was presented in [94] with both comparison method and
data set with available ground truth that has been further used by the computer-
vision community. The scheme is based on a set of engineered stereo pairs that show
indoor, close range scenes whose stereo-ground truth was measured using structured
light [95]. The main contribution of this paper in terms of evaluation is the data set
with the corresponding stereo-ground truth data. The authors also developed a
web-based interface were the results of the evaluation could be easily posted and
consulted [126].

The evaluation using ground truth compares directly the true values and the
computed disparities. This allows one to find out when a disparity is miscalculated1

and to measure the magnitude of the miscalculation. Thus, it is an excellent option
for debugging, tuning up algorithms’ parameters, or for exploring new matching
approaches.

Despite its precision, this sort of evaluation (i.e. the one using available ground
truth) is limited by the quantity and diversity of the synthetic or engineered data
sets. These type of images do not have the multiple biases found in real-world
imagery (e.g. multiple light sources, non-Lambertian [58] surfaces, lighting arte-
facts [22], camera misalignment or blurring). Several authors have tried to simulate
real-world biases (camera-related issues, weather conditions, misalignments in the
stereo system, and so forth) by modifying synthetic or engineered data sets. In [107],
the authors carried out a study on the performance of stereo-vision algorithms in
the context of driver-assistance systems. They performed experiments over a self-
generated synthetic data set with the respective stereo ground truth. The data set is
available in [129]. In order to have a more close-to-reality study, they added “per-
turbations” to the test stereo pairs. The intention was to analyse the impact of com-
mon camera-related biases, such as vignetting, noise caused by the camera sensor or
badly rectified stereo pairs. Although, they kept constant the “magnitude” of the
chosen perturbations across the sequence.

The effect of the difference in the intensity between the images in the stereo pairs,
vignetting and Gaussian noise were investigated in [60]. The authors focused their
research on how this alterations would affect different matching cost functions when
used in local, global and semi-global stereo-vision algorithms. The authors varied
the magnitude of the alterations made to the stereo pairs, but kept a relatively small
variation.

In this chapter we present the approach that was originally published in [10].
By altering a long synthetic sequence (100 stereo pairs) using different real-world
effects, we aim to show that the performance of a given algorithm degrades when

1 Setting a threshold that defines the correctness of the computed disparity values is application de-
pendent.
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Figure 3.1: Sample real-world images contaminated with selected types of noise.
Top: The left image is brighter than the right one. Note the difference between the
histograms. Bottom left: Blurred scene caused by a light rain. Bottom right: Gaussian
noise present in an image captured in a dark scene.

the input stereo-pairs are not “perfect” any more. This emphasises the necessity to
test stereo-vision algorithms using real-world data sets.

We selected to simulate three different real-world effects (we call it noise from
now on) to alter the stereo pairs: additive Gaussian white-noise, Gaussian blurring,
and a constant additive intensity change. In driver-assistance systems, Gaussian noise
might be added to images by a low-quality sensor in the cameras (this is more evid-
ent in images grabbed in dark environments). Blurring could be caused by rainy
environments or by a misalignment of the camera lenses. An intensity difference
between the images of a given stereo pair could be caused by unexpected shadows,
reflections, difference in the gain of the recording cameras and so forth. The imple-
mentation of the chosen types of noise did not aim at an accurate (i.e. physics-based)



32 3. Indoor Evaluation

representation of real-world effects; an accurate model of any source of degradation
in real-world imagery would require an in-depth study and that is out of the scope
of this thesis.

Figure 3.1 depicts examples of real-world images that are “contaminated” with
the selected types of noise used in this chapter. The upper row depicts a stereo pair
with a large intensity difference between the images (compare the histograms). The
bottom left image shows a blurred scene caused by a light rain. The bottom right
image is an example of an image affected by Gaussian white-noise.

We investigate the robustness of the algorithms by using different types of noise.
A robust algorithm should be able to generate accurate measurements regardless
the conditions present in the scene [8].

We vary the level of noise across the sequence, and alter either both images in the
stereo pair or just one. We expect that most of the used configurations (recall that
with configuration we meant a stereo-vision algorithm with a selected cost func-
tion) can handle small amounts of noise and also that the performance degrades as
the noise levels are increased. This should be easily identified as the true disparity
values are available.

The use of a long sequences and different levels of noise is needed to investig-
ate the stability of the algorithms. A stable algorithm should have an acceptable
performance regardless of the level of noise added to the stereo pairs. The use of
long stereo sequences also allows to exploit the data contained in the temporal do-
main [15, 108], which currently is not well utilised. This is further discussed in
Chapter 6.

The reminder of this chapter is organised as follows: Section 3.2 describes our
approach for evaluating stereo algorithms using long synthetic stereo sequences,
focusing on the stability and robustness of the algorithms. In this section we also
introduce the used data set and the formal definition of the noise added to the stereo
pairs. The evaluation indices used to measure the performance of the algorithms are
also described in here. Section 3.3 contains the results of the performed experiments
and discuss about them. Section 3.4 summarises the contents of this chapter.

3.2 Approach

Figure 3.2 depicts our overall approach for robustness evaluation. The used data set,
the different types of noise we add and the error indices used are detailed further
below in this section. This approach is used over an entire sequence of images, so
the results can be shown over time as explained in Section 3.3.
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Figure 3.2: Approach for the robustness evaluation used in this chapter.

Data Set

Synthetic and engineered sequences have been used for researchers for the evalu-
ation of stereo-vision algorithms since accurate stereo-ground truth can be calcu-
lated. The disparity maps can be evaluated using evaluation indices that compare
pixel-wise the computed disparities against the ground truth values. We decide to
use the root mean square and the percentage of good matched pixels, identified later in
this section.

In this chapter we perform the experiments using the Sequence 1 of Set 2 from
the .enpeda.. website [119], as introduced in [109]. This is a long synthetic stereo
sequence of 100 stereo pairs with available stereo-ground truth. The dimensions of
the images are 640×480 (width×heigth) with a pixel depth of 10-bits. The sequence
represents a typical driving situation (as defined in [8]), where the virtual ego-vehicle
drives along a straight road following another vehicle. Other vehicles appear later
in the scene: two incoming vehicles and two vehicles waiting at an intersection to
join the main road. A sample stereo pair with the respective stereo-ground truth are
depicted in Figure 3.3.

Noise Added to Images

We chose three different noise functionals to modify the input stereo pairs: additive
Gaussian white-noise, Gaussian blurring, and a constant additive intensity change.
This list of noise types is not exhaustive and there are many more variations of
noise. The used noise functionals should not be considered as being accurate models
of real-world effects, we chose them as they can be straightforward implemented
and as they do represent a model of common sources of degradation in real-world
imagery.

To test the stability of the algorithms, we vary the level of noise through the
sequence from low levels, to very high ones. The noise is applied in a way that for
some frames only one image is affected and the other one is not, while for some
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Figure 3.3: Sample stereo pair from the Sequence 1 of Set 2 from the .enpeda.. web-
site [119] used in this chapter to perform the experiments. The right-most image is
the stereo-ground truth colour-coded as described in Section 2.5

other stereo frames both images were modified. Let S denote the set of stereo pairs
from the selected sequence and

IS =
{
I: ΩIs → [Gmin, Gmax] ⊂ R|Is ∈ S

}
(3.1)

where Is is fixed but arbitrarily selected (all the images in S have the same image
domain). The values of Gmin and Gmax are as defined in Section 2.2.

All the functionals used to incorporate noise into the images are functions of the
form

F:S → IS (3.2)

The way each functional defines a new image from the images in S is described in
the paragraphs below.

Constant Additive Intensity: Differences in the intensity values between the two
cameras in a stereo-vision system is a very common issue in real-world imagery.
For driver-assistance systems, this is even more obvious as possible multiple light
sources, non-Lambertian surfaces, unexpected shadows, reflections, difference in
the gain of the recording cameras and so forth, might affect one camera and not the
other. See for example the upper row of Figure 3.1.

We simulate the possible difference in brightness with a simple addition of a
constant value to the intensity of the pixels to either of the images of the stereo
pairs. Given It ∈ S, t ∈ [1, 100] ∈ N, the additive intensity functional Fi defines the
image Fi(It) ∈ IS such that

Fi(It)(p) =


It(p) + c, if It(p) + c ∈ [Gmin, Gmax]

Gmin, if It(p) + c < Gmin

Gmax if It(p) + c > Gmax

(3.3)
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Figure 3.4: Top: Resultant stereo pair after modifying the intensity of both images
using Fi. It depicts the case of maximum differences, when t = 1. Middle: Stereo
pair at t = 51 modified by using Fg. For the left image (i.e the match image on the
stereo pair) σ = 0; and for the right image (i.e the match image on the stereo pair)
σ = 50. Bottom: Stereo pair at t = 17 after applying Fb. The kernel size for both
images is defined by k = 33.
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where c ∈ Z. We use different values of c for each image of the stereo pair depending
on t. We chose to have the maximum brightness differences at the start and at end of
the sequence with no difference at all at the middle of it (i.e. c = 0 for both images
of the stereo pair at t = 50). The values of c used to generate Fi(S) are defined
according to the formulas presented in the first two rows (from top to bottom) of
Table 3.1. Figure 3.4, top row, depicts the stereo pair at t = 1, when c = −98 for the
image on the left and c = 98 for the image on the right.

Gaussian White-Noise: Small amounts of Gaussian noise [64] are present in real-
world imagery. The level of noise has been decreasing over time as sensor techno-
logy improves. Note, however, that “dark” environments may also result in images
contaminated with this type of noise, as shown in Figure 3.1.

We vary the level of Gaussian noise from low to very high. We add to the
pixel values of the images in S random Gaussian (normal distribution) white-noise
N(µ, σ) with a mean µ = 0 and a varying standard deviation σ.

The additive Gaussian functional Fg, given It ∈ S, defines the image Fg(It) such
that

Fg(It)(p) =


It(p) +N(µ, σ), if It(p) +N(µ, σ) ∈ [Gmin, Gmax]

Gmin, if It(p) +N(µ, σ) < Gmin

Gmax if It(p) +N(µ, σ) > Gmax

(3.4)

The value of σ is a function of the frame number t. In the first half of the se-
quence, we add the same level of noise to both images of the stereo pair. The value
of σ increases from 1 to 50. For the second half of the sequence we only add noise to
the match image to investigate how the algorithms handle noise when it is present
in just one image.

The centre row of Figure 3.4 shows the stereo pair at t = 51. While the left image
(the reference image in the experiments) has not been modified, the right image has
been modified by adding a value defined by N(µ, 50). The values of σ used on the
experiments are defined according to the formulas presented in the third and fourth
row (from top to bottom) of Table 3.1.

Gaussian Blur: Blurring can occur in real-world images due to foggy or rainy en-
vironments. Also, a minor blurring can be caused by out-of-focus camera(s). We
approximate this bias effect with a Gaussian blurring convolution, as known from the
scale space [43].

Given an image It ∈ S, the Gaussian blur functional Fb(It) defines the image

Fb(It) = It ∗G(k) (3.5)

where G(k) represents a k× k Gaussian smoothing kernel [34] and ∗ the convolution
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Functional Image Variable
Frame t

t ∈ [1, 50] t ∈ [51, 100]

Fi
Reference

c
2t− 100

Match 100− 2t

Fg
Reference

σ
t 0

Match t 101− t

Fb
Reference

k
2t− 1 0

Match 2t− 1 201− 2t

Table 3.1: Parametrization of the three different noise functionals used in the ex-
periments. Fi,Fg and Fb denote the additive brightness, additive Gaussian and
Gaussian blurring functionals, respectively.

operator [71]. In the first half of the sequence Fb(S), both images of the stereo pair are
blurred with the same value of k; which increases from 1 to 99. While in the second
half of the sequence, only the match image is affected with a decreasing amount of
noise (from 99 to 1).

For the implementation of the Gaussian blur functional, we use the method
provided in OpenCV [34]. Depending on the value of k, this function uses a stand-
ard deviation defined by

σ =

(
k

2
− 1

)
0.3 + 0.8 (3.6)

Figure 3.4, bottom row, depicts the stereo pair at t = 17. Both images in the
stereo pair are modified using Fb with k = 33. All the possible values of k can be
calculated using the formulas presented in the last two rows (from top to bottom) in
Table 3.1.

Evaluation Methodology

For evaluating the results we use two indices for each stereo pair. These indices
can then be analysed over the entire test image sequences. We use the root mean
squared (RMS) [94] to get an average of the magnitude of the error in the disparity
calculation over the whole disparity map. Let Id denote a disparity map calculated
with a given stereo-vision algorithm and Ig denote the available stereo-ground truth
of the corresponding input stereo pair. Then, the RMS evaluation index is defined
as the function

R: I → R+
⋃
{0} (3.7)
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such that

R
(
Id, Ig

)
=

√√√√ 1

|Ωe|
∑
p∈Ωe

[
Id(p)− Ig(p)

]2
(3.8)

where the evaluation domain Ωe ⊂ ΩIg denotes the set of non-occluded pixels with
respect to the reference image. Recall that I denotes the space of digital images, see
Equation 2.3.

We also use the percentage of good matched pixels (GMP) [5]. This index rep-
resents the percentage of correctly estimated disparities with respect to a predefined
threshold TGMP ∈ R+. Following the notation of Equation 3.8, the percentage of
good matched pixels is defined as the function

G: I → R+
⋃
{0} (3.9)

such that
G
(
Id, Ig

)
=

100

|Ωe|
∑
p∈Ωe

δT
(
Id(p), Ig(p)

)
(3.10)

where
δT : [Gmin, Gmax]× [Dmin, Dmax]→ {0, 1} (3.11)

is defined as

δT
(
Id(p), Ig(p)

)
=

{
1, if |Id(p)− Ig(p)| ≤ TGMP

0 otherwise
(3.12)

where [Dmin, Dmax] denotes the co-domain of Ig (see Equation 2.22), and Ωe is as in
Equation 3.8.

For the experiments we use TGMP = 1. We also experimented with TGMP = 2,
but the information obtained was not significantly different to that obtained with
TGMP = 1. As the calculated disparity values are pixel accurate (see Section 2.5), we
do not consider values for TGMP < 1.

Since we are evaluating over the entire sequence, we can make statistical infer-
ence on the sequence data, including variances, medians, means, and range of the
error. We chose to calculate the mean, standard deviation and maximum and min-
imum for each error metric over the entire sequence.

We use a slight modification of the usual standard deviation. For RMS, we are
interested to see how “spread” are the calculated indices from the perfect score of
zero. Thus, we use the zero-mean standard deviation

σ0 =

√√√√ 1

|S|

|S|∑
t=1

[
R
(
Itd, I

t
g

)
− 0
]2

(3.13)
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where Itd denotes a disparity map calculated from the stereo pair number t from S;
and Itg the respective ground truth image. A low value for σ0 will indicate a robust
performance of an algorithm across the sequence. For GMP we use the analogous
hundred-mean standard deviation σ100.

3.3 Experiments

This section discusses the details of our experimental results. This includes the eval-
uation of the algorithms over the original sequence S (i.e. with no added noise),
along with the robustness evaluation using the altered stereo pairs.

We present the results for all the configurations2 defined for each of the stereo-
vision algorithms introduced in Section 2.5. The data is gathered in tables showing
the average (for each evaluation index), the (zero or hundred) standard deviation
and the minimal and maximal values. The mean value of the best performing con-
figuration for each algorithm is highlighted using bold font (i.e the largest value for
GMP and the lowest one for RMS); while in light blue is highlighted the overall best
configuration for each of the evaluation indices. We use the terms original, intensity
altered, blurred and Gauss to identify S, Fi(S), Fg(S) and Fb(S).

Original Sequence

We use the results obtained for this sequence as a reference for the robustness ana-
lysis. All configurations performed the best using this sequence (i.e. when com-
pared with the results obtained using other sequences). There were no sudden
jumps in the indices and most of them followed a common trend.

The top row of Figure 3.5 depicts the charts of the best performing configuration
for each algorithm. Note the common peaks at the beginning and in the middle of
the sequence (more evident with the GMP index). Those parts of the sequence are
where more occluded points appear in the scene, as the vehicles in the scene are the
closest to the virtual ego-vehicle. It seems that the algorithms propagates erroneous
measurements due to the missing corresponding pixels. As can be seen in Table 3.2,
SGM-EPE and GCM-EPE were the two configurations with the worst performance
with respect to both indices. The two configurations mismatched a large number of
pixels in the road area. Their indices become worse when the road occupies a larger
region in the stereo pairs. It is interesting to notice that the road was the source of
most of the noisy measurements in the used synthetic sequence. This is an expected
behaviour when using real-world images, where the homogeneity of the intens-
ity values on the road area represent a challenge for the stereo-vision algorithms.

2 Recall that by configuration we mean an algorithm using a specific cost function.
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RMS Original GMP Original
Mean σ0 Min Max Mean σ100 Min Max

BPM

CEN 2.97 2.97 2.94 3.43 96.19 3.86 93.44 97.04
EPE 2.97 2.97 2.94 3.15 95.99 4.08 93.42 96.98
SAD 2.99 2.99 2.94 3.55 96.37 3.72 92.86 97.38

GCM

CEN 0.69 0.72 0.43 1.51 97.98 2.10 95.37 98.91
EPE 10.47 10.49 8.65 11.69 75.74 24.29 73.22 78.35
SAD 5.54 5.55 4.65 6.18 91.63 8.38 90.16 92.55

SGM

CEN 5.22 5.22 5.15 5.43 97.40 2.65 95.11 97.84
EPE 8.64 8.65 7.78 9.22 91.60 8.41 90.30 92.19
SAD 5.13 5.13 5.04 5.71 96.58 3.46 93.61 97.08

Table 3.2: Results for the original sequence. The mean value of the best performing
configuration for each algorithm is highlighted using bold font (i.e the largest value
for GMP and the lowest one for RMS); while in light blue shading is highlighted the
overall best configuration for each one of the evaluation indices.

A probable reason for the miscalculations could be the repetitive pattern used to
render the road area. Repetitive patterns have been also identified as problematic
regions for stereo matching algorithms.

The bottom row of Figure 3.5 depicts the disparity maps generated with GCM-
CEN (left) and GCM-EPE (right), the best and worst overall performing configura-
tion (with both indices), respectively. Note the noisy disparity values generated for
the road area for GCM-EPE.

Interestingly, see Table 3.2, the mean RMS and GMP values of the BPM config-
urations are really close to each other. It seems that for this near-to-perfect synthetic
sequence, it makes no difference for this matcher which cost function is being used.
For the other two matchers, the EPE cost function reported the worst performance
for both evaluation indices. As mentioned before, GCM and SGM-EPE mismatched
a relatively large number of pixels in the road area. For SGM, the configurations
defined by SAD and CEN obtained for both evaluation indices almost the same val-
ues.

For the GCM matcher, the difference between the best performing configuration
and the two others is considerable. The reason for this is that the CEN configuration
did not have problems while matching the road area; while this area represented a
considerable source of mismatches for GCM-EPE and -SAD, particulary for the EPE

configuration. It is also worth to notice that SGM-CEN reported a GMP mean value
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really close to that of GCM-CEN. However, there is a considerable difference in their
reported RMS indices. This does not represent a contradiction in the evaluation; it
just indicates that they matched correctly almost the same number of pixels but that
the magnitude of the miscalculations were larger for the SGM configuration.

Intensity Altered Sequence

The configurations defined by the CEN cost function, despite of the algorithm, were
quite robust against this type of noise (i.e. compare the Tables 3.2 and 3.3). BPM-
and GCM-CEN showed also a remarkable stability, even when the difference in the
intensity was maximum, i.e. in the time-interval [0, 15] ∪ [85, 100] ∈ N, their indices
kept stable as can be seen in the left plot of Figure 3.6).
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Figure 3.5: Sample results for the original sequence. Top: Plots for the best per-
forming configuration for each matcher. Bottom: Disparity maps generated with
GCM-CEN (left) and GCM-EPE (right), the best and worst performing configura-
tions, respectively, with respect to both indices.
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RMS Intensity altered GMP Intensity altered
Mean σ0 Min Max Mean σ100 Min Max

BPM

CEN 2.98 2.99 2.94 3.58 95.05 5.35 87.34 96.83
EPE 2.98 2.98 2.94 3.27 94.59 6.12 82.03 96.90
SAD 33.70 35.69 3.02 45.35 12.55 90.07 0.40 96.34

GCM

CEN 1.69 2.14 0.50 5.50 94.45 7.04 79.54 98.80
EPE 11.87 11.97 10.07 15.32 68.68 32.62 43.04 77.86
SAD 40.57 41.48 5.53 49.47 3.47 97.57 0.00 91.86

SGM

CEN 7.88 8.57 5.16 16.62 92.62 10.13 71.85 97.77
EPE 11.63 12.37 8.61 24.93 84.27 18.91 53.30 91.92
SAD 30.97 31.43 5.06 33.99 18.23 83.39 9.83 96.95

Table 3.3: Results for the intensity altered sequence. The highlighted values using
bold font or light blue shading are as in Table 3.2.

In contrast, the disparity maps generated using SAD produced useless data for
almost all the stereo pairs. For example, the bottom row of Figure 3.6 shows the
disparity maps calculated from the stereo pair 96 using BPM-CEN (left) and GCM-
SAD (right), the best and worst performing configurations with respect to GMP.
GCM-SAD obtained 0% for that frame and BPM-CEN 91%.

GCM-SAD generated useful information only for the stereo pairs 49, 50 and 51,
when the intensity difference reached its minimum (c = −2, 0, 2). The GMP indices
reported an overall average below 5% of accurately estimated disparity values (see
Table 3.3, right). BPM- and SGM-SAD were able to generate relatively accurate
disparity maps for about eight stereo pairs (c ∈ {±8,±6,±4,±2, 0}). This is an
expected behaviour for an intensity-based cost function. It could be said that with
SAD all the algorithms showed a stable performance, with poor but stable results
across the sequence.

The results for EPE were in function of the stereo-matcher. BPM-EPE per-
formed almost as well as with the original sequence, with respect to the RMS in-
dex. However, a visual inspection can easily detect a blurring effect on the disparity
maps (the same blurring effect can be seen in the disparity maps generated using
BPM-CEN). This blurring was better detected when the GMP index was analysed.
According to the value of σ100 the obtained values along this sequence were farther
away from the perfect score than those obtained with the original sequence.

GCM- and SGM-EPE suffered a larger degradation in the results (again) when
compared with those reported by the original sequence, see Tables 3.2 and 3.3. For
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both configurations, the amount of erroneous measurements in the road area in-
creased considerably. However, they matched relatively well the corresponding
pixels of the vehicles and those of the background scenario.

When comparing the results between RMS and GMP for the EPE and CEN cost
function, looks like the this type of noise generated a larger number of mismatched
pixels, but without having a deep impact on the magnitude of the miscalculations.

Blurred Sequence

In the first half of the sequence when both images of the stereo pair were blurred, the
magnitude of the miscalculated disparities did not increase as much as the number
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Figure 3.6: Sample results for the intensity altered sequence. Top: Plots for the best
performing configuration for each matcher. Bottom: Disparity maps generated us-
ing BPM-CEN (left) and GCM-SAD (right), the best and worst performing configur-
ations with respect to RMS and GMP, respectively.
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RMS Blur GMP Blur
Mean σ0 Min Max Mean σ100 Min Max

BPM

CEN 4.69 5.50 2.96 14.32 55.96 52.00 7.83 94.24
EPE 9.61 12.24 2.96 24.99 51.32 57.44 6.38 94.53
SAD 5.20 6.50 2.96 16.84 60.74 47.63 13.58 95.01

GCM

CEN 9.16 12.19 1.34 24.48 49.54 55.50 14.00 95.77
EPE 17.05 18.67 2.19 25.62 28.03 74.70 5.06 87.58
SAD 12.54 16.34 1.56 27.02 45.20 61.52 9.49 92.48

SGM

CEN 15.97 19.43 5.43 30.97 50.09 58.71 12.01 95.11
EPE 15.59 17.14 5.48 26.94 43.98 61.60 15.58 93.91
SAD 13.90 16.77 5.23 28.12 50.46 57.82 13.97 93.78

Table 3.4: Results for the blurred sequence. The highlighted values using bold font
or light blue shading are as in Table 3.2.

of mismatched pixels. While RMS reported relatively small increases in the index
as the blurring kernel got larger, the GMP index reported difference of up to 40%.
See, for example, the plots depicted on Figure 3.7.

From around stereo pair number 16, is almost impossible to recognise the ob-
jects (i.e. the other vehicles) present in the scene as they became shapeless blobs.
However, the disparity values from the road area and the background mountains
are still close enough to the ground truth values to keep the RMS index relatively
low. The left disparity map in Figure 3.7, depicts the disparity map generated with
the stereo pair number 17 using SGM-SAD, which is the best configuration for SGM

with respect to the two evaluation indices. The disparity values for the road area
were well estimated (compare with the ground truth image shown in Figure 3.3),
but the shape of the vehicle in front of the virtual ego-vehicle is lost (enclosed in a
white rectangle).

The EPE cost function was the one that reported the worst results for the three
algorithms. However, it is worth mentioning that the small amounts of blurring
used in the time-interval [2, 7] ⊂ N reduced the number of noisy measurements in
the road area for SGM- and GCM-EPE. Both evaluation indices reported a better
performance for those stereo pairs than those obtained with the original sequence.
For example, Table 3.5 shows the quality indices for the disparity maps generated
using GCM- and SGM-EPE from the stereo pair number 2 with the original and
blurred sequences. A similar effect was detected for GCM-SAD, where some noisy
measurements were also filtered out by the blurring functional.
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All the configurations in the second half of the sequence, when only the match
image was blurred, reported their worst results from both indices. See the plots in
Figure 3.7. The noise configuration where just one image is affected is more realistic
as the two cameras in a real-world stereo camera system may have slightly different
blurring effects to each other.

The performance of the configurations was very poor. However, it improved
as the size of the blurring kernel decreased to its minimum, i.e. the structure of
the scene can not be recognised in any of the disparity maps up to stereo pair 95,
where the blurring was minimum. The bottom right image in Figure 3.7 shows
the disparity map calculated with SGM-SAD using the stereo pair number 83. The
kernel size (k = 18) used to modify only the match image was the same as the
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Figure 3.7: Sample results for the blurred sequence. Top: Plots for the best per-
forming configuration for each matcher. Bottom: Disparity maps generated using
SGM-SAD. Blurring just one image (right) degrades the results much more than
when both images are altered (left).
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RMS GMP

Original Blur Original Blur
SGM-EPE 7.77 6.16 90.76 93.56
GCM-EPE 9.30 2.9 76.84 87.57

Table 3.5: Small amounts of Gaussian blurring improved the performance of SGM-
EPE and GCM-EPE. The results here were obtained with the stereo pair number
2.

one used to alter both images in the stereo pair number 18, whose disparity map is
depicted on the left. Note that when only one image was modified, SGM matched
correctly less than 20% of the pixels, with an average RMS of 80 (i.e. it generated
useless data).

Gauss Sequence

This sequence was the most problematic for all the evaluated configurations. The
reported average RMS and GMP indices were the worst among the four analysed
sequences. The exceptions ware the SAD configurations whose performance in the
intensity altered sequence were the overall worst.

There was a strong difference between the results obtained for the first and the
second half of the sequence. Recall that in the first half both images in the stereo
pair were modified, while in the second half was only added noise to the match
image. For example, see the plots depicted on Figure 3.8. In the first half, all the
configurations showed a large and rapid degradation in their performance. As the
noise increased, the results got worse for both quality indices. Some of the used
configurations (i.e., BPM-CEN, BPM-SAD, SGM-CEN and GCM-CEN) managed
to calculate correctly the disparity values for the road area for a larger amount of
frames (up to the stereo pair 36 for BPM-SAD). However all of them failed to match
corresponding pixels from every other region in the scene from around frame six.
The charts in Figure 3.8 shows how just a small amount of noise can cause a large
drop in the performance of the algorithms.

From stereo pair 50, the results got better as the reference image no longer has
noise. This was particularly evident for the CEN cost function, regardless of which
algorithm was used. GCM-CEN was the only configuration for GCM that generated
meaningful results for the second half of the sequence (from frame 51 the road area
was well estimated); for the other two configurations useful data was generated
for the last ten frames. The bottom row of Figure 3.8 depicts the disparity maps
generated from the stereo pair number 51 where the amount of added noise to the
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RMS Gauss GMP Gauss
Mean σ0 Min Max Mean σ100 Min Max

BPM

CEN 12.58 16.46 2.98 25.24 49.15 57.09 18.98 92.66
EPE 12.21 15.83 2.96 25.44 46.80 58.45 18.76 94.06
SAD 8.60 11.64 2.96 24.88 49.74 55.36 16.06 95.01

GCM

CEN 13.40 16.43 1.09 25.62 55.70 52.09 21.40 96.13
EPE 22.67 23.63 9.97 31.97 20.04 81.78 3.73 73.47
SAD 20.77 21.87 5.11 30.87 25.12 78.08 4.30 90.24

SGM

CEN 19.39 20.59 5.70 27.70 48.68 56.16 21.41 95.64
EPE 26.63 28.27 8.49 38.83 25.46 77.74 3.32 89.85
SAD 17.63 19.45 5.30 31.67 46.09 59.12 13.99 94.48

Table 3.6: Results for the Gauss sequence. The highlighted values using bold font or
light blue shading are as in Table 3.2.

match image was maximum using SGM-CEN (left) and SGM-SAD (right). Note that
the road area in the left image can be identified, while in the right image there is no
useful data at all.

It is interesting to note that the mean GMP values for most of the configura-
tions were around 50% (see Table 3.6); there was not much difference in the number
of pixels correctly matched among the algorithms. However, the difference in the
magnitude of the miscalculated disparities it quite large. For example, the RMS av-
erage index of SGM-CEN is twice as large of that obtained by BPM-SAD. On the
other hand, the respective average GMP indices differ by less than 1%. This justifies
the usage of the two evaluation indices as they complement each other, and also
provides a better understanding of the algorithms’ performance.

Overall Comparison

Table 3.7 shows the summary of the RMS (left) and GMP (right) results using data
from the original sequence and the three modified ones. We consider here the four
sequences as a large 400 stereo pairs sequence. The column “Win” (short for winner)
displays the number of frames in which each configuration was better than all the
others.

Figure 3.9 shows the combined plots for the top performing configuration for
all the algorithms and for all sequences. We aim at showing in just one plot the
difference in performance of the three evaluated algorithms when applied to the
four sequences.
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According to the mean values, none of the algorithms performed better with
the two quality indices. However, both indices indicated that CEN was the top
performing cost function, followed by EPE and being the worst was the SAD cost
function. From the figures in the Win column, GCM-CEN was the configuration
that performed the best (for both indices) in a larger number of frames.

With respect to the RMS index, BPM-CEN showed the most robust performance,
showing a relatively small variation (with respect to the results obtained using the
original sequence) for about 250 frames as depicted in the top image in Figure 3.9.
It is interesting to note that this configurations was the best configuration only with
one sequence; while GCM-CEN, the second best performing configuration, outper-
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Figure 3.8: Sample results for the Gauss sequence. Top: Plots for the best performing
configuration for each matcher. Bottom: Sample disparity maps generated using
SGM-CEN (left) and SGM-SAD (right) using the same stereo pair. SGM-CEN was
able to estimate relatively well the road area; while SGM-SAD reported a set of
random values.
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RMS Overall GMP Overall
Mean σ0 Min Max Win Mean σ100 Min Max Win

BPM

CEN 5.81 8.93 2.94 25.24 72 74.09 38.75 7.83 97.04 37
EPE 6.94 10.23 2.94 25.44 8 72.18 41.14 6.38 96.98 23
SAD 12.62 19.11 2.94 45.35 62 54.85 58.01 0.40 97.38 88

GCM

CEN 6.24 10.29 0.43 25.62 208 74.42 38.24 14.00 98.91 182
EPE 15.52 17.03 2.19 31.97 7 48.12 59.00 3.73 87.58 5
SAD 19.85 24.98 1.56 49.47 43 41.35 69.77 0.00 92.55 5

SGM

CEN 12.11 15.02 5.15 30.97 0 72.20 40.96 12.01 97.84 32
EPE 15.62 18.17 5.48 38.83 0 61.33 50.66 3.32 93.91 0
SAD 16.91 20.45 5.04 33.99 0 52.84 58.75 9.83 97.08 28

Table 3.7: Summarised results for the ground truth-based evaluation using data
from the four analysed sequences. The column “Win” (short for winner) displays
the number of frames in which each configuration was better than all the others.
The highlighted values using bold font or light blue shading are as in Table 3.2.

form all the others with two sequences. However, the steadier performance of BPM-
CEN on the blurred sequence (the RMS index of GCM-CEN is almost as twice as
large as that f BPM-CEN) and on the gauss sequence made it the best performing
configuration.

In the disparity maps generated with BPM-CEN, we observed a kind of “salt and
pepper noise” (i.e. non-homogeneous results where homogeneity was expected),
see for example the disparity map on Figure 3.6. It seems though that the noisy
measurements do not have a big impact on the evaluation indices.

SGM-CEN took the third place with respect to RMS. Its index was twice as large
as that obtained by the top performing configuration. Recall that SGM is based
on a semi-global strategy that do not considers in the matching process as much
data as the other two (potentially global) algorithms. In spite of that, it managed to
outperform three configurations of the global algorithms.

For the GMP index, BPM- and GCM-CEN algorithms swaped their positions
compared to the RMS ranking. SGM-CEN was again the third best. With respect to
this metric, SGM-CEN showed a more robust performance. It even outperformed
BPM-CEN in the original sequence and kept a relatively stable performance with
the first half of the blurred and gauss sequences. See the right plot depicted in
Figure 3.9.

The analysis of the cost functions, showed that the most robust one was CEN

with both indices. The very poor performance of SAD in the intensity altered se-
quence (e.g. GCM-SAD got a 0% GMP index in the stereo pairs 98 and 99) put it as
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Figure 3.9: Results for the best performing configuration for each matcher using
data from the four sequences
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the less robust const function (with both indices). However, BPM-SAD was the best
configuration for the Gauss (RMS) and blurred sequences (GMP), and the second
best for the original one. Something more, among the BPM configurations it per-
formed better (GMP) in a larger number of frames. For GCM and SGM, SAD also
reported a large number of frames, compared to that of EPE, in which it was the
best configuration.

The EPE cost function ranked as the second best even though it never generated
a best performing configuration.

3.4 Summary

In this chapter we experimented with the “standard” ground truth-based evaluation
approach for stereo-vision algorithms. We perform a robustness and stability ana-
lysis by adding to the input stereo pairs common real-world effects simulating both
camera related and environmental biases. The large difference between the best and
worst performing evaluation indices, supports the idea of testing the algorithms us-
ing real-world data. For example, an algorithm can report 98% of good matched
pixels for a stereo pair and just 14% using a different one. Therefore, it is neces-
sary to test the algorithms where they are supposed to work, as it is not feasible to
simulate the broad range of noise types found in the real-world.

Using data sets with available ground truth makes it possible to estimate the
number of well matched pixels; and to calculate the magnitude of the miscalcula-
tions. The threshold for determining what “well matched” means (with respect to
either or both evaluation indices), can be adjusted depending on the accuracy de-
manded by the application. When ground truth is available, it is possible to clearly
define a “red line” that indicates when the obtained stereo-data is no longer useful.





Chapter 4

Real-World Trinocular Evaluation

The trade-off between accurate results obtained with ground truth-based evaluation, and the
limited number of suitable data sets needs to be considered if the algorithms are intended
to be used for the analysis of uncontrolled environments. This chapter discusses about an
approach that objectively evaluates the performance of stereo-analysis algorithms using real-
world image sequences. The lack of ground truth is tackled by incorporating an extra control
camera into the stereo camera system. Using the depth data generated with the stereo-vision
algorithms, we warp the reference image into a virtual image that registers the given scene as
if it would have been recorded with the control camera. The evaluation is then performed by
comparing the image that was actually grabbed with the control camera and the generated
virtual image. We present experiments using eight self-recorded real-world sequences of
400 trinocular stereo sets recorded in different scenarios. The aim is to demonstrate how
the proposed method can be used for understanding behaviours of stereo-analysis algorithms
depending on the given input image sequence.

4.1 Introduction

Stereo-vision algorithms have to provide reliable depth data based on images
grabbed on any road, under all kinds of weather conditions, and in any traffic con-
text. The common approach for testing the reliability of the algorithms uses ground
truth-based evaluation schemes, as the one presented in Chapter 3. However, this
sort of evaluation is restricted to input data sets (e.g. see [119, 126, 129]) that do
not represent all the possible situations1 faced when analysing real-world scenarios.
According to [54], available sets of engineered or synthetic stereo pairs only repres-
ent a very selective challenge for algorithms, with different characteristics (formally
defined in [54]) compared to those of the real-world data.

1 A situation is defined by a set of fixed features within the “space” of all the possible driving environ-
ments [8].
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Figure 4.1: Disparity maps computed with GCM-SAD using a synthetic (left) and a
real-world (right) stereo pair. When evaluated with the indices used in Chapter 3,
the “synthetic” disparity map reported a good performance (i.e. RMS = 4.48 and
GMP = 90.1). The “real-world” disparity map generated useless data. The eval-
uation approach discussed within this chapter (see Section 4.2) assigned to it an
evaluation index of 0.2 out of 100.

In this chapter, we discuss an evaluation method that objectively measures the
performance of the stereo-vision algorithms when used in uncontrolled environ-
ments. The performance of one selected technique might vary dramatically depend-
ing on the input stereo pair. Figure 4.1 shows two disparity images generated using
GCM-SAD. The left image was generated using a synthetic stereo pair from the
original sequence used in Section 3.3. All the objects present in the scene can be
easily recognised by using a disparity cue. The evaluation indices used in Chapter 3
reported that around 90% of the disparity values were well estimated (according
to the GMP index) and that the average magnitude of the miscalculated values is
relatively low (the RMS index was of 4.48).

The right image in Figure 4.1 was generated using a real-world stereo pair from
the dusk sequence (identified later in Section 4.3). The calculated disparity data does
not provide any useful information. The evaluation approach discussed in Sec-
tion 4.2 assigned it an extremely low evaluation index of 0.2 out of 100.

Evaluation using real-world data where no ground truth is available has been
done in the past. Within the context of driving assistance systems the authors of [99]
proposed a method that evaluates the generated stereo data using different levels of
image processing. The 3-dimensional data generated from the disparity maps is
evaluated “as is” (low level) and after being used as the basis of more complicated
processes (high and mid levels). For the low level analysis, the authors calculated an



4.1. Introduction 55

object-free 3-dimensional set in which any pixel on the reference image of the stereo
pair could not be back-projected. The evaluation consists in calculating the propor-
tion of pixels that are erroneously back-projected in this object-free 3-dimensional
set. However, the 3-dimensional set is defined by a small subsection of the refer-
ence image that strongly depends on the distribution of the objects in the scene.
For the mid- and high-level analysis, the authors used a “good performing” stereo
algorithm to generate the reference data.

Also in the context of driving assistance systems [78] proposed an evaluation
approach using real-world sequences. The method assumed a flat road and no tilt
or roll from the ego-vehicle and generated stereo-ground truth measurements for
the pixels in the road area. The evaluation then was only available for a limited
region in the disparity map (i.e. the road).

Some other evaluation methodologies in the absence of ground truth and in a
general context, have also been proposed [28, 40, 50, 83]. To evaluate the disparity
maps the authors used different techniques, such as confidence measures, manually
generated ground truth or consistency checks to detect miscalculated disparities.

In this chapter we discuss the approach presented in [10]. We provide a detailed
discussion on how to improve the evaluation, analyse particular experiments, and
summarise our three years experience with this approach. The method is based on
the prediction error technique [102], characterised by the use of additional input
data. For a discussion of using at least three images of the same scene for evaluating
optic flow algorithms see [26]. We have adapted the prediction error technique for
using it with three synchronous cameras recording uncontrolled environments. The
used evaluation index considers the photometric differences between the images
involved in the analysis, which is a quite common situation in real-world environ-
ments.

The proposed trinocular method uses two of the cameras to define a stereo cam-
era, while the third one (which records a control image) is used to evaluate the
confidence of the stereo-analysis performed on the images recorded with the stereo
camera. The calculated depth data are used to warp the image of the reference cam-
era into a virtual image that registers the scene as if it would have been generated
using the third camera. The virtual image is compared against the view actually
recorded with the third camera. Surely, such a 3-camera set up can also be gener-
alised, but it is important to have one additional image for comparison. It can be
extended to trinocular stereo-analysis, with a fourth control camera for comparison,
and so forth.

In short, this approach offers an objective way to evaluate stereo-analysis al-
gorithms using real-world image sequences. We limit our discussion to the use of
three cameras only, two defining an stereo camera system and a control camera. The
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image from the control camera can be seen as being the ground truth in this case.
Due to the sequential nature of the proposed approach (the cameras actually record
sequences of images), statistical analysis is performed to analyse the matching al-
gorithms.

The warping of the reference image of a given stereo pair into a virtual image is
defined by the calibrated camera geometry. It is important to note that we are not
aiming at producing a “nice” warped image we are just mapping intensity data of
the reference image onto the nearest pixel in the image plane of the control camera,
possibly overwriting previously mapped values. Also, the control camera should
not be in a pose that supports similarities between virtual and control image. This
would be the case if the control camera was positioned between the reference and
match camera.

The main advantage of the proposed trinocular evaluation approach is that the re-
quired hardware setup can be easily reproduced and fitted into any mobile platform,
allowing a direct scenario evaluation [105]. Based on today’s time efficiency of ste-
reo matchers, it can be used for real-time evaluations, and also as a basic module for
designing an adaptive computer vision system for vision-based driver-assistance
systems, as discussed in [8].

For the experiments to be reported in this chapter, we selected eight sequences
of 400 trinocular stereo sets (i.e. a stereo pair plus the image from the control camera)
recorded in different scenarios. The aim of using long sequences is to investigate
how the proposed method can be used to understand the influence of changes in
conditions when recording stereo image data on the performance of the algorithms
(e.g., local brightness variations between reference and match image, changes in
scene geometry, camera issues, or lighting variations).

The reminder of this chapter is structured as follows: in Section 4.2 we describe
the generation of the virtual image and discuss the position of the control camera.
This section also discusses the selected prediction-error evaluation index. Section 4.3
describes the selected trinocular sequences and discusses the obtained evaluation
results. Section 4.4 concludes with a summary of the chapter.

4.2 Approach

We consider time-synchronised recording of a scene by three cameras and assume
that two of the them define a stereo camera system as specified in Section 2.4. The
third camera acts as a control camera and is potentially in an arbitrary pose towards
the scene recorded by the stereo camera.
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Figure 4.2: Diagram of the approach proposed in this chapter. The normalised cross-
correlation (NCC) evaluation index is calculated based on the generated virtual im-
age and the recorded control image.

The objective is to generate a virtual image Iv from a disparity map calculated by
a stereo-vision algorithm (using as input data the images from the stereo camera),
and to compare it with the control image Ic recorded with the control camera.

We generate Iv by mapping (warping) the pixels of the reference image Ir in the
stereo pair, into the locations where they would have been recorded in Ic. Then Ic
and Iv are compared using normalised cross-correlation as evaluation index; which is
specified further in this section. Figure 4.2 summarises the followed approach.

Common Forward Equations

We assume that the coordinate system of the stereo camera is the reference coordin-
ate frame. Image coordinates are defined by each camera individually. A pos-
sible setup of the three cameras (with a horizontal stereo camera configuration)
is presented in Figure 4.3. Following the notation specified in Figure 4.3, the 3-
dimensional coordinates of the optical centre of the reference camera lies at the ori-
gin2 Or = (0, 0, 0)T , that of the match camera lies at Om = (b, 0, 0)T , and that of the
control camera lies at Oc = (b1, b2, b3)T .

Let P = (X,Y, Z)T be a 3-dimensional point in the shared field of view of all the
three cameras and

pr = (x, y)T ∈ Ir (4.1)

pm = (xm, ym)T ∈ Im (4.2)

pc = (xc, yc)
T ∈ Ic (4.3)

be the projections of P onto the image planes of the three cameras. We denote the
corresponding pixel in the generated virtual image as pv = (xv, yv)T .

2 Recall that we identified the coordinate system of the stereo camera with that of the reference camera.
See Section 2.4.
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Figure 4.3: A general trinocular camera configuration. Each camera is represented
by its coordinate systems. The two cameras on the right are assumed to define a
stereo camera system. The camera on the left represents the control camera whose
pose is defined by a given rotation matrix and the translation vector Oc.

For the assumed case of standard stereo geometry between the reference and
match image, we provide a formula to obtain the coordinates of pv in terms of the
coordinates of pr, the internal parameters of the stereo camera and the correspond-
ing disparity value d between pr and pm. Value d is computed by some stereo-
analysis algorithm. To simplify the notation, we do not consider the transformation
that relates the camera and the image coordinates systems. Since P is visible from
the reference and match camera, by applying triangulation (see Section 2.4), it is
possible to write the coordinates of P with respect to the coordinate system of Ir as
follows:

(X,Y, Z)T =
b

d

(
x, y, f

)T
(4.4)

where b denotes the length of the base line of the stereo camera, f denotes the focal
length of the stereo camera and d is the disparity between pr and pm.
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Now, let (Xc, Yc, Zc)
T be the coordinates of P with respect to Oc. Using ho-

mogeneous coordinates (see Section 2.4) and, for abbreviation, letting C∗ and S∗
be short for the cosine and sine functions, respectively, applied to ∗ ∈ R. Then the
matrix

M =


CγCβ −CγSβSα− SγCα SγSα− CγSβCα −u1

SγCβ CγCα− SγSβSα −SγSβCα− CγSα −u2

Sβ CβSα CβCα −u3

0 0 0 1

 (4.5)

specifies the mapping

M · (X,Y, Z, 1)T = (Xc, Yc, Zc, 1)T (4.6)

where angles α, β and γ define the rotation matrix that relates the orientations of the
control and the reference camera; and

u1 = b1CγCβ + b2(−CγSβSα− SγCα) + b3(SγSα− CγSβCα) (4.7)

u2 = b1SγCβ + b2(CγCα− SγSβSα) + b3(−SγSβCα− CγSα) (4.8)

u3 = b1Sβ + b2CβSα+ b3CβCα (4.9)

Recall that (b1, b2, b3) ∈ R3 determines the location of Oc , the origin of the control
camera coordinate system.

Let mij be the element at position (i, j) in matrix M , for 1 ≤ i, j ≤ 3. Let fc be
the focal length of the control camera. Thus, using the equations defined by central
projection, we have that

xv = fc ·
m11(bx− db1) +m12(by − db2) +m13(bf − db3)

m31(bx− db1) +m32(by − db2) +m33(bf − db3)
(4.10)

yv = fc ·
m21(bx− db1) +m22(by − db2) +m23(bf − db3)

m31(bx− db1) +m32(by − db2) +m33(bf − db3)
(4.11)

where d and b were defined above as being the disparity between pixels pr and pm

and the length of the baseline of the stereo camera, respectively.
With these two forward equations it is possible to map any pixel location (x, y)T in

the reference image into a pixel (xv, yv)T in the image plane of the control camera.
We select the nearest pixel position in this virtual image (i.e. in the pose of the
control camera) because we do not aim at any visual improvement of this mapping.
That is, we dot use any interpolating scheme to generate the virtual image.
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Figure 4.4: Different types of occlusions for a horizontal configuration. Left: White
pixels indicate occlusion between reference and match camera. Centre: Black pixels
indicate occlusion between the control and reference camera. In this case the control
camera is at the position of match camera. Right: Combined visualisation where the
control camera is now positioned left of the reference camera.

Poses of the Control Camera

Note that the pose of the control camera defines the final appearance of the gener-
ated virtual image. The three cameras can be in arbitrary positions, but still con-
strained by the fact that the reference and match images need to satisfy the standard
stereo geometry after rectification. In the discussion below, we assume that the ref-
erence camera is the left camera in an assumed horizontal configuration of the stereo
camera, as discussed in Section 2.4.

In order to reduce the number of occluded points between the reference and
control camera, we aim at having the focal point of the control camera collinear
with that of the two other cameras. The possible poses of the control camera in such
horizontal configuration are discussed below.

Occluded points may cause areas with no intensity assigned in Iv , or pixels from
Ir being mapped onto the wrong position due to having erroneous disparity results
for the occluded points between the cameras grabbing the stereo pair. Recall that
we use the “raw” disparity maps generated with the stereo algorithms described
in Section 2.5; we consider occlusion detection as a post-processing step. We illus-
trate this by examples generated using the available ground truth for the synthetic
Sequence 1 from Set 2 [119], as described in Chapter 3.

By increasing the translational distance between the poses of the control and the
stereo-camera system, some new occluded areas occur on Iv . In general occlusions
could be reduced by having the control camera positioned between the reference
and match camera. Figure 4.4 shows three different occlusion cases. When render-
ing this synthetic sequence we vary the poses of an imaginary control camera with
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respect to the poses of reference and match camera. The disparity map Id is the
available stereo-ground truth.

On the left, the figure shows the virtual image corresponding to the pose of the
reference image. The control camera was assumed to coincide with the reference
camera. White pixels represent occluded points between the reference and match
image. Obviously, no disparity information is available for those, since they are
already occluded with respect to the stereo pair. For the centre image of the figure,
the control camera was moved into the pose of the match camera. Occlusions are
now shown in black and correspond to occluded points between the reference and
control camera.

The virtual view generated for a pose of the control camera to the right of the
reference image (in a horizontal configuration) would also tend to “cover” such oc-
cluded points that are visible for the reference camera but not for the match camera.
On the right, Figure 4.4 shows a virtual view based on the pose of the control cam-
era located to the left of the reference camera. It is an example of a virtual view in
which both white and black kinds of occlusions occur.

For the first configuration there are no occlusions between reference and con-
trol camera. This configuration is actually known in self-consistency studies [77].
However, we are interested into using an additional image for the evaluation that
is not yet involved in the given stereo analysis, thus allowing us to obtain addi-
tional insights into the performance. A symmetric pose of the control camera is also
expected to minimise the impacts of both types of occlusions. Such configuration
is achieved when the focal point of the control camera is half-way on the baseline
between reference and match camera, with the three optical axes parallel to each
other. In performance evaluation, it would be ideal to separate the impact of occlu-
sions from that of incorrectly matched pixels. Thus, the symmetric case seems to
offer the possibility to focus on disparity errors. However, errors due to mismatches
are actually often not as obvious for the symmetric case as a control-camera pose
which differs substantially from the symmetric case.

It appears that an in-depth statistical analysis of the error distributions for dif-
ferent control-camera poses in a horizontal configuration might be of interest. How-
ever, in practical tests we realised quickly that having the control camera in a differ-
ent pose compared to the stereo-camera pair, but still reasonably close to this pair
to ensure too many occlusion issues arose, provides a better insight on the perform-
ance of the algorithms than having a symmetric camera setup.

The experiments reported in this chapter had the control camera approximately
50 cm to the left of the reference camera; reference and match camera were about
30 cm apart. This translational distance between control and reference camera ap-
peared to be large enough for detecting even small miscalculated disparity values,
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but was not big enough to cause problems with occluded pixels.

Evaluation Index

As evaluation index, we calculate the normalised cross-correlation (NCC ) between
the generated virtual image Iv and the available control image Ic for each trinocular
stereo set in a given image sequence. Then, the NCC index between Iv and Ic is
calculated using the function

Ncc: I × I → [−100, 100] ⊂ R (4.12)

such that

Ncc(Ic, Iv) =
100

|Ωe|
∑
p∈Ωe

[
Ic(p)− µc

][
Iv(p)− µv

]
σcσv

(4.13)

where µc and µv denote the means, and σc and σv the standard deviations of the
control and virtual images, respectively.3 Values close to 100 indicate that the virtual
image is a good representation of the control image indicating a good confidence on
the calculated disparity values. Recall that the symbol I was defined in Equation 2.3.

The evaluation domain Ωe needs to be selected for defining a meaningful meas-
ure. The default approach is that Ωe is simply defined by pixels having a valid
disparity.4 We do not consider the lateral borders of the virtual image to discard
obvious occluded points between the three cameras on the recording system. These
regions are defined by the cameras setup and are fixed for all the trinocular stereo
sets.

The NCC index appears to be more convenient for the presented evaluation ap-
proach than RMS or the L1 norm, as it handles photometric differences between
the reference and control image to some degree, which are actually very typical for
recorded outdoor sequences.

Virtual images that have a lot of pixels with no intensity assigned are strongly
penalised by the NCC index. The obvious and large sets of those pixels in the lat-
eral borders of the virtual image are known and not considered in the evaluation
domain. For the experiments, we assign a fixed intensity value to those pixels. We
select the median value on the intensity range (see Section 2.2). Choosing another
value does modify the magnitude of the calculated indices, but the same trends and
rankings are retained. Note, however, that in the sample disparity maps showed in
this thesis we assign the value of zero (i.e. black) for easier visualisation.

3 The range of the Ncc function is usually the interval [−1, 1] ⊂ R, but we re-scale it to
[−100, 100] ⊂ R for easier visualisation.

4 Our stereo-analysis algorithms assign a non-positive value to any pixel having no valid disparity.
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For a virtual image generated with an ideal disparity map (i.e. ground truth),
a set of streaks or isolated pixels without an assigned intensity value can be identi-
fied. They are due to the difference in the poses of the reference and control camera
and the discretisation process used to generate the virtual image. Examples of such
pixel sets are the black streaks in the vehicle and the scattered black pixels in the
road area in the centre and right images of Figure 4.4. In the chosen setup, though,
they represent only a few pixels that have a minor influence on the final evaluation
index. What is more, to identify them and possibly rule them out from the eval-
uation domain, we would need to know the true disparity values for each scene
under analysis.

A regular disparity map would generate a larger number of pixels without an
intensity value assigned as seen in the virtual images depicted in Figures 4.1, 4.8, 4.9,
4.13 and 4.15. We have identified that pixels without an intensity value in the virtual
image represent miscalculated values on the corresponding disparity map. That is
why we decided not to use any interpolation scheme to “improve” the generated
virtual image. The exception for this are the streaks and isolated pixels described in
the previous paragraph. Noisy (i.e. sudden jumps in the disparity values when this
should not occur) or blocky (large regions with a single disparity value) disparity
maps are common causes for large sets of pixels without and intensity value. Note
that a miscalculated disparity value does not imply a pixel without an intensity
value assigned in the virtual image.

Alternative Approach for Defining the Set Ωe

Images recorded in the context of driving assistance system typically contain two
large homogeneous areas (i.e., a region with insignificant intensity differences
between its pixels), namely the sky and the road. State-of-the-art stereo-analysis
algorithms often have difficulties calculating correctly the disparities in such uni-
form regions. Values for the sky are irrelevant, and invalid values for the road (if
detected as such) can be interpolated for identifying the road manifold.

We notice that the defined evaluation approach might report a good perform-
ance (i.e. a large NCC index for the whole disparity map) although in such homo-
geneous regions there are some obvious miscalculations. The must likely reason
for that is that a pixel in the reference image with a corresponding miscalculated
disparity value is mapped into a pixel in the virtual image that is in the same ho-
mogeneous region. Thus, the values calculated using Formula 4.13 for those pixels
might mislead the final NCC index.

Figure 4.5 shows a disparity map (left) generated with GCM-SAD and the cor-
responding virtual (centre) and control (right) image, using a trinocular stereo set



64 4. Real-World Trinocular Evaluation

Figure 4.5: Sample disparity map (left) generated with GCM-SAD using a stereo pair
from the barriers sequence and the corresponding virtual (center) and control (right)
image. The road was estimated as single-disparity-value blocks that produced a
crisp road in the virtual image. The disparity map shows the calculated evaluation
indices for the full (NCC) and the mask (NCC−M) approach.

from the barriers sequence5. The road was estimated as single-disparity-value blocks
that produced a crisp road in the virtual image. When compared with the control
image, the miscalculated disparities in the road area might not be sufficiently penal-
ised. The road pixels were mapped into positions that had the same or very similar
intensity value. The NCC index for this trinocular stereo set is 40.6.

The following definition of the evaluation domain Ωe aims at restricting the per-
formance evaluation to non-homogeneous areas [5]. The basic idea is that miscal-
culated disparities at, or within a small distance to pixels with a significant intensity
gradient should affect the NCC index more than miscalculated disparities in homo-
geneous regions. One option is to simply discard the homogeneous regions com-
pletely when calculating the NCC index.

Given an image I, we generate a mask Ik that shrinks the domain Ωe by elim-
inating the homogeneous regions. The image Ik is produced in three steps. First, a
binarised gradient image

∇I: ΩI → {0, 1} (4.14)

is defined as

∇I(p) =

{
0, if

∣∣(∂xI(p), ∂yI(p)
∣∣
2
> T1

1 otherwise
(4.15)

where ∂x and ∂y denote the partial derivative6 in the lateral and vertical direction,
respectively, and T1 is an adjustable threshold. With ∇I we aim to identify regions

5 Introduced in Section 4.3.
6 We use forward differences to approximate the partial derivatives, see Equation 2.33.
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with some changes in intensity values. Recall that | · |2 denotes the L2-norm, see
Section 2.1.

The second step uses an Euclidean distance transformation (provided in
OpenCV [34]) for generating an image Ied that labels pixels by their L2-distance
to the edge pixels identified by∇I. Finally, we define the binary mask image as

Ik: ΩI → {0, 1} (4.16)

such that

Ik(p) =

{
0, if Ied(p) > T2

1 otherwise
(4.17)

where T2 is again an adjustable threshold. For the experiments reported in this
chapter, we define Ik from the control image with T1 = 5 and T2 = 10.

Figure 4.6 illustrates the process of generating Ik. The top row depicts the ori-
ginal image I (left) and the gradient image∇I (right). The original image is from the
same trinocular stereo set used to generate the disparity map shown on the left-most
position in Figure 4.5. The bottom row shows the distance image Ied (left) and the
resultant masked image Ik (right). The black pixels on Ik represent the discarded
homogeneous regions. For this alternative approach, the NCC index assigned to the
disparity map shown in Figure 4.5, left, is 30.8.

Alternatively, the distance values in Ied could be used as weights when defin-
ing the NCC index. However, experiments showed that using the defined mask Ik
helps to calculate NCC indices that correspond, in general, to the subjective visual
evaluations of calculated depth accuracies [5].

From now on, we refer as the mask approach to the analysis defined by the mask
image Ik. We call full approach to the evaluation method defined by the original
image domain Ωe (see Equation 4.13).

4.3 Experiments

We evaluate the performance of the selected stereo-matchers using the three spe-
cified cost functions discussed in Section 2.5. For each analysed sequence we provide
the results for the full and mask approach; as well as the hundred-standard devi-
ation as specified in Section 3.2. In all the tables shown in this section, we denote
with NCC the results obtained with the full analysis and with NCC −M those ob-
tained with the mask approach.
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Figure 4.6: Illustration of the steps in the mask generation. Top: Original image I

(left) and gradient image ∇I (right). Bottom: Distance mask Ied (left) and the final
mask image Ik (right).

Data Set

The experimental data set is made up of eight long sequences recorded on real-
world environments with the test vehicle HAKA1 [8]. Each sequence consist of 400
trinocular stereo sets. Thus the experimental data sets contains 9 600 test images
in total, each of 640 × 480 resolution at 10-bit per pixel. Figure 4.7 depicts sample
frames from each sequence.

All the three cameras were of the same brand and model (Point Grey Firefly
MV [120]) with identical 6 mm micro-lenses, and were firmly mounted on an hori-
zontal metal bar behind the windshield, just below the rear-view mirror. The ref-
erence and match camera were placed on the driver’s side of the vehicle, which is
on the right side in New Zealand. The length of the baseline was about 30 cm, so
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Figure 4.7: Sample frames from the 400-trinocular-stereo-sets long. From top to bot-
tom and from left to right: midday sequence, wipers sequence, dusk sequence, night se-
quence, queen-street sequence, people sequence, harbour sequence, and barriers sequence.
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we were able to calculate distances to objects located within a range to the cameras
from just less than 5 m up to around 310 m away (i.e., for a disparity value of 1). The
control camera was fixed to the left of the rear-view mirror, at around 50 cm away
from the reference camera. With this setup we tried to keep the common field of
view as large as possible. By keeping a considerable distance between reference and
control cameras, we support that appearing errors become more evident during the
evaluation.

Four of our sequences were recorded on the same street called here the reference
street and under different environmental conditions. The street was lined by trees,
causing the presence of illumination artefacts [22] in the images, especially when the
sun was low on the horizon. The surface of the road had actually sufficient texture so
it was expected that the road would not be a source of noisy measurements during
the matching process. The road had several up- and down-hill segments, which
made the sequences also a challenging scenario for other analysis algorithms (e.g.,
road modelling, see [21]).

The other four sequences were recorded in more dynamic environments. They
were recorded on busy roads, where pedestrians and vehicles were part of the
scenery. Two of the sequences were recorded while driving at about 80 km/h, to
test the algorithms for highly dynamic environments. The sequences are available
for download as Set 9 from [119]. A brief introduction to the sequences is provided
below.

Midday: This sequence was recorded in the reference street under ideal conditions.
The sun was close to its zenith, so there were few undesired illumination artefacts.
There was no incoming or ongoing traffic. The reason for recording such a simple se-
quence was to have a reference sequence for testing the robustness of the algorithms.
We expect that the algorithms will show their best performance with this sequence.

Wiper: In order to gain experience about the influence of varying occlusions of some
regions in either one or both camera(s) of the stereo system, we recorded a sequence
while the wipers were switched on, although there was no rain. This sequence was
recorded on the reference road just a few minutes later than the midday sequence
so that the only differing factor for the matching process were the moving wipers.

Dusk: We recorded this sequence while the sun was close to the horizon. The idea
was to simulate the very common situation when large saturated areas are on the
input images. As the road was lined by trees, there were intervals in the sequence
with or without the sun striking directly into the cameras. The shadows of the trees
were projected onto the road, offering another kind of illumination artefacts.
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Night: This sequence was recorded at night. Almost all the light in the scene is
provided by the headlights of HAKA1. The trees along the road obscured almost
all the light from the lamp posts, which were very sparse in this particular road.
We also detected that, due to the poor background illumination, the images were
affected by some Gaussian noise discussed in Chapter 3 (see the bottom left image
in Figure 3.1). We expect all the algorithms to perform poorly with this sequence.
The intention of having such a dark night scene was to simulate driving conditions
as faced on second-class highways or rural roads.

Harbour: This sequence was recorded while driving across the Auckland’s harbour
bridge. The metal structure forming the bridge represented a challenging collection
of thin objects with different orientations. The shadows projected by the metal bars
introduced interesting illumination artefacts into the recorded images.

Barriers: We record this sequence while driving again across this harbour bridge.
In this case the recording vehicle was driving on a lane enclosed by medium-height
concrete barriers and also the metal structure of the bridge was further up. We ex-
pect the algorithms to perform better than with the harbour sequence as the barriers
are well textured and reduce the area covered by the homogeneous road.

Queen: This sequence was recorded on a main road of Auckland city. There were
both moving and static cars and pedestrians. It was recorded while driving towards
a set of traffic lights, with a stop there. There were moving pedestrians at different
distances and a bus stopped on the right hand side with interesting reflections on
its windows.

People: This sequence was recorded while HAKA1 was standing still in front of a
pedestrian crossing. The sequence had varying numbers of pedestrians in the scene,
between one and up to around twenty at a time. The pedestrians walk only in two
directions.

Results and Discussion

The discussion is focused on the most remarkable details of the obtained results,
that is when severe changes in the NCC index are detected, or when results between
algorithms were particularly different.

Midday: All the algorithms performed fairly well and as expected, the indices
reported for this sequence are the highest among the test sequences used in this
chapter. The top row of Figure 4.8, shows the results for the best performing config-
uration of each algorithm. Interestingly, all the algorithms had local minima about
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the same frames within this sequence. The drops in the indices are mainly caused
by miscalculated disparities corresponding to thin structures (e.g. power poles or
road signs). Erroneous disparity values on such objects had a particularly bad ef-
fect on the NCC indices for those frames. This became even more obvious by using
the mask analysis. For GCM, the leading configuration was GCM-CEN. For the
other two configurations, there are several regions with obvious disparity miscal-
culations. They were correctly penalised with both the full and the mask approach.
Recall that the GCM configurations defined by EPE and SAD also caused numerous
miscalculation in the experiments presented in Chapter 3.

BPM-EPE and BPM-SAD reported the best NCC indices for this sequence, as

55

60

65

70

75

80

85

90

95

0 50 100 150 200 250 300 350 400

N
C
C

Frame

Midday

BPM-EPE
GCM-CEN
SGM-CEN

35

40

45

50

55

60

65

70

75

80

85

0 50 100 150 200 250 300 350 400

N
C
C

Frame

Midday mask

BPM-EPE
GCM-CEN
SGM-CEN

Figure 4.8: Sample results for the midday sequence. Top: Plots for the best perform-
ing configuration for each matcher with respect to the full (left) and mask (right)
approach. Bottom: Disparity map generated using BPM-CEN and the correspond-
ing virtual image. Observe the salt and pepper type of noise present in the disparity
map.
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Midday Wiper
NCC σ NCC−M σ M NCC σ NCC−M σ M

BPM

CEN 76.59 23.51 56.18 44.11 75.39 25.02 53.59 46.82
EPE 88.56 11.59 72.41 27.86 86.57 14.29 69.32 31.44
SAD 83.35 16.83 64.08 36.31 77.09 23.91 56.36 44.47

GCM

CEN 82.56 17.60 64.80 35.55 79.40 21.46 59.24 41.59
EPE 70.44 29.76 49.58 50.65 65.19 35.22 43.65 56.67
SAD 74.47 25.99 52.77 47.91 65.45 35.54 42.91 58.07

SGM

CEN 66.67 33.45 46.15 54.10 64.35 36.01 42.22 58.11
EPE 65.09 35.05 45.23 55.00 62.23 38.21 41.20 59.11
SAD 57.72 42.49 36.40 64.00 51.74 48.73 29.92 70.50

Table 4.1: Summarised results for the midday (left) and wiper (right) sequence. The
NCC and NCC−M index of the best performing configurations for each algorithm
is highlighted using bold font (i.e the largest value); while in light blue shading is
highlighted the overall best configuration for each of the evaluation indices

seen in Table 4.1, left. For this matcher, the CEN cost function introduced into the
disparity maps the type of salt and pepper noise that was also reported in Chapter 3.
These noisy measurements were correctly penalised by our evaluation scheme. A
sample disparity generated using BPM-CEN and the corresponding virtual image,
are shown in Figure 4.8.

For SGM, the configurations defined by CEN and EPE had a very similar per-
formance, with SGM-EPE having a slightly steadier behaviour as can be seen in the
calculated standard deviation value shown in Table 4.1. The resultant virtual images
had a lot of pixels without any intensity assigned, which is due to a small propaga-
tion of the miscalculated disparities across the integration paths. It is even possible
to recognise such paths in the generated virtual images for some frames on this and
the other analysed test sequences. See for example the virtual image shown in the
bottom row of Figure 4.9. SGM-SAD showed the worst performance with both ap-
proaches, due to the large number of mismatched pixels in the road area and in the
trees lining the road.

Wiper: This sequence represents a particular challenge for the trinocular analysis.
The wipers might be occluded with respect to the reference and match camera; or
they might be occluded between the reference and control camera. Thus, in this
sequence low NCC indices might not only be caused by miscalculated disparity
values, by the presence of different objects (wipers) in the virtual and the control
image.
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All the configurations showed a repetitive pattern of local minima, as expected.
When the wipers were not present in any of the images, the algorithms performed
just as in the midday sequence. See Table 4.1.

Lowest local minima for frames 22, 53, 206, 371, 392 correspond to frames where
the wipers were in the reference image and not in the control one, or vice-versa;
as well as when the wipers were in both images but in different positions. This is
clearly identified in the plots on the top row of Figure 4.9. For the cases when a
wiper was present in the reference image and, in consequence in the virtual one,
the algorithms behaved differently. SGM and GCM reported a clear strip of random
disparity measurements that could be easily ruled out using a left-right consistency
check. BPM propagated the disparity values from the surrounding areas ignoring
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Figure 4.9: Sample results for the wiper sequence. Top: Plots for the best performing
configuration for each matcher with respect to the full (left) and mask (right) ap-
proach. Bottom: Disparity map generated using BPM-CEN and the corresponding
virtual image.
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the presence of the wiper.
Figure 4.9 bottom shows the disparity map (left) generated with SGM-CEN and

the respective virtual image (right). The images correspond to a trinocular stereo set
(frame 392) where the wiper was only visible in the reference image and appears as
a diagonal strip with noisy disparity values. The low index obtained by SGM-CEN

was not only due to the wiper present on the virtual image and not on the control
one, but also because the noisy disparities caused so many un-textured pixels in the
virtual images, which are showed as black pixels.

Mask and full analysis led to similar results. With the mask approach, the local
minima were not as low as in the full analysis. Miscalculations introduced by the
wipers affected more the sky and road areas and both regions were ignored when
using the mask approach.

For all three algorithms, the most negatively affected cost function was SAD;
the drops in the magnitude of the indices were the largest compared to other cost
functions.

Dusk: As expected, the performance of all the configurations worsened when the
sun stroke directly into the cameras, as this originated large homogeneous regions.
For all the configurations, there were several scattered frames with an extreme low
NCC index as can be seen in the plots depicted in the top row of Figure 4.10. This
was due to the fact that in those frames the sun struck only the control camera. Thus,
there was an analogous effect as with the wiper sequence when there was a wiper
only for the control camera. Ignoring those outliers, the shape of the graph increased
and decreased depending on whether the sun struck directly into the three cameras
or not.

The top row of Figure 4.10 shows the plots of the three best performing con-
figurations for this sequence. Notice that graphs follow roughly the shape of the
respective plots for the midday sequence, depicted in the top row of Figure 4.8. In
the plot on the right, that shows the results for the mask analysis, it is easier to
identify the problematic scattered frames described in the previous paragraph.

Interestingly, for this sequence the average NCC index for SGM-SAD is larger
than that obtained by the same configuration with the midday sequence. This can
be seen when comparing Table 4.1 (left) and Table 4.2 (left). It looks like the high con-
trast on the stereo pairs reduced the homogeneous areas in the scene. It is evident
(i.e by visual analysis) that SGM-SAD estimated correctly (ignoring the problematic
frames described above) the road area for this sequence; which was not the case for
the midday sequence. With the mask analysis the improvement in the performance,
with respect to the midday sequence, is more evident. This would indicate that not
only the road area was better estimated, but also the non-homogeneous regions. Fig-
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ure 4.10 bottom row shows the disparity map obtained by this configuration using
the midday (left) and dusk (right) sequences. Note the difference in the NCC indices
depicted within the images. A similar situation was observed for GCM-EPE.

For BPM-CEN and GCM-CEN the mask analysis also reported a better perform-
ance than that obtained with the midday sequence. Again, the higher contrast in the
stereo pairs made it possible to match the pixels better in otherwise homogeneous
regions.
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Figure 4.10: Sample results for the dusk sequence. Top: Plots for the best perform-
ing configuration for each matcher with respect to the full (left) and mask (right)
approach. Bottom: Sample disparity maps from the midday (left) and dusk (right)
sequence generated using SGM-SAD. The SAD cost function estimated the road
area better in the more challenging dusk sequence. The disparity maps are from
different sequences recorded on the same road and do not correspond to the same
stereo pair.
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Dusk Night
NCC σ NCC−M σ M NCC σ NCC−M σ M

BPM

CEN 74.66 25.49 60.94 39.37 7.94 92.10 8.50 91.56
EPE 88.49 11.88 73.03 27.37 19.85 80.56 21.92 78.56
SAD 78.71 24.65 63.24 38.43 19.75 80.70 22.45 78.04

GCM

CEN 78.06 22.52 68.99 31.52 0.91 99.12 0.99 99.05
EPE 71.54 31.06 54.53 46.24 6.54 93.50 6.86 93.18
SAD 68.51 35.53 58.86 43.11 -9.75 115.02 -8.44 113.75

SGM

CEN 63.13 37.04 52.05 48.30 1.78 98.25 2.05 97.98
EPE 62.19 37.98 51.19 49.09 1.42 98.61 1.64 98.40
SAD 58.66 43.31 49.34 51.86 0.82 99.29 1.39 98.74

Table 4.2: Summarised results for the dusk (left) and night (right) sequence. The
highlighted values using bold font or light blue shading are as in Table 4.1. Note
that large standard deviation values indicate an average poor performance.

Night: The limited dynamic range of about 50 different intensity values for some
of the trinocular stereo sets that form this sequence, makes it particulary challen-
ging for both, the stereo-vision analysis and the corresponding evaluation using the
trinocular approach.

All the configurations reported very low NCC indices, as depicted in Table 4.2
right. It is hard to identify visually the 3-dimensional structure of the scene in the
disparity maps. For all the configurations, the evaluation indices reported an in-
creasing trend in the performance as the sequence progresses. There is more light
available in the second half of the sequence, where an incoming vehicle with head-
lights on is approaching, and the trees along the road are less dense so more dis-
parity values were correctly calculated. Figure 4.11, top row, depicts the results for
the three best configurations for the full and mask approach. In the graphs, all the
presented configurations have a high peak in their indices around frame 300 and
this also holds true for all the other configurations. The large index was caused by
the appearance and disappearance of a lamp post whose light illuminated the scene.

The relatively high indices reported by the BPM configurations were due to the
assignation of an unique although incorrect disparity value to most of the pixels
in the lower half of the disparity map. Due to the homogeneity of the trinocular
stereo sets, the trinocular approach failed to assign a low NCC index. Figure 4.11
left, shows a sample of a disparity map calculated with BPM-EPE, the best overall
configurations with respect to the full approach. On the right, we show the disparity
map computed by GCM-SAD, the worst performing configuration also with respect
to the full analysis. Their respective NCC indices are shown within the images.
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The slightly better indices reported by all configurations with the mask approach
only happened with this sequence as the road and the sky, the most homogeneous
regions in the scene, were ignored in the evaluation. This would indicate that those
regions were so badly matched that they were affecting negatively the NCC index.
In other words, it did not occur the effect described in Section 4.2 and Figure 4.5.
Where the homogeneous regions, even that they were not correctly estimated, they
obtained a large evaluation index.
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Figure 4.11: Sample results for the night sequence. Top: Plots for the best perform-
ing configuration for each matcher with respect to the full (left) and mask (right)
approach. Bottom: Sample disparity maps generated using BPM-EPE (left) and
GCM-SAD (right). These configurations reported the best and worst indices, re-
spectively, with respect to the full approach. A negative NCC value indicates a very
poor performance.
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Harbour: All algorithms showed a common trend for both approaches. For the
first 300 frames conditions in the sequence remained relatively constant. From this
frame on, the metal elements covering the sky started to disappear and the NCC

index to decrease, as depicted on the plots in Figure 4.12. All the algorithms had
problems while matching pixels in this region. The same behaviour was shown in
the mask approach as the sky was still considered by this evaluation analysis for
this particular sequence. The visible clouds made this area of the image a non-
homogeneous one.

It is worth to mention that even though in the overall average SGM-CEN out-
perform SGM-SAD, as seen in Table 4.3 right, the latter configuration had a slightly
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Figure 4.12: Sample results for the harbour sequence. Top: Plots for the best perform-
ing configuration for each matcher with respect to the full (left) and mask (right) ap-
proach. Bottom: Sample disparity maps generated using SGM-CEN (left) and SGM-
SAD (right). Note the noisy measurements introduced by the CEN cost function in
the road and in the sky patch in the middle top part of the image.
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Harbour Barriers
NCC σ NCC−M σ M NCC σ NCC−M σ M

BPM

CEN 62.58 37.57 56.44 43.65 61.67 38.55 56.57 43.70
EPE 69.99 30.23 64.37 35.89 65.49 34.93 60.66 39.81
SAD 59.44 40.82 52.67 47.63 56.24 44.02 50.81 49.50

GCM

CEN 61.84 38.59 54.46 46.32 58.94 41.40 53.73 46.70
EPE 38.12 62.51 31.93 68.40 37.04 63.12 32.51 67.71
SAD 40.34 60.49 33.46 67.48 39.76 60.42 35.02 65.20

SGM

CEN 52.58 47.55 44.82 55.45 51.23 48.91 46.11 54.07
EPE 47.52 52.60 39.31 60.83 44.19 55.98 38.79 61.44
SAD 49.13 52.67 40.84 61.41 49.15 51.11 43.52 56.74

Table 4.3: Summarised results for the harbour (left) and barriers (right) sequence.
The highlighted values using bold font or light blue shading are as in Table 4.1.

better performance until frame 300 when the sky started to occupy a larger region
in the images. The configuration defined by the SAD cost function estimated bet-
ter the road and the gaps in the metal structure. We observed the same behaviour
with the mask approach, which suggest that the performance was also better in the
non-homogeneous regions. Figure 4.12, bottom row, shows the disparity maps cal-
culated with SGM-CEN (left) and SGM-SAD (right) for the same stereo pair. The
NCC indices are shown in the respective images.

The GCM configurations defined by the EPE and SAD cost functions reported
low indices for both approaches. They were unable to match the pixels in the road
and in the upper part of the metal structure of the bridge. GCM-CEN showed a
better performance. The main source of mismatches for this configuration was re-
stricted to the road area, which became worst when the metal structure disappeared
from the scene. It appears that it used positively the shadows of the metal bars
projected onto the road and visible by the three cameras.

Barriers: This sequence and the harbour one share a lot of common events7 such as
the metal structure surrounding the road, same environmental conditions, same il-
lumination artefacts and so forth. However, for this sequence the non-homogeneous
barriers (well matched by the algorithms) on the right side of the images reduced
the road area that caused a lot of mismatches in the harbour sequence, as shown in
the bottom left image of Figure 4.12. Thus, we expected to obtain better results for
this sequence.

7 As defined in [8].
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However, we observed that with the barriers sequence all configurations had
worse performance for the full analysis than that obtained with the harbour se-
quence, as can be seen by comparing the corresponding average NCC indices for
the harbour and barriers sequence on Table 4.3. The reason for this is that the sky
occupies larger areas in the trinocular stereo pairs. For example, in the bottom row
of Figure 4.13, we show the disparity map generated with BPM-SAD (left). This
configuration mismatched the pixels on the left border of the image that were repor-
ted in the virtual image (right) as the bend metal bars and the numerous pixels with
no intensity assigned (showed in black).

The top row of Figure 4.13 shows the results for the best configuration for each of
the selected algorithms. Note that the graphs for both analyses follow common pat-
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Figure 4.13: Sample results for the barriers sequence. Top: Plots for the best perform-
ing configuration for each matcher with respect to the full (left) and mask (right) ap-
proach. Bottom: Sample disparity map generated by BPM-SAD and corresponding
virtual image.
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Queen People
NCC σ NCC−M σ M NCC σ NCC−M σ M

BPM

CEN 44.20 55.93 45.04 55.01 57.59 44.02 56.87 44.48
EPE 63.77 36.76 59.62 40.63 63.46 34.85 61.86 36.03
SAD 57.77 42.50 54.34 45.81 61.12 36.61 59.47 37.87

GCM

CEN 42.54 57.70 47.59 52.58 61.68 36.26 61.64 36.39
EPE 48.06 52.36 44.03 56.08 38.70 55.62 36.77 57.42
SAD 54.99 45.88 50.94 49.36 62.31 38.17 60.74 39.73

SGM

CEN 64.99 35.12 63.75 36.41 56.26 44.09 55.57 44.80
EPE 72.41 28.60 66.78 33.58 51.12 44.62 50.16 45.47
SAD 76.68 24.41 72.26 28.28 57.80 39.20 57.22 39.70

Table 4.4: Summarised results for the queen (left) and people (right) sequence. The
highlighted values using bold font or light blue shading are as in Table 4.1.

terns, showing some differences in the magnitude of the indices but still have a com-
mon behaviour. This is also true for all the other configurations. The ups and downs
in the indices were caused by the appearance and disappearance of patches of the
sky. The sky region decreased the indices and the metal structure of the bridge in-
creased them; shadows created by the covering structure also contributed to higher
indices.

For SGM, similar to the harbour sequence, the SAD configuration obtained for
several frames better results than those of SGM-CEN, which was the best perform-
ing SGM configuration.

In the very last frame all the configurations reported a large drop in the two
evaluation indices. This is because the upper part of the metal structure does not
cover the sky any more.

Queen: The results obtained with the full and with the mask analysis showed a
common increasing tendency for all the configurations. This trend is particularly
evident from frame 300 on, where the results for all the configurations reported
a stable performance. This is because the scene became less complex, only a few
pedestrians remained on the field of view of the cameras and the road area had
enough texture to be matched properly.

GCM-SAD and GCM-EPE reported a large decay in the indices when using the
full approach between frames 20 and 35. In this particular time-interval, the lower
part of the road has no traffic marks at and is quite homogeneous; both configura-
tions failed to match pixels in this region. By comparing the graphs in Figure 4.14,
we observe that the low peak for GCM-SAD is not reported by the mask approach
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as the problematic region was discarded from the evaluation. This also holds true
for GCM-EPE. None of the other configurations had particular problems with this
region.

All configurations had also problems between frames 200 and 250. In this part
of the sequence there were a few pedestrians in the scene that introduced several
noisy disparity measurements. The miscalculations were correctly penalised with
the trinocular approach.

Interestingly, the SGM configurations outperformed all the other configurations
for this sequence, as seen in Table 4.4, left. The semi-global matcher was able to re-
construct better the thin objects (mainly poles and pedestrians) present in the scene.
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Figure 4.14: Sample results for the queen sequence. Top: Plots for the best perform-
ing configuration for each matcher with respect to the full (left) and mask (right)
approach. Bottom: Sample disparity maps generated using BPM-EPE (left) and
SGM-EPE (right). The large object on the right side of the SGM disparity map, was
ignored by the BPM configuration.
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It was also able to better match the pixels of the large bus that we overtook while
driving. As a matter of example, in the bottom row of Figure 4.14, we show the
disparity maps generated using BPM-EPE (left) and SGM-EPE (right). With SGM-
EPE is easier to identify the poles and the pedestrians. The large object on the right
(the bus) for SGM-EPE, cannot be recognised on the BPM-EPE disparity map. The
noisy disparities for the SGM configuration in the middle part of the bus were ori-
ginated by some reflections on the windows. See the left image of the second row
from the bottom in Figure 4.7 for a sample frame depicting the described bus.

People: Results for all algorithms showed a common pattern for the mask and the
full analysis. Between frames 25 and 100 both analyses reported low indices for all
the configurations. This part of the sequence is the most busy one, with many pedes-
trians present in the scene. The following ups and downs in the indices correspond
to a single (or two) pedestrian(s) entering or crossing the common field of view. See
the plots in Figure 4.15 for the results from the best three performing configurations
for each approach.

As the evaluation approach uses three different cameras and all the pedestri-
ans are fairly close to them, we might conclude that low indices are due to occlu-
sions between the cameras. However, since pedestrians are fairly slim objects, even
a minor miscalculation causes a wrong reconstruction of the whole pedestrian in
the virtual image, usually a misplaced body part. For example, the bottom row in
Figure 4.15 shows the disparity map (left) generated by BPM-EPE and the corres-
ponding virtual image (right). The head of the girl closest to the ego-vehicle was
disconnected from the body due to the miscalculated disparities.

Interestingly, GCM-SAD performed as well as BPM-EPE with respect to the
mask approach, as can be seen from the plots in Figure 4.15 and the results in
Table 4.4, right. The mask removed the noisy disparity values in the background.
The GCM configurations segmented the shapes of the pedestrians better that the
other algorithms, but the miscalculated disparities around caused noisy virtual im-
ages.

Overall Resume

The results obtained with the full and mask approach showed a good correlation.
The overall averages of the two indices reported the same rankings. The mask ap-
proach was useful to stress miscalculations, as well as to discover well estimated
disparities lost in regions full of miscalculated ones. For example, the results from
the mask analysis with the people sequence suggest that further attention is needed
for the GCM-EPE results. This configuration estimated the shape of the pedestrians
remarkable well, although this was somehow hidden in the full analysis due to the
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surrounding noisy disparity measurements.
However, we noticed that the mask approach can also hide some miscalculated

values. For example, when the queen sequence was analysed with GCM-SAD, the
mask analysis ignored completely a large miscalculated region of the road area that
was correctly penalised with the full approach. Compare the results for the first 50
frames depicted in the plots in Figure 4.14.

The results obtained here suggest that the full approach evaluates fairly and ob-
jectively the calculated disparity maps by itself. However, both analyses should be
considered when evaluating the algorithms.

Table 4.5, summarises the results obtained by both the full and the mask ana-
lysis over all sequences. As in Section 3.3, the column “Win” displays the number of
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Figure 4.15: Sample results for the queen sequence. Top: Plots for the best perform-
ing configuration for each matcher with respect to the full (left) and mask (right)
approach. Bottom: Sample disparity map generated using BPM-EPE and the cor-
responding virtual image.
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frames in which each configuration was better than all the others. Figure 4.16 shows
the results for the three best configurations for the full (top) and mask (bottom) ap-
proach. In these plots, is possible to detect a robust performance by SGM-CEN. Its
evaluation indices, maintained a relatively steady behaviour across the eight ana-
lysed sequences. It is also easy to detect that for some frames, the results obtained
with the reference midday sequence, were outperformed by the results obtained for
some frames from the dusk sequence.

The BPM algorithm showed unexpected results when BPM-CEN was outper-
formed in the overall average (for the full and mask approaches) by the other two
BPM configurations. Recall that BPM-CEN obtained the best overall results for
RMS and GMP in the experiments discussed in Chapter 3. Compare the Tables 3.7
and 4.5. The type of salt and pepper noise introduced by BPM-CEN into the dis-
parity maps generated a lot of pixels with an unassigned intensity value (showed
in black) in the virtual images that were correctly penalised by the used trinocular
approach. It seems that with real-world input data this noisy behaviour becomes a
serious problem for this specific configuration. As a matter of example, see the dis-
parity map and the generated virtual image shown in the bottom row of Figure 4.8.
The noisy measurements were present in both homogeneous and non-homogeneous
regions and low indices were reported for the full and mask analysis. This salt and
pepper noise was not detected when using the CEN cost function with the other two
matchers.

BPM-CEN, however, had a more robust performance than the other BPM con-
figurations. For some problematic frames such as in the dusk sequence or at the end
of the harbour sequence, this configuration reported a steadier performance. The
calculated disparity maps did not show extreme miscalculations. For example, in
the dusk sequence BPM-SAD generated useless disparity maps and BPM-EPE had
large regions with wrongly estimated disparities. BPM-CEN kept a stable perform-
ance (with low indices, though) across the whole sequence.

Interestingly, the estimation of the road area, when it was rich in texture (e.g.
in the harbour sequence the shadows projected by the scaffolding added texture
to the road, as well as the concrete walls in the barriers sequence and in some high
contrast images in the dusk sequence), was better using SAD as a cost function. This
cost function, even that is an intensity-based one, was capable to report useful data
for most of the sequences.

Regarding GCM, the outperforming configuration was GCM-CEN. It showed
the most robust performance for this matcher. It generated noisy disparity meas-
urements in homogeneous regions (i.e. on the road and sky), but managed to match
better the other structures present in the scenes. This was confirmed by the mask ap-
proach. Once the non-homogeneous regions where discarded from the evaluation
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Full Mask
NCC σ Win NCC σ Win

BPM

CEN 57.94 47.33 17 49.59 53.13 21
EPE 68.85 37.94 2392 60.96 42.40 2177
SAD 62.24 42.74 172 53.47 48.78 194

GCM

CEN 58.80 48.51 102 51.99 52.55 322
EPE 47.31 56.90 0 37.81 63.92 0
SAD 49.50 58.43 117 40.77 64.51 88

SGM

CEN 52.62 51.57 4 44.08 58.71 3
EPE 51.24 53.20 10 42.24 60.60 10
SAD 50.73 54.06 386 41.88 62.08 385

Table 4.5: Summarised results for the full and mask approach using data from the
eight sequences. The “Win” column shows the numbers of frames in which a con-
figuration had a better performance than all the others.

domain, the number of frames in which this configuration had the best index tripled
those reported by the full analysis.

The configuration defined by EPE showed the poorest performance among the
GCM configurations. It only outperformed SAD in the most problematic frames
(i.e. those found in the night and dusk sequences). This is consistent with the results
obtained in Chapter 3, where the EPE configuration outperformed that defined with
SAD in just one of the analysed sequences.

The large difference in the number of frames in which GCM-SAD was the out-
performing configuration for both evaluation approaches, was due to the fact that
SAD estimated the road as large patches of a single disparity value, generating crisp
roads in the virtual image. See for example Figure 4.5.

SGM was the only matcher in which the three configurations kept the same rank-
ings as the ones reported by the RMS and GMP indices in Chapter 3. The four eval-
uation indexes reported CEN as the best configuration and SAD as the worst. The
differences in the magnitudes of the indices of the three configurations were quite
small for the results obtained in this chapter, suggesting that the matching strategy
used by SGM is quite robust regardless of the used cost function.

Interestingly, for this matcher the ranking defined by the figures in the “Win”
column of Table 4.5 for both approaches inverts the ranking defined by the mean
NCC index. The SAD cost function performed better in more frames than the other
two configurations. This does not represent a failure in the trinocular approach.
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Figure 4.16: Results for the best performing configuration for each matcher using
data from the eight sequences for the full (top) and mask (bottom) approach.
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Rather suggests that EPE and CEN define more robust configurations than that
defined by SAD. It also indicates that this simple cost function represent is good
choice even when using real-world data sets.

The noisy disparity values introduced by the integration paths of SGM, as seen
in Figures 4.9 and 4.10, generated a large number of pixels without an assigned
intensity value in the virtual images. This effect is similar to the one generated by
the salt and pepper noise observed in the BPM-CEN disparity maps. The SGM

configurations seems to segment the objects in the scene better, but the propagation
of miscalculation across the integration paths degrades the overall results.

4.4 Summary

In this chapter we introduced an evaluation approach that uses an extra image as
reference data. This image is in addition to the input stereo pair. We illustrated
the efficacy of the approach by measuring the performance of three different stereo-
vision algorithms using eight long real-world sequences. The discussed trinocular
approach appears to be a fairly indicative tool for highlighting issues or good per-
formance of the tested stereo-analysis techniques. For designing an adaptive com-
puter vision approach for vision-based driver-assistance, it appears as particularly
important to identify frames (or time intervals) where the behaviour of stereo-vision
algorithms “suddenly changes”, such that a new optimisation can take place for se-
lecting and configuring a suitable matcher.

We identified that large homogeneous regions (homogeneity is defined using the
length of the gradient) in the images might mislead the NCC evaluation index. We
suggested an alternative method, namely the mask approach, to avoid those prob-
lematic areas. We illustrated by example that both approaches may lead to their
own evaluation results. Using the two approaches, makes it possible to point out
particular weakness or strengths of a matching algorithms depending on the used
configuration. Miscalculations in homogeneous areas may not become “visible” due
to ongoing high NCC-indices in the original analysis; however, using the mask ap-
proach, a more appropriate evaluation is possible in general.





Chapter 5

Real-World Ground Truth-Based Evaluation

In Chapter 4 we discussed an approach for evaluating the disparity maps generated with
stereo-vision algorithms in the absence of ground truth data. We present now a technique
for generating stereo-ground truth in uncontrolled environments using a laser range-finder.
From the assumed highly accurate range measurements gathered with the range-finder, we
generate a sparse ground truth disparity map. Using the true values, we evaluate the accur-
acy of a reduced set (less than 10%) of pixels from a given disparity map. To deal with the
gaps in the inherent sparse data from the laser range-finder, we define reference ground truth
sets that are used to calculate a confidence evaluation. We are able to evaluate about 70% of
the total pixels in a given disparity map. We report and discuss the results obtained using
three self-recorded stereo-sequences with the corresponding generated ground truth data.

5.1 Introduction

Real-world data typically come without ground truth. Therefore, diverse methods
have been proposed to evaluate the algorithms even in the absence of reference data.
Some authors used an extra image [102] or a third video sequence as discussed in
Chapter 4 as ground truth. Measuring the reliability of the calculated values by us-
ing confidence measures has also been used [39], as well as techniques that evaluate
the calculated depth when the recorded scene satisfies certain conditions [78, 99].

In this chapter we discuss the generation of stereo-ground truth using precise
depth measurements acquired with a light detection and ranging (LiDAR) system.
Such devices are designed to obtain a range measurement of a specific object by
reflecting a light beam off it. Several methods can be applied for estimating the
distance to that object, such as, time of flight, the phase measurement principle or trian-
gulation [61].

In our particular case we use a laser range-finder (LRF ), which generates light
in the form of laser pulses. The distance to the object is estimated using the time of
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flight method, which computes the distance δ using the equation

δ =
c · t
2

(5.1)

where c denotes the speed of light and t denotes the elapsed time between the in-
stant when the laser pulse was emitted and that when it returned back to the device.1

Time of flight systems have been described as “particularly appropriate for applic-
ations involving distances longer than 1 m [23]. Distances that are less than 1 m are
of no interest for highly dynamic applications such as driver-assistance systems.

The main advantage of using an LRF is the accuracy of its measurements. The se-
lected range-finder (identified later on Section 5.2), generates measurements between
1 to 120 m with an expected error less than 2 cm according to the specifications of
the manufacturer.

The main drawback is the reduced number of measurements that can be gener-
ated. A laser emitter generates a range measurement from a single 3-dimensional
point each time it has been fired. A change in the emitter’s attitude is required to
estimate the distance to a different point.

To increase the number of measurements, multiple laser emitters have been
mounted into rotating devices. In other cases the laser pulses are reflected into a
moving mirror. In spite of all that, the output from the range-finders is a sparse
set of range measurements. Figure 5.1 shows a 1 024 × 330 image were we have
superimposed as coloured dots the range readings gathered with a 360◦-rotating
LRF fitted with 64 laser emitters. The ratio of range measurements to the number
of pixels in the image is about 1: 14. To evaluate a dense stereo-vision algorithm
based on ground truth generated by an LRF, it is necessary to design a method that
enhances the resolution of the range data, so that more pixels in the generated dis-
parity maps can be considered during the evaluation. In other words, it is necessary
to fill somehow the gaps without true measurements.

When working with an LRF, it has also to be considered that several factors
can reduce the accuracy of the measurements, such as undesired reflections on the
receiving sensor, scattering of the laser pulse by rain, dust, fog and so forth; the
reflectivity of the target object, etcetera. It has also been reported that data should be
gathered during the night to obtain optimum results so that the bright light coming
from the sun would be avoided [27].

The generation of stereo-ground truth and of accurate 3-dimensional models by
using LRF’s has been investigated before. For indoor environments the authors

1 The estimation of t requires refined techniques considering the change in the phase of the emitted
and received pulse [29]. Such methods are out of the scope of this thesis. Equation 5.1 is used to give the
reader the basic idea of how the time of flight distance estimation works.
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Figure 5.1: This image combines the generated ground truth and the corresponding
reference image for a sample stereo pair from the containers sequence introduced in
Section 5.3). Ground truth points are colour coded from red (for close) to blue (for
further away) as described in Figure 2.6. The true measurements are in a ratio of
1:14 to the pixels in the image.

in [38] used an LRF to generate ground truth to evaluate 3-dimensional vision-
based registration techniques to model small objects. They were interested in the
evaluation of the reconstructed manifolds of the target objects. Thus, they generated
reference sets from the true measurements and compared them with the resultant
surfaces obtained using a given registration method. To record the image data, they
used a single rotating camera.

In [85] the authors investigated the performance of L-shaped trinocular stereo al-
gorithms in the context of 3-dimensional remote video conferencing. They gener-
ated ground truth data for small objects inside a laboratory using also an LRF. Their
evaluation approach was limited to the pixels where true measurements were avail-
able using evaluation indices as the ones described in Chapter 3.

Generating ground truth by means of an LRF in outdoor environment has also
been considered. In the context of simultaneous localisation and mapping (SLAM) [34],
there are several data bases available that contain depth measurements but with no
camera data.2 In [31], also in the context of SLAM, the authors presented a data set
containing depth measurements from several LRFs and one stereo camera. How-
ever, the range-finders recording data in the same direction as the viewing direction
of the stereo camera, obtained data from just two planes. This is not sufficient for
evaluating dense disparity maps.

In [37], the authors developed an interpolation technique to fill in the gaps and

2 The data gathered with two LRFs of about 18 km of suburban streets in Kenmore, Australia is
available in http://hdl.handle.net/1721.1/62272.

http://hdl.handle.net/1721.1/62272
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generate dense stereo-ground truth data in the context of driver-assistance systems.
When generating the interpolated values, a confidence value was assigned to each
one of them to indicate its reliability. Some LRF data was also used in [19] to eval-
uate the performance of the stixel-based medium-level scene representation, which
strongly depends on the quality of the used stereo-data. Stereo algorithms were
discussed together with laser range data in [91] at selected feature areas.

In this chapter we describe an evaluation scheme based on self-generated stereo-
ground truth data. We use the Velodyne HDL-64E S2 laser range-finder [130] to gen-
erate the sparse, but uniformly distributed depth measurements. For the distance
interval of 5 to 120 m, the available accuracy is defined by possible errors of less
than 10 cm. The manufacturer even states the error is 1.5 cm at most in the range 5
to 120 m.

By calibrating the LRF and the stereo camera system, we generate a stereo-
ground truth image for the 3-dimensional points in the field of view of the refer-
ence camera. Due to the sparse nature of the generated range data, there are true
measurements only available for less than 10% of pixels in the reference image. (See
Figure 5.1).

We do not generate new range values either by interpolation or extrapolation
from the existing ones. Upsampled values would not represent ground truth meas-
urements any more as each new measurement would be biased by the model used
to generate it. See [37] for an interpolation-based approach that generates dense
stereo-ground truth images using a LRF.

Instead, we combine two approaches. We compare directly the pixels in the
ground truth image with the available range measurement and those in a given
disparity map. We use the RMS and GMP indices for evaluation, as discussed in
Section 3.2.

To fill in the data gaps in the ground truth image, we define a confidence meas-
ure to compare the geometrical properties of sets of points (patches) defined from
close range readings in the ground truth image; and the corresponding sets in the
disparity map. Following this idea, we are able to consider in the evaluation around
70% of the pixels in a disparity map.

This approach allows us to evaluate stereo algorithms for outdoor real-world
data based on true measurements. Data sets can be recorded in all kinds of weather
or road conditions where the LRF will work in. As a matter of example, we discuss
the results obtained with the three selected stereo-vision algorithms (see Section 2.5)
using a data set consistent of three different sequences.
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Figure 5.2: The evaluation is done using two quality indices. Both are based on the
ground truth values generated using a Velodyne HDL-64E S2 range-finder.

The provided data set contain sub-pixel accurate ground truth for real-world
scenes, and this was not available prior to the use of a laser range-finder. This data
set has been made publicly available for future research considerations as the Set 6
from [119].

The structure of the remaining of this chapter is as follows. In Section 5.2 we
present the proposed approach, we discuss about the generation of the ground truth
image and describe the used confidence measure. We continue with experiments in
Section 5.3. A summary of the contents of the chapter is presented in Section 5.4.

5.2 Approach

In this chapter the ego-vehicle gathers data with a stereo camera and a LRF. We gen-
erate sparse3 stereo-ground truth images Ig with the range finder. Then, we evaluate
a given disparity map Id using a combination of two approaches. We compare dir-
ectly the values of the pixels from Ig and Id if both have a valid measurement (i.e.
a positive value). For the remaining pixels in Id, we use a patch-based confidence
measure using the ground truth measurements. Figure 5.2 depicts the flow chart of
the proposed approach.

Ground Truth Image Generation

We record range data from the environment surrounding the ego-vehicle using a
Velodyne HDL-64E S2 range-finder [130]. The accuracy of the data specified by

3 The number of pixels with a valid range measurement is less than 10% of the total number of pixels
in a 640× 480 image.
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the manufacturer of 1.5 cm within a range from one to 120 m needs to be slightly
corrected, and 10 cm can be used as an upper bound in our experiments [51].

The used range-finder is equipped with 64 laser emitters arranged in two ver-
tical sets of 32. Its rotational architecture allows us to obtain readings from all the
emitters in a full 360◦ rotation. The total number of depth measurements per revolu-
tion depends on the rotational speed. With the minimum speed of 5 revolution per
second, the range finder achieves a maximum resolution of 0.09◦ (lateral) times 0.4◦

(vertical), this is around 240 000 readings per revolution. The fixed vertical field of
view of 26.8◦ is arranged in 64 scan-lines. This provides sufficient information for
modelling the road and the objects that would be of interest in a driving scene.

After a given laser emitter has been triggered and the pulse has bounced back,
the LRF reports the depth of the 3-dimensional point P where the laser beam has
been reflected and the position of the rotation head at the time the emitter was fired.
Both measurements are with respect to the coordinate system of the LRF. Once
the rotation position is known, the attitude of the laser emitter at the time of firing
can be estimated. Using the registered depth and a triangulation process, the 3-
dimensional coordinates of P are recovered.

For every revolution of the rotating head, the range-finder outputs a set Φ ⊂ R3

containing the coordinates of the 3-dimensional points where the laser pulses have
been reflected. The coordinates are with respect to the coordinate system of the LRF.

Assume for now that the coordinate systems of the LRF and the stereo camera
have been calibrated and their coordinates systems are aligned in such a way that
they have the same attitude with respect to a reference coordinate system. Let Pr de-
note the projection matrix (see Equation 2.13) used to generate the reference image
from the stereo camera. Then, the set

Φ =
{
P ∈ Φ|Pr ·P ∈ ΩIr

}
(5.2)

represents the 3-dimensional points in Φ which are in the field of view of the camera
grabbing the reference image Ir. Recall that ΩIr denotes the image domain of Ir.

We then define the ground truth image Ig (with respect to Ir) as the image

Ig: ΩIr → [Dmin, Dmax]
⋃
{a} (5.3)

where [Dmin, Dmax] ⊂ R (defined by the internal and external parameters of the
stereo camera); and a ∈ Z−. The value of a pixel p = (x, y)T ∈ ΩIg under Ig is
defined as

Ig(p) =

{
(fxb)Z

−1, if ∃ P = (X,Y, Z)T ∈ Φ such that Pr ·P = p

a otherwise
(5.4)
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Figure 5.3: Data gathered after one revolution of the LRF. The 3-dimensional scene
corresponds to the trailer sequence. The blue sphere represents the origin of the
aligned coordinate systems of the LRF and the stereo camera. The common co-
ordinates axes are shown in green. The dots in red define the set Φ used to define
the ground truth image, see Equation 5.2.

where fx denotes the lateral focal length of the stereo camera and b the base line of
the stereo camera system (see Section 2.4).

Note that if P ∈ Φ, then Ig(p) represent the disparity (see Equation 2.20) between
pr = (x, y)T ∈ ΩIr and

pm =
(
x− (fxb)Z

−1, y
)T ∈ ΩIm (5.5)

If there is not such P, either because of a defective depth reading or just because of
the lower resolution of the range-finder, the distinctive negative value a is assigned
to pixel p.4

In the context of driver-assistance systems, the final goal is to analyse the per-
formance of stereo-vision or any other algorithm in outdoor dynamic environments.
Thus, it does not make sense to scan the same scene multiple times to get more
range readings. Instead, we use the available measurements to generate a confid-
ence measure to evaluate the calculated disparity values for which there is not a
ground truth measurement available.

4 We assume that the reference camera is the left one in the assumed horizontal configuration of the
stereo camera, as described in Section 2.4. Thus, there are no negative disparities.
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Figure 5.3 shows a partial view of the data generated after one revolution of the
LRF corresponding to the trailer sequence, which is described later in Section 5.3.
That is, we show a subset of a set Φ. The coordinate system with origin at the blue
sphere and with green coordinate axes represents the aligned coordinate systems
of the LRF and the stereo camera. Each dot represents a reading from the range-
finder. The gray-scale coding is defined by the intensities of the 3-dimensional
points, which are also registered by the LRF but is of no importance for this work.

The dots in red are the 3-dimensional points within the field of view of the refer-
ence camera that we use to generate the ground truth image. They define the set Φ

in Equation 5.2. The squared grid represents the road that is assumed flat and it is
only shown as reference.

The image in Figure 5.1 is the final ground truth image generated for a sample
stereo pair of the containers sequence explained in Section 5.3. We have superimposed
the ground truth image into the reference image for a better visualisation.

Direct Comparison

We compare directly the disparity values computed with a given stereo-vision al-
gorithms and the ground truth ones using RMS and GMP as evaluation indices (see
Section 3.2). The evaluation domain Ωe in Equations 3.8 and 3.10 is defined by the
pixels in the ground truth image and the disparity map with valid measurements.

The dimensions of the images that we use for our experiments are of 1 024×334 ≈
342 000 pixels. The LRF generates ground truth values for almost 7%, or about
24 000 of the pixels. These are the only pixels we are able to compare directly in
order to evaluate the accuracy of the algorithms.

Confidence Measure

To evaluate the disparity values of the pixels that cannot be considered in the dir-
ect comparison as there is no available ground truth data for them, we define an
index that evaluates the reliability of those pixels using a confidence measure. We
use a simplified version of the approach presented in [38]. In that paper, the authors
used a probabilistic scheme to deal with non-organised point clouds generated by
an LRF of small objects under controlled conditions such as indoor scenes. The aim
of the evaluation in that paper was in the context of the the 3-dimensional regis-
tration techniques for modelling small objects. They did not performed the direct
comparison as discussed in the previous paragraphs, as they were interested in the
quality of the reconstructed manifolds of the target objects.
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Let Ig denote a ground truth image as defined by Equations 5.3 and 5.4, and Id
denotes a previously calculated disparity map. Given three close pixels5

p1,p2,p3 ∈ ΩIg such that their values in Ig are all positive, we define a patch

pg = {p1,p2,p3} ⊂ ΩIg (5.6)

and the corresponding 3-dimensional patch

Pg =
{
P1,P2,P3} ⊂ Φ (5.7)

where Pr · Pi = pi, i = 1, 2, 3. The matrix Pr is as used in Equation 5.2. Using
the corresponding pixels in ΩId , we generate the respective patches pd and Pd. The
confidence measure is calculated by analysing the geometric properties of the 3-
dimensional patches.

The selection of the three pixels used to define a patch is as follows. Let p ∈
ΩIg and the corresponding 3-dimensional point P ∈ Φ. Let Lk, k ∈ [1, 64] ⊂ N,
denote the laser emitter that registered the depth of P. A close lateral neighbour of p
is the projection of the 3-dimensional point whose depth was registered at either the
previous or next shot of Lk.

The other close pixels considered for defining the patch are the close vertical neigh-
bours of p. These pixels are the projection of the 3-dimensional points generated by
either the laser emitter Lk+1 or Lk−1, at the same firing instance that generate P.
Note that all laser emitters are fired simultaneously.

Thus, we generate the patch pg by using two pixels from the same laser emitter
and one from the emitter above or below creating a triangle. For the experiments
we define the patches starting from the upper left corner of the ground truth image.

In order to avoid creating a patch where a disparity jump occurs, we consider
only sets of pixels whose disparity values are all within a predefined range. In the
experiments we set the disparity threshold to one.

Figure 5.4 depicts a sample ground truth image. The large red rectangle shows
a “zoomed in” view of the region delimited by the small red rectangle. All the
possible patches that could be defined using the pixels within the small rectangle
are represented by blue or purple triangles. There are not patches defined using
blue and green pixels as the difference between their disparity values is relatively
too large.

To define the patch pd we use the pixels with the same image coordinates as the
ones used to define pg . However, pd also contains the pixels that are enclosed by the
8-connected-digital lines [71] defining the triangular patch.

5 The notion of close pixels is defined further below.
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Figure 5.4: Sample ground truth image from the containers sequence showing all
the possible patches that could be defined using the pixels within the small rect-
angle. There are no patches defined based on blue and green pixels as the difference
between their disparity values is relatively too large.

The proposed confidence measure evaluates the geometric properties of corres-
ponding three dimensional patches. The evaluation index considers the average dis-
tance between the 3-dimensional patches and how much spread the points in the
3-dimensional patches are.

For calculating the average distance, let P be an arbitrary 3-dimensional patch.
The reference point or centroid of P is defined using the function

RP: P(R3)→ R3 (5.8)

where P(R3) denotes the power set of R3 and

RP(P) =
1

|P|
∑
P∈P

P (5.9)

Thus, the average distance between two patches is given by the Euclidean distance
between the centroids of the patches.

We measure the separation of the points in the patches in the 3-dimensional
space by calculating the deviation of the points defining the patch with respect to
the centroid RP(P). The deviation is calculated using the function

D: P(R3)→ R (5.10)

such that

D(P) =

√
1

|P| − 1

∑
P∈P

[
P− RP(P)

]2
(5.11)
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Now, let Pg and Pd be corresponding 3-dimensional patches generated from
two patches in Ig and Id, respectively. Then, the patch confidence measure (PCM))
between Pg and Pd is calculated using the function

CP: P(R3)× P(R)3 → [0, 1] ⊂ R (5.12)

such that

CP

(
Pd,Pg

)
=

2ρ

ρ2 + 1

(
1−

∣∣RP(Pd)− RP(Pg)
∣∣
2

∆max

)
(5.13)

where

ρ =
D(Pg)

D(Pd)
(5.14)

and
∆max = max

{∣∣Pd −Pg

∣∣
2

∣∣Pd ∈ Pd ∧Pg ∈ Pg

}
(5.15)

Recall that | · |2 denote the Euclidean distance, as explained in Section 2.1.
A value close to 1 indicates that both patches are geometrically similar, and thus

we consider that the calculated disparity values are reliable. Low values imply a
low confidence in the calculated disparity values. To obtain a high confidence value
is necessary that the centroids of both patches are close to each other and the ratio ρ
of the variances is close to 1.

This is just a sample confidence measure to evaluate the reliability of the dispar-
ity map using the patch-based approach. Using other measurements that consider
some other properties of the patches can also be considered but that has to be ap-
plication dependant.

5.3 Experiments

The experimental data used in this chapter was captured during a six-months in-
ternship at Daimler A.G with the Research & Advanced Engineering Environment Per-
ception Group under the supervision of Dr. Uwe Franke.

We used the Velodyne HDL-64E S2 LRF and two grey-scale Bosch custom made
12-bits per pixel cameras, all mounted in the same ego-vehicle. The cameras were
placed behind the windshield next to the rear-view mirror with lateral separation of
23 cm; while the LRF was attached to a rack on the roof.

The coordinate system from the LRF was calibrated according to the external
parameters of the stereo camera using the method proposed in [84], where a closed-
form solution of the perspective-n-point problem was presented. Using known 3-
dimensional points that were obtained from the LRF and manually selecting the
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corresponding points in the reference image of the stereo camera, it is possible to
estimate the rotation matrix and translation vector that relates the attitude of the
stereo camera and that of the LRF.

Data Set

We illustrate the presented approach by using three sequences recorded in “simple”
environments. In order to avoid synchronisation issues between the camera and
the LRF, all the sequences were stop-and-go grabbed in static environments. As we
dealt with not-changing scenarios, we set the LRF to its slowest rotational speed of
5 revolutions per second. Therefore, we were able to gather the maximum number
of depth measurements for a single revolution which was around 24 000 pixels with
positive value on the ground truth image. Developing an approach for generating
ground truth in dynamic scenes is out of the scope of this study. See [37] for an
interpolating approach used to generate ground truth using a range-finder in dy-
namic environments. The dimension of the images is 1 024× 334 pixels, reduced to
930×289 due to the rectification procedure for stereo analysis and to avoid obvious
occluded areas. Sample frames from each sequence are shown in Figure 5.5.

Wall sequence: It was recorded while driving towards a wall that covers the entire
field of view of the cameras. In the upper right corner of the images there is a small
car and a trailer. Both objects are only present in the first part of the sequence.
The road and wall in this sequence should not represent a source of miscalculated
disparities, as their intensity values are non-homogeneous.

We expect the calculated disparity values to get better as the ego-vehicle ap-
proaches the wall. This is due to the inverse proportionality of distance to disparity,
thus small errors in disparity have a large effect on large distances. We use this
sequence as reference for analysing the robustness of algorithms.

Trailer Sequence: Recorded while driving towards the same wall as in the wall se-
quence. In this case there is a trailer that covers almost half of the reference and
match image. This sequence turns out to be a good example for miscalculated dis-
parities, as the trailer’s cover has large homogeneous regions. There are also two
areas below the trailer where it is possible to see the road behind the trailer. Extra
smoothing in the disparity maps should worsen the performance of the algorithms
in such regions.

Container Sequence: In this scene two different kinds of containers are present,
one with a square base and two with a circular one. There is also a small part of a
building whose intensity is very similar to the intensity of the curved containers. We
expect not very good results from the stereo algorithms for this sequence. There are
also two staircases with thin handrails that even the LRF had problems to detect.
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Results and Discussion

The algorithms were tested with respect to pixel accuracy. However, the approach
presented here, as well as the data set, are well suited to test the influence of sub-
pixel accurate post-processing methods. We present the summarised results in tables
showing the same statistics as those used in Chapter 3. We re-scale the PCM index
into the interval [0, 100] ⊂ R, for an easier visualisation.

Figure 5.5: Sample frames from the used data set. From top to bottom: wall sequence,
trailer sequence and containers sequence.
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RMS GMP PCM

Mean σ0 Mean σ100 Mean σ100

BPM

CEN 0.81 0.81 77.62 22.86 47.95 52.23
EPE 0.65 0.65 88.56 11.68 60.08 40.02
SAD 5.70 5.81 64.89 35.42 49.10 50.95

GCM

CEN 1.72 1.76 76.99 23.51 43.71 56.34
EPE 2.51 2.58 71.49 29.17 36.36 63.75
SAD 10.64 10.67 55.58 44.58 28.66 71.36

SGM

CEN 2.93 3.10 80.44 20.05 57.41 43.05
EPE 5.30 5.40 79.54 20.91 56.74 43.63
SAD 9.25 9.27 63.64 36.65 42.84 57.23

Table 5.1: Summarised results for the wall sequence. The mean value of the best
performing configuration for each algorithm is highlighted using bold font (i.e the
largest value for GMP and PCM and the lowest one for RMS); while in light blue
shading is highlighted the overall best configuration for each one of the evaluation
indices.

Wall sequence: The algorithms behaved as expected with respect to the three eval-
uation indices. All of them reported an improvement in the performance for the
majority of the configurations as the ego-vehicle gets closer to the wall. Figure 5.6
depicts the results for the best three performing configurations for each matcher.
Note the increasing tendency in the performance reported for the three indices (a
higher value for GMP and PCM and a lower value for RMS). The reported increas-
ing performance is also due to the fact that the trailer and the small vehicle are no
longer in the scene. This is more evident with RMS, where the largest decrease in
the index is from around frame 17, where both objects are no longer visible in the
stereo pair. The relatively large peak reported by RMS for SGM-CEN in frame 8 is
due to the propagation of miscalculated disparities around the right border in the
stereo pair. The trailer in the right side of the images is getting out of the field of
view in the stereo pair.

For the three algorithms and with respect to the three evaluation indices, SAD

defined the worst performing configurations, as can be seen in Table 5.1. Compare
also the two disparity maps in Figure 5.6. There is a small variation in the intensities
between the reference and matching images in the left border of the images stereo
pairs in this region of the images. This maybe due to small vignetting effect.
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The salt and pepper effect detected for BPM-CEN in Chapters 3 and 4 can also
be observed in this sequence, as can be seen in the left disparity map in Figure 5.6).
The PCM and GMP indices detected this behaviour better. It looks like the miscal-
culations are not that large, for instance RMS reported a good performance; but they
are quite numerous according to GMP. PCM is more sensitive to this effect as the
noisy stereo patches would report a large variance with respect to that of the ground
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Figure 5.6: Plots for the best performing configuration for each matcher with respect
to RMS (top left), GMP (top right) and PCM (middle). Bottom: Disparity maps gener-
ated using BPM-CEN (left) and GCM-SAD (right). Note the salt and pepper noise
type in the BPM disparity map.
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RMS GMP PCM

Mean σ0 Mean σ100 Mean σ100

BPM

CEN 1.16 1.19 73.61 27.54 50.07 49.98
EPE 0.97 1.04 84.04 18.02 58.39 41.67
SAD 6.23 6.38 61.91 38.96 47.72 52.34

GCM

CEN 5.56 5.63 72.75 28.37 40.09 59.95
EPE 2.98 3.03 68.98 31.60 35.96 64.16
SAD 11.86 11.90 52.61 47.61 26.29 73.71

SGM

CEN 9.03 9.10 76.44 24.80 54.67 45.38
EPE 11.06 11.20 77.09 24.21 54.61 45.41
SAD 10.59 10.64 61.57 39.11 41.66 58.38

Table 5.2: Summarised results for the trailer sequence. The highlighted values using
bold font or light blue shading are as in Table 5.1.

truth patches, which implies a large penalty by the first factor in Equation 5.13.

The number of patches used was around 15 500 which represents approximately
70% of the pixels on the disparity map.

Trailer sequence: All configurations showed worse results for the three quality in-
dices than those obtained with the wall sequence, which was consider as the ref-
erence one. As we were expecting, the main source of miscalculated disparities
was the large homogeneous region in the trailer cover. See for example the right
disparity map depicted in Figure 5.7. This was more evident with the RMS and
GMP indices. A decreasing trend in the performance can be observed for almost all
the configurations as the sequence reaches the end and the trailer occupies a larger
region in the stereo pairs. The plots in Figure 5.7 depicts the result for the best con-
figuration for each algorithm. Observe the decreasing trend in the performance for
RMS (top left) and GMP (top right). For PCM (middle) the GCM-CEN configuration
did not show the claimed decreasing tendency in the performance.

For the three algorithms, again SAD showed the poorest performance with any
of the evaluation indices, as can be seen in Table 5.2. The configurations defined
with this cost function showed the same difficulties as with the wall sequence when
matching pixels in the left border of the images. The performance was further af-
fected by the homogeneous trailer cover. An interesting case is SGM-SAD, which
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reported a better performance with RMS than SGM-EPE. The reason for this is
that SGM-SAD reported disparity values in the large region of the trailer cover as
being invalid which was not considered in the evaluation. Due to the large num-
ber of reported invalid disparities (more than 50%), the disparity maps should be
considered as invalid. However, we are interested in evaluating the quality of the
reported disparities according to the proposed approach. A weighting factor could
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Figure 5.7: Plots for the best performing configuration for each matcher with respect
to RMS (top left), GMP (top right) and PCM (middle). Bottom: Disparity maps gener-
ated using GCM-EPE (left) and SGM-CEN (right). Note that the GCM configuration
estimated the background wall as two single-valued large blocks.
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be incorporated to consider the amount of valid pixels in a disparity map. (This can
be considered as being a subject for future work.)

The other two indices, however, reported a better performance for SGM-EPE. It
looks like the magnitude of the miscalculations in the trailer cover for SGM-EPE is
quite large and thus, reporting a large RMS index.

The results for GCM are interesting. The RMS index of GCM-EPE showed little
degradation with respect to that of the wall sequence, outperforming the other two
configurations. This is because it estimated relatively well the trailer cover. The
other two configurations reported a lot of noisy measurements in this region. GCM-
CEN was the top performer with the other two indices. This would indicate that
the number of miscalculated pixels is still lower than those of GCM-EPE (mainly
in the road area). It is also interesting that the GCM configurations reported good
performance with RMS, but were the worst performers with respect to PCM. It
looks like the known blocky results from GCM are penalised more with this index
than with the other two. The second factor in Equation 5.13 considers the average
distance between the patches, and even that they are uniform (i.e. the variance is
small), the distance between the centroids is large enough to obtain a final low index.
The left disparity map in Figure 5.7 was generated using GCM-EPE. Note that the
background wall located in the top left corner of the image was estimated as two
single-valued large blocks.

For BPM again the salt and pepper noise observed in the BPM-CEN disparity
maps was correctly penalised by the three quality indices. The larger degradation
for SGM reported by RMS in comparison to that with the wall sequence is due to
the miscalculations in the trailer cover. This is not a surprise, as we have observed
a similar behaviour in sequences where homogeneous regions represent a serious
challenge for SGM. The right disparity map in Figure 5.7 was generated using SGM-
CEN. The miscalculated values in the trailer cover in the top right corner of the
image had a large impact on the RMS evaluation index.

The average number of patches calculated for this sequence was 14 780 with al-
most 65% of the pixels in the disparity maps considered in the evaluation.

Container sequence: The three evaluation indices reported an increasing tendency
in the performance. This was more evident for GMP and PCM. See, for example,
the plots in Figure 5.8. From the second half of the sequence, as the ego-vehicle is
getting closer to the background structures, the staircase between the containers, as
well as the bumps in the rounded containers are better detected.

The large peak reported by GMP and PCM in the stereo pairs 5 and 6 is again due
to a better detection of the staircase between the containers. However, in frame 7, the
brightness of the two images is reduced, probably due to an automatic adjustment
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RMS GMP PCM

Mean σ0 Mean σ100 Mean σ100

BPM

CEN 0.88 0.88 76.75 23.72 54.47 45.56
EPE 0.72 0.73 85.87 14.58 57.48 42.54
SAD 6.00 6.05 65.42 34.80 52.89 47.12

GCM

CEN 1.83 1.85 76.81 23.63 41.20 58.84
EPE 1.98 2.00 64.02 36.03 30.40 69.63
SAD 8.68 8.69 59.19 40.91 30.87 69.15

SGM

CEN 3.84 4.41 80.27 20.24 60.95 39.14
EPE 3.15 3.21 81.49 19.11 61.25 38.85
SAD 8.16 8.18 65.72 34.51 50.84 49.19

Table 5.3: Summarised results for the containers sequence. The highlighted values
using bold font or light blue shading are as in Table 5.1.

on the brightness or gain of the cameras. This causes a loss in the contrast in the
area between the containers.

The SGM configuration reported good performance indices for the PCM and
GMP. It looks like these two indices evaluate the detection of disparity jumps bet-
ter. In the disparity maps generated using SGM, it is easier to identify the structure
of the scene. However, it was the algorithm with more mismatched pixels in the
homogeneous white wall on the right side of the scene. This was better reported
by the RMS index as can be seen in the top-left plot in Figure 5.8. It is interesting
to see that for this sequence SGM-EPE outperform all the other SGM configura-
tions. It seems that this cost function can estimate better the disparity jumps, but
mismatched more pixels in the homogeneous regions that are perpendicular to the
image plane (i.e. the road).

BPM showed similar results as the ones obtained with the other two sequences.
BPM-EPE outperform the other two configurations. BPM-CEN had lot of noisy
measurements, but not far from the ground truth values, as reported by RMS. A
visual inspection can detect an over-smoothing in the disparity maps. For example,
Figure 5.8 shows the disparity maps generated using BPM-EPE (bottom left) and
SGM-EPE (bottom right) using the same stereo pair. Notice that in the SGM dispar-
ity map it is easier to identify the shape of the containers, and even the staircase in
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the middle can be recognised. However, some noisy measurements on the top right
corner can also be identified. The PCM index penalised the BPM disparity map
more as “stereo” patch in an over-smoothed region will generate small values for
both factors in Equation 5.13; while RMS penalised the SGM disparity map more
due to the large miscalculations in the top right corner.

The GCM disparity maps results show again some relatively large blocks with
a single disparity value. According to the RMS index depicted in Table 5.3, this
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Figure 5.8: Plots for the best performing configuration for each matcher with re-
spect to RMS (top left), GMP (top right) and PCM (middle). Bottom: Disparity maps
generated using GCM-EPE (left) and SGM-CEN (right).
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RMS GMP PCM

Mean σ Win Mean σ Win Mean σ Win

BPM

CEN 0.92 0.21 2 76.34 5.97 0 50.03 4.23 0
EPE 0.75 0.25 50 86.72 5.34 52 59.02 2.64 34
SAD 5.91 1.16 0 64.21 5.89 0 49.60 2.77 0

GCM

CEN 2.78 1.77 0 75.81 6.05 0 42.15 2.77 0
EPE 2.52 0.63 0 69.09 6.18 0 34.88 4.26 0
SAD 10.52 1.35 0 55.61 4.47 0 28.53 2.13 0

SGM

CEN 4.78 2.96 0 79.33 5.80 0 57.49 5.24 8
EPE 6.35 3.22 0 79.33 5.79 0 57.21 4.89 10
SAD 9.36 1.15 0 63.56 5.52 0 44.37 4.29 0

Table 5.4: Summarised results for the real-world evaluation based on ground truth
using data from the three sequences. The “Win” column shows the number of
frames in which a configuration had a better performance than all the others. The
highlighted values using bold font or light blue shading are as in Table 5.1.

values are not that far from the ground truth values. However, PCM and the GMP

reported the lowest indices among all the other configurations.
The average number of analysed patches for this sequence was 15 500, implying

that more than 70% of the pixels in the disparity maps were evaluated.

Overall Comparison

Table 5.4 shows the summary of the three evaluation indices used in this chapter.
The figures in the table were calculated using data from the three test sequences.
Figure 5.9 depicts a plots for each of the used evaluation indices. Each of which
shows the graphs of the best performing configuration for each matcher. With re-
spect to RMS, the selected GCM and BPM configurations showed a robust beha-
viour, without sudden jumps in the indices. For SGM there is a significant decrease
of the performance for the trailer sequence, as the quite homogeneous trailer cover
generated large miscalculated disparities for this matcher.

It is interesting that the overall average RMS index for some of the configura-
tions is lower (i.e. reporting a better performance) than that reported in the original
sequence used in Chapter 3. For example, compare the differences between the
GCM-EPE average indices in Tables 3.2 and 3.7. The comparison with the original-
synthetic sequence results seems fair as the image data used in this chapter have a
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fairly good quality.

According to the average RMS indices, the magnitude of the miscalculations in
the original sequence are larger than those evaluated using the direct comparison
in the data set used in the current chapter. However, according to the GMP, the
number of correctly matched pixels was significantly smaller (i.e. up to 30%).

The results for PCM reported low indices for all configurations as none of the
configurations obtained an index larger that 60. According to the RMS indices, the
estimated disparity values are close to the true ones. Then, the low PCM indices
would indicate that the disparity maps are rather noisy, which is evaluated by the
first factor in Equation 5.13. For example, the salt and pepper type disparity maps
obtained with BPM-CEN had quite low a PCM index.

Note, however, that homogeneous disparity maps reported also a bad perform-
ance with respect to PCM. For example, the GCM configurations got the worst PCM

index. Even though the variance in the stereo patches is low due to the blocky dis-
parity maps, seems that these patches do not resemble to the ground truth patches
as the ρ value in Equation5.14 is close to zero.

The frames in which the SGM configurations outperformed all the others with
respect to PCM, were in the wall and the containers sequence. For the wall se-
quence, the estimation of the slanted wall (i.e. not parallel to the image planes),
was better with the SGM configurations, but the two objects in the right side of the
images introduced a considerable amount of erroneous measurements. The SGM

configurations were the best when both objects were no longer visible in the im-
ages. The better segmentation of the objects in the containers sequence, where the
contrast in the images was minimum, was the reason for SGM to be the best in those
last frames.

For the evaluated data set, the configurations defined by SAD reported the worst
overall performance with all three indices. In all the disparity maps there were large
miscalculated regions in the two bottom corners, more evident in the left one. See
the bottom right image on Figure 5.6 for an sample disparity map generated with
SGM-SAD. A visual inspection in the input stereo pairs revels that in those corners
there is a difference between the intensities of the pixels in the reference and match
images. Without considering those regions, the disparity maps generated with the
SAD cost function were as expected in sequences recorded in acceptable conditions.

The average number of patches analysed in the three sequences was 15 335, rep-
resenting 68% of the pixels on the disparity map.
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Figure 5.9: Plots for the best performing configuration for each matcher using data
from the three sequences with respect to RMS (top), GMP (middle) and PCM (bottom).



112 5. Real-World Ground Truth-Based Evaluation

5.4 Summary

In this chapter we present a ground truth-based approach to evaluate stereo-vision
algorithms using real-world sequences. The evaluation is based on stereo-ground
truth images generated using a high-end LRF. Although we are aware that all meas-
uring procedures have an intrinsic associated error, we consider the depth readings
from the range-finder as ground truth.

In order to deal with the inherent sparse data in the generated ground truth
images, we follow two evaluation procedures: where ground-truth data are avail-
able, we use the well-known evaluation indices RMS and GMP to evaluate the cor-
responding disparity values. For the remaining pixels, we use a confidence meas-
ure that compares the geometric properties of corresponding patches in the ground
truth images and in the disparity maps. For evaluating the patches we use a sample
confidence measure, although some other quality indices can be defined and used
instead. According to the presented experiments, the proposed approach evaluates
fairly the calculated disparity maps.

Using the direct comparison approach, we were able to evaluate around 7% of
the pixels in a given disparity map. When we also use the presented confidence
measure, we were able to evaluate around 70% of the pixels in a disparity map. The
exact number of evaluated pixels depends on the scene under analysis.



Chapter 6

Temporal Disparity Propagation

Vision-based applications usually have as input a continuous stream of data. Thus, it is
possible to use the information generated in previous frames to improve the analysis of the
current one. In the context of video-based driver-assistance systems, objects present in a
scene typically perform a smooth motion through the image sequence. By considering a
motion model for the ego-vehicle, it is possible to take advantage of previously processed
data when analysing the current frame. In this chapter we discuss a Kalman filter-based
approach that focuses on the reduction of the uncertainty in the depth estimation (via stereo-
matching algorithms) by using information from the temporal and spatial domains. For
each pixel in the current disparity map we refine the estimated value using the stereo data
from a neighbourhood of pixels in previous and current frames. We aim to improve existing
methods that use data from the temporal domain by adding extra information from the spatial
domain. To show the effectiveness of the proposed method, we analyse its performance with a
long synthetic sequence using different stereo matching algorithms and compare the results
to those obtained by the previous and the suggested approach.

6.1 Introduction

Depth estimation obtained from stereo-vision analysis is commonly used to provide
basic 3-dimensional data for complex vision-based applications [113]. Particularly,
in driver-assistance systems the calculated disparities have been used to model the
environment that surrounds the ego-vehicle. From road-manifold estimation [21] to
object detection and tracking [67], a high accuracy of computed disparity values is
required. Accuracy demands actually vary between applications; for example, ac-
curate disparity discontinuities (i.e. at occluding boundaries) are required in driver-
assistance systems, but 3-dimensional object modelling focuses on accurate dispar-
ities within object regions.

We have identified three general options for improving the estimation of dis-
parities between the two images in a given stereo pair. The first approach is the
design of new, or the improvement of existing strategies for stereo matchers. For
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example the authors proposed in [5] a hierarchical approach for the improvement
of the performance of semi-global matchers.

The second approach is the improvement of the functions that define the data
and smoothness term on the energy function used to solve the matching prob-
lem, see Equations 2.26, 2.27 and 2.29. For example, from the results obtained in
Chapters 3, 4 and 5, we can see that the EPE and CEN cost functions define robust
and stable configurations for the stereo-vision algorithms used in this thesis when
compared with those obtained with the SAD cost function.

The third approach consist in pre-process the input stereo pair or post-process of
the resultant disparity map. By preprocessing of the stereo pairs is possible to filter-
out several types of noise that can negatively affect the matching process. For ex-
ample, using residual images with respect to smoothing, or edge maps may reduce
the influence of illumination artefacts [22]. Post-processing methods manipulate the
resultant disparity maps. For instance, using left-right and right-left consistency to
detect miscalculated disparities; or the calculation of sub-pixel accurate results.

In this chapter we propose a method based on the third approach. We post-
process disparity maps using the available spatial and temporal information in the
context of vision-based driver-assistance systems. As the input data for such a sys-
tem is a time sequence of stereo pairs, it is possible to use the information contained
in the temporal domain by incorporating disparity data from previous frames into the
disparity map generated in the current time instance. Information contained in the
temporal domain has been used before. For example, in [10] some alpha-blending of
disparity values calculated for the current and previous frames lead to an improved
performance for currently measured values at scene points “roughly matching” the
scene geometry assumed by this method. This model did not yet consider the mo-
tion induced by the ego-vehicle, nor the independent motion of other objects present
in the scene.

In [25], the authors merged previous and current information by using an iconic
(i.e. pixel-wise) Kalman filter-based approach [81] and some ego-motion informa-
tion, namely the yaw and speed rate. This approach was designed to improve the
disparity measurements in regions of the input images where the visible motion
was induced only by the ego-motion, and not by the independent motion of other
objects. We refer to this method as the static approach from now on.

The static approach was modified in [108] by adding a disparity rate term to
the Kalman filter. The authors were interested in the improvement of the dispar-
ity measurements for objects that move relatively to the ego-vehicle in longitudinal
direction. The disparity-rate term introduces into the Kalman filter the change in
disparity of a tracked pixel from one frame to the next one. We refer to this method
as the dynamic approach from now on.
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Post-processing of disparity maps can also aim at optimising the computed meas-
urements by considering disparity values within a neighbourhood of the current
pixel, i.e. using data from the spatial domain. In [10] the authors used the same
alpha-blending approach for modifying the disparity value of a given pixel by us-
ing the computed disparities of the north and south neighbours, as explained in
Section 2.2. Again, no ego- or independent motion was taken into consideration.

In this chapter we aim to improve the results obtained with the dynamic and
the static methods. The Kalman filter used on those approaches is modified in such
a way that the data from the spatial domain can be incorporated into the analysis.
Spatial information is used from the previous and the current disparity maps, and
can be taken from an arbitrarily defined neighbourhood. Actually, those should not
be “too large”.

We perform experiments with the synthetic sequence used in Chapter 3 and com-
pare the results of the spatio-temporal analysis with those obtained when using only
information from the temporal domain. We investigate also the effect of the size of
the neighbourhood used to incorporate data from the spatial domain.

The rest of this chapter is structured as follows. Section 6.2 briefly explains the
structure of Kalman filters. The assumed motion model and the proposed approach
are also discussed. We continue by discussing the results obtained in our experi-
ments. Section 6.4 summarises the contents of this chapter.

6.2 Approach

We aim to improve the disparity estimation of objects that are static with respect
to the ground or moving longitudinally away from the ego vehicle. The basic idea
is to use a pixel-wise Kalman filer-based approach to merge information from the
temporal and spatial domains. The design of the filter varies depending on the
relative motion of the object under analysis. Figure 6.1 presents a diagram of the
followed approach.

Kalman Filter

We briefly explain the linear Kalman filter [65] as commonly used for a given discrete
dynamic system [76], with states xt, xt−1, measurements yt, state transition matrix A,
process noise v, a control matrix B and control vector ut, a measurement matrix H and
a measurement noise vetor w.

Given the linear system

xt = A · xt−1 +B · ut + v (6.1)

yt = H · xt−1 + w (6.2)



116 6. Temporal Disparity Propagation

Figure 6.1: After initialising the filtering process with values from a disparity map
at time instance t0, the disparity value of a pixel representing a 3-dimensional point
P is improved by considering sets of pixels from the current and previous disparity
maps. The ego-motion data is used to estimate the relative motion of P to obtain the
position where it is projected on the previous and current images.

The Kalman filter is defined in two steps. In the first step, the information from the
previous step is incorporated into the filter by generating a predicted state

xt|t−1 = A · xt−1|t−1 (6.3)

Pt|t−1 = A · Pt−1|t−1 ·AT +Q (6.4)

We use the notation t|t− 1 to denote an intermediate step between t−1 and t, while
t− 1|t− 1 denotes the state obtained with the Kalman filter at time t − 1. Matrix Q
represents the process noise variance (obtained from vector v) and Pt|t−1, denotes the
covariance matrix of the error of xt|t−1 compared to the true value xt|t.

In the second step, the predicted state is corrected using data from the current
state via the measurement vector yt and the predicted matrix Pt|t−1:

xt|t = xt|t−1 +Kt

(
yt −H · xt|t−1

)
(6.5)

where
Kt = Pt|t−1 ·HT

(
Ht · Pt|t−1 ·HT +R

)
(6.6)

where R represents the measurement noise variance obtained from vector w. The mat-
rix K is the Kalman gain as derived in [65]. It follows that

Pt|t = (Id−Kt ·HT )Pt|t−1 (6.7)

This is an iterative process. The initial state x0|0 and the initial covariance matrix
P0|0 need to be given to start with the process.
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Motion Model

We assume that the ego-vehicle is driven on a flat road moving according to the
so-called bicycle model [45]. This type of motion is described by a 2-dimensional
transformation defined by a translation in the longitudinal direction or a rotation
around the vertical axis.

Given the position of the ego-vehicle at time instance t − 1 with respect to a
known coordinate system, we calculate its spatial position at time instance t with
respect to the same reference coordinate system. The parameters necessaries for
estimating the new position are the frame rate, the speed and yaw rate. Roll and
pitch are not included into our model, but we acknowledge that both do have a
minor influence for vision-augmented vehicles. In the assumed bicycle model, the
speed and yaw rate define the ego-motion data of the ego-vehicle.

The tangential speed vt, is the speed of the ego-vehicle at time t− 1. The yaw rate
ψ̇t, also known as the angular velocity, represents the angular change with respect to
the constant time unit ∆ ∈ R+ that is defined by the sequence’s frame rate.1

Assume for now that the reference coordinate system is that of the ego-vehicle at
the time instance t− 1. Let O denote the origin of this coordinate system. If ψ̇t = 0,
then the position of the ego-vehicle at time t is given by the point

Pt = (0, 0,∆ · vt)T (6.8)

meaning that the ego-vehicle describes a uniform rectilineal motion. If ψ̇t 6= 0, the ego-
vehicle describes a circular trajectory [55]. To fully describe such a motion, the radius
r ∈ R+ and centre C of the followed circle C need to be calculated. The radius is
given by

r =
vt

ψ̇t

(6.9)

To calculate the coordinates of C, we use the fact that the origin O of the reference
coordinate system is an element of C. Thus, as r is already known, C is defined by
the set

C =
{

(X,Y, Z)T ∈ R3|(X − r)2 + Z2 = r2
}

(6.10)

whose centre is at point C = (r, 0, 0)T . The position of the ego-vehicle at frame t,
with respect to the coordinate system at time t− 1, is then given by

Pt =

 1− cos
(
ψ̇t∆

)
0

sin
(
ψ̇t∆

)
 (6.11)

1 We assume that vt, ψ̇t ∈ R. A positive (negative) velocity indicates a forward (backwards) move-
ment. A positive (negative) ψ̇t represent a right (left) turn.
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Figure 6.2: Assumed motion model. The ego vehicle describes a circular motion
between time instances t− 1 and t. At time t− 1, the ego-vehicle is situated at point
O. At time t, it has moved following the circle determined by point C and radius r.
Both parameters are calculated from the yaw and speed rate.

Note that we assume that there is no movement in the vertical direction, between
t− 1 and t we drive on a plane. Using this same set of equations me can model the
induced motion of the static objects with respect to the ground as they describe an
analogous motion but in the opposite direction.

Figure 6.2 presents the described motion model when ψ̇t 6= 0. The ego-vehicle
moves across the XZ plane following the circle defined by the point C and the radius
r. The point Pt is defined by Equation 6.11 and represents the position of the ego-
vehicle at time t if its position at time t− 1 is assumed to be at O.

Disparity Propagation

The basic idea of our approach is to incorporate disparity information contained in
the spatial domain [10], into the static [25] and dynamic approach [108]. These two
Kalman filter-based methods were designed to handle different kinds of moving ob-
jects. The authors of the static approach were interested in improving the disparity
values of static objects with respect to the ground present in the scene. The dynamic
approach was designed to improve the calculated disparity values of objects mov-
ing longitudinally away from the ego-vehicle. We aim to enhance both methods by
adding data from the disparity spatial domain.
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We merge the temporal and spatial information by means of a Kalman filter. For
simplicity we use an iconic Kalman filter [81], i.e. we define an individual Kalman
filter for each pixel under consideration. At each iteration we obtain an improved
disparity value for each pixel using both spatial and temporal information. In order
to do so, it is necessary to consider the motion of the 3-dimensional points that
define the pixels in the reference image from the input stereo pair. Each pixel the
reference image that represents a non occluded point will be tracked as the image
sequence advances in time and as long as it is still visible in the current frame. This
is done by considering the ego-motion and the disparity rate.

Let P be a 3-dimensional point in the field of view of the recording stereo camera
for at last two frames. We denote with p the projection of P on every frame in the
sequence where it remains within the field of view of the stereo camera. Besides
knowing that its position on the image plane is actually different due to ego-motion
or possible independent motion of P; the disparity value assigned to p is also ex-
pected to change through the sequence. In other words we do not consider p as a
position in the image plane but as the pixel where P is projected in the image plane
across the sequence.

Let
N (p) = {p,p1,p2} (6.12)

be a neighbourhood of p. The generalisation for larger neighbourhoods is straight-
forward. Consider the dynamic system defined at time t by the state vector xt and
the transition matrix A, given by

xt =
(
d, d1, d2, ḋ

)T
(6.13)

and

A =


α β γ ∆

0 1 0 ∆

0 0 1 ∆

0 0 0 1

 (6.14)

where d, d1, d2 are the computed disparity values of the pixels p,p1,p2, respectively,
generated at time t− 1. The value ḋ is the disparity rate as introduced in [108]. The
parameters α, β and γ control the interaction of the disparity values of pixels p, p1,
and p2. Parameter ∆ denotes the constant elapsed time between two consecutive
frames. We assume that the noise vector v associated to the system is Gaussian with
zero mean and standard deviation σd for all disparity values and σḋ for disparity
rate.

Measurement data from the current disparity map is not available for the dispar-
ity rate. However, it contains the disparity values of all the involved pixels defining
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N (p) from the disparity map calculated at time t. Therefore, the dimension of the
measurement vector yt equals to three, and the matrix H is given by

H =

 1 0 0 0

0 1 0 0

0 0 1 0

 (6.15)

The noise vector w associated with the measurements taken from the system is
assumed to be the same for all its coordinates: Gaussian with zero mean and with a
standard deviation σv .

To start the filtering process, we need to define the initial state and the initial
covariance matrix. The initial state is defined using the disparity values of p and
its neighbours calculated with a given stereo algorithm at time t = 0. The disparity
rate is set to be zero. The covariance matrix is defined by

P0|0 =


σ2
d σdd1

σdd2
σdḋ

σdd1
σd2

1
σd1d2

σd1ḋ

σdd2
σd1d2

σd2
2

σd2ḋ

σdḋ σd1ḋ
σd2ḋ

σḋ2

 (6.16)

where, for example, σdḋ = σd · σḋ. Recall that we assumed that all the calculated
disparity values have the same variance. The values used in the experiments to
define P0|0 are specified on Section 6.3.

Once the filter has been initialised, we can start the iterative process. Assume
that we have already calculated t − 1 steps and that xt−1|t−1 is available. After the
prediction step at time t, the first three coordinates of xt|t−1 contain information
about a neighbourhood of the disparity map calculated at time t − 1. In this case it
is a 2-neighbourhood.

We incorporate information from the disparity map generated at time t via the
measurement vector yt and just before the update step in the filtering process. In
order to do this, we need to calculate the coordinates of the projection of P (i.e.
the coordinates of p) in the reference image at time t. As we are are assuming that
the ego-vehicle and the objects is the scene are not static, we need to consider the
visible movement of the 3-dimensional point P between t− 1 and t. This is done by
calculating the relative motion of P with respect to the ego-vehicle, and takes two
steps.

First, the motion induced by the disparity rate is incorporated into P. This mo-
tion is longitudinally away from the ego-vehicle and in the same direction. Thus,
only the longitudinal coordinate will be modified, i.e. a uniform rectilineal motion,
see Equation 6.8. Second, the positional change induced by the ego-motion is con-
sidered. We use only speed and yaw rate, as described in Equation 6.11, and assume
that they are free of noise.
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Once the position of p in frame t is known, we calculate the measurement vector
yt from the disparity map at time t. This measurement vector can now be used to
calculate the Kalman gain and the updated state, so that the next iteration at time t
can be performed. From the design of our system (see Equation 6.2), disparity in-
formation from pixels adjacent to p at time t is included in the measurement vector.
To avoid noisy states in both steps of the Kalman process, we follow the validation
rules suggested in [108].

We just described how to merge data from the temporal and spatial disparity
domain into the dynamic approach. For adding temporal information to the static
approach it is necessary to remove the disparity rate term from the state vector as
the objects are not “moving away” and modify accordingly the rest of the dynamic
system presented in Equations 6.13 and 6.14.

6.3 Experiments

We use three different neighbourhoods to define the experimental spatio-temporal
configurations. We are interested to find out whether the size of the neighbourhood
could affect the results of the filtering. The used spatio-temporal configurations
are: spatial-2 defined using ps and pn, spatial-4 defined using the 4-neighbourhood
and spatial-8 defined using the 8-neighbourhood.2 Note that the larger the neigh-
bourhood, the larger the dimensions of the vectors and matrices used to define the
Kalman filter.

We compare the results of the spatio-temporal approaches with those obtained
when considering information only from the temporal domain. We refer to the tem-
poral analysis as Temporal. In general, the experiments showed that the spatial-n
approaches with n = 2, 4 or 8 generate better results than Temporal.

To evaluate the post-processed disparity maps, we use the approach proposed
in [108]. Given a filtered disparity map, we compute the average of all the values in
the object of interest. For a given arbitrary image I and if P denotes the power set
operator, the average is defined as the function

Av: P(Ω)→ R+ (6.17)

such that
Av(Ωe) =

1

|Ωe|
∑
p∈Ωe

I(p) (6.18)

where Ωe denotes the image domain of I. In our case, Ωe is the set of pixels defining
a moving object for the dynamic method and a static one for the static method. We
use as reference the average values computed from the available ground truth.

2 See Equations 2.4 and 2.5 for the definition of a 4- and 8-neighbourhood and of ps and pn.
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Figure 6.3: Sample frames from the used data set. Left: Segmented object that moves
away from the ego-vehicle in longitudinal direction; it is used to test the improve-
ments in the dynamic method. Right: Segmented static object with respect to the
ground, used to test the achieved improvements in the static method.

The parameters to initialise the Kalman filter for the dynamic method are as
follows (for n = 2 and analogously for the other cases): the initial state was filled up
with data from the disparity map calculated for the first available stereo pair, except
for the disparity rate term, which was set to zero.

For the matrix A (see Equation 6.14), let α = 0.8, β = γ = 0.1 and assuming a
frame rate of 25 frames per second we set ∆t = 0.04.

The entries of the covariance matrix P0|0 (see Equation 6.16) were initialised with
the following values: σ2

d∗
= 0.3, assuming a non-perfect disparity map, σd∗d∗ = 0.5,

a relatively large value to represent a strong correlation between the pixel under
analysis and its neighbours and σd∗ḋ = 0.0001, to show a weak correlation between
the disparity values and the disparity rate. d∗ represents either d, d1, or d2.

Finally, we use σḋ2 = 1, a relatively large value to express high uncertainty in the
initial disparity rate.

The parameter initialisation for the static method is analogous. It is only ne-
cessary to remove the terms where the disparity rate is involved and modify the
corresponding matrices accordingly.

Data Set

We perform experiments using Sequence 1 in Set 2 from [119], as introduced in Sec-
tion 3.3. The virtual ego-vehicle drives straight through the whole sequence, so we
assume a zero yaw rate. We set the speed at 6.99 m/s, calculated from the avail-
able stereo-ground truth assuming a frame rate of 25 frames per second. As stated
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in Section 6.2, the dynamic method proposed in [108] was designed to improve the
calculated disparity values from objects moving away but in the same driving dir-
ection as the ego-vehicle. We segmented in the test sequence (100 frames) a vehicle
whose movement fulfilled such requirements. For the experiments using the static
method introduced in [25] we segmented a static vehicle (53 frames) with respect
to the ground. In Figure 6.3 left, the green vehicle is moving away from the ego
vehicle, while the static vehicle is highlighted in blue in the right image.

In order to generate the input disparity maps we use the stereo-vision algorithms
introduced in Section 2.5. We refer as raw disparity maps to the images calculated
with any of the algorithms before being filtered.

Results

As expected for perfect input stereo pairs, the generated raw disparity maps were
very close to the ground truth, letting almost no room for improvement. See the
figures presented in Table 3.2. Some of the filtered results were slightly worse than
those with the raw stereo data, as already reported in [10]. However, this previous
study also reported that incorporating spatial or temporal post-processing leads to
improvements when using noisy sequences that resemble real-world data.

All stereo-vision configurations, with either dynamic or static filtering approach,
reported better results when we used data from the spatio-temporal domains than
when we only used data from the temporal one. For spatial-2 and spatial-4, the dis-
parity values were closer (with respect to the index defined in Equation 6.18) to the
ground truth values than those obtained with Temporal. The spatial-8 configuration
was only better than Temporal for the static approach.

Dynamic Approach: The results for the dynamic approach are summarised in
Table 6.1. The figures on the table represent the average deviation from the ground
truth for the entire sequence. We highlighted using light blue shading the lowest
average deviation for every stereo-vision algorithm. Note that spatial-2 and spatial-
4 obtained almost the same results. When they reported the same figure we choose
to highlight that of spatial-2 as it require less computational power. Using bold font
we also highlighted the results for Temporal as we aim to emphasise that for this
sequence, the usage of the spatio-temporal method (for spatial-2 and spatial-4) out-
performed the temporal approach presented in [108].

Interestingly, all the stereo configurations showed a consistent behaviour. Spatial-
8 got the worst results regardless of which cost function defined the configuration
when compared with those from spatial-2, spatial-4 and Temporal. As expected, a
large neighbourhood degraded the final filtered disparity value and also increased
the computational complexity of the algorithm.
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BPM GCM SGM

CEN EPE SAD CEN EPE SAD CEN EPE SAD

spatial-2 0.15 0.13 0.17 0.25 0.62 1.46 0.31 0.18 0.17
spatial-4 0.15 0.13 0.17 0.25 0.62 1.68 0.30 0.20 0.15
spatial-8 3.81 3.85 4.13 3.46 3.48 4.84 3.23 3.02 3.27
Temporal 0.27 0.24 0.29 0.37 0.69 1.47 0.35 0.52 0.42
Raw 0.23 0.27 0.35 0.25 0.78 2.43 0.27 0.44 0.12

Table 6.1: Average deviation from the ground truth for the three stereo algorithms
using the dynamic approach. We highlighted using light blue shading the lowest
average deviation for every stereo-vision algorithm and, using bold font, we also
highlighted the results for Temporal for an easier comparison between the spatio-
temporal and the temporal approaches.

Spatial-2 and -4 performed almost identically. They showed a better perform-
ance than Temporal in any case and in six out of nine stereo configurations showed
better results than the raw results. The exceptions were GCM-CEN, SGM-CEN and
SGM-SAD. The GCM configuration obtained the same index as the raw results,
while the SGM configurations reported a worse index than that calculated for the
raw results.

The BPM configurations showed the most consistent behaviour, i.e. the same
trend for the three configurations. Spatial-2 and -4 reported better results than Tem-
poral; and even better than those obtained with the raw results. Figure 6.4, left,
shows the results from BPM-SAD. Note that the depicted graphs are smooth and
really close to the ground truth values. In all the charts depicted in this section, we
present the results either for spatial-2 or -4, as they were almost identical.

The GCM results varied according to the cost function that defined the config-
uration. GCM-SAD and GCM-EPE generated better results than those reported by
the raw results, for spatial-2, -4 and Temporal. The reason for this are the noisy dis-
parity maps originally generated by these two configurations. See, for example, the
green curves representing the raw results generated using GCM-SAD in the plots
from Figure 6.5. The filtered results for GCM-CEN, the best performing according
to the Table 3.2, were as good as those with the raw results.

For all the SGM configurations spatial-2 and spatial-4 outperformed Temporal.
Only for SGM-EPE the spatio-temporal filtering (spatial-2 and spatial-4) reported
an improvement with respect to Temporal and the raw results. The disparity values
obtained with SGM-EPE were not as perfect as the ones calculated with the CEN

and SAD configurations. Figure 6.6, left, shows the results for SGM-EPE. Note the
steadier performance of spatial-2 with respect to that of the raw results.



6.3. Experiments 125

BPM GCM SGM

CEN EPE SAD CEN EPE SAD CEN EPE SAD

spatial-2 0.10 0.11 0.13 0.19 0.34 0.35 0.13 0.11 0.14
spatial-4 0.10 0.11 0.13 0.19 0.33 0.36 0.16 0.11 0.13
spatial-8 0.20 0.22 0.20 0.22 0.24 0.45 0.09 0.20 0.19
Temporal 0.22 0.24 0.23 0.25 0.37 0.55 0.18 0.32 0.28
Raw 0.09 0.11 0.13 0.22 0.42 2.94 0.19 1.05 0.25

Table 6.2: Average deviation from the ground truth for the three stereo algorithms
using the static approaches. We highlighted using light blue shading the lowest
average deviation for every stereo-vision algorithm and, using bold font, we also
highlighted the results for Temporal for an easier comparison between the spatio-
temporal and the temporal approaches.

Static Approach: All the spatio-temporal techniques showed a better performance
than when just using data from the temporal domain. This represents the main dif-
ference with respect to the dynamic methods, as spatial-8 outperformed Temporal
for all the different stereo configurations. This is due to the fact that the object of
interest for the dynamic approaches is getting smaller as the sequences advances
in time, and thus, large neighbourhoods would introduce some disparities values
from the background senary. The overall results are presented in Table 6.2, whose
structure is as that of Table 6.1.

For the BPM configurations, all the filtering techniques reported worse results
that those reported by the raw disparity maps. There were almost none noisy dis-
parity values to be filtered out. It is interesting to note that Temporal and spatial-8
introduced a large amount of noise. Spatial-2 and spatial-4 performed as good res-
ults as those obtained with the raw stereo data. See, for example, the right chart in
Figure 6.4 where we show the results for BPM-CEN.

There was an improvement detected when compared with the raw results for
GCM, only for the EPE and SAD configurations. For GCM-SAD, the raw results
were largely improved by those obtained with any of the filtering techniques. This
was even more evident with the spatio-temporal approaches. The right chart in
Figure 6.5 depicts the results for this configuration. Note that the unsteady raw
results were improved and they were closer to the ground truth when using the
proposed filtering methods. The raw GCM-EPE results were also improved after
filtering. And, interestingly, spatial-8 reported the best performing results.

For SGM, regardless of the cost function used, all the filtering techniques im-
proved the results obtained with the raw disparity maps. This was more evident
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Figure 6.4: Left: BPM-SAD results for the dynamic approach. Note the degradation
on the evaluation index caused by the large neighbourhood used to define spatial-
8. Right: BPM-CEN results for the static approach. The improvement obtained
using the spatio-temporal approach rather than using only data from the temporal
domain, can be easily identified with this configuration.
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Figure 6.5: Results for GCM-SAD for the dynamic (left) and static approach (right).
The graphs for GCM are less smooth than those for the other algorithms due to the
more noisy initial disparity maps (see the green curves in both images).

with the EPE configuration, whose raw results were the worst among the SGM

configurations as can be seen in Table 3.2. For example, see the right chart in Fig-
ure 6.6. Note that the large jumps in the raw results are damped after the filtering.
It is worth to mention that spatial-8 reported the best results for SGM-CEN.
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6.4 Summary

This chapter discusses a method for post-processing disparity maps generated with
stereo-vision algorithms. The idea was to merge information from the spatial and
temporal domains via iconic Kalman filters and the available ego-motion data from
the ego-vehicle. We aimed to improve previously reported post-processing meth-
ods where only data from the temporal domain was used. The results obtained in
the performed experiments, where three different stereo algorithms where tested,
showed that the inclusion of spatial information does have a positive impact on the
improvement of the disparity measurements. For the dynamic filtering approaches,
if the neighbourhood defining the spatio-temporal technique is kept small, then the
results are better than the filtering that only uses data from the temporal domain.
It seems that, as expected, larger neighbourhoods tend to degrade the filtering pro-
cess. For the static approaches, all the spatio-temporal filtering techniques reported
better results than those obtained with Temporal. What is more, for a couple of
stereo configurations spatial-8 reported the best results.

Not all the filtering methods reported better measurements that those from the
raw disparity data. The stereo-configurations generated fairly accurate disparity
maps when using input synthetic data. However, for the stereo configurations that
generated noisy disparity maps, the proposed techniques managed to improve the
disparity measurements. These reported improvements suggest that the proposed
approach should also be tested using real-world sequences, using approaches as the
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Figure 6.6: Sample results for SGM. Left: SGM-EPE for the dynamic approach.
Right: SGM-EPE results for the static approach. In this particular plot it can be seen
how, even with a large neighbourhood (i.e. the spatial-8 method), the results were
better than those obtained with Temporal and raw.
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ones presented in Chapters 4 or 5, to evaluated the obtained results. This is left as
future research.



Chapter 7

Conclusions

The depth detected of a given scene using stereo-vision algorithms is considered reliable and
has been incorporated into delicate systems such as vision-based driver-assistance systems.
However, there is a lack of methods for evaluating the performance of stereo-vision algorithms
when there is no ground truth available. Such evaluation methods are needed in order to
precisely define the meaning of “reliable” and detect when and why this reliability has been
lost. The motivation for this thesis was to design a method that evaluates the depth generated
using stereo-vision algorithms when analysing uncontrolled environments. The proposed
method should provide an objective testing of the calculated depths (i.e. the disparity values)
without having the true measurements or prior knowledge about the scene geometry.

7.1 Summary

We proposed two approaches that suggest an answer to the stated problem. In
Chapter 4, we discussed adding a third, control camera to a given binocular stereo
camera system. Using the depth data generated with the stereo-vision algorithms,
we warp the reference image into a virtual image that registers the given scene as if
it would have been recorded with the control camera. The evaluation is then done
by comparing the image that was actually grabbed with the control camera and the
generated virtual image. This approach is not limited to binocular stereo-vision sys-
tems, as an (n+ 1) extra camera can be added to a n camera stereo system.

We noticed that the disparity values assigned to pixels in homogeneous regions
in the input images might be erroneously evaluated. We then proposed an alternat-
ive mask approach that considers only regions that are rich on texture. Even though
in the overall evaluation the original and mask approaches reported similar results,
the mask approach was useful for revealing certain behaviours (miscalculations or
correctly matched pixels lost in regions full of miscalculations) that were not that
evident with the original approach. Therefore, the suggestion while using the trin-
ocular approach is to use both approaches to obtain a maximum of information
about the calculated disparity maps.
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The proposed trinocular approach seems to be an adequate answer to the prob-
lem of finding an objective evaluation method in the absence of ground-truth. The
relatively simple hardware setup allows to record data sets that could fit the particu-
lar necessities of the different applications. While the low computational complexity,
makes it a good “on the fly” evaluation method. Future research for this method,
could be to generate an evaluation index for each of the pixels in the disparity maps.
This could make it possible to discard just a few miscalculated values rather than an
entire disparity map.

In Chapter 5 we described a ground truth-based evaluation approach. The sur-
rounding environment of the ego-vehicle was scanned using a laser range-finder.
We generated the ground truth disparity images required for the evaluation from
the precise range readings. Due to the different resolutions between the stereo cam-
era and the range-finder, we were only able to make an accuracy evaluation of less
than 10% of the pixels in the disparity map. To consider more pixels in the evalu-
ation, we defined a process that compared patches from the ground truth and the
disparity images. Depending on the scene under analysis, we calculated a confid-
ence measure using around 70% of the total pixels in a disparity map.

From the performed experiments, the patch approach appears to complement
the direct comparison adequately. There is no way to evaluate the majority of pixels
in a dense disparity map representing dynamic environments without using inter-
polation or extrapolating methods.

The two presented evaluation evaluation approaches seemed to report correctly
issues in the disparity maps originated by a specific situation in the input data. It is
still needed to work out, based on the obtained evaluation indices, when that depth
data from the disparity maps is no longer reliable. This has to be defined depending
on the application.

In Chapter 6, and away from the evaluation subject, we explore the benefits of
using data contained in the spatio-temporal domains for improving the disparity
calculation. Using a Kalman filter end the ego-motion data from the ego-vehicle, we
filtered out some of the mismatched pixels. The results obtained from the presented
experiments, are encouraging enough to try this approach using real-world data and
also consider more general motion models. To measure the potential improvements,
the techniques discussed in the previous chapters would provide an objective eval-
uation.
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7.2 Future Work

Research that we consider as being future work can be summarised into two main
categories. First, to create an experimental data set that consists of trinocular ste-
reo sets and ground truth images. The true measurements required to generate the
ground truth images could be acquired using the approach discussed in Chapter 5,
or as in [49], a paper that has been recently published (after submission of the thesis).
The idea is to compare the estimated confidence calculated with the proposed trin-
ocular evaluation approach with an accuracy evaluation (i.e. the direct comparison
used in Section 5.2) based on ground truth measurements. We expect from such a
study to be able to determinate a value ν that represents the lower limit of the NCC

index. Any NCC value less than ν will imply that the input disparity map does not
offer sufficient useful information.

Second, to generate an evaluation data set of trinocular stereo sequences that
contains challenging scenarios for the stereo-vision algorithms. The definition of
challenging would be based on the lower limit ν described in the previous paragraph.
The data set should not be considered to be a defined once and for ever, as the
number of challenging scenarios will increase when stereo-vision algorithms are
used in a broader class of applications. However, as a trinocular system can be
easily replicated, more sequences could be added to such a benchmark data base.
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back projection, 20

camera
pose, 15
attitude, 15
calibration, 18
control, 55
coordinate system, 14
external parameters, 16
image domain, 14
internal parameters, 14
optical centre, 14
pinhole-type camera, 14

configuration, 28
constraints

epipolar, 22
coordinate system, 11
cost function, 25

census transform, 27
gradient-based, 28
sum of absolute differences, 28

disparity, 22
map, see disparity image

ego-motion data, 117
ego-vehicle, 2
energy function, 25

data term, 25

smootheness term, 25
euclidean transformations, 17
evaluation index, 33

normalized cross-correlation, 62
patch confidence measure, 99
percentage of good matched pixels,

38
root mean squared, 37

focal length
lateral, 15
vertical, 15

homogeneous coordinates, 17

image
coordinate system, 12
digital, 3, 12
disparity, 23
engineered, 5
homogeneous region, 63
principal point, 14
rectification, 14, 19
synthetic, 5

laser range-finder, 89

noise functional, 34
additive Gaussian, 36
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additive intensity, 34
Gaussian blurring, 36

occluded point, 23

pinhole-type camera, see camera
pixel, 12

corresponding, 22
neighborhood, 13

projection
back projection, 11
center of, 14
central, 14
plane, 14

projective
geometry, 17
transformation, 17

robustness, 6
roll angle, 16

situation, 53
stability, 6
standard stereo geometry, 19
stereo camera, 19

base line, 20
external parameters, 20
internal parameters, 19
match camera, 20
match image plane, 20
reference camera, 20
reference image plane, 20

stereo pair, 19
stereo-vision algorithm, 22

belief-propagation, 25
global, 24
graph cuts, 26
semi-global matching, 26

tilt angle, 16
triangulation, 22

trinocular evaluation method, 56
full, 65
mask, 65

trinocular stereo set, 56

yaw angle, 16
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