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Abstract 

This thesis considers novel methods in two aspects of phylogenetics: supertrees and 

phylogenetic diversity.  In each area, I examine a recently described novel method, 

explore it’s properties, expand it, compare it’s performance to a popular established 

method using simulated data and develop new tests.   

Supertree methods construct a tree from a set of input trees with overlapping taxa.  This 

thesis focuses on the maximum likelihood supertree method.  Open challenges with the 

method are addressed, including the implications of the normalising constant on the 

choice of distance metric and the inclusion of non-binary input trees.  An alternative 

likelihood model, a new method - the maximum likelihood consensus method - and a 

diagnostic test for evaluating the fit of the likelihood model and the performance of the 

method are proposed.   

Sets of input trees are generated under different conditions, including incomplete 

lineage sorting, and model misspecification.  The performance of the methods differs 

between the simulations, but is found to be dependent upon the level of variation 

between the input trees.  The maximum likelihood supertree method is as effective as a 

popular method, matrix representation with parsimony (MRP).  The maximum 

likelihood consensus method is as effective as MRP and majority-rule consensus. 

Phylogenetic trees can be used in conservation to assess the diversity of a set of species 

and select the set that maximises diversity.  This thesis focuses on the maximum 

minimum distance (MMD) method.  Using feature alignments generated by a birth-

death Dollo parsimony model, MMD is compared to phylogenetic diversity (PD).  As 

the variation of the rate of evolution along the tree increases and/or the feature loss rate 

increases, MMD is generally increasingly more successful than PD.  However, 

predicting whether MMD or PD will be more successful for a given tree is a difficult 

task.  MMD also appears to be more robust to errors in the tree or distance matrix 

estimation than PD.    
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A new method, Maximising Diversity with Feature Loss (MDFL), is proposed, which 

is as at least as successful as both PD and MMD in these simulations.  The properties of 

MMD and MDFL are explored and some extensions proposed. 
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Preface 

A phylogenetic tree illustrates the diversity of life.  It represents the evolutionary 

history of a set of species or evolutionary units.  Since the concept of evolutionary trees 

was first described, there has been a surge in the field of phylogenetics, both in the 

number of methods used to construct phylogenetic trees and the number of problems to 

which they can be applied.  This thesis looks at novel methods in two topics in 

phylogenetics that deal with diversity: how to reconcile the diversity of trees with 

overlapping data sets and the application of phylogenetic trees in conservation to 

preserve the diversity of species.  The thesis is divided into two parts, each part 

exploring one of these topics. 

Part One of this thesis focuses on the problem of incongruence among phylogenetic 

trees.  Phylogenetic trees with overlapping sets of taxa often display differences or 

diversity.  Supertree methods construct a phylogenetic tree from a set of input trees and 

attempt to reconcile this diversity.  This thesis focuses on a recently described novel 

method, the maximum likelihood supertree method.   

Part Two of this thesis focuses on the application of phylogenetic trees as a tool to 

assess biodiversity in conservation, and the problem of selecting a set of taxa of a given 

size for conservation with the goal of maximising biodiversity.  This problem is 

analogous to the problem of selecting a set of species for sequencing.  This thesis 

focuses on a recently described novel method, the maximum minimum distance 

(MMD).  This is an existing method from operations management that has been 

recently applied to the problem of biodiversity.  Although this method does not 

necessarily use a phylogenetic tree - it can be applied to any distance matrix, including 

those constructed from a tree - the method was designed to maximise properties 

observed in a phylogenetic tree and was proposed as a counterpoint to a popular 

phylogeny based method, phylogenetic diversity (PD).  Furthermore, in this thesis, 

MMD is applied to distance matrices obtained from a tree and the tests used here 

assume a tree like model of feature evolution. 

Both parts of this thesis explore and expand on recently described methods in areas of 

phylogenetics that deal with diversity.  As the two parts examine different methods 
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from different fields of phylogenetics that deal with different types of diversity, the data 

and tests used to investigate these methods differ between the two parts.  However, 

both parts of the thesis explore the same questions in their respective fields of 

phylogenetics using similar approaches.  In each part of this thesis, a recently described 

method in the topic is considered.  When these methods were originally described, 

although they potentially offered many advantages, they were only compared to 

existing methods mathematically or using isolated examples.  In this thesis, these 

methods are compared to an established popular method using simulated data.  The 

properties of these novel methods are explored and the methods are extended.  In 

addition, new tests are developed and new methods are proposed. 

The first chapter of each part explores the motivations behind the problem, describes 

existing methods and introduces the methods examined in this thesis.  The following 

chapters discuss the new work on these topics and the final chapter summarises these 

results and suggests avenues for future research. 
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Chapter 1. Supertrees 

Traditional phylogenetic methods build a tree from a single data set.  However, two 

phylogenetic trees containing the same set of taxa but built with different data sets will 

not always have the same topology (for example Soltis and Kuzoff 1995, Graham, et al. 

1998, White, et al. 2009, Wiens, et al. 2010).  Therefore, it may be necessary to 

consider many trees or data sets when trying to estimate the true phylogeny.  Supertree 

methods build a single phylogeny from a set of input phylogenies where the set of taxa 

of each of the input trees overlap.  When the sets of taxa in the input trees are identical, 

this is also known as the consensus tree problem.  Supertree methods have many 

advantages, including the ability to combine information from many different data 

sources (Page 2004) as well as offering a divide-and-conquer approach for building 

large phylogenetic trees (Bininda-Emonds and Stamatakis 2007).  One important 

benefit of supertree methods is the ability to reconcile incongruence between input 

trees. 

Supertree and consensus methods can be used to answer two related problems.  They 

may estimate the true tree that generated the input trees or summarise the information 

contained in the input trees.  Whilst these two aims may sound equivalent and may 

produce identical results in some cases, these two approaches make different 

assumptions about novel clades in the supertree.  When summarising the information in 

the input trees, all of the clades in the supertree should be present in at least one of the 

input trees, and ideally should be present in the majority of input trees (Pisani and 

Wilkinson 2002).  In contrast, when estimating the tree that generated the input trees, 

some clades may be present in the supertree, which are not present in any of the input 

trees (Bininda-Emonds 2005, Steel and Rodrigo 2008).  One argument for this is 

because this new clade may represent a midway point between the differences observed 

in the input trees.  It seems more likely that all of the input trees acquired errors at a 

similar rate, resulting in all of the input trees now differing from this clade, rather than 

one input tree gaining no errors and the clade remaining constant in this tree, with all of 
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the other input trees acquiring more errors than assumed in the previous scenario.  

Different aims may be appropriate for different data sets or studies (Bininda-Emonds 

2005); for example, we may wish to estimate the species tree that generated a set of 

gene trees but summarise the information in a set of bootstrap replicates and determine 

which clades occur most frequently.  Some supertree and consensus methods may be 

designed to achieve one aim but the resulting supertree or consensus tree is assumed to 

satisfy both aims.  This thesis specifically considers the situation where supertree 

methods are used to estimate the tree that generated the input trees. 

The first half of this thesis examines the performance of a recently described supertree 

method - the maximum likelihood supertree method (Steel and Rodrigo 2008).  This 

method was designed to estimate the supertree most likely to have generated the input 

trees assuming a simple statistical model of tree distribution.  This thesis looks at 

extending the maximum likelihood supertree method and proposes some diagnostic 

tools to evaluate its performance.  This thesis also examines the performance of the 

maximum likelihood supertree method as a supertree method and, in the more specific 

consensus setting, as the maximum likelihood consensus method.  The performance of 

the method is evaluated using simulated data where the disparities between input trees 

are caused by two different processes: incomplete lineage sorting, and the combination 

of substitution rate and model misspecification.  The performance of the maximum 

likelihood supertree method is compared to a popular supertree method - matrix 

representation with parsimony (MRP) (Baum 1992, Ragan 1992).  This method has 

been used to construct supertrees for a wide variety of species, including recently the 

phylogenies of fungi (Ebersberger, et al. 2012), Crocodyliformes (Bronzati, et al. 

2012), Tree Squirrels (Pečnerová and Martínkivá 2012) and fowls (Eo, et al. 2009). 

The remainder of this chapter outlines the motivations behind supertree methods, 

describes the existing methods, introduces the maximum likelihood supertree method 

and MRP, and outlines the structure of the rest of this part of the thesis.  The following 

chapters, 2, 3 and 4 introduce new research on this problem and Chapter 5 summarises 

this work and suggests avenues for future research. 
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1.1. Motivations for combining data sets and trees 

There are many motivations for combining information from different sources when 

building a phylogeny.  This information may be in the form of multiple input trees or 

the data used to create those trees, for example, DNA alignments.  A different data 

source generally refers to information from different genes; but can also refer to 

information from the same gene but with different samples or methods of analysis, or, 

depending on the style of analysis used, can even refer to different types of biological 

information, for example, phenotypic or DNA-DNA hybridisation information.  

Combining information can be extremely important because of incongruence between 

trees reconstructed from a single data source (Slowinski and Page 1999).   In addition, 

combining information from different data sources has many practical benefits. 

1.1.1. Practical motivations 

There are many practical motivations for combining information from different sources 

when building a phylogenetic tree, particularly when building large trees.  Considering 

multiple genes can reduce the volume of sequencing that must be done for a new study, 

although care must be taken that data is not duplicated across the input trees (Bininda-

Emonds, et al. 2004).  There is a vast quantity of sequenced data already available from 

previous research; however, coverage across taxa and genes is sporadic and is 

dependent upon the focus of previous studies.  There are a large number of species 

sequenced for a small number of genes and a large number of genes sequences for a 

small number of species (Sanderson and Driskell 2003).  It may be impossible, whether 

due to cost, time or a gene’s absence from some taxa, to fill in all the missing taxa for a 

single gene or dataset.  Combining multiple trees or alignments allows the inclusion of 

information from previous studies and can reduce the cost of a study.  Thus, for 

practical reasons, it can be necessary to consider multiple sources of information when 

trying to estimate the true tree.  

1.1.2. Incongruence 

When two trees are congruent, the problem of combining them to build a supertree is 

trivial.  However, this is often not the case.  Two phylogenetic trees containing the 

same set of taxa but built with different data sets or methods may not have the same 
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topology (Slowinski and Page 1999).  Incongruence can result from a variety of 

processes and can represent errors or true variation between the trees (Slowinski and 

Page 1999).  Therefore, in order to reconstruct the true phylogeny, it may be necessary 

to consider many trees.   

There are many potential causes of incongruence between trees.  Some differences 

represent true disparities in the phylogenetic history of different sections of the genome.  

For example, trees built on an individual gene - gene trees - often differ from the 

species tree (Maddison 1997).  A phylogeny may be an accurate representation of the 

evolutionary history of the data used to build it, but, this does not represent the true 

history of the genome.  Discrepancies can arise genuinely, for example, due to 

incomplete lineage sorting, horizontal gene transfer, hybridisation and gene duplication 

and loss (Doyle 1992, Maddison 1997, Slowinski and Page 1999).  For example, a 

phylogeny built using a section of DNA where horizontal gene transfer has occurred 

will differ from a phylogeny built using a section of DNA where no horizontal gene 

transfer has occurred.  Although both trees may be reconstructed correctly to represent 

the true evolutionary history of the given section of DNA, the tree reconstructed using 

the section of DNA where horizontal gene transfer has occurred does not represent the 

history of the genome.  Therefore, combining multiple trees is necessary when 

estimating the species tree.   

Additionally, irregularities may arise from errors in the sequencing or tree building 

processes.  For example, mislabelled sequences, errors when reading sequences, 

incorrectly identified orthologous genes, poor alignments and inadequate tree building 

methods, including substitution model misspecification, may all contribute to errors in a 

phylogeny and cause phylogenies to differ (Swofford, et al. 1996, Slowinski and Page 

1999).  Although these errors do not represent true differences in the evolutionary 

history, multiple data sets must still be considered in order to estimate the true tree. 

Incongruence between trees can be the result of any combination of these processes.  

As incongruence can in fact be the result of real biological processes, simply improving 

sequencing and tree building methods will not resolve this problem when estimating the 

generating tree from a single set of data.  Regardless of the source of these differences, 

it is necessary to consider multiple input trees when searching for the true generating 

tree to improve the accuracy of the supertree.  Incongruence between input trees is, 
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thus, a driving motivation for combining information from different data sources when 

estimating a phylogeny.  

1.2. Approaches for combining data 

Supertrees and the total evidence approach can be used to combine information from 

different sources to build a phylogenetic tree.  These methods do not require the data 

from each source to cover the same set of taxa; however, the sets of taxa do need to 

overlap.  In the total evidence approach, alignments are concatenated and the resulting 

super alignment is analysed as normal to construct a phylogeny.  In contrast, supertrees 

are constructed by analysing a set of input trees.  These two approaches both have 

benefits and drawbacks. 

1.2.1. Total evidence 

Gene alignments can be conjoined into a super alignment.  This resulting alignment can 

then be analysed to produce a phylogenetic tree.  It may be analysed using traditional 

phylogenetic methods or fast heuristic approaches (Sanderson and Driskell 2003).  Not 

every taxon in the super alignment is required to be present in all of the individual 

alignments; however, the sets of taxa in the individual alignments must overlap.  When 

a taxon is absent from an individual alignment, its sequence can be encoded as missing 

data for that section of the super alignment.  However, a high volume of missing data 

may impact the performance of some phylogenetic methods (Sanderson and Driskell 

2003).  This process is known as the total evidence (Kluge 1989), supermatrix or 

concatenation approach to tree building.  It was recently used to construct a phylogeny 

of the primates (Fabre, et al. 2009) and the native birds of New Zealand (Lanfear and 

Bromham 2011).  This approach is often argued to provide better estimates of the tree 

than supertree methods (Gatesy, et al. 2002, Gatesy, et al. 2004, Gadagkar, et al. 2005) , 

but has some drawbacks. 

One advantage of the total evidence approach is that it considers all of the phylogenetic 

signal in an alignment (De Queiroz and Gatesy 2007).  A phylogenetic tree typically 

does not represent all of the signal in an alignment.  That is, the sites in the alignment 

are unlikely to unanimously support every clade in the tree.  By considering each of the 

sites in all of the alignments, this approach will also consider the strength of 
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phylogenetic signal supporting the clades and incorporates additional phylogenetic 

signal that would be missed by using a single tree to represent each individual 

alignment.  This can even lead to novel clades through signal enhancement (Barrett, et 

al. 1991, Bininda-Emonds 2004).  By incorporating this additional data, this approach 

may be more accurate than simply using a single phylogeny to represent each 

alignment. 

An important consideration, however, when using this approach is that the alignment is 

analysed appropriately (Ren, et al. 2009).  Errors may occur if the alignment is naively 

analysed with a single substitution model.  Different sites and genes may evolve at 

different rates or under different substitution models, and the data and models must be 

partitioned and analysed appropriately (Ren, et al. 2009).  In addition, the total evidence 

approach limits the data types used; for example, DNA sequence data cannot be 

combined with DNA-DNA hybridisation data.  Also, given a large data set, with many 

taxa and conjoined alignments requiring different substitution models, this method can 

be computationally intensive (Sanderson and Driskell 2003, Geisler, et al. 2011). 

1.2.2. Supertrees 

In contrast, a “supertree” may be constructed from multiple input trees with 

overlapping sets of taxa.  As with the previous approach, the input trees are not 

constrained to having identical sets of taxa; however, the sets must overlap.  The 

supertree will contain all of the distinct taxa present in the input trees and is, thus, likely 

to be larger than any of the individual input trees.  By analysing alignments indirectly 

through the input trees, this method may miss some information that was present in the 

alignments; however, supertrees offer many practical benefits and this indirect 

approach to tree building can be as effective as the more direct total evidence approach 

(Bininda-Emonds and Sanderson 2001).  Supertree methods have been used in a variety 

of studies to construct phylogenies for everything from mammals (Campbell and 

Lapointe 2010) to marsupials (Cardillo, et al. 2004) to fowls (Eo, et al. 2009).   

Supertree methods have been criticised for not using all of the information available 

(Gatesy, et al. 2004).  Unlike the total evidence approach, the supertree is not 

constructed directly from the genetic data but from input trees that represent that data.  

Furthermore, supertree methods typically only consider the topologies of the input trees 
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and ignore branch lengths and information quantifying the level of support for the 

clades. Therefore, the success of the supertree method may be dependent upon how 

accurately the input trees represent the data they were built on.  However, some 

supertree methods do incorporate branch length information (for example Lapointe and 

Cucumel 1997) or bootstrap statistics (for example Moore, et al. 2006).  Furthermore, 

some supertree methods allow for input trees to be weighted, so that multiple trees can 

be submitted from a single data source and weighted appropriately, based on the 

strength of support for that tree from its data source (for example Steel and Rodrigo 

2008).  In addition, most supertree methods also allow input trees to contain 

multifurcations.  Data sets with short times between speciation events may contain 

insufficient phylogenetic signal to resolve the branching pattern in some regions of the 

tree.  Rather than resolving these regions arbitrarily to produce binary trees, these 

regions with low signal may be represented with a multifurcation. 

Supertree methods have many advantages.  Any relevant existing trees from previous 

phylogenetic studies may be included in the construction of the supertree with no 

additional cost to the current study, although these trees must be considered carefully so 

that some individual species samples, which have been used in multiple trees, are not 

overrepresented (Bininda-Emonds, et al. 2004).  Furthermore, any biological data that 

can be represented in a tree can also be incorporated in a supertree analysis; for 

example, both DNA and amino acid alignments can be included (Bininda-Emonds, et 

al. 2002).  Other data sources, for example, phenotypic data, can also be included.  

Moreover, building large trees can be computationally intensive.  Supertree methods 

offer a divide-and-conquer approach to building large phylogenetic trees (Page 2004).  

By dividing the problem into a set of smaller overlapping trees which can be built 

relatively quickly, a large phylogeny may be assembled in a shorter period of time.  

However, one important consideration is how a supertree method deals with 

incongruent input trees.  As there is no single obvious method for interpreting and 

combining incongruent input trees to build a supertree, there are a variety of supertree 

methods available, with a variety of approaches for reconciling input trees.  
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1.3. Incongruence and interpreting supertrees 

There are two approaches for interpreting supertrees and these can affect how conflict 

in the input trees should be resolved.  A supertree can be considered a summary of the 

information contained in the input trees; and therefore any conflict is resolved by 

summarising the information contained in the majority of the input trees.  This is 

analogous to the typical approach to consensus trees.  Alternatively, a supertree can be 

perceived as an estimate of the true tree that generated the input trees.  In this case, 

conflict is resolved by finding the resolution that is most likely, given some biological 

model, to have produced the input trees.  A supertree method may implicitly assume to 

solve one of these objectives, but the resulting supertree may be interpreted as an 

answer to either objective. 

These two approaches affect the interpretation and treatment of novel clades.  Some 

authors have argued a supertree method is flawed if it returns trees containing novel 

clades (Bininda-Emonds 2003b).  Any clade that is present in over 50% of the input 

trees should ideally be included in the supertree; however, in some cases all of the input 

trees may disagree.  Whilst spurious novel clades, which, for example, are the result of 

a bias in the supertree method, should be of concern under either interpretation of a 

supertree, all novel clades are a cause for concern when a supertree represents a 

summary of the input trees.  However, when the supertree is an estimate of the tree that 

generated the input trees, some novel clades in the supertree may justifiably occur.  

This is due to incongruence between the input trees resulting in some clades from the 

true generating tree no longer appearing in any of the input trees (for example Degnan 

and Rosenberg 2006).  Thus, the supertree may justifiably contain some novel clades 

under this interpretation.  However, the accuracy of these clades in any given supertree 

is still dependent upon the assumptions made by the supertree method used and whether 

it appropriately models the conflict between input trees. 

1.4. Supertree Methods 

Supertree methods generally focus on the topologies of the input trees, though some 

also consider the branch lengths of the input trees (for example Lapointe and Cucumel 

1997).  Whilst some methods will only produce multifurcations in the supertree when 

conflict occurs in the input trees, for example, the strict (Gordon 1986) and semi-strict 
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(Goloboff and Pol 2002) supertree methods, the majority of supertree methods attempt 

to resolve any conflict between the input trees.  

There are a wide variety of supertree methods available which optimise many different 

criteria to resolve conflict.  Some methods are directly inspired or adapted from 

consensus methods.  For example, majority rule supertree methods (Cotton and 

Wilkinson 2007, Dong and Fernández-Baca 2009, Dong, et al. 2010, Kupczok 2011b) 

are analogous to the majority rule consensus method; whilst min-cut (Aho, et al. 1981, 

Semple and Steel 2000) and modified min-cut (Page 2002) are adapted from the Adams 

consensus method.  However, there are other methods which optimise alternative 

criteria, including methods that analyse the triplets or quartets in the input trees 

(Wilkinson, et al. 2005), Bayesian methods, (Ronquist, et al. 2004) and methods that 

consider the distances between pairs of taxa (Lapointe and Cucumel 1997)  or the 

number of nodes between pairs of taxa (Creevey, et al. 2004).  Some of these methods 

rely on biological models; for example, Gene Tree Parsimony (Slowinski and Page 

1999, Cotton and Page 2004) which uses a model of gene duplication and loss to 

resolve any conflict. 

1.5. Matrix representation with parsimony 

The arguably most popular supertree method is the matrix representation with 

parsimony (MRP) (Baum 1992, Ragan 1992).  A binary alignment is formed for each 

input tree, where the rows represent the taxa in the input tree and the sites or columns 

represent the internal nodes in the rooted input tree.  At a given site, all taxa that are 

descendants of the node represented by this given site are encoded with one, whilst all 

remaining taxa in the input tree are encoded with zero.  These alignments are conjoined 

across all of the input trees.  Any taxon missing from an input tree is encoded as 

missing across all sites relating to that input tree.  This method is described in terms of 

rooted input trees, but can be used with unrooted input trees by rooting all of the input 

trees by the same taxa or adding a dummy (all-zero) outgroup to each input tree if there 

is no taxon common to all trees (Ragan 1992).  The resulting matrix is then analysed 

with reversible parsimony to find the most parsimonious tree.  When this form of 

reversible parsimony is used, MRP is equivalent to optimising a function of the 

bipartitions in the input trees.  This is because the binary matrix representing the 
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presence or absence of taxa in the clades of the input trees can also be interpreted as 

representing the bipartitions in the input trees.   

Each branch in the tree partitions the taxa in the tree into two distinct sets or clusters.  

These are the set of taxa on one side of the branch and the set of taxa on the other side.  

On a rooted tree this can also be defined as the set of all taxa descendant from the child 

node of the branch and the set of all other taxa in the tree.  When comparing two trees 

the bipartitions may differ between the trees depending upon the topology of each tree.  

As, when comparing two trees with the same set of taxa, the bipartitions defined by the 

pendant branch edges will always create the same sets in each tree, this thesis explicitly 

deals with only non-trivial bipartitions, i.e. only those bipartitions created by internal 

branches.   

The binary matrix used by MRP represents the clades in the input trees.  By the 

definition of a clade, the set of taxa present in a clade are all of the taxa descendant 

from a given common ancestor (one of the nodes in the input tree).  This set of taxa can 

also be interpreted as the set of taxa partitioned by the branch immediately preceding 

the common ancestor.  The set of taxa absent from this clade are the set of taxa on the 

other side of the partition.  Thus, the binary matrix of clades can also be interpreted as a 

matrix of the bipartitions in the input trees.  When reversible parsimony is used both 

changes from one to zero and zero to one are allowed, thus the direction of the branch 

(this defines the clade) is not considered and MRP can be considered to be optimising a 

function of the bipartitions in the input trees. 

MRP belongs to a set of related methods which translate the input trees into a binary 

matrix.  These methods differ in the way the input trees are encoded in the binary 

matrix and/or the method used to analyse the matrix to find the supertree.  For example, 

irreversible MRP (Bininda-Emonds and Bryant 1998), MinFlip (Chen, et al. 2003, 

Eulenstein, et al. 2004, Chen, et al. 2006) and MRL (Nguyen, et al. 2012) construct the 

same matrix, but use different techniques to find the supertree.  Irreversible MRP 

analyses the matrix using irreversible parsimony, i.e. Camin-Sokal (Camin and Sokal 

1965), whilst MinFlip finds the supertree that minimises the number of entries in the 

matrix that must be flipped for the matrix to be compatible with the supertree.  MRL 

analyses the matrix using a symmetric 2-state maximum likelihood model.  Other 

methods encode the information from the input trees in the matrix in different ways.  
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For example, as in MRP, Purvis MRP (Purvis 1995) encodes the descendant taxa of a 

node as one, but only taxa that are descendants of the sibling node to this node are 

encoded as zero.  All other taxa in the input tree are encoded as missing for this site.  

MRP’s popularity is largely due to its speed, its ability to resolve conflict between input 

trees and its prevalence in the literature (Bininda-Emonds 2004), rather than any 

theoretical justification.  However, there are a number of arguments against the MRP 

method, many of which are also relevant to other supertree methods (Pisani and 

Wilkinson 2002, Gatesy, et al. 2004, Gatesy and Springer 2004).  One criticism is that 

it is not immediately clear what criterion MRP is optimising (Rodrigo 1993, Rodrigo 

1996, Goloboff 2005).  Additional arguments against MRP include: many supertree 

methods lack a biological rationalisation particularly when resolving conflict (Rodrigo 

1993, Slowinski and Page 1999, Cotton and Page 2004); many supertree methods are 

biased towards a particular tree shape (Wilkinson, et al. 2005);  MRP, and some other 

supertree methods, are influenced by the number of taxa in each of the input trees 

(Purvis 1995); and many methods lack a statistical justification (Ren, et al. 2009).  In 

particular, it has been shown that, under some settings, MRP may not converge to the 

true tree even as more input trees are added (Steel and Rodrigo 2008, Wang and 

Degnan 2011) – although later research suggests other methods, including the 

maximum likelihood supertree method would also not converge under these conditions 

(Wang and Degnan 2011).  Also, in some instances, the accuracy of MRP even 

improves as taxa are removed from input trees (Wang and Degnan 2011). 

1.6. Maximum likelihood supertree method 

The maximum likelihood supertree method was recently proposed by Steel and Rodrigo 

(2008) and offers a statistical based approach to building supertrees (Cotton and 

Wilkinson 2008) that models the distribution of errors between the input trees.   This 

method takes a set of unrooted binary input trees and constructs a binary supertree.  The 

aim of the maximum likelihood supertree method is to minimise the error between the 

input trees and the underlying generating tree.  This error-based model is different from 

the process-based model used in traditional phylogenetic methods.  Building a 

phylogenetic tree from a set of sequences using maximum likelihood analysis relies on 

modelling the process of substitution.  Here, in the maximum likelihood supertree 

method, the probability distribution of outcomes is modelled.  This is independent of 
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the processes that create the errors between the generating tree and input trees.  The 

supertree is the tree that maximises this likelihood equation, 
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T is the proposed supertree and {T1, T2, … Tk} is the set of input trees.  Xi is the set of 

taxa in Ti and T|Xi is the subtree of T containing only the taxa in Xi.  The distribution of 

the error or distance between the supertree and input trees is modelled using a simple 

exponential model of phylogenetic error, where the probability of observing a given 

tree falls off exponentially with its distance from the generating tree.  d(Ti, T|Xi) is the 

distance between an input tree, Ti, and the supertree, T, given taxon set Xi.  This can be 

measured using any distance metric, for example, the Robinson-Foulds metric 

(Robinson and Foulds 1981).  βi is the weight for Ti.  This parameter allows the user to 

weight the input trees.  These weights are determined by the user before the analysis 

and this parameter is not optimised during the search for the supertree.  This parameter 

allows the weighting attributed to each input tree to vary according to the user’s 

confidence in that tree.  This confidence may vary depending on the data or the method 

used to construct the input tree, for example, trees from a high quality dataset may be 

given a higher βi value than trees from a lower quality dataset.  Alternatively, βi can be 

set to one for all Ti so that all input trees are weighted equally.  Together, the beta and 

distance term are proportional to finding the (weighted) median tree (Steel and Rodrigo 

2008).  To convert this into a likelihood equation, the median term is scaled by a 

normalising constant.  The normalising constant, αi, is calculated by 
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B(Xi) is the set of all possible binary tree topologies for taxon set Xi.  The exact 

calculation of the normalising constant was not described by Steel and Rodrigo; 

however, it was recently outlined by Bryant and Steel (2009) for the case where the 

exponential likelihood model is used in conjunction with the Robinson-Foulds tree 

metric.  Furthermore, Bryant and Steel proposed a fast approximation of the 

normalising constant for this situation.  This approximation is applicable when the 

number of taxa in the input tree is large.   
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Steel and Rodrigo noted that when the Nearest Neighbour Interchange (NNI) distance 

metric is used and β is set to 1 for all of the input trees, this tree is equivalent to one 

described by Cotton and Wilkinson (2007).  Furthermore, when the Robinson-Foulds 

distance metric is used, the strict consensus of the maximum likelihood supertrees is in 

effect the Majority-Rule(-) supertree (Cotton and Wilkinson 2007). 

1.7. In this thesis 

In the first half of this thesis, the maximum likelihood supertree method is extended, its 

limitations highlighted and its performance is compared to MRP using simulated data.  

This method is also applied to the consensus setting, to create the maximum likelihood 

consensus method. 

Despite the many benefits of maximum likelihood supertrees, the method is currently 

theoretical and there are still obstacles to overcome before it is of use in a practical 

setting.  The following chapter, Chapter 2, considers the properties and limitations of 

the maximum likelihood supertree method.  These limitations stem from the calculation 

of the normalising constant.  It highlights the limitations on the choice of distance 

metric and the considerations necessary when implementing an alternative likelihood 

model.  These problems were not detailed by Steel and Rodrigo and haven’t been 

addressed in the subsequent literature.  This chapter also proposes some modifications 

that allow multifurcations in the input trees.  Finally a simple diagnostic tool is 

suggested that may indicate cases where the error distribution does not fit the 

exponential likelihood model and the maximum likelihood supertree may not be an 

accurate estimate of the generating tree. 

In Chapters 3 and 4, the performance of the maximum likelihood supertree method is 

compared to MRP using simulated data.  Whilst there are multiple potential causes of 

incongruence between input trees, these simulations specifically consider two cases: 

where the input trees have been constructed perfectly and incongruence is the result of 

incomplete lineage sorting; and where the alignments are generated directly from the 

true tree and any differences between an input tree and the generating tree are the result 

of model misspecification in the tree building process.  In each case, different 

parameters are altered to influence the variance between the input trees and the 

generating tree.  Furthermore, as a tree shape bias has been demonstrated in MRP and 
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many other supertree methods (Wilkinson, et al. 2005), these simulations consider the 

cases where the generating tree is balanced (also referred to as symmetric trees) or 

unbalanced (also commonly referred to as caterpillar trees).   

Chapter 3 of this thesis applies the maximum likelihood supertree method to the 

consensus setting to form the maximum likelihood consensus method.  The aim of the 

maximum likelihood consensus method is to estimate the tree that generated the input 

trees.  Chapter 3 examines the performance of the maximum likelihood consensus 

method compared to MRP (which has previously been referred to as a consensus 

method in the literature (Baum 1992, Bininda-Emonds 2003a)), and a popular 

consensus method, majority rule consensus (Margush and McMorris 1981). 

The degree of overlap between input trees can affect the success of a supertree method.  

In Chapter 4, the number of taxa in the input trees varies and the performance of the 

maximum likelihood supertree method is compared to MRP. 
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Chapter 2. Addressing the challenges of the maximum 

likelihood supertree method 

The maximum likelihood supertree method is a promising method that offers many 

benefits.  The method, as described by Steel and Rodrigo (2008), was designed to work 

with binary input trees and any tree distance metric.  They outlined the method 

explicitly with an exponential likelihood function; however, any decreasing likelihood 

function can be substituted.  Although Steel and Rodrigo did not specify a distance 

metric, and theoretically, any distance metric may be used, later work has concentrated 

on the Robinson-Foulds distance metric (Bryant and Steel 2009).  However, if the full 

potential of the maximum likelihood supertree method is to be realised and the method 

is to be applied to real data, its properties and limitations must be understood and some 

problems must be addressed.  This chapter highlights some open challenges and 

limitations of the maximum likelihood supertree method.  It proposes new solutions to 

an existing problem and highlights some limitations to the method that have not been 

previously explored.  It also proposes a diagnostic test for evaluating the performance 

of the method and the fit of the likelihood model.  All of the challenges and limitations 

discussed here are also applicable to the maximum likelihood consensus method, which 

is proposed and tested in Chapter 3. 

The complexities of these challenges all stem from the normalising constant.  Steel and 

Rodrigo did not expand on the calculation of the normalising constant, simply stating 

that it was necessary; however, it has important implications for the choice of distance 

metric, the use of alternative likelihood models, and the inclusion of input trees with 

multifurcations.  To understand how the normalising constant impacts these challenges, 

its calculation is discussed in the first section of this chapter.  The limitations imposed 

by the normalising constant were not examined by Steel and Rodrigo or in the 

subsequent literature.  



 
 

18 
 

In the remainder of this chapter, the specific challenges addressed are the use of 

alternative likelihood models and distance metrics, and the inclusion of non-binary 

input trees.  For the maximum likelihood supertree method to be applied to real data, 

the method must allow for non-binary input trees.  This chapter proposes two new 

solutions to this problem when the Robinsons-Foulds distance metric is used.  

Furthermore, if alternative likelihood models or distance metrics are to be employed, 

the calculation and limitations of these models must be understood.  This chapter 

details these considerations and limitations, including the method for incorporating 

alternative likelihood models and the constraints on the choice of distance metric.  

These limitations on the choice of distance metric and the considerations when 

implementing an alternative likelihood model were not discussed by Steel and Rodrigo 

and only the case of the Robinson-Foulds metric was later explored by Bryant and Steel 

(2009). 

The solutions proposed in this chapter that allow for multifurcations in the input trees 

are essential for the maximum likelihood supertree method to work with some of the 

simulated data sets in the following chapters and will eventually be necessary if the 

method is to be used with real data trees.  These solutions were implemented alongside 

the maximum likelihood supertree method in the software that was written as part of 

this thesis and used to conduct the simulations in the following chapters.  Although the 

alternative likelihood models and distance metrics are not used in the following 

chapters, an understanding of these challenges is essential so that alternative models 

and metrics may be applied appropriately and the full benefits of the maximum 

likelihood supertree method may be realised.  The diagnostic test described here is used 

to assess the fit of the likelihood model and predict the performance of the maximum 

likelihood consensus and supertree methods (see Chapters 3 and 4 respectively). 

2.1. The normalising constant and the maximum likelihood supertree 

method 

All of the challenges discussed in this chapter arise as a result of the normalising 

constant.  Steel and Rodrigo did not examine the importance of the normalising 

constant and its calculation, although it has later been described in the specific case of 

the exponential likelihood model and the Robinson-Foulds distance metric (Bryant and 

Steel 2009).  The normalising constant is essential to the maximum likelihood search 
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equation.  It is what makes this a likelihood equation by ensuring that the probability of 

generating an input tree with a given set of taxa from the proposed supertree or 

consensus tree sums to one over all possible input tree topologies with that set of taxa.   

The likelihood equation, as described by Steel and Rodrigo, is shown in Equation 2.1.   

 ( )    (            )  ∏   
    (    )

 

   

 

           (2.1) 

The estimated supertree, T, is the tree that maximises this likelihood equation.  This 

method focuses on minimising the error between the input trees and the underlying 

generating tree.  The distribution of this error is modelled here using an exponential 

model of phylogenetic error.  The distance, or error, between the input trees and 

proposed supertree is d(T, Ti).  This can be measured using any distance metric.  

Together, the beta and distance term are proportional to finding the (weighted) median 

tree (Steel and Rodrigo 2008).  To convert this into a likelihood equation, the median 

term is scaled by a normalising constant.  This ensures the likelihood of generating an 

input tree with a given set of taxa from the proposed supertree sums to one over all 

possible input tree topologies with that set of taxa.  This normalising constant for input 

tree Ti is represented by αi, and is described in Equation 2.2.   

   
 

∑      (    )
  

 

            (2.2) 

The normalising constant is based upon the sum of the distance between the pruned 

supertree or consensus tree and each of the possible binary tree topologies for the given 

input tree taxa set.  Summing over all possible tree topologies with a given number of 

taxa can rapidly become intractable, making the calculation of the normalising constant 

impossible in many cases.  Fortunately, as the contribution to the normalising constant 

is the same for any tree topology at the same distance, the normalising constant can be 

rewritten utilising the distribution of these distances as shown in Equation 2.3. 
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           (2.3) 

The number of binary tree topologies at distance m from the pruned supertree or 

consensus tree is nm.  Whilst this interpretation of the normalising constant does not 

require every binary tree topology with a given number of taxa to be evaluated, the 

normalising constant is now dependent upon the distribution of the distance metric 

from a given tree, i.e. the pruned supertree or consensus tree, to all possible binary trees 

with a given number of taxa.  This distribution has been restricted to binary trees as the 

distribution is known for some tree metrics for binary trees (see Section 2.2).  It is this 

restriction that imposes the limit on the inclusion of only binary trees in the set of input 

trees.  The inclusion of non-binary input trees will require this distribution to be 

adjusted.  Furthermore, the distribution of the distance metric from the proposed 

supertree (or consensus tree), given the taxon set Xi, generally changes depending on 

the proposed tree and Xi (see Section 2.2).  As the calculation of the normalising 

constant is dependent upon this and the values of beta, the normalising constant must be 

explicitly calculated for each input tree and for each proposed supertree and cannot be 

dropped from the likelihood equation. 

2.2. Alternative distance metrics 

Whilst it may appear that any distance metric may be used with the maximum 

likelihood supertree method, this is generally not the case.  The calculation of the 

normalising constant depends upon the distribution of the distance metric from a given 

tree to all possible trees with the same set of taxa.  Generally, the normalising constant 

will need to be calculated explicitly, as it differs depending upon the value of βi, the 

number of taxa in the input trees, and, as will be discussed here, the topology of the 

pruned supertree or consensus tree.  The normalising constant allows for the effect of 

different numbers of taxa in the input trees as the maximum possible distance between 

two trees will differ depending on this number.   

Even in the case where the input trees contain the same number of taxa and the values 

of βi are constant, as may occur with the maximum likelihood consensus method, the 

normalising constant must still be calculated, as the distribution of the distance metric 
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may change depending on the topology of the given tree.  It has already been 

established that the distribution of the Robinson-Foulds metric from a given tree is 

dependent upon the shape of that tree (Hendy, et al. 1984).  Furthermore, it can be 

demonstrated that the Subtree Pruning and Regrafting (SPR) metric (Hickey, et al. 

2008) is also dependent upon tree shape (see Table 2-1) and it is probable that other 

distance metrics share this property.  Thus, the normalising constant allows for the 

effect of the topology of the proposed tree on the distribution of the tree metric, as some 

tree topologies may be more likely to generate trees at greater distances than other 

topologies.  This is an important consideration as many supertree methods, including 

MRP, have been demonstrated to be biased towards a particular tree topology 

(Wilkinson, et al. 2005).  

Thus, the normalising constant limits the choice of distance metric that can be used in 

the maximum likelihood supertree or consensus method to those where the distribution 

can be calculated relatively quickly.  In the case of the Robinson-Foulds metric, the 

distribution can be calculated for any tree and can be incorporated into the exponential 

likelihood calculation (Bryant and Steel 2009).  As this distribution can be time 

consuming to calculate, Bryant and Steel also developed an approximation that works 

for large trees. 

Table 2-1 The number of all possible tree topologies with 7 taxa at a given distance from an 

unbalanced and a balanced tree with 7 taxa for the SPR distance metric.  This distribution 

represents the values for nm for trees of this size and shape using this metric. 

 Tree Shape 

Unbalanced Balanced 

 

SPR Distance 

0 1 1 

1 56 56 

2 520 530 

3 368 358 

2.2.1. Consensus trees and a tree metric with a constant distribution 

One exception where the normalising constant does not need to be explicitly calculated 

is in the consensus setting where the values of βi are constant and the distribution of the 

distance metric is identical from any given tree with the same number of taxa.  In this 

situation, the normalising constant is truly constant regardless of the input tree or 

proposed consensus tree.  Whilst many metrics distributions appear to be dependent 

upon tree shape, exceptions can be found.  To demonstrate this, a metric is presented 
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here that is constant regardless of tree shape.  This metric takes advantage of the fact 

that the number of trees one Nearest Neighbour Interchange (NNI) move away from a 

given unrooted binary tree (Robinson 1971), and the number of trees one Subtree 

Pruning and Regrafting (SPR) move away (Allen and Steel 2001), are constant, 

regardless of the tree shape.  The metric is as follows: 

 (     )

 {

         

                                  

                                                          
              

 

where x and y are restricted so that x + y < 1 and x and y can be adjusted to give varying 

levels of difference between the distances.   

The distribution of this metric is constant regardless of tree shape.  In practice, this 

metric is very crude, offering only four distinct distances regardless of tree size, with 

the overwhelming majority of trees falling into the largest distance category (see Table 

2-2).  The metric is unlikely to be useful unless all of the trees being compared are 

extremely similar in which case a consensus method may be unnecessary.  However, it 

does prove that tree metrics, for which the distribution from a given tree is identical for 

all tree shapes, can exist, and in this specific case the normalising constant may be 

dropped from the likelihood equation. 

Distance Number of Trees 

0 1 

1 2n – 6 

1 + x 4(n-3)(n-4) 

1 + x + y (2n-5)!! – 1- 2(n-3)(2n-7) 
Table 2-2 Distribution of a simple metric where the distribution of distances to all other trees of 

that size is constant regardless of the shape of the given tree.  n is the number of taxa in the tree. 

2.3. Alternative likelihood models 

The maximum likelihood supertree (and consensus) method allows for the use of 

alternative likelihood models, however, due to the normalising constant, this is not 

simply a matter of replacing the exponential term in (2.1).  Steel and Rodrigo’s paper 

originally specified an exponential likelihood model (see Equation 2.1).  This model 

was selected because Holmes (2003) outlined an exponential distribution of 
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phylogenetic tree error from a species tree.  Furthermore, the exponential term 

conveniently drops out of the equation when the log of the likelihood is used.  Bryant 

and Steel’s work with the normalising constant also required an exponential likelihood 

model.  However, other likelihood models can be used.   

The only restriction on the likelihood model is that the score decreases as the distance 

between two trees increases.  Therefore, the equation in (2.1) may be rewritten as seen 

in (2.4), where f(y) represents the likelihood function.  This function is in terms of y, 

where y equals d(Ti,T|Xi) weighted by βi (i.e. βid(Ti,T|Xi)) and the distance may be 

calculated using any appropriate distance metric.   

 (            )  ∏   ( )

 

   

 

           (2.4) 

However, it is important to remember that this change in the likelihood model requires 

a corresponding change within the normalising constant.  The normalising constant, αi, 

is now also written in terms of f(y) as shown in (2.5), where m is the distance and any 

decreasing function can be used for f(y). 
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           (2.5) 

For example, a linear likelihood model can be implemented as shown in (2.6).  This 

linear likelihood model uses the maximum distance possible for a tree given a set of 

taxa the size of Xi.  This can be used with the Robinson-Foulds metric, the metric 

described in Section 2.4 or any other metric where the distribution can be calculated.   

 ( )  
   (    (  ))   

   (    (  ))
 

           (2.6) 

Alternative likelihood models, such as the one described here, may better describe the 

distribution of the distances between the generating tree and input trees for some 

generating trees, resulting in more accurate supertree reconstructions, but it is important 

that they are implemented correctly. 
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2.4. Multifurcations 

A major challenge facing the use of the maximum likelihood supertree and consensus 

methods is the inclusion of non-binary input trees.  Multifurcations, where a node has 

three or more children, are often seen in phylogenetic trees when there is insufficient 

data available to resolve the branching pattern.  There are two viewpoints on what these 

multifurcation represents: a hard multifurcation, where the multifurcation represents the 

correct evolutionary history and the branches involved diverged simultaneously; and a 

soft multifurcation, where the evolutionary tree is really binary and the multifurcation 

represents a set of unresolved branches.  It is common for one or more input trees in a 

supertree or consensus analysis to have at least one multifurcation.  Yet, the maximum 

likelihood supertree method currently restricts the input trees to only binary trees.  

Later work by Bryant and Steel on the normalising constant, has also dealt explicitly 

with binary input trees.  If the maximum likelihood supertree method is to be applied to 

real trees, it must allow for non-binary input trees. 

However, it is not the maximum likelihood supertree equation that requires binary input 

trees.  This limitation is caused by the normalising constant, specifically the calculation 

of the distribution of the tree metric.  Steel and Rodrigo briefly proposed solving this 

problem by incorporating all of the potential resolutions of an input tree in the 

likelihood equation.  However, this solution can be equivalent to exponentially 

increasing the size of the input tree data set.  A single input tree containing a 

moderately sized multifurcation or multiple small multifurcations will generate a large 

number of potential resolutions.  As the number of input trees containing 

multifurcations grows and the size and/or number of these multifurcations within each 

input tree grows, the number of possible resolutions increases exponentially.  This 

problem may quickly become computationally unfeasible, comparable to performing an 

exhaustive search of potential tree topologies for even a moderately sized tree.  Faster 

solutions need to be found so that any non-binary trees may be included with the input 

trees.  

2.4.1. Multifurcations and the Robinson-Foulds metric 

Here, the case of including input trees with multifurcations when the Robinson-Foulds 

metric is used is examined.  Note, these solutions do not restrict the choice of likelihood 



 
 

25 
 

model and the supertree (or consensus tree) remains binary.  Two alternative methods 

for coping with multifurcations are proposed here.  Both methods view any 

multifurcations as soft.  One method calculates a true likelihood but is more 

computationally intensive, whilst the second method is a fast approximation which 

assumes a best case scenario. 

2.4.1.1.  “All resolutions” solution 

To obtain the true likelihood, it is necessary to consider all of the possible resolutions 

of any multifurcations in an input tree.  The likelihood is obtained by summing over all 

of the possible resolutions of the multifurcation(s) in the input tree, where each 

resolution is weighted by the probability that it is the true resolution.  Therefore, the 

likelihood is now: 

 (            )  ∏∑       
    (        )

 

   

 

   

 

           (2.7) 

Where Tir is a specific resolution of Ti and R is the total number of possible resolutions 

for Ti.  pir is the probability that Tir is the true resolution of Ti.  This probability is 

constant over all possible resolutions of Ti.   

If the multifurcations are regarded as soft, then they may be considered to represent a 

set of unresolved branches with weak support.  For the purpose of the Robinson-Foulds 

distance metric, these unresolved branches (which represent bipartitions) can be 

considered to have a weight of zero as they do not contribute to the distance.  All of the 

remaining branches in the input tree (and all of the branches in the pruned supertree) 

have weight one.  As the resolved branches have weight zero and do not affect the 

Robinson-Foulds metric, the distance between the pruned supertree and a resolution of 

the input tree, d(Tir, T|Xi), is constant over all of the resolutions for Ti and is equal to 

d(Ti, T|Xi).  Thus, it is not necessary to explicitly construct each resolution of the input 

trees to find the distance between the resolved tree, Tir and the supertree, T|Xi.   

It is important to note here, that both multifurcations and the Robinson-Foulds metric 

only affect internal branches in the trees.  Pendant branches do not contribute to the 

Robinson-Foulds distance, nor can they be removed from a tree to create a 
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multifurcation, thus it is not necessary to consider the bipartitions created by pendant 

branches when calculating the likelihood with multifurcations.  Therefore, in the 

remainder of this section, where branches or bipartitions are mentioned, this refers to 

only internal branches, not pendant branches. 

Weighting the branches, i.e. bipartitions, means the interpretation and the calculation of 

the Robinson-Foulds metric has now changed and the distribution of the distance 

metric, therefore, needs to be altered accordingly so that the normalising constant can 

be calculated.  This distribution should now represent the distribution of distances from 

the binary supertree to all possible binary trees where z bipartitions are weighted zero.  

z is the number of branches that would need to be added to Ti to produce a binary tree 

and can be determined from the size of Xi and the number and size of the 

multifurcations in Ti.  This distribution can be produced by exploiting the properties of 

the Robinson-Foulds distance metric combined with the original distribution of the 

Robinson-Foulds distances from the pruned supertree to all possible binary trees with 

taxon set Xi.  

To do this, first consider the effect on the Robinson-Foulds distance between two 

binary trees, TA and TB, when z branches in TA are weighted zero.  The bipartitions in TA 

can be classified into two groups: those that are also present in TB and those that are 

not.  If a bipartition that is also present in TB is now weighted zero, the Robinson-

Foulds distance increases by one.  Conversely, if a bipartition that does not have a 

counterpart in TB is now weighted zero, the distance decreases by one.  When z 

branches in TA are weighted zero, the overall effect on the distance, d(TA, TB), will 

depend upon how many of each of type of bipartition is present in the set of z branches.  

For example, if four branches are weighted zero, where three have a counterpart in TB 

and one does not, this will result in a net increase in the distance of two.   

Now consider d(TA, TB) for all possible sets of z branches in TA weighted zero.  As the 

effect on the distance is dependent upon the types of bipartitions weighted zero, and not 

the specific branches of each type, this property can be utilised to quickly generate the 

distribution of new distances created by weighting all sets of z branches in TA as zero.  

It is, therefore, only necessary to consider every combination of the two types of 

bipartitions for z bipartitions weighted zero.  The potential combinations are dependent 

upon z and the number of each type of bipartition in TA.  The number of each type of 
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bipartition in TA can be determined using the definition of the Robinson-Foulds metric.  

When TA and TB are both binary trees and all branches are weighted one, the Robinson-

Foulds distance for d(TA,TB) is always even.  This distance is halved to calculate how 

many bipartitions in TA are not present in TB.  Given this, it is then simple to determine 

how many bipartitions are present in both trees.  These numbers determine the 

maximum number of each type of bipartitions that can be included in the set of z 

branches weighted zero.  For example, if z is four and TA contains two branches that are 

not also present in TB, it is not possible to select a combination of z branches where 

three of the selected branches are not also in TB.  For each possible combination of the 

types of bipartitions weighted zero, it is simple to quickly determine the effect on the 

distance d(TA, TB).  To calculate the distribution of distances, it is also necessary to 

calculate the frequency of these combinations, that is, the number of permutations of 

this specific combination of types of bipartitions weighted zero in TA.  This number of 

permutations is also determined by the number of each type of bipartition in TA.  By 

collating the results from each combination of the types of bipartition with their 

frequency and their effect on d(TA,TB), this will generate the distribution of distances 

for two given trees, TA and TB, where z branches in TA are weighted zero. 

To calculate the likelihood it is necessary to calculate the distribution of distances from 

the proposed supertree given Xi, T|Xi, to all binary trees where z branches have been 

weighted zero.  As mentioned earlier in this section, this can be calculated by 

modifying the distribution of the Robinson-Foulds distance from the T|Xi to all binary 

trees.  The previous paragraphs described how to generate the distribution of distances 

from a single tree (i.e TA) to T|Xi (i.e. TB).  As this process is only dependent upon z and 

d(TA,TB) and is not dependent upon any additional factors, like the topology of TA, the 

distribution created will be the same for any tree TA with the same d(TA,TB).  Thus, the 

distribution of the distances only needs to be calculated for each distance in the original 

distribution, rather than for all binary trees with taxon set Xi.  The frequencies in these 

newly created distributions of distances are then multiplied by the number of trees at 

that distance in the original distribution between two binary trees.  The frequencies 

from across these distributions are then combined to create the distribution of distances 

from a given binary tree to all binary trees with taxon set Xi where z branches are 

weighted zero. 
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This normalising constant will be constant over all r for Ti as z is constant over all r and 

the given tree, that is the proposed supertree, is also constant.  As the normalising 

constant, probability and distance are all constant over the different resolutions, the 

likelihood equation in (2.7) can be simplified to (2.8). 

 (            )  ∏       
    (       )

 

   

 

           (2.8) 

Furthermore, as the probability that a resolution is the true resolution, represented by pi, 

is constant, where pi = 1/Ri, the equation in (2.8) can be further simplified to (2.9). 
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           (2.9) 

When the input tree is binary, z is zero and this is equivalent to the original maximum 

likelihood supertree equation.  Whilst the modifications to the Robinson-Foulds 

distribution can be performed relatively quickly, this solution still requires the 

calculation of the binary distribution and the calculation of this can be computationally 

intensive; however, the solution does calculate the true likelihood. 

2.4.1.2.  “Best case scenario” solution 

An alternative method is the “best case scenario” solution.  This is significantly faster 

to calculate than the “all resolutions” method, but does not consider all of the potential 

resolutions of a multifurcation.  This method works by finding the distance for the best 

resolution of the input tree in relation to the proposed supertree or consensus tree.  

Using this distance, the original binary Robinson-Foulds distribution can be used to 

compute the normalising constant.   

The distance to the best possible resolution may be found by employing the following 

definitions of a tree and the Robinson-Foulds metric.  The objective is to find the binary 

version of the input tree, where the distance to the supertree is minimised.  This is 

equivalent to maximising the number of bipartitions in the resolved input tree that are 



 
 

29 
 

also present in the supertree.  The bipartitions in the supertree each fall into one of three 

categories when compared to the multifurcating input tree.  These categories are: 

S1 A corresponding bipartition can also be found in the input tree. 

S2 The bipartition is incompatible with the bipartitions in the input tree.  That is, no 

resolution of the input tree will result in this bipartition being present. 

S3 The bipartition is compatible with the bipartitions in the input tree.  That is, the 

input tree may be resolved so that this bipartition will be present. 

Therefore, given a resolved input tree, Ti, and a proposed supertree, T, where the 

bipartitions of the supertree have been assigned to the aforementioned categories, the 

following conclusions can be drawn. 

The set of bipartitions in Ti U S3 are compatible by definition of a tree.   

All of the bipartitions within Ti are compatible as they are all drawn from a single tree 

and are therefore compatible by the definition of a tree.  This is also true for all of the 

bipartitions in S3.  The union of the bipartitions is compatible by definition of S3. 

The minimum distance between Ti and the supertree is 2|S2|. 

Let Ti* be a binary resolution of Ti containing all of the bipartitions in Ti U S3.  The 

Robinson-Foulds distance is now d(Ti*, T) = 2|S2|.  This is because all of the additional 

branches are either compatible or were already counted in S2.  This is the minimum 

possible distance between a resolution of Ti and the consensus tree; as by the definition 

of S3, there are no further compatible bipartitions that can be added to Ti. 

Thus, the minimum distance between the resolved input tree and the proposed 

consensus tree can be used in the maximum likelihood equation.  The likelihood can 

therefore be calculated as described originally, using the binary distribution of the 

Robinson-Foulds metric.  Furthermore, this solution can be used in conjunction with 

the fast approximation of the normalising constant (Bryant and Steel 2009).  However, 

the resulting score for the tree does not account for all possible resolutions. 
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2.5. Evaluating the likelihood model and the reliability of the supertree 

This section introduces a diagnostic method for visually evaluating the fit of the 

likelihood model for a given set of input trees and assessing the reliability of the 

proposed supertree.  Choosing the correct likelihood model can be crucial to the 

success of an analysis.  As with traditional phylogenetic likelihood methods, the choice 

of the likelihood model can have a significant effect on the maximum likelihood 

supertree method’s accuracy.  The maximum likelihood supertree method as outlined 

by Steel and Rodrigo assumes an exponential likelihood model; but any monotonically 

decreasing model of phylogenetic error can be used, where the likelihood score 

decreases as the distance between the supertree and the input tree increases.  The 

exponential model has been described in the setting of Bayesian statistical analysis of 

phylogenetics (Holmes 2003) and seems a reasonable approximation of the distribution 

of the distances from the input trees to the generating tree, particularly, when the input 

trees are closely related to the generating tree.   

However, the distribution of distances will not always form an exponential distribution.  

In many cases, the exponential model may still be sufficient, as is demonstrated in the 

simulations in the following chapters; however, in other cases, the true distribution of 

distances may deviate significantly from an exponential distribution.  For example, the 

species tree may not be the most likely gene tree when the branch lengths of the species 

tree are very short and incomplete lineage sorting occurs (Degnan and Rosenberg 

2006).  In this situation, the distribution of distances would not be monotonically 

decreasing.  The following chapters include simulations where the distribution of 

distances from the generating tree to the input tree has a truncated normal distribution.  

In this setting, the exponential likelihood model may be inappropriate.  An incorrect 

likelihood model may result in a supertree which is an incorrect estimate of the 

generating tree, with the estimate likely to be more unreliable the greater the deviation 

from the exponential distribution.  Although it is difficult to determine what model 

would be appropriate in this setting, as it seems counterintuitive to design a model 

which does not favour the species tree as the most likely tree, it is possible to assess if 

the exponential model is appropriate, and therefore at least gauge the reliability of the 

results of the maximum likelihood supertree method with the exponential model.   
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With simulated data, it is simple to evaluate the shape of the distribution of the input 

trees to the generating trees by directly graphing these values, and thus determine the 

appropriateness of the exponential likelihood model and, therefore, its effect.  

Unfortunately, determining the correct likelihood model is more difficult when faced 

with real data.  In the absence of the knowledge of the true tree, another method needs 

to be found for determining whether the likelihood model is appropriate.  This will help 

indicate the accuracy of the maximum likelihood supertree method at reconstructing the 

true generating tree.   

The distribution of distances from the supertree to the input trees can be used as an 

approximation of the distribution of distances from the generating tree to the input 

trees.  If these distances are not exponentially distributed, this indicates that the 

supertree is not a reliable estimate of the generating tree and/or the exponential 

likelihood model is not appropriate for this set of input trees.  If these distances are 

exponentially distributed, then this should indicate that the supertree is close or 

identical to the generating tree.  The contribution of each of these distances should be 

weighted by the input tree’s beta value. 

When the input trees all have the same set of taxa, i.e. in the consensus setting, this can 

be achieved by simply plotting the distances; however, when the size of the input trees 

varies, this test is more complex.  The range of potential distances between two trees 

increases as the size of the trees increase.  A Robinson-Foulds distance of eight may 

indicate a significant difference for two trees containing 16 taxa, but represents an 

insignificant difference for two trees containing 200 taxa.  Therefore, when the number 

of taxa varies between the input trees, it is necessary to scale the distance between the 

input tree and supertree by the maximum possible distance for an input tree of that size.  

This maximum possible distance can be found simply for the Robinson-Foulds distance 

by doubling the number of non-trivial bipartitions in a tree. 

2.5.1. Assumptions 

This diagnostic test for assessing the fit of the exponential likelihood model relies on 

the assumption that the error between input trees is randomly distributed and not 

correlated in favour of a single alternative tree.  Whilst the evolution of a gene is 

dependent upon the species tree, each gene’s evolution is considered independent of 
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any other gene in a supertree analysis.  Furthermore, any additional differences 

resulting from errors in reconstructing an input tree are also considered independent of 

any other input tree.  Therefore, the differences between an input tree and the 

generating tree are random and independent of the differences between the generating 

tree and any other input trees.  The input trees are assumed, therefore, not to be 

exponentially distributed from any tree other than the true tree.  Even when the 

generating tree is not the most probable tree, the difference between the individual 

input trees should still largely be random and not in favour of a single alternative tree; 

hence, the input trees will not be exponentially distributed from any single tree other 

than the generating tree.  This assumption of independence among the input trees is 

assumed by most supertree methods, although we recognise there are cases where this 

assumption may not be met (for example see Matsen and Steel 2007).  If these 

assumptions are not met, the diagnostic test may give an incorrect result, as will the 

maximum likelihood supertree method and, likely, any other supertree method. 

2.5.2. False positive result 

This diagnostic test can produce a false positive result when used with the Robinson-

Foulds metric, if a large number of taxa in the supertree are present in only an 

extremely small number of input trees and, thus, a large number of the input trees are 

missing a large percentage of the taxa.  The distances between the input trees and 

supertree may be exponentially distributed and, therefore, appear to give a strong 

indication that the supertree is likely to be closely related to the generating tree.  In this 

case, however, this result can be misleading, as the supertree may not be an accurate 

approximation of the generating tree.  Although there may be a large number of input 

trees in a dataset, if a taxon is missing from the majority of these trees, there is actually 

relatively little information available to inform the placement of that taxon in the 

supertree.  Any errors in the input trees for that taxon are, therefore, directly reflected in 

the supertree.  However, this lack of support is not visible in the diagnostic test due to 

the nature of the Robinson-Foulds metric.  This is because the Robinson-Foulds metric 

measures the support of the input trees for the supertree by calculating the number of 

incompatible bipartitions.  Input trees missing a taxon will support the placement of this 

taxon in the supertree by default.   When many taxa are missing from an input tree, the 

tree will appear to show very strong support for the supertree.  When this occurs in a 
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large number of the input trees, the distribution of the Robinson-Foulds distances may 

appear to be exponentially distributed.  This situation is observed in some of the 

simulations in Section 4.1.3.  

To identify or avoid this false positive result, the diagnostic test should be used in 

conjunction with statistics measuring the level of taxa and/or the support for the 

bipartitions of the tree.  These statistics could include measures of the level of missing 

taxa in the input trees or the frequency that taxa occur in the input trees.  Alternatively, 

statistics that measure the support of the bipartitions in the supertree could be used.  

The number of input trees that a bipartition is present in, as a percentage of the total 

number of input trees, could be compared to the number of input trees that a bipartition 

is present in, as a percentage of the number of input trees where it is possible to observe 

this bipartition.  If either of these numbers is low, this bipartition should be treated with 

caution.  Also, the placement of any taxon which appears in a low number of input trees 

should be highlighted and treated with caution or removed from the analysis.   

2.5.3. Conclusion 

An evaluation of the distribution of the distance from input trees to the supertree may 

provide a simple diagnostic test for determining if the exponential model is appropriate.  

This test is applied to the results of the simulations in the following chapters and the 

results of the tests and its implications on the reliability of the results are discussed in 

context with the true distribution of the distances.  This test gives a simple way of 

testing for instances when the exponential model may be inappropriate and the results 

of an analysis are therefore more likely to be incorrect. 
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Chapter 3. Maximum likelihood consensus 

The maximum likelihood supertree approach can also be applied to the consensus 

setting.  The maximum likelihood supertree method was designed to work with input 

trees with overlapping taxon sets.  The method aims to find the most likely supertree, 

given an error based likelihood model and the distance between the proposed supertree 

and input trees.  Many consensus methods attempt to summarise the information in the 

input trees.  By applying the maximum likelihood supertree method to this problem, the 

maximum likelihood consensus method does not attempt to simply summarise the input 

trees, but find the tree that is most likely given the differences and produces a fully 

resolved tree. 

This chapter looks at a specialised version of the maximum likelihood supertree method 

- the maximum likelihood consensus method.  The following sections describe the 

method and its properties.  The performance of the method with simulated data is then 

compared with traditional consensus methods.  Two scenarios are considered: where 

incongruence in the input trees are true differences caused by incomplete lineage 

sorting from the coalescence process; and where incongruence in the input trees are 

errors caused by a high rate of DNA sequence mutation and model misspecification in 

the tree building process. 

3.1. Consensus methods 

Consensus methods take a set of input trees, each with the same set of taxa, and output 

a single tree, with the same set of taxa.  There are a wide variety of consensus methods 

available.  The aim of many of these methods is to summarise the input trees and show 

regions of agreement.  Consensus methods vary in how they tolerate and deal with 

conflict in the input trees.  Some of the most popular consensus methods are strict, 

semi-strict, majority-rule and Adams consensus.  Strict consensus trees display only 

those clades present in all trees (McMorris, et al. 1983), producing trees with low 

resolution when there is a high degree of conflict amongst the input trees.  Semi-strict 
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consensus trees are more relaxed and only include those clades that are compatible with 

all of the input trees.  Majority-rule consensus trees are more tolerant to discordance 

between input trees, and display clades that are present in at least 50% of input trees 

(Margush and McMorris 1981).  This threshold can be adjusted as required.  Adams 

consensus method is based on nested clusters and works only with rooted trees.  It was 

the first defined consensus method (Adams 1972).  A variety of other consensus 

methods have been described (see Bryant 2003, Pirkwieser and Raidl 2008), some of 

which have been designed to deal with specific cases; for example, cases such as 

human evolution where there is little genetic variation (Tsai, et al. 2010).    There are 

even methods to build a consensus network (Holland and Moulton 2003, Holland, et al. 

2006). 

Consensus methods are applied in a variety of situations, some of the most common of 

which are the analysis of a) multiple parsimonious trees from a single data set, b) trees 

produced by multiple methods from a single data set, c) trees from multiple data sets, 

for example, different genes or data types, such as morphological and genetic data, and 

d) the analysis of bootstrap replicates (Margush and McMorris 1981).  Consensus 

methods are also applied in many other applications, for example, analysis using 

median consensus as a form of parsimony (Bruen and Bryant 2008) or analysing the 

results of Bayesian phylogenetics (Holder, et al. 2008).  Some of these applications are 

motivated by the properties of specific consensus methods (for example Bruen and 

Bryant 2008).  However, the variety of different methods available and the applications 

which use them has caused criticism of consensus methods and prompted discussions 

as to which methods are appropriate for which problems (Barrett, et al. 1991, Sharkey 

and Leathers 2001).   

The aim of a particular consensus method needs to be considered when selecting a 

method.  When the aim of a study is to find agreement between the input trees, for 

example, as in a), b) and d), then the use of consensus methods that display agreement 

between input trees is appropriate.  However, when the underlying aim of a study is to 

find the tree that generated the input trees, methods that summarise the information in 

the input trees may be inappropriate.  This is arguably the case in c), for example, when 

consensus tree methods are applied to problems like the gene tree / species tree problem 

(Gadagkar, et al. 2005, Degnan, et al. 2009).  It is for these types of situations, where 
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the aim is to find the generating tree, that the maximum likelihood consensus method is 

designed as an alternative to traditional consensus methods.   

3.2. Maximum likelihood consensus method 

The maximum likelihood supertree approach can also be applied to the consensus 

setting.  This is achieved by restricting the input trees so that they all contain the same 

set of taxa.  The maximum likelihood consensus method shares the same beneficial 

properties as the maximum likelihood supertree method.  It is statistically consistent as 

more input trees are added (Steel and Rodrigo 2008).  Using the modifications 

described in Chapter 2, it can be applied to any unrooted input trees.  Furthermore, it 

tolerates and attempts to explain conflict between input trees and produces fully 

resolved consensus trees. 

Mathematically, the maximum likelihood supertree and consensus methods are 

identical and the maximum likelihood consensus equation is calculated as shown in 3.1. 

 ( )    (            )  ∏   
    (    )

 

   

 

           (3.1) 

However, the input trees are now restricted, so that they each have the same set of taxa.  

When βi is constant over all i, this simplifies the calculation of the normalising 

constant.  The calculation of the normalising constant depends upon βi and the 

distribution of the distances from the supertree to all possible trees containing the same 

set of taxa as Ti.  This requires the supertree to be pruned to contain only those taxa 

present in Ti.  As all of the input trees have the same set of taxa, the supertree remains 

constant over all i and, therefore, so does this distance distribution.  Therefore, when 

the βi term is equal over all i, the normalising constant can be moved outside of the 

product term in equation 3.1, requiring it only to be calculated once when finding the 

likelihood, as shown in equation 3.2.   
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Like the maximum likelihood supertree method, when the Robinsons-Foulds distance 

metric is used, the consensus of the maximum likelihood consensus trees is related to 

the usual majority-rule consensus tree (Steel and Rodrigo 2008), although as the 

simulations show here, these methods do not always produce the same results. 

The remainder of this chapter focuses on testing the maximum likelihood consensus 

method using simulated data.  There are many processes that can cause variation 

between input trees, some of which may occur concurrently.  The following simulations 

focus on two specific cases: where differences in input trees are caused by incomplete 

lineage sorting and where differences are caused by high DNA sequence mutation rates 

and model misspecification in the tree building process.  In both situations, the aim is to 

find the tree that most likely generated the input trees.  The maximum likelihood 

method is compared against a traditional consensus method, majority rule consensus, 

and a supertree method that has also been used as a consensus method, MRP.   

3.3. Incomplete Lineage Sorting 

These simulations focus solely on the situation where the variation is caused by 

incomplete lineage sorting on gene trees along a species tree from the coalescent 

process.  Gene histories can differ from the species tree when the time between 

speciation events is short.  If the time between speciation events is short, the time to 

coalescence of individuals may be longer than the time to a speciation event.   

Polymorphisms that existed in the ancestral lineage are distributed among the 

descendant species and may not be monophyletic across descendant species by the time 

of the next speciation event.  This can lead to gene histories that differ from species 

trees. 

This set of simulations assume there are no further processes acting that may create 

different trees, for example, horizontal gene transfer, and that there are no errors in the 

reconstruction of the gene trees.  This is, thus, a specific case of the gene tree / species 

tree problem, where variation between gene trees is caused by a single process.  These 

differences represent true differences in the histories between gene trees.  The aim of a 

consensus method in this case, where it is given a set of gene trees, is to find the 

underlying tree that generated these trees, the species tree.  Changing the time between 

speciation events varies the level of dissimilarity between the gene trees, so three 
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different values for the internal branch lengths are considered here.  Furthermore, 

increasing the number of input trees should ideally increase the accuracy of the 

consensus methods, so different numbers of input trees are considered here.  Finally, as 

tree shape has been shown to influence the results of many phylogenetic methods, 

including supertree methods, these simulations consider the two extremes of tree 

topology: balanced and unbalanced trees.  The generating tree topology was kept 

constant, and the number of genes sampled and the ratio of the branch length and 

population size was varied to compare the methods. 

3.3.1. Methods 

Ultrametric generating trees were used where the internal branch lengths were set in 

proportion to the population size parameter, θ.  An ultrametric tree is defined as a tree 

where the distance from a leaf to the root of the tree is the same for all leaves.  θ is 

equal to 4Nμ, where N is the effective population size and μ is the mutation rate (per 

nucleotide site per generation).  This may also be interpreted as the average proportion 

of different sites in the sequence between two individuals drawn at random from the 

population (Rannala and Yang 2003).  The internal branch lengths of the tree were, 

therefore, set to θ, ½θ or ¼θ for all internal branches.  This affects the level of variation 

between the input trees and the generating tree, with the variation increasing as the 

branch length becomes shorter.  The generating trees were simple binary trees with 16 

taxa.  A balanced and unbalanced tree were each used as generating trees (see Figure 

3-1).  The pendant branches of the balanced generating tree were set to the same 

lengths as the internal branches of that tree.  The shortest pendant branch on the 

unbalanced ultrametric tree was set to the same length as the internal branches of that 

tree.  The lengths of the other pendant branches in the tree were set accordingly to make 

the tree ultrametric.  For each combination of tree shape and branch lengths, sets of 2, 5 

and 10 gene trees were simulated in MCcoal (Rannala and Yang 2003), with 100 

replicates generated for each combination. 
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a)         b)   

 

Figure 3-1 Generating tree shape, where a) is the balanced generating tree and b) is the 

unbalanced generating tree. 

 

Three consensus methods were used to analyse each set of trees.  The maximum 

likelihood consensus method was run for each set of simulated input trees using a 

simple step-wise MRP tree as the start tree and using the subtree pruning and regrafting 

branch swapping method to search for trees (Swofford and Begle 1993).  The 

simulations were rerun using randomly generated start trees, but the choice of start tree 

was found not to affect the accuracy of the method in these simple simulations.  The 

Robinson-Foulds distance metric (Robinson and Foulds 1981) was used with the 

exponential error likelihood model in conjunction with the modifications to the 

maximum likelihood supertree method described in Chapter 2.  A constant beta of one 

was used for all input trees.  The maximum likelihood consensus method was 

implemented in Java using the PAL library v1.4 (Drummond and Strimmer 2001) and 

includes the modifications for allowing non-binary input trees that were described in 

the previous chapter.  The MRP and majority rule consensus trees were also found 

using Paup* version 4.0b10  (Swofford and Begle 1993).  A 50% agreement threshold 

was used for the majority rule consensus trees.   

To compare the methods, the Robinson-Foulds distance from the consensus tree to the 

generating tree was recorded.  Where multiple consensus trees were produced by a 

method, the distance from each of the consensus trees to the generating tree was 

averaged and recorded.   
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3.3.2. Results 

The Robinson-Foulds distance from the generating tree to the maximum likelihood 

consensus tree is plotted in conjunction with the distance to the majority rule consensus 

tree (Figure 3-2) and the MRP consensus tree (Figure 3-3).  In each case, the results are 

separated by the branch lengths of the generating tree and the number of input trees.   

As the branch lengths of the generating tree increase, the level of variation between the 

input trees and true tree decreases.  The closer the distribution of distances is to zero, 

the more accurate the estimate of the true generating tree.  The distribution of distances 

for the maximum likelihood consensus method is similar to those for both the majority 

rule consensus method and MRP.  As the number of input trees increases and/or as the 

branch lengths increase, the distribution of distances shifts towards zero for all three 

methods.   

Although Figures 3-2 and 3-3 graph the same statistic, the interval on the x-axes differs 

between the two figures due to the nature of the Robinson-Foulds metric and the results 

returned by the maximum likelihood consensus, MRP and majority rule consensus 

methods.  The Robinson-Foulds distance between two binary trees is always a non-

negative even integer.  The maximum likelihood consensus and MRP methods always 

return binary trees; however, they may return multiple trees.  When multiple supertrees 

were returned by a search, the distance from each of the supertrees to the true tree was 

averaged, thus the result for each simulation in this case was a non-negative number.  

As both methods were frequently found to return multiple trees, for the comparison of 

these two methods in Figure 3-3, this average distance was rounded to the nearest 

integer.  In contrast, the majority-rule consensus method always returns a single tree; 

however, this tree can contain one or more multifurcations.  In this case, the Robinson-

Foulds distance between the two trees is a non-negative integer.  However, as very few 

cases did return trees containing multifurcations, these results were rounded to the 

nearest even integer.  The results for the maximum likelihood consensus method were 

also rounded to the nearest even integer for ease of comparison in the graphs in Figure 

3-2. 

Steel and Rodrigo (2008) noted that the maximum likelihood method will converge on 

the true tree as the number of input trees increases.  This is demonstrated in these 

results.  Sampling a larger number of input trees improves the accuracy, even when 
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there is a high level of variation between the input trees and the generating tree.  

However, these shifts towards the true tree appear to occur at two different rates.  The 

results for some simulations appear to improve at a faster rate than others as the number 

of input trees increases.  The distribution of distances from the consensus tree to the 

generating tree appears to be bimodal.  This effect becomes more distinct as the number 

of input trees increases and/or as the branch lengths increase and is observed in the 

results for all three methods. 

The cause of this bimodal distribution becomes apparent when the results are separated 

according to the shape of the generating tree used.  The results for the distances from 

the unbalanced generating tree to the consensus trees for the maximum likelihood and 

majority rule consensus methods are displayed in Figure 3-4a.  These are contrasted 

with the results in Figure 3-4b, where the results for the balanced generating tree are 

displayed.  The equivalent graphs for the maximum likelihood consensus method in 

comparison with MRP are shown in Figure 3-5.  In each case the distribution of the 

Robinson-Foulds distance to the consensus trees is now unimodal. 

The results for the three consensus methods explored here - the maximum likelihood, 

majority rule and MRP consensus methods, are generally very similar, particularly 

when there are a large number of input trees.  However, when the generating tree is 

unbalanced and the number of input trees is low (two trees), the maximum likelihood 

consensus method appears to be slightly more successful than the majority rule 

consensus method and, to some extent, the MRP consensus method.  The distribution of 

the distances from the maximum likelihood consensus trees to the true tree is noticeably 

closer to zero than those for majority rule consensus trees.  This trend is also weakly 

mimicked when the maximum likelihood consensus method is compared to the MRP 

consensus method. 
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Figure 3-2 Distribution of the Robinson-Foulds distance from the generating tree to the maximum 

likelihood consensus tree (black lines) and the majority rule consensus tree with agreement 

threshold of 50% (white lines).  The x-axis is the Robinson-Foulds distance between the consensus 

tree and the generating tree and the y-axis is the frequency that this distance is observed across the 

replicates.  The results are separated by the number of input trees used and the branch lengths of 

the generating trees.  The results for the unbalanced and balanced generating trees are grouped 

together.     

 

 

Figure 3-3 Distribution of the Robinson-Foulds distance from the generating tree to the maximum 

likelihood consensus tree (black lines) and the MRP consensus tree (white lines).  The x-axis is the 

Robinson-Foulds distance between the consensus tree and the generating tree and the y-axis is the 

frequency that this distance is observed across the replicates.  The results are separated by the 

number of input trees used and the branch lengths of the generating trees.  The results for the 

unbalanced and balanced generating trees are grouped together. 
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Figure 3-4 Distribution of the Robinson-Foulds distance from the generating tree to the maximum 

likelihood consensus tree (black lines) and the majority rule consensus tree with agreement 

threshold of 50% (white lines).  The x-axis is the Robinson-Foulds distance between the consensus 

tree and the generating tree and the y-axis is the frequency that this distance is observed across the 

replicates.  The results are separated by the topology of the generating tree: a) the unbalanced and 

b) balanced tree.  The results within each set of graphs are separated by the number of input trees 

used and the branch lengths of the generating trees.  

 

a) Unbalanced generating tree 

 

 

b) Balanced generating tree 
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Figure 3-5 Distribution of the Robinson-Foulds distance from the generating tree to the maximum 

likelihood consensus tree (black lines) and the MRP consensus tree (white lines).  The x-axis is the 

Robinson-Foulds distance between the consensus tree and the generating tree and the y-axis is the 

frequency that this distance is observed across the replicates.  The results are separated by the 

topology of the generating tree: a) the unbalanced and b) balanced tree.  The results within each 

set of graphs are separated by the number of input trees used and the branch lengths of the 

generating trees. 

 

a) Unbalanced generating tree 

 

 

b) Balanced generating tree 
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As expected, the accuracy of the consensus methods improves as more input trees are 

added for both extremes of the topology of the generating tree; however, this trend is 

more noticeable when the generating tree is unbalanced as opposed to balanced.  When 

the generating tree is unbalanced, there is a significant improvement in the distribution 

of the distances between the consensus tree and the generating tree as the number of 

input trees increases.  The distribution of distances shifts considerably towards zero as 

the number of input trees increases, thus indicating that the accuracy of the consensus 

method at estimating the generating tree is improving significantly.  There is also an 

improvement in the accuracy of the consensus tree as more input trees are used when 

the generating tree is balanced; however, it is less dramatic.  This increase may appear 

trifling in comparison, but does occur nonetheless, and is demonstrated when the 

statistics that characterise these distributions of distances are compared (see Table 3-1).  

As the number of input trees increase across the rows of the table, all of these statistics 

decrease, with a couple of exceptions.  These exceptions all occur when the internal 

branch lengths are equal to θ.  In this case, the statistics decrease or remain constant as 

more input trees are added, although there is one minor increase, indicating that the 

shift is occurring at an even slower rate for this level of variation between the input 

trees.  Although this shift may be subtle compared to that observed when the generating 

tree is unbalanced, it does still occur as expected.  Therefore, with the addition of more 

input trees, the consensus tree is still expected to converge to the true tree, even when 

the topology of that tree is balanced, albeit at a slower rate.   

One of the forces also under consideration here is the effect of the lengths of the 

internal branches of the generating tree on the accuracy of the estimation of the 

generating tree.  For the unbalanced generating tree, the change in the internal branch 

lengths produces a noticeable change in the distribution of the distances between the 

consensus trees and the true tree.  As the branch lengths increase and variation between 

the input trees decreases, the accuracy of the estimate of the true tree increases.  

However, changes in the branch length of the balanced tree have a minimal effect on 

the distribution of the distances between the consensus trees and the true tree.  

Increasing the internal branch lengths, and therefore decreasing the variation in the 

input trees, does improve the accuracy of the estimate of the generating tree as shown 

in the statistics down the columns of Table 3-1; however, this improvement in the 
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accuracy of the estimates of the generating tree is much more subtle when the 

generating tree is balanced. 

This effect also offers an explanation as to why the methods perform better when the 

generating tree is unbalanced, as opposed to balanced, as more input trees are added.  

When the distances from the generating tree to the input trees are plotted for each 

topology of generating tree (Figure 3-6), it is apparent that when the internal branch 

lengths between the balanced and unbalanced tree are identical, they have different 

effects on the level of variation between the input trees and the true tree.  This in turn 

affects the accuracy of the consensus methods when estimating the generating tree.  

Changing these internal branch lengths has a greater effect on the variation of the input 

trees when the generating tree is unbalanced rather than balanced.  This is, thus, one of 

the underlying causes of the different rates in the shift of the distributions when the 

distances of the input trees from their respective generating trees are examined. 

 

Internal branch 

length (θ=4Nμ) 
Statistics 

Number of input trees 

2 5 10 

¼ θ 

Maximum value 26 22 20 

Upper quartile 22 19 17 

Median 20 17 14.83 

Lower quartile 18 14.25 12.75 

Minimum value 11 8 7.33 

½ θ 

Maximum value 26 20 16 

Upper quartile 19 16 15 

Median 17 14.83 13 

Lower quartile 16 12 11.19 

Minimum value 9.67 8 6 

θ 

Maximum value 21 18 16 

Upper quartile 16.54 15 14 

Median 15 13 13 

Lower quartile 12 12 11.83 

Minimum value 7 7 8 
Table 3-1 Statistics describing the distribution of Robinson-Foulds distances from the maximum 

likelihood consensus tree to the generating tree, when the generating tree is balanced.  Although 

the Robinson-Foulds distance is an even non-negative integer when both trees are fully resolved, 

when a simulation produced multiple likely consensus trees, the distances from these trees were 

averaged.  The grey and white lines are for readability and have no further significance. 
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Figure 3-6 Distribution of Robinson-Foulds distances from the generating tree to the input trees.  

The x-axis is the Robinson-Foulds distance and the y-axis is the frequency that this distance 

between the generating tree and input tree was observed. 

3.3.3. Diagnostic testing and the exponential error likelihood model 

These simulations assumed an exponential error-based likelihood model where the 

distribution of distances between the generating tree and input trees is assumed to be 

exponentially distributed.  Figure 3-6, demonstrated that this is not the case, particularly 

when the internal branch lengths are short and/or the topology of the generating tree is 

balanced.  Although this distribution cannot be plotted without the generating tree, the 

fit of the likelihood model can be informally assessed using the test described in 

Section 2.8.  This test is designed to work with a consensus tree and a single set of 

input trees; however, as all of these results are generated from a single generating tree, 

the results have been combined here.  The distances from the consensus tree to the 

input trees are plotted in Figure 3-7.   

The distribution of distances from the consensus trees to the input trees does not form 

an exponential distribution.  This deviation from the distribution assumed by the 

likelihood model is strongest when the internal branch lengths are short and/or the 

topology of the generating tree is balanced.  This indicates that the estimation of the 

consensus trees may be unreliable in these cases and, indeed, these are the cases where 

the consensus trees were poor estimates of the generating tree.  
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Figure 3-7 Distribution of the Robinson-Foulds distance from the maximum likelihood consensus 

tree to the input trees.  The x-axis is the Robinson-Foulds distance between the consensus tree and 

the input tree and the y-axis is the frequency that this distance is observed across the replicates.  

The results are separated by the topology of the generating tree: a) the unbalanced and b) balanced 

tree.  The results within each set of graphs are separated by the number of input trees used and the 

branch lengths of the generating trees. 

 

a) Unbalanced generating tree 

 

 

b) Balanced generating tree 
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3.3.4. Multifurcations and multiple trees 

Ideally, a consensus method would produce a single fully resolved tree, although it can 

be difficult to achieve one aim without sacrificing the other.  Poorly resolved consensus 

trees are not informative, whilst methods that produce multiple trees can, in some cases, 

defeat the purpose of using a consensus method, for example, analysing bootstrap 

results or multiple parsimonious trees.  When using a consensus method to build a 

species tree from a set of gene trees, the requirement to produce a single tree is not 

essential but still desired.  The traditional consensus method, majority rule consensus, 

produces a single tree, but does not guarantee the degree of resolution.  If there is a high 

level of disagreement between the input trees, the consensus tree will have low 

resolution.  In contrast, the consensus methods derived from supertree methods - 

maximum likelihood consensus and MRP - guarantee a fully resolved tree, but may 

produce multiple trees. 

The resolution of a tree can be quantified as the number of internal branches.  Zero 

internal branches in a tree means the tree is a star tree and is completely unresolved.  

This type of tree is uninformative for any analysis.  For an unrooted tree with 16 taxa, 

the maximum number of internal branches is 13, meaning the tree is a fully resolved 

bifurcating tree.  The consensus trees produced by the majority-rule method, when the 

true tree was an unbalanced tree, were all completely resolved bifurcating trees across 

nearly all combinations of number of input trees and proportions of branch length to 

population size for all replicates.  Only three trees contained multifurcations, all when 

the proportion of branch length to population size was ¼ and the number of input trees 

was five.  In each case, the tree was missing only one internal branch.  When the 

generating tree was a balanced tree, 4.4% of trees contained multifurcations.  Of the 40 

trees that contained multifurcations; 80% were only missing one internal branch, 17.5% 

were missing two internal branches, and only one tree (2.5%) was missing three 

branches.  These cases were almost all found in the simulations where the proportion of 

the branch length to the population size was ¼.  60% occurred when the number of 

input trees was five and 37.5% occurred when the number of input trees was ten.  The 

only exception was one case where the proportion of the branch lengths to the 

population size was ½ and the number of input trees was five. 
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Both the maximum likelihood consensus method and MRP can produce multiple 

consensus trees.  Ideally, the methods should produce only one consensus tree.  Figure 

3-8 plots the distribution of the number of trees returned by the maximum likelihood 

consensus method.  This is separated by the shape of the generating tree.  In both cases, 

the number of trees returned by the method decreases as the number of input trees 

increases.  In all cases, the lower and upper quartiles and median numbers of trees 

returned decrease as the number of input trees increases for a given proportion of 

branch length to population size.  This trend is more evident when the generating tree is 

unbalanced, but is still apparent when the generating tree is balanced.  There is no 

correlation observed when the number of input trees is held constant and the proportion 

of branch lengths to population size varies. 

It is important to note that for computational reasons, the maximum likelihood 

supertree method was restricted to returning a maximum of 20 trees in these 

simulations, whilst MRP was unconstrained.  Therefore, any value of 20 may represent 

a much greater value, although any statistics less than 20 in the boxplots are still valid, 

as these statistics are not influenced by outlying points.  For the maximum likelihood 

method, therefore, the largest number of trees returned in these simulations is 20.  

However, this value only occurs here as an outlying point, except when the generating 

tree is unbalanced, two input trees are used, and the proportion of the branch lengths is 

½θ.  It occurs as an outlying point for an unbalanced generating tree when the number 

of input trees is small and/or the proportion of branch length to population size is small.  

However, for the balanced generating tree, this was observed as an outlying point in all 

combinations of number of input trees and proportion of branch length to population 

size, although it occurred more frequently when only two input trees were used.  The 

median number of trees returned in all simulations was between one and four, with one 

exception, where the median number of trees returned is seven.  The medians are 

generally slightly smaller for the unbalanced generating tree than for the balanced 

generating tree.  The upper quartile range is also eight or less trees, with the same 

exception as before, where the upper quartile value is 12.   

At first glance (see Figure 3-9), MRP may appear to perform significantly better than 

maximum likelihood consensus, but in fact, when the number of input trees is small, it 

returns 5 to 10 times as many consensus trees as the maximum likelihood method.   It is 

possible that, in some simulations, the maximum likelihood supertree method, if 
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unconstrained, will return similar numbers of trees; however, the majority of the 

summarising statistics of the maximum likelihood supertree method are unaffected by 

this constraint, and are generally smaller than those of MRP.  When the proportion of 

branch length to population size is ¼ and the number of input trees is two, MRP returns 

as many as 250 consensus trees in some simulations, and 288 trees for one replicate.  In 

25% of cases, it returns 36 or more trees when the generating tree is unbalanced, and 27 

or more trees when the generating tree is balanced.  The median number of consensus 

trees produced is 12 and 14.5 respectively, which is five times and six times 

respectively greater than the number of trees produced by the maximum likelihood 

consensus method.  For the unbalanced generating tree, no simulations returned a single 

consensus tree.   

As the number of input trees increases, the number of consensus trees returned by MRP 

improves dramatically for both the balanced and unbalanced generating trees, although 

some individual simulations still produce an extremely large number of consensus 

trees.    Some simulations produced as many as 96 consensus trees, even when five or 

ten input trees were provided when the generating tree was balanced.  The situation is 

better when the generating tree is unbalanced, with the highest number of consensus 

trees returned by a simulation, when five or ten input trees are provided, being 46 trees.  

The median and lower and upper quartile ranges also improve dramatically as the 

number of input trees increases to five or ten trees.  The median number of trees is six 

or smaller and the upper quartile range is no greater than ten.  These values are similar 

to those observed with the maximum likelihood consensus method; however, the 

statistics observed for MRP are never smaller than those for the maximum likelihood 

consensus method for the same combination of the number of input trees and the 

proportion of branch length to the population size.    
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Figure 3-8 Distribution of the number of trees returned by the maximum likelihood consensus 

method when the generating tree is a) unbalanced and b) balanced. 

a) Unbalanced generating tree 

 

b) Balanced generating tree 
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Figure 3-9 Distribution of the number of trees returned by MRP when the generating tree is a) 

unbalanced and b) balanced. 

a) Unbalanced generating tree 

 

b) Balanced generating tree 
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3.4. Substitution rate and model misspecification 

Input trees can also differ due to errors arising from the reconstruction of the individual 

input tree, for example, even if the gene trees were identical to the species tree, the 

estimated trees may still differ.  Although there are many potential factors that may 

cause disagreements during this reconstruction process - for example, sequence 

mislabelling, sequence contamination or poor alignment of sequences - this section 

focuses on one potential cause, substitution rate combined with model misspecification.  

Many phylogenetic methods, for example, maximum likelihood and Bayesian methods, 

require a substitution model to be specified.  Modelling DNA evolution allows the 

phylogenetic tree to be reconstructed more accurately; however, incorrectly specifying 

the model of DNA evolution can cause the phylogenetic tree to be reconstructed 

incorrectly, particularly when there is a combination of short and long branches in the 

tree (Sullivan and Joyce 2005).  This can cause the input trees to differ.  The aim of a 

consensus method here should be to find the underlying tree that generated these input 

trees. 

There are a large range of models described to model DNA evolution.  These models 

range from a simplistic model that assumes all substitutions between bases occur at the 

same rate and the frequency of the four bases at equilibrium are equal, i.e. the Jukes-

Cantor model (Jukes and Cantor 1969), to a model that assumes that all of the 

substitution rates can differ and that the base frequencies at equilibrium are not 

uniformly distributed, i.e. the General Time Reversible model (GTR) (Lanave, et al. 

1984).  Additional models have also been described allowing, for example, different 

rates across sites (Yang 1994) or different rates at each site over time (Tuffley and Steel 

1998).  These models are used in conjunction with methods such as maximum 

likelihood (not to be confused with the maximum likelihood consensus or supertree 

method) to reconstruct a phylogenetic tree.  When the branches of the tree are 

approximately equal lengths, for example, in the case of the balanced generating tree, 

maximum likelihood is reasonably robust to model misspecification (Sullivan and 

Joyce 2005).  However, when the tree contains a combination of very long and very 

short branches, the choice of substitution model can be critical (Sullivan and Joyce 

2005).  The unbalanced generating tree contains a combination of long terminal 

branches adjacent to short internal branches.  This is termed the Farris zone (Siddall 
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1998) or inverse Felsenstein zone (Sullivan and Swofford 2001).  In this case, the 

biases associated with more simplistic substation models can mean that the maximum 

likelihood method is more likely to construct the correct tree when combined with a 

simpler substitution model (Sullivan and Swofford 2001). 

These simulations consider the results when DNA sequences evolve at a high rate of 

mutation in comparison to a low rate along a tree under the GTR model of evolution.  

Increasing the mutation rate increases the variation in the sequence alignment.  The 

Jukes-Cantor and GTR models are then each used in conjunction with the maximum 

likelihood method to reconstruct the phylogeny of the input tree for the DNA sequence 

alignment. These four combinations of mutation rate and substitution model are 

explored in these simulations.  Ten input trees were generated for each replicate, each 

using the same combination of mutation rate and substitution model.  Finally, as tree 

shape has been determined to influence the results of many phylogenetic methods and 

was shown to have an effect when testing incomplete lineage sorting, the simulations 

here also consider the two extremes of tree topology: balanced and unbalanced trees.  

The differences between the input trees in these simulations are the result of the 

mutation rate and model misspecification in the tree reconstruction process.  The 

underlying trees that generate the sequences are identical and no further processes are 

acting to create differences between the input trees.  The differences in this case, 

therefore, do not represent true differences between the gene trees; however, the aim of 

consensus methods is to still find the underlying tree that generated these input trees. 

3.4.1. Methods 

As in Section 3.3.1, simple binary ultrametric generating trees with 16 taxa were used.  

As tree topology has been noted to affect both the calculation of the normalising 

constant and the accuracy of many supertree methods, a balanced and unbalanced tree 

were each used as generating trees.  These trees represent the extremes of tree shape.  

Two mutation rates, μ, were explored: a low mutation rate and a high mutation rate.  

These rates were controlled by adjusting the internal branch lengths of the generating 

tree.  To achieve a low mutation rate, internal branch lengths of 0.005 substitutions 

expected per site were used.  For a sequence length of 500 nucleotides, only five 

substitutions are expected in each clade.  For the high mutation rate, internal branch 
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lengths of 0.1 were used.  Fifty substitutions are expected along each branch with 1.4 

substitutions expected at each site, meaning the sequences are at saturation. 

DNA sequences were generated along each tree using the GTR substitution model with 

parameter values drawn from a study of HIV evolution (Anderson, et al. 2001).  These 

sequences were generated using SeqGen (Rambaut and Grassly 1997).  Ten input trees 

were generated for each replicate.  As the previous simulations considered the impact 

of the number of input trees on the accuracy of the methods - this was found to perform 

as predicted, with the methods accuracy increasing as the number of input trees 

increased - only ten input trees were considered here.  This should still be sufficient to 

show cases where the rate of convergence on the true generating tree differs. 

Phylogenetic trees were reconstructed from the sequence alignments to create the input 

trees.  Phylogenies were constructed using the maximum likelihood method in Paup* 

version 4.0b10 (Swofford and Begle 1993).  Two substitution models were used - the 

JC and GTR - with all parameters estimated from the alignments. 

Thus, two mutation rates were used to generate the sequences, and two substitution 

models used to reconstruct the phylogenies from the sequence alignments.  For each of 

these combinations of parameters, 100 replicates were generated, each with ten input 

trees.  Three consensus methods were used to analyse each set of trees.  The maximum 

likelihood consensus method was run for each set of simulated input trees using a 

simple step-wise MRP tree as the start tree and using the subtree pruning and regrafting 

branch swapping method to search for trees (Swofford and Begle 1993).  The 

simulations were rerun using randomly generated start trees, but the choice of start tree 

was found not to affect the accuracy of the method in these simple simulations.  The 

Robinson-Foulds distance metric was used with the exponential error likelihood model 

in conjunction with the modifications to the maximum likelihood supertree method 

described in Chapter 2.  A constant beta of one was used for all input trees.  This was 

performed using a Java based programme written as part of this thesis for this purpose.  

The MRP and majority rule consensus trees were also found using Paup* version 

4.0b10  (Swofford and Begle 1993).  A 50% agreement threshold was used for the 

majority rule consensus trees.   

To compare the methods, the Robinson-Foulds distance from the consensus tree to the 

generating tree was recorded.  Where multiple consensus trees were produced by a 
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method, the distance from each of the consensus trees to the generating tree was 

averaged and recorded.   

3.4.2. Results 

The Robinson-Foulds distance from the generating tree to the maximum likelihood 

consensus tree is plotted in conjunction with the distance to the majority rule consensus 

tree (Figure 3-10) and the MRP consensus tree (Figure 3-11).  In each case, the results 

are separated by the mutation rate used to generate the DNA sequence alignment and 

the substitution model used to reconstruct the input tree phylogenies.  The closer the 

distribution of distances is to zero, the more accurate the estimate of the true generating 

tree.  

The results for the three consensus methods examined here - the maximum likelihood, 

majority rule and MRP consensus methods - are very similar, especially when the 

generating tree is balanced.  However, the maximum likelihood consensus method 

performs slightly better than the majority rule consensus method when the generating 

tree is unbalanced and the mutation rate is high; and better than MRP, when the 

generating tree is unbalanced, the mutation rate high and the substitution model is 

misspecified, i.e. the Jukes-Cantor model is used. 

The topology of the generating tree does have an effect on the success of the consensus 

methods.  This occurs when the mutation rate is high and there is a high level of 

heterogeneity in the sequence alignment.  Whilst the high mutation rate has little effect 

on the success of the consensus methods when the generating tree is balanced, it does 

affect the results when the generating tree is unbalanced.  In these cases, the consensus 

tree is generally similar, but not identical, to the true tree.  These results should improve 

with the addition of more input trees. 
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Figure 3-10 Distribution of the Robinson-Foulds distance from the generating tree to the maximum 

likelihood (black lines) and majority rule (white lines) consensus trees.  The x-axis is the Robinson-

Foulds distance between the consensus tree and the generating tree and the y-axis is the frequency 

that this distance is observed across the replicates.  The results are separated by the shape of the 

generating tree used to generate the input trees: a) the unbalanced and b) balanced generating 

trees.  Within each group of graphs, the graphs are separated by the mutation rate, μ, used to 

generate the DNA sequence alignment and the substitution model used to reconstruct the input 

phylogenies. 

 

a) Unbalanced generating tree 

 

 

b) Balanced generating tree 
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Figure 3-11 Distribution of the Robinson-Foulds distance from the generating tree to the maximum 

likelihood (black lines) and MRP (white lines) consensus tree.  The x-axis is the Robinson-Foulds 

distance between the consensus tree and the generating tree and the y-axis is the frequency that 

this distance is observed across the replicates.  The results are separated by the shape of the 

generating tree used to generate the input trees: a) the unbalanced and b) balanced generating 

trees.  Within each group of graphs, the graphs are separated by the mutation rate, μ, used to 

generate the DNA sequence alignment and the substitution model used to reconstruct the input 

phylogenies. 

 

a) Unbalanced generating tree 

 

 

b) Balanced generating tree 
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Of the mutation rate and substitution model, the mutation rate is found to have the 

strongest effect on the accuracy of the consensus methods at reconstructing the 

generating tree.  The accuracy of the consensus methods decreases as the mutation rate 

increases.  The substitution model has a more subtle effect on the accuracy of the 

consensus methods.  As the sophistication of the substitution model improves and the 

incongruence between the reconstructed tree and the true input tree decreases, the 

distance between the consensus tree and the generating tree decreases.  These two 

effects are only apparent in these simulations when the generating tree is unbalanced, as 

when the generating tree is balanced, the consensus methods always reconstruct the 

generating tree correctly. 

Overall, the consensus methods performed extremely well at finding the true generating 

tree, only encountering difficulties when the generating tree was unbalanced and the 

mutation rate was high.  The results of the consensus methods are directly influenced 

by the distribution of the distances from the generating tree to the input trees.  Different 

values of the mutation rate and substitution model were used here to generate different 

distance distributions.  The distributions of the distances from the generating tree to the 

input trees are shown in Figure 3-12.  From these graphs, it is apparent that the shape of 

the generating tree and the mutation rate used to generate the DNA sequences has the 

most significant effect on the degree of incongruence between the input trees.  When 

the mutation rate is low, the distribution of distances to the input tree is similar 

regardless of the shape of the generating tree; however, when the mutation rate is high, 

the distribution differs, depending upon the shape of the generating tree.  The highest 

variation in the distance distribution is observed when the mutation rate is high and the 

generating tree is unbalanced.  In this case, the distance to the input trees appears to 

form a truncated normal distribution as opposed to an exponential distribution.  This is 

also the case where the consensus methods are least successful.  When the mutation rate 

is high and the generating tree is balanced, the input trees are all identical to the 

generating tree; therefore, as would be expected, the consensus methods all returned the 

generating tree.  When the mutation rate is low, the distribution of distances from the 

generating trees to the input trees are either exponentially distributed or strongly 

negatively skewed with a mean close to zero.  The consensus methods all performed 

well in this setting, all returning a tree that was identical or extremely close to the true 

generating tree.  
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Figure 3-12 Distribution of the Robinson-Foulds distance between the generating tree and input 

trees.  The x-axis of each graph is the Robinson-Foulds distance between the generating tree and 

the input tree and the y-axis is the frequency that this distance is observed across the replicates.  

The results are separated by the topology of the generating tree, the a) unbalanced and b) balanced 

generating tree.  Within each set of graphs the results are separated by the mutation rate, μ, used 

to generate the DNA sequence alignment and the substitution model used to reconstruct the input 

phylogenies.   

 

a) Unbalanced generating tree 

 

 

b) Balanced generating tree 
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3.4.3. Diagnostic testing and the exponential error likelihood model 

In these simulations, the success of the consensus method can be directly assessed as 

the generating tree is known.  In reality, this is not the case; however, Chapter 2 

described a diagnostic test for assessing the fit of the likelihood model and, therefore, 

the accuracy of the consensus methods without knowledge of the generating tree.  As in 

the previous set of simulations (i.e. Section 3.3), these simulations assume the errors in 

the set of input trees, as represented by the Robinson-Foulds distances, are 

exponentially distributed from the generating tree.  To assess the fit of this model, the 

distribution of the Robinson-Foulds distance from the consensus trees to the input trees 

is graphed (Figure 3-13).   

Under these simulation settings, there is more variation observed in the input trees 

generated under a low mutation rate than those generated under a high mutation rate for 

the balanced generating tree.  When the mutation rate is low, the distance between the 

maximum likelihood consensus trees and input trees is exponentially distributed, 

suggesting the consensus trees are good estimates of the generating tree, as confirmed 

by the earlier results (see maximum likelihood consensus results in Figure 3-10).  When 

the mutation rate is high, the consensus tree is equal to all of the input trees, providing 

extremely strong evidence that the consensus tree is equal to the generating tree, as is 

shown in the earlier comparisons. 

There is more variation observed between the consensus and input trees when the 

generating tree is unbalanced.  Although the distribution of the Robinson-Foulds 

distances between the consensus trees and the input trees does not perfectly form an 

exponential distribution when the generating tree is unbalanced and the mutation rate is 

low, the distribution is strongly negatively skewed and is centred near zero, indicating 

the consensus tree is closely related to the true generating tree.  The earlier results (see 

Figure 3-10) also confirmed that the consensus tree is closely related or equal to the 

generating tree in these cases.  However, when the generating tree is unbalanced and 

the DNA mutation rate is high, the distances between the consensus tree and the input 

trees show a truncated normal distribution with a mean distance of approximately eight, 

rather than exponentially distributed, implying the consensus tree may differ from the 

generating tree.  This is confirmed in the earlier results (see Figure 3-10).  
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Figure 3-13 Distribution of the Robinson-Foulds distance from the maximum likelihood consensus 

tree to the input trees.  The x-axis is the Robinson-Foulds distance between the consensus tree and 

the input tree and the y-axis is the frequency that this distance is observed across the replicates.  

The results are separated by the topology of the generating tree, a) the unbalanced and b) the 

balanced generating tree.  Within these sets, the results are separated by the mutation rate, μ, used 

to generate the DNA sequence alignment and the substitution model, JC and GTR, used to 

reconstruct the input tree.  

 

a) Unbalanced generating tree 

 

 

b) Balanced generating tree 
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3.4.4. Multifurcations and multiple trees 

One of the benefits of the majority rule consensus method is that it produces a single 

tree; however, that tree may be poorly resolved.  In contrast, the MRP and maximum 

likelihood consensus methods will produce fully resolved trees, but may return multiple 

trees.  When incongruence between input trees was caused by the mutation rate and 

model misspecification, the trees returned by majority rule consensus were all fully 

resolved.   

Once again, the maximum likelihood consensus method was constrained to return a 

maximum of 20 trees; however, no replicates reached this threshold in this set of 

simulations and this constraint, therefore, has no effect on the following results.  When 

the generating tree was balanced, both the maximum likelihood and MRP consensus 

methods returned a single consensus tree for the majority of simulations, with a small 

number of exceptions where two trees were returned.  The number of trees returned by 

the two methods, in the case when the generating tree is unbalanced, is shown in 

Figures 3-14 and 3-15 respectively.  The number of trees returned by the two methods 

is extremely similar, with both methods returning between one and two trees for the 

majority of replicates and generally no more than three trees.  A small number of cases 

produced up to seven consensus trees and one replicate produced 14 trees with the 

maximum likelihood consensus method.  The similarity between the numbers of trees 

returned by the two methods in this setting, as opposed to the differences observed in 

Section 3.3.4 may be potentially explained by the similarity between the input trees and 

the generating trees in this set of simulations.  Whilst the two methods perform 

similarly here, where there is little variation between the input trees, when this variation 

increased, as observed in Section 3.3.4, MRP began returning more trees than the 

maximum likelihood supertree method. 
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Figure 3-14 Distribution of the number of trees returned by maximum likelihood consensus when 

the generating tree is unbalanced 

 

 

 

Figure 3-15 Distribution of the number of trees returned by MRP consensus when the generating 

tree is unbalanced 
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3.5. Discussion 

The purpose of the maximum likelihood consensus method is to infer the tree that most 

likely generated the input trees.  Unlike many consensus methods, which summarise the 

information contained in the input trees, this goal seems more appropriate when 

combining trees which differ due to different gene histories and/or errors arising from 

the sequencing and tree reconstruction process.  Like the maximum likelihood supertree 

method, from which it is derived, the method is statistically consistent as more input 

trees are added and these trees can be independently weighted.  The method can also be 

applied to any set of unrooted trees, including those that are not binary, with the same 

set of taxa.  The distance metric and/or likelihood model can be varied to suit the data 

and the analysis.  This chapter compared the maximum likelihood consensus method 

with two alternative consensus methods using simulated data. 

Incongruence between input trees can arise from a variety of processes.  Two of the 

types of process that can cause differences are: biological processes, for example, 

incomplete lineage sorting and horizontal gene transfer, which cause gene histories to 

differ from the species tree; and errors arising from the sequence analysis process 

causing the input trees to be reconstructed incorrectly.  In reality, the differences 

between input trees are caused by a combination of these process interacting; however, 

this chapter considers the success of the consensus methods when the incongruence 

between input trees is caused by a single process.  One of the processes considered here 

is the case where incongruence is the result of incomplete lineage sampling, that is, 

where differences between the input trees are the result of different gene histories.  

Altering the lengths of the internal branches affects the level of incomplete lineage 

sorting that occurs and, therefore, the incongruence of the input trees.  This factor is 

considered in conjunction with the effect of increasing the number of input trees used to 

build the consensus tree.  The second process considered is where the true underlying 

phylogenies of the input trees are identical, and the differences between input trees are 

the results of errors arising from model misspecification in the tree building process.  A 

DNA alignment is generated for each input tree and the input tree is reconstructed using 

the maximum likelihood method and a given substitution model.  Two substitution 

models are considered in conjunction with two different mutation rates used to generate 

the DNA alignment.  These simulations each consider the two possible extremes of the 
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generating tree topology - a completely balanced tree and a completely unbalanced tree.  

In both of these case studies, the aim of a consensus method is to find the underlying 

generating tree. 

These simulated data sets were used to compare the maximum likelihood consensus 

method with two other consensus methods - the majority rule and MRP consensus 

methods.  Overall, maximum likelihood consensus was as effective as majority rule and 

MRP consensus at finding the true generating tree, and in some cases, performed better, 

particularly when the number of input trees used was small.  The maximum likelihood 

consensus method also performs better than the majority rule consensus method when 

the mutation rate generating the DNA alignment is high and the generating tree is 

unbalanced, and better than MRP, when the substitution rate model is also misspecified.  

One of the argued benefits of the maximum likelihood consensus method is that it is 

statistically consistent, converging to the true tree as more input trees are added.  These 

simulations showed that the accuracy of all three methods is found to improve as more 

input trees are added. Overall, the performance of the consensus methods appears to be 

dependent upon the distribution of distances between the input trees and the generating 

tree.  The trees produced by the consensus methods are more similar to the generating 

tree when the distances between the generating tree and the input trees are smaller, as in 

the cases where the mutation rate was low and/or the GTR substitution model was used, 

or the internal branch lengths of the generating tree were long. 

A common ideal for consensus methods is that they return a single fully resolved 

bifurcating tree.  Majority rule consensus is guaranteed to return a single tree, and 

maximum likelihood and MRP consensus will always return a bifurcating tree, but none 

of these methods are guaranteed to satisfy both conditions.  In these simulations, the 

majority rule consensus trees are found to have a high level of resolution and are, by 

and large, fully resolved.  MRP and maximum likelihood consensus methods produced 

only one or two trees when the level of dissimilarity between the input trees was low, 

but returned as many as 10 or 20 trees when the differences between the input trees 

increased.  MRP returned as many as ten times as many trees as maximum likelihood 

consensus when only two input trees were used.   
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3.5.1. Generating tree topology 

The biggest influence on the performance of the consensus methods is the level of 

incongruence between the input trees.  The simulations confirm, as expected, that the 

fewer differences between the input trees, the smaller the distance between the 

consensus tree and the generating tree.  These case studies manipulated the level of 

incongruence among input trees by changing the internal branch lengths of the 

generating tree, or altering the mutation rate used to generate the DNA alignment and 

the substitution rate used to reconstruct the input tree phylogeny.  However, the single 

largest cause of disagreement between the input trees, and therefore the consensus and 

generating tree, in these case studies, was the topology of the generating tree.  This 

effect was most prominent in the first set of the simulations, where incongruence is the 

result of incomplete lineage sorting, but was also the largest factor when differences 

between input trees are the result of model misspecification.  In the former, balanced 

generating trees created input trees with more differences, whilst in the latter it was 

unbalanced generating trees. 

A potential cause of this difference in the levels of the incongruence when input trees 

differ due to incomplete lineage sorting may be attributed to the difference in the root 

height between the two topologies and its effect on the coalescence process.  The 

generating trees used were ultrametric trees with all internal branches constrained to the 

same lengths.  The topology of the trees, therefore, dictates the height of the root of the 

trees.  The distance from the leaves to the root is shorter for the balanced generating 

tree than the unbalanced, and the average distance between any internal node and the 

root of the tree is also shorter.  This difference will affect the coalescent process on 

these trees, affecting the probabilities of where coalescent events occur in relation to 

the tips and base of the tree.  The number of generations before two individuals have a 

common ancestor can be approximated by an exponential distribution (Felsenstein 

2004).  The shorter the distance to the root of the tree, the higher the probability is that 

coalescence events will occur near the base of the tree, or potentially beyond the root of 

the tree.  Coalescent events close to base of the tree, or prior to the root of the tree, may 

have a larger effect on the Robinson-Foulds distance between the input tree and the true 

tree than events closer to the leaves of the tree.  This effect may have resulted in the 

larger differences between the input trees from the balanced tree than the unbalanced 
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tree, which in turn caused the accuracy of the consensus methods to be lower when the 

generating tree was balanced rather than unbalanced. 

The topology of the generating tree also affected the level of incongruence when input 

trees differed due to model misspecification in the tree reconstruction process.  The 

distance between the input trees and generating tree is greater when the generating tree 

is unbalanced than when it is balanced.  The constraints on the distance from the leaves 

to the root of the tree, as imposed by the ultrametric tree, the tree shape and the constant 

internal branch lengths, is also a possible cause for this effect.  As was mentioned 

before, the distance from the leaves to the root of the tree is longer for an unbalanced 

tree, under these conditions, than for a balanced tree.  This additional length allows 

more substitutions to occur when generating the DNA alignment, further masking any 

phylogenetic signal in the alignment.  In the simulations where a high mutation rate was 

used, multiple substitutions were expected at each site, possibly causing saturation at 

some sites.  These additional substitutions occurring due to the longer distance on the 

unbalanced generating tree would intensify this effect, further masking some of the 

phylogenetic signal in the DNA alignment.  This effect may have resulted in more 

errors when the input trees were reconstructed, leading to the level of accuracy of the 

consensus methods being lower when the generating tree was unbalanced rather than 

balanced. 

Many studies have focused on the bias of consensus and supertree models towards a 

particular tree shape (Wilkinson, et al. 2005, Kupczok 2011a).  It is important to note 

that the results in this chapter do not imply that the consensus methods here are, or are 

not, biased towards a certain tree shape.  Instead, these results demonstrate that the 

underlying tree topology affects the distances between the input trees and therefore 

impacts the accuracy of the consensus methods.  

3.5.2. Diagnostic tests 

The maximum likelihood consensus method employs an error based likelihood model 

which assumes the distances between the consensus tree and the input trees to be 

exponentially distributed.  The previous chapter proposed a simple diagnostic test to 

assess the fit of this likelihood model to a set of input trees and, therefore, gauge the 

reliability of the consensus tree as an estimate of the generating tree.  This test is based 
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on visually evaluating the distribution of the input trees to the consensus tree as an 

approximation of the distribution of the distances from the input trees to the generating 

tree.  This test was applied to the results in this chapter.   

The diagnostic test identified those cases where the exponential likelihood model was 

appropriate by identifying those cases where the distances from the consensus tree to 

the input trees appeared to be exponentially distributed.  As predicted, the input trees 

were also exponentially distributed from the generating tree in these cases.  

Furthermore, as predicted by the test, the consensus tree was similar to the generating 

tree in these cases.  The diagnostic test also identified those cases where the exponential 

likelihood model was not appropriate, as the input trees were not exponentially 

distributed from the consensus tree.  As predicted by the test, the input trees were also 

not exponentially distributed from the generating tree in these cases.  Furthermore, as 

predicted by the test, the Robinson-Foulds distance between the consensus tree and 

generating tree in these cases was large.   These results suggest that this diagnostic test 

is a potential indicator of the appropriateness of the likelihood model and the reliability 

that the consensus tree represents the true generating tree. 
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Chapter 4. Maximum likelihood supertrees 

The previous chapters of this thesis have discussed the properties of the maximum 

likelihood supertree method and evaluated its performance as a consensus method, 

where each input tree has the same set of taxa.  However, one important value of 

supertree methods lies in their ability to deal with input trees with overlapping sets of 

taxa, i.e. not all input trees contain all of the taxa in the supertree, although every taxon 

in the supertree is contained in at least one input tree.  In this chapter, the ability of the 

maximum likelihood supertree method to cope with different levels of missing taxa in 

the input trees is assessed. 

Allowing the set of taxa in each input tree to differ allows a wider variety of 

phylogenetic information to be included when constructing a supertree.  The set of taxa 

in each input tree may vary for many reasons; for example, some genes may not be 

present in all of the taxa in the study, thus preventing those taxa from being included in 

any input tree built from those genes.  Alternatively, time and resource constraints may 

prohibit sequencing a large volume of new data.  There is already a large amount of 

genetic and phylogenetic data available from earlier research.  These studies often have 

different aims and may only include a subset of the taxa under consideration in the 

current study.  Rather than discarding this information and investing resources in 

further sequencing and rebuilding new phylogenies with the complete set of taxa, these 

original trees can be used as input trees.  Thus, tolerating overlapping taxa sets enables 

the information from previous research to be incorporated in a new supertree analysis.  

Allowing these input trees with missing taxa enables the supertree analysis to utilise 

more information to construct the supertree. 

However, these missing taxa can affect the accuracy of supertree methods.  As in 

traditional phylogenetics, where a high level of missing data from a DNA sequence 

alignment causes greater uncertainty in the phylogeny, a high number of taxa missing 
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from the input trees can cause greater uncertainty in the supertree.  The preceding 

chapter examined the accuracy of the maximum likelihood supertree method when all 

of the taxa are present in all of the input trees, i.e. the maximum likelihood consensus, 

using trees with 16 taxa.  In this chapter, the effect of the level of missing taxa is 

considered.  A set of 16 taxa is again considered; however, two taxa are removed at 

random from each input tree.  The two taxa are chosen completely at random, therefore, 

the number of times each taxon is removed from the set of input trees differs between 

taxa.  The only requirement is that each taxon is present in at least one input tree.  The 

effects of removing four and six taxa from each input tree are also explored.  As the 

number of taxa removed increases, the probability that a taxon is removed from 

multiple input trees increases. 

As in the previous chapter, two sources of input tree variation are considered: 

incomplete lineage sorting, and the combined effect of DNA sequence mutation rate 

and model misspecification.  The results for the maximum likelihood supertree method 

are compared with a popular supertree method, MRP.  Furthermore, some supertree 

methods are biased towards particular tree shapes, and the previous chapter 

demonstrated how the topology of the generating tree influences the distance from the 

generating tree to the input trees.  Therefore, as in the previous chapter, the two 

extremes of tree topology are considered - a balanced and unbalanced generating tree.  

4.1. Incomplete Lineage Sorting 

Incongruence between input trees can arise from a variety of sources.  Some disparities 

are the result of real differences in the history of the input trees, whereas others are the 

result of errors accumulated whilst building the input tree.  These simulations focus 

solely on the situation where the variation is caused by incomplete lineage sorting on 

gene trees along a species tree from the coalescent process.   When the internal branch 

lengths of the species tree are sufficiently short and the population size sufficiently 

small, the time to coalescence may be longer than the time to the next speciation event.   

When this occurs, the gene tree can differ from the species tree.  The level of variation 

between the input trees is dependent upon the lengths of the internal branches relative 

to the population size: the shorter the branch lengths, the greater the variation in the 

input trees.  In this section, incongruence between input trees is solely attributable to 

incomplete lineage sorting.   
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As in the previous chapter, three different values for the internal branch lengths relative 

to the population size are considered.  Generating trees of sixteen taxa are used, where 

zero, two, four or six taxa are removed at random from all of the input trees.  

Furthermore, as in the preceding chapter, the number of input trees is varied.  This was 

shown to affect the accuracy of the maximum likelihood consensus method.  Finally, 

the two extremes of tree shape, the unbalanced and balanced tree, are used as the 

generating tree.  These tree shapes were demonstrated to influence the distribution of 

the distances from the generating tree to the input trees in Chapter 3. 

4.1.1. Methods 

This set of simulations utilises the data generated in Section 3.3, by removing at 

random some taxa from the input trees.  When zero taxa are removed from the input 

trees, the results are identical to those in Section 3.3.  These results, where zero taxa are 

missing, have been included in this chapter to provide a direct comparison to those 

where taxa are missing.   Ultrametric generating trees were used where the internal 

branch lengths were set in proportion to the population size parameter, θ.  θ is equal to 

4Nμ, where N is the effective population size and μ is the mutation rate (per nucleotide 

site per generation).  The internal branch lengths of the tree were, therefore, set to θ, ½θ 

or ¼θ for all internal branches.  This affects the level of variation between the input 

trees and the generating tree, with the variation increasing as the branch length becomes 

shorter.  The generating trees were simple binary trees with 16 taxa.  A balanced and an 

unbalanced tree were used as the generating trees.  For each combination of tree shape 

and branch lengths, sets of two, five and ten gene trees were simulated in MCcoal, with 

100 replicates generated for each combination.  For each input tree, two taxa were 

removed at random.  These were selected without consideration as to how many input 

trees an individual taxon was removed from.  The only requirement was that each taxon 

was present in at least one input tree.  This process was also repeated removing four 

and six taxa from each input tree. 

Two supertree methods were used to analyse each set of trees.  The maximum 

likelihood consensus method was run for each set of simulated input trees using a 

simple step-wise MRP tree as the start tree and using the subtree pruning and regrafting 

branch swapping method to search for trees.  The Robinson-Foulds distance metric was 

used with the exponential error likelihood model in conjunction with the modifications 
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to the maximum likelihood supertree method described in Chapter 2.  A constant beta 

of one was used for all of the input trees.  The maximum likelihood supertree method 

was implemented in Java using the PAL library v1.4 and includes all of the 

modifications described in Chapter 2.  The MRP tree was found using Paup* version 

4.0b10.  

To compare the methods, the Robinson-Foulds distance from the supertree tree to the 

generating tree was recorded.  Where multiple supertrees were produced by a method, 

the distance from each of the supertrees to the generating tree was averaged and 

recorded.   

4.1.2. Results 

The accuracy of the supertree methods is evaluated by plotting the Robinson-Foulds 

distance between the supertree and the generating tree.  The smaller the Robinson-

Foulds distance, the smaller the distance between the supertree and the generating tree.  

The results are presented for the unbalanced (Figure 4-1) and balanced (Figure 4-2) 

generating trees.  Each figure compares the results for when a) zero, b) two, c) four or 

d) six taxa are removed from the input trees.  Within each set of graphs, the results are 

separated by the number of input trees used and the lengths of the internal branches 

relative to the population size.  The incongruence amongst the input trees should 

increase as the length of the internal branches decreases relative to the population size, 

whilst the accuracy of the maximum likelihood supertree method should increase as the 

number of input trees used increases.  The previous chapter discussed the effects of the 

lengths of the internal branches and the number of input trees used on the accuracy of 

the supertree methods.  This chapter will focus specifically on how the number of taxa 

missing from the input trees affects the supertree methods. 
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Figure 4-1 Distribution of the Robinson-Foulds distance from the unbalanced generating tree to 

the maximum likelihood supertree (black lines) and the MRP tree (white lines).  The x-axis is the 

Robinson-Foulds distance between the supertree and the generating tree and the y-axis is the 

frequency that this distance is observed across the replicates. The results are separated by the 

number of taxa, a) zero, b) two, c) four, d) six removed from the input trees.  The results within 

each set of graphs are separated by the number of input trees used and the branch lengths of the 

generating trees. 

 

a) Zero taxa removed from each input tree 

 

 

b) Two taxa removed from each input tree 
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c) Four taxa removed from each input tree 

 

 

 

d) Six taxa removed from each input tree 
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Figure 4-2 Distribution of the Robinson-Foulds distance from the balanced generating tree to the 

maximum likelihood supertree (black lines) and the MRP tree (white lines).  The x-axis is the 

Robinson-Foulds distance between the supertree and the generating tree and the y-axis is the 

frequency that this distance is observed across the replicates. The results are separated by the 

number of taxa, a) zero, b) two, c) four, d) six removed from the input trees.  The results within 

each set of graphs are separated by the number of input trees used and the branch lengths of the 

generating trees 

 

a) Zero taxa removed from input trees 

 

 

b) Two taxa removed from input trees 
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c) Four taxa removed from input trees 

 

 

 

d) Six taxa removed from input trees 
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As in previous chapters there is little difference between the accuracy of the maximum 

likelihood supertree and MRP methods at reconstructing the generating tree.  This is 

regardless of any of the factors considered in these simulations.  The trends observed 

across the variables in Chapter 3 are also observed here, irrespective of the number of 

taxa removed from the input trees.  The accuracy of the supertree methods increases as 

the number of input trees used increases and/or as the length of the internal branches of 

the generating tree relative to the population size increases (and, therefore, the 

incongruence among the input trees decreases).  Furthermore, the distance between the 

supertree and generating tree is generally smaller when the generating tree is 

unbalanced as opposed to balanced.  Chapter 3 demonstrated this was due to the 

balanced tree generating input trees with greater incongruence than the unbalanced tree. 

As expected, removing taxa from the input trees does affect the success of the supertree 

methods; however, the effect differs depending upon whether the generating tree is 

unbalanced or balanced.  When the generating tree is unbalanced, the supertree 

methods are less successful as the number of taxa missing from the input trees 

increases.  There is a noticeable shift away from zero in the distribution of the distances 

between the supertree and the generating tree as the number of taxa missing from the 

input trees increases.  This is observed regardless of the number of input trees or length 

of the internal branches, but is most noticeable when the number of input trees is small, 

particularly when only two input trees are used.  This is reasonable as, in this scenario, 

when a taxon is removed from one tree, it is now only present once within the set of 

input trees.  The placement of this taxon in the supertree is, therefore, dependent upon a 

single gene tree and will, thus, reflect any differences present in that single gene tree.  

This effect is amplified as the number of missing taxa increases and is most prominent 

when six taxa are removed from the input trees as now only four taxa are present in 

both trees in the set of input trees. 

The number of taxa missing from the input trees also affects the accuracy of the 

supertree methods when the generating tree is balanced.  The accuracy of the supertree 

methods actually improves marginally as the number of taxa missing from the input 

trees increases.  This is most apparent when the number of input trees used is high and 

the internal branch lengths are relatively long and therefore there is less incongruence 

amongst the input trees.  In these cases, as the number of taxa removed from the input 

trees increases, the variance in the distribution of the distance from the supertree to the 
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generating tree also increases, and the centre of this distribution shifts towards zero. 

This effect of a supertree method improving as taxa are removed has been previously 

observed with MRP (Wang and Degnan 2011).   

4.1.3. Diagnostic testing 

The maximum likelihood supertree method used in these simulations uses an 

exponential error-based likelihood model where the distances between the generating 

tree and input trees are assumed to be exponentially distributed.  The simulations in the 

previous chapter demonstrated that the maximum likelihood consensus method 

performs well at estimating the consensus tree when the distribution of the distances is 

approximately exponentially distributed and or centred near zero, i.e. where the input 

trees are not identical to the generating tree.  However, the method is less successful 

when the distances have a truncated normal distribution and are not centred near zero.   

The previous two chapters have discussed a diagnostic test for visually assessing the fit 

of the likelihood model and evaluating the accuracy of the supertree estimate.  As it is 

impossible to directly plot this distribution of distances without knowing the generating 

tree, this distribution is approximated using the distribution of distances from the 

supertree to the input trees.  As the input trees in these simulations all have the same 

number of taxa, these distances are all comparable and can be plotted directly.  Section 

2.8 details the changes necessary if the number of taxa differs between the input trees.  

This test is designed to work with an individual supertree and a single set of input trees; 

however, as all of these results are obtained from a single generating tree, the results 

have been combined here.  The results of the diagnostic tests when zero taxa are 

removed were already presented in Section 3.3.3 under the consensus setting, so are not 

repeated here.  As the case where six taxa are missing from each input tree is the most 

extreme case of missing taxa considered here, only those results are presented in Figure 

4-3.  The results of the diagnostic tests for the cases where two and four taxa are 

missing from the input trees lie between these two extremes. 
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Figure 4-3 Distribution of the Robinson-Foulds distance from the maximum likelihood supertree to 

the input trees when six taxa are missing from each of the input trees.  The x-axis is the Robinson-

Foulds distance between the supertree and the input tree and the y-axis is the frequency that this 

distance is observed across the replicates.  The results are separated by the topology of the 

generating tree: a) the unbalanced and b) balanced trees.  The results within each set of graphs are 

separated by the number of input trees used and the lengths of the internal branches of the 

generating tree relative to the population size, θ. 

 

a) Unbalanced generating tree 

 

 

b) Balanced generating tree 
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Whilst the diagnostic test was reliable for gauging the accuracy of the maximum 

likelihood consensus tree as an estimator of the generating tree, it proves less accurate 

when there are a large number of taxa missing from the input trees, and can even be 

misleading in the case where only a small number of input trees are used.  In these 

misleading cases, the distribution of distances from the supertree to the input trees is a 

poor approximation of the distribution from the generating tree to the input trees. 

When six taxa are removed from each of the input trees and only two input trees are 

used, the diagnostic test suggests the supertrees found fit the exponential error 

likelihood model well and are likely to be good estimates of the generating tree.  

However, Figures 4-1d and 4-2d demonstrate that the supertrees in these cases are 

relatively poor estimates of the generating tree.  This misleading result is due to the low 

level of information available for the majority of taxa in the supertree and the effect of 

missing taxa on the distances between the input trees and supertree.   

In these simulations, of the 16 taxa in the supertree, 12 taxa are only supported by a 

single input tree.  Any errors in the input trees for those taxa are, therefore, directly 

reflected in the supertree.  This contributes to errors between the supertree and the 

generating tree due to insufficient information in the data set.  Furthermore, the distance 

metric used to measure errors only counts the number of differences between an input 

tree and the supertree.  The distance metric is not affected by missing taxa.  Whilst this 

is expected and completely justified, misinterpreting these distances as support for the 

missing taxa, rather than an absence of information, gives rise to the false positive 

result in the diagnostic test and a false confidence in the validity of the supertree.  

4.1.3.1. False positive result in the diagnostic test 

This false positive result in the diagnostic test arises when there is a relatively large 

number of taxa present in only a relatively small number of the input trees.  This occurs 

because of the way the distances in the diagnostic test are interpreted.  The diagnostic 

test examines the distance between the supertree and the input trees, looking for the 

frequency of these distances to be exponentially distributed.  In the case of these 

simulations, the distance measure used is the Robinson-Foulds metric.  Taxa present in 

the supertree, but missing from a given input tree, will not affect the distance; thus, 

input trees with a large number of missing taxa may have low distances and show little 
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disagreement with the supertree.  Therefore, whilst a high distance score means the 

input tree does not support the supertree, the opposite is not true.  A low distance score 

does not necessarily mean that the input tree does support the supertree, but, that the 

input tree supports or is compatible with the supertree.  The diagnostic test is predicated 

on the idea that an exponential distribution of distances in the diagnostic test implies a 

large number of input trees are similar to the supertree; however, this false positive 

result occurs, as the same distribution may occur because many of the input trees 

simply are compatible with the supertree. 

The diagnostic test is, therefore, not sufficient on its own in this case.  The test needs to 

be combined with additional statistics to indicate if the results of the diagnostic test are 

reliable.  Whilst this false positive result is linked to the number of missing taxa in the 

input trees, simply scaling the distances based on the number of the taxa in the 

associated input tree will not alleviate this false positive result in the diagnostic test.  As 

these simulations demonstrate, this result can occur when all of the input trees are 

missing the same high number of taxa.  Scaling these distances, in this case, will still 

produce the same distribution and still create a false positive result.  The diagnostic test 

must, therefore, be combined with other statistics measuring the number of missing 

taxa and/or the support for the bipartitions in the supertree to indicate if the results of 

the diagnostic test are reliable. 

There are a number of additional statistics that could indicate the reliability of the 

diagnostic test and the reliability of the supertree.  These measures could include the 

average percentage or range in the percentage of input trees where taxa occur.  When 

this percentage is low, the results of the diagnostic test are unreliable as there is 

insufficient data for many taxa.  Conversely, when this percentage is high, the results of 

the diagnostic test are more reliable.  Taxa with low support could be temporarily 

pruned from the supertree, and the distances between the supertree and input trees 

recalculated for the diagnostic test to eliminate this false positive result and assess the 

fit of the exponential error-based likelihood model.  Alternatively, the degree of support 

for the bipartitions of the supertree could be considered.  This can be achieved by 

comparing the percentage of input trees that a given bipartition in the supertree is 

supported by, relative to the number of input trees where it is possible to observe that 

bipartition.  Otherwise, a second diagnostic test could be performed using a distance 
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metric that measures the number of bipartitions that are equal between the input tree 

and supertree.   

In the situation where this false positive result occurs, this can be easily remedied by 

using one of the following solutions.   One answer is to include more input trees in the 

data set that contain those taxa that are currently under-represented and/or add those 

taxa to more of the existing input trees.  Alternatively, those taxa that do not occur in a 

minimum number of input trees can be pruned from the input trees and the supertree 

rebuilt.  Or alternatively, the supertree can be presented with statistics measuring the 

level of support for the placement of each taxon by those input trees that included the 

taxon compared to the percentage of the input trees that contained the taxon. 

4.1.4. Multiple trees 

The aim of a supertree method is to find the tree that generated a set of input trees; 

however, multiple supertrees can optimise the search criteria of a supertree method.  

These methods aim to resolve the conflict in the input trees; therefore it may be 

undesirable that, in lieu of producing an unresolved tree, a supertree method merely 

returns every possible resolution of the conflict.  Whilst, this may be necessary to 

represent areas of great uncertainty in the supertree when it is constricted to a binary 

tree, as is the case with the maximum likelihood supertree and MRP methods, a 

supertree method that returns an unnecessarily excessively large number of trees is also 

undesirable.  

Figure 4-4 illustrates the number of trees returned by a) the maximum likelihood 

supertree method and b) MRP, when the generating tree is unbalanced.  The results for 

the balanced generating tree are found in Figure 4-5.  Only the results for the cases with 

six taxa removed from each of the input trees are displayed here, although the cases 

with two and four taxa are removed were also examined.  The results for the 

corresponding case where there are no missing taxa can be found in the previous 

chapter in Section 3.3.4.    
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Figure 4-4 Distribution of the number of trees returned by the maximum likelihood supertree 

method and MRP when the generating tree is an unbalanced tree with 16 taxa, and 6 taxa are 

missing from each of the input trees.  The upper threshold on the number of trees retained was 20, 

therefore, values of 20 represent cases where 20 or more trees were returned by that simulation. 

 

a) Maximum likelihood supertree 

 

b) MRP 
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Figure 4-5 Distribution of the number of trees returned by the maximum likelihood supertree 

method and MRP when the generating tree is a balanced tree with 16 taxa and 6 taxa are missing 

from each of the input trees.  The upper threshold on the number of trees retained was 20, 

therefore, values of 20 represent cases where 20 or more trees were returned by that simulation. 

 

a) Maximum likelihood supertree 

 

b) MRP 

 

 

 



 
 

87 
 

For computational reasons, the maximum likelihood method was limited here to 

returning no more than 20 trees.  Therefore, any case where 20 trees were returned 

represents 20 or more possible trees.  The number of trees returned by MRP was 

unconstrained; however, some simulations returned an excessively large number of 

trees which skewed the graphs making them unreadable.  Of the 1800 simulations 

considered here, 542 returned over 100 trees; 98 of these returned over 1000 trees, and 

4 of these simulations produced more than 10,000 trees.  One simulation returned 

almost 18,000 trees.  Therefore, for the MRP results, all simulations which returned 20 

or more trees were recorded as returning 20 trees for these graphs. 

The statistics presented in the boxplots in these graphs, i.e. the median and quartile 

values, are unaffected by outlying points.  They can be interpreted as long as their value 

is lower than 20.  When the statistic is lower than 20, it will remain the same, regardless 

of whether data points are recorded as 20 or their true value.  However, due to this 

upper limit in the number of trees returned, any statistic in these figures equal to 20 

cannot be interpreted, as the true value of this statistic is unknown.  

Figures 4-4 and 4-5 illustrate that MRP generally produces more supertrees than the 

maximum likelihood method.  The maximum likelihood supertree method and MRP 

both return a large number of trees when the number of input trees is low.  Both 

methods return fewer trees as the number of input trees increases; however, the increase 

in the number of input trees has a greater effect on the maximum likelihood method 

than MRP, with even a small increase in the number of input trees causing a noticeable 

improvement in the results of the method.   

The internal branch lengths and the shape of the generating tree also interact to affect 

how many potential supertrees are produced.  When the internal branch lengths are 

longer, those simulations where the generating tree is unbalanced generally produce 

more supertrees than when the generating tree is balanced, particularly when a smaller 

number of input trees is used.  However, when the internal branch lengths are short, 

those simulations where the generating tree is balanced generally produce more 

supertrees than those cases where the generating tree is unbalanced.  This is especially 

noticeable when five or ten input trees are used.  In these cases, increasing the number 

of input trees has a much smaller effect on the number of supertrees returned.  These 

trends are visible in the results for both methods. 
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These results were also duplicated for the cases where two and four taxa were missing 

from each of the input trees, although the graphs have not been included here.  These 

results demonstrated a gradual move from the trends observed in Section 3.3.4, where 

no taxa are missing, to those observed here as more taxa are removed from the input 

trees. 

4.2. Mutation rate and model misspecification 

The first half of this chapter considered the case where the inconsistencies between the 

input trees represent real differences and have arisen as the result of incomplete lineage 

sorting.  However, there are many potential causes of incongruence between input trees 

and not all of these are biological processes.  Incongruence can also arise as a result of 

errors in the tree building process.  Even if the trees that generated the alignment for 

each input tree are identical, the trees may still differ for a variety of reasons.  One 

potential source of errors that arise in the input trees is the misspecification of the 

substitution model during the tree building process, particularly when there is a 

combination of long and short branches in the tree (Sullivan and Joyce 2005), such as 

in the unbalanced tree.  In the second half of this chapter, this thesis considers cases 

where incongruence between input trees is attributable to differences in the DNA 

substitution rate and model misspecification. 

As in the previous chapter, the simulations compare the results when DNA sequences 

evolve at a high rate of mutation in comparison to a low rate along a tree under the 

GTR model of evolution.  This affects the level of variation between sequences in the 

resulting alignment.  The Jukes-Cantor and GTR models are then each used in 

conjunction with the maximum likelihood method to reconstruct the phylogeny of the 

input tree for the DNA sequence alignment. As in the previous chapter, the four 

combinations of mutation rate and substitution model are explored in these simulations, 

along with the two extremes of tree topology: balanced and unbalanced trees.  These 

tree shapes were demonstrated to influence the distribution of the distances from the 

generating tree to the input trees in Chapter 3.  Ten input trees are generated for each 

replicate, each using the same combination of mutation rate and substitution model.  

Generating trees of sixteen taxa are used, where zero, two, four or six taxa are removed 

at random from all of the input trees.   
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4.2.1. Methods 

This set of simulations utilises the data generated in Section 3.4, by removing at 

random some taxa from the input trees.  When zero taxa are removed from the input 

trees, the results are identical to those in Section 3.4.  These results, where zero taxa are 

missing, have been included in this chapter to provide a direct comparison to those 

where taxa are missing.   In the previous chapter, a simple binary balanced and 

unbalanced ultrametric generating tree with 16 taxa was used.  These two shapes 

represent the extremes of tree shape.  A low mutation rate (internal branch lengths of 

0.005) and a high mutation rate (internal branch lengths of 0.1) were used.  DNA 

sequences of 500 base pairs were generated along each tree using the GTR substitution 

model with parameter values drawn from a study of HIV evolution (Anderson, et al. 

2001).  These sequences were generated using SeqGen (Rambaut and Grassly 1997).  

Ten input trees were generated for each replicate. 

For each alignment tree, two taxa were removed at random.  These were selected 

without consideration as to how many input trees an individual taxon was removed 

from.  The only requirement was that each taxon was present in at least one input tree.  

This process was also repeated removing four or six taxa from each input tree.  

Phylogenetic trees were reconstructed from the sequence alignments using the 

maximum likelihood method in Paup* version 4.0b10 (Swofford and Begle 1993) to 

create the input trees.  Two substitution models were used, the JC and GTR, with all 

parameters estimated from the alignments.   

For each combination of these parameters, 100 replicate data sets were generated, each 

containing 10 input trees.  Two supertree methods were used to analyse the datasets – 

the maximum likelihood supertree method and MRP.  The maximum likelihood 

supertree was found using the Robinson-Foulds distance metric and an exponential 

likelihood model using software written for the purpose of this thesis that implements 

the modifications described in Chapter 2.  A simple step-wise MRP tree was used as the 

start tree and the subtree pruning and regrafting branch search method was used to 

search for the supertree.  The MRP tree was found using Paup* version 4.0b10.   

To compare the methods, the Robinson-Foulds distance from the supertree to the 

generating tree was recorded.  Where multiple supertrees were produced by a method, 
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the distance from each of the supertrees to the generating tree was averaged and 

recorded.   

4.2.2. Results 

The performance of the supertree methods is assessed by comparing the distribution of 

the Robinson-Foulds distances between the supertrees and the generating tree for each 

method.  The results are presented for the unbalanced (Figure 4-6) and balanced (Figure 

4-7) generating trees.  Each figure compares the results for when a) zero, b) two, c) 

four, d) six taxa are removed from the input trees.  Within each set of graphs, the results 

are separated by the mutation rate used to generate the DNA alignment and the 

substitution model used to reconstruct the input trees.   The previous chapter discussed 

the effects of the mutation rate and substitution model on the accuracy of the supertree 

methods.  This chapter will focus specifically on how the number of taxa missing from 

the input trees affects the supertree methods. 

When zero taxa are removed from the input trees, both methods generally reconstructed 

the supertrees perfectly, with the exception of the cases where the generating tree is 

unbalanced and the mutation rate is high.  As more taxa are removed, the accuracy of 

the two methods at reconstructing the correct supertree decreases.  The removal of taxa 

affects the results, regardless of the shape of the generating tree, but is more noticeable 

when the tree is unbalanced. 
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Figure 4-6 Distribution of the Robinson-Foulds distance from the unbalanced generating tree to 

the maximum likelihood supertree (black lines) and the MRP tree (white lines).  The x-axis is the 

Robinson-Foulds distance between the supertree and the generating tree and the y-axis is the 

frequency that this distance is observed across the replicates. The results are separated by the 

number of taxa, a) zero, b) two, c) four, d) six removed from the input trees.  The results within 

each set of graphs are separated by the mutation rate, μ, used to generate the DNA sequence 

alignment and the substitution model then used to reconstruct the input phylogenies. 

 

a) Zero taxa removed from each input tree 

 

 

 

b) Two taxa removed from each input tree 
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c) Four taxa removed from each input tree 

 

 

 

 

d) Six taxa removed from each input tree  
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Figure 4-7 Distribution of the Robinson-Foulds distance from the balanced generating tree to the 

maximum likelihood supertree (black lines) and the MRP tree (white lines).  The x-axis is the 

Robinson-Foulds distance between the supertree and the generating tree and the y-axis is the 

frequency that this distance is observed across the replicates. The results are separated by the 

number of taxa, a) zero, b) two, c) four, d) six removed from the input trees.  The results within 

each set of graphs are separated by the mutation rate, μ, used to generate the DNA sequence 

alignment and the substitution model then used to reconstruct the input phylogenies. 

 

a) Zero taxa removed from each input tree 

 

 

 

b) Two taxa removed from each input tree 
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c) Four taxa removed from each input tree 

 

 

 

 

d) Six taxa removed from each input tree 

 

  



 
 

95 
 

When the generating tree is unbalanced, the removal of taxa from the input trees has a 

noticeable effect on the performance of the supertree methods (Figure 4-6).  When the 

DNA alignment was generated using a low mutation rate, both supertree methods 

generally reconstructed the supertree correctly.  As the number of taxa removed from 

the input trees increases, the accuracy of the two methods decreases, although even 

when four taxa are removed, the correct supertree is still reconstructed in the majority 

of the simulations.  When six taxa are removed, more simulations display variation 

between the supertree and the true tree; however, the supertree is generally still an 

extremely close approximation of the true tree.  There is no discernible difference 

between the performance of the maximum likelihood supertree method and MRP across 

these simulations.  The change in the distribution of the variation between the supertree 

and generating tree is also apparent when the DNA alignment was generated using a 

high mutation rate; however, in this case, there was significant variation between the 

supertree and generating tree even when no taxa were removed from the input trees.  As 

the number of taxa removed from the input trees increases, both the mean and the 

variation of the distribution of the distances between the supertrees and the generating 

tree, also increases.  As the number of taxa removed from the input trees increases, 

there is a slight difference in the performance of the maximum likelihood and MRP 

super tree methods.   

The removal of taxa from the input trees also affects the performance of the two 

methods when the generating tree is balanced (Figure 4-7).  A moderate number of 

missing taxa (four taxa missing from each input tree) still has little effect upon the 

performance of the two methods, with both methods generally reconstructing the 

supertree correctly regardless of the mutation rate or substitution model.  However, the 

removal of six taxa from the input trees affects the performance of both methods.  

Although both methods still reconstruct the correct supertree in the majority of cases, 

many simulations display small differences between the supertree and the generating 

tree.  For both methods, this occurs more frequently when the mutation rate used to 

generate the DNA alignment is low rather than high.   

As in the simulations in the previous chapter, part of this change in the distribution of 

the distances can be attributed to the affect the changes in the parameters of the 

simulations had on the distribution of the distances between the input trees and the 

generating tree.  The distribution of the distances between the generating tree and the 
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input trees when zero taxa are removed from the input trees was illustrated in Figure 

3-12.  This section considers the effect the removal of six taxa from each of the input 

trees had on the distribution of these distances (Figure 4-8).  The results and trends 

observed when two and four taxa are removed lie between these two extremes and are 

not displayed here.  As some input trees contain multifurcations due to insufficient data 

in the DNA alignment to resolve the tree, in some cases the Robinson-Foulds distance 

is an uneven number.  This occurs more frequently when the DNA mutation rate is low 

and there is, therefore, less information in the alignment. 

The variation in the distribution of the input trees generally reflects the variation in the 

distribution of the supertrees, with the most variation observed in both the input trees 

and supertrees when the generating tree is unbalanced and the mutation rate is high.  As 

in the previous chapter, these results demonstrate that any difference in the supertree 

methods accuracy resulting from the shape of the generating tree is attributable here to 

the influence that the shape of the generating tree has on the variation in the input trees, 

rather than a bias in the supertree methods.   

It may seem odd that in the case where the generating tree is balanced and the mutation 

rate is high, that even though the input trees are all perfect reconstructions of the 

generating tree, albeit with missing taxa, both the maximum likelihood and MRP 

supertrees still occasionally contain errors.  On closer examination of those datasets 

where this occurs, it is apparent that in each case this is caused by a pair of taxa in a 

cherry.  Either one or both of the taxa are missing from every single input tree.  There 

is, therefore, insufficient information in the input trees to determine the relationship 

between this pair of taxa and thus there are three possible resolutions of the supertree 

for this pair of taxa.  The supertree methods in these cases have selected the incorrect 

resolution, thus causing the error between the supertree and the generating tree.  This 

situation has occurred as, whilst taxa were removed with the constraint they remained 

present in at least one input tree, no effort was made to retain pairs of taxa present in at 

least one tree as this is an unrealistic demand of supertree analyses.  This error is, 

therefore, not the result of the supertree methods, but of insufficient information in the 

input tree data set and may be rectified by including more input trees in the analysis.  
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Figure 4-8 Distribution of the Robinson-Foulds distance between the generating tree and the input 

trees when six taxa are removed from each of the input trees.  The x-axis is the Robinson-Foulds 

distance between the generating tree and the input tree and the y-axis is the frequency that this 

distance is observed across the replicates. The results are separated by the shape of the generating 

tree, a) unbalanced and b) balanced.  The results within each set of graphs are separated by the 

mutation rate, μ, used to generate the DNA sequence alignment and the substitution model then 

used to reconstruct the input phylogenies. 

 

a) Unbalanced generating tree 

 

 

b) Balanced generating tree 
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4.2.3. Diagnostic testing 

The diagnostic test was used to assess the fit of the exponential likelihood model and 

indicate the accuracy of the maximum likelihood supertree estimates of the generating 

tree (Figure 4-9).  The results for the case when six taxa are removed from each of the 

input trees are presented here.  The results for the case when zero taxa are removed 

were previously presented in Section 3.4.3 and the results for the cases when two or 

four taxa are removed from the input trees are not presented here, but lie between these 

two extremes. 

The diagnostic test indicates that the exponential model fits the data best when the 

generating tree is balanced and the mutation rate that generated the DNA alignment was 

high.   These are also the sets of simulations where the supertree was a perfect or near 

perfect estimate of the generating tree.   The diagnostic test also indicates that the 

exponential error model fits the data well when the mutation rate used to generate the 

DNA alignments was low.  The supertree was also generally a perfect or close estimate 

of the generating tree in these simulations.  Finally, the diagnostic test indicates the 

exponential model does not fit the distribution of the errors well when the generating 

tree is unbalanced and the mutation rate is high.  This is confirmed, as the supertree is a 

poor estimate of the generating tree in this case.   

In Section 4.1.3, the diagnostic test proved unreliable when there is a high volume of 

missing taxa and a relatively small number of input trees.  This problem is not 

encountered in this set of simulations, as, although there was a high volume of missing 

taxa in these simulations, ten input trees were used in each simulation.  The diagnostic 

test proves a consistent indicator of the reliability of the supertree estimate in these 

simulations. 
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Figure 4-9 Distribution of the Robinson-Foulds distance from the maximum likelihood supertree to 

the input trees when six taxa are missing from each of the input trees.  The x-axis is the Robinson-

Foulds distance between the supertree and the input tree and the y-axis is the frequency that this 

distance is observed across the replicates.  The results are separated by the topology of the 

generating tree: a) the unbalanced and b) balanced trees.  The results within each set of graphs are 

separated by the mutation rate, μ, used to generate the DNA sequence alignment and the 

substitution model then used to reconstruct the input phylogenies. 

 

a) Unbalanced generating tree 

 

 

b) Balanced generating tree 
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4.2.4. Multiple trees and multifurcations 

Figures 4-10 and 4-11 graph the distribution of the number of trees returned by a) the 

maximum likelihood supertree method and b) MRP, when the generating tree is 

unbalanced and balanced respectively for the cases when six taxa are removed from 

each of the input trees.  The results for the case where there are no taxa missing from 

the input trees can be found in the previous chapter in Section 3.4.4.  The cases where 

two and four taxa are removed were also examined, but are not shown here, and the 

results lie between these two extremes.     

For computational reasons, the maximum number of trees retained by the maximum 

likelihood method during these simulations was 20 trees; therefore, if the method 

returned 20 supertrees, the real number of trees with the same likelihood may be much 

greater.  Whilst the number of trees returned by MRP was unconstrained in these 

simulations, any replicate that returned more than 20 trees has been recorded as 

returning 20 trees for the purpose of this set of figures.  This allows the two figures to 

be displayed on the same scale, as one simulation with MRP returned 344 trees, 

skewing the scale of this figure.  Due to this constraint and the nature of the statistics in 

the graphs, any statistic below 20 still correctly summarises these simulations; however, 

any statistic equal to 20 may not represent the true value of the statistic. 

Previous sections have demonstrated that the number of potential supertrees returned by 

the supertree methods is loosely correlated with how close the estimate of the supertree 

is to the generating tree.  Furthermore, as the distance between the supertree and the 

generating tree increases, the number of trees returned by MRP increases at a greater 

rate than the maximum likelihood supertree method.  These trends are also replicated in 

these figures.  The supertree methods generally returned a relatively small number of 

potential supertrees in these simulations.  The parameters in these simulations largely 

produced input trees that were closely related to the generating tree.  Furthermore, the 

data sets contained a relatively large number of input trees.  Consequently, the 

supertrees were generally also identical or closely related to the generating tree.  The 

closer the distribution of the estimates of the supertree is to the generating tree, the 

fewer potential supertrees are returned by the supertree methods.  The most trees are 

generally returned when the generating tree is unbalanced and the mutation rate is high, 

which is also where there is the highest level of variation amongst the input trees.  
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Figure 4-10 Distribution of the number of trees returned by the maximum likelihood supertree 

method and MRP when the generating tree is an unbalanced tree with 16 taxa and 6 taxa are 

missing from each of the input trees.  The upper threshold on the number of trees retained was 20, 

therefore, values of 20 represent cases where 20 or more trees were returned by that simulation. 

 

a) Maximum likelihood supertree 

 

 

b) MRP 
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Figure 4-11 Distribution of the number of trees returned by the maximum likelihood supertree 

method and MRP when the generating tree is a balanced tree with 16 taxa and 6 taxa are missing 

from each of the input trees.  The upper threshold on the number of trees retained was 20, 

therefore, values of 20 represent cases where 20 or more trees were returned by that simulation. 

 

a) Maximum likelihood supertree 

 

 

b) MRP 
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4.3. Discussion 

The previous chapter examined the performance of the maximum likelihood supertree 

method as a consensus method, which can be considered a specialised case of the 

supertree problem, where no taxa are removed from the input trees.  This chapter has 

considered the effects of taxa missing from the input trees on the success of the 

maximum likelihood supertree and MRP methods at inferring the correct generating 

tree.  Simulated data was used to examine these effects when the incongruence between 

input trees is caused by incomplete lineage sorting or a combination of the rate of 

mutation generating a DNA alignment and the substitution model used during the tree 

building process.  Many of the effects of removing taxa from the input tree are similar 

to the effects of removing input trees from the data set observed in Section 3.3.2.   

These simulations considered a range of parameters that may cause incongruence 

between input trees and/or affect the accuracy of the supertree methods.  This included 

generating trees which represented the two possible extremes of tree topology, as some 

supertree methods have demonstrated a bias towards tree shape.  However, whilst the 

shape of the generating tree did have a significant effect on the results of the supertree 

methods, this was attributable to the influence the topology had on the distribution of 

the input trees.  It was this difference in the input data sets which affected the 

performance of the supertree methods, rather than a bias in the supertree methods. 

As would be expected, the removal of taxa from the input trees has an adverse effect on 

the success of the supertree methods, with this effect increasing as the number of 

missing taxa increases.  The accuracy of both supertree methods decreases as the 

number of taxa removed from the input trees increases.  These effects are more severe 

as the number of trees in the input data set decreases and/or the variance between the 

input trees and the generating tree increases.  The maximum likelihood supertree 

method performs as well as MRP in these simulations, and even performs marginally 

better in a few cases.  These effects can be mitigated by adding more input trees or 

including more taxa in the input trees. 

Missing taxa also affected the reliability of the diagnostic test described in Chapter 2.  

High levels of missing taxa combined with a low number of input trees combine to 

produce a false positive result in the diagnostic test.  That is, the errors are 
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exponentially distributed from an incorrect supertree, falsely providing a confidence in 

the accuracy of this incorrect supertree.  To identify when a false positive result may 

have occurred, the diagnostic test should be combined with statistics measuring the 

quantity of information for each taxon in the input tree data set and/or the level of 

support from the input trees for the placement of each taxon.  If these statistics are low, 

then the diagnostic test may be providing false confidence in the supertree and the 

supertree is prone to the same errors that cause incongruence in the input trees.  These 

statistics should be quoted alongside a supertree, or the problem may be rectified by 

increasing the number of input trees or adding data for missing taxa. 

Finally, the removal of taxa from the trees also influences how many trees are returned 

by the supertree methods.  As the number of taxa removed from the input trees 

increases, the number of proposed supertrees returned by the maximum likelihood and 

MRP supertree methods increases.  When there are a high number of missing taxa, 

MRP often returns more potential supertrees than the maximum likelihood supertree 

method. 
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Chapter 5. Conclusion 

The first half of this thesis has focused on a recent supertree method, the maximum 

likelihood supertree method.  This chapter looks at the conclusions from this work and 

suggests some avenues for future research.   

5.1. Addressing the challenges of the maximum likelihood supertree 

method 

This thesis has addressed some of the challenges of the maximum likelihood supertree 

method and proposed a diagnostic test for evaluating the methods performance.  It is 

necessary to address these challenges if the method is to be applied to real data and if 

the method is to realise its full potential, by extending it to include alternative 

likelihood models and/or distance metrics.  This thesis highlighted some of the 

limitations of the maximum likelihood supertree method, offering new solutions to an 

existing challenge and highlighting new challenges, indicating factors that must be 

considered when extending the method.  These challenges all stem from the calculation 

of the normalising constant. 

This maximum likelihood supertree method described by Steel and Rodrigo is restricted 

to binary input trees due to the calculation of the normalising constant.  This restriction 

hampers the method’s use with many real data sets.  This thesis proposed two simple 

solutions for calculating the likelihood when the Robinson-Foulds metric is used in 

conjunction with the exponential model.  These solutions allow the maximum 

likelihood supertree method to remain computationally competitive even when a large 

number of multifurcations are present in the input tree data set.  These modifications 

are important if the method is to be applied to real data sets and were necessary so the 

method could be used with the simulations in Chapters 3 and 4. 

Although, theoretically, any tree distance metric can be used in conjunction with the 

maximum likelihood supertree method, in reality, the normalising constant restricts this 

choice to those metrics where the distribution of distances from a given tree to all 



 

106 
 

possible tree topologies using that distance metric is known.  Whilst this distribution 

can be calculated for the Robinson-Foulds metric, this is not necessarily true for other 

distance metrics.  Ideally, this distribution should also be relatively simple and quick to 

calculate.  This thesis has highlighted this limitation, which had not been previously 

explored (except in the case of the Robinson-Foulds metric) and discussed the one 

exception where the normalising constant does not need to be explicitly calculated.   

In the consensus setting, when the beta values are equal, if the distance metric 

distribution is identical for all possible given tree topologies, then the normalising 

constant does not need to be calculated.  It has already been demonstrated that the 

distribution of the Robinson-Foulds metric is not identical over all tree topologies and 

this thesis has demonstrated that the distribution of the SPR metric is also not identical 

over all tree topologies.  However, this thesis has demonstrated that it is possible for 

some metrics to remain identical for all tree topologies. 

Further investigations into the calculation of the distribution of alternative distance 

metrics may yield additional distance metrics that can be used in conjunction with the 

maximum likelihood supertree method.  These alternative metrics may model different 

biological events and will allow the maximum likelihood supertree method to build 

supertrees based on different evaluations of the input trees 

The maximum likelihood supertree method was initially described with an exponential 

model of phylogenetic-error, although it is possible to use any function that describes 

the probability of a tree, as the error between that tree and the proposed supertree 

increases.  However, as this thesis highlights, when an alternative likelihood model is 

used, the corresponding adjustments to the normalising constant must also be 

implemented.  One alternative likelihood model was proposed here and research into 

the distribution of the errors could lead to more potential models.  

Furthermore, this thesis examined the performance of the maximum likelihood 

supertree method when it is used with the exponential likelihood model.  These 

simulations demonstrated that when the errors are exponentially distributed, the method 

performs extremely well, reconstructing the correct supertree.  Even when the errors are 

not exponentially distributed, but the distribution is centred near the generating tree, the 

exponential model and the maximum likelihood supertree method still perform well.  

However, in those cases where the distribution of errors did not resemble an 
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exponential distribution – instead resembling a truncated normal distribution – and the 

generating tree was not the most probable tree, the exponential model and the 

maximum likelihood supertree method was not successful at reconstructing the 

generating tree. 

These cases, where the generating tree is not the most likely tree, are not isolated 

incidents confined to these simulations and may be of real concern when building a 

supertree with any method.  Previous research has discussed anomalous zones where 

some gene trees are more probable than the species tree (Degnan and Rosenberg 2006).  

Whilst the maximum likelihood supertree method with the exponential model does not 

perform well in this situation (and nor does MRP), it is difficult to suggest a model or 

method that would.  It seems counterintuitive to propose an error-model that does not 

favour the supertree as the most likely tree and in many cases this could produce 

disastrous results.  It is unlikely any alternative supertree method would perform 

significantly better than the maximum likelihood supertree method in this situation.   

In the absence of a satisfactory solution to this problem, the diagnostic test proposed in 

this thesis may identify those cases where the errors do not fit the exponential model.  

In the simulations, this test proved to be reliable at identifying those situations where 

the errors fit an exponential model, thus correctly indicating that the supertree was 

likely to be an accurate estimate of the generating tree.  It also identified those 

simulations where the errors were not exponentially distributed and the supertree was 

not similar to the generating tree.  The test was unreliable, however, when there were a 

small number of input trees combined with a high level of missing taxa.  The diagnostic 

test can be combined with additional statistics to show the level of support for the tree 

and indicate those cases when the test may be unreliable. 

Finally, this thesis described the maximum likelihood consensus method, a specialised 

case of the maximum likelihood supertree method.  This consensus method shares the 

advantages, properties and objectives of the maximum likelihood supertree method. 

5.2. Evaluating the performance of the maximum likelihood supertree 

and consensus methods 

The performance of the maximum likelihood supertree method was evaluated using 

simulated data and the method was compared against the more popular supertree 
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method, MRP.  These simulations generated data sets with different distributions of the 

distances between the generating tree and input trees.  The maximum likelihood 

supertree method was found to be at least as effective as MRP.  As a consensus method, 

the maximum likelihood consensus method was compared to MRP and the majority-

rule consensus method and was found to be as effective as both methods. 

Whilst the error based likelihood model used by the maximum likelihood supertree 

method is independent of the causes of the errors between the input trees and 

generating tree, these simulations focused on two specific causes of these errors - 

incomplete lineage sorting, and the combination of DNA mutation rate and substitution 

model misspecification.  This thesis found that the performance of the supertree 

methods depended upon how these processes influenced the distribution of the input 

trees.  The mutation rate and substitution model generally created sets of input trees that 

were closely related to the generating tree, with the mutation rate having the greatest 

influence over the variance between the input trees and the substitution rate having a 

minimal effect.  In contrast, incomplete lineage sorting generally created sets of input 

trees that showed a high degree of variation from the generating tree.  Therefore, 

generally, in these simulations, the supertrees were more accurate when the errors were 

the result of the mutation rate than when they were the result of incomplete lineage 

sorting.  However, these results may differ with the use of different parameters to 

generate the input trees; for example, trees with long interior branches should create 

very similar input trees under incomplete lineage sorting, or by changing the shape of 

the generating tree. 

One of the largest influences in these simulations on the distribution of the input trees, 

and thus the success of the supertree methods, was the shape of the generating tree.  

Previous research has suggested that many supertree methods appear to be biased based 

on tree topology.  One of the initial aims of these simulations was to test how the 

maximum likelihood and MRP supertree methods respond to different shaped 

generating trees, and whether either method displays any bias.  In the simulations, the 

two extremes of tree topology, the unbalanced and balanced tree, were used as the 

generating trees.  There was a significant difference in the performance of both the 

maximum likelihood supertree method and MRP for these two tree topologies.  

However, this difference is primarily attributable to the influence of the generating tree 

on the variation in the input trees, rather than a bias in the supertree methods.  This 
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influence is likely due to the design of these simulations.  Ultrametric generating trees 

were used, in part due to programming constraints, when generating the input trees.  

This causes the terminal branches of the unbalanced tree to vary and ultimately causes 

the total height of the two tree shapes to differ.  Whilst ultrametricity would not affect 

the supertree methods examined in this thesis as they rely solely on topology, this has 

likely influenced the generation of the input trees.  Thus, the shape of the generating 

tree has had a significant effect on the level of variation in the input trees.  Therefore, 

although there is a significant difference in the performance of the supertree methods 

between the two generating tree topologies, no conclusions can be drawn concerning 

bias in the supertree methods.  However, the results of the simulations remain 

interesting nonetheless due to the substantial effect on the distribution of the errors.  

The results of the simulations have, therefore, remained separated according to the 

topology of the generating tree, but should be interpreted mindful of the variation in the 

input trees.   

This thesis has also considered the effects of the number of missing taxa and/or the 

number of input trees in the data set.  These simulations demonstrated that the accuracy 

of the methods improves as more input trees are added to the data set.  The accuracy of 

the methods decreased as the number of missing taxa increased.  Furthermore, the 

number of trees returned by the supertree methods increased as the number of input 

trees decreased and/or the number of missing taxa increased and/or the variance 

between the input trees and the generating tree increased.  Whilst, these searches were 

not exhaustive searches, and, therefore, the number of trees may in some cases 

represent the number of trees that maximise a local maxima, rather than a global 

maxima, these results still indicate how well the methods distinguish between different 

trees.   

These simulations have demonstrated the potential of the maximum likelihood 

supertree method and illustrated that it is as successful as the more popular method, 

MRP.  As a consensus method, it offers a powerful approach to building consensus 

trees where the objective is to find the tree that generated the data set.  Moreover, the 

maximum likelihood supertree method has many advantages over MRP.  Whilst it is 

arguably unclear what MRP is actually optimising and MRP lacks a strong biological 

justification, the maximum likelihood supertree method is a function of the errors 

between the generating tree and input trees.  With further study into alternative distance 
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metrics and error based likelihood models, the maximum likelihood supertree method 

may be further improved to model different modes and tempos of evolution.  Whilst the 

method is more successful in these simulations when the generating tree is the most 

probable, or closely related to the most probable tree, this restriction likely applies to 

many, if not all supertree methods, and the diagnostic test appears to identify those 

cases where the errors do not fit this distribution.  This research has focused on data 

simulated under a variety of conditions; however in reality many processes are 

interacting to cause incongruence among trees.  Future research may demonstrate how 

the maximum likelihood method performs using data simulated under different 

conditions or with real trees. 
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Chapter 6. Phylogenetics and conserving biodiversity 

Many species are under threat (Stork 2010).  These species and their habitats require 

assistance if their chance of survival is to increase; however, the numbers that require 

assistance exceed the bounds of current funding and resources available for 

conservation.  Decisions must be made regarding where to focus conservation efforts so 

as to have the greatest benefits (Vane-Wright, et al. 1991, Hughey, et al. 2003, Isaac, et 

al. 2007, Bottrill, et al. 2008).  Whilst there is a vast array of literature on decision 

making and planning in conservation covering a variety of disciplines, including 

ecology (for example, the journal Conservation Ecology) and economics (for example 

Hughey, et al. 2003, Kontoleon, et al. 2008 and the journal Ecological Economics), the 

second half of this thesis focuses on the contribution of phylogenetic based methods to 

this dilemma.   

In the past 20 years, methods utilising phylogenetic information have been used to 

assess biodiversity and assist in decision making and conservation planning.  These 

methods are applied to a range of problems, including the challenge of selecting a 

subset of species for conservation, prioritising species for conservation and assessing 

the biodiversity of an area.  There is a large degree of overlap between these questions 

and many of these methods can be applied to answer multiple problems.  With the 

genomics revolution, obtaining genetic data and generating phylogenies has become 

easier, making these methods even more appealing (Avise 2010).   

Effective decisions in conservation and the efficient use of resources will ultimately 

rely on a combination of factors, including biodiversity, the cost of saving individual 

species, species location, habitat, socioeconomic uncertainty and the effect that 

conservation efforts will have on their chance of survival (for example Naidoo, et al. 

2006, McBride, et al. 2007, Bode, et al. 2008, Brehm, et al. 2010).  Even factors such as 

the appeal of a species to the public and the subsequent effect on available resources 

and policy decisions may be considered (Ando 1999).  Many methods already 
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incorporate some of this information alongside phylogenetic information (for example 

Hartmann and Steel 2006, Isaac, et al. 2007, Abravaya 2010, Redding, et al. 2010, 

Hickey, et al. 2011) and other methods may be extended to include this information.  

However, before extending and combining methods, the comparative effectiveness of 

methods that use phylogenetic information to quantify biodiversity should be 

considered. 

The second half of this thesis focuses on the specific issue of selecting a subset of 

species from a larger potential set of species for conservation.  This question is 

analogous to the problem of selecting a set of species for sequencing and the methods 

described here can also be applied to that problem (Bordewich, et al. 2008).  These 

methods are generally discussed in the context of species but can be applied to any 

level of evolutionary unit.  This thesis compares two methods that use phylogenetic 

information to find a solution to this problem by assessing the diversity of the set of 

species.  The popular method “phylogenetic diversity” (PD) (Faith 1992, Faith 1994b) 

is compared with the more recently described “maximum minimum distance” (MMD) 

(Bordewich, et al. 2008) using simulated data.  The latter is an existing method from 

operations management (see Tamir 1991, Ravi, et al. 1994) that has recently been 

applied to biodiversity.  Finally, a new method “maximum diversity with feature loss” 

(MDFL) is described and its performance is compared to the other two approaches.   

The remainder of this chapter outlines the motivations and issues behind this problem 

in conservation biology.  It describes existing methods that have been proposed to solve 

this problem and introduces PD and MMD.  The following chapters contain new work 

on this problem.  In Chapters 7, 8 and 9 the performance of PD and MMD are 

compared and in Chapter 10, MDFL is introduced.  Chapter 11 summarises these 

results and proposes some future research applying MMD and MDFL to other problems 

in conservation. 

6.1. Conserving biodiversity 

Limited resources mean conservation efforts cannot focus on every species and habitat 

which requires aid.  Decisions must be made as to where to best focus these resources 

so that they are most effective.  However, how do we select a subset of species for 

conservation at the expense of other endangered species and determine what is the most 
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effective use of resources?  There is no simple method for deciding this.  Whilst it is 

important to consider factors such as the threat status of a species, the cost of 

conservation and the likely effect of conservation efforts (for example Joseph, et al. 

2008), it is important to also consider the value of a species or a set of species.  This 

value comprises both its utility and its uniqueness.  The uniqueness of a species is the 

set of features that are unique to this species in comparison to other species.  These 

features will be lost if this species is lost.  Species may also have a utilitarian value, for 

example, a species may be useful in agricultural research or medical research.  This 

notion of value must be measured objectively.  When asked to select a set of species for 

conservation from a larger group of endangered species, answers will differ between 

members of the public and even researchers based on their preferences.  For example, 

the public and policy makers have displayed a bias towards protecting the charismatic 

mega-fauna (Metrick and Weitzman 1996), whilst, a researcher may argue for saving 

species from their genus of interest.  Instead, objective criteria need to be applied to 

these decisions.  Although many criteria have been suggested to measure a species 

worth and argue for its conservation, one frequent goal is to select species for 

conservation that will maximise the biodiversity that is preserved.   

Maintaining biodiversity is often considered as a strategy for keeping options alive for 

the future.  It has been described as a “safety net of biological diversity for responding 

to unpredictable events or needs” (Faith 1992).  There are many arguments and 

advantages to preserving biodiversity (for example, see Brown and Goldstein 1984, 

Reid and Miller 1989, Faith 1994b, Béné and Doyen 2008), many of which are outlined 

in the following paragraphs.  These include arguments concerning the importance of 

biodiversity to humans and our environment and using biodiversity to assess the 

potential utilitarian value of a set of species as well as their uniqueness. 

There are many utilitarian arguments for maintaining biodiversity.  It is important for 

ecosystems in the face of climate change (Lovejoy 2011).  Biodiversity has agricultural, 

medical, industrial and economic benefits (Lovejoy 1994, Hunter and Gibbs 2007).  

Species provide sources of new medicines and technologies, and in agriculture, wild 

varieties of domesticated plants and animals are still an important source of genetic 

variation and provide important potential substitutes for domesticated species (Brehm, 

et al. 2010).  Maintaining these stocks provides options for the future.  However, we 

cannot predict the future value of species for many of these criteria; for example, which 
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species will contribute to medical research against future diseases (Hunter and Gibbs 

2007).  Yet, we can assume that closely related species with a recent shared genetic 

history will share similar features and are likely to have a similar value, whilst more 

distantly related species will contribute a wider range of features and have a greater 

value and are more likely to contain properties that will be valuable in the future for 

medicine, technology, agriculture etc.   

Maintaining biodiversity now will directly impact future biodiversity (Barker 2002).    

Evolution enacts upon the variation currently present in species.  Current biodiversity is 

the result of evolution on past biodiversity, whilst, future biodiversity will be the result 

of evolution enacting upon current biodiversity.  The greater this diversity is now, the 

greater the scope of evolution to produce new variations in the future.  This will 

provide future benefits, much as current biodiversity does now, for example, future 

variations may provide sources of even more new medicines, technologies, etc.  Studies 

of previous mass extinctions have suggested that whilst biodiversity will eventually be 

replenished, once lost on this scale, biodiversity can take millennia to recover to the 

same levels (Sahney and Benton 2008).  Thus maintaining biodiversity now is essential 

for future biodiversity. 

6.2. Quantifying biodiversity 

In order to select a subset of species that maximises biodiversity, first, biodiversity 

must be quantified.  There is no immediately apparent simple instinctive measure for 

quantifying biodiversity.  This thesis is primarily concerned with the problem of 

quantifying biodiversity to compare subsets of taxa of the same size; however, there is 

overlap between this problem and the problems of prioritising species for conservation 

and selecting  sets for species of different sizes, for example from nature reserves, for 

conservation. 

There are a wide variety of measures used in ecology to prioritise species and compare 

sets of species for conservation, with different methods prioritising species differently 

(Davies, et al. 2008).  Many of these methods are used as an approximation to 

quantifying biodiversity.  For an extensive review and comparison of these measures 

see Chiarucci et al (2011).  Some of the more popular of these are species richness, 

species abundance, the Simpson index (Simpson 1949), the Shannon index (Shannon 
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1948), the number of habitats a species is found in, rarity and endemism (Williams and 

Humphries 1994).  Many of these measures rely on statistics that are relatively readily 

quantifiable in ecology, for example, the number of species in a habitat, and work with 

limited data as little is known about some of the most endangered species and habitats.  

Multiple measures, including phylogenetic based methods, may be combined with other 

information to prioritise species for conservation (for example Isaac, et al. 2007).   

However, these measures do not encompass all of the properties expected when 

measuring biodiversity.  Measures that count the number of species in a set, like species 

richness, implicitly treat all species as equal.  However, given a set of five bird species 

from one genus and a set of five species from different genera, intuitively the set 

containing species from different genera is considered more diverse.  Furthermore, a 

taxonomically distinct species, such as the tuatara, may be considered to contribute 

greater diversity than a species that is not as distinctive.  This is due to the notion that 

these sets or taxa contribute more unique features.   

6.3. Features: the units of biodiversity 

When selecting species to maximise biodiversity, it has been argued that the underlying 

aim is to maximise the number of features that are retained (for example Faith 1992, 

Barker 2002) and that these features should be considered the units of biodiversity, 

rather than species.  Features are an amalgamation of all of the genetic, biochemical, 

morphological and behavioural variety in a species, including all genes and alleles 

(Williams and Humpheries 1996).  Features have been defined as character states, with 

a particular state being present or absent in each species.  Each allele is represented by a 

different state.  Therefore, these features are innumerable and cannot be quantified; 

therefore, their relative quantities must be estimated somehow.  However, feature 

evolution has been described according to a birth model (Faith 1994b), the history of 

which is correlated with the phylogenetic tree of the sets of species, and recent research 

has focused on estimating feature diversity using phylogenies. 

6.4. Phylogenetics and biodiversity 

A phylogeny represents the evolutionary history of a set of taxa.  The further apart two 

taxa are on a tree, the more evolutionary distinct they are of each other.  Biodiversity is 
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quantified through the presence of features and the fewer features two taxa have in 

common the more diverse they are considered.  Whilst there is not a definitive link 

between all of the possible types of features and the evolutionary history of a set of 

species, the majority of features are likely to be the product of evolution and potentially 

correlated with the phylogenetic history of the set of species, particularly genetic data.   

Phylogenies were first formally proposed as an indicator of biodiversity over 20 years 

ago (May 1990).  Since then, a variety of methods that utilise phylogenetic information 

have been proposed to address a range of overlapping problems in conservation.  

Whilst this thesis is concerned with the problem of selecting a set of species of a given 

size for conservation from a larger group of potential species, this problem can also be 

considered a specialised case of many other methods.  For example, many methods also 

consider additional factors like the cost of conserving an individual species or the 

probability of extinction (for example Hartmann and Steel 2006, Hickey, et al. 2011).  

This problem can also be solved with methods that prioritise species for conservation 

by ranking them (Avise 2005).  It is also a specific case of the problem of comparing 

sets of species of different sizes, for example, when comparing nature reserves.  The 

following sections focus on a review of methods in the case of the specific problem of 

selecting a subset of species of a given size from a larger set of species. 

6.4.1. Topological based measures 

Some of the earliest methods that use phylogenies to quantify biodiversity utilise only 

the tree topology and discard any information about branch lengths.  These measures 

are based on counting nodes and/or branches and measure the contribution of individual 

species to the overall diversity in the tree.   

The taxic diversity measure of Vane-Wright et al (1991) ranks taxa based on the 

inverse of the number of nodes between a taxon and the root of the tree, so the taxa that 

are closest to the root will have the highest weighting.  These ranks are standardised so 

that the value of a taxon is the percentage of taxic diversity in the tree that that taxon 

represents.  This measure is closely related to the branch counting index of May (1990) 

which ranks taxa according to the number of descendant branches at each node between 

a taxon and the root.  This allows for nodes with multifurcations, where the branching 

order is unclear, to be taken into consideration.  Nixon and Wheeler (1992) described 
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an alternative approach where the children of each node are evaluated.  A child is given 

the value one if there are more taxa descended from this child than the other children, 

and zero otherwise.  The index for a taxon is proportional to the sum of the values for 

all nodes between that taxon and the root of the tree, thus favouring taxa from species 

poor clades.  A weighted index is also described where the weights for a child node are 

proportional to the number of taxa descended from that node.  Nee and May (1997) 

proposed selecting x taxa from each of the x-1 clades closest to the root.  Spanning 

subtree length counts the number of nodes along the minimum spanning subtree of the 

set of the species (Williams and Humphries 1994).  This is closely related to cladistics 

dispersion, which includes a measure of the mean and standard deviation of the number 

of nodes between pairs of taxa (Williams and Humphries 1994).   

These topology based measures all rely on an accurate tree topology and are highly 

dependent upon the position of the root of the tree (Crozier 1992).  Furthermore, as they 

discard branch lengths, taxa are treated equally regardless of branch lengths.  Two taxa 

descended from the same node will be treated equally regardless if the pendant branch 

length of one taxon is significantly longer than the second taxon, representing greater 

divergence (Altschul and Lipman 1990). 

6.4.2. Tree based measures 

The history of a set of taxa is contained, not only in the topology of the tree, but also in 

the lengths of the branches.  The topology of a tree charts the patterns of divergence 

between taxa, whilst the lengths of the branches quantify the levels of divergence.  

These lengths may represent calendar time units since divergence, the expected number 

of substitutions per site along that branch or the combination of calendar time and 

substitution rate.  The choice of branch length unit can have an important impact on the 

success of a method.  When selecting species for conservation, if the branch lengths are 

in calendar time units, then the resulting tree is likely ultrametric.  Many of the methods 

discussed in the next section, including PD and MMD, will select the same subset of 

taxa from an ultrametric tree, thus producing the same results (for example Nee and 

May 1997, Bordewich, et al. 2008).  In contrast, if these lengths represent the numbers 

of substitution per site, the tree will likely not be ultrametric and the results of the 

different methods may differ.  However, the number of features generated along a 

branch is the product of the rate of evolution multiplied by the calendar time, and as the 
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phylogenetic tree is used to represent this, the branch lengths should be in units of time 

multiplied by rate.  Therefore, the remainder of this thesis considers branch lengths in 

these units.  Longer branches in a tree indicate greater divergence and would imply a 

greater number and divergence of features.  Many methods incorporate both topology 

and branch length information to assess biodiversity, including the most popular 

method for quantifying the diversity of a set of taxa, phylogenetic diversity (PD) (Faith 

1992, Faith 1994b). 

6.4.2.1. Phylogenetic diversity (PD) 

PD is arguably the most popular method for quantifying biodiversity using a phylogeny 

and has been applied to a wide variety of problems in conservation (Mooers and Atkins 

2003, Prado, et al. 2010).  The PD score for a set of species is the sum of the lengths of 

the branches of the minimum spanning subtree that contains only those taxa in the 

selected subset (see Figure 6-1). This measure may also include the distance from the 

root of the minimum spanning tree to the root of the tree containing all of the species 

under consideration (see Crozier, et al. 2005, Faith and Baker 2006).  This thesis 

defines PD as including this distance to the root, as these branches will also contribute 

features to the subset and should not be discounted (see Rodrigues and Gaston 2002).  

For example, for the subset consisting of taxa C and D in Figure 6-1, the PD score 

would be 10.4 not 0.3.  A greedy algorithm can be used to select subsets that maximise 

PD (Pardi and Goldman 2005, Steel 2005, Minh, et al. 2006).  PD can, and has been, 

applied to evaluate subsets of equal sizes or differing sizes, for example, when 

comparing nature reserves (for example Williams and Humphries 1994, Prado, et al. 

2010) or biodiversity hotspots (for example Mouillot, et al. 2011).  Also associated with 

PD is the complementarity and endemism values of a taxon or set of taxa (Faith, et al. 

2004) which measure the value that a new taxon or set of taxa adds to an existing set of 

taxa (see Figure 6-1).  

PD implicitly assumes a model of feature evolution wherein features are gained at a 

constant rate along the branches of the tree (Faith 1992).  Once gained, a feature 

persists in all lineages below this point and is, therefore, present in all taxa descended 

from the point where the feature originated.  The inclusion of any taxon below this 

point within a subset for conservation will capture that feature.  Thus, under this model 

of feature evolution, the longer a branch, the more features that are generated.  The 
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larger the sum of the branch lengths of the minimum spanning subtree containing only 

those taxa in a subset, the more features that are captured by that subset. 

 

 

Figure 6-1 When selecting a subset of taxa, PD will select the subset that maximises the sum of the 

branch lengths of the minimum spanning tree containing only taxa in the set, plus the distance to 

the root of the original tree.  In this case, when selecting a subset of three taxa, PD will select A, C 

and D.  The sum of the branch lengths of the minimum spanning subtree, including the distance to 

the root, for this subset is 20.4.  This distance is greater than the distance for all of the other 

potential subsets: (Rodrigues and Gaston 2002) the PD score is 20.35, {A,B,D} the PD score is 20.25 

and {B,C,D} the PD score is 10.45.  The complementarity value of taxon C, given the subset {A,B} 

is 10.2 and the endemism value is 0.2. 

 

PD forms the basis for a number of additional methods that address overlapping 

problems and/or incorporate additional factors.  These include a variety of methods for 

ranking taxa by evaluating the contribution each taxon makes to the total PD (Redding 

and Mooers 2006, Isaac, et al. 2007).  Furthermore, whilst evolutionary-based 

assessments of biodiversity are important, they are not the only factor that should be 

considered in conservation.  A wide variety of methods have been proposed that 

incorporate PD and other factors.  These include, but are not limited to, methods that 

incorporate species abundance (Barker 2002, Cadotte, et al. 2010), species ranges 

(Soutullo, et al. 2005) and methods that combine the probability of extinction with the 

cost of saving individual species (Pardi and Goldman 2007).   

Alternative measures have also been described that incorporate topology and branch 

length information to quantify biodiversity from a phylogeny based on probabilistic 

models of feature evolution.  These methods are based on the concept of the probability 

of features being born and lost or the probability of a feature changing along a branch.  
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The Noah’s Ark Problem with Loss method (NAPL) (Hickey, et al. 2011) uses an 

exponential based model of feature loss along the tree.  This is combined with the cost 

of conserving a taxon and its probability of extinction.  Genetic distance is based on the 

probability that a feature is different between two taxa (Crozier 1992, Faith 1994a).  

However, even these measures still bear a relationship to PD  (Faith 1994a, Crozier 

1997), for example, NAPL scales to PD when the probability of losing a feature is zero 

(Hickey, et al. 2011). 

The concept of PD has also been applied to networks.  Evolution is not always tree-like 

and a network may be a more appropriate method for visualising evolution than a 

phylogeny.  In these cases, using a phylogeny may be misleading.  Whilst calculating 

PD in this setting has been shown to be NP-hard (that is, there is no known polynomial 

time algorithm) (Spillner, et al. 2008), methods have also been designed to calculate PD 

on split networks (Spillner, et al. 2008, Minh, et al. 2009a).  These methods also 

incorporate budget constraints (Minh, et al. 2009b, Minh, et al. 2010). 

6.4.3. Distance based measures 

There are also a set of methods that only use branch length information represented as a 

set of pairwise distances between taxa.  These distances can be calculated directly from 

a phylogenetic tree and many methods are inspired by and discussed in terms of 

phylogenetic trees.  Therefore, these distance based methods can also be regarded as 

phylogenetic based estimates of biodiversity.  However, one advantage of distance 

based methods is that the distance matrix is not restricted to a phylogenetic tree.  The 

distance matrix can also be calculated directly from the same data used to construct the 

phylogenetic tree or from a wide range of alternative biological information, making 

them potentially easier to use in some conservation studies.   

There are a variety of measures for interpreting this distance information to represent 

biodiversity.  For example, the intensive quadratic entropy (Izsák and Papp 2000), 

which is equivalent to the average taxonomic distance (Warwick and Clarke 1998), is 

the average distance between two species from within the subset of species.  The 

extensive quadratic entropy is the total sum of all the pairwise distances between all of 

the species in the subset  (Izsák and Papp 2000).   The discrete p-median is the average 

distance from any unprotected species to the nearest protected species (Faith 1994b).  
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When these distances are derived from a phylogenetic tree, this measure is the 

phylogenetic moment (Horn, et al. 1996).  These measures are closely related to the 

preservation measure (Solow, et al. 1993) and like this measure, are dependent upon the 

total set of species under consideration.  Although this measure was designed to capture 

unique combinations of features under a model of feature gain and loss (Faith 1994b) 

the measure has also been demonstrated to return subsets that do not capture the 

greatest diversity under this model (Bordewich, et al. 2008). 

Solow et al (1993) defined the diversity between a species and a set of species as the 

minimum pairwise distance between that species and a species belonging to the set.  

However, this distance function can be misleading when the distances are not 

ultrametric (Faith 1994b).  This definition of diversity is used as the basis of two 

measures that measure the diversity of a set of species.   

The preservation measure described by Solow et al (1993) measures the degree of 

diversity conserved by a set of species given those species that will not be protected.  

This measure is the negative of the sum of the diversity of each of the species that is not 

protected in comparison to the set of protected species.  However, unlike many other 

diversity measures, it is dependent not only upon the species within the subset but also 

upon those species that are not selected for conservation.  The score for a subset is, 

therefore, affected by the addition of new species to the whole set.   

The second measure proposed by Solow et al (1993), the pure diversity measure, 

measures the diversity of a subset X.  This measure was also proposed by Weitzman 

(1992).  The pure diversity of subset X without species s is added to the diversity 

between species s and the subset X without species s.  The pure diversity of subset X is 

the maximum of this value over all s.  This value must be calculated recursively and 

may be computationally intensive to calculate for large X.   Furthermore, this measure 

will count some branches multiple times (Faith 1994b) and will select isolated taxa with 

shorter branches over taxa with longer branches as preferred by PD.   

6.4.3.1. Maximum minimum distance (MMD) 

A method was recently described that attempts to maximise feature diversity under a 

model of feature gain and loss – maximum minimum distance (MMD) (Bordewich, et 

al. 2008).  The minimum distance (MD) score for a subset is the smallest pairwise 
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distance between any two taxa in the subset.  The method favours the subset with the 

maximum MD score (see Figure 6-2).  If two subsets have identical MD scores, the 

next smallest pairwise distances in the subsets should be compared.  This should be 

continued until the two smallest pairwise distances that differ have been found and 

these scores can be used to compare the subsets.  This method is analogous to the Max-

Min problem – a method for solving an instance of the obnoxious facility location 

problem in operations management (see Tamir 1991, Ravi, et al. 1994).  The problem 

attempts to place a given number of facilities that must be separated, for example, 

nuclear power facilities, in a set of given possible locations so that they are spread out 

as far as possible, based on a matrix of the distances between the locations.  This is 

comparable to the idea of selecting taxa so that they are spread across the tree. 

Although there is no greedy algorithm guaranteed to return the optimal solution for 

MMD (Moulton, et al. 2007), GreedyMMD (Bordewich, et al. 2008) gives a 2-

approximation of the optimal MM subset, provided the distances satisfy the triangle 

inequality (Tamir 1991, Ravi, et al. 1994).  This greedy algorithm initially selects the 

two taxa with the largest pairwise distance.  Successive taxa are selected so as to have 

the smallest effect on the minimum distance of the subset such that this distance 

remains maximised.  This is repeated until the chosen subset size is reached. 

MMD is based on the intuition that not only should taxa be selected from longer 

branches as these branches contribute more features, but taxa should also be spread 

across the tree as features may be lost as well as gained.  This was motivated by a real 

world example where three taxa were selected from a tree comprising eukaryotes, 

archaea and bacteria (see Figure 1 from Bordewich et al (2008)).  PD would select two 

eukaryotes and one bacterium, but Bordewich et al felt the natural subset would contain 

one eukaryote, one bacteria and one archaea, as this subset was spread across the tree. 
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Figure 6-2 The pairwise distance matrix in b) is calculated directly from the branch lengths 

observed in a).  The distance between a pair of taxa is the sum of the distance from each taxa to the 

their most recent common ancestor.  When selecting a subset of three taxa, MMD will select the 

subset {A,B,C}.  The MD for this subset is 10.15, the distance between A and B.  This is 

substantially greater than the MD score for the subset selected by PD, {A,C,D} which is 0.3. 

 

a) 

 

b)   

 A B C 

B 10.15   

C 20.3 10.25  

D 20.2 10.15 0.3 

 

This intuition is reinforced by considering a birth-death model of feature evolution, 

similar to the one described by Bordewich et al
1
.  Features are gained at a constant rate, 

λ, along each of the branches of the tree.  Each individual feature may only be gained 

once on a tree.  After a feature has arisen at some point on the tree, the feature is 

inherited along the descendant branches below this point.   Under the model of feature 

evolution presumed by PD, a feature persists in all points below where it originated and 

is, therefore, present in all taxa descended from this point.  The model of feature 

evolution described by Bordewich et al assumes a feature may also be lost 

independently along each branch of the tree where it is present at rate μ, the per feature 

                                                             
1
 The notation used here differs slightly from that used by Bordewich et al (2008) although the 

mathematics is equivalent.  The rate of feature gain is represented in this thesis by λ.  The per 
feature death rate is represented by μ.  This parameter μ is identical to the parameter λ described 

by Bordewich et al.  In the model of feature evolution described by Bordewich et al the rate of 

feature gain, λ, is set to 1.  As it is the rate of feature gain relative to the rate of feature loss that 

defines the outcome of the model of the feature evolution, this definition of the rate of feature 
gain parameter, λ, does not affect the overall outcome of the model of feature evolution. 
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loss rate.  Once lost, a feature may not be regained.  Therefore, a feature is not 

necessarily present in all taxa below the point where it originated.  This model is 

described in greater detail in the following chapters and is essentially a Dollo 

parsimony model (Huson and Steel 2004). 

Bordewich et al demonstrated that in some cases selecting a set of taxa that do not 

maximise PD but that are spread apart across the tree, can maximise the number of 

unique features captured under this birth-death model of feature evolution.  This result, 

however, is dependent upon the per feature death rate relative to the rate of feature gain.  

When the feature loss rate is zero, the model is identical to the model defined by PD 

and PD will select the optimum subset for capturing feature diversity.  However, 

Bordewich et al demonstrated that in some cases even a small amount of feature loss 

could result in PD no longer selecting the optimal subset to capture feature diversity. 

6.5. In this thesis: PD, MMD and a model of feature evolution 

This thesis addresses the problem of the performance of PD and MMD under this birth-

death model of feature evolution.  Although many factors should be considered when 

making decisions in conservation biology, one important factor is the diversity of a 

subset represented by phylogenetic data.  PD forms the basis of many methods used to 

assess phylogenetic diversity in conservation biology.  It has many useful properties, 

one of the most important of which is that it is simple to calculate and interpret.  A new 

method, MMD, uses distance based information to maximise diversity.  Although 

distance information may be calculated directly from a phylogenetic tree, these 

distances may also be calculated from a range of sources.  It may be easier to calculate 

these distances rather than a construct tree for some data sets.  MMD favours a subset 

that is spread across that tree, which seems an intuitive choice for maximising diversity. 

These two methods assume different models of feature evolution.  PD is based on a 

model where features arise at a constant rate along the branches of the tree.  Under this 

model, features cannot be lost.  This model of feature evolution is implicitly assumed in 

the calculation of PD (Faith 1992).  MMD is inspired by a birth-death model of feature 

evolution.  Like the model assumed by PD, features evolve at a constant rate along the 

branches of a tree; however, unlike the model assumed by PD, features are also lost at a 

constant rate.  Yet, whilst this birth-death model may be the inspiration for MMD, it is 
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not explicitly or implicitly assumed in the calculation of MMD.  Therefore, MMD 

cannot be assumed to always select the subset that maximises the number of features 

captured under this model of feature evolution.  Nonetheless, there are cases for which 

MMD does select subsets that maximise the number of features captured under this 

model. 

This model is dependent upon an additional parameter - the loss rate.  When the rate of 

loss is zero, this model is equivalent to the model assumed by PD.  In this situation, PD 

will find the optimum subset.  Therefore, some features must be lost before PD no 

longer returns the optimal subset.  Bordewich et al (2008) demonstrated that, for some 

cases, only a small level of feature loss is required for PD to no longer select the 

optimal subset under this model.  However, this result does not imply that this will be 

the case for every tree.  For some trees, the subset selected by PD may still capture 

more features than MMD even given a relatively large loss rate.  Alternatively, in many 

cases PD and MMD may select the same subset and this subset may or not maximise 

the number of features captured for a given rate of feature loss. 

This birth-death model of feature evolution assumed by MMD seems reasonable and 

has been proposed as a model of feature evolution before (Faith 1994b).  In the 

following chapters, this thesis looks at how well the two methods, PD and MMD, 

perform selecting subsets that maximise diversity given this birth-death model.  These 

methods are compared using simulated data.  As PD and MMD will produce equivalent 

subsets when applied to ultrametric trees (Bordewich, et al. 2008), this thesis considers 

their performance on non-ultrametric trees and examines how the degree of deviation 

from ultrametricity affects the performance of PD relative to MMD.  The following 

chapters present new work on this problem. 

In Chapter 7, simulated data is used to examine how often the PD and MMD subsets 

differ and how large the loss rate must be, on average, before PD no longer finds the 

optimal subset.  The chapter also considers whether MMD performs as well for this 

model of feature evolution as was expected.  As the level of feature loss necessary for 

PD to no longer select the optimal subset varies between cases, Chapter 8 looks at 

whether it is possible to predict, for a given case, whether the PD or MMD subset is 

likely to capture greater diversity using some simple statistics.  Chapter 9 then 

considers the robustness of the two methods.  PD is calculated using a phylogenetic tree 
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and the score for a subset depends upon the accuracy of the branch length estimates for 

all of the branches in the minimum spanning subtree for that subset.  In contrast, MMD 

relies on pairwise distances and the score for a subset is dependent predominantly upon 

the smallest pairwise difference.  Chapter 9 examines how robust these two methods 

are to inaccuracies in the tree and distance matrix reconstructions.  Finally, in Chapter 

10, a new method, MDFL, is proposed that explicitly considers a birth-death model of 

feature evolution when evaluating subsets, and the performance of this method is 

compared to PD and MMD under this model of feature evolution. 
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Chapter 7. Comparison of PD and MMD 

This chapter compares the performance of two methods, phylogenetic diversity (PD) 

and maximum minimum distance (MMD), for selecting a subset of taxa, also referred 

to as evolutionary units (EUs), for conservation under a model of feature gain and loss.  

The aim of these methods is to maximise the diversity in the set of EUs.  There has 

been a lot of work done on defining diversity - how we can model it and how we can 

quantitatively measure it (see Chapter 6).  Here, diversity is represented by a set of 

“features” present in each of the EUs.  The methods are compared using the number of 

unique features that each subset captures.   In this chapter, the problem of selecting a 

set of EUs is considered in its simplest form, where the aim is to maximise diversity 

when there are no additional considerations like cost or survival probabilities.  If these 

methods are to perform with additional constraints, they must first perform in this 

simple situation before being expanded.   

The arguably most popular method for selecting a subset to maximise diversity is PD 

(Faith 1992).  The PD distance is the path length of the minimum tree spanning the 

subset, including the distance from the root of the minimum spanning tree to the root of 

the original tree.  This approach has formed the basis for many other methods.  An 

alternative method, MMD, was recently proposed (Bordewich, et al. 2008).  This 

method is founded on the intuition that, not only should we focus on selecting longer 

branches in order to maximise diversity, but these branches should also be spread out.  

To achieve this objective, MMD uses a pairwise distance matrix between EUs.  The 

minimum distance score, MD, for a subset is the minimum pairwise distance between 

all pairs of EUs within the subset.  The method selects the subset which maximises this 

minimum pairwise distance score.  Associated with MMD is a greedy method, 

GreedyMMD, which guarantees a 2-approximation when the distance matrix satisfies 

the triangle inequality.  When a tree is ultrametric, PD and MMD will select equivalent 

subsets; however, when this is not the case, these subsets may differ. 
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These two methods make implicit assumptions about the model of feature evolution.  

PD assumes that features are only gained along branches, so the longer a branch the 

more features that are acquired.  MMD assumes that these features can also be lost at 

any time along a branch.  Bordewich et al’s (2008) method relies implicitly on such a 

model.  This model seems reasonable and, as shown in Bordewich et al’s article, even a 

minute amount of feature loss can have a significant effect on the success of MMD at 

capturing features over PD.  However, Bordewich et al did not examine whether MMD 

will always perform substantially better than PD or how often the PD and MMD 

subsets actually differ on non-ultrametric trees.  The goal of this chapter is to assess 

when and how frequently PD and MMD differ and at what level feature loss becomes 

important.   

In this chapter, these methods are examined under a model of feature gain and loss.  In 

the next section of this chapter this model is described.  In the following section, two 

cases are considered, one which supports MMD, even when there is only a small 

proportion of feature loss – this case was used by Bordewich et al as an argument for 

the benefits of MMD – and a second case that supports PD – this is a new example 

proposed here that demonstrates even with a high rate of feature loss, PD may still 

continue to select the optimum subset.  The remainder of this chapter is new work, 

where it is shown that the success of PD and MMD under this model depends upon the 

variation in the branch length rate multipliers which determine the derivation from 

ultrametricity and the rate of feature loss.  These simulations also consider how often 

the PD and MMD subsets differ.  Finally, GreedyMMD is shown to be as effective as 

MMD in practice. 

7.1. Model of feature evolution 

Features can be simulated along a phylogeny according to a model of feature evolution 

similar to that depicted by Bordewich et al (2008).  They outlined a birth and death 

model where new features are created at a constant rate of one feature per unit of time.  

These features are then lost independently along branches according to an exponential 

distribution.  The model used in this thesis is based on this birth-death process.  In this 

model, features are gained at a constant rate, λ, along a branch.  Once gained, each 

feature can be lost at any time along a branch according to an exponential distribution 

with rate μ.  Once lost, a feature cannot be regained.  This is essentially the Dollo 
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parsimony model (Huson and Steel 2004) and is identical to the model described by 

Bordewich et al, when λ equals one.  At equilibrium, the expected number of features 

present is K, which is equal to λ/μ.  In this thesis, feature evolution is assumed to have 

already reached equilibrium at the root of the tree, i.e. the expected number of features 

at the root of the tree is λ/μ.  The simulation parameters are also selected so that K=λ/μ 

and feature evolution is, therefore, at equilibrium throughout the tree. 

In this chapter and the following chapters, the number of features captured by a subset 

as a proportion of the total number of features in the alignment is used to compare the 

results across the simulations.  The per feature death rate, μ, changes across simulations 

and K is constant.  Therefore, λ is dependent upon μ and changes correspondingly, so 

that λ=Kμ.  This model differs from that described by Bordewich et al where λ is kept 

constant and K varies according to μ.  Keeping K constant allows the size of the feature 

alignments generated to be constrained to some extent.  This difference should have no 

effect on the findings in this thesis, as the results are compared using the proportion of 

features captured.  This proportion will remain constant regardless of whether it is the 

value of λ or K that changes as both λ and K are scaling variables, affecting the number 

of features gained along a branch.  The effect of these variables cancels out when the 

proportion of features is taken
2
.  Therefore, any changes in the proportion of variables 

captured across the sets of simulations are, thus, the result of the change in μ and are 

not influenced by the resulting change in λ. 

When considering real data, the implications of λ and μ can be perplexing and difficult 

to conceptualise in terms of the quantity of features being dealt with.  The scale of the 

per feature death rate, μ, relative to the feature gain rate, λ, is not immediately obvious 

to the casual user.  Instead of dealing directly with these variables, the variable v is used 

here.  This is the proportion of features that are present at t0 that are lost over a single 

unit of time, t, along a branch and is dependent upon μ.  The time unit, t, is a scaling 

variable and can be set depending upon the scale of the tree in question.  By 

transforming μ into the proportion of features lost, this can easily be related to in terms 

of real data.  This is identical to the notation used in TraitLab (Nicholls and Gray 2008) 

which simulates feature evolution according to the same model described here and uses 

                                                             
2 This can be proved mathematically using the MDFL equation in Chapter 10, which describes this model 

of evolution, or with the model of evolution described by Bordewich et al. 
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the same feature generation process as the simulator implemented in this thesis.  This 

transformation can be calculated as follows.  

         

As v is a monotonic transformation of μ, where the loss rate is referred to in this thesis, 

these statements will be true for both v and μ, unless stated otherwise specifically.  One 

of the effects of this transformation is that v is on a log scale so the relationship 

between v and μ is not linear and this effect is magnified at the extremes of the values 

for v.  At the extreme where μ, and therefore v, equals zero, the subset chosen by PD 

will always be the most successful.  As the loss rate reaches the opposite extreme, all 

possible subsets become equivalent as they contribute roughly independent sets of 

features. 

7.2. Evaluating PD and MMD 

The aim of PD and MMD is to select the subset that maximises diversity.  In this 

setting, diversity has been interpreted as the number of unique features contained in the 

subset.  A feature is either present or absent in each EU and can be represented by a “1” 

or “0” respectively.  This information can be combined over all features and EUs to 

form a presence/absence alignment.  The aim, therefore, is to find the subset that 

maximises the number of features from this alignment that are present in at least one of 

the taxa within the subset.  In reality, it may be difficult to test this, as, in practice, we 

usually do not have a presence/absence alignment of all the features we are interested 

in; therefore, for method comparison, it is necessary to approximate this process.  This 

can be performed by simulating feature evolution along a phylogeny to generate a 

feature alignment or explicitly calculating the expected number of features.  These 

approaches are used in Sections 7.4 and 7.3 respectively to compare PD and MMD. 

Under both approaches, the subsets are evaluated by the proportion of features a subset 

of EUs captures from the total number of features from all of the EUs for that 

simulation.  The proportion of total features captured is used as it allows comparisons 

between different simulations.  Although the expected number of features present in an 

individual EU is constant throughout these simulations, the total number of features 

present in an alignment may differ significantly depending on the value of μ.  The 

expected total feature count will differ between the loss rates used for the simulations.  
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The higher the loss rate, the higher the total feature count.  As the expected number of 

features lost along a branch increases, in these simulations, correspondingly the 

expected number of features gained along the branch increases (see Section 7.1), so the 

expected individual feature count remains the same; consequently the total expected 

feature count increases.  Therefore, at a high loss rate, where there are a higher number 

of total features in the alignment, even a large difference in the absolute number of 

features captured by competing subsets can result in only a small difference in the 

proportion of features captured, whilst at low loss rates, where there are less features in 

the alignment, even a small difference in the number of features captured may be 

significant.  Thus the proportion of total features in the alignment is used to compare 

results across simulations. 

Although in practice, the true tree along which features evolve is not known, both PD 

and MMD are founded on the idea that genetic data evolves along the same tree as the 

features.  The assumption behind these methods is that trees or distance matrices built 

using genetic or other biological data will be representative of the true feature tree.  

Ideally, the estimated tree topology and relative branch lengths will be the same as that 

of the true feature tree.  In this chapter, the ideal situation is considered, where it is 

assumed that the true tree and distance matrix have been reconstructed perfectly.  The 

performances of PD and MMD in this chapter are therefore not affected by any 

discrepancies between the true tree and an estimated tree.  Thus, PD is calculated using 

the same tree used to generate the feature subset or calculate the optimum subset based 

on feature evolution.  A distance matrix is also found directly from this true feature tree 

and used to find the MMD subset.  Neither PD nor MMD utilises the feature alignment 

or estimates the expected number of features under a model of feature gain and loss, so 

both PD and MMD are independent of the means used to evaluate them. 

7.3. The case for incorporating feature loss 

PD implicitly assumes that no features are lost along the tree or that these losses are 

insignificant.  In contrast, MMD was designed with the idea that feature loss is 

significant and that the selected taxa should also be spread across the tree.  In this 

section, two test cases are considered that compare the performance of PD and MMD 

under the birth and death model of feature gain and loss.  These examples demonstrate 

a case where MMD captures more features than PD even at low loss rates and one 
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where PD captures more features than MMD even at high loss rates.  Case One was put 

forward by Bordewich et al as an argument for MMD in favour of PD, whilst Case Two 

is proposed by this thesis as a counter-argument in favour of PD.  These cases illustrate 

that even though MMD was designed with feature loss in mind, maximising the number 

of features captured is not always so straightforward. 

7.3.1. Methods: Mathematical model of feature evolution 

In this section, the expected number of features under the model of feature evolution 

described above is calculated explicitly.  Bordewich et al (2008) briefly described this 

equation for trees with two and three taxa.   This equation is based on the rate of feature 

generation along each branch of the tree and the probability that these features persist in 

at least one taxon.  By utilising the independence of branches and the recursive 

properties of the probability of feature survival, it can be expanded to handle larger 

trees.  The precise details of this equation are explained in Chapter 10 where it is used 

as an alternative method to PD and MMD for finding the best subset.   To calculate the 

number of features captured by a subset as a proportion of the total number of features 

on the tree, the equation must first be applied to the whole tree to obtain the expected 

number of total features.  The tree is then pruned so that only the EUs selected by the 

subset remain.  The expected number of features under this tree is then calculated and 

the proportion can then be computed.   The expected feature count, K, used here is 1000 

features.  The proportion of features lost along a branch of length one unit, v, ranges 

from 0.01 to 0.3, increasing in 0.01 increments. 

7.3.2. Case One 

Figure 7-1 is an example of a case where MMD performs significantly better than PD 

even under a small loss rate.  The tree is from Figure 2 of Bordewich et al (2008).  

When choosing a subset of three taxa, MMD selects {A, B, C}; whilst PD selects {A, 

C, D}.  In Figure 7-1, the expected proportion of features is plotted for each subset over 

a range of v.  It is clear that MMD captures more features than PD even at a relatively 

small loss rate with the difference becoming more pronounced as the loss rate 

increases.  In this case, it is clear that even a small amount of feature loss has an effect 

on the success of MMD compared to PD and that it is important to consider feature loss 

when selecting a subset given this tree. 
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Figure 7-1 A comparison of PD and MMD subsets.  The PD subset for the tree is A,C,D, whilst the 

MMD subset is A,B,C. The graph displays the expected number of features captured by each 

subset as a proportion of the expected total number of features across all the taxa over a range of 

loss rates. 

 

At extremely small loss rates, PD and MMD both capture almost 100% of the features.  

For example, in this case, when the proportion of features lost along a branch over a 

single time unit is 0.01, the expected proportion of features captured by PD and MMD 

is 0.992 and 0.999 respectively.  The expected number of features captured by PD and 

MMD is 1185 and 1194 respectively out of an expected total of 1195 features.  This 

occurs because the gain rate is correlated with the loss rate in these simulations.  When 

the loss rate is low, correspondingly the gain rate is low, and, thus, only a small number 

of features are gained and lost along the branches.  The number of features changing 

along a branch is relatively small compared to the total number of features present and, 
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therefore the proportion of features changing is small.  Thus, both subsets capture the 

majority of the features as the majority of features are unchanged along the branches of 

the tree.  This results in both subsets capturing almost 100% of the features. 

7.3.3. Case Two 

The first case is an example of why it can be extremely important to consider feature 

loss when selecting a subset, as even a small amount of feature loss will have an impact 

on the comparative success of PD and MMD.  However, this dramatic difference, even 

at small levels of loss, will not always be the case.  The tree in Figure 7-2 is similar to 

that in Figure 7-1, except for some modifications to the branch lengths.  The lengths of 

one internal branch and two pendant branches have been altered, making the branch 

lengths in this tree more uniform.  The length of the pendant edge attached to B has 

also been shortened.  These changes do not impact on the choice of subset for PD and 

MMD.  The PD subset now captures more features than MMD over a significantly 

larger range of loss rates.  In this case even a moderate rate of feature loss does not 

affect the success of PD compared to MMD.  However, it is important to note that the 

difference in the proportion of features captured is significantly smaller between the 

two subsets in this test case than in the previous case where there was a substantial 

difference even at small loss rates.  In this test case, the maximum difference in the 

expected proportion of features captured by the subsets selected by the two methods is 

approximately 0.01 regardless of the loss rate, whilst in the previous case the difference 

ranged from approximately 0.01 to 0.3 depending on the loss rate.  From these test 

cases, it is apparent that it is important to consider feature loss when selecting a subset, 

but even allowing for this, MMD will not always select the best subset over PD or vice 

versa.   
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Figure 7-2 A comparison of PD and MMD subsets.  The PD subset for the tree is A,C,D, whilst the 

MMD subset is A,B,C. The graph displays the expected number of features captured by each 

subset as a proportion of the expected total number of features across all the taxa over a range of 

loss rates. 

7.4. A comparison of PD and MMD on randomly generated trees 

It is apparent from the examples in Section 7.3 that neither PD nor MMD will always 

select the best subset, even when feature loss is considered.  These examples were 

selected specifically to demonstrate the success of both methods in the face of feature 

loss but do not illustrate how the methods perform on average for random trees.  In this 

section, trees are generated randomly and the PD and MMD subsets are compared to 

assess the performance of the PD and MMD methods on average. 

For ultrametric trees, PD and MMD will select equivalent subsets (Bordewich, et al. 

2008).  “Equivalent subset” refers to when the PD subset is also an optimal MMD 
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subset and vice versa.  This occurs when the optimal subset for PD and the optimal 

subset for MMD contain the same set of taxa.  However, it can also occur when the set 

of taxa in the optimal PD subset differs from those in the optimal MMD subset.  This 

occurs when there are multiple subsets that are optimal for both PD and MMD.  In 

these cases, PD and MMD will use tie breaking rules to each select a single 

representative subset.  Thus each method may select distinct subsets due to the different 

tie breaking rules used, but both subsets are still optimal solutions for both methods.  

Thus, this thesis refers to equivalent subsets rather than identical subsets.  When the 

tree is ultrametric, PD and MMD will always select equivalent subsets, therefore, the 

leaf heights (the distance from a leaf or taxa to the root of the tree) in the tree must vary 

for the two methods to select different subsets.  Other factors may also influence the 

differences between the PD and MMD subsets, for example, the tree topology and/or 

autocorrelation of the branch length rate multipliers; however, this thesis will focus 

solely on the variation in leaf height which must be present for the subsets to differ.  

This variation is caused here by drawing branch length rate multipliers from different 

instances of the gamma distribution and multiplying each of the branch lengths of the 

ultrametric tree by a rate multiplier.   

In the following sections, the performance of PD and MMD are compared for different 

levels of variation in the branch lengths, and therefore the leaf heights, by generating 

random trees and drawing the branch length rate multipliers from gamma distributions 

with different values of the shape parameter.  First, the performance of PD and MMD 

are compared in this setting, regardless of whether the PD and MMD subsets actually 

differ.  However, variation in the leaf heights alone does not imply that PD and MMD 

will differ.  How often PD and MMD actually differ given the rate multiplier 

distributions, and therefore the variation in the leaf height, is considered in Section 

7.4.3.  Finally the performance of PD and MMD for only those subsets where PD and 

MMD do differ is considered. 

7.4.1. Methods 

The performance of PD and MMD are compared here using randomly simulated trees 

with 16 taxa and selecting subsets of four taxa.  Ultrametric trees were generated 

according to the Yule model (e.g. see Kuhner and Felsenstein 1994) so the average 

branch length was one time unit.  As PD and MMD produce the same result on 
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ultrametric trees, branch lengths were modified using rate multipliers drawn from a 

gamma distribution.  The shape parameter used for the gamma distribution was 5, 1, 0.5 

and 0.1.  In each case, the distribution was then scaled, so the mean was 1.  This created 

the gamma distributions shown in Figure 7-3.   

 

Figure 7-3 Gamma distribution with shape values of 5, 1, 0.5 and 0.1.  For each distribution the 

scale parameter is chosen so the mean is 1. 

Feature alignments were then generated for each tree by simulating the evolution of 

features according to the model of feature evolution described in Section 7.1 along the 

branches of the tree.  Given a tree where the branch lengths are a product of the genetic 

mutation rate and calendar time, features can be gained and lost along the tree, creating 

an alignment of features.  A feature may arise along a branch at any given time 

according to a Poisson process governed by the rate of feature gain.  Once gained, a 

feature has an exponential probability of being lost along a branch, dictated by the loss 

rate and the branch length.  If lost, a feature is not present in any of the descendant taxa.  

A feature may be lost multiple times independently across the tree.  The proportion of 

features captured by a subset can then be calculated directly from the alignment.  The 

expected feature count, K, used here is 1000 features.  The proportion of features lost 

along a branch of length one unit, v, ranges from 0.01 to 0.3, increasing in 0.01 

increments. 
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Using each of the rate multiplier shape values, 5, 1, 0.5 and 0.1, 200 trees were created 

for each combination of loss rate and rate multiplier, creating a total of 23,200 trees.  

For each tree, the proportion of features captured by the PD and MMD subsets was 

recorded.  In addition to this, the highest and lowest proportions of features possible for 

a set of four taxa given the feature alignment was recorded.  Finally, for each tree, five 

subsets were selected at random and the average proportion of features captured by 

these subsets was recorded.  These values were averaged over all of the simulations.  

This was all performed using Java software written for the purpose of this thesis. 

7.4.2. Results for all generated trees 

The performance of PD and MMD on average was compared using randomly generated 

Yule trees.  To keep these results in perspective, they are compared to the results from 

the optimum and worst subsets possible for that size subset given the feature alignment 

and the average results when a subset is selected at random.  These results are 

illustrated in Figure 7-4.  The results have been separated according to the gamma 

distribution used to draw the branch length rate multipliers for the trees.  The results in 

Figure 7-5 are identical to the previous figure, but the results for the random and worst 

case subsets have been removed to give a clearer picture of the results for PD and 

MMD. 



 

a) Rate multiplier shape parameter: 5 b) Rate multiplier shape parameter: 1 

  

c) Rate multiplier shape parameter: 0.5 d) Rate multiplier shape parameter: 0.1 

  

Figure 7-4 Average proportion of features captured by: the PD and MMD subsets, the optimum and worst subsets possible given the feature alignment, and when a 

subset is selected at random.  The loss rate as the average proportion of features lost along a branch (x-axis) is plotted against the proportion of features captured 

by the subset selected by each method averaged over the replicates (y-axis). 

─── Optimum subset given feature alignment          ─── PD          ─── MMD          ─── Random          ─── Worst subset given feature alignment 
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Figure 7-5 These graphs are the same as those in Figure 7-4 c and d.  The results from the random 

and worst subsets have been removed leaving only the average proportion of features captured by 

the optimum subset given the feature alignment, and PD and MMD subsets.  This allows a closer 

view at how PD performs in comparison to MMD.  The loss rate as the average proportion of 

features lost along a branch (x-axis) is plotted against the proportion of features captured by the 

subset selected by each method averaged over the replicates (y-axis). 

─── Optimum subset given feature alignment          ─── PD          ─── MMD 

a) Rate multiplier shape parameter: 0.5 

 

b) Rate multiplier shape parameter: 0.1 
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Regardless of the variation in the loss rate or the branch length rate multipliers (and 

therefore the leaf heights), on average PD and MMD perform almost as well as the 

optimum subset given the feature alignment.  They perform significantly better than 

when the subset is selected randomly and when the worst possible subset given the 

feature alignment is selected.  Overall, the proportion of features captured decreases as 

the loss rate increases.  As the branch length rate multipliers’ shape parameter 

decreases, and therefore the variation in the leaf heights increases, this decrease in the 

proportion of features captured as the loss rate increases is less dramatic. 

Generally, there is little noticeable difference between the performance of PD and 

MMD (see Figure 7-4 and 7-5a).  However, as the shape parameter decreases and the 

deviation from ultrametricity increases, MMD becomes markedly more successful than 

PD (Figure 7-5b).  This difference is apparent even when the loss rate is relatively low.  

In contrast, there is no combination of the shape parameters and loss rates considered 

here where PD is visibly more successful than MMD. 

7.4.3. Non-ultrametric trees and equivalent PD and MMD subsets 

Although some deviation from ultrametricity is required for the PD and MMD subsets 

to differ, this does not imply that the subsets necessarily will differ.  For many trees, 

despite deviation from ultrametricity, PD and MMD will still select equivalent subsets, 

that is, the PD subset optimises the MD score and the MMD subset optimises the PD 

score.  When this occurs, the question of whether to use PD or MMD is irrelevant, the 

same as when the trees are ultrametric.  Understanding how often this occurs is useful 

for understanding how often the question of whether to choose PD or MMD, when only 

considering variation in the leaf heights, is relevant.  Furthermore, if this occurs 

frequently, then it will have impacted the results when considering the performance of 

PD and MMD over all randomly generated trees.  If equivalent subsets occur 

frequently, then PD and MMD will appear to give the same answers on average in 

Section 7.4.2.   

To assess how often the PD and MMD subsets are equivalent, 16 taxa trees were 

generated, with branch length rate multipliers drawn over a wide range of shape 

parameters for the gamma distributions.  As the value of the shape parameter in the 

gamma distribution decreases, the variation in the rate multiplier distribution increases.  
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For each shape parameter of the gamma distribution assessed, 1000 trees were 

generated using branch length rate multipliers drawn from this distribution.  The 

proportion of subsets of four taxa where the PD and MMD subsets were different was 

plotted against the shape parameter of the gamma distribution (Figures 7-6 and 7-7).  

The proportions of subsets that differ between PD and MMD will vary for other tree 

and/or subset sizes, but the trends are expected to be similar.  In every single case 

observed, if the PD subset did not maximise the MMD score, then the MMD subset 

also did not maximise the PD score. 

PD and MMD subsets differ for approximately 20% to 50% of cases.  As the variation 

in the branch length rate multipliers increases, the proportion of subsets that differ also 

increases.  This increase is exponential, rising steeply when the gamma shape 

parameter is less than one (see Figure 7-7).  However, in reality, this exceptionally 

large variation in the branch length rate multipliers may be unlikely for most trees and 

the extremes of Figure 7-7 may be unlikely to be encountered normally.   

 

 

Figure 7-6 Proportion of trees where the PD and MMD subsets are not equivalent over a range of 

branch length rate multiplier distributions for subsets of 4 taxa. 

0

0.05

0.1

0.15

0.2

0.25

0.3

0.35

0.4

0.45

0.5

0 2 4 6 8 10

P
ro

p
o

rt
io

n
 o

f 
tr

ee
s 

w
h

er
e 

P
D

 a
n

d
 M

M
D

 s
u

b
se

t 
d

if
fe

r 

Rate multiplier shape parameter 



 

145 
 

 

Figure 7-7 Proportion of trees where the PD and MMD subsets are not equivalent over a range of 

branch length rate multiplier distributions on the log scale for subsets of 4 taxa. 

In Section 7.4.2 results were presented for subsets of four taxa.  Branch length rate 

multipliers were drawn from a gamma distribution with a shape parameter of 5, 1, 0.5 

and 0.1.  Whilst variation in the leaf heights allows the PD and MMD subsets to differ, 

only approximately 25% to 40% of subsets actually differ given these parameters (see 

Figure 7-6).  This means that in each case, a large proportion, 60% to 75%, of PD and 

MMD subsets will be equivalent.  The proportion of features captured by these 

equivalent subsets will be equal on average for PD and MMD
3
.  This high frequency of 

subsets which capture approximately the same proportion of features will strongly 

affect the results of PD and MMD on average in Section 7.4.2 and mask the 

performance of PD and MMD when they do differ. 

7.4.4. Results for only those trees where the PD and MMD subset differs 

The goal of this chapter is to assess the performance of PD and MMD; specifically, in 

this section, in the presence of variation in the branch length rate multipliers and thus 

the leaf heights.  The previous sections assessed their performance using randomly 

                                                             
3
 When the features are simulated along a tree, the actual proportion of features captured may 

differ slightly between the equivalent subsets due to the random nature of feature evolution and 

the fact that subsets can be equivalent but not contain the same set of taxa.  However, on 

average, the proportions will be equal. 
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simulated trees; however, these results were strongly influenced by the presence of 

many trees, 60% to 75%, for which PD and MMD selected equivalent subsets.  To 

better understand the performance of PD and MMD, it is also necessary to assess their 

performance on only those cases where the PD and MMD subsets differ.  It is these 

cases where the choice of PD or MMD is truly significant.  In this section, only those 

trees where the PD and MMD subsets are not equivalent are considered.   

Trees were randomly generated as described in Section 7.4.1; however, only those trees 

where the PD and MMD subsets were not equivalent were retained.  This process was 

repeated until 200 trees had been generated for each loss rate for each rate multiplier 

distribution, creating a total of 23,200 trees as before.  For the PD and MMD subsets, 

the proportion of features captured by the subset was recorded.  In addition to this, the 

results of the optimum and worst subsets given the feature alignment were recorded.  

Furthermore, the average results of five subsets chosen at random were recorded.  

These results were plotted in Figure 7-8.  The results were separated according to the 

shape value of the gamma distribution used to draw the branch length rate multipliers.  

The results in Figure 7-9 are identical to the previous figure, but the results for the 

random and worst case subsets have been removed to give a clearer picture of the 

results for PD and MMD. 

Removing those trees where PD and MMD are in agreement should not change the 

trends observed before, but simply amplifies some trends that were previously masked.  

The trends observed when all randomly generated trees were compared are still visible 

when only those trees where PD and MMD differ are compared.  Both PD and MMD 

perform almost as well as the optimum subset on average and significantly better than 

the worst possible subset or a subset chosen at random.  The proportion of features 

captured by all methods, including the optimum subset, decreases as the loss rate 

increases.  As the variation in the branch length rate multipliers increases, and therefore 

the variation in the leaf heights, the difference between the performance of PD and 

MMD widens.  MMD captures more features than PD as the loss rate increases.  This 

difference is more dramatic when the variation in the branch length rate multipliers is 

high.  At no point in the graphs, for any rate multiplier distribution or loss rate, is PD 

visibly more successful than MMD on average. 



 

 
 

a) Rate multiplier shape parameter: 5 b) Rate multiplier shape parameter: 1 

  

c) Rate multiplier shape parameter: 0.5 d) Rate multiplier shape parameter: 0.1 

  

Figure 7-8 Average proportion of features captured by the optimum and worst subsets given the feature alignment,  the PD and MMD subsets and subsets selected 

at random.  The loss rate as the average proportion of features lost along a branch (x-axis) is plotted against the proportion of features captured by the subset 

selected by each method averaged over the replicates (y-axis).  Simulations were filtered so only those subsets where PD and MMD differed remained. 

─── Optimum subset given feature alignment          ─── PD          ─── MMD          ─── Random          ─── Worst subset given feature alignment
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Figure 7-9 These graphs are the same as those in Figure 7-8c and d.  The results from the random 

and worst subsets have been removed leaving only the average proportion of features captured by 

the optimum subset given the feature alignment, and PD and MMD subsets.  This allows a closer 

view at how PD performs in comparison to MMD.  The loss rate as the average proportion of 

features lost along a branch (x-axis) is plotted against the proportion of features captured by the 

subset selected by each method averaged over the replicates (y-axis). 

─── Optimum subset given feature alignment          ─── PD          ─── MMD 

 

a) Rate multiplier shape parameter: 0.5 

 

b) Rate multiplier shape parameter: 0.1 
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Concentrating on only those trees where PD and MMD are different has amplified 

some of the trends observed earlier.  There is now a significantly larger difference 

between the proportion of features captured by MMD and PD when the shape 

parameter of the gamma distribution is 0.1.  This is still particularly noticeable when 

the loss rate is high; however, there is now even a discernible difference at the lowest 

loss rate considered in these simulations.  

7.5. MMD and GreedyMMD 

This chapter has focused on the results obtained using MMD, which relies on an 

exhaustive search for the optimum solution.  However, when there are a large number 

of EUs to consider, it may not be feasible to perform an exhaustive search.  A greedy 

solution, GreedyMMD, is available (Bordewich and Semple 2008).  This method 

initially selects the pair of EUs with the largest distance.  It then iteratively adds the EU 

that will maximise the minimum distance of the subset score.  This process is iterated 

until the subset reaches the required size.  Like MMD and PD, GreedyMMD is 

guaranteed to return the same result for ultrametric trees (Bordewich, et al. 2008).  

However, unlike the greedy solution for PD (Steel 2005), GreedyMMD is not 

guaranteed to be optimal when the tree or distances are not ultrametric.  It is guaranteed 

to return only 2-approximation of MMD; however, in practice, this approximation may 

be much closer for most trees.   

This section takes a closer look at how GreedyMMD performs in comparison to MMD 

on the randomly generated trees.  In all of the simulations in Section 7.4, the 

GreedyMMD subset and the proportion of features that it captured were recorded 

alongside the results for PD and MMD.  When these results are plotted together, the 

average proportion of features captured by GreedyMMD is indistinguishable from 

those plotted for MMD.   This section takes a closer look at these results by comparing 

the results of MMD and GreedyMMD for each individual simulation. 
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a)                                                                          b) a)  

 

 

Figure 7-10 MD score for MMD subset versus the MD score for the GreedyMMD subset.        a) 

plots the results from the simulations where all randomly generated trees were retained and b) 

plots the results from the simulations where only those cases where PD and MMD are not 

equivalent are retained. 

 

In Figure 7-10 the MD score for the MMD subset is plotted against the MD score for 

the GreedyMMD subset for all simulations where a) all randomly generated trees were 

retained and b) where only those trees where PD and MMD differed were retained.  

Although GreedyMMD is only a 2-approximation of MMD, in practice, the MD scores 

for GreedyMMD are generally extremely close, if not equal.  By definition, the 

GreedyMMD MD score will never be larger than the MMD MD score and this is 

confirmed in the plots.  There is some scatter and a few subsets where the GreedyMMD 

MD score is noticeably lower than the MMD MD score, but no extreme outliers. 

The MD score measures how close the GreedyMMD subset is to optimising MMD, but 

not how GreedyMMD performs in terms of capturing biodiversity, or features.  Figure 

7-11 plots the proportion of features captured by the MMD subsets against those 

captured by the GreedyMMD subsets.  Whilst the MD score for GreedyMMD cannot 

be larger than that of MMD, the proportion of features captured can and in many cases 

is.  There is a strong correlation between the proportion of features captured by the 

MMD and GreedyMMD subsets with evenly distributed scatter and no outlying data 

points.  Although GreedyMMD may not be guaranteed to produce the optimal MMD 
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subset, in practice, in these simulations it performed as well as MMD and in some cases 

better than MMD. 

a)  b)  

  

Figure 7-11 Proportion of features captured by MMD (x-axis) versus the proportion of features 

captured by the GreedyMMD subset (y-axis).   a) plots the results from the simulations where all 

randomly generated trees were retained and b) plots the results from the simulations where only 

those cases where PD and MMD are not equivalent are retained. 

7.6. Discussion 

One objective when selecting taxa for conservation is to maximise the diversity of the 

subset by maximising the number of features captured.  These features have evolved 

along the tree spanning all of the EUs under consideration according to a model of 

feature gain and, potentially, feature loss.  The popular method, PD, attempts to 

maximise the number of features by selecting the subset based on the assumption that 

features are gained along the tree but not lost.  The design of MMD is based on the idea 

that features are gained and lost and selects a subset that both maximises the distance 

and the spread between the EUs. 

It is important to consider feature loss when selecting a subset of taxa; however, the 

effect of feature loss on the optimum subset varies depending upon the individual tree 

in question.  For many trees, PD and MMD will select equivalent subsets.  For those 

trees where the subsets differ, in some cases even a relatively small rate of feature loss 

can have a significant effect on how many features the MMD subset captures relative to 

the PD subset.  Conversely, for some trees, feature loss has little effect and it is only 
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when the rate of feature loss is relatively high that MMD is more successful than PD.  

Therefore, the effects of feature loss cannot always be assumed to be negligible, but 

neither can they always be assumed to be critical to subset selection.  The appropriate 

method for selecting a subset needs to be considered on a case by case basis.  

On average, MMD is more successful as the variation in the rate multipliers, and 

therefore the variation in the branch lengths, increases.  The greater this variation, the 

lower the loss rate generally needs to be for MMD to capture more features.  However, 

even when both the variation in the rate multiplier and the loss rate are low, PD does 

not capture a substantially greater proportion of features than MMD.  Finally, although 

GreedyMMD is only a 2-approximation of MMD, in practice the subset returned was 

generally optimal or close to the optimal MMD subset  and on average captured 

approximately the same proportion of features as MMD when analysed on randomly 

generated Yule trees with branch length rate multipliers drawn from the gamma 

distribution.   
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Chapter 8. Choosing PD or MMD 

Even when considering feature loss, MMD is not always better than PD and vice versa.  

The examples and results in the previous chapter demonstrate that the success of each 

method is dependent upon the tree.  The deviation from ultrametricity in the branch 

length rate multipliers does have an effect on the success of MMD and PD, but can this 

relationship be used to reliably predict the success of MMD or PD for any given tree?  

In this chapter, the shape parameter of the gamma rate multiplier, which governs the 

deviation from ultrametricity, is examined to see if it can help predict the success of 

MMD and PD.  In practice, the true parameters of the distribution from which the 

branch length rate multipliers are drawn are not known; therefore, in addition, some 

simple statistics that measure the deviation from ultrametricity, and thus estimate this 

shape parameter, are examined to see if the success of MMD or PD can be accurately 

predicted.  Furthermore, not only does deviation from ultrametricity appear to be 

important for there to be a difference between the performance of PD and MMD, but so 

is the arrangement of the branches on the tree, for example, MMD will only select a 

taxon on a shorter branch if it is sufficiently separated from any taxon on longer 

branches.  Therefore, some tree topology metrics are considered in an effort to see if 

any of these statistics can help the prediction.  Finally, the difference between the PD 

and MMD subsets scores on each method is considered.  In all of these examples, only 

trees where the PD and MMD subset differ are considered, as this problem is irrelevant 

when the two subsets are equivalent. 

8.1. Methods 

This chapter looks at the performance of different statistics to predict the success of 

MMD versus PD.  The success of MMD on a given tree is measured by finding the 

smallest loss rate where the expected number of features captured by the MMD subset 

is greater than that captured by the PD subset.  In other words, this statistic is the 

minimum proportion of features that must be lost along a branch on average for MMD 
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to be more successful than PD.  Alternatively, this statistic may be interpreted as the 

probability that PD will be more successful than MMD, given the loss rate, v, is 

selected at random.  The lower this value is, the more likely that the MMD subset will 

be more successful than the PD subset at capturing the largest number of features.  This 

statistic was calculated for a variety of simulated trees with 16 taxa.  These trees were 

generated under the Yule distribution with a branching rate of 1.  Branch length rate 

multipliers were drawn from the gamma distribution with a mean of 1 and shape values 

of α = 5, 1, 0.5 or 0.1.   For each tree, the PD and MMD subsets were found and only 

trees where the subsets differed were retained.  This was repeated until 1000 trees had 

been generated for each shape value, creating a total of 4000 trees with a wide 

assortment of deviations from the ultrametric tree. With the exception of Section 8.2, 

trees generated under the different values of the shape parameter have been grouped 

together, as these statistics attempt to predict the success of MMD and PD based solely 

on the tree with no other prior knowledge assumed.  For each tree, the expected number 

of features was calculated using an initial loss rate, v, of 0.01 for each subset.  The loss 

rate was increased until the expected number of features for the MMD subset was 

greater or equal to that of the PD subset or the loss rate reached 1.  The expected 

number of features captured for a subset at any given loss rate was calculated using the 

number of features generated along each branch and the expectation that these features 

would survive to be present in one or more of the descendant taxa.  The equation used 

to derive the expected number of features is detailed in Section 10.2.  The resulting 

distribution of this statistic over all of the replicates was graphed in each case in the 

remainder of this chapter.  This entire process was repeated for selected subsets of four, 

six and eight taxa; however, for most statistics the results were indistinguishable, so, 

unless otherwise specified, only the results for selected subsets with four taxa are 

reported in this chapter. 

8.2. Branch length rate multipliers and the gamma distribution 

One factor in determining whether PD or MMD will be more successful is the variation 

of branch length rate multipliers along the tree.  Chapter 7 illustrated that as the 

variation in the rate multiplier increases, the loss rate at which MMD becomes more 

successful at capturing features than PD decreases.  As the mean of the branch length 

rate multipliers was kept constant in all of the simulations, this variation was caused by 
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changing the shape of the gamma distribution.  The boxplots in Figure 8-1 illustrate the 

distribution of the minimum proportion of features that must be lost along a branch on 

average for MMD to capture more features than PD.  The shape used in the gamma 

distribution from which the branch length rate multipliers are drawn differs between the 

boxplots, with the variation in the rate multipliers, and therefore the deviation from 

ultrametricity, increasing from left to right across the figure.  

As was observed in the previous sections, the minimum proportion of features that must 

be lost along a branch on average before MMD captures more features than PD 

decreases as the variation in the rate multipliers increases.  However, even when the 

shape of the gamma distribution is small and the variation in the branch length rate 

multipliers is high, there are a significant number of cases where the loss rate must be 

relatively high before MMD is more successful, and in some cases the loss rate must be 

extremely high.  Conversely, when the shape of the gamma distribution is large, 

although the loss rate must be high for the majority of cases before MMD is more 

effective than PD, there are some cases for which only a small loss rate is required.  

Therefore, despite the correlation between the shape variable and the success of MMD 

demonstrated both in Figure 8-1 and the previous chapter, the distinction is insufficient 

to make accurate predictions for an individual tree.  These results demonstrate that 

simply knowing the shape parameter for the branch length rate multipliers is not 

sufficient to predict whether MMD or PD is more appropriate for a given tree. 

 

Figure 8-1 Distribution of the minimum proportion of features that must be lost along a branch on 

average where MMD will capture more features than PD plotted for different shape parameters 

used in the gamma distribution from which the rate multipliers are drawn. 
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8.3. Standard deviation of leaf heights 

In this section, the ability of the standard deviation of the leaf heights to predict the 

success of MMD and PD is considered.  The leaf height is the distance from a leaf to 

the root of the tree.  This distance is the same for all leaves if the tree is ultrametric.  If 

all of the branch length rate multipliers in the simulated tree are equal, then these trees 

are ultrametric and, by definition, all of the leaf heights are equal.  This can also 

generally be assumed to be true of trees used for selecting species in conservation if the 

branch lengths are in calendar units, as all species must be extant because extinct 

species cannot be conserved.  The variation in the leaf heights is therefore the result of 

the variation in the branch length rate multipliers.  The standard deviation measures this 

variation in leaf heights and, thus, approximates the shape of the gamma distribution.  

This is useful as, in reality, the distribution of the rate multiplier for a given tree is not 

known but the standard deviation of the leaf heights can be easily calculated. 

Furthermore, one explanation for the range of loss rates seen in Figure 8-1 is that some 

of these extremes may represent cases where, by chance, the branch length rate 

multipliers were all drawn from the edges of the distribution, creating trees where there 

was more or less variation in the rates than expected from that distribution.  In these 

cases, the gamma shape parameter may not be the best statistic to measure the 

variation.  The standard deviation of the leaf heights measures the variation observed in 

each tree, not the expected variation under the distribution of the rate multiplier and, 

therefore, may be more reliable in predicting the success of MMD and PD. 

In Figure 8-2a, the standard deviation of the leaf heights is plotted against the minimum 

proportion of features that must be lost along a branch on average for the number of 

features captured by MMD to be greater than or equal to that of PD (the correlation 

coefficient, R
2 
= -0.25918).  In Figure 8-2b, the leaf heights have been scaled so that the 

largest height is one, making the scores comparable across the different replicates, as, 

by chance, some trees have small branches overall whilst others have extremely long 

branches (R
2
 = -0.17693).  All of the trees display some variation in the leaf heights.  

This is due to the range of shape variables used and is not a result of the filtering 

process favouring trees with more variation.  The shape parameters chosen are all large 

enough to guarantee that there will be some variation in the rate multipliers and 

therefore the tree will not be ultrametric.  This increases the likelihood that there is a 
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difference between the PD and MMD subsets.  However, from these graphs it is 

apparent that there is no strong correlation between the standard deviation of the leaf 

heights and the loss rate where the expected number of features captured by MMD is 

greater or equal to that captured by PD.  This is confirmed by the R
2
 correlation 

coefficients.   

Figure 8-2 Standard Deviation of leaf heights versus the minimum proportion of features that must 

be lost along a branch on average for MMD to be better than PD.   In b) the leaf heights are scaled 

so the largest leaf height is 1 making them comparable across different trees.   

a) 

 

b) 
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8.4. Distance to closest ultrametric tree 

The variation in the branch length rate multipliers and the leaf heights can also be 

measured by calculating the distance to the nearest ultrametric tree.  This statistic is 

correlated with the standard deviation of the leaf heights, but the two values are not 

equivalent (R
2
 = 0.694414, see Figure 8-3). 

Figure 8-4 plots the distance to the closest ultrametric tree against the minimum 

proportion of features that must be lost along a branch on average for MMD to be more 

successful than PD at capturing features.  As in Section 8.3, there is no correlation 

between the distance to the closest ultrametric tree and the loss rate at which MMD is 

expected to become more successful than PD (R
2
 = -0.11413). 

One extreme outlying data point was removed from the plots as it skewed the axis 

showing the distance to the nearest ultrametric tree and obscured any pattern in the 

remaining data points.  This data point showed an extremely large distance to the 

nearest ultrametric tree (23335), over twice that of the next largest distance, and the 

smallest measured minimum proportion of features that must be lost for MMD to be 

more successful than PD (0.001).  The corresponding standard deviation value was also 

the largest recorded in these simulations but has not been considered an outlier (47.22). 

 

Figure 8-3 Standard deviation of leaf heights plotted against the distance to the closest ultrametric 

tree 
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Figure 8-4 Distance to closest ultrametric tree plotted against the minimum proportion of features 

that must be lost along a branch on average for MMD to be better than PD. 

8.5. Tree imbalance 

The difference between MMD and PD subsets depends not only upon the branch 

lengths but on the position of these branches relative to one another.  A taxon on a long 

branch in one section of the tree may be ignored in favour of a taxon on a shorter 

branch in another section of the tree if it is at a greater distance from other already 

selected taxa (see Section 7.3).  This possibility may be more likely to occur on 

unbalanced trees where taxa are more separated; therefore, it is conceivable that some 

tree shapes are more conducive to a difference between MMD and PD.  Two tree shape 

measures were investigated to see if they were able to predict the success of PD and 

MMD, the Ic (Heard 1992) and I2 (Mooers and Heard 1997) metrics.  The Ic metric 

measures the balance of the tree towards the root, whilst the I2 metric measures balance 

across the whole tree.  In a tree of 16 taxa, the I2 metric is strongly correlated with the 

number of cherries in the tree (Redding, et al. 2008).  Figures 8-5 and 8-6 illustrate the 

results with a subset of four taxa for the Ic and I2 metrics respectively.  They 

demonstrate that there is no apparent correlation between the minimum proportion of 

features that must be lost along a branch on average for MMD to be more successful 

than PD for either the Ic or I2 metrics (R
2
 = -0.03783 and R

2
 = 0.010918 respectively). 
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Figure 8-5 Ic metric of tree imbalance versus the minimum proportion of features that must be lost 

along a branch on average for MMD to be more successful than PD 

 

 

 

 

Figure 8-6 I2 metric of tree imbalance versus the minimum proportion of features that must be lost 

along a branch on average for MMD to be more successful than PD 
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8.6.  PD and MMD scores 

Another potential statistic that may provide a rough guide as to whether PD or MMD 

will be more successful is the actual PD and MMD scores.  The difference between the 

PD score for the PD subset and the PD score for the MMD subset indicates how close 

the MMD subset is to also being optimal under PD.  This comparison can also be 

performed using the MMD scores for the PD and MMD subsets.  Figure 8-7 

demonstrates that the MMD subsets are generally relatively close to being optimal PD 

subsets; however, there is no correlation between this score and how effective MMD is 

relative to PD (R
2
 = -0.14209).  

In contrast, Figure 8-8 demonstrates that the MD score of the PD subset is not always 

close to the MD score of the optimal MMD subset.  As when finding the optimum 

MMD subset, when two subsets are compared, if the MD scores are equal, the next 

smallest distances are compared.  The first pairwise distances to differ between the 

subsets are compared and plotted here.   

 

 

Figure 8-7 PD score for MMD subset / PD score for PD subset 
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Figure 8-8 MD score for PD subset / MD score for MMD subset 

 

Although there is not a strong correlation between the PD subset’s MD score and the 

MMD subset’s MD score (R
2
 = 0.462266), in general, the loss rate where the expected 

number of features under MMD is greater or equal to PD is no greater than the PD 

subset’s MD score divided by the MMD subset’s MD score.  Hence, the worse the PD 

subset performs as a subset for MMD, the more likely the MMD subset will perform 

better at capturing the maximum number of features.  Figure 8-8 was generated using 

subsets containing four taxa; however, when the size of the subset is increased to six or 

eight taxa, as illustrated in Figure 8-9, this correlation weakens slightly (R
2
 = 0.462249 

and R
2
 = 0.458462 respectively).    
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Figure 8-9 MD score for PD subset / MD score for MMD subset for a) six and b) eight taxa subsets. 

a) 

 

b) 

 

8.7. Conclusion: Making the best decision 

Although some of the methods and statistics in this section allow us to make general 

statements predicting the effectiveness of MMD and PD – for example, the higher the 

variation in branch lengths and leaf heights, the more likely that MMD will be more 

effective than PD and the lower the PD subset’s MD score relative to the MMD 

subset’s MD score, the more likely that MMD will be more effective than PD – the 
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correlations are not strong enough to allow us to make accurate predictions for 

individual trees.  In some situations, these statistics still require us to obtain both the PD 

and MMD subsets.  Fortunately, greedy solutions are available for obtaining the PD and 

MMD subsets.   

The statistics used here have been generated using the same equation described in 

Chapter 10 for MDFL.  This equation may provide the best method for evaluating the 

PD and MMD subsets and form the basis for a simple test for selecting the optimum 

subset for a given tree.  In Chapter 10, MDFL proves to be more accurate overall; 

however, the greedy approximation of MDFL still requires an estimate of the loss rate, 

and must be run multiple times if the loss rate is unknown, making it computationally 

intensive for large data sets.  However, given the PD and MMD subsets, the equation 

used in MDFL can still be used quickly over a range of loss rates to determine what 

proportion of features must be lost along a branch on average for the MMD subset to 

become more effective and therefore which method (PD or MMD) and subset to select 

for the given tree.  This method would provide the most accurate predictions for PD 

and MMD for a given tree whilst still providing results in a timely manner. 
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Chapter 9. Robustness of PD and MMD 

PD, MMD and MDFL (which is described in Chapter 10) are all dependent upon 

branch lengths or distance estimates.  These methods assume the estimated tree or 

distance matrix is an accurate representation of the evolutionary history of the EUs and 

that this, in turn, is correlated with feature evolution.  This chapter looks at the 

robustness of the PD and MMD to inaccuracies in the branch length and distance 

estimates. 

The performance of PD, MMD and MDFL is contingent on the quality of these 

measures; however, in practice, it is unlikely that the estimated tree or distance matrix 

is identical to the true tree or distance matrix.  The DNA substitution rate affects the 

quantity and quality of information in the DNA alignment and can result in errors in the 

tree and distance matrix estimates.  Furthermore, errors in tree building, for example, 

model misspecification, can result in incorrect tree topologies or inaccurate branch 

length estimates.  These errors can all potentially affect the outcome of PD, MMD and 

MDFL.  Minor discrepancies in the estimated branch lengths may have little impact on 

the effectiveness of these methods; however, large differences in these estimates or 

disparities in the tree topology may cause significant variations in the optimum subsets 

selected.   

In Chapter 7, PD and MMD were tested under the ideal setting where the generating 

tree is known.  In this chapter, PD and MMD are tested in the setting where the tree and 

distance matrix are estimated from a sequence alignment that was simulated along the 

feature tree.  For simplicity, only PD and MMD are considered in this chapter as they 

depend only upon branch lengths or distances and, unlike MDFL, do not need to also 

estimate the loss rate.  The following sections consider the robustness of MMD and PD 

in a number of different settings.  These settings include how the construction of the 

tree and distance matrix affects how successful PD and MMD are respectively.  They 

also consider the effect of the rate of substitution in the DNA alignment on the success 

of PD and MMD.  Finally, the consequences of how the distance matrix is constructed 
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are considered.  That is, whether the distance matrix is constructed from a tree or 

directly from a sequence alignment affects the performance of MMD, and how 

effective the GreedyMMD subset is as an approximation of the MMD subset in this 

case.  

9.1. Methods 

This chapter utilises the trees and feature alignments generated in Chapter 7 (see 

Section 7.4.4) where only those trees where the PD and MMD subsets differ were 

retained.  Ultrametric trees were randomly generated using the Yule model.  Branch 

lengths were then multiplied by numbers randomly drawn from a gamma distribution to 

represent differences in the rate of evolution along these branches.  These trees were 

used to simulate an alignment of features and generate a distance matrix between taxa.  

PD and MMD were then applied to the tree or distance matrix as appropriate.  This 

chapter focuses on the simulations that only retained the cases where the PD and MMD 

subsets differed.  Subsets of four taxa are considered here.   

In this chapter, the generating tree and feature alignment are used as before; however, 

the PD and MMD are not calculated directly from the tree.  DNA sequences of 500 

base pairs are simulated along the tree given a GTR substitution model (parameters 

have been taken from Anderson, et al. 2001) using SeqGen (Heard 1992).  The tree is 

scaled so the expected number of substitutions at each site along each branch is 0.005, 

0.05 or 0.1.  From each sequence alignment, distance matrices are calculated using the 

P, JC and GTR distance metrics, and trees are estimated in Paup* (Swofford and Begle 

1993) using the maximum parsimony method and maximum likelihood method with 

the JC and GTR substitution models.  Distance matrices were also estimated from these 

trees.  The PD, MMD and GreedyMMD subsets were then obtained from the trees and 

distance matrices respectively.  These results were used to examine the robustness of 

PD, MMD and GreedyMMD in the following sections. 
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9.2. MMD versus GreedyMMD 

The GreedyMMD subset is guaranteed to be 2-approximation of the MMD subset when 

the triangle inequality holds for the distance matrix.  This is assured when the distance 

matrix is calculated from a tree, as it was in Chapter 7.  The simulations in that chapter 

demonstrated that, in practice, the GreedyMMD subset generally performed as well as 

the MMD subset at capturing features.  However, when the triangle inequality does not 

hold, there is no lower bound for the GreedyMMD subset score.  In this situation, the 

minimum distance score of the GreedyMMD subset may be substantially worse than 

that of the MMD subset.  This situation is of real concern as the triangle inequality does 

not necessarily hold for distance matrices calculated directly from sequence alignments. 

Figure 9-1 plots the MMD scores against the GreedyMMD scores for all of the subsets 

obtained directly from the sequence alignment.  These results are separated by the 

distance metric used to obtain the distance matrix and the substitution rate used to 

generate the sequence alignment.  As the distance metric becomes more complex in 

modelling evolution (i.e. the P-distance metric counts the number of observed 

differences, whilst the JC metric compensates for multiple substitutions and the  GTR 

metric compensates for multiple substitutions and allows the base frequencies to differ), 

the variation between the MMD and GreedyMMD scores decreases.  As the 

substitution rate increases, the variation between the scores increases. 

These graphs illustrate that, while a number of subsets do show substantially worse 

GreedyMMD scores than MMD scores, particularly when a less complex distance 

metric is used and the substitution rate is high, overall, the GreedyMMD subset is still a 

good approximation of the MMD subset.  Therefore, despite the potential loss of the 

guarantee on the lower bound for the GreedyMMD subset score, GreedyMMD still 

performs well in these simulations.  Furthermore, the minimum distance score of a 

subset does not necessarily guarantee how many features a subset will capture.  

GreedyMMD subsets with a lower MD score may still capture a greater number of 

features than the optimum MMD subset.     
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Figure 9-1 Graph of the MMD score (x-axis) versus the GreedyMMD score (y-axis) when the distance matrix is calculated directly from the sequence alignment. 
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Figure 9-2 charts the proportion of features captured by the MMD subset versus the 

GreedyMMD subset.  There is evenly distributed scatter indicating that the 

GreedyMMD subset performs almost as well as the MMD subset, with a barely 

perceptible bias towards the MMD subset – the average difference between the number 

of features captured by the MMD subset and the GreedyMMD subset is 0.0015.  Whilst 

in many situations, GreedyMMD may not capture quite as many features as the MMD 

subset, in many others, GreedyMMD in fact captures more.  Furthermore, whilst some 

subsets had significantly lower minimum distance scores for the GreedyMMD subsets, 

these outliers are no longer apparent in Figure 9-2.  This may be a result of the nature of 

the MMD score – whilst the minimum distance may be significantly smaller than that 

of the MMD subset score, the remaining distances may be as high as those in the MMD 

subset.  Overall, these results indicate that despite the loss of the lower bound threshold 

score for GreedyMMD when the triangle inequality is potentially not satisfied, in 

practice the GreedyMMD subset will perform almost as well as MMD. 

 

Figure 9-2 Graph of the proportions of the total number of possible features captured by the MMD 

subset versus the GreedyMMD subset over all distance metrics and substitution rates. 
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9.3. Distance matrices from sequences or from a tree 

Distance matrices can be calculated directly from a sequence alignment or from a tree.  

This choice may impact on the success of MMD.  When calculated from a tree, the 

performance is dependent upon the method used to build the tree, and some information 

may have been lost in this process.  In addition, this process imposes a tree structure 

rather than a network, which may not be representative of the true distances between 

taxa.  In contrast, whilst a distance matrix constructed directly from the sequences may 

contain more information and does not enforce a tree structure on the data, for example, 

if there has been recombination, it also does not necessarily satisfy the triangle 

inequality.  Section 9.2 demonstrates that in practice, in these simulations, not 

satisfying the triangle inequality does not mean the greedy subset is less effective than 

the MMD subset; however, forcing the distances to be tree-like may still be of concern.   

Figure 9-3 charts the proportion of features that are captured by an MMD subset 

obtained from a distance matrix calculated from a maximum likelihood tree against a 

subset obtained from a distance matrix computed directly from the sequences using the 

same substitution model.  These results demonstrate that, in these simulations, there is 

no difference between the proportion of features captured by the subset obtained from a 

distance matrix computed directly from a sequence alignment versus indirectly from a 

tree.   

However, in these simulations, the evolution of both sequences and features followed a 

tree structure rather than a network, so the distance matrices constructed from a tree 

may not have been disadvantaged compared to those constructed directly from the 

sequences.  These results may not hold when the sequence and feature evolution 

follows a strong network structure.  
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Figure 9-3 Proportion of features captured by MMD subset for a distance matrix calculated from a 

maximum likelihood tree versus directly from the sequence alignment for GTR and JC 

substitution models. 

9.4. Does accuracy improve as the tree building method improves? 

The previous two sections examined how the construction of the distance matrix affects 

the robustness of MMD and GreedyMMD.  This was judged irrespective of their 

performance at finding the optimum proportion of features and without considering the 

loss rate.  The remainder of this chapter considers the effect of the DNA sequence 

substitution rate and/or the tree or distance building method on the robustness of MMD 

and PD at capturing the maximum proportion of features.  In this section, the effect of 

the tree or distance building method on the performance of PD and MMD is explored.  

The following section considers how the DNA sequence substitution rate affects the 

success of these methods.  The final section examines how these two factors interact. 

It was shown in Section 9.3 that, in these simulations, constructing the distance matrix 

from a tree yields no significant disadvantage over constructing it directly from the 

sequence alignment.  Therefore, the remaining sections focus only on the case where 

the distance matrix is constructed directly from the sequence alignment.  Furthermore, 

overall, GreedyMMD was demonstrated to be an effective approximation of MMD (see 

Section 7.5); therefore, the remaining sections will only consider MMD. 
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Figure 9-4 illustrates the success of PD at finding the optimal proportion of features 

depending on which method is used to build the tree.  Maximum parsimony and 

maximum likelihood trees built using the JC and GTR substitution models are 

compared to the results when the true tree is known.  These results are separated by the 

distributions used to generate the rate multipliers.  Each graph plots v, the loss rate as a 

proportion of the number of features lost along a branch over one unit of time (x-axis), 

against the average proportion of features captured by the subsets.  The equivalent 

results for MMD are displayed in Figure 9-5. In these simulations, the distance matrices 

were constructed directly from the sequence alignment using the GTR, JC and P 

distance metrics. 

Both methods appear to be robust to the sophistication of the tree or distance matrix 

method, showing no discernible difference in the average proportion of features 

captured between the simple and more complex methods.  As in previous simulations, 

the difference in the averages begins to vary more widely across the loss rates as the 

distribution of the gamma rate multiplier becomes extreme (shape parameter is 0.05).  

This is particularly apparent in PD where there is greater fluctuation seen between the 

different tree building methods.  In contrast, MMD is more stable, even at this higher 

rate multiplier.  

Overall, the estimates for MMD are on average closer to the averages obtained using 

the true tree than those for PD.  These results imply that MMD is more robust than PD 

to differences between the estimations from the sequence alignment and the true tree. 

 



 

 
 

a) Rate multiplier gamma distribution shape parameter: 5 b) Rate multiplier gamma distribution shape parameter: 1 

  

c) Rate multiplier gamma distribution shape parameter: 0.5 d) Rate multiplier gamma distribution shape parameter: 0.1 

  

Figure 9-4 Average proportion of features captured by the optimum subset and the PD subsets from the true tree, maximum likelihood tree with the GTR and JC 

substitution models and the maximum parsimony tree.  The loss rate, v, as a proportion (x-axis) is plotted versus the average proportion of features captured (y-

axis). 

─── Optimum given feature alignment    ─── True tree    ─── Maximum Likelihood: GTR    ─── Maximum Likelihood: JC    ─── Maximum Parsimony 
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a) Rate multiplier gamma distribution shape parameter: 5 b) Rate multiplier gamma distribution shape parameter: 1 

  

c) Rate multiplier gamma distribution shape parameter: 0.5 d) Rate multiplier gamma distribution shape parameter: 0.1 

  

Figure 9-5 Average proportion of features captured by the optimum subset and the MMD subsets from the true tree and distance matrices constructed from the 

sequence alignment using the  GTR, JC and P distance metrics.  The loss rate, v, as a proportion (x-axis) is plotted versus the average proportion of features 

captured (y-axis). 

─── Optimum given feature alignment     ─── True tree     ─── Maximum Likelihood: GTR     ─── Maximum Likelihood: JC     ─── P distance metric 
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9.5. Does the substitution rate affect estimate of the optimum subset? 

PD and MMD rely on the assumption that the tree or distance matrix is an accurate 

estimation of the true tree; however, as the first part of this thesis discussed, there are 

many potential causes of error in these estimations.  Whilst the previous section 

discussed the effect of the method used to construct the tree or distance matrix on the 

performance of PD and MMD, this section looks at the variation in the DNA sequence 

mutation rate.  The rate of substitution in the DNA sequences affects the quality and 

quantity of information in the resulting DNA alignment.  This, in turn, may affect the 

accuracy of the estimates of the tree and distance matrices.  A low DNA substitution 

rate may result in an alignment with few phylogenetically informative sites.  Trees 

constructed from this alignment may be poorly resolved and the branch length and 

pairwise distance estimates may be inaccurate.  In contrast, a high DNA substitution 

rate may result in saturation at some sites.  This may also contribute to errors in the tree 

topology and the estimates of the branch lengths and pairwise distances.  These errors 

in the tree and distance matrix may adversely affect the performance of PD and MMD. 

DNA sequences were simulated with the expected number of substitution per site along 

a branch as 0.005, 0.05 and 0.1 substitutions using the trees generated in Section 7.4.4.  

Figure 9-6 demonstrates the success of PD at capturing the maximum number of 

features given each substitution rate.  These graphs show the results when the tree is 

built using the maximum likelihood method with a GTR substitution model.  The 

graphs are separated according to the shape parameter of the gamma distribution used 

to generate the rate multipliers for the branch lengths.  Figure 9-7 illustrates the same 

results for MMD, where the distance matrix is constructed using the GTR distance 

metric. 

The substitution rate of the sequence alignment does have an effect on the robustness of 

both PD and MMD.  Low substitution rates decrease the effectiveness of PD and 

MMD, affecting PD more than MMD.  PD is also affected by the medium and high 

substitution rates, capturing fewer features than when the true tree is known.  However, 

when the substitution rate is medium or high, MMD is as successful as when the true 

tree is known.  Overall, MMD appears more robust than PD to differences in the 

substitution rate of the DNA sequence evolution.   



 

 
 

a) Rate multiplier gamma distribution shape parameter: 5 b) Rate multiplier gamma distribution shape parameter: 1 

  

c) Rate multiplier gamma distribution shape parameter: 0.5 d) Rate multiplier gamma distribution shape parameter: 0.1 

  

Figure 9-6 Average proportion of features captured by the optimum subset and the PD subsets from the true tree and maximum likelihood trees with the GTR 

substitution model constructed from sequence alignments generated with substitution rates of 0.1, 0.05 and 0.005.  The loss rate as a proportion (x-axis) is plotted 

versus the average proportion of features captured (y-axis). 

─── Optimum given feature alignment     ─── True tree          Substitution Rate:     ─── 0.1     ─── 0.05     ─── 0.005  
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a) Rate multiplier gamma distribution shape parameter: 5 b) Rate multiplier gamma distribution shape parameter: 1 

  

c) Rate multiplier gamma distribution shape parameter: 0.5 d) Rate multiplier gamma distribution shape parameter: 0.1 

  

Figure 9-7 Average proportion of features captured by the optimum subset and the MMD subsets from the true tree and distance matrices built using  the GTR 

distance metric with the sequence alignments generated with substitution rates of 0.1, 0.05 and 0.005.  The loss rate as a proportion (x-axis) is plotted versus the 

average proportion of features captured (y-axis). 

 ─── Optimum given feature alignment     ─── True tree          Substitution Rate:     ─── 0.1     ─── 0.05     ─── 0.005  
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9.6. Interaction of the substitution rate and the tree / distance matrix 

building method 

The previous two sections focused on the effects of the DNA substitution rate and the 

tree or distance matrix building method independently.  In each case, the results over all 

of the variables of the other factor were pooled together.  Furthermore, they did not 

directly compare the results of PD and MMD.  In this section, the interaction of the 

substitution rate and the tree or distance matrix building method is explored.  The 

results for the PD and MMD estimates are examined and compared against the 

optimum subset and the PD and MMD subsets obtained using the true tree. 

Figures 9-8 and 9-9 display the average proportion of features captured over a range of 

loss rates for the optimum subset, the PD and MMD subsets from the true tree and the 

PD and MMD subsets from the DNA sequence alignment.  The substitution rate used to 

generate the sequence alignment varies between the rows of graphs, whilst the method 

used to construct the tree or distance matrix estimates varies across the columns.  The 

rate multipliers on the true trees were drawn from a gamma distribution with a shape 

parameter of 0.5 and 0.1 in Figures 9-8 and 9-9 respectively.   

The substitution rate of the DNA sequence alignment appears to have the strongest 

effect on the robustness of PD and MMD.  This is particularly apparent when the 

substitution rate is extremely low.  In this situation, it is possible there is insufficient 

information in the sequence alignment to determine the tree topology and branch 

lengths.  This has a greater effect on PD than MMD.  This may be because PD uses the 

sum of a large number of branch lengths when determining the optimum subset, whilst 

MMD uses the minimum pairwise distance.  The remaining distances in the MMD 

subset are only required to be greater than this minimum distance by definition.  This 

allows for greater tolerance in errors in the pairwise distance estimates, whereas PD 

reflects all of these branch length estimate errors.  This effect is more apparent when 

the substitution rate is low and the branch length and distance estimates are poor.  As 

the substitution rate increases, the accuracy of both the PD and MMD estimates 

increases, with the average number of features captured by the MMD estimate when the 

substitution rate is high close to the average when the MMD subset is found using the 

true tree.   
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Figure 9-8 Average proportion of total number of features captured by the optimum subset, the PD and MMD subsets from the true tree and PD and MMD subsets 

found from a DNA sequence alignment.  The substitution rate of the sequence alignment and tree / distance matrix building method vary across the rows and 

columns of graphs.  The loss rate as a proportion (x-axis) is plotted versus the average proportion of features captured (y-axis). 

 ─── Optimum given feature alignment               True Tree:     ─── PD     ─── MMD               Sequence Alignment:      ─  ─  ─  PD     ─  ─  ─ MMD 
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Figure 9-9 Average proportion of total number of features captured by the optimum subset, the PD and MMD subsets from the true tree and PD and MMD subsets 

found from a DNA sequence alignment.  The substitution rate of the sequence alignment and tree / distance matrix building method vary across the rows and 

columns of graphs.  The loss rate as a proportion (x-axis) is plotted versus the average proportion of features captured (y-axis). 

 ─── Optimum given feature alignment               True Tree:     ─── PD     ─── MMD               Sequence Alignment:     ─  ─  ─ PD     ─  ─  ─ MMD 
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In comparison, the method of constructing the tree or distance matrix has surprisingly 

little effect, on average, on the performance of PD and MMD, with both methods 

appearing robust to model misspecification.  Only PD and the maximum parsimony 

method show marginally lower performance.  Whilst this may be true on average, in 

many individual cases, model misspecification can lead to incorrect tree topologies and 

branch length estimates which are likely to affect both PD and MMD.   

Overall, MMD is more robust than PD to differences in the distance estimates from 

those of the true tree used to generate the features.  Even in situations where the PD 

subsets found from the true tree perform better on average than the MMD subsets, the 

MMD subsets found from the sequence alignments generally perform equal to or 

visibly better than the PD subsets.  In each setting, there is a visible difference between 

averages of the PD subsets obtained from the sequence alignment and those obtained 

from the true tree; whereas, the MMD subsets from the sequence alignments often 

perform, on average, as well as those from the true tree.  Interestingly, when there is a 

high level of variation in the branch length rate multipliers and a high substitution rate 

is coupled with a less sophisticated tree building method, the subset selected by PD on 

the estimated tree actually performs better on average than the PD subset selected from 

the true tree. 

9.7. Conclusion 

The effectiveness of PD and MMD is dependent upon the accuracy of the trees and 

distance matrix estimates used to find the optimum subset.  These methods assume that 

these estimates are accurate and reflective of the evolution of the features they are 

trying to capture; however, these distances will differ from the true distances for many 

reasons.  These inconsistencies will affect the results of both PD and MMD and may 

have a serious impact on their effectiveness.  Overall, MMD was found to be more 

robust to inaccuracies arising from the method used to build the distance matrix and to 

differences in the rate of evolution between sequences and features.  In fact, MMD was 

so robust, that in some settings where the PD subsets from the true tree performed 

better on average than those of MMD, the MMD estimates from the sequence 

alignment actually performed better than the PD estimates.  In addition, GreedyMMD 

was generally found to be a good approximation of MMD.  Furthermore, applying 

MMD to a distance matrix built directly from the sequences or one built from a tree had 
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no effect on the performance of MMD in these simulations; although this result may 

not hold in other situations, for example, when evolution is not tree like, for example, 

where horizontal gene transfer occurs. 
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Chapter 10. MDFL: Maximising diversity by modelling 

feature loss  

The second half of this thesis has focused on maximising biodiversity; in particular, 

methods to maximise the diversity in a set of EUs.  Diversity has been defined and 

measured here as the number of unique features that are present in one or more of the 

EUs in the subset.  The previous chapters have focused on two methods, PD and MMD, 

which aim to find the subset that maximises the number of features found in the subset.  

These methods have been considered in the simplest form when there are no additional 

constraints such as cost or survival probabilities to consider.  The success of these 

methods at finding the subset that captures the maximum number of features possible 

was considered when the features evolve along the tree under a Dollo parsimony model 

of feature gain and loss.  This chapter proposes a new method for finding the subset that 

maximises diversity under this model of feature evolution. 

PD and MMD both make implicit assumptions about the model of feature evolution.  

PD assumes that features are only gained along the tree and any feature loss is 

insignificant.  In contrast, MMD assumes that features are gained and lost along the 

tree.  However, MMD does not make any explicit assumptions about the rate of feature 

loss.  These assumptions impact the performance of PD and MMD when the features 

evolve according to a Dollo parsimony model of feature gain and loss.  On average, 

both methods were found to be substantially more successful at selecting subsets that 

maximised the number of features present than simply choosing subsets at random.  

The number of features captured by the PD and MMD subsets was found, on average, 

to be close to the number found in the optimum subset when the feature alignment was 

known.   However, the importance of feature loss was found to vary depending upon 

the tree.  In some cases, PD was found to be more appropriate and, in other cases, 

MMD was more appropriate.  However, neither PD nor MMD can be guaranteed to 

return the optimal subset or close to the optimal subset every time. 
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10.1. Motivation for explicitly modelling feature loss when selecting a 

subset to maximise diversity 

There are some situations where neither PD nor MMD will return the optimal subset.  

For some trees, the best subset may be a combination of EUs that consider feature loss 

in one section but not in another.  PD and MMD assume the effects of feature loss are 

either always negligible or substantial respectively over the entire tree, but this is not 

always the case.  For example, feature loss may be more important in some sections of 

the tree than others when there are well defined clades within the tree. 

Figure 10-1 illustrates a new case where the importance of feature loss changes across 

the tree.  It shows how when two small trees - one where MMD is more successful and 

one where PD is more successful - are combined into one tree, an alternative subset 

captures more features than either MMD or PD.  The loss rate does not need to be 

particularly high before the MMD subset, {A,B,C}, selects more features than PD in 

Figure 10-1a.  However, even when the loss rate is very high, the PD subset, {E,G,H}, 

still captures more features than the MMD subset in Figure 10-1b.  When these two 

trees are joined (see Figure 10-1c), an alternative subset that combines the MMD subset 

from Figure 10-1a and the PD subset from Figure 10-1b, {A,B,C,E,G,H}, captures 

more features than both the PD and MMD subsets for this tree over a wide range of loss 

rates.  This tree is one example of where specifically considering the rate of feature loss 

produces a subset that captures more features than making broad assumptions about it. 

In phylogenetics, improving the models of DNA substitution when reconstructing a 

phylogeny, improves the accuracy of the phylogeny produced (Felsenstein 2004).   The 

same concept can be applied here.  PD and MMD make implicit assumptions about 

feature evolution but do not explicitly model feature evolution.  By specifically 

modelling feature evolution when evaluating subsets, better predictions may be made 

about which subsets will maximise diversity. 
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a) PD subset: A, C, D    MMD subset: A, B, C 

  

 

b) PD subset: E, G, H    MMD subset: E, F, G 

  

 

c) PD subset: A, C, D, E, G, H    MMD subset: A, B, C, E, F, G    

Alternative Subset: A, B, C, E, G, H 

  

Figure 10-1 The graphs plot the proportion of features lost along a branch on average  over one 

time unit (x-axis) by the expected proportion of features captured by the subset (y-axis).  In a) the 

proportion of features lost along a branch on average over one time unit does not need to be high 

before the MMD subset captures more features than PD, whilst in b) even when the loss rate is 

high, PD still captures more features than MMD.   When these two trees, a) and b), are combined 

in c), an alternative subset comprising the MMD subset from a) and the PD subset from b) 

performs better than the PD or MMD subsets for this tree.   

───── PD          ─ ─ ─ ─ MMD          - - - - - Alternative Subset  

0.93

0.94

0.95

0.96

0.97

0.98

0.99

1

0 0.1 0.2 0.3

0.965

0.97

0.975

0.98

0.985

0.99

0.995

1

0 0.1 0.2 0.3

0.95

0.96

0.97

0.98

0.99

1

0 0.1 0.2 0.3



 

186 
 

10.2. MDFL: Maximising diversity by modelling feature loss 

This chapter proposes a novel method, MDFL.  MDFL selects a subset of EUs to 

maximise diversity by explicitly modelling feature evolution along a tree to calculate 

the expected number of features.  The objective is to select the subset that maximises 

the expected number of features.  This problem is considered in its simplest form, 

where the aim is to maximise diversity when there are no additional considerations, 

such as, taxon cost or survival probabilities.  Bordewich et al (2008) described how it is 

possible to calculate the expected number of features for a given subset under the birth-

death model of feature evolution and they included the exact equation for subsets of 

two and three taxa.  It is clear from their examples that the complexity of this equation 

rapidly increases as the number of taxa in the subset increases.  The following equation 

is equivalent to the one described by Bordewich et al and calculates the same value; 

however, it makes use of the independence of branches and the recursive properties of 

the probability that a feature will survive.  Furthermore, the gain rate, λ, is not set to one 

but is an independent variable.  The objective of MDFL is to maximise this function.  

The equation described here was also used to 

calculate the expected number of features for the 

examples of PD and MMD in parts of Chapter 7, 

and in Chapter 8. 

MDFL is a specific case of NAPL (Hickey, et al. 

2011) where: the probability that a taxon will 

survive if it is not conserved, ai, is zero; the 

probability that a taxon will survive if it is 

conserved, bi is one; and the cost of saving a taxon, 

ci, is constant for all i.  However, the work on 

NAPL assumes μ, the per feature death rate, is 

known, whilst the latter half of this chapter looks at 

the results when μ is estimated. 

MDFL favours the subset that maximises the 

equation which calculates the expected number of 

features. Like PD, MDFL requires a phylogenetic 

tree.  The notation used in this chapter is illustrated 

Figure 10-2 Illustration of the 

notation used for MDFL.  The 

expected number of features that 

are “new” at N, having arisen along 

n, and the probability they will 

survive below N in at least one of the 

descendant taxa, is calculated over 

all N. 
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in Figure 10-2.    The dotted line triangles indicate the subtree below A (or B) unless A 

(or B) is a leaf.  The tree used here is assumed to be pruned to contain only those taxa 

present in the subset and the root of the original tree, if this differs from the root of the 

minimum spanning subtree.  MDFL finds the expected number of features in the tree.  

This is found by calculating the number of features that arise on the tree and the 

probability that these features are present in one or more taxa.  This equation takes 

advantage of the independence of feature evolution along the branches by calculating 

this value as the sum of the expected number of features contributed by each node N 

and the associated branch n.  MDFL also takes advantage of the recursive properties to 

calculate the probability that a feature will survive below a node, N.  Mathematically, 

the expected number of features for a subset can be expressed with the following 

equation. 

 (No. of features in tree)

 ∑ No. of new features at   (  Pr(feature is lost below  ))

         

 

 

This equation consists of two components, outlined below.  The first component 

calculates the number of “new” features present in N.  A feature is considered as ‘new’ 

if it arises along the branch, n, leading to the node of interest, N, and is present at N; 

that is, it is not also lost along branch n.   This is calculated as:  

No. of new features at     {

 

 
 if   is the root

 

 
(      )    otherwise        

    

The second component of the equation to calculate the expected number of features in 

the tree is the probability that a feature at N is present in one or more of the descendant 

taxa of N.  This can be calculated by finding the probability that a feature is lost below 

N in all of the descendant taxa.   

Pr(feature is lost below  )  

   

(

 

Pr(lost along  )  Pr(lost along  )  

Pr(lost along  )  Pr(kept along  )  Pr(lost below  )  

Pr(kept along  )  Pr(lost below  )  Pr(lost along  )  

Pr(kept along  )  Pr(lost below  )  Pr(kept along  )  Pr(lost below  ))
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The calculation of this probability is recursive.  The probability that a feature is lost 

below N can be calculated for all N by a post-order traversal through the tree from the 

root calculating the probability a feature is lost below the root of the tree and storing all 

of the intermediate values.  This can be performed once for a given subset before 

beginning to calculate the expected number of features in the tree.  This formula can 

also easily be extended to allow for more children.  The base case for this recursive 

equation is when A (or B or N) is a leaf so the Pr(lost below A) equals 0.  Additionally, 

Pr(lost along  )        .  After conducting an exhaustive search of all possible 

subsets, the subset that maximises this function is selected.   

Finally, it is important to clarify that all nodes refers to all nodes in the minimum 

spanning tree that covers the subset, plus the root node of the original tree.  In some 

subsets, the root of the minimum spanning tree will be the root of the original tree; but 

for many subsets, this will correspond to a distinct internal node of the original tree.  

This distinction is important as the features gained between the root of the whole tree 

and the root of the minimum spanning tree also contribute to the features contained in 

the subset and should not be ignored (Faith and Baker 2006).  In the remainder of this 

chapter, the root will refer to the root of the whole tree not that of the minimum 

spanning tree of the subset.  The root of the minimum spanning tree of the subset will 

be considered as a node, N, like any other node in the tree.   

10.3. Methods 

The performance of MDFL was compared here to PD and MMD utilising the trees 

generated in Chapter 7, which were randomly simulated trees with 16 taxa and subsets 

of four taxa.  Ultrametric trees were generated according to the Yule model (e.g. see 

Kuhner and Felsenstein 1994) so the average branch length was one time unit.  As PD 

and MMD produce the same result on ultrametric trees (Bordewich, et al. 2008), branch 

lengths were modified using rate multipliers drawn from a gamma distribution.  The 

shape parameter used for the gamma distribution was 5, 1, 0.5 and 0.1.  In each case, 

the distribution was then scaled so that the mean was 1. 

Feature alignments were generated for each tree following the method and parameters 

described in Sections 7.4.2 and 7.4.3.  The loss rates considered here ranged from 0.01 

to 0.3, increasing in steps of 0.01.  200 trees were created for each combination of the 
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rate multiplier shape values and loss rate value.  For each tree, the number of features 

captured by the MDFL, PD and MMD subsets was recorded as a proportion of the total 

number of features in that alignment.  In addition to this, the highest proportion of 

features possible for a set of four taxa, given the feature alignment, was recorded.  The 

results for the worst possible proportion of features, and those when the subset was 

chosen at random, were not examined here, as the focus was on the comparison of 

MDFL to PD and MMD.   These values were averaged over all of the simulations.   

These simulations were also repeated retaining only those trees where the PD and 

MMD subsets differ.  Trees were repeatedly generated until 200 replicates where PD 

and MMD differed had been generated for each loss rate and gamma distribution 

combination.  If the PD and MMD subsets are equivalent (that is, the PD subset 

optimises MMD and the MMD subset optimises PD) regardless of whether feature loss 

is considered insignificant or extremely important, then it is unlikely that MDFL will 

provide significantly different results.  However, it must be noted that it remains 

possible that some cases where PD and MMD agree, MDFL will differ and these cases 

are not considered here. 

Unlike PD and MMD, which require only the size of the subset and a tree or distance 

matrix, MDFL requires the additional parameters, λ and μ, although this can also be 

given as the single parameter μ relative to a constant value of λ.  For NAPL, Hickey et 

al (2011) assume μ is known; however, in reality, we may not have an accurate estimate 

of this parameter.  In this chapter, two sets of simulations are conducted: the first, 

where μ is known and MDFL is given the values of λ and μ used to generate the 

alignment, and in the second set of simulations, a range of values for μ is considered.   

When estimating μ, two situations were considered.  In one, some knowledge of μ was 

assumed, so a small range of values centred on or near the true value of μ was 

considered.  In the second, no knowledge of μ was assumed, and loss rates of v ranging 

from 0.0.1 to 0.3 were considered.  For each estimate of μ, MDFL was run using this 

parameter and the subsets that maximised the expected number of unique features were 

recorded.  The subsets over all values of μ considered were collated and for each unique 

subset, the proportion of features captured by that subset for each value of μ considered 

was collected and averaged.  The subset with the highest average proportion of features 

captured over all values of μ considered was selected for that simulation as the 
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optimum subset for MDFL.  The proportion of features captured by that subset from the 

simulated alignment was recorded and this value was averaged over all replicates.   

By averaging the proportion of values captured by each unique subset over all values of 

μ considered, this allows subsets that were only optimal for a small range of μ, but 

nearly optimal over a wide range of μ, to be selected over subsets that were optimal for 

a greater range of μ, but significantly worse over a large range of μ.  This allows a 

subset that performs close to the optimal over a wide range of μ but is often not the 

optimal subset to be selected over a subset such as the PD subset that may perform well 

initially, but whose performance significantly worsens as the loss rate increases.  

As in previous chapters, in the results and discussions, the loss rate μ has been 

transformed into v, the proportion of features lost along a branch over one unit of time.  

When estimating μ, different values of v are considered, which are transformed into the 

corresponding values of μ for MDFL. 

10.4. The performance of MDFL when μ is known 

This section looks at the performance of MDFL in the ideal situation where the loss 

rate, μ, is known.  Results are plotted for MDFL in comparison to the optimal subset 

given the feature alignment and the PD and MMD subsets for all randomly generated 

Yule trees (see Figure 10-3).  The results have been separated by the gamma 

distribution used to draw the rate multipliers.  On average, the proportion of features 

captured by the MDFL subset is extremely close to that captured by the optimal subset 

regardless of the loss rate or the gamma distribution used to draw the rate multipliers.  

On closer inspection, MDFL always performs better, on average, than both PD and 

MMD, regardless of the loss rate or gamma distribution used to draw the rate 

multipliers. 



 

 

a) Rate multiplier gamma distribution scale parameter: 5 b) Rate multiplier gamma distribution scale parameter: 1 

  

c) Rate multiplier gamma distribution scale parameter: 0.5 d) Rate multiplier gamma distribution scale parameter: 0.1 

  

Figure 10-3 Average number of features captured by the optimum subset and the PD, MMD and MDFL subsets from the true tree.  The loss rate as a proportion of 

features lost along a branch over one unit of time, v,  (x-axis) is plotted versus the average proportion of features captured (y-axis). 

─── Optimum given feature alignment     ─── PD     ─── MMD     ─── MDFL 
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a) Rate multiplier gamma distribution scale parameter: 5 b) Rate multiplier gamma distribution scale parameter: 1 

  

c) Rate multiplier gamma distribution scale parameter: 0.5 d) Rate multiplier gamma distribution scale parameter: 0.1 

  

Figure 10-4 Average number of features captured by the optimum subset and the PD, MMD and MDFL subsets from the true tree when only those trees where the 

PD and MMD subsets differ were retained.  The loss rate as a proportion of features lost along a branch over one unit of time, v, (x-axis) is plotted versus the 

average proportion of features captured (y-axis). 

─── Optimum given feature alignment     ─── PD     ─── MMD     ─── MDFL 
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Figure 10-5 Average number of features captured by the optimum subset and the PD, MMD and 

MDFL subsets from the true tree when only those trees where the PD and MMD subsets differ 

were retained and where rate multipliers are drawn from a gamma distribution with 0.1 shape 

parameter.   

─── Optimum given feature alignment     ─── PD     ─── MMD     ─── MDFL 

 

If the PD and MMD subsets agree, that is, the same subset is selected regardless of 

whether feature loss is considered insignificant or extremely important, then it is 

unlikely that estimating feature loss explicitly will provide significantly different 

results.  The results have also been plotted for only those simulations where the PD and 

MMD subsets are not equivalent (Figure 10-4).  Although it may be difficult to 

distinguish from these graphs, the MDFL subset performs extremely close to the 

optimal on average for each set of rate multipliers over all of the loss rates tested, 

performing at least as well as PD and MMD, if not better in many cases.  When the 

variation in the rate multipliers is high – that is the shape parameter is 0.1 – and the 

most variation between the average of PD and MMD is observed, MDFL performs 

better than both methods and is indistinguishable from the optimal.  This is highlighted 

more clearly in Figure 10-5 which shows the same results over the lower loss rates. 
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10.5. The performance of MDFL when μ is estimated 

MDFL, like NAPL, relies on a value of μ.  This value has to be specified but, in reality, 

it may be difficult to gain an accurate estimate of μ.  A simple solution to this problem 

is to average the results over a range of μ.  This section looks at the performance of 

MDFL when μ is estimated over a range of values.  Two sets of estimates of μ are 

considered: one where the estimates are closely centred on the true value of μ, and the 

second where a wide range of values of μ are considered that include but are not 

necessarily centred on the true value of μ.  Rather than using μ directly, this chapter and 

previous chapters have dealt in terms of v (the proportion of features lost along a branch 

on average over one time unit – for further information refer to the discussion in 

Section 7.1).  In practice different values of v have been considered here, which have 

been transformed into μ (the individual feature death rate), for MDFL.  Both v and the 

corresponding value of μ are referred to in this section. 

For each value of μ, the subsets (or set of subsets) that maximised the expected 

proportion of features captured was calculated and stored.  For each unique subset 

stored over all values of μ, the proportion of features captured for each value of μ was 

calculated as before and an average proportion captured was calculated for that subset.  

The subset that maximised this proportion by performing best on average over the 

range of μ was then selected.  This process was performed using a wide range of values 

of μ that were obtained from a range of values of v.  The proportion of features lost 

along a branch over one unit of time, v, ranged from 0.01 to 0.3.  This increased in 

increments of 0.01.  A close range of values of μ was also considered.  The 

corresponding values of v ranged from the maximum of 0.01 or 0.05 less than the true 

value of v, to the minimum of 0.3 or 0.05 larger than the true value of v.  The values of 

v were transformed into the corresponding values of μ and these values were passed to 

MDFL.  In both situations, the true value of μ was included but was not necessarily the 

centre of distribution.   

To compare the results, the expected proportion of features captured for each replicate 

is considered.  This value is compared for the subset selected when μ is estimated 

against the subset selected when the true value of μ is known (see Figure 10-6).  The 

observed proportion of features captured given the alignment is also compared (see 

Figure 10-7).  These comparisons were used rather than those in Figure 10-5 as when 
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plotted in that format, the results for the two cases are indistinguishable with the lines 

completely overlapping on the graph in this scale.  Only those trees where the PD and 

MMD subsets differed are shown here.  

As expected, by the definition of MDFL and the design of these simulations, when μ is 

estimated the expected proportion of features captured by MDFL for the true generating 

value of μ is never greater than the expected proportion when MDFL is given the true 

value of μ.  This result is expected, as the expected proportion of features is the statistic 

used to evaluate subsets.  When the range of estimates for μ is closely centred on the 

true value of μ, the expected proportion of features captured by MDFL is extremely 

close or equal to when MDFL is given the true value of μ.  The variance between these 

two scores increases when the estimates of μ used vary more widely and are not centred 

on the true value of μ.  However, even in these cases, the expected proportion of 

features captured by the selected subset is still equal or close to that when MDFL is 

given the correct value of μ.   

No cases were recorded where the expected proportion of features captured by MDFL, 

when μ was estimated, was significantly lower than that when the true value of μ was 

used.  MDFL models feature loss explicitly, considering the importance of feature loss 

for an individual tree, and aims to balance the results of PD and MMD as appropriate.  

This result can therefore be anticipated given results in previous chapters where both 

PD and MMD captured more features on average than selecting a subset at random for 

all loss rates considered.  PD implicitly assumes features are not lost and any loss is 

insignificant, whilst MMD assumes features are lost and all loss is important.  These 

two methods represent the extremes of considering feature loss when selecting a 

method and could be considered to serve as approximate lower boundaries for the 

results expected from MDFL.  As MDFL explicitly models feature loss, it should find a 

subset for which the proportion of features captured is equal to or greater than that for 

the subsets selected by PD and MMD.   
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a) Close range of estimates of μ 

 

 

b) Wide range of estimates of μ 

 

Figure 10-6 These graphs compare the expected proportion of features captured by subsets 

selected by MDFL given the true value of μ.  This value is compared for the subsets selected by 

MDFL when μ is estimated against the subset selected when the true value of μ is known.  This is 

compared for a) when the estimated range of values of μ are closely centred on the true value of μ 

and b) when the range of estimates of μ is wide and not centred on the true value of μ.  Each point 

on the graph represents the results for an individual tree. 
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a) Close range of estimates of μ 

 

b) Wide range of estimates of μ 

 

Figure 10-7 The observed proportion of features captured by the subsets selected by MDFL is 

compared for when μ is estimated against when the true value of μ is known.  This is compared for 

a) when the estimated range of values of μ are closely centred on the true value of μ and b) when 

the range of estimates of μ is wide and not centred on the true value of μ.  Each point on the graph 

represents the results for an individual tree. 
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When the observed proportion of features captured by MDFL is considered, estimating 

μ does not have a significant effect on the performance of MDFL.  The results for when 

μ is estimated are equal to those when μ is known, with evenly distributed scatter in 

favour of both the case using the true μ and the estimated values of μ.  This variance in 

the scatter increases as the range of the estimated values of μ increases, but is still 

evenly distributed in favour of both methods. 

10.6. Discussion 

One objective when selecting subsets for conservation is to maximise the diversity of 

the subset by maximising the number of features captured.  These features have 

evolved along the tree spanning all of the EUs under consideration according to a 

model of feature gain and, potentially, feature loss.  The popular method, PD, attempts 

to maximise this by selecting the subset based on the assumption that features are 

gained along the tree but not lost.  The design of MMD is based on the idea that 

features are gained and lost, and selects a subset that both maximises the distance and 

the spread between the EUs.  However, in many situations, the optimum subset may not 

be found by either method and may be a combination of these subsets.   

Rather than assuming the effect of feature loss will always be significant or negligible, 

and thus selecting MMD or PD as appropriate, it is possible to explicitly model the 

effects of feature loss on the tree when selecting the optimum subset.  MDFL considers 

feature loss and gives a more balanced approach to selecting subsets under the 

possibility of feature loss.  Using a Dollo parsimony model of feature gain and loss, it 

explicitly calculates the expected number of features for a given subset at a given loss 

rate.  It performs as well as the best of PD and MMD when the approximate loss rate is 

known.  Furthermore, it is successful even when the true rate of feature loss is not 

known and is estimated.   

However, it must be noted that MDFL is explicitly modelling the process used to 

generate the feature alignments in these simulations.  Whilst the feature alignments will 

not perfectly represent the proportions of features expected under this model due to the 

stochastic nature of feature evolution and, therefore, MDFL cannot be guaranteed to 

always return the optimum result in these simulations, these simulations do represent an 
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ideal situation for MDFL wherein features are generated according to the model of 

feature evolution it is based on.  Thus, MDFL can be expected to perform well in these 

simulations.  Comparisons of PD, MMD and MDFL using features alignments 

generated under different models of feature evolution should be explored in future 

research. 

Some consideration needs to be taken when selecting estimates of the loss rate, as 

MDFL is still dependent upon the values of the loss rate that are examined.  Whilst the 

results here showed that the method is robust to large levels of variation in the estimates 

of the loss rate, if all of the estimated loss rates are significantly higher or lower than 

the true loss rate, MDFL may select the PD or MMD subset respectively, rather than 

the optimum subset for the true loss rate.  Whilst this result is still substantially better 

than selecting a subset at random, for MDFL to be effective, the loss rates being 

considered must be realistic and selected carefully. 

One final note: MDFL is computationally intensive with large taxa sets as it requires an 

exhaustive search amongst all of the possible subsets of the desired size.   Hickey et al 

(2011) proposed some potential solutions to this problem for NAPL which may be 

applicable here.  Alternatively, a potential solution to this problem of selecting the loss 

rates, and, incidentally, also a heuristic solution to MDFL, is to only consider those 

subsets that are a subset of the taxa that were selected by methods like PD and MMD 

which aim to maximise the number of features captured under different levels of loss.   

The inclusion of these taxa means that the method has the opportunity to find the 

optimum subset when PD or MMD is the appropriate method for the tree and when the 

optimum subset is a combination of these subsets. 



 

200 
 

Chapter 11. Conclusion and future directions 

In the second half of this thesis, the problem of selecting a subset of taxa to maximise 

biodiversity for conservation has been considered.  A recently described method, 

MMD, was compared to the established method, PD; and a new method, MDFL, was 

proposed and this was compared to MMD and PD.  This chapter summarises the main 

conclusions from this work.  This thesis finishes with some suggestions for future 

research.  This includes a brief discussion of the properties of MMD and MDFL and the 

implications that these properties have on the application of MMD and MDFL to other 

problems in conservation. 

The model of feature gain and loss proposed as a justification for MMD seems a more 

realistic model of evolution and it was demonstrated that feature loss can have a 

significant effect on the success of a subset.  Only a small level of feature loss may be 

required for the subset selected by MMD to perform better than the subset selected by 

PD.  However, this thesis demonstrated that this cannot be assumed to always be true.  

In some cases, even with a high level of feature loss, the PD subset is still more 

successful than the MMD subset.  Therefore, this thesis examined the performance of 

PD and MMD and considered how they perform in the face of feature loss using 

simulated data.   

Given an ultrametric tree, PD and MMD will select equivalent subsets.  Variation in the 

rate multipliers across the branch lengths, and, therefore, in the heights of the leaves of 

the tree, is necessary for the PD and MMD subsets to differ.  This thesis considered 

simulated data where the branch lengths of the trees were in units of time multiplied by 

the rate of evolution.  This is the unit of length that governs how many features are 

generated along a branch.  To achieve this, ultrametric trees were generated and then 

the branch length rate multipliers were drawn from a gamma distribution.  The shape 

parameter of this distribution was altered to adjust the level of variation in the rate 

multipliers, and, thus, how far the tree deviated from ultrametricity.  Even when the tree 

is not ultrametric, PD and MMD still frequently return equivalent subsets.  The 
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percentage of cases where the PD and MMD subsets differ increases as the variation in 

the branch length rate multipliers increases, and, thus, the deviation of the trees from 

ultrametricity increases. 

Feature evolution was simulated according to a Dollo parsimony birth-death model.  In 

those cases where the PD and MMD subsets do differ, the PD subset was found to be 

best when little feature loss occurred; however, as the level of feature loss increases, the 

performance of the PD subset declined and the MMD subset improved, with the MMD 

subset capturing more features than PD at high levels of feature loss.  As the variation 

in the branch length rate multipliers increased, the level of feature loss that was needed 

to occur for MMD to capture more features than PD decreased.  The robustness of PD 

and MMD to inaccuracies in the estimates of the tree and distance matrix was also 

considered and, overall, MMD was found to be more robust to errors than PD.  In some 

cases, although PD may perform better than MMD given the true tree, MMD 

outperformed PD due to its robustness. 

Whilst there is a greedy algorithm for PD that will produce the optimal PD solution, the 

greedy algorithm for MMD, GreedyMMD is only guaranteed to return a 

2-approximation, provided the distance matrix satisfies the triangle inequality.  In the 

simulations conducted here, GreedyMMD proved to be as effective as MMD.  

Although it is not guaranteed to always produce the optimal MMD subset, the 

GreedyMMD subset generally captured as many features as the MMD subset in these 

simulations, and sometimes captured more.  Even when the distance matrix was 

estimated directly from a sequence alignment, and thus, no was longer guaranteed to 

satisfy the triangle inequality, GreedyMMD was still as effective as MMD. 

Despite the correlations observed in these simulations between the variation in the 

branch length rate multipliers (and therefore the deviation from ultrametricity) and the 

success of MMD comparative to PD, knowledge of the distribution of the branch length 

rate multipliers cannot reliably predict the success of PD and MMD for an individual 

tree.  This thesis attempted to find a simple statistic that would indicate whether PD or 

MMD should be used for a given tree.  No simple method for determining whether PD 

or MMD would be more effective for a given tree was found.  A variety of simple 

statistics that measure the variation in the tree and tree shape were considered, but none 

showed a strong correlation with the performance of PD and MMD.  It appears that 
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some other factor, or a combination of these factors, must influence the results of PD 

and MMD.  However, it was found that when the PD subset was a poor MMD subset, 

the MMD subset was more successful than the PD subset.  Rather, the fastest and most 

effective method for determining whether to use PD or MMD for a given tree is to find 

the PD and MMD subsets, and, then to use MDFL to compare the performance of the 

two subsets over a range of feature loss rates. 

Finally, this thesis proposed a novel method, MDFL, which calculates the estimated 

number of features captured by a subset under a Dollo parsimony model of feature gain 

and loss.  It was demonstrated that, in some cases, neither PD nor MMD will select the 

optimum subset.  MDFL proved to be at least as effective as PD and MMD in the 

simulations considered here when the loss rate used to generate the features was 

known, often performing better than both of the other methods.  When the loss rate was 

estimated, MDFL still performed almost as well as when the true feature loss rate was 

known.  However, whilst these results are extremely promising, it must be noted that 

these simulations explore an ideal situation where the features were generated 

according to the same model used by MDFL.  Further testing considering the 

performance of PD, MMD and MDFL with alternate models of feature evolution and 

real data should be considered. 

11.1. Future directions: extending MMD and MDFL 

There are a number of additional metrics associated with PD, including the 

complementarity value of a taxon.  PD and these additional metrics are applied to a 

wider range of problems in conservation biology.  The final portion of this thesis 

discusses the properties of MMD and MDFL in comparison to the properties of PD, and 

suggests how MMD and MDFL may be extended to compare subsets of different sizes 

and find the complementarity value of a taxon.  

11.1.1. Properties of PD 

The properties of PD and how it may extended to other problems in conservation has 

been previously examined in literature (for example Faith 1992, Faith, et al. 2004), but 

is briefly covered here to provide a comparison with the properties of MMD and 

MDFL.  The PD score for a set of taxa can be interpreted as corresponding to the 
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number of features captured by that subset.  As expected, the PD score for a subset 

increases as more taxa are added to the subset – this represents the increase in the 

number of features now captured by the subset.  This allows subsets of different sizes to 

be directly compared using their PD scores.  This property of PD is useful, for example, 

when comparing nature reserves containing sets of taxa of different sizes.  

Furthermore, PD can be used to evaluate the benefits of conserving an additional taxon 

(or set of taxa) given a set of taxa that are already conserved.  The complementarity 

value of a taxon is the value it adds to the existing conserved set of taxa.  For PD, this 

complementarity value is the sum of the lengths of the branches joining that taxon to 

the minimum spanning tree that spans the existing set of conserved taxa.  The 

complementarity PD value can be interpreted as the number of additional unique 

features that will be preserved if this taxon is saved.  This value can also be calculated 

for a set of taxa using the same principles.  This property is valuable, for example, 

when considering adding a new taxon to an existing conservation programme or adding 

a new nature reserve to a network of existing nature reserves.   

11.1.2. MMD 

The aim of MMD is to maximise the MD score for a subset, that is, maximise the 

minimum pairwise distance between taxa in the subset.  Unlike PD, the MD score for a 

subset cannot be interpreted as the number of features captured by the subset.  When 

the distances are obtained from a tree, the score for a pair of taxa is the distance from 

both taxa to their most recent common ancestor. 

The MD score does not increase as more taxa are added to a subset; in fact, it remains 

constant or decreases.  This property can be proved using the definition of MMD.  

Given a set of taxa, X, with MD(X), when taxon S is added, the new score for MD(X S) 

is the minimum of MD(X) and the minimum distance between S and each taxon in X, 

by definition of MMD.  This property has repercussions for comparing MMD scores 

when the sizes of the subsets differ. 

11.1.2.1. Comparing subsets of different sizes 

MMD favours the subset with the highest MD score; however, this score will decrease 

as more taxa are added to the subset.  This property means MMD cannot be applied 
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directly to compare subsets of different sizes, as it can produce peculiar results.  This is 

demonstrated in Figure 11-1.  Subset A contains all of the taxa present in subset B plus 

an additional taxon.  Ideally, subset A should be preferred as it contains all of the 

features captured by subset B plus the additional features contributed by the additional 

taxon.  Whilst PD will select subset A, MMD will select subset B as it has the higher 

MD score.   

 

Figure 11-1 Comparison of three different potential subsets for conservation, A, B and C.  X marks 

the taxa that are included in each subset.  Using MMD to compare A and B directly, MMD will 

select B; however, using the adjusted MD statistic described here, A will be selected over B.  When 

comparing B and C, this adjusted statistic will select B.  In this case, it is suggested that another 

statistic that calculates the total number of features should also be used to compare the subsets 

 

This chapter suggests a possible method using MMD to compare two subsets, A and B, 

of sizes a and b respectively, where a is greater than b.  This method will determine if 

the larger subset, A, contains the diversity across the tree represented in the smaller 

subset, B.  This is achieved by using MMD to reduce A to the size of B so that the 

subsets may be directly compared.  MMD is used to select the optimum subset of b taxa 

from the a taxa in subset A, creating a new subset, A’ containing b taxa.  The MD 

scores of A’ and B are then compared, with three possible outcomes.  
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1) MD(A’) > MD(B) 

In this case, A should be favoured over B.  Even when A is reduced to the size of B, the 

taxa of A are more widely spread across the tree than those of B, thus A contains at least 

as much diversity as B. 

2) MD(A’) = MD(B) 

When the MD scores are equal, A should be selected over B.  Although the two subsets 

have equivalent spread across the tree when A is reduced to A’, A contains more taxa 

and will, thus, capture greater diversity overall. 

3) MD(A) < MD(B) 

In this case, subset B is preferred over A as this subset has a greater spread across the 

tree; which is desired under the objectives of MMD.   However, it should be noted that 

MMD only measures how the taxa are spread across the tree and not the sum total of 

features captured.  Whilst subset B is preferred under the criteria of MMD, and may be 

the best choice if a is close to b; if a is significantly larger than b, then it is suggested to 

compare the subsets using another criteria that measures the total diversity.  Figure 11-1 

illustrates this using subsets B and C.  MD(B) is greater than MD(C’), although subset 

C contains substantially more taxa than B and the total number of features captured by 

this subset may be greater than that for B. 

This adjusted MD statistic allows two subsets of different sizes to be compared using 

the criteria of MMD.  Using this adjusted MD statistic, MMD will now select subset A 

over subset B as would be expected from visually comparing the subsets.  Further work 

is required to find a simple reliable method for extending this solution to comparing 

and ranking three or more subsets of different sizes.  Further work may also find a 

solution that does not require referring to another method in the case of subsets such as 

B and C. 

11.1.2.2. Complementarity value 

The complementarity value of a taxon S, given a set of taxa X, is defined by PD as the 

distance from that taxon to where it joins the minimum spanning tree defined by X.  As 

the MD score does not correspond to the number of features captured by the subset, it is 

difficult to define the complementarity value for MMD.  The complementarity value 



 

206 
 

could potentially be defined as the decrease in the MD score from MD(X) to MD(X S).  

The closer this value is to zero, the higher the value of the taxon.  However, this metric 

may be uninformative.  If MD(X) is low because X contains a pair of very closely 

related taxa, many potential taxa may have a complementarity value of zero.   

11.1.3. MDFL 

11.1.3.1. Properties of MDFL and comparing subsets of different sizes 

This thesis described a new method, MDFL, for finding a subset of taxa of a given size, 

from a larger set of taxa, with the objective of maximising diversity.  Like PD, MDFL 

requires a phylogenetic tree.  MDFL calculates the number of features expected to be 

captured by a subset using a birth-death model of feature evolution.  This is the same 

model that inspired the use of MMD.  The resulting score corresponds to the number of 

features captured.  This property of MDFL allows subsets of different sizes to be 

compared directly by using the number of features that each subset is expected to 

capture. 

11.1.3.2. Complementarity value 

The complementarity value of a taxon, S, measures the benefit of conserving that taxon, 

given a set of already conserved taxa, X.  This is equivalent to the number of features 

that will now be preserved if S is conserved.  For PD, this value is simply calculated as 

the sum of the lengths of the branches connecting S to the minimum spanning tree that 

joins the set of already conserved taxa, X.  However, for MDFL, which allows features 

to be lost, there are two possible interpretations of the complementarity value. 

The complementarity value may be interpreted as the number of new features that will 

now be preserved by saving this taxon, S, given the set of taxa that are already 

conserved, X.  This can be calculated by finding the minimum spanning subtree of the 

set X S, then extracting the portion of tree which is unique to S, that is, those branches 

whose descendant taxa are only contained in S, not X.  In the case where S is a single 

taxon, this subtree will be a single branch.  The MDFL equation is then applied to this 

subtree, where no new features are assumed to be present at the root of this subtree, i.e., 

the parent node in the case of a single branch.  When S is a single taxon, the number of 

new features expected along this branch is: 
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(      ). 

The same principles may be applied to find the number of the new features that will be 

preserved when S represents a set of taxa.  A collection of subtrees of S will be 

extracted from the tree.  MDFL is applied to each subtree, as described above, and the 

results for each subtree are added together to find the complementarity value of S. 

This definition of the complementarity value should not be confused with the 

endemism of S.  Endemism is the number of features that are unique to the taxa in S 

and could only be contributed to the set by these taxa.  This value is calculated using 

the process described in the previous paragraph; however, the tree is not first pruned to 

contain only those taxa in X S.  This change means the extracted set of subtrees is a 

collection of single branches.  Under a model of feature loss, this definition may also 

arguably be extended to include those features which have been lost among all other 

taxa in the tree.  However, unlike complementarity, the endemism value of a taxon is 

dependent upon the taxa included in the tree, as the addition of new taxa to the tree may 

alter the endemism value of an existing taxon. 

Alternatively, the complementarity value of a taxon, S, may be interpreted as the 

number of new features that will now be preserved by saving this taxon plus the 

number of features that have been lost from all of the taxa in the set of conserved 

species, but are present in the new taxon.  This may be calculated simply as 

MDFL(X S) – MDFL(X).  The same equation may be applied when S represents a set 

of taxa.  This interpretation of the complementarity value captures the total effect of 

adding the new taxon, or set of taxa, and is, therefore, more relevant than the 

interpretation and method described in the beginning of this section. 

11.2. Future directions 

Both MMD and MDFL have been demonstrated here to be good alternatives to PD and 

are often more effective than PD for finding a set of N taxa that maximise feature 

diversity when there is variable feature loss.  Whilst there is no immediately apparent 

method for extending MMD to other problems in conservation biology, MMD is simple 

to use and is an effective solution to the problems described in this thesis and appears to 

be more robust to errors than PD.  Furthermore, in some studies, it may be simpler to 
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construct an accurate distance matrix, rather than a phylogeny.  Finally, it is possible 

that further testing may reveal that MMD is more successful when evolution is not tree-

like, as the use of a distance matrix does not enforce a tree-like structure on the data. 

The properties of MDFL mean that MDFL, like PD, can be potentially applied to a 

wider variety of problems in conservation, with the benefit that MDFL allows for 

feature loss as well as gain.  However, MDFL is contingent on the estimate of the loss 

rate.  Whilst MDFL performed extremely well in the simulations conducted here, these 

simulations considered an ideal situation where the model of evolution used to generate 

the features is the same model used by MDFL.  Further work testing the performance of 

MDFL and PD with alternative models of feature evolution and real data sets should be 

explored.   
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