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Abstract 

From fire to steam, from steam to electricity, and from electricity to information, technology has 

arguably moved step by step away from the natural world into ever higher levels of abstraction.  

Many see the next imminent move in the advancement from information-based technology to 

knowledge-based technology. Unfortunately, this advancement entails innumerable challenges, 

many of which remain yet unresolved. In particular, modern organizations, which attempt to 

utilize existing information technology (IT) to leverage and advance their knowledge-based 

capabilities, face many problems. 

In this research, we identify four such problems: (1) that information is often a poor 

representation of rich knowledge-based capabilities, (2) that inherently restrictive organizational 

systems often poorly support unstructured knowledge work, (3) that cross-organizational 

applications are often poorly equipped to support fast-moving business networks, and (4) that 

sophisticated IT solutions often do not meet the situational requirements of knowledge workers 

and are thus frequently used in unintended ways. 

Based on observations, theories, and suggestions in existing literature we propose four design 

guidelines, which aim at overcoming the aforementioned problems: (1) to enable composition of 

contextual linkages between heterogeneous systems (‘no data is an island’), (2) to establish 

sustainable organizations of information while at the same time allowing emerging and ad-hoc 

modifications to be made to this information base (‘order and chaos’), (3) to provide 

customizable, simple and modular systems to connect and share information across system 

boundaries (‘fluid integration’), and (4) to provide an infrastructure for organizations to develop, 

deploy and adapt context-specific applications for knowledge workers easily and quickly (‘rapid 

adaptation’). 

To support these guidelines, we propose a simple model for the organization of data, the 

hyperdata model. This model organizes data as uni-directional, unlabeled graphs and 

emphasizes connectivity and flexibility. We further propose an application programming 

interface (API), the Nextweb API, which allows defining, querying and manipulating information 

arranged in accordance with the hyperdata model. We provide a reference implementation for 

this API, a cloud-based software platform named the Appjangle platform. This platform provides 

various unique benefits which align with the aforementioned guidelines. 

Our work is framed by a design science research methodology, which centers on the 

interrelated activities of (1) synthesizing existing theory from behavioral studies into conceptual 

design foundations, (2) immersive software development tightly linked with the refinement of 

theory, (3) evaluation of developed systems using integration, systems, and acceptance tests as 

well as various implementation scenarios, and (4) the dissemination of conceptual contributions 

and developed software systems in generalizable, understandable and easily adoptable 

embodiments to practitioners and researchers alike. 
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1 Introduction 
Ever since the first commercial use of integrated circuits in the late 1960s, information 

technology has been a fast-moving field. Developments such as low-attenuation fiber-

optic cables, the Internet, the World Wide Web and mobile computing have created 

industries, shaped societies and transformed lives in a more direct and intimate fashion 

than any previous technological revolution ever could.  

However, as any new and powerful solution does, information technology (IT) 

introduces a host of new and hitherto less accentuated or unknown problems. Some of 

these include but are not limited to: information security, privacy, information overload, 

and the innumerable engineering challenges related to realizing and improving 

information technology systems. While some of these problems can be solved through 

incremental improvements within established paradigms, some problems might be 

caused by limitations resulting from the very nature and foundation of what defines 

information technology today. 

Indeed, information technology carries in its very name its most substantial limitation: 

that it is based first and foremost around the concept of information. Now, while 

information has been defined in a multitude of ways, the understanding that messages 

containing information can be expressed as a stream of binary states (engulfed in 

‘managed’ entropy) is certainly central to modern information technology (Shannon, 

1948). One obvious fundamental limitation embedded in this understanding is that 

certain natural phenomena and mathematical constructs, such as quantum particles 

and real numbers, do not easily correspond to this organized world of ones and zeros.  

Less obviously so but maybe of even greater consequence, these foundations of 

information technology seem to be in contrast to the ever elusive world of human 

knowledge. Specifically, while information technology excels at dealing with information 

- which is finite, measurable, and sequential -, human knowledge is arguably boundary-

less, difficult to quantify, and inherently multi-dimensional (Nonaka, 1994). 

There is no shortage of treatises on the importance of ‘knowledge’. Societies at large 

arguably transform or have already been transformed into knowledge-based societies 

(Drucker, 1957) (notwithstanding the recent refocus on manufacturing in many 

developed economies). As a consequence, ‘knowledge management systems’, or their 

cousins ‘artificial intelligence systems’, have long been a cornerstone of information 

technology research (Alavi & Leidner, 2001; Minsky, 1961). Nonetheless, these 

systems, at their core, remain information systems; designed with the methods, tools, 

and frameworks conceived for information rather than knowledge. Maybe as a result of 
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this, most efforts to establish knowledge management systems and/or artificial 

intelligence systems have not been as successful as other information technology 

systems (McDermott, 1999).  

For decades, scientists and engineers were struggling within the limitations of analog 

electrical systems; encountering these systems’ intrinsic limitations in complex 

apparatuses such as calculators or telephone switching boards. Shannon’s information 

theory and integrated circuits were some of the crucial theoretical and technological 

prerequisites, which facilitated a leap from analog to digital systems; a leap that allowed 

to overcome countless, and previously insurmountable, problems. In the context of the 

discussions above, another leap, that from information technology to a yet to be defined 

‘knowledge technology’ might likewise enable the solution of many deep and persistent 

problems affecting the design and use of technology today. 

This research by itself, of course, does not enable such a leap. It is certainly beyond the 

scope of any single study to accomplish such. However, this research does aspire to 

contribute towards laying the groundwork for such advancement. Given the background 

and resources available to us, we start with the assumption that systems more aligned 

with the intrinsic requirements of multi-dimensional knowledge can be based on 

contemporary digital technologies; just as information technology is an abstraction built 

on top of previously available analog technologies. Moreover, we focus on the particular 

context of organizations, their knowledge-based capabilities and their use of information 

technology. Thus, our goal is to explore how software-based organizational information 

systems can be more closely aligned with the intrinsic requirements of complex and 

multi-dimensional knowledge.  

For this purpose, we first define the concept of the knowledge-driven organization, an 

organization whose success first and foremost depends on its ability to manage and 

sustain their knowledge-based capabilities. We then synthesize important practical 

problems from the literature, which emerge when these organization employ current 

information technology solutions. Based on these problems, we elicit issues of 

relevance for information systems research and corresponding research objectives. 

These issues and research objectives then motivate us to design, implement, evaluate, 

document and deploy a software platform, which is built around a simple, flexible and 

‘knowledge-friendly’ data model. 

In alignment with our motivations laid out in this introduction, this software platform and 

the associated model are not designed to solve a particular, domain-specific problem. 

Rather, we seek to find generic, generalizable solutions, which provide foundations for 

further exploration into the very fabric of software-based information technology. Our 

work thereby offers neither ultimate solutions to the problems we have identified nor 

does it claim to establish and prove a next wave of technology or technology theory 
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more suited for working with human knowledge; these might soon, in time or never be 

found; our work is in this context nothing but a small building block, which practitioners, 

thinkers and theorists may use to one day enable the envisaged leap into ‘knowledge 

technology’. 

In the remainder of this introduction, we provide a brief summary of the practical 

problems motivating this research, the research issues we have identified, the research 

objectives we have adopted and the contributions this research seeks to attain. Lastly, 

we conclude this introduction with an overview of the following chapters.  

1.1.1. Practical Problems 

As outlined above, this research seeks to explore a number of practical IT-related 

problems faced by modern organizations. These problems, which were synthesized 

from various streams of literature, are the following:  

1. While knowledge resources are multidimensional and complex, information 

technology is often required to work with crude simplifications of these resources 

in order to capture knowledge as information. Consequently, the information 

stored and processed by information technology is often a poor representation of 

knowledge-based capabilities. 

2. While both the structural foundations of organizational processes and their 

enactments are fluid and emergent, information technology is often inherently 

restrictive. Consequently, information technology often supports especially 

unstructured knowledge work poorly. 

3. While contemporary organizations collaborate in complex inter-organizational 

networks, individual organizations tend to bend information systems to work in 

their specific organizational contexts. Consequently, a lack of common standards 

often leads to poorly integrated cross-organizational systems. 

4. While knowledge workers make heavy use of information technology, they often 

resist new applications or use tools in unintended ways. Consequently, 

organizations often cannot realize the full potential benefits of sophisticated IT 

solutions. 

1.1.2. Research Issues 

For each of the practical problems outlined in the previous section, we identify an 

underlying theoretical issue of relevance for the respective problem. These issues, while 

closely linked to the practical problems described before, are not understood as 

problems as such. Rather, they can be seen as fundamental properties emerging from 

the interaction of information technology and organizational contexts. The identified 

issues are the following:    
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 That knowledge and information are fundamentally different (see problem 1) 

 That organizational processes and information technology are fundamentally 

different (see problem 2) 

 That IT landscapes, standards and systems are fundamentally different in 

different organizations (see problem 3)  

 That there are fundamental differences between the intended and actual use of 

advanced IT tools (see problem 4)  

1.1.3. Research Objectives 

Based on the research issues listed in the previous section as well as current research 

opportunities, we elicit the following research objectives: 

Objective 1: Synthesize and define assumptions and guidelines for software systems to 

support knowledge-driven organizations in alignment with the identified research issues. 

Objective 2: Design, implement, and evaluate software frameworks and systems in 

accordance with the identified assumptions and guidelines, which help to address the 

identified practical problems. 

Objective 3: Disseminate implemented software frameworks and systems in usable, 

generalizable and understandable embodiments. 

1.1.4. Contributions 

As a result of and in alignment with the identified practical problems, research issues 

and research objectives, this research offers a number of contributions within the 

following interconnected areas: 

 A better understanding of the intersection between organizations, information 

technology and knowledge.  

 Theoretically grounded suggestions for the design of software-based systems in 

alignment with the elucidated understandings.  

 Conceptual foundations, architectures, and algorithms for the design of systems 

in alignment with the provided design suggestions.  

 Usable, useful and used artifacts implemented in accordance with identified 

design suggestions, conceptual foundations, architectures and algorithms. 

1.1.5. Organization of the Thesis 

The body of this thesis rests on three main parts: literature review, methodology and 

design. In the first part, literature review, we explore the challenges knowledge-driven 

organizations face in utilizing information systems and how these challenges fit in the 
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overall frame of organizational and information technology research. In the second part, 

methodology, we elicit a research methodology appropriate for the problems and 

objectives we have identified. In the third part, design, we provide an overview of the 

solutions we have created, how we have asserted the quality of these solutions, and 

which strategies we undertook to make these solutions available to researchers and 

practitioners. Table 1 provides an overview of all chapters in the main body of this thesis 

along with a brief summary of their contents.  

Part Chapter Summary 

Literature 
Review 

2 Literature Review Establishes a definition for knowledge-driven organizations and 
explores IT-related problems for these organizations as well as 
research issues and objectives. 

Methodology 3 Methodology Elicits a methodology suitable to explore the identified research 
issues and objective. 

Design 4 Design: Assumptions and 
Guidelines 

Synthesizes assumptions how identified problems can be 
overcome and guidelines to realize these assumptions in the 
design of organizational information systems.  

5 Design: Demonstration Discusses a comprehensive, interactive scenario introducing the 
designed solutions. 

6 Design: Conceptual 
Foundations, Architecture 
and Implementation 

Describes the conceptual foundations and architecture 
underlying the designed solutions as well how these have been 
implemented.  

7 Design: Evaluation Discusses the various mechanisms which have been employed 
to evaluate the conceived solutions. 

8 Design: Dissemination Discusses the various strategies pursued to disseminate the 
concepts, experiences, results and artifacts emerging from this 
work. 

Table 1 Overview of organization of thesis 
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2 Literature Review 
Long before the advent of information technology it has been theorized that modern 

organizations are not built solely on capital, machines and formal procedures but 

depend heavily on one of the most ephemeral of resources: knowledge. However, the 

revolutionary capabilities of information technology burgeoned the imagination of 

practitioners and scholars alike for creative ways to store, retrieve, manage and apply 

previously ephemeral knowledge within automated and integrated information systems.      

Despite indisputable progresses made in this pursuit, there is mounting evidence that 

the ‘management’ of knowledge, particularly when utilizing information technology, 

continues to yield unsatisfactory results for organizations. In consequence, the adoption 

of automated and integrated information systems to ‘manage knowledge’ remains slow 

and falling beyond expectations. To give one example, while it appears unlikely for 

large, contemporary organizations to operate without an integrated enterprise resource 

planning (ERP) system, knowledge management systems (KMS) are often found as 

island solutions for particular knowledge-related tasks, such as competence 

management or community management. 

The persisting problems in delivering successful systems to work with organizational 

knowledge motivate us to seek out a novel perspective of knowledge and information 

technology in organizations. In particular, while there are numerous studies 

investigating technology and knowledge from the perspective of organizational 

processes (Markus, Majchrzak & Gasser, 2002), knowledge management processes 

(Alavi & Leidner, 2001; Rubenstein-Montano, Liebowitz, Buchwalter, McCaw et al., 

2001), strategy, tools (Gallupe, 2001; Liao, 2003), people (Drucker, 2001) or assets 

(Boisot, 1999), there are few studies which approach organizations, technology and 

knowledge in a holistic fashion, considering all dimensions of complex organizational 

systems (strategy, people, process and technology) simultaneously.  

To elicit such a holistic perspective, this literature review pursues a problem-driven 

strategy. Specifically, we identify the general scope of this study by defining the concept 

of knowledge-driven organizations.  Overall, this literature review is divided into two 

parts: In the first part, problems and issues for knowledge-driven organizations are 

elicited. In the second part, these problems and issues are used as a foundation to 

identify promising research opportunities and finally research objectives for this study. 
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2.1. Knowledge-driven Organizations 

In this first part of the literature review, we pursue a problem-centric discussion of 

knowledge-driven organizations to identify a number of research issues for information 

systems research. We elicit these issues through five interconnected phases: 

1. We provide a brief definition of knowledge-driven organizations. 

2. We identify a number of key strategic challenges for such organizations. 

3. We identify key strategic competencies to meet the identified challenges. 

4. We identify problems in employing current IT for realizing the identified 

competencies. 

5. We synthesize research issues from the identified practical problems. 

Each of these phases will be discussed in one of the following sections. 

2.1.1. Definition 

In order to define knowledge-driven organizations, we employ a simple framework 

known as the MIT90’s framework (Scott-Morton, 1991), which identifies various 

important components of any organizational system. For each of the components 

identified within this framework, we specify particular characteristics of this component 

for knowledge-driven organizations. 

 

Figure 1 MIT90’s framework (Scott-Morton, 1991) 

The MIT90’s framework (Scott-Morton, 1991) suggests that an organization can be 

thought of as a complex system comprised of five interrelated forces (Figure 1). The 

specific forces are strategy, structure, processes, individuals and roles, and 

technologies. These forces, in alignment with influences of culture and the external 
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socioeconomic and external technological environment, enable an organization to 

function and evolve. In the following, we list the characteristics for knowledge-driven 

organizations for each of the forces and environmental factors identified by the MIT90’s 

framework: 

Strategy: Non-material, non-financial, and tacit resources are a key source of 

competitive advantage for knowledge-driven organizations (Drucker, 2001). 

Structure: Knowledge-driven organizations are often organized in small and 

independent teams with flat hierarchies (Starbuck, 1992).   

Processes: Processes within knowledge-driven organizations are often unstructured or 

semi-structured, collaborative and evolve rapidly (Iivari, Hirschheim & Klein, 2001; 

Markus et al., 2002; Mohrman, Finegold & Mohrman, 2003). 

Individuals and Roles: Knowledge-driven organizations frequently employ workers with 

highly specialized and rare skills in key positions (Drucker, 1993; Iivari & Linger, 1999). 

Technologies: Knowledge-driven organizations employ complex, connected and 

ubiquitous information technology solutions (Alavi & Leidner, 2001). 

External Environment: Knowledge-driven organizations operate in a complex and 

unpredictable economic and technological environment (Boisot, 1999).  

The definition of knowledge-driven organizations provided along the dimensions listed 

above applies to many forms of organizations in a wide-range of industries. 

Prominently, all dimensions of knowledge-driven organizations would be reflected in so 

called knowledge-intensive firms. Such firms are defined by their dependence on tacit 

resources to achieve competitive advantages. Classical examples for knowledge-

intensive firms include consultancies, law firms and ‘think tanks’ (Starbuck, 1992). 

However, a knowledge-driven organization is not necessarily a knowledge-intensive 

firm. Indeed, it could be argued that most contemporary organizations are at least partly 

knowledge-driven. For instance, while big manufacturing firms depend on a complex 

array of not necessarily knowledge-focused resources and competencies including 

efficient operations, capital, plants, patents, and supplier-customer relationships, certain 

aspects of these organizations are inevitably knowledge-driven; for instance the 

development of new products (Hoegl & Schulze, 2005). 

In view of this, we provide two intertwined perspectives on knowledge-driven 

organizations: (1) The perspective of industry indicates that an organization is 

knowledge-driven to a larger or smaller degree depending on the industry the 

organizations primarily operates in; (2) The perspective of function indicates that sub-

organizations of larger organizations are more or less knowledge-driven according to 
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the nature of the performed function. In consequence, we do not provide a definition for 

‘the’ knowledge-driven organization but rather propose that organizations and/or parts 

of organizations are knowledge-driven to a larger or smaller degree based on the two 

provided perspectives (Figure 2). 

 

Figure 2 Different degrees of being knowledge-driven ordered by industry and by organizational 

function 

2.1.2. Strategic Challenges 

While doubtlessly many challenges befall organizations in today’s complex 

environment, we focus in this study on a number of particular strategic challenges for 

contemporary knowledge-driven organizations. The four challenges framing our 

discussion of knowledge-driven organizations are:  

Challenge 1 (Competitive Advantage): Organizations have always been confronted with 

change. Societal and technological advancements such as the renaissance or the 

industrial revolution have often contributed to an exponential growth in the rate of 

change expected of successful endeavors. However, there is little disagreement that 

organizations today are required to change and adapt at an unprecedented rate. 

Moreover, there is very little room for organizations to sustain themselves on past 

successes. Even organizations with enormous power and resources, such as Enron 

Corp. and General Motors Company, fall victim to competitive pressures (McLean & 

Elkind, 2004), while organizations with almost no resources, such as formerly Google 

Inc., rise in a matter of years from start-ups to global players. Therefore, contemporary 

organizations, and in particular knowledge-driven organizations, are not only constantly 

challenged to adapt and reinvent themselves but also must accomplish this adaptation 

without being able to trust on market positions, monetary resources, or political standing 

as it had been possible in the past.     

Challenge 2 (Accountability): Besides mandating a continuous need to reinvent 

themselves, the environment in which organizations must act becomes increasingly 

complex. Products become more complex, with easily thousands of patents embedded 

in modern devices such as personal computers or mobile phones (Jones, 2009). The 



Literature Review 

 

10 

competitive environment cannot be reduced to a single country or continent but must be 

considered globally (Porter, 1986). And, moreover, organizations are expected to make 

few mistakes. High profile cases such as the scandals around Siemens1, Mattel2 and 

Fonterra3 are just some examples of the enormous accountability organizations must 

muster; and of the significant consequences entailed in failing to achieve it. Therefore, 

contemporary knowledge-driven organizations are not only confronted with an 

exceptionally complex environment but they are also required to exhibit an increased 

degree of accountability. 

Challenge 3 (Collaboration): Organizations can be understood from a great number of 

perspectives. Initial inquiries into organizational realities often tended to understand 

them as isolated and closed systems. However, with the rise of the networked 

economy, little is achieved by organizations in isolation (Hagedoorn, 2002; Powell, 

Koput & Doerr, 1996). Moreover, whereas traditional supply chains often exposed a 

linear structure, linking raw material producers to end consumers, contemporary supply 

chains are often arranged in complex webs, where organizations act as suppliers and 

consumers simultaneously. Therefore, contemporary knowledge-driven organizations 

are not only required to work with a large number of stakeholders but must also manage 

relationships of increased complexity. 

Challenge 4 (Coordination): Coordinating, controlling and managing the work of 

individuals have always been a key issue for organizations. Taylor’s scientific 

management exemplifies the significant gains from effective coordination in production 

processes (Taylor, 1911). However, with increasing automation of repetitive processes, 

central coordination becomes a less effective means to control the diverse activities 

within an organization (Amabile, Barsade, Mueller & Staw, 2005; Amabile, Schatzel, 

Moneta & Kramer, 2004; Orr, 1986). Another fundamental challenge for contemporary 

knowledge-driven organizations therewith lies in finding ways to manage workers 

engaged in highly de-routinized and complex work processes (Austin, 2010). 

While we deem all the discussed challenges important and find this perspective 

resonated in many discussions in the literature, we do not claim for these challenges to 

                                            

1
 ‘Siemens to Pay $1.34 Billion in Fines’, 

       http://www.nytimes.com/2008/12/16/business/worldbusiness/16siemens.html 

2
 ‘Mattel hit with lead paint class action suit’, 

       http://money.cnn.com/2007/08/20/news/companies/mattel_lawsuit/ 

3
 ‘Convicted Sanlu boss blames Fonterra’, 

      http://www.nzherald.co.nz/business/news/article.cfm?c_id=3&objectid=10553867 
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be the only or most important challenges contemporary organizations face. 

Nonetheless, we deem all discussed challenges as important and fundamental for 

modern organizations and thus chose these challenges to frame our research. Issues 

falling within these challenges are therefore our key concern in the following 

discussions. 

2.1.3. Key Competencies to Meet Challenges  

In the previous section, we have outlined four challenges for contemporary knowledge-

driven organizations. In this section, we proceed to reflect on these challenges based 

on organizational and management literature. In particular, we seek to identify a number 

of crucial competencies of organizations, which result from the mentioned challenges or 

which are an effective or required approach to meet these. Table 2 below provides an 

overview of the identified competencies. Each competency is discussed in the following. 

Challenge Key Competency 

Competitive Advantage: Organizations are 
required to innovate in versatile markets.  

Establish, sustain and advance knowledge-based capabilities. 

Accountability: Organizations are required to act 
with a high degree of accountability in complex 
situations. 

Enact and refine structural capabilities in appreciation of 
situational contexts.  

Collaboration: Organizations are required to 
interact with a great number of stakeholders in 
complex supply chains.  

Orchestrate the capabilities of a network of partners. 

Coordination: Organizations are required to 
coordinate employees engaged in rich and 
unpredictable tasks.  

Empower knowledge workers in alignment with 
organizational goals. 

Table 2 Key competencies of knowledge-driven organizations in response to challenges  

2.1.3.1. Sustain Competitive Advantage in Versatile Markets 

The first challenge emphasizes that knowledge-driven organizations are constantly 

required to adapt; and that traditional organizational resources such as financial 

strength and market position are little indication of success in meeting this challenge. 

This challenge is central to literature discussing the nature and factors influencing the 

sustained competitive advantage of organizations. Specifically, this literature does not 

only take the momentary success of organizations into account but emphasizes that 

organizations need to be assessed based on their abilities to survive in the long term; 

something which cannot be achieved without constant and effective adaption to 

changed market conditions.  

The notion of sustained competitive advantage of organizations has originated from a 

resource-based view of organizations (Barney, 1991). According to this view, 

organizations can be in possession of unique resources, which are valuable, rare, 
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difficult to imitate and difficult to substitute. These resources can be a long-lasting 

source of competitive advantage. The resource-based view has been very popular in a 

wide range of disciplines (Barney, Wright & Ketchen, 2001) but has also been subject to 

severe criticism (Kraaijenbrink, Spender & Groen, 2010). In effect, there are many 

perspectives on organizational resources, sustained competitive advantage and their 

relationships. For instance, one important factor that has been discussed is the 

historicity of sustained advantage; proposing that any sustainable competitive 

advantage an organization achieves is rooted in its past competitiveness (Barney, 

1991). External ambiguity of organizational resources has been proposed as another 

important factor (Barney, 1991; Reed & DeFillippi, 1990); proposing that the more 

ambiguous resources are the more difficult will they be to imitate for competitors. These 

two factors are often cited in studies on sustained competitive advantage. 

On an economic scale, it is long established that sustained success and growth of 

economies cannot be sufficiently explained by capital investment and labor growth 

alone. Motivated by this, another factor, called total factor productivity or Solow’s 

residual, has been introduced to better ‘explain’ economic growth (Nadiri, 1970). This 

factor has often been linked to the growth of ‘knowledge’ (Hulten, 2001). This indicates 

that the resources organizations depend on could likewise not be fully expressed in 

quantifiable assets. Indeed, organizational resources are often separated into tangible 

and intangible resources. Tangible resources are generally those that can be quantified 

and given a ‘value’. Intangible resources, in contrast, cannot be quantified and it is 

difficult to determine their value. Intangible resource can, for instance, be functional, 

cultural, positional and regulatory in nature (Hall, 1993). An interesting way to explore 

the importance of intangible resources is to compare the stock market evaluation of 

companies with the sum of their assets, which can be given a monetary value. The 

combined value of all stocks issued by companies tends to exceed the sum of their 

assets significantly (Lev & Radhakrishnan, 2005). 

In refinement of the resource-based view of organizations, the so called knowledge-

based view of organizations proposes that the skills, which differentiate organizations 

from their competitors, are primarily based on knowledge capabilities. These socially 

constructed capabilities are created by recombining knowledge capabilities the 

organization has possessed before (Kogut & Zander, 1992). Numerous types of 

knowledge capabilities have been identified in the literature (Blackler, 1995): (1) 

Encoded knowledge is the kind of knowledge traditionally dealt with in the domains of 

artificial intelligence and knowledge representation: this knowledge can be broken down 

into a distinct set of facts or statements, which can be represented in a symbolic form, 

for instance in databases or knowledge bases. (2) Embrained knowledge refers to 

knowledge that is applied by individuals in a conscious and analytical fashion. (3) 

Embodied knowledge, in contrast, is knowledge individuals apply in an intuitive way, 
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without being explicitly aware of what knowledge they apply or possess. For instance, 

many managers say they base their best decisions on intuition without being able to 

name what knowledge or skills they have applied (Simon, 1987). (4) Embedded 

knowledge refers to knowledge implicitly existent in organizational routines, structures, 

and resources, which has not been explicitly formalized. (5) Encultured knowledge is a 

very tacit form of knowledge, expressed in shared beliefs or understandings of groups. 

This very helpful classification of the different kinds of organizational knowledge 

capabilities shows that, when investigating organizational knowledge, far more needs to 

be considered than what can be explicitly encoded in knowledge bases or knowledge 

repositories. In fact, only one aspect of organizational knowledge capabilities, encoded 

knowledge, can be evaluated explicitly (Glazer, 1993; Moody & Walsh, 1999). 

In conclusion, while there are different perspectives of what enables long term success 

of organizations in highly competitive markets, there is significant support for the claim 

that contemporary organizations rely heavily on their ability to leverage their knowledge-

based resources for innovation and sustained success (Cohen & Levinthal, 1990). 

Although other resources are also of importance, knowledge is often seen as the key 

driver to allow organizations to innovate, reinvent themselves and therewith meet the 

challenges of rapidly changing markets (Reed & DeFillippi, 1990; Spender & Grant, 

1996).  

2.1.3.2. Mindfulness in a Complex Environment 

The second challenge we described argues that organizations are faced with an 

increasingly complex and volatile environment while also being expected to have a very 

high degree of accountability. This tension is reflected in the literature discussing 

organizational mindfulness, which explores ways for organizations to achieve reliability 

in complex and versatile environments.  

Mindfulness originates from psychology where a mindful state of an individual is 

characterized as: (1) openness to novelty, (2) alertness to distinction, (3) sensitivity to 

different contexts, (4) implicit or explicit awareness of multiple perspectives and (5) 

orientation in the present (Langer, 1989; Sternberg, 2000). In the words of Swanson 

and Ramiller (2004), mindfulness is “the nuanced appreciation of context”. The 

translational of this concept for organizations has emerged from Weick et al.’s studies of 

high-reliability organizations (Weick, Sutcliffe & Obstfeld, 1999). According to this work, 

high-reliability organizations achieve mindfulness by engaging in five processes: (1) 

preoccupation with failure, (2) reluctance to simplify interpretations, (3) sensitivity to 

operations, (4) commitment to resilience, and (5) under-specification of structures. 

While the first four of these processes seem self-explanatory aspects of high reliability, 

the fifth process of ‘under-specification of structures’ might appear counter-intuitive; are 

highly reliable organizations not expected to follow strict and proven structures? 
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Surprisingly, it appears that formal procedures can amplify errors made in earlier steps 

of a process (Weick et al., 1999) and high reliability therewith requires less or at least 

flexible specification of procedures. Pava (1983) points out that there are particular 

processes of organizations such as managerial decision making, for which over-

restrictive formalization is particularly detrimental. For instance, it has been argued that 

a streak of errors within the British Broadcast Organization (BBC) has been caused not 

by a lack of procedures to assure the quality of news broadcast but by an over-

abundance of procedures and rules to be followed (Lyall & Kulish, 2012). 

The notion of organizational mindfulness has broader application than solely for 

organizations whose primary occupation is one of great potential hazard. Indeed, most 

organizations can have a sub-organization, which is expected to work with high 

reliability. Succeeding research has further extended the notion of mindfulness by 

linking this notion with literature discussing organizational routines. In the latter, 

Feldman and Pentland (2003) contribute the distinction between the “ostensive” and 

“performative” aspects of routines: (1) The ostensive aspect describes the “abstract or 

generalized pattern of the routine” (Pentland & Feldman, 2005). Notably, this ostensive 

aspect cannot be brought into a formal representation. It must be understood as 

narrative, which is subject to the interpretation of the actors who execute the processes. 

(2) The performative aspect represents the “specific actions taken by specific people at 

specific times in what they think of as an organizational routine” (Pentland & Feldman, 

2005). These two aspects are mutually constitutive. An organization must be able to 

recombine and alter its existing practices according to unpredictable changes in the 

environment or context (Levinthal & Rerup, 2006). Specifically, each practice or 

organizational routine has to be adapted for the context in which it is executed (Feldman 

& Pentland, 2003). From an organization’s ability to bridge and integrate the ostensive 

and performative aspects of routines emerges their capability to take mindful actions 

and learn from and react flexibly to a changing environment (Weick & Sutcliffe, 2006). A 

further advantage of being able to bridge the ostensive and the performative aspects is 

the ability for improvisation (Meyer, Frost & Weick, 1998) or bricolage (Weick, 1998), 

ultimately enabling a ‘mindful’ organization, which is attentive to its context and has “the 

capacity to respond to unanticipated cues or signals” (Levinthal & Rerup, 2006) from its 

context. 

The resource-based and knowledge-based perspectives discussed in the previous 

section have been argued as aligning into an “epistemology of possession” (Cook & 

Brown, 1999). These perspectives focus on which resources (including ‘knowledge’) an 

organization possesses. The investigations into organizational mindfulness are, in 

contrast, heavily based on what organizations do, or their routines. In that, they have 

been argued as aligning into an “epistemology of practice” (Cook & Brown, 1999). 

These perspectives emphasize that what organizations ‘know’ is enrooted in their 
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practices. These practices, in turn, are heavily influenced by a constantly changing 

internal and external environment (Weick, 1979) or context. 

In conclusion, taking a stance of an ‘epistemology of practice’, successful contemporary 

organizations can act mindfully in a complex and versatile environment by enacting their 

‘ostensive’ organizational structures or capabilities in a flexible way which appreciates 

the situational context.   

2.1.3.3. Orchestration of a Complex Network of Partners 

We have argued that contemporary organizations are embedded in complex supply 

chains.  Effective collaboration with various partners becomes therewith an essential 

component for sustained success (Challenge 3). There are a number of literature 

streams deeply involved with this issue. Operations research and operations 

management have brought numerous inquiries and approaches for the effective 

management of supply chains. However, this literature is often primarily concerned with 

streams of material and information within the supply chain. Strategic management and, 

partly, economical literature, in contrast have taken a broader stance at the 

interrelationships of organizations; that it is not only streams of material and information 

but also knowledge, which constitute a strategic network of organizations. Based on our 

observation of knowledge as an essential component of success for contemporary 

organizations, we will focus on the latter literature for identifying key competencies for 

contemporary organizations. 

Close partnership of participants in complex collaboration networks is not a new 

phenomenon. For instance, in the construction industry it has long been know that a 

cluster of seemingly independent companies (mostly representing the different trades) 

form strategic alliances. This organization is supposedly more effective than an 

integration of all sub-firms in one formal organization (Eccles, 1981). However, it 

appears that the more complex the tasks, processes and products of an industry, the 

more central distributed collaboration becomes to individual companies’ success 

(Powell & Grodal, 2005). Indeed, it has been observed, the more sophisticated the 

technologies employed in an industry, the closer and more complex the ties between 

partners (Freeman, 1991).  

One of the most important functions of partnerships can be seen in the transfer of 

knowledge (Reagans & McEvily, 2003; Tsai, 2001). Organizations involved in inter-

organizational knowledge transfer in close-nit collaboration networks have been found 

to be more successful than competitors who collaborate less (Nishiguchi, 1994; Powell 

et al., 1996). Specifically, the transfer of knowledge between organizations that have 

been long-time partners has been observed to be significantly more effective than 

transfer between organizations which rarely collaborate (Simonin, 1999). Conversely, it 
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has also been observed that a group of organizations which exchange information 

effectively and quickly might pay for short-term advantages with long-term 

disadvantages (Lazer & Friedman, 2007). This indicates that organizations’ strategic 

decisions can influence the effectiveness of collaboration networks. However, this task 

is exceedingly complex, requiring balancing interest of various partners as well as 

orchestrating effective communication channels. Moreover, while traditionally networks 

of organizations have been analyzed from the standpoint of particular industries (Powell 

et al., 1996) or crafts (Eccles, 1981), contemporary organizations interact with a wide 

range of partners, including institutions such as government-funded universities (Ciborra 

& Andreu, 2001), organizations from different nations and cultures (Levinson & Asahi, 

1996), and businesses.  

Furthermore, while forming and managing partnerships with external collaborators is 

certainly an important tasks for contemporary knowledge-driven organizations, it should 

further be noted that many organizations are composed of more or less autonomous 

sub-organizations or business units (Orlikowski, 2002). The management of the 

collaboration between these sub-organizations is a further factor influencing 

organizational performance  (Tanriverdi, 2005). From another perspective, it has been 

proposed that an effective utilization of knowledge requires not only the management of 

networks of businesses and business units but further effective coordination of teams 

and individuals within firms and business units (Tiwana, 2002, p. 42). 

In conclusion, the success of contemporary organizations depends heavily on being 

able to orchestrate the interactions and knowledge flows within a complex network of 

internal and external partners (Cross & Thomas, 2009). 

2.1.3.4. Empowerment in New Employment Relations 

We have argued that work performed by organizations today is becoming increasingly 

de-routinized. De-routinized work is inherently difficult to manage for organizations, at 

least using objective or scientific approaches. In exploration of key competencies to 

meet this challenge, we primarily draw from the strategic management and knowledge 

management literature. In particular, we explore literature concerned with so called 

‘knowledge workers’; individuals who perform often very specialized, complex and 

knowledge-dependent tasks. 

There is little disagreement that the work conducted by modern organizations is very 

complex. In that, specified formal procedures are often a poor representation of the 

‘actual’ work carried out (Orr, 1996). Moreover, it is often difficult to arrive at formal 

definitions of procedures, as a routine can be interpreted differently by different parties 

(Wagner & Newell, 2004; Wagner, Scott & Galliers, 2006). Work for which no specific 

routine can be established is often referred to as knowledge work, carried out, in turn, 
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by so called knowledge workers; highly skilled individuals depending foremost on their 

ability to apply ‘knowledge’ (Drucker, 1999).  

There are a number of surprising observations in regards to knowledge workers, which 

have been discussed in the literature: (1) It has been found that, whereas in traditional 

forms of scientific management it is desirable to increase the control of managers, for 

knowledge workers such an increase in control can be detrimental for organizational 

performance (Amabile et al., 2005; Amabile et al., 2004). (2) We often assume an 

imbalance of power between workers and organizations; with organizations being in the 

position to take advantage of individual workers (Weber, 1922). However, the 

specialized skills of knowledge workers often make them a scarce and valuable 

resource for organizations; conversely giving individual workers a position of power over 

the organization which employs them (Baron, Hannan & Burton, 2001). (3) Whereas it is 

often assumed that the organization and its management specifies which work is 

conducted and what methods are applied, many knowledge workers have been found to 

be in a position of significant power to control how to do their work (Scarbrough, 1999). 

Based on these observations, organizations must both actively empower their 

knowledge workers, as well as deal with the automatic empowerment of workers with 

high skills. 

Knowledge workers might be in possession of valuable and essential skills but they are 

affected by misjudgement, biases and other inevitable human traits; characteristics 

which might be amplified by their empowerment. For instance, there are many biases 

affecting knowledge workers in taking optimal decisions for organizations such as the 

bias to stick with the status quo (Samuelson & Zeckhauser, 1988), overconfidence 

(Busenitz & Barney, 1997), or overestimation of their ability to communicate information 

effectively (Gilovich, Griffin & Kahneman, 2002, p. 643; Newton, 1990). Organizations 

must therefore not only consider the abilities and skills but also the potential 

weaknesses of their empowered knowledge workers. 

Moreover, a single individual can seldom meet the complex challenges organizations 

face on her or his own due to inevitable imperfect knowledge of individuals (Hayek, 

1945, p. 530); in that, the mechanism by which the actions of individuals aggregate into 

organizational responses to problems has long been a taxing issue for organizational 

researchers (Cohen & Levinthal, 1990; Grant, 1996). Often, top-down measures are 

proposed to enable organizations to leverage the abilities and knowledge of their 

employees. Cohen and Levinthal (1990), for instance, suggest early investments in 

research and development (R&D) to increase the organizations ability to innovate. R&D 

programs, however, only affect a small group of individuals within an organization. It can 

be assumed that other measures, which are aligned at leveraging the ability of a larger 

group of individuals, could have more significant effects; specifically, if it is assumed 

that many employees are engaged in knowledge-intensive tasks. To this end, Grant 
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(1996) suggests to break up hierarchical structures and to empower individuals, as they 

possess the knowledge to take the most qualified decisions and, are arguably, the only 

factor which can take decisions “on the spot” (Hayek, 1945, p. 524). 

In conclusion, successful contemporary organizations must not only empower the 

individuals working for them, but also find robust and effective ways to align the 

activities of these empowered individuals with organizational goals (Davenport, Thomas 

& Cantrell, 2002). 

2.1.4. Strategic IT Problems in Realizing Competencies  

In the previous section, we have identified a number of key competencies for 

knowledge-driven organizations. These competencies have been explored in various 

research streams as possible ways to mitigate the challenges for contemporary 

organizations we have listed earlier. In this section, we seek to explore if information 

technology and, in particular, organizational information systems can aid organizations 

in realizing these key competencies. A review of the literature leads us to conclude that 

organizations encounter a number of severe practical problems in this endeavor. A 

summary of a number of key practical problems for realizing the identified competencies 

is given below in Table 3. 

Competency Practical Problem 

Establish, sustain and advance 
knowledge-based capabilities. 

While knowledge resources are multidimensional and complex, information 
technology is often required to simplify knowledge as encoded information. 
Consequently, the information stored and processed by information 
technology is often a poor representation of knowledge-based capabilities. 

Enact and refine structural 
capabilities in appreciation of 
situational contexts.  

While foundations and instantiations of organizational routines are fluid and 
emergent, information technology is often inherently restrictive. 
Consequently, information technology often supports especially 
unstructured knowledge work poorly.  

Orchestrate the capabilities of a 
network of partners. 

While contemporary organizations collaborate in complex inter-
organizational networks, individual organizations tend to bend information 
systems to work in their specific organizational contexts. Consequently, a lack 
of common standards often leads to poorly integrated cross-organizational 
systems.  

Empower knowledge workers in 
alignment with organizational 
goals. 

While knowledge workers make heavy use of information technology, they 
often resist new applications or use tools in unintended ways. Consequently, 
organizations often cannot realize the full potential benefits of sophisticated 
IT solutions. 

Table 3 IT-related problems for knowledge-driven organizations 

In the following, we provide an in-depth analysis of possible problems related to the 

identified key competencies, which have been reported by empirical and conceptual 

research studies.  
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2.1.4.1. Simplistic Information for Contextual Knowledge 

We have argued that in order to survive and prosper in unpredictable marketplaces 

organizations are required to establish, sustain and advance knowledge-based 

capabilities. In this section, we explore how information technology can support 

organizations in this endeavor. For this, we first attempt to untangle the complex 

relationship between knowledge and information. While there is strong indication that 

knowledge and information are fundamentally different, some authors argue that 

knowledge might have material properties, which could be reflected in information. In 

particular, information systems can function as so called boundary objects and help to 

integrate diverse complex perspectives. However, there are numerous practical 

problems in realizing the benefits of information systems in handling knowledge-based 

capabilities (Walsham, 2001).  

As we have argued, knowledge in its nature is fundamentally different from other 

organizational resources. Knowledge is an organizational resource composed of various 

factors, and is only partly ‘encodable’ into formalized representations (Blackler, 1995). 

Moreover, unlike other organizational resources, which are depleted through use, 

knowledge resources do not lose value through their application; it has even been 

argued that the more a knowledge-based resource is used, the more valuable it 

becomes (Winter & Szulanski, 2001). Information systems and information technology 

are by their nature restricted to work with information as primary resource (Boell & 

Cecez-Kecmanovic, 2010). In order to assess the capabilities of information technology 

to support the management of knowledge-based capabilities, it must therewith be 

determined to what extent information and knowledge are different, similar, 

contradictory or complementary. 

One attempt to classify the nature and relationship of knowledge and information has 

been to organize these in a hierarchy ranging from ‘data’ to ‘wisdom’ (Ackoff, 1989). 

Data is seen as a discrete physical entity with no immediate value. If data is organized 

into a recognizable shape, it becomes information. The meaning of this information 

emerges from the utilization of explicit relationships. Information and data are both 

directly observable as objective properties. They can be stored, transferred, and 

retrieved. Information that can usefully be applied can be classified as knowledge. One 

way to understand what comprises the ‘useful’ application of information can be found in 

Boisot’s (1999) work, who sees ‘knowledge’ contributing to the more efficient 

organization of energy and matter over time and space. Wisdom is a higher form of 

knowledge, which incorporates the assessment of knowledge within a moral value 

system. This hierarchy ranging from data to wisdom (often with the exclusion of 

wisdom) has been adopted by a great number of studies. 
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Bell (1999), for instance, understands data as structured sequence of items or events. 

Information is a sequence, which is arranged to meet the requirements of a certain 

context. For data to become information, the relations between items must be explicitly 

shown in addition to raw values. Knowledge is linked to informed judgment on the 

significance of information items in respect to a context or general theory. Another 

related definition is presented in Tiwana’s (2002) work. A plain collection of facts, or 

data, is of little value for an organization (Tiwana, 2002) but when it gets “endowed with 

relevance and purpose” (Peter Drucker, quoted in (Davenport & Prusak, 1998, p. 2)) for 

a certain recipient, it becomes information that can “change or shape” (Tiwana, 2002, p. 

40) the person who receives it. 

What all of these hierarchical definitions have in common is a rather clear distinction 

between data and information. However, the exact nature of ‘knowledge’ is explained 

with highly subjective constructs like the ‘usefulness’ of information. Organizing data, 

information and knowledge into a hierarchy has also not been without criticism. Alavi 

and Leidner (2001) for instance argue that: 

What is key to effectively distinguishing between information and knowledge is not 

found in the content, structure, accuracy, or utility of the supposed information or 

knowledge. Rather, knowledge is information possessed in the mind of individuals: it is 

personalized information (which may or may not be new, unique, useful, or accurate) 

related to facts, procedures, concepts, interpretations, ideas, observations, and 

judgments (Alavi & Leidner, 2001). 

Alavi and Leidner further point to Tuomi’s (1999) argument, which criticizes the 

hierarchy between data, information and knowledge. Tuomi argues that knowledge is 

deeply enrooted in social processes that make it possible for multiple actors to “make 

sense of each other’s worlds”. Taking this point of view, he observes a strong 

disconnection between information and knowledge, which might ultimately prevent the 

ordering of these within one linear hierarchy. 

Another perspective for understanding the relationship between information and 

organizational knowledge-based resources is offered by Orlikowski (2006). Orlikowski 

(2006) proposes a number of factors, which describe how human agency and ‘knowing’ 

may be scaffolded by material objects: (1) Material objects can extend the impact of 

human action over time and space. (2) Technologies support human actions by 

performing simple tasks such as searching indexed databases. (3) Humans use 

technology to communicate with each other. (4) Artifacts, for instance common 

knowledge repositories, help to stabilize the interactions between humans. (5) Material 

artifacts can have a direct influence on the formation of human relationships. (6) Human 

agency is transformed by the presence of material objects and technology. Digital 
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artifacts are in this regard often considered as substitutes for material objects since they 

have been argued to possess a number of material characteristics (Yoo, 2010). 

A particular kind of ‘material’ artifacts can be seen in so called boundary objects, which 

have first been discussed in the field of sociology. Boundary objects are artifacts which 

help groups with different perspectives to find a common ground for collaboration (Star 

& Griesemer, 1989). These boundary objects allow to “establish a shared context” 

(Carlile, 2002) between groups, whose understandings of the context might be 

significantly different. Examples for boundary objects are design blueprints, process 

maps, drawings or other physical or visual manifestation of concepts. Many studies 

have investigated the nature of boundary objects. Boundary objects are inherently open 

to interpretation by the different groups (Pinch & Bijker, 1987). Indeed, if they would not 

allow for such different interpretation, they would fail at the task of working as an 

effective mediator between different contexts (Garrety & Badham, 2000). Moreover, 

Whyte, Ewenstein, Hales and Tidd (2008) found that boundary objects often change in 

the duration of a project. They call this the “Dance between fluid and frozen forms of 

representation” (Whyte et al., 2008, p. 191). Information systems employed as boundary 

objects, for instance in the form of project management tools, often struggle to provide 

such openness for interpretation and adaptability of representations. It has been found 

that in globally distributed projects, where little face-to-face interaction occurs, digital 

boundary objects are often ineffective and avoided by project teams (Sapsed & Salter, 

2004). 

Although information systems might be employed as a scaffold to represent knowledge-

based capabilities for instance in the role of a boundary object, the complex relationship 

between information and knowledge bears many problems for organizations 

(McDermott, 1999). Information, indeed, might have many characteristics in common 

with traditional organization resources. It can be stored, transferred, measured and 

managed; activities which might possibly be prohibited by the complex, distributed and 

multidimensional nature of knowledge, which is “complex and disorganized”, “fluid, 

heterogeneous, ever changing, and often of inconsistent nature” (Sowa, 1999, p. 348).    

Consequently, a large number of particular problems related to ‘managing’ 

organizational knowledge using information technology have been reported. For 

instance, there are many observations that information systems do not only allow 

individuals to perform better but also often overload them with information (Davenport, 

2011; Fischer & Otswald, 2001). The large number of emails knowledge workers in 

particular must process is one example for such an overload of information (Whittaker & 

Sidner, 1996); a situation not necessarily improved but potentially aggravated by the 

rise of various ‘social’ communication channels (Bawden & Robinson, 2009); since it 

has been argued that it is often not just the quantity but also the variety of information 
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originating from heterogeneous sources that possibly lead to an ‘overload’ of 

information (Powers, Weintraub, Brown & Yakkundi, 2011).  

To some degree, the problem of information overload is arguably rooted not only in the 

quantity of information and variety of communication channels but also in the quality or 

value of information received by individuals. For instance, often a knowledge-based 

resource, which has been encoded by one individual as information, must not 

necessarily be useful for others (Swan, Newell, Scarbrough & Hislop, 1999); especially 

if it lacks sufficient contextual information that both the sender and recipient can 

understand (Bannon & Bodker, 1997). Therefore, it has been argued that information 

stored in information systems is often too simple and does not represent the rich context 

inherent to organizational knowledge (Thompson & Walsham, 2004). Individuals are 

often prevented from providing such a rich context using contemporary information 

systems, since organizations often employ heterogeneous systems that are not 

interlinked among each other and also cannot be linked to external systems (Joo & Lee, 

2009). This leads to the creation of data ‘islands’ which prevent users from composing 

intelligent, knowledge-oriented connections (Allemang & Hendler, 2008, p. 4). Some 

even classify information systems as knowledge “jails”; places into which knowledge is 

stored but never purposefully retrieved since the stored information lacks context (Pugh, 

2011).  

Key Problem 1: While knowledge resources are multidimensional and complex, 

information technology is often required to work with crude simplifications in order to 

encode knowledge as information. Consequently, the information stored and processed 

by information technology is often a poor representation of knowledge-based 

capabilities. 

2.1.4.2. Restrictive Systems for Emergent Routines 

We have illustrated in the previous section that information technology often performs 

poorly in ‘managing’ complex knowledge-based capabilities. In this section, we further 

reflect on the ability of information technology to enact and refine these capabilities in 

appreciation of situational contexts as proposed by the second stated key competency 

for knowledge-driven organizations. 

As we have outlined before, organizational research perceives routines as dynamic and 

situational. The “ostensive” and “performative” aspect of routines have been proposed 

as vehicle to gain a better understanding of organizational routines (Feldman & 

Pentland, 2003). As we have discussed, the performative aspect represents how an 

organizational routine is enacted, while the ostensive aspect describes the fundamental 

organizational pattern for this routine. Surprisingly, research has uncovered that the 

organizational pattern for a routine is to a large degree not formalized and/or 
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formalizable; instead, it is often grounded in a tacit, shared understanding within the 

organization rather than being defined in formal work procedures (Orr, 1996). Moreover, 

in order to be able to take responsible and mindful actions, organizations are required to 

consider and integrate both the ostensive and performative dimension of routines 

(Levinthal & Rerup, 2006; Weick & Sutcliffe, 2006); the latter dimension is arguably 

even more difficult to formalize since it is deeply rooted with the situational decisions 

and actions of individuals. Technology and other artifacts are an important, and both 

potentially constraining and enabling, factor in the conduction of routines (Pentland & 

Feldman, 2005). However, as discussed in the previous section, information technology 

builds on the ability to encode phenomena into formalized information. Therefore, the 

nature of organizational routines raises doubts as to whether information technology is 

able to support these routines effectively. 

Notwithstanding these theoretical reservations, information technology is often 

employed very successfully in the support of organizational routines. Most prominently, 

integrated organizational information systems known as enterprise resource planning 

(ERP) systems have shown a significant ability to support organizational routines. 

These systems are often classified as “processware” (Davenport, 2000, p. 136) to 

emphasize their ability to support organizational routines in their entirety rather than the 

individual tasks within a specific business functions. Therein, these integrated systems 

have shown a surprising ability to establish standardized routines in heterogeneous 

contexts (Pollock, Williams & D’Adderio, 2007). However, the definition of such 

standardized routines itself is a process rife with conflict (Scott & Wagner, 2003; 

Wagner & Newell, 2004). Knowledge-intensive routines, in particular, are often 

emergent, in that it is very difficult to specify their parameters a priori (Markus et al., 

2002). 

Knowledge-intensive routines have often been characterized as being embedded in so 

called knowledge management processes. There are a number of perspectives on 

possible knowledge management processes (Rubenstein-Montano et al., 2001). Alavi 

and Leidner (2001), for instance, discuss four knowledge management processes, 

which they ground on the sociology of knowledge and on an extensive review of 

literature: (1) Accumulating new knowledge is achieved by the process of knowledge 

creation. The primary mode of knowledge creation is to convert tacit knowledge into 

explicit knowledge and vice-a-verse, as well as transferring knowledge between 

individuals in explicit or tacit form (Nonaka, 1994). (2) Given the assumption of a 

collective ‘organizational memory’ (Stein & Zwass, 1995) and that knowledge can be 

stored and retrieved from this memory, knowledge storage and retrieval is another 

fundamental knowledge management process. (3) The process of knowledge transfer 

describes the transfer of knowledge between individuals and/or individuals and groups. 

(4) The process of knowledge application stresses that “the source of competitive 
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advantage resides in the application of the knowledge rather than in the knowledge 

itself” (Alavi & Leidner, 2001). Knowledge application is described as embedded in 

organizational routines, directives and specialized teams (Grant, 1996).  

As another example of a framework to examine knowledge management processes, 

Carlile and Rebentisch (2003) propose a cyclic process which is embedded in a 

knowledge transformation cycle that aims at describing knowledge integration in 

complex organizational environments. The cycle consists of three phases: (1) Storage 

describes a static stage where knowledge is encoded symbolically in different media or 

embedded in “practices, processes, or artifacts”. However, this knowledge, although 

stored, may not necessarily be available. (2) Retrieval is an active search process that 

consists of finding information and evaluating its usefulness for a given problem. How 

the knowledge is represented has a strong influence on this process. (3) Transformation 

refers to actions being undertaken with the retrieved knowledge. This can be the simple 

transfer of knowledge between “individuals, groups, or organizations” or the refining, 

negotiation or transformation of knowledge in order to find a “collective solution”. Carlile 

and Rebentisch (2003) argue that these activities require a shared understanding or 

“shared method” of handling knowledge. Apart from the two examples for frameworks to 

classify knowledge management processes given here, there are further variations 

proposed in the literature. However, many proposed frameworks exhibit similar stages 

as the two examples discussed here (Rubenstein-Montano et al., 2001). 

It has been argued that information systems often do not support these knowledge-

intensive or knowledge management processes well; or, in other terms, that the 

functionality that is offered by information systems does not ‘fit’ the requirements of 

these processes (Goodhue & Thompson, 1995). Knowledge management processes 

are often emergent, unpredictable and highly collaborative in nature; characteristics 

which often make it difficult to support these processes using information technology 

(Alonso, Agrawal, Abbadi & Mohan, 1997). For instance, it has been noted that the 

inherent structure of information systems might be incompatible with the knowledge 

creation process (Alavi & Leidner, 2001). Notwithstanding these difficulties in supporting 

knowledge management processes with information technology, often so called 

knowledge management systems (KMS) are proposed as systems to support 

knowledge creation, storage, retrieval and their like. Knowledge management systems 

are an important reoccurring research stream in information systems research (Gallupe, 

2001). The term ‘knowledge management systems’ is mentioned in 3.36 % of all articles 

between 1994 and 2007 in a survey of information systems journals conducted in 2009 

(Steininger, Riedl, Roithmayr & Mertens, 2009).  

Many knowledge management processes, excluding knowledge application, carry an 

inherent notion of knowledge as a manageable object, which can be created, 

transferred, stored or retrieved. Furthermore, it is often difficult to cut a clear line 
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between knowledge application and the other processes. Moreover, whereas 

knowledge application is at the very heart of enacting routines mindfully, other 

knowledge management processes, such as knowledge creation, transfer and storage, 

could be perceived as creating additional, and often unwanted work for organizations 

and individuals (Kwan & Balasubramanian, 2003; Whittaker & Sidner, 1996). Hence, the 

very purpose of knowledge management systems might be questioned; these are 

aligned towards tasks resisted by individuals and not leading to immediate value 

creation for organizations. 

In summary, systems to manage knowledge are often perceived as restricting these 

organizational routines rather than being their enabler (Kwan & Balasubramanian, 2003; 

Markus et al., 2002; van Zolingen, Streumer & Stooker, 2001). Other organizational 

systems, such as the discussed ERP systems, are criticized on similar grounds (Pollock 

et al., 2007; Scott & Wagner, 2003). This might indeed be a result of the very nature of 

technology, which is often portrayed as inherently rigid and disciplinary in nature 

(Doolin, 1998; Sewell & Wilkinson, 1992) and therewith incompatible with organizational 

routines, which are inherently fluid and emergent (Marjanovic, 2005). 

Key Problem 2: While foundations and instantiations of organizational routines are fluid 

and emergent, information technology is often inherently restrictive. Consequently, 

information technology often supports especially unstructured knowledge work poorly. 

2.1.4.3. Fragmented Systems for Inter-Organizational Problems 

It is often observed in the literature that stored and encoded information is often an 

insufficient representation of rich knowledge-based resources. Moreover, we have 

outlined in the previous section that information technology is also in many instances 

too rigid to meet the emergent requirements of knowledge-intensive tasks and other 

organizational routines. In this section, we explore the role of information technology in 

helping to realize the third key capability of knowledge-driven organizations: to 

‘orchestrate the capabilities of a network of partners’.   

We have outlined before that successful organizations are required to collaborate 

closely with a large number of heterogeneous partners. Herein, the formulation of long 

term partnerships allowing the transfer of knowledge and collective innovation is often of 

even greater importance than collaboration on transactional activities. However, 

research shows that the coordination of collective innovation faces great difficulties 

even within an organization. For instance, it has been observed that identical knowledge 

is often developed in multiple places in one organization (Maier, Hädrich & Peinl, 2009, 

p. 356; van Zolingen et al., 2001). Three reasons are proposed to cause this situation: 

(1) different departments often have their own knowledge management system (van 

Zolingen et al., 2001), (2) organizations do not employ a common framework or a 
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common structure for their knowledge management initiatives (Davenport & Prusak, 

1998, p. 159; Maier et al., 2009, p. 358), and (3) the responsibility for these initiatives is 

often not clearly defined (Maier et al., 2009, p. 357). 

Unsurprisingly, the management of inter-organizational collaboration is often prone to 

even greater problems. For instance, many initiatives to advance knowledge-based 

capabilities do not focus on knowledge flows across organizational borders or on the 

acquisition of external knowledge to begin with (Maier et al., 2009, p. 356). 

Consequently, possible benefits of networks of organizations are often not realized for 

knowledge intensive tasks such as new product development. For instance, 

development times can increase and the quality of technologies can reduce if multiple 

organizations are involved in the development process (Aggarwal & Walden, 2009). 

These observed difficulties can be seen as rooted in a fundamental problem for 

organizations and networks of organizations: it is difficult to establish a rational and 

coordinated process if many distributed actors collaborate (Langley, Mintzberg, Pitcher, 

Posada et al., 1995). The necessary knowledge to formulate a rational process is 

dispersed as “bits of incomplete and frequently contradictory knowledge” (Hayek, 1945, 

p. 519) across the involved actors. 

This fundamental problem has long motivated the design and implementation of various 

information systems. There a number of information system classes prominently 

focused on this problem: (1) Group decision support systems (GDSS) are proposed to 

orchestrate the “interpersonal exchange” between individuals within an organization to 

enable them to take better decisions (DeSanctis & Gallupe, 1987). More recently, 

systems with similar objectives have also been discussed as possible ways to 

coordinate interactions between multiple organizations (Shafiei & Sundaram, 2004; 

Shafiei, Sundaram & Piramuthu, 2009). (2) Supply chain management (SCM) systems 

are often employed to manage and automate the complex transactions occurring within 

supply chains (Malhotra, Gosain & El Sawy, 2007). (3) The already mentioned 

Enterprise Resource Planning (ERP) systems are also often portrayed as a powerful 

technological solution to increase the visibility of organizational information. Alongside 

their often cited purpose of establishing standardized practices, these systems are also 

designed to integrate information from various sources within an organization; which 

beforehand might have resided hidden in inaccessible functional silos of information 

(Callaway, 1999; Davenport, 2000; Portougal & Sundaram, 2006). Moreover, ERP 

systems are also employed to achieve integration across multiple organizations (Ciborra 

& Andreu, 2001; Myers, 2008). 

Although the mentioned information systems support organizations in various ways to 

orchestrate internal and external collaboration, often systems assigned to different 

departments of an organization or different members of an inter-organizational network 

are, in practice, incompatible (Ciborra & Andreu, 2001; Stein, 2003). Such 



Literature Review 

 

27 

incompatibilities have been suspected to significantly complicate the establishment of 

alliances between organizations (Ciborra & Andreu, 2001) as well as to complicate the 

integration of processes (Unger & Bauer, 2008). It has been argued that organizational 

information systems and the way they are used is the outcome of a complex political 

process (Lee & Myers, 2004; Markus, 1983). Organizations are often composed of 

heterogeneous groups and individuals and it is difficult for them to agree on one 

common standard for the entire organization (Wagner & Newell, 2004; Wagner et al., 

2006). This problem becomes even more paramount in the case of multiple 

organizations attempting to use similar, standard software packages such as ERP 

systems (Pollock et al., 2007). Often, the functionality of this software does not match 

the specific unique requirements of the involved organizations (Pollock & Cornford, 

2004; Sia & Soh, 2007). As a result, organizations make ‘local’ adjustments to the 

‘standard’ software (Pollock et al., 2007). Such adjustments arguably complicate the 

establishment of global, common standards for applications (Callaway, 1999), IT 

infrastructure (Akkermans & Horst, 2002) and organizational routines (Mintzberg, 1979).    

As a result of these difficulties in establishing common standards, integration of systems 

is mostly only pursued within an organization; and, as argued, even this task comes 

with grave problems for organizations. The integration of systems across organizations 

is a significantly more difficult endeavor. Consequently, the establishment and 

orchestration of inter-organizational networks is often hindered rather than enabled by 

information technology.   

Key Problem 3: While contemporary organizations collaborate in complex inter-

organizational networks, organizations tend to bend information systems to work in their 

specific organizational contexts. Consequently, a lack of common standards often leads 

to poorly integrated cross-organizational systems.   

2.1.4.4. Underutilization and Unintended Use of Tools 

From the fundamental discrepancy between often simplistic information technology and 

contextually rich ‘knowledge’ emerge a number of important themes discussed in the 

previous sections: not only is IT often too restrictive to support emergent routines but it 

is also very difficult to deploy standardized IT solutions for heterogeneous 

organizations. These two themes indeed are closely related: possibly the need to 

enforce common standards causes IT solutions to be an undesirably restrictive factor 

for deeply situational routines. These discussed themes are also likely of importance for 

the realization of the fourth key competency for knowledge-driven organizations, to 

‘empower knowledge workers in alignment with organizational goals’. In the following, 

we explore problems particular to the relationship between individuals and the 

information technology they use as discussed in the literature  
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Earlier we have discussed that the empowerment of knowledge workers is an essential 

ingredient for modern organizations’ success. Individuals, after all, are arguably the only 

factor in an organization capable of finding creative solutions to the manifold and 

diverse problems modern organizations face (Grant, 1996). In order to unleash 

individuals’ creative potential, organizations must provide an open environment of trust 

(De Long & Fahey, 2000), freedom, and autonomy for individuals (Davenport, 

Jarvenpaa & Beers, 1996). Autonomy for software developers, for example, has been 

shown to positively affect productivity in software development work (Cheney, 1984). 

However, later studies found that it must be considered what kind of autonomy is 

provided, with some types of autonomy leading to a decreased job motivation (Janz, 

Colquitt & Noe, 1997). Moreover, the more freedom and autonomy granted to 

individuals, the more difficult it becomes to align the activities of individuals toward 

common organizational goals (Davenport et al., 1996).  

This is of particular importance since individuals often possess imperfect information 

and are subject to cognitive and social limitations: (1) One individual will seldom be in 

possession of all the information desirable to solve complex real-world problems. For 

instance, it is very difficult to determine the entirety of possible alternatives and 

parameters affecting organizational decisions (Simon, 1979). (2) The limitations of the 

cognitive abilities of individuals are a further factor that must be considered in the 

context of the empowerment of individuals. Knowledge workers, in particular, are 

confronted with a complex work environment, which challenges their capability to 

acquire and use knowledge (Gupta & Govindarajan, 2000). Moreover, individuals are 

affected by a great number of psychological biases, which might lead to actions 

detrimental to organizational interests (Gilovich et al., 2002). (3) Apart from cognitive 

factors, which might affect individuals, social factors have been found to cause 

undesirable behaviors as well. It has been observed that, if a group of people shares 

similar perspectives, a lack of objectivity may result (Locke, 1999). This phenomenon 

has been characterized as ‘groupthink’ (Janis, 1972) or even ‘group polarization’ 

(Isenberg, 1986; Stoner, 1961), which might cause groups to make decisions of less 

quality than individual members of the group might be capable of. Even though ‘crowd 

sourcing’ and the ‘wisdom of crowds’ have recently been discussed as highlighting the 

better performances of groups in comparison to individuals, the positive effects of such 

collective endeavors have been found to be easily undermined by certain social 

dynamics within groups (Lorenz, Rauhut, Schweitzer & Helbing, 2011). Other social 

factors like trust in social authority have also been found to be undesirable in certain 

situations. For instance, the established routine of accepting the social authority of an 

airplane pilot can be catastrophic in case a pilot makes obvious mistakes which remain 

unchallenged (Foushee, 1984).  
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Information technology, of course, can be utilized with the objective to limit such 

cognitive and social limitations of individuals (Arnott, 2006). There have been numerous 

studies, which have shown that information technology has the capability to shape the 

cognitive processes of individuals. Sparrow, Liu and Wegner (2011), for instance, 

conducted a study, which highlights how the emergence of IT tools influences basic 

cognitive abilities like memory and information recall. They presented subjects a list of 

questions about trivial facts, for instance whether the egg of an ostrich is bigger than its 

brain. Subsequently, the participants were given a number of words in different colors. 

The participant’s speed in assessing the correct color of these words was measured. 

Psychologists have found that if a person has already thought of a word, the person will 

take longer to determine the color of the word than if the person had not thought of the 

word before. In the mentioned study, colors for words that were related to the Internet 

and information technology such as ‘Google’ and ‘Yahoo’ were recognized slower than 

colors of words that were not related to Internet and IT. The authors conclude that the 

Internet and search engines were on the participants’ mind when confronted with the 

trivial fact questions. Moreover, further experiments revealed that participants recalled 

the content of a message better, if they had no possibility to store information using an 

IT tool. Also, participants tended to remember where information was stored rather than 

the actual information if they were given the possibility to record information using IT 

tools. 

So called personal information management (PIM) systems are often proposed as a 

possible way to enhance the capabilities of individuals or to mitigate their limitations 

(Kim, 1993; Lansdale, 1988). The already mentioned decision support systems also 

often focus on supporting individual decision makers (Arnott, 2006). For instance, so 

called executive information systems (EIS) have been proposed as particular 

technology to support senior executives in their work and decisions (Walls, Widmeyer & 

El-Sawy, 1992; Watson, Jr & Koh, 1991). Further approaches to support individuals with 

information systems focus on enhancing creativity (Hevner & Chatterjee, 2010a), 

communication (Ducheneaut & Bellotti, 2001) or archiving tasks (Krishnan & Jones, 

2005). However, recently it has been suggested that more attention should be given to 

researching the interaction with technology from an individual’s perspective; at least in 

the discipline of information systems (Baskerville, 2011). For instance, companies have 

started to encourage workers to choose and buy their own devices (e.g. smartphones, 

laptops) rather than purchasing these centrally (Kopytoff, 2011). 

Despite the manifold potential promises information technology can provide in 

enhancing the capabilities of individuals, technology can also lead to “diminishing 

returns” in regards to individual’s performance, in particular in knowledge-intensive 

tasks (Davenport, 2011). Information technology is often criticized for its lack of abilities 

to support workers’ autonomy. If deployed in an organizational context, information 
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technology is often seen as a mechanisms with inherently disciplinary qualities (Doolin, 

1998). For instance, such systems can be employed as means for surveillance and 

control of workers (Sewell & Wilkinson, 1992). In return, it is often observed that 

individuals in an organizational context resist new technologies. This becomes even 

more important in the context of knowledge workers, which often exhibit “significant 

power to resist technology” (Newell, Robertson, Scarbrough & Swan, 2009, p. 55). For 

instance, it has been observed that knowledge workers often simply do not want to 

encode and store relevant information using information technology (Whittaker & 

Sidner, 1996). They might prefer to ‘hide’ their knowledge, even if appropriate tools for 

sharing are available (Connelly, Zweig, Webster & Trougakos, 2012). Moreover, often 

systems are inconvenient to use or individuals are given insufficient training or 

introduction to new IT tools (Greenberg, Losee, Agüera, Scherle et al., 2011; Markus et 

al., 2002). For instance, it has been argued that organizational information systems 

often do not support individuals appropriately with filing and accessing information 

(Krishnan & Jones, 2005).  

As a consequence of these problems with information systems, individuals often use 

‘do-it-yourself technologies’ without the authorization of the central IT department 

(Schadler, Bernoff, Brown & Yakkundi, 2010); using software such as Facebook, 

LinkedIn, Google Docs, Dropbox and/or youtube (Hagel, Gandhi & Rodriguez, 2012). In 

effect, individuals build their own “toolkits” of personal documents that are not 

accessible for others (Thompson & Walsham, 2004). For instance, individuals use email 

clients rather than more sophisticated organizational tools (Schadler, Keitt, Karcher, 

Koplowitz et al., 2011) and individuals store their information in various places and 

formats (Gemmell, Bell, Lueder, Drucker et al., 2002). These fragmented applications 

offer limited possibilities to structure and use information (Ducheneaut & Bellotti, 2001). 

In result, organizations confronted with huge amounts of data are often unable to ‘make 

sense’ of this data (Bettis & Prahalad, 1995). The capabilities of many sophisticated 

technologies thus remain highly underutilized (Keitt, Brown & Dang, 2011) and make a 

great amount of personal information, for instance stored in personal emails, 

inaccessible for organizations (van Zolingen et al., 2001).  

Key Problem 4: While knowledge workers make heavy use of information technology, 

they often resist new applications or use tools in unintended ways. Consequently, 

organizations often cannot realize the potential benefits of sophisticated IT solutions. 

2.1.5. Research Issues 

While information technology delivers promising results in many organizational 

domains, we have described a number of fundamental problems in utilizing IT to realize 

the key competencies of knowledge-driven organizations. These problems originate 

from observations made in a wide range of studies employing diverse perspectives 
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(positivistic and interpretative, qualitative and quantitative) as well as research 

methodologies (survey-, ethnographic-, case- and design-based studies). In this 

section, we seek to discover if these identified problems have roots in deeper issues. 

Specifically, we discuss if they represent clear-cut, solvable problems or whether they 

are reflections of fundamental constrains of technology and organizations.    

Our discussion in this section motivates us to rephrase the observed ‘problems’ as 

organizational discordances. We define organizational discordances as follows: (1) they 

express that parts of the entire organizational system are in potential conflict, and (2) 

they are the result of intrinsic properties of technology and/or organizations. 

Discordances are therewith distinctly different from problems, which are commonly 

understood to be harmful. Discordances, in contrast, although they do express potential 

conflicts, must not unavoidably be harmful. To draw an analogy with music theory, 

although a discordance is generally understood as being disagreeable in sound, 

discordances are in fact a key ingredient in many styles of music; where a constant play 

between building up tension in discordant tones and resolving this tension in harmonies 

pleasing to the hearer drives the development of an engaging melody. We describe four 

discordances in the following, each related to one of the key problems discussed in the 

previous section (Table 4). 

Key Practical Problem Research Issue 

While knowledge resources are multidimensional and 
complex, information technology is often required to 
work with crude simplifications in order to encode 
knowledge as information. Consequently, the 
information stored and processed by information 
technology is often a poor representation of 
knowledge-based capabilities. 

Discordant Nature of Knowledge and Information 

While foundations and instantiations of organizational 
routines are fluid and emergent, information 
technology is often inherently restrictive. 
Consequently, information technology often supports 
especially unstructured knowledge work poorly. 

Discordant Nature of Organizational Routines and 
Information Systems 

While contemporary organizations collaborate in 
complex inter-organizational networks, individual 
organizations tend to bend information systems to 
work in their specific organizational contexts. 
Consequently, a lack of common standards often leads 
to poorly integrated cross-organizational systems. 

Discordant IT Standards Across Organizations 

While knowledge workers make heavy use of 
information technology, they often resist new 
applications or use tools in unintended ways. 
Consequently, organizations often cannot realize the 
potential benefits of sophisticated IT solutions. 

Discordance of Intended and Actual Use of Advanced IT 
Tools 

Table 4 Information systems research issues for knowledge-driven organizations 
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2.1.5.1. Discordant Nature of Knowledge and Information 

Key problem 1 emphasizes that information stored in contemporary information systems 

is often a crude simplification of knowledge-based capabilities. There are a number of 

contesting philosophical viewpoints on the ‘nature’ of knowledge and information 

(Floridi, 2004). Although no clear consensus on these matters can be found in the 

organizational discourses, there is significant agreement that indeed knowledge and 

information are fundamentally different. As both knowledge and information are 

arguably part of the organizational system, their potential conflict can be understood as 

one fundamental organizational discordance of relevance for knowledge-driven 

organizations. Exemplary manifestations of this discordance are manifold in 

organizational contexts. For instance, it has been observed that the rich experiences 

gained in the course of a project are often ill-represented in formal project reports 

(Keegan & Turner, 2001).   

We have discussed a number of negative consequences this contradictory nature can 

have for knowledge-intensive applications; for instance, that ‘knowledge’ stored in 

information systems is often of little value for organizations. However, this contradictory 

nature of knowledge and information is not necessarily detrimental for organizations. 

For instance, it has been observed that so called ‘explicit’ knowledge (Nonaka & 

Takeuchi, 1995; Polanyi, 1966), that is ‘knowledge’ which can be encoded as 

information, can very easily be transferred from one organization to another (Teece, 

1986). This is not always desirable since it has been argued that particularly those 

organizational capabilities which are difficult to imitate by competitors are of greatest 

value for organizations (Grant, 1996).  

2.1.5.2. Discordant Nature of Organizational Routines and Information Systems 

Key problem 2 stresses that information technology often supports the routines involved 

in unstructured knowledge work poorly. We have discussed that organizational routines 

have been conceptualized as inherently fluid and emergent; they usually follow formal 

procedures only loosely and are deeply embedded in the context of their application. 

This has been highlighted as a desirable property of organizational routines; since, if 

formal specifications of procedures are followed ‘mindlessly’, organizations are more 

likely to make mistakes and take suboptimal decisions. There are many studies, which 

criticize information technology to be inherently restrictive; specifically, that the 

mechanisms offered by contemporary systems do not match the versatile and emergent 

requirements of organizational routines. These fundamental differences between the 

nature of organizational routines and their representation and support in information 

technology can be understood as further organizational discordance of relevance for 

knowledge-driven organizations. 
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The potential conflict between complex routines and the possible rigidity of systems to 

support these has often been discussed. For instance, it has been observed that the 

complex process of diagnosing a patient though an interview is difficult to support with 

structured information systems (Berg, 2001). In particular, the observed system allowed 

entering patient complaints pre-coded and classified in the system, examination results 

such as blood pressure as well as prescribed medications. However, the physicians 

using the system complained that the various structures proposed by the systems were 

often unfit to capture the main reason of a patients visit; for instance, if anxiety about 

progression of the illness was the main reason for its worsening; a condition not 

considered in the pre-coded complaints available in the system.  

Unsurprisingly, the fundamental differences between organizational routines and their 

representations in information technology lead to a large number of practical problems, 

which have been synthesized in key problem 2. However, although these 

incompatibilities between modern information systems and especially knowledge-

intensive routines might initially seem undesirable, these very incompatibilities can 

possibly be of advantage for organizations. Since organizational routines have a natural 

tendency to change, these often develop in directions undesirable for the organization. 

It is thus very difficult for an organization to enforce and control any standards, which 

might be required to assure the development of routines in alignment with 

organizational goals. The restrictive nature of information technology can, in this 

context, be instrumental in arriving at better organizational performances. The doubtless 

success of ERP systems could be seen as support for this argument; these systems are 

often criticized for their inflexibility, yet they have helped many organizations to monitor, 

control and integrate their business operations with previously unseen success. 

Nonetheless, any IT-driven effort must be carefully aligned with the potentially curtailing 

consequences that rigid definitions of routines can have on emergent knowledge work.  

2.1.5.3. Discordant IT Standards across Organizations 

Key problem 3 describes that organizations are required to collaborate in complex inter-

organizational networks, yet design information systems centered on the issues within 

their organizational boundaries. As a result, IT system landscapes are often 

fundamentally different in different organizations. It has in particular been found that IT 

standards are difficult to establish within an organization and even more so across 

organizational boundaries. In consequence, the IT standards between organizations are 

often in discordance with each other. For instance, it has been observed that ERP 

systems across organizations are often incompatible (Benders, Batenburg & van der 

Blonk, 2006). In particular, if companies use ERP packages from different vendors (e.g. 

SAP/ Oracle), it is difficult to integrate their IT infrastructure and business operations 

(Bingi, Sharma & Godla, 1999). 
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The existence of such discordant standards is possibly of great detrimental 

consequence for organizations; many of which have been laid out earlier in the 

discussion of key problem 3. For instance, the establishment of strategic alliances can 

be significantly complicated if partners use incompatible IT systems. Moreover, 

heterogeneous systems in general have been found to be more difficult to control than 

systems build on homogenous standards (Liu, Slotine & Barabasi, 2011). However, it 

can also be argued that the existence of heterogeneous systems and landscapes in 

organizations can have positive effects. For instance, heterogeneity in networks of 

organizations has shown to lead to increased long-term innovation (Lazer & Friedman, 

2007); IT systems following diverse standards can potentially help to uphold such 

diversity. Moreover, less-integrated and diverse complex systems are often argued to 

be more resilient (Berkes, Colding & Folke, 2002); diverse IT standards here likewise 

might help to uphold diversity and enable more resilient systems. 

2.1.5.4. Discordance of Intended and Actual Use of Advanced IT Tools 

Key problem 4 highlights that knowledge workers often do not use IT tools in the way 

intended by the organization. The discordance that can be observed in this context is 

the discordance between the actual and intended use of the tools. We have given an 

example above of the discrepancies between the complex routine of interviewing a 

patient and the information system meant to support this routine. While the physicians 

using the system were meant to capture their examination results using the 

standardized fields and screens of the provided software, they were observed to report 

important information in unstructured text fields offered by the software but not 

specifically designed to hold the entered information (Berg, 2001). 

This discrepancy between use and intended use can have serious negative 

consequences for organizations. For instance, we have argued that organizations are in 

danger to lose oversight and control of their information assets if individuals build and 

access these with various incompatible tools. However, there are also possible 

advantages for organizations in individuals using IT tools beyond their original purpose. 

Indeed, the requirements of most modern work contexts are often too versatile to be 

captured in their entirety during the establishment of organizational information systems 

(Berg, 2001; Pollock et al., 2007). Consequently, if workers were not to adapt tools to 

specific emerging requirements, organizational performances might not necessarily 

increase but potentially deteriorate. 

2.2. Research Opportunities and Objectives 

We have listed four issues in form of discordances in the previous section, which reflect 

and synthesize many of the problems organizations encounter when utilizing 
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information technology in knowledge-driven environments. The ongoing discussion in 

various streams of literature on the mentioned issues indicates that these continue to be 

of importance to the academic and practitioner communities. Indeed, we would expect 

that some of the issues, like the discordant nature of knowledge and information, are of 

such complexity and multidimensionality that they likely elude any final resolution. 

However, although the described issues represent arguably important areas of inquiry, 

they are likewise well-researched. The challenge in this regard is to identify novel areas, 

which have not been investigated before, or, in the viewpoint of the beholder, 

insufficiently investigated. To establish well-founded and justified objectives for this 

study, we explore in this section research opportunities related to the subject matter 

discussed thus far; in broadest terms the support of knowledge-driven organizations 

through information technology. We synthesize these research opportunities into a 

number of objectives for this study to conclude this review of the literature. 

2.2.1. Research Opportunities 

Over the centuries, human curiosity, wonder and ingenuity have turned countless 

mysteries into scientifically proven fact. Notwithstanding this progress, most areas of 

science can hardly be called sufficiently and exhaustively explored. Herein, interactions 

of organizations and information technology are clearly among the less explored areas 

on the landscape of science. First, it has not been more than a few decades since 

information technology began its - first slow and later meteoric - rise into the hearts of 

modern organizations (Freeman & Louçã, 2002). Moreover, information technology 

continues to change at a rapid pace, which complicates establishing firm theoretical 

assumptions of its role in organizations (Tyre & Orlikowski, 1994). In consequence, 

there are various potentially fruitful paths to investigate how technology can be used to 

support knowledge-driven organizations. In the following, we identify two opportunities 

for research, which are grounded in the discussions of this literature review.   

2.2.1.1. Shortcomings of Existing Technology 

We have portrayed knowledge-driven organizations as organizations that meet today’s 

challenges through four key competencies: to sustain competitive advantage in versatile 

markets, to uphold mindfulness in a complex environment, to orchestrate a complex 

network of partners and to empower employees in new employment relations. We have 

then described a number of problems organizations encounter in utilizing information 

technology to realize the mentioned competencies.  

While the problems we have identified are without doubt caused by numerous, 

interrelated factors, they are all, at least partly, affected by the nature of technologies 

available to organizations today. In particular, it can be argued that the identified 
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problems are related to the features provided or not provided by contemporary software 

solutions. In the following, we briefly describe this relation for each of the problems we 

have identified. 

Information as a Poor Representation of Knowledge Capabilities 

The representation of knowledge in its various interpretations has long motivated the 

development of various software-based systems. In our discussions of IT support for 

managing knowledge-based capabilities, however, numerous sources argue that 

information stored in current systems often lacks sufficient context to represent complex 

and distributed knowledge capabilities (Thompson & Walsham, 2004). Consequently, 

improved support for representing rich contexts in software systems could aid in 

mitigating the described problem. 

Information Systems Too Rigid to Support Unstructured Work 

Seldom will a new enterprise technology be released, which does not claim to provide 

increased flexibility and agility for organizations (Karch, Heilig, Bernhardt, Hardt et al., 

2005). However, in our discussion of utilizing information technology to enable 

organizational mindfulness, various viewpoints have been mentioned, which portray 

current organizational systems as inherently rigid and unable to meet rapidly changing 

situational demands (Pollock et al., 2007). Hence, finding ways to make organizational 

software systems more flexible could help to enable organizations to take more mindful 

decisions.  

Poor Cross-Organization Integration Caused by Lack of Common Standards 

Building IT systems to help organizations establish timelier and deeper integration of 

their processes has been on the agenda of IT vendors ever since the advent of the 

Internet (Kaplan & Sawhney, 2000). In our discussion of using IT systems to support the 

orchestration of a complex network of business partners, however, various sources 

argued that cross-organizational integration of information systems is often in a poor 

state (Ciborra & Andreu, 2001). While this is to some degree caused by issues of 

strategy and culture, incompatibilities between the involved software systems remain a 

factor not to be neglected. Finding ways in which integration between heterogeneous 

software systems could be improved is thus one possible way to help organizations 

manage a complex network of partners more effectively. 

Underutilization and Unintended Use of IT Tools 

Organizational IT systems are seldom praised for their ease of use. Many vendors have 

realized this problem and offer sophisticated change management and training 

programs (Esteves & Pastor, 2001). However, various sources continue to report that IT 
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is often a tool poorly suited for the empowerment of workers in knowledge-intensive 

environments (Davenport, 2011). Thus, to find ways in which software systems can be 

improved to aid in the empowerment of highly-skilled workers can enable these workers 

to deliver better performances for organizations. 

While we have argued above that all of the identified practical problems can, in some 

way, be addressed by ‘better’ software systems, there are of course numerous other 

possible ways to resolve these problems. For instance, an improvement in employee 

training could lead to better utilization of provided software solutions. Nonetheless, all of 

the identified problems do relate to software systems and offer an interesting research 

opportunity: to explore the design and implementation of novel software systems, which 

aid organizations in realizing the key competencies of knowledge-driven organizations. 

2.2.1.2. Identified Issues Seldom Considered in a Holistic Fashion 

We have synthesized the manifold problems encountered when employing information 

technology to realize the competencies of knowledge-driven organizations into four 

issues/discordances. These issues represent long standing areas of inquiry within a 

number of related disciplines. The nature of the scientific process directs these 

enquiries towards specific aspects of these issues. Consequently, there is only sparse 

research, which considers the discussed issues in a holistic fashion.  

We describe in the following a number of important streams of research and their 

respective perspective on the issues we have identified. We thereby would like to note 

that some simplification and generalization is involved in this discussion since research 

in the mentioned streams is wide and diverse and thus difficult to assign into clearly and 

fairly demarcated categories. 

Issue of Discordant Nature of Knowledge and Information 

The issue of the discordant nature of knowledge and information describes that there 

might be fundamental epistemological considerations preventing the application of 

information technology to work with ‘knowledge’. Two perspectives in regards to this 

issue can be identified in the literature: (1) In the disciplines of computer science and 

software engineering it is often implicitly assumed that information technology is of 

benefit in working with ‘knowledge’. In consequence, the general focus lies on building 

information technology tools such as the semantic web or graph databases (Rohloff, 

Dean, Emmons, Ryder et al., 2007). (2) Research in more socially-oriented disciplines 

such as strategic management and organization studies often proposes information 

technology can be of little use or even harmful in establishing knowledge-driven and 

agile organizations. Thus, in socially-oriented disciplines, it is emphasized that the 
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context in which technology is used is more important than the technology itself (Collins, 

2001). 

Issue of Discordant Nature of Organizational Routines and Information Systems 

The issue of the discordant nature of organizational routines and information systems 

describes that organizational routines are often seen as inherently fluid and the 

information technology to support these routines is often seen as inherently restrictive. 

Two important streams of research concerned with aspects of this issue are the 

following: (1) Technical disciplines such as computer science and software engineering 

often discuss how organizational routines can be expressed in formal models and how 

these models can be translated into executable computer applications (van der Aalst & 

van Hee, 2002). (2) Research in organization studies and related disciplines, in 

contrast, approach organizational routines from a more philosophical perspective, 

questioning the very essence of what constitutes work, decisions and actions in 

organizational contexts.    

The contrasts between the two mentioned streams of research become apparent in 

fundamental differences in language. In technical and management-oriented disciplines, 

the work of organizations is frequently described as being organized in ‘processes’ or 

‘business processes’ (Davenport, 1998). In organization studies and associated 

disciplines, the work of organizations is usually described as being organized in 

‘routines’ (Pentland & Feldman, 2005).  

Issue of Discordant IT Standards across Organizations 

The issue of discordant IT standards across organizations describes that cross-

organizational integration is often prevented by incompatible standards pursued in the 

involved organizations. Two important streams of research concerned with aspects of 

this issue are the following: (1) Research for and about enterprise systems focuses on 

providing actionable and technological solutions to the issues of system integration; for 

instance in form of frameworks, architectures and roadmaps for the design and 

implementation of enterprise resource planning systems or service-oriented architecture 

(SOA) platforms. (2) Research primarily concerned with organizational strategy, in 

contrast, focuses on the strategic integration of organizations through mechanisms such 

as business networks (Powell & Grodal, 2005; Smith & Powell, 2004). 

The differences between these two streams are not as accentuated as those between 

the streams for the issues discussed previously. In particular, research on enterprise 

systems often considers both social and technological issues. Nonetheless, this system-

centric research often misses the richness in discussion of culture and strategy found in 

exclusively social and management-oriented research. This social research, in turn, 

often lacks concrete, actionable advice, in particular in regards to design and 
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implementation of technological systems; a pattern reflected in the discussions of the 

previous issues offering opportunities for research to integrate and synthesize findings 

from these streams. 

Issue of Discordance of Intended and Actual Use of Advanced IT Systems 

The issue of discordance of intended and actual use of advanced IT systems describes 

that information technology, in particular in knowledge-intensive environments, is often 

used in unexpected and/or unintended ways. Two important streams concerned with 

this issue are the following: (1) Research in the areas of personal information 

management seeks to design and implement novel tools to support individuals in 

organizing and working with their personal knowledge (Quan, Huynh & Karger, 2003). 

(2) Research in social disciplines, such as sociology and organization studies, in 

contrast, seeks to analyze the work processes of individuals in great detail and examine 

these on the footing of social, psychological and organizational theories (Ophir, Nass & 

Wagner, 2009). 

These two streams are not unlike the streams discussed for the other issues in that they 

build their work on often fundamentally dichotomous assumptions. While research 

concerned with building personal information management tools often follow an 

engineering-centric world view; of an improvement of reality through better 

technologies, research in social disciplines often adopt a critical perspective on 

technology. To give one example, Sellen and Whittaker (2010) note that research into 

so called ‘lifelogging’ systems (systems which aspire to capture all information an 

individual encounters) as pursued within the discipline of computer science focuses 

chiefly on the technological challenges associated with these systems rather than on 

the ‘social’ value these systems provide or do not provide. Social research, on the other 

hand, often does not consider issues particular to information technology (Orlikowski & 

Scott, 2008). 

There are two intertwined threads found in discussions of all these issues: (1) There are 

IT-centric perspectives, which are concerned with building new technologies to solve 

the various problems encountered in knowledge-intensive work, and there are socio-

centric perspectives, which are often critical of information technology in its ability to 

support knowledge-intensive work. (2) As a consequence of these different 

perspectives, there are often distinct bodies of research, which develop and evolve 

independent of one another. 

In the context of the philosophy of science and general systems theory, scientific 

disciplines have been organized by the levels of abstraction they explore (Boulding, 

1956; Von Bertalanffy, 1976); for instance, physics deals with natural, non-abstract 

phenomena, while sociology deals with abstract social phenomena. This is often 
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beneficial in aiding the focus of scientific inquiries, which require directed attention on 

clearly bounded problems. The effective support to realize the key competencies of 

knowledge-driven organizations with information technology appears, however, to be an 

area of inquiry, which does not lend itself easily to be limited to a specific level of 

abstraction; it hardly seems sensible to design new technological, knowledge-based 

solutions without regarding the social consequences these technologies might bring 

(Leonardi & Barley, 2008; Orlikowski & Barley, 2001). 

To investigate both technological issues and social consequences of technology for 

knowledge-driven organizations in one study is clearly beyond the scope of most 

individual studies. Nonetheless, we see a very interesting opportunity for information 

systems research in the context of the identified issues: specifically, that there is a rich 

foundation of social theories available in various disciplines, which can guide the design 

of IT systems for knowledge-driven organizations. This rich foundation is rarely used in 

applied, technical disciplines and thus it is an interesting opportunity for research to 

synthesize and distil the rich theoretical foundations of the social disciplines in order to 

guide the design and implementation of better IT systems. 

2.2.2. Research Objectives 

This literature review has so far discussed knowledge-driven organizations, 

competencies these organizations need to meet the challenges of today’s world, 

potential problems in realizing these competencies and a number of research issues 

emerging from these problems. We have further argued for two research opportunities 

within the discussed subject matter. All of these discussions enable and motivate us to 

define three research objectives for this study. In the following, we provide these 

objectives and explain briefly how the objectives relate to the discussed research 

opportunities. 

Objective 1: Synthesize and define assumptions and guidelines for software systems to 

support knowledge-driven organizations in alignment with the issues of a discordant 

nature of knowledge and information, a discordant nature of organizational routines and 

information systems, discordant IT standards across organizations, and discordant use 

and intended use of IT tools. 

The first research opportunity (‘Shortcomings of Existing Technology’) entails that there 

lies a potential value in providing better software systems; systems, which could help in 

addressing the IT-related problems in realizing a knowledge-driven organization. A 

fundamental question for this endeavor lies, of course, in what kind of assumptions and 

guidelines can lead the design of such systems. The second research opportunity 

(‘Identified Issues Seldom Considered in a Holistic Fashion’) proposes that there is 

often a sparse exchange of ideas between socially-oriented and technically-oriented 
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disciplines; in consequence, it is of potential value to synthesize and integrate research 

from these diverse disciplines. 

Objective 2: Design, implement, and evaluate software frameworks and systems in 

accordance with the identified assumptions and guidelines, which help to improve the 

situations of rich knowledge capabilities being poorly represented in IT systems, 

information systems being too rigid for unstructured knowledge work, cross-

organizational integration of IT systems often being difficult to achieve, and IT tools 

being used (or underused) in undesired or unintended ways. 

Objective one in isolation does not capture the second identified research opportunity 

fully (‘Shortcomings of Existing Technology’). Specifically, our first objective aims at 

building the theoretical foundation for a link between social and technical research 

streams. However, this theoretical foundation does not entail the provision of usable 

technological artifacts. In consequence, we adopt as our second research objective the 

implementation of technological artifacts in accordance with the assumptions and 

guidelines elicited in pursuit of the first objective. We furthermore seek to implement the 

software in alignment with the practical problems driving the first research opportunity.  

Objective 3: Disseminate implemented software frameworks and systems in usable, 

generalizable and understandable embodiments. 

We have identified the research opportunity that current IT systems available to support 

knowledge-driven organizations are often insufficient. As a result, there lies a potential 

value in aiming to make improved systems available to IT practitioners who design, 

customize and implement systems for organizational contexts as well as to IT 

researchers probing the boundaries of what can be achieved with information 

technology. In view of this, we adopt as third objective for this study: to disseminate the 

artifacts resulting from the pursuit of objective two. An important question in the context 

of this third objective is when a solution would be of sufficient maturity and quality to be 

disseminated to practitioners. In alignment with advise from design-oriented researchers 

(Iivari, 2007), we aim to assure maturity and quality of artifacts to the highest possible 

degree before making these research outcomes available. Consequently, dissemination 

of software systems can be expected to occur at a later point in the study.  
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3 Methodology 
The advent of ubiquitous systems, smart devices, and cloud-based web platforms has 

radically changed the ways in which software systems are designed, developed and 

deployed. While release cycles for traditional organizational information systems often 

span years, applications intended for these emerging environments are completed in 

months or weeks. 10,000 applications per week are submitted to the iTunes App Store4; 

an indication for a pace of technological development unprecedented in the traditional 

space of enterprise systems. 

While many scientific disciplines are gathering knowledge about systems, virtually 

unchanged in millennia or longer stretches of time, research in the area of information 

technology is challenged by a rapidly evolving and innovating landscape of new 

information technologies and new ways to use these. Consequently, it is of far greater 

difficulty to establish firm rules, guidelines and processes for rigorous research 

endeavors; probably one of the reasons for the notable richness and depth of available 

methodologies in the discipline of information systems, which crosses diverse 

philosophical and methodological perspectives alike. 

In the previous chapter, we have proposed three research objectives for this study 

grounded in our exploration of the literature. In this chapter, we seek to explore how 

these objectives can be pursued in alignment within established methodological 

frameworks established within the discipline of information systems. In order to 

accommodate for the rich choice of possible methodologies, we first review a number of 

alternative approaches, then describe a number of fundamental methodological 

challenges in view of the particular objectives for this study, and finally describe the 

research design we have adopted. 

The design and implementation of a software system is deeply entangled with our 

research objectives: the first objective aims to elicit theoretically-founded guidelines for 

such a system, the second objective aims to implement a software system, which can 

help to address some aspects of the practical problems we have identified, and the third 

objective aims to disseminate any developed software systems and frameworks. In 

consequence, our discussion in this chapter is centered on methodologies that involve 

the design and implementation of novel software systems. In particular, the group of 

methodologies in the discipline of information systems suited for this purpose is often 
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classified under the umbrella of design science and/or design science research; we 

primarily review this stream of research in the following sections.  

3.1. Design-oriented Methodologies in Information Systems 

While research in information systems allows for multiple research paradigms, spanning 

interpretative and positivistic perspectives found in other business disciplines, the 

dominant paradigm for conducting research involving the implementation of novel 

software artifacts has long been the paradigm of design science. Design science aims 

to channel the results of information systems research into usable and useful artifacts.  

A robust discussion of the design science paradigm has resulted in sound general 

guidelines (Hevner, March, Jinsoo & Ram, 2004), more specific guidance on the 

research process and method (L'Her, Buelow, Kasi, Deb et al., 2009; Peffers, 

Tuunanen, Rothenberger & Chatterjee, 2008) as well as in discussions of ontology and 

epistemology of design science research (Gehlert, Schermann, Pohl & Krcmar, 2009; 

Iivari, 2007; Niehaves, 2007). 

In this section, we first review the fundamental philosophical perspectives underlying the 

design science paradigm then describe guidelines and requirements proposed for 

research under this paradigm and finally review a number of proposed processes and 

frameworks for this paradigm. 

3.1.1. Philosophical Perspectives  

The design-oriented paradigm in information system has historically been grounded in 

Simon’s (1996) seminal work ‘The Sciences of the Artificial’ (first published in 1969). 

Simon, in this book, describes the fundamental differences between classical, natural 

science research and design-oriented research: while natural science research aims to 

understand the world as it is, design-oriented research aims to enrich the world (from 

the point of view of humanity) with newly devised artificial constructs.  

Walls, Widmeyer and El-Sawy (1992) prominently adopt Simon’s work for the 

information systems discipline by discussing the value of design-oriented theories in 

contrast to explanatory or predictive theories for information systems research. In this, 

they propose that a theory, apart from explaining phenomena, could also entail to 

prescribe possible solutions to remedy undesired phenomena. The nature, value of and 

requirements for such design-oriented theories have been the subject of various further 

articles (Gregor, 2006; Gregor & Jones, 2007; Lee & Nickerson, 2010).  

While the idea of prescribing rather than explaining, changing rather than 

understanding, lies at the heart of the design science paradigm, a number of scholars 
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have provided deeper analyses of the philosophical underpinnings of design-oriented 

research; in particular, the ontological, epistemological and methodological beliefs of 

researchers engaged in this class of research (Table 5). We briefly report the findings of 

(Gregg, Kulkarni & Vinzé, 2001), (Purao, 2002) and (Iivari, 2007) in the following. 

Constituting Beliefs (Gregg et al., 2001) (Purao, 2002) (Iivari, 2007) 

Ontology 
“Nature of Reality”  

Known context with 
multiple socially and 
technologically created 
realities 

Evolutionary (shifting 
ontological assumptions) 
and complementary (dual 
consideration of artifact 
and phenomenon) 

Reality 1: Natural 
phenomena  
Reality 2: Consciousness 
and mental states  
Reality 3: Products of 
human social action 

Epistemology 
“Nature of 
Knowledge” 

Objective/Interactive: 
Researcher creates the 
context and incorporates 
values that are deemed 
important 

Knowing through making, 
reflective and 
hermeneutic 

Conceptual Knowledge 
Descriptive Knowledge 
Prescriptive Knowledge 

Methodology 
Approach to Obtain 
Knowledge 

Primarily developmental; 
focus on technological 
augmentations and 
social and individual 
factors 

Hermeneutic process 
considering the inner and 
outer environments of the 
artifacts 

Construction of artifacts to 
solve practical problems 
and evaluation of artifacts 

Table 5 Philosophical perspectives in design science research 

Gregg et al. (2001) propose a software engineering research methodology based on the 

basic presumption that the problem, which the research seeks to address, defines its 

contribution to knowledge rather than the empirical method adopted. Such an 

understanding aligns with Simon’s definition of the sciences of the artificial; that the 

contribution of design-oriented research lies in its creation of new ‘artificial’ solutions not 

in a better understanding of the natural world. Within what Gregg et al. (2001) describe 

as the socio-technologist/developmentalist paradigm, reality is interdependently socially 

and technologically constructed (ontology), knowledge can be established in an 

objective manner by researchers observing created artifacts (epistemology) and the 

methodology to obtain new knowledge is focused on the creation of new artifacts in the 

interest of positive outcomes for individuals or groups using these artifacts 

(methodology). 

Purao (2002) provides a slightly different account of the constituting beliefs of design-

oriented researchers. Purao describes reality as fundamentally evolving; ontological 

assumptions, in consequence, must be shifting over time. In that, reality is described as 

being complementary constituted of technological invention and its surrounding 

environment (ontology), knowledge is bound to the process of creating artifacts 

(epistemology), and new knowledge is obtained in a reflective and hermeneutic 

process; in constant motion between implemented technology and its social 

consequences (methodology).  
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Iivari (2007) provides yet another account of a possible philosophical perspective. Iivari 

(2007) segregates reality into the three realities of (1) natural phenomena, (2) 

consciousness and mental states, as well as (3) products of human social action 

(ontology), knowledge is portrayed as segregated into conceptual knowledge, 

descriptive knowledge and prescriptive knowledge (epistemology), and the method to 

obtain new knowledge is grounded in the dual process of creating new artifacts and the 

evaluation of these artifacts. 

The three discussed accounts of constituting beliefs for design-oriented research share 

a number of similarities but likewise expose a number of differences. All sources share 

the position that reality is divided into at least the interrelated realities of artificial 

creation and the contexts, which are affected by these creations. In fact, this is one of 

the cornerstones of Simon’s work and therewith unsurprisingly reflected in the 

subsequent inquiries into design-oriented research.  

In terms of epistemology, significantly less agreement is found within the discipline 

(Niehaves, 2007). Purao (2002) proposes that a researcher’s understanding of a 

phenomenon and artifacts building on or improving this phenomenon are intertwined. 

Gregg et al. (2001), in contrast, portray knowledge as emerging in the form of objective 

fact from a researcher’s observation of the created artifacts. Iivari (2007) builds on Walls 

et al.’s (1992) definition of prescriptive knowledge as knowledge resulting from design 

endeavors. One fundamental struggle in the definition of valid knowledge resulting from 

design-oriented research appears to be the distinction between utility and truth 

(Agerfalk, 2010). Research outcomes of design-oriented research can be used heavily, 

but in turn be very difficult to prove useful. For instance, the development paradigm of 

object-oriented programming is without doubt used heavily (Booch, 1986); however, 

ultimate proof is outstanding that this paradigm is better or worse than competing 

paradigms such as functional or logical programming. 

The question of valid methodology for design-oriented research is tainted by the 

difficulties to establish a firm agreement on matters of epistemology. Gregg et al.’s 

(2001) understanding of methodology is primarily focused on creation, while Purao 

(2002) and Iivari (2007) have a stronger focus on reflection. One fundamental issue in 

considerations of design-oriented methodology is the question whether a design-based 

study must be accompanied by an empirical study. Since it is largely agreed that 

outcomes of design-oriented studies do not necessarily hold a truth value, such an 

empirical study is mandatory, if utility is not accepted as valid substitute for truth. Such a 

view, however, raises questions of the very purpose of design-oriented studies; since, 

when these studies in isolation do not yield results of importance for the academic body 

of knowledge, research effort should logically be directly directed at other kinds of 

studies. 
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3.1.2. Guidelines and Requirements 

Notwithstanding ongoing discussions in regards to the philosophical underpinnings of 

design-oriented research in information systems, there is generally broad agreement 

that design-oriented research is a promising, if not essential, aspect of information 

systems research. There have hence been numerous studies using a design-oriented 

methodology as well as a wide selection of articles discussing possible frameworks and 

guidelines for design-oriented research in information systems. 

Nunamaker, Chen and Prudin (1991) provide one of the first discussions of a robust 

methodology for design-oriented information systems research. They, in particular, 

adopt software system implementation methods for the context of research and propose 

a generic ‘systems development’-driven methodology. In their discussion of this 

methodology, they define five criteria for design-oriented research: (1) the research 

should study an important information systems phenomenon, (2) the research artifacts 

should make a significant contribution to the domain, (3) the developed systems should 

be testable and realizable, (4) the developed systems should provide better solutions 

than existing systems and (5) the experience gained from the system building process 

should be generalizable.  

Burstein and Gregor (1999) later build on Nunamaker et al.’s (1991) proposed 

methodology and discuss integrating this approach with the action research 

methodology. They define five categories of criteria for design-oriented research: 

significance, internal validity, external validity, objectivity/confirmability, and 

reliability/dependability. While most of these categories are congruent with what was 

proposed by Nunamaker et al. (1991), the categories of objectivity/confirmability and 

reliability/dependability define novel criteria. Objectivity/confirmability requires the 

methods used by the study to be described in great detail as well as the research being 

explicit about personal assumptions, values and biases. Reliability/dependability asks 

for a clear definition of research questions as well as a clear specification of basic 

constructs. 

Gregg et al. (2001) also seek to enrich the methodology proposed by Nunamaker et al. 

(1991). They propose a software engineering research method (SERM) with a distinct 

focus on the formal validation of implemented artifacts.  Gregg et al. (2001), also 

highlight the importance of clearly defined problems as well as the consideration of 

theoretical constructs in establishing these problems. They further require the 

specification of formal requirements against which an implement artifact can be 

evaluated.    

In what can be understood as a major leap for the acceptance of design-oriented 

research into the mainstream of contemporary information systems research, Hevner et 
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al. (2004) propose a design science research methodology with focus on utilizing 

research endeavors to solve practical problems. They provide seven guidelines for 

conducting such research (Table 6). These guidelines resonate with the various criteria 

discussed above. However, the guidelines have a distinct focus on assuring that 

developed artifacts are both useful and made known to business audiences. 

Guidelines 

(1) Produce an artifact in the form of a construct, a model or a method 
(2) Develop technology solutions based on technology to solve important and relevant business problems 
(3) Demonstrate the utility, quality, and efficiency of the design artifact using proven evaluation methods 
(4) Provide contributions in form of artifacts, design foundations, and/or design methodologies 
(5) Use rigorous methods in construction and evaluation of the design artifact 
(6) Search for an artifact addressing the problem in a transparent process 
(7) Communicate the results effectively to technology-oriented and management-oriented audiences  

Table 6 Guidelines for design science research as proposed by Hevner et al. (2004) 

There have been numerous further sources providing useful guidance for design-

oriented research. Iivari (2007) suggests that the research process should be 

transparent and ideas for novel artifacts should originate from problems and 

opportunities in the current business environment. Peffers et al. (2008) also emphasize 

the importance of clearly stated practical problems and solution objectives. They further 

propose that research should ‘demonstrate’ the effectiveness of implemented solutions.  

There is generally a significant congruence between the guidelines proposed by the 

various sources. Although there are a number of minor differences between the 

proposed guidelines for design-oriented research discussed thus far, these are often a 

matter of different emphasis rather than a matter of contradictory views. 

3.1.3. Frameworks and Processes 

We have outlined in the previous section that there are numerous sources in the 

information systems literature, which help in establishing agreed upon guidelines and 

requirements for design-oriented research projects. Likewise, conceptual frameworks 

and possible research processes have been proposed in the literature. In this section, 

we briefly review a number of influential frameworks and processes to aid design-

oriented research projects. In particular, those proposed by Nunamaker et al. (1991), 

Purao (2002), Hevner et al. (2004), Sheffield (2005) and Peffers et al. (2008). 

Nunamaker et al.’s (1991) already mentioned methodology draws heavily from software 

development methodologies. The general framework Nunamaker et al. (1991) propose 

for design-oriented research defines such research as driven by four interdependent 

activities: (1) observation to arrive at sound requirements, (2) theorizing, in which these 

requirements are weighted against theoretical questions and geared towards a 

contribution to knowledge, (3) implementation, as the actual creation of the artifact, and 
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(4) experimentation, in which the validity of the artifact is tested against the initial 

requirements as well as theoretical considerations (Figure 3).  

 
 

Figure 3 Nunamaker et al.’s (1991) research framework 

Nunamaker et al. (1991) further propose a process to conduct research within the 

framework they have described. Research can be conducted using the five sequential 

steps of (1) constructing a conceptual framework, (2) development of a system 

architecture, (3) analysis and design of the system, (4) implementing a prototypical 

system, and (4) observation and evaluation of the implemented prototypical system. 

Researchers should be prepared to go back and forth within these steps, if findings in a 

later stage require the revision of results obtained in an earlier stage (Figure 4).  
 

 

Figure 4 Nunamaker et al.’s (1991) research process 

Purao (2002) describes design science research within the framework of an iterative 

hermeneutic process. This process is driven by two parallel and interdependent sub-

processes on different levels of abstraction; the first sub-process is of theoretical nature, 

extracting and synthesizing knowledge of importance for the design problems from 

psychology, organizational behavior and/or industry practices. The second sub-process 

assesses the feasibility of the theoretical knowledge gained in the first sub-process; in 

particular, this sub-process involves the understanding of suitable technologies and 

results obtained from prior design research.  
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Hevner et al. (2004) propose a framework for design science research, which is 

grounded in the concepts of relevance and rigor: a researcher engaged in design-

oriented research should aim both to create useful artifacts for the business 

environment (relevance) as well as to generate theoretical knowledge in form of models, 

methods and/or techniques (rigor). Within the process of design yielding these 

outcomes, researchers are engaged in a constant cycle of developing new artifacts and 

theories and evaluating these creations. Fundamentally, in the framework of Hevner et 

al. (2004), design-oriented research seeks utility in terms of solving a practical business 

problem in a theoretically relevant way, whereas behavioral research seeks truth in form 

of provable theories. However, Hevner et al. (2004) add that truth and utility should be 

seen as inseparable aspects (at least in the context of business-oriented research).     

Sheffield (2005) describes a general process model for acquisition of knowledge about 

systems. This model, called the V model, suggests that knowledge about systems can 

be acquired in a process involving multiple levels of abstraction. On an “upper level”, 

ideas are proposed as approaches to solve a problem. These ideas get specialized to 

objectives that give the idea a more concrete form. On the “lower” level, the objectives 

are specialized to a concrete plan of action that suggests a way to fulfill the objectives. 

To generate knowledge, the execution of the plan has to be evaluated in terms of 

whether the objectives are met. Based on the evaluation of the objectives, the original 

idea can be evaluated as to whether it solves the problems or adds value. 

Peffers et al. (2008) propose a design science research process involving the 

sequential steps of:  (1) identify problem and motivate, (2) define objectives of a 

solution, (3) design and development, (4) demonstration, (5) evaluation and (6) 

communication. This process can be entered in any of the steps 1 to 4 and feedback 

loops are allowed from step 5 and 6 back to either step 2 or 3. A process model of the 

proposed process is given below (Figure 5). 

 

Figure 5 Peffers et al.’s (2008) research process 

While the frameworks and processes we have portrayed in this section span a wide 

range of approaches, there are further frameworks and/or processes, which have been 

proposed in the literature: these include but are not limited to: the design science in 

information systems (DSRIS) theory development framework (Kuechler & Vaishnavi, 
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2012) or the action design science research method (Sein, Henfridsson, Purao, Rossi et 

al., 2011). 

Whereas greater dissimilarities – in comparison to the discussed guidelines – can be 

observed between the various proposed processes and research frameworks for 

design-oriented research in information systems, there are a number of common 

patterns for the described processes and frameworks. First, there is generally a 

distinction between the dimensions of theoretical/abstract motivation and objectives for 

the study and the resulting implemented artifact/system. These two dimensions are 

portrayed as interdependent; in that the theoretical frame sets the direction for the 

artifact implementation and this implementation in turn helps to improve and revise the 

initially defined frame. Second, all methodologies involve some aspect of evaluation, in 

which it is assessed whether set objectives are met by the resulting implementation. 

3.2. Methodological Challenges and Opportunities  

In the preceding sections of this chapter, we have reviewed various requirements and 

approaches for design-oriented research in the discipline of information systems. We 

have found that although there are certain differences between the discussed 

approaches, they often share a number of common propositions. This, however, shall 

not mean that we would propose to integrate the various discussed methodologies 

mindlessly. There are important differences between the approaches and a careful 

consideration must be undertaken to elicit suitable methodological requirements, 

framework and process for this study. To aid in this elicitation, we briefly review in this 

section a number of possible challenges from a methodological point of view, which 

might result from the adopted objectives. 

In the following we discuss one challenge for design-oriented research in the context of 

each of the defined objectives. Table 7 below provides an overview of the particular 

objectives and corresponding challenges. 

Objective Challenge 

Objective 1: Synthesize and define assumptions and guidelines for 
software systems to support knowledge-driven organizations in 
alignment with the identified research issues. 

Consideration of Social and 
Technological World 

Objective 2: Design, implement, and evaluate software frameworks and 
systems in accordance with the identified assumptions and guidelines, 
which help to overcome the identified practical problems. 

Rigor in the Unpredictable Search 
Process of Design 

Objective 3: Disseminate implemented software frameworks and 
systems in usable, generalizable and understandable embodiments. 

Discordant Requirements of Practice 
and Research 

Table 7 Research objectives and methodological challenges 
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3.2.1. Consideration of Social and Technological World 

The first and second objectives for this study have been portrayed earlier as being 

inherently intertwined; specifically, that establishing theoretically founded guidelines will 

affect the design and implementation of the sought software system, and that 

experiences made in the engagement with the software system vice averse is of 

consequence for these theoretical guidelines. We have also found this as a fundamental 

pattern in design-oriented research in many of the reviewed research frameworks.   

We have already mentioned that it has been theorized that scientific disciplines inquire 

about objects on more or less distinct levels of abstraction (Boulding, 1956; Von 

Bertalanffy, 1976). However, it appears that design-oriented research in information 

systems research is inherently concerned with multiple levels of abstraction (Purao, 

2002; Stamper, Liu, Hafkamp & Ades, 2000), involving both issues arising from 

particularities of technological solutions as well as the social contexts in which these 

solutions are deployed (Orlikowski & Barley, 2001). Consequently, even if a researcher 

in information systems chooses to implement a software prototype, this must be done in 

accordance with social and organizational theories (Leonardi & Barley, 2008). 

However, it has been reported that “over 95% of the articles published in top 

management research outlets do not take into account the role of technology in 

organizational life” (Orlikowski & Scott, 2008). Correspondingly, many technology-

oriented research outlets do not emphasize the managerial and societal implications of 

information technology (Glass, Ramesh & Vessey, 2004). This observed disconnection 

between socially-oriented research and technology-focused research has a number of 

potential consequences for this study. 

First, it can be expected that there are few sources in the literature, which bring together 

the very social aspects of importance for knowledge-driven organizations with very 

technical issues of importance for implementing a software system to support these 

organizations. Second, there is likely a reason why such research is only sparsely 

found; specifically, it may be rooted in the difficulty to consider ‘social’ world and 

‘technological’ world simultaneously (Nunamaker et al., 1991; Orlikowski & Iacono, 

2001). 

3.2.2. Rigor in the Unpredictable Search Process of Design  

The second objective of this study requires the implementation of a novel software 

system. One fundamental challenge in this is that, since the aspired artifact is ‘novel’, it 

is difficult to establish a carefully planned and ‘correct’ way in which this software is to 

be designed. This challenge is also reflected in many of the discussed frameworks and 

methodologies for design-oriented research in information systems; in essence, it needs 
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to be established how ‘creative’ design can be conducted in a process, which adheres 

to the principles of scientific rigor.   

The question of rigor is of fundamental importance for all scientific disciplines and is 

rooted in the very genesis of science (Gould, 2003). Research in information systems 

can build upon a wide range of methodologies to achieve rigorous inquiry. Most of these 

approaches, including design-centered studies, recommend a more or less formal 

structure providing guidance on how a study can be conducted. While such 

requirements for research projects are desirable in order to uphold and advance the 

quality of results in a discipline, a formalization of the research process is not without its 

own potentially curtailing consequences.  

All research aspires to discover the yet unknown and is therefore more difficult to plan 

and formalize than almost any other kind of project. This unpredictability of research 

complicates the establishment of formal procedures. Indeed, many significant scientific 

discoveries are made in a serendipitous manner (Beveridge, 1980; Rosenman, 2002) 

and every step of the research process is prone to be affected by sudden, instinctual 

insights of the researcher (Hicks, Culley & McMahon, 2006). Since design, moreover, 

has been characterized as a creative and not exclusively rational process (Love, 2000), 

such subjective influences on the research and its outcome are of particular importance 

for design-oriented research. Furthermore, design research, pursuing relevance for 

practice, is subject to the same dynamically changing technological, organizational, 

environmental, economic and social environments contemporary organizations and 

individuals encounter.  

In consequence, it can be seen as a further challenge in the context of this study to 

assure academic rigor in the design and implementation of a novel software system, 

especially, since it has been extensively discussed that the implementation of any 

software system is inherently difficult to plan; calling for flexible and agile development 

methodologies.  

3.2.3. Divergent Requirements of Research and Practice 

The third objective of this study is to present the outcomes of the research in an 

understandable and useful way for practitioners and researchers. This is reflected, for 

instance, in Hevner et al.’s (2004) call for design-oriented research to be not only 

rigorous but relevant for practitioners as well.  

Questions of relevance have long been discussed in the discipline of information 

systems. One key theme in these discussions is how relevant outcomes can be 

obtained in alignment with the intrinsic requirements for research endeavors. For 

instance, it has been suggested that research in information systems must uphold a 
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certain level of independence from practical concerns (Baskerville & Myers, 2009; 

Steininger et al., 2009) since practitioners in the area of information technology appear 

to be following fashions of popular technological paradigms (Baskerville & Myers, 2009). 

From a researcher’s perspective, these fashions are problematic as they appear and 

disappear frequently; while rigorous scientific inquiry requires time and should therewith 

be directed at long-lasting phenomena. Furthermore, while research aspires to discover 

intellectual ‘blue oceans’ (Straub, 2009), practitioners might often be concerned with 

incremental and/or operational improvements. 

Moreover, possibly because of these divergent requirements of research and practice, 

traditional outcomes of information systems research, namely journal and conference 

articles, are often inaccessible and/or unattractive to information technology 

practitioners (Straub & Ang, 2008). The information systems discipline, in view of this, 

searches for novel ways to conduct industry-oriented research. Special issues on 

design science (Baskerville, 2008; March & Storey, 2008) and action research 

(Baskerville & Myers, 2004), for instance, explicitly sought to find new ways of 

increasing the practical relevance of information systems research. 

These difficulties in amalgamating the interests of research and practice are another 

factor of potential difficulty in this study. It can, for instance, be assumed that the 

effective presentation of results might be different for academic or industry audiences. 

Moreover, certain aspects of the developed artifact itself could be expected to be of 

varying importance for these audiences. 

3.3. Research Design 

Design-oriented research alongside various quantitative and qualitative research 

methods is one of the established research streams in the discipline of information 

systems. Indeed, some authors place design-oriented research at the very genesis of 

the discipline (Baskerville, Lyytinen, Sambamurthy & Straub, 2011). We have outlined 

various discussions of the philosophical underpinnings, guidelines, and research 

frameworks for design-oriented research, which ground design-oriented research in 

information systems on a firm methodological footing. Still, we have argued for a 

number of potential challenges in engaging research within this paradigm, in particular 

in the context of the objectives for this study. 

Based on our discussion in this chapter thus far, we seek to define a suitable research 

design to meet the research objectives elicited in the literature review chapter. This 

design aims to encompass both the agreed upon best practices found in the prior 

literature as well as accommodate for the particular methodological challenges we have 

described in the previous section. 
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The research design for this study is described in terms of the underlying philosophical 

perspective (section 3.3.1), adopted design science research guidelines (section 3.3.2), 

as well as the adopted research framework (section 3.3.3) and research process 

(section 3.3.4).  

3.3.1. Philosophical Perspective 

We have discussed various positions on the ontology, epistemology and methodology 

for design-oriented research in information systems. Although most of these positions 

share a common inspiration in Simon’s (1996) seminal work, we have described a 

number of differences, in particular in regards to epistemology and methodology. One 

fundamental question in this context was the question of whether ‘truth-less’ design 

research could by itself yield results of theoretical relevance. 

The philosophical position this study adopts is in essence interpretive (Niehaves, 2007). 

We believe design and resulting designs, in particular collaborative and distributed 

software systems are nowadays of such significant complexity that it is difficult to make 

firm ‘truth’ statements about these systems (Stenmark & Lindgren, 2004). This is of 

particular relevance when systems are not only considered from a technical perspective 

but also from a social perspective as required by the first and second objective of our 

study. 

We agree with the view that utility and truth are inseparable (Hevner & Chatterjee, 

2010b) with the reservation that ‘truth’ might ultimately be an elusive construct. We also 

agree that the outcomes of design-oriented research often do not have an intrinsic truth 

value (Gregor & Jones, 2007) and empirical methods can be employed to subsequently 

endow design-oriented studies with such values (Hevner et al., 2004). However, we 

also believe that design-oriented studies yield independent contributions to knowledge.  

In our view, independent design-oriented studies can contribute to the overall body of 

knowledge in three important ways: (1) They elicit and demonstrate ways, in which 

conclusions embedded in existing explanatory theories can be materialized into 

functional and useful artifacts engulfed in the context of current existing technologies. 

(2) They allow the development of new explanatory theories by shaping the very 

realities these theories seek to explain. (3) Though not as direction contribution to the 

body of knowledge, but very much as an enrichment to the same, design-oriented 

studies aid in disseminating theoretical findings by embedding these in usable and 

useful artifacts for practitioners.  

3.3.2. Guidelines 

We have discussed numerous proposed guidelines and requirements for design-

oriented information systems research. We have argued that although there are a 
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number of minor differences between some of the sources, there are numerous 

frequently reoccurring requirements, for instance that the research should be driven by 

clearly identified practical problems. Moreover, while most of the sources we have 

mentioned are frequently cited in the domain of design science research, the guidelines 

proposed by Hevner et al. (2004) enjoy the greatest prominence. For instance, these 

guidelines have been explicitly considered by Lee, Wyner and Pentland (2008) in their 

study of process grammars and Pries-Heje and Baskerville in their development of a 

design theory nexus (Pries-Heje & Baskerville, 2008).  

For this study, we hence summarize and synthesize the discussed guidelines based on 

Hevner et al.’s (2004) proposed guidelines. Table 8 lists the eight synthesized 

guidelines along with the sources, which support the corresponding guideline. 

Guideline Support 

G1: Problem Statement The research should clearly state a problem (Gregg et al., 2001) that is 
practically relevant (Hevner et al., 2004; Iivari, 2007; Nunamaker et al., 1991; 
Peffers et al., 2008). 

G2: Theoretical Contribution The solution itself (Burstein & Gregor, 1999; Hevner et al., 2004; Nunamaker et 
al., 1991; Peffers et al., 2008), the process leading to the solution (Hevner et al., 
2004), or the experiences made during the process (Nunamaker et al., 1991) can 
possibly make a contribution to the body of knowledge in information systems. 

G3: Practical Improvement The solution leads to an improvement of a practical problem (Gregg et al., 2001; 
Nunamaker et al., 1991). 

G4: Clear Objectives The researchers should clearly state objectives for the solution (Peffers et al., 
2008). 

G5: Transparency The process of designing the artifact should be as transparent as possible 
(Hevner et al., 2004; Iivari, 2007; Markus et al., 2002). 

G6: Informed by Prior 
Literature 

The process of designing the artifact should be as rigorous as possible and draw 
from existing reliable knowledge such as theories and prior research 
experiences (Burstein & Gregor, 1999; Hevner et al., 2004; Iivari, 2007; Purao, 
2002). 

G7: Rigorous Evaluation The artifact should be evaluated against the defined objectives (Hevner et al., 
2004; Nunamaker et al., 1991; Peffers et al., 2008). 

G8: Communication The results of the research should be communicated to both academia and 
practice (Hevner et al., 2004; Peffers et al., 2008). 

Table 8 Synthesized guidelines for design-oriented research in information systems 

3.3.3. Framework  

Since our research objectives prescribe the implementation of novel software systems, 

we adopt the design-oriented research methodology with the closest ties to software 

development: the multi-methodological approach proposed by Nunamaker et al. (1991). 

In particular, we adopt Nunamaker et al.’s (1991) research life-cycle for systems 

development, which defines the interdependent phases of theory building, systems 

development, experimentation, and observation. 
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In consideration of the identified methodological challenges, research objectives of this 

study and the current methodological discourse, we adapt the proposed approach by 

Nunamaker et al. (1991) in a number of ways: (1) The phase of dissemination is added 

to the lifecycle with the particular objective of designing artifacts for an industry 

audience. (2) Systems development is to be conducted in an immersive and reflective 

manner. (3) Theory building and observation are integrated in one phase to utilize the 

findings of behavioral research for systems development. (4) The meta-process of 

validation is added to the lifecycle. The revised research lifecycle is given below (Figure 

6).  

 

Figure 6 Research Framework 

In this section, we briefly describe the objectives and activities for each of the phases in 

the described research lifecycle. 

3.3.3.1. Theory Building and Observation 

Nunamaker et al. (1991) define theory building as the phase in which new ideas, 

methods, frameworks and models are developed. The first research objective for this 

study involves the elicitation of assumptions, guidelines and requirements for novel 

software systems; this objective therefore lends itself to be explored in the context of the 

theory building phase. The phase of observation involves conducting case studies, 

surveys and other empirical methods in order to gain a better understanding of the 

research domain and formulate research hypotheses. Nunamaker et al. (1991) suggest 

that the phase of observation is used when there is only limited knowledge available 

about the research domain. 
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We have portrayed that there is often a sparse exchange of ideas between the social 

and technological sciences; few studies provide an in-depth analysis of both abstract 

social issues and technological implementation details. In the particular domain of this 

study, supporting knowledge-oriented organizations with information technology, many 

case studies and surveys have been conducted by prior research. Therefore, it appears 

that a lack of knowledge is not the issue in the domain of this study but rather a lack of 

aggregation and synthesis of fragmented knowledge bases. Consequently, this study 

does not pursue observation as separate activity as suggested in Nunamaker et al.’s 

(1991) model. Instead, observation is tightly linked with the activity of theory building; 

specifically, existing theory functions as the proxy to access the observations gathered 

in previous studies. 

Hence, the objective of the phase theory building and observation in the integrated 

lifecycle adopted for this study is to synthesize and condense the research gained in 

preceding empirical observations to arrive at sound theoretical directions for the design 

and implementation of novel software systems for knowledge-driven organizations. 

Utilizing observations from various independent studies enables a more balanced view 

than coupling a singular empirical study tightly with a design-oriented study. In addition 

to this synthesis of the literature, the phase of theory building and observation for this 

study must further include the consideration of the current technological environment as 

well as existing design knowledge gained in previous design-oriented studies. In 

consequence, not only are the results of traditional empirical research utilized for 

building the theoretical bases for this study, capabilities of existing technologies and 

design theories are consulted as well.  

3.3.3.2. Immersive Systems Development 

Systems development in Nunamaker et al.’s (1991) original model is not constrained to 

the implementation of software systems. It involves the proposal of design concepts, 

elicitation of system architectures, prototyping and transfer of production ready 

technologies to organizations. Notwithstanding this somewhat larger scope, the second 

objective of this study, to develop novel software systems for knowledge-driven 

organizations to address a number of practical problems, overall aligns with the systems 

development phase of Nunamaker et al.’s (1991) original lifecycle. 

This phase of the research lifecycle certainly is the focal point of design activities within 

Nunamaker et al.’s (1991) framework. We have argued that research involving the 

‘creative’ design of novel software artifacts is particularity difficult to predict and plan. 

Moreover, it has been observed that new and innovative software is often developed 

more effectively in less-formal contexts (Booch, 1993; Highsmith, 2009). In 

consequence of this, we do not fully agree with Nunamaker et al.’s (1991) ‘waterfall’ 

style software development process (from framework to architecture to design to 
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implementation to evaluation). This motivates us to adapt Nunamaker et al.’s (1991) 

system development phase slightly for the context of this study. Specifically, rather than 

following a traditional software development process, we pursue a process grounded in 

the two interdependent requirements of immersion and traceability. Since both of these 

requirements are grounded in immersive research approaches such as ethnography, 

we label this phase of our research framework ‘Immersive System Development’. In the 

following, we briefly describe the two adopted requirements in more detail. 

Immersion in the context of information systems research can be achieved by the 

extensive involvement of an individual researcher with a particular research context 

(Myers, 1999). In difference to traditional immersive approaches, the research context 

of this study is not a particular organizational context but the context and focus of this 

study is the design of a novel software system to support knowledge-driven 

organizations. It has been argued that immersive approaches are possible within 

design-oriented research in information systems (Niehaves, 2007). It has also been 

argued that individuals and small teams are more effective in conducting highly 

conceptual work (Brooks, 2010, p. 65) and deliver results of better quality (White, 2004). 

In view of this, this research seeks to be immersive in that all conceptual, design and 

implementation work in this research is to be conducted by one primary researcher. 

This approach differs from many traditional design-science approaches. Within these, 

implementation work is often done by developers within an organization or by “computer 

scientists” (Markus et al., 2002). Such a division of labor, although necessary and 

sensible for many projects, stays in contrast with the idea of immersion, since not any 

one individual would have complete knowledge of all aspects of the involved design.  

Rigorous immersive research needs to be well-documented and reflective (Klein & 

Myers, 1999). In view of this, the phase of immersive system development is required to 

be conducted in a highly traceable manner (Iivari, 2010). To assure traceability, the 

phase of immersive system design in our integrated research lifecycle involves six 

intertwined traceability mechanisms. The traceability mechanisms will be briefly 

described in the following: 

 Design Note Tracking: The process in which conceptual designs such as 

design pattern, algorithms, architectures, user interfaces and application 

interfaces are developed can produce documentation in various manifestations. 

The objective of the traceability mechanism ‘Design Note Tracking’ is to collect 

these various manifestations in order to allow a post-hoc analysis of the 

development process. 

 Source Code Tracking: This research centers on the development of a novel 

software artifact. Thus, the source code describing this artifact embodies the 

various design concepts, architectural decisions and algorithms developed in the 

course of this study. Moreover, the source code of developer artifact represents 
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material evidence of implementability of these concepts (Rapp, 1981). The 

objective of the traceability mechanism ‘Source Code Tracking’ is to capture the 

development of the software artifact by keeping a fine-grained repository of 

source code versions, which allow a post-hoc analysis of the development of the 

software artifact and the overall research process (Ram, 2013). 

 Tracking of Literature Review: As an adaption of Nunamaker et al.’s (1991) 

phase of ‘observation’ this research extracts and synthesizes the rich knowledge 

resulting from existing empirical research. In consequence, the selected sources 

of literature have a great influence on the systems development phase. The 

objective of the traceability mechanism ‘Tracking of Literature Review’ is to 

provide an account of the discovery and usage of literature sources. 

 Tracking of Web Resources: Software designed to be used by IT practitioners 

must adhere to the standards they expect. Most of these standards, however, are 

not found in form of formal reports but distributed among informal sources such 

as blogs, whitepapers and/or vendor web pages. The objective of the traceability 

mechanism ‘Tracking of Web Resources’ is to trace and categorize the web 

resources leveraged in the design and implement process. 

 Tracking of Design Problems and Solutions: The development of any non-

trivial software involves the solution of numerous interconnected problems. The 

traceability mechanism ‘Tracking of Design Problems and Solutions’ has the 

objective to capture the various problems encountered in the design and 

implementation process as well as the solutions found to these problems 

 Descriptive and Reflective Articles: While the previously discussed traceability 

mechanisms provide an account of various aspects of the design process, they 

likely result in a great amount of potentially diverse and difficult to comprehend 

information. The objective of the traceability mechanism ‘Descriptive and 

Reflective Articles’ is to provide integrated and reflective discussions of the 

overall design process. 

The approach to system development pursued within this research framework is 

distinctly different to most software engineering methods. Fundamentally, most software 

engineering methods are centered on finding effective and efficient ways to develop 

systems, which fulfill the requirements of a client or customer; that is, the requirements 

are driven by an actor external to the development process. In the research framework 

adopted for this study, one developer/researcher engages deeply with both the process 

of defining requirements (Theory Building and Observation) as well with the process of 

implementing software solutions to these requirements (Immersive System 

Development). This particular form of software development is well-aligned with the 

objectives of research; new, risky, complex, innovative and theory-driven systems can 

be developed, which would be impossible to explore within the tight constraints common 

in the software industry. 



Methodology 

 

60 

3.3.3.3. Evaluation 

The phase of experimentation in Nunamaker et al.’s (1991) original research lifecycle 

involves field studies as well as laboratory experiments. These are either guided to aid 

the confirmation of explanatory theories or to assess the developed artifacts. As 

described above in the discussion of the phase ‘Theory Building and Observation’, this 

study does not seek to find new explanatory theories. Therefore, we adopt the phase 

‘Evaluation’, which emphasizes the activity of assessing the developed artifacts 

originating from Nunamaker et al.’s (1991) experimentation phase. 

The discourse in the information system discipline on design-oriented research 

succeeding Nunamaker et al.’s (1991) article has provided numerous strategies and 

methods for the evaluation of artifacts. Notably, Hevner et al. (2004) provide a 

comprehensive list of acceptable evaluation methods for design artifacts. Specifically, 

Hevner et al. (2004) list observational, analytical, experimental, testing-based, and 

descriptive evaluation methods (Table 9).  

Method Goals 

Observational Observe use of artifact in business environment 

Analytical Analyze structural qualities and inherent properties of artifact, examine dynamic qualities of 
artifact in use 

Experimental Study artifact in an controlled environment, simulate use cases for the artifact 

Testing Test the external interfaces of the artifact, test internal properties of the artifact 

Descriptive Argue for the artifact’s utility in the context of existing knowledge, demonstrate the artifact’s 
utility in detailed scenarios 

Table 9 Design evaluation methods as proposed by Hevner et. al. (2004) 

The problems that this research seeks to explore are entwined between the complex 

dimensions of business, technology, knowledge and information. In this context, we 

expect that we will be able to develop novel and innovative artifacts to explore new 

avenues for approaching these problems. However, we do not expect that these novel 

and innovative artifacts can be developed within a short timeframe, especially if a 

sufficient maturity and quality for deployment in real-life contexts is expected of these 

artifacts. Hevner et al. (2004) propose that descriptive evaluation methods are well-

suited for situations in which new and innovative solutions are being developed. This 

aligns with Iivari’s (2007) suggestion that novel design artifacts should be sufficiently 

validated in a controlled environment before they are deployed into organizations. In the 

context of this, we focus our evaluation on analytical, experimental, testing-based and 

descriptive methods. 

Specifically, we seek to pursue four intertwined evaluation mechanisms, which contain 

several of the methods proposed by Hevner et al. (2004). Table 10 provides an 

overview of which of Hevner et al.’s (2004) methods each of our evaluation mechanisms 

entails. We further discuss each mechanism in more detail below. 
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Mechanism Observational Analytical Experimental Testing Descriptive 

Benefits Analysis 
     

Unit, Integration, and 
Systems Tests      

Acceptance Tests 
     

Evaluative Application 
Development ( )     

Table 10 Evaluation mechanisms and the evaluation methods they entail 

Benefits Analysis: We have argued before that one of the main goals of our study is to 

translate existing behavioral theory into novel and innovative artifacts. Thus, our design 

is rooted in a rich basis of existing knowledge and we seek to provide an informed 

argument outlining how our design relates to and supports requirements laid out in 

existing theory. Specifically, we seek to define a set of benefits our artifacts can provide 

and match these benefits against the requirements and guidelines we have identified. 

This approach aligns with descriptive methods as defined by Hevner et al. (2004).  

Unit, Integration, and Systems Tests: Given the limited resources for our research 

project, we cannot conduct extensive manual testing of our developed artifacts. In 

consequence, we seek to utilize automated unit, integration and systems tests 

extensively. These tests entail numerous of the methods outlined by Hevner et al. 

(2004): (1) They aid in examining dynamic qualities of the artifact, for instance 

performance and reliability, thus being analytical; (2) they encompass experiments with 

and simulations for the artifact, thus being experimental; (3) they exercise internal and 

external interfaces of the artifact, thus aligning with the Hevner et al.’s (2004) method of 

testing; and (4) they explore scenarios in which the artifact is used, thus being 

descriptive in Hevner et al.’s (2004) definition.  

Acceptance Tests: Acceptance tests are a special category of automatic, semi-

automatic or manual tests, which aim to demonstrate whether or not an artifact as a 

whole meets the functional and non-functional requirements set forth for it (Adzic, 

2011). We seek to provide such test cases to demonstrate that the artifact provides 

features and benefits as they are claimed. These tests entail experimental, testing and 

descriptive elements as outlined for the other testing types discussed above. However, 

the descriptive angle is more accentuated for acceptance tests, since they explore 

scenarios, which are closely aligned with real-world use cases for the artifacts. 

Evaluative Application Development: While the various testing types discussed above 

include the examination of artifacts in various usage scenarios, these scenarios might 

be limited in scope; specifically if the tests are automated and therewith explore artifact 

functionality within a well-defined path. Thus, to complement these mostly automated 
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examinations, we seek to conduct small explanatory case studies, which explore 

possible real-world usage scenarios for the developed artifacts. These case studies do 

not seek to be behavioral case studies as suggested by Hevner et al. (2004); that is, 

case studies conducted in an organizational context based on established social 

science methods. Their emphasis lies therefore not in what Hevner et al. (2004) 

describe as observational method. Rather, they align with the experimental, testing and 

descriptive methods: (1) they align with the experimental method, since they are small 

trials of artifact usage which can be conducted in a controlled environment; (2) they can 

be understood as a form of ‘black box’ testing thus aligning with testing as defined by 

Hevner et al. (2004); and (3) they explore complex scenarios in which the artifact is 

examined, thus aligning with the descriptive method.  

While design science originates in the engineering disciplines, and this research 

expansively adopts philosophical underpinnings and methods from these disciplines, we 

have argued above that our understanding of knowledge is in essence interpretive. This 

is an essential factor in the evaluation of our artifact; since within a positivist 

perspective, it could be argued objectively whether one artifact is better than another; 

from an interpretive perspective, however, such claims cannot easily be made. This is of 

particular importance for evaluating software solutions. Since, although software is 

usually defined with great precisions on a detailed level (as a set of source code files 

and associated resources), the measurement of properties and qualities of software 

systems as a whole is known to be an intricate issue (Fenton & Neil, 1999). 

3.3.3.4. Dissemination 

The phase ‘Systems Development’ in Nunamaker et al.’s (1991) original research 

lifecycle involves the potential transfer of the developed systems to organizations, which 

can use these systems. The third objective of this study in particular requires the 

dissemination of systems to practitioners. Later discussions of design-oriented research 

also emphasize the communication and dissemination of research results in practical 

and academic contexts. Notably, Peffers et al. (2008) define communication as a 

distinct step in their design science research methodology. In view of these factors, the 

integrated research lifecycle used for this study adopts a distinct phase for activities 

concerned with the dissemination of research results.  

The avenues for disseminating research results to the academic community are well-

established; these are primarily presentations, conference articles and journal articles. 

These avenues can be utilized to disseminate holistic and/or theoretical reflections 

originating from the context of a design-based study. There are also numerous possible 

ways of communicating research results to practitioners; for instance in form of design 

artifacts, field studies, and/or publications in journals targeted at practical audiences. 

However, although there are doubtlessly many ways to bring research results to 
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practitioners, these are exercised not as often and not as successfully as the 

dissemination to scholarly audiences. 

Hevner et al. (2004) provide a number of requirements for the successful 

communication and dissemination of design-oriented research results to practitioners:  

(1) Practitioners need to be enabled to implement and customize the developed artifact 

in organizational contexts.  (2) Practitioners need to be able to understand the way the 

artifact was build and how it was tested. (3) Managers need to be able to understand 

the costs and benefits of implementing the artifact in their organization. 

Basically, to meet these requirements proposed by Hevner et al. (2004), two classes of 

outcomes need to be disseminated to practitioners: (1) the resulting artifacts and (2) 

descriptions, justifications and evaluations of the resulting artifacts. Apart from the 

requirements by Hevner et al. (2004), there is little practical guidance on how design 

artifacts can be disseminated effectively into practical contexts. This is reflected in the 

third methodological challenge we have identified earlier; that it is often difficult to 

present useful and understandable results both for academic and industry audiences. 

To meet this challenge, this research adopts three intertwined mechanisms to aid the 

dissemination of research results: simplicity, generalizability and adoptability.  

Simplicity: The key research outcomes of this study, which are to be disseminated to 

practitioners, are novel software systems to aid knowledge-driven organizations. 

Simplicity of software systems can be achieved on the levels of functional simplicity 

(provide the minimal features required to meet requirements), structural simplicity 

(effective architecture) and code simplicity (provide standards-driven and 

understandable code) (Pressman, 2009). Since the result of design-based studies need 

to be communicated both to academic and industry audiences, simplicity on these 

various levels in the designed artifacts can be of potential aid in the communication of 

these artifacts. Since, the more complex an artifact would be, the more difficult it 

becomes to explain its purpose, function, and evaluation to academic, technical and 

managerial audiences. For instance, a reduction in code complexity has been shown to 

enhance understandability of code written by a third party (Curtis, Sheppard, Milliman, 

Borst et al., 1979). 

Generalizability: While simplicity aids in the understandability of design artifacts and 

therewith its communication to various audiences, generalizability of design artifacts, in 

particular software systems, has the potential to widen the possible use cases, for which 

these artifacts can be deployed. Generalizability is often discussed as a requirement for 

the theoretical outcomes of information systems research (Lee & Baskerville, 2003). 

Generalizability of theoretical outcomes is portrayed as a desirable property of such 

research outcomes since “[t]he particular organization where a practitioner wishes to 

apply an academically developed theory is likely not to be the same setting where the 
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academic researcher collected her data when developing and testing her theory” (Lee & 

Baskerville, 2003, p. 237). Since it is likewise difficult to anticipate the particular context, 

in which a design artifact is applied, making such artifacts more generalizable and 

therewith more suitable for a wider range of potential deployment contexts is a further 

mechanism to aid in the dissemination of design-driven research outcomes. To arrive at 

generalizable rather than specific solutions has further been argued to be a core 

requirement for any design-oriented research, distinguishing research-oriented design 

from other more ‘routine’ design activities (Alturki, Bandara & Gable, 2012).    

Adoptability: Both simplicity and generalizability improve the likelihood that design-

driven research outcomes can be adopted in practical contexts. The third mechanism, 

adoptability, therefore is supported by the two proceeding mechanisms. However, apart 

from seeking simplicity and generalizability, other measures can be employed to directly 

aid the adoptability of design artifacts. For instance, if it is made easy for practitioners to 

obtain and install provided software artifacts and bring them to use with a minimal 

amount of configuration, the likelihood of adoption is increased. 

It should be noted that many factors determine the adoption of technologies in 

organizations. In particular, innovative technological solutions often are not adopted by 

organizations for the sole reason of their novelty (Collins, Hevner & Linger, 2011). 

Therefore, it lies outside the reach of a single study to ascertain the adoption of newly 

developed solutions. As a compromise, a study could focus on building more traditional 

systems, which are closely aligned with tactical or operational requirements of a 

particular organization. However, such an approach can be seen as running contrary to 

the very purpose of pursuing research-based software implementations in contrast to 

industry-led initiatives for reasons of generalizability discussed above.  

In any case, whether it can be ascertained that a new and novel approach is adopted or 

not, this research aims to present and package the developed artifacts in a form that 

makes it easy for organizations to adopt the newly developed technology.  

3.3.3.5. Validation 

Validity within most paradigms of research is based on a number of combined factors. 

For instance, the validity of results of most statistical methods depends on the correct 

specification of a research problem, an adequate research design (sample size, 

treatments) and the fulfillment of various assumptions such as independence and 

normality (Hair, Black, Babin & Anderson, 2009). Qualitative research, likewise, 

achieves validity not by any singular measure but through a combination of measures 

such as contextualization and dialogic reasoning within an integrated research 

framework (Klein & Myers, 1999). 
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An important framework for design-oriented research is given in the discussed 

guidelines by Hevner et al. (2004), which have been adapted as eight guidelines for this 

study. Adherence to these guidelines throughout all phases of the integrated research 

lifecycle aids the results from the individual phases to yield valid research outcomes. In 

addition, we have discussed various approaches and mechanisms within the other 

phases, which can support this research in obtaining relevant and theoretically valid 

results (see Figure 7): 

 The phase of theory building and evaluation is rooted in prior literature, existing 

technologies and existing design theories. These foundations are, motivated by a 

sparse adoption of social research for the development of technological 

solutions, condensed into assumptions and guidelines for novel software 

artifacts. 

 In the phase of immersive systems development, the development of software 

artifacts is conducted in an immersive and traceable manner to counter the 

inherent unpredictability of software design and implement processes. 

 In the phase of evaluation, the developed software systems are evaluated by a 

combination of analytical, experimental, affirmative, and descriptive evaluation 

methods. 

 Finally, in the phase of dissemination, developed concepts and technologies are 

communicated and distributed to both practitioner and academic audiences. 

While each of these mechanisms by itself contributes to the overall research validity, 

they cannot be considered in complete isolation from the other mechanisms. In broad 

terms, the elicitation of theories drives the implementation of software, which is then 

evaluated and disseminated. The overall coherence and interlinkages between these 

steps and validation mechanisms conducted for these steps is thus another important 

factor for establishing research validity.  

Consequently, validation can only be understood as a meta-process involving and 

amalgamating the activities and results from the various primary phases of the lifecycle. 

This conceptualization of validity in the process of design-oriented research is reflected 

in Purao’s (2002) discussion of design science research. Purao (2002) describes 

design-oriented research as an iterative hermeneutic cycle. In this cycle, validity is 

derived from the integrated and aligned pursuit of various research activities. 

This understanding of validity is distinctly different to many traditional approaches of 

validity in design-centric studies. Traditionally, validity is often understood as being 

derived from the evaluation of the results of the research. In the presented framework, 

validity derives not only on the evaluation of the results of the research but also on the 

nature and quality of the process in which these results have been obtained. This is in 
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alignment with other methodologies aligned with interpretative research (Niehaves, 

2007).   

 

Figure 7 Elements of validation 

3.3.4. Process 

We have argued that rigor is difficult to achieve in the unpredictable search process of 

design. The design and implementation of software systems in particular is difficult to 

capture within a formal process. The research design outlined in the preceding sections 

is centered on the design of a novel software system. Consequently, we expect that this 

research cannot be conducted in a ‘waterfall’ style process, in which one step is 

incrementally followed by another. Unfortunately, many of the proposed processes for 

design-science research are defined in a more or less sequential manner (Nunamaker 

et al., 1991; Peffers et al., 2008). 

While the process of design is very rich, erratic and holistic, in that requirements 

gathering, implementation and evaluation are heavily intertwined, some fundamental 

constraints of systems development suggest arranging research activities according to 

the often deliberated sequence of defining requirements, implementing the system, 

evaluating system and deploying system. For this study, we adopt this sequence to 

order the four phases of the integrated research lifecycle discussed in the previous 

section. The resulting ‘idealized’ research process for this study is given in the figure 

below (Figure 8). 
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Figure 8 Idealized research process 

    

Research Phase Chapter Objective 

(1) Theory Building 
and Observation 

4 Design: Assumptions and 
Guidelines 
 

Objective 1: Synthesize and define assumptions 
and guidelines for software systems to support 
knowledge-driven organizations in alignment with 
identified issues.  

(2) Immersive 
Systems 
Development 

6 Design: Conceptual 
Foundations, Architecture and 
Implementation 

Objective 2: Design, implement and evaluate 
software systems and frameworks in accordance 
with the identified guidelines, which help to 
improve the identified practical problems. 

(3) Evaluation 5 Design: Demonstration 
7 Design: Evaluation 
 

Objective 2: Design, implement and evaluate 
software systems and frameworks in accordance 
with the identified guidelines, which help to 
improve the identified practical problems. 

(4) Dissemination 8 Design: Dissemination Objective 3: Disseminate implemented software 
frameworks and systems in usable, generalizable 
and understandable embodiments. 

Table 11 Research phases, chapters and research objectives  

The discussion in the following chapters of this thesis will be based on the idealized 

sequence outlined in Figure 8 (see Table 11). Thus, our discussion in the following 

chapters will describe the design process in an organized and logical sequence; this is 

done in the spirit of Parnas and Clements (1986), who argue for a succinct and 

understandable description of design processes. However, we would like to note that 

our actual design work did not follow this logical sequence but instead consisted of 

innumerable iterations involving all or most of the phases of the outlined research 

process. 
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4 Design: Assumptions and Guidelines  
Information technology has been employed with tremendous success to support various 

organizational activities. However, few aspects of the modern organization have been 

proven as difficult to support with IT as the ‘management’ of organizational knowledge. 

While numerous perspectives have been proposed to untangle the complex relationship 

between organizations, knowledge and technology, few frameworks provide a holistic 

understanding linking issues of strategy, process, people and technology in the context 

of organizational knowledge. 

In pursuit of the first objective of this study, ‘synthesize and define assumptions and 

guidelines for software systems to support knowledge-driven organizations in alignment 

with the identified issues’, we seek to develop such a holistic understanding in the 

context of the issues discussed in the literature review chapter. Specifically, we seek to 

elicit a framework with the following components: 

 Since we have outlined numerous problems and more fundamental 

discordances of importance for utilizing IT systems for knowledge-driven 

organizations, we elicit a number of theoretically grounded assumptions how 

these problems and discordances could be addressed effectively. 

 Based on the elicited assumptions as well as on the capabilities of existing IT 

systems and frameworks, we define guidelines for the design and 

implementation of systems for knowledge-driven organizations, which align with 

the elicited assumptions.  

Assumptions and guidelines are frequently bundled in so called ‘design theories’ 

(Gregor & Jones, 2007; Walls et al., 1992). While the outcomes of our discussion in this 

chapter in their appearance closely resemble such theories, we do not work in the 

research frameworks defined for such design theories. The research framework applied 

for this study has been outlined in the previous chapter. 

In the following, we first discuss assumptions, which can help to resolve the identified 

discordances faced by knowledge-driven organizations. We then translate these 

assumptions into guidelines for novel and innovative IT systems to support knowledge-

driven organizations. Table 12 provides an overview of all assumptions and guidelines 

elicited in the following sections. 
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Issue Assumption IT Inhibitor Design Guideline 

Discordant Nature 
of Knowledge and 
Information 
 

Organizations can manage their 
knowledge-based capabilities more 
effectively if information processed by IT 
systems is endowed with contextual 
linkages. 

Weak support for linking data entities No data is an island: Enable composition of 
contextual linkages between heterogeneous 
systems. 
 

Discordant Nature 
of Organizational 
Routines and 
Information 
Systems 

Organizations can act more mindfully if 
their IT systems provide flexible and 
adaptable information structures as well 
as exhibit situational flexibility in using 
these structures. 

Weak support for integration of 
structured and unstructured data  

Order and chaos: Establish sustainable 
organizations of information while at the 
same time allowing emerging and ad-hoc 
modifications to be made to this information 
base. 
 

Discordant IT 
Standards Across 
Organizations 

Clusters of connected organizations are 
more innovative if their IT systems are 
loosely coupled. 

Weak support for linking and sharing data 
across system boundaries 
 

Fluid Integration: Provide customizable, 
simple and modular systems to connect and 
share information across system boundaries. 

Discordance of 
Intended and 
Actual Use of 
Advanced IT Tools 

Knowledge workers deliver better 
performances if IT tools are both 
adaptable to individual requirements and 
enable organizations to enforce a number 
of clearly defined constraints. 

Weak support for building small, context-
specific applications for emergent user 
requirements 

Rapid Adaptation: Provide an infrastructure 
for organizations to develop, deploy and 
adapt context-specific applications for 
knowledge workers easily and quickly.  

Table 12 Overview of assumptions, inhibitors and guidelines 
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4.1. Focus and Objectives 

A design-oriented endeavor is fundamentally affected by what the designer believes to 

be appropriate responses to the identified problems. Ideally, these beliefs should be 

grounded in an empirically confirmed argument (MacLean, Young & Moran, 1989). 

However, while some problems lend themselves to be explored using quantitative 

measures, problems like those observed in the literature review of this study cannot 

often be captured in quantifiable experiments; the phenomenon of ‘knowledge’ itself is, 

as discussed, decidedly non-explicit and is difficult (or impossible, depending on 

philosophical perspective) to formalize. 

Nonetheless, in our elicitation of assumptions about effective IT mechanisms for 

knowledge-driven organizations, we draw from the results of empirical studies 

(qualitative and quantitative) in order to ground these assumptions in confirmed 

theoretical knowledge. In particular, we draw from the following sources: 

 The concepts, theories and arguments drawn upon in discussing the key 

competencies of knowledge-driven organizations. 

 The observations and arguments portrayed in discussing the IT-related problems 

encountered in realizing said key competencies. 

 The arguments portrayed in discussing the research issues related to the 

identified IT-related problems. 

 The elicited key competencies, IT-related problems and issues themselves. 

 Further empirical (qualitative/quantitative) and conceptual studies of relevance in 

the frame of identified research issues.    

Apart from the sources listed above, we further draw from the results of design-oriented 

studies to propose general guidelines for the design of IT systems for knowledge-driven 

organizations, which correspond to the elicited assumptions. At the end of each section, 

we list the key sources from the literature utilized to support the elicited assumptions 

and guidelines (Table 13, Table 14, Table 15, and Table 16). 

4.2. No Data is an Island 

The first issue identified in the literature review describes that there are fundamental 

epistemological differences between knowledge and information: while knowledge is 

rich, contextual and fluid, information is simplistic and precise. In order to build an IT 

system to support a knowledge-driven organization, one crucial question must be 

answered in view of this discrepancy between knowledge and information: Can 

information be utilized to approximate the rich knowledge capabilities of a contemporary 

organization? 
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Knowledge is often portrayed as context-dependent (Alavi & Leidner, 2001; Davenport 

& Prusak, 1998; Thompson & Walsham, 2004).  Thompson and Walsham (2004), for 

instance, emphasize the importance of context for the application of knowledge. They 

speak of five different contextual components - embrained, embodied, encultured, 

embedded, and encoded. These components are based on a set of knowledge types 

proposed by Blackler (1995), which we have discussed earlier. Since only one of these 

components (encoded) can be represented using information technology, difficulties can 

be expected in attempting to ‘capture’ the other contextual components using IT 

systems (Thompson & Walsham, 2004).  

Other studies portray knowledge as relational (and consequently more tangible) than 

Thompson and Walsham’s (2004) contextual components (Cross & Sproull, 2004). 

Specifically, social networks are often highlighted in this regard (Agterberg, van den 

Hooff, Huysman & Soekijad, 2010). It has been observed in many studies that the 

structure of personal relationships affects the ability of organizations to leverage their 

knowledge-based capabilities. And, while information technology cannot represent the 

complexities of human social networks per se, it has been observed that the effects of 

such networks are mediated by information technology mechanisms (Centola, 2010). 

The representation of social networks with information technology is one example of 

how IT systems can approximate rich knowledge-based capabilities. While this example 

does not show that the systems would ‘store’ knowledge and make it available to the 

organization through automated means, it does illustrate that IT could be used to 

represents parts of the rich context in which knowledge exists (Langefors, 1980). For 

instance, Kwan and Balasubramanian (2003) have conducted one design-oriented 

study, in which they were involved in the implementation of a system, which decidedly 

aimed to capture aspects of the relevant ‘context’ for a class of knowledge-intensive 

tasks. 

One particular way to explore the precise nature of this context could again be a 

relational understanding. Indeed, many complex and rich phenomena can be 

understood better by investigating relationships between the components it is made of 

(Cilliers, 1998). While in dealings with ‘knowledge’ this task is significantly complicated 

by the difficulties in identifying the involved components (embrained, embodied, 

embedded, encultured, encoded), IT at least, as illustrated for social networks, can be 

used to represent the connections between some approximations of the involved 

components. 

Thus, we adopt as first guiding assumption for the design of systems for knowledge-

driven organizations the following: 
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Assumption 1: Organizations can manage their knowledge-based capabilities more 

effectively if information processed by IT systems is endowed with contextual linkages.  

There are various IT-related problems for realizing the competencies of knowledge-

driven organizations, which are of relevance in the context of this assumption. One key 

observation from our discussions in the literature review is that it is often difficult for 

organizations to link information stored in various internal and external systems (Joo & 

Lee, 2009). Thus we identify a key inhibitor in the context of assumption 1 as follows: 

IT Inhibitor 1: Weak support for linking data entities. 

Given this first assumption and inhibitor, a corresponding guideline for the design of 

systems for knowledge-driven organizations should require systems to work with and 

manage interconnected information. In this regard, it has been observed that 

information technology is more effective in representing complex contexts, if it supports 

a variety of formats and media types (Dumais, Cutrell, Cadiz, Jancke et al., 2003). 

Hence, we propose the following guideline: 

Guideline 1: No data is an island: Enable composition of contextual linkages between 

heterogeneous data entities. 

Source Type 

‘Review: Knowledge Management and Knowledge Management Systems: Conceptual 
Foundations and Research Issues’ (Alavi & Leidner, 2001) 

Lit. Review of 
Empirical Studies 

‘Placing Knowledge Management in Context’ (Thompson & Walsham, 2004) Empirical 

‘More Than an Answer: Information Relationships for Actionable Knowledge’ (Cross & 
Sproull, 2004) 

Empirical 

‘Keeping the Wheels Turning: The Dynamics of Managing Networks of Practice’ (Agterberg 
et al., 2010) 

Empirical 

‘The Spread of Behavior in an Online Social Network Experiment’ (Centola, 2010) Empirical 

‘KnowledgeScope: managing knowledge in context’ (Kwan & Balasubramanian, 2003) Design/Empirical 

‘Stuff I’ve seen: a system for personal information retrieval and re-use’ (Dumais et al., 
2003) 

Design/Empirical 

Table 13 Key sources for first assumption and guideline 

4.3. Order and Chaos 

The second issue identified in the literature review describes that there is a discrepancy 

between the nature of organizational routines and information technology; while 

organizational routines are inherently fluid and emergent, information technology is 

often inflexible and restrictive. A fundamental question in this context is, of course, 
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whether it would be advisable to make organizational routines more predictable and 

controllable or whether information technology could be made more flexible and less 

restrictive. 

In the literature review, we have discussed various perspectives on organizational 

‘mindfulness’ as the ability of organizations to react to changes in the environment with 

sensible collective actions (Weick & Roberts, 1993). These actions both shape and are 

shaped by the fluid structure of organizational routines (Feldman & Pentland, 2003). 

Situational flexibility and imposed formal structure have been argued to be equally 

important components of the truly mindful organization. Levinthal and Rerup (2006) 

argue that organizations constantly process the information obtained from the 

environment and ‘encode’ this information into better routines and structures. Weick and 

Sutcliffe (2006) expand on this proposal by conceptualizing practices and mindfulness 

as a continuum. They argue that organizations do not need to ‘consciously’ encode 

information in order to react with sensible actions. They reason that often no ‘conscious’ 

encoding of information is conducted but that organizations react ‘instinctively’. In order 

to achieve true mindfulness organizations should focus on improving and enabling 

these ‘instinctive’ reactions rather than building on formal, explicit and rule-based 

evaluations of information. 

In consequence, it does not appear to be advisable to require organizations to impose a 

higher degree of formality on their operations in order to make better use of their IT 

systems. However, despite the high situational flexibility required for mindful actions, 

structures and rules remain important for organizational routines (Orlikowski, 2002). IT 

systems have effectively been used in many cases to provide these rules and 

structures; however, it must be assured that IT systems are flexible enough to allow the 

rapid revision, extension and/or reinvention of the routines they are meant to support 

(Ciborra, 2004). 

Hence, we adopt the following second assumption for the design of IT systems for 

knowledge-driven organizations: 

Assumption 2: Organizations can act more mindfully if their IT systems provide flexible 

and adaptable information structures as well as exhibit situational flexibility in using 

these structures. 

A number of IT problems we have discussed for the realization of key competencies for 

knowledge-driven organizations are of importance in the context of this assumption; 

chiefly, that most organizational information systems impose a rigid structure on data 

and the processes they support (Kwan & Balasubramanian, 2003; Markus et al., 2002; 

Pollock et al., 2007; Scott & Wagner, 2003; van Zolingen et al., 2001). Hence, we 

identify the following key inhibitor in the context of assumption 2:    



Design: Assumptions and Guidelines 

 

74 

IT Inhibitor 2: Weak support for integration of structured and unstructured data and 

processes. 

A design guideline corresponding with this second assumption and inhibitor should thus 

prescribe that these systems allow for both structure and flexibility of information 

processed by these systems. Markus, Majchrzak and Gasser (2002), in their design-

oriented study to build a system to support unstructured and knowledge-intensive 

processes, propose a similar guideline by requiring systems to support a “complex, 

distributed, and evolving knowledge-base”. In adaption of this guideline, we define the 

following guideline for the design of systems for knowledge-driven organizations: 

Guideline 2: Order and chaos: Establish sustainable organizations of information while 

at the same time allowing emerging and ad-hoc modifications to be made to this 

information base. 

Source Type 

‘Collective Mind in Organizations: Heedful Interrelating on Flight Decks’ (Weick & Roberts, 
1993) 

Empirical 

‘Reconceptualizing Organizational Routines as a Source of Flexibility and Change’ (Feldman 
& Pentland, 2003) 

Conceptual 

‘Crossing an Apparent Chasm: Bridging Mindful and Less-Mindful Perspectives on 
Organizational Learning’ (Levinthal & Rerup, 2006) 

Conceptual 

‘Mindfulness and the Quality of Organizational Attention’ (Weick & Sutcliffe, 2006) Conceptual 

‘Knowing in Practice: Enacting a Collective Capability in Distributed Organizing’ (Orlikowski, 
2002) 

Empirical 

‘A Design Theory for Systems that Support Emergent Knowledge Processes’ (Markus et al., 
2002) 

Design/Empirical 

Table 14 Key sources for second assumption and guideline 

4.4. Fluid Integration  

The third key problem we have described centers on the observation that organizations 

are often hindered in orchestrating their partners in complex inter-organizational 

networks by incompatible information systems. We have argued that this heterogeneity 

of systems must not always be detrimental, since heterogeneity and non-perfect 

communication often lead to more innovative and sustainable systems (Lazer & 

Friedman, 2007). However, the question remains, whether and how information 

systems could be utilized to aid organizations in collaborating with their partners, 

without compromising innovativeness and resulting in unwanted standardization. 

There have been numerous studies, which have presented examples of successful 

employment of IT mechanisms to help groups of organizations collaborate and 
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innovate. Boland, Lyytinen and Yoo (2007), for instance, have observed that the 

introduction of sophisticated three dimensional models could help partners in complex 

building projects to be more innovative. Specifically, these IT-driven models served as 

the platform for the exchange of ideas between previously isolated communities of 

practice. However, it has also been found that such integrated platforms do not always 

lead to desirable outcomes for organizations (Edelman, Bresnen, Newell, Scarbrough et 

al., 2004). 

In consequence, we adopt as assumption for the design of systems to support 

knowledge-driven organizations, that a moderate amount of integration between 

organizations or ‘loose coupling’ (Weick, 1976) is more effective in enabling innovation 

for groups of organizations than tight integration. 

Assumption 3: Clusters of connected organizations are more innovative if their IT 

systems facilitate loose coupling between these organizations. 

Current systems tend to address the problem of inter-organizational collaboration 

mainly from the angle of services and processes (Erl, 2005). Since guideline 1 focuses 

not on building connections between processes and services but on building 

connections between information (whose closest materialization in the context of 

organizational information systems is data), such integration and collaboration is 

insufficient for our purposes. Hence, we identify the following IT inhibitor in the context 

of assumption 3: 

IT Inhibitor 3: Weak support for linking and sharing data across system boundaries. 

In order to build IT systems that connect multiple organizations the involved 

organizations are required to agree on a set of common standards. Such standards 

have been found to be most effective, when they allow organizations to customize these 

standards to their organization-specific requirements (Pollock et al., 2007; Sia & Soh, 

2007). Moreover, it has been suggested that IT systems are more likely to be adopted 

across heterogeneous organizations, if they are comparably simple and highly modular 

(Hanseth & Lyytinen, 2010). In consequence, we propose the following guideline for the 

design and implementation of information systems for knowledge-driven organizations: 

Guideline 3: Fluid Integration: Provide customizable, simple and modular systems to 

connect and exchange information across organizations.  
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Source Type 

‘The Network Structure of Exploration and Exploitation’ (Lazer & Friedman, 2007) Conceptual 

‘Wakes of Innovation in Project Networks: The Case of Digital 3-D Representations in 
Architecture, Engineering, and Construction’ (Boland et al., 2007) 

Empirical 

‘The Benefits and Pitfalls of Social Capital: Empirical Evidence from Two Organizations in 
the United Kingdom’ (Edelman et al., 2004) 

Empirical 

‘Global Software and its Provenance’ (Pollock et al., 2007) Empirical 

‘Design theory for dynamic complexity in information infrastructures: the case of building 
internet’ (Hanseth & Lyytinen, 2010) 

Design/Conceptual 

Table 15 Key sources for third assumption and guideline 

4.5. Rapid Adaptation 

The fourth key problem we have identified in the literature review centers on the 

observation that sophisticated IT tools often remain underutilized or are used in 

unintended ways. This has been argued to be an important factor preventing 

organizations from effectively managing empowered and highly skilled knowledge 

workers. However, we have also noted that the use of IT tools ‘as the situation requires’ 

can likewise be to the benefit of organizations in many situations. Hence, an interesting 

question for the design and implementation of IT systems is whether and how these 

systems can be designed so that they inspire better knowledge worker performances. 

There are numerous observations that suggest the well-being of workers positively 

affects their performance in knowledge-intensive tasks, for instance for tasks which 

require creativity (Amabile et al., 2005). Other studies have observed that autonomy 

positively affects productivity in knowledge-intensive tasks (Cheney, 1984). One 

important pattern in many studies of knowledge-intensive work is that organizations are 

often unable to prescribe or enforce specific performance levels for this type of work. 

Instead, organizations are required to provide a rich and encouraging environment for 

knowledge workers (Amabile et al., 2004). This, however, leaves knowledge workers in 

a position of significant power (Newell et al., 2009, p. 55). 

A power, which can, for instance, be employed by the workers to resist using new 

technologies introduced by the organization. However, if every worker is enabled to use 

information technology as they see fit, it becomes difficult to assure common standards 

for the use and function of these systems. Without such common standards, it becomes 

very difficult to integrate the processes and data within the IT systems of an 

organization (Hasselbring, 2000). 

In consequence, we adopt as the fourth assumption for effective IT systems for 

knowledge-driven organizations that IT-based tools deployed to knowledge workers 
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must enable these workers both to configure these systems independently and to 

enforce a number of crucial constraints. 

Assumption 4: Knowledge workers deliver better performances if IT tools are both 

adaptable to individual requirements and enable organizations to enforce a number of 

clearly defined constraints.  

We have discussed numerous problems in the literature review, which prevent 

empowered knowledge workers from utilizing information technology to its fullest 

potential; for instance, that organizational systems often make it difficult to file and 

access complex organizational information (Krishnan & Jones, 2005) or that it is difficult 

to make effective use of the information that is already available (Ducheneaut & Bellotti, 

2001). One key factor preventing users from shaping data and data structures in 

existing organizational systems is the complexity of these systems; in particular the 

complexity of data and the application logic employed to work with the data. For 

instance, development work within ERP Systems is known to be both risk-prone and 

expensive (Goel, Kiran & Garg, 2012; Scott & Vessey, 2002); even small changes to an 

ERP system or to the data structures that the system works with require a high degree 

of professional expertise and resources. This prevents the development of small, 

customized applications for the many emergent and complex tasks involved in modern 

knowledge work (Sapir, 2009). We hence identify the following key inhibitor for the 

realization of our fourth guideline. 

Inhibitor 4: Weak support for building small, context-specific applications for emergent 

user requirements. 

We have outlined above in the literature review that IT tools often do not accommodate 

to the specific situational requirements of end users (Barreau, 2008; Henderson, 2005). 

As a result, users do not use the systems in the way they are intended. This is a 

problem that is difficult to alleviate; since organizational information technology is 

intrinsically complex and end users thus cannot easily build sound technological 

solutions to the problems they face (Sage, 1991; Schenk, Vitalari & Davis, 1998; 

Sprague, 1980). Nonetheless, if a software system allows developing and deploying 

small and context-specific applications for complex knowledge-intensive tasks quickly 

and easily, the organization is in a better position to forge tools which meet the 

requirements of both users and the organizations; such tools, consequently, would be 

more likely to be used in a way favorable to the organization. We therefore propose as 

the fourth guideline for the design of systems for knowledge-oriented organizations the 

following: 
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Guideline 4: Rapid Adaptation: Provide an infrastructure for organizations to develop, 

deploy and adapt context-specific applications for knowledge workers easily and 

quickly. 

Source Type 

‘Affect and Creativity at Work’ (Amabile et al., 2005) Empirical 

‘Leader behaviors and the work environment for creativity: Perceived leader support’ 
(Amabile et al., 2004) 

Empirical 

‘Effects of individual characteristics, organizational factors and task characteristics on 
computer programmer productivity and job satisfaction’ (Cheney, 1984) 

Empirical 

‘The persistence of behavior and form in the organization of personal information’ 
(Barreau, 2008) 

Empirical 

‘Genre, task, topic and time: facets of personal digital document management’ 
(Henderson, 2005) 

Empirical 

‘Differences between Novice and Expert Systems Analysts: What Do We Know and What 
Do We Do?’ (Schenk et al., 1998) 

Empirical 

Table 16 Key sources for fourth assumption and guideline 

4.6. Discussion and Conclusion 

In this chapter, we have elicited a number of assumptions and guidelines for the design 

of effective information systems to support knowledge-driven organizations. We have 

grounded these assumptions and guidelines on the discussions of chapter 2 ‘Literature 

Review’ as well as on a number of additional literature sources. Chiefly, the 

assumptions and guidelines provide guidance on how the four fundamental 

discordances, which we have discussed in the literature review, can be considered in 

the design of information systems. 

We have outlined in the Methodology chapter that we do not seek to establish 

requirements for our study by empirical means since, as we have argued, such 

requirements would be deeply embedded in the context of the empirical study from 

which they originate. Instead, we draw from a wide range of studies and synthesize their 

findings into general assumptions and guidelines. These assumptions and guidelines, 

rather than laying out how a particular problem can be solved, provide an abstract 

framework for thinking about, understanding and designing IT-based systems for 

knowledge-driven organizations.  

This aligns with our goal to develop a generic and generalizable software platform 

rather than an application to solve a context-specific problem. Thus, we utilize the 

identified assumptions and guidelines for the development of a novel software platform 

to support knowledge-driven organizations. We discuss this software platform in the 

following chapters.  



Design: Demonstration 

 

79 

5 Design: Demonstration 
In the previous chapter, we have identified assumptions and guidelines for the 

development of systems to support knowledge-driven organizations. In alignment with 

our adopted research methodology and these identified guidelines, we have designed 

and implemented a software system. Specifically, we have implemented an integrated 

software platform to support knowledge-driven organizations, named ‘Appjangle’. 

‘Appjangle’ has been purposefully named to describe its motivation and capabilities. 

Specifically, we compose the name from the words ‘app’ and ‘jangle’. In contemporary 

jargon, the word ‘app’ is often used to denote small and easily accessible applications. 

According to our discussions in the previous chapter, such applications are well-suited 

to support knowledge workers in their erratic and unpredictable work. The second word, 

‘jangle’, is rooted in the verb ‘to jangle’ describing the activity of ‘making or causing a 

discordant sound’. This aligns well with the concept of organizational discordances 

extensively discussed in the Literature Review chapter. Apart from these 

considerations, the domain name appjangle.com was handily available for registration. 

The Appjangle platform is a platform that supports the development and deployment of 

software applications in alignment with the assumptions and guidelines we have 

identified. Specifically, it enables knowledge-driven organizations to build a portfolio of 

small, interconnected applications. These applications can draw on a number of unique 

foundations entailed within the Appjangle platform: (1) a simple and flexible data model, 

the hyperdata model, (2) patterns to describe information within this model, and (3) a 

rich programming interface, the Nextweb API, to interact with data arranged in 

accordance with the hyperdata model.  

In this chapter, we gradually introduce and demonstrate these foundations as well as 

the various features of the Appjangle platform. Specifically, we describe the 

development of a simple application, The Wall of the Wise, in ten interactive 

demonstrations (Figure 9). For each demonstration, we provide a brief summary of the 

demonstration itself, a brief description of the implementation as well as an overview of 

how the demonstration could be implemented using approaches and technologies other 

than the Appjangle platform. Interactive versions of all demonstrations can be easily 

accessed under the following URL:  

   http://appjangle.com/showcase 

We conclude this chapter with a discussion of the benefits provided by the Appjangle 

platform for applications implemented using the building blocks provided by the 



Design: Demonstration 

 

80 

platform. This discussion is part of the evaluation mechanism ‘benefits analysis’ and will 

be continued in the chapters 6 and 7.  

 

Figure 9 Interactive demonstration of showcases on appjangle.com 

5.1. Focus and Objectives 

In order to explore the various demonstrations in this chapter, we pursue the following 

objectives:  

Provide Scenario Context 

The demonstrations are embedded in an integrated scenario. The discussion of the 

demonstration context entails how the demonstration relates to the overall scenario as 

well as how it relates to the proceeding demonstrations. 

Demonstrate 

A usable prototype is available in an easily accessible embodiment for every 

demonstration. Most of the prototypes are available as web applications, which can be 

explored on a specified web address. 
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Illustrate 

Apart from the live demonstration, we include screenshots of these live demonstrations 

as part of this thesis. The screenshots are explained and discussed in the context of the 

scenario and demonstration. 

Provide Code 

The complete source code of every demonstration is publically available on the World 

Wide Web. The location of all relevant source code artifacts is listed in Appendix A. 

Moreover, the live showcases (appjangle.com/showcases) contain excerpts of the used 

source code along with detailed explanations of the presented source code. 

List Features 

We list the features of the Appjangle platform, which are utilized to realize the 

respective demonstration. These features describe technical functionality. Higher level 

benefits of the platform are discussed in the conclusion of this chapter. 

Discuss Solution Context 

We provide a brief overview of related technologies and solutions, which provide 

features similar to those listed for each demonstration. Our main objective for this is to 

provide an overview of solutions, which are extensively and widely used by information 

technology practitioners, in order to build a context for understanding our solution.   

5.2. Demonstrations 

The scenario described in the remainder of this chapter is the implementation of a 

simple message board or ‘wall’. In its final form (see Demonstration 7), this application 

allows multiple users to log in from various locations and make posts to this ‘wall’, which 

are visible to all other users. This application is exemplary for a class of emerging 

software systems used to support knowledge-intensive process: the organizational 

social network. 

Such organizational social networks are variations of consumer-oriented social 

networking applications such as Facebook and Twitter. The key difference is that 

organizational social networks focus on facilitating communication and relationship 

building within the boundaries of an organization and consumer-oriented social 

networks are not thus restricted. Our interest in these applications is that most of them, 

such as Yammer5 and SocialCast6 provide some form of a public wall or message board 

                                            

5
 https://www.yammer.com/ 
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on which users can leave messages for team members and/or the organization as a 

whole. 

Since the features we discuss in these demonstrations are readily provided by already 

available social networks, we would like to highlight that the features provided by the 

demonstrations are not our main concern; rather our focus is on how these features are 

realized. This is in alignment with our goal not to provide a particular domain-specific 

application for knowledge-driven organizations but instead to provide a framework 

and/or platform to build such domain-specific applications. 

Application Title Wall of the Wise 

Short Description A message board/wall on which multiple users can leave textual comments.  

Key Features  Posting messages 

 Reading messages 

 Selecting historical figure as avatar 

Table 17 Initial requirements for the ‘Wall of the Wise‘  

Demonstration Objectives 

1: Hello, World! Defining simple example messages in an in-memory database. 

2: Add Data Types Enriching the example messages with simple data types.  

3: Add Web UI (JQuery) Adding a web-based user interface that allows posting and viewing messages.  

4: Add Persistence Persisting messages using the cloud data storage service of the Appjangle platform. 

5: Add Synchronization Enabling multiple users to post messages to a wall at the same time and see each 
other’s messages. 

6: Add Authorization Defining a privileged data space, which can only be modified by authorized users. 

7: Add User 
Management 

Allow users to sign up and log in to the application using a username and password. 

8: Add Encryption Encrypting communication between client and server. 

9: Add Desktop UI (Java 
Swing) 

Adding a desktop client that calculates and displays the total number of posts per 
user. 

10: Add Unit Tests Defining automated test for critical application elements. 

Table 18 Overview of demonstrations 

In order to give our demonstrations a touch of distinction from existing ‘walls’ and 

message boards, we allow users to post messages to this application not by using their 

real name or an invented avatar alias, but by posing as famous historical figures. In this 

spirit, we give our example application the working title ‘The Wall of the Wise’ and 

                                                                                                                                             

6
 http://www.socialcast.com/ 
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specify the loose starting requirements defined in Table 17. These initial requirements 

are just a starting point to give a preliminary context for our implementation. The 

following sections will illustrate the iterative development to implement and refine the 

application as outlined in Table 18. 

5.2.1. Hello, World! 

The key features of the Wall of the Wise are to enable users to post and display 

messages. In this first demonstration, we build a basic prototype to explore a number of 

fundamental features of the Appjangle platform. In particular, we create a ‘Hello, World!’ 

application following the example of traditional discussions of software platforms 

(Kernighan & Ritchie, 1978). For this ‘Hello, World!’ example, we define a number of 

‘hard coded’ example messages and display these as text output. The demonstration 

will be implemented using the programming languages Java and JavaScript. 

This demonstration illuminates the basic data model used by the Appjangle platform, 

which emphasizes connectivity between data items. In particular, all data on the 

Appjangle platform is expressed as nodes connected by directed but un-typed vertices. 

We describe data arranged in such a way as hyperdata7 (see section 6.1.1). Hyperdata 

allows for great flexibility in defining and evolving complex systems of contextually 

connected data. This is of great importance for supporting the first guideline discussed 

in the previous chapter (‘No Data is an Island’), which emphasizes that data entities 

become more meaningful if they are endowed with contextual linkages.   

We start with the most simple hyperdata model of a message board possible: nodes 

containing messages as text are appended to a ‘master’ node. This master node will 

thus work as a simple collection point for all posted messages. A diagram describing 

this simple data model is given below (Figure 10). For details regarding the rules and 

elements used to build this diagram, please refer to section 6.1.2.    

 

Figure 10 Simple model of a wall 

Building on the simple data structure defined in Figure 10, we can define a more 

specific model, which contains the actual example data we seek to define in the 

demonstration. Given that we chose ‘Salve, Munde.’ and ‘Salve, Nubes!’8 to be the only 

                                            

7
 In analogy to hypertext, which can be used to define an un-typed, directed graph of text documents. 

8
 ‘Hello, World.’ and ‘Hello, Cloud!’ in Latin. 
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defined posts, such a model could be illustrated as follows (again see section 6.1.2 for 

details regarding the elements in the diagram, if required):  

 

Figure 11 Example data for simple wall 

5.2.1.1. Illustrations 

The following screenshots illustrate the key aspects of the first interactive 

demonstration9. In this demonstration, a few possible example posts for the ‘Wall of the 

Wise’ are ‘hard coded’ into the application source code and these posts are then printed 

as text output. 

Figure 12 shows the example JavaScript program developed for demonstration 1 as 

well as the output produced by this application10. The output shown at the bottom of the 

screenshot is produced by clicking the ‘Run’ button on the top-right-hand side of the 

output.  

 

Figure 12 JavaScript demo in online interpreter 

                                            

9
 The live demonstration can be found at: http://appjangle.com/showcase#salve 

10
 The example output should be: ‘Posts defined: Salve, Munde., Salve, Nubes!’ 
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Figure 13 shows an application and output mostly identical to those shown in Figure 12. 

However, the application in Figure 13 is implemented in Java and is executed not within 

a web browser but within the Integrated Development Environment (IDE), Eclipse11. The 

output shown at the bottom of the screen is produced when using the Eclipse IDE to run 

the program defined in the upper section of the screen (‘Example.java’). 

 

Figure 13 Java demo in Eclipse IDE 

5.2.1.2. Features 

This first demonstration draws on the following features of the Appjangle platform: 

Cross-Platform Graph Database 

Appjangle provides a local, in-memory database engine to store the example posts for 

the demonstration. This database provides support for storing an un-typed, directed 

graph of objects (for which we use the term hyperdata as mentioned above). This 

database engine can be embedded both in Java and JavaScript applications. Please 

find further details about the embedded database engine in section 6.4. 

Cross-Platform Graph Database API  

The aforementioned graph database is accessed using the Nextweb API. Nextweb is an 

abstract language/API to define interactions with hyperdata. Most method calls in the 

                                            

11
 http://www.eclipse.org/  
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examples relate to statements in this language (e.g. ‘seed’, ‘append’, ‘selectAll’). Please 

find more details regarding this language in section 6.1.2 and a complete reference of 

statements and operations used in the language on the web portal http://nextweb.io. 

5.2.1.3. Solution Context 

The support for the features described above in existing technologies is as follows: 

Cross-Platform Graph Databases 

There are numerous databases available to manage data in a graph-like fashion. Most 

of these databases define data as directed graphs with typed edges12. Appjangle 

defines data as directed graph with un-typed edges. Most existing graph databases are 

further implemented in one primary language (for instance Java, .NET or C++). While 

these databases usually provide client libraries for further languages, their native engine 

is usually restricted to one environment. The graph database engine of Appjangle runs 

natively in two heterogeneous environments: Java and JavaScript. This has significant 

advantages in terms of increasing data connectivity, tool portability and responsiveness, 

as will be discussed later.  

Cross-Platform Graph Database API 

While many existing graph databases provide client libraries for various environments 

as mentioned, the API used in these client libraries is often idiosyncratic to the particular 

target environment. Moreover, APIs are often tightly linked to the particular client library 

that they support. The Nextweb API is specifically designed to be as similar as possible 

in its two target environments (Java and JavaScript). The Nextweb API is further 

independent of the Appjangle client libraries (that is, there are no direct dependencies 

from the Nextweb API to the Appjangle client libraries). This is of significant advantage 

for building portable, cross-platform applications. 

5.2.2. Add Data Types 

The application developed in the first demonstration provides simple application logic, 

which is sufficient to print a list of ‘hard-coded’ example posts as text-based output. In 

this second demonstration, we will maintain this functionality; in fact, the text output 

produced by the second demonstration will be identical to the output produced by the 

first demonstration. Instead, we will work on the internal implementation of the 

application. In particular, we will enrich the predefined data with meta-information in 

form of a simple data type. 

                                            

12
 http://en.wikipedia.org/wiki/Graph_database#Graph_database_features 
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This demonstration illustrates the way in which data types and attributes can be defined 

in the Appjangle platform. In particular, the original data model is extended by drawing 

on the hyperdata type pattern and the hyperdata property pattern (see section 6.1.3 for 

details). These patterns allow evolving complex data from unstructured and dynamic 

arrangements into structured and precise arrangements while maintaining flexibility for 

future extension and modification. These facilities are essential for supporting the 

second identified guideline (‘Order and Chaos’), which requires systems to establish 

reliable structures as well as being able to accommodate rapidly changing situational 

requirements.   

The original data model we have developed in demonstration 1 defined a node labeled 

‘posts’ to which an unlimited number of ‘text’ nodes could be appended. While this 

arrangement allows to make the conclusion that the ‘text’ nodes appended to the ‘posts’ 

node are posts to the message board, this conclusion is frail in that we cannot 

guarantee that a node containing text appended to the ‘posts’ node indeed represent 

message board posts. For instance, at a future point in time, the application might be 

extended to allow specifying names for walls; which could be attached as ‘text’ node to 

the ‘posts’ node. 

To mitigate this situation, we utilize the hyperdata type and property patterns. The 

hyperdata type pattern essentially proposes that when a node T is appended to a node 

N, T can be understood as expressing the syntactic type of node N13 (please see 

section 6.1.3 for details). In particular, we define a new node with the label ‘aPost’. We 

also specify that every ‘text’ node that is appended to the ‘posts’ node (and which in fact 

represents a message board post) must define an outgoing connection to the node with 

the label ‘aPost’. The hyperdata property pattern then allows the interpretation that the 

‘text’ node in question is part of an attribute of the ‘posts’ node, which defines a list of 

nodes with the type ‘aPost’ (please see section 6.1.3 for details). This can be expressed 

in a hyperdata diagram as follows (Figure 14):  

 

Figure 14 Wall data model with ‘aPost’ data type and property  

We can again build a diagram with the example data to be processed by the application 

as instantiation of the diagram given above in Figure 14 (Figure 15): 
                                            

13
 Please note that we use the term ‘type’ according to its literal meaning as ‘a label for a category of 

entities which share common characteristics’. 
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Figure 15 Wall example data with ‘aPost’ data type and property  

5.2.2.1. Illustrations 

The following screenshot illustrates the features of the interactive demonstration14. The 

application produces the same output as the demonstration. However, the way this data 

is defined and how it is retrieved from the embedded graph database is brought in 

alignment with the changes described above. For the sake of brevity, the application is 

only defined in JavaScript.  

The screenshot below (Figure 16) shows the complete source code of the 

demonstration as well as the example output obtained after clicking the Run button. 

This application again is provided as part of the Appjangle showcases. 

 

Figure 16 Screenshot of interactive JavaScript application for demonstration 2 

                                            

14
 The demonstration is available at the URL: http://appjangle.com/showcase#dataTypes. 
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5.2.2.2. Features  

The second demonstration draws on the following features of the Appjangle platform: 

Data Types 

The Appjangle platform supports the annotation of nodes using the hyperdata type 

pattern. Hyperdata types can be used to make data more meaningful. Please see 

section 6.1.3 for more details regarding hyperdata types.  

Properties 

The Appjangle platform also supports defining and querying of hyperdata properties for 

any node stored on the platform.  Such properties can be used as a further mechanism 

to provide structure for data stored on the Appjangle platform. Please see section 6.1.3 

for more information regarding hyperdata properties. 

Data Types and Properties as First Class Data 

Since hyperdata types and properties are built from plain hyperdata nodes, all basic 

node operations supported by the Appjangle platform (e.g. append, select, etc.) can be 

utilized to define and work with hyperdata types and properties. This allows great 

flexibility in working with types and properties.    

5.2.2.3. Solution Context 

Existing technologies support the features listed above as follows: 

Data Types 

Support for data types is very strong in most software platforms. For instance, object-

oriented systems allow defining types that specify both the representation/structure of 

data and the possible operations (‘behavior’) that can be performed on this data (Booch, 

1986; Parnas, Shore & Weiss, 1976). Relational database management systems 

aggregate data in relations; these relations effectively define types which specify data 

representation and structure (O'Neil, 2008). Hyperdata types in Appjangle do not 

prescribe any particular representation, structure or behavior for nodes. Their prime 

purpose is solely to identify a certain node as belonging to a type. Types in Appjangle 

moreover are optional. Many systems (including most object-oriented and relational 

systems) require the definition of data types for every item of data defined in the 

system. Systems based with so called dynamic typing such as JavaScript or systems 

based on hybrid typing (that is the mixing of typed and un-typed data as needed) such 
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as Google Dart15 resemble the ‘optional’ approach taken by the Appjangle platform 

more closely. In any case, the optional and loose definition of types allows for great 

flexibility in defining, extending and adapting data types.  

Properties 

Support for constructs that are, in essence, similar to the hyperdata properties 

employed here can also be found in numerous technologies and platforms. For 

instance, instance variables in object-oriented programming languages and fields in 

relational databases are very similar to hyperdata properties. Instance variables in 

object-oriented programming and fields in relational databases are (like types in these 

systems) traditionally not ‘optional’; they are the principal way in which data is arranged. 

However, there are also various technologies for which properties can be optionally 

defined. For instance, associative arrays in JavaScript effectively allow defining optional 

properties and also XML16 documents are effectively a collection of optional properties.  

Data Types and Properties as First Class Data 

The Appjangle platform allows applying all core data operations on the nodes involved 

in forming hyperdata types and properties. Many platforms in use today, in contrast, 

feature a distinctive separation of operations for core data and type-like information. For 

instance, object-oriented languages usually provide a different set of operations for 

classes and objects (e.g. creation for objects, inheritance tests for classes). Relational 

database systems, too, provide different operations to change the structure 

(types/properties) of tables and to manipulate data within these tables (e.g. ALTER 

TABLE changes the structure of tables and INSERT manipulates data within these 

tables). One notable technology that allows handling the definition of types and 

properties with the same base operations as core data is XML; in particular in 

combination with XML Schema17 - since XML Schema documents can be manipulated 

with the same operations and tools as the XML documents they provide a schema for. 

5.2.3. Add Web UI (JQuery) 

The application developed thus far only specifies a set of statically defined example 

posts. It is most desirable that not just these example posts are handled by our 

application, but that it allows users to post any text they desire. In order to extend our 

application, we therefore add a simple user interface (UI) in this third demonstration.  

                                            

15
 http://code.google.com/p/dart/ 

16
 http://www.w3.org/XML/ 

17
 http://www.w3.org/TR/xmlschema11-1/ 
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In particular, we are using the JQuery framework18 to implement a web-based user 

interface. JQuery is a JavaScript framework, which allows the easy traversal of 

elements within a HTML page. In addition, JQuery provides convenience wrappers 

around various event handling mechanisms. One of the core benefits of the JQuery 

library is that it provides one common programming interface to perform user interface 

operations for all popular web browsers (Chaffer & Swedberg, 2007). 

This third demonstration illustrates the ease with which a text-based application 

developed with the Appjangle platform can be transformed into an application with a 

dynamic user interface. Most changes in the application code from demonstration 2 to 

demonstration 3 are related to the usage of the JQuery framework; the core data 

operations performed by the Nextweb API are very similar in both demonstrations. The 

data model developed in demonstration 2 in consequence can remain unchanged for 

this demonstration.   

5.2.3.1. Illustrations 

The following screenshots illustrate the features of the interactive demonstration19. The 

user interface essentially allows writing text into an input element and posting this text 

as a message on the wall. All posted messages are displayed on the user interface.  

The first screenshot shows the application in its initial state before any input by the user 

has been made (Figure 17).  

 

Figure 17 Screenshot of application before a post is made 

The user can type text into the text box to the left of the [Post] button. Clicking this 

button will post the typed text as a message on the message board (Figure 18): 

                                            

18
 http://jquery.com/ 

19
 A live demonstration and annotated source code is available under:  

http://appjangle.com/showcase#instantData. 



Design: Demonstration 

 

92 

 

Figure 18 Screenshot of application after text for post is entered 

After a message has been posted, it will be displayed on the message board (Figure 

19): 

 

Figure 19 Screenshot of application after a text has been posted 

Repeating the process described above, will lead to multiple messages being displayed 

on the wall, with the most recently posted message displayed first (Figure 20): 

 

Figure 20 Screenshot of application after two posts have been made 

5.2.3.2. Features  

Appjangle is not a platform for building user interfaces. Therefore, essentially the same 

features of the Appjangle platform are used in this third demonstration as have been 

used in the second demonstration. The key difference is that in this third demonstration, 
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the statements defined in the Nextweb language are linked to UI operations facilitated 

by the JQuery framework. 

5.2.3.3. Solution Context 

Many other frameworks and platforms without direct support for user interface 

development can be linked to various user interfaces implementations. In fact, there are 

few who cannot be linked as such. One characteristic of the Appjangle platform, which 

is not necessarily unique but is rather uncommon, is that it can be linked to very many 

different user interface frameworks. In this demonstration, we have used the popular 

JQuery framework but we could just as well have used a more sophisticated framework 

such as Backbone.js20. Moreover, since the Appjangle platform is also available on the 

Java ecosystem, we could utilize user interface platforms such as the Java Abstract 

Widget Framework (AWT), Java Swing, the Eclipse Standard Widget Toolkit (SWT) or 

JavaFX (we will later build a client using Java Swing for our application). 

5.2.4. Add Persistence 

The preceding demonstration added a user interface for the Wall of the Wise. Through 

this user interface, a user could write new messages and see a list of all posted 

messages. We have utilized the Appjangle platform thus far mainly as an embedded, in-

memory database. Such databases usually provide good performance and very high 

responsiveness (Plattner & Zeier, 2012). However, as a result of using a local, in 

memory database, all posts are inevitably and permanently lost when the user closes 

the browser window in which the Wall of the Wise is displayed.  

To mitigate this situation, we will in this fourth demonstration link the Wall of the Wise 

application to the cloud infrastructure of the Appjangle platform. This will allow persisting 

posted messages on the Appjangle servers. Resultantly, closing a browser window will 

not cause the loss of all posted messages. 

This demonstration illustrates the ease with which it is possible to build client 

applications with a persisted state. In fact, only two lines of code in the original source 

code of demonstration 3 need to be changed in order to provide the persistence 

behavior sought in demonstration 4. Notwithstanding adding two more layers to the 

stack of our application (database, server) as well as message exchange between 

these layers and the message board client, the application maintains the 

responsiveness and conciseness of the in-memory solution we have originally 

developed.   

                                            

20
 http://backbonejs.org/ 
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5.2.4.1. Illustrations 

The following screenshots describe the usage of demonstration 421. The base 

functionality of the wall remains unchanged from demonstration 3. However, an 

additional button is added to the user interface, which allows opening the wall in another 

browser window. The thus opened window will contain a read-only version of all wall 

posts made up to the point at which the new window was created.  

The first screenshot below (Figure 21) shows the user interface after one post ‘Salve!’ 

has been made to the wall. A click on the button [Open in New Window] will open a new 

browser window or tab with the message that has been posted.  

 

Figure 21 Screenshot of a wall with one post 

The window opened after clicking the [Open in New Window] button is shown below 

(Figure 22). This window shows a read-only version (the [Post] button is disabled) of the 

posts made to the message board. 

  

                                            

21
 A live demonstration and annotated source code is available under: 

http://appjangle.com/showcase#transparentCloudPersistence 
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Figure 22 Screenshot of a window shown after clicking ‘Open in New Window’ 

It is also possible to copy the URL of the page displayed in the new window and open 

the page in a different browser22 (Figure 23): 

  

Figure 23 Screenshot of window opened in another browser 

5.2.4.2. Features 

The following features of the Appjangle platform are used to realize this fourth 

demonstration: 

Object Persistence 

Appjangle provides support for storing arbitrary Java and JavaScript objects in a 

persisted storage; that is, a storage location that stores data beyond the lifespan of the 

process, which has created the data (e.g. a hard disk). Consequently, when the ‘Wall of 

the Wise’ application is closed, the data of the posts will continue to be stored on an 

Appjangle server. Please see section 6.4.2 for more details regarding object persistence 

in Appjangle. 

Object Identity Allocation 

Appjangle provides a mechanism in which a unique identity can be determined for 

arbitrary Java and JavaScript objects. This identity is guaranteed to be globally unique. 

The identity is expressed as a URI23. The identity Appjangle calculates for the data 

                                            

22
 The URL should look similar to the following: 

http://u1.linnk.it/qc8sbw/usr/apps/textsync/files/demo_transparent_cloud_persistence_app.value.html#htt

p://slicnet.com/seed1/seed1/4/8/8/2/h/sd 

23
 http://tools.ietf.org/html/rfc3986 
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comprising the ‘Wall of the Wise’ is displayed at the bottom of the read-only wall created 

by clicking [Open in New Window]24. Please see section 6.4.7.4 for further information 

regarding identity allocation in Appjangle. 

Cloud Storage Service 

Appjangle provides a cloud service that allows the storage of generic Java and 

JavaScript objects. This cloud service utilizes the object persistence mechanism 

mentioned above. Please see section 6.4.7.1 for further details about the cloud storage 

service.  

Cloud Storage Service Client 

Appjangle provides a feature-rich client library, which facilitates the communication 

between client application and cloud storage service. Hence, there is no dedicated logic 

in the source code of demonstration 4 for interaction with the cloud storage service (e.g. 

for service discovery, message encoding/decoding, message sending, etc.). These 

interactions are handled transparently by the cloud storage service client.  

5.2.4.3. Solution Context 

The features discussed in the previous section are supported in contemporary 

technological solutions as follows: 

Object Persistence 

There are various technologies, which support object persistence. For instance, within 

the Java ecosystem the Java Data Object (JDO) persistence API provides transparent 

persistence for clusters of Java objects (Roos, 2002). There are also a number of other 

so called object databases, which provide similar features as exposed by the JDO API25 

for environments other than Java.  

Object Identity Allocation 

The allocation of object identity has long been recognized as a fundamental issue for 

many software systems (Khoshafian & Copeland, 1986). Consequently, current 

technologies provide various mechanisms for object identity allocation. Popular 

approaches include using a unique memory address or assigning a generated or 

incremental identifier for each object. However, most systems generate identities that 

                                            

24
 Such a URI will look similar to the following URI: http://slicnet.com/seed1/seed1/4/8/8/6/h/sd 

25
 http://en.wikipedia.org/wiki/List_of_object_database_management_systems 
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are valid only within the system boundaries. Appjangle implements strategies for 

assigning identities, which are guaranteed to be globally unique.   

Cloud Storage Service 

There are numerous services to store data in what is commonly labeled ‘the cloud’. 

Very popular services are, for instance, Amazon’s Simple Storage Service (Amazon 

S3)26 and Google’s Google Cloud Storage27. These services are in many regards far 

superior to the service offered by Appjangle; mostly so, since these services are backed 

by the powerful cloud computing infrastructure capabilities of Amazon and Google 

(Levy, 2011).  

Cloud Storage Service Client 

There are various client libraries available for many existing cloud storage services. For 

instance, both Google and Amazon provide client libraries for their respective cloud 

storage service for various programming languages. These client libraries usually 

provide a ‘thin’ wrapper around the cloud storage services in that the interface offered 

by the client library resembles that of the accessed cloud service. The cloud storage 

service client of the Appjangle platform, in contrast, can be accessed through the 

Nextweb API; an abstract and high-level API.  

5.2.5. Add Synchronization 

The previous demonstration allowed opening new client pages with read-only copies of 

the Wall of the Wise message board. However, this demonstration was not collaborative 

as it does not enable multiple parties to engage in a bi-directional exchange of 

information. This fifth iteration of the Wall of the Wise aims to support such 

collaboration.  

For this purpose, the application is split into four distinct clients. Each client can be 

opened in its own web browser window and allows making message board posts as one 

particular historical figure. If a post is made on any of the four clients, it will be displayed 

on the client it has been posted with and on all other opened clients as well.  

This demonstration illustrates the ease with which it is possible to build applications with 

the Appjangle platform, which synchronize state between multiple clients. In fact, 

synchronization of application state is enabled by default for all applications connected 

with the Appjangle cloud. While most changes in demonstration five are related to a 

                                            

26
 http://aws.amazon.com/s3/ 

27
 https://cloud.google.com/products/cloud-storage 
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more complex data model required to support multiple users, explicit logic in the 

demonstration code to enable the synchronization of application state is limited to a few 

lines of code (in particular, it is limited to the introduction of the monitor() operation).  

The inherent support for the synchronization of data provided by the Appjangle platform 

is a key factor for the realization of the third guideline identified in the previous chapter 

(‘Fluid Integration’). Since any item of data can seamlessly be shared between multiple 

applications and data is arranged in flexible hyperdata networks, data can easily, 

flexibly and effortlessly be shared between multiple parties.    

To support multiple clients sensibly, the data model developed in the second 

demonstration needs to be extended. Specifically, it needs to be clarified which user a 

particular post is to be attributed to. For this, we define two more properties for a post in 

order (1) to specify the name of the user/historical figure that the post is to be attributed 

to and (2) to specify the avatar image, which is to be displayed for the user. A diagram 

of the extended data model is shown below (Figure 24): 

 

Figure 24 Wall data model with support for multiple users 

Figure 25 shows an example of a hyperdata arrangement according to the refined data 

model. The example data still consists of the posts ‘Salve, Munde!’ and ‘Salve, Nubes!’. 

However, now the post ‘Salve, Munde!’ is attributed to the user name “Cicero” while 

‘Salve, Nubes!’ is attributed to the user name “Caesar”.   

 

Figure 25 Example wall data with two posts  
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5.2.5.1. Illustrations 

The following screenshots illustrate the features of the fifth demonstration28. In 

difference to demonstration four, the entry screen of demonstration five does not 

immediately show a message board. Instead, the entry screen contains a selection of 

four links. These links point to four different clients (one each for the historical figures 

Caesar, Cleopatra, Socrates and Lincoln). These clients largely resemble the message 

board user interface developed in demonstration three and four. 

The screenshot below shows the entry page of the new demonstration. Clicking on any 

of the four displayed links will open a different client instance (Figure 26).  

 

Figure 26 Entry page for application of demonstration 5 

After clicking on one of the links on the entry page, a page is opened in a new window 

as shown below (Figure 27). An avatar picture and avatar name is displayed above the 

input field for posting messages. This avatar picture and avatar name corresponds to 

the choice made on the entry point screen. 

 

Figure 27 Message board client 

                                            

28
 A live demonstration and annotated source code can be found at: 

http://appjangle.com/showcase#stateSynchronization. 
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Since clients are opened in new windows, the entry page of the demonstration should 

still be available in its original browser window after a client has been started. This 

allows starting further client instances from the entry page. The screenshot below 

shows two clients alongside each other started in this way (Figure 28).     

 

Figure 28 Two message board clients for the same wall opened simultaneously 

In the case that multiple client instances have been created from the same entry page, 

a post made on any of these clients will be displayed on all of the clients. The 

screenshot below shows that a post made on the client displayed in the right window 

(‘My name is Cleopatra’) is displayed both on the client of its origin and on the client 

window to the left (Figure 29). To identify posts, the name and picture of the historical 

figure associated with the originating client is displayed. 

 

Figure 29 Example of post synchronized between multiple message board clients 
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Figure 30 shows the synchronization of messages between four clients opened in 

parallel. The first message has been posted by the top-right client (‘Cleopatra’) and the 

second message has been posted by the bottom-right client (‘Socrates’). 

 

Figure 30 Example of multiple post synchronized between multiple message board clients 

5.2.5.2. Features 

The following features of the Appjangle platform are utilized to realize this fifth 

demonstration: 

Graph Synchronization 

The Appjangle platform includes a powerful engine for synchronization of data 

expressed as hyperdata graphs. This engine provides mechanisms for client/server 

communication, batching of changes and conflict resolution. In this demonstration, the 

synchronization engine is used to assure message board posts are visible to all clients. 

Please see section 6.4.4 for more details regarding synchronization in Appjangle. 

Cross-Application Data Reference 

The Appjangle platform allows sharing of references to specific data items across 

applications and application instances. For instance, in this demonstration there are two 

applications (one application to start clients and one application providing the message 

board). All clients are enabled to show an identical message board since a reference to 
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the root node of the message board data (that is the posts node in Figure 11) is passed 

to all clients upon their creation.       

Look-ahead Graph Traversal 

The Appjangle platform provides optimized mechanisms for the traversal of hyperdata. 

Traversal of hypertext is commonly understood as the incremental discovery of 

interconnected hypertext pages by following links between pages (Heflin & Hendler, 

2001; Lai & Manber, 1991). Hyperdata traversal follows a similar discovery pattern 

applied to nodes of data. In the demonstration, new clients are supplied with a link to 

the root node of the message board data (see ‘Cross-Application Data Reference’). 

Starting from this node, the remaining nodes are discovered by following the links 

outgoing from the root node. The Appjangle traversal mechanism hereby discovers 

nodes in ‘batches’; that is, not only the next directly linked node is sent from the server 

to the client but, given that the data footprint of involved nodes is small, a whole partition 

of the graph comprised of the linked node and its direct and indirect children is provided 

to the client. This ‘look-ahead’ traversal minimizes required round-trips to the cloud 

infrastructure.      

5.2.5.3. Solution Context 

Existing solutions provide support for the described features as follows: 

Graph Synchronization 

Graph synchronization is a feature that is not commonly found in popular organizational 

technologies. A closely related feature, the synchronization of files and folders, is more 

widely available. Here, technologies such as rsync29 or cloud-based services such as 

Dropbox30, box31 and Google Drive32 enjoy great popularity. However, Appjangle 

provides synchronization in finer granularity than these services (nodes/objects not files 

and folders) and also supports a graph data structures rather than a tree data structures 

(files and folders are commonly arranged as a tree and not as a graph). Other classes 

of technologies providing a similar feature to graph synchronization are databases and 

data stores supporting database replication. However, database replication is mostly 

employed to create replications of databases between data centers and not to 

synchronize data between client applications as shown in the demonstration. 

                                            

29
 http://rsync.samba.org/ 

30
 https://www.dropbox.com/ 

31
 https://www.box.com/ 

32
 https://drive.google.com/start 
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Cross-Application Data Reference 

In contemporary architectures it is uncommon to share references to data between 

applications. It is more common to share references to services. For instance, a link to a 

service definition in the Web Service Definition Language (WDSL)33 might be shared 

between two applications. Another common integration point is the address of a REST-

based service (Fielding, 2000). The disadvantage of sharing references to services 

instead of sharing references to data is that services need to be maintained as an 

additional architectural layer. Appjangle focuses on sharing references to data, which 

allows for greater flexibility in consuming data (the client is not limited to accessing data 

exposed in a service) as well as greater agility in extending data (no service needs to be 

changed if the data is changed). 

‘Look-ahead’ Graph Traversal 

A feature very similar to the traversal of hyperdata graphs is the traversal of hypertext 

documents and/or hypermedia APIs (Amundsen, 2011). Such traversal is conducted 

through the HTTP protocol34 combined with hypermedia documents such as HTML35. 

Traversal mediated by the HTTP protocol usually does not provide the look-ahead 

functionality offered by the Appjangle platform.  

5.2.6. Add Authorization 

The previous demonstration allowed opening a message board on multiple clients. Each 

client was therein enabled to post messages to the board as well as to read posts made 

by other users. Hereby, each client was granted full access to the message board, and 

no restrictions were defined for posting and reading messages.  

In this sixth demonstration, we add a client with privileged access to the Wall of the 

Wise. Specifically, this client can be used by a moderator to tag and highlight excellent 

posts. These posts will be displayed with a small star sign beside the message text. The 

default message board clients will not be able to highlight posts in this way. 

This demonstration illustrates managing authorizations to access and modify nodes and 

their connections on the Appjangle platform. Notably, authorizations can be managed in 

a very fine-grained and flexible manner, which allows connecting data with different 

authorization levels within one smoothly integrated data space. Moreover, adding 

authorization levels to the example application can be accomplished through a few 
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 http://www.w3.org/TR/wsdl 

34
 http://tools.ietf.org/html/rfc2616 

35
 http://www.w3.org/html/ 
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incremental changes to the codebase developed in the previous demonstrations; this 

highlights the agility in which additional authorization mechanisms can be added to 

existing applications and the conciseness with which these can be defined. 

To support two different authorization levels, specifically one for normal clients (to post 

and view messages) and one for a moderator client (to highlight posts of excellent 

quality), we introduce a node, moderations, to the model and a data type node, 

aRemarkablePost. Building on these nodes, we define a hyperdata referential property 

(see section 6.1.3 for details): this property allows making references of the type 

aRemarkablePost, which point to values of the type aPost. This hyperdata referential 

property is used in the moderator client to define a list of posts of high quality. 

 

Figure 31 Data model with option to mark excellent posts 

Within this extended model, we can easily define the two authorization levels we 

require. In particular, the moderator client should have read and write access to all 

direct and indirect children of the nodes posts and moderations while the message 

board clients should have read and write access (‘rw’) to all direct and indirect children 

of the node posts and read-only access (‘r’) to the node moderations and its direct and 

indirect children (see Figure 32).  

 

Figure 32 Authorization levels for message board clients for elements of data model 
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5.2.6.1. Illustrations 

The following screenshots document the features of the sixth demonstration36. Message 

board clients are started and messages are posted and viewed in the same way as in 

demonstration five. However, an additional link has been added to the entry page, 

which allows launching a moderator client. This client can be used to highlight high-

quality posts made with the message board clients. The screenshot below shows the 

revised entry page of the Wall of the Wise (Figure 33). A fifth client can be started by 

clicking on the link ‘Start Moderator Client’.   

 

Figure 33 Entry page for application of demonstration 6 

When the link ‘Start Moderator Client’ has been clicked, a new browser window showing 

the moderator client page will be displayed. The screenshot below shows this client in 

its initial state when no posts have been made by any of the other clients (Figure 34).  

 

Figure 34 Initial state of moderator client 

                                            

36
 A live demonstration and annotated source code can be found on: 

http://appjangle.com/showcase#fineGrainedSharing 
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Posts can be made on the message board clients in a way similar to the previous 

demonstrations. The screenshot below shows the client for ‘Cleopatra’, which has been 

started from the same entry point page as the moderator client shown above (Figure 

35). A post from the Cleopatra client has also been made to the message board. 

 

Figure 35 Message board client with one post 

The moderator client is synchronized with the message board clients using the same 

mechanisms that are used to synchronize these clients among each other. Hence, any 

new post is displayed in the moderator client as well. The screenshot below shows the 

moderator client after the post on the ‘Cleopatra’ client shown above has been made 

(Figure 36). The moderator now has the option to click the button [Mark as 

Remarkable], which is displayed to the right of the post that has been made to the 

message board. 

 

Figure 36 Moderator client with one message posted by a message board client 
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When the button [Mark as Remarkable] beside a post is clicked, the post in question will 

be highlighted with a small star sign. The button [Mark as Remarkable] will then be 

disabled for this posts, since it has already been highlighted by the moderator. The 

screenshot below shows the moderator client after the button [Mark as Remarkable] has 

been engaged for the post made on the Cleopatra client (Figure 37). 

 

Figure 37 Moderator client with one post marked as remarkable 

Posts that have been highlighted by the moderator are also displayed on the message 

board client with a star symbol beside the message text. The following screenshot 

shows the Cleopatra client after the post has been highlighted by the moderator (Figure 

38). 

 

Figure 38 Message board client displaying a wall with one post marked as remarkable 
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5.2.6.2. Features  

The following features of the Appjangle platform are illustrated by this sixth 

demonstration: 

Per-Node Authorization 

The Appjangle platform allows defining unique rights for every single node created on 

the platform. In the demonstration, unique rights are defined for the nodes posts and 

moderations. Please see section 6.4.7.2 for more details regarding authorization on the 

Appjangle platform. 

Authorization Meta-Data as First Class Data  

Authorization data on the Appjangle platform is expressed by introducing additional 

nodes and connections. This allows performing the same set of basic operations on 

authorization meta-data as those available for all other nodes. In the demonstration the 

authorization levels are defined by appending three nodes containing authorization 

meta-data to the nodes posts and moderations37.   

5.2.6.3. Solution Context 

The features described in the previous sections are supported in popular organizational 

technology as follows: 

Per-Node Authorization 

Authorization is an essential feature in most organizational systems. Consequently, 

there are very many frameworks, platforms and libraries in use today to support 

authorization. Most authorization approaches follow a similar model, which is built 

around users, rights and objects (Sandhu & Samarati, 1994). Here, users are granted 

rights (such as read/write/etc.) for objects. The authorization framework provided by the 

Appjangle platform can (but must not) be used without defining users. This allows for 

greater flexibility in sharing objects, since no central repository of registered users is 

required.  

Authorization Meta-Data as First Class Data 

The classical approach to manage authorization meta-data for a system is to employ a 

dedicated authorization database. Such a database often manages the mappings 

between users, roles and objects mentioned above. In effect, there are usually 

fundamentally different interfaces for altering the data of a system versus altering the 

                                            

37
 See demo06_spawn.js, location of this source file is provided in Appendix A. 
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authorization meta-data of a system. In the Appjangle platform, authorization meta-data 

is defined through nodes and connections using the same mechanisms available for 

other nodes and connections managed by the Appjangle platform.  

5.2.7. Add User Management 

The previous demonstration added an authorization layer, which granted client 

applications unique rights to access certain parts of the data of the Wall of the Wise. In 

particular, the ability to highlight posts of exceptional quality was limited to a moderator 

client application. However, the exercised authorization was performed on the 

application level and not on the user level. In today’s organizational applications, it is 

very common to find some form of login dialog, which allows providing user credentials 

such as a user name and password. Upon presentation of valid credentials, the user is 

granted access to features and data defined for this user. 

In this seventh demonstration, we add such a login dialog to the Wall of the Wise. This 

dialog will allow users to register or login to the Wall of the Wise using their email 

address and a personal password. The Wall of the Wise will manage a user account for 

this login and store some user related settings. In particular, users can choose the 

historic avatar they would like to use on the Wall of the Wise. 

This demonstration illustrates the ease with which these important building blocks – 

registration, login, and user data management – can be provided for applications on the 

Appjangle platform. Further demonstrated is the flexible model of data ownership that 

the Appjangle platform offers; user data can be owned by the user, the platform or the 

application vendor. This demonstration and many of the previously discussed 

demonstrations illustrate support for the fourth identified guideline (‘Rapid Adaptation’). 

Applications can be enhanced with features such as user management (this 

demonstration), authorization (demonstration six), synchronization (demonstration five) 

and persistence (demonstration four) with very little effort, allowing the development of 

meaningful applications easily and quickly.  

The user data containing the settings for each user can be expressed using the same 

hyperdata building blocks used for storing wall posts in the previous demonstrations. 

This allows to utilize the same set of powerful mechanisms provided by the Appjangle 

platform, such as synchronization and cloud-based persistence, for managing user 

specific settings as well. Since users should be enabled to choose the historic avatar to 

be used for their posts to the Wall of the Wise, the user settings should contain the 

required data to identify the appropriate historic avatar for a user.  

The Appjangle platform manages user data according to a simple model: the platform 

allows an unlimited number of applications to be defined. For each application, an 
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unlimited number of users can be registered. Users can register for multiple applications 

on the platform. For each unique user-application pair, the platform provides a user 

node. That is, each user can own several such nodes on the Appjangle platform but for 

each application a user has only one user node (see section 6.4.7.2). 

According to this model for managing user data, we first define the Wall of the Wise as 

an application. To the user nodes provided for this application, we can append a node 

to contain all the user settings. Following the model developed in the previous sections, 

the user settings are comprised of a user name (e.g. ‘Caesar’) and a link to an 

appropriate avatar picture. A diagram of such user data is provided below (Figure 39).  

 

Figure 39 Data model for Wall of the Wise user data 

5.2.7.1. Illustrations 

The screenshots below document the features of the seventh demonstration38. The 

entry page has been changed and does not allow starting clients for the various 

historical figures directly. Instead, a generic user client can be started. This user client 

requires users to register or sign in using an email address and password. Also, when a 

user registers for the application, a historical avatar must be chosen. 

The screenshot below shows the revised entry page. Both a generic user client to make 

posts to the Wall of the Wise as well as the moderator client introduced in 

demonstration six can be started. The moderator client has not been changed for this 

demonstration (Figure 40). 

 

Figure 40 Entry page of demonstration 7 

                                            

38
 The live demonstration and annotated source code can be found under the URL: 

http://appjangle.com/showcase#userManagement 
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When choosing to launch a user client on the entry page, a page to perform a user login 

as shown below is displayed in a new browser window. The login page allows 

registering for the Wall of the Wise as well as to login using an already registered user 

account (Figure 41). 

 

Figure 41 Registration page for message board client 

Clicking on the [Login] button on the page shown above displays the user interface to 

login using credentials of an already registered user. Clicking on the [Register] button 

will open the user interface for the registration of new users again as shown above 

(Figure 42). 

Registration can be performed by supplying an email address and a password. A new 

user also has to choose which avatar is to be used for the Wall of the Wise. Since user 

data is stored on the cloud infrastructure provided by the Appjangle platform, a user 

must agree to the terms of the Appjangle cloud service (Figure 43). 

When a new user is registered a page is displayed while the login operation is 

performed. If a user registers for an application on the Appjangle platform for the first 

time, this process can take 30 to 100 seconds, since all user data and configuration 

required for the platform needs to be initialized in the registration process (Figure 44). 
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Figure 42 Login page for message board client 

 

Figure 43 Example registration 
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Figure 44 Screen displayed while user login/registration is performed 

The message board client is identical to the clients introduced in demonstration five and 

six. The avatar used for the client is the avatar selected during registration. 

 

Figure 45 Message board client after successful login/registration 

When a user is already registered, a login can be performed using the email address 

and password supplied upon registration. The message board client started after the 

login is performed will be identical to the client displayed after registration. 

5.2.7.2. Features 

The following features of the Appjangle platform are illustrated in this seventh 

demonstration: 



Design: Demonstration 

 

114 

Application Management 

The Appjangle platform provides a very lightweight mechanism to define applications for 

the platform. In fact, applications are defined through an arbitrary hyperdata node. The 

process to define a new application is very easy and fast: For instance, every time the 

entry page of the Wall of the Wise is reloaded, a new Wall of the Wise application will 

be created.  

User Registration 

The Appjangle platform provides powerful building blocks to register new users for an 

application. Specifically, a new user can be registered by a single method call through 

the Nextweb API. 

User Authentication 

The Appjangle platform also provides simple building blocks for authenticating users. 

Here again, a single method call through the Nextweb API is sufficient to validate user 

credentials.  

User Data Management 

The Appjangle platform provides a very easy and flexible way to manage user-specific 

data. All data can be expressed using the default hyperdata operations. This allows 

linking and combining user-specific data easily and seamlessly with other data created 

on the Appjangle platform.  

5.2.7.3. Solution Context 

Support for the features discussed in the previous section is provided by existing 

solutions as follows: 

Application Management 

There are varied platforms, which allow the definition and management of applications, 

ranging from custom applications for ERP systems (for instance reports and DynPros in 

SAP ERP systems39) to cloud based applications managed by platform as a service 

(PaaS) offerings such as Google App Engine. In most of these platforms, the process to 

define a new application is more laborious and less flexible than the process offered by 

the Appjangle platform. However, Appjangle also provides a very thin layer for the 

management of applications with minimal configuration options while most platforms 

allow more complex configurations to be undertaken. 
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 http://www54.sap.com/pc/bp/erp.html 
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User Registration 

There are few platforms, which provide ready-made building blocks for the 

implementation of the registration of new users for arbitrary applications. Many 

platforms, however, do allow utilizing their own registration systems. An application built 

using Google App Engine, for instance, can redirect users easily to sign up for a Google 

account. The advantage of this approach is that users gain access to a wide array of 

services using this account. User accounts, however, are then also primary linked to the 

platform and not the application. Appjangle, in fact, allows for this modality as well (by 

using an Appjangle account) but also allows dedicated registration information for every 

application. For instance, the username and password can be different for different 

applications. 

User Authorization 

User authorization is a very common use case and therewith widely supported in a 

broad range of solutions. A very popular open standard to conduct user authorization is 

OAuth40. This standard is supported by many applications and platforms. Implementing 

user authorization in Appjangle is by comparison easier than implementing an 

authorization based on OAuth; this is, however, at the cost of less standard 

compatibility. 

User Data Management 

There are few platforms that provide dedicated support for user data management. 

Most software platforms expect application vendors to manage user data within the 

space of their application data. Appjangle allows managing user data and application 

data independently. This allows some data to be ‘owned’ by the user and other data to 

be ‘owned’ by the application vendor. This empowers users to share all data within their 

user data space with any application they choose.    

5.2.8. Add Encryption 

The previous demonstration added a user registration and login to the Wall of the Wise. 

Therewith, we have illustrated both authorization (demonstration six) and authentication 

(demonstration seven) on the Appjangle platform. However, all information thus far 

transferred between the Wall of the Wise and the Appjangle cloud infrastructure has 

been transferred without encryption. In effect, it would be easy for a third party to 

intercept the communication between clients and the Appjangle cloud and in effect gain 

access to all data of the Wall of the Wise. 
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 http://oauth.net/ 
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In this eighth demonstration, we make one simple change to the Wall of the Wise to 

illustrate how the communication between a web client and the Appjangle cloud can be 

encrypted. This will not make the entire Wall of the Wise application secure according to 

the standards of current industry practice. Further steps would be required to achieve 

this goal, which we omit for the sake of brevity in this discussion. Accordingly, we add in 

this demonstration encryption only for communication between the moderator client and 

the Appjangle cloud. 

This demonstration illustrates the ease in which enterprise grade encryption can be 

added to applications using the Appjangle platform as required. Together with the 

building blocks for applications discussed in the previous demonstrations, this allows 

the development of applications in a rapid pace matching the ever changing 

requirements faced by modern, knowledge-driven organizations. 

In order to secure communication between the moderator client and the Appjangle 

cloud, we simply have to change the web address through which the moderator client is 

addressed. In the previous demonstrations, we have accessed the moderator client 

through a web address such as the following: 

http://appjangle.com/showcases/moderatorClient#... 

If we change the protocol defined as part of the address from the HTTP protocol to the 

HTTPS protocol, all communication between moderator client and the Appjangle cloud 

will be encrypted. The web address would hence be changed to the following: 

https://appjangle.com/showcases/moderatorClient#... 

5.2.8.1. Illustrations 

The following screenshots illustrate the functionality of the eighth demonstration41. The 

functionality is essentially identical to that of demonstration seven. However, 

communication between the moderator client and Appjangle cloud is encrypted in this 

demonstration. 

The entry page remains essentially unchanged. However, the link to the moderator 

client has been altered to open this client using an encrypted connection (Figure 46). 

When a moderator client is started, a moderator page is opened in a new browser 

window. Depending on the used browser, a visual clue should be presented that 

indicates that the page is ‘secure’. In particular, that communication between web 

browser and web server is encrypted. The screenshot below shows the moderator page 

                                            

41
 A live demonstration and annotated source code is available at: 

http://appjangle.com/showcase#security 
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being opened in the Chrome browser (Figure 47). A green lock icon is displayed to the 

left of the address bar indicating a secure connection. 

 

Figure 46 Entry page of demonstration 8 

 

Figure 47 Message board client with encrypted connection to server 

5.2.8.2. Features  

The following feature of the Appjangle platform is illustrated by this demonstration: 

Encrypted Graph Synchronization 

The Appjangle platform supports encrypted graph synchronization between distributed 

partners. In the demonstration, the hyperdata describing the posts is synchronized with 

the Appjangle cloud through a secure channel. If the moderator client is opened multiple 

times, changes will be synchronized between these clients through this secured channel 

as well. 

5.2.8.3. Solution Context 

The feature described above is supported in current solutions as follows: 
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Encrypted Graph Synchronization 

Encryption of communication is a key requirement of many enterprise grade 

applications and other web applications. It is therefore widely and strongly supported on 

various platforms. In fact, Appjangle utilizes the support for the HTTPS42 protocol 

provided by modern web browsers to link clients to the Appjangle cloud in a secure way 

in this demonstration. 

5.2.9. Add Desktop UI (Java Swing) 

In the previous eight demonstrations, we have developed a web-based Wall of the Wise 

application in numerous incremental steps. While each step required only few changes 

to be made to the core of the developed application, the advances in the features 

provided have been significant. We have moved from a text-based prototype to a full-

blown web application with persistence, multi-user support, multiple authorization levels, 

user registration and login as well as enterprise grade encryption. However, all of the 

last iterations were developed exclusively on a web-based platform utilizing JavaScript, 

CSS and HTML. 

In this demonstration, we want to complement the Wall of the Wise with a desktop-

based client. In particular, we develop a client using the Java Swing user interface kit. 

This client allows a system administrator or moderator to monitor the number of posts 

per user.  

This demonstration seeks to illustrate the ease with which it is possible to connect a 

web-based application with a desktop application and share data between these 

applications. This is an important advantage in today’s multi-platform, multi-device 

reality of organizational IT systems. 

5.2.9.1. Illustrations 

The following screenshots illustrate the functionality of the ninth demonstration. The 

Appjangle showcase also contains detailed instructions on how to explore this 

demonstration43. 

The Java Swing client can be started by downloading the Java Archive (JAR) 

executable from the Appjangle showcase webpage. A double click on the downloaded 

file should start the application in most system environments for which the Java 

Runtime Environment has been installed (Figure 48). 
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 https://tools.ietf.org/html/rfc2818 

43
 The instructions can be found at: http://appjangle.com/showcase#javaClient 
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Figure 48 Executable Java Archive file on a Microsoft Windows system 

When the Java application has been started, a window as shown in the screenshot 

below should appear (Figure 49). This screen requires the provision of an address 

pointing to Wall of a Wise data; in particular, the address of the root data node of a Wall 

of the Wise. This can be easily accomplished since according to the hyperdata model, 

every node is assigned a unique URL. Conveniently, the address of the root data node 

of every Wall of the Wise is displayed in the message board clients of demonstrations 

five, six, seven and eight (as a link at the bottom of the page). This address should look 

as follows: 

http://slicnet.com/seed1/seed1/4/9/8/4/h/sd  

 

Figure 49 Application of demonstration 9 after start-up 

After supplying a valid URL for a root node of Wall of the Wise data, the [Submit] button 

can be clicked in order to start the monitoring process (Figure 50). 

After the [Submit] button has been clicked, a loading screen is briefly shown, while the 

Java client synchronizes the Wall of the Wise data with the Appjangle cloud. After the 

initial data synchronization is completed, the monitoring screen is displayed, which 

shows the number of posts made by each avatar. If no post has been made to the Wall 

of the Wise for which the link has been provided, no post counts will be displayed 

(Figure 51). 

If posts are made on the message board clients, the post counts on the monitor clients 

will be updated respectively. The screenshot below shows a monitoring client and a 
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message board client, which share the same Wall of the Wise data. Two avatars have 

made three posts, for which the aggregated post counts are displayed on the monitoring 

client to the right (Figure 52). 

 

Figure 50 Start-up screen with valid wall address 

 

Figure 51 Data displayed for an empty wall 
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Figure 52 Aggregated post counts and wall for which counts have been calculated  

5.2.9.2. Features  

The following features of the Appjangle platform are illustrated in this demonstration. 

Cross-Platform Value Conversion 

The Appjangle platform automatically converts a set of basic data types between 

JavaScript and Java environments. These include, among others, various numerical 

types, text, and dates.   

Cross-Platform Graph Synchronization 

The Appjangle platform allows the synchronization of hyperdata between JavaScript 

and Java clients. In the demonstration, a graph describing the posts to the Wall of the 

Wise is periodically (~once per second) synchronized between the JavaScript-based 

web application and the Java monitoring client. Please see section 6.4.4 for further 

details of graph synchronization on the Appjangle platform. 

5.2.9.3. Solution Context 

The features described in the previous section are supported within current solutions as 

follows: 

Cross-Platform Value Conversion 

There are numerous technologies that provide support for the conversion of values 

between multiple platforms. Commonly, such support can be found in solutions to 

facilitate the exchange of messages between clients on heterogeneous systems. 
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Standards such as WSDL and SOAP44 allow the implementation of clients for various 

platforms, which make values with various types available on these platforms. Other 

messaging frameworks, such as Google’s protocol buffer45 provide similar features. 

Most of these solutions require the definition of a platform independent message 

template (e.g. WSDL/XML Schema for SOAP or protocol buffers for Google’s 

messaging framework). Appjangle does not require the definition of such a template to 

exchange data across platforms.   

Cross-Platform Graph Synchronization 

We have outlined above in demonstration five that graph synchronization is a feature 

not commonly supported in most popular solutions. Hence, the synchronization of 

complex graph data structures across platforms is likewise sparsely supported. There 

are a few specialized cross-platform synchronization services such as mobeelizer46. 

These, however, are often focused on synchronizing relational data rather than graph-

like data. 

5.2.10. Add Test Automation 

In the previous demonstration, we have shown how a client built on a different 

environment can be linked with the originally web-based Wall of the Wise. In this 

demonstration, we add a further component to our application: automated tests. Such 

automated tests come in many flavors ranging from simple unit tests to integration tests 

to executable software specifications (Adzic, 2011). Automated tests receive ever 

increasing attention in the software development and engineering community and are 

seen as an essential ingredient of high-quality and agile software applications. Google, 

for instance, has pursued various internal programs to increase test automation for their 

various products (Whittaker, Arbon & Carollo, 2012). Building such tests has often been 

found to be very challenging; especially for ‘legacy’ systems, which have not been built 

to be easily tested (Martin, 2008). 

We develop a simple automated test in this demonstration, which verifies the calculation 

of the total number of posts on the Wall of the Wise. For this, we use the popular JUnit 

and QUnit test frameworks used for Java and JavaScript environments respectively 

(Polo, Reales, Piattini & Ebert, 2013). 

                                            

44
 http://www.w3.org/TR/soap/ 

45
 https://developers.google.com/protocol-buffers/ 

46
 http://www.mobeelizer.com/ 
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This demonstration illustrates the ease with which it is possible to define automated 

tests within the Appjangle platform. In particular, Appjangle allows the flexible 

combination of temporary test data with production data, which allows for a dramatic 

simplification of many test scenarios.   

5.2.10.1. Illustrations 

The following screenshots illustrate the functionality of the tenth demonstration47. This 

demonstration consists of an automated test written in Java and JavaScript. The tests 

for both these environments assert the correct result for a simple test case requiring the 

correct calculation of the total number of posts on the Wall of the Wise. 

The following screenshot illustrates the automated Java test case implemented in JUnit 

(Figure 53). This test case is executed within the Eclipse IDE. The top half of the screen 

shows the definition of the test while the bottom half shows the results of the test 

execution. 

 

Figure 53 Screenshot of JUnit test executed in Eclipse IDE 

The next screenshot shows the execution of the automated JavaScript test case 

implemented using QUnit48 (Figure 54). One test case is defined and this test case is 

                                            

47
 Further information can be found at: http://appjangle.com/showcase#unitTests 

48
 The live demonstration of this test case is available at:  

http://u1.linnk.it/qc8sbw/usr/apps/textsync/files/demo10_qunit.value.html 
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executed successfully in that the expected number of message board posts is asserted 

by the test case. 

 

Figure 54 Screenshot of reporting after running QUnit test 

Figure 55 shows the source code of the QUnit test executed in the previous screenshot:  

 

Figure 55 Source code of example QUnit test 

5.2.10.2. Features  

The following feature of the Appjangle platform is illustrated through this demonstration. 
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Fluent Integration of Local and Cloud-based Data 

The Appjangle platform allows working with local, temporary data and data stored in the 

Appjangle cloud databases in one integrated space. Specifically, all operations on the 

Nextweb API can be performed regardless of whether a node is stored in a local 

embedded database or stored in the Appjangle cloud. Further, nodes stored locally and 

nodes stored on the Appjangle cloud can be connected with each other to build hybrid 

(local/cloud) hyperdata graphs. Such a hybrid hyperdata graph is utilized to implement 

the test cases in the demonstration concisely and effectively: A ‘test’ wall is defined in a 

local, embedded database. This ‘test’ wall contains one post; a fact which is used to 

assert that the calculated number of posts amounts to one. The data type used to mark 

this post (aPost), however, is defined in the Appjangle cloud. Effectively, temporary test 

data (the Wall post that is of no apparent sustainable value) and production data (the 

post data type which is also used for ‘deployed’ Wall of the Wise applications) has thus 

been combined to realize the test cases easily and concisely. 

5.2.10.3. Solution Context 

The feature described in the previous section is supported in current solutions as 

follows: 

Fluent Integration of Local and Cloud-based Data 

We have outlined above that there are few solutions that allow synchronization of local 

data with a central cloud-based storage. In consequence, the integration of temporary, 

local data with cloud-based data is not a commonly found feature. There are, however, 

various approaches, which aim at increasing the testability of complex, data-dependent, 

and cloud-based applications. On the one hand, there are so called hybrid cloud 

platforms. These platforms allow integrating resources provided by a local data center 

with resources provided by a cloud service provider. The reduced latency provided by 

the local resources in this setup can be utilized to improve the performance in testing 

cloud-based applications. On the other hand, so called ‘mocking’ is often employed to 

replace cloud-based service endpoints with local endpoints which attempt to 

approximate the functionality of the cloud-based service (Bai, Li, Chen, Tsai et al., 

2011). However, both these approaches focus mainly on the substitution of services 

rather than the integration of local and cloud-based data.      

5.3. Discussion and Conclusion  

The ten demonstrations discussed in this chapter have illustrated an array of features 

provided by the Appjangle platform. While the discussed features do not provide a 
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complete picture of all features offered by the platform, they provide a fair overview of 

the following interrelated core platform components: 

 Portable Graph Database Engine: A portable engine to represent and work with 

hyperdata in Java- and JavaScript-based environments. 

 Cross-Platform Graph Database API: An application programming interface 

(the Nextweb API) to interact with distributed hyperdata available for Java and 

JavaScript applications. 

 A Cloud-based Graph Database Storage: A cloud-based storage facility for 

generic objects arranged as hyperdata. 

 Cross-Platform Graph Synchronization: An automatic synchronization 

mechanism to synchronize hyperdata between applications, programming 

environments and platforms. 

 Fine-Grained Authorization: Facilities to manage the access rights to hyperdata 

nodes stored on the cloud-based storage in a per-node granularity. 

 User and Application Management:  Facilities to manage application-specific 

and user-specific data and to register and authorize users.   

Table 19 provides an overview of which core platform components were utilized by the 

various demonstrations discussed in this chapter.  
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Portable Graph Database 
Engine           

Cross-Platform Graph 
Database API           

Cloud-based Graph 
Database Storage           

Cross-Platform Graph 
Synchronization           

Fine-Grained 
Authorization           

User and Application 
Management           

 Component Utilized 

Table 19 Utilization of core platform components by discussed demonstrations 

We have briefly discussed numerous technologies, which provide features similar to 

those illustrated in the demonstrations. While some of the discussed features are 

commonly found in existing popular organizational technologies, support for others is 
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sparse. Certainly, there are very few existing solutions which support all features 

discussed in this chapter in an integrated and holistic fashion (none, to the knowledge of 

the author). Thus, the Appjangle platform potentially provides a unique set of benefits 

for modern, knowledge-driven organizations. 

The most direct benefits provided by the Appjangle platform are benefits for the 

development of applications. Some of the key benefits within this category illustrated by 

the individual demonstrations and/or the overall development process portrayed in this 

chapter are the following: 

 Compact: The application logic of all demonstrations, in particular non-UI logic, 

is very compact for the spectrum of features provided by the Wall of the Wise. In 

particular, it was not required to set up, configure and/or implement an 

application server and database server. 

 Typed: The data for demonstrations 2 to 10 is enriched with type information. 

This information makes it easier to interpret the data in multiple contexts as well 

as exchange data between applications. 

 Responsive: The client libraries provide out of the box responsiveness for client 

user interfaces. For instance, a click on the button ‘Post’ will immediately lead to 

a message being displayed for the user (although the logic for this interacts 

directly with the database). 

 Modular: The more complex demonstrations (5-9) are composed of small, 

independent and reusable modules. For instance, demonstration seven is 

composed of the unchanged message board and moderator clients of 

demonstration six combined with a newly implemented module to handle user 

registration and login. 

 Portable: Multiple platforms were supported with ease. A similar API could be 

used for both Java and JavaScript and data between a desktop application and a 

web-based application could be exchanged easily. 

 Testable: Data-dependent logic is tested easily and quickly. Although the Wall of 

the Wise is an application running on a cloud infrastructure, a test with local data 

could be implemented without need for mocks or other devices in demonstration 

ten.  

 Extensible: The application data was extended easily through the course of the 

demonstrations while maintaining backward compatibility. For instance, Wall of 

the Wise data created in demonstration eight can be rendered with the message 

board clients of demonstrations four to six. 

 Productive: The overall development process was very productive in that few 

changes per iteration yielded significant advances in functionality. For instance, 

only a couple of lines of code were changed between demonstrations three and 
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four. Yet, demonstration three is a simple in-memory prototype, while, in 

demonstration four, data is persisted in a scalable server infrastructure. 

Table 20 below provides an overview of how these benefits relate to the individual 

demonstrations. In particular, it is indicated which benefit is illustrated in which 

demonstration by a tick in the respective table cell. The benefits of being extensible and 

productive are indicated by arrows, since these are not illustrated within individual 

demonstrations but rather through the process of moving from one demonstration to the 

next. 

Benefit 
Demo 

Compact Typed Responsive Modular Portable Testable Extensible Productive 

01: Hello, World! 

 
   

 
 

  

02: Add Types 

  
      

03: Add Web UI 

   
     

04: Add Persistence 

   
     

05: Add 
Synchronization     

    

06: Add 
Authorization     

    

07: Add User 
Management     

    

08: Add Security 

    
    

09: Add Desktop UI 

     
   

10: Add Test 
Automation       

  

Table 20 Demos illustrating platform benefits 

The benefits we have discussed above are well-aligned with the guidelines elicited in 

the previous chapter. For instance, for an application to be extensible it is of great 

importance to accommodate for complex and rapidly changing contexts in the design 

and evolution of systems for knowledge-driven organizations (guideline ‘Order and 

Chaos’). Also, portability aids in integrating data distributed in heterogeneous systems 

across organization boundaries (guideline ‘Fluid Integration’). 

However, the demonstrations in this chapter are chiefly illustrative examples of 

capabilities and as such are not in themselves sufficient to delineate these capabilities 

in their entirety. Thus, we explore in the following chapter the conceptual foundations of 

the design as well as some of the technical implementation details. These abstract and 

generalizable perspectives of the implemented platform provide a more complete 
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picture of the platform capabilities as well as the potential benefit it yields for 

knowledge-driven organizations. Accordingly, we return to discuss the relationship 

between identified guidelines/requirements and the implemented platform in the 

following chapters. 
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6 Design: Conceptual Foundations, 
Architecture and Implementation 
In software development today, there is a slight but noticeable shift away from abstract 

software specifications and towards concrete and executable examples to guide the 

development process and to document software capabilities (Adzic, 2011; Fried & 

Hansson, 2010). In accordance with these emerging practices, we have provided 

numerous hands-on examples illustrating the capabilities of the Appjangle platform in 

the previous chapter.  

However, one of the main goals in our adopted methodology is to work towards a 

generalizable contribution to the problems we have identified and, while examples might 

be expressive, they have the tendency to be so at the price of reduced generalizability. 

Consequently, in this chapter, we complement the demonstrations of the previous 

chapter with an exploration of the conceptual foundations, architectural decisions and 

implementation characteristics of our designs. 

In the following, we first discuss the conceptual foundations. These form the 

paradigmatic and structural approaches underlying both the Appjangle platform itself as 

well as any application developed with the platform. We then provide a brief overview of 

the overall architecture of the Appjangle platform. Finally, we discuss various aspects of 

the Appjangle platform implementation. We conclude this chapter with a continuation of 

the discussion of application benefits introduced in the previous chapter. Specifically, 

we describe how aspects of the Appjangle implementation and its conceptual 

foundations support various benefits. 

6.1. Conceptual Foundations 

In this section, we discuss the following design foundations: (1) the fundamental data 

model used for all data stored on the Appjangle platform, (2) a visual modeling 

language to express data in this data model, and (3) the design pattern to organize data 

within this data model. 

For each of these design foundations, we outline the motivation for our design, the 

design itself as well as a brief overview of related approaches. Finally, we provide a 

brief summary of the possible benefits the conceptual approaches described can yield 

for knowledge-driven organizations. 
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6.1.1. Data Model 

We have argued that information systems in their inherent limitation to first and foremost 

work with information and data need to find effective ways to approximate knowledge-

based capabilities with information. We have highlighted the need to allow data to be 

embedded in a complex context and that such a context can be established by building 

connections between data entities. Thus, we seek to identify the most flexible, 

generalizable and simple model for data enabling such connections for our design. 

The data model underlying the implementation of the Appjangle platform is the 

‘hyperdata’49 model. The hyperdata model can be specified by the following simple 

rules: 

1. Data is composed of nodes and connections.  

2. Every node consists of a value and an identity.  

3. Connections are uni-directional, unlabeled links between two nodes.  

4. Any node can be connected with any other node.  

5. Every node can, but must necessarily, not have one unique parent.  

6. A node must be connected to its parents. Connections between unique parents 

and their child nodes are called parent-child connections. All other connections 

are called associative connections.  

The hyperdata model essentially describes a uni-directional, unlabeled graph. Given the 

simplicity of this model, various related approaches exist. Two important approaches 

are the semantic web (Berners-Lee, Hendler & Lassila, 2001) and hypertext/hypermedia 

(Bush, 1945). Both of these approaches describe graphs, in which nodes are 

characterized both by a value and an identity (as in the hyperdata model). However, the 

data model of the semantic web is based on triples, which in effect describe a uni-

directional, labeled graph. The hyperdata model, in contrast, describes an unlabeled 

graph. In hypertext/hypermedia, connections are enclosed within the value of nodes 

(e.g. an ‘a’ element in an HTML page). In the hyperdata model, connections are 

independent of the values of a node. Both these differences illustrate the tradeoff of the 

hyperdata model: to favor simplicity, generalizability, connectivity and flexibility over 

expressiveness.  

6.1.2. Visual Modeling Language 

The data model described in the previous section is used throughout our implemented 

platform and also for various applications that we have developed with this platform 

                                            

49
 We have chosen the name ‘hyperdata’ for the model developed here due to its similarity with the data 

structures of hypertext. 
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(see chapter Evaluation). In order to guide design undertakings using the hyperdata 

model, we have used various visual representations of hyperdata structures. For 

instance, the implementation of the Wall of the Wise is accompanied by various 

diagrams to illustrate the evolution of the data model. We have found that a simple 

visual modeling language was very helpful in developing, communicating and 

documenting hyperdata structures.  

We have synthesized our experiences into a simple visual modeling language to 

capture the nuances of data arranged according to the hyperdata model. The elements 

and rules of this language are provided in Appendix B. Essentially, nodes are 

represented as small circles, which are connected through simple arrows. The outgoing 

arrows from a node represent the set of its connections to other nodes. Values of nodes 

can either be specified as concrete values (for instance a text or a number) or, more 

abstractly, as the data type required for the value (for instance a textual type or a 

numerical type). This allows integrating and switching between data pattern (expected 

types) and instances (concrete values) easily. Identities are expressed through syntactic 

labels for nodes; that is two nodes with the same label can be assumed to have the 

same identity. However, concrete values for identities are usually omitted (since 

identities can be long and technical in nature, for instance a URI). 

There are various approaches for the modeling of information and/or data. Due to the 

similarity of the hyperdata model with the semantic web and hypertext, visual modeling 

approaches related to these conceptualizations of data have some similarity with the 

modeling language designed for hyperdata. For instance, conceptual graphs allow 

expressing information in structures similar to those used by the semantic web (Sowa, 

1999) whereas the relationship modeling methodology (RMM) allows expressing 

information in structures similar to hypertext (Isakowitz, Stohr & Balasubramanian, 

1995). However, these languages are not effective at capturing the essence of 

hyperdata models, since they were not designed for this purpose. Therefore, instead of 

building on these languages, the hyperdata modeling approach borrows syntactical 

elements primarily from UML diagrams (Rumbaugh, Jacobson & Booch, 1999); since 

UML diagrams are more familiar to practitioners today than the aforementioned 

approaches. For instance, the visual cues for composition, association and cardinality 

are borrowed from the UML technique.  

6.1.3. Design Patterns 

In the processes of working with data organized according to the hyperdata model, we 

encountered a number of repeatedly occurring problems. We found that some of the 

solutions to these problems could be widely and easily applied. We sought to identify 

these solutions and record them to aid the development of hyperdata applications. 
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Further, the Appjangle platform provides strong and inherent support for applying these 

identified solutions.   

In particular, we have elicited three patterns, which have been applied widely in the 

hyperdata-oriented software we have developed: (1) Hyperdata Type Pattern: This 

pattern can be used to assign a syntactic type to any node in a hyperdata network 

(Parnas et al., 1976). (2) Hyperdata Property Pattern: This pattern allows building data 

structures similar to fields in relational databases or object-oriented environments. (3) 

Hyperdata Referential Property: This pattern allows the use of complex data structures 

as values of hyperdata properties. All patterns are described in more detail in Appendix 

C. 

The idea to apply the concept of pattern (originating from architecture) to software has 

been popular for a long time (Gamma, Helm, Johnson & Vlissides, 1995). Traditionally, 

design patterns capture both behavior and data. The design patterns developed for 

hyperdata focus solely on data. Moreover, existing design patterns have, with the 

advances in object-oriented and service-oriented development, become increasingly 

complex and more specific to particular problems (Bien, 2009; Daigneau, 2011). The 

hyperdata patterns presented here, in contrast, are very basic and generic. Indeed, they 

could be understood to be on a ‘lower-level’ than traditional object-oriented design 

patterns since they emulate features that are ‘built-in’ components of traditional systems 

(such as types, fields …). This is another consequence of the already discussed 

tradeoff for hyperdata; that simplicity, generalizability and flexibility are favored over 

expressiveness – since the hyperdata patterns presented here are only one of many 

possible ways to organize data in the hyperdata model.       

6.2. Development Environment 

The Appjangle platform has been developed and is supported by an array of open 

source and commercial technologies. The following sections provided a brief overview 

of the main technologies, which were utilized. 

6.2.1. Programming Languages 

The Appjangle platform is principally implemented in the Java programming language. 

The Java programming language has been developed by Sun Microsystems, Inc. 

(1982-2010) and was first announced to the public in 199650. Since then Java is often 

cited as one of the most popular programming languages (along with C and C++)51.  

                                            

50
 http://www.oracle.com/technetwork/java/javase/overview/javahistory-index-198355.html 

51
 http://www.tiobe.com/index.php/content/paperinfo/tpci/index.html 
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Java is an object-oriented language, which is usually compiled into a platform 

independent byte code. This compiled byte code is then executed by platform-specific 

runtime environments. Thus, the Java programming language is complemented by 

various compilation tool chains and runtime environments. Most prominently, Sun 

Microsystems and later Oracle Corporation, after its acquisition of Sun Microsystems, 

as the stalwarts of Java technology provide a Java Development Kit (JDK) and a Java 

Virtual Machine (JVM) which allow compiling and running Java byte code on various 

system environments.  

In the development of the Appjangle platform we have made intensive use of the Java 

Development Kit to compile Java source code into Java byte code. Further, the Java 

Virtual Machine is used to run our automated testing frameworks and the backend 

servers of the Appjangle cloud. 

We further use various other languages to support aspects of the Appjangle platform: 

these include for instance, JavaScript running on web browsers, bash scripts running on 

a UNIX system, XML documents, SQL scripts and HTML documents, among others. 

Notwithstanding usage of these other languages, however, the great majority of 

platform logic is implemented in the Java programming language. 

6.2.2. Source Code Management 

In accordance with established industry standards, all source code artifacts of the 

Appjangle platform are stored in a centralized source code repository (Smart, 2008). In 

particular, we have used the source code management system Apache Subversion. 

The Subversion repository created for the Appjangle platform contains both the most 

recent version of source code artifacts as well as their entire version history.  

The process of interaction with a Subversion source code repository is usually as 

follows: First, a copy of a directory stored on the central repository is created on the 

development machine (check out). Then, files and folders can be created, edited and 

removed in the local repository. When a logical unit of work has been completed, the 

changes made in the local copy can be synchronized with the central repository 

(commit). A directory from the central repository can be ‘checked out’ to multiple 

development machines. If changes have been committed by one machine, these 

changes can also be synchronized with the copies on other development machines 

(update).    

The Subversion repository of the Appjangle platform contains 5534 files and 5732 

versions (a version usually contains changes for multiple files)52. Some artifacts of 
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 As of 13/03/2013 
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importance for the platform are further managed using the git source code management 

system53; in particular, the github.com platform. However, most of the source code files 

of relevance for the Appjangle platform are managed using Subversion. 

6.2.3. Module and Dependency Management 

The source code base of the Appjangle platform is quite extensive; containing hundreds 

of thousands of lines of code and thousands of class definitions. Thus, the platform is 

organized into more than 60 interdependent modules in order to reduce overall system 

complexity (Gershenson, Prasad & Zhang, 2003). In particular, two popular modularity 

platforms are employed, namely Apache Maven54 and the OSGi Framework55. 

Apache Maven is a build automation, module and dependency management system 

widely used to increase modularity in Java applications (Porter & Ching, 2009). In 

Apache Maven, a Project Object Model (POM) is used to describe modules. This 

Project Object Model describes various properties of the module such as: 

 Name 

 Version 

 Description 

 Dependencies to other modules 

In addition to these module properties, a Project Object Model definition contains 

various configurations for the compilation and deployment of the module, for instance: 

the Java version to be used for compilation, configuration for automated tests to be run 

before release of the module, resources to be included in assembled packages, plugins 

and extensions to be used for compilation, and the location to which a successfully built 

module is deployed. An example Project Object Model definition for one of the modules 

of the Appjangle platform can be found in Appendix D. 

Apache Maven module definitions are complemented with additional module 

configurations defined using the OSGi Framework. This is an approach found in many 

industry projects (Walls, 2009).  The OSGi Framework provides finer-grained and more 

dynamic modularity than Apache Maven. In particular, the OSGi framework allows 

defining dependencies between Java packages and not only between modules as a 

whole. Moreover, the OSGi Framework provides a platform for loading and unloading 

modules into a system at runtime; while Apache Maven assembles modules exclusively 

                                            

53
 http://git-scm.com/ 

54
 http://maven.apache.org/ 

55
 http://www.osgi.org/ 
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during the compilation of a system. ‘Modules’ in the OSGi Framework are defined as 

‘OSGi bundles’. Each module of the Appjangle platform thus contains an OSGi bundle 

definition in addition to an Apache Maven Project Object Model. An example of an OSGi 

bundle definition can be found in Appendix E.         

6.2.4. Source-to-Source Compilation  

As we have mentioned above, the Appjangle platform is primary implemented in the 

Java programming language. However, one of the core features of the platform is to 

support applications written both in the Java language and in the JavaScript language. 

In particular, for both Java and JavaScript environments rich client libraries are 

provided, which provide capabilities to support embedded graph databases and logic to 

replicate and synchronize these databases with a remote server. In fact, the source 

code base of the Java and JavaScript Appjangle client libraries easily exceeds 100,000 

lines of code. 

Given the limited development resources available for the development of the Appjangle 

platform (one person, concurrently serving as part-time developer and part-time author 

of this document), implementing the complex logic embedded in these libraries twice for 

two idiosyncratic environments was not easily attainable. Thus, we have utilized a 

framework to automatically translate Java source code into JavaScript source code, 

namely the Google Web Toolkit (GWT)56. 

The Google Web Toolkit is a development toolkit originally developed by Google Inc. to 

develop high quality web applications quickly while following best engineering practices. 

In particular, it was reasoned that the tools available for the Java programming 

language as well as the expressiveness of the Java language itself are superior to what 

can be found in the JavaScript environment (Chaganti, 2007; Cooper & Collins, 2008)57. 

Moreover, it has long been a problem to develop web applications which work smoothly 

and error-free on all major web browsers due to subtle and not so subtle differences in 

their implementation of the JavaScript language and its interactions with the Document 

Object Model (Thiemann, 2005). Thus, the Google Web Toolkit provides two main 

components: First, a compiler, which translates Java source code into optimized 

JavaScript code and, second, a rich Java API to create dynamic web interfaces. For the 

                                            

56
 https://developers.google.com/web-toolkit/ 

57
 This is not the author’s position. We do not intend to take a stance as to the superiority or inferiority of 

programming languages or any other complex technology; since, as outlined in the methodology section, 

we believe such considerations to be heavily dependent on the context; and that it is extremely difficult to 

establish a context simple enough yet representative enough to create a fair comparison between 

complex technologies. 
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implementation of the Appjangle platform, since it does not seek to provide a framework 

to build user interfaces, only the first component of the Google Web Toolkit is utilized. 

There are a number of paradigmatic discrepancies between the Java and JavaScript 

languages (Ling & Tran, 2000; Paulson, 2007). Thus, it is not possible to translate 

arbitrary Java source code into JavaScript source code. For instance, any reference to 

multi-threading logic in a Java program must be omitted since most JavaScript runtime 

environments support only a single thread. In consequence, a large portion of the 

Appjangle platform is written using the subset of the Java programming language 

supported by the Google Web Toolkit (24 out of 60 modules). This also limits the choice 

of libraries available to support the Appjangle platform; since most available Java 

libraries are not written in a way that would allow automatic translation of their source 

code into JavaScript using the Google Web Toolkit.  

6.3. Architecture 

The conceptual foundations described above guide many aspects of the design of the 

Appjangle platform. Importantly, the hyperdata model plays a central role for the overall 

system architecture of the Appjangle platform. We discuss this role as well as various 

other important aspect of the Appjangle architecture in the following. 

The scope and purpose of architectures in an information systems context is often 

interpreted in many different ways. For instance, the Software Engineering Insitute has 

collected more than 150 definitions of information systems architecture; with no general 

consensus in these definitions being apparent (Clements, Bachmann, Bass, Garlan et 

al., 2010). In the following discussion, we will draw from the prominent definition of 

software architecture provided in the standard ISO/IEC/IEEE 4201058: 

“fundamental concepts or properties of a system in its environment embodied in its elements, 
relationships, and in the principles of its design and evolution.”    

More specifically, we provide a layered system architecture with four ordered layers: 

Interface, Communication, Synchronization, and Kernel (see Figure 56). Messages can 

be exchanged vertically between layers. In that, our provided architecture is similar to 

other layered architectures such as the OSI reference model (Zimmermann, 1980) or 

three-tier systems (Rashid, Hossain & Patrick, 2002). The Kernel layer is composed of 

three sub-layers: Object, Persistence, and Versioning. The layers of Synchronization 

and Communication are internally divided in two components. These components 

exchange messages as indicated by arrows in Figure 56.  

                                            

58
 http://www.iso-architecture.org/42010/ 
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In the following, we provide a brief description of the responsibilities of each of the 

layers. Further details about algorithms, classes, and protocols used by the layers are 

discussed in the following section of this chapter (6.4 ‘Implementation’).   

 

Figure 56 Appjangle Layered Architecture 

Kernel: Object 

The Object layer provides basic mechanisms to work with hyperdata. Specifically, in-

memory representations of hyperdata can be created, manipulated and queried. 

Kernel: Persistence 

The Persistence layer provides basic mechanisms for persisting hyperdata managed by 

the Hyperdata layer. This layer focuses on abstract logic being required for persisting 

hyperdata, not on the physical persistence of data. Physical persistence can thus be 

performed through various technologies (files, relational database, key value stores, 

etc.). 

Kernel: Versioning 

The Versioning layer provides mechanisms to create and work with versioned 

representations of hyperdata. Specifically, any change performed is encoded in a 

version, which can be queried, revoked and reapplied if required. 

Synchronization 

The Synchronization layer provides mechanisms to create replications of hyperdata and 

synchronize changes between these replications and a master copy (‘Origin’). The layer 

is divided into the components Replication and Origin. The Replication component 

contains logic to translate interactions with a replication of hyperdata into serialized 

messages. The Origin component contains logic to interpret and answer these 

messages.  
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Communication 

The Communication layer provides mechanisms to transport synchronization messages 

across processes and systems. The layer is divided into the components Client and 

Server. The Client component contains logic to decode and encode messages, identify 

service endpoints and send messages to these service endpoints. The Server 

component contains logic to decode messages, to provide service endpoints and to 

distribute large hyperdata repositories across multiple physical locations. 

Interface 

The Interface layer packages the capabilities of the Appjangle platform into easily 

accessible representations. The layer is divided into the components Client API and 

Cloud Services. The Client API component exposes simple application programming 

interfaces, which can be consumed by applications using the Appjangle platform. The 

Cloud Services component exposes web services and webpages to allow users to 

access and configure the Appjangle platform services. 

The overall architecture of the Appjangle platform consists of multiple components, 

which are commonly found in the architectures of software platforms. For instance, 

many architectures feature a component dedicated to persistence (often labeled 

database) (Callaway, 1999). Furthermore, layers dedicated to facilitate communication 

are often included in architectures of organizational software platforms (Tsai, Fan, 

Chen, Paul et al., 2006). However, layers dedicated to synchronization are not 

commonly found in organizational platform architectures. Instead, most architectural 

approaches focus on layers to support the exchange of messages rather than the 

synchronization of data. Thus, synchronization logic must often be implemented on a 

case by case basis and is not defined on an architectural level. This is in line with our 

previous observations that support for the synchronization of generic and fine-grained 

data is weak in popular technologies. 

6.4. Implementation 

The overall architecture of the Appjangle platform in terms of layers, components and 

their interactions has been described above. In this section, we explore each element of 

this architecture in further detail. Specifically, we provide for each layer the following: 

 a list of the modules supporting the layer, 

 a number of metrics describing these modules, and 

 a discussion of key interfaces and classes within these modules. 
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The metrics we provide are calculated with the Eclipse Metrics Plugin59, a free plug-in 

for the Eclipse integrated development environment (IDE)60. This plugin allows 

calculating various metrics for a Java project in the Eclipse IDE (all modules of the 

Appjangle platform are configured as such a project). The classes, interfaces and their 

interactions are described in prose as well as through diagrams created using the 

object-modeling technique (OMT). This technique allows specifying various functional, 

structural and behavioral aspects of software systems (Rumbaugh, Blaha, Lorensen, 

Eddy et al., 1990). We use so called object models to describe classes, interfaces and 

their interrelationships within each layer (Loomis, Shah & Rumbaugh, 1987). 

We have outlined in the ten demonstrations described in the previous chapter that the 

Appjangle platform provides a wide range of features aiding in the design of 

organizational applications. Notably, these features do not address limited, domain-

specific problems but provide generic and flexible building blocks adaptable to varied 

problem scenarios. The provision of these complex features with acceptable 

robustness, quality and performance required the implementation of extensive software 

solutions; the entire platform consists of more than 100,000 lines of code with 

thousands of classes and interfaces. Thus, this chapter can provide only a small 

overview of the internal workings of the platform and necessarily entails dramatic 

simplifications of many platform capabilities.   

6.4.1. Kernel: Object 

The Object layer is the fundamental layer of the Appjangle architecture. This layer 

provides basic mechanisms to create and work with hyperdata in the local memory of 

applications.  

6.4.1.1. Key Modules 

The core logic and interfaces of relevance for the Object layer are defined in the module 

nxCore. Table 21 provides an overview of some statistics for the nxCore module and 

therewith for the Object layer. We provide these statistics for all layers/modules 

discussed in this chapter in order to provide a high level overview of the structure of the 

modules and their respective complexity. In particular, we provide the following data 

points: 

 Module: The name of the module, which is part of the layer. 

 Interfaces: The number of Java interfaces defined in the module. 
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 http://metrics.sourceforge.net/ 
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 Classes: The number of Java classes defined in the module. 

 Methods: The number of methods in classes (does not include static methods) 

 LoC (Logic): The lines of code in Java files in the module, excluding empty 

lines, comments and other non-logic related lines. 

 LoC (All): The total lines of code in Java files in the module (does not include 

lines of code in other languages e.g. XML). 

 Revisions: The number of revisions in the subversion repository, which contain 

changes for the module.  

 From Rev.: The earliest revision in the subversion repository, which contains 

changes for the module. 

Module Interfaces Classes Methods LoC (Logic) LoC (All) Revisions From Rev. 

nxCore 33 206 620 7,794 12,633 513  0035 

Total 33 206 620 7,794 12,633 513 0035 

Table 21 Statistics of Object layer 

The nxCore module is relatively lightweight in terms of the number of interfaces defined 

(33). However, it contains many classes (206), which implement the logic required to 

manage hyperdata networks. Most of these classes are hidden within internal 

packages; these are packages that other modules cannot access (protected through the 

OSGi framework mentioned above). In result, it is through only a handful of classes and 

interfaces that the features of the module can be accessed and managed. 

The first revision for this module was revision 0035. This revision has been created on 

the 27th of October 2010. It was thus one of the first aspects of the Appjangle platform to 

have been implemented. It has since been improved and revised in 513 revisions, the 

last of which was performed on the 20th of January 2013. The module accordingly 

underwent a constant and long evolution in which features were extended and bugs 

resolved. 

6.4.1.2. Key Interfaces and Classes 

The key interfaces and classes in the Object layer are: Network, InternalNetwork, 

and NetworkStatement. The OMT diagram given in Figure 57 describes the 

relationships between these classes. We further discuss each class in further detail 

below. 

The Network interface is one of the most fundamental interfaces in the Appjangle 

platform (see ‘Network.java’ in Appendix F). It contains only one method 

processStatement, which accepts a parameter of the type NetworkStatement. All 

operations that can be performed on a hyperdata network on the Appjangle platform are 
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described by the classes, which implement NetworkStatement. The most important of 

these classes are given in Table 22: 

 

Figure 57 Key interfaces and classes in Object layer with OMT key 

Class Attributes Operation 
AppendStatement node, to Append node as new child node of node to. 
GetChildrenStatement node Return a list of all children of node. 
GetNodeFromIdStatement address Return the value of the node with the specified 

address. 
PutStatement node Place node into the hyperdata network without 

appending it as a child to an already defined node.  
RemoveStatement node Remove node from the hyperdata network. 
ReplaceStatement node, 

replacement 
Replace node with replacement in the hyperdata 
network. 

Table 22 Subclasses of interface NetworkStatement 

All attributes listed in Table 22 accept any arbitrary Java object; with the exception of 

address, which must be a String. Each of the NetworkStatement subclasses results 

in an appropriate operation on an instance of InternalNetwork to be called if they are 

passed to the processStatement method. This arrangement and associated behaviors 

is an implementation of the command design pattern (Gamma et al., 1995).  

In the class InternalNetwork, a number of simple map data structures are utilized to 

represent a hyperdata network in local memory. In particular, the following data 

structures are used: 

    private final Map<String, List<String>> connectionsFromId; 

    private final Map<String, Object> objectsFromIds; 

The implementation of InternalNetwork makes heavy use of one of the fundamental 

rules of hyperdata: that every node has a unique address. The String keys in the maps 

shown above make use of this address to provide high performance access to nodes 

and their connections.  

The implementation of hyperdata pursued within the Appjangle platform makes one 

important additional assumption about the data managed: while the hyperdata paradigm 

in general only prescribes that any node can be connected to any other node, outgoing 
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connections from a node in the Appjangle platform are stored in an ordered list as can 

be seen in the declaration of the variable connectionsFromId above.  

One of the most notable properties of the Object layer is its generalizability. There are 

two main factors that contribute to this generalizability: (1) The Object layer has no 

dependencies to any other part of the Appjangle platform and can thus be used for 

other purposes apart from supporting the Appjangle platform. (2) The layer has been 

designed to allow building hyperdata networks of arbitrary objects. That is, in the Java 

implementation, any object can be added as a node of the network. Many persistence 

technologies do not support arbitrary objects and instead rely on special interfaces, 

abstract classes, Java annotations or byte code manipulations to store and manage 

objects (Roos, 2002).   

6.4.2. Kernel: Persistence 

The Persistence layer complements the Object layer in that it provides mechanisms to 

store hyperdata networks in media other than the application memory. 

6.4.2.1. Key Modules 

We discuss in this section nine key modules of the Persistence layer. Six of these 

modules are concerned with the logic required to translate operations performed on a 

hyperdata network into objects (nxPersistence, nxPersistenceSql, nxPersistence* …). 

Three modules are concerned with providing the engine to encode and decode these 

objects into binary representations (nxSerializer, nxSerializerKryo, nxSerialzerXStream). 

Table 23 provides an overview of numerous statistics for all modules. More details 

regarding these statistics are provided in section 6.4.1.1 above.    

Module Interfaces Classes Methods LoC (Logic) LoC (All) Revisions From Rev. 

nxPersistence 24 59 195 3,149 4,957 254  0194 

nxPersistenceSql 1 11 51 735 1043 42 4131 

nxPersistenceMemory  0 4 15 161 234 9 3109 

nxPersistenceFile  0 3 16 185 267 26 2968 

nxPersistenceBabu 0 5 16 350 497 23 3114 

nxPersistenceJDBM 0 4 12 217 312 28 2874 

nxSerializer 3 5 11 144 249 82 0337 

nxSerializerKryo 1 5 9 182 274 17 2889 

nxSerializerXStream 0 3 6 101 163 84 0444 

Total 29 99 331 5,224 7,996 565 0194 

Table 23 Statistics for Persistence layer 

The Persistence layer and its modules are designed to allow persisting hyperdata using 

various existing databases and object serialization frameworks. Both the nxPersistence 
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and nxSerialzer modules provide an abstract interface, which can be implemented with 

various technologies. 

For the interfaces defined in the nxSerializer module, three implementations are 

available to encode (serialize) and decode (deserialize) objects from and into binary 

representations: 

 Java Serialization: Most implementations of the Java programming language 

provide built-in support for the serialization and deserialization of generic Java 

objects into binary representations (Opyrchal & Prakash, 1999). A serialization 

engine using this built-in support is embedded in the nxSerializer module. 

 Kryo: Kryo is an open-source Java library for serializing and deserializing Java 

objects into and from a compact binary format (Aihkisalo & Paaso, 2011). A 

serialization engine based on Kryo is embedded in the nxSerializerKryo module. 

 XStream: XStream is an open-source Java library which allows serializing and 

deserializing Java objects into and from portable XML and JSON documents 

(Breg & Polychronopoulos, 2001). A serialization engine based on XStream is 

embedded in the nxSerializerXStream module. 

For the interfaces defined in the nxPersistence module, five implementations are 

provided within the Appjangle platform. Each of these implementations serves as the 

connector to a different persistence technology: 

 SQL: The nxPersistenceSql module provides a connection to various relational 

database systems, which support the Java Database Connectivity (JDBC) 

standard61.   

 In Memory: The nxPersistenceMemory module provides a connection to a 

simple in-memory database. This connection is mostly used for testing purposes. 

 Files and Folders: The nxPersistenceFile module provides a connection to a 

database that stores data as folders and files using the Java Input/Output and 

File API.  

 Babu DB: The nxPesistenceBabu module provides a wrapper around the open 

source Babu DB database62. Babu DB is focused on delivering high performance 

for reads and writes in large key-value databases, a popular class of so called 

NoSQL databases (Stonebraker, 2010). 

                                            

61
 http://docs.oracle.com/javase/7/docs/technotes/guides/jdbc/index.html 

62
 https://code.google.com/p/babudb/ 
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 JDBM: The nxPersistenceJDBM module provides a wrapper around another 

open source database: JDBM263. Like Babu DB, JDBM2 enables storing and 

retrieving data from a key-value database. 

As can be seen from the various modules forming the Persistence layer, the Appjangle 

platform is built to support various object serialization and persistence technologies. In 

fact, the concrete implementations listed above are just a small selection of the range of 

possible technologies, which could be utilized for the Persistence layer. The current 

selection of implementations is provided to account for tradeoffs in the respective 

technologies: for instance, the Kryo serialization engine provides the best performance 

while the XStream serialization engine provides the best portability. In configuring a 

server for the Appjangle cloud infrastructure, all of the technologies listed here can be 

used according to the unique requirements for the respective server. 

To give one example, one hyperdata server in the Appjangle platform is dedicated to 

store configuration data for a cluster of servers. The involved amount of data is 

comparatively small and it is more important to be able to access and edit this data 

easily and quickly in a wide range of situations. Thus, the hyperdata server to store this 

information is configured to use the files- and folder-based persistence (module 

nxPersistenceFile) along with the Xstream serialization engine (module 

nxSerializerXStream). User data servers, in contrast, use a reliable relational database 

through the nxPersistenceSql connector along with the Kryo serialization engine 

(nxSerializerKryo), which provides high speed and has a small data footprint. 

6.4.2.2. Key Interfaces and Classes 

The key interfaces and classes in the Persistence layer are PersistedNetwork, 

PersistenceConnection, Serialzier and GarbageCollector. The OMT diagram 

given in Figure 58 describes the relationships between these classes. We further 

describe key interactions between the classes in the remainder of this section. 

The PersistedNetwork class is an implementation of the Network interface described 

in the previous section. In that, it provides a method, processStatement, which allows 

performing a number of operations on a hyperdata network. Specifically, an instance of 

PersistedNetwork will forward any calls to the method processStatement to another 

implementation of the Network interface (for instance an InternalNetwork instance in 

the Object layer). In addition, PersistedNetwork will perform a number of persistence 

related tasks with all statements to be processed before forwarding them. This 
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arrangement is an implementation of the decorator design pattern (Gamma et al., 

1995). 

  

Figure 58 Key interfaces and classes in Persistence layer 

The two primary tasks PersistedNetwork undertakes are assuring that operations to 

create, change and delete nodes are forwarded to a persistence provider and assuring 

that hyperdata networks do not outgrow a specifically set total number of nodes held in 

memory. For the first task, network operations are translated into calls on the interface 

PersistenceConnection (see ‘PersistenceConnection.java’ in Appendix F). This 

interface is implemented by the various persistence providers described in the previous 

section. Implementations of PersistenceConnection further require the specification 

of a Serializer to encode and decode objects to and from binary representations. 

This interface is implemented in the serialization related modules discussed in the 

previous section. 

The total number of nodes currently loaded in the application memory for a 

PersistedNetwork is monitored through an implementation of the interface 

GarbageCollector. The default implementation for this interface in the Appjangle 

persistence layer keeps track of the order in which nodes are accessed; nodes that 

have not been accessed recently become candidates to be removed from the loaded 

network (but not from the persistence destination). However, other implementations of 

GargabeCollector can easily be used instead of the default implementation; in that, 

garbage collection is moderated by a realization of the strategy design pattern (Gamma 

et al., 1995). 

6.4.3. Kernel: Versioning 

The Versioning layer provides mechanisms to manage the version history of hyperdata 

networks. The Versioning layer can be used both to manage versions of simple in-

memory networks as well as persisted networks. 
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6.4.3.1. Key Modules 

The key classes and interfaces of the Versioning layer are provided in the nxVersions 

module. Table 24 describes a number of key statistics for this module. The statistics 

indicate that the Versioning layer is simpler and requires a smaller source code base 

then the two previous layers. This simplicity is enabled by extensive utilization of 

functionality provided from the Object and Persistence layers. 

Module Interfaces Classes Methods LoC (Logic) LoC (All) Revisions From Rev. 

nxVersions 2 16 63 1,216 2,039 231 0185 

Total 2 16 63 1,216 2,039 231 0185 

Table 24 Statistics for Versioning layer 

6.4.3.2. Key Interface and Classes 

The two key classes within the Versioning layer are VersionedNetwork and 

ChainedVersion. Figure 59 describes the relationships between these classes and we 

explore their direct and indirect interactions in further detail below. 

 

Figure 59 Key classes and interfaces in Versioning layer 

The VersionedNetwork class is another implementation of the Network interface (see 

the interface of VersionedNetwork in Appendix F). However, in difference to the 

PersistedNetwork class, which decorates one instance of the Network interface, 

VersionedNetwork carries references to two instances of the Network interface. 

Specifically, one instance of the Network interface is decorated in the same way as 

done for the PersistedNetwork (main); all calls to processStatement are forwarded 

to this Network instance. However, the second instance of Network linked from the 

VersionedNetwork (versions) class is used to store all versioning related data. 

For instance, when VersionedNetwork receives a statement, which inserts a new node 

into the network, it will forward the statement to the main network. However, it will also 

create and execute a new statement, which will store the performed action as a version 

in the versions network.  

All versions are encoded as ChainedVersion objects. These objects contain the 

following information: 
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 The address of the node affected by the versions. 

 The NetworkStatement that describes the change performed. 

 The NetworkStatement that can undo the change performed. 

 An incremental version number unique for the affected node. 

Since the Object layer allows any arbitrary Java object to be appended to a hyperdata 

network, the versions network can easily be used to manage these ChainedVersion 

objects. In particular, a dedicated ‘version node’ is created for each node defined in the 

main network and all changes made to the node are appended as versions to this 

‘version node’. Since the Persistence layer provides a simple decoration to the Network 

interface introduced in the Object layer, both the primary network as well as the 

‘versions network’ can easily be persisted if required. 

6.4.4. Synchronization 

The Synchronization layer provides mechanisms to create partial and complete 

replications of hyperdata networks and synchronize changes between such replications 

and their respective origins. 

6.4.4.1. Key Modules 

The key module for the Synchronization layer is the module nxSync. A number of key 

statistics for this module are presented in Table 25. Notably, the Synchronization layer 

is the most complex layer discussed so far in terms of involved lines of code. 

Interestingly, the breadth of features provided by this layer is not that different to the 

breadth of features provided by the Versioning and Persistence layers.  

Module Interfaces Classes Methods LoC (Logic) LoC (All) Revisions From Rev. 

nxSync 33 109 518 7,089 11,542 642 0091 

Total 33  109 518 7,089 11,542 642 0091 

Table 25 Statistics for Synchronization layer 

The application logic embedded in this layer is considerably more complex than the 

application logic in the previous two layers. This is mainly rooted in two interrelated 

causes: (1) Data synchronization is an inherently complex task (Özsu & Valduriez, 

2011). (2) Support for data synchronization is weak in existing frameworks and 

platforms as outlined in the previous chapter. There are thus few ready-made libraries, 

which could be utilized for the implementation. 

6.4.4.2. Key Interfaces and Classes 

The key interfaces and classes in the Synchronization layer are 

SynchronizedNetwork, VersionedNetworkConnection and LocalNetwork-
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Connection (see ‘LocalNetworkConnection.java’ in Appendix F). The relationships 

between these classes are described in an OMT diagram given in Figure 60. Further 

details regarding these classes are provided in the remainder of this section. 

 

Figure 60 Key interfaces and classes for Synchronization layer 

SynchronizedNetwork is a subclass of VersionedNetwork. As such, it supports all 

methods provided by VersionedNetwork. Internally, SynchronizedNetwork further 

decorates an instance of VersionedNetwork to which all incoming statements are 

forwarded. SynchronizedNetwork offers various features to support the replication and 

synchronization of hyperdata networks. In particular, incoming NetworkStatements are 

translated into calls on the interface LocalNetworkConnection by the 

SynchronizedNetwork class.  This interface defines three key methods for the 

exchange of data between synchronization clients and synchronization origins: 

 Commit: The commit method is called for every change made to the client 

network. The primary parameter of the commit method is a ChainedVersion 

associated with the change made. The method returns an appropriate response 

reflecting whether the change could be applied on the origin network or whether 

a synchronization conflict occurred. 

 Resolve: The resolve method is called when a node is accessed on the client 

that has not been replicated from the origin network yet. It will return the most 

recent value of the node in the origin network along with the most recent version 

available. 

 PullVersions: The pullVersions method is called when a client requests 

updates for a node that has been replicated from the synchronization origin. It 

will return any new versions for nodes from the origin or report that no changes 

have occurred. 

VersionedNetworkConnection is an implementation of LocalNetworkConnection, 

which allows answering all requests channeled through the connection in the context of 

a particular instance of a VersionedNetwork. This must be a different instance of 
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VersionedNetwork than the one decorated by SynchronizedNetwork since one of 

these represents the replication (the one decorated by SynchronziedNetwork) and the 

other represents the origin of the replication (the one referenced by 

VersionedNetworkConnection). 

6.4.5. Communication 

The Communication layer provides mechanisms to transport synchronization messages 

between distributed system components. 

6.4.5.1. Key Modules 

The Communication layer is implemented in various modules in a configuration similar 

to the one described in the Persistence layer. There are a number of modules 

describing generic logic required for inter-system communication (nxRemote, nxServer, 

nxRPCClient, nxRPCServer). These are complemented by modules supporting this 

generic logic with specific third party technologies (all modules listed in Table 26 except 

logic modules).  

Module Interfaces Classes Methods LoC (Logic) LoC (All) Revisions From Rev. 

nxRemote 45 100 440 5,600 8,544 313 1994 

nxServer 8 44 138 3,950 5,712 429 0315 

nxRPCClient 7 4 11 116 286 19 2902 

nxRPCClientUrlConnection 11 14 48 1,063 1,609 119 2932 

nxRPCClientGwt 2 4 10 282 421 42 2312 

nxRPCClientRestlet 1 3 5 106 280 45 2077 

nxRPCServer 4 6 6 252 493 42 2911 

nxRPCServerNetty 2 11 27 784 1,166 97 2920 

nxRPCServerRestlet 1 4 9 163 280 45 2077 

nxRPCServerGwt 0 4 9 186 517 115 0750 

Total 81 194 703 12,502 19,308 1,266 0750 

Table 26 Key modules to support Communication layer 

The communication layer currently draws upon four technologies to enable 

communication between clients and servers over the Internet: 

 Restlet: Restlet64 is a Java framework to host and consume REST-based web 

services (Fielding, 2000).  

 Netty: Netty65 is a Java framework to build high performance, event-driven web 

services. Notably, while other web services in the Java ecosystem usually create 

one sub-process (thread) for every incoming request, Netty allows building 
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systems that serve many incoming requests with a fixed number of sub-

processes. 

 Java Networking: The built-in networking support provided as part of the core 

Java API (Gosling, Joy, Steele & Bracha, 2005) and thus available for many Java 

virtual machines is used to realize web service clients (module 

nxRPCClientUrlConnection). 

 GWT RPC: The Google Web Toolkit – used for translating Java source code into 

JavaScript source code as discussed above – provides support for remote 

procedure calls (RPC) between a Servlet container66 and a JavaScript 

application. 

In resemblance of the modular arrangement found in the Persistence layer, the 

Communication layer allows easy ‘plug in’ of different communication engines to 

perform the transport of information between clients and servers. The three 

assemblages given in Table 27 are most common in the current deployment of the 

Appjangle platform.      

Purpose Server Client 

Connect Java and Android 
clients with cloud servers 

Netty Java Networking 

Connect JavaScript client 
with cloud server 

GWT RPC GWT RPC 

Connect server 
components locally 

None None 

Table 27 Employed communication engines 

The Netty server has been chosen since it delivered the best performance of all server-

side frameworks in the various test scenarios that we have explored. This observation is 

reflected by a number of studies, which used the Netty server to attain high server-side 

performance (Jiang, Zhang, Qiang, Jin et al., 2012; Jonassen & Bratsberg, 2012)67.  

The core Java Networking API is used for Java and Android clients since it offers very 

high portability. Moreover, since support for this API is built into most Java virtual 

machines, it does not require adding an additional dependency to the Appjangle client 

libraries68. On the downside, the Java Networking API is a low-level API and as such 

the module to wrap this API exhibits greater complexity than the other client libraries 

(see statistics for module nxRPCClientUrlConnection). 
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 http://www.oracle.com/technetwork/java/index-jsp-135475.html 

67
 See also: www.techempower.com/blog/2013/03/28/framework-benchmarks. 

68
 For instance, using a client based on the Netty framework such as   
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The remote procedure call mechanism provided as part of the Google Web Toolkit is 

used since it provides a robust and convenient way to exchange messages between a 

Java-based server backend and a JavaScript frontend compiled using GWT. However, 

this RPC mechanism is not compatible with the Netty server used to provide the other 

web services. Hence, Servlet-based servers are maintained in the Appjangle cloud in 

addition to Netty-based servers. 

Furthermore, the Appjangle cloud is divided into numerous server components and, 

while some of these reside on different physical systems and/or run in separate 

operation system-level processes to assert overall system stability and reliability, many 

server components are arranged in closely connected clusters. For instance, a 

component providing the web service for Java clients and a component providing the 

web service for JavaScript clients can run in a single process together with an in-

memory replication of a part of the Appjangle hyperdata network. In order to exchange 

messages between these components with minimal delay, they forward remote 

messages as simple Java method calls; thus, using no particular technology to support 

remote communication. However, to assure the adaptability of the cloud infrastructure, 

most components arranged in clusters still implement the interfaces of the 

Communication layer in order to allow rearranging the cluster among multiple processes 

and systems if required.   

6.4.5.2. Key Interfaces and Classes 

The key interfaces and classes in the Communication layer are: RemoteConnection, 

LocalRemoteWrapper and RemoteLocalWrapper. The relationships between these 

classes are expressed in the OMT diagram given in Figure 61 and further details for 

these interfaces and classes are provided in the remainder of this section. 

 

Figure 61 Key interfaces and classes to support Communication layer 
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The key interface in the Communication layer is the RemoteConnection interface (see 

RemoteConnection.java in Appendix F). This very simple interface features a method 

call with two parameters: messages and callback.  

    Public void call(List<RemoteMessage> messages, 

                     ListCallback<RemoteResponse> callback); 

The messages parameter defines a list of objects conforming to the RemoteMessage 

interface. These messages are object representations of calls made to a 

LocalNetworkConnection interfaces (commit, resolve, pull versions; see above); thus, 

implementing another instance of the command design pattern (Gamma et al., 1995).  

The class LocalRemoteWrapper performs the necessary conversion of calls to a 

LocalNetworkConnection interface into RemoteMessage objects. Moreover, calls onto 

a LocalNetworkConnection must not necessarily be forwarded to a remote partner 

immediately. LocalRemoteWrapper supports the collection of outgoing messages and 

sends these in batches to the remote partner. This is a strategy commonly employed to 

reduce the overhead associated with individual message exchanges in a distributed 

system (Schwartz, Zaitsev & Tkachenko, 2012). 

The class RemoteLocalWrapper mirrors the role of the class LocalRemoteWrapper and 

thus converts ‘objectified’ RemoteMessage lists back into calls onto a 

LocalNetworkConnection. The results of the calls executed on the 

LocalNetworkConnection interface are then encoded into lists of instances of the 

interface RemoteResponse. These RemoteReponse lists are then sent back through the 

remote connection and converted on the client side into return calls on a 

LocalNetworkConnection by an instance of LocalRemoteWrapper. 

This setup allows the synchronization process implemented in the Synchronization layer 

to be unaffected by whether or not replication and origin reside on the same system or 

on different components of a distributed system. Moreover, the simplicity of the 

RemoteConnection interfaces allows implementing this interface easily with a wide 

range of communication technologies. Implementations provided as part of the 

Appjangle platform include, as discussed in the previous section, implementations using 

the Netty server, the Java Networking API, and the GWT RPC mechanisms.    

6.4.6. Interface: Client API 

The Interface layer is the largest and most complex layer in the implementation of the 

Appjangle platform. Thus, we dedicate two sections to the exploration of this layer: this 

section ‘Interface: Client API’ describes the client-side API provided as part of the 
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Interface layer. The following section ‘Interface: Cloud Services’ describes the 

numerous cloud services comprising the Appjangle cloud infrastructure.  

6.4.6.1. Key Modules 

The client API of the Appjangle platform consists of multiple modules, which provide 

wrappers around the lower levels of the Appjangle platform. Overall, the client API is 

thus arranged in the spirit of the façade design pattern (Gamma et al., 1995). The key 

modules forming the client API are listed in Table 28. We further describe the role of 

each module in the following. 

Module Interfaces Classes Methods LoC (Logic) LoC (All) Revisions From Rev. 

nextweb-java 74 18 75 1,634 3,219 235 - 

nextweb-js 23 43 431 3,997 5,542 208 - 

nextweb-onedb-java 22 49 502 6,747 8,741 242 - 

oneCore 51 111 237 2,606 4,164 165 3424 

oneEngineNx 1 33 149 3,021 4,056 225 3482 

Total 171 254 1394 18,005 25,722 1,075 3424 

Table 28 Key modules to support client API 

The module oneCore defines an abstract interface, which circumscribes the key 

features of the Appjangle platform of relevance for client applications. These features 

include for instance: creating hyperdata networks (Object layer), synchronizing 

hyperdata networks (Synchronization layer) and connecting hyperdata networks across 

multiple physical systems (Communication layer). We will refer to this abstract interface 

henceforth as the onedb API. We would like to point out the following important 

properties of this API: 

 The onedb API describes most features of relevance for clients, but not all. In 

particular, it focuses on the most important features for building clients 

connected to a dynamic cloud infrastructure. 

 The onedb API has no direct dependencies to the other components of the 

Appjangle platform. It can thus be implemented easily using technologies other 

than the Appjangle platform.  

The module oneEngineNx provides one possible implementation of the onedb API. 

Thus, the module oneEngineNx is the link between the onedb API and the lower levels 

of the Appjangle platform of relevance for client applications. 

While the onedb API provides a significant abstraction from many implementation 

details of the Appjangle platform, it is a mostly procedural API; it therefore provides a 

good foundation to develop high-performance hyperdata applications and, accordingly, 

it is heavily used internally for realizing higher-level components of the Appjangle 

platform. However, application logic written with the onedb API is, in consequence of its 
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procedural nature, often complex and stretches many lines of code. Thus, the Appjangle 

platform provides a further level of abstraction on top of the onedb API, which allows 

defining applications in a fashion that is more declarative than procedural: the Nextweb 

API. 

The Nextweb API comes in two flavors: (1) as an API for Java applications and (2) as 

an API for JavaScript applications. These flavors are implemented in the modules 

nextweb-java and nextweb-js respectively. All demonstrations discussed in the previous 

chapter are implemented using the Nextweb API.  

The module nextweb-onedb-java provides an implementation of the Nextweb API using 

the onedb API. It thus provides an implementation for an abstract API (Nextweb) using 

another abstract API (onedb). Like the definition of the onedb API in the module 

oneCore, the module nextweb-java has no dependencies to the Appjangle platform or to 

the onedb API and thus can be implemented using alternative technologies other than 

the Appjangle platform. 

Figure 62 illustrates the relationship between the lower-level layers of the Appangle 

platform and the onedb and Nextweb APIs. The procedural onedb API allows accessing 

the features of the Appjangle platform through one clearly defined, abstract interface. 

This interface is then used to build an implementation for the even more abstract and 

declarative Nextweb API.  

 

Figure 62 The Appjangle platform accessed through the onedb API and Nextweb API 

6.4.6.2. Key Interfaces and Classes 

As discussed above, two distinct APIs are offered to interact with the Appjangle 

platform: the onedb API and the Nextweb API. In this section, we focus on the Nextweb 

API since this API is of greater relevance for most applications using the Appjangle 

platform. Key interfaces within the Nextweb API are: Session, Entity, Query, Link 

and Node. All these are implemented through classes in the module nextweb-onedb-

java. The following OMT diagram illustrates the relationships between these key 

interfaces (Figure 63). We discuss them further in the remainder of this section.  
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Figure 63 Key interfaces in Nextweb API 

The Session interface encloses a hyperdata network, which is replicated from a remote 

location (see ‘Session.java’ in Appendix F). In addition, it grants access to a few ‘meta’ 

operations of importance for managing hyperdata; for instance to create new root 

nodes, to load nodes from a server into the local replication and methods to register and 

login users.  

The interface Entity is a super-interface for various possible states of nodes. These 

states can be in particular: 

 Node: A node is a hyperdata node with a clearly defined address and value. 

 Link: A link defines the address of a hyperdata node but not its value. 

 Query: A query represents the potential for a hyperdata node. That is, it might 

be realized into a node with a clearly defined address and value but neither 

address nor value is immediately available. 

The arrangement of Node, Link and Query is inspired by the concept of asynchronous 

futures in the Java programming language69 and related approaches (Pratikakis, 

Spacco & Hicks, 2004). The following example illustrates the dynamics between Node, 

Link and Query: 

 

The node operation is used to define a link to a hyperdata node by specifying a web 

address. A new node with the value “child” is appended to this link. Since at the time of 

evaluation of the statement it cannot be known whether the append operation will be 

successful (we could for instance have specified a wrong address, the network 

connection to the server is interrupted, we have insufficient rights to access the 

specified node, etc.), a Query instance is returned. Using the Nextweb API, any Query 

                                            

69
 JSR 166: Concurrency utilities (http://www.jcp.org/en/jsr/detail?id=166) 
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or Link instance can be resolved into a Node instance by calling the get method such 

as illustrated in the following: 

 

There is a subtle but significant difference in the execution of the first statement 

resulting in an instance of Query and the second statement resulting in an instance of 

Node. The first statement will be executed multiple degrees of magnitude faster than the 

second statement since its evaluation does not depend on information from a remote 

server. The second statement, in contrast, can only be evaluated once the specified 

node is downloaded from the server and the newly appended node has been uploaded 

to the server. Indeed, the Nextweb API follows the principle of lazy evaluation made 

popular in the context of functional programming languages (Hudak, 1989). That is, the 

evaluation of many time-intensive operations will be deferred until their results must be 

available.    

The interfaces Node, Link and Query are further used as fundamental building blocks 

for the Nextweb JavaScript API. The two example statements discussed above can thus 

be expressed in a JavaScript application as follows: 

  

The procedure to resolve a query into a node, though, is slightly different in JavaScript 

than has been shown for the Java language. In particular, the get operation in the Java 

application above is a ‘blocking’ operation. A ‘blocking’ operation in a Java application 

will cause the currently active thread to halt and wait for the result of an operation which 

depends on an external resource (Bollella & Gosling, 2000). Such operations are not 

advisable in traditional single-threaded JavaScript (Tilkov & Vinoski, 2010). Thus, a non-

blocking callback method is used to obtain the resolved node for the query in JavaScript 

as follows: 
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The Nextweb Java API also allows the specification of such callbacks. They usually 

result in more complex code while exhibiting better performance properties. This section 

discusses only a fraction of the Nextweb API. A detailed reference for the API is 

available online at: http://nextweb.io.   

6.4.7. Interface: Cloud Services 

The client API and client libraries for the Appjangle platform are complemented by a 

number of server-bound services. The core of these services is built around the 

hyperdata engine as outlined in the layers discussed above. However, this core is 

enhanced in a number of dimensions to form an array of services. In this section, we 

discuss the most important of these services: 

 Hyperdata Storage and RPC Server: Provides an implementation of the Netty 

and GWT endpoints discussed in the Communication layer as well as facilities for 

the storage of hyperdata networks on a cloud-based server. 

 Authorization: Provides facilities to regulate access to nodes stored on the 

server infrastructure. 

 Identity Allocation: Provides mechanisms to determine globally unique 

identities for nodes. 

 Web Server: Provides facilities to access nodes using web protocols 

(HTTP/HTTPS) and representations (HTML/XML/…). 

 User and Identity Management: Provides facilities to register new users and 

confirm the login details of existing users. 

 Monitoring and Maintenance: Provides facilities to monitor and maintain the 

Appjangle cloud infrastructure. 

As can be seen in Table 29 below and in the following discussions, the modules 

realizing the listed services are of significant complexity and heterogeneity. As such, we 

provide a higher-level overview of these services with less detail than given in the 

previous sections to conform to the spatial limitations of this discussion. 
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Module Interfaces Classes Methods LoC (Logic) LoC (All) Revisions From Rev. 

appCloudNode 14 74 178 7,994 10,785 497 3012 

appUserServer 5 7 26 1,240 1,639 104 3091 

nodeContainer 1 3 6 152 211 40 4939 

nodeConfiguration 5 35 69 1,149 2,242 79 4954 

nodeMaintenanceJobs 1 13 33 485 689 13 5710 

nodeMonitorJobs 1 35 87 869 1,241 72 5078 

nodeSpawn 1 10 28 917 1,311 94 4941 

nxServerAuth 3 9 33 915 1,905 77 3301 

nxServerLogin 1 2 3 84 120 12 4455 

nxServerRealm 5 8 29 1,700 2,351 87 3306 

nxServerSeed 1 3 6 158 223 13 4530 

nxServerQuotaPolicy 5 5 17 733 986 48 3104 

nxRestServerNetty 7 24 82 2,129 3,095 112 3127 

Total 36 228 597 18,525 26,798 1,248 3012 

Table 29 Key modules for realizing cloud services 

6.4.7.1. Hyperdata Storage and RPC Server 

The core service of the Appjangle server infrastructure is a scalable hyperdata storage 

server with support for Netty and GWT RPC service endpoints. The key requirement for 

this service is scalability; that is that, the capability to support efficiently and effectively: 

 hyperdata networks with very few and very many nodes, and 

 few operations per second and many operations per second. 

This requirement has been realized through a distributed architecture built on top of the 

Internet infrastructure. In particular, a hierarchical address resolution system is 

employed to support a virtually unlimited amount of storage. The data managed by each 

of the servers can be stored in one or more key-value stores; with each key-value store 

storing nodes in a particular address range.   

Figure 64 illustrates the address resolution process used to identify storage locations of 

hyperdata and to identify appropriate RPC endpoints: 

1. Every client holds an initial list of ‘root’ servers to which RPC messages can be 

sent. In the first step, the client sends a message to such a root server. In 

particular, the client sends a message affecting the node: http://u1.linnk.it/realm1. 

2. The ‘root’ server can either answer the RPC message directly or defer the 

message to another server according to a dynamic mapping of node address 

ranges to appropriate servers. In the example, the root server informs the client 

to send the request to the server that is mapped to the address range u1.linnk.it. 

3. The client resends the request according to the response received from the ‘root’ 

server. 
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4. The server mapped to the Internet address u1.linnk.it holds a database for the 

sub-address range /realm1 and thus is able to answer the request from the client. 

 

Figure 64 Example process to identify suitable storage server 

The process depicted above is very similar to domain name resolution within the 

Domain Name System (DNS). However, although similar principles are followed, the 

resolution process in the Appjangle platform is fine-tuned to the requirements of 

distributed hyperdata management. Moreover, the resolution process of the Appjangle 

platform itself makes heavy use of the Domain Name System to identify the physical 

address of servers and thus provides a complementary application-level service.  

One important property of the storage system provided as part of the Appjangle platform 

relates to links between nodes. The model of hyperdata prescribes that any node can 

be connected to any other node. And, indeed, the hyperdata storage infrastructure 

enables such linkages; regardless of whether the two linked nodes reside in the same 

key-value store or even on the same server. As a result, the Appjangle platform enables 

the definition of interconnected graphs connecting millions or even billions of nodes 

distributed among thousands of physical machines70. 

6.4.7.2. Authorization 

The hyperdata storage and RPC servers described in the previous section allow access 

to nodes stored on a scalable cloud infrastructure. Since the Appjangle services are 

made available as public cloud services, it is sensible to provide some form of access 

control for the nodes stored on these storage and RPC servers.  

                                            

70
 Due to obvious monetary requirements, this ability has not been verified experimentally but instead is 

asserted as an inherent architectural property.   
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Many database servers provide an access scheme that allows restricting access per 

database or per table. The objective of the authorization service of the Appjangle 

platform is to be able to define a different access level for every node in the hyperdata 

network; moreover, to do so in the simplest way possible. This allows for a more fine-

grained and dynamic collaboration than server-level, database-level or table-level 

access control can provide.  

In particular, the Appjangle platform allows protecting nodes with an access token 

consisting of a secret and a granted authorization by appending this access token as a 

child of the node to be protected. Granted authorizations are inherited; all direct children 

of a node with a particular token are implicitly authorized by the access token of their 

parent node (Rabitti, Bertino, Kim & Woelk, 1991). For instance, in Figure 65 an access 

token, with the granted authorization ‘read’ and the secret “ydbw”, is appended to the 

node parent. In consequence, every party in possession of the secret “ydbw” has read 

access to parent, child and deep child. 

 

Figure 65 Inheritance of access rights  

Figure 66 below outlines the (simplified) authorization process pursued in the Appjangle 

platform: 

1. When an RPC server receives a client request, this request can be channeled 

through an authorization service. Step 1 of the process signifies the arrival of 

such a client request at the authorization service. 

2. All authorization meta-data is stored as part of the main hyperdata network. 

Thus, in order to verify whether an incoming request provides valid credentials, a 

request to the hyperdata storage server must be dispatched. 

3. After the relevant nodes have been requested from the storage server, the 

authorization service can decide whether the request is valid. 

4. If the request credentials allow for sufficient rights to perform the desired 

operation, the message received in step 1 can be forwarded to the storage 

server. In step 5 and 6, the response received from the storage server is sent 

back to the client. 
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Figure 66 Authorization process 

6.4.7.3. User and Identity Management 

The authorization system described in the previous section is decidedly elementary. It 

provides the bare minimum infrastructure to control access to different segments of a 

hyperdata network. However, most applications are built around a more traditional 

access control system in which users gain access to restricted aspects of an application 

by supplying a username with an associated password. The Appjangle infrastructure 

provides first level support for this traditional paradigm through the user and identity 

management service. 

This service is built around the model depicted in Figure 67. First, an application needs 

to be defined. On the Appjangle platform, an application can be identified by any 

hyperdata node stored on the platform. Once an application is defined, users can be 

registered for this application. For this, the following information needs to be supplied: 

(1) the address identifying the application in question, (2) an email address and (3) a 

password, which will be stored internally as salted hash (Florêncio & Herley, 2010). This 

results in the creation of a new registration.  

 

Figure 67 OMT model for user and identity management 
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Users can register for multiple applications and for each application multiple users can 

be registered. A user can have different passwords for different applications of the 

platform. Every registration results in the creation of a user node with unique access 

parameters (address & secret). Thus, the number of user nodes for a user equals the 

number of applications that the user is registered for. The user node can then be used 

by application developers to store user-specific data for their application such as 

settings or documents created by the user. 

6.4.7.4. Identity Allocation 

We have outlined above that the Appjangle platform supports a virtually unlimited 

number of nodes distributed among a large number of physical systems. One challenge 

in this context is to establish unique identities for nodes stored on these systems (Jaffri, 

Glaser & Millard, 2007; Khoshafian & Copeland, 1986).  

The Appjangle platform provides a service to determine a globally unique identity for 

nodes. This service further allocates a physical storage location for a node with the 

designated identity. As can be seen in the process outlined in section 6.4.7.1 above, 

this storage location is dynamic in that it can be altered at a later point in time. However, 

every node needs to be stored somewhere and thus as part of the identity allocation 

process such a location is determined. In fact, the nature of this storage location is an 

important parameter in requesting new identities. Currently, the following options for 

storage locations are supported: 

 Public: A storage location which allows public read access by default but 

disallows public write access. 

 Private: A storage location which disallows public read/write access by default. 

 Postbox: A storage location which allows public write access by default but 

disallows public read access. 

 Custom: Allows defining a custom service endpoint from which a new node is 

requested. The service endpoint must be specified as a HTTP URI. 

Identities and associated storage locations are determined in a process such as the 

following (see also Figure 68 below): 

1. Clients are equipped with a list of possible ‘root’ servers as destinations for 

requests for new node identities. In the first step, the client sends a request for a 

new node on a ‘public’ location to a ‘root’ server. 

2. The ‘root’ server response asks the client to contact another server instead to 

request a node of the required type. 

3. The client contacts another server with the request for the new node. 
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4. The server dedicated to create new ‘public’ nodes translates the request from 

the client into operations on a hyperdata network (using a specific strategy to 

determine new identities on the target network). These operations are sent to a 

hyperdata storage server configured to store new ‘public’ nodes. 

5. The hyperdata storage server confirms the creation of the requested nodes. 

6. The address of the newly created node and the read/write access secret for the 

node is sent to the requesting client.     

 

Figure 68 Identity allocation process 

The process to determine new identities and storage locations has been designed to 

allow for maximum flexibility and scalability. For instance, the server ‘130.216.159.127, 

public’ in the figure above could be configured to dispatch the creation of new nodes to 

not just one storage server, as illustrated, but to a large number of different storage 

servers. Moreover, the ‘root’ server could distribute the load of new identity requests to 

multiple servers. This would allow supporting a very large number of clients requesting 

new nodes and identities simultaneously.   

6.4.7.5. Web Server 

The hyperdata storage and RPC servers discussed above support the storage of large 

number of nodes on a cloud-based infrastructure. They allow accessing nodes using 

communication technologies based on Netty/HTTP and GWT RPC. Support for these 

communication technologies is embedded in the Appjangle client libraries, which can be 

used in Java and JavaScript-based environments. 

However, while both Java and JavaScript are very popular languages, not all systems 

are implemented in one of these languages. In order to allow access to the data stored 
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on the Appjangle cloud from other environments, the Appjangle platform provides a 

service making all node data available using standard web protocols and languages. 

Table 30 lists the currently available representations made available as part of the web 

server service. All of the representations can be accessed either using the HTTP or 

HTTPS protocols. In order to retrieve a particular representation, an extension must be 

appended to the node address as part of the web request. For instance, if the node 

identity would be http://example.com/node, the HTML value representation can be 

accessed by using the address: http://example.com/node.value.html. 

Protocol Mime Type Extension Content 

http(s) text/html .value.html The value of the node rendered as HTML. 

http(s) text/html .node.html The value of the node and links to its children rendered as HTML 
embedded in a visually rich template. 

http(s) text/html .table.html A list of all hyperdata properties appended to the node rendered as 
HTML table. 

http(s) application/xml .value.xml The value of the node rendered as XML. 

http(s) application/xml .node.xml The value of the node and links to its children rendered as XML. 

http(s) application/json .value.json The value of the node rendered as JSON. 

http(s) application/json .node.json The value of the node and links to its children rendered as JSON. 

http(s) text/javascript .value.js The text value of the node. 

http(s) text/css .value.css The text value of the node. 

Table 30 Node representations supported by Appjangle web server 

Apart from allowing the retrieval of node contents in various representations (using the 

HTTP GET operation), the web server service also allows changing the value of a node 

and also to add and remove children for a particular node (using the HTTP PUT 

operation). Currently, the HTTP PUT operation is only supported for the XML node 

representations. 

The web server service is further closely linked with the authorization service discussed 

earlier. Specifically, access to non-public nodes is only granted to parties in possession 

of the right access secret. Access secrets can be supplied using the HTTP Basic 

authentication mechanism.  

The principal purpose of the web server service is two-fold: First, it allows creating web 

content and web applications from any hyperdata node stored on the Appjangle 

platform. This is the mechanism used to realize various web proprieties associated with 

this project (appjangle.com, nextweb.io, nodejump.com, etc.). Second, it allows 

accessing and working with hyperdata from environments that have no direct support 

for the Java or JavaScript language, such as Apple’s iOS.  
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6.4.7.6. Monitoring and Maintenance  

The monitoring and maintenance services are, in difference to the services discussed 

above, not directly serving requests by various clients. Specifically, the monitoring and 

maintenance services are internal services, which allow managing and controlling the 

other services of the Appjangle cloud infrastructure. 

Monitoring and maintenance within the Appjangle cloud are based on a simple 

architecture with the following components: 

 Spawns: Spawns are applications, which have the ability to start and stop 

components of the Appjangle cloud. All components run in one or more operation 

system-level processes independent from the spawn application process. 

Spawns can be controlled remotely through commands send through a 

hyperdata network. 

 Components: A component of the Appjangle cloud provides one of the services 

described in the previous sections. For instance, there are components for the 

web server service, for identity allocation and for user and identity management. 

 Monitors: Monitors are a special kind of component. They perform automated 

tests in clearly specified intervals to verify the state of other components. For 

instance, a test could load a couple of web resources to assure the web server 

service is online and operational. If a component does not pass the defined tests, 

monitors send commands to the respective spawns to restart the component. 

 Maintenance Components: Maintenance components execute scripts in clearly 

specified intervals to perform regular maintenance jobs on the Appjangle cloud 

infrastructure. For instance, one maintenance job clears the internal database of 

all tokens (generated during the login process) which have expired their 

designated lifespan (Park & Sandhu, 2000). 

The following process illustrates an example scenario involving spawns, components 

and monitors (Figure 69): 

1. An external actor (e.g. an administrator) starts a new spawn process (Spawn 1) 

using the host operating systems (for instance Ubuntu server or Windows 

Server). 

2. The external actor sends a message to the newly created spawn to start a new 

component. The spawn thus starts this new component. 

3. The external actor starts another spawn process (Spawn 2). 

4. The external actor sends a message to Spawn 2 to start a new monitoring 

component. 

5. The monitoring component monitors the component started on Spawn 1 in 

regular intervals to assert its proper functionality. 
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6. If one of the tests defined for the monitor fails, the monitoring component sends a 

message to Spawn 1 to restart the faulty component. 

 

Figure 69 Example process involving spawn, component and monitor 

The monitoring and maintenance facilities embedded in the Appjangle cloud 

infrastructure enhance the robustness and responsiveness of this infrastructure in a 

wide range of scenarios. Moreover, spawns can be launched on any machine with an 

installed Java Runtime environment and start components with various configurations. 

Since spawns can be controlled from a remote location, their management can easily 

be automated and thus allows scaling of the Appjangle cloud infrastructure quickly and 

flexibly to changing load levels and configuration requirements.     

6.5. Discussion and Conclusion 

In this chapter, we have described various conceptual foundations and implementation 

details of the Appjangle platform. In particular, we have described the hyperdata model 

underlying the Appjangle platform, the core platform architecture as well as key 

interfaces, classes and processes used to realize the proposed architecture. While 

many important dimensions of our implementation have been described in this chapter, 

we would like to point out the following:  

(1) The models, architectures, decisions, solutions and arguments presented in this 

chapter are the result of a dynamic and organic process. Thus, they have been 

uncovered, revised and further revised numerous times. For instance, the 

various cloud services have been developed and reworked in 1,248 revisions. 

Moreover, there are many artifacts for which superior replacements have been 

developed in the course of this study; these are not described in this chapter 

(Parnas & Clements, 1986).  

(2) Many descriptions in this chapter portray the designs in a considerably simplified 

fashion. For instance, the Synchronization layer is implemented in 109 classes 
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supported by 33 interfaces. Yet, the discussion of the Synchronization layer in 

this chapter entails only 2 classes and 1 interface.  

(3) We have provided various references and links to research, technologies and 

commentary throughout this chapter. However, the Appjangle platform is a 

complex artifact drawing from an extensive source of prior research, industry 

practice and existing technologies of considerable heterogeneity. While it is not 

practical to provide a full disclosure of all leveraged sources in this document, we 

provide a fairly comprehensive list of many consulted academic studies and 

online sources organized into various categories on the platforms citeulike.org 

and diigo.com71.  

In the previous chapter, we have delineated how the features in the illustrations are 

represented in existing technologies. In a similar way, many of the implementation 

details of our implemented solution are not only inspired by, but also similar to, existing 

solutions. For instance, various solutions providing similar features to the Persistence, 

Versioning and Communication layer of the Appjangle platform exist. However, the very 

foundation of the Appjangle platform – the hyperdata model discussed in this chapter – 

is distinctly different to the foundations underlying many currently popular organizational 

technologies. In result, the implementation of the Appjangle platform is by necessity 

different to many existing solutions. 

Most importantly, however, the interplay of the features demonstrated in the previous 

chapter yields a unique nexus of benefits for applications and organizations. This nexus 

of benefits is our prime concern in distinguishing the Appjangle platform; since these 

benefits are essential for realizing the design guidelines and requirements for systems 

to support knowledge-driven organizations. Logically, the benefits illustrated in the 

interactive demonstrations within the previous chapter are enabled and supported by 

the design foundations, architectural choices and solutions underlying the Appjangle 

platform. Furthermore, a number of more abstract and architecture-level benefits of the 

                                            

71
 All used literature sources are organized by categories and time of filing using the free service 

citeulike.org. An overview of categories can be found under the address: 

http://www.citeulike.org/user/mxro/tags  

Web sources consulted in the course of the study have been tracked and organized using the free service 

diigo.com. An overview of sources organized by category can be found under the address: 

https://www.diigo.com/cloud/max_rohde?sort=0  

The literature and web sources go beyond the sources and concepts listed in this document. They are 

thus a reflection of the multi-dimensional immersive design process; they favor completeness, authenticity 

and accuracy over the requirement of clear organization. This aligns with the traceability mechanisms 

‘Tracking of Literature Review’ and ‘Tracking of Web Resources’. 
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Appjangle platform are emphasized in the context of the implementation properties 

discussed in this chapter. Thus, in the next section we revisit the benefits discussed in 

the summary of the previous chapter and enrich our original discussion with the 

additional information supplied in this chapter. 

6.5.1. Benefits for Applications 

Table 31 provides a comprehensive overview of the relationships between key 

properties discussed in this chapter and the benefits of the Appjangle platform. The 

benefits are expressed in the form of attributes for applications developed with the 

platform, as has been done in the previous chapter. In the following, we list each benefit 

along with its key relationships to platform properties. 

Property/Benefit Testable Responsive Typed Extensible Portable Modular Scalable Connected Compact 

1.1 Data Model 

 
 

   
 

   

1.2. Modeling 
Language   

 
      

1.3. Design Pattern 
  

  
     

2.4. Programming 
Languages     

 
  

 
 

4.4. Synchronization 
 

 
   

    

4.5. Communication 
 

 
  

     

4.6. Client API 
    

 
  

  

4.7.1. Storage/ RPC 
Server    

 
 

    

4.7.2. Authorization 
     

    

4.7.3. User and Identity 
Management         

 

4.7.4. Identity 
Allocation    

 
 

    

4.7.5. Web Server 
    

 
   

 

4.7.6. Monitoring and 
Maintenance       

 
  

Supports 

Table 31 Design properties supporting platform benefits 

Testable  

The hyperdata data model is very simple and as such lends itself to be easily and 

flexibly tested. Indeed, the features of ‘Cross-Platform Graph Database’ (demonstration 

1) and ‘Fluent Integration of Local and Cloud-based Data’ (demonstration 10) could only 

be realized in the scope of this study due to the simplicity of the hyperdata model. 



Design: Conceptual Foundations, Architecture and Implementation 

 

170 

Evidently, the ability to integrate local and cloud-based test data is strongly favored by a 

data model with the properties of hyperdata and can be expected to be significantly 

more difficult to realize within other data paradigms. 

Responsive 

The Synchronization layer provides mechanisms to create multiple data replications 

from one source hyperdata network. This enables applications to perform many 

operations on a local replication of remote data without need to wait for messages from 

a remote partner. Moreover, the Communication layer provides various mechanisms to 

assure minimal latencies in client-server message exchange; for instance, the 

arrangement of messages into batches, which can be transferred and processed more 

quickly than individual messages.  

Typed 

The flexibility of the hyperdata model in combination with a few simple design patterns 

allows annotating any item of hyperdata with syntactic (‘hyperdata types’) and structural 

(‘hyperdata properties’) data types. This permits the interpretation of data outside the 

context of the particular application creating and/or using the data. Moreover, type 

information serves as valuable documentation as well as helps to avoid errors during 

development (Furr, Jong hoon David, Foster & Hicks, 2009). 

Extensible 

Many aspects of the design and implementation of the Appjangle platform have been 

optimized to allow any item of data to be extended easily. For instance, the hyperdata 

model is driven by the idea that any piece of data can be enriched with further 

connections at any point in time. For extensibility at a larger scale (for instance to 

extend a database with 10,000,000 nodes with another 100,000,000 nodes), the 

services for hyperdata storage and identity allocation have been designed to allow the 

easy and flexible distribution of nodes among a large number of physical systems. 

Portable 

The Appjangle platform offers many facilities to build applications that can be easily 

integrated into various heterogeneous environments. For instance, two very popular 

programming languages are supported and hyperdata nodes can be retrieved and 

modified using open web standards.  Moreover, the Appjangle client libraries have been 

designed with very few external dependencies. This allows linking these libraries easily 

from various host applications without introducing complex transitive dependencies or 

dependency conflicts. 



Design: Conceptual Foundations, Architecture and Implementation 

 

171 

Modular 

While the Appjangle platform itself has been designed in a very modular fashion, this 

property itself does not necessarily contribute to the modularity of applications built with 

the platform. However, there is a host of implementation properties, which favor the 

design of small and modular applications; chiefly, the ability to synchronize data 

conveniently between distributed applications as enabled by the Synchronization and 

Communication layers. Another important implementation property enabling modular 

applications is the authorization service, which enables the fine-grained and flexible 

sharing of arbitrary information pieces between applications.  

Scalable 

The scalability of applications built with the Appjangle platform is supported by a 

multitude of implementation elements. Chiefly, flexibility in combining and recombining 

key system components enables scaling of the Appjangle cloud infrastructure easily to 

changing application requirements. For instance, the Communication layer provides 

facilities to link clients in a nearly unlimited number of distributed hyperdata storage 

servers. Moreover, the Appjangle platform focuses on data replication, which allows 

distributing computation load from servers to clients; thus, providing a natural solution to 

increases in the number of concurrent clients.  

Connected 

The hyperdata model prescribes that any item of information can be connected with any 

other item of information. This simple prescription distinguishes the Appjangle platform 

from many other systems and has wide-ranging implications for its implementation. For 

instance, the platform must account for scenarios where an entity is authorized to 

access a particular node but might be forbidden to access some or all nodes connected 

to it. Many similar issues are considered and resolved by various features in layers of 

the Appjangle platform; ultimately allowing any application using the Appjangle platform 

to establish connections between any two pieces of data stored on the Appjangle cloud 

infrastructure.  

Compact 

We have outlined in the previous chapter that applications built with the Appjangle 

platform can provide a rich set of features while being defined with few lines of source 

code. This benefit, while simple to observe, is rooted in a complex interplay of features 

and implementation properties. Chiefly, the client APIs provide a high-level aggregation 

of platform features to allow the definition of concise and compact applications. 

However, client APIs are just the ‘empty shell’ for the various features and services 

provided by the lower layers of the Appjangle platform described in this chapter. 
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We have listed numerous benefits for applications being built using the Appjangle 

platform. These are that the platform enables applications to be testable, responsive, 

extensible, portable, modular, scalable, connected and compact. Numerous of these 

benefits have also been discussed in the previous chapter. In fact, only two new 

benefits have been introduced in this chapter: being scalable and connected.  

While these two new benefits certainly become more visible in the context of the inner 

workings of the Appjangle platform explored in this chapter, they are also reflected in 

the interactive demonstrations of the previous chapter: (1) Scalable: The Wall of the 

Wise can support both a very small and a very large number of concurrent ‘chat 

sessions’. This is rooted in the data architecture, which designates independent ‘root’ 

data nodes for each ‘chat session’. (2) Connected: Every item of data stored for the 

Wall of the Wise is identified by a simple web link. Thus, data can easily be shared and 

connected between instances of the Wall of the Wise as well as other applications. One 

example for this is the Java Swing client, which links to any instance of the Wall of the 

Wise given a link to its respective ‘root’ data node. 

6.5.2. Benefits for Organizations 

It can easily be argued that each of the application benefits discussed in the previous 

section represents a benefit for knowledge-driven organizations developing, maintaining 

and/or using such applications. However, most of the benefits discussed thus far are 

mostly technical in nature. That is, though benefits they may be, they are fairly removed 

from the strategic challenges organizations might face (Collins, 2001). For instance, 

having a scalable technological infrastructure is neither a prerequisite nor a guarantor of 

sustained organizational success. 

 

Figure 70 Organizational benefits enabled by application benefits 

Still, benefits rooted in technology can have significant implications for organizations. 

Thus, we describe a number of key benefits for organizations enabled by the application 

benefits discussed in the previous section. Figure 70 above illustrates the key 

relationships between the described application-level benefits and four organizational 

benefits: possessing enriched information, being more flexible, being more open and 
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being more productive. We further discuss each organizational benefit in further detail 

below. 

Enriched Information 

An organization with access to enriched information can be understood as an 

organization for which it is easier to ‘make sense’ of its available data (Allemang & 

Hendler, 2008). Indeed, making information more meaningful is one of the core 

motivations for this research (see Guideline 1). 

The Appjangle platform provides rich support for allowing organizations to enrich their 

information in various ways: (1) Data of applications using the Appjangle platform is 

connected. In accordance with one of the key assumptions for this research 

(Assumption 1), connected data can be more valuable for organizations since it has the 

potential to capture more of the rich context which might be of relevance for the 

respective data. (2) The Appjangle platform provides simple mechanisms to enrich 

information with types. These types make the information more meaningful and portable 

across applications and contexts. 

Flexible 

Flexibility can be understood as the number and variety of options for change available 

to an organization (Volberda, 1996). Since virtually every organization today heavily 

depends on information technology, the ability to change information technology 

infrastructure and software applications is an important component for organizational 

flexibility.  

A number of the application-level benefits of the Appjangle platform help to assert and 

advance flexibility of applications and technological infrastructure: (1) Applications 

utilizing the Appjangle platform are highly extensible. Thus, allowing organizations to 

augment their existing processes and databases easily and quickly. (2) Applications 

built with the Appjangle platform are scalable; thus allowing organizations to react 

quickly and effortlessly to increasing and decreasing intensity of application usage. 

Open 

An open organization can be understood as an organization which is able to engage in 

rich interactions with its environment (Katz & Kahn, 1978).  While openness for an 

organization depends on various social, cultural, and political dimensions, openness 

within the information technology infrastructure of the organization can be an important 

prerequisite and enabler of allowing rich interactions with its various stakeholders.  

The Appjangle platform can promote an open IT infrastructure in a number of ways:  (1) 

Appjangle applications are portable and can easily be integrated into heterogeneous 
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environments. Moreover, all data stored on the Appjangle platform can be accessed 

using standard web protocols. This prevents information from being enclosed into 

isolated silos and asserts that information can be exchanged with multiple parties. (2) 

Appjangle applications are easy to implement in a modular fashion. This allows multiple 

parties to collaborate effectively on complex composite applications built from easily 

reusable modules (Duncan, 1995). 

Productive 

We have already argued that the overall process of developing the Wall of the Wise 

demonstrated highly productive software development; specifically, that minor changes 

between the various iterations resulted in overproportionate realizations of new 

features. This productivity is of obvious advantage for organizations in terms of reducing 

the costs to develop new technological infrastructure as well as in terms of shorting 

development cycles.  

Key application benefits enabling this productivity are that applications developed with 

the Appjangle platform are responsive, testable, and compact. In particular: (1) 

Applications consisting of fewer lines of code are quicker to develop and require less 

testing than more verbose applications. Thus, the compactness of Appjangle 

applications readily provides productivity benefits. (2) Effective testing has been 

identified as key ingredient to develop software successfully and quickly. The Appjangle 

platform allows testing even complex scenarios easily due to a fluid integration of 

production and test data. (3) The mechanisms built into the platform to assure 

responsiveness allow reducing expensive and labor extensive tasks such as caching.  

6.5.3. Trade-offs and Limitations 

Like every complex technological artifact, the Appjangle platform entails not only 

benefits but also various tradeoffs. We have discussed feature-related tradeoffs in the 

previous chapter. However, also on an organizational level a number of important 

tradeoffs are worthy of consideration:  

 Reliability and Security: The Appjangle platform is obviously a very young 

technology and has been developed with extremely limited resources; in 

particular in comparison with enterprise-grade software platforms which are 

often developed and tested with very large budgets. Consequently, the 

Appjangle platform cannot be considered to be as reliable and secure as 

established organizational technologies. 

 Tool Support: Applications for the Appjangle platform can be developed using a 

large number of established development tools, such as the Eclipse platform. 

However, a number of aspects of the development process are particular to the 
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Appjangle platform. These aspects are understandably not well supported in 

existing development tools and not for all aspects mature solutions could be 

developed in the scope of this study. 

 Skilled Developers: Hyperdata is a very simple model for the arrangement of 

data. However, it is a model unknown to most software developers. In 

consequence, it can be assumed that developers, before using the Appjangle 

platform, must undergo a short training period. For other technologies, in 

contrast, a pool of skilled developers might readily be available. 

The Appjangle platform is a generic, flexible, domain-independent technology. That is, it 

can be used to not only solve a great range of problems but also to solve most 

problems in various ways. Moreover, usually a solution will not draw from the Appjangle 

platform alone but from an assortment of technologies; for instance, the Wall of the 

Wise utilizes web browsers, the Java Virtual Machine, the Internet, JQuery, and Twitter 

Bootstrap72 to name but a few. Consequently, a particular application implemented 

using the Appjangle platform is not guaranteed to enjoy the benefits we have outlined in 

our discussion. Likewise, the organizational benefits deriving from these application-

level benefits depend as much on the Appjangle platform itself as on the way it is used. 

Our research objectives are focused on developing novel concepts and technological 

mechanisms for solving the ‘old’ problems and issues outlined in our literature review. 

We hope to have established thus far that the concepts and mechanisms entailed in the 

Appjangle platform meet the criteria of ‘newness’; specifically, newness in the sense of 

a new combination of approaches, tools, libraries and ideas leading to a unique 

combination of benefits and tradeoffs. However, we would specifically like to point out 

that we do not see our designs as ultimate and verifiable solutions to the identified 

problems and issues. Instead, we seek to provide new building blocks in terms of ideas, 

demonstrations, and readily usable technologies for approaching these problems in new 

and innovate ways.     

In this chapter and in the previous chapter we have provided a fairly comprehensive 

overview of the nature, features, capabilities and benefits of the Appjangle platform. In 

addition to these discussions, the Appjangle platform is available for exploration on 

various Internet resources. Most of these can handily be accessed through the portal 

provided under the web address appjangle.com. In the following two chapters, we 

provide further details in regards to the evaluation and dissemination of the Appjangle 

platform and associated artifacts.   
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 http://twitter.github.com/bootstrap/ 
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7 Design: Evaluation 
In the previous chapters, we have discussed an array of conceptual foundations and 

artifacts we have proposed and created in the course of this study. These include, but 

are not limited to, the definition of knowledge-driven organizations, the guidelines to 

support knowledge-driven organizations, the hyperdata model, as well as the various 

modules of the Appjangle platform. These individual aspects of our work are tightly 

linked to each other. The Appjangle platform, in particular, is the materialization of all 

discussions, definitions, models, assumptions and guidelines presented in the course of 

this study. 

In consequence, we focus our evaluation efforts on the Appjangle platform, which is 

inseparably connected to conceptual contributions such as the hyperdata model, 

hyperdata design pattern and the architecture we have proposed. As we have outlined 

in the previous chapters, the Appjangle platform provides a rich set of features 

supported by a complex and multi-faceted software system. In total, the platform 

comprises more than 100,000 lines of code. A key factor in the successful 

implementation of large-scale implementation projects is to assure the implemented 

artifacts meet various functional and non-functional properties (Kitchenham & Pfleeger, 

1996)73. In our study, we employ two key mechanisms to assure these properties for the 

Appjangle platform: 

 Automated Software Testing: We have conducted intensive tests of the 

implemented artifact in accordance with established industry practices. These 

tests range from basic unit tests to integrations tests, system tests and 

acceptance tests.   

 Evaluative Application Development: Since the Appjangle platform is 

designed to help build better software applications, we have implemented and/or 

facilitated the implementation of a number of software applications; ranging from 

educational games to content management systems to development and 

maintenance tools.  

The nature of the design undertaken for this study is highly explorative in nature. That 

is, although our design is driven by a number of guidelines, these outline general and 

high-level properties of the design rather than detailed requirements. We understand 

this aspect of our work as a key distinguishing mark to industry projects. Industry 

projects usually start with clear and detailed requirements regarding most levels of the 

                                            

73
 Also see ISO/IEC 9126. 
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design. Our project, in contrast, explores problems for which solutions are unknown at 

the beginning of the project. Consequently, we employ the two mentioned evaluation 

mechanisms not only as instruments to validate created designs but also as instruments 

to drive and improve the design. Table 32 outlines the dimensions of validation pursued 

within the respective mechanism and the impact the particular evaluation mechanism 

had on the design process.  

Mechanism Impact on Artifact Design Validation of Artifacts 

Automated 
Software Tests 

 Discovery and resolution of software bugs 
 Simplified interfaces 
 Improved performance, reliability, 

efficiency, maintainability and portability 

 Functionality 
 Usability  
 Performance, reliability, efficiency, 

maintainability, portability 

Evaluative 
Application 
Development 

 Inspiration for design innovations 
 Discovery and resolution of software bugs 
 Improved performance, reliability, 

efficiency, maintainability and portability 

 Functionality 
 Usability, usefulness, use 
 Performance, reliability, efficiency,  

maintainability, portability 

Table 32 Impact on design process and validation of designs through evaluation mechanisms 

To complement the discussions in this chapter, we provide live demonstrations of tests 

and implemented applications. Table 33 provides an overview of various components of 

our evaluation along with web addresses where they have been deployed for public 

examination. 

Demonstration Web Address 

Java Acceptance Tests https://github.com/nextweb-io/nextweb-ck 

JavaScript Acceptance Tests http://u1.linnk.it/qc8sbw/usr/apps/textsync/files/TestSuiteCloud_All.value.html 

Linnk http://www.linnk.de 

nodejump http://nodejump.com 

textsync http://u1.linnk.it/qc8sbw/usr/apps/ajFileSync/docs/ajMicroSync.value.html 

Web Time Reporter http://appjangle.com/web-time-reporter 

Vision to Action http://viiastudio.com/dnuis/index.html 

Appjangle Showcase http://appjangle.com/showcase 

Table 33 Web addresses for interactive demonstrations 

In the remainder of this chapter, we discuss all listed demonstrations as well as the 

various components of the two evaluation mechanisms of ‘Automated Software Testing’ 

and ‘Evaluative Application Development’ in more detail. Moreover, we conclude this 

chapter with a discussion of the limitations of our evaluation activities as well as with a 

continuation of the benefits analysis conducted in the two previous chapters.  

7.1. Automated Software Testing 

Software testing is an essential activity in virtually all software development 

methodologies. There are different perspectives on the issues of when tests are to be 

written and/or performed as well as what kind of tests should be performed. Still, in most 
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contemporary development projects all or most of the following types of tests are readily 

pursued (Craig & Jaskiel, 2002): 

 Unit tests: Unit tests verify the correct behavior of a small unit of code; for 

instance a method and/or a class in object-oriented languages.  

 Integration tests: Integration tests verify the correct behavior in scenarios that 

involve multiple software components; for instance multiple classes, packages 

and/or modules. 

 System tests: System tests verify the behavior of a software system as a whole; 

that is, scenarios that require most or all of the system components. 

 Acceptance tests: Acceptance tests verify a software system from a user’s 

perspective; that is, scenarios that involve actions a user might perform. 

The Appjangle platform is tested using all of these testing types. Since we are required 

to test the Appjangle platform with limited resources, tests have been automated. In 

fact, all of the listed test types are commonly automated in contemporary software 

development projects (Graham & Fewster, 2012). 

In addition to the four testing types listed above, the Appjangle platform is evaluated 

using a further type of tests, which is not as common in software development projects. 

Specifically, a particular set of tests is executed periodically to assure that all cloud-

based services of the Appjangle platform are operational. For instance, it is asserted in 

one minute intervals that all key web properties of the Appjangle platform 

(appjangle.com, nextweb.io …) can be accessed. We label this type of tests ‘Operations 

Tests’. Operations Tests, while not commonly discussed in the literature, are aligned 

with and inspired by the emerging movement of ‘DevOps’, which seeks to integrate the 

activities of software development, software testing and software maintenance 

(Swartout, 2012).  

Table 34 lists all types of testing discussed in this chapter along with the particular 

aspect of the Appjangle platform validated by the tests as well as the impact on key 

design properties of the particular testing type. Chiefly, testing helped to identify 

innumerous bugs and assert their proper resolution; thus elevating the overall system 

quality. In addition, testing had a key influence on the design of interfaces on various 

levels; since system interfaces are used extensively in tests, they provide a fertile 

ground for improvement and simplification of these interfaces.  

In the following section, we discuss each testing type in further detail. In particular, we 

describe the overall context of the particular testing type, provide some high-level 

statistics related to the tests and describe one example test for each testing type. 



Design: Evaluation 

 

179 

Testing Type Tests(LoC) Impact on Artifact Design Validation of Artifacts 

Unit Tests 131 (5,839)  Discovery and resolution of low-
level bugs 

 Simplified intra-component 
interfaces 

 Correct behavior of methods and 
classes 

 Usability of intra-component 
interfaces 

Integration Tests 48 (4,879)  Discovery and resolution of bugs 
 Simplified inter-component-level 

interfaces 

 Correct behavior of individual 
system components 

 Correct behavior of collaborating 
groups of system components 

 Usability of inter-component 
interfaces 

System Tests 20 (3,039)  Discovery and resolution of bugs 
 Increased system performance, 

reliability, portability and efficiency 
 Simplified system 

configurability/maintainability 

 Correct behavior of overall system 
 Reliability in complex use cases 
 Acceptable level of resource 

consumption 
 Portability and configurability for 

various tested systems 

Acceptance Tests 152 (9,283)  Discovery and resolution of bugs 
 Simplified client interface 

 Correct behavior of client interface 
and overall system 

 Usability of client interface 
 

Operations Tests 25 (869)  Discovery and resolution of bugs 
 Improved cloud infrastructure 

reliability  

 Reliability in operational use  
 

Total 376 (23,909)   

Table 34 Impact on design and design validation through software testing mechanisms 

7.1.1. Unit Tests 

Many modules in the Appjangle platform contain a small set of unit tests to assert 

simple behavior within the module. Unit tests have not been implemented as extensively 

as the other testing types. The main reason for this is that all layers of the Appjangle 

platform have been designed to allow performing integration tests easily and quickly 

and thus more meaningful integration tests were favored to unit tests. Moreover, the 

Appjangle platform is comprised of a large number of small and lightweight classes, 

many of which do not warrant the implementation of dedicated test cases. 

Table 35 lists a number of modules along with the number of unit tests defined within 

the respective module as well as the total lines of code for these tests. Most of these 

test cases can be executed in a very short time frame and thus provide great direct aid 

in development since they can be run frequently without interrupting the development 

process (Martin, 2008). 

Figure 71 shows one of the unit tests defined in the module nxCore. This particular test 

asserts the correctness of a fundamental network operation: the establishment of a new 

hyperdata connection between two nodes. For this, a network is created and two data 

entities (such as numbers, text, custom objects, etc.) are created. Then, one data entity 
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is placed into the network as a new root node (‘put’) and the second data entity is 

appended to this root node (‘append’). Finally, it is asserted that the appended node is 

defined as one of the children of the root node. 

Module Tests Test LoC 

nxCore 58 1,629 

nxCommon 6 149 

nxPersistence 8 281 

nxVersions 8 249 

nxSync 14 788 

nxServer 19 1,519 

nxServerAuth 8 327 

nxServerRealm 10 897 

Total 131 5,839 

Table 35 Modules with embedded unit tests 

 

Figure 71 Unit test in module nxCore 

As we have mentioned, the focus in our testing has been on integration tests - verifying 

the behavior of one or more system components in interaction. Even the test case 

illustrated in the figure above might not qualify as a unit test in the strictest sense; since, 

in our internal implementation, dozens of objects are required to collaborate in order to 

realize the tested behavior. Nonetheless, this test as well as other tests directly defined 

within one of the Appjangle modules usually have a rather limited scope and thus have 

been classified as unit tests.   

7.1.2. Integration Tests 

The module-internal unit tests described in the previous section are complemented by 

integration tests, which assert the behavior in complex scenarios spanning multiple 

modules. Integration tests, in difference to unit tests, which are embedded in the 

respective module they test, are defined in dedicated modules. These integration test 

modules contain exclusively test logic.  

Table 36 lists the three key integration tests modules defined for the Appjangle platform 

along with a number of key metrics. ‘Tests’ refer to the number of test cases defined in 

the module. ‘Test LoC’ describes the logical lines of code of these tests. ‘Revisions’ 
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provides the total number of versions defined in the source code management system 

for the respective module. 

Module Tests Test LoC Revisions From Rev. Description  

nxIntegrationTestsTemplates 35 3,194 200 2164 Tests all layers of the platform 
excluding the interface layer. Can 
be instantiated with different 
communication technologies (e.g. 
Netty, GWT, …) 

nxIntegrationTestsLocal 5 1,205 115 2119 Tests all layers of the platform 
excluding the interface layer. Uses 
a local connection for the 
communication layer. 

nxPersistenceImplementationTests 8 480 22 2972 Tests object and persistence 
layers. Can be instantiated with 
various persistence technologies 
(SQL, JDBM, BabuDB, …) 

Total 48 4,879 337 2119  

Table 36 Key integration test modules in Appjangle platform 

The integration test modules are of considerable complexity. In fact, the total lines of 

code resemble the statistics presented for some of the platform layers in the previous 

chapter. Moreover, the total number of revisions highlights that tests themselves have 

been constantly reworked and improved in alignment with the evolution of the platform.  

The most important integration test module is the module nxIntegrationTestsTemplates. 

This module provides abstract templates for integration tests, which can be instantiated 

with different technologies for the Communication layer such as Netty or Restlet (see 

section 6.4.5). This allowed conducting the integration tests using multiple technologies 

and therewith asserting the robustness and portability of the implemented modules. 

Similarly, the integration tests defined in nxPersistenceImplementationTests are 

abstract test templates, which can be instantiated using various technologies to support 

the Persistence layer (see section 6.4.2).  

The integration tests are significantly more complex than the unit tests discussed in the 

previous section: their average length is around 100 lines of code per test case, while 

the average length for unit tests lies below 50 lines of code74. Given the significant 

length of all integration test cases, we provide in the following a procedural description 

of a representative integration test case and not a complete source code. Specifically, 

we list below the key steps performed in the integration test case 

‘test_server_client_communcation’ (see Appendix G for the full source code): 

                                            

74
 These are not the average length for methods but for test cases. One test case may be defined through 

multiple methods or through an arrangement of classes if the complexity of the test warrants this.  
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1. Initialize an object network, an in-memory persistence location, a synchronization 

origin and a communication server. 

2. Create a first communication client with an associated synchronization 

replication. 

3. Perform four operations using the first client (put, append (2x), remove) on one 

test node. 

4. Commit all four operations to the communication server (and thus the 

synchronization origin, object network, and in-memory persistence location). 

5. Create a second synchronization replication and communication client from the 

same origin and server as before. 

6. Resolve the test node created in the first client in the second client. 

7. Assert that the state of the network in the second client equals the state of the 

network on the first client. 

This test case thus tests various modules in the layers Object, Persistence, Versioning 

and Synchronization. Apart from ‘happy path’ test cases such as the described 

‘test_server_client_communcation’ test case (Hartmann, Vieira, Foster & Ruder, 2005), 

the integration test modules also contain various stress test scenarios involving, for 

instance, synchronization conflicts or insufficient authorization levels. 

7.1.3. System Tests 

The integration tests described in the previous section execute complex scenarios 

spanning numerous layers and components of the Appjangle platform. They are 

complemented by system-level tests, which exercise most or all of the components of 

the Appjangle platform in individual test cases. Like integration tests, system tests have 

been defined in dedicated modules containing exclusively test-related logic. 

Table 37 lists the same statistics given for the integration test modules in the previous 

section. As can be seen, system level tests are defined in the two modules 

oneCloudNodeTests and nodeSpawnTests. Both of these modules contain numerous 

sophisticated test cases. On average, a system test case is defined in around 150 lines 

of code and thus is 50 lines of code longer than the average integration test. 

Module Tests Test LoC Revisions From Rev. Description  

oneCloudNodeTests 10 1,532 145 4056 Starts various embedded server components 
for each test case. Can be instantiated with 
different communication and serialization 
technologies. 

nodeSpawnTests 10 1,507 76 5102 Creates a local cloud infrastructure and 
executes tests against this infrastructure.  

Total 20 3,039 221 4056  

Table 37 System test modules in the Appjangle platform 
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The modules oneCloudNodeTests and nodeSpawnTests define abstract test cases, 

which can be instantiated with various persistence and communication technologies. 

Table 38 lists all test cases defined in the module oneCloudNodeTests along with their 

execution times using different combinations of technologies for persistence and object 

serialization (see section 6.4.2). The persistence technology ‘None’ indicates that for the 

particular test case no data was saved on disk (instead it was held in memory). All test 

cases were performed with Netty as the underlying communication technology. 

Test Cases None/Kryo None/Java None/Xstream Babu DB/Kryo MySQL/Kryo File/Kryo Average 

test_register_random_user 
 

9.3 s 4.7 s 3.6 s 9.4 s 6.3 s 6.3 s 6.6 s 

test_two_parallel_user_ 
registrations 

14.7 s 14.4 s 15.5 s 21.1 s 25.3 s 57.5 s 24.7 s 

test_create_data_and_ 
query 

2.3 s 2.5 s 2.3 s 6.8 s 3.2 s 4.7 s 3.6 s 

test_create_realms_in_ 
parallel 

2.8 s 2.8 s 2.7 s 7.1 s 4.4 s 6.2 s 4.3 s 

test_create_many_realms_ 
sequentially_with_gc 

4.3 s 4.2 s 4.7 s 8.9 s 6.3 s 10.3 s 6.5 s 

test_register_user_and_ 
create_realm 

2.3 s 2.2 s 2.3 s 6.6 s 3.2 s 4.1 s 3.5 s 

test_create_realm_and_ 
rest_access 

1.1 s 0.7 s 0.6 s 4.9 s 1.3 s 1.8 s 1.7 s 

test_register_many_ 
users_in_sequence 

20.2 s 18.3 s 20.2 s 24.4 s 18.1 s 30.7 s 22.0 s 

test_register_users_in_ 
parallel 

2.5 s 2.5 s 2.5 s 6.9 s 4.7 s 9.4 s 4.8 s 

test_user_exceeds_node_ 
limit 

3.2 s 3.1 s 3.1 s 8.8 s 9.4 s 16.7 s 7.4 s 

Total 62.7 s 55.4 s 57.5 s 104.9 s 82.2 s 147.7 s 85.1 s 

Table 38 Integration tests cases and execution times for different technologies 

As can be seen, execution times vary depending on the used persistence and object 

serialization technologies. We would like to note that execution times often vary widely 

depending on various contextual factors such as hard disk performance, CPU, Java 

Virtual machine, among others (Shirazi, 2000). Moreover, many test cases are non-

deterministic (Thane & Hansson, 1999) since these test cases emulate a complex 

distributed system. Thus, their execution times naturally vary between executions. 

The following steps illustrate the key operations performed in the test case 

‘test_user_exceeds_node_limit’ as a representative test case for system-level tests (see 

Appendix H for a full source code listing). This test case in particular verifies behavior 

that is built to prevent individual users from creating too many nodes on the Appjangle 

server infrastructure (which would prevent other users from using the free service). 

1. Start up a local Appjangle server infrastructure. 

2. Register a user for the local Appjangle server infrastructure. 

3. Create a new ‘realm’ for the newly registered user. 

4. Insert a few hundred nodes into this newly created realm. 
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5. Assert that the user is prevented from creating new realms if the total number of 

nodes stored in the user’s realms exceeds the maximum limit of nodes per user. 

The two key aspects explored in system level tests were performance and reliability. As 

can be seen from the test case above, many system level tests involve the creation of 

hundreds or thousands of nodes and the processing of large number of operations and 

messages. Thus, these tests were instrumental in identifying and resolving software 

bugs affecting performance and reliability.  

7.1.4. Acceptance Tests 

While the system-level tests described in the previous section exercise a 

comprehensive set of components of the Appjangle platform, they are built with the help 

of platform internal APIs. As outlined in the previous chapter, two high-level APIs have 

been designed for end-users of the Appjangle platform: the onedb API and the Nextweb 

API. The acceptance tests for the Appjangle platform exercise these APIs; thus, 

emulating the role and behavior of end-users of the platform. 

There are two dedicated modules containing acceptance tests for the onedb API. The 

module oneCK contains various basic test cases as well as complex and stress test 

scenarios. The module oneAdtTests contains various test cases based on common 

abstract data types; specifically, maps, sets, and queues (Gray, 2006). These abstract 

data types are frequently used in many applications and thus the exploration of these 

provided a likely scenario for a possible use of the platform. Acceptance test for the 

Nextweb API are defined in the modules nextwebCK and nextwebCK-JS for the 

Nextweb Java and Nextweb JavaScript API respectively. A number of key statistics for 

the mentioned modules is provided in Table 39. 

Module Tests Test LoC Revisions From Rev. Description  

oneCK 41 3,909 162 3428 Acceptance tests based on onedb API. 

oneAdtTests 18 1,682 75 3530 Acceptance tests building common abstract 
data types on onedb API. 

nextwebCK 65 1,814 74 no data Acceptance tests based on Nextweb Java API. 

nextwebCK-JS 28 1,878
75

 50 5364 Acceptance tests based on Nextweb JS API. 

Total 152 9,283 361 3428  

Table 39 Acceptance test modules 

Due to the particular way in which the onedb API and the Nextweb API have been 

designed, the acceptance tests for the Appjangle platform serve a dual purpose: 

evidently, they help to assure, test and improve user-facing features of the platform. 

However, the acceptance tests also function as abstract specification of the APIs. 

                                            

75
 Note that these are the raw/total lines of code in JavaScript files while the other line of code statistics 

are the ‘logical’ lines of code of Java applications (excluding comments, empty lines, etc.). 
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Specifically, they can aid in building competing implementations for these APIs76 since 

they have no direct dependency to the Appjangle platform. 

The following example illustrates one simple acceptance test case. In this test case, a 

node address along with a valid access secret is used to construct a new Link object 

(see section 6.4.6.2). This Link object is then resolved into a Node object by 

downloading the respective node from the Appjangle cloud. Finally, it is asserted that a 

valid value is defined for the node. As mentioned above, simple test cases - such as the 

one shown in Figure 72 - are complemented by more complex test scenarios performing 

stress tests or exploring edge use cases of API usage. 

 

Figure 72 Simple acceptance test case 

Acceptance tests were instrumental in simplifying and improving the usability of client-

level APIs. Indeed, acceptance tests are on average shorter (59 LOC) than system and 

integration tests (100 and 150 LOC respectively) although they often exercise similar 

scenarios. This has been achieved through a long and work-intensive evolution of 

client-facing APIs. Moreover, acceptance tests played an important role in 

communicating and demonstrating the features of the Appjangle platform. In particular, 

any interested party can download and execute the acceptance tests for the Nextweb 

API as required77.  

7.1.5. Operations Tests 

The four test types described in the previous sections are commonly found in many 

software development projects. The Appjangle platform employs a further class of tests 

                                            

76
 The acceptance test modules therefore contain the postfix ‘CK’ in their names, short for ‘compatibility 

kit’ – a term popularized by the Java technology compatibility kit (TCK). 

77
 The module nextwebCK is available under 

   https://github.com/nextweb-io/nextweb-ck.  

The test cases from the module nextwebCK-JS can be accessed under 

   http://u1.linnk.it/qc8sbw/usr/apps/textsync/files/TestSuiteCloud_All.value.html 
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we label ‘operations tests’. These tests are executed against the currently deployed 

Appjangle cloud infrastructure to assure its continuous availability. Each operations test 

case is further linked to a list of actions, which will be executed when the test fails; for 

instance, to restart a component with the help of a spawn (see section 6.4.7.6). 

The operations tests for the Appjangle platform are defined in the module 

nodeMonitorJobs. A number of statistics for this module are listed in Table 40. In 

addition to the statistics listed in the previous sections, the number of jobs defined in the 

module is provided. A job essentially aggregates a set of tests, the frequency with which 

they are executed as well as the list of actions to be performed upon a test failure in one 

logical unit.  

Module Tests Jobs Test LoC Revisions From Rev. Description  

nodeMonitorJobs 25 8 869 74 5078 Regular tests to assert 
functionality of Appjangle cloud. 

Total 25 8 869 74 5078  

Table 40 Statistics for operations tests 

Property Tests 

Execution Frequency 90 s 

Tests to be run 1. TestNode1WebProperties 

Recovery Actions 1. Send notification of failed test.  
2. Wait for 10 s.  
3. Restart cloud node 1 (this is the node hosting the web pages). 
4. Send notification of failed recovery. 

Table 41 Properties of job ‘node1-web-properties’ 

An example for an operations test is the test ‘TestNode1WebProperties’. This test 

assures that various web pages, which are hosted using the Appjangle platform, are 

available. This test is embedded in the job ‘node1-web-properties’ with the parameters 

given in Table 41 (see Appendix I for a full source code listing): 

The recovery actions for this particular job are very similar to the actions defined in 

many other jobs. Recovery actions are executed in the order defined in the job. After 

one action has been performed, the Appjangle platform will rerun the failed tests. Only 

when the tests fail again will the next action of the job be executed. The system thus 

deals with occurring errors in a ‘forgiving’ way. For instance, the tests of the job ‘node1-

web-properties’ need to fail three times in a row to trigger a system restart. This 

approach is required in a distributed system such as the Appjangle platform where 

temporary network failures or changing load levels can easily lead to unexpected, yet 

unavoidable situations. 

The operations tests helped both to increase the resilience of the Appjangle platform in 

dealing with unanticipated events (such as network outages, power outages, etc.) as 

well as helped to assert the correct operation of the platform over long periods of time. 
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For instance, the test ‘TestNode1WebProperties’ has been executed more than 100,000 

times by the time of this writing; with only a handful of environmentally caused failures. 

Other test cases have helped to identify and resolve performance and stability bugs 

resulting from overflown buffers, queues, and limited disk space. 

7.2. Evaluative Application Development 

The various levels of software testing we have described in the previous sections 

explore manifold usage scenarios for the Appjangle platform. Unit, integration and 

system tests exercise the components of the Appjangle platform using powerful internal 

APIs, while acceptance and operations tests emulate user interactions by exclusively 

drawing upon end user APIs. The complexity of usage scenarios varies dramatically 

within these numerous forms of testing: from very simple scenarios defined in a few 

lines of code to complex stress test scenarios, which involve multiple, concurrent clients 

and significant volumes of data. However, even the most complex scenarios among 

these automated tests are necessarily limited in their scope and ability to explore some 

of the more subtle issues of building applications using the Appjangle platform. 

The implementation cases discussed in this section complement the automated tests by 

exploring more complex and versatile usage scenarios of the Appjangle platform. 

Corresponding to the results obtained from the testing activities, the pursuit of various 

implementation scenarios yielded insights in regards to the validation of the Appjangle 

platform as well as impacted the final design in numerous ways. In particular, many 

important ideas and innovations, which shaped the final design of the Appjangle 

platform and associated conceptual foundations, were inspired by the problem-rich 

context that the implementation cases provided. Table 42 provides an overview of these 

innovations as well as the validation and general impact on design of each 

implementation case.       

Case Specific Innovations  General Impact on Design  Validation of Artifacts 

Linnk  Hyperdata model Precursor to Appjangle platform 

onedb User Management   Hyperdata properties 
 Scalable, distributed 

maps and queues 
 Web server component 

 Discovery and resolution 
of software bugs 

 Improved client APIs 
 Improved development 

tools 
 Improved performance, 

reliability, efficiency, 
maintainability and 
portability 

 Functionality 
 Usability, usefulness, 

use 
 Performance, 

reliability, efficiency, 
maintainability, and 
portability 

nodejump  ‘Seed’ operation 

textsync  

Web Time Reporter  ‘table’ representation 

Vision To Action  Nextweb API 

Appjangle Showcase  Batch resolution for 
synchronization process 

Table 42 Innovations enabled by implementations, validation and impact on design quality 
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In the following, we discuss the implementation cases in chronological sequence to 

highlight their role in the development process; since developed applications and the 

Appjangle platform co-evolved in numerous ways. Table 43 provides an overview of the 

development timeframe of each application as well as the lines of source code 

comprising the application together with the number of revisions associated to this 

source code. 

Case Timeframe Lines of Code Revisions 

Linnk 03/2005 to 08/2010 15,000 (Java) No data
78

 

onedb User Management 11/2011 to 01/2013 1,400 (Java) 126 

nodejump 08/2012 to 11/2012 700 (JavaScript) 106 

textsync 08/2012 to 01/2013 2,500 (Java) No data
79

 

Web Time Reporter 09/2012 to 03/2013 500 (JavaScript) 52 

Vision to Action 11/2012 to 03/2013 1,400 (JavaScript) No data
80

 

Appjangle Showcase 01/2013 to 03/2013 1,400 (JavaScript) 231 

Table 43 Development timeframe and statistics for applications 

We have used the platform github.com to provide the source code for most of the 

implemented applications. The source code repositories serve furthermore to provide a 

reference point for the development history of these applications. Table 44 lists the 

public source code repository for the implementation cases for which a repository is 

available.  

Case Public Source Code Repository 

nodejump https://github.com/nodejump/nodejump 

textsync https://github.com/textsync/textsync 

Web Time Reporter https://github.com/mxro/task-management 

Vision to Action https://github.com/mxro/infosys-question-data 

Appjangle Showcase https://github.com/appjangle/appjangle-demos 

Table 44 Public source code repositories for applications 

7.2.1. Linnk Knowledge Composition Environment 

The origins of this study on knowledge-oriented organizations and their use of 

information technology date back to early 2005 when the author was pursuing a 

Bachelor’s degree in business information technology while simultaneously working as 

a software quality consultant. The frustrations with existing tools to manage and 

                                            

78
 Major parts of the development of the Linnk application were conducted before the development 

environment for the Appjangle platform was set in place. 

79
 Many revisions in the textsync source code repository had to be deleted due to an oversight on part of 

the author, who accidently committed a non-public password into this public repository. 

80
 Major parts of Vision to Action application were developed by developers who did not use a source 

code management system.  
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organize knowledge in a sustainable way in these occupations motivated the 

implementation of a Java Swing based personal knowledge management system 

christened ‘Linnk’. More information regarding the Linnk system can be found under the 

URL: http://www.linnk.de. 

 

Figure 73 Data model underlying Linnk Knowledge Composition Environment 

Linnk allows building complex knowledge bases composed of inter-connected 

documents. The elementary data model of Linnk is illustrated in Figure 73. In key 

difference to many content management and knowledge management systems, the 

user interface of the Linnk editor deemphasizes operations to edit and format text. The 

Linnk editor instead encourages the user to compose information in bite-sized chunks 

(Item). These items can easily be turned into links pointing to a new document 

(LinnkItem). The ease of this operation distinguishes Linnk from other environments: in 

particular, a new document and a link to this new document can be created in one 

integrated operation rather than in a two-step process (using the button ‘Linnk!’ shown 

in Figure 74). 

 

Figure 74 Screenshot of Linnk Editor 
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In the course of the year 2010, we sought to port the Linnk editor into a web application; 

thus gaining early experiences with the Java-to-JavaScript source code translation 

engine Google Web Toolkit (see section 6.2.4). However, in exploring options for the 

architecture of the web-enabled Linnk application, we discovered a possible dramatic 

simplification of the data model used in the Linnk application; in particular, that 

connections should be managed independently of items. The resulting simplified data 

model is shown in Figure 75 below. 

 

Figure 75 Simplified data model discovered in Linnk application redesign 

This simplified data model served as the foundation for the subsequent development of 

the hyperdata model. Since the change from the ‘Linnk’ data model to this new and 

simplified model had substantial implications for every aspect of the Linnk application, 

we decided to discontinue the development of the Linnk source code base and instead 

start with a clean slate implementation of what would, over the course of this study, 

become the Appjangle platform.  

7.2.2. onedb User Management 

We started the development of the new implementation using the new data model on 

the 27th of August 2010 and for about one year were focused on building the 

foundational infrastructure required for distributed hyperdata applications. In November 

2011, this infrastructure reached a sufficient level of maturity to build a first distributed 

application. This first application was a management application, which allowed the 

registration and login of users for a cloud-based database, ‘onedb’81, with the following 

requirements: 

1. Provide a web page on which users can submit their email address.  

2. On submission of an email address,  

a. allocate a unique API key for this email address,  

b. display this API key on the web interface, and 

c. deliver the API key per email to the respective address. 

                                            

81
 onedb was our first working title for our software platform. Later, with an increasing scope of features 

beyond a simple database (‘db’) we changed the name of the platform to Appjangle. 
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3. If the same email address is submitted twice, report an error that an API key for 

this address has already been determined.  

Building this application uncovered a host of design problems and challenges, whose 

solutions grew to become key properties of the Appjangle platform. Key problems and 

challenges among these were the following: 

 The application was built under the assumption that the number of users should 

be scalable. The easiest way to scale a certain category of data in the hyperdata 

model is to attach more and more connections to a particular node; for instance, 

a node ‘users’ could be defined and for every registered user a new child node 

could be attached to this ‘users’ node. However, this could result in one node 

having an impractical number of children. As a solution, we developed flexible 

strategies to define a potentially large number of keys identifying a unique value 

for the respective key (a ‘map’-like data structure). 

 The application also required a queue-like data structure in a couple of places. 

For instance, the definition of a queue for incoming requests for new API keys. In 

response, a flexible and scalable implementation of queues on top of the simple 

hyperdata data structures was developed. 

 The data involved in keeping track of user registrations was mostly well-

structured. To create and retrieve structured data effectively, we devised the 

hyperdata property pattern (see section 6.1.3) and extended the infrastructure to 

support this pattern with ease. 

 Since users could register through a web page, we were required to build 

infrastructure to serve web pages and link these pages with a hyperdata-driven 

backend. The solutions developed in the course of this laid the foundation for the 

web server component in the Appjangle cloud (see section 6.4.7.5). 

In addition to the challenges listed above, implementing this application inspired 

numerous other solutions as well as highlighted a number of elemental issues with the 

design. In particular, one central aspect of the platform proved to be causing 

unexpected issues during the development of the application: the synchronization 

process embedded in the Synchronization layer (see section 6.4.4). These issues 

motivated us to revisit the implementation of our software platform, build additional 

software tests and re-implement troublesome routines and modules. In consequence, 

we reworked most central aspects rather than adding new layers or features to the 

platform for almost one year until approximately August 2012. 

7.2.3. Nodejump 

After reworking the implementation of the platform, we started in August 2012 with the 

implementation of another application: nodejump. Nodejump is a web-based content 
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and knowledge management platform. Nodejump is deployed as web application under 

the web address: http://nodejump.com. Among this platform’s features are facilities to 

compose content using the Markdown markup language82, preview content, deploy 

content to the web, link multiple items of content and share content for private viewing 

and editing as well as for public and private editing. 

The nodejump application is specifically designed to allow publishing multi-page 

websites quickly, easily and accessibly (Figure 76). For instance, it is possible to create 

new documents, edit documents and share documents without need for users to 

register for the web application. Internally, this is enabled by the seed operation83. This 

operation allows creating a new ‘public’ node (see section 6.4.7.4) in the Appjangle 

cloud, which is not associated with any user account.  

Nodejump was the first Java-script based application developed with the onedb 

JavaScript API (which is now deprecated and superseded by the Nextweb JavaScript 

API). Moreover, since July 2012 we had repacked the ‘onedb infrastructure’ to form the 

Appjangle platform. In consequence, nodejump could make use of an improved 

Appjangle user management (see section 6.4.7.3), which has evolved from the onedb 

user management discussed in the previous section. 

 

Figure 76 User interface of nodejump application 

                                            

82
 http://daringfireball.net/projects/markdown/ 

83
 See http://nextweb.io/docs/nextweb-seed.value.html. 
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Nodejump essentially provides a set of features similar to those provided by the Linnk 

environment described earlier. Nodejump, like Linnk, enables the composition of 

complex, scalable networks of interconnected documents quickly and easily. However, 

as a web-based application, nodejump offers more features than Linnk such as allowing 

users to share documents for collaborative viewing and editing or storing documents ‘in 

the cloud’. The user interface of the Linnk application, on the other hand, is more refined 

than the user interface currently offered by nodejump. Nonetheless, nodejump is similar 

if not superior to Linnk in many aspects.    

The most notable difference between Linnk and nodejump lies in the complexity of their 

implementation. The application logic of Linnk is implemented in around 15,000 lines of 

Java code; the application logic of nodejump, in contrast, is defined in only 700 lines of 

JavaScript code. This is of particular note since distributed applications are generally 

more difficult to develop than non-distributed applications (Coulouris, Dollimore, 

Kindberg & Blair, 2011) and nodejump, as a web-based application, is distributed while 

Linnk, as a desktop-based application, is non-distributed. One likely cause for the small 

source code footprint of the nodejump application is that nodejump draws from the 

building blocks provided by the Appjangle platform while these were not available for 

the implementation of the Linnk environment.     

7.2.4. Textsync 

In order to support the development of the nodejump application, we developed a 

simple development tool: textsync (Figure 77). Textsync allows developing JavaScript 

applications for the Appjangle platform while using common software development tools 

and source code management systems. Specifically, textsync allows embedding meta-

tags into any text-based file, which facilitate the synchronization of parts of these files 

with nodes stored on the Appjangle cloud.  

 

Figure 77 Screenshot of textsync interface 
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Further details in regards to the capabilities and usage of the textsync tool are available 

on the Appjangle server84. 

7.2.5. Web Time Reporter 

Nodejump, like Linnk, centers on working with mostly unstructured information. 

However, our second design guideline proposes that knowledge-driven organizations 

depend not only on unstructured or structured information but on the fluid integration of 

both the structured and the unstructured. Thus, we developed a small tool that explored 

a form of more structured data: the Web Time Reporter (Figure 78). 

The Web Time Reporter contains a simple stop watch. This stop watch can be used to 

measure time worked on various activities. Measurements are appended as nodes to 

any arbitrary hyperdata node on the Appjangle platform. This enables to use the Web 

Time Reporter together with the nodejump application since every document in 

nodejump is also stored as a node on the Appjangle cloud. This illustrates how 

heterogeneous applications built on the Appjangle platform can be combined easily in 

order to complement their individual features.  

 

Figure 78 Screenshot of Web Time Reporter application 

                                            

84
 See for further details: http://u1.linnk.it/qc8sbw/usr/apps/ajFileSync/docs/ajMicroSync.value.html. 
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Since the Web Time Reporter works with a more structured form of data, it served as 

the inspiration for a particular node representation supported by the Appjangle web 

server component: the table representation (see section 6.4.7.5). This representation 

can be used to aggregate hyperdata properties of a list of nodes; particularly the list of 

children of a particular node. Figure 79 shows a table rendered from multiple nodes 

created using the Web Time Reporter. Such tables can easily be imported into various 

analytical tools for further analysis, for instance into Google Docs Spreadsheets85. 

   

Figure 79 Hyperdata properties aggregated in table view 

7.2.6. Vision to Action 

After the majority of the development for nodejump, textsync and the Web Time 

Reporter had been completed, we employed the Appjangle platform in another project: 

the development of the Vision to Action application. Vision to Action is a multi-platform 

educational game. It presents elemental management theories and concepts through 

the medium of interactive games. It currently can be used in a web environment and on 

Apple’s iOS platform. A version for Google Android-based systems is currently under 

development.     

In contrast to the proceeding applications, Vision to Action was not implemented as a 

‘greenfield’ project primarily conceived for the exploration and validation of the 

Appjangle platform. Instead, development for Vision to Action had been going on for a 

few months before Appjangle was added to the architecture. Moreover, while the 

                                            

85
 Google Docs Spreadsheets supports a function =importHtml(…) which can be used to import data from 

web pages into spreadsheets easily. 
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previously described applications were developed by the author of this document and 

sole developer of the Appjangle platform, Vision to Action was implemented by a team 

of four developers, which included the author. 

Vision to Action currently features five mini-games (‘Industry Structure’, ‘Strategy’, 

‘Value Chain’, ‘Business Processes’ and ‘Systems’) (Figure 80). These games require 

users to solve small problems in the context of a particular case. Each case focuses on 

one company. Appjangle is used to provide a dynamic database of cases as well as 

mini-game specific data for each case. The web client of the game is developed using 

the Appjangle JavaScript client. The Android client uses the Appjangle Java client. The 

iOS client uses the web interface provided by the Appjangle web server to obtain the 

case data (Figure 81). Vision to Action thus provides a good example of the 

development of a cross-platform application using the Appjangle platform. 

 

Figure 80 Screenshot of Vision to Action web application 

The development of Vision to Action inspired the implementation of the Nextweb API. In 

consequence, some features of the Vision to Action application were developed first 

using the onedb API and then ported to the new and improved Nextweb API. For 

instance, retrieving question and case data for a case of the ‘Strategy’ mini-game 

required 149 lines of Java code using the onedb API including multiple levels of 

complex callbacks; the same functionality defined with the Nextweb API, in contrast, is 

defined in 77 lines of Java code86. In this and similar cases, the Nextweb API thus 

                                            

86
 Version using onedb API: 
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allows creating applications in a more concise way than was possible using the onedb 

API. 

 

Figure 81 Screenshot of Vision to Action iPhone application 

7.2.7. Appjangle Showcase 

While the applications described in the previous sections explore diverse scenarios for 

the implementation of applications using the Appjangle platform, they do not explore the 

features offered by the Appjangle platform in a holistic fashion. Hence, we implemented 

the application Wall of the Wise, extensively discussed in chapter 5 ‘Design: 

Demonstration’, as one integrated example, which highlights most of the Appjangle 

platform’s key features. These examples serve both as demonstration of the platform 

capabilities as well as documentation for the platform.  

Some of the application logic required for the Wall of the Wise exercises the 

synchronization engine of the Appjangle platform more intensively than other 

applications. Thus, in the course of implementing the Wall of the Wise, we found and 

resolved various synchronization-related bugs. Moreover, we implemented a number of 

performance enhancements for the synchronization process in order to assure a 

smooth operation of the Wall of the Wise. These performance enhancements benefit 

not only the Wall of the Wise but also other applications developed using the Appjangle 

                                                                                                                                             

https://github.com/mxro/infosys-question-

data/blob/master/src/main/java/examples/GetStrategicQuandrantQuestionData.java 

Version using Nextweb API 

https://github.com/mxro/infosys-question-

data/blob/master/src/main/java/com/appjangle/i110/data/game1/LoadStrategicQuandrantQuestion.java 
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platform. For instance, initially client libraries would download nodes from the server as 

packages containing the node value as well as the links to its children. With an 

enhancement introduced with the Wall of the Wise, values of direct and indirect children 

may be included in packages sent from the server; thus reducing the number of server-

client round-trips required.  

7.3. Discussion and Conclusion 

We have mentioned in the previous chapter, that the size of the Appjangle platform 

implementation prevented us from exploring many aspects of the implementation in the 

space given for this discussion. The same constraint applies to our discussions of the 

pursued evaluation mechanisms as well: 

 There are more than 350 automated test cases with more than 20,000 lines of 

Java code defined for the Appjangle platform. Yet, we could only provide a brief 

summary of 5 test cases in this chapter (one example for each testing type). 

 Likewise, the described applications span more than 20,000 lines of code and 

have been developed in the course of many months; yielding more than 300 

individual revisions. Yet, we could only provide a brief overview of the features 

and the design process for each application.  

Apart from these qualifications, we have provided a high-level overview of the extensive 

activities we pursued to assure functional and non-functional properties of the software 

we have implemented. Evaluation has been undertaken from various angles and on 

various levels; ranging from simple unit tests to expansive scenarios involving the 

implementation of complex software applications.  

The correct behavior of higher-level features tested in the course of this pursuit thereby 

heavily depended on the correctness of underlying lower-level layers. For instance, the 

data of registered users is arranged as hyperdata and user management processes 

make extensive use of hyperdata synchronization and other features of the Appjangle 

platform. Thus, a simple operation test (for instance asserting the availability of 

authentication services) often implicitly tests and validates significant portions of the 

Appjangle platform (see Figure 82).  

The evaluation mechanisms presented in this chapter have concentrated on the main 

artifact resulting from our research, the Appjangle platform. However, apart from the 

platform itself, various conceptual foundations, which are inseparably linked to the 

implementation of the platform, have been evaluated and improved through the 

mechanisms described here. For instance, almost all automated test cases and all 

implemented applications make heavy use of the hyperdata model and hyperdata 
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properties. Moreover, many conceptual contributions, such as hyperdata pattern, 

emerged from the pursuit of our evaluation mechanisms. 

 

Figure 82 Implicit validation in layered arrangement of Appjangle platform 

Notwithstanding the important role that the evaluation mechanisms played in our overall 

work and the significant resource dedicated to evaluation activities, it is certain that the 

manifold conceptual proposals and implementations provided by our study cannot be 

completely verified within the scope of this research. We can, however, assert various 

benefits of our designs within certain constraints, which we outline in the remainder of 

this discussion. 

In the following sections, we explore, in continuation of the discussions from the 

previous chapter, how the activities and results presented in this chapter relate to the 

benefits for applications and organizations enabled by the Appjangle platform. We 

further link these benefits back to the guidelines for the implementation of software 

systems identified in chapter 4 ‘Design: Assumptions and Guidelines’. Finally, we reflect 

on the scope and limitations of the evaluation activities described in this chapter.  

7.3.1. Enabled and Illustrated Benefits 

In chapter 5, we demonstrated various features and benefits of the Appjangle platform 

in ten interactive demonstrations. In chapter 6, we explored the implementation of the 

Appjangle platform and highlighted how individual components of the platform 

implementation were enabling and supporting the benefits introduced in chapter 5. 

Thus, we have examined the platform benefits from two angles: 
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1) How artefacts demonstrate and therewith validate individual platform benefits 

(chapter 5). 

2) How properties and components of artefacts enabled and supported platform 

benefits (chapter 6). 

The evaluation mechanisms described in this chapter contribute to our discussion of 

platform benefits from both of these angles. Firstly, some of the tests and all of the 

implemented applications demonstrate platform benefits through publicly available and 

usable manifestations. Secondly, the process of pursing the various evaluation 

mechanisms had a significant impact on the design process and thus the resulting 

artifacts. Table 45 provides an overview of key relationships between evaluation 

mechanisms and platform benefits. In particular, a  symbol indicates that an 

evaluation mechanism shaped and improved the platform in regards of the respective 

benefit; a  symbol indicates that a particular evaluation mechanism demonstrates the 

respective benefit; and the  symbol indicates that a mechanism both 

improved/enabled as well as demonstrated the respective benefit. In the following, we 

explain a number of these relationships in further detail. 

All Testing Types <-> Testable 

All testing types (unit, integration, systems, acceptance, and operations tests) 

contributed to better testability of applications built with the Appjangle platform. 

Specifically, conducting testing on these various levels assured that testability is ‘built 

into’ every component of the Appjangle platform. Unit, integration, systems and 

operations tests do not demonstrate testability of Appjangle applications (though they 

do demonstrate testability of the overall Appjangle platform). Testability of Appjangle 

applications is only demonstrated by acceptance tests; every acceptance test is 

essentially a small application build with the Appjangle platform, which is embedded in a 

test. Moreover, acceptance tests for the Appjangle platform are publicly available and 

thus serve as valid demonstration of the claim of testability.  

Applications <-> Extensible 

For all applications except the onedb user management and the Linnk application, we 

have provided not only the latest version of their source code but also a complete 

source code history of their development. In all of these applications, extensions to the 

originally conceived data model were made in the course of the development. For 

instance, the application Vision to Action first consisted of one mini-game type. In the 

course of the development, additional mini-game types were added and could be easily 

supported through the flexible data model of the Appjangle platform. 



Design: Evaluation 

 

201 

 
Benefit 

Mechanism 
Testable Responsive Typed Extensible Portable Modular Scalable Connected Compact Enriched Flexible Open Productive 

A
u

to
m

at
e

d
  S

o
ft

w
ar

e
 T

e
st

s Unit Tests 
             

 

Integration Tests 
             

 

System Tests 
             

 

Acceptance Tests 
               

 

Operations Tests 
             

 

Ev
al

u
at

iv
e

 A
p

p
lic

at
io

n
 D

e
ve

lo
p

m
e

n
t 

Linnk 
            

 

onedb User 
Management             

 

nodejump 
              

textsync 
             

Web Time 
Reporter 

             

Vision to Action 
             

Appjangle 
Showcase              

 Demonstrates        Enabled         Demonstrates and Enabled 

Table 45 Support for and validation of platform benefits through evaluation mechanisms 

 

 

 



Design: Evaluation 

 

202 

Thus, the applications provide a good demonstration of extensibility of applications built 

with the Appjangle platform. However, only the Linnk application has contributed to 

improving extensibility; since this property is rooted in the fundamental hyperdata 

model, which was conceived during the development of the Linnk application. 

Applications <-> Enriched Information, Open 

The applications for which we provide source code on the GitHub platform illustrate the 

benefits of openness and enriched information within the Appjangle platform. For 

instance, it is possible to organize time measurements created using the Web Time 

Reporter using the nodejump application. Likewise, it is possible to access, connect and 

work with data from the other applications using any Appjangle-powered application; 

thus making the information created by these applications available to potential 

stakeholders and more valuable for its creator and/or owner.  

Applications <-> Productive, Flexible  

As mentioned above, for many of the implemented applications we provide the source 

code as well as a detailed history of their development. Thus, they demonstrate the 

productivity of building applications with the Appjangle platform as well as the flexibility 

available to application developers to meet changing requirements. 

Vision to Action <-> Compact 

The application Vision to Action both demonstrates compactness as well as was a 

major influence in enabling this benefit. Specifically, the declarative Nextweb API was 

inspired by the context of the Vision to Action application; and this API is fundamental in 

allowing Appjangle applications to be lightweight and compact. The other applications 

consequently do not demonstrate compactness to its fullest extent; since they were 

implemented using the more verbose onedb API. 

Appjangle Showcase <-> Responsive 

The Appjangle Showcase demonstrates responsiveness as discussed in chapter 5 

‘Design: Demonstration’. However, developing the Appjangle Showcase also motivated 

a number of performance-related enhancements to the synchronization process; for 

instance, to allow clusters of nodes and connections to be packaged to answer a 

request for a single node. This reduces required round-trips to the server and thus 

enhances the responsiveness of client applications. 

Apart from the relationships discussed above, further relationships are illustrated in the 

table. Support for all of these relationships can be found within or deduced from the 

discussions of this chapter.   
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7.3.2. Overarching Benefits: Support for Guidelines 

In this chapter and the two proceeding chapters, we have extensively discussed various 

benefits for applications running on and for organizations using the Appjangle platform. 

We have argued that the benefits should not be understood in isolation of each other 

but rather that they form a unique nexus of benefits. Furthermore, we have outlined that 

the value of these benefits depends on many contextual factors; chiefly, the Appjangle 

platform, as a decidedly technological solution, needs to be embedded in a fruitful social 

context to yield its maximum advantages. 

Notwithstanding the importance of an enabling social context, there is a rich foundation 

of research suggesting favourable properties of technology which aid in the easy 

integration of technology into the rich fabric of modern organizations. We have 

synthesized key streams of this research into four guidelines for the design of systems 

for knowledge-driven organizations in chapter 4. A key question for the utility of the 

Appjangle platform in the context of this study is, in consequence, whether its design 

and accrued benefits support these guidelines (see Figure 83). 

 

Figure 83 Identified guidelines and effective support of knowledge-driven organizations 

In order to explore if and how the Appjangle platform supports a particular guideline, we 

identify a specific set of application- and organization-level benefits, which support this 

guideline. Table 46 provides an overview of key relationships between guidelines and 

benefits provided by the Appjangle platform. We discuss each of these relationships in 

more detail in the remainder of this section.  
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Guideline 
Benefit 

No Data is an Island Order and Chaos Fluid Integration Rapid Adaptation 
A

p
p

lic
at

io
n

 

Connected     

Typed     

Extensible     

Scalable     

Portable     

Modular     

Compact     

Testable     

Responsive     

O
rg

an
iz

at
io

n
 Enriched      

Flexible     

Open     

Productive     

Table 46 Relationships between Appjangle platform benefits and guidelines for systems to 

support knowledge-driven organizations 

7.3.2.1. No Data is an Island 

The first guideline we have identified centers on enabling the composition of contextual 

linkages between heterogeneous data entities. This guideline was motivated by the 

assumption that, although information technology by definition is unable to manage rich 

and multidimensional organizational knowledge, it can serve in providing valuable 

approximations of knowledge; under the condition that information is endowed with 

contextual linkages. 

The following application-level benefits of the Appjangle platform correspond to the first 

guideline: 

(1) Connected: The data managed by any Appjangle application can very easily be 

connected with data managed by any other Appjangle application. There are no 

restrictions in regards to involved data types or data structures enabled by the 

flexible hyperdata model underlying the Appjangle platform. 

(2) Extensible: Any hyperdata node can be extended with additional outgoing 

connections if required. This enables the capturing of contextual information that 

may not have been considered in the initial conceptualization of an application. 

(3) Scalable: The Appjangle platform can capture both small and very large 

information bases. Indeed, the fundamental architecture of the Appjangle 

platform allows creating networks of interlinked information, which equal the 

World Wide Web in size. This is essential for being able to express linkages in 
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the open world of knowledge work – where it is often not possible to span a 

boundary around information and its potential size for any given activity. 

(4) Portable: The Appjangle platform integrates well with a wide range of 

technologies. Thus, it enables the linking of information managed by applications 

running on heterogeneous platforms. 

The organizational benefit of the Appjangle platform most closely aligned with the first 

guideline is the benefit of enriched information. Using the Appjangle platform, 

organizations have the opportunity to derive more value from their data; the key factor 

enabling this enrichment of data is the additional contextual information captured in 

correspondence with the first guideline.  

7.3.2.2. Order and Chaos 

The second guideline for building systems for knowledge-driven organizations requires 

establishing reliable data structures and providing facilities to alter these structures in 

the setting of situational requirements. This guideline is rooted in the observation that 

effective organizational routines require both a steadfast structural framework as well as 

situational flexibility in the enactment of routines. 

The Appjangle platform supports this guideline in various ways, entailed in the following 

benefits for applications utilizing the platform: 

(1) Typed: Hyperdata types and properties allow the definition of data structures 

within hyperdata. However, it is easy to amend and revise hyperdata types and 

properties whenever required. The type and schema system of the Appjangle 

platform is the very manifestation of the second guideline. 

(2) Extensible: The extensibility of hyperdata can provide useful support for  

amending application data in regards to emerging needs. 

(3) Modular: Modular systems provide both reliable building blocks for designing 

applications as well flexibility in recombining these building blocks to meet 

changing requirements. 

The organizational benefit aligned with the second guideline is the benefit of flexibility. 

The Appjangle platform in general favors the enablement of flexibility over the strict 

enforcement of structures. This is to complement existing solutions, which usually excel 

at dealing with structured data while being less effective when dealing with rapidly 

evolving data structures.       

7.3.2.3. Fluid Integration 

The third guideline identified in chapter 4 outlines that systems to support inter-

organizational collaboration should be customizable, simple and modular in order to 
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provide efficient exchange of information. This guideline is rooted in the assumption that 

clusters of organizations are more innovative when their IT systems are ‘loosely 

coupled’ rather than being constrained by a strict central integration scheme. 

Multiple benefits for applications derived from the Appjangle platform provide support for 

this guideline, specifically: 

(1) Connected: The Appjangle platform enables the connection of data entities 

across applications and physical locations; this aids in building loosely coupled 

networks of information shared by multiple organizations. 

(2) Typed: The flexible typing system available to Appjangle applications allows 

multiple organizations to share structured and semi-structured data without need 

for consensus on global data types and structures. 

(3) Extensible: The inherent extensibility of hyperdata allows each stakeholder to 

augment any piece of data with information relevant for their tasks and/or with 

information relevant for multiple parties.  

(4) Scalable: The scalability of Appjangle applications allows increasing or 

decreasing the number of stakeholders partaking in collaborative tasks 

seamlessly. 

(5) Portable: The portability of Appjangle applications allows ‘hooking’ these 

applications into the diverse IT environments of heterogeneous organizations; 

thus enabling the integration of data from these environments with minimal 

interference with existing intra-organizational systems. 

(6) Modular: The Appjangle platform allows building small and modular applications. 

This modularity allows the distribution of development, use and responsibility for 

inter-organizational applications easily and effectively. 

The requirements of the guideline ‘Fluid Integration’ align closely with the organizational 

benefit of openness. Openness enables organizations to pursue the integration of 

additional information, processes and knowledge whenever it is beneficial to their goals.  

7.3.2.4. Rapid Adaptation 

The last guideline we have identified in chapter 4 centered on the requirement to 

provide an infrastructure which supports the rapid development, deployment and 

adaptation of context-specific applications to support knowledge workers. This guideline 

was motivated by the assumption that knowledge workers perform better if their tools 

meet the rich context-specific requirements they encounter.  

(1) Extensible: The extensibility of applications built with the Appjangle platform 

allows organizations to modify and enhance these applications in order to meet 

the unique requirements of individual knowledge workers.  
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(2) Scalable: The inherent support for scalability of Appjangle applications allows 

adopting these to different usage scenarios with ease. 

(3) Portable: Portability enables tailor-made tools to be built for the various 

environments that knowledge workers utilize. 

(4) Modular: The Appjangle platform is optimized for building small and loosely 

coupled applications. This enables the development of small, context-specific 

applications which, notwithstanding their ad-hoc creation, have the potential to 

make sustainable contributions to an organization’s IT capabilities. 

(5) Compact: The declarative nature of the Nextweb API combined with the cloud 

services packaged for the Appjangle platform allows providing feature-rich 

applications with a small source code footprint. This is an essential advantage for 

developing, maintaining and adapting knowledge worker tools quickly and 

effectively. 

(6) Testable: The definition of automated tests is widely considered to be an 

essential ingredient in the quick development of maintainable, high quality 

software applications.  

(7) Responsive: A smooth user experience is a key requirement for successful 

knowledge worker tools. Thus, the inherent support of the Appjangle platform to 

build responsive applications is an important advantage to build effective 

applications for knowledge workers. 

Apart from these application-level benefits, the organizational benefits of flexibility, 

openness and, of course, productivity naturally align with the requirements of the 

guideline ‘Rapid Adaptation’.  

7.3.3. Trade-offs and Limitations    

In the previous chapter, we have already mentioned a number of general considerations 

of importance for assessing the utility of the Appjangle platform; for instance, that in 

terms of reliability and security the platform is in no position to match up with 

established organizational technologies. These factors are only to a small degree 

mitigated by the extensive evaluation activities described in this chapter; since they 

have been undertaken with the limited resource at our disposal and not with the multi-

million dollar budgets available to established application vendors (Page, Johnston & 

Rollison, 2008). 

In addition to the already discussed trade-offs of the Appjangle platform, we are in a 

position to formulate more specific trade-offs at this point in our discussion. In particular, 

we have discussed the numerous ways in which the Appjangle platform supports the 

guidelines for the design of effective systems for knowledge-driven organizations. In this 

regard, we have argued throughout our earlier discussions that existing organizational 

technology often supports knowledge-driven organizations poorly. Moreover, we have 
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repeatedly highlighted aspects in which the Appjangle platform differs from existing 

solutions. Notwithstanding these deliberations, the question remains if and how the 

Appjangle platform supports the identified guidelines better than existing organizational 

technology. 

Before exploring this question in further detail, we would like to point out two factors of 

relevance for this endeavor: 

 As already mentioned, the Appjangle platform is a generic technology in that it 

can be employed for a wide range of purposes. Thus, there are many 

technologies to which the Appjangle platform could be compared. 

 The Appjangle platform is also a complex technology in that it provides a rich set 

of diverse features. These features can be combined and used in near infinite 

combinations. Thus, there are myriad properties according to which the 

Application platform could be measured and compared to alternative 

technologies. 

These two factors make it very difficult to make ultimate judgements about the 

Appjangle platform in comparison to other technologies. In the field of information 

technology, there are indeed many cases where competing alternative technologies 

coexist for long periods of time; therefore, a clear consensus on superiority of any 

alternative cannot be established. The classic case for this is the realm of programming 

languages. For instance, there is an ever on-going debate on whether functional, object-

oriented or hybrid (functional/object-oriented)87 languages are the best choice for 

developing software applications (Odersky, Spoon & Venners, 2011; Thompson, 2011); 

a debate yet unresolved notwithstanding the intense scrutiny of industry and academic 

communities alike that these alternative approaches have been subjected to. 

Still, we would like to provide some orientation in regards to possible trade-offs of the 

Appjangle platform in comparison to existing technology. One of the key distinguishing 

factors of the Appjangle platform is that it is based on the hyperdata model. As we have 

argued, this model is different to many popular models of data. As such, it makes the 

Appjangle platform different to many traditional software solutions on a paradigmatic 

level. Thus, rather than comparing the Appjangle platform with individual technologies 

(which would result in a very large number of comparisons), we outline the relative 

advantages and disadvantages of the Appjangle platform to classes of technologies; 

where each class is identified by a unique understanding of data different to the 

hyperdata model. 

                                            

87
 For instance, LISP is a functional, Smalltalk an object-oriented and Scala a hybrid language. 
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Table 47 below summarizes the key advantages and disadvantages of the Appjangle 

platform in regards to four important classes of existing organizational technologies. 

Specifically, we consider the four classes of relational, object-oriented, semantic web, 

and web technologies. Each of these embeds a distinct data model that is different to 

the hyperdata model underlying the Appjangle platform. We discuss each of these 

classes as well as one key advantage and disadvantage in comparison with the 

Appjangle platform in the following.  

Guideline 
Class 

No Data is an Island Order and Chaos Fluid Integration Rapid Adaptation Key Difference to Hyperdata 

Relational 
Appjangle is … 

BETTER 
  WORSE 

Any item of data must satsify a 
previously defined schema (no such 
restriction in hyperdata) 
 

Object-
oriented 

  BETTER WORSE 

Any item of data is enclosed in an 
object, which in turn belongs to a 
class (no such restricion in 
hyperdata). 

Semantic Web 
(RDF) 

 WORSE  BETTER 

Data is arranged in graphs with typed 
edges (untyped edges are used in 
hyperdata). 
 

Web 
(Hypertext) 

 BETTER WORSE  

Link definitions are embedded in 
‘documents’ (link definitions and 
linked objects are managed 
indepently in hyperdata). 

Table 47 Advantages and disadvantages of the Appjangle platform in comparison to popular 

classes of organizational technology 

Relational 

We define relational technologies as technologies that are based on a data model 

reseembling the relational model (Codd, 1970). Relational technologies are omnipresent 

in modern organizations in form of various relational database management systems.  

A consequence of the data organization within the relational model is that is very easy 

to aggregate values; for instance, to determine the sum of all sales in a month. 

However, it is also difficult to create conceptual linkages between different data items 

(Krishnamurthy, Kaushik & Naughton, 2003). Thus, the Appjangle platform, which is 

based on the hyperdata model optimized for allowing conceptual linkages between any 

two items of data, provides better support for the first guideline ‘No Data is an Island’ 

than relational technologies. 

On the other hand, relational technologies are supported by uncountable powerful 

development tools. For instance, integrated development environments like NetBeans 

or Microsoft Visual Studio provide generators for creating simple applications from 

relational data models. Moreover, the majority of software developers have extensive 

experience in working with the relational model and relational technologies. Hence, it 
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can be argued that the guideline of ‘Rapid Adaptation’, at least in the short term, is 

better supported by relational technologies than it is by the Appjangle platform.  

Object-oriented 

We define object-oriented technologies as technologies that use a data model involving 

objects, classes and inheritance (Dahl, Myhrhaug & Nygaard, 1967). Object-orientation 

is, alongside the relational model, another fundamental paradigm used by organizations 

today; object-oriented programming languages in particular are widely used in many 

organizational contexts. In that, object-oriented technologies are often employed to 

complement relational technologies: relational technologies are used as the 

underpinning of databases, while object-oriented technologies are used to define 

application logic linked to these databases.  

Object-oriented technologies excel in supporting applications enclosed within the 

boundary of one computing machine. The object-oriented model does not emphasize 

the issue of dealing with classes and objects being distributed across multiple locations 

in a network. Many attempts to build distributed object-oriented systems, for instance 

CORBA, have not been very successful (Henning, 2008). The hyperdata model is 

designed to deal with connecting data items across systems and organizational 

boundaries. Moreover, the Appjangle platform provides strong support for data 

replication and synchronization, which enable the distribution of data effectively among 

multiple locations. Thus, the Appjangle platform provides better support for the guideline 

of ‘Fluid Integration’ than most object-oriented technologies. 

Object-oriented technologies, like relational technologies, are supported by a myriad of 

powerful and mature tools. For many information technology professionals, learning an 

object-oriented language such as Java and/or C++ is, or has been, an important 

cornerstone of their education (Pears, Seidman, Malmi, Mannila et al., 2007) and most 

software developers will be very familiar with one or more object-oriented languages. 

Thus, organizations are in a good position to develop and deploy systems based on 

object-oriented technology effectively and quickly, which indicates better support for the 

guideline of ‘Rapid Adaptation’. 

Semantic Web 

We define semantic web technologies as technologies which are based on a data 

model similar to the data model of the Resource Description Framework (RDF)88 

(Berners-Lee et al., 2001). Semantic web technologies enjoy great popularity in various 

scientific communities and are also increasingly adopted in many organizational 

                                            

88
 http://www.w3.org/TR/PR-rdf-syntax/ 
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contexts (Cardoso, 2007; Neumann, 2005). Notwithstanding this increasing adoption, 

semantic web technologies are not nearly as prominently represented in contemporary 

organizations as relational and object-oriented technologies. 

Semantic web technologies are usually very sophisticated. For instance, the simple 

Resource Description Framework model is often combined with the more powerful 

standards RDF Schema (RDFS)89 and Web Ontology Language (OWL)90. These allow 

defining complex logical systems with support for different levels of automated 

reasoning. However, the sophistication of these technologies often leads to complex 

procedures for the installation, deployment and configuration of these technologies, 

which further require specialized skills such as ontology engineering (Shadbolt, Hall & 

Berners-Lee, 2006). Thus, the simplicity of the hyperdata model linked with pre-

configured, integrated services offered by the Appjangle platform suggests superior 

support of the guideline ‘Rapid Adaptation’ than provided by many semantic web 

technologies. 

On the other hand, the very sophistication of technologies such as RDFS and OWL 

linked with the flexibility and simplicity of the RDF data model allows defining and mixing 

structured, semi-structured and unstructured data effectively when using semantic web 

technologies. While the RDF data model is marginally more ‘structured’ than the 

hyperdata model (since RDF requires the definition of predicates), it can nonetheless be 

reasoned that semantic web technologies in general provide better support for the 

guideline ‘Order and Chaos’ than the Appjangle platform.    

Web 

We define web technologies as technologies which are primarily based on the HTML91 

and HTTP92 standards with an understanding of data which is centered on interlinked 

documents. The World Wide Web (WWW), or ‘the web’ in short, is arguable the most 

successful ‘knowledge management application’ ever created. It is well known as the 

most comprehensive repository of human knowledge (Campbell-Kelly & Aspray, 2004). 

Organizations make heavy use of web technologies, chiefly as a tool to build user facing 

applications and content to be consumed through web browsers. However, in recent 

years, under the umbrella of REST services (Fielding, 2000), web technologies have 

become ever more popular for the support of back-end services as well.  

                                            

89
 http://www.w3.org/TR/rdf-schema/ 

90
 http://www.w3.org/TR/2009/REC-owl2-primer-20091027/ 

91
 http://www.w3.org/TR/1999/REC-html401-19991224/ 

92
 http://tools.ietf.org/html/rfc2616 
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While semantic web technologies have strong support for both the ‘order’ and ‘chaos’ 

dimensions of data structures, the strength of web technologies lies mostly within the 

dimension of ‘chaos’. The web is very extensible in that new resources and connections 

between these can easily be added to most web-based systems (Maurer, 1996). 

However, web technologies usually do not provide strong support for imposing and 

organizing data structures. Thus, the Appjangle platform, with its inherent support for 

hyperdata types and properties, provides better support for the guideline ‘Order and 

Chaos’ than most web technologies. 

On the other hand, the standards at the heart of web technologies are very widely 

supported by existing organizational technologies. Obviously, systems based on web 

technologies can be accessed through web browsers, which are installed on most 

desktop-bound and mobile end user devices. Moreover, many backend technologies 

provide easy ways to interact with web-based systems as well; for instance, manifold 

libraries are provided, which allow connecting with web-based technologies. In 

consequence, web technologies offer great opportunities to connect heterogeneous 

systems across organizational boundaries and therewith can be argued to offer better 

support for the guideline ‘Fluid Integration’ than the Appjangle platform. 

The four classes of technologies, we have described above, are deeply woven into 

many organizational systems. One application will often be composed of components 

falling within multiple of the identified classes. For instance, a common arrangement is 

to use relational technologies to store an application’s data, object-oriented 

technologies to describe application logic and web technologies to build end user 

clients. Likewise, the described classes of technologies can easily be combined with the 

Appjangle platform. In fact, the Appjangle platform itself makes heavy use of these 

technology classes to realize its features.  

Nonetheless, driven by the hyperdata model at the center of its design, the Appjangle 

platform offers a distinct alternative to the discussed technology classes; it can as such 

be used as an alternative to these portrayed classes or, more likely, as a complement 

offering its unique benefits and shortcomings.  

Our discussions above indicate that it is possible to see the Appjangle platform as either 

better or worse in comparison to various organizational technologies depending on the 

perspective adopted. Moreover, as noted, any organizational technology, including the 

Appjangle platform, is principally a tool; in that, its utility depends as much on its 

features as on the context in which it is deployed. 

In conclusion, whether or not the Appjangle platform is in its entirety truly better or 

worse than other technologies available to knowledge-driven organizations is a question 

which may be answered after years of intensive industry adoption of the platform and/or 
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the hyperdata model. For now, we reach the conclusion that the Appjangle platform and 

its associated conceptual foundations are different in fundamental ways to many 

existing approaches; thus opening a window of opportunity for industry and research 

alike to enter new artificial worlds (Simon, 1996) – which, in time, might prove to be of 

immediate utility or lead to hitherto unattainable discoveries, insights and inspirations for 

the development of new, revised and superior solutions to the age-old problems this 

research seeks to explore. 
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8 Design: Dissemination 
In the preceding chapters, we have provided an overview of the Appjangle platform and 

its underlying concepts. This overview was extensive in that it reached from the high-

level concepts driving our design to particular design details such as class diagrams 

and unit tests. However, the overview provided here necessarily cannot describe all 

aspects of the resulting artifacts nor describe all steps of their creation. We have further 

indicated that an ultimate assessment of the utility of the Appjangle platform and its 

associated concepts requires an examination that might lie beyond the scope of a single 

study. Notwithstanding these qualifications, the synthesis, design, implementation and 

evaluation we undertook provides many interesting results; such as the demonstration 

of the feasibility and implementability of the guidelines we have identified. Moreover, our 

research also presents manifold opportunities for future design-based and/or 

explanatory research as well as for the development of innovative software solutions for 

organizations. 

The realization of these opportunities, however, relies on the ability of research and 

industry to explore, understand, use and extend the concepts and artifacts presented by 

our research. We therefore pursued numerous dissemination strategies to assure the 

results of our research are readily available to interested audiences. Specifically, we 

pursued the following strategies: 

1. Obtain Academic Feedback: Gather academic feedback on conceptual 

frameworks and early designs. 

2. Design for Dissemination: Design artifacts in a way that aids their 

dissemination. 

3. Engage Practitioners: Engage practitioners through various channels to 

communicate results and obtain feedback. 

These strategies are designed to increase the availability, understandability and 

adoptability of our research. Moreover, these strategies played an important role in 

informing, enriching and validating the design of our artifacts. Table 48 below provides 

an overview the respective impact on design of the strategies as well as their 

contribution to validation of designed artifacts.  

In the following sections, we briefly discuss the particular activities and artifacts created 

for each dissemination strategy. We conclude this chapter with a brief examination of 

the limitations within our dissemination activities. Moreover, since this chapter 

concludes the discussion of our research activities, we revisit the research framework 

adopted by this research to discuss the overall contribution and validity of our research.  
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Strategy Impact on Design Validation of Artifacts 

Obtain Academic 
Feedback 

 Improvement of conceptual foundations, 
design assumptions and guidelines  

 Publication of conceptual frameworks and 
early results in peer-reviewed venues 

Design for 
Dissemination 

 Optimization for the dimensions of 
simplicity, generalizability and 
adoptability 

 

Engage 
Practitioners 

 Improvement of documentation 
 Improvement of reliability and usability 

 Demonstrates understandability and 
usability of Appjangle platform and 
associated documentation 

Table 48 Impact on design and validation of artifacts by dissemination strategies 

8.1. Obtain Academic Feedback  

The main goal of obtaining academic feedback was to explore the validity and general 

interest in the concepts driving our design and implementation. Moreover, feedback 

obtained through reviews and during presentations helped to refine and strengthen our 

conceptual foundations. Table 49 provides an overview of the papers we have 

published in the context of this study. In the remainder of this section, we briefly discuss 

the impact and role of the three most recent papers in the context of our study. 

Date of 
Publication 

Paper Database Word 
Count 

06/2012 ‘The Crux of Knowledge Management: Four Discordances for Emergent 
Knowledge and Organizational Information Technology’ (Rohde & 
Sundaram, 2012) 

Conference 
Proceedings 

9,363 

09/2011 ‘Information Intensive Systems: Enabler or Inhibitor of Sustained 
Knowledge Capability’ (Rohde & Sundaram, 2011a) 

Conference 
Proceedings 

5,284 

06/2011 ‘Innovating on a Dime: Design Science for Small Teams’ (Rohde & 
Sundaram, 2011b) 

AIS 6,567 

01/2011 ‘Knowledge Orchestration for Sustained Competitive Advantage’ (Rohde 
& Sundaram, 2011c) 

IEEE 7,211 

01/2011 ‘Towards a Network-based Design Framework for Knowledge Systems’ 
(Rohde & Sundaram, 2011d) 

IEEE 6,826 

08/2010 ‘Challenges in Knowledge Management’ (Rohde & Sundaram, 2010a) AIS 5,000 

07/2010 ‘Knowledge Between Context and Capability: Towards Seamless 
Knowledge Management’ (Rohde, 2010a) 

Conference 
Proceedings 

505 

07/2010 ‘Next Generation Knowledge Networks: A Design Science Approach’ 
(Rohde, 2010b) 

Conference 
Proceedings 

2,572 

02/2010 ‘Knowledge between Capability and Enactment: Towards Dynamic 
Knowledge Potentials’ (Rohde & Sundaram, 2010b) 

IEEE 5,216 

02/2010 ‘Knowledge Composition: Theory, Architecture and Implementation’ 
(Rohde & Sundaram, 2010c) 

IEEE 3,848 

12/2009 ‘An Integrated Collaboration Platform for Sustainable Development: 
Project Proposal and Initial Exploration’ (Rohde, 2009) 

Conference 
Proceedings 

2,784 

 55,176 

Table 49 Peer-reviewed publications for communication of theoretical concepts 



Design: Dissemination 

 

216 

The Crux of Knowledge Management 

This paper discusses most of the key concepts presented in the literature review of this 

thesis. Most importantly, it discusses the four key discordances, which drive the 

assumptions and guidelines for our design: discordant nature of knowledge and 

information, discordant nature of organizational routines and information systems, 

discordant IT standards across organizations and discordance of intended and actual 

use of advanced IT tools.    

Information Intensive Systems 

This paper discusses earlier versions of the guidelines used for this study as well as 

illustrates a simple prototype being built according to these guidelines. The prototype 

spans most of the layers of the Appjangle architecture but does not yet use the onedb 

API or Nextweb API, since these were not yet conceived or still being implemented at 

the time of the publication of this article. 

Innovating on a Dime 

This paper explores important concepts underlying our adopted research methodology. 

In particular, it discusses the challenges of relevance of design-based research and the 

discrepancy between the social and technological worlds. Moreover, it introduces the 

strategies adopted in this thesis to meet these challenges: to translate social theory into 

artifacts, to engage in immersive and traceable design as well as to focus on building 

generalizable artifacts designed for dissemination. 

This research, like any research endeavor, has evolved during the course of the study. 

In consequence, papers published at an earlier date might present preliminary findings, 

concepts and artifacts, which differ from the content presented in this thesis. For 

instance, a number of the earlier papers focus on the prototype Linnk, which motivated 

and informed the design of what has, over the course of this study, become the 

Appjangle platform. This is a reflection of the evolutionary, iterative and insight-driven 

nature of our design.   

In addition to the avenues presented above, this research was presented regularly to 

the department that supported this research, discussed with various scholars 

generously offering their time and advice and, of course, presented to and extensively 

discussed with the supervisors of this research project. These interactions as well as 

the interactions resulting from the publication and presentation of the papers listed 

above were a crucial ingredient in the overall design process in terms of motivating, 

driving and refining the design and presentation of all elements of this study. 
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8.2. Design for Dissemination 

We have discussed in chapter 3 ‘Methodology’ that it is an ever recurring challenge for 

researchers in the field of information systems to ensure that the results of research 

activity are of relevance for information technology practitioners. We have suggested, 

as one possible strategy to meet this challenge, to build IT artifacts that are simple, 

generalizable and built for easy adoption. Thus, the successful dissemination of 

research results should not be seen as independent of the created artifacts themselves 

but as an integral part of these. In the following, we briefly discuss how the central 

artifact resulting from this study, the Appjangle platform, has been designed to meet the 

requirements of simplicity, generalizability and adoptability (see section 3.3.3.4).   

Simplicity 

We have argued repeatedly that the Appjangle platform is an artifact of significant 

complexity, for instance in terms of number of modules, classes, methods and lines of 

code. This obviously runs contrary to the aim of building simple artifacts, which are 

easier to disseminate. The described complexity of the Appjangle platform, however, 

results from the intrinsic complexity and heterogeneity of features the Appjangle 

platform provides. It thus cannot easily be alleviated. In order to meet the goal of 

simplicity notwithstanding these difficulties, we have undertaken considerable efforts to 

build a simple interface for the platform, which hides its internal complexity. The 

eventual result of these efforts is the Nextweb API, which at fewer than 1,634 lines of 

code is of considerably lower complexity than the entirety of the Appjangle platform. 

Generalizability 

The Appjangle platform is built to be generalizable in a number of ways: (1) The 

hyperdata model underlying the Appjangle platform is suitable to express data for 

various domains. (2) The features that the Appjangle platform offers for working with 

data expressed in the hyperdata model are not domain-specific; for instance the 

replication and synchronization of data as well as the storage of data on a cloud-based 

infrastructure are useful for various domains. (3) The Appjangle platform provides rich 

interfaces for two of the most popular development ecosystems: Java and JavaScript. 

This allows using the platform in a wide range of existing IT landscapes. 

Adoptability 

While both simplicity and generalizability support the adoptability of a new technology, 

the Appjangle platform complements these properties with a number of practical aids for 

easy adoption of the platform. Most importantly, the platform has been built to minimize 

the time required to start using the platform. For instance, a web-based signup process 

allows anyone to create an account for the platform in a few seconds. Moreover, to start 
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using the platform in order to develop a new application requires almost no 

configuration or set up. This is illustrated in the ‘Getting Started’ guides93 on the 

Appjangle web page.    

One significant factor which affects the adoptability and therewith the dissemination of 

the Appjangle platform negatively is the novelty of many aspects of the platform. For 

instance, the Appjangle platform focuses on client-centric applications, which do not 

require the implementation of a remote server. This runs contrary to the traditional 

three-tier architecture model used for many applications today (user-facing client, 

application, database) since no dedicated application server and database are required 

for Appjangle applications. Moreover, the hyperdata model, though due to its simplicity 

hardly a novelty never seen before, is a model that is not familiar to most developers as 

a model to drive the design of applications. However, the factor of novelty embedded in 

the design of the Appjangle platform is crucial to the realization of the guidelines we 

have identified and could thus not be compromised for the sake of improved 

adoptability. 

8.3. Engage Practitioners 

It is well known that the path from invention to innovation is one of great difficulty and 

uncertainty (Landes, Mokyr & Baumol, 2010). Thus, while the design for easy 

dissemination is arguably an important prerequisite for facilitating the adoption of novel 

design artifacts, it is hardly sufficient. Moreover, while the academic feedback we have 

gathered helped us to assert the validity as well as to improve the formulation and 

design of problems, concepts and software artifacts from the perspective of theory, it is 

not asserted that this perspective is coherent with the requirements and expectations of 

information technology practitioners.  

Now, in the rich field of information technology practice and research it is questionable 

whether the perspectives of theory and practice can be explained as a simple 

dichotomy. It is more likely that there are innumerable, intertwined perspectives, which 

do not easily conform to simple generalities. It can nonetheless be argued that there are 

a number of fundamental differences between academic and practitioner audiences; 

chiefly, the different levels of emphasis on the elusive concept of theory as well as 

differing communication channels and styles of communication.      

In consequence, we employed a number of strategies to aid the dissemination of our 

results to the field of information technology practice, specifically: 
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 Weblog: Communication of problems and solutions encountered during the 

design process. Publication of ideas, concepts and artifacts. 

 Web Portals: Provision of documentation for developed artifacts on public web 

portals. 

 Free Services and Downloads: Deployment of developed server-side systems 

on publically available servers. Provision of developed software artifacts for 

download. 

 Trial Projects: Development of small sample projects in collaboration with 

freelance software developers. 

In the following, we describe the activities and artifacts developed for each of these 

activities in further detail.  

8.3.1. Weblog 

In September 2010, we created a weblog on the popular blogging platform 

wordpress.com: ‘The Missing Link’ blog. This blog is publicly available under the 

address http://nexnet.wordpress.com. The purpose of this blog was to capture and 

document the experience made during our design and implementation and to publish 

ideas, results and artifacts emerging from our design. Table 50 below illustrates a 

number of key statistics for this blog. As can been seen, the blog attracted a large 

number of views. Most of these views resulted from referrals from the Google search 

engine. Figure 84 shows the history of article views per month. The volatility in the 

number of views is a result of frequent updates to the page ranking algorithm used by 

Google (Levy, 2011).  

Statistic Value 

Published articles 202 

Comments 207 

Total article views  157,624 

- Average per article 780 

- Bottom Quartile 16.5 

- Median 126 

- Top Quartile 672 

Table 50 Statistics for Missing Link blog (30/3/2010 to 16/4/2013) 

The most popular articles on the blog are articles that describe a software-related 

problem encountered during our implementation and its solution. For instance, the most 

popular article on the blog has the title ‘Large WAR file cannot be deployed in Tomcat 

7’94. This very simple post describes the solution to an apparently common problem 
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when using the Tomcat servlet container95. While the content of this post hardly reaches 

the level of complexity and the potential value embedded in the Appjangle platform, it 

describes a problem and solution which was encountered during our research, and has, 

looking at the comments received for the post, been of direct help to many visitors of the 

blog. 

 

 

Figure 84 Article views per month for Missing Link blog (September 2010 to Mid-April 2013) 

However, the blog also contains numerous posts that touch upon key issues of the 

Appjangle platform, complement the documentation of our artifacts and/or describe the 

release of newly developed artifacts. For instance, the post ‘Introducing onedb: Connect 

Small Data in the Cloud’96 describes the onedb API and its provisional deployment as 

simple cloud service (a precursor to the Appjangle platform). The post ‘Google’s 10 

Minute Test Plan – Attributes’97 explores the use of attributes to guide the assessment 

of software quality, which is an instrumental part of the benefits analysis conducted for 

this thesis. While these posts did not have the same reach as the problem/solution 

posts (some of whom attracted more than 10,000 article views), they still accumulated 

hundreds of views during the duration of this study. 

8.3.2. Web Portals 

The weblog portrayed in the previous section provides a detailed perspective on the 

development process of our research. It, in consequence, contains - just like the peer-

reviewed articles - material that does not always reflect the most recent state of 

concepts and artifacts; for instance posts exploring the deprecated onedb API. Hence, 

we complemented the published articles on the blog with web-based portals, which 

explain and document the developed key artifacts in a comprehensive and up-to-date 

fashion.  
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We created a web portal for the Linnk prototype (see section 7.2.1), for the Appjangle 

platform as well as for the Nextweb API. Table 51 provides an overview of these three 

portals. The portal linnk.de was created using the Linnk editor. The other two portals 

(appjangle.com, nextweb.io) were developed with HTML, CSS and JavaScript using the 

Eclipse Web Development Tools in combination with the textsync tool (see section 

7.2.4). Thus, their total lines of code as well as number of revisions for this code can be 

determined.  

Webpage Published Pages Words
98

 Lines of Code Revisions 

linnk.de 12/2010 24 2,381 no data
99

 no data 

appjangle.com 10/2012 10 9,639 6,476 252 

nextweb.io 10/2012 49 14,941 20,119 259 

Total 83 26,961 26,595 511 

Table 51 Key statistics for documentation artifacts 

Every page on the portals appjangle.com and nextweb.io is defined as a node on the 

Appjangle platform. Using the Web Server component of the Appjangle cloud, these 

nodes are made available as web pages, which can be explored using any modern web 

browser. Consequently, the Appjangle platform is used to describe itself. 

8.3.3. Free Services and Downloads 

In addition to providing extensive documentation for our developed artifacts, we have 

made our artifacts available as free services and downloads on the public web. These 

services and downloads enable interested parties to try out, test and use the artifacts 

we have developed. 

Most importantly, we maintain a cloud-based infrastructure, which provides all of the 

Appjangle cloud services for free exploration. An interested user can access these 

services in the following way: (1) Register on the secure Appjangle sign up page with an 

e-mail address and a custom password. (2) A personal API key will be sent to the 

specified e-mail address. (3) Using this API key, a user can create nodes on the 

Appjangle cloud. To assure the costs of maintaining the server infrastructure remain 

reasonable, the number of nodes every user can create on the Appjangle platform is 

limited. This, however, is not an intrinsic limitation of the Appjangle platform, and other 

deployments of our technology can easily be configured to support a very large number 

of nodes per user. 
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 Calculated using http://www.webwordcount.com/. 

99
 Developed with visual editor Linnk. 
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In addition to providing the core cloud-based services of the Appjangle platform, we 

have deployed some of the applications developed in the course of our evaluation (see 

section 7.2) to various web properties. Specifically, we made the nodejump Markdown 

editor and the Web Time Reporter available as free web applications. In addition, we 

provide a small console to write and test JavaScript applications using the Nextweb API 

(‘Appjangle Script Console’).  

Service Access Point 

Appjangle Cloud https://appjangle.com/signup 

nodejump Editor http://nodejump.com/ 

Appjangle Script Console http://u1.linnk.it/qc8sbw/usr/apps/textsync/docs/aj-console.value.html 

Web Time Reporter http://appjangle.com/web-time-reporter 

Table 52 Free services and web applications 

On the appjangle.com web portal, we further provide a number of software libraries. 

These libraries can either be downloaded directly from the ‘Downloads’ page100, be 

linked to Java applications by using the Maven build systems (see section 6.2.3), or 

embedded as linked script in a HTML page101. Table 53 below provides a list of all 

available downloads along with their most recent version by the time of this writing. 

Package Most Recent Version 

Java/Android Package to use Appjangle with Nextweb API appjangle-java-0.1.2.jar  

Java/Android Package to use Appjangle with onedb API appjangle-javaonedb-0.1.2.jar  

JavaScript Package to use Appjangle with Nextweb API appjangle.nocache.js 

JavaScript Package to use Appjangle with onedb API appjangleonedb.nocache.js 

Table 53 Packages available as free download 

The public deployment of our services and artifacts has helped various parties to try out 

and explore the Appjangle platform. However, we would like to emphasize that the 

availability of services and artifacts should not indicate that our services and artifacts 

are ready for widespread use and adoption. Given the constraints of development time, 

computing capacity and support infrastructure available to us, the developed artifacts 

cannot support an unlimited number of users. Hence, the web portals appjangle.com 

and nextweb.io have thus far not been communicated to a large audience. 

Notwithstanding these limitations, the foundations of the Appjangle platform have been 

designed for scalability and, thus, when sufficient resource are available, it would be 

easy to support significantly larger user bases than is possible at present.    
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8.3.4. Trial Projects 

We have mentioned in the previous section that although the Appjangle platform is 

designed for adoption, it is not feasible to facilitate its large-scale use within the context 

of this study. Thus, it is not advisable to communicate the platform to a large audience, 

which might quickly deplete the available resources for supporting users. It is 

nonetheless of great benefit for demonstrating the utility of our platform as well as the 

quality and appropriateness of our documentation if independent users explore the 

platform. 

We have already mentioned that one of the applications we have implemented in the 

course of our evaluation, Vision to Action, was developed by a team of developers. 

Although we provided a 1.5 hour training session for these developers, they also used 

the public documentation assembled on the web portals appjangle.com and nextweb.io 

extensively. However, in order to increase the breadth of users using and interacting 

with our platform, we have utilized the outsourcing marketplace freelancer.com to 

engage a small group of developers to pursue simple implementation scenarios using 

the Appjangle platform.  

The marketplace freelancer.com allows posting projects, for which freelance developers 

from around the world can place bids. A bid includes the total costs the freelancer 

estimates along with the estimated time for implementation. One project can be 

awarded to multiple freelancers.  

We created a number of implementation scenarios and posted these scenarios as 

projects on the freelancer.com platform. Table 54 provides an overview of the scenarios 

along with the language the scenario was to be implemented in, the average bid amount 

placed by freelancers, the number of freelancers we awarded the project and the date 

by which the last freelancer had completed work on the project.  

Scenario Language Average 
Bid 

Number of 
Implementations 

Completed 
by 

(1) Implementation of Hello, World Scenario for 
Testing

102
 

JavaScript US$ 67 2 5/4/2013 

(2) Simple ‘Hello, World’ application to help us test & 
improve our software

103
 

Java US$ 177 3 14/5/2013 

(3) Port of Java Swing Demo to Android
104

 Java US$ 514 1 18/6/2013 

(4) JavaScript Drag and Drop Lists with Databinding JavaScript US$ 150 1 24/6/2013 

Table 54 Scenarios for Freelancers  
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The freelancers did not receive any training and were required to learn using the 

platform from the online documentation. Thus, the bid amount included both the time to 

implement the scenario as well as the time estimated by the freelancers to learn to use 

the Appjangle platform from the online documentation.  

Freelancers were asked to implement scenarios on the open source platform 

github.com. This platform supports the collaborative development of open source 

projects. Some of the features github.com provides include publishing of source code 

and tracking of historical development of this source code. Thus, each implementation 

of the specified scenarios is manifested in a publically available open source project. 

Table 55 lists the locations of the open source projects created for our scenarios along 

with the amount bid by the respective freelancer implementing the scenario, as well as 

the final status of the project.  

Scenario Project Location Bid Status 

(1) https://github.com/Jaymz/appjangle-bootstrap US$ 30 Successfully Completed 

(1) https://github.com/Konair0s/appjangle-bootstrap-hello-js US$ 43 Successfully Completed 

(2) https://github.com/Wolfhound83/EnhancedHelloWorld US$ 100 Successfully Completed 

(2) https://github.com/perfecxus/nextwebclient US$ 154 Successfully Completed 

(2) https://github.com/bdanani/appjangle-helloworld US$ 150 Successfully Completed 

(3) https://github.com/denley/WallOfTheWiseAndroid US$ 210 Successfully Completed 

(4) https://github.com/kishang/nextlist US$ 150 Successfully Completed 

Table 55 Open source projects containing scenario implementations 

Each of the open source projects can easily be examined and tested by any interested 

party and thus provides a rich demonstration of the understandability and usability of the 

Appjangle platform and the hyperdata data model. Each of the freelancers implementing 

the scenarios was identified on the platform as being from a different country than the 

other freelancers.  Thus, while we have gathered no personal data from the freelancers, 

it can easily be assumed that they represent a wide-range of Java and JavaScript 

software developers. 

We have further gathered feedback from the freelancers in regards to their perception of 

the Appjangle platform and ideas they might have for improving the platform and/or its 

documentation. The feedback we have received from the freelancers as well as from 

other sources in the course of this research has been overwhelmingly positive. 

However, we do not see it appropriate to draw on this feedback to solidify our claims to 

the utility of our implemented artifacts; as argued, we see the Appjangle platform as a 

complex and multi-faceted artifact and, as such, it would require the collection of much 

larger samples of feedback than we have obtained. Rather, we would like to direct 

attention to the numerous public demonstrations of utility presented throughout this and 

the preceding chapters.   
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8.4. Discussion and Conclusion 

We have outlined in this chapter that we have pursued various strategies to disseminate 

the results of our research; numerous rich interactions with information technology 

research and practice resulted from these efforts. These interactions have aided our 

research both in helping to improve and refine the artifacts we have created as well to 

demonstrate the utility of developed concepts and artifacts. 

In the following, we first briefly discuss the limitations of our dissemination efforts. In 

conclusion of not only this chapter but all preceding design chapters (chapters 4 to 8), 

we then reflect upon the overall validity of the research undertaken and results 

presented within this thesis in the context of our adopted methodology.  

8.4.1. Limitations 

An important factor, which has constrained our efforts of dissemination, was that the 

design, implementation and evaluation of the artifacts we have developed turned out to 

be very time-intensive. The integrated demonstration of all platform features – the 

application Appjangle showcase –, for instance, was not completed until early 2013 (see 

section 7.2). Clearly, it is not possible to disseminate software and services, which have 

not been extensively tested and assured to provide a reasonable level of reliability. 

However, to mitigate this factor, we have extensively disseminated preliminary results of 

this research such as our methodological directions, frameworks, conceptual 

foundations and the onedb API. 

Our communications and interactions with various groups in the course of our 

dissemination efforts allowed us to collect valuable data, which was used to improve 

and advance our conceptual foundations and implemented artifacts. However, in 

alignment with our methodology and the motivation of this study, we did not pursue an 

analysis of this data with the objective to uncover and/or validate explanatory theory. 

Instead, we have focused the resources available in the frame of this study as well as 

the precious space in this document on issues related to designing novel solutions and 

the demonstration of their benefits. These solutions as well as the various artifacts 

resulting from our evaluation and dissemination, we believe, provide a fertile ground for 

subsequent behavioral and design-based studies, both of which are greatly aided by the 

various dissemination strategies discussed in this chapter. 

8.4.2. Research Validity 

We have dedicated this chapter and the preceding chapters (chapters 4, 5, 6, and 7) to 

providing a detailed account of the various research activities we have undertaken in 

the course of this study. We have thereby focused our discussions on the Appjangle 
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platform (as the primary artifact resulting from our study) and explored various benefits 

and limitations of this platform. We have, in the course of these discussions, concluded 

that the Appjangle platform offers a unique combination of benefits, which are of interest 

for research and industry alike. However, the contribution of the Appjangle platform by 

itself is, in the context of our design-oriented methodology, only one of the components 

driving the overall contribution and validity of our research.   

We have emphasized that the validity of our research emerges from the integrated and 

aligned pursuit of all research activities (see section 3.3.3.5; Figure 7). Specifically, 

each of the activities of theory building and observation, immersive system 

development, evaluation and dissemination entails various mechanisms that contribute 

to the overall validity of our research. In the following, we briefly list the respective 

validation mechanisms associated with each activity and discuss how these validation 

mechanisms have been considered in our work. Table 56 provides an overview of these 

discussions. 

Activity Validation Mechanisms Reflection in Thesis and Research Work 

Observation 
and Theory 
Building 

Utilization of prior literature The literature, existing design theories and existing 
technologies have been extensively drawn upon 
throughout the thesis. A particular focus on these 
elements can be found in chapter 2 ‘Literature 
Review’ and chapter 4 ‘Design: Assumptions and 
Guidelines’.  

Consideration of existing design 
theories 

Consideration of existing technologies 

Immersive 
System 
Development 

Immersion The primary artifact of this research, the Appjangle 
platform, has been designed and implemented solely 
by the author of this thesis.  

Traceability We have collected extensive data about the design 
and implementation process, which has been used to 
inform the discussions of this thesis. 

Evaluation Benefits analysis; unit, integration and 
systems tests; acceptance tests; and 
exploratory implementation studies. 

The various evaluation mechanisms have been 
pursued and have been discussed in chapter 7 
‘Evaluation’. 

Dissemination Software Various pursued strategies to disseminate software 
artifacts and concepts are discussed in this chapter. Concepts 

Table 56 Consideration of validation mechanisms in thesis and conducted research work 

Observation and Theory Building 

The three validation mechanisms we have identified for the activity of ‘observation and 

theory building’ are: (1) being grounded in existing literature, (2) drawing from existing 

design theories, and (3) consideration of the capabilities of existing technologies. These 

validation mechanisms have been central to our work and thus are reflected in the 

discussions throughout this thesis. Most specifically, these mechanisms have driven the 

discussions in chapter 2 ‘Literature Review’ and chapter 3 ‘Design: Assumptions and 

Guidelines’. 
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Immersive System Development 

The two validation mechanisms we have identified for the activity of ‘immersive system 

development’ are: (1) immersive design driven by one primary developer/researcher, 

and (2) tracking of various dimensions of the implementation work. These validation 

elements have been extensively pursued: First, the design and implementation of the 

primary artifact resulting from this thesis, the Appjangle platform, has been conducted 

by one developer in close consideration of the theoretical and conceptual discussions 

entailed in this thesis. Second, we have recorded detailed data related to our design 

and implementation work, for instance in form of more than 700 pages of scanned 

design notes, thousands of source code versions, and many articles on the weblog 

discussed in this chapter. This data has been used extensively used in the final 

preparation of this thesis. 

Evaluation 

The activity of ‘evaluation’ is closely linked to the validation mechanisms of (1) benefits 

analysis, (2) unit, integration and system tests, (3) acceptance tests and (4) exploratory 

implementation studies. Each of these mechanisms has been extensively discussed in 

chapter 7 ‘Evaluation’.    

Dissemination 

The two validation mechanisms identified for dissemination are: (1) dissemination of 

usable software artifacts and (2) dissemination of concepts associated to these software 

artifacts. These mechanisms are reflected within the various dissemination strategies 

discussed in this chapter. 

In summary, we have extensively pursued all validation mechanisms our methodology 

prescribes. Moreover, the individual validation mechanisms have been closely aligned 

and integrated within the overall frame of our research. For instance, we have 

developed systems in an immersive and traceable fashion, then evaluated these 

systems using various evaluation methods, and finally disseminated these systems and 

their underlying conceptual foundations as software artifacts and theoretical 

discussions. Within the frame of our adopted methodology, it is chiefly from this close 

alignment, integration and coherence of all research activities that the overall validity of 

our study emerges. 
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9 Conclusion 
In the preceding chapters of this thesis we have provided a detailed account of our 

exploration of the complex space of organizational knowledge and contemporary 

information technology. This exploration was design-centric in that the majority of our 

work was centered on the design, implementation and evaluation of an integrated 

software platform. This platform, the Appjangle platform, is designed to provide novel 

technological solutions to some of the deep and persistent problems emerging when 

organizations attempt to ‘manage’ knowledge with the help of information technology.   

While our study provides numerous independent results and contributions, it also 

presents ample opportunities for future research and design endeavors. In this final 

chapter, we thus summarize and conclude this research at its current (yet not final) 

stage. For this, we first provide an overview of the thesis as a whole, walking through 

most of the key concepts discussed in the thesis. We then list a number of key 

contributions provided by our research and end this chapter with a discussion of 

limitations and future research opportunities.      

9.1. Overview of the Thesis 

In the following sections, we provide a brief overview of the major concepts, findings 

and artifacts discussed in this thesis. Our emphasis thereby lies on providing an 

account of how the discussions in the individual chapters relate to each other and fit into 

the overall organization of the thesis. Further details regarding all discussed aspects 

can be found in the preceding chapters of this thesis. 

9.1.1. Problems, Issues and Research Objectives 

We explore and synthesize various streams of literature in multiple interconnected 

phases. First, the scope of our explorations is defined by introducing the concept of 

knowledge-driven organizations. We define these organizations along the five 

dimensions of Scott-Morton’s MIT90’s framework (Scott-Morton, 1991). Table 57 

contains the specific properties of knowledge-driven organizations along these five 

dimensions namely external environment, strategy, processes, individuals and roles and 

technologies. While some organizations as a whole might exhibit these properties more 

than others, we propose that most organizations or their sub-organizations exhibit these 

properties to some degree.  
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Dimension Property 

External 
Environment 

Knowledge-driven organizations operate in a complex and unpredictable economic and 
technological environment (Boisot, 1999). 

Strategy 
 

Non-material and non-financial/tacit resources are a key source of competitive advantage for 
knowledge-driven organizations (Drucker, 2001). 

Processes Processes within knowledge-driven organizations are often unstructured or semi-structured, 
collaborative and evolve rapidly (Iivari et al., 2001; Markus et al., 2002; Mohrman et al., 2003). 

Individuals 
and Roles 

Knowledge-driven organizations frequently employ workers with highly specialized and rare 
skills in key positions (Drucker, 1993; Iivari & Linger, 1999). 

Technologies Knowledge-driven organizations employ complex, connected and ubiquitous information 
technology solutions (Alavi & Leidner, 2001). 

Table 57 Key properties of knowledge-driven organizations 

We proceed to identify key practical problems faced by knowledge-driven organizations 

in utilizing IT systems to meet the challenges they face in today’s business environment. 

We further abstract these problems into more generic research issues, which 

encapsulate fundamental patterns underlying the observed problems. Table 58 lists 

both the key practical problems and research issues we have identified. Each problem 

is thereby associated with one research issue as indicated in the table. 

Key Practical Problem Research Issue 

While knowledge resources are multidimensional and complex, information 
technology is often required to work with crude simplifications in order to encode 
knowledge as information. Consequently, the information stored and processed 
by information technology is often a poor representation of knowledge-based 
capabilities. 

Discordant Nature of 
Knowledge and Information 

While foundations and instantiations of organizational routines are fluid and 
emergent, information technology is often inherently restrictive. Consequently, 
information technology often supports unstructured knowledge work poorly. 

Discordant Nature of 
Organizational Routines and 
Information Systems 

While contemporary organizations collaborate in complex inter-organizational 
networks, individual organizations tend to bend information systems to work in 
their specific organizational contexts. Consequently, a lack of common standards 
often leads to poorly integrated cross-organizational systems. 

Discordant IT Standards 
Across Organizations 

While knowledge workers make heavy use of information technology, they often 
resist new applications or use tools in unintended ways. Consequently, 
organizations often cannot realize the potential benefits of sophisticated IT 
solutions. 

Discordance of Intended 
and Actual Use of Advanced 
IT Tools 

Table 58 Key practical problems and research issues 

Based on the key practical problems, research issues, and current research 

opportunities, we identify three research objectives. These objectives guide the 

selection of our research methodology as well as the work undertaken in the remainder 

of our study: 

Objective 1: Synthesize and define assumptions and guidelines for software systems to 

support knowledge-driven organizations in alignment with the identified research issues. 
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Objective 2: Design, implement, and evaluate software frameworks and systems in 

accordance with the identified assumptions and guidelines, which help to overcome the 

identified practical problems. 

Objective 3: Disseminate implemented software frameworks and systems in usable, 

generalizable and understandable embodiments. 

9.1.2. Methodology 

To pursue the identified objectives, we adopt a design science methodology based on 

the works of Nunamaker et al. (1991) and Hevner et al. (2004). We identify three 

challenges for the realization of our objectives within existing design science 

approaches: (1) the need to consider social and technological aspects simultaneously, 

(2) the need to establish rigor in the unpredictable search process of design, and (3) the 

need to address discordant requirements of practice and research.  

In response to these challenges, we pursue the following respective unique 

methodological directions: (1) We draw from the rich knowledge available in previous 

studies and focus on the challenges in translating this knowledge into innovative and 

useable artifacts. (2) Our system development process is immersive and traceable. (3) 

We seek to build simple to use, generalizable and adaptable artifacts to aid their 

dissemination into practical contexts. 

Based on a review of design science frameworks and processes as well as on the 

challenges and response to these challenges discussed above, we adopt a research 

framework with the primary activities of observation and theory building, immersive 

system development, evaluation, and dissemination embedded in a meta-process of 

validation. While all activities are highly interconnected and pursued simultaneously, 

they are organized in an idealized sequential process for presentation in this thesis.    

9.1.3. Design Assumptions and Guidelines  

As required by our methodology, we synthesize and interpret the findings provided by 

existing studies to guide our design. Specifically, we identify assumptions grounded in 

existing literature about suitable ways to account for the research issues and problems 

we have identified. Based on these assumptions, we provide guidelines for the design 

of effective systems to support knowledge-driven organizations. Table 59 outlines the 

elicited assumptions and guidelines along with the respective issue being considered for 

their elicitation. 
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Issue Assumption Design Guideline 

Discordant Nature of 
Knowledge and 
Information 
 

Organizations can manage their 
knowledge-based capabilities more 
effectively if information processed by IT 
systems is endowed with contextual 
linkages. 

No data is an island: Enable composition 
of contextual linkages between 
heterogeneous systems. 
 

Discordant Nature of 
Organizational 
Routines and 
Information Systems 

Organizations can act more mindful if 
their IT systems provide flexible and 
adaptable information structures as well 
as exhibit situational flexibility in using 
these structures. 

Order and chaos: Establish sustainable 
organizations of information while at the 
same time allowing emerging and ad-hoc 
modifications to be made to this 
information base. 

Discordant IT 
Standards Across 
Organizations 
 

Clusters of connected organizations are 
more innovative if their IT systems 
facilitate loose coupling between these 
organizations. 

Fluid Integration: Provide customizable, 
simple and modular systems to connect 
and share information across system 
boundaries. 

Discordance of 
Intended and Actual 
Use of Advanced IT 
Tools 

Knowledge workers deliver better 
performances if IT tools are both 
adaptable to individual requirements and 
yet enable the enforcement of a number 
of clearly defined constraints. 

Rapid Adaptation: Provide an 
infrastructure for organizations to 
develop, deploy and adapt context-
specific applications for knowledge 
workers easily and quickly.  

Table 59 Issues, assumptions and design guidelines 

9.1.4. Design and Implementation 

Based on the elucidated problems, issues, assumptions and guidelines, we design and 

implement a number of conceptual solutions and software-based mechanisms. The 

most important conceptual component within this is the ‘hyperdata model’. This model 

describes a basic organization of data, which is similar to the organization of content in 

the World Wide Web (hypertext). Table 60 provides a complete list of all specifications 

embedded in this model.  

Hyperdata Specifications 

1. Data is composed of nodes and connections. 
2. Every node consists of a value and an identity. 
3. Connections are uni-directional, unlabeled links between two nodes. 
4. Any two nodes can be connected. 
5. Every node can, but must necessarily, not have one unique parent. 
6. If a node has a parent, there must be a connection from the parent to 

the node. 

Table 60 Specifications prescribed by hyperdata mode 

Our implementation work has been focused on creating mechanisms to represent, 

store, version, transport, replicate, and synchronize data conforming to this hyperdata 

specification. We have packaged these mechanisms into publically available cloud 

services and portable libraries available for Java and JavaScript environments. The 

libraries and cloud services together form what we have labeled the Appjangle platform. 

The Appjangle platform, in total, consists of more than 100,000 lines of code in Java 
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and other languages. Figure 58 provides an overview of the overall system architecture 

of the platform. 

 

Figure 85 System architecture of Appjangle platform 

The topmost layer of this architecture, the Interface layer, has the highest internal 

complexity of all layers – while also offering the easiest to use interfaces. Specifically, 

all platform capabilities are aggregated into a set of web services closely linked to client-

based libraries and an open-source API. This API, the Nextweb API, describes an 

abstract language for the facilitation of interactions with hyperdata.     

Given the complexity of the Appjangle platform, we can, in this summary, provide only a 

glance at the properties and capabilities of the implemented platform. More detailed 

information is provided in the earlier chapters of this thesis as well as on the provided 

online documentation. Some of the key features of the Appjangle platform include, but 

are not limited to, the following: (1) a portable hyperdata database engine for Java and 

JavaScript environments, (2) a Java and JavaScript API (Nextweb API) for working with 

distributed hyperdata, (3) a cloud-based hyperdata storage service, and (4) hyperdata 

replication and synchronization between distributed clients and cloud-based server 

infrastructure. 

9.1.5. Evaluation Mechanisms  

In order to assure the quality and explore the utility of our implemented solutions, chiefly 

the Appjangle platform, we have pursued various evaluation mechanisms. These 

fulfilled the dual purpose of helping to refine and validate the developed artifacts.  

 Unit, Integration, and Systems Tests: These automated tests verify behavior of 

individual system components and their interactions using internal platform APIs. 

A total of 199 tests with more than 10,000 lines of code are defined within this 

category. 
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 Acceptance Tests: These automated tests explore simple and complex usage 

scenarios from the perspective of an end user of the platform. Many of these 

tests are publically available and can be examined by any interested party. A 

total of 152 tests comprising more than 9,000 lines of code have been 

implemented for this category. 

 Evaluative Application Development: We have implemented or facilitated the 

implementation of various applications, which use the Appjangle platform. All 

these applications are publically available either as free download or free web 

application. The source code of these applications has also been made available. 

Table 61 lists a number of these applications along with a short description and 

the web address under which they have been made available. 

Application Description URL 

nodejump A simple content management system, which 
emphasizes the interconnection between 
documents. 

http://nodejump.com 

textsync A tool to synchronize text between text-based 
documents. 

http://appjangle.com/projects/textsync 

Web Time Reporter A simple web application to measure and 
record time spent on activities and/or projects.   

http://appjangle.com/web-time-reporter 

Vision To Action A set of interactive games, which convey 
fundamental management theories. 

http://viiastudio.com/dnuis/index.html 

Appjangle Showcase A set of interactive demos exploring most of 
the features offered by the Appjangle 
platform. 

http://appjangle.com/showcase 

Table 61 Implemented example applications 

9.1.6. Dissemination Strategies 

In alignment with our research objectives and as an additional means to improve, 

demonstrate and validate the implemented artifacts, we pursued various dissemination 

strategies. 

 Academic Feedback: We have published a number of articles in peer reviewed 

venues and presented our research in academic conferences. The feedback thus 

obtained helped us to improve and validate the theoretical foundations of our 

design endeavors.  

 Design for Dissemination: We have designed our artifacts from the onset in a 

way that aids their dissemination into practical contexts. Specifically, we pursued 

the goals of simplicity, generalizability and adoptability.  

 Weblog: We maintained a weblog throughout the duration of this study to 

disseminate our results, solutions as well as the experiences made in the course 

of our software development.   



Conclusion 

 

234 

 Web Portals: We created a number of web portals, which provide a 

comprehensive overview of the developed solutions and conceptual foundations 

resulting from this study. The two main portals are available under the URLs 

http://appjangle.com and http://nextweb.io.  

 Free Services and Downloads: We have bundled our implemented solutions 

into a number of free cloud-based services and free downloads. These are 

described and available on the portal http://appjangle.com. 

 Trial Projects: We conducted a number of trial projects through a popular 

outsourcing marketplace. These projects required freelance developers to utilize 

our online documentation, packaged libraries and cloud services to implement 

simple example scenarios. 

9.1.7. Realization of Guidelines 

The artifacts developed in the course of this study and packaged in form of the 

Appjangle platform provide rich support for the guidelines we have identified. 

Specifically, the Appjangle platform provides a number of benefits and these benefits, in 

turn, align with the guidelines for the development of software-based systems to support 

knowledge-driven organizations. 

The benefits that the Appjangle platform provides can be grouped into the two 

categories of benefits for applications using the platform and benefits for organizations 

using the platform. Within the first category, we identify a nexus of eleven 

interconnected benefits the Appjangle platform provides for applications using the 

platform: 

 Connected: Application data is not insular but can easily be connected with data 

from other applications. 

 Typed: Data can be enriched with types and simple data structures. 

 Extensible: The structure of information repositories can be flexibly extended if 

required. 

 Scalable: The size of information repositories can be rapidly increased or 

decreased if required.  

 Portable: Data can be accessed conveniently from multiple platforms and 

software ecosystems.  

 Modular: Application data and associated application logic can be segregated 

into independent and small components. 

 Compact: Few lines of source code are sufficient to build feature-rich 

applications. 

 Testable: It is easy to build automated tests depending on complex information 

contexts. 

 Responsive: Data-dependent operations are executed with minimal latency. 
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These eleven application benefits, in turn, enable benefits for organizations which utilize 

the platform. These organizational benefits are the following: 

 Enriched Information: Information stored on the information technology 

infrastructure of the organization becomes more meaningful and valuable. 

 Flexible: Organizational flexibility is increased by systems and information 

repositories, which are easy to change. 

 Open: It is easier for the organization to involve external partners in its processes 

by building on open and modular applications and information repositories.  

 Productive: The organization becomes more productive in developing new IT-

based solutions by building on compact, testable and naturally responsive 

applications. 

Figure 86 provides an overview of the application benefits that specifically enable the 

organizational benefits described above. 

 

Figure 86 Relationships of application-level and organizational benefits 

These discussed benefits for applications and organizations outline the capabilities of 

our implemented solutions. Many individual benefits, of course, are provided by a host 

of alternative solutions; often in a better way than was possible to achieve within the 

frame of this project. However, while each benefit in isolation still provides some value 

in itself, the most notable value lies in the harmonized integration of these diverse 

benefits in one coherent platform. Specifically, the combination of provided benefits lays 

a rich foundation to support the guidelines for the design of systems for knowledge-

driven organizations elucidated for this study. Table 62 outlines which particular benefits 

offer support for each of the four identified guidelines. 
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Guideline 
Benefit 

No Data is an Island Order and Chaos Fluid Integration Rapid Adaptation 
A

p
p

lic
at

io
n

 

Connected     

Typed     

Extensible     

Scalable     

Portable     

Modular     

Compact     

Testable     

Responsive     

O
rg

an
iz

at
io

n
 Enriched      

Flexible     

Open     

Productive     

 Supports 

Table 62 Relationships between benefits and guidelines for systems to support knowledge-driven 

organizations 

9.1.8. Trade-offs and Limitations 

While the Appjangle platform offers rich support for the identified guidelines, our work 

does not claim to meet these guidelines to the fullest possible extend. In fact, while the 

Appjangle platform offers numerous benefits, it also entails a number of fundamental 

trade-offs. For instance, the platform in its current form cannot provide the same level of 

reliability and security offered by many established organizational technologies. The 

Appjangle platform is thus not fundamentally better than all existing alternatives but 

rather offers a unique combination of benefits and trade-offs.  

The Appjangle platform is a generic technology and as such can be employed in a wide 

range of contexts. Due to this versatility, it is difficult to compare the platform with 

specific technologies; there are simply too many valid candidates for comparison. 

Hence, we compare the Appjangle platform with classes of technology, grouped by the 

organizations of data these technologies favor. Specifically, we consider a set of 

classes identified by the following organizations of data: (1) the relational model, (2) the 

object-oriented model, (3) the semantic web model; in particular data organized by the 

resource description framework (RDF), and (4) the web model; in particular data 

organized as hypertext. 
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We establish that the data models underlying these classes are fundamentally different 

to the hyperdata model. Moreover, for each of these classes we identify one guideline, 

which is supported better by the Appjangle platform and one guideline, which is 

supported worse by the Appjangle platform (see Table 63). In consequence, the 

Appjangle platform offers an alternative to existing technologies both on a paradigmatic 

level as well as in regards to supporting the guidelines we have identified.   

Guideline 
Model 

Key Difference to Hyperdata No Data is an Island Order and Chaos Fluid Integration Rapid Adaptation 

Relational Any item of data must satsify a 
previously defined schema (no 
such restriction in hyperdata) 
 

Appjangle is … 
BETTER 

  WORSE 

Object-
oriented 

Any item of data is enclosed in 
an object, which in turn belongs 
to a class (no such restricion in 
hyperdata). 

  BETTER WORSE 

Semantic Web 
(RDF) 

Data is arranged in graphs with 
typed edges (untyped edges are 
used in hyperdata). 
 

 WORSE  BETTER 

Web 
(Hypertext) 

Link definitions embedded in 
‘documents’ (link definitions and 
linked objects are managed 
indepently in hyperdata). 

 BETTER WORSE  

Table 63 Advantages and disadvantages of the Appjangle platform in comparison to popular 

classes of organizational technology   

9.2. Contributions 

This research has been a design-based endeavor. As all such endeavors, the body of 

our work and its results are a synthesis of manifold influences, experiences and 

solutions which often defy strict categorization. While, as a consequence of this, we 

cannot provide an exhaustive list of all contributions this research yields, we have 

identified seven interrelated key contributions, which have been extensively discussed 

in this thesis. Table 64 lists these key contributions along with stakeholders for which 

the respective contribution is of importance. In the following, we discuss each key 

contribution and its importance to relevant stakeholders in more detail. 

Contribution 1: Definition of knowledge-driven organizations. 

While the term ‘knowledge-driven organization’ appears in numerous publications, it is 

usually not accompanied by a clear definition of what distinguishes these organizations 

from other organizations and what is crucial to their success. We provide a definition of 

knowledge-driven organizations, explore their challenges and the key competencies 

required to meet these challenges. This enriched definition can aid in unraveling the 

multifaceted problems befalling modern organizations. Most importantly, this definition, 
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Contribution 
 
 
Stakeholder 

Definition of 
Knowledge-
driven 
Organizations  

The Four 
Discordances 

Assumptions and 
Guidelines 

Hyperdata 
Model, Pattern 
and Modeling 
Language  

Nextweb API Appjangle 
Platform 

Appjangle 
Applications 

Researchers in Knowledge 
Management and 
Organizational Learning 

       

Researchers in Information 
Systems         

Researchers in Computer 
Science and Software 
Engineering 

       

Knowledge-driven 
Organizations and IT 
Managers  

       

Software Architects 

       

Software Developers 

       

Information Architects 

       

Table 64 Research contributions and key stakeholders for which these contributions are of relevance 
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its merits, and shortcomings can fuel the discourse in the disciplines of knowledge 

management, organizational learning and information systems. 

Contribution 2: The four discordances. 

The four discordances of (1) discordant nature of knowledge and information, (2) 

discordant nature of organizational routines and information systems, (3) discordant IT 

standards across organizations, and (4) discordance of intended and actual use of 

advanced IT tools provide a valuable and unique frame to investigate the complex 

relationships between information technology and knowledge within the academic 

disciplines of knowledge management, organizational learning and information systems.    

Contribution 3: Assumptions and guidelines for the design of IT systems to support 

knowledge-driven organizations. 

While there are numerous ‘design theories’, which provide guidance on implementing 

information systems in various contexts, the assumptions and guidelines that we have 

defined provide a combination distinctively suited to the frame of the deep problems 

embedded within the aforementioned discordances. The identified assumptions and 

guidelines, although we have primarily used them to drive the design of the Appjangle 

platform, can be used for the implementation of a wide-range of systems. Thus, they are 

of relevance not only for the discussion within the academic disciplines of knowledge 

management, organizational learning and information systems but also for researchers 

in computer science to validate and drive the design of systems. Moreover, IT 

managers in knowledge-driven organizations and software architects can utilize the 

guidelines to help them evaluate technologies and/or drive the design of new 

organizational systems. 

Contribution 4: The hyperdata model, pattern and visual modeling language. 

We have argued that the hyperdata model, due to its simplicity, is very similar to various 

existing approaches; in particular, to approaches embedded in graph databases and 

hypertext-based systems. However, in combination with the developed pattern and the 

visual modeling language, the hyperdata model stands fairly unique among the 

prevalent paradigms of organizing data; chiefly the relational model, the object-oriented 

model and the semantic web. The hyperdata model stands out among these for its 

simplicity, flexibility and its emphasis on connectivity between distributed data elements. 

In that, it provides a useful platform for researchers in the fields of knowledge 

management, organizational learning, information systems and computer science to 

explore alternatives to the paradigms of working with data popular in organizations 

today. Moreover, the hyperdata model can be used by information technology 

professionals to aid in modeling information and building software products in alignment 
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with the requirements of knowledge-driven organizations; thus, it is of potential use for 

software architects, software developers and information architects.     

Contribution 5: The Nextweb API. 

The hyperdata model discussed in contribution four provides an abstract understanding 

of representing data, which can be implemented in a wide-range of possible systems. 

However, while the hyperdata model and the associated pattern define structural rules 

for data, they do not provide guidance on how this data can be created, manipulated 

and managed within a software application. The abstract Nextweb API, which we have 

defined, encapsulates such guidance. It provides a blueprint for building software 

systems to work with data organized according to the hyperdata model. This blueprint 

can be a useful inspiration and point of comparison for design-oriented researchers in 

information systems, as well as be of interest for computer science researchers, who 

investigate languages for interacting with data. Moreover, software architects and 

developers can use the Nextweb API in the design of systems for knowledge-driven 

organizations.     

Contribution 6: The Appjangle platform. 

The Nextweb API discussed in contribution five is an abstract API and in that it is 

independent of the technology used to implement the API. However, as a consequence 

of this, the API, by itself, does not provide a useable software system. The Appjangle 

platform provides, besides other features, a reference implementation of the Nextweb 

API and thus a complete system to support applications, which organize data according 

to the hyperdata model. The Appjangle platform is available as a free service to any 

interested organization, researcher and/or software developer. Moreover, the key 

models, processes, algorithm and architecture of the Appjangle platform are described 

within this thesis. Thus, the Appjangle platform, its design, and its documentation 

provided on the portal appjangle.com provide a useful reference for design-oriented 

researchers in information systems and researchers in the field of software engineering. 

Moreover, IT managers, software architects and software developers can utilize the 

platform to develop applications consistent with the requirements of knowledge-driven 

organizations.  

Contribution 7: Applications developed using the Appjangle platform. 

In addition to the Appjangle platform itself, we have developed a number of applications 

built with this platform. These include, for instance, the nodejump content management 

system, the textsync text synchronization system and the Vision to Action interactive 

learning games. These applications have been used and shown to be useful to various 

parties for practical applications. In addition, some of these applications in their current 
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form or their future iterations might be useful subjects of study for design and/or 

behavioral studies in information systems. 

In the beginning of this thesis we have outlined the assumption that a number of 

fundamental factors in how information technology is understood today could impede its 

utility in contexts that heavily rely on ephemeral human knowledge. This research offers 

numerous theoretical examinations, descriptive frameworks and various artifacts, which 

propose new perspectives for the exploration of this assumption and demonstrate a 

number of possible solutions. These perspectives and solutions are entailed in the 

seven contributions discussed above.  

The individual contributions thereby are, as evident in our discussions throughout this 

thesis, not isolated from each other. Rather, they emerge into one coherent whole; 

linking the more abstract, social and strategic (definition of knowledge-driven 

organizations, four discordances, assumptions and guidelines) with the more concrete, 

technical and applied (hyperdata specification, Nextweb API, Appjangle platform, 

Appjangle applications). In our understanding, it is within this integrated and holistic 

examination of knowledge and technology that the overarching and principal value of 

our research lies.    

9.3. Limitations and Future Research 

All research is defined by its everlasting quest for new knowledge. History has shown 

that the fruits of this quest, in fields other than mathematics, are usually short-lived; 

most of what is known to be scientifically proven truth today can become scientifically 

proven falsehood tomorrow; a fact which lies at the very heart of what defines the 

scientific method (Kuhn, 1970). This method and its associated understanding of 

knowledge are suitable for the exploration of various, though not all, problems. We have 

argued that it is our epistemological understanding that for the kind of problems this 

thesis seeks to explore - problems falling in the chasm between the social and the 

technological - even ‘scientifically proven’ knowledge is often difficult to attain (Introna, 

2003). Moreover, researchers in an applied field seek not only truth but also utility; in 

our particular case the design, implementation and evaluation of innovative 

technological solutions to a number of persistent problems faced by organizations 

today. 

Our research linked the dimensions of abstract, scientific knowledge and useful 

information technology in the following manner: (1) We translated knowledge, which has 

been uncovered in innumerous previous studies, into novel approaches to build IT 

artifacts; thus building a bridge between the social and technological perspectives. (2) 

We developed novel IT solutions, which are aligned with these theoretical contributions. 

We designed these solutions in a way that makes it easy for interested parties to 
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explore and use these solutions. (3) We further provided a rich repository of public 

documentation and demonstrations of our implemented solutions, which offer an 

authentic picture of the results of our work.   

As a consequence of the above, it is apparent that our research was design-centric; a 

direct result of the problems we have identified and the methodology we have adopted. 

We have discussed a number of limitations within this design-centric work in the earlier 

chapters of this thesis. Most importantly, we have argued that our designed artifacts 

encapsulate a number of fundamental tradeoffs in comparison to established software 

platforms; such as security and reliability on a level lower than can be attained by 

software projects with larger development and testing budgets. Consequently, rather 

than seeing our developed conceptual foundations and artifacts as wholly better or 

worse than existing alternatives, we understand our results as offering a unique set of 

advantages and disadvantages warranting and enabling future examination and 

development.     

In this context, we have utilized experiences and feedback obtained in the course of our 

study to improve, refine and validate artifacts we have developed. However, we have 

not examined the past, current and future use of the various artifacts with the objective 

to elicit new social theory. This is an important limitation of our study which is grounded 

in our research objectives and adapted methodology.   

Even so, the designed and disseminated artifacts resulting from this study provide a 

fertile ground for future behavioral examinations. For instance, the use of the hyperdata 

model and the Appjangle platform results in information repositories, which are 

fundamentally different to many repositories existing in organizations today. The 

examination of information managed with the Appjangle platform and use thereof thus 

provide a potential for novel perspectives into the complex socio-technical interactions 

between knowledge and information.   

Obviously, the Appjangle platform also presents manifold opportunities for future 

design-based work in industry and research contexts. Specifically, as a generic, flexible 

and portable technology, the Appjangle platform can be used to solve innumerous 

problems in nearly infinite ways; some that we can think of and anticipate at this point in 

time (like allowing knowledge-driven organizations to make better use of knowledge-

based capabilities) and some that only time might uncover. 

We believe there is great merit in a meta-process of research within an applied 

discipline or within the larger academic community; in which some studies focus on 

uncovering social theory while others focus on translating this social theory into useable 

artifacts; artifacts, which in turn shape the environment for forthcoming behavioral and 

design-based studies (Hevner & Chatterjee, 2010b). In our perspective, only such a 
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cross-study and inter-disciplinary process can fulfill the vision to overcome the missing 

link between knowledge and information technology. 
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Appendix A: Locations of Source Code for Demonstrations 

The source code of all demonstrations is available on the GitHub project ‘Appjangle/Appjangle-demos’ which is published at 

https://github.com/appjangle/appjangle-demos 

The specific files within this project of relevance for the discussed demonstrations are the following: 

Demo Link Description 

1: Hello, World! https://github.com/appjangle/appjangle-demos/blob/master/src/main/js/demo01_salve.js The JavaScript code of the example. 

2: Add Data 
Types 

https://github.com/appjangle/appjangle-demos/blob/master/src/main/js/demo02_add_data_types.js The JavaScript code of application 
with added data types. 

3: Add Web UI  https://github.com/appjangle/appjangle-demos/blob/master/src/main/js/demo03_web_ui.js The application logic for the demo. 

https://github.com/appjangle/appjangle-demos/blob/master/src/main/resources/demo03_app.html The HTML page for the application. 

4: Add 
Persistence 

https://github.com/appjangle/appjangle-demos/blob/master/src/main/js/demo04_add_persistence.js The application logic for the demo. 

https://github.com/appjangle/appjangle-demos/blob/master/src/main/resources/demo03_app.html The HTML page for the application 
(identical to demo 03). 

https://github.com/appjangle/appjangle-demos/blob/master/src/main/resources/demo04_app.html A simple HTML page as wrapper 
around the two files above. It is used 
to display the posts in a new 
window. 

5: Add 
Synchronization 

https://github.com/appjangle/appjangle-

demos/blob/master/src/main/js/demo05_add_synchronization.js 
The enhanced wall display with 
synchronization logic. 

https://github.com/appjangle/appjangle-demos/blob/master/src/main/resources/demo05_app.html The HTML page for the application. 

https://github.com/appjangle/appjangle-demos/blob/master/src/main/js/demo05_spawn.js The logic for creating clients. 
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Demo Link Description 

6: Add 
Authorization 

https://github.com/appjangle/appjangle-demos/blob/master/src/main/js/demo06_add_authorization.js The enhanced client application, 
which displays nodes marked as 
remarkable. 

https://github.com/appjangle/appjangle-demos/blob/master/src/main/resources/demo06_app.html The HTML page for the user client. 

https://github.com/appjangle/appjangle-demos/blob/master/src/main/js/demo06_moderation_app.js The application logic for the 
moderator client. 

https://github.com/appjangle/appjangle-

demos/blob/master/src/main/resources/demo06_moderation_app.html 
The HTML page for the moderator 
client. 

https://github.com/appjangle/appjangle-demos/blob/master/src/main/js/demo06_spawn.js The logic for creating data and 
starting clients. 

7: Add User 
Management 

https://github.com/appjangle/appjangle-demos/blob/master/src/main/js/demo07_login.js The application logic of the login and 
registration page. 

https://github.com/appjangle/appjangle-demos/blob/master/src/main/resources/demo07_login.html The HTML page for registration and 
login. 

https://github.com/appjangle/appjangle-demos/blob/master/src/main/js/demo07_spawn.js The application logic to create login 
app and moderation app. 

https://github.com/appjangle/appjangle-demos/blob/master/src/main/js/demo06_add_authorization.js The application logic of the user 
client (identical to demo 6). 

https://github.com/appjangle/appjangle-demos/blob/master/src/main/resources/demo06_app.html The HTML page for the user client 
(identical to demo 6). 

https://github.com/appjangle/appjangle-demos/blob/master/src/main/js/demo06_moderation_app.js The logic for the moderator client 
(identical to demo 6). 

https://github.com/appjangle/appjangle-

demos/blob/master/src/main/resources/demo06_moderation_app.html 
The HTML page for the moderator 
client (identical to demo 6) 

8: Add 
Encryption 

https://github.com/appjangle/appjangle-demos/blob/master/src/main/js/demo07_spawn.js The logic to start new clients with 
encryption. 

9: Add Desktop 
UI 

https://github.com/appjangle/appjangle-demos/tree/master/src/main/java A folder with various Java classes for 
the application. 

10: Add Test 
Automation 

https://github.com/appjangle/appjangle-demos/blob/master/src/main/resources/demo10_qunit.html Definition of example QUnit test. 

https://github.com/appjangle/appjangle-

demos/blob/master/src/main/java/com/appjangle/demos/junit/TestCalculateTotal.java 
Definition of example JUnit test. 
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Appendix B: Hyperdata Modelling Language Reference 

Since the hyperdata model is very simple, a basic modelling language to represent data 

conforming to the hyperdata model can easily be defined. There are essentially two 

classes of elements, which will need to be reflected in a diagram of a hyperdata model, 

nodes and connections, which will be discussed in the following. 

Rules for Nodes 

Nodes in the hyperdata data model are defined by an identity and a value. Basically, 

nodes are represented as circles in a hyperdata model. The rules for defining nodes 

within hyperdata models are listed in the table below. 

Rule Example 

1. Every node is represented by a circular shape.  
 

Address 

2. A circle with no fill color indicates that the node can 
have any address.   

3. A circle with an identical fill and border color 
indicates that the node has a specific address (this 
address, though, does not have to be represented in 
the model).   

 

Value 

4. An optional text to the right or to the top of the 
node indicates the value of the node.   

Value
 

5. An optional text to the right or the top of the node, 
which starts and begins with a square bracket, 
indicates the type of the value of the node. 

  
[Type]

 

6. An optional single capital letter from the list below 
within the circle of a node indicates the type of the 
value of the node. 
"T": for any text type 
"Z": for any integer 
"N": for any natural number 
"R": for any floating point type 
"B": for any Boolean type 
"D": for any date/time type 

 

Label 

7. An optional text to the right or to the top of a node 
indicates the label for a node.  
7.1. Any two nodes within a model, which have the 
same label, are assumed to be the same node. 

  
Label

 

 

  

T 
T 
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Rules for Connection 

The hyperdata model defines two kinds of connections: parent-child connections and 

associative connections. Hyperdata models allow the representation of these two types 

of connections as well as to provide cardinality for the connections. 

Rule Example 

8. Connections are represented as simple directed 
arrows from source to destination node.  
8.1. Connections indicated by an arrow can either be 
associative connections or parent-child connections. 

 

9. Parent-child connections can be explicitly indicated 
by the usage of a small solid circle instead of an arrow. 
The node directly connected to the small solid circle is 
the child node.  

 

10. Unless indicated otherwise, connections are 
assumed to be of cardinality one; that is, to 
connection one source with one destination node. 

 

11. An optional star character (*) on top of the 
connection line indicates that one source node is 
connected to an arbitrary number of nodes, which 
conform to the pattern defined by the destination 
node. 

 

12. An optional question mark character on top of the 
connection line indicates that the connection between 
source and destination node is optional. 

 

* 

? 
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Appendix C: Hyperdata Pattern 

Hyperdata patterns are simple structural patterns, which provide rules and solutions for 

recurring challenges in modelling data within the hyperdata model. In the following, we 

discuss the three patterns, namely ‘hyperdata types’, ‘hyperdata properties’ and 

‘hyperdata referential property’. 

Hyperdata Types 

The basic model of hyperdata does not provide direct support for types (to assure 

maximal simplicity of the data model). However, types can easily be emulated within the 

hyperdata model through the following rule: 

Rule Illustration 

If a node v has an outgoing connection to a node t, 
node v can be understood as a value of the type t. 

 

Note that this pattern and all following patterns offer an optional interpretation of the 

modelled data. For instance, we can connect nodes regardless of whether they are part 

of an is-type-of relationship or not. 

If it is necessary to differentiate between nodes that take the role of type nodes and 

those that do not, this rule can be extended as follows: 

Rule Illustration 

If a node v has an outgoing connection to a node t, 
and t has an outgoing connection to the unique node 
aType, node v can be understood as a value of the 
type t.  

Hyperdata Properties 

The basic model of hyperdata does not directly support properties or fields. However, 

using the following rule, such properties can easily be emulated within a hyperdata 

model: 

Rule Illustration 

If a node o has an outgoing connection to a node v and 
the node v has an outgoing connection to a node t, 
then node o can be understood to have a property 
with the value v marked with the type t.  

Hyperdata Referential Properties 

The hyperdata property pattern described in the previous section allows defining data 

structures similar to fields in relational tables. Just like fields in relational tables, 
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however, these properties are limited to hold a single value or single node. Often, a 

property should instead point to another more complex data structure. Fortunately, this 

is very easy within the flexible model of hyperdata. 

A hyperdata referential property introduces another node to the hyperdata property 

pattern, which mediates the connection between the 'object' node and the node serving 

as property value. In this arrangement, the node serving as property value is not 

required to have the type of the property as direct child. A hyperdata referential property 

is defined as follows: 

Rule Illustration 

If a node o has an outgoing connection to a node r, 
and the node r has an outgoing connection to a node 
t

r
 and an outgoing connection to a node v and the 

node v has an outgoing connection to a node t
v
, then 

node o can be understood to have a property with the 
value v with the value type t

v
 and the property type t

r
. 
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Appendix D: Example Maven Module Definition 

The following module definition is one of more than 60 modules defined for the 

Appjangle platform.  The module defined is a key module for the Persistence layer, 

‘nxPersistence’. 

Module definitions are built using the conventions of the Maven dependency 

management system. The Maven reference documentation provides explanations for 

the various elements used in the XML document: 

http://maven.apache.org/guides/ 

The specific module definition provided below in addition to common Maven elements 

and standard plugins utilizes the following third party plug-ins for the Maven build 

system:  

Maven Bundle Plugin (maven-bundle-plugin) 

This plugin is used to automatically generate an OSGi bundle definition for the Maven 

module. Documentation for this plugin is available under the following location: 

https://cwiki.apache.org/confluence/display/FELIX/Apache+Felix+Ma

ven+Bundle+Plugin+%28BND%29  

GWT Maven Plugin (gwt-maven-plugin) 

This plugin is used to automatically generate a GWT module definition for the Maven 

module as well as to perform the source-to-source translation provided by the GWT 

framework. Documentation for this plugin is available under the following location: 

http://mojo.codehaus.org/gwt-maven-plugin/ 

<?xml version="1.0" encoding="UTF-8"?> 
<!-- Template: Source + GWT + in workspace dependencies 25.10.2010 --> 
<project> 
 <groupId>de.linnk.nx.persistence</groupId> 
 <artifactId>nxPersistence</artifactId> 
 <version>0.0.2-SNAPSHOT</version> 
 
 <properties> 
  <module.gwtVersion>2.2.0</module.gwtVersion> 
  <module.draftCompile>true</module.draftCompile> 
  <module.importedPackages> 
   nx.core.grammars.nx, 
   one.utils, 
   org.junit, 
   mx.gwtutils.tests, 
   * 
  </module.importedPackages> 
  <module.exportedPackages> 
          !nx.persistence.internal*, 
          nx.persistence*, 
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          !* 
  </module.exportedPackages> 
  <module.serviceDefinitions> 
  </module.serviceDefinitions> 
 </properties> 
 
 <!-- Dependent Modules --> 
 <dependencies> 
  <dependency> 
   <groupId>nx.common</groupId> 
   <artifactId>nxCommon</artifactId> 
   <version>[0.0.1,)</version> 
  </dependency> 
 
  <dependency> 
   <groupId>de.linnk.nx.serializer</groupId> 
   <artifactId>nxSerializer</artifactId> 
   <version>[0.0.1,)</version> 
  </dependency> 
 
  <!-- only for gwt maven plugin!!! --> 
  <dependency> 
   <groupId>com.google.gwt</groupId> 
   <artifactId>gwt-user</artifactId> 
   <version>${module.gwtVersion}</version> 
   <scope>provided</scope> 
  </dependency> 
 
  <dependency> 
   <groupId>junit</groupId> 
   <artifactId>junit</artifactId> 
   <version>4.4</version> 
   <scope>test</scope> 
  </dependency> 
   
 </dependencies> 
 
 
 <!-- Maven declarations --> 
 <modelVersion>4.0.0</modelVersion> 
 <name>${project.artifactId}</name> 
 <packaging>bundle</packaging> 
 <build> 
 
  <plugins> 
   <plugin> 
    <artifactId>maven-compiler-plugin</artifactId> 
    <version>2.3.1</version> 
    <configuration> 
     <source>1.6</source> 
     <target>1.6</target> 
    </configuration> 
   </plugin> 
 
 
   <!-- OSGI BUNDLE MANAGEMENT --> 
   <!-- The Maven bundle plugin generates Meta-data required for OSGi --> 
   <plugin> 
    <groupId>org.apache.felix</groupId> 
    <artifactId>maven-bundle-plugin</artifactId> 
    <version>2.1.0</version> 
    <extensions>true</extensions> 
    <configuration> 
     <instructions> 
      <Bundle-SymbolicName>${project.artifactId}</Bundle-
SymbolicName> 
      <Bundle-Version>${project.version}</Bundle-Version> 
      <Import-Package>${module.importedPackages}</Import-
Package> 
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      <Export-Package>${module.exportedPackages}</Export-
Package> 
      <Service-Component>${module.serviceDefinitions} 
      </Service-Component> 
      <Bundle-RequiredExecutionEnvironment>JavaSE-1.6 
      </Bundle-RequiredExecutionEnvironment> 
     </instructions> 
    </configuration> 
   </plugin> 
    
   <!-- GWT CONFIGURATION --> 
   <plugin> 
    <groupId>org.codehaus.mojo</groupId> 
    <artifactId>gwt-maven-plugin</artifactId> 
    <version>2.2.0</version> 
    <configuration> 
     <draftCompile>${module.draftCompile}</draftCompile> 
     <logLevel>INFO</logLevel> 
 
     <skip>false</skip> 
     <validateOnly>true</validateOnly> 
     <gwtVersion>${module.gwtVersion}</gwtVersion> 
      
     <webappDirectory>${basedir}/src/main/webapp</webappDirectory> 
    </configuration> 
    <executions> 
     <execution> 
      <id>gwtcompile</id> 
      <phase>prepare-package</phase> 
      <goals> 
       <goal>compile</goal> 
      </goals> 
     </execution> 
    </executions> 
   </plugin> 
 
   <!-- FOR MAVEN ECLIPSE PLUGIN --> 
   <!-- Dependency Plugin used to copy the dependency JARs into the root  
    project folder. There the Maven eclipse plugin will add them to  
                                 the classpath of PDE projects. --> 
   <plugin> 
    <artifactId>maven-dependency-plugin</artifactId> 
    <executions> 
     <execution> 
      <id>copy-dependencies</id> 
      <phase>process-sources</phase> 
      <goals> 
       <goal>copy-dependencies</goal> 
      </goals> 
      <configuration> 
       <outputDirectory>${basedir}</outputDirectory> 
       <overWriteReleases>false</overWriteReleases> 
       <overWriteSnapshots>false</overWriteSnapshots> 
       <overWriteIfNewer>true</overWriteIfNewer> 
      </configuration> 
     </execution> 
    </executions> 
   </plugin> 
 
   <!-- Clean up necessary because of PDE tweaks, clear the project directory --> 
   <plugin> 
    <artifactId>maven-clean-plugin</artifactId> 
    <version>2.3</version> 
    <configuration> 
     <filesets> 
      <fileset> 
       <directory>${basedir}</directory> 
       <includes> 
        <include>*.jar</include> 
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       </includes> 
       <followSymlinks>false</followSymlinks> 
      </fileset> 
     </filesets> 
    </configuration> 
   </plugin> 
 
   <!-- Keep the MANIFEST.MF used by eclipse in sync with the MANIFEST.MF  
    created by the maven bundle plugin --> 
   <plugin> 
    <artifactId>maven-antrun-plugin</artifactId> 
    <executions> 
     <execution> 
      <phase>package</phase> 
      <goals> 
       <goal>run</goal> 
      </goals> 
      <configuration> 
       <tasks> 
        <delete file="${basedir}/META-
INF/MANIFEST.MF" /> 
        <copy file="target/classes/META-
INF/MANIFEST.MF" tofile="${basedir}/META-INF/MANIFEST.MF" /> 
       </tasks> 
      </configuration> 
     </execution> 
    </executions> 
   </plugin> 
 
 
 
  </plugins> 
 
  <!-- RESOURCES --> 
  <resources> 
   <!-- Required to be valid GWT Library (requires *.java files in jar) --> 
   <resource> 
    <directory>src/main/java</directory> 
    <includes> 
     <include>**/*.java</include> 
     <include>**/*.gwt.xml</include> 
    </includes> 
   </resource> 
 
   <!-- This entry makes sure that resources, which lie in the same package  
    as Java classes, are copied into the target. Often external  
                                 libraries require resources, which are loaded using  
                                 Class.getResource or Class.getResourceAsStream  
    and which are in a subpackage of the class. For instance, the  
                                 NetBeans template the Swing Application Framework does so. --> 
   <resource> 
    <filtering>false</filtering> 
    <directory>src/main/java</directory> 
    <includes> 
     <include>**</include> 
    </includes> 
    <excludes> 
     <exclude>**/*.java</exclude> 
    </excludes> 
   </resource> 
   <!-- This entry makes sure component definitions for OSGi declarative  
    services are copied into the destination --> 
   <resource> 
    <targetPath>OSGI-INF</targetPath> 
    <filtering>false</filtering> 
    <directory>OSGI-INF</directory> 
    <includes> 
     <include>**</include> 
    </includes> 
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   </resource> 
   <!-- I really do not know why know a manual entry for src/main/resources  
    is necessary? It should be included following the Maven convention. --> 
   <resource> 
    <filtering>false</filtering> 
    <directory>src/main/resources</directory> 
    <includes> 
     <include>**</include> 
    </includes> 
   </resource> 
 
  </resources> 
 </build> 
 
 <distributionManagement> 
  <repository> 
   <id>releases</id> 
   <name>Internal Releases</name> 
   <url>http://internal1.nxweb.de:8080/nexus/content/repositories/releases 
   </url> 
  </repository> 
  <snapshotRepository> 
   <id>snapshots</id> 
   <name>Internal Snapshots</name> 
   <url>http://internal1.nxweb.de:8080/nexus/content/repositories/snapshots 
   </url> 
  </snapshotRepository> 
 </distributionManagement> 
 
 

</project> 
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Appendix E: Example OSGi Bundle Definition 

The following source code describes one of more than 60 OSGi bundle definitions 

within the Appjangle platform. This OSGi bundle definition is associated to the module 

nxPersistence.  

Chiefly, the OSGi bundle definition contains a list of Java packages being made 

available to other bundles/modules (Export-Package) and a list of Java packages that 

are imported from other bundles/modules (Import-Package). 

Manifest-Version: 1.0 
Export-Package: nx.persistence, 
 nx.persistence.cache, 
 nx.persistence.grammar, 
 nx.persistence.nodes.v01, 
 nx.persistence.statements.v01, 
 nx.persistence.validationmessages, 
 nx.persistence.validationmessages.v01 
Built-By: mroh004 
Tool: Bnd-0.0.357 
Bundle-Name: nxPersistence 
Created-By: Apache Maven Bundle Plugin 
Bundle-RequiredExecutionEnvironment: JavaSE-1.6 
Build-Jdk: 1.6.0_33 
Bundle-Version: 0.0.2.SNAPSHOT 
Bnd-LastModified: 1358974373445 
Bundle-ManifestVersion: 2 
Import-Package: de.mxro.thrd.hamcrest, 
 mx.gwtutils, 
 mx.gwtutils.tests, 
 nx.core, 
 nx.core.decorators.v01, 
 nx.core.domain, 
 nx.core.grammars.network, 
 nx.core.grammars.nx, 
 nx.core.messages, 
 nx.core.nodes.v01, 
 nx.core.statements, 
 nx.core.statements.v01, 
 nx.core.utils, 
 nx.persistence, 
 nx.persistence.cache, 
 nx.persistence.connection, 
 nx.persistence.grammar, 
 nx.persistence.nodes.v01, 
 nx.persistence.statements.v01, 
 nx.persistence.validationmessages, 
 nx.persistence.validationmessages.v01, 
 nx.serializer, 
 one.utils, 
 org.junit 
Bundle-SymbolicName: nxPersistence 
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Appendix F: Selected Interfaces in Appjangle Platform 

The Appjangle platform is comprised of more than 5,000 individual source code files. 

The following selection of source code files list a number of key interfaces. One or more 

implementations for all of these interfaces are provided in the Appjangle platform. For 

more detail regarding the interfaces listed here, please see section 6.4. 

 
Nextwork.java (module nxCore) 

public interface Network { 
 
    public abstract <GPResult, GPNetwork extends Network> GPResult processStatement( 
            AbstractNetworkStatement<GPResult, GPNetwork> statement); 
} 

 
PersistenceConnection.java (module nxPersistence) 

public interface PersistenceConnection { 
 
 public void putNode(String uri, PersistedNode node); 
 
 public PersistedNode getNode(String uri); 
 
 public void deleteNode(String uri); 
 
 /** 
  * Writes all changes to the persistence medium and closes the connection. 
  *  
  * @param whenClosed 
  */ 
 public void close(WhenClosed whenClosed); 
 
 /** 
  * Writes all changes to the persistence medium. 
  *  
  * @param whenCommitted 
  */ 
 public void commit(WhenCommitted whenCommitted); 
 
 /** 
  * If this connection keeps a cache in memory, calling this method will 
  * clear this cache. 
  */ 
 public void clearCache(); 
 
} 

 

VersionedNetwork.java – Interface only (module nxVersions) 

public interface VersionedNetwork extends Network { 
 
 /** 
  * Will retrieve versions for a node 
  *  
  * @param forNode 
  * @param fromVersion 
  * @param toVersion 
  * @return 
  */ 
    public abstract List<ChainedVersionData> pullVersionsForNode( 
   Addressable forNode, Reference<?> fromVersion, 
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   Reference<?> toVersion); 
 
 /** 
  * Will return the last version first. For instance: 
  *  
  * <pre> 
  * [5,4,3,2,1] 
  * </pre> 
  *  
  * @param forNode 
  * @param fromVersion 
  * @param toVersion 
  * @return 
  */ 
 public abstract List<ChainedVersionData> pullVersionsForNode( 
   Addressable forNode, ChainedVersionData fromVersion, 
   ChainedVersionData toVersion); 
 
 public abstract ChainedVersionData getLatestVersionForNode(Addressable node); 
 
 /** 
  * Returns true if there are versions specified for this node. 
  *  
  * @param node 
  * @return 
  */ 
 public abstract boolean hasVersions(Addressable node); 
 
 /** 
  * <p> 
  * Reverts the changes the specified messages and all following messages 
  * have made on the network. 
  * </p> 
  *  
  * <p> 
  * The undone versions will also be removed from the version 'memory' of 
  * this network. 
  * </p> 
  *  
  * @param versionParam 
  * @return 
  */ 
 public abstract ValidationMessage undoVersion(Version<?> versionParam); 
 
 /** 
  * Will remove a version from the version store. In difference to 
  * undoVersion, succeeding versions will not? be removed and no changes made 
  * to the local network. 
  *  
  * @param version 
  * @return 
  */ 
 public abstract boolean removeVersion(Version<?> version); 
 
 /** 
  * <p> 
  * Checks whether the specified version can be undone for the specified 
  * network. 
  * </p> 
  * <p> 
  * If the specified version is not the latest version for its node, it 
  * cannot be tested if all succeeding versions could be undone. In this 
  * case, a {@link IllegalStateException} will be thrown. 
  * </p> 
  *  
  * @param versionParam 
  * @return 
  */ 
 public abstract ValidationMessage undoPossible(Version<?> versionParam); 
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 /** 
  * Appends a version to the versions defined for the specified node. 
  *  
  * @param node 
  * @param version 
  */ 
 public abstract void appendVersion(Addressable node, ChainedVersion version); 
 
} 

 
LocalNetworkConnection.java (module nxSynchronization) 

public interface LocalNetworkConnection { 
 
 /** 
  * Apply a version on the network (the do statement will be applied). 
  *  
  * @param version 
  * @param lastReceivedVersion 
  * @param callback 
  */ 
 public void commit(ChainedVersionData version, 
   final RelativeVersionData lastReceivedVersion, 
   CommitCallback callback); 
 
 /** 
  * Does a 'dry run' for a commit, doing all the checks but not changing the 
  * local network. 
  *  
  * @param steps 
  *  
  * @param callback 
  *  
  */ 
 public void validate(List<ValidationStep> steps, ValidateCallback callback); 
 
 /** 
  * Retrieve versions for a node from the network. 
  *  
  * @param forNode 
  * @param lastReceivedVersion 
  * @param callback 
  */ 
 public void pullVersions(Addressable forNode, 
   Reference<ChainedVersionData> lastReceivedVersion, 
   PullVersionsCallback callback); 
 
 /** 
  * Removes a version from the versioned network without affecting the nodes 
  * network. 
  *  
  * @param version 
  */ 
 public void clearVersions(Addressable forNode, int noOfVersionsToKeep, 
   ClearVersionsCallback callback); 
 
 /** 
  * Checks if the passed object is defined in the connected network.<br/> 
  * If an @Addressable object is passed, the reference will be looked up. 
  *  
  * @param o 
  * @return 
  */ 
 public <GPType extends Addressable> void resolve(Reference<GPType> node, 
   VersionedResolveCallback<Addressable> callback); 
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} 

 
RemoteConnection.java (module nxRemote) 

public interface RemoteConnection { 
 
 public void call(List<RemoteMessage> messages, 
   ListCallback<RemoteResponse> callback); 
 
} 

 
Session.java (module nextweb-java) 

public interface Session extends SessionOperations, HasPlugins<Session> { 
 
    public NextwebEngine getEngine(); 
 
    public ExceptionManager getExceptionManager(); 
 
    /** 
     * <p> 
     * Close the session and release all associated resources. 
     * </p> 
     * <p> 
     * All pending synchronizations will be completed before the closing is 
     * finalized. 
     * </p> 
     * <p> 
     * This operation is executed eagerly (see <a 
     * href="http://nextweb.io/docs/nextweb-eager-operations.value.html">Lazy 
     * and Eager operations</a>). 
     * </p> 
     *  
     * @return 
     */ 
    @Override 
    public Result<Success> close(); 
 
    /** 
     * <p> 
     * This operation is executed eagerly (see <a 
     * href="http://nextweb.io/docs/nextweb-eager-operations.value.html">Lazy 
     * and Eager operations</a>). 
     * </p> 
     *  
     * @return 
     */ 
    @Override 
    public Result<Success> commit(); 
 
    /** 
     * To use links origination in other sessions. 
     *  
     * @param link 
     * @return 
     */ 
    @Override 
    public Link node(Link link); 
 
    /** 
     * To use nodes originating in other sessions. 
     *  
     * @param node 
     * @return 
     */ 
    @Override 
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    public Link node(Node node); 
 
    @Override 
    public Link node(String uri); 
 
    @Override 
    public Link node(String uri, String secret); 
 
    @Override 
    public Session getAll(BasicResult<?>... results); 
 
    @Override 
    public Result<SuccessFail> getAll(boolean asynchronous, 
            BasicResult<?>... results); 
 
    @Override 
    public Query seed(); 
 
    @Override 
    public Query seed(String seedType); 
 
    @Override 
    public Query createRealm(String realmTitle, String realmType, String apiKey); 
 
    @Override 
    public Result<Postbox> createPostbox(String realmTitle, String postboxType, 
            String apiKey); 
 
    /** 
     * <p> 
     * Append a value to a node. Only requires write rights. 
     * </p> 
     * <p> 
     * This operation is executed eagerly (see <a 
     * href="http://nextweb.io/docs/nextweb-eager-operations.value.html">Lazy 
     * and Eager operations</a>). 
     * </p> 
     *  
     * @param value 
     * @param toUri 
     * @param secret 
     * @return 
     */ 
    @Override 
    public Result<Success> post(Object value, String toUri, String secret); 
 
    /** 
     * <p> 
     * This operation allows to login a user identified by an e-mail address and 
     * password with the default application for this API. 
     * </P> 
     * <p> 
     * If <a href="http://appjangle.com">Appjangle</a> is used, the default 
     * application will be the Appjangle platform. 
     * </p> 
     *  
     * @param email 
     *            The e-mail address, which identifies the user to be logged in. 
     * @param password 
     *            The password of the user to be logged in. 
     * @return 
     */ 
    @Override 
    public LoginResult login(String email, String password); 
 
    /** 
     * <p> 
     * This operation allows to login a user identified by an e-mail address and 
     * password with a specific application. 



 

 

261 

     * </P> 
     * <p> 
     * The application is identified by a link. At the given URI, a node 
     * describing sufficient information about the application to manage users 
     * for this application. No read/write access for the application node is 
     * required. 
     * </p> 
     * <p> 
     * If <a href="http://appjangle.com">Appjangle</a> is used, it is sufficient 
     * to provide an arbitrary node with any content. 
     * </p> 
     *  
     * @param email 
     *            The e-mail address, which identifies the user to be logged in. 
     * @param password 
     *            The password of the user to be logged in. 
     * @param application 
     *            This {@link Link} should point to a node, describing enough 
     *            information to identify the application. 
     * @return 
     */ 
    @Override 
    public LoginResult login(String email, String password, Link application); 
 
    /** 
     * <p> 
     * This operation allows to login a user identified by a session with the 
     * default application for this API. 
     * </p> 
     * <p> 
     * Session ids can be obtained by first performing a login operation with 
     * e-mail and password. 
     * </p> 
     * <p> 
     * If <a href="http://appjangle.com">Appjangle</a> is used, the default 
     * application will be the Appjangle platform. 
     * </p> 
     *  
     * @param sessionId 
     *            This {@link String} should contain a valid session id, which 
     *            has been return by a proceeding login operation. 
     * @return 
     */ 
    @Override 
    public LoginResult login(String sessionId); 
 
    /** 
     * <p> 
     * This operation allows to login a user identified by a session with for a 
     * specific application. 
     * </p> 
     * <p> 
     * Session ids can be obtained by first performing a login operation with 
     * e-mail and password. 
     * </p> 
     * <p> 
     * The application is identified by a link. At the given URI, a node 
     * describing sufficient information about the application to manage users 
     * for this application. No read/write access for the application node is 
     * required. 
     * </p> 
     *  
     * @param sessionId 
     *            This {@link String} should contain a valid session id, which 
     *            has been return by a proceeding login operation. 
     * @param application 
     *            This {@link Link} should point to a node, describing enough 
     *            information to identify the application. 
     * @return 
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     */ 
    @Override 
    public LoginResult login(String sessionId, Link application); 
 
    /** 
     * <p> 
     * The register operation allows to register a user for an application. If 
     * no <code>application</code> is specified the user will be registered for 
     * the default application of a platform. 
     * </p> 
     * <p> 
     * If the <a href="http://appjangle.com">Appjangle platform</a> is used, the 
     * default application will be the Appjangle platform itself. However, 
     * unlimited custom application can be created by identifying nodes as 
     * applications. Currently, any arbitrary node can be utilized as node to 
     * identify an application. 
     * </p> 
     *  
     * @param email 
     * @param password 
     * @param application 
     * @return 
     */ 
    @Override 
    public LoginResult register(String email, String password, Link application); 
 
    /** 
     * <p> 
     * The register operation allows to register a user for an application. If 
     * no <code>application</code> is specified the user will be registered for 
     * the default application of a platform. 
     * </p> 
     * <p> 
     * If the <a href="http://appjangle.com">Appjangle platform</a> is used, the 
     * default application will be the Appjangle platform itself. However, 
     * unlimited custom application can be created by identifying nodes as 
     * applications. Currently, any arbitrary node can be utilized as node to 
     * identify an application. 
     * </p> 
     *  
     * @param email 
     * @param password 
     * @param application 
     * @return 
     */ 
    @Override 
    public LoginResult register(String email, String password); 
 
} 
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Appendix G: Example Integration Test Case  

The following test case is one of 48 integration test cases. This test is defined in the 

module ‘nxIntegrationTestTemplates’: 

@Test 
public void test_server_client_communcation() throws Exception { 
    final ConcurrencyEngine ce = this.getConcurrencyEngine(); 
 
    // ce.printLog(); 
 
    ce.runAsync(new Step() { 
 
        @Override 
        public void process() { 
            final RemoteConnectionFacade serverConnection = NxRemote 
                    .createRemoteConnectionFacade( 
                            getConnectionForClient1(), 
                            NxAuth.emptyTokenProvider(), newAccessThread(), 
                            CacheConfiguration.CACHE_WRITE, 
                            NxRemoteExt.newAsyncMonitor()); 
 
            final RemoteConnectionFacade serverConnection_2 = NxRemote 
                    .createRemoteConnectionFacade( 
                            getConnectionForClient1(), 
                            NxAuth.emptyTokenProvider(), newAccessThread(), 
                            CacheConfiguration.CACHE_WRITE, 
                            NxRemoteExt.newAsyncMonitor()); 
 
            final AddressableValue<String> root = Nodes 
                    .define() 
                    .node("String") 
                    .at("http://www.linnk.it/tests/test_server_clientcommunication/"); 
 
            final String deletedSubnode = "testDelete"; 
 
            final SynchronizedNetwork client1Network = NxSync 
                    .newSynchronizedNetwork(serverConnection); 
 
            Nx.put().node(root).in(client1Network); 
 
            Nx.append(deletedSubnode).to(root).in(client1Network); 
            Nx.append("node").to(root).in(client1Network); 
            Nx.remove(deletedSubnode).from(root).in(client1Network); 
 
            final AddressableValue<String> root2 = Nodes 
                    .define() 
                    .node("String") 
                    .at("http://www.linnk.it/tests/test_server_clientcommunication2/"); 
 
            Nx.put().node(root2).in(client1Network); 
 
            ce.has("Completed local changes."); 
            NxRemote.commitAll(serverConnection).and(new WhenCommitted() { 
 
                @Override 
                public void thenDo() { 
                    ce.has("Committed all versions."); 
                    final SynchronizedNetwork client2Network = NxSync 
                            .newSynchronizedNetwork(serverConnection_2); 
 
                    NxSync.synchronizeWithCallback(Nx.reference(root)) 
                            .in(client2Network) 
                            .andThen(new WhenSynchronized() { 
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                                @Override 
                                public void onUndefined( 
                                        final Reference<?> node) { 
                                    ce.failTest(new Exception( 
                                            "Node not defined: " + node)); 
                                } 
 
                                @Override 
                                public void onUnauthorized( 
                                        final InvalidAuthorizationCause cause, 
                                        final String message) { 
                                    ce.failTest(new Exception(message)); 
                                } 
 
                                @Override 
                                public void thenDo(final Object node, 
                                        final SynchronizationResult result) { 
                                    ce.has("Synchronzied [" + node + "]"); 
                                    try { 
 
                                        Assert.assertTrue(Nx.test() 
                                                .ifNode(root).isDefined() 
                                                .in(client2Network)); 
                                        Assert.assertTrue(Nx.get() 
                                                .node(root) 
                                                .in(client2Network) instanceof AddressableValue<?>); 
                                        Assert.assertTrue(!Nx 
                                                .test() 
                                                .ifNode(root) 
                                                .hasChild( 
                                                        CoreMatchers 
                                                                .equalTo(deletedSubnode)) 
                                                .in(client2Network)); 
 
                                        Assert.assertEquals(1, Nx 
                                                .getChildren().ofNode(root) 
                                                .in(client2Network).size()); 
 
                                        ce.finishTest(); 
                                    } catch (final Throwable t) { 
                                        ce.failTest(t); 
                                    } 
                                } 
 
                            }); 
                } 
 
            }); 
        } 
 
    }); 
    ce.delayTestFinish(7000); 
 

} 
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Appendix H: Example System Test Case 

The following test case is one of 20 system test cases. This test is defined in the 

module ‘oneCloudNodeTests’: 
@Test 
public void test_user_exceeds_node_limit() { 
    startTest(new UserExceedsNodeLimitTestDefinition()); 
} 
 
private final class UserExceedsNodeLimitTestDefinition extends 
        TestDefinition { 
 
    NodeConfiguration conf; 
    CoreDsl dsl; 
    AsyncTest at; 
    String userApiKey; 
    volatile boolean createdAtLeastOne = false; 
 
    @Override 
    public NodeConfiguration alterConfiguration( 
            final NodeConfiguration configuration) { 
 
        configuration.getUserSrv().usersSrv_defaultMaxIo = 100; 
        configuration.getUserSrv().usersSrv_defaultMaxNodes = 100; 
 
        configuration.getQuotaMonitor().quotaSrvUpdateInterval = Interval.EXTRA_FAST; 
 
        return configuration; 
    } 
 
    @Override 
    public void runTest(final NodeConfiguration configuration, 
            final CoreDsl dsl, final AsyncTest at) { 
        this.conf = configuration; 
        this.dsl = dsl; 
        this.at = at; 
 
        // ((PrivateDsl) this.dsl).enableDebug(); 
 
        at.printLog(false); 
 
        registerUser("exceeds@onedb.de", this.conf, dsl, at, 
                new WhenUserRegistered() { 
 
                    @Override 
                    public void thenDo(final String apiKey) { 
                        userApiKey = apiKey; 
                        step1_create_realms_and_insert_many_nodes(); 
 
                    } 
 
                    @Override 
                    public void onFailure(final Throwable t) { 
                        at.failTest(t); 
                    } 
                }); 
 
    } 
 
    protected void step1_create_realms_and_insert_many_nodes() { 
 
        performInsert(5); 
 
    } 
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    private void performInsert(final int count) { 
        if (count == 0) { 
            try { 
                Thread.sleep(3000); 
            } catch (final InterruptedException e) { 
                // TODO Auto-generated catch block 
                e.printStackTrace(); 
            } 
            step2_try_to_create_realm_again(); 
        } 
        at.will("Create new realm."); 
 
        dsl.createRealm("o" + count).withApiKey(userApiKey) 
                .and(new When.RealmCreated() { 
 
                    @Override 
                    public void thenDo(final WithRealmCreatedResult r) { 
                        createdAtLeastOne = true; 
                        at.has("Create realm: [" + r.root() + "]"); 
                        for (int i = 1; i <= 350; i++) { 
                            r.client().one().append(i).to(r.root()) 
                                    .in(r.client()); 
                        } 
 
                        r.client().one().commit(r.client()) 
                                .and(new When.Committed() { 
 
                                    @Override 
                                    public void thenDo( 
                                            final WithCommittedResult client) { 
 
                                        r.client().one() 
                                                .shutdown(r.client()) 
                                                .and(new WhenShutdown() { 
 
                                                    @Override 
                                                    public void thenDo() { 
                                                        at.has("Finished commiting nodes. [" 
                                                                + (count - 1) 
                                                                + "] iterations left."); 
                                                        performInsert(count - 1); 
                                                    } 
 
                                                    @Override 
                                                    public void onFailure( 
                                                            final Throwable t) { 
                                                        at.failTest(t); 
                                                    } 
 
                                                }); 
 
                                    } 
                                }); 
 
                    } 
 
                    @Override 
                    public void onQuotaExceeded( 
                            final WithQuotaExceededContext r) { 
                        if (!createdAtLeastOne) { 
                            at.failTest("Realm could not be created."); 
                            return; 
                        } 
                        r.client().one().shutdown(r.client()) 
                                .and(new WhenShutdown() { 
 
                                    @Override 
                                    public void thenDo() { 
                                        at.finishTest(); 
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                                    } 
 
                                    @Override 
                                    public void onFailure(final Throwable t) { 
                                        at.failTest(t); 
                                    } 
 
                                }); 
 
                    } 
 
                }); 
 
    } 
 
    protected void step2_try_to_create_realm_again() { 
 
        dsl.createRealm("shouldFail").withApiKey(userApiKey) 
                .and(new When.RealmCreated() { 
 
                    @Override 
                    public void thenDo(final WithRealmCreatedResult r) { 
                        at.failTest("Realm creation should not have been possible."); 
                    } 
 
                    @Override 
                    public void onQuotaExceeded( 
                            final WithQuotaExceededContext r) { 
 
                        r.client().one().shutdown(r.client()) 
                                .and(new WhenShutdown() { 
 
                                    @Override 
                                    public void thenDo() { 
                                        at.finishTest(); 
                                    } 
                                }); 
 
                    } 
 
                    @Override 
                    public void onFailure(final Throwable t) { 
                        at.failTest(t); 
                    } 
 
                }); 
 
    } 
 

} 
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Appendix I: Example Operations Test 

The following operations test job definition is one of the 8 operations test job definitions. 

This job is defined in the module ‘nodeMonitorJobs’: 
public class Node1WebPropertiesJob implements Job { 
 
    @Override 
    public int getFrequency() { 
        return Frequency.seconds(90); 
    } 
 
    @Override 
    public String getName() { 
        return "node1-web-properties"; 
    } 
 
    @Override 
    public List<Class<?>> getTests() { 
        return JobUtils.asList(TestNode1WebProperties.class); 
    } 
 
    @Override 
    public List<Response> getResponses() { 
        return JobUtils.asList(new SendEmailResponse("example@email.com", 
                "Test for job " + getName() + " has failed.", 
                "Now trying to fix it ..."), new GiveHimABreakResponse(), 
                new RestartNode1Response(), new SendEmailResponse( 
                        "example@email.com", 
                        "Job " + getName() + " has failed.", 
                        "Better fix it, websites are down!")); 
 
    } 
} 

The job definition above is linked to the following test definitions:  
public class TestNode1WebProperties { 
 
    @Test(timeout = 40000) 
    public void test_Appjangle_com() throws IOException { 
        testPage("http://appjangle.com"); 
    } 
 
    @Test(timeout = 40000) 
    public void test_nextweb_io() throws IOException { 
        testPage("http://nextweb.io"); 
    } 
 
    @Test(timeout = 40000) 
    public void test_ononedb_com() throws IOException { 
        testPage("http://ononedb.com"); 
    } 
 
    @Test(timeout = 40000) 
    public void test_slicnet_com() throws IOException { 
        testPage("http://slicnet.com"); 
    } 
 
    @Test(timeout = 40000) 
    public void test_nodejump_com() throws IOException { 
        testPage("http://nodejump.com"); 
    } 
 
    @Test(timeout = 40000) 
    public void test_nodejump_com_snapshot() throws IOException { 
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        testPage("http://nodejump.com/snapshot"); 
    } 
 
    @Test(timeout = 40000) 
    public void test_onexcite_com() throws IOException { 
        testPage("http://onexcite.com"); 
    } 
 
    @Test(timeout = 40000) 
    public void test_slicnet_view_page() throws IOException { 
        Assert.assertTrue(testPage( 
                "http://slicnet.com/seed1/seed1/2/1/2/h/sd/Hello__1").contains( 
                "Hello, Java!")); 
    } 
 
    /** 
     * Just to check Internet on and for comparison. 
     *  
     * @throws IOException 
     */ 
    @Test(timeout = 40000) 
    public void test_google_com() throws IOException { 
        testPage("http://google.com"); 
    } 
 
    private String testPage(final String url) throws IOException, 
            MalformedURLException { 
        final HttpURLConnection connection = (HttpURLConnection) new URL(url) 
                .openConnection(); 
        connection.setReadTimeout(20000); 
        connection.setConnectTimeout(20000); 
 
        connection.connect(); 
 
        final InputStream is = connection.getInputStream(); 
 
        final StringBuilder sb = new StringBuilder(); 
        final BufferedReader br = new BufferedReader(new InputStreamReader(is)); 
        String read = br.readLine(); 
 
        while (read != null) { 
            // System.out.println(read); 
            sb.append(read); 
            read = br.readLine(); 
 
        } 
 
        is.close(); 
 
        connection.disconnect(); 
 
        return sb.toString(); 
 
    } 
 

} 

 

 



 

 

270 

References 

Ackoff, R. L. (1989). From data to wisdom. Journal of Applied Systems Analysis, 16, 3-9.  

Adzic, G. (2011). Specification by Example: How Successful Teams Deliver the Right Software: 
Manning Publications, ISBN-1617290084. 

Agerfalk, P. (2010). Getting pragmatic. European Journal of Information Systems, 19(3), 251-
256.  

Aggarwal, N., & Walden, E. (2009). Intellectual Property Bundle (IPB) theory: Managing 
transaction costs in technology development through network governance. Decision 
Support Systems, 48(1), 23-32.  

Agterberg, M., van den Hooff, B., Huysman, M., & Soekijad, M. (2010). Keeping the Wheels 
Turning: The Dynamics of Managing Networks of Practice. Journal of Management 
Studies, 47(1).  

Aihkisalo, T., & Paaso, T. (2011). A Performance Comparison of Web Service Object 
Marshalling and Unmarshalling Solutions. 2011 IEEE World Congress on Services 
(SERVICES). 

Akkermans, H., & Horst, V. (2002). Managing IT infrastructure standardisation in the networked 
manufacturing firm. International Journal of Production Economics, 75(1-2), 213-228.  

Alavi, M., & Leidner, D. (2001). Review: Knowledge Management and Knowledge Management 
Systems: Conceptual Foundations and Research Issues. MIS Quarterly, 25(1).  

Allemang, D., & Hendler, J. (2008). Semantic Web for the Working Ontologist: Effective 
Modeling in RDFS and OWL: Morgan Kaufmann, ISBN-0123735564. 

Alonso, G., Agrawal, D., Abbadi, E., & Mohan, C. (1997). Functionality and Limitations of 
Current Workflow Management Systems G. Alonso. IEEE Expert, 12.  

Alturki, A., Bandara, W., & Gable, G. (2012). Design Science Research and the Core of 
Information Systems. In K. Peffers, M. Rothenberger & B. Kuechler (Eds.), Design 
Science Research in Information Systems. Advances in Theory and Practice (Vol. 7286, 
pp. 309-327): Springer Berlin Heidelberg. 

Amabile, T., Barsade, S., Mueller, J., & Staw, B. (2005). Affect and Creativity at Work. 
Administrative Science Quarterly, 50(3), 367-403.  

Amabile, T., Schatzel, E., Moneta, G., & Kramer, S. (2004). Leader behaviors and the work 
environment for creativity: Perceived leader support. The Leadership Quarterly, 15(1), 5-
32.  

Amundsen, M. (2011). Building Hypermedia APIs with HTML5 and Node: O'Reilly Media, ISBN-
1449306578. 

Arnott, D. (2006). Cognitive biases and decision support systems development: a design 
science approach. Information Systems Journal, 16(1), 55-78.  



 

 

271 

Austin, T. (2010). Watchlist: Continuing Changes in the Nature of Work, 2010-2020 
(G00174602): Gartner. Retrieved from http://www.gartner.com/id=1331623 

Bai, X., Li, M., Chen, B., Tsai, W.-T., & Gao, J. (2011). Cloud testing tools.  IEEE 6th 
International Symposium on Service Oriented System Engineering (SOSE). 

Bannon, L., & Bodker, S. (1997). Constructing common information spaces.  ECSCW'97: 
Proceedings of the fifth European Conference on Computer-Supported Cooperative 
Work. 

Barney, J. (1991). Firm Resources and Sustained Competitive Advantage. Journal of 
Management, 17(1), 99-120.  

Barney, J., Wright, M., & Ketchen, D. (2001). The resource-based view of the firm: Ten years 
after 1991. Journal of Management, 27(6), 625-641.  

Baron, J., Hannan, M., & Burton, D. (2001). Labor Pains: Change in Organizational Models and 
Employee Turnover in Young, High-Tech Firms. The American Journal of Sociology, 
106(4), 960-1012.  

Barreau, D. (2008). The persistence of behavior and form in the organization of personal 
information. Journal of the American Society for Information Science and Technology, 
59(2), 307-317.  

Baskerville, R. (2008). What design science is not. European Journal of Information Systems, 
17, 441-443.  

Baskerville, R. (2011). Design Theorizing Individual Information Systems.  Pacific Asia 
Conference on Information Systems (PACIS). 

Baskerville, R., Lyytinen, K., Sambamurthy, V., & Straub, D. (2011). A response to the design-
oriented information systems research memorandum. 20(1), 11-15.  

Baskerville, R., & Myers, M. (2004). Special issue on action research in information systems: 
making is research relevant to practice--foreword. MIS Quarterly, 28(3).  

Baskerville, R., & Myers, M. (2009). Fashion waves in information systems research and 
practice. MIS Quarterly, 33(4).  

Bawden, D., & Robinson, L. (2009). The dark side of information: overload, anxiety and other 
paradoxes and pathologies. Journal of Information Science, 35(2), 180-191.  

Bell, D. (1999). The axial age of technology foreword: 1999 The Coming of the Post-Industrial 
Society (pp. ix-lxxxv): Basic Books. 

Benders, J., Batenburg, R., & van der Blonk, H. (2006). Sticking to standards; technical and 
other isomorphic pressures in deploying ERP-systems. Information & Management, 
43(2), 194-203.  

Berg, M. (2001). Implementing information systems in health care organizations: myths and 
challenges. International Journal of Medical Informatics, 64(2-3), 143-156.  

Berkes, F., Colding, J., & Folke, C. (2002). Navigating Social-Ecological Systems: Building 
Resilience for Complexity and Change: Cambridge University Press, ISBN-0521815924. 

http://www.gartner.com/id=1331623


 

 

272 

Berners-Lee, T., Hendler, J., & Lassila, O. (2001). The semantic web. Scientific American, 
284(5), 28-37.  

Bettis, R., & Prahalad, C. K. (1995). The Dominant Logic: Retrospective and Extension. 
Strategic Management Journal, 16(1), 5-14.  

Beveridge, W. (1980). Seeds of Discovery: The Logic, Illogic, Serendipity, and Sheer Chance of 
Scientific Discovery: W. W. Norton,  

Bien, A. (2009). Real World Java EE Patterns Rethinking Best Practices: lulu.com, ISBN-
0557078326. 

Bingi, P., Sharma, M., & Godla, J. (1999). Critical Issues Affecting an ERP Implementation. 
Information Systems Management, 16(3), 7-14.  

Blackler, F. (1995). Knowledge, Knowledge Work and Organizations: An Overview and 
Interpretation. Organization Studies (Walter de Gruyter GmbH & Co. KG.), 16(6).  

Boell, S., & Cecez-Kecmanovic, D. (2010). Attributes of Information.  Proceedings of the 
Americas Conference on Information Systems (AMCIS 2010). 

Boisot, M. (1999). Knowledge Assets: Securing Competitive Advantage in the Information 
Economy: Oxford University Press, USA, ISBN-019829607X. 

Boland, R., Lyytinen, K., & Yoo, Y. (2007). Wakes of Innovation in Project Networks: The Case 
of Digital 3-D Representations in Architecture, Engineering, and Construction. 
Organization Science, 18(4), 631-647.  

Bollella, G., & Gosling, J. (2000). The real-time specification for Java. Computer, 33(6), 47-54.  

Booch, G. (1986). Object-oriented development. IEEE Transactions on Software Engineering, 
12(2), 211-221.  

Booch, G. (1993). Object-Oriented Analysis and Design with Applications (2nd Edition): 
Addison-Wesley Professional, ISBN-0805353402. 

Boulding, K. (1956). General Systems Theory-The Skeleton of Science. Management Science, 
2(3), 197-208.  

Breg, F., & Polychronopoulos, C. (2001). Java virtual machine support for object serialization.  
Proceedings of the 2001 joint ACM-ISCOPE conference on Java Grande, Palo Alto, 
California, USA. 

Brooks, F. (2010). The Design of Design: Essays from a Computer Scientist: Addison-Wesley 
Professional, ISBN-0201362988. 

Burstein, F., & Gregor, S. (1999). The systems development or engineering approach to 
research in information systems: an action research perspective.  Proceedings of the 
10th Australasian Conference on Information Systems. 

Busenitz, L. W., & Barney, J. B. (1997). Differences between entrepreneurs and managers in 
large organizations: biases and heuristics in strategic decision-making. Journal of 
Business Venturing, 9-30.  



 

 

273 

Bush, V. (1945). As We May Think. The Atlantic Monthly, 176(1), 101-108.  

Callaway, E. (1999). Enterprise Resource Planning: Integrating Applications and Business 
Processes Across the Enterprise: Computer Technology Research Corporation, ISBN-
1566070686. 

Campbell-Kelly, M., & Aspray, W. (2004). Computer: A History Of The Information Machine, 
Second Edition (Sloan Technology): Westview Press, ISBN-0813342643. 

Cardoso, J. (2007). The Semantic Web Vision: Where Are We? Intelligent Systems, 22(5), 84-
88.  

Carlile, P. (2002). A Pragmatic View of Knowledge and Boundaries: Boundary Objects in New 
Product Development. Organization Science, 13(4), 442-455.  

Carlile, P., & Rebentisch, E. (2003). Into the Black Box: The Knowledge Transformation Cycle. 
Management Science, 49(9), 1180-1195.  

Centola, D. (2010). The Spread of Behavior in an Online Social Network Experiment. Science, 
329(5996), 1194-1197.  

Chaffer, J., & Swedberg, K. (2007). Learning jquery: better interaction design and web 
development with simple javascript techniques: Packt Publishing, ISBN-9781847192509. 

Chaganti, P. (2007). Google Web Toolkit GWT Java AJAX Programming: A step-by-step to 
Google Web Toolkit for creating Ajax applications fast: Packt Publishing, ISBN-
1847191002. 

Cheney, P. (1984). Effects of individual characteristics, organizational factors and task 
characteristics on computer programmer productivity and job satisfaction. Information & 
Management, 7(4), 209-214.  

Ciborra, C. (2004). The Labyrinths of Information: Challenging the Wisdom of Systems: {Oxford 
University Press, USA}, ISBN-0199275262. 

Ciborra, C., & Andreu, R. (2001). Sharing knowledge across boundaries. Journal of Information 
Technology (Routledge, Ltd.), 16(2).  

Cilliers, P. (1998). Complexity and Postmodernism: Understanding Complex Systems: 
Routledge, ISBN-0415152879. 

Clements, P., Bachmann, F., Bass, L., Garlan, D., Ivers, J., Little, R., . . . Stafford, J. (2010). 
Documenting Software Architectures: Views and Beyond (2nd Edition): Addison-Wesley 
Professional, ISBN-0321552687. 

Codd, E. F. (1970). A relational model of data for large shared data banks. Communications of 
the ACM, 13(6), 377-387.  

Cohen, W., & Levinthal, D. (1990). Absorptive Capacity: A New Perspective on Learning and 
Innovation. Administrative Science Quarterly, 35(1), 128-152.  

Collins, J. (2001). Good to Great: Why Some Companies Make the Leap...And Others Don't: 
HarperBusiness,  



 

 

274 

Collins, R., Hevner, A., & Linger, R. (2011). Evaluating a Disruptive Innovation: Function 
Extraction Technology in Software Development.  44th Hawaii International Conference 
on System Sciences (HICSS). 

Connelly, C., Zweig, D., Webster, J., & Trougakos, J. (2012). Knowledge hiding in 
organizations. Journal of Organizational Behavior, 33(1), 64-88.  

Cook, S., & Brown, J. (1999). Bridging Epistemologies: The Generative Dance between 
Organizational Knowledge and Organizational Knowing. Organization Science, 10(4), 
381-400.  

Cooper, R., & Collins, C. (2008). GWT in Practice: Manning Publications,  

Coulouris, G., Dollimore, J., Kindberg, T., & Blair, G. (2011). Distributed Systems: Concepts and 
Design (5th Edition): Addison Wesley, ISBN-0132143011. 

Craig, R., & Jaskiel, S. (2002). Systematic Software Testing: Artech House Publishers, ISBN-
1580535089. 

Cross, R., & Sproull, L. (2004). More Than an Answer: Information Relationships for Actionable 
Knowledge. Organization Science, 15(4), 446-462.  

Cross, R., & Thomas, R. (2009). Driving Results Through Social Networks: How Top 
Organizations Leverage Networks for Performance and Growth: Jossey-Bass, ISBN-
0470392495. 

Curtis, B., Sheppard, S. B., Milliman, P., Borst, M. A., & Love, T. (1979). Measuring the 
Psychological Complexity of Software Maintenance Tasks with the Halstead and 
McCabe Metrics. IEEE Transactions on Software Engineering, SE-5(2), 96-104.  

Dahl, O. J., Myhrhaug, B., & Nygaard, K. (1967). SIMULA 67 Common Base Language  

Daigneau, R. (2011). Service Design Patterns: Fundamental Design Solutions for 
{SOAP}/{WSDL} and {RESTful} Web Services: Addison-Wesley Professional, ISBN-
032154420X. 

Davenport, T. (1998). Putting the enterprise into the enterprise system. Harvard Bus. Rev., 76, 
121-131.  

Davenport, T. (2000). Mission Critical: Realizing the Promise of Enterprise Systems: Harvard 
Business School Press, ISBN-0875849067. 

Davenport, T. (2011). Rethinking knowledge work: A strategic approach. McKinsey Quarterly.  

Davenport, T., Jarvenpaa, S., & Beers, M. (1996). Improving Knowledge Work Processes. 
Sloan management review, 37(4), 53-65.  

Davenport, T., & Prusak, L. (1998). Working Knowledge: How Organizations Manage What 
They Know (Paperback): Harvard Business School Press,  

Davenport, T., Thomas, R., & Cantrell, S. (2002). The Mysterious Art and Science of 
Knowledge-Worker Performance. MIT Sloan management review, 44(1), 23-30.  



 

 

275 

De Long, D., & Fahey, L. (2000). Diagnosing cultural barriers to knowledge management. 
Academy of Management Executive, 14(4).  

DeSanctis, G., & Gallupe, B. (1987). A Foundation for the Study of Group Decision Support 
Systems. Management Science, 33(5), 589-609.  

Doolin, B. (1998). Information technology as disciplinary technology: being critical in interpretive 
research on information systems. Journal of Information Technology (Routledge, Ltd.), 
13(4), 301.  

Drucker, P. (1957). Landmarks of tomorrow: A report on the new" post-modern" world: 
Transaction Publishers,  

Drucker, P. (1993). Management: Tasks, Responsibilities, Practices: Collins, ISBN-
0887306152. 

Drucker, P. (1999). Knowledge-Worker Productivity: The Biggest Challenge. California 
Management Review, XLI(2), 79-94.  

Drucker, P. (2001). The new workforce. Economist, 361(8246), 8-11.  

Ducheneaut, N., & Bellotti, V. (2001). E-mail as habitat: an exploration of embedded personal 
information management. interactions, 8(5), 30-38.  

Dumais, S., Cutrell, E., Cadiz, J. J., Jancke, G., Sarin, R., & Robbins, D. (2003). Stuff I've seen: 
a system for personal information retrieval and re-use.  Proceedings of the 26th annual 
international ACM SIGIR conference on Research and development in informaion 
retrieval, Toronto, Canada. 

Duncan, N. (1995). Capturing Flexibility of Information Technology Infrastructure: A Study of 
Resource Characteristics and Their Measure. Journal of Management Information 
Systems, 12(2).  

Eccles, R. (1981). The quasifirm in the construction industry. Journal of Economic Behavior & 
Organization, 2(4), 335-357.  

Edelman, L., Bresnen, M., Newell, S., Scarbrough, H., & Swan, J. (2004). The Benefits and 
Pitfalls of Social Capital: Empirical Evidence from Two Organizations in the United 
Kingdom. British Journal of Management, 15(S1), 59-69.  

Erl, T. (2005). Service-Oriented Architecture: Concepts, Technology, and Design: Prentice Hall 
PTR, ISBN-0131858580. 

Esteves, J., & Pastor, J. (2001). Analysis of critical success factors relevance along SAP 
implementation phases.  Proceedings of the Seventh Americas Conference on 
Information Systems. 

Feldman, M., & Pentland, B. (2003). Reconceptualizing Organizational Routines as a Source of 
Flexibility and Change. Administrative Science Quarterly, 48(1), 94-118.  

Fenton, N., & Neil, M. (1999). Software metrics: successes, failures and new directions. Journal 
of Systems and Software, 47(2-3), 149-157.  



 

 

276 

Fielding, R. (2000). Architectural Styles and the Design of Network-based Software 
Architectures. University of California.    

Fischer, G., & Otswald, J. (2001). Knowledge management: problems, promises, realities, and 
challenges. Intelligent Systems, IEEE [see also IEEE Intelligent Systems and Their 
Applications], 16(1), 60-72.  

Florêncio, D., & Herley, C. (2010). Where do security policies come from?  Proceedings of the 
Sixth Symposium on Usable Privacy and Security, Redmond, Washington. 

Floridi, L. (2004). Open Problems in the Philosophy of Information. Metaphilosophy, 35(4), 554-
582.  

Foushee, C. (1984). Dyads and triads at 35,000 feet: Factors affecting group process and 
aircrew performance. 39(8), 885-893.  

Freeman, C. (1991). Networks of innovators: A synthesis of research issues. Research Policy, 
20(5), 499-514.  

Freeman, C., & Louçã, F. (2002). As Time Goes By: From the Industrial Revolutions to the 
Information Revolution: Oxford University Press, USA, ISBN-0199251053. 

Fried, J., & Hansson, D. (2010). Rework: Crown Business, ISBN-0307463745. 

Furr, M., Jong hoon David, A., Foster, J., & Hicks, M. (2009). Static type inference for Ruby.  
Proceedings of the 2009 ACM symposium on Applied Computing, Honolulu, Hawaii. 

Gallupe, B. (2001). Knowledge management systems: surveying the landscape. International 
Journal of Management Reviews, 61-77.  

Gamma, E., Helm, R., Johnson, R., & Vlissides, J. (1995). Design patterns : elements of 
reusable object-oriented software: Addison-Wesley, ISBN-0201633612. 

Garrety, K., & Badham, R. (2000). The Politics of Socio-technical Intervention: An Interactionist 
View. Technology Analysis & Strategic Management, 12(1), 103-118.  

Gehlert, A., Schermann, M., Pohl, K., & Krcmar, H. (2009). Towards a Research Method for 
Theory-driven Design Research.  Business Services: Konzepte, Technologien, 
Anwendungen, 9. Internationale Tagung Wirtschaftsinformatik, Wien. 

Gemmell, J., Bell, G., Lueder, R., Drucker, S., & Wong, C. (2002). MyLifeBits: fulfilling the 
Memex vision.  MULTIMEDIA '02: Proceedings of the tenth ACM international 
conference on Multimedia. 

Gershenson, J. K., Prasad, G. J., & Zhang, Y. (2003). Product modularity: definitions and 
benefits. Journal of Engineering design, 14(3), 295-313.  

Gilovich, T., Griffin, D., & Kahneman, D. (2002). Heuristics and Biases: The Psychology of 
Intuitive Judgment: Cambridge University Press, ISBN-9780521796798. 

Glass, R., Ramesh, V., & Vessey, I. (2004). An analysis of research in computing disciplines. 
Communications of the ACM, 47(6), 89-94.  



 

 

277 

Glazer, R. (1993). Measuring the value of information: The information-intensive organization. 
IBM Systems Journal, 32(1), 99-110.  

Goel, S., Kiran, R., & Garg, D. (2012). Technologies for Cost Efficient Enterprise Resource 
Planning: A Theoretical Perspective. In Kumar, Selvarani & S. Kumar (Eds.), 
Proceedings of International Conference on Advances in Computing (Vol. 174, pp. 113-
120): Springer India. 

Goodhue, D., & Thompson, R. (1995). Task-Technology Fit and Individual Performance. MIS 
Quarterly, 19(2), 213-236.  

Gosling, J., Joy, B., Steele, G., & Bracha, G. (2005). The Java(tm) Language Specification (3rd 
Edition): Addison Wesley, ISBN-0321246780. 

Gould, S. (2003). The Hedgehog, the Fox, and the Magister's Pox: Mending the Gap Between 
Science and the Humanities: Harmony, ISBN-0609601407. 

Graham, D., & Fewster, M. (2012). Experiences of Test Automation: Case Studies of Software 
Test Automation: Addison-Wesley Professional, ISBN-0321754069. 

Grant, R. (1996). Toward a Knowledge-Based Theory of the Firm. Strategic Management 
Journal, 17, 109-122.  

Gray, S. (2006). Data Structures in Java: From Abstract Data Types to the Java Collections 
Framework: Addison-Wesley, ISBN-0321392795. 

Greenberg, J., Losee, R., Agüera, J., Scherle, R., White, H., & Willis, C. (2011). HIVE: Helping 
interdisciplinary vocabulary engineering. Bulletin of the American Society for Information 
Science and Technology, 37(4), 23-26.  

Gregg, D., Kulkarni, U., & Vinzé, A. (2001). Understanding the Philosophical Underpinnings of 
Software Engineering Research in Information Systems. Information Systems Frontiers, 
3(2), 169-183.  

Gregor, S. (2006). The nature of theory in information systems. MIS Quarterly, 30(3).  

Gregor, S., & Jones, D. (2007). The Anatomy of a Design Theory. Journal of the Association for 
Information Systems, 8(5).  

Gupta, A., & Govindarajan, V. (2000). Knowledge flows within multinational corporations. 
Strategic Management Journal, 21(4), 473-496.  

Hafner, K. (2012). Software Programs Help Doctors Diagnose, but Can’t Replace Them - 
NYTimes.com. from http://www.nytimes.com/2012/12/04/health/quest-to-eliminate-
diagnostic-lapses.html 

Hagedoorn, J. (2002). Inter-firm R&D partnerships: an overview of major trends and patterns 
since 1960. Research Policy, 31(4), 477-492.  

Hagel, J., Gandhi, S., & Rodriguez, G. (2012). The Empowered Employee is Coming; Is The 
World Ready? - Forbes. from http://www.forbes.com/sites/ciocentral/2012/02/09/the-
empowered-employee-is-coming-is-the-world-ready/print/ 

http://www.nytimes.com/2012/12/04/health/quest-to-eliminate-diagnostic-lapses.html
http://www.nytimes.com/2012/12/04/health/quest-to-eliminate-diagnostic-lapses.html
http://www.forbes.com/sites/ciocentral/2012/02/09/the-empowered-employee-is-coming-is-the-world-ready/print/
http://www.forbes.com/sites/ciocentral/2012/02/09/the-empowered-employee-is-coming-is-the-world-ready/print/


 

 

278 

Hair, J., Black, W., Babin, B., & Anderson, R. (2009). Multivariate Data Analysis (7th Edition): 
Prentice Hall, ISBN-0138132631. 

Hall, R. (1993). A framework linking intangible resources and capabiliites to sustainable 
competitive advantage. Strategic Management Journal, 14(8), 607-618.  

Hanseth, O., & Lyytinen, K. (2010). Design theory for dynamic complexity in information 
infrastructures: the case of building internet. Journal of Information Technology, 25(1), 1-
19.  

Hartmann, J., Vieira, M., Foster, H., & Ruder, A. (2005). A UML-based approach to system 
testing. Innovations in Systems and Software Engineering, 1(1), 12-24.  

Hasselbring, W. (2000). Information system integration. Communications of the ACM, 43(6), 32-
38.  

Hayek, F. A. (1945). The Use of Knowledge in Society. The American Economic Review, 35(4), 
519-530.  

Heflin, J., & Hendler, J. (2001). A portrait of the Semantic Web in action. Intelligent Systems, 
IEEE, 16(2), 54-59.  

Henderson, S. (2005). Genre, task, topic and time: facets of personal digital document 
management.  CHINZ '05: Proceedings of the 6th ACM SIGCHI New Zealand chapter's 
international conference on Computer-human interaction, Auckland, New Zealand. 

Henning, M. (2008). The rise and fall of CORBA. Commununications of the ACM, 51(8), 52-57.  

Hevner, A., & Chatterjee, S. (2010a). Design and Creativity. In A. Hevner & S. Chatterjee (Eds.), 
Design Research in Information Systems (Vol. 22, pp. 145-156): Springer US. 

Hevner, A., & Chatterjee, S. (2010b). Design Science Research in Information Systems Design 
Research in Information Systems (Vol. 22, pp. 9-22): Springer US. 

Hevner, A., March, S., Jinsoo, P., & Ram, S. (2004). Design Science in Information Systems 
Research. MIS Quarterly, 28(1), 75-105.  

Hicks, B., Culley, S., & McMahon, C. (2006). A study of issues relating to information 
management across engineering SMEs. International Journal of Information 
Management, 26(4), 267-289.  

Highsmith, J. (2009). Agile Project Management: Creating Innovative Products (2nd Edition): 
Addison-Wesley Professional, ISBN-0321658396. 

Hoegl, M., & Schulze, A. (2005). How to Support Knowledge Creation in New Product 
Development. European Management Journal, 23(3), 263-273.  

Hudak, P. (1989). Conception, evolution, and application of functional programming languages. 
ACM Computing Surveys, 21(3), 359-411.  

Hulten, C. (2001). Total Factor Productivity: A Short Biography. In C. Hulten, E. Dean & M. 
Harper (Eds.), New Developments in Productivity Analysis: University of Chicago Press. 



 

 

279 

Iivari, J. (2007). A Paradigmatic Analysis of Information Systems As a Design Science. 
Scandinavian Journal of Information Systems, 19(2), 39-64.  

Iivari, J. (2010). Twelve Theses on Design Science Research in Information Systems. In A. 
Hevner & S. Chatterjee (Eds.), Design Research in Information Systems (Vol. 22, pp. 
43-62): Springer US. 

Iivari, J., Hirschheim, R., & Klein, H. (2001). Towards More Professional Information Systems 
Development: ISD as Knowledge Work. European Management Journal, 26(2), 94-104.  

Iivari, J., & Linger, H. (1999). Knowledge Work as Collaborative Work: A Situated Activity 
Theory View. European Management Journal, 18(3), 334-341.  

Introna, L. (2003). Disciplining Information Systems: Truth and its Regimes. European Journal 
of Information Systems, 12(3), 235-240.  

Isakowitz, T., Stohr, E., & Balasubramanian, P. (1995). RMM: a methodology for structured 
hypermedia design. Communications of the ACM, 38(8), 34-44.  

Isenberg, D. (1986). Group Polarization: A Critical Review and Meta-Analysis. Journal of 
Personality and Social Psychology, 50(6), 1141-1151.  

Jaffri, A., Glaser, H., & Millard, I. (2007). URI Identity Management for Semantic Web Data 
Integration and Linkage. In R. Meersman, Z. Tari & P. Herrero (Eds.), On the Move to 
Meaningful Internet Systems 2007: OTM 2007 Workshops (Vol. 4806, pp. 1125-1134): 
Springer Berlin Heidelberg. 

Janis, I. (1972). Victims of Groupthink: A psychological study of foreign-policy decisions and 
fiascoes: Houghton Mifflin Company, ISBN-0395140447. 

Janz, B., Colquitt, J., & Noe, R. (1997). Knowledge worker team effectiveness: The role of 
autonomy, interdependence, team development, and contextual support variables. 
Personnel Psychology, 50(4), 877-904.  

Jiang, W., Zhang, L., Qiang, W., Jin, H., & Peng, Y. (2012). MyStore: A High Available 
Distributed Storage System for Unstructured Data.  High Performance Computing and 
Communication &amp; 2012 IEEE 9th International Conference on Embedded Software 
and Systems (HPCC-ICESS), 2012 IEEE 14th International Conference on. 

Jonassen, S., & Bratsberg, S. (2012). Improving the Performance of Pipelined Query 
Processing with Skipping. In Wang, I. Cruz, A. Delis & G. Huang (Eds.), Web Information 
Systems Engineering - WISE 2012 (Vol. 7651, pp. 1-15): Springer Berlin Heidelberg. 

Jones, B. (2009). The Burden of Knowledge and the "Death of the Renaissance Man": Is 
Innovation Getting Harder? Review of Economic Studies, 76(1), 283-317.  

Joo, J., & Lee, S. (2009). Adoption of the Semantic Web for overcoming technical limitations of 
knowledge management systems. Expert Systems with Applications, 36(3), 7318-7327.  

Kaplan, S., & Sawhney, M. (2000). E-hubs: the new B2B marketplaces. Harvard Business 
Review, 78(3), 97-106.  

Karch, S., Heilig, L., Bernhardt, C., Hardt, A., Heidfeld, F., & Pfennig, R. (2005). SAP 
NetWeaver Roadmap: SAP Press, ISBN-1592290418. 



 

 

280 

Katz, D., & Kahn, R. (1978). The Social Psychology of Organizations: Wiley, ISBN-0471023558. 

Keegan, A., & Turner, R. (2001). Quantity versus Quality in Project-Based Learning Practices. 
Management Learning, 32(1), 77-98.  

Keitt, T. J., Brown, M., & Dang, J. (2011). The State Of Collaboration Software Implementations: 
2011 - Forrester Research. Retrieved from 
http://www.forrester.com/rb/Research/state_of_collaboration_software_implementations
_2011/q/id/58709/t/2 

Kernighan, B., & Ritchie, D. (1978). The C Programming Language: Prentice Hall, ISBN-
0131101633. 

Khoshafian, S., & Copeland, G. (1986). Object identity.  Conference proceedings on Object-
oriented programming systems, languages and applications, Portland, Oregon, USA. 

Kim, D. H. (1993). The link between individual and organizational learning. Sloan Management 
Review, 35(1), 37-50.  

Kitchenham, B., & Pfleeger, S. L. (1996). Software quality: the elusive target [special issues 
section]. IEEE Software, 13(1), 12-21.  

Klein, H., & Myers, M. (1999). A Set of Principles for Conducting and Evaluating Interpretive 
Field Studies in Information Systems. MIS Quarterly, 23(1), 67-93.  

Kogut, B., & Zander, U. (1992). Knowledge of the Firm, Combinative Capabilities, and the 
Replication of Technology. Organization Science, 3(3), 383-397.  

Kopytoff, V. (2011). Workers’ Own Cellphones and iPads Find a Role at the Office - 
NYTimes.com. from http://www.nytimes.com/2011/09/23/technology/workers-own-
cellphones-and-ipads-find-a-role-at-the-office.html 

Kraaijenbrink, J., Spender, J. C., & Groen, A. (2010). The Resource-Based View: A Review and 
Assessment of Its Critiques. Journal of Management, 36(1), 349-372.  

Kramer, J., & Magee, J. (2007). Self-Managed Systems: an Architectural Challenge.  Future of 
Software Engineering (FOSE 2007). 

Krishnamurthy, R., Kaushik, R., & Naughton, J. (2003). XML-to-SQL Query Translation 
Literature: The State of the Art and Open Problems. In Z. Bellahsène, A. Chaudhri, E. 
Rahm, M. Rys & R. Unland (Eds.), Database and XML Technologies (Vol. 2824, pp. 1-
18): Springer Berlin Heidelberg. 

Krishnan, A., & Jones, S. (2005). TimeSpace: activity-based temporal visualisation of personal 
information spaces. Personal Ubiquitous Computing, 9(1), 46-65.  

Kuechler, W., & Vaishnavi, V. (2012). A Framework for Theory Development in Design Science 
Research: Multiple Perspectives. Journal of the Association for Information Systems, 
13(6).  

Kuhn, T. (1970). The Structure of Scientific Revolutions: University of Chicago Press, ISBN-
0226458040. 

http://www.forrester.com/rb/Research/state_of_collaboration_software_implementations_2011/q/id/58709/t/2
http://www.forrester.com/rb/Research/state_of_collaboration_software_implementations_2011/q/id/58709/t/2
http://www.nytimes.com/2011/09/23/technology/workers-own-cellphones-and-ipads-find-a-role-at-the-office.html
http://www.nytimes.com/2011/09/23/technology/workers-own-cellphones-and-ipads-find-a-role-at-the-office.html


 

 

281 

Kwan, M., & Balasubramanian, P. (2003). KnowledgeScope: managing knowledge in context. 
Decision Support Systems, 35(4), 467-486.  

L'Her, D., Buelow, H., Kasi, J., Deb, M., & Palvankar, P. (2009). Getting Started With Oracle 
SOA Suite 11g R1 – A Hands-On Tutorial: Pakt Publishing, ISBN-184719978X. 

Lai, P., & Manber, U. (1991). Flying through hypertext.  Proceedings of the third annual ACM 
conference on Hypertext, San Antonio, Texas, USA. 

Landes, D. S., Mokyr, J., & Baumol, W. J. (2010). The Invention of Enterprise: Entrepreneurship 
from Ancient Mesopotamia to Modern Times (The Kauffman Foundation Series on 
Innovation and Entrepreneurship): Princeton University Press, ISBN-0691143706. 

Langefors, B. (1980). Infological models and information user views. Information Systems, 5(1), 
17-32.  

Langer, E. J. (1989). Mindfulness: Addison-Wesely,  

Langley, A., Mintzberg, H., Pitcher, P., Posada, E., & Saint-Macary, J. (1995). Opening up 
Decision Making: The View from the Black Stool. Organization Science, 6(3), 260-279.  

Lansdale, M. W. (1988). The psychology of personal information management. Applied 
Ergonomics, 19(1), 55-66.  

Lazer, D., & Friedman, A. (2007). The Network Structure of Exploration and Exploitation. 
Administrative Science Quarterly, 52(4).  

Lee, A., & Baskerville, R. (2003). Generalizing Generalizability in Information Systems 
Research. Information Systems Research, 14(3), 221-243.  

Lee, A., & Nickerson, J. (2010). Theory As a Case of Design: Lessons for Design from the 
Philosophy of Science.  HICSS '10: Proceedings of the 2010 43rd Hawaii International 
Conference on System Sciences. 

Lee, J., & Myers, M. (2004). Dominant actors, political agendas, and strategic shifts over time: a 
critical ethnography of an enterprise systems implementation. The Journal of Strategic 
Information Systems, 13(4), 355-374.  

Lee, J., Wyner, G., & Pentland, B. (2008). Process Grammar as a Tool for Business Process 
Design. MIS Quarterly, 32(4).  

Leonardi, P., & Barley, S. (2008). Materiality and change: Challenges to building better theory 
about technology and organizing. Information and Organization, 18(3), 159-176.  

Lev, B., & Radhakrishnan, S. (2005). The Valuation of Organization Capital Measuring Capital 
in the New Economy (pp. 73-110): University of Chicago Press. 

Levinson, N., & Asahi, M. (1996). Cross-national alliances and interorganizational learning. 
Organizational Dynamics, 24(2), 50-63.  

Levinthal, D., & Rerup, C. (2006). Crossing an Apparent Chasm: Bridging Mindful and Less-
Mindful Perspectives on Organizational Learning. Organization Science, 17(4), 502-513.  



 

 

282 

Levy, S. (2011). In The Plex: How Google Thinks, Works, and Shapes Our Lives: Simon & 
Schuster, ISBN-1416596585. 

Liao, S.-H. (2003). Knowledge management technologies and applications--literature review 
from 1995 to 2002. Expert Systems with Applications, 25(2), 155-164.  

Ling, S.-k., & Tran, V. (2000). Mismatch between executing environments: issues in migrating 
distributed object applications to Web.  International Symposium on Distributed Objects 
and Applications (DOA'00). 

Liu, Y.-Y., Slotine, J.-J., & Barabasi, A.-L. (2011). Controllability of complex networks. Nature, 
473(7346), 167-173.  

Locke, E. (1999). Some Reservations about Social Capital. The Academy of Management 
Review, 24(1), 8-9.  

Loomis, M. E. S., Shah, A. V., & Rumbaugh, J. E. (1987). An Object Modeling Technique for 
Conceptual Design ECOOP’ 87 European Conference on Object-Oriented 
Programming, Lecture Notes in Computer Science (Vol. 276, pp. 192-202): Springer. 

Lorenz, J., Rauhut, H., Schweitzer, F., & Helbing, D. (2011). How social influence can 
undermine the wisdom of crowd effect. Proceedings of the National Academy of 
Sciences, 108(22), 9020-9025.  

Love, T. (2000). Philosophy of design: a meta-theoretical structure for design theory. Design 
Studies, 21(3), 293-313.  

Lyall, S., & Kulish, N. (2012). BBC Failures Show Limits of Guidelines - NYTimes.com. from 
http://www.nytimes.com/2012/11/15/world/europe/bbc-failures-show-limits-of-
guidelines.html 

MacLean, A., Young, R. M., & Moran, T. P. (1989). Design rationale: the argument behind the 
artifact.  Proceedings of the SIGCHI conference on Human factors in computing 
systems: Wings for the mind. 

Maier, R., Hädrich, T., & Peinl, R. (2009). Enterprise Knowledge Infrastructures: Springer, ISBN-
3540897674. 

Malhotra, A., Gosain, S., & El Sawy, O. (2007). Leveraging Standard Electronic Business 
Interfaces to Enable Adaptive Supply Chain Partnerships. Information Systems 
Research, 18(3), 260-279.  

March, S., & Storey, V. (2008). Design science in the information systems discipline: An 
introduction to the special issue on design science research. MIS Quarterly, 32(4).  

Marjanovic, O. (2005). Towards IS supported coordination in emergent business processes. 
Business Process Management Journal, 11(5), 476-487.  

Markus, L. (1983). Power, politics, and MIS implementation. Communications of the ACM, 
26(6), 430-444.  

Markus, L., Majchrzak, A., & Gasser, L. (2002). A Design Theory for Systems that Support 
Emergent Knowledge Processes. MIS Quarterly, 26(3), 179-212.  

http://www.nytimes.com/2012/11/15/world/europe/bbc-failures-show-limits-of-guidelines.html
http://www.nytimes.com/2012/11/15/world/europe/bbc-failures-show-limits-of-guidelines.html


 

 

283 

Martin, R. (2008). Clean Code: A Handbook of Agile Software Craftsmanship: Prentice Hall, 
ISBN-0132350882. 

Maurer, H. (1996). HyperWave - The Next Generation Web Solution: Addison Wesley Longman, 
ISBN-0-201-40346-3. 

McDermott, R. (1999). Why information technology inspired but cannot deliver knowledge 
management. California Management Review, 41(4), 103.  

McLean, B., & Elkind, P. (2004). The Smartest Guys in the Room: The Amazing Rise and 
Scandalous Fall of Enron: Portfolio Trade, ISBN-1591840538. 

Meyer, A., Frost, P., & Weick, K. (1998). The Organization Science Jazz Festival: Improvisation 
as a Metaphor for Organizing: Overture. Organization Science, 9(5), 540-542.  

Minsky, M. (1961). Steps toward Artificial Intelligence. Proceedings of the IRE, 49(1), 8-30.  

Mintzberg, H. (1979). The Structuring of Organizations: Prentice Hall, ISBN-0138552703. 

Mohrman, S., Finegold, D., & Mohrman, A. (2003). An empirical model of the organization 
knowledge system in new product development firms. Journal of Engineering and 
Technology Management, 20(1-2), 7-38.  

Moody, D., & Walsh, P. (1999). Measuring The Value Of Information: An Asset Valuation 
Approach.  Seventh European Conference on Information Systems (ECIS'99). 

Myers, M. (1999). Investigating information systems with ethnographic research. Commun. AIS, 
1.  

Myers, M. (2008). Integration of Different ERP Systems: The Case of Mergers and Acquisitions.  
Proceedings of the Pacific Asia Conference on Information Systems  

Nadiri, I. (1970). Some Approaches to the Theory and Measurement of Total Factor 
Productivity: A Survey. Journal of Economic Literature, 8(4).  

Neumann, E. (2005). A Life Science Semantic Web: Are We There Yet? Science Signaling, 
2005(283), pe22.  

Newell, S., Robertson, M., Scarbrough, H., & Swan, J. (2009). Managing Knowledge Work and 
Innovation, 2nd Edition: Palgrave Macmillan, ISBN-0230522017. 

Newton, E. (1990). Overconfidence in the Communication of Intent. Stanford University, 
Stanford, CA.    

Niehaves, B. (2007). On epistemological pluralism in design science. Scandinavian Journal of 
Information Systems, 19(2), 93-104.  

Nishiguchi, T. (1994). Strategic Industrial Sourcing: The Japanese Advantage: Oxford University 
Press, USA, ISBN-0195071093. 

Nonaka, I. (1994). A Dynamic Theory of Organizational Knowledge Creation. Organization 
Science, 5(1), 14-37.  



 

 

284 

Nonaka, I., & Takeuchi, H. (1995). The Knowledge-Creating Company : How Japanese 
Companies Create the Dynamics of Innovation: Oxford University Press, ISBN-
0195092694. 

Nunamaker, J., Chen, M., & Purdin, T. (1991). Systems Development in Information Systems 
Research. Journal of Management Information Systems, 7(3).  

O'Neil, E. (2008). Object/relational mapping 2008: hibernate and the entity data model (edm).  
Proceedings of the 2008 ACM SIGMOD international conference on Management of 
data, Vancouver, Canada. 

Odersky, M., Spoon, L., & Venners, B. (2011). Programming in Scala: A Comprehensive Step-
by-Step Guide, 2nd Edition: Artima Inc, ISBN-0981531644. 

Ophir, E., Nass, C., & Wagner, A. (2009). Cognitive control in media multitaskers. Proceedings 
of the National Academy of Sciences, 106(37), 15583-15587.  

Opyrchal, L., & Prakash, A. (1999). Efficient object serialization in Java. Austin, TX, USA. 

Orlikowski, W. (2002). Knowing in Practice: Enacting a Collective Capability in Distributed 
Organizing. Organization Science, 13(3), 249-273.  

Orlikowski, W. (2006). Material knowing: the scaffolding of human knowledgeability. European 
Journal of Information Systems, 15(5), 460-466.  

Orlikowski, W., & Barley, S. (2001). Technology and Institutions: What Can Research on 
Information Technology and Research on Organizations Learn from Each Other? MIS 
Quarterly, 25(2), 145-165.  

Orlikowski, W., & Iacono, S. (2001). Research Commentary: Desperately Seeking the "IT" in IT 
Research--A Call to Theorizing the IT Artifact. Information Systems Research, 12(2), 
121-134.  

Orlikowski, W., & Scott, S. (2008). Chapter 10: Sociomateriality: Challenging the Separation of 
Technology, Work and Organization. The Academy of Management Annals, 2, 433-474.  

Orr, J. (1986). Narratives at work: story telling as cooperative diagnostic activity.  CSCW '86: 
Proceedings of the 1986 ACM conference on Computer-supported cooperative work, 
Austin, Texas. 

Orr, J. (1996). Talking About Machines: An Ethnography of a Modern Job (Collection on 
Technology and Work): Cornell University Press, ISBN-0801483905. 

Özsu, T., & Valduriez, P. (2011). Principles of Distributed Database Systems: Springer, ISBN-
1441988335. 

Page, A., Johnston, K., & Rollison, B. (2008). How We Test Software at Microsoft: Microsoft 
Press, ISBN-0735624259. 

Park, J., & Sandhu, R. (2000). Secure cookies on the Web. Internet Computing, IEEE, 4(4), 36-
44.  

Parnas, D. L., & Clements, P. C. (1986). A rational design process: How and why to fake it. 
IEEE Transactions on Software Engineering, 12(2), 251-257.  



 

 

285 

Parnas, D. L., Shore, J., & Weiss, D. (1976). Abstract types defined as classes of variables. 
ACM SIGMOD Record, 8(2), 149-154.  

Paulson, L. (2007). Developers Shift to Dynamic Programming Languages. Computer, 40(2), 
12-15.  

Pava, C. (1983). Managing new office technology : an organizational strategy. London: Collier 
Macmillan, ISBN-0029249708. 

Pears, A., Seidman, S., Malmi, L., Mannila, L., Adams, E., Bennedsen, J., . . . Paterson, J. 
(2007). A survey of literature on the teaching of introductory programming.  Innovation 
and technology in computer science education (ITiCSE) (working group reports), 
Dundee, Scotland. 

Peffers, K., Tuunanen, T., Rothenberger, M., & Chatterjee, S. (2008). A Design Science 
Research Methodology for Information Systems Research. Journal of Management 
Information Systems, 24(3), 45-77.  

Pentland, B., & Feldman, M. (2005). Organizational routines as a unit of analysis. Industrial and 
Corporate Change, 14(5), 793-815.  

Pinch, T., & Bijker, W. (1987). The Social Construction of Facts and Artifacts: Or How the 
Sociology of Science and the Sociology of Technology Might Benefit Each Other. In W. 
E. Bijker, T. P. Hughes & T. J. Pinch (Eds.), The Social Construction of Technological 
Systems (pp. 17-50): The MIT Press. 

Plattner, H., & Zeier, A. (2012). In-Memory Data Management: Technology and Applications: 
Springer, ISBN-3642295746. 

Polanyi, M. (1966). The Tacit Dimension: Doubleday & Co Inc,  

Pollock, N., & Cornford, J. (2004). ERP systems and the university as a "unique" organisation. 
Information Technology & People, 31-52.  

Pollock, N., Williams, R., & D’Adderio, L. (2007). Global Software and its Provenance. Social 
Studies of Science, 37(2), 254-280.  

Polo, M., Reales, P., Piattini, M., & Ebert, C. (2013). Test Automation. IEEE Software, 30(1), 84-
89.  

Porter, B., & Ching, M. (2009). Apache Maven 2 Effective Implementation: Packt Publishing, 
ISBN-1847194540. 

Porter, M. (1986). Competition in Global Industries: Harvard Business Review Press, ISBN-
0875841406. 

Portougal, V., & Sundaram, D. (2006). Business Processes: Operational solutions for SAP 
implementation: IRM Press,  

Powell, W., & Grodal, S. (2005). Networks of Innovators. In J. Fagerberg, D. Mowery & R. 
Nelson (Eds.), The Oxford handbook of innovation (pp. 56-85): Oxford University Press. 



 

 

286 

Powell, W., Koput, K., & Doerr, L. (1996). Interorganizational Collaboration and the Locus of 
Innovation: Networks of Learning in Biotechnology. Administrative Science Quarterly, 
41(1), 116-145.  

Powers, S., Weintraub, A., Brown, M., & Yakkundi, A. (2011). Plan Your ECM Strategy For 
Business, Persuasive, Transactional, And Foundational Needs. Retrieved from 
http://www.forrester.com/rb/Research/plan_ecm_strategy_for_business%2C_persuasive
%2C_transactional%2C/q/id/58949/t/2?src=RSS_2&#38;cm_mmc=Forrester-_-RSS-_-
Document-_-10 

Pratikakis, P., Spacco, J., & Hicks, M. (2004). Transparent proxies for java futures.  
Proceedings of the 19th annual ACM SIGPLAN conference on Object-oriented 
programming, systems, languages, and applications, Vancouver, BC, Canada. 

Pressman, R. (2009). Software Engineering: A Practitioner's Approach: McGraw-Hill 
Science/Engineering/Math, ISBN-0073375977. 

Pries-Heje, J., & Baskerville, R. (2008). The Design Theory Nexus. MIS Quarterly, 32(4), 731-
755.  

Pugh, K. (2011). Sharing Hidden {Know-How}: How Managers Solve Thorny Problems With the 
Knowledge Jam: Jossey-Bass, ISBN-0470876816. 

Purao, S. (2002). Design Research in the Technology of Information Systems: Truth or Dare. 
GSU Department of CIS Working Paper. Atlanta.  Retrieved from 
http://iris.nyit.edu/~kkhoo/Spring2008/Topics/DS/000DesignSc_TechISResearch-
2002.pdf 

Quan, D., Huynh, D., & Karger, D. (2003). Haystack: A Platform for Authoring End User 
Semantic Web Applications The SemanticWeb - ISWC 2003 (pp. 738-753). 

Rabitti, F., Bertino, E., Kim, W., & Woelk, D. (1991). A model of authorization for next-
generation database systems. ACM Transactions on Database Systems, 16(1), 88-131.  

Ram, K. (2013). git can facilitate greater reproducibility and increased transparency in science. 
Source Code for Biology and Medicine, 8(1), 7.  

Rapp, F. (1981). Analytical Philosophy of Technology: Kluwer Academic Publishers,  

Rashid, M., Hossain, L., & Patrick, J. (2002). The evolution of ERP Systems: A historical 
perspective. Enterprise Resource Planning: Global opportunities & challenges.  

Reagans, R., & McEvily, B. (2003). Network Structure and Knowledge Transfer: The Effects of 
Cohesion and Range. Administrative Science Quarterly, 48(2), 240-267.  

Reed, R., & DeFillippi, R. (1990). Causal Ambiguity, Barriers to Imitation, and Sustainable 
Competitive Advantage. Academy of Management Review, 15(1).  

Rohde, M. (2009). An Integrated Collaboration Platform for Sustainable Development: Project 
Proposal and Initial Exploration.  Proceedings of the 44th Annual Conference of the 
Operations Research Society of New Zealand (ORSNZ09). 

http://www.forrester.com/rb/Research/plan_ecm_strategy_for_business%2C_persuasive%2C_transactional%2C/q/id/58949/t/2?src=RSS_2&#38;cm_mmc=Forrester-_-RSS-_-Document-_-10
http://www.forrester.com/rb/Research/plan_ecm_strategy_for_business%2C_persuasive%2C_transactional%2C/q/id/58949/t/2?src=RSS_2&#38;cm_mmc=Forrester-_-RSS-_-Document-_-10
http://www.forrester.com/rb/Research/plan_ecm_strategy_for_business%2C_persuasive%2C_transactional%2C/q/id/58949/t/2?src=RSS_2&#38;cm_mmc=Forrester-_-RSS-_-Document-_-10
http://iris.nyit.edu/~kkhoo/Spring2008/Topics/DS/000DesignSc_TechISResearch-2002.pdf
http://iris.nyit.edu/~kkhoo/Spring2008/Topics/DS/000DesignSc_TechISResearch-2002.pdf


 

 

287 

Rohde, M. (2010a). Knowledge Between Context and Capability: Towards Seamless 
Knowledge Management.  The Inaugural New Zealand Information Systems Doctoral 
Conference (NZISDC 2010). 

Rohde, M. (2010b). Next Generation Knowledge Networks: A Design Science Approach.  
Doctoral Consortium Proceedings of the 14th Pacific Asia Conference on Information 
Systems. 

Rohde, M., & Sundaram, D. (2010a). Challenges in Knowledge Management.  Proceedings of 
the 16th Americas Conference on Information Systems (AMCIS 2010), Lima, Peru. 

Rohde, M., & Sundaram, D. (2010b). Knowledge between Capability and Enactment: Towards 
Dynamic Knowledge Potentials.  Second International Conference on Information, 
Process, and Knowledge Management (eKNOW '10)  

Rohde, M., & Sundaram, D. (2010c). Knowledge Composition: Theory, Architecture and 
Implementation.  Second International Conference on Information, Process, and 
Knowledge Management (eKNOW '10)  

Rohde, M., & Sundaram, D. (2011a). Information Intensive Systems: Enabler or Inhibitor of 
Sustained Knowledge Capability.  Proceedings of The 12th European Conference on 
Knowledge Management (ECKM), University of Passau, Passau, Germany. 

Rohde, M., & Sundaram, D. (2011b). Innovating on a Dime: Design Science for Small Teams.  
Proceedings of European Conference on Information Systems, Helsinki, Finland. 

Rohde, M., & Sundaram, D. (2011c). Knowledge Orchestration for Sustained Competitive 
Advantage.  Proceedings of the 44th Hawaii International Conference on System 
Sciences (HICSS-44). 

Rohde, M., & Sundaram, D. (2011d). Towards a Network-based Design Framework for 
Knowledge Systems.  Proceedings of the 44th Hawaii International Conference on 
System Sciences (HICSS-44). 

Rohde, M., & Sundaram, D. (2012). The Crux of Knowledge Management: Four Discordances 
for Emergent Knowledge and Organizational Information Technology.  European, 
Mediterranean & Middle Eastern Conference on Information Systems (EMCIS). 

Rohloff, K., Dean, M., Emmons, I., Ryder, D., & Sumner, J. (2007). An Evaluation of Triple-Store 
Technologies for Large Data Stores.  On the Move to Meaningful Internet Systems 2007: 
OTM 2007 Workshops. 

Roos, R. (2002). Java Data Objects: Pearson Education, ISBN-0321123808. 

Rosenman, M. F. (2002). Serendipity and scientific discovery. In R. D. Norton (Ed.), Creativity 
and Leadership in the 21st Century Firm (pp. 187-193): JAI Press. 

Rubenstein-Montano, B., Liebowitz, J., Buchwalter, J., McCaw, D., Newman, B., Rebeck, K., & 
The Knowledge Management Methodology, T. (2001). A systems thinking framework for 
knowledge management. Decision Support Systems, 31(1), 5-16.  

Rumbaugh, J., Blaha, M., Lorensen, W., Eddy, F., & Premerlani, W. (1990). Object-Oriented 
Modeling and Design: Prentice-Hall, ISBN-0136298419. 



 

 

288 

Rumbaugh, J., Jacobson, I., & Booch, G. (1999). The Unified Modeling Language Reference 
Manual: Addison-Wesley Professional, ISBN-020130998X. 

Sage, A. P. (1991). Chapter 6: Information Processing in Individuals and Organizations Decision 
Support Systems Engineering (pp. 205-262): John Wiley & Sons. 

Samuelson, W., & Zeckhauser, R. (1988). Status quo bias in decision making. Journal of Risk 
and Uncertainty, 1(1), 7-59.  

Sandhu, R. S., & Samarati, P. (1994). Access control: principle and practice. IEEE 
Communications Magazine, 32(9), 40-48.  

Sapir, J. (2009). Power in the Cloud : Using Cloud Computing to Build Information Systems at 
the Edge of Chaos: Meghan-Kiffer Press, ISBN-0929652312. 

Sapsed, J., & Salter, A. (2004). Postcards from the Edge: Local Communities, Global Programs 
and Boundary Objects. Organization Studies, 25(9), 1515-1534.  

Scarbrough, H. (1999). Knowledge as Work: Conflicts in the Management of Knowledge 
Workers. Technology Analysis & Strategic Management, 11(1), 5-16.  

Schadler, T., Bernoff, J., Brown, M., & Yakkundi, A. (2010). The HERO Index: Finding 
Empowered Employees – An Empowered Report: Forrester. Retrieved from 
http://www.forrester.com/The+HERO+Index+Finding+Empowered+Employees/fulltext/-
/E-RES57122 

Schadler, T., Keitt, T. J., Karcher, P., Koplowitz, R., Walters, T., Sweeney, S., . . . Martyn, H. 
(2011). The State Of Workforce Technology Adoption: US Benchmark 2011. Retrieved 
from 
http://www.forrester.com/rb/Research/state_of_workforce_technology_adoption_us_ben
chmark/q/id/60894/t/2 

Schenk, K. D., Vitalari, N., & Davis, S. (1998). Differences between Novice and Expert Systems 
Analysts: What Do We Know and What Do We Do? Journal of Management Information 
Systems, 15(1).  

Schwartz, B., Zaitsev, P., & Tkachenko, V. (2012). High Performance MySQL: Optimization, 
Backups, and Replication: O'Reilly Media, ISBN-1449314287. 

Scott-Morton, M. (1991). The Corporation of the 1990s: Information Technology and 
Organizational Transformation: Oxford University Press, USA, ISBN-0195063589. 

Scott, J., & Vessey, I. (2002). Managing risks in enterprise systems implementations. 
Communications of the ACM, 45(4), 74-81.  

Scott, S. V., & Wagner, E. L. (2003). Networks, negotiations, and new times: the implementation 
of enterprise resource planning into an academic administration. Information and 
Organization, 13(4), 285-313.  

Sein, M., Henfridsson, O., Purao, S., Rossi, M., & Lindgren, R. (2011). Action Design Research. 
MIS Quarterly, 35(2).  

Sellen, A., & Whittaker, S. (2010). Beyond total capture: a constructive critique of lifelogging. 
Communications of the ACM, 53(5), 70-77.  

http://www.forrester.com/The+HERO+Index+Finding+Empowered+Employees/fulltext/-/E-RES57122
http://www.forrester.com/The+HERO+Index+Finding+Empowered+Employees/fulltext/-/E-RES57122
http://www.forrester.com/rb/Research/state_of_workforce_technology_adoption_us_benchmark/q/id/60894/t/2
http://www.forrester.com/rb/Research/state_of_workforce_technology_adoption_us_benchmark/q/id/60894/t/2


 

 

289 

Sewell, G., & Wilkinson, B. (1992). `Someone to Watch Over Me': Surveillance, Discipline and 
the Just-in-Time Labour Process. Sociology, 26(2), 271-289.  

Shadbolt, N., Hall, W., & Berners-Lee, T. (2006). The Semantic Web Revisited. IEEE Intelligent 
Systems, 21(3), 96-101.  

Shafiei, F., & Sundaram, D. (2004). Multi-enterprise collaborative enterprise resource planning 
and decision support systems.  Proceedings of the 37th Annual Hawaii International 
Conference on System Sciences. 

Shafiei, F., Sundaram, D., & Piramuthu, S. (2009). Implementing a Multi-Enterprise 
Collaborative DSS.  1st Workshop on Service-Oriented Business Networks and 
Ecosystems 2009 - SOBNE '09. 

Shannon, C. E. (1948). A Mathematical Theory of Communication. Bell System Technical 
Journal, 19, 379-423.  

Sheffield, J. (2005). Systemic knowledge and the V-model. International Journal of Business 
Information Systems, 1(1/2), 83-101.  

Shirazi, J. (2000). Java performance tuning: O'Reilly & Associates, Inc.,  

Sia, S., & Soh, C. (2007). An assessment of packageorganisation misalignment: institutional 
and ontological structures. European Journal of Information Systems, 16(5), 568-583.  

Simon, H. (1979). Rational Decision Making in Business Organizations. The American 
Economic Review, 69(4), 493-513.  

Simon, H. (1987). Making Management Decisions: The Role of Intuition and Emotion. The 
Academy of Management Executive (1987), 1(1), 57-64.  

Simon, H. (1996). The Sciences of the Artificial - 3rd Edition: The MIT Press, ISBN-
0262691914. 

Simonin, B. (1999). Ambiguity and the process of knowledge transfer in strategic alliances. 
Strategic Management Journal, 20(7), 595-623.  

Smart, J. (2008). Java Power Tools: O'Reilly Media, ISBN-0596527934. 

Smith, J., & Powell, W. (2004). Knowledge Networks as Channels and Conduits: The Effects of 
Spillovers in the Boston Biotechnology Community. Organization Science, 15(1), 5-21.  

Sowa, J. (1999). Knowledge Representation: Logical, Philosophical, and Computational 
Foundations: Course Technology, ISBN-0534949657. 

Sparrow, B., Liu, J., & Wegner, D. (2011). Google Effects on Memory: Cognitive Consequences 
of Having Information at Our Fingertips. Science, 333(6043), 776-778.  

Spender, J. C., & Grant, R. (1996). Knowledge and the Firm: Overview. Strategic Management 
Journal, 17, 5-9.  

Sprague, R. (1980). A Framework for the Development of Decision Support Systems. MIS 
Quarterly, 4(4).  



 

 

290 

Stamper, R., Liu, K., Hafkamp, M., & Ades, Y. (2000). Understanding the Roles of Signs and 
Norms in Organisations. Journal of Behaviour & Information Technology, 19(1), 15-27.  

Star, S., & Griesemer, J. (1989). Institutional Ecology, 'Translations' and Boundary Objects: 
Amateurs and Professionals in Berkeley's Museum of Vertebrate Zoology, 1907-39. 
Social Studies of Science, 19(3), 387-420.  

Starbuck, W. (1992). Learning by knowledge-intensive firms. Journal of Management Studies, 
29(6), 713-740.  

Stein, E., & Zwass, V. (1995). Actualizing Organizational Memory with Information Systems. 
Information Systems Research, 6(2), 85-117.  

Stein, L. (2003). Integrating biological databases. Nature reviews. Genetics, 4(5), 337-345.  

Steininger, K., Riedl, R., Roithmayr, F., & Mertens, P. (2009). Moden und Trends in 
Wirtschaftsinformatik und Information Systems. Wirtschaftsinformatik, 51(6), 478-495.  

Stenmark, D., & Lindgren, R. (2004). Integrating knowledge management systems with 
everyday work: design principles leveraging user practice.  Proceedings of the 37th 
Annual Hawaii International Conference on System Sciences, 2004., Big Island, HI, 
USA. 

Sternberg, R. (2000). Images of Mindfulness. Journal of Social Issues, 56(1), 11-26.  

Stonebraker, M. (2010). SQL databases v. NoSQL databases. Communications of the ACM, 
53(4), 10-11.  

Stoner, J. A. F. (1961). A comparison of individual and group decisions involving risk. Doctoral 
Thesis, Massachusetts Institute of Technology.    

Straub, D. (2009). Creating Blue Oceans of Thought Via Highly Citable Articles. MIS Quarterly, 
33(4).  

Straub, D., & Ang, S. (2008). Readability and the Relevance Versus Rigor Debate. MIS 
Quarterly, 32(4).  

Swan, J., Newell, S., Scarbrough, H., & Hislop, D. (1999). Knowledge management and 
innovation: networks and networking. Journal of Knowledge Management, 3(4), 262-
275.  

Swanson, B., & Ramiller, N. (2004). Innovating Mindfully with Information Technology. MIS 
Quarterly, 28(4), 553-583.  

Swartout, P. (2012). Continuous Delivery and DevOps: A Quickstart guide: Packt Publishing, 
ISBN-1849693684. 

Tanriverdi, H. (2005). Information Technology Relatedness Knowledge Management Capability, 
and Performance of Multibusiness Firms. MIS Quarterly, 29(2).  

Taylor, F. W. (1911). The Principles of Scientific Management: Harper,  

Teece, D. (1986). Profiting from technological innovation: Implications for integration, 
collaboration, licensing and public policy. Research Policy, 15(6), 285-305.  



 

 

291 

Thane, H., & Hansson, H. (1999). Towards systematic testing of distributed real-time systems.  
Proceedings of the 20th IEEE Real-Time Systems Symposium. 

Thiemann, P. (2005). Towards a Type System for Analyzing JavaScript Programs. In M. Sagiv 
(Ed.), Programming Languages and Systems (Vol. 3444, pp. 408-422): Springer Berlin 
Heidelberg. 

Thompson, M. P. A., & Walsham, G. (2004). Placing Knowledge Management in Context. 
Journal of Management Studies, 41(5), 725-747.  

Thompson, S. (2011). Haskell: The Craft of Functional Programming (3rd Edition) (International 
Computer Science Series): Addison-Wesley Professional, ISBN-0201882957. 

Tilkov, S., & Vinoski, S. (2010). Node.js: Using JavaScript to Build High-Performance Network 
Programs. Internet Computing, IEEE, 14(6), 80-83.  

Tiwana, A. (2002). The Knowledge Management Toolkit: Orchestrating IT, Strategy, and 
Knowledge Platforms (2nd Edition): Prentice Hall PTR, ISBN-013009224X. 

Tsai, W.-T., Fan, C., Chen, Y., Paul, R., & Chung, J.-Y. (2006). Architecture classification for 
SOA-based applications.  Object and Component-Oriented Real-Time Distributed 
Computing, 2006. ISORC 2006. Ninth IEEE International Symposium on. 

Tsai, W. (2001). Knowledge Transfer in Intraorganizational Networks: Effects of Network 
Position and Absorptive Capacity on Business Unit Innovation and Performance. The 
Academy of Management Journal, 44(5), 996-1004.  

Tuomi, I. (1999). Data Is More than Knowledge: Implications of the Reversed Knowledge 
Hierarchy for Knowledge Management and Organizational Memory. Journal of 
Management Information Systems, 16(3), 103-117.  

Tyre, M., & Orlikowski, W. (1994). Windows of Opportunity: Temporal Patterns of Technological 
Adaptation in Organizations. Organization Science, 5(1), 98-118.  

Unger, T., & Bauer, T. (2008). Towards a Standardized Task Management. In M. Bichler, T. 
Hess, H. Krcmar, U. Lechner, F. Matthes, A. Picot, B. Speitkamp & P. Wolf (Eds.), 
Multikonferenz Wirtschaftsinformatik: GITO-Verlag. 

van der Aalst, W., & van Hee, K. (2002). Workflow Management: Models, Methods, and 
Systems (Cooperative Information Systems): The MIT Press, ISBN-0262720469. 

van Zolingen, S. J., Streumer, J. N., & Stooker, M. (2001). Problems in Knowledge 
Management: A Case Study of a Knowledge-Intensive Company. International Journal 
of Training and Development, 5(3), 168-184.  

Volberda, H. (1996). Toward the Flexible Form: How to Remain Vital in Hypercompetitive 
Environments. Organization Science, 7(4).  

Von Bertalanffy, L. (1976). General System Theory: Foundations, Development, Applications: 
George Braziller, ISBN-0807604534. 

Wagner, E., & Newell, S. (2004). 'Best? for whom': the tension between 'best practice' ERP 
packages and diverse epistemic cultures in a university context. The Journal of Strategic 
Information Systems, 13(4), 305-328.  



 

 

292 

Wagner, E., Scott, S., & Galliers, R. (2006). The creation of ‘best practice’ software: Myth, 
reality and ethics. Information and Organization, 16(3), 251-275.  

Walls, C. (2009). Modular Java: Creating Flexible Applications with Osgi and Spring (Pragmatic 
Programmers): Pragmatic Bookshelf, ISBN-1934356409. 

Walls, J., Widmeyer, G., & El-Sawy, O. A. (1992). Building an Information System Design 
Theory for Vigilant EIS. Information Systems Research, 3(1), 36-59.  

Walsham, G. (2001). Knowledge Management: The Benefits and Limitations of Computer 
Systems. European Management Journal, 19(6), 599-608.  

Watson, H., Jr, & Koh, C. (1991). Executive Information Systems: A Framework for 
Development and a Survey of Current Practices. MIS Quarterly, 15(1).  

Weber, M. (1922). Wirtschaft und Gesellschaft: Tübingen, Mohr,  

Weick, K. (1976). Educational Organizations as Loosely Coupled Systems. Administrative 
Science Quarterly, 21(1), 1-19.  

Weick, K. (1979). The social psychology of organizing: Addison-Wesley Pub. Co.,  

Weick, K. (1998). Introductory Essay: Improvisation as a Mindset for Organizational Analysis. 
Organization Science, 9(5), 543-555.  

Weick, K., & Roberts, K. (1993). Collective Mind in Organizations: Heedful Interrelating on Flight 
Decks. Administrative Science Quarterly, 38(3), 357-381.  

Weick, K., & Sutcliffe, K. (2006). Mindfulness and the Quality of Organizational Attention. 
Organization Science, 17(4), 514-524.  

Weick, K. E., Sutcliffe, K. M., & Obstfeld, D. (1999). Organizing for high reliability: Processes of 
collective mindfulness. Research in organizational behavior, 21, 23-81.  

White, S. A. (2004). Process modeling notations and workflow patterns. In L. Fischer (Ed.), The 
Workflow Handbook: Future Strategies Inc. 

Whittaker, J., Arbon, J., & Carollo, J. (2012). How Google Tests Software: Addison-Wesley 
Professional, ISBN-0321803027. 

Whittaker, S., & Sidner, C. (1996). Email overload: exploring personal information management 
of email.  CHI '96: Proceedings of the SIGCHI conference on Human factors in 
computing systems, Vancouver, British Columbia, Canada. 

Whyte, J., Ewenstein, B., Hales, M., & Tidd, J. (2008). Managing Knowledge Representation in 
Design. In H. Scarbrough (Ed.), The evolution of business knowledge (pp. 189-214): 
Oxford University Press. 

Winter, S., & Szulanski, G. (2001). Replication as Strategy. Organization Science, 12(6), 730-
743.  

Yoo, Y. (2010). Computing in everyday life: A call for research on experiential computing. MIS 
Quarterly, 34(2).  



 

 

293 

Zimmermann, H. (1980). OSI Reference Model--The ISO Model of Architecture for Open 
Systems Interconnection. Communications, IEEE Transactions on, 28(4), 425-432.  

 

 


	Abstract
	Table of Contents
	Detailed Table of Contents
	Tag Cloud
	Acknowledgements
	1 Introduction
	1.1.1. Practical Problems
	1.1.2. Research Issues
	1.1.3. Research Objectives
	1.1.4. Contributions
	1.1.5. Organization of the Thesis

	2 Literature Review
	2.1. Knowledge-driven Organizations
	2.1.1. Definition
	2.1.2. Strategic Challenges
	2.1.3. Key Competencies to Meet Challenges
	2.1.3.1. Sustain Competitive Advantage in Versatile Markets
	2.1.3.2. Mindfulness in a Complex Environment
	2.1.3.3. Orchestration of a Complex Network of Partners
	2.1.3.4. Empowerment in New Employment Relations

	2.1.4. Strategic IT Problems in Realizing Competencies
	2.1.4.1. Simplistic Information for Contextual Knowledge
	2.1.4.2. Restrictive Systems for Emergent Routines
	2.1.4.3. Fragmented Systems for Inter-Organizational Problems
	2.1.4.4. Underutilization and Unintended Use of Tools

	2.1.5. Research Issues
	2.1.5.1. Discordant Nature of Knowledge and Information
	2.1.5.2. Discordant Nature of Organizational Routines and Information Systems
	2.1.5.3. Discordant IT Standards across Organizations
	2.1.5.4. Discordance of Intended and Actual Use of Advanced IT Tools


	2.2. Research Opportunities and Objectives
	2.2.1. Research Opportunities
	2.2.1.1. Shortcomings of Existing Technology
	2.2.1.2. Identified Issues Seldom Considered in a Holistic Fashion

	2.2.2. Research Objectives


	3 Methodology
	3.1. Design-oriented Methodologies in Information Systems
	3.1.1. Philosophical Perspectives
	3.1.2. Guidelines and Requirements
	3.1.3. Frameworks and Processes

	3.2. Methodological Challenges and Opportunities
	3.2.1. Consideration of Social and Technological World
	3.2.2. Rigor in the Unpredictable Search Process of Design
	3.2.3. Divergent Requirements of Research and Practice

	3.3. Research Design
	3.3.1. Philosophical Perspective
	3.3.2. Guidelines
	3.3.3. Framework
	3.3.3.1. Theory Building and Observation
	3.3.3.2. Immersive Systems Development
	3.3.3.3. Evaluation
	3.3.3.4. Dissemination
	3.3.3.5. Validation

	3.3.4. Process


	4 Design: Assumptions and Guidelines
	4.1. Focus and Objectives
	4.2. No Data is an Island
	4.3. Order and Chaos
	4.4. Fluid Integration
	4.5. Rapid Adaptation
	4.6. Discussion and Conclusion

	5 Design: Demonstration
	5.1. Focus and Objectives
	Provide Scenario Context
	Demonstrate
	Illustrate
	Provide Code
	List Features
	Discuss Solution Context

	5.2. Demonstrations
	5.2.1. Hello, World!
	5.2.1.1. Illustrations
	5.2.1.2. Features
	Cross-Platform Graph Database
	Cross-Platform Graph Database API

	5.2.1.3. Solution Context
	Cross-Platform Graph Databases
	Cross-Platform Graph Database API


	5.2.2. Add Data Types
	5.2.2.1. Illustrations
	5.2.2.2. Features
	Data Types
	Properties
	Data Types and Properties as First Class Data

	5.2.2.3. Solution Context
	Data Types
	Properties
	Data Types and Properties as First Class Data


	5.2.3. Add Web UI (JQuery)
	5.2.3.1. Illustrations
	5.2.3.2. Features
	5.2.3.3. Solution Context

	5.2.4. Add Persistence
	5.2.4.1. Illustrations
	5.2.4.2. Features
	Object Persistence
	Object Identity Allocation
	Cloud Storage Service
	Cloud Storage Service Client

	5.2.4.3. Solution Context
	Object Persistence
	Object Identity Allocation
	Cloud Storage Service
	Cloud Storage Service Client


	5.2.5. Add Synchronization
	5.2.5.1. Illustrations
	5.2.5.2. Features
	Graph Synchronization
	Cross-Application Data Reference
	Look-ahead Graph Traversal

	5.2.5.3. Solution Context
	Graph Synchronization
	Cross-Application Data Reference
	‘Look-ahead’ Graph Traversal


	5.2.6. Add Authorization
	5.2.6.1. Illustrations
	5.2.6.2. Features
	Per-Node Authorization
	Authorization Meta-Data as First Class Data

	5.2.6.3. Solution Context
	Per-Node Authorization
	Authorization Meta-Data as First Class Data


	5.2.7. Add User Management
	5.2.7.1. Illustrations
	5.2.7.2. Features
	Application Management
	User Registration
	User Authentication
	User Data Management

	5.2.7.3. Solution Context
	Application Management
	User Registration
	User Authorization
	User Data Management


	5.2.8. Add Encryption
	5.2.8.1. Illustrations
	5.2.8.2. Features
	Encrypted Graph Synchronization

	5.2.8.3. Solution Context
	Encrypted Graph Synchronization


	5.2.9. Add Desktop UI (Java Swing)
	5.2.9.1. Illustrations
	5.2.9.2. Features
	Cross-Platform Value Conversion
	Cross-Platform Graph Synchronization

	5.2.9.3. Solution Context
	Cross-Platform Value Conversion
	Cross-Platform Graph Synchronization


	5.2.10. Add Test Automation
	5.2.10.1. Illustrations
	5.2.10.2. Features
	Fluent Integration of Local and Cloud-based Data

	5.2.10.3. Solution Context
	Fluent Integration of Local and Cloud-based Data



	5.3. Discussion and Conclusion

	6 Design: Conceptual Foundations, Architecture and Implementation
	6.1. Conceptual Foundations
	6.1.1. Data Model
	6.1.2. Visual Modeling Language
	6.1.3. Design Patterns

	6.2. Development Environment
	6.2.1. Programming Languages
	6.2.2. Source Code Management
	6.2.3. Module and Dependency Management
	6.2.4. Source-to-Source Compilation

	6.3. Architecture
	Kernel: Object
	Kernel: Persistence
	Kernel: Versioning
	Synchronization
	Communication
	Interface

	6.4. Implementation
	6.4.1. Kernel: Object
	6.4.1.1. Key Modules
	6.4.1.2. Key Interfaces and Classes

	6.4.2. Kernel: Persistence
	6.4.2.1. Key Modules
	6.4.2.2. Key Interfaces and Classes

	6.4.3. Kernel: Versioning
	6.4.3.1. Key Modules
	6.4.3.2. Key Interface and Classes

	6.4.4. Synchronization
	6.4.4.1. Key Modules
	6.4.4.2. Key Interfaces and Classes

	6.4.5. Communication
	6.4.5.1. Key Modules
	6.4.5.2. Key Interfaces and Classes

	6.4.6. Interface: Client API
	6.4.6.1. Key Modules
	6.4.6.2. Key Interfaces and Classes

	6.4.7. Interface: Cloud Services
	6.4.7.1. Hyperdata Storage and RPC Server
	6.4.7.2. Authorization
	6.4.7.3. User and Identity Management
	6.4.7.4. Identity Allocation
	6.4.7.5. Web Server
	6.4.7.6. Monitoring and Maintenance


	6.5. Discussion and Conclusion
	6.5.1. Benefits for Applications
	Testable
	Responsive
	Typed
	Extensible
	Portable
	Modular
	Scalable
	Connected
	Compact

	6.5.2. Benefits for Organizations
	Enriched Information
	Flexible
	Open
	Productive

	6.5.3. Trade-offs and Limitations


	7 Design: Evaluation
	7.1. Automated Software Testing
	7.1.1. Unit Tests
	7.1.2. Integration Tests
	7.1.3. System Tests
	7.1.4. Acceptance Tests
	7.1.5. Operations Tests

	7.2. Evaluative Application Development
	7.2.1. Linnk Knowledge Composition Environment
	7.2.2. onedb User Management
	7.2.3. Nodejump
	7.2.4. Textsync
	7.2.5. Web Time Reporter
	7.2.6. Vision to Action
	7.2.7. Appjangle Showcase

	7.3. Discussion and Conclusion
	7.3.1. Enabled and Illustrated Benefits
	All Testing Types <-> Testable
	Applications <-> Extensible
	Applications <-> Enriched Information, Open
	Applications <-> Productive, Flexible
	Vision to Action <-> Compact
	Appjangle Showcase <-> Responsive

	7.3.2. Overarching Benefits: Support for Guidelines
	7.3.2.1. No Data is an Island
	7.3.2.2. Order and Chaos
	7.3.2.3. Fluid Integration
	7.3.2.4. Rapid Adaptation

	7.3.3. Trade-offs and Limitations
	Relational
	Object-oriented
	Semantic Web
	Web



	8 Design: Dissemination
	8.1. Obtain Academic Feedback
	The Crux of Knowledge Management
	Information Intensive Systems
	Innovating on a Dime

	8.2. Design for Dissemination
	Simplicity
	Generalizability
	Adoptability

	8.3. Engage Practitioners
	8.3.1. Weblog
	8.3.2. Web Portals
	8.3.3. Free Services and Downloads
	8.3.4. Trial Projects

	8.4. Discussion and Conclusion
	8.4.1. Limitations
	8.4.2. Research Validity
	Observation and Theory Building
	Immersive System Development
	Evaluation
	Dissemination



	9 Conclusion
	9.1. Overview of the Thesis
	9.1.1. Problems, Issues and Research Objectives
	9.1.2. Methodology
	9.1.3. Design Assumptions and Guidelines
	9.1.4. Design and Implementation
	9.1.5. Evaluation Mechanisms
	9.1.6. Dissemination Strategies
	9.1.7. Realization of Guidelines
	9.1.8. Trade-offs and Limitations

	9.2. Contributions
	9.3. Limitations and Future Research

	Appendix A: Locations of Source Code for Demonstrations
	Appendix B: Hyperdata Modelling Language Reference
	Rules for Nodes
	Rules for Connection

	Appendix C: Hyperdata Pattern
	Hyperdata Types
	Hyperdata Properties
	Hyperdata Referential Properties

	Appendix D: Example Maven Module Definition
	Appendix E: Example OSGi Bundle Definition
	Appendix F: Selected Interfaces in Appjangle Platform
	Appendix G: Example Integration Test Case
	Appendix H: Example System Test Case
	Appendix I: Example Operations Test
	References
	coversheet.pdf
	http://researchspace.auckland.ac.nz
	ResearchSpace@Auckland
	Copyright Statement
	General copyright and disclaimer




