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Abstract

Hyperspectral imaging provides access to characteristic material spectra in a way not possible

with standard trichromatic imaging, although relatively little has been done to exploit these data

outside of remote sensing applications. In our efforts to build a hyperspectral skin detection

system, several new problems were identified that had not previously been adequately addressed,

suggesting that routine use of spectral imaging techniques in terrestrial (earth-based) applications

is non-trivial. Previously inconsequential artefacts, such as shadowing, become extremely signifi-

cant when imposing the requirement for quantitative data. A large part of this research project

has been the development of methods to enable accurate and reliable processing of hyperspectral

images in the terrestrial setting.

Unlike broadband trichromatic cameras, imaging spectrometers are inherently susceptible to chro-

matic aberration given their operational spectral range and narrowband resolution. We developed

an imaging spectrometer that produced optimally focused images at each wavelength band. Ad-

ditionally, the near infrared (NIR) Liquid Crystal Tuneable Filter (LCTF) used on this device was

found to contain extraneous transmission sidelobes at a subset of tuneable wavelengths, rendering

measurements at these wavelengths highly inaccurate. We present a novel and effective method

to recover accurate material reflectance using inverse methods.

Further to these equipment idiosyncrasies, shadowing and illumination variations, which present

significant challenges, but are often expediently ignored. A revised linear mixture model (LMM)

was developed to account for these variations and a collection of techniques capable of removing

these artefacts are presented. The efficacy and utility of these techniques are demonstrated on

real-world hyperspectral data.

Finally, a database of hyperspectral human skin images was constructed to assist the develop-

ment of skin detection techniques, and the challenges faced during its construction are discussed.

Preliminary analysis of these data has tied specific skin regions (e.g. nose, ears, lips and knees)

to distinct endmembers and reflectance histogram modes, and that the commonly-used Gaussian

random process model does not sufficiently characterise this spatial heterogeneity of skin. While

a successful method for skin detection was not established, the practical tools provided by this

research make significant contributions towards realising this goal.
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Chapter 1

Introduction

Mathematical techniques designed to process colour images have been in use for some time, but

comparatively little has been done to exploit the rich content of hyperspectral images outside

of remote sensing applications. The power of the spectral imaging approach is in its ability to

identify and discriminate features in both spatial and spectral domains, and many conventional

imaging applications could be improved using such technologies.

The original intention of this research was to develop an unsupervised human skin detection

system, with aid from techniques proven successful in the remote sensing literature. Other authors

have demonstrated promising results in various terrestrial-based applications, including:

– Artwork materials identification [1]

– Facial recognition [2, 3]

– Industrial materials sorting [4–6]

– Medical diagnostics [7–9]

– Forensic analysis [10, 11]

– Quality control [12, 13]

Accordingly, we were optimistic that the application of these techniques to skin detection would

be successful. However, during this research we encountered several novel problems not previously

addressed in the literature. This demonstrated that routine use of spectral imaging techniques in

a terrestrial setting is a non-trivial endeavour, and that further characterisation of these problems

was required to allow wider adoption of this technology. Therefore, this thesis primarily examines

the practical aspects of spectral image collection and calibration procedures, within the broader

context of developing a human skin detection system.

1
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An introduction to spectral imaging and associated analysis techniques is presented in this chapter,

followed by a review of human skin detection systems based on spectral analysis. Finally, the

original contributions provided in this thesis are summarised and the remaining chapters are

outlined.

1.1 Spectral Imaging

The electromagnetic (EM) spectrum is a continuum of electromagnetic radiation ordered by wave-

length. The Planck relation, E =
hc

λ
, connects energy E , wavelength λ, the speed of light c, and

Planck’s constant h. From this equation, we see that the spectrum is also ordered by energy. Hu-

mans can only directly sense a small band of EM radiation called the visible (or VIS) spectrum1,

which roughly spans from 400 nm to 700 nm [14].

When EM radiation and matter interact, radiant photons are generally reflected, absorbed or

transmitted by the material2. Transmitted photons can either pass through unaltered or they can

be refracted. Accurately describing these phenomena requires quantum electrodynamics; however,

a succinct explanation is that these macroscopic events are the product of submicroscopic photon

scattering. The interaction between a given photon stream and a material depends on a collection

of factors – these include the wavelength of the photons along with the physical properties of the

material, such as chemical composition and structure, density, and thickness [15].

Spectroscopy is the study of these interactions and comes in many forms, depending on the

mechanism of interest (e.g. reflectance, fluorescence, emission, etc.). This field has demonstrated

that materials will characteristically re-emit (transmit or reflect) or absorb photons as a function

of wavelength [16]. This behaviour forms the founding principle of spectral imaging analysis:

materials can be identified and differentiated based on non-invasive measurements. Typically3,

this is done using the materials’ reflectance functions in image processing applications. Reflectance

R(λ) can be considered to be a dimensionless wavelength-dependent fraction of incident EM flux

Φi(λ) to reflected flux Φr(λ) of a material: R(λ) =
Φi(λ)

Φr(λ)
.

1Humans have a limited sensitivity to infrared radiation, felt as heat.
2More exotic mechanisms, such as fluorescence, phosphorescence and sonoluminescence, have been ignored.
3Not all imaging applications utilise reflectance (or absorption). For example, infrared thermography measures

EM emissions and medical radiography collects x-rays transmitted through the human body.
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Figure 1.1: The shape of a material’s reflectance spectrum is found to be distinct from those
of other materials, a property exploited by spectral imaging systems. Displayed here are the
spectra for green vegetation, dry vegetation and soil. Adapted from [17].

Although this definition overlooks some important parameters (revisited in Chapter 5), it is suf-

ficient to convey the primary operating principle of spectral imaging. The shape4 of a material’s

reflectance spectrum contains characteristic features, such as peaks and troughs, that are de-

termined by the composition of that material. These features are exploited for the purposes of

identification and classification. Figure 1.1 provides examples of reflectance spectra for different

materials. However, these plots are slightly misleading. In practice, multiple spectral measure-

ments of the same material are never identical, even under controlled laboratory conditions. These

variations stem from many different mechanisms, such as uncompensated sensor artefacts, sensor

and illuminant relative geometry, surface structure variations, and colour fading [17]. Despite this

setback, the observed spectral variability is largely restricted to signal amplitude and the spectral

shape is generally maintained. Accordingly, many processing algorithms prioritise spectral shape

features over amplitude values.

4Sometimes referred to as spectral signatures.
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1.1.1 Trichromatic Imaging

To appreciate the spectral imaging approach, it is helpful to first review traditional (and familiar)

trichromatic imaging systems. Each pixel in a trichromatic image contains three spectral compo-

nents, corresponding to the red, green and blue (RGB) portions of the visible spectrum. Digital

trichromatic imaging systems are composed of two main elements: an objective optical element,

which produces a two-dimensional (2D) image of a scene; and an optoelectronic sensor array, to

convert the incident photons to an electrical signal.

The sensor elements integrate photons across all wavelengths with varying quantum efficiency,

depending on the sensor type (e.g. Charge-coupled Device (CCD), Complementary Metal-oxide-

semiconductor (CMOS), etc); this efficiency defines the sensor’s operational range. Colour filter

arrays (CFAs) are placed on top of the sensor to restrict the range of wavelengths irradiating a

given pixel. The CFA contains three filter types (typically arranged in a Bayer mosaic), with each

filter transmitting only the red, green and blue portions of the visible spectrum respectively.

As each sensor element contains only one filter type, the values for the other two colours must

be interpolated (“de-mosaicked”) from neighbouring pixels. Thus, spatial resolution is traded for

spectral resolution. This is an inherent problem when sampling a three-dimensional (3D) space

using a two-dimensional sensor. The problem is exacerbated for spectral imaging systems as they

require much more spectral data; the techniques employed to collect these data are presented in

Chapter 2.

Trichromatic image data portray the hues apparent in a scene with sufficient accuracy for the

standard observer. The sampled spectra in these data are heavily influenced by the image forma-

tion process in the human eye. The retina is a tissue layer that lines the inner surface of the eye

and contains three types of photoreceptor cone cells5. Each cone cell has a unique spectral sensi-

tivity and the brain compares their signals to establish colour vision (displayed in Fig. 1.2). The

three filter types in the CFA, as well as the filters (or sources) used in colour display technologies,

are designed to match the spectral sensitivities of these cone cells. Spectral detail outside the

sensing range of these cells is imperceptible and thus not recorded.

5The retina also contains rods, a different type of photoreceptor cell, which dominate the visual experience in
low-light conditions (scotopic vision).
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Figure 1.2: The normalised absorption spectra of the three cone cell types (S, M and L) found
in the retina of the standard human observer. Adapted from [18].

These systems are sufficient for qualitative image analysis, although the spectral content is actually

very poor. Despite this deficiency, the human visual system is capable of effortlessly classifying

thousands of objects and surfaces. This ability is largely subconscious and is often disregarded, yet

it is of vital importance in everyday life. Using this information, we can make informed decisions

on how to interact with our surroundings appropriately. The extensive processing power of the

visual cortex, the largest system in the human brain, enables this ability.

Modern computer vision systems are fast, highly consistent and can operate for extremely long

durations without fatigue. However, in tasks such as object recognition, they are no match for

the human visual system in terms of flexibility, scope and accuracy [19]. For these reasons, many

computer vision applications require a trained analyst6 to fully exploit the information contained

in the image data. The advantages provided by the trained analyst, however, come at a cost: the

data throughput and operational consistency typically are reduced.

The acquired data need not be directly observable by the analyst, as the application may require

a non-visible portion of the EM spectrum (e.g. medical radiography). When presented, a vis-

ible spectrum representation must be used. Furthermore, no more than three distinct spectral

components may be simultaneously displayed (due to the restriction of three cone cell types).

Additional spectral details must be either conglomerated or viewed separately in time.

6The use of an analyst categorises the process as supervised.
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1.1.2 Vision in Nature

Not all visual systems are trichromatic. Instead, the natural world is full of variation. This

section provides examples of creatures, in nature, possessing sensitivity to wavelengths outside

the visible spectrum. This reiterates that the EM spectrum contains a wealth of detail, which is

not immediately apparent to us as humans due to sensing limitations.

Honey bees (apis mellifera) have trichromatic vision, like humans, but with photoreceptor sensi-

tivities in the ultraviolet (UV), blue and green parts of the spectrum [20]. Avian visual systems,

such as those in pigeons (columba livia) and pekin robins (leiothrix lutea), have four cone pho-

toreceptor types, giving them tetrachromatic vision. The spectral sensitivities of these cones are

spread across the visible and UV spectra [21]. Similar tetrachromatic visual systems (with visible

and UV spectral sensitivity) are found in goldfish (carassius auratus) [22] and butterflies (papilio

xuthus) [23].

Many different animals can sense infrared (IR) radiation, enabling them to analyse the thermal

properties of their surroundings. Snakes in the boidae family (pythons) and crotalidae subfamily

(vipers) posses multiple pit organs on the head that are sensitive to IR radiation [24, 25]. Vampire

bats (desmodus rotundus) possess a similar sensory pit organ [26]. Certain butterflies also have

thermal receptors in their wings and antennae, to assist their body’s thermoregulation when

basking [27].

In a class of its own, the mantis shrimp (stomatopod) easily has the most complex visual system

known to man. These creatures contain 12 distinct photoreceptor cells, with sensitivities spread

across the visible and UV spectra (dodecachromatic vision), and two-channel polarisation sen-

sitivity [28]. Interestingly, there are many creatures that survive with spectrally-inferior visual

systems than the standard human observer. Most mammals, other than humans and primates,

have dichromatic vision [14, pp. 217]. Owl monkeys (aotus), raccoons and some marine mammals

(e.g. whales and seals), are monochromates [29, 30].

1.1.3 Hyperspectral Imaging

Hyperspectral imaging, also known as imaging spectroscopy, is a natural evolution of conventional

trichromatic imaging. These systems make detailed spectral measurements at many contiguous
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Figure 1.3: An illustration of a hyperspectral image cube, with many contiguous narrow-band
spectral samples (at each spatial location). This is compared to the colour filter transmission
curves found in trichromatic systems (adapted from [31]). The hyperspectral approach is seen
to greatly exceed the spectral resolution and range of these trichromatic systems.

wavelength bands, typically spanning the visible and near infrared (NIR) spectra. The devices

used to collect these data are called imaging spectrometers and their operation is discussed further

in Chapter 2. As mentioned earlier, material reflectance spectra contain information unique to

its composition – hyperspectral imaging provides access to these data in a way not possible with

standard trichromatic imaging. Figure 1.3 visualises the 3D structure of hyperspectral image

data, known as an image cube, and compares its spectral resolution to that of trichromatic data.

The technology and related analysis techniques were initially developed for use in remote sensing.

In this field, airborne or spaceborne imaging platforms monitor the earth’s resources (e.g. miner-

als, agriculture, etc.), allowing large areas to be covered quickly and efficiently [32]. Traditional

computer vision processing focuses on spatial characteristics [33]. However, the spatial precision

required for remote sensing applications necessitated high resolution sensors with large apertures.

These sensors were prohibitively expensive using the technology available at the time. Neverthe-

less, more pressing problems to be addressed were the storage and processing requirements of such

a system. The spatial resolution required to detect corn blight is in the order of centimetres [32]

and imaging a country-sized area at this resolution generates an impracticable amount of data to

be processed.
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Consequently, the focus was shifted from analysing morphological features to spectral features and

materials were determined using spectral data alone [16, 34]. This reduced the spatial resolution

to a more manageable level, due to a linear increase in data volume with additional spectral

bands (instead of a quadratic increase with additional spatial resolution). The remote sensing

literature has demonstrated the spectral imaging approach to be an effective method of material

classification. The majority of the employed techniques effectively discard the spatial details

in the scene [16, 35, 36]. Historically, this was done as the spatial resolution of early imaging

spectrometers was low and generally lacked usable spatial structure [37]; more recently, increasing

attention is directed toward fusing spatial and spectral features [38–40]. Nevertheless, solely

utilising spectral information has its advantages over morphological analysis. For example, the

spectral approach performs equally well for partially occluded or geometrically distorted targets

(due to optical aberrations, perspective, etc.) and targets with unknown or variable shape.

As the technology progressed, various labels were applied to describe the measured data: mul-

tispectral, hyperspectral and (less commonly) ultraspectral. The boundaries that separate these

classes are poorly defined. The “multispectral” term is typically reserved for early-generation

imaging spectrometers, which collect a small number of non-contiguous wavelength bands (of

varying bandwidth) – for example Landsat-1, which was capable of sensing four spectral bands.

Advances in sensor technology enabled the collection of many contiguous spectral bands and

these systems are generally referred to as “hyperspectral” [32]. For example, the Hyperion imag-

ing spectrometer is capable of sensing 220 bands between 400–2500 nm [41]. Systems that collect

tens of bands have also been referred to as hyperspectral [2, 42]. Further advancements led to

“ultraspectral” imaging spectrometers, which collect hundreds [43] or thousands [44] of bands

with extremely narrow bandwidth. Some authors state that these semantics are confusing and

recommend using “imaging spectroscopy” to maintain consistent terminology [45].

Increased spectral sampling improves the likelihood of collecting suitable features for differenti-

ating arbitrary materials [34, 42]. However, modern imaging spectrometers do not necessarily

supersede their primitive predecessors. A targeted multispectral approach, requiring only a few

carefully selected bands, can effectively separate a particular material from a given background

[16, 46, 47]. Determining the optimal spectral sensing capabilities for an imaging spectrometer is

heavily application-dependent. A small number of bands may sufficiently characterise a given ma-

terial, but any changes to the assumed acquisition environment may disrupt the class separation
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provided by these bands. For this reason, in lieu of a priori constraints, remote sensing systems

typically oversample the spectral detail in a scene. The additional detail can accommodate en-

vironmental uncertainties without sacrificing system performance, a flexibility that is traded for

increased storage and processing overheads [16]. The limiting factors for the measurable spectral

range and resolution are now cost and fabrication capability.

Given that these devices far exceed the capabilities of the human visual system, their data are

well-suited for use in unsupervised applications (as the spectral detail can be fully exploited).

Visual interpretation of each band (or a set of three bands) becomes increasingly meaningless for

image cubes with many bands, departing from a history of dependence on the trained analyst

[37]. Despite being developed for use in remote sensing, the applicability of the technology and

analysis techniques reaches far beyond this field.

The capital investment disparity between conventional camera systems and imaging spectrome-

ters remains considerable, although capital costs of the latter are expected to reduce over time

as the technology and its applications mature. However, the difficulty of acquisition and the

substantial data processing requirements for spectral imaging systems is hindering their uptake.

The promise of spectral imaging is great, and this thesis represents a contribution to the effort to

bring hyperspectral techniques into mainstream application.

1.2 Hyperspectral Data Analysis

Analysing hyperspectral data is hampered by our inability to perceive a complete cube. His-

torically, analysis was focused on image enhancement. An optimal scene representation (for the

application at hand) was mined from the full data cube and presented to the trained analyst [37].

As a result, the efficacy of this approach was largely dependent on the abilities of the analyst.

While it is not clear, at present, whether an automated system is superior to the traditional

supervised approach, the latter places many restrictions on the applications it can support. The

amount of spectral detail that can be simultaneously exploited during analysis is capped to three

dimensions, whereas unsupervised techniques enforce no such constraint. Real-time systems and

continuous processes (e.g. quality control, surveillance, etc.) are not ideal candidates for super-

vised analysis, due to the response time limitations and analyst fatigue.
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Figure 1.4: Illustrations of the three commonly used hyperspectral analysis spaces. (a) displays
image space, emphasising spatial details. (b) displays spectral space, emphasising the spectral
shape of the data. (c) displays feature space, emphasising the correlation between bands.
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Nevertheless, the development of unsupervised algorithms still requires visual assessment of the

data and the different approaches are now discussed. Landgrebe defines three sub-cube analysis

spaces: image space, spectral space and feature space, with each space emphasising a complemen-

tary aspect of the data [37]. Image space displays the spatial scene details at a selected subset

(or combination) of wavelength bands, with a maximum of three bands being simultaneously dis-

playable – see Fig. 1.4(a). These representations provide a good geometric overview of the data,

although the three-band limit obscures the inter-band relationships.

Spectral space representations display the measured intensity at a pixel (or collection of pixels) as

a function of wavelength, akin to the view used for spectrometer data. This view emphasises the

spectral shape of the data – the primarily exploited characteristic. However, as mentioned, the

spectral shape of a material will fluctuate between samples [16, 37]. Furthermore, spectral mixing

(discussed in § 1.2.1) introduces deviations from a material’s ideal spectral profile. Figure 1.4(b)

presents a collection of neighbouring hyperspectral skin pixels in spectral space. These spectra are

seen to vary about an average value, but despite these variations their shape is largely unchanged.

In feature space representations, each pixel is treated as an N -dimensional Euclidean vector

x = [x1 . . . xN ]T ∈ RN , where N is the number of spectral bands in the cube. Each element xi is

the intensity value at the i-th spectral band. These data are visualised in a scatter plot, where

the plot axes are assigned to spectral bands or transformed bases (e.g. the eigen-basis of the

image cube’s covariance matrix). For M > 3 only a subset of bands, or a dimensionally-reduced

cube, can be displayed. The feature space representation for two wavelength bands is shown in

Fig. 1.4(c).

Feature space representations are generally preferred over their spectral space counterparts in

the remote sensing literature [17, 37]; the rationale behind this preference is now discussed. The

variability exhibited by a material’s data in spectral space often highly overlaps with that of other

materials. Segmenting the spectra residing in these overlapping regions is difficult, as they could

belong to multiple materials. In feature space, material variability is expressed as point clusters

or clouds. Different material classes generally reside in distinct regions of this space, allowing its

delineation into class-specific domains.

Figure 1.5 demonstrates this feature space preference using simulated data. Figure 1.5(a) shows

the USGS-listed spectra for Jarosite and Zoisite, and Fig. 1.5(b) shows these spectra corrupted
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Figure 1.5: A demonstration of feature space providing a more convenient representation than
spectral space. (a) displays spectral space representations of Jarosite and Zoisite (provided by
the USGS library [48]) and Lepidolite is added in (c). Noise is added to these data and in spectral
space, shown in (b) and (d), there is significant overlap between these classes. Conversely, the
feature space representations, shown in (e) and (f) (using the top two principal components),
show the classes to be easily separable. Note: the principal component vectors used in (e) and
(f) are different.
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with additive noise (simulating material variability). Figures 1.5(c) and 1.5(d) include a third

material, Lepidolite. There is significant uncertainty between material classes in the noise-added

data. However, the feature space representations of these noisy data (shown in Figs. 1.5(e)

and 1.5(f)) are much more conducive to the task of material segmentation. These representations

are more favourable as they allow the spectral correlation between multiple bands (or basis vectors)

to be exploited. An excellent real-world example of this exploitation is provided in [17], where a

tree class is separated from a vehicle class.

1.2.1 Spectral Mixing

While the natural world is inherently continuous, the sampling of imaging spectrometers is discrete

(both spatially and spectrally). The consequences of this domain shift are now discussed. A range

of wavelengths are integrated when collecting each spectral sample. This integration allows two

materials with different underlying reflectance spectra to produce the same measurement output.

If this behaviour occurs at each measured wavelength band, the materials are said to be metamers

and the inability to spectrally distinguish them is termed metameric failure. Hyperspectral data,

with its large number of narrow spectral bands, is all but immune to this type of failure. The

problem is much more prevalent in trichromatic systems [49–51].

Conversely, the situation for spatial data is more complex. The analyses presented thus far have

assumed that only a single material or class was attributable to each pixel in an image. However,

the field of view (FOV) of a given pixel on the sensor corresponds to a finite area in the scene.

Within this area, a collection of materials may be enveloped and each material will contribute

to the measured signal for that pixel (illustrated in Fig. 1.6(a)). This process is called spectral

mixing. Fortunately, due to the (intentionally) low spatial resolutions employed in remote sensing

applications, spectrally mixed data has received much attention in the literature [35, 36, 52–54].

The constituent material classes that contribute to the measured spectrum at a given pixel are

called endmembers and their relative contributions are called abundances. The process of de-

termining which endmembers are present in a scene, together with their abundances, is called

spectral unmixing. The most frequently used model for spectral unmixing is the linear mixture

model (LMM), which assumes that measured EM flux has been altered by only one material in

its course from illuminant to detector (illustrated in Fig. 1.6(b)) [35, 36]. A given scene pixel
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Figure 1.6: The spatial sampling of the imaging spectrometer often results in multiple materials
contributing to the signal at a single pixel, illustrated in (a). This behaviour is called spectral
mixing, of which there two categories: linear and nonlinear mixing. (b) portrays linear mixing,
where incident illumination is scattered by a single material before reaching the sensor. (c)
displays nonlinear mixing, where incident illumination is scattered by multiple materials before
reaching the sensor.

x ∈ RN (with N spectral measurements) is modelled as a convex combination of M endmembers

ei ∈ RN weighted by the appropriate abundances ai ∈ R according to

x = Ea+ w (1.1)

where matrix E = [e1 . . . eM ] ∈ RN×M contains a column-wise arrangement of endmembers,

a = [a1 . . . aM ]T ∈ RM is the abundance vector and w ∈ RN models the effect of measurement

noise and model error. Two constraints are generally placed on a to ensure the underlying spectra

are physically realisable. Firstly, the abundances must be nonnegative, ai ≥ 0 ∀ i. Secondly, the

sum of abundances is convex, 1Ta = 1 (where 1 is a vector of ones), which ensures all endmember

contributions are completely accounted for7. Despite its apparent ubiquity, the LMM does not

adequately account for scene artefacts such as illumination variation and shadowing. Suitable

modifications to this model that account for these variations are investigated in Chapter 5.

If a received photon has been scattered by multiple materials in the scene before reaching the

detector, the mixing is termed nonlinear (illustrated in Fig. 1.6(c)). Measurements of secondary

(and higher order) reflections or intimate mixtures of materials (e.g. sand) are typical examples

of nonlinear mixing [35]. Nonlinear unmixing methods lack flexibility and are much less mathe-

matically tractable than their linear counterparts [36]; nevertheless, various approaches continue

to be investigated [55–59] and research interest in this area is increasing. While all hyperspectral

7This constraint assumes the correct number of endmembers have been determined.
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Figure 1.7: A further comparison (extended from Fig. 1.5) between spectral and feature spaces,
illustrating the effects of linearly mixed data (with abundances ranging between 15% and 85%
prior to noise corruption). The classes are now almost entirely overlapping in spectral space,
shown in (a) and (c), and these data fill a simplex in feature space, displayed in (b) and (d).
Note: the principal component vectors used in (b) and (d) are different.

data is likely nonlinearly mixed to some extent, linear unmixing techniques are widely employed

and have demonstrated good performance in the literature [35, 36, 52, 53, 60]. Given the diffi-

culties associated with nonlinear unmixing, this thesis uses linear unmixing methods exclusively

(discussed in § 1.2.2).

We revisit the feature and spectral analysis spaces to observe the changes introduced by spectral

mixing. The USGS spectra in Figs. 1.5(a) and 1.5(c) are used as endmembers and linearly mixed

data (with abundances bounded between 15% and 85%) is added prior to corruption with additive

noise. The resultant spectral and feature space representations are given in Fig. 1.7. We see in
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the spectral space representations (Figs. 1.7(a) and 1.7(c)) that the data for each class is almost

entirely overlapping and, furthermore, this overlapping would increase with abundances between

0–100%.

The boundaries between classes in feature space are also blurred (seen in Figs. 1.7(b) and 1.7(d)),

as the mixed data forms a continuum of points between the pure pixels (data points with only one

endmember contributing to the measured spectrum). These figures show the mixed data defining

a line and solid triangle between two and three endmembers respectively. More generally, linearly

mixed data with M endmembers reside in an (M − 1)-dimensional simplex.

Each data point in Figs. 1.7(b) and 1.7(d) is colour-coded by its abundance fractions of the Zoisite,

Lepidolite and Jarosite endmembers. The M endmembers are each assigned a unique RGB colour

ci = [ri, gi, bi]
T and are combined into the matrix C, where

C =


r1 rM

g1 . . . gM

b1 bM

 ∈ R3×M (1.2)

The colour of a given pixel cx, with abundance vector a, is given as cx = Ca. The same ap-

proach is sometimes used when displaying abundance maps – image space representations that

use abundance values instead of measured intensities. Abundance maps of this kind are displayed

in Chapter 5. Alternatively, abundance maps can be generated for each endmember separately;

this approach is used in Chapter 4.

1.2.2 Linear Unmixing Techniques

As mentioned, spectral unmixing is the process of recovering both the constituent spectra (end-

members) present in hyperspectral data and their relative abundances at each pixel. The number

of endmembers within these data is not commonly known a priori and thus unmixing becomes

a problem in blind source separation. The linear unmixing process is typically divided into three

separate stages: dimensionality reduction, endmember determination and inversion [35, 36]. This
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delineation suggests that the various algorithmic options at each step can be substituted as re-

quired, although some techniques intrinsically fuse these steps. Nevertheless, these stages are now

outlined in turn – more complete detail is found in [35, 36, 52–54, 61]

1.2.2.1 Dimensionality Reduction

Hyperspectral data in its uncompressed state occupies a high-dimensional space, which is generally

very sparse. These data can be projected onto a lower-dimensional subspace without significant

loss of relevant detail, significantly reducing the subsequent processing overheads. Furthermore,

dimensionality reduction aids analysis techniques relying on statistical estimations, such as the

stochastic mixture model (SMM) [62]. The number of training samples required to model a data

class increases significantly with additional dimensions8 and operating in a reduced space helps

mitigate this problem [32]. The role of dimensionality reduction is not to produce an accurate

approximation of the original signal. Instead, the objective is to obtain a minimal representation

of the signal that encapsulates the relevant structure needed for a particular analytical task [53].

A common technique used for dimensionality reduction is principal component analysis (PCA),

which is the algorithm of choice for this thesis. This technique identifies a set of uncorrelated

bands, ranked by variance (or energy), with which to describe the data. The principal com-

ponents (uncorrelated bands) are found by computing an eigen-decomposition of the estimated

image data covariance Σ = E
{

(x− µ)(x− µ)T
}
∈ RN×N , where mean vector µ = E {x} =

[E {x1} . . .E {xN}]T and E{·} is the expectation operator. The decomposition is expressed as

Σ = V DV T , where N eigenvectors v form the matrix V = [v1 . . . vN ] ∈ RN×N and D ∈ RN×N is

a diagonal matrix containing the corresponding eigenvalues.

Larger eigenvalues represent a more significant contribution to the signal (in the minimum squared

error sense) of its corresponding eigenvector [10, 35]. Thus, reduction is achieved by selecting a

subset of eigenvectors that sufficiently represent the signal for the task at hand; typically, these

are the eigenvectors U = [v1 . . . vM−1] ∈ RN×(M−1) corresponding to the M−1 largest eigenvalues,

and the reduced space data x′ are obtained by the transform x′ = UTx. However, the optimal

selection of M − 1 is a controversial subject. Chang et al. have produced several widely-used

8Sometimes referred to as the curse of dimensionality.
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methods [63, 64], although they have been strongly criticised in the literature by Bajorski [65,

66].

A notable extension to PCA, popularised by the remote sensing community, is the maximum noise

fraction (MNF) technique [67]. This technique penalises the selection of noisy components, based

on an estimate of noise covariance. However, if the SNR is equal across all bands, the results of

PCA and MNF are identical.

1.2.2.2 Endmember Determination

Endmember determination algorithms attempt to recover the constituent spectra of the materials

in the scene, modelled as the columns of E in Eqn. (1.1). Only unsupervised recovery techniques

are of interest, due to the desire to develop an automated human skin detection system (discussed

further in § 1.3). Of these techniques, there are generally two classes: statistical and geometric.

Statistical techniques attempt to globally optimise some measure of solution quality; for example,

the natural clustering of several observations of a material’s spectra can be probabilistically mod-

elled and the centroids of these distributions serve as endmembers. These unmixing techniques

are not investigated in this thesis9 and the reader is referred to the aforementioned review articles

for additional information.

Geometrical techniques exploit the convexity of the LMM to infer the endmember spectra, where

this model defines a simplex and the endmembers are its vertices. A well-established technique to

estimate these vertices is Winter’s N-FINDR algorithm [68], which has been thoroughly analysed

in the literature [69–78]. The endmembers define a simplex that, ideally, envelops all remaining

data points, thus this technique iteratively searches for points in the data that create a simplex

with maximum volume. Given the vertices are determined by selected data points, N-FINDR

assumes that the measured data contain pure pixels.

Conversely, Craig’s MVT [79] and MVSA [80] function in the opposite way to N-FINDR: these

techniques attempt to iteratively construct the smallest simplex that encloses the measured data,

sometimes referred to as shrinkwrapping. Unlike N-FINDR, these techniques are not constrained

to using points within the measured data and, therefore, do not require the presence of pure

9Chapter 4 attempts to fit a statistical model to human skin spectra. However, the analysis does not include
statistical unmixing techniques.
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pixels. This advantage is offset by the techniques providing endmembers that do not necessarily

correspond to real-world spectra. Operating on the same data, and assuming pure pixels are

present, Craig’s MVT and N-FINDR are found to slightly overestimate and underestimate the true

simplex volume respectively [81]. The primarily employed endmember determination algorithm

in this thesis is N-FINDR.

An additional technique worthy of mention is VCA [82]. This algorithm is becoming increasingly

popular due to its low computational complexity and freely available source code10. Like N-

FINDR, VCA seeks to construct a maximum volume simplex, although its operation is quite

different. New endmembers are iteratively chosen by projecting the data onto the null space of

the existing endmember set, where the data point with the largest projection is selected as an

endmember. This process repeats and the algorithm terminates after a user-selected number of

projections (selected endmembers).

1.2.2.3 Inversion

The inversion step is where the abundances of each endmember are calculated for a given pixel.

Now that we have access to endmember estimates, Eqn. (1.1) can be solved for a. This is

commonly achieved by minimising the Euclidean distance between the measured signal x and the

reconstruction Ea, where model error term w is ignored.

If no constraints are placed on the error minimisation, the recovered (unconstrained) abundances

aU are given as

aU = arg min
a
||x− Ea||22 =

(
ETE

)−1
ETx

However, as mentioned, constraints are often imposed on a to ensure its elements are physi-

cally meaningful. The additivity constraint 1Ta can be incorporated using Lagrange multipliers

(derivation provided in [10]), yielding the solution

10Available from http://www.lx.it.pt/~bioucas/code.htm, as at August, 2013.

http://www.lx.it.pt/~bioucas/code.htm
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aA = arg min
a
||x− Ea||22 s.t. 1

Ta = 1

= aU −
(
ETE

)−1
1

[
1
T
(
ETE

)−1
1

]−1 (
1
TaU − 1

)

where aA is the desired additively-constrained abundance vector. Unfortunately, there is no

closed-form solution for a when incorporating the nonnegativity constraint ai ≥ 0. The iterative

nonnegative least squares algorithm [83] is required, although this final constraint is often omitted

due to its lengthy computation time. Similarly, the unmixing performed in this thesis calculates

only additively constrained abundances. As mentioned, the presented inversion methods are

based on a minimum-distance metric. However, other approaches have been developed that use

alternate performance criteria, such as minimum abundance variance [35].

1.3 Human Skin Detection

Human skin colour has been used as a cue in many image processing detection or recognition

applications, including face recognition [84, 85], human tracking [86–88], search and rescue [47,

89], objectionable image filtering [90, 91] and gesture analysis [92]. Skin colour is an ideal detection

parameter, as the information it provides is largely invariant to partial occlusion, rotation and

scale [93].

Trichromatic skin detection systems have achieved some promising results, as seen in comprehen-

sive surveys by Kakumanu et al. [93] and Vezhnevets et al. [94]. However, there is much scope

for improvement. These systems are highly susceptible to changes in environmental conditions

and human attributes; detection performance rapidly decreases with variations in illumination,

ethnicity, individual characteristics (age, gender, applied skin products, etc.) and in the pres-

ence of skin-coloured background materials [93]. We speculate that spectral imaging techniques

(with demonstrated capability in remote sensing applications) will be able to address these per-

formance shortfalls. Thus, our research interest lies in tailoring these techniques to the needs of

skin detection.



Chapter 1. Introduction 21

Spectral analysis of human skin is not a new concept, although much of the research focuses

on applications other than detection. Medical diagnostics and skin modelling applications are

now briefly discussed, followed by a review of spectral skin detection techniques presented in the

literature.

1.3.1 Medical Diagnostics

In this context, human skin or tissue is analysed to detect pathological conditions or to assess

lesions. Spectral imaging aids detection of malignant melanomas [95–97], basal cell carcinomas

[98] and mouse skin carcinomas [99]. Early identification of malignant colon tissue [100] and

cervical tissue [101] has been assisted using hyperspectral imaging techniques. Spectral imaging

techniques are also used to access skin vasculature information (such as hæmoglobin oxygen

saturation [102, 103]) and chromophore distribution [104]. Unfortunately, these techniques do

not assist skin detector development and their emphasis has been on image enhancement, where

results must be inferred by a trained analyst.

1.3.2 Spectral Modelling

Characterising the reflective properties of human skin is a challenging task. Modelling research

(conducted from a medical standpoint) determined that chromophores in the skin or cutaneous

blood stream control its reflectance [105–109]. These chromophores include melanin, hæmoglobin

(oxygenated and deoxygenated), carotene and bilirubin [105, 106, 110]. Water absorption must

also be considered in NIR skin reflectance [47]. The heterogeneous, multilayered and turbid

structure of skin complicates the modelling process. Each layer of skin transmits, absorbs and

reflects light depending on its composition and thickness [47, 105, 107, 111]. Accurately modelling

these subsurface scattering effects is difficult.

This research provides a foundation for skin modelling tied to non-medical applications. Examples

of these applications include: skin rendering in computer graphics [112–114], face recognition [2,

115, 116], cosmetology [117] and skin detection (which is now discussed further).
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1.3.3 Spectral Detection Review

Unsupervised skin detection techniques using spectral imaging have been presented in the liter-

ature, but generally these techniques operate by modelling the spectral shape of skin reflectance

and detection is achieved by exploiting the uniqueness of this shape at selected wavelengths.

Angelopoulou et al. models visible-spectrum skin reflectance as a “W” pattern, with two local

minima separated by a local maximum. Measured spectra are classified as skin if this arrangement

of stationary points is found, provided that predefined wavelength spacing criteria are also satisfied

[118, 119]. This technique was not able to detect participants with dark skin (high melanin levels).

Alternatively, Huynh et al. use a non-uniform rational basis spline to characterise visible-spectrum

skin reflectance. The control points (or knots) are constrained to minimise the squared error

between the measured spectra and the fitted spline curve. A soft-margin Support Vector Machine

(SVM), trained with these control points, has demonstrated promising experimental detection

results [120].

Rescue robots are machines used to locate victims in the aftermath of a natural disaster. These

robots explore hazardous areas, such as collapsed buildings, and use image processing techniques

to identify victims. Trierscheid et al. investigated using human skin as a victim detection method.

NIR skin reflectance showed promising separability from selected materials (meat, polyester, plas-

tics, wood and carton) using the SAM in laboratory experiments [89].

Similarly, image processing techniques are employed on aerial platforms for search and rescue

missions [121]. Nunez and Mendenhall investigated using NIR skin reflectance spectra to identify

humans. Motivated by the Normalised Difference Vegetation Index [46], two spectral bands

were selected from a physics-based skin reflectance model to form a Normalised Difference Skin

Index [47]. The bands were selected to ensure good performance in the presence of the following

skin-coloured materials: soil, vegetation, wood, coloured paper, bricks, leather and skin coloured

plastic.

As mentioned in § 1.2.2, dimensionality reduction techniques are often employed to minimise

the computational overheads and training samples required during data analysis. Shi and An-

gelopoulou assessed the information retention of skin data that was dimensionally-reduced using
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PCA, locally-linear embedding (LLE) and Isomap techniques [122]. The retention was assessed

based on the RMS error between the original spectrum and its full-space reconstructions (derived

from the dimensionally-reduced data). Of the three techniques tested, PCA had the lowest RMS

error when reduced to four and eight subspace dimensions.

Wang and Angelopoulou conducted similar research, but focused on real-time systems [123].

Data dimensionality was minimised by acquiring a set of targeted wavelength bands, as opposed

to applying a lossy transform to a complete data cube. The bands were selected to maximise the

entropy of their spectral gradients, where entropy and spectral gradient are defined in [124] and

[125] respectively. Using seven bands, skin spectra were separated from mannequin spectra with

an accuracy of ∼98%.

1.4 Direction and Original Contributions

From the preceding review, utilising spectral imaging techniques for human skin detection is

rare. Additionally, the scope of the existing research is typically very narrow. Few attempts

were made to encapsulate interpersonal reflectance variability and the invariance to external

factors (such as illumination) was not adequately tested. These variables are known to degrade

performance in trichromatic systems and we predict that spectral imaging techniques are able to

address these shortcomings. The remote sensing literature contains many proven analysis and

modelling techniques, few of which have been applied to skin detection. The original research

intent was twofold. Firstly, to tailor these remote sensing techniques to suit skin spectra. Secondly,

to evaluate their detection performance in scenes documented as problematic for trichromatic

systems (e.g. containing uneven illumination, diverse skin types, etc.).

However, the challenges faced in pursuit of these goals steered the research toward practical

aspects of data collection and data calibration. The structure and original contributions within

the remaining thesis chapters are now discussed.

An up-to-date review of imaging spectrometer designs is provided in Chapter 2. Following this

review, the design details of a custom hyperspectral imaging system are given. This design includes

an efficient means of minimising chromatic aberration, by automatically refocusing the optics at
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each acquired wavelength. Solutions to a number of other practical difficulties (associated with

image acquisition) are also given.

This work was presented at the 2011 International Conference on Image and Vision Com-

puting New Zealand [126].

Chapter 3 details the calibration procedures required for measurement standardisation. Material

reflectance spectra are obtained by systematically removing artefacts added by the imaging hard-

ware during acquisition. The NIR Liquid Crystal Tuneable Filter (LCTF), used to isolate narrow

wavelength bands, contained unwanted transmission sidelobes across a portion of its operational

range. These sidelobes necessitated that measured data be modelled as a linear combination

of disparate wavelength bands. Unfortunately, this revised model is under-constrained. The

reflectance was successfully recovered using inverse methods with Tikhonov regularisation.

This work was presented at the 2012 IEEE International Instrumentation and Measurement

Technology Conference [127].

Also in Chapter 3, the chromatic aberration correction procedure (discussed in Chapter 2) intro-

duced a wavelength-dependent image magnification. Image registration techniques were employed

to ensure spatial scene features were spectrally aligned.

The accurate detection of human skin requires the development of a comprehensive skin reflectance

model. However, the training data needed to develop this model is not publicly available. To

meet this need, a hyperspectral human skin database was constructed. The database contained

79 participants across a range of ages, ethnicities and skin tones for each gender. The database

construction process is presented in Chapter 4.

This work was presented at the 2012 International Conference on Image Processing, Com-

puter Vision, and Pattern Recognition [128].

Also presented in Chapter 4, a preliminary statistical analysis was conducted on the collected

data. The suitability of a Gaussian random processes to model skin reflectance was assessed.

During this assessment, it was discovered that illumination-induced artefacts were corrupting the

measured data. Despite L2 normalisation (to mitigate these artefacts) and division into skin
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type subclasses, the fitted models were highly inaccurate. Furthermore, applying the L2 norm is

incompatible with most spectral unmixing techniques, as the LMM is violated.

Chapter 5 presents LMM-compatible illumination and shadow correction techniques, the develop-

ment of which halted the modelling process in Chapter 4. The characteristics of shadowing were

experimentally verified, alleviating an unaddressed conflict in the literature. These characteristics

were incorporated into the LMM, using a forced-zero shadow endmember. A new correction algo-

rithm, the Conical Sub-simplex Projection (CSP), was developed using this updated LMM. This

projection rescales the non-shadow endmember abundances to satisfy the additivity constraint,

while discarding the contribution from the shadow endmember.

This work was published in Electronics Letters [129].

Further experimentation revealed the CSP required shadow-free endmembers to accurately miti-

gate shadowing and illumination variations. The LMM was further modified to include compen-

satory endmember scaling terms. However, these additional terms made the inversion unmixing

step indeterminate. Two new techniques, Geometrical Endmember Inference (GEI) and L1 Nor-

malisation, were developed to resolve this indeterminacy. These techniques are also detailed in

Chapter 5.

This work was submitted to the Journal of Electronic Imaging [130].

Chapter 6 discusses future work and Chapter 7 concludes the thesis.





Chapter 2

Construction of Hyperspectral Image

Acquisition System

Traditionally, imaging devices captured detail in a scene to match the sensing capabilities of the

standard human observer. As mentioned in Chapter 1, there is additional information contained

within the reflective properties of a material that can be accessed with spectral imaging devices

in a way not possible using conventional imaging technology. The exploitation of hyperspectral

data in the field of remote sensing, for which it was initially developed [34], has shown the power

of spectral imaging for characterisation and discrimination tasks.

These techniques can readily be translated to terrestrial applications, however the suitability of

a given acquisition technique is strongly application-dependent. Many new approaches (often

with a terrestrial focus) are presented in the literature and this chapter begins by providing an

up-to-date review of these approaches.

Presently, turn-key systems require a large capital investment and hence have only recently been

adopted outside the remote sensing community. Consequently, these systems remain less common

than custom-built designs despite requiring more development time. Designing a customised

system has additional benefits other than cost. Device performance (spectral range, spatial and

spectral resolution, system throughput, etc.) can be tailored to the needs of the researcher and, as

requirements change over time, further parts can be added or substituted to produce a versatile,

modular system. However, this design process is a difficult and multidisciplinary task, requiring

27
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Figure 2.1: A simplified taxonomy of imaging spectrometer technologies. These devices can be
split into scanning and snapshot top-level categories, where scanning devices iteratively collect
image cubes over time and snapshot devices use a single exposure.

knowledge in the fields of optics, mechanical and electrical engineering. The remainder of the

chapter presents the process used to create the imaging spectrometer used in our research and

serves as a practical guide for readers interested in this process.

2.1 Survey of Spectral Imaging Techniques

Many spectral imaging acquisition techniques have been presented in the literature [131, 132]

illustrating that there is no approach suitable for all applications. The three-dimensional na-

ture of spectral image data presents a problem during acquisition as existing image sensors can

only acquire two of the three dimensions simultaneously. The remaining data must therefore

be acquired over time or captured at the expense of other dimensions. The most suitable ac-

quisition technique minimises the impact of these capture compromises for a given application.

Figure 2.1 provides a simplified categorisation of these techniques, broadly divided into scanning

and snapshot methods, which will now be presented.
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Figure 2.2: The data acquisition modes of common scanning devices, adapted from [133].

2.1.1 Scanning Imaging Spectrometers

Imaging spectrometers in this class iteratively construct image cubes over time, trading temporal

resolution for either spatial or spectral resolution. This process of synthesising data cubes using

a temporal sweep is more mature and more readily available than the leading-edge snapshot plat-

forms. The methods used to scan the spectral and spatial dimensions are dissimilar, warranting a

further division into their own scanning subcategories. Figure 2.2 displays the image cube slices

collected at one iteration by different scanning devices.

2.1.1.1 Spatial Scanning

Spatial scanning devices typically utilise dispersive optics to separate the received light into spec-

tral components and was the first method applied to the acquisition problem [16, 34, 132]. A

common spatial scanning instrument is the line scanner (also known as push-broom scanner).

This device uses a field-limiting entrance slit to form an image of one line in the scene that is then

decomposed, using a prism or diffraction grating, into an image that is spatial in one dimension

and spectral in the other. A complete image cube is formed by scanning over the second spatial

dimension. Line scanners are predominant amongst aerial and spacecraft remote sensing since
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Figure 2.3: The internal structure of a line scanner, adapted from [16].

the subject of the image is rigid and stationary while the spatial scanning movement is conve-

niently provided by the motion of the aircraft or spacecraft [16]. Figure 2.3 illustrates the internal

structure of a generic line scanner. A variant of this approach is the whisk-broom scanner. These

devices have similar dispersive mechanisms to line scanners but contain only a single column of

optoelectronic elements (a linear array) and thus require both spatial dimensions to be scanned.

An alternative acquisition technique is to use a spatially-varying bandpass filter mounted on an

objective lens and connected to a monochrome camera. Both axes of a measured image contain

spatial detail where each column (or row) is wavelength-dependent; spatially scanning the scene

provides the required spectral depth for a given pixel in the cube. Combining two linear variable

edge filters achieves the desired spatially-varying bandpass characteristic – a system using this

method has been developed and demonstrated by Schechner et al. [134].

Spatial scanning devices have been adopted for use outside the remote sensing context and are

particularly well-suited to commercial applications with intrinsic linear motion (e.g. a conveyor

belt) such as polymer- and cellulose-based materials classification [4, 5] and food quality control

[12, 13]. Mirror galvanometers, linear stages and rotational stages can be employed to supply the

scanning mechanism in the absence of inherent motion in the application.
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Figure 2.4: Illustration of a simple four-stage LCTF, with plotted transmission efficiencies of
each stage against wavelength. Adapted from [135].

2.1.1.2 Spectral Scanning

Spectral scanning devices use an array of techniques to isolate a set of wavelength bands over time

and are collected sequentially by an imaging sensor. The cube is synthesized by stitching these

image slices together. The most common approach is to couple an adaptive optical bandpass filter

with the monochrome imager, placing the filter in front of the camera assembly, and illuminating

the scene with a broadband source. The camera forms an image based on the wavelength subset

transmitted through the filter. Historically this was achieved by cycling through a collection of

filters on a mechanical filter wheel, although a more sophisticated approach is to use an Electroni-

cally Tuneable Filter (ETF). There are three commonly used ETFs: the Liquid Crystal Tuneable

Filter (LCTF), the Acousto-Optic Tuneable Filter (AOTF) and the Electro-optic Fabry-Pérot

(EOFP) device.

The LCTF is a modified Lyot filter1 that adds a liquid crystal cell to a fixed birefringent retarder

1Lyot filters utilise birefringent plates and polarisers to produce an optical bandpass filter, but are not tuneable.
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in each stage of the filter. These stages produce a sinusoidally-varying transmittance function

(with frequency) and multiple stages are cascaded together (separated by linear polarisers) to give

constructive interference within the passband and destructive interference elsewhere. The liquid

crystal cells add a voltage-controlled retardance to each stage, allowing the centre-wavelength of

the filter to be tuned [135]. There are several varieties of LCTF with differing spectral ranges

(covering visible, near infrared (NIR) and mid infrared MIR spectra) determined by the optical

properties of the coatings, polarising material, glass and epoxies used in the filter. Figure 2.4

displays the internal structure of a simple four-stage LCTF along with the transmission efficiencies

of each stage.

AOTFs manipulate the interactions between acoustic and optical waves in certain optically-

transparent, anisotropic crystals such as paratellurite (TeO2). A piezoelectric transducer and

an acoustic absorber are bonded to opposite faces on the crystal and radio frequencies are in-

jected via the transducer. The acoustic waves propagating through the crystal cause the lattice

structure to vibrate and the periodic density changes locally modulate the index of refraction

creating a phase grating. For certain incident beam angles, only a small range of wavelengths

are diffracted and this range is determined by the frequency of the acoustic wave [136, 137]. Dif-

ferent crystals are employed to construct AOTFs depending on the spectral region of interest,

due to practical considerations such as optical transparency and acoustic coupling efficiencies

[132]. Quartz, TeO2 and thallium arsenic selenide (Tl3AsSe3) are used in devices operating across

ultraviolet (UV) and visible, visible and NIR, and infrared (IR) spectra respectively.

Fabry-Pérot devices use a principle called elation, whereby two parallel semi-transparent mirrors

are separated by a given distance. Incident light enters through one side and is reflected many

times inside the cavity between the mirrors. These reflections create an interference pattern

leading to the transmitted light out the other side containing a small wavelength band and its

harmonics [132, 138]. The unwanted harmonics are often blocked using an additional cavity in

series [139, 140]. The wavelength band can be tuned by varying the separation distance between

the mirrors (through translation or tilting) or by varying the refractive index of the cavity [132,

140] – achieved by altering pressure or composition in gas cavities and electric potential in a

liquid crystal cavity [141, 142]. Generally, a single EOFP cavity has a maximum tuning range of

around 100nm [138] requiring many cascaded cavities to produce a comparable operational range

to other ETF technologies.
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Figure 2.5: Optical layout for a Michelson interferometer. The optical path difference between
the split incident light beam is generated by translating one of the mirrors.

The reader is referred to [132, 138, 143] for more information on these devices. ETFs may be

superseded in the future by cameras with adaptive FPAs, where the spectral response of each

pixel is electronically tuneable. Quantum-dot infrared photodetectors have been constructed

with spectral sensitivity functions that are dependent on sensor bias voltages [144, 145].

An alternative approach to filtering broadband spectra using camera-mounted devices is to syn-

chronise a monochrome camera with a programmable light source capable of generating narrow-

band illumination across the operational range of the sensing equipment. Similar to tuning an

ETF, the scene is irradiated at these narrow wavelength bands in sequence and images are col-

lected at each step to form an image cube when combined. Programmable light sources have

been constructed using arrays of LEDs built from different semiconductor materials [146, 147] or

with custom projector technology. In the latter, a broadband source is dispersed by a diffraction

grating and a digital micromirror device (DMD) is used to project isolated wavelength bands onto

the scene [148]. Some research has been conducted on reflectance recovery using a conventional

(trichromatic) DMD-based projector as the controllable light source [149]. Switching the incident

light spectrum is generally much faster than tuning camera-mounted filters and thus this approach

is applied in real-time systems.
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Fourier transform interferometers are a class of spectral scanning devices that, unlike the afore-

mentioned ETFs, collect data in the Fourier domain. These devices modulate the incident light

with phase-shifted versions of itself, generating a series of interferograms. These interferograms

represent samples of the signal’s autocorrelation function and, as per the Wiener-Khinchine the-

orem, taking the Fourier transform of these measurements provides the desired spectral response.

There are two popular topologies (Michelson and Sagnac) that introduce a controlled phase shift,

both typically utilising two mirrors and a beam splitter. In a Michelson configuration, the beam

splitter receives collimated light and divides it into two orthogonal streams. The mirrors are

located at differing distances from the beam splitter, creating an optical path difference between

the streams, and are arranged to reflect the light back to the beam splitter. The streams are com-

bined and measured, with the phase shift determined by the optical path difference. This phase

shift is scanned by translating one of the mirrors and the combined results, after the transform,

give an image cube [132, 150]. The Michelson interferometer is shown in Fig. 2.5. The Sagnac

interferometer operates in a similar manner except the mirrors are fixed equidistantly from the

beam splitter and angled to be non-orthogonal to their respective streams. The optical path

difference now varies linearly across one axis of the imaging sensor and the scene must be scanned

to create a complete data cube [151, 152].

2.1.2 Snapshot Imaging Spectrometers

Unlike scanning devices, snapshot imaging spectrometers acquire complete data cubes with a sin-

gle exposure. These devices are generally more intricate than their scanning-based counterparts

and are receiving an increasing amount of attention in the literature, hinting that the scanning

approach may be superseded in the future. The development of single-exposure technologies is

motivated by the requirement for imaging highly dynamic scenes or creating real-time video sys-

tems – areas where scanning instruments typically perform poorly. The most commonly employed

technique is to trade spatial for spectral resolution, where an image sensor is divided into coarse

regions and dispersive optics decompose an incident ray to fill the pixels in a given region with

spectral detail. Other approaches investigated use multiple imaging devices or computational

reconstruction methods.
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2.1.2.1 Spatial Multiplexing

Snapshot imaging spectrometers with dispersive optics operate on similar principles to prism-

based line scanners, except the entrance slit is replaced with an occlusion mask (pinhole array).

The pinholes transmit two dimensions of partially-obstructed spatial data to the prism while

the blocked areas ensure there is no overlap between surrounding points when the light is dis-

persed [153, 154]. The measured data is subsequently segmented and reshaped to form a three-

dimensional image cube. Gao et al. have constructed a device in which the masking element is

replaced with a custom thin mirror array that redirects and isolates spatial zones (slices) to be

spectrally decomposed by the prism [155].

Alternatively, a modified Lyot filter (different to the LCTF alterations) enables simultaneous

acquisition of many spectral bands. The linear polarisers separating the birefringent retarders

are replaced by Wollaston prisms that split incoming light into two diverging and orthogonally

polarised outgoing beams, producing two spatially separated and spectrally filtered images [156].

Cascading N Wollaston stages produces 2N spectral images. This differs from the behaviour of

the Lyot filter (or LCTF), which absorbs light outside a given transmission passband.

Another approach that trades spatial for spectral resolution uses a collection of optical fibres as

light guides. The fibre bundle is arranged in a square grid at the input face and is reformatted into

a linear array at the output face [157, 158]. This output line is fed into a conventional push-broom

imaging spectrometer.

2.1.2.2 Other Techniques

Snapshot imaging spectrometers have been constructed using multiple imaging devices that op-

erate much like scanning-based systems, where scan steps are replaced with additional hardware.

A low-cost multispectral system was constructed by Lao et al. using five cameras, each with

separate optical bandpass filters, arranged in a linear array [159]. A limitation of this approach

is that the scene geometry must be known to ensure the images can be accurately registered,

given each camera has a different scene perspective. Other systems use beam splitters [160, 161]

or beam splitter networks [162] to align the optical axes of each camera in the system. Such
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approaches are generally only appropriate for targeted multispectral applications. Construct-

ing systems that make hundreds of spectral measurements, in line with the capabilities of other

imaging spectrometers, is practically infeasible.

The development of computational reconstruction techniques that indirectly construct hyper-

spectral data is an active area of research. One approach is to use custom dispersive elements,

such as multiple crossed gratings produced using holographic techniques, that create a series of

two-dimensional image cube projections. The full three-dimensional cube is reconstructed from

these projections using computed tomography algorithms [163]. The conceptual work in [163] was

improved by Descour et al. [133, 164] and Johnson et al. [165]. Compressive sensing techniques,

a novel signal acquisition and reconstruction paradigm that allows sub-Nyquist sampling by op-

erating in domains where the signals are sparse, have also been applied to the spectral imaging

problem [166–168]. Despite some impressive initial results, these computational reconstruction

techniques are immature and require significant advancements to match the image quality pro-

duced by other imaging spectrometers.

2.1.3 Device Selection

As mentioned, there is no single device suitable for all applications. Many factors need consid-

eration in determining the optimal device for the intended application (as described by [132]),

including:

– Spectral range

– Spectral resolution

– Spatial resolution

– Acquisition time

– Wavelength selectability

– Field of view

– Cost

– Complexity

– Sensitivity

– Size

– Weight

2.1.3.1 Available Components

Initially, the component inventory available to the research group included:

– QImaging R© QICAM and Rolera-XR Peltier-cooled monochrome cameras
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– VariSpec R© LCTF (VIS-10-35), with 10 nm FWHM2 and 400–720 nm tuning range

– VariSpec R© LCTF (SNIR-10-20), with 10 nm FWHM and 650–1100 nm tuning range

– Schneider R© Xenoplan 1.4/17mm achromatic lenses ×2

Due to financial constraints, these components formed the backbone of the system resulting in the

design and construction of an ETF-based spectral scanning imaging spectrometer. A dual-camera

system was constructed, where the QICAM and Rolera-XR cameras were paired to the visible-

and NIR-sensitive LCTFs respectively (along with lenses and mounting hardware), to give an

overall system spectral range of 400–1100nm.

Constructing an imaging spectrometer in-house allows the developed system to be tailored to the

needs of the research group; however, a significant investment of time is required. At the time

of development, the requirements of the research group included hyperspectral data acquisition

of human skin, inanimate biological matter (e.g. fruit) and forensic objects and locations (e.g.

crime scenes). Humans are challenging to image as their aversion to bright light and inability to

remain perfectly still increases the required exposure times and can cause registration problems

between spectral bands in the cube. The construction of a snapshot imaging spectrometer would

have mitigated these registration problems but developing or purchasing such a system was pro-

hibitively expensive and scanning systems typically produce higher-quality data. Nevertheless,

the dual camera-LCTF pairs enabled concurrent spectral acquisition in the visible and NIR re-

gions, approximately halving the required acquisition time (to the longer of the two scan-times

rather than the sum). Additionally, while not immune to temporal scene variations, correcting

inter-band spatial distortions is more tractable with ETF-based systems than spatial-scanning

systems as each frame is spatially self-consistent and can be mitigated with established image

registration techniques.

2.2 First Revision

The initial prototype was designed with simplicity and functionality in mind. While this prototype

was capable of collecting scientific-grade hyperspectral data, and was used in [10], problems with

vignetting and chromatic aberration degraded the quality of the acquired data.

2The Full-Width at Half-Maximum (FWHM) is a commonly used metric to quantify filter bandwidth
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Figure 2.6: The NIR imaging subsystem using the initial mounting and interconnecting hard-
ware.

The first critical design juncture involved arranging the camera, lens and filter modules. The

LCTF can be positioned on either side of the objective optics, with compromises associated with

each option. Placing the filter between the lens and sensor increases the distance between the

latter two. Due to the fixed flange focal distance of the lens, relay optics are required to redirect

the image onto the camera sensor. However, these additional lenses limit the effective numerical

aperture of the primary lens and compromise image quality. Placing the filter on the subject-side

of the lens can cause image vignetting if the focal length is not suitably large, as the filter is

optically thick and has an aperture with a small diameter. This is comparable to attaching a

tube to the end of the lens, making the use of wide-angle lenses unsuitable in this configuration.

The relay-lens option was ruled out to avoid long exposure times and their attendant problems

such as motion blur. Thus, the filters were placed on the subject-side of each lens as the large focal

lengths required were not problematic for the intended research. The camera and filter were each

mounted on adjustable platforms created by L-brackets connected to an aluminium U-section,

where the platform heights were adjusted to align the devices’ optical axes. The devices were

securely mounted to the U-section once optically aligned. Two of these supporting structures

were fabricated, one for each camera-LCTF pair, and each was affixed to an Edmund Optics

2-Axis Adjustable Camera Mount. Figure 2.6 shows the completed NIR-imaging subsystem (the

VIS-imaging subsystem is not shown, but is similar).
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Figure 2.7: Illustration of axial (or longitudinal) chromatic aberration, where dispersion in the
lens gives a wavelength-dependent focal length. This is particularly problematic for hyperspec-
tral imaging systems as they acquire image data over a broad spectral range.

2.2.1 Chromatic Aberration

A major problem with this first prototype was image degradation due to axial chromatic aberra-

tion. This distortion is caused by the variation in focal length of a lens due to the wavelength-

dependent refractive index of glass – notably, the same dispersive mechanism that is employed to

isolate spectral data in line scanner systems.

Lens designers can create an achromatic lens by combining lens elements with differing refrac-

tive properties to form a compound lens. An achromatic lens features much reduced aberration

and, unlike a simple lens, focuses certain wavelength pairs at precisely the same distance from

the lens. However, all other wavelengths still focus at different distances from the lens and thus

the chromatic aberration is only reduced, not eliminated [169]. While apochromatic and super-

achromatic lenses extend the number of simultaneously corrected wavelengths to three and four

respectively, no combination of a finite number of glass types can compose a lens which is perfectly

achromatic across a continuum of wavelengths [169]. Reflex (mirror-based) lenses exist and are

immune to chromatic aberration because they rely on reflection rather than refraction, but are

often specifically designed for microscopy or telescopy.

Chromatic aberration is particularly problematic for hyperspectral imaging. At any given focus

setting, achromatic lenses focus some wavelengths of light correctly, while others are significantly

out of focus. A standard colour camera integrates over a wide range of wavelengths combining both

focused and unfocussed light, which is perceived as a relatively sharp image with a loss of contrast
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(a) (b)

(c) (d)

Figure 2.8: Chromatic aberration from the ‘achromatic’ Schneider R© Xenoplan 1.4/17mm lens.
(a) Focused text at 680 nm. (b) The same text imaged at 550 nm, displaying defocus aggravated
by spherical aberration. (c) The same image as (b) except refocused. (d) A broadband image
of the same target, displaying reasonable focus and decreased contrast.

due to the unfocussed light. On the other hand, imaging spectrometers record each wavelength

individually and those that are poorly focused form blurry images. Figure 2.8 visualises the

problem. The system is used to image black ink on white paper and is focused with the LCTF

tuned to 680 nm (Fig. 2.8(a)). The LCTF is then tuned to 550 nm and the text is re-imaged,

exhibiting considerable image blur (Fig. 2.8(b)); refocusing the lens addresses this issue, producing

a sharp image at 550 nm (Fig. 2.8(c)). Figure 2.8(d) shows a broadband image acquired with the

LCTF removed, giving the predicted relatively sharp image with reduced contrast.

This experiment demonstrated that image cubes formed by spectrally scanning a scene will con-

tain variable blurring along the spectral axis of the cube. The presence of blurring is not in-

herently problematic (and was deliberately introduced in Chapter 5) as the reflected scene rays

are simply spread over a greater number of sensor pixels. This increased mixing changes only

the spatial distribution of endmember abundances (abundance maps), which is generally inconse-

quential provided spectral unmixing techniques are used. However, the blurring experienced here

is both wavelength and focus dependent leading to a partial spectral mixing at the poorly focused

wavelengths, a situation that is much more difficult to alleviate.

This first prototype is constructed in a similar manner to many LCTF-based devices in the

literature [2, 3, 143, 170–172], yet curiously the issue of chromatic aberration is not mentioned

suggesting their experimental data could benefit from further calibration.
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2.2.2 Additional Problems

The Schneider lenses, with 17mm focal length, exceeded the specified maximum LCTF angle of

acceptance [135] resulting in moderate vignetting, particularly in the NIR imaging subsystem (as

its LCTF aperture is 15mm narrower in diameter than the visible LCTF aperture). While not

ideal, this vignetting did not severely impact the image analysis in [10].

The focus mechanism on these lenses is thread-based and any adjustment alters the physical

length of the lens along the optical axis. This is problematic for mounting a tuneable filter on

the subject side of the lens as they are heavy, and cantilevering the LCTF from the end of the

lens would likely be damaging. To enable refocusing without disassembling the system, the lens

and LCTF were connected with a custom interlocking disk and collar (seen in Fig. 2.6).

2.3 Second Revision

In light of these shortcomings, the first prototype was revised by redesigning the focusing optics,

mounting hardware and software interface to improve system performance and flexibility. These

changes are discussed below.

2.3.1 Lenses

Most of the shortcomings of the first prototype were caused by non-ideal characteristics of the

lenses. To address the issue of vignetting, lenses with longer focal lengths were required. The

minimum focal length can be calculated using the angle of view formula: α = 2 arctan
d

2f
, where

α is the angle of view, f is the effective lens focal length and d is the diameter of the circle

subtended by the lens on the image plane. The LCTF user manual specifies a maximum half-

angle of acceptance of 7.5◦ [135] and to ensure all sensor pixels are within this limit the sensor

diagonal is used for d. The sensor formats3 of the QICAM and Rolera-XR are different (1/2′′ and

2/3′′ respectively) and require lenses with different focal lengths to give an equal angle of view,

important for merging visible and NIR captured data. Using these values and solving for f , which

is approximately equal to the nominal lens focal length for non-macro imaging, gives 30 mm and

3Not to be confused with physical sensor dimensions. The 1/2′′ and 2/3′′ formats have sensor diagonals of ∼8 mm
and ∼11 mm respectively.
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42 mm for the visible and NIR sensor formats. As ‘off-the-shelf’ lenses have a restricted set of

available focal lengths, Fujinon R© 1.4/35 mm and 1.8/50 mm lenses were purchased for the QICAM

and Rolera-XR cameras giving similar angles of view (6.6◦ and 6.4◦ respectively), and both are

below the specified LCTF maximum.

Many lens barrels grow or shrink in length as they are refocused, and both the Schneider and

Fujinon lenses fall into this category. This is problematic as the LCTFs are heavy and (to prevent

damage) cannot be cantilevered from the end of the lens and must therefore be fixed in place. This

prevents any focus changes thus necessitating an intermediary variable-length light-tight shroud

to decouple the lens movement from this interface. The shroud designed for the Schneider lens in

the first prototype was unsuitable for the Fujinon lens as its maximum barrel displacement was

much greater. A new design consisting of two sliding cylindrical adaptors was chosen where the

lens adaptor was free to slide within the filter receptacle adaptor while maintaining a light-tight

seal.

2.3.2 Focus Controller

The chromatic aberration experienced with the first prototype can be partially mitigated by

reducing the lens aperture. This comes at the expense of exposure time as the area of incident light

is reduced, requiring a quadratic increase with aperture reduction. The resultant exposure times

with this approach are unsuitably long for imaging animate subjects, such as human participants

(discussed further in Chapter 4), and an alternative method was required.

Chromatic aberration can be corrected by refocusing the lens at each wavelength to compen-

sate for focal length variations, as shown in Fig. 2.8, but unfortunately scientific and industrial

lenses tend not to feature an integrated autofocus motor. Given that each wavelength must be

separately focused, an electromechanical solution is essential – manual focussing is too laborious

and impractical. Unlike many consumer cameras, scientific cameras do not include range-finding

(phase detection) hardware. Incorporating a custom range-finding system would degrade image

quality and be costly while providing little benefit, as the optimal focus settings can be calculated

prior to imaging a given target with a known lens. The autofocus algorithm must therefore rely on

deducing the optimal focus position through recording a series of test images, each with different

focus settings. Software control of the focus position was enabled via a stepper motor that drove
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the lens’ focus ring with a belt mechanism – additional details on the hardware and software are

given in later in this section.

The relationship between focus setting and image sharpness is theoretically unimodal for modest

amounts of defocus, so a ternary search was employed to find the focus position that maximises

sharpness. This sharpness was defined to be directly proportional to image variance, where images

containing much high frequency content were deemed more in-focus than those without, and was

measured using a metric inspired by the Sobel edge detection kernel.

A difference kernel k ∈ RL was convolved with the rows and columns of monochrome image data

D ∈ RM×N to form images Cx = D ∗ kT and Cy = D ∗ k, where ∗ denotes a two-dimensional

convolution operation and k has elements:

[k]i =


−1 , 0 < i ≤ L

2

1 ,
L

2
< i ≤ L

These convolution images are squared element-wise, added together, and normalised by the sum

of all pixels squared to give sharpness measurement f :

f =
1
T (Cx ◦ Cx + Cy ◦ Cy)1

(1TD1)2
(2.1)

where 1 is a column vector of ones with appropriate dimensionality and ◦ specifies the Hadamard

matrix product.

To verify the unimodal shape of f with focus position, a collection of test images were acquired

by iterating through the focal range of the lens while maintaining other parameter values. Two

test targets were imaged, a product catalogue page (Fig. 2.9(b)) and a series of lines (Fig. 2.9(c)),

and their sharpness values were calculated for each frame and are plotted against focus position

in Fig. 2.9(a). The results for the catalogue page, representing a typical scene target, show

perfect unimodality whereas the lines image data contains diminutive sidelobes in its response.

An optical system’s modulation transfer function (MTF) – the ability to measure contrast (or

resolve features) as a function of spatial resolution – changes also as a function of focus position.

The MTF degrades with increasing spatial frequency as expected; however, due to the blurring,
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Figure 2.9: The sharpness metric curves (a) for the catalogue page (b) and lines (c) images.

it oscillates about zero4 and creates more severe degradation [173]. The lines data presents a

pathological case for this metric as the MTF zero crossings decimate the measured contrast at

particular spatial frequencies. Given that the spatial frequencies in this target are concentrated,

these decimations have a significant global contrast reduction creating additional modes in the

sharpness metric curve. In practice, this failure was not experienced during any of the experiments

undertaken by the research group.

2.3.3 Hardware

The mounting hardware required a major redesign to incorporate the electronic focus control

modules for the lenses. Additional to this change, both visible and NIR imaging subsystems were

merged onto a single platform suitable for mounting on a standard camera tripod. Physically

minimising the distance between these subsystems (to reduce parallax error between the cameras)

was difficult with the first prototype. The new mounting hardware addressed this problem.

A stepper motor system was designed to enable electronic control of the lens’ focus position.

Each lens had a machined sprocket attached to its focus ring, secured with grub screws, and

4When the MTF drops below zero a phenomenon known as spurious resolution takes place, where scene contrast
reversal is experienced with dark regions becoming light and vice versa.
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connected to the stepper motor (SM-42BYG011-25) via a toothed belt. A free-wheeling sprocket

was placed opposite the motor-driven sprocket to balance the tension forces on the lens, avoiding

excessive bending stresses. The sprocket was held in place using an adjustable retention plate,

where twisting the plate moves the axle of the sprocket toward or away from the lens and varies

the amount of tension on the belt.

A method of sensing the operational focus limits of the lens was required to prevent the stepper

motor from damaging or unseating the lens as a result of excessive applied torque. This func-

tionality was developed by processing the motor driving currents, as a stalled or heavily loaded

motor draws excess current due to the reduction in back electromotive force (EMF). However, the

rotation of a stepper motor (and therefore back EMF) consists of brief pulses of rapid movement

followed by relatively long stationary periods [174]. Thus, a time-averaged measure of current is

not a useful indicator of the torque produced. During these stationary periods the drive current

decays to a holding value and this settling time is indicative of the energy consumed during the

step. Despite complications introduced by the inductive response of the motor coils, a torque

measurement was successfully obtained by integrating the holding current over the duration of

each step.

A focus controller board was developed to drive the stepper motor and house the torque sensing

circuitry. An Atmel R© ATmega8 microcontroller managed an Allegro R© A3967 driver chip, used to

actuate the stepper motor; an FTDI R© FT232R, used to enable external control of this platform

over a virtual RS232 connection; and the torque sensing circuitry, used to protect the lenses. The

mechanical backlash between the belt and sprockets was minimised by enforcing the controller

to settle on a given focus position from a clockwise rotation. This improved the reliability of the

system at the expense of lengthened settling times for counter-clockwise focus ring rotations.

Two u-section support rails secured each camera and LCTF, where additional plates merged

these rails together and provided mounting points for the stepper motors. An exploded view

illustration of the system is presented in Fig. 2.10(a), with some parts omitted for clarity, along

with an image of the system in Fig. 2.10(b); the focus and LCTF controller modules are absent

from both figures.

The stepper motor would potentially sit for long periods of time drawing a large holding current

(∼0.5 A) and become very hot. To alleviate this, we included a user-selectable option to disable
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Figure 2.10: An exploded view of the system is shown in panel (a): The lens (A) is attached
to a camera (B) and is bolted to the support rail (C). A sprocket (D) is attached to the focus
ring of the lens, which in turn is driven by a stepper motor (E) via a toothed belt. The belt is
attached to a freely rotating sprocket, tensioned using a retention plate (F). The retention plate
and stepper motor are supported by (G). The lens and LCTF are connected via a light-tight
adaptor (I), allowing for lens barrel growth and contraction during focusing. An image of the
system is presented in panel (b).

the motor driver chip after each movement was completed. A forced minimum holding time after

each sequence of steps ensured that the lens did not move due to any elastic components in the

system, such as the belt. However, this meant that the focus ring was free to move independently

while not driven by the motor, and such movement could not be accounted for. In practice, the

torque required for this to occur is sufficiently large that such unreported movement is highly

unlikely.

2.3.3.1 Motorised Aperture

Part of the image cube calibration process, discussed further in Chapter 3, requires the collection

of dark frames where the imaging sensor must be shielded from incident light. Two Prontor R© elec-

tronic shutters (Magnetic E/40) provided a software-controlled binary aperture with completely

open or occluded states. These devices were designed to be normally-closed and the electromag-

netic driving mechanism that rotated the shutter leaves consumed considerable power in the open

state. We replaced the electromagnet with a more efficient Hitech R© HS-55 servo motor and drove
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it using the focus controller board. Due to time constraints, a suitable LCTF mounting bracket

was not developed and a manually operated aluminium cap replaced the electronic shutters to

provide the necessary shielding.

2.3.4 Software Development

Software was developed to control and coordinate the camera, LCTF and lens settings to re-

duce the impracticalities associated with a manually-adjusted system, significantly improving the

simplicity, repeatability and speed of data collection.

Generic interfaces were designed for each hardware module, requiring minimal development for

substituted or additional hardware. The software was multithreaded allowing simultaneous opera-

tion of an arbitrary number of module sets (LCTF, focus controller and camera). Determining the

optimum exposure time and focus setting for an imaging spectrometer is typically time consuming

and error prone, especially with the long exposure times often encountered with hyperspectral

imaging. The software implements both automatic focusing and exposure control procedures to

systematically expedite these processes, along with calibration and acquisition procedures that

execute these operations for a specified wavelength range. The details of the software architecture

and the design of these procedures are now discussed.

2.3.4.1 Architecture

Three core components defined an imaging subsystem: a camera, LCTF and focus controller. The

entire acquisition platform consisted of two of these subsystems, one each for the visible and NIR

spectra, but the software was designed to support an arbitrary number. Furthermore, a highly

modular hierarchy was implemented, where each instantiated subsystem used the same module

templates.

Figure 2.11 shows a structural overview of the subsystem interfaces. The user interface connects

to each subsystem independently on separate threads through the procedure runner interface.

This provides access to the procedure runner core that is responsible for executing the preview,

autoexposure, autofocus, calibration and data collection procedures. The generic interface for

each hardware module allows the procedure runner core to perform the primitive operations re-

quired for each individual procedure, such as presenting or altering device settings (wavelength,
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Figure 2.11: An overview of the imaging subsystem software hierarchy.

focus position, gain, etc.) and grabbing frames from the camera. Each hardware module applica-

tion programming interface (API) provided a set of device-specific parameters and methods. A

wrapper was written for each to abstract from vendor-specific nomenclature and data structures,

reshaping its interface to fit a predefined generic device model. These interfaces were differen-

tiated only by their required methods, e.g. the camera interface must have a frame grabber.

Additional device properties were collated into generic parameter types (boolean, ranged, list,

read-only, etc.) that were able to be accessed by the user if required. For example, cooling is not

an essential component of a camera system but may be provided by some vendors and should be

offered to the user. The observer pattern notified the data subscribers (procedures, user interface,

etc.) of any state changes with the hardware modules and the visitor pattern provided a common

interface for handling each parameter type.

Structuring the software in this way allows hardware modules to be interchanged with minimal
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disruption, requiring only a new wrapper module to make its API compatible with the rest of the

system.

2.3.4.2 Autoexposure

The autoexposure algorithm exploits the linearity of the Charge-coupled Device (CCD) [175]

to interpolate an appropriate exposure time for the conditions in the scene. Two test images,

with different exposure times, of a calibrated reflectance target (such as Spectralon R© [176]) are

collected and a linear regression relating exposure time to measured image intensity is derived.

These images must first be inspected for overexposure or underexposure to ensure the expression

is valid, as the linearity assumption only holds true when these conditions are avoided. Image

overexposure saturates a number of pixels on the sensor and their measured intensity is nonlinearly

clipped. Conversely, image underexposure produces many pixels with a low SNR where the desired

signal is situated below the noise floor.

The tests for overexposure and underexposure are based on percentiles of image histograms;

however, there are mixed views on acceptable percentile thresholds. Ideally, none of the pixels

should be allowed to saturate although, when enforced, the resulting images are often largely

underexposed (due to hot pixels on the sensor or specular highlighting in the scene). Instead, a

small amount of overexposure is usually tolerable and a high percentile value from each image is

used to assess the suitability of its exposure setting. The system adopted the following thresholds:

an image is considered overexposed if the 95th percentile of its histogram is greater than 95% of

the sensor’s dynamic range; similarly, an image is considered underexposed if the 30th percentile

is below 10% of the dynamic range. If a test image fails these checks, a new exposure time is

selected and the image reacquired. After deriving the expression relating exposure time to image

intensity, a predefined maximum intensity value is substituted to interpolate the corresponding

exposure time – typically one that maximises dynamic range. This process is repeated at each

wavelength establishing a constant maximum intensity in each slice of the cube.

The algorithm processes a subset of pixels in the image, specified by a region of interest (ROI),

allowing the user to select only the brightest materials in the scene. This avoids scenarios where

the image can be simultaneously both over and underexposed, such as checkerboard image data

with its strongly bimodal histogram. The reflectance standard is used as the test target because,
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due to its known reflectance, the selected exposure times compensate for several experimental

artefacts. These include: the transmission efficiencies of the lens and LCTF, illuminant spectral

power distribution and imaging sensor quantum efficiency (discussed in Chapter 3).

2.3.4.3 Autofocus

As mentioned in § 2.3.2, the imaging hardware lacks phase detection functionality and the aut-

ofocus algorithm determines optimal focus by analysing the sharpness of multiple test images

with a contrast-based metric. When determining the focus positions for a set of wavelengths, an

initial ternary search algorithm traverses the focal range of the lens and finds the position with

maximum sharpness at the first wavelength. Since the focus positions for contiguous wavelengths

are similar, a simple focus adjustment procedure modifies the focus one step at a time until the

optimal position is found for the remaining wavelengths. This is faster than performing a lengthy

ternary search at each wavelength.

2.3.4.4 Calibration and Acquisition

A calibration procedure calculates the optimal equipment settings for data acquisition across

user-specified wavelengths, using the autofocus and autoexposure procedures. Ascertaining these

settings in advance allows the data acquisition phase to be accelerated significantly, and was ∼10×

faster than the calibration process in our experiments. The calibration settings are serialised into

a JavaScript Object Notation (JSON) file allowing reuse with multiple subjects and providing

consistency across multiple sessions. The software is multithreaded, permitting simultaneous

operation of the visible and NIR subsystems, allowing further reduction of the total acquisition

time to the maximum of these subsystems (as opposed to the sum of the two). Reducing the

required capture time is important for this research as humans are the desired image target.

Shorter exposure times increases the comfort and stability of these participants giving improved

registration between images in the cube. Further discussion on the requirements for spectral

imaging of human skin is presented in Chapter 4.
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Figure 2.12: Comparison of image quality with (blue) and without (red) wavelength-dependent
focus adjustment in the visible (a) and NIR (b) spectra. Solid lines represent modulation of fine
details (30 line pairs per mm); dashed lines represent medium details (10 line pairs per mm).
The curves in (b) appear noisy due to NIR LCTF instability [177, pp. 215–216].

2.4 Focus Tracking Performance

The improvement in image quality as a result of wavelength-dependent focus tracking is demon-

strated by imaging a test target of alternating black and white bars. The target contained two

resolution levels, 30 line pairs per mm (lp/mm) and 10 lp/mm, and image quality was quantified

by measuring the overall contrast between the black and white bars as a function of wavelength.

This metric approximates the MTF and was analysed with and without focus tracking in Fig. 2.12.

For the images with disabled focus tracking, the camera was set to optimal focus at 550 nm and

850 nm in the visible and NIR spectra respectively. As the resolution of the target does not vary

with wavelength, the MTF of an ideal system would provide two constant levels. However, the

inherent chromatic aberration causes blurring that decreases the MTF.

As the wavelength tends away from 550 nm in Fig. 2.12(a) and 850 nm in Fig. 2.12(b), the MTF

diminishes due to the images losing focus. However, with tracking enabled, the MTF remains

approximately equal throughout the wavelength range in both systems. The regular wave pattern

appearing from 550 nm onwards in Fig. 2.12(a) is due to the constraint of the motor to quantised

steps. Using finer steps or a different gear ratio would eliminate the drop in image quality when

the optimal focus lies between two adjacent steps. The MTF sharply drops off at around 1000 nm
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in Fig. 2.12(b) and is speculated to be caused by a physical limitation of the lens, NIR LCTF

sidelobes (discussed further in Chapter 3) or spectral variation in the ink or paper reflectance.

2.5 Conclusions

Spectral imaging techniques allow materials to be distinguished in situations where more conven-

tional methods would fail to do so although imaging spectrometers are inherently susceptible to

chromatic aberration. We developed a scientific-grade hyperspectral imaging system that com-

pensates for axial chromatic aberration by refocusing the lens at each wavelength using a stepper

motor to rotate the focus control. This produced superior results compared to the single-focus

approach when testing the system’s MTF with wavelength. While a servo motor would be an

ideal solution for absolute positioning and is potentially a better choice of motor, stepper motors

provide fixed angle increments allowing discrete relative movement control. The physical size of

the employed lenses is a function of focus position. Lenses are available with a fixed external

housing where the internal elements move in isolation to the surrounding structure. These fixed-

length lenses allow a greatly simplified lens-LCTF adapter; however, the explicit requirement of

a fixed external housing may lead to unacceptable compromises in quality, cost, or suitability

of the lens for a specific purpose. It is therefore recommended that a flexible adapter design be

considered, such as the sliding components discussed earlier or the use of bellows.

The raw image data provided by an imaging spectrometer typically cannot be directly applied to

solve image processing problems, as each element in the system is adding artefacts to these data.

The next chapter outlines procedures for obtaining dependency-free data through calibration.



Chapter 3

Imaging System Calibrations

All scientific measurements require calibration to ensure the reported values are reliable and

to provide an estimate of their accuracy and precision. The valid application of a result or

inference presented in the literature is dependent on the calibration procedures implemented

during experimentation [177]. Humans instinctively analyse image data in subjective terms,

expressing scene details using qualitative descriptors, where aesthetic impressions are of interest.

Such ambiguities are unacceptable in the domain of scientific imaging as analyses require objective

and quantifiable results.

In spectral image processing, arbitrary intensity values (such as analog-to-digital converter (ADC)

counts) are replaced with more appropriate spectroscopic units such as reflectance, absorbance

and transmittance as these are intrinsic properties of the target object or material, free from

external factors such as illumination sources, sensor equipment, location of image capture, etc.

However, to obtain these data additional calibration procedures are generally required. A variety

of calibrated targets, with known characteristics, are available to assist with these procedures,

such as diffuse reflectance targets [176, 178], colour rendition charts [179], bespoke digital light

processing (DLP) projectors [180, 181], resolution targets (USAF 1951, NBS 1963A, ISO 12233

and IEEE), blackbody calibration sources (for thermal imaging) [182], and many more (listed in

[177]).

In our experiments, target reflectance is the desired parameter. Fortunately, as a relative mea-

sure, it requires a less demanding calibration procedure than that required for recovering absolute

53



Chapter 3. Imaging System Calibrations 54

physical quantities, such as received photon count. Nevertheless, the task is non-trivial and this

chapter presents the radiometric calibration procedures implemented to remove spectral artefacts

from measured data (using the imaging spectrometer from Chapter 2), based on additional mea-

surements of a calibrated reflectance standard. Extraneous transmission sidelobes in the near

infrared (NIR) Liquid Crystal Tuneable Filter (LCTF) invalidate the commonly used techniques

for a subset of wavelength bands in the image cube, requiring a more rigorous reflectance recovery

procedure.

Given that each data cube image slice is acquired separately in time, and with wavelength-specific

focusing, geometric calibration is required to ensure that the spatial features in the scene are

spectrally aligned. This is achieved using image registration techniques and the implementation

presented in this chapter was selected for its suitability for automatic operation, due to the high

number of spectral bands needing registration in a cube. Other geometric considerations, such

as the spatial variability of the radiometric parameters, are corrected using spectral unmixing

techniques (discussed in Chapter 5).

3.1 Radiometric Calibration

The signal recorded by the camera sensor is influenced by every element in the optics chain, each

of which has a unique spectral footprint, and must be removed in order to attain the reflectance of

a target in the scene. For the imaging spectrometer from Chapter 2, these wavelength-dependent

artefacts include: the transmission efficiencies of the LCTF and focusing optics, where the LCTF

efficiency also varies as a function of tuned wavelength; the spectral power distribution (SPD) of

the illuminant (e.g. incandescent, gas discharge, LED, etc.); and the quantum efficiency of the

imaging sensor (e.g. Charge-coupled Device (CCD), Complementary Metal-oxide-semiconductor

(CMOS), InGaAs, etc.).

The sensor accumulates, with varying efficiency, the incident radiation not absorbed or filtered

by the preceding stages over the operational range of the equipment, described by the spectral

interval [λmin, λmax]. The spectrum for a single pixel x, can be can be näıvely described as:

x(λ0) =

∫ T (λ0)

t=0

∫ λmax

λ=λmin

S(λ)R(λ)C(λ)L(λ)F (λ, λ0) dλ dt (3.1)
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where S is the scene illuminant spectrum, R is the target reflectance, C is the imaging sensor’s

quantum efficiency, and L is the focusing optics’ transmission efficiency. F is the filter’s trans-

mission efficiency and T is the integration time, both with respect to tuned wavelength λ0. The

spectrum of x is constructed sequentially by scanning the LCTF tuned wavelength parameter λ0

and concatenating the acquired image data.

Attaining isolated characterisations of each non-reflectance term in Eqn. (3.1) is not necessarily

required to remove their effect on x. The bandwidth of the LCTF is very narrow (∼10 nm in our

experiments) and a commonly employed simplification of this equation is to assume that only

a small wavelength band ∆λ around λ0 is contributing to measurement x(λ0) [1, 2, 143, 170],

collapsing the inner integral to give

x(λ0) ≈ ∆λ

∫ T (λ0)

t=0

S(λ0)R(λ0)C(λ0)F (λ0, λ0) dt (3.2)

Applying this assumption when imaging an ideal reflector (with R(λ) = 1) gives calibration

measurement xC that approximates the combined response of the non-reflectance terms at λ0,

where

xC(λ0) ≈ ∆λ

∫ T (λ0)

t=0

S(λ0)C(λ0)F (λ0, λ0) dt (3.3)

As these equipment artefacts are multiplicative and wavelengths outside the ∆λ range are ne-

glected, the individual terms from Eqn. (3.3) are not required and a bulk correction using their

combined response in xC is sufficient. Calibration measurements are acquired for each wavelength

band in the image cube and the target material’s reflectance is approximated by dividing x(λ0)

from Eqn. (3.2) by the corresponding calibration xC(λ0) from Eqn. (3.3) giving:

x(λ0)

xC(λ0)
≈

∆λS(λ0)R(λ0)C(λ0)F (λ0, λ0)
∫ T (λ0)
t=0

dt

∆λS(λ0)C(λ0)F (λ0, λ0)
∫ T (λ0)
t=0

dt
≈ R(λ0)
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The scene illumination is assumed to be broadband1, along with assumptions of non-zero camera

and filter sensitivities, as the division is undefined for wavelengths lacking measurable radiation.

This equation illustrates the conceptual basis for the radiometric calibration, however more care

is required when implementing it in practice as there are other unwanted signal sources and

measurement uncertainties that were omitted for clarity. In reality, these continuous function

products are sampled by the acquisition hardware into the digital domain. The ADC in the

imaging sensor quantises the measurement to integer values within the range [0, 2N − 1], where

N is the number of bits and determines the resolution of the converter – both the QICAM and

Rolera-XR cameras from the imaging spectrometer in Chapter 2 have N = 12. Exposure times

are ideally limited to prevent the measured signal ever reaching the maximum value of the ADC

(saturating) as it cannot be known how far the raw input signal exceeded this clamping point.

Worse still, the accumulated charge in a saturated photosite (pixel) on a CCD can spill over into

adjacent sites causing a streaking pattern in the resultant image, known as blooming.

The conversion process includes a bias term, whereby a non-zero signal is presented by the ADC

even when zero photons strike the detector. Furthermore, imaging devices generate an unwanted

signal called dark current that originates from electrons freed by thermal agitation of atoms in the

sensor substrate [183]. This current is minimised by cooling the sensor – a Peltier thermoelectric

cooler is present in both the QICAM and Rolera-XR cameras from Chapter 2, which reduces the

temperature of the sensor to 25◦C below ambient.

Incident light is composed of discrete quanta (photons) and the arrival of photons at the sensor are

statistically independent events, accurately described by the Poisson distribution. This behaviour

adds uncertainty to the counting of received photons as it is not exactly proportional to the

exposure time and this uncertainty is called shot noise. Similarly, thermally-liberated electrons

in the generation of dark current are statistically independent and are also modelled by the

Poisson distribution. A sensor measurement containing an average of ȳ received photons (or

thermally-generated electrons) is uncertain by the standard deviation of the distribution, ±
√
ȳ

photons [183]. This uncertainty can be reduced by measuring more photons, as the signal to

noise ratio increases with increasing ȳ. Longer exposures achieve this desired increase although

the sensor’s full-well capacity presents a practical limit. To acquire more signal while avoiding

1Thermal infrared (IR) imaging systems are often used when sufficient illumination is inaccessible, measuring
target emission spectra instead of reflectance.
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sensor saturation, multiple frames are collected and averaged, assuming the scene is static or the

images are correctly registered. While the bias term is not derived from a random process, each

measurement from the sensor introduces random variation in the readout circuitry called read

noise. However, unlike shot and dark noise, this does not vary with signal level [183].

To make the calibration process discussed earlier more rigorous, these factors must be incorporated

into the näıve model presented in Eqn. (3.1). We assume the LCTF is tuned to M discrete centre

wavelengths λ0 over the range λ0,min ≤ λ0 ≤ λ0,max located at λ0,m = λ0,min + (m− 1)∆λ0, where

∆λ0 =
λ0,max − λ0,min

M − 1
and 1 ≤ m ≤ M . Incorporating this change, along with inclusion of

unwanted signal and noise components, gives:

x[m] = T [m]

∫ λmax

λ=λmin

S(λ)R(λ)C(λ)L(λ)F (λ,m) dλ+D + w ∈ {0, 1, ..., 2N − 1} (3.4)

where D combines sensor bias and dark current, w represents measurement uncertainty (from

shot noise, dark noise, read noise and quantisation error), and the ADC clamps x[m] to the range

S = [0, 2N − 1], entailing the vector x ∈ S ⊂ ZM . D can be estimated by collecting a dark

frame xD[m], using the same exposure as for x[m], with the optical path obstructed such that no

light reaches the sensor and subtracted from Eqn. (3.4). The uncertainty terms are added with

this subtraction although w can be reduced to a negligible level by averaging several x[m] and

xD[m] measurements [183], where the averaging process now entails x ∈ RM . It is assumed that

these precautions have been made, allowing w to be neglected from all subsequent reflectance

calculations.

The narrowband assumption simplifies Eqn. (3.4) in a manner similar to Eqn. (3.2) to give x[m] ≈

∆λT [m]S[m]R[m]C[m]F [m,m]+D+w and the calibration measurement from Eqn. (3.3) becomes

xC [m] ≈ ∆λT [m]S[m]C[m]F [m,m] +D + w. The reflectance is now recovered by:

R[m] ≈ x[m]− xD[m]

xC [m]− xD[m]
(3.5)

A NIST-traceable, highly Lambertian Spectralon R© SRS-99-010 reflectance standard, with spec-

trum displayed in Fig. 3.1, was used in our experiments and R(λ) ≈ 0.99 was substituted when

collecting the calibration measurement data xC . This equation presents the calibration process
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Figure 3.1: The reflectance of the Spectralon R© surface (SRS-99-010) used for radiometric cali-
bration, where the sample points were provided from [176] and the overlaid vertical lines show
the spectral range of our imaging spectrometer (presented in Chapter 2).

for a given pixel, but does not consider the spatial variability introduced by the non-reflectance

terms in Eqn. (3.4). Pixel to pixel variations stem from sensor linearity and quantum efficiency

variations, optical vignetting, scene geometry, surface contour factors, and non-uniform illumina-

tion.

A common approach used to mitigate these variations is to collect a flat-field frame, whereby

a uniform target or illuminant that fills the sensor field of view is imaged (along with the dark

frames), and divide it element-wise into the measured data after dark frame subtraction, akin to

the division of the calibration measurement in Eqn. (3.5).

A calibrated reflectance standard is the only suitable target as it is both spatially and spectrally

uniform. However, these targets are frequently physically small (a circular reflective area of

diameter 1.25′′ (31.75 mm) was used in our experiments) and are unlikely to fill the sensor field

of view – it is common for the set of pixels imaging the standard to be a few percent or less of

the total pixel count. Furthermore, the shape of the standard should ideally match the contours

of the scene to account for non-Lambertian reflectors. The impracticality of these flat-field image

requirements leads to the expedient assumption that the calibration measurement, while only
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valid for the subset of pixels measuring the standard (indices [u′, v′] ∈ PC), is applicable to all

spatial indices [u, v] ∈ P , where PC ⊂ P . The reflectance standard pixels PC are averaged together

after dark subtraction, giving the assumption for the denominator in Eqn. (3.5) as

xC [u, v,m]− xD[u, v,m] ≈ 1

|PC |
∑

u′,v′∈PC

xC [u′, v′,m]− xD[u′, v′,m]

where |PC | is the cardinality of pixel set PC . Any spatial variation outside PC is unaccounted for

in this calibration and will remain as artefacts in the data. Nevertheless, the correction techniques

discussed in Chapter 5 mitigate these artefacts using spectral unmixing techniques.

3.1.1 NIR LCTF Transmission Sidelobes

Ideally, the transmission efficiency of the LCTF should have a constant brick wall (or top hat)

shaped bandpass response, with 100% optical efficiency within the passband, which translates

spectrally with tuned wavelength. The actual transmission response of the LCTF is a smoothed

approximation of this ideal and the bandwidth of the filter is commonly defined by the Full-

Width at Half-Maximum (FWHM) of the curve. The transmission efficiency peak varies as a

function of tuned wavelength, due to limitations of the construction materials and coatings, and

the bandwidth is constant in frequency space, exhibiting a slight variation with tuned wavelength

(with longer wavelengths possessing a wider passband). A comparison between ideal and measured

transmission characteristics for a NIR LCTF at three tuned wavelengths is shown in Fig. 3.2.

Peak efficiency fluctuations are not problematic as they can easily be compensated with an ad-

justed camera integration time. Similarly, the variation in bandwidth with tuned wavelength is

in most cases negligible (at most ∼5 nm from the nominal value for a NIR LCTF, SNIR-10-20).

The core assumption of using these devices is that the transmission characteristic is a narrow

bandpass filter. While this is generally true, for a subset of tuned wavelengths this assumption

is not valid. When tuning the NIR LCTF to wavelengths between 1000 nm and 1100 nm, higher

order sidelobes are present in the response giving it a multimodal appearance and thus violating

the narrowband assumption (an example is presented in Fig. 3.3). An additional complication

is introduced when using silicon-based imaging sensors, such as a CCD or CMOS detector, as
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Figure 3.2: A comparison between (a) ideal and (b) measured transmission efficiency for three
tuned wavelengths of the NIR LCTF (SNIR-10-20). The measurement procedure is discussed in
§ 3.1.2.2.

their quantum efficiency rolls off heavily approaching 1100 nm due to silicon’s diminishing absorp-

tion coefficient, where photons are unable to overcome the energy band gap just beyond 1100 nm

(∼1.1eV) [184, pp. 104–111]. This results in a greater attenuation of the passband signal than

the sidelobe signals, exacerbating the problem.

Consequently, in certain states, the filter is transmitting light containing a significant mixture of

disparate wavelengths, which has serious implications when measuring the reflectance spectrum

of a particular object or material. In the case of Fig. 3.3, when a spectrally uniform illuminant is

used to image an ideal reflector, the sidelobe-transmitted light produces around one quarter of the

measured signal. This entails that if the target’s reflectance was ∼3× lower around 1040 nm the

sidelobe signal would outweigh that of the passband under the same illumination. This behaviour

is more complex than a simple bandpass characteristic and needs to be carefully managed.
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Figure 3.3: Two NIR LCTF transmission efficiency plots are displayed, where the 830 nm centred
curve exhibits the expected unimodal response, and the curve centred at 1040 nm is highly
multimodal. The overlaid quantum efficiency of the Sony R© VQE3618L CCD (inside the Rolera-
XR from Chapter 2) illustrates the exacerbation of the problem when using silicon-based imaging
sensors, as the sidelobe signal is more efficiently converted than the passband signal.

3.1.2 Spectral Recovery Using Inverse Methods

The conventional radiometric calibration procedure presented earlier has been juxtaposed with

LCTF device characteristics indicating that using such a method is not universally valid. Since

the narrowband assumption does not hold true for all tuned wavelengths it has typically been nec-

essary to include a blocking filter just for those problematic bands. This complicates experimental

procedures and introduces more hardware that must be characterised and accommodated.

We devised a new technique that can be applied after data collection is complete, provided the

original equipment has been adequately characterised (which is usually the case). The acquisition

problem is cast as an under-determined system from which the reflectance can be recovered using

inverse methods. Such systems are necessarily ill-posed and we maintain that a useful solution

exists when the reflection function is constrained to have minimum residual energy and moderate

high-frequency content. The energy constraint provides reflectance estimates with minimum least
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squared error and penalising high-frequency content has evidential support in that reflectance

spectra are frequently smooth functions without rapid transitions.

While there is some literature connecting inverse methods and LCTFs [143, 185] there appears to

be no work reporting the use of these methods to correct errors introduced by LCTF sidelobes.

3.1.2.1 Problem Formulation

In order to express the problem in linear algebraic form we discretise the spectral integral in

Eqn. (3.4) using N equidistant samples with step size ∆λ =
λmax − λmin

N − 1
so that λn ≈ λmin +

(n− 1)∆λ where 1 ≤ n ≤ N . The discrete formulation, ignoring unwanted signal terms, is:

x[m] ≈ ∆λT [m]
N∑
n=1

S[n]R[n]C[n]L[n]F [n,m]

The discretised system can be written in matrix form as y = Az where y ∈ RM , z ∈ RN and

A ∈ RM×N with elements:

[y]m = x[m]

[A]m,n = ∆λT [m]S[n]C[n]L[n]F [n,m]

[z]n = R[n]

Typically, there are far fewer tuned centre wavelengths than spectral samples and our experimental

setup possessed N = 835 and M = 42. Given that M � N the system matrix is guaranteed

to have a non-zero null space and therefore an infinite number of solutions. If we constrain the

problem so the best solution is that with the smallest null-space component then the optimal

reflectance vector is given by the standard Moore-Penrose inverse zopt = AT (AAT )−1y (provided

A has full row rank). Our experiments have shown that the matrix product AAT is often poorly

conditioned so we recommend inclusion of a regularisation term to reduce high-frequency noise

in the solution. The modified problem to be solved is then:
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zopt = arg min
z

(||y − Az||22 + α ||Bz||22) (3.6)

where B is a first-order difference matrix that penalises solutions with significant high frequency

energy. The scalar α ∈ R weights the relative contributions of the residual ||y − Az||22 and the

smoothing term ||Bz||22 in arriving at the solution. This strategy is the well-known Tikhonov

regularisation method and has the closed-form solution:

zopt = (ATA+ αBTB)−1ATy (3.7)

3.1.2.2 Equipment Characterisation

The manufacturer datasheets were used to obtain sensor quantum efficiency and lens transmission

efficiency data. A non-dichroic quartz-halogen lamp (BLV R© Reflekto 35W 12V DC) was the

illuminant used in these experiments and its SPD was approximated with a black-body radiator

at the listed bulb colour temperature (2900 K). The manufacturer-provided LCTF transmission

efficiency curves were defined relative to a linearly-polarised illuminant. As our experiments

contain randomly-polarised sources, these curves required adjustment.

Ideally, these curves would require a simple halving, yet results from our experiments that mea-

sured these efficiencies proved otherwise, as now discussed. A B&WTek R© BRC111A spectrometer

collected measurement pairs of a halogen lamp with and without the LCTF in its optical path

inside a photographic dark room, where the division of these measurements provided the trans-

mission efficiency of the LCTF at a given tuned wavelength. The process was repeated for tuned

centre wavelengths spanning the range of the device, spaced by 10 nm, however measurements

beyond ∼1060 nm were unattainable as they were outside the operational range of the spectrome-

ter. Figure 3.4 contrasts the manufacturer provided efficiency curves (Fig. 3.4(a)) to the measured

data (Fig. 3.4(b)) and a significant difference in peak efficiency between these two datasets can

be seen for corresponding tuned centre wavelengths. The reason for this disparity is not known

but may correspond to instability [177] or ageing effects of the LCTF materials.
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Figure 3.4: (a) Manufacturer specified NIR LCTF transmission efficiency curves and (b) the same
curves measured experimentally with a spectrometer (limited to measurements below∼1060 nm).
There is a notable disparity in peak efficiency between corresponding tuned centre wavelengths.

3.1.3 Reconstruction Performance

The ability of Tikhonov regularisation to recover material reflectance, and thereby correcting for

NIR LCTF sidelobes, was tested on laboratory-collected data. Aware that the problem is ac-

centuated for objects with high reflectance below 750 nm and low reflectance above, an Edmund
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Figure 3.5: Reflectance reconstructions of a cold mirror, using the narrowband assumption
and Tikhonov regularisation, are compared to spectrometer-collected (B&WTek R© BRC111A)
reflectance data.

Optics R© cold mirror (a type of dichroic reflector) was used as the test target for reflectance re-

covery. The experimental setup was similar to those discussed previously, with the measurements

being collected in a photographic darkroom using the BLV R© quartz-halogen illuminant and the

NIR subsystem of the imaging spectrometer (described in Chapter 2). The reflectance of the mir-

ror was verified using the B&WTek R© spectrometer and Fig. 3.5 compares these data to reflectance

reconstructions using Tikhonov regularisation and the narrowband assumption.

Unsurprisingly, reconstruction using the narrowband assumption overestimates the reflectance at

wavelengths past 1000 nm whereas the Tikhonov reconstruction follows the spectrometer measure-

ment much more faithfully. This suggests that using Tikhonov regularisation is an effective tech-

nique to recover reflectance spectra when the acquisition hardware contains known deficiencies,

such as LCTF transmission sidelobes. The normalised maximum difference between the Tikhonov

reconstructed reflectance RT (λ) and the spectrometer data RS(λ),
||RT (λ)−RS(λ)||∞
||RS(λ)||∞

, was 8%

for the dichroic reflector. The narrowband reflectance RN(λ) produced a much less favourable

normalised maximum difference with RS(λ) of 45%. However, it should be noted that the nar-

rowband assumption provided accurate results for the wavelengths where the LCTF transmission
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characteristic did not contain significant sidelobes.

The Tikhonov reconstructed spectrum is sensitive to the selection of the regularisation parameter

α and therefore care must be taken in choosing an appropriate value. For the results presented in

Fig. 3.5, the parameter value α = 18 was manually chosen to minimise the average error between

the reconstructed signal and the known reflectance from the spectrometer. Alternatively, there

are methods that automate the selection of this parameter based on generalised cross-validation

[186] and L-curve analysis [187].

Although the regularisation techniques were applied specifically to correct undesirable LCTF

characteristics, the principles are applicable to other imaging systems when an accurate model of

the acquisition process is known or measurable, e.g. [146].

3.2 Image Registration

Chapter 2 presents a technique that mitigates axial chromatic aberration in hyperspectral image

data by refocusing the camera lens at each acquired wavelength in the acquisition process. An

undesired byproduct of this procedure is that refocusing the lens alters the optical magnification of

the lens and therefore the measured image, introducing a varying magnification factor across the

spectral dimension of the cube. Uncorrected, these magnification disparities disrupt the spatial

alignment of scene objects between wavelengths. Fortunately, as the images at each wavelength

are spatially self-consistent and varying the lens magnification applies a global transformation,

image registration techniques can be employed to mitigate these variations.

Image registration is the process of spatially aligning multiple images of the same scene that

were acquired under different conditions, in this case focus-setting. The correction techniques

apply a transform to each frame in the image cube to provide alignment with a selected reference

frame, which was arbitrarily selected as the central cube image slice in the absence of quantifiable

selection criteria. Unfortunately, these transformation functions are unknown and must first be

estimated from the image data. The most common approach is to select control points (also

known as tie points), which are scene features or landmarks whose locations are known in both

the reference frame and images to be registered, to provide samples of the transformation function

that are used to derive its parameters [33]. There are a variety of methods employed to select
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control points, such as manual selection or automated algorithms looking for regional (e.g. lakes,

buildings, etc.) or point features (e.g. corners, line intersections, etc.) [188].

There are many image transformation models in the literature and the chosen model should be

selected based on the assumed geometric deformation experienced during acquisition. The simi-

larity model [188] was selected as it contains global scaling, rotation and translation parameters

that can sufficiently capture the magnification changes due to refocusing and any minor perturba-

tions introduced by the mechanical vibration of the focus controller hardware. The transformed

coordinates [u, v] are calculated from the reference coordinates [x, y] by the homogeneous map-

ping2

 u

v

 =

 γ cos θ γ sin θ tx

−γ sin θ γ cos θ ty



x

y

1

 (3.8)

where γ represents scaling, θ describes rotation and [tx, ty] are translation parameters.

3.2.1 Template Matching

Manual control point selection is too laborious for hyperspectral data given the number of images

to be registered is high, typically 76 for the data collected by the imaging spectrometer described

in Chapter 2. All the experimental data acquired in this thesis was captured under controlled

laboratory conditions. This enabled the placement of distinctive registration (or fiducial) marks in

the scene for use as control points in the registration transform determination process. The mark

design is unique in order for it to be easily identified in the scene using automated methods with a

low false-positive detection rate. As the pattern of the mark is known a priori, a correlation-based

technique called template matching can be used to find the coordinates of these control points.

The two-dimensional discrete cross-correlation c for template kernel K ∈ RP×Q and data image

X ∈ RM×N is given as

2In practice this is generally implemented as an inverse mapping. The corresponding [x, y] coordinates are
calculated for a given [u, v] and generally require interpolation, as it is rare for the transform to precisely map all
data to integer coordinates.
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Figure 3.6: The registration mark design.

c[x, y] =
a∑

u=−a

b∑
v=−b

K[u, v]X[x+ u, y + v]

where X has been padded3 by P − 1 rows and Q − 1 columns to allow K to visit every pixel in

X, a =
P − 1

2
, b =

Q− 1

2
and it is assumed for notational convenience that P and Q are odd

integers [33]. c[x, y] however, is sensitive to intensity changes in K or X and is often replaced

with the normalised cross correlation coefficient cN [x, y] [33, 189], which is insensitive to these

variations. cN [x, y] is commonly given as:

cN [x, y] =

∑
u

∑
v(K[u, v]−K)(X[x+ u, y + v]−Xx,y)√∑

u

∑
v

(
K[u, v]−K

)2∑
u

∑
v

(
X[x+ u, y + v]−Xx,y

)2 (3.9)

where the summation limits describe the shared region betweenK andX[x, y], K =
1

PQ

∑
u

∑
vK[u, v]

is the mean value of the template and Xx,y =
1

PQ

∑
u

∑
vX[x + u, y + v] is the mean of X in

the region under the template. cN spans the range [−1, 1] [33], easing the process of setting a

suitable threshold for mark recognition.

A well-known pattern, used extensively in the automotive safety industry during collision testing,

was chosen for use as the registration mark m in our experiments. The design is presented in

Fig. 3.6 and is described mathematically in polar coordinates (at radius r and angle φ) by:

3Often we are only interested in the valid region of cross-correlation and the output is cropped by P − 1 rows
and Q − 1 columns. Alternatively, it is sometimes more convenient to maintain the current dimensions of the
image data, removing P−1

2 rows and Q−1
2 columns (assuming P and Q are odd).



Chapter 3. Imaging System Calibrations 69

m(r, φ) =


1, 0 ≤ φ ≤ π

2
∩ 0 ≤ r ≤ R

1, π ≤ φ ≤ 3π

2
∩ 0 ≤ r ≤ R

0, otherwise

(3.10)

where R is the radius of the mark. To provide a large cN when the template is centred across

marks in the scene, the template image K should match the marker pattern m although a näıve

duplication of m is not necessarily optimal. For example, selecting K = m indeed provides a

maximal cN but so does a white circle, with m(r, φ) = 1 for 0 ≤ φ < 2π ∩ 0 ≤ r ≤ R. In this

instance, subtractive terms are required in K to penalise these pattern differences, with:

K(r, φ) =



1, 0 ≤ φ <
π

2
∩ 0 ≤ r ≤ R

−1,
π

2
≤ φ < π ∩ 0 ≤ r ≤ R

1, π ≤ φ <
3π

2
∩ 0 ≤ r ≤ R

−1,
3π

2
≤ φ < 2π ∩ 0 ≤ r ≤ R

0, otherwise

(3.11)

where K is expressed in continuous polar form for instructive convenience. Despite the normalisa-

tion in Eqn. (3.9), cN varies as a function of registration mark size and rotation. Variations in size

can be mitigated through appropriately resampling the image data, however a priori knowledge

of the scaling is required (or spatial cues to infer it) [33]. This appears problematic as correcting

unknown image magnification variations, caused by optical adjustments at each wavelength in the

cube during acquisition, is one of the motivating factors for implementing this image registration.

Fortunately, the extent of these variations in our data were small enough to be negligible from

the perspective of cross-correlation.

Rotational variation between the image sensor’s coordinate system and that of the registration

mark are to be expected and can be minimised by exercising care when installing the mark in

the scene. Alternatively, the angular periodicity of the mark pattern can be exploited to create

a complex template kernel that encodes the mark’s rotation in its phase angle. The following

template
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K(r, φ) =

 ej2φ, 0 ≤ φ < 2π ∩ 0 ≤ r ≤ R

0, otherwise
(3.12)

uses angular sinusoids to approximate Eqn. (3.11) at phase angle φ. The rotational encoding

of this template with marker m(r, φ) from Eqn. (3.10) is demonstrated with continuous two-

dimensional cross-correlation. When the template is perfectly aligned with an angularly offset

marker m(r, φ− θ), the output of the cross-correlation is

z(θ) =

∫ R

r=0

∫ 2π

φ=0

e−j2φm(r, φ− θ) r drdφ

where the additional r term is introduced (from the Jacobian) when converting the integral from

Cartesian to polar coordinates and conjugate K∗(r, φ) is used. Evaluating the integral gives:

z(θ) =

∫ R

r=0

r dr

∫ π
2
−θ

φ=−θ
e−j2φ dφ+

∫ 3π
2
−θ

φ=π−θ
e−j2φ dφ


=

1

2
R2 je

j2θ

2

(
e−jπ − 1 + e−j3π − e−j2π

)
= −jR2ej2θ

where |z(θ)| = R2 and θ =
arg z

2
+
π

4
. From this result, we note that |z(θ)| is rotationally invariant

and can therefore be used to accurately detect the control point coordinates. The template from

Eqn. (3.12) is discretised and expressed in Cartesian form as

K[x, y] =

 ej2 arg(x+jy), |x+ jy| ≤ 1

0, otherwise
∈ CP×Q (3.13)

Equation (3.9) assumed that both template and image data were real. However, now that K is

complex, cN is updated to be
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Figure 3.7: The complex template from Eqn. (3.13) is demonstrated as rotationally invariant by
applying it to (a) an image containing three marks with differing rotations, sampled at ∼1.4 mm2

per pixel. The magnitude of the resulting cross-correlation (b), displaying only the valid data,
shows three approximately equivalent peaks indicating that each mark is equally detectable.

cN [x, y] =

∑
u

∑
v(K

∗[u, v]−K∗)(X[x+ u, y + v]−Xx,y)√∑
u

∑
v

∣∣K[u, v]−K
∣∣2∑

u

∑
v

(
X[x+ u, y + v]−Xx,y

)2
where the template is conjugated and its variance estimate has been updated, although substi-

tuting K∗ for K has little practical impact on cN . To test the rotational invariance of |cN |,

an image was collected of three registration marks, each with a different orientation (shown in

Fig. 3.7(a)). The magnitude of the cross-correlation using a template of approximately equal size

is shown (for the valid locations only) in Fig. 3.7(b), where it can be seen that there are three

peaks of near equal magnitude. The peaks of the |cN | were estimated to subpixel precision using

bi-cubic interpolation around the local pixel maxima, similar to the interpolation used during

image registration inverse mapping.

Once their location has been determined in the reference and input frames, these control points

are used to infer the scale, rotation and translation parameters in the registration transform

from Eqn. (3.8), which is subsequently applied to the input frames. The efficacy of this process is
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(a) (b)

Figure 3.8: A demonstration of spatial alignment (a) prior and (b) subsequent to image reg-
istration. Each image is composed of data at 450 nm and 720 nm, taken from the database
in Chapter 4 (sampled at ∼ 0.35 mm2 per pixel), where differences appear as regions of green
and magenta. It can be seen that after image registration these spatial disparities have been
minimised.

demonstrated in Fig. 3.8 using a cropped image cube acquired for the hyperspectral skin database

(discussed in Chapter 4). Both images are composed of data at 450 nm (occupying the green

image channel) and 720 nm (occupying the red and blue image channels). Disparities between

the unregistered 450 nm and 720 nm data appear as regions of green and magenta in Fig. 3.8(a).

After registration, in Fig. 3.8(b), these disparities have effectively been removed.

3.3 Conclusions

Calibration is an essential part of scientific data collection and is required for measurement stan-

dardisation, ensuring that the reported data are objective and reliable. When recovering material

reflectance, a calibrated standard (such as Spectralon R©) is used to provide a known radiometric

reference. This allows undesired equipment artefacts to be characterised and mitigated.

The LCTF is a popular device used to capture hyperspectral images with high spectral resolution

and the transmittance of these devices is commonly assumed to be narrowband, allowing each

band in the image cube to be spectrally analysed in isolation. Depending on the construction de-

tails, the transmission efficiency curves for the NIR LCTF at centre-wavelengths between 1000 nm

– 1100 nm may contain unwanted sidelobes that corrupt measurements collected in this range,

where such measurements must now be modelled as linear combinations of data at disparate

wavelengths. The quantum efficiency of silicon-based imaging sensors, often paired with the NIR

LCTF, diminishes significantly in this spectral region and attenuates the passband signal more
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heavily than the sidelobe signals, exacerbating the problem. Tikhonov regularisation has been

employed to mitigate the corruption of these extraneous sidelobes on measured data, where ex-

perimental results show that this regularisation produces a more accurate radiometric calibration

than that which relies on the invalidated narrowband assumption.

In addition to radiometric calibration, geometrical corrections are required to ensure that the

spatial features in the scene are spectrally aligned in the measured data. Chapter 2 introduces

a wavelength-specific focusing routine to correct for chromatic aberration; however, this process

adds a wavelength-dependent optical magnification that needs correcting. Template matching,

a correlation-based image registration technique, was used to automatically select control points

from markers placed in the scene. These points allowed the derivation of geometric transforms,

applied globally at each band, to ensure adequate spatial alignment across the spectral dimension

of the cube. To maximise the accuracy of the control point detection process, an angularly

periodic registration mark was correlated with a novel rotationally-invariant template kernel.





Chapter 4

Hyperspectral Skin Analysis

Chapters 2 and 3 provide the necessary foundations to conduct spectral analysis for a given imag-

ing application, by discussing the construction and calibration of an imaging spectrometer. As

outlined in § 1.3, human skin is used as a cue in many image processing applications due to its

invariance to partial occlusion, rotation and scale. Presently, unsupervised skin detection frame-

works experience significant performance degradation when subjected to unknown illumination

and skin-like background materials. Additionally, the detection performance is often largely de-

pendent on the characteristics of the imaged individual, such as age, gender, ethnicity, skin tone,

etc.

The accurate detection and classification of human skin necessitates a comprehensive characteri-

sation of its reflectance properties. However, the skin data needed to create such a complete model

is not publicly available. A database of hyperspectral human skin image cubes was therefore con-

structed to provide these required data. The poor optical efficiency of the imaging spectrometer

hardware demanded lengthy exposure times and threatened the spatial integrity of the measured

data (due to participant movement during acquisition). The mitigation of this problem and others

faced during the database construction process are documented in this chapter.

We speculated that the application of approved remote sensing techniques to skin detection would

provide superior performance over conventional trichromatic methods. A preliminary statistical

analysis of skin spectra is presented, wherein the suitability of modelling skin reflectance with a

Gaussian random process is investigated. This analysis is interrupted by research into shadow

75
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modelling and correction techniques upon the discovery of illumination-induced artefacts in the

measured data. These artefacts are not addressed by the calibration procedures discussed in

Chapter 3 and the developed techniques are presented in Chapter 5. Due to time constraints, a

suitable model for skin reflectance was not realised.

4.1 Database Construction

Signal processing research benefits greatly when workers have ready access to signal databases.

This allows a common set of signals to be tested by many researchers who can then compare

methodologies and algorithms without having to also account for differences in source signals.

Acoustic utterances, image textures and human irises are just a few examples of signal processing-

related databases. While some skin data can be extracted from face databases, such as [116, 190,

191], these data are collected under the face recognition paradigm, which has a different emphasis

to direct skin analysis.

This section documents the construction process of a hyperspectral human skin database and

presents the considerations and compromises required during its development. The acquired

image data spans the visible and near infrared (NIR) spectral regions and was collected using the

Electronically Tuneable Filter (ETF)-based imaging spectrometer from Chapter 2. The database

is intended to address the absence of its kind in the literature, providing access to specific data

necessary for skin-oriented image processing research such as detection, colour modelling and

other applications discussed in Chapter 1.

Acquiring hyperspectral data is notoriously time-consuming (with the exception of the snapshot

hardware presented in Chapter 2) since only two of the three dimensions composing the dataset

can be recorded simultaneously. Most imaging spectrometers require the third dimension to be

measured sequentially and data acquisition can take several minutes (or more) without specific

exposure-minimising measures in place. Human subjects have difficulty remaining completely

stationary for periods longer than a few seconds, necessitating the development of such measures.

A total of 79 participants were imaged to construct the database, and separate head, arm and leg

image cubes were collected from each individual. The participant pool comprised a spectrum of
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individuals with different age, gender, ethnicity and skin tone representing a broad range of skin

characteristics.

4.1.1 Complications Introduced By Human Participants

The inclusion of human participants places a number of restrictions on the acquisition process by

virtue of their animate nature. This unavoidable constraint must be carefully managed to ensure

inter-wavelength coherence at each pixel location, as any subject motion during the acquisition

introduces discontinuities along the spectral dimension of the cube.

While image registration techniques can mitigate these distortions, and have demonstrated im-

pressive results in the literature, their performance is fundamentally limited [192]. We maintain

that a more optimal approach is to minimise the occurrence of these artefacts through exposure-

time reductions, and image registration techniques can be subsequently incorporated as needed.

Finding a suitable method to reduce data acquisition time can be complicated, as exposure time is

directly proportional to the measurement SNR (which in turn impacts the quality of the captured

data).

The transmission and quantum efficiencies of the imaging spectrometer components are typically

very low, and lengthy exposures are employed to maintain a sufficient SNR. However, this solution

is only viable for inanimate targets. A collection of disparate techniques were implemented that,

when compounded, provided an acceptably short overall exposure time of ∼ 25 s to capture an

entire cube.

4.1.1.1 Illuminant Selection

A simple method that reduces the exposure time, while exploiting the full dynamic range of the

camera, is to increase the intensity of the illumination sources. This approach generally works

well but there are important caveats to be considered when imaging human participants. There

is mounting evidence that suggests exposure to illuminants containing significant high energy

radiation, which for skin is considered to be ultraviolet (UV) (and shorter) wavelengths, causes

skin cancer [193, 194]. It is recommended that these potentially harmful spectral components

be avoided unless there are specific study objectives with appropriate ethical consideration. The
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shortest wavelength measurements made in the construction of this database were at 430 nm1 and

UV blocking filters were used on all the sources. In addition, total radiance levels must be limited

as excessive quantities can cause (among other things) thermal injury [195]. However, it is worth

noting that a subject’s comfort threshold is likely to be breached long before any skin damage

occurs.

Incandescent illuminants (such as halogen lamps) are commonly used as they are stable and

inexpensive although these sources contain large amounts of thermal infrared (IR) energy, well

beyond the longest wavelength measurable with our system (at 1100 nm – see Chapter 2). This

unmeasured energy is detrimental to the acquisition process as it heats up the human subjects and

the imaging hardware. Matching the measured spectral range to the spectral power distribution

(SPD) of the illumination minimises this problem, however acquiring such specialised lighting is

often very expensive and may compromise other characteristics (such as spectral stability, ease

of use, lifetime, output power, etc.). Simply adding more light to the experimental setup did not

sufficiently lower the exposure time of the combined acquisitions.

4.1.1.2 Minimising the Depth of Field

An optical system’s depth of field (DOF) specifies a range of distances (or equivalent incident

angles) that are considered to be of acceptable focus and is determined by the circle of confusion

or blur circle [196]. While decreasing the lens’ aperture (by increasing the f -number) enlarges the

DOF and reduces optical aberrations and vignetting, these improvements are offset by a quadratic

increase in exposure time as the aperture diameter controls the area of incoming light. Therefore,

it is critically important to use the widest aperture possible so that incident light is maximised

and exposure times minimised.

To ensure the images are acceptably sharp with this reduced DOF, a shallow subject depth along

the optical axis is required and was achieved by standing participants upright and perpendicular

to this axis. The blurring introduced by the lens’ axial chromatic aberration was reduced using an

electromechanical module (see Chapter 2) that refocused the camera optics prior to each spectral

measurement. Correction of other optical aberrations may not be necessary, provided the spectral

1The imaging system was capable of measurements down to 400 nm however the poor equipment efficiency at
these wavelengths required prohibitively long exposure times.
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integrity of the data at each pixel is preserved, as most algorithms in the literature take no account

of scene geometry (see Chapter 1).

4.1.1.3 Concurrent Spectral Acquisition

As mentioned, the imaging spectrometer used to acquire the data was based on ETF technology

presented in Chapter 2. The hardware contains two Liquid Crystal Tuneable Filters (LCTFs),

covering the visible and NIR spectra respectively, and each is paired with their own lens, camera

and focus controller. Custom software was developed that enabled, among other things, these

spectra to be collected in parallel, reducing the overall exposure time of the acquisition to the

maximum of the two subsystems (as opposed to the sum).

4.1.1.4 Subject Support Platform

The subject support platform was designed as a complementary means of reducing spatial fea-

ture misalignment in acquired image cubes by decreasing participant movement. While such an

approach does not truly reduce any exposure times, the same net effect is achieved, recalling that

the objective of exposure minimisation is to reduce these motion-induced distortions.

The ideal arrangement would be to actively restrain the subjects although this approach carries

ethical and comfort concerns (making it difficult to find willing participants!). A more cooperative

approach was implemented using a custom-made structure that allows participants to rest the

majority of their weight on a rigid platform. The subject support platform was comprised of a

large sheet of medium-density fibreboard mounted vertically on a steel frame (on lockable wheels

for portability) with three slots for adjustable hand grips and head rest. Correctly positioning

the hand grips and head rest for a given participant exerts a light compression that keeps them

significantly more stationary than if they were freestanding or leaning. The vertical arrangement

of the platform simultaneously maximises the exposed skin area of a participant and minimises

the required DOF, in accordance with the acquisition objectives discussed earlier in the section.

The platform also provided a convenient medium to place registration marks, as can be seen in

Fig. 4.1.
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Figure 4.1: The subject support platform, flanked by reflector panels. Designed with adjustable
head and arm rests, the platform assists participants in remaining stationary throughout the
acquisition process.

4.1.2 Experiment Layout

To ensure minimal external light pollution, the acquisitions took place in a darkened room with

the windows and door frame sealed with aluminium foil. Four 500 W and two 150 W quartz-

halogen lamps were placed around the subject support platform and were directed into two large

white nylon reflector panels (Falcon R© RRK-1520), the backs of which can be seen in Fig. 4.1.

These reflectors diffusely illuminated the subjects and the camera collected the reflected light,

the equipment plan is presented in Fig. 4.2.

A monitor displaying the acquired data in real time, as well as an overall progress bar, was placed

beside the camera to provide visual feedback to the participants, some of whom found it assisted

their efforts to remain stationary. Others found the task easier by closing their eyes for the

duration of the acquisition. Another technique designed to reduce participant motion that was

investigated and discarded, but worthy of mention, was for the participant to hold their breath

for the duration of the acquisition. After several trials, despite providing better performance, this

approach was abandoned as the 25 s exposure time was not manageable for many participants.
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Figure 4.2: The equipment floor plan used to collect participant data.

4.1.3 Radiometric Calibration

The spectral characteristics of each component in the imaging chain all vary uniquely with wave-

length and these artefacts must be removed from the measured data, ensuring subsequent analyses

are not invalidated by an experimental dependency. The radiometric calibration theory is pre-

sented in Chapter 3.

Chapter 2 notes that calibration procedures determining the optimal exposure and focus settings

are time consuming. Fortunately, these procedures can be performed prior to any involvement

of the participants. A focus target and a calibrated reflectance standard (made of Spectralon R©

[176]) were placed on the subject support platform, seen in Fig. 4.3; autofocus and autoexposure

algorithms were performed on these targets, at each tuned wavelength, and the relevant equipment

settings were stored. When collecting participant data, these cached values provide a fast lookup-

table to the optimal equipment settings required at each wavelength, removing the calibration

process overheads from the total exposure time, and can be reused across many acquisitions. In

addition, isolating the calibration process from the data acquisition process avoids participant

interference, via secondary reflections, with the reflectance standard.

Following the procedures outlined in Chapter 3, three calibration cubes were collected and av-

eraged for each of the camera positions used to measure head, arms and legs data. Dark frame

cubes were also collected, averaged and subtracted from these calibration data at each camera po-

sition. Measured skin data, once dark-subtracted, had the equipment artefacts removed through
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Figure 4.3: A sample calibration frame taken with the NIR imaging system. The reflectance
standard (marked by the arrow) occupies ∼0.17% of the pixels in the image.

division of these calibration cubes. However, as discussed in Chapter 3, the reflectance standard

did not cover the sensor field of view and the pixel subset enclosing it needs to be determined

for each frame. Participants were imaged across 11 sessions and the calibration data collected at

each of the three camera positions contained 76 wavelength measurements, giving 2508 individual

frames requiring location of the reflectance standard. Due to the large number of frames requiring

processing, an automated means of coordinate determination was required.

If the acquired data are assumed to be registered, only 33 pixel sets are necessary as each is valid

for all bands in a given cube. Sadly this is not the case due to wavelength-specific focusing in

the acquisition process, implemented to reduce chromatic aberration, introducing small geometric

aberrations. Instead of searching for the reflectance standard post-registration, it is more efficient

to use template matching techniques to extract the coordinate subsets from each image separately.

The reflectance standard is the brightest circle in the image, as seen in Fig. 4.3, and the peak of

an unnormalised cross-correlation using a circular template, |K| from Eqn. (3.13), of appropriate

size will provide its centre coordinates, from which the corresponding pixel subset can be easily

found.
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Figure 4.4: Background registration marks were placed on the subject support platform (along
with the reflectance standard) and foreground registration marks on the participant. To facilitate
their separate detection, these marks were differentiated by a 90◦ rotation.

4.1.4 Image Registration

The lens refocusing during acquisition introduced a varying magnification factor across the spec-

tral dimension of the cube and was mitigated using the template-matching image registration

process discussed in Chapter 3. The registration marks, used for control point determination

in the registration procedure, were placed in the background on the subject support platform,

shown in Fig. 4.1. As a precautionary measure, registration marks were also worn by the partici-

pants (see Fig. 4.4) for non-rigid (or elastic) registration transformations. These transformations

are specifically targeted to correct localised distortions induced by participant movement. The

complex kernel from Chapter 3 allows the orientation of the registration marks in the scene to

be extracted and this functionality was employed to differentiate the foreground marks on the

participants from the background marks on the platform, with a 90◦ rotational difference. With

this distinction, the relevant control points for performing rigid or non-rigid transformations can

be isolated as required.

Analysis of the measured data suggested that these localised motion-induced distortions were neg-

ligible and elastic registration is not required, indicating the exposure minimisation techniques

discussed earlier were sufficient for maintaining image-cube integrity. Nevertheless, the infras-

tructure is in place for such registrations to be performed.
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(a) (b) (c)

Figure 4.5: Registration mark detection was complicated by participant occlusion, shown in (a)
and (b), as well as (c) FOV clipping.

4.1.4.1 Automation Problems

Given the volume of data requiring registration, over 18000 raw images from 79 participants,

the procedure was automated. Matlab R© scripts were developed to read in raw data, perform

radiometric calibration, register the data and insert it into the database, with the appropriate

metadata linking (discussed in § 4.1.5). The template matching algorithm correctly identified

the control points in the scene with a success rate of around 85%; failures occurred when an

inconsistent number of control points were found across the frames within each cube. These errors

resulted from partial occlusion of registration marks by participants’ arms or clipping from the

sensor field of view (FOV), which was varied to accommodate participant dimensions. Examples

of these failures are shown in Fig. 4.5.

The number of registration marks in a given cube was not constant, due to these FOV variations

between participants, and thus a correlation threshold value was used to control the detection

process. For the cubes that failed the automated registration, a semi-supervised approach was

implemented whereby the supervisor adjusts the threshold or template size for the given cube

and reruns the automated process with these tailored settings. In addition to these modifications,

the spatial domain of the correlation was restricted for a handful of troublesome cubes. Re-

flectance variations in the registration mark ink and material spectra were experienced, although

the normalised cross-correlation calculation was largely unaffected by these changes.
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4.1.5 Architecture

Database architectural design, linking and annotation are, in many ways, as important as the data

itself. A mass of relevant data with no means of easily isolating specific chunks does not constitute

a functional database. Improperly structured databases lead to onerous searching and extraction

procedures that hinder research progress, owing to excessive time spent traversing the data instead

of analysing it. Therefore, careful planning is required when designing the database architecture

to ensure adequate flexibility and expandability as well as maintaining minimal retrieval latencies.

The hyperspectral skin database was developed using a relational database management system

(RDBMS), namely Microsoft R© SQL Server - however the relationships and structures are directly

applicable to other relational management systems such as MySQL R©, PostgreSQL R© and Oracle R©.

Relational databases are designed to efficiently store large amounts of linked data and use a high-

level structured query language (SQL) to specify a desired operation in simple terms, leaving

the back end to optimise and perform the required operations. Despite these available tools,

many database designers choose to implement custom systems, including the aforementioned face

databases [116, 190, 191], usually in the form of operating system folder trees and file naming

conventions. Accordingly, these databases are artificially restricting their usefulness through

cumbersome structure and annotation.

There is a wealth of useful metadata associated with each image cube that should be accessible

to the analyst. Participant age, gender, skin tone, ethnicity, applied skin products and contact

information were all recorded along with the raw data. Acquisition and calibration settings were

also documented, including exposure, gain, wavelength, focus position, image type (head, arms or

legs), image state (raw or calibrated), filter model, camera model and more. The RDBMS allows

these data to be flexibly merged, enabling rapid construction of precise queries. For example, to

find all images containing participants of a particular age and ethnicity that applied a given skin

product simply requires an intersecting join of the tables containing these details. Furthermore,

commonly used analysis results were inserted into the database and linked to these metadata,

rather than being recalculated from the raw data as required. These included calibrated and

registered images, skin ground truth maps and statistical results.
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(a) (b)

Figure 4.6: Manually constructed ground truth masks isolate skin pixels from all other scene
materials. (a) and (b) juxtapose data with and without the mask applied.

4.2 Spectral Characterisation

Accurate unsupervised detection and classification of human skin necessitates a well-characterised

model of skin reflectance spectra. The constructed database is sufficient for this characterisation

as it provides an extensive set of skin measurements spanning a broad range of ages, ethnicities

and skin tones from both genders. However, only a preliminary statistical analysis was conducted

due to the discovery of illumination-induced corruption within the measured skin data. Once

appropriate calibration procedures were established (presented in Chapter 5), insufficient time

remained to complete the modelling research. Additionally, the NIR skin data was omitted from

the analysis as time constraints prevented regularisation of these spectra which was required to

mitigate the effects of NIR LCTF sidelobes (outlined in Chapter 3).

4.2.1 Ground Truth Extraction

The first step toward modelling skin reflectance is locating the skin pixels within each measured

cube, facilitating the removal of non-skin data from the characterisation. This task is unavoidably

manual, as automation would (somewhat ironically) require an accurate skin detector. The human

visual system is highly proficient at skin detection and is thus employed for the task.
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Segmentation algorithms, such as those provided by the Insight Toolkit [197], were investigated

to assist with this task although it was deemed more reliable and efficient to trace the skin

boundaries manually. A purpose-built Matlab R© graphical user interface was developed for this

task and the result of each tracing produced a binary mask or region of interest, with an example

of pre- and post-masked data shown in Fig. 4.6. Multiple masks were constructed to map out

each participant’s exposed skin areas, with each stored separately, allowing different skin regions

(e.g. left/right arm or leg) to be isolated if desired.

4.2.2 Statistical Modelling

Gaussian random processes are commonly used to statistically model data in the remote sens-

ing literature [17, 62], offering a good starting point for our analysis. Under this model, skin

reflectance at each wavelength band is a normally distributed random variable xi ∈ R and N

bands are combined to give the stochastic process x = [x1 . . .xN ]T ∈ RN . The density of x is a

multivariate normal distribution, given as

fx(x) =
1√

(2π)M det Σ
exp

(
−1

2
(x− µ)TΣ−1(x− µ)

)
≡ N (µ,Σ)

where covariance matrix Σ = E
{

(x− µ)(x− µ)T
}

, mean vector µ = E {x} = [E {x1} . . .E {xN}]T

and E{·} is the expectation operator.

Assuming the participant pool is truly representative of a generic skin class, skin vectors from every

image cube can be employed to calculate distribution parameter estimates µ̂ and Σ̂. Fitted density

functions using these parameters are compared to estimated densities calculated from normalised

histograms in Fig. 4.7, where each wavelength displays a marginal probability distribution function

(PDF); the intensity values in these graphs represent density value (or relative frequency), akin

to a waterfall plot or spectrogram. Ideally, the two graphs should be matched however a visual

comparison shows the histogram data is positively skewed between 430 – 600 nm and leptokurtic

around 650 nm. Additionally, the variance is very broad between 600 –720 nm (covering most of

the measurable range) and may suffer poor separability from other data classes.
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Figure 4.7: Marginal skin reflectance PDF estimates (calculated from normalised histograms)
in (a) are compared to the marginal densities of a fitted Gaussian random process in (b), where
each wavelength displays a marginal PDF and the plot intensity represents density value (or
relative frequency), akin to a waterfall plot or spectrogram.

Marginal estimates at 460 nm and 720 nm are isolated and displayed in Fig. 4.8 to highlight the

changeable validity of this model with wavelength. While the histogram data at 720 nm appears

to match the fitted density function quite well, the data at 460 nm is clearly multimodal. Given

32 420 353 samples were used to generate these data, much smoother marginal histograms are ex-

pected and their absence suggests there is structure within the data (or uncorrected experimental

artefacts) preventing a global skin class from being modelled in this way.

The discrepancies between fitted and measured data are expected as many authors in the literature

analyse skin in subclasses [105, 109, 111, 114, 118, 198], while the fitted model assumes a smooth

reflectance continuum at each wavelength. Ethnicity or race is commonly used to distinguish

skin types, despite the absence of standardised criteria governing this designation process2, and

generally (although not exclusively) there are three subclasses employed to characterise human

skin. The nomenclature for these class labels varies within the literature; the labels used in

2The most notable attempt was made by Fitzpatrick, who developed a scale to classify skin type based on
reaction to UV light [199].
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Figure 4.8: Marginal distributions from Fig. 4.7 are isolated to portray the varying validity of the
fitted model. At 460 nm, in (a), the estimate and fitted distributions poorly match. Conversely,
the distributions are well-matched at 720 nm, in (b). The corresponding CDFs for these PDFs
are displayed in (c) and (d) respectively.

this thesis are: white, olive and dark, where the subclasses contain 42, 17 and 20 participants

respectively.

The reflectance of skin is determined by various chromophores3 – predominantly melanin, hæ-

moglobin (oxygenated and deoxygenated) and carotene [105, 108, 114, 200]. The skin classes

are differentiated by the relative concentrations of these chromophores (particularly melanin), as

they do not contain fundamentally different chromophore types. This process of decomposing a

functional (or top-level) class into spectral subclasses, with more convenient representations, is

common within the remote sensing literature [32, 201].

3Bilirubin is also a determinant of skin reflectance, but its effects are only pronounced when levels are patho-
logically elevated, e.g. individuals with jaundice. Also, water absorption plays a large role in NIR skin reflectance.
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Figure 4.9: (a) to (c) display the marginal skin reflectance PDF estimates for white, olive and
dark skin subclasses respectively (calculated from normalised histograms). Densities at selected
wavelengths for each subclass are isolated to highlight examples of poor model validity. The
PDFs are displayed in (d) to (f) and the CDFs in (g) to (i).
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Each skin class is modelled as a separate Gaussian random process, with N (µW ,ΣW ), N (µO,ΣO)

and N (µD,ΣD) distributions (where subscripts W , O and D represent white, olive and dark skin

respectively). Figures 4.9(a) to 4.9(c) display the histogram-estimated marginal PDF densities

of each class, where dark skin is noticeably different from white and olive skin (which are very

similar). This difference creates multimodality in the global skin class and the decomposition

into subclasses endeavours to isolate underlying unimodal data. Unfortunately, selected marginal

PDF and cumulative distribution function (CDF) estimates from each subclass, illustrated in

Figs. 4.9(d) to 4.9(f) and Figs. 4.9(g) to 4.9(i) respectively, display some deviation from normality.

4.2.3 Multivariate Normality Tests

Accurate data modelling is essential for a given analysis framework, as any modelling errors

cast doubt on the derived results. While commonly neglected in practice [202], a quantitative

testing framework is required to rigorously determine the suitability of the chosen model to the

data. Many statistical hypothesis tests for multivariate normality (MVN) are presented in the

literature, with Mecklin et al. reporting the existence of more than 50 approaches [203]. No single

test was found to be the most powerful in all situations (from a Monte Carlo analysis [202]) and

thus employing a mixture of methods was recommended. Heeding this advice, the suitability of

Gaussian random processes for modelling skin data (either globally or in subclasses) was assessed

using a collection of MVN tests. The description and results of these tests are now discussed.

4.2.3.1 Q–Q Plots

The Q–Q (or Quantile–Quantile) plot provides a good preliminary assessment of the data’s

goodness-of-fit to a given distribution. The quantiles of the empirical data are plotted against

those of the distribution under test, where matched distributions approximate the line y = x.

While not testing a null hypothesis, the likely result of such a test can be visually extracted from

the plot. Healy extended the technique for MVN testing using χ2
f quantiles [204]. Mahalanobis

distances ∆i = (xi − µ)TΣ−1(xi − µ) are sorted and plotted against the expected values from the

χ2
f inverse CDF (or quantile) function Qf

(
i− 0.5

n

)
, where i ∈ {1 . . . n}. Figure 4.10 displays the

Q–Q plots testing for MVN in each skin class. All of these curves are highly nonlinear providing

evidence that skin data is poorly represented by a Gaussian random process.
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Figure 4.10: Q–Q plots for each skin class are compared to the ideal curve for a multivariate
normal distribution. Each of these classes is seen to greatly deviate from the ideal response.

4.2.3.2 Hypothesis Testing

Thus far, the suitability of a Gaussian random process model for skin data has only been visually

assessed. Quantitative hypothesis testing was conducted with the null hypothesis H0 that skin

vector x is derived from a multivariate normal distribution, H0 : x ∼ N (µ,Σ). Three popular

methods were selected: Mardia’s skewness and kurtosis tests [205], and the Henze-Zirkler test

[206]. Each test was applied to the four skin classes, with distribution parameter estimates[
µ̂G, Σ̂G

]
(all skin),

[
µ̂W , Σ̂W

]
(white skin),

[
µ̂O, Σ̂O

]
(olive skin) and

[
µ̂D, Σ̂D

]
(dark skin) derived

from 32 420 353, 18 625 473, 6 329 482 and 7 465 398 skin vectors respectively.

Mardia’s skewness and kurtosis test statistics are both functions of the squared Mahalanobis

distance, with the skewness statistic TS given as:

TS =
1

n2

n∑
i=1

n∑
j=1

[
(xi − µ)TΣ−1(xj − µ)

]3
(4.1)

and the kurtosis statistic TK as:
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TK =
1

n

n∑
i=1

[
(xi − µ)TΣ−1(xi − µ)

]2
(4.2)

where n is the number of sample vectors. Mardia has shown for d-dimensional data that
nTS

6
is

asymptotically distributed as a χ2 random variable with
1

6
d(d+ 1)(d+ 2) degrees of freedom and

(TK − d(d+ 2)) (8d(d+ 2)n−1)
−1
2 is asymptotically distributed as a unit normal random variable.

The Henze-Zirkler test statistic THZ is given as [206, 207]:

THZ =
1

n2

n∑
i=1

n∑
j=1

exp

(
−β

2

[
(xi − xj)TΣ−1(xi − xj)

])

− 2(1 + β2)−
d
2

1

n

N∑
i=1

exp

(
−β

2(xi − µ)TΣ−1(xi − µ)

2(1 + β2)

)
+ (1 + 2β2)−

d
2

(4.3)

where β is a user-selected smoothing parameter. The optimal value for β is not yet certain and

THZ behaves similar to TS when β → ∞ and TK when β → 0 [203]. Henze and Zirkler have

conducted experiments using

β =
1√
2

(
(2d+ 1)n

4

) 1
d+4

as well as specific values of β = 0.5, 1 and 3 [207].

The standard significance value α = 0.05 was used in each test and β = 1 was used when

calculating THZ . The p-values for each test statistic are given in Table 4.1. These values give

overwhelming evidence to reject H0 for every skin class in every test. Given the deviations from

p-value

Skin Class TS TK THZ

All 0 0 0
White 0 0 0
Olive 0 0 0
Dark 0 0 0

Table 4.1: p-values of the skewness, kurtosis and Henze-Zirkler goodness-of-fit tests for each skin
class.
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Figure 4.11: Q–Q plots for randomly-generated Gaussian random process and i.i.d. Gamma data
(each with five dimensions). Despite both plots appearing equally linear, only the Gaussian data
fails to reject H0 in the goodness-of-fit tests.

normality seen thus far using graphical testing methods, these rejections come as no surprise –

albeit with a certainty that was greater than expected.

A Monte Carlo experiment was conducted to investigate the strictness of these hypothesis tests.

The Type II error4 rate of five independent and identically distributed (i.i.d.) Gamma random

variables with a large shape parameter (k = 500) was 5.3% for the kurtosis test and 0% for

both the skewness and Henze-Zirkler tests (over 1000 trials using α = 0.05 and n = 106 samples

per trial). Appendix A discusses the selection of n in further detail. The strictness of these

tests is apparent when comparing Q–Q plots of the i.i.d. Gamma data to a 5-dimensional unit

Gaussian process, shown in Fig. 4.11. The extreme similarity of these plots suggests their test

statistics should be comparable, however H0 is rejected for the Gamma data and not rejected

for the Gaussian data. The Monte Carlo experiment was repeated for a unit Gaussian random

process and the Type I error5 rate was 0% for the three tests.

While these experimental results demonstrate the high sensitivity and specificity of the selected

hypothesis tests, their rejection of H0 does not entail poor performance in practice. Gaussian

random processes are used extensively in hyperspectral analysis [17, 201] for their mathemat-

ical tractability, despite poorly fitting the data in many cases [208, 209]. Thus, other testing

procedures (such as Q–Q plotting) should complement hypothesis testing when determining the

4A Type II error is the failure to reject a false H0
5A Type I error is the rejection of a true H0
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Figure 4.12: A participant’s head and arm skin data are spectrally averaged and displayed in (a)
and (b) respectively (inverted background data are included for context). Regional variations
in intensity are assumed to be largely the result of uneven scene illumination.

applicability of a fitted model. Nevertheless, all indicators employed in this section advise against

modelling skin reflectance with a Gaussian random process.

4.2.4 Normalisation

Goodness-of-fit analyses conducted thus far reject the validity of modelling skin reflectance with a

Gaussian random process, either globally or in commonly-used subclasses. Further examination of

the measured skin data is warranted before moving on to more complex characterisation techniques

(such as mixture models) to ensure experimental artefacts are not the source of these rejections.

When collecting participant data, the scene illuminants were scattered using two large diffuser

panels (see Figs. 4.1 and 4.2). This arrangement was assumed to evenly illuminate the subject,

however illumination artefacts are visible in the measured data. Figure 4.12 shows the mean skin

reflectance x̄ calculated at each pixel index [u, v], as x̄[u, v] =
1

N

∑N
i=1 x[u, v]i, for a participant’s

head and arm data. The cheeks and neck in Fig. 4.12(a) are considerably brighter than the

forehead, suggesting the head is over-illuminated from below. The tip of the nose is much brighter

than the area around the upper lip, consistent with this suggestion, and the patch of dark skin at

the base of the neck would have been occluded from this light. Similarly, the outer arm regions

in Fig. 4.12(b) are much brighter than the inner arm regions. While these image features might

be attributable to skin reflectance characteristics, it is most likely they are the result of uneven

scene illumination.
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Figure 4.13: Akin to Fig. 4.9, but for normalised skin data. (a) to (c) display the marginal
normalised skin reflectance PDF estimates for white, olive and dark skin subclasses respectively
(calculated from normalised histograms). Densities at selected wavelengths for each subclass are
isolated to highlight examples of poor model validity. The PDFs are displayed in (d) to (f) and
the CDFs in (g) to (i).
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Manolakis et al. state that illumination variations affect only the length of a spectral vector

[17], thus data normalisation x → x

||x||2
should reduce these variations. The class statistics of

normalised skin data are presented in Fig. 4.13. Figures 4.13(a) to 4.13(c) display the subclass

marginal PDF estimates derived from normalised histograms and, contrasted with their unnor-

malised equivalents in Fig. 4.9, the normalisation has significantly reduced the data variance.

This reduction is attributed to the removal of illumination-induced variance from the data. Dis-

criminating between classes based on intensity is no longer possible (post normalisation), however

the literature often emphasises the spectral angle between data points as a good metric for class

segmentation [17, 35, 81]. Thus, the benefit provided by normalisation is likely to outweigh the

lost ability to use Euclidean distance-based metrics.

While overall the distributions of normalised data appear Gaussian, selected marginal estimates

from each class (with the PDFs displayed in Figs. 4.13(d) to 4.13(f) and the CDFs in Figs. 4.13(g)

to 4.13(i) respectively) show significant deviations from the fitted distribution data. Q–Q plots of

each class, displayed in Fig. 4.14, further illustrate the disparity between the measured data and

the fitted models. For completeness, the hypothesis tests conducted in § 4.2.3.2 were repeated
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Figure 4.14: Q–Q plots for normalised skin data are compared to the ideal curve for a multivariate
normal distribution. Akin to Fig. 4.10, each of these classes is seen to greatly deviate from the
ideal response.
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Figure 4.15: (a) and (b) display the marginal PDF estimates of skin and normalised skin for
participant 8 (calculated from normalised histograms). Skin normalisation is seen to reduce the
variance of the data but also refine its mulitmodality. This is further evidenced in (c) and (d),
where the regional density estimates of skin and normalised skin data (at 600 nm) are given.

using the normalised data and the same overwhelming evidence to reject H0 was found in every

test for all classes.

Despite correcting for variations in scene illumination, the derived models still poorly fit the data.

Examining individual participant’s data may provide some insight into these failures. While skew-

ness and leptokurtosis appear the mode of failure at the class level, the statistics of a participant’s

image data shows significant multimodality in many cases. For example, Figs. 4.15(a) and 4.15(b)
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Figure 4.16: Marginal PDF multimodality was found within individual participants’ regional
data, despite the suggestion of regional unimodality in Fig. 4.15(d). Participant 8’s normalised
head data is unimodal at 470 nm, bimodal at 650 nm and trimodal at 570 nm.

compare the the marginal PDFs of a participant’s data before and after normalisation, with both

sets containing multimodal densities. Figures 4.15(c) and 4.15(d) compare marginal PDFs from

each image region for this participant at 600 nm before and after normalisation. From these

graphs we see that normalised data is highly multimodal and experimental artefacts (such as

illumination variation) are broadening these modes.

The normalised regional PDFs in Fig. 4.15(d) are unimodal (although negatively skewed), sig-

nifying potential merit in modelling these image regions separately. Unfortunately, further in-

vestigation revealed a variety of multimodal behaviour in participants’ regional data, between

one and three modes (with Fig. 4.16 displaying examples from across this range). The exhib-

ited multimodal distributions are likely the product of spatial variations in skin reflectance (e.g.

chromophore distribution and skin thickness) or anisotropic (non-Lambertian) reflectance factors.

Gender differences, such as chromophore concentration [105], have not been isolated in these tests

however such differences do not account for multimodal data at an individual level.
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4.3 Reflectance Multimodality

Statistical analyses conducted in this chapter found that skin reflectance poorly-conforms to a

Gaussian random process model, despite illumination correction (via normalisation) and division

into subclasses. We speculate these failures are the result of spatial inhomogeneities in skin

structure causing multimodal reflectance distributions. The remainder of the chapter seeks to

attribute a skin characteristic (or experimental artefact) to these modes.

4.3.1 Histogram Thresholding

Isolating pixels belonging to a given histogram mode and viewing their spatial distribution may

reveal the underlying attributes responsible for its creation. While most participant histograms

contain highly blended modes, clouding the association of a pixel to a particular mode, a small

subset contain reasonably separable data. Examples for each image type (head, arms and legs) are

provided in Fig. 4.17, where the histogram thresholds were derived from Gaussian distributions

fitted to each mode.

The head histogram data in Fig. 4.17(a) is trimodal and the spatial regions corresponding to each

mode are shown in Fig. 4.17(b). Band 1 corresponds roughly to the lips, nose and ears on the face

and is likely separated from other facial regions due to the prominent capillaries in these regions.

Ear and lip skin contain a very thin stratum corneum layer, which does not conceal the underlying

capillaries as well as thicker skinned regions. While nasal skin falls into this category, its capillaries

are often dilated for various reasons. These include temperature, allergies, skin conditions (e.g.

rosacea) or frequent external pressure and friction (nose rubbing, wearing glasses, etc.).

Bands 2 and 3 may have produced separate modes due to hair growth. Band 2 covers the neck

and lower cheeks, regions that typically grow androgenic hair in males (this participant is male),

whereas band 3 covers the upper cheeks and forehead, regions that typically grow vellus hair.

Interestingly, bands 1 to 3 correspond well to spatial regions of high, moderate and low sebum

secretion on the face [114, Fig. 16]. While its influence on skin reflectance is generally neglected

[105], a sebum layer has been incorporated into a physics-based model (adding non-Lambertian

scattering) with applications in computer graphics [113].
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Figure 4.17: Marginal densities for regional data with well defined modes are segmented into
reflectance bands to investigate their spatial distributions. Optimally separable head, arm and
leg densities are shown in (a), (c) and (e). The corresponding spatial distributions of the modes
in these densities are displayed (with inverted background data for context) in (b), (d) and (f)
respectively.
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Figure 4.18: Two endmembers calculated from arm skin data are compared to an averaged
clothing spectrum in (a). The overlaid box indicated by the arrow in (b) contains the clothing
pixels used to generate the spectrum in (a). The similarity of endmember 2 to the clothing
spectrum confirms that arm skin data is corrupted by secondary clothing reflections.

The arm histogram data in Fig. 4.17(c) is bimodal and the spatial regions corresponding to bands

1 and 2 are the inner and outer arm areas respectively, shown in Fig. 4.17(d). The outer arm

regions (band 2) are likely to contain more melanin than the inner arm (band 1) due to increased

melanogenesis – induced from higher exposure to UV light (typically from the sun). Melanin

absorbs radiation at 460 nm (and thus lowers reflectance) therefore band 1 is expected to be

brighter than band 2 and yet the histogram displays the opposite. Further inspection reveals the

inner arm regions are strongly affected by secondary clothing reflections. Figure 4.18(a) illustrates

this interference by comparing averages from both bands to a clothing spectrum (generated by

averaging the highlighted swatch of clothing pixels shown in Fig. 4.18(b)).

The legs histogram data in Fig. 4.17(e) is bimodal and band 1 corresponds to skin around the

knee, with band 2 covering the remaining area, shown in Fig. 4.17(f). Band 1 also includes skin

patches with mild erythema (on the lower half of the left leg), however this association may

be a result of the uncertainty between histogram modal bands. The knee contains thicker skin

with more folds; the absorption of the chromophores in this additional skin give band 1 a lower

reflectance than band 2, as seen in the histogram.

These modes appear to be caused by characteristics of human skin rather than experimental
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artefacts, excluding the arm data. While useful diagnostically, regional separation using histogram

thresholding is highly manual and relies on data at a single wavelength. Similar or improved

results may be achievable using spectral unmixing techniques. The use of these techniques is now

investigated.

4.3.2 Spectral Unmixing

The popular N-FINDR algorithm [68] was used to unmix the data, with PCA-based dimension-

ality reduction and additivity-constrained abundance inversion. Unlike the hard-classification in

Fig. 4.17, each pixel contains a variable contribution from each endmember and the full spectral

content of the input data is utilised in the decomposition. A common problem faced when unmix-

ing is determining the number of endmembers in the data. As mentioned in Chapter 1, several

techniques are available yet none are without criticism. The histogram thresholding in § 4.3.1

provides insight into this problem – the number of endmembers is likely to match the number of

modes found in these histograms. Thus we investigated using three endmembers for head data

and two for arm and leg data.

Abundance maps for each image type are displayed in Fig. 4.19, generated from the same data

used for thresholding in Fig. 4.17. The head abundance maps show that the lips, nose and ears

are dominant in head endmember 1 (Fig. 4.19(a)) while the remaining skin regions are mostly

represented by head endmember 2 (Fig. 4.19(b)). Head endmember 3 represents occluded (very

dark) regions on the face and is seen to have a negligible contribution for most pixels in the image

(seen in Fig. 4.19(c)). The secondary clothing reflections are represented well by arm endmember

2 (Fig. 4.19(e)) in the arm abundance maps, with arm endmember 1 (Fig. 4.19(d)) encapsulating

the remaining skin data. Arm endmember 2 represents nonlinearly mixed data as its response is

determined by both skin and clothing spectra. Thus segmenting the individual contributions of

clothing and skin is not possible using the linear mixture model (LMM) – a more advanced mixture

model is required. The leg abundance maps are very similar to the thresdholded image data in

Fig. 4.17(f), with leg endmember 1 (Fig. 4.19(f)) enclosing the knee skin and leg endmember 2

(Fig. 4.19(g)) representing the remaining skin.

Extending this unmixing to other participants revealed that head data contained the most vari-

ability of all the regions. The lips, nose and ears (when exposed) are at least mildly distinctive
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Figure 4.19: The results of unmixing the normalised participant data selected for histogram
thresholding (see Fig. 4.17). (a) to (c) display the head data abundance maps for endmembers
1 to 3. (d) and (e) display the arm data abundance maps for endmembers 1 and 2. (f) and (g)
display the leg data abundance maps for endmembers 1 and 2. Inverted background data are
included in (a) to (g) for context.

in most cases, with the exception of a few dark skinned participants – an example is provided in

Figs. 4.20(a) to 4.20(c). Androgenic and vellus hair regions in males were generally difficult to

separate for clean-shaven participants. Inner arm regions typically contained a clothing-influenced

endmember, except for participants wearing diffuse white shirts; in these instances attributing

skin characteristics to the endmembers was difficult, with some data weakly suggesting linkages
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Figure 4.20: (a) to (c) display head abundance maps lacking distinguishable lips and nose regions.
(d) and (e) display arm abundance maps lacking secondary clothing reflection artefacts (due to a
diffuse white shirt). (f) and (g) display leg abundance maps that confirm the separability of knee
skin from other leg skin, with data containing only a single exposed knee. Inverted background
data are included in (a) to (g) for context.

to arteries and veins – example supplied in Figs. 4.20(d) and 4.20(e). Knee skin was consistently

differentiated from other leg skin, provided it was sufficiently exposed. This assumption of knee-

skin uniqueness was strengthened by a participant with one exposed and one covered knee, the

resulting abundance maps are shown in Figs. 4.20(f) and 4.20(g).
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4.3.2.1 Normalisation

The unmixing was performed on L2–normalised skin data; however, this process violates the

LMM underlying the operation of N-FINDR (and most other unmixing techniques). The LMM

dictates that data is contained within a convex set, whereas normalisation projects the data onto

a unit hypersphere. This violation probably lowers the accuracy of the calculated endmembers

and abundances. However, normalisation provided a means of accommodating shadowing and

illumination variations in § 4.2.4 and unmixing with these data produced promising initial results.

Nevertheless, a LMM-compatible shadow and illumination correction method is required before

unmixing-based skin analysis can continue. The process of developing such methods forms the

basis of the next chapter.

4.4 Conclusions

A hyperspectral human skin database has been successfully constructed, comprising 79 partici-

pants across a range of ages, ethnicities and skin tones for each gender. This database addresses

the lack of its kind in the literature and facilitates research into skin detection and colour mod-

elling techniques. Maximised illumination, wide lens apertures and a custom-built supporting

structure minimised participant movements during acquisition providing spatial coherence across

the spectral dimension of the data. The image data and associated participant metadata were

linked using the relational model. This linking provided an efficient search interface and flexible

framework for adding subsequently processed data, such as calibrated images, ground truth maps

and statistical results.

Preliminary statistical analysis of skin reflectance spectra discovered significant illumination-

induced experimental artefacts corrupting the data. Despite separating the participants into

subclasses and countering these artefacts using the L2 norm, modelling skin reflectance as a

Gaussian random process was inaccurate in all cases. These failures are the result of multimodal

skin reflectance distributions at an individual level. The likely causes of these distribution modes

were derived from histogram thresholding and spectral unmixing techniques applied to the data.

Lips, nose and ear skin often form a unique mode due to less concealed or dilated capillaries in
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these regions. Additionally, androgenic facial hair in males often formed a separate mode. Sec-

ondary clothing reflections caused an extra mode in arm data for most participants. Knee skin

was separated from other leg skin due to its additional folds and extra thickness.

Data L2–normalisation prior to unmixing clouded the support of the abundance maps as this

process violates the LMM assumption employed by N-FINDR. The modelling process was halted

to allow for development of LMM-compatible illumination and shadow correction techniques (pre-

sented in Chapter 5). Unfortunately, once these techniques had been developed there was insuf-

ficient time to complete the modelling investigation.





Chapter 5

Shadow Modelling and Correction

Techniques

Various calibration procedures for hyperspectral data are presented in earlier chapters, such as

chromatic aberration (Chapter 2), radiometric and geometric (Chapter 3) correction techniques.

These techniques were assumed to be sufficient for removing any experimental dependencies when

collecting hyperspectral data, such as the construction of the hyperspectral skin database in

Chapter 4. However, analyses on collected data (post calibration) showed unexpected and spu-

rious results, such as the multimodality and excessive kurtosis in the population skin reflectance

statistics. Before attributing these properties to characteristics of the object or material under

investigation, due diligence is required to ensure it is not an overlooked experimental artefact

causing the unexpected behaviour.

The illuminants in these experiments were diffused by large white nylon reflector panels (Falcon R©

RRK-1520) and were assumed to be providing spatially-uniform scene illumination, although no

quantitative measurements were made to verify this uniformity. This was due, in part, to the lack

of attention applied to these factors in the spectral imaging literature, suggesting only a minimal

duty of care was required when preparing the scene illumination. However, in the conventional

imaging literature, it is well-known that shadowing and illumination variations (caused by scene

topography or non-uniform lighting) are present in virtually all image data. Despite providing

perceptual cues for depth and contour detail, these variations are responsible for performance

109
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degradation in many trichromatic image processing algorithms (such as skin detection [88, 93,

210]) and completely removing these intra-material variations is difficult even under controlled

laboratory conditions.

The prevalence of these artefacts necessitates accurate correction techniques, where stereoscopic

imaging devices can be employed if depth information is required, and spectral imaging tech-

niques are often cited [93] as being better equipped to mitigate these variations. While specific

applications have received attention, such as face recognition [211–213], many popular analysis

techniques scarcely discuss illumination and shadowing factors, particularly unmixing algorithms

[35, 36, 53, 61].

This chapter explores the compensation of shadowing and illumination artefacts in hyperspectral

data using spectral unmixing techniques. These techniques frequently assume that hyperspectral

images are free from the effects of such artefacts and the problem is exacerbated as hyperspectral

methods become more widely applied to earth-bound situations, where light sources are not exclu-

sively far-field and line-of-sight occlusions are common. Experimentally-validated modifications

are incorporated into the linear mixture model (LMM), the most popular unmixing model that

is broadly employed in the literature, to accommodate these variations. A set of correction tech-

niques that mitigate these artefacts are introduced and demonstrated on real-world hyperspectral

data.

5.1 Modelling

Shadowing and illumination variation can stem from two distinct mechanisms. The first mode

arises due to the varying spectral power distribution (SPD) across illuminant types. The distri-

bution of a given illuminant is determined by the underlying generation process, such as the band

gap energy of the p-n junction in a light-emitting diode, the phosphor coatings in a fluorescent

lamp and the temperature of the filament in an incandescent lamp. Additionally, two sources

from the same generation process will not be identical despite having the same characteristic

distribution curve due to manufacturing variability. Correcting for this type of variation has been

well-documented in the literature [2, 5, 143, 170] and is performed using a calibrated reflectance

standard, such as Spectralon R©-based surfaces [176]. Chapter 3 discusses this process in depth

for Electronically Tuneable Filter (ETF)-based imaging spectrometers and can be summarised,
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for the purposes of this chapter, as a series of calibration frames that provide access to the spec-

tral footprints of the acquisition hardware and illuminants, made possible as the reflectance of

the calibrated standard is known a priori. With these measurements, compensative wavelength-

specific exposures (or scaling terms) are able to be selected. Such measurements are only valid

for the subset of pixels measuring the reflectance standard yet are often applied to all pixels,

giving the assumption that the calibration measurement xC from Eqn. (3.3) is representative of

the whole field of view (discussed further in § 3.1). Any spatial variation outside this pixel subset

is unaccounted for in this calibration and will be expressed as shadowing. While the validity of

this assumption is disputable, it is often made expediently as the physical size of a reflectance

standard is generally very small (occupying a few percent of the total pixel count or less) and

using it to fully map a scene is impractical.

The second mode of illumination variation and shadowing stems from the relative geometry

between illuminants and imaging systems. The apparent reflectance of materials in the scene can

change when these factors are altered. Reflectance, as it pertains to spectral imaging, is commonly

defined as the wavelength-dependent fraction of incident electromagnetic (EM) flux reflected from

a surface1. However, this definition is incomplete as the geometries of these incident and reflected

fluxes are not accounted for, leading to inconsistencies for materials with anisotropic reflectance

functions. A more practicable measure is the dimensionless Reflectance Factor (RF), derived

from the Bidirectional Reflectance Distribution Function fr and recommended by Nicodemus et

al. [214], which adds angular dependence to reflectance measurement R from Chapter 3. The

RF is defined as the ratio of radiant flux reflected by a material to the flux reflected by an ideal

Lambertian surface:

R(ωr, ωi, λ) =
π

ΩrΩi

∫
ωr

∫
ωi

fr(ωr, ωi, λ) dΩr dΩi (5.1)

where ω is the solid angle relative to the surface normal, parametrised by azimuth φ and zenith

θ angles, and Ω =
∫

cos θ dω is the projected sold angle. Subscripts r and i denote reflected and

incident flux and the incident radiance is assumed to be isotropic within the specified solid angle.

1More exotic mechanisms, such as fluorescence, have been ignored.
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Figure 5.1: Spatial shadowing can be induced by altering the illumination source angle (a) or
by varying contours in the target object (b). Both mechanisms are incorporated into the RF in
Eqn. (5.1).

However, accurately measuring the RF for a particular imaging target is infeasible for most

applications as geometrical measurements are not known. A common approach (explicitly or

implicitly) employed to overcome this requirement is to assume the materials and surfaces in the

scene are also Lambertian reflectors [215, 216, pp. 49–51]. This assumption implies fr is constant

with direction, simplifying Eqn. (5.1) to R(λ) = πfr(λ).

Both data collection and analysis are greatly simplified with this assumption as the position of the

illuminants and acquisition hardware relative to the imaging target are now unconstrained. Most

real-world objects and materials are not Lambertian reflectors, however some may be approxi-

mately Lambertian for a subset of observation angles. Therefore, when using the assumption, care

must be taken to ensure it is appropriate for the particulars of the application as any violations

can be easily and erroneously attributed to other experimental artefacts. It has been noted by

some authors that this assumption is often made inappropriately [217, 218] and the consequences

of these violations are discussed further in § 5.3.4.

Contour-induced shadowing alters the surface normal that defines the direction of the incident

and reflected radiances. This is equivalent to maintaining a constant surface normal and relo-

cating the illuminant and sensor, ignoring secondary reflections as they violate the LMM, and

therefore is encapsulated by the RF (shown diagrammatically in Fig. 5.1). For simplicity, the

term “shadowing” and its variants will represent both illuminant variation and shadowing. Even
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when the scene materials are assumed to be Lambertian, geometrically-induced shadowing is still

highly likely due to improper calibration.

5.1.1 Literature Review

Despite the extensive research into hyperspectral data analysis, surprisingly little effort has been

applied to developing generic shadow correction techniques. Ashton et al. developed a method

that isolates the illumination detail through a hyperspherical transformation. A shadow map is

generated from these data using k-means clustering and the shadowed pixels are assigned to other

material classes based on a squared error distortion measure [219]. Schiefer et al. have presented

a supervised correction technique specific to remotely sensed data. These data are segmented

into user-specified (and trained) classes in the scene using the spectral angle mapper (SAM). An

empirical illumination gradient model is fitted to the training data, based on mean reflectance

and cross-track position, and a weighted class-wise correction is applied [220].

Healey et al. models solar illumination variation with a comprehensive set of spectral radiance

vectors, derived from radiative-transfer simulations (or spectroradiometer-collected data [212])

taking into account atmospheric effects, viewing angles, etc., for a given material’s reflectance.

These vectors are projected onto a lower dimensional space, with minimal average normalised

error, and the basis vectors of this space are used to form material identification algorithms [221,

222].

Facial recognition systems using thermal imaging have demonstrated good performance in envi-

ronments with uncontrolled illumination, as thermally emitted radiation is largely unaffected by

ambient illumination [213, 223, 224]. Melissa et al. have developed an active spectral imaging sys-

tem whereby the illuminant was mounted physically near the imaging spectrometer, minimising

the differences between their respective scene viewing geometries [225]. With this arrangement,

the shadows cast by the objects in the scene are largely concealed from the imaging sensor,

minimising the presence of occlusion-based shading in the measured data.

Angelopoulou has created an illumination invariant descriptor by calculating spectral derivatives,

defined as the partial derivative of image data with respect to wavelength. A spectral gradient

is formed by combining successive derivatives and this descriptor is stated to depend only on the

scene materials; illuminant SPDs are assumed to change slowly with wavelength and are therefore
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ignored. The performance of this approach is demonstrated in a color constancy experiment[125].

One criticism of this technique is that reflectance spectra are also typically smooth functions of

wavelength [127, 146] and may not dominate the gradient measurement as expected.

More relevant to the focus of this research, Manolakis et al. state that shadowing can only alter

the length of a measured spectral vector and not its direction [17]. This leads to a simple scaling

model where shadowed data point xS ∈ RN relates to its shadow-free counterpart x via xS = βx,

with β ≥ 0. For data with β > 1 (referred to as a “hot spot” in [217]), the measured flux is greater

than that of the calibrated reflectance standard. Alternatively, this can result as an artefact of

the radiometric calibration process when using a spatially-global correction derived from a subset

of imaged pixels (mentioned earlier as a commonly used approach).

Spectral unmixing can potentially mitigate the effects of shadowing and it is assumed in the

literature to be encapsulated as varying proportions of a “shade” or “shadow” endmember [53,

68, 81], which is typically the darkest vertex of the simplex and we define it to be the endmember

with the smallest L2 norm. The LMM from Eqn. (1.1), which makes no explicit accommodation

for shadowing, is modified to isolate the shadow endmember s = ek ∈ RN , where the observed

pixel x is now expressed as:

x = E(a ◦ 1k) + aks+ w (5.2)

where ak = [a]k and 1k ∈ RN has all elements equal to one except at index k = arg mini ||ei||2,

where it is zero. The Hadamard product ◦ allows us to preserve the structure of E in this

re-expression of x.

5.1.2 Conflict and Validation

A subtle, but significant, contradiction between the vector length (or multiplicative scaling) and

shadow endmember models exists, with conflicting implications for the accuracy of subsequent

correction methods. The discrepancy arises when ||s||2 > 0 as the vector length model asserts

that the purest form of shadowing is a data point at the origin, when β = 0, yet this point is

outside the endmember-specified simplex. Endmember determination algorithms almost never

return data points at the origin and, given endmember spectra are considered to be the purest
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Figure 5.2: (a) False colour image made from wavelength bands at 450 nm, 550 nm and 650 nm
(note the shadowing), (b) the material spectra and (c) reduced space representation of the
experiment data, overlaid with the N-FINDR specified simplex.

form of a material, any points outside the simplex violate this assumption. This disparity between

the models is often much larger when using simplex growth or volume maximising endmember

determination algorithms, such as N-FINDR [68] or VCA [82], as they require the presence of at

least one pure pixel of each endmember; the inclusion of a fully shaded pixel is scene-dependent

and is not typical. Before an appropriate correction procedure can be constructed, this disparity

must be resolved.

An experiment was performed with the aim of determining the true characteristics of shadowing by

observing data captured under a controlled illumination gradient. The results of the experiment

can inform which of the two shadowing assumptions better reflects the physical reality and will

provide assurance for subsequently developed correction methods. Two coloured materials were
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unevenly illuminated2 using a quartz-halogen bulb in a photographic dark room. The ETF-based

imaging spectrometer, from Chapter 2, was used to image this scene, collecting 30 equally spaced

wavelength bands between 430 nm and 720 nm. The imaging spectrometer lens was defocused by

a constant amount from optimal focus at each wavelength, using a stepper motor attached to the

lens’ focus ring, to encourage spectral mixing at the boundary between the materials.

Figure 5.2 presents the results of this experiment: the shadowing gradient can be seen in the

false colour image of the data, presented in Fig. 5.2(a); the material spectra were measured using

a B&WTek R© BRC111A spectrometer, presented in Fig. 5.2(b); and a random sample of the

reduced space data (using the two principal components with the largest eigenvalues) is shown in

Fig. 5.2(c), overlain with the maximum volume simplex determined by N-FINDR. It is evident

that the “trajectory” of successively shaded endmembers, in Fig. 5.2(c), is towards the origin and

not the endmember with the minimum L2 norm. This indicates that the vector length model

more accurately represents the behaviour of shadowing and that the minimum norm endmember

is only an approximation of the true shadow endmember at the origin, when β = 0.

The shadowing experienced by the pure pixels in this experiment exceeded that of the mixed

pixels due to the radial gradient of the applied illumination. The top corners of the image data

in Fig. 5.2(a) are darker than the darkest mixed pixels along the boundary line between the two

materials, explaining why the shadowed pure pixels are nearer to the origin than the mixed in

Fig. 5.2(c).

5.2 Forced Shadow Endmember

It is reasonable to assume that all scenes will experience some degree of shadowing as the con-

ditions required for a shadow-free environment are a practical impossibility. To model this be-

haviour, the LMM presented in Eqn. (5.2) can still be used with the distinction that the shadow

endmember is now forced to reside at the origin s = sF ≡ 0 ∈ RN , in light of the experimental

results in Fig. 5.2. This assertion can be used to assist endmember determination algorithms in

a similar fashion to constraints added in the Dark-Point-Fixed Transform [79] as, unaided, these

procedures are not guaranteed to produce the required origin-bound endmember.

2Under ideal illumination we would expect just two endmembers and a one-dimensional simplex.
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Winter suggests in his seminal N-FINDR paper [68] that sF is an approximation of s, and that

the substitution s→ sF can be made to reduce processing overheads. The experimental evidence

gathered earlier suggests that s is in fact an approximation of sF , and that the substitution s→ sF

should be made to improve its accuracy.

A difficulty arises when performing the inversion step of spectral unmixing with these LMM

modifications. The matrix inverse of ETE is required [35] but is unattainable as E is singular, due

to the zeros in column k (recalling that sF = ek). Fortunately, this problem is easily overcome by

applying a constant offset c ∈ R to the endmembers E = E+11
T c (where each 1 is of appropriate

length) and the measured data x = x + 1c, as it gives E full column rank and can be shown to

have no effect on the mixing proportions for additivity constrained data:

x+ 1c = [E + 11
T c]a

x+ 1c = Ea+ 1(1Ta)c

Applying the constraint 1Ta = 1 shows finally that x = Ea. Intuitively this seems reasonable as

the abundances are defined by the relative geometry between data and endmembers. Adding a

constant to both sets does not alter these relative spatial relationships.

Now that the nature of shadowing has been sufficiently characterised, efforts can be directed

toward developing correction techniques that mitigate its presence in hyperspectral data post

acquisition.

5.2.1 Vector Normalisation

A simple and intuitive method to mitigate shadowing, given it is described by vector length, is

to normalise the measured reflectance vectors using the L2 norm as this unifies their Euclidean

lengths while preserving angular relationships. Although this removes the ability to distinguish

endmembers based on length, as naturally bright and dark endmembers will have differing L2

norms, many authors suggest that spectral shape is an adequate measure for the purposes of class

segregation [17, 81]. The problem with this approach is that it is nonlinear and incompatible
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Figure 5.3: (a) The orthogonal projection applied to the shadowing experiment data and (b)
the resultant abundance map derived from these projected data, where the endmember colours
were chosen to match the image data in Fig. 5.2(a).

with linear unmixing techniques; the LMM expects the data to reside in a simplex, however L2

normalisation projects M -dimensional data onto a unit M − 1 hypersphere. Given that we are

using the LMM, vector normalisation using the L2 norm is not considered further. However, the

use of the L1 norm maintains linearity and its use is discussed later in the chapter.

5.2.2 Orthogonal Projection

An alternative method to mitigating the presence of shadowing in the data, compliant with LMM

assumptions, is to perform a linear projection that minimises the contribution of the shadow

endmember. One approach is to project the data onto an orthogonal subspace to the shadow

endmember, akin to the dimensionality reduction process using principal component analysis

(PCA) [35, 53]. Unfortunately, this projection is under-constrained now that the shadow end-

member has been forced to the origin, as any hyperplane in the space spanned by the non-shadow

endmembers is orthogonal to the shadow endmember subspace.
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Another approach is to project the data onto a hyperplane where the shadow endmember abun-

dances for these data are guaranteed to be zero. The plane is defined by the non-shadow end-

members and performing additivity constrained inversion, with the shadow endmember omitted,

orthogonally projects all data points onto this plane. The orthogonality of the projection ensures

that these data are mapped to the plane with minimum error in the least-squares sense. The

projection was applied to the data from the shadowing experiment in Fig. 5.2 and the results are

presented in Fig. 5.3, with the reduced-space view of the projection in Fig. 5.3(a) and its resultant

abundance map in Fig. 5.3(b).

Despite the success of this technique in dimensionality reduction, analysis of the shadow correction

results indicate its performance is very poor. The highlighted projection lines in Fig. 5.3(a) are

taken from simplex edges that correspond to successively shadowed pure pixels. Ideally, the

orthogonal projection would map these points to the appropriate simplex vertices. However, the

projection is such that the purity of these pixels is not maintained, with many becoming highly

mixed and some are even mapped to locations outside the simplex. Consequently, huge errors

are introduced into the abundance maps of the projected data, as seen in Fig. 5.3(b) – e.g. the

top left portion of the image is erroneously reported as a highly mixed data when it is known

from the scene ground truth to be pure. This issue of pixels projected outside the simplex can be

circumvented with fully constrained inversion, where these points would be obliquely projected

to one of the vertices. However, the validity of such an operation is difficult to defend. Similarly,

the rationale for applying an orthogonal projection to remove shadowing is fundamentally flawed

as this operation incorrectly alters the non-shadow endmember abundances.

In light of these results, care must be taken when using variance-based orthogonal projection

methods for dimensionality reduction, such as PCA, to ensure a sufficiently large number of

dimensions are retained to encapsulate both inter-material and shadowing variations. If this

condition is not met, a projection akin to that in Fig. 5.3(a) will be performed and the subsequently

calculated abundances will be in error. Furthermore, for data with shadowing variance exceeding

that of the inter-material variance, the projection will lead to a shadowed pixel being erroneously

selected as an endmember in the ensuing determination step.
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5.2.3 Conical Sub-simplex Projection

The orthogonal projection technique failed to take into account the convexity of the data and the

scaling property of shadowing. Data points should instead be dispersively projected (rescaled)

away from the shadow endmember at the origin until it has no contribution. A new technique,

denoted conical sub-simplex projection (CSP), projects a pixel x to the intersecting point xP

of the line through x and the shadow endmember vertex s with the sub-simplex described by

all non-shadow endmembers. This line was chosen for the projection as it describes the convex

combination of non-shadow endmembers with constant abundance ratios and varying proportions

of the shadow endmember. Subtracting the effect of shading aks from measurement x results in a

non-convex combination of non-shading endmembers. To enforce convexity, x is rescaled to give

the projected pixel xP where

xP =
x− aks
1
T
ka

(5.3)

This projection preserves the abundance ratios while ensuring that the contribution from the

shadow endmember is zero. Figure 5.4(a) displays the projection applied to the experimental

data from Fig. 5.2, where the overlaid projection lines illustrate the dispersive nature of the

projection, and Fig. 5.4(b) displays the resultant abundance map, showing an accurate portrayal

of the scene ground truth.

5.3 Scaled Endmembers

The CSP, along with Eqn. (5.2), assumes that endmember spectra are uniquely recoverable us-

ing geometric algorithms such as N-FINDR [68], Craig’s MVT [79] and MVSA [80] or through

statistical techniques such as iterated constrained endmembers (ICE) [81].

With accurately recovered endmembers, shadow correction via the CSP performs well although

an additional (implicit) assumption of this technique is that these endmembers are shadow-free.

This seems unlikely, in general, due to the highly changeable spatial illumination distribution

and target contours between arbitrary scenes. A more realistic assumption is that only shadowed

endmember estimates are recoverable and in these instances applying the CSP incurs errors in the
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Figure 5.4: (a) The CSP applied to the shadowing experiment data and (b) its corresponding
abundance map. This technique is much more suitable for shadow correction than the orthogonal
projection, as seen in Fig. 5.3.

abundances of mixed pixels. Pure pixels are largely unaffected as the CSP projects these points

to the brightest (but incorrectly scaled) endmember estimates. Heavily attenuated pure pixels

typically have a low SNR and can produce highly erroneous abundances upon application of the

CSP. The issue of noise corruption is discussed further in § 5.3.4.

The source of error for mixed pixels is shown geometrically in the reduced-space for the three

endmember case in Fig. 5.5 (two endmembers plus a shadow component). The reduced-space

endmembers e′i are related to the full-space endmembers via e′i = UT ei ∀ i ∈ {1 . . .M}, where

eigenvector matrix U ∈ RN×(M−1) contains the M − 1 most significant eigenvectors from the

data cube’s covariance matrix eigen-decomposition. Consider the case when true endmembers

e′1 and e′2 are unavailable due to topographical scene conditions (e.g. uneven illumination), and

only the corresponding arbitrarily-scaled estimates β1e
′
1 and β2e

′
2 are known. Ignoring noise, the

ground truth in the scene at arbitrary point p1, when measured under ideal illumination (free from

shadowing), corresponds to abundances a1 and a2 where p1 = a1e
′
1 + a2e

′
2. As stated, we only

have access to the scaled endmembers β1e
′
1 and β2e

′
2, which are treated as pure by the shadow
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Figure 5.5: Points p1 and p2 have the same ground truth composition; however, due to the shad-
owing in the scene (terms β1 and β2) they have different recovered abundances for endmember
pairs [e′1 e

′
2] and [β1e

′
1 β2e

′
2].

correction algorithm, and applying the CSP entails that all data points along the line s′ p1 are

projected to point p2 with abundances b1 and b2, where p2 = b1β1e
′
1 + b2β2e

′
2.

Given that the additivity and nonnegativity constraints are applied to both a and b (ai, bi ≥

0 ∀ i and 1
Ta = 1

T b = 1) what is the relationship between them? Ideally, ai = bi ∀ i, as the

only difference between p1 and p2 is the scene illumination – the ground truth is unchanged.

Unfortunately, this is not the case and it can be shown that the amount of shading directly

influences the abundance calculation. Points p1 and p2 are related by scale factor γ ≥ 0 ∈ R, where

p2 = γp1. Equating vector components of γp1 and p2 gives γa1e
′
1 = b1β1e

′
1 and γa2e

′
2 = b2β2e

′
2

which, when rearranged for γ, gives

γ =
b1 ||β1e′1||
a1 ||e′1||

=
b2 ||β2e′2||
a2 ||e′2||

(5.4)

where || · || is the p-norm. Note that Eqn. (5.4) can also be expressed as

a1 ||e′1||
a2 ||e′2||

=
b1 ||β1e′1||
b2 ||β2e′2||

(5.5)

Pulling shadowing scale factors β1 and β2 outside the norm to let the ||e′1|| and ||e′2|| terms cancel

is tempting (but fruitless) as calculating these scale factors in isolation is not possible. Only

products βie
′
i are provided from measurements. Equation (5.5) shows that the abundance ratios
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of shadowed data will only equal that of the unshadowed data when endmember ratios
||e′1||
||e′2||

and

||β1e′1||
||β2e′2||

are equal. Geometrically, this is only possible when line segments e′1e
′
2 and β1e

′
1 β2e

′
2 are

parallel, which corresponds experimentally to equal shadowing of the endmembers (β1 = β2). The

additivity and nonnegativity constraints on a and b will force ai = bi when their corresponding

ratios a1/a2 and b1/b2 are equal. These constraints also set the error limits since for the two

endmember case, as shown in Fig. 5.5, taking lim
β1→∞

and lim
β2→0

gives b1 → 0 and b2 → 1. For

M -dimensional data in the full-space, Eqn. (5.4) naturally extends to

γ =
b1 ||β1e1||
a1 ||e1||

=
b2 ||β2e2||
a2 ||e2||

= . . . =
bM ||βMeM ||
aM ||eM ||

with two arbitrary endmembers, and corresponding abundances, being related by

au ||eu||
av ||ev||

=
bu ||βueu||
bv ||βvev||

(5.6)

where u, v ∈ {1 . . .M} and u 6= v. Given the high likelihood that shadowing will have corrupted

the measured data to some extent, the revised LMM in Eqn. (5.2) should be further updated to

include endmember scaling terms. This can be done using diagonal matrix D ∈ RM×M with the

diagonal elements containing the scale factors [D]i,i = βi, i ∈ {1 . . .M} and βi ∈ R ∀ i as follows

x = ED(a ◦ 1k) + aks+ w (5.7)

The endmember-scaling matrix D is similar to the positive scalars sk added to the LMM by

Berman et al. in ICE [81]. Their approach to making the inversion problem soluble (due to the

scaling terms causing indeterminacy) is to assume the endmembers have equal average brightness.

This is a poor assumption that is easily violated, e.g. asphalt and Spectralon R© do not share an

average brightness value, and the implications of this are discussed further in § 5.3.3.

Several techniques are now presented that remove the effect of shadowing from acquired image

cubes; a collection of techniques are presented as there is no suitably generic correction algorithm.
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The listed methods complement each other, matching strengths to weaknesses, forming a toolbox

of procedures suitable for various applications and scenarios.

5.3.1 Endmember Library Look-up

In some applications, such as target detection [17], there is a priori information about the types

of materials expected to be present in a typical scene. Furthermore, these materials may have

been spectrally characterised under controlled laboratory conditions, such as the USGS Library

[48]. When each endmember in the scene has an accessible and shadow-free library reference, the

correction process is trivialised. Each endmember is substituted with its corresponding library

reference spectrum and shadowing is removed from the measured data by applying the CSP using

this substituted endmember set. SAM can be used to match a given measured endmember ei

against a library of L reference endmembers. The matched shadow-free endmember `r is chosen

with

r = arg max
j

eTi `j
||ei||2 ||`j||2

, j ∈ {1 . . . L}

The only remaining challenge is to ensure the substituted library spectra are appropriately down-

sampled or interpolated to match the acquisition spectral range and resolution. Unfortunately

for many applications, particularly terrestrial applications, such a reference library and prior

knowledge of scene materials are frequently unavailable.

5.3.2 Geometrical Endmember Inference

Without access to a suitable reference library, the shadow-free endmembers must be measured

or deduced in order for shadowing to be accurately removed from the measured data via the

CSP. This is a difficult problem as subsequently measured data does not necessarily constrain

Eqn. (5.6) to a unique solution. Revisiting the visually convenient three endmember scenario in

Fig. 5.5, with data in the reduced space, suppose the illumination conditions were altered while

retaining the scene ground truth and another image cube was collected. Again, consider the case

where only scaled estimates of the true endmembers are recoverable, denoted ψ1e
′
1 and ψ2e

′
2 where

ψi ≥ 0 ∈ R ∀ i. After applying the CSP to this cube, ground truth point p1 is related to a new
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Figure 5.6: Unshadowed data points [p1 p2] can infer the location of the true endmembers [e′1 e
′
2]

from the intersections of the line fitted to these points and the endmember estimate shadow
lines, s′ê′1 and s′ê′2.

point p3 = c1ψ1e
′
1 + c2ψ2e

′
2, where c1 and c2 are the additively and nonnegatively constrained

abundances for point p3, scaled by γ2, where p3 = γ2p1. From this, it can be shown that

a1 ||e′1||
a2 ||e′2||

=
b1 ||β1e′1||
b2 ||β2e′2||

=
c1 ||ψ1e

′
1||

c2 ||ψ2e′2||

Thus the additional data point p3, and endmembers ψ1e
′
1 and ψ2e

′
2, bring us no closer to solving for

a as scale factors ψ1 and ψ2 are unknown. Furthermore, any number of additional images captured

in this fashion can be collected and will fail to assist in solving for a as the problem is ill-posed –

only variable products can be equated, resulting in individual abundances and endmember lengths

being indeterminate.

However, not all collected data falls into this category. Recalling that the radiometric calibration

measurement (xC from Eqn. (3.3)) contains an illumination source (and shadowing) term, per-

forming a spectral calibration will remove the effects of shadowing for the pixel subset imaging

the reflectance standard, assuming that experimental conditions remain static between acquiring

the data and calibration cubes. When a separate calibration cube is not collected, the reflectance

standard must be placed in the scene alongside the target materials. The neighbouring pixels

to the standard should have minimal shadowing, although this approach is less ideal than using

multiple acquisitions and substituting the reflectance standard for target materials.
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As mentioned, the physical size of a calibrated reflectance standard is typically very small – a

circular reflective area of diameter 1.25′′ (31.75 mm) was used in our experiments. Thus, it is not

uncommon for the set of pixels imaging the standard, PR, to be a very small subset (a few percent

or less) of the entire image cube pixel set, PR ⊂ P . This is problematic as the spatial location of

the endmembers must be known a priori, given that a calibration image must be acquired with

the reflectance standard in its place. Worse still, the implication for scenes that do not contain

pure pixels is that the endmember shadowing cannot be measured, as there are no endmembers

present in the scene, and the problem cannot be solved.

Fortunately, this is not the case. Samples of shadow-free data can be used in conjunction with

shadowed endmember estimates to geometrically infer the true endmembers, using a new tech-

nique denoted Geometrical Endmember Inference (GEI) that calculates simplex vertices. Con-

sidering the familiar three endmember scenario once again, this process is described with the

assistance of Fig. 5.6. The sub-simplex defined by the non-shadow endmembers is the line seg-

ment e′1e
′
2, although only the endmember estimates ê1 and ê2 are known. Given that endmember

e′i is some scalar multiple of its shadowed estimate ê′i, it therefore must lie somewhere on the line

through the shadow endmember s′ and ê′i. Additionally, the intersecting points between lines s′ê′i

and the sub-simplex line e′1e
′
2 give the true endmember points e′i.

The sub-simplex line is not known but can be deduced by taking samples. In order to reside on

this line, these samples must contain no shadowing and therefore require use of the reflectance

standard (applying the spectral calibration routine from Chapter 3). When acquiring each sample,

the reflectance standard can be placed anywhere in the scene provided the separation between

the sample points in the reduced-space exceeds the noise floor – corresponding to sample points

with sufficiently distinct abundances. For the case shown in Fig. 5.6, sample points p1 and p2 can

be used to describe the shadow-free sub-simplex line that intercepts with s′ê′1 and s′ê′2 at e′1 and

e′2 respectively.

For the M endmember case the samples are taken to infer an M − 2 dimensional hyperplane and

one approach to fitting this subplane to the calibrated data is to use multiple linear regression.

Choosing an arbitrary dimension to be the dependent variable y the remaining M − 2 dimensions

form the independent variable set xi ∈ R, where i ∈ {1 . . .M − 2}, and each of the Q pixels

in the calibrated pixel set PR provides yj = α0 +
∑M−2

i=1 αixi, where αi ∈ R parameters are
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unknown. Expressed in matrix form as y = Xα where dependent vector y = [y1 . . . yQ]T ∈ RQ,

independent matrix X has Q rows of [1 x1 . . . xM−2] giving X ∈ RQ×(M−1) and unknown vector

α =
[
α0 . . . α(M−2)

]T ∈ RM−1. Vector α can be recovered using ordinary least squares, with

the closed form solution α = (XTX)−1XTy. The shadow-free endmembers are calculated as

the intersecting points of the sub-plane and scaled endmember estimate vectors: e′i = tê′i where

t =
−α0∑M−2

k=1 [ê′i]k αk − [ê′i]d
and index d specifies the dependent variable dimension of ê′i.

This technique calculates a new endmember matrix E ′ = [e′1 . . . e
′
M ] in the reduced-space R(M−1)×M

and for shadow correction to be applied, via the CSP, the abundances must be recalculated using

this updated endmember matrix. Unfortunately, unmixing cannot be performed in the reduced-

space as E ′ is rank-deficient. However, an accurate approximation of the full-space endmember

matrix is accessible via E ≈ UE ′ (a similar approach to that used in [226]). This approximation

is generally very accurate as the corresponding eigenvalues of truncated eigenvector matrix U

typically contain more than 99% of the total eigenvalue energy [35]. Therefore, abundance vector

a is unmixed from x = UE ′a in the usual manner and the CSP is applied to the recovered a,

removing the shadowing interference.

An unfortunate necessity of this technique is that the minimum number of unique shadow-free

samples required is equal to the number of non-shadow endmembers, which becomes increasingly

cumbersome with complex scenes and of limited use outside controlled laboratory conditions.

This disadvantage is offset by the ability to accurately recover the ground truth abundances

without prior knowledge of the scene, which is highly suitable for characterisation and modelling

applications.

It is tempting to presume that, due to the correct signal amplitude (at each wavelength) of the

endmembers being recovered, it is possible to distinguish between endmembers separated only

by scale using this approach. This is not the case, as a naturally dark endmember that shares

an identical spectral shape with a brighter endmember loses this amplitude-encoded detail when

applying the CSP (as these points are both projected onto the brighter endmember). This loss is

acceptable depending on the application, as many authors suggest that spectral shape alone is a

sufficient analysis metric [17, 81].
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5.3.3 L1 Normalisation

If the GEI correction technique cannot be applied, e.g. historical data is being analysed or a

dynamic target is being imaged, it is still possible to remove shadowing artefacts from the data.

This alternate approach is simple: every measured data vector is normalised prior to endmember

determination and inversion, where x → x

||x||
. Earlier, the use of the L2 norm was suggested

and abandoned due to its nonlinearity although the L1 norm does not share this property for

these data – the nonlinear modulus operator of the L1 norm can be omitted as measured data is

entirely nonnegative. Thus, further investigation of the L1 norm is warranted as it is compatible

with the LMM and the concept of normalisation holds value.

Considering that all data points are normalised, it follows that the endmembers will also be

normalised as any pure materials in the scene are part of this measured data set. By extension,

endmembers calculated for scenes lacking pure pixels also reside at these normalised locations, as

their positions in feature space do not depend on inclusion in the measured data. Dividing the

endmembers by their norms removes shadowing components βi, as
βiei
||βiei||

=
ei
||ei||

, and simplifies

the endmember scaling matrix from Eqn. (5.7) to the identity matrix D → I.

When the L1 norm is used, this process is equivalent to performing the CSP using L1-normalised

endmembers. The L1 norm of x is defined as ||x||1 =
∑N

i=1 |xi|. Ignoring noise and assuming the

shadow endmember is at the origin, using the model from Eqn. (5.7), the vector elements of x

are given as xi = a1β1[e1]i + . . .+ aMβM [eM ]i. Summing all elements of x gives

N∑
i=1

xi = a1β1

N∑
j=1

[e1]j + . . .+ aMβM

N∑
j=1

[eM ]j

which is equivalent to

||x||1 = a1β1 ||e1||1 + . . .+ aMβM ||eM ||1

as ai, βi, [ei]j ≥ 0 , i ∈ {1 . . .M}, j ∈ {1 . . . N}; i.e. the data is in the all-positive orthant

of feature space. Thus the expression for normalising data vector x using the L1 norm can be

written as
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x

||x||1
=

a1β1e1 + . . .+ aMβMeM
a1β1 ||e1||1 + . . .+ aMβM ||eM ||1

which, when rewritten to make explicit normalised endmembers, is

x

||x||1
=

a1β1 ||e1||1
e1
||e1||1

+ . . .+ aMβM ||eM ||1
eM
||eM ||1

a1β1 ||e1||1 + . . .+ aMβM ||eM ||1
(5.8)

Defining abundance vector b ∈ RM with elements bi = aiβi ||ei||1 and substituting it into Eqn. (5.8)

gives

x

||x||1
=

b1
e1
||e1||1

+ . . .+ bM
eM
||eM ||1

b1 + . . .+ bM
=

ENb∑M
i=1 bi

(5.9)

where normalised endmember matrix EN =

[
e1
||e1||1

. . .
eM
||eM ||1

]
∈ RN×M and the forced-zero

shadow endmember in EN is redefined as
ek
||ek||1

= sF = 0. Equation (5.9) has the same form as

the CSP in Eqn. (5.3) for shadow endmembers at the origin, as both aks = 0 and bk = 0 (where

k is the index of the shadow endmember) under these conditions.

Thus, normalising a given data pixel using its L1 norm is identical to applying the CSP to this

point using normalised endmembers EN and abundance vector b, and correspondingly removes

the effects of shadowing from the data. Recovering b from Eqn. (5.9) is not possible using the

standard unmixing techniques, described in [35], due to the denominator terms. Instead a separate

formulation:

x

||x||1
= ENc (5.10)

is solved for abundance vector c ∈ RM . This is acceptable as abundance vector b is closely tied

to the shadowing in the scene and is generally both unattainable, without prior knowledge or

following the procedures in § 5.3.2, and undesirable, as the aim is to determine the corrected

abundances using shadow-free endmembers. Unfortunately, since abundance vector c is given

relative to normalised endmembers EN the link between c and the ground truth of the scene is
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broken. A bias, as a result of the normalisation, for mixed pixels toward a given endmember is

likely to be introduced and may result in significantly altered abundances from their ground truth

values, as seen in § 5.4.2.

As mentioned in § 5.3, ICE assumes the mean brightness of each endmember to be constant for

a given pixel and deduces the appropriate correction for brightness variation is to divide each

measured vector by its mean x → x

x̄
. This is similar to using the L1 norm for the all-positive

orthant data as x̄ =
1

N
||x||1 and ēi =

1

N
||ei||1. The equal brightness assumption ēi = ēj is

equivalent to ||ei||1 = ||ej||1, where i 6= j ∀ i, j ∈ {1 . . .M}, as the constant
1

N
scales all the

norms equally. Relating this equivalence to Eqn. (5.10) suggests that abundance vector c = a

as from Eqn. (5.6) endmember norm ||eu||1 = ||ev||1 and the β terms are removed due to the

normalisation leaving
cu
cv

=
au
av

; for additively constrained data these individual terms are equal.

The experimental work, shown in § 5.4, strongly disagrees with this assumption as the calculated

abundance values are markedly different from their known ground truth values. This is not

unexpected as there is no physical reason for disparate materials’ reflectance functions to have

equal means.

Interestingly, unmixing Eqn. (5.10) for c will give shadow endmember component ck ≈ 0 due

to the application of the CSP in the normalisation process, shown in Eqn. (5.9), reducing the

effective dimensionality of the data by one. Accordingly, solving
x

||x||1
= E∗Nc

∗ for c∗ will give

the desired non-shadow abundances where normalised endmember matrix E∗N ∈ RN×(M−1) does

not contain the shadow endmember sF =
ek
||ek||1

and c∗ ∈ RM−1 does not contain the shadow

endmember abundance ck. More formally, the difference between endmember vector set {EN} ={
e1
||e1||1

, . . . ,
eM
||eM ||1

}
and {E∗N} is {EN} \ {E∗N} = sF , similarly {c} \ {c∗} = ck.

The geometrical behaviour of the normalisation process is shown in Fig. 5.7, for the familiar

three-endmember case, and it is seen that multiple scaled versions of endmembers e′1 and e′2 are

projected to points

[
e1
||e1||1

]′
and

[
e2
||e2||1

]′
respectively. Points p1 and p2, with identical ground

truth composition but different abundance ratios relative to endmember estimates [β1e
′
1 β2e

′
2] and

[ψ1e
′
1 ψ2e

′
2] respectively, are projected to point p3 to have common abundance ratios relative to the

normalised endmembers. It should be noted that the dimensionality reduction step, x′ = UTx,

does not guarantee the data will be enclosed inside a single orthant of the reduced-space. Thus,
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Figure 5.7: Points p1 and p2 have different recovered abundances relative to their shadowed
endmembers [ψ1e

′
1 ψ2e

′
2] and [β1e

′
1 β2e

′
2] despite having the same ground truth composition.

Normalising these two data sets projects both p1 and p2 onto p3, equating their abundance

ratios relative to the normalised endmembers

[
e1
||e1||1

]′
and

[
e2
||e2||1

]′
.

the normalisation step should be performed in the full space to avoid the discontinuity of the L1

norm function at the orthant boundaries.

As with GEI, all intra-wavelength amplitude variability is lost from the data when using this

technique and the assumption is that the inter-wavelength variation is sufficient for subsequent

processing (segmentation, detection, etc). However, unlike the GEI, only a relative spectral

calibration process is required for the L1 normalisation technique. Consider the scenario when only

an arbitrarily scaled radiometric calibration measurement
xC
γ

(from Chapter 3) is known, where

γ > 0. Ignoring noise, this term will be incorporated into the updated LMM, from Eqn. (5.7), as

γ x = γ [EDa] where γ can be absorbed into D and will be removed in the normalisation step.

This approach cannot be used in the GEI technique as this scale factor must be known (that is,

measured) at various spatial locations in the scene.

Normalisation effectively trades absolute abundance recovery for a less demanding calibration

procedure, giving it a practicality advantage over the GEI. Little is lost working with normalised

endmembers, as both of these correction techniques retain only spectral angle differences and

transforming data into this space is straightforward.
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5.3.4 Practical Considerations

This section briefly discusses some of the practicalities pertaining to the techniques described

in the previous sections with respect to noise (or model error), the endmember determination

process and the Lambertian assumption.

5.3.4.1 Noise

Pixels with low SNR (typically darker pixels) can be projected onto points with highly erroneous

abundances via the CSP or L1 normalisation, as shown in Fig. 5.8(a), corresponding to a large

error term in Eqn. (5.7). Data in this category are typically omitted from subsequent processing

[81], although setting an appropriate threshold requires an estimate of the noise and is not always

available. Similarly, other data that does not fit the LMM can be projected back onto the simplex

in various ways (e.g. least squares, fully constrained, etc.) although the validity of this projection

is dependent on the source of model error.

Unmixing with noise-corrupted endmembers amplifies the abundance error and including the

nonnegativity constraint ai ≥ 0 has demonstrated improved noise performance over both uncon-

strained and additivity-constrained inversion [227, 228]. Unfortunately, nonnegatively constrained

inversion lacks a closed-form solution and is thus highly time consuming to calculate. Clamping

the negative abundance elements to zero (ai < 0 → ai = 0) prior to applying the CSP has ex-

perimentally demonstrated improved noise performance over both unconstrained and additively

constrained data3.

When using the L1 normalisation technique, the endmember locations should be determined prior

to normalisation and the subsequently normalised data should be unmixed using these locations.

This prevents noise-corrupted data from being erroneously selected as endmembers, e.g. the

extreme points p1 and p2 in Fig. 5.8(a).

3Personal communication, Robert Dunn (The University of Auckland).
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Figure 5.8: Noise around the shadow endmember in (a) can be erroneously projected to extreme
points p1 and p2 and should not be confused for endmembers. Simplexes of unaltered N-FINDR
and MVSA are compared to FZ-N-FINDR in (b) illustrating the need for internal incorporation
of the forced-zero endmember constraint as selecting the appropriate candidate from the output
of unaltered algorithms is not straightforward.

5.3.4.2 Endmember Determination Algorithm Adjustments

When enforcing the inclusion of the shadow endmember sF , the selected determination algo-

rithm must be internally adjusted to incorporate this constraint as post-processing an unal-

tered algorithm’s endmember set is less robust (demonstrated in Fig. 5.8(b)). This figure shows

synthetically-shadowed data generated using Muscovite and Gypsum spectra from the USGS

database. Comparing the simplexes generated by unaltered N-FINDR and MVSA to the un-

shadowed and forced zero N-FINDR (FZ-N-FINDR) simplexes, it is not clear how the shadow

endmember should be selected when using unaltered algorithms as the minimun-norm endmem-

ber is not necessarily the best candidate for sF . The required alteration should be minor and

no more complicated than ensuring the first endmember choice is the origin. FZ-N-FINDR from

Fig. 5.8(b) used this simple modification (presented in Appendix B).

5.3.4.3 Violating the Lambertian Assumption

Earlier, the concept of Lambertian reflectance was introduced and it was noted that the adherence

of a given material to this model was not guaranteed. Without this assumption, spectral angle

differences can no longer be attributed solely to disparate materials in a scene and intra-material



Chapter 5. Shadow Modelling and Correction Techniques 134

variations must be incorporated into the relevant analysis algorithms. This is a very difficult

task, as geometric measurements linking the sensor and the target are required. Furthermore, for

non-Lambertian sources, geometric measurements linking the target and the illuminant are also

required (and must be accounted for in the radiometric calibration step). One author incorporates

bidirectional effects into their supervised shadowing correction technique [220]. Generally, more

complex analyses are required based on radiative transfer models [218] or experimentally collected

data from gonioreflectometers [217, 229] and such techniques are beyond the scope of this research.

When these data are not accessible, the Lambertian assumption is made expediently.

5.4 Performance

Experiments were conducted to demonstrate and validate the use of the shadow correction tech-

niques described in the previous sections using real data. All experimental image acquisition

took place in a 2m × 2m photographic dark room using the ETF-based imaging spectrometer

described in Chapter 2. Each collected image cube contained 30 equally spaced wavelength bands

(with 10 nm nominal Full-Width at Half-Maximum (FWHM) bandwidth) between 430 nm and

720 nm and was illuminated using a non-dichroic 35W DC quartz-halogen lamp (BLV R© Reflekto).

The experimental work carried out in § 5.1.2 contained mostly pure pixel shadowing with a small

mixed pixel region, of which the corresponding ground truth abundances were not known a priori.

As discussed earlier, the accuracy of mixed pixel abundances is primarily of interest as they are

dependent on the accuracy of the endmember estimates. Therefore, more emphasis on mixed

data is required for these experiments.

Printer toners (cyan, magenta, yellow – CMY) were used to create imaging targets as the abun-

dance ratios and spatial distribution of the toner endmembers can be precisely controlled. The

toners were interlaced in a grid pattern on light grey paper, to avoid interference from fluorescent

whitening additives, where each cell of the grid is a pure, unmixed toner. Distinct abundance

ratios were achieved by controlling the ratio of the relevant toner cell types over a given spatial

region in the target, as opposed to fusing these ratios of toners together. This process replicates

the definition of linear mixing. Provided the spatial sampling of these cell sites by the imaging

spectrometer is high enough (i.e. many cells contribute to the signal at a given pixel) the abun-

dance ratios will be as expected. Figure 5.9 shows a macro image of the regional patterns used to
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100:0 0:10050:50

75:25 25:75
Figure 5.9: A macro image of printed magenta and yellow toner at 550 nm illustrating the
regional patterns used to achieve different abundance ratios. The darker and lighter cells in the
image correspond to magenta and yellow toner respectively. Beware of Moiré patterns generated
by printer or monitor aliasing.

mix two toners, magenta and yellow, with abundance ratios of M:Y = {100:0, 75:25, 50:50, 25:75,

0:100}.

The patterns were printed using a RICOH R© Aficio MP C2551 laser printer initially with a res-

olution of 150 cells per inch, corresponding to a spatial sampling rate of approximately 90 cells

per pixel when the camera was set to 8×8 binning. Visually inspecting macro images of these

patterns showed no obvious printer artefacts although the calculated abundances of the mixed

pixel sections in the image cube were in error, biased towards an endmember by approximately

10%, after applying the GEI and CSP algorithms. Reducing the resolution of the pattern to

10 cells per inch (while maintaining its relative geometry) resolved this biasing problem – in-

dicating that some element in the printing process was altering the pattern. Alignment errors

or anti-counterfeiting steganographic marks are speculated to be the source of this alteration.

The imaging spectrometer lens was defocused by a constant amount from optimal focus at each

wavelength (using a stepper motor attached the lens focus control) to compensate for the reduced

resolution of the pattern. This action ensured a sufficiently high sampling rate to remove aliasing

in the mixed pixel sections of the pattern.
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Figure 5.10: (a) Experimental data was acquired to validate the GEI, shown in the reduced-
space, and the resulting abundance histograms in (b) demonstrate the improved abundance
accuracy when pairing it with the CSP. Image data from this experiment is shown at (c) 520 nm
(with the three positions of the reflectance standard overlaid in red) and (d) 720 nm – note the
modest amount of shadowing.

5.4.1 Geometric Endmember Inference Test

The GEI algorithm was tested on a scene containing the toner pattern shown in Fig. 5.9. Prior

to the placement of the pattern in the scene, three calibrations were performed each using the

reflectance standard in a different location. These calibrations were used to obtain three separate
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cubes of the target, with each cube containing a small region of shadow-free data corresponding

to the placement of the reflectance standard in the calibration stage. The reduced-space data for

one of these cubes is shown in Fig. 5.10(a) with the shadow-free data from all cubes overlaid and

highlighted. Mixed regions with M:Y = 75:25 and 25:75 are significantly darker than the other

three pattern sections due to the target being illuminated from above. The calibrated data were

used to fit the shadow-free sub-plane (a line in this case) which in turn was used to infer the true

endmember points in the reduced-space, all shown in Fig. 5.10(a). The data was unmixed using

the updated endmember set projected back into the full-space and CSP was applied to remove

the shadowing. The eigenvalues of U, used in the projection E = UE ′ were measured to represent

99.5% of the total eigenvalue energy.

The differences between the shadow-free abundances and the abundances found using the CSP

with uncorrected (shadowed) endmembers are shown in Fig. 5.10(b), where the abundance his-

tograms for the magenta toner are plotted and the yellow toner abundances can be easily in-

ferred. The vertical gridlines show the expected abundance points and ideally the data should

form delta-like functions on these lines. However, the histogram peaks are naturally widened due

to the intermediate abundance ratios formed at the boundaries between distinct regions in the

pattern, and were exacerbated by the controlled blurring and noise. The peaks of the corrected

abundances are much closer to the expected values of 0.25, 0.5 and 0.75 than the uncorrected

abundances, demonstrating the improvement introduced by the GEI. As expected, the pure pixels

are unaffected by this technique on account of their abundances being inherently controlled by

only one non-shadow endmember and the CSP is sufficient to mitigate their shadowing.

The errors in the uncorrected data abundances could be much worse than that present in this

experiment, seen in Fig. 5.10(b), as the shadowing applied to the target was relatively minor,

seen in selected bands displayed in Fig. 5.10. Minimal effort was required when designing the

experiment layout to ensure adequate scene shadowing. Given the ease of incorporating shadowing

into a scene, it is the author’s view that for large and intricate targets it is a practical impossibility

to adequately eliminate shadowing through experimental design and layout – post-acquisition

corrections will be required.
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Figure 5.11: For the L1 normalisation test two image cubes were acquired using a modified toner
target, rearranged from Fig. 5.9 to better separate the endmembers. Image data of this target
at 650 nm is shown in (a). One of the cubes was acquired illuminated from the left (b) and the
other from the right (c) while all other conditions were held constant.

5.4.2 L1 Normalisation Test

The pattern used to verify the efficacy of the GEI algorithm, in § 5.4.1, was altered slightly for

the L1 normalisation test and is shown in Fig. 5.11(a). The five regions were rearranged to be

colinear with a pure toner region placed at each end and the three mixed regions separating them

in the middle. This was to give maximum spatial separation of the toner endmembers – cyan and

yellow for this experiment. Two image cubes were collected under different illumination using

a single illuminant, with the first illuminated from the left and the second illuminated from the

right (as shown in Fig. 5.11). The reduced-space data for these cubes is shown in Fig. 5.12(a)

and it can be seen that the endmembers are, expectedly, scaled differently between them. The

mixed pixel abundances also vary significantly between the cubes, despite the unchanged ground

truth, as seen in the abundance histograms for the cyan toner in Fig. 5.12(b) and Fig. 5.12(c); the

yellow toner abundances can be inferred from these graphs. In contrast, the L1 normalised data

is constant between the cubes. This is difficult to see in Fig. 5.12(a), but is clear when comparing

the L1 normalised abundances in Figs. 5.12(b) and 5.12(c).

Further analysis of the histograms shows that the abundances are biased toward the endmember

with the lowest norm, seen as a shifting in the abundance peaks from the expected values of 0.25,

0.5 and 0.75 toward either 0 or 1. This bias is toward endmembers with scaling factor β < 1 and

away from endmembers with scaling factor β > 1, when compared to shadow-free endmembers.

Unfortunately, endmember scaling from L1–normalisation introduces a similar bias. Interestingly,
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Figure 5.12: Two image cubes were acquired with different illumination arrangements to validate
the L1 normalisation technique, shown in the reduced-space in (a). The resulting abundance his-
tograms for the (b) left illuminated and (c) right illuminated data show that the L1–normalised
abundances are consistent between the datasets, while the unnormalised data abundances vary
between histograms.

in this experiment the norm-induced bias exceeds that introduced by shadowing; however, unlike

shadowing the norm bias is constant for a given set of endmembers.

5.5 Conclusions

The results of a controlled shadowing experiment have confirmed the characteristic behaviour

of shadowing to be a uniform attenuation of the reflectance vectors, alleviating an unaddressed

conflict in the literature. This indicates that the shadow endmember determined during spectral

unmixing is often only an approximation of the true shadow endmember at the origin and can
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be significantly in error when using simplex growth algorithms. Adding a zero endmember and

applying the CSP effectively mitigates shadowing when shadow-free endmembers are obtainable.

In the absence of this condition, the commonly-used LMM is modified to include compensatory

endmember scaling terms. Such alterations cause the inversion unmixing step to be indeterminate

without additional constraints, such as those provided by a spectral library of the endmembers

in the scene. In the (likely) absence of this library, two additional techniques have been ex-

perimentally demonstrated to accurately mitigate these variations: the GEI technique, which

uses multiple reflectance standard samples to add geometrical constraints to the data simplex,

and the L1 normalisation technique, which forgoes a demanding calibration process and recovers

shadow-free abundances relative to normalised endmembers.



Chapter 6

Future Work

Due to the inevitable time constraints placed on the research process, many opportunities to

expand on the presented work were identified but not investigated. This chapter outlines the

future work opportunities that arose in each of the preceding chapters in turn.

6.1 Image Acquisition

We maintain that the ideal solution for hyperspectral image acquisition is to purchase a turn-

key system, suited to the intended application. However, if such systems remain prohibitively

expensive, this section discusses various improvements to the cost-effective imaging spectrometer

presented in Chapter 2.

This device is composed of two imaging subsystems, with sensing capabilities across the visible

and near infrared (NIR) spectral regions respectively. While the mounting hardware minimised

the physical distance between these subsystems (shown in Fig. 2.10), there is still parallax error

between their output images. Merging these data is complicated, due to the different sensor

formats and other components in the optics chain of the subsystem cameras. One avenue worth

pursuing is the incorporation of beam-splitting optics (e.g. dichroic mirror). This would allow the

subsystems to share the same optical axis, leaving only the field of view (FOV) difference to be

corrected (as 2×2 binning of the visible camera equates their image resolutions). This problem

is well-documented and can be addressed using image registration techniques [188, 230, 231].

141
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Figure 6.1: An imaging system utilising a gear-based lens focus controller. Adapted from [232].

When assembling the imaging spectrometer, a number of unanticipated difficulties arose. Small

misalignments between the sliding adaptors connecting the lens to the Liquid Crystal Tuneable

Filter (LCTF) added considerable friction, due to the tight clearances between the two adaptors.

The extra friction exceeded the maximum torque of the stepper motor, and there was a risk of

excessive force damaging the lens or causing the adaptors to bind together. Shims were used

to finely adjust the angle of the camera to reduce these misalignments; however, a more perma-

nent solution was desired. One approach worthy of investigation is to use adjustable mounting

hardware, such as the clamps and platforms designed for use on optical tables.

Despite the success of the autofocus system, the use of stepper motors was not ideal due to their

open-loop operation. While the software tracked absolute motor position, errors are introduced

when the motor stalls or is adjusted manually. To counter this, a servo motor or some form of

reliable position feedback (e.g. optical encoder) is required. Furthermore, the belt-drive mecha-

nism (although toothed) was prone to slippage. Incorporating a gear-based interface may produce

better results, such as that displayed in Fig. 6.1.

Section 2.3.3.1 presented the development of the motorised apertures that would allow software-

controllable shuttering of the imaging sensors (required for radiometric calibration). However,

time constraints prevented the development of the mechanical adaptors required to mount these

apertures to the system support rail. The aluminium caps employed in place of these devices

represented the only operator interaction with the imaging hardware once the target and scene

illuminants were set. Constructing these adaptors would allow a more complete remote operability
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R2

R1

Figure 6.2: An adaptation to the registration mark in Fig. 3.6, where more spatial complexity
is added.

of the imaging hardware, as well as increasing automation of the calibration process. Mounting

these hardware on a rotational or linear stage would increase the flexibility of this system further

still.

All elements of the acquisition software was written using the same language, C++. While suitable

for the core processing elements, developing the graphical user interface (GUI) in C++ required

a disproportionate amount of development time for the provided feature set. A multilingual

approach would significantly improve this current arrangement, where the GUI development could

proceed using a more suitable language for the task (e.g. C#, Java, etc.).

6.2 Image Calibration

The registration mark pattern detailed in § 3.2.1 was simple in design, and a small number of

false-positive matches were experienced when registering skin database images. This suggested a

more complex design could be beneficial for mark detection accuracy. Quick response (QR) codes

contain sufficient complexity and also possess rotational invariance, although they may require

too much spatial resolution to be practical. The pattern in Fig. 3.6 could be extended to that

presented in Fig. 6.2, where the revised pattern includes axial variation – the hypothesis being

that a more complex shape is less likely to produce false positives. The marker m can be described

using polar coordinates as
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m(r, φ) =



1, 0 ≤ φ ≤ π

2
∩ 0 ≤ r ≤ R1

1, π ≤ φ ≤ 3π

2
∩ 0 ≤ r ≤ R1

1,
π

2
≤ φ ≤ π ∩ R1 < r ≤ R2

1,
3π

2
≤ φ ≤ 2π ∩ R1 < r ≤ R2

0, otherwise

The template kernel in Eqn. (3.12) is correspondingly extended to:

K(r, φ) =

 cos(r) ej2φ, 0 ≤ φ < 2π ∩ 0 ≤ r ≤ R

0, otherwise

where R = R1 + R2. Selecting R1 =
π

2
and R2 = π (or integer multiples of these values), it can

be shown that the magnitude of the cross-correlation between m(r, φ) and K(r, φ) is rotationally

invariant (similar to the procedure shown in § 3.2.1). When the template is perfectly aligned with

an angularly offset marker m(r, φ− θ), the cross-correlation output is

z(θ) =

∫ π

r=0

∫ 2π

φ=0

cos(r)e−j2φm(r, φ− θ) r drdφ

which is evaluated as

z(θ) =

∫ π
2

r=0

r cos(r) dr

∫ π
2
−θ

φ=−θ
e−j2φ dφ+

∫ 3π
2
−θ

φ=π−θ
e−j2φ dφ

+

∫ π

r=
π
2

r cos(r) dr

(∫ π−θ

φ=
π
2
−θ
e−j2φ dφ+

∫ 2π−θ

φ=
3π
2
−θ
e−j2φ dφ

)
= 8jej2θ

From this result, we see that |z(θ)| does not depend on θ. Thus, the revised marker pattern and

template kernel provide the desired additional shape complexity, while retaining the rotational
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properties of its predecessor (in Fig. 3.6). However, with this additional complexity, it is now

more important to ensure that the physical sizes of the registration mark and template kernel are

matched.

Alternatively, algorithms that do not require specific control points (such as those based on the

Fourier-Mellin transform [188, 233]) have demonstrated good performance and are worthy of

consideration.

All of the radiometric calibrations in this thesis were derived from the measurements of a single

reflectance standard. Surface defects and spatial variations on this standard can introduce errors

into these calibrations. Burger and Geladi present a procedure that employs a collection of

such standards and use regression techniques to combine their measurements [234]. Extending

the methods detailed in § 3.1 to include a similar procedure would increase the accuracy of the

recovered reflectances.

Correction procedures developed to mitigate transmission sidelobes in NIR LCTFs are presented

in § 3.1.2. While capable of producing accurate spectra, the reconstruction process was sensitive

to changes in the regularisation parameter α. The optimum value for α was selected manually in

our experiments and extending this work to automate this process would be valuable. Methods

using generalised cross-validation [186] and L-curve analysis [187] are presented in the literature.

Furthermore, the VIS LCTF should be investigated for similar extraneous transmission sidelobes.

The spectral resolution of the measured data is limited by the bandwidth of the LCTFs, as

the filter transmission responses for two adjacent tuned wavelengths are significantly overlapped.

However, this ambiguity may be remedied using inverse methods (akin to the sidelobe mitigation

process) to provide higher spectral resolution than is directly measurable.

6.3 Skin Analysis

The modelling analysis presented in Chapter 4 was preliminary in scope. There are many oppor-

tunities to extend this work, which are now discussed.
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The comprehensiveness of the skin database was not formally assessed. It was expediently assumed

that the 79 participants composing this database sufficiently encapsulated human skin diversity.

Cross-validation approaches should be investigated to assess the veracity of this assumption.

In light of the experimental artefacts discovered in Chapter 4 and the subsequent calibration tech-

niques presented in Chapter 5, the collection of additional skin data would be beneficial. In these

experiments, multiple reflectance standard samples should be acquired for each cube, allowing the

application of GEI during subsequent unmixing analysis. Additionally, the participants should

be provided clothing that will not interfere with the measured skin data by way of secondary

reflections.

Despite being collected, the NIR skin spectra were not analysed and the inter-participant vari-

ations in this spectral region may prove easier to characterise, given the research presented by

Nunez et al. [47, 235].

The histogram analysis in § 4.3.1 provided promising results in relation to ascertaining the number

of endmembers contained in human skin spectra. However, a broader range of endmembers should

be investigated to ensure that further divisions were not obscured by the selected histograms. In

addition, the validity of the linear mixture model (LMM) needs to be investigated. Many authors

discuss scattering effects between skin layers [47, 108, 200, 236] that may necessitate a nonlinear

mixture model.

A natural continuation of the statistical reflectance modelling in Chapter 4 would be to investigate

multivariate mixture models, given the reflectance histograms were multimodal. Alternatively,

fitting Gaussian random process models to the skin regions that caused these separate modes may

be productive, e.g. fitting a separate process for knee skin reflectance.

6.4 Shadow Correction

The shadow correction procedures in Chapter 5 relied on two major assumptions: the scene

materials were Lambertian reflectors, and the measured data was linearly mixed. Characterising

the performance of these techniques across a continuum of materials, ranging from highly diffuse

to highly specular, would be useful. Similarly, testing the performance of these techniques with

nonlinearly mixed data would provide insight into their more general applicability.
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Flat field corrections were suggested in Chapter 3, although were omitted from data calibration

procedures due to the impracticality of the required measurements. It was stated that applying the

shadow correction techniques in Chapter 5 incorporated the terms requiring flat field correction,

although this was not proven on real-world data. The results of experiments conducted to test

this assumption would better inform the analyst on the requirement of a flat field correction when

using these shadow correction techniques.

All of the experimental data collected in Chapter 5 contained shadowing due to the close proximity

of the illuminants to the image targets – the result of a physically small dark room (2m ×

2m). For completeness, it would be beneficial to collect real-world data with minimal shadowing

for comparison with reconstructed results from the shadow correction procedures. Assuming

the target is a Lambertian reflector, this should be achievable by significantly increasing the

distance between the illuminants and the target (ideally to infinity) or by collimating the incident

illumination.





Chapter 7

Conclusions

This thesis examined the practicalities of hyperspectral data acquisition and calibration, within

the context of developing a human skin detection system. Despite initial optimism regarding

the use of remote sensing techniques for skin detection, we established that significant additional

measures were required to obtain meaningful quantitative data.

Accurately characterising the natural world is a daunting task. Simplified models are almost

universally employed at various stages of analysis, to provide tractability to the problems at

hand. As these models are scarcely flawless, the accuracy of subsequent analyses are limited. This

research developed solutions to specific problems faced during hyperspectral data acquisition and

improvements to models used during subsequent analysis.

One issue addressed was the inherent susceptibility of spectral imaging to chromatic aberration.

Focus experiments discovered that this aberration was not sufficiently mitigated with commonly-

used chromatically-corrected lenses (achromats). Tracking the focal length of the lens at each

measured wavelength provided a solution to this problem, and was implemented using a custom

electromechanical system attached to the lens’ focus control. Unfortunately, this focus tracking

introduces a wavelength-dependent optical magnification of the scene, although this magnification

was easily corrected using image registration techniques.

The NIR LCTF was found to possess anomalous transmission sidelobes at a subset of tuneable

wavelengths. This invalidates the commonly-employed assumption that these devices possess a

narrow bandpass transmission characteristic. To alleviate the contributions from these sidelobes,
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the full spectral response of the acquisition hardware was accounted for at each measured wave-

length band (rather than using the simple, but inaccurate, narrowband assumption). While this

incorporation cast reflectance recovery as ill-posed, accurate solutions were recovered using in-

verse methods. Tikhonov regularisation was employed to constrain the reflectance function to

have minimum energy and moderate high-frequency content, and provided accurate results in

experimentation.

The removal of illumination-induced artefacts from hyperspectral data was identified as an often-

neglected problem in spectral unmixing analysis. The commonly-used LMM has been modified to

accurately incorporate these variations, using a forced-zero shadow endmember and endmember

scaling terms. These scaling terms, however, caused the inversion step to be indeterminate. Two

new techniques were developed to solve this problem by constraining the endmember locations:

GEI, which uses multiple reflectance standard samples to add geometrical constraints to the data

simplex, and L1 normalisation, which projects the endmembers onto the L1 norm ball (trading

abundance accuracy for shadowing invariance). Another new technique, the CSP, is then used

to remove the contribution of the shadow endmember from the recovered abundances. This

projection rescales the non-shadow endmember abundances to satisfy the additivity constraint,

while discarding the shadow endmember abundances.

Collecting hyperspectral human skin data is difficult. Imaging spectrometers require lengthy

exposure times and the dynamic nature of human participants initially produced unacceptably

blurred and spatially misaligned image data. Maximised illumination, wide lens apertures and a

custom-built supporting structure minimised these movements, providing spatially-coherent data.

This problem should hopefully be reduced in the near future with the expected popularisation of

“snapshot” imaging spectrometers.

A hyperspectral human skin database was constructed to assist the development of skin detection

techniques. Analysing these data, we linked distinct endmembers to specific skin regions (e.g.

nose, ears, lips and knees). This spatial heterogeneity of skin produced multimodal reflectance

histograms, and thus the commonly-used Gaussian random process model was not suitable for

characterising these data. While a successful method for skin detection was not established, the

novel contributions of this research represent progress towards this goal and will likely form the

basis for future work in this area.



Appendix A

Sampling in Hypothesis Tests

Many researchers have conducted Monte Carlo simulations to investigate the statistical power of

various multivarity normality (MVN) goodness-of-fit tests [202, 207, 237]. However, the number

of samples used the estimate the multivariate distributions in these experiments was low, n ≤ 100,

given that their dimensionality d was as high as five. Hughes observed that when increasing data

dimensionality, the number of samples required for an accurate statistical description grew very

rapidly [37, 238].

We investigated the effect of distribution sampling on the statistical power of Mardia’s skewness,

Mardia’s kurtosis and Henze-Zirkler’s tests (used in § 4.2.3.2). A Monte Carlo experiment was con-

ducted, where 1000 datasets were generated across sample sizes n = [50, 102, 103, 104, 105, 106]

for two multivariate distributions: a unit five-dimensional Gaussian random process, N (0, I),

and five independent and identically distributed (i.i.d.) Gamma random variables [x1 . . .x5], each

with shape parameter k = 500 and scale parameter θ = 1, i.e. xi ∼ Γ(500, 1), i ∈ {1 . . . 5}.

Type I error rate (in %): N (0, I)

Test n = 50 n = 102 n = 103 n = 104 n = 105 n = 106

Skewness 2.7 6.0 4.3 2.3 1.2 0.9
Kurtosis 11.9 8.5 5.6 4.3 4.7 5.4
Henze-Zirkler (β = 1) 3.6 4.5 4.8 3.1 2.5 0.5

Table A.1: The Type I error rates of five-dimensional Gaussian random process data, derived
from 1000 Monte Carlo simulations at each sample size.
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Type II error rate (in %): [Γ(500, 1) . . .Γ(500, 1)]

Test n = 50 n = 102 n = 103 n = 104 n = 105 n = 106

Skewness 97.4 95.5 89.0 8.9 0.7 0.0
Kurtosis 86.0 91.8 94.8 95.0 91.4 5.3
Henze-Zirkler (β = 1) 96.0 94.6 91.9 36.5 0.2 0.0

Table A.2: The Type II error rates of five i.i.d. Gamma random variables data, derived from
1000 Monte Carlo simulations at each sample size.
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Figure A.1: A comparison between the distributions of a Gamma random variable (with shape
parameter k = 500 and scale parameter θ = 1) and the best-fitted normal random variable (with
µ = 500 and σ =

√
500).

The test statistics were calculated for each trial and compared to the appropriate critical value,

using significance level α = 0.05. The resulting Type I error rates for the Gaussian data are given

in Table A.1 and were, as expected, low across the board.

The Type II error rates for the Gamma data are given in Table A.2 and were expected to be high,

as the large shape parameter produces data that appear highly Gaussian. This is illustrated in

Fig. A.1, where the densities of Γ(500, 1) are compared to their fitted normal counterparts – the

densities of N
(
500,
√

500
)
. Furthermore, the Q–Q plot in Fig. 4.11 supports this expectation.

However, these error rates are seen to (correctly) reduce with increasing n.

This experiment has demonstrated that Mardia’s skewness, Mardia’s kurtosis and Henze-Zirkler’s

hypothesis tests are highly powerful, provided that sufficient data samples are available. The

results also suggest that the experiments in [202, 207, 237] have under-sampled their distribution
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data. Nevertheless, the remote sensing literature has demonstrated there is practical value in

using a Gaussian random process model despite an imperfect fit with the measured data [17,

201].





Appendix B

FZ-N-FINDR Algorithm

Given hyperspectral data X = [x1 . . . xP ] ∈ RN×P , N-FINDR iteratively searches the columns

of the dimensionally-reduced data X ′ = UTX ∈ R(M−1)×P to find M vectors with a maximum

simplex volume, where U ∈ RN×(M−1) contains the retained M − 1 eigenvectors from PCA (or

equivalent reduction algorithm). Simplex volume v is calculated as

v(F ) =
|det(F )|
(M − 1)!

where F =

 1 . . . 1

ê′1 . . . ê′M

 ∈ RM×M contains M endmember estimates with an added row of ones.

Forced-Zero N-FINDR (FZ-N-FINDR) modifies this process by ensuring the first selected end-

member is the zero vector, sF = 0, and that it cannot be replaced. The operation of FZ-N-FINDR

is given in Algorithm B.1.
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Algorithm B.1 FZ-N-FINDR pseudo-code

1: X ′ := UTX . Dimensionality reduction.
2: i1 . . . iM−1 := rand(M − 1) . Randomly select M − 1 initial endmember indices.

3: F :=

[
1 1 . . . 1
0 x′i1 . . . x′iM−1

]
. Initial endmember estimates, with sF in the first column.

4: vcurr := v(F ) . Initial volume estimate.
5: replace := 0 . Initialise the endmember replacement flag.
6: for i := 1 to P do . Scan pixels and endmembers for replacements.
7: for j := 2 to M do . Skip the first column containing sF .

8: Ftest :=

[
1 . . . 1 1 1 . . . 1
0 . . . ê′j−1 x′i ê′j+1 . . . êM

]
9: if vcurr < v(Ftest) then

10: F := Ftest

11: replace := 1
12: vcurr := v(Ftest)
13: kj = i . Store new endmember pixel index.
14: break . Break to outer loop.
15: end if
16: end for
17: end for
18: if replace then . Repeat the loops if a replacement was found.
19: goto 5
20: end if
21: E :=

[
0 xk1 . . . xkM−1

]
. Create full-space endmember set.

22: ai := TI [E, xi] . Calculate abundances at each pixel i ∈ {1 . . . P} using
inversion transform TI (based on the techniques presented
in § 1.2.2.3).
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[30] L Peichl, G Behrmann, and R Kröger. “For whales and seals the ocean is not blue: a visual pigment
loss in marine mammals”. European Journal of Neuroscience 13.8 (2001), pp. 1520–1528.
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