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Abstract

When inferring a phylogeny in a probabilistic framework, one is faced with many

choices of how to model the underlying processes that give rise to the observed data.

This includes how to accommodate the across-site variation in the properties of the

nucleotide substitution process and how to incorporate the across-time variation in

the parameters of the tree-generating process.

To model across-site heterogeneity in the properties of the nucleotide substitution

process, one commonly pre-defines the partition scheme of the alignment thereby

grouping sites into a number of categories and then independently estimates the

substitution model of each category. This practice ignores the uncertainty associated

with the partition scheme, and the pre-defined partition scheme may not agree with

the data.

This thesis first presents three new methods that accommodate the uncertainty

associated with the partition scheme. They estimate the number of categories, the

assignments of sites to the categories, the nucleotide substitution model and the site

rate model for each category, and the uncertainty in these selections. These meth-

ods employ approaches of Bayesian model selection and/or Bayesian nonparametrics.

They differ in the a priori assumptions on the assignments of sites to categories, and

therefore provide different views on the across-site heterogeneity in the properties

of the nucleotide substitution process. Analyses with all three methods have found

statistical evidence for across-site heterogeneity in the nucleotide substitution process

both within a single gene and among genes in various sets of empirical data.

Recently proposed models based on the birth-death-sampling process allow the

rate parameters of birth, death and sampling events to vary through time as piecewise

constant functions, but require the number of rate shifts to be fixed a priori. This

thesis presents a new method that employs a transdimensional sampling algorithm for

Bayesian model selection to directly estimate the number of shifts in the parameters

of the birth-death-sampling process (or epidemiological parameters in the case of a

phylogeny of a rapidly evolving infectious disease).

In summary, I have developed a series of new phylogenetic methods based on

Bayesian model selection and Bayesian nonparametrics to permit the direct inference

of the across-site variation of the nucleotide substitution process and the across-

time variation in the birth-death-sampling process. These new methods take into

account the uncertainty associated with the alignment partition scheme and the tree

generating process, avoiding potential model misspecification.
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Chapter 1

Introduction

Charles Darwin, in ‘On the origin of species’ (Darwin, 1859), first suggested that

all extant and extinct organisms share a common ancestor and thus are all related.

Cladogenesis is a type of evolution through which new species are formed and branch

out from the parental populations leading to a tree-like history, namely the phylogeny.

Cladogenetic evolution occurs when genetic differences accumulate in two or more

groups that are originally of the same species. Mutation is the source of genetic

variation within each group. Genetic drift and/or natural selection results in the

fixation of different genetic traits in different groups. A species is split into two when

these differences prevent successful mating between individuals from different groups.

While cladogenesis leads to splitting of a lineage, anagenesis occurs when genetic

changes accumulate over time along a single lineage/branch in a phylogeny, forming

a species different from its ancestor within the same lineage.

Phylogenetics is the study of the relatedness among groups of organisms. Models

of phylogenetics aim to reconstruct the phylogenetic history using genetic data such

as nucleotide, amino acid or codon sequences. In a probabilistic framework, the

conventional assumption is that character states at a homologous site in a multiple

sequence alignment change according to a continuous time Markov chain (CTMC)

along a (bifurcating) tree (Felsenstein, 1981). In biology, homology refers to the

derivation of structures or genetic material among different species of organisms from

a shared ancestor. An example of homology is the forelimb of vertebrates, where the

hands of humans and wings of bats have evolved from the same structure of a common

ancestor (Darwin, 1859). In a molecular sequence alignment, it is assumed that each

column is a homologous site. This means that, of the sequences in the alignment

data, the sites (or positions) in the same column are assumed to correspond to an

identical site in a molecular sequence of a common ancestor (Rosenberg, 2009).
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The earliest models were simple and placed strict assumptions on the processes

of molecular evolution. This was partly because of limited computational resources.

The use of simple models enabled mathematical tractability, allowing the analysis to

be feasible at the time. Simple models may also be employed when there is a lack

of knowledge about the process of molecular evolution. Furthermore, the amount

of data used in early analyses was small due to the lack of availability and acces-

sibility when those simple models were proposed. Complex models might lead to

over-parameterisation when limited data is available. With increasing availability of

genetic data in the past couple of decades as well as advances in computational tools,

we are able to consider more detailed questions about the process of evolution.

The level of model complexity itself is an important question. In a probabilistic

modelling setting the question can be translated to “How many parameters are re-

quired in the model?” A natural response to model uncertainty is model selection or

variable selection. In both frequentist and Bayesian frameworks, the most straight-

forward scheme of model comparison is essentially selecting the best fitting model

according to some criterion. In the frequentist framework, commonly used model se-

lection criteria include likelihood ratio tests (Wilks, 1938, LRT), Akaike Information

Criterion (Akaike, 1974, AIC) and Bayesian Information Criterion (Schwarz, 1978,

BIC). On the other hand, Bayesian model comparison uses the Bayes factor which is

the ratio of the marginal likelihoods of the two models being compared. BIC is widely

used in frequentist model selection, despite its name and the fact that it is an approx-

imation of the marginal likelihood. Moreover, its definition is very similar to that of

AIC. Both criteria use the maximised value of the likelihood function and the number

of parameters of a given model. BIC also takes into account the size of the dataset.

The decision theory (DT) approach has also been used to develop a model selection

criterion in the frequentist framework (Minin, Abdo, Joyce, & Sullivan, 2003).

Whichever framework or model selection criterion is used, such a model selection

scheme requires the evaluation of all candidate models. However, there are situations

where the number of all possible models that we would like to consider is enormous

or even infinite. The following questions about phylogenetic processes are in that

category:

• “What is the level of heterogeneity in the substitution process across sites in a

nucleotide alignment?”

• “How many shifts are there in the properties of the nucleotide substitution

process along the sequences of a large multiple sequence alignment?”
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• “How many shifts are there in the speciation rate and extinction rate over

time assuming the underlying process that generates the tree is a birth-death-

sampling process?”

One may argue that external information could be available to help the investi-

gator to narrow down the candidate models to a subset of manageable size for the

model comparison scheme. Again this requires imposing assumptions which are also

associated with some level of uncertainty. An alternative approach to model compar-

ison is to incorporate the uncertainty into the inference. In a Bayesian framework,

the uncertainty of the model can be treated the same way as the uncertainty of the

parameter values. Thus, model selection is effectively replaced by model estima-

tion. There is a class of Bayesian model/variable selection techniques that facilitates

the model selection/estimation within a single analysis (George & McCulloch, 1993;

Geweke, 1994; Carlin & Chib, 1995; Green, 1995; Kuo & Mallick, 1998; Brooks, Giu-

dici, & Roberts, 2003; Hastie & Green, 2012). Another family of techniques termed

Bayesian nonparametrics is also commonly used to address the issue of model uncer-

tainty (Antoniak, 1974; O’Hagan & Kingman, 1978; Teh, Jordan, Beal, & Blei, 2006;

Griffin & Steel, 2006; Rodriguez, Dunson, & Gelfand, 2008; Williamson, Orbanz, &

Ghahramani, 2010; T. L. Griffiths & Ghahramani, 2011; Chung & Dunson, 2011).

In this thesis, I present a series of methods that employ techniques of Bayesian

model selection and Bayesian nonparametrics to answer the three questions above.

The next two sections of this chapter provide the background on statistical modelling

of phylogenetics in a Bayesian framework and Bayesian approaches to accommodate

model uncertainty.

1.1 Preliminaries on phylogenetic analysis in

a Bayesian framework

This section is based on Section 2 of the journal article “Phylogenetic and epidemic

modeling of rapidly evolving infectious diseases” (Kühnert, Wu, & Drummond, 2011)

and the journal article “Bayesian selection of nucleotide substitution models and their

site assignments” (Wu, Suchard, & Drummond, 2013). I am a co-first author of the

former and the first author of the latter.
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1.1.1 Bayesian inference

Bayesian inference combines the likelihood, Pr(D|φ) (the probability of the data given

the model parameters) and the prior, P (φ) (the probability of the model parameters

prior to seeing the data), to produce the posterior probability of the model parameters

(φ) conditioned on the data according to the Bayes’ Theorem (Bayes & Price, 1763):

Pr(φ|D) =
Pr(D|φ) Pr(φ)∫
Pr(D|φ) Pr(φ)dφ

. (1.1)

The denominator of the quotient is termed the normalizing constant, marginal

likelihood, partition function or the prior predictive distribution. Only in very simple

cases, which often relies on conjugacy of the likelihood and the prior distribution, is

the marginal likelihood mathematically tractable. Conjugacy refers to the property

where the posterior distribution is in the same family as the prior distribution and in

which case the prior distribution is termed the conjugate prior of likelihood function.

In most situations where there are a large number of parameters and full conjugacy

does not apply, Bayesian phylogenetic analysis resorts to numerical approximations

of the posterior distribution. Markov chain Monte Carlo (MCMC) methods, via

the Metropolis-Hastings algorithm (Metropolis, Rosenbluth, Rosenbluth, Teller, &

Teller, 1953; Hastings, 1970) or Gibbs sampling (Geman & Geman, 1984), are popular

methods for the simulation of the posterior distribution. The sampling procedure of

the Metropolis-Hastings algorithm is outlined below:

• Given t values have already been simulated for the parameter φ and the value at

the tth iteration is φ(t), a new value φ′ is proposed with the probability q(φ′|φ(t))

which is the proposal density of φ′ depending on φ(t).

• The probability for accepting φ′ as φ(t+1) is computed by

pa = min

{
1,

Pr(D|φ′)P (φ′)q(φ(t)|φ′)
Pr(D|φ(t))P (φ(t))q(φ′|φ(t))

}
, (1.2)

where the quotient q(φ(t)|φ′)
q(φ′|φ(t))

is referred to as the Hastings ratio.

• A value x is uniformly drawn from the interval [0,1]. If x < pa then φ(t+1) is set

to φ′, otherwise φ(t+1) is set to φ(t).

The Gibbs sampler is a special case of the Metropolis-Hastings algorithm, whereby

the proposed value at every step is accepted with a probability of 1.0. At each

step, it generates a new value for one of the parameters, for example the ith element
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(φi) of the parameter vector φ, by drawing from the its full conditional density,

f(φi|D,φ−i), where φ−i are the rest of the parameters in the model excluding φi.

The full conditional density of a parameter is proportional to the joint posterior

density. Parameters in a Bayesian phylogenetic analysis can be sampled via Gibbs

sampling if their full conditional densities are tractable.

Both simulation schemes avoid the calculation of the normalizing constant. MCMC

has been implemented in many phylogenetic software packages (Wilson & Balding,

1998; Ronquist & Huelsenbeck, 2003; Lartillot & Philippe, 2004; A. J. Drummond,

Suchard, Xie, & Rambaut, 2012; Bouckaert et al., 2014).

An alternative numerical method to MCMC for Bayesian inference is approxi-

mate Bayesian computation (ABC) (D. B. Rubin, 1984; Tavaré, Balding, Griffiths,

& Donnelly, 1997). ABC is a likelihood-free approach that uses summary statistics

instead of the full data set and employs simulation to remove the likelihood compu-

tation, thereby achieving (approximate) inference under complex models where it is

not efficient to calculate the likelihood. Phylogenetic application of ABC includes

estimation of species trees (H. H. Fan & Kubatko, 2011) and hypothesis testing of

complex phylogeographic histories (Hickerson, Stahl, & Takebayashi, 2007).

1.1.2 Nucleotide Substitution process

As mentioned earlier, the source of novel genetic material is mutation. There are

various types of mutation that can occur on (1) a small scale affecting only a single or

a few nucleotide bases or a gene, or (2) a larger scale that results in the alteration of

the structure and the number of chromosomes. The small-scale mutations can change

the nucleotide sequence by point substitution, insertion or deletion. Point substitution

results in replacement of a nucleotide. Insertion and deletion of nucleotides can lead

to reading frame shifts in protein coding sequences. In this thesis, the models of

evolution studied only deal with point substitutions. Gaps in the alignment, which

may have been created from insertion or deletion events, are treated as missing data.

The intuitive idea that underlies studying relatedness using genetic data is that a

high level of similarity between two nucleotide sequences indicates close relatedness

between the individuals from which the genetic material is sampled. Conversely, if the

the two sequences are very different, it is likely that they are more distantly related.

The simplest and most straightforward method to quantify the dissimilarity among

individuals is the Hamming distance (Hamming, 1950). The Hamming distance be-

tween two sequences is computed by first counting the number of sites at which they

differ and then dividing the number of different sites by the length of the sequence.
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Although easy to compute, the Hamming distance is likely to underestimate the

true number of substitutions that have occurred by only counting the observed differ-

ences. Multiple substitutions may have occurred at the site of observed difference, but

will only be counted as a single difference. In addition, occurrence of substitution(s)

at a site may be hidden by multiple substitutions, e.g. A → G → A. Furthermore,

the same nucleotide changes might have occurred at the same site in both sequences

in parallel. If such underestimation is not corrected, it can lead to the wrong topology

when reconstructing the phylogeny (Felsenstein, 2004).

A widely used class of models, that take multiple substitutions into account, as-

sume that the substitution process behaves according to a continuous time Markov

chain (CTMC). The popularity of these models can be attributed to Felsenstein’s

pruning algorithm (Felsenstein, 1981), which provides an efficient means of com-

puting the tree likelihood under a CTMC. In this thesis, every analysis adopts a

substitution model based on CTMC. The models of nucleotide substitution outlined

below are all concerned with the parameterisation of the infinitesimal rate matrix of

the CTMC. This section provides a brief overview on some of the aspects of the nu-

cleotide substitution process, namely the relative exchange frequencies between pairs

of nucleotides, the variation of the overall site rate across sites and the variation of

overall rate across branches in a tree.

1.1.2.1 Models of nucleotide substitution

A nucleotide substitution model determines the parameterisation of the relative ex-

change frequencies between pairs of nucleotides (A, C, G and T/U) of the CTMC.

The earliest models are those proposed by Jukes and Cantor (1969, JC69), Kimura

(1980, K80), Felsenstein (1981, F81), Hasegawa, Kishino, and Yano (1985, HKY85),

Tamura and Nei (1993, TN93) and Tavaré (1986, GTR). All these models are time-

reversible, where the general time-reversible (GTR) model (Tavaré, 1986) is the most

general of them all and its infinitesimal rate matrix Q has the form
− πCrAC πGrAG πTrAT

πArAC − πGrCG πTrCT

πArAG πCrCG − πTrGT

πArAT πCrCT πGrGT −

 , (1.3)

where rij represents the relative rate from state i to j and πi is the equilibrium or

stationary frequency of state i. The diagonal value in the ith row of Q is the negative

sum of the off-diagonals in that row.
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The rest of the models listed above are all sub-models of the GTR formed by

restricting the values of relative rates and/or nucleotide frequencies. The simplest is

JC69 (Jukes & Cantor, 1969) with equal relative rates, rAC = rAG = rAT = rCG =

rCT = rGT and equal base frequencies πA = πC = πG = πT. However, empirical

data departs from the strict assumptions of this model. For example, it ignores

that transitions (A ↔ G, C ↔ T) tend to occur more frequently than transversions

(A↔ C, A↔ T, C↔ G, G↔ T). The Kimura-two parameter model (Kimura, 1980,

K2P or K80) accounts for this bias by allowing different relative rates of transition

and transversion. In other words, rTS = rAG = rCT, rTV = rAC = rAT = rCT = rGT

and rTS 6= rTV.

In addition to the transition/transverion bias, early studies presented evidence

for base-ratio variation (ratio of A-T pairs to G-C pairs) which implies that the

assumption of equal base frequencies is not applicable to every data set. The overall

base-ratio has been observed to vary across different species (Chargaff, 1955) and

across DNA segments from different parts of genome within one microbial species

(Sueoka, 1959). The F81 model (Felsenstein, 1981) permits the base frequencies to

depart from 0.25 (πA 6= πC 6= πG 6= πT), but these frequencies are assumed to be fixed

across the tree.

The model proposed by Hasegawa et al. (1985) incorporates both transition/transversion

bias and unequal frequencies. Tamura and Nei (1993) relaxed the constraints of equal

transition rates in their model by allowing rAG 6= rCT.

1.1.2.2 Heterogeneity of rates across sites

It is well established that substitution rates exhibit variation across sites (Yang,

1996a) and omitting across-site rate variation may give rise to inaccurate estima-

tion of the phylogeny (Huelsenbeck & Hillis, 1993; Buckley, Simon, & Chambers,

2001; Simon, Buckley, Frati, Stewart, & Beckenbach, 2006), and underestimation of

branch lengths if substitutions occur repeatedly at sites undergoing rapid evolution

(Sullivan & Joyce, 2005).

One solution to rectify the assumption of rate constancy across sites treats the

overall rate multiplier at each site as a random variable distributed according to an

underlying distribution shared across sites (Golding, 1983; Jin & Nei, 1990; Yang,

1993). The most popular distribution is a discretized version of the gamma distribu-

tion with a single shape parameter α (Yang, 1994). If α→∞, the gamma distribution

tends to a Dirac delta distribution centred at 1. If α → 0, then the variance of the

gamma distribution tends to infinity. Besides the Gamma distribution, log normal
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distribution (Olsen, 1987) and inverse Gaussian (Waddell & Steel, 1997) have also

been explored to model the site rate variation.

Another common modelling assumption is that a proportion of the sites is invariant

(Hasegawa et al., 1985; Churchill, von Haeseler, & Navidi, 1992; Waddell & Penny,

1996). It has become common to use a (discretised) univariate continuous distribution

combined with a proportion parameter of invariant sites to model the rate variation

across sites (Gu, Fu, & Li, 1995; Waddell & Steel, 1997).

1.1.2.3 Heterogeneity of rates across lineages in a phylogeny

The earliest phylogenetic analyses assumed a strict molecular clock, which constrains

the rate of evolution to be constant across all lineages in the phylogeny (Zuckerkandl

& Pauling, 1962, 1965). However, there is abundant evidence from many data sets

demonstrating that the clock model assumption is not realistic (e.g. Britten, 1986;

Ayala, 1997; Jenkins, Rambaut, Pybus, & Holmes, 2002). The opposite extreme is

the unrooted phylogeny which allows the rate of evolution on every branch to be

independent. Neither the rooted strict clock phylogeny nor the unrooted phylogeny

are realistic representations of the evolutionary process in general. This consequently

motivated the development of methods that relax the assumption of the molecular

clock. Such methods include the “rate smoothing” methods (Sanderson, 1997, 2002;

Thorne, Kishino, & Painter, 1998; Kishino, Thorne, & Bruno, 2001; Aris-Brosou &

Yang, 2002; Rannala & Yang, 2007; Guindon, 2013), uncorrelated branch rate models

(A. J. Drummond, Ho, Phillips, & Rambaut, 2006; Heath, Holder, & Huelsenbeck,

2012; W. L. S. Li & Drummond, 2012) and local clock models (Rambaut & Bromham,

1998; Yoder & Yang, 2000; A. J. Drummond & Suchard, 2010).

Rate smoothing methods penalise large differences between the child and parent

branch rates, assuming that changes are accumulated through small and frequent

steps. However, Darwinian selection on genes may lead to the over-dispersion of

molecular clock across the phylogeny, resulting in more obvious heterogeneity of rates

across lineages (Takahata, 1987, 1991). Rate changes of this kind are more suitably

modelled by the uncorrelated branch rate models which assumes the rate multipliers

on each branch are independently drawn from an underlying distribution.

1.1.3 Alignment partitioning

While it is very common to account for across-site variation of rates in an alignment,

the across-site heterogeneity in substitution model parameters is not as often con-

sidered in an analysis. There are two main approaches to address variation in the
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substitution process across sites of an alignment and they are mixture models (Koshi

& Goldstein, 1998; Pagel & Meade, 2004; Le, Lartillot, & Gascuel, 2008; Quang,

Gascuel, & Lartillot, 2008) and alignment partitioning.

In the case of mixture models, the likelihood of each site is computed under each

substitution model from a group of candidates specified a priori. The likelihood of

site i is a weighted sum of the likelihoods of all the considered models:

f(Di|φ,ω) =
M∑
m=1

ωmf (Di|φMm) , (1.4)

where Di denotes the data at site i and M is the number of models considered. Model

Mm has associated weight ωm and parameters φMm . The vectors φ and ω are the

respective joint vectors of parameters and weights across all the models considered.

That is φ = (φ1, ...,φM ) and ω = (ω1, ...ωM), where
∑M

m=1 ωm = 1. The parameters

and the weight of each substitution model can be estimated from the data (Pagel

& Meade, 2004; Quang et al., 2008). Quang et al. (2008) have developed a method

which estimates a mixture of a predetermined number of amino acid patterns from

alignment databases via an expectation-maximisation algorithm.

With partitioning, the sites are grouped into categories a priori and the substi-

tution model parameters and rates are estimated independently. The most general

partition is to set the number of categories equal to the number of sites. This scheme

has been applied to incorporate across-site variation in rate multipliers (Swofford,

Olsen, Waddell, & Hillis, 1996; Nielsen, 1997) and equilibrium frequencies in amino

acids (Bruno, 1996). However, this scheme tends to severely overfit the data, resulting

in undesirable statistical properties (Felsenstein, 2004). A less drastic scheme involves

choosing a smaller number of categories based on external biological information. For

example, the most common partition scheme for protein-coding nucleotide alignment

is by codon positions and/or genes. From the analyses with partitioning by codon

positions, estimated rate multipliers at the third codon position are usually higher

than those in the first and second codon positions due to redundancy in the genetic

code. As genetic data becomes increasingly accessible, it has become more common to

combine alignments from different sources such as protein-coding genes, RNA genes

and non-coding segments. Even analyses on single genes show that partitioning by

codon positions provides a better fit to the data than assuming homogeneity in substi-

tution patterns (Shapiro, Rambaut, & Drummond, 2006). For amino acid sequences,

partition can be predefined according to biochemical features of the protein product
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such as the secondary structure and solvent accessibility (Goldman, Thorne, & Jones,

1998; Liò & Goldman, 1999).

While it is straightforward to partition an alignment by codon positions and genes

together and then independently estimate the substitution model parameters, this

partition scheme can overfit the data (C. Li, Lu, & Orti, 2008; Brandley, Schmitz,

& Reeder, 2005; Y. Fan, Wu, Chen, Kuo, & Lewis, 2011). It has been found that

there is greater similarity in rates at the second positions than the rates between

the second and third codon positions (Bofkin & Goldman, 2007). Therefore, a more

suitable partition may be obtained by combining some of the categories. However,

it is not clear which categories should be combined together prior to the analysis

or, more generally, it is not obvious how many categories are required and which

sites should be assigned to which category. PartitionFinder (Lanfear, Calcott, Ho,

& Guindon, 2012) uses a greedy heuristic algorithm to find the partitioning scheme

that maximises the likelihood for a given alignment. However, as in partitioning

the data a priori, it ignores the uncertainty associated with partitioning. Methods

based on Dirichlet process mixture models (DPM) enable simultaneous estimation of

the number of categories and site to category assignment. Unlike the conventional

mixture models, the DPM models do not compute the likelihood as a weighted sum

of likelihoods under all candidate models (equation 1.4). A software similar to Par-

titionFinder is CONCATERPILLAR (Leigh, Susko, Baumgartner, & Roger, 2008).

However, instead of searching for the most suitable partition scheme to accommodate

the across-site variation in the substitution process, it employs hierarchical clustering

and the likelihood-ratio test (Wilks, 1938) to detect inconsistency or incongruence in

the phylogenetic relationship along a multilocus sequence alignment. The software

then attempts to search for the most suitable partition scheme to accommodate the

incompatibility in tree topology across multiple loci. The DPM models have been

used to incorporate the across-site heterogeneity in amino acid profiles (Lartillot &

Philippe, 2004, CAT model), rate of nonsynonymous substitution (Huelsenbeck, Jain,

Frost, & Pond, 2006) and site rate multipliers (Huelsenbeck & Suchard, 2007). The

subject of Chapters 2 and 3 of this thesis is the modelling of across-site heterogeneity

in the nucleotide substitution process using the DPM model.

1.1.4 Tree process

In this thesis, all phylogenies are represented by rooted bifurcating trees. The tree

has its root at the “top”, while each one of its tips/leaves represents a taxon. The

coalescent process and birth-death process are stochastic processes that are widely
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used as prior densities on time trees. A time tree is a phylogenetic tree that has

branch lengths in calendar units.

1.1.4.1 Coalescent process

t2t1t0

Figure 1.1: An example of serially-sampled
time tree. Red circles represent sampled
taxa and blue circles represent hypotheti-
cal common ancestors.

The Kingman coalescent (Kingman,

1982a, 1982b) is a mathematical frame-

work that describes the relationship be-

tween the population size (Ne) and the

genealogy of a small sample of individ-

uals drawn from the population of in-

terest. The effective population size is

the size of the breeding population and

hence it represents the number of indi-

viduals contributing to the gene pool of

the next generation (Wright, 1931). It

is usually less than the census popula-

tion size due to factors such as popu-

lation structure, unequal sex-ratio, non-

random mating and the variation in re-

productive fitness across parents.

When the population size is large, the

coalescent approximates the distribution

of the ancestral histories for a sample under the forward-time models of classical

population genetics, namely the Fisher-Wright model (Fisher, 1930; Wright, 1931)

and the Moran model (Moran, 1958). Coalescent theory was initially derived under

the assumption of an idealized Wright-Fisher population (Fisher, 1930; Wright, 1931)

which has a constant population size, non-overlapping generations and panmixia. As

a result, the number of offspring per individual follows a Poisson distribution with

mean of 1.0.

If we randomly select two individuals from a population of size Ne at the present

generation t0, the probability of them sharing a common ancestor in the immediate

preceding generation t1 is 1
Ne

. Similarly, if a sample of n individuals have been

selected then the probably that any one of
(
n
2

)
pairs will coalesce in generation t1

is
(
n
2

)
/Ne, although this generalisation requires a small sample size approximation.

The probability that a coalescent event is absent until the kth generation in the past

is given by a geometric distribution with the probability function pc(1−pc)tk−1, where
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pc =
(
n
2

)
/Ne. It is also demonstrated (Kingman, 1982a) that, as Ne tends to infinity,

time can be treated as continuous by a diffusion approximation and thus the waiting

time t to coalesence can be approximated using an exponential distribution, with the

density pce
−pct.

In reality, the population size history of a natural population is likely to devi-

ate from a constant size through time. R. C. Griffiths and Tavaré (1994) presented

a generalisation of the coalescent that does not make assumptions on the trend of

population size, providing the basis for methods that extend the original Kingman’s

coalescent to accommodate changes in the population size through time. The first

of these are models with pre-defined population functions such as logistic growth

(Austerlitz, Jung-Muller, Godelle, & Gouyon, 1997), exponential growth (Kuhner,

Yamato, & Felsenstein, 1998) and the expansion model which is a exponential growth

expanding from a non-zero population size (Pybus & Rambaut, 2002). However, these

models may not be sufficiently flexible to capture more complex trends in population

history and this motivated the development of models that approximate the popula-

tion trends from the data by piecewise constant or piecewise linear functions. While

most of the earlier methods estimated the population size function from single locus

data (Pybus, Rambaut, & Harvey, 2000; Strimmer & Pybus, 2001; A. J. Drummond,

Rambaut, Shapiro, & Pybus, 2005; Minin, Bloomquist, & Suchard, 2008; Palacios &

Minin, 2013), there are further extensions that allow estimates of population size his-

tory to be based on multiple unlinked loci (Kuhner et al., 1998; Heled & Drummond,

2008; Gill et al., 2013).

In addition to population size history, the coalescent has been extended to ac-

commodate migration (Takahata, 1988; Takahata & Slatkin, 1990; Hudson, 1990;

Notohara, 1990) such that migration rates can be estimated (Kuhner et al., 1998;

Beerli & Felsenstein, 1999, 2001; Ewing, Nicholls, & Rodrigo, 2004; Ewing & Ro-

drigo, 2006a, 2006b). Furthermore, there has also been development to enable the

estimation of recombination rates within the coalescent framework (R. C. Griffiths

& Marjoram, 1996; Kuhner, Yamato, & Felsenstein, 2000; Fearnhead & Donnelly,

2001).

Another important development is the serially sampled coalescent (Rodrigo &

Felsenstein, 1999; A. J. Drummond, Nicholls, Rodrigo, & Solomon, 2002) that can

incorporate the sampling dates of the sequences into the coalescent likelihood, allow-

ing the rates, time scale and demographic parameters to be estimated simultaneously.

The coalescent is mostly used to model the genealogy within a population, how-

ever a multi-species extension to the Kingman’s coalescent provides a prior for species
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phylogeny based on a group of genealogy trees (Pamilo & Nei, 1988; Heled & Drum-

mond, 2010; Liu, Yu, Kubatko, Pearl, & Edwards, 2009).

1.1.4.2 Birth-death model

A birth-death process is a stochastic process where there are only two types of tran-

sitions. The state either increases or decreases by one. The birth-death process had

been used to model population growth (Kendall, 1948), before it became widely ap-

plied in many fields including evolutionary biology, where the birth-death process is

utilized to model mutations of insertion and deletion (Thorne, Kishino, & Felsenstein,

1991) and events of speciation and extinction (Thompson, 1975; Nee, May, & Harvey,

1994).

The birth-death model was first used as a prior density on tree topology and diver-

gence times by Rannala and Yang (1996). Using the birth-death model to reconstruct

the phylogeny assumes that all birth and death events are observed. However, only

a sample of individuals are used in an analysis in most cases. The phylogenetic in-

ference based on birth-death models can be affected by the choice of sampling and

various studies have discussed the importance of incorporating the sampling process

as part of the model (e.g. Thompson, 1975; Nee et al., 1994; Nee, Holmes, Rambaut,

& Harvey, 1995; Pybus & Harvey, 2000; Stadler, 2008, 2009). Yang and Rannala

(1997) extended the simple birth-death model by considering species sampling, which

recognises that only a proportion is sampled from the extant species arising from

the most recent common ancestor. This model is further extended to accommodate

serially sampled data and another type of sampling process which is the rate of se-

quence sampling through time (Stadler, 2010). The methods above all assume that

the rates remain constant through time. Another direction of research is to relax the

temporal constancy of the rates in various birth-death models (Rabosky, 2006; Alfaro

et al., 2009; Crisp & Cook, 2009; Stadler, 2011; Hallinan, 2012; Stadler, Kühnert,

Bonhoeffer, & Drummond, 2013).

A special case of the birth-death model is the Yule model (Yule, 1925) which is a

pure birth process without any death transition. The Yule model is often used as a

null model of speciation and the properties of the tree distribution have been widely

studied (Harding, 1971; Nee et al., 1994; Steel & McKenzie, 2001). In chapters preced-

ing Chapter 5, the Yule model is used as a tree prior in analyses on contemporaneous

data that consists of individuals across different species.

Aside from evolution, the birth-death process is also used in epidemiology to eluci-

date the dynamics of pathogen populations. In that context, a birth event represents
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a disease transmission and a death event signifies the recovery or death of an infected

individual. Stadler et al. (2013) presented a birth-death shift model that allows rates

to vary through time according to a piecewise function and explicitly models two

types of sampling process: incomplete data and serial sampling. Details of this model

are described in Chapter 5.

1.2 Bayesian model uncertainty

Uncertainty is the lifeblood of statistical modelling. There are two main approaches to

address model uncertainty, either by model comparison or by incorporating the uncer-

tainty into the inference using transdimensional or Bayesian nonparametric methods.

1.2.1 Bayesian model selection

In a Bayesian framework, the standard procedure for comparing a pair of modelsM1

and M2 is to compute the Bayes factor

BF1,2 =
Pr(D|M1)

Pr(D|M2)
=

∫
Pr(φ1|M1)Pr(D|φ1,M1)dφ1∫
Pr(φ2|M2)Pr(D|φ2,M2)dφ2

, (1.5)

where the vectors φ1 and φ2 are the respective parameter vectors of modelsM1 and

M2. As shown in the equation above the Bayes factor requires the computation of

the marginal likelihood of each model, which is avoided in MCMC.

1.2.1.1 Marginal likelihood estimation

The most popular approximation of the marginal likelihood is the harmonic mean

estimator (Newton & Raftery, 1994) which computes the harmonic mean of the like-

lihood sampled from the posterior distribution. While it is simple to compute, the

harmonic mean estimator is well known to be unstable and can lead to infinite vari-

ance. Various alternative methods of marginal likelihood approximation have been

proposed including the harmonic mean estimator with stabilisation via bootstrapping

(Redelings & Suchard, 2005), bridge sampling (Meng & Wong, 1996), path sampling

(Gelman & Meng, 1998), thermodynamic integration (Lartillot & Philippe, 2004),

stepping-stone sampling (Xie, Lewis, Fan, Kuo, & Chen, 2011; Y. Fan et al., 2011)

and the inflated density ratio method (Arima & Tardella, 2012). Many of these meth-

ods provide substantially more accurate estimates than the harmonic mean estimator,

however they are also more time consuming.
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1.2.1.2 Transdimensional methods

In a Bayesian framework, model uncertainty can be incorporated into the inference

by treating the unknown model as an unknown parameter. Given a set of candidate

models,M = {M1,M2, ...,Mn}, each modelMm has its own parameter vector φm

of dimension d(m) and φm ⊆ Rd(m).

It is then required to construct a Markov chain that can traverse through the joint

space of the model indicator m and the parameter vector φm:

f(m,φm|D) =
f(m,φm)f(D|m,φm)∑

m′∈M
∫
f(m′,φ′m′)f(D|m′,φ′m′)dφ′m′

, (1.6)

where the dimension of φm may not be the same across all models (Hastie & Green,

2012).

As the dimensionality may vary from model to model, determining detailed bal-

ance is not as straightforward as in the case where the model is fixed throughout

the chain. The Gibbs sampling approach developed by Carlin and Chib (1995) and

Dellaportas, Forster, and Ntzoufras (1997) constructs a product space over all candi-

date model parameters and the model indicator variable. Such a formulation keeps

the dimensionality constant and therefore the Gibbs sampler does not need to handle

the problem of changes in dimensionality. Specialised versions of the product space

approach include indicator model selection (Geweke, 1994; Kuo & Mallick, 1998),

stochastic search variable selection (George & McCulloch, 1993; Brown, Vannucci, &

Fearn, 1998) and the MCMC model combination methods (Madigan, York, & Allard,

1995, Metropolis coupled MCMC). The metropolis-coupled MCMC (Geyer, 1991)

is often used to overcome the problem of poor mixing when the target distribution

(which is the posterior distribution in the case of Bayesian inference) has multiple

peaks by running multiple chains in a single analysis. The product space formulation

is employed in Chapters 2, 3 and 4 to investigate the heterogeneity in nucleotide

substitution process across sites.

Reversible jump MCMC (Green, 1995, RJMCMC) is an alternative approach to

the product space formulation and directly deals with the preservation of detailed

balance with varying dimensionality. It has been employed previously to explore

the nucleotide substitution model space (Huelsenbeck, Larget, & Alfaro, 2004). The

technical details of RJMCMC will be presented in Chapter 4, where it is utilised to

estimate the number and the location of changes in the nucleotide substitution process

across sites. Jump diffusion methods (Grenander & Miller, 1991, 1994; Phillips &

Smith, 1996), which had been proposed earlier, were a special case of RJMCMC,

15



where the time gaps of the model jumps were exponentially distributed and discretised

Langevin diffision was used for parameter proposals moves.

1.2.2 Bayesian nonparametrics

Bayesian nonparametric models have a parameter space of infinite dimension. How-

ever, the model uses only a finite subset of the parameter space to explain the pattern

in a finite sample of data with the complexity of the model depending on the data.

At the heart of Bayesian nonparametric methods are stochastic processes which serve

as flexible prior densities and enable the Bayesian nonparametric methods to accom-

modate additional uncertainty with regard to model assumptions. A few examples

are described below.

The Dirichlet process (Ferguson, 1973; Antoniak, 1974) provides a prior over

the infinite dimensional space of discrete distributions. It is often used as the prior

for mixture modelling or cluster analysis. The model contains a mixture of infinite

components, however when applied to a finite sample of data, only a finite number of

components are used to estimate the number of clusters and the assignment of data

points to clusters. The hierarchical Dirichlet process mixture model is an extension

where the base distribution or base measure of the Dirichlet process is also generated

from a Dirichlet process (Teh et al., 2006). More details regarding the Dirichlet

process are presented in Chapter 2, where the Dirichlet process mixture model is used

to perform clustering of sites according to their properties of nucleotide substitution.

The Gaussian process (O’Hagan & Kingman, 1978) is the generalisation of the

Gaussian probability distribution. While the probability distribution models scalars

or vectors, the Gaussian process provides a density over the infinite-dimensional space

of continuous functions. It thus obviates the need to specify the form of the function

(e.g. second degree polynomial) between the explanatory variables and the response,

as is required in the case of parametric regression. The function that describes the

relationship between the explanatory variable and the response can be directly esti-

mated by the nonparametric method. The Gaussian process model has been applied

to estimate the population size function within a coalescent framework for single-locus

data sets (Palacios & Minin, 2013).

The Beta process priors are commonly applied to binary matrices or non-negative

value matrices. They are often employed as the prior in Bayesian nonparametric

latent feature models to facilitate the estimation of the unknown number of latent

features. In comparison with the two previously described priors, the Beta process
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prior has a rather recent history of development originating from the application in

survival analysis (Hjort, 1990; Kim, 1999).

1.3 Thesis outline

Chapter 2 presents an automatic model selection and model averaging approach

within a Bayesian framework that simultaneously estimates the partition scheme

(number of categories and the assignment of sites to category), the substitution model

for each partition and the uncertainty in these selections. This is achieved by employ-

ing the Dirichlet process prior and the spike-and-slab prior (Kuo & Mallick, 1998)

which uses the product space formulation as described above.

Chapter 3 presents an extension of the method presented in Chapter 2 which en-

ables more flexible specification of the data block. The term ‘data block’ is borrowed

from Lanfear et al. (2012), which can be sites, codon positions, genes or whatever

the investigator defines. Sites within the same data block are treated as a single unit

when assigned to categories. The work in Chapter 2 and 3 together achieves the

goal similar to that of PartitionFinder (Lanfear et al., 2012). One main difference in

the approach presented in Chapters 2 and 3 is that these methods are developed in a

Bayesian statistical framework and address the uncertainty associated with alignment

partitioning that is not accounted for by the heuristic algorithms used in Partition-

Finder. Hence, our method produces phylogenies and population histories integrated

over the space of alignment partitions and substitution model assignments.

The methods presented in Chapters 2 and 3 do not have prior spatial restrictions

on the assignments of data blocks to categories. ‘Spatial’ characteristics of an align-

ment refers to the characteristics ‘along an alignment’. In Chapter 4, I describe a

RJMCMC method to estimate the number and positions of shifts in the nucleotide

substitution process along a nucleotide alignment. This means that if two sites are in

the same category then the sites in the intervening sequence between those two must

also be in the same category.

Chapter 5 presents a new method that extends the work of Stadler et al. (2013)

by applying RJMCMC to estimate the number of rate shifts through time under a

birth-death-sampling model.

The conclusions are presented in Chapter 6 along with remarks on potential future

directions.
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Chapter 2

Bayesian selection of nucleotide
substitution models and their site
assignments

This chapter is based on the journal article Bayesian selection of nucleotide substi-

tution models and their site assignments (Wu et al., 2013), of which I am the first

author.

Phylogenetic analysis in a probabilistic framework requires the adoption of a sub-

stitution model. However, much uncertainty still lingers about modelling this process.

In addition to across-site variation in site rates, incorporating across-site variation

in the underlying substitution model parameters may also improve the accuracy of

phylogenetic parameter estimates (Huelsenbeck & Nielsen, 1999). These parame-

ters include both the relative exchange rates between nucleotide character states and

their stationary distribution (often called equilibrium base frequencies). Different nu-

cleotide substitution models differ in the set of restrictions placed on the values of

these parameters. How to select an appropriate substitution model for all sites in an

alignment remains a daunting task (Suchard, Weiss, & Sinsheimer, 2001).

To perform nucleotide substitution model selection, it has become almost standard

procedure in recent years to first assign a named model to each pre-defined partition

scheme by ModelTest (Posada & Crandall, 1998) or phymltest, a function in the R

package ape (Paradis, Claude, & Strimmer, 2004), prior to performing a phylogenetic

analysis in a different framework. In a Bayesian framework an alternative to this

two-step scheme is to use techniques that perform model selection and phylogenetic

parameter estimation simultaneously. As single category examples, Suchard et al.

(2001) and Huelsenbeck et al. (2004; implemented in Ronquist et al., 2012, MrBayes

3.2) exploit reversible jump Markov chain Monte Carlo (Green, 1995, RJMCMC) to
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simultaneously sample substitution models. Wu and Drummond (2011) have used a

product space formulation of transdimensional MCMC (Godsill, 2001) for the selec-

tion of microsatellite mutation models. Lemey, Rambaut, Drummond, and Suchard

(2009) have modelled the migration history of RNA viruses using a CTMC and ap-

plied “spike-and-slab” priors (Mitchell & Beauchamp, 1988) that provide non-zero

probability mass on parameter restrictions for selection (Kuo & Mallick, 1998) to

infer the transmission route. Details of the spike-and-slab prior is provided in section

2.2.1. Huelsenbeck, Joyce, Lakner, and Ronquist (2008) considered a general time-

reversible parameterisation of amino acid substitutions and all of its submodels (i.e.

some relative rate entries share the same value) as partitionings under a DPM model

for selection.

When partitioning the alignment into categories, not only is there uncertainty

associated with modelling the substitution process within a category, but also there

is uncertainty associated with the partition scheme of the alignment. Adding to that

problem, the alignment partition space is enormous. Even with a small number of

sites, it is completely impractical to consider all possible partition schemes of the

alignment. Given that an alignment of s sites is to be partitioned into K categories,

the total number of ways to partition this alignment is given by the Stirling numbers

of the second kind:

S2(s,K) =
1

K!

K−1∑
i=0

(−1)i
(
K

i

)
(K − i)s. (2.1)

Figure 2.1: The number of sites (s) versus
the log10 of its Bell number.

Since K ∈ {1, ..., s}, the total number of

ways to partition this alignment for all K

is the sum of the Stirling numbers of the

second kind which is the Bell number:

Bs =

ζ∑
K=1

S2(s,K). (2.2)

As shown in Figure 2.1, the value of the

Bell number (Bell, 1934) reaches 1.24 ×
104350 for only 2000 sites.

In this chapter, we present a spike-

and-slab-based mixture model for nu-

cleotide alignment data that accounts for

across-site heterogeneity of substitution
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pattern and rate multiplier simultane-

ously. It enables Bayesian selection over

a set of standard nucleotide substitution models for each substitution model category.

The assignment of sites to categories has a prior probability defined by the Dirich-

let process (Ferguson, 1973; Antoniak, 1974). Under the Dirichlet process, both the

category assignment and the number of categories are random variables. This non-

parametric process is therefore a popular approach for problems where the data are

thought to come from a mixture of an unknown number of probability distributions.

We present two variants; the substitution Dirichlet mixture model 1 (SDPM1) spec-

ifies that the substitution pattern and rate multiplier share a common partitioning

scheme and the substitution Dirichlet mixture model 2 (SDPM2) provides indepen-

dent Dirichlet process priors for the pattern and rate multipliers.

The SDPM models have been implemented in the BEAST2 framework (Bouckaert

et al., 2014) and the implementation includes (1) priors for the model parameters, (2)

a suite of proposal moves for sampling the partition scheme via Gibbs and Metropolis-

Hastings sampling, (3) extensions to the likelihood calculations, and (4) components

that enable BEAST 2 to handle a variable number of models during the MCMC. All

input XML files for the analyses performed and the source code that implements the

described methodology are available from https://github.com/jessiewu/substBMA/.

2.1 The full Bayesian model

To develop our SDPM1 and SDPM2 models, we start with a nucleotide sequence

alignment D that consists of n taxa and s sites. The nucleotide pattern at site i is

denoted as Di. For two sites i and j where i 6= j, they refer to different columns of

the alignment and are treated as distinct entities whether or not their patterns are

identical. D is assumed to be generated by an underlying CTMC, along a rooted

bifurcating tree τ , representing an unknown phylogeny. The substitution process

is determined by the rate multipliers r = {r1, ..., rs} and the substitution model

parameters Φ = {φ1, ...,φs} across sites. Each φi includes all the parameters that

make up the infinitesimal rate matrix of CTMC at site i. In a Bayesian phylogenetic

analysis, we seek the joint posterior distribution

f(τ ,Φ, r|D) ∝ f(D|τ ,Φ, r)f(τ )f(Φ, r), (2.3)

where the term f(τ ) is the prior density on the tree and f(Φ, r) is the joint prior

density over the evolutionary model parameters. Here, substitution model parameters
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and rate multipliers are assumed to be independent of the tree a priori. If we apply a

coalescent prior to the tree, then f(τ ) is replaced by f(τ |Θ)f(Θ), where Θ contains

the demographic parameters of the coalescent and has hyperprior density f(Θ). The

term f(D|τ ,Φ, r) is the likelihood given all model parameters. The likelihood at site

i, f(Di|τ ,φi, ri), is calculated by Felsenstein’s pruning algorithm (Felsenstein, 1981)

and the full likelihood is the product of the likelihood over all sites:

f(D|τ ,Φ, r) =
s∏
i=1

f(Di|τ ,φi, ri). (2.4)

The equations above assume a strict molecular clock along the tree. If a model,

with parameter vector ω, is used to relax the molecular clock and ω has some prior

density f(ω) then equation (2.3) becomes

f(τ ,Φ, r,ω|D) ∝ f(D|τ ,Φ, r,ω)f(τ )f(Φ, r)f(ω). (2.5)

However, for the rest of this section the molecular clock model is left out the equations

for clarity.

2.2 Nucleotide substitution Dirichlet process mix-

ture model

This section describes how the method incorporates the two types of substitution

model uncertainty: (1) substitution model uncertainty within a category and (2)

uncertainty associated with the alignment partition.

For clarity, common terminologies are defined here in the context of this the-

sis. “Nucleotide substitution model” only refers to the models that parameterise the

relative exchange rates and equilibrium base frequencies such as those described in

Section 1.1.2.1, e.g. TN93 (Tamura & Nei, 1993). “Substitution model” refers to a

combination of a character state substitution model and a site rate model, e.g. a TN93

with site invariant proportion parameter or codon model with discretised gamma site

rate model of four categories (Yang, 1994). The term “substitution pattern” includes

both the nucleotide substitution model parameter values and the model. If two sites

are modelled by TN93, however have different parameter values then the two sites are

considered to have the same nucleotide substitution model but different substitution

patterns. On the other hand, if they are modelled by two different models then they

are naturally considered to have different substitution patterns. These terminologies

are defined as such to avoid confusion when details are described later.
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2.2.1 The BVS-GTR model: Bayesian model selection

For simplification, consider the situation where there is no alignment partitioning. A

spike-and-slab prior specification (Kuo & Mallick, 1998) is used to facilitate Bayesian

variable selection (BVS) among named nucleotide substitution models for each cate-

gory. The spike-and-slab prior approach (Mitchell & Beauchamp, 1988) was first pre-

sented in the context of selection of predictor variables in a linear regression model.

A spike-and-slab prior is a mixture disitribution. The ‘spike’ part of the distribution

is a positive probability mass centred at around or exactly at 0 (or whichever value

that will induce the submodel). The ‘slab’ part of the distribution is usually a broad

continuous distribution. Given there are p predictor variables, the linear regression

model has the form:

yi = β0 +

p∑
j=1

βjxi,j + εi, (2.6)

where yi is the ith response and β0 is the intercept. The jth predictor variable has a

value of xi,j for the ith response and has the coefficient βj. The ith response has the

error term εi. The error terms are usually assumed to be independently identically

distributed (i.i.d.) according to a Normal distribution, Normal(0, σ2), where the

variance of the distribution, σ2, is estimated. To apply the spike-and-slab prior to

each βj, the model is re-parameterised so that βj is a function of a binary indicator

variable Ij and the effect size ρj. The function would usually be defined so that

βj = ρj when Ij = 1, but the definition of βj given Ij = 0 varies across different

variable selection methods. The version presented by Kuo and Mallick (1998) defines

βj = ρjIj. In addition, it assumes ρj and Ij are independent a priori. I have adopted

this technique to perform Bayesian variable selection of the parameters of the GTR

model.

Under this approach, the parameter space of the GTR model (Tavaré, 1986) is

augmented to include a set of binary indicator variables, with realised 0, 1-values

that allow us to move between parameter restrictions that correspond to common

nucleotide substitution models. Specifically, the infinitesimal rate matrix is

Q =


− πCrAC πGrAG πTrAT

πArAC − πGrCG πTrCT

πArAG πCrCG − πTrGT

πArAT πCrCT πGrGT −

 , (2.7)

where the relative exchange rates and stationary base frequencies are re-parameterised

using the binary indicators δ = (δTN, δκ, δTV, δFQ), we further parameterise
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log rAG = 0

log rCT = δTNρTN

log rAC = −δκρκ + δTVρAC

log rAT = −δκρκ + δTVρAT

log rGC = −δκρκ + δTVρGC

log rGT = −δκρκ, and

πb = (1− δFQ)
1

4
+ δFQηb, (2.8)

for b ∈ {A,C,G,T}. This model is termed the BVS-GTR model. Each element of

ρ = (ρTN, ρκ, ρAC, ρAT, ρGC) takes a value in the range (−∞,∞). The base frequencies

η = (ηA, ηC, ηG, ηT) satisfy 0 ≤ ηb ≤
∑

b ηb = 1. The binary vector δ serves as a set

of toggle switches that can define all nested models of GTR. When certain indicators

in δ take the value 0, specific effects fall out of the model. Using this approach, one

is able to conveniently parameterise infinitesimal rate matrices for Jukes and Cantor

(1969, JC69), Kimura (1980, K80), Felsenstein (1981, F81), Hasegawa et al. (1985,

HKY85), Tamura and Nei (1993, TN93) and GTR. Table 2.1 shows the relationship

between δ and these named models. The term δMns represents the indicator vector

that induces the nucleotide substitution model Mns in the likelihood, for example

δHKY85 = (1, 1, 0, 0).

The joint posterior density becomes

f(τ ,ρ, δ,η, r|D) ∝ f(D|τ ,ρ, δ,η, r)f(τ )f(ρ,η, r)f(δ). (2.9)

Let φ represent the concatenated vector of ρ, δ and η. The model specified in equa-

tion (2.9) assumes that nucleotide substitution model parameters are homogeneous

across sites, in other words φ1 = φ2 = ... = φs = φ. If the model parameters are site

specific then φi is the concatenated vector of ρi, ηi and δi, which are respectively

the relative rates, base frequencies and model indicator vector specific to site i, where

i ∈ {1, .., s}.
Sampling δ provides an opportunity to traverse through the nucleotide substi-

tution model space without changing the total model dimension, and the effective

model used in the likelihood is switched when the value of δ changes. For example,

even if δκ = 0, ρκ is still sampled by the MCMC machinery, however, only from its

prior density. This means the dimensions of δ and ρ and therefore the model pa-

rameter dimension remain constant even though the effect of ρκ falls in and out of
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the likelihood throughout the MCMC. Therefore, unlike RJMCMC (Green, 1995),

this formulation does not require the calculation of the Jacobian ratio to correct for

varying dimensionality.

Finally, the infinitesimal matrix Q is normalised so that the total mutational

outflow is 1.0; in other words we multiply Q by c = −1/
∑

b πbqbb.

Table 2.1: Indicator values of a given nucleotide substitution model
Nucleotide substitution model

Indicator JC69 K80 F81 HKY85 TN93 GTR
δFQ 0 0 1 1 1 1
δκ 0 1 0 1 1 1
δTN 0 0 0 0 1 1
δTV 0 0 0 0 0 1

2.2.2 Dirichlet process

A Dirichlet process, DP(χ,G0), has two components: a concentration parameter

χ > 0 and a base distribution G0. DP(χ,G0) provides the distribution over the

probability measures or distributions G such that for every finite measurable partition

{A1, A2, ..., AK} of the sample space A, the random vector (G(A1), ..., G(AK)) has a

K-dimensional Dirichlet distribution with parameter vector (χG0(A1), ..., χG0(AK)).

G(Ak) here represents the probability of Ak under G where k ∈ {1, ..., K}. In this

case A is the parameter space of the nucleotide substitution model parameters and

rate multipliers.

IfG is drawn from the Dirichlet process, DP(χ,G0), it is written asG ∼ DP(χ,G0).

G is a discrete probability measure (Ferguson, 1973) of the form:

G =
∞∑
k=1

pkδ(φk), (2.10)

where δ(x) is a point distribution concentration on x and φk
i.i.d.∼ G0. The expression on

the right hand side denotes a mixture of unique point distributions, each of which has

an associated probability predicated by p, where p = (pk)
∞
k=1 and satisfies

∑∞
k=1 pk =

1.

The Dirichlet process is often studied from one of the three following perspectives:

namely the Pólya urn scheme (Blackwell & MacQueen, 1973), the stick-breaking

reconstruction (Sethuraman, 1994) and the limit of finite mixture models.
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The Pólya urn scheme refers to the draws of G directly instead of G. It is assumed

that each random variable of the sequence a1, a2, ... is i.i.d. according to G. After

integrating out G, the successive conditional density of ai, given a(i−1) = a1, ..., ai−1

is

ai|a(i−1), χ,G0 ∼
i−1∑
l=1

1

1− 1 + χ
δ(al) +

χ

i− 1 + χ
G0. (2.11)

Note that “Y ∼ H” means Y has the distribution H, so the expression on the right

hand side specifies a distribution (e.g. Gamma(α,β)) not a density function. The

expression of the form pH1 + (1− p)H2, where H1 and H2 are distributions, denotes

a mixture distribution of H1 and H2 with the probabilities p and 1− p respectively.

As shown in equation (2.11), the probability is positive for ai = aj, where 1 < j <

i − 1. If there are K unique values, a∗1, ..., a
∗
K in the set a(i−1), equation (2.11) can

be rewritten as

ai|a(i−1), χ,G0 ∼
K∑
k=1

ψk
1− 1 + χ

δ(a∗k) +
χ

i− 1 + χ
G0, (2.12)

where ψk is the number of elements in a(i−1) being equal to a∗k.

The Pólya urn scheme is closely related to the Chinese restaurant process (Aldous,

1985). The Chinese restaurant metaphor provides an intuitive illustration of the

Dirichlet process and its various extensions (Pitman, 2002; Teh et al., 2006; Rodriguez

et al., 2008) with respect to how a sequence of values is generated under the process

in terms of the customers and tables in a hypothetical restaurant. The restaurant has

an infinite number of tables and there are s customers coming into the restaurant.

The first customer picks a table at random from the base distribution G0. From the

second customer onwards, the ith customer either

1. sits at an empty table at random with probability χ
χ+i−1

or

2. sits at an occupied table k with probability of
ψi−1,k

χ+i−1
,

where ψi−1,k is the number of customers seated at table k after the (i− 1)th customer

has seated. By definition, ψ0,k = 0 for all k ∈ {1, 2, 3...}, in other words the restaurant

starts empty. After all s customers have entered the restaurant, K tables will be

occupied. K is a random variable, since the number of tables occupied may be

different if the process is repeated. For a given customer i, the probability of occupying

an empty table increases with larger χ. Therefore larger χ favours larger values of

K. The probability distribution of K given s customers under this process is

f(K|χ, s) =
S1(s,K)χK∏s
i=1(χ+ i− 1)

, (2.13)
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where S1(s,K) is the absolute value of the Stirling number of the first kind given

parameter values s and K (Antoniak, 1974; Escobar & West, 1995).

One can imagine that each customer i carries an element ai (from equation (2.12))

and each table k has an unique value a∗k. When customer i enters the restaurant and

sits at table k, the value of ai is set to a∗k.

In our situations the customers are the “sites” in an alignment. The “sites” at the

same table have the same nucleotide substitution model and rate parameter values.

K is the number of categories induced from the alignment partition. The parameter

values of nucleotide substitution model and rate multiplier at each table are drawn

from the base distribution. Since the Dirichlet process can have positive densities

for a sequence of real values with repeats, it is useful as the prior on the nucleotide

substitution model and rate parameters across sites.

2.2.3 Dirichlet process priors on nucleotide substitution model
parameters and rates across sites

If the substitution process is homogeneous across sites then r1 = r2 = ... = rs and

φ1 = φ2 = ... = φs. To relax this assumption, we estimate an unknown partitioning

of the nucleotide substitution model parameters and rate multipliers across sites using

Dirichlet process mixture models.

Consider the SDPM1 model wherein the nucleotide substitution model parameters

and rates share the same partition scheme. Let K be an unknown parameter denoting

the number of categories for the nucleotide substitution model parameters and rate

multipliers. The nucleotide substitution model parameters and rate at each site are

assigned to one of the K categories. Each category k has its own unique set of

values for the nucleotide substitution model parameters φ∗k and rate multiplier r∗k.

The vector φ∗k is a concatenation of the vectors ρ∗k, η∗k and δ∗k, which respectively

represent the relative rates, base frequencies and model indicator vector unique to

category k. The term σi denotes the category to which site i has been assigned,

where σi ∈ {1, ..., K}, therefore if σi = k then φi = φ∗σi = φ∗k and ri = r∗σi = r∗k. Let

Φ∗ denote a 9 ×K matrix, of which the kth column is equal to φ∗k. Then equation

(2.3) can be rewritten in terms of Φ∗, r∗ = (r∗k)
K
k=1 and σ = (σi)

s
i=1, such that

f(τ ,Φ, r|D) = f(τ ,Φ∗, r∗,σ|D)

∝ f(D|τ ,Φ∗, r∗,σ)f(τ )f(Φ∗, r∗,σ). (2.14)
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If Φ and r are generated from the distribution G, that is distributed according to

a Dirichlet process, then after integrating out G, the density of Φ and r follows

f(Φ∗, r∗,σ) =
χK
∏K

k=1(ψk − 1)!∏s
i=1(χ+ i− 1)

K∏
k=1

fΦ
0 (φ∗k)f r0 (r∗k), (2.15)

where ψk is the number of sites assigned to category k. In other words, it is the

number of columns (elements) in Φ (r) that is equal to φ∗k (r∗k). The functions

fΦ
0 and f r0 are the respective probability densities of the base distribution of the

nucleotide substitution model parameters (GΦ
0 ) and that of the rate multipliers (Gr

0).

Notice that permutation of the assignment vector σ does not affect the distribution

in equation (2.15).

If the nucleotide substitution model parameters and rates across sites are modelled

by independent Dirichlet processes as in the SDPM2 model, then the full posterior

can be written as

f(τ ,Φ∗, r∗,σ(Φ),σ(r)|D) ∝

f(D|τ ,Φ∗, r∗,σ(Φ),σ(r))f(τ )f(Φ∗,σ(Φ))f(r∗,σ(r)), (2.16)

where σ(Φ) and σ(r) are the respective assignment vectors for the nucleotide substitu-

tion model parameters and rates. The prior distribution of the nucleotide substitution

model parameters across sites is

f(Φ) = f(Φ∗,σ(Φ))

=
χK

(Φ)

(Φ)

∏K(Φ)

k=1 (ψ
(Φ)
k − 1)!∏s

i=1(χ(Φ) + i− 1)

K(Φ)∏
k=1

fφ0 (Φ∗k), (2.17)

where ψ
(Φ)
k is the number of sites assigned to category k of the K(Φ) categories of

substitution pattern. The term χ(Φ) is the concentration parameter of the Dirichlet

process prior on the partition scheme for substitution pattern. The prior distribution

of the rate multipliers across sites follows similarly. The term ψ
(r)
k denotes the number

of sites in category k of the K(r) rate categories and χ(r) denotes the concentration

parameter of the Dirichlet process prior on the partition scheme for rate multiplier.

2.2.4 Posterior inference of partitioning

Most of the samplers previously presented rely on conjugacy between the likelihood

and the prior (Escobar, 1994; Escobar & West, 1995; Bush & MacEachern, 1996; Jain

& Neal, 2004) or conditional conjugacy (Jain & Neal, 2007), which are not applicable
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to the phylogenetic model described in Section 2.1. Therefore to sample the alignment

partitioning from the posterior, it requires samplers completely free of the conjugacy

constraint. How non-conjugate samplers (Neal, 2000; Dahl, 2005) are used to sample

the alignment partitioning is presented below.

2.2.4.1 Gibbs sampling with auxiliary parameters

A Gibbs sampling procedure (Neal, 2000, algorithm 8) is employed for updating the

assignment vector σ in the SDPM1 model. Site i, which is in category k (σi = k), is

picked randomly and removed from the rest of the sites. Let K−i denote the current

number of categories after the removal of site i. If site i is a singleton, we create z

auxiliary sets of values for nucleotide substitution model parameters and rate multi-

pliers by setting the first auxiliary category, K−i + 1, to k and draw new parameter

values from the base distribution for each of the categories in {K−i + 2, ..., K−i + z}.
If site i is not a singleton, a new set of parameters is drawn for each of the z auxiliary

categories. The Gibbs sampler proposes a new category, σ′i with probability

f(σ′i = k′) =

{
hψ−ik′ f(Di|τ ,φk′ , r) if 1 ≤ k′ ≤ K−i

hχ
z
f(Di|τ ,φk′ , r) if K−i < k′ ≤ K−i + z,

(2.18)

where h is the normalising constant. Categories are discarded if they are not asso-

ciated with any one site after the update. For the analyses in this study, z is set to

5. The equilibrium distribution of the Markov chain produced by this algorithm is

exactly correct for any integer value of z.

If site i is not a singleton and its new assignment σ′i is 1 ≤ σ′i ≤ K−i then only σ

is updated and the number of categories does not change. If the proposed assignment

of the non-singleton site is K−i < σ′i ≤ K−i + z, a new category is created and Φ∗

and r∗ are updated.

If site i is a singleton and σ′i is 1 ≤ σ′i ≤ K−i, then a category is removed

and σ, Φ∗ and r∗ are updated. If the proposed assignment of the singleton site is

K−i + 2 < σ′i ≤ K−i + z then only Φ∗ and r∗ are updated, while the number of

categories remains the same. Since auxiliary category K−i + 1 is set to the current

category k when site i is a singleton, nothing is changed if σ′i = K−i + 1. The same

procedure is used to separately update σ(Φ) and σ(r), r∗ in SDPM2.

2.2.4.2 Sequentially allocated split-merge Metropolis-Hastings sampler

The Gibbs sampling procedure described above updates the assignment vector site-

by-site, and therefore lacks efficiency when the number of sites is large because site as-
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signments are highly correlated. To overcome this issue, we also employ a Metropolis-

Hastings (Metropolis et al., 1953; Hastings, 1970) sampling algorithm that makes

updates of assignment at multiple sites in one step by splitting and merging existing

categories (Dahl, 2005). Using σ, the assignment vector of SDPM1 as an example, a

sequentially-allocated-split-merge sampling has the following steps.

A pair of sites i and j are chosen at random, where i 6= j. If i and j are in the

same category k, then category k will be split. After removing sites i and j from

category k, let S(k−{i,j}) denote the set of sites associated with category k without

sites i and j. Two new categories are constructed: category k′(i) containing site i and

category k′(j) containing site j. Let P(S) denote a random permutation of S
(
k−{i,j}

)
and P(S)

u be the uth element in the permutation. The nucleotide substitution model

parameters φ∗k′
(i)

and rate multiplier r∗k′
(i)

are independently drawn values from their

respective base distributions, while setting φ∗k′
(j)

= φ∗k and r∗k′
(j)

= r∗k. One then

traverses through P(S) one site at a time and assign each site to k′(i) with probability

Pr

(
σ′
P(S)
u

= k′(i)

∣∣∣∣σ′(P(S)
u−1

))
=

ψu−1,k′
(i)
f
(
DP(S)

u

∣∣∣τ ,φ∗k′
(i)
, r∗k′

(i)

)
ψu−1,k′

(i)
f
(
DP(S)

u

∣∣∣τ ,φ∗k′
(i)
, r∗k′

(i)

)
+ ψu−1,k′

(j)
f
(
DP(S)

u

∣∣∣τ ,φ∗k′
(j)
, r∗k′

(j)

) , (2.19)

and to k′(j) with probability

Pr

(
σ′
P(S)
u

= k′(j)

∣∣∣∣σ′(P(S)
u−1

))
= 1− Pr

(
σ′
P(S)
u

= k′(i)

∣∣∣∣σ′(P(S)
u−1

))
. (2.20)

The term σ
′
(
P(S)
u−1

)
is a sequence of assignment proposals for sites P(S)

1 to P(S)
u−1. The

term ψu,k′
(i)

represents the number of sites in P(S) that have been assigned to category

k′(i) after the allocation of the first u elements in P(S). If site P(S)
u is allocated to

category k′(i), then ψu,k′
(i)

= ψu−1,k′
(i)

+ 1, otherwise ψu,k′
(i)

= ψu−1,k′
(i)

. The definition

of ψu,k′
(j)

and how it is evaluated follow similarly.

Let | · | denote the number of elements (sites) in any set. The probability of

randomly and uniformly picking a permutation is 1
|S(k−{i,j})|! . The proposal density of

splitting a category is the product of equation (2.19) or (2.20) after each draw from

S(k−{i,j}) multiplied by fΦ
0 (φ∗

k′(i)
)f r0 (r∗

k′(i)
) and 1

|S(k−{i,j})|! .

To reverse the split, the exact sites i and j would also need to be selected and any

two sites are selected from the alignment with a probability of 1

(s2)
. Strictly speaking,

the exact reversal move also requires picking the reverse permutation of P(S) from the
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|S(k−{i,j})|! possible permutations, so that the sites are assigned back to category k in

the exact order. The permutation does not involve sites i and j since it is conditioned

on them forming the split first otherwise there will be no split. In the reversal step,

the probability of being allocated to category k is 1.0, as there is only one assignment

option to merge two categories. The Hastings ratio of a split move is given by

q(σ|σ(split))

q(σ(split)|σ)
=
p(selecting {i, j})
p(selecting {i, j})

× 1

f
(
φ∗k′

(i)

)
f
(
r∗k′

(i)

)
×
p
(
reverse P(S)

)
p(P(S))

×
p
(
allocation to k|reversed P(S)

)
p
(

allocation to k′(i) and k′(j)|P(S)
)

=
1

fΦ
0

(
φ∗k′

(i)

)
f r0

(
r∗k′

(i)

) |S(k−{i,j})|∏
u=1

Pr

(
σ′
P(S)
u

∣∣∣∣σ′(P(S)
u−1

)) (2.21)

The probability of selecting sites i and j and that of selecting a permutation are

cancelled out. Updating σ is coupled with respectively adding φk′
(i)

and rk′
(i)

to Φ∗

and r∗ upon the acceptance of a proposed split-configuration. Parameters φk′
(j)

and

rk′
(j)

are already in Φ∗ and r∗.

If site i and j are in different categories, k(i) and k(j) respectively, a new category

is constructed k′(m) with i and j. The values of φk′
(m)

and rk′
(m)

associated with this

category are set to φk(j)
and rk(j)

. Let S
(
k−{i,j}

)
now represent the set of sites in

categories k(i) and k(j) but without sites i and j. P(M) defines a random permutation

of S
(
k−{i,j}

)
, and each element in P(M) is sequentially allocated to the new category

k(m). The proposal probability of each allocation is 1.0.

The reverse proposal is a split move which involves reconstructing the categories

k(i) and k(j). The sites in S
(
k−{i,j}

)
are sequentially allocated to k(i) or k(j) according

to sequence P(S) which is P(M) in reverse order. The probability this reverse allocation

is the product of the probabilities calculated using equations (2.19) and (2.20). The

form of the Hastings’ ratio of a merge move is reciprocal to that of a split move:

q(σ|σ(merge))

q(σ(merge)|σ)
= fΦ

0

(
φ∗k(i)

)
f r0

(
r∗k(i)

) |S(k−{i,j})|∏
u=1

Pr

(
σ′
P(S)
u

∣∣∣∣σ′(P(S)
u−1

))
. (2.22)

In addition to updating σ, parameters φk(i)
and rk(i)

are respectively removed from

Φ∗ and r∗ upon the acceptance of the proposed merge configuration. Finally, in an

analysis using the SDPM2 model, σ(Φ) and Φ∗ are updated by this sampler separately

from σ(r) and r∗.
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2.2.5 Prior densities on base distribution parameters

To complete our SDPM1 and SDPM2 construction, we need to specify base distribu-

tions for the Dirichlet process(es). When specified hierarchically (Suchard, Kitchen,

Sinsheimer, & Weiss, 2003), these distributions allow for the sharing of information

across random partitions and the borrowing of strength in parameter estimation. The

relative rates, base frequencies and model indicators are assumed to be independent

a priori. This means that the probability density function of Gφ
0 is the product of

the probability density functions of Gρ
0, Gη

0, and Gδ
0, which respectively represent

the base distributions of relative rates, base frequencies and nucleotide model indi-

cator vector. A multivariate normal distribution is used as the base distribution for

ρk, G
ρ
0 = Multivariate-Normal(µ,Σ). To induce a hierarchy, the mean µ and the

variance-covariance matrix Σ are treated as random parameters, where

µ ∼ Multivariate-normal(µ0,Σ0),

Σ−1 ∼Wishart(V , d), (2.23)

where µ0 is the mean vector and Σ0 is the variance-covariance matrix of the mul-

tivariate normal prior on µ. The precision Σ−1 carries a Wishart prior, with scale

matrix V and degrees of freedom d.

Without much external information, µ0 would typically be set to the zero vector

and Σ0 to a diagonal matrix with large (variance) values on the diagonal. However,

there is an abundance of sequence information available that enables the construction

of data-specific informative prior densities on µ and Σ and the details are described

in Section 2.3.3. There is little information on how the variance Σ should vary across

sites, so we set V = Σ−1
0 and d = 7, so that the prior mean of Σ matches Σ0.

The base distribution of the nucleotide base frequencies Gη
0 is formulated as

Gη
0 = Dirichlet(ξ × q),

q ∼ Dirichlet(1, 1, 1, 1),

ξ ∼ Gamma(0.001, 0.001), (2.24)

where ξ is the dispersion parameter and q = (qA, qC, qG, qT) is the across-partition

mean frequencies. The base distribution of the nucleotide substitution model indica-

tor Gδ
0 is given by

Gδ
0 = Multinomial(p),

p ∼ Dirichlet(1, . . . , 1), (2.25)
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where p = (pK80, pF81, pHKY85, pTN93, pGTR) is the across-partition model probabilities.

The parameterisation of the Q matrix of the BVS-GTR model can also theoretically

accommodate JC69 (Jukes & Cantor, 1969). Unlike the rest of the models mentioned

in Table 2.1, all nucleotide substitution model parameters fall out of the likelihood.

It would be ideal to have all sites modelled by JC69 in one single category, since there

are no parameters in JC69 to differentiate JC69 of one category from that of another.

If the model indicator vectors of two categories both equal to δJC69, but have different

values of relative rates and/or base frequencies, the mixture model will treat them

as different categories, even though the parameter values of relative rates and base

frequencies have no effect on the likelihood. This is not desirable as these categories

have effectively the same model in the likelihood. Therefore JC69 is excluded from

the model to avoid this problem.

The base distribution of rate Gr
0 is assumed to be a lognormal distribution and

takes the form

Gr
0 = Lognormal(µr, σ

2
r),

µr ∼ Normal(µ0, σ
2
0),

σ−2 ∼ Exp(0.1), (2.26)

where µr is the mean and σ2
r is the variance of the lognormal base distribution for

rate multipliers. The precision parameter σ−2
µr of the lognormal base distribution is

assumed to come from a fairly broad exponential distribution with a variance of 100.

We also use knowledge gained from external analysis to construct the prior density

on µr and the details are presented in Section 2.3.3.

2.3 Empirical study

2.3.1 Single-locus data

The methods presented here were applied to four single-locus data sets of protein

coding sequences, three of which are collected from RNA viruses and one from mam-

malian species.

EBOV The Ebola virus (EBOV) data set was compiled and used in the study by

Wertheim and Kosakovsky Pond (2011). It consists of 32 glycoprotein sequences of

1389 base pairs. The sampling times range from 1976 to 2005.
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HCV-4 The hepatitis C subtype 4 (HCV-4) data set was data set B in a study on

the population genetics and epidemiology history of HCV in Egypt (Pybus, Drum-

mond, Nakano, Robertson, & Rambaut, 2003). It was originally from a comprehen-

sive study on the diversity of HCV in Egypt (Ray, Arthur, Carella, Bukh, & Thomas,

2000). This data set contains 63 contemporaneous sequences of 411 base pairs from

the E1 region.

Mammal The mammal data set was obtained from the OrthoMam database (Ranwez

et al., 2007). The data set contains sequences from 12 mammalian species: Canis fa-

miliaris, Felis catus, Homo sapiens, Pan troglodytes, Pongo pygmaeus abelii, Macaca

mulatta, Microcebus murinus, Otolemur garnettii, Mus musculus, Rattus norvegicus,

Ochotona princeps, and Oryctolagus cuniculus. The sequences have 468 base pairs

and are from the FGF1 gene which codes for heparin-binding growth factor 1.

RSVA This data set has 35 sequences and 629 sites from the G gene of the human

respiratory syncytial virus subgroup A (RSVA) sampled from 1956 - 2002 (Zlateva,

Lemey, Moës, Vandamme, & Van Ranst, 2005).

2.3.2 Hepatitis C virus subtype 1b full genome data

I also analysed a data set of HCV subtype 1-b genomes used in the study by Gray et

al. (2011). It consists of 31 within-host sequences of 9030 sites sampled between the

years 1977 and 2000 inclusive. The main purpose of analysing this data set is to give

a larger multi-gene example and to compare across-site rate heterogeneity inferred

here with the previous study.

2.3.3 Data-specific prior densities on DPM base distribution
parameters

The base distribution on the relative rates of the infinitesimal rate matrix is Gρ
0 =

Multivariate-normal(µ,Σ). A data-specific informative prior on µ was constructed

for the analyses on the RNA virus data sets according to the following procedure. I

analysed 26 RNA virus data sets (listed in Table A.1 in Appendix A) from Jenkins

et al. (2002) with GTR + Γ4 using PhyML (Guindon et al., 2010). The model Γ4

approximates the rate variation across sites with a discretised gamma distribution

with four categories. The maximum likelihood estimates (MLEs) of the relative rates

in the GTR model were transformed to the space of ρk. Using the mclust package
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in R (Fraley & Raftery, 2002, 2006), I fitted a multivariate normal distribution to

these estimates across the data sets, yielding µ0 and Σ0. Informative priors on µ for

analyses on the mammal data set were also constructed according to the procedure

above with 25 mammal data sets (listed in Table A.2 in Appendix A) randomly

selected from Ranwez et al. (2007). The values for µ0 and Σ0 for analysing virus

sequences and those for mammal sequences are presented in Table A.3 in Appendix

A.

The base distribution on the site rate multipliers is Gr
0 = Lognormal(µr, σ

2
r). For

the analyses on the serially sampled RNA virus data sets (EBOV and RSVA), an

informative prior density on µr was constructed by fitting a lognormal distribution

(Venables & Ripley, 2002) to the MLEs of the substitution rate across 50 data sets

presented in Jenkins et al. (2002). The log-space mean and standard deviation of the

fitted lognormal distribution are assigned to µ0 and σ0 respectively and are presented

in Table A.3 in Appendix A.

In analyses of contemporaneous sequences (like the mammal and HCV-4 data

sets), rate and time cannot be separated without node calibrations. Usually, one

would fix the rate to 1.0 and estimate the tree height in substitution units. As the

SDPM models estimate the rate multipliers, ideally I would like to fix the tree height

to 1.0. However, doing so forbids some proposal moves that are important for efficient

traversal of the tree space. Therefore, a narrow gamma prior with both shape and

rate being 100 is applied to the time of the most recent common ancestor of the tree

TMRCA. This Gamma prior closely approximates a normal distribution with mean

of 1 and standard deviation of 0.1. This effectively removes the problem of non-

identifiability while permitting useful tree proposals. This is similar to calibrating

the root of the tree when attempting to reconstruct a time-scale. Therefore, this

calibrated tree will also be called “time-tree” here.

The prior on log-space mean µr of the rate base distribution is

µr ∼ Normal(−2.3, 2.35). (2.27)

Thus, the median of the base distribution, eµr , is assumed to come from a lognormal

distribution with a log-space mean of -2.3 and a log-space standard deviation of 2.35.

This lognormal distribution has 2.5%, 50.0% (median) and 97.5% quantiles of 0.001,

0.1 and 10.0 respectively. It is a broad prior that covers the range of relevant tree

heights (measured in substitutions per site). A gamma prior with a shape of 1.0 and

rate of 0.1 is placed on σ−2
r . This is a broad prior with variance of 100. To recover the

tree in substitution units, the branch lengths of the tree are multiplied by the mean
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of the rate multipliers at each step of the MCMC. The tree height in substitutions

TH is obtained by multiplying the height of the time tree TMRCA by the mean of the

rate multipliers across sites.

2.3.4 Analysis

The single locus data sets were analysed with the following models:

• HKY + Γ4 + I,

• GTR + Γ4 + I,

• GTR + Γ4 + I + CP3 (GTR + Γ4 + I for each codon position),

• GY94 + Γ4 + I,

• RDPM,

• SDPM1 and

• SDPM2.

The term Γ4 is the discretised gamma site rate model with four categories. The term

“I” refers to the invariant proportion parameter for the site rate model that assumes a

proportion of sites in the alignment do not change (Hasegawa et al., 1985; Churchill et

al., 1992; Waddell & Steel, 1997). RDPM (rate Dirichlet mixture model) is a special

case of SDPM2 with K(Φ) fixed to 1, which is very similar to the model presented

by Huelsenbeck and Suchard (2007). The rates across sites are not normalised when

using RDPM, SDPM1 or SDPM2.

Following the analyses presented in the model selection method papers of Lemey

et al. (2009) and Heled and Drummond (2010), I also place 50% prior probability on

the most parsimonious model. This is achieved by setting the χ of SDPM1 and χ(Φ)

and χ(r) of SDPM2 to the value that induces a prior probability of 0.5 for K = 1 for

SDPM1 and K(Φ) = 1 and K(r) = 1 for SDPM2. This value depends on the number

of sites (equation (2.13)) and therefore it varies across the analyses. For each data

set and substitution model, they are analysed with a strict clock model as well as

an uncorrelated discretised lognormal relaxed molecular clock (A. J. Drummond et

al., 2006, LNRC). In order to extract the absolute site rates (or site tree heights if

calibration is absent), the branch rates are normalised to 1.0.
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Analyses of all virus data sets used a Bayesian skyline plot coalescent prior

(A. J. Drummond et al., 2005) while the mammal data set had a calibrated Yule

process prior (Heled & Drummond, 2012) applied to the ‘time-tree.’

The first 10% of the steps of the MCMC are discarded as burn-in. The convergence

and quality of mixing was examined by using Tracer v1.5 (Rambaut & Drummond,

2009). Table A.4 in Appendix A presents the MCMC chain lengths for each analysis.

The marginal likelihood of each analysis was approximated using the method proposed

by Newton and Raftery (1994) with the stabilisation made by Redelings and Suchard

(2005).

To infer the posterior distribution of the tree topology, we use a series of proposal

moves, including narrow exchange, wide exchange (A. J. Drummond et al., 2002),

Wilson-Balding (Wilson & Balding, 1998) and subtree-slide. Subtree-slide is similar

to moves proposed by the LOCAL operator (Mau & Newton, 1997; Mau, Newton,

& Larget, 1999; Larget & Simon, 1999). Details of these moves are described in

Höhna, Defoin-Platel, and Drummond (2008) and have been implemented in both

the BEAST (A. J. Drummond et al., 2012) and BEAST2 (Bouckaert et al., 2014)

software packages.

It was of interest to see which substitution models would be suggested by Mod-

elTest (Posada & Crandall, 1998; Darriba, Taboada, Doallo, & Posada, 2012) for

the single-locus datasets. The lastest version of the software jModelTest2 version

2.1.6 (Darriba et al., 2012) was used. This software package uses PhyML version 3.0

(Guindon et al., 2010) to estimate the phylogenies in a maximum likelihood framwork

given a substitution model. A total of 88 substitution models were explored, which

included those coupled with constant site rate, Γ4 model, invariant-proportion site

model (I) or Γ4+I model. For the tree searching operation, the Best scheme was used,

which searched the best-fit tree by both nearest-neighbour interchange algorithm and

subtree-pruning and regrafting algorithm (Hillis, Moritz, Mable, & Olmstead, 1996).

2.4 Simulation study

Simulated data sets were generated under two procedures. In the first procedure, I

randomly drew parameters of a GTR model and the shape parameter α of a gamma-

distributed site rate model from empirically derived distributions fitted to the 25 virus

data sets as described in Section 2.3.3. I then drew four site-specific rate values from

a gamma distribution with shape set to α. Each site in the alignment was assigned to

one of the four rates with equal probability. Using the randomly drawn GTR model
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and site rates, sequences were simulated on a tree with 30 taxa randomly drawn from

a Yule model with a birth rate of 20. The trees are simulated using the R package,

geiger (Harmon, Weir, Brock, Glor, & Challenger, 2008). Here, the true value of K(Φ)

is 1 and K(r) is 4. A hundred data sets were simulated under this procedure and each

of them was analysed with RDPM, SDPM1 and SDPM2. The priors on the base

distribution have the same construction as in the analysis for the mammal data set.

In the second procedure, I randomly drew 100 sets of model partitions and trees

from posterior of the HCV-4 data set analysed with SDPM2 and strict molecular

clock model. Sequences were simulated with 411 sites. These data sets were analysed

with SDPM2. The priors on the hyper-parameters of Dirichlet process base measure

were the same as those used for analysing HCV-4 data set.

In all analyses on simulated data, the concentration parameter was initially fixed

to the values so that the marginal prior probabilities IP (K = 1), IP
(
K(Φ) = 1

)
and

IP
(
K(r) = 1

)
are all 0.5. All the analyses on simulated data were then repeated, but

allowing the concentration parameter to be estimated. We assumed

χ ∼ Exponential(γ), (2.28)

where the rate, γ, was set to a value so that the marginal prior probabilities IP (K = 1),

IP
(
K(Φ) = 1

)
and IP

(
K(r) = 1

)
are all 0.5. γ therefore was set to 0.135 for the sim-

ulated sequences with 1000 sites and 0.154 for those with 411 sites.

2.5 Results

2.5.1 Heterogeneity in substitution patterns

The posterior distributions of parameters counting the categories, K, K(Φ) and K(r)

provide some indication of the level of heterogeneity in the substitution process across

sites. Figure 2.2 presents the posterior distributions of K, K(Φ) and K(r), as well as

their prior distribution in each mixture model analysis.

Although each of K, K(Φ) and K(r) takes the value 1 with prior probability of 0.5,

the 95% highest posterior density (HPD) intervals of K exclude 1 when analysed with

SDPM1, and the 95% HPD intervals of K(Φ) and K(r) also exclude 1 when analysed

with SDPM2, providing strong evidence for heterogeneity of substitution pattern and

rates across sites, for most data sets. The only exceptions are the K(Φ) estimates for

the RSVA data set. The Bayes factor for across-site heterogeneity versus homogeneity
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Figure 2.2: Posterior distributions of the number of categories of substitution patterns
and rates from analyses with mixture models. The prior distribution of the number
of categories is in brown. The posterior distribution K estimated using SDPM1 is
in orange. The posterior distributions of K(Φ) and K(r) estimated using SDPM2 are
coloured in green and purple respectively.
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of substitution patterns is given by

Posterior IP
(
K(Φ) > 1

)
Posterior IP (K(Φ) = 1)

×
Prior IP

(
K(Φ) = 1

)
Prior IP (K(Φ) > 1)

. (2.29)

For RSVA, the Bayes factor is 7.14 for the strict clock analysis and 5.71 for the

relaxed clock analysis. While not definitive, these Bayes factors provide substantial

evidence for across-site heterogeneity in the substitution pattern according to the

interpretation scale provided by Jeffreys (1961). A more conclusive outcome may be

obtained by adding more sequences. Conditioned on the data set and clock model,

the estimated posterior means of K(Φ) and K(r) are smaller than that of K, which

suggests that fewer categories of substitution pattern are required if the site rate

heterogeneity is modelled separately. However, there is one exception - for EBOV,

the posterior mean of K(Φ) is not smaller than that of K (see Table A.5 in Appendix

A).

One question of interest is “Should every site in an alignment be modelled by the

same nucleotide substitution model?” If not, it is important to infer which nucleotide

substitution model should be used at each site. The answer obtained from the Dirich-

let process mixture model analyses is presented in Figure 2.3, which consists of 16 grid

plots. In each grid plot, each row represents one of the five nucleotide substitution

models and each column represents a site in an alignment. A cell located in row M

and column i is coloured according the posterior probability of site i being generated

by model M . The colour darkens as the probability increases. The posterior average

number of sites for which M is selected is on the right side of the plot. Given a

data set and an SDPM model, little difference is seen in the across-site substitution

pattern between strict and relaxed molecular clock analyses. However, there appear

to be some differences between SDPM1 and SDPM2 analyses. In the SDPM1 analy-

ses on EBOV, there seems to be some support for F81, however, this is not evident

after switching to SDPM2 as illustrated by the white band in the F81 row. This

type of discrepancy is also displayed in the results from the analyses on HCV-4. The

results from the SDPM1 analyses on HCV-4 suggest that the most favoured model

is K80, however, the SDPM2 analyses provide very little support for K80 and clear

preference for TN93 and GTR. All SDPM analyses on Mammal prefer K80, but this

seems stronger in the SDPM1 analyses. In contrast, the reverse pattern is observed in

the analyses on RSVA, where all analyses prefer GTR, but the preference is slightly

stronger in the SDPM2 analyses.

Table 2.2 presents the most favoured model selected by ModelTest according to

each of the three model selection criteria (AIC, BIC and DT) for every single-locus
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data set. These criteria have been described in section 1. For each data set, I compare

the nucleotide substitution model selected by ModelTest to the consensus nucleotide

substitution model. Here the consensus nucleotide substitution model of a SDPM

analysis refers to the nucleotide substitution model with the largest average number

of sites fitted. The average number of sites fitted are presented on the right axis of

each plot in Figure 2.3. The models with the largest average number of sites fitted

also correspond to the darkest bands on the plots in Figure 2.3. For a fair comparison,

I only focus on the substitution models with the nucleotide substitution models that

are included in the set of named nucleotide substitution models used in the SDPM

methods. For example, the symmetric model (SYM; Zharkikh, 1994) is not in the set

used in SDPM methods. Therefore substitution models with SYM (e.g. SYM + Γ4)

in the ModelTest output are omitted in the comparison.

Given a data set, AIC tends to prefer more complex nucleotide substitution mod-

els. All substitution models selected by ModelTest accommodate rate variation across

sites. For EBOV, the nucleotide substitution model selected by ModelTest under BIC

coincides with the consensus model (HKY85) of the SDPM analyses, except for the

SDPM1 analysis with the uncorrelated relaxed clock model. For HCV-4, the nu-

cleotide substitution models selected by ModelTest (under any of the three criteria)

are more complex than the consensus nucleotide substitution model (K80) of the

SDPM1 analyses. However, the nucleotide substitution model selected by ModelTest

under BIC is consistent with the consensus model (TN93) of the SDPM2 analyses.

For Mammal, the nucleotide substitution models selected by ModelTest (under any

of the three criteria) are more complex than the consensus nucleotide substitution

model (K80) of all SDPM analyses. For RSVA, the nucleotide substitution model

selected by ModelTest under AIC or BIC is the same as the consensus nucleotide

substitution model (GTR) of all SDPM analyses.

Table 2.2: The most favoured models selected by ModelTest
Model selection criterion

Data AIC BIC DT
EBOV GTR + Γ4 + I HKY85 + Γ4 GTR + Γ4

HCV-4 GTR + Γ4 + I TN93 + Γ4 + I HKY85 + Γ4 + I
Mammal GTR + Γ4 TN93 + Γ4 TN93 + Γ4

RSVA GTR + Γ4 GTR + Γ4 TN93 + Γ4

Figure 2.3 does not provide information on whether two sites i and j, that both

prefer the same nucleotide model, share the same parameter values. That is, if site i

41



prefers a GTR model it does not follow that site j also prefers the same GTR param-

eter values. To illustrate the cluster structure, we performed cluster analyses on the

estimates of nucleotide substitution model parameters using the k-means algorithm

implemented in the R package MASS (Venables & Ripley, 2002; R Development Core

Team, 2011). Let K̂max, K̂
(Φ)
max and K̂

(r)
max represent the estimated posterior modes of

K, K(Φ) and K(r) respectively. The number of clusters is predefined in the k-means

algorithm. Cluster analysis on SDPM1 parameter estimates have K̂max clusters while

that on SDPM2 parameter estimates have K̂
(Φ)
max. As examples, we present the results

from the cluster analyses for the Mammal (Figure 2.4) and RSVA (Figures 2.5). Fig-

ure 2.4 shows that sites are indeed clustered according to the model most preferred for

most analyses. Those that have chosen K80 tend to be in one cluster and those that

prefer F81 are in another cluster. The SDPM1 analysis with relaxed clock model is

an exception, which shows that of the sites that prefer the K80 model, there is group-

ing structure, in other words, they are not all modelled by the same K80. Similarly,

variation in GTR model parameter estimates is observed from SDPM analyses on

RSVA, despite the fact that most sites prefers GTR.

Since all data sets used in this study code for proteins, it is of interest to see if

the across-site heterogeneity in rate uncovered by our mixture models corresponds to

codon positions. For each MCMC step that has K̂max categories, the categories are

first ordered in increasing order of the rate, so that category 1 has the slowest rate,

while category K̂max has the fastest rate. The proportion of sites in each category is

computed for each codon position. The same procedure is repeated for the results from

SDPM2 analyses, except K̂max is replaced by K̂
(r)
max, the number of rate categories with

the highest posterior probability. Figure 2.6 illustrates the posterior mean proportions

of sites in category 1 to category K̂max for every SDPM1 analysis and the posterior

mean proportions in category 1 to K̂
(r)
max for every SDPM2 analysis. The bars are

coloured according to the proportion of sites in each category and a category with a

faster rate is closer to the top of the bar. All analyses show that sites in the third

codon position generally tend to have a faster substitution rate, however there is

much variation within each codon position. This increase in the third codon rate is

concordant with previous findings using a DPM model on the rate multipliers only

(Huelsenbeck & Suchard, 2007).

To examine whether the preference for a nucleotide substitution model also differs

by codon position, the estimated posterior mean proportion of each nucleotide model

is calculated for each codon position and presented in the plots shown in Figure 2.7.

SDPM1 analyses show that the preference for the type of nucleotide substitution
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Figure 2.4: Posterior support for nucleotide substitution models at each site of the
Mammal data set. Each site is coloured according to the cluster to which it is assigned
by the cluster analysis performed on the estimates of nucleotide substitution model
parameters. For the SDPM1 analyses, the sites are grouped into four clusters as K̂max

is 4 and the colours used to distinguish them are blue, green, purple and orange. For
the SDPM2 analyses, K̂

(Φ)
max is 2, so the sites are grouped into two clusters coloured

blue and green. In panel (a), the posterior probability is indicated by the darkness of
the colour. Darker colouring corresponds to higher probability. The average number
of sites fitted by a nucleotide model is indicated on the axes on the right hand side of
the plots. In panel (b), only the model with the highest posterior probability (best
model) at each site is coloured. The number of sites that select a model as the best
model is reported on the axis on the right hand side.
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Figure 2.5: Posterior support for substitution models at each site of the RSVA data
set. Each site is coloured according to the cluster to which it is assigned by the cluster
analysis performed on the estimates of nucleotide substitution model parameters. For
the SDPM1 analyses, the sites are grouped into two clusters as K̂max is 2 and the
colours used to distinguish them are blue and red. For the SDPM2 analyses, K̂

(Φ)
max is

2, so the sites are grouped into two clusters. In panel (a), the posterior probability
is indicated by the darkness of the colour. Darker colouring corresponds to higher
probability. The average number of sites fitted by a model is indicated on the axes
on the right hand side of the plots. In panel (b), only the nucleotide substitution
model with the highest posterior probability (best model) at each site is coloured.
The number of sites that select a nucleotide model as the best model is reported on
the axis on the right hand side.
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Figure 2.6: Posterior proportion of sites in each codon position ordered by rate cat-
egories. The number of categories shown has the maximum posterior probability.
Each bar represents a codon position and is coloured according to the proportion of
sites in each rate category. The colours are picked from the ‘rainbow’ scheme and
clusters with faster mean rate are represented in colours closer to the violet end of
the rainbow. 45



model seems to differ by codon positions. For EBOV, HCV-4 and Mammal, sites in

the third codon position appears to prefer more complex substitution models, but the

difference is not as apparent in the RSVA data set. In contrast, the SDPM2 analyses

do not show any significant difference in preference for substitution models across

codon positions.

Values of the relative standard deviation (RSD) are computed for the nucleotide

substitution model parameter values across the categories. RSD is the standard de-

viation divided by the absolute value of the mean. Given the posterior estimates of

ρ, η and δ, the values of the relative rate between a pair of nucleotides and the base

frequencies for each site are computed using equation (2.8). The values of posterior

mean and 95% credible interval boundaries of RSD are presented in Figure 2.8. Anal-

yses with SDPM1 on EBOV produce relative rate parameters with mean RSD values

around 1, except for the rate between C and T (φCT). All analyses on HCV-4 and

Mammal produce posterior mean RSD values around 1 for relative rates, except for

φCT. These RSD values suggest there is heterogeneity in substitution pattern, which

is likely to have contributed to the difference in model choice across sites as shown in

Figure 2.3. All posterior mean RSD values estimated from RSVA are between 0.15

and 0.7, which are generally lower than those produced by other data sets. It suggests

that the heterogeneity in substitution patterns is not as substantial. Moreover, it is

consistent with a higher posterior probability for homogeneity of substitution pattern

in this data set than others.

2.5.2 Model comparison

The Bayes factor is often used for model comparison in Bayesian analysis, express-

ing the ratio of the marginal likelihoods of two competing models. The marginal

likelihood is the likelihood of the data given the model and is integrated across the

entire parameter space of the model weighted by the prior. It therefore accounts

for the complexity of the model and penalises greater model complexity. The natu-

ral logarithm of the marginal likelihoods of all single-locus analyses are presented in

Table 2.3, and their differences are log Bayes factors. The goodness-of-fit has been

directly compared between nucleotide and codon models in the study by Shapiro et

al. (2006), and the theoretical justification for the practice is provided by Seo and

Kishino (2009).

The substitution models are in order of increasing complexity from left to right.

Conditioned on a data and a clock model (within a row), the worst fit to the data
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Figure 2.7: Posterior mean proportion of sites at each codon position modelled by
each nucleotide substitution model. K80 is coloured brown, F81 orange, HKY green,
TN93 purple and GTR pink.
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Figure 2.8: Posterior relative standard deviation of nucleotide substitution model
parameter values across categories. Analyses with SDPM1 are in red, SDPM2 in
blue, strict clock model in solid lines and lognormal relaxed clock model in dotted
lines.
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is found in substitution models that do not explicitly model the alignment partition-

ing, except for the codon substitution model. Allowing restricted heterogeneity by

partitioning the alignment according to codon positions substantially improves the

marginal likelihood for all data sets except for RSVA. Increasing the flexibility of

partition schemes of the substitution pattern improves the fit of the model substan-

tially. This outcome indicates that codon partitioning does not fully characterise the

complexities of across site variation in protein coding sequence alignments.

The fit of GY94+Γ4+I relative to other models varies considerably across different

data sets. For the Mammal data set, GY94 + Γ4 + I fits the data just as well as the

SDPM models. Although SDPM models fit the Ebola data better than the codon

model, the codon model provides a much better fit than other substitution models

considered. This suggests that (at least) the main patterns in the data could be

explained better by the codon model. However, the codon model does not fit the

RSVA and HCV-4 data sets as well as the SDPM models. For those two data sets,

the SDPM models have substantially better marginal likelihoods than all the other

substitution models. This suggests that the heterogeneity in these two protein coding

sequences cannot be fully explained by the genetic code or at least the properties of

the genetic code incorporated in GY94 (Goldman & Yang, 1994).

For the data sets HCV-4, Mammal and RSVA, the difference in the marginal

likelihood between SDPM1 and SDPM2 is less than 50 natural log units. However

for EBOV, the difference is greater than 150 natural log units and the log marginal

likelihood difference between SDPM1 and SDPM2 is 16 to 19 times the difference

between HKY and GTR. Therefore the improvement in model fit of SDPM2 over

SDPM1 can sometimes be substantial.

Table 2.3: The natural logarithm of the marginal likelihoods of analyses with strict
clock model

Data Clock HKY+Γ4+I GTR+Γ4+I GTR+Γ4+I GY94+Γ4+I RDPM SDPM1 SDPM2
set model +CP3

EBOV SC -7495 -7487 -7114 -6734 -6914 -6682 -6531
EBOV LNRC -7479 -7468 -7093 -6714 -6892 -6648 -6475
HCV-4 SC -6174 -6171 -6042 -6207 -5840 -5613 -5548
HCV-4 LNRC -6151 -6147 -6019 -6210 -5812 -5582 -5525
Mammal SC -1694 -1685 -1583 -1522 -1572 -1530 -1519
Mammal LNRC -1690 -1683 -1578 -1518 -1563 -1522 -1512
RSVA SC -3112 -3093 -3072 -3132 -2995 -2988 -2979
RSVA LNRC -3108 -3091 -3068 -3130 -2987 -2987 -2976
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2.5.3 Estimation of phylogenetic parameters and their hy-
perparameters

The tree height estimates are shown in Figure 2.9. The expressions Ê[TH] and

Ê[TMRCA] respectively denote the estimated posterior mean of TH and that of TMRCA.

Given a molecular clock model, the mixture models tend to produce older trees than

Figure 2.9: Posterior tree height estimates. Each bar spans the 95% HPD of the tree
height and the posterior mean is marked on the bar. Solid bars are estimates from
strict clock analyses while the dashed bars are estimated from the lognormal relaxed
clock analyses.

other simpler substitution pattern partitions for EBOV and HCV-4. The Ê [TMRCA]
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values of the EBOV estimated under SDPM models are between 51 and 61% older

than that of other nucleotide models for strict clock analyses and are between 40 and

62% older for relaxed clock analyses. The codon model analyses and SDPM analyses

have similar TMRCA estimates for EBOV. The Ê [TH] of HCV-4 under SDPM models

are between 25 and 41% taller than that of other models when assuming a strict

clock and are between 30 and 47% when using a LNRC model. For the mammal

data set, the analysis with the GY94 + Γ4 + I model estimated a much taller TH than

the nucleotide substitution models, among which the TH estimates do not display

substantial differences. For the RSVA data set, the TMRCA estimates do not vary

significantly across all substitution models given a strict molecular clock model.

To aid tree-space visualisation, 100 trees have been sub-sampled from each pos-

terior tree distribution. For the 700 trees obtained from the same molecular clock

model and data set, I have computed the Robinson-Foulds distance between each

pair of trees. Principal coordinate analysis (PCO) was applied on the 700× 700 dis-

tance matrices. Figure A.1 (in Appendix A) presents the reduced-space plots with

the scores on the first two major principal axes (PA). Each point represents a tree

from the sub-sample. Of the four data sets, only the posterior distributions of HCV-4

produced reduced-space plots that displayed clustering by substitution model (each

model is distinguished by a different colour) (Figure 2.10). There appear to be three

major groupings by model: GY94 + Γ + I (green) stands out as a single model; the

SDPM1 (blue) and SDPM2 (purple) seem clearly separated from the common sub-

stitution models, HKY + Γ + I (red), GTR + Γ + I (orange) and GTR + Γ + I + CP3

(yellow). RDPM (turquoise) scatters between SDPM models and the common nu-

cleotide substitution models. It may appear natural that RDPM bridges the two

groupings as it does not partition the alignment for substitution models but it does

estimate the nucleotide substitution model and across-site rate variation with a DPP.

To further investigate the differences in tree topology of HCV-4, I record all the

unique clades and their posterior probability in each of the posterior tree distribu-

tions. Conditioned on a clock model, each substitution model has a vector of posterior

probabilities for each clade. We use the clade posterior probabilities to find the Man-

hattan distance between each pair of substitution model. A 7× 7 distance matrix is

constructed for the substitution models. A PCO analysis is performed on this dis-

tance matrix and the reduced-space plots with the first two major PAs are presented

in Figure 2.11.
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Figure 2.10: Reduced space of substitution models based on clade posterior prob-
ability estimated from HCV-4. Each point represents a tree from the subsample.
The trees are coloured according to the substitution model used in the analysis.
HKY + Γ + I is coloured red, GTR + Γ + I orange, GTR + Γ + I + CP3 yellow,
GY94 + Γ + I green, RDPM turquoise, SDPM1 blue and SDPM2 purple.

Figure 2.11: Reduced space of substitution models based on clade posterior proba-
bility.
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The same groupings appear again in these plots. For each clade we find the range

(maximum - minimum) of posterior probabilities across the seven substitution models.

The top 50 clades with the highest range of posterior probability have range values

between 0.236 and 0.848 for strict clock analysis and between 0.240 and 0.834 for

relaxed clock analysis. Difference in clade support indicates that different substitution

models support different topologies. I have selected GTR + Γ + I, GY94 + Γ + I and

SDPM2 as representatives of each cluster. The top 50 clades with the highest range

of posterior probability are mapped to the maximum clade credibility trees (MCC)

of HCV-4 produced by those substitution models (see Figures A.2 - A.7 in Appendix

A).

The Bayesian skyline plots for the virus data sets are presented in Figure 2.12.

The discrepancies in the tree height estimates of a given data set are reflected in

the time frame of the BSPs. For EBOV, the population size estimates produced

by the DPM models are much larger at a given time than those produced by other

substitution models in both strict clock analyses and relaxed clock analyses. However,

results from all analyses on EBOV show that models share the same pattern in how

population changes over time - they all suggest that the population of the Ebola virus

is constant up to around 100 years ago followed by a bottleneck. BSPs estimated for

RSVA are very similar across all analyses. The population size estimates and time

frame have been rescaled for the results on HCV-4 by using a previously estimated

substitution rate, 7.9 × 10−4 (Pybus et al., 2001). The BSPs from the strict clock

analyses shows population sizes are quite similar across all substitution models. All

analyses on HCV-4 suggest that the population size of HCV-4 in Egypt had been

constant until a rapid expansion occurred approximately 65 years prior to sample

collection.

In this chapter, the birth rate refers to the number of lineages born from a parent

lineage per substitution per site. The 95% HPD intervals and the estimated posterior

mean of the birth rate of the Yule process prior are very similar across all analyses

with nucleotide substitution models on the mammal data set. The lower bound the

95% HPD interval is between 8.0 and 9.7 while the upper bound is between 28.9 and

32.7. The posterior mean ranges from 18.3 to 20.2. This indicates that the inference

on birth rate is not affected by the choice of substitution model in this case. Birth

rate estimates inferred from GY94 + Γ4 + I are much lower. The posterior mean birth

rate (and 95% HPD interval bounds) is 14.6 (5.9, 23.5) for the strict clock model and

15.2 (6.0, 25.7) for the relaxed clock model.
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Figure 2.12: Bayesian skyline plots for the analyses on EBOV, HCV-4 and RSVA.
Each plot illustrates BSP estimated under HKY+Γ+I (red), GTR+Γ+I (orange),
GTR + Γ + I + CP3 (yellow), GY94+Γ+I (green), RDPM (turquoise), SDPM1 (blue)
and SDPM2 (purple) for a given data set and clock model.
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2.5.4 Hepatitis C virus subtype 1b full genome data

Figure 2.13 displays the 95% HPD intervals of site specific rates from the RDPM +

LNRC analysis on HCV-1b genome sequences. The rest of the results from RDPM

and SDPM1 analyses are presented in Figure A.8 in Appendix A. As in Figure 1 (a)

from Gray et al. (2011), the results here show a hot spot around the 1250th site while

the rate is fairly uniform across the rest of the genome. This is probably why the

entire genome (HCV-1b) does not require many more rate categories (see Table A.5

in Appendix A) than the E1 gene sequences (HCV-4). The region with the unusually

fast rates is near the border of genes E1 and E2. The plots also suggest that sites at

the third codon position have higher rates than others as indicated by taller blue bars

(longer upper tails). In addition, Figure A.8 shows less variation in rate estimates

inferred from SDPM1 model. This could be due to decreased sensitivity since the

SDPM1 model does not allow separation of rate and pattern heterogeneity.

2.5.5 Simulations

2.5.5.1 Estimation of the alignment partition scheme

Averaged values of statistics used to indicate the accuracy and precision of our method

are presented in Table 2.4. As measures of accuracy, we use relative bias and the

frequency with which the true value is found inside the 95% HPD interval. Relative

error and relative size of the 95% HPD interval are used to indicate the level of

precision. The relative bias of a parameter is given by (estimated posterior mean -

true value)/(true value). The relative error is the absolute value of the relative bias.

If the 95% HPD interval of a parameter has upper bound IU and lower bound IL, the

relative size of 95% HPD interval is defined as (IU − IL)/true value.

For all data sets simulated under procedure one (see Section 2.4 for details), K(r)

is generally underestimated if the concentration parameter is not estimated. This is

not surprising as the prior strongly favours homogeneity. The substitution model and

rate share the same partitioning scheme under SDPM1. The estimates of K would

reflect the homogeneity of rates. Similarly, K is underestimated if the concentration

parameter is fixed in the analysis. However, the negative bias is reduced substantially

if the concentration parameter is estimated. This may be attributed to the longer

tails of the prior distribution on the number of categories when χ is estimated (see

Figure A.9 in Appendix A). The K(Φ) estimates from the SDPM2 analyses on data

generated by the first set of simulations are naturally positively biased as the true

K(Φ) value is 1, which is the lower bound. Analyses on data sets simulated from

55



Figure 2.13: The 95% HPD intervals of site specific rates for the HCV-1b genome
sequences. Codon positions 1, 2 and 3 are coded in red, green and blue respectively.
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the first procedure yielded high 95% HPD coverage (0.98 - 1.00) of the number of

categories (K, K(Φ) or K(r)).

For all data sets simulated under procedure two (see Section 2.4 for details), K(Φ)

estimates were slightly negatively biased if the χ(Φ) was fixed, but exhibited positive

bias of a smaller magnitude when χ(Φ) was estimated. Although the level of bias

was mild, the 95% HPD coverage of the true value of K(Φ) was low (0.560) when

χ was fixed. This could be attributed to the negative bias of the estimate, when

the true number of categories is large. Estimating χ(Φ) significantly improved the

95% HPD coverage of the true value of K(Φ) (1.00). If χ(r) was fixed, K(r) estimates

did not have any strong indication of bias (relative bias = 0.029). However, K(r)

estimates appeared to be positively biased (relative bias = 0.442), if χ was estimated.

Nevertheless, the 95% HPD coverage of the true value of K(r) is high whether or not

χ was estimated.

For estimates of the number of categories of all simulated data sets, it appears

that the size of the relative 95% credible interval was generally smaller when the value

of concentration parameter was fixed than when it was estimated. This outcome

was expected as estimating the concentration parameter creates greater uncertainty

in the prior on the number of categories. Overall, it indicates that the posterior

estimates of the number of categories appeared to be sensitive to the value of the

concentration parameter, even when the prior probabilities Pr(K = 1), Pr(K(Φ) = 1)

and Pr(K(Φ) = 1) are 0.5 in all our simulation analyses.

Table 2.4: Statistics of accuracy and precision of the estimate of the number of
categories

Data simulation Model Parameter Estimate Relative Relative % inside 95% Relative 95% HPD
procedure χ bias error HPD interval interval size

One

RDPM K(r) N -0.313 0.313 1.00 0.793
Y -0.0472 0.133 1.00 1.47

SDPM1 K
N -0.305 0.305 1.00 0.793
Y -0.0294 0.151 1.00 1.48

SDPM2
K(Φ) N 0.665 0.665 1.00 3.13

Y 0.875 0.875 0.99 4.15

K(r) N -0.314 0.313 1.00 0.790
Y -0.0572 0.134 1.00 1.46

Two SDPM2
K(Φ) N -0.232 0.250 0.560 0.540

Y 0.173 0.233 1.00 1.21

K(r) N 0.0292 0.174 0.98 0.874
Y 0.442 0.453 1 1.80

Another aspect to investigate is whether the true nucleotide substitution model

indicator (δTrue) at each site is recovered by the SDPM models. Two statistics have

been computed from the results of the analyses on data sets simulated by procedure
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two.1 The first is the proportion of sites with the 95% HPD credible set containing

δTrue of that site. The second is the proportion of sites with δTrue as the model

indicator vector with the highest posterior probability δMax. The statistics computed

for each analysis are presented as box plots in Figure 2.14. Whether or not the

concentration parameter is estimated, there is high proportion of δTrue recovery for

majority of the analyses. The proportion of sites with δTrue = δMax is centred just

above 0.5.

Figure 2.14: The accuracy of recovering the true nucleotide substitution model indi-
cator, δTrue at each site for analyses on data sets simulated by procedure two.

Accuracy of the partition (site groupings) estimation can also be indicated by

looking into whether the sampled partition schemes under the DPM model are closer

to the true partition scheme than would be expected by random chance. The statistics

used here are described by Huelsenbeck and Suchard (2007), which were used to

investigate whether their estimation of rate partitioning from empirical data was

closer to codon partitioning than would be expected by random chance. The distance

between two partitions is the minimum number of single site moves required to convert

one partition to the other (J. Rubin, 1967; Boorman & Arabi, 1972). The distance

computation is implemented as a package (Hornik, 2005) in R (R Development Core

Team, 2011). This distance ignores the label names, for example vectors (1,1,2) and

(“x”,“x”,“y”) are separated by a distance of 0. If a posterior sample of size P is

produced by the MCMC (after subsampling), the sampled partitions are labelled

1See Section 2.4 for details on simulation procedure two.
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σ(p) for p ∈ {1, ..., P}. For each sampled partition from the posterior produced

from SDPM1 analyses, a randomly permuted version is created, in which the sites

are randomly placed into one of the K categories in partition scheme σ(p), while

the number of categories is preserved. For example, given the hypothetical sampled

partition for substitution pattern, σ
(Φ)
(p) = (1, 2, 3, 1, 1, 4, 5), possible permutations of

this partition include

σ′(p) = (1, 2, 3, 4, 5, 2, 3),

σ′(p) = (3, 1, 1, 4, 5, 2, 1), and

σ′(p) = (5, 2, 1, 4, 3, 3, 2). (2.30)

The term σ′(p) represents a permutation of the original sample σ(p). The labelling

for the permutation of σ
(Φ)
(p) and σ

(r)
(p) follows similarly. For each simulation, the

following statistic is computed:

Ξ =
1

P

P∑
p=1

I
[
d
(
σ(True),σ(p)

)
< d

(
σ(True),σ

′
(p)

)]
, (2.31)

where σ(True) is the true partition scheme of substitution pattern and I(·) is the

indicator function. The statistic calculation above is repeated for σ(Φ) and σ(r) for

analyses using RDPM and SDPM2. The corresponding statistics are labelled Ξ(Φ) and

Ξ(r). This statistic is the proportion of the posterior sample for which the sampled

partition scheme is closer to the true partition scheme than a random permutation

of the sample. Ξ, Ξ(Φ) and Ξ(r) are computed for each simulation analysis where

appropriate and are summarised in Table 2.5. Large values of Ξ, Ξ(Φ) and Ξ(r) across

all simulation analyses suggest that the sampled partition schemes are generally closer

to the true partition scheme than random permutations.

2.5.5.2 Estimation of tree height (in substitutions) TH and birth rate of
the Yule prior

The averaged values of relative bias, relative error, proportion of analyses with 95%

credible interval containing the true value and the relative 95% HPD interval size

for TH are presented in Table 2.6. For data sets simulated under procedure one,

the magnitude of averaged relative bias values is rather small (< 0.01) and that of

the averaged relative error values is also small (< 0.06). The averaged values for

relative 95% HPD interval size are small (< 0.22) for analyses on data sets simulated

under procedure one. For data sets simulated under procedure two, the magnitude

of averaged values is small for relative bias (< 0.07) and for relative error (< 0.16).
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Table 2.5: The proportion that the partitioning estimated by the DPM models are
close to the true partition scheme than random permutations.

Data simulation Model Statistic Estimate χ Mean value across
procedure the 100 analyses

One

RDPM Ξ(r) N 0.998
Y 0.997

SDPM1 Ξ
N 0.996
Y 1.000

SDPM2
Ξ(Φ) N 0.845

Y 0.906

Ξ(r) N 0.995
Y 0.995

Two SDPM2
Ξ(Φ) N 0.988

Y 0.990

Ξ(r) N 0.990
Y 0.990

The averaged values for relative 95% HPD interval size are reasonably small (< 0.6).

Reasonably high 95% HPD coverage of the true TH have been achieved. For analyses

that estimate the concentration parameter, the TH estimates appear to be slightly

more positively biased than the those from the analyses that do not estimate the

concentration parameter, given the same data set and substitution model. However,

the magnitude of the difference is rather small.

Table 2.6: Averaged values of statistics indicating accuracy and precision of the TH

estimates of simulation data
Data simulation Model Estimate Relative Relative % inside 95% Relative 95% HPD

procedure χ bias error HPD interval interval size

One

RDPM
N 0.00387 0.0514 0.91 0.217
Y 0.00536 0.0518 0.90 0.222

SDPM1
N 0.00566 0.0530 0.94 0.221
Y 0.00759 0.0533 0.93 0.223

SDPM2
N 0.00586 0.0516 0.92 0.224
Y 0.00744 0.0516 0.93 0.223

Two SDPM2
N 0.0100 0.120 0.94 0.519
Y 0.0631 0.151 0.93 0.540

Table 2.7 presents the averaged values of relative bias, relative error, proportion

of analyses with 95% credible interval containing the true value and the relative 95%

HPD interval size for the birth rate of the Yule prior that was used in the analyses

on the data sets simulated by procedure one. Overall there appears to be a minor

positive bias in the Yule prior estimates but the magnitude of the averaged values of

relative bias is small for all substitution models. There appears to be reasonable level

of precision in the birth rate estimates as indicated by the reasonably small averaged

values of relative error and relative 95% HPD interval size for all substitution models.
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The proportion of analyses producing a 95% HPD interval recovering the true value

is high for all substitution models (≥ 0.96).

Table 2.7: Statistics of accuracy and precision of the birth rate estimate of simulation
data

Data simulation Model Estimate Relative Relative % inside 95% Relative 95% HPD
procedure χ bias error HPD interval interval size

One

RDPM
N 0.0836 0.159 0.97 0.753
Y 0.0827 0.159 0.97 0.766

SDPM1
N 0.0841 0.161 0.97 0.768
Y 0.0821 0.158 0.97 0.765

SDPM2
N 0.0823 0.159 0.97 0.770
Y 0.0804 0.158 0.96 0.760

The tree prior specification for analysing contemporaneous data in this chapter is

different to that used in original paper (Wu et al., 2013). The differences are dicussed

in A.3. The tree prior specification is independent of the part of the software package

that implements the Dirichlet process mixture models. Overall, the inference on

the across-site heterogeneity in the substitution process does not display substantial

difference between the two tree prior specifications.

2.6 Discussion

A method based on the Dirichlet process mixture model is presented in this chap-

ter and it accommodates across-site heterogeneity in both nucleotide substitution

pattern and rate. Using Dirichlet process priors enables the estimation of the num-

ber of categories required to explain the heterogeneity of nucleotide substitution, as

well as the site-to-category assignment. This obviates a priori specification of the

partitioning scheme before the analysis. Since the partitioning is carried out at the

nucleotide level, our method is more flexible and is not limited to protein coding

alignments. More importantly, sites are grouped together based on the similarity of

their substitution properties (substitution pattern or rate) as informed by the data

itself.

Like previously proposed models that also attempt to accommodate across-site

heterogeneity in nucleotide substitution pattern (Huelsenbeck & Nielsen, 1999; Pagel

& Meade, 2004; Shapiro et al., 2006; Whelan, 2008), analyses with the SDPM models

provide substantial evidence supporting the presence of substitution pattern hetero-

geneity. The SDPM models also reveal that not all sites favour the same nucleotide

substitution model in our alignment data. These models seem to be able to cap-

ture the codon structure in protein coding sequences as evidenced by the tendency

to favour faster rate categories in the third codon position. However it is also clear
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that there is rate variation among the sites in the same codon position, therefore the

pattern of rate variation is more complex than simple codon partitioning.

In some cases the phylogenetic and the tree prior hyperparameter estimates pro-

duced by the SDPM models are different from those produced by simpler substitution

models. For example, the tree height estimates for EBOV produced by the SDPM

models are substantially older than when using simpler models, but similar to that

produced by a codon substitution model (Wertheim & Kosakovsky Pond, 2011). Per-

haps the heterogeneity found in the data set is the result of selection pressure, however

uncovering the cause of across-site substitution heterogeneity is beyond the scope of

this study. In addition, the topology of the trees estimated from the HCV-4 data

set appear to depend on the substitution model. The data sets that exhibit obvious

differences in phylogenetic estimates between DPM model analyses and others, also

display higher levels of across-site heterogeneity in substitution patterns. However,

to confirm this trend a more comprehensive study is required.

The SDPM models fit our four single-locus data sets far better than all standard

nucleotide substitution models tested. This is compatible with the presence of across-

site heterogeneity of the substitution pattern in the data sets explored. In addition,

the large improvement in model fit obtained by SDPM models suggests that simple

codon models are not always adequate for protein coding sequences. Our results

show that the SDPM models can substantially outperform codon models. As a large

prior weight (probability of 0.5) is placed on across-site substitution homogeneity, the

variation detected is likely to represent strong evidence of a real signal of site hetero-

geneity. Because SDPM models can have a large number of parameters (eight free

parameters per substitution pattern category), if the data set is small then overfitting

may occur. Overfitting can be prevented by setting the concentration parameter of

the Dirichlet process to a smaller value, favouring fewer categories. The nucleotide

substitution model is parameterised so that the nucleotide substitution model of each

category can be “estimated,” achieving site to model assignment. The set of substitu-

tion models for selection includes models that aim to capture the biological properties

observed in nucleotide substitution.

It is quite possible that the most suitable model for a particular (set of) site(s) is

not in the set of named nucleotide substitution models used here. Fine tuning the set

of nucleotide substitution models may improve the quality of the fit. In the model

selection study by Huelsenbeck et al. (2004), they have exploited the entire space

of 203 possible nucleotide substitution models. Although the most favoured models

were unnamed ones, they found that the predominant pattern is the difference in the
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rate between transition and transversion. Moreover this appears to be the decisive

factor for whether or not a model has the highest posterior probability. The models

with the highest posterior probability appeared to only have minor differences from

named models such as K80 and HKY85. Although most of the favoured/best models

are unnamed, they still conform to the biological behavior that the standard named

models aim to capture/parameterise. Since the differences between the unnamed

best model and standard named models are likely to be minor there should not be

drastic differences in the quality of the fit. The relatively small differences in marginal

likelihood between HKY and GTR models, when compared to the large differences

between them and the SDPM models, suggests that modelling improvements that

capture rate and pattern heterogeneity across sites will dwarf any gains that might

be achieved by providing for intermediate nucleotide substitution models.

The next chapter presents an extension of this method which relaxes the definition

of units of category assignments. Here, aligned single nucleotide sites are the units of

category assignments.

The phylogenetic and hyperparameter estimates produced by SDPM analyses are

averaged over the alignment partition space of rates and substitution pattern. These

estimates therefore take into account the uncertainty associated with alignment par-

titioning. The user can therefore bypass the process of model and partition selection.

Conversely, if one is interested in the across-site heterogeneity in the substitution

process, this method can provide relevant information. Furthermore, it is clear from

the large improvements in model fit, that this approach goes some way to solving

the problem of site to model assignment. The methods described here may provide a

better approach that can replace existing widely used methodologies for substitution

model comparison and selection.
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Chapter 3

Estimation of the alignment
partition scheme for nucleotide
substitution modelling with data
blocks

3.1 Introduction

In the previous chapter, results from empirical analyses have already demonstrated

that the level of heterogeneity in the substitution process within a gene can be more

complex than that elucidated by codon-position partitioning. Therefore, it might

well be surmised that there is a need to account for across-site heterogeneity in the

substitution process when the sequence alignment is composed of different data sets,

for example, different genes or a combination of genetic material from different parts

of the genome. The genetic material could be classified into different types by the

product of the gene (e.g. RNA versus protein) or the location of the genetic material

in the cell (e.g. mitochondrial DNA versus nuclear DNA). Data from different parts

of the genome may exhibit variation in substitution process due to various factors.

The predominant explanation for variation in rates across genes is the difference

in the proportion of sites that are under selection for specific protein functions or

characteristics such as those that determine the accuracy and efficiency of translation

(Zuckerkandl, 1976; D. A. Drummond, Bloom, Adami, Wilke, & Arnold, 2005). There

is also correlation found between evolutionary rates and expression level (Pál, Papp,

& Hurst, 2001; Subramanian & Kumar, 2004; D. A. Drummond, Raval, & Wilke,

2006). It has been found that plant genes in the chloroplast evolve at least three

times faster than those in the mitochondria, while plant nuclear genes evolve at least

six times faster than plant mitochondrial genes (Wolfe, Li, & Sharp, 1987). Aside from
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evolutionary rates, it has be revealed that the transition to transversion (Ti/Tv) ratio

varies across different classes of genes (protein, tRNA and rRNA) (Lopez, Cevario, &

O’Brien, 1996). Furthermore, variation in the guanine (G) and cytosine (C) content

have been found to vary along the chromosomes of many organisms such as human

(Bernardi, 1989; Freudenberg, Wang, Yang, & Li, 2009), yeasts (Sharp & Lloyd, 1993;

Bradnam, Seoighe, Sharp, & Wolfe, 1999) and prokaryotes (Bernaola-Galván, Oliver,

Carpena, Clay, & Bernardi, 2004; Bohlin et al., 2010).

Phylogenomic analysis involves combining multiple loci into an alignment to infer

the phylogenetic tree and one could apply the DPM models presented in Chapter

2 to accommodate the heterogeneity in the substitution process across such a large

alignment. However, it requires a very long chain of MCMC to achieve high values

of effective sample size if the partition scheme is estimated on such a fine scale for

data sets of more than 10000 sites, due to the enormity of the state/model space.

Moreover, when analysing a very large data set, the SDPM models will produce a

huge amount of posterior output which is a challenge to visualise.

To reduce the parameter space, multiple sites could be grouped together as a

“data block”. The data blocks can be defined according to the external biological

information available and the substitution process within a data block is assumed to

be homogeneous. Data blocks can be defined by genes and/or codon positions for

protein-coding sequences and by gene and/or transcript structure (e.g. loop versus

stem region) for RNA-coding sequences. Commonly, an unlinked substitution model

is applied to each data block to incorporate the across-site heterogeneity in the substi-

tution process (Yang, 1996b; Reed & Sperling, 1999; Caterino, Reed, Kuo, & Sperling,

2001; Pupko, Huchon, Cao, Okada, & Hasegawa, 2002; Nylander, Ronquist, Huelsen-

beck, & Nieves-Aldrey, 2004). For example, if there are ten protein coding genes

and data blocks are the gene-specific codon positions, then there are 10 × 3 = 30

data blocks, and hence 30 sets of substitution model parameters. Such a partition

scheme often leads to over-parameterisation as suggested by many studies (Nylander

et al., 2004; Brandley et al., 2005; C. Li et al., 2008; Powell, Barker, & Lanyon,

2013). They have found that partitioning by codon position is crucial for explain-

ing the across-site heterogeneity in the substitution process, while introducing gene

specific-effects in substitution modelling within a codon position has comparatively

less improvement on the fit which does not compensate for the additional substantial

model complexity. Even when the data blocks are sorted by ‘genes’ only, it has been

found that sometimes a simpler partition scheme can provide a better fit than apply-

ing an unlinked substitution model for each gene (Castoe, Doan, & Parkinson, 2004).
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The combinatorial problem of which data blocks share the same substitution process

is the same as the one in Chapter 2. Even with only 30 data blocks, the possible

number of partitioning schemes is 846749014511809332450147 ≈ 8.47× 1023. Thus it

is not feasible to examine every single one of them.

One heuristic approach is to apply an unlinked substitution model to each data

block, estimate the parameters of each unlinked substitution model and employ hi-

erarchical clustering to the parameter estimates across data blocks, yielding a nested

set of partition schemes (C. Li et al., 2008; Powell et al., 2013). A more recent heuris-

tic approach progressively merges data blocks into larger categories (Lanfear et al.,

2012) until further merging does not improve the information-theoretic metrics spec-

ified prior to the partition search. Partition schemes are judged using some model

selection criterion. The choice of criterion (e.g. AIC or marginal likelihoods) depends

on the statistical framework used to reconstruct the tree. Like all heuristic methods,

these approaches do not guarantee the optimal partition. Furthermore, they only

provide point estimates of the partition scheme and ignore the associated uncertainty

in the subsequent phylogenetic analysis.

To overcome these problems, the DPM models in Chapter 2 are extended so as to

enable the estimation on the assignment of data blocks into categories of substitution

process. In the context of the Chinese restaurant process (Antoniak, 1974; Ferguson,

1973), each data block represents a customer. In case of Chapter 2, the definition a

data block is the individual “site”.

In cases where all data blocks have more than one site, the substitution categories

will always have more than one site. In addition to the scheme described in Chapter

2, a discretised gamma site rate model (with 4 categories) (Yang, 1994) is applied to

each category of site rate pattern to account for rate variation within the category.

Although a mixture of discretised gamma site rate model (Yang, 1994) and proportion

of invariant sites (Gu et al., 1995) are commonly used, the shape parameter of the

discretised gamma rate site model and the invariant site proportion parameter have

been found to be highly correlated (Sullivan, Swofford, & Naylor, 1999; Nylander et

al., 2004). The full model contains a mixture of site rate models, which may amplify

the potential pathological effects of such strong correlation if a large number of Γ4+I

models were used for a single alignment. Therefore, the candidate site rate models

for Bayesian variable selection within a category are just the constant rate model and

the discretised gamma site rate model.

In this thesis, the term “site rate pattern” considers both the site rate model and

the model parameters. Two data blocks share the same site rate pattern if they are
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modelled by the same site rate model (e.g. discretised gamma rate site model) and

they share exactly the same parameter values for that model (i.e. alpha parameter

and site rate multiplier).

Here, I introduce the blocked version of the substititution Dirichlet process mixture

(BSDPM) models. Specifically, two variants BSDPM1 and BSDPM2 respectively

extend SDPM1 and SDPM2. These models are used to investigate the across-site

heterogeneity in the nucleotide substitution process at a coarser level specified by the

data blocks. The HCV-1 data set compiled by Gray et al. (2011) is revisited using

the BSDPM models and the results are compared to those presented in Chapter 2.

The BSDPM models are also used to explore the relationship between the level of

heterogeneity and the number of genes for mammalian protein sequences, which are

downloaded from the OrthoMam database (Ranwez et al., 2007).

The methodology described in this Chapter has been implemented in the BEAST2

framework (Bouckaert et al., 2014). The implementation includes the extensions

required for the likelihood calculation, proposal moves and other components that

accommodate the estimation of partition scheme across ‘blocks’. Additionally, the

implementation also includes an extended discretised gamma site rate model that

facilitates Bayesian variable selection.

The source code is available from https://github.com/jessiewu/bsdpm/.

3.2 Bayesian variable selection of the discretized

gamma site rate model

For convenience, consider the situation where an alignment is not partitioned. Under a

discretized gamma site model, ΓW , with W categories, the likelihood has the following

form:

f(D|Φ, α, r, τ ) =
1

W

W∑
i=1

f(D|Φ, r′i, r, τ), (3.1)

where r′i is defined as

r′i =
F−1

Γ

(
i−0.5
W
|α
)

A
for i ∈ {1, ...,W} ,

A =
1

W

W∑
j=1

F−1
Γ

(
i− 0.5

W

∣∣∣∣α). (3.2)
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F−1
Γ

(
i−0.5
W

∣∣α) is the
(
i−0.5
W

)th
quantile of the gamma distribution with a shape and

rate being equal to α.

For the expression f(D|Φ, r′i, r, τ), the transition probability matrix after a period

of time t is the exponentiated matrix P = eQr
′
irt, where Q is the infinitesimal rate

matrix of the nucleotide substitution model parameterised by Φ.

As in the Bayesian selection of a nucleotide substitution model (details in section

2.2.1 in Chapter 2), the spike-and-slab prior is applied here to facilitate the selection

between the discretized gamma site rate model and the constant rate model. A binary

indicator variable ι is introduced to the single-parameter gamma distribution so that

its shape and rate equals to α
ι
. When ι = 1, r′i has the definition in equation (3.2).

When ι = 0, the underlying distribution of r′i is concentrated at 1, which is the limit of

the gamma distribution as α approaches ∞. This is simply the constant rate model,

and equation (3.2) then becomes r′i = 1 for i ∈ {1, ...,W}. Thus, the gamma site rate

model drops out of the likelihood when ι = 0, and the transition probability matrix

after time t becomes eQrt. Sampling ι enables the likelihood to effectively switch

between ΓW and the constant site rate model without changing the dimensionality of

the model.

In this chapter, W is set to 4. For clarity, this Γ4 model augmented with a binary

indicator is referred to as BVS-Γ4. Similarly the GTR model augmented with a binary

vector (described in Section 2.2.1) is labelled BVS-GTR.

3.3 Modelling substitution heterogeneity across sites

with generalized data blocks

3.3.1 The full Bayesian model

Let the term nb represent the number of data blocks. The data blocks in Chapter

2 are “sites”, so in that case nb = s, where s is the number of sites in the sequence

alignment. If the data blocks are defined by codon positions, then nb = 3. Given

there are ng genes in the alignment, nb = ng if the data blocks are genes. For the

same alignment, nb = 3ng if the data blocks are gene specific codon positions.

For readability in the later sections, the vector γ is the concatenation of α, r and

ι, if the substitution process is assumed to be homogeneous. If across-site variation

of these parameters is permitted, the matrix Γ = (γ1, ...γnb) denotes the collection of

BVS-Γ4 parameters across the data blocks. Because of the data block generalisation,

the new definition for the matrix of nucleotide substitution model parameters is Φ =
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(φ1, ...,φnb). The vector φj resides in the jth column of Φ and represents the values

of BVS-GTR in data block j. The full Bayesian model described in equation (2.3) is

extended to

f(τ ,Φ,Γ|D) ∝ f(D|τ ,Φ,Γ)f(τ )f(Φ,Γ). (3.3)

The term f(Φ,Γ) is the prior density on the substitution model parameters across

data-blocks.

A function β(·) is required to map the sites to data blocks such that β(i) ∈
{1, ..., nβ} where i ∈ {1, ..., s}. Assuming all sites are independent, the full likelihood

follows

f(D|τ ,Φ,Γ) =
s∏
i=1

f(Di|τ ,φβ(i),γβ(i)). (3.4)

To adapt for data blocks, the assignment vector σ is re-defined as {σ1, σ2, ..., σnb}.
Since σ now maps the data blocks to the substitution categories, σβ(i) provides the

mapping route from sites to the categories of substitution pattern and site rate pat-

tern. Mapping β(i) is determined and fixed a priori.

3.3.2 Dirichlet process mixture model on data blocks

Applying the Dirichlet process mixture model to pre-defined data blocks is a special

case of the hierarchical Dirichlet process (Teh et al., 2006). This section first describes

the hierarchical Dirichlet process, then provides the explanation for the special case.

Like the Dirichlet process, the hierarchical Dirichlet process is also a stochastic process

that provides a distribution over probability distributions but it also incorporates the

grouping of data when data is grouped into data blocks defined a priori. The process

defines a global probability measure G0 and a probability measure Gj for each data

block j with j ∈ {1, 2, ..., nb}. The global G0 measure is distributed according to a

Dirichlet process with concentration parameter χ0 and base probability distribution

H:

G0|χ0, H ∼ DP (χ0, H), (3.5)

the random probability measure Gj is distributed as a Dirichlet process with base

probability measure G0 and concentration parameter χ1:

Gj|χ1, G0 ∼ DP (χ1, G0), (3.6)

where the Gj’s are independently distributed conditioned on G0.

The analogue of the Chinese restaurant process for the hierarchical Dirichlet pro-

cess prior is the Chinese restaurant franchise, which extends the Chinese restaurant
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metaphor to allow multiple restaurants to share a same menu of dishes. An illustra-

tion of the Chinese restaurant franchise is presented in Figure 3.1. At each table,

the first customer sitting at the table orders one dish from the global menu shared

across all restaurants and the dish is shared among all the customers sitting at that

table. Different tables of the same restaurant or different restaurants can order the

same dish. The global menu of dishes is represented by the random variables c1,...,cK ,

which are independently identically distributed according to H. The term bjt denotes

the choice of dish specific to the tth table in the jth restaurant. The dish consumed

by customer i in restaurant j is repersented by aji. Therefore, each aji is associated

with one bjt, and each bjt is associated with one ck, where k ∈ {1, ..., K} and K is

the number of unique dishes ordered from the global menu.

Index variables, record the assignment of customers to tables and that of tables

to dishes. The term tji assigns customer i in restaurant j to a table in the restaurant,

in other words it assigns an aji to a bjt. The notation kjt assigns table t in restaurant

j to dish ck on the global menu. Let njt define the number of customers in restaurant

j sitting at table t. The term mjk represents the number of tables that have ordered

dish ck in restaurant j. The · symbol is used to denote marginal counts. Therefore,

nj· is the number of customers in restaurant j, mj· is the number of occupied tables in

restaurant j, m·k is the number of tables ordering dish ck across the entire franchise,

and m·· represents the total number of tables occupied across the franchise.

After integrating out all Gj’s, the conditional distribution of aji given aj1, ..., aj,i−1

and G0 is given by

aji|aj1, ..., aj,i−1, χ1, G0 ∼
mj·∑
t=1

njt
i− 1 + χ1

δ(bjt) +
χ1

i− 1 + χ1

G0, (3.7)

where δ(bjt) is a probability distribution with a probability density defined by the Dirac

delta function centred at bjt. The right hand side represents a mixture of probability

distributions. Whether the first or the second term of the summation is used to

generate the draw depends on their mixing proportions. If the draw is generated by

the first summation term then aji = bjt and tji = t′ where t′ is randomly selected from

{tj1, ..., tj,i−1}. On the other hand, if the draw is generated by the second term, then

mj· increments by one, bjmj· is drawn from G0, followed by the assignment aji = bjmj·
and tji = mj·.

Integrating out G0, the conditional distribution of bjt given b11, ..., b21, ..., bj,t−1 is

bjt|b11, ..., b1mj· , b21, ..., bj1..., bj,t−1, χ0, H ∼
K∑
k=1

m·k
m·· + χ0

δ(ck) +
χ0

m·· + χ0

H. (3.8)
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Figure 3.1: A graphical representation of the Chinese restaurant franchise. Rectan-
gles represent restaurants. Customers are seated around the tables (circles) in the
restaurant. At each table a dish is served. The dish is selected from a global menu,
where the kth dish on the menu is ck. The term bjt is a table specific indicator that
maps table t in restaurant j to one of the dishes on the menu. The term aji represents
the dish eaten by the ith customer in the jth restaurant. Different tables of the same
restaurant or different restaurants can order the same dish.
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If bjt is drawn from the first expression of mixture distribution, then bjt = ck and

kjt = k′ where k′ is randomly selected from {k11, ..., kj,t−1}. If bjt is generated from

the second term, then K increments by one and cK is drawn from H following by

setting bjt = cK and kjt = K.

In short, when the customers of each restaurant enter the restaurant, each cus-

tomer sits at an empty table or an occupied table according to the Chinese restaurant

process. For every table in the franchise, a newly occupied table orders a new dish

or a dish that has been previously ordered in a restaurant according to the Chinese

restaurant process as well.

In our case the restaurants represent data blocks, and the customers in a restaurant

represent the sites within that data block. The model used here is a special case of the

hierarchical Dirichlet process where the χ1 is set to 0. This means all the customers in

a restaurant sit at the same table and eat the same dish, mj· = 1 for all j ∈ {1, ..., nb}.
In addition, a customer only occupies an empty table if the customer enters an empty

restaurant. As a result, the process only concerns with the assignment of dishes to

the one occupied table in each restaurant. The dish ordered by the first customer

entering restaurant j has the distribution:

aj1|G0 ∼ G0 (3.9)

with aj1 = aj2 = ... = ajnj· for all j ∈ {1, ..., nb}. Recall nb is the number of data

blocks/restaurants. Since each restaurant only orders one dish (by the first customer

entering that restaurant) from the global menu, aj1 = bj1 for all j ∈ {1, ..., nb}.
Integrating out G0, the conditional distribution of aj1 given a11, a21, ..., aj−1,1 is

aj1|a11, a21, ..., aj−1,1, χ0, H ∼
K∑
k=1

m·k
m·· + χ0

δ(ck) +
χ0

m·· + χ0

H. (3.10)

Notice, this equation has the same form as equation (2.12). Therefore, the process

collapses down to a Dirichlet process on the restaurants/data blocks. The alignment

partition with pre-defined data blocks can be sampled by the same samplers for pos-

terior inference of partitioning described in Section 2.2.4, but in this case they sample

assignments of blocks of sites to substitution categories instead of the assignments of

individual sites to categories.
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3.3.3 Dirichlet process priors on nucleotide substitution model
parameters and gamma site rate model parameters across
data blocks

The matrix Γ∗ is the union of the unique sets of BVS-Γ4 parameters. The kth column

of Γ∗ holds the vector γ∗k = (α∗k, r
∗
k, ι
∗
k). The variables α∗k, r

∗
k and ι∗k respectively

represent the shape, rate multiplier and site rate model indicator unique to category

k. As in Chapter 2, the matrix Φ∗ is the union of the unique sets of BVS-GTR

parameters across substitution categories (see details in Section 2.2.3).

The likelihood in equation (3.4) can be rewritten in terms of Φ∗, Γ∗ and σ as the

following

f(D|τ ,Φ∗,Γ∗,σ) =
s∏
i=1

f(Di|τ ,φ∗σβ(i)
,Γ∗σβ(i)

). (3.11)

The blocked versions of the SDPM1 model (BSDPM1) and the SDPM2 model

(BSDPM2) use the likelihood in equation (3.11). In BSDPM1, each category k has

its own unique set of values of BVS-GTR parameters φ∗k and BVS-Γ4 parameters γ∗k .

Under the BSDPM1 model, the joint posterior distribution in equation (3.3) can be

rewritten as

f(τ ,Φ,Γ|D) = f(τ ,Φ∗,Γ∗,σ|D)

∝ f(D|τ ,Φ∗,Γ∗,σ)f(τ )f(Φ∗,Γ∗,σ). (3.12)

If Φ and Γ are generated from the distribution G which is drawn from a Dirichlet

process, the joint density of Φ and Γ after integrating out G follows

f(Φ∗,Γ∗,σ) =
χK
∏K

k=1(ψk − 1)!∏nb
i=1(χ+ i− 1)

K∏
k=1

fΦ
0 (φ∗k)fΓ

0 (γ∗k), (3.13)

where ψk is the number of data-blocks assigned to category k. More explicitly, ψk is

the number of columns in Φ (Γ) that are exactly equal to φ∗k (γ∗k). The functions

fΦ
0 and fΓ

0 are the respective probability density functions of the base distributions

of φ∗k (GΦ
0 ) and γ∗k (GΓ

0 ).

Under the blocked SDPM2 model (BSDPM2), the BVS-GTR parameters and

BVS-Γ4 parameters are modelled by independent Dirichlet processes, where the full

posterior has the form

f(τ ,Φ∗,Γ∗,σ(Φ),σ(Γ)|D)

∝ f(D|τ ,Φ∗,Γ∗,σ(Φ),σ(Γ))f(τ )f(Φ∗,σ(Φ))f(Γ∗,σ(Γ)). (3.14)
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where σ(Φ) and σ(Γ) are the respective assignment vectors for BVS-GTR parameters

and BVS-Γ4 parameters. The prior distribution of BVS-GTR parameters across data

blocks is

f(Φ) = f(Φ∗,σ(Φ))

=
χK

(Φ)

(Φ)

∏K(Φ)

k=1 (ψ
(Φ)
k − 1)!∏nb

i=1(χ(Φ) + i− 1)

K(Φ)∏
k=1

fφ0 (Φ∗k), (3.15)

where ψ
(Φ)
k is the number of data-blocks assigned to category k of the K(Φ) cate-

gories of substitution pattern and χ(Φ) is the concentration parameter of the Dirichlet

process prior on substitution pattern partitioning. The prior distribution of BVS-Γ4

parameters across sites follows similarly. ψ
(Γ)
k denotes the number of sites in category

k of the K(Γ) site rate model categories and χ(Γ) denotes the concentration parameter

of the Dirichlet process prior on the partitioning for site rate patterns.

The sampling of the partition scheme of substitution pattern and site rate pattern

is executed by the Gibbs sampler described in Section 2.2.4.1 and the sequentially

allocated split-merge Metropolis-Hastings sampler described in Section 2.2.4.

3.3.4 Prior densities on base distribution parameters

Like the SDPM models presented in Chapter 2, the base distributions of the BSDPM

models are also specified hierarchically. The base distribution of φ∗k follows the hier-

archical prior specification described in Section 2.2.5. For BVS-Γ4 model parameters,

the shape, rate multiplier and site rate model indicator are assumed to be indepen-

dent a priori. The probability density of the joint base distribution for parameters of

BVS-Γ4 is the product of the probability density functions of the base distributions

for shape, rate multiplier and model indicator. The base distribution of shape Gα
0 is

formulated as

Gα
0 = Exponential(λα),

λα ∼ Gamma(0.001, 0.001), (3.16)

where λα is the rate of the exponential prior. By setting both shape and rate to 0.001,

the diffuse Gamma hyper-prior has mean of 1 and variance of 1000.

The construction of the base distribution of the rate multiplier (Gr
0) is the same

as that described in Section 2.2.5.
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The base distribution of the site rate model indicator Gι
0 is given by

Gι
0 = Bernoulli(vΓ),

vΓ ∼ Beta(1, 1), (3.17)

where vΓ is the across-category probability for the discretized site rate model. The

corresponding probability for the constant rate model is vconst = 1− vΓ. This implies

half of the categories should have gamma-distributed rates across sites a priori.

3.4 HCV-1 data

In Chapter 2, the results of RDPM and SDPM1 analyses on the genomic sequences of

HCV-1 have been presented. The HCV-1 data set is re-visited here using the BSDPM

models to investigate the across-site heterogeneity in the substitution process.

3.4.1 Analysis

The alignment is first partitioned into 21 regions of equal size (430 sites) as in the

study by Gray et al. (2011). Within each region, the sites are grouped by their codon

positions, which yields a total of 21 × 3 = 63 data blocks in total. The data set is

analysed by BSDPM1 and BSDPM2 with the above data block specifications. Expo-

nential priors are used on χ, χ(Φ) and χ(Γ). The rate parameter of each exponential

prior is set to 4.545 so that the prior probability is approximately 0.5 on K = 1 for

BSDPM1, and K(Φ) = 1 and K(Γ) = 1 for BSDPM2. The priors on the base distri-

butions of the Dirichlet process prior is the same as those used in the analyses with

SDPM models on the Ebola data set.

In addition to the BSDPM models, the data set is analysed with GTR + Γ4 + I

as well as GTR + Γ4 + B63 which applies an unlinked GTR + Γ4 model to each one

of the 63 blocks.

The heterogeneity in rates across lineages is modelled by a LNRC (A. J. Drum-

mond et al., 2006). A BSP coalescent prior (A. J. Drummond et al., 2005) is applied

to the coalescent intervals of the time tree. The proposal moves mentioned in Section

2.3.4 are used to sample tree topology and branch lengths. Up to the first 10% of the

MCMC chain were removed as burn-in.
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3.4.2 Results

The posterior estimate of the evolutionary rate of each data block is presented in

Figure 3.2. As expected the rates at the third codon position are faster than the

rates at the first and second codon positions. The only exception is in region 3 (from

site 861 to 1290), where the rate at the first codon position is the fastest followed by

the rate in the second codon position. In addition, the rates in region 3 are much

faster in general, where the rate at the first codon position is much faster than the

rates of the rest of the data blocks. This is consistent with the results presented in

Section 2.5.4. Given a data block, the estimates are similar between the two BSDPM

models.

Figure 3.2: The estimated evolutionary rate across data blocks produced from the
analyses with BSDPM models on the HCV-1 genomic sequence data. The median
(horizontal bar) and the 95% HPD interval (vertical bar) of the rate of each data block
are shown. Alternate colourings in background are used to make a region easier to
distinguish from adjacent region(s) and does not have any biological representation.
The rate estimates at codon position 1, 2 and 3 are coloured in red, green and blue
respectively. The estimates from BSDPM1 (solid) are paired with the those from
BSDPM2 (dash).

The results presented in Figure 3.2 suggests that there is a possibility of an align-

ment error in region 3 because in this region the posterior estimates of the rates of

the first two codon positions are faster than that of the third codon position, which

is inconsistent to what one would expect. I have checked the annotation of these se-

quences in the NCBI database and there does not appear to be any obvious frameshift
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in the alignment. In the study by (Gray et al., 2011) they partitioned the data into

21 regions and within each region they estimated the rate ratio of the first two codon

positions to the third codon position. They have obtained the same results where the

estimated average rate at the first two codon positions is substantially faster than the

estimated rate at the third codon position in region 3, which contains the E1/E2 gene

boundary. In their discussion, they hypothesize that the sequences of this data set are

all collected from a single patient and hepatitis C is a chronic disease, therefore there

could be some within host adaptation that has caused the elevation in the rates of the

first two codon positions in region 3. However, they have not actually investigated

this further. Investigating the presence of adaptation in region 3 is also outside the

scope of the study of this chapter.

The posterior estimates of the transition/transversion (ti/tv) ratio are computed

from the posterior estimates of the relative exchange rates between base frequencies.

The posterior estimates of the ti/tv ratio across data blocks are shown in Figure 3.3.

In general, the posterior estimates of the ti/tv ratio are significantly higher in the

third codon positions than in the first two codon positions. However, a higher ti/tv

ratio is not generally coupled with a higher evolutionary rate. Even though the first

codon position in region 3 exhibits a much faster evolutionary rate, it does not display

a higher ti/tv ratio than the first two codon positions in other regions. Furthermore,

the posterior estimate of evolutionary rate is centred slightly higher for the third codon

position in region 3 than for the third codon positions in other regions, however the

ti/tv ratio at the third codon position in region 3 is significantly lower than those

at the third codon positions in all other regions. The ti/tv ratio estimates tend to

be similar between the first and second codon positions, with a few exceptions in

regions 1, 6, 8 and 13 where the BSDPM2 model produced posterior estimates of the

ti/tv ratio with higher centres at the first codon position. In region 8, the 95% HPD

interval produced by BSDPM2 at the first codon position barely overlaps with that at

the second codon position. The 95% HPD interval at the first codon position in region

6 barely overlaps with those in regions 3 - 5, suggesting variation in the substitution

pattern in the first codon position across the genome. There is substantial overlap

in 95% HPD intervals between BSDPM1 and BSDPM2 for all data blocks except

the third codon position in region 4, where the ti/tv ratio estimate from BSDPM2 is

clearly higher than that from BSDPM1. Since the ti/tv ratio must be positive, the

higher centres could just be reflecting the greater uncertainty.

It should be noted that in this section, comparisons of the credible intervals of

substitution model parameters are not for the purpose of hypothesis testing. It is only
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to provide some indications which components could be responsible for the variation

in the substitution process across sites. If multiple comparisons of credible intervals

are used for hypothesis testing, then the intervals need to be corrected. There are var-

ious Bayesian approaches to correct for multiple comparisons (Duncan, 1965; Muller,

Parmigiani, & Rice, 2006; Bratcher & Hamilton, 2005; Neath & Cavanaugh, 2006;

Bogdan, Ghosh, Tokdar, et al., 2008; Bratcher & Hamilton, 2005; Lewis & Thayer,

2009). However, this is outside the scope of this study.

Figure 3.3: The estimated transition/transversion (ti/tv) ratios across data blocks
from analyses with BSDPM models on the HCV-1 genomic sequence data. The
median (horizontal bar) and the 95% HPD interval (vertical bar) of the ti/tv ratio at
each data block are shown. Colouring follows that in Figure 3.2

The posterior estimates of the base frequencies are presented in Figure 3.4. There

appears to be a very strong codon position effect in the across-site variation of the

base composition. Given a codon position, there is noticeable variation in the base

frequencies. According to the results from BSDPM1 analyses, the 95% HPD intervals

of the frequencies of adenine (A) at the first codon position in regions 3 and 6 do not

overlap. Although the corresponding 95% HPD intervals produced from BSDPM2

analyses are not mutually exclusive, the overlap is so small that it is unlikely that

these two regions have the same frequency for A. Similarly, there is no overlap between

the 95% HPD intervals produced from BSDPM1 analyses for the frequencies of uracil

(U) at the second codon position in regions 4 and 6. The overlap is also very small

between the corresponding 95% HPD intervals produced from BSDPM2, and thus it
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does not seem plausible that the frequency of U is the same between regions 4 and 6.

The shape parameter estimates of the BVS-Γ4 model is converted to the variance

(1/shape) of the single parameter Gamma distribution. The variance estimates across

data blocks are presented in Figure 3.5. For most regions, the posterior variance

estimates are centred much higher and exhibit much larger uncertainty for the first

two codon position than for the third codon position. Most of the estimated posterior

medians of variance are between 20 and 30 at the first two codon positions and around

1 at the third codon position. The regions (3 and 4) that display the least uncertainty

in the variance estimates appear to correspond to the regions with overall higher rate

estimates.

Figure 3.6 provides a graphical representation of the estimated posterior probabil-

ities (from analyses using BSDPM1) for two blocks in the same codon position being

in the same substitution category. Specifically, the cell at the ith row and jth column

on the plot for codon position k, represents the posterior probability that the blocks

of the kth codon position in regions i and j are in the same substitution category.

The cell is shaded darker with higher values of estimated posterior probability with

1 shaded in black and 0 in white. Of the blocks with sites in codon position 1, those

in regions 2 and 8 to 21 tend to be in the same category with blocks from this set

than other blocks. The same pattern can also be found in blocks with sites in codon

position 2, however, there appears to be a greater level of variation as indicated by

a few blocks in regions 2 and 8 - 21 that do not have a high posterior probability of

grouping with other blocks of this set. The plot for the third codon position strongly

supports that blocks in regions 2 and 4 to 20 share the same properties of the sub-

stitution process. The groupings suggested by these plots appear to be to consistent

with the across-site variation in the ti/tv ratio (Figure 3.2) and evolutionary rates

(Figure 3.3).

The estimated marginal likelihoods (Xie et al., 2011) for the analyses on the

HCV-1 genomic sequences are summarised in Table 3.1. BSDPM1 provides the best

fit according to the estimated marginal likelihood. The BSDPM models appear to fit

the data better than applying an unlinked GTR + Γ4 model to each of the 63 data

blocks. The marginal likelihoods indicate that GTR + Γ4 + I fits remarkably worse

than the other three models.

The posterior mean (and 95% HPD interval) is 13 ([10,16]) for K of BSDPM, while

posterior means (and 95% HPD intervals) are 8 ([5,11]) and 9 ([7,12]) respectively

for K(Φ) and K(Γ) of BSDPM2. The 95% HPD intervals all exclude the value 1, and
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Figure 3.4: The estimated base frequencies across data blocks from analyses with
BSDPM models on the HCV-1 genomic sequence data. The median (horizontal bar)
and the 95% interval (vertical bar) of the base frequency at each data block are shown.
Colouring follows that in Figure 3.2
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Figure 3.5: The estimated variance of BVS-Γ4 across data blocks from BSDPM anal-
yses on the HCV-1 genomic sequences. The median (horizontal bar) and the 95%
interval (vertical bar) of the variance at each data block are shown. Colouring follows
that in Figure 3.2. The dashed line is positioned at variance equal to 1.
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Figure 3.6: The estimated posterior probability (estimated using BSDPM1) for two
blocks in the same codon position being in the same substitution category. The cell at
the ith row and jth column on the plot for codon position k, represents the posterior
probability that the blocks of the kth codon position in region i and j are in the
same substitution category. The cell is shaded darker with higher values of estimated
posterior probability with 1 shaded in black and 0 in white.
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Table 3.1: The natural logarithm of estimated marginal likelihoods (`(M̂L)) of the
analyses on the HCV-1 genomic sequences (round to nearest integer)

Model GTR+Γ4+I BSDPM1 BSDPM2 GTR + Γ4 + B63

`(M̂L) -31640 -30659 -30734 -30935

provide evidence against across-site homogeneity in substitution pattern and site rate

pattern. This is consistent with the substantial improvement in the model fit when

accounting for across-site heterogeneity.

3.5 The relationship between the level of hetero-

geneity of nucleotide substitution and the num-

ber of genes

It is of interest to investigate how additional genes affect the level of heterogeneity

in the substitution process. A set of analyses were conducted using the mammalian

data sets from the OrthoMam database (Ranwez et al., 2007) to investigate the

relationship between the number of genes and the level of across-site heterogeneity

in the nucleotide substitution process. BSDPM models are applied to the data sets

and the number of categories of substitution pattern and site rate pattern are used

to indicate the level of heterogeneity in the substitution process.

3.5.1 Subsampling procedure

A sample of 103 mammalian gene coding sequences was selected uniformly at random

from the OrthoMam database (Ranwez et al., 2007). Each single-locus data set con-

sists of sequences from the following 12 species: Canis familiaris, Felis catus, Homo

sapiens, Pan troglodytes, Pongo pygmaeus abelii, Macaca mulatta, Microcebus muri-

nus, Otolemur garnettii, Mus musculus, Rattus norvegicus, Ochotona princeps, and

Oryctolagus cuniculus. Since there could be a length effect, where the longer genes

tend to exhibit greater variation in the substitution process, the lengths are stan-

dardised, so that 250 sites were sampled from each gene without replacement. The

sample of 250 sites from each gene is termed a segment. The segments are progres-

sively concatenated to achieve the lengths of 250, 500, 750, 1250, 2000, 3250, 5250,

8500, 13750 and 22250 sites, which is equivalent to 1, 2, 3, 5, 8, 13, 21, 34, 55 and 89

segments. For example, an alignment of eight segments is obtained by concatenating

another three segments to the alignment of five segments, where segments are not
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repeated within an alignment. Consequently, the ten sequence alignments generated

from the above procedure are nested sets.

The relationship between the number of segments (genes) and the complexity of

the substitution process is affected by both the site sampling from each gene and the

order of segment concatenation. In recognition of these sources of uncertainty, ten

sets of the ten alignments were created by repeating the sampling and concatenation

procedure from the 103 genes.

3.5.2 Analysis

The sites of each alignment are sorted into data blocks by codon position and gene

source, so the number of data blocks is three times the number of segments composing

the concatenated alignment. Each data set is analysed by using BSDPM1 and BS-

DPM2. The concentration parameter is estimated in all analyses. The concentration

parameter is assumed to be exponentially distributed with a rate that induces prior

probability of 0.5 on the number of categories equal to 1. The rate value that satisfies

this condition varies according to the number of data blocks.

Data-specific priors are applied to parameters of the base distributions of rate

multipliers and the relative exchange rates between bases. These data-specific priors

follow those described in Section 2.3.3 for the mammal data set. Like the DPM analy-

ses on contemporaneous sequences, the rate multipliers are not normalized. Therefore

a narrow prior of Gamma(100,100) is applied to the TMRCA. The calibrated Yule pro-

cess prior (Heled & Drummond, 2012) is applied to the time tree. Species in the

order Carnivora (Canis and Felis) are chosen to form an outgroup, which is well

supported by existing literature (Novacek, 2001; Bashir, Ye, Price, & Bafna, 2005;

Prasad, Allard, & Green, 2008).

LNRC (A. J. Drummond et al., 2006) is used to model the rate heterogeneity

across lineages of the tree. To infer the posterior distribution of the tree topology

and branch lengths, the series of proposal moves used here have been described in

Section 2.3.4.

Up to the first 10% of the MCMC chain was discarded as burn-in. The convergence

and mixing are examined using Tracer (Rambaut & Drummond, 2009). Table B.1 in

Appendix B records the MCMC chain length for each analysis.
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3.5.3 Results

The estimated posterior mean, median and 95% HPD interval of K, K(Φ) and k(Γ)

are averaged across ten sets of sequence alignments for each segment count. These

average values are plotted against the segment counts in Figure 3.7, as well as the

posterior mean values of K, KΦ and KΓ of each analysis. The figure shows that K,

K(Φ) and K(Γ) increases as the number of segment increases, however, the relationship

is not linear, as the rate of increase drops with increasing number of segments. Given

a data set, the estimated K(Φ) and K(Γ) tend to be smaller than K in general. This

pattern is similar to that found in the SDPM analyses in Chapter 2 when the data

blocks are individual sites.

3.6 Simulation study

3.6.1 Data simulation

A data setD21 is randomly selected from the ten alignments consisting of 21 segments,

generated from the subsampling procedure in Section 3.5.1. Simulated data sets were

generated under the following procedure:

1. A hundred sets of substitution model partition scheme and trees are sampled

from the posterior samples produced from the analysis with BSDPM1 on D21

above.

2. For each set of partition scheme, substitution model parameters and tree, a set

of 12 sequences with 21 × 250 = 5250 sites were simulated via a CTMC along

the tree.

These one hundred simulated data sets are a sample of the posterior predictive

distribution (Bollback, 2002). A script is written (in Java) to extend the Seq-Gen

(Rambaut & Grass, 1997) implemented in the software package BEAST (A. J. Drum-

mond et al., 2012) and the sequence simulation is independent of the MCMC machin-

ery of BEAST. Steps (1) and (2) are repeated to simulate from the posterior samples

produced from the analyses with BSDPM2 on D21. The data sets simulated from the

posterior samples produced by the BSDPM1 (BSDPM2) model, are analysed with

exactly the same set up as that in the analysis with the BSDPM1 (BSDPM2) model

on D21.
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Figure 3.7: The relationship between the number of mammalian genes versus the level
of heterogeneity in the substitution process estimated using BSDPM models. The
number of segments versus the number of (a) substitution pattern and site rate pattern
categories estimated by BSDPM1, (b) substitution pattern categories estimated using
BSDPM2 and (c) site rate pattern categories estimated using BSDPM2.
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3.6.2 Results

Table 3.2 summarises the average values of the relative bias, relative error and the

relative 95% HPD interval size along with the proportion of trials having the true

value contained in the 95% interval. These statistics are defined in Section 2.5.5.1.

Both the K and K(Φ) estimates appear to be slightly underestimated, which could be

attributed to the strict prior favouring the most parsimonious model. The estimates

of K(Γ) do not show obvious bias. The relative error is reasonably small on average

(less than 20% of the true values). There is high coverage of the true value by the 95%

HPD interval (more than 90% of the simulation analyses) for parameter of category

counts. The estimates of category counts only display a moderate size of uncertainty,

where 95% HPD interval size is less than true value on average.

Table 3.2: Statistics of accuracy and precision of the estimate of the number of
categories

Model Parameter Relative Relative % inside 95% Relative 95% HPD
bias error HPD interval interval size

BSDPM1 K -0.0848 0.113 0.91 0.456

BSDPM1
K(Φ) -0.0795 0.157 0.91 0.709

K(Γ) -0.00824 0.178 0.97 0.874

In Figure 3.8 box-plots are used to illustrate the proportion of blocks with their

true nucleotide substitution model indicators contained in their 95% HPD sets and the

proportion of blocks with their true nucleotide substitution model indicators having

the highest posterior probabilities computed from each analysis. Ninety-five percent

of the BSDPM1 analyses and 95% of the BSDPM2 analyses respectively have at least

57/63 ≈ 0.905% and at least 59/63 ≈ 0.937% of the data blocks in the alignment

for which the true nucleotide model indicators are in their 95% HPD credible sets.

Ninety-five percent of the analyses with either BSDPM1 or BSDPM2 have at least

44/63 ≈ 0.698 of the data blocks favouring their true nucleotide substitution model

indicators.

Figure 3.9 summarises the proportion of data blocks with their true site rate model

indicators contained in their 95% HPD credible sets and the proportion of sites with

their true site rate model indicators having the highest posterior probabilities. Ninety-

six percent of the BSDPM1 analyses and 97% of the BSDPM2 analyses, respectively

have all data blocks recovering their true site rate model indicators in their 95%

HPD sets. For every BSDPM1 simulation analysis, more than 85% of the blocks

most favour their true site rate model indicators, whereas in 95% of the BSDPM2
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Figure 3.8: The recovery of the true nucleotide model indicator for BSDPM models.
(a) Proportion of blocks with their true nucleotide substitution model indicators in
their 95% HPD credible sets. (b) Proportion of blocks with their true nucleotide
substitution model indicators having the highest posterior probabilities.

simulation analyses, more than 85% of the blocks most favour their true site rate

model indicators.

The procedure used to examine the performance of partitioning by the DPM

models (see details in Section 2.5.5.1) is carried out to investigate the accuracy of the

partition scheme by the BSDPM models. The statistics Ξ, Ξ(Φ) defined in equation

(2.31) are computed for each analysis where applicable. Ξ(Γ) is the proportion of

the MCMC chain for which the site rate model partition scheme estimated by the

BSDPM2 models is closer to the true partition scheme than a random partition. This

statistic is also calculated according to equation (2.31). Average values of Ξ, Ξ(Φ) and

Ξ(Γ) are summarised in Table 3.3. All the average values indicate that there is very

high proportion of the posterior sample where a sampled partition scheme is closer

to the true partition scheme than a random permutation of the sample.

Table 3.3: The proportion of the MCMC chain that the partitioning estimated by the
BSDPM models are closer to the true partitioning than random permutations. The
proportions are averaged across the 100 analyses with each model

Model Parameter Average
BSDPM1 Ξ 1

BSDPM1
Ξ(Φ) 1
Ξ(Γ) 0.996
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Figure 3.9: The recovery of the true site rate model indicator for BSDPM models.
(a) Proportion of blocks with their true site rate model indicators in their 95% HPD
credible sets. (b) Proportion of blocks with their true site rate model indicators
having the highest posterior probabilities.

The averaged values of relative bias, relative error, proportion of analyses with

95% credible interval containing the true value and the relative 95% HPD interval size

for tree height in substitutions (TH) are presented in Table 3.4. The magnitude of the

relative bias and relative error is small on average. There is high percentage coverage

of the true TH value by the 95% HPD interval. The size of the 95% HPD interval

relative to the true TH value is moderate on average. Overall, there do not appear to

be obvious problems with the accuracy and the precision of the TH estimation when

the BSDPM models are used.

Table 3.4: Averaged values of statistics indicating accuracy and precision of the TH

estimates
Model Relative Relative % inside 95% Relative 95% HPD

bias error HPD interval interval size

BSDPM1 0.0138 0.0599 0.94 0.305
BSDPM2 0.0138 0.0568 0.96 0.315

3.7 Discussion

The models presented in Chapter 2 are extended to facilitate the assignment of data

blocks to categories. How sites are sorted into data blocks is not restricted except that
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they must be also form a partition of the alignment. In other words the data blocks

are mutually exclusive and the union of all the data blocks retrieves all the sites of the

alignment. If the data blocks are defined to contain more than a single site, the total

number of ways to partition the alignment is less than that with data blocks being

the individual sites and therefore the parameter space is reduced. After the reduction

of parameter space by grouping the sites into data blocks, the heterogeneity in the

substitution process can be investigated for longer data sets consisting of multiple

genes. Furthermore, exhaustive comparison of the entire partition space is still not

manually tractable despite the parameter space reduction.

Because data blocks contain multiple sites, a single assignment involves all the

sites in the data block and the clustering of sites to categories is not as precise as

assigning individuals sites to categories. Consequently, it is expected that the BSDPM

models will not in general fit the data as well as the SDPM models. However, as in

the SDPM1 analysis on the HCV-1 genomic sequences, the findings on the across-site

variation in evolutionary rates from BSDPM analyses confirms the results presented

in the study by Gray et al. (2011), revealing marked elevation in evolutionary rates

in the hyper-variable regions I, II and III. However, explaining this variation only

requires on average 13 categories for BSDPM1 and 9 categories of site rate pattern for

BSDPM2, much less than the total number of data blocks (63) and the total number

of gene-specific codon positions (10 genes × 3 codon positions = 30). Moreover the

marginal likelihood estimates of the BSDPM models are substantially larger than the

marginal likelihood estimate of a model with an unlinked GTR + Γ4 applied to each

of the 63 blocks.

In addition to site rates, the HCV-1 genomic sequences also appear to display

heterogeneity in the relative exchange rates between bases, base composition and the

rate variance across data blocks. For the across-site heterogeneity in the aspects of the

substitution process mentioned above, codon position appears to be the key discrimi-

nant factor that divides data blocks into categories. Although the results have shown

additional across-site variation within each codon position, it is less pronounced for

most aspects of the substitution process other than the evolutionary rate. However,

there is evidence suggesting that some sites within the same codon position are do

not seem to share either the same relative exchange rates between base frequencies or

base frequencies composition. More conclusive results could be obtained by adding

more sequences to increase the precision of parameter estimates.

As part of the study presented in this chapter there is a demonstration of how

BSDPM model can be used to investigate the relationship between the number of
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genes and the level of heterogeneity in the substitution process. Although the level

of heterogeneity in the substitution process increases with an increasing number of

genes, it is found that the effect of adding more genes reduces with increasing the

number of genes. This relationship was displayed in both substitution pattern as well

as site rate pattern when their partitioning was estimated separately by BSDPM2.

A simulation study was performed to explore the accuracy and precision of the

estimation of substitution model partitioning by BSDPM models. The aspects in-

vestigated included the estimation of number of categories in a partition scheme, the

model indicators of nucleotide substitution model and site rate model and the assign-

ment of data blocks to categories. The simulation study has not detected any obvious

problems.

The empirical analyses on mammalian protein-coding sequences in this chapter

confirm previous findings that genes have much less contribution to the variance of

the substitution process than codon positions (Nylander et al., 2004; Brandley et al.,

2005; C. Li et al., 2008; Powell et al., 2013). This means partitioning the alignment by

genes is less effective in terms of explaining the variation in the substitution process

across sites. Therefore partitioning by genes and codon positions will generally result

in overfitting the data. The motivation behind the BSDPM models is to overcome

the computational challenge posed by the enormous parameter space of the SDPM

models. Even though applying a Dirichlet process mixture model to sites would be

the ideal approach to investigate spatial heterogeneity in the nucleotide substitution

process, major patterns of heterogeneity can still be uncovered by applying a DPM

model to larger data blocks. The BSDPM models enable the direct estimation of

the partition scheme(s) of substitution pattern and site rate pattern while incorpo-

rating the associated uncertainty into the phylogenetic analyses of large sequences

alignments comprising multiple genetic sources in the genome.
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Chapter 4

Probabilistic inference on shifts in
the nucleotide substitution process
along an alignment

4.1 Introduction

Chapter 3 presents a method based on the DPM model that performs clustering on

blocks of sites based on the properties of their nucleotide substitution process. These

data blocks are defined a priori and often based on the biology of the sequence such as

codon positions (Shapiro et al., 2006; Ho & Lanfear, 2010) and/or genes (Yang, 1996b;

Caterino et al., 2001; Pupko et al., 2002; Nylander et al., 2004) and/or the secondary

structure of the RNA (stem versus loop region) (Springer & Douzery, 1996). Although

the results from previous chapters and previous studies have found non-negligible

variation in nucleotide substitution process among codon positions (Shapiro et al.,

2006; Ho & Lanfear, 2010), the evidence for the effect on the variation in substitution

process from genes/loci within a codon position is generally not strong enough to

grant an additional unlinked substitution model for another gene/locus (Nylander et

al., 2004; Brandley et al., 2005; C. Li et al., 2008; Powell et al., 2013). Moreover, the

appropriateness of grouping the sites a priori by the loop and stem region of RNA

has been questioned (Simon et al., 2006) due to the heterogeneity in substitution

rates found within each of the loop/stem regions (Hickson et al., 1996) and the lack

of correspondence between the rate variation and the secondary structure of the RNA

molecule (Hickson et al., 1996; Simon et al., 1996; Pagel & Meade, 2004).

For the reasons above, it might be of interest to see how the substitution process

varies along the sequence alignment in a segment-wise fashion before segmenting

the alignment into blocks. The related specific questions are “Whereabouts along
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the alignment do shifts in properties of the substitution process occur?”, “Do these

shifts correspond to the boundaries between coding regions?”, “What is the number

of these shifts along a sequence alignment?”. While mixture models presented in

preceding chapters and in the literature mentioned earlier are able to accommodate

heterogeneity by assigning individual sites or blocks of sites to nucleotide substitution

categories (Huelsenbeck & Suchard, 2007; Lanfear et al., 2012; Wu et al., 2013), they

do not provide direct answers to the questions above.

A more challenging situation occurs when there are multiple overlapping reading

frames within the same sequence data. To divide this kind of sequence alignment into

blocks, some authors have given priority to certain types of genes/coding regions over

others, for example preference for protein-coding over RNA-coding genes or paired

over unpaired regions of the RNA (Powell et al., 2013). However, the justification for

such an ad hoc approach is unclear and it does not seek evidence from the data itself.

It would be ideal if there were a probabilistic approach that was able to estimate

how the sequence alignment is segmented into blocks according to the variation in

the substitution process across sites.

There are several existing methods for inferring recombination breakpoints by

detecting shifts in substitution model parameters and tree topology along a sequence

alignment. These shifts represent possible recombination breakpoints. The methods

presented by Suchard, Weiss, Dorman, and Sinsheimer (2003) and Minin, Dorman,

Fang, and Suchard (2005) use reversible jump MCMC (Green, 1995, RJMCMC) to

infer the number and positions of the shifts in the substitution model parameters and

tree topology. The work by Suchard, Weiss, et al. (2003) assumes that the properties

of the substitution process and the tree topology share the same number of shifts and

the positions of shifts. This assumption is relaxed in the method developed Minin et

al. (2005), which allows the number and positions of shifts to be different between the

substitution process and the tree topology. An alternative approach employs hidden

Markov models (HMM; Baum & Petrie, 1966) to detect these shifts (McGuire, Wright,

& Prentice, 2000; Husmeier & Wright, 2001; Husmeier & McGuire, 2003; Siepel &

Haussler, 2004; Husmeier, 2005). Each hidden state of the Markov chain represents a

tree topology at a given site. A transition of one hidden state (topology) to another

signifies a recombination event. Due the Markovian property, the topology at the

current site only depends on the topology of immediate previous neighbouring site

(e.g. the site on the 5’-end). Kedzierska and Husmeier (2006) presents a slightly

different method but also based on HMM. This method first estimates the posterior

distribution of the topology within a window slid across the sequence alignment. For
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each window position, the topologies in the posterior are clustered and the posterior

distribution over topology clusters are calculated. The posterior distribution over

topology clusters form the emission probabilities of the HMM. The hidden states

are the homogeneous segments of the sequence alignment, where sites within each

segment are assumed to have common evolutionary history.

Here a Bayesian approach is presented that uses RJMCMC and a spike-and-slab

prior to infer the shifts in the properties of substitution process across the alignment.

The model estimates the number of categories, the assignment of sites to categories

and the values of substitution model parameters associated with each category. The

categories have spatial restrictions such that if two sites are in the same category

then all the intervening sites between them must also be in the same category. The

partition scheme estimated by this model therefore partitions the alignment into “seg-

ments”. The model is termed the substitution shift reversible jump (SSRJ) model,

and like the DPM based substitution models, it has two variants: (1) the SSRJ1 model

which assumes that the substitution pattern and site rate pattern share the same par-

tition scheme, and (2) the SSRJ2 model which allows separate partition schemes for

substitution pattern and site rate pattern. The definitions of some terminologies

in previous chapters also apply in this chapter; these are “nucleotide substitution

model”, “substitution pattern” and “site rate pattern”. Here, the term “substitution

shift” refers to changing from one substitution category to another, while a “substi-

tution category” refers to a category of substitution pattern and/or site rate pattern.

The parameters of a substitution category model the substitution process of a seg-

ment of the sequence alignment. The number of sites assigned to this substitution

category is therefore the size of this segment.

The SSRJ models are closely related to the methods presented by Suchard, Weiss,

et al. (2003) and Minin et al. (2005). One of the main differences is that the SSRJ

models only estimate the shifts in the substitution model parameters (and not in

the topology) along the nucleotide sequence alignment. Furthermore, both meth-

ods presented by Suchard, Weiss, et al. (2003) and Minin et al. (2005) assume that

all substitution model parameters have the same number of shifts and positions of

shifts. However, the SSRJ2 model allows the number and the positions of the shifts

to vary between substitution pattern and site rate pattern. In addition, for each

segment, SSRJ models can facilitate Bayesian variable selection of the parameters in

the nucleotide substitution model and the site rate model.

The methodology described in this Chapter has been implemented in the BEAST2

software framework (Bouckaert et al., 2014). The implementation includes the likeli-
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hood calculations, proposal moves and other components that facilitate the inference

on the number of shifts in the nucleotide substitution process along the sequence

alignment. The source code is available from https://github.com/jessiewu/ssrj.

4.2 Modelling the shift in the nucleotide substitu-

tion process along a sequence alignment

4.2.1 Substitution shift model

As mentioned in Section 1.2.2, the Dirichlet process mixture model is a mixture model

with an infinite number of components, but only a finite subset of components is used

to model the data. In the DPM model based methods presented in Chapters 2 and

3, the parameters of a substitution model at each site or data block are a priori

distributed according to the infinite-dimensional discrete distribution generated from

a Dirichlet process. Because the prior distribution is discrete, sampling from this prior

results in sequences of repeated values. This repeatability groups the sites together

into K categories, where there are K unique sets of parameter values. Sampling again

from the same Dirichlet process prior can result in different number of unique sets of

parameter values. Although the set of substitution model parameters is s, which is

the number of sites, there are only K unique sets of values, where K ≤ s. Therefore,

this infinite-component-mixture model bypasses the change in the dimensionality of

the posterior density during the MCMC. On the contrary, the SSRJ model described

here does change the dimensionality of the posterior density explicitly during the

MCMC simulation.

There is an easier spatial interpretation of the model. If the alignment is parti-

tioned into K categories, parameters of category k always model the kth grouping

from the left (5’-end) of the sequence alignment.

Under the SSRJ1, given that there are K substitution model categories, each

category has its unique set of BVS-GTR parameters (see Section 2.2.1) and BVS-Γ4

parameters (see Section 3.2). The likelihood is given by

Pr
(
τ ,Φ(K),Γ(K), s(K), K

∣∣D)
=

[
s∏
i=1

Pr

(
D

∣∣∣∣τ ,φ(K)

σ(s(K),i)
,γ

(K)

σ(s(K),i)
, s(K), K

)]
×[

K∏
k

Pr
(
φ

(K)
k ,γ

(K)
k

∣∣∣K)]Pr
(
s(K)

∣∣K)Pr(K) Pr(τ ), (4.1)

96



where the matrices Φ(K) and Γ(K) both have K columns with the kth column of

Φ(K) and that of Γ(K) respectively being the parameter values of BVS-GTR, φ
(K)
k ,

and those of BVS-Γ4, γ
(K)
k , in category k. The vector φ

(K)
k is the concatenation

of ρ
(K)
k , η

(K)
k and δ

(K)
k , which respectively represent the relative exchange rates,

the base frequencies and the nucleotide substitution model indicator of kth category.

The vector γ
(K)
k is the concatenation of α

(K)
k and r

(K)
k , which respectively denote the

shape parameter and site rate multiplier of the kth category. The vector s(K) records

the number of sites assigned to each category. The assignment function σ(s(K), i)

replaces the assignment vector parameter σ in the DPM model based methods in

Chapters 2 and 3. This assignment function maps the site index i to one of the K

categories according to the following

σ(s(K), i) = k iff c
(K)
k−1 < i ≤ c

(K)
k , (4.2)

where

c
(K)
k =


0 if k = 0,
k∑
j=1

s
(K)
j if 1 < k ≤ K.

(4.3)

For SSRJ2, the likelihood follows:

Pr
(
τ ,Φ(K(Φ)),Γ(K(Γ)), s(K(Φ)), s(K(Γ)), K(Φ), K(Γ)

∣∣∣D)
=

[
s∏
i=1

Pr

(
D

∣∣∣∣τ ,Φ(K(Φ))

σ(s(K
(Φ)),i)

,Γ
(K(Γ))

σ
(
s(K

(Γ)),i
), s(K(Φ)), s(K(Γ)), K(Φ), K(Γ)

)]
×K(Φ)∏

k=1

Pr
(
Φ

(K(Φ))
k

∣∣∣K(Φ)
)Pr

(
s(K(Φ))

∣∣∣K(Φ)
)

Pr
(
K(Φ)

)
×

K(Γ)∏
k=1

Pr
(
Γ

(K(Γ))
k

∣∣∣K(Γ)
)Pr

(
s(K(Γ))

∣∣∣K(Γ)
)

Pr(K(Γ)) Pr(τ ). (4.4)

The terms K(Φ) and K(Γ) are the respective number of categories for substitution

pattern and site rate pattern. The matrix Φ(K(Φ)) has K(Φ) columns, where the

kth column is the vector φ
(K(Φ))
k , containing the BVS-GTR parameters for the kth

category of the K(Φ) categories of substitution pattern. The vector φ
(K(Φ))
k is the con-

catenation of ρ
(K(Φ))
k , η

(K(Φ))
k and δ

(K(Φ))
k , which respectively represent the relative

exchange rates, the base frequencies and the nucleotide substitution model indicator

of the kth category of substitution pattern. On the other hand, the matrix Γ(K(Γ))

has K(Γ) columns, where the kth column is vector γ
(K(Γ))
k , containing the BVS-Γ4
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parameters for the kth category of the K(Γ) categories of site rate pattern. The vec-

tor γ
(K(Γ))
k is the concatenation of α

(K(Γ))
k and r

(K(Γ))
k , which respectively denote the

shape parameter and site rate multiplier of the kth category of site rate pattern. The

vector s(K(Φ)) contains the number of sites in each category of substitution pattern,

and similarly s(K(Γ)) holds the number of sites assigned to each category of site rate

pattern. The same assignment function in equation (4.2) maps the sites to the sub-

stitution pattern category according to s(K(Φ)) and to the site rate pattern category

according to s(K(Γ)).

4.2.2 Prior

4.2.2.1 Prior on K

A Poisson distribution is applied to K−1, which is the number of shifts in substitution

process. Two prior specifications on K − 1 are explored. The first fixes the mean

parameter λ of the Poisson distribution to `n(2). The second allows λ to be estimated

and to have an exponential distribution prior with rate of 1.0. Both specifications

induce a marginal prior probability 0.5 for K−1 = 0. If the second prior specification

is used then the model is termed SSRJ1 + λ.

Similarly, λ(Φ) and λ(Γ) denote the mean parameter of the Poisson prior on K(Φ)

and K(Γ) respectively. If the second Poisson prior specification is used on K(Φ) and

K(Γ) of SSRJ2 then the substitution model is termed SSRJ2 + λ(Φ) + λ(Γ).

4.2.2.2 Prior on the segment sizes given the number of categories

Given there are K categories and s sites, the number of possible partition schemes

to generate contiguous segments is
(
s−1
K−1

)
, which is also known as the star-and-bar

problem (Feller, 2008). In SSRJ1, a discrete uniform prior is applied over all possible

partition schemes and hence the probability for category sizes is

P
(
s(K)

∣∣K) =
1(
s−1
K−1

) . (4.5)

If we apply a lower bound, nL, to the number of sites assigned to a category, and the

prior remains uniform over all partitions that satisfy the lower bound condition, then

the prior distribution on the permitted partition scheme is

PnL
(
s(K)

∣∣K) =
1(

s−K(nL−1)
K−1

) , (4.6)

because only s−K(nL− 1) sites are now available for the star-and-bar problem. The

same prior specification is applied over s(K(Φ)) and s(K(Γ)).
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4.2.2.3 Prior on the substitution model parameters

Given the number of categories, the prior distributions over the parameters of BVS-

GTR and BVS-Γ4 are the same as the base distributions of the DPM model based

methods (in Chapters 2 and 3) and have the same hierarchical construction (see

Sections 2.2.5 and 3.3.4). Using relative exchange rate as a concrete example, if

SSRJ1 is used and given the number of categories is K, the prior density on the

relative exchange rate of some category k is given by ρ
(K)
k ∼ Gρ

0, where Gρ
0 is specified

in equation (2.23).

4.2.3 Reversible jump Markov chain Monte Carlo

Reversible jump Markov chain Monte Carlo (Green, 1995, RJMCMC) is a generali-

sation of the MCMC described in Section 1.1.1. The following sections explain the

state space of RJMCMC, and how it is applied to the situation when the dimension-

ality is fixed. This is followed by the explanation of how it can be applied to the

trans-dimensional scenario.

4.2.3.1 Defining the state space

A hypothetical model M1 contains the parameter vector θ(M1), which has the state

space XM1 , such that θ1 ∈ XM1 ⊂ Rd(M1) where d(M1) is the dimension of the

vector θ1. The posterior density IP
(
θ(M1)

∣∣D,M1

)
can be simulated by using the

MCMC procedure described in Section 1.1.1, which is also used in Chapters 2 and 3.

RJMCMC (Green, 1995) is a more generalised MCMC that facilitates across-model

simulation (sensu Hastie & Green, 2012). Let M be a finite or countable set of

models and let the model indicator m ∈M. Each model m has a set of parameters

θ(m) with state space Xm, where Xm ⊂ Rd(m) and d(m) is the dimension of θ(m).

The across-model state space X traversed by reversible jump MCMC is

X =
⋃
m∈M

X ′m where X ′m = {m} × Xm. (4.7)

In this state space, the elements have the form z =
(
m,θ(m)

)
, where m indicates the

space Xm in which the point is located, and θm is the position in this space. The

subspaces, X ′m, are disjoint due to having the indicator m as the first component in

every element. Each element z ∈ X belongs to exactly one of the subspaces X ′m.
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4.2.3.2 Reversible Jump MCMC with constant dimensionality

This section describes how reversible jump MCMC can be applied to the situation

where the dimensionality does not change during the MCMC. Here, only reversible

Markov chains are considered, which requires the satisfaction of the detailed balance

condition, that is

π(θ̃)T
(
θ̃, θ′

)
= π(θ′)T

(
θ′, θ̃

)
, (4.8)

for two states θ̃ and θ′. π(·) represents the target distribution or the invariant proba-

bilities of the Markov chain, which is the posterior distribution in the case of Bayesian

inference. T
(
θ̃, θ′

)
is the transition probability from state θ̃ to state θ′, whereas

T
(
θ′, θ̃

)
is the transition probability of the reverse move.

To construct a reversible jump MCMC with constant dimensionality, the Metropolis-

Hastings algorithm can still be employed. In a Bayesian framework, the parameters

estimated are treated as random variables. The value of a parameter at a certain

step of the MCMC is just one possible value that the parameter can take. The tilde

symbol ∼ is used to differentiate the values at the current step from the parame-

ter vector estimated. The current value of a model parameter vector θ is θ̃, and

an r-dimensional vector u is generated from a known density g. A proposed vector

of values of the parameter vector θ′ is constructed by a pre-defined deterministic

function (θ′,u′) = h(θ̃,u). The r-dimensional random vector u′ is drawn from the

density g′, that is needed for the reverse proposal from θ′ to θ̃ operated by the inverse

function h−1 of h. The detailed balance of this Markov chain is given by

∫
(θ̃,θ′)∈A×B

π
(
θ̃
)
g (u) pa

(
θ̃,θ′

)
dθ̃du

=

∫
(θ̃,θ′)∈A×B

π (θ′) g′ (u′) pa

(
θ′, θ̃

)
dθ′du′, (4.9)

where pa (a, b) is the acceptance probability of the move from state a to state b. The

acceptance probability that satisfies the detailed balance condition above is

pa

(
θ̃,θ′

)
= min

1,
π (θ′) g′ (u′)

π
(
θ̃
)
g (u)

∣∣∣∣∣∣∂ (θ′,u′)

∂
(
θ̃,u

)
∣∣∣∣∣∣
 . (4.10)

The expression

∣∣∣∣∂(θ′,u′)

∂(θ̃,u)

∣∣∣∣ is the absolute value of the determinant of the Jacobian

matrix for the transformation h from
(
θ̃,u

)
to (θ′,u′). In this thesis, any expression
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of the form
∣∣∣∂(·,·)
∂(·,·)

∣∣∣ represents the absolute value of the Jacobian determinant of a

transformation. This expression is also termed the Jacobian for short (Green, 1995;

Hastie & Green, 2012). Therefore, constructing an MCMC using such a method

requires the transformation from
(
θ̃,u

)
to (θ′,u′) to be a diffeomorphism, that is,

h is a bijection and differentiable, and so is its inverse h−1.

4.2.3.3 Applying Reversible Jump MCMC to varying dimensionality

The construction described by equation (4.10) can be used to traverse the across-

model space X defined in equation (4.7) to sample from the target distribution

Pr(m,θ(m)|D) if the transformation from (z̃,u) to (z′,u′) is still a diffeomorphism.

Here, the proposal involves moving z̃ =
(
m̃, θ̃(m)

)
to z′ =

(
m′,θ′(m

′)
)

.

In the trans-dimensional case, vectors z̃ and z′ have n and n′ dimensions respec-

tively and n 6= n′. The dimensions of u and u′ are v and v′ where v 6= v′. The trans-

formation function h for moving from (z̃,u) to (z′,u′) is now h : Rn×Rv → Rn′×Rv′ .

The inverse transformation function h−1 for moving from (z′,u′) back to (z̃,u) be-

comes h−1 : Rn′ × Rv′ → Rn × Rv. Dimension-matching is required, in other words

n+v = n′+v′. This is to ensure that h and h−1 are differentiable and hence maintain

the diffeomorphism. The acceptance probability of the tran-sdimensional case has

the form

pa (z̃, z′) = min

1,
P (z′|D)Ph−1 (z′) g′(u′)

P (z|D)Ph (z̃) g(u)

∣∣∣∣∣∣
∂
(
θ′(m

′),u′
)

∂
(
θ̃(m̃),u

)
∣∣∣∣∣∣
 , (4.11)

where Ph (z̃) is the probability of the proposal move that uses the transformation

function h given the current values z̃. On the other hand, Ph−1 (z′) is the probability

of choosing the reverse proposal which uses h−1, where the proposed values by h are

z′. One of v and v′ is often set to zero in this construction (Green, 1995; Hastie &

Green, 2012). For example, setting v′ = 0 simplifies the acceptance probability which

follows

pa (z̃, z′) = min

1,
P (z′|D)Ph−1 (z′)

P (z̃|D)Ph (z̃) g(u)

∣∣∣∣∣∣
∂
(
θ′(m

′)
)

∂
(
θ̃(m̃),u

)
∣∣∣∣∣∣
 . (4.12)

4.2.4 Bayesian inference of alignment partitioning via re-
versible jump Markov chain Monte Carlo

The following sections present the proposal moves used to construct a RJMCMC to

sample the partition scheme that partitions the sequence alignment into segments.
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4.2.4.1 Split-merge proposal

The split-merge proposal, based on an example presented in Green (1995), is used to

traverse the across-model space. Given there are currently K̃ categories, the proba-

bility of performing a split step is

q(K̃ + 1|K̃) =


1 if K̃ = 1

0.5 if 1 < K̃ < s

0 if K̃ = s.

(4.13)

The probability of performing a merge step is

q(K̃ − 1|K̃) =


0 if K̃ = 1

0.5 if 1 < K̃ < s

1 if K̃ = s.

(4.14)

To complete the definition of the conditional probability distribution, q
(
K̃ + a

∣∣∣K̃) =

0.0 if a > 1 or a < −1.

A category is only selected for splitting if it has more than one site assigned to

it. Given there are K̃ categories, the number of sites assigned to category k at the

current step is s̃
(K̃)
k and the indices of the sites currently assigned to k are

S(K̃)
k =

{
c̃

(K)
k−1 + 1, c̃

(K̃)
k−1 + 2, ..., c̃

(K̃)
k−1 + s̃

(K̃)
k

}
, (4.15)

and c̃
(K̃)
k−1 follows the definition in equation (4.3). Let S(K̃)

k,−1 denote the set of sites in

category k without the first site so the current size of that set is s̃
(K̃)
j − 1. A category

k is randomly selected for splitting with the probability

Pr
(
k
∣∣∣K̃ → K̃ + 1

)
=

s̃
(K̃)
k − 1∑K̃

j=1

(
s̃

(K̃)
j − 1

) . (4.16)

According to equation (4.16), categories with only a single site are chosen with a

probability of zero for splitting. The probability of splitting category k is the product

of equations (4.13) and (4.16).

If category k is selected, a site in that category is selected randomly and uniformly

with probability

us ∼ Discrete-Uniform(c̃
(K)
k−1 + 2, c̃

(K̃)
k−1 + s̃

(K̃)
k ), (4.17)

where us is the index of the selected site within category k. In other words, if the

selected site is the ith site of the sequence alignment (counting from the left) then

us = i.
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Category k is then split into two categories k and k + 1. The new category k

contains sites S ′(K̃+1)
k =

{
c̃

(K̃)
k−1 + 1, c̃

(K̃)
k−1 + 2, ..., us − 1

}
, whereas the new category

k + 1 has sites S ′(K̃+1)
k+1 =

{
us, us + 1, ..., c̃

(K̃)
k

}
.

The categories labelled k + 1, k + 2, ..., K̃ prior to the split are now re-labelled as

k + 2, k + 3, ..., K̃ + 1, with the assignments of sites in those categories adjusted to

the corresponding updated label. The proposal site assignment can be represented as

the proposal for category size vector s′(K̃+1), which involves the transformation(
s
′(K̃+1)
k , s

′(K̃+1)
k+1

)
= h(s)

s

(
s̃

(K̃)
k , us(K)

)
=
(
us(K) − c̃(K̃)

k−1 − 1, c̃
(K̃)
k−1 + s̃

(K̃)
k − us(K) + 1

)
. (4.18)

The Jacobian of this transformation is

∣∣J (s)
s

∣∣ =

∣∣∣∣∣∣
∂
(
s
′(K̃+1)
k , s

′(K̃+1)
k+1

)
∂
(
s̃

(K̃)
k , us(K)

)
∣∣∣∣∣∣ = 1. (4.19)

Note that c̃
(K̃)
k−1 is a constant since the assignment does not change for categories 1 to

k − 1 at the current state. New sets of substitution parameter values are proposed

for the new k and k + 1 categories.

The merge step combines two adjacent categories together. Given there are cur-

rently K̃ categories, two adjacent categories k and k+ 1 are randomly and uniformly

selected with probability

Pr
(
k|K̃ → K̃ − 1

)
=

1

K̃ − 1
. (4.20)

The probability of merging categories k and k+ 1 is the product of (4.14) and (4.20).

All the sites in k + 1 are assigned to k. The former categories k + 2, k + 3, ..., K̃ are

re-labelled as k + 1, k + 2, ..., K̃ − 1, with the assignments of sites in those categories

adjusted to the corresponding updated label. A new set of substitution parameter

values is then proposed for the combined category k.

The merge transformation on the category sizes is given by(
s
′(K̃−1)
k , u′s(K)

)
= h(m)

s

(
s̃

(K̃)
k , s̃

(K̃)
k+1

)
=
(
s̃

(K̃)
k + s̃

(K̃)
k+1, c̃

(K̃)
k−1 + s̃

(K̃)
k + 1

)
, (4.21)

which reverses the mapping by equation (4.18) and the Jacobian of this transformation

is ∣∣∣J (m)

s(K)

∣∣∣ =

∣∣∣∣∣∣
∂
(
s
′(K̃−1)
k , u′

s(K)

)
∂
(
s̃

(K̃)
k , s̃

(K̃)
k+1

)
∣∣∣∣∣∣ = 1. (4.22)
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When using the SSRJ2 or SSRJ2 + λ(Φ) + λ(Γ) models, the transformations h
(s)
s

(equation (4.18)) and h
(m)
s (equation (4.21)) are also used to sample s(K(Φ)) and

s(K(Γ)) separately.

Aside from sampling the number of categories and the sizes of categories, the

split and merge move also requires the proposal of values for the parameters of BVS-

GTR and BVS-Γ4. The descriptions below explain how these values are proposed

in a split or merge step. If generating the proposal for parameter x requires the

density gx to generate the random value of ux, gx could be dependent on the value of

parameter x at the current step (Green, 1995), or a hyperparameter of the prior on x,

where the hyperparameter is also estimated (Richardson & Green, 1997). Therefore

many of the gx densities described below are centred on the current value and the

variance/dispersion parameter of gx is set to the variance/dispersion parameter of the

prior density on x, which is also estimated. The variance/dispersion parameter of the

prior density on x indicates the variation of x across categories, hence, it provides a

sensible indication of how close/far from the current value the proposed value should

be.

Infinitesimal rates To perform a split-move, a five-dimensional vector uρ is sam-

pled from a Multivariate-normal(µuρ ,Σuρ) distribution. The mean vector µuρ is a

zero vector with five elements. The variance-covariance matrix Σuρ is set to the

variance-covariance matrix Σ of the Multivariate-normal prior on relative exchange

rates across the categories ρ
(K)
k (see Sections 4.2.2.3 and 2.2.5 for details).

The proposed values of the new categories k and k + 1 are created by the trans-

formation function(
ρ′

(K̃+1)
k ,ρ′

(K̃+1)
k+1

)
= h

(split)
(ρ)

(
ρ̃

(K̃)
k ,uρ

)
=
(
ρ̃

(K̃)
k + uρ, ρ̃

(K̃)
k − uρ

)
. (4.23)

The Jacobian matrix of this proposal Js,ρ is a 10 × 10 block diagonal matrix of the

form 
Js,ρ1 0 · · · 0

0 Js,ρ2 · · · 0
...

...
. . .

...
0 · · · 0 Js,ρ5

 , (4.24)

and therefore the absolute value of the Jacobian determinant is |Js,ρ| =
∏5

i=1 |Js,ρi | =
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32, as each

|Js,ρi | =

∣∣∣∣∣∣
∂
(
ρ′

(K̃+1)
k,i , ρ′

(K̃+1)
k+1,i

)
∂
(
ρ̃

(K̃)
k,i , uρi

)
∣∣∣∣∣∣ =

∣∣∣∣det

(
1 1
1 −1

)∣∣∣∣ = 2. (4.25)

The proposed value of ρ′
(K̃−1)
k for category k after merging k and k + 1 is

(
ρ′

(K̃−1)
k ,u′ρ

)
= h(merge)

ρ

(
ρ̃

(K̃)
k , ρ̃

(K̃)
k+1

)
=

(
ρ̃

(K̃)
k + ρ̃

(K̃)
k+1

2
,
ρ̃

(K̃)
k − ρ̃(K̃)

k+1

2

)
, (4.26)

and the Jacobian for this part of the merge proposal is |Jm,ρ| =
∏5

i=1 |Jm,ρi | = 1
32

,

where each

|Jm,ρi | =

∣∣∣∣∣∣
∂
(
ρ′

(K̃−1)
k,i , u′ρi

)
∂
(
ρ̃

(K̃)
k,i , ρ̃

(K̃)
k+1,i

)
∣∣∣∣∣∣ =

∣∣∣∣det

(
0.5 0.5
0.5 −0.5

)∣∣∣∣ =
1

2
. (4.27)

Model indicators and base frequencies The transformations for split and merge

proposals for the binary indicator of the site rate model, the binary indicator vector of

the nucleotide substitution model and the nucleotide base frequencies are essentially

the same. The transformation of a split is simply an identity function and hence the

transformation of the merge move is also an identity function, since the inverse of

the identity function is itself. However, because the distributions used to generate

random values are quite different for different parameters, their proposal moves are

explained separately below for clarity.

Binary indicator In a split move, the following transformation is used to pro-

pose new values for the binary indicator of site rate model selection:(
ι′

(K̃+1)
k , ι′

(K̃+1)
k+1

)
= h

(split)
(ι)

(
ι̃
(K̃)
k , uι

)
=
(
ι̃
(K̃)
k , uι

)
, (4.28)

where uι ∼ Bernoulli
(
pu(Γ)

∣∣∣ι(K̃)
k

)
. The term pu(Γ)

|ι(K̃) is the probability of sampling

an indicator value (1) representing the discretised gamma site rate model with 4

categories (Γ4 model) given the current value of ι
(K)
k ,

pu(Γ)
|ι(K̃)
k =

{
0.75 if ι

(K̃)
k = 1

0.25 if ι
(K̃)
k = 0.
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This formulation has a higher probability of proposing the same site rate model in-

dicator as that of the category to be split. Proposing a different indicator could

potentially result in a large change in the likelihood, which could lead to a low ac-

ceptance probability, and therefore such proposals should not be made too often.

Moreover, in a merge move, the same transformation is used to propose new values

for the binary indicator of site rate model selection:(
ι′

(K̃−1)
k , u′ι

)
= h

(merge)
(ι)

(
ι̃
(K̃)
k , ι̃

(K̃)
k+1

)
=
(
ι̃
(K̃)
k , ι̃

(K̃)
k+1

)
, (4.29)

Jacobians for the split and merge steps are |Js,ι| = |Jm,ι| = 1.

Binary vector indicator When splitting category k, the proposed model indi-

cators of nucleotide substitution for categories k and k + 1 follow the transformation(
δ′

(K̃+1)
k , δ′

(K̃+1)
k+1

)
= h

(split)
δ

(
δ̃

(K̃)
k ,uδ

)
=
(
δ̃

(K̃)
k ,uδ

)
, (4.30)

where uδ ∼ Categorical (puδ) with puδ =
(
pu(K80)

, pu(F81)
, pu(HKY85)

, pu(TN93)
, pu(GTR)

)
.

The term pu(x)
is the probability of sampling the binary vector δx. The value of puδ

depends on the δ̃
(K̃)
k , which is summarised in Table 4.1. Again, greater weight is

placed on proposing the current model indicator of category k to avoid a potentially

large decrease in the likelihood.

Table 4.1: Proposal distribution of indicator values of a given nucleotide substitution
model

δ̃
(K̃)
k puδ

K80 (0.5, 0.1, 0.25, 0.1, 0.05)
F81 (0.1, 0.5, 0.25, 0.1, 0.05)

HKY85 (0.1, 0.1, 0.5, 0.25, 0.05)
TN93 (0.05, 0.05, 0.2, 0.5, 0.2)
GTR (0.05, 0.05, 0.1, 0.3, 0.5)

When merging the categories k and k + 1, the proposed model indicator of nu-

cleotide substitution for the resulting merged category k is(
δ′

(K̃−1)
k ,u′δ

)
= h

(merge)
δ

(
δ̃K̃k , δ̃

K̃
k+1

)
=
(
δ̃K̃k , δ̃

K̃
k+1

)
. (4.31)

Absolute value of the Jacobian determinant for the split step |Js,δ| and that for the

merge step |Jm,δ| are both 1.

106



Nucleotide base frequency parameter For a split move, the transformation

required to obtain the proposal values for base frequencies is formulated as(
η′

(K̃+1)
k ,η′

(K̃+1)
k+1

)
= h(split)

η

(
η̃

(K̃)
k ,uη

)
=
(
η̃

(K̃)
k ,uη

)
,

uη ∼ Dirichlet
(
ξuη × η̃k

)
. (4.32)

The distribution for generating uη is centred at the current value of ηk. The term ξuη

is the dispersion parameter, and takes the value of the dispersion parameter ξ of the

Dirichlet prior on the base frequencies (see Sections 2.2.5 and 4.2.2.3 for details).

For the proposal of a merge move, the formulation is the same and given by(
η′

(K̃−1)
k ,u′η

)
= h(merge)

η

(
η̃

(K̃)
k , η̃

(K̃)
k+1

)
=
(
η̃

(K̃)
k , η̃

(K̃)
k+1

)
. (4.33)

Absolute value of the Jacobian determinant for the split step |Js,η| and that for the

merge step |Jm,η| are both 1.

Site rate multiplier and shape parameter Both the overall site rate multiplier

and the shape parameter have a lower bound of 0, therefore the new values are

proposed in natural logarithm space.

A value ur is sampled from a Normal(µur , σ
2
ur) distribution, where µur = 0 and

σ2
ur takes the value of σ2

r which is the variance parameter of the lognormal prior Gr
0

on the rate multipliers, where the σ2
r is estimated (see Sections 2.2.5 and 4.2.2.3 for

details). The values (r′k, r
′
k+1) are generated by the following transformation:(

r′
(K̃+1)
k , r′

(K̃+1)
k+1

)
= h(split)

r (r̃k, ur) =
(
r̃

(K̃)
k eur , r̃

(K̃)
k e−ur

)
. (4.34)

The absolute value of the Jacobian determinant of h
(split)
r is

|Js,r| =

∣∣∣∣∣∣
∂
(
r′

(K̃+1)
k , r′

(K̃+1)
k+1

)
∂
(
r̃

(K̃)
k , urk

)
∣∣∣∣∣∣ =

∣∣∣∣∣det

(
eur r̃

(K̃)
k eur

e−ur r̃
(K̃)
k e−ur

)∣∣∣∣∣ = 2rk. (4.35)

In a merge move, the proposed site rate multiplier for the merged category is

obtained from the back-transformation of h
(split)
r and it follows

(r′
(K̃−1)
k , u′r) = h(merge)

r

(
r̃

(K̃)
k , r̃

(K̃)
k+1

)
=

√r̃
(K̃)
k r̃

(K̃)
k+1, `n

√√√√ r̃
(K̃)
k

r̃
(K̃)
k+1

 . (4.36)

The absolute value of the Jacobian determinant of h
(merge)
r is

|Jm,r| =

∣∣∣∣∣∣
∂
(
r′

(K̃−1)
k , u′r

)
∂
(
r̃

(K̃)
k , r̃

(K̃)
k+1

)
∣∣∣∣∣∣ =

∣∣∣∣∣∣∣det

 1
2

√
r̃
(K̃)
k+1

r̃
(K̃)
k

1
2

√
r̃
(K̃)
k

r̃
(K̃)
k+1

1

2r̃
(K̃)
k

−1

2r̃
(K̃)
k+1


∣∣∣∣∣∣∣ =

1

2
√
r̃kr̃k+1

. (4.37)
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The same proposal moves above are used for proposing new values of the shape

parameter of BVS-Γ4. The density guα is also a normal distribution with mean pa-

rameter µuα = 0. However, because the prior distribution on the shape parameter is

not a lognormal, the density guα does directly borrow the variance parameter from

the prior density in this case. The variance parameter σ2
uα of guα is fixed to some

value.

Overall Hastings ratio Because the transformation functions and the random

values drawn for the transformations are independent across the substitution model

parameters, the Jacobian matrix of the entire model parameter vector proposal is a

diagonal block matrix, where the diagonals are the Jacobian matrices of each of the

independently proposed parameters (e.g. rate multiplier) or parameter vectors (e.g.

base frequencies) mentioned above. The absolute value of the Jacobian determinant

of the entire model parameter vector proposal is the product of the absolute values

of the determinants of Jacobian matrices on the diagonal.

Under the SSRJ1 model, the overall absolute value of the Jacobian determinant

of a split move is

|J(split)| = |Js,s||Js,ρ||Js,δ||Js,η||Js,α||Js,ι||Js,r|, (4.38)

and similarly for the merge move, the absolute value of the Jacobian determinant

follows

|J(merge)| = |Jm,s||Jm,ρ||Jm,δ||Jm,η||Jm,α||Jm,ι||Jm,r|. (4.39)

The Hastings ratio of the split-step is

Pr(K̃|K̃ + 1) Pr(merging categories k and k + 1|K̃ + 1)

Pr(K̃ + 1|K̃) Pr(splitting category k|K̃)g(us,uρ,uη,uδ, uα, uι, ur)
|J(split)|, (4.40)

where

g(us,uρ,uη,uδ, uα, uι, ur) = gs(us)gρ(uρ)gη(uη)gδ(uδ)gα(uα)gι(uι)gr(ur). (4.41)

The term g· represents the density function for drawing a random value required

to generate the proposal of parameter or parameter vector · in a split move. The

Hastings ratio of the merge move has the inverse form

Pr(K̃|K̃ − 1) Pr(splitting category k|K̃ − 1)g(u′s,u
′
ρ,u
′
η,u
′
δ, u

′
α, u

′
ι, u
′
r)

Pr(K̃ − 1|K̃) Pr
(

merging categories k and k + 1|K̃
) |J(merge)|.

(4.42)
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The partition schemes of the substitution pattern and the site rate pattern are

modelled separately under the SSRJ2 model. Table 4.2 presents the Hastings ratios

for split and merge moves on the substitution pattern and those on the site rate

pattern.

Table 4.2: The Hastings ratios for split and merge move when using a SSRJ2 model
Substitution pattern

Pr(K̃(Φ)|K̃(Φ) + 1) Pr(merge categories k and k + 1|K̃(Φ) + 1)

Pr(K̃(Φ) + 1|K̃(Φ)) Pr(split category k|K̃(Φ))g(Φ)(us(Φ) ,uρ,uη,uδ)

∣∣∣J (Φ)
(split)

∣∣∣Split

Pr(K̃(Φ)|K̃(Φ) − 1) Pr(split category k|K̃(Φ) − 1)g(Φ)(u′
s(Φ) ,u

′
ρ,u
′
η,u
′
δ)

Pr(K̃(Φ) − 1|K̃(Φ)) Pr(merge categories k and k + 1|K̃(Φ))

∣∣∣J (Φ)
(merge)

∣∣∣Merge

Site rate pattern

Pr(K̃(Γ)|K̃(Γ) + 1) Pr(merge categories k and k + 1|K̃(Γ) + 1)

Pr(K(Γ) + 1|K̃(Γ)) Pr(split category k|K̃(Γ))g(Γ)(us(Γ) , uα, uι, ur)

∣∣∣J (Γ)
(split)

∣∣∣Split

Pr(K̃(Γ)|K̃(Γ) − 1) Pr(split category k|K̃(Γ) − 1)g(Γ)
(
u′
s(Γ) , u

′
α, u

′
ι, u
′
r

)
Pr(K̃ − 1|K̃(Γ)) Pr(merge categories k and k + 1|K̃(Γ))

∣∣∣J (Γ)
(merge)

∣∣∣Merge

In Table 4.2, the densities g(Φ) and g(Γ) are defined as:

g(Φ)(us(Φ) ,uρ,uη,uδ) = gs(us(Φ))gρ(uρ)gη(uη)gδ(uδ),

g(Γ)(us(Γ) , uα, uι, ur) = gs(us(Γ))gα(uα)gι(uι)gr(ur),

while the definitions of g(Φ)(u′
s(Φ) ,u

′
ρ,u
′
η,u
′
δ) and g(Γ)(u′

s(Γ) , u
′
α, u

′
ι, u
′
r) follow simi-

larly. The absolute values of the Jacobian determinants are given by∣∣∣J (Φ)
(split)

∣∣∣ = |Js,s(Φ) ||Js,ρ||Js,η||Js,δ|,∣∣∣J (Φ)
(merge)

∣∣∣ = |Jm,s(Φ) ||Jm,ρ||Jm,δ||Jm,η|,∣∣∣J (Γ)
(split)

∣∣∣ = |Js,s(Γ) ||Js,α||Js,ι||Js,r|,∣∣∣J (Γ)
(merge)

∣∣∣ = |Jm,s(Γ)||Jm,α||Jm,ι||Jm,r|.
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4.2.4.2 Change group sizes

The following explains how the sizes of the categories are updated under the SSRJ1

model scenario. Given there are K̃ categories at the current step, two adjacent

categories k and k + 1 are randomly selected with equal probability of

Psize(k, k + 1) =
1

K̃ − 1
, (4.43)

with k ∈
{

1, ..., K̃ − 1
}

. The current number of sites assigned to categories k and

k + 1 are denoted as s̃
(K̃)
k and s̃

(K̃)
k+1. An integer value, w, is drawn with uniform

probability distribution over set {−W,−W + 1, ...,−1, 1, ...,W}. The transformation

required for the move from (s̃
(K̃)
k , s

(K̃)
k+1) to (s

′(K̃)
k , s

′(K̃)
k+1 ) follows

(s
′(K̃)
k , s

′(K̃)
k+1 , w

′) = h(size)(s
(K̃)
k , s

(K̃)
k+1, w) = (s̃

(K̃)
k + w, s̃

(K̃)
k+1 − w,−w). (4.44)

The value of w′ that yields the inverse transformation is −w. Hence the absolute

value of the Jacobian determinant of this proposal is

|Jsize| =

∣∣∣∣∣∣det

 1 0 1
0 1 −1
0 0 −1

∣∣∣∣∣∣ = 1. (4.45)

The Hastings ratio of this proposal move is 1
K̃−1

, which is the product of equations

(4.43) and (4.45). If either s′
(K̃)
k or s′

(K̃)
k+1 is negative then it results in a prior probability

of 0 according to equation (4.6) and the proposal values are rejected.

For the SSRJ2 model, the sizes of the categories of substitution pattern and those

of categories of site rate pattern can also be updated separately using the same pro-

posal move.

4.3 Empirical analyses

4.3.1 Primate

4.3.1.1 Data and analysis

The primate data set (Hayasaka, Gojobori, & Horai, 1988) consists of 12 contem-

poraneous mitochondrial sequences and 898 sites. The first 457 bases are the last

part of the ND4 gene, with the first base in the third codon position. The last 239

bases (660-898) code for the beginning of the ND5 protein. The intervening 202 sites

between ND4 and ND5 are three tRNA genes: tRNA-His (459 - 528), tRNA-Ser (529

- 589) and tRNA-Leu (590 - 659).
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Prior analysis on this data set (not shown here) produced small estimates of the

standard deviation parameter (posterior mean ≈ 0.1) for the lognomal-relaxed clock

model. This suggests that the rates across branches do not depart from the molecular

clock. Therefore, the evolution of the primate sequences are assumed to be clock-like

for the analyses performed in this chapter. The sequence of divergence times on the

phylogenetic tree has a Yule prior conditioned on a single node calibration (Heled

& Drummond, 2012). The time of the most recent common ancestor of human and

chimpanzee has a lognormal prior with mean of 1.97 and standard deviation of 0.175

in log-space, which covers the range of estimates in a recent study on the divergence

times of primates (Wilkinson et al., 2011). The 2.5% and 97.5% quantiles of this

prior density are 5.09 and 10.10 respectively.

The parameters µ and Σ of the Multivariate normal prior G
(φ)
0 on the relative

exchange rates (ρ
(K)
k ) have the same informative priors constructed from the mammal

data sets (see Section 2.3.3 for details).

Since rate variation is accommodated within each category by BVS-Γ4, a lower

bound of 10 sites is imposed on the category/segment size to avoid a large number of

very small categories.

4.3.1.2 Results

The term Ê [K] represents the estimated posterior mean number of substitution cat-

egories estimated by SSRJ1 or SSRJ1 + λ. The estimated posterior mean number of

substitution pattern is denoted as Ê
[
K(Φ)

]
and that of site rate pattern as Ê

[
K(Γ)

]
if SSRJ2 or SSRJ2 + λ(Φ) + λ(Γ) is used.

Values of Ê [K], Ê
[
K(Φ)

]
and Ê

[
K(Γ)

]
are presented in Table 4.3, which shows

that Ê [K] increases by 60% and Ê
[
K(Φ)

]
increases by 50% if the mean of the Poisson

prior on the number of categories is estimated. Even though the prior probability of

K = 1 or K(Φ) = 1 is 0.5, having a fatter tail in the prior distribution has apparent

influence on the posterior. On the contrary, the inflation effect of estimating the

Poisson mean is less pronounced for K(Γ). Therefore, substitution pattern is likely to

have contributed to the increase observed in the K estimate when the Poisson mean

is estimated.

The estimated positions of the shifts between substitution categories produced

from each analysis are presented in Figure 4.1. For comparison, the gene positions

and positions of the invariant sites are also presented in the top two plots of the same

figure.
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Table 4.3: The posterior mean and 95% credible interval of the number of cate-
gories/segments estimated from the 12 taxa primate data set

Estimate Poisson mean K K(Φ) K(Γ)

No 3.8 [3,6] 1.7 [1,4] 3.2 [3,4]
Yes 6.1 [3,10] 2.6 [1,7] 3.8 [3,6]

In plots marked with shift positions, the darker regions suggest stronger posterior

support for the occurrence of substitution shift in that region. It shows that SSRJ

models seem to have recovered the gene boundaries. When using SSRJ1, there are

strong marks around the boundaries between ND4 and tRNA-His, between tRNA-

Ser and tRNA-Leu, and between tRNA-Leu and ND5. By inspection, the region of

the tRNA-Leu gene has a high proportion (80.0%) of constant sites compared to the

region of the tRNA-His gene and tRNA-Ser gene. Similarly, within the partial ND5

region, from sites 830 to 898, there seems to be higher proportion of invariant sites

(37.7%) than in the part of the gene prior to site 830 (24.6%). Therefore the boundary

estimates around the boundaries of tRNA-Leu and site 830, could be reflecting the

variation in the proportion of invariant sites across the alignment.

The SSRJ1+λ model also identifies the boundary between tRNA-Ser and tRNA-

Leu, and that between tRNA-Leu and ND5. However, it appears to have greater

uncertainty for the boundary between ND4 and tRNA-His as shading has greater

spread around that point. The SSRJ2 and the SSRJ2 + λ(Φ) + λ(Γ) models both

indicate that there are shifts in the substitution pattern, with the SSRJ2+λ(Φ)+λ(Γ)

exhibiting greater uncertainty in these estimates. In addition, results from SSRJ2

and the SSRJ2+λ(Φ)+λ(Γ) models display strong signals of shifts in site rate pattern

around the boundaries tRNA-Leu gene. However, the evidence for a shift in site rate

pattern between the ND4 and tRNA-His genes is much weaker than the evidence for

a shift in the substitution pattern.

To investigate whether these substitution shifts also involve changing the nu-

cleotide substitution model, Figure 4.2 presents the site-specific posterior probabilities

of nucleotide substitution model (indicator) and site rate model (indicator) obtained

from each analysis. The posterior probabilities of the nucleotide substitution model

and the site rate model do not display much variability across sites.

As shown in Table 4.3, the 95% HPD intervals of K(Φ) do not exclude the value 1

for the analysis with SSRJ2 and analysis with SSRJ2 + λ(Φ) + λ(Γ). The Bayes factor

of heterogeneity to homogeneity in substitution pattern across-sites can be calculated
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Figure 4.2: The posterior probabilities of nucleotide substitution model and site rate
model estimated from the primate data set. The area representing the posterior prob-
ability of a nucleotide substitution model (indicator) or a site rate model (indicator)
is proportional to the value of the probability.
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by the expression:
IP
(
K(Φ) > 1|D

)
IP
(
K(Φ) = 1

)
IP (K(Φ) = 1|D) IP (K(Φ) > 1)

, (4.46)

where Pr(K(Φ) = 1|D) and Pr(K(Φ) > 1|D) are the respective posterior probabilities

for across-site homogeneity in substitution pattern and across-site heterogeneity in

substitution pattern. The posterior probabilities approximated by the MCMC are

used. Pr(K(Φ) = 1) and Pr(K(Φ) > 1) are the respective prior probabilities for across-

site homogeneity in substitution pattern and across-site heterogeneity in substitution

pattern. The Bayes factor of K(Φ) > 1 to K(Φ) = 1 is 0.60 for SSRJ2 and is 1.03

for SSRJ2 + λ(Φ) + λ(Γ). The results from the analyses with SSRJ2 and SSRJ2 +

λ(Φ) +λ(Γ) do not provide evidence against homogeneity in substitution pattern. The

relative standard deviation (RSD) across-sites is calculated for relative exchange rates

between nucleotide bases and stationary frequencies of bases for each posterior sample

produced by the RJMCMC. RSD is the absolute value of the standard deviation

divided by the mean. The RSD values are summarised in the box-plots in Figure

4.3 which also presents the proportion (3 d.p.) of samples with RSD < 1 for each

parameter. For each parameter, more than 80% of the posterior sample have RSD

< 1 for all analyses. The low RSD values in the majority of the posterior samples

confirm the lack of across-site heterogeneity in these parameters.

On the other hand, the 95% HPD intervals of K(Γ) exclude the value 1 for the

analyses with SSRJ2 and SSRJ2 + λ(Φ) + λ(Γ). Therefore, it is of interest to identify

the properties that are responsible for the shifts in the site rate pattern. The posterior

mean, median and 95% credible bounds across sites are plotted for overall site rate

multiplier (Figure 4.4) and the site rate variance (Figure 4.5).

The site rate variance is zero for the constant rate model, whereas for the Γ4 model,

the site rate variance refers to the variance of the underlying gamma distribution. For

the single parameter gamma distribution, where the shape and rate are the same, the

variance is the inverse of the shape or rate. If the results from an analysis provide

definitive evidence against the across site homogeneity of overall site rate, a red

horizontal dashed line is drawn across the plot. The red dashed line is positioned at

the minimum value of the upper bound of the 95% credible interval, and it would

intersect the lower bound of the interval somewhere on the plot. This means that

there are some sites A and B where their posterior HPD intervals do not overlap for

the parameter plotted. In this case, the posterior distribution of the values at sites

A and B would look like Figures 4.6 (a) and (b), for example. Note that this is not

a proper test for heterogeneity as a straight line could be drawn through the credible
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Figure 4.3: The relative standard deviation for values of the nucleotide substitution
model parameters across-sites estimated from the primate data set. The relative
standard deviation (RSD) is calculated for values of the nucleotide model parameters
across sites for each posterior sample. The proportion (3 d.p.) of samples with RSD
less than one for each parameter is labelled above the box-plot.
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Figure 4.4: The posterior estimates of site rate multipliers of the primate data set.
The posterior mean is represented by the black solid line, the posterior median by
the black dashed line and the 95% HPD bounds by the dotted lines. The red dashed
line is positioned at the minimum of the upper bound of the 95% HPD interval.
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Figure 4.5: Posterior estimates of the site rate variance of the primate data set.
Posterior estimates of the site rate variance have been log-plus-one transformed. The
gene positions are shown in (a) and the estimates of site rate variance are presented
in (b) - (e). For the constant rate model, it takes the value zero. For Γ4 model, it is
the inverse value of the shape parameter. The black solid line is the posterior mean,
the black dashed line is the posterior median and the black dotted lines are the 95%
HPD bounds. The red dashed line is positioned at the minimum of the upper bound
of the 95% HPD interval and illustrates that it is not possible to draw a horizontal
straight line without intersecting the upper and lower HPD bounds.
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interval as the marginal posterior distributions of the values at sites A and B largely

overlap (see Figure 4.6 (c)), even though the value at site A could be consistently

higher (or consistently lower) than the value at site B for most samples of the MCMC

(see Figure 4.6 (d). In other words there is strong positive (or negative) correlation

between the parameters at sites A and B.

Figure 4.4 shows that the results from SSRJ2 and SSRJ2 + λ(Φ) + λ(Γ) provide

definite evidence against across-site homogeneity of the overall site rate. All analyses

show that there is a sharp drop around 5’-end of the tRNA-Leu gene and a sudden

rise around the 3’-end of the same gene. The lower rates correspond to the region in

the sequence-alignment that has a higher concentration of constant sites.

The posterior mean, median and 95% credible interval across sites for site rate

variance are illustrated in Figure 4.5 for all analyses. For readability, the values

are transformed by taking the natural logarithm of the value plus one, log(value +

1). This transformation can handle the value of zero while preserving the order,

and is often used when the data is non-negative and zero values are not uncommon,

e.g. count data, (Siefferman & Hill, 2003; Godard, Morgan Wilson, Frick, Siegel, &

Bowers, 2007). All results from analyses with SSRJ models provide definite evidence

against the across-site homogeneity of the site rate variance, where the rate variance

in ND4 is statistically significantly higher than for most of ND5.

4.3.2 Hepatitis B virus

4.3.2.1 Data and analysis

This data set is a subset of the data set compiled by Torres, Pezzano, Mbayed, Cam-

pos, et al. (2011) and comprises 48 genomic sequences of hepatitis B virus genotype

F sampled from 1982 to 2006. The HBV genome is circular and has multiple over-

lapping reading frames. The overlapping reading frames make a priori blocking more

difficult compared to sequences with only a single reading frame.

For this study, the rates associated with each branch are modelled by an uncorre-

lated relaxed clock with a discretised lognormal distribution. The mean in real-space

of the log normal distribution is set to 1.0, while the standard deviation parameter in

log-space is estimated. The rates are normalised so that the sum of the products of

the normalized rate and branch length is equal to the sum of the branch lengths. The

coalescent times of the tree have a Bayesian skyline plot coalescent prior (A. J. Drum-

mond et al., 2005).
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Figure 4.6: Hypothetical examples of the posterior distributions of a given parameter
at sites A and B. The dashed line in plots (a) and (c) has a Y-intercept at 0 and slope
of 1. Points above this line have larger values at site A than site B. Panel (a) shows a
sample from a hypothetical posterior distribution of parameter values at site A and B,
where the 95% credible intervals do not overlap. Panel (b) illustrates the hypothetical
marginal posterior densities of the parameter values at sites A and B. Panel (c)
presents a sample from a hypothetical posterior distribution of the parameter values
at site A and B, where the 95% credible intervals do overlap. However, for most of
the samples the parameter value at site A is larger than site B. Panel (d) presents
the hypothetical marginal posterior densities of the parameter values at sites A and
B, where the 95% credible intervals clearly overlap.
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Informative priors are applied to the mean vector µ and variance-covariance ma-

trix Σ of the multivariate normal prior Gρ
0 on relative exchange rates. These informa-

tive priors are the same as those used in the analyses of virus data sets (see Section

2.3.3 and Table A.3 in Appendix A for details).

An informative prior is also applied to the mean parameter µr of the lognormal

prior on the site rate multipliers Gr
0. This is the same prior applied to µr when

analysing virus data sets with the DPM models (see Section 2.3.3 and Table A.3 in

Appendix A for details).

It is of interest to compare the SSRJ models with models presented in the previous

chapters. Therefore, the HBV genomic sequences are also analysed with SDPM mod-

els (Chapter 2), BSDPM models (Chapter 3) as well as GTR+Γ4+I. For the analyses

with SDPM models the base distribution of the Dirichlet process prior and the hyper-

priors on the base distributions follow those used in the analysis with SDPM models

on the Ebola virus data set in Chapter 2. For the analyses with BSDPM models, the

base distribution of the Dirichlet process prior and the hyper-priors are the same as

those used in the analysis with BSDPM models on the HCV-1 virus data set in Chap-

ter 3. Two different ways to sort sites into data blocks have been investigated. The

first defines the data blocks by gene boundaries, and the second divides the alignment

into segments of ten sites (except for the last block that has 9 sites). For the analyses

with SDPM models and BSDPM models, the concentration parameters are estimated

and have the exponential prior distribution. For each of these analyses, the rate of

the exponential prior distribution is set to the value that places a prior probability of

approximately 0.5 on the number of substitution categories.

Because BVS-Γ4 accounts for the site rate variation within each category and in

order to avoid partition schemes that lead to a large number of small segments, a

lower bound of 10 sites is imposed on the segment size. This means that at least 10

sites are assigned to each substitution category.

4.3.2.2 Results

The posterior estimates of the number of categories are presented in Table 4.4, which

shows a substantial increase in Ê [K], Ê
[
K(Φ)

]
and Ê

[
K(Γ)

]
when the Poisson mean

is estimated. Ê [K] produced from SSRJ1 + λ is about 2.5 times that produced from

SSRJ1. Ê
[
K(Φ)

]
produced from SSRJ2 + λ(Φ) + λ(Γ) is roughly twice that produced

from SSRJ2. The effect of estimating the Poisson mean is even more pronounced in

the site rate patterns, where Ê
[
K(Γ)

]
produced from SSRJ2+λ(Φ) +λ(Γ) is five times

that produced from SSRJ2.
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Table 4.4: The posterior mean and 95% credible interval of the number of categories
estimated from the HBV genomic data set

Estimate Poisson mean K K(Φ) K(Γ)

No 8.9 [7,11] 5.7 [3,8] 4.1 [3,7]
Yes 22.8 [14,31] 11.2 [7,17] 20.5 [10,30]

The HBV has overlapping reading frames and there are ten gene boundaries so

one could expect 11 categories a priori. Figure 4.7 displays plots marked with the

substitution shifts estimated from each analysis. The position of each gene and the

invariant sites in the genome are also presented in the same figure for comparison.

On the invariant site plot, the positions of the invariant sites are shaded black. On

plots marked with estimated shifted positions, the darker regions represent higher

posterior probability for the occurrence of substitution shifts.

Without a formal test, there appears to be some correspondence between the

estimated positions of the substitution shifts and the boundaries of genes/coding

regions according to Figure 4.7. The SSRJ1 model found signals for substitution

shifts around the 5’-end of Pre-S1, 3’-end of S and boundary between Pre-S2 and

S. It also suggests a shift near both ends of the P gene and the 3’-end of the C

gene. The SSRJ1 + λ model also supports substitution shifts around those positions.

The shifts in substitution pattern estimated by the SSRJ2 models appears to only

correspond to the ends of the P gene and the 5’-end of the Pre-S1 gene. In addition

to shifts in substitution pattern in those three positions, the results produced from

SSRJ2 + λ(Φ) + λ(Γ) also show some evidence for a shift in substitution around the

5’-end of the Pre-C region or the 3’-end of X gene (which are about 25 base pairs

apart). The results from the SSRJ2 model suggest shifts in the site rate pattern

around the boundary between the Pre-S2 region and the S region. Aside from those

positions, the results from SSRJ2 + λ(Φ) + λ(Γ) have also found a shift in site rate

pattern around the 5’-end of near the Pre-C region.

Although, there appears to be some correspondence between the substitution shifts

and the boundaries of genes or coding regions within genes, there is also evidence for

additional substitution shifts that are clearly situated between boundaries of coding

regions. All four analyses have found a shift around the 80th site and between the

3’-end of the S region and the 5’-end of the X gene. However these shifts appear to be

caused by the variation in the site rate patterns since it only shows up in the estimated

partition scheme of the site rate patterns from SSRJ2 and SSRJ2 + λ(Φ) + λ(Γ).
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Figure 4.8 presents the estimated site-specific posterior proportions of the nu-

cleotide model (indicator) and the site rate model (indicator). Of the results from all

the analyses with SSRJ models, the posterior proportions for HKY85 and TN93 start

to increase near the 3’-end of P gene, and level off around the 5’-end of the Pre-C gene.

The posterior proportions for HKY85 and TN93 drop to near zero around the 5’-end

of the P gene, followed by a rise around the 3’-end of the C gene, forming a plateau

before dropping again just before reaching the 5’-end of Pre-S1 gene. Common to

all analyses, the posterior proportions of the K80, HKY85 and TN93 are higher in

the 5’-end of the Pre-S2 gene and then gradually decrease to near zero. The results

from SSRJ1 + λ analysis show more fluctuations since it estimates a larger number

of categories for substitution pattern.

According to the results from SSRJ1 and SSRJ2, most sites overwhelmingly favour

the Γ4 model. However, more fluctuations are found in the posterior probabilities of

site rate models along the HBV genome from the analyses with SSRJ1+λ and SSRJ2+

λ(Φ) +λ(Γ), where there are several regions that have roughly equal posterior support

for the constant rate model and the Γ4 model. More fluctuations in the posterior

probabilities of site rate models along the HBV genome reflect the greater number of

categories estimated from the analyses with SSRJ1 + λ and SSRJ2 + λ(Φ) + λ(Γ).

To identify the substitution properties that are responsible for the substitution

shifts, the RSD values across sites is calculated for every posterior sample of each

nucleotide substitution model parameter. The RSD values for every nucleotide sub-

stitution model parameter are presented in the box-plots in Figure 4.9. Overall, the

relative exchange rates between nucleotide bases have larger RSD values than the

base frequencies, which indicates there is greater variation in the relative exchange

rates across sites.

The posterior mean, median and 95% HPD bounds across sites are plotted for the

relative exchange rates between nucleotide bases, base frequencies, overall site rate

and the site rate variance. Of the nucleotide substitution model parameters, there

is definite evidence for across-site heterogeneity in the stationary frequencies for all

nucleotide bases for all analyses with SSRJ models except for the stationary frequency

of guanine (G) estimated by SSRJ2 and SSRJ2+λ(Φ) +λ(Γ). The plots with posterior

mean, median and 95% HPD bounds for the stationary frequency of adenine (A) are

presented in Figure 4.10, since the across-site variation is most conspicuous. The

figure shows that frequency of A in the region roughly from site 1200 to the 3’-end

of the P gene is statistically significantly lower than that in the Pre-S1 gene as the

HPD intervals do not overlap, except for the analysis with SSRJ1 + λ.
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Figure 4.8: The posterior probabilities of nucleotide substitution model and site rate
model of HBV data set. The vertical length represents the posterior probability of a
nucleotide substitution model (indicator) or site rate model (indicator) at a site.
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Figure 4.9: The relative standard deviation of nucleotide substitution model param-
eter values across sites estimated from the HBV data set. The relative standard
deviation (RSD) is calculated for values of nucleotide substitution model parameters
across sites for each posterior sample. The proportion (3.d.p.) of samples with RSD
less than 1 for each parameter is labelled above the boxplots.
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Figure 4.10: The posterior estimates of the stationary frequency of adenine for the
HBV data set. The gene positions are shown in (a) and the frequency estimates are
presented in (b) - (e). The black solid line is the posterior mean, the black dashed
line is the posterior median and the block dotted lines are the 95% HPD bounds. The
red dashed line is positioned at the minimum of the 95% upper bound to illustrate
that it is not possible to draw a line without intersecting the upper and lower HPD
bounds.
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Only the results from using SSRJ1 provide non-overlapping credible intervals

among sites for site rate and site rate variance as shown in Figure 4.11 and Fig-

ure 4.12. Comparing the results from the SDPM2 model could provide more insight

into the segment-wise variation in site rate patterns across sites.

Using SDPM2, the posterior mean (and 95% HPD interval) number of rate cate-

gories is 3.5 ([2,7]). The posterior mean site rates estimated from the SDPM2 model

is presented in Figure 4.13. The top bar colours each site according to the value of

the posterior mean as defined by the gradient legend on the right. This figure clearly

shows three categories where the largest group contains most of the sites and has

posterior mean values around 1.5× 10−4 substitutions per site per year. The second

largest group has posterior mean values around 6.5× 10−4 substitutions per site per

year. The smallest group has posterior mean values around 1 × 10−3 substitutions

per site per year. Although the density of faster rates is not evenly distributed along

the HBV genome, there does not appear to be obvious spatial aggregation of the

sites within a rate category. The rate variation across the genome has been detected

by the reversible jump analyses. For example, there are comparatively fewer sites

in the faster rate categories in the regions approximately from site 150 to 450, from

site 600 to 850, and from site 1150 to 1350. These regions have higher support for

the constant rate model than other regions in the genome as shown in Figure 4.8.

On the other hand the regions where there is a greater number of sites in the faster

rate categories, for example the region approximately between site 850 and site 1150,

decisively favours the Γ4 model.

The estimated marginal likelihoods (Redelings & Suchard, 2005) are calculated

for all the analyses on the HBV data set and are presented in Table 4.5. The SDPM

models fit the HBV data substantially better than the rest of substitution models

used, while the natural logarithm of the marginal likelihood of SDPM2 is substantially

better than that of SDPM1. The BSDPM models with pre-defined blocks of ten sites

rank immediately behind the SDPM models but the difference in marginal likelihood

between BSDPM models and the poorer fitting models is not quite as substantial as

the difference in the marginal likelihood between SDPM models and the rest of the

models. The quality of the model fit of the SSRJ models appears to be in between

the BSDPM models with pre-defined blocks of ten sites and the BSDPM models

with blocks defined by gene boundaries. However, the SSRJ2 model and the BSDPM

models with blocks defined by gene boundaries fit the data with similar quality.

GTR+Γ4+I, which does not model the alignment partition scheme explicitly, provides

the poorest fit.

128



Figure 4.11: The posterior estimates of the overall site rate of the HBV data set.
The gene positions are shown in (a) and the site rate estimates are presented in (b) -
(e). The black solid line is the posterior mean, the black dashed line is the posterior
median and the black dotted lines are the 95% HPD bounds. The red dashed line is
positioned at the minimum of the upper bound of the 95% HPD interval. The blue
dashed line illustrates that a horizontal straight line can be drawn without intersecting
the upper and lower HPD bounds.
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Figure 4.12: The posterior estimates of the site rate variance of the HBV data set.
The gene positions are shown in (a) and the estimates of site rate variance with log-
plus-one transformation is presented in (b) - (e). The black solid line is the posterior
mean, the black dashed line is the posterior median and the black dotted lines are the
95% HPD bounds. The red dashed line is positioned at the minimum of the upper
bound of the 95% HPD interval. The blue dashed line illustrates that a horizontal
straight line can be drawn without intersecting the upper and lower HPD bounds.
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Figure 4.13: The posterior mean of overall site rate of HBV sequences estimated by
using SDPM2

Table 4.5: The natural logarithm of estimated marginal likelihoods (`n(M̂L)) of the
analyses on the HBV genomic sequences (round to nearest integer). Models are in
decreasing order of the marginal likelihood (poorer fit).

Substitution model `(M̂L)
SDPM2 -6307
SDPM1 -6900
BSDPM2 (blocks of 10) -7626
BSDPM1 (blocks of 10) -7631
SSRJ1 + λ -7676
SSRJ2 + λ(Φ) + λ(Γ) -7696
SSRJ1 -7716
SSRJ2 -7750
BSDPM1 (gene) -7752
BSDPM2 (gene) -7754
GTR + Γ4 + I -7809
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4.4 Simulation study

4.4.1 Procedure of data simulation

Simulated data sets are generated under the following procedure:

1. A hundred sets of substitution model partition scheme and trees are sampled

from the posterior produced from the analysis with SSRJ1 on primate data set.

2. For each set of partition scheme, substitution model parameters and tree, a set

of 12 sequences with 898 sites were simulated along the tree via a CTMC pa-

rameterised by the substitution model parameters and partition scheme drawn.

These one hundred simulated data sets are a sample of the posterior predictive distri-

bution (Bollback, 2002). A script (in Java) is written to simulate the sequences down

the tree (forward in time) for step (2). The script extends Seq-Gen (Rambaut &

Grass, 1997) implemented in BEAST (A. J. Drummond et al., 2012). The simulation

procedure is independent of the MCMC machinery of BEAST.

Steps (1) to (3) are repeated to simulate from the posterior samples produced

from the analyses on the primate data set using SSRJ1, SSRJ1 + λ, SSRJ2 and

SSRJ2 + λ(Φ) + λ(Γ). Each simulated data set is analysed using the exactly the same

analysis set up (e.g. models and priors) that was used to produce the posterior used

to generate that simulated data set. For example, if a simulated data set is generated

from the posterior produced by the analysis with SSRJ1, then the analysis of this

data set follows exactly the analysis with SSRJ1 on the primate data set.

4.4.2 Results

To examine the accuracy and precision of the estimation on the number of categories,

the relative bias, relative error, relative 95% credible interval size and 95% HPD in-

terval coverage are calculated for K, K(Φ) and K(Γ) where applicable. The definitions

of these statistics have been described in Section 2.5.5.1. Table 4.6 presents averaged

values of each the above statistics for K, K(Φ) and K(Γ) (where applicable) calculated

across the 100 data sets simulated based on the same posterior sample.

The magnitude of the average values of relative bias, relative error and relative

HPD credible size is reasonably small (< 0.11). There is good coverage of the true

value by the 95% HPD interval (≥ 0.90).

The box-plot in Figure 4.14 (a) presents the proportion of sites with their true

nucleotide substitution model indicators contained in their 95% HPD sets. The box
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Table 4.6: Statistics of accuracy and precision of the estimate of the number of
categories

Model Parameter Relative Relative % inside HPD Relative 95% HPD
bias error interval interval size

SSRJ1 K -0.108 0.185 0.93 0.776
SSRJ1 + λ K -0.064 0.133 0.91 0.659

SSRJ2
K(Φ) -0.0745 0.247 0.90 1.368
K(Γ) 0.00106 0.169 0.95 0.881

SSRJ2 + λ(Φ) + λ(Γ)
K(Φ) -0.0229 0.209 0.90 1.388
K(Γ) -0.0278 0.111 0.95 0.696

plot in Figure 4.14 (b) shows the proportion of sites with their true nucleotide sub-

stitution model indicators having the highest posterior probabilities calculated from

each analysis. Let δTrue denote the true nucleotide substitution model (indicator vec-

tor) at a site and let δMax denote the nucleotide substitution model with the highest

posterior probability at a site, δTrue and δMax can vary across the sites.

The proportion of analyses that have more than 95% of the sites containing the

true nucleotide model indicators (δTrue) in their 95% HPD sets is 0.97 for the analyses

with SSRJ1, 0.97 for the analyses with SSRJ + λ, 0.98 for the analyses with SSRJ2

and 0.99 for the analyses with SSRJ2 + λ(Φ) + λ(Γ). The proportion of sites with

δTrue = δMax varies across analyses with the same model. Of a set of analyses with a

given SSRJ model, 50% of them have at least moderate (60%) to very high (100%)

proportion of sites with δTrue = δMax. The box-plot in Figure 4.15 (b) indicates left-

skewness. Of the analyses with SSRJ models, 50/100 of the analyses have more than

60% of the sites with δTrue = δMax. About 54% of the analyses with SSRJ2 have

100% of the sites with δTrue = δMax. By inspection, it appears that the analyses with

low proportions of sites with δTrue = δMax tend to favour simpler nucleotide models

than the true models. However the values of the additional parameters (in the more

complex true model) have small magnitude, which makes them not too different from

the simpler model.

Figure 4.15 displays box-plots that (a) present the proportion of sites with their

true site rate model indicators contained in their 95% HPD sets and (b) show the

proportion of sites with their true site rate model indicators having the highest pos-

terior probabilities calculated for each analysis. The term ιTrue represents the true

site rate model (indicator), while ιMax represents the site rate model (indicator) with

the highest probability. Both ιTrue and ιMax can vary across the sites. All analyses

have more than 90% of the sites containing their true site rate model indicators in

their 95% HPD sets. Every analysis has more than 85% of the sites favouring their
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Figure 4.14: The recovery of the true nucleotide substitution model indicator. (a)
Proportion of sites with their true nucleotide substitution model indicators in their
95% HPD sets. (b) Proportion of sites with their true nucleotide substitution model
indicators having the highest posterior probabilities. Each data point represents a
single analysis.

true site rate model indicators.

The accuracy of the partition schemes estimated by the reversible jump approach

is examined by a procedure similar to the one used to investigate the performance of

partitioning by the DPM models (see Section 2.5.5.1 for details). However, instead of

creating random permutations of the posterior sample, random segmentation of the

sequence alignment is created with the same number of categories as in the sampled

partition scheme. For example, if the partition scheme of the pth posterior sample for

an alignment of ten sites is σ(p) = (1, 1, 1, 2, 2, 2, 3, 3, 3, 3), which partitions the align-

ment into three segments, then three examples of the
(

10−1
3−1

)
= 36 possible random

segmentations of the alignment that also results in three segments are

σ′(p) = (1, 1, 2, 2, 2, 2, 2, 3, 3, 3) ,

σ′(p) = (1, 1, 1, 1, 1, 1, 2, 3, 3, 3) ,

σ′(p) = (1, 1, 1, 1, 2, 2, 2, 2, 3, 3) . (4.47)

For the analyses with SSRJ1 and SSRJ1 + λ, Ξ is the proportion of posterior

samples, where each has a partition scheme that is closer to the true partition scheme

than a random segmentation of the sample. The equivalent statistic for the partition
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Figure 4.15: The recovery of the true site rate model indicator. (a) Proportion of
sites with their true site rate model indicators in their 95% HPD sets. (b) Propor-
tion of sites with their true site rate model indicators having the highest posterior
probabilities. Each data point represents a single analysis.

scheme of substitution pattern (Ξ(Φ)) and that of site rate pattern (Ξ(Γ)) is calculated

for the analyses with SSRJ2 and SSRJ2 + λ(Φ) + λ(Γ).

If the true partition has a single category and the posterior sample also has a single

category, then the indicator function should evaluate to 1, since the sample partition

is the true scheme. The values of Ξ, Ξ(Φ) and Ξ(Γ) can be calculated according to the

following equation

Ξ =
1

P

P∑
p=1

I
(
σ(True),σ(p),σ

′
(p)

)
, (4.48)

with

I
(
σ(True),σ(p),σ

′
(p)

)
=


1 if d

(
σ(True),σ(p)

)
< d

(
σ(True),σ

′
(p)

)
1 if K(True) = K(p) = 1
0 otherwise,

where σ(True) denotes the true partition, K(True) is the number of categories in the

true partition scheme and K(p) is the number of categories in the partition scheme of

the pth posterior sample. The distance metric d(·, ·) used to compare two partition

schemes (J. Rubin, 1967; Boorman & Arabi, 1972) in Section 2.5.5.1 is also used here.

Table 4.7 presents the median values of Ξ, Ξ(Φ) and Ξ(Γ) for analyses with each

SSRJ model. The median values of Ξ, Ξ(Φ) and Ξ(Γ) are all very high, indicating that
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the reversible jump method is able to pick up the signal for the true partition scheme.

Table 4.7: The proportion of the MCMC chain that the partitioning estimated by
the SSRJ models is closer to the true partitioning than random permutations

Model Parameter Median
SSRJ1 Ξ 0.995

SSRJ1 + λ Ξ 0.986

SSRJ2
Ξ(Φ) 1.000
Ξ(Γ) 0.991

SSRJ2 + λ(Φ) + λ(Γ)
Ξ(Φ) 0.992
Ξ(Γ) 0.982

The averaged values of the relative bias, relative error, proportion of analyses

with 95% HPD interval containing the true value and the relative 95% HPD interval

size for TMRCA are presented in Table 4.8. The magnitude of the relative bias and

relative error is reasonably small on average. There is high percentage coverage of

the true TMRCA value by the 95% HPD interval. The size of the 95% HPD interval

is close to the size of the true TMRCA value on average. The simulation analyses with

SSRJ models do not indicate obvious problems with the accuracy and precision of

the TMRCA estimation.

Table 4.8: Averaged values of statistics indicating accuracy and precision of the TMRCA

estimates from the simulation analyses for substitution shift reversible jump models
Model Relative Relative % inside 95% Relative 95% HPD

bias error HPD interval interval size
SSRJ1 0.0491 0.186 0.92 0.937

SSRJ1 + λ 0.0035 0.185 0.93 0.893
SSRJ2 0.0782 0.213 0.96 0.967

SSRJ2 + λ(Φ) + λ(Γ) 0.109 0.226 0.95 0.994

4.5 Discussion

In this chapter, a Bayesian approach is presented to jointly estimate the number

and the positions of the substitution shifts by estimating the segmented-partition

scheme, the number of categories for substitution pattern and site rate pattern, and

the model parameters in each category. Therefore, this method can be used to inves-

tigate whether the substitution process varies across the alignment according to the

boundaries of the genes or coding regions.
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Analyses on the primate data set show that the substitution shifts correspond

to some of the gene boundaries. For the primate data, the SSRJ models reveal a

lower substitution rate over the tRNA-Leu gene, where there is a sharp drop at the

5’-end and a sharp rise at the 3’-end. Although there is not enough evidence to

reject homogeneity in the substitution pattern, the samples with a partition scheme

having multiple categories do appear to find shifts in the substitution pattern around

the boundary between the ND4 and tRNA-His genes and the boundary between the

tRNA-Leu and ND5 genes. The RSD values are generally low for the nucleotide

substitution model parameters across sites, which is consistent with the lack of signal

in shifts in the substitution pattern. The number of sequences in the data set is small,

thus the signal in the shifts in the substitution pattern may be stronger with a greater

number of sequences used in the analysis.

The substitution shifts estimated for the HBV genomic sequences also appear

to correspond to some of the boundaries of genes/coding regions. Moreover, there

is evidence for segment-wise heterogeneity in the substitution pattern and site rate

pattern.

Simulation studies show that even with a strong prior on the homogeneous parti-

tion scheme, the estimates on the number of categories for the substitution pattern

and that for the site rate pattern only display weak negative bias. Although SSRJ1+λ

and SSRJ2 + λ(Φ) + λ(Γ) also have a marginal prior probability of 0.5 on the homoge-

neous partition scheme, the marginal prior distribution on the number of categories

has a fatter tail when the mean parameter of the Possion distribution is estimated

than when it is fixed. Therefore, it is expected that the negative bias in K, K(Φ) and

K(Γ) is weaker when using SSRJ1 +λ and SSRJ2 +λ(Φ) +λ(Γ) than using SSRJ1 and

SSRJ2.

In the simulation analyses, there is a high proportion of sites that recover the true

model indicators in their 95% HPD sets. There is variation across simulation analyses

in the proportion of sites with the true model indicator of the nucleotide substitution

having the highest posterior probability (δTrue = δMax). However, the majority of the

simulation analyses have a high proportion of sites with δTrue = δMax. On the other

hand, all simulation analyses have a high proportion of sites with ιTrue = ιMax. In

general, the SSRJ models have reasonably satisfactory performance in recovering the

segment-wise partition scheme of the substitution process.

While it has been demonstrated that the SSRJ models can capture shifts in the

substitution process across the sequence alignment, the spatial restrictions imposed by

the SSRJ models may not make them as attractive as the DPM model based methods.
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For example, in the case of HBV data set, there appear to be only three major rate

categories according to the analysis with SDPM2, and the sites from each category

are distributed across the genome instead of having sites from the same category

all spatially clustered together. Therefore, the SSRJ models require more than three

categories to explain the across-site rate variation because two sites cannot be assigned

to the same category if there is another category between them. This means that more

than one category is required to explain the sites that could have been generated from

processes with approximately the same substitution rate. This could explain why if

the analysis also estimates the mean parameter of the Poisson prior on the number of

categories, the estimated number of categories increases substantially for both primate

and HBV data sets, even though the marginal prior on the homogeneous partition

scheme is 0.5 whether or not the mean parameter(s) is estimated. Having a fatter tail

in marginal prior distribution on the number of categories spreads a greater amount

of prior weight to the larger number of a categories. With more categories, the SSRJ

model can explain the complex heterogeneity in the substitution process that could

be explained with fewer categories by the DPM models. Moreover, the categorisation

by assigning segments to categories is not as precise as assigning individual sites to

categories. Therefore, it might be expected that the SSRJ models do not in general

fit the data set as well as the SDPM2 model. Variation on the finer scale should be

modelled by the SDPM models presented in Chapter 2.

The purpose of the SSRJ models is to identify changes in the substitution process

from a segment of sites to another across the sequence alignment. Although the SSRJ

models may not fit the data as well as the SDPM models in general, they provide a

different view of the across-site heterogeneity in the nucleotide substitution process

that is not directly presented by SDPM models. Thus, the use of the SSRJ models

is recommended as an exploratory tool to learn about the substitution shifts across

the sequence alignments rather than as the final model chosen for inference or to

investigate detailed variation in the substitution process across sites. Potential future

directions based on the research presented in this chapter are discussed are Chapter

6.
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Chapter 5

Probabilistic inference on shifts in
the rates of the
birth-death-sampling process along
a phylogenetic tree

5.1 Introduction

The last three chapters have presented methods based on Bayesian nonparameteric

methods and/or Bayesian variable selection to model the variation in the properties of

the nucleotide substitution process across sites of a sequence alignment. This chapter

presents a new method that applies Bayesian variable selection to a tree generating

process, namely the Bayesian birth-death skyline plot (Stadler et al., 2013), a recently

proposed variant of the time dependent birth-death-sampling process (Stadler, 2010)

which extends the birth-death process (Kendall, 1948).

The Bayesian birth-death skyline plot (Stadler et al., 2013) resembles the Bayesian

skyline plot (A. J. Drummond et al., 2005) which is based on the coalescent. The birth

(or transmission), death (or recovery) and sampling rates of the Bayesian birth-death

skyline plot vary through time as piecewise constant functions, while the effective

population size of the Bayesian skyline plot varies in the same fashion. The Bayesian

skyline plot has been used in many studies to investigate the population dynamics

of viruses (Biek, Henderson, Waller, Rupprecht, & Real, 2007; Vijaykrishna et al.,

2008; Magiorkinis et al., 2009; Zehender et al., 2010; Bull et al., 2011; Allicock et

al., 2012; Olivieri et al., 2013; Schuh, Ward, Brown, & Barrett, 2014). Because the

Bayesian skyline plot is based on the coalescent, it has some limitations as discussed

in the literature (Volz, Pond, Ward, Brown, & Frost, 2009; Rasmussen, Ratmann, &

Koelle, 2011; Stadler et al., 2012). One of the limitations is that it does not recognise
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that the coalescent rates are affected by both incidence and prevalence. Additionally,

the coalescent approximates the population dynamics by assuming the data set is a

small random sample from a large underlying population. This assumption is likely

to be violated in an epidemic outbreak or large cohort studies, as the sample may

constitute a large proportion of the population, and population sizes may be small at

the beginning of an epidemic.

These two reasons listed above have motivated the development of the Bayesian

birth-death skyline plot. This model can be used for macroevolutionary inference

(Stadler, 2011), and with straightforward transformation, the model can be used

to directly estimate epidemiological parameters through time. However, the original

method requires a priori specification of the number of shifts in rate parameters of the

birth-death process and that the intervals between the shifts are always equidistant if

there are multiple shifts (personal communication D. Kühnert). If a study that uses

the Bayesian birth-death skyline plot does not perform model comparisons among

different number of intervals, then it is not clear how many intervals are actually

required to model the variation of these parameters through time. In the case of the

coalescent based methods, there are methods that employ Bayesian model selection

to estimate the number changes in the population size (Opgen-Rhein, Fahrmeir, &

Strimmer, 2005; Heled & Drummond, 2008).

This chapter presents the birth-death shift variable (BDSV) model, which ex-

tends the Bayesian birth-death skyline plot and aims to accommodate the uncertainty

in the number of shifts. Reversible jump Markov chain Monte Carlo (Green, 1995,

RJMCMC) is used to estimate the number of shifts in the rate parameters (or the

epidemiological parameters) of the birth-death-sampling process through time. Be-

cause this method directly estimates the number of shifts, it enables straightforward

calculation of Bayes factors of across-time heterogeneity to homogeneity of parameter

values, as a method of quantifying the strength of evidence for parameter variation

through time. This new method is applied to the Egypt HCV-4 data set (Ray et

al., 2000) to investigate whether there is variation in the epidemiological parameters

through time and to compare the results from the analysis with Bayesian birth-death

skyline plot. A simulation study is performed to evaluate the performance of the

method in terms of accuracy and precision of parameter estimation.

The methodology described in this Chapter has been implemented in the BEAST

2 software framework (Bouckaert et al., 2014). The implementation consists of the

likelihood calculation, proposal moves and various components that facilitates the es-
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timation of the number of shifts in the parameters of the birth-death-sampling process

via RJMCMC. The source code is available from https://github.com/jessiewu/bdsvm.

5.2 Estimation of the number of parameter shifts

in a time-variable birth-death-sampling pro-

cess

This section first describes the Bayesian birth-death skyline plot, and then introduces

the birth-death shift variable model, followed by the explanation of how posterior

inference on the number of parameter shifts is achieved by RJMCMC.

Consider the full Bayesian model of a phylogenetic analysis in a Bayesian statistical

framework as outlined by the equation (2.3). Both the birth-death skyline plot and

my extension play the role of the prior density on the tree, f(τ ). However, the

parameters of both these models are also estimated, therefore f (τ ) is replaced by

f (τ |Θ) f (Θ), where Θ represents all the parameters in a tree generating process.

5.2.1 Time variable birth-death-sampling process with a fixed
number of rate shifts

This section describes the Bayesian birth-death skyline model (Stadler et al., 2013).

The process originates at time t0 = 0 and ends at tE. Given there are m time intervals

between t0 and tE, the vector t = (t1, t2, ..., tm−1) where t0 < t1 < ... < tm−1 < tE

marks the times of the rate shift occurrences. The birth rates are represented by the

vector λ = (λ1, λ2, ..., λm), with λi > 0 for i ∈ {1, 2, ...,m}. The term λi signifies

the birth rate for each lineage during the time interval [ti−1, ti). The death rates are

represented by the vector µ = (µ1, µ2, ..., µm) where µi ≥ 0 for i ∈ {1, 2, ...,m}. The

term µi denotes the death rate for each lineage during the time interval [ti−1, ti).

If the reconstructed tree is assumed to have only generated from birth and death

events, it would require the observation of all birth and death events. Most of the

time, the data set used is only a sample of the population of interest, therefore, the

model would need to incorporate “sampling events”. Both death and sampling events

lead to termination of lineages forming tips/leaves in a tree. However, death events

are invisible in a tree unless they are observed. Without the observation of any death

events, all the tips are resulted from sampling events in the tree reconstructed from

incomplete/sampled data. This reconstructed tree is also termed the “sample” tree

as opposed to the “actual” tree generated from a birth-death process.
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Two types of sampling have been considered prior to the proposal of the Bayesian

birth-death skyline plot. For sequence data sampled contemporaneously, the propor-

tion parameter ρ is introduced to the birth-death process to accommodate incomplete

sampling (Yang & Rannala, 1997). It represents the proportion of the underlying pop-

ulation represented by the sample. This type of sampling is termed “ρ-sampling”,

and it allows multiple data points (or leaves/tips) to be sampled at the same time.

For serially sampled data, sampling events are modelled via a per lineage sampling

rate ψ (Stadler, 2010). With ψ-sampling, only a single data point (or leaf/tip) can

be sampled at any one time.

The Bayesian birth-death skyline plot also allows ψ and ρ to change through time.

The sampling rates are represented by the vector ψ = (ψ1, ψ2, ..., ψm), where ψi ≥ 0

for i ∈ {1, 2, ...,m}. The term ψi specifies the sampling rate for each lineage during

the time interval [ti−1, ti). If there is ρ-sampling at time ti, every infected individual

at time ti is sampled with a probability of ρi. The ρ-sampling proportion through

time is represented by the vector ρ = (ρ1, ρ2, ..., ρm). The process defined by ψ = 0,

ρ1 = ρ2 = ... = ρm−1 = 0 and ρm > 0 only induces trees with contemporaneous tips.

At any point in the interval [ti−1, ti), each infected individual transmits the virus

with a rate of λi. The two daughter lineages are differentiated by labelling them

“left” and “right.” Each lineage dies with a rate of µi. A death event makes the

individual no longer infectious. The death of the lineage could be the result of factors

such as death or recovery of the individual. Each individual is sampled with a rate of

ψi. It is assumed that a sampled individual subsequently becomes noninfectious by,

for example, receiving effective treatment after sampling which substantially reduces

the chance of further transmission. Therefore the individual is considered to be

removed from the population of the infected once it is sampled. Individuals selected

by ρ-sampling are also assumed to become noninfectious subsequently.

The birth (λ), death (µ) and sampling (ψ) rates can be re-parameterised by epi-

demiological parameters. The effective reproductive number (R) has the following

definition:

R =
λ

µ+ ψ
. (5.1)

The total rate of becoming noninfectious (δ) is

δ = µ+ ψ, (5.2)

where δ determines the mean duration of the infection 1
δ
. The probability of an

individual being sampled is

s =
ψ

ψ + µ
. (5.3)
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If the model is parameterised by the epidemiological parameters R, δ and s, the

birth, death and sampling rates can be retrieved by back transformation as follows:

λ = Rδ,

µ = δ − sδ,

ψ = sδ. (5.4)

In a sample tree, n represents the number of ψ-sampling tips. There are ni number

of lineages at time ti but not sampled at this time, and nm = 0. Ni represents the

number of tips sampled at time ti and N =
∑m

i=1Ni. Therefore total number of

sampled individuals is N +n and there are N +n− 1 transmission (or lineage splits).

The vector x = (x1, x2, ..., xN+n−1) denotes the times of the transmission, where

x1 < x2 < ... < xN+n−1, while the vector y = (y1, y2, ..., yn) with y1 < y2 < ... < yn

records the times of sampling events of the sequentially sampled tips.

This model only considers oriented trees. The orientation comes from distinguish-

ing left and right daughter lineages after a lineage split.

The probability density of a sampled tree τ conditioned on one sampled individual

(S), is as follows:

f(τ |λ,µ,ψ,ρ, t, tE, S) =
q1(0)

1− p1(0)

N+n−1∏
i=1

λl(xi)ql(xi)(xi)

×
n∏
i=1

ψl(yi)
ql(yi)(yi)

m∏
i=1

ρNii ((1− ρi)qi+1(ti))
ni , (5.5)

with l(t) = i if and only if t ∈ [ti−1, ti) for i ∈ {1, ...,m}. The term pi(t) is the

probability of having no sampled descendants by time tE, with t ∈ [ti−1, ti) for i ∈
{1, 2, ...,m}. In addition, an individual at time t has the probability density of qi(t)

of giving rise to an edge between time t and ti with qi(ti) = 1. The calculation for

pi(t) and qi(t) are explained in the supplementary material of Stadler et al. (2013).

Because we only analyse data sets with at least one sampled individual, the prob-

ability density of the tree is usually conditioned on observing at least one sampled

individual (S). The probability of S is 1 − p1(0). The probability density of the

sampled tree without conditioning on S is

f(τ |λ,µ,ψ,ρ, t) = f(τ |λ,µ,ψ,ρ, t, S)(1− p1(0)). (5.6)
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5.2.2 Birth-death shift variable skyline plot

This section presents a new extension, the BDSV model, that permits the estimation

of the number of shifts in the birth, death and sampling rates (or epidemiological

parameters) as well as the timing of these shifts. Because, the epidemiological pa-

rameters are of interest in the empirical analysis that will be presented later, the new

model is described in terms of the epidemiological parameters instead of birth, death

and serial sampling rates. For clarity, I first describe a simplification of the new model

where the number of shifts in the effective reproductive number is estimated while

the rate of becoming noninfectious and sampling proportion remain constant through

time. In addition, there is only one ρ-sampling event at time tE with ρ-sampling

proportion value of ρ. This model supports two types of data. Contemporaneous

data and data sets that contain serially sampled sequences and are all sampled at

different times. When analysing the former, ρ is estimated, while the serial sampling

proportion s is set to 0. When analysing the latter, ρ is set to 0, while the serial

sampling proportion s is estimated. Later, the full BDSV model is presented which

enables the estimation of the number of shifts in all the epidemiological parameters

through time.

Under the simplified version of the new model, the definition of f(τ |Θ) is formu-

lated as

f (τ |Θ) = f
(
τ |R(ξ), δ, s, ρ, t(R

(ξ)), tE, ξ, S
)
f
(
R(ξ)

∣∣ξ) f (t(R(ξ))
∣∣∣ξ, tE)

× f (δ) f (s) f (ρ) f (ξ) f (tE) (5.7)

The timing of the shifts of the effective reproductive number are specified by the vector

t(R
(ξ)) =

(
t
(R(ξ))
1 , t

(R(ξ))
2 , ..., t

(R(ξ))
ξ

)
, with t0 < t

(R(ξ))
1 < ... < t

(R(ξ))
ξ < tE. The term ξ

indicates the number of rate shifts. The vector representing effective reproductive

numbers where there are ξ shifts is R(ξ) =
(
R

(ξ)
1 , R

(ξ)
2 , ..., R

(ξ)
ξ+1

)
, where R

(ξ)
i > 0 and

i ∈ {1, ..., ξ + 1}. When there are ξ shifts, there are ξ + 1 intervals and hence ξ + 1

elements in the vector. R
(ξ)
i defines the effective reproductive number for the time

interval
[
t
(R(ξ))
i−1 , t

(R(ξ))
i

)
with t

(R(ξ))
ξ+1 = tE.

The vector t is defined as

t =
(
t
(R(ξ))
1 , t

(R(ξ))
2 , ..., t

(R(ξ))
ξ , tE

)
(5.8)

and m represents the number of elements in t.
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Under this model the probability density of a sampled tree conditioned on S

follows:

f
(
τ |R(ξ), δ, s, ρ, t(R

(ξ)), tE, S
)

=
q1(0)

1− p1(0)

N+n−1∏
i=1

λ(l(xi))ql(xi)(xi)
n∏
i=1

ψ

ql(yi)(yi)

m∏
i=1

ρNi((1− ρ)qi+1(ti))
ni , (5.9)

where the definitions of n, ni, Ni, x and y are the same as those described in Bayesian

birth death skyline plot.

Here, the functions pi(t) and qi(t) are given as

pi(t) =
λ(i) + µ+ ψ − Ai e

Ai(ti−t)(1+Bi)−(1−Bi)

eAi(ti−t)(1+Bi)+(1−Bi)

2λ(i)
,

qi(t) =
4e−Ai(t−ti)

(e−Ai(t−ti)(1 +Bi) + (1−Bi))2

Ai =

√
(λ(i)− µ− ψ)2 + 4λ(i)ψ,

Bi =
(1− 2(1− ρ)pi+1(ti))λ(i) + µ+ ψ

Ai
,

λ(i) = δR
(ξ)
i (5.10)

with pm(tm) = qi(ti) = 1. The death (δ) and sampling rate (ψ) are constant through

time and are obtained by the back-transformation outlined in equation (5.4). Recall

from equation (5.8) that tm = tE. The mapping function l(t) has the same definition

as in equation (5.5).

Under the full BDSV model, the definition of f (τ |Θ) f (Θ) has the following

formulation:

f (τ |T ) =f
(
τ |R(ξ), δ(υ), s(ζ), ρ, t(R

(ξ)), t(δ
(υ)), t(s

(ζ)), tE, ξ, υ, ζ, S
)

× f
(
R(ξ)

∣∣ξ) f (δ(υ)
∣∣υ) f (s(ζ)

∣∣ζ) f (ρ)

× f
(
t(R

(ξ))
∣∣∣ξ, tE) f (t(δ(υ))

∣∣∣υ, tE) f (t(s(ζ))∣∣∣ζ, tE)
× f(ξ)f(υ)f(ζ)f(tE). (5.11)

The shift times of the rate of becoming noninfectious are defined by the vector t(δ
(υ)) =(

t
(δ(υ))
1 , t

(δ(υ))
2 , ..., t

(δ(υ))
υ

)
, with t0 < t

(δ(υ))
1 < ... < t

(δ(υ))
υ < tE. The term υ indicates

the number of shifts in the rate of becoming noninfectious. The vector denoting

the rate of becoming non-infectious is δ(υ) =
(
δ

(υ)
1 , δ

(υ)
2 , ..., δ

(υ)
υ

)
, where δ

(υ)
i > 0

and i ∈ {1, ..., υ}. The expression δ
(υ)
i represents the rate of becoming noninfectious

during the time interval
[
t
(δ(υ))
i−1 , t

(δ(υ))
i

)
where t

(δ(υ))
υ+1 = tE.
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The shift times in sampling proportion are represented by the vector t(s
(ζ)) =(

t
(s(ζ))
1 , t

(s(ζ))
2 , ..., t

(s(ζ))
ζ

)
, with t0 < t

(s(ζ))
1 < ... < t

(s(ζ))
ζ < tE. The term ζ indicates the

number of shifts in sampling proportion. The vector denoting sampling proportions

is s(ζ) =
(
s

(ζ)
1 , s

(ζ)
2 , ..., s

(ζ)
ζ+1

)
, where s

(ζ)
i > 0 and i ∈ {1, ..., ζ}. Let s

(ζ)
i represent the

sampling proportions during the time interval
[
t
(s(ζ))
i−1 , t

(s(ζ))
i

)
with t

(s(ζ))
ζ+1 = tE.

Under this model, the probability of a sampled tree conditioned on S is given by

f
(
τ |R(ξ), δ(υ), s(ζ), ρ, t(R

(ξ)), t(δ
(υ)), t(s

(ζ)), tE, S
)

=
q1(0)

1− p1(0)

N+n−1∏
i=1

λ(l(xi))ql(xi)(xi)
n∏
i=1

ψ(l(yi))

ql(yi)(yi)

m∏
i=1

ρNi((1− ρ)qi+1(ti))
ni . (5.12)

The functions pi(t) and qi(t) are given by

Ai =

√
(λ(i)− µ(i)− ψ(i))2 + 4λ(i)ψ(i),

Bi =
(1− 2(1− ρi)pi+1(ti))λ(i) + µ(i) + ψ(i)

Ai
,

pi(t) =
λ(i) + µ(i) + ψ(i)− Ai e

Ai(ti−t)(1+Bi)−(1−Bi)

eAi(ti−t)(1+Bi)+(1−Bi)

2λ(i)
,

qi(t) =
4e−Ai(t−ti)

(e−Ai(t−ti)(1 +Bi) + (1−Bi))2
, (5.13)

with i ∈ {1, ...,m}, pm(tm) = 1 and qi(ti) = 1. Again, l(t) has the same definition as

in equation (5.5), but t has another definition. Here, the vector t records the times

of all parameter shifts, which contains all the elements in t(R
(ξ)), t(δ

(υ)), t(s
(ζ)) and

tE. The elements in t are in ascending order.

The functions that convert the epidemiological parameters to the birth, death and

sampling rates at a given time interval i, which is specified by two successive times

in t, are given by

λ(i) = R
(ξ)
lR(i)δ

(υ)
lδ(i)

,

µ(i) = δ
(υ)
lδ(i)
− s(ζ)

ls(i)
δ

(υ)
lδ(i)

,

ψ(i) = s
(ζ)
ls(i)

δ
(υ)
lδ(i)

. (5.14)

The functions that map a given interval i, which is specified by two successive times

in t, to one of the intervals between two successive shifts of a given parameter are
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given by

lR(i) = j if t
(R(ξ))
j−1 ≤ ti−1 < ti ≤ tR

(ξ)

j ,

lδ(i) = j if t
(δ(υ))
j−1 ≤ ti−1 < ti ≤ t

(δ(υ))
j ,

ls(i) = j if t
(s(ζ))
j−1 ≤ ti−1 < ti ≤ t

(s(ζ))
j . (5.15)

(5.16)

The Bayesian birth-death skyline model (Stadler et al., 2013) is described with

shift times representing the times from the past (specifically t0) to recent. Therefore,

the BDSV model is described in the same way here. However, the model can also

be described such that shifts times represent the times from recent (e.g. the last

sampling time) to the past as in the birth-death shift model (Stadler, 2011). Both

parameterisations have been implemented. In addition, the end of the process tE is

assumed to be the last sampling time as in Stadler et al. (2013).

5.2.3 Prior on the timing of the shifts

The probability density on t(R
(ξ)) is

f
(
t(R

(ξ))
∣∣∣a, t0, tE) =

Γ(a(ξ + 1))

Γ(a)ξ+1(tE − t0)ξ

ξ+1∏
i=1

(
t
(R(ξ))
i − t(R

(ξ))
i−1

tE − t0

)(a−1)

, (5.17)

where t
(ξ)
0 = t0 = 0, t

(ξ)
ξ+1 = tE and a > 0. The distribution in equation (5.17) is

the density of a symmetric Dirichlet distributed variable multiplied by tE − t0. The

distribution with the density function described by equation (5.17) is termed the re-

scaled symmetric Dirichlet distribution in this chapter. If t0 = 0 and tE = 1 then

the distribution is a symmetric Dirichlet distribution. The time vectors t(δ
(υ)) and

t(s
(ζ)) are also assumed to be a priori distributed according to the re-scaled symmetric

Dirichlet distribution.

5.2.4 Split-merge proposal for estimating the number of pa-
rameter shifts

To sample from the posterior density from the across-model space, in other words

across models with different numbers of shifts, the split-merge proposal is used. This

is similar to the proposal used in the multiple change-point example presented in

Green (1995). Using the effective reproductive number as a concrete example, if
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there are currently ξ shifts, the probability of choosing a split step is

q(ξ′ = ξ̃ + 1|ξ̃) =

{
1 if ξ̃ = 0,

0.5 if 0 < ξ̃
, (5.18)

and the probability of performing a merge step is

q(ξ′ = ξ̃ − 1|ξ̃) =

{
0 if ξ̃ = 0,

0.5 if 0 < ξ̃,
, (5.19)

while q(ξ′|ξ̃) = 0 for |ξ′− ξ̃| > 1. The probabilities for choosing split and merge steps

follow similarly for the rate of becoming noninfectious and sampling proportion.

5.2.5 Proposal for creating or removing a shift time

Creating (or removing) a shift time can be considered as splitting (or merging) a time

interval. A time interval i is randomly selected to be split with the probability of

P
(
i
∣∣∣ξ̃ → ξ̃ + 1

)
=
t̃
(R(ξ̃))
i − t̃(R

(ξ̃))
i−1

tE − t0
, (5.20)

where i ∈ {1, ..., ξ + 1}. After selecting interval i, a random point ut(R) within the

interval is selected with the probability distribution

ut(R) ∼ Uniform
(
t̃
(R(ξ̃))
i−1 , t̃

(R(ξ̃))
i

)
. (5.21)

The transformation function t′(R
(ξ′)) = h

(split)

t(R) (t̃(R
(ξ̃)), ut(R)) is defined as

t′
(R(ξ′))
j =


t̃
(R(ξ̃))
j if j ∈ 1, ..., i− 1,

ut(R) if j = i,

t̃
(R(ξ̃))
j−1 if j ∈ i+ 1, ..., ξ̃ + 1.

The two new intervals i and i+1 span the periods
[
t̃
(R(ξ̃))
i−1 , t′

(R(ξ′))
i

)
and

[
t′

(R(ξ′))
i , t̃

(R(ξ̃))
i

)
respectively.

For a merge step, two successive intervals i and i+ 1 are randomly selected with

the probability

P
(
i, i+ 1

∣∣∣ξ̃ → ξ̃ − 1
)

=

{
1
ξ̃

if i ∈
{

1, ..., ξ̃
}
,

0 otherwise.
(5.22)
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To obtain a proposed time vector t′(R
(ξ′)), it requires the transformation

(
t′(R

(ξ′)), u′t(R)

)
=

h
(merge)

t̃(R)

(
t̃(R

(ξ̃))
)

which follows

t′
(R(ξ′))
j =


t̃
(R(ξ̃))
j if j ∈ 1, ..., i− 1,

t̃
(R(ξ̃))
j+1 if j ∈ i, ..., ξ′ − 1,

u′
t(R
′) = t̃

(R(ξ̃))
i . (5.23)

The ith interval of t′R
(ξ′)

spans the periods
[
t̃
(R(ξ̃))
i−1 , t̃

(R(ξ̃))
i+1

)
.

The Jacobian matrix for the split step
∂

(
t′(R

(ξ′))

)
∂

(
t̃(R

(ξ̃)),u
t(R)

) and that for the merge step

∂

(
t′(R

(ξ′)),u′
t(R)

)
∂

(
t̃(R

(ξ̃))

) are permuted identity matrices. After a series of row swapping, a per-

muted identity matrix can be rearranged to an identity matrix. Since swapping rows

or columns do not change the absolute value of the determinant of matrix (Cheney

& Kincaid, 2009), the absolute value of the Jacobian determinant for proposing a

time vector is 1.0 for both the split step (|Js,t(R) |) and the merge step (|Js,t(R)|). The

proposed time vector of the rate of becoming noninfectious and that of sampling

proportion are generated similarly when performing a split or merge move.

5.2.5.1 Proposal for non-negative parameters

Because the effective reproductive number and rate of becoming noninfectious are

non-negative, the proposal move described in Section 4.2.4.1 is used to propose new

values when performing a split move or a merge move.

For example, if a split move is performed on the effective reproductive number,

then a random value uR is drawn from the density guR = Normal(0, σuR), with σuR >

0. The values R′
(ξ′)
i and R′

(ξ′)
i+1 are proposed using the transformation h

(split)
r (R̃

(ξ̃)
i , uR)

which is defined by equation (4.34). When merging the intervals i and i + 1, the

new reproductive number of the merged interval is obtained by the transformation

h
(merge)
r (R̃

(ξ̃)
i , R̃

(ξ̃)
i+1), where h

(merge)
r is defined by equation (4.34).

Other non-negative parameters are proposed similarly, except each parameter X

has its own random value generating density gux = Normal(0, σux).

149



5.2.5.2 Sampling proportion (s)

The sampling proportion, s is a probability/proportion and has a natural lower bound

of 0 and upper bound of 1.0. The new value of s is proposed in logit space when

performing the split and merge moves. When splitting the ith interval given the

timing of shifts is t(s
(ζ)), the transformation function for generating new values for

sampling proportions is

(
s′

(ζ̃+1)
i , s′

(ζ̃+1)
i+1

)
= h

(
s

(ζ̃)
i , us

)
=

(
1

1 + e−(logit(s
(ζ̃)
i )+us)

,
1

1 + e−(logit(s
(ζ̃)
i )−us)

)
, (5.24)

with

logit(s
(ζ̃)
i ) = `n

(
s

(ζ̃)
i

1− s(ζ̃)
i

)
. (5.25)

The absolute value of the Jacobian determinant of this transformation is given by

|J (split)
s | =

∣∣∣∣∣∣
∂
(
s′

(ζ̃+1)
i , s′

(ζ̃+1)
k+1

)
∂
(
s̃

(ζ̃)
i , us

)
∣∣∣∣∣∣

=

∣∣∣∣∣∣∣∣
e−us(

s̃(ζ̃i)+(1−s̃(ζ̃)i )e−us
)2

s̃ζ̃i (1−s̃ζ̃i )e−us(
s̃(ζ̃i)+(1−s̃(ζ̃)i )e−us

)2

eus(
s̃(ζ̃i)+(1−s̃(ζ̃)i )eus

)2

−s̃ζ̃i (1−s̃ζ̃i )eus(
s̃(ζ̃i)+(1−s̃(ζ̃)i )eus

)2

∣∣∣∣∣∣∣∣
=

2s̃
(ζ̃)
i (1− s̃(ζ̃)

i )[
(s̃

(ζ̃)
i + (1− s̃(ζ̃)

i )e−us)(s̃
(ζ̃)
i + (1− s̃(ζ̃)

i )eus)
]2 , (5.26)

where us is drawn from the density gus = Normal (µus , σus) with µus = 0 and σus > 0.

When merging the ith and the (i+ 1)th intervals given the timing of shifts is t(ζ), the

transformation function for generating new values for sampling proportions is(
s′

(ζ̃−1)
k , u′s

)
= h

(
s̃

(ζ̃)
i , s̃

(ζ̃)
i+1

)
=

 1

1 + e−
logit

(
s̃
(ζ̃)
i

)
+logit

(
s̃
(ζ̃)
i+1

)
2

,
logit

(
s̃

(ζ̃)
i

)
− logit

(
s̃

(ζ̃)
i+1

)
2

 .

(5.27)
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The absolute value of the Jacobian determinant of this transformation is given by

|J (merge)
s | =

∣∣∣∣∣∣
∂
(
s′

(ζ̃−1)
i , u′s

)
∂
(
s̃

(ζ̃)
i , s̃

(ζ̃)
i+1

)
∣∣∣∣∣∣

=

∣∣∣∣∣∣∣∣det


A

2(1+A)2

(
1

s̃
(ζ̃)
i

+ 1

1−s̃(ζ̃)i

)
A

2(1+A)2

(
1

s̃
(ζ̃)
i+1

+ 1

1−s̃(ζ̃)i+1

)
1
2

(
1

s̃
(ζ̃)
k

− 1

1−s̃(ζ̃)i

)
−1
2

(
1

s̃
(ζ̃)
i+1

+ 1

1−s̃(ζ̃)i+1

)

∣∣∣∣∣∣∣∣

=
A

2 (1 + A)2

(
1

s̃
(ζ̃)
i

+
1

1− s̃(ζ̃)
i

)(
1

s̃
(ζ̃)
i+1

+
1

1− s̃(ζ̃)
i+1

)
,

A = e−
logit

(
s̃
(ζ̃)
i

)
+logit

(
s̃
(ζ̃)
i+1

)
2 . (5.28)

5.2.6 Overall Hastings ratio

Using the effective reproductive number as an example, this section describes the cal-

culation of the Hastings ratios when split and merge moves are used to create a shift

and remove a shift in a epidemiological parameter. If a shift in the effective repro-

ductive number is created within interval i, where i ∈
{

1, ..., ξ̃
}

, then the Hastings

ratio is given by

Pr(ξ̃|ξ̃ + 1) Pr(i, i+ 1|ξ̃ + 1→ ξ̃)

Pr(ξ̃ + 1|ξ̃) Pr(i|ξ̃ → ξ̃ + 1)gt(R)(ut(R))gR(ut(R))
|Js,R||Js,t(R) |, (5.29)

where gR(uR) is the density used to generate a random value for proposing a new

value of the effective reproductive number in a split move. The density gt(R) and the

Jacobian term |Js,t(R) | are defined Section 5.2.5.

When removing a shift in the effective reproductive number by merging intervals

i and i+ 1, where i ∈
{

1, ..., ξ̃ − 1
}

, the Hastings ratio is formulated as

Pr(ξ̃|ξ̃ − 1) Pr(i|ξ̃ − 1→ ξ̃)gt(R)(u′t(R))gR(u′R)

Pr(ξ̃ − 1|ξ̃) Pr(i, i+ 1|ξ̃ → ξ̃ − 1)
|Jm,R||Jm,t(R)|, (5.30)

where |Jm,R| is the absolute value of the Jacobian determinant for the transforma-

tion used to propose values of effective reproductive number in a merge move. The

expression |Jm,t(R) | is defined in Section 5.2.5.
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5.3 Empirical study

5.3.1 Data set and analysis

The Egypt HCV-4 data set used in Section 2.3 is analysed with the BDSV model as

the tree prior. As the sequences in this data set are contemporaneous, the sampling

proportion is set to 0. In other words s
(0)
1 = 0, ζ = 0 and t(s

(0)) is an empty vector.

The ρ-sampling proportion at tE, ρ, is estimated.

For comparison, the HCV-4 data set is also analysed with the Bayesian birth-

death skyline plot again, but unlike the study by Stadler et al. (2013), a hard upper

bound of 1.0 is not placed on the rate of becoming noninfectious.

5.3.1.1 Priors on extended birth-death skyline parameters

Because this data set contains only contemporaneous sequences, the sampling propor-

tion is set to zero. The priors on effective reproductive numbers and rates of becoming

noninfectious have hierarchical constructions. For i ∈ {1, ..., ξ + 1}, the prior on the

effective reproductive number of an interval
[
t
(R(ξ))
i−1 , t

(R(ξ))
i

)
has the following formu-

lation:

R
(ξ)
i ∼ Lognormal(µR, σR)

µR ∼ Normal(0.5, 1.0)

σ−2
R ∼ Gamma(1, 0.1). (5.31)

For i ∈ {1, ..., υ + 1}, the rate of becoming noninfectious during the interval
[
t
(δ(υ))
i−1 , t

(δ(υ))
i

)
has the prior construction given by

δ
(υ)
i ∼ Lognormal(µδ, σδ)

µδ ∼ Normal(−1, 1.0)

σ−2
δ ∼ Gamma(1, 0.1). (5.32)

Because the majority of HCV infections are chronic (Te & Jensen, 2010) (long infec-

tious duration), the prior set up induces a marginal prior probability of approximately

0.8 on δ
(υ)
i < 1 event of becoming noninfectious per year if the time tree is calibrated

to years. This prior choice is more relaxed than imposing a hard upper bound on δ
(υ)
i

as in the analysis presented by Stadler et al. (2013). The ρ parameter has a uniform

prior.

The prior on the shift times of the effective reproductive number is

t(R
(ξ)) ∼ re-scaled symmetric Dirichlet(a, t0, tE), (5.33)
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where a = 1. This means that given t0, tE and ξ, each set of ξ shift points within the

interval (t0, tE) has equal probability density. The shift times of the rate of becoming

noninfectious has the same prior distribution.

The parameter ξ has a Poisson prior with a rate of 0.693, which places a probability

of approximately 0.5 on ξ = 0. The same distribution is chosen as the prior on υ.

5.3.1.2 Analysis details

The normal density with a mean of 0 and standard deviation of σR is used to generate

a random value uR that is required for the splitting transformation of the effective

reproductive number (see equation (5.31) for details). The normal density with a

mean of 0 and standard deviation of σδ is used to generate a random value uδ for the

splitting transformation of the rate becoming noninfectious (see equation (5.32)).

The molecular clock assumption is relaxed. The variation of rates across lineages

is modelled by an uncorrelated relaxed clock with discretised log-normal distribu-

tion. The tree is calibrated by fixing the mean rate across lineages to 0.79 × 10−3

substitutions per site per year (Pybus et al., 2001).

The substitution model used is GTR+Γ4+I. The alignment is not partitioned in

this analysis because the focus is the tree generating process.

5.3.2 Results

The posterior estimates of the number of shifts in effective reproductive number and

the rate of becoming noninfectious through time are summarised in Table 5.1.

Table 5.1: The posterior estimates of the number of shifts in effective reproductive
number (ξ) and that in the rate of becoming noninfectious (υ) estimated using BDSV
model from HCV-4 contemporaneous sequences.

Parameter Estimated 95% HPD 95% HPD
posterior mean lower bound upper bound

ξ 1.67 0 4
υ 1.31 0 3

The 95% credible intervals for both ξ and υ do not exclude 0. In addition the

estimated IP (ξ|D) is 0.272 (3 d.p.) and estimated IP (υ|D) is 0.258 (3 d.p.), which

indicate the effective reproduction number and rate of becoming noninfectious is

constant through time for more than a quarter of posterior samples. In addition, the

strength of evidence supporting variation through time can be examined using Bayes

153



factors. The Bayes factor of the across-time heterogeneity to homogeneity in effective

reproductive number is calculated by the expression:

IP (ξ > 0|D) IP (ξ = 0)

IP (ξ = 0|D) IP (ξ > 0)
, (5.34)

and the Bayes factor of the across-time heterogeneity to homogeneity in rate of be-

coming noninfectious follows similarly. The estimated Bayes factor is 2.87 (3 d.p.)

for ξ > 0 to ξ = 0 and 2.67 (3 d.p.) for υ > 0 to υ = 0. Both of these figures are

less than 3, which indicates that the evidence supporting heterogeneity in effective

reproductive number and rate of becoming noninfectious is barely worth mentioning

according to the scheme for interpreting Bayes factors by Jeffreys (1961). In sum-

mary, the BDSV model does not reject the constant effective reproductive number

and rate of becoming noninfectious through time.

The effective reproductive number and the rate of becoming noninfectious through

time estimated using BDSV model are presented in Figure 5.1 and those estimated

using Bayesian birth-death skyline plot are illustrated in Figure 5.2.1 BDSV skyline

plot (Figure 5.1) shows that there is statistical evidence for the effective reproductive

number greater than 1 during the period from early 20th century until 1960, where

the 95% lower bound is just above 1. The size of the 95% credible interval is fairly

constant through time with a small reduction (30%) by the time it reaches the tips of

the tree. On the other hand, Figure 5.2 also shows that there is statistical evidence

for an effective reproductive number greater than 1 from early 20th century, but it

continues until present time. The 95% credible interval clearly reduces as it reaches

the tips.

On the BDSV skyline plot, the posterior mean rate of becoming noninfectious

elevates substantially in early 20th century. The size of 95% credible interval during

20th century is also much larger. On the other hand, the posterior median rate of

becoming noninfectious is fairly constant through time. The Bayesian birth-death

skyline plot also exhibits an increase in the posterior mean rate and the size of the

95% credible interval of becoming noninfectious from 1900. However, the increase is

more gradual through the 20th century.

Using the BDSV model, the TMRCA of HCV is dated back to 418 years ago with

95% HPD interval of (303,549). Despite the large credible interval, the TMRCA esti-

mate is consistent with the finding that HCV has been around much longer than its

1The plots are produced using modified R codes by the authors of Stadler et al. (2013) available
from https://code.google.com/p/bdssm-beast2/.
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discovery in the 1970s (Njouom et al., 2007; Pouillot, Lachenal, Pybus, Rousset, &

Njouom, 2008; de Bruijne et al., 2009; Njouom et al., 2009; Forbi et al., 2012).

Figure 5.1: Results from the analysis with BDSV model on the Egypt HCV-4 data set:
(a) Top panel presents the posterior estimates of the effective reproductive number
(R0) through time; (b) bottom panel presents the posterior estimates of the rate of be-
coming noninfectious through time (δ). The solid black lines represent the estimated
posterior mean, while the dashed lines represent the estimated posterior median.

For the results from the BDSV model, it is of interest to investigate whether the

variation in the credible interval corresponds to the estimates of the timing of the

parameter shifts. The histograms of the expected number of shifts per decade are

presented in Figure 5.3. The maximum credible clade tree is presented in the same

figure. For both parameters, there is a peak in shift occurrence around 1900. The

credible interval for effective reproductive number is roughly the same through time.

However, the peak appears to correspond to the timing of the increase in the size of

the credible interval of the rate of becoming noninfectious through time.
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Figure 5.2: Results from the analysis with Bayesian birth-death skyline model on the
Egypt HCV-4 data set: (a) Top panel presents the posterior estimates of the effective
reproductive number (R) through time; (b) bottom panel presents the posterior esti-
mates of the rate of becoming noninfectious through time (δ). The solid black lines
represent the estimated posterior mean.
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Figure 5.3: Results from the analysis with the BDSV model on the Egypt HCV-4
data set: (a) The top panel presents the estimated posterior mean number of shifts
per decade in the effective reproductive number (R) through time; (b) the middle
panel illustrates the estimated posterior mean number of the shifts per decade in the
rate of becoming noninfectious (δ) through time; (c) the bottom panel shows the
maximum credible clade tree.
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5.4 Simulation study

5.4.1 Tree simulation procedure and analysis

Simulations are used to investigate the accuracy and the precision of the estimation

of the effective reproductive number, the rate of becoming noninfectious and the

sampling proportion. Time-trees are simulated under the birth-death-sampling model

with piecewise constant rates. A hundred sets of epidemiological parameters are

drawn from the distributions presented in Table 5.2.

Table 5.2: The densities used to draw epidemiological parameters for tree simulation.
Parameter Distribution

ξ Poisson(0.693)
υ Poisson(0.693)
ζ Poisson(0.693)

R
(ξ)
i Gamma(1.5,1)

δ
(υ)
i Gamma(4,1)

s
(ζ)
i Beta(2,6)

t́(R
(ξ)) Re-scaled symmetric Dirichlet(5, t0, tdur)

t́(δ
(υ)) Re-scaled symmetric Dirichlet(5, t0, tdur)

t́(s
(ζ)) Re-scaled symmetric Dirichlet(5, t0, tdur)

tdur Gamma(10,10)

The tdur term represents the duration time of the stochastic process. The most

recent sampling time is tE, and the starting point of the process is t0 = 0. A

hundred sets of parameters outlined in Table 5.2 are drawn from their respective

distributions above. Each set is used to generate a birth-death-sampling tree us-

ing a birth-death process simulator via master equations (Vaughan & Drummond,

2013). The process generates sample trees, where all the tips are the result of the

ψ-sampling process, therefore, tE is less than tdur. The marginal prior distribu-

tion of tE is not exactly Gamma(10, 10). Also, t(R
(ξ)), t(δ

(υ)), and t(s
(ζ)) do not

come from Re-scaled symmetric Dirichlet(5, t0, tE). In the Bayesian analysis, flat

priors are used for these time parameters. In other words, a Uniform(0, 1 × 1010)

is applied to tE, while t(R
(ξ)), t(δ

(υ)), and t(s
(ζ)) all have the prior distribution of

re-scaled symmetric Dirichlet(1, t0, tE).

Let Iξ, Iυ and Iζ denote the number of intervals for effective reproductive number,

rate of becoming noninfectious and sampling proportion, where Iξ = ξ+ 1, Iυ = υ+ 1

and Iζ = ζ + 1. If there are ξ shifts in the the effective reproductive number through

time, then there are Iξ intervals and hence Iξ values would have to be drawn for
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effective reproductive number. The number of values required to be drawn for the rate

of becoming noninfectious and the sampling proportion follows similarly. The birth-

death-sampling model parameters are estimated from each tree with the distributions

specified in Table 5.2 as priors.

5.4.2 Results

To evaluate the accuracy and precision of the parameter estimates, the following

statistics are calculated: the relative bias, relative error, the proportion of analyses

containing the true value in their 95% HPD interval and relative HPD interval size.

These statistics have also been used in (Stadler et al., 2013). As some of these

statistics are relative to the true value, they are undefined for those with true value

equal to 0. Therefore the number of intervals is examined instead of the number of

shifts. The average values of the statistics indicating the accuracy and precision of

the estimation of Iξ, Iυ, Iζ and tE are presented in Table 5.3.

Table 5.3: The statistics on the accuracy and precision of the estimation of parameters
of the birth-death-sampling model with piecewise constant parameter values through
time
Parameter Relative bias Relative error Proportion inside Relative size of

95% HPD interval 95% HPD interval
Iξ -0.0433 0.243 1.00 2.32
Iυ -0.0267 0.227 1.00 2.21
Iζ 0.0267 0.373 1.00 2.16
tE 0.0350 0.087 1.00 0.443

The average values of relative bias are small and do not indicate strong bias in

the estimates of Iξ, Iυ, Iζ and tE. The relative errors have moderate size with the

values of averaged relative error less than 0.400 for all parameters. For each of those

four parameters, the 95% HPD interval recovers the true value in every simulation

analyses. The size of the relative 95% HPD interval of tE is not too large with an

average less than 1. However, the relative interval size is large for the number of

intervals of the piecewise functions with an average of less than 2.25. The large

values are mostly due to the cases where the true number of intervals is 1, which is

the lower bound.

For the functions of effective reproductive number, the rate of becoming noninfec-

tious and sampling proportion through time, new statistics are defined to investigate

the accuracy and precision of the piecewise function estimates.
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For clarity, I describe the calculation for the relative bias and relative error for the

estimation of the effective reproductive number through time. Consider the graph

in Figure 5.4. For readability, the parameter symbols (e.g. R, ξ) are not incor-

Figure 5.4: A hypothetical example to demonstrate how relative bias is computed for
functions. The blue (pink) area represents the intervals where the estimated effective
reproductive number is greater (less) than the true effective reproductive number.

porated in following terms to reduce the complexity of symbolic expressions. Let

β(p) represent a measure of bias of the pth posterior sample of a piecewise func-

tion of the effective reproductive number. Recall that the time vectors are rela-

tive to the origin which is some time in the past. The origin is always labelled 0,

but the distance from the origin to the present time tE is estimated. Therefore,

in order to compare two functions of a given parameter, the timing of their shifts

must be converted onto the same scale. To achieve this, the timings are converted

so that they are relative to the present time. The true shift times are defined as

t(T), with the elements arranged in increasing order and all elements within the in-

terval of 0 and t
(T)
E , where t

(T)
E represents the true length of time between the t0

and the last sampled tip. The converted true shift timings of a given parameter

are denoted as c(T) =
(
c

(T)
1 = −t(T)

E , c
(T)
2 = t

(T)
1 − t(T)

E , ..., c
(T)

ξ(T)+1
= t

(T)

ξ(T) − t
(T)
E

)
. The

terms t(p) and t
(p)
E respectively represent the shift times and the last sampled time
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from the origin of the pth sample. The converted time vector of the pth sample is

c(p) =
(
c

(p)
1 = −t(p)E , c

(p)
2 = t

(p)
1 − t

(p)
E , ..., c

(p)

ξ(p)+1
= t

(p)

ξ(p) − t
(p)
E

)
, with ξ(p) being the pth

posterior sample of ξ produced by the MCMC. The term c
(p)
L is max

{
−t(T)

E ,−t(p)E

}
The ć(T) represents the set containing all values in c(T) that are greater or equal

to c
(p)
L . Similarly, the vector ć(p) represents the set containing all values in c(p) that

are greater or equal to c
(p)
L . The vector a(p) is defined as a(p) = ć(T) ∪ ć(p) ∪ 0 and

a(p) =
(
a

(p)
1 <, ..., a

(p)
n

)
, where n is the length of a(p).

For each posterior sample of an analysis, the relative bias of the pth sample is

β(p) =
n∑
i=2

a
(p)
i − a

(p)
i−1

a
(p)
n − a(p)

1

Ŕ
(p)
i − Ŕ

(T)
i

Ŕ
(T)
i

(
a

(p)
i − a

(p)
i−1

)
,

Ŕ
(p)
i = R

(p)
wp(i),

Ŕ
(T)
i = R

(T)
wT(i),

wp(i) = `
(p)
R (m

(p)
i ),

wT(i) = `
(T)
R (m

(p)
i ),

m
(p)
i =

a
(p)
i − a

(p)
i−1

2
,

`(p)(t) = j iff c
(p)
j−1 < t ≤ c

(p)
j ,

`(T)(t) = j iff c
(T)
j−1 < t ≤ c

(T)
j . (5.35)

The statistic ε(p) is defined as

ε(p) = |β(p)|. (5.36)

The terms β̇ and ε̇ respectively represent the median values of β(p) and ε(p) over P

posterior samples for a given epidemiological parameter. A large positive value of β̇

indicates the estimated function tends to be above the true function, whereas a large

negative value of this statistic indicates the estimated function tends to be below the

true function. A small value of ε̇ suggests that the estimated function follows the true

function closely, whereas a large value of this statistic suggests that the estimated

function tends to deviate from the true function.

The averaged β̇ value suggests slight positive bias in the estimates of the piecewise

parameter function of the effective reproductive number. For the estimated piecewise

function of rate of becoming noninfectious and that of sampling proportion, the mag-

nitude of the average values of β̇ is small. The size of the error appears to be small

with the averaged error relative to the true value being less than 0.430.
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Table 5.4: The statistics on the accuracy and precision of the estimation of the
piecewise constant parameter functions through time under the BDSV model. The
accuracy is indicated by the averaged values of β̇ over the simulation analysis. The
level of precision is indicated by ε̇ over the simulation analysis.

Parameter β̇ ε̇
Effective reproductive number 0.112 0.284

Rate of becoming noninfectious 0.0104 0.416
Sampling proportion -0.0306 0.430

5.5 Discussion

The BDSV model presented in this chapter extends the birth-death skyline plot

(Stadler et al., 2013) by permitting the estimation of the number of shifts that occur

in the rates of birth, death and sampling rates. Furthermore with simple transforma-

tion, the model can be used to estimate the number of shifts in the epidemiological

parameters through time. Applying RJMCMC (Green, 1995) to this model bypasses

the need to guess the number of intervals a priori. Moreover it enables the direct

testing of the hypothesis that the rates remain constant through time.

The BDSV model was applied to the HCV type 4 data set consisting of sequences

collected in Egypt. There is no statistically significant support for the variation in

the epidemiological parameters through time as the estimated Bayes factors of across-

time heterogeneity to homogeneity are less than 3 and the credible intervals for the

number of shifts do not exclude one.

When analysing the HCV-4 data set, the Bayesian birth-death skyline model

(Stadler et al., 2013) and my extension have produced similar results. The 95% cred-

ible intervals of the effective productive number yielded by both analyses are smaller

near the tips than near the root. However, the credible interval at the tips is larger

for BDSV model than the Bayesian birth death skyline model. For the rate of becom-

ing noninfectious, both methods produced credible intervals that are comparatively

small and constant up to around 1900, followed by a substantial increase in the size of

the credible intervals. The Bayesian birth death skyline model exhibits a more grad-

ual increase in the size of the credible interval through the 20th century, whereas the

BDSV model has produced a credible interval that has increased in size within a much

shorter period of time in the early 1900s. Again, BDSV model has produced a larger

credible interval of the rate of becoming noninfectious at the tip. These differences in

the uncertainty of the parameter estimates may be attributed to the fact that BDSV

model estimates the timing of the shifts, whereas the Bayesian birth-death skyline

162



plot fixes the number of shifts and intervals sizes are always equal. A comprehensive

simulation study may provide insight on how these differences affect the estimation

of epidemiological parameters and tree topology.

A simulation study is performed to examine the accuracy and the precision of

the estimation of the parameters in the BDSV model. No obvious problem has been

detected.

Using a technique of Bayesian variable selection, the new model presented in this

chapter enables the level of parameter variation through time to be directly learned

from the data. Potential directions to further the work presented in this chapter are

discussed in Chapter 6.
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Chapter 6

Conclusions

In this thesis, I have presented a series of novel methods that employ Bayesian model

selection and Bayesian nonparametrics to account for the model uncertainty in phy-

logenetics. Specifically, the methods presented in Chapters 2, 3 and 4 accommodate

the model uncertainty associated with the partition scheme of a sequence alignment

and enable the estimation of how properties of the nucleotide substitution process

vary across sites. Chapter 5 introduces a new model, which estimates the number of

shifts in the parameters of the birth-death-sampling process through time.

Although the methods presented in Chapters 2, 3 and 4 all model the across-site

heterogeneity of the nucleotide substitution process, they provide answers to different

questions. To infer the across-site heterogeneity of the nucleotide substitution process,

these methods all estimate the number of categories of substitution pattern, the

number of categories of site rate, and the assignment of sites to the categories, as well

as the substitution model parameters for each category. To estimate the nucleotide

substitution model (indicator) or the site rate model (indicator) for a category, the

spike-and-slab prior (Kuo & Mallick, 1998), which is a Bayesian model selection

technique, is utilised in all these methods. The methods in these three chapters

mainly differ in the a priori assumptions regarding the assignment of individual sites

to categories. Because of this difference, different Bayesian approaches have been

applied.

Chapter 2 presents the substitution Dirichlet process mixture (SDPM) models,

which use Dirichlet process mixture models to uncover the underlying clusters of

sites according the properties of the nucleotide substitution process. This method

estimates the assignments of individual sites to categories of substitution pattern and

categories of rate, without making assumptions on which sites in the alignment are

more likely to be assigned to the same category. As a result, these models provide
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a detailed view of the across-site heterogeneity in the nucleotide substitution process

at the nucleotide level.

While the SDPM models provide information on the across-site heterogeneity in

fine detail, the state space is enormous for sequence data with more than 10000 sites

and the analyses require very long chains to obtain large values of effective sample

size. In addition, for larger data sets, such as genomic sequences, one might only be

interested in a less detailed view of how the properties of the substitution process vary

across sites. In other words, blocks of sites, instead of individuals sites, are assigned

to the substitution categories, where sites within the same data block are always in

the same category. To achieve this, an extension to the SDPM models (presented in

Chapter 2) is developed and presented in Chapter 3. This extension applies Dirichlet

process mixture models to blocks of sites that have been defined a priori. Sites within

a data-block are assumed to share common properties of the nucleotide substitution

process. The appropriate data-blocking depends on the questions of interest. For

example, if the sequences are protein coding and do not have several overlapping

reading frames, then it could be appropriate to first sort those sites into codon po-

sitions (Yang, 1996b; Krajewski, Fain, Buckley, & King, 1999; Buckley et al., 2001;

Nylander et al., 2004) and then divide the sites into smaller blocks if necessary. This is

the approach applied to the HCV-1 genomic data set used for the analyses presented

in Chapter 3.

However, it may be difficult to decide how to divide the alignment into blocks for

some data sets, e.g. those with overlapping reading frames. Furthermore, it could

be of interest to investigate how the properties of the nucleotide substitution process

vary along the sequence alignment in a segmented fashion. It may also provide some

insight on how sites could be sorted into data blocks by revealing the positions in

the alignment where shifts in the properties of the nucleotide substitution process

are likely to have occurred. This is achieved by the method presented in Chapter 4.

Although this method estimates the assignments of individual sites to substitution

categories, there is a restriction where if two sites are in the same category then all

intervening sites must also be in that same category. As a consequence, sites that are

closer together are more likely to be assigned to the same category and the sequence

alignment is partitioned into contiguous segments. Given the model assumption on

site-to-category assignments, RJMCMC appears to be a more suitable approach to

this problem, because the Dirichlet process mixture model does not take into account

the spatial restrictions when estimating the site-to-category assignment.
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While these methods aim to resolve rather different problems regarding the across-

site variation in nucleotide substitution, they all facilitate direct estimation of the

Bayes factor of across-site heterogeneity to homogeneity of nucleotide substitution.

When applying SDPM models (Chapter 2) to single gene-coding sequences, generally

there is strong signal for rate variation among codon positions, but there also appears

to be rate variation within codon positions. When there is support for heterogeneity

in substitution pattern, the choice of nucleotide model does not seem to depend

on the codon position. The results from the SDPM analyses add to the evidence

presented by many studies which have already shown variation in the substitution

process across sites within genes (Huelsenbeck & Nielsen, 1999; Shapiro et al., 2006;

Whelan, 2008). Analyses with the BSDPM models (Chapter 3) on sequences contain

multiple genes show that although there appears to be across-site variation among

genes, it is also found that the substitution properties are shared across blocks from

several different genes. These blocks tend to be in the same codon positions. Therefore

it confirms the results in previous studies that an additional gene does necessarily

provide substantial variation that grants the blocks in that gene to be modelled by

another set of substitution models (Nylander et al., 2004; Brandley et al., 2005; C. Li

et al., 2008; Powell et al., 2013). The SSRJ models (Chapter 4) revealed multiple shifts

in the nucleotide substitution process along the alignments of primate sequences and

HBV genomic sequences. The positions of some of these shifts appear to correspond

to the positions of gene boundaries, while others appear to be between boundaries. In

short, it is difficult to predict the partition scheme prior to an analysis, even knowing

the number of genes and where they begin and end.

Since the methods presented in Chapters 2 to 4 directly estimate the partition

scheme from the alignment data, they obviate the requirement for choosing a par-

tition scheme. The uncertainty associated with partition scheme is incorporated in

phylogenetic estimates. For those who might not be interested in the across-site varia-

tion in the substitution process, the following question might arise, “Does it matter to

incorporate the uncertainty in alignment partitioning?” So far, it appears to be data

specific. In Chapter 2 I have shown that inference on the phylogenetic tree appears

to be affected by the choice of substitution model for a data set of HCV genotype

4 sequences (see Figures 2.10 and 2.11). However, the practical significance of the

difference depends on the degree of difference and the question of interest. If the dif-

ference is near the root then that matters to most questions relating to a phylogenetic

tree. On the other hand, a difference in short branches closer to the tips may not be

of concern if it is still compatible with the expected branch patterns. Yet, if one is
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interested in the fine details regarding the transmission routes of a disease inferred

using a phylogeography approach (Lemey et al., 2009; Lemey, Rambaut, Welch, &

Suchard, 2010) then differences occurring closer to the tips might matter.

Chapter 5 follows the common thread of incorporating model uncertainty to model

heterogeneity, but in that chapter, in the birth-death-sampling model parameters.

The birth-death shift variable model uses RJMCMC to let the data decide the num-

ber of shifts in epidemiological parameters though time. Moreover, it enables the

direct estimation of the Bayes factor of across-time heterogeneity to across-time ho-

mogeneity of rates of birth, death and sampling (or epidemiological parameters). For

the empirical example presented using HCV-4 sequences, there is no substantial ev-

idence for across-time heterogeneity in the epidemiological parameters, as the Bayes

factors of across-time heterogeneity to homogeneity in epidemiological parameters are

less than 3. However, the Bayesian skyline plot estimated an expansion in the popu-

lation size history from this data set (Pybus et al., 2003), therefore one may suspect

that there could also be shifts in the epidemiological parameters prior to the analysis.

Again, this demonstrates that the number of shifts in the epidemiological parameters

is not obvious a priori.

Methods based on Bayesian selection and Bayesian nonparametric approaches aim

to let the data speak for itself and unload decisions on some aspects of the analy-

sis by turning uncertainty associated with those decisions into part of the inference.

However, having these methods does not excuse the user from making careful choices

when carrying out an analysis. For example, to tackle different variants of the prob-

lem regarding across-site variation of the nucleotide substitution process, different

Bayesian techniques have been employed. In other words, a choice on technique had

to be made. Similarly, as with any tool, usefulness of these methods can only be

maximised when applied to the appropriate problem, different methods extract dif-

ferent views on the across-site heterogeneity from the data. A ubiquitous problem

in Bayesian statistical analysis is the choice of prior distributions. For priors on

substitution model parameters, hierarchical constructions have been used. Having a

hierarchical construction can relax the assumptions imposed by the priors. In cases

where external information is incorporated into the prior, there is greater flexibility

when formulating the information as hyper-priors instead of priors.

What has not been much discussed in the previous chapters is how to visualise

the results from these analyses. These models are complex and they generate a large

amount of posterior output. The output of more flexible models is more challenging

to visualise. Although all methods presented in Chapters 2 to 4 produce estimates on
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substitution model parameters across sites, the level of difficulty of visualisation varies

among the methods. Since the SDPM models have no spatial constraint by which

sites are grouped together, it is possible to haves adjacent sites with very different

posterior estimates on the model parameters. Even with a few hundred sites, the

plots are already tricky to read when plotting all the estimates on the same graph.

Therefore many of the plots presented in Chapter 2 are graphical representations of

summaries of the results. Visualising the results from BSDPM models is easier if the

number of blocks is small, e.g. fewer than 100 blocks. The results from SSRJ models

(Chapter 4) are the easiest to visualize of the three. This is because the spatial

constraint smooths out the variation across sites, so that the transitions along the

plot are easy to follow. Even though the results from Chapters 4 and 5 are easy to

visualise, joining the credible intervals across sites for substitution model parameters

(Chapter 4) or across time for epidemiological parameters (Chapter 5) does not convey

important information about parameter correlations between sites.

In each of the main chapters (2 - 5), a hypothesis test is carried out to determine

whether there is statistical support for the non-parsimonious models, in other words,

across-site variation of substitution parameters or across-time variation of tree prior

parameters. However, these methods also allow one to perform hypothesis tests that

answer other questions, such as “Do sites in positions s1, s2 and s3 evolve slower than

all other sites?”, “Is the effective reproductive number constant between time t1 and

t2?” or “Has at least one shift occurred before (or after) a particular time point?”

There are a number of potential directions that would extend the work presented

in this thesis. One extension to the SSRJ models (Chapter 4) is to accommodate

the circular structure of some genomes. Currently, circular genome sequences, like

the HBV genome or the mitochrondial genomes, are treated as a flat genome by first

assuming a break point somewhere along the sequence alignment. Recognising the

circularity of this type of genome avoids the problem of assuming a breakpoint, so

segments at the ‘ends’ can be assigned to the same substitution category even though

the sites between them are in other categories.

For the BDSV model (Chapter 5), the birth, death and sampling rates (or epi-

demiological parameters) are currently assumed to be independent a priori. That

assumption can be relaxed by using prior densities that include covariance terms

among them. Furthermore, it could be worthwhile to explore alternative approaches

to accommodate the model uncertainty associated with the across-time functions of

birth, death and sampling rates (or epidemiological parameters). One of these is to
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apply a Gaussian process as a prior on these parameter functions. Like the Dirich-

let process, the Gaussian process (O’Hagan & Kingman, 1978) is also a stochastic

process. The Gaussian process model is a commonly used Bayesian nonparametric

approach which provides a distribution over functions and has been applied to esti-

mate the population size function within a coalescent framework (Palacios & Minin,

2013).

Many studies have demonstrated that there is across-site variation in the nu-

cleotide substitution process (Wolfe et al., 1987; Bernardi, 1989; Sharp & Lloyd, 1993;

Lopez et al., 1996; Bradnam et al., 1999; Bernaola-Galván et al., 2004; Freudenberg

et al., 2009; Bohlin et al., 2010) and across-time variation in the tree generation

process (Alfaro et al., 2009; Stadler, 2011). The question is how to model these

types of variation. The methods presented in this thesis all facilitate model compar-

ison and model selection in a Bayesian framework to let the data decide how many

parameters are required to accommodate such variation. The Bayesian approaches

employed here incorporate model selection as part of the analysis. If the model space

is large, this saves one from having to narrow down the model space to a set of feasi-

ble size for model comparison. Furthermore, these methods provide direct estimation

of Bayes factors, which enables hypothesis testing related to alignment partitioning

and birth-death-sampling parameters without using marginal likelihood approxima-

tion methods. Aside from letting the data speak for itself, more importantly, they

take into account the uncertainty associated with alignment partition schemes or the

tree generating processes, avoiding potential model misspecification.
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A.1 Supplementary tables for Chapter 2

Table A.1: Virus data sets used to construct the hyper priors on the base distributions
for analyses on viral sequences

Virus Gene
Avian influenza A H7N7 HA
Bovine respiratory syncytial virus G
Classical swine fever E2
Equine arter virus GP
Human enterovirus 71 VP1
FluC NP
Foot and mouth disease A VP1
Foot and mouth disease C VP1
Foot and mouth disease O VP1
Hepatitus C 1b E1 and E2
Human immunodeficiency 1 subtype EC ENV
Human immunodeficiency 1 subtype EC GAG
Human respiratory syncytial A G
Human respiratory syncytial B G
Human parainfluenza 1 HN
Infectious bursal disease VP2
Japanese encephalitis E
Louping ill E
Rabbit hemorrhagic disease VP60
Rabies G
Rubella E1
St. Louis encephalitis E
Tick-borneencephalitis E
Venezuelan equine encephalitis E2
Western equine encephalitis E1
Yellow fever E
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Table A.2: Mammal data sets used to construct the hyper priors on the parameters
of the base distributions for analyses on the sequences of Mammalian FGF1 gene

ENSEMBL ID symbol
ENSG00000033178 UBE1L2
ENSG00000038002 AGA
ENSG00000067208 EVI5
ENSG00000069702 TGFBR3
ENSG00000072422 RHOBTB1
ENSG00000073614 JARID1A
ENSG00000077380 DYNC1I2
ENSG00000077782 FGFR1
ENSG00000081177 EXDL2
ENSG00000091436 MLTK
ENSG00000092421 SEMA6A
ENSG00000093100 MICA3
ENSG00000100201 DDX17
ENSG00000100997 ABHD12
ENSG00000114770 ABCC5
ENSG00000115159 GPD2
ENSG00000131374 TBC1D5
ENSG00000134775 FHOD3
ENSG00000136854 STXBP1
ENSG00000138448 ITGAV
ENSG00000150764 DIXDC1
ENSG00000160392 C19ORF47
ENSG00000169398 PTK2
ENSG00000182901 RGS7
ENSG00000184454 C1ORF130

Table A.3: Parameter values of the data-specific prior on the parameters of the base
distributions of substitution Dirichlet process mixture models for relative exchange
rates and rate multipliers

Parameter Mammal Virus
µ0 (3.89, 1.914, 0.416,−0.122, 0.209) (2.11, 0.548, 0.216, 0.359,−0.579)

Σ0


1.124 −0.121 0.068 0.049 0.120
−0.121 1.261 0.085 −0.089 0.009

0.068 0.085 0.095 0.018 0.063
0.049 −0.089 0.018 0.077 0.035
0.120 0.009 0.063 0.035 0.137




0.203 −0.020 0.071 0.107 0.151
−0.020 0.116 −0.043 0.049 −0.027

0.071 −0.043 0.211 0.069 0.141
0.107 0.049 0.069 0.234 0.121
0.151 −0.027 0.141 0.121 0.470


µr -2.3 -7.686
σr 2.35 1.267
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Table A.4: Chain lengths (in millions of iterations) for the substitution mixture model
analyses

Data set SDPM1 SDPM2
Clock model SC LNRC SC LNRC
EBOV 270 450 270 480
HCV-4 100 360 180 360
Mammal 25 25 25 25
RSVA 50 50 50 50
HCV-1b 700 800 - -

Table A.5: Posterior mean and 95% HPD of the number of categories
Data set Clock model RDPM SDPM1 SDPM2

Kr K KΦ Kr

EBOV SC 2.6 (2,4) 4.7 (3,6) 4.7 (3,6) 2.6 (2,4)
EBOV LNRC 2.7 (2,4) 4.7 (3,6) 5.2 (4,7) 2.6 (2.4)
HCV-4 SC 5.4 (3,7) 9.0 (7,11) 7.0 (5,9) 4.2 (2,6)
HCV-4 LNRC 5.4 (4,7) 9.2 (7,11) 6.9 (5,9) 4.5 (3,7)

Mammal SC 2.6 (2,4) 3.9 (3,5) 2.7 (2,4) 2.6 (2,4)
Mammal LNRC 2.6 (2,4) 3.9 (3,5) 2.7 (2,4) 2.7 (2,4)

RSVA SC 2.7 (2,4) 2.7 (2,4) 2.3 (1,4) 2.7 (2,4)
RSVA LNRC 2.7 (2,4) 2.7 (2,4) 2.2 (1,4) 2.7 (2,4)

HCV-1b SC 4.7 (4,6) 10 (8,12) - -
HCV-1b LNRC 5.0 (4,7) 10 (8,12) - -
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A.2 Supplementary figures for Chapter 2

Figure A.1: Reduced tree space based on the Robinson-Foulds distance between MCC
trees produced using different substitution models. HKY + Γ4 + I is coloured red,
GTR + Γ4 + I orange, GTR + Γ4 + I + CP3 yellow, GY94 + Γ4 + I green, RDPM
turquoise, SDPM1 blue and SDPM2 purple.
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Figure A.2: The maximum clade credibility (MCC) tree from an analysis using GTR
+ Γ4 + I and strict molecular clock. The tree is labelled with the top 50 clades
with the largest range in posterior probability across trees estimated using different
substitution models. For example, the clade marked with “1” means that the range
of the posterior probabilities of that clade is the largest across the trees estimated
using different substitution models.
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Figure A.3: The MCC tree from an analysis with GY94 + Γ4 + I and a strict molecular
clock model. The tree is labelled with the top 50 clades with the largest range in
posterior probability across trees estimated using different substitution models. For
example, the clade marked with “1” means that the range of the posterior probabilities
of that clade is the largest across the trees estimated using different substitution
models.
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Figure A.4: The MCC tree from an analysis using SDPM2 and a strict molecular clock
model. The tree is labelled with the top 50 clades with the largest range in posterior
probability across trees estimated using different substitution models. For example,
the clade marked with “1” means that the range of the posterior probabilities of that
clade is the largest across the trees estimated using different substitution models.
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Figure A.5: The MCC tree from an analysis with GTR + Γ4 + I and a relaxed molec-
ular clock model. The tree is labelled with the top 50 clades with the largest range in
posterior probability across trees estimated using different substitution models. For
example, the clade marked with “1” means that the range of the posterior probabili-
ties of that clade is the largest across the trees estimated using different substitution
models.
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Figure A.6: The MCC tree from an analysis with GY94 + Γ4 + I and a relaxed molec-
ular clock model. The tree is labelled with the top 50 clades with the largest range in
posterior probability across trees estimated using different substitution models. For
example, the clade marked with “1” means that the range of the posterior probabili-
ties of that clade is the largest across the trees estimated using different substitution
models.
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Figure A.7: The MCC tree from an analysis using SDPM2 and a relaxed molecular
clock model. The tree is labelled with the top 50 clades with the largest range in
posterior probability across trees estimated using different substitution models. For
example, the clade marked with “1” means that the range of the posterior probabilities
of that clade is the largest across the trees estimated using different substitution
models.
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Figure A.8: The 95% HPD intervals of site specific rates for the HCV-1b genome
sequences. Codon positions 1, 2 and 3 are coded in red, green and blue respectively.
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Figure A.9: Prior distributions on the number of categories used in the simulation
study.
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A.3 Comparing different tree prior specifications

In the case of serially sampled or time-stamped data, the posterior distribution sam-

pled is of the form

f (τ ,Θ,Φ, r|D) ∝ f (D|τ ,Φ, r) f(Φ, r)f (τ |Θ) f(Θ). (A.1)

Calibration is effected because sample times and thus τ are expressed in calendar units

so that r is in units of substitution per site per unit of calendar time (A. J. Drummond

et al., 2002; A. J. Drummond, Pybus, Rambaut, Forsberg, & Rodrigo, 2003). This is

the same as in the original paper (Wu et al., 2013) and in this chapter. However, when

there is no natural calibration that provides a time-scale, it needs to be constructed.

There is a difference in the tree prior specification in analyses on contemporaneous

sequences between Chapter 2 and the paper by (Wu et al., 2013). In Chapter 2 the

(Yule or coalescent) tree prior is applied to the time-tree, and therefore the full

Bayesian model takes the form

f (τ ,Θ,Φ, r|D) ∝ f (D|τ ,Φ, r) f(Φ, r)f (τ/TMRCA|Θ, TMRCA) f(TMRCA)f(Θ),

(A.2)

where f (τ/TMRCA|Θ, TMRCA) 1is the calibrated tree prior on the time-tree and f(Θ)

is the prior on the tree hyperparameter(s) Θ. This prior specification is termed,

the “time-tree-prior” specification. When there is no known calibration, the age of

the time-tree is restricted to approximately 1 (e.g. f(TMRCA) is the density function

of Normal(1,0.1) or Gamma(100,100) ), the trees are scaled to substitution units by

multiplying the branch lengths by the site rate multipliers for each posterior sample

after the MCMC runs are completed.

In the study by Wu et al. (2013), the tree prior was applied to the substitution-

tree. That is, at each step of the MCMC, the branch lengths of the calibrated time-

trees were scaled to substitution units by multiplying by the mean of the site rate

multipliers. The MCMC thus evaluated the prior density of the coalescent inter-

val/divergence times in “substitution units” under the coalescent/Yule model. With

the substitution-tree-prior specification, the density of the full Bayesian model follows

f (τ ,Θ,Φ, r|D) ∝ f (D|τ ,Φ, r) f(Φ, r)f (r̄ · τ |Θ) f(TMRCA)f(Θ), (A.3)

where r̄ · τ is the tree scaled by the mean of site rate multipliers. It is obvious that

such specification does not obey the rules of probability calculus. This construction

1This can be treated exactly in the case of the Yule Prior (Heled & Drummond, 2012) but
approximated in case of Bayesian skyline plot by the multiplicative construction sensu Heled and
Drummond (2012).
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attempts to approximate one that would actually induce a marginal prior on r̄ · τ
with a density given by f (r̄ · τ |Θ). However, it is later found that this construction

is a poor approximation. In addition, such a specification leads to a much shorter tree

in substitutions TH than the time-tree-prior specification. Details on the difference

are discussed later.

To explain why applying the prior on the scaled tree can give a substantially

different answer, consider a simplified version of the problem, where the tree has four

tips, site rates are assumed homogeneous and a coalescent prior with known constant

population size θ is applied to the substitution tree. Let t1, t2 and t3 represent the

coalescent interval ordered backwards in time. Three scenarios are considered and

outlined below.

Scenario 1: Without applying a constraint on the TMRCA, the density of the prior

on tree intervals and rate under the substitution-prior-specification is the product of

the densities

Ĥrt1 = Exponential

(
6

θ

)
Ĥrt2 = Exponential

(
3

θ

)
Ĥrt3 = Exponential

(
1

θ

)
Ĥr = A univariate distribution, (A.4)

which is

f (t1, t2, t3, r) =
6

θ
e−

6
θ
rt1 × 3

θ
e−

3
θ
rt2 × 1

θ
e−

1
θ
rt3 × f̂(r). (A.5)

where there f̂(r) is probability density of Ĥr. Note that Ĥrt1 , Ĥrt2 , Ĥrt3 and Ĥr do

not respectively represent the actual marginal prior distributions on rt1, rt2, rt3 and

r, if standard sampling moves were used to sample t1, t2, t3 and r. In this case, there

are as many densities as there are free parameters. The induced marginal density on

r can be obtained by integrating out t1, t2 and t3 that gives

f(r) =

∫ ∞
0

∫ ∞
0

∫ ∞
0

6

θ
e−

6
θ
rt1 × 3

θ
e−

3
θ
rt2 × 1

θ
e−

1
θ
rt3 f̂(r)dt3dt2dt1 =

1

r3
f̂(r), (A.6)

If the tree has n tips, then the coefficient would be 1
rn−1 . The term 1

rn−1 strongly

favours small values of r.
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The Hastings ratio can be altered so that the prior distribution of rt1, rt2 and rt3

is given by

rt1 ∼ Exponential

(
6

θ

)
rt2 ∼ Exponential

(
3

θ

)
rt3 ∼ Exponential

(
1

θ

)
. (A.7)

If the coalescent is not applied to the product of the rate and branch lengths, then the

Hasting’s ratio of r is 1
Q , where Q is some scale factor. As mentioned earlier, if the

coalescent density is applied to the product of the rate and branch lengths, scaling the

rate is equivalent to scaling the tree, then the Hastings ratio becomes Q(nI−2), where

nI is the number of internal nodes. The Hastings ratios for scaling a single parameter

and a tree are both presented in the Appendix section of (A. J. Drummond et al.,

2002). In this situation, the sampling moves are operated on rt1, rt2 and rt3, to which

the coalescent is applied. This modification is reasonably simple in the case where

there is a single rate parameter. However, when there are multiple rate partitions in

an alignment, and the tree is scaled by the mean of rates across sites, the correction

for the Hastings ratio is not as straightforward. This is because the effect of scaling

a single rate only affects the mean rate partially, and the effect also depends on the

proportion of sites assigned to this rate parameter. In addition, the actual marginal

prior on r is still not quite as straightforward. For example, even if Ĥr is a uniform

prior and modified Hastings ratio for the scale move is used, the actual marginal

distribution on r strongly favours values near 0.

In conclusion, a prior should not be specified on rt1, rt2, and rt3 if the MCMC

only directly samples t1, t2, t3 and r. Alternatively, if a parameter has no prior

directly specified, then the Hastings ratio must be constructed with care. Due to

these complexities, one should avoid the substitution-tree-prior all together, and use

the specification in described by equation (A.2).

Scenario 2: A strict prior centred around 1 is applied to TMRCA = t1 + t2 + t3. Like

in Scenario 1, the coalescent density is applied to the tree scaled by the rate. Under

the substitution-tree-prior specification with a constraint on TMRCA, the density on
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Figure A.10: The effect of the substitution prior-specification with constraint on TH

on the marginal prior distribution of rate in scenario 2. Plot (a) shows the marginal
prior probability density of rate under the substitution-tree-prior specification, and
plot (b) illustrates the expected prior rate for different number of tree tips.

the rate and tree is a product of the densities of the following distributions:

Ĥrt1+rt2+rt3 = Truncated-Normal (1, 0.1)

Ĥrt1 = Exponential

(
6

θ

)
Ĥrt2 = Exponential

(
3

θ

)
Ĥrt3 = Exponential

(
1

θ

)
Ĥr = Uniform(0, 20). (A.8)

Note that Ĥt1+t2+t3 does not represent the actual marginal prior distribution on

TMRCA. Equation (A.8) shows that there is over-specification with this set up. Specif-

ically, five distributions have been applied on four free parameters. Using grid ap-

proximation (Gelman et al., 2013), the actual probability density of marginal prior

distribution of the rate parameter, Hr, is illustrated in Figure A.10 (a). Although

the distribution Ĥr is uniform, the actual marginal prior probability distribution on

the rate Hr strongly favours small values of r. The marginal prior expected rate for

different number of tips is shown in Figure A.10 (b). The graph indicates that as

the number of tips increases in the marginal expected value on rate drops in the an
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exponential-like fashion, which explains why the trees estimated for the HCV data

set (63 tips) exhibit more severe bias than those for the mammal data set when using

the substitution-tree-prior specification.

Scenario 3: The coalescent density is applied to the time tree intervals rather

than those scaled by the rate. There is also a strict prior centred around 1 is applied

to TMRCA = t1 + t2 + t3. This is the time-tree prior specification which uses the

multiplicative construction sensu Heled and Drummond (2012), the prior density of

the tree is a product of the density of the following distributions:

Ĥt1+t2+t3 = Truncated-Normal(1, 0.1)

Ĥt1 = Exponential

(
6

θ

)
Ĥt2 = Exponential

(
3

θ

)
Ĥt3 = Exponential

(
1

θ

)
Hr = A univariate distribution (A.9)

Although this specification also has the problem of over-specification, it does not

affect the marginal prior density of r. Without the severe bias introduced to r a

priori, the specification does not appear to lead to severely biased estimates of TH, as

indicated by the results from analyses on the data simulated by procedure two (Table

2.6).

The various different analysis scenarios are sorted according to the factors present

in each analysis and are summarised in Table A.6.

Table A.6: Sorting prior specification scenarios according to factors present in prior
specification

Tree prior applied to tree scaled by
a free parameter or (parameters)
Yes No

Over-specification
Present Scenario 2 Scenario3
Absent Scenario 1 Analysis with calibration

Table A.7 whether strongly biased marginal prior on the rate is induced given

the factors present in the tree-prior specification. Of all prior scenarios, apply the

coalescent density to the tree scaled by rate, which is also estimated, appears to be

the common factor that appeared in cases that lead to a strongly biased marginal

rate prior.

188



Table A.7: Whether strongly bias marginal prior on the rate is induced given the
factors present in the analysis.

Tree prior applied to tree scaled by
a free parameter or (parameters)

Yes No

Over-specification
Present Y N
Absent Y N

A.3.1 Comparison of tree height (in substitutions) TH esti-
mation between different tree prior specifications for
SDPM analyses on contemporaneous data sets

The time-tree prior specification produced TH estimates that were much more consis-

tent with previous findings by other authors and methods. It is of interest to compare

the TH the estimates, derived from two different prior specification for both mammal

and HCV-4 data sets.

The TH estimates produced using substitution-tree prior specification are not pre-

sented here but are available in the article by Wu et al. (2013). For HCV-4, there is a

large difference in the TH estimates between the two tree prior specifications. For the

DPM analyses, the Ê[TH] values produced by analyses using the time-tree-prior spec-

ification are between 1.47 and 4.61 times those produced using the substitution-tree-

prior specification. When comparing the MCC trees produced from DPM analyses,

the lengths of branches near the root are much shorter for the substitution-tree-prior

specification than for the time-tree-prior specification. Although the difference in TH

estimates are large, answers with regard to substitution process heterogeneity and

model fit are quite similar in general. Furthermore, the clustering pattern in tree

topology across different substitution models, as shown in reduced-space plots in Fig-

ure 2.10 and Figure 2.11, also show the same clustering pattern among the substitution

models (refer to Figures 8 and 9 for the corresponding plots for substitution-tree-prior

specification in Wu et al. (2013)).

For the mammal data set, there is less apparent difference in the TH estimates

between the two tree prior specifications. Of the DPM analyses on the mammal data

set, the Ê [TH] values produced by analyses using the time-tree-prior specification are

between 1.19 and 1.32 times those produced by the analyses using the substitution-

tree-prior specification. The difference in the estimated substitution process hetero-

geneity investigated are also minor between the two tree prior specifications, except

that there is greater uncertainty in the estimates for parameters for the GTR models
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when the time-tree-prior specification is used. Only the trees produced using the

DPM models are compare here. This is because in the original paper (Wu et al.,

2013), the substitution-tree-prior specification was only used when analysing with

DPM models. The substantial underestimation of tree height in also observed when

applying the substitution-tree-prior specification with a simpler substitution model

e.g. GTR+Γ4+I (results not presented here).

A.3.2 Comparison of parameter estimation between different
tree prior specifications for SDPM analyses on simu-
lated data

Because the focus was on alignment partitioning, the examination of the accuracy

and precision on the TH estimation was omitted in the original study by Wu et al.

(2013). The statistics of the accuracy and precision of TH produced by analyses using

the substitution-tree-prior specification are presented in Table A.8. When using the

substitution-tree-prior specification, estimates of TH display mildly negative relative

bias across all analyses on data simulated by procedure one (see Section 2.5.5.1 for

details). The greater magnitude of bias is also reflected in the greater values of

relative error. However, the HPD interval coverage of the true TH is substantially less

than for the time-tree-prior specification. The relative HPD interval sizes also tend

to be smaller if the substitution-tree-prior specification has been used instead of the

time-tree-prior specification.

Poor results are obtained from analyses using substitution-tree-prior specification

for data sets simulated from procedure two (see Section 2.5.5.1 for details). The

TH estimates exhibit severe bias, as indicated by the fact that none of the analyses

produced a 95% HPD interval containing the true value.

Table A.8: Statistics of accuracy and precision of the TH estimates from analyses
using the substitution-tree-prior specification

Data simulation Model Estimate Relative Relative % inside 95% Relative 95% HPD
procedure χ bias error HPD interval interval size

One

RDPM
N -0.0902 0.0964 0.48 0.180
Y -0.0922 0.0941 0.51 0.183

SDPM1
N -0.0874 0.0897 0.54 0.185
Y -0.0836 0.0879 0.56 0.184

SDPM2
N -0.0850 0.0883 0.52 0.184
Y -0.0844 0.0908 0.59 0.183

Two SDPM2
N -0.374 0.374 0 0.209
Y -0.367 0.367 0 0.216

In comparison, the results obtained from the simulation analyses using the time-

tree-prior specification (equation (A.2)) presented in Table 2.6, shows that time-
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tree-prior specification produces much better TH estimates as indicated by order of

magnitude smaller estimates of relative bias, smaller values of relative error and much

higher 95% HPD coverage of the true value.

Given that the choice of tree prior has such an impact on the accuracy of the

TMRCA estimates, I have also investigated the accuracy and precision of the birth

rate estimates of the Yule model when using the substitution-tree-prior specification.

Statistics of accuracy and precision are presented in Table A.9. Relative bias values

suggest that the birth rate estimates tend to be slightly more positively biased when

substitution-tree-prior specification was applied instead of the time-tree-prior specifi-

cation. However, the magnitude of the positive bias is not very high either. Relative

error is slightly larger when substitution-tree-prior specification was applied instead

of its the time-tree-prior specification (equation (A.2)). The HPD interval coverage

of the true birth rate value is high for both specifications. The relative HPD interval

size is similar between the two specifications.

Table A.9: Statistics of accuracy and precision of the birth rate estimates produced
from analyses using the substitution-tree-prior specification.

Data simulation Model Estimate Relative Relative % inside 95% Relative 95% HPD
procedure χ bias error HPD interval interval size

One

RDPM
N 0.138 0.188 0.92 0.792
Y 0.137 0.193 0.94 0.800

SDPM1
N 0.130 0.183 0.95 0.799
Y 0.130 0.186 0.95 0.803

SDPM2
N 0.130 0.184 0.96 0.791
Y 0.129 0.183 0.95 0.796

However, the results from the simulation analyses with the time-tree-prior specifi-

cation show better accuracy and precision. The statistics in Table 2.7 shows smaller

relative bias, smaller relative error and higher 95% HPD coverage of the true value

on average.

Comparing the statistics of Table 2.4 with those in Table 3 of (Wu et al., 2013),

one could see that the accuracy and precision statistics for the estimated number of

categories for data sets simulated under procedure one are very similar for the two

tree prior specifications. These statistics for K(Φ) are also quite similar for data sets

simulated under procedure two using the two tree prior specifications. However, when

substitution-tree-prior specification is used, the estimates for K(r) are more negatively

biased whether or not the concentration parameter is estimated. Additionally, if the

concentration parameter is fixed, K(r) estimates have less HPD interval coverage

(0.92) than when the time-tree-prior specification is used.
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Consider the analyses on simulated data produced by procedure two. For the

analyses with the substitution-tree-prior specification, the proportions of sites with

95% HPD sets recovering the δTrue and the that with δTrue = δMax are graphed in

box-plots presented in Figure A.11. It can be seen that the coverage of δTrue is high

whether or not χ is estimated. Also, more than half of the analyses have δTrue = δMax

for more than half of the alignment.

Figure A.11: The accuracy of recovering the true model indicator of nucleotide sub-
stitution, δTrue.

All the simulations have more 60% of the sites containing the true nucleotide sub-

stitution model indicator in their 95% HPD sets. When the concentration parameter

is fixed, 85% of the simulations have more than 95% of the sites containing the true

nucleotide substitution model indicator in their 95% HPD sets. When the concen-

tration parameter is estimated, the corresponding proportion of simulations is 96%

HPD sets.

The values of the statistics Ξ, ΞΦ and ΞΓ are computed for each simulation analysis

with substitution-tree-prior specification where applicable. The median values of Ξ,

ΞΦ and ΞΓ (where applicable) across analyses with the same substitution model are

summarised in Table A.10. Overall it appears that there is a high proportion of

posterior samples that have partition schemes closer to the true partition schemes

than random permutation of the samples.

The problem with substitution-tree-prior specification appears to do with applying

a tree (coalescent or Yule) prior density to a tree scaled by a rate parameter or mean
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Table A.10: The proportion that the partitioning estimated by the DPM models are
closer to the true partitioning than random permutations when the substitution-tree-
prior specification is used.

Data simulation Model Statistic Estimate χ Median value across analyses
procedure

One

RDPM Ξ(r) N 0.998
Y 0.997

SDPM1 Ξ
N 0.995
Y 0.998

SDPM2
Ξ(Φ) N 0.842

Y 0.907

Ξ(r) N 0.994
Y 0.996

Two SDPM2
Ξ(Φ) N 0.999

Y 1.000

Ξ(r) N 0.978
Y 0.983

of rate parameters, which are also estimated. As shown in scenario 1 and 2, this

induces a marginal rate prior that strongly favours small rate values, which results

in the TH to be underestimated. Therefore, the substitution-tree-prior specification

should be completely avoided in future analyses. Although the substitution-tree-

prior specification produces severely negatively biased TH estimates, nevertheless,

the performance of the SDPM models on partition scheme estimation is robust with

regard to this poor tree prior choice.

Using the time-tree-prior specification (used in Chapter 2), even when using the

multiplicative construction, does not induce such a marginal rate prior that strongly

prefers small rate values, and therefore it produces reasonably accurate TH estimates

as shown by the simulation results presented in Section 2.5.5.2. To fix this problem in

analysis, it only requires a change in the xml input and this problem is independent

of the part of the software package that implements the Dirichlet process mixture

models.
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Appendix B

Supplementary material to
Chapter 3

Table B.1: Chain lengths (in millions of iterations) for the analyses with BSDPM
models. The length of the MCMC is specified prior to the analysis. The length
required to reach convergence may well be shorter. Some of the chains were stopped
prior to completion as it had exceeded the computation time specified on the CPU
cluster.

Number of Segments Model
BSDPM1 BSDPM2

1 20 20
2 20 80
3 40 100
5 60 120
8 60 140
13 80 160
21 80 160
34 260 260
55 180 180
89 180 450
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