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Abstract

Single-Channel Statistical Bayesian Short-Time Fourier Transform Speech

Enhancement with Deterministic A Priori Information

by Matthew C. McCallum

Emergency service workers are constantly required to communicate in environments with very low acoustic

signal to noise ratios (SNRs), where both quality and intelligibility of speech are of critical importance.

Attempts to improve such aspects of speech have long been investigated under the umbrella of speech

enhancement. Bayesian short-time Fourier transform (STFT) speech enhancement algorithms are a key

candidate for real-time radio communications applications, as relatively good increases in speech quality

can be achieved with relatively low computational complexity.

In the context of empirical Bayesian statistics, a predictable or deterministic component of a speech STFT

coe�cient, due to information sources external to data at a given time-frequency index, may be represented

as a non-zero mean in the respective a priori speech pdf, about which, there is some uncertainty (i.e., non-

zero variance). Additionally, considering that public service workers often encounter few, but recurring

noise sources, non-zero mean a priori pdfs are also of interest in modelling noise, where they may exploit

predictable characteristics of a known noise source. Such a unimodal non-zero mean a priori speech/noise

pdf is novel to Bayesian STFT speech enhancement, and the research here establishes a framework for

Bayesian STFT speech enhancement under this consideration.

Here, this is restricted to non-zero means representing sinusoidal signal components in both speech and

noise. These components are typically underexploited in Bayesian STFT speech enhancement, and in

theory, the framework established here may also be extended to more arbitrary predictable signal com-

ponents. Several novel methods for the estimation of the amplitude, phase and frequency of potentially

non-stationary sinusoidal deterministic components in speech and noise are presented. These estimated

signal features may then specify a non-zero mean a priori pdf, allowing the development of several novel

estimators for the clean speech STFT. The parameter estimation methods, and the clean speech estimators

that are dependent upon them, are then combined to form a number of speech enhancement algorithms.

The ideas developed in this research result in both improved recovery of speech information and improved

removal of undesirable noise features, according to a range of quality/intelligibility measures under a range

of conditions.
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Nomenclature

Fourier transform notation

In this work, Fourier transform or short-time Fourier transform representations of discrete or continuous

time-domain signals are identi�ed using uppercase symbols of the corresponding lower case signal. For

example, the Fourier transform of signal x(t) may be denoted X(f), and the short-time Fourier transform

of a discrete signal, x[n], may be denoted X[k,m].

As this short-time Fourier transform notation will be used heavily for the processes described in this re-

search, it will sometimes be necessary to demote frequency and/or time frame indices to subscript, or

drop them from the notation altogether in discussions where they are irrelevant. For example X[k,m] =

Xk[m] = Xk,m = Xk. This is be required to avoid overly cumbersome expressions where they are uneces-

sary. It is ensured that frequency and time indices will be written explicitly in the notation where they

impart useful information or are thought important to be brought to the reader's attention.

Due to the recurring use of short-time Fourier transforms as a core component of this research, it will

also be useful to employ conventions for the magnitude and phase of a short-time Fourier transform

representation. The nomenclature X[k,m] and X̃[k,m] will be employed to denote the magnitude and

phase of a given short-time Fourier transform representation X[k,m].

Random variable notation

Throughout this work, bold font symbols are used to identify random variables, whereas corresponding

plain font symbols notate observations or values of these random variables. For example, x[n] may represent

a random discrete time process, and x[n] may represent a hypothetical or observed value of this process.
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Nomenclature xiv

Due to the empirical Bayesian methodology of this work, all variables may be characterised as either a

known quantity or a random variable, and so the notation used will depend on the context of the current

discussion.

The probability density functions and probability mass functions describing a random variable, x, will be

denoted px(x) and Px(x), respectively. Any dependencies on other random variables will initially be noted

explicitly in both the subscript and argument. For example the pdf of x conditioned on y may be denoted

px|y (x|y = y). However this notational device is relaxed as will be made clear in various parts of this

dissertation. That is, to maintain some degree of readability in the nomenclature the subscript indicating

the random variable, or the arguments of the pdf/pmf may be removed.

A number of estimates of random variable properties will be required or derived throughout the dissertation.

Here hat notation is used to indicate an estimate of a random variable's mean. For example, x̂ denotes an

estimate of the mean of the random variable x.

Vector and matrix notation

Here all vectors are de�ned as column vectors, with transpose operations (·T and ·H) used to create row

vectors.

Column vectors are constructed with the use of curly braces {·}. For an indexed signal, the starting index

of a signal variable for a given vector is noted in subscript following parentheses and the �nal value in

superscript. For example, given a signal y[n], the correct notation for creating a column vector containing

indices n = 1 to n = 10 inclusive is {y[n]}10
n=1, where, in this case, n would increase from 1 to 10 with the

column index. Matrices are either displayed explicitly or constructed in the same fashion, i.e., as vectors

of vectors.

Alternatively, vectors and matrices may be constructed elementwise as series of column elements. For ex-

ample, a row vector containing samples of y[n] from n = 1 to n = 4 may be written as {y[1], y[2], y[3], y[4]}.

Due to the limited notational devices available, no notation will be used to explicitly de�ne vectors and

matrices. However, use of vectors and matrices should be obvious from their de�nition in the text.
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dissertation. However, several recurring symbols/notational devices are listed here for the reader's
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Chapter 1

Introduction

For an inexhaustible list of reasons related to social development, productivity, e�ciency and safety,

communication is of great importance to the human race. Perhaps one of the most robust and

accessible forms of communication is speech, evident in the wide body of literature researching its

production, perception, transformation, encoding, etc. [1�3]. Over the last century, through the

development of communication technology, the range of speech communication has signi�cantly

increased allowing often e�ortless communication between people almost arbitrarily separated in

space. Particularly over the past several decades, speech communication has become almost un-

limited by spatial separation, and ubiquitous in society, largely due to the development of radio

communication devices such as the cellular phone. This development places increased importance

on a range of challenges in speech communication due to the increasing number of scenarios in

which speech communication is expected to operate without error. In particular, with regards to

the research detailed here, the range of environments and situations in which speech communica-

tion is now common, places increasing importance on the challenge of reliable and pleasant speech

communication.

Experiences where speech is unpleasant, harsh and fatiguing to listen to, or experiences where

speech is di�cult or impossible to interpret or understand, are now familiar to much of the world's

population. These two subjective experiences represent loss of speech quality and loss of speech

intelligibility, respectively, as is familiar terminology in speech processing literature. Note that

high levels of speech quality do not necessarily imply high levels of intelligibility, and vice versa.

1
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Attempts to improve speech signal quality or intelligibility are commonly known as speech en-

hancement, and this is the subject of research here. Degradations to quality and/or intelligibility

can be due to a range of factors, e.g., low bit-rate coding, errors in the communication channel,

hearing impairment, etc., however the research here focuses on the enhancement of speech degraded

due to background acoustic noise at the transmitting end. While a range of speech enhancement

solutions exist, signi�cant improvements in quality and intelligibility under particularly adverse

conditions are still di�cult to achieve, and are the subject of ongoing research. An example of

an application where the current solutions to speech enhancement remain largely inadequate is in

emergency services communications, and it is this application that is a major focus of this research.

1.1 Speech enhancement in emergency services

Emergency service workers are a good example of radio communication users who have an extreme

need for reliable and pleasant communication, yet the conditions under which this communication

must take place are particularly unfavorable. That is, communication for these personnel is poten-

tially very urgent, therefore, information must be communicated in a precise and robust manner.

However, the environments in which these personnel communicate can have signi�cantly adverse

e�ects on a speech signal's quality and intelligibility due to prominent background acoustic noise.

Several possible solutions to such di�cult communication scenarios may be considered. A common

solution that is often resorted to in practice involves the impromptu use of visual cues, e.g., hand

signals. Such forms of communication that do not involve an acoustic medium may somewhat

abate the problem presented by acoustic noise. However, these forms of communication are likely

to be slower, more error prone and require additional training in order to be reliable. To date it

appears that a form of communication for these particular high noise environment scenarios, that

is more natural, �exible and e�cient than speech is non-existent. Therefore, a solution to this

problem that retains speech as a communication medium is desirable. A range of such solutions

may be considered, for example, training emergency services personnel to speak in a more precise

and robust manner, or where possible, directly mitigating the noise source through acoustic design

and damping. In addition, the use of radio communication devices that employ audio transducers

that are more sensitive to speech whilst being robust to noise may improve the reliability and
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ease of speech communication. With the use of such radio communication devices it is possible to

further improve the quality and perhaps the intelligibility of a speech signal through digital signal

processing techniques, i.e., speech enhancement, before it is heard by the desired receiver.

Of the several major communication problems emergency service personnel have with regards to

acoustic noise, one of particular interest is the presence of �re engine pump noise in �re �ghter

communications. This interest is due to the consistency with which this problem occurs in a �re

�ghter's work, the particularly low signal to noise ratio (SNR) often encountered, and �nally the

currently unexploited structure of �re engine pump noise. A common communication scenario �re

�ghters encounter involves one member of the �re �ghter team in a �pump operator� role who is

assigned important duties such as controlling the parameters of the �re engine water pump, mon-

itoring oxygen levels of other �re �ghters, and communicating with dispatch (e.g., communication

such as ordering additional support). Whilst doing so, this member must constantly communicate

with other members on and o� the scene who are often out of their line of sight. Communicating

in close proximity to the �re engine water pump is made di�cult by the loud acoustic noise it gen-

erates. Noise levels in the region of 90-105 dB SPL can be observed, with levels of approximately

83 dB SPL being common. For example, typical average noise levels in a �re �ghter training

scenario are shown in Fig. 1.1.1. In comparing these noise intensity levels to typical values of

intensity in speech (60-105 dB SPL) [4], it can be seen that very poor SNRs of approximately 0 dB

are realistic in such an environment. These poor SNRs not only compromise the reliability of radio

communication, but can be unpleasant and fatiguing to listen to, which is undesirable considering

the stressful conditions that may already be present. Therefore increasing both the intelligibility

and quality of the speech communication signal are of interest.

The aforementioned �re �ghter scenario represents a commonly recurring problem in emergency

services communications with some very speci�c parameters. Importantly, the type of noise source

is constant (�re engine pump noise), and consistently results in very low SNRs. Such scenarios

are familiar to many other emergency service workers also. For example, police o�cers deal with

siren noise or babble and music in bars or clubs on a recurring basis, coastguard workers constantly

compete with the noise of outboard motors, and in addition, various emergency service workers also

often encounter signi�cant levels of noise from chainsaws. An obvious question following these ob-

servations is: how can speech enhancement solutions be improved to better perform in the presence

of these particularly problematic noise sources? Furthermore, considering that each radio device
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Figure 1.1.1: Sound pressure levels measured in a �re-�ghter training scenario, where the domi-
nating sound source is the �re engine water pump. Fire engines are indicated via dashed rectangles.

A typical position for the pump operator is at the side of the central �re engine.

is speci�c to a user, it may be considered: how can speech enhancement solutions be improved for

speci�c speakers? As will be described in Chapter 3 and Sections 4.1, 4.2.1 and 4.3.1, both speech

and the aforementioned noises (i.e., �re engine pump noise, siren noise, babble noise, music noise,

outboard motor noise and chainsaw noise) contain speci�c deterministic (i.e., sinusoidal) compo-

nents that current state-of-the-art speech enhancement techniques typically fail to exploit. If these

components are explicitly considered, a potentially signi�cant improvement in speech enhancement

for emergency services communications may result. In this research deterministic signal compo-

nents are considered within the framework of some state-of-the-art speech enhancement methods.

This results in a statistical characterisation of speech and noise signals that is novel to speech en-

hancement, and not only allows improved performance for a range of current speech enhancement

methods, but may theoretically be expanded to exploit arbitrary signal speci�c characteristics in

future research.

1.2 Speech enhancement overview

The signal to be enhanced in the application of speech enhancement in emergency services com-

munications is typically a single-channel speech signal corrupted by additive noise. Some radio
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communication devices have relatively recently incorporated multiple microphones allowing multi-

channel approaches to speech enhancement. However, such approaches come with the additional

challenges of microphone placement, increased component cost, and complications in mechani-

cal design when waterproo�ng a communication device is important. The research here focuses

exclusively on single-channel speech enhancement, which avoids these challenges. In addition,

single-channel speech enhancement approaches can be cascaded with multichannel approaches for

improved speech enhancement and may be important as a preprocessor in speech coding systems as

mentioned in [5] and discussed in the introduction to Chapter 6. Alternatively, many other appli-

cations exist where only single-channel speech signals are available for enhancement. For example,

in the application of automatic speech recognition, or in the application of radio communications

where it may be desirable to perform speech enhancement not on the radio terminal but on net-

work devices such as base stations, accessing signi�cantly more computational resources such as

processing power and memory. The single-channel speech enhancement approaches and algorithms

developed in this research may also be useful in the range of aforementioned applications.

The mathematical problem posed by speech enhancement may be stated rather simply. Given a

digital single-channel speech signal corrupted by additive noise, i.e.,

y[n] = x[n] + c[n], (1.2.1)

�nd the best estimate of the clean speech signal x[n], where y[n] denotes the observed noisy

speech process, and c[n] represents the noise process. The factors that allow this apparently

simple problem to be addressed by such an extensive body of literature, is the di�culty in de�ning

�best estimate� and mathematically characterising both x[n] and c[n]. In the research here, the

focus is on the latter. The di�culty with the former factor is due to the subjectivity of the

terms intelligibility and quality that incentivise speech enhancement. This is a recent topic in

the research of speech enhancement (e.g., [6, 7]), however, approaching both the aforementioned

factors in research simultaneously appears too broad a goal to be adequately considered in any

single doctoral research.

As the speech signal is often largely random or unpredictable, research concerning improving the

characterisation of x[n] and c[n] is approached in the realm of statistical signal processing, where
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each of these signals is considered to be a random process. There are a wide range of fundamen-

tal approaches to statistical based speech enhancement, and these are often categorised as either

spectral subtraction, Wiener �ltering, subspace or Bayesian methods [3, 5]. Of these categories,

Bayesian approaches are perhaps the most sophisticated. The spectral subtraction category in-

volves largely simpli�ed mathematical expressions, the Wiener �ltering category is restricted by

linearity, and subspace approaches rely on the somewhat inaccurate full rank and low rank as-

sumptions for noise and speech, respectively. However, Bayesian approaches are strictly optimal

given a set of initial assumptions and optimality criteria. Furthermore, Bayesian approaches have

also been evaluated to be among those with the best performance [8, 9], and the extensive body of

literature providing insight into these approaches in particular is a testament to this, e.g., see [10]

and references therein. The developments in speech enhancement considered in this dissertation

fall exclusively into the Bayesian speech enhancement category, and so detailing a broad overview

of the alternatives here would be largely irrelevant to the remainder of this dissertation, and trite

considering the plentiful literature in which such overviews are available (e.g., [3, 5, 10, 11]). An

overview of current state-of-the-art Bayesian speech enhancement is provided in Section 2.3.

1.2.1 Speech enhancement system structure

Regardless of their category and technical description, the vast majority of speech enhancement

algorithms �t conceptually into the framework shown in Fig. 1.2.1. There the block labelled

�Segmentation� refers to segmentation in the time domain and is almost omnipresent in speech

enhancement (in addition to many other �elds of speech signal processing) due to the typical

period of time for which a speech process can be considered stationary.

The Transform functional block seen in Fig. 1.2.1 is employed due to a number of motivating factors.

Firstly, it often simpli�es the statistical representation of the signal, for example, the Fourier

transform is used throughout a range of signal processing applications due to the Gaussian statistics

at its output for stationary processes. In the case of subspace approaches, the Karhunen�Loève

transform is employed as a form of speech dimensionality reduction, localising the speech signal

in a minimal subset of transform coe�cients [12]. Many other approaches employ transforms that

result in perceptually meaningful signal representations, e.g., [13�16]. The transform approach

most common in speech enhancement (and employed in Bayesian speech enhancement) is the
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Figure 1.2.1: A diagram depicting the structure of a typical speech enhancement system.

short-time Fourier transform (STFT). The STFT provides a good balance between each of the

aforementioned motivations, and furthermore is well known to be e�ciently implemented as the

fast Fourier transform (FFT).

In cases where the STFT is employed, the two-dimensional process,

Y[k,m] = X[k,m] + C[k,m], (1.2.2)

is analysed, where uppercase symbols represent the STFT of corresponding lower case symbols,

and k and m refer to discrete frequency and time indices, respectively. Note that the Inverse

Transform and Synthesis blocks in Fig. 1.2.1 are simply employed to reverse the operations of the

Segmentation and Transform blocks. A more detailed overview of the segmentation and transform

methods employed in this research will be provided in Section 2.1.

The novel research in this dissertation focuses on the remaining functional blocks, shown high-

lighted in Fig. 1.2.1. In Bayesian speech enhancement practice, the estimation of noise and speech

parameters are often approached independently as two distinct problems, and is often reduced

to the estimation of the stochastic parameters, E
{
|C[k,m]|2

}
and E

{
|X[k,m]|2

}
, respectively,

where E {·} denotes the expectation operator. There is a vast range of literature dedicated to the
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estimation of these parameters in speech enhancement, as will be overviewed in Sections 2.2.2.1

and 2.2.2.2. Note that in the vast majority of these, speech parameters are estimated from both

the enhanced transform coe�cients from previous frames, and the recent and current transform

coe�cients, hence the feedback loop shown in Fig. 1.2.1.

While the aforementioned stochastic parameters are known to be perceptually important, they

are inadequate in providing a complete description of arbitrary stationary processes. In particu-

lar, sinusoidal (often referred to as deterministic) signal components are not adequately described

by the aforementioned stochastic parameters. This is well known in spectral estimation theory

[17, 18] and has been incorporated into the practice of speech modeling, synthesis and coding

[19�23]. However, a joint, simultaneous, modelling of stochastic and deterministic signal compo-

nents is novel to Bayesian speech enhancement, although few somewhat closely related approaches

do currently exist, as described in Sections 4.2.1 and 4.3.1. As stochastic and deterministic sig-

nal components exist in both speech and the noises of interest here (introduced in Section 1.1),

incorporating explicit consideration of both stochastic and deterministic components in speech

enhancement is expected to result in improved reduction of deterministic noise components and

improved recovery of deterministic speech components, when compared to current Bayesian speech

enhancement approaches that are focussed entirely on the aforementioned stochastic parameters.

While too extensive to be included in the introductory material here, a more detailed overview

of the advantages of including a combined stochastic-deterministic (SD) characterisation for both

noise and speech is provided in Section 4.1. The SD signal model employed in this research is

introduced in detail in Chapter 3. There, several methods for the estimation of SD parameters

are derived, and are subsequently employed in the Noise/Speech Parameter Estimation functional

blocks of Fig. 1.2.1, for the novel speech enhancement approaches in this research.

In the vast majority of speech enhancement approaches, the Modi�cation functional block of

Fig. 1.2.1 involves applying a multiplicative gain function, G(·), to the transformed noisy speech

data observations, e.g., in the case of Bayesian speech enhancement, this may be written as a

linear transformation X̂[m] = G[m] · Y [m], where X̂[m], Y [m] ∈ CK×1, K represents the number

of transform coe�cients at frame m, and G[m] ∈ CK×K . Given the statistical characterisations of

noise and speech, e.g., via probability density functions (pdfs), and their respective statistical pa-

rameters, G[m] may often be calculated analytically. However, in some mathematically intractable

cases, approximations are required, e.g., [24, 25]. Typically the elements of G[m] are non-linear
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real valued functions of the estimated statistical parameters characterising speech and noise, al-

though linear Bayesian solutions are also common, and are often referred to as Wiener �lters [5]. In

either case, it is often only the magnitude of Y [m] that is altered to obtain X̂[m], while the phase

of X̂[m] remains that of Y [m]. This practice is based upon the idea that the short-time phase

of a speech signal is perceptually unimportant [26], although more recently, literature providing

evidence against such an idea has been presented [27].

The objective of the Modi�cation functional block in Fig. 1.2.1 is often described to be the reduction

of energy in noise dominated regions of the signal transform (i.e., in all aforementioned speech

enhancement categories). The most simple case is the use of the ideal binary mask where elements

of G[m] are in the set 0, 1. This is often employed in subspace, wavelet, or STFT based speech

enhancement approaches [12, 14, 28�30]. However, it has been seen that in the case of Bayesian

speech enhancement, a continuous gain function whereG[m] may take on any real number (typically

not much greater than 1) is generally superior in performance [31]. While such an approach is

logical in improving the quality of speech, due to the reduction of noise energy relative to that

of speech energy, it is likely to be limited in improving the intelligibility of speech, as it does

not recover any additional speech information that was previously obscured (i.e., dominated, with

SNR<0) by noise. Such information may be recovered, however, due to its correlation with other

signal transform coe�cients, e.g., [32, 33]. The research presented here takes steps towards not

only improved attenuation of transform coe�cients dominated by deterministic noise components,

but also works to reconstruct deterministic speech, based on relevant information in present and

past transform coe�cients. This originates from the consideration of the SD model discussed in

Chapter 3. The mechanism by which this is performed is described in Chapter 4, which pertains

to the Modi�cation functional block of Fig. 1.2.1.

1.2.2 A priori knowledge in speech enhancement

Section 1.1 mentioned the importance of incorporating signal speci�c (i.e., noise or speech source

speci�c) knowledge into the speech enhancement algorithm for the application of emergency ser-

vices communications. Several competitive speech enhancement approaches exist where important

signal characteristics are identi�ed and explicitly considered in the design of the algorithm, e.g.,

[12, 34�37]. Parameters for a pre-existing speech enhancement algorithm may also be �ne tuned to
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perform better in the presence of speci�c noises [38]. Many other recent developments in Bayesian

speech enhancement methods have considered how to optimally modify the observed speech signal,

or estimate noise or speech statistical parameters, according to those providing the minimum error

on long records of noise and speech data provided prior to the implementation/con�guration of

the speech enhancement algorithm [39�42] (often referred to as data-driven methods). In addi-

tion, many other non-Bayesian data-driven speech enhancement methods exist where codebooks

are trained on noise and/or speech parameters in order to limit the space of possible noise and

speech features to those which are likely to occur [43�45]. There, rather than estimating speech

or noise parameters directly, codebook entries are selected or combined based on the noisy speech

observation. Alternatively, statistical models may be trained on heuristic data, providing some

prior knowledge of the likelihood of various signal parameters, or transform coe�cients [46�48].

All approaches mentioned here may be thought to contain �a priori � knowledge of the noise or

speaker, and are appropriate candidates for speech enhancement applications in emergency services

communications.

Considering the limited number of noises mentioned in Section 1.1, and the potential for speaker

speci�c speech enhancement algorithms in emergency services communications, the use of data-

driven speech enhancement methods for such an application is appealing, as it is realistic to train

them for all speakers and noises of interest. That is, assuming they adhere to the computational

limitations of radio communications devices during run-time. However, these approaches are lim-

ited to the noise and/or speech features upon which they are trained. For example, the codebook

approach of [45] encodes linear predictive coding (LPC) coe�cients of both noise and speech, how-

ever such coe�cients may not adequately describe the noise sources in this research, as will be

discussed in Section 2.2.2. The data-driven Bayesian speech enhancement approaches of [39�42]

are limited to the a priori and a posteriori SNR estimates (these may both be considered to be

estimates of
E{|X[k,m]|2}
E{|C[k,m]|2}), however, such characteristics do not completely describe short-time sta-

tionary processes when deterministic components are present, as is the case for both noise and

speech in the research here.

The use of a priori knowledge in the speech enhancement algorithms developed in this research

may initially be considered incorporated via the explicit consideration of deterministic components

which are known to exist a priori in both the speech and noise sources of interest. However, the

resultant modi�cation to the statistical model for noise and speech may theoretically incorporate
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a priori knowledge in a much broader sense than that speci�c to deterministic noise or speech

components. As �deterministic� may refer to any signal component that is predictable based on

observations over any time interval [20], the SD statistical model discussed in Chapter 3 for noise

and speech may be used to incorporate any arbitrary source of a priori information that renders

speech or noise signals somewhat predictable. This may be due to heuristic features of the speech or

noise signal (e.g., the LPC spectral envelope restriction that will be introduced in Section 3.2.1.8)

or more generally, any correlation between various transform coe�cients that results in a non-zero

expected value of one transform coe�cient, given others. Furthermore, any non-zero-mean signal

characteristic that is observed in long term records of speech or noise data, such as the SNR bias

discussed in [39, 49], may be incorporated into speech enhancement algorithms via the SD speech

enhancement methods developed in this research. That is, the deterministic statistical component

of speech or noise could be obtained from a database trained on clean speech or noise data, allowing

the proposed algorithms to be interpreted and tested as data-driven speech enhancement methods

in future research. Hence, although the proposed algorithms in this research have been developed

to improve speech enhancement in the presence of sinusoidal signal components, their application

may be studied in the much broader context of arbitrary a priori information.

1.3 Research scope

This research endeavours to improve the performance of speech enhancement algorithms with

respect to output signal quality and intelligibility, for the application of emergency services com-

munications. Upon researching signal processing algorithms that achieve this objective, limitations

are necessary to maintain focus on areas of this research that are particularly important or inter-

esting with regards to the objectives and intended application of the research. For reference, a

summary of the limitations to the research scope is provided here. These include the limitations

of:

• Single-channel methods: This research exclusively considers single-channel speech en-

hancement methods. As discussed in the introduction of Section 1.2, these methods are
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of interest where hardware limitations prevent the use of multichannel methods. In addi-

tion, they may be used in combination with multichannel methods, or in applications where

multiple channels are not available for a number of reasons.

• Real-time operation: Due to the application of this research in the area of radio com-

munications, it is important that the novel developments here are theoretically possible to

implement in real-time. That is, with minimal latency (that introduced via the STFT process

is acceptable). This largely restricts the data to be used in processing a given STFT frame,

mcurr, to that observed in previous and current frames only, m ≤ mcurr.

• Transform method: The transform to be employed in the speech enhancement system here

is restricted to the STFT, with �xed overlap, windowing function, and frame length. While

a range of alternatives exist (discussed brie�y in Section 1.2.1), the focus of the research here

is the estimation of noise and speech parameters, and their use in the modi�cation of noisy

speech, as indicated in Fig. 1.2.1.

• Bayesian speech enhancement: The speech enhancement approaches in this research fall

into those of statistical Bayesian speech enhancement. Overviews of such approaches are

provided in Section 2.3 and [5, 10]. In brief, they pertain to those methods that minimise

the Bayes' risk E{d(X[k,m], X̂[k,m])}, where E {·} represents the expected value operator

and d(X[k,m], X̂[k,m]) may represent a range of Bayesian cost functions, e.g., [7].

• Empirical Bayesian Statistics: Bayesian methods to speech enhancement may be ap-

proached in an empirical methodology where statistical parameters characterising noise and

speech are estimated from the data and used as the true values [50], or in a true Bayesian

methodology, where all variables of interest are characterised probabilistically (e.g., as in

[51]). The research here considers the former, in agreement with the vast majority of Bayesian

speech enhancement literature.

• Bayesian cost function: The Bayesian cost function, d(X[k,m], X̂[k,m]) (for details, see

Section 2.3.2.1 and [7]), employed in this research is exclusively that which pertains to the

minimum mean-square error (MMSE), i.e., d(X[k,m], X̂[k,m]) =
∣∣∣X[k,m]− X̂[k,m]

∣∣∣
2

. This

is common in Bayesian speech enhancement literature, and the in�uence of this cost-function

is not a focus of this research. Further research may extend the approaches introduced here

to alternative cost functions.
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• Speech/noise priors: The Bayesian speech enhancement methods introduced in this re-

search pertain exclusively to Gaussian distributions assumed a priori (i.e., before observations

are made) for noise and speech. The novelty in the a priori distributions in this research

is attributable to their non-zero mean, and the focus of the research here is in developing

a range of speech enhancement modi�cation and parameter estimation methods that are a

consequence of such a non-zero-mean consideration. However, further research may extend

this focus to non-Gaussian, non-zero-mean a priori speech/noise distributions.

• Sinusoidal deterministic components: The deterministic components contributing a

non-zero mean to a priori noise/speech distributions in this research are those which are

attributable to short-time stationary sinusoids. A range of other considerations may introduce

a non-zero mean as mentioned in Section 1.2.2, and furthermore the research here may be

extended to consider sinusoids with amplitude modulated (AM) or frequency modulated

(FM) characteristics, as are researched with respect to speech processing in [22, 23, 52�57].

However, the introduction of explicit stationary sinusoid consideration in Bayesian speech

enhancement is a signi�cant research task, and comprises the sole focus of deterministic

components in speech/noise processes in this research.

• Deterministic noise sources: The speech enhancement methods here are tested using a

range of noise sources common in Bayesian speech enhancement literature. However, the

consideration of deterministic noise sources (i.e., noise sources with sinusoidal components)

is primarily focussed on chainsaw and �re engine pump noise. These are of interest to the

emergency services application of this research, and present two cases with distinctly di�erent

deterministic structure, as may be seen in Section 3.1.4.

1.4 Dissertation outline

The present chapter provides a brief introduction to the objective, application and focus of this

research. The remainder of the dissertation covers the complete introduction to the research �eld

at hand, the development of the novel contributions made to this research �eld, the evaluation of

these contributions with respect to improvement in speech enhancement performance, and �nally,

some perspective on where the focus of further research in this area may be directed. This detail



14

is segmented into six further chapters. For more detail on the structure of individual chapters,

brief introductions are provided at the beginning of each chapter, and each of the major sections

within. A broader view of the components of this dissertation as a whole is provided here.

Chapter 2 provides an overview of literature relevant to the research here. This is important in

both providing the reader with some perspective on the current methodology and approaches ap-

plicable to the research at hand, and in introducing some of the important nomenclature used

throughout this dissertation. More speci�cally, Chapter 2 covers three important aspects of speech

enhancement systems, that is, speech segmentation and transformation, the statistical modelling

and estimation of speech and noise parameters, and the development of Bayesian speech enhance-

ment gain functions. These each pertain to the �Segmentation� and �Transformation� blocks, the

Noise/Speech �Parameter Estimation� blocks, and the �Modi�cation� block of Fig. 1.2.1, respec-

tively.

Chapter 3 establishes an SD model applicable to both the speech and noise sources of interest in

this research. There some additional background on the statistical characterisation of the spectra

of stationary processes is required. This then leads to the discussion of statistical models that may

be considered to model the progression of deterministic components in STFT coe�cients. Based

on these statistical models, some novel algorithms are described that may estimate the complex

mean attributable to deterministic signal components in the STFT domain, for the application

of Bayesian speech enhancement. In addition to this discussion, real speech and noise data is

analysed to provide some insight towards the established model's suitability to describe speech and

noise STFT coe�cients. Chapter 3 considers exclusively the Noise/Speech �Parameter Estimation�

blocks of Fig. 1.2.1.

In Chapter 4 the methods of the previous chapter are applied to both noise and speech in Bayesian

speech enhancement, resulting in several novel approaches to the modi�cation of noisy speech

STFT coe�cients (seen as the �Modi�cation� functional block of Fig. 1.2.1). The key novelty

there is the use of the SD noise and speech models developed in Chapter 3 for speech enhance-

ment. The resulting speech estimation functions include the MMSE short-time spectral amplitude

(STSA) estimator, the estimation of STFT coe�cients under speech presence uncertainty (SPU),

the maximum-likelihood (ML) STFT phase estimator and the MMSE complex estimator (i.e., the

Wiener estimator according to the de�nition of [5]). The chapter concludes with the description
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of a complete SD algorithm for speech enhancement in the presence of deterministic speech and

noise components simultaneously.

The methods developed in Chapters 3 and 4 compose a complete working speech enhancement

algorithm (with the exception of a frequency estimation algorithm where third party approaches

may be employed). The resultant algorithm is evaluated in Chapter 5. This includes evaluation

under a range of SNRs and noise conditions, in comparison to a number of state-of-the-art speech

enhancement methods, with use of a range of objective quality measures. In addition, some speci�c

examples are discussed in order to demonstrate the advantages of the proposed algorithm, and the

discrepancies between the various algorithm con�gurations that are proposed. The perceptual

qualities of speech enhancement algorithms are also discussed, as perceived by the researcher.

This was personally recommended by other reputable researchers of speech enhancement practices

and may provide the reader with some indication of what subjective auditory features to expect

from the proposed algorithms.

While the speech enhancement algorithms of this research are demonstrated to perform adequately

in the presence of some pre-existing frequency estimation algorithms in Chapter 5, it is discussed

and demonstrated in Chapter 6 that solving this problem for the application of speech enhance-

ment in radio communications imposes speci�c requirements upon frequency estimation algorithms.

Further developments in frequency estimation algorithms are required for reliable speech enhance-

ment in the presence of simultaneous speech and noise deterministic components. In Chapter 6

two methods of frequency estimation are described. The �rst exploits the characteristics of de-

terministic components in �re engine pump noise, and the second employs a harmonic SD model

(similar to that described in Chapter 3), that may be trained on and applied to more arbitrary

harmonic noise and speech mixtures. Frequency estimation is a very di�cult problem in speech

signal processing, and the work in Chapter 6 should be seen as the beginning of a much more

signi�cant body of research into frequency estimation for the application of speech enhancement.

Finally, Chapter 7 summarises the contributions of this research and highlights a number of im-

portant possibilities for future research that build on the now established SD Bayesian speech

enhancement methods described in this dissertation.
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1.5 Contributions

The research described here has at present contributed the publications, [58�61], to the literature.

The consideration of the SD model in this research results in several novel methods for both

the estimation of deterministic component parameters, and the use of these parameters in the

estimation of the clean speech signal. In addition, many of the proposed methods are evaluated

with respect to a range of objective quality/intelligibility measures. The novel contributions in

this research towards estimators of deterministic noise and speech components are described here

�rst, followed by the range of experimental evaluations pertaining to these contributions.

Speech and noise parameter estimation under the SD model: A major contribution of

this research is the estimation of both statistical speech and noise parameters under an SD (i.e.,

non-zero-mean) Gaussian statistical model. First, approximate relationships between deterministic

components in successive frames are established. Given these relationships, four novel methods

for the estimation of deterministic components (whether speech or noise) are established. These

include a recursive averaging method (in Section 3.2.1.2) and two variations of Kalman �lters in the

STFT domain that consider the current and previous frames only (in Sections 3.2.1.4 and 3.2.1.5).

In addition, a Kalman �lter is developed in Section 3.2.1.6 for the complex amplitude of individual

sinusoids which may be considered to be in the �harmonic� domain. The proposed estimators are

novel in the sense that they consider the tracking of multiple sinusoids which may be varying in

frequency, based on observations from a �xed STFT framework, and include explicit consideration

of the uncertainty in the data due to its stochastic component, i.e., E
{
|X[k,m]−D[k,m]|2

}
or

E
{
|C[k,m]−D[k,m]|2

}
, where D[k,m] refers to the deterministic speech/noise component, as

introduced in Section 3.1.1. Due to these features the developed estimators are particularly use-

ful in the application of speech enhancement, where the STFT observations and estimates of the

aforementioned stochastic components are already available. The consideration of deterministic

components in speech enhancement frameworks also necessitates a novel modi�cation to the esti-

mation of the stochastic components, as will be described in Section 3.2.2. Such approaches may

be further augmented with the availability of enhanced STFT observations, as described in Sec-

tion 4.4. Part of this work on the estimation of the complex amplitude of deterministic components

in speech has been published in [59, 60].
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The use of a non-zero-mean a priori pdf for noise in Bayesian speech enhancement:

The implications of applying the SD model described in Chapter 3 for noise in speech enhancement

are considered. Such a consideration results in the subtraction of a deterministic noise component

from the noisy speech STFT observations. The resulting enhancement function is derived in

Section 4.2.2 and may be considered to be a combination of complex spectral subtraction (for

deterministic noise components) and a known speech enhancement estimator, such as the MMSE

STSA estimator of [62]. While some developments considering deterministic noise components are

present in the literature [36, 63, 64], interestingly, the direct consequences of the SD noise model

in Bayesian speech enhancement that is considered in this dissertation is a novel approach, and

was published in [58].

The SD MMSE STSA and Wiener estimators for speech: The STFT MMSE STSA

estimators and MMSE complex amplitude estimators for speech are derived when employing the

SD model discussed in Chapter 3 as an a priori distribution for speech. Such an approach that

considers a unimodal joint SD (i.e., non-zero-mean) a priori distribution for speech is novel to

speech enhancement. This results in two speech enhancement estimators that may be referred to

as the SD MMSE STSA estimator and the SD Wiener �lter. These are derived and discussed in

Sections 4.3.2 and 4.3.4.1, respectively. These estimators allow speech enhancement algorithms to

make use of the deterministic parameter estimation methods of Section 3.2 for improved recovery

of deterministic (i.e., voiced) speech components. Each estimator has also been published in [60]

and [59], respectively.

Joint SD speech enhancement under speech presence uncertainty: In addition to the

STFT Bayesian estimators developed for speech enhancement, the SD model discussed in Chapter 3

is considered when speech is not surely present at all frequency and time indices. Such an approach

is common in speech enhancement, but it has not yet been considered when using the joint SD

model discussed in Chapter 3. This approach is an important component to the proposed SD

speech enhancement algorithms here, as the estimation of deterministic signal parameters may in

some cases be inaccurate. Applying speech presence uncertainty considerations is a useful method

of increasing the robustness of the algorithm to such inaccuracies, as discussed in Section 4.3.3.2.

This work has been published in [60].
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Frequency estimation for deterministic components in �re engine pump noise: A hid-

den Markov model (HMM) pitch tracking algorithm is proposed for tracking the frequency of

deterministic components in �re engine pump noise. This algorithm is conceptually similar to the

HMM approach of [65], however it is novel in the sense that it operates directly on STFT observa-

tions, and may track multiple sinusoidal components simultaneously without the requirement for

a harmonic relationship between them, as is required for �re engine pump noise. This algorithm

is described in Section 6.1 and was a component of the algorithm in the publication, [58]. It is

important for the application of speech enhancement in the presence of �re engine pump noise

speci�cally.

An SD algorithm for simultaneous estimation of noise and speech fundamental fre-

quencies: The SD model for speech and noise discussed in Chapter 3 is applied to the problem

of multipitch tracking for the case of two simultaneous fundamental frequencies. Such a statis-

tical model is novel to multipitch tracking, and unlike the approximations used in STFT based

multipitch tracking literature to date [66, 67], the consideration of the SD model allows an exact

interaction model between speech and noise sources as described in Section 6.2. The algorithm

is derived with the use of a factorial hidden Markov model (FHMM) describing the evolution of

speech and noise in the STFT representation. Like the most recent development in FHMM based

multipitch tracking, the algorithm is capable of labelling noise and speech fundamental frequencies

(necessary for speech enhancement applications), however the proposed approach provides a sig-

ni�cant improvement in performance when source levels vary from that of the training data. The

proposed algorithm has been published in [61].

Experimental evaluations: In addition to the theoretical derivations, and algorithm proposals

in this research, a range of experimental comparisons presented in this dissertation contribute to

the current body of literature in speech enhancement. For example, throughout this dissertation

a range of demonstrations are presented in order to highlight aspects of the performance of the

proposed algorithms, or their applicability to particular signals. Some particularly important

demonstrations include the SD synthesis example of �re engine pump noise in Section 3.1.4 and

the analysis of speech and noise residuals in Sections 3.3.1 and 3.3.2, respectively. These are

important in demonstrating the relevance of the SD statistical model to noise and speech signals of
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interest. In addition, a number of important observations are made in Sections 5.2.2 and 5.3.1 with

regards to the evaluation of the proposed SD speech and SD noise speech enhancement algorithms,

respectively, that are summarised in Section 4.4.

In addition to the aforementioned speci�c examples or demonstrations, some experiments are

carried out over much larger sets of data in order to more rigorously establish the performance of

the proposed algorithm. These experiments include:

• The empirical histograms in Sections 3.3.1 and 3.3.2 provide some evidence supporting the

applicability of the SD model to observed noise and speech data.

• A comparison of the deterministic mean estimation algorithms presented in Section 3.2.1 is

provided in Section 5.2.1 for speech signals. There it is compared to the accuracy of the

zero-mean, and noisy single frame MMSE estimates at a range of local SNRs indicating the

conditions (i.e., local SNRs) under which these estimation algorithms are important.

• The proposed SD Wiener �lter is evaluated in Section 4.3.4.2 over a range of global SNRs

compared to similar common speech enhancement algorithms. This evaluation was presented

in [60].

• An evaluation of the proposed SD speech enhancement algorithm described in Section 4.4,

when considering deterministic speech components, is presented in Section 5.2.3. There it is

compared to a range of well known highly e�ective speech enhancement algorithms using a

number of objective quality measures. Some of these results were presented in [60].

• An evaluation of the proposed SD speech enhancement algorithm described in Section 4.4,

when considering deterministic noise components, is presented in Section 5.3.2. Again, this

is compared to a range of well known highly e�ective speech enhancement algorithms using

a number of objective quality measures.

• The e�ects of inaccurate frequency estimation for deterministic speech in the case of the

proposed SD speech enhancement algorithm of Section 4.4 is indicated in Section 5.2.3 (e.g.,

in Fig. 5.2.10) via evaluation of the performance of the speech enhancement algorithm with

frequency estimates of varying accuracy.
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• The e�ects of the deterministic estimation algorithms proposed in Section 3.2.1 on the per-

formance of the proposed SD speech enhancement algorithm of Section 4.4 for both deter-

ministic speech and noise may be seen in Sections 5.2.3 and 5.3.2, respectively, where speech

enhancement performance is compared when employing each.

• An evaluation of the proposed SD FHMM based multipitch tracking algorithm described

in Section 6.2 is presented in Section 6.2.4.2 compared to the most recent and closely re-

lated algorithm in this �eld, i.e., that of [67]. The evaluation is performed over a number

of noise/speech combinations using an objective evaluation measure common in multipitch

tracking. These results were presented in [61].



Chapter 2

Background

This chapter is intended to provide a signi�cant degree of background material to serve a number of

functions. Firstly, it is intended to provide a broad overview of some of the recent literature relevant

to the research in this dissertation. Although it is not practical to provide an exhaustive review

of this literature here, broad bodies of literature are identi�ed, with more detailed discussions

on literature available where relevant in the later chapters of this dissertation. In discussing this

overview both the fundamental concepts and nomenclature to be used throughout the remainder

of this dissertation, are introduced in context. The material in this chapter is intended to improve

the readability of the dissertation for both readers that may be familiar with or foreign to the

subjects at hand.

The present chapter is organised according to the functional blocks discussed with respect to

Fig. 1.2.1. Firstly, in Section 2.1, the Segmentation, Transform, Inverse Transform and Synthesis

blocks are discussed. These compose the short-time Fourier transform processing method typically

employed in Bayesian speech enhancement research, and the e�ects of the con�guration of these

blocks is discussed. Secondly, the parameterisation of noise and speech signals is discussed in Sec-

tion 2.2. The focus of this discussion is in the context of common statistical models employed for

speech and noise processes, and in particular, the estimation of the resulting parameters typically

employed in Bayesian speech enhancement practice. This section also includes some discussion

on literature relevant to the SD noise and speech models employed in this research (but typically

not in Bayesian speech enhancement). With regards to Fig. 1.2.1, this discussion is most relevant

21
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to the noise/speech �Parameter Estimation� blocks. Finally, Bayesian speech enhancement is dis-

cussed both conceptually and in the context of current literature in Section 2.3. This discussion is

intended to both provide some context and introduction to the unfamiliar reader, and establish the

perspective and nomenclature of the present research to those readers familiar with this subject.

This section pertains primarily to the �Modi�cation� block of Fig. 1.2.1.

2.1 Short-time signal analysis and processing

The novel contributions in Chapters 3, 4, 5 and 6 of this thesis are developed based on a framework

that relies heavily on the short-time processing of speech and noise signals. Speci�cally, much of

the signal processing in this research relies on a signal processing tool referred to as the short-

time Fourier transform (STFT). Processing signals with the use of this tool relies on a number of

assumptions and the de�nition of several STFT parameters, each of which have an impact on the

resulting performance of the STFT for speci�c applications. As such, this section is devoted to

describing the notation, assumptions, parameters and limitations of such a framework. Speci�cally,

Section 2.1.1 describes an overview of how and why speech signals are typically processed on a

short-time basis, Section 2.1.2 describes the STFT concept and important considerations for the

con�guration of its parameters, and Section 2.1.3 completes the discussion of the STFT framework

by describing considerations that are important for timely and accurate signal synthesis.

2.1.1 Time-frequency speech signal processing

A large number of speech processing systems operate on a short-time basis due to the assumed

quasi-stationarity of the discrete-time speech signal, x[n] [2]. That is, they consider x[n] for a series

of segments mM ≤ n < mM +N , where N denotes the length of the signal segment or �frame� in

samples, m denotes the frame index, andM , the number of samples elapsed between the beginning

of frames m and m+ 1. Typically speech is assumed to be stationary for anywhere between 10-40

ms and so N is chosen accordingly (for example, the value of N = 240 may be used for signals with

an 8 kHz sampling rate, corresponding to a 30 ms window). This assumption of quasi-stationarity

provides acceptable performance in many speech processing applications, however, speech has a
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range of acoustically, perceptually and statistically diverse sounds, not all of which can be assumed

stationary for the aforementioned time frames. For example, many plosives in speech are highly

transient events that last for less than 5 ms, while other sustained vowels may last well in excess of

40 ms [1]. The assumption of speech stationarity for intervals of 10-40 ms may then be viewed as

a compromise that is made so that the development of speech processing algorithms may continue

without the requirement of a stricter de�nition of speech stationarity at all time instants.

Further developments have been made to improve on this compromise by e�ectively merging or

extending windows over segments of the signal which are measured to be stationary. For example,

stationarity may be measured via the signal power over short-time segments [68] or spectral kurtosis

[69]. These ideas lead to an adaptive window length that is dependent on the signal under analysis.

This has some clear advantages in speech enhancement: (i) windows of longer duration placed

over longer noisy stationary speech segments provide more data for the estimation of the clean

stationary speech segment, (ii) shorter windows over highly non-stationary speech segments prevent

�blurring� of these segments when applying certain speech enhancement methods [70]. Whilst

many of the contributions presented in this dissertation describe algorithms that are evaluated for

a �xed windowing length, they are designed under an arbitrary windowing length and in general

these adaptive windowing methods remain possible when using the novel methods proposed in

this research. However, note that the presence of some highly nonstationary noise sources may

complicate such an adaptive windowing approach.

Short-time speech enhancement under the real-time constraints of this research proceeds on a

frame-by-frame basis, i.e., by a processing of the current segment that allows the removal of noise

power or, from an alternate perspective, the estimation of clean speech. Several speech enhance-

ment approaches have been developed that operate directly on time domain signal data. For

example, a direct analysis of the speech production system has led to the well known source-�lter

model for speech, to be described in Section 2.2.1, for which the estimation algorithm operates

directly on x[n]. Based on this model, speech may be modi�ed to mitigate the e�ects of noise

[71, 72]. As these methods are based on the estimation of the parameters of a certain speech

production model, they may be considered a subclass of the wider class of parametric speech en-

hancement methods, that make use of a range of parametric speech models introduced throughout

Section 2.2. Alternatively, analysis of a time domain stationary speech segment via estimation



24

of its autocorrelation function have led to both the time-domain Wiener �lter [3] and subspace

approaches for speech enhancement [12, 73].

Whilst a variety of speech enhancement methods employ the aforementioned time-domain short-

time analysis methods, the majority of speech enhancement methods rely on a spectral repre-

sentation of speech. Perhaps the most concise form of spectral representation was introduced by

Cramér [74], where for a wide-sense stationary (WSS) random process y[n], its Cramér spectral

representation is given by,

y[n] =

1ˆ

0

ei2πfndZ(f), (2.1.1)

where f refers to a continuous frequency variable in the range 0 ≤ f < 1, measured in cycles per

sample, Z(f) is an orthogonal increment process and i =
√
−1. Analysis of common frequency

domain concepts such as power spectral density (PSD) and the the Fourier series of a deterministic

signal may be interpreted as the analysis of the moments of dZ(f), e.g., as E
{
|dZ(f)|2

}
and

E{dZ(f)}, respectively [18].

Spectral analysis is particularly applicable for the processing of audio signals such as speech due

to its perceptual appropriateness. It is well known that the way the cochlear responds to auditory

stimuli may be modeled somewhat accurately by a bank of bandpass �lters [2], hence the human

auditory perceptual mechanism performs a sort of spectral analysis. Furthermore, it is instinctive

for humans to represent sound in terms of energy localised in time and frequency. For example,

western musical notation may be thought of as such a representation that was developed in absence

of scienti�c de�nitions of acoustic frequency. There have long been a variety of methods for esti-

mating the spectral representation for a signal with random components (such as speech), e.g., [75].

The most common in speech enhancement is the discrete Fourier transform (DFT). When applied

to a series of short-time signal segments a two dimensional signal representation results, referred

to as the STFT, which will be described in detail in Sections 2.1.2 and 2.1.3. The popularity of the

STFT in speech enhancement is perhaps due to its simplicity and low computational complexity

(largely in part due to the computational e�ciency of the FFT algorithm). Additionally, the STFT

is invertible under easily satis�ed conditions, and hence a su�cient statistic for the estimation of

the statistical parameters of x[n].
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2.1.2 STFT analysis

Given a discrete random process y[n], the STFT commonly used in audio signal processing ap-

plications operates by simultaneously considering a set of observations of y[n] within a short-time

segment, mM ≤ n < mM +N . Speci�cally the STFT of y[n] is given by,

Y[k,m] =
N−1∑

n=0

y[n−mM ]w[n]e
−2πikn
K , (2.1.2)

for 0 ≤ k < K, where k ∈ Z corresponds to the STFT frequency bin index, m ∈ Z is the time frame

index. In speech enhancement applications: the windowing length, N , typically corresponds to 10-

30 ms, based on the period for which speech can be assumed stationary; the shift between successive

windows, M , is typically set to 0.5N as a compromise between performance and computational

complexity; the DFT length, K, is typically set to 2N to prevent circular convolution e�ects (i.e.,

when Y[k,m] is modi�ed via a multiplication as was described to be common in Section 1.2.1,

corresponding to convolution in the time-domain [3]); and the windowing function, w[n], is typically

a Hamming window in the literature, although others have been investigated [27, 76�78].

It is clear from (2.1.2) that the STFT of y[n], for a given m, may be viewed as the DFT of a short

time segment of y[n] where mN ≤ n < (m+ 1)N . However, an alternative perspective may be

seen by considering a �xed k, and varying m. This is made clear by observing that Y[k,m] may

be represented as a sort of modulated and downsampled convolution of y[n] with a window that

is modulated by a complex exponential, i.e., (2.1.2) may be seen to be of the form,

Y[k,m] = e
−2πikmM

K (y ∗ wfilt) [mM ], (2.1.3)

where (a ∗ b) [n] represents the discrete convolution of two processes, a and b, evaluated at n. Note

that in this case the �ltering kernel, wfilt[n] = w[n]e
2πikn
K . Hence, for a given k, across the m

dimension the STFT may be considered to be a �ltered and downsampled version of the time

domain signal y[mM ] that has been frequency shifted down to baseband (i.e., centered at 0 Hz),

due to the e
−2πikmM

K term. For all k, the signal Y[k,m] across dimension m is often described as

�ltered by a bank of bandpass �lters with frequency index k, which gives rise to the �lterbank view

of the STFT [2].
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Via Parseval's theorem, the energy at index k of the STFT is equivalent to the energy centered at

k/K cycles per sample, within a bandwidth determined by w[n]. As a result, a similar physical

meaning may be attributed to |Y[k,m]| as the magnitude of many other forms of spectral represen-
tation, i.e., it provides an indication of the signal energy at a localised region of frequency within

frame m. Furthermore, ∠Y[k,m] indicates how this energy is aligned in time.1 Note that in this

research, it is useful to denote explicit variables for magnitude and phase, i.e., Y[k,m] = |Y[k,m]|
and Ỹ[k,m] = ∠Y[k,m]. Furthermore, for notational simplicity, the frequency and time argu-

ments may be demoted to subscript or, removed completely where they are unnecessary, e.g.,

Y[k,m] = Y[m] = Yk.

Variations in Y[k,m] across both k and m may be considered simultaneously. It is clear that

Y[k,m] ∈ CK×O, where O refers to the number of STFT frames in a given signal. Here, the

domain of Y[k,m] is a two-dimensional natural number plane, commonly referred to as the time-

frequency plane. The values Y[k,m] takes on this plane indicate the decomposition of Y[k,m] into

a number of frequency and time localised basis functions, although this is typically an overcomplete

representation so it may be noted that in general, not all possible values of Y[k,m] correspond to

an STFT representation of a random process [2]. This representation is largely dependent on the

signal parametersM , K and w[n]. These parameters jointly de�ne the time-frequency �resolution�

of the plane.

The parametersM and K refer to how often some maximal �resolution� Y[k,m] is sampled, where

maximal �resolution� refers to M = 1 and a continuous frequency dimension k (although not

necessarily strictly correct this may be conceptually considered to be the limit K →∞). Although

this sampling is arbitrary, it is clear that increasing these sampling rates cannot inde�nitely increase

the information in the STFT as a given signal frame has only a �nite amount of information to begin

with. It is well known that under the critical condition M = N and K = N , all the information

of an observation y[n] is retained in Y [k,m], given simple restrictions on w[n] [2]. While these

values for M and K are adequate to reconstruct the signal via the methods of Section 2.1.3,

speech enhancement systems show improved performance with larger values of K and smaller

values of M . Changing M and K in this way increases the size of the STFT and hence the

computational processing and memory requirements of a given STFT signal processing framework.

1Here ∠ (·) is used to denote the argument of a complex variable
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In a speech enhancement system, the optimal M and K is often chosen as a trade-o� between

lowering computational requirements and speech enhancement performance.

The �nal parameter, w[n], may be thought to be de�ned in terms of length, N , and shape. It is of

critical importance in any STFT framework and perhaps has the most signi�cant impact on the

resulting STFT signal representation. So much so, that its con�guration gives rise to two sepa-

rately named spectrograms in speech processing: the narrowband spectrogram and the wideband

spectrogram, distinguished by parameter N . The windows of the narrowband spectrogram are

de�ned to be broad in time (N greater than the longest fundamental period in signal y[n]) and

narrow in frequency, therefore the narrowband spectrogram best describes features accordingly,

such as the harmonics in sustained vowels. The windows of the wideband spectrogram are the

converse of those of the narrowband spectrogram (N less than the shortest fundamental period in

signal y[n]). Hence, the wideband spectrogram best describes features that are narrow in time or

broad in frequency, such as stop consonants and formants, respectively. Unfortunately, an STFT

representation that is both narrow in time and frequency is not possible, as is well known to be

stated in the uncertainty principle [2]. Speci�cally for the STFT, this principle may be stated

given the second central moments of window energy in time and frequency, i.e.,

σ2
n =

∞∑

n=−∞

(n− n̄)2 |w[n]|2 , (2.1.4)

and,

σ2
ω =

πˆ

−π

(ω − ω̄)2 |W (ω)| dω, (2.1.5)

respectively, where ω refers to an angular frequency index in radians per sample, where −π ≤ ω <

π. W (ω) is the discrete-time Fourier transform (DTFT) of w[n] and n̄ and ω̄ denote the mean time

of energy and mean frequency of energy, respectively, in w[n]. The uncertainty principle states

that the following inequality must apply,

σ2
nσ

2
ω ≥

1

4
. (2.1.6)

The energy distribution parameters de�ned in (2.1.4, 2.1.5) are controlled by both N and the

shape of w[n]. In the STFT representation Y[k,m], w[n] is convolved with y[n] in time according
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Figure 2.1.1: Level of energy in time and frequency contributing to a series of well separated
STFT analysis points on the time-frequency plane. The window used for this example is a Ham-

ming window of length 30 ms.

to (2.1.3), and in frequency according to (2.1.2) (albeit modulated by a complex exponential). The

spread of energy in w[n] (indicated by σ2
n and σ

2
ω) then controls how the STFT operation scatters

energy in the k and m directions. Most typical window shapes result in a smoothing in both

time and frequency that is constrained via (2.1.6), therefore de�ning how �blurred� the energy of

Y[k,m] is on the time-frequency plane, that is, more or less �nely resolved in time or frequency.

Figure 2.1.1 illustrates this idea by presenting the relative contributions of energy located in time

and frequency that contribute to a series of well separated STFT analysis points. Each cyan dot

marks the centre frequency and time of an analysis window, and the shaded area surrounding

each point represents the level of energy in time and frequency that would contribute to an STFT

evaluation at this time and frequency, using the Hamming window.

Aside from controlling the distribution of STFT energy in time and frequency, the shape of w[n] is

well known to have an e�ect on the dynamic range available in the STFT representation, where the

bandwidth of the window (i.e., a�ecting energy distribution in the k direction) may be decreased

at the cost of decreasing the dynamic range throughout a spectral estimate. The choice of window

shape is then application dependent [75, 76]. Hamming windows are often chosen as an acceptable
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middle-ground in terms of dynamic range and spectral resolution, however, given a signal with

widely spaced sinusoidal components, a Hann window may be more appropriate. Conversely, a

signal with closely spaced sinusoidal components of similar amplitudes may be better analysed

with the use of a rectangular window. More recent research has shown that di�erent windows are

optimal depending on whether Ỹ[k,m] or Y[k,m] is to be estimated [79], further demonstrating

the importance of the application on window choice.

2.1.3 STFT synthesis

STFT audio signal processing applications such as speech enhancement commonly follow the STFT

analysis described in Section 2.1.2 by a processing and a synthesis stage, as shown in Fig. 2.1.2.

With regards to speech enhancement, a vast range of algorithms have been developed for the

processing block, and these constitute much of the literature in this area. There are two well known

methods or interpretations for the synthesis stage of the STFT framework, namely the �lter bank

summation method, and the overlap-add method [2]. These methods stem from the �lter bank and

DFT interpretations of STFT analysis described in Section 2.1.2. Whilst these methods are often

described to be distinct, it is known that both methods can be described in the �weighted overlap-

add� framework shown in Fig. 2.1.2 , and are mathematically identical given appropriately de�ned

analysis and synthesis windows [80]. The steps of the synthesis framework shown in Fig. 2.1.2 is

perhaps the most common way of viewing STFT synthesis. That is, consisting of the following

series of operations: (i) perform the inverse DFT (IDFT) operation on the processed spectral data,

(ii) multiply this data by the synthesis window ws[n], (iii) additively combine this data with with

samples mM − N < n ≤ mM of the output signal. It is important to note here that due to

the windowing operation, a given sample n1 cannot be transmitted at the algorithm output until

sample n1 + N − 1 is observed. Therefore the STFT framework introduces a latency of N − 1,

given all other blocks (e.g. processing, overlap-add etc.) are latency free.

An important aspect of the STFT signal processing framework is that of perfect reconstruction.

That is, given no processing is applied to the signal in the STFT framework, the output is identical

to the input (of course, with the aforementioned latency). This is true given the completeness
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Figure 2.1.2: The STFT signal processing framework.
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relation [81],
K∑

k=0

O∑

m=0

ws[n
′ −mM ]w∗[n−mM ]e

i2πk(n′−n)
K = δ[n− n′] (2.1.7)

where δ[n] denotes the Kronecker delta function, (·)∗ denotes complex conjugation, and O cor-

responds to the number of STFT frames in a given signal. From this equation, the discrete

biorthogonality condition may be derived,

N

O

MO−1∑

n=0

ws[n+mM ]w∗[n]e
−i2πn′k

M = δ[m]δ[n′]. (2.1.8)

for 0 ≤ m < MO
N

and 0 ≤ n′ < M . Given this condition is satis�ed the perfect reconstruction

property of the STFT framework is guaranteed. For the typical values of M and K used in STFT

speech processing, the condition of (2.1.8) is overdetermined, i.e., for a given w[n] there are a

range of ws[n] that satisfy (2.1.8). Whilst for a given w[n], an appropriate ws[n] may be computed

numerically [81, 82], it is more typical in speech enhancement practice to assume ws[n] to be a

rectangular window of length N and amplitude M/W (0), as is done in this research. In this case

it is well known that (2.1.8) is satis�ed given either of the following two constraints,

∞∑

m=−∞

w[mM − n] =
W (0)

M
,

or alternatively,

ωc <
2π

M
,

where ωc is the corner frequency of w[n] in radians per sample [2].

2.2 Modeling noise and speech

As stated in Section 1.1, a major objective of this research is to exploit a priori information

of both noise and speech to improve speech enhancement systems. This a priori information is

often represented in how speech and noise are modelled in a given speech enhancement system.

After much research on both the physiology of speech, and the acoustic signals it produces, two

conceptually distinct approaches to speech signal modeling have developed. Firstly, given a set

of speech signal observations (or noise signal observations for that matter), typical observations
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may be characterised by a statistical distribution of signal features (e.g. STFT coe�cients, log-

magnitude DFT spectra, or mel-frequency cepstral coe�cients (MFCCs)) which is most often

derived empirically, although such characterisations have been derived based on assumptions about

certain characteristics of the stochastic process, e.g., short-time stationarity. Secondly, from a

physiological perspective, fundamental features of the speech production system may be modeled to

represent their impact on the resulting speech signal. The speech enhancement practices developed

in this thesis may be considered to be derived primarily from the former practice, although this

was not conducted in complete ignorance of the latter.

The aforementioned physiologically motivated view of speech modelling has traditionally consisted

of mathematical pole-zero models that are somewhat consistent with the physical characteristics

of the speech production system as is described in Section 2.2.1. With regards to noise signals,

use of source speci�c a priori information is much less common in the literature due to the wide

variety of sources and physical mechanisms that produce noise. While studying the physiological

mechanism of speech and noise production can be useful in deriving a speech enhancement al-

gorithm, it is important that the algorithmic framework is expandable to alternative speakers or

noise sources when required. Hence, speech enhancement algorithms usually require a much more

general characterisation of speech and noise, such as their short-time PSD, without the sometimes

useful restrictions imposed by modelling their acoustic production process. However, in general,

speech and noise signals do typically contain distinctly di�erent characteristics2 and hence while

the more general parameters characterising these may represent a large class of both speech and

noise signals, they are estimated in entirely di�erent ways. The discussion of current methods for

noise and speech parameter estimation in speech enhancement is discussed in Section 2.2.2.

Despite the success of some speech enhancement methods employing solely short-time PSD esti-

mates as speech and noise parameters, it will be seen in Section 3.1.1 that the PSD fails to com-

pletely de�ne the STFT of WSS signals containing sinusoidal components. A number of speech

models have been proposed to exploit deterministic speech components, attributable to sinusoids,

and while these models are seldom employed in speech enhancement practice, they provide im-

portant background information for the statistical model discussion in Chapter 3. They may be

interpreted to contribute the non-zero-mean spectral characteristic that this research endeavours

to exploit, for both speech and noise signals, and hence they are discussed in Section 2.2.3.

2Except of course, in the case where noise is a second speech signal.
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2.2.1 Physiologically motivated speech models

The speech production system produces distinct features in speech signals that may be exploited

in signal processing practice. Whilst evident in speech signal observations, the modeling of these

features may be considered, not to be motivated by analysis of speech signal observations, but

by analysis of the physical mechanism from which speech is produced, and how this is expected

to a�ect speech signal observations. For example, a wide range of stationary speech segments

are known to have a �smooth� spectral envelope. This may be considered to be attributable to

physical speech production mechanisms such as the signal source (be it phonation at the glottis

or a constriction of air�ow here or elsewhere in the vocal tract) and the transfer function from

the source to listener, which is largely determined by the vocal tract. Other well de�ned signal

characteristics observed in certain regions of speech may be considered to be the periodicity or

harmonic structure of voiced speech and the stochastic nature of fricative/a�ricative consonants.

Both of these may be attributed to the signal source and the mechanism by which it creates an

acoustic waveform.

This research considers digital represenatations of acoustic signals, where properties of the latter are

re�ected in the former. Given that the assumption of quasi-stationarity mentioned in Section 2.1.1

is approximately correct, then the speech production mechanism may be described appropriately

by a (digital) pole-zero model over short-time periods, as is typical for the analysis of linear time-

invariant systems, where the contribution of various components (i.e., poles and zeros) of the

model may be related to physical acoustic causes. For example, the vocal tract may be physically

modelled via the concatenated tube model which contributes a number of poles to the pole-zero

model, whilst the e�ect of radiation impedance may be described by a single zero located slightly

inside the unit circle on the complex plane [2]. The input to this pole-zero model is most often

considered either an discrete time impulse train at the fundamental frequency of speech, or a

white Gaussian noise (WGN) sequence. The combination of this source and the pole-zero transfer

function may be referred to as the source-�lter model for speech, although this term often refers

more speci�cally to the use of an all-pole transfer function which may be considered a simpli�cation

of the pole-zero transfer function. This simpli�cation is often justi�ed by the proof that a zero

inside the unit circle on the z-plane may be represented by an in�nite product of poles also inside

the unit circle [2].
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Despite the inexactitude of this simpli�cation, a number of speech synthesis, speech coding and

speech enhancement solutions have been successfully developed based on the all-pole source-�lter

model [83�85]. Here the �lter is described as,

H(z) =
GH

1−∑P
p=1 apz

−p
, (2.2.1)

where GH denotes the gain of the �lter, P the �lter order and ap the �lter coe�cients (of an

in�nite impulse response (IIR) �lter in this case). The input to this �lter may be chosen to be

one of e[n] =
∑

τ δ[n−Tτ ], where τ ∈ Z, or a wide-sense stationary (WSS) stochastic process e[n]

de�ned by its autocorrelation, Ree[n−n′] = E {e[n]e[n′]} = δ[n−n′], and E {e[n]} = 0. Note that

T denotes the fundamental period in samples of a voiced speech segment. The choice of input at

a given short-time period depends on whether the current segment of speech is classed as voiced

or unvoiced, however more advanced methods consider that both may occur simultaneously [84].

The all-pole model described in (2.2.1) is described by three distinct sets of parameters, namely GH ,

P and ap for 0 < p ≤ P . These parameters may be thought to describe the power, the complexity

and the shape, respectively, of
∣∣H(ei2πk/K)

∣∣2. In practice, the calculation of ak is motivated by

minimum mean-square error (MMSE) methods giving rise to two common estimation methods

known as the covariance and the autocorrelation method, each of which di�er in the way the signal

is windowed, or which data is considered relevant to the window over which ak is estimated. The

parameter GH is calculated by maintaining equal energy in both x[n] and the impulse response

of H(z). The parameter P is generally selected as a �xed value prior to analysis, typically in

the range of 10 to 16. A more in depth analysis on the computation and implication of these

parameters can be found in any digital speech processing textbook, e.g., [2].

Given these de�nitions, the PSD of the resultant stationary speech signal segment E
{
|X[k]|2

}
=

∣∣H(ei2πk/K)
∣∣2E

{
|E[k]|2

}
may be calculated. Analysis of this spectrum highlights several important

features of the speech signal. Most notably, for the purely stochastic source e[n], this PSD estimate

has a continuous smooth contour with several peaks (the maximum number dependent on P ) that

highlight the position of formants in speech. Similarly, for the periodic signal e[n], the envelope of

the spectrum has a smooth contour again with several peaks, however the spectrum is now (ideally)

a set of Kronecker delta functions, which may be seen by applying the Poisson summation formula

to e[n] =
∑

τ δ[n− Tτ ].
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The all-pole model described in (2.2.1) is the most common speech-speci�c model applied in speech

enhancement. In addition, a range of alternate physiologically motivated models for speech exist,

often related to (2.2.1), that are important in speech signal processing. Common examples include

line spectral frequencies, re�ection coe�cients, and the aforementioned more detailed pole-zero of

which (2.2.1) is a simpli�cation [2]. However, whilst (2.2.1) does play a small part in this research,

the focus of this research is on a range of more general signal models that have seen wide use

in the speech enhancement arena. Unlike the model described in (2.2.1), these models are based

on characterising the observations of speech (and noise) signals statistically in the STFT domain

rather than the mechanism by which they are produced.

2.2.2 Parameter estimation in speech enhancement

The speech model involving (2.2.1) and its variations are based on the physiological mechanism

through which speech is produced. As this mechanism is common to all speech enhancement

applications, it has been convenient to represent noise with models of the same form [86]. However,

in many speech enhancement applications the noise signal is arbitrary and may have a variety of

features that are rather di�erent from speech, hence this model may represent some noise sources

very poorly. Furthermore, the aforementioned model is known to be poor in modeling certain

speech sounds [1]. It is therefore desirable to focus on a signal model that is general enough to

represent both speech and a wide range of noise sources, but speci�c enough to capture as much

relevant information as possible, from both speech and noise, that will aid in the estimation of a

clean speech signal.

Due to the assumed zero-mean WSS characterisation of both noise and speech, and the requirement

to employ models that accurately represent both speech and noise, the majority of current single-

channel speech enhancement algorithms restrict the parameterisation of noise and speech to the

parameters λc,k = λc,k[m] = E
{
|C[k,m]|2

}
and λx,k = λx,k[m] = E

{
|X[k,m]|2

}
, respectively,

which are to be estimated from the data. It can be seen experimentally that by employing accurate

estimates of these parameters from the clean processes c[n] and x[n], respectively, extremely good

speech enhancement performance is possible. Therefore, the estimation of these parameters is a

very important problem in speech enhancement. Typically estimation approaches are based upon

exploiting the fact that speech is generally less stationary than noise, in terms of the rate of change
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of λx,k[m] over m compared to that of λc,k[m]. A discussion on the estimation of λc,k[m] in speech

enhancement literature is presented in Section 2.2.2.1, followed by that pertaining to λx,k[m], in

Section 2.2.2.2.

2.2.2.1 Noise parameter estimation

Similar to speech signals, a range of noise signals, c[n], have speci�c characteristics that may

be modelled and exploited to improve speech enhancement performance. The majority of noise

parameter estimation approaches assume noise is a slowly varying zero-mean stochastic process

(i.e., characterised by longer periods of quasi-stationarity than speech). A slowly varying zero-

mean stochastic process models a range of noise sources well (e.g. tra�c noise, air conditioning

systems, fan noise etc.), and furthermore such processes are very familiar in signal processing,

allowing a range of well established methods applicable for their parameterisation and estimation

[75]. Given noise statistics are very slowly varying, (i.e., enough to be considered stationary over

entire utterances or sentences), then simply employing voice activity detector (VAD) techniques

should be adequate for accurate noise estimation, e.g., [87, 88]. The use of VADs is motivated by

the idea that the characteristics of noise (i.e., λc,k) can be glimpsed from brief periods of speech

inactivity (i.e., at the end of sentences, between words and during some consonants), of which

there are plenty in longer periods of speech.

Over the last decade, a range of more advanced techniques have been introduced based both on

continuous tracking of signal minima, and the recursive averaging of noise PSD estimates [40, 89�

92]. These approaches are again based on the idea that the PSD of noise varies slower than

the spectral characteristics of speech, however, they employ more advanced statistical models for

mixed speech/noise signals when compared to the binary o�/on decision provided by VAD-based

methods. Some examples include the minimum-controlled model of [89], which is based on the

observation that speech contributes power to E
{
|Y[k,m]|2

}
and so the minima of this quantity

over m are indicative of the noise PSD. Alternatively, the noise STFT C[k,m] and speech STFT

X[k,m] may be modelled as Gaussian distributed zero-mean complex random variables, allowing

an MMSE estimate of the statistic λc,k[m] [91].

An interesting alternative to the aforementioned noise estimation methods, that are based on

the di�erence in the rate of spectral variation between noise and speech, is the subspace noise
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tracking method of [36]. In this approach, it is assumed that noise is stochastic in nature and

speech tends to be composed of predictable sinusoids. Under this assumption it is established that

across the m dimension, observations of C[k,m] are (comparatively) uncorrelated (i.e., between

successive STFT frames), whilst X[k,m] is predictable (i.e., deterministic, see Section 3.1). Hence

the autocorrelation matrix of X[k,m] (also across the m dimension) is not full-rank, and so the

value of λc,k[m] may be estimated from the subspace of the correlation matrix of Y[k,m] that

is orthogonal to that of X[k,m], for each k. Whilst the assumption here is not strictly correct,

i.e., noise may contain predictable components and speech may contain stochastic components,

it highlights how the di�erence between predictable and stochastic signal components may be

exploited to improve noise/speech estimation.

The broad generalisation that noise is stochastic in nature and speech is predictable/periodic can

be problematic in speech enhancement as this idea promotes two undesirable artefacts: the removal

of stochastic speech components that are important for intelligibility, and the retention of periodic

noise components which can be problematic for speech codecs as will be described in Chapter 6.

While the former artefact may be handled given the assumption of slowly varying noise spectra

(i.e., stochastic speech components tend to be sudden in nature), relative to the former, the latter

is seldom approached within the scope de�ned in Section 1.3. That is, all the noise estimation

methods described so far in this section are reliant upon noise being modelled as a quasi-stationary

zero-mean stochastic process. It should be noted that a few ad-hoc methods exist which have been

developed to deal speci�cally with certain noise types such as periodic noise [35, 93] (also, impulsive

noise [37]). However, no general noise modeling approach appears to be able to take full advantage

of both the predictability of periodic noise components, and at the same time cope adequately with

unpredictable/stochastic components. A major contribution of the research here is the development

of a Bayesian MMSE STFT speech enhancement algorithm that performs such a task. A more

thorough discussion of the literature that has so far worked towards this objective is provided

in Section 4.2.1 followed by the development of the aforementioned algorithm in Section 4.2.2.

An overview of current signal models that explicitly characterise periodic components and hence

are useful for the aforementioned objective are described in Section 2.2.3, with a more complete

description of the noise model employed in this research in Section 3.1.4.



38

2.2.2.2 Speech parameter estimation

The major seminal work in Bayesian speech enhancement, [62], proposed two methods for the

estimation of
λx,k[m]

λc,k[m]
, however these methods may be interpreted to be estimates of λx,k[m] under

the assumption that λc,k[m] is known (or at least accurately estimated, perhaps via the methods

described in Section 2.2.2.1) and more slowly varying overm than λx,k[m]. The two aforementioned

methods are known as the ML method, and what has since been referred to as the �decision-

directed� method [62]. Both methods are based on the premise that, while speech is typically less

stationary than noise, over a small number of frames (i.e., 2 or 3 frames) λx,k[m] may be considered

constant. In the case of the ML method, estimation of λx,k[m] is performed given several consecutive

observations of Y[k,m] across m with assumedly constant λx,k[m], where X[k,m] and C[k,m] are

assumed to be independent Gaussian random variables. Under these conditions the ML estimate

of λx,k is well known to be [94],

λ̂x,k[m] =
m∑

ma=m−mb

Y
2
[k,ma]− λc,k (2.2.2)

where mb + 1 is the number of previous frames over which λx,k[m] is assumed constant. While

a rigorous statistical method under the given assumptions, the perceptual performance of speech

enhancement algorithms employing this method is somewhat lacking and is well known to be

generally inferior to the decision-directed method.

The decision-directed method is derived under the idea that both an MMSE speech spectral mag-

nitude coe�cient estimate from a previous frame, X̂[k,m − 1], and the ML estimate from the

current frame only (i.e., Y
2
[k,m]−λc,k) are valid estimates of λx,k[m]. Given that λc,k is e�ectively

constant over two consecutive frames, the decision-directed approach to estimating λx,k is simply

[60],

λ̂x,k[m] = αX̂[k,m− 1] + (1− α) max
(
Y

2
[k,m]− λc,k, 0

)
(2.2.3)

which may be seen to be a weighted average of the two aforementioned estimates of λx,k[m], with

the completely reasonable limitation of non-negativity on the estimate, Y
2
[k,m] − λc,k. Unlike

the ML estimate, the decision-directed estimate has become perhaps the most popular method of

λx,k estimation in speech enhancement practice, and its mechanism has been thoroughly studied

[95�99]. This interest may be attributed to its computational and conceptual simplicity, and the
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competitive results obtained by speech enhancement methods employing it. Despite its competitive

empirical performance, the decision-directed method is in no way optimal. On the contrary, it is

known to be a biased estimator [39], and both theoretical and data-driven approaches have been

proposed to compensate for this bias [39, 100], improving its performance.

It may also be noted that the decision-directed method employs an empirically determined pa-

rameter, α. This parameter is often con�gured to be α = 0.98 typically based on the author's

subjective preference for speech enhancement algorithms employing this value. However, more

recent research has proposed to calculate α based on the observed data, Y [k,m] [101]. There

it is proposed to consider λx,k[m] as a random variable, i.e., more correctly denoted λx,k[m] in

the nomenclature of this dissertation. This is in agreement with Bayesian methodology, where

all unknown parameters are considered random variables. Based on this idea, and a statistical

characterisation of λx,k[m], an estimate E {λx,k[m]|Y[k,m] = Y [k,m]} may be derived. However,

as opposed to following this approach, perhaps due to di�culties with mathematical tractability

or perhaps statistically characterising λx,k[m] in a rigorous manner, the author of [101] proceeded

with an alternative approach. That is, assuming an estimate of λx,k[m] is available (i.e., λ̂prev
x,k [m])

this estimate was updated to be λ̂x,k[m] = E
{
|X[k,m]|2

∣∣Y[k,m] = Y [k,m],λx,k[m] = λ̂prev
x,k [m]

}

providing an estimate of λx,k[m] for use as a speech parameter in enhancement of the current

frame. The aforementioned estimate assumed to be available may be obtained from the estimate

of λx,k[m−1] (i.e., from the previous frame) via a �propagation� step. That is, assuming e�ectively

constant λc,k[m] over two consecutive m, this step may be written as,

λ̂prev
x,k [m] = max

{
(1− αprop) λ̂x,k[m− 1] + αpropX̂[k,m− 1], λ̂x,min

}
, (2.2.4)

Note the minimum, λ̂x,min, is employed to prevent spurious spectral peaks in the resulting enhance-

ment algorithm and hence prevent musical noise. The method described here does not remove the

need for an empirically con�gured parameter, i.e., in this case αprop, and the resulting method was

shown to be similar in form to the decision-directed method of (2.2.3). However, when interpreted

in this decision directed form, α is seen to be now dependent on the propagated SNR. This adap-

tive value of α is a somewhat satisfying insight, as in practice, the optimal con�guration for α is

dependent on the SNR [101].
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This approach showed improvements in performance for speech enhancement algorithms employ-

ing it. However, it follows an empirical Bayesian methodology [50] where the value of λx,k[m]

is assumed to be known in the derivation of E
{
|X[k,m]|2

∣∣Y[k,m] = Y [k,m],λx,k[m] = λ̂x,k[m]
}

and in reality, an estimate with some inaccuracy is used. While often e�ective, such approaches

carry no guarantee of optimality. The method of [101] was later improved by modifying the afore-

mentioned propagation step to follow a generalised auto-regressive conditional heteroscedasticity

model [102]. Such models have long been employed in the modelling of �nancial time series, and

the results of [102] con�rm that such models are highly e�ective in estimating λx,k from noisy

STFT representations for speech enhancement applications.

The work of [103] took an alternative approach to the adaptation of α based on observed data.

There it was proposed that λx,k[m] be calculated based on observations in the short-time cepstral

domain, rather than the STFT, as in this domain speech energy is more �concentrated�, i.e., lo-

calised to a fewer number of cepstral coe�cients as opposed to STFT coe�cients. The parameter,

λx,k[m] was estimated via a recursive smoothing of cepstral coe�cients resulting from the cepstral

transformation of the ML estimate, max
(
Y

2
[k,m]− λc,k, 0

)
, seen in (2.2.3). Due to the concen-

tration of speech energy in the cepstral domain, the aforementioned smoothing could be adapted

to provide little smoothing in the few speech energy dominated cepstral coe�cients, and heavy

smoothing elsewhere. Accordingly, the results of [103] showed the most promising performance

with highly nonstationary noises such as babble, where such selective smoothing is important.

The use of the parameter λx,k[m] is almost ubiquitous in Bayesian STFT speech enhancement

literature. However, as will be described in Chapter 3, the research covered in this dissertation

considers an alternative set of parameters to describe speech. The focus of speech (and noise)

parameter estimation in this research is on the estimation of the speech (and noise) spectral mean,

i.e., E {X[k,m]}. Current speech models that do consider this spectral feature are discussed

in Section 2.2.3. The discussion of λx,k[m] provided here is for completeness. Additionally, in

the research here it will be seen λx,k[m] adopts an alternate de�nition to that of E
{
|X[k,m]|2

}
,

requiring a novel modi�cation to the method of (2.2.3).
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2.2.3 Stochastic and deterministic speech models

The PSD parameters for speech and noise, discussed in Section 2.2.2, are important in character-

ising the evolution of the spectral magnitude of the processes x[n] and c[n] over time, which is

known to be a perceptually important feature of audio signals. However these models fail to take

advantage of repetitive predictable variations in signals over arbitrary time periods. While not

often employed in speech enhancement, a range of signal models have been considered in the liter-

ature of speech and audio modelling that do take full advantage of such variations [21, 104, 105].

There they are often considered important as they explicitly represent the perceptually distinct

deterministic (i.e., predictable or periodic) and stochastic components of audio. The modelling of

this sort for the purposes of speech enhancement is discussed in Chapter 4, with an overview of

the current relevant literature provided here.

One of the most prominent features of speech that may be considered important in obtaining a

statistically informative speech (and noise) model is seen in that large segments of speech (or some

noises) appear to consist of an (approximately) harmonic sum of sinusoids. That is, such segments

of speech may be modeled to be of the form,

x[n] =
L∑

l=1

rl
(
ei(2πfln−φl) + e−i(2πfln−φl)

)
+ r0, (2.2.5)

where a further restriction fl = lf1 may be applied for harmonic signals. In the seminal work on

this model [104], the complex amplitude rle
iφl and frequencies fl were estimated via the use of a

DFT peak picking algorithm that ensured continuity across multiple frames by matching peaks that

exist at similar frequencies across neighbouring frames. These sinusoidal signal components are

informative statistically due to their periodicity, i.e., if this model is accurate each future sample is

entirely predictable/deterministic given a history of relevant signal samples. In the signal's spectral

representation over short-time frames, this characterisation may be considered to contribute a non-

zero mean. For example, at the frequency, fl of a sinusoid in a short-time signal frame x[n], the

spectral representation X(f) given by (2.1.1) is considered to have mean E {X(fl)} 6= 0 [18]. The

representation of (2.2.5) has the advantage of explicitly representing the amplitude, phase and

frequency of sinusoidal components, leaving them directly available for use in speech modi�cation

and enhancement. The model of (2.2.5) has also been investigated in the application of modelling
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unvoiced segments of speech which are often considered to be stochastic. Whilst this is reported

to result in speech reconstruction that is of excellent quality and robust to environmental noise

[104], it may be considered to overcharacterise such unvoiced speech segments. That is, if such

speech segments are a WSS process over the length of frames used in analysis, it may be completely

characterised by a much smaller number of parameters [75].

Due to both the excessively expensive computational requirements of modeling sounds of a stochas-

tic nature with a set of sinusoids [105], and the limited signal modi�cation it permits due to a lack

of deterministic/stochastic component labelling [21], much other work in speech and audio process-

ing has found a more sophisticated model to be useful in signal analysis and synthesis. The model,

�rst introduced by Serra and Smith [105], is commonly referred to as the stochastic-deterministic

(SD) model, or alternatively, it is known as the harmonic plus noise model due to a large body

of work carried out by Stylianou et al. [21, 22, 52, 106]. It may also be noted that Gri�n and

Lim investigated the idea of a combined SD type model for the vocoder application [19, 107]. The

SD model is similar to that of (2.2.5) although it involves the additive inclusion of an arbitrary

stochastic process,

x[n] =
L−1∑

l=0

rl
(
ei(2πfln+φl) + e−i(2πfln+φl)

)
+ s[n]. (2.2.6)

The stochastic component s[n] can simply be calculated given the deterministic component as

s[n]= x[n]−∑L−1
l=0 rl

(
ei(2πfln+φl) + e−i(2πfln+φl)

)
. Here it is seen that the stochastic signal compo-

nent may be considered to be everything in the signal that is not represented by the deterministic

component. This can be di�cult to characterise as it has the potential to contain a range of

signal features, for example, WSS noise processes, impulsive features, and in practice, spurious

components due to modelling errors in the deterministic component.

Further research has attempted to model this component as an autoregressive (AR) process [20, 21],

or a continuous spectrum with a piecewise linear envelope [19, 20]. Whilst under these stochastic

models perfect reconstruction is lost, the stochastic parameters obtained are more meaningful for

signal analysis and modi�cation, and furthermore, a signal reconstructed from the resultant SD

parameters is found to be perceptually similar to the original signal in many cases [20].

While little research has gone into characterising the stochastic part of an SD process recently, a

large body of literature has been produced on how to better model the deterministic component.
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The models of (2.2.5, 2.2.6) describe a short time segment x[n] that may be (partly or completely)

represented as a sum of sinusoids with constant fl, rl and φl. Depending on the length of this short-

time segment, this model may be considered inadequate in representing speech as it is well known

that speech contains sinusoids that are modulated in both amplitude and frequency (and hence

non-linearly changing phase) [2, 55]. In a practical short-time based analysis-synthesis framework

using short and closely spaced frames (M/fs ≤ 20 ms and M/N ≥ 0.5, where fs represents the

signal sampling rate) use of the overlap-add method of Section 2.1.3 provides a sort of frequency and

amplitude interpolation between frames that may be adequate for the purposes at hand [2, 108].

However many investigations have been made into representing and reconstructing speech signals

with AM and FM sinusoids in a more exact fashion.

For example, rather than the heuristic interpolation approach of the overlap-add method for the

reconstruction of AM-FM signals, earlier SD models used an explicit linear magnitude interpo-

lation between frames [20], and a cubic [104] phase interpolation. Other more recent models for

deterministic speech have attempted to represent AM and FM sinusoidal features explicitly via

a parametric model. For example, sinusoidal speech parameters may be represented in a fairly

general form with polynomial phase and magnitude [109, 110]. The quasi-harmonic model of [21],

and further developments based upon it, are also of interest in this regard due to their simplicity

and thorough investigation [52�56]. Here sinusoids composing speech are assumed to have a lin-

early varying complex amplitude (somewhat accounting for both AM features and errors in the

estimated value of fl).

It is clear that deterministic models that explicitly represent the amplitude and frequency modula-

tion over segments of speech will provide a more meaningful representation to the speech analyst.

For example, features of audio such as vibrato and tremolo are better seen in AM/FM signal

features than an arbitrary STFT representation. However, the use of deterministic speech mod-

els with explicit AM/FM features extends beyond simple analysis. Because of the more accurate

representation of sinusoids in such models, errors in sinusoid estimation within frames are smaller

and more evenly distributed across the length of the frame [106], and hence contribute less to

the computed value of s[n]. This reduction of sinusoidal modeling errors in s[n] is desirable as

it is intended to model the unpredictable non-periodic component of the signal. It is also known

that sustained voiced segments of speech tend to contain a smooth evolution of amplitude and
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frequency over time, and hence deterministic models with explicit AM/FM parameters may ex-

ploit these smooth AM/FM characteristics to better predict and estimate a speech signal. Finally

it has been observed that these improved deterministic models o�er improved modelling of tran-

sient speech components, overcoming speech synthesis errors in certain speech analysis-synthesis

frameworks [56].

2.3 Bayesian approaches to speech enhancement

As mentioned in Section 1.2.1, much research into speech enhancement systems is motivated by

the goal of reducing signal levels in regions that are dominated by noise, i.e., regions of low

SNR. Whilst a desirable goal in itself, improving the performance of speech enhancement systems

requires more sophisticated models of both speech and noise, incorporating information based on

both how individual signal features are distributed, and the expected correlations between these

features. In order to explicitly incorporate this information into a speech enhancement framework,

an alternative (yet under some characterisations equivalent) goal is better considered. That is,

rather than reducing the energy of low SNR signal components, it is more constructive to consider

the idea of obtaining an optimal (perhaps in some mathematical sense) estimate of the clean

speech signal, given all available and relevant information. This goal is that which Bayesian point

estimation aspires to achieve; a framework under which both more rigorous traditional approaches

such as the Wiener �lter and much more recent literature on Bayesian speech enhancement may

be posed.

This section overviews a range of current Bayesian approaches to speech enhancement in the STFT

domain. Section 2.3.1 describes the Bayesian estimation concept, demonstrating how the fusion

of observational, and a priori information of a given variable can be performed to obtain more

accurate information and hence estimation of this variable. Furthermore, the dependence of this

estimation on the de�nition of a priori information, and optimality is highlighted. Section 2.3.2

applies this approach to the enhancement of noisy speech STFT coe�cients, establishing some

fundamental approaches to Bayesian STFT speech enhancement. Sections 2.3.2.1 and 2.3.2.2

describe a range of Bayesian STFT speech enhancement approaches that have arisen due to the

ambiguity of optimality criteria for speech, and a priori information of speech, respectively. Finally,
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Section 2.3.2.3 returns to the aforementioned concept of reducing signal levels in noise dominated

regions, and how this may be approached in the STFT Bayesian context via the idea of speech

presence uncertainty (SPU).

2.3.1 Bayesian philosophy in speech enhancement

With regards to continuous probability distributions, i.e., probability density functions (pdfs),

Bayes' theorem may be stated as follows,

pX|Y(X|Y =Y ) =
pY|X(Y |X = X)pX(X)´∞

−∞ pY|X(Y |X = X)pX(X)dX
, (2.3.1)

where pA(A) indicates a pdf of the random variable A evaluated at A (see the front matter of this

dissertation for more information on the pdf nomenclature used here). In the application of speech

enhancement the data that is to be estimated, X, is in general a feature of the speech signal that

may be used to reconstruct the process x[n]. For example, the complex STFT coe�cients, X[k,m],

may be appropriate for the case of STFT based speech enhancement. According to Bayes' theorem,

the a posteriori pdf, pX|Y(X|Y =Y ), is obtained based on the new information/observation Y

(with some dependence on X characterised by the observation pdf, pY|X(Y |X = X)) and what

was known about the variable X a priori (characterised by pX(X)). Noting that the denominator

is independent of X, it is often seen as a simple normalisation constant. For the purposes of speech

enhancement the pdf pY|X(Y |X =X) may be characterised entirely by the distribution of noise,

pD(D), and how it interacts with speech to form the observation Y , e.g., via the additive model

of (1.2.2). Given (1.2.2) or an alternative form of interaction between noise and observations,

pX|Y(X|Y =Y ) is entirely de�ned by what is known a priori about the speech pX(X) and the

noise pD(D). In general, pX|Y(X|Y =Y ) has a lower variance than both pY|X(Y |X = X) and

pX(X), re�ecting the improved or more accurate knowledge of X obtained by incorporating what

has been learned from Y . An example for the Gaussian univariate case is shown in Figure 2.3.1,

where the a posteriori pdf clearly shows a decreased variance and a mean centered at the most

likely value of X according to both pY|X(Y |X = X) and pX(X).

Ideally, with a more informative pdf, pX|Y(X|Y =Y ), the estimation ofX should improve, however,

the subjectivity of pX(X) has long been a problem. Frequentist statisticians argue that because
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Figure 2.3.1: Example of a Bayesian a posteriori distribution given a priori and observational
pdfs.

pX(X) may be arbitrarily de�ned, Bayesian methodology fails to provide objective estimates of

con�dence intervals, expected values etc.. However a wide variety of literature on evaluating

properties of pX(X) given observed data, has come a long way in overcoming this criticism [50].

In any case, it is perhaps the subjectivity of this a priori information that has led to the broad

range of literature on Bayesian approaches to speech enhancement [10, 111�113]. The vast majority

of this literature is motivated by empirical characterisation of this a priori information via large

samples of speech data, e.g., [24, 114�117].

To completely incorporate all relevant a priori information in pX(X) and pD(D) is unrealistic

due to the vast number of potential information sources. For example, with regards to pX(X) in

a STFT speech enhancement system, characterising just a single STFT coe�cient's dependency

(Xk[m]) on all information in the previous frame (m−1), already requires a vast amount of training

data. This essentially results in the task of training of a K-dimensional pdf, although likely with a

large number of independent dimensions. However incorporating additional information that may

be known or measurable from signal features such as fundamental frequency (i.e., in voiced speech);

linguistic features such as phoneme, grammatical context and language; and speaker dependent
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features such as vocal tract length and a speaker's cultural history, can increase the amount of

required training data in each speci�c context to completely impractical proportions.3

As a result much of the recent improvements in Bayesian speech enhancement have been focussed

on drawing more accurate models of speech data in ignorance of the vast wealth of possible infor-

mation upon which it may depend. For example, accurately characterising the pdf of an arbitrary

speech STFT coe�cient regardless of frequency index k, fundamental frequency, phoneme, etc.

has resulted in notable improvements in speech enhancement algorithms [10]. However, it is worth

noting here that current approaches rely on estimated, signal speci�c a priori information by char-

acterising the a priori pdf dependent on features such as SNR [10]. Some alternative approaches

consider a more complex set of measured signal features such as a history of AR envelope estimates

[46].

Given the posterior information Y , the objective of estimating some optimal value of X is also

somewhat subjective in that the optimal value would ideally represent that which is both most

informative and perceptually pleasant to the listener. Because of the subjectivity of this goal, much

literature has been published on how to best objectively state this in a mathematical sense. Earlier

Bayesian speech enhancement schemes considered optimal estimates of X derived with common

mathematical optimality criteria such as MMSE or maximum a posteriori (MAP) estimates [24,

94, 118]. Developments on these approaches have lead to optimising estimates of clean speech

with regards to criteria that are more perceptually meaningful [7, 119], or alternatively generalised

criteria that may be parameterised to maximise some objective speech quality or intelligibility

measure [6].

2.3.2 Bayesian enhancement of speech STFT features

Perhaps the simplest approach to speech enhancement that can be viewed in the Bayesian context

is the frequency domain Wiener �lter. This may be described as MMSE Gaussian estimator of

the complex speech STFT coe�cients. Here, MMSE refers to the cost function or criteria for

3Note that all unknown quantities in a Bayesian framework should technically be described probabilistically,
via a pdf, however in many cases this may be impractical. The majority of investigations into Bayesian speech
enhancement have estimated a number of unknown parameters and used these estimates as the �known� values.
This approach falls within the realm of �empirical Bayesian� approaches [50]. These approaches are often used when
a true Bayesian approach is impractical, perhaps due to computational complexity or mathematical intractability.
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optimality and Gaussian refers to the distribution shape of the a priori information. Speci�cally,

to demonstrate its derivation it may be de�ned,4

pXk
(Xk) =

1

πλx,k
e
−|Xk|2
λx,k , (2.3.2)

and similarly,

pCk(Ck) =
1

πλc,k
e
−|Ck|2
λc,k . (2.3.3)

Given (1.2.2), it is clear that,

pYk|Xk
(Yk|Xk = Xk) =

1

πλc,k
e
−|Yk−Xk|2

λc,k .

From this information it is trivial to derive the posterior pdf using (2.3.1),

pXk|Yk
(Xk|Yk = Yk) =

1

πλk
e
−|Xk−ΩkYk|2

λk , (2.3.4)

where,

λk =
λx,kλc,k
λx,k + λc,k

, Ωk =
λx,k

λx,k + λc,k
,

which is often seen in the literature represented in terms of a priori SNR, i.e., Ωk = ξk/ (1 + ξk),

where ξk =
λx,k
λc,k

.

Given the a posteriori pdf, it is often desired to estimate the value of Xk that is expected to deviate

the least from the true value, Xk, by some metric, d(Xk, X̂k). This is the value, X̂k, that provides

the minimum expected distance, E{d(Xk, X̂k)|Yk = Yk}. For example, given (2.3.4), we have,

X̂k = arg min
χk

ˆ ∞
−∞

d(Xk, χk)pXk|Yk
(Xk|Yk = Yk)dXk, (2.3.5)

which is simply the a posteriori mean [94],

E {Xk|Yk = Yk} =

ˆ ∞
−∞

XkpXk|Yk
(Xk|Yk = Yk)dXk,

4Note that for notational brevity, frequency index, k, is demoted to subscript here, and dependence on frame
number, m, is removed. For example, X[k,m] = Xk.
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when using the MMSE metric d(Xk, X̂k) =
∣∣∣Xk − X̂k

∣∣∣
2

for any pXk|Yk
(Xk|Yk = Yk). Note that for

the distribution of (2.3.4), by any translation invariant error metric, d(Xk, X̂k), that,

X̂k = ΩkYk, (2.3.6)

which is the well known frequency domain Wiener �lter. Alternatively, the most likely value of Xk

may be chosen,

X̂k = arg max
Xk

pXk|Yk
(Xk|Yk = Yk),

commonly known as the MAP estimate. However these approaches are equivalent for the pdf,

pXk|Yk
(Xk|Yk = Yk), de�ned as in (2.3.4).

It is interesting to note that the result of (2.3.6) is identical to the frequency domain Wiener

�lter derived only under MMSE criterion and a linearity assumptions [71], hence the Gaussian

assumptions of (2.3.2, 2.3.3) are equivalent to the linear MMSE restriction. However, the wealth

of possibilities for the estimation of Xk a�orded by the Bayesian approach has been valuable in

improving speech enhancement practices over the last decade. A range of possibilities for both

pXk
(Xk) and d(Xk, X̂k) have been considered. Furthermore, whether it is most useful to estimate

Xk, or some other feature of the STFT (e.g., Xk or X
2

k) in order to enhance a speech signal has

long been of interest in the literature. These advancements on Bayesian speech enhancement will

be described in the following Sections, 2.3.2.1 and 2.3.2.2.

2.3.2.1 De�nition of optimality

A major advancement in speech enhancement within the Bayesian context was given by [62]. Here

the authors propose estimating the amplitude of the STFT, Xk, as opposed to its complex value.

This approach is largely motivated by the known perceptual importance of the STFT amplitude

and the assumed unimportance of the STFT phase at the time, which has recently lead to some

controversy [27, 120, 121]. Given the Bayesian approach of (2.3.5) and using the MMSE error

metric, d(Xk, X̂k) =
(
Xk − X̂k

)2

the estimate, X̂k, may be derived [62],

X̂k = E
{
Xk|Yk = Yk

}
=

√
πνk

2γk
exp

(−νk
2

)[
(1 + νk) I0

(νk
2

)
+ νkI1

(νk
2

)]
Y k, (2.3.7)
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where Ia (·) represents the modi�ed Bessel function of the ath order, νk = Ωkγk and γk = Y
2
k

λc,k

is commonly known as the a posteriori SNR. Hence, (2.3.7) is a function of what is generally

considered two measures of SNR, ξk and γk. The estimate X̂k is more commonly interpreted in

the literature as a function of these parameters, rather than the parameters, λc,k, λx,k and Y
2

k

discussed so far in this dissertation. A lot of e�ort has gone into attributing meaning to the gain

applied to Yk (i.e., Gk = X̂k

Y k
) for various values of ξk and γk [62, 95, 97]. Gk is plotted for a range of

gain rules, including (2.3.7) in Figure 2.3.2. Once calculated, X̂k may be combined with the noisy

phase Ỹk in order to synthesise the enhanced speech signal via the methodology of Section 2.1.3,

as is typical in speech enhancement practice.

Speech enhancement schemes based on this alternative goal of estimating the spectral amplitude

of short-time frames of speech are commonly referred to as STSA approaches, as opposed to

those which estimate the complex coe�cients of the short-time spectrum (e.g., the Wiener �lter

of (2.3.5)) which may be referred to as short-time spectral coe�cient (STSC) approaches. The

STSA approach has gained popularity in the literature because it is relatively computationally

e�cient (i.e., it can be represented in a closed form algebraic expression of only two parameters,

γk and ξk), yet performs notably better than many STSC approaches, largely due to the whiter

perceptual quality of the residual noise. That is, the musical noise of STSC approaches has long

been known to be a problem for speech enhancement, and the mechanism of both (2.3.7) and

the decision-directed method of estimating λx,k in [62], has been investigated as a solution to this

problem [95, 97, 98].

The use of an MMSE error metric is convenient in a mathematical sense as it often leads to a

mathematically tractable expression for the parameter to be estimated. However, it is debatable

whether this is the best measure to motivate the estimation of STFT parameters. It is well known

that the human auditory system responds logarithmically to spectral amplitude [11], and hence

it is perhaps better to minimise the error of logarithmic spectral amplitudes as opposed to linear

spectral amplitudes, i.e., by minimising E
{
C(Xk, Xk)

}
, where,

C
(
Xk, χk

)
=
(

logXk − log X̂k

)2

.

This has the e�ect of placing more importance on minimising spectral di�erences that are large

relative to the current absolute magnitude.
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The consideration of this perceptually motivated logarithmic error metric was �rst considered in

[114] and developed in closed form in [119], leading to the well known log-MMSE STSA estimator,

X̂k =
νk
γk

exp





1

2

∞̂

νk

e−t

t
dt



 .

However, a vast range of of error metrics have been considered since the work of [119]. Motivated

by the perceptual bias that may be accommodated via the error metric, Loizou considered STSA

speech enhancement using a wide variety of error metrics that are known to be perceptually

meaningful measures of distortion in speech enhancement [7]. This quickly followed the work

of Yu et al. who considered the impact of error metrics on STSA based speech enhancement by

generalising the MMSE error of [62] to,

C
(
Xk, χk

)
=
(
X
β

k − χβk
)2

,

which was based on the success of a similar approach in the class of spectral subtraction speech

enhancement algorithms [6]. The e�ect of β was there described to be a trade-o� between residual

noise level, and retention of weak speech components. The generalised cost function of [6], and the

perceptual considerations of the human ear were further considered together in [122].

Despite the thorough investigation of Bayesian error metrics in STSA based speech enhancement

literature, there is no direct consideration of this factor in STSC speech enhancement literature.

This is perhaps due to the di�culty of de�ning a perceptually meaningful cost function in the STSC

domain, and also the wide variety of error metrics (i.e., translation invariant metrics) that lead to

the Wiener �lter under zero-mean Gaussian assumptions for Xk and Ck. Only the MMSE error

metric is considered in this thesis, although, the knowledge of alternate error metrics is important

in motivating further research on the work presented here. More detailed overviews of error metrics

in Bayesian speech enhancement can be found in [10, 113].

2.3.2.2 De�nition of a priori information

The aforementioned Gaussian assumptions of (2.3.2, 2.3.3) were originally motivated by the sta-

tistical analysis of the DFT coe�cients of WSS processes [123, 124]. This motivation is supported
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by the common assumption in speech processing that for short enough periods of time, speech

can be assumed to be a WSS process, as discussed in Section 2.1. However, many attempts have

been made to verify or dispute these Gaussian assumptions via heuristic observations of speech

data. As foreseen by Ephraim and Malah [62], attempts to characterise the distribution of DFT

coe�cients via heuristic observations have been problematic and such characterisation is perhaps

�impracticable�. Early experiments examined the heuristic cumulative distribution of |X[k,m]|
over long periods of speech data and at all frequency indices k [114]. Here the heuristic data was

found to accurately �t the gamma distribution, although, as this was based on long time data for

which speech is considered non-stationary, it may be considered to be

pXk
(Xk) =

∞̂

0

pXk|λx,k(Xk|λx,k = λx,k)pλx,k(λx,k)dλx,k, (2.3.8)

rather than the distribution pXk
(Xk) parameterised by a speci�c λx,k. Interestingly the Gaussian

assumptions of (2.3.2, 2.3.3), and the gamma distribution assumption of [114], are not necessarily

exclusive. That is, if pλx,k(λx,k) of (2.3.8) is de�ned appropriately, the resultant pXk
(Xk) may in-

deed be a gamma distribution. While this marginal distribution of X[k,m] over all k,m accurately

approximates the true pdf assuming no other knowledge of the speech signal whatsoever, (e.g. the

power of the speech signal, past speech frames, phoneme, speaker etc.), there is clearly much to be

gained from obtaining a more precise statistical description that accounts for such dependencies.

Perhaps one is able to assume or estimate knowledge of non-stationary speech distribution param-

eters and their changes over time (e.g., λx,k). Then a more accurate, meaningful and hence useful

(in the context of speech enhancement) model of pXk
(Xk) will result.

Currently, attempts to make use of more meaningful prior distributions of Xk or Xk, since [62],

have been based on assuming prior knowledge of the variance of Xk, i.e., λx[k,m]. Verifying such

a statistical description via observations of Xk is di�cult as λx[k,m] is not known beforehand

and must be estimated from the data. As this is true in speech enhancement practice also, it

is perhaps not best to assume a priori knowledge of the hypothetical true value of λx[k,m], but

the estimated value, λ̂x[k,m], where a range of methods have been established for obtaining this

value, as discussed in Section 2.2.2.2. Histograms of <{Xk}, ={Xk} or Xk may then be obtained

by accumulating the data corresponding to a speci�c interval of λ̂x[k,m] [115, 118]. However,

problematically, the shape of histograms obtained from data in this way are often found to be
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dependent on the selection of the λ̂x[k,m] interval within which the data was accumulated [125].

Ideally this interval would be in�nitesimally small, however, in practice this is not possible due to

the limited amount of data it is possible to process.

Regardless, marginal histograms of <{Xk} and ={Xk} obtained in this way have provided mo-

tivation to refute the Gaussian assumptions of Xk. However these histograms are not su�cient

to completely characterise pXk
(Xk), unless of course <{Xk} and ={Xk} are independent, and

so pXk
(Xk) = p<{Xk}(<{Xk})p={Xk}(={Xk}). This assumption is problematic for super-Gaussian

distributions as it suggests that X̃k is not uniformly distributed [115], i.e., some values of X̃k

are more likely than others, which seems unreasonable considering the arbitrary alignment of w[n]

with x[n] in STFT analysis. In any case, many speech enhancement schemes have been constructed

based on this assumption, reporting successful improvements to speech enhancement algorithms

[24, 115, 118, 125�127]. More recently it has been proposed to start with a characterisation of

pXk

(
Xk

)
and the assumption X̃k ∼ U(0, 2π) [128]. From this statistical information, optimal

estimates for Xk may be obtained, thus overcoming the problem of jointly characterising <{Xk}
and ={Xk}. This overcomes the necessity for unreasonable assumptions about the distribution of

X̃k, and highlights the importance of characterising pXk

(
Xk

)
.

Considering the variety of somewhat experimentally justi�able pXk
(Xk) that have been proposed in

the literature over the last decade, it is clear that no conclusive result has been reached, leaving the

problem open to further investigation. The proposed distributions in the literature forAk = <{Xk}
or Ak = ={Xk} may be characterised by the two-sided generalised gamma distribution,

pAk
(Ak) =

abc

2Γ(c)
|Ak|ac−1 e−b|Ak|

a

, a > 0, b > 0, c > 0, (2.3.9)

for various values of a, b and c, where Γ (·) denotes the gamma function. When consideringAk = Xk

the proposed distributions in the literature may be characterised by the one-sided generalised

gamma distribution,

pAk
(Ak) =

abc

Γ(c)
|Ak|ac−1 e−b|Ak|

a

, a > 0, b > 0, c > 0, (2.3.10)

again for a range of values of a, b and c. In both (2.3.9 ,2.3.10), b controls the scale of the

distribution, which is related to λx,k dependent on a and c. In turn these latter parameters control
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Figure 2.3.2: A set of gain functions derived from the a priori pdf in (2.3.10). All plots pertain
to the case a = 2. (a) c = 1, (b) c = 0.1, (c) c = 10.

the shape of the distribution, where several well known distribution shapes are special cases. For

example, the Gaussian distribution corresponds to a = 2, c = 0.5 and the Laplacian distribution

corresponds to a = 1, c = 1. Many speech enhancement algorithms based on these distributions

may be derived in the usual Bayesian context via (2.3.5) for a range of a, c. For select values of

a, exact tractable estimators of clean speech may be derived, however the derivation for a range

of these values remains di�cult, and in many cases approximations must be made, e.g., as in [24].

Note that STSC estimators have been derived based on (2.3.10) by obtaining estimates of <{Xk}
and ={Xk} independently, justi�ed based on the erroneous assumption of independent real and

imaginary parts of Xk [24, 115].

A very comprehensive study of the performance of speech enhancement algorithms derived using

(2.3.9, 2.3.10) is given by Erkelens et. al [40]. Some examples of the gain functions derived therein

based on (2.3.10) for particular values of a and c are displayed in Figure 2.3.2. For a range of

publications referring to individual MMSE estimators refer to Table 2.1. Investigations into the

use of alternative values of a and c of (2.3.9, 2.3.10) have so far indicated that the zero-mean

Gaussian assumption of (2.3.2) is suboptimal for the purposes of speech enhancement. The true

optimal parameters appear somewhat elusive and have been observed to be dependent on noise,

method of estimation of λx,k, the speci�c utterance to be enhanced, and the quality measure by

which optimality is de�ned [125]. Con�guration of a and b can result in varying levels of speech

distortion, noise reduction, and perceptual naturalness of residual noise [24, 125, 132]. Whilst some
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Table 2.1: References for MMSE Bayesian speech enhancement studies categorised by estimation
approach and a priori pdf assumptions

Estimator Distribution (pXk
(Xk)) Reference

Amplitude Estimators
E(Ak|Yk) Eq. (2.3.10), a = 2, c = 1 [62]
E(Ak|Yk) Eq. (2.3.10), a = 1, c > 0 [24, 125]
E(Ak|Yk) Eq. (2.3.9), a = 1, c = 1 [129]
E(Ak|Yk) Eq. (2.3.10), a = 2, c > 0 [24, 125]

Power Estimators
E(A2

k|Yk) Eq. (2.3.10), a = 2, c = 1 [130]
E(A2

k|Yk) Eq. (2.3.10), a = 2, c > 0 [100]
Complex Exponential Estimators
E(Xk|Yk) Eq. (2.3.2) [71]

E(Xk|Yk) Eq. (2.3.10) a = 1, c > 0
and ∠Xk ∼ U(0, 2π)

[128, 131]

E(Xk|Yk) Eq. (2.3.10) a = 2, c > 0
and ∠Xk ∼ U(0, 2π)

[128, 131]

Real/Imaginary Part Estimators
E ([<\=] {Xk}|Yk) Eq. (2.3.9), a = 1, c = 0.5 [115]
E ([<\=] {Xk}|Yk) Eq. (2.3.9), a = 1, c = 1 [115]
E ([<\=] {Xk}|Yk) Eq. (2.3.9), a = 1, c > 0 [24]
E ([<\=] {Xk}|Yk) Eq. (2.3.9), a = 2, c > 0 [24]

values of these parameters are often desirable over others the exact optimal de�nition of pXk
(Xk)

is application dependent, and a range should be investigated before putting any single algorithm

con�guration into use.

2.3.2.3 Speech presence uncertainty in a priori information

It is well known that speech in the STFT domain is a relatively sparse signal, with many regions

of negligible energy both in speech pauses in between words or at the end of sentences, and in

between speech harmonics over voiced speech segments. It is then useful to assume Xk to be in

one of two states, speech presence, or speech absence, i.e., Xk ∼ pXk
(Xk) and Xk ≈ 0, respectively.

It is clear that if reasonably accurate estimates of these states were possible, estimates of Xk in

the latter state would be trivial, i.e., X̂k = 0, while in the former state it is reasonable to obtain

some estimate of Xk based on the theory introduced in Section 2.3.2. This idea, introduced by

McAulay and Malpass [104], has been thoroughly investigated over the previous decades.
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To consider such an approach in the Bayesian STFT speech enhancement framework, an auxiliary

speech absence indicator variable is introduced qk ∈ 1, 0, where qk = 0 indicates speech presence

and qk = 1 indicates speech absence. We may then consider the distribution,

pXk,qk|Yk
(Xk, qk|Yk) = pXk|qk,Yk

(Xk|qk = qk,Yk = Yk)Pqk|Yk
(qk|Yk = Yk),

where PA(A) represents a probability mass function (pmf) for the discrete random variable A.

pXk|qk,Yk
(Xk|qk = 0,Yk = Yk) was derived in (2.3.4) for the Gaussian case. Due to the absence of

speech, trivially pXk|qk,Yk
(Xk|qk = 1,Yk = Yk) = δ(Xk) which is independent of Yk, where δ(Xk)

denotes the Dirac delta function. Pqk|Yk
(qk|Yk = Yk) may be derived for the Gaussian cases of

(2.3.2, 2.3.3) as,

Pqk|Yk
(qk|Yk = Yk) =

pYk|qk(Yk|qk = qk)Pqk(qk)∑
qk=0,1 pYk|qk(Yk|qk = qk)Pqk(qk)

(2.3.11)

=

Pqk(qk)

[
(1−qk)√

π(λx,k+λd,k)
exp

(
|Yk|2

(λx,k+λd,k)

)
+ qk√

πλd,k
exp

(
|Yk|2
λd,k

)]

Pqk
(0)√

π(λx,k+λd,k)
exp

(
|Yk|2

(λx,k+λd,k)

)
+

Pqk
(1)√

πλd,k
exp

(
|Yk|2
λd,k

) ,

where Pqk(0) and Pqk(1) refer to the a priori probabilities of speech presence, and speech absence

respectively (note that due to the binary nature of qk, Pqk(0) = 1− Pqk(1)). In practice the true

value of qk is unknown. Because we wish to estimate Xk under this new statistical model, we may

integrate out the �nuisance� parameter qk to obtain the posterior pdf,

pXk|Yk
(Xk|Yk = Yk) = pXk|qk,Yk

(Xk|qk = 0,Yk = Yk)Pqk|Yk
(0|Yk = Yk)

+pXk|qk,Yk
(Xk|qk = 1,Yk = Yk)Pqk|Yk

(1|Yk = Yk). (2.3.12)

It can be seen that in the Gaussian a priori pdf case, this a posteriori pdf is an additive mixture

of the Gaussian of (2.3.4) and a Dirac delta function weighted by Pqk|Yk
(qk|Yk = Yk). In this case

it may be derived,

Pqk|Yk
(0|Yk = Yk) =

Λ

Λ + 1
,

where,

Λ =
(1− Pqk(1))

Pqk(1)
· exp (ξkγk/(1 + ξk))

1 + ξk
.
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Finally, now that the a posteriori pdf pXk|Yk
(Xk|Yk = Yk) is de�ned, estimators for Xk and Xk

may be derived under this model (i.e., incorporating speech presence uncertainty) by the usual

methods. Note that the expectation of the latter term in the addition of (2.3.12) is 0, hence for

example,

E {Xk|Yk = Yk} =
Λ

Λ + 1
ΩkYk,

and,

E
{
Xk|Yk = Yk

}
=

Λ

Λ + 1
Gqk=0(ξk, γk),

where Gqk=0(ξk, γk) is the expression of (2.3.7).

Considering that Λ
Λ+1

< 1, the speech presence uncertainty approach can be seen to increasingly

weight estimates of Xk or Xk increasingly towards zero when speech is less likely to be present in

the observation Yk. Accordingly, this approach is well known to o�er improved reduction of noise

in speech enhancement [133�136]. The parameter Pqk(1) may be set to an uninformative value of

0.5, or it may be empirically determined through observing the percentage of observations X[k,m]

that contain signi�cant speech energy over a large ensemble of data, e.g., as in [137]. Ephraim and

Malah noted that in the STSA case, a smaller value of Pqk(1) = 0.2 o�ers improved perceptual

results [62].

According to the assumptions already established here, the a posteriori probability of speech

presence, Pqk|Yk
(0|Yk = Yk), is calculated independently for each k, m, given the observation

Y [k,m]. However, it seems reasonable that one may use information from the entire range 0 ≤ k <

K and perhaps recent or �nearby� m to estimate a more informative �a priori� probability of speech

presence for a given set of observations Y [k,m]. Several attempts motivated by this idea have been

proposed in the literature. These works �rst considered the fraction of bins for which a test statistic

based on γk con�rmed that speech is likely to be present [133], and later by combining empirically

derived averages of both recent values of ξk and frame based averages for the current m, over all k

[134]. Gerkmann et al. also considered a larger range of m and k in calculating Pqk|Yk
(0|Yk = Yk)

in a more rigorous framework. There a �xed set of data independent a priori information (i.e., �xed

ξk and Pqk(1)) and observations within a range ofm, k is considered, from which Pqk|Yk
(0|Yk = Yk)

is to be estimated [135]. An important contribution here was the conceptual separation of a priori

information, which is de�ned before any observations are made (i.e., in this case ξk), and observed

information which augments the knowledge provided by the a priori information (i.e., in this case
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a smoothed value of γk). This is a conceptually di�erent approach to those which consider the

estimation of the a priori information, ξk, from observed data, i.e., as in [62]. Further studies have

also recently suggested that selective smoothing of the cepstrum is appropriate for more e�ective

values of γk, in the context of determining Pqk|Yk
(0|Yk = Yk) [136].



Chapter 3

A stochastic-deterministic (SD) model for

speech/noise

An overview of current state-of-the-art STFT Bayesian approaches to speech enhancement is re-

viewed in Section 2.3, where the signi�cance of the statistical characterisation of STFT samples in

such a speech enhancement methodology is highlighted. In line with Ephraim and Malah's proposal

[62], STFT speech coe�cients have often been assumed to be statistically independent, zero-mean,

complex Gaussian random variables. In an attempt to improve upon this characterisation these

assumptions have often been questioned over the last decade. A large number of studies investigat-

ing the Gaussianity of STFT speech coe�cients have suggested several alternative super-Gaussian

forms for the a priori distribution of speech [24], and the inaccurate assumption of statistically

independent STFT speech coe�cients was thoroughly investigated in [25]. However, the assump-

tion that STFT noise and speech coe�cients have zero mean has received little to no attention

in the context of speech enhancement. Whilst it is di�cult to �nd any literature mentioning the

explicit consideration of a non-zero-mean characteristic of the a priori pdf, pXk
(Xk), in Bayesian

speech enhancement, this concept is well known in the area of spectral estimation, and other areas

of speech processing [17, 18, 21, 22, 105]. In addition, with some e�ort, some current speech en-

hancement methods may be interpreted this way, although this concept is not made clear in their

derivation. A discussion of current speech enhancement literature that is somewhat related to

non-zero-mean statistical models, and hence the research covered in this dissertation, can be found

59
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in Sections 4.2.1 and 4.3.1. In this chapter the modelling of speech and noise with the explicit con-

sideration of this non-zero-mean component is considered, regardless of any speech enhancement

functionality.

The consideration of a non-zero-mean component introduces additional parameters into pXk
(Xk).

The models that are familiar in Bayesian speech enhancement (e.g., (2.3.2, 2.3.9, 2.3.10)) are

parameterised by a single variance parameter, for example, λx,k. However, by introducing a non-

zero-mean parameter, an ability to exploit harmonic patterns in speech is gained. Furthermore,

sinusoidal patterns are observed to be present in a range of noises that occur in emergency services

communication scenarios, hence these may be exploited in a similar fashion. An introduction

to common methods for speech and noise modelling was provided in Section 2.2 and a speci�c

description of STFT models incorporating the non-zero-mean parameter for both speech and noise

STFT signals with sinusoidal components will be provided in Section 3.1.

It is typical in speech enhancement practice to estimate parameters characterising pXk
(Xk) from

the data, for example, as is typical for λx,k described in Section 2.2.2.2. This approach is often

referred to as an empirical Bayesian approach [50] where the data is used twice, once for estimation

of parameters used in parameterising pXk
(Xk), and secondly in deriving an estimate of Xk given

the noisy speech data (i.e., using pXk|Yk
(Xk|Yk)).1 Such an approach is often necessary due to the

di�culty in deriving closed form expressions for estimates for Xk when certain parameters (e.g.,

such as λx,k) are considered probabilistically, as would be done in a true Bayesian approach. In

agreement with previous Bayesian speech enhancement literature, the research of this dissertation

focusses on an empirical Bayesian approach, however the non-zero-mean parameters introduced

here may be investigated in a true Bayesian approach in future research, as will be discussed in

Section 7.2.2. Here, in Section 3.2.1 both the estimation of exact non-zero-mean parameter values

and the derivation of a priori pdfs for non-zero-mean parameters is considered so that empirical

Bayesian approaches to speech enhancement may be considered in Chapter 4, and extended to true

Bayesian approaches in the future.

As evident in the discussion of Section 2.3.2.2, providing conclusive evidence of the true or most

appropriate pdf, pxk(Xk), is a di�cult task with no known general solution, or approach thereof.

1For notational simplicity, from here forward, the value of the dependent variable in conditional expectations, pdfs
and pmfs will be included without an explicit equality to the random variable. For example pXk|Yk

(Xk|Yk = Yk) =
pXk|Yk

(Xk|Yk), or E {Xk|Yk = Yk} = E {Xk|Yk} where the right hand side forms are now used. The conditional
random variable to which values are assigned will be made obvious in the surrounding text and nomenclature.
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In proposing a statistical model for Xk, it is important that there is a thorough discussion not only

for the motivation and development of such a model, but with regards to the extent of its utility

in practice. For the purposes of speech enhancement the true utility of the statistical models

proposed here is best judged via the experiments in Chapter 5. Although similar to previous

literature [24, 115, 117], an indication of the model's statistical �t to observed speech and noise

data is provided here. Speci�cally, in Section 3.3, a discussion of statistical distance measures is

presented followed by the use of the most appropriate of these to quantify how �closely� the proposed

statistical models �t the data. As these measures are not speci�c to speech enhancement, they

provide an application independent evaluation of the usefulness of the aforementioned statistical

models.

3.1 SD processes

The de�nition of deterministic signals is varied in the speech enhancement literature. Hendriks' et

al. considered the possibility that speech is �deterministic, but unknown� [137], which is equivalent

to characterising the speech a priori pdf as pXk|Dk
(Xk|Dk) = δ(Xk−Dk) whereDk is a completely

unknown yet deterministic value of Xk, i.e., in Bayesian terms the a priori pdf for Dk in this case

is pDk
(Dk) = a where a is a constant. This model is similar to that used by McAulay and Malpass

[138] who considered a two state speech model, that may be interpreted in terms of Bayesian

speech enhancement as invoking the speech a priori pdfs pXk|Dk,qk(Xk|Dk,qk = 1) = δ(Xk −Dk)

or pXk|Dk,qk(Xk|Dk,qk = 0) = δ(Xk), where again Dk is completely unknown and qk indicates

speech presence or absence as described in Section 2.3.2.3. When marginalised over the qk variable,

it can be seen that this model is a mixture of two Dirac delta functions. Serra provided a much

more general de�nition of a deterministic signal as �a perfectly predictable part, predictable from

measurements over any continuous interval� [20], which is representative of the idea in signal

processing that a deterministic signal at an unobserved point in time may be predicted exactly,

given su�cient previous (or future) observations. This is a characteristic of sinusoidal signals (i.e.,

they may be completely de�ned given just three samples) and it is the presence of these signals in

a range of audio sources that motivated the work of [20, 137].
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In the research of this dissertation, a deterministic signal is de�ned similarly to previous work,

i.e., as any signal that is predictable with complete certainty. Hence these deterministic signals

are de�ned probabilistically a priori (given su�cient prior observation) as pDk
(Dk) = δ(Dk −Mk)

where all probability mass is located at Mk, the true realised value of the signal. Furthermore,

in this research a purely stochastic signal is de�ned as any signal that is unpredictable. That

is, a signal with no deterministic component. A �stochastic-deterministic� (SD) signal may be

considered an additive combination of both stochastic and deterministic signals. Such a signal

may be characterised probabilistically as the distribution of the stochastic signal, shifted to have

a mean determined by the deterministic signal. For example considering a signal, x[n], to be

additively composed of stochastic and deterministic components s[n] and d[n] respectively, where

ps[n] (s[n]) is an arbitrary pdf and pd[n](d[n]) = δ(d[n] − µ[n]) (i.e., a deterministic pdf), then the

cumulative distribution function (cdf) of x[n] is,

Fx[n](x[n]) = P (s[n] + d[n] ≤ x[n]) =

∞̂

d[n]=−∞

x[n]−d[n]ˆ

s[n]=−∞

ps[n](s[n])δ(d[n]− µ[n])d(s[n])d(d[n]).

The pdf of the SD signal x[n] may then easily be derived considering px[n](x[n]) =
dFx[n](x[n])

dx[n]
and

with the use of Liebniz' integration rule,

px[n](x[n]) =

∞̂

d[n]=−∞

ps[n](x[n]− d[n])δ(d[n]− µ[n])d(d[n])

= ps[n](x[n]− µ[n]).

This additive de�nition of an SD signal is easily extended to the case of two-dimensional complex

signals such as those in the STFT domain, by integrating over both the real and imaginary parts

of s[n] and d[n]. Similarly, in the STFT domain, this results in the complex pdf of the stochastic

STFT component, S[k,m], shifted to have a mean of M[k,m] ∈ C, i.e., at the true realised value

of D[k,m]. Given this proof any signal with a non-zero-mean a priori pdf may be classi�ed as

an SD signal rendering the two synonymous. A signal with zero mean therefore contains a zero

deterministic component and may be referred to as purely stochastic.

Much of the focus on SD signals in this research is on those that result from sinusoidal components,

however the concepts introduced here may be applied more generally to any signal considered to
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have a non-zero-mean a priori pdf. For example, informative and unbiased (non-zero) estimates

of signals may potentially be obtained from a wide range of a priori information, technically

de�ning them as SD signals. Therefore the consideration of SD signals in speech enhancement

refers to speech enhancement with general a priori information, although this information must be

incorporated with caution. In general given a signal to be characterised, e.g., Xk, any information

that is proposed to determine a deterministic/predictable part of Xk, i.e., Dk, may be useful given

that this reduces the second �central� moment when assuming Dk as the data mean, i.e., reduces

E
{
|Xk −Dk|2

}
. However, dependent on how this information is de�ned, it may a�ect the shape

of the pdf characterising the errors from this deterministic part, therefore a�ecting the shape of a

pdf where this deterministic component is assumed to be the mean, e.g., that of pXk|Dk
(Xk|Dk) =

f(Xk−Dk). A classic example of this is evident in the derivation of Student's t-distribution where

it can be seen that the MMSE mean estimated from the Gaussian data provides minimum error

(i.e., minimum E
{
|Xk −Dk|2

}
), however the errors from this mean are not Gaussian, but are in

fact t-distributed [139]. In some cases however, it is not possible to determine pXk|Dk
(Xk|Dk) and

so assumptions must be made that are not necessarily optimal or precisely correct, but are required

to render the problem tractable. The usefulness of the model in this case is then best evaluated in

terms of the performance of any solution that results, according to the application of interest.

Given the de�nition of stochastic, deterministic and SD signals here, the remainder of this section

pertains to establishing the SD framework for the STFT signal representation used in this disserta-

tion. First in Section 3.1.1 both time domain, frequency domain and STFT domain representations

are discussed for WSS SD signals, with reference to the traditional (frequentist) analysis of such

signals in signal processing literature. The concepts established in Section 3.1.1 are then expanded

to be discussed in a Bayesian context in Section 3.1.2. This involves the important transition from

what are traditionally considered �parameters� de�ning SD WSS processes to random variables

characterising an SD WSS process, which in turn require a statistical characterisation. The statis-

tical assumptions made with respect to these new random variables is described in Section 3.1.3,

completing the framework of the SD model used throughout this dissertation. The SD model

discussed here is introduced in the context of speech signals as many similar SD models have been

described in the speech processing literature. However, the SD modelling of noise signals is much

less common. Therefore, Section 3.1.4 is devoted entirely to considering the SD model introduced

in Sections 3.1.1, 3.1.2 and 3.1.3 with respect to such noise signals.
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3.1.1 Classical analysis of WSS SD processes

It has long been known that given a WSS noisy signal with sinusoidal (line) components, the

signal spectrum will consist of two distinct components. Within the Cramér spectral represen-

tation of (2.1.1), these components are a discrete (over f) component, Sxµ(f) = E {dZ(f)} =
∑L

l=1
rl
2

(
eiφl,mδ(f − fl)− e−iφl,mδ(f + fl − 1)

)
and a continuous component, previously introduced

as Sxλ(f)df = E
{
|dZ(f)− Sxµ(f)|2

}
. Estimation of the former component refers to �harmonic

analysis� and estimation of the latter refers to �spectrum analysis� [18]. Note that the latter com-

ponent is a zero-mean stochastic component for which we often have only one discrete time-limited

realisation in STFT speech processing, i.e., due to the short-time WSS characteristic of the signal.

This decomposition may be considered in the time domain as indicated by Wold [17] for discrete

time series, where the representation,

x[n] =
∞∑

p=0

ape[n− p] + d[n] (3.1.1)

was proven to exist for any WSS process. Here, e[n] is an uncorrelated time sequence, ap are the

weights of a moving average (MA) �lter and d[n] is a completely deterministic time sequence.

Harmonic analysis and spectrum analysis have been studied for many decades and may be e�ec-

tively performed via the range of techniques in [18, 75] and the references therein. However, it is

interesting to note that the research in speech processing often considers not the decomposition

of (3.1.1) but the more restricted form of (2.2.1), despite some attempts to introduce (3.1.1) into

the speech processing literature [140, 141]. Analysing speech as a mixed signal, as in [20], loosely

mirrors 3.1.1, though without direct reference to the work of Wold.

A notable key di�erence between (3.1.1) and the well known auto-regressive moving-average (ARMA)

models is seen in the following example. Consider x[n] to be an additive combination of a singular

process (where
∑P

τ=0 aτ (x[n− τ ]− c) = 0 for some constant c) and a �nite order MA process. In

this case x[n] may not be represented by an ARMA model of �nite order. Note that by de�nition

a singular process may be considered a sum of sinusoids [17], and hence the processes that consti-

tute the main focus of this research (additive combinations of sinusoids and stationary stochastic

processes) are better represented by (3.1.1) than ARMA models alone. This di�erence is clear in

Figures 3.1.1(a) and (b) when observing the DTFT of E {x[n]x[n− τ ]} given by approximations
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Figure 3.1.1: A comparison of spectra estimated from the time domain signal x[n] via (a) an
autoregressive plus deterministic model (e.g., (3.1.1)) and (b) a purely autoregressive model (e.g.,
via estimation of the �lter parameters of (2.2.1)). x[n] was created as an additive combination of
3 sinusoids (at frequencies, 1.2 kHz, 2.4 kHz and 3.68 kHz) and an AR process of order P = 12.
In both �gures the spectrum of the process used to create the signal under analysis is shown as a

thick grey line.

based upon (3.1.1) and (2.2.1), respectively, of order P = 12. It is clear here that when signi�cant

stochastic and deterministic components are both present, an AR (or more generally an ARMA)

model alone has di�culty representing the deterministic components, which in addition corrupt

the estimation of the stochastic spectra.

The di�culty of simultaneously modelling both stochastic and deterministic components of x[n]

is not a common problem in speech enhancement. Perhaps this is due to the typical dominance of

either stochastic or deterministic components in a given short-time speech frame. However, this

is a much more relevant problem when considering noisy speech signals as the noisy speech signal

is in general an SD signal. For example, in voiced speech segments where largely deterministic

speech is combined with a purely stochastic noise process, or in cases where the noise itself is an

SD process, as is the case for the noises highlighted in Section 3.1.4.
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The aforementioned components Sxµ(f) and Sxλ(f) corresponding to harmonic and spectrum anal-

ysis, respectively, are re�ected within the STFT representation of x[n]. Given a signal of the form

(3.1.1) its STFT is given by,

X[k,m] = D[k,m] + S[k,m] (3.1.2)

where s[n] =
∑∞

p=0 ape[n− p]. Assuming d[n] is of the form of (2.2.5) then,

D[k,m] =
L∑

l=1

rl,m
2

(
eiφl,mWfl,m [k] + e−iφl,mW1−fl,m [k]

)
, (3.1.3)

where, Wfl,m [k] =
∑N−1

n=0 w[n] exp {2πin (fl,m − k/K)}. Note that rl,m, φl,m and fl,m have an ex-

plicit indication of frame number in the subscript, acknowledging the possibility of distinct values

of these quantities for various m, i.e., given short-time stationarity.

Given the signal under analysis is WSS, the characterisation of S[k,m] is simply the spectral char-

acterisation of a moving average (MA) process. However, it may be considered more generally

to be an ARMA process for a more compact representation. In either case, research of such ap-

proaches suggests that the variables S[k,m] are asymptotically complex normal distributed with

mean 0 and variance λ2
s[k,m] = E

{
|S[k,m]|2

}
, as N →∞. This idea, proven by Brillinger [123],

is based on the fact that S[k,m] is a sum of independent variables for white processes, or further,

a sum of independent variables that are in turn a sum of (possibly correlated) variables, for weakly

correlated processes (i.e., where variables su�ciently separated in n may be considered indepen-

dent). Hence, via the central limit theorem, this complex normality assumption is appropriate.

Note that furthermore, S[k,m] are conditionally independent given λ2
s[k,m], as N → ∞ [123],

however this is not the case in speech processing. Clearly the limited window duration necessary

results in a convolution of S[k,m] with W [k] over k for each m, notably correlating neighbouring

values of S[k,m] in k. In the context of speech enhancement this is often overlooked as it allows

S[k,m] to be processed independently for all k, however some investigations have been made into

acknowledging this statistical feature [25, 142, 143]. Given these assumptions of normality and

independence for S[k,m], this process is completely speci�ed by λ2
s[k,m]. The estimation of which

is a common problem in spectral estimation theory.
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3.1.2 Bayesian analysis of SD processes

The aforementioned spectral analysis and harmonic analysis approaches of [18, 75, 123] are devel-

oped from the frequentist perspective, where parameters, θ, (e.g. such as θ = rl,m or θ = λx[k,m])

are assumed deterministic but unknown. The true value for a given θ may be considered to be the

value that would be clearly observed given an in�nite number of repeated samples of the process

it characterises. In statistical signal processing practice, θ must be estimated from the limited

observed data, in this case Y [k,m], and a frequentist may use these estimated values as the true

deterministic values for any subsequent calculation that may require them. In speech signal pro-

cessing, the non-stationarity of the data can signi�cantly limit the amount of data available for

a given value of θ, and so interpreting θ to have a single true value over an in�nite number of

repeated samples is somewhat �awed, as clearly only a small number of samples ever exist. This is

where Bayesian approaches lend a more comfortable interpretation. By characterising θ not as a

single unknown value, but as a range of possible values each with a certain likelihood of occurring,

θ is not an estimated value (with some inaccuracy) but a distribution pθ(θ) characterising the

uncertainty about its true value, and hence what is currently known. In line with the Bayesian

STFT speech enhancement approach, such an approach is applied to the speech model of (3.1.2)

here.

Given (3.1.2) for WSS stationary processes is accurate, including the assumptions of independence

and complex normality of S[k,m] in the accompanying discussion, then the pdf of X[k,m] is

trivially,

pXk|Dk,λx,k(Xk|Dk, λx,k) =
1

πλx,k
e
−|Xk−Dk|2

λx,k , (3.1.4)

where Dk and λx,k are random variables in the Bayesian context. In the research covered here, the

variable Xk is considered conditionally independent for all k and m, given Dk and λx,k. Whilst this

assumption is not strictly correct, it is made for simplicity both computationally and with regards

to the statistical model, as is common in speech enhancement practice [3, 10, 62, 115]. Dependence

across k and m is left as a topic for further research. For a stationary process, Dk (de�ned by

rl, φl via (3.1.3)) and λx,k are constant for all m as shown in the naïve Bayesian factor graph [144]

of Fig. 3.1.2, however in practice such processes rarely occur, particularly in the context of speech

signals. In the case of speech processing/analysis, Dk and λx,k are dependent on m as seen in

Fig. 3.1.3, and must be estimated based on their statistical dependence on both the observations
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r ,l φ ,l λx,k

pXk |rl,φl,λx,k (Xk|rl,φl,λx,k)

X[k,m + 1]X[k,m]X[k,m − 1]

Figure 3.1.2: Naïve Bayesian factor graph for the evolution of X[k,m] according to the SD
speech model (3.1.2).

X[k, m]

r ,l φ ,l λx,k

X[k, m − 1]

r ,l φ ,l λx,k

X[k, m + 1]

r ,l φ ,l λx,k

pXk |rl,φl,λx,k (Xk|rl, φl, λx,k)

Increasing frame index

prl,φl,λx,k |θ(rl, φl, λx,k |θ)

}A priori information, θ

Figure 3.1.3: Bayesian factor graph for the SD speech model with frame dependent variables rl,
φl and λx,k, and arbitrary a priori information set θ. For notational simplicity frame index m is
only indicated with regards to X[k,m] with vertical dashed lines separating successive frames.

X[k,m], and other sets of arbitrary a priori information, θ. In this research the information, θ, is

that present in the history of past speech frames.

As discussed in Section 2.2.2.2, the estimation methods of λx,k currently used in speech enhance-

ment make the assumption that it may be considered constant over a series of consecutive m.

Hence, over this range, a value of λx,k may be estimated for a given m and used in the enhance-

ment of the current frame, rendering these methods �empirical� Bayesian methods [50]. However,



69

speech enhancement has been considered in a true Bayesian context at the cost of increased com-

putational complexity [51]. Due to the wealth of proven empirical Bayesian approaches that use

the �decision-directed� approach in the literature, and their computational simplicity, empirical

Bayesian approaches are considered in the research presented here with respect to the random

variable λx,k.

Unlike λx,k, the variable Dk may be considered in a true Bayesian context with a much less

signi�cant impact on computational complexity, due to the simple priors that may be assumed

and hence the analytical solutions that may be reached. For example, given the pdf of (3.1.4),

the conjugate prior for D[k,m] is Gaussian, unlike that for λx,k. In the Bayesian context, the

evolution of D[k,m] across k and m must be speci�ed explicitly via the joint distribution over all

k, m. Although this appears a daunting task, there is a range of reasonable assumptions that may

simplify the problem as discussed in Section 3.1.3. To begin, given (3.1.3) is accurate, it should be

noted that D[k,m] is an overcomplete representation, i.e., for a given m it may be speci�ed by a

much fewer number of values than the K values required forD[k,m] - that is rl,m, φl,m (or similarly

ρl,m = rl,me
iφl,m) and f1,m, assuming fl = lf1. Therefore it will be useful to refer to a �harmonic

domain� and a �spectral domain�, where for each m the former refers to the set of variables ρl,m∀l
and f1,m and the latter refers to D[k,m]∀k, with the relationship between the two speci�ed in

(3.1.3). It is then much simpler to statistically characterise the variables in the harmonic domain,

rather than D[k,m] in its entirety.

3.1.3 Modeling the evolution of STFT deterministic components

Statistically characterising the harmonic domain variables ρl,m, f1,m and hence D[k,m] is a di�cult

problem as they are unobservable quantities. However, there are a number of reasonable assump-

tions that may be made so that this characterisation may be stated in a closed form, resulting in

useful tractable expressions for both pDk
(Dk), pXk|Dk

(Xk|Dk) and hence, useful for the purposes

of speech enhancement without the need to resort to numerical methods. Firstly, the relationship

between f1,m and D[k,m] of (3.1.3) is non-linear in the variable f1,m rendering pDk
(Dk) di�cult

to derive from any pdf characterising ρl,m, f1,m. To overcome this problem it is useful to obtain

an estimate of this variable, f̂1,m, from the data separately as in the fashion of empirical Bayesian
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methods (similar to the aforementioned approach for λx,k), and assume f1,m = f̂1,m. Obtaining

f̂1[m] for the purposes of speech enhancement is discussed in depth in Chapter 6.

In addition, a number of assumptions may be made with regards to ρl,m. In many cases it will

be useful to consider ρl,m to be independent for all l. This assumption is unlikely to be strictly

correct. The smooth spectral contour observed in voiced speech, (discussed in Section 2.2.1)

means that neighbouring harmonics (in l) are likely to have similar rl,m. Furthermore, it would be

interesting to investigate the correlation between φl,m for various l. However, the aforementioned

assumption simpli�es both the estimation of these variables and their use in speech enhancement in

estimating Xk. Hence the work of this research is naïve to correlation across harmonic amplitudes

and phases due to the production model of speech (except for the ad-hoc approach mentioned in

Section 3.2.1.8).

As mentioned earlier in this section, D[k,m], and hence ρl[m] may be considered independent for

su�ciently separated m. At the extreme, in some cases it may be useful to assume the Markovian

property that ρl[m] is independent from the history ρl[m − m′] for 1 < m′ ≤ ∞. However,

higher order AR models with a longer relevant history are considered in Section 3.2.1.6. Finally,

the unpredictable component of ρl[m] given the relevant history ρl[m − 1],ρl[m − 2] . . . may be

assumed Gaussian, i.e.

pρl[m]|ρl[m−1],ρl[m−2]...(ρl[m]|ρl[m− 1], ρl[m− 2] . . .) =
1

πλρ,l
e
−|ρl[m]−ρ̂l[m]|2

λρ,l (3.1.5)

where ρ̂l[m] is the predicted value of ρl[m] given ρl[m− 1],ρl[m− 2] . . .. This assumption may or

may not be correct, however the Gaussianity assumption is often made for mathematical tractibil-

ity. That is, according to the pdf of (3.1.4), the pdf of (3.1.5) is the conjugate prior for ρl[m],

allowing the recursive predict-update methodology of the well known Kalman �lter. This statistical

assumption is made throughout this research, and it has proven e�ective for speech enhancement

purposes as will be seen in Chapter 5. It is suspected that the true statistical characterisation

describing the evolution of ρl[m] over m is dependent on linguistic features, such as the current

phoneme [116] or perhaps prosody, rendering it di�cult to accurately characterise for the purposes

of speech enhancement.

Note that within a single frame D[k,m] is unknown, but is referred to as deterministic as �rstly
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it constitutes a non-zero mean (e.g. the deterministic part according to the introduction of Sec-

tion 3.1) and secondly, due to its composition of sinusoids, D[k,m] may be completely determined

(i.e., predicted exactly) within frame m given just three samples of its realisation. Note that be-

tween frames the sinusoidal variables characterising D[k,m] may change and hence while D[k,m]

may be known at frame m this does not imply that it is determined at arbitrary frames m+m′ for

m′ 6= 0. The advantage to considering this deterministic component explicitly is that whilst there

is some randomness or unpredictability in D[k,m+ 1] given D[k,m], these successive components

are expected to be highly correlated. This correlation may be exploited to gain a more accurate

estimate of D[k,m] and hence X[k,m] than traditional purely stochastic approaches allow. A

major key to exploiting this correlation is in characterising the mean of the current deterministic

frame given previous observations, i.e., de�ning ρ̂l[m] of (3.1.5).

If the estimates of ρl obtained from speech are relatively accurate with respect to their amplitude

(i.e., may be thought of as of high SNR), then trends observed in estimates re�ect trends in the

true, unobservable values of ρl. These accurate estimates may then provide some indication on

appropriate methods for the calculation of ρ̂l[m]. Such observations of ρl were experimentally

demonstrated in [137] for synthetic signals consisting of a sinusoid with constant frequency embed-

ded in WGN, indicating non-zero-mean DFT variables. However it is interesting to see if similar

observations can be made for real-world speech signals. With the use of pitch contours generated

via the RAPT algorithm [145], the phase-normalised STFT observations2=, X̃[fl,m,m], of voiced

speech segments were evaluated at the frequencies fl,m corresponding to the fundamental frequency

and its harmonics. In other terms these observations may be considered (phase-normalised) MMSE

estimates of the harmonic domain variable ρl. In making such harmonic domain observations over

many vowels in the TIMIT database, it was seen that for a given vowel utterance and harmonic,

very often these observations tend to move throughout the complex plane as shown in Fig. 3.1.4(a).

Here we can see that there is clearly some correlation between successive harmonic domain ob-

servations. That is each observation clearly holds a notable amount of information on successive

observations. It can be seen that this is particularly evident in voiced speech segments when com-

paring Figures 3.1.4(b) and (c). That is, the density plot for Fig. 3.1.4(b), shows a clear non-zero

2Phase-normalised observations are described in detail in Section 3.2.1.1. They may be brie�y described as
complex STFT observations of sinusoids with their expected change in phase between sucessive STFT frames
subtracted.
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Figure 3.1.4: (a) A set of phase-normalised observations plotted on the complex plane for an
utterance of the vowel /æ/. Observations are indicated with dots, and lines are drawn between
consecutive observations. The dotted line, dashed line and solid line, correspond to the second,
fourth and �fth harmonics respectively. These harmonics were chosen as their observations are
reasonably separated in the complex plane here, (i.e., chosen for clarity). (b) and (c) refer to the
density of phase-normalised observations in the complex plane, (b) at the fundamental frequency
of the 709 utterances of the word �had� in the TIMIT database, and (c) at 150 Hz for an equivalent
length of white noise. All �gures use a sampling rate of 8 kHz and STFT parameters N = 240,

M = 120 and w[n] was a Hamming window.

mean (and hence predictability) as compared to Fig. 3.1.4(c), where any non-zero mean is much

less clear.

The speci�cation of the statistical models to be seen throughout Section 3.2.1 will consider a

range of possible methods for the calculation of ρ̂l[m], resulting in number of algorithms for the

estimation of D[k,m] or ρl,m. Given the methods and the series of assumptions mentioned so far

in this section, a reasonable graphical model for the SD speech model described in this section

may be that shown in a rather general form in the factor graph of Fig. 3.1.5. Whilst the model is

shown to describe X[k,m] it is also appropriate for the range of SD noise processes described in

Section 3.1.4.
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X[k,m]X[k,m − 1] X[k,m + 1]

Increasing frame index

pρl[τ ]|ρl[τ−1],ρl[τ−2]...(ρl[τ ]|ρl[τ − 1], ρl[τ − 2] . . .)

ρl[m]ρl[m − 1] ρl[m+ 1]{

{
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Spectral domain

pX[k,τ ]|ρl[τ ]∀l(X[k, τ ]|ρl[τ ]∀l)

Figure 3.1.5: A factor graph of the SD Bayesian model typically studied in this research for
modelling speech and noise signals. The symbol τ refers to an arbitrary frame m.

3.1.4 SD noise processes

While noise from some noise sources �t very well into the original assumptions made in the devel-

opment of purely stochastic speech enhancement algorithms many noise sources produce signals

that have characteristics that noticeably disagree with these assumptions. For example, the spec-

trograms of Fig 3.1.6 are representative of a number of common noise sources that are particularly

problematic to radio communications users. Speci�cally, Figures 3.1.6(a), 3.1.6(d) and 3.1.6(e) cor-

respond to noises encountered by �re�ghters, coastguard workers, and general emergency services

personnel, respectively. It is clear from this data that these noises can not be accurately repre-

sented by a pure broadband process, or a pure deterministic process, but perhaps a combination

of the two, as in the SD model of (3.1.2). For example, paying speci�c attention to the �re engine

pump noise samples in Figures 3.1.6(a), 3.1.6(b) and 3.1.6(c), there is clearly broadband energy

across all frequencies here, but several higher energy narrowband or sinusoidal components exist

at frequencies indicated via arrows. Considering the �re engine pump mechanism that is creating

this acoustic noise, this interpretation seems reasonable. The water pump mechanism consists of

several rotating components which are likely to create high energy periodic acoustic signals. In

addition, the �ow of �uids both within the pump, and around such rotating components, is likely

to produce turbulence, resulting in noise of a more stochastic nature. Similar conjectures may be

applied to Figures 3.1.6(d), 3.1.6(e) and 3.1.6(f).
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Figure 3.1.6: Spectrograms of some noise sources problematic to radio communications cus-
tomers (a)-(c) �re engine pump recordings from a range of �re engines, (d) outboard motor noise,

(e) chainsaw noise, (f) �re engine, engine noise.

The time-frequency structures of �re engine pump noise and others like it are seldom addressed

directly in speech enhancement. This is surprising due to its common occurrence in radio com-

munication scenarios. In many �re�ghting scenarios this speci�c noise causes such low SNRs that

�re�ghters are encouraged to use other forms of communication that are much less reliable and

�uent than clean speech, e.g., relayed hand signals. In the hope of improved speech enhancement

results in the presence of such problematic noises, it is useful to study the noise alone, develop

a statistical characterisation of such a noise, and apply this characterisation to statistical speech

enhancement practices.

As will be discussed in Section 4.2.2, an SD model such as that of (3.1.2) allows a tractable

modi�cation to certain speech enhancement frameworks that accommodates for properties of the

noise process explicitly. The assumption that �re engine pump noise, for example, may be modelled

via

C[k,m] = D[k,m] + S[k,m], (3.1.6)

and hence,

pCk|Dk,λc,k(Ck|Dk, λc,k) =
1

πλc,k
e
−|Ck−Dk|2

λc,k , (3.1.7)

is di�cult to verify experimentally, as the true value of components D[k,m] and S[k,m] are un-

observable. There are a range of methods in which the ��t� of applying a Bayesian network (such
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as that representable in the general form of Fig. 3.1.3) to certain data may be quanti�ed, however

these do not guarantee an optimal �t, or the lack of a better model. Such approaches for the data

here will be investigated in Section 3.3.2. Regardless, it is interesting, as a preliminary experiment,

to see if such a noise can be synthesised via such an SD model with parameters estimated from

the true noise data.

Here we consider the stationary segment of SD noise shown in Fig. 3.1.7(a). There, obvious

narrowband components exist at approximately 52 Hz, 128 Hz, 1.28 kHz, 2.05 kHz and 2.57 kHz

that appear to be superimposed on a coloured noise background. Hence it was proposed that the

noise may be modelled mathematically as,

c[n] =
P∑

p=1

ap (c[n− p]− d[n]) + a0e[n] + d[n],

where e[n] is WGN of unity variance and d[n] =
∑L

l=1
rl
2

(
ei(2πfln+φl) + e−i(2πfln+φl)

)
. Note that in

Fig. 3.1.7(a) the narrowband components do not appear to be harmonic3. Whilst they do appear

to be related and change together as seen in Figures 3.1.6(a) and 3.1.6(c), the relationship between

fl is unknown beforehand and so each frequency must be estimated individually for all l. A

number of sinusoids were estimated via an iterative combination of empirical frequency estimates,

maximum likelihood complex amplitude measurements (c.f., (3.2.6, 3.2.7)) and informal perceptual

veri�cation. Sinusoids were synthesised at frequencies of 52 Hz, 125 Hz, 138 Hz, 150 Hz, 350 Hz,

1.28 kHz, 2.05 kHz and 2.57 kHz at peak amplitudes of 0.79, 0.75, 0.75, 0.75, 0.33, 1.0, 0.17 and

0.38, respectively, relative to the highest amplitude component at 1.28 kHz. It was found that these

values represented the signal accurately both in the MSE sense and perceptually. There are several

narrowband components added at lower frequencies with very similar fl (at approximately 138 Hz).

These were created based upon the observation that lower frequency components in the real noise

spectrum appear to be amplitude modulated. A known way of creating this e�ect is to produce

two or more similar frequencies as is the case in radio communications theory. Through informal

3These inharmonic sinusoidal components have been observed across all three �re engine models recorded in
this research. Several potential explanations for the presence of inharmonic related sinusoids exist, for example,
gear ratios causing internal components of the �re engine pump to rotate at rational (inharmonic) multiples of
each other, valves that resonate at a range of frequencies dependent on water pressure, or perhaps harmonic
components are present at most frequencies (i.e., with a very low fundamental frequency) and only components at
a few strong resonances appear above the noise �oor. Regardless, such information is not helpful in developing a
speech enhancement algorithm that deals with both stochastic and deterministic noise components in a way that is
agnostic to the noise source.
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Figure 3.1.7: A spectrogram comparison of several synthesised �re engine pump noises (varying
LPC order) to a true �re engine pump recording (a) spectrogram from true recorded data, (b)

synthesised noise with P = 6, (c) with P = 12, (d) with P = 13, (e) with P = 26.

subjective testing this was found to be su�cient in perceptually recreating the e�ect of these lower

frequency signal components. Finally ap for 0 ≤ p ≤ P were estimated via the well known Yule-

Walker equations and the ordinary least-squares method via analysis of ŝ[n] = c[n] − d̂[n], for a

range of orders as seen in Figures 3.1.7(b)-(e).

In observing the spectrograms in Figures 3.1.7(b)-(e) it is clear that there is spectral similarity

between the synthesised and actual noise, which subtly improves with increasing LPC order for the

values shown. Fig. 3.1.8 displays a spectral estimate of the synthetic noise sample superimposed

on that obtained from the true noise data, in addition to the spectra given via Fourier analysis of

the LPC spectra (i.e., |H(z)|2 of (2.2.1)). Again the accuracy of the stationary synthesised signal

is demonstrated here. Some errors appear to exist at frequencies of approximately 400 Hz, and

2050 Hz. However, experiments in which these synthesised and actual recordings of �re engine

pump noise were presented to untrained listeners con�rmed that such signals are largely indistin-

guishable, i.e., listeners were unable to distinguish between the recorded and synthesised noise,

despite having recently heard a true recorded �re engine pump noise. Despite this perceptual sim-

ilarity, future research may further improve upon the stochastic and deterministic modelling of �re

engine pump noise. Regardless, the SD modelling employed here is novel to speech enhancement,
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Figure 3.1.8: Comparison of spectral estimates based on true and synthesised �re engine pump
noise data with an overlay of the LPC �lter response used for noise synthesis.

and employing it in a speech enhancement algorithm results in improved performance as will be

seen in Section 5.3.

In applying similar experiments to the clearly harmonic noise source, chainsaw noise (c.f., Fig. 3.1.6(e))

similar results were again obtained. Here 4 seconds of chainsaw noise was analysed, although, due

to the non-stationarity of the deterministic components in harmonic noise, the methodology here

was slightly modi�ed. The recorded noise signal was segmented into 30 ms frames with 50% over-

lap. For each frame a fundamental frequency f1 was obtained based on the ML method [75], and

the harmonic assumption was made fl = lf1, L = b1/f1c. For each frame rl and φl were estimated

via the method to be described in (3.2.14), where β = 0.5. Sinusoidal Hamming windowed seg-

ments were then synthesised for each frame and combined via the overlap-add method [2]. The

resulting signal is an estimate of the deterministic component, d[n]. Finally a single estimate of

the LPC parameters of the stochastic component were obtained by analysing ŝ[n] = c[n]− d̂[n], as

in the aforementioned �re engine pump noise experiment, with order p = 13 (note that s[n] was

assumed stationary throughout the entire noise segment). The stochastic component estimate was

then synthesised as ŝLPC[n] =
∑P

p=1 apŝLPC[n − p] + a0e[n]. The resulting spectrograms for the

synthesised estimates d̂[n], ŝLPC[n] and ĉ[n] can be seen in Figures 3.1.9(c), 3.1.9(d) and 3.1.9(e)

where the synthesised signals may be compared directly to the recorded signal in Fig. 3.1.9(a).
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The accuracy of the deterministic component estimate may also be judged via the residual (i.e.,

ŝ[n] = c[n] − d̂[n]) shown in Fig. 3.1.9(b). There it can be seen that the vast majority of obvi-

ous deterministic energy is removed, however some residual components remain at approximately

0.2 s, 0.8 s and 2 s. These most notable residual deterministic components are due to errors in

the estimation of fc,1 where the signal appears to suddenly halve in fundamental frequency (seen

in Fig. 3.1.9(a)). This frequency halving is a di�cult problem in pitch tracking research and hence

the estimation of fc,1. It is not addressed here as this would be a distraction from the focus of this

research, i.e., speech enhancement.

In informal listening experiments it was observed that there was a strong perceptual similarity

between the synthesised and recorded spectra, but such spectra were distinguishable to an ear

that has been trained on the di�erences between the signals. This distinction between synthesised

and recorded spectra can also be seen visually between the spectrograms of Fig. 3.1.9(a) and

Fig. 3.1.9(d). It is believed here that the major di�erence lies in the component s[n] and its

estimate, that is the stochastic component obtained from the recording (i.e., c[n] − d̂[n]), was

somewhat perceptually di�erent to that obtained via synthesis (i.e., passing white noise through the

�lter of (2.2.1)). This is early evidence that s[n] is perhaps in general not accurately representable

via AR models of the low orders typically used in speech processing (p ≈ 12). This inadequacy

of AR models representing general SD audio signals was also highlighted in [20], however, as this

research focuses on modelling spectra C[k,m] for 0 ≤ k < K, where k ∈ Z, rather than via more

restrictive LPC models, this is not a cause for concern in this research.

From this preliminary experimentation it is clear that the SD model is a promising candidate for

not only speech signals but a range of particularly problematic noise signals present to large sets of

radio communications users. The experiments here have provided early evidence that the SD model

introduced in Section 3.1.1 is a useful model in representing such noise signals. As such a model

includes explicitly the more predictable deterministic components also introduced in Section 3.1.1,

then it would be expected that a speech enhancement algorithm developed with such an SD

noise model would result in improved enhancement (i.e., removal) of these components. Hence

in this research we consider the SD models developed in this chapter in both noise and speech

contexts for the application of speech enhancement. Aside from the empirical signal synthesis

experiments employed here, a more statistically motivated analysis of the capability of the SD

model to accurately represent commonly encountered problematic noise sources will be conducted
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Figure 3.1.9: Spectrogram comparison of (a) true recorded chainsaw noise data and synthesised
chainsaw noise data for (b) residual signal ŝ[n] (c) deterministic component, d̂[n], (d) stochastic

component estimate, ŝLPC[n], and (e) SD component, ĉ[n].
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in Section 3.3.2. In addition, the development of a statistical speech enhancement algorithm under

such a noise model will be presented in Chapter 4 and evaluated in Chapter 5, demonstrating the

utility of the proposed models in speech enhancement.

3.2 Estimation of parameters

The SD statistical models established in Sections 3.1.1 and 3.1.4 (i.e., (3.1.4, 3.1.7)) may be ap-

plied in speech enhancement practice with the use of either true Bayesian or empirical Bayesian

methodology. Therefore, to evaluate both approaches it is necessary to obtain both a pdf of the pa-

rameters characterising pXk
(Xk) (for the former practice) and point estimates of these parameters

(for the latter practice). In this research, empirical speech enhancement algorithms are focussed

on, however, in Section 3.2.1, approaches to both problems are discussed primarily for the complex

mean parameter, D[k,m], as it is novel to statistical speech enhancement techniques. In addition,

as estimation of the variance parameters λx,k and λc,k is now dependent on D[k,m] (i.e., as men-

tioned in Section 3.1.1, Sxλ(f)df = E
{
|dZ(f)− Sxµ(f)|2

}
, where in the STFT framework D[k,m]

is representative of Sxµ(f)), the adaptation of approaches to estimating these quantities will also

require a brief discussion, to be presented in Section 3.2.2.

3.2.1 Mean (sinusoid amplitude/phase) estimation

Due to the compact description of D[k,m] in the harmonic domain, it is simpler to derive both

estimates of ρl[m], and the pdf pρl[m]|ρl[m−1],ρl[m−2]...(ρl[m]|ρl[m− 1], ρl[m− 2] . . .) than for D[k,m]

itself, from which corresponding estimates and pdfs for D[k,m] may be derived due to the linear

relationship of (3.1.3), that is, given f1,m. The estimation of f1,m is left for Chapter 6, due to the

di�culty of this problem. In this section, the estimation or statistical characterisation of ρl[m],

based on observations from a noisy speech process Y[k,m], is considered. This is the problem

encountered in SD speech enhancement and is a critical component of the speech enhancement

algorithms developed in Chapter 4.

The statistical models discussed so far in this chapter concern the clean speech process X[k,m],

however they may simply be expanded to include Y[k,m] due to the independence of processes
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X[k,m] and C[k,m], their additive combination, and their Gaussian pdfs, as will be clear in the

derivation of estimates of ρl[m] here. For the purposes of speech enhancement, useful results may

be obtained by estimating deterministic components ρl[m] for X[k,m] and C[k,m] independently.

Whilst Y[k,m] is jointly dependent on both X[k,m] and C[k,m], estimating the corresponding

deterministic component of speech and noise independently is somewhat justi�ed due to the sparsity

of deterministic noise and speech spectra [146�148]. That is, it is a rare occurrence that a non-zero-

mean component in the spectrum of X[k,m] coincides with that in C[k,m] in terms of k and m.

This is much unlike the estimation of λx,k and λc,k, where it is likely that broadband (zero-mean)

components from both speech and noise have notable energy at similar k andm. Hence the focus of

this section is to estimate an arbitrary (speech or noise) complex deterministic component, ρl[m],

from the combined signal mixture Y[k,m]. Throughout this section, all approaches are developed

under the SD speech model of (3.1.4), assuming no interfering deterministic noise components.

While developed here in the context of the speech signal X[k,m], the exact same approaches

may be employed for SD noise signals described by (3.1.7), where negligible deterministic speech

interference is assumed. In the experiments of Chapter 5, the methods described here will be

employed for the estimation of both deterministic noise and deterministic speech components.

The estimation of ρl[m] requires estimation of both phase and magnitude information. While

magnitude information has long been known to be important for speech quality, more recent

literature has shown that phase alone is useful for speech enhancement if accurate phase estimates

are possible [149, 150]. Here both magnitude and phase estimation is considered jointly from a

history of current and previous speech frames. However, to do so, it is important to characterise the

relationship of the phase of ρl[m] (and hence D[k,m]) over successive frames explicitly. This topic

is covered in Section 3.2.1.1. Following this, estimates of complex non-zero means over a single

time-limited observation (i.e., a single frame, m) is discussed in Section 3.2.1.2. Towards the end of

this section, a simple estimation method for ρl[m] over consecutive frames is considered, motivated

by the decision-directed approach for the estimation of λx,k, present in the application of speech

enhancement. The optimal parameterisation of this method leads naturally to the consideration

of recursive Bayesian estimation approaches. Due to the simple statistical form of the SD signal

model employed here (best described in Fig. 3.1.5), such an approach reduces to the design of a

Kalman �lter, several of which are proposed throughout Sections 3.2.1.3, 3.2.1.4, 3.2.1.5 and 3.2.1.6

and summarised in Section 3.2.1.7. These proposed approaches largely consider the correlation of
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ρl[m] across successive m, while remaining mostly naïve to any predictable structure across l. A

thorough investigation of such structure is outside the scope of this research, however, an ad-hoc

approach that exploits the formant structure of speech is considered in Section 3.2.1.8.

3.2.1.1 Interframe phase relationships

In order to exploit the predictability of sinusoids in voiced speech as demonstrated in Fig. 3.1.4,

it is important to characterise the relationship of spectral observations made in closely located

windows, as are seen in the STFT. Because of the advancement of the window throughout time in

the STFT framework, the analysis of a sinusoid at a given frequency will have a rotating phase in

the STFT domain dependent on the window shift and frequency. This is simply demonstrated in

the time-shift property of the Fourier transform, i.e., x(t− τ) = e−iτωX(ω), and it is this rotating

property that distributes complex STFT observations around the origin in the complex plane.

This is sometimes seen as suggesting a zero-mean characteristic for complex STFT observations.

However, given a clean deterministic sinusoid this phase shift in the STFT domain is completely

predictable. Clearly in speech the observed signal is not purely deterministic and frequency and

amplitude may change from one frame to the next, hence yielding this phase shift somewhat

unpredictable, yet phase between consecutive STFT frames is still correlated. What is developed

here is a method of predicting phase shift in the STFT domain so that this phase correlation

across m may be exploited. This results in the concept of phase-normalised estimates of sinusoids

that will be used throughout this research. Given the frequency of a sinusoid at times mM and

(m + 1)M , estimates of phase-normalised sinusoids may be viewed on the complex plane (i.e.,

in terms of magnitude and phase) with the predictable component of the STFT phase removed,

highlighting their correlation across m, as in Fig. 3.1.4.

Consider a digital signal consisting of a complex exponential with varying frequency, f [n] (in cycles

per sample, where 0 ≤ f [n] < 1) and amplitude a[n],

d[n] = a[n] exp

{
2πi

(
n∑

u=0

f [u]

)
+ iϑ

}
. (3.2.1)

where ϑ is the phase of s[n] at n = 0 in radians. If we wish to analyse this signal via the STFT,

we consider the signal over a window mM ≤ n < mM + N . Separating the summation into a
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set of terms within the window to be analysed, and a set of terms prior to the window via the

substitution u = τ +mM , it is seen,

d[n] = a[n] exp

{
2πi

(
n−mM∑

τ=n−mM−N+1

f [τ +mM ] +
n−mM−N∑

τ=−mM

f [τ +mM ]

)
+ iϑ

}

If f [n] is slowly varying so that it may be considered constant within the window length N without

inducing excessive error, the expression may be simpli�ed. In particular, at time instants n =

mM +N − 1 where the STFT is evaluated over the previous N samples, it can be derived,

d[mM +N − 1] ≈ a[mM +N − 1] exp

{
2πimM

N−1∑

τ=0

f [τ +mM ] + iϑ

}
exp

{
2πiM

−1∑

q=−m

fq

}
,

(3.2.2)

where fq is the approximate frequency for qM ≤ τ < (q+ 1)M . Then when analysed by the STFT

(2.1.2) the equation becomes,

D [k,m] ≈ Ď [k,m] exp

{
2πiM

−1∑

q=−m

fq

}
. (3.2.3)

Here the signal is represented by a term consisting of the DFT of samples within the window,

Ď[k,m], and a history of frequencies, exp
{

2πiM
∑−1

q=−m fq

}
, that adjust the signal's phase ac-

cording to the position of that window in time. The value Ď [kq,m] where kq = Kfq (i.e., possibly

a non-integer value) may be considered a phase-normalised approximately MMSE estimate of the

complex amplitude of the aforementioned complex exponential [94]. This idea may be extended

to signals with multiple complex exponentials (such as those of (2.2.6)) given that there is only

one dominant complex exponential for each of the frequencies 0 ≤ kq ≤ K. For example, for a

harmonic signal, the fundamental frequency must be greater than the bandwidth of the analysis

window w[n].

Note that (3.2.3) is intended to remove predictable phase changes between frames of the STFT. In

addition, it indicates that the phase ofX [k,m] may be predicted given previous STFT observations

via,

ˆ̃
X [k,m] = X̃ [k,m− 1] + 2πiMfcl,m−1. (3.2.4)
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where here fcl,m−1 is dependent on k and represents the frequency of the complex exponential

closest to fbin,k = k/K. This concept of phase-normalised observations and phase prediction, while

developed in isolation, is found to be similar to the recent analysis of baseband phase di�erences

seen in [150]. Here the phase di�erences between successive frames of the �baseband� STFT,

XB[k,m] = X[k,m]e−i2πfbin,kmM ,

is studied. It is noted that given X̃B[k,m] at frame m, the phase at frame m+ 1 may be computed

as X̃B[k,m+ 1] = X̃B[k,m] + 2π(fcl− fbin,k)M . Where fcl represents the frequency of the complex

exponential closest to fbin,k at an unspeci�ed time frame (soon to be discussed). When such a base-

band STFT is transformed back to a full-band STFT (via multiplication by exp {i2πfbin,kmM}),
so that x[n] may be synthesised, the phase prediction method of [150] is identical to that of (3.2.4).

It is not explicitly stated in [150] whether fcl corresponds to the complex exponential frequency

estimated at frame m or frame m + 1, however it is assumed due to the way that the derivation

there is worded, that fcl = fcl,m, where fcl,m is as de�ned for (3.2.4). In a series of informal

experiments conducted using the objective quality measures used in Chapter 5, it was found that

both the use of fcl,m and fcl,m−1 for phase prediction purposes provides similar speech enhancement

performance over a wide range of utterances and noise conditions. Clearly, in reality neither value

is correct as the assumption of constant frequency within each frame is an approximation. Methods

such as cubic phase or recursive instantaneous frequency estimation have been used in [104] and

[55], respectively, to approximate the instantaneous value of f [n] for a given sinusoid/complex

exponential.

For simplicity, here it is considered to approximate the frequency contour as piecewise-linear.

That is, given a series of frequency samples fm = f [mM ], then the instantaneous frequency may

be approximated as f [n] = fm + (n−mM)
M

(fm+1 − fm) over the time indices mM ≤ n ≤ (m+ 1)M .

Considering the complex exponential representation of (3.2.1) then the phase throughout this time

period is

φ[n] = 2π
M∑

u=1

(
fm +

u

M
(fm+1 − fm)

)
+ φ[0],

and at the end of this time period, φ[(m+ 1)M ] = πM(fm+1 + fm) + π(fm+1 − fm) + φ[0], which

may be used as the phase at the �rst sample of the next piecewise linear segment. Hence via
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summation of the instantaneous frequency over 0 ≤ n ≤ mM , the phase of a complex exponential

at time mM may calculated as,

φ[mM ] = π

(
M(fm + f0) + (fm − f0) + 2M

m−1∑

u=1

fu

)
+ φ[0],

under the piecewise linear frequency assumption. Hence given the phase at frame m1, and frequen-

cies fm1 to fmO the phase at frame mO may be predicted as

φ̂[mO] = π

(
M(fmO + fm1) + (fmO − fm1) + 2M

mO−1∑

u=m1+1

fu

)
+ φ[m1], (3.2.5)

which may be referred to as the piecewise linear-frequency phase estimate.

While it is highlighted here the relationship between the STFT phase of consecutive frames, there

remains a requirement to obtain phase estimates from short-time (assumedly stationary) signal

observations, or equivalently, frames of the STFT. Obtaining magnitude and phase estimates from

a single time-limited stationary signal segment is discussed in Section 3.2.1.2. This is then com-

bined with relationships between consecutive frames established here, in order to perform infer-

ence on magnitude/phase parameters (i.e., those characterising D[k,m]) in Sections 3.2.1.4,3.2.1.5

and 3.2.1.6 for a range of Bayesian statistical models. It will be seen there that phase prediction

is typically required one frame in advance, i.e., mO = m1 + 1, in terms of (3.2.5). Any estimate

with phase propagated according to (3.2.5) will be referred to as a �phase advanced� estimate.

3.2.1.2 Mean estimation in the STFT framework

It is commonly practiced in STFT frameworks that estimates of the magnitude and phase of a

sinusoid at frequency fl and frame m are obtained as,

r̂l,m =
2

N

∣∣∣∣∣
mM+N−1∑

n=mM

x[n] exp (−i2πfln)

∣∣∣∣∣ , (3.2.6)

and

φ̂l,m = arctan

(
−∑mM+N−1

n=mM x[n] sin(2πfln)∑mM+N−1
n=mM x[n] cos(2πfln)

)
, (3.2.7)
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respectively. These may be considered very simply the magnitude and phase of X[Kfl,m] when

the STFT parameter w[n] is a rectangular windowing function. These estimates are also known to

be the approximate ML, linear least squares (LLS) and best linear unbiased estimator (BLUE) of

the magnitude and phase of a sinusoid in white Gaussian noise (and more generally uncorrelated

heteroscedastic noise for the LLS estimator and the BLUE), assuming that fl is not near 0 or 1/2

[94]. Note that similar estimates may be useful when obtained from the noisy speech signal y[n]

given the noise c[n] is purely stochastic, and reasonably white over local spectral intervals.

The estimators of (3.2.6, 3.2.7) are optimal under the conditions and criteria stated, however, in

practice the aforementioned conditions are not held. In particular, in practical speech enhancement

scenarios, estimators are often required to deal with correlated noise, short-time observations,

arbitrary numbers of sinusoids, sinusoids that are very close in frequency, and even sinusoids that

may have notably varying parameters over a single short-time frame. With these non-ideal realities,

the aforementioned estimators are likely to be suboptimal.

Research over previous decades has constructed a wide range of methods for spectral estimation

that better deal with many of these realities. Of particular interest is the study of windowing

functions and the smoothing of PSD estimates. A number of windowing functions have been

conceived [75], and are known to be advantageous in reducing bias of spectral samples at su�ciently

separated frequencies (attributed to the high dynamic range, or equivalently, low side lobes of

certain windowing functions). However, the use of windowing functions comes with some di�culty.

The optimal choice of windowing function remains data dependent (for example, the spectral

smoothness of the data, the separation of deterministic components in frequency and the dynamic

range of the data are features one may consider). This choice has also been observed to be

di�erent for both magnitude and phase estimation in speech enhancement [27, 79]. Some issues have

also been raised with the practice of windowing itself, for example, the fact that non-rectangular

windowing weights equally valid time domain data di�erently is of concern [151]. Furthermore,

with regards to the smoothing of short-term power spectra (or the averaging of several shorter

term power spectra), whilst this technique reduces the variance of spectral samples, it imposes the

assumption of a smooth spectral characteristic on the data. In practice, spectra have the potential

to contain line components, hence violating this spectral smoothness assumption.
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Considering the practical realities of data present in speech enhancement practice and the lim-

itations of commonly used approaches to magnitude and phase estimation, in this research the

approach covered in detail by Thomson [18] is considered as an e�ective candidate for the estima-

tion of ρl[m] in empirical Bayesian speech enhancement. This approach is appropriate here for

a number of reasons. Firstly, it is developed from a theoretically sound basis. That is, it makes

minimal assumptions on the data (approximate Gaussianity) and derives directly from the general

Cramér spectral representation for stationary processes via the fundamental equation of spectrum

estimation as will be seen in (3.2.8). Secondly, it considers mixed spectra of the type in (3.1.2)

explicitly. That is, the approach contains separate methods for estimation of broadband spectra,

line spectra, and furthermore a method for the detection of line spectra. Finally it is a thoroughly

experimentally proven approach both in isolation [18] and in the application of speech enhancement

[28, 77].

This approach considers the estimation of statistical properties of dZ(f) (i.e., of (2.1.1), e.g.,

E{|dZ(f)|2} or E{dZ(f)}) over some local frequency domain. That is, it considers estimation

of these properties over the interval (f −WDP, f + WDP), which is minimally dependent on the

spectrum at distant frequencies outside of this interval. This local estimate may be constructed

by �rst considering dZ(f) passed through an ideal bandpass �lter of bandwidth 2WDP centered at

frequency f , and the corresponding statistical property estimates. This is desirable as it is clearly

an unrealistic goal to estimate properties of dZ(f) with in�nite resolution (i.e., WDP → 0) due to

the uncertainty principle (2.1.6), whilst it is desirable for the estimate to be as local as possible.

Hence, this �nite bandwidth may be chosen as a compromise between unrealistically local estimates,

and estimates that are undesirably correlated across f (i.e., not local). In addition, it mirrors the

operation of the DFT commonly used in the STFT. That is, the DFT may be considered to be

y[n] passed through a bank of low pass quadrature demodulators, as highlighted in [152], with the

e�ective low pass bandwidth depending on the windowing function w[n].

The resulting estimate of dZ(f) properties is to be obtained from a time-limited observed sequence

of the corresponding process y[n]. Note that the relationship between a time limited sequence of

y[n] and dZ(f) may be stated as,

Y(f) =

1/2ˆ

υ=−1/2

sinNπυ

sin πυ
dZ(υ − f), (3.2.8)
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where Y(f) is the DTFT of y[n]. Equivalently, if dZ(f) is a bandlimited sequence as discussed in

the previous paragraph, then this relationship may be stated as,

Y(f) =

WDPˆ

υ=−WDP

sinNπυ

sinπυ
dZ(υ − f), (3.2.9)

which may be considered a Fredholm integral of the �rst kind. Thomson [18] identi�es the most

successful approach to solving such an integral equation as �eigenfunction expansions combined

with a least squares criterion�. This is where the use of discrete prolate spheroidal wave functions

and sequences is necessitated. In this approach, solutions to (3.2.9) based on the observation,

Y (f), are given by,

Ẑ ′(f) =
∑

κ

1

λκ
Yκ(f)Uκ(f),

where λκ and Uκ(f) are the eigenvalues and eigenfunctions of the operation of (3.2.9), respectively,

and Yκ(f) are the expansion coe�cients obtained via,

Yκ(f) =
1

λκ

WDPˆ

υ=−WDP

Uκ(υ)Y (f + υ)dυ. (3.2.10)

Here the normalisation constant, 1/λκ, is included to ensure consistency between the variance

of the PSD (E{|dZ(f)|2}) and spectral estimates derived from Yκ(f) [18]. The eigenfunctions

Uκ(f) are known as discrete prolate spheroidal wave functions (DPSWFs), and Yκ(f) the DPSWF

coe�cients. DPSWFs have been studied extensively for use in the analysis of time and frequency

limited systems [153�156]. Alternatively, Yκ(f) may be calculated from the time domain signal

y[n] as,

Yκ(f) =
N−1∑

n=0

y[n]
uκ[n]

εκ
e−i2πf(n−(N−1)/2), (3.2.11)

where εκ is 1 for κ even and i for κ odd. In this form it is clear that Yκ(f) is similar to previous

ML estimates of Z(f), but it is now a scaled average over several estimates, each obtained with a

window uκ[n]. These windows are known as discrete prolate spheroidal sequences (DPSSs), related

to Uκ(f) via the DTFT. They satisfy the equation,

N−1∑

υ=0

sin 2πWDP(n− υ)

π(n− υ)
uκ[n] = λκuκ[n],
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and so may be easily computed for reasonable values of N [18].

Note that the DPSSs are parameterised by N and WDP. In an STFT framework, N is de�ned as

the window length. The local bandwidth, WDP, may be considered to be the local bandwidth of

dZ(f) (f −WDP, f +WDP) over which the DPSWF coe�cient estimates characterise dZ(f), i.e.,

it may be subjectively considered to be the resolution of the estimate. WDP is often de�ned in

terms of the time-bandwidth product ctbw = NWDP, where ctbw < N/2.

The objective of this section is to estimate E {dZ(f)}, which given an SD signal will be of the

form,

E {dZ(f)} =
L−1∑

l=0

ρlδ(f − fl).

over the interval 0 < f < 0.5. This non-zero-mean function will be re�ected in the statistics of

Yκ(f). It is known that Yκ(f) are complex Gaussian distributed and practically uncorrelated for

locally reasonably white spectra (i.e., spectra that does not vary signi�cantly in any local interval

(f −WDP, f +WDP)). Furthermore, despite the excellent bias properties of Thomson's spectral

estimation approach [18] due to the optimal time frequency concentration of the DPSWFs [157],

it is desirable that f0 � WDP to prevent any bias in Yκ(f) due to multiple sinusoids in the local

interval.

Given we wish to estimate E {dZ(f)} a simple least squares solution may be derived based on the

aforementioned statistical characteristics of Yκ(f) [18],

D̂(fl) =

∑κtot−1
κ=0 Uκ(0)Yκ(fl)∑κtot−1

κ=0 U2
κ(0)

, (3.2.12)

where the summation is truncated over the Uκ(f) corresponding to the κtot largest eigenvalues (to

prevent signi�cant in�uence from non-local spectral components). A typical and simple choice for

κtot is κtot = 2NWDP. The equation (3.2.12) highlights a spectral estimation method used exten-

sively in this research. Speci�cally an estimate of ρl may be obtained as ρ̂l = 2
N
D̂(fl). Henceforth,

It will be useful to denote this estimate at frequency fl obtained from arbitrary observed data y[n]

corresponding to the indices mM ≤ n < mM +N as ρ̂ {fl, ym}.

The work of Thomson [18] considered further more computationally complex methods of estimation

that used not only Yκ(fl) but all Yκ(f) in the interval (fl−WDP, fl+WDP) and in addition a method
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of detecting non-zero-mean components via an F variance-ratio test. Clearly, such more advanced

techniques would be useful in the enhancement of SD speech and noise processes. However, here

the focus of improving estimation of ρl is elsewhere. Considering the already excellent performance

of (3.2.12) for stationary processes, and the often slowly evolving nature of sinusoids in speech (i.e.,

sinusoidal properties of speech often remain correlated in frequency, phase and amplitude between

successive STFT frames), more signi�cant gains in speech enhancement are likely if one considers

more thoroughly not the estimation of D(fl) from a single short-time realisation, but the tracking

of these deterministic spectral components between frames.

Acknowledging that during a vowel segment of speech, the complex mean of periodic components

in speech is likely to be slowly varying, that is, given a su�ciently short frame length and a

su�ciently small separation between frames in time, it is possible to further reduce the variance of

the estimator D̂(fl) with the use of information from previous frames. Whilst the naïve graphical

model of Fig. 3.1.2 is known to be inaccurate for speech in several respects (e.g., the assumptions of

independence between frames and constant mean and variance across several frames), it represents

a basis for many approaches to the estimation of parameters such as ρl and λx,k. For example

the approach to mean estimation proposed in [137] operates on such assumptions, despite being

clearly aware of its shortcomings. Furthermore, the common decision-directed approach to variance

estimation presented in [62] and studied in [95, 96], relies on speech variance being constant between

frames and makes no allowance for the correlation of data over successive frames due to window

overlap. Despite these shortcomings, such approaches have proven competitive over several decades

now, and remain a candidate for parameter estimation in speech enhancement today.

Given the established graphical model of Fig. 3.1.2 it may be assumed that either one of noise or

speech is a purely stochastic process, and hence provides an additive zero-mean Gaussian compo-

nent to the observed signal. To then estimate the non-zero mean of speech or noise, respectively,

a trivial estimate may be derived over the previous Mtot frames as,

ρ̂l,m =
2

M

m∑

υ=m−Mtot+1

e2πilf̂0(m−υ)M ρ̂ {fl, yυ} . (3.2.13)

where the factor e2πilf̂0(m−υ)M allows for the expected phase shift between frames described in

Section 3.2.1.1.
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Alternatively, analogous to the decision-directed approach for variance estimation, one may con-

sider a similar compromise between previous mean estimates (i.e., denoted x̂[n] =
F−1{X̂[k,m−1]}

W (0)
,

where F−1 {·} denotes the inverse DFT operation) and the current observation as,

ρ̂dd[l,m] = βe2πilf̂0M ρ̂
{
lf̂0[m− 1], x̂m−1

}
+ (1− β)ρ̂

{
lf̂0[m], ym

}
, (3.2.14)

where β is a mean estimate smoothing parameter and x̂−1 = 0. Again, the term e2πilf̂0M is used to

normalise phase for the expected shift in time due to windowing (see Section 3.2.1.1). Finally f̂0 is

an estimate of the fundamental signal frequency, perhaps obtained via the methods of Chapter 6.

Clearly the parameter β will have a signi�cant e�ect on the performance of the mean estimation

here. A value of β ≈ 0.9 has empirically proven to provide good results for speech mean estimation

in this research. However, the optimal value for this parameter is likely to depend on characteristics

such as SNR, the current phoneme, and the current speaker. Hence it may be logical to consider an

adaptive β value in a similar fashion to the adaptive decision-directed approaches studied to date

[101, 158]. Technically, the optimal value will depend on how the true D[k,m] will change from

frame to frame and the predictability of such changes, due to noise, and speech non-stationarity.

These factors may be described explicitly when considering the graphical model of Fig. 3.1.5 (e.g.,

via parameters such as the variance of observations, the error of predictions, and hence also the

prediction operation itself). Furthermore, given the assumed Gaussianity of the data, optimal

estimation of the model parameters ρl[m] may be performed exactly via the use of a Kalman �lter

as discussed in the following Sections 3.2.1.4, 3.2.1.5 and 3.2.1.6.

3.2.1.3 Kalman �ltering for mean estimation

Given a Bayesian factor graph, as described in Fig. 3.1.5 for example, there are a number of nu-

merical Bayesian inference algorithms that will operate under arbitrary de�nitions for probabilistic

relationships between variables, known as particle �lters [159]. In the case of the research here,

these relationships include the pdf of deviations about the observational mean in (3.1.4), and the

distribution of errors about an estimate (prediction) of this mean, stated in (3.1.5). However, such

methods, whilst theoretically operating in a sequential fashion ful�lling the real-time requirement
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highlighted in Section 1.3 require prohibitively extensive computational resources for the applica-

tion of speech enhancement in radio communications. Hence, it is desirable to attain an analytical

solution for the inference of the variables ρl[m], in Fig. 3.1.5. In an analytical solution, these vari-

ables are described probabilistically according to a set of statistical assumptions, rather than the

vast amount of data, or particles, that represent the entire ensemble of possible values, in the case

of particle �lters. Fortunately, the simple Gaussian assumptions stated in (3.1.4, 3.1.5) along with

the linear relationship between the variables y[n], Y[k,m], and ρl[m] (again assuming fl is known

for all l), simplify the problem of Bayesian inference signi�cantly. That is, such assumptions make

Kalman �ltering a well educated candidate solution, when applying recursive Bayesian estimation

to the parameters ρl[m].

In this research two main approaches to the Kalman �ltering solution for the estimation of ρl[m]

are considered. Firstly, inference may be applied to observations Y [k,m] in order to estimate ρl[m]

considering a �rst-order Markovian property of these random variables, and the linear relationship

of (3.1.3). This approach, discussed in Sections 3.2.1.4 and 3.2.1.5, will be referred to as spectral

domain Kalman �ltering, as the observations on which inference is performed are in the spectral

domain. Secondly, noisy MMSE estimates of ρl may be directly observed. Given these estimates,

and assuming independence across l, values of ρl may be inferred considering a recent set of

their estimates and a higher order (i.e., greater than the �rst-order of the Markovian property)

autoregressive prediction, as will be detailed in Section 3.2.1.6. This approach will be referred to

as harmonic domain Kalman �ltering as the observations on which inference is performed are in

the harmonic domain.

3.2.1.4 Spectral Kalman �lter for deterministic random variables

Here the estimation of parameters ρl,m directly from Y [k,m] is considered. These parameters will

be estimated jointly for all l and so it will be useful to construct the random vectors ḃ[m] =
{
ρl,m

}L
l=1

, and b[m] =

{
ḃ[m]T , 0,

(
ÍLḃ[m]

)H}T
, where ÍL ∈ CL×L is an anti-diagonal matrix

with all non-zero entries equal to 14. The statistical model of the form in Fig. 3.2.1 is as-

sumed where the �rst order Markovian property pb[m]|b[m−1],b[m−2],...(b[m]|b[m− 1], b[m− 2], . . .) =

4Due to the Hermitian symmetry of the Fourier transform of a real signal, in practice only the positive frequency
components (i.e., ḃ[m]) need to be considered in calculation. However, to remain consistent with the notation used
elsewhere in this work, the notation mentioned here is used.
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X[k, m]X[k, m − 1] X[k, m + 1]

Increasing frame index

Y[k, m + 1]Y[k, m ]Y[k, m−1]

pY[k,τ ]|X[k,τ ](Y [k, τ ]|X [k, τ ])

b[m]b[m− 1] b[m + 1]

pb[τ ]|b[τ−1](b[τ ]|b[τ − 1])

pX[k,τ ]|b[τ ](X[k, τ ]|b[τ ])

Figure 3.2.1: Bayesian factor graph as the basis of the spectral Kalman �lter for deterministic
component estimation. The symbol τ refers to an arbitrary frame m.

pb[m]|b[m−1](b[m]|b[m − 1]) is clearly shown. It should be noted that previous Kalman �ltering

models have assumed that either the process x[n] or X[k,m] are dependent on multiple previous

n or m [72, 160�162], although not with regards to the estimation of deterministic components

in the STFT. This approach for the estimation of b[m] is considered in detail in Section 3.2.1.6.

However, the aforementioned Markov property is assumed here so that a tractable solution may

be reached in terms of matrices. In addition each successive observation Y [m] = {Y [k,m]}K−1
k=0 is

independent conditionally on ρl,m, as indicated in Fig. 3.2.1. The variables fl,m, λx,k[m] and λc,k[m]

are assumed known and in practice are estimated from the data as in the practice of empirical

Bayesian methods.

According to the established pdf for X[k,m] in (3.1.4), the pdf for C[k,m] in (3.1.7), the additive

noise model of (1.2.2), and the deterministic signal model of (3.1.3), it may be seen that for a given

value of b[m] the observational pdf may be described as,

pY[m]|b[m](Y [m]|b[m]) =
1

πK det (Λ[m])
e−(Y [m]−Hb[m])Λ−1[m](Y [m]−Hb[m])H , (3.2.15)
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where H is the transformation from harmonic to spectral domain, i.e.,

H =
1

2
FK,Ndiag

{
{w[n]}mM+N−1

n=mM

}
G.

Here FK,N ∈ CK×N is the DFT matrix, and G ∈ CN×(2L−1) is a complex exponential synthesis

matrix of the form,

G =




1 1 · · · 1 · · · 1 1

ei2πfl,m ei2π2fl,m · · · 1 · · · e−i2π2fl,m e−i2πfl,m

ei2π2fl,m ei2π4fl,m · · · 1 · · · e−i2π4fl,m e−i2π2fl,m

...
...

...
...

...

ei2π(N−1)fl,m ei2π2(N−1)fl,m · · · 1 · · · e−i2π2(N−1)fl,m e−i2π(N−1)fl,m




.

Finally Λ[m] = E
{
Y[m]YH [m]

}
, which under the independence assumption between bothX[k,m]

and C[k,m], and that between Y[k,m] for all k, it may be seen that the observational variance

is, Λ[m] = diag
{
{λx,k[m]}K−1

k=0 + {λc,k[m]}K−1
k=0

}
. Note that in a speech enhancement system, due

to the non-stationarity of the speech, and potentially that of the noise, λx,k[m] and λc,k[m] will be

continuously estimated from the observed noisy speech signal (e.g., λx,k[m] via the decision-directed

method [62] or in the case of SD STFT speech enhancement, via the modi�ed decision-directed

method of [59]; and λc,k[m] via that of [89]) and will have the potential to change at each iteration

m.

The other necessary probabilistic relationship that must be described pertaining to the statistical

model of Fig. 3.2.1 is the transitional pdf, pb[m]|b[m−1](b[m]|b[m−1]). As mentioned in Section 3.1.3,

it is reasonable and desirable to assume this distribution to be of a Gaussian form, and hence we

assume here,

pb[m]|b[m−1](b[m]|b[m− 1]) =
1

πL det (Λb[m])
e−(b[m]−Φb[m−1])Λ−1

b [m](b[m]−Φb[m−1])H (3.2.16)

where the covariance matrix, Λb[m] = diag

{(
{λb,l[m]}Ll=1

)T
, 0,
(
ÍL {λb,l[m]}Ll=1

)T}
. Each of these

elements are de�ned as λb,l[m] = E
{∣∣ρl[m]− ei2πMfl,mρl[m− 1]

∣∣2
}
. Also, the phase advancement

matrix is de�ned as, Φ = diag

{
(ϕ)T , 0,

(
ÍLϕ

)H}
with ϕ =

{
ei2πMfl,m

}L
l=1

. Note that the term

ei2πMfl,m appears here due to the need to normalise for phase shift between frames, as described in
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Section 3.2.1.1, and Φb[m] represents a one-frame-ahead prediction of b[m+ 1]. In practice λb,l[m]

is unknown and in this research, two approaches are considered. Firstly, it may be considered

constant over the entire ensemble of (voiced) speech data. Hence it may be estimated from such

an ensemble, or for the purposes of speech enhancement, chosen to be an empirically derived

constant that provides the best experimental speech enhancement performance, according to some

performance measure. Secondly, the experimental results of Chapter 5 con�rm that, in speech

enhancement practice, it is also desirable to estimate not variable ρl[m] but the estimates r̂l,m and

φ̂l,m that would be obtained from the clean speech signal, i.e., those of (3.2.6, 3.2.7). This will be

discussed later in Section 3.2.1.5, however it is interesting to note here that in such a scenario λb,l

may be derived from λx,k. This idea that the signi�cance of unpredictable changes in ρl[m] (i.e.,

indicated via λb,l[m]) is related to the unpredictability of the clean speech spectra (i.e., indicated

via λx,k) at frequency indexes near Kfl,m also seems intuitively reasonable.

Given the probabilistic characterisation of (3.2.15, 3.2.16), then the Kalman �lter recursion equa-

tions may be derived. The objective here is to �nd pb[m]|Y[j]∀j≤m(b[m]|Y [j]∀j ≤ m) or for the

purposes of empirical Bayesian speech enhancement methods, E {b[m]|Y[j]∀j ≤ m}. In both

cases, j ∈ N. Assuming that pb[0]|b[−1](b[0]|b[−1]) is Gaussian distributed with mean Φb[−1], and

variance Λb[0], then this distribution may be estimated recursively. Proceeding with the former

objective, we may decompose the pdf to be estimated via Bayes' theorem,

pb[m]|Y[j]∀j≤m(b[m]|Y [j]∀j ≤ m) =
pY[m]|b[m](Y [m]|b[m])pb[m]|Y[j]∀j<m(b[m]|Y [j]∀j < m)

pY[m]|Y[j]∀j<m(Y [m]|Y [j]∀j < m)
, (3.2.17)

of which the only unknown element is pb[m]|Y[j]∀j<m(b[m]|Y [j]∀j < m), however this may be simply

stated as the marginal of the current state b[m] given previous observations Y[j]∀j < m over all

previous states b[j]∀j < m. Hence,

pb[m]|Y[j]∀j<m(b[m]|Y [j]∀j < m) =ˆ
pb[m]|b[m−1](b[m]|b[m− 1])pb[m−1]|Y[j]∀j<m(b[m]|Y [j]∀j < m)db[m− 1]. (3.2.18)

Equations (3.2.17, 3.2.18) represent the recursive correction and prediction steps of Kalman �l-

tering, respectively. Due to the simple Gaussian form of the pdfs involved these steps may be
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calculated analytically yielding,

pb[m]|Y[j]∀j<m(b[m]|Y [j]∀j < m) = N (Φbm−1|m−1,Λb,m|m−1),

where Λb,m|m−1 = Λb[m] + Λb,m−1|m−1, and,

pb[m]|Y[j]∀j≤m(b[m]|Y [j]∀j ≤ m) = N (bm|m,Λb,m|m),

where,

bm|m = Φbm−1|m−1 +Km

(
Y [m]−HΦbm−1|m−1

)
, (3.2.19)

Λb,m|m = (I −KmH)Λb,m|m−1, (3.2.20)

Km = Λb,m|m−1H
H
(
HΛb,m|m−1H

H + Λ[m]
)−1

. (3.2.21)

The previous set of equations complete the spectral domain Kalman �lter described in this section.

Given an appropriate selection of the initial conditions b−1|−1 = b[−1], and Λb,0|−1 = Λb[0], then

the algorithm may be implemented via the set of steps described in Algorithm 1.

Initialise conditions b[−1] and Λb[0];
for all m do

Calculate the predictive mean Φbm|m−1;
Calculate the predictive variance Λb,m|m−1 = Λb[m] + Λb,m−1|m−1;
Calculate the Kalman Gain Km according to Λb,m|m−1, Λ[m], (3.2.21);
Correct the mean according to the observation Y [m], by calculating bm|m, (3.2.19);
Calculate the corrected prediction variance Λb,m|m, (3.2.20);

end

Algorithm 1: The Kalman �ltering algorithm according to the framework of Section 3.2.1.4

Typically in Kalman �ltering, the initial conditions are set to an uninformative mean (i.e., b[−1] = 0

in this research) and a large variance Λb[0], under the principle that these conditions provide

minimal bias to the resulting estimates, which will be dominated by the observational data Y [m]

after su�cient m [94]. However, due to the limited data available in speech signals over which to

estimate the current b[m], such a su�cient m may not be reached within a single voiced segment.

Hence in the experiments conducted for this research, it was found useful to provide the algorithm

with an empirically determined variance, Λb[0], that was found to be a good compromise between
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more uninformative initial conditions, and the potentially inaccurate estimates made directly from

a single frame of speech data (e.g., via (3.2.6, 3.2.7)). The best value for this variance was found

to be dependent on the SNR of the signal under analysis, and future research may �nd improved

ways of con�guring this parameter.

3.2.1.5 Spectral Kalman �lter for deterministic estimates

The algorithm described so far in this section may also be considered under a slightly di�erent

formalism. It will be seen in Section 4.3.4.2 that a speech enhancement algorithm operating with

�oracle� information of b[m], denoted b̂[m], (i.e., where b̂[m] is an estimate of b[m] obtained from

the clean speech signal x[n]) have excellent performance, as it is reasonable to expect. Therefore,

it is also desirable to estimate this oracle information as opposed to the true, unobservable values

of b[n]. This approach of estimating �oracle� information obtained from clean data may also be

seen in recent developments in speech enhancement with regards to the parameter λx,k[m] [49].

The estimates b̂[m] may be de�ned via the typical approximate ML or least squares method,

b̂[m] =
2

N2
GH

truncF
H
K,KX[m], (3.2.22)

where GH
trunc = {GH , 02L+1,K−N}, 0L,K−N ∈ C2L+1×K−N is the zero matrix, and the clean speech

vector is de�ned as X[m] = {X[k,m]}K−1
k=0 . These oracle values, and their estimates from noisy

data, are linear transformations of the dataX[k,m] and Y [k,m], respectively, which in turn are sta-

tistically de�ned according to the arguments earlier in this chapter. Hence, due to the Gaussianity

of Y [k,m] the distribution pY[m]|b̂[m](Y [m]|b̂[m]) is trivial to derive,

pY[m]|b̂[m](Y [m]|b̂[m]) = N (Hb̂[m],Λc[m]), (3.2.23)

where Λc[m] = diag
{
{λc,k[m]}K−1

k=0

}
.

The correlation of, what are essentially the phase-normalised values of b̂[m], across successive

frames is apparent in Fig. 3.1.4. Here, if the Markovian assumptions mentioned in Section 3.2.1.4

are maintained, then an e�ective prediction for b̂[m + 1] given an observation b̂[m] is the phase

advanced value,

b̂pred[m+ 1] = Φb̂[m]. (3.2.24)
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This is also perhaps the most reasonable linear prediction of b̂[m + 1], where linearity is im-

portant for the preservation of Gaussianity of b̂[m] in the Bayesian statistical model (i.e., lin-

ear transformations of Gaussian random variables are also Gaussian). Hence, we assume here

E
{
b̂[m+ 1]|b̂[m]

}
= Φb̂[m]. Furthermore, as b̂[m] is a linear transformation of X[m], a reason-

able candidate for the variance of b̂[m] may be derived from the statistics of X[k,m] as,

pb̂[m]|b̂[m−1](b̂[m]|b̂[m− 1]) = N (Φb̂[m− 1], RΛx[m]RH) (3.2.25)

where, R = 2
N2G

H
truncF

H
K,K and Λx[m] = E

{
X[m]XH [m]

}
= diag

{
{λx,k[m]}K−1

k=0

}
under the inde-

pendence assumption of (3.1.4) across k. The variance component RΛx[m]RH is due to the linear

transformation of the Gaussian random variable X[k,m]. Note that RΛx[m]RH is nearly diagonal

in practice, given reasonably separated frequencies fl,m when compared to the e�ective bandwidth

of w[n].

Given the pdfs of (3.2.23, 3.2.25), a second Kalman �ltering scheme may be implemented, with only

the predictive and observational variances di�ering, i.e., in (3.2.19, 3.2.20, 3.2.30), only Λb,m|m−1

and Km di�er, where,

Λb,m|m−1 = RΛx[m]RH + Λb,m−1|m−1

Km = Λb,m|m−1H
H
(
HΛb,m|m−1H

H + Λc[m]
)−1

.

Though for the algorithm in this section the resulting estimate for frame m is better denoted b̂m|m,

rather than bm|m.

The assumptions made in the derivation of the pdfs in this section are largely motivated by the

statistics of b̂[m] as opposed to those of b[m], however, in practice λx,k is likely to be comparatively

small in many segments of speech where b[m] has a large mean, and hence for segments with non-

zero mean, b̂[m] and b[m] are generally very similar in value. Despite this practical similarity,

the resultant Kalman �lters based on both b̂[m] and b[m] di�er signi�cantly in regarding the

performance of speech enhancement algorithms employing them, as will be seen in Section 5.2.
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3.2.1.6 Kalman �ltering in the harmonic domain

The smooth curves moving throughout the complex plane in Fig. 3.1.4 suggest that b̂[m] is pre-

dictable with more accuracy than the value given in (3.2.24) allows, if a longer history of the

data is available (i.e., if prediction is also based on b̂[m − τ ] for τ > 1). Here the estimation of

clean ML estimates (i.e., (3.2.22)) is considered based on ML estimates obtained from the noisy

speech signal y[n]. Unlike the Kalman �ltering schemes developed in Sections 3.2.1.4 and 3.2.1.5,

here we focus on the estimation of each element of b̂[m] independently. Speci�cally, the estimates

ρ̂ML[l,m], consisting of the lth member of b̂[m], will be considered, with the use of the observed

data ς̂ML[l,m] - the lth member of

b̂ML[m] =
2

N2
GH

truncF
H
K,KY[m]. (3.2.26)

This independent estimation of b̂[m] allows the resulting estimation to be expressed in terms of

matrices, and is reasonable given the independence assumption of the variables X[k,m], Y[k,m]

across k, in addition to the nearly orthogonal linear transformation from the spectral to harmonic

domain (i.e., that of 3.2.22), given relatively well separated fl,m compared to the bandwidth of

w[n]. In comparison to the factor graphs presented previously in this chapter, the Bayesian model

studied in this section pertains to Fig. 3.2.2.

The Kalman �lter developed here follows the well known propagation-correction steps applied to

a linear system of equations, where an estimate of the data is propagated one time step ahead and

corrected based on the observational data obtained at that time step [163]. Under this formulation,

the linear transition of the random variable (ρ̂ML[l,m]), the variance or unpredictability of the

propagation of the random variable and the variance of the observations must be speci�ed. First is

considered the state transition matrix describing the linear relationship between successive random

variable realisations. This is followed by the variance of this propagation (commonly known as

the system noise), and �nally the observation or measurement variance is introduced allowing

the complete derivation of the harmonic domain Kalman �lter. Note that in this derivation the

observations and states lie in the same domain leading to the simple relationship,

ς̂ML[l,m] = ρ̂ML[l,m] + υ[l,m],
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{
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ML Estimation

Figure 3.2.2: The Bayesian factor graph that forms the basis for the harmonic domain Kalman
�lter. The symbol τ refers to an arbitrary frame m.

where here υ[l,m] represents the observation noise.

Speci�cally, regarding the propagation of ρ̂ML[l,m], given P measurements of this variable, indexed

via p for m − P ≤ p < m, it is clear in Fig. 3.1.4 that the phase-normalised values of ρ̂ML[l,m]

obtained from X[k,m] may be estimated with some accuracy based on this history of data and

no information from the current frame. If this a priori estimate, ρ̂ML,prior[l,m], is assumed to be

linear, then it may be obtained from a history of a posteriori estimates {ρ̂ML,post[l, p]}m−1
p=m−P via

linear prediction with an appropriate modi�cation allowing for the shift in phase between successive

STFT windows,

{ρ̂ML,prior[l, p]}mp=m−P+1 = e2πifl[m]MA {ρ̂ML,post[l, p]}m−1
p=m−P . (3.2.27)

where,

A =


 ΘP−1 IP−1

aP αP−1




Here IP ∈ CP×P denotes the identity matrix and ΘP ∈ CP×1 is the zero vector. The prediction

coe�cients αP = [aP , aP−1, . . . , a1] may be estimated from a history of previous estimates (e.g.
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from {ρ̂ML,post[l, p]}m−1
p=m−P ) via the Yule-Walker equations. Linear prediction is common in speech

processing applications, and furthermore, the linear restriction here again preserves the Gaussian

assumptions of X[k,m], C[k,m] and hence Y[k,m].

A good candidate for the variance of ρ̂ML[l,m+1] given ρ̂ML[l,m] is established in Section 3.2.1.5 as

the lth diagonal element of RΛx[m]RH , denoted λρ̂ML
[l,m]. Hence, for each m and l, a prediction of

a complex sinusoid composing a particular deterministic component may be obtained via (3.2.27).

Given the Gaussianity of X[k,m] and Y[k,m], this a priori estimate will be Gaussian distributed.

In this case the covariance matrix is estimated as,

Pprior[l,m] = APpost[l,m− 1]AH + Ψ[l,m], (3.2.28)

where Ψ[l,m] = diag {0, 0, . . . , λρ̂ML
[l,m]}. Ppost[l,m − 1] is the covariance of the a posteriori

estimate {ρ̂ML,post[l, p]}m−1
p=m−P at frame m− 1, and may be calculated via the method described in

the following paragraph.

Observations, ς̂ML[l,m], of ρ̂ML[l,m] are here used to correct the somewhat inaccurate predictions

made via (3.2.27). This fusion of predictions from past frames, and observational data from the

current frame, is commonly known as the correction step in Kalman �ltering. Similar to the vari-

ance of ρ̂ML[l,m], the variance, λς̂ML
[l,m], of ς̂ML[l,m] may be calculated as the lth diagonal element

of RΛc[m]RH , denoted λς̂ML
[l,m]. Considering the prediction of (3.2.27) and the observation made

via (3.2.26), an a posteriori estimate may be obtained as,

{ρ̂ML,post[l, p]}mp=m−P+1 = Kharm[l,m]ς̂ML[l,m] + (IP −Kharm[l,m]) {ρ̂ML,prior[l, p]}mp=m−P+1 ,

(3.2.29)

where the Kalman gain Kharm[l,m] = diag {0, . . . , 0, k[l,m]} is speci�ed by,

k[m] =
λprior[l,m]

λprior[l,m] + λς̂ML
[l,m]

. (3.2.30)

Here, the a priori variance, λprior[l,m], is the P th (i.e., last) diagonal element of Pprior[l,m]. Fi-

nally given the observation and propagation equations of (3.2.26) and (3.2.27), respectively, the a

posteriori estimate covariance is calculated as,

Ppost[l,m] = (I −Kharm[l,m])Pprior[l,m] (3.2.31)
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Equations (3.2.27), (3.2.28), (3.2.29) and (3.2.31) de�ne the harmonic domain Kalman �lter prop-

agation, a priori covariance, correction and a posteriori covariance, respectively, for the estimation

deterministic components of the type (3.1.3) in noisy speech.

3.2.1.7 Summary of Kalman �ltering algorithms

The Kalman �ltering schemes described in Sections 3.2.1.4, 3.2.1.5, and 3.2.1.6 yield an estimate

of the complex amplitude ρl[m] of sinusoidal component l, largely independently for 0 < l < L.

These estimates, combined with knowledge of the fundamental frequency f1, completely describe

the mean spectrum, D[k,m], described in (3.1.3). That is magnitude and phase of the elements of

bm|m or ρ̂ML,post[l,m] represent estimates of, rl,m and φl,m, respectively. Hence, taking f̂l = lf̂1, an

estimate, D̂[k,m], may be synthesised according to (3.1.3).

Unlike previous applications of Kalman �ltering in speech enhancement [164, 165], the approach

here focuses on the estimation of complex exponentials, and hence sinusoids, that exist across

several STFT frames. Furthermore, it incorporates explicit consideration of frequency modulation

and phase shift between successive frames. These are important factors that di�erentiate the

methodology here from that of the Kalman �ltering literature that models the correlation between

successivem due to frame overlap (a feature of the STFT, not the speech or noise signal) [164, 165].

Here the focus is on accurately accounting for the deterministic spectral components (a feature of

speech and or noise signals) studied over decades of research in spectral estimation, yet still often

ignored in Bayesian approaches to speech enhancement. Whilst it is important to describe the

derivation of each of the proposed Kalman �lters in this research, as in the immediately preceding

sections, a summary of all algorithms is included here for the reader's reference. All algorithms can

be implemented within the following algorithmic framework seen in Algorithm 2, closely mirroring

each step of Algorithm 1.

The necessary parameters listed in Algorithm 2 in common Kalman �ltering terminology (in bold),

are speci�ed in Table 3.1. The predictive mean, predictive variance, posterior mean and posterior

variance can then be calculated in any standard Kalman �ltering framework given these parameters.
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However, whilst not explicitly indicated in the nomenclature, it is important to note that all

parameters are dependent on m.

Initialise the posterior mean and a priori variance;

while voicing detected do

Calculate the predictive mean using the transition matrix and posterior mean;

Calculate the predictive variance using the system noise matrix;

Calculate the Kalman Gain according to measurement noise matrix, measurement

matrix and the predictive variance;

Correct the posterior mean according to the the Kalman gain, the predictive mean, the

observation, and the measurement matrix;

Calculate the posterior variance according to the predictive variance, the Kalman Gain and

the measurement matrix ;

end

Algorithm 2: A generic Kalman �ltering algorithm

Note that the parameters of the a posteriori mean, and the corrected variance (e.g., bm|m and

Λb,m|m, respectively), de�ne the pdf of the deterministic vector b[m], given all current and previous

observations, described in (3.2.17). Whilst throughout this research empirical Bayesian methods

employing a single estimate of b[m] are almost exclusively used, it is important when considering

the future development of the research here, that more rigorous Bayesian approaches could be

employed by characterising b[m] as a random variable, with the pdf of (3.2.17) for example. Such

an approach for an SD noise speech enhancement approach will described in Section 4.2.2 as an

outlook on this future research possibility.

Table 3.1: Kalman �ltering speci�cation for mean estimation methods described in
Sections 3.2.1.4, 3.2.1.5 and 3.2.1.6

Filter Parameter Section 3.2.1.4 Section 3.2.1.5 Section 3.2.1.6

Estimated random variable b[m] b̂[m] ρ̂ML[l,m]

Observation Y[m] Y[m]
{

ΘT
P−1, ς̂ML[l,m]

}T
Transition matrix Φ Φ A

Measurement matrix H H
{

ΘT
P−1, 1

}T ·
{

ΘT
P−1, 1

}

System noise Λb[m] RΛx[m]RH diag
{

ΘT
P−1, λρ̂ML

[l,m]
}

Measurement noise Λx[m] + Λc[m] Λc[m] diag
{

ΘT
P−1, λς̂ML

[l,m]
}
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As a �nal note on the estimators developed in Sections 3.2.1.4, 3.2.1.5 it is interesting to see that

(3.2.19) may be rewritten as,

bm|m = (I −KmH)Φbm−1|m−1 +KmY [m].

This is of similar form to the corresponding equation for the harmonic domain Kalman �lter

(3.2.29) and also (3.2.14) considered previously. That is, each of the quantities calculated in these

equations represent estimates of ρl[m] for all l. The data Φbm−1|m−1, or alternatively ρ̂ML,prior[l,m]

and βe2πilf̂1,m−1M ρ̂
{
lf̂1,m−1, x̂m−1

}
in (3.2.29) and (3.2.14), respectively, represents a predictive

estimate from the previous frame, which is additively combined with estimates based on data

from the current frame Y [m]. Hence, the resulting estimates are a weighted combination of both

estimates based on previous and current frames, largely controlled by the weighting factors Km,

β or Kharm[m]. However instead of an empirically derived constant, as in the case of β, Km and

Kharm[l,m] are now adaptive weights dependent on the variances Λx[m], Λc[m] and Λb[m] which

are indicative of the reliability of the observational data Y [m] and the aforementioned predictive

estimates. Note that as seen in Sections 3.2.1.4 and 3.2.1.5, the way in which Km depends on this is

dependent on the theoretical subtleties of the derivation (e.g., whether b̂[m] or b[m] is estimated).

3.2.1.8 LPC spectral envelope based mean estimation

Whilst the estimates for ρl[m] established in this research exploit the correlation throughout time

of deterministic speech components well, because they are estimated largely independently, the

correlation throughout frequency, i.e., between ρl[m] for various l, remains unexploited. AR models

are widely employed in speech signal processing and enhancement, to exploit the smooth spectral

contour often seen in speech. For the deterministic speech component estimates here, an estimate

of AR model parameters, ap for 0 < p ≤ P and GAR, may be obtained from the inverse DFT of

D̂[k,m] via the Yule-Walker equations. The AR spectrum,

Bm(f) =
GAR

1 +
∑P

p=1 ape
−2πifp

,

where GAR = 1/K
∑K−1

k=0

∣∣∣D[k,m]
(

1 +
∑P

p=1 ape
−2πipk/K

)∣∣∣
2

, may then be sampled at f = f̂l,m,

to obtain an estimate
∣∣ρl,m

∣∣, which is smoothly evolving in frequency. Hence, in early informal
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experiments it was found that setting
∣∣ρl,m

∣∣ to the estimates
∣∣∣Bm(f̂l,m)

∣∣∣ further improves both the

accuracy of deterministic speech component estimation, and various objective quality measures at

the output of the SD Wiener �lter, derived in Section 4.3.4.1. This technique is employed in the

experiments of Sections 4.3.4.2 and 5.2.1, as will be clari�ed there.

3.2.2 Variance estimation

Typically in speech enhancement literature, it is the estimation of the parameter ξk, introduced in

Section 2.3.2, that is considered, rather than estimation of λx,k. However assuming slowly changing

λc,k then the estimation of ξk and λx,k are essentially the same problem. For example, consider

that, given the value λc,k, any estimate of ξk may be directly translated to be in terms of λx,k.

This idea was also present in Section 2.2.2.2.

The �decision-directed� approach to this estimation problem seen in (2.2.3), has been observed to

be important in providing the superior enhancement performance of the MMSE STSA estimator.

In particular, use of this method is important if the residual background noise in an enhanced

speech signal is desired to be less musical than that resulting from many other speech enhancement

algorithms [95, 97]. As will be described in Section 4.3, the conceptual meaning of λx,k changes

for the case D[k,m] 6= 0[6, 62, 95, 98, 101]. However to maintain these established advantages

of the decision-directed approach, it is important that the method of estimating λx,k that is used

here is equivalent to this approach for the case D̂[k,m] = 0. Considering the de�nition of λx,k as

Sx,λ(k/K), then the extension of the decision-directed approach for the estimate of λx,k in the case

D̂[k,m] 6= 0 is trivial and may be described as,

λ̂x,k[m] = α
∣∣∣X̂[k,m− 1]−D[k,m− 1]

∣∣∣
2

+ (1− α) |Y [k,m− 1]−D[k,m]|2 , (3.2.32)

where α may be seen as a smoothing parameter. It can be seen here for the case D[k,m] = 0

for frames m and m − 1, that ξ̂k =
λ̂x,k[m]

λ̂c,k[m]
does indeed represent the decision-directed estimator

provided that λ̂c,k[m] = λ̂c,k[m− 1]. For the experiments conducted throughout this dissertation,

where required, (3.2.32) is used to estimate λx,k[m]. Similarly to much previous literature values of

α ≈ 0.98 have proven to give promising results in terms of the quality and intelligibility measures

used in Chapter 5.
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3.3 Empirical evidence for the SD model

The ambiguity of how to accurately describe speech data via a probabilistic description has re-

sulted in several attempts to quantify the goodness-of-�t of various statistical characterisations

to empirical speech data in hopes of con�rming the �true� form of the pdf of STFT speech data

[24, 115�117, 162]. The most common presentation of arguments for or against a particular distri-

bution in the literature (e.g., those of (2.3.2, 2.3.9, 3.1.4)) is a visual comparison between histograms

obtained from the data to a range of proposed functional forms for its corresponding pdf. While

technically simple, arguments based on such evidence are problematic in that each functional form

for pXk
(Xk) is dependent on several parameters that are expected to be potentially di�erent for

each data point (i.e., each k and m). This has a number of consequences. Firstly, the data must

either be normalised to a constant parameter set, as in [117], or secondly it must be grouped to

values with similar (ideally identical) pdf parameters, as in [115].

The problem with the former approach is that the method by which the data is normalised is

dependent on the assumed pdf, giving rise to either inconsistency in comparison between the

normalised data and pdf forms (as was the case in [117]) or a lack of ability to compare a single

data set across several pdf forms simultaneously (as it must be normalised in a di�erent way for

each form of pXk
(Xk)). In addition, the data must be normalised by estimated parameters, as the

true parameters are unknown. This results in the visual comparison also being dependent on the

method of parameter estimation, as was highlighted in [117].

The problem with the latter approach is �rstly, given that the parameters of the pdf can obtain

a continuous set of values in the data, then the probability of obtaining two observations with

the same parameters is 0, and so the data must be binned into sets with contiguous intervals of

parameter values. This can lead to histograms which are dependent on the selected parameter

intervals, and for certain parameter values or with an increasing number of parameters (i.e., this

research focuses on both mean and variance parameters as opposed to the sole variance parameter

previously investigated), a su�cient number of observations may not be available in the data in

certain parameter intervals. In addition to this complication, the parameters of the reference pdf,

to which the data histogram is visually compared, must be estimated from the data. This is

typically done via the method of ML [94], although well known alternatives consist of the method
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of moments, or alternatively via the minimisation of a statistical distance measure. Depending on

the method chosen, di�erent presentations of results may be obtained.

As a more rigorous alternative to measuring how well data �ts a given pdf, a range of statistical

distance measures may be employed to quantify the di�erence between the empirical pdf obtained

as a histogram from the data and a theoretical pdf. Furthermore, given a speci�c pdf speci�cation,

the resultant distance measure may be evaluated against a theoretical pdf of distance measures

(as in the chi-square test as evaluated in [116], or the Kolmogorov-Smirnov test [139]) to obtain

a p-value that may be used to accept or reject the null hypothesis that the data is described by

the pdf speci�cation, at a certain con�dence level. However, in most cases this requires a complete

speci�cation of the theoretical pdf including its parameters, which in this research are unknown.

Goodness-of-�t hypothesis tests for families of distributions (e.g., the normal distribution or ex-

ponential distribution families) have been developed based on unknown but constant parameters

throughout a sample, such as the Lilliefors tests for normality and exponential distributions [139],

however, such tests are less general in that the distribution of the test statistic is dependent on the

chosen family of distributions. Regardless, these generalised goodness-of-�t tests are not applicable

for arbitrary parameter estimation methods and parameter variability within the data, which are

the di�cult requirements for statistical goodness-of-�t tests in this research. Particularly problem-

atic, is that the parameters may di�er for every observation (i.e., in this research a new mean and

variance is calculated for each k, m).

The aforementioned goodness-of-�t tests also provide no means to compare between several di�er-

ent pdf families, but simply provide evidence suggesting whether or not to reject the hypothesis

that the data is from a given candidate pdf or pdf family. In addition several other well educated

criticisms may be made of p-values as seen in Section 2.3.3 of [50]. A useful alternative to these

approaches may be performed via Bayesian methodology. This approach avoids many of the criti-

cisms of p-value based hypothesis tests and may compare an arbitrary number of models. In this

approach the ratio of the likelihood of observed data given a model to the likelihood of this data

given an alternative set of models is considered. This ratio is known as the Bayes' factor and for

the two model case it may be calculated as,

BF =
pX|M1(X|M1)

pX|M2(X|M2)
=

´
pX|θ1,M1(X|θ1,M1)pθ1(θ1)dθ1´
pX|θ2,M2(X|θ2,M2)pθ2(θ2)dθ2

.
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where Mj, θj indicate the model, and an arbitrary number of corresponding model parameters,

respectively. This indicates a ratio of the likelihood of the data given the model, marginalised

over the parameters. Unfortunately such a metric depends on the a priori distribution of the

parameters, i.e., pθ1(θ1), which is somewhat arbitrary and di�cult to specify for the models of

Figures 3.2.1 and 3.2.2. For example, specifying an acceptable prior for λc,k and λx,k that results in

a tractable analytic function for BF is particularly di�cult. A similar approach to the Bayes' factor

was applied in [116] to compare statistical models parameterised by 1
2

√
λx,k. Here the posterior

probability of each of a set of models was considered, i.e.,

PMj |X[k,m],θj(Mj|X[k,m], θj) =
pX[k,m]|Mj ,θj(X[k,m]|Mj, θj)PMj

(Mj)∑J
j=1 pX[k,m]|Mj ,θj(X[k,m]|Mj, θj)PMj

(Mj)
.

However, this methodology is somewhat problematic as it assumes prior knowledge of the param-

eters, which in the empirical Bayesian methodology of [116] are estimated from the data after the

data is observed. Furthermore, each of the models employed in this research have a di�ering num-

ber of parameters from the more traditional non-zero-mean model, hence such models are expected

to provide a misleading better �t to the data due to their increased complexity - particularly if

these parameters are �t to the data after it has been observed. For example, the distribution

pX[k,m](X[k,m]) = δ(X[k,m]− X̂[k,m]), where X̂[k,m] is the observed data, provides an unbeat-

able posterior model probability, but is completely useless unless the clean speech data X[k,m]

itself is accurately observed.

Somewhat overcoming this problem of parameterisation, is the well known Bayesian information

criterion proposed by Schwarz [166],

BIC = −2 log




sup
θ1

pX[k,m]|M1,θ1 (X[k,m]|M1, θ1)

sup
θ2

pX[k,m]|M2,θ2 (X[k,m]|M2, θ2)


− (p1 − p2) log n,

where n is the sample size, and pj represents the number of parameters in modelMj. BIC provides

an approximation to −2 log BF for large sample sizes. It is independent of the prior parameter

distribution, and naturally, includes a penalty term for increasing the number of parameters in the

model. This is useful in preventing over�tting of models to data by arbitrarily increasing the num-

ber of parameters, which as a result hinders the model's ability to predict future unobserved data

(as is the case for the aforementioned extreme example pX[k,m](X[k,m]) = δ(X[k,m]− X̂[k,m])).
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The problem with applying the BIC to increasingly complex models is precisely this requirement

for knowledge of the integer number of parameters in the statistical model. This is not easy to de-

termine for the complex models in this research. For example, considering the model of Fig. 3.2.1,

the �parameters� may be considered to be realisations of b[m] or D[k,m], which di�er in number

of elements. Furthermore, the inclusion of the parameter Λb[m] in (3.2.16) restricts the model by

constraining the likely values of b[m] given b[m − 1]. Clearly this parameter does not increase

the complexity of the model allowing it to �t data more accurately, but does quite the opposite.

Measuring the true complexity, or e�ective number of parameters of a given model of arbitrary

complexity is still a recent topic of research and debate [167�169], where the proposed solutions

require computationally extensive Markov chain Monte Carlo methods to implement.

In considering the broad range of approaches to the statistical problems of model selection, where

a particular model is chosen from a set of models based on its ability to �t the data; and model

assessment, where a given model's ability to represent data is investigated irrespective of the

range of possible models (typically after model selection); the correct method to select and assess

the proposed models in this research is unclear. In Sections 3.3.1 and 3.3.2 a range of methods

recommended in literature pertaining to both speech enhancement and statistical theory, are used

to assess the goodness-of-�t of the models proposed in this Chapter to observed data X[k,m] and

C[k,m], respectively. Many of the results here are inconclusive, but provide promising evidence

toward the usefulness of the proposed models. Providing a conclusively exact statistical model for

speech or noise signals is perhaps an unrealistic goal due to the vast wealth of prior information

that may be incorporated to improve the prediction of future values of a speech signal. This

realization appears common in statistical modelling, as was succinctly stated by George E. P. Box

(1976) �All models are wrong, but some are useful.� Hence, the results provided in Sections 3.3.1

and 3.3.2 should be seen as encouraging evidence that the models in this chapter are useful in the

modelling of speech signals. The true utility of these models should be evaluated based on the

results in Chapter 5, which describe their usefulness in the application that is the focus of this

research, namely, speech enhancement.
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3.3.1 Evidence in speech signals

Similarly to the results of [115, 117, 162] a comparison of histograms of empirical speech data to

theoretical pdfs is investigated here. This should provide some empirical evidence for or against the

proposed non-zero-mean Gaussian statistical model of (3.1.4), for speech data. The methodology

is similar to that of [117] for lack of a better alternative. That is, a large amount of clean speech

data is observed, X[k,m], from which the mean and variance is estimated. Samples over a given

energy threshold (in this case -65dB relative to the largest X[k,m] sample in each utterance) are

then normalised via,
←→
X [k,m] =

X[k,m]− D̂[k,m]√
λ̂x[k,m]

, (3.3.1)

and collected into a histogram on the complex plane. Note that the aforementioned energy thresh-

old is employed to prevent the modelling of any noise in the signal. Here estimates of D[k,m] are

obtained via the recursive averaging method of (3.2.14) with β = 0.9, and estimates of λx[k,m]

were obtained via the decision-directed approach of (3.2.32), with α = 0.98. As these estimates

are obtained from the clean data, D̂[k,m] is approximately a mean estimate from frame m − 1

with phase propagated via multiplication by e2πilf̂l,mM , and λ̂x[k,m] is approximately |X[k,m− 1]|2

(this was noted in [117]). Additional experimental parameters includeM = 60, N = 240, K = 480,

WDP = 0.00833, fs = 8 kHz. The �rst 5 DPSS windows were used for estimation of D[k,m], and

w[n] was a Hamming window.

Given the estimates of mean and variance are accurate, and the data is complex Gaussian, then

the resulting histogram should compare well to a normalised (zero-mean, unit variance) complex

Gaussian distribution, by some probability distance measure (e.g., Kolmogorov-Smirnov distance,

chi-squared distance, Jensen-Shannon divergence, etc.). Alternatively the marginal distribution

across the real and imaginary distributions should similarly compare to a normalised scalar Gaus-

sian distribution. As the mean and variance in this research is unknown and must be estimated

from the data (somewhat inaccurately due to the typical non-stationarity of the speech signal),

then it would be surprising if the resulting histogram compared in any sense perfectly to a Gaus-

sian distribution. For example, it is well known that data normalised by an estimated mean and

variance from a constant mean and variance data set are not Gaussian distributed, but are dis-

tributed according to Student's t-distribution [170], which tends towards a Gaussian distribution
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Figure 3.3.1: Empirical pdfs of normalised speech data on the complex plane. (a) Standard com-
plex Gaussian distribution for reference, (b) normalised data obtained via (3.3.1), (c) normalised

data obtained via (3.3.1) with D̂[k,m] = 0 for all k and m.

as the sample size grows (i.e., the mean and variance estimates become increasingly accurate). In

any case, it would be encouraging to see that normalised data becomes closer to �tting a complex

Gaussian pdf, by incorporating a non-zero mean. This experiment is examined in Fig. 3.3.1.

The distribution of mean and variance normalised samples is shown in Fig. 3.3.1(b), and the

distribution of zero-mean, variance normalised samples is shown in Fig. 3.3.1(c). The data used

for the tests included 300 utterances consisting of the three �phonetically diverse� sentences of 100

speakers selected from the TIMIT database. The data was downsampled to a sampling rate of 8 kHz

and passed through a telephone bandwidth �lter as speci�ed via [171]. Estimates of f1 were obtained

via the RAPT algorithm [145], and the harmonic relationship fl = lf1 was assumed. It should be

noted that due to the large amount of data investigated it was not possible to correct for common

pitch estimation errors such as f1 quantisation (the resolution of the algorithm is 0.1Hz), octave

errors, and voicing errors (i.e., missed fundamental frequencies, or false fundamental frequencies).

Hence not only errors in mean and variance estimation are present in the collected data, but these

errors in fundamental frequency estimation also. In observing the reference complex Gaussian

distribution in Fig. 3.3.1(a), it is clear that via visual inspection, there is indeed a closer resemblance

to this pdf when a non-zero mean is taken into account. It is interesting to see that the zero-

mean, normalised data of Fig. 3.3.1(c) has a high frequency of observations at a certain distance

(approximately 1 normalised unit) from the mean. This may have been foreseen by considering

that sinusoidal data does not frequently occur near the origin of the complex plane, but at the

distance corresponding to the current amplitude of the sinusoid, which given the variance estimation
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Figure 3.3.2: Comparison of the empirical marginal pdfs of Re
{←→
X [k,m]

}
to expected the-

oretical pdfs (drawn with ML parameters). (a) Empirical histogram of
←→
X [k,m] with D[k,m]

estimated via (3.2.14), (b) Empirical histogram of
←→
X [k,m] with D̂[k,m] = 0. In both �gures

the dotted line represents the ML Student's t-distribution, the heavier black line represents the
empirical pdf, and the blue line represents the ML Gaussian pdf.

method of (3.2.32) would be approximately
√

1
2
λ̂x[k,m], assuming the sinusoid amplitude changes

only slowly between frames.

It may also be noted in Fig. 3.3.1 that the real and imaginary parts of the normalised data do

appear to be independent, i.e., the magnitude distribution is approximately the same, regardless

of the angle about the origin that is being considered. This gives the empirical distribution a

rotational symmetry in the complex plane, and so if a marginal distribution is considered, it

is irrelevant whether this is the marginal of the real part, imaginary part, or in some cases, a

linear combination of the two. Hence, in Fig. 3.3.2 the marginal histogram of the real part of the

normalised data is analysed, to which the aforementioned Gaussian and Student's t-distribution

pdfs, are �t. Here the ML method [94] is used to estimate the expected pdf parameters for both

the non-zero-mean case in Fig. 3.3.2(a), and the zero-mean case in Fig. 3.3.2(b). Visually, the

non-zero-mean model data compares more favourably to the Gaussian pdf, and even more so

to Student's t-distribution. Measures such as the Jensen-Shannon divergence, and Kolmogorov-

Smirnov distance also favour the �t of the empirical histogram in Fig. 3.3.2(a) to �tting both

the ML Gaussian and t-distributions signi�cantly. For example, the Jensen-Shannon divergence

between the normal and empirical distributions in Fig. 3.3.2(a) was 0.003 compared to 0.004 for

the same distributions of Fig. 3.3.2(b). Similarly the Kolmogorov-Smirnov distances were 0.0235
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Figure 3.3.3: Comparison of normalised residuals for the zero-mean and non-zero-mean Gaussian

models for speech. (a) Spectrogram of utterance, (b)
∣∣∣←→X [k,m]

∣∣∣ for the zero-mean model, (c)∣∣∣←→X [k,m]
∣∣∣ for the non-zero-mean model.

and 0.0501, respectively.

Carlin and Louis [50] suggest analysis of the normalised residuals over time as a method of searching

for anomalies in the data and revealing dependence and trends in the data. This analysis can be

seen in Fig. 3.3.3 for both the zero-mean (Fig. 3.3.3(b)), and non-zero-mean models (Fig. 3.3.3(c)),

where
∣∣∣←→X [k,m]

∣∣∣ is plotted. These �gures may be compared to the observed log10(|X[k,m]|)
in Fig. 3.3.3(a). It is clear in Fig. 3.3.3(b) that there is a pattern of very predictable residual

amplitudes over the voiced segment from approximately 0.6 s to 1.5 s. Here over much of k and m∣∣∣←→X [k,m]
∣∣∣ ≈ 1 indicating that the magnitude of X[k,m] is consistently predicted by its estimated
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variance, suggesting a strong dependence between residuals located closely with respect to k and

m. When the non-zero mean is taken into account (via the same methods described earlier in this

section), it can be seen that this dependence is reduced in that there is an apparent whitening of

the normalised residuals over such correlated speech segments as seen in Fig. 3.3.3(c).

3.3.2 Evidence in noise signals

Here similar experiments as applied in observing the empirical statistics of speech in Section 3.3.1

are applied to noise processes. Speci�cally the chainsaw and �re engine pump noises discussed

in Section 3.1.4 are considered as a case study. Again the normalised residuals (see (3.3.1)) are

collected into both a two-dimensional complex histogram and the marginal histogram of the real

part of the data. These are each compared to distributions that may be expected if the data were

normally distributed. Firstly, the two-dimensional complex histogram of 2 minutes and 50 seconds

of chainsaw noise data is shown in Fig. 3.3.4(b), where the standard complex Gaussian distribution

and the empirical histogram of the zero-mean residuals are included in Figures 3.3.4(a) and 3.3.4(c),

respectively, for comparison. Here the same experimental analysis parameters introduced in Sec-

tion 3.3.1 were employed, although hereM is increased toM = 120 due to the somewhat improved

stationarity of the noise data.

A similar comparison may be made as for Fig. 3.3.1. It can be seen via visual inspection that

accounting for a non-zero mean improves the apparent Gaussianity of the histogram. Similar fea-

tures such as the rotational symmetry of the histograms, and the high frequency of data occurring

at 1 normalised unit in the zero-mean case, can be observed. It is interesting to see that the

histogram of Fig. 3.3.4(b) still appears to be noticeably di�erent from that of Fig. 3.3.1(b) close

to the origin. It is conjectured here that this di�erence is due to the data stationarity. In order

to obtain increasingly reliable estimates of the mean, the values of α, β, and M must be balanced

against the rate of change of mean and variance of the data. For example, increasing the value

of M e�ectively increases the dependence of D̂[k,m] and λ̂c[k,m] on samples at earlier m. While

this is desirable for more stationary data, as it increases the accuracy of these mean and variance

estimates, it is problematic in less stationary data due to the increasing irrelevance of data at

earlier m. In addition adjustments in α and β control the weighting between current and previous

frame data. In this research, the con�guration of these parameters must be balanced based on
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Figure 3.3.4: Empirical pdfs of normalised chainsaw noise data on the complex plane. (a)
Standard complex Gaussian distribution for reference, (b) normalised chainsaw noise data, (c)

normalised chainsaw noise data obtained with D̂[k,m] = 0 for all k and m.
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Figure 3.3.5: Comparison of the empirical marginal pdfs of Re
{←→
C [k,m]

}
to expected theoret-

ical pdfs drawn with ML parameters. (a) Empirical histogram of C[k,m] with D[k,m] estimated

via (3.2.14), (b) Empirical histogram of
←→
C [k,m] with D̂[k,m] = 0. In both �gures the dotted line

represents the ML Student's t-distribution, the heavier black line represents the empirical pdf,
and the blue line represents the ML Gaussian pdf.

what is known about the process beforehand, and what empirical information can be gained via

experimentation with a range of predetermined appropriate parameter values.

The comparison between the marginal histograms for the real part of the normalised data and the

ML Gaussian and Student's t-distributions is shown in Figures 3.3.5(a) and 3.3.5(b) for the non-

zero-mean and zero-mean data, respectively. Similar to Fig. 3.3.2, the comparison between these

ML pdf estimates is improved by incorporating a non-zero mean. This is evident in the Kolmogorov-

Smirnov distances which were 0.0486 compared to 0.0521, and the Jensen-Shannon divergences
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which were 0.0053 compared to 0.0056 for the case of the ML Gaussian pdf in Figures 3.3.5(a)

and 3.3.5(b), respectively.

In performing similar empirical pdf experiments for �re engine pump noise data, similar discrepan-

cies between zero-mean and non-zero-mean normalised data were much more di�cult to observe.

This may have been expected as is apparent from the spectrograms of Figures 3.1.6(a), 3.1.6(b)

and 3.1.6(c), signi�cantly non-zero-mean data only consists of a relatively small portion of k and

m, due to the limited number of sinusoidal components in such a noise source. Hence, the resulting

data histogram is heavily dominated by e�ectively zero-mean data. However, it will be evident in

Section 5.3 that this relatively small portion of non-zero-mean spectrum remains signi�cantly detri-

mental to signal quality. Despite the di�culty of analysing such minute yet important di�erences

in terms of collected histograms of noise sample data, improvements in the signal modelling via

a non-zero-mean model may still be observed via plots of the normalised residuals over k and m.

This analysis, as performed in Section 3.3.1, is shown in Figures 3.3.6 and 3.3.7 for chainsaw and

�re engine pump noise processes, respectively. Similarly to the analysis of Fig. 3.3.3, an apparent

whitening of the residuals can be observed for both processes, and the observable trends in the

residuals of Fig. 3.3.6(b) and less so in Fig. 3.3.7(b), (due to sinusoidal components in both cases)

are clearly mitigated as seen in Figures 3.3.6(c) and 3.3.7(c).
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Figure 3.3.6: Comparison of normalised residuals for the zero-mean and non-zero-mean Gaussian

models for chainsaw noise. (a) Spectrogram of noise sample, (b)
∣∣∣←→C [k,m]

∣∣∣ for the zero-mean

model, (c)
∣∣∣←→C [k,m]

∣∣∣ for the non-zero-mean model.
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Figure 3.3.7: Comparison of normalised residuals for the zero-mean and non-zero-mean Gaussian

models for �re engine pump noise. (a) Spectrogram of noise sample, (b)
∣∣∣←→C [k,m]

∣∣∣ for the zero-
mean model, (c)

∣∣∣←→C [k,m]
∣∣∣ for the non-zero-mean model.



Chapter 4

SD speech enhancement

In this chapter the statistical models developed in Chapter 3 are applied to speech enhancement.

This includes the introduction of several novel speech enhancement algorithms that may be referred

to as Bayesian SD STFT based speech enhancement methods. Speci�cally, four methods of deter-

ministic component estimation are considered including the decision-directed approach ((3.2.14) of

Section 3.2.1.2), the constant variance spectral domain Kalman �lter (Section 3.2.1.4), the adaptive

spectral domain Kalman �lter (Section 3.2.1.5), and the AR harmonic domain Kalman �lter with

LPC envelope restriction (the approach of Section 3.2.1.6 combined with the LPC post-�ltering

described in Section 3.2.1.8). Each of these deterministic estimation approaches will be applied to

both the cases of SD noise sources and SD speech under the MMSE Bayesian estimation of STSA

features. Speci�cally, the �SD-noise MMSE STSA algorithm� is derived in Section 4.2.2, and the

�SD-speech MMSE STSA� algorithm is derived in Section 4.3.2. Each of these is complemented

with an introduction overviewing previous relevant literature in Sections 4.2.1 and 4.3.1, respec-

tively. Due to the fundamental novelty of a non-zero mean a priori speech mean in Bayesian speech

enhancement, a range of additional considerations common in the development of speech enhance-

ment algorithms (such as speech presence uncertainty and phase estimation) are also reconsidered

in Section 4.3 with respect to the SD speech model, (3.1.4). As an alternative to the MMSE STSA

approach, the SD Bayesian estimate of the complex STFT is considered in Section 4.3.4 resulting in

an SD Wiener �lter. Finally, in Section 4.4 the algorithms proposed in this chapter are summarised

in a general STFT SD speech enhancement framework.

119
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4.1 Motivation

Incorporating the non-zero-mean assumption established in Chapter 3 is important here as it gen-

eralises the speech enhancement algorithms to characterise both speech and noise as simultaneously

both stochastic and deterministic. Therefore, signal components that are predictable due to some

a priori knowledge may be considered deterministic, and if appropriately exploited, this a priori

knowledge may be used to augment and improve the estimation of these components. For exam-

ple, in this research a priori knowledge of periodic components in speech and noise (available from

previous STFT frames) are exploited to improve the estimation of these components in the current

frame.

Speech enhancement applied to scenarios involving speech and/or noise signals with determinis-

tic components has been addressed from several perspectives in the literature. With respect to

speech, a statistical approach for entirely deterministic speech models was developed in [138]. Ad-

ditionally, within the Wiener �ltering framework, a speech enhancement algorithm that considers

both stochastic and deterministic speech components has been presented in [172]. Hendriks et al.

considered speech DFT coe�cients to be either stochastic or deterministic and derived the MMSE

estimate of the DFT coe�cients based on both a hard and soft decision between the stochastic

and deterministic models [137]. Despite this previous research, the harmonic plus noise model

[21, 22] implies that each clean speech DFT coe�cient is neither stochastic nor deterministic, but

both simultaneously, as may be represented by a unimodal non-zero-mean distribution. Such a

non-zero-mean distribution with uncertainty (modelled by λx,k) about a deterministic component

(modelled by D[k,m]) is novel in modelling clean speech in the research of speech enhancement,

and is one of the main focusses in the research here.

With respect to noise, there has been much less attention paid to how these speech enhancement

algorithms may be tailored for improved performance in the presence of speci�c noise sources such

as those investigated in Sections 3.1.4 and 3.3.2 for example. The focus of speech enhancement

research has been largely concentrated upon increasingly accurate or meaningful models for speech.

Many re�nements have been made upon these approaches that allow for modelling of the speech

signal with more accurate spectral estimation [28, 115], however, similar approaches for noise

sources are less common. Given this lack of attention to particular problematic noise sources, the

simultaneous SD noise model studied in Sections 3.1.4 and 3.3.2 is promising in that it represents



121

a range of particularly problematic noise sources more accurately than common noise models such

as the zero-mean Gaussian model that is employed almost ubiquitously in speech enhancement

research [24, 62, 115, 119]. As in the case of speech, this SD noise model is novel in the modelling

of noise sources in the research of speech enhancement.

Due to their thorough research in the literature, the theory upon which broadband speech en-

hancement techniques are developed is well understood and furthermore, many problems speci�c to

speech enhancement have already been addressed for such techniques. However, while often noted

as one of the most simple and e�ective methods for speech enhancement, the entirely stochastic

MMSE STSA speech signal framework presented in [62] (and inherited by speech enhancement

algorithms based on this literature) largely discourages the exploitation of much of the obvious

structure in speech and noise signals when considered as a function of time and frequency. The

periodic structure of certain parts of a speech signal has been exploited in the rank de�cient co-

variance matrix assumption in subspace speech enhancement [12], and can also be seen to be

exploited in some STFT based speech enhancement algorithms [34]. Likewise, for the case of SD

noise sources, there are various articles scattered throughout the literature describing ad-hoc ap-

proaches to reducing harmonic or periodic noise signal structure (to be discussed in Section 4.2.1).

However, consideration of periodic noise and speech structure is absent from most developments

in algorithms closely related to the MMSE STSA approach due to the di�culty of incorporating

this information into the entirely stochastic (i.e., zero-mean) signal models here. As will be seen

in this chapter, this periodic structure is easily exploited with the use of the SD speech and noise

models.

By explicitly estimating periodic signal parameters, both harmonic structure and broadband com-

ponents in speech and noise signals can be tracked across time. This allows an increase in the

accuracy of estimates of the more predictable harmonic components in the speech signal, in both

amplitude and phase, as will be demonstrated in Section 5.2.1, which is likely to improve signal

quality and/or intelligibility as evaluated in Section 5.2. In addition, for the case of SD noise

sources, improved reduction of deterministic noise components can be obtained, which is where

many current popular speech enhancement techniques are somewhat ine�ective, as will be demon-

strated in Section 5.3.
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From a broader perspective on the contribution to speech enhancement here, the true advantage

of a non-zero mean is that both a priori information and our con�dence in it may be simulta-

neously coded into the speech enhancement algorithm with the use of the estimated parameters,

Dx[k,m] and λx,k, respectively.
1 This indicates more sophisticated knowledge of not only the

power in clean speech, originally speci�ed by λx,k, but also its typical magnitude and phase rep-

resented by Dx[k,m]. This a priori information may be estimated from a range of data, and

ultimately Dx[k,m] may work as a general input for a priori information, perhaps from alternate

time windows, alternate frequency bins, or a database of likely magnitude and phase spectra for

speech/noise. However, an exhaustive study of all useful sources of a priori information for speech

and noise is clearly an overly ambitious goal for any given individual. Here the aforementioned

periodic components in noise and speech are focussed on, with this more general applicability of

the algorithms developed here left for further research.

4.2 Statistical Bayesian speech enhancement applied to SD

noise sources

The structure of the SD noise sources presented in Section 3.1.4 is of particular interest with

regards to speech enhancement because it does not adhere to the assumptions of noise statistics

that are made in the development of most current speech enhancement algorithms. There are a

range of well known speech enhancement methods in the literature that pertain to white, coloured

broadband and other general forms of purely stochastic noise [62, 173, 174]. In addition, several

select algorithms have been developed that consider periodic (i.e., deterministic) noise explicitly

[35, 93]. However, none of these noise characterisations appear to apply when analysing the power

spectrograms in Fig. 3.1.6.

While purely stochastic speech enhancement techniques will typically improve audio quality in

the presence of periodic noises [62, 71, 173], it is important to consider what further gains are

1The pdf parameters such as D[k,m] and λx,k[m], λc,k[m] are denoted as either random variables or estimates in
3, via boldface font and hat notation, respectively. In the remaining chapters of the thesis (Chapters 4 through 7),
as estimates of these variables are used exclusively, they will be referred to as parameters, and denoted in plainface
font. Furthermore, it will be necessary to distinguish the means of C[k,m] and X[k,m] as Dc[k,m] and Dx[k,m],
respectively. The amplitude, phase and frequency parameters composing Dc[k,m] and Dx[k,m] (i.e., via (3.1.3))
will be denoted in plainface font with the corresponding noise and speech subscripts (c and x, respectively) also.
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possible when periodic noise structure is considered explicitly. Some very ad-hoc approaches have

been made in the literature to compensate for deterministic components in combined SD noise

and these will be brie�y reviewed in Section 4.2.1. However, these approaches typically consider

cascading notch-like �lters with existing speech enhancement algorithms, or alternatively, modi-

fying the estimation of λc,k while using existing spectral gain functions such as those mentioned

in Section 2.3. Here, in Section 4.2.2, a di�erent approach (termed the SD-noise MMSE STSA

algorithm) is considered by applying the SD noise model introduced in (3.1.7) to Bayesian MMSE

STSA speech enhancement. This allows improved reduction of periodic noise in speech signals,

whilst maintaining the availability of the major advances already made in these MMSE STSA

speech enhancement techniques.

4.2.1 Current speech enhancement applied to SD noise

Early research that accounts for both broadband and period noise components typically didn't

consider statistical speech enhancement approaches, but more traditional �ltering concepts. For

example, Sumi et al. considered a cascaded series of adaptive �lters that each take care of stationary

(i.e., constant frequency) deterministic and stochastic components individually [63]. However the

focus of this research is on Bayesian statistical STFT speech enhancement techniques. Due to the

well known performance and simplicity of these it is important to consider how these techniques

may be adapted to deal with such SD noise sources.

As will be seen in the results of Section 5.3, current STFT Bayesian speech enhancement methods

cope poorly with periodic noise components in general. This is due two major factors. Firstly,

periodic components in many noise sources such as �re engine pump, chainsaw and outboard

motor noise may change rapidly over the duration of a speech signal, potentially causing notable

spectral energy to move across several spectral bins (i.e., across k) in just a small number of

frames (c.f., Fig. 3.1.6). The wide range of current noise estimation techniques (e.g., [36, 89, 90])

focuses on the continuous estimation of broadband noise, and so a �blip� of energy observed at

index k due to a frequency modulated (�passing�) periodic component is typically recognised as

a spurious outlier rather than of a highly predictable nature. A select few researches conducted

independently and in parallel with the work here has recognised the inadequacy of current noise
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estimation techniques in modelling frequency modulated periodic components, and some ad-hoc

modi�cations have somewhat ameliorated this noise estimation problem [36, 64].

Secondly, current STFT Bayesian speech enhancement methods assume a purely stochastic (i.e.,

zero-mean) pdf for noise that is rotationally symmetric in the complex plane and has a maximum

likelihood at C[k,m] = 0. This implies that the phase of the noise signal is entirely unpredictable,

and that the magnitude of C[k,m] is highly unpredictable, i.e., they indicate a squared magnitude

of λc,k on average but that often deviates signi�cantly from this. In contrast to these assump-

tions, periodic components in noise are typically predictable in both magnitude and phase, as is

suggested by the non-zero mean of the noise model of (3.1.7). Hence, STFT Bayesian speech en-

hancement algorithms developed upon more traditional assumptions for noise do not exploit the

full predictability of periodic noise components. That is, regardless of the method of estimation

employed for λc,k, gain functions such as the traditional Wiener �lter [71] or the MMSE STSA

estimator [62] are restricted to simply attenuating only the magnitude of Y [k,m] in the fashion

that would be optimal for noise signals that corrupt Y [k,m] in a much less predictable and less

recoverable way (e.g., such as WGN) than those containing periodic components. In Section 4.2.2

a simple speech enhancement algorithm is developed based on the SD noise model which in turn

allows not only attenuation of Y [k,m] according to the unpredictability of a given value of C[k,m]

but allows for the modi�cation of the magnitude and phase of Y [k,m] according to an estimated

predictable component. First, here, a brief overview of the aforementioned methods of modifying

to noise estimation methods for non-stationary periodic noise components is provided.

In the development of a noise tracking method using DFT subspace decompositions, Hendriks et

al. identi�ed the problem that such a method would fail to track the energy of periodic noise

components as they lie in the estimated speech subspace [36, 112]. This problem was somewhat

corrected by comparing the estimates at the output of the minimum statistics algorithm [89] to

those of the proposed DFT subspace algorithm. It was formulated that the minimum statistics

estimates would always provide a lower minimum λ̂c,k over several frames, except in the case

where a deterministic noise component was present at k. Hence, by identifying bins where this

relationship does not hold, deterministic components could be identi�ed, and λ̂c,k could be set to the

minimum statistics estimate rather than that of the proposed algorithm. The resulting minimum

statistics estimate in this case must also be adjusted to account for the increased predictability of

the magnitude of the deterministic component. That is, the application of a bias compensation
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factor that is necessitated due to the tracking of a minimum of what is assumed to be a broad (and

hence less predictable) zero-mean distribution of amplitudes, must be inverted. This approach

for deterministic component estimation requires the use of two noise tracking algorithms which

is rather ine�cient in terms of computational complexity, and secondly, the minimum statistics

noise tracking approach is incapable of estimating nonstationary FM deterministic components,

therefore restricting this hybrid noise tracking approach to the application of noises with stationary

(constant frequency) deterministic components.

Following this work Esch et al. independently developed a noise tracking algorithm that is able

to successfully track deterministic components that are changing in frequency in a rather pre-

dictable manner [64, 162]. This was implemented by frequency warping the spectrum to account

for changes in frequency, i.e., e�ectively expanding/contracting the data across k according to f̂c,1

in order to maintain energy due to deterministic noise components at a constant index k. It was

postulated that given this modi�cation, the stochastic and deterministic noise spectrum could then

be estimated using the regular minimum statistics algorithm. However, this approach poses several

problems. Firstly, as this approach expands/contracts the entire SD noise spectrum across k, the

stochastic spectrum is a�ected also, which is undesirable in cases where the stochastic component

changes independently of the deterministic component, as appears to be the case for at least the

chainsaw and �re engine pump noise examples of Fig. 3.1.6. Secondly, this approach maintains a

minimum statistics approach, i.e., the deterministic component energy is estimated as a bias com-

pensated minimum over several previous frames. The bias compensation is developed based on the

statistics of stochastic spectra and so is not applicable to deterministic components as mentioned

in [112]. In addition, the tracking of minima poorly accounts for any AM features in deterministic

components leaving any deterministic component that is increasing in amplitude underestimated.

4.2.2 Applying an SD noise model to speech enhancement

The literature regarding the modi�cation of noise estimation methods for deterministic noise com-

ponents discussed towards the end of Section 4.2.1 highlights the major attempts in the literature

to account for deterministic noise components in the arena of STFT Bayesian speech enhancement.

Due to the aforementioned shortcomings of these modi�ed algorithms, and the lack of modi�cation

to STFT Bayesian speech enhancement gain functions (which are derived based on assumptions
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of purely stochastic noise) there is much room for improvement here. In this section a MMSE

STSA Bayesian speech enhancement algorithm is considered that overcomes these shortcomings

by applying the SD noise model introduced in Section 3.1.4. As the approach involves explicit

estimation of the amplitude and phase of noise sinusoids via the well established techniques of

spectral analysis [18, 75] or via the techniques of Section 3.2.1, it may be generally applied to more

arbitrary SD noise sources without the aforementioned limitations of current approaches. Further-

more, it results in a new MMSE STSA gain function that, unlike previous approaches, not only

attenuates speech according to the unpredictability of noise, but e�ectively reconstructs speech, as

will be seen following its derivation.

The development of the SD-noise MMSE STSA estimator is simple, yet the resulting algorithm

o�ers a signi�cant improvement in resulting signal quality, as will be seen in Section 5.3. First

V[k,m] is de�ned as the mean compensated signal,

V[k,m] = Y[k,m]−Dc[k,m], (4.2.1)

where here Dc[k,m] represents the deterministic noise mean.

Considering the SD noise model of (3.1.7), and Yk = Xk + Ck, the conditional probability,

pXk|Vk
(Xk|Vk) =

1

πλc,k
exp

{
− 1

λc,k
|Vk −Xk|2

}
. (4.2.2)

may be derived. This expression is seen to be identical to that assumed in the MMSE STSA

speech enhancement algorithm described in [62]. However, the direct spectrum observation Yk is

now modi�ed according to (4.2.1), and so the observation, Vk, in (4.2.2), may be considered the

noise mean-subtracted (NMS) spectrum. The MMSE STSA estimator in the presence of an SD

noise model is then achieved by applying the MMSE STSA gain function (2.3.7), to the NMS

spectrum of the noisy speech signal.

In practice, Dc[k,m] is unknown and must be estimated from the noisy speech signal. As mentioned

earlier, the methods proposed in Section 3.2.1 may be employed. An evaluation of the resultant

SD-noise MMSE STSA algorithm over the range of mean estimation techniques proposed in this

research is provided in Section 5.3. For arbitrary SD noises the calculation of Dc[k,m] requires not

only rc,l,m, φc,l,m, but also L and f c,l,m. A method for the estimation of these parameters is provided
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Figure 4.2.1: A �ow diagram detailing the major processes in the SD-noise MMSE STSA speech
enhancement system. Here, the signal �ow is from top to bottom.

for the case of �re engine pump noise in Section 6.1 of Chapter 6. Alternatively for harmonic noise

sources, fc,l,m estimation is addressed in Section 6.2. Once estimated, the parameters, rc,l,m, φc,l,m,

fc,l,m and L can be substituted into (3.1.3) to obtain Dc[k,m]. The resultant complete system can

be seen in Fig. 4.2.1. The modi�cation made to the MMSE STSA speech enhancement system,

accounting for the SD noise model, is labelled �Sinusoidal noise component compensation�. An

important feature of this approach is that the complex deterministic noise spectrum is subtracted

from the noisy speech spectrum. Therefore, given highly predictable deterministic noise compo-

nents of notable magnitude, the algorithm does not resort to simply attenuating any speech energy

in these regions of deterministic noise energy, but the deterministic noise energy is subtracted,

e�ectively reconstructing the speech signal, given estimates of deterministic noise components are

accurate.

The SD-noise MMSE STSA approach here is developed under the assumption that the deterministic

component Dc[k,m] is known, while in practice it is estimated with some uncertainty and the

resultant estimate is considered the true known value, as in the practice of empirical Bayesian

methods mentioned in Section 3.1.2. Alternatively a true Bayesian approach may be considered
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with respect to the parameter Dc[k,m]. That is, if Dc[k,m] is considered a Gaussian random

variable as assumed throughout Chapter 3, then the distribution,

pCk(Ck) =

ˆ

Dc,k

pCk|Dc,k
(Ck|Dc,k)pDc,k

(Dc,k)dDc,k

=
1

πλv,k
exp

{
− 1

λv,k
|Vk|2

}
, (4.2.3)

where λv,k = λc,k + λd,k, pCk|Dk
(Ck|Dk) is equivalent to the expression of (3.1.7) and pDc,k

(Dc,k) ∼
N (D̂c,k, λd,k). The uncertainty about the deterministic component estimate, λd,k, may be obtained

as an implicit part of the Kalman �ltering equations summarised in Section 3.2.1.7. For example,

in the case of the spectral domain Kalman �lter in Section 3.2.1.5, the posterior uncertainty of

b̂[m] is obtained via (3.2.20). Given the linear transformation from the harmonic domain (b̂[m]) to

the spectral domain (D[k,m]), and the Gaussian assumptions in place, then the variance, Λb,m|m,

may be also transformed into the spectral domain. For example,

λd,k = HΛb,m|mH
H .

Given (4.2.3) an estimator may be derived in a similar way as for the empirical Bayesian approach

discussed with regards to (4.2.2). The only change here is in the variance of the noise distribution,

i.e., from λc,k to λv,k. This approach will not be investigated in this research, but presents an

interesting direction for future research as will be mentioned in Section 7.2.

4.3 Statistical Bayesian speech enhancement applied to SD

speech

Whilst modelling the noise, C[k,m], as an SD process is relatively trivial in STFT speech enhance-

ment, the modelling of speech in this way is more complex. Both with regards to computational

complexity, signal predictability and perceptual sensitivity to errors in the problem's solution, the

latter problem is more severe. However, both problems have the potential to yield signi�cant im-

provements in the resulting signal quality/intelligibility. The SD modelling of C[k,m] in speech
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enhancement practice was addressed in Sections 3.1.4 and 3.3.2. Here the focus is on the latter

problem, speech enhancement employing SD modelling of X[k,m]. Hence for the purposes of this

section, the noise model considered is reduced to that of [62] (i.e., (2.3.3)). The structure of a

combined SD speech and noise enhancement system is discussed in Section 4.4. It will be seen

there that perhaps the most di�cult problem in a combined SD speech and noise system is si-

multaneous estimation of both speech and noise fundamental frequency. This problem, and steps

towards solving it, are discussed in Chapter 6.

Concerning the structure of the present section, a range of earlier speech enhancement methods

that may be considered somewhat related to the research here are overviewed in Section 4.3.1.

However, the explicit consideration of a non-zero spectral mean in the context of well established

spectral estimation theory leads to novel and e�ective approaches to speech enhancement. In

Section 4.3.2 an MMSE STSA speech enhancement algorithm, termed the SD-speech MMSE STSA

algorithm, is developed within the context of the SD speech signal model studied throughout

Chapter 3. As the SD model is novel to speech enhancement, further development on common

speech enhancement approaches such as ML phase estimation and the consideration of SPU are

discussed in Section 4.3.3. There it will be discussed that incorporating these techniques within

the SD-speech MMSE STSA algorithm is important in robustly adjusting both the magnitude and

phase of the speech signal. An outlook on alternatives to the SD-speech MMSE STSA algorithm is

provided in Section 4.3.4. There it is seen that implicit in the derivation of the SD-speech MMSE

STSA algorithm is the development of a Wiener �lter type gain equation, giving rise to an SD

Wiener �lter. While the SD Wiener �lter is not expected to inherit the well known bene�ts of the

MMSE STSA algorithm, it is of interest due to its linearity and mathematical simplicity.

4.3.1 Current stochastic/deterministic speech enhancement methods

The zero-mean complex Gaussian assumptions made by Ephraim and Malah [62] make a good

compromise between established spectral estimation theory and mathematical tractability. How-

ever, many of the alternative statistical assumptions discussed in Section 2.3.2.2 report promising

results. Despite these investigations, alternatives to the assumption that X[k,m] are zero-mean

random variables have not yet been investigated. This is particularly interesting as it is known in

the theory of harmonic analysis that a non-zero mean in signal spectra is characteristic of signals
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with periodic components, or equivalently line components in the frequency domain. Statistically,

these line components produce a non-zero mean at the frequencies at which they exist [18]. Speech

over the time intervals typically used in STFT speech enhancement (10-30 ms) is expected to

contain strong periodic components, particularly in voiced segments. The resulting non-zero-mean

characteristics are re�ected within the STFT of these signals and hence this renders the zero-mean

assumption of [62] inaccurate.

Several other speech enhancement methods have endeavoured to exploit the predictability that

may be attributed to this non-zero mean with some reported success, yet these methods have

not been approached in the context of a non-zero-mean statistical model, but rather, more ad-

hoc mechanisms. Conceptually, such a non-zero-mean approach may be considered important for

two reasons. Firstly, it generalises the MMSE STSA algorithm to characterise the speech signal

simultaneously as both stochastic and deterministic. The resulting algorithm therefore inherits

the bene�ts from both signal characterisations when they are appropriate. Secondly, it allows

the use of modern harmonic analysis techniques that better exploit the time-frequency structure

of a speech signal than the allegedly independent STFT variables in the original MMSE STSA

algorithm.

The knowledge of periodic components in speech signals has long been applied in the areas of

speech signal processing where the well known structure of speech signals is commonly exploited

for applications such as speech analysis [104, 105, 107], coding [19], transformation [21], and syn-

thesis [23]. In the case of speech enhancement a range of algorithms have been proposed which

similarly exploit periodic and/or harmonic structure (for example, [12, 175�177]), however such

considerations in the arena of statistical STFT based speech enhancement are rare. In this sec-

tion, three classes of somewhat relevant approaches to the exploitation of the periodic structure

of speech signals in the arena of statistical STFT speech enhancement are discussed. These in-

clude, the separation of speech into voiced and unvoiced components and individual enhancement

schemes for each [172] (discussed in Section 4.3.1.1), the use of models based on the independent

time-evolution of STFT coe�cients allowing prediction due to window overlap and/or stationary

deterministic components [161, 162, 178] (discussed in Section 4.3.1.2), and �nally the use of inde-

pendent stochastic and deterministic models allowing the development of a soft-decision estimator

dependent on the signal's likelihood in belonging to each model [137] (discussed in Section 4.3.1.3).
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4.3.1.1 Speech enhancement of voiced and unvoiced components

The separation of speech into voiced and unvoiced components is perhaps one of the earliest

developed methods explicitly considering periodic components in the context of statistical STFT

based speech enhancement. Hardwick et al. [172] proposed that the due to the unique properties of

each of the voiced and the unvoiced components in the dual excitation speech model, each should

be enhanced via a di�erent approach. Speci�cally, for each frame, MMSE estimates of harmonic

amplitudes are obtained and attenuated to zero if they fall below an empirically determined SNR

threshold. The residual spectrum (i.e., Y [k,m]−Dx[k,m] in the notation employed here) at each

frequency index, k, is then enhanced via a Wiener-like �lter, or attenuated to zero depending on

the relative energy of the harmonic and residual components (i.e., attenuated to zero when the

harmonic energy is signi�cantly more than the residual energy). The resulting enhanced harmonic

and residual signals are then additively recombined to create the enhanced speech signal.

Whilst this is a logical approach to the speech enhancement problem, the e�ective binary masking

of harmonic and residual spectra, and the following Wiener-like gain function were not developed

under any speci�c assumptions in the statistical context, but rather, employ a range of heuristically

motivated constants. Therefore, there is no theoretical evidence that the resulting algorithm is

optimal in any way, and furthermore it does not allow the extension of the proposed framework to

more general statistical postulates. In addition, the algorithm uses harmonic estimates based on

MMSE estimates of data in the current frame only. Whilst e�ective at high SNRs, this ignores the

relevant information available in neighbouring frames, unlike the harmonic estimation methods of

Section 3.2.1.

Jensen and Hansen [34] later proposed a Wiener �ltering based method in which the relationship

in harmonic amplitude across harmonics and between frames is taken into account, as is considered

in this research. However, again, while clearly a well educated and logical approach, the method

lacks explicit statistical assumptions and hence, is of limited use in the general context of the

progressive development of statistical based STFT speech enhancement techniques.
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4.3.1.2 STFT domain Kalman �lters

The second set of the aforementioned periodic-based speech enhancement algorithms is perhaps

less related to the consideration of SD processes, but deserves mention here as it employs a method

of predicting the spectral mean of the current frame via techniques similar to those summarised

in Section 3.2.1.7. A large portion of these methods involve employing a Kalman �lter for each

spectral index, k, across the STFT time index m. Of these, the work of Esch is perhaps the

most closely related to this research [162]. In his work, it was considered that given a history of

observations for a certain k (i.e., Y [k,m] over [m−P,m]), then the futureX[k,m+1] is predictable.

Speci�cally, it is assumed that X[k,m] follows an AR model across m. This prediction can then

be combined with a noisy observation, Y [k,m + 1], in order to obtain an improved estimate of

X[k,m+ 1].

While not presented in the context of a non-zero spectral mean, it may be considered that the

�spectral mean� there is an AR predictive estimate of X[k,m] at the current frame m and index

k given a previous set of observations also at index k. Given this spectral mean de�nition, the

resulting enhanced spectrum is then equivalent to the estimate obtained via the SD Wiener �lter

to be described in Section 4.3.4. The resulting algorithm also requires explicit consideration of

the correlation of C[k,m] (undesirable in the enhanced signal) across successive m due to frame

overlap, via a second AR model.

This approach is somewhat similar to the estimation of ρ̂ML[l,m] in Section 3.2.1.6, however there

are several key di�erences between the aforementioned research and the research presented in this

dissertation. Principally, the former is focussed on exploiting the correlation between STFT frames

due to frame overlap (with no explicit consideration of deterministic signals), whilst the latter is

developed under the intention of exploiting the predictability of periodic components across several

STFT frames. The most obvious technical di�erence between the two approaches is that, unlike in

[162], the research here requires estimates of the frequencies of deterministic components of noise

and speech. This allows the tracking of periodic components in noise and speech in a much more

educated way. That is, an estimate of the amplitude and phase of a periodic component's in�uence

at frequency index k is much more predictable than is suggested by an AR model.2 For example, a

2Let alone an approximation thereof, noting that any AR model must be continuously estimated from a highly
nonstationary and noisy signal.
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stationary periodic component at index k would be expected to have constant amplitude and phase

according to its frequency fx,l,m and frame shift M (see Section 3.2.1.1), i.e., parameters employed

in the methods of Section 3.2.1 which are more informative than the coe�cients of an AR model.

In addition, it is important to note that energy due to FM periodic components will move between

indices k over successive m. When considered in the context of independent models for each k,

as in [162], correlation across several k due to changes in fx,l,m remains ignored. However, in this

research, as estimates of b[l,m] are analysed at f̂x,l,m for every frame, deterministic components

are not tracked at individual k, but across their changing frequency index Kf̂x,l,m.

In addition to the work of Esch [162], several other spectral Kalman �ltering schemes have been

considered in the same vein of estimating components at index k given a history of estimates also

at k. These include the independent Kalman prediction of real and imaginary parts of X[k,m]

in [161], and the prediction of the magnitude of X[k,m] in [178]. However, as [162] considers

the prediction of complex spectral components at arbitrary k, and the research here considers the

prediction of complex sinusoidal amplitudes, the work of [162] is the most closely related to the

research at hand.

4.3.1.3 Soft decision SD speech enhancement

Perhaps the most closely related research to the statistical STFT speech enhancement work con-

sidered in this dissertation is that of [137]. Similarly to the arguments of Section 3.1.1, in this

previous work it was highlighted that speech is composed of both stochastic and deterministic

components each of which have a di�erent MMSE estimate. Rather than deriving an estimator for

a mixed SD signal additively composed of stochastic and deterministic components as is considered

in this research, the research of [137] considers the idea that each time-frequency index is composed

exclusively of either stochastic or deterministic components and combines estimates of each based

on a soft Bayesian decision criterion. This exclusive stochastic or deterministic composition is

popular in speech analysis and coding, e.g., [19]. However, in the case of speech synthesis it is seen

to be advantageous to consider additive simultaneous �joint SD� composition at all time-frequency

points [179], quite unlike [137].
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To be speci�c regarding the technical statistical assumptions of [137], each frequency index was

considered to be distributed via one of the following distributions,

pXk|s1(Xk|s1) =
1

πλx,k
e
−|Xk|2
λx,k

pXk|s2(Xk|s2) = δ(Xk −Dx,k) (4.3.1)

pXk|s3(Xk|s3) = δ(Xk),

where s1, s2 and s3 represent the states of a stochastic signal, deterministic signal, and signal

absence, respectively. The expected value of Xk given Yk is then computed in the Bayesian context

as,

E {Xk|Yk} =

ˆ

Xk

Xk

3∑

a=1

pXk|Yk,sa(Xk|Yk, sa)dXk

=
3∑

a=1

E {Xk|Yk, sa}Psa|Yk (sa|Yk) .

Here it is seen that the resultant estimator is a sum of individual estimators for each of the

stochastic, deterministic and absent cases, weighted by their posterior probabilities. These may be

calculated according to Bayes theorem as,

Psa|Yk
(sa|Yk) =

pYk|sa(Yk|sa)Psa(sa)∑3
a=1 pYk|sa(Yk|sa)Psa(sa)

, (4.3.2)

where pYk|sa(Yk|sa) may be simply derived given the speech models of (4.3.1), the noise model

(2.3.3), and the additivity of speech and noise. The probability Psa(sa) represents the a priori

probability of state sa, where
∑3

a=1 Psa(sa) = 1.

The formulation presented here highlights the key di�erence between this previous work and the

work presented here. In the case of [137], the a posteriori distribution pXk|Yk
(Xk|Yk) is a mixture

of three Gaussians, i.e., pXk|Yk,sa(Xk|Yk, sa) for a = [1, 3], (representing the noise corrupted signal

models for stochastic, deterministic and absent speech signal states), with weights corresponding

to the posterior state probability, as stated in (4.3.2). However, in the research here, the use of the

SD noise model in (3.1.4) results in a single unimodal Gaussian a posteriori distribution, as may

be seen in Appendix A. This distribution models both stochastic and deterministic components
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of an SD signal jointly rather than making a soft-decision between three individual models as in

[137], none of which describe speech accurately alone.

Note that unlike the models of (4.3.1), the SD model, (3.1.4), de�nes a wide range of acoustic

signals, and may represent the signal models de�ned in [21, 58, 62, 104, 137] as special conditions.

For example, the signal model in [104] is represented in the case λx,k = 0 (i.e., in the limit, λx,k → 0,

pXk
(Xk) = δ(Xk − Dx,k)), and the signal model in [62] is represented in the case Dx,k = 0 (i.e.,

as Dx,k → 0, pXk
(Xk) approaches (2.3.2)). Therefore, the extent to which the speech signal is

modeled as deterministic or stochastic is therefore determined by Dx,k and λx,k, which may be

continuously tracked via a range of mean/variance estimation methods, e.g., those mentioned in

Sections 3.2.1 and 3.2.2.

4.3.2 SD-speech MMSE STSA speech enhancement

In this section a novel empirical Bayesian MMSE STSA estimator is derived. As indicated in

Section 2.3.2, Bayesian speech enhancement involves an estimate of X[k,m] that is optimal for a

given optimality measure, a speci�cation of a priori information, and the current noisy observation

Y [k,m]. In the case of MMSE STSA estimators, the optimality measure is the MMSE estimate of

the spectral magnitude, hence, the resulting estimate may be stated simply as,

X̂k = E
{
Xk|Yk

}
eiỸk , (4.3.3)

where the use of the noisy phase Ỹk in the clean STFT estimate has long been argued as optimal.

Furthermore, phase was often considered a somewhat unimportant concern in speech enhancement

[26] until more recently. Counter-arguments to this have been made [27, 120, 180], with alternatives

to Ỹk proposed in [27, 150, 181, 182] and Section 4.3.3.1 of this dissertation. Regardless, it is clear

that the short-time spectral magnitude is undebatably important in perceptually accurate signal

reconstruction and it is the optimal estimation of this feature that is considered here. If the

variables Xk and Ck are considered independent for all k, then the MMSE STSA problem may be
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written as,3

X̂k =

´∞
0
X

2

k

´ 2π

0
pYk|Xk

(Yk | Xk)pXk
(Xk)dX̃kdXk´∞

0
Xk

´ 2π

0
pYk|Xk

(Yk | Xk)pXk
(Xk)dX̃kdXk

. (4.3.4)

Note here that any dependence of pdfs on variables such as Dx,k, λx,k and λc,k is not included

explicitly in the notation due to the empirical Bayesian context of this problem. Estimates of

these variables are used in practice and are perhaps better considered values parameterising the

distributions pYk|Xk
(Yk | Xk) and pXk

(Xk), rather than unknown random quantities.

The pdf, pXk
(Xk), is given in (3.1.4). From the noise statistical model de�ned in (2.3.3), pYk|Xk

(Yk |
Xk) may be derived with the use of (1.2.2),

pYk|Xk
(Yk | Xk) =

1

πλc,k
exp

{
− |Yk −Xk|2

λc,k

}
. (4.3.5)

Following the derivation in Appendix A, it is found that,

X̂k =

√
ξk

ξk + 1

1

γk
Γ(1.5)e−νk/2

[
(1 + νk)I0

(νk
2

)
+ νkI1

(νk
2

)]
Y k (4.3.6)

where Γ(·) represents the gamma function, and I0(·) and I1(·) represent the modi�ed Bessel func-

tions of zero and �rst order, respectively. Here, νk is de�ned as,

νk =
1

1 + ξk

(
ξkγk + ηk + 2

√
ηkγk cos

(
D̃x,k − Ỹk

))
, (4.3.7)

and ξk, γk and ηk are given by,

ξk ,
λx,k
λc,k

, γk ,
Y

2

k

λc,k
, ηk ,

D
2

x,k

λx,k
. (4.3.8)

Typically in the literature, speech enhancement equations similar in form to (4.3.6) are viewed as

a gain function Gk, applied to each complex DFT observation, e.g., X̂k = YkGk. Traditionally

dependent on only two parameters, ξk and γk, the gain function Gk is often plotted over a range

of one of these parameters for a set of particular values of the other, e.g., as in Fig. 2.3.2. Due

to the added dimensions of the third parameter, ηk, and the phase di�erence, ϕk =
∣∣∣D̃x,k − Ỹk

∣∣∣,

3(4.3.4) may be obtained by evaluating the expected value of the regular Bayesian integral formula, (11.6) of
[94], using the identity for the integral of Cartesian functions in curvilinear coordinates (polar coordinates in this
case), stated in (9) of Chapter 6 of [183].
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here, such an analysis is di�cult to display, and furthermore provides a limited perspective on

the gain function. By considering the conceptual meaning of each of the parameters of (4.3.7), an

alternative analysis of the gain function is proposed here. Additionally, a conceptual summary of

the SD-speech MMSE STSA algorithm is presented in Section 4.3.3.3.

The MMSE STSA estimator described in (7) of [62] may be considered to be a special case of

the estimator described in (4.3.6) for ηk = 0. Under this condition, ξk and γk may be thought

of as the a priori and a posteriori SNRs as they have so far been introduced in this dissertation.

However, as ηk � 1, then to think of ξk as an a priori SNR is no longer appropriate because most

of the signal power is then represented in the term D
2

x,k. In this case λx,k better represents the

uncertainty or randomness of the signal about its more predictable component Dx,k. Here it may

be more appropriate to refer to ηk as the signal prediction to uncertainty ratio. It may also be

better to consider ξk as the a priori signal uncertainty to noise ratio. Despite these alternative

descriptions, it is more meaningful in this research to consider a di�erent set of parameters.

Considering the discussion in Appendix A, it is clear that the MMSE STSA estimation problem

results in �nding the expected value of the magnitude of a complex Gaussian variable with a

non-zero mean,

ζk =
λx,k

λx,k + λc,k
Y ke

iỸk +Dx,ke
iD̃k

(
1− λx,k

λx,k + λc,k

)
, (4.3.9)

and variance parameter,

λk =
λx,kλc,k
λx,k + λc,k

. (4.3.10)

The variable ζk will be referred to as the a posteriori mean, although it may also be thought of

as the MMSE a posteriori complex signal estimate (i.e., E {Xk | Yk}), giving rise to an alternate

SD MMSE estimator to be discussed in Section 4.3.4. The variable λk will be referred to as the a

posteriori uncertainty. It is interesting to note here that (4.3.9) is a weighted average of the form

gZ + (1− g)Z where Z ∈ C, g ∈ R and 0 ≤ g ≤ 1. Further insight into these parameters is largely

dependent on the value of Dx,k and is described here for two distinct cases: (i) Dx,k = 0, where

the MMSE STSA estimation problem reduces to that described in [62], and (ii) Dx,k 6= 0, which

concerns the SD speech model in (3.1.4).
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4.3.2.1 MMSE STSA estimation with zero mean

Analysis of the SD-speech MMSE STSA estimator for the case where Dx,k = 0 has been thoroughly

studied in [62, 95, 97], however, allowing for the possibility that Dx,k 6= 0 necessitates some further

discussion on this topic. In the case Dx,k = 0, ζk is the observation Yk with some attenuation,

ζk|Dx,k=0 = ΩkYk

where,

Ωk =
ξk

1 + ξk
. (4.3.11)

It may be noticed that Ωk is equivalent to the Wiener �lter gain for DFT frequency bin k, and

so it is clear that in this case ζk is the observed STFT processed via a Wiener �lter. The way in

which the clean speech magnitude estimate X̂k depends on ζk and λk is dependent on the ratio of

the power between these two quantities (i.e. the a posteriori mean to uncertainty ratio),

νk =
|ζk|2
λk

.

This ratio is expressed in (4.3.7) and for the condition here it may be simpli�ed,

νk|Dx,k=0 = γk
ξk

1 + ξk
.

An interesting insight into the signi�cance of this parameter was stated by Ephraim and Malah

[62]. They deduced that under the condition νk � 1, the MMSE STSA estimator approximates

the Wiener �lter (for the case Dx,k = 0). This is again realised when considering that,

X̂k ≈ |ζk| , νk � 1, (4.3.12)

thus highlighting the similarity between the Wiener �lter and the MMSE STSA estimator under

this condition. However, the MMSE STSA estimator signi�cantly di�ers from the Wiener �lter in

the case that νk ≤ 1. This di�erence may be observed in Fig. 4.3.1, where the relative magnitude
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of X̂k to that of ζk is shown. Speci�cally, from (4.3.6) and (4.3.9),

X̂k

|ζk|
=

Γ(1.5)√
νk

e−νk/2
[
(1 + νk)I0

(νk
2

)
+ νkI1

(νk
2

)]
(4.3.13)

This ratio is a function of νk only. Here, it may be observed that the clean signal spectral magnitude

estimate from the MMSE STSA estimator is always larger than |ζk|. In particular, as νk → 0, the

MMSE STSA estimates of Xk become signi�cantly large relative to ζk. In fact, in the Wiener �lter

case,

X̂k ≈ 0, νk � 1

and considering (4.3.6), for the MMSE STSA estimator we have,

X̂k ≈
√

π/4

1 + ξk
λx,k, νk � 1. (4.3.14)

This insight into the MMSE STSA estimator may be described as an extreme reliance on the a

priori information found in λx,k under the condition that the estimate ζk is very uninformative in

comparison. The idea that the MMSE STSA estimator compromises between learning from the
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Wiener filter ( = |ζk |)X̂k
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Figure 4.3.1: The gain applied to the magnitude of the a posteriori mean to obtain the resulting

STFT magnitude estimate X̂k, as a function of a posteriori mean to uncertainty ratio, νk. This
gain is plotted for the Wiener �lter also for reference. It can be seen for values of νk & 4, the

di�erence between X̂k resulting from the Wiener �lter, and that resulting from the MMSE STSA
estimator [62], appears insigni�cant.
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Figure 4.3.2: The set of possible values of ζk in the complex plane, for a given observation Yk
and a given a priori mean Dx,k. Values of ζk for approximate values of Ωk are explicitly indicated.

new information in Y k and relying on the a priori information contained within λx,k dependent on

the value of λc,k is discussed in [62].

4.3.2.2 MMSE STSA estimation with non-zero mean

Extending to the case where Dx,k 6= 0 it is found that |ζk| of (4.3.9) may be greater or less than

the observation Y k, dependent on the a priori mean Dx,k. A set of possible values for ζk in the

non-zero mean case is shown in Fig. 4.3.2 for a given Yk and Dx,k. It is seen there that the exact

value of ζk depends on the Wiener term, Ωk. In a similar way as for the case Dx,k = 0, a value

of Ωk ≈ 1 results in a value of ζk that is very close to the observation Yk in the complex plane.

A value of Ωk � 1 results in an a value of ζk with extreme reliance on the a priori information,

which is now incorporated in both Dx,k and λx,k.

Following the consideration of the a posteriori mean here, the resulting value of X̂k in the case

Dx,k 6= 0 again depends on νk, where νk is now as stated in (4.3.7). Similar insights may be applied

as for the case Dx,k = 0, namely (4.3.12) and (4.3.14) still apply. However, for the case that νk � 1

the resulting value of ζk is now a weighted combination of the observation, Yk and the a priori

information Dx,k, dependent on Ωk.

It is worth noting here that, because this weighting between Yk and Dx,k is performed in the

complex plane, |ζk| is not only a function of the magnitudes Y k and Dx,k, but also a function of

the phase di�erence ϕk =
∣∣∣D̃x,k − Ỹk

∣∣∣. It is of interest to see what e�ect ϕk may have on X̂k. The

e�ect of increasing ϕk for given values of Yk, Dx,k and Ωk is shown in Fig. 4.3.3. Here, it appears
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Figure 4.3.3: Three values of a posteriori means ζk,1, ζk,2 and ζk,3 corresponding to three noisy
spectral observations Yk,1, Yk,2 and Yk,3 respectively, plotted in the complex plane for Ωk = 0.5

and Dx,k = 2Yk,1. Here Y k,1 = Y k,2 = Y k,3, Ỹk,1 = π/4, and Ỹk,1 < Ỹk,2 < Ỹk,3 < π. The decrease
in |ζk| is clear as ϕk → π.

that any increase in ϕk up to ϕk = π will result in a decrease in |ζk|. After this conjecture it is

reasonable to consider the di�erence of (squared) magnitudes of ζk for the case ϕk = 0 and the

case ϕk 6= 0. This may be considered the a posteriori mean reduction due to phase error and it is

given by,

|ζk|2ϕk=0 − |ζk|
2
ϕk 6=0 = ΩkY kDx,k(1− Ωk) [1− cosϕk] . (4.3.15)

From this expression it is clear that the closer ϕk modulo 2π is to 0 or 2π, the larger |ζk|. Any

movement further away from these values will result in a decrease in |ζk|, with a minimum |ζk|
occurring at ϕk = π.

4.3.3 Important additional considerations for SD speech enhancement

The SD-speech MMSE STSA estimator described in Section 4.3.2 provides an important novel

method for estimating the clean speech short-time spectral amplitude given arbitrary a priori

speech information, λx,k and Dx,k. In addition, the use of the SD a priori distribution, (3.1.4),

poses a wide range of potential modi�cations to many other statistically based STFT speech

enhancement techniques. Here two well known problems in speech enhancement are considered for

such a model. Firstly, the estimation of clean STFT phase is studied in Section 4.3.3.1. Such a

problem was considered in [27, 150, 181], and the SD speech model poses an alternative to these

approaches. Interestingly, when employing the SD speech model, the most likely value of the

spectral phase is no longer Ỹk. Hence an alternative to the traditional combination of X̂k and

Ỹk suggested in (4.3.3) is proposed. Secondly, the simultaneous detection and estimation of Xk is
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discussed in Section 4.3.3.2. This pertains to the commonly known consideration of SPU in speech

enhancement (discussed in Section 2.3.2.3). The SD speech model alters the technical details of

SPU considerations, and adds additional insight. It is seen here as an important component of the

SD-speech MMSE STSA algorithm in adding a degree of robustness with respect to the estimation

of Dx,k. A complete speech enhancement algorithm including the additional speech enhancement

considerations developed in this section is brie�y discussed in Section 4.3.3.3. More details with

respect to the proposed con�guration of the algorithms developed in this research are provided in

Section 4.4.

4.3.3.1 Maximum likelihood phase estimation

It was thoroughly argued in [62] that under the statistical assumptions provided, the optimal

estimate of X̃k is the observed noisy signal phase Ỹk. As phase is a periodic function over the

period [0, 2π), this conclusion cannot be reached by analysing the pdf pX̃k
(X̃k) =

´∞
0
pXk

(Xk)dXk,

but this problem may be overcome by �nding the phase of the complex exponential that minimises

E

{∣∣∣ejX̃k − ej ˆ̃
Xk

∣∣∣
2
}
subject to the restriction

∣∣∣ej
ˆ̃
Xk

∣∣∣ = 1, as was investigated in [62]. This resulted

in the MMSE complex exponential phase estimate,
ˆ̃
Xk = Ỹk. To further support their argument

for the use of noisy phase, the function, E
{

1− cos
(
X̃k − ˆ̃

Xk

)}
, was minimised, again providing

Ỹk as the answer to optimal phase estimation. This overcomes the circular nature of phase, as the

result of this minimisation is invariant under modulo 2π transformations of X̃k. Furthermore, the

measure 1− cos
(
X̃k − ˆ̃

Xk

)
approximates an MMSE criterion [62].

Despite the aforementioned arguments, some attempts have been made to obtain improved esti-

mates of phase with regard to Ỹk. Paliwal et al. observed that by obtaining Ỹk via an alternative

(Chebyshev) analysis window to that used for obtaining Y k, improved enhanced speech was ob-

tained both with regards to the PESQ quality measure and with regards to subjective AB preference

listening tests, depending on the global SNR of Yk and the dynamic range of the analysis window

[27]. This suggests that improved estimates of signal phase are possible if w[n] is carefully consid-

ered. Very recently Mowlaee et al. also proposed a method of improved estimation of X̃k, given

the clean magnitude spectrum (or an estimate thereof) is available [181]. This was later combined

with a �phase-aware� amplitude estimator to iteratively obtain improved estimates of magnitude
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and phase [182]. This resulted in improved estimates of x[n] both in terms of PESQ and segmen-

tal SNR. The reason this work improves upon the thoroughly reasoned approach of using Ỹk for

signal reconstruction in [62], may be attributable to several additional information sources used

in the estimation of X̃k. That is, the method proposed there requires a non-causal STFT synthe-

sis/reconstruction procedure that utilises information from present, future and past STFT frames.

In addition, in order to improve estimation of X̃k, the group delay function ∆Ỹk
= Ỹk − Ỹk−1 is

employed, thereby exploiting phase relationships between neighbouring k.

Aside from the aforementioned approaches based around speech enhancement algorithms and qual-

ity measures, STFT phase estimation exploiting the correlation between successive Y [k,m] acrossm

due to periodic components is discussed in Section 3.2.1.1, independent of any speech enhancement

functionality. The development of a number of mean estimation methods in Section 3.2.1 based

on the concepts introduced in Section 3.2.1.1, allows an alternative empirical Bayesian method for

the estimation of phase, stemming from the SD model for pXk
(Xk) of (3.1.4). This is discussed

here.

It may be noticed in Fig. 4.3.3 that in the SD-speech MMSE STSA estimator for the case Dx,k 6= 0,

the phase of ζk does not coincide with either Ỹk or D̃x,k, unless Ỹk = D̃x,k or Ỹk = D̃x,k ± π . In

observing this, it may be conjectured that the best value for
ˆ̃
Xk is not Ỹk, as is standard in speech

enhancement practice and shown in (4.3.3), but perhaps another value, possibly dependent on ζk.

Given that (4.3.6) is used to estimate Xk, then a good estimate of X̃k may be given by that which

provides the maximum likelihood under the condition Xk = X̂k, i.e.,

ˆ̃
Xk = arg max

X̃k

{
pX̃k|Yk,Xk

(X̃k | Yk, X̂k)
}

= arg max
X̃k

{
pX̃k,Xk|Yk

(X̃k, X̂k | Yk, )pXk
(X̂k)

}

= arg max
X̃k

{
pX̃k,Xk|Yk

(X̃k, X̂k | Yk)
}

In maximum likelihood estimation theory [94], it is well known that this value is given by a solution

to,

∂
{
pX̃k,Xk|Yk

(X̃k, X̂k | Yk)
}

∂X̃k

= 0. (4.3.16)
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where pX̃k,Xk|Yk
(X̃k, X̂k | Yk) is provided in (A.0.8) of Appendix A. In solving this equation it is

found that the maximum and minimum likelihood values of X̃k under the condition Xk = X̂k, are

the set of values that satisfy the equation,

sin
(
X̃k − ∠ (ζk)

)
= 0,

i.e., the values X̃k = ∠ (ζk) and X̃k = ∠ (ζk) + π. Upon again di�erentiating (4.3.16), the value of

this second derivative at these potential maxima/minima shows that the value,

ˆ̃
Xk = ∠ (ζk) , (4.3.17)

does indeed provide a function maxima, and hence it is the maximum likelihood estimate of
ˆ̃
Xk.

This provides a method of clean signal phase estimation that is potentially more accurate than the

noisy phase alone. The resulting accuracy of the estimated phase is dependent on ζk and hence

the estimation of Dx,k and λx,k described in Sections 3.2.1 and 3.2.2. Due to the fact the the

estimation methods of Dx,k described here exploit longer histories of relevant signal information

rather than simply the current frame (i.e., the case considered in [62]), it is reasonable to expect

that such information may contribute to improved estimation of
ˆ̃
Xk. This idea is supported in the

experiments to be seen in Section 5.2.1. There it will be shown that estimates Dx,k (which ζk is

weighted towards via (4.3.9)) have a lower MSE than Yk at low values of instantaneous SNR. Given

more accurate estimates of phase are possible, then an improvement in speech quality is likely, as

is thoroughly discussed in [27].

4.3.3.2 MMSE SD speech enhancement under speech presence uncertainty

It is well known that not all errors in the estimation of Xk have equivalent perceptual signi�cance.

Direct mathematically motivated measures of estimation error such as SNR and segmental SNR, for

example, are poorly correlated with subjective evaluations of signal quality [184]. While they may

be equivalent in terms of SNR, highly non-stationary or variable errors in X̂k may be signi�cantly

more audible than errors due to a constant bias in the estimation of Xk. For the purposes of

perceptual signal quality, it is desirable to attenuate the amplitude of components of Xk that may

be known to likely have a signi�cant error, rendering them inaudible or at least less audible, as
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they may be perceptually unpleasant or distracting. Due to the zero-mean model for STFT speech

coe�cients traditionally employed, this attenuation of overly noisy Yk has been inherent in the

speech enhancement gain function Gk, i.e., observations that are particularly noisy (of low ξk) are

weighted towards this zero-mean. Other speech enhancement concepts such as SPU (overviewed

in Section 2.3.2.3), and the computational auditory scene analysis goal of the ideal binary mask

[31, 185, 186] have pursued the attenuation of noisy Yk directly, largely based on the well known

sparsity of Xk in the STFT domain [147, 148, 187]. Here in the context of SD STFT speech

enhancement, the tasks of signal estimation and noise reduction become distinct. That is, while

the SD-speech MMSE STSA speech enhancement algorithm provides a novel method of estimating

Xk, erroneous signal estimates may no longer be weighted towards zero, but are a compromise

between the mean Dx,k and the noisy observation Yk, perhaps giving rise to not necessarily more

signi�cant, but more audible signal estimation errors. This approach may be combined with the

aforementioned consideration of SPU described here to signi�cantly attenuate erroneous estimates,

reducing their perceptual signi�cance.

Originally proposed in [188] and �rst applied to speech enhancement in [138], accounting for SPU as

described in [62] is well known to notably improve the performance of the MMSE STSA estimator

for purely stochastic (zero-mean) speech and noise models. Conceptually, this method may be

thought to pull estimates of Xk towards zero when the corresponding observation Yk is more likely

to be noise than speech. Therefore, applying similar principles here may increase the robustness

of the SD-speech MMSE STSA estimator with regards to spurious Dx,k, that in turn if estimated

poorly, may di�er from both Yk and Xk by large amounts.

As in Section 2.3.2.3, such principles may be applied by considering the expected value of (2.3.12),

i.e.,

X̂[k,m] = E
{
Xk|Yk = Yk

}

= E
{
Xk|Yk = Yk,qk = 0

}
Pqk|Yk

(0|Yk) + E
{
Xk|qk = 1

}
Pqk|Yk

(1|Yk)

= E
{
Xk|Yk = Yk,qk = 0

}
Pqk|Yk

(0|Yk) ,

where the last step here is due to, E
{
Xk|qk = 1

}
= 0. This di�ers from the SPU approach of

[62], in the de�nition of the pdf, pXk
(Xk), and hence the terms E

{
Xk|Yk = Yk,qk = 0

}
(given

in (4.3.6)), and Pqk|Yk
(0|Yk) (to be discussed here). As discussed in Section 2.3.2.3 (there in
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the context of the purely stochastic speech model of (2.3.2)), the term Pqk|Yk
(0|Yk) is de�ned in

(2.3.11) in terms of arbitrary pdfs and is described here in terms of the generalised likelihood ratio,

Λ(Yk, µk) , µk
pYk|qk (Yk|0)

pYk|qk (Yk|1)
. Here, µk ,

(1−Pqk
(1))

Pqk
(1)

is the ratio of the a priori probability of speech

presence, to that of speech absence. Speci�cally,

Pqk|Yk
(0|Yk) =

Λ(Yk, µk)

1 + Λ(Yk, µk)
. (4.3.18)

Applying the pdfs of (3.1.4) and (2.3.3), it can be seen that pYk|qk (Yk|0) = N (Dx,k, λx,k + λc,k)

and the term pYk|qk (Yk|1) = N (0, λc,k). Hence, Λ(Yk, µk) in the context of the SD speech model

is given by,

Λ(Yk, µk) =
µk

1 + ξk
exp

{
ξk

1 + ξk
·
(
γk − ηk +

√
γkηk
ξk

cos (ϕk)

)}
.

Note that the resulting estimator under SPU may be written in terms of the previously introduced

parameters ξk, γk, ηk, ϕk, and µk,

X̂[k,m] =
Λ(Yk, µk)

1 + Λ(Yk, µk)
E
{
X[k,m]|Y[k,m] = Y [k,m],qk = 0

}
. (4.3.19)

The multiplicative gain modi�cation, Λ(Yk,µk)
1+Λ(Yk,µk)

, of (4.3.19) is plotted in Fig. 4.3.4 as a function of

Yk in the complex plane for a given value of Dx,k, µk, λc,k and a range of values of λx,k. It is clear

that amplitudes that closely �t the zero-mean assumption of the noise in (2.3.3) and hence, are

likely to be noise dominated, are attenuated appropriately. An important observation of Fig. 4.3.4,

is the e�ect of phase disagreement between Yk and Dx,k. As λx,k decreases, there is a corresponding

decrease in signal to noise uncertainty ratio, ξk, and an increase in speech mean to uncertainty ratio

ηk. The combination of these e�ects suggests that there is an increasing reliability of Dx,k relative

to the noisy observation Yk, due to decreasing speech signal uncertainty λx,k. As a result it is seen

particularly in Fig. 4.3.4(f) that heavier attenuation is applied to signal observations that deviate

from Dx,k (compared to Fig. 4.3.4(a) for example), not just with respect to amplitude, but also

phase, i.e., observations with signi�cant values of ϕk are attenuated, regardless of their magnitude.

Hence the incorporation of SPU here uses two signal features to distinguish reliable from spurious

signal observations, i.e., magnitude and phase. This idea of also using phase to assist in identifying

errors in speech estimates observations was also discussed in parallel with the development of this

research in [189]. However, this was not discussed in the joint SD-speech modelling methodology
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Figure 4.3.4: A range of values of Λ(Yk, µk)/ (1 + Λ(Yk, µk)) as a function of Yk for various values
of λx,k, plotted in the complex plane. Here black represents a gain of 0 and white represents a gain

of 1. For all plots, λc,k = 0.5, µk = 0.5, Dx,k[m] =
√

2, D̃x,k = π/2 and for each plot, (a) ξk = 10,
(b) ξk = 1, (c) ξk = 0.5, (d) ξk = 0.1 and (e) ξk = 0.01. The �gure (f) shows the distributions

pYk|qk (Yk|0) (in white), and pYk|qk (Yk|1) (in black), corresponding to Figure (e).

proposed here. Rather, estimates of speech signal phase were obtained independently from signal

magnitude and an estimator for some power of Xk was developed in the Bayesian MMSE context

assuming a zero-mean statistical model for both noise and speech, given the estimated speech

signal phase.
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It should be noted here that in practice, the requirement for SPU considerations is dependent

on which mean estimation method of Section 3.2.1 is employed. For example with the mean

and variance estimation described in (3.2.14) and (3.2.32), the consideration of signal presence

uncertainty mentioned here was required to provide any improvement in speech quality. Without it,

erroneous values of Dx,k caused too many artefacts for the proposed speech enhancement algorithm

to prove e�ective. In particular, erroneous Dx,k began to consistently become audible with µk <

0.5. In other cases, such as the combination of methods of mean estimation in Sections 3.2.1.6

and 3.2.1.8, audible signal improvements were achievable without any consideration of SPU. In

any case, throughout the experiments conducted in this research (described in Chapter 5), the

consideration of speech presence uncertainty presented here was found to be very e�ective in

attenuating spurious estimates of Dx,k due to spurious f̂x,l and hence Dx,k. This was observed

to the extent that the algorithm continued to perform well in the case where large errors were

deliberately forced on these parameters, as will be seen in Section 5.2.3.

4.3.3.3 SD-speech MMSE STSA speech enhancement algorithm summary

The equations (4.3.6) and (4.3.17) completely describe the estimation of Xk for the SD-speech

MMSE STSA estimator, with SPU consideration and phase estimation, in terms of the observation

Yk, and the parameters Dx,k, λx,k and λc,k. After the discussion in Section 4.3.2 it is clear that

further insight into the SD-speech MMSE STSA estimator may be obtained by considering the

value of ζk given in (4.3.9), and how the estimator operates under speci�c conditions such as those

in (4.3.12) and (4.3.14). Following this discussion, it is perhaps more insightful to consider the

SD-speech MMSE STSA estimator not as the solutions to (4.3.6) and (4.3.17) but in terms of

the following set of steps. For a given frame m, frequency bin k, observation Yk, mean Dx,k and

variances λx,k and λc,k:

1. Find |ζk| for the case D̃x,k = Ỹk with the use of (4.3.9)

2. Reduce the mean magnitude according to phase di�erence ϕk with the use of (4.3.15)

3. Calculate the estimate X̂k by multiplicatively applying the gain function of (4.3.13) to |ζk|

4. Multiplicatively modify X̂k via the function, (4.3.18)
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5. Calculate the phase estimate
ˆ̃
Xk with the use of (4.3.17)

6. Use the data X̂ke
i
ˆ̃
Xk to re-synthesise the estimated clean signal via the inverse DFT and

overlap-add method [2]

With the series of steps above, the values of ζk, ϕk and νk are explicitly featured in Steps 1, 2

and 3, respectively. By observing the mathematical functions involved in these steps, the direct

e�ect of these values on X̂k may be investigated.

A diagrammatical implementation of the SD-speech MMSE STSA speech enhancement algorithm

is available in [60]. In addition, a complete SD-speech/noise MMSE STSA algorithm is discussed

using the nomenclature here in Section 4.4. There the diagram in Fig. 4.4.1 is equivalent to the

SD-speech MMSE STSA algorithm in the case that Dc,k = 0∀k,m. This algorithm contains a

number of parameters that may be estimated from the data via a wide range of methods, and the

choice of method can signi�cantly a�ect the performance of the algorithm. For example, the e�ect

of the method of estimation of Dx,k on a range of objective quality measures at the algorithm

output will be seen in Section 5.2.3. Such methods are described in Section 3.2.1 with respect to

periodic components that are somewhat slowly varying in frequency and amplitude (over a small

number of successive m), and provide a method of incorporating a history of data speci�c to a

single periodic component that is varying in frequency in terms of both magnitude and phase.

Similarly a range of estimation methods for λx,k exist, however the experiments in this research

focus on the method of (3.2.32). The estimation of λc,k has not been discussed in the context of the

SD-speech MMSE STSA algorithm here. This is not a focus of this research, and the evaluation

of the proposed algorithms, in Chapter 5, is designed to minimise dependence on the estimation of

λc,k, as will be described in Sections 5.2.3.1 and 5.3.2.1. However, a number of common methods

for λc,k may be employed, e.g., [36, 87, 89, 92].

4.3.4 SD alternatives to MMSE STSA estimation

The novelty of the approach to the solution of (4.3.3) considered here is in the de�nition of the a

priori distribution pXk
(Xk). It was highlighted in Section 4.3.2 that this results in an interesting

number of changes to the mechanism of the MMSE STSA estimator, in particular, in the way it



150

compromises between a priori information in pXk
(Xk) and the a posteriori information provided

by the observation Yk. However, considering the a priori distribution of (3.1.4) in Bayesian STFT

speech enhancement gives rise to many other potential estimators of the STFT clean speech spec-

trum. For example, considering that phase and magnitude for a given m and k hold little mutual

information (i.e., phase refers to the alignment of a signal frame with a sinusoid, which has little

to do with the signal magnitude [94]), it may be useful to consider the estimation of phase and

magnitude, each independently. It is interesting to �rst note that, due to the change in pXk
(Xk),

an alternative to (4.3.4) now exists. That is, a phase independent MMSE STSA approach can be

derived as,

E{Xk | Y k} =

´∞
0
X

2

k

´ 2π

0

´ 2π

0
pYk|Xk

(Yk | Xk)pXk
(Xk)dỸkdX̃kdXk´∞

0
Xk

´ 2π

0

´ 2π

0
pYk|Xk

(Yk | Xk)pXk
(Xk)dỸkdX̃kdXk

. (4.3.20)

The statements of (4.3.4) and (4.3.20) are equivalent when the statistical models (2.3.2), (2.3.3)

are applied, however, applying (3.1.4) as a speech model renders these two expressions distinctly

di�erent. The resulting magnitude estimate could then be combined with a phase estimate, per-

haps obtained via the techniques of [181]. Preliminary attempts to solve (4.3.20) so far have

not resulted in closed form solutions, but rather in�nite summations of hypergeometric functions.

Hence their implementation would likely be more computationally complex than the closed form

speech enhancement solutions developed so far. Further development on this idea is left for future

research.

4.3.4.1 The SD Wiener �lter

A much simpler and readily achievable investigation into alternative SD based Bayesian speech

enhancement estimators may involve the direct estimation of the complex value of Xk, i.e., involve

the calculation of E {Xk|Yk}. In the case of the zero-mean speech model of (2.3.2), this direct

estimation results in the spectral domain Wiener �lter [71], which is known to provide similar

speech quality to the MMSE STSA estimator, but with a perceptually higher level of musical noise

[95, 97]. In the context of the SD speech model in this research, the calculation of E {Xk|Yk} is
again di�erent from the aforementioned spectral domain Wiener �lter. This problem is simpli�ed
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by considering the posterior pdf pXk|Yk
(Xk|Yk), which is known to be [60],

pXk|Yk
(Xk|Yk) =

1

πλk
exp

{
− |Xk − ζk|2

λk

}
,

hence,

E {Xk|Yk} = ζk. (4.3.21)

This SD spectral domain Wiener estimate, X̂k, is seen to be a weighted combination of the observed

speech signal Yk and the a priori information contained within the speech mean Dx,k, dependent

on the distribution variances λx,k and λc,k, as already discussed in Section 4.3.2.2.

The aforementioned SD Wiener �lter is of interest for a number of reasons. The estimate ζk is

linear in the data Yk, Dk, hence under speech enhancement frameworks developed under more

strict theoretical bases, problems introduced by the nonlinearity of the gain function in (4.3.6) are

overcome. For example, given Gaussianity of Yk, estimates ζk are again Gaussian, assuming Dx,k

is a linear estimate of the signal mean based on present and past Yk and ζk only, thus allowing

a rigorous statistical description of the statistics of ζk in certain cases. In addition, the estimate

ζk is computable in terms of elementary arithmetic, negating the requirement for a look-up table

in its implementation, unlike (4.3.6). This may be important for certain embedded processing

applications with restrictions on computational resources.

4.3.4.2 Preliminary evaluation of the SD Wiener �lter

It was shown in [59] that the SD Wiener �lter does result in an improvement in speech quality

with respect to the classical spectral domain Wiener �lter. Here the SD Wiener �lter was desirable

due to its aforementioned linearity properties. This motivated the development of the Kalman

�ltering scheme in Section 3.2.1.6, as the linearity of ζk helped to justify the recursive nature of the

estimator. However, it was later seen that employing the estimator (4.3.19) in combination with

this Kalman �lter, further improves the speech enhancement algorithm, despite the non-linearity

of (4.3.19), as will be seen in Section 5.2. Regardless, for the reader's information, a preliminary

evaluation of the SD Wiener �lter is covered here.
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A critical feature of the SD Wiener �lter was found to be the method of mean estimation, as

inaccurate estimators require additional robustness considerations as discussed in Section 4.3.3.2.

However, it was seen that given accurate estimates of deterministic components were available,

such as those obtained from the clean speech signal, the performance of the joint SD Wiener �lter

is notably better in performance than the traditional Wiener �lter. An important result in this

section is to highlight the importance of deterministic component estimation by comparing the

very simple linear SD Wiener �lter of (4.3.11) with a range of mean estimation methods. These

experiments were initially carried out to evaluate the mean estimation method of Section 3.2.1.6

in [59], and a more extensive evaluation of the SD-speech, speech enhancement methods in this

research is provided in Section 5.2. In the comparison here the mean estimation methods of

Sections 3.2.1.4, 3.2.1.4, 3.2.1.6 and Equation (3.2.14) are evaluated, in addition to that of [137],

which is the only mean estimation method to be used in SD-based speech enhancement outside

of the research here, and hence defaults as a benchmark here. Note that this algorithm was not

proposed in the context of the SD Wiener �lter, but in the context of the soft-decision SD MMSE

speech enhancement algorithm discussed brie�y in Section 4.3.1.3.

The quality metric employed in this experiment is the PESQ score [190] averaged over all ut-

terances. PESQ scores have been known to correlate well with the subjective quality of speech

[9] and are currently one of the most widely accepted and employed method of objective speech

quality evaluation. All con�gurations were tested over 30 �phonetically diverse� utterances from 10

speakers of the TIMIT database, equal parts male and female. Each utterance was combined with

white noise at SNRs from -5 dB (typically unintelligible) to 15 dB (typically entirely intelligible)

according to the methods of [190], at 5 dB increments. All resulting input data was sampled at

8 kHz and �ltered according to [171] to better simulate mobile speech communication. For all

algorithm con�gurations, N = 240, K = 480, M = 60 and the modi�ed decision-directed method

of (3.2.32) was used to estimate λx,k. Noise estimates (i.e., estimates of λc,k) were obtained from

a 0.48 s noise only segment at the start of each utterance (removed prior to objective evaluation).

Estimates of fx,1 were obtained via the ML method [75], from the noise corrupted data.

The results of this experiment are shown in Fig. 4.3.5 where WIEN-KalMeanA, WIEN-KalMeanB,

WIEN-KalMeanC, WIEN-DDMean and WIEN-Average refers to the SD Wiener �lter of (4.3.21),

implemented with the mean estimation methods of Sections 3.2.1.4, 3.2.1.5, 3.2.1.6, equation

(3.2.14) and [137], respectively. To demonstrate what may be considered an upper limit on the
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Figure 4.3.5: PESQ measures obtained with the proposed and a range of reference algorithms.
From top to bottom, (©) WIEN-Clean, (+)WIEN-KalMeanC, (×) WIEN-KalMeanB, (�) WIEN-

DDMean, (∗) WIEN-Zero, (5) WIEN-KalMeanA, (♦) WIEN-Average, (4) NOISY.

performance of the SD Wiener �lter (i.e., given ideal mean estimation) the algorithm labelled

WIEN-Clean was also tested, which refers to (4.3.21) with,

Dx,k[m] = HRX[m],

in the notation of Section 3.2.1. For reference, WIEN-Zero refers to (4.3.21) with Dx,k = 0, i.e.,

the traditional (zero-mean) spectral domain Wiener �lter, and NOISY refers to the unprocessed

noisy speech.

When compared to traditional Wiener �ltering, it is clear that with the mean estimation meth-

ods of Sections 3.2.1.4 and 3.2.1.6, an increase in average PESQ score of approximately 0.10-0.16

is likely. On individual utterances, increases of up to 0.30 and 0.33 were observed over the tra-

ditional Wiener �lter with the WIEN-KalMeanC and WIEN-KalMeanB algorithms, respectively.

The results for the WIEN-Average and the WIEN-Clean algorithms demonstrate extreme cases

of poor and excellent mean estimation, respectively, indicating how important the estimation of

deterministic components is to the performance of the SD Wiener �lter. The excellent results for
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the WIEN-Clean algorithm are promising in that they indicate even more signi�cant improvements

may be possible given further research into deterministic component estimation is successful.

The most audible di�erences between the output of the SD algorithms proposed in this research

were observed under 0 dB and 5 dB SNR conditions. Speci�cally, informal listening tests indicated

that speech enhanced with the WIEN-KalMeanA algorithm consistently had clearly audible buzzy

sounding artefacts over voiced speech segments that were more prominent at low SNRs. Similar

artefacts were observed with WIEN-DDMean and WIEN-KalMeanB, although to a much lesser

extent. In particular these artefacts appeared perceptually almost non-existent in the WIEN-

KalMeanB algorithm and in the case of the WIEN-KalMeanC algorithm these artefacts could not

be perceived by the researcher. Note that these artefacts did not appear to contribute positively

to speech intelligibility and hence they were considered undesirable.

4.4 Algorithm description for SD-speech/noise speech en-

hancement

In this chapter, both SD-noise, and SD-speech, MMSE STSA algorithms have been proposed

in Sections 4.2 and 4.3, respectively. These algorithms have been described independently with

reference to Fig. 4.2.1 and Section 4.3.3.3, respectively. However, here in this section, a combined

SD-speech/noise MMSE STSA algorithm is discussed. This should �rstly allow an early outlook

on the possibility of such a combined algorithm and several accompanying issues, which will be

further discussed here. Secondly, although such a combined SD-speech/noise algorithm is not

experimentally evaluated here (largely due to the problem of simultaneous noise and speech f1

estimation discussed in Chapter 6), it provides a single point of reference for the con�guration of

the algorithms that are evaluated in Chapter 5.

The current hypothetical proposal for the combined SD-speech/noise MMSE STSA estimator is

shown in Fig. 4.4.1. Many of the functional blocks here are self-explanatory, e.g., the �Windowing�,

�FFT�, �IFFT� and �Overlap Add� blocks that have been described thoroughly in Section 2.1.1,

and the references therein. The remainder of the blocks, intended algorithm functionality, and

outlook on alternative con�gurations are described here.
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To begin, the reader may note that a range of possible algorithms may be used in the �Noise Mean

Estimation� and �Speech Mean Est� blocks, several of which are described in Section 3.2.1. The

output of these blocks is a vector of complex means, hence the requirement for the �Harmonic

Synthesis� block which provides the necessary sinusoid synthesis, windowing and DFT operations

encompassed in (3.1.3). The �Complex Spec Sub� block is simple and refers to complex spectral

subtraction (i.e., complex value subtraction for each k).

The switch, S1, shown in Fig. 4.4.1 is a useful component in improving the output speech quality

of the SD-speech MMSE STFT algorithm described here, and demands some explanation. Aside

from the consideration of SPU discussed in Section 4.3.3.2, further improvement on algorithm

robustness is possible via use of the VAD block required for noise estimation. STFT analysis of

an arbitrary speech signal is expected to present a number of STFT frames that do not contain

any periodic components, for example, those representing speech pauses. Due to the absence of

periodic components in such frames, setting Dx,k 6= 0 there would be theoretically inaccurate with

regards to the study of the SD speech model presented in this research. Detecting only the presence

or absence of speech at a given time frame is an easier problem than enhancing speech, and in

relative terms, a high proportion of these STFT frames that are lacking in periodic components

are reliably detectable in low SNRs with a simple voice activity detection (VAD) algorithm. In

the SD speech experiments in this research, the values Dx,k = 0 for all k were imposed where voice

was detected absent via [87]. This is indicated in Fig. 4.4.1 as a �zero-mean switch� shown to be

controlled by the VAD block. In short, this switch represents the use of a non-zero complex mean

only in frames where voice is detected present.

The combination of the �VAD� and �Noise Var Estimation� blocks forms the noise PSD estimation

scheme described in [87], and used in many of the algorithm implementations available with [3].

Whilst these blocks are described together in [87], they are displayed separately in Fig. 4.4.1 as

the �VAD� block has the aforementioned secondary function of setting the speech spectral mean

to zero when voice is absent. The �Speech Var Estimation�, �Speech Phase Est�, and �Speech Gain

Func�, as con�gured in the experiments in this research, are described thoroughly with reference

to (3.2.32), (4.3.17) and (4.3.19), respectively. However, it is worth noting that there are several

possible equations that may be used within the �Speech Gain Func� block, e.g., (4.3.21) and (4.3.6)

are also applicable. In addition, a range of alternative methods for obtaining the output of the

�Speech Phase Est� exist, e.g., [27, 150, 181].
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Figure 4.4.1: A system diagram highlighting the major functions within the combined SD
speech/noise MMSE STSA speech enhancement algorithm. The red block indicates the function-
ality regarding compensation for SD noise components and the green block indicates the majority
of functionality regarding compensation for SD speech components. However, note that the esti-
mated speech mean, Dx,k is also involved in the calculation of phase and magnitude estimates, as
indicated in the diagram. Finally, use of the z−1 term indicates a single frame delay (i.e., a delay

in m).
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Before describing the system in further depth, it may �rst be noted that the SD-speech MMSE

STSA and SD-noise MMSE STSA algorithms described in this chapter can be implemented sep-

arately by setting to zero, for all k, the output of the �Harmonic Synthesis� blocks following the

�Speech Mean Est� and �Noise Mean Estimation� blocks, respectively. In addition, note that the

noise and speech frequencies are assumed known in Fig. 4.4.1. In practice they must be estimated

using data from only current and past m (i.e., near real-time). For signals with both deterministic

noise and speech components, this is a particularly di�cult problem with potentially signi�cant

degradations in enhanced speech quality if solved erroneously. Chapter 6 provides a discussion on

a range of solutions to this problem, and the associated practical concerns. Currently no satisfac-

tory solution to the problem of joint estimation of both fc,l and fx,l in arbitrary noise and speech

mixtures exists and future research in this topic is important for the further development of SD

speech enhancement systems.

Another point worthy of mention is the input of X̂k to the �Speech Mean Est� block. Given

the description of a range of mean estimation algorithms in Section 3.2.1, the only algorithm of

these that operates on enhanced speech data from previous frames is that of (3.2.14). However, it

was found in informal objective and subjective experiments that all mean estimation algorithms

performed better for the application of speech enhancement when the collection of means describing

the previous frame m− 1, in the history of any mean estimation algorithm, was re-estimated from

the data X̂[k,m−1], prior to mean estimation in the current frame. Speci�cally, for the algorithm

of Section 3.2.1.4 the value,

bm−1|m−1 = RX̂[m],

is imposed, where X̂[m] =
{
X̂[k,m]

}K−1

k=0
. Similarly this value is imposed for b̂m−1|m−1 in Sec-

tion 3.2.1.5 and, for the algorithm of Section 3.2.1.6, the �rst member of {ρ̂ML,post[l, p]}m−1
p=m−P was

reset to the lth member of RX̂[m − 1] for all l. This approach is motivated by similar practices

in speech variance estimation such as the well known decision-directed approach of [62]. Here, im-

provement was observed over the reference algorithms used in Chapter 5, regardless of whether the

aforementioned mean re-estimation was applied, yet this practice has been observed to consistently

further improve the performance of the algorithms proposed in this research over large collections

of speech and noise data.

For the case of the �Noise Mean Estimation� block a similar principle could be implemented. That
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is, if the noise were �enhanced� via a gain function, similar to the way speech is enhanced, then

the history of noise mean estimates in the noise mean estimation algorithm may be re-estimated

from the enhanced noise data. This concept may be considered similar to the modi�ed Kalman

�ltering algorithm proposed in [162], where both noise and speech were enhanced in order to obtain

improved prediction of the noise spectrum C[k,m]. The actual improvement resulting from such

a scheme is likely to be heavily dependent on the noise source. For the noise sources tested in

Section 5.3, it is conjectured that little improvement would result from such a scheme due to the

highly predictable (comparatively stationary) deterministic components involved. Alternatively, if

the noise source had increasingly non-stationary noise components (e.g., such as the noise being a

second speech source), then this modi�cation to the speech enhancement algorithm in Fig. 4.4.1

may become important or necessary. Investigation into this idea is outside of the scope of this

research, yet would be of interest in future research.

It is interesting to note that the sections here concerning deterministic speech and deterministic

noise are shown to be implemented sequentially in Fig. 4.4.1. This simpli�es the aforementioned

modular con�guration of the system, i.e., the ability to turn o�/on deterministic noise or speech

components independently in order to implement SD-speech and SD-noise MMSE STSA based

algorithms individually. However, it would be interesting to see what bene�t may be gained from

a joint noise and speech mean estimation system. That is, currently the noise mean is estimated

directly from noisy speech data and the speech mean is estimated from both X̂[k,m] and V [k,m],

however, there may be something to be gained from considering the estimation of the deterministic

parameters rx,l,m, φx,l,m, rc,l,m and φc,l,m jointly from the signal,

Y[k,m] = Sx[k,m] +Dx[k,m] + Sc[k,m] +Dc[k,m]

= Sx[k,m] + Sc[k,m] + . . .
Lx−1∑

l=0

rx,l,m
2

(
eiφx,l,mWfx,l,m [k] + e−iφx,l,mW1−fx,l,m [k]

)
+ . . .

Lc−1∑

l=0

rc,l,m
2

(
eiφc,l,mWfc,l,m [k] + e−iφc,l,mW1−fc,l,m [k]

)
,

where this refers to the noisy speech STFT observation expressed in terms of the SD components

described earlier in (3.1.2) and (3.1.3). Assuming that fx,l,m and fc,l,m for all l are well separated in

k, and these frequencies are accurately estimated and labelled (discussed in Chapter 6), then there
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may be little to be gained from such a consideration due to the near orthogonality of Dx[k,m]

and Dc[k,m] (see also [147]). However, in increasingly non-stationary noise sources, overlap of

energy associated with Dx[k,m] and Dc[k,m] may become more common, potentially resulting in

misidentifying a signi�cant portion of speech energy as noise (i.e., due to the sequential order of

speech and noise estimation in Fig. 4.4.1). Given any overlap in energy is brief, the use of data from

previous frames (as in the algorithms of Section 3.2.1), may somewhat overcome this, although,

if any fx,l,m and fc,l,m remain close over extended periods of time, increasingly longer records of

data may be required to accurately estimate both Dx[k,m] and Dc[k,m].4Research into the topic

of joint estimation of multiple frequency modulated sinusoids closely spaced in k harmonically and

inharmonically related is a major topic of research in signal processing, and the solution to this

problem for the practice of speech enhancement is outside of the scope of research here. However,

it is likely to be of interest in the further development of the ideas and algorithms proposed here.

4longer records increase the resolution of the spectrum across k, where �resolution� here is used in the sense of
[18], not as discussed brie�y with respect to M and K in Section 2.1.2





Chapter 5

Experimental results

The results presented in this section are intended to provide an overview of the methods proposed in

this dissertation for the application of real-time single-channel STFT speech enhancement. Specif-

ically the algorithmic framework in Section 4.4 is evaluated for the purposes of SD-speech speech

enhancement in Section 5.2, and SD-noise speech enhancement in Section 5.3. Given the wide

range of quality and intelligibility measures still employed in experimental evaluations throughout

speech enhancement literature, it is clear that there is no single conclusive method to distinguish a

given speech enhancement algorithm as �better� or �worse� than another. Here a range of experi-

mental tests and observations are presented that should assist the reader in determining di�erence

in performance between previously proposed algorithms, and those employing the novel methods

discussed in this dissertation. An overview of the testing methodology employed here is provided

in Section 5.1.

5.1 Experimental evaluation overview

An experimental evaluation of the accuracy of the mean estimation methods is presented in Sec-

tion 5.2.1. There the mean estimation methods proposed in Section 3.2.1 are compared to the

mean estimates currently typically employed in Bayesian speech enhancement (e.g., zero mean,

or single frame mean estimates). This experimentation highlights the circumstances (i.e., local

SNR) in which the proposed mean estimation methods are important, which provides some further

161
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motivation for their use in speech enhancement algorithms. However, whilst promising, these re-

sults do not conclusively state the e�ectiveness of the proposed speech enhancement algorithm of

Section 4.4, in terms of speech quality and intelligibility. It is this objective to which the remainder

of this chapter is devoted. This is approached from three perspectives:

1. Graphical demonstration examples (e.g., spectrograms) indicating algorithm performance on

individual utterances are presented. This provides a technical demonstration of the speech

at the output of a number of speech enhancement algorithms and allows the highlighting

of speci�c signal features where the proposed algorithms are highly distinguishable from

reference algorithms.

2. Objective quality and intelligibility measures (PESQ [190], STOI [191] and segmental SNR

[192]) are evaluated for a number of proposed and reference algorithms over a large number

of speech utterances under a range of input signal conditions. This provides a evaluation of

the proposed algorithms, allowing a formal comparison to well known reference algorithms.

Also, speci�c signal conditions under which the proposed algorithms are particularly e�ective

are highlighted.

3. A subjective discussion of the perceptual qualities of proposed and reference algorithm output

data is presented, as interpreted by the author. While providing no additional rigorous

con�rmation of the speech quality and intelligibility at the output of the proposed algorithms,

this discussion has been recommended by reviewers of this research. It is intended to provide

the reader with some idea of what to expect from the proposed algorithms, in comparison to

familiar algorithms, in the absence of any audio demonstrations.

5.1.1 Objective quality measures used

Common to the experimental evaluation of both the SD-speech MMSE STSA algorithm (Sec-

tion 5.2) and the SD-noise MMSE STSA algorithm (Section 5.3) are the set of objective quality

measures employed, and this warrants some discussion. The objective measures of PESQ, STOI

and segmental SNR were chosen to provide the reader with indications of speech signal quality,

intelligibility and technical accuracy, respectively.
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A detailed description of the PESQ measure can be found in [190]. Here, in absence of technical

detail, it may be simply stated that this measure is designed to predict the subjective mean

opinion score (MOS) testing method in the range 1.0 to 4.5 that is expected for normal subjective

test material [193]. Hence, the units of PESQ score may be considered to be �predicted MOS�.

In agreement with the literature [184], the PESQ measure was found to be the most consistent

descriptor of the overall speech quality at the output of a range of speech enhancement algorithms

under a range of parameterisations and noise conditions, when compared to a range of alternative

quality measures, and hence as an objective perceptual quality measure, this should be given the

most weight.

The STOI measure is important given the application of this research in emergency services mobile

radio communications, where loss of intelligibility can cause major and potentially life threatening

problems. The STOI measure is designed to predict the intelligibility score (percentage of words

identi�ed correctly) via objective means. Much like PESQ measures, STOI obtains an objective

�gure via short-time speech processing methods that is non-linearly transformed or mapped to

the range of subjective intelligibility scores. This results in a �gure that is highly correlated with

subjective intelligibility scores. Technical details and a thorough evaluation of STOI are available

in [191]. Importantly, as discussed in [191, 194], when compared to several others this measure

has been found to correlate the most highly with subjective intelligibility tests for the types of

distortion seen at the output of single-channel speech enhancement algorithms.

Finally, the segmental SNR measure is important for two reasons. First, it is a common measure

in objective evaluation of speech enhancement algorithms in the literature, and so allows further

cross-comparison between published results (i.e., in addition to PESQ). Secondly it is based on a

well known mathematical distance describing the sample by sample di�erences between two signals.

It may simply be described as,

SNRseg =
1

O

O∑

m=1

10 log10

∑mM+N
n=Mm x2[n]∑mM+N

n=Mm (x̂[n]− x[n])2
. (5.1.1)

Clearly, it is an average of SNRs evaluated over a number of short-time intervals. In this research,

with regard to the SNRseg measure M = 60 and N = 240. Any terms within the summation of

(5.1.1) are limited to the range -10 dB to 35 dB, as is recommended in the literature [184, 192].

While this mathematical distance is known to correlate relatively poorly with the subjective quality
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of speech signals, it directly describes the power remaining/introduced in signal noise relative to the

power in the signal itself. Hence this measure is important in considering the broader applications

of the algorithms proposed here, e.g., as a front end for automatic speech recognition, or for the

enhancement of alternative (non-speech) harmonic non-stationary signals.

5.1.2 Reference algorithms used

With regards to the reference algorithms chosen for comparison throughout the experimental eval-

uation of this chapter, the intention is to �rstly represent the mostly closely related algorithms

in the literature. This means the advantages of any novel proposals made in this research can

be evaluated directly based on the results presented as there are minimal irrelevant di�erences

between the proposed and reference algorithms. Secondly reference algorithms were chosen that

are commonly used in the literature, again allowing cross-comparison between the research here

and previously published results. Aside from the aforementioned closely related algorithms and

those commonly used in the literature, for further comparison to algorithms outside the scope

of this research (de�ned in Section 1.3), the reader is encouraged to refer to the relevant litera-

ture and results therein. Alternative methods for speech enhancement such as adaptive �ltering

[35, 63] or blind source separation [187] are less applicable1 to the application at hand (described

in Section 1.1) and so comparison to such less relevant literature will detract focus from the results

important to the application and scope of this research.

The reader should note that the research here presents a fundamental modi�cation to the statistical

assumptions of the well known speech enhancement algorithm of [62], and hence the primary

objective of this research is to make improvements upon the speech enhancement capability of this

algorithm by rede�ning the statistical characterisation of speech and/or noise signals, resulting

in novel gain functions (e.g., (4.2.1) as a preprocessor to (2.3.7), and ( 4.3.6, 4.3.19, 4.3.21)),

mean estimation (see Chapter 3), and a modi�ed variance estimation (3.2.32). The non-zero-mean

consideration in this research is fundamental in the sense that it may theoretically be applied

1For example, adaptive �ltering methods are well known to be problematic in removing voiced speech compo-
nents which is detrimental to intelligibility and hence unsuitable for emergency services communications where the
preservation of any level of intelligibility is crucial. Blind source separation methods are typically non-causal and
hence many are not applicable for real-time applications, in addition, the computational cost of these methods is
high to the extent that it may not be possible implement these on some mobile devices with limited computational
resources.
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together with many of the more recent considerations in MMSE STSA speech enhancement, e.g.,

the super-Gaussian priors of [24, 115, 125], the error metrics of [6, 7], or the correlation across k

[25]. These combinations of novel statistical assumptions are outside the scope of this research,

but may be of interest in the future. Given the previous discussion, the reader is recommended to

consider the di�erences between the proposed algorithms and the MMSE STSA algorithm [62], as

a primary indicator of the improvements to Bayesian STFT based speech enhancement made in

this research.

5.1.2.1 Reference algorithm selection

The MMSE STSA algorithm is still a major contender in terms of real-time single-channel STFT

speech enhancement [9, 10], and this perhaps explains the large number of research e�orts made to

improve upon it over the last decade. This algorithm is a special case of the proposed algorithm,

under the conditions Dc,k = 0 and Dx,k = 0. When con�gured with SPU as described in [62] it will

be referred to as MMSESPU in the following sections, and MMSEAmp when no SPU is considered

(or equivalently Pqk(1) = 0). Additional reference algorithms include that of [137] that relies on a

Gaussian model for stochastic speech components, henceforth referred to as DetMMSE, included

due to its development on somewhat similar concepts to those of this research; and the algorithm of

[119], henceforth referred to as LogMMSE, due to its common use in speech enhancement algorithm

evaluations. Additionally the traditional Wiener �lter [71] is considered in Section 5.3.2, in place

of the DetMMSE algorithm. This is appropriate as the latter uses information of the fundamental

frequency of speech, which is not of interest with regard to the evaluation of the SD-noise MMSE

algorithm. Throughout the spectrogram analysis, objective evaluation measures, and informal

subjective discussion, both the DetMMSE algorithm and the traditional Wiener �lter with SPU

considerations, provide almost identical results. The traditional Wiener �lter will be described as

WIEN in Section 5.3.2.

5.2 SD-speech speech enhancement performance

In this section, the SD-speech MMSE STSA algorithm that is summarised in Section 4.4 (i.e., with

Dc,k = 0) is evaluated and will be referred to as the SDSMMSE algorithm. Speci�cally, this should
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be considered an evaluation of the gain function of (4.3.19) and the mean estimation methods of

(3.2.14) and Sections 3.2.1.4, 3.2.1.5 and 3.2.1.6, which will be referred to as DDMean, KalMeanA,

KalMeanB and KalMeanC, respectively. Note that the KalMeanC algorithm was con�gured with

the LPC post �lter described in Section 3.2.1.8. Considering the number of parameters that con-

�gure each algorithm, and the number of reference algorithms also, there is a vastly impractical

number of possible algorithm comparisons to make here. Hence the focus here is on compar-

isons made to proposed con�gurations that compare well to reference algorithms and therefore

are promising candidates for use in speech enhancement applications. The parameterisation of

the algorithms are chosen to ensure good performance for both reference algorithms and proposed

algorithms, so that di�erences in performance that are observed are results of the novel contribu-

tions in this research (parameters that feature across several algorithms are held constant where

applicable).

Section 5.2.1 provides an evaluation indicating the accuracy of the range of aforementioned mean

estimation methods when employed in the proposed SDSMMSE algorithm. There an indication

of the errors of each method's estimates of complex sinusoid amplitude, at a range of SNRs is

provided. Section 5.2.2 presents observations made on particular synthetic and recorded signals

that demonstrate the technical advantages of the proposed algorithm in terms of time-frequency

representations. This is followed by an evaluation of the proposed algorithms with respect to ob-

jective measures across a wide corpus of speech data in Section 5.2.3. There comparisons are made

between what is believed to be the most promising proposed algorithm and reference algorithms,

and within proposed algorithms, under a range of noise conditions. Finally Section 5.2.4 sum-

marises a range of subjective observations made by the author over both proposed and reference

algorithms, so that the reader may gain some understanding of what perceptual di�erences may

be expected resulting from the novel contributions of this research.

5.2.1 Performance of mean estimation in speech signals

Looking towards the application of the mean estimation methods proposed in Section 3.2.1 for

speech enhancement, an important feature is their robustness to the presence of additive noise. In

segments of speech with notable energy in the deterministic spectrum Dx[k,m], (e.g., voiced speech

segments) the stochastic spectrum is typically relatively low in energy, allowing accurate estimates
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of bl[m].2 For example, under very high global SNRs, the estimate b̂l[m] of (3.2.22) obtained from

an observation X[k,m], may be very accurate to the true value of bl[m], and hence Dx[k,m],

constructed based on this estimate (i.e., via (3.1.3)), will be accurate, given accurate fx,l,m. It

was seen in Section 4.3.4.2, that such �oracle� estimates obtained from clean speech signals can

noticeably improve an SD-speech speech enhancement algorithm. However, the clean speech signal

is never available in practice and the additional variance in Y[k,m], due to the presence of noise,

can make similar estimates obtained from the observed Y [k,m], very inaccurate. This may be to

the extent that the estimate bl,m|m = 0∀l,m has lower MSE from the aforementioned desirable

oracle estimates of bl[m] than those obtained from the noisy signal. As the algorithm derived in

Section 4.3.2 involves weighting the observation Y [k,m] towards the mean spectrum, Dx[k,m],

employing such poor estimates in the calculation of Dx[k,m] in this algorithm may result in a

decrease in resultant SNR, relative to the respective zero-mean (purely stochastic) Bayesian STFT

speech enhancement algorithm. Hence it is desirable that the speech mean estimation is both

accurate to b̂l[m] when possible, yet does not deteriorate far beyond the inaccuracy of a zero-mean

model at very low SNRs. Here the proposed mean estimators of Section 3.2.1 are evaluated with

respect to this criterion by evaluating their MSE at a range of SNRs.

Speci�cally, in this section an oracle to error ratio (OER) is used as an indication of the SNR

provided by each of the mean estimation methods,

OER =
1

OL

∑

m,l

10 log10

∣∣∣b̂l[m]
∣∣∣
2

∣∣∣bl,m|m − b̂l[m]
∣∣∣
2 , (5.2.1)

where O refers to the number of frames over which OER is evaluated, and bl,m|m is the estimate at

the output of a proposed mean estimation algorithm at frame m. This is a similar concept to the

segmental SNR measure [192]. Quite literally, the term in the denominator of (5.2.1) represents

the MSE between a short-time stationary sinusoid's complex amplitude (i.e., representing magni-

tude and phase) measured from the clean signal and that estimated from the noisy signal. The

numerator represents the energy in the �oracle� estimate and so in summary, (5.2.1) is an average

logarithmically scaled ratio of the energy in an MMSE estimate of a sinusoid from clean voiced

speech to the energy in the estimation error.

2Here l is used in subscript notation to index the vectors b[m], b̂[m] and bm|m introduced in Sections 3.2.1.4

and 3.2.1.5, where l refers directly to the vector element corresponding the the lth harmonic of the speech signal.
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Of particular interest with regards to this measure is the performance of a mean estimation al-

gorithm at mid to low SNRs. The MMSE STSA algorithm of [62] operates very well at SNRs of

10 dB or greater, yielding clearly intelligible speech with acceptable quality that is not of concern

in emergency services communications. The objective in this research is to both improve the reduc-

tion of particularly problematic noises at low SNRs and recover additional speech information. In

the case of SD-speech MMSE STSA speech enhancement, the recovery of additional speech infor-

mation is largely dependent on the a priori information provided by Dx[k,m] and hence the mean

estimation algorithm that is employed. Therefore, it is of interest to see whether the proposed

algorithms here improve the accuracy of the sinusoid magnitude/phase estimates that constitute

Dx[k,m] at mid to low local SNRs (e.g., ≤ 5 dB). Here the local SNR of a sinusoid is de�ned here

as,

SNRlocal = 10 log10

∣∣∣W (0)b̂l[m]
∣∣∣
2

λc,k
. (5.2.2)

At local SNRs of approximately ≤ 5 dB, sinusoids are poorly estimated by MMSE estimates

direct from the noisy speech short-time frame (e.g., (3.2.6, 4.3.17)), and by entirely uninformative

estimates of zero-mean complex magnitude, as is employed in more traditional statistical speech

enhancement algorithms. Improving the estimation of sinusoid parameters at such low SNRs,

indicating better information recovery with regards to the sinusoids in speech, is promising for

speech quality and intelligibility. Such improved estimation results may also be useful in a number

of other non-speech based non-stationary signal processing applications.

So that particular attention may be paid to these di�cult and important local SNRs, the sum-

mation of (5.2.1) is evaluated separately over 1 dB intervals of SNRlocal ranging from -20 dB to

10 dB, therefore grouping sinusoids at similar SNRlocal. Note that sinusoids at high local SNRs are

well estimated in both the output of the zero-mean MMSE STSA algorithm, and via single-frame

MMSE methods such as (3.2.6, 4.3.17), and so improved accuracy of mean estimates under these

conditions don't contribute much to the performance of speech enhancement algorithms. As pre-

viously discussed (despite the robustness considerations of Section 4.3.3.2) highly inaccurate mean

estimates are undesirable. What is desirable and realistic here is a mean estimation algorithm that

o�ers improved accuracy at mid to low SNRs, yet is not considerably more inaccurate at very low

SNRs when compared to the uninformative estimates, bl,m|m = 0∀l,m.
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Separate tests were conducted for male and female speakers, each consisting of 45 of the �pho-

netically diverse� utterances from 15 speakers randomly selected from the TIMIT database. As

voiced speech consists of a number of sinusoids signi�cantly varying in amplitude, each utterance

was corrupted by WGN at 5 di�erent global SNRs of -5, 0, 5, 10, and 15 dB according to the

measurement described in [190], and estimates of bl,m|m were evaluated for each global SNR giving

a total of 225 utterances for which each mean estimation technique was tested. The range of global

SNRs used ensures that the results do not re�ect the ability of the mean estimation algorithm to

operate on any speci�c component of voiced speech. For example, if tested at only one global SNR,

the local SNR of each sinusoid would group sinusoids at formant peaks towards higher local SNRs,

and those in valleys, or at higher frequencies, towards lower local SNRs.

The mean estimation algorithms tested require the estimate, f̂x,l[m]. As the intention here is

to test the accuracy and robustness of the mean estimation algorithms in terms of amplitude and

phase, and not their dependence on, or integration with, any particular pitch estimation algorithm,

accurate f̂x,l[m] estimates obtained from clean speech were used. Speci�cally, the mean estimation

algorithms were evaluated only over voiced speech segments detected via the RAPT algorithm

[145], during which manually corrected ML pitch estimates obtained from the clean speech signal

were used [75].

The OER over the range of SNRlocal tested is shown in Fig. 5.2.1. There each of the proposed

methods of Section 3.2.1 are evaluated, in addition to both the single-frame MMSE estimates

obtained via (3.2.22), and the zero estimate, bl,m|m = 0∀l,m, to represent the zero-mean assump-

tion common in speech enhancement practice. The shaded green area indicates a desirable OER,

that is an improvement upon both the zero-mean assumption and what may be considered the

direct sinusoid observation in noisy speech (i.e., the ML complex amplitude estimate). The shaded

salmon coloured area is somewhat undesirable as the OER in this region is lower than applying

the assumption bl,m|m = 0, implying that, on average, the mean estimator would contribute more

noise via D[k,m] to the speech enhancement algorithm than when enforcing D[k,m] = 0. How-

ever, note that such noise contributions are mitigated via the robustness techniques discussed in

Section 4.3.3.2.

In the region −7 . SNRlocal . 3 dB, the proposed mean estimation methods o�er improved OER

over both the zero estimate and the noisy MMSE sinusoid observations (with the exception of
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Figure 5.2.1: OER indicating relative levels of MSE for the set of proposed mean estimation
methods. The shaded green areas indicate a desirable improvement in OER, while the shaded
salmon areas indicate undesirable OER. Fig. (a) presents results for male speech and (b) for
female speech. The black dashed line indicates the OER of a zero-mean estimation method, and
the blue dashed line indicates that of single-frame ML estimates. Each mean estimation method
is indicated via the symbols: (4) KalMeanA, (©) KalMeanB, (�) DDMean, (♦) KalMeanC.

the DDMean estimation method, to be discussed shortly). At higher SNRlocal single-frame MMSE

noisy observations become more accurate than the proposed methods, which may be expected

due to the non-stationarity of speech. That is, as the information at the current frame becomes

increasingly accurate, information from previous frames becomes increasingly irrelevant due to the

changing amplitude and phase of a given sinusoid. As previously mentioned, increasingly clear

sinusoids at higher SNRlocal in the observed Y [k,m] (see Fig. 5.2.6(b) for example, where sinusoids

at speci�c local SNR are demonstrated) are easily enhanced via the zero-mean, and SD MMSE

STSA algorithms, as will be seen in Figures 5.2.2 and 5.2.3. At low SNRs however, it is important

that the OER of a mean estimation method doesn't fall far below 0 dB, as this can contribute more

noise to the signal, for example, such noise contributed via noisy estimates of bl[m] will be seen

in Figures 5.2.4(b) and 5.2.5(b), in the case of the KalMeanA estimation method, at lower energy

harmonics. It is seen in Fig. 5.2.1 that this mean estimation algorithm operates comparatively

poorly at low SNRlocal.

It is interesting to note that the DDMean estimation method consistently obtains an average OER

of less than or equal to 0 dB, yet as will be seen in Sections 5.2.2 and 5.2.3, it o�ers good speech
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enhancement performance when employed in the algorithm of Section 4.4. It is important to note

here that the OER refers to errors in the complex sinusoid amplitude estimate, and so large OER

may be obtained with very accurate magnitude, yet inaccurate phase, or vice versa. It will be

seen in Figures 5.2.2 and 5.2.3 that this mean estimation method appears to result in improved

magnitude estimation. Hence the low OER here may indicate poor phase estimation. Regardless,

the method should not be neglected in future research of SD-speech speech enhancement, as it

provides a very computationally simple means of implementing such an algorithm and obtains the

tangible results indicated in Sections 5.2.2 and 5.2.3. With regards to the KalMeanC, KalMeanB

and KalMeanA estimation methods, in that order, they each o�er increasingly improved OER

at mid to low SNRlocal (e.g., ≤ 5 dB) at the cost of increasingly poor OER at very low SNRs,

respectively. In terms of the speech enhancement results of Section 5.2.3, the KalMeanB method

appears to provide a good compromise between these factors, according to objective speech quality

and intelligibility measures.

5.2.2 Demonstrations with speci�c signals

In terms of preservation of the STFT magnitude spectrum X[k,m], it was observed over a wide

range of enhanced �les that the SDSMMSE algorithm con�gured with the DDMean estimation

method consistently recovered more information than the reference algorithms investigated. An

example of this discrepancy is demonstrated in Fig. 5.2.2 for female speech, and Fig. 5.2.3 for male

speech, where the aforementioned proposed algorithm is compared to the closely related reference

algorithms, MMSESPU and DetMMSE via spectrograms.3 It can be seen in these �gures that at

the output of the SDSMMSE algorithm with DDMean estimation, weaker deterministic compo-

nents in speech are retained when compared to the output of both the closely related MMSESPU

algorithm and the DetMMSE algorithm. That is, paying speci�c attention to the areas circled in

Figures 5.2.2 and 5.2.3, (b), Figures 5.2.2 and 5.2.3, (e) show recovery of harmonic magnitudes

that appear to be of low local SNR and are not apparent with regard to the results of the reference

algorithms in Figures 5.2.2 and 5.2.3, (c) and (d). These additional recovered magnitudes also ap-

pear to correspond to the relative values of the true harmonic magnitudes observed in Figures 5.2.2

3The con�guration of the algorithms here is as described for the objective experiments to be seen in Section 5.2.3.
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Figure 5.2.2: Example spectrograms of the utterance �Materials ceramic modeling clay red white
or bu�� from the TIMIT database (utterance SI756 of the female speaker ELC0) corrupted by
5 dB white noise (according to [190]), bandlimited according to [171], and enhanced via a range
of speech enhancement algorithms. (a) Clean speech, (b) corrupted speech, (c) speech enhanced
via the DetMMSE algorithm, (d) enhanced via the MMSESPU algorithm, (e) enhanced via the
SDSMMSE algorithm with DDMean estimation. All required frequency estimates (f̂x,l) were

obtained using a simple ML frequency estimation algorithm [75].

and 5.2.3, (a), with little evidence of false harmonic magnitudes that do not appear to be present

in the clean speech signal.

In hypothesising why this may be, there are two obvious technical advantages the SDSMMSE
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Figure 5.2.3: Example spectrograms of the utterance �Broil or toast as usual� from the TIMIT
database (utterance SI745 of the male speaker REB0) corrupted by 5 dB white noise (according to
[190]), bandlimited according to [171], and enhanced via a range of speech enhancement algorithms.
(a) Clean speech, (b) corrupted speech, (c) speech enhanced via the DetMMSE algorithm, (d)
enhanced via the MMSESPU algorithm, (e) enhanced via the SDSMMSE algorithm with DDMean
estimation. All required frequency estimates (f̂x,l) were obtained using a simple ML frequency

estimation algorithm [75].



174

algorithm with DDMean estimation has over the MMSESPU algorithm. Firstly, with the use

of (3.2.14), information speci�c to a periodic component is tracked across changes in frequency

over several m in the proposed algorithm, whereas the MMSESPU algorithm considers each DFT

coe�cient entirely independently. Note that many of the additional components recovered by the

SDSMMSE algorithm in Figures 5.2.2 and 5.2.3 do in fact appear to be frequency modulated, and

hence their recovery may take advantage of this frequency tracking. Secondly, a lower averaging

coe�cient of the mean spectrum (β = 0.9 in (3.2.14) as was suggested in Section 3.2.1.2) compared

to that of the stochastic spectrum (α = 0.98 in (3.2.32)) means that the SD MMSE STFT algorithm

is able to more closely track likely speech components (i.e., at the frequency indices at harmonics

of the estimated fundamental frequency), while not increasing the susceptibility of the algorithm

to spurious noise peaks in other areas, as would be the case if α was decreased [95, 97].

The same utterances compared across the various proposed mean estimation algorithms studied

in this research are shown in Figures 5.2.4 and 5.2.5. It can be seen that all mean estimation

algorithms show some degree improved recovery of harmonic magnitudes when compared to the

reference algorithms in Figures 5.2.2 and 5.2.3, (c) and (d), in the areas indicated in Figures 5.2.2

and 5.2.3, (b). It is apparent that the DDMean estimation method (i.e., the result displayed

in Figures 5.2.4 and 5.2.5, (b)), results in the most accurate recovery of harmonic magnitudes,

both with regards to recovery of low local SNR harmonics, and low levels of spurious harmonic

magnitudes. While the KalMeanA estimation method shows more harmonic components, many of

these don't accurately correspond to the clean speech signal seen in Figures 5.2.4 and 5.2.5, (a),

and so correspond to additional noise at the algorithm output (e.g., compare the start of the

voiced segment at 1.5 seconds, or the centre of the voiced segment at 2 seconds in Figures 5.2.4(a)

and (c)). The presence of this noise is dependent on Λb[m], where Λb[m] = 10−6IL for the examples

presented here. This value was decided on via empirical testing, however, further research into this

algorithm may provide an optimal value for given SNRs, or perhaps an adaptive value dependent

on the observed Y [k,m]. The KalMeanB and KalMeanC algorithms show less and less recovery of

harmonic magnitude, yet remain an improvement on the MMSESPU algorithm.

To further investigate the ability of the SDSMMSE algorithm to better retain weak speech com-

ponents, another experiment was conducted with synthetic signals. Here the clean signal was

comprised of 0.250 seconds of silence followed by 0.815 seconds of a harmonic signal. The har-

monic signal included 22 sinusoids harmonically related with a fundamental frequency of 180 Hz.
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Figure 5.2.4: Comparison of enhanced signal spectra between the proposed mean estimation
algorithms, for female speech. Sub�gure (a) shows the clean speech spectrogram for reference.
The algorithms for the remaining sub�gures are (b) DDMean, (c) KalMeanA, (d) KalMeanB, (e)

KalMeanC.
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Figure 5.2.5: Comparison of enhanced signal spectra between the proposed mean estimation
algorithms, for male speech. Sub�gure (a) shows the clean speech spectrogram for reference.
The algorithms for the remaining sub�gures are (b) DDMean, (c) KalMeanA, (d) KalMeanB, (e)

KalMeanC.
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The SNR of these sinusoids (as de�ned via (5.2.2)) was varied at equal intervals on a dB scale from

22 dB at 180 Hz to -28 dB at 3.96 kHz, and each sinusoid had a constant phase o�set randomly

selected from a uniform distribution between 0 and 2π. This clean signal was corrupted by WGN,

providing the aforementioned SNRs, and then enhanced by both the MMSESPU algorithm, and

the SDSMMSE algorithm with DDMean estimation, using the same con�gurations employed so far

in this section. Both algorithms were given perfect knowledge of λc,k for all k, and the SDSMMSE

algorithm was given perfect knowledge of the fundamental frequency of the clean harmonic signal.

The results from this experiment are displayed in Fig. 5.2.6. When observing the harmonic com-

ponents at frequencies of approximately 2500 Hz in Figures 5.2.6(c) and (d) (for example the 11th

harmonic, l = 12, at 2340 Hz and an SNR of −6.57 dB) it is clear that the SDSMMSE algorithm

is more capable of retaining these components than the MMSESPU algorithm.

Fig. 5.2.7 highlights another point of di�erence between the MMSESPU and SDSMMSE algorithms

seen in the same experiment, namely their ability to respond to transient STFT components. Here,

observing the spectral amplitude of a frequency bin centered on a speci�c sinusoidal component,

the SDSMMSE algorithm is able to respond to the onset of this component in a smaller number

of frames than the MMSESPU algorithm. This observation is important as the preservation of

transient speech components is known to be important for speech intelligibility [195]. Such ex-

periments are common in the analysis of Bayesian STFT based speech enhancement algorithms

[95, 97].

5.2.3 Objective evaluation experiments

The de�nition of speech signal quality and intelligibility as subjective quantities makes it di�cult to

provide a conclusive scienti�c evaluation of any given speech enhancement method. How pleasant

a given speech signal sounds to a listener is likely to not only be dependent on the speaker,

noise conditions, and the listener, but is also likely to vary over time for any single listener.

Similar statements may be said for how much of a speech signal can be understood (i.e., speech

intelligibility). This makes it di�cult to quantify any small, incremental improvements speech

enhancement algorithms. Here an attempt to demonstrate improvements in speech signal quality

and intelligibility for the SDSMMSE algorithm, under the DDMean, KalMeanA, KalMeanB and

KalMeanC estimators, is provided in comparison to the MMSESPU, DetMMSE and LogMMSE
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Figure 5.2.6: A set of spectrograms indicating the ability of the MMSESPU, and SDSMMSE
with DDMean estimation algorithms to enhance a signal with known properties. (a) The clean
synthetic harmonic signal, (b) the clean signal in (a) corrupted by WGN to give a minimum
sinusoidal component SNR of -28 dB and a maximum of 22 dB, (c) the corrupted signal in (b)
enhanced by the MMSESPU algorithm, (d) the corrupted signal in (b) enhanced by the SDSMMSE

algorithm with DDMean estimation.
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Figure 5.2.7: Time magnitude plots of a speci�c bin of the spectrograms in Fig. 5.2.6 (i.e.,
the bin corresponding to the peak of the 8th harmonic of the clean signal). Clean signal, Noisy
signal, SDSMMSE and MMSESPU correspond to Figures 5.2.6(a), 5.2.6(b), 5.2.6(c) and 5.2.6(d),

respectively.
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reference methods, with the use of the PESQ, STOI and segmental SNR measures. The choice of

these measures is justi�ed in Section 5.1.1. These results are presented over a range of SNRs in

a range of noise conditions to better demonstrate the variety of scenarios in emergency services

communications.

Note that the variability in the speech data over the large number of utterances studied here

results in a large variance of quality/intelligibility measure results, which are likely to be much

greater than the di�erences between quality/intelligibility measures resulting from the choice of

speech enhancement algorithm. Including this variance information in result's presentation is

misleading as it represents both the variability of the data, and the variability of improvements in

quality/intelligibility measures, which may appear to suggest there is little statistical signi�cance in

the di�erence in performance between any given pair of algorithms, despite the true improvements

being much more consistent (i.e., the di�erences in performance measures are of lower variance than

the absolute performance measures). Hence all results presented here include a mean value and a

�di�erence� standard deviation, displayed as an error bar about the mean result. The di�erence

standard deviation represents the standard deviation of the di�erence between the quality measure

at the output of a given of algorithms and an algorithm �under inspection�. The algorithm under

inspection is chosen for each set of results to be what is thought to be the most promising of

the methods proposed in this research. This thereby demonstrates the variability in di�erences

between the method under investigation and the other algorithms inspected.

5.2.3.1 Algorithm con�guration

The overall algorithm con�guration is accurately described in Fig. 4.4.1 of Section 4.4, however

the exact parameters and con�guration details speci�c to the objective evaluation experiments

presented in this section are discussed here. For all algorithms, w[n] was a Hamming window,

N = 240, M = 120 and K = 480. All algorithms tested make use of the decision-directed estimate

of ξk [62], or the modi�ed decision-directed estimate, (3.2.32), of λx,k in the case of the proposed

algorithms. With regard to this estimate, α = 0.98 and a minimum value of ξmin = −25 dB

was imposed in all cases. These values were chosen for consistency across all algorithms and to

follow the recommendations in the literature. However, in informal tests it was observed that

the proposed algorithms performed better with a slightly decreased value of α ≈ 0.97. All tested
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algorithms operate under SPU considerations, where Pqk(1) = 0.65, aside from the LogMMSE

algorithm.4 This value was empirically determined to provide e�ective results for all algorithms.

The DetMMSE algorithm requires several additional parameters and was rigorously con�gured as

accurately as possible according to the suggestions in [137].

As the results here focus on improvements to the modelling of speech, the noise variance, λc,k, is

not estimated via the use of a VAD detector, as indicated in Section 4.4. Instead, estimates of λc,k

were obtained by averaging over the squared magnitude spectra in the �rst 495 ms of data (i.e., for

m < 33), where during this segment x[n] = 0. This initial noise only segment was removed from

the signal prior to objective performance evaluation. This modi�cation should remove unnecessary

complexity from the proposed and reference algorithms, hence mitigating the variability in results

attributable to the noise estimation procedure and errors therein. This focusses the results provided

on the novel contributions of this research. Note that the VAD detector was required however for

the detection of active speech segments for the estimation of Dc,k in the proposed algorithms. Here

the method of [87] was used. Employing the notation of Sohn et al.'s work, a likelihood ratio

threshold of η = 0.4 was employed.

All estimates of fx,1 required for both the SDSMMSE and the DetMMSE algorithms in the ex-

periments here were estimated on a frame-by-frame basis using ML techniques [75], with speaker

dependent frequency limits in order to minimise octave errors. The set of frequencies f̂x,l were then

obtained under the harmonic assumption f̂x,l = lf̂x,1 with L =

⌊(
max
m
fx,1[m]

)−1
⌋
. This di�ers

from the methods in [137] in that there is a harmonic restriction on the relationship of sinusoids, yet

it ensures the DetMMSE algorithm's consistency with the proposed estimator. For the majority

of objective evaluations, pitch tracks were obtained directly for the noise corrupted speech signal.

However, it should be noted that the ML pitch estimator employed is far from state-of-the-art, and

the estimates used may still contain a number of unnecessary errors. Therefore additional experi-

ments were performed with pitch tracks obtained via alternative means. These will be mentioned

explicitly as the results are introduced.

With regards to the con�guration of each of the mean estimation methods, parameters were con�g-

ured with values that empirically resulted in good performance in informal listening and objective

4In preliminary experiments, SPU developments for log-MMSE STSA algorithms, such as that developed in
[134, 196], were found to reduce residual noise, but signi�cantly degrade signal quality/intelligibility at very low
SNRs, and so are not appropriate for speech enhancement in emergency services communications.
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test experiments. The DDMean method was con�gured withWDP = 0.0625 and the �rst 11 DPSSs

were employed. The smoothing parameter was set to β = 0.9 and at the beginning of each voiced

speech segment detected via the VAD, ρ̂
{
lf̂0[m− 1], x̂m−1

}
was set to 0 for all l. The KalMeanA

method requires the matrix parameter Λb[m] which was set to 10−6IL, as mentioned in Section 5.2.2.

The state vector bm|m was initialised to the zero vector, ΘL, at the start of each detected voiced

speech segment, and Λb,m|m was initialised to 10IL. Due to its inaccuracy, it was found important

to also set the estimate in the �rst frame of each voiced speech segment to half its estimated value,

i.e., by employing the mean estimate 0.5Dc,k. The KalMeanB method was con�gured identical to

the KalMeanA algorithm, however, without the necessity for Λb,m|m. Finally, KalMeanC was con-

�gured with P = 3. The AR coe�cients, ak, were estimated from the noisy speech data using the

previous 5 phase advanced mean estimates. All previous estimates (i.e., the vector) were initialised

to 0 at the beginning of each detected voiced speech segment, and Ppost[l,m] was initialised to the

zero matrix for all l.

5.2.3.2 Data

All objective results presented here were averaged over 300 speech utterances from the TIMIT

database. Speci�cally, these utterances consisted of the �phonetically-diverse� sentences from 100

di�erent speakers (equal parts male and female) belonging to the TIMIT test set. In addition, all

results are compared across three noise types, namely WGN, factory noise and babble noise. WGN

was synthetically generated, whilst the latter two noises are samples taken from the NOISEX-92

database [197]. WGN was chosen as it closely �ts the assumptions made for the noise statistics here

(i.e., noise is modelled as zero-mean independent complex Gaussian distributed STFT coe�cients

in this section). Factory noise and babble noise represent less and less stationary noise sources and

were chosen to test a given algorithm's robustness to variable noise conditions. Babble noise is a

particularly problematic case as it may contain many spurious deterministic components. Each

speech utterance was combined with a randomly selected noise segment from each noise source at

SNRs of -5 dB, 0 dB, 5 dB, 10 dB and 15 dB, according to the recommendations in [190]. This

was then passed through a telephone bandwidth �lter according to the recommendations in [171],

to better simulate the radio communications scenario.
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5.2.3.3 Results

Throughout informal listening tests, informal objective evaluations, and the complete and compre-

hensive objective tests presented here, it was found that the SDSMMSE algorithm with KalMeanB

estimation resulted in the most signi�cant and consistent improvements over the most closely re-

lated algorithm, MMSESPU. Note that the MMSESPU algorithm was also the best performing

reference algorithm overall with regards to objective quality measures in the range of noise condi-

tions tested, and hence provides an important benchmark. Due to its superior performance, as a

�rst priority, the SDSMMSE algorithm with KalMeanB estimation is compared to the range of ref-

erence algorithms employed here in Figures 5.2.8 (a)-(c), (d)-(f) and (e)-(g) for WGN, factory and

babble noise, respectively. To ensure a practically realistic evaluation, here all f̂x,0 were obtained

directly from the noisy speech signal to be enhanced on a frame-by-frame basis via the simple ML

algorithm.

The WGN case evaluated in Figures 5.2.8 (a)-(c) is particularly interesting as it �ts very closely the

assumed distribution of noise in (2.3.3). That is, in this case there is little improvement to be made

in terms of modelling the noise STFT coe�cients statistically, and so any signi�cant improvements

in such a scenario are likely to come from improved modelling of the speech signal, as is the

proposed methodology here. This is unlike the factory and babble noise cases of Figures 5.2.8 (d)-

(f) and (e)-(g), respectively. Noting that MMSESPU represents the SDSMMSE algorithm without

any consideration of deterministic components, it is observed that under all conditions use of the

SD signal model in the MMSE STSA framework improves the objective results with regards to

PESQ, STOI and segmental SNR measures, although, in some cases this improvement is minor.

Considering PESQ as the primary indicator of objective signal quality, this measure indicates

that the most substantial performance improvement is observed at low to mid SNRs (-5 dB to

5 dB). In the important case of WGN, the averaged PESQ di�erence between the MMSESPU and

SDSMMSE algorithms is between 0.13 and 0.16 for these SNRs. A more signi�cant di�erence was

observed when considering only male speakers, which is likely attributable to the increased density

of harmonic components across frequency in the speech signal, due to the typically lower values of

fx,1. The maximum PESQ improvement with regards to the SDSMMSE algorithm, observed over

the MMSESPU algorithm, was under the 0dB WGN condition, with a PESQ di�erence of 0.33. It

should be noted here, that whilst con�guration with the KalMeanB estimation algorithm appears
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to have the most reliable and consistent improvements in audio signal quality, con�guration with

the DDMean estimation algorithm obtained improvements in PESQ of up to 0.44 with respect to

the MMSESPU algorithm [59].

It is now commonly known that most, if not all, previously proposed statistical single-channel STFT

speech enhancement algorithms do not tend to increase the intelligibility of a speech signal [8, 198].

The STOI objective intelligibility measurements have been shown to indicate this shortcoming

of such algorithms [191], and this result is again somewhat indicated in Figures 5.2.8(b), (e)

and (h), however, with the exception of the DetMMSE algorithm. That is, the other reference

algorithms tested do not indicate any signi�cant improvements in intelligibility via the the STOI

measure. Interestingly the DetMMSE algorithm shows some improvement in speech intelligibility

with regards to the STOI measure, particularly at low SNRs of -5, 0 and 5 dB under the white

noise condition. However, there are more noticeable increases in STOI measure with the proposed

SDSMMSE algorithm under these conditions. Signi�cant increases of up approximately 5% average

words correct are seen at SNRs of -5 dB and 0 dB in Fig. 5.2.8(b). On individual utterances under

the WGN condition, increases of up to 12% were observed over the MMSESPU algorithm and

of up to 15% over the noisy speech signal. While these measures are promising, it is di�cult to

determine whether individual words are intelligible with the SDSMMSE algorithm that are not

intelligible with the MMSESPU algorithm under the same conditions, as one can not listen to the

same utterance for the �rst time twice. Note that with regards to higher SNRs of 10 dB and 15 dB,

intelligibility is not typically a problem as all words can be understood. SNRs of 0 dB and 5 dB

are typically borderline cases where only a subset of the total words spoken can be understood,

dependent on the speaker, and an SNR of -5 dB is an extreme case where any intelligible spoken

word is a rarity.

Much like in the case of the PESQ and STOI measures, consistent improvements were obtained

for the SDSMMSE algorithm over the closely related MMSESPU algorithm with regards to the

segmental SNR measure. However, the improvement in performance is small relative to the im-

provement of either algorithm (i.e., SDSMMSE or MMSESPU) over the noisy speech signal alone.

The most signi�cant improvements were observed under the factory noise condition at an SNR of

10 dB, giving an average segmental SNR improvement of 0.34 dB, and improvements on individual

utterances of up to 0.93 dB. Although such measurements are poorly correlated with both speech

quality and intelligibility, it is encouraging to see these improvements as they indicate the closeness
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Figure 5.2.8: Objective measurement results comparing reference algorithms to the proposed
SDSMMSE algorithm with KalMeanB estimation in the cases of (a)-(c) WGN, (d)-(f) factory
noise, and (g)-(i) babble noise. Error bars indicate the standard deviation of di�erences between

the SDSMMSE algorithm and the reference algorithms (and unprocessed speech).
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of the processed speech to the clean speech signal on a sample-by-sample basis. That is, not only

do the novel ideas in the SDSMMSE algorithm improve perceptual quality and intelligibility, they

improve the mathematical approximation of the clean speech signal. It is interesting to see that

more signi�cant improvements in terms of segmental SNR are observed with the DetMMSE algo-

rithm. These improvements are obtained at the expense of the introduction of musical noise. That

is, additional noise energy can be removed if it is acceptable to have spurious peaks remaining

in the enhanced signal spectrum, rather than a whiter spectrum of residual noise, with energy

across all frequencies. As discussed in Section 5.2.4, this is the main (or perhaps only) perceptual

di�erence between the DetMMSE and MMSESPU algorithms as perceived by the author, with no

obvious di�erence in the resultant speech signal distortion (as opposed to noise distortion [199]).

The reader should note that it was observed in early experiments that there were no signi�cant

observable di�erences between the DetMMSE and the traditional Wiener �ltering algorithm [71]

with SPU and decision-directed variance estimation, i.e., both in terms of perceptual signal qual-

ities, or objective signal measures. Hence the results for the DetMMSE algorithm seen here may

also be seen as indicative of the performance of the traditional Wiener �ltering algorithm.

With regards to the di�erences seen across the di�erent types of noises investigated, the trend is as

might be expected. The increasingly non-stationary noises of factory and babble noise somewhat

mitigate improvements seen with the proposed algorithm over the standard MMSESPU algorithm.

This is likely attributable to more inaccurate values of both λc,k and f̂x,0. The methods employed

for these purposes here are not state-of-the-art, and further improvements may be seen with more

sophisticated (and likely, more complex) methods. An investigation into the e�ects of improved

f̂x,0 is discussed towards the end of this section. Additionally, at very low SNRs under the babble

noise condition, according to both PESQ and STOI measures it appears it may be worthwhile in

the future to investigate the proposed algorithm without SPU considerations due to the superior

performance of the MMSEAmp algorithm there. However, this investigation is outside the scope

of the present evaluation.

Note that Fig. 5.2.8 investigates the objective evaluation of the proposed SDSMMSE algorithm

with KalMeanB estimation. However, a number of other mean estimation methods are discussed

in Section 3.2.1. In Fig. 5.2.9, the di�erences in objective quality/intelligibility measures between

the SDSMMSE algorithm with alternative mean estimation methods and with the KalMeanB esti-

mation method, are shown. Speci�cally, the aforementioned DDMean, KalMeanA and KalMeanC
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Figure 5.2.9: Objective measurement results comparing the proposed SDSMMSE algorithm
with KalMeanB estimation to alternate proposed mean estimation algorithms. Only di�erences
in average objective quality measures are shown. Error bars indicate the standard deviation
of di�erences between the proposed algorithm with KalMeanB estimation to alternative mean
estimation methods. Figures (a)-(c) show results for WGN, (d)-(f) factory noise, and (g)-(i)

babble noise.

methods are compared under the same noise conditions previously seen: WGN, factory noise and

babble noise. It is evident that under all noise conditions, according to all averaged quality mea-

sures, there is no advantage in objective speech enhancement performance seen in using KalMeanC

method, and negligible advantages in using the DDMean method. However the computational sim-

plicity of the DDMean method may make it a desirable algorithm in conditions where it results

in comparable performance to the KalMeanB method. With further regards to computational

complexity, it may be noted that the current implementation of the KalMeanC method is also less

computationally demanding than those of the KalMeanB and KalMeanC methods largely due to

the fact that it does not require the matrix inversion step of (3.2.21). The KalMeanA algorithm

shows improvement at certain SNRs and under certain noise conditions (e.g., according to the

PESQ measure: babble noise at mid to low SNRs) while not at others. This is interesting as a
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constant value was used for the parameter Λb[m] of the KalMeanA method across all conditions.

Improved performance may be seen across a wider range of noise conditions if this parameter was

con�gured to be optimal in each, or perhaps con�gured to be adaptively calculated based on the

observed noisy speech data. However, this would require further inspection and is outside the

scope of the current investigation. In practice the KalMeanA algorithm often results in additional

signal artefacts during voiced speech. This is evident in Figures 5.2.4 and 5.2.5 and also in the

discussion of Section 5.2.4, and is the primary reason that the KalMeanA algorithm here is not

highlighted as the most appropriate choice for mean estimation in speech enhancement for radio

communications.

Due to the simple method of f̂x,1 calculation employed in these experiments, it is interesting to see

what improvements may be obtained if more sophisticated, and thus more accurate, estimates were

available, e.g., via the methods of [53, 65]. Here, a simple additional experiment was conducted

that is indicative of the e�ect of the accuracy of f̂x,1 on the algorithm performance. The SDSMMSE

algorithm was evaluated with each of the proposed mean estimation methods where the speech pitch

is obtained from the clean speech signal, again using simple ML methods. Additionally, in [60],

the SDSMMSE algorithm with DDMean estimation was investigated with a randomly generated

pitch track where each frequency sample was uniformly distributed between 70 Hz and 350 Hz.

This demonstrates the robustness of the SDSMMSE algorithm to highly random and inaccurate

estimates of Dx,k and these results are presented again here for the reader's convenience. The

results of this investigation into the e�ect of f̂x,1 on the algorithm's performance is shown in

Fig. 5.2.10. There results are displayed in terms of the di�erence in objective quality measures

over the SDSMMSE algorithm with KalMeanB estimation, where f̂x,1 is calculated directly from

the noisy signal.

As may be expected with the improved f̂x,1, the KalMeanB algorithm shows improvement with

respect to all objective measures under all noise conditions, and in particular, at low SNRs. The

most signi�cant improvements are seen throughout the Babble noise condition at low SNRs. This

is likely due to the number of deterministic harmonic noise components present in babble noise,

making speech pitch estimation a more di�cult problem. When compared to the respective �g-

ures in Fig. 5.2.9, it is can be seen that the SDSMMSE algorithm in combination with all mean

estimation algorithms sees improved performance when more accurate f̂x,1 values are available.

In particular the DDMean estimation algorithm appears to be the most sensitive to f̂x,1. This is
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Figure 5.2.10: Objective measurement results comparing the proposed algorithms with alternate
frequency estimates (calculated from the clean speech signal via ML methods) to the SDSMMSE
algorithm with KalMeanB estimation and noisy frequency estimates. Only di�erences in average
objective quality measures are shown. Error bars indicate the standard deviation of di�erences
between the given algorithm and the noisy frequency SDSMMSE algorithm with KalMeanB.

Figures (a)-(c) show results for WGN, (d)-(f) factory noise, and (g)-(i) babble noise.

evident as more signi�cant changes in the objective performance measures shown. As mentioned

in [60], the results for the SDSMMSE algorithm with DDMean estimation and randomised f̂x,1 is

a testament to how e�ective the consideration of SPU is in reducing the e�ect of spurious DFT

coe�cient estimates due to erroneous pitch estimation. That is, in the experiments conducted, it

was observed that given an erroneous pitch estimate, negligible degradation was observed at the

output of the algorithm. However, a reasonably accurate pitch estimate improved recovery of the

clean signal STFT. This is evident in Fig. 5.2.10 as relatively minor decreases in PESQ and STOI

measures are observed in the case of randomised f̂x,1 DDMean estimation (i.e., the DDMean(Rand)

values shown), when compared to the more signi�cant improvement of the SDSMMSE algorithm

over the MMSESPU algorithm demonstrated in Fig. 5.2.8 for these measures.
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5.2.4 Notes on perceptual quality of results

It was observed via informal listening that the SDSMMSE algorithm under all mean estimation

methods had a slightly clearer and less mu�ed quality when compared to many other algorithms.

This e�ect is the key di�erence between the SDSMMSE algorithm and the MMSESPU algorithm,

which may be thought of as the most closely related to SDSMMSE. In particular the recovered

voiced speech of the SDSMMSE algorithm sounded louder and crisper (i.e., appeared to contain

more high frequency content) when compared to the MMSESPU algorithm, where the processed

audio of the MMSESPU algorithm at low SNRs sounded less natural and reminiscent of talking

through a pillow or other low-pass environment. Such a result is consistent with the observations

made in Figures 5.2.2 and 5.2.3. This increased clarity of vowel sounds appears to make speech

processed by the SDSMMSE algorithm slightly easier to understand than that processed by the

MMSESPU algorithm, under some particularly exemplary utterances. This does not necessarily

mean the speech is more intelligible, but it appears it requires more e�ort to interpret speech

processed by the MMSESPU algorithm compared to the proposed SDSMMSE algorithm.

This improved clarity of voiced speech was not observed in the DetMMSE case, which was very

similar, in terms of the resulting speech signal quality, to the MMSESPU algorithm. If there are

any di�erences between these two algorithms in terms of the resultant speech signal, based on

the informal listening tests here, it may be conjectured that the DetMMSE algorithm appears to

emphasise lower frequency voiced speech content. The residual noise of the DetMMSE algorithm,

however, was noticeably di�erent from the MMSESPU and SDSMMSE algorithms. It had a musical

quality that was not present in the latter algorithms. This is a well known di�erence between these

two types of algorithms [97]. In the white noise case, the residual noise of the MMSESPU and

SDSMMSE algorithms was only clearly audible at an SNR of -5 dB. There it had a broadband

characteristic that might be subjectively described as slightly watery.

The aforementioned improvements in speech clarity that appear to be characteristic of the SDSMMSE

algorithm are most prominent when using KalMeanA and KalMeanB estimation, and in many

cases the DDMean estimation method also appears to achieve similar audible improvements. The

KalMeanC method investigated here typically results in less signi�cantly audible improvements.

However, the former methods of mean estimation do in many cases give rise to subtle artefacts

in the enhanced signal over voiced speech segments, that do not appear present when using the
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KalMeanC method. In light of these observations, the KalMeanC method appears to provide con-

servative mean estimates, in that they result in more subtle improvements in signal quality with

an audible decrease in what appear to be erroneous mean estimates. These artefacts are the main

distinguishing feature between the DDMean, KalMeanA and KalMeanB methods. They have a

similar perceptual quality when using the KalMeanA and KalMeanB estimation methods, but are

noticeably more audible in the case of KalMeanA estimation, which appears to be consistent with

the observations in Figures 5.2.4 and 5.2.5. In an attempt to subjectively describe the perceptual

quality of these artefacts, they could be described as glimpses of the sound of coarse sandpa-

per in use. The DDMean estimation method results in a perceptually di�erent artefact quality

which appears to have more lower frequency energy and sounds more like a slight roughness in

the speaker's voice, than the glimpses of additional residual background noise apparent in the case

with KalMeanA and KalMeanB methods. It should be noted that in all cases these artefacts are

relatively subtle sounds and do not make the enhanced speech signal unpleasant to listen to. That

is, the listener must make an e�ort to perceive these artefacts, rather than these artefacts being a

signi�cant distinguishing feature of the signal.

Perceptual di�erences were also observed between the cases where frequency estimates were ob-

tained from the clean speech signal, and where they were obtained from the noisy signal. In

all cases of the proposed algorithm con�guration, it appeared that there was slightly more pres-

ence of the aforementioned artefacts when using frequency estimates from the noisy signal. In all

cases artefacts had a similar perceptual quality regardless of the frequency estimates used. The

KalMeanA algorithm appeared to be the most sensitive to the accuracy of frequency estimates,

where throughout an utterance, several of these �glimpses� of artefact activity were noticeably

louder when the noisy frequency estimates were used, while the processed speech using other mean

estimation methods remained of a similar quality. In the case of the entirely random pitch contour

investigated with respect to the DDMean estimation method in Fig. 5.2.10, there was no observable

improvement in speech clarity. However, it is promising to see that in this case the very slight

artefacts that are characteristic of the DDMean estimation method only slightly increased, remain-

ing relatively subtle. They did not make the resultant enhanced speech particularly unpleasant to

listen to when compared to the MMSESPU reference algorithm.
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5.3 SD-noise speech enhancement performance

In this section, the SD-noise MMSE STSA algorithm introduced in Section 4.2.2 is evaluated and

here will be referred to as the SDNMMSE algorithm. Equivalently, this is an evaluation of the

algorithm described in Section 4.4 with Dx,k = 0. Note that the SPU considerations developed in

Section 4.3.3.2 do not allow for an SD noise model. While such an approach could be derived and

investigated, such results are outside the scope of this research, hence all algorithms investigated

here are done so without SPU, i.e., via the gain function of (2.3.7) applied to the NMS spectrum

of (4.2.1).

Similarly to the calculation of Dx,k, evaluated in Section 5.2.1, Dc,k may be calculated via a range

of methods proposed in this work. The evaluation here will consider a somewhat di�erent set of

mean estimation methods. Those of Sections 3.2.1.4, 3.2.1.5 and 3.2.1.6, will remain included,

which when combined with the SDNMMSE algorithm for speech enhancement, will be referred to

as SDN-KalA, SDN-KalB and SDN-KalC, respectively. Note that unlike in Section 5.2.3, the SDN-

KalC algorithm will not be implemented with an LPC post �lter, as the modelling of relatively

low order LPC spectral envelopes that is appropriate for speech is not relevant to the noise signals

investigated (i.e., they do not have consistently smooth spectral envelopes). As simple alternatives,

two additional mean estimation methods are considered. Firstly, that proposed by Thomson i.e.,

(3.2.12), will be referred to as SDN-Inst (due to the estimation from the instantaneous/current m

only), and secondly this estimate averaged across two frames with phase adjustment, i.e., (3.2.13)

with Mtot = 2, will be referred to as SDN-Av.

The noises evaluated here include chainsaw and �re engine pump noise (examples of which are

shown in Fig. 3.1.6). These noises represent problematic noises with deterministic noise components

that are present in emergency services communications. They each have a distinctly di�erent

deterministic structure. The latter contains inharmonic components that can appear and disappear

throughout an utterance, and often change frequency over time in a fairly linear fashion. An

appropriate frequency tracking algorithm for such deterministic components present in noisy speech

signals is provided in Section 6.1. The chainsaw noise however, contains harmonically related

components that may have similar spectral envelopes, fundamental frequency and rate of change in

frequency to those that are characteristic of speech, and so tracking deterministic noise components

in a speech signal corrupted by chainsaw noise is a signi�cantly more di�cult problem. While
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an algorithm for such purposes is proposed in Section 6.2, the current implementation of it is

computationally expensive to the extent that it is impractical to run over the amount of data

present in the experiments presented here. Hence the investigation of the SDNMMSE algorithm

here will only consider the enhancement of chainsaw noise where f̂c,1 is calculated from the noise

only signal c[n].

As for Dx,k in the SDSMMSE algorithm, in the case of SDNMMSE algorithm, the estimation

of Dc,k is a crucial component a�ecting the algorithm's performance. The incorporation of Dc,k

into the noise statistical model allows for improved attenuation of deterministic noise components.

However, it is important that these are estimated accurately from the combined noisy speech signal

in a way that is robust to perturbations in the STFT representation, representative of speech signal

components. A series of observations indicating the e�ectiveness of the aforementioned range of

mean estimation algorithms is provided in Section 5.3.1, with speci�c attention to their robustness

to the presence of speech. In addition, some examples of the improvements obtainable via the

consideration of a non-zero noise mean are presented via spectrograms.

Section 5.3.2 presents an evaluation of the proposed SDNMMSE algorithm under the aforemen-

tioned noise conditions over a broad range of speech data from the TIMIT database. Comparisons

are made to a series of reference algorithms using the PESQ, STOI and segmental SNR objective

measures, allowing di�erences in performance to be quanti�ed. Also, in Section 5.3.3, observa-

tions made in perceptual di�erences between the proposed and reference algorithm outputs are

summarised, allowing some indication of the subjective features that are to be expected from the

proposed algorithms, in comparison to reference algorithms.

5.3.1 Demonstrations with speci�c signals

The algorithmic description of the SDNMMSE algorithm is simple, given the mean Dc,k. As

shown in Fig. 4.2.1, it results in the subtraction of the estimated noise mean spectra from the

noisy speech signal. Algorithmically, this is a similar concept to that of the spectral subtraction

approach to speech enhancement [71] that has been researched for several decades now, although

here it is the complex mean that is subtracted from the spectra. This allows exploitation of not

only the predictable noise magnitude component, but also the predictable component of noise
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phase. The estimation of these predictable components is arbitrary and depends on the sources

of a priori information used; it is this estimation that largely determines the performance of the

SDNMMSE algorithm. In the research at hand this reduces to the accuracy of values for f̂c,l and

Dc,k. Estimation of the former parameter is considered in Chapter 6 and so for the experiments in

this section, a more ideal case is assumed where f̂c,l is calculated from the noise only signal c[n]. A

more practical evaluation involving the calculation of f̂c,l directly from the noisy speech, in the case

of �re engine pump noise, is presented in Section 5.3.2. Here the focus is on the performance of

the SDNMMSE algorithm across the range of proposed algorithms for Dc,k calculation, mentioned

in the introduction of this section (i.e., Section 5.3).

As discussed in Section 4.4, an important consideration of the SDSMMSE algorithm evaluated in

Section 5.3 is to ensure that a zero mean is estimated in purely stochastic (i.e., truly zero-mean)

segments of the speech signal. Similarly, an important consideration of the SDNMMSE algorithm

is to ensure estimates of Dc,k are zero where appropriate. In particular, the calculation of Dc,k

must not be �over-con�dent�. It is important this value represents only the predictable mean of

the noise signal and not any unpredictable perturbation arising from the observation alone. As the

observation Y [k,m] potentially contains both speech and noise energy, such perturbations may be

due to both speech and noise. Such a speech perturbation contained within Dc,k will result in its

removal from the noisy speech signal, which is highly undesirable. In other words, the calculation

of Dc,k must be robust to spurious mean components introduced via the speech signal.

In order to investigate the performance of mean estimation algorithms with regards to this robust-

ness, the NMS spectrum of (4.2.1) is presented for a noisy speech signal in Figures 5.3.1 and 5.3.2

for �re engine pump noise and chainsaw noise, respectively, over the range of available mean es-

timation methods. There evidence can be seen that all algorithms result in a signi�cant removal

of deterministic energy (seen as high energy narrowband components) from the noisy speech sig-

nals in Figures 5.3.1 and 5.3.2, (a). While the removal of deterministic components occurs across

a wide range of frequency indices, some of the more signi�cant deterministic components that

have been notably mitigated in the resulting NMS spectra are indicated explicitly in these Fig-

ures 5.3.1 and 5.3.2, (a), via arrows. The aforementioned �over-con�dence� issue is clearly present

in Figures 5.3.1 and 5.3.2, (b). There it is seen that not only are the major deterministic noise

components removed, but also much of the stochastic noise at the frequencies at which the de-

terministic components existed. In the case of the spectrogram displays, this appears as a series
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Figure 5.3.1: NMS spectrum comparison for speech corrupted by �re engine pump noise at 5 dB.
(a) Unprocessed spectrum, (b)-(f) NMS spectra with a range of mean estimation methods. (b)
SDN-Inst algorithm, (c) SDN-Av algorithm, (d) SDN-KalC algorithm, (e) SDN-KalA algorithm,
(f) SDN-KalB algorithm. Particularly strong deterministic signal components are indicated in

Sub�gure (a) via arrows.
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Figure 5.3.2: NMS spectrum comparison for speech corrupted by chainsaw noise at 5 dB.
(a) Unprocessed spectrum, (b)-(f) NMS spectra with a range of mean estimation methods. (b)
SDN-Inst algorithm, (c) SDN-Av algorithm, (d) SDN-KalC algorithm, (e) SDN-KalA algorithm,
(f) SDN-KalB algorithm. In Fig. (b) regions of particular loss of speech energy due to noise
subtraction are circled in orange. In Fig. (d) regions where deterministic noise components are
retained comparatively more than in Figures (a) and (b) are circled in yellow. Particularly strong

deterministic signal components are indicated in Sub�gure (a) via arrows.
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of thin white lines at the frequencies of the deterministic components present in Figures 5.3.1

and 5.3.2, (a). This is to be expected as in the case of the SDN-Inst algorithm, where Dc,k is

estimated from the current frame m only.

While removal of stochastic noise energy at noise only indices k and m is not often particularly

problematic in practice, as mentioned previously, it is problematic when speech energy is simulta-

neously present at approximately f̂c,l. This is best demonstrated in Fig. 5.3.2(b) where a noticeable

loss of speech energy is seen when compared to Fig. 5.3.2(a). Speech segments with particularly

prominent losses of speech energy are circled in the �gure. Similar losses in speech energy can

be observed in the algorithm of Fig. 5.3.2(c) (i.e., SDN-Av), indicating that these algorithms are

somewhat inadequate in accurately estimating Dc,k in the presence of speech. It is promising to

see, however, that this problem is much mitigated in the case of the KalMeanC algorithm shown

in Fig. 5.3.2(d), despite some increased retention of what appears to be deterministic noise energy,

circled in the �gure. As intelligibility and hence retention of speech energy is of key importance in

the application of this research, this trade-o� of retained speech and noise energy is quite accept-

able in the case of Fig. 5.3.2(d). Based on the analysis here, the SDN-KalC algorithm appears to

be a very good candidate for use in practical applications.

The SDN-KalA and SDN-KalB algorithms shown in Figures 5.3.1 and 5.3.2, (e) and (f) similarly

improve upon the retention of speech energy in the NMS spectrum when compared to the SDN-Inst

and SDN-Av methods. However, they appear to retain signi�cantly more deterministic noise energy

(most obvious at approximately 1.7 kHz and 1.3 kHz in Figures 5.3.1 and 5.3.2, respectively). This

result was observed in many unique noisy speech utterances, and resulted in audibly increased

noise at the output of the SDNMMSE algorithm. Considering this retention of deterministic noise

energy, and the increased complexity of these methods (largely due to the matrix inversion of

(3.2.21)) relative to the SDN-KalC algorithm, no bene�t was seen in investigating these methods

further with respect to the SDNMMSE algorithm.

Examples of enhanced spectra at the output of the SDNMMSE algorithm are provided in Fig-

ures 5.3.3 and 5.3.4, for �re engine pump noise and chainsaw noise, respectively. The clean speech,

noisy speech and output of the MMSEAmp algorithm are provided for reference in Figures 5.3.3
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Figure 5.3.3: Enhanced spectrum comparison for speech corrupted by �re engine pump noise
at 5 dB via the proposed and MMSEAmp algorithms. (a) Clean speech, (b) noisy unprocessed
speech, (c) speech processed via the MMSEAmp algorithm (d) via the SDN-Inst algorithm, (e)

via the SDN-Av algorithm, (f) via the SDN-KalC algorithm.
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Figure 5.3.4: Enhanced spectrum comparison for speech corrupted by chainsaw noise at 5 dB
via the proposed and MMSEAmp algorithms. (a) Clean speech, (b) noisy unprocessed speech,
(c) speech processed via the MMSEAmp algorithm (d) via the SDN-Inst algorithm, (e) via the

SDN-Av algorithm, (f) via the SDN-KalC algorithm.
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and 5.3.4, (a), (b) and (c), respectively. The improvements with regards to the MMSEAmp al-

gorithm are as may be expected. In all cases of the SDNMMSE algorithm, there is a clear im-

provement on the level of residual deterministic noise in the signal. The aforementioned problems

with the SDN-Inst and SDN-Av algorithms, in both the removal of stochastic noise energy and the

removal of speech energy, are again apparent in Figures 5.3.3 and 5.3.4, (d) and (e). Additionally,

for similar reasons as discussed with regard to Figures 5.3.1 and 5.3.2, the signals displayed in

Figures 5.3.3 and 5.3.4, (f) highlight the KalMeanC estimation method as a good candidate for

use in a practical implementation of the SDNMMSE algorithm.

5.3.2 Objective evaluation experiments

Here several con�gurations of the SDNMMSE algorithm are compared to several other common

and some closely related reference algorithms. Speci�cally comparisons are made across the SDN-

KalC, SDN-Av, SDN-Inst, MMSEAmp, LogMMSE, and WIEN algorithms, and the unmodi�ed

noisy speech, across the PESQ, STOI and segmental SNR objective measures. The experiments

here are evaluated over three noise scenarios: �re engine pump noise, with f̂c,l estimated from the

noisy speech signal via the algorithm to be described in Section 6.1; �re engine pump noise, with

f̂c,l estimated from the noise only signal, c[n], again via the methods of Section 6.1; and chainsaw

noise, with f̂c,1 estimated from c[n] via ML techniques with manual correction,5 i.e., with highly

accurate information of the chainsaw fundamental frequency.

5.3.2.1 Algorithm con�guration

As for the SDSMMSE evaluation of Section 5.2.3, here all algorithms were con�gured with a

Hamming window for w[n], N = 240, M = 120 and K = 480. All algorithms tested made use of

the decision-directed estimate of ξk [62], with α = 0.98, and a minimum value of ξmin = −25 dB

was imposed in all cases. Estimates of λc,k were obtained by averaging over the squared magnitude

spectra in the �rst 495 ms of data (i.e., form < 33), where during this segment x[n] = 0. This initial

noise only segment was removed from the signal prior to objective performance evaluation. In the

case of the SDNMMSE algorithms which explicitly consider deterministic components of c[n], the

5Speci�cally, automatic ML estimation was used with correction according to a spectrogram visual aid. Similar
to the method proposed in [200]
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estimated magnitude squared NMS spectrum,
∣∣∣V̂ [k,m]

∣∣∣
2

, introduced in (4.2.1) was averaged over

this noise only data segment to obtain λc,k, as opposed to the direct magnitude squared noise only

spectral observations, |C[k,m]|2.

All mean estimation methods were con�gured as described in Section 5.2.3.1 for the corresponding

methods used in the SDSMMSE evaluation. However, there was no reestimation of noise means

from the speech data as was described for the speech mean estimation methods in Section 4.4.

The SDN-Av and SDN-Inst algorithms were con�gured with WDP = 0.0625 and the �rst 11 DPSSs

were employed. Finally note that, due to there being no consideration of deterministic speech

components, no VAD functionality was required here.

5.3.2.2 Data

All objective results presented here were averaged over �phonetically-diverse� sentences from 100

di�erent speakers (equal parts male and female) belonging to the TIMIT database test set, pro-

viding 300 utterances in total. Fire engine pump noise samples were obtained from live recordings

of two separate �re engine pumps on two separate occasions. In total these recordings comprise 62

seconds of noise data. In this 62 seconds of noise data, approximately 20 seconds involve changing

pressure of the �re engine pump, and hence changing f̂c,l. As for the experiments involving chain-

saw noise, 150 seconds of recorded chainsaw noise was employed. The majority of this chainsaw

noise data involved the action of continuously cutting through a log of wood. However, throughout

the recordings there are periods of repeatedly accelerating the chainsaw under no load, chainsaw

idling, and what may be described as chainsaw �jitter� where the fundamental frequency in chain-

saw noise appears to rapidly oscillate. An example of this action may be seen between 5 and 7

seconds of the spectrogram in Fig. 5.3.4(b).

For both chainsaw and pump noise scenarios, each speech utterance was combined with a randomly

selected noise segment from each noise source at SNRs of -5 dB, 0 dB, 5 dB, 10 dB and 15 dB,

according to the recommendations in [190]. This was then passed through a telephone bandwidth

�lter according to the recommendations in [171], to better simulate the radio communications

scenario.
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5.3.2.3 Results

The results for all objective tests in this section are shown in Fig. 5.3.5. As in Section 5.2.3,

the error bars in this �gure indicate the standard deviation of the di�erence between the quality

measure at the output of the set of algorithms for comparison and an algorithm under inspection.

Here this algorithm under inspection is chosen as the SDN-KalC algorithm due to its capable

estimation of deterministic noise components, and robustness to the presence of speech, as discussed

in Section 5.3.1. That is, in the experiments here it appears to be the most promising algorithm for

application in a practical radio communications scenario. The objective experiments here con�rm

this. In comparing the SDN-KalC, SDN-Av and SDN-Inst algorithms, the SDN-KalC algorithm

obtains the highest mean objective scores with regards to the PESQ measure under all conditions,

with the exception of chainsaw noise at low SNR (i.e., SNR≤ 0 dB) where the SDN-Av algorithm

appears promising. This is likely due to the slightly increased retention of deterministic noise

components in the NMS spectrum, when employing the SDN-KalC algorithm, as indicated in

5.3.2(d). The trends in the STOI and segmental SNR measures at high SNRs correlate with the

ability of the mean estimation method to obtain robust estimates of Dc,k in the presence of speech

and hence result in little undesirable removal of speech energy from the signal. This was discussed

with reference to Figures 5.3.1 and 5.3.2 in Section 5.3.1.

The comparison between the MMSEAmp and SDNMMSE algorithms is particularly interesting

as the MMSEAmp algorithm corresponds to a special case of the SDNMMSE algorithm where

Dc,k = 0. Taking the PESQ measure as a primary indicator of performance, it appears the

most signi�cant improvements attributable to the novel contributions of this research (i.e., non-

zero Dc,k) occur at the mid to low SNRs of 5 dB and 0 dB, respectively. In the more practical

case of Fig. 5.3.5(a) (due to no unrealistic a priori information of fc,k obtained from c[n]), the

improvements in mean PESQ score of 0.08 and 0.06 were observed for the aforementioned SNRs,

respectively, with improvements of up to 0.80 on individual utterances. These much more signi�cant

improvements in PESQ appear to occur on utterances that have been combined with particularly

non-stationary noise segments. As would be expected, slightly more signi�cant improvements are

observed in Fig. 5.3.5(d) and much more so in Fig. 5.3.5(g). In the case of Fig. 5.3.5(g) this is

likely due to the higher number of deterministic components in the chainsaw noise signal and a
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Figure 5.3.5: Objective measurement results comparing reference algorithms to the proposed
SDNMMSE algorithm with a range of mean estimation methods. Error bars indicate the standard
deviation of di�erences between the SDN-KalC algorithm and other algorithms (and unprocessed
speech). Results for �re engine pump noise with deterministic noise frequency estimates calculated
direct from the noisy speech signal are shown in (a)-(c), and from the noise only signal in (d)-(f).
Figures (g)-(i) show results for chainsaw noise with deterministic noise frequencies estimated from

the noise only signal via ML methods with manual correction.
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continuously changing fc,1. There, large improvements of up to 0.80 in PESQ score are observed

much more frequently than in the case of Fig. 5.3.5(a).

The proposed algorithm shows little to no improvement over the noisy speech in terms of the STOI

measure, much unlike the results in Fig. 5.2.8. However, this is not surprising as the design of the

algorithm does little to obtain more speech information compared to both the noisy speech signal

and the MMSEAmp algorithm. Rather, the algorithm design focusses on the improved removal

of noise. Based on informal listening of the results, it would seem that the STOI score in the

experiments here is reliable, as the intelligibility of the enhanced signal does not appear noticeably

improved. However, clearly audible improvements are observed in terms of signal quality in all

noise scenarios, as will be discussed in Section 5.3.3.

In Fig. 5.3.5(c), this improved removal of noise energy is evident in comparing the proposed al-

gorithms to the MMSEAmp algorithm across all SNRs. Again the most signi�cant improvements

are seen at mid to low SNRs, with average improvements of 1.17 dB, 1.10 dB and 0.94 dB at

SNRs of -5 dB, 0 dB and 5 dB, respectively. At these mid to low SNRs, there were signi�cant

improvements in segmental SNR on several individual utterances of approximately 4.65 dB. Inter-

estingly, at very low SNRs the LogMMSE algorithm appears to have excellent performance with

respect to the other algorithms tested. It is often demonstrated in the literature that the Log-

MMSE algorithm has a lower amount of residual noise than the MMSEAmp algorithm. This was

again observed in the experiments here, however it showed little improved capability of attenuating

deterministic noise components. That is, while the stochastic part of the spectrum appeared to be

better suppressed with the LogMMSE algorithm, much more signi�cant deterministic components

remain when compared to the proposed algorithms. This idea is evident in Fig. 5.3.5(i) where the

chainsaw noise investigated there has a higher level of energy within its deterministic component.

In listening to the resultant data, with more prevalent deterministic components the LogMMSE

algorithm shows little to no improvement in the reduced audibility of deterministic noise compo-

nents, despite the improved attenuation of the stochastic noise component. As an additional point

of interest, the proposed SD algorithms in this research could be extended to include a log-MMSE

distortion criterion, however this is outside the scope of this dissertation.
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5.3.3 Notes on perceptual quality of results

A key point of comparison between the proposed algorithms and the alternatives investigated

in Section 5.3.2, is the comparison between the MMSEAmp and the proposed algorithms. The

MMSEAmp algorithm may be considered a special case of the proposed SDNMMSE algorithm,

or alternatively, the novel contributions in this thesis may be considered a generalisation of this

algorithm for SD noise sources. Hence this comparison analyses directly the novel proposals of this

research.

There is a clearly audible di�erence between the proposed and the MMSEAmp algorithms in all

noisy speech �les that were informally listened to. These include �les under all SNRs with both �re

engine pump noise, and chainsaw noise present (i.e., on separate utterances). As may be inferred

from Figures 5.3.3 and 5.3.4, this clearly audible di�erence consists of a reduction in the perception

of tonal components of noise. At the output of the MMSEAmp algorithm, the stochastic noise

spectrum is notably reduced, leaving a clearly audible deterministic noise spectrum that sounds

like a high pitched whining in the case of �re engine pump noise, and a wavering buzz, reminiscent

of the sound of a loud �y at constant volume, in the case of chainsaw noise.

In the case of �re engine pump noise, no consistent perceptual di�erences could be heard between

the proposed algorithms SDN-Inst, SDN-Av and SDN-KalC. All proposed algorithms audibly im-

proved upon the MMSEAmp algorithm by removing the high pitched whining that was observed,

at all SNRs. In several examples, this high pitched whining was removed to the extent that it

was completely imperceptible. Whereas in other cases, subtle remnants of this sound remained

(particularly during speech activity), yet were clearly more heavily attenuated than that observed

at the output of the MMSEAmp algorithm. The most signi�cant di�erences between the proposed

algorithms and the MMSEAmp algorithm were observed when fc,l was changing in frequency over

time. However in all cases, including those where fc,l was essentially constant over the entire utter-

ance for all l, the proposed algorithm noticeably improved the attenuation of deterministic noise

components when compared to the output of the MMSEAmp algorithm. Focussing on the quality

of the speech signal rather than the amount of residual noise, there was little di�erence between

the proposed and MMSEAmp algorithms.
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In the case of chainsaw noise, the di�erences at the output of the SDN-Inst, SDN-Av and SDN-KalC

algorithms were much clearer. Particularly in the case of the SDN-Inst algorithm at low SNRs of

0 dB and -5 dB, the removal of speech energy seen in Fig. 5.3.4(d) caused audible degradation in

the processed signal. There it could be heard as a croakiness in the speaker's voice that appeared

to compromise the intelligibility of the speech, or at least demand more e�ort from the listener

in understanding the speech. This speech degradation was more audible in some utterances than

others. For example, it was not audible in the case of the SDN-KalC algorithm, and only occasion-

ally audible in the case of the SDN-Av algorithm. In the case of the MMSEAmp algorithm, this

speech degradation was also not audible, as may be expected. However, at these low SNRs a much

increased level of residual deterministic chainsaw noise made the speech more di�cult to under-

stand in some cases, when compared to the SDN-KalC and SDN-Av algorithms. The di�erences

in residual deterministic noise between the proposed algorithms and the MMSEAmp algorithm is

much more signi�cant in the case of chainsaw noise than in the case of �re engine pump noise.

However, slightly more residual deterministic noise was audible in the proposed algorithms when

chainsaw noise is present. In some cases of utterances corrupted by chainsaw noise at low SNRs (0

dB and -5 dB), more audible glimpses of residual noise were present in the SDN-KalC algorithm

than the SDN-Av and SDN-Inst algorithms, and these glimpses appeared to follow or accompany

high energy regions of speech.

With regards to the other reference algorithms tested, it appeared that both the WIEN and the

LogMMSE algorithms had increased reduction of stochastic noise components when compared to

the MMSEAmp algorithm, at the expense of much less natural sounding speech at low SNRs

that appeared to fade in and out of existence throughout an utterance. All reference algorithms

appeared to leave similar amounts of residual deterministic noise. This resulted in rather unnatural

sounding residual noise in the case of the LogMMSE algorithm due to almost a complete lack of

audible stochastic noise spectrum. That is, the deterministic noise components often appeared

clearly audible as rather pure sounding sinusoids in the case of �re engine pump noise, or mu�ed

yet loud buzzy tones in the case of chainsaw noise. Neither of which could be readily associated

with any familiar natural sound.





Chapter 6

Frequency estimation and noise/speech

classi�cation

Estimating the frequency of a sinusoid is a well known problem in the research of signal process-

ing. With regard to the processing of speech signals, this is often posed as the estimation of a

fundamental frequency, from which the remainder of sinusoids in the signal can be inferred using

a harmonic relationship [19, 201], i.e., f̂x,l[m] = lf̂x,1[m]. Alternatively, some algorithms have

been proposed that estimate the frequency of each sinusoid individually, using the prior knowl-

edge that the sinusoids are close to being harmonically related, but not exactly [34, 53], e.g.,

f̂x,l[m] = lf̂x,1[m] + ε[l,m], where ε[l,m] is some small deviation from the harmonic relationship

and −0.5f̂x,1[m] < ε[l,m] < 0.5f̂x,1[m].

Estimating either the fundamental frequency (henceforth referred to as f1 in this introduction) or

the sinusoidal frequency (henceforth referred to as fl in this introduction) of speech signals is a

well known problem in the research of speech signal processing. Solving this estimation problem

well has a broad range of applications including speech coding [2, 19], speaker identi�cation [202],

speech synthesis [23, 84] and speech enhancement [34, 85, 203]. Additionally, similar problems often

arise in the processing of non-speech signals. There are obvious applications of f1 or fl estimation

in the processing of musical signals [105, 204], and again in speech enhancement with respect to

noise signals that contain quasi-periodic components; the algorithm of Section 4.2.2 is one example

of this.

207
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Figure 6.0.1: A comparison of the proposed algorithm of Section 4.4 with simultaneous de-
terministic noise and speech consideration to the traditional zero-mean MMSE STSA method.
The clean speech signal is provided in (a), and the noisy signal in (b), for reference. (c) shows
the output of the zero-mean MMSE STSA algorithm, and (d) shows the output of the proposed

algorithm, where areas of improved recovery of harmonic speech structure are circled.

For the case where the analysed signal contains a mixture of several f1 (potentially corrupted

by noise), the problem, known as multipitch tracking, is challenging and has attracted much

attention in the literature [65, 67, 205�207]. The development of a reliable multipitch tracking

solution is an important component of the joint SD speech/noise speech enhancement algorithm

described in Section 4.4, if it is to simultaneously suppress deterministic noise, e.g., as in the

results of Section 5.3, and improve the enhancement of deterministic speech, e.g., as in the results of

Section 5.2. An example of the improved reduction of noise, and improved recovery of deterministic

speech components can be seen in Fig. 6.0.1, where the signal at the output of the algorithm in

Section 4.4, is compared to the alternative zero-mean MMSE STSA approach [62]. There, in

the absence of a satisfactory multipitch tracking algorithm, manually corrected ML estimates
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of f1 for both noise and speech were obtained from the noise only signal and the clean speech

signal, respectively; this is similar to the demonstration in Fig. 5.3.4(e) employing the SDN-Av

algorithm. However, here Dx,k[m] is estimated, in addition to Dc,k[m], via (3.2.14), and the SPU,

Pqk(1), parameter was set to 0.45 as opposed to 0. The aforementioned improved recovery of

deterministic speech is indicated explicitly in the �gure, and the improved removal of deterministic

noise components is clear throughout the �gure, both in the presence and absence of voiced speech.

It is interesting to note that the example provided in Fig. 6.0.1 represents a particularly problematic

case for radio communications applications. As mentioned earlier in this section, f1 estimation has

application in speech coding. When there are multiple fundamental frequencies in the signal to be

coded, due to both noise and speech, and both occur over a similar frequency range and contribute

comparable energy to the signal, simple f1 estimation algorithms employed in a vocoder can become

confused between the noise and speech f1. This can cause the signal to be incorrectly coded, leading

to signi�cant degradation in signal intelligibility and quality.

An example is shown in Fig. 6.0.2, where the outputs of the DVSI AMBE+2 vocoder [19] for

the processed signals of Figures 6.0.1(c), and (d), are compared to both the uncoded signal and

the clean signal. It is clear that when notable deterministic noise components are present, the

vocoder makes a number of errors. For example, during simultaneous presence of deterministic

speech and deterministic noise, f1 is incorrectly estimated by the vocoder. This is particularly

obvious at the times indicated by green arrows in Fig. 6.0.2(c). Additionally, several voiced speech

segments appear to be misclassi�ed as unvoiced, i.e., due to the broad band energy present at the

times indicated by red arrows in Fig. 6.0.2(c). The presence of a noise reduction algorithm that

is able to correctly identify and remove deterministic noise components is a potential solution to

these problems, as seen in Fig. 6.0.2(e) where the aforementioned erroneous f1 estimation errors

and voicing errors are clearly mitigated. Upon listening to the processed signals there are clearly

audible degradations to the speech in the case of the signal in Fig. 6.0.2(c), that sound both

unnatural and compromise the listener's ability to interpret and understand the processed speech.

These degradations are not present in the case of Fig. 6.0.2(e).

The example in Fig. 6.0.2 highlights a problem that can make multipitch tracking particularly

di�cult in some scenarios; sometimes the energy due to deterministic components in a noise source

can look very similar to that due to deterministic components in speech. Several earlier multipitch
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Figure 6.0.2: Demonstration of the e�ect of the DVSI AMBE+2 vocoder on enhanced speech.
(a) Clean speech. (b) Output of the signal in Fig. 6.0.1(b) processed via a zero-mean MMSE
STSA algorithm with SPU. (c) The signal in (b) processed via the vocoder. (d) Output of the
signal in Fig. 6.0.1(b) processed via an SD MMSE STSA algorithm with SPU. (e) The signal in
(d) processed via the vocoder. In (c), red arrows indicate times with obvious vocoder voicing

errors, green arrows indicate times with vocoder fx,1 errors.
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tracking algorithms were proposed that do not attempt to identify the source of each f1, but simply

estimate the values of each of the f1 at regular time intervals [65, 205]. In the application of speech

enhancement, however, it is vital that the f1 that describes the speech signal to be enhanced

is correctly di�erentiated from that which describes the undesirable noise energy in the signal,

whether it be from a chainsaw, �re engine pump, a second speech source, etc.. For example, if the

f1 of the signal to be enhanced was mislabelled as that of noise, then in the case of the algorithm

of Section 4.2.2, this would result in the removal of speech energy from the signal and potentially

a signi�cant loss of signal quality and intelligibility. Hence �source labelling� of f1 is an important

requirement of multipitch tracking algorithms for speech enhancement applications, where each

f1 or fl estimate is correctly labelled as speech or noise. The key to solving such a problem is

identifying features that distinguish noise sources from speech, either via heuristic observations, or

training databases/probabilistic models on a long series of speech/noise data.

Wohlmayr et al. more recently proposed a pitch tracking technique that does endeavour to correctly

label each f̂1 [67] via trained Gaussian mixture models (GMMs). However, the application of speech

enhancement poses additional requirements on the multipitch tracking algorithm, and these must

be considered before selecting or developing a multipitch tracking algorithm for this purpose.

In addition to solving the problem of source labelling, a multipitch tracking algorithm designed

for speech enhancement must operate in the presence of unknown source levels (i.e., arbitrary

energy ratios/SNR between all sources), and in the presence of notable broadband energy. The

requirement for the former characteristic is obvious due to the wide range of acoustic environments

in which a user must communicate. For example, the physical distance between noise sources

and a microphone, compared to that between a speaker and a microphone, is rather arbitrary

and unknown in practice. With regard to the latter requirement, the presence of broadband

energy occurs in both speech signals and, according to the observations in Section 3.1.4, many

noise sources. Given the statistical models of (3.1.4, 3.1.7), this broadband energy results in an

uncertainty or randomness about the STFT coe�cients represented via λx,k and λc,k. In developing

a multipitch tracking algorithm in the STFT domain, it is desirable to factor such uncertainty

explicitly into the estimation of f1 or fl to ensure the algorithm is not overly sensitive to unexpected

perturbations in the signal, e.g., as was considered in [208].
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In this chapter two multipitch tracking methods are developed for the application of speech en-

hancement, with special attention to the noise sources studied in this research,1 and to the afore-

mentioned requirements of f1 estimation for speech enhancement applications. In Section 6.1 an

HMM pitch tracking algorithm for �re engine pump noise is discussed in the STFT framework.

This algorithm was important in obtaining the experimental results of Figures 5.3.5(a), (b) and (c)

that demonstrate the performance of the SDNMMSE algorithm introduced in Section 4.2.2, with-

out any impractical assumptions of a priori fc,l knowledge. It operates primarily on the slowly

changing nature of fc,l across time compared to fx,l. This principle of operation somewhat limits

the extension of the proposed algorithm to more general noise sources.

In Section 6.2, an algorithm similar to that in [67] is developed, however, from the perspective of

the SD signal model of (3.1.4). Unlike the algorithm of Section 6.1, this algorithm uses both the

features of the rate of change of fc,1 and fx,1 across time, and the harmonic envelope of deterministic

speech and noise components to di�erentiate noise from speech sources. Due to the increased

discrimination capability attributable to the use of such features, and the ability to train this

capability on arbitrary data, this algorithm has more promising potential for application in the

presence of a wider range of noise sources. Furthermore, the SD framework employed allows explicit

consideration of broadband noise, and importantly, operation under unknown source levels, unlike

the algorithm of [67]. The implementation of this algorithm is currently rather computationally

complex, although no attempt has been made to optimise it computationally, and future research

will likely mitigate this complexity. This algorithm should be seen as an important step towards

the future development of a more practical multipitch tracking algorithm for the purposes of the

combined SD-noise/speech speech enhancement system discussed in Section 4.4, where the results

indicated in Fig. 6.0.1 are a more practical reality.

6.1 HMM Tracking of sinusoids in �re engine pump noise

Due to the severity of the problem of �re engine pump noise in �re �ghter communications (dis-

cussed in Section 1.1), in this section a robust pitch tracking algorithm is developed for speech

enhancement applications in this noise scenario. This algorithm is intended to provide preliminary

1in particular, �re engine pump noise and chainsaw noise - with an outlook to expansion for other noise sources
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speech enhancement results in a practical SD-noise/speech speech enhancement algorithm. The

approach taken here is based on application speci�c design of the pitch tracking algorithm. That is,

the algorithm is designed based on the heuristic features of �re engine pump noise. This approach

allows for a relatively simple algorithm, however it is by de�nition ad-hoc, and thus limits the

generalisation of the algorithm for use in the presence of other noise sources. A more generally

applicable algorithm, at the cost of increased complexity, is discussed in Section 6.2.

In observing the characteristics of �re engine pump noise across many samples from a range of

�re engine models, several of the aforementioned heuristic features become clear. To begin with,

it was mentioned in Section 3.1.4 and seen in Figures 3.1.6(a)-(c) that there does not appear to

be any harmonic relationship between the deterministic components in pump noise. Whilst for a

given �re engine pump source, deterministic components appear to change together, increasing or

decreasing as a proportion of their current fc,l, there appears to be no relationship between fc,l,

for various l, that is consistent across the range of �re engine pump sources investigated. This

prevents the exploitation of such a relationship in a pitch tracking algorithm. Furthermore, the

deterministic components in �re engine pump noise appear to operate somewhat independently.

Speci�cally, it appears that they appear above, or disappear below, the noise �oor (present due to

the purely stochastic noise component, sc[n]), independently of one another. This, in combination

with the previous observation of inharmonicity, implies that the pitch tracking algorithm here must

be designed to track an arbitrary number of sinusoids independently, the number of which, may

increase or decrease over the duration of a noisy speech signal. Hence the algorithm here must

produce both estimates of the number of sinusoids, Lc, and their frequencies, fc,l for all l.

The introduction of this chapter indicates that a combined SD-noise/speech speech enhancement

algorithm also requires knowledge of the number of harmonics in speech, Lx, and the fundamen-

tal frequency, fx,1. Rather than simultaneously estimating these speech parameters and those of

noise, an alternative approach is proposed here. The noise parameters are �rst estimated from the

noisy speech signal using the algorithm described in this section, that is robust to the presence of

deterministic speech components. These parameters allow the calculation of the NMS spectrum

of (4.2.1), upon which the estimation of parameters Lx and fx,1 may be performed using a stan-

dard single-pitch speech pitch tracking algorithm, i.e., possible due to the removal of deterministic

noise. This does not, however, entirely remove the requirement of source-labelling discussed in
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the introduction of this chapter. That is, exploitation of the unique properties of the determin-

istic components in noise must still be thoroughly considered in order to provide discrimination

between noise and speech deterministic components and provide the aforementioned robustness to

deterministic speech.

Here it is the slowly varying nature of deterministic components in �re engine pump noise that

is considered for this purpose. It was observed in all available �re engine pump noise data that

deterministic noise components change either very gradually (as is seen in Figures 3.1.6(a)-(c)),

or change almost instantaneously. The latter case may be considered as the simultaneous disap-

pearance of a deterministic component at one frequency, and the appearance of another at another

frequency, and so is handled by the requirement for the algorithm to track a varying number of

sinusoids (i.e., which may appear and disappear), as was mentioned earlier. The former case distin-

guishes deterministic components in �re engine pump noise from those in speech very well. That

is, in speech, it is very rare for deterministic components to exist for long periods of time (e.g.,

≥45 ms) without changing signi�cantly in frequency (particularly in higher frequency ranges where
the deterministic components in �re engine pump noise typically exist, i.e., greater than 1.5 kHz).

This characteristic of the distinct rates of change of fx,l and fc,l over time may be exploited within

the HMM framework to distinguish f̂c,l from f̂x,l, as will be discussed in the development of the

algorithm here.

The resultant �re engine pump noise pitch tracking algorithm works on a similar framework to

[145]. That is, a number of frequency candidates are proposed and inference, via the use of

HMMs and the Viterbi decoding algorithm, is employed to estimate frequencies that correspond

to the actual deterministic components in the signal. Speci�cally, the algorithm here operates

in near real-time (i.e., updated for every m) on a signal's STFT representation and consists of

three components. First, candidate observations of fc,l are obtained, where a large number (i.e.,

greater than Lc) of potential frequency observations at which deterministic components may exist

are obtained. Secondly, the observations are assigned to one of several parallel HMMs (for each

l) and for each of which a ML estimate of the true frequency, f̂c,l, is obtained at the current m.

Third and �nally, based on the likelihood of each ML estimate, frequency estimates are output

(i.e., �activated�) or suppressed, and HMMs are constructed/destructed dependent on the available

observations. These three components are described in Sections 6.1.1, 6.1.2 and 6.1.3, respectively,

with an algorithm summary also provided in Section 6.1.3.
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6.1.1 Obtaining frequency candidates

The objective in this section is to develop a method for determining a number of candidate fre-

quency observations at which sinusoids are likely to exist. These can then be post-processed, as is

described in Sections 6.1.1 and 6.1.2, to re�ne the observations and remove the presence of spurious

observations, or undesirable observations, such as those due to the presence of deterministic speech

in this case. The detection of sinusoids is a well known problem in signal processing and has been

researched for many decades, e.g., [18, 75, 209].

Many of the well known earlier methods employed for such purposes in speech signal processing

involve peak-picking in the magnitude STFT signal representation [75, 104], i.e., the top L peaks of

the short-time magnitude spectrum are chosen as the frequencies at which L sinusoids are present.

This approach is well justi�ed theoretically as the ML estimate of the frequencies of L sinusoids

[75]. As L is unknown, several approaches such as the sinusoidal model for speech [104] propose

choosing all peaks in the short-time magnitude spectrum. While suitable for the application of

speech coding, this will typically result in the inclusion of many peaks that are not representative

of deterministic signal components, which is undesirable for the purposes here. Some alternative

approaches for obtaining candidate frequency observations include the root-MUSIC algorithm [210],

a number of time domain methods based on the estimated autocorrelation function [145, 211], and

that proposed in Section XIII of [18]. The latter was found to be very reliable in the presence

of broadband noise in terms of accuracy of frequency candidates, false observations and missed

observations, and forms the base of the algorithm here.

Thomson [18], proposes the use of an F-test [139] to detect sinusoidal components in multitaper

spectra. Given the short-time observation is stationary, and the purely stochastic noise STFT

spectral component, Sc[k,m], (e.g., that of (3.1.6)) varies somewhat smoothly with k, this is

a logical and theoretically justi�ed approach. Under such circumstances, the statistics of the

multitaper spectra are well known to be Gaussian [18, 123], as is required by the F-test. The F-

statistic may be used as a means to identify signi�cant di�erences in sample means from, perhaps

a theoretical mean, or the mean of another sample. In the context of the eigenspectra of [18],

the identi�cation of sinusoidal components in a signal may be posed as the identi�cation of non-

zero-mean components in the signal eigenspectra, where �eigenspectra� refer to the eigenfunction

expansion coe�cients introduced in (3.2.10, 3.2.11) of Section 3.2.1.2. In the framework of the
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F-test, the F-statistic may be described as a sort of ratio between: in the numerator, the di�erence

between data and sample means; and in the denominator, the deviation of samples from the sample

mean. Given that a number of eigenspectra at a given k, and short-time frame m constitute the

sample, and the data is hypothesised as zero-mean Gaussian distributed, then the F-statistic may

be calculated as [18],

F [k] =
(K − 1)

∣∣∣D̂(k/K)
∣∣∣
2∑

κ Uκ(0)

∑
κ

∣∣∣Yκ(k/K)− D̂(k/K)Uκ(0)
∣∣∣
2 ,

where the summations are over the number of DPSS, κtot, decided upon prior to analysis. Here,

D̂(f) and Yκ(f) are as de�ned for (3.2.12). More details on DPSS analysis are provided in Sec-

tion 3.2.1.2. The statistic, F [k], is distributed according to the F-distribution with 2 and 2κtot− 2

degrees of freedom, under the null-hypothesis that the data are zero-mean distributed. Hence, by

deciding on some con�dence interval, the F [k] statistic can be evaluated, and given a su�cient

p-value, this null hypothesis may be rejected therefore con�rming the presence of a non-zero mean

(i.e., con�rming the detection of a sinusoid), at this con�dence level.

For the application introduced in this chapter, the non-zero-mean components of interest are

localised in k, and appear as non-zero-mean �peaks� in the short time spectrum and eigenspectra.

As opposed to the more traditional hypothesis tests mentioned here, it was found in this research

to be more reliable in practice to identify peaks of signi�cance in F [k] across k. In the proposed

method here, all peaks in F [k] are tested according to the crest factor criteria introduced in [212],

Pk =
‖Fsub[k]‖∞
‖Fsub[k]‖2

. (6.1.1)

Pk may be thought of as the ratio of peak spectral magnitude to RMS spectral magnitude and

is indicative of the local �peakiness� of the signal magnitude spectrum. The vector, Fsub[k], is a

subinterval of F [k], centered at frequency bin k. That is, consisting of the elements in the interval

[dk − (Wp − 1)/2e , bk + (Wp − 1)/2c], where Wp is the peakiness criteria bandwidth in terms of a

number of DFT bins. By identifying peaks of F [k] exceeding a given Pk threshold, a number of

frequency candidates are obtained.

An example of the candidate frequency observations obtained via the algorithm described in this

section is provided in Fig. 6.1.1(b), where candidate frequency observations are indicated as black
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Figure 6.1.1: Examples of the frequency candidate observations and the output pitch observa-
tions obtained via the proposed pitch tracking algorithm. (a) Input signal of speech corrupted by
�re engine pump noise at 0 dB. (b) Frequency candidate observations obtained as described in

Section 6.1.1. (c) Output of the estimates, f̂c,l[m], obtained via the proposed algorithm.

dots. There it is clear there are many spurious peaks due to both the broadband signal component

and the speech signal. In order to obtain the more desirable set of sinusoid pitch estimates in

Fig. 6.1.1(c), an HMM is employed, as described in the following subsections. The parameters

employed in the demonstration in Fig. 6.1.1 and for use in the experiments of Section 5.3 are

Wp = 61 (corresponding to 120 Hz), Pk = 2, κtot = 15, ctbw = 3, K = 4096, and N = 240

(corresponding to 30 ms).



218

6.1.2 HMM tracking of frequency candidates

The set of frequency candidate observations obtained, demonstrated in Fig. 6.1.1(b), contains many

spurious values. Furthermore, as mentioned in the introduction of Section 6.1, spectral peaks that

exist due to the periodicity in a speech signal must be di�erentiated from those that compose the

unwanted noise signal. Upon comparing a speech signal and a �re engine pump noise signal, a

major di�erentiating feature between the deterministic components in each is that frequencies of

sinusoids in �re engine pump noise change less often and at a slower rate than those in a speech

signal. With the use of a hidden Markov model (HMM), it is possible to impose the expected time-

varying behaviour of a sinusoid's frequency upon a set of observed frequency estimates, to obtain a

most likely sequence of estimates, for example, as is considered for the speech signal in [65]. Such a

probabilistic model, allowing the true frequency of a deterministic component in �re engine pump

noise to be inferred from the frequency candidate observations described in Section 6.1.1, is shown

in Fig. 6.1.2. There the hidden variable fc,l[m] is inferred from an observation resulting from the

aforementioned frequency candidate observations, indicated via the random variable, k̂l,est[m].

Note that fc,l[m] must be tracked for multiple l, here this is performed via several simultaneous

parallel HMMs. Due to the variable number of sinusoids throughout the signal duration, HMMs

are initiated and removed dynamically as will be described in Section 6.1.3. The observation,

k̂l,est[m], for each HMM is provided as that which is closest to the previous estimate of fc,l. That

is, out of all k indices identi�ed as a frequency candidate observation at frame m, the index

closest to (K − 1)f̂c,l[m − 1] is assigned as k̂l,est[m]. Given a series of observations up to index

m, an estimate, f̂c,l[m], may be obtained via a number of algorithms. Here, the simple Viterbi

algorithm is employed [213]. Hence, discrete statistical models were used, i.e., the variables fc,l and

k̂l,est[m] were discretised into 2048 states representing frequencies from 0 Hz to 2048
4094

fs Hz in linear

increments. The observed values of k̂l,est[m] are already discretised at the output of the algorithm

candidate observations component discussed in Section 6.1.1, i.e., by setting K = 4096.

The estimate inferred based on Fig. 6.1.2 is dependent on the observational and transitional pmfs,

Pk̂l,est[m]|fc,l[m]

(
k̂l,est[m]|fc,l[m]

)
and Pfc,l[m]|fc,l[m−1] (fc,l[m− 1]|fc,l[m]), respectively. The observa-

tion pmf may be considered to be characterised by the procedure described in Section 6.1.1, and

the transitional pmf encodes the time-varying properties of fc,l. It is this transitional pmf that al-

lows the HMM tracking procedure to distinguish deterministic �re engine pump noise components
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Figure 6.1.2: Factor graph displaying the HMM structure of the pitch tracking algorithm de-
scribed in Section 6.1.

from those in speech. It literally describes the probabilities of states of fc,l at time m given a state

at time m − 1. For example, a variable that varies slowly across m would have a relatively low

transitional pmf variance, compared to that of a variable that is likely to change more signi�cantly

between successive m.

It was observed in experiments with manually corrected �oracle� knowledge of fc,l, that the long

term histogram of k̂l,est[m]/K − fc,l[m] �tted very closely to a scaled Laplacian pdf. Such an

observational pdf form was also shown to be appropriate for the observations in [65]. Hence the

following was adopted,

Pk̂l,est[m]|fc,l[m]

(
k̂l,est[m]|fc,l[m]

)
=

a√
2σk

e
−
√

2| k̂l,est[m]/K− fc,l[m]|
σk , (6.1.2)

where a is a normalisation constant to ensure
∑

k̂l,est[m] Pk̂l,est[m]|fc,l[m−1]

(
k̂l,est[m]|fc,l[m− 1]

)
= 1,

and σk is the Laplacian standard deviation in terms of a number of frequency states. The value

employed in this research is σk = 0.0011 corresponding to an interval of 0.0011fs = 8.79 Hz (i.e.,

given fs = 8 kHz). Note that due to the discretisation of fc,l, its values in (6.1.2) only assume

values of j
4096

for integer values of j, and 0 ≤ j < 2048. This discretisation imposes a limit on

the accuracy of f̂c,l of fs/4096, however this accuracy was su�cient for the purposes of the pitch

tracking algorithm here.
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Considering the very slow rate of change of fc,l characteristic of �re engine pump noise, the transi-

tional pmf of the HMM displayed in Fig. 6.1.2 was set to a very simple form with only three point

masses,

Pfc,l[m]|fc,l[m−1] (fc,l[m− 1]|fc,l[m]) = 0.5δ(fc,l[m]− fc,l[m− 1]) . . .

. . .+ 0.25δ(fc,l[m]− fc,l[m− 1] +
1

4096
) . . .

. . .+ 0.25δ(fc,l[m]− fc,l[m− 1]− 1

4096
).

In simple words, this pmf states that fc,l[m] has a 0.25 probability of each increasing or decreasing by

one state between frames, and a 0.5 probability of remaining constant. Restricting the transitional

pmf to only three possible situations greatly simpli�es the computational complexity of the Viterbi

algorithm. This also imposes a maximum rate of change of 1 state per frame, which for the values

M = 120 and fs = 8 kHz employed here, corresponds to 130 Hz s−1, which is appropriate for the

available �re engine pump noise data.

6.1.3 Construction/destruction of frequency tracks

Using the output of several parallel HMMmodels, designed as described in Section 6.1.2, and paying

speci�c attention to the likelihood of each of the resultant frequency estimates, it is possible to

identify sequences of estimates that best match the time-varying properties de�ned in the HMM's

speci�cation. The process of initialising or removing HMMs dynamically across the duration

of a speech signal corrupted by �re engine pump noise is described here. The process may be

summarised as running a number of latent HMMs that are considered �active� if the likelihood of

the resulting Viterbi estimate at the current frame exceeds a given value, i.e., active if the resultant

pmf, Pfc,l[m]|k̂l,est[m],k̂l,est[m−1]...

(
fc,l[m]|k̂l,est[m], k̂l,est[m− 1] . . .

)
, is su�ciently concentrated in any

one state. Only estimates of fc,l from active HMMs are passed through to the output of the

algorithm as f̂c,l, to be used in the speech enhancement algorithm discussed in Section 4.4.

Concerning the construction and destruction of latent HMMs, at each frame, any set of HMMs that

use the same candidate observation simultaneously (i.e., are assigned the same value of k̂l,est[m]) are

deconstructed except for that in the set which has the highest likelihood at that frame. Additionally,

any unused candidate observation provided via the techniques of Section 6.1.1 at a given frame m,
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initiates a new HMM with the pmf,

Pfc,l[m] (fc,l[m]) =
a√
2σk

e
−
√

2| k̂l,est[m]/K− fc,l[m]|
σk , (6.1.3)

where in this case k̂l,est[m] is the aforementioned unused observation. This construction/destruction

procedure results in a unique HMM that accounts for each and every observation at frame m. Any

HMM that has existed for multiple m is considered active under the condition,

max
fc,l[m]

Pfc,l[m]|k̂l,est[m],k̂l,est[m−1]...

(
fc,l[m]|k̂l,est[m], k̂l,est[m− 1] . . .

)
> 0.2

and is provided as an estimate f̂c,l.

This procedure for constructing/deconstructing and activating HMMs completes the HMM pitch

tracking algorithm for �re engine pump noise described here. A more concise algorithmic descrip-

tion of the algorithm is provided in Algorithm 3. There l indexes all active and latent HMMs. The

index, j, is used for the states of fc,l in the current frame, e.g., fc,l[j,m], and similarly i is used to

index the states of fc,l in the previous frame. Note that i and j index linearly increasing frequency

much like the argument k used throughout the remainder of this dissertation. Additionally, all

pmf arguments have been removed in order to simplify notation.

As the algorithm here has been developed for the speci�c application of speech enhancement in

the presence of �re engine pump noise, its adequacy for this research is best judged via the results

of Section 5.3. There it has been used both in the demonstrations of Figures 5.3.1 and 5.3.3 and

in obtaining the objective results in Fig. 5.3.5(a)-(c).
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for m do
Compute F [k];

Identify peaks k̂pk of F[k]; Calculate Pk̂pk ;

Select su�ciently peaky peaks: [k̂pk] = [k̂pk[Pk̂pk > 2]];

for l do

Set k̂l,est[m] = min
∣∣∣[k̂pk]− f̂c,l[m]

∣∣∣;
% Viterbi algorithm:
for j do

for i do
Calculate Pfc,l[j,m]|fc,l[i,m−1],k̂l,est[m],k̂l,est[m−1]...;

end
Pfc,l[j,m]|k̂l,est[m],k̂l,est[m−1]... = max

i
Pfc,l[j,m]|fc,l[i,m],k̂l,est[m],k̂l,est[m−1]...;

end
Normalise probability across j so that:

∑
j Pfc,l[j,m]|k̂l,est[m],k̂l,est[m−1]...=1;

% Output frequencies:
if Pfc,l[j,m]|k̂l,est[m],k̂l,est[m−1]... > 0.2 then

Set f̂c,l[m] =

(
arg max

j
Pfc,l[j,m]|k̂l,est[m],k̂l,est[m−1]...

)
;

else

f̂c,l[m] =null;
end
for each i==j do

Pfc,l[i,m]|k̂l,est[m],k̂l,est[m−1]... = Pfc,l[j,m]|k̂l,est[m],k̂l,est[m−1]...;

end

end
% Destruct/construct HMMs:
for l do

if any k̂n,est[m] == k̂l,est[m] then
if Pfc,l[i,m]|k̂l,est[m],k̂l,est[m−1]... < Pfc,n[i,m]|k̂n,est[m],k̂n,est[m−1]... then

destroy HMM l;
end

end

end

Construct HMM for each unused observation, k̂pk, according to (6.1.3);

end

Algorithm 3: The proposed HMM pitch tracking algorithm for �re engine pump noise

6.2 SD FHMM multipitch tracking in noise/speech mixtures

The pitch tracking algorithm described in Section 6.1 is speci�c to many of the heuristic features

of �re engine pump noise. In this section a more generalised approach is considered. Here it is
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proposed to use frequency domain SD signal modelling in the complex STFT framework [60], in

combination with a factorial HMM (FHMM) [214], for the multipitch tracking problem. Rather

than relying on signal speci�c features such as the slowly varying nature of fc,l[m] over time,

the algorithm here employs the harmonic assumption fl = lf1 and operates both on information

provided via trained pdfs encoding the distribution of harmonic envelopes, and pmfs encoding the

likely changes in frequency states, fc,1[m] and fx,1[m], over successive m. Such pmfs may be trained

on arbitrary records of noise and speech data, and so the approach may in theory be applied to a

wide range of harmonic noise sources where such data is available. The generality of the algorithm

is a necessary improvement over the algorithm described in Section 6.1 for application in emergency

services communications, where one of several harmonic noise sources may be present. For example,

chainsaw noise or outboard motor noise, shown in Figures 3.1.6(d) and (e), respectively, occur in

such applications, in addition to siren noise, car engine noise and perhaps music or babble in police

communications.

With regard to the choice of a FHMM framework, it has somewhat recently been identi�ed as a

natural framework for the statistical analysis involved in multipitch tracking [66, 67]. FHMMs con-

sider the states of multiple Markov processes evolving independently in time, where the available

observations are a joint result of these processes [214], as may be considered the case in multip-

itch tracking. This applicability of the FHMM framework to multipitch tracking allows for more

computationally e�cient multipitch tracking algorithms, when compared to the equivalent HMM

framework. In addition, the FHMM framework described here o�ers several advantages over other

FHMM based multipitch tracking algorithms described in the literature. Most importantly, the

resulting algorithm is found to be robust to cases where the levels of noise and speech di�er signif-

icantly from those of the training data. This is unlike recent FHMM based approaches for which

trained GMMs must be altered or retrained to cope with such changes [67]. Such an improvement

is attributable in part to the �exible SD model employed, an aspect which is novel to FHMM based

multipitch tracking. With this model, a priori information of noise and speech used to identify and

track non-stationary periodic components is based primarily on their spectral envelope, not their

absolute amplitude, hence overcoming reliance on the amplitude of noise and speech in training

data.

The SD signal model allows an explicit decomposition of the STFT into (i) deterministic com-

ponents, which are highly informative for fundamental frequency estimation, and (ii) stochastic
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components, which may be considered to be noise for the purposes here. In practice determin-

istic and stochastic parameters may be estimated with the same set of techniques discussed in

Section 3.2. While not investigated here, this allows a possible integration with the speech en-

hancement algorithm proposed in Section 4.4, where the same parameter estimates (e.g., λc,k, λx,k,

bc,m|m and bx,m|m) may be used for both speech enhancement and inference of fc,1[m] and fx,1[m] via

the multipitch tracking algorithm here. In comparison to current multipitch tracking literature,

this SD decomposition results in the use of an exact signal interaction model under the provided

assumptions, unlike other approximations used to date [66, 67].

A brief introduction to FHMM multipitch tracking, along with the details of an SD model in

the context of the FHMM multipitch tracking algorithm developed here, will be described in Sec-

tion 6.2.1. Of particular interest in this section is the dependence of the observations Y [k,m]

on the envelope of deterministic amplitudes (i.e., spectral envelopes) in both speech and noise.

The complete structure of the FHMM is developed in Section 6.2.2, where the relationships be-

tween observations, successive fc,1[m] and fx,1[m], and speech/noise spectral envelopes is described,

allowing calculation of the likelihood of various possible fc,1[m] and fx,1[m], and hence their esti-

mation. The implementation of the resulting multipitch tracking algorithm requires observations

of deterministic sinusoid amplitude and phase, estimates of the variance of stochastic spectral

components, and a binary voicing/pitched decision. These are not intrinsic within the proposed

FHMM structure here, although may be performed via a range of methods. The methods adopted

in the experimental observations here are described in Section 6.2.3 as implementation details.

Finally, in Section 6.2.4.2, insight into the capability of the proposed algorithm is provided via

particular demonstrations of the algorithm's operation, and an overall objective comparison to the

most recent development in FHMM based multipitch tracking.

6.2.1 SD modelling for FHMM multipitch tracking

Algorithms employing FHMMs have previously focussed on the statistical modelling of the STFT

magnitude signal features at a discrete set of fundamental frequency states, with the use of trained

heuristic models such as GMMs [67]. Such trained models that are speci�c to certain signal data

are important in linking each fundamental frequency estimate to its correct source. However, in the

case of [67] GMMs are trained directly on STFT magnitude data. Hence, they encode not only the
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typical relative magnitude of various Yk, but also their absolute magnitude, which becomes invalid

when source levels in a signal change (e.g., this may be viewed as a change in SNR). Therefore

caution must be taken with regards to both the data from which an estimate f̂ms,1 is inferred, and

the data on which the FHMM is trained.2

Unlike elsewhere in this dissertation, speech and noise features will be indicated in subscript via

indices s = 1 and s = 2, respectively, rather than symbols x and y. This allows the notation

to be easily expanded to signals with a greater number of sources (i.e., greater than 2). Using

this notation, the approach here is to infer estimates of fms,1 for s = 1, 2, jointly from the observed

complex noisy STFT data Y m
k . An example of the log magnitude of this data is shown in Fig. 6.2.1,

in addition to the �true� values of fm1,1 and fm2,1 which must be inferred from the data. There speech

and noise energy in the data has been coloured with red and blue hue, respectively, to indicate the

relative contributions from these two sources. Whilst the algorithm of [67] operates directly on

this data for frequency indices k corresponding to frequencies less than 1 kHz, the algorithm here

operates on the linear values of this data in addition to the accompanying phase information.

Under the assumptions of short-time stationarity, and, based on the discussion in [18, 62], the

independence of Ym
k for all k, the statistics of Ym

k are well de�ned as a complex Gaussian distribu-

tion, as discussed in Chapter 3. This statistical model, based on the aforementioned assumptions,

provides a simple statistical description of the dependence of fundamental frequencies on the ob-

servational data, that is, given the mean and variance parameters. This is unlike the distributions

suggested in the literature for log10 Y
m

k , e.g., as in [215], which must be approximated via the

use of GMMs in [67]. As the mean and variance parameters characterising Ym
k are estimated in

real-time, via the methods to be described in Section 6.2.3, they adapt to the relative source levels

in the signal, not requiring any prior knowledge of these levels, unlike in [67].

As opposed to the STFT magnitude data used in [67], a priori knowledge of the source (noise and

speech) spectral envelopes,

as,l = log10

{
r2
s,l

/ Ls∑

l=1

r2
s,l

}
, (6.2.1)

2For notational simplicity, the explicit dependency of variables on frame number m will be indicated in super-
script. Furthermore, the dependence on m will be dropped from the notation altogether where it is unnecessary.
For example, fs,0[m] = fms,0 = fs,0.



226

0.2 0.4 0.6 0.8 1
0

1

2

3

4

0.2 0.4 0.6 0.8 1
0.10

0.15

0.20

0.2 0.4 0.6 0.8 1
0.10

0.15

0.20

Fr
eq

ue
nc

y 
(k

H
z)

Time (s)

Speech 
Fundamental 

Frequncy

Noise
Fundamental 

Frequncy

Joint
Spectral

Observations

Figure 6.2.1: A comparison of the observed log magnitude spectral data, log10 Y k, to the
underlying processes fm1,1 and fm2,1 that are to be inferred from it in the solution to the multipitch

tracking problem.

for a given frame m, is assumed, because they are better described by GMMs [215] and they

are independent of the total energy of the deterministic signal components for a given source.

Ful�lling the same function as the STFT magnitude data in [67], this feature provides a source

of discrimination between speech and noise as will be demonstrated in Section 6.2.4.1. Similar to

(3.1.3), these components constitute the mean of Ym
k , e.g., for a given m,

Ds,k =

(
Ls∑

l=1

r2
s,l

) 1
2

·
Ls∑

l=1

10
as,l

2

2

(
eiφs,lWlfs,1 [k] + e−iφs,lW1−lfs,1 [k]

)
. (6.2.2)

This mean component will be denoted via the vectors ams =
{
ams,l
}Ls
l=1

and φs =
{
φms,l
}Ls
l=1

. For

the purposes of notational brevity, the harmonic structure variable set (am1 , a
m
2 ,φ

m
1 ,φ

m
2 ) will be

henceforth denoted Hm where appropriate, and the frequency pair
(
fm1,1, f

m
2,1

)
will be denoted as
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fm1 . With this notation, the pdf of the observed data is given by,3

p(Y m
k |Hm, fm1 ) =

1

πλmk
exp

{
− |Y m

k −Dm
k |2

λmk

}
,

where Dm
k = Dm

1,k +Dm
2,k and λ

m
k = λm1,k + λm2,k. Note that for a given STFT framework (i.e. given

w[n], M , N and K), the parameter Dm
s,k is entirely speci�ed by the values of fms,0, a

m
s and φms . Due

to the independence of the variables Ym
k for all m, k, under the assumed model, the joint pdf of

all observations for a given STFT frame is,

p(Y m|Hm, fm0 ) =
1

πK det (λm)
exp

{
− |Y m −Dm| inv (λm) |Y m −Dm|H

}
(6.2.3)

where Y m = {Y m
k }Kk=1, D

m = {Dm
k }Kk=1 and λ

m = diag
(
{λmk }Kk=1

)
.

In a typical FHMM pitch tracking framework, (6.2.3) may be considered the observation model

(i.e., given Hm, to be estimated from the data). It may be noted here that this observation model

was derived based upon the exact additive interaction of the complex STFT of two sources. This

is unlike previous FHMM based multipitch tracking methods that rely upon source interaction

approximations such as additive STFT magnitude models [66, 67], or the mixture maximisation

model [67, 146]. In addition, any signal noise is explicitly characterised by λm. Explicit noise

consideration is important for multipitch tracking algorithms to remain robust to di�erent envi-

ronmental noise conditions, e.g., as in [208]. In the following section it will be seen that observations

of ams combined with the transitional pmf P (fms,1|fm−1
s,1 ) (yet to be discussed) allow the algorithm

to distinguish between speech and noise sources. This distinction is based on both the spectral

envelope (due to the pdf of ams to be introduced in Section 6.2.2) and the time varying behaviour

of fms,0 (due to P (fms,1|fm−1
s,1 )) for a particular source on which these pdfs/pmfs are trained. Note

that as in Section 6.1, here fms,1 takes on a set of discrete frequency values or states, corresponding

to a range of possible fundamental frequencies, with �nite resolution.

3Throughout Section 6.2, the random variables which pdfs characterise will not be included explicitly in the pdf
subscript notation, for notational simplicity. The pdfs referred to should be clearly indicated via the arguments of
the pdf. The same goes for pmfs.
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6.2.2 FHMM structure

FHMMs consider the tracking of multiple independent Markov processes, when the available infor-

mation to do so may be considered a joint result of the combined states of all Markov processes.

With regard to the FHMM in this research, fms,1 for s = 1, 2, may be considered the hidden vari-

ables with independent a priori pmfs P (f 0
s,1), and independent transitional pmfs P (fms,1|fm−1

s,1 ), for

s = 1, 2. The observation pdf, p(Y m, Hm|fm1 ) = p (Y m |Hm, fm1 ) p (Hm|fm1 ), that completes the

description of the FHMM here includes the pdf for STFT observations, p (Y m |Hm, fm1 ) , discussed

in Section 6.2.1, and the pdf of harmonic feature observations p (Hm|fm1 ), to be discussed in this

section. This set of random variables and dependencies between them that specify the FHMM

here, is summarised in Fig. 6.2.2 as a factor graph [144].

It is proposed here to augment the direct complex STFT observations Y m, with the harmonic struc-

ture observations âms , φ̂
m
s which may be considered online estimates of ams ,φ

m
s . This is necessary

not only to evaluate (6.2.3), but these estimates are also useful features in assigning pitch tracks to

their respective sources, as will be demonstrated in Section 6.2.4.1. Given the set of observations

Y m, âms , φ̂
m
s , the complete FHMM may be described as follows. If it is denoted {ς} =

⋃O
m=1 ς

m, for

an arbitrary sequence ςm. Then the joint pdf of all observations and frequency states is,

p
(
{Y } ,

{
Ĥ
}
, {f0}

)
= p

(
{Y } ,

{
Ĥ
}
|{f0}

)
p ({f0})

= P
(
f 0

1,1

)
P
(
f 0

2,1

) O∏

m=1

p
(
Y m

∣∣∣Ĥm, fm1

)
·

p
(
Ĥm|fm1

)
P
(
fm1,1|fm−1

1,1

)
P
(
fm2,1|fm−1

2,1

)
. (6.2.4)

where Ĥm refers to the set of estimates (âm1 , â
m
2 , φ̂

m

1 , φ̂
m

2 ), which may each be considered a set of

random variables. Assuming that the harmonic structure variables composing Ĥm are independent

of each other, then p
(
Ĥm|fm1

)
is the product p

(
âm1 |fm1,1

)
p
(
âm2 |fm2,1

)
p
(
φ̂m1 |fm1,1

)
p
(
φ̂m2 |fm2,1

)
. The

multipitch tracking problem may then be solved by �nding,

{
f̂1,1, f̂2,1

}
= arg max

{f1}
p
(
{Y } ,

{
Ĥ
}
, {f1}

)
. (6.2.5)
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For an equivalent HMM the exact solution may be computed using the Viterbi algorithm [213]. As

discussed in [67], there are a number of more e�cient ways of solving (6.2.5) either approximately

or exactly. The investigation here focusses on the performance of the proposed algorithm with

speci�c attention to the demands of speech enhancement applications, discussed in the introduction

to this chapter. For a practical implementation, alternatives to the Viterbi algorithm will need

to be considered in order to reduce computational complexity. However, the investigation here

does not focus on the computational complexity of the algorithm and computationally e�cient

alternatives are left for future research. To allow operation in real-time, the proposed algorithm

considers the solution at each STFT frame over current and past data only, i.e., the solution to

(6.2.5) over the sequence 0 ≤ m ≤ mcurr, where mcurr is the current frame.

For the observation model in (6.2.3) to be useful within an FHMM framework, the statistical prop-

erties characterising the variables âms , φ̂
m

s upon which the observation model is dependent, must be

speci�ed. Previously, Wohlmayr overcame this requirement by modelling the magnitude and log-

magnitude of Ym
k directly and independently for each frequency state fs,1, with the use of GMMs

[67]. These log-magnitude GMMs inherit the environmental characteristics of the training data

(acoustic environment, source levels etc.) and are not robust to changes in these. Alternatively,

Bach and Jordan [66] modelled the harmonic amplitudes rms =
{
rms,l
}Ls
l=1

as a smooth Gaussian pro-

cess on the line [0, K/2]. However in the application of speech enhancement, the assumed smooth

set of harmonic amplitudes that is characteristic of speech may not accurately represent acoustic

noise sources such as chainsaws or outboard boat engines [58].

To avoid these restrictions on source type and environment, the distribution of âms is modelled (as

opposed to rms ) with the use of a set of GMMs and no smooth restriction, i.e.,

p(âms |fms,1) =

Q∑

q=1

αs,qN (πs,q,Σs,q) (6.2.6)

where, N (πs,q,Σs,q) represents an Ls dimensional Gaussian distribution function with mean vector

πs,q and covariance matrix Σs,q. Note that, in the experiments of Section 6.2.4 Ls = 26. The

weights αs,q are subject to the restrictions αs,q > 0 for all q and
∑Q

q=1 αs,q = 1. In addition, here,

Σs,q is restricted to be diagonal for all q. The GMM parameters (αs,q, πs,q and Σs,q) of (6.2.6) may

be trained using the expectation maximisation method [216]. The maximum description length

criteria is used to �nd an optimal Q as speci�ed in [67]. Whilst, similarly to âms , the explicit
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Figure 6.2.2: A factor graph detailing the structure of the proposed FHMM structure. Each of
the nodes represent the pdf noted most closely to it.

characterisation of signal phase may still yield an improvement in performance for multipitch

tracking algorithms, here the phase is considered to have an uninformative prior, i.e., it is assumed

φ̂
m

s ∼ U(0, 2π), independent of âms and fms,1. Hence, here it does not contribute to the solution of

(6.2.5), although further research may �nd use for a more informative characterisation of φ̂
m

s .

The FHMM structure described here is summarised as a factor graph in Fig. 6.2.2. Note that

the phase, φms composing Dm
s is not included in Fig. 6.2.2 due the aforementioned uninformative

priors. That is, it is absent from the inference of fms,1 with the exception of the inclusion of its

estimate φ̂ms employed in (6.2.2). Therefore, rather than a random variable, this phase is better

considered a parameter of the observation pdf p(Y m|âm, fm1 ) (where âm refers to the set (âm1 , â
m
2 )),

equivalent to that of (6.2.3), where φ̂ms features as a parameter, much like λm.

6.2.3 Algorithm implementation

Note that throughout the development of the FHMM in Section 6.2.2, âms and φ̂
m

s are considered

as random variables upon which the observation Y m is dependent (via 6.2.3), with a priori pdfs
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of the form in (6.2.6). Both âms and φ̂
m

s are observed (i.e., estimated) from the noisy speech

signal, for which there are a range of methods. Many of these are proposed in this research in

Section 3.2.1. Whilst it would be interesting to compare the e�ectiveness of each of these methods

for multipitch tracking, the preliminary investigation here focuses on a method similar to that of

(3.2.13). Speci�cally, adopting the notation of (3.2.14), amplitude estimates are provided via,

r̂ms,l =
∣∣∣(1− β)ρ̂

{
lfms,1, ym

}
+ βel2πilf

m−1
s,backM · ρ̂

{
lf̂m−1
s,back, ym

}∣∣∣ , (6.2.7)

from which âms may be calculated via (6.2.1). f̂m−1
s,back represents the most likely previous fundamental

frequency given the current fms,1, i.e., that which the back-pointer points to in the standard Viterbi

algorithm. Similarly φ̂s,l may be calculated via,

φ̂ms,l = ∠
(

(1− β)ρ̂
{
lfms,1, ym

}
+ βel2πilf

m−1
s,backM · ρ̂

{
lf̂m−1
s,back, ym

})
. (6.2.8)

In the research here, the averaging term is set to β = 0.5.

In order to solve (6.2.3) and hence (6.2.5), λm must also be estimated. In speech enhancement

applications, λm1,k and λm2,k (composing λmk ) are calculated within the speech enhancement algo-

rithm, e.g., via the modi�ed decision-directed approach (3.2.32), and perhaps via the use of a

VAD, respectively. In such an application a good estimate of λmk would be available, and using

such estimates in the proposed multipitch tracking algorithm here may improve its performance.

However, the tests here are conducted in absence of any speech enhancement functionality. The

integration between the algorithm proposed here and the speech enhancement algorithm described

in Section 4.4 is left for future research.

Without investigating such integration here, λmk is calculated using an approach similar to the

modi�ed decision-directed approach of (3.2.32). As this approach involves the subtraction of the

mean spectrum, which is in turn dependent on (6.2.7, 6.2.8) and hence the joint frequency state,

f1, then λ[k] must be calculated for each joint frequency state, f1, as,

λmf1
= (1− α)

∣∣Y m −Dm
f1

∣∣2 + αλm−1
fback

where the absolute value and power of two operations are performed element-wise. The mean

spectrum vector, Dm
f1
is calculated via (6.2.7, 6.2.8, 6.2.2), given f1. Similarly to (6.2.7, 6.2.8), here
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f̂back represents the most likely previous joint frequency state given the current f
m
1 . The smoothing

parameter α was empirically con�gured to be α = 0.9 in the experiments here.

The hidden variables of the FHMM, i.e., fm1,1, f
m
2,1, were discretised into 251 states linearly spaced

between fmin = 50 Hz and fmax = 300 Hz, i.e., at intervals of 1 Hz. P (f 0
s,1) was trained via the

ground truth pitch data of the training utterances/samples by calculating the fraction of observa-

tions made in the data at each discrete pmf value. Similarly, P (fms,1|fm−1
s,1 ) was trained by calculating

the fraction of observations of fms,1 out of all observations of fm−1
s,1 . This ground truth pitch data

for training was obtained via the RAPT algorithm [145] with speaker dependent frequency limits

for speech, and via ML techniques with manual frequency correction via a spectrogram visual aid

(similar to [200]) for noise.

Note that no unvoiced (or �unpitched� in the case of noise) state for fms,1 is included. While the

model adopted here does not prohibit such a state (e.g., the model of (6.2.3) is still relevant for

stochastic signals under the condition Dm
s,k = 0 for all k), in the preliminary experiments here fm1

was estimated for all frames, and a voicing decision was made after computing each joint frequency

estimate, via empirically determined thresholding of,

υ2 =
p
(
Y m

∣∣∣Ĥm, f̂m1,1, f̂
m
2,1

)

∑fmax

fm2,1=fmin
p
(
Y m

∣∣∣Ĥm, f̂m1,1, f
m
2,1

) , (6.2.9)

and vice versa for υ1. This voicing metric may be considered similar to the conditions for HMM

�activation� described in Section 6.1.3. For voicing of source s = 2, it requires a su�ciently

concentrated likelihood of p
(
Y m

∣∣∣Ĥm, f̂m1,1, f̂
m
2,1

)
across the fm2,1 direction. That is, a su�cient level

of likelihood for f̂m2,1, given fm1,1 = f̂m1,1.

6.2.4 Experimental results

6.2.4.1 Demonstrative observations

As discussed in the introduction to this chapter, distinguishing noise from speech sources is of

key importance in speech enhancement applications, and is an important feature of multipitch

tracking algorithms employed for such purposes. In the introduction of the proposed algorithm
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Figure 6.2.3: Trained transitional pmfs, P
(
fms,1|fm−1

s,1

)
for (a) �speaker 1� from the GRID

database [217] and (b) chainsaw noise.

in Section 6.2, the sources of information for this purpose were identi�ed as the change in fms,1

over successive m, via P
(
fms,1|fm−1

s,1

)
, and the harmonic envelope estimates âms , via p

(
âms |fms,1

)
. An

example of the di�erences in P
(
fms,1|fm−1

s,1

)
for both speech and noise sources is seen in Fig. 6.2.3.

There it is seen that for the case of the speaker in Fig. 6.2.3(a), larger changes in fm1,1are more

probable than for the case of fm2,1, in Fig. 6.2.3(b). This is seen as higher probabilities of states

that deviate further from the diagonal, where fms,1 = fm−1
s,1 .

Such a visual demonstration for the ability of p
(
âms |fms,1

)
to distinguish between sources is very

di�cult due to the high dimensionality of the GMMs employed. However, a demonstration of the

usefulness of this amplitude envelope information in the resulting multipitch tracking algorithm for

source discrimination purposes is provided in Fig. 6.2.4. There the calculated observational, joint

and a priori harmonic envelope likelihoods are shown for all states fm1,1 and f
m
2,1, i.e., p(Y

m|Ĥm, fm1 ),

max
fm−1
1

p
(
Y m, Ĥm, fm1

∣∣fm−1
1

)
, and p

(
âms |fms,1

)
, respectively.4 These distributions correspond to those

calculated for the frame �(a)� indicated in Fig. 6.2.5. It is seen that the observational pdf shown

in Fig. 6.2.4(b) indicates a most likely joint frequency state of fm1,1 = 205 Hz and fm2,1 = 192 Hz.

This may be considered a ML estimate direct from p(Y m|Ĥm, fm1 ) indicated via a blue circle

in Fig. 6.2.4(b), and represents what may be referred to as a permutation error, where f̂m1,1 is

identi�ed as that which is close to fm2,1, and vice versa. The resultant estimate obtained from the

4Note that while described here as max
fm−1
1

p
(
Y m, Ĥm, fm1

∣∣fm−11

)
, the pdf values shown in Figures 6.2.4 and 6.2.6,

(a), are in fact also dependent on previous observations Y m−1, Y m−2 . . .. They represent the values calculated at
the output of the Viterbi algorithm for each joint frequency state (i.e., the ML pdf values evaluated at the current
observation and set of harmonic envelope parameters, given all previous observed values). The aforementationed
notation has been chosen for its relative simplicity.
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Figure 6.2.4: Plot of log likelihoods within the proposed FHMM for frame �(a)� of

Fig. 6.2.5. The images of �gures (a) and (b) refer to log10

[
max
fm−1
1

p
(
Y m, Ĥm, fm1

∣∣fm−1
1

)]
and

log10

[
p(Y m|Ĥm, fm1 )

]
, respectively. The additional plots in Fig. (a) refer to log10

[
p
(
âms |fms,1

)]

for the source corresponding to the frequency variable on the respective axes. ML values for the
images in Figures (a) and (b) are indicated via blue and red circles, respectively.

ML value of max
fm−1
1

p
(
Y m, Ĥm, fm1

∣∣fm−1
1

)
, over fm1 , indicated via a red circle in Figures 6.2.4(a)

and (b), however, correctly identi�es estimates close to the true values of both fm1,1 and fm2,1. In

observing the pdfs p
(
âms |fms,1

)
in Fig. 6.2.4(a), it can be seen that these support the correction of this

permutation error. The pdf p
(
âm2 |fm2,1

)
in particular, strongly discourages the alternative incorrect

(blue circle) estimate indicated in Fig. 6.2.4(b). It was observed throughout many experiments

that p
(
âm2 |fm2,1

)
was more discerning (i.e., had a more peaky structure across fm2,1) than p

(
âm1 |fm1,1

)

(across fm1,1). This may be expected due to the less variable harmonic envelope in chainsaw noise.

For example, chainsaw noise has a characteristic tone due to the mechanism that produces it,

whilst speech undergoes many deliberate changes to the production mechanism (i.e., vocal tract),

and hence spectral envelope, over short spans of time (associated with the pronunciation of various

phonemes), and hence contains a wider variety of spectral envelopes.

It should be noted that p(Y m|Ĥm, fm1 ) is not entirely independent of data from the previous frame

due to the estimation of âms and φ̂
m

s described in (6.2.7, 6.2.8). The example of the observational

pdf in Fig. 6.2.4(b) occurs under particularly di�cult circumstances, i.e., at similar values of fm1,1
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Figure 6.2.5: Spectrogram of test utterance for the demonstrations discussed in this section.
The example consists of the �sbil2a� utterance from �speaker 20� of the GRID database [217],
corrupted by chainsaw noise at 5 dB SNR according to [190]. The demonstrations in this section

refer to the frames indicated via red and blue lines, labelled �(a)� and �(b)�.
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Figure 6.2.6: Plot of log likelihoods within the proposed FHMM for frame �(b)� of

Fig. 6.2.5. The images of �gures (a) and (b) refer to log10

[
max
fm−1
1

p
(
Y m, Ĥm, fm1

∣∣fm−1
1

)]
and

log10

[
p(Y m|Ĥm, fm1 )

]
, respectively. The additional plots in Fig. (a) refer to log10

[
p
(
âms |fms,1

)]

for the source corresponding to the frequency variable on the respective axes. ML values for
images in Figures (a) and (b) are identical, indicated via blue circles.
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and fm2,1 and shortly after a frequency cross-over where the value of fm1,1 goes from greater than to

less than that of fm2,1. Under less problematic circumstances p(Y
m|Ĥm, fm1 ) alone may be su�cient

to correctly and accurately identify fm1,1, f
m
2,1. For example, as seen in Fig. 6.2.6, corresponding to

frame �(b)� indicated in Fig. 6.2.5, the ML estimate obtained from p(Y m|Hm, fm1 ) directly, concurs

with that obtained from max
fm−1
1

p
(
Y m, Ĥm, fm1

∣∣fm−1
1

)
.

6.2.4.2 Objective evaluation

The proposed algorithm's performance is compared here to the algorithm in [67]. These algo-

rithms will be referred to as SD-FHMM (proposed), and STSA-FHMM (reference). Performance

is measured in the case of speech/noise mixtures where both speech and noise have deterministic

components. Here noise is mixed with speech at SNRs of -5 dB, 0 dB and 5 dB (measured via

[190]), of which -5 dB is most representative of the signal levels in the training data. The noise

used in the experiments here was chainsaw noise recorded from outdoor use of a single chainsaw.

Chainsaw noise is known to be composed of both broadband and deterministic components [58],

which is somewhat challenging for multipitch tracking algorithms and may be considered explicitly

by the SD signal model. The fundamental frequency of a chainsaw covers much of the same range

as that of speech. However, its spectral envelope estimates âm2 , and the movement of fm2,1 across m,

is distinct from speech, as demonstrated in Section 6.2.4.1. Hence, the use of this noise provides

a good demonstration of how the signal features in the proposed algorithm (harmonic envelope,

and transitions in fms,1), and those in [67] (STFT magnitude values of bins approximately less than

1 kHz, and transitions in fms,1), may be used to label a speech or noise source.

So that the results presented are consistent with recent literature in FHMM based speech enhance-

ment, the training data, test data and ground truth pitch data were chosen as close as possible to

that in [67]. That is, the speech data consists of the same four speakers from the GRID database

[217], using 497 randomly selected training utterances for each speaker, and the same 3 test ut-

terances for each speaker. All GMMs trained for either algorithm were speaker dependent, i.e.,

sentences speci�c to the speakers in each test utterance were used to train each GMM. Ground

truth pitch tracks were obtained using the RAPT algorithm [145] for speech data. For noise data

an automated pitch tracking algorithm with manual correction was used as suggested in [65]. This

was necessary due to the poor performance of the RAPT algorithm on chainsaw noise data.
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Table 6.1: Results for the proposed and reference [67] algorithms for speech/noise mixtures at
a range of SNRs

E01 E10 E02 E20 E12 E21 Efine Eperm Egross Etot

-5 dB
SD-FHMM 0.00 0.28 0.00 0.05 5.85 25.77 2.22 0.65 1.33 36.15

GMM-FHMM 0.00 0.72 0.00 1.18 0.51 22.52 2.29 0.24 0.14 27.62

0 dB
SD-FHMM 0.00 1.04 0.00 0.24 4.30 17.29 2.53 0.65 2.42 28.47

GMM-FHMM 0.00 15.94 0.00 11.00 0.41 39.56 2.89 0.81 0.14 70.74

5 dB
SD-FHMM 0.00 2.98 0.00 0.34 3.68 16.06 3.39 0.78 2.47 29.89

GMM-FHMM 0.00 30.32 0.00 16.19 0.06 41.18 3.98 0.30 0.17 92.18

To measure the performance of each of the algorithms considered, the error metric described

in [67] is used. Similar metrics have been used throughout much multipitch tracking literature

[65, 67, 218, 219], and so it allows cross-comparison between papers. Speci�cally, each pitch track

obtained is assigned to the source which was used to train the respective GMMs and pmfs. Eij

is the percentage of time frames where i pitch points were misclassi�ed as j pitch points. Efine is

the average frequency deviation (∆f̂ms,1) of estimates from reference pitch tracks as a percentage,

in frames where ∆f̂ms,1 < 20% of the estimate f̂ms,1. Eperm is the percentage of time frames where

∆f̂ms,1 > 20% for the assigned pitch track but the estimate was within 20% of the unassigned

pitch track. Egross is the percentage of time frames that did not contribute to Eperm but for which

∆f̂ms,1 > 20%. Finally, Etot is the summation of all other error terms.

The results from the tests conducted are shown in Table 6.1. It should be noted that in these

experiments a gain is applied to the noise signal prior to mixing in order to achieve the desired

SNRs. This creates a di�erence in source levels between the training and test noise data. Whilst

both algorithms tested perform well under the -5 dB condition, it can be seen that the performance

of STSA-FHMM deteriorates completely with more signi�cant changes in the noise source level.

Speci�cally, a signi�cant amount of the noise pitch track is unidenti�ed at these higher SNRs

resulting in high rates of E10, E20 and E21, whilst the SD-FHMM algorithm shows consistent good

performance across all SNRs. The most signi�cant errors of the proposed SD-FHMM algorithm

are the voicing errors, E12 and E21, which may be improved upon with further research into a

more sophisticated voicing measure than that in (6.2.9). Fig. 6.2.7 demonstrates an example of the

performance of each of the algorithms under conditions where source levels vary signi�cantly from

that of the training data (i.e., approximately a 10 dB di�erence in the level of chainsaw noise).
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Figure 6.2.7: An example of results obtained from (a) SD-FHMM and (b) STSA-FHMM [67] in
a speech and chainsaw noise mixture of 5 dB SNR. In both �gures (×) represents a pitch estimate

for the speech signal, and (+) represents a pitch estimate for the noise signal.

The failure of STSA-FHMM to identify the noise pitch track is shown, and the aforementioned

voicing errors of the proposed SD-FHMM algorithm can be seen.



Chapter 7

Conclusions and Future Work

The overarching objective of the research presented here is to improve the performance of speech

enhancement techniques with respect to speech signal quality and/or intelligibility with a focus

on emergency services communications applications. A major in�uence of this application on the

research here is that due to the recurring noise and speech signals of interest, it is practical to con-

sider speci�c signal characteristics (referred to as a priori knowledge throughout), and design the

algorithm to deliver superior performance in the presence of such characteristics. The aforemen-

tioned objective is approached within the realm of statistical Bayesian STFT speech enhancement.

Such approaches are particularly relevant here due to their competitive performance, real-time

operation, low computational complexity, and a large potential for development as indicated by

the variety of recent literature on this topic [6, 7, 24, 25, 39, 102, 115, 125, 128, 135, 182, 189].

The a priori knowledge considered in this research is that which renders the STFT signal rep-

resentation predictable to some extent, i.e., that which renders E {Y[k,m]} 6= 0. This is much

unlike most other uses of a priori knowledge in Bayesian speech enhancement, which focus on

characterising the uncertainty of Y[k,m] (either via the shape or scale of pX[k,m] (X[k,m]), e.g.,

[24, 102, 115, 125, 128]) or apply post-hoc modi�cations that have been observed to correct errors

in signal estimation, based on those corrections that minimise errors over long records of previously

observed data [39, 42]. While a range of information sources may contribute some predictability to

the signal, the assumption of short-time stationary limits such predictable components to sinusoids

[17]. The signals of interest here, both speech and noise, are found to contain signi�cant sinusoidal
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components that exist across multiple frames, and these are the deterministic signal components

that were considered throughout this research.

Based on the study of stationary processes involving mixed signals (i.e., those containing simulta-

neous broadband and sinusoidal components), a statistical model characterising the spectral rep-

resentation of speech and noise signals, assuming short-time stationarity, is employed. This model

characterises the a priori distribution of speech and noise STFT coe�cients and forms a core

novelty in the research here with respect to Bayesian speech enhancement. The use of this novel a

priori distribution in Bayesian speech enhancement involves solving for the optimal (in this case,

in the MMSE sense) estimate of speech given the current observation, i.e., E {X[k,m]|Y [k,m]}.
This approach, which practically de�nes the methodology of Bayesian speech enhancement, results

in a number of novel speech enhancement rules (often previously referred to as gain functions in

the literature).

The developed enhancement rules require the estimation of both stochastic and deterministic a

priori distribution parameters. A consideration of the relationships between stationary sinusoids

in successive STFT frames results in a number of novel estimators for the complex magnitude of

the sinusoids composing the deterministic component of Y[k,m] considered here. In addition the

estimation of the variance of X[k,m] and the frequency of both X[k,m] and C[k,m] is considered.

The major contributions resulting from this research are listed in Section 1.5, and include a num-

ber of tested hypotheses, algorithms and their respective performance evaluations. Given the

description of these in preceding chapters, conclusions with regard to hypotheses and algorithm

performance will be drawn in Section 7.1. Additionally, the novelty of the SD model employed

in Bayesian speech enhancement here results in a number of possibilities for future research. For

example Chapter 6 includes a detailed outlook on a major challenge that should be approached

in the future development of SD Bayesian speech enhancement research - simultaneous noise and

speech frequency estimation. A more complete range of further research possibilities is described

in Section 7.2.
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7.1 Conclusions

In observing a range of noise and speech signals relevant to the application of interest in this

research, both subjectively and via common signal processing tools such as the spectrogram, it

was seen that all signals appear to contain various mixtures of broadband and sinusoidal structure.

Several methods that are aware of such mixed (SD) signals exist in speech enhancement literature.

However, a rigorous statistical treatment of such signals in Bayesian speech enhancement is absent

from the literature. Following these observations, the objective of a Bayesian speech enhancement

with explicit consideration of mixed signal statistics was pursued.

A statistical characterisation of the speech and noise signals of interest is di�cult due to their

non-stationarity. However, it was hypothesised that the statistical results from the consideration

of stationary processes in spectral estimation theory would be more applicable in statistically char-

acterising noise and speech than the current assumptions employed for zero-mean a priori distri-

butions of noise and speech in speech enhancement. Such use of the theory of stationary processes

is common in speech processing literature due to the practicality of the short-time stationarity

assumption that is employed there. Experimental con�rmation of this hypothesis is di�cult, pri-

marily due to the limited number of observations available for any given mean and variance. This

was discussed in Section 3.3, where it was concluded that, according to the available statistical

tools, there was evidence supporting the proposed statistical model over some zero-mean alterna-

tives.

The explicit consideration of an SD statistical characterisation not only allows the improved spec-

tral estimation from a single given frame that was demonstrated in [18], but because the param-

eters characterising the deterministic signal component appear to be correlated across multiple

successive frames, it was expected that by also characterising these interframe relationships, useful

improvements in the estimation of deterministic signal components would result. The considered

interframe relationships included both the relationship of sinusoidal phase observations between

STFT frames, discussed in Section 3.2.1.1, and the slowly varying residual phase (i.e., following the

subtraction of the predicted phase shift) and magnitude of sinusoidal components across successive

STFT frames. Exploiting the established interframe relationships, estimators were developed us-

ing established signal processing techniques such as the Kalman �lter and the multitaper approach

of [18]. It was found in Section 5.2.1 that when employing several of the developed estimators,



242

estimates of deterministic signal parameters that are closer to those which were obtained from a

clean speech signal were possible at low local SNRs (i.e., relative to the estimated total power in

the respective deterministic signal components). From these results alone, it may be concluded

that in certain conditions, estimates of deterministic signal parameters in speech may be improved

via not only their explicit consideration for a given STFT frame as in [18], but by exploiting some

very general relationships between frames within a given STFT framework. Furthermore, these

improvements occurred over both noisy observations and the zero-mean assumption common to

Bayesian speech enhancement, at local SNRs that are problematic to the recovery of speech in

current speech enhancement algorithms. This result provided a good degree of motivation for the

use of these proposed deterministic component estimation methods in Bayesian speech enhance-

ment. Such an approach is facilitated via the development of an SD Bayesian speech enhancement

algorithm.

A number of empirical Bayesian estimators for X[k,m], X̃[k,m] and X[k,m] were proposed in

Chapter 4. In all cases it was found that employing either the SD noise model, or SD speech

model, discussed in Chapter 3, resulted in novel estimation functions for these parameters. Due to

the additional parameters introduced by the mean spectra, Dc,k and Dx,k, a conventional analysis

of the proposed estimation functions via one or two-dimensional gain plots was not practical nor

informative. Hence, an analysis of the proposed estimators was presented as a set of key exam-

ples/discussions demonstrating important functional aspects of the proposed estimator under a

range of conditions. Perhaps the most important of these functional aspects included the complex

spectral subtraction method introduced via the SD-noise model; the weighting of estimates between

the observation Yk and the mean, Dx,k, introduced via the SD-speech model; and the attenuation

of spurious SD-speech estimates introduced via the SD-speech model under SPU.

The most signi�cant contribution of this research to the �eld of speech enhancement is summarised

in Section 4.4. There the complete frameworks of the proposed SD Bayesian speech enhancement

algorithms are described. The algorithms developed elsewhere in this dissertation, e.g., the statis-

tical parameter estimation methods of Section 3.2, the range of speech enhancement rules or gain

functions derived in Chapter 4, and the frequency estimation algorithms described in 6, may all be

employed within this framework for the application of speech enhancement. The results obtained

with respect to the proposed deterministic parameter estimation algorithms, the poor performance

of common Bayesian speech enhancement algorithms with respect to deterministic noise, and the
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competitive performance reported in the literature for both deterministic speech enhancement ap-

proaches, and purely stochastic Bayesian speech enhancement approaches, for more general noises

such as WGN, indicated promise for a SD Bayesian speech enhancement approach. A number

of improvements in performance were predicted to be possible by employing the aforementioned

algorithmic framework for speech enhancement. In most broad terms, both the improved removal

of sinusoidal noise components and the improved recovery of sinusoidal speech components were

expected.

With regards to the latter, spectrogram analysis over many speech utterances when corrupted by

WGN allowed the conclusion that the proposed SD algorithm framework resulted in improved esti-

mation of STSA when compared to other common speech enhancement algorithms that are known

to have competitive performance. This improvement was observed to be considerably dependent

on the deterministic parameter estimation algorithm employed, and the algorithm described in

Section 3.2.1.5 was highlighted to have the most signi�cant improvement in the recovery of the

STSA of deterministic components, with the least generation of spurious STSA.

Spectrogram analysis of what is described as the NMS spectrum, and of processed noisy speech,

demonstrated that improved removal of sinusoidal noise components is realistic when employing

the developments resulting from the SD-noise model in Bayesian speech enhancement, as expected.

However, in performing this analysis, a further problem was highlighted with respect to the pro-

posed Bayesian speech enhancement algorithm. That is, a removal of speech energy, under the

circumstances that the deterministic mean estimation method employed was, what was described

as �over-con�dent�. The algorithm of Section 3.2.1.6 was highlighted as particularly e�ective both

with respect to the retention of speech energy and removal of deterministic noise energy.

Whilst the proposed algorithm provides a number of interesting theoretical results, and some tangi-

ble improvements in the enhancement of speech signals, for the results to be justi�ed as immediately

practically bene�cial (i.e., without further development), it is important that the proposed algo-

rithm is demonstrated to improve signal quality and/or intelligibility in a rigorous scienti�c test.

Such a conclusive demonstration is di�cult, due to the subjectivity of these speech characteristics,

however it is common to do so with the use of a number of objective quality/intelligibility mea-

sures. This was the approach taken in this research and the resulting experiments con�rmed that
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in most cases, the proposed algorithms do improve signal quality and intelligibility as measured by

the most common and accurate objective measures.

With regard to the consideration of the SD-speech MMSE STSA algorithm, some minor exceptions

were present, particularly in the case of babble noise at low SNRs, however, little intelligible

speech is available under these circumstances with any current speech enhancement algorithm.

The most signi�cant improvements over the unmodi�ed (zero-mean) MMSE STSA algorithm were

available at mid to low SNRs of 5 dB to -5 dB, which are common conditions in emergency services

communications. A comparison between PESQ objective measures obtained from the range of

mean estimation methods proposed in this research con�rmed the mean estimation method of

Section 3.2.1.5 as most e�ective for use in the SD-speech MMSE STSA algorithm, however the

method of Section 3.2.1.4 shows promise for future research. With regard to the e�ect of fx,l

estimation on algorithm performance, improved accuracy resulted in improved speech enhancement

performance, as may be expected. However, it was promising to see that when highly inaccurate

estimates of fx,l are employed, speech signal quality and intelligibility doesn't degrade signi�cantly.

With regard to the SD-noise MMSE STSA algorithm, improvements were seen with regards to the

PESQ and STOI measure under all tested conditions, regardless of the mean estimation method.

However, both the algorithm of Section 3.2.1.6 and simple averaging of the estimates of [18] over

successive frames, appear to provide particularly good performance. The algorithm of [119] ap-

peared to provide improved segmental SNR over the proposed SD-noise MMSE STSA algorithm

under low SNR conditions (of ≤ 0 dB). However, informal listening tests con�rmed that whilst a

reduction in broadband noise components is perceived for this algorithm, no additional reduction of

deterministic noise components was perceptible. Due to the absence of broadband spectral compo-

nents the author notes that the resulting deterministic noise in the case of [119] sounded unnatural

in this case, and perhaps less pleasant. Note that the segmental SNR is not a particularly good

indicator of speech signal quality, as was concluded in [184].

While the proposed algorithms tested in Chapter 5 are practical real-time single channel speech

enhancement algorithms alone, a complete SD noise/speech algorithm of the sort described in

Section 4.4 requires some further research. The most di�cult unsolved problem in this respect is

both the simultaneous estimation of noise and speech deterministic component frequencies, and

their identi�cation as belonging to noise and speech, respectively. In Chapter 6 a practical ad-hoc
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algorithm was developed to identify and track deterministic components in �re engine pump noise,

and given the results in Section 5.3 it is seen to be e�ective for use in speech enhancement in the

�re engine pump noise scenario. However, the range of noise sources that appear to have SD char-

acteristics indicates a more general solution is desirable. Based on the SD signal model discussed

in Chapter 3, a general harmonic noise/speech frequency estimation and labelling algorithm was

proposed in Section 6.2. The major advantage of the algorithm with regards to similar recent

algorithms in the literature was identi�ed as its ability to maintain performance in a range of SNR

conditions, as would be encountered in practice. This advantage was con�rmed in a comparative

test between the performance of the proposed and a most recent and closely related reference al-

gorithm. There it was seen that the performance of the proposed algorithm remained relatively

consistent, whilst that of the reference algorithm degraded as the experimental conditions di�ered

from the conditions of the training data. This investigation may be seen as incipient to the develop-

ment of a complete practical SD noise/speech speech enhancement algorithm, as some limitations

with regard to computational complexity are not yet satis�ed. Future research into a practical

implementation of this SD noise/speech frequency tracking and labelling algorithm is discussed in

Section 7.2.3.

In light of the proposals of this research, it is important to consider the fundamental question of

how speech and noise signals (i.e., the parameters thereof) are di�erentiated from one another. The

di�erentiation of stochastic speech components from stochastic noise components has long been

considered in the development of a range of speech enhancement and noise estimation algorithms

[62, 88, 89, 97, 101, 103] and to date the underlying mechanism by which this is achieved is based

upon the assumption that stochastic speech components are stationary over shorter time periods

than those in noise signals. However, the added complexity of deterministic signal modelling raises

a similar consideration for deterministic speech and noise components. Firstly, given that deter-

ministic speech and noise components are sparse in frequency, it is likely that these components do

not greatly interfere with one another in the STFT domain, and hence these components can simply

be di�erentiated by the mechanisms of a joint noise and speech frequency tracking algorithm, such

as those proposed in Chapter 6. Secondly, the case that speech and noise components do exist at

similar frequencies only a short period of time is partially handled by the memory of previous STFT

frames inherent in the mean tracking algorithms proposed in Section 3.2.1. This is demonstrated

experimentally in Figures 5.3.1 and 5.3.2 where despite speech and noise components existing at



246

very similar frequencies over short periods of time, deterministic speech components are retained

whilst determinsitic noise components are removed. In the much less likely case that speech and

noise deterministic components exist at similar frequencies for long periods of time, the algorithms

of this research are likely to become unreliable and either retain deterministic noise components or

remove deterministic speech components. The separation of two sinusoids at the same frequency is

an ill-posed problem without assuming additional knowledge of each of the sinusoids from another

source such as signal history, or spectral contour. Such a scenario was very rarely observed in the

experimentation in this research, however if it is problematic in the application of the algorithms

proposed here, future research may consider how to employ information such as a longer signal

history, or noise and speech spectral contours, in order to solve this problem.

7.2 Future work

Throughout the research described in this dissertation, a number of mathematical results are de-

rived, algorithms proposed and experimental results obtained. As in all research, a number of

questions remain unanswered, and a wide range of alternative approaches to novel research, stem-

ming from the concepts introduced here, may be considered. These potential future developments

are of great importance as they highlight a major contribution of this research aside from the im-

mediate results presented here. That is, the introduction of a SD signal framework into Bayesian

speech enhancement research. This, in turn, may motivate the development of a wide range of

other speech enhancement algorithms or extensions to the proposed algorithms, too numerous to

develop and evaluate here. Instead, a number of possibilities are discussed in the following, �rstly

with respect to the estimation of deterministic and stochastic parameters in Section 7.2.1, secondly

with respect to the derivation of speech enhancement rules or gain functions in Section 7.2.2, and

�nally in Section 7.2.3 with respect to improvements in algorithm con�guration.

7.2.1 Statistical parameter estimation

The deterministic a priori non-zero mean in this research has been considered exclusively with

respect to sinusoidal components in noise and speech. However, as discussed in Sections 1.2.2
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and 3.1, the de�nition of a deterministic component is somewhat ambiguous and may be considered

to be any component that renders Y[k,m] predictable, given some other source of information.

Speci�cally any information source or dataset, A, that renders E {Y[k,m]|A} 6= 0 may be employed

using similar SD speech enhancement concepts to those described here. Possible information

sources may include long records of speech or noise data, resulting in a data-driven SD speech

enhancement approach, or possibly observations at external frequency bins to that being estimated,

allowing some exploitation of the correlation between Y[k,m] across k. Ideally the objective is to

�nd the information source(s) that yield(s) a prediction, P̂ , with minimum error according to some

quality measure, e.g., minimum E

{∣∣∣Y[k,m]− P̂ [k,m]
∣∣∣
2
}
. However, if the focus remains restricted

to the consideration of sinusoidal deterministic signal components, a wide range of possibilities for

future research remain.

Firstly, the assumption of short-time stationarity employed throughout this research, and common

in speech processing, has provided some useful results in terms of sinusoid magnitude estimation

and speech enhancement, however, it is also widely known to be somewhat inaccurate. Explicit

acknowledgement of the fact that the deterministic components considered in this research, i.e.,

sinusoids, can be both frequency modulated and amplitude modulated within a given frame (espe-

cially at higher frequencies) has resulted in improvements to both time frequency analysis [220, 221],

and speech signal processing [52, 55, 57]. Such an acknowledgement in the research here may re-

sult in both an improved calculation of deterministic spectral estimates D̂[k,m] based on features

such as complex magnitude, frequency, FM and AM parameters, and also a more accurate char-

acterisation of the relationship of complex magnitude between frames. For example, with regards

to the latter, this could be done by considering the �rst derivatives of amplitude and frequency

in the characterisation of interframe phase/magnitude relationships1, it might be expected that

improvements in the estimation of deterministic spectra are possible. However, the presence of sig-

ni�cant broadband components in speech and particularly noise signals, may make the estimation

of FM/AM signal parameters di�cult. For example, the results of [54] indicate that at particularly

low local SNRs the consideration of FM/AM deterministic signal components there provides little

bene�t over common estimation methods with regards to amplitude and frequency estimation.

The presence of multiple deterministic components from independent (noise and speech) sources

is likely to further complicate this estimation. However, a full investigation into the bene�t of

1That is, rather than assuming constant amplitude and frequency between frames with some uncertainty as is
done in this research.
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nonstationary sinusoidal signal modelling techniques (e.g., pertaining to FM/AM features) with

regard to the proposed deterministic estimation procedures in this research is required to con�rm

or reject their applicability in speech enhancement.

Additionally, it may be possible to improve the estimation of deterministic spectra by employing

an alternative transform and/or segmentation to that of the �xed-window STFT. In the litera-

ture a range of segmentations and transform methods have been proposed that are adaptive to

a signal's characteristics, transforms motivated by perceptual properties of the human ear are an

obvious choice for further investigation, e.g., [13, 14]. As the research in this dissertation focusses

on exploiting deterministic signal components, it would also be interesting to see what further

improvement may be gained by employing a transform/segmentation that does the same. For ex-

ample, several transform methods focus on adapting the kernel length (i.e., window length in the

case of the STFT) to match the stationarity of the signal, e.g., [68�70]. Another approach of par-

ticular interest is the use of the fan-chirp transform that adjusts the transform kernel modulation

to match the FM rate of the signal [220�222]. Taking advantage of the varying stationarity of a

noise or speech signal in such ways can be integrated into the proposed algorithm here, although it

is likely to result in increased computational complexity. There is also likely to be some di�culty

to overcome in the development of such an algorithm due to the presence of multiple (noise and

speech) sources and hence multiple degrees of stationarity present in the signal simultaneously. Re-

gardless, this development is an important step in improving the characterisation of deterministic

signal parameters, and hence the performance of SD speech enhancement techniques.

As a �nal note with regards to deterministic signal parameter estimation, the uncertainty of deter-

ministic magnitude between frames, i.e., pb[m]|b[m−1](b[m]|b[m−1]) (as discussed in Section 3.2.1.4)

was assumed to be Gaussian primarily for mathematical tractibility. However, it may be noted

that the distribution of errors between predictions from previous STFT frames and the current

STFT value is likely to be dependent on both the signal characteristics themselves (i.e., the way

in which deterministic components change in magnitude, phase and frequency over time) and the

method of prediction, whether it be the single frame phase propagation methodology employed in

Sections 3.2.1.2, 3.2.1.4 and 3.2.1.5, or the more complex AR model employed in Section 3.2.1.6.

By analysing these errors under a speci�c signal and estimator speci�cation, a more appropriate

distribution may be suggested and employed in a recursive Bayesian methodology, resulting in
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possibly either a new closed form estimator or perhaps a particle �lter if numerical methods are

required.

In addition to the aforementioned alternative approaches to deterministic component parameter

estimation, there is a wide range of development possibilities with respect to variance estimation

and characterisation, i.e., that of λx,k and λc,k. This was largely overlooked in this research in

order to maintain focus on the characterisation of deterministic signal components. However, there

are a number of alternative approaches proposed in the literature, as discussed in Section 2.2.2.2.

Adapting these to SD speech enhancement techniques, as is done for the decision-directed approach

in Section 3.2.2, may provide some interesting and useful results in terms of speech enhancement

performance.

7.2.2 Bayesian estimators for speech DFT coe�cients

There is no shortage of possibilities with respect to the development of SD Bayesian speech estima-

tors, and a number of potential future developments are obvious in this research. For example, the

separate estimation of magnitude and phase suggested with regards to (4.3.20) may be considered

in detail, or the development of speech presence uncertainty considerations under simultaneous de-

terministic speech and noise components may provide interesting results (only deterministic speech

was considered in Section 4.3.3.2). Furthermore, removing the restriction of the MMSE error cri-

terion present in this research may open a plethora of possibilities for future research, as was the

case for zero-mean based speech enhancement algorithms (discussed in Section 2.3.2.1). A number

of other alternatives that may be of notable interest in future research are discussed here.

As the speech enhancement approaches here are empirical Bayesian approaches, where the a priori

distribution is characterised by single estimated and hence somewhat inaccurate variance and mean

parameters, the true, or most appropriate a priori distribution for speech or noise here is depen-

dent on the methods employed to estimate these parameters, and the signal conditions a�ecting

the parameter estimators themselves (for example, global SNR). As discussed in Section 3.3, a

conclusive decision on the most appropriate form of a priori distribution for noise or speech is

elusive in the literature, and a di�cult problem to approach. Yet future research into alternative

distribution shapes to the Gaussian forms in this research may produce some promising results.
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For example, with regard to similar researches in purely stochastic speech enhancement methods,

some improvements have been achieved in speech enhancement performance by employing super-

Gaussian a priori pdfs for speech [24, 115]. However, by changing the estimator of λx,k to that in

[223] it has been shown that employing a Gaussian model for the a priori speech distribution can

result in superior speech enhancement performance compared to alternative super-Gaussian dis-

tributions. The Gaussian and super-Gaussian assumptions for noise and speech DFT coe�cients

are not necessarily exclusive. As discussed in [11], depending on the a priori pdf of λx,k, a truly

Gaussian distributed variable (dependent on λx,k) can appear to be super-Gaussian (i.e., Laplacian

in the demonstration provided there), if samples are collected across all values of λx,k. The most

appropriate a priori distribution shape for speech and noise DFT samples in SD Bayesian speech

enhancement here is likely to be di�erent from that in purely stochastic Bayesian speech enhance-

ment methods due to the consideration of a non-zero mean. While �nding an optimal distribution

is di�cult, some improvements may be experimentally proven useful by deriving estimators based

on alternate a priori distribution shapes, and comparing their performance across large sets of

speech and noise data. This is too epic a task for the research here, where a wide range of distri-

bution shapes may be applicable. In the future, some potential distribution shapes may be seen

to be particularly relevant for one reason or another and investigated in this way.

The conditional dependence on variance parameters is di�cult to avoid (perhaps by in turn char-

acterising the distribution of variance estimates) due to issues with �nding closed form mathemat-

ically tractable expressions. However, it is likely to be realistic to do so for the mean spectrum,

D[k,m], of noise and/or speech. That is, by characterising pD[k,m](D[k,m]) and in turn �nding

E{X[k,m]|Y[k,m],λx,k[m]} by integrating out D[k,m]. Employing this approach for an SD noise

model was brie�y discussed in Section 4.2.2, and similar approaches may be developed for the SD

speech model proposed in this research. Due to the myriad of possible research directions with

regards to Bayesian SD speech enhancement, and the established focus of the research here, these

approaches were not experimentally veri�ed in this research, however, such an investigation is an

obvious direction for future research. Additionally, the rigor of the Bayesian framework can be

taken further by investigating numerical Bayesian estimation algorithms, such as particle �ltering,

e.g., [51]. Particle �lters have not been developed or tested for the SD statistical models employed

in this research and this would provide another interesting future research direction.
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7.2.3 Algorithm con�guration

In addition to the possible development of alternative novel SD Bayesian speech enhancement

algorithms, the proposed algorithm described in Section 4.4 provides a number of possibilities for

future research. For example, a number of algorithm parameters such as N, K, M , w[n], α, β,

and others (particularly with respect to the algorithms of Section 3.2.1) were con�gured to values

which empirically provided good performance with regards to both informal subjective listening

and objective quality measures. Clearly, due to the large number of parameters that must be

considered, an exhaustive search over all possible parameter values (or even just those that are

likely to provide competitive results) for some optimal con�guration is an impractical task. Due to

the lack of guarantee of the optimality of the algorithm con�gurations tested in Chapter 5, future

research into subsets of alternative con�gurations may be of interest.

The experiments in Chapter 5 were also conducted for deterministic noise and deterministic speech

components separately, however, it is possible to consider both deterministic noise and speech

components simultaneously, as suggested by the algorithm con�guration in Fig. 4.4.1 and the

demonstration in Fig. 6.0.1(d). This simultaneous SD-noise/speech speech enhancement method

will likely require a number of further research developments. For example, as mentioned in Sec-

tion 4.4, it may be interesting to formulate the simultaneous estimation of deterministic noise and

speech parameters from the observed data, rather than the approach of �rst estimating deter-

ministic noise parameters and secondly estimating deterministic speech parameters from the NMS

spectrum, as suggested in Fig. 4.4.1.

A vital component of such a simultaneous SD-noise/speech speech enhancement method is the

simultaneous estimation of the frequencies of noise and speech components, as indicated in Chap-

ter 6. Section 6.2 proposes a promising algorithm for this purpose. However, for the developments

there to become practical in real-time speech enhancement, some research into computationally

e�cient inference algorithms, such as those investigated in [67], will likely be necessary. Given that

the computational complexity of the algorithm can be somewhat mitigated, it would be of great

interest to evaluate the performance of both frequency estimation and speech enhancement, when

the algorithm of Section 6.2 is employed for such purposes. That is, the evaluation of this algorithm

in Section 6.2.4.2 is performed in the absence of any speech enhancement functionality, however

due to the SD model employed, many of the parameters employed within this frequency estimation
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algorithm are inherently estimated within the speech enhancement algorithm of Section 4.4, e.g.,

Dx,k, Dc,k, λx,k and λc,k. Employing such estimates may improve the performance of the proposed

frequency estimation algorithm, or perhaps in turn, that of the speech enhancement algorithm.
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Derivation of the SD-speech MMSE STSA

estimator

In solving (4.3.4) it is informative to consider the form of the a posteriori pdf, ppost = p(Xk | Yk),

ppost =
pYk|Xk

(Yk | Xk)pXk
(Xk)´∞

0
Xk

´ 2π

0
pYk|Xk

(Yk | Xk)pXk
(Xk)dX̃kdXk

. (A.0.1)

The joint distribution pYk|Xk
(Yk | Xk)pXk

(Xk), denoted as pjoint, is �rst algebraically manipulated.

By making the substitution Qk = (Xk −Dk) e
i∠(∆k), where ∆k , Yk −Dx,k, this distribution may

be simpli�ed. Starting with the equations de�ned in (3.1.4) and (4.3.5),

pjoint = Υk exp

{
− |Yk −Xk|2

λc,k
− |Xk −Dx,k|2

λx,k

}

= Υk exp

{
−|Qk − |∆k||2

λc,k
− |Qk|2

λx,k

}

= Υk exp

{
−|Qk − Ωk |∆k||2

λk
− |∆k|2
λx,k + λc,k

}
(A.0.2)

where Ωk and λk are given in (4.3.11) and (4.3.10), respectively, and Υk = 1/(π2λc,kλx,k). By

substituting values for Qk and ∆k it can be found that as a function of Xk, (A.0.2) takes the form

of a complex Gaussian function with mean ζk given in (4.3.9) and scale λk. Substituting (A.0.2)
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back into (A.0.1), the expression concerned here may be simpli�ed to,

ppost =
exp

{
−|Xk−ζk|2

λk

}

´∞
0
Xk

´ 2π

0
exp

{
−|Xk−ζk|2

λk

}
dX̃kdXk

. (A.0.3)

The complex exponentials Yk and Dx,k that feature in ζk may then be combined into a single

magnitude term, Zk, and phase term, ψk,

ppost =

exp

{
−|Ake−iαk−ζk|2

λk

}

´∞
0
Xk

´ 2π

0
exp

{
−|Xk−Zke−i(Ỹk+ψk)|2

λk

}
dX̃kdXk

, (A.0.4)

where,

ψk = arctan

{
(1− Ωk)Dx,k sin D̃x,k + ΩkY k sin Ỹk

(1− Ωk)Dx,k cos D̃x,k + ΩkY k cos Ỹk

}
, (A.0.5)

and,

Zk =
(

(1− Ωk)
2D

2

x,k + Ω2
kY

2

k + 2Ωk(1− Ωk)Dx,kY k cos
(
D̃x,k − Ỹk

)) 1
2

Furthermore, by evaluating the magnitude operator in the exponent in the denominator of (A.0.4)

in terms of real and imaginary components, it may be seen that,

ppost =
exp

{
−|Xk−ζk|2

λk

}

´∞
0
Xk exp

{
−X

2
k+Z2

k

λk

} ´ 2π

0
exp

{
2XkZk cos(X̃k−Ỹk−ψk)

λk

}
dX̃kdXk

. (A.0.6)

Noting that the term within the inner integral of the denominator here is periodic in X̃k with

period 2π, and using the integral form of the modi�ed Bessel function for order n,

In(z) =
1

2π

2πˆ

0

cosαn exp (z cosα) dα, (A.0.7)

we may simplify (A.0.6) to,

ppost =

1
πλk

exp
{
−|Xk−ζk|2

λk

}

´∞
0

2Xk

λk
exp

{
−X

2
k+Z2

k

λk

}
I0

(
2XkZk
λk

)
dAk

. (A.0.8)
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Here it can now be seen that the term in the denominator is the integral of a Rice distribution

across its entire domain, therefore it is equal to 1. This concludes the proof that the a posteriori

distribution in (A.0.1) is in fact a complex Gaussian distribution with mean ζk and scale parameter

λk. The expected value of the magnitude of such a distribution (i.e., the expression in (4.3.4)) is

known to be the expected value of a Rice distribution with centrality parameter Zk and scale

parameter λk/2 [224]. This expected value has the closed form expression described in (4.3.6).
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