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Abstract

There has been a continuous effort (Li et al., 2009; Al-Kofahi and Lassoued, 2010;

Al-Kofahi et al., 2011; Ambühl et al., 2012; Meijering, 2012; Maška et al., 2014) to

provide tools for large-scale automated analysis of live cell morphology in vitro, as

this very important for studying biological development and disease. In this thesis, we

outline a set of theoretical and practical tools that we have developed for this purpose.

In chapters 1-5 we present a new cell-derived active contour (CDAC) method

for cell tracking that achieves higher tracking accuracy using knowledge about cell

movements. This knowledge consists of the way cells move by adhering to the

substrate and propelling their cell membranes in the direction normal to the edge.

This allows use of fast optimal search methods. Our method is designed for phase

contrast microscopy, which allows access to a wider variety of experimental data. It can

operate under conditions of low illumination. This is important for live-cell imaging as

high illumination can damage cells. Additionally, our method demonstrates a higher

robustness to noise than many previous methods.

We then develop a statistical framework for cell shape analysis. Due to the large

dimensionality of the space of cell shapes, we first use a neural network model to

extract a small set of relevant features. This allows efficient learning and this makes our

method distinct from previous methods (such as kernel density estimation). We then

develop a rotation-invariant framework - a property that has not been incorporated in

previous cell shape model studies and is a limitation of other models - to construct

a hierarchical Bayesian generative model to learn the distribution of cell shapes.

We show that this new property allows, for the first time, deriving features such as

elongation or cell asymmetry directly from the data without any prior assumptions.

In this work we maintain a close relationship between experiment and theory. The

problem of calculation of cell movement indices from experiment is studied and related

to theoretical models. We also use theoretical models to validate our morphology

analysis framework, showing good statistical agreement with natural cells.
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Chapter 1

Introduction and Background

Cell migration is a key biological process in the development1, growth, and cellular

maintenance of humans and other organisms. Virtually all types of tissue require

some sort of cell movement during development; a striking example is the brain, in

which many forms of cell migration take place. The cerebral cortex—the outermost

layer of the brain—is formed as neurons divide deep in the brain and then migrate

towards the surface, forming a layered pattern (Germain et al., 2010) (Figure 1.1).

Then, axons migrate through many centimetres of neural tissue to precisely locate

their targets, guided by a complex ‘map’ comprised of varying concentrations of

chemicals (Tessier-Lavigne and Goodman, 1996). The migrating axon tip forms a

‘growth cone’ which, despite not being a complete cell in its own right, shares many

visual and behavioural similarities with an independent migrating cell (Figure 1.2)

and indeed uses the same subcellular mechanisms to move. Motility underlies many

other biological mechanisms, such as the process by which white blood cells crawl

along cell walls to locate pathogens and the process of proliferation and metastasis of

cancer cells (Ridley et al., 2003).

The type of cell motility that is of interest here is cells moving independently by

actively pushing on a substrate. This type of movement is characterized by rigid or

semi-rigid adhesion to the substrate, ‘spreading out’ on the substrate, and movement

via restructuring of the cell cytoskeleton and forcefully pushing against the substrate.

1‘Development’ includes the developmental processes that occur during embryonic, fetal, and later
stages up to adulthood.
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CHAPTER 1. INTRODUCTION

Figure 1.1: Corticogenesis. Germinal cells in the ventricular zone divide and start
migrating up along fibres produced by glia. From there, they enter the cortical plate
and ‘settle down’, after which they begin forming dendrites and axons.

Figure 1.2: Cell motility visualized by staining of F-actin. Left to right: Axonal growth
cone, squamous carcinoma cell, migrating astrocyte. Images courtesy of JCB and
Purdue university.

2
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CHAPTER 1. INTRODUCTION

The movement typically consists of four steps (Figure 1.3): Protrusion of the leading

edge of the cell, formation of substrate adhesions at the leading edge, weakening

and de-attachment of adhesions at the trailing edge, and contraction of the actin

cytoskeleton (via myosin motors) to push the cell forward. These steps may often

be done in parallel, resulting in a continuous and steady movement. Protrusion of

the leading edge is done via building new cytoskeleton in the direction which the

cell intends to move. The hydrodynamic pressure of this cytoskeleton pushes the

membrane forward.

This type of movement is common to many eukaryotic cell types, especially meta-

zoan (animal) cells. It is relatively slow, with typical speeds ranging from the order

of a micrometer per second (fast-moving cells such as keratocytes) to a micrometer

per minute (the range of typical endothelial cell speeds) or slower. It is also a very

metabolically efficient form of movement. Since the actin cytoskeleton degrades

(monomerizes) over time, cells have to constantly replenish it, even when they are

not moving. Thus, moving adds very little additional energy ‘overhead’, typically only

consuming 2% of the energy of a moving cell. However, there are still many gaps

in our understanding of cell movement and the regulatory processes that underly it.

Filling these gaps is necessary for understanding how, among other things, the patterns

of neural connection in the brain form.

Analysis of cell motility and shape, whenever it has been possible, has aided in

the advancement of cell biology, such as in the assessment of cell culture quality,

understanding the efficacy of drugs (on e.g. cancerous cells (Chen et al., 2006)), and

cell behaviour studies (such as scratch wound migration assays (Yarrow et al., 2004),

cell division (Hauser and Errington, 1995), differentiation (Rapoport et al., 2011),

and identification of cell necrosis and apoptosis (Ziegler and Groscurth, 2004)).

1.1 Problem Statement

The study of cell motility is still largely a qualitative science (Mogilner et al., 2012).

There are several reasons why understanding cell movement is a difficult problem:

3
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1) Protrusion

2) Adhesion

3) Deadhesion

4) Movement of cell body

direction of motion

adhesion

new adhesion

new actin

contraction

cytoskeleton

Figure 1.3: Steps of crawling cell motility. Actin cytoskeleton shown as red crosshatch
and adhesions shown as black rectangles. The cell initially produces an extrusion and
adheres it to the substrate. It then removes the attachment to the substrate at the rear
and pushes itself forward.
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• The molecular details that give rise to cell migration are complex and involve

numerous pathways, many of which are still likely unknown.

• Knowledge of molecular pathways is by itself not sufficient for a complete un-

derstanding of cell migration, since all cell migration happens within biological

contexts that must also be understood. The biological context in which cell mi-

gration happens consists of mechanical support structures, signalling molecules,

and interactions with other cells.

• Collection of data for studying cell migration is difficult. Lack of capable au-

tomated tools means that many types of data have to be collected manually,

including cell positions, movements, shapes, and life cycles.

The accessibility to vast amounts of data that modern microscopy techniques have made

possible necessitates that for detailed study of cell biology, automated image processing

software is necessary. Advances in understanding cell motility have closely followed the

development of better image processing algorithms. An early comprehensive system for

tracking cells over time in video microscopy was presented in (Soll, 1988), this system

allowed automated quantification of cell movement speed and directional persistence.

Another notable advance was development of a stationary cell segmentation system

(Wu et al., 1995), which was subsequently used to analyse the motility of glioblastoma

cells (De Hauwer et al., 1997), proving that cells in isolation move in a qualitatively

different way from cells in groups.

More recent studies have focused on using automated systems to analyse large

amounts of data in order to gain insights into the detailed molecular mechanisms

of motility. For instance, advances have been made in understanding how the cell

cytoskeleton (the internal support structure of the cell, constructed mainly out of

long filaments consisting of chains of actin molecules, see Figure 1.2) changes as cells

move (Cardone et al., 2012; Rigort et al., 2012; Ryan et al., 2012a), how protrusions

of the cytoskeleton create ‘foot’-like extensions of the cell (termed pseudopods, see

Figure 1.4), and how these processes are regulated by various internal factors and

external signalling molecules. In a pioneering study, (Machacek and Danuser, 2006)

5
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Figure 1.4: Motile cells showing pseudopods. Left: Migrating fibroblast showing
spike-like filopodia (thin bright ‘spikes’). Right: Chaos carolinense amoeba showing
lobe-like protrusions. Images courtesy of JCB and Protist Information Server.

used the level set method (a widely used method for automated image segmentation

via iterative solution of a partial differential equation (PDE) representing cell shape

on an image domain) to track the detailed boundary of moving epithelial cells. By

tracking the position of simulated ‘markers’ on the edge of the cell over time, they

were able to demonstrate the existence of waves of protrusion along the cell boundary

and suggest that the mechanism behind the waves was local depletion of G-actin (free

actin) for developing F-actin (actin bound in the cytoskeleton). Evidence for this was

later given in (Enculescu et al., 2010). The level set method can also be modified to

also allow simulation of the movement of the cell, with laws derived from viscoelastic

modelling of the cell boundary (Yang et al., 2008), as well as responses to external

cues. This allows investigation of the plausibility of such models. There has been a

large amount of activity around these types of models and the level set method; the

level set method is a framework that will be more comprehensively reviewed later in

this work.

More recently, image processing methods have enabled even more detailed analyses

of cell biology and motility. In (Bakal et al., 2007), 145 morphological features of

Drosophila BG-2 cells were automatically extracted under 249 genetic treatments.

Training a neural network to predict the treatments from the features revealed 41

different genetic signalling ‘phenoclusters’. In (Cardone et al., 2012), cells stained

for actin, myosin, and focal adhesions were studied to see how well the different

6
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colours can be separated by commonly-used Gaussian mixture model (GMM) based

segmentations methods. Gaussian mixture model segmentation segments images by

attempting to explain the distribution of pixel intensities in the image as a mixture

of normal distributions. Thus each pixel is assigned a label based on which mixture

component it is most likely to belong to. Thus the work of (Cardone et al., 2012)

is a case of knowledge about microscopic cell behaviour being used to improve

segmentation algorithms. In (Rigort et al., 2012) a new method for localizing and

segmenting of F-actin filaments in cryo-electron tomography data was presented. This

was followed up in (Jasnin et al., 2013), which identified fibre bundles in the actin

cytoskeleton, explaining the unusual level of stiffness of the cytoskeleton. Development

of tools to segment cells from histopathology slices (Al-Kofahi and Lassoued, 2010) has

directly enabled the detailed study of the distribution of antigens in breast cancer cells

(Al-Kofahi et al., 2011). Development of automated tools for counting the number

of cells in a dividing embryo through segmentation of the cell membrane and other

features (Khan et al., 2015a,b) has made possible more accurate large-scale automation

of the embryo screening process for in vitro fertilization (IVF) procedures.

High-content screening (HCS) is the name given to methods that rely on large data

sets obtained from numerous robotically-conducted experiments on cells involving

large numbers of concentrations of drugs (Lang et al., 2006), and analysing changes

in molecule concentrations and cell morphology. However, it has been shown that

for cells with irregular morphology, current segmentation methods cannot provide

accurate analysis of shapes (Hill et al., 2007). This is an important problem since

it is these types of cells which are usually the most ‘interesting’ and provide the

most information about the drugs in question. Thus analyses like these and many

others have to be carried out by the naked eye. For instance, there are still many cell

processes, like apoptosis (Liu et al., 2011) and distinction of pseudopod origin (i.e.

has a particular pseudopod ‘branched off’ from an existing pseudopod or is it de novo?)

that are difficult to recognize automatically (Xiong and Iglesias, 2009, 2010).

From these numerous examples, it is obvious that further progress in understanding

cell biology would greatly benefit from the development of better image segmentation
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and data analysis techniques, especially as they relate to extracting morphological

features from cells with irregular shapes and cells that produce pseudopods. Further,

it is also clear that knowledge of cell biology can greatly assist software engineers

and computer scientists in devising better, more specific, and more reliable methods

for extracting data for biologists to study. To this end, the goals of work consisted

of exploring the detailed molecular mechanisms of cell migration, to review existing

models of cell migration and develop new models for different aspects of cell motility

and different cell types.

The purposes of this work can be summed up thus:

1. Implement mathematical models of cell motility, with emphasis on actin-based

cytoskeletal shape dynamics and long time-scale movement for cells moving on

2-dimensional substrates. Models could be both phenomenological ones and

ones derived from first principles.

2. Produce a framework that can be used to empirically analyse and study cell

shape and movement in order to verify the accuracy and applicability of such

models. Especially, to determine if cell shape dynamics can be simplified by

finding, for instance, common morphological features, dynamical patterns, and

modes of variation in cell boundary information over time.

3. Produce software tools that allow more detailed, accurate, and efficient process-

ing of cell image data, for these two purposes. Especially, cell segmentation

software is required that can give precise information about cell boundaries over

time and can produce repeatable results.

Here we briefly provide some background for these problems and efforts to solve them.

1.1.1 Segmenting cell images

As mentioned, automated cell outline segmentation in live-cell time-lapse microscopy

is of importance in a number of areas of cell biology. The motivation of our work is

the modelling of migratory cell behaviour. For example, a critical part of development
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is the migration of astrocytes to specific areas in the brain (Zerlin et al., 1995). Thus

our colleagues led by Dr. Unsworth have initiated study of how human neurons and

astrocytes can be guided to micropatterned structures (Unsworth et al., 2011a,b) and

we undertook automated tracking of hNT astrocytes and HMEC-1 cells in vitro using

active contour methods.

To carry out live-cell microscopy, cells must be maintained at favourable biological

conditions for a long period of time. It is desirable not to use a high degree of

illumination (to avoid phototoxicity). Fluorescent dyes produce images with good

contrast but present issues with photo-bleaching. Phase contrast microscopy (Murphy,

2001) is a technique that allows individual cells to be imaged at low light levels

without the use of dyes, avoiding phototoxicity issues to a large extent. The drawback

of this method is that it produces imaging artefacts such as halo and shade-off effects

that complicate automated image analysis.

While automatic segmentation methods for fluorescent microscopy are well-developed

and in wide use (Machacek and Danuser, 2006) such methods are not as developed

for phase-contrast microscopy (Hand et al., 2009).

An issue with phase contrast segmentation is that it often happens that there is

no significant difference in light intensity on the image sensor between cell interiors

and exteriors. (e.g. Figure 1.5) and the cell outline is not visible in many areas.

Unfortunately, this is very common in phase-contrast microscopy as the end result

of the phase-contrast optics is the attenuation of any information that lies outside

a specific frequency band (Yin et al., 2010; Yin and Kanade, 2011) (in the spatial

domain, this is equivalent to convolving with the sum of an obscured Airy pattern and

a Dirac delta distribution).

Methods based on the watershed transform (Beucher and Meyer, 1992) have been

used to some success on highly-contrasted phase imagery (Debeir et al., 2008) but their

utility is minimized in such low contrast situations (especially when local invisibility of

cell boundaries is taken into account). Segmentation methods based on the statistical

differences between cell interior and exterior (Bradhurst et al., 2008) also have

problems with data sets of this type. However, methods using supervised training seem
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(a) (c)(b)

Figure 1.5: Low contrast and visual clutter impairs automated segmentation. a. An
example of poorly-contrasted phase imagery, b. Expert-drawn segmentation. Note that
the near-optimal thresholding procedure for automated segmentation (frame (c)) is
very different from this and thus iterative refinement schemes might not work. The
solid arrow indicates the cell boundary that should have been identified; the dotted
arrow indicates the cell nucleus.

promising for obtaining better performance (Kaynig et al., 2010; Jain et al., 2010).

Level set methods such as the Chan-Vese method (Chan and Vese, 2001) are region-

based i.e. based on differences between the interior and exterior of objects and thus

also have difficulty segmenting images with attenuated low-frequency information.

For these types of problems, edge-based level sets, such as the magnetostatic active

contour (MAC) model (Xie and Mirmehdi, 2008) and the geodesic active contour

model (Caselles et al., 1997; Paragios and Deriche, 2004), or combinations of geodesic

and Chan-Vese level sets (Bresson et al., 2007) are preferable.

Shape priors can be used to improve level set segmentation methods. One such

form of prior is the multiphase level set method (Vese and Chan, 2002; Cremers et al.,

2006b). In this method, more than one level set function is used, and pixels are

segmented based on the combination of level set interiors they belong to. A combined

set of Mumford-Shah functionals is minimized to obtain the level set functions and thus

the final segmentation. Various forms of geometric coupling forces (Vazquez-Reina and

Pfister, 2009) may be used to enforce certain shape patterns e.g. that nuclei can never

extend outside the cell body, or that the width of the cell body must be over some

threshold. In the region-based method of (Vazquez-Reina and Pfister, 2009), it was

shown how to combine different forms of geometric coupling with the Mumford-Shah

functional minimization procedure. The multiphase method of (Vazquez-Reina and
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Pfister, 2009) is highly suited to problems where the cell body, background, and

nucleus are well-separated. Extending such methods to Mumford-Shah functionals

containing edge-based terms dependent on the data might hold promise for segmenting

phase-contrast imagery.

Video tracking methods borrow concepts from image segmentation and video

compression and work well for tracking cells at high frame rates (Hand et al., 2009)

even if contrast is low, but it is not clear how to extend these methods to e.g. time-

lapse imagery, where cell boundaries may move significantly between frames, due to

common sampling rates of less than one frame per minute.

Another consideration is that the use of automated microscopy setups permits the

tracking of cells across a very large area, taking individual pictures of each area at

each time step. While this greatly increases the available data, it reduces the frame

rate since the microscope has to physically move to capture each frame. This prohibits

the use of video tracking methods for such data sets.

Meeting the above requirements greatly constrains the choice of cell tracking

algorithm. However, recent advances (Li et al., 2009; Ambühl et al., 2012) have

led to great improvements in automated cell tracking ability, even for phase-contrast

imagery. For example, for the case of MDA-MB231 breast cancer cells with well-

pronounced fronts, the Front Vector Flow Guided (FVF) snake proposed in (Li et al.,

2009) which is based on the gradient flow model (Ray and Acton, 2002) is able to

provide segmentations for multiple cells. However, it is not clear how to extend the

FVF algorithm to cells that do not have fronts i.e. polarizing or irregularly-shaped cells.

Recently, a 4-step active contour algorithm has been developed to both segment

and track cells in phase-contrast microscopy; see (Ambühl et al., 2012). The method is

a level set method similar to that first described in (Chan and Vese, 2001). Variations

of the level set method have been applied successfully to wide-ranging problems in

computer vision, such as segmenting tomography images (Tsai et al., 2003; Pluem-

pitiwiriyawej et al., 2005) and for finding aberrant crypt foci in the human colon

(Figueiredo et al., 2010). There are three main factors that distinguish the Ambühl al-

gorithm from previous methods. One factor is a ‘near-optimal’ thresholding procedure
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that automatically locates the cells in the initial image using a completely automated

procedure that attempts to find the ‘largest possible’ closed curves in the image (see

reference for details). The second factor is that after a rough boundary has been found,

it is refined using a top-hat filtered version of the image. This is done so that the

located boundary is on the cell rather than on the phase-contrast halo – a problem that

plagued many earlier active contour methods. The third difference, and the one most

relevant to the discussion, is the emphasis put on the edges of the object. The energy

functional to be minimized is designed so that the contour is driven towards one that

has minimum length along a strong edge (Ambühl et al., 2012). Thus the method is

best described as an ‘edge-based’ method. Unfortunately, this introduces the problem

that the initialization has to be relatively close to the edge to begin with (necessitating

the non-level-set initialization procedure). In addition, Ambühl’s method suffers from

lack of an iterative stopping criterion. These considerations hint that approaches using

snakes rather than level sets might be more efficient, thus we used a snake-based

method and we introduce a novel functional that is able to provide good segmenta-

tion and can be minimized globally and in a single step. Note that imposing either

curvature regularity (Schoenemann et al., 2009) or convexity constraints (Pock et al.,

2009) leads to segmentation methods that can arrive at near-optimal initializations

for further level set techniques, without requiring initialization. One concern for

segmentation methods that do not rely on user-selected initializations is that the cell

outline is often faint in comparison to other outlines (outlines of nuclei or debris in

the image), thus it may not be easy to formulate an energy function that contains cell

outlines as its global minimum but excludes those other outlines. In this thesis work,

we provide a solution for the problem of cell segmentation algorithm that is feasible

for phase-contrast imaging, allowing live cell observations and integration with cell

movement models.

1.1.2 Analysis of cell movement

One goal of this work is to present a general quantitative framework that investigations

of cell shape and shape dynamics can be based upon. Due to the observed complexity of
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cell shape and movement, this is a challenging problem, and analyses in this direction

are often qualitative in nature.

Understanding cell shape and dynamics is not only of importance in obtaining

biological information, but it is also important in automated recognition and segmenta-

tion of cells in images. Thus in the field of image segmentation, considerable effort has

gone into understanding how to model general object shapes, with some of this work

being focused on cells in particular (Dufour et al., 2005; Koethe et al., 2012). Due

to the complexity of cell shapes and restrictions on microscope technology, obtaining

better understanding about cell shapes is of great assistance in cell segmentation

(Cremers et al., 2006b,a). Especially, it is desirable to learn the distribution of shapes

directly from data (Cremers et al., 2006a), with few prior assumptions about how the

shapes are generated (e.g. without assumptions about cell chemistry and physics).

The problem of learning shapes from images and applying the learned knowledge

to image segmentation is one with a long history and many attempts throughout

the literature (Cremers et al., 2006b,a; Kokkinos and Maragos, 2009; Schoenemann

and Cremers, 2010). A common way of implicitly representing shapes is the level

set method (Chan and Vese, 2001; Vese and Chan, 2002). In this method, shapes

are represented as regions where a (typically continuous) function is negative (or

positive). The advantage to doing this is that the evolution of the shape over time can

be represented in the form of differential equations. The need to evolve shapes over

time arises during fitting a shape to the image or when tracking an object. Level sets

(of a real-valued function on the plane) are commonly used for image segmentation

and are well-understood. Thus, shape modelling methods that naturally integrate

into the level set method are of particular importance. We may consider a real-valued

function on the plane as a linear combination of a set of ‘basis’ functions on the plane.

Given a set of shapes (and their corresponding height functions), the vector space

spanned by the linear principal components of the height functions may be taken as the

basis for such a space (Tsai et al., 2003, 2001). A drawback of this method is that the

selected space of level sets may not be linear, thus this is an approximation that may be

very inaccurate in some cases. Recent work has incorporated the use of kernel density
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estimation (‘smoothing’ the probability space with some kernel function). That is, the

level set representations of various cells are taken as points in a high-dimensional

probability space, with kernel smoothing to produce a density function (Cremers et al.,

2006a; Rousson and Cremers, 2005). If a good choice of kernel function is known, this

procedure can provide a good estimate of the shape space. Recently, methods based

on ‘deep’ belief networks (neural networks with a large number of hidden layers)

have been employed as well (Chen et al., 2013). These methods have been studied

for general image processing applications and they may be applied to cells. All the

aforementioned general methods have their set of advantages, but a custom method

specifically designed for learning cell shapes may be able to perform better in this

regard. Thus, in this thesis work, we design a new method for the explicit purpose

of learning cell shapes. We take into account special properties of cells (principally

rotation-invariance and ‘roundness’) to design a method based on Gaussian mixture

models to ‘cluster’ or ‘group’ cells into collections that are ‘close’ to one another in

some linear feature space, and we then analyse the intra-group variability of cells in

each cluster to detect if common modes of variation in cell shape exist.

1.1.3 Mathematical models of cell motility

Over the past several decades researchers have attempted to model cell motility under

various scenarios and at various levels of detail. Viable models of cell motility have to

take into account the physical forces acting on the cell membrane and cytoskeleton,

adhesion forces to the substrate, diffusion of chemical factors inside and outside the

cell, and how all of these components influence each other and change with time. In

this work, we are mainly concerned with modelling cell motility as a reference for

cell segmentation and phenomenological movement models. To this end, the most

important models are those that focus on the movement speed, direction, and dynamic

shape changes of cells. Thus models are sought with the following properties:

1. Easy/simple to implement and verify.

2. Produce wide range of cell movement dynamics.
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3. Correspond with natural cell movement and shape dynamics.

There have been a wide range of efforts to try to model cells and their movements. Our

interest here is the modelling of metazoan (animal) cells, although insights from other

cell types are applicable to modelling of metazoan cell movements. The wide variety

of models that have been formulated range from simple ones that merely track the

position of the cell moving on a two-dimensional substrate, to complex 3D models that

work by simulating the detailed cell structure dynamics and, especially, modification

of the cytoskeleton as the cell moves. Here, a brief overview of the relevant literature

is provided and a series of models are presented that incorporate properties important

for this work. These models will be discussed in order to provide a clear presentation

of the concepts leading to this thesis work.

A random walk is a general type of movement that consists of random steps. A

well-known example of a random walk is Brownian motion. Persistent random walks

are random walks where the direction of movement appears persistent at short time

scales; these seem to correspond well to cell movements (Gail and Boone, 1970, 1971;

Gail, 1973; Nossal and Weiss, 1974; Hall, 1977; Othmer et al., 1988). Important

early contributions in using random walks to understand cell dynamics, including

chemotaxis and aggregation behaviour, were made by Howard Berg (Berg, 1993),

Keller and Segel (Keller and Segel, 1970), and a large body of work by Othmer

(Othmer et al., 1988; Hillen and Othmer, 2000; Gracheva and Othmer, 2004) and

Alt (Alt, 1988), among others. The first model for the chemotaxis of social amoeba

was given by Keller and Segel (Keller and Segel, 1970) which used persistent random

walks and diffusion of chemoattractants to show that aggregation may be understood

as an emergent phenomenon. In this work, it was important to be able to estimate the

parameters of cell movements (speed and amount of persistence) from real cell tracks.

Thus as part of this work we developed new methods to do this, and we compare

our methods with widely-used existing methods in the literature, showing marked

improvement.

For both understanding migratory behaviour and for the optimal tracking of mi-

grating cells, more detailed models for cell movement have to be constructed. Ever
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since the migratory behaviour of cells was identified, there have been attempts to

model it in various ways. There have been both phenomenological modelling attempts

and microscopic models drawing on knowledge from biology and physics. Both these

approaches have had varying degrees of success. Of the latter, there have been contin-

uum models (Kruse et al., 2006), models based on statistical mechanics approaches

to polymer theory (actin filaments are polymers) (Mogilner and Rubinstein, 2005),

and molecular-level computational simulations with varying levels of detail (Lee et al.,

2011). Many different models have been considered for the various mechanisms

involved, such as the Brownian ratchet model for actin treadmilling (Peskin et al.,

1993), the dendritic nucleation model for actin filament nucleation (Mullins et al.,

1998), the actomyosin network contraction model (Svitkina et al., 1997) models for

substrate adhesion based on molecular kinetics approaches (Palecek et al., 1997) and

many others. See (Mogilner, 2009) for a review. These models have been verified for

simple motility mechanisms such as in certain bacteria (Listeria monocytogenes) and

fish keratocytes, as well as more complicated model organisms such as Dictyostelium

discoideum amoeba (Andrew and Insall, 2007; Maeda et al., 2008; Van Haastert and

Bosgraaf, 2009; Driscoll et al., 2011). Dictyostelium is favoured as it shows a rich set

of motility characteristics and is easy to cultivate. In this work, we study models that

are capable of producing behaviour similar to both Keratocytes and Dictyostelium, and

we use these models as tools for analysis of both simulated and real cell movements.

1.2 Outline of chapters

In the following chapters, we will review the background and necessary literature to

give a clear context in which to present the main results of this thesis. This will be

followed by the main results.

Chapter 2 will briefly present the experimental background of the thesis, including

the types of cells that were used, along with methods for collecting, preparing, and

preprocessing of data. We will highlight phase contrast microscopy, methods for

‘cleaning up’ data (background subtraction) and will discuss the trade-offs in image
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reconstruction techniques.

In Chapter 3, we focus on work that has been done on theoretical models of

cell movement. We start with a discussion of random walk models and discuss our

novel contributions on computation of cell movement indices. We will also discuss

methods for detailed modelling of cell shape, and we present models that allow simple

investigation of a wide array of cell behaviour. We also discuss use of these models for

verifying shape analysis methods that are used on data from segmented cell images.

In Chapter 4, we will review image segmentation methods with a focus on cells,

emphasizing the importance of live cell imaging and the impact this has on design of

image segmentation methods. We first discuss early image segmentation methods and

their shortcomings. We then introduce more recent and widely-used active contour

methods for cell segmentation and provide a background for comparison of these

types of models with each other. Especially we introduce the geometric active contour

(snake) and level set method and discuss the relative advantages and disadvantages of

these methods in the context of cell segmentation problems of the kind we encounter

in this work.

In Chapter 5, we discuss in detail a novel method for better cell image segmentation

for phase contrast microscopy. We present a comprehensive analysis and comparison

of this method with other segmentation techniques. We also extend the basic method

with key improvements for better segmentation of irregularly-shaped cells and use of

knowledge of cell movement to distinguish signal from various forms of noise such as

debris.

In Chapter 6, we develop a set of statistical analysis methods applicable to cell

shapes. We first discuss the importance of dimensionality reduction in image pro-

cessing, and then present the convolutional autoencoder method for dimensionality

reduction of cell images and segmentation masks. We then discuss properties of the

output of this dimensionality reduction step and how it can be used to learn distribu-

tions of shapes. We introduce the general graphical model framework for this purpose,

starting with Gaussian mixture models, and then discuss ways of eliminating the issues

with ill-defined model estimation in practical situations and the problem of estimating
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the number of components from the data.

Chapter 7 combines the results of Chapter 6 with rotation-invariance (critical

for analysing cells). This results in a complete method for learning the space of

possible cell shapes. The learning method can be combined with the automated

segmentation method for Chapter 5, resulting in a completely automated system for

cell shape analysis. The method is applied to simulated cell models for verification

(from Chapter 3) and real cell data. The method reveals common underlying modes of

variation in cell shapes.

Finally, in Chapter 8, we conclude the thesis with a review of the main contributions

made in this work.
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Chapter 2

Data Collection and Processing

Methods for Live Cell Imaging

In this work we have studied several cell types, including astrocytes and endothelial

cells, using phase-contrast microscopy. In this chapter we discuss the experimental

protocols we used for cultivating cells and the signal processing methods that we used

for compensating for issues in imaging and extracting useful information from phase

contrast data. This will aid in both the reproducibility of this work as well as making it

possible for the methods used here to be improved upon in the future.

Long-term, precise observation of individual cell movements requires care in design

of microscopy setup and correction of imaging biases and artefacts that are induced by

microscope optics. A CO2 controlled chemical environment, correct seeding density,

and clean plates that are (as much as possible) free of particulates are critical. The

seeding density must be high enough that there are a substantial number of cells

available for study in each experiment, but low enough that cell segmentation and

tracking are possible. Even an initially-clean experiment will become contaminated

with particulates and debris over time by cell activity. Additionally, imaging noise

must be kept to a minimum by using high-intensity light sources, however high light

intensity may damage cells.

Thus, in practice, we are often forced to deal with a considerable level of undesir-

able particulate matter, noisy and/or low frame rate imaging, and substantial imaging
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artefacts. Correcting or compensating for these issues has been a focus of substantial

research in its own right (Stauffer and Grimson, 1999; Javed et al., 2002; Yin et al.,

2010; Charoenpong et al., 2010; Yin and Kanade, 2011), with experimental protocols

varying widely across different experimental setups.

2.1 Experimental Methods

2.1.1 Astrocytes

Neuroglia are cells in the nervous system that, unlike neurons, do not produce ac-

tion potentials. There are several types of neuroglia: astrocytes, oligodendrocytes,

Schwann cells, radial glia, and others. Glia serve several functions, such as maintaining

electrically-insulating myelin sheaths around axons (oligodendrocytes) and providing

nutrition for neurons by acting as a buffer around the blood-brain barrier. Astrocytes

(named because of their ‘star-like’ shape) (Wang et al., 2008) are the most abundant

cells in the human brain. They perform many important functions in the human brain

(Barres, 2008) including maintenance of ion balance and repair of wounds in the brain

and spinal cord.

Astrocytes are known to produce slow-travelling signals through Ca2+ signalling,

and this mechanism appears to couple to neural signalling (Schummers et al., 2008),

offering a potential alternative signalling path for information in the brain. Following

an injury, it is common for astrocytes to migrate to the wound and transform into

neurons, acting to repair the damage (Faulkner et al., 2004). Astrocytes may migrate

many millimetres during development (Zerlin et al., 1995) and wound repair. However,

they may often fail to heal CNS injuries, for reasons that are not entirely understood.

Thus it is very important to study this migratory process of astrocytes to understand

CNS wound healing and the conditions under which it fails to successfully occur.

It is of interest to be able to accurately pattern human neurons and astrocytes

on biocompatible materials fabricated on silicon chips for in vitro study (Unsworth

et al., 2011b). To study astrocyte migration, research has been initiated on how they

can be guided to artificial structures (Unsworth et al., 2011a,b; Nejati et al., 2012a).
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Thus our initial experiments used a phase-contrast live cell imaging system with wide

field of view (low magnification) to be able to track human hNT astrocytes moving

over relatively long distances (up to several millimetres). It is of interest to be able to

measure, in both ‘natural’ and artificial environments, the migratory distance travelled,

phagocytic activity, and cell-cell interactions. Also of interest is to be able to precisely

track fine dendritic projections which would aid in measuring complex behaviour such

as phagocytosis.

In this work, we study astrocytes differentiated from the Ntera2/D1 astrocytes (Lee

and Andrews, 1986) (see Figure 2.1) The Ntera2/D1 cell line was purchased from

ATCC. Astrocytes were produced using a 10–11 week differentiation protocol described

in full previously (Unsworth et al., 2011b; Burkert et al., 2012). In summary, the

precursor stem cells are differentiated in the presence of 10 µM retinoic acid (RA) for

4 weeks, which is followed by various periods of treatment with mitotic inhibitors (MI;

10 µM cytosine arabino-side, 10 µM fluorodeoxyuridine (FUrd) and 10 µM uridine

(Urd)(purchased from Sigma). Our protocol (Burkert et al., 2012) produces both

neuronal cells and astrocytes. The neuronal cells are harvested at week 6-7 during the

mitotic inhibition phase. Typically, the initial neuronal harvest does not remove all of

the neuronal cells (Goodfellow et al., 2011), which grow on top of the differentiating

astrocytes. It is important to remove as many of the neuronal cells, without loss of the

astrocytic cells. At the end of the 10 week differentiation protocol, the hNT astrocytes

were harvested by trypsinisation, counted and cryopreserved (in 10% DMSO, 40% FBS

and 40% DMEM/F12) until required for experiments. All media, serum and antibiotics

were purchased from Invitrogen.

2.1.2 Endothelial cells

Endothelial cells line the interior of blood vessels. Endothelial cells play important

roles in angiogenesis (the development of new blood vessels) and wound healing

(repairing and restoring damaged blood vessels after injury). The microvasculature is

the part of the circulatory system composed of the smallest types of blood vessels e.g.

capillaries and so on. Early studies of endothelial cells focused on human umbilical
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Figure 2.1: hNT Astrocytes.

vein (HUVEC) cells, however, the level of the microvasculature is far more important

for wound repair. Additionally, microvascular endothelial cells behave differently from

large-scale endothelial cells, differentiating into capillary-like structures more readily

(Ades et al., 1992). Thus, in (Ades et al., 1992) a human microvascular cell line,

HMEC-1, was established to study endothelial cells (Figure 2.2).

HMEC-1 cells were obtained from ATCC under license from the CDC (Center for

Disease Control). Cells were cultured in MCDB-131 media (Invitrogen) supplemented

with 10% fetal bovine serum (FBS), l-glutamine (10mmol/L), penicillin/ streptomycin.

Culturing took place in a CO2/O2 incubator at 37 °C. Once cells reached confluence

they were harvested by trypsinisation. Cells (low passage 612) were seeded into 30mm

Petri dishes (Nunc) containing with silicon inserts (ibidi). Cells were seeded at a very

low density of approximately 5000 cells/cm2. Time lapse experiments were conducted

with a Nikon BiostationTM IM. Cells and dishes were allowed to equilibrate for 20-30

minutes in the Biostation chamber prior to imaging to allow the temperature/humidity

to equilibrate and remove any condensation. During this time, regions of interest were

determined and programmed using the Biostation IM software. Data were collected as

original Biostation .NES files and also converted to AVI movies for visualization. The

time-lapse series was constructed by taking a single image of each region of interest

every 2 minutes. Data analysis was conducted on the original time-lapse stills extracted

from the NES files.
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Figure 2.2: HMEC-1 cells.

2.1.3 Microscopy

The Nikon BioStation™ IM live cell imaging platform was used. The cells were kept in

a humidity, temperature, and CO2 regulated environment, and were periodically (once

every 180 seconds for hNT astrocytes and once every 120 seconds for HMEC-1 cells)

illuminated using a 620 nm LED light source and photographed using phase optics

with 10× magnification. At this magnification level, the microscope produces images

with 800×600 resolution, covering an area of 706×530 μm. This is the resolution

used by all our images. Raw data from the BioStation format (12-bit grayscale) were

contrast-enhanced and used for all processing. All processing throughout the work

presented in this dissertation was done on a Dell Optiplex 990 workstation with an

Intel Core i5-2500 processor.

2.2 Phase-contrast microscopy

Cells are thin and made of mostly transparent material such as water. As a result,

many cell types are, in their natural state, completely invisible under ordinary light

microscopes. Traditionally, dyes have been used to enhance cell imagery. Dyes may
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work by absorbing or reflecting light from the sample. Fluorescent dyes work by

absorbing light of a particular frequency and re-emitting it in another frequency (this is

useful in providing a high degree of contrast between dyed and non-dyed areas). Dye

technology has dramatically improved since the invention of the microscope allowing

precise and real-time tracking of even individual protein molecules with little cell

toxicity.

An alternative way of making cells visible is by detecting the phase of light (not the

attenuation of light). Since cell material has a different refraction index than water,

differences in light phase can be used to image cells. There are various techniques

for detecting the phase of light; phase-contrast microscopy (also known as Zernike

microscopy in older literature) is one technique that is commonly used. When light

passes through any dielectric material, some light is diffracted, its phase shifting by 90°

(along with minute phase and intensity variations that depend on the optical depth

of the sample), while some light passes through unaffected. If the incoming light is

constrained by an opaque disc with an annular opening (called a ‘phase annulus’) to

only hit the sample at a specific angle of incidence, a lens can be used to separate most

of the diffracted light from the non-diffracted light. The non-diffracted light is then

guided through a ‘phase plate’ which is a transparent material (typically glass) with an

annular ring of slightly differing thickness etched into it. The ring is designed to match

the phase annulus in dimensions. The effect of the slightly different thickness is to

phase-shift the non-diffracted light by 90°. Finally, the two light beams (the diffracted

and non-diffracted light) are combined and focused into an image. Since they are

now in opposite phase, they destructively interfere, leaving behind only the minute

phase differences imprinted on the light by the specimen. The effect of the phase

plate is thus to turn phase differences into intensity differences through destructive

interference. Refer to figure 2.3.

Phase contrast microscopy allows imaging of transparent samples with the draw-

back (see, for example, figure 2.4) that pixel intensity at a point does not correspond

directly to the optical length of the sample at that point. In addition, some of the

diffracted light passes through the phase plate, causing complicated optical intensity
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Figure 2.3: Simplified depiction of phase-contrast imaging setup. Shown are the paths
that the reference light beam (top) and diffracted light beam (bottom) take through
the assembly. Light passes through a phase annulus (a) and is focused on to the
specimen (c) by a condenser lens (b). A final objective lens (d,f) and phase plate (e)
focus the light on to the image plane (g). The reference light beam (top) passes almost
entirely through the annular section of the phase plate (darkened region) and is phase
shifted by 90°. The diffracted light beam (bottom) passes mostly through the rest of
the phase plate, with a small proportion passing through the annular section of the
phase plate. At the image plane, both light beams are focused and interfere, producing
the image.

Figure 2.4: The same cells imaged with traditional bright field microscopy (left)
and with phase contrast microscopy (right).Notice the highly increased contrast and
existence of ‘halo’ artefacts, especially around the top-most object.
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distortion effects. These effects are typically described as ‘halo’ (a bright ring appearing

around dark objects) and ‘shade-off’ (the central area of a large cell being of the same

intensity as the background) artefacts. These artefacts worsen as the transparent

area of the phase annulus (and thus the area of the etched region of the phase plate)

increases. The brightness of the image is proportional to the area of the phase annulus,

thus there is a trade-off between imaging accuracy and contrast. It is due to these

considerations that applying traditional image segmentation techniques (based on

intensity segmentation) to phase-contrast imagery may produce inaccurate results.

Here, to determine the optical density from phase-contrast imagery, we investigate

modelling the imaging process of phase contrast and inverting it.

2.2.1 Background subtraction

Raw microscopy images often contain a non-zero non-uniform background which is

constant (or nearly so) over time. Elimination of this background through subtraction

greatly assists image processing methods. To subtract the background, several methods

have been used. K-means clustering on the intensity values of each pixel may be carried

out (Charoenpong et al., 2010); it is likely that background values will form a cluster

with small variance. More generally, pixel intensities may be modelled as a mixture

model (with k-means (Stauffer and Grimson, 1999) or hierarchical k-means (Javed

et al., 2002) being approximate fitting methods). Since small variance implies a large

‘peak’, it is likely that the background values will simply be the largest mode of the

histogram. Based on this assumption, a simple method of background subtraction

is to simply take the mode of the pixel intensity histogram (over time) at each pixel

and choose the main mode as the background intensity. As seen in Figure 2.5, this

approach works well, especially for sparsely-patterned cells. This is the main method

of background subtraction used for both hNT and HMEC-1 cells in this thesis.
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Figure 2.5: Background subtraction. The top two panels show raw microscope images
and background obtained via taking the mode of the distribution of intensity values
of each pixel over time. The bottom panel shows the same image with background
subtracted. The contrast in these images has been enhanced to show the background
more clearly.

2.2.2 Phase contrast reconstruction

Efficient tracking and segmentation of cells benefits greatly from pre-processing of

microscope images. Our work involves phase-contrast microscopy, and phase-contrast

images have notoriously been difficult to process automatically due to shade-off and

halo artefacts. Recently, methods that directly model the optical properties of phase-

contrast microscopes have been used to ‘reconstruct’ microscope images (Yin et al.,

2010; Yin and Kanade, 2011). See Figure 2.7. Phase contrast microscopy can be

modelled using the principles of Fourier optics (Huggins, 2007). In Fourier optics,

light is modelled as a classical electromagnetic field with intensity and phase (not just
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intensity), and we consider how a lens transforms a light field at a distance −f (with

f being the focal length of a lens) to a light field at distance +f . In this picture, a

standard parabolic convex lens projects the Fourier transform of the light field at −f as

the light field at +f . This fact can be used to model how a phase contrast microscope

produces an image and thus to ‘reverse-engineer’ this process.

The arrangement of lenses that comprise the phase contrast setup are shown in

Figure 2.3, as explained previously. We assume that the light field produced by the

lamp is a perfect plane wave:

lL(x, t) = e−it

where x is spatial position and t is the time quantity, choosing time units such that

one wavelength is completed in 2π time. After passing through the specimen, the light

fields consist of an unmodified surround field and a diffracted field:

lS(x, t) = fae
−it

lD(x, t) = faζce
−i(t+f(x))

where f and ζc represent the modulation of the phase and amplitude of the light by

the sample, and fa represents the modulation of light by the phase annulus:

fa(x) =

1 r < |x| < R

0 otherwise

(2.1)

R and r represent the inner and outer radii of the phase annulus, respectively. Thus

we can see that the light field just before the phase plate (position e in Figure 2.3) is

the Fourier transform of these two fields:
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LS = F {lS}

LD = F {lD}

The phase plate imposes a modulation on the phase of these two waves, so that

right after the phase plate, the light field looks like:

L′S = F {lS}
(
ζpe

iπ/2
)

L′D = F {lD} (1 + (iζp − 1)fa)

Note that we have assumed that the phase plate and phase annulus are matched,

thus the diffracted wave has its phase modulated by ζp inside the annular region,

represented by fa.

The final light field at the camera sensor may be computed as the Fourier transform

of the above. This may be computed to arrive at the following transform kernels:

hS(x) = iζpδ(x)

hD(x) = δ(x) + (iζp − 1)airy(|x|)

where:

airy(ρ) = R
J1(2πRρ)

ρ
− rJ1(2πrρ)

ρ

and J1 is the first order Bessel function of the first kind. An example of the obscured

Airy function can be seen in Figure 2.6. The action of this point spread function on

the image is a combination of low-pass and band-pass (induced by the obscured Airy

function) characteristics. The intensity of the final image is the absolute value of the

interference between the two signals:

29



CHAPTER 2. DATA COLLECTION AND PROCESSING

Figure 2.6: An example of an obscured Airy function with r = 0.4 and R = 0.6. As can
be seen, the shape is similar (but not identical to) a sinc function. The obscured Airy
pattern also acts somewhat like a sinc convolution kernel, acting as a band-pass filter.

g = |lS ∗ hS − lD ∗ hD|2

This can be simplified to the following point-spread function (PSF):

PSF(x) ∝ δ(x)− airy(|x|) (2.2)

By reversing this point-spread function, the action of the phase contrast optics can

be reversed and we can arrive at an ‘optical depth’ image (see Figure 2.7).

The actual implementation of this procedure to microscopy data requires the

imaging system to be set up for the purpose of enhancement. This involves taking

dark-current images, flat-field images, and measurements of the optical parameters of

the microscope (such as relative widths and radii of the phase plate).

2.2.3 Noise and perception

While the reconstruction procedure of the previous section may be useful for many

types of images, the inevitable presence of noise and optical imperfections may cause
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Figure 2.7: Restoring artefact-free microscopy images to facilitate cell segmentation.
(a) Phase contrast image with halo artefacts; (b) DIC image with pseudo 3D shadow-
cast effect; (c) Restored phase contrast image; (d) Restored DIC image. Reproduced
with permission from (Yin and Kanade, 2011).

the reconstruction procedure to produce a low-quality image. As is commonly known

in optical image processing, exact specifications of the lens and imaging system are

usually required for good reconstruction. If these are not known, reconstruction

is often less than optimal. In fact, the reconstruction procedure may produce an

image that is actually less suited to segmentation than a non-processed image. In the

following section this is briefly demonstrated.

Given the following image model:

y(t) = h(t) ∗ x(t) + n(t)

where x is the input, h is the point-spread function, and n is the noise model, the

optimal (Wiener) deconvolution process is defined as the following transfer function

in the frequency domain:

G(f) =
H ∗ (f)S(f)

|H(f)|2S(f) +N(f)

where H is the transfer function of h and S is the power spectral density of the signal

(N is the power spectral density of the noise). Note that S and N must be known

for Wiener deconvolution to be applied. In the following, a sample signal (1-D) is
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passed through a simulated phase contrast filter and then reconstructed, in order to

quantify how the signal-to-noise ratio of various features are affected by phase contrast

imaging.

The signal-to-noise ratio is defined as the ratio of signal power to noise power:

SNR = Psignal/Pnoise. For Gaussian white noise, Pnoise is usually set to the variance of

the noise. Psignal can be taken to be the square of the amplitude of the signal. Consider

an example signal consisting of a unit step function, for which Psignal =
(

1
2

)2
= 1

4
.

After transforming this signal with the phase-contrast PSF, we may compute the new

Psignal (for the phase contrast image) and add threshold-level (SNR=5.0 around the

signal edge) white Gaussian noise. Even when using optimal (Wiener) filtering to

restore the original signal, most of the signal level on either side of the step function

is completely lost (SNR = 0.675 for the difference between left and right portions

of the signal). The edge, however, is enhanced. It is useful to compare this with

the application of a low-pass filter (2.8, bottom right). This example illustrates that

even after ‘reconstruction’ edge information is far more important than region-based

intensity information.

Moreover, this is a situation where the exact power spectral densities of the signal

and noise are known, and we assume that our phase contrast model matches with

the experimental setup precisely. In real-life scenarios, neither of these conditions are

met and reconstruction quality is much lower. Thus additional constraints must be

imposed on the reconstruction procedure, for instance L1 sparsity (Levin et al., 2008;

Li and Kanade, 2009).

Thus we are often faced with the choice of either knowing the optical parameters

of the system precisely (very hard), or working with edge information instead of

segmentation based on intensity level.

2.2.4 Morphological operations

A simpler method that approximates the reconstruction method detailed in the previous

section can be given based on mathematical morphology. This method is easier to

implement and does not require knowledge of the optical parameters of the system,
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Figure 2.8: A step function (top left) transformed with the phase contrast imaging
PSF (top right), resulting in phase-contrast output (middle left). Noise was added
(middle right) with an SNR of 5.0 and the resulting function was reconstructed with
an optimal reconstruction filter (bottom left). For comparison purposes, the results of
a simple low-pass filter on the phase contrast output are also plotted (bottom right).
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only visual measurements of the results of the imaging process.

Let f be a 2-dimensional input image and let s be a ‘structuring element’ (a real

function defined on a subset S of 2-dimensional space). The erosion of f by s is defined

as:

(f 	 s)(x) = inf
y∈S

[f(x+ y)− s(y)] (2.3)

In a similar vein, we define the dual operation of erosion, known as dilation:

(f ⊕ s)(x) = sup
y∈S

[f(x− y) + s(y)] (2.4)

Note that for digitized images where the intensity values are discrete, it suffices

to use minimum and maximum instead of infimum and supremum. Given these two

definitions, the top-hat transform of the image is defined as follows:

tophat(f) = f − (f 	 s)⊕ s (2.5)

The top-hat transformation is capable of removing halo effects and thus approxi-

mating the optical reconstruction. To do this, the structuring element s is defined as a

uniform zero function (s(y) = 0) on a circular domain S centred on the origin with

radius r. Typically, r is chosen to be of roughly the same size as the radius of the halo

artefacts. An example of this can be seen in Figure 2.9.

In this method, there is only one tunable parameter (the radius of the structuring

element) which makes fitting to images easier to perform visually. Indeed, this is the

method used in the method of Ambühl (Ambühl et al., 2012), a reference method

used in this work, among others.

2.3 Summary

The experiments carried out in this work were concerned with hNT astrocytes and

HMEC-1 cells. The motile behaviour of these cells is important in wound healing,

especially in the CNS. Live-cell imaging can be performed with various techniques
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Figure 2.9: The top-hat transformation. Shown are two sample cells (left) and the
result of applying a top-hat filter (right) with radius 7. As can be seen, the phase halo
is largely removed and replaced with a dark halo of much smaller relative difference
with the background.

including fluorescent and phase contrast optics. Due to issues with phototoxicity

(radiation damage to cells), photobleaching (loss of colour in dyes after some level

of light exposure), and interference of dyes with normal cell function, we used phase

contrast imaging.

To understand the data produced by phase contrast imaging, we have presented a

simplified overview of how phase contrast imaging works and used this information

to investigate reconstruction of optical sample from phase contrast images. It can be

shown that background subtraction improves image quality. If just cell shapes are

required, it can be demonstrated that reconstruction may actually be less optimal than

working with just background-subtracted microscope data. Additionally, if cell region

thickness information is required, top-hat filtering provides a practical alternative to full

reconstruction. In the next two chapters, we thus use both background subtraction and

top-hat filtering methods as a basis for methods for segmenting cells from microscope

images.
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Chapter 3

Modeling Cell Movement with

Random Walks and Cell Membrane

Simulations

3.1 Introduction

It is a remarkable fact of biology—uncovered only in the past few decades—that

the molecular mechanisms that simple unicellular organisms use to search for food

are very similar to the mechanisms of cellular motility at play in higher organisms

(Abercrombie, 1980). These mechanisms are seen in many processes, such as axons

moving and finding other cells (Tessier-Lavigne and Goodman, 1996), development

of the cerebral cortex (Germain et al., 2010), or cancer cell movement throughout

the body (Ridley et al., 2003), or even the movement of leukocytes (white blood

cells) across blood vessel walls (Evans, 1993). Since the mechanisms underlying cell

movement are common across a wide array of organisms, many insights into human

development may be obtained by studying eukaryote (animal, amoeba, fungus, etc.)

cell movement in general, for both mammalian and unicellular cell types. In the body,

cells often move by pushing against other cells or the extracellular matrix (ECM).

These types of movements are easily replicated in vitro on glass plates, allowing the

detailed study of cell migration.
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As mentioned in Chapter 1, as part of the research conducted in this work, it was

desirable to have a cell model that could be used to model various aspects of cell

behaviour to test and calibrate image segmentation and cell movement modelling

algorithms. Thus models are sought that are simple to implement and verify, produce

a wide range of cell movement dynamics, and correspond with natural cell movement

and shape dynamics.

Many types of models of cell movement are possible, at various levels of detail,

from models of cell position over time (Gail and Boone, 1970, 1971; Gail, 1973;

Nossal and Weiss, 1974; Hall, 1977; Othmer et al., 1988) to complex 3D models that

simulate the detailed structure and distribution of the cytoskeleton and biomolecules

(Mogilner, 2009). In Section 3.2, random walk models are presented and an improved

method is given to estimate cell movement indices (speed, randomness, etc.) from

real data. These models are useful in parametrizing different types of cells according

to how directed and persistent their movements are. In Section 3.3, an overview of

the biochemical machinery behind cell movement is given and simple models are

presented for simulating cell shape changes as cells move. The connection between

simple random-walk models and more complex models is presented, using simple cell

movement indices to estimate detailed behaviour. In the following chapters, these cell

models will be put to use in testing cell tracking and cell shape statistical modelling

algorithms.

A portion of the work presented in the following chapter is drawn from a paper

submitted to the AIChE journal in September 2012 and published in October 2012

(“Letter to the Editor”, AIChE Journal, 58(12) pp.3930 (Nejati et al., 2012b)), as

permitted by the University of Auckland under the 2011 Statute and Guidelines for

the Degree of Doctor of Philosophy (PhD).

3.2 History of random walk models

A random walk (Berg, 1993) is a general type of movement that consists of random

steps. An example is Brownian motion (Peres, 2008), in which the position of a particle
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at a particular time x(t) is a Wiener process (Durrett, 1996). It has long been realized

that cell movement, especially of bacteria, amoeba, and metazoan cells on substrates

can be modelled very well as a persistent random walk (Othmer et al., 1988; Alt, 1990).

In this model, the particle moves randomly but ‘remembers’ its direction of movement

for a short time. Specifically, a persistent random walk is defined as a continuous-time

walk x(t) where the velocity autocorrelation function drops off exponentially:

〈v(t+ τ).v(t)〉 = S2e−τ/P

where S is the root-mean-squared speed of the particle, and P is a parameter which is

known as the persistence time. The brackets indicate expected value taken over t. The

velocity of the walk at each point in time is v(t) (dtv(t) = dx(t)) and the angle θ(t) of

the tangent line to the walk can be given by a Wiener process with variance σ2. For

the purposes of this work, we consider a special case of such walks where the speed is

constant: ‖v(t)‖ = S. This model of unbiased correlated random walks has been used

to model many different types of biological movement (Alt, 1988, 1990). It can be

shown from the central limit theorem (CLT) that as long as the distribution of ∆θ(t) is

independent of time (and speed has a finite mean), every random walk is equivalent

(in the limit of short time steps) to this type of walk. A related, but different type of

movement is the so-called Lévy walk (Fogedby, 1994; Kleinberg, 2000) where the

speed does not have finite mean.

The persistent random walk model has been widely studied across many fields

under many names. In biology it is often also known as the correlated random walk

(CRW) or, when there is no ambiguity, the ‘velocity jump process’ (Codling et al.,

2008). In physics, it has been studied under the worm-like chain (WLC) framework for

polymer physics (Doi and Edwards, 1986). A polymer chain is analogous to the trace

of an object moving according to a random walk; persistence time is here replaced

with persistence length. Thus, many results from polymer dynamics can be carried

over and used to analyse cell movements (Spakowitz and Wang, 2005).

A related model is the biased random walk (BRW) (Codling et al., 2008) where the

velocity preferentially moves towards some particular values. In this model, ‖v(t)‖ = S
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as before, but θ(t) is no longer a Wiener process; instead it always tends toward some

value. A random walk may be both persistent and biased, and indeed this reflects

the movement behaviour of many cell types during e.g. chemotaxis (Codling et al.,

2008). A non-biased, persistent random walk reflects the behaviour of cells in isotropic

environments (where no chemotaxis may take place).

There are other modifications to this type of model, such as the reinforced random

walk (Codling et al., 2008); where the bias of the random walk depends on the history

of the random walk (this could arise as, for instance, a cell secreting and absorbing

chemotaxis molecules). Here, our focus is mainly on the CRW, however we discuss the

relationship to other types of random walks where necessary.

3.2.1 Random walks as models for cell movement

Random walk models have been used as tools to estimate various properties of cells,

both individually and in aggregate (Byers, 2001; McCann et al., 2010; Saragosti et al.,

2011; Holmes et al., 2012). The mean-squared distance (MSD) or mean-squared

displacement is a measure of how far the cell drifts from its initial position over time.

It may be written as 〈d2(t)〉, where d(t) is distance from initial point at time t. In

Brownian motion, MSD is proportional to t; in linear movement it is proportional

to t2. In persistent random walks, it is proportional to t at small timescales (much

shorter than persistence time) and t2 at large timescales (much longer than persistence

time). A more intuitive measure of movement (one that corresponds more closely

to how large populations of individuals disperse over time) is the average dispersal:

〈|d(t)|〉. This quantity is somewhat more difficult to work with mathematically (Byers,

2001; Codling et al., 2008) but can be used to better predict the spread of objects out

from a region. Another important quantity is the directional displacement (Codling

et al., 2008; Van Haastert, 2010) 〈D(0, t)〉 where D(0, t) represents the image of the

vector x(t) on the tangent line to x(0). This quantity is useful to characterize how the

cell responds to directional cues, and to distinguish biased from non-biased walks.

Calculating these statistics on cell movements can serve to validate or invalidate

various movement models.
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For instance, in work carried out by Laurent Golé et. al. (Golé et al., 2011), the role

of quorum sensing factors (QSFs) in modulating the movement of social amoeba was

investigated. These factors respond to concentrations of cells in an environment and

have been suggested as playing an important role in the life cycles of bacteria, fungi,

and in cancer metastasis (Golé et al., 2011). By taking into account the MSD, that study

confirmed that social amoeba in a vegetative state follow a persistent random walk and

that the persistence time of this walk is modulated by quorum-sensing factors (QSFs).

In (Van Haastert, 2010), the relationship between cell movement and shape dynamics

was explored; it was revealed that the way the cell actin cytoskeleton creates new

protrusions (either de novo or by splitting off from existing protrusions) has an effect on

the persistence time of the random walk. This work demonstrates that simple analysis

of movement trajectories can aid in understanding the internal chemical dynamics

of cell movement. In (Saragosti et al., 2011), analysis of individual trajectories of

randomly-moving bacteria was used to discover the relationship between travelling

waves of bacterial infection in blood vessels and individual bacterial movement. This

was revealed by analysis of the persistence times of a large number of individually-

tracked bacteria. In (Holmes et al., 2012), the movement dynamics of neutrophils

away from a wound was investigated. By fitting a random walk model, that study

revealed that movement away from a wound more closely resembled drift-diffusion

(random walk) rather than a biased and deliberate movement. That is, directional

displacement and persistence times were relatively small. In (McCann et al., 2010),

the role of the cAMP-regulating molecule, ACA, was investigated in modulating the

collective migratory behaviour of amoeba. Certain amoeba cluster together in streams

and migrate collectively towards food sources under certain circumstances. It was

discovered that the MSD and the persistence of cells moving collectively is the same

as cells moving individually. Collective movement happens through signal relay as

opposed to any change in individual directionality or persistence. This suggests that

the fundamental mechanisms of collective and individual migration are the same.

Based on these studies, it is extremely important to be able to estimate the move-

ment parameters (speed and persistence time) from cell tracks. This is fundamental
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Figure 3.1: Some examples of random walks. Left: Brownian motion. Middle: A
persistent random walk, with the variance of ∆θ being equal to 1/2. Right: A set
of persistent random walks emerging form the origin at the same initial direction
(variance of ∆θ = 1/5).

information that, as mentioned, many studies have tried to estimate from real cell data

to fit to models of cell behaviour (Palecek et al., 1997; Burgess et al., 2000; Satulovsky

et al., 2008; Li et al., 2008c; Kim et al., 2008; Fraley et al., 2010; Van Haastert, 2010;

Golé et al., 2011; Gorelik and Gautreau, 2014). Unfortunately, most of these studies

do not use estimation methods that are accurate and robust. In the next section, we

will describe an optimal method developed during the course of this doctoral work

(Nejati et al., 2012b) for calculating these indices.

3.2.2 Estimation of cell movement indices

An important consideration is being able to infer S and P from experimental data.

Purely theoretical analyses (Alt, 1990) can be used to show that the mean-squared-

displacement of a particle undergoing a persistent random walk follows the equation:

〈d2(t)〉 = 2S2P
[
t− P

(
1− e−τ/P

)]
One solution would therefore be to calculate the least-squares displacement of the

cell and try to fit it into the curve 〈d2(t)〉. This, in combination with taking the average

speed of the cell, results in obtaining S and P .

The accuracy of the estimated 〈d2(t)〉 curve increases when averaging over different

starting points. That is, one must compute:
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〈d2(t)〉 =
1

ni − t

T−t∑
i=1

‖x(t+ i)− x(i)‖2

where T represents the length of the empirically-recorded particle movement time.

This averaging introduces the problem that 〈d2(t)〉 and 〈d2(t + ε)〉 (where ε is some

small number) maybe highly correlated, since they are calculated using largely the

same empirically-obtained data. Thus a simple least-squares fit to the 〈d2(t)〉 curve

(Dunn, 1983) may be inappropriate, as it would result in a biased estimate for P , as

demonstrated by Dickinson and Tranquillo (Dickinson and Tranquillo, 1993). Thus

a new method based on generalized least-squares regression (GLSR) was proposed;

obtaining the covariance matrix of the 〈d2(t)〉 coefficients and using this to produce a

better fit. However, the model given in (Dickinson and Tranquillo, 1993) produces

inaccuracies in many circumstances; in this work we have completed the model and

presented a finalized version that is guaranteed to give accurate results in all cases

(Nejati et al., 2012b).

The proposed GLSR method works by minimizing the following function:

F (Θ) = ε>V−1ε (3.1)

where ε are the residuals of the regression:

εi ≡ x̄i − ηi(ti, S, P ) (3.2)

and x̄i are the measured mean-squared displacements, with:

ηi =

[
n− i
i

]
(3.3)

Here, square brackets denote largest integer less than or equal to the quotient therein.

V is the (exact) covariance of the residuals, obtained analytically. Notice that regular

least-squares regression is equivalent to GLSR when V is the identity matrix.

Thus to carry out GLSR, we must calculate this covariance matrix:
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vij =
1

ni

1

nj

ni∑
k=1

nj∑
i=1

〈xik, xj,p+i〉 − ηiηj

We may calculate the expected values in the above equation using:

〈xik, xj,p+i〉 − ηiηj = 4

ˆ T1+T2

0

dt1

ˆ T1+T2

t1

dt2

×
ˆ T1+T2+T3

T1

dt3

ˆ T1+T2+T3

t3

dt4Φ(t1, t2, t3, t4;P, S)

3.2.3 Correct calculation of covariance matrix

We implemented the algorithm given in (Dickinson and Tranquillo, 1993) and were

able to confirm that our results match the mathematical formulation (See Figure 3.4).

However, we found that the formulation of the covariance matrix in that paper was

slightly incorrect, causing the matrix to lose guaranteed positive-definiteness (Nejati

et al., 2012b) and thus give imprecise or unusable results. It may have been due to this

error in the covariance matrix formulation that this approach to estimating movement

indices did not see widespread use. In the following, the precise source of this error

and a correction will be given.

In (Dickinson and Tranquillo, 1993), a function Φ is defined in eq. AII3:

Φ(t1, t2, t3, t4;P, S) = 〈[v(t1).v(t2)][v(t3).v(t4)]〉 − 〈[v(t1).v(t2)][v(t3).v(t4)]〉

and a closed form is given in eq. AII11:

Φ = S4e−(τ4−τ1)/P [e(τ3−τ2)/P − e−(τ3−τ2)/P ] (3.4)

While the mathematical derivation is well-thought out and elegant, a critical

portion of the derivation – namely, eq. AII5 – is given without justification:
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Φ(t1, t2, t3, t4;P, S) = 〈v(t1).v(t3)〉〈v(t2).v(t4)〉 − 〈v(t1).v(t2)〉〈v(t3).v(t4)〉

Here, we calculate Φ and show that the resulting equation differs from eq. AII11.

The velocity autocorrelation function is:

〈v(t1).v(t2)〉 = 〈S2 cos [θ(t1)− θ(t2)]〉

We see that θ(t1)−θ(t2) is distributed normally with mean 0 and variance (t2−t1)σ2

(since it is a Weiner process) thus the above expected value calculation can be written

explicitly:

〈cos [θ(t1)− θ(t2)]〉 =
1

σ
√

2π(t2 − t1)

ˆ +∞

−∞
e−x

2/[2σ2(t2−t1)] cosxdx

Computing this integral gives:

〈v(t1).v(t2)〉 = S2e−σ
2(t2−t1)/2

The quantity P = 2/σ2 is known as the persistence time (Alt, 1990). By extending

this idea (computing the expected value integral) it is possible to derive a closed form

solution for Φ. Consider the first term in eq. A113. Again, since the speed is constant,

we have:

〈[v(t1).v(t2)][v(t3).v(t4)]〉 = S4〈cos [θ(t1)− θ(t2)] cos [θ(t3)− θ(t4)]〉

For notational simplicity we will use the following shorthand:

Ψ = 〈cos [θ(t1)− θ(t2)] cos [θ(t3)− θ(t4)]〉

For calculating Φ, we first notice that if t3 > t2, then the velocity autocorrelations

are statistically independent and thus Φ vanishes. As a representative example for

a non-vanishing case, consider the case where t1 < t3 < t2 < t4 (henceforth known
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as case A; see Figure 3.2.A). This corresponds to equation AII6 in the Dickinson and

Tranquillo paper. Rotate into the coordinate frame where the curve angle at time t1 is

zero i.e. denote by φi + θ1 the angle the curve takes at point ti. Thus in this case we

may rewrite Ψ as:

Ψ = 〈cos(φ2) cos(φ4 − φ3)〉

We therefore want to calculate the expected value of cos(φ2) cos(φ4 − φ3), given

that the first and second intervals overlap by t2 − t3. To calculate this expected value,

we may integrate over all curves:

ΨA =

ˆ +∞

−∞
dφ3

ˆ +∞

−∞
dφ2

ˆ +∞

−∞
PA(φ3, φ2, φ4) cos(φ2) cos(φ4 − φ3)dφ4

where PA symbolically represents the probability that the curve will have rotated by

angle φ3 after time t3, φ2 after time t2, and φ4 after time t4.

Performing this integration yields:

ΨA(t1, t2, t3, t4;P ) =
1

2

(
e2σ2 t3+

σ2 t1
2 + e2σ2 t2+

σ2 t1
2

)
e−

σ2

2
(t4+t3+3 t2)

Using a similar procedure as above for the other cases (B, C, and D, see Fig-

ure 3.2.D), we obtain the general formula for when τ1 < τ2 < τ3 < τ4 (using the fact

that P = 2/σ2 to simplify Ψ):

Ψ(τ1, τ3, τ2, τ4;P ) = e(τ1−3 τ3+3 τ2−τ4)/P + e−(τ2−τ1+τ4−τ3)/P

Now multiply Ψ by S4, and add in the second term in eq. AII3 to obtain the full

form:

Φ =
S4

2
Ψ− S4e−(τ2−τ1)/P e−(τ4−τ3)/P (3.5)

It can easily be seen that this is markedly different from the form given in (Dickinson

and Tranquillo, 1993), which is 3.4.

45



CHAPTER 3. MODELING CELL MOVEMENT

Monte Carlo simulations were done and show good agreement with Equation (3.5).

See Figure 3.3. The simulation process is as follows:

1. Input the parameters for the simulation (t1, t2, t3, t4, S, P , and a small step size

dt).

2. Create a random walk using these parameters (by simulating the turning angle

as a Weiner process and moving a constant distance Sdt at each step).

3. For this random walk, calculate 〈v(t1).v(t2)〉 and 〈v(t3).v(t4)〉 and store them as

the next elements in sequence a and b, respectively.

4. Repeat from step 2 until a sufficient number of samples have been collected.

5. Return the covariance between sequences a and b.

In Figure 3.4, the average mean-squared-distance for a random synthetic persistent

random walk is shown (with parameters S = 1 and P = 4), along with the fit

produced by GLSR and the true theoretical curve. A simple regression scheme would

fit directly on to the data (circles). However, that would be sub-optimal as the true

curve is the theoretical one; deviations from the theoretical line are simply produced

by random fluctuations. The GLSR scheme places the greatest emphasis on fitting to

the coefficients with smaller t value at the expense of those of larger t value, since the

coefficients at lower t value are less correlated and thus carry more information.

3.3 Membrane movement

Until the second half of the 20th century, very little was known about the detailed

mechanisms of how cells propel themselves. For metazoan cells (animal cells) the

contributions of Michael Abercrombie in consolidating existing knowledge in a series

of papers and lectures (Abercrombie, 1980; Abercrombie et al., 1977) created renewed

interest in this area. In these studies it was established that metazoan cells move in a

four-step process: The extension of protrusive structures, adhesion of these structures

to the substrate, de-adhesion and retraction of the cell at the trailing edge, and forward
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Figure 3.2: To calculate Ψ, we calculate the expected value of the covariance between φ4−φ3

and φ2, over all possible curves. One sample curve shown; angles are derived from the points
on the curve corresponding to pre-specified times, with the angle at t1 assumed to be zero. In
A, the intervals overlap by t2 − t3, in D the second interval is contained completely inside the
first interval. Note: we use A and D for consistency with the notation used in (Dickinson and
Tranquillo, 1993).
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Figure 3.3: Autocovariance function (Φ) given in (Dickinson and Tranquillo, 1993) compared
with the one derived here (‘Actual’, (Equation (3.5))), for cases A and D (see Figure 3.2). Since
the parameter space is 6-dimensional, only a small part of it can be shown. A. In this case,
t2 − t1 = 10, t4 − t3 = 10, P = 2, S = 1, and the degree of overlap between the first interval
and second interval is varied. D. In this case, We set t1 = 0 and t2 = 10, and vary t4 from 0 to
10, while setting t3 = t4/2. We also set P = 5. In both cases, we can see that the Monte Carlo
simulations agree with our derivation and disagree with the other derivation.
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Figure 3.4: Mean-squared distance computed from the data (dots), from curve fitted
to the data using GLSR (long dashes) and from the parameters used to construct the
random walk (short dashes). Note that the curve computed using GLSR matches the
theoretical curve more closely than the data; this is the behaviour that is desired (for a
full explanation see (Dickinson and Tranquillo, 1993). The values of the parameters
are: S = 1, P = 4 (theoretical) and S = 1.0265, P = 4.9679 (GLSR estimate).

movement of the cell body (through actomyosin contraction or other mechanisms

(Lauffenburger and Horwitz, 1996)). See Figure 1.3. A good introduction and review

of these concepts is given in (Mitchison and Cramer, 1996).

Cell movement takes on many different forms. The movement of metazoan cells

can be roughly divided into several classes, based on the types of cells that express

them, the migration speed, and the types of protrusions that are seen (Friedl and Wolf,

2010, 2003). ‘Blebs’ are round protrusions that are formed when the cell membrane

disassociates from the cell cortex and is thus pushed outward by cytosolic pressure.

These protrusions generally occur rapidly and thus in time-lapse microscopy they often

seem to appear instantaneously. The word ‘pseudopod’ is generally taken to refer to
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Figure 3.5: Cell cytoskeletons. Left: Mouse fibroblasts stained with green fluorescent
protein (GFP) to bind to actin. Many microfilaments can be seen; extensions of these
outside the cell form filopodia. Right: A similarly-stained endothelial cell, showing a
clear lamellipodium on the top-left portion of the cell.

any actin-filled protrusion of the cell surface (Van Haastert, 2010). There are two

important types of pseudopods: Some pseudopods are exceedingly thin (< 100 nm)

and consist of little more than a thin actin layer. These are known as lamellipodia

(see Figure 3.5). A related type of structure is where actin polymers aggregate into

tight bundles (via actin-binding proteins) instead of broad sheets. These cause long,

thin pseudopods to form that are called microspikes (when short) and filopodia (when

longer). Filopodia consist of actin filaments that are condensed into tight bundles

(Small et al., 2002), see Figure 3.5.

The dynamics of pseudopod formation are extremely important for cell movement.

For instance, pseudopods may be formed de novo or by splitting of existing pseudopods

and it is observed that cells that place more emphasis on de novo pseudopod formation

have short persistence time and tend to have a more ‘Brownian’ type of motion (Van

Haastert, 2010; Van Haastert and Bosgraaf, 2009).

3.3.1 Motility through cytoskeletal restructuring

The process by which actin polymerization leads to the extension of pseudopods is

termed ‘tread-milling’. Actin polymerizes into chains (known as fibrous actin or F-

actin) that are spread throughout the cell. These chains are polarized i.e. they show
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Figure 3.6: Actin cytoskeleton near cell membrane, including a lamellipodial meshwork
and an emerging filopodium. A selection of some important proteins are shown.

different behaviour at either end. At the so-called ‘barbed’ end rapid polymerization

takes place, but at the opposite end (called the ‘pointed end’) polymerization is slow

and hampered by the breaking apart of the polymer (Pollard and Borisy, 2003). In

addition, newly-attached monomers are tightly bound, but older monomers undergo a

structural change (due to the breakdown of ATP) which causes the resultant helices

to be unstable. For these reasons, if an actin polymer is surrounded by a surplus of

free ATP-bound monomer, it will appear to ‘move’ in a single direction. In the cell,

actin forms cross-linked networks and localized polymerization of these networks can

push against the membrane to cause protrusions to form (Lee et al., 1993). Various

mechanisms exist to cross-link, branch, cap, and otherwise regulate the dynamics of

the network. For a good review, refer to (Pollard and Borisy, 2003).

The lamellipodium is formed by actin filaments at the leading edge of cell poly-

merizing and pushing against it. There are capping proteins that serve to bind to the

barbed end of actin filaments and prevent them from further polymerization. However,
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there are nucleating proteins (such as Arp2/3 complex, see below) which act as new

nucleation sites for actin filaments to form. Together, these mechanisms form feed-

back loops that regulate the number of filaments at the leading edge, controlling cell

movement speed. Filopodia are formed by the bundling-together of parallel actin fila-

ments. This is made possible by actin bundling proteins such as fascin. These bundling

proteins are observed to exist in filopodia in high concentration. See Figure 3.6 for a

pictorial illustration of some of the function of some of these molecules.

3.3.1.1 Molecular mechanisms of cell motility

The array of molecules involved in regulating motility, including actin cytoskeleton

regulators, myosin motor regulators, chemotactic receptors, and second messengers

is vast; an introductory review can be found in (Pollard and Borisy, 2003). A full

study of the molecular mechanisms of migration is beyond the scope of this work

but we mention several key pathways that have been often modelled in migration

modelling efforts. Arp2/3 (actin-related protein) complexes form nucleation sites

where new actin filaments can form and they are regulated by WASP/Scar/WAVE

proteins. The activity of these, in turn, is regulated by a variety of second messengers,

using messengers from the Rho family of GTPases, such as Rac, Rho, and Cdc42.

Rho GTPases also have a variety of other roles in cell motility. Rho GTPases are a

kind of G-proteins, proteins which have the function of transmitting signals from the

outside of the cell to the inside of the cell. This happens via binding of guanosine

triphosphate (GTP). Rho regulates the contraction of the cytoskeleton throughout the

cell anterior and lateral sides (Moon and Zheng, 2003; Peck et al., 2002; Sasaki and

Firtel, 2006), which assists in movement and de-adhesion. Rac and Cdc42 are involved

in the formation of filopodia and lamellipodia (Sasaki and Firtel, 2006; Nobes and

Hall, 1995). It has been found that PIP3 is recruited to the cell membrane in many

types of motile cells, where it may possibly be produced through a feedback loop

between PI3K, PTEN, and the cytoskeleton (Carracedo and Pandolfi, 2008).

These can be activated by membrane receptors such as G-protein coupled receptors

(GPCR). Actomyosin contraction is governed by the activity of MLCP (myosin light-
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Figure 3.7: A summary outline of the regulation of the actin cytoskeleton. Shown are
the pathways leading from membrane proteins (top part of image) to regulation of
filopodia, lamellipodia (right side of image), the actomyosin system (bottom part of
image) and adhesion mechanisms (left side of image). Notable proteins include the
Rho GTPases (Rac, Rho, and Cdc42) acting as second messengers from membrane
proteins to the main motility mechanisms. Figure courtesy of the KEGG pathway
database.

chain phosphatase) and MLCK (myosin light-chain kinase) proteins. The activity of

these is influenced by ROCK (Rho-associated kinase) and PAK (p21-activated kinase)

proteins, which in turn can also be regulated by Rho GTPases. A brief summary of

some other molecules involved in the process are depicted in Figure 3.7. Currently, the

main issue in the development of accurate cell models for motility is the large number

of molecules involved in this process and the lack of a full spectrum of experimental

data on them.
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3.3.2 The Brownian Ratchet

To address the issue of how actin polymerization can cause membrane movement,

the ‘Brownian ratchet’ model was first introduced by (Peskin et al., 1993). In this

model, actin filaments grow with their plus ends very close to the membrane (but

not attached to it). The natural conformational fluctuations of the filament and

membrane occasionally open up an area where actin monomers can attach themselves

to the leading end, thus causing the filament to grow and the membrane to be forced

outward. In this model, the only energy that is required for movement is for the

activation of G-actin. The initial Brownian ratchet model considered fluctuations

of the load (membrane) only; (Mogilner and Oster, 1996) extended the model to

account for the thermal motions of the filaments as well, showing that this could

reproduce the parameter of motion of different organisms. For further analysis refer to

the comparison of different models given in (Mitchison and Cramer, 1996). It is now

known that the full picture is more complicated, involving special molecules imposing

restrictions on how the barbed ends attach to and rotate relative to the cell membrane

(Brangbour et al., 2011). However, the Brownian ratchet models remains a very useful

simple model for understanding actin treadmilling.

Some actin filaments may be capped at their ends, inhibiting further protrusion.

This process acts to inhibit protrusion. On the other hand, new actin filaments can be

‘nucleated’ from Arp2/3. It was long thought that Arp2/3 attaches to existing actin

filaments to nucleate new ones at a 70° angle (Mullins et al., 1998). Recent studies have

indicated that Arp2/3 branching is not as important as previously thought (Mahaffy

and Pollard, 2008; Carlier, 2010), however Arp2/3 still acts as a nucleation site for

new actin filaments. Nucleation and capping are the two of the main mechanisms

which regulatory pathways serve to control to regulate migration (see Figure 3.7).

3.3.3 Keratocytes

Keratocytes (of the cornea) provide an interesting basis for studying eukaryotic cell

movement, given that they have a very smooth and continuous ‘gliding’ motion. This
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Figure 3.8: Migrating keratocytes.

gliding motion is simply a constant velocity translocation of the whole cell that usually

starts abruptly and ends abruptly, with the cell taking on a fan-like shape with the long

axis perpendicular to the direction of motion (Figure 3.8). The steps of protrusion, ad-

hesion, contraction, and de-adhesion take place simultaneously, giving the appearance

of steady-state motion, with differential concentration of myosin motors throughout

the cell body producing the traction forces necessary (Mogilner et al., 2001). Because

of this steady-state property as well as the fact that the contraction forces produced by

myosin motors are relatively low (Lauffenburger and Horwitz, 1996), such cells have

been popular model organisms for studying cell movement. The speed of movement

depends upon a variety of factors and varies greatly depending upon cell type. Fish

keratocytes, discussed earlier, can move several microns per minute (Mogilner et al.,

2001).

In (Lee et al., 1993) the movement of fish keratocytes was modelled under the

assumption that the pushing force is perpendicular to the cell membrane at all points,

and that actual extension rate is highest at the cell apex (movement front) and

decreases towards the sides and back. Quantitatively, the cell front was modelled as a

semicircle and the protrusion rate at each point was given by:

V = R tan(π/2− θ) cos θ (3.6)

where R is the radius of the cell and θ is the angle (from the apex) of the point on the

membrane. (however, in the paper a different notation is used). These assumptions,

collectively termed the ‘graded radial extension’ (GRE) model, were able to derive

a shape similar to that of moving keratocytes (Figure 3.9). The GRE model was

the first model that neatly described keratocyte motion, and was the basis for some
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Figure 3.9: Graded radial extension model. A stable migrating shape somewhat similar
to Figure 3.8 is produced. The variables indicated in the figure (V , R, θ) are related as
given in Equation (3.6).

further phenomenological investigations. For example, by recording the shapes of

many different keratocytes and finding the principal components of this shape set, it is

possible to derive set of modes that together explain 93% of the variability, along with

just two dimensionless parameters that characterize the shape and motion of cells

(Keren et al., 2008).

3.3.4 Computational simulations of non-steady movement

As cells are 3-dimensional structures with varying fluid properties across their volume,

it is natural to try to solve the problem of cell migration systems by modelling pro-

trusion, adhesion, contraction, and biomolecule diffusion across the 3-dimensional

domain using e.g. finite element methods. However, finite element methods with

moving boundary conditions must be used (Rubinstein et al., 2005) and these types

of simulations may be difficult to carry out properly. Nevertheless, as computers

have advanced, simulations involving individual actin filaments have been undertaken

(Alberts and Odell, 2004; Atilgan et al., 2006; Schaus et al., 2007). Of course, all such

simulations must make sweeping simplifications, such as continuum modelling of most

non-structural biomolecules.

Remarkably, simpler models using only two-dimensional (or even, in some cases,

one-dimensional) volumes and a handful of chemical species that interact in simple
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ways have been able to reproduce a strikingly large array of observed cell behaviour

(Neilson et al., 2011; Satulovsky et al., 2008). In addition, these models have the

advantage of being easy to test in various ways and with various combinations of

parameters. Indeed, it is this ability which easily allows such models to be fit to (and

reproduce) the specific migratory behaviour of natural cell types (Satulovsky et al.,

2008).

3.3.4.1 Turing-type models

As described in section 3.3.1, polarization of a cell in preparation for movement

involves the formation of local regions of, for instance, PI3K, Ras, and PIP3 activity

at the front edge of the membrane as well as pseudopods. The precise nature and

interplay of the various chemicals involved remains unknown, thus abstract models

consisting of hypothetical activator and inhibitor chemicals have been formulated. The

simple backbone of modelling efforts in this direction is the reaction-diffusion (RD)

equation model. A simplified RD equation would be the following, where nonlinear

interactions are captured by f and g:

∂u

∂t
= Du∇2u+ f(u, v) (3.7)

∂v

∂t
= Dv∇2v + g(u, v) (3.8)

Various models use various combinations of these factors, perhaps including various

different ‘compartments’ for chemical reactions to happen in (cell membrane regions,

cell interior, etc.) to try to model the control circuits of migration. modelling efforts

for cell behaviour have tried to use simple chemical dynamics (and, often, to study

chemical dynamics independently of actual cell displacement or movement) to recreate

the following observations about cell movement behaviour:

1. Cells are able to polarize (form distinct ‘front’ and ‘back’ ends). Some cells (like

Dictyostelium) do this spontaneously, others, like neutrophils, only do this in

response to some external stimulus such as a chemical gradient. Polarization is a
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precursor to movement.

2. Polarization is often self-sustaining and may persist even when external stimuli

are removed.

3. Nevertheless, cells retain the ability to respond to new external stimuli and

change movement direction, even when the stimuli are weak.

An important challenge is capturing these varied dynamics of cell motility in simple

models. As mentioned, natural cells tend to have various positive and negative

feedback systems to avoid getting ‘stuck’ in some state. For instance, even though cell

polarization tends to be self-sustaining, in the absence of external stimuli polarization

will usually eventually dissipate and the cell will return to an ‘exploratory’, non-

polarized state. Additionally, cells that are highly polarized will nevertheless be able

to react in a change in chemical gradient direction and change their polarization

state. In a pioneering study (Meinhardt, 1999), this type of behaviour was simulated

in one dimension (along the cell boundary) by postulating two types of inhibitors:

a fast-diffusing, ‘global’ inhibitor (represented here by I(t)) which acts to assist in

setting up polarization, and a slow-diffusing, powerful ‘local’ inhibitor (represented

here by L(x, t)) which acts on a longer timescale and serves to provide a mechanism

for the cell to become sensitive to new stimuli even after it has been polarized. In this

model, an the activator is produced according to an enzymatic reaction model and the

global and local inhibitors are produced proportionally to the global and local levels of

activator concentration, respectively. The equations describing these reactions are:

∂A

∂t
=

S(x, t)(A/I + bA)

(sL + L)(1 + sAA2)
− rAA

∂I

∂t
= rI

ˆ
D

A(x)dx− rII (3.9)

∂L

∂t
= bLA− rLL

where A(x, t) is the activator molecule and S(x, t) is the external stimulus. Values

for the various parameters of the model are presented in (Meinhardt, 1999) (Table
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Name Description Value
rA Decay rate of activator A 0.02
bA Basic production of activator 0.1
sA Saturation value of activator autocatalysis 0.005
rI Decay rate of fast inhibitor I 0.03
bL Production rate of slow inhibitor 0.005
rL Decay rate of slow inhibitor 0.013
sc Michaelis-Menten constant 0.2

Table 3.1: Values for reaction-diffusion model of (Meinhardt, 1999) (model (3.9)).

3.1). Note that the activator equation corresponds to an autocatalytic (self-catalysing)

activator, with Michaelis-Menten kinetics (Michaelis and Menten, 1913). The global

and local inhibitors simply respond to the total and local concentration of the activator,

respectively, while also decaying by amounts rIand rL, respectively. Note that the

biological nature of the activator and inhibitor may not be specified but could be

various G-coupled proteins, GTPases, or something as simple as the phenomenon of

g-actin depletion. This model displays Turing-type chemical instabilities (Turing, 1952)

and this is what causes the polarization behaviour. A Turing-type instability is an

instability in two-component reaction-diffusion system, whereby the system becomes

trapped in an oscillation where the relative concentrations of the two components

oscillates instead of converging to some value. This manifests as local ‘pockets’ of

varying chemical concentration. Simulations of this model are capable of amplifying a

small external stimulus to the point of polarizing the cell and moving in a particular

direction. However, if the direction of the stimulus is changed, the model still retains

the ability to change the direction of polarization towards this new stimulus (see

Figure 3.10) and if the external stimulus is removed, the polarization will cease.

3.3.4.2 LEGI models

While Turing instabilities seem to reproduce some cell movement behaviour, they fail

to take into account resting states when the cell is not polarized and is not being

excited by external gradients. They also fail to take into account sensitivity to new

gradients. Local Excitation, Global Inhibition (LEGI) models attempt to rectify these

issues. These work by modelling response as a separate element, here represented
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Figure 3.10: Heat map of simulations from the model of (Meinhardt, 1999). The
vertical axis is position along the perimeter of the cell (in degrees). In the top
simulation, the external stimulus direction was changed at time indicated by the white
dotted line (6000 s). The cell protrusion soon changes to follow this stimulus direction.
In the bottom simulation, the external stimulus was ceased at 6000 s.
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with R(x, t), that is not directly dependent on external stimuli but instead is activated

via the activator and inhibitory elements. By then having the activator and inhibitor

separately respond to the external stimulus directly, strong inhibition can be achieved

and spontaneous polarization and inertia can be avoided. The basic LEGI model, as

given in (Levchenko and Iglesias, 2002), is:

∂A

∂t
= kAS(x, t)− rAA

∂I

∂t
= D

∂2

∂x2
I + kIS(x, t)− rII

∂R

∂t
= kR(RT −R)A− rRIR

where RT represents total concentration of R. As can be seen from this description, the

inhibitor has linear diffusion and decay, as well as responding to external stimuli. The

response element has non-linear behaviour where, in isolation, it tends to converge

towards some positive value (first term) dependent on the level of activator, but it also

decays in a concentration-dependent, nonlinear way (second term) when the inhibitor

is present.

The model of (Satulovsky et al., 2008) is a simplified stochastic model that combines

the ideas of having protrusion and retraction (here represented by I) signals along

with spontaneous, stochastic generation of protrusion signals by the cell. In addition,

it models the physical movement of the cell as well, and not just chemical kinetics.

Retraction happens at a random rate if the protrusion signal A is greater than the

retraction signal. The retraction component, rather than gradually changing over

time, is simply set to a deterministic function of the protrusion signal. This can be

seen as modelling the ‘steady-state’ behaviour of the component, which assumes that

the retraction signal is generated and diffuses at a timescale much shorter than the

protrusion signal. The model is thus formally as follows:
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∂A

∂t
= D

∂2

∂x2
A− rAA+ f(A, I)

I = C−A

ˆ
A(x, t)dx

R = H(A− I)

where H is the Heaviside step function and f is:

f(A, I) = max(G((g(A− I, γ, λ) + Pbaseline)Nburst), 0) (3.10)

and g(z, γ, λ) is defined as γz if z ≥ λ and 0 otherwise. Note that λ is a constant of

the model. f represents a local stimulation factor as well as a random generator of

burst signals. G represents a (stochastic) Gaussian distribution. Since the stochastic

component of the model (the distinguishing factor of the model) is the f function, it

is useful to examine the behaviour of f . If A− I < λ (that is, the activation factor is

smaller than the inhibitory factor plus a constant), then random signals are generated

with standard deviation PbaselineNburst, provided that the signals are greater than zero.

If A− I > λ, then the standard deviation is increased by γ(A− I)Nburst. This simulates

the behaviour of a simplified random stimulatory factor that is enhanced if a large

concentration of A is present. It is noteworthy that this stochastic generation of

protrusion signals may, in some sense, represent the encapsulation of the generation

of protrusion signals in the model of (Meinhardt, 1999). (Satulovsky et al., 2008) also

simulated the deformation of the cell boundary according to R and the resulting cell

displacement and movement (see Figure 3.11).

Among other models are models incorporating adhesion to the substrate (Shemesh

et al., 2005; Caron-Lormier and Berry, 2005; Novak et al., 2004). It is known that

adhesion and the resulting mechanical stress on the cell body is an important factor

in regulating movement. The life cycle of adhesions consists of formation (which

happens at the moving front and in which the adhesions are relatively weak and

prone to disassembly), maturation (in which the adhesions are strong and linked to

the cytoskeleton) and separation (which happens at the rear). The model previously
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Dictyostelium Keratocyte

Figure 3.11: Steady-state shape and migration pattern of generic cell types derived
from model Dictyostelium cells. The cell shape (solid line) and migration path (dotted
line) are shown. The circle is drawn around the cell centroid at the starting point of
migration.
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discussed considers focal adhesions for cells like neurons but does not use them

for modelling Dictyostelium or keratocytes. However, For instance, in (Welf and

Haugh, 2012), a myosin-mediated mechanism along with a Rac-mediated excitatory

mechanism was used (along with a model for substrate adhesion) to reproduce the

ability, often seen in real cells, to switch between highly-adhesive and protrusive states.

3.3.4.3 Experimental validation of models

It was discovered that human keratinocytes (Alt and Brosteanu, 1995) and many

other types of cells (including fibroblasts, melanoma cells, and Dictyostelium) (Vicker,

2002; Ryan et al., 2012a,b) have the property that, when placed on an adhesive

surface, spread out, then after a period of (usually) less than an hour, produce periodic

spatiotemporal fluctuations in their leading edges. These travelling waves (or t-waves

as they are known) have become a source of insights into the internal cytoskeletal

dynamics of cells, for several reasons. Firstly, they are spontaneous and occur in

the absence of any chemical or mechanical stimulation, allowing study in isolation.

Secondly, they appear highly uniform in velocity and frequency, which suggests a

simple mathematical explanation independent of specific molecular details.

There have been many attempts to try to explain t-waves. In (Ryan et al., 2012a),

active contours were used to track XTC cells while at the same time measuring the

concentration of F-actin. It was found that the amount of protrusion is correlated with

the concentration of F-actin. The study also found that a model in which a diffusive

autocatalytic activator (such as the activator A in Equation (3.9)) produces actin

polymerization (similar to the stochastic LEGI model described in section 3.3.4.2),

produces t-waves in good experimental agreement with those observed from XTC cells.

In a recent study, (Allard and Mogilner, 2013) offer an explanation for t-waves in

terms of excitable dynamics. They identified three separate mechanisms in t-wave

propagation: Triggering an excitation wave, spatial coupling for propagating the

wave, and a mechanism to terminate the wave. Among the likely candidates for these

include global negative feedback for triggering excitation waves, F-actin diffusion

and myosin contraction as a wave propagation mechanism, and depletion of F-actin
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or some regulatory molecule as a wave termination mechanism. These mechanisms

are consistent with both LEGI and general Turing-type models. In addition, once

adhesions have been taken into account in simulations, the fact that adhesions suppress

spontaneous protrusions can be confirmed (Welf and Haugh, 2012).

3.4 Cell movement indices in simulated models

One way of matching simulated cell models with real cell models – that is, finding

a set of parameters that will reproduce real cell movements – is to match cell move-

ment indices computed from real cells to simulated models. For matching the LEGI

model above, maximum cell radius, cell area, cell area fluctuation (as the standard

deviation of the distribution of the area), speed, persistence time, and roundness were

used (Satulovsky et al., 2008). These indices are easily computable, robust, and, in

combination, provide a good characterization of the shapes produced by the model.

However, an optimal method of calculating speed and persistence was not developed.

Speed was calculated by taking the displacement of the cell centroid per sampling

interval. Persistence was defined differently than it is usually defined in the correlated

random walk literature. Instead of defining persistence in units of time, persistence

was taken to be the ratio of the average time required to move a net displacement of

L, divided by the net displacement of a hypothetical perfectly persistent walk (which

is just speed multiplied by time):

persistence ratio = L/(speed× T ) (3.11)

We call this quantity the persistence ratio in this work, to distinguish it from

persistence time. To calculate this quantity, L must be given. The value of L is

chosen such that the resulting persistence ratio is between 0.5 and 0.8. In Figure 3.13

the range of possible values for L is shown. There are several problems with this

method of calculating speed and persistence. Firstly, calculating speed independently

of persistence time may result in erroneous values. To illustrate this, we produce

several simulated cell tracks and compare the true indices with the indices calculated
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Figure 3.12: Estimation of speed from cell track data. Shown are the histograms
of estimates for speed obtained via (a) optimal method, and (b) method used in
(Satulovsky et al., 2008). The horizontal axis is estimated speed as a ratio of true
speed (thus true speed is 1). Random walks were used where the persistence was 1
and 2. 10000 trials were averaged to obtain this graph. Method (b) has approximately
15% error in the P = 1 case and 7% error in the P = 2 case. Of note is the self-
similarity of the observed graphs as relative scale is changed. Indeed, the error is
roughly proportional to 1/P .

using the method of (Satulovsky et al., 2008) and again with the optimal method of

section 3.2.2. For estimating S, we may simulate may trials of a cell with a given

speed and estimate their indices. As seen in Figure 3.12, the optimal method gives

estimates clustered around the true value, whereas the other method has a visible

bias in the estimate. This is due to the fact that during a given sampling interval, no

matter how small, a cell moving at some instantaneous speed will not move a distance

proportional to that speed, but a slightly smaller distance. Only in the limit of an

infinitesimally small sampling interval will the apparent distance be proportional to

the instantaneous speed.

Secondly, this calculation of persistence ratio varies depending on the chosen L. In

Figure 3.13, it can be seen that depending on the choice of L, virtually any value of

persistence ratio is possible. If instead the more optimal way of estimating speed and

persistence detailed in section 3.2.2 is used, these problems are avoided. This allows a

better estimation of cell model parameters from data.
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Figure 3.13: Persistence ratio as a function of L. Here, length is measured relative
to S × P (S is speed, P is persistence time), and time is measured as relative to P .
‘Mean time’ indicates the average time for the cell required to move a distance of L.
‘Persistence’ indicates the persistence ratio as calculated with the corresponding value
of L. As can be seen, for the persistence ratio to be between 0.5 and 0.8 (horizontal
dashed lines), the value of L must be chosen to be between approximately 0.7 and
2.3. ratio.

3.5 Summary

The chemistry of living cells is complex and this necessitates biochemical modelling

but also puts constraints on the complexity of such models. Abstracting away from

biochemical details and considering cell motility as designed to move the cell to areas

with higher utility, the random walk model is useful in describing many aspects of

cell movement. It was demonstrated that it is quite often necessary to estimate the

random walk parameters of motile cells, but good methods for doing this have not

been available. We presented an optimal method for estimating cell movement indices

such as speed and persistence time. To our knowledge this is the first time such an

algorithm has been correctly presented. We have also linked this knowledge with

the knowledge of the biochemistry of cells. Models incorporating abstract interacting

molecules are capable of simulating many of the observed aspects of cell behaviour.

Models of internal chemical dynamics produce random walks that can be measured
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and used to calibrate model parameters. More specifically, models that produce

stable, steady-state behaviour or generate new pseudopods from existing ones tend

to produce more persistent and directed movement. On the other hand, models that

produce pseudopods in random directions have less persistent movement. Additionally,

incorporation of sensitivity to external stimuli can simulate chemotaxis in gradients of

chemoattractant, producing much increased directional persistence.

Our second main contribution in this chapter is a unified presentation of Turing-

type, LEGI, and stochastic simulation models in a way that allows easy comparison

of their relative advantages and disadvantages, in order to correctly choose a ‘test

model’ for verifying movement analysis methods. By building up models of chemical

kinetics in increasing detail, as well as incorporating external stimuli and a stochastic

self-activation function, a cell dynamics model was described with desirable properties

(Easy to verify, produces a large range of movement dynamics, matches with the

dynamics of real cells) allowing it to be used as a test model for algorithms that

attempt to learn cell dynamics from data. In the next set of chapters, we will focus on

this problem by first discussing image processing algorithms targeted at extracting cell

shape from images, then discussing methods to analyse data obtained through such

means.
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Chapter 4

Image Segmentation Methods for

Microscopy

This chapter will provide an overview of image segmentation methods, with a focus

on active contour methods as a basis for the work in this thesis. Special attention will

be given to recent developments in this area, especially where such developments

concern phase contrast segmentation.

First, a general overview of the image segmentation problem will be presented,

along with a discussion of the history of various solutions and especially the history

of the active contour method. We discuss the various shortcomings of many of the

proposed methods and introduce level set methods as a way of overcoming these

limitations. The level set method is theoretically related to the optimal Mumford-Shah

segmentation model, which is also introduced. Ways for extending level set methods

for use with edge-based and, particularly, phase contrast imagery will be discussed.

4.1 Background

4.1.1 Threshold-based methods

The simplest image segmentation method is to assign all pixels below (or above)

some threshold intensity to ‘background’, and all pixels above (below) this intensity
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as ‘foreground’ (i.e. a cell or some other object). Selection of the threshold may

be manual or automatic. Automatic segmentation can be based on various criteria,

such as the image intensity histogram, which is the basis of Otsu’s method (Otsu,

1979), a widely-used threshold selection criterion which attempts to maximize intra-

class intensity variance of foreground and background. Alternatively, selection of the

threshold may be devised for application-specific purposes, taking the physics of the

imaging system into account to ‘reverse-engineer’ an appropriate threshold. This has

been applied successfully to tomography segmentation, based on reversing the process

of reconstructing 3-dimensional images from tomography data (Batenburg and Sijbers,

2009).

If objects are mainly defined by their edges and not their average intensities (such

as in many forms of microscopy), thresholding can be used to find the edges, after

which objects are ‘filled-in’. Often, edge detection filters (such as the Sobel filter

(Engel, 2006), or filters based on human visual perception such as phase congruency

(Kovesi, 2003)) can be used to enhance edges before thresholding. Since edges are

one-dimensional, it is natural to only accept pixels as edges if they are local maxima

in some direction (the direction normal to the edge orientation). This is termed

‘non-maximum suppression’ and is the basis of the Canny edge detector (Canny, 1986).

In the Canny edge detector, an additional feature is that hysteresis thresholding is

employed: edges are only accepted if they exceed a certain (high) threshold in intensity

or are adjacent to a pixel that has already been accepted as an edge, provided that the

pixel is over a certain (low) threshold. This hysteresis provides edges that are more

continuous than using a single threshold. This idea of hysteresis thresholding may also

be applied to regions; this is the seed-growing method (Adams and Bischof, 1994).

4.1.1.1 Watershed method

Edge-based segmentation is the process of distinguishing regions that have edges

between them, and it is important to be able to do this even when the edges may be

‘broken’, discontinuous, or of varying intensity. A method for solving this problem

is the watershed algorithm (Vincent and Soille, 1991; Debeir et al., 2005; Ng et al.,
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2006; Cousty et al., 2009). In this method, the image is treated as a height map

based on image intensity, and regions are simulated as being filled with a fluid (hence

the name ‘watershed’) until different regions (of fluid) merge, at which point an

edge is drawn between them. The watershed method can obtain good results but it

requires initialization in the form of ‘marking’ different regions, and this must be done

either manually or automatically. Early automatic methods typically used peaks of

the Euclidean distance map between some ‘template’ (typically a circular template

of roughly the same shape and size as the cells or nuclei to be segmented) and the

image (Malpica et al., 1997). Automatic methods often tend to suffer from either

over-segmentation (too many segments) or under-segmentation (too few segments)

(Ma et al., 2010). For this reason, newer work has focused on trying to optimize

the number of segments through various methods, such as by selecting cell contours

through thresholding and non-maximum suppression (Jung and Kim, 2010) (similar to

what was discussed above for the Canny method). However, this method is susceptible

to over-sensitivity to texture and thus over-seeding (Al-Kofahi and Lassoued, 2010).

The Laplacian of Gaussian (LoG) method (Lindeberg, 1998) can be used to identify

cells and this can be combined with automated scale selection techniques (Al-Kofahi

and Lassoued, 2010) to produce a more general method. However, this method has

usually only been applied to cells with uniform sizes (Byun et al., 2006).

4.1.2 Segmentation via intensity clustering

Clustering or ‘binning’ methods can be viewed as a generalization of thresholding.

Instead of classifying pixel values based on being larger or smaller than a threshold,

pixels are classified into various numbers of intensity groups (or ‘bins’), or even grouped

based on other characteristics. For instance, a combination of intensity, intensity of

neighbors, and the output of various filters. The combination of all this information for

a pixel is known as a feature vector. Thus, the problem of image segmentation becomes

the problem of classifying feature vectors i.e. identifying clusters in n-dimensional

feature space. Methods such as k-nearest neighbors (k-NN), K-means, artificial neural

networks (ANNs), support vector machines (SVMs), and many others have been used
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for this purpose. However, segmentations using clustering are often ‘noisy’ and have

to be ‘cleaned up’ by post-processing techniques.

4.1.2.1 Markov random field segmentation

A property of thresholding and binning methods is that they do not take into account

the fact that in natural images, adjacent pixels are likely to belong in the same cluster.

This results in ‘noisy’ segmentations, as mentioned. This can be remedied by imposing a

constraint that adjacent pixels are likely to belong to the same cluster. Such a constraint

can be formulated via a second-order Gibbs random field (GRF) (Kindermann and

Snell, 1980) ‘cost’ or ‘energy’ function:

E(x) =
∑
i

b(xi) +
∑
i,j

w(xi, xj)

where the summation (second term in r.h.s.) is taken over all pairs of pixels (i, j)

that are adjacent, and w(c, d) represents the cost of two neighboring pixels having

classifications c and d. A simple choice for w would be the Kronecker delta w(c, d) = δc,d,

assuming that xi ∈ {0, 1} (this is called the cellular Potts model and sometimes the

binary Auto-model in some of the literature). In image processing applications, the cost

is almost always chosen to be greater for dissimilar neighbors than similar neighbors.

This energy constraint, along with an image-driven classification constraint, forms the

complete set of constraints for the segmentation problem.

The justification for using energy functions (of forms similar to these) is that

energy minimization is equivalent to Bayesian maximum a posteriori (MAP) estima-

tion(Figueiredo, 2005) on the Gibbs prior induced by the energy function. Assuming

the prior is a Gibbs random field (GRF) (that is, its energy function consists of a sum

of potentials, where each node has some energy interaction with its neighbors), then

due to the Hammersley-Clifford theorem (Hammersley and Clifford, 1971), the prior

is also a Markov random field. That is, it is a field where each node is conditionally

independent of all other nodes given its neighbors. This is convenient for quantifying

the belief that images consist of patches of homogeneous intensity or texture separated
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by relatively short boundaries.

An important result is that for binary images, exact methods are known for solving

the MAP problem (Greig et al., 1989). In this case, the MRF method solves the

problem of incorrectly-classified pixels. This is also useful for non-binary images, as

e.g. thresholding methods can be used to derive a binary image from a non-binary

image, and then the MRF method can be used to provide a more homogeneous

segmentation.

MRF segmentation has been extended in several ways. For instance, pixels can be

grouped together as ‘superpixels’ and we may classify superpixel labels instead of pixel

intensities (using a model where pixel intensities are only dependent on pixels in the

same superpixel and the superpixel label)(Ren and Malik, 2003). Pairwise and local

preferences can be encoded using a conditional probability structure; this leads to

conditional random fields (CRF)(Lafferty et al., 2001). A probabilistic prior sensitive

on the relative orientation of various superpixels (for example, ‘sky’ is usually above

‘grass’) can be incorporated to give robust multi-class segmentation over the entire

image (Gould et al., 2008, 2009). More recent work has focused on, for instance,

incorporation of boundary length and boundary curvature (Schoenemann et al., 2009)

regularization terms in the energy function, to correct problems with ‘jaggedness’ of

boundaries, and faster ways of estimating multiple-label segmentation problems via

convex relaxation (Pock et al., 2009). However, due to the essentially local nature of

MRF segmentation, ‘global’ shape information (such as the faint membrane edge that

surrounds a strong nuclear edge) is not taken into account. A possible solution to this

might be to use deep learning methods (see Chapter 6). From the development of

MRFs it is clear that by incorporating more information about what we ‘expect’ to see

in images (e.g. high correlation between regions instead of pixels being statistically

uncorrelated), segmentation can be improved. This can be taken a step further by

incorporating domain-specific information, which we will now discuss.
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4.1.3 Segmentation with shape information

The main limitation of all methods discussed thus far is that they almost entirely ignore

the plausibility of shape of produced regions. For instance, when segmenting cells, it is

natural to only consider shapes that appear roughly cell-like (relatively round, compact,

and regular) and reject those with highly irregular shapes, or shapes that are too big

or small. Thresholding completely ignores shape information; clustering methods

only incorporate shape information as far as the window around each pixel for which

the feature vector is derived. MRF-based methods incorporate shape information to

some degree; they tend to penalize a large number of disjoint regions and prefer large,

continuous regions and small border lengths between objects. However, optimizing

MRFs is often difficult and one must resort to stochastic methods. Thus we are led to

methods that, in addition to pixel intensity information, also use constraints on shape

of segmented regions, and allow relatively easy optimization.

4.2 Active Contour Methods

Active contour methods are a way of solving the problem of shape-based image segmen-

tation. Ever since they were first proposed as a way of solving the image segmentation

problem by casting it as a contour optimization problem (Kass et al., 1988), they have

seen wide use and different varieties of these methods have consistently been among

the best-performing segmentation algorithms.

4.2.1 History

The active contour method works with a contour (simple closed curve) or set of

contours around the region(s) of interest. Given some initialization (perhaps a guess

or a contour derived from a previous video frame), this contour may be deformed to

better fit the object of interest. Depending on the implementation, the contour may be

a spline, or piecewise linear, or defined using other mathematical parameterizations

(e.g. Fourier descriptors (Guidry and Farag, 1999)) or even implicitly defined (e.g.

73



CHAPTER 4. IMAGE SEGMENTATION METHODS

level set methods (Chan and Vese, 2001; Xie and Mirmehdi, 2008) which will be

discussed later in Section 4.2.2). Active contours can be used to follow shapes such as

people or body parts in video sequences and in conditions of partial occlusion (Blake

and Isard, 1997), segment 3D MRI imagery (MacDonald et al., 2000) and track cells

(Shen et al., 2006; Li et al., 2008b; Ambühl et al., 2012), which is the main interest in

this work.

We first consider a very simple active contour model in two dimensions (Kass et al.,

1988). Let p̂(s) = (u(s), v(s)) denote the two-dimensional coordinates of the curve as

a function of s ∈ [0, 1]. The curve may also be known as a snake. We define an internal

energy function on the curve as follows:

EI = αEI1 + βEI2

where:

EI1(p̂(s)) = |p̂′(s)|2

EI2(p̂(s)) = |p̂′′(s)|2

and α > 0 and β > 0 are free parameters. This energy function penalizes curves

with large values of first and second derivatives. This forces the curve to have small

curvature. In principle, higher order penalties are possible, but are rarely used.

We also define an external energy which is computed from the underlying image:

EX(p̂(s)) = −‖∇I(p̂(s))‖

where I is the image intensity function. To find the optimal contour, we optimize

(minimize):

E(p̂) =

ˆ 1

0

EI(p̂(s)) + EX(p̂(s))ds (4.1)

Optimization of this function may be done using the methods of variational calculus.
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Since each set of derivatives only shows up in one individual energy term (EI1, EI2,

EX), the Euler-Lagrange equation for Equation (4.1) has a neat form:

L = −α d

ds
∇EI1 + β

d2

ds2
∇EI2 +∇EX = 0 (4.2)

where it is understood that each term is a function of p̂(s). This is the equation we

have to solve to find the optimal contour. We must often use iterative methods rather

than exact ones. We iteratively update the coordinates of the curve in the gradient

direction given by this equation. In other words:

∂p̂

∂t
= L (4.3)

We see that Equation (4.2) indicates that the curve position is evolved in such a

way that the curve tends to ‘tighten’ towards a point (first term), become more ‘round’

and less irregular (second term) and it also tends to move along the second derivative

of image density (last term) to ‘settle’ into areas of the image with high gradient.

So to evolve the contour iteratively towards the best solution, at each step we use

local information on image gradient (as well as the shape of the curve itself) to make

changes to the contour shape.

There are two main important issues with this basic active contour approach:

Issue 1 The external energy only uses local information and thus the contour

must be initialized relatively close to the optimal solution (‘close’ here

being image-dependent but taken to mean close enough that the optimal

contour can be found simply by following local image gradients).

Issue 2 Contour evolution may result in topological changes i.e. self-crossings,

splitting of a region into sub-regions, or merging of two regions together

(see Figure 4.1). To deal with these issues, special considerations must be

made, for instance a way of removing self-intersections and ‘re-initializing’

the contour when topological changes occur.

Many approaches have been formulated to deal with these issues in various ways.
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Figure 4.1: Changes of topology in evolving active contour. (a) A contour moving from
an initialization (1) towards an object (gray object) may produce self-intersections (2).
(b) A contour initialized around two separate objects may ‘separate’ into an effective
shape containing two contours (c).

4.2.1.1 Gradient Vector Flow

As has been mentioned, Issue 1 is only a concern when the image lacks sufficient

global information to guide the contour to the appropriate target. If, for instance, the

image intensity is uniformly different outside the object of interest than the inside

(‘region-based’ segmentation), it is less of a problem than when the inside of the object

and the outside are of similar intensity, with only the edges containing information

demarcating the regions from each other (‘edge-based’-segmentation; see Figure 4.2).

To allow edge-based segmentation methods to converge on edges even when they

are very far away, we may set up some kind of ‘force field’ that attracts the contour

towards the edges. For instance, taking inspiration from physics, the edge can be

defined as having some kind of ‘gravitational’ potential and attracting the contour

towards it. However, an issue that arises here is that the contour will not be guided

into protrusions, since the attractive forces in a long, thin protrusion will tend to cancel

out.

Another method is to simply ‘inflate’ the active contour by default and only stop

the inflation when an edge is reached. This is the so-called ‘Balloon snake’ of (Cohen,

1991). Let Q = |∇Gσ ∗ I|2 be a function that ‘detects’ edges in the image (G is a

Gaussian kernel of variance σ2). It can be seen that in the original active contour

method, the force field on the contour is:

F = −∇Q
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Figure 4.2: Region-based vs. edge-based segmentation problem. (a) An object with
clear difference in intensity from background. A level set function initiated on this
image (with level set shown as dotted circle) will tend to move towards the boundaries
of the object, as there is difference in average intensity between the interior and
exterior of the level set. (b) An object with strong edges but same intensity in cell
interior as background. In this case, the average intensity between the interior and
exterior of the level set is almost the same, thus average intensity information is not
enough to move the level set towards the object boundary.

Let us define the following modified force function:

F = k1N− k
∇Q
|∇Q|

where N is the normal to the contour and k1 and k are constant parameters. It can be

seen that the k1N term adds the corresponding ‘balloon force’ to the active contour.

Further progress on this problem was made by Xu & Prince (Xu and Prince, 1997,

1998) in formulating the gradient vector flow method. In this type of active contour

method, instead of following image gradients or edge potentials, a tertiary gradient

field is defined (based on the underlying image) that varies more smoothly. The

contour follows this gradient function. The gradient function is computed by starting

with the image gradient and then ‘diffusing’ the gradient vectors (in a manner similar

to e.g. heat propagation).

Formally, a vector diffusion equation is set up and solved (similar to heat diffusion

which is the solution of a Laplace equation):

ε =

ˆ
D

λ[∆u+ ∆v] + ‖∇I‖2‖v −∇I‖2dx (4.4)
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where D is the two-dimensional domain of integration and v = (u, v) is the two-

dimensional gradient field. It can be seen that minimizing ε corresponds to making the

gradient field v smooth in space (first term) and matching the image gradient closely

in locations where the image gradient is large (second term). Thus the gradient field

becomes ‘dominated’ by the strongly-gradated locations in the image (areas where

∆I is large), whereas areas in the image that have smaller gradients become less

important. The contour evolution itself is then guided by v.

Many other types of gradient flow formulation are possible, such as using a

magnetostatics-inspired gradient field (Xie and Mirmehdi, 2008), simulating magnetic

interactions between the active contour and object boundaries. This approach has

been very successful for segmenting medical imagery such as that produced by MRI

hardware.

4.2.1.2 Topology modification

For solving Issue 2 in section 4.2.1, a natural approach would be to try to ‘re-initialize’

the contour when topological problems arise. That is, if the contour produces a self-

intersection (or intersection with another contour), try to derive the exact time point

where this topological change occurred and then initialize the contour with the new

topology. A way of doing this, while preserving the contour parametrization, was

demonstrated in (McInerney and Terzopoulos, 2000), where the underlying domain D

was subdivided into a grid, with the contour determining which grid vertices are inside

and outside the segmented region(s). The grid thus implicitly captures the structure

of the contour (up to topological equivalence). After each contour update step, this

implicit step is then used to determine whether the contour needs to be updated or

not (see Figure 4.3). Since the grid is (for computational simplicity) defined as a

grid of n-dimensional simplices (tetrahedra in 3D), this approach is called the T-snake

method.

However, an implicit representation is not strictly required for avoidance of topology

modification. For instance, by adding penalty terms to the contour energy that penalize

intersections (by attempting to ‘push out’ regions inside the contour that overlap), it
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a

a

b

c

Figure 4.3: Examples of T-snake topological transformations: (a) self-intersection (on
left), magnified view of highlighted region (on right) (b) shrinking and splitting, (c)
merging. The resulting T-snake(s) after the transformations are shown as the dotted
line(s). Node reconnections occur automatically in the shaded triangles so that inside
and outside grid vertices are separated by a T-snake element.

was demonstrated in (Zimmer and Olivo-Marin, 2005) that stable contour evolution

can be carried out.

Alternately, a fully implicit formulation can also be devised. The mentioned T-

snake method alternates between an implicit and explicit representation. If contour

movement can be done on the implicit representation directly, this removes the need

for having an explicit representation. This is the idea behind the level set method.

4.2.2 Level set methods

A level set is a way of representing contours implicitly. Instead of representing the

contour as a n-dimensional surface embedded in a (n+1)-dimensional space (i.e. a

line embedded on a plane), it is instead represented as the zero level set of a (n+1)-

dimensional function (i.e. the zero level set of a function on the plane; see Figure 4.4),

this is known as a height function or a level set function. This implicit representation

can be used to optimize internal and external energies together as well as affording

a natural way to deal with topological changes (Osher and Paragios, 2003; Sethian,

1998). The cost of this improvement is somewhat increased computational complexity.

An important question is how to correctly evolve a level set function so that its level

set moves outward (or inward) according to some prespecified function F (s) where s

ranges over the length of the boundary. In (Osher and Sethian, 1988), the equation
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of motion of a front moving with curvature-dependent speed (i.e. F (s) = curvature)

was formulated and solved in the level set framework, allowing active contour models

to be solved implicitly. Let v be a function that specifies the speed of the deformation

of the evolving contour (as a partial function on the image domain). The level set

equation, as it is known, is the following:

∂φ

∂t
= v|∇φ| (4.5)

where φ is the level set function. In what follows, a more detailed explanation will be

given, including the background behind level set segmentation and specific forms of

the level set equation for various segmentation problems.

4.2.2.1 Mumford-Shah segmentation model

Consider an idealized segmentation problem where an image is considered to consist

of a set of closed, connected regions where the intensity function is smooth, and where

the boundaries between different regions may be discontinuous (Mumford and Shah,

2006). In other words, images are considered to be piecewise smooth functions. An

ideal segmentation of such an image would be one that segmented the image into

these different smooth regions, while keeping the boundaries between them as ‘simple’

as possible. Mumford and Shah (Mumford and Shah, 1985, 2006) formalized this

problem in terms of minimizing the following functional:

E[J,C] = α

ˆ
D

(I(x)− J(x))2dx + β

ˆ
D/C

∇J(x) · ∇J(x)dx + γ

ˆ
C

ds (4.6)

where I is the image defined on domain D; C is the segmentation boundary, and J

is the segmentation model i.e. a function defined on D that tries to approximate I.

The first term in this function penalizes the difference between the model J and the

image I. The second term penalizes J so that it will tend to be smooth. The third

term penalizes boundary length. The free parameters (α, β, γ) may be adjusted to fit

specific segmentation problems.
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While it is difficult to directly find an exact minimum for this function for general

image segmentation problems, the Mumford-Shah model has become a ‘gold stan-

dard’ in the field of computer vision. Especially, many segmentation techniques that

were developed independently of Mumford & Shah’s work have been proven to be

approximations or special cases of the functional (Morel and Solimini, 1995).

In (Chan and Vese, 2001), a functional inspired by the the Mumford-Shah functional

was proposed, with the intent to capture the segmentation properties of the level set

method using a Mumford-Shah approach. The value of the image model is restricted

to being only one of two possible intensity levels, and thus the model function is

constant inside a region. The contour C is thus the implicit boundary between these

two regions. We term regions with these two intensity levels the ‘inside’ and ‘outside’

regions, respectively, in order to establish a relationship with the active contour model

(which assumes the boundary encloses an ‘interior’ region). The following function

captures this model:

F (c1, c2, C) = γLength(C) + νArea(inside(C)) (4.7)

+ α1

ˆ
inside(C)

|I(x)− c1|2dx

+ α2

ˆ
outside(C)

|I(x)− c2|2dx

where c1 and c2 are the intensities for the ‘interior’ and ‘exterior’, respectively. By using

an iterative Euler-Lagrange minimization procedure, an algorithm was given to find a

solution to this problem (given in the sequel). A similar method was independently

proposed by (Tsai et al., 2003). In what follows, the minimization procedure is briefly

described. Let φ denote the level set function (whose level set is C). The level set

of this level set function (all points where φ = 0) is given by δ(φ) 6= 0 where δ is the

Dirac delta function. A modified ‘regularized’ Dirac delta function is introduced which

allows better translation to discrete numerical solution schemes:
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δε(x) =

0, |x| > ε

1
2ε

[
1 + cos

(
πx
ε

)]
|x| ≤ ε

Using this definition, Length(C) can be written formally as:

Length {φ = 0} =

ˆ
D

δε(φ(x))|∇φ(x)|dx

With ε set to some small positive number (on the order of a pixel width) for

numerical implementation. Additionally, area can be written using the Heaviside step

function:

Area {φ ≥ 0} =

ˆ
D

H(φ(x))dx

With these definitions in hand, the Euler-Lagrange equation for Equation (4.7) can

be written as:

∂φ

∂t
= δε(φ)

[
γdiv

(
∇φ
|∇φ|

)
− ν − α1(I − c1)2 + α2(I − c2)2

]
= 0 (4.8)

Notice that here, again, the different forces acting on the contour can be visibly

seen. The first term (inside the square brackets) is derived from the length term and

has the effect of tightening the level set to a point and making it more round. The

second term is derived from the area term and causes the level set function to move

up or down, uniformly moving the contour ‘in’ and ‘out’ (for an illustration of this,

see Figure 4.4). The third and fourth terms are related to the inside and outside

energy terms, respectively, and cause the contour to move ‘inwards’ in areas where the

intensity is closer to c1 than to c2. This is done by locally pushing the level set function

up or down. Notice that because of the multiplicative δε term, these changes only

happen in the vicinity of the level set. Thus the close parallels between the explicit

(parameterized contour) and implicit versions of the active contour method can be

seen; they both work by using local information to push the curve locally outward or

inward – in the explicit method this is done by pushing the contour coordinates, in the

implicit method this is done by raising or lowering the level set function. A trade-off in
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Figure 4.4: Illustration of a level set. The level set function is shown, along with its
zero level set (contour #2). By moving the level set function up or down, the level set
changes (contours #1 and #3, respectively).

selection of ε is apparent; choosing a value too large for ε results in inaccuracy whereas

choosing a value too small could result in the Euler-Lagrange update being too small

(or zero) in many areas of the image, disallowing convergence to the desired contour.

4.2.2.2 Implementation considerations

An signed distance function (SDF) is a function whose value is the distance from the

object boundary, the distances being returned negative inside and positive outside. An

SDF has the property that its gradient magnitude is equal to ‘almost everywhere.’ Due

to this property, uniformly raising or lowering the SDF at the edges results in the level

set expanding or shrinking by the same proportion. For this reason, for numerical

stability, when evolving level sets with the above set of equations, it is necessary to

keep the level set function close to an SDF (Osher and Fedkiw, 2002; Peng et al., 1999;

Sussman et al., 1994).

However, the level evolution equations will, if applied naively, tend to cause the

level set function to deviate from a SDF. Specifically, the level set function will tend to
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‘plateau’ inside and outside the region. This is problematic since, among other reasons,

minor perturbations to the level set function (via the area term in Equation (4.8))

would cause drastic changes in level set shape. One method to deal with this problem

is to periodically re-initialize the level set function (Peng et al., 1999; Sussman et al.,

1994). That is, to derive the explicit object boundary from the level set function,

then produce a new level set function from the SDF of this boundary (This procedure

is similar to the T-snake procedure described in section 4.2.1.2). There are many

problems with this, ranging from theoretical ones (if the evolution equations deviate

from an SDF, is this indicative of them being unstable?) to practical ones (how to do

the re-initialization accurately and how often to do it to guarantee algorithm accuracy).

Instead of re-initialization, in (Li et al., 2005) it was proposed to modify the evolution

equations themselves in order to keep the level set function a SDF. This approach was

applied to a specific family of level set evolution functionals, and was subsequently

refined in (Li et al., 2010). Alternative, more general methods applicable to a wider

variety of level set methods were studied in (Zhang et al., 2013).

Here we consider the method of (Li et al., 2005) due to its relative simplicity and

the fact that direct translations of the method to phase-contrast segmentation have

been carried out with success (Ambühl et al., 2012). The method consists of adding

the following term to the energy function:

P(φ) =

ˆ
D

1

2
(|∇φ| − 1)2 dx (4.9)

where φ is the level set function. Note that this is derived from the observation that in

an SDF, |∇φ| − 1 is identically zero. Thus this is simply the loss function of φ when

comparing with an ideal SDF.

Another modification is that regions are not assumed to be homogeneous in

intensity. Intensity inhomogeneities are common in practical segmentation problems,

for which the Chan-Vese method does not give satisfactory results (Luo and Wu, 2011).

Intensity inhomogeneities can be added in various ways, a general way is the following

region-based energy (Li et al., 2006; Rousson and Deriche, 2002):

84



CHAPTER 4. IMAGE SEGMENTATION METHODS

R(φ, I) = −
ˆ
D

log p(I(x)|φ < 0)H(φ)dx (4.10)

where − log p(I(x)|φ) is the log-likelihood function of the pixel intensity at x given the

shape of the interior level set regions. However, the method initially proposed by (Li

et al., 2005) does not use this. Returning to the method of (Li et al., 2005), the level

set evolution is driven by edges (i.e. edge-based level set). An edge indicator function g

is a function that indicates strong edges:

g =
1

1 + |∇Gσ ∗ I|2
(4.11)

where Gσ is a Gaussian kernel with standard deviation σ (Note that the |∇Gσ ∗ I|2

term is the Q function in the Balloon snake formulation described in section 4.2.1.1).

Using the above definitions, the following level set energy is defined:

E(φ) = µP(φ) + νA(φ) + γL(φ) (4.12)

where:

L(φ) =

ˆ
D

gδ(φ)|∇φ|dx (4.13)

A(φ) =

ˆ
D

gH(−φ)dx

and H is the Heaviside step function. Note that L is the line energy associated with line

length and corresponds to the first term in Equation (4.7), plus a multiplicative factor

g which forces the contour to go towards strong edges. A is the energy associated to

the area and corresponds to the second term in Equation (4.7). The Euler-Lagrange

equation associated to this formulation is:

−µ
[
∆φ− div

(
∇φ
|∇φ|

)]
− gνδ(φ)− γδ(φ)div

(
g
∇φ
|∇φ|

)
= 0

Here, div
(
∇φ
|∇φ|

)
can be understood as the ‘curvature’ of the level set function. The
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effect of the penalizing term is to make the level set more ‘potential field’-like (via

the Laplacian term) and to make it irrotational. The area term simply maximizes the

coincidence of the image edge and the level set.

4.2.3 Practical effects of energy terms

We now turn to a discussion of several potential problems with some of the methods

proposed so far. We will discuss the advantages and disadvantages of the various

energy terms that have been presented in segmenting real images. We note that the

energy terms that have been discussed may be extended in many ways that avoids

many potential segmentation issues (He et al., 2008; Cremers et al., 2006b; Zhang

et al., 2013). In addition, pre- or post-processing of images and/or segmentations

provides a way of refining segmentations. However, since the energy terms presented

here are widely used as starting points for designing level set methods, it is useful to

examine their theoretical behavior to obtain a better understanding of level set image

segmentation and ways to improve it.

4.2.3.1 Contour regularity

Both the term that enforces an SDF (Equation (4.9)) and the line length term (equation

4.13) act to enforce regularity of the level set function. In isolation, they will tend to

evolve the curve towards an ideal SDF (with uniform |∇φ| ≡ 1) with short boundary

length (i.e. a point). Thus the ‘weight’ of these terms must be controlled relative to

the image-derived term, otherwise shapes will not be fit adequately. This is true of

virtually all types of level set methods, including those that do not use SDFs. In (He

et al., 2008), eight popular active contour methods were compared in performance for

various types of images, including MRI and ultrasound images. The methods were the

original snake formulation (equation 4.1), the balloon force snake (see section 4.2.1.1),

the T-snake (Figure 4.3), the distance snake (Cohen and Cohen, 1993), gradient vector

flow (equation (4.4)), the Chan-Vese level set method (equation 4.7), the geodesic

active contour (Caselles et al., 1997), area and length minimizing active contours

(Siddiqi et al., 1998), and constrained optimization (Wang et al., 2004). They found
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a b c

Figure 4.5: Conceptual example of issues with level set segmentation for protrusions.
(a) Original image of cell. A small piece of debris can be seen near the upper-left part
of the cell (indicated by arrow). The actual cell boundary near the debris is indicated
by dotted line. (b) Choosing parameters such that protrusions are captured results in
erroneous inclusion of debris. (c) Choosing parameters more strictly results in lack of
any protrusions in segmentation.

that parametric active contours (snakes) produced smoother extracted contours than

level sets, and can fit gaps in edges better than level sets can. However, edge-based

methods are sensitive to initialization. Level set methods are less sensitive to variations

in parameters. However, it is difficult to know when to stop level set evolution, and

they will often pass over expected boundaries in images if iterated long enough (this

is consistent with our experience). For example, consider the problem of segmenting a

cell that has thin protrusions, weak edges, and also noise (in the form of debris), see

Figure 4.5. If iterated long enough (or if the parameter selection is incorrect) then the

protrusions will not be correctly segmented, but a conservative choice of parameters

or number of iterations will incorrectly segment the noisy debris. Additionally, a

conservative choice of number of iterations limits the capture distance of the contour,

necessitating initialization close to the expected boundary.

In practice it is often difficult or impossible to choose parameters where exam-

ples such as this are always correctly segmented, without manual inspection of the

segmentation results. This greatly limits usefulness of automatic segmentation.

4.2.3.2 Gradient direction

The fact that the edge indicator function (Equation (4.11)) takes into account edge

magnitude but not gradient direction may result in suboptimal results. In (Vasilevskiy

and Siddiqi, 2002) it is argued that for segmenting elongated structures, it is necessary
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to include gradient direction information, as this represents the best possible alignment

of the contour with image edges, which are areas of the image where it is expected that

there is a large intensity gradient. This was followed up by (Kimmel and Bruckstein,

2003), who gave a geometric argument to show that areas where there are zero-

crossings in the Laplacian (that is, areas where the gradient in the image direction

are minimized or maximized) are the most natural areas where edges could be

inferred. In (Zhu, 2007), it was confirmed that for femur and lung MRI images

(often containing elongated areas), directional information needed to be included for

proper segmentation. However, it is worthy of note that that work did not use the full

gradient information, simply a cutoff if the dot product of the (normalized) image

edge direction and contour direction was below some threshold value. In (Luo and

Wu, 2011), full gradient information was used to align the level set function by adding

the following ‘Image gradient alignment’ term to the Chan-Vese formulation and the

local binary fitting energy term of (Li et al., 2008a):

EIGA(φ) =

ˆ
D

1

2
|λ∇φ+∇I|2dx (4.14)

This term is unlike many of the other energy terms that have been discussed so far,

as it attempts to directly equate (up to a constant λ) the image gradient with the level

set function gradient. This would seem to cause the level set function to simply equal

the image as an optimal solution. However, when other energy terms are taken into

account (maintaining an SDF as well as regularity constraints), in practice it causes

the level set edges to align with the zero crossings of the Laplacian, which as just

described is a very good criterion for edges. However, the balance of the interaction

of this term with other terms, and any possible side-effects of this balance were not

explored.

It was argued in (Zhu, 2007) that when multiple strong edges exist near the ‘true’

image edge, this can confuse the active contour, however no rigorous demonstration

of this was given. Here we demonstrate this using an idealized segmentation model

consisting of a simple geometry with a ‘double edge’ (Figure 4.6). We simulate a

random edge (via a smoothed Wiener process). The edge is convolved with a filter to
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Figure 4.6: Edge gradient direction. (a) Simulated random edge with simulated halo
artifacts. (b) Optimization of level set using edge indicator function g. As can be seen,
more irregular parts of the edge fail to locate the ‘true’ edge. (c) Optimization with
gradient direction. The fit to the contour can be observed to be improved.

obtain ‘halo’-like artifacts, producing new soft ‘edges’ in the image intensity around

the main, strong edge. The level set method with and without edge gradient direction

is applied to this image. It is observed that due to the balance between fitting the edge

and curvature regularity, the contour may transition from following the main edge to

following a soft edge when it improves edge regularity. This problem does not happen

when edge direction is used.

Can situations like this arise in practice, for cell segmentation? Indeed, in phase

contrast imagery (see Chapter 2), such issues arise often, and must be addressed.

While preprocessing of phase contrast imagery is possible to directly eliminate repeated

edges, it is an imperfect solution as important image information is lost (again, refer

to Chapter 2).

89



CHAPTER 4. IMAGE SEGMENTATION METHODS

Figure 4.7: Illustration of phase-contrast imaging artifacts. For illustrative purposes,
we consider an idealized disk-shaped sample specimen under the microscope. Shown
are its positive phase contrast and negative phase contrast images; halo artifacts
(bright areas around sample) around the object can be seen, as well as shade-off
artifacts inside the object (less contrast near the center).

4.2.3.3 Active contours for phase contrast

As described in Chapter 2, phase contrast microscopy has a unique set of challenges for

segmentation. Especially when studying cells, there are two main barriers to effective

segmentation:

1. Object interiors have the same intensity as their exteriors, and thus edge infor-

mation becomes highly local.

2. Imaging artifacts (such as halo artifacts) may result in ‘false edges’ that must be

ignored by the segmentation procedure (see Figure 4.7).

Thus the shape profile of object edges may be complicated, producing problems for

basic Gradient vector flow algorithms. Efforts have been made to modify and augment

these algorithms to effectively segment phase contrast images. In (Li et al., 2009), a

front vector flow (FVF) algorithm was developed that locates cell fronts specifically

rather than just image gradients. This is based on the observation that cell fronts often

have ‘ridge-shaped’ profiles in phase contrast imagery. In other words, they appear

more similar to lines (of a certain width) than edges. Thus the cell fronts are located

with a ridge-detection algorithm initially developed for neurites (Xiong et al., 2006)

and then a gradient field is propagated outward from this front. Using information
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a dcb

Figure 4.8: An illustration of the front vector flow. (a) Original cell image, (b) detected
front image, (c) gradient field. The small arrows represent the gradient vectors. (c)
front vector flow. (d) the long arrow, which is obtained by linking the midpoints of the
front and the chord linking two endpoints of the front, points to the corresponding
cell center. Cell image courtesy of PloS ONE.

about front direction and cell center, the whole cell can be segmented. This algorithm

was tested for MDA-MB231 breast cancer cells and produced good segmentation

results (Figure 4.8). However, this method has not been extended to non-polarized

cells (cells that do not have well-defined fronts) or cells that are irregularly-shaped

and thus may have multiple front-like patterns on their boundaries.

To solve issue 2 in section 4.2.1 within the level set framework, one approach is to

apply preprocessing to the image to remove halo artifacts. Reconstructing the optical

depth of the sample, as mentioned in Chapter 2, has the advantage of solving problems

(1) and (2) simultaneously. However, it introduces the problem of producing fainter

and noisier edges, especially for very thin structures such as lamellipodia. Nevertheless,

a method based on this type of reconstruction was proposed and used by in Mark

Ambühl in (Ambühl et al., 2012). In this method, region-based and edge-based energy

terms are combined, along with a top hat transform-based optical reconstruction

method, to directly attack the problem of finding cells when phase imagery only

provides edge information. The level set energy is the same as Equation (4.12), the

only difference being that I can be either the input image or the transformed input

image. The transformation is a grayscale morphological top-hat operator as presented

in Chapter 2. Three level set solutions are carried out, each step using the output of

the previous step as initialization (see Figure 4.9):

1. The level set method is applied to the input image, producing a cell outline that
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Figure 4.9: Description of the segmentation flowchart of the Ambühl method illustrated
with a specific example. (a) Flowchart of the algorithm. (b) Phase-contrast image of a
fish epidermal keratocyte; scale bar is 5 μm. (c1-4) Magnification of the rectangular
region in (b) and (d) with the intermediate contours (red lines) at the end of each of
the four stages of the algorithm described in (a); scale bars are 513 μm. (d) Final cell
contour (red line) overlaid on the original phase-contrast image (b). Reproduced from
(Ambühl et al., 2012).

includes the halo artifacts.

2. The input image is top-hat transformed and then the level set method is applied,

producing a cell outline that excludes the halo.

3. Finally, the level set method is again applied to the input image, producing the

accurate cell outline. The segmentation is output for the current frame, the next

input image (next frame) is loaded, and the procedure is repeated from step 1.

It was shown that this method produces accurate results for many types of cells, as

long as the phase contrast imagery is of high fidelity, has low noise level (An SNR of

greater than ~6), and the cell images are of relatively round shapes. However, when

these assumptions are violated, any level set implementation will run into difficulties.

In addition, due to the algorithmic complexity, the Ambühl method takes a relatively

long time to converge on to a solution.

4.2.3.4 Global optimization

Based on the aforementioned limitations of using local information to find level sets,

some approaches have tried using global optimization schemes. Obviously, brute-force
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checking of all possible level sets is intractable. Thus various approaches have been

used to cast the problem into one for which global solution methods are known.

In (Chan et al., 2006), a convex relaxation was used to approximate the Chan-Vese

model. This relaxation hinges on the fact that the Chan-Vese functional does not

actually depend on φ(x) but rather H(φ(x)), which is a binary function on the image

domain. By optimizing over the space of functions u(x) where, instead of being strictly

binary, u(x) can take on any value between 0 and 1, the problem can be reduced to a

convex optimization problem for which a global solution can be found, provided that

constants c1 and c2 are known. Subsequently, (Brown et al., 2011) presented a convex

relaxation that can be applied even when c1 and c2 are unknown. It was shown that

this gives reasonable results for many images, however it is not clear how to extend

to level set methods that go beyond the Chan-Vese model (which are important for

microscopy segmentation, as will be seen in the sequel). (Bergeest and Rohr, 2012)

extended this idea to also include the region-based energy term of (Rousson and

Deriche, 2002) (Equation (4.10)).

Since explicit active contour methods for phase contrast imagery are widely known,

it would be pertinent to ask if we could do global optimization using explicit active

contour methods. In fact, this is possible, provided that we construct the active contour

model carefully and restrict the ‘perturbation radius’ of each point on the contour to

be within a certain finite amount (to prevent severe topology modification that would

disrupt the explicit active contour method). The solution to this is to simply cast the

contour optimization problem as one of finding a minimum path, where the path is

restricted to be around the region of interest and the ‘cost’ of the path is computed

from the underlying image. This also allows gradient direction information to be used

more easily, allowing more accurate edge-based segmentation. This procedure will be

described in more detail in the next chapter.
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4.3 Summary

In this chapter we offered an overview of several widely-used image segmentation

methods to explain why active contour methods are an often-used method for seg-

mentation of microscopy images. This is due to taking into account homogeneity of

segmented areas, the ‘blob-like’ shape of cells, and the fact that cell regions are often

separated not by pure intensity values but by relative intensity and cell edges.

We then analyzed the key common elements of most level set formulations (regular-

ity, line and area energy, etc.) and the effect these elements have on cell segmentation.

With a specific focus on phase contrast segmentation, we showed that it is critical to

maintain a proper balance between precision of segmentation and contour regularity.

It is also critical to take into account edge ‘direction’ when segmenting images. We

presented two methods from the literature that attempt to solve these problems, via

better detection of phase contrast edges and pre/post-processing to remove the effects

of halo artifacts. However, these methods have limitations for irregular cell shapes or

shapes that lack well-defined fronts. We also discussed why, when using edge-based

segmentation, a global minimization method is preferred. In the next chapter, we

offer a segmentation method designed to solve all of these problems and compare it

with state-of-the-art segmentation methods to show improvements in several key cell

segmentation problems.
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Chapter 5

The Cell-Derived Active Contour

(CDAC) method

In this chapter we present a novel edge-based active contour method for solving the

problem of phase contrast segmentation. We demonstrate that this algorithm is highly

useful for irregular-shaped cells under low-illumination, low frame-rate, high noise

conditions (which are often unavoidable in imaging; see chapter 2). This method

is compared with other state-of-the-art methods and shows visible improvement in

several segmentation scenarios. Work presented in this chapter is drawn from three

papers published in:

1. Sections 5.1 and 5.2: PLoS ONE in November 2013 and published in December

2013 (Alireza Nejati Javaremi, Charles P Unsworth, and E Scott Graham. “Cell

Derived Active Contour (CDAC) Method for Robust Tracking in Low Frame Rate,

Low Contrast Phase Microscopy-an Example: The Human hNT Astrocyte.” PloS

one, 8(12), 2013)(Nejati Javaremi et al., 2013).

2. Section 5.3: The 2012 IEEE Engineering in Medicine and Biology Conference

(EMBC’12) in March 2012 and published in September 2012 (Alireza Nejati,

Charles P. Unsworth, and E. Scott Graham. “Improving active contour methods

for tracking endothelial cells by the removal of low-confidence edge segments.”

In: Engineering in Medicine and Biology Society (EMBC), pages 5368–5371, 2012)

(Nejati et al., 2012a)
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3. Section 5.4: The 2014 IEEE Symposium on Signal Processing and Information

Technology (ISSPIT) in October 2014 and accepted for publication in December

2014 (Alireza Nejati, Charles P. Unsworth, and Euan S Graham. “Improved

Cell Tracking via Automated Removal of Particulates.” In IEEE International

Symposium on Signal Processing and Information Technology (ISSPIT), (in press),

2014) (Nejati et al., 2014b).

Results and text included in this chapter are largely unchanged from the published

versions as permitted by the University of Auckland under the 2011 Statute and

Guidelines for the Degree of Doctor of Philosophy (PhD). Co-authors and supervisors

of this work Dr Charles Unsworth and Dr Scott Graham advised and commented on

the manuscript, however the bulk of the research and preparation for publication was

undertaken by the thesis author (see accompanying declaration).

5.1 Design of active contour method based on cell

dynamics

As mentioned in chapter 1, it is desirable to have a segmentation method for cells in

phase-contrast microscopy. However, phase contrast segmentation is a difficult problem

and methods for it are not as widely developed as they are for e.g. fluorescence imaging.

Especially, phase contrast segmentation is difficult when cell interiors have roughly

the same brightness level as the image background. This is very common in phase

contrast microscopy.

An optimal cell tracking algorithm would ideally outline the dynamics of the cells

in question. Thus, in the developed algorithm we use a priori information about how

cells move to aid the tracking process. In the following section, a brief introduction to

the basics of cell motility is given, followed by a discussion as to how this information

can be utilized to develop an efficient cell-derived active contour (CDAC) tracking

algorithm.

It is widely accepted that migration of metazoan cells occurs through the so-called

‘treadmilling’ action of actin (Abercrombie, 1980; Lee et al., 1993; Evans, 1993;
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Mogilner et al., 2001). Actin polymerizes into helices (known as fibrous actin or F-

actin) that are distributed throughout the cell. These helices are polarized - they show

different behaviour at either end. At the so-called ‘barbed’ end rapid polymerization

takes place, but at the opposite end (called the ‘pointed’ end) polymerization is slow

and hampered by the breaking apart of the polymer (Peskin et al., 1993). In addition,

newly-attached monomers are tightly bound, but older monomers undergo a structural

change (due to the breakdown of ATP) which causes the resultant helices to be unstable.

For these reasons, the polymer appears to ‘move’ in a single direction.

If actin polymers are oriented randomly, no net movement occurs. The polymers

simply extend until they reach the cell membrane where membrane and surface tension

forces keep them in place. However, if the actin polymers are oriented along a single

direction, migration may occur. Typically, in a migrating cell it is the case that the

actin fibers in the cell are distributed in every direction, but near the lamellipodium

they point preferentially to the moving front of the cell. The actin cytoskeleton is

bound tightly to the substrate through cadherin and integrin adhesions (Vasioukhin

et al., 2000; Horwitz and Parsons, 1999). Since the cell body is firmly attached to

the substrate and the movement occurs by actin ‘pushing’ the membrane outward, a

useful assumption is to assume that motility occurs by each point on the membrane

extruding in the normal direction, either outward (at the cell front) or inward (at the

trailing edge).

5.1.1 Normal Extrusion Snake

While parametric active contours (snakes) are considered an ‘older’ method (Xu et al.,

2000), we will show that they still provide much value for interesting segmentation

problems. The active contour method considered in this chapter is the one briefly

described in (Nejati et al., 2012b). A brief explanation follows. Let the snake be

represented as p̂(s) = (x(s), y(s)), (0 < s < 1). Given the image gradient G(r)

(computed using a Sobel filter), the snake normal N, and total snake length L, the

external energy is defined as:
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Figure 5.1: Normal extrusion procedure. The original contour is the solid line and
a new contour may be produced by extruding, for example, points b and c by any
amount.

EX(p̂) = −
∣∣∣∣ 1L
ˆ 1

0

1

‖N(s)‖
N(s).G(p̂(s))ds

∣∣∣∣ (5.1)

The contour that is used is piecewise-linear i.e. it is defined by a discrete set of

sequentially-connected vertices p̂i, (1 < i < n).

Given an initial contour (e.g. from the previous frame), the vertices may be extruded

to better fit the shape (Figure 5.1). The extrusion direction is computed as follows.

Consider the ith point on the curve. The tangent vector at that point, for an extrusion

level x, is given by:

Ti(x) =

i+M(x)∑
j=i−M(x)

e−c
2
ij/2x

2

sgn(i− j)(p̂i − p̂j) (5.2)

where M(x) is chosen to be large enough that the exponential decays to zero. In our

implementation, a 3-sigma radius is used i.e. M(x) = floor(3x). The contour itself is

assumed to ‘wrap around’. In other words, p̂i = p̂i+n where n is the number of points

on the contour. In addition, cij is the cumulative distance from the ith point to the jth

point:

cij =

j−1∑
k=i

‖p̂k − p̂k+1‖

The normal Ni is simply chosen to be the unit vector forming a 90° angle with Ti.

We call the vector (Bradhurst et al., 2008) of one extrusion level per pixel an extrusion.

Note that there must be a limit R to the range of xi. We arbitrarily chose a value of
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16 for R. Since the method usually does not select an extrusion level larger than a

few pixels, this level was deemed to be usually sufficient. Indeed, since the level must

conform to the movement of the cell boundary, selecting a large level is usually a

tracking error and can be seen in the output that CDAC produces.

The energy of the curve is minimized using a dynamic programming approach

similar to that of (Amini et al., 1988, 1990). This enables an efficient calculation of

the optimum which cannot be done using level set methods and as will be shown

is necessary for segmentation where edges are very weak and can only be non-

ambiguously recognized holistically. A notable difference between the method given

in the cited papers and the method given here is that here the neighborhood of each

vertex is relatively large (16 pixels). This is possible due to the fact that the vertex is

only allowed to extrude in one dimension (the normal direction). This allows us to

explore a much larger space at each step. In addition, in contrast to most other snake

methods, the snake method given here has no internal energy. This allows highly

irregular cell shapes to be tracked.

The dynamic programming approach is as follows. Let the candidate extrusion

levels be xi, where i ranges over the vertices on the contour. xi is the the distance that

each vertex extrudes or retracts to fit the contour in the next frame and is between –R

and R. Also, let the multi-scale normal vector at each vertex be Ni(xi) (the unit vector

perpendicular to Ti(xi) in Equation (5.2)). Here, ‘multi-scale’ refers to the fact that

Ni(xi) is not just dependent on i, but also the extrusion level xi.

The goal is to find the vector [x1, x2, . . . , xn] that minimizes EX [r̂] where r̂ is the

piecewise-linear curve defined by r̂i = p̂i + xiNi(xi), and xi is any integer in [−R,R].

For each pair of adjacent vertices p̂i, p̂i+1, consider the 2(2R+1) line segments between

r̂i = p̂i + xiNi(xi) and r̂i+1 = p̂i+1 + xi+1Ni+1(xi+1), defined by varying xi and xi+1.

Associate to each line segment its energy calculated according to the term inside

the absolute value in Equation (5.1). The minimization problem is then simply the

problem of finding a minimum-cost path from any r̂0 to any r̂n, where negative costs

may occur. This can be solved using the Bellman-Ford algorithm (Bang-Jensen and

Gutin, 2002). To take into account the fact that EX is defined as an absolute value,
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Figure 5.2: Illustration of minimization procedure. For each vertex xi there are [−R,R]
possible extrusions. To each edge is associated an energy EX . The goal is to find a path
that starts from some j in x1 and ends on that same j. An example path is shown in
blue. Minimization is done via the Bellman-Ford algorithm. Minimization is repeated
for all possible choices of j and also for inversion of EX .

simply perform the minimization step twice, once negating the signs, picking the

minimum amongst these two minima. See Figure 5.2.

To control the amount of extrusion, an additional dynamic extrusion penalty κ is

included in the energy. κ is defined as follows: If a line segment moves at all from

its previous location (i.e. the extrusion on either of the two vertices it connects is

nonzero), κ is added to that line segment’s energy. Otherwise, it is left unmodified.

This allows one to restrict the curve from varying too much between frames; a high κ

value will tend to keep the curve ‘inert’. Since the external energy can by definition

never be larger than the maximum gradient magnitude in the image, any value of κ

that is significantly higher than this would keep the curve inert. Thus the final energy

function is:

EX(p̂(t+1)) = −
∣∣∣∣ 1L
ˆ 1

0

1

‖N(s)‖
N(s).G(p̂(t+1)(s))ds

∣∣∣∣− κ ∣∣∣S(p̂(t+1) ,̂ p(t))
∣∣∣ (5.3)

where S (the set of line segments that have changed from the previous frame) is
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1 2 3

Figure 5.3: Intersection removal. After fitting, some parts of the contour may develop
self-intersections. In the first iteration of our method, we solve this by cutting out the
intersection loops (3). In our improved method, we do this by removing areas of low
confidence.

defined as follows:

S(p̂, q̂) = {(pi, pi+1)|pi 6= qi ∨ pi+1 6= qi+1; i = 1 . . . n}

The linear nature ofEX makes the described global optimization procedure possible,

and that non-linear terms such as an internal energy based on curvature would disrupt

this possibility.

Thus the final algorithm is as follows:

1. Manually draw contour r0 for first frame.

2. Simplify the contour.

3. For contour rk, obtain rk+1 by finding the extrusion that minimizes the global

energy EX of the curve.

4. Subdivide the curve and repeat steps 2 and 3 unless the length of each segment

goes below one pixel.

5. Advance to the next frame and repeat steps 2-4 until the end of the data series.

In step 2, the simplification is performed by removing vertices until no edge is of

length larger than a given threshold (chosen as 8 pixels). Vertices are not removed if

they are on sharp corner (less than or equal to 45 degrees). Step 3 is performed using

the Bellman-Ford algorithm, as mentioned.

A complication is the fact that the boundary may sometimes self-intersect; intersec-

tions have to be removed at each step (see Figure 5.3).

We refer to our developed method as Cell-derived Active Contour (CDAC). In the

following, CDAC is compared with the Ambühl method, for both synthesized data
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and for data from actual microscope set-ups. In addition, a comparison is also done

between CDAC and the standard ‘baseline’ gradient-descent snake implementation

given in as follows: the edges are found using a Canny-Deriche operator (Deriche,

1987, 1990) and internal energy is computed from the curvature of the snake:

EI(v) =

ˆ 1

0

α‖v′(t)‖2 +
1

2
β‖v′′(t)‖2dt

Such snakes have been used widely in many image-processing tasks (Kass et al.,

1988; McInerney and Terzopoulos, 1996; Terzopoulos et al., 1988). One limitation

of these snake algorithms is that they require fine-tuning of the many parameters

involved. To get around this limitation, an adaptive snake algorithm was proposed

(Andrey and Boudier, 2006). In this method, the parameters of the model are varied

automatically at each step to produce the best fit. This algorithm is available as a plugin

(ABSnake) for the image-processing tool ImageJ1–a popular tool used frequently by

researchers in microscopy and cellular biology

5.1.2 Segmentation vs. Tracking

All active contours are, by nature, capable of tracking - simply set the initial contour for

the next (current) frame equal to the contour for the previous frame. However, there

must be a way of initializing the contour for the first frame. In the Front Vector Flow

(FVF) method of Li et al (Li et al., 2009) (described in the section ‘Introduction’), the

initial segmentation is provided by localizing the cell nucleus using a combination of

Laplacian-of-Gaussian (LoG) filters and fuzzy c-means clustering (Dunn, 1973). This is

applicable to cells where the nucleus is highly contrasted against the background but

it is not clear if it would work well otherwise. In the Ambühl method, the initialization

is provided by a near-optimal thresholding procedure. A drawback of this procedure

is that it is susceptible to noise and visual clutter (Figure 1.5). When automatic

segmentation procedures fail, the contour has to be initialized manually.

It is worth noting that if a particular data-set is such that a fully automatic seg-

1http://imagej.nih.gov/ij/

102

http://imagej.nih.gov/ij/


CHAPTER 5. THE CDAC METHOD

mentation procedure produces segmentations of quality comparable to expert-drawn

outlines, then it is desirable to produce a new segmentation for each frame rather than

initializing from the previous frame. This is because in the latter case, segmentation

errors will tend to accumulate (Kass et al., 1988).

Since CDAC relies on the property of cells extruding normal to their boundaries, it

is not capable of converging from a very ‘rough’ outline, unless the cell outline can be

obtained from the rough outline by means of normal extrusion. This is unlike other

snake methods. However, once a ‘lock’ is obtained, CDAC is good at maintaining it, as

will be demonstrated.

Thus, to make a fair comparison, the comparisons are done on data sets with

high noise where the initial contour segmentation procedure fails. This allows us to

initialize both methods (both the Ambühl method and CDAC) to the same contour and

follow the cells as they migrate around the sample.

In summary, the method thus presented is different from most previous snake

methods. It uses gradient direction instead of magnitude and the energy is normalized

over length. This prevents from penalizing irregular shapes and allowing ‘tight’ fits to

the contour to be obtained. In addition, self-intersections are automatically removed.

Finally, normal extrusion and global optimization are used, allowing a far more efficient

search of the possible curve space. While most of the attributes in CDAC have been

seen in some form in other methods, we are not aware of any previous methods that

have used all these attributes together.

5.2 CDAC Performance

In the following sections, the three methods (CDAC, the Ambühl method, and ABSnake)

will be compared on three different data sets of increasing complexity. The first data

set (the simplest) consists of a simple round cell that does not move rapidly. The

second data set is a stationary cell with extrusions, and the third (most complex) is a

cell with thinner extrusions and higher motility that also interacts with another cell.

A quantitative measure for assessing segmentation performance is required. In
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Ambühl’s method (Ambühl et al., 2012) an area-based metric is used – the Dice

coefficient – which is the proportion of correctly-classified pixels. The definition is as

follows. Let the set of pixels enclosed by the test contour be T and those enclosed by

the reference contour be R. The dice coefficient is computed as 2|R
⋂
T |/(|R|+ |T |).

For irregularly-shaped cells, especially those with narrow protrusions, this is not an

adequate metric. However, it is the metric used in (Ambühl et al., 2012), and thus to

provide a fair comparison with Ambühl’s method it is the metric that is used. Outline-

based metrics such as the Hausdorff distance are better-suited to the cell shapes given

in this chapter, but to apply them to level set methods (especially those that can give

multiple boundaries), several simplifying assumptions are required which complicate

the analysis.

In addition to this, the sensitivity and specificity of the methods were quantified.

The sensitivity is defined as TP/(TP + FN) and the specificity is defined as TN/(TN +

FP). TP is the number of pixels inside the boundary that have been correctly classified

as being inside the boundary. TN is the number of pixels outside the boundary that

have been correctly identified as such. FP is the number of pixels outside the boundary

that have been classified as being inside the boundary, and FN is the opposite of this

(the number of pixels inside that have been classified as being outside).

For the initial frames, the user-defined boundary provides a significant bias that

skews the results towards high sensitivity and selectivity. Since the reference cell is

the same as the user-defined contour in the initial frame, and neither the test nor

reference images deviate much from the previous frame, in the first segmentation

frame the sensitivity and specificity are both close to 100% in the first frame. Thus, to

evaluate the method as best as possible, the sensitivity and specificity should ideally

be calculated excluding the first frame. The sensitivity and specificity are given in

Table 5.2.

5.2.1 Symmetric Spreading Cell

As the first real-world dataset, the method was applied to a relatively round cell that

does not move significantly (but rather spreads out). See Figure 5.4. We first observe
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Data set Parameters (A) Parameters (B)

round 100, 10, 100 100, 0.1, 50
extend 50, 10, 100 100, 0.1, 50
retract 100, 10, 500 100, 0.1, 100

Table 5.1: Parameters for the Ambühl method. Parameters are given as triples (λ, α, n)
where λ is the weighted length term, α is the weighted area term, and n is the number
of iterations. Data sets round, extend, and retract are for the round, extruding, and
retracting cells, respectively. Parameters A are parameters for the evolution on the
morphological closure. Parameters B are for the evolution on the original image when
starting from the last round (see (Bradhurst et al., 2008) for details). For all round
cells, the parameters for the evolution on the original image were set to (100, 1,
100) and for the (last round cell) were set to (100, 0.1, 150) and the parameters for
morphological closure when working only from the second round cell were set to (100,
0.5, 200).

Data set Sens (CDAC) Sens (Amb) Sens (ABS) Avg (CDAC) Avg (Amb) Avg (ABS)

round 98, 98 97, 98 88, 95 0.94±0.03 0.95±0.03 0.87±0.08
extend 94, 97 94, 96 90, 94 0.94±0.03 0.95±0.03 0.87±0.08
retract 93, 80 84, 90 N/A 0.91±0.03 0.79±0.15 0.80±0.14

Table 5.2: Results for the Ambühl method. The first 3 columns (labelled Sens) highlight
the (sensitivity, specificity) pairs for each of the processing runs. All values are given
as percentages. The final 3 columns give the mean and standard deviation of the dice
coefficients across all frames.
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Figure 5.4: Initialisation for Round cell. a. Microscope image. b. Automatic segmenta-
tion result. c. Initialisation contour for CDAC and ABSnake; d. Initialization contour
for the Ambühl method (The initialization contour for the Ambühl method should
ideally be outside the contour). The cell images in all frames are identical and of the
0th frame (i.e. frame that is segmented by expert). Imaging area: 132×129 μm.

that the Ambühl procedure for finding the initial cell segmentation does not give

satisfactory results (Figure 5.4), so it fits the requirements for comparison as outlined

previously.

The contour is thus initialized manually for both methods. CDAC benefits from

the initial contour being as close to the outline as possible, whereas the optimal

initialization for the Ambühl method is to have the contour slightly outside the cell

boundary. For CDAC, the tracking was done for one value of κ (0.02) whereas the

tracking was done many times for the Ambühl method, using different combinations

of parameters to obtain the highest possible dice coefficient after 20 frames. The

value of κ = 0.02 is a good general starting value, after which the value may be

reduced if it results in an improved segmentation. The specific parameters are given in

Table 5.1. The parameters for the CDAC and ABSnake methods are given in Table 5.3

and Table 5.4 and are the same for all results given in this chapter unless explicitly

stated otherwise. The tracking results are shown (Figure 5.5) for the single run of

CDAC and the best possible run of the Ambühl method.

In this data set, when considering the dice coefficient, using the Ambühl method

in tracking mode gives good results, and CDAC performs similarly (Figure 5.6). The
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Figure 5.5: Tracking result for round cell. (a) Expert-drawn outline, (b) output of
CDAC, (c) output of Ambühl method, (d) ABSnake. Numbers indicate frame number;
frame 0 is the user-drawn initilization, frame 1 is the first automatically-generated
outline, and so on.

107



CHAPTER 5. THE CDAC METHOD

Parameter Description Typical Value
R Extrusion search radius 16
κ Energy penalty for extrusion 2×10-2

Table 5.3: Default parameters for the CDAC method (all data series).

Parameter Typical value(s)
Distance Search 100
Displacement [0.1 - 2.0]

Threshold distance 100
1/α [0.5 - 2.0]
β [0.5 - 2.0]

Multiplication factor 0.99

Table 5.4: Parameters for the ABSnake method. This method is adaptive and automati-
cally selects certain parameters within a pre-specified range. These parameters are
given as [minimum - maximumum.

mean and standard deviation for the dice coefficient for CDAC, Ambühl, and ABSnake

were 0.98±0.02, 0.97±0.3, and 0.91±0.5, respectively. This shows that, as can be

seen, CDAC and Ambühl are both higher and more stable than ABSnake, with CDAC

being slightly more stable in this case. This apparent similar degree of performance

could partly be due to the fact that the cell area is relatively large and deviations

from the boundary are likely to not overly influence the dice coefficient. It could

also be due to the fact that the cell does not move significantly so the outline for the

current frame is a good approximation to the outline for the next frame. Thus, for a

symmetric spreading cell it was found there was little significant difference between

the performances of the methods.

A possibility arises here: perhaps the slightly better performance of CDAC for these

data is due to the data simply being better suited for parametric snakes. If this were

the case, other parametric snake methods would also provide better performance than

the Ambühl method. As will be seen, however, this is not the case. As a representative

snake method, the ABSnake method (as described previously) is used. The results of

running the ABSnake method on the latter data set are also shown in Figure 5.5. As

can be seen, the parameters that give the best fit for the initial segmentation (frame

1) fail to provide a good fit for the whole data series. Lowering the internal energy
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Figure 5.6: Dice coefficient for tracking symmetric spreading cell. CDAC and the
Ambühl method offer similar performance but the performance of ABSnake drops
considerably. A noticeable effect is that the dip in quality at frame 6 is shared by both
CDAC and ABSnake. However, CDAC recovers quickly. In addition, the coefficient for
a value of 0 for κ is given, showing that the performance is not as good as κ = 0.02.

so as to be able to fit into the protrusion causes a highly irregular and numerically

unstable curve, whereas raising it results in the outline being ‘too smooth’ to capture

fine details. Both approaches ultimately result in loss of the cell outline. In the rest

of this chapter, the results from ABSnake are also shown alongside CDAC and the

Ambühl method for a baseline comparison.

5.2.2 Stationary cell extruding pseudopods

Astrocytes often produce dendritic extrusions as they survey their environment, e.g.

direct communication with other cells or when they phagocytose cellular debris

following cell death. We are interested in seeing how well both of the algorithms

perform on such a cell.

The first two methods (Ambühl and CDAC) appear to produce a good segmentation

however, with a dice coefficient of above 0.9 for the duration of the whole 20 frames.

However, ABSnake fails to lock on to the cell boundary, as is visibly apparent in

the tracking images (Figure 5.7). Its dice coefficient decreases monotonically with

increasing frame number.
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Figure 5.7: Astrocyte extruding pseudopods. As can be seen, the cell extrudes and re-
tracts projections that are often very low-contrasted. (a) Expert-drawn segmentations,
(b) output segmentation of CDAC, (c) output of Ambühl method, (d). ABSnake. As
before, numbers indicate frame number. The oval-shaped object in the center is the
cell nucleus. What appears to be a crossover in frame 10 of CDAC is actually a point
where the contour gets close to itself (inset; magnified and rendering of boundary
thinned so this can be more clearly seen). Imaging area: 159×203 μm.
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Figure 5.8: Dice coefficients for tracking a cell with extruding pseudopods.
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Figure 5.9: Cell with retracting protrusion. Numbers in top right of frames indicate
frame number. Imaging area: 159×239 μm.

The dice coefficients of the tracking algorithms, as before, are given in Figure 5.8.

The mean and standard deviation for CDAC , Ambühl, and ABSnake were 0.94±0.03,

0.95±0.03, and 0.87±0.08, respectively.

5.2.3 Cell with retracting protrusion

Next, the Ambühl method was applied to phase-contrast imagery of an hNT astrocyte

both moving and visibly retracting a very thin protrusion (Figures 5.9 & 5.10).

It is important to note here that the initial high dice coefficient of the CDAC method

(Figure 5.11) is simply due to the expanded initialization required by the Ambühl

method. After both methods converge on the boundary, the dice coefficients become

similar. The mean and standard deviation for CDAC 1 & 2, Ambühl 1 & 2, and ABSnake

were 0.91±0.03, 0.92±0.03, 0.79±0.15, 0.80±0.14, and 0.87±0.02 respectively. The
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Figure 5.10: Tracking results for cell with retracting protrusion. (a) Expert-drawn
outlines, (b) output of CDAC, (c) Ambühl method, (d) ABSnake. Note that for the
ABSnake method, only 6 frames are shown. This is due to the fact that the algorithm
diverges in vertex number after frame 6 and thus further tracking is not possible.
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Figure 5.11: Dice coefficient for tracking cell with retracting protrusion. The two
best results from the first two algorithms are shown (For the Ambühl method they
are labelled No. 1 and No. 2; parameters given in Table 5.1. The rapid drop in the
quality of the ABSnake-produced segmentation is apparent immediately before vertex
divergence.

two best runs of the Ambühl algorithm are plotted (parameters in Table 5.1). As can

be seen, naive implementation of the Ambühl method (i.e. tracking based on previous

frame) has a noticeable decay in performance. While CDAC also suffers from decay, it

is able to ‘rebound’ to the correct outline.

The possibility that this relatively low dice coefficient could be due to the thin

protrusion of the cell was considered. Thus, we also initialized the Ambühl method

around the cell body only, ignoring the protrusion. However, it was observed that the

results were similar.

The possibility was also considered that this decay in performance could be reme-

died by using the Ambühl method in ‘re-segmentation mode’ i.e. initializing from the

same manually-drawn contour at each frame, or a new manually-drawn contour every

certain number of frames, as opposed to using the contour from the previous frame.

First, an attempt was made to draw a contour that would encapsulate the entire cell

over the course of 30 frames (Figure 5.12). An important drawback of this method is

that it is not possible in real-time; all cell outlines have to be gathered before it can be
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Figure 5.12: Valid initialization for cell body for all 30 frames. The frames have been
superimposed to show that the outline encapsulates the cell body relatively tightly. As
indicated in the text, the image is a superposition of all 30 frames.

1 10 20 30

Figure 5.13: Segmentation results for re-initializing the contour at each frame.

done.

It was observed that, contrary to expectations, the segmentation quality was similar

to simply initializing from the previous contour, (Figure 5.13 and Figure 5.14) although

it should be noted that the produced outlines are different.

To obtain the highest possible performance, it would seem the best option would

be to re-initialize the contour once the dice coefficient starts to drop. To do this, the

contour was re-initialized manually at frame 20 and then the algorithm was run again

with multiple parameters in order to select the best fit. Care must be taken to choose

where to re-initialize. If some frames are inherently problematic (for example, very

irregular shape or very low contrast), re-initializing at those frames would provide

little benefit as the segmentation algorithm would lose its lock regardless. To avoid an

unfair comparison, the frame at which re-initialization is done is as late as possible (to
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Figure 5.14: Dice coefficient for tracking cell using re-segmentation from user-drawn
contour at each frame. Shown are plots for our method and Ambühl’s method in both
tracking mode (as in the previous example) and re-segmentation at each frame. Since
the two best runs in tracking mode are similar, only the first is shown for clarity.

avoid troublesome areas) without letting the dice coefficient persist at a low value for

too long. As can be seen, frame 20 is a reasonable choice for this. This choice biases

the comparison slightly in favor of the Ambühl method. The results are also plotted

(Figure 5.14). The mean and standard deviation for the 2 CDAC and 3 Ambühl methods

were 0.98±0.02, 0.97±0.3, 0.79±0.15, 0.77±0.16, and 0.82±0.13, respectively. It

can be seen that though the quality is now much better, the segmentation produced

by the Ambühl method still lags behind what is produced by CDAC, even when still

running from the segmentation produced in frame 0.

The analysis of the sensitivity and specificity (see IV Results) given in Table 5.2

roughly reflect what is seen with the dice coefficient. Both the sensitivity and specificity

of CDAC is remarkably higher than either of the two other methods in the retracting

cell. The highest sensitivity for the Ambühl method is only achieved when two

segmentations are done yet it is still lower than that produced by CDAC.
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5.2.4 Computational requirements

The Ambühl method was run in MATLAB R2012a, the ABSnake method was performed

in ImageJ and CDAC (see below) was implemented in C (all software single threaded).

The Ambühl method took on average 410 seconds for 20 frames of the round cell

(for the best run), 437 seconds for the extruding cell, 351 seconds for the retracting

cell when in tracking mode and 707 seconds when in re-initializing mode. The

corresponding times for CDAC were 1.1, 1.1, and 1.3 seconds for each of the cell types.

5.3 Improvements for cells with thin protrusions

After demonstrating the algorithm on hNT cells, we turned to the task of segmenting

HMEC-1 cells. These cells are somewhat thicker and have higher contrast than hNT

cells, thus most conventional segmentation algorithms are able to operate on them

correctly. However, due to their thin protrusions, new problems were identified in the

CDAC algorithm which we have addressed.

The iterative subdivision scheme (steps 3-4 in the CDAC algorithm) allows for

effective protrusion of the contour into rapidly-protruding areas of the cell. However, it

is less effective at fitting into retracting protrusions. This can be seen in Figure 5.17 and

is depicted schematically in Figure 5.15. In addition, the initial version of our method

suffered from self-intersections that had to be automatically-removed at each step

(see Figures 5.3 and 5.16). Both of these problems were solved by simply including a

procedure that removes low-confidence areas of the contour (see Figure 5.15), where

confidence is defined as simply the local edge energy according to equation 1. We

arbitrarily chose 5% of the maximum possible edge energy as a cutoff level below

which edges should be removed. We term this procedure low-confidence removal. We

found that under this scheme, the number of self-intersections were reduced (as an

example, see Figure 5.16). This is because the lower rate of self-intersection testing

(once per frame instead of once per step) allows minor perturbations in the curve that

cause self-intersections the chance to be corrected before clipping takes place.
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Figure 5.15: Confidence-based contour adjustment. The contour (black dots connected
by solid line) has been fit to the image (a). At the next frame, the cell retracts a
previously-extended protrusion (b). Extrusion-based fitting cannot find an optimal
fit to the image, because the angle of the new contour is roughly orthogonal to the
original contour (c). However, if we remove the parts of the contour that have low
confidence, a good fit can be obtained (d).

1 2

Figure 5.16: Removal of self-intersections leads to the occasional clipping of narrow
cell protrusions (bottom). The improved method does not suffer from this problem.
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1 2

1 2

Figure 5.17: Low-confidence removal allows better fitting into retracting protrusions.
Middle: Self-intersection removal does not apply since retraction does not self-intersect.
Bottom: Using low-confidence removal. Note that there are no self-intersections in
these images, despite the appearance of overlap in the indicated area (black arrow).
Rather, the overlap appears to occur because the contour have been thickened for
display purposes.
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5.3.1 Performance of Low-confidence removal

To quantify the performance of the method, the outlines that were produced were

compared with manually-drawn contours. Let the points of the computer generated

contour be pi, where i is an integer between 1 and n, and let the points of the manually-

drawn contours be ri, where i is an integer between 1 and m. The forward average

Hausdorff distance is defined as:

df =
1

n

n∑
i=1

d(pi, r)

where d(pi, r) is defined as the distance from the point pi to contour r. In addition, the

backward average Hausdorff distance is defined as:

db =
1

m

m∑
i=1

d(ri, p)

For the fit on HMEC-1 cells, we observed that cell contrast is high enough that for

each portion of the cell edge, the method either misses it entirely or is able to maintain

a lock with sub-pixel accuracy (see Figure 5.18). Therefore, the average distance

would not be an effective indicator, since the distance at some points of the boundary

would be very high and at others it would be very low. For the low-distance areas, any

error would in our belief most likely be due to inconsistencies in manually-drawn lines

(see Figure 5.19). However, we use average Hausdorff distance for comparison with

previous results. At the conclusion of this chapter, a discussion of these results are

given along with a summary of the results of the base CDAC method.

5.4 Debris removal

It is sometimes the case that active contour methods can produce inaccurate segmen-

tations when small pieces of particulate matter or debris exist on or around cells. This

is due to the fact that it is hard to produce an energy functional that includes cells but

excludes these particulates. This is especially apparent when debris are large and have
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1 20 40
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Figure 5.18: Automatically-generated contours for an HMEC-1 cell moving in isolation.
As can be seen, the high contrast for these cells enables a tight lock on the boundary for
a large number of frames. Note that, as in Figure 5.17, there are no self-intersections
in these images.
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Figure 5.19: Comparison of average contour distances between contour produced
by our software and expert-drawn contour. Plot is for HMEC-1 cells. Top: with
no low-confidence removal; bottom: with low-confidence removal. Even though
the software is capable of ‘recovering’ into the right shape, low-confidence removal
provides noticeable improvement in intermediate frames. As can be seen, the error
rarely exceeds 6 pixels. In addition, the error is relatively consistent throughout the
tracking period, indicating indicating that the lock on the cell is maintained.
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high optical thickness; this causes them to appear very bright, confusing algorithms

that rely on contrast differences (see Figure 5.20). This includes edge-based active

contours like CDAC.

A simple solution to this problem is to identify the debris area and ‘remove’ it from

the image. However, substituting a uniform gray level for the debris would also be

problematic, as it would simply introduce edges that might still confuse edge-based

methods. CDAC never operates on the image intensity values directly; it instead works

on the gradient of the image, which is usually calculated using a Sobel filter. This

fact can be exploited to remove debris – simply set the gradient of the image around

the debris section to zero. This approach works well (see Figure 5.22), however it

introduces the problem of identifying debris areas in images automatically.

Material presented in this section was submitted in the 2014 IEEE Symposium on

Signal Processing and Information Technology (ISSPIT) in October 2014 and accepted

for publication in December 2014 (Nejati et al., 2014b).

5.4.1 Debris Identification and Tracking

Unlike in cell segmentation and tracking, particulate tracking has a unique set of

challenges. Static segmentation of particulate matter may be confounded by objects

such as cell organelles. Various methods have been proposed to deal with these issues.

In (Cortes-Mateos et al., 2009), for instance, only image tiles that were relatively free

of debris particulates were considered. In (Martin et al., 2011), an automated debris

filtering algorithm was used based on simple identification of shape and fluorescent

color. However, no attempt at tracking debris was made, and the method relies on

the highly-contrasted color identification that fluorescent imaging provides. In cases

where shape accuracy is not required, debris filtering can be done by simply discarding

small segmented objects (Buggenthin et al., 2013). The reason that this harms shape

accuracy is that if debris are attached to cells, they will not be discarded and will

simply be considered to be part of the cell.

Finally, tracking of debris particulates across frames may be less confused by

organelles, but must be initialized first, using either manual identification of some
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static segmentation process when the debris are far from any known cells. Thus

an improvement would be a combination of segmentation and tracking approaches,

augmented with rough knowledge of where cells are.

5.4.2 Static identification

For identification of debris, we use a simple scale-invariant blob detection algorithm

(Lindeberg, 1998) augmented with some domain knowledge. The blob detection

algorithm consists of applying a Laplacian-of-Gaussian (LoG) filter to the image at

multiple scales. The LoG filter is defined as:

LoG(f, σ) = ∇2 (gσ ∗ f) (5.4)

where gσ is the Gaussian kernel:

gσ(x, y) =
1

2πσ2
exp

(
−x

2 + y2

2σ2

)
(5.5)

After constructing a series of LoG-filtered images at multiple scales (multiple

selections of σ), local maxima in the scale-space are selected. That is, points (x, y, σ)

are selected that have values that are greater than (or equal to) all neighbors in the

scale space ([x − 1, x + 1], [y − 1, y + 1], [σ − 1, σ + 1]) and also greater than some

threshold. Finally, all such points are returned as the center of ‘blobs’.

As mentioned, we add some domain-specific knowledge to this blob detector.

Briefly, we reject blobs that are too large to be debris (e.g. cell nuclei) and blobs that

are located too near to identified cells, since they are likely to be cellular structures

and not debris (see Figure 5.21).

5.4.3 Tracking of particulates

Debris and particulates in microscope imagery tend to move in a fashion approximating

Brownian motion. That is, they drift seemingly randomly (with perhaps a small

directional bias due to movement of the fluid), and the amount of drift between frames

increases as the size of the particulates decreases. Tracking objects in image sequences
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Figure 5.20: CDAC disrupted by debris. Left: starting frame, right: next frame. The
initial contour encloses the cell, but the algorithm is ’confused’ into cutting off the
boundary at the start of the debris (indicated by solid arrow).

is a very useful and wide area of research; a review of all of the literature in this area

is beyond the scope of this work. However, we will focus on work that tries to solve

the more specific problem of tracking small particulates.

Based on simple thresholding and nearest-neighbor matching (taking into account

particle mass to accurately handle particle splitting and joining), colloidal particles

in microscope imagery can be tracked (Wit et al., 1997). Nearest-neighbor matching

can be easily confounded by large displacements, so this type of method can be

complimented with a model of the movement of the particulates in order to make

a better prediction of how they move. In the case of platelets, for instance, such

movement models have been used successfully for tracking particulates (Machin et al.,

2006). Here, we also develop a model based on particulate movement; however we

also take into account the appearance of individual particles.

The most obvious approach to taking the appearance of individual particles into
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Figure 5.21: Automated debris detection algorithm showing identified debris. Right
panel: original image; left panel: identified debris circled.

account would be to use a method based on image correlation(Adrian, 2005; Wereley

et al., 2002). The basic procedure common to all correlation-based methods is to

calculate the cross-correlation between one frame and the next (preferably around a

small window around the object of interest), then choose the position in the next frame

which maximizes correlation, subject to particular constraints. The main problem

with this simple approach is that in long frame sequences, a single tracking error

causes termination of correct tracking. This problem is compounded when the objects

that we are tracking are small and move large distances. Unfortunately, due to

Brownian motion, this problem is quite pronounced when tracking small particulates.

By ‘smoothing’ the positions of the particles and applying a ‘global’ optimization

procedure for the particle track (instead of greedily picking the best track at each

frame), somewhat better results can be obtained (Sage et al., 2005).

A more comprehensive solution to the tracking problem is to use a distribution
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over positions of the particle instead of a single guess. Then, at each step, update the

distribution based on the information from the image and the model for the particle’s

movement. The optimal way of doing this would be to use Bayesian updates. Methods

of this type have been widely researched and used (Isard and MacCormick, 2001;

Hernandez and Frean, 2011; Genovesio et al., 2006). For instance, (Isard and Blake,

1998) develops a model for the movement of multiple blobs and then uses an image

model to carry out inference (i.e. predict where blobs are based on the image model).

Bayesian methods are especially useful for tracking particulates (Genovesio et al.,

2006; Godinez et al., 2009). In (Godinez et al., 2009) a discussion of the relative

merits of deterministic and probabilistic methods is presented.

The Probability Hypothesis Density (PHD) model of (Hernandez and Frean, 2011)

models the locations of blobs in an image as a Poisson point process and then performs

Bayesian updates on this model. Here, we use a related, but simpler, single-object

tracking system. We use single-object tracking since, in well-conducted microscopy

experiments, particulate density is usually low enough that particulates are well-

separated. Thus, here we attempt to construct a model for the movement of the

particles when seen under the microscope.

Let the distribution over positions be p(x, y, θ) where θ is 2D rotation of the par-

ticulate. Let us also define a distribution over the possible displacements the particle

can have π(u, v, θ) where θ is 2D rotation of the particle. Finally, let us also define a

potential over the image, defined by image correlation f(x, y, θ). Then we update the

probability distribution as follows (using Bayes’ theorem). The probability that the

particle, starting at (x, y, θ), will go to (x′, y′, θ′), is:

p̂(x′, y′, θ′;x, y, θ) ∝ π(x′ − x, y′ − y, |θ′ − θ|) exp [f(x′, y′, θ′)/τ ]

where |θ′ − θ| is the smallest difference in angle and τ is a coefficient that determines

the shape of the potential distribution. Here, to keep from working with a very large

probability distribution, at each stage we sample from the generated distribution

instead of storing the whole distribution. After the first step, this process of correlation

and sampling is repeated for each found sample, with all the samples being collected
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in a set S, recording the probability of each sample. To avoid the number of samples

growing without bound, we choose a desired sample number N and then sample N

particles from S with replacement, according to each sample’s probability.

To initiate the tracking procedure, first a N ×N pixel particulate area is identified,

where N is a window size that ideally should be large enough to contain the entire

particle. The debris position in the next frame is calculated using a simple optical flow

procedure by correlating the N × N region with the entire next frame, and using a

Bayesian procedure to identify the most likely candidate for debris position.

The Bayesian formulation is as follows. The movement of the debris is modelled

as a random walk, and thus the distribution of the x- and y-coordinates of the debris

are assumed to follow a normal distribution over time, resulting the distance step per

unit time being an exponential distribution with rate σ2∆t. In addition, the debris

is assumed to rotate in a random fashion as the cell interacts with it. The rotation

angle is also assumed to follow a random walk, and this results in a wrapped Normal

distribution with variance ϕ2∆t. Finally, the a priori likelihood for the debris being in

a specific area is taken to be the exponential of the correlated result.

In practice, to simplify the Bayesian procedure, we work with the log-probabilities

directly. The (unnormalized) log-probability for the debris movement is:

log p(x, θ|x0, θ0)− Z = f(x, θ) +
α

2∆tσ2
‖x− x0‖2 +

β

2∆tϕ2
(θ − θ0)2

where f is the correlation, x0 is the initial position, θ0 is the initial angle, and α and β

are the relative importance of diffusion and rotation in the probability calculation. Z is

a normalizing factor. It can be observed that p(x, θ|x0, θ0) is the Bayesian posterior, and

the last two terms are the Bayesian prior. The single position and angle combination

that gives the highest log-probability is chosen for the next frame. This procedure

works relatively well and can track the debris over a large number of frames.
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Figure 5.22: Debris removal prevents confusion and allows proper tracking of cell
boundary. Arrow indicates a large piece of cell debris on a cell. Left and right panels
show different frames; segmentation with debris removal is on the bottom.

5.4.4 Results of particulate removal

For a first evaluation of the performance of the tracking procedure, we tracked a large,

well-contrasted particulate (Figure 5.23). The tracking procedure works quite well,

with all samples being the correct location of the particulate (determined via an expert

manually tracking the particulate). In this work, for all particulates we used the values

of α = 0.2, β = 0.01 and τ = 0.1 for the parameters.

When tracking smaller particulates however, particulates may often be confused

with cell organelles. This is especially problematic when the particulates are near cells

as the movement model considers blobs that are near the ‘true’ particulate position

to be more likely than those that are far away. Thus to evaluate the performance of

the algorithm, we decided to distinguish between two regimes of particulate motion:

inside and outside cells. To this end, we manually and precisely tracked the cell shapes
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Figure 5.23: Tracking result for particulate #1 (numbers indicate frame number).
Window size was set to N = 16. Note that since this particulate is large and well-
contrasted, tracking happens with 100% performance across many frames.

Figure 5.24: Tracking result for particulate #2 (numbers indicate frame number).
Top row: original image sequence, bottom row: tracking results, with each sample
represented as a green square. Window size was set to N = 10. This particle, being
smaller and the same color as many cell features, is somewhat harder to track, but a
viable ‘lock’ is still present (see Figure 5.25).
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Figure 5.25: Performance of tracking algorithm on particulate #2 with 20 samples
taken at each step. Frames 3 and 10 are when the debris enters the cell and leaves the
cell, respectively. As can be seen, the most problematic regions (regions with lowest
correct percentage) are when the debris particulate is transitioning from outside to
inside or vice versa. When the particulate is entirely outside the cell, tracking occurs
with the highest performance.

in each frame to determine whether particulates were inside cells or not. Thus samples

can be divided into four categories based on whether they are ‘correct’ (within r/2 of

the true position, where r is the diameter of the correlation window) and whether

they are inside the cell or not. Another, smaller and fainter particle (particulate #2 in

this section) was tracked (Figure 5.24) and its performance measured (Figure 5.25).

The particulate starts outside the cell and then drifts towards it. As can be seen,

when the particulate is near a cell, the accuracy is reduced. However, we found that

even when inside the cell, tracking performance was good, and once the particulate

moved outside the cell, tracking performance fully recovered. This indicates that any

candidate samples that were not the true position of the particle were eventually

‘forgotten’.
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A B
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Figure 5.26: Tracking interacting cells. As two cells approach and begin to intersect
(panels a and b) the intersections points (A and B) need to be identified and the
boundary between the cells (dotted line in panel c) may be tracked separately.

5.5 Tracking interacting cells

A limitation of the CDAC method as presented here is that it may encounter difficulties

with interacting cells. There are several ways this issue can be overcome. A possible

method for tracking interacting cells is illustrated in Figure 5.26. Once two cells begin

to contact each other, if the total boundary around the cells is tracked as a single

CDAC contour, the edge separating the cells can also be tracked. A subtlety here is

that a mechanism must exist in the tracking algorithm to identify when two cells have

intersected and also when they have drifted apart. Thus the CDAC method presented

here may be used for the outline around both cells but the boundary between the cells

needs to include an energy term for joining and separation of the boundaries. This

may be also extended to three or more cells.

5.6 Discussion

A cell outline tracking algorithm (CDAC) that utilizes information about how cells move

to produce a high-quality segmentation was presented. Actin-based cellular motility

proceeds by pushing against the membrane. By restricting each vertex on the cell

outline to only move in the normal direction, the search space for updating each vertex

is simplified, allowing a global optimization method to be used. We have compared

CDAC with a state-of-the-art active contour method (the Ambühl method), using
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an error metric based on segmentation area. The comparison was conducted using

three different data sets, showing different behaviours. A low-confidence removal

modification was presented for being able to correctly track cells with thin protrusions.

Using this modification, the algorithm is able to track HMEC-1 cells for a large number

of frames. The generated cell outlines and the average Hausdorff distance were shown

for a single cell over 220 frames. 220 frames were chosen only since the cell in

question is ‘free’ during this period and does not interact with other cells. We have

shown, through both the hNT and HMEC-1 experiments, that despite the simplicity

and computational efficiency of CDAC, it produces results of high quality.

In addition, we have demonstrated simple algorithms for static identification and

tracking of particulates which confound segmentation. The identification algorithm

and tracking algorithm may be used together to track particulates even when they

move across cells, an important and somewhat difficult problem due to particulates

being confused with normal cell features. We have also shown that automated removal

of particulates assists greatly in improving the accuracy of cell segmentation, especially

when the particulates are interacting with cells. Since it is important to be able to track

particulates when this is occurring (since this is the most useful time when particulate

removal is needed), we also considered the performance of the tracking procedure

during this time period. We observed that with large, highly-contrasted particulates,

the tracking algorithm provides useful performance, and even with particulates that

are harder to track, the tracking algorithm usually allows good tracking and removal

of particulates.

In choosing a segmentation method for cells in general, many considerations

have to be made such as: The types of cells and their shapes; the number of frames

between which manual re-adjustments can be made; the decision to use manual

vs. automatic initialization and the time available for the segmentation process

are all critical considerations. In addition, the complexity of the method must be

taken into account; methods that render too complex might not lend themselves to

customization for specific situations. It is also important to consider the potential of the

method for tracking cells in more complicated environments such as those involving a
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large number of cells. While the Ambühl algorithm (Ambühl et al., 2012) is a well-

performing general-purpose segmentation method, situations arise where methods

better suited to the problem domain (CDAC) can provide further improvements, when

considering certain properties of the produced cell boundary. A brief discussion of

these situations follows.

The mathematical formulation of CDAC was given based on parametric active

contours. The results of the method on the various data sets illustrates why various

design choices were made. Adaptive subdivision allows global optimization to be

efficient and global optimization provides a firm basis for the next iteration of the

subdivision. For the cell extruding pseudopods, the Ambühl method is conservative,

localizing the general cell outline but failing to identify the extrusions. CDAC, on the

other hand, fits into protrusions well. This ability of CDAC to deal with irregular shapes

is sometimes detrimental; in the frame sequence of the round cell CDAC erroneously

latches on to some debris. However, it ‘re-corrects’ itself in the next frames, something

that would not be possible with a local optimization procedure.

Trade-offs such as this in choosing how often to manually re-initialize the cell

contour blur the boundary between automatic and semi-automatic segmentation

methods, and methods based on initializing the contour from the previous frame

or initializing from some manually-drawn approximation that is valid over a wide

range of frames. The Ambühl method performed considerably better when used in the

semi-automatic mode of operation versus the former, but this requires more manual

intervention and is still outperformed by CDAC. On the final data set with a very

irregular cell, CDAC performed better than the Ambühl method even when only one

manually-drawn contour was required as opposed to the two such contours required

for the Ambühl method.

However, one of the main advantages often given for using a geometric method

is that multiple cells can be tracked without additional penalty. However, as has

been demonstrated, in the geometric method multiple cells are often confused with

each other, with one cell sometimes being identified as two separate cells, or two

separate but highly-interacting cells being identified as one. CDAC does not suffer
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from these problems, as can be seen in the third image series where the cell interacts

with its neighbor. Further, the level set method is sufficiently more computationally

expensive than the parametric method that even with an imaging field saturated

with cells, requiring up to two orders of magnitude more computational time, the

parametric method would still perform faster. Additionally, in the parametric method

the concept of a very thin boundary shared by two cells has meaning; something that

is not easily attainable with the geometric method (and many other active contour

methods) (Ali and Madabhushi, 2012) since it relies on the zero isoline of a single

distance-to-boundary function (the level set itself). This information can be used to

the advantage of segmenting algorithms. For example, when two cells approach each

other, the boundary between them can be identified and preserved by the algorithm.
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Chapter 6

Statistical Methods for Analysis of

Cell Shape

In this chapter we will discuss automated analysis and pattern recognition in data.

Data of large dimensionality or size can prove difficult to cope with without automated

systems. With manual analysis, mistakes can occur randomly or as a result of unknown

systemic biases. For an automated analysis of data, an important step is often the

formulation of a machine learning system.

The problem of classifying cell movements based on visual characteristics (or

detecting subcellular structures) is difficult directly due to the large dimensionality

of the data and the variability of the information we are interested in. A typical

microscope image might consist of millions of pixels, each of which can take on many

intensity values. Thus each image can be considered a ‘point’ in a space of very high

dimension. We typically might have only several thousand training examples, a number

that is very small compared to the number of possible images. This means that we

seek machine learning techniques that will be able to accurately recognize and classify

images that have never been seen before. That is, they must have low generalization

error (Bishop, 2006). Often, the first step in handling data of high dimensionality is

to combine input variables together to produce a smaller number of variables called

features. Features can be crafted by hand (based on some knowledge of the problem

domain) or constructed automatically. It is usually the case that features are developed
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using a mixture of these approaches; developing an ‘architecture’ that encapsulates

some knowledge about the problem domain and then automatically ‘training’ or ‘fine-

tuning’ this architecture to better represent the data under consideration. To this end,

we will introduce approaches for feature learning based on artificial neural networks

(ANNs). We will then present probabilistic learning methods (necessary for coping

with real-world data) and explore systems that use a combination of several ‘process

steps’ of feature extraction and learning to accurately model and analyze data. For

each type of learning method, we will discuss advantages and drawbacks that must be

considered when making the decision of what type of learning method to use on what

type of data. Some of the methods presented here (such as multi-layer perceptrons,

restricted Boltzmann machines, and Gaussian mixture models) are commonly known

and widely used; they are reproduced here so that discussions of their limitations and

extensions can be made more precise. Starting from these simple learning models,

more complicated models will be gradually built up. This will serve to illustrate the

reasoning behind the design of our system for analysis of cell shape, which is to follow

later on.

6.1 Neural Networks

6.1.1 Multilayer perceptrons

Despite having relatively simple formulations, artificial neural networks (ANNs) have

enjoyed a large degree of success in modeling functional relationships and in dis-

criminative classification problems. A multilayer perceptron (MLP) is one of the most

intuitive types of ANN defined by the following set of equations:

x(l) = fl(Wlx
(l−1) + bl) (l = 1, . . . , L) (6.1)

where fl is an element-wise activation function (which is usually monotonic, increasing,

and almost-everywhere-differentiable, and if l < L, nonlinear), x(0) is the vector of

inputs, and x(L) is the vector of outputs of the model. Given some known inputs
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x(0) and outputs t, the weight matrices Wl and bias vectors bl are estimated so as to

minimize a loss function, often defined as loss(t,x(L)) = 1
2

∥∥t− x(L)
∥∥2

2
. This is supervised

learning (Bishop, 2006), as it requires knowledge of the outputs t to converge to a

solution. Weights and biases are often initialized randomly. Each MLP layer can

be considered as two operations performed in sequence: a linear feature mapping

yl ←Wlx
(l−1), and an element-wise nonlinear mapping x(l) = fl(yl + bl). A drawback

of supervised learning is that even though it can yield features W, we would often like

to infer features from the data even when the outputs are not known. This is called

unsupervised learning. Features by themselves are useful for several reasons. Firstly,

they allow the use of unsupervised classification algorithms on a reduced (compressed)

version of the data. Second, they allow ‘stacking’ of multiple feature layers so as to

produce a more efficient initialization of the MLP layers than random initialization.

If the outputs are not known, there are various methods to infer features from data

(Coates et al., 2011). These methods include sparse coding (Olshausen and Field,

1996; Lee et al., 2006, 2008), Restricted Boltzmann machines (RBMs) (Hinton et al.,

2006; Lee et al., 2008), and autoencoders (Bengio, 2009).

6.1.2 Restricted Boltzmann machines

A Restricted Boltzmann machine (RBM) is a probability distribution with a mathe-

matical definition similar to MLPs. They are the generative, probabilistic counter-

part to MLPs. The RBM is defined as the exponential family distribution P (x,y) =

exp(−β E(x,y))/Z, where Z is a normalizing factor, and E is given by:

E(x,y) = y>Wx + b>x + c>y

where x is a (visible) observation, as before, and y is the latent (hidden, unobserved)

representation. A notable fact is that in the RBM, the conditional distribution P (y|x)

can be computed exactly, and takes the following density:

P (y|x) = f(Wx + b)
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where y is a vector of binary-valued values, with probability of being 1 given by:

f(x) =
1

1 + exp(−β x)

Note the high degree of similarity of this model with the perceptron model given

above, with the difference that RBMs are stochastic; given an input vector x, the latent

representation y is not computed deterministically as a vector of real values but is

instead a distribution over binary vectors. The reconstructions, which are just P (x|y),

are given by:

P (x′|y) = g(W>y + c)

where g can be a logistic sigmoid for binary-valued inputs or a normal distribution for

real-valued inputs, for instance. The goal of learning in this model is to find W′ such

that the KL-divergence between the distribution over x and x′ is minimized:

DKL(P‖Q) =
∑
i

P (i) ln
P (i)

Q(i)
.

A common way of achieving this is the so-called contrastive divergence or CD training

method (Hinton et al., 2006). This training method computes x′ ← y← x and then

y′ ← x′, for all data, and then adjusts the weights so that all primed variables (y′ and

x′) become closer in distribution to the non-primed variables (y and x). RBMs have

seen wide successes in modeling various types of data (Hinton et al., 2006; Lee et al.,

2008), however the stochastic nature of the inference and training process means that

training RBMs is very slow and requires large amounts of data to produce meaningful

results. Thus various methods have been devised for more rapid training and feature

inference, one of these methods are autoencoders which will be discussed below.

Remark: Linear separability. MLPs require that each layer be linearly separable.

That is, for each layer output unit {x}(l)
i to be able to classify all input vectors x(l−1)

correctly, there must exist some hyperplane (given by the normal vector {W}i,: ,

representing a row of the weight matrix) such that for some {b}i, all vectors belonging
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to one class have {W}i,:x(l−1) + {b}i > 0 and all vectors belonging to another class

have {W}i,:x(l−1) + {b}i < 0. This extends to RBMs as well, however here linear

separability is not required for learning but instead if the output vectors y are to be

used for classification. Given enough latent variables (i.e. a large enough length for y),

all continuous functions on RN are linearly separable (Cybenko, 1989), however when

training RBMs with too many latent variables, an issue is that the RBM may learn a

trivial representation. That is, it may settle on the solution W = I (identity matrix). To

be able to use more latent variables without learning trivial representations, we must

impose some constraint on the latent variables. A commonly-used constraint—and one

that is justified by study of biological neural systems—is sparsity. That is, we constrain

the latent variables to have low average activity. We will discuss this now in more

detail.

6.1.3 Sparse coding

In a well-known and pioneering work, Olshausen and Field (Olshausen and Field,

1996) showed that by imposing sparsity on the features, the pattern-recognition

abilities of the human visual cortex can be simulated. Specifically, when training on

natural images, features similar to the neural receptive fields of V1 visual cortex are

produced. It is now known that information in the brain is largely processed in ways

consistent with sparse representation; for instance work by Kasabov’s group (Wysoski

et al., 2008) indicated that sparse representations can be used to improve many pattern

recognition tasks such as recognizing objects from multiple view angles. There are

many ways of incorporating sparsity in neural networks; one common formulation is:

min
W

Ex,y

[∥∥x−W−1y
∥∥2

2
+ λ ‖y/σ‖1

]
(6.2)

where the expectation is taken over all inputs x and their corresponding feature

representations y. σ and λ are parameters of the sparse model. ‖.‖1 denotes the

L1 norm. Note that here, unlike in the RBM formulation, no formula is given for

deriving each y from its corresponding input vector x. Rather, we assume the best
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y has been chosen (the choice that results in the lowest reconstruction error). It

can be seen that this optimization problem attempts to minimize the distance from

the data to the reconstructions as well as minimizing the (scaled, transformed) L1

norm of the encoding (other alternative penalties to L1 norm have been considered

(Olshausen and Field, 1996) and give similar qualitative results). Since the study of

(Olshausen and Field, 1996), there has been much research on sparse encoding. For

instance, a set of efficient algorithms for finding W were given in (Lee et al., 2006),

based on a probabilistic interpretation of (Equation (6.2)). A major drawback of

sparse coding is that due to the formulation of the optimization problem, optimization

of W must take place alongside determination of the best representations y. If we

require to encode new data, optimization must be carried out again. This implies a

significant computational cost and generalization properties that are hard to predict.

This makes sparse coding (at least in the simple form given above) non-ideal for

real-time applications. However, a combination of neural and sparse architectures can

help solve this problem.

6.1.3.1 Sparse RBMs

It is possible to combine the attractive properties of RBMs (good generalizability) with

that of sparse coding (efficient feature representation). With this model, it was found

that the properties of visual area V2 could be duplicated (Lee et al., 2008). In this

method, an L1 sparsity norm on the latent representation is minimized along with how

well the output of the model matches with input. That is, we minimize:

min
W

Ex

[∥∥x− g(f(Wx + b)W> + c)
∥∥2

2
+ λ ‖y/σ‖1

]
(6.3)

where it can be seen that the term corresponding to the reconstruction has been taken

from the RBM formulation, and the L1 sparsity norm is identical to that of the sparse

coding formulation.

Sparse RBMs have been demonstrated to be very effective feature learning systems,

however they still have the problem of slow learning that affects RBM models. Ideally,

we would like to use theory and experience developed for training MLPs to unsuper-
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vised feature learning. This includes higher-order learning methods (such as Jacobian-

and Hessian-based learning methods (Bishop, 2006)) as well as efficient adaptive

learning methods such as adaptive subgradient learning (Duchi et al., 2011). To this

end, autoencoder methods have been developed, which cast unsupervised feature

learning as a supervised MLP training problem.

6.1.4 Denoising autoencoders

A good overview of autoencoders is given in (Bengio, 2009). Briefly, an autoencoder

is a multi-layer perceptron with three layers (one hidden layer). The input is first

mapped to the hidden layer as in a normal perceptron:

y = f(Wx + b)

The mapping from the hidden layer to the output layer is also similar to a normal

perceptron, except that the number of output units is the same as the number of units

in the input layer:

x′ = g(W′x + b′)

If the weight matrices of the two layers are simply transposes (that is, W′ = W>),

this is referred to as using tied weights. An autoencoder is optimized such that the

output x′ reconstructs the input x as closely as possible. This results in a ‘compressed

representation’ or ‘code’ for the data. It can be seen that the autoencoder formulation

is very similar to the RBM formulation, with a major difference being that inference

is deterministic and that training can be done using stochastic gradient descent as in

ordinary MLPs.

It is possible to ‘stack’ autoencoders, by training one autoencoder and then using

the hidden representation y as training data for a new autoencoder. This results in a

deep auto-encoder which is very useful for identifying complicated patterns in data.

One disadvantage with autoencoders is that if the number of hidden units is large

(up to or approaching the number of input units), the autoencoder may learn a trivial
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Figure 6.1: Autoencoder. The first hidden layer is the ‘encoding’ layer, the last hidden
layer is the ‘decoding’ layer.

representation. Denoising autoencoders (DA) were developed to solve this problem.

In DAs, the input is first corrupted with some noise; the output of the autoencoder

is trained with the noise-free version of the data. DAs often result in learning a

qualitatively better representation of the data (Vincent et al., 2008), since sensitivity

to noise is minimized.

6.1.5 Convolutional neural networks

We now turn to the specific problem of applying neural networks (such as autoencoders

which have just been discussed) to image data, especially natural image data (or,

in this case, microscope data). It is desirable to have neural networks that are

invariant to certain transformations of the inputs i.e. permutations of the input vectors.

An often-used example is invariance to spatial shifts or scaling transformations in

images, although more general transformations such as rotations are also possible.

Invariance to transformations can be incorporated into the design of the network;

this is the principle behind the convolutional neural network (CNN) (LeCun et al.,

1989; LeCun and Bengio, 1995). The general CNN framework is characterized by

several distinguishing properties. First is local receptive fields. Each unit in the hidden

layer is only connected to a small neighbourhood of units in the layer below. By

‘neighbourhood’ it is meant a set of units that are related to each other by ‘small’

transformations (small shifts, etc.). Additionally, subsampling is used. This means that

the full hidden layer is not used as input to the next layer. Rather, it is downsampled
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via a ‘tertiary’ or ‘pooling’ layer in which each unit is connected to several hidden

units. Typically, the behaviour of the tertiary layer is to produce a strong output if any

of its associated units produces a strong output, otherwise the tertiary unit does not

produce a strong output. Subsampling allows many layers to be ‘stacked’ on top of

each other without enormous increase in the number of units at each layer. It also

takes advantage of the fact that adjacent units often fire in similar patterns.

Finally, the most important characteristic of convolutional neural networks is

weight sharing. That is, the set of weights connecting units in visible and hidden

layers are themselves invariant to specific transformations (such as simultaneous

translation of the visible and hidden units in space). It is this characteristic that makes

transformation-invariant learning possible. Formally, a convolutional neural net layer

can be defined by analogy with the MLP layer (equation Equation (6.1)):

x(l) = fl(Wl∗x(l−1) + bl)

(this is without pooling). Note that ∗ denotes convolution. Here we define convolutions

generally. Given some set of transformations Ti, the convolution with respect to this

transformation is:

{W ∗ x}i =
∑
j

{TiW}j {x}j

where i and j represent generalized coordinates i.e. position along vector or pixel

number in a 2d image. Similar to MLPs, optimization of this model is done via gradient

descent or stochastic gradient descent. Hard weight sharing involves formulating the

update step to operate on W directly. Soft weight sharing involves recasting the layer

as a non-convolutional layer (i.e. no weight sharing), performing an update step, and

then after optimization has been done, finding a convolutional approximation to the

learned weight matrix. Due to the increased memory requirements, in this work we

use hard weight sharing. Convolutional neural nets are usually applied to images,

with the transformations Ti simply being shifts along the x- and y-axes. There is no

need for this constraint, however, and in this work we use circular transformations
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Figure 6.2: Convolutional neural networks. Each stage in the convolutional neural
network may be composed of several ‘visible’ layers and several ‘hidden’ layers (h).
Here, an example is shown with one visible layer. Each hidden layer has a ‘weight’
matrix of size NW that is convolved with the visible layer.

instead. This consists of projecting the input image onto polar coordinates (r, ϑ), and

then taking the transformations Ti to be simply shifts along the ϑ direction. This will

be further explained in the next chapter. As mentioned, the primary advantage of

convolutional neural networks is that the transformation-invariant property of natural

data is exploited to greatly reduce the number of model parameters, making model

estimation more efficient.

6.2 Graphical models

The neural network frameworks we have just discussed are useful tools for identifying

patterns in data and estimating unknown functions. However, often we want to

estimate the density of the data. That is, we want to construct a probability distribution

(or model) that generates data that is as ‘close’, in statistical terms, to the observed

data as possible. Construction of such models may give us deeper insights into the

nature of the data. A statistical model is typically given as a probability distribution

with some set of parameters. For instance, one model is the Gaussian distribution,

which has as parameters the mean and covariance. Such a model represents a simple

probabilistic relationship between the data and the parameters. More complicated

models can be constructed by combining simple probabilistic relationships together
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in particular ways. Such distributions are studied under the name of probabilistic

graphical models, or just ‘graphical models’. A graph G is defined as G = (V,E) where

E is a set of ‘edges’ or ‘links’, and V is a set of vertices. In graphical models, each

vertex in V represents a random variable and E represents probabilistic relationships

between variables. If the underlying graph is a directed acyclic graph (DAG) (that is,

a graph without any directed cycles) then the graphical model is called a Bayesian

network. If the graph is undirected, it is called a Markov random field. These are the

most commonly-used types of graphical models; here we will mainly discuss Bayesian

networks and, as a special case, mixture models.

The neural networks we discussed in the previous section are a special case of a

general class of graphical models (Baldi and Rosen-Zvi, 2005). We can transform prob-

abilistic graphical models into deterministic graphical models by assigning deterministic

relationships between variables. That is, by assigning all conditional distributions to

be similar to Dirac delta (or delta in the continuous case) distributions. A probabilistic

graphical model can be smoothly transformed to a deterministic graphical model by

taking the limit as the variance σ2 of the model’s conditional distributions goes to

zero (and the distributions become delta-like). It can easily be shown that determin-

istic neural networks are special cases of deterministic graphical models. A concrete

example will serve to illustrate this point. Consider the RBM model defined above:

P (x,y) =
1

Z
exp(−β

[
y>Wx + b>x + c>x

]
)

As mentioned, this can be decomposed into a simple Bayesian network, via the

following conditional distributions, rewriting x as x(0) and y as y(0):
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P (y(0)|x(0)) = f(Wx(0) + b)

P (x(1)|y(0)) = g(W>y(0) + c)

P (y(1)|x(1)) = f(Wx(1) + b)

P (x(2)|y(1)) = g(W>y(1) + c)

...

Now we turn attention to what happens with f as the covariance of the distribution

is pushed towards zero by taking the limit as β →∞:

lim
β→∞

f(x) = lim
β→∞

1

(1 + exp(−β x))2 =


1 x > 0

1
2

x = 0

0 x < 0

That is, the distribution sets all latent variables to either 0 or 1 with probability 1.

In addition, assuming that g is the following Gaussian density:

lim
β→∞

g(x) = lim
β→∞

β√
2π

exp

[
−1

2
(β x)2

]
= δ(x)

We have made the distribution entirely deterministic. This is the same as using

a step function for the nonlinearity of an MLP (with special consideration for the

x = 0 case). Thus we can see that as covariance goes to zero, the RBM model

becomes equivalent to a single-layer perceptron with unit step activation. Other types

of correspondence are also possible. For instance, it can be shown that some denoising

autoencoders are equivalent to Gaussian RBMs (Vincent, 2011).

This unified view of graphical models and neural networks is not just a theoretical

consideration, it also provides a way of choosing what model to use in a given

application. For instance, when trying to classify inputs into categories, we use the

‘sharpest’ possible distribution, and thus we use classical neural network methods.

Whereas when building generative models, we use the probabilistic formulation.
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Figure 6.3: Gaussian mixture model.

6.2.1 Gaussian mixture model

A Gaussian mixture model is the following model for generating data points xi:

zi ∼ Categorical(φ)

xi ∼ N (θzi) = N (µzi , σ
2
zi

)

where φ is a vector of K mixture weights, which must sum to 1, and we have K

different mean (µ) and variance (σ2) parameters. In the multivariate normal case, the

model is:

zi ∼ Categorical(φ)

xi ∼ N (µzi ,Σzi)

In the mixture model framework, an important problem is: given a set of data

points X, find a mixture model that ‘explains’ the data. ‘Explanation’ can take on

different meanings. We first consider the problem of finding model parameters θ

(the mean and covariances (µ,Σ) of the mixture components, in addition to φ) that

maximize the value P (X|θ). While this problem may be intractable in the general case,

an algorithm known as the Expectation-Maximization (EM) algorithm can provide

good approximations to the solution in many practical cases.

147



CHAPTER 6. STATISTICAL METHODS FOR ANALYSIS OF CELL SHAPE

6.2.2 EM Algorithm

Consider a statistical model which generates observations X, has latent variables Z,

and has unknown parameters θ. The likelihood function is the joint probability of

X and Z conditioned on θ: L(θ; X,Z) = p(X,Z|θ). To find the maximum likelihood

estimate of θ, we take the maximum of the likelihood function marginalized over Z:

L(θ; X) = p(X|θ) =
∑
Z

p(X,Z|θ)

However, calculation of this quantity is often intractable (e.g. if Z is a sequence of

events, so that the number of values grows exponentially with the sequence length,

making the exact calculation of the sum extremely difficult).

Unfortunately it may be intractable to carry out this optimization exactly in many

circumstances. Instead of optimizing over Z and θ in one step, the Expectation-

Maximization (EM) algorithm breaks down the optimization into two distinct steps

which are repeatedly applied: Estimation of the distribution of Z given fixed θ, and

then estimation of θ given this fixed distribution of Z. In the following, we use a

superscript star (as in θ?) to denote a variable that is being optimized at a given step,

and no superscript to indicate a variable that is fixed.

More formally, the two steps are:

1. Expectation step (E step): Calculate the expected value of the log likelihood

function, with respect to the conditional distribution of Z given X under the

current estimate of the parameters θ:

Q(θ?|θ) = EZ|X,θ [logL(θ; X,Z)]

2. Maximization step (M step): Find the parameter that maximizes this quantity:

θ(new) = arg max
θ?

Q(θ?|θ)

It can be shown that the Expectation-Maximization algorithm improves p(X|θ) at each
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step. However, it may not reach a ‘globally optimal’ solution.

6.2.3 EM for Gaussian mixture models

In the following, we derive the steps for the EM algorithm for a Gaussian mixture

model of dimension d with parameters (µc,Σc) (c = 1, . . . , k). φc is the mixing

probability of each component, and X = (x1,x2, . . . ,xn) are independent data points

or observations. When generating from this model, let zi indicate which mixture

component each sample arose from, and denote Z = (z1, z2, . . . , zn) (Hastie et al.,

2001). Thus we have:

xi|(zi = c) ∼ N (µc,Σc)

where

P(zi = c) = φc

We would like to estimate the parameters of the model, which we represent as:

θ =
(
φ1,µ1,Σ1, . . . , φk,µk,Σk

)
where the complete-data likelihood function is:

L(θ; X,Z) = P (X,Z|θ) =
n∏
i=1

k∑
j=1

I(zi = j)f(xi;µj,Σj)

where f is the pdf of a multivariate normal and I is an indicator function where

I(zi = j) is equal to zero except when zi = j is true.

6.2.3.1 Expectation step

Assume we have some ‘guess’ for the parameters θ; we apply Bayes theorem to obtain

the the conditional distribution of the zi:
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Tj,i := P(zi = j|Xi = xi; θ) =
φjf(xi;µj,Σj)∑k
j=1 φjf(xi;µj,Σj)

Note that this E step corresponds with the following function for Q:

Q(θ?|θ) = E[logL(θ?; X,Z)] (6.4)

= E[log
n∏
i=1

L(θ?; xi, zi)] (6.5)

=
n∑
i=1

E[logL(θ?; xi, zi)] (6.6)

=
n∑
i=1

k∑
j=1

Tj,i
[

log φj − 1
2

log |Σj| − 1
2
(xi − µj)>Σ−1

j (xi − µj)− d
2

log(2π)
]

(6.7)

Since the terms relating to φ and (µ,Σ) are separated, we do not need to calculate

this to carry out the M step, however.

6.2.3.2 Maximization step

To carry out the M step, we first note that
∑k

j=1 φj = 1, so (representing the new guess

for φ as φ(new)), we have:

φ(new) = arg max
φ?

Q(θ?|θ) (6.8)

= arg max
φ?

Q

{
k∑
j=1

[
n∑
i=1

T1,i

]
log φ?k

}
(6.9)

Notice that this is the same form as the MLE for the multinomial distribution, so:

φ
(new)
j =

∑n
i=1 Tj,i∑n

i=1

∑k
j=1 Tk,i

=
1

n

n∑
i=1

Tj,i

For the next estimates of (µ1, σ1):
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(µ
(new)
j ,Σ

(new)
j ) = arg max

µ?,Σ?
Q(θ?|θ) (6.10)

= arg max
µ?,Σ?

n∑
i=1

T
(t)
j,i

{
−1

2
log |Σj| − 1

2
(xi − µj)>Σ−1

j (xi − µj)
}

(6.11)

Notice that this is the same form as just the MLE estimate for a multivariate normal

distribution. Thus:

µ
(new)
j =

∑n
i=1 Tj,ixi∑n
i=1 Tj,i

Σ
(new)
j =

∑n
i=1 Tj,i(xi − µ

(new)
j )(xi − µ(new)

j )>∑n
i=1 Tj,i

Remarks. Since the update is an MLE update (with weights given by Tj,i/
∑n

i=1 Tj,i),

if the number of data points is small compared to d (the dimension of the covariance

matrix), or otherwise the weights assigned to all but a small number of data points

are negligible, then the estimate for the covariance matrix will be numerically ill-

conditioned. This is a common occurrence in practice.

A natural solution to this problem can be found within the Bayesian framework.

6.2.4 Bayesian mixture models

In the Bayesian framework, the best model is not one that maximizes P (X|θ). Rather,

we seek to find the distribution P (θ|X). Via Bayes’ theorem, we have that P (θ|X) ∝

P (X|θ)P (θ) (assuming that the data X are fixed). That is, the density P (θ|X) is

proportional to the product of the likelihood function P (X|θ) and the prior probability

P (θ) which is the likelihood of the model before the data have been observed. An

alternative to estimating the full distribution P (θ|X) is choosing the value of θ that

will maximize the probability under this distribution. This is known as the maximum a

posteriori (MAP) estimate. Assuming that P (θ|X) can be found, the Bayesian estimate

is optimal in the sense that any decision based on this estimate will have the maximum
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long-term utility compared to any other estimate. For instance, if X represents coin

tosses and θ represents the likelihood of ‘heads’, then betting based on this distribution

of θ results in at least as much profit as any other betting strategy, in the long term.

Note, however, that this depends on the prior P (θ) being chosen correctly (in this case,

by assuming a fair coin—a reasonable choice in the absence of information indicating

otherwise). For the purposes of machine learning, the ‘correct’ prior may not always

be known. Nevertheless, theoretical considerations can often be used to make a good

choice of prior.

Remark: implicit priors. Some authors have made the claim that since Bayesian

inference requires a choice of prior, it is ‘subjective.’ This is misleading. It is important

to note that all inference procedures use a prior, even if it is an implicit prior. The

maximum-likelihood estimate max P (X|θ) is equivalent to the maximum a posteriori

estimate of Bayesian inference when the prior is set to the uniform prior P (θ1) =

P (θ2)∀θ1, θ2. In many inference problems, the prior distribution is very far away from

uniform (for instance, when the model space is infinitely large, in which case the prior

is identically infinitesimal). This is thus often clearly far from optimal. In the Bayesian

framework, the choice of prior is made explicit, and thus better inferences can often

be made. Especially, one advantage of the Bayesian framework is that ‘overfitting’ is

avoided. Fundamental theoretical considerations (Rissanen, 1978) lead us to choose

priors that penalize (give lower likelihood to) models that are more complex. This

prevents the maximum a posterior estimate from becoming too complex, even if more

complexity increases P (X|θ). For example, this was demonstrated for neural networks

in (Neal, 1995).

In this context, then, it is easy to see how to solve the problem of ill-defined

covariance matrices in section 6.2.3.2. We can see that the problem originates as a

result of considering all covariance matrices equally likely a priori. However, in practice,

we often have a prior estimate for the likelihood of covariance matrices. For instance,

as diagonal covariance matrices are ‘simpler’, we assign a high likelihood to them.

The maximum entropy distribution over the variance (actually, inverse variance) of a

normally distributed random variable is the gamma distribution σ−2 ∼ Gamma(ν, θ).
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The maximum entropy distribution over variance is the inverse gamma distribution

σ2 ∼ Gamma−1(ν, β). The maximum entropy distribution over covariance matrices

(actually, inverse covariance matrices, denoted here by Λ) is the Wishart distribution

Wishart(V, ν), given by the following pdf:

|Λ| ν−d−1
2 e−

tr(V−1Λ)
2

2
νd
2 |V| ν2 Γd(

ν
2
)

where d is, again, the dimensionality of V, and Γd is the multivariate gamma function.

Both the gamma distribution and the Wishart distribution have the important property

that they are conjugate priors for inverse variance and inverse covariance matrices,

respectively. That is, given the observation of some new data (assumed to be generated

by a zero-mean normal or multivariate normal), the posterior distribution of σ−2 is a

gamma distribution and the posterior distribution of Λ is itself a Wishart distribution,

with updated parameters. Note that the parameter ν of the model represents our

degree of ‘confidence’ in V. Higher values of ν produce a distribution that is clustered

more closely around V.

Through use of the gamma or Wishart distributions, then, a solution to the problem

presented in section 6.2.3.2 can be realized. By using a prior, we can carry out

inference even when the data are relatively sparse. This is done by constructing a

Bayesian mixture.

6.2.5 Bayesian finite mixture

A Bayesian mixture model is one defined by a prior distribution over the parameters

which are then updated as new data arrives. Many different choices of prior are

possible. In this discussion, the covariance matrices are taken to be either diagonal or

complete (full). For diagonal covariance, we define the variance vector σ2 such that

{σ2}k = {Σ}k,k, with all other covariance entries zero. The ‘natural’ priors to use over

φ, µ, and σ2 are defined as follows:

153



CHAPTER 6. STATISTICAL METHODS FOR ANALYSIS OF CELL SHAPE

φ ∼ Dirichlet(α/K, . . . , α/K){
σ2
}
k
∼ Gamma−1(ν, β) (6.12)

µ ∼ Normal(ξ, ρσ2)

where Gamma−1 is the inverse gamma distribution, and α, β, ν, ξ, and ρ are hyper-

parameters of the model (see Figure 6.4). This prior for the variance and mean is

known as the normal-inverse-gamma distribution in the literature. As mentioned, the

reason for this choice of prior is that the inverse Gamma distribution is a conjugate

prior for variance. Note that the prior over σ2 is independent of k since we assume

no prior directional information. Particular attention must be paid to the selection

of β and ν as an arbitrary choice may lead to poor algorithm performance or even

numerical instability. For the calculation of β, we follow the procedure of (Görür and

Rasmussen, 2010) and estimate it from the data. β may be estimated by considering all

the observed data points yi and calculating the covariance of the points {yi} where yi

are the observed data. Similarly, the prior mean ξ is calculated by taking the mean over

{yi}. In practice, β may be multiplied by some scaling factor (e.g. 0.1) to give a better

initial estimate. Aside from α, which controls the number of mixture components that

are generated, this leaves only the free hyperparameters ρ and ν. These reflect the

level of confidence in the prior mean and prior covariance, respectively. For the value

of α, a useful approach is to place a prior over the value of this parameter. We use the

inverse gamma distribution prior provided in (Görür and Rasmussen, 2010):

α−1 ∼ Gamma(1, 1)

Similar to the means and (co)variances, the reason for choosing the Dirichlet

distribution as a prior for φ is that it is a conjugate prior for the categorical distribution.

Let the prior for φ be Dirichlet(α1, . . . , αK). Then assuming that ck occurrences have

been observed for outcome k, then the posterior distribution is:
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Figure 6.4: Bayesian Gaussian mixture model.

Dirichlet(α1 + c1, . . . , αK + cK)

An important additional reason for choosing a Dirichlet distribution as a prior is

that it somewhat mitigates the problem of having to guess the number of mixture

components K. A way of solving this problem outside of the Bayesian framework

could be to ‘guess high’. That is, assume a very large number of components, with the

expectation that all but a few of them will be assigned a weight φi of close to zero.

However, this has several problems. If K is equal to the number of data points, the

trivial ‘clustering’ of simply assigning each data point to its own cluster becomes the

preferred solution. This is clearly undesirable. We would like to impose a constraint

on K that causes the model to ‘prefer’ solutions with few clusters. A method for

solving this in the literature has been to simply try various values for K and use

cross-validation (coupled with a penalty for larger K) to find a good value for K. The

Dirichlet distribution, however, assigns far higher likelihood to the subspace of possible

mixture weights that have a few ‘large’ clusters and many ‘small’ or zero clusters. Thus

we may ‘guess high’ and choose a large value for K. A natural generalization of this

concept is the infinite mixture model.

155



CHAPTER 6. STATISTICAL METHODS FOR ANALYSIS OF CELL SHAPE

6.2.6 Infinite mixture model

While the Bayesian mixture model thus presented solves the problem of inference

under scarcity of data, and the optimal distribution becomes less sensitive on the choice

of K, it would be much preferable if the number of nonzero clusters could simply be

treated the same as the other parameters of the model. That is, if we could impose a

prior over the number of clusters and use inference to find the posterior distribution.

This is made possible through a simple infinite-dimensional generalization of the

Dirichlet distribution which we will now describe.

6.2.6.1 Dirichlet process

The Dirichlet process is a discrete stochastic process (a distribution where each realiza-

tion is a discrete-time random sequence) that generalizes the Dirichlet distribution to

an infinite number of ‘outcomes’. Let H be a distribution and let S be a measurable

set. Given a real number α, we define the Dirichlet process distribution DP(G0, α) as

follows. G is a random variable distributed according to DP(G0, α) if and only if:

(G(A1), . . . , G(AK)) ∼ Dirichlet(αG0(A1), . . . , αG0(AK)) (6.13)

for every finite measurable partition A1, . . . , AK of S. The distribution G0 is known as

the ‘base’ distribution. Each draw from a Dirichlet process is a sequence of draws from

the base distribution G0.

The above definition is not particularly intuitive so we will present a more intuitive

description of Dirichlet processes. We consider the metaphor of a hypothetical restau-

rant with an infinite number of circular tables, all initially empty. The first customer

sits at a random table. The next customer can either sit with the first customer or

choose to sit at an unoccupied table, and so on. Let the probability that customer

number N sits at table c be proportional to Nc(= number of customers already seated

at table c) and the probability that the customer sits at a new table be α. It can be

seen that after N customers have arrived, the seating arrangement forms a partition

of N into distinct integers. In the literature, this is often referred to as the Chinese
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restaurant process.

Formalizing this concept, let the step of ‘choosing a new table’ be picking a draw

from G0, and choosing an existing table be choosing an existing draw. Thus, we have

random variables XN , where each random variable is selected as:

XN |X1, . . . , XN−1 =

Xk with probability 1
N−1+α

new draw from G0 with probability α
N−1+α

(6.14)

An important thing to note about this construction is that it is exchangeable; the

distribution over XN is independent of the order of X1, . . . , XN−1. Here we prove that

the Chinese restaurant metaphor is captured by Dirichlet processes. Let A1, . . . , AK

be a measurable partition of the probability space S of G0. The partition A1, . . . , AK

can be viewed as a ‘clustering’ of the probability space. Considering the Xj as draws

from G, where G is in turn drawn from a Dirichlet process, we are interested in the

posterior distribution over G if X1, . . . , XN−1 have been observed. By property (6.13)

and the fact that the Dirichlet distribution is a conjugate prior for the multinomial

distribution, we have:

(G(A1), . . . , G(AK))|X1, . . . , XN−1 ∼ Dir(αG0(A1) +N1, . . . , αG0(AK) +NK)

where Nc = |{j|Xj ∈ Ac}| (the number of observations in each cluster). Thus the

posterior distribution is also a Dirichlet process, with parameters DP(G?
0, α+N − 1),

where G?
0 is the following distribution:

X ∼

Uniform(X1, . . . , XN−1) with probability N−1
α+N−1

G0 with probability α
α+N−1

where Uniform(X1, . . . ,XN−1) represents a (uniformly) randomly selected element of

(X1, . . . , XN−1). It can be seen that G?
0 is equivalent to (6.14). In fact, the predictive

distribution of XN given X1, . . . , XN−1 is precisely the distribution G?
0, as we will now
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Figure 6.5: Dirichlet process Gaussian mixture model (DPGMM)

show. Let A be a measurable subset of S. Due to property (6.13), we have:

P (XN ∈ A|X1, . . . , XN−1) = E[G(A)|X1, . . . , XN ] = G?
0(A)

Now we can see that with G marginalized out, we have:

XN |X1, . . . , XN−1 ∼ G?
0

If we consider the limit where α→ 0, we can see that XN |X1, . . . , XN−1 is exactly

equivalent to the construction of the Chinese restaurant process.

To use the Dirichlet process as a prior for the mixture model, we set the base

distribution to the prior of our mixture components. This way, each draw from the

Dirichlet process is an infinite sequence of possible mixture components, with each

repeating during the sequence. Put another way, each draw from the Dirichlet process

is a mixture model (with weight of mixture components proportional to the number of

times they are repeated). Specifically, our prior distribution (for diagonal covariance)

takes the form:

G ∼ DP(NIG(β, ν, ξ, ρ), α) (6.15)

(ϕk, µ,Σk) ∼ G
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where we have used the notation NIG(β, ν, ξ, ρ) to denote the normal-inverse-gamma

distribution over mean and covariance provided by σ2 ∼ Gamma−1(ν, β) and µ ∼

Normal(ξ, ρσ2) (i.e. the last two distributions of the finite prior model in (Equa-

tion (6.12))). Unfortunately, directly sampling from this process and inferring the

posterior distribution may be difficult; we must resort to approximate sampling and

inference methods.

6.3 Sampling methods

Unfortunately, the posterior distributions for the mixture models thus presented are

often to difficult to sample from directly. Approximate methods have been developed,

such as variational inference, Markov chain Monte Carlo, and Gibbs sampling.

6.3.1 Markov Chain Monte Carlo (MCMC)

It is possible to approximately sample from the posterior by constructing a Markov

chain (that is, a chain of samples, where each one is only statistically dependent on the

immediately previous one) with the desired distribution as its stationary distribution.

After initializing to some pre-determined state and repeatedly sampling for n iterations,

we return the nth sample as a sample from the desired distribution. In practice, for

efficiency considerations (least number of samples per returned sample), we return

every mth sample (after some burn-in period).

There are many ways to construct such a Markov chain. One of the simplest - and

one of the earliest-developed MCMC methods - is the Metropolis method—developed

by Marshall Rosenbluth and Edward Teller in 1953—and its extension, the Metropolis-

Hastings algorithm. Let the distribution we would like to sample from be P (x). The

essence of the metropolis algorithm is a function that, given some sample x, generates

a new sample y, according to the distribution Q(y|x). The sample is then accepted with

probability:

min

(
1,
P (y)

P (x)

q(x|y)

q(y|x)

)
159



CHAPTER 6. STATISTICAL METHODS FOR ANALYSIS OF CELL SHAPE

If it is accepted, then we set x← y and repeat the sampling process. The Metropolis

algorithm is a special case of this procedure where Q is symmetric, thus the acceptance

probability is just:

min

(
1,
P (y)

P (x)

)
If a symmetric Q can be found and is easy to evaluate, the Metropolis method is

obviously preferred due to computational simplicity and potentially higher acceptance

ratio (as it is possible for q(x|y)/q(y|x) to be very small). For both these methods, it

can be proven that after some time, the samples produced by the Markov chain will

tend to be distributed according to P . For problems with complex domains, it may not

be immediately obvious what function to use to sample from Q. In many applications,

we can use Gibbs sampling to solve this.

6.3.1.1 Gibbs Sampling

In Gibbs sampling, we sample sequentially from each parameter from the model in

turn. It is based on the observation that in multivariate distributions it is often simpler

to sample from a conditional distribution than the marginal over joint distributions.

Consider the problem of obtaining k samples of X = (x1, . . . ,xn) from a joint dis-

tribution P (x1, . . . ,xn). Let the ith sample be X(i) = (x
(i)
1 , . . . ,x

(i)
n ). Gibbs sampling

proceeds as follows. For each i, we sample from P (xj|x1, . . . ,xj−1,xj+1, . . . ,xn) and

update each sample with its new value as soon as it has been sampled. That is, we be-

gin with some initial value X(0). For each sample i ∈ {1, . . . , k}, sample each variable

x
(i)
j from the conditional distribution p(xj|x(i)

1 , . . . ,x
(i)
j−1,x

(i−1)
j+1 , . . . ,x

(i−1)
n ).

The samples then approximate the joint distribution of all variables. Furthermore,

the marginal distribution of any subset of variables can be approximated by simply

examining the samples for that subset of variables, ignoring the rest. In addition, the

expected value of any variable can be approximated by averaging over all the samples.
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6.3.1.2 Gibbs sampling for DPGMM

Let zi be the mixture component assignment of the ith data point yi. and let θi be the

rotation of yi. It may be seen that the set of (zi, θi) provides a complete description of

the latent variables of the model (i.e. the information on which mixture component

has produced which observed data point; see Figure 7.8). We wish to sample over

the parameters of the model. To do this, Gibbs sampling proceeds by first iterating

over the (zi, θi) and updating them according to the distribution given by all (zi, θi)

where i > j. Then, the parameters of each mixture component (mean and variance)

are updated. In practice, components with no data points associated from them will

have their parameters simply drawn from the prior, so there is no need to track their

parameters. Thus only a finite number of components need to be explicitly stored.

Let N−i,c denote the number of observations that have been produced from compo-

nent c, excluding observation i. That is, the size of the following set:

N−i,c = |{zj = c|j = 1, . . . , N, j 6= i}|

Then, according to the Chinese restaurant process of exchangeable Dirichlet allo-

cation, the prior probability of a new observation yi originating from component c is

(Neal, 2000):

P (ci = c) =
N−i,c + α/K

N − 1 + α
(6.16)

To extend the model to infinity, as K → ∞ we obtain a Dirichlet process, as

previously discussed. The posterior distribution over the latent variables is given

by multiplying the likelihood of the data by the prior ((6.16) in the infinite limit of

K →∞). Thus the Gibbs sampling distribution for each (zi, θi) is as follows:

P (zi = c, ϑi = ϑ|z−i, yi, θ) = bF (yi, θc, ϑ)
N−i,c

N − 1 + α

For when c is an existing mixture component (i.e. a component to which a data

point other than i has been assigned). This may be seen to be a simple multiplication

of the likelihood of a data point (F ) with the prior, with a normalization factor b. For
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brevity, the parameter θc represents the parameters for each mixture component, in

this case θc = (µc,Σc). If c is a mixture component with data points associated to it, θc

is calculated and known at each round of Gibbs sampling (where each round consists

of iterating over all variables). However, if c is one of the infinite number of mixture

components which have no data points associated to them, θc is not known. Thus,

instead of calculating the probability over all of the infinite choices of c, we replace

this with a single probability—the likelihood of joining a ‘new’ mixture component,

and marginalize over all choices of c:

P (zi = c, ϑi = ϑ|z−i, yi, θ) = b
α

N − 1 + α

ˆ
F (yi, θ)dG0(θ)

Hyperparameters are symbolically represented by θ. The prior G0 is the density

given by the distribution NIG(β, ν, ξ, ρ) as stated above. In addition, in both equations,

b is a normalizing constant that is taken so that all probabilities sum to 1.

6.4 Summary

In this chapter, we have presented several methods for automated learning, include

methods for learning features (that is, mappings from high-dimensional data to

low-dimensional representations) and learning probability distributions for data. To

learn features, we introduced RBMs and autoencoders. For invariance to certain

transformations, we introduced convolutional neural networks and demonstrated

how the CNN method could be combined with the autoencoder method to produce

transformation-invariant features.

We have also provided an overview of graphical models, demonstrating that neural

networks are a sub-category of graphical models, and that the more general graphical

model framework allows deeper insights to be made about models and training them.

For instance, Gaussian mixture models (treating all data as arising from a finite number

of ‘points’ or ‘clusters’) are a form of density learning that, despite their simplicity, are

widely applicable to a large range of problems. The discussed shortcomings of the

maximum likelihood learning method for GMMs (for instance, degeneracy in learning
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full covariance matrices) can be remedied through recognition of the existence of a

prior distribution over GMMs, and modification of this prior distribution to better suit

the problem of inference of GMMs from data. Through the use of infinite mixture

models, a similar procedure (better selection of prior) for some parameters (specifically,

number of clusters) allows inferences to be made with minimal parameter selection.

These considerations are important for analysing data as they minimize operator bias.

In the following chapter, we will use a combination of dimensionality reduction

(with feature learning) and infinite mixture models to model the density of observed

cell shapes.
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Chapter 7

Modeling Cell Shapes with

Convolutional Neural Networks and

Rotation-Invariant Generative

Graphical Models

7.1 Introduction

In this chapter we present a general quantitative statistical framework that investi-

gations of cell shape and shape dynamics can be based upon. Due to the observed

complexity of cell shape and movement, this is a challenging problem, and analyses in

this direction are often qualitative in nature.

The framework presented in this chapter is designed for density learning of the cell

shape distribution. That is, learning of the probability density function of cell shapes.

This is a more difficult problem than discriminative learning (learning to discriminate

cell shapes from non-cell shapes), as the results of density learning can be used for

discrimination but not vice versa. The advantage of density learning is that it may

offer insights into the mechanisms of generation of cell shape.

As mentioned in the previous chapter, cell imagery is very high dimensional and

thus a feature representation must be used for learning to take place. In the first
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part of this chapter, we introduce a convolutional autoencoder (CAE) architecture for

learning feature representations from cell shapes. In the next part of this chapter, we

introduce a model for learning the density of this feature representation.

As mentioned in chapter 1, there have been many attempts to learn shape distri-

butions from images, for instance as a means for image segmentation Cremers et al.

(2006b,a); Schoenemann and Cremers (2010); Kokkinos and Maragos (2009). An

important factor that distinguishes the work described here from previous, general

work is that we use properties specific to cells to produce a feature learning and density

learning algorithm that is better suited to the specific problem of cell shape density

learning.

A set of special properties for cells may be identified that facilitate shape learning:

1. They are usually topologically simple i.e. consisting of a single connected region.

2. They usually have a central ‘body’ section (where the nucleus usually resides)

which can be taken as a ‘reference point’ when comparing cells with each other.

This may be done by taking the center of mass of the shape.

3. Similar cell types often have consistent sizes under the same microscope magnifi-

cation. Thus, given that the size of the image field is known, scale invariance is

not necessary.

4. Since there is no preferred rotational frame, cells may take on virtually any ori-

entation (rotation) with equal probability. Thus rotation invariance is necessary.

Development of cell shape learning algorithms would therefore benefit from taking

issues (1-4) into account. Especially, rotation invariance (4) may be used to the

advantage of shape learning methods.

7.1.1 Rotation-invariant cell shape learning

At the most fundamental level, shapes can be considered binary image masks defined

on an image domain. The problem of modeling the distribution of cell shapes is

thus the problem of modeling the distribution over such binary masks. This kind of
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statistical shape learning (Srivastava et al., 2005) is a more sophisticated problem

than simple clustering or classification of shapes; in statistical shape learning, one

can answer the question, “given a particular shape, how likely is it for that shape to

have been generated by a particular distribution?”, and one may produce a parametric

model for shapes, one where any possible cell shape could hypothetically be produced

by simply selecting a particular combination of values for a small set of parameters

(for instance, adhesion to the surface, chemoattractant gradient, stage in cell cycle,

etc.) This would, in addition to the image-processing applications, also aid greatly

in understanding of the processes behind cell morphology. Thus a rotation-invariant

(property 4) density learning algorithm needs to be developed. Rotation invariance is

a non-trivial problem; most density learning algorithms do not inherently have this

capability.

A simple yet powerful example of an algorithm that is able to cluster feature vectors

in a rotation-invariant way is the circular-invariant K-means (CK-means) algorithm

developed in Charalampidis (2005). A split-and-merge algorithm was also developed

in that work to estimate the number of clusters. The algorithm demonstrated good

performance in learning rotation-invariant representations for textures. Inspired by

this model, we develop a statistical density learning method based on the assumption

that data points originate from discrete clusters in shape space. That is, we develop a

rotation-invariant Gaussian mixture model. This has several advantages. For example,

it allows training on data sets of any size and full inference of a linear model (or

collection of linear models) for the data without the occurrence of numerical stability

issues. It also allows a more accurate estimation of the number of mixture components

in the data. In addition, using a richer parametric representation for each cluster

allows avoidance of the often-meaningless results that afflict clustering of data that

may vary smoothly in time (such as moving cells) (Keogh and Lin, 2005).

To apply a mixture model to the data, the data must originate from a space that is

locally linear; since the normal distribution models a distribution over a linear space.

The space of cell shapes is not necessarily linear, but may be projected to a linear space

via an appropriate hand-crafted feature representation (Nejati et al., 2014a) that takes
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rotation into account (rotation as a permutation of pixels is not a linear operation). In

Section 7.2 we briefly discuss this feature representation, and present a similar but

improved method in which the feature representation is extracted from the data. In

Section 7.3 we discuss the method of fitting the aforementioned Gaussian mixture

model to the output of this feature representation. To avoid issues of convergence and

instability, we use a hierarchical Bayesian approach. To the best of our knowledge this

is the first time a hierarchical Bayesian mixture model has been applied to the problem

of rotation-invariant learning. This two-level architecture (neural networks to derive

‘features’ from the data e.g. transform the data to a low-dimensional representation

that is more amenable to generative learning) was inspired by recent methods that

combine the attractive aspects of neural networks and generative graphical models

Salakhutdinov et al. (2013). In Section 7.4 we demonstrate the complete algorithm

on synthetic datasets as well as datasets extracted from real cells and show that our

algorithm has captured the natural variability of cell shapes from minimal information.

7.2 Rotation-equivariant features

A simple way of carrying out rotation-invariant learning is extraction of rotation-

invariant features—features that do not change upon rotation—and application of

widely-used clustering algorithms Mao and Jain (1992); Kobayashi et al. (2011); Guo

et al. (2010); Charalampidis and Kasparis (2002). Such features could be, for instance,

autoregressive Mao and Jain (1992) or autocorrelation coefficients Kobayashi et al.

(2011) of the vector, or local binary patterns (LBP) Guo et al. (2010), or even wavelet

features Charalampidis and Kasparis (2002). Unfortunately, this approach has the

drawback of lost information—it is nontrivial to come up with features that preserve all

input information, are rotation invariant, and on which a suitable distance metric can

be defined (for instance, K-means requires that a distance metric exist between data

points that reflects their structure in space). For instance, in Cremers et al. (2006a),

center of mass and characteristic scale were used to align shapes for translation and

scale invariance, and it was proposed to use the principal axes of a shape for rotation
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alignment, but the latter was not carried out. In general, the principal axis for rotation

alignment is not as robust as center of mass for translation alignment and is sensitive

to small perturbations. A principal axis alignment method was used in Peng and

Murphy (2011) based on the rotation of the nucleus, and not the entire cell, as the

nuclear shape can be more robustly estimated. However, this adds a complication of

first finding and accurately representing nuclear shape, and if the nuclear shape is

round, the principal axis is ambiguous.

Another way of performing rotation-invariant learning is extraction of rotation-

equivariant features—where rotation of the data corresponds to a simple permutation

on the feature outputs (typically a circular shift in the output feature vector)—and use

of learning algorithms that are invariant to such permutations. This approach has the

benefit of being able to preserve much of the input information and thus produce good

reconstructions from features. For these benefits, this is the approach adopted here. A

method based on hand-crafted features is briefly mentioned and then we demonstrate

how the features may be learned directly from the data, using an artificial neural

network method. As mentioned, the features produced with this method are then

used as training input for a rotation-invariant graphical model, which is described in

Section 7.3.

7.2.1 Learning rotation-aware features from data

One way to represent shapes in a rotation-aware way is a method that is based on

level sets Duci et al. (2003) and provides a linear feature space (Nejati et al., 2014a).

This method involves solving the following anisotropic Laplace equation:

∇.(A(x, y)∇u) = 0 (7.1)

Over an annular region centered around the origin with the goal of matching the

negative (or positive) region of this solution with the cell shape. This method has the

advantage that, providing such a solution can be found, a compact representation of

the cell shape can be obtained by simply storing the values of the function along the
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inner and outer boundaries of this annular region. The values are then interleaved

into a single vector which is rotation equivariant. We have used this successfully on

simulated cell data for which solutions can be found(Nejati et al., 2014a), however

several issues preclude its use for studying general cell shapes:

1. For good reconstruction, the pivot point (center) must be chosen so that the cell

boundary forms a curve that is roughly equivalent to a function of the angle.

Otherwise a solution cannot be found, and even an approximate solution does

not give good reconstruction.

2. The cell boundary must fall entirely within the annular region. In practice, there

is wide variation between the smallest cell radii and the lengths of the longest

protrusions. This leads to a large ratio between the radius of the large and small

rings. However, for good reconstruction it is necessary that this ratio be small.

In practice it is difficult to choose a region size that is large enough to encompass most

cells without sacrificing reconstruction quality and it is also difficult to find the cell

center in such a way that all cells are reconstructed adequately. For instance, even

a brute-force method of choosing all possible cell centers (and picking the one that

results in best reconstruction) resulted in 50% of the data missing 20 pixels or more

(in practice this means that some small protrusions are entirely missed).

It is thus necessary to have a rotation-invariant feature representation that is

more general while also being rotation-equivariant. Methods in the literature have

been developed to derive features directly from data. A common method for doing

this involves the use of neural network models (LeCun et al., 2010). In Schmidt

and Roth (2012) a framework was presented for learning transformation-invariant

or -equivariant features. While invariance to translation is common in the machine

learning literature, other types of transformations are less often used. The method

of Schmidt and Roth (2012) involves the following modifications to existing feature

learning (and representation) procedures to make them equivariant to transformations.

Consider a set of linear features:

F =
{

F(i) : RN linear−→ RMi |i = 1 . . .
}
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Now consider a model for the distribution of N -dimensional data vector x that is

composed of a product of factors on these linear features:

p(x) ∝
|F|∏
i=1

φi
(
F(i)x; θi

)
where the θi represent parameters (that may be learned from the data). This is an

abstract generalization of a very large family of models that includes many types of

expert models, Markov random fields (MRFs), and neural networks.

Let T = {T(i) ∈ Sym(N)|i = 1 . . . } be a group of transformations (permutations)

of data vector x. By applying these transformations to the data, we produce the

following product of experts (PoE) model:

pT (x) ∝
|T |∏
j=1

|F|∏
i=1

φi
(
F(i)T(j)x; θi

)
This model is invariant to T , as application of any permutation in T to x simply

results in a permutation of the experts and thus the same overall probability. Further,

the set of features F(i)T(j)x are the T -equivariant features. By fitting this model to the

data (i.e. learning F from the data), we find a set of ‘good’ candidate features that are

also T -equivariant.

The above model is highly general; constraining the choices of φi, F , and T allows

efficient learning algorithms to be used. Especially, if a neural network architecture is

used:

F =
{

W> : RN linear−→ RM
}

Then existing unsupervised training algorithms (e.g. restricted Boltzmann machine

(RBM) -based methods) can be adapted to learn features in a T -equivariant way. It is

of note that if T is simply translation, then convolutional neural nets (CNNs) (LeCun

et al. (2010)) in fact already follow this procedure. In Schmidt and Roth (2012), a

rotation-invariant RBM was proposed for equivariance to both translation and 90°

rotations. Here, we develop a similar idea, however we abandon translation in favor of
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N Nr

Figure 7.1: Dice coefficients for reconstruction of cells from center-of-mass polar
representation. Shown are the histograms of the dice coefficients for various sampling
levels. Dice coefficients are compared between raw masks and masks after polar
sampling and conversion back to Cartesian coordinates. Inset: Sampling levels used,
specified by Nθ and Nr. Since almost all cells did not extend beyond 100 pixels
from the centroid, the sampling radius was decreased from 128 to 100, with little
measurable effect on dice coefficient. Increasing number of angular samples from 64
to 192 improves dice coefficient, as is expected. However, even with 64 samples, the
dice coefficients are very high indicating good sampling properties.

a much more fine-grained rotational equivariance. In addition, we use the autoencoder

architecture instead of RBMs; thus our method is a convolutional autoencoder (CAE).

A ‘pivot point’ is first chosen (ostensibly the centroid of the object of interest),

then the data is transformed to polar coordinates. See Figure 7.1 for a comparison

of accuracy of various angular and radial sampling points. After conversion to polar

coordinates, a convolutional neural network is used where convolution is restricted

to the angular direction (not the radial direction). This allows learning rotation-

equivariant features. We refer to each column of the W matrix as a feature. As we

will see, even a small set of features (~4) is sufficient to faithfully reproduce complex

shapes in this way.

For training the feature detector, the denoising autoencoder (DAE) Vincent et al.

(2008) framework is used. A simple autoencoder is a 3-layer feed-forward neural
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network with the following input-to-output structure.

y← f(W>x + b)

x′ ← g(Wy + c)

where f and g are neural network activation functions (monotonic differentiable

element-wise functions on the real line), x is the input (in which we want to find

features), and x′ represents the output, which is set to x′ = x. b and c are biases

used to adjust the output range. The dimensionality of y is chosen to be smaller than

x so that a ‘compressed’ representation of the input will be learned. In denoising

autoencoders, x (but not x′) is perturbed by noise as this improves the robustness and

generalization properties of the network. The noise model depends on the type of data

that are used. Real-valued data may use Gaussian white noise. Binary class data (in

the interval [0, 1]) may use salt-and-pepper noise, which is what we use here. f and g

may also be chosen based on considerations of the nature of the data; we choose g

to be the sigmoid activation function due to [0, 1] output and we choose g to be the

rectified linear unit (ReLU) function:

g(x) = log(1 + ex)

Thus our convolutional autoencoder has the following architecture:

y(j) ← f(W>T(j)x + b)

x′ ← g

(
M∑
j=1

T−1
(j)

(
Wy(j) + c

))

where T(j) represent the circular shifts of vector x. After training, W represents the

features that have been learned from data. Thus each set of coefficients {y(j)}i (j =

1 . . .M) – that is, ith elements of the y(j) vectors for all j – is called a feature layer.

To train the autoencoder, a simple stochastic gradient descent scheme with momen-
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tum was applied to (W,b, c). Noise was applied to the entire training set, then training

images were randomly chosen from this set and the weights and biases updated accord-

ing to the gradient of the loss (squared difference error) for each randomly-selected

image in turn. This was performed a number of times equal to the number of points in

the training set, comprising a training epoch. The entire process was then repeated for

as many training epochs as necessary until convergence.

7.2.2 Reconstruction quality

The model was trained on 1767 cell shapes that were segmented manually (see

Figure 7.4, and section 7.4.3.1 for a description of the data acquisition methods). The

cell images were transformed to polar coordinates using the center of mass of the

image as the centroid. Nr samples were taken in the radial direction and Nθ samples

were taken in the angular direction. Thus each input vector x fed into the neural

networks consists of Nr ×Nθ samples.

There are several interesting noteworthy observations about the training that we

now describe. Firstly, given correct choice of learning rate (i.e. just small enough to

avoid divergence) the network converges rapidly (reaching training equilibrium in

<100 iterations; see Figure 7.2). The convergence rate of the network loss seems to

be relatively independent of choice of number of samples or number of features (at

least in the range of 4 to 32 features). However, increasing the number of network

units from 4 to 8 does result in modest decreases in final loss. Increasing the number

of units to 16 had a smaller effect. Reconstructions from even a small feature set such

as one with 4 features (Thus leading to 4 feature layers of 64 rotations each, or 4×64

hidden layer units), were observed to be quite accurate (Reconstructions for some

sample cell shapes, using the features illustrated in Figure 7.3. Top row: cell images

after transforming to polar coordinates and back (and thus inputs to neural network);

bottom row: reconstructions from neural network output.).

In addition, even though there were no constraints that learned features had to

be local, and no sparsity constraints, nevertheless the network often learns features

that are highly local (e.g. mostly confined to a small angular sector, with everything
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Figure 7.2: Training performance of autoencoder. Shown is normalized loss (total
loss multiplied by |T |/Nr) for 100 training epochs; each epoch consisting of 1000
iterations. Learning rate: η = 6× 10−5. Note the logarithmic vertical scale.

outside this sector being zero (see Figure 7.3)). However, this was not always the case

and indeed non-local features were consistently present even after extensive training.

This property became more pronounced as the number of features increased.

The effect of increasing the number angular samples (Nθ) does not seem to be

significant, as long as the number of rotations is fixed. For Nθ, values of 64 (equal

to number of rotations, see Figures 7.3 and 7.4), 128, and 192 (Figures 7.6 and 7.7)

were tested and gave qualitatively similar results; the major difference being in the

quality of reconstruction which is higher for larger Nθ. However, this can result in

more computation time for training.

7.3 Circular-Invariant Mixture Model

As mentioned in section 7.1.1, we use a Gaussian mixture model to perform rotation-

invariant learning. Based on the discussion in the previous chapter, expectation-

maximization (EM) training may be used for this model, but in practice EM often results

in degenerate components (i.e. components with ill-defined covariance matrices).
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Figure 7.3: Feature set learned with Nθ = 128, Nr = 100, and |T | = 64. As can be
seen, three features (excluding top right panel) are ‘local’, showing semblance to
wavelet-like features across radial direction (top left and bottom right) and angular
direction (bottom left). However, in two features (top row), there appears to also be a
strong high-frequency non-local component.

Figure 7.4: Reconstructions for some sample cell shapes, using the features illustrated
in Figure 7.3. Top row: cell images after transforming to polar coordinates and back
(and thus inputs to neural network); bottom row: reconstructions from neural network
output.
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Figure 7.5: Feature set learned with Nθ = 128, Nr = 100, and |T | = 64, using a feature
set size of 8. More non-local features exist in this set than Figure 7.3. Of interest is
a ‘symmetric’ feature (top row, second from left). This reflects the existence of long,
stretched cells in the training set (and the fact that center of mass is being used).

Figure 7.6: Feature set learned withNr = 100, |T | = 64, Nθ = 64 (left four panels), and
Nθ = 192 (right four panels). Compare with Figure 7.3, where Nθ = 128. Visible radial
‘blurring’ can be seen in the set of features learned with fewer samples. In addition,
using higher samples seems to give larger local and smaller non-local components.
This may be due to the smaller ‘resolving power’ of the lower sampling rate (especially
at large radius), removing much of the local structure of the image, causing more
global features to product better reconstructions.
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Figure 7.7: Reconstructions for features shown in Figure 7.6. (a) original cell masks;
(b) reconstructions for low sample number features, (c) reconstructions for high
sample number features. Just as in Figure 7.4, in (b) and (c), the top row and bottom
rows are the input to the neural network and the reconstructions from the neural
network, respectively.
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This is due to the fact that in the EM formulation for mixture models, the mixture

component update step is performed by calculating a covariance matrix based on a

weighted distribution over the input data points. Often, not enough points are assigned

non-zero weight and thus the covariance matrix cannot be uniquely determined (an

infinite number of possible covariance matrices have the same likelihood and thus

the maximum likelihood estimate cannot be found). This can happen when, for

instance, a single outlier point exists in the data set. A way to fix this is to define an

explicit prior over possible parameter choices (including covariance) and, instead of

the best possible estimate for the parameters, allow a distribution over parameters

to be selected. This idea is encapsulated in the Bayesian non-parametric formulation

(refer to the previous chapter). This formulation also allows the number of mixture

components to be inferred from the data. This may be done by setting the number of

mixture components to be infinite. During training, only a finite number of components

will have any data points associated with them. The Dirichlet Process Gaussian Mixture

Model (DPGMM) is the nonparametric Bayesian version of Gaussian mixture models

that has the advantage of being relatively simple to implement and also allowing

efficient learning and inference Neal (2000).

7.3.1 Rotation-invariant learning

A natural consideration is using neural networks to learn both features and the

distribution of features in the data. While the features learned by the neural network

model can enable more rapid and accurate classification learning, neural networks

themselves are not well suited to one-shot learning of novel classes, typically requiring,

among other things, large amounts of training data. Learning object classes is easier

in models where there are only a relatively small number of degrees of freedom

(latent variables and parameters) to be learned. This also allows better generalization

properties. Hierarchical Bayesian (HB) models Kemp et al. (2007); Fei-Fei et al. (2006);

Bart et al. (2008) provide a good framework for learning from few training examples.

HB models often rely on hand-crafted features Fei-Fei et al. (2006); Bart et al. (2008)

(e.g. GIST, SIFT features). As mentioned, it can be more beneficial to learn feature
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representations from data. Thus we use a model where features are learned from data

and then the overall classification of the shape space is done via an HB model. Further,

HB models provide the advantage that they learn a generative model of the data. That

is, they produce a model that can be used to sample from the data distribution. This is

as opposed to K-means (and similar methods like support vector machines (SVMs))

that learn a discriminative model of the data. As mentioned previously, for use in cell

shape segmentation, we would ideally like to have a generative model.

Once the linear representation of cell shapes is in place, we use a circular-shift-

invariant mixture model to learn the distribution of cell shapes. This is done by taking

the output of the neural network on the data, interleaving the values of the hidden

unit activations and performing rotation-invariant density learning on the resulting 1D

vectors (see 7.9).

We will first describe a basic finite circular-invariant distribution and then provide

a Bayesian formulation in order to extend this to the infinite case.

7.3.2 Finite mixture

In the previous chapter, we discussed the formulation of finite mixture models (sec-

tion 6.2.5). Here, we extend this formulation to include rotation invariance. Consider

a simple normal circular invariant distribution with mean µ and covariance matrix Σ:

θ ∼ Uniform(0, R− 1)

X ∼ sθNormal(µ,Σ)

where θ is a shift amount and sθ is a circular shift operator and vectors are assumed to

be of dimension R. Now consider a model consisting of a finite number of mixture

components (a component being a single instance of the distribution defined above),

each of which is circular-invariant:

179



CHAPTER 7. MODELING CELL SHAPES

θi ∼ Uniform(0, R− 1)

zi ∼ Categorical(ϕ)

xi ∼ sθiNormal(µzi ,Σzi)

where ϕ is a vector of mixture components (a parameter of the model) and zi is the

index of the ith mixture component to be produced.

7.3.3 Bayesian finite mixture

A Bayesian finite mixture model is one defined by a prior distribution over the parame-

ters which are then updated as new data arrives. Many different choices of prior are

possible. For the purposes of this chapter, we choose for the covariance matrices to be

either diagonal or complete (full). For diagonal covariance, we define the variance

vector σ2 such that {σ2}k = {Σ}k,k, with all other covariance entries are zero. The

‘natural’ priors to use over ϕ, µ, and σ2 are defined as follows:

ϕ ∼ Dirichlet(α/K, . . . , α/K){
σ2
}
k
∼ Gamma−1(ν, β) (7.2)

µ ∼ Normal(ξ, ρσ2)

where Gamma−1 is the inverse gamma distribution, and α, β, ν, ξ, and ρ are hy-

perparameters of the model. This prior for the variance and mean is known as the

normal-inverse-gamma distribution in the literature. The reason for this choice of

prior is that this forms a conjugate prior for the parameters of the model. That is,

after the data have been observed, the posterior distribution over the parameters is

of the same distribution family, and is thus easy to compute. Note that the prior over

σ2 is independent of k since we assume no prior directional information. Particular

attention must be paid to the selection of β and ν as an arbitrary choice may lead to
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poor algorithm performance or even numerical instability. For the calculation of β, we

follow the procedure of Görür and Rasmussen (2010) and estimate it from the data. β

may be estimated by considering all the observed data points yi and calculating the

covariance of the points {sθyi} where θ ∼ Uniform(0,R− 1). Similarly, the prior mean

ξ is calculated by taking the mean over {sθyi}. In practice, β may be multiplied by

some scaling factor (e.g. 0.1) to give a better initial estimate. Aside from α, which

controls the number of mixture components that are generated, this leaves only the

free hyperparameters ρ and ν. These reflect the level of confidence in the prior mean

and prior covariance, respectively. For the value of α, a useful approach is to place a

prior over the value of this parameter. We use the inverse gamma distribution prior

provided in Görür and Rasmussen (2010):

α−1 ∼ Gamma(1, 1)

7.3.4 Infinite Dirichlet Process

Let N−i,c denote the number of observations that have been produced from component

c, excluding observation i. That is, the size of the following set:

N−i,c = |{zj = c|j = 1, . . . , N, j 6= i}|

Then, according to the Chinese restaurant process Neal (2000) (see section 6.2.6.1)

of exchangeable Dirichlet allocation, the prior probability of a new observation yi

originating from component c is:

P (ci = c) =
N−i,c + α/K

N − 1 + α
(7.3)

To extend the model to infinity, as K →∞ we obtain a Dirichlet process. That is,

our prior distribution takes the form:
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G ∼ DP(NIG(β, ν, ξ, ρ), α) (7.4)

(ϕk, µ,Σk) ∼ G

where we have used the notation NIG(β, ν, ξ, ρ) to denote the normal-inverse-gamma

distribution over mean and covariance provided by σ2 ∼ Gamma−1(ν, β) and µ ∼

Normal(ξ, ρσ2) (i.e. the last two distributions of the finite prior model in (7.2)). Directly

sampling from this process may be difficult; Gibbs sampling may used instead Chen

et al. (2006). Let zi be the mixture component assignment of the ith data point yi. and

let θi be the rotation of yi. It may be seen that the set of (zi, θi) provides a complete

description of the latent variables of the model (i.e. the information on which mixture

component has produced which observed data point; see Figure 7.8). We wish to

sample over the parameters of the model. To do this, Gibbs sampling proceeds by first

iterating over the (zi, θi) and updating them according to the distribution given by

all (zi, θi) where i > j. Then, the parameters of each mixture component (mean and

variance) are updated. In practice, components with no data points associated from

them will have their parameters simply drawn from the prior, so there is no need to

track their parameters. Thus only a finite number of components need to be explicitly

stored. The posterior distribution over the latent variables is given by multiplying the

likelihood of the data by the prior ((??) in the infinite limit of K → ∞). Thus the

Gibbs sampling distribution for each (zi, θi) is as follows:

P (zi = c, ϑi = ϑ|z−i, yi, θ) = bF (yi, θc, ϑ)
N−i,c

N − 1 + α

For when c is an existing mixture component (i.e. a component to which a data

point other than i has been assigned). This may be seen to be a simple multiplication

of the likelihood of a data point (F ) with the prior, with a normalization factor b. For

brevity, the parameter θc represents the parameters for each mixture component, in

this case θc = (µc,Σc). If c is a mixture component with data points associated to it, θc

is calculated and known at each round of Gibbs sampling (where each round consists
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Figure 7.8: Generative model used in the article. Here, k0 and θ0 represent the
parameters used in the Gamma prior for α and both are set to 1, as mentioned in the
text. The prior over ϑi is the uniform prior, which does not take any parameters and
is not shown. The variables shown in squares (ξ, ρ, ν, β) are the parameters of the
model which are set beforehand. The variables in circles (except for xi) are the latent
variables. We have used plate notation; thus variables in boxes are repeated by the
number of times indicated in the corner of each box. Each round of Gibbs sampling
proceeds by first updating the variables in the plate marked ‘N’, given all the others,
and then updated the variables in the plate marked∞ that have data points assigned
to them, given all others.

of iterating over all variables). However, if c is one of the infinite number of mixture

components which have no data points associated to them, θc is not known. Thus,

instead of calculating the probability over all of the infinite choices of c, we replace

this with a single probability – the likelihood of joining a ‘new’ mixture component,

and marginalize over all choices of c:

P (zi = c, ϑi = ϑ|z−i, yi, θ) = b
α

N − 1 + α

ˆ
F (yi, θ)dG0(θ)

Hyperparameters are symbolically represented by θ. The prior G0 is the density

given by the distribution NIG(β, ν, ξ, ρ) as stated above. In addition, in both equations,

b is a normalizing constant that is taken so that all probabilities sum to 1.
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7.3.5 Full covariance

When using full covariance instead of diagonal covariance, the formulation is much the

same except we use the Normal-Inverse-Wishart (NIW) distribution as a prior instead

of the Normal-Inverse-Gamma (model 7.2). The NIW prior is given as follows:

ϕ ∼ Dirichlet(α/K, . . . , α/K)

Σ ∼Wishart−1(ν,Ψ) (7.5)

µ ∼ Normal(ξ, ρΣ)

which can be seen to be identical to model (7.2) except that the inverse gamma

distribution is replaced by an inverse Wishart, the variance vector σ is replaced with

a covariance matrix Σ, and the scalar parameter β is replaced with a prior positive

definite matrix Ψ. Ψ can be estimated in many ways; in this chapter we simply

estimate it as the scaled covariance matrix of all the data, assuming the data have

been randomly rotated. Thus we arrive at a rotationally-symmetric Ψ matrix. That is,

sθΨ = Ψ, for all possible values of θ.

7.4 Experimental results

In this section, the methods for shape learning presented thus far will be applied to

several data sets in order of increasing complexity. First, the RI-DPGMM method will

be applied (without feature learning) to a small set of predetermined shapes, then a

series of simulated and real cell models will be used as test data sets.

7.4.1 Synthetic test data

The RI-DPGMM learning algorithm may be tested in isolation without computing

features. To this end, we produce a data set consisting of three figures corresponding

to polar plots of functions sampled at a discrete number of points. The functions are

f(θ) = 1.0, f(θ) = sin(θ)10+ 1
2

(producing an elongated shape), and f(θ) = 1
2

sin(3θ)+1
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RI-DPGMM
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Figure 7.9: Data processing flowchart. Raw cell images are segmented as binary masks
and polar transformed as a pre-processing step. The feature extraction step uses a
convolutional network to produce rotation-equivariant representations, and then the
density learning step uses a rotation-invariant Dirichlet process mixture model (with
both full and diagonal covariance applied to the same data).
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Figure 7.10: Synthetic shapes used for testing rotation-invariant learning.

(producing a three-lobed shape). See Figure 7.10. Of each shape, 100 copies were

generated and rotated randomly. Finally, the coordinates of the vertices had random

noise added to them. The resulting vectors were clustered in a rotation-invariant

manner using the Dirichlet process algorithm described in 7.3. In Figure 7.11, the

output of the clustering algorithm is shown. It is clearly demonstrated that the

clustering algorithm ‘undoes’ the rotation of the shapes so that they are uniformly

aligned and does this in the presence of noise. The difference with clustering when

rotation-invariance is not used (same figure) is quite apparent.

7.4.2 Simulated cell model

To test the learning algorithm on a data set where the ground truth is already known,

a parametric artificial cell model was used with the ability to mimic several real cell

types, including Dictyostelium discoideum and fish keratocytes Satulovsky et al. (2008).

Dictyostelium is a ‘social amoeba’, a type of eukaryotic cell that has the ability to form

colonies and coordinate movement across cells in the colonies. Dictyostelium has been

widely used as a model organism due to the fact that it displays a rich variety of shape

and motility characteristics Parent (2004). The algorithm given in Satulovsky et al.

(2008) is a Local Excitation Global Inhibition (LEGI) model. LEGI models simulate

cell shape dynamics by modeling the concentration of chemicals on the cell border,

consisting of a local (slow-diffusing) protrusion signal and a global (fast-diffusing)

inhibitor, here denoted by S+
j and S−, respectively, where j is position along the

cell outline. By tuning the various parameters of the model, behavior mimicking

certain cell types may be produced. Especially, the model produces cell shapes that
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Figure 7.11: Clustering results for synthetic data, showing (a) all shapes allocated
to their correct cluster. Notice that the random perturbations of the outlines was
intentionally imposed. (b) Clustering for synthetic data without rotation-invariance.
As can be seen, the similarity of shapes is not detected; there are many small and
incoherent clusters. This is due to the fact that without rotation invariance, there is
not enough similarity between shapes for them to qualify as being in the same cluster.
Only the circular shape is now clustered correctly.
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are very similar to their biological counterparts, using only information measured

from movement of the centroids of the cells in question. The equations governing the

evolution of the time-dynamics of the model (time indexed by i) are given as:

S+
j,i = S+

j,i−1 [1−Kdecay∆τ ] +D(S+
j,i−1, Kdiffuse∆τ)

−D(S+
j,i−1, Kdiffuse∆τ)Kdecay∆τ max(G(Nburst

× (f(S+
j,i−1 − S−i−1, γ, λ) + Pbaseline)), 0)∆τ

S−i = C−A
∑
j

S+
j,i−1

where ∆τ is time step and G is a Gaussian function with mean and variance R+. The

parameters of the model are detailed in table 7.1.

As given in table 7.1, for the parameters suggested in Satulovsky et al. (2008) for

Dictyostelium, 1000 cell outlines were produced. The outlines were transformed into

the rotation-equivariant feature representation (as detailed in section 7.2.1) and then

used directly as input for the Dirichlet process algorithm. The same procedure was

performed again for parameters suggested for keratocytes, which are identical to that

of Dictyostelium except for λ which is reduced by 0.3.

Since the Dirichlet process sampling method used here is a Gibbs sampling algo-

rithm (described in section 7.3.4), a single set of mixture components is not produced.

Rather, each Gibbs sample is an independent grouping of the data points. In other

words, the method produces a ‘distribution over models’. In accordance with the Chi-

nese Restaurant process Zhang (2008), there are an infinite set of mixture components

which do not have any data points associated with them and thus are not considered

to be part of the generative model. A single example output from the algorithm is

shown in Figure 7.13 for Dictyostelium and in Figure 7.14 for keratocytes. To show the

mixture components, all contributing shapes were superimposed to measure the level

of coherence between contributing data points in a component. As may be seen, the

cell shapes assigned to each component are in good accordance with each other.
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Description Symbol Value

Diffusion rate (µm2/s) Kdiffuse 1.19 × 101

Decay rate (1/s) Kdecay 2.42 × 10-2

Random burst rate (1/s × 1/µm) Pbaseline 6.00 × 10-2

Burst size Nburst 1.30 × 101

Protrusion inhibitor (1/µm3) C− 3.26 × 10-6

Protrusion rate (µm/s) R+ 1.03 × 10-1

Retraction rate (1/s) R− 2.81 × 10-2

Feedback slope (1/s) γ 2.91 × 101

Feedback takeoff point (1/µm) λ 3.22

Table 7.1: Parameters for synthetic Dictyostelium model. For keratocytes, all parameters
are the same, with the feedback takeoff point (λ) multiplied by 0.3.

Figure 7.12: Example feature set learned with Nθ = 128, Nr = 100, and |T | = 64 for
simulated Dictyostelium data. When comparing with Figure 7.3, it is noteworthy that
the features have smaller support, due to the smaller scale that was selected for the
simulated cells. No highly ‘local’ features can be seen; however the top features have
one ‘ray’ and two rays in opposing directions, respectively, mirroring to some extent
the features that are observed with the HMEC-1 data. Due to the way the data were
produced, a small disk in the center of the cell is always covered by the mask, and
thus each feature in this data set has a center disk of near-uniform value 0.

189



CHAPTER 7. MODELING CELL SHAPES

Figure 7.13: Example set of clusters produced by synthetic Dictyostelium data (see
text). Reconstructions of member cell shapes are shown along with the number of cell
shapes assigned to each cluster. Around the shapes, a faint set of noisy ‘rings’ can be
seen; this is noise produced by the neural network which, in the generative model, is
removed via a simple thresholding procedure.

Figure 7.14: Example set of clusters produced by synthetic keratocyte data (see text).
As with the previous figure, reconstructions of member cell shapes are shown along
with the number of cell shapes assigned to each cluster. As can be seen, keratocytes
produce a dramatically smaller number of clusters.
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7.4.3 Live cell data

7.4.3.1 Data acquisition

We have applied the density learning method to shape masks derived from real cells.

In this case, we used HMEC-1 (A cell line based on human microvascular endothelial

cells). HMEC-1 cells were obtained from ATCC under license from the CDC (Centers for

Disease Control and Prevention). Cells were cultured in MCDB-131 media (Invitrogen)

supplemented with 10% fetal bovine serum (FBS), l-glutamine (10 mmol/L), penicillin/

streptomycin. Culturing took place in a CO2/O2 incubator at 37° C. Once cells reached

confluence they were harvested by trypsinisation. Cells (low passage 612) were seeded

into 30mm Petri dishes (Nunc) containing with silicon inserts (ibidi). Cells were

seeded at a very low density of approximately 5000 cells/cm2. Time lapse experiments

were conducted with a Nikon Biostation™ IM. Cells and dishes were allowed to

equilibrate for 20-30 minutes in the Biostation chamber prior to imaging to allow the

temperature/humidity to equilibrate and remove any condensation. During this time,

regions of interest were determined and programmed using the Biostation IM software.

Data were collected as original Biostation .NES files and also converted to AVI movies

for visualization. The time-lapse series was constructed by taking a single image of

each region of interest every 2 minutes. Data analysis was conducted on the original

time-lapse stills extracted from the NES files.

7.4.3.2 Clustering of cell shapes

As with the synthetic cell data, the outlines were transformed into the linear basis

representation (as given in section 7.2.1) and then used directly as input for the

Dirichlet process learning algorithm. An example of data point groupings is given in

Figure 7.16. As can be seen, through rotation-invariant learning it becomes easier to

see the common underlying shapes that many cells take. In particular, cells with two

and three protrusions are quite common, with different shape groups taking on slightly

different arrangements of the angles between protrusions. Note that it is often the

case that as a cell moves, it dramatically change shape. For instance, it is common that
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Figure 7.15: An HMEC-1 cell moving over time; the cell moves by extending a
protrusion and pushing itself along the direction of this protrusion. As it does so, the
protrusion may flatten and form new protrusions.

a cell with two pseudopods will move in the direction of one pseudopod, broaden it,

then separate it into two pseudopods, forming a three-extrusion cell (see Figure 7.15).

We also note that because of the random nature of the grouping, drawing conclu-

sions from just a single set of groupings may be misleading. To better assess the output

produced by the algorithm, the algorithm was run for a large number of trials, and the

histogram of cluster sizes across all groupings was considered (Figure 7.18). Datasets

that induce a large spread in the histogram correspond, intuitively, to having a more

varied and nonlinear distribution of ‘types’ of cell shapes in them (note, however, that

this does not indicate different cell types, as it is possible for a single cell type to pro-

duce varied shapes). For keratocytes, there are only one or two mixture components,

reflecting the low variability of cell shapes, whereas for Dictyostelium and live cells,

there are a larger number of smaller mixture components. Especially, while the number

of mixture components for Dictyostelium and live cells appear to be somewhat similar,

Dictyostelium appears to have one large ‘main’ mixture component, corresponding to a

roughly keratocyte-like shape undergoing ‘equilibrium’ steady motion, while the size

of the mixture components for HMEC-1 cells is more evenly spread.

The advantage to having a distribution over groupings is that for computing

statistics we may take the average value over many groupings, obtaining a more robust

estimate. This is similar to cross-validation. For instance, it is useful to know if two cell

outlines have been assigned to the same cluster (this provides a measure of ‘similarity’

of two cell outlines that is more robust than simple Euclidean distance). Given a

distribution of groupings, we may define the matrix {A}ij wherein each element is
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Figure 7.16: Example set of clusters produced by HMEC-1 data. Reconstructions of
member cell shapes are shown along with the number of cell shapes assigned to each
cluster.

equal to the probability of cell outlines i and j being assigned to the same mixture

component. This is the approach used in, for example, Medvedovic and Sivaganesan

(2002), to analyze genetic expression profiles, by using this matrix as input to linkage

analysis algorithms. Local linearity of the shape representation is desirable because it

means that locally, the covariance matrix fully captures the shape of the distribution,

allowing very simple sampling and inference on the distribution. Among other things,

this allows linear interpolation between cell shapes to be carried out. For instance, if

the final and initial shapes for the cell are known, the shape of the cell in intervening

frames can be inferred, and this can be used to aid image segmentation.

7.4.4 Results with full covariance

We may compare the distribution produced when assuming diagonal covariance with

that produced when assuming full covariance. While the distribution produced by
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Figure 7.17: Examples of HMEC-1 cell shapes. Sample shapes from the largest clusters
seen in Figure 7.16 are represented here.

diagonal covariance tends to more closely resemble a ‘clustering’, the distribution

produced by full covariance reveals that the infinite Dirichlet process mixture model is

not necessarily always related to clustering. Data clustering is a powerful and simple

technique for revealing common patterns in data. However, if not used carefully it

may lead to misleading conclusions. For instance, when analyzing time series data by

clustering overlapping ‘windows’ or subsequences of the data it is widely known that

clustering will often lead to completely meaningless results (Keogh and Lin, 2005). By

this it is meant that the clusters thereby produced will be no different in significance

from clusters produced with totally random data. A similar issue exists with clustering

spatial patterns in temporally evolving data, such as cell shapes. If a cell shape evolves,

over time, from membership in one cluster to membership in another, then (in feature

space) the cell shape will appear to smoothly move along a manifold. Thus it becomes

hard to cleanly separate clusters. This is a problem that affects discriminative learning

algorithms like K-means. It is for this reason that a model that allows data points to

vary smoothly in some local parameter space may be more desirable for this type of

data.

With full covariance, widely different shapes may be grouped into the same cluster

as long as their feature vectors are close to linear combinations of other feature vectors

in the same cluster. This results in a dramatically reduced number of clusters. In fact, it

is often found that when clustering cell shapes, full covariance produces a single cluster

that contains over 90% of the data, with just a single covariance matrix describing

most of the data. This may hint that after rotation has been taken into account, the
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Figure 7.18: Cluster sizes for the three data sets discussed in the main text. Shown
is the Tukey box-plot of cluster sizes (when using diagonal covariance) for simulated
keratocytes, Dictyostelium, and live HMEC- 1 cells. For keratocytes, there are a small
number of large clusters reflecting the low variability of cell shapes, whereas for
Dictyostelium and live cells, there is a larger spread. In the Tukey box-plot, the top
and bottom of the box represent 3rd and 1st quartiles, respectively, while the top
and bottom of the ‘whiskers’ represent the most extreme data points still within 1.5
Interquartile range of the upper and lower quartiles, respectively. The line in the
middle of the box is the median of the data. Data points outside the range of the
whiskers are indicated by plus signs (outliers).
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distribution of cell shapes is well-modeled by a multivariate normal distribution. For

this reason, it is more informative to examine the covariance structure itself rather

than just contributing cluster members, which is essentially most of the data (albeit

rotationally aligned).

7.4.4.1 Visualization of clustered data points

To examine the covariance structure, we use two different visualization methods. In

one, the data are projected to a two-dimensional space using the multidimensional

scaling (MDS) algorithm (Cox and Cox, 2001). Distances between data points are

calculated using the k-nearest neighbors (k-NN) algorithm. That is, the (rotation-

invariant) distance between pairs of points are calculated, and then all but the N

nearest neighbors of a point are initially set to be undefined. The shortest distance

between each pair of points is then taken as the length of the shortest path between

them, so that the distance between any pair of points is defined. This produces a

distance matrix which can then be used to project data onto 2-dimensional space, by

optimizing an embedding of the points in 2-dimensional space that preserves, as much

as possible, the inter-point distance. In Figure 7.19, this has been demonstrated on the

synthetic cell shapes described in section 7.4.1. The rotation-invariant MDS algorithm

correctly separates the three shapes into their respective clusters.

This may be repeated for the cell shape data, with actual cell images superimposed

to make visualization easier (Figures 7.20-7.22). Note that the MDS method does not

use information from the RI-DPGMM model to construct the mapping. Thus it also

serves the dual purpose of ‘verifying’ the clustering, as assuming the output of the

RI-DPGMM is reasonable, we would expect a good match between cluster membership

and proximity in space (which is indeed what is observed). The cluster membership of

each point is indicated with point shape and color. What is observed is close proximity

of all shapes in the keratocyte set, a somewhat more distributed set of points in the

Dictyostelium set, and a large spread of points in the HMEC-1 data. The principal

components of the largest cluster may also be shown in this way, highlighting the

projection of the directions of maximum variation in the data.
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Figure 7.19: Synthetic test data points, projected on to 2-dimensional space using
the rotation-invariant MDS algorithm. The three clusters corresponding to the three
shapes are well-separated.

7.4.4.2 Principal components

The next method of visualization is to examine the principal components directly, which

are the eigenvectors of the covariance matrix. As mentioned, The large cluster captures

most of the variability of the data (feature layer representations) in a few eigenvectors.

By varying each of these eigenvectors of the feature layer while keeping all others at

zero, then reconstructing cell shape via the learned convolutional autoencoder, we may

examine the effect each eigenvector has on cell shape (see Figures 7.23-7.25). For both

keratocytes and Dictyostelium generated by the simulated model, the first eigenvector

scales the cell along the frontal direction. The second and third eigenvectors encode

left-right asymmetry, and after this there are eigenvectors that encode local (but not

whole-cell) protrusions. The eigenvectors of the HMEC-1 data are similar to this, with

the first eigenvector scaling the cell. However, in this case, the variation is much larger,

with cells varying from very thin to very wide in thickness. The second eigenvector

encodes asymmetry, but in this case it is front-back asymmetry rather than left-right

asymmetry.

The fact that the two largest eigenvectors vary the shape in orthogonal directions

reflects the rotation-equivariance of the feature vector representation. For a fully

rotation-invariant covariance structure, the matrix is Toeplitz and symmetric, and

thus the eigenvectors are a set of periodic vectors with varying period, where we can
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Figure 7.20: Covariance structure for an example distribution of keratocyte data. Color
and shape of points represents cluster membership. As can be seen there is a large
cluster which forms a loop indicating the dynamically periodic set of shapes that the
simulated model produces. Also if note are the outliers from the main cluster which
can be seen at a considerable distance from the main clustering of points. A random
selection of points from this largest cluster has cell shapes superimposed. The two red
lines indicate largest principal components.

expect that eigenvectors with large period have larger corresponding eigenvalues (see

Figure 7.26 for the eigenvalue spectrum of the covariance matrices). The covariance of

the main cluster is not perfectly rotation-invariant (since shapes are being rotationally

aligned and do not come from a uniform rotation distribution) but since a rotation-

invariant prior is imposed, they may approximate a rotation-invariant covariance

matrix.

7.5 Discussion

In this chapter we have presented a two-step method for analyzing cell shapes. The first

step is a convolutional autoencoder for extracting a feature representation from data.

The second step is a rotation-invariant mixture model for learning the density of these

feature representations. We have developed this method for two purposes: to obtain
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Figure 7.21: Covariance structure for an example distribution of Dictyostelium data.
Color and shape of points represents cluster membership. Here, the ‘loop-like’ structure
of the large cluster has disappeared, however it is still primarily occupied by shapes
similar to keratocyte shapes. A random selection of points from this largest cluster has
cell shapes superimposed. The three red lines indicate largest principal components.
As can be seen, the largest principal component varies according to roundness (more
round shapes are near the top) and the next components vary according to length of
protrusion. (left/right direction).

insight into the dynamics of shape and movement, and to develop better methods for

cell segmentation and tracking. As shown in Chen et al. (2013), neural network-based

shape priors can be efficiently integrated into image segmentation methods to provide

segmentations that take shape into account. The prior information about biology that

has been taken into account in this method is designed to be minimal however we

use rotation-invariance and fixed scale to provide a more efficient density estimation

method.

For the convolutional autoencoder, we demonstrated good reconstruction from

features for almost all cell shapes. For the rotation invariant-mixture model, we first

demonstrated the model in isolation using a simple set of three shapes. The combined

neural network and mixture model method was then demonstrated on an artificial

cell model as well as data obtained from live cell images. This was done with both

diagonal covariance—showing a separation of cells into various distinct shapes—and
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Figure 7.22: Covariance structure for an example distribution of HMEC-1 data. Color
and shape of points represents cluster membership. Here, the cell shapes appear more
randomly distributed. The two red lines indicate largest principal components. Due to
the fact that the distribution has several large components, projection onto 2-d space
does not produce clean separation between cell shapes; nevertheless it can be seen
that thinner cell shapes tend to cluster towards the top right and thicker shapes tend
to cluster towards the left, with ‘smaller’ shapes clustering towards the bottom right.

Figure 7.23: Principal components of main cluster in simulated keratocyte data. Left
(large): Mean of cluster. Right: Effect of varying principal eigenvectors as ordered
in decreasing eigenvalue from left to right. Eigenvectors scaled by 4× relative to
Figures 7.24 and 7.25 due to relatively smaller magnitude.
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Figure 7.24: Principal components of main cluster in simulated Dictyostelium data.
Left (large): Mean of cluster. Right: Effect of varying principal eigenvectors as ordered
in decreasing eigenvalue from left to right, with the top panels showing the effect of
decreasing the component and the bottom panels showing the effect of increasing
it. As can be seen, the largest eigenvector corresponds to the spreading out of the
cell. This is in correspondence with the keratocyte data, since they have both been
generated from the same model.

Figure 7.25: Principal components of main cluster in HMEC-1 data. Left (large): Mean
of cluster. Right: Effect of varying principal eigenvectors as ordered in decreasing
eigenvalue from left to right, with the top panels showing the effect of decreasing the
component and the bottom panels showing the effect of increasing it. As can be seen,
the largest component corresponds to the ‘thickness’ of the cell, the second-largest
component corresponds to thickness asymmetry between front and back of the cell,
and the third-largest component appears to bend the cell towards the left or right. The
fourth component involves a spreading-out of some areas and elongation of the cell.
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Figure 7.26: Eigenvalue spectrum of covariance matrix of main cluster. Note the
logarithmic vertical scale. HMEC-1 contains one very large eigenvalue that is sig-
nificantly larger than the rest of the eigenvalues. Dictyostelium and keratocyte data
have eigenvalues that drop off more steadily, and keratocyte data has uniformly lower
eigenvalues, reflecting the lower variability in the data.

with full covariance. With diagonal covariance it can be seen that the cell shapes of the

HMEC-1 cells consist of cells with varying number and angle of protrusions. With full

covariance, most of the data fits into a single large component, with outliers existing

significantly outside this component, as demonstrated with MDS-based dimensionality

reduction. Analysis of the principal eigenvectors of this component reveals that most

of the variation exists as a variation of cell thickness and asymmetry. This was seen as

a consequence of the circular-equivariant representation.

Thus we can see that we have derived parameters such as cell elongation and

asymmetry for characterizing cell shapes. The parameters described here—most

important of them being thickness and aspect ratio—closely correspond with the

parameters of area and aspect ratio derived from models of internal cell dynamics

(Keren et al., 2008), however this has been done directly from the data without any

assumptions about the physics of cell shape. It is hoped that the methods described

here, or extensions of them, could be used to carry out more detailed and quantitative

analysis of cell shapes for which internal models are not known or difficult to produce.
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Conclusions

8.1 Overview

This work was carried out to investigate cell boundary movements and has presented

two scientific contributions in this area - contributions in both tracking and analysis of

cell movement. As previously mentioned, we carried out this work for the following

related aims:

1. To produce a precise live cell tracking software system.

2. To implement mathematical models of cell motility.

3. To identify common patterns in cell shape and movement.

In this thesis, we have presented the experimental and theoretical background behind

these problems and successive steps involved in their solution. In chapter 2, we

outlined the various issues involved in practical microscopy and in chapters 3 and 4

we discussed active contour and level set methods for segmenting cells in microscope

images as well as existing models of cell motility. In chapter 5 we presented our precise

live cell tracking method (CDAC). In chapters 6 and 7 we outlined a way of identifying

common patterns or modes that exist in cell movement.

In this chapter, we will discuss the empirical findings and overarching results of this

research, and we will present the outlook and recommendations for future research.
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8.2 Discussion of presented methods

In this section, we will analyze the findings to discuss the progress made towards the

study’s three main goals (see page 8), which are: 1. Implementation of mathematical

models of cell motility 2. Development of a framework for empirical analysis of cell

shape and movement. 3. Production of software tools for precise processing of cell

image data.

8.2.1 Cell segmentation

As discussed in Chapter 1, we develop an automated segmentation method to obtain a

large quantity of precise measurements of cell shape. This is necessary to study cell

shape accurately. Since many different ways of segmenting cells are possible, and

results of studies of cell shape often depend on how these methods work, obtaining

precise cell segmentations is itself just as important a problem as analyzing cell

segmentations. This is why a considerable part of this work has been dedicated to

finding good-quality segmentation algorithms and analyzing the results that they

produce.

The central question in this line of research is: can reliable automated segmentation

methods be created that produce precise cell segmentations? In Chapter 4, we provided

a review of common image segmentation methods and discussed the shortcomings in

existing methods that prevent accurate segmentation, especially in low illumination,

low frame rate phase microscopy. In Chapter 5, we presented our CDAC segmentation

method specifically designed for cells in phase microscopy and compared it with other

state-of-the-art methods also designed for this purpose, showing good improvements

in several key segmentation problems.

1. We showed that our method can track thin, faint, and nearly-invisible cell edges.

Many cells such as the hNT astrocytes shown here, have very faint cell edges

that present difficulty for many previous algorithms, because they often only

consider local pixel information. Here this difficulty is overcome by integrating

edge strength over the cell boundary.
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2. We showed that it can track thin cell protrusions as well as large cell bodies,

without fine-tuning of parameters. As mentioned in Chapter 4, level set methods

have difficulty in handling faint edges and protrusions simultaneously.

3. We also showed that it produces reliable performance and is robust against

imaging noise.

4. The method is also fast, allowing real-time tracking of a very large number of

cells. Even though the method is a search-based optimization method that finds

the best curve in a local space of curves, it is still substantially faster than the

level set based methods that we compared against.

Here, we also discuss some of the current limitations of CDAC. In our experience with

using CDAC to track many types of cells, CDAC may be improved in the following

ways:

1. Over time errors may accumulate and the method may fail to track cells. Some

errors are ‘self-correcting’, as has been demonstrated (Figure 5.5), but self-

correction does not always happen. Especially, errors include ‘ignoring’ weak cell

boundaries in favor of ‘strong’ nuclear boundaries, and failure to track some thin

protrusions.

2. The particulate removal procedure is not fully accurate and particulates may still

exist in the data. These interfere with the proper functioning of CDAC.

3. Cells that interact with each other cannot be effectively tracked with CDAC. This

is a problem for which it is difficult to provide a solution, especially considering

that with interacting cells, boundaries may often disappear or become very weak.

These points provide important implications for future research in cell segmentation.

Issue 1 was partly discussed in Chapter 5 and a suggested solution was combining

a continuous tracking process with a periodic stationary segmentation process. By

continuously combining the results of these processes together (with e.g. adaptive

boosting (Schapire, 2003)), a better segmentation may be obtained, which can then

be used as a better initialization for the tracking process. As with many other image
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segmentation methods, it is difficult to prove the general validity of the CDAC method

and what types of images it can work on. In general, image sequences with large

differences between frames (i.e. long time lapse) may be difficult to track. Related

to Issue 1, when multiple strong edges exist near the edges of interest this may

occasionally confuse the method. Since it is an edge-based method, it requires fairly

well-defined edges in order to segment objects.

Issues 2 and 3 seem more difficult to solve, and are general problems affecting all

cell tracking methods to some degree. Thus we suggest that future research in cell

tracking should be directed towards solving these problems. Especially, the solution

of issue 3 requires being able to continuously track the interface between cells, as

mentioned in Section 5.5. There have been relatively recent developments (Ali and

Madabhushi, 2012; Bise et al., 2009) in this area but much room for improvement

remains, especially with irregularly-shaped cells and situations where three or more

cells interact.

A possible method for tracking the interface between cells would be to use an

algorithm similar to CDAC. CDAC’s gradient-tracking property may be suitable for this,

when augmented with a model for tracking cell-cell interfaces (rather than the current

model which tracks the cell-substrate interface). It is our hope that the methods

described in this work will help in future attempts to provide better cell tracking

algorithms.

8.2.2 Statistics of cell shapes

In this work, we have analyzed techniques from both statistical learning of general

shapes, and domain-specific analysis of cell shape, to synthesize a new hybrid technique

for statistical learning of cell shapes. Thus, this method has the benefits of both

approaches. It is able to produce a statistical model of shapes for general cell types

using minimal prior information about cells, but it is also able to take cell-specific

considerations (like rotation-invariance and roundness) into account to produce a

better shape model for cells. Unlike previous shape learning methods, using both

a low-dimensional feature representation and rotation invariance allows accurate
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training on even relatively small amounts of data. This is necessary as the space of

possible cell shapes is very large.

We showed that our method is capable of inferring an accurate model for cell shapes

that is a ‘stronger’ model than simply averaging over shapes or aligning shapes to their

common axes. Specifically, it generalizes very well to samples not seen in the training

set. This is a good indication that it learns about cell shape statistics and does not

merely reproduce the statistics of the training set. Further, the parametrization afforded

by the model characterizes cell shapes in terms of a small number of parameters such

as length, aspect ratio, and front-to-end curvature. All this is done without being given

any of these characteristics as ‘input’ to the algorithm.

However, there are also several ways these methods can be improved.

1. Internal cell structure is not taken into account, only a binary cell mask. It is

possible that, for instance, by taking into account the position of the nucleus and

distribution of molecules involved in the cytoskeleton, more accurate models

(and better insight into cell dynamics) can be obtained. However, the main issue

in doing this is accurate extraction of such data from live cells. As we indicated

in previous chapters, extraction of cell boundary is already a difficult problem

for which adequate solutions have mostly been absent. It may not be possible

to extract cytoskeleton images from phase contrast; dual fluorescent/phase

microscopy setups may be required, and this re-introduces the problems of

phototoxicity and photo-bleaching. It is for this reason that we chose to work

with cell masks, as this information is easier to obtain and far easier to verify for

accuracy.

2. In the current step of this research, movement over time is not taken into account.

As mentioned, the fact that most (>90%) of the data, in all datasets, seem to

be well-represented by a single normal cluster, we hypothesize that movement

over time produces changes of shape along the axes of this cluster. To test this

hypothesis, however, we anticipate that a large amount of movement data will

be required, and thus we were not able to adequately carry this out, and thus

the results were not included in this work.
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The resolution of Issue 2 presents the challenge of modelling temporal relationships in

the data in addition to the spatial relationships that are currently modelled. There are

many methods in the literature for statistical modelling of spatio-temporal relationships.

Methods suitable for cells could include the domain-specific information already

known about cell movements (Chapter 3). In particular, local excitation, global

inhibition (LEGI) dynamics could be integrated into the existing neural network and

graphical model via, for instance, a spiking neural network layer (Wysoski et al., 2010)

between the feature layer and the RI-DPGMM layer, or an evolving connectionist

system (Kasabov, 2007) for the RI-DPGMM layer.

Nevertheless, despite these limitations, interesting inferences about cell shape can

be made. The fact that most of the data seem to be explained by a single normal cluster

is interesting and may offer hints that cell shape is determined by a combination of

relatively statistically independent ‘factors.’ These factors could be as simple as just

localized, non-interacting variations around the perimeter, a hypothesis that would be

useful to test. By analyzing the principal components of the cluster, we determined

that the most important components are scaling, along the four canonical directions

(front/back, left/right). The implication for future research is investigation of whether

this holds universally for all motile cell types, and what simulated cell movement

patterns can be produced to break this property.

An alternative approach to that developed in this work is to consider cell dynamics

more holistically, that is to consider the physics and chemistry of cell movement

alongside the shape dynamics in the same model. Such an approach may give more

direct insight into the biological forces that make cells move. However, we believe

that the more abstract approach presented here also has its advantages for answering

certain kinds of questions. For instance, it may be used to obtain statistics from

physics-based models and compare those with statistics from real data, such as done

in Section 7.4. This provides insights such as the degree of lateral stretching of cells as

they move (which is due to the force exerted by the cell membrane) and the degree to

which changing the parameters of the cell models allows closer approximation to real

cells (such as the comparison between the statistics obtained from the keratocyte and
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Dictyostelium models).

8.3 Summary

Understanding cell migration and motility is very important in understanding cellular

development and disease. To this end, there has been a continuous effort to carry out

automated analysis of morphology. In this thesis we have outlined how we have solved

major problems in this area. We have demonstrated and validated mathematical

models of cell motility for long time scales in 2 dimensions. We have offered a

framework for empirical analysis and study of cell movement. We have also provided

software tools for accurate processing of cell image data.

The study of cell motility has to date been largely qualitative in nature and thus we

view our main contribution to be the introduction of rigorous quantitative statistical

methods for studying cell shape with minimal operator bias. From trivial assumptions

based on first principles (cells in 2-d being simply connected objects with rotation

invariance when viewed under the microscope) we have derived a set of methods for

shape analysis that can be used to probe the statistics of cell shapes in detail.

In addition, the methods thus far presented have not been developed ad-hoc but

are based on the large body of general knowledge developed in the statistics literature.

Thus, this opens up the possibility for transferring the large body of statistical tools (in

Bayesian statistics and machine learning) that have been developed by statisticians to

the study of biological phenomena such as cytotoxicity and apoptosis - which produce

distinctive shape statistics. This overlap of work in statistics and biology is an exciting

area of research and it is our hope that the methods developed in this thesis will be

used to carry out more detailed analyses of cell shape and movement in the future.
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