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“All models are wrong, but some models are useful.”

George Box

“An n2 problem is not a problem if n is always 1.”

Bill Wake





Abstract

Multiple real life processes can be modelled as network equilibrium problems. Such

models originate in areas as diverse as transportation, telecommunication, supply chains

and energy. In this thesis we focus on a particular application of network equilibrium

models called traffic assignment (TA).

The TA problem aims to predict traffic flows in a given transportation network. TA

models describe interactions between road users. The route choice of every individual

influences travel times and level of congestion in the network, and, as a result, influences

the route choice of other road users. Over time, such interactions lead to an equilibrium

state when no road user can reduce their travel time by switching to another route.

In the beginning of the thesis we focus on the conventional TA problem which assumes

that road users make their route choices based on travel time only. We perform a

comprehensive study of solution algorithms available in the literature, compare perfor-

mance of these algorithms on benchmark instances, study different approaches to solve

sub-problems and analyse numerical stability of solution methods. In order to ensure

consistent comparison of algorithms, we implement a flexible software framework that

maximises the usage of common code.

The central topic of our study is multi-objective user equilibrium (MUE). MUE extends

the definition of equilibrium to the case when the route choice of road users is based on

multiple factors such as travel time, monetary cost, etc., and allows multiple solutions.

First, we focus on theoretical aspects of MUE. We show that an equilibrium solution

of a TA model based on non-linear aggregation of criteria is also a MUE solution, and

vice versa. We study several properties of BUE flows that allow to establish necessary

background for developing solution algorithms.

Second, we focus on bi-objective user equilibrium (BUE) which is a special case of MUE

when two criteria are considered. We study how one or a subset of BUE solutions can

be found. For this purpose, we adapt the path equilibration algorithm. We propose

several speed-up techniques that allow to significantly improve its performance. We also

extend the developed software framework to accommodate BUE.
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locher. Boshen implemented the A* algorithm, and Benôıt implemented the bi-directional
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Chapter 1

Introduction: Traffic Equilibrium

“Real life is different from math. Things in life don’t necessarily flow over

the shortest possible route.”

Haruki Murakami

Network equilibrium problems are applied for modelling various real life processes that

come from areas as diverse as transportation, telecommunication, supply chains and

energy. Network models often represent the interaction of agents in an economy. In gen-

eral, we face the problem of computing an equilibrium state in a mathematical network

model of nodes and links with associated functions measuring demand (e.g. number of

trips between origins and destinations), flow (such as road traffic) and cost (such as

travel time) on the links of the network. Specifically, we focus on a particular applica-

tion of network user equilibrium models called traffic assignment (TA) which is part of

transportation planning.

1.1 Transportation Planning

Transportation planning is a complex process that involves evaluation, assessment, de-

sign and siting of transport facilities (streets, highways, bike lanes, public transport lines,

etc). In Daisa (2010, p. 13), transportation planning is defined as “a collaborative and

participatory process involving agencies, organizations and the public in a comprehensive

look at national, state, regional and community needs... It examines demographic charac-

teristics and travel patterns for a given area, shows how these characteristics will change

over a given period of time and evaluates alternative improvements for the transportation

system.” Due to its complexity, transportation planning requires large investments of

1
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zone centroid network link centroid connector link

Figure 1.1: Example of zone centroids and connector links.

time and money and involves making strategic decisions that should be effective in the

long run. One way to support and improve decision making is to apply mathematical

modelling (Ortúzar and Willumsen, 2001).

A model is a simplified representation of some real life process or system. Transportation

models represent different transport phenomena in a transportation network. Mathemat-

ically, a transportation network is usually represented by a set of links that correspond

to roads and a set of nodes that correspond to intersections, road junctions and zone

centroids. A zone refers to an area of a transportation network that can vary in size

from a city block to a neighbourhood (Sheffi, 1985). Each such zone is represented in the

network by a node called centroid. Centroids represent origins and destinations of road

users. The introduction of centroids allows to simplify the transportation network. An

area represented by a zone is added to the transportation network as one centroid node

which is connected to some other nodes of the network by centroid connector links that

might not be present in the real transportation network. Figure 1.1 shows an example of

a zone which represents One Tree Hill park in Auckland, New Zealand, and two centroid

connector links that connect this zone centroid with the transportation network. Such

an approach allows to approximate a real transportation network by a mathematical

model with an appropriate level of detail sufficient for the purposes of strategic planning

and analysis.

As presented in Ortúzar and Willumsen (2001) and Hensher and Button (2008), trans-

portation planning tools include many different mathematical models designed to assist

in various tasks. One of these tasks is transport demand modelling. The conventional



Chapter 1. Introduction 3

Demographic data 1. Trip generation

2. Trip distribution

3. Modal split

4. Traffic assignment (TA)Link flows

Total number of trips
entering and leaving every zone

Trip origins and destinations

Origins, destinations
and distribution by mode

fe
ed

b
ac

k

Figure 1.2: Four-step process (adapted from Boyles (2011) and Hensher and Button
(2008)).

approach to modelling transport demand can be described as a four-step process, see Fig-

ure 1.2. The first stage of this process includes trip generation based on demographic

data (number of people, income, level of employment, etc.). The result of this stage

provides an estimation of the total number of infrastructure users that enter and leave

every zone. The second stage is trip distribution, during which all road users are di-

vided according to their origins and destinations. The third stage further divides users

depending on which travel mode they choose (car, bus, bicycle etc). The final stage of

transportation planning is TA which assigns traffic flows to links of the transportation

network in a meaningful way that describes the route choice of road users. The four-step

process might have multiple feedback loops coming from latter stages to the previous

ones making it possible to repeat the planning process several times in order to make sure

that the results are consistent with the input data of every stage (Hensher and Button,

2008). However, there is no formal guarantee of convergence of this process (Hensher

and Button, 2008). In this thesis we focus on the last stage of the outlined four-step

process which is the TA problem. We limit our study to the case when only car drivers

are modelled in TA.

1.2 User Equilibrium

TA as a part of the four-step process aims to predict traffic flows on every link of the

transportation network. Sheffi (1985) explains that such traffic flows are the result of

individual decisions made by road users. These decisions are partially based on how

congested the transportation network is. However, congestion itself depends on traffic
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flows. The interaction between congestion and travel decisions results in an equilibrium

state of traffic, i.e. a stable state.

Hence, TA models are designed to predict traffic flows based on what route choice

every individual will make during a given period of time. The conventional approach

to modelling the behaviour of travellers is to make some assumptions on how people

usually choose routes and to find a traffic flow pattern satisfying these assumptions.

The most well-known assumptions are the ones following Wardrop’s first principle (also

called the user equilibrium condition): “The journey times on all the routes actually

used are equal, and less than those which would be experienced by a single vehicle on any

unused route” (Wardrop, 1952, p. 345). This principle models the behaviour of travellers

by assuming that all drivers are selfish and that they choose the shortest routes going

from their origin to their destination. As a result, an equilibrium state is achieved, when

no one has an incentive to switch to another route because by switching to an alternative

route a road user will not reduce their travel time. We use the term shortest path to

refer to shortest travel time path unless specified otherwise.

Let us consider an example when there are several paths connecting an origin node and a

destination node. Then, a given number of road users travelling between this origin and

destination will distribute among available paths in the following way. If all of the road

users decide to choose the same path, this path will become congested. As a result, there

might be other paths that allow to get to the destination faster. Then, some of the road

users will prefer to choose one of these alternative paths. This process of redistributing

traffic flows will continue until there is no path by choosing which a road user might get

to the destination faster. In practice, it happens over time.

Altman and Wynter (2004, p. 8) explain that Wardrop’s first principle is a variant of

a Nash equilibrium that can be restated in terms of network flows as “a flow pattern is

in Nash equilibrium if no individual decision maker on the network can change to a less

costly strategy, or, route”. As Nash equilibrium, Wardrop’s first principle assumes that a

road user cannot improve his/her strategy by switching to a different route. Unlike Nash

equilibrium, Wardrop’s first principle additionally states that all used paths must have

the same path cost. In the case when traffic flows are assumed to be discrete, Nash equi-

librium can be achieved without all used path costs being equal contrary to Wardrop’s

first principle (Altman and Wynter, 2004). The same conclusion is drawn in Aashtiani

(1979), under certain assumptions including continuity of flow, Wardrop’s first princi-

ple is equivalent to Nash equilibrium, but in a more general case these definitions of

equilibrium are not equivalent, and Nash equilibrium is a more general definition.
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1.3 Motivation and Key Contributions

The conventional approach to model traffic flows assumes that all road users prefer to

travel on shortest paths with respect to travel time. We study this model in detail in

Chapter 2. Another variant of the conventional TA problem assumes that road users

prefer to travel on shortest paths with respect to generalised cost that represents linear

combination of travel time and other factors such as travel toll. We discuss such models

separately in Chapter 3. In Chapter 2 we formally introduce the TA problem, describe

multiple solution algorithms available in the literature and compare their performance

on various benchmark instances. We start our study with the conventional TA model

since it provides the basis for more advanced models. Moreover, some of the algorithms

available for solving the conventional model can be modified and adapted for solving

advanced models.

Overall, Chapter 2 provides a comprehensive survey of the algorithms for solving con-

ventional TA and presents our analysis of numerical stability of TA solution algorithms.

Numerical stability plays an important role when highly accurate solutions are required.

In particular, we analyse the path-based group of methods (algorithms belonging to this

group use path flows as decision variables). Such methods might be prone to accumu-

lating numerical errors during computation and, as a result, might fail to reach high

precision. We propose an approach able to address this issue for this group of methods.

The conventional TA model is based on several assumptions that limit its applicability

(for details, see Section 2.3). Advanced models relax some of these assumptions in order

to more accurately predict traffic flows (Boyles, 2011). For example, so-called non-

separable models assume that the travel time of each link of the transportation network

depends on flows on other links while the conventional model assumes that link travel

time depends only on traffic flow on that link (Patriksson, 1994). Variable demand

models relax the assumption that travel demand is fixed and known (Patriksson, 1994,

Sheffi, 1985). Stochastic user equilibrium models take into account the fact that the

knowledge of road users about congestion is not perfect (Sheffi, 1985). In Chapter 3

we study one such advanced model that relaxes the assumption that all road users

make their route choices based on travel time or generalised cost only. Such a model

incorporates other factors such as tolled roads, travel time reliability, etc., into TA and

assumes that the route choice of road users is based on these factors.

The main motivation to analyse TA models that introduce several criteria into the route

choice is due to multiple transportation studies that underline that factors other than

travel time influence the route choice of road users (Abdel-Aty et al., 1995, Li et al.,

2010). Such studies motivate appearance of many TA models where the route choice is
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based on multiple criteria. However, such models usually introduce multiple criteria by

linearly aggregating them into one generalised cost function that is minimised by each

road user. Raith (2009) presents a literature overview of such methods and explains

their main drawback, namely their inability to identify some of the traffic patterns that

also represent a reasonable route choice in the presence of multiple criteria.

Because of this limitation of models based on linear aggregation of criteria we study an

alternative approach proposed by Chen and Yen (1993) that modifies the user equilib-

rium condition to take into account multiple criteria. Such a condition is called multi-

objective user equilibrium (MUE). MUE occurs if no agent can improve their situation

with respect to one objective without being worse off with respect to another, embracing

the Pareto optimality concept of multi-objective optimisation. In the following we use

terms criteria and objectives interchangeably. In a nutshell, to solve a multi-objective

optimisation problem means to find a set of solutions that represent the best possible

trade-off between multiple conflicting criteria. The MUE approach to modelling the

behaviour of road users is more realistic and more flexible in the sense that it allows

multiple solutions (potentially infinitely many of them) and, as a result, is able to model

different behavioural patterns.

According to our knowledge, TA solution algorithms that distinguish two or more ob-

jectives explicitly proposed in the literature are either heuristics or do not guarantee to

find some of the solutions. Therefore, the main goal of this thesis is to study further

this problem and to propose algorithms that converge to bi-objective user equilibrium

(BUE) which is a special case of MUE when only two criteria are considered.

In Chapter 3 we formally describe the MUE concept. This chapter is focused on the-

oretical aspects of this subject and includes mathematical background as well as our

contributions to the theory of MUE problems. In particular, we investigate how MUE is

related to non-linear aggregation of objectives and extend the results presented in Raith

(2009) to the case of more than two criteria. We study such fundamental properties

of MUE flows as convexity and presence of cyclic origin flows. These properties are

important for the development of solution approaches. Based on these properties and

the fact that there might be infinitely many BUE solutions we justify development of

solution methods able to find one or a subset of BUE flow patterns.

Chapter 4 is devoted to such solution approaches. In order to find one BUE solution

we choose the non-additive TA model proposed by Larsson et al. (2002). This model

is based on non-linear aggregation of criteria, and, as demonstrated in Raith (2009),

is able to find any BUE solution. As a technique to solve this model we adapt the

path equilibration algorithm that is one of the methods for solving conventional TA. We

propose several speed-up techniques that allow to significantly improve performance of
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path equilibration and test our proposed approaches on various instances of small and

medium size. For finding several BUE solutions, we propose to randomly generate non-

linear functions that aggregate criteria and to randomly perturb a set of such functions.

We perform analysis of subsets of BUE solutions on a small network with grid structure

and on the Auckland Regional Transport Model which is a TA instance of Auckland

region.

Finally, Chapter 5 summarises our key results and findings.

A significant contribution of this thesis is the developed software framework TAsK

(Traffic Assignment frameworK) that implements multiple algorithms for solving the

conventional and non-additive TA problems. In addition, the framework provides sev-

eral algorithms for solving sub-problems. Our implementation aims to maximise us-

age of common code and is easy to extend. The simplified overview of the framework

is presented in Sections 2.6 and 4.2.6. All software is open-source and available at

https://github.com/olga-perederieieva/TAsK under the MIT license1.

1The MIT license is a free software license originating at the Massachusetts Institute of Technology,
for details see http://en.wikipedia.org/wiki/MIT_License.

https://github.com/olga-perederieieva/TAsK
http://en.wikipedia.org/wiki/MIT_License




Chapter 2

Single-objective User

Equilibrium: Conventional Model

This chapter is devoted to the single-objective traffic assignment problem – the classical

model that assumes that all road users prefer to travel on shortest paths with respect

to travel time. In particular, we focus on algorithms for solving TA. Our aim is to

provide a recommendation on what methods are more suitable depending on available

computational resources, time and requirements on the solution. In order to achieve this

goal, we implement a flexible software framework that maximises usage of common code

and, hence, ensures comparison of algorithms on common ground. In order to identify

similarities and differences of the methods, we analyse groups of algorithms that are

based on common principles. In addition, we implement and compare several different

methods for solving sub-problems and discuss issues related to accumulated numerical

errors that might occur when highly accurate solutions are required. Some of the algo-

rithms presented in this chapter can be adapted for solving bi-objective TA discussed in

detail in Chapters 3 and 4. The content of this chapter is based on Perederieieva et al.

(2013, 2014, 2015a).

This chapter is organised as follows. Section 2.1 presents a brief introduction into convex

optimisation. Section 2.2 discusses the motivation of our study of single-objective TA

solution algorithms. Section 2.3 states the deterministic static TA problem. Section 2.4

is devoted to a literature review and outlines our choice of algorithms for comparison. In

Section 2.5, various implemented methods for solving TA are described. In Section 2.6,

we present developed software framework of TA solution methods. Section 2.7 discusses

the computational study and comparison of algorithms. In Section 2.8, we discuss

numerical stability of algorithms. Finally, Section 2.9 summarises this chapter.

9
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2.1 Convex Optimisation Concepts

In this section we give an overview of convex optimisation concepts. This section can

be skipped by a reader familiar with convex optimisation. In particular, we focus on a

special case when the constraint set is polyhedral. Comprehensive discussion of these

topics can be found, for example, in Andréasson et al. (2005), Bertsekas (1999), Boyd

and Vandenberghe (2004).

As presented in Boyd and Vandenberghe (2004), a mathematical optimisation problem

can be defined as:

minf0(x) (2.1a)

fj(x) ≤ bj , j = 1, ...,m, (2.1b)

where x = (x1, ..., xn) is the vector of variables (also called decision variables) of the

optimisation problem, f0 : Rn → R is the objective function, fj : Rn → R are constraints

that define the feasible region of the problem and constants b1, ..., bm are constraint

bounds.

Vector x∗ is called optimal or solution of problem (2.1), if it has the smallest value of the

objective function among all vectors satisfying constrains (2.1b), i.e. f0(x∗) ≤ f0(z),∀z :

fj(z) ≤ bj , j = 1, ...,m.

Optimisation problem (2.1) is called convex if the objective function and all constraints

of this problem are convex, i.e. they satisfy the inequality

fj(αx + (1− α)y) ≤ αfj(x) + (1− α)fj(y), j = 0, ...,m, (2.2)

for all x,y ∈ Rn and all α ∈ R : 0 ≤ α ≤ 1.

Many network problems can be formulated as convex optimisation problems with a

constraint set that is a polyhedral set (Bertsekas, 1998). A non-empty subset of Rn is

called polyhedral set (or polyhedron) if it has the form:

P = {x : aj · x ≤ bj , j = 1, ...,m}, (2.3)

where aj ∈ Rn are some vectors and bj are some scalars (Bertsekas, 1999). This special

structure of the constraint set and the additional assumption that objective function

f0 is once continuously differentiable allow to solve this type of problems by applying

feasible direction methods. Algorithms that are latter discussed in this chapter belong

to this group of solution techniques.
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Feasible direction methods start with a feasible vector x0 and generate a sequence of

feasible vectors {xi} as follows:

xi+1 = xi + λi · di, (2.4)

where di is a feasible descent direction, λi is a step size that determines how far a current

vector is moved in the direction of descent and i is the iteration counter (Bertsekas,

1998). Let x denote a feasible vector of problem (2.1). Then, vector d defines a feasible

direction at x if there exists δ > 0 such that vector x + αd is feasible for all α ∈ [0, δ],

i.e. there exists a small step in the direction of d that does not lead outside of the feasible

region. Such a feasible direction is called descent direction if it leads to a decrease of

the objective function, i.e. f0(x + αd) < f0(x),∀α ∈ (0, δ].

Some feasible direction methods are based on the Hessian matrix. The Hessian ma-

trix (or simply the Hessian) of objective function f0(x) at x is defined as, (Boyd and

Vandenberghe, 2004):

∇2f0(x)lj =
∂2f0(x)

∂xl∂xj
, l = 1, ..., n, j = 1, ..., n. (2.5)

The polyhedral constraint set makes it possible to characterize a feasible direction,

and, as a result, it enables the application of feasible direction methods, for details,

see Andréasson et al. (2005). On the contrary, if the constraint set is defined by con-

vex non-linear inequalities, determining a feasible direction involves solving a system of

non-linear equations which is difficult and, hence, requires different solution techniques.

A useful concept used for comparison of iterative numerical algorithms is the rate of

convergence. Bertsekas (1999) explains that the rate of convergence characterises the

speed at which a convergent sequence approaches its limit, i.e. it describes the local

behaviour of methods in the vicinity of an optimal solution. Nesterov (2004) presents

several types of rate of convergence. Let ri = ‖xi−x∗‖ where ‖·‖ is the Euclidean norm

in Rn. Then sublinear rate of convergence can be described in terms of a power function

of the iteration counter i (for example, ri ≤ c√
i

where c is some constant). The sublinear

rate of convergence is relatively slow. It can be interpreted as follows: each new correct

digit of the answer takes an amount of computation time comparable with the total

amount of previous work. Linear rate of convergence is given in terms of an exponential

function of the iteration number, i.e. ri ≤ c(1− q)i where c and q are some constants. In

this case, each new correct digit of the answer takes a constant amount of computation

effort. Quadratic rate of convergence is represented by a double exponential function of

the iteration counter (for example, ri+1 ≤ cr2
i ). Such a rate is fast because each iteration

doubles the number of correct digits in the answer.
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2.2 Motivation

The classical TA model was developed in the 1950s and since then various algorithms

have been proposed to solve it. The wide research interest in this problem has several

reasons. First, TA is a challenging problem that arises in different practical applica-

tions. Second, the existing transportation models continue to grow and become more

detailed. For example, in 2001 the ART model (Auckland Regional Transport Model)

included 202 zones, whereas in 2006 it contained 512 zones (Davies et al., 2009). Third,

a high accuracy of the solution is required for select link analysis1 and for consistent

comparison between design scenarios, as presented in Slavin et al. (2010) and Gentile

(2014). Therefore, we can conclude that there is a growing need for efficient algorithms

able to solve TA problems of realistic size with high accuracy.

Regardless of the number of proposed algorithms in the literature, there is no compre-

hensive survey study comparing them. To the best of our knowledge, only Inoue and

Maruyama (2012) analyse many different methods under the same computational envi-

ronment. They implement 11 algorithms for TA. However, all implementation details

are omitted in the paper. It is not clear if the authors use the same framework for all

algorithms and how carefully they follow the descriptions of the algorithms available in

the literature.

The aim of our research is to analyse and compare the most promising approaches for

solving TA in the context of a framework that can be shared by different algorithms. We

compare methods without considering any special implementation details that may have

been used in commercial or research software. Instead, we focus on the use of common

code wherever possible. This allows testing general ideas of the methods without giving

an advantage to any of them.

Another motivation of this study is to identify the advantages and disadvantages of

different groups of algorithms (the classification is presented in Section 2.4). Early on

only link-based approaches were available because of memory limitations. In recent

years, however, other types of algorithms have been implemented in many commercial

software packages used by practitioners. One of the main advantages of new algorithms

is that they can provide path choice information which is necessary to evaluate effects

of schemes such as congestion pricing without re-running the algorithm (Florian et al.,

2009). Therefore, it becomes important to analyse them and to compare them with

classical link-based approaches. Other factors that motivate our research are highlighted

in Section 2.4 along with a literature overview.

1Select link analysis provides information of where traffic is coming from and going to for vehicles
at selected links (and combination of links) throughout the modelled network (Ortúzar and Willumsen,
2001).
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2.3 Traffic Assignment Problem Formulation

This section introduces a mathematical formulation of the TA problem and the notation

that is used throughout the thesis. The notation introduced in this section is similar to

the notation used in Sheffi (1985).

A transportation network is defined as a directed graph G(N,A) where N is a set of

nodes and A is a set of links. The users of the transportation network travel from their

origins to their destinations. Let Dp denote travel demand, i.e. the number of vehicles

travelling between origin-destination (O-D) pair p ∈ Z, where Z is the set of all O-D

pairs.

The key feature of TA models consists in taking into account congestion effects that occur

in road networks. In order to consider congestion, link cost functions are introduced into

the model. They represent travel times through links of a network depending on the

traffic flow on those links. Let ca(f) denote a link cost function of link a that depends

on link flows f = (f1, f2, ..., f|A|). Link flow is the number of vehicles per time unit on

each link.

Let F = (F1, ..., F|K|) denote a vector of path flows, where K is the set of simple paths

between all O-D pairs of graph G(N,A). Path flows are related to link flows by the

expression

fa =
∑
p∈Z

∑
k∈Kp

δkaFk, (2.6)

where δka = 1 if link a belongs to path k, and δka = 0 otherwise, and Kp ⊆ K is the set

of paths between O-D pair p. Let path cost function Ck(F) denote the travel time on

path k that depends on path flows F.

As presented in Section 1.2, the TA problem consists in finding traffic flows that sat-

isfy the user equilibrium condition. Florian and Hearn (1995) explain that the user

equilibrium condition can be stated mathematically as: find F∗ and U∗, where U∗p =

mink∈Kp Ck(F
∗) is the minimum travel time between O-D pair p, such that the following

conditions are satisfied

F ∗k
(
Ck(F

∗)− U∗p
)

= 0, ∀k ∈ Kp, ∀p ∈ Z, (2.7a)

Ck(F
∗)− U∗p ≥ 0, ∀k ∈ Kp, ∀p ∈ Z, (2.7b)∑

k∈Kp

F ∗k −Dp = 0, ∀p ∈ Z, (2.7c)

F ∗k ≥ 0, ∀k ∈ Kp, ∀p ∈ Z, (2.7d)

U∗p ≥ 0, ∀p ∈ Z. (2.7e)
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Equation (2.7a) states that if the travel time on path k is minimum, i.e. Ck(F
∗) = U∗p ,

then flow F ∗k is non-negative, and if the travel time on this path is greater than the

minimum travel time, i.e. Ck(F
∗) > U∗p , then flow F ∗k must be equal to zero. Equa-

tion (2.7b) states that each path cost cannot be smaller than the minimum path cost.

Equation (2.7c) is conservation of flow, and equations (2.7d), (2.7e) are non-negativity

constraints. Hence, at equilibrium flow is positive only on shortest paths as is stated by

Wardrop’s first principle.

The conventional model of the TA problem is based on two assumptions that allow to

formulate and solve it as a mathematical programme.

1. Additivity of path cost functions: travel time on each path is the sum of travel

times of links belonging to this path, i.e. Ck(F) =
∑

a∈A δ
k
aca(f);

2. Separability of link cost functions: travel time on each link depends only on flow

on this link, i.e. ca(f) = ca(fa).

If these assumptions are satisfied, solving the following optimisation problem (2.8) results

in the link flows satisfying the user equilibrium condition (Sheffi, 1985):

z(f) = min
f

∑
a∈A

fa∫
0

ca(x)dx (2.8a)

∑
k∈Kp

Fk = Dp, ∀p ∈ Z, (2.8b)

Fk ≥ 0, ∀k ∈ Kp, ∀p ∈ Z, (2.8c)

fa =
∑
p∈Z

∑
k∈Kp

δkaFk, ∀a ∈ A. (2.8d)

Equations (2.8b) are flow conservation constraints, equations (2.8c) are non-negativity

constraints, equations (2.8d) relate link and path flows. Objective function (2.8a) does

not have an economical interpretation, however, it allows to find flows that satisfy the

user equilibrium condition.

If graph G(N,A) is strongly connected2, demands Dp are positive for all O-D pairs

and all link cost functions ca(fa) are continuous, positive and strictly increasing for

each a, then the TA problem (2.8) has a solution and equilibrium link flows f∗ are

unique (Patriksson, 1994). Path flows, however, are not guaranteed to be unique. In the

following, it is assumed that these requirements are satisfied. In addition, we require

that all link cost functions ca(fa), ∀a ∈ A are differentiable. Functions ca(fa),∀a ∈ A
are also assumed to be convex with respect to fa (Sheffi, 1985).

2A directed graph is strongly connected if at least one path joins each O-D pair (Patriksson, 1994).
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The formulation (2.8) is sometimes referred to as link-route or path-flow formulation (Bert-

sekas, 1998, Patriksson, 1994). We will use the latter term. The path-based algorithms

that are discussed in Section 2.5.2 use this mathematical programme. Other optimi-

sation formulations of the TA problem based on a different set of decision variables

can be found in Patriksson (1994) and Bertsekas (1998). Alternative TA formulations

that are not based on a mathematical programme, including non-linear complementarity

and variational inequality formulations, which also follow from (2.7), are presented in

Section 3.3.1.

Flow variables F and f used in the conventional TA model are continuous even though

vehicle counts during a specific time interval are integers by their nature. As it is un-

derlined in Bar-Gera (2002), flows are viewed as averages or expected values. Therefore,

they can be fractional and do not have to be integers. Moreover, in the case of integer

flows the equilibrium solution might not exist (Florian and Hearn, 1995).

2.4 Literature Overview of Traffic Assignment Algorithms

One of the possible ways to classify TA algorithms is according to used decision variables:

link-based (decision variables are link flows), path-based (decision variables are path

flows) and bush-based (decision variables are link flows coming from a particular origin),

see Zhou and Martimo (2010).

Historically, the first algorithms developed for solving the TA problem are link-based.

The most well-known such algorithm is Frank-Wolfe (FW), a general algorithm for

convex optimisation problems (Frank and Wolfe, 1956). Due to its simplicity and low

memory requirements, it is used even now and is implemented in different commercial

software packages. However, this algorithm is known to tail badly in the vicinity of the

optimum and usually cannot be used to achieve highly precise solutions as demonstrated

by numerous numerical studies (Florian et al., 2009, Inoue and Maruyama, 2012, Lee

et al., 2002).

Many improvements of FW are proposed in the literature. As explained in Zhou and

Martimo (2010), some of them try to improve the FW search direction, for example,

see Florian et al. (1987), Fukushima (1984), Mitradjieva and Lindberg (2013), or step

size, see Powell and Sheffi (1982), Weintraub et al. (1985). Among these variations

of FW, we are interested in conjugate (CFW) and bi-conjugate Frank-Wolfe (BFW)

methods (Mitradjieva and Lindberg, 2013) as explained latter in this section. In Zhou

and Martimo (2010), the authors also categorise restricted simplicial decomposition

(RSD), presented in Hearn et al. (1985), and non-linear simplicial decomposition (NSD),
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presented in Larsson et al. (1997), as link-based methods. These algorithms have a

more complicated structure than FW, however, they use FW to solve sub-problems. In

RSD and NSD the link flow vector is represented by a convex combination of extreme

points. Algorithms of this type usually have two main routines: generating new extreme

points and optimising the restricted master problem with respect to previously generated

extreme points.

Path-based methods decompose the TA problem into sub-problems corresponding to

O-D pairs. They bring the current path flow vector to the equilibrium by sequentially

shifting path flows. The first path-based algorithm called path equilibration (PE) is pro-

posed in Dafermos (1968). Its main idea is to shift flow from the longest path (path with

maximum cost) to the shortest path (path with minimum cost). However, in the years

after the PE algorithm was published, path-based methods were considered impractical

because they required to store all paths. When column generation approaches for the

TA problem were proposed by Gibert (1968) and Leventhal et al. (1973), the develop-

ment of path-based methods started again since column generation allows to generate

paths when needed instead of generating all of them a priori. Larsson and Patriksson

(1991) propose disaggregated simplicial decomposition (DSD) which is similar to RSD

in the way that it also uses a convex combination of extreme points to represent the

vector of decision variables. However, the extreme points are in the space of path flows

instead of link flows. In Jayakrishnan et al. (1994), the gradient projection (GP) method

is proposed and further studied in Chen and Jayakrishnan (1998). It is similar to PE,

but O-D flow is moved from several non-shortest paths to the shortest path. Another

path-based algorithm is proposed in Florian et al. (2009). It is called projected gradient

(PG) and is based on the idea of moving flow from the set of paths with cost greater

than the average path cost to the set of paths with cost less than the average path cost.

Another similar approach called improved social pressure (ISP) algorithm is developed

in Kumar and Peeta (2011) and compared to its previous version called social pressure

algorithm (SP). This method also shifts flow from the set of costlier paths to the set of

cheaper paths, but a more complicated strategy of flow distribution than in GP and PG

is applied.

Bush-based algorithms (sometimes called origin-based) represent a more recent devel-

opment. Their main idea is to decompose the problem into a sequence of sub-problems

that operate on acyclic sub-networks of the original transportation network (Nie, 2010).

In general, for this group of algorithms, flow shifts are restricted to sub-problems and are

usually similar to the ideas presented earlier for path- and link-based approaches. The

first algorithm of this type applied to the TA problem is proposed by Bar-Gera (2002).

It is called origin-based algorithm (OBA). Nie (2012) presents some corrections to OBA,
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and Nie (2010) compares different bush-based algorithms (corrected origin-based algo-

rithm (COBA) and modified origin-based algorithm (MOBA)) based on OBA. Other re-

cently developed bush-based methods include: algorithm B (B) proposed by Dial (2006),

some modifications of it (iB), see Inoue and Maruyama (2012) and Zhang et al. (2011),

linear user cost equilibrium (LUCE) developed by Gentile (2014) and traffic assignment

by paired alternative segments (TAPAS) introduced by Bar-Gera (2010). It must be

noted that TAPAS cannot be strictly classified as a bush-based algorithm. TAPAS uses

origin flows in order to represent the vector of decision variables, however, the general

structure of the algorithm is different from other bush-based approaches.

In order to select algorithms for implementation, we analyse different empirical studies

from the literature. During such an analysis it is important to pay attention to how the

algorithms are compared (re-implemented by the authors of the study or using existing

software), which test instances are used and how precise the obtained solutions are.

In the majority of the studies, relative gap is used as a convergence measure. It is

calculated as follows:

RGAP = 1−
∑

p∈Z Dp · Cpmin∑
a∈A fa · ca(fa)

, (2.9)

where Cpmin = mink∈Kp Ck(F) is the shortest path of O-D pair p. The numerator in

RGAP is the total travel time on shortest paths, and the denominator is the total travel

time. When the current link flow vector gets closer to equilibrium, the total travel time

on shortest paths approaches the total travel time, and, as a result, RGAP decreases.

It must be noted that RGAP is not a monotone measure, i.e. during convergence of an

algorithm values of RGAP might both decrease and increase. We divide the existing

numerical studies into two groups of low and high precision that correspond to the

accuracy of the obtained solution. The algorithms from the low precision group are

stopped when the relative gap is in the interval [10−7, 10−4], and for the high precision

group the interval is [10−14, 10−10]. Table 2.1 presents the low precision group and

Table 2.2 the high precision one. In each table, one algorithm from each study is

highlighted in bold, which means that it shows the best performance on the majority of

the tested instances. All other algorithms in the same study are listed in the order of

decreasing performance. If in a particular study the existing executable of the algorithm

or commercial software is used, it is highlighted in dark grey. If comparison of the

algorithms is made indirectly, i.e. based on the running times reported in other papers,

it is highlighted in light grey. We also try to align the algorithms that are compared

in different studies. However, since sometimes contradictory conclusions are drawn in

different papers, this alignment is approximate. The last line of each table summarises

the algorithms that seem to be the most promising. The article of Chen et al. (2002b)

is not included in Tables 2.1 and 2.2 because they study convergence of algorithms GP
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Table 2.1: Summary of empirical studies. Low precision: RGAP ∈ [10−7, 10−4].
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LUCE ISP
PG PG SP

B B B iB, B
OBA OBA OBA OBA
FW FW FW FW FW

GP GP OBA
BFW BFW
CFW CFW
FW FW
OBA OBA
DSD

Most promising: BFW, GP, PG, ISP, B, LUCE

Table 2.2: Summary of empirical studies. High precision: RGAP ∈ [10−14, 10−10].

Bar-Gera (2002) Nie (2010) Bar-Gera (2010) Inoue and
Maruyama (2012)

TAPAS TAPAS
B B, iB
MOBA
COBA

OBA OBA OBA OBA, DSD,
MOBA, LUCE,
ASD

FW FW FW

Most promising: B, TAPAS

and DSD with respect to relative error based on objective function values. This makes

it difficult to categorise this study with respect to relative gap. GP is reported to have

a better performance. As discussed latter, we also implement GP in our study.

As presented in Tables 2.1 and 2.2, in many studies only a few algorithms are compared.

Often existing executables of algorithms and low precision are used. None of these studies

analyse how different methods for solving sub-problems influence the performance of TA

algorithms. These facts motivate us to study the TA methods in more detail and to

analyse their advantages and disadvantages.
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Table 2.3: Abbreviations of algorithm names.

Abbreviation Full name Reference

FW Frank-Wolfe Frank and Wolfe (1956)
CFW Conjugate Frank-Wolfe Mitradjieva and Lindberg (2013)
BFW Bi-conjugate Frank-Wolfe Mitradjieva and Lindberg (2013)
PE Path equilibration Dafermos (1968), Florian and

Hearn (1995)
GP Gradient projection Chen and Jayakrishnan (1998),

Jayakrishnan et al. (1994)
PG Projected gradient Florian et al. (2009)
ISP Improved social pressure Kumar and Peeta (2011)
B Algorithm B Boyles (2011), Dial (2006)
LUCE Linear user cost equilibrium Gentile (2014)
TAPAS Traffic assignment by paired al-

ternative segments
Bar-Gera (2010)

Following the above analysis of Tables 2.1 and 2.2, we choose to implement the following

algorithms:

1. Link-based: FW (FW is consistently reported to have the worst performance.

However, it is the basis for CFW and BFW, which is why it is also considered in

our study), CFW, BFW;

2. Path-based: PE (this algorithm is not compared in the studies presented above. We

choose to implement it due to its simplicity and ideas similar to other path-based

approaches), GP, PG and ISP;

3. Bush-based: B, LUCE, TAPAS.

The abbreviations of algorithm names used in our study and the corresponding references

are summarised in Table 2.3.

2.5 Algorithms

One of the reasons for the development of various TA algorithms is a specific problem

structure that can be exploited by solution methods in many different ways (Patriksson,

1994).

The constraints of the TA problem represent a polyhedral set and the objective function

is convex. As a result, feasible direction methods can be applied as a solution tech-

nique (Andréasson et al., 2005). The algorithms described latter in this section belong

to this type of non-linear optimisation methods. As presented in Section 2.1, the main
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Initialise: Generate feasible link flow vector f0;

Set iteration counter i = 1;

While (convergence criterion is not met)

Update link costs ca(f
i
a), ∀a ∈ A;

Find direction of descent di;

Find step size λ;

Update link flows: f i+1
a := f i

a + λ · dia;
Increment iteration counter i := i+ 1;

FW: dia = yAON,i
a − f i

a

CFW: dia = α · si−1
a + (1− α) · yAON,i

a − f i
a

BFW: dia = α1 · si−2
a + α2 · si−1

a + α3 · yAON,i
a − f i

a

Figure 2.1: Framework for link-based algorithms.

idea behind this type of methods is as follows. Starting from a feasible vector of deci-

sion variables, a feasible direction of descent is calculated and the vector is moved along

this direction (Bertsekas, 1999). Usually a new vector, obtained in such a way, has a

decreased value of the objective function.

Another property of TA that can be exploited is the O-D pair separability: the flow

conservation constraints of one O-D pair do not affect those of any other pair. This

fact gives raise to various algorithms based on the idea of decomposing the problem into

smaller sub-problems that can be solved one after another or in parallel (Patriksson,

1994).

The TA problem allows various formulations based on different decision variables (Pa-

triksson, 1994). As a result, different decision spaces are used by the methods such as

link, path, origin flows, etc.

This section discusses several decomposition approaches and algorithms. In particular,

we focus on the algorithms that are chosen for our numerical study, see Section 2.4.

2.5.1 Link-based Algorithms

This section presents Frank-Wolfe and two of its modifications: conjugate and bi-

conjugate Frank-Wolfe methods. These algorithms are general algorithms for solving

convex optimisation problems with polyhedral constraint set, and the TA problem (2.8)

is a problem of this type. These algorithms can be described by the framework presented

in Figure 2.1. The methods differ only in the way the direction of descent is defined.

Each algorithm starts with an initial feasible link flow pattern. It is usually generated

by all-or-nothing (AON) assignment. Each link flow is initialised with zero and corre-

sponding link travel times are calculated. Then shortest paths for each O-D pair are

found and all corresponding demand is assigned to each shortest path. All these path

flows are then projected on all links using equation (2.6) which gives the initial feasible

link flows.
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FW further exploits the AON procedure. In order to generate a feasible direction of

descent, it performs AON assignment at each iteration i and obtains corresponding link

flows yAON,ia , ∀a ∈ A. Since the AON link flow vector is feasible, given a current link

flow vector f ia,∀a ∈ A, vector dia = yAON,ia −f ia, ∀a ∈ A is a feasible direction. Moreover,

this direction is also a direction of descent (Sheffi, 1985). The FW direction of descent

is, in fact, obtained by solving a linearised problem, i.e. the objective function in (2.8)

is linearised based on the first order Taylor series expansion (Bertsekas, 1998). For the

TA problem this linearised problem becomes a shortest path problem and, hence, AON

is applied (Bertsekas, 1998).

The CFW and BFW algorithms use information about previously generated directions of

descent in order to find a new one. In particular, the new search direction is constructed

via mutually conjugate directions with respect to the Hessian of the objective. CFW

takes into account the usual FW direction and the direction from the previous iteration,

whereas BFW in addition considers one more direction from iteration i − 2 where i is

the current iteration. Both algorithms operate on auxiliary variables sia, ∀a ∈ A called

points of sight that store information about previously generated directions of descent,

for details, see Mitradjieva and Lindberg (2013).

After finding a direction of descent, each algorithm proceeds to calculation of step size

λ which determines how far the current link flow vector f i must be moved along the

direction of descent. The procedure of calculating a step size is sometimes called a line

search. Section 2.5.4.2 discusses how to solve this sub-problem.

We can summarise the following. FW, CFW and BFW are general algorithms for

solving convex optimisation problems with polyhedral constraint set that are based

on the idea of linearising the objective function. In the context of TA, the linearised

problem becomes a shortest path problem which allows to apply an AON procedure.

CFW and BFW additionally require to calculate the Hessian whereas FW does not

have this requirement.

2.5.2 Path-based Algorithms

Path-based methods exploit the O-D pair separability and a path-flow formulation (2.8)

of the TA problem. This group of methods operates in the space of path flows. At each

iteration, flows are moved only within one O-D pair and path flows of the other O-D

pairs are fixed. Paths and the corresponding path flows must be stored. For this purpose

we use sets K+
p , ∀p ∈ Z that store paths between O-D pair p that are currently in use,

i.e. those that carry positive flow. A general framework of this group of algorithms is

presented in Figure 2.2.
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Initialise: Generate feasible path sets K+
p ,∀p ∈ Z;

Set iteration counter i = 1;

While (convergence criterion is not met)

For (each O-D pair p ∈ Z)

Update path costs Ck,∀k ∈ K+
p ;

Improve path set K+
p ;

If (path set K+
p was improved or |K+

p | > 1)

Equilibrate path set K+
p ;

Project path flows on links and

update corresponding link costs;

Remove unused paths from set K+
p ;

Increment iteration counter i := i + 1;

PE: shift flow from longest path to

shortest path

GP: shift flow from costlier paths to

shortest path

PG: shift flow from paths costlier than

average path cost to paths

cheaper than average path cost

ISP: shift flow from costlier paths to

cheaper paths

Figure 2.2: Framework for path-based algorithms.

In order to prevent generating and storing all possible paths for each O-D pair, a column

generation approach is usually applied, which is based on the idea of generating new

paths when needed (Patriksson, 1994). For a given O-D pair p the shortest path is

calculated and added to K+
p if the found path is shorter than the current shortest

path contained in this set. This step corresponds to “Improve path set K+
p ” of the

framework. In order to keep only promising paths in K+
p , the paths that do not carry

flow are removed from K+
p .

As in the case of link-based methods, initialisation is performed by AON assignment.

In addition to a link flow vector, each set K+
p , ∀p ∈ Z must also be initialised. This can

be done by adding the shortest path corresponding to O-D pair p to K+
p . Every such

shortest path p is initialised with flow equal to demand Dp.

Let a commodity refer to trips between a single O-D pair. Due to the decomposition

by O-D pairs, the solution to the original TA problem is found by solving several sin-

gle commodity sub-problems (2.10) for each O-D pair p sequentially until the desired

precision of the solution is reached (Florian and Hearn, 1995).

min
∑
a∈A

fpa+f̄a∫
0

ca(x)dx (2.10a)

∑
k∈Kp

Fk = Dp, (2.10b)

Fk ≥ 0, ∀k ∈ Kp, (2.10c)

fpa =
∑
k∈Kp

δkaFk, ∀a ∈ A, (2.10d)

f̄a =
∑

p′ 6=p,p′∈Z

∑
k∈Kp′

δkaFk, ∀a ∈ A. (2.10e)
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This single commodity sub-problem (2.10) is identical to (2.8), but restricted to O-D pair

p and fixed set of paths Kp. Path-based algorithms differ in how such a sub-problem

is solved. As presented in Patriksson (1994), for the single commodity sub-problem

the feasible direction of descent is defined as the path cost differences between cheaper

and costlier paths. Equivalently, moving the current vector of decision variables in the

feasible descent direction means that path set K+
p is equilibrated, i.e. some or all of the

path costs of set K+
p are equalised.

Many algorithms for convex optimisation problems scale the direction of descent by the

Hessian matrix or its approximation in order to achieve higher convergence rate (Bert-

sekas, 1999). In the case of a single commodity sub-problem the direction of descent

can also be scaled before applying a line search yielding a constrained quasi-Newton

or Newton method depending on how the direction is scaled. “Newton method” here

means that second order derivatives are used to guide the search direction to solve de-

composed sub-problems. However, the structure of these algorithms is a Gauss-Seidel

decomposition3 process, the convergence rate of which is linear (Nie, 2010).

If the direction of descent is scaled by the Hessian matrix, then the resulting method

corresponds to a constrained version of the Newton method (Bertsekas, 1999). If an

approximation of the Hessian is used instead, then the method can be viewed as a

scaled gradient projection or constrained quasi-Newton approach (Bertsekas, 1999).

The case when the direction of descent contains only two non-zero elements (it also

means that flow is moved between only two paths) is of a particular interest. In this

case, the Hessian matrix is a scalar and can be easily calculated by applying one or

more Newton steps, for details, see Section 2.5.4.3. When there are more than two

non-zero elements in the direction of descent, i.e. more than two paths are considered

simultaneously, then different approximations of the Hessian matrix can be used.

The following subsections discuss different path-based algorithms and their variations

depending on whether a scaled or non-scaled direction of descent is applied. All algo-

rithmic steps are described for one O-D pair denoted by p. We also simplify the notation

of path cost functions by using Ck instead of Ck(F).

In summary, path-based algorithms decompose the TA problem by O-D pairs due to O-D

pair separability of TA. Some path-based algorithms use the Hessian for the calculation

of the direction of descent which requires all link cost functions to be differentiable. In

3Gauss-Seidel decomposition refers to the process of solving a problem by decomposing it into several
sub-problems and solving them sequentially several times until a required precision is achieved (Patriks-
son, 1994).
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the following we present various path-based methods and underline if they require the

Hessian.

2.5.2.1 Path Equilibration

The PE algorithm equalises the costs of the current longest path l ∈ K+
p with positive

flow and the current shortest path s ∈ K+
p . The direction of descent d is defined as

follows (Florian and Hearn, 1995):

ds = Cl − Cs,
dl = Cs − Cl,
dj = 0, ∀j ∈ K+

p , j 6= s, j 6= l.

(2.11)

Once the direction of descent is calculated the current path flow vector is updated as

Fk := Fk + λdk, ∀k ∈ Kp, (2.12)

where λ is a step size found by applying a line search (see Section 2.5.4.2). Path flows

are updated according to (2.12) in all other algorithms that implement a line search.

Since only two path costs are equalised, in order to find an appropriate flow shift the

Newton step can be applied instead of a line search, as discussed in Section 2.5.4.3.

Originally PE was implemented to solve the TA problem with quadratic link cost func-

tions and was applied only to small instances (Leventhal et al., 1973). In Leventhal et al.

(1973), it is not specified what method is used to equalise path costs at each iteration.

Florian and Hearn (1995) present a feasible direction method with a line search for PE.

We implement both scaled and non-scaled descent directions for this algorithm.

2.5.2.2 Gradient Projection

The GP algorithm considers several paths at each iteration. In particular, it moves flow

to the current shortest path s ∈ K+
p from all other paths of set K+

p . As presented

in Jayakrishnan et al. (1994), first, a flow shift is calculated:

∆Fk =
Ck − Cs∑
a∈As,k

∂ca
∂fa

, ∀k ∈ K+
p , k 6= s, (2.13)
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where As,k is the set of links that belong either to path k or to path s, but not to both

of them. Second, a new path flow vector is projected onto the feasible set:

Fk := Fk −min{α∆Fk, Fk}, ∀k ∈ K+
p , k 6= s,

Fs := Dp −
∑

k∈K+
p ,k 6=s

Fk, (2.14)

where α is a predefined constant that must be small enough in order to guarantee

convergence of the algorithm (Jayakrishnan et al., 1994). Jayakrishnan et al. (1994)

recommend to use α = 1. However, after several runs of the algorithm we set α to 0.25,

because this value allows all tested instances to converge. The algorithm performance

depends a lot on parameter α. In particular, for some instances when the algorithm

converges with α = 1, it achieves the required level of precision much faster compared to

the case when α = 0.25. However, we do not adjust α specifically for every instance, but

rather fix it to a value that allows all tested instances to converge. Chen et al. (2012)

and Chen et al. (2013a) also suggest a self-adaptive step size strategy for GP and other

algorithms that we do not implement in our study. Another modification of GP based

on conjugate directions is presented in Lee et al. (2003).

This version of GP with projection operator can be classified as a scaled gradient pro-

jection with diagonal approximation of the Hessian (Bertsekas, 1998). In the following,

this method is referred to as GP Newton.

Alternatively, instead of projecting the current path flow vector onto the feasible set, a

feasible direction of descent combined with a line search can be used:

dk =
Cs − Ck∑
a∈As,k

∂ca
∂fa

, ∀k ∈ K+
p , k 6= s,

ds = −
∑

k∈K+
p ,k 6=s

dk.
(2.15)

Once the direction of descent is calculated, F is updated as in equation (2.12). This

approach is presented in Cheng et al. (2009). In the following, this method is denoted

GP2.

Another variation of GP includes a non-scaled feasible direction combined with a line

search. The descent direction is:

dk = Cs − Ck, ∀k ∈ K+
p , k 6= s,

ds = −
∑

k∈K+
p ,k 6=s

dk. (2.16)

In the following, this method is denoted GP1.
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2.5.2.3 Projected Gradient

The main idea of the PG algorithm is to move flow from the paths that have cost greater

than the current average path cost to the paths that have cost less than the average

value. It is equivalent to defining the following direction of descent d:

dk = C̄p − Ck, ∀k ∈ K+
p , (2.17)

where C̄p =

∑
k∈K+

p
Ck

|K+
p |

is the average cost of the paths of O-D pair p (Florian et al.,

2009). In order to find the appropriate amount of flow to move, a line search is applied

along direction d. As a result, step size λ is calculated and the path flows are updated

according to (2.12).

For this particular algorithm, it is not obvious how the Hessian matrix can be ap-

proximated. The first idea that comes to mind is to apply the same approach as for GP

Newton or GP2, namely by considering only two paths at a time. However, it is not clear

how to choose these two paths (in GP Newton flow is always shifted from non-shortest

paths to the shortest path). Therefore, scaled direction of descent is not implemented

in our study for PG.

2.5.2.4 Improved Social Pressure

The ISP algorithm is based on the idea of “social pressure” which is defined as the

difference between the cost of a path and the cost of the shortest path (Kupiszewska

and Van Vliet, 1999). All the paths are divided into two groups. Set P p ⊂ K+
p ,∀p ∈ Z

contains paths with cost less than or equal to some value π and set Pp ⊂ K+
p , ∀p ∈ Z

contains paths with cost greater than π such that P p ∪ Pp = K+
p . The value of π is

determined at each iteration as π = Cs + δ · (Cl − Cs), where Cs and Cl are the costs

of the current shortest and longest paths, δ is a predefined constant that is set to 0.15

as suggested in Kumar and Peeta (2011). Flow is shifted from the paths belonging to

set Pp to the paths belonging to set P p. This is equivalent to defining the following

direction of descent d:

dk = Cs − Ck, ∀k ∈ Pp,

dl =
−∑k∈Pp

dk

sl(Fl) ·
∑

m∈P p

1
sm(Fm)

, ∀l ∈ P p,
(2.18)

where sl(Fl) is the first derivative of the cost function of path l with respect to path

flow, sl(Fl) =
∑

a∈A δ
l
a
∂ca(fa)
∂fa

. Path flows are then updated according to (2.12).
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ISP scales some elements of the direction of descent by a scaling factor based on deriva-

tive information. Such an approach can be viewed as an approximation of the Hessian.

Applying a non-scaled direction of descent to PG makes this algorithm equivalent to

GP1 (the non-scaled part of the direction of descent in equation (2.18) is the same as in

equation (2.16) of GP1) and, hence, is not implemented in our study.

2.5.3 Bush-based Algorithms

Bush-based algorithms exploit the O-D pair separability of the TA problem. But in-

stead of decomposing the problem into sub-problems corresponding to each O-D pair,

algorithms of this type decompose the problem into sub-problems corresponding to each

origin. At each iteration, flows are moved within a special data structure called bush.

As presented in Nie (2010), a bush is a directed sub-network of the original network

G(N,A), rooted at a given origin o. Every bush is

1. Connected, i.e. using only links in the bush, it is possible to reach every node that

is reachable in the original network;

2. Acyclic, i.e. the bush does not contain directed cycles.

We denote a bush by Bo(Ao, N) ⊂ G(A,N), where Ao ⊂ A. Let O ⊆ N denote the

set of origins. Then, in each iteration, only one bush Bo(Ao, N) is considered. The

decision variables are represented by origin flows foa , which denote the flow on link a

of the bush Bo(Ao, N). The current link flow vector f is the sum of |O| link flows of

Bo(Ao, N),∀o ∈ O, i.e. fa =
∑

o∈O f
o
a ,∀a ∈ A.

The decomposition with respect to origins is equivalent to solving the TA problem by

sequentially solving several single commodity problems as in the case of decomposition

by O-D pairs. However, the difference consists in the sub-problem formulation. Path-

based approaches use a path-flow formulation defined for each O-D pair, bush-based

methods use a link flow formulation defined for each origin. Link flow formulations do

not use path flow variables in the constraint set. Several such formulations based on

different decision variables exist, see Bertsekas (1998), Dial (2006), Nie (2010).

Decomposition of the TA problem by origin is possible due to the acyclicity of user equi-

librium: for the single origin formulation (when the problem is restricted to flows coming

from a given origin) of the TA problem, links that have positive flow at user equilibrium

never form a directed cycle (Nie, 2010). This property gives several advantages from a

practical point of view since different operations such as shortest path calculations can
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Initialise: Generate feasible bushes B0
o ,∀o ∈ O;

Set iteration counter i = 1;

While (convergence criterion is not met)

For (each origin o ∈ O)

If (links were removed from bush Bi−1
o )

Create topological order for bush Bi
o;

Build min- and max-trees for bush Bi
o;

Improve bush Bi
o;

If (bush Bi
o was improved)

Create topological order for bush Bi
o;

Build min- and max-trees for bush Bi
o;

Equilibrate bush Bi
o;

Project origin flows on links and

update corresponding link costs;

Remove unused links from bush Bi
o;

Increment iteration counter i := i + 1;

B: shift flow from longest path to

shortest path within current bush

LUCE: shift flow within current bush

by solving quadratic sub-problem

Figure 2.3: Framework for bush-based algorithms.

be performed faster on acyclic structures (such as bushes) than on general networks (Nie,

2010). This is possible due to existence of topological orders in directed acyclic graphs.

A topological order is a labelling of each node of an acyclic graph with a number between

1 and |N | such that every link connects a node of lower topological order to a node of

higher topological order (Dasgupta et al., 2008).

All algorithms that decompose the TA problem by origins share a general framework

presented in Figure 2.3. Each bush Bo(Ao, N) is usually initialised with a shortest path

tree rooted at origin o and the link flows are initialised by AON assignment.

As in the case of path-based methods, bushes are constructed iteratively by adding

promising links and removing unused ones. For this purpose, min- and max-trees are

built that describe shortest paths and longest used paths from the origin to each of the

other nodes. The removal of unused links is performed by deleting links that carry zero

flow as long as the connectivity of the bush is retained. The addition of new links must

be performed with care in such a way that directed cycles are not created. The reader

is referred to Nie (2010) for a detailed explanation of this algorithmic step.
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o1 n1 d1

d2

F o1,d11

F o1,d12

F o1,d23F o1,d22F o1,d21

(A) Path-based approaches.

o1 n1 d1

d2

fo11

fo12

fo13

fo15fo14

(B) Bush-based approaches.

Figure 2.4: Comparison of path- and bush-based approaches.

Bush-based methods solve the following sub-problem (2.19) for each origin o (Nie, 2010).

min
∑

(i,j)∈A

foij+f̄ij∫
0

cij(x)dx (2.19a)

∑
l∈O(j)

folj −
∑
i∈I(j)

foij = qoj , ∀j ∈ N (2.19b)

foij ≥ 0, ∀(i, j) ∈ A, (2.19c)

f̄ij =
∑

o′ 6=o,o′∈O
fo
′
ij , ∀(i, j) ∈ A, (2.19d)

where foij denotes origin flow on link (i, j) connecting nodes i and j, qoj is flow from

origin o destined to node j, O(j) is the set of successors of node j and I(j) is the set of

predecessors of node j.

Figure 2.4 highlights the main difference between path- and bush-based approaches.

Figure 2.4A shows paths and path flow variables for two O-D pairs whereas Figure 2.4B

shows bush and origin flows for one origin for the same transportation network.

Hence, we can summarise the following. Bush-based methods decompose the TA problem

by origin (or destination) due to the acyclicity of equilibrium flows coming from the same

origin. Bush-based methods vary in sub-problem formulation and solution approaches

applied to this formulation. In the following we briefly present such approaches for

chosen bush-based methods.

2.5.3.1 Algorithm B

Algorithm B is introduced in Dial (2006). Its main idea is similar to PE (see Sec-

tion 2.5.2.1), i.e. flow is shifted from the longest used path to the shortest path, but

within a given bush. Instead of considering paths from a given origin explicitly, for
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every node j of the current bush (considered in descending topological order) the algo-

rithm builds two segments of paths: one segment belongs to the shortest path ending

at node j and the other one belongs to the longest path with flow also ending at node

j (if such a segment exists). Both segments do not share links and start at the same

node. Once the segments are built, flow is moved from the segment with higher cost to

the segment with lower cost. As in the case of PE, in order to find the amount of flow

to move several approaches can be implemented, i.e. feasible direction with a line search

and the Newton step.

2.5.3.2 Linear User Cost Equilibrium Algorithm

This algorithm is proposed by Gentile (2014). It decomposes the problem by destina-

tions. We reformulate it as an origin-based approach in order to use the same framework

as for other bush-based algorithms. The main idea of this method is to seek at every

node the equilibrium flow coming from the same origin among the in-coming links of

this node. LUCE uses flow portions φoij ,∀(i, j) ∈ Ao as decision variables. Let ηoj denote

the total amount of flow coming to node j from a given origin, then φoij is a portion of

flow on every link (i, j) coming into node j. Then, sub-problem (2.19) can be re-written

as in (2.20), see Xie et al. (2013).

min
∑

(i,j)∈A

foij+f̄ij∫
0

cij(x)dx (2.20a)

foij = ηojφ
o
ij , ∀j ∈ N, (2.20b)

ηoj = qoj +
∑
l∈O(j)

ηol φ
o
jl, ∀j ∈ N, (2.20c)

∑
i∈I(j)

φoij = 1, ∀j ∈ N, (2.20d)

φoij ≥ 0, ∀(i, j) ∈ A, (2.20e)

f̄ij =
∑

o′ 6=o,o′∈O
fo
′
ij , ∀(i, j) ∈ A. (2.20f)

The descent direction of LUCE is obtained by solving a quadratic programming sub-

problem presented in Gentile (2014). Unlike algorithm B, this sub-problem is based

on flow portions φoij . This raises certain difficulties related to the fact that the second

order derivative of the objective function with respect to φoij is not available in closed

form (Xie et al., 2013). The practical implications of this are discussed in Xie et al.

(2013) and in Section 2.7.2.3. Once the direction of descent is calculated, a line search

is applied in order to determine the appropriate flow shift.
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Initialise: Generate feasible bushes B0
o ,∀o ∈ O;

Set iteration counter i = 1;

While (convergence criterion is not met)

For (each origin o ∈ O)

Remove cyclic flows from Bi
o

Find tree of least cost paths

For (every link a used by origin o which is not part of the least cost tree)

Either create a new PAS or add origin o to existing PAS

For (every active PAS)

Shift flow within PAS to equilibrate costs

For (every active PAS)

Check if PAS must be deleted

Perform flow shifts to equilibrate costs
Increment iteration counter i := i + 1;

Figure 2.5: Framework for TAPAS.

2.5.3.3 Traffic Assignment by Paired Alternative Segments

This algorithm is developed by Bar-Gera (2010). As mentioned earlier, this method

cannot be strictly classified as a bush-based approach since its structure is different

from other bush-based techniques. However, we classify it as bush-based because it uses

origin flows as decision variables. The TAPAS framework is presented in Figure 2.5.

The algorithm uses paired alternative segments (PAS). A paired alternative segment

contains two path segments that do not share links and have the same first and last

nodes. A PAS is not related to any particular O-D pair or origin and can contain sub-

paths of paths belonging to different O-D pairs. In fact, each PAS has a set of origins

associated with it.

TAPAS consists of two routines. First, it loops through all origins. During this stage

new PASs are created and flow shifts are performed. Second, it loops through all PASs.

During this stage flows are shifted within the PASs and inactive PASs are removed.

Flow is shifted within each PAS from the higher cost segment to the lower cost one.

This flow shift is similar to the one in PE and algorithm B and the same approaches can

be applied in order to do this (feasible direction with a line search or the Newton step).

In addition, each PAS has a set of relevant origins, which means that when a flow shift

within a given PAS is performed, origin flows of relevant origins must be updated, for

details, see Bar-Gera (2010).

For TAPAS it is not necessary to keep bushes acyclic in the way it is usually done in

bush-based approaches. Cyclic flows are directly removed from each bush if they occur

(in the case of algorithm B or LUCE links that can create directed cycles are never

added to the bush). This is done by applying a topological sorting algorithm to links of

a given bush that carry positive flow. Then cyclic flow is removed along each identified

cycle.
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TAPAS seems to be similar to algorithm B because it also moves flows between path

segments. However, unlike algorithm B, one flow move in TAPAS usually involves

changes of origin flows of several origins.

It must be noted that we do not implement the iterations of maintaining the condition of

path flow proportionality because we do not need unique path flows which are guaranteed

to be found if this condition is applied. Our implementation is not randomised as

proposed in Bar-Gera (2010) in order to avoid running TAPAS several times for our

computational experiments.

2.5.4 Solving Sub-problems

This section presents different methods that are implemented in our study for solving

sub-problems that arise in the TA algorithms outlined in Sections 2.5.1-2.5.3.

2.5.4.1 Shortest Path

Each TA method requires solving shortest path problems many times. Link-based ap-

proaches need a one-source shortest path algorithm for general graphs. The same type

of shortest path algorithm is also required for the relative gap calculation. For this

purpose, we implement the label-correcting algorithm presented in Sheffi (1985).

Path-based approaches, on the other hand, require a point-to-point shortest path method

since at each iteration only one O-D pair is considered. For this, we use the A* algo-

rithm4, see Goldberg et al. (2006).

Alternatively, for a given path-based algorithm, instead of calculating the shortest path

between each O-D pair before performing a flow move, we can calculate shortest paths

from a given origin to all other nodes and use this shortest path tree in further cal-

culations, as suggested in Chen and Jayakrishnan (1998). Once all O-D pairs coming

from one origin are considered, a new shortest path tree is calculated for the next origin.

Thus, the same shortest path tree is used for all O-D pairs coming from one origin, but

the link travel times are updated after each flow move. The advantage of this approach is

a smaller number of shortest path calculations: |O| one-source shortest path calculations

(where |O| is the total number of origins) compared to |Z| point-to-point shortest path

calculations (where |Z| is the total number of O-D pairs). However, this approach might

lead to an increase of the total number of iterations required by a path-based algorithm

since the information about new shortest paths is available only when the algorithm

4An implementation of the A* algorithm was kindly provided by Boshen Chen, see Chen (2013).
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proceeds to the next origin. We do not implement this particular shortest path strategy

in our study of conventional TA. It is subject of our future research.

For bush-based methods we implement the shortest path algorithm for directed acyclic

graphs that uses topological order, see Dasgupta et al. (2008).

2.5.4.2 Line Search

This section discusses how to find a step size that can be used to move a current vector of

decision variables along a given direction of descent. We denote by y = (y1, ..., y|A|) the

direction of descent defined in terms of link flows. Determining step size λ is equivalent

to solving the following optimisation problem (Florian et al., 2009):

V (λ) = min
∑
a∈A

fa+λya∫
0

ca(x)dx

s.t. 0 ≤ λ ≤ λub,

(2.21)

where fa is the current flow of link a and λub is an upper bound on the step size that

ensures that the new link flow vector will remain feasible.

For link-based approaches and LUCE, the direction of descent is already defined in terms

of link flows and can be directly used as y. For path- and other bush-based methods,

the direction of descent must be projected onto links: y = ∆d where ∆ is a matrix with

elements δka such that δka = 1 if link a belongs to path k and δka = 0 otherwise.

The value of λub depends on the direction of descent. It is equal to one if the direction

of descent cannot cause the vector of decision variables to become infeasible (link-based

methods and LUCE). If the vector can become infeasible, the upper bound is derived

from feasibility constraints: λub = mink

{
−Fmax

k
dk
|dk < 0

}
where Fmaxk is a maximum

feasible flow shift (it might be path or origin flow depending on the algorithm), for

details see Cheng et al. (2009), Florian and Hearn (1995).

Problem (2.21) is a one-dimensional optimisation problem. It can be solved in one of

the following ways.

1. Exactly: find a value of λ that minimises the objective function in (2.21), for

example, by using bisection search, see Sheffi (1985);

2. Approximately: find a value of λ that does not necessarily minimise the objective

function in (2.21), but guarantees the decrease of the objective function value

after applying this step size. For example, one of the following approaches can be

applied.
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(a) Armijo-like rule: determine the largest step λ = 1
βk for any non-negative

integer k, such that the directional derivative of the objective function V (λ)

of the mathematical programme (2.21)

∂V (λ)

∂λ
= c (f + λy)T · y, (2.22)

is negative (Gentile, 2014). The decrement β in our study is equal to 2 as

proposed in Gentile (2014).

(b) Quadratic approximation: the objective function along the direction of de-

scent is approximated by a second order Taylor series and is minimised using

the analytic solution, i.e. λ = min
{
λub,− y·c(f)

y2·c′(f)

}
, see Gentile (2014) and

Cheng et al. (2009).

In our study, we implement bisection, the Armijo-like rule and quadratic approximation.

The impact of different line search strategies on the performance of TA algorithms is

discussed in Section 2.7.2.1.

The methods presented above require differentiating link cost functions which can be

difficult in more advanced TA models. Alternative methods for finding the step size that

do not require these functions to be differentiable include method of successive averages,

see Sheffi (1985), Polyak iterations and other averaging methods some of which are

discussed and compared in Hiele (2003).

2.5.4.3 Newton Step

This section presents how to calculate a flow shift between two paths in order to equalise

their costs using the Newton method.

Let l denote a path from which the amount of flow ∆F will be shifted to a path s. If

Cl(∆F ) and Cs(∆F ) are the costs of path l and s, respectively, after the flow shift, then

one has to solve the non-linear equation

Cl(∆F )− Cs(∆F ) = 0, (2.23)

with respect to flow shift ∆F . After applying the Newton method to equation (2.23),

the appropriate flow shift is

∆F =
Cl − Cs∑
a∈As,l

∂ca
∂fa

, (2.24)

where As,l is the set of links that belong either to path s or to path l but not to both of

them, as defined in Section 2.5.2.2, see also Boyles (2011). It must be noted that flow
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shift ∆F might be infeasible causing Fl to become negative. That is why projection

onto the feasible set is required:

Fl = Fl −min{Fl,∆F},
Fs = Fs + min{Fl,∆F}.

(2.25)

The Newton step can be applied iteratively to the two paths under consideration until

the desired precision is reached. However, it is usually applied only once (Xie et al.,

2013) and we follow this convention.

In fact, the Newton step is equivalent to quadratic approximation which calculates the

same flow shift, but in the space of link flows. This equivalence holds in the case of the

Newton step because there are two paths between which flow is shifted. Let us recall

how quadratic approximation is derived. First, the objective function is approximated

by second order Taylor series (Cheng et al., 2009):

z(f i+1) = z(f i) + z′(f i)(f i+1 − f i) +
z′′(f i)

2
·
(
f i+1 − f i

)2
, (2.26)

where i is a current iteration number, f i is a vector of link flows at iteration i and

f i+1 = f i + λ · y. Then, as shown in Cheng et al. (2009), the optimal step size λ is

derived from equation dz(f i+1)
dλ = 0 which gives

λ = − y · z′(f i)
y2 · z′′(f i) . (2.27)

It is easy to further rewrite equation (2.27). The components of the link flow vector

can be rewritten in terms of path flows as fa =
∑

k∈K δ
k
aFk and the components of

direction of descent y can be rewritten as ya =
∑

k∈K δ
k
adk. Then the numerator of

expression (2.27) can be rewritten as

y · z′(f i) =
∑
a∈A

ca(fa) · ya =
∑
a∈A

ca(fa)
∑
k∈K

δkadk =
∑
k∈K

dk
∑
a∈A

δkaca(fa) =
∑
k∈K

dkCk.

(2.28)

The denominator of (2.27) can be rewritten as

y2 · z′′(f i) =
∑
a∈A

dca(fa)

dfa
y2
a =

∑
a∈A

dca(fa)

dfa

(∑
k∈K

δkadk

)2

. (2.29)

Then taking into account that there are only two paths and the corresponding direction

of descent is ds = −dl = d and dk = 0,∀k ∈ K, k 6= l, k 6= s, we can rewrite (2.29) as

y2 · z′′(f i) =
∑
a∈A

dca(fa)

dfa

(
dδsa − dδla

)2
= d2

∑
a∈A

dca(fa)

dfa

(
δsa − δla

)2
. (2.30)
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Expression
(
δsa − δla

)2
= 0 if link a belongs to both paths s and l and

(
δsa − δla

)2
= 1

otherwise. Then, the optimal step size is

λ = − d(Cs − Cl)
d2
∑

a∈As,l

∂ca
∂fa

=
Cl − Cs

d
∑

a∈As,l

∂ca
∂fa

. (2.31)

In order to ensure that flow shift is feasible, λ is bounded by λub, i.e. λ = min{λ, λub}.
Path flows are then updated as Fl = Fl − λd = Fl −∆F and Fs = Fs + λd = Fs + ∆F

which is equivalent to (2.25).

Even though the Newton step is equivalent to quadratic approximation, it can be im-

plemented more efficiently in the case of path-based algorithms and algorithm B and

TAPAS since path costs (or segment costs) are available and they do not have to be

projected in the space of link flows. Hence, applying the Newton step should be faster

than quadratic approximation for these algorithms which is confirmed in Section 2.7.2.1.

2.5.4.4 Equilibration Strategies

Path- and bush-based algorithms iterate between improving an element of decomposition

(add better paths to a set of active paths, add better links to a bush, create new

PASs) and equilibrating it. This set of steps can be performed once for each of the

decomposition elements or several times before proceeding to the next one. In the

following, the strategy of improving and equilibrating each element only once is called

Equilibration I and the strategy of improving and equilibrating a current element several

times is called Equilibration II. These approaches are also presented in the literature,

see Nagurney (1998), Nie (2010).

In order to implement Equilibration II we must decide how many iterations of improving

and equilibrating should be applied to a given decomposition element before proceeding

to the next one. We propose to switch to a new element if the current decomposition

element is equilibrated to some desired precision. We also limit the maximum number

of these iterations to ten in order to have more control over the total running time of

the algorithms. Equilibration I and II are studied in Section 2.7.2.2.

2.5.4.5 Implementation of Evaluation of Link Cost Functions and Its Deriva-

tives

Many TA instances use BPR (Bureau of Public Roads) link cost functions of the form

ca(fa) = ρ ·
(

1 + ψ ·
(
fa
µ

)b)
, (2.32)
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where ρ, ψ, µ and b are function parameters (Bureau of Public Roads, 1964). Some of

the algorithms require not only to evaluate such a link cost function at a given flow, but

also to find the corresponding derivative

dca(fa)

dfa
=
ρ · ψ · b
µb

· f b−1
a . (2.33)

In programming languages like C++, evaluation of the power function is an expensive

operation. When both the function and its derivative have to be evaluated, the power

function must be called twice. In order to avoid two calls to the power function, first, a

temporary value:

tmp =
ρ · ψ
µ
·
(
fa
µ

)b−1

, (2.34)

is calculated. Then, the link cost function is ca(fa) = ρ + tmp · fa and its derivative

is dca(fa)
dfa

= b · tmp. For transportation networks of medium and large size, such an

approach allows to speed up all algorithms that require to evaluate link cost function

derivatives, especially in the case of TAPAS. We implement this approach for all link

cost functions in our study.

2.5.5 Difficulties of Comparison of Groups of Algorithms

As can be seen from Sections 2.5.1-2.5.3, the algorithms that belong to the same group of

methods (link-, path- and bush-based) share the same framework and differ only slightly.

This allows fair comparison between the algorithms from the same group. However, the

methods belonging to different groups require special algorithms specific only to that

particular group. This might lead to difficulties when comparing groups of algorithms

even though they use the same code as much as possible. For example, all path-based

methods implement A* to solve point-to-point shortest path problems. However, there

might exist faster algorithms for this purpose that might lead to a better performance of

the entire group of path-based methods. Moreover, special implementation techniques

might further improve the performance of some groups of algorithms or particular algo-

rithms (for example, “thread following” used to update shortest paths (Holmgren and

Lindberg, 2014), flow update schemes for FW (Chen et al., 2002a), multi-threaded imple-

mentations (Slavin et al., 2006), etc). Therefore, the comparison of groups of algorithms

should be considered with care as it possibly depends on particular implementations.
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2.6 Framework of Traffic Assignment Solution Algorithms

This section presents a simplified overview of the developed framework of the TA solution

algorithms discussed in the previous sections. All code is open-source and is available

at https://github.com/olga-perederieieva/TAsK. The design of this framework is

based on object-oriented programming principles and software design patterns that allow

to maximise usage of common code and to simplify possible extension of the framework.

In the following we briefly overview some of these concepts and define terminology used

in this section. In-depth explanation of object-oriented programming principles, design

patterns and coding practices can be found in Gamma et al. (1995), Kerievsky (2004),

Martin (2003), Shalloway and Trott (2004) and many other books.

Shalloway and Trott (2004) explain that object-oriented paradigm is centred on the con-

cept of objects. Object is an entity with responsibilities that holds data and procedures

(usually called methods) operating on that data. Objects are instances of classes that

define methods and data of an object. There is a special type of classes that are never

instantiated. Such classes are called abstract. They define methods and/or data that

are common for a set of classes. Usually, such methods are conceptually similar.

One of the main principles of the object-oriented paradigm is inheritance. Inheritance

allows to reuse code available in one class by specializing this class in another class.

One class inherits from another class when it receives some or all methods and data

of that class. The class that defines methods and data that are going to be reused in

another class is called base class, and the class that reuses such methods and data is

called derived. Derived classes of abstract classes are also called concrete.

Gamma et al. (1995) state that in addition to inheritance, there is another technique for

reusing functionality called object composition. Object composition allows to get more

complex functionality by composing objects. In this case, one object contains one or

more objects of another class, the methods of which are used by the containing object.

Aggregation is similar to composition, i.e. it also defines a relationship between objects

when one object contains multiple objects of another class. However, in the case of

composition contained object is a part of the containing object (e.g. tires are parts of

a car), whereas in the case of aggregation, contained objects are a collection of things

(e.g. airport has multiple aeroplanes), for details see Shalloway and Trott (2004).

Figure 2.6 presents a simplified scheme of the developed framework. Hollow arrows

denote inheritance (a class where such an arrow points to is a base class). Arrows with

black diamond shape denote composition (a class with such a diamond is composed

of another class). Arrows with hollow diamond shape denote aggregation relationship

https://github.com/olga-perederieieva/TAsK
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between classes (a class with such a diamond is a container of objects). If a class name

is shown in italic font, it means it is an abstract class.

The central part of the framework is the EquilibrationAlgorithm abstract class that de-

fines methods for LinkBased, PathBased and BushBased classes. Each of these concrete

classes implements general structure of a specific group of algorithms. EquilibrationAl-

gorithm also defines a general structure for all of its derived classes and contains an

object of the RGAP class that is responsible for calculating the relative gap convergence

measure. Since all algorithms are initialised by the AON assignment, each concrete im-

plementation of EquilibrationAlgorithm contains an object of the AONAssignment class

that performs initialisation. Initialisation steps, that are specific to each group of the

TA solution algorithms, are implemented in the corresponding classes, i.e. LinkBased,

PathBased and BushBased.

The main structure of the link-based algorithms is implemented in the LinkBased class.

This class holds an object of class FW which implements the FW algorithm. CFW

inherits from FW and, in addition, stores previously generated direction of descent.
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Figure 2.6: Simplified representation of the main blocks of the developed framework.
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This class also overrides the calculation of direction of descent of FW. Class BFW

inherits from CFW. BFW adds a special data structure to the CFW class in order

to keep track of the direction of descent calculated two iterations ago and changes

the way the current descent direction is calculated. All link-based algorithms need to

calculate a step size which is performed by three available concrete implementations

of the LineSearch abstract class which are bisection, Armijo-like rule and quadratic

approximation.

Implementation of path-based algorithms is more complicated compared to the link-

based ones. Class PathBased decomposes the TA problem into sub-problems corre-

sponding to each O-D pair. This class contains an object of the PathSet class which

aggregates objects of the ODSet class. ODSet stores paths between one O-D pair and is

responsible for updating this set of paths and shifting flows between paths. Each object

of the ODSet class contains an object of the PathBasedFlowMove abstract class which

calculates direction of descent and shifts flow between paths. MoveWithLineSearch im-

plements flow move according to equation (2.12) which requires to calculate a step size.

PENewton implements the Newton step, see Section 2.5.4.3. GPNewton implements

projection of the descent direction onto feasible set, see equation (2.14). Various descent

directions are implemented by classes: PE, GP, PG, ISP and ScaledDirection. The latter

one holds an object of the DescentDirection class, which can correspond to any direction

of descent, and scales this direction by the Hessian matrix or its approximation.

The BushBased class decomposes the TA problem into sub-problems corresponding to

each origin. Since TAPAS has a different structure compared to other bush-based meth-

ods, class TAPAS inherits from BushBased and overrides the way the sub-problems

are solved as presented in Figure 2.5. Similarly to the implementation of path-based

algorithms, BushBased contains an object of the OriginSet class that aggregates objects

of the OriginBush class. OriginBush is associated with a certain origin. This class is

responsible for updating the bush corresponding to the origin OriginBush belongs to

(for this purpose, this class implements the shortest path routine for directed acyclic

graphs) and for shifting flows between links of this bush. Concrete classes derived from

OriginBush implement various bush-based algorithms.

Many classes need to calculate shortest paths. The framework supports two algorithms:

one-source label-correcting and point-to-point A*, for details see Section 2.5.4.1.
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Table 2.4: Problem instances.

Instance name # of nodes # of links # of zones # of O-D pairs Class

Sioux-Falls 24 76 24 528 small

Anaheim 416 914 38 1406 small

Barcelona 930 2522 110 7922 medium

Winnipeg 1040 2836 147 4344 medium

Chicago Sketch 933 2950 387 93135 medium

PRISM 14639 33937 898 470805 large

Philadelphia 13389 40003 1525 1149795 large

Chicago Regional 12982 39018 1790 2296227 large

Table 2.5: Auckland transport models.

Instance name # of nodes # of links # of zones # of O-D pairs Class

ART2 2354 4948 202 41981 medium
ART3 7665 15932 512 257863 large

2.7 Computational Study

In this section we present our computational study of the TA solution algorithms dis-

cussed in Section 2.5. We analyse and test various options for solving sub-problems, as

well as different available options for scaling direction of descent.

2.7.1 Problem Instances and Computational Environment

We perform computational tests on the instances available at the web-site http://www.

bgu.ac.il/~bargera/tntp/. The main characteristics of these instances are presented

in Table 2.4. The first five instances are of small to medium size, whereas the last

three instances are large and are used in a separate numerical test (see Section 2.7.2.4).

All instances use BPR link cost functions, see equation (2.32). Two more instances

have been kindly provided to us by Jojo Valero, Team Leader of Transport Modelling

at Auckland Council. These instances represent two models of the Auckland region

(New Zealand) – ART2 and ART3. Their characteristics are given in Table 2.5. Both

instances implement several different types of link cost functions that include conical

functions of Spiess (1990), for details, see Young (2008). ART2 is the predecessor of the

ART3 model which is larger and more detailed.

All algorithms are implemented in the C++ programming language in terms of the

framework presented in Section 2.6 that ensures the usage of common code wherever

http://www.bgu.ac.il/~bargera/tntp/
http://www.bgu.ac.il/~bargera/tntp/
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possible. We use the compiler g++ 4.7.3 (Ubuntu/Linaro 4.7.3-1ubuntu1) with optimi-

sation option -O3.

All algorithms are implemented with different options. For line search we implement

bisection, Armijo-rule and quadratic approximation; for the different algorithms we

consider scaled and non-scaled directions of descent whenever possible (see Section 2.5).

For all algorithms we use extended floating point precision (C++ long double type). All

tests on small and medium instances are performed under the environment OS – Ubuntu

Release 13.10 64-bit; CPU – Intel Core i5-2500 CPU, 4 Core, 3.30GHz; RAM – 7.7 GB.

All tests on large instances, ART2 and ART3 are performed under the environment OS

– Ubuntu Release 12.10 64-bit; CPU – Intel Core i5-3570 CPU, 4 Core, 3.40GHz; RAM

– 15.6 GB.

2.7.2 Results

We use the relative gap RGAP , see equation (2.9), as a convergence criterion because it

is a common measure of convergence, and it can be calculated for all tested algorithms.

RGAP is used as a convergence measure, for example, in Dial (2006), Florian et al.

(2009), Nie (2010), Slavin et al. (2006).

We perform several numerical tests. Since tests on large instances might require long

computational time, we first perform tests on small and medium instances with different

configuration options for all algorithms. Based on the results of these tests, we choose the

best configuration options for each algorithm and eliminate methods that do not seem

promising and perform numerical tests on large instances with the remaining algorithms

only.

It must be noted that not all algorithms can find highly accurate solutions in a reasonable

amount of time. Because of this we develop several tests in order to choose the best

options for every algorithm. For all tests the required solution accuracy is set to ε =

10−14, i.e. the algorithms are stopped after the relative gap decreases to a value less than

ε. For some tests, however, when algorithms cannot reach high precision, time limit is

applied as an additional stopping condition.

1. Test 1: For this test, we choose the algorithms that can achieve high precision

(PE, GP, ISP, B, TAPAS) and examine Equilibration I.

2. Test 2: In this test, we investigate the impact of Equilibration II on the algorithms

from Test 1.
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3. Test 3: This test is devoted to all remaining algorithms that cannot achieve high

precision (FW, CFW, BFW, PG, LUCE) in a reasonable amount of time. A time

limit is used in addition to the stopping condition based on the relative gap.

Finally, Test 4 is devoted to large instances (Table 2.4) and Auckland transport models

(Table 2.5). Only the best algorithms with the best options are considered and a time

limit is used as an additional stopping criterion.

2.7.2.1 Test 1: High Precision

Test 1 is performed on the five small and medium instances listed in Table 2.4. We test

the following algorithms with Equilibration I and high precision of ε = 10−14 of relative

gap: PE, GP, ISP, B and TAPAS with various options for line search and direction of

descent.

Figures 2.7 and 2.8 show CPU time in seconds for different instances where algorithms

are grouped in different ways. In Figure 2.7 all algorithms are grouped according to

the way the step size is calculated: bisection, Armijo rule, quadratic approximation and

other methods that do not use a line search (this category includes all methods that

implement the Newton step and GP Newton). We use n/a in order to indicate that a

particular algorithm does not implement a Newton-like method. In Figure 2.8, all con-

figurations are grouped according to a particular algorithm. However, GP Newton is not

considered because it shows the worst performance compared to the other approaches.

The time reported in Figures 2.7 and 2.8 is pure iteration time – the time needed to

perform the iterations of an algorithm, but it does not include any output operations

or convergence check. For all the algorithms the time needed for object creation, out-

put operations and convergence check is negligible compared to the pure iteration time.

Because of this, in the following all conclusions are derived based only on pure iteration

time.

After analysing different configurations of the algorithms we can conclude that:

� for PE, algorithm B and TAPAS the best option is the Newton step,

� for GP1, GP2 and ISP it is quadratic approximation.

This observation regarding different configurations of the algorithms shows that if a line

search is applied, it is better to approximate the step size using quadratic approxima-

tion. As expected, applying the Newton step is preferable to a line search, if it is possible



Chapter 2. Single-objective User Equilibrium 45

(see Section 2.5.4.3). All path-based algorithms except GP Newton show similar per-

formance with the exception of the Barcelona instance, where PE is a better choice.

GP Newton depends on an algorithm-specific constant that influences its performance

and convergence (Chen and Jayakrishnan, 1998). In our study, this constant is set to

a small enough value in order to achieve convergence for all instances. As a result of

this choice, this particular configuration does not always perform well, but converges for

all instances. A different choice of this constant for different instances can lead to bet-

ter performance of GP Newton for those instances. In general, path-based algorithms

are outperformed by bush-based algorithms represented by algorithm B and TAPAS.

Overall, TAPAS with the Newton step shows the best performance.

Considering only total running times needed for the algorithms to reach the required

precision is not sufficient for the algorithm comparison since the convergence behaviour

cannot be seen. Figures 2.9, 2.10 and 2.12 show convergence of the algorithms on three

selected instances with the best options identified in Figures 2.7 and 2.8 (other figures

of convergence behaviour can be obtained by request). CPU times reported on theses

figures consider only pure iteration time. Figures 2.9-2.12 and all following figures with

convergence patterns are plotted on logarithmic scale.

Let us analyse convergence patterns presented in Figures 2.9, 2.10 and 2.12. On all

instances, the algorithms converge fast to the level of relative gap around 10−6 and slow

down after this point. TAPAS is an exception to this observation. Usually TAPAS

requires more time during the first iterations compared to other algorithms and then

converges faster. Initial iterations of TAPAS take more time because many PASs are

created at this stage. For example, consider the Winnipeg instance. After the first

iteration of TAPAS with the Newton step 1288 new PASs are created, but after the 4th

only 183 new PASs are created.

Several instances show specific convergence patterns. For example, on the Anaheim in-

stance (Figure 2.9), the majority of algorithms “stall” with the value of relative gap

around 10−7 and after some time they suddenly improve performance significantly.

Plateaus like this can be seen on other instances. However, they usually do not last

for as long as for the Anaheim instance. After analysing in more detail what happens,

we conclude that the situation is similar to “extreme coupling” discussed in Bar-Gera

(2010). In this case, only small amounts of flow are moved between several paths and the

algorithm does not significantly improve the current path flow vector until a sufficient

amount of flow has been shifted. An example can be found in Bar-Gera (2010).

On the Winnipeg and Barcelona instances (Figure 2.10) many algorithms show zigzag

patterns when the value of relative gap is lower than 10−6. These two instances use high

powers in the BPR functions (for Barcelona b ∈ [0, 16.83], for Winnipeg b ∈ [0, 6.8677])
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compared to the other instances where b is bounded by 4. As pointed out in Spiess

(1990), the use of high powers in BPR functions is not recommended for two reasons.

First, during initial iterations of TA algorithms, many links can have high values of the

ratio fa
µ . If the parameter b is also high, this might lead to numerical problems like

overflow and loss of precision. Second, in the situation when the ratio fa
µ is small, high

values of b might cause the BPR function to become numerically not strictly increasing,

i.e. it will return the same value for different link flows.

We investigate in detail algorithm GP1 with quadratic approximation on the Barcelona

instance (Figure 2.10). In fact, if we change the tolerance of the direction of descent from

10−15 to 10−14 (it means that only 14 digits of the direction of descent are considered

significant), the algorithm converges within 16 seconds compared to 48 seconds and the

convergence pattern is much smoother as demonstrated in Figure 2.11. This fact means

that the magnitude of error accumulated in the calculation of the direction of descent

is more than 10−15 which leads to unstable numerical behaviour when the algorithm

attempts to take into account path cost differences smaller than 10−14. This leads to an

interesting conclusion that when high accuracy is required, the algorithms must be used

with caution. In general, it is impossible to know the magnitude of error beforehand and

adjust the algorithm accordingly. Long times of reaching a highly precise solution might

be related to rounding errors and not to the performance of algorithms. However, some

algorithms are more stable in terms of accumulated numerical errors than the others.

This issue is discussed in Sections 2.7.2.3 and 2.8.

Bottom line:

1. All path-based algorithms show similar performance, including PE which does not

require multiple assumptions to be satisfied (for details, see Section 2.5.2.1) and is

the simplest algorithm among all path-based approaches;

2. Algorithm B and TAPAS outperform path-based methods;

3. Overall TAPAS shows better performance than other approaches;

4. In the case of a line search, it is better to apply quadratic approximation, but, the

Newton step is preferable to a line search if it is supported by an algorithm;

5. When a highly precise solution is required, the algorithms might experience insta-

bility because of the errors accumulated during computation.
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Figure 2.7: Test 1. CPU time (s.) of algorithms grouped by a line search.
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Figure 2.8: Test 1. CPU time (s.) of algorithms grouped by a particular algorithm.
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Figure 2.9: Test 1. Convergence on the Anaheim instance.

2.7.2.2 Test 2: Equilibration II

This numerical test investigates the impact of Equilibration II (several steps of improving

and equilibrating are applied to the element of decomposition under consideration before

proceeding to the next one). This strategy is applied to the same algorithms as in Test 1.

Figure 2.13 shows the percentage increase of CPU time when applying Equilibration

II compared to Equilibration I on the Barcelona and ChicagoSketch instances (other
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Figure 2.12: Test 1. Convergence on the Chicago Sketch instance.

figures can be provided on request):

TimeIncEqII =
TimeEqII · 100%

TimeEqI
, (2.35)

where TimeEqI and TimeEqII represent CPU time (s.) when Equilibration I and II

are applied, respectively. In general, Equilibration II leads to a significant increase of

computational time with only a few exceptions. GP Newton performs better compared

to Equilibration I on all instances and the majority of algorithms perform better on the

Barcelona instance with Equilibration II.
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Figure 2.13: Test 2. Percentage increase of CPU time of Equilibration II compared
to Equilibration I.

Figure 2.14 presents convergence of the algorithms on the Barcelona instance. We ob-

serve that convergence patterns are much smoother compared to Equilibration I (Fig-

ure 2.10). This is due to the fact that each element of decomposition is closer to an

equilibrium since instead of just one equilibration step several steps are applied to a

given element of decomposition before proceeding to the next one. This has a positive

impact on relative gap since one iteration involves more flow shifts compared to Equili-

bration I. However, all other results of testing Equilibration II (Figure 2.13) show that

this strategy requires more time in order to reach the required precision.

It seems that Equilibration II is more stable to numerical errors. It can be seen from

the Barcelona instance (Figure 2.14) that algorithm GP1 with quadratic approximation

performs much better than with Equilibration I (Figure 2.10). This might be due to the

fact that when one element of decomposition is first equilibrated to a given precision

before proceeding to the next one, there is less chance that accumulated error will be

put on this particular element from another one.

Bottom line:

1. Equilibration II takes more time in order to solve the problem to high precision,

but it shows a smoother convergence pattern and may be less prone to numerical

errors.
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Figure 2.14: Test 2. Convergence on the Barcelona instance.
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Figure 2.15: Test 3. Convergence on the Winnipeg instance.

2.7.2.3 Test 3: Time Limit

This numerical test considers the algorithms FW, CFW, BFW, PG and LUCE. These

methods are not able to achieve the required high precision of relative gap of 10−14 in

a reasonable amount of time. Therefore, a time limit is used as an additional stopping

criterion. For each instance, the time limit is fixed as follows. We choose the longest

time needed for the algorithms from Test 1 and 2 to converge on a given instance and

multiply it by three.
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Figure 2.15 shows the convergence patterns of the algorithms on the Winnipeg in-

stance (similar convergence patterns occur on other instances). Among all link-based

approaches, BFW always demonstrates the best performance. Quadratic approximation

seems to be the best line search strategy. However, when the algorithm starts tailing, it

is difficult to say which line search performs better.

FW shows a zigzag pattern when the level of relative gap reaches 10−5. This happens

because the search direction is perpendicular to the gradient of the objective function

when the algorithm approaches the equilibrium solution (Jayakrishnan et al., 1994, Mi-

tradjieva and Lindberg, 2013, Patriksson, 1994). As mentioned in Bertsekas (1999),

when the constraint set is polyhedral, as is the case with TA, FW might converge sub-

linearly. It seems that the conjugate versions of FW suffer from the same problems

even though in general they are able to achieve a higher level of precision. This might

be partially explained by the effect of loss of conjugacy when the method “jams” after

several iterations (Bertsekas, 1999).

LUCE converges fast in the beginning. However, it does not improve the vector of

decision variables when the value of relative gap approaches 10−10 to 10−12 (the value

is instance-dependant). Similar behaviour of this algorithm is discussed in Inoue and

Maruyama (2012) and in more detail in Xie et al. (2013).

As explained in Xie et al. (2013), the convergence issues of LUCE are related to the cal-

culation of the direction of descent. Xie et al. (2013) compare LUCE and OBA which are

similar bush-based methods. The only difference between these two approaches consists

in the way a quadratic sub-problem is solved and how line search is applied. Xie et al.

(2013) report that OBA is able to reach high precision whereas LUCE does not improve

the vector of decision variables after a certain level of relative gap is reached. OBA ap-

plies an approach similar to GP (however, it is applied to a link-based formulation, not

to a path-based one as is the case for GP), whereas LUCE applies a greedy algorithm

that uses average costs. Xie et al. (2013) explain that the quadratic sub-problem itself

is just an approximation (the closed form second order derivatives are unknown for the

formulation of TA used in OBA and LUCE). As a result, the second order derivatives

contain errors. OBA manages to adjust its direction of descent by directly embedding

a line search into the calculation of the direction of descent. LUCE, however, does not

adjust its direction of descent which causes the issues with convergence. Xie et al. (2013)

do not find a way to address this particular problem for LUCE.

As can be seen from Figure 2.15, the line of convergence of PG stops before reaching

the time limit. This happens because this algorithm demonstrates unstable behaviour

when the required precision is high. In particular, the problem becomes infeasible (flow

conservation constraints are not satisfied) when the relative gap approaches 10−7. We
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examine in more detail what causes such a behaviour and how it can be addressed in

Section 2.8.

Bottom line:

1. Link-based algorithms represented by FW, CFW and BFW converge fast during

the initial iterations, but start tailing in the vicinity of the equilibrium and cannot

find highly precise solutions in a reasonable amount of time;

2. LUCE can achieve a relatively high precision of relative gap of around 10−12.

However, after a certain level it does not further improve the vector of decision

variables;

3. PG suffers from numerical errors and is not able to find highly precise solutions.

2.7.2.4 Test 4: Large Instances

Test 4 aims to compare the best algorithms on large instances (the three last instances

in Table 2.4) and Auckland transport models (Table 2.5). For this test, we choose the

algorithms BFW, GP2, PG, ISP and LUCE with quadratic approximation, PE, B and

TAPAS with the Newton step. CFW and FW are not present in this test since they

always perform worse compared to BFW. In addition to relative gap, a time limit of 24

hours is imposed as a stopping criterion. For the ART2 and ART3 instances we exclude

PG from the numerical test since it does not converge when a high level of precision is

required.

Figures 2.16-2.20 show convergence patterns of the algorithms on different instances. Let

us examine them in more detail. The PG algorithm stops due to accumulated numerical

errors before reaching the time limit as in the case of small and medium instances for

the same reasons discussed in Section 2.7.2.3. On the PRISM instance (Figure 2.16),

all algorithms except BFW and LUCE reach the required level of precision in less than

24 hours. TAPAS followed by algorithm B demonstrates the best performance as in

the case of Test 1 and 2. The Philadelphia instance (Figure 2.17), however, shows

a different pattern. Only TAPAS and B reach the required precision. Moreover, B

demonstrates the best performance among the algorithms. LUCE is able to achieve

higher precision than any of the path-based approaches. A similar situation occurs on

the Chicago Regional instance (Figure 2.18) with the only exception being path-based

algorithms which show worse performance than BFW. Results obtained for the Philadel-

phia and Chicago Regional instances contradict the results regarding TAPAS presented

in Inoue and Maruyama (2012). The reason of worse performance of TAPAS in our im-

plementation might be related to the fact that we do not randomise TAPAS and do not
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Figure 2.16: Test 4. Convergence on the PRISM instance.

implement the path proportionality condition. Moreover, Inoue and Maruyama (2012)

use a different convergence measure. As mentioned in Xie et al. (2013), management

of PASs complicates design and implementation of TAPAS and might be crucial to its

performance. Improvement of this algorithmic step is subject of our future research.

Convergence of the algorithms on ART2 (Figure 2.19) is similar to convergence patterns

on the PRISM instance. However, two path-based algorithms (GP2 and ISP) are not

able to reach precision of 10−14 of relative gap because of the accumulated numerical

errors which cause RGAP to increase after a certain iteration. This issue is discussed in

more detail in Section 2.8 along with an approach to solve this problem for the example

of the PG algorithm. The proposed approach is also applicable to other path-based

methods such as GP2 and ISP. Behaviour of the algorithms on ART3 (Figure 2.20) is

similar to convergence patterns on the Chicago Regional instance: best approaches are

B and TAPAS, LUCE starts oscillating when RGAP = 10−7 and path-based algorithms

demonstrate a low rate of convergence.

Bottom line:

1. For large instances, TAPAS and algorithm B are usually the best choice if a highly

accurate solution is required;

2. A careful implementation of TAPAS is necessary in order to achieve the best

results.
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Figure 2.17: Test 4. Convergence on the Philadelphia instance.
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Figure 2.18: Test 4. Convergence on the Chicago Regional instance.
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Figure 2.19: Test 4. Convergence on the ART2 instance.
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Figure 2.20: Test 4. Convergence on the ART3 instance.
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2.7.3 Summary

This section summarises the main findings from the performed numerical tests. We

conclude that different line search strategies have a significant impact on the performance

of the algorithms. Methods like the Newton step and quadratic approximation use link

cost function derivatives which enables them to achieve the same results as bisection or

the Armijo-rule can produce, but in less time.

Other key factors that impact the performance of the algorithms are related to numerical

precision issues that play an important role when the required precision is high. In order

to prevent the vector of decision variables from becoming infeasible, the direction of

descent must be adjusted in such a way that a sufficient number of significant digits is

maintained.

Algorithms similar to LUCE, whose sub-problems are based on a single origin TA for-

mulation with flow portion variables, might not be able to reach high accuracy due to

the errors in second order derivatives. This issue underlines the fact that it is better to

apply methods that are based on exact second derivative information which is the case

for all path-based methods and bush-based methods that shift flows between segments

(B and TAPAS).

Bush-based methods usually outperform path- and link-based approaches. LUCE is an

exception to this. Sometimes LUCE demonstrates slower convergence compared to path-

based algorithms. One of the main advantages of bush-based approaches is the fact that

all bushes represent directed acyclic graphs. As a result, shortest path calculations can

be performed much faster compared to other methods. An interesting exception to this

fact is TAPAS which does not maintain bushes and requires one-source shortest path

calculations on general directed graphs. In our opinion, the following feature of TAPAS

enables its outstanding performance. For TAPAS, segment costs are directly equalised

(not path cost or segment costs related to a particular bush). First, this enables the

algorithm to achieve high accuracy. For example, if one considers the segment costs

achieved after applying path-based algorithms, they are not as precisely equalised as in

the case of TAPAS even though they correspond to paths of equal costs. It is a good

example of when too much decomposition is not a good approach because equal path

costs do not imply the same level of precision for path segments that aggregate these

paths. Second, one flow move within a given PAS usually affects several origins. It is

a better strategy than making several separate flow moves for different origins or O-D

pairs.

Algorithms also differ in the amount of information generated along with link flows.

Path-based algorithms can provide path flows. However, since they are not unique,
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such information might be misleading. TAPAS aims at addressing this difficulty by

providing consistent path flows that satisfy the condition of proportionality. Bush-based

methods can also provide path flow information. However, as in the case of path-based

approaches, additional methods must be applied in order to guarantee the uniqueness

of such flows.

Another important feature of the algorithms is the amount of memory required that

varies from low for link-based approaches to medium (bush-based methods) to high

(path-based approaches). Regarding the difficulty of implementation, bush-based meth-

ods and TAPAS in particular require much more time and effort.

2.8 Numerical Stability of Path-based Algorithms for Traf-

fic Assignment

Several papers discuss the importance of highly precise solutions for the TA problem. As

was mentioned before, high precision is required for select link analysis and for consistent

comparison between design scenarios (Gentile, 2014, Slavin et al., 2010). Bar-Gera et al.

(2013) present another example where TA is hierarchically embedded in a model for

network design and road pricing. The level of precision of TA in this case has a direct

impact on precision of the corresponding master problem.

While studying various algorithms for solving the TA problem, we noticed that one of

the path-based methods from our study (PG) is not able to reach the required high level

of precision, see Section 2.7.2.3. In this section we investigate reasons of this behaviour

and propose a way to amend the PG algorithm to make it able to converge to high

precision.

2.8.1 Floating Point Arithmetic

For the sake of completeness, this section introduces some definitions from floating point

arithmetic and numerical computing. In the following, all discussions of computations

involve real numbers or their computer-based counterparts – floating point numbers.

There are several different sources of approximation and errors that occur when we

want to solve a numerical problem. Heath (1996) divides them into two main categories:

the ones that happen before computation and the ones that occur during computation.

The first group of approximations include errors that come from modelling (simplifica-

tions, assumptions, etc.), empirical measurements (finite precision of instruments) and
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previous computations that might have been approximate. The second group of approx-

imations consists of errors coming from truncation or discretisation (for example, when

a derivative of a function is replaced with a difference quotient) and rounding (finite

computer precision arithmetic). Because of different errors and approximations, the so-

lution to a given computational problem is only approximate. Accuracy of solution is

closeness of a computed solution to the true solution of the problem (Heath, 1996).

At first sight, it seems that accuracy of solution depends solely on the errors that are

incorporated into the model at the different stages presented above. However, accuracy

of solution of a computation problem also depends on the problem itself. This is defined

by conditioning of the problem (Heath, 1996). A problem is well-conditioned if a given

relative change in the input data results in a reasonably commensurate relative change

in the solution. If the relative change in the solution can be much larger than that in

the input data, a problem is ill-conditioned.

It is easier to understand this concept on the example of finding a root of a non-linear

function f(x). This example is taken from Stewart (1996). Because of the finite com-

puter precision, function f(x) can be implemented on computers only approximately

by:

f̂(x) = f(x) + e(x), (2.36)

where e(x) is error. Let us assume that we know bound ε on the size of the error, i.e.

|e(x)| ≤ ε. (2.37)

If x1 is a point such that f(x1) > ε, then we have

f̂(x1) = f(x1) + e(x1) ≥ f(x1)− ε > 0. (2.38)

This means that f̂(x1) has the same sign as f(x1). If f(x2) < −ε, then using the same

reasoning we can show that f̂(x2) is also negative as is f(x2). It means that f(x) has a

zero between x1 and x2. Therefore, when |f(x)| > ε, the values of f̂(x) are meaningful

and allow to find a root of f(x). However, the values of x for which |f(x)| ≤ ε, can

result in f̂(x) being positive, negative or zero regardless of the sign of f(x). Such values

do not provide any useful information about the location of the root. Let [a, b] be the

largest interval about x∗ (exact root of f(x)) for which

x ∈ [a, b] =⇒ |f(x)| ≤ ε. (2.39)

This interval is called interval of uncertainty. If it is small (Figure 2.21A), then the

problem is well-conditioned and a good algorithm will return a point in [a, b]. However,
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Figure 2.21: Conditioning of roots of non-linear equations.

we cannot expect any further accuracy. If interval [a, b] is large (Figure 2.21B), then

the problem is ill-conditioned and no algorithm can be expected to provide an accurate

solution to such a problem.

If the problem is well-conditioned, an algorithm should return a reasonably accurate

solution. Such an algorithm is called stable5. However, some algorithms can have

intermediate steps that introduce ill-conditioning causing the vector of decision variables

to diverge (Overton, 2001). Such algorithms are called unstable. Sedgewick and Wayne

(2007, p. 37) summarise these concepts as follows: “Some problems are unsuitable to

floating-point computation.”

What can cause introduction of ill-conditioned steps into an algorithm that tries to solve

a well-conditioned problem? Floating point arithmetic can answer this question. First,

let us recall how real numbers are represented in computers. Any number x can be

written in the following form with base 2:

x = ±S · 2E , 1 ≤ S < 2, (2.40)

where S is called significant and E is exponent (Overton, 2001). The binary expansion

of S is

S = (b0.b1b2b3...)2, (2.41)

where b0 is a hidden bit and b1b2b3... is the fractional part of the significant. For example,

the number 11/2 can be expressed as (1.011)2 · 22. Any number (except zero) with zero

hidden bit can be alternatively represented by a number with b0 = 1 by changing the

exponent. For example, (0.00011)2 · 26 can be rewritten as (1.1)2 · 22. This process is

called normalisation. The numbers with hidden bit b0 equal to 1 are called normalised.

5A more formal definition is: “an algorithm is stable if the result it produces is relatively insensitive
to perturbations resulting from approximations made during the computation” (Heath, 1996, p. 16).



Chapter 2. Single-objective User Equilibrium 62

0 3-3 2-2 1-1

This gap is filled with subnormal number

Figure 2.22: Example of a small floating point system.

Since computers have limited memory, the fractional part of the significant can have

only a finite number of bits. This number defines the precision of the floating point

system. Any normalised floating point number with precision p can be expressed as

x = ±(1.b1b2...bp−2bp−1)2 · 2E . (2.42)

Since zero cannot be normalised, a special format is used to store it. Overton (2001)

presents a small example where all numbers have the form: ±(b0.b1b2) ·2E and exponent

E can only take values −1, 0 or 1. This floating point system has precision 3. All

normalised floating point numbers of this system and zero can be plotted on the real

axis as in Figure 2.22. The gap between zero and the smallest normalised number is

relatively big. Because of this, this gap is evenly filled with subnormal numbers that all

have zero hidden bit. Any non-zero number with magnitude smaller than the smallest

normalised number is subnormal (Overton, 2001).

Floating point systems allow to approximate the infinite set of real numbers by a finite

set of floating point numbers. This means that in all computations based on floating

point systems, real numbers are replaced with closest floating point numbers. This leads

to round-off errors that can accumulate during the computation process.

Let us come back to the question of ill-conditioned steps that might be introduced by

an algorithm. Apart from round-off errors, so-called cancellation might lead to loss

of precision. Cancellation occurs when one floating point number is subtracted from

another number that is nearly equal to it (Overton, 2001). In this case all or almost

all bits cancel each other. As a result, the number of significant digits is much lower

than those of the numbers that are subtracted. Overton (2001) gives a good example of

cancellation reproduced in Example 2.1.

Example 2.1 (Overton (2001)). Let us consider two numbers x = 3.141592653589793

and y = 3.141592653585682. The difference of these numbers is z = x−y = 4.111·10−12.

If we now calculate this difference in a C program using type double to store x, y and z,

the result of the computation will be 4.110933815582030 · 10−12. This number agrees to

the exact result only to four digits. All other digits are meaningless, since they do not

reflect the original data x and y and should be ignored.



Chapter 2. Single-objective User Equilibrium 63

The effect of cancellation can be disastrous for a computer program. If the error that

occurred because of cancellation starts dominating true values, the result of the com-

putation might be completely incorrect. Many examples of such behaviour of computer

programs can be found in Heath (1996), Overton (2001) or Stewart (1996). Cancel-

lation can also be explained by the conditioning of the problem. In fact, computing

g(x+ h)− g(x) is ill-conditioned for small values of h (Overton, 2001).

One of the ways to deal with cancellation is to find an alternative mathematical formu-

lation that does not introduce ill-conditioned steps. However, it is not always possible.

Other alternatives include using higher precision for ill-conditioned steps and choosing

parameters of the problem in a more sensible way.

Floating point precision issues might be overcome if fixed point number representation

is used, i.e. when each real number is represented as an integer number with a scaling

factor (for example, number 1.23 can be represented as 1230 with scaling factor of 10−3).

Such a representation might improve accuracy, however, it is also prone to precision

loss (Yates, 2013).

2.8.2 High Precision and Floating Point Issues

This section is devoted to the study of convergence of the path-based algorithms pre-

sented in Section 2.5.2. As before we study convergence of TA methods based on relative

gap, see equation (2.9). The smaller the value of relative gap, the closer the path flow

vector is to user equilibrium. We are interested in analysing the behaviour of the al-

gorithms with values of relative gap approaching 10−14. Different methods for solving

the TA problem are studied at this level of precision in the literature (Bar-Gera, 2002,

2010, Inoue and Maruyama, 2012, Nie, 2010). However, according to our knowledge

only Inoue and Maruyama (2012) test one path-based algorithm at a high level of pre-

cision. Other numerical studies that analyse path-based algorithms limit the relative

gap by values from the interval [10−7, 10−4], see Florian et al. (2009), Gentile (2014),

Kumar and Peeta (2011), Mitradjieva and Lindberg (2013), Slavin et al. (2006), Zhou

and Martimo (2010).

Let us start by analysing the convergence patterns of path-based algorithms on the

smallest test instance, Sioux-Falls (see Table 2.4). Convergence in terms of relative gap

is presented in Figure 2.23. As can be seen from this figure, the line of convergence of PG

starts oscillating when RGAP = 10−5 and stops before reaching the required precision.

The algorithm terminates because the current path flow vector becomes infeasible.

Example 2.2 explains what causes such an unstable behaviour of PG.
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Figure 2.23: Convergence of path-based algorithms on the Sioux-Falls instance.
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Figure 2.24: Example network.

Example 2.2. Let us analyse a small network presented in Figure 2.24 that is part of the

Sioux-Falls instance. We consider O-D pair 13-15. After several iterations two paths are

identified and equilibrated to a certain precision. Path l contains links [13, 24], [24, 21],

[21, 22] and [22, 15] and path s contains links [13, 24], [24, 23], [23, 22] and [22, 15]. The

cost difference of these paths is

Cl − Cs = 43.708039514 · 10−15. (2.43)

This cost difference seems to be insignificant. However, in order to achieve precision

of 10−14 we must take small path cost differences into account. If we now calculate the

average path cost of these two paths and calculate the corresponding direction of descent

of PG (see Section 2.5.2.3), we will get:

dl = −2.35575448 · 10−15,

ds = 2.352285033 · 10−15.
(2.44)

In the case of two paths, the following must hold dl + ds = 0. However, because of

rounding errors we have that dl+ds = −3.469446952 ·10−18 6= 0. It seems that the error

is too small and cannot impact the computation. However, the next step of the algorithm
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is to multiply the direction of descent by a step size that might be a large number. For

this example the step size is λ = 3.065555135 · 1015. As a result, the error is multiplied

by a large step size and some amount of flow is lost. In our example there are only

two paths (l and s) with positive flow for this O-D pair. Hence, the flow conservation

constraint (2.8b) after a flow shift is

Fl + λ · Fl + Fs + λ · Fs = 699.9893642 6= 700, (2.45)

where 700 is the demand of O-D pair 13-15. Hence, the amount of flow lost is 0.010635.

This loss is significant and it is accumulated further during subsequent iterations. Be-

cause of this, after a few more iterations the path flow vector becomes infeasible and the

algorithm terminates.

Such a situation of flow loss is more likely to occur when a high level of accuracy is

required. When the algorithm is close to the equilibrium solution, the difference between

path costs is very small. Thus, when the two similar numbers are subtracted in order

to find a direction of descent, the precision is lost because of cancellation. It seems that

small path cost differences must be simply avoided. However, in order to find a highly

precise solution small path cost differences must be taken into account. For example, for

the Sioux-Falls instance, if we consider only the differences of order larger than 10−13,

infeasibility still occurs. If we increase this value to 10−12, the algorithm is not able

to reach a relative gap lower than 10−11. This means that other techniques must be

applied in order to address this issue.

The natural question is why this situation does not occur in other path-based algorithms

that we test in Section 2.7.2.1. The direction of descent of all path-based algorithms

is based on subtracting path costs. Hence, this sub-problem becomes ill-conditioned if

path costs are similar numbers.

In fact, in order to avoid the cancellation problem all other path-based algorithms “ad-

just” their directions of descent or the flow conservation constraint. Usually the di-

rections of descent are constructed in such a way that the sum over all elements of

the direction of descent is equal to zero or is a subnormal number. In particular, the

mechanisms for PE, GP, and ISP are as follows.

1. PE: From equation (2.11), ds = −dl. Hence, dl + ds = 0.

2. GP: All elements of the direction of descent are calculated as in equation (2.14),

and the flow on the current shortest path is adjusted according to the demand

value which keeps the flow conservation constraint satisfied.
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3. ISP: The calculation of the elements of the direction of descent with cheaper costs

(the ones that belong to Pp) is based on the elements of the direction of descent be-

longing to Pp, see equation (2.18). This leads to the following situation:
∑

k∈K+
p
dk

is a subnormal number less than 10−30 which is sufficient to eliminate the error

when it is multiplied by a large step size.

Once the source of error is identified, the solution to the problem is not difficult to

derive. In order to eliminate the error, we simply have to keep the direction of descent

consistent, i.e. we have to make sure that
∑

k∈Kp
dk = 0, ∀p ∈ Z or at least this sum is

a subnormal number. To achieve this, we can “adjust” the direction of descent of PG

as in (2.46).

dk = C̄p − Ck, ∀k ∈ K+
p , k 6= k∗,

dk∗ = −
∑

k∈K+
p ,k 6=k∗

dk,
(2.46)

where k∗ can be any component of the direction of descent. For simplicity, we choose

k∗ to be the last element of d. Equation (2.46) ensures that the sum over all elements

of the direction of descent is always zero, i.e. the flow conservation constraint (2.8b) is

satisfied for any valid value of step size λ.

This adjustment of the direction of descent of PG solves only one of many numerical

issues that may occur. As mentioned before, the direction of descent itself is prone to

cancellation, especially when the current path flow vector is close to equilibrium and

evaluation of link cost functions might introduce numerical errors, see Section 2.7.2.1.

2.8.3 Results

In order to demonstrate that the adjusted PG algorithm is able to reach high precision

we perform computational tests on the same instances presented in Table 2.4. In these

numerical tests we study the algorithms presented in Section 2.5.2 under the same com-

putational environment as presented in Section 2.7.1. All path-based algorithms are run

with the best options identified in Section 2.7.2.1.

Unlike previous numerical tests performed in Section 2.7.2.1, parameter α of GP is set to

1 for all instances as recommended in Jayakrishnan et al. (1994). However, we reduce this

value to 0.25 for the Winnipeg, PRISM and Philadelphia instances in order to make GP

converge. On these particular instances GP is not able to reach the precision of relative

gap smaller than 10−6 with α = 1. The step size value influences the performance of

GP. Smaller values of α lead to slower convergence.
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Figure 2.25: Convergence of the algorithms on the Barcelona instance.

Convergence patterns of the algorithms on some of the instances are presented in Fig-

ures 2.25-2.29 (convergence of the algorithms on remaining instances is similar). The

required level of precision (10−14) is reached for all instances except Philadelphia and

Chicago Regional where the time limit of 24 hours is exceeded. The performance of PG

with adjusted direction of descent is comparable to other path-based methods. Con-

vergence of the straightforward implementation of PG has a sudden decrease of relative

gap before the algorithm stops. This happens because relative gap is calculated for an

infeasible path flow vector leading to a smaller value of the convergence measure and,

hence, this does not indicate rapid convergence.

The adjusted version of PG demonstrates stable numerical behaviour for the major-

ity of instances. The only exception is the Barcelona instance (see Figure 2.25) where

PG oscillates once relative gap reaches the value of 10−6. GP and ISP show a similar

convergence pattern on this particular instance. It appears that the reason of such a

behaviour is related to the Barcelona instance since it uses high powers in BPR func-

tions, b ∈ [0, 16.83], whereas the usual value of b in BPR functions is 4, for details see

Section 2.7.2.1.

Overall, as was also demonstrated in Section 2.7.2.1, path-based methods demonstrate

the ability to reach high level of precision in terms of relative gap and show similar

convergence patterns, this includes PG with adjusted direction of descent.
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Figure 2.26: Convergence of the algorithms on the Chicago Sketch instance.
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Figure 2.27: Convergence of the algorithms on the PRISM instance. GP with a
different value of α = 0.25.

2.8.4 Summary

In this study we demonstrate the importance of taking into account cancellation that

might occur when highly precise solutions are required. In particular, we study path-

based algorithms for solving the TA problem and their convergence behaviour. We

identify that the straightforward implementation of PG introduces floating point errors

that are further magnified by the algorithm. This leads to unstable numerical behaviour.

A more careful implementation takes into account the source of the errors and partially

eliminates them resulting in stable numerical behaviour of PG.
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Figure 2.28: Convergence of the algorithms on the Philadelphia instance. GP with a
different value of α = 0.25.
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Figure 2.29: Convergence of the algorithms on the Chicago Regional instance.

However, not all errors come from cancellation and round-off errors occurring because

of finite floating point precision. As mentioned in Section 2.7.2.3, the convergence issues

of LUCE originate from the approximation of the second derivative. As a result, the

sub-problem is not precise enough which limits the maximum possible precision that

can be reached by LUCE. This example is a good demonstration of how the precision

of solving a sub-problem can limit the master problem’s precision.

This brings us to a conclusion that some errors originate from finite floating point

arithmetic, others from model simplifications. Both of them impact the precision of

solution that can be reached by an algorithm and its convergence and performance. The
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potential sources of errors and approximations must always be taken into account and

examined, especially in the case when the precision of a solution is crucial.

2.9 Discussion and Conclusion

This chapter starts with a literature overview of existing TA algorithms, based on which

we select and implement the most promising ones. The main aim of our numerical

study is to compare the algorithms under the same computational environment and

in terms of a framework that ensures that common code is used wherever possible.

We implement and analyse several algorithms belonging to link-, path- and bush-based

methods, namely, FW, CFW, BFW, PE, GP, PG, ISP, B, LUCE and TAPAS.

Based on the performed computational study we can conclude the following. When

choosing what algorithm to implement for solving the TA problem, the level of solution

accuracy must be one of the most important factors to take into account. If the required

precision is low or medium, simple algorithms represent a better choice. Path-based

methods as well as BFW fall into this category and can achieve medium precision levels

in a reasonable amount of time. For large instances, BFW represents a good trade-

off between memory consumption and solution accuracy. For finding highly precise

solutions, advanced approaches like algorithm B and TAPAS should be implemented.

Both algorithms show the ability to achieve high accuracy in a reasonable amount of

time for instances of different sizes varying from small to large.

We also analyse numerical stability of path-based algorithms which is important when

highly precise solutions are required. In particular, we identify one source of numerical

errors in the PG algorithm and propose a way to solve this issue that results in the

stable numerical behaviour of PG.



Chapter 3

Multi-objective User Equilibrium:

Theoretical Aspects

Advanced TA models relax different assumptions of the conventional model in order to

better predict traffic patterns that are observed in practice. Usually such models require

more input data and are more difficult to solve. However, they allow to model traffic

flows that reflect reality better than the conventional model. One of the assumptions of

the conventional model is that the route choice of road users is based only on trip travel

times. In this and the next chapters we focus on TA models that relax this assumption.

Several transportation studies underline that factors other than travel time influence the

route choice of road users (Abdel-Aty et al., 1995, Li et al., 2010). This fact motivates

researchers to propose various models that introduce several criteria into the TA prob-

lem. Before presenting such models, in Section 3.1 we describe basic definitions from

the domain of multi-objective optimisation necessary for this chapter. Comprehensive

discussion of this topic can be found in Ehrgott (2005) and Miettinen (1999). In Sec-

tions 3.2 and 3.3 we briefly cover TA models with multiple criteria as well as general TA

models, most of which also introduce multiple objectives into TA. Section 3.4 presents

an alternative way of modelling multiple criteria in TA which is multi-objective user

equilibrium (MUE) and its special case - bi-objective user equilibrium (BUE) when only

two criteria are considered. MUE is different from other TA models because, instead of

modifying path and link cost functions to incorporate multiple criteria, it modifies the

user equilibrium condition itself. MUE is inspired by the multi-objective definition of

Pareto optimality and allows multiple solutions (possibly infinitely many of them). In

Section 3.5 we show how general TA models and MUE are related. We study proper-

ties of the set of BUE flows and establish necessary background for developing solution

algorithms in Sections 3.6 and 3.7. Finally, Section 3.8 summarises this chapter.

71
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3.1 Multi-objective Optimisation

Traditionally optimisation problems are modelled with one objective function subject to

a set of constraints. However, many problems arising in practice require simultaneous

optimisation of several criteria. Often, objective functions are non-commensurable which

makes it difficult to aggregate them into one synthetic measure. These facts motivated

a different approach towards modelling optimisation problems which is multi-objective

optimisation.

Any multi-objective optimisation problem consists in simultaneous optimisation of sev-

eral criteria. Let X ⊂ Rn be a set of feasible vectors and z be a vector-valued function

z : Rn → Rq such that: z = (z1, . . . , zq), where zj : Rn → R, j = 1, ..., q corresponds

to the jth objective. Then, a multi-objective optimisation problem can be formulated

as (Ehrgott, 2005):

min {(z1(x), . . . , zq(x)) : x ∈ X} . (3.1)

In the case of a single-objective optimisation problem, it is possible to compare each

feasible vector to another feasible vector with respect to the objective function value,

and a unique best objective value exists. However, when there are multiple criteria, some

of these vectors might be better with respect to one objective, but worse with respect

to another one. Because feasible vectors of multi-objective problem (3.1) represent

different trade-offs between objective functions z1, . . . , zq, problem (3.1) has a set of

optimal solutions instead of one optimal solution. Such solutions represent the best

possible trade-off between criteria and are called efficient.

Formally, a feasible vector x ∈ X is called efficient if there does not exist x′ ∈ X such

that zj(x
′) ≤ zj(x) for all j = 1, . . . , q and zj(x

′) < zj(x) for some j (Ehrgott, 2005,

Ehrgott and Gandibleux, 2000). If x is efficient, then its image in the objective space

z(x) = (z1(x), . . . , zq(x)) is called a non-dominated point. If x, x′ ∈ X and z(x) ≤ z(x′),
i.e. zj(x) ≤ zj(x

′) for all j = 1, ..., q and at least one inequality is strict, we say that x

dominates x′ and z(x) dominates z(x′). A feasible vector x′ ∈ X is called weakly efficient

if there is no x ∈ X such that z(x) < z(x′), i.e. zj(x) < zj(x
′) for all j = 1, ..., q. Point

z(x′) is then called weakly non-dominated. These definitions are illustrated in Figure 3.1

that shows images in the objective space of several feasible vectors of a bi-objective

optimisation problem.

Hansen (1980) introduces definitions of several important solution sets of multi-objective

optimisation problems. A complete set XE is a set of efficient solutions such that all

x ∈ X \XE are either dominated by or equivalent to at least one x ∈ XE . Here feasible

vectors x, x′ ∈ X are said to be equivalent if z(x) = z(x′), i.e. zj(x) = zj(x
′) for all

j = 1, ..., q. A minimal complete set XEm is a complete set without equivalent solutions.
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Figure 3.1: Example of non-dominated points.

Any complete set contains a minimal complete set. The maximal complete set XEM
is

the complete set including all equivalent solutions, i.e. all x ∈ X \XEM
are dominated.

Given a complete set of efficient solutions XE , the set of corresponding non-dominated

points is also called the non-dominated set or Pareto frontier.

Thus, according to the introduced definition of optimality, to solve a multi-objective

optimisation problem means to find a complete set of efficient solutions. The majority

of exact and approximation algorithms aim to find a minimal complete set XEm .

All efficient solutions of multi-objective linear programmes (where all objectives and

constraints are linear) can be obtained by solving several single-objective problems that

are called weighted sum scalarizations

min
x∈X


q∑
j=1

λjzj(x)

 , (3.2)

where λ = (λ1, ..., λq) : λj ≥ 0,∀j = 1, ..., q and at least one inequality is strict, is a vector

of weights. The solutions that can be obtained by solving weighted sum problems (3.2)

are called supported efficient solutions where as the remaining ones are called non-

supported efficient solutions. The corresponding images of these types of solutions in

the objective space are called supported non-dominated points (they are situated on the

convex hull of the Pareto frontier) and non-supported non-dominated points.

From a methodological point of view, non-supported efficient solutions are the main rea-

son why computation of efficient solutions is hard. Most multi-objective combinatorial

optimisation problems are NP-hard (Ehrgott and Gandibleux, 2000). Moreover, such

problems are often intractable, i.e. there may exist exponentially many non-dominated

points and efficient solutions.
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In summary, to solve a multi-objective optimisation problem means to find a complete

set of efficient solutions each of which represents a different trade-off between criteria.

3.2 Traffic Assignment with Multiple Criteria

This section briefly overviews TA models that introduce multiple criteria into the route

choice of road users.

Usually travel time is considered as one of the criteria in various TA models since, as

indicated in Abdel-Aty et al. (1995), travel time is the most important factor influencing

the route choice of road users. Other factors include monetary costs, emissions, travel

time reliability, etc. In the following, we present several examples with travel time and

toll as criteria based on which road users make their decisions. As discussed latter, these

objectives are commonly used in the TA literature.

Many TA models that introduce multiple criteria are based on the idea of aggregating

them. Usually such models aim to find an equilibrium solution based on a slight mod-

ification of Wardrop’s first principle. In equations (2.7), the user equilibrium condition

is stated in terms of path cost functions Ck(F) that represent path travel times. How-

ever, these functions can also represent measures different from travel time, for example,

a combination of several criteria that influence the route choice of road users. In the

following, such functions are called generalised cost functions. In this setting, the user

equilibrium condition can be restated as: the generalised cost of all the routes actually

used is equal, and less than that which would be experienced by a single vehicle on any

unused route.

One of the possible ways of aggregating factors into a generalised cost function is to use

their linear combination. For example, a linear combination of path travel time Tk and

monetary cost Ωk usually has the form Ck = αTk+Ωk where α > 0 is a linear coefficient

called value of time (VOT). If, in addition, path travel time is modelled as a sum of

link travel times belonging to this path, i.e. Tk(f) =
∑

a∈A δ
k
aca(fa), monetary cost is

also a sum of link costs ωa, i.e. Ωk(f) =
∑

a∈A δ
k
aωa(fa), and all link cost functions are

separable, continuous, positive and strictly increasing, then such a TA model reduces to

conventional TA where all link cost functions are modified as c̄(fa) = αca(fa) + ω(fa).

More sophisticated models introduce classes of road users with different values of time

or a distribution of VOT. Various models of this kind are summarised and discussed

in Raith (2009). A majority of these models find only one solution that corresponds

to a given VOT. However, as was presented in Section 3.1, if a problem is modelled

as a multi-objective optimisation programme, there might exist multiple solutions that
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represent various trade-offs between criteria. Hence, the approach of finding an equilib-

rium solution corresponding to a fixed VOT raises several questions. Are there other

solutions with a different trade-off between travel time and toll? What kind of solutions

can be obtained by varying VOT?

Raith (2009) remarks that models based on VOT and linear aggregation of criteria have

certain limitations. By varying VOT only a subset of equilibrium solutions can be found.

This subset contains solutions that allow positive flows on supported efficient paths only.

As a result, other solutions that allow positive flow on non-supported efficient paths can-

not be found by this method. This drawback can be overcome if non-linear aggregation

is used instead, i.e. when several criteria are combined via non-linear function(s). In the

following such non-linear functions that combine criteria are called scalarization func-

tions. Raith et al. (2014) demonstrate that the approach based on non-linear aggregation

of criteria allows to find all equilibrium solutions by varying scalarization functions. We

discuss this topic in detail in Section 3.5.

In the next section we present two types of TA models that are of interest in our study:

non-separable and non-additive TA. Non-separable models modify link cost functions in

order to consider the influence of flows of multiple links on the travel time of a given

link. Non-additive models consider various forms of path cost functions that are usually

represented by a non-linear combination of several criteria. Such functions are usually

non-additive, i.e. the cost of a path is not necessarily equal to the sum of costs of its

sub-paths.

3.3 General Traffic Assignment

In this section, we focus on general TA models that relax two assumptions of the con-

ventional model: separability of link cost functions and additivity of path cost functions

that are introduced in Section 2.3. Before discussing various advanced models of these

types, let us present alternative formulations of TA.

3.3.1 Alternative Formulations of Traffic Assignment

The mathematical statement (2.7) that describes the user equilibrium condition can be

formulated as variational inequality (VI), non-linear complementarity (NCP) or fixed

point (FP) problem. These formulations are equivalent provided that path cost functions

Ck(F) are positive and demands Dp are non-negative. The corresponding proofs of

equivalence are presented in Florian and Hearn (1995).
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The VI formulation of TA consists in finding F∗ ∈ Θ such that (Patriksson, 1994):

C(F∗)(H− F∗) ≥ 0, ∀H ∈ Θ, (3.3)

where C(F) =
(
C1(F), ..., C|K|(F)

)
is the vector of path costs and Θ = {F :

∑
k∈Kp

Fk−
Dp = 0, Fk ≥ 0,∀p ∈ Z} is the set of feasible path flows.

Patriksson (1994) explains that the NCP formulation of TA can be stated as follows:

find x∗ that solves (3.4).

G(x∗)Tx∗ = 0, (3.4a)

G(x∗) ≥ 0, (3.4b)

x∗ ≥ 0, (3.4c)

where x =

(
F

U∗

)
is a vector such that its first |K| components correspond to path flows

F and its last |Z| components U∗ =
(
U∗1 , ..., U

∗
|Z|

)
correspond to minimum path costs,

G(x) is a continuous mapping defined as

G(x) =

(
Ck(F)− U∗p , ∀k ∈ Kp, ∀p ∈ Z∑

k∈Kp
Fk −Dp, ∀p ∈ Z

)
. (3.5)

As presented in Florian and Hearn (1995), the FP formulation of TA consists in finding

x∗ that solves

x = ProjR|x|+

(x−G(x)), (3.6)

where x and G(x) are defined in the same way as in (3.5), ProjXy means projection of

y onto set X, and Rn+ = {y ∈ Rn : y > 0} is the positive orthant of Rn.

The VI, NCP and FP formulations do not require additivity and separability assump-

tions necessary for the mathematical programme (2.8). These formulations can be used

for solving more general TA problems. Mathematical programming formulations, how-

ever, provide multiple advantages for solving the problem compared to the VI, NCP and

FP formulations, as discussed in Section 3.3.3. The relation between mathematical pro-

grammes and VIs lies in the symmetry of the Jacobian matrix of VI which is discussed

in the next section. The Jacobian matrix is the matrix of first order partial derivatives

of a vector-valued function (Patriksson, 1994). The Jacobian matrix of VI (3.3) is

∇C(F) =


∂C1(F)
∂F1

... ∂C1(F)
∂F|K|

... ... ...
∂C|K|(F)

∂F1
...

∂C|K|(F)

∂F|K|

 , (3.7)
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where ∇ denotes Jacobian of C(F)1

3.3.2 Relation Between Variational Inequality and Mathematical Pro-

gramming Formulations

As mentioned in Section 3.3.1, the user equilibrium condition is equivalent to solving

VI (3.3). In order to formulate the TA problem as a mathematical programme with an

objective of the form (A.3), Jacobian ∇C(F) must be symmetric (Patriksson, 1994).

Detailed description of why the Jacobian must be symmetric in order for the mathe-

matical programming formulation to exist can be found in Appendix A and Patriksson

(1994).

If, in addition, generalised cost functions are additive, then the user equilibrium condi-

tion is equivalent to VI of finding f∗ ∈ ∆Θ such that:

c(f∗)(h− f∗) ≥ 0, ∀h ∈ ∆Θ, (3.8)

where ∆Θ is the set of feasible link flows. Again, in this case, in order to formulate

the TA problem as a mathematical programme with an objective of the form (A.3), the

Jacobian ∇c(f) must be symmetric, i.e. the following condition must hold:

∂ca(f)

∂fb
=
∂cb(f)

∂fa
, ∀a, b ∈ A,∀f ∈ ∆Θ. (3.9)

Condition (3.9) can be interpreted as the condition that the effect of an additional flow

unit along link a on link cost cb(f) is the same as the effect of an additional flow unit

along link b on link cost ca(f), see Sheffi (1985).

Hence, studying symmetry of the Jacobian matrix is very important for deriving an

equivalent mathematical programming formulations. Unfortunately, the symmetry con-

dition may not hold in general, see Dafermos (1971, 1972) and Sheffi (1985). For ex-

ample, if link cost functions ca(f) are non-separable (i.e. they depend on the entire

vector of link flows f), then the Jacobian matrix might not be symmetric. When more

general path cost functions Ck(F) are used (for example, the non-additive functions

presented in Gabriel and Bernstein (1997)), the Jacobian is not necessarily symmetric

either. Hence, imposing a symmetric Jacobian is extremely limiting. Usually, more com-

plicated TA models do not rely on the symmetry of the Jacobian, and, hence, cannot

be formulated as an optimisation problem.

1We use ∇ to denote both gradient and Jacobian. If in expression ∇T function T is a real-valued
function of multiple variables, then∇ denotes gradient. If in expression∇C function C is a vector-valued
function of multiple variables, then ∇ denotes Jacobian.
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However, there are several examples in the literature when TA models allow mathe-

matical programming formulations due to the symmetry of the Jacobian matrix. The

conventional TA model falls into this category. When path cost functions are additive

and link cost functions are separable, Jacobian ∇c(f) of VI (3.8) is diagonal and, hence,

symmetric (Sheffi, 1985).

Sheffi (1985) presents an example when path cost functions are additive, link cost func-

tions are non-separable, but Jacobian ∇c(f) is symmetric. Such a TA model describes

two-way traffic interactions. The congestion on one way might cause slow down of traffic

going in the opposite direction because of the reduction in passing opportunities. In this

TA model, all link cost functions depend on flow on two links that go in opposite direc-

tions. The interaction between the opposite direction links is assumed to be symmetric

resulting in a symmetric Jacobian matrix.

Fisk (1980) proposes a stochastic user equilibrium problem with non-additive path cost

functions of the form

Ck(F) =
∑
a∈A

δkaca(fa) +
1

α
lnFk, ∀k ∈ Kp, ∀p ∈ Z, (3.10)

where α is a constant. Fisk (1980) shows that the TA model based on such path cost

functions has an equivalent mathematical programming formulation. It is easy to see

that in this case the Jacobian matrix is symmetric. We have that ∂lnFi
∂Fj

= 0,∀j 6= i, i =

1, .., |K|, j = 1, .., |K| which leads to a diagonal Jacobian matrix.

Larsson et al. (2002) present the TA model with separable link cost functions and non-

additive path costs. In their formulation they use the generalised cost

Ck(F) =
∑
a∈A

δkaca(fa) +Gp

(∑
a∈A

δkaωa

)
, ∀k ∈ Kp,∀p ∈ Z, (3.11)

where Gp is a non-negative and strictly increasing function that represents the time

equivalent of money. The input of this function
∑

a∈A δ
k
aωa is a constant toll of driving

on path k where ωa is toll of link a. In this case, Jacobian ∇C(F) is symmetric. The

generalised cost (3.11) consists of two parts. The first part corresponds to the sum of

separable link cost functions (as in the conventional model) and the second term is path

specific and does not depend on flow (hence, its derivative with respect to path flow

is zero). Therefore, the Jacobian is diagonal and, hence, symmetric. As a result, the

corresponding mathematical programme exists and is presented in Larsson et al. (2002).

We study this particular TA model in more detail in Section 3.5 and in Chapter 4.
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3.3.3 Difficulties of Solving General Traffic Assignment

The case when there is no mathematical programming formulation creates several diffi-

culties for solving the TA problem. Patriksson (1994) explains that strong assumptions

must hold in order to guarantee convergence of algorithms for solving general TA prob-

lems with asymmetric Jacobian, and TA instances may fail to satisfy them. Moreover,

no direct measure is available for monitoring convergence of algorithms, compared to an

optimisation problem where an objective function can be used directly for monitoring

convergence. Because of this, various different convergence measures are proposed in the

literature, and there is no agreement which one of them should be used. Various conver-

gence measures can be found in the references cited in this section. On the other hand,

when a mathematical programme exists as is the case presented in Larsson et al. (2002),

path cost functions might be non-additive leading to NP-hard sub-problems. Because

of these difficulties the majority of the algorithms proposed for general TA models are

tested on small instances for illustration purposes only (Patriksson, 1994).

Non-separable models appear to be difficult to solve and calibrate and only a few papers

are available on this topic. Such models are usually used for describing junctions and

traffic lights. In the following we do not study such models. Instead we focus on studies

that consider the case of non-additive path cost functions based on separable link costs.

Such path cost functions appear in many practical applications (Gabriel and Bernstein,

1997). In particular, the non-additivity of path cost functions may originate from non-

linear valuation of travel time (small amounts of time have lower value compared to large

amounts of time), non-additive tolls and fares (when tolls are not proportional to travel

time) and emission fees (emissions are non-linear functions of travel time), etc. In the

following, the discussion focuses on the TA problem with separable link cost functions

and non-additive path cost functions.

The form of a generalised cost function has a direct influence on how TA can be formu-

lated and solved. In the remainder of this section we review several papers that propose

and study different non-additive path cost functions. Some of these models can handle

the case of non-separable link cost functions as well.

Gabriel and Bernstein (1997) present the general path cost function

Ck(F) = Λk(F) + η1

∑
a

δkaca(f) + gk

(∑
a

δkaca(f)

)
, ∀k ∈ K, (3.12)

where Λk(F) is a path-specific flow-dependent financial cost (in many other studies,

however, Λk(F) is usually assumed to be flow-independent), η1 is a time-based oper-

ating cost and gk is a function that converts time to monetary cost. Clearly, such a
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generalised path cost function is non-additive in general. Gabriel and Bernstein (1997)

remark that in practice it is unlikely for functions gk to vary across paths, although

it is possible to imagine such functions. Gabriel and Bernstein (1997) propose to use

NCP formulation (3.4) to solve non-additive TA based on generalised cost (3.12). They

transform it into a non-smooth non-convex optimisation problem and propose a general

algorithm to solve it. However, Gabriel and Bernstein (1997) do not test their proposed

algorithm numerically.

Gabriel and Bernstein (1997) also present a special case when generalised cost is Ck(f) =

g
(∑

a δ
k
aca(f)

)
, ∀k ∈ K, where g : R+ → R+ is monotonically increasing and is the same

for all paths. Gabriel and Bernstein (1997) prove that, in this case, function g can be

ignored and the solution of the non-additive TA problem coincides with the solution of

the additive one.

Lo and Chen (2000a) also study general path cost functions (3.12) and propose an algo-

rithm to solve the resulting non-additive TA problem. They require path cost functions

to be smooth, convex and monotonic. Their solution algorithm is based on the math-

ematical programming transformation of NCP formulation (3.4). The mathematical

programming problem has a smooth and convex objective, but non-convex set of fea-

sible vectors. Lo and Chen (2000a) apply their algorithm to two small instances. Lo

and Chen (2000b) study general smooth path cost functions that are assumed to be

monotonic with respect to path flows. They transform the NCP formulation of TA to

an unconstrained mathematical programme with smooth, but non-convex objective and

develop two solution algorithms.

Chen et al. (2001) consider the following path cost function Ck(f) = Λk+
∑

a∈A δ
k
aca(fa)

which is a special case of (3.12). They apply a self-adaptive projection and contraction

algorithm to solve the TA problem formulated as NCP. Numerical tests are performed

on two small instances only.

Agdeppa et al. (2007) propose the following path cost function

Ck(f) = Up

(∑
a∈A

δkaca(fa) +Gk(Λk)

)
, (3.13)

where Up,∀p ∈ Z is a strictly increasing function. Generalised cost (3.11) is a special

case of function (3.13). They propose a different formulation of the problem based on a

monotone mixed complementarity problem which is equivalent to the NCP formulation

under some assumptions on Up. Again, computational results are presented for small

instances only.
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Xu et al. (2011) study path cost functions of the form

Ck(F) = Uk

(
(1− ξ)

∑
a∈A

δkaca(f) + ξGk(Λk)

)
, (3.14)

where ξ ∈ [0, 1] and Uk,∀k ∈ K is a path disutility function. They apply a semi-smooth

Newton method to solve the NCP formulation of TA on two small instances.

Han and Lo (2004) solve the VI formulation of non-additive TA based on generalised

cost Ck(F) =
∑

a∈A δ
k
aca(fa) + Λk. Chen et al. (2012) also use the VI formulation and

path cost function (3.12). They develop a self-adaptive gradient projection algorithm

and test it on one small and one medium size instances.

In summary, various non-additive path cost functions are proposed in the literature.

In order to solve the resulting non-additive TA problem, most of the studies propose

algorithms based on the NCP formulation of TA. Usually, computational results are

presented for small instances only.

However, if an equivalent mathematical programme exists, it is possible to apply op-

timisation methods for solving the TA problem. This fact makes the model proposed

by Larsson et al. (2002) attractive from a computational point of view. As was men-

tioned in Section 3.3.2, generalised cost (3.11) of this model has a special form that

keeps the Jacobian symmetric and, hence, a mathematical programming formulation is

available. However, the sub-problem that arises in this case is the non-additive shortest

path problem which is NP-hard (Tsaggouris and Zaroliagis, 2006). In the following we

formally define MUE and discuss how this particular TA problem is related to MUE and

to non-additive TA based on generalised path cost

Ck(F) =
∑
a∈A

δkaωa + gp

(∑
a∈A

δkaca(fa)

)
, (3.15)

which is a special case of (3.12) where gp is a scalarization function that converts travel

time to toll.

3.4 Multi-objective User Equilibrium Definition

The models presented in Sections 3.2 and 3.3 introduce several criteria into TA by

aggregating them into generalised cost functions and finding one equilibrium flow pattern

that satisfies the user equilibrium condition based on these functions. As outlined in

Section 3.1, the multi-objective approach to model optimisation problems consists in

finding a complete set of efficient solutions that represent different trade-offs between
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criteria. This idea provides an alternative way of introducing multiple objectives into

TA. Instead of aggregating objectives into a particular generalised cost function, the user

equilibrium condition itself can be modified leading to MUE that is defined as follows.

Definition 3.1 (Raith (2009)). Under the multi-objective user equilibrium condition,

traffic arranges itself in such a way that no individual trip maker can improve at least

one of their objectives without worsening any of the others by unilaterally switching

routes.

Such a definition of equilibrium is first introduced in Chen and Yen (1993). Next we

state a mathematical definition of MUE, also known as vector equilibrium.

Let Cjk(F) denote the jth objective function that might depend on entire path flow vector

F. Then, cost vector Ck(F) =
(
C1
k(F), C2

k(F), ..., Cqk(F)
)
, where q is the total number

of criteria, is associated with each path k ∈ Kp, ∀p ∈ Z. A feasible path flow vector

F∗ ∈ Θ satisfies MUE if it is at vector equilibrium, i.e. if for each O-D pair p ∈ Z the

following statement holds:

Ck(F
∗) ≤ Cs(F

∗)⇒ F ∗s = 0, ∀k ∈ Kp,∀s ∈ Kp, s 6= k, (3.16)

i.e. flow is positive only on efficient paths, the paths that carry zero flow are either

dominated or efficient (Raith et al., 2014). There might exist equivalent paths, i.e. paths

with identical cost vectors. Therefore, under the MUE condition any path with positive

flow must be efficient.

A feasible path flow vector F∗ ∈ Θ is at weak vector equilibrium, if for each O-D pair

p ∈ Z the following statement holds:

Ck(F
∗) < Cs(F

∗)⇒ F ∗s = 0, ∀k ∈ Kp,∀s ∈ Kp, s 6= k. (3.17)

Vector equilibrium and weak vector equilibrium correspond to the concepts of efficiency

and weak efficiency of multi-objective optimisation, see Section 3.1. However, the vector

equilibrium problem is not a multi-objective optimisation problem. In fact, Raith and

Ehrgott (2011) show that the vector equilibrium problem is not equivalent to the multi-

objective versions of mathematical programme (2.8) and VI (3.3). They also identify

several erroneous results presented in the literature that state equivalence between the

vector equilibrium problem and vector variational inequality formulations.

Hence, MUE generalises Wardrop’s first principle to the case of multiple conflicting

criteria. Similar to multi-objective optimisation problems, it allows multiple solutions

(potentially infinitely many) and is based on the idea of efficiency (each MUE flow
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Figure 3.2: Two-link example network.
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Figure 3.3: Examples of BUE.

pattern has positive flow only on efficient paths). Unlike multi-objective optimisation

problems, solutions of MUE cannot be represented in the objective space as a Pareto

frontier. However, for a given O-D pair p and a fixed path flow vector F̄ it is possible

to visualise non-dominated points in the space of path cost vector Ck(F̄).

In order to illustrate the definitions presented above, let us consider Example 3.1.

Example 3.1. The transportation network is presented in Figure 3.2. It has only two

nodes connected by two parallel links. Let F1 denote path flow on link 1 and F2 path

flow on link 2 (link and path flows are the same for this particular example) such that

F1 +F2 = Dp where Dp is the demand between origin node o and destination node d. Let

T1 and T2 denote travel time of paths 1 and 2, and let Ω1 and Ω2 denote toll of paths 1

and 2. Both these criteria are minimised by road users. If we consider only feasible path

flow vectors, several situations might occur that are presented in Figure 3.3. This figure

shows possible images of paths in the space of the two criteria which are path travel time

and toll.

1. If tolls are not equal (without loss of generality we assume that Ω1 < Ω2), then the

following situations are possible (see Figure 3.3A).

(a) Any feasible values of path flows F1 and F2 that result in T1 > T2 are at vector

equilibrium.
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(b) Path flows that lead to T1 = T2 = T are at vector equilibrium if F1 = Dp and

F2 = 0 and at weak vector equilibrium if F1 ≥ 0 and F2 ≥ 0 and at least one

inequality is strict.

(c) For path flows for which T1 < T2 (denoted as T ′1 and T ′2 in Figure 3.3A),

vector equilibrium is satisfied only if F1 = Dp and F2 = 0.

2. If tolls are the same (Ω1 = Ω2), then the following situations are possible (see

Figure 3.3B).

(a) Path flows that result into T1 > T2 satisfy weak vector equilibrium if F1 ≥ 0

and F2 ≥ 0 and at least one inequality is strict. They satisfy vector equilibrium

if F1 = 0 and F2 = Dp.

(b) Any feasible path flow vector such that T1 = T2 = T is at vector equilibrium.

(c) Path flows for which T1 < T2 (denoted as T ′1 and T ′2 in Figure 3.3B) satisfy

weak vector equilibrium if F1 ≥ 0 and F2 ≥ 0 and at least one inequality is

strict. Vector equilibrium is satisfied if F1 = Dp and F2 = 0.

We can summarise that the MUE condition allows to find multiple flow patterns (pos-

sibly, infinitely many) that represent different route choices of road users.

3.5 Aggregation of Criteria

This section discusses relationships between models based on linear aggregation of ob-

jectives presented in Section 3.2, non-additive models presented in Section 3.3.3 and

MUE.

Wang and Ehrgott (2013a) show that an equilibrium solution based on linear aggregation

of two criteria

Ck(F) = αC1
k(F) + C2

k(F), α > 0, (3.18)

is also a BUE solution. Based on this fact it is easy to establish existence of BUE under

the same assumptions as existence of user equilibrium based on (3.18). If solution to the

TA problem with respect to generalised cost (3.18) exists, then, since this solution is also

a BUE solution, there exists a BUE solution (Wang and Ehrgott, 2013b). By varying the

linear coefficient α it is possible to generate several BUE solutions. However, all of them

assign flows to supported efficient paths only (Raith and Ehrgott, 2011). Non-linear

scalarization, on the other hand, allows to find solutions where flows can be assigned to

non-supported efficient paths. Therefore, we focus on non-linear scalarization models

from now on.
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3.5.1 Aggregation of Two Criteria

Raith (2009) shows that an equilibrium solution of the non-additive TA problem based

on generalised cost (3.11) where tolls do not depend on flow, is also a BUE solution (and

vice versa) given that non-linear scalarization functions Gp, ∀p ∈ Z are strictly increasing

and non-negative. The proof of this relationship between BUE and non-additive TA

presented in Raith (2009) does not rely on the fact that tolls are flow-independent.

Hence, this result can be immediately extended to the case when both criteria are flow-

dependent. Given two criteria C1
k(F) and C2

k(F) the following generalised cost functions

are possible:

Ck(F) = vp1
(
C1
k(F)

)
+ C2

k(F), ∀k ∈ Kp, ∀p ∈ Z, (3.19a)

Ck(F) = C1
k(F) + vp2

(
C2
k(F)

)
, ∀k ∈ Kp, ∀p ∈ Z, (3.19b)

where vp1 , v
p
2 are strictly increasing, non-negative functions that can be non-linear. In

the following, we focus on function (3.19a). All results presented for this function also

apply to function (3.19b).

For the sake of completeness, we reproduce the proof that establishes the relationship

between BUE and non-additive TA as in Raith (2009) with minor modifications that

allow to generalise the proof for application of flow-dependent path cost functions (3.19).

Theorem 3.1. If F∗ is a BUE solution, then there exists a strictly increasing non-

negative function vp1 , ∀p ∈ Z such that vector F∗ is a solution of non-additive TA based

on generalised cost (3.19a).

Remark 3.1. It must be noted that there might exist many path flow vectors F∗ that

solve the non-additive TA problem based on generalised cost (3.19a).

Proof. Without loss of generality we present the proof for one O-D pair only and omit the

O-D pair index p to simplify notation. Let X∗ denote the set of efficient paths and t =

|X∗| denote the cardinality of this set. Path s ∈ X∗ has cost vector
(
C1
s (F∗), C2

s (F∗)
)
.

There might exist paths s and s′ with identical cost vectors. All cost vectors can be

lexicographically sorted by non-decreasing value of the first objective:

C1
1 (F∗) = ... = C1

i (F∗) < ... < C1
j (F∗) = ... = C1

t (F∗), (3.20a)

C2
1 (F∗) = ... = C2

i (F∗) > ... > C2
j (F∗) = ... = C2

t (F∗). (3.20b)

Feasible flow vector F∗ is an equilibrium solution of the non-additive TA based on

generalised cost (3.19a), if there exists a function v1 such that all paths with positive

flow have the same value of generalised cost (3.19a) and this cost is minimal. Since F∗
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Figure 3.4: Construction of function v1.

is a BUE solution, only efficient paths can have positive flow, i.e. only paths from set

X∗. Hence, we need to construct a function v1 such that for all efficient paths we have

that C1(F∗) = C2(F∗) = ... = Ct(F
∗) = Cmin where Cmin = mins∈Kp{Cs(F∗)} is the

minimal path cost among all paths between O-D pair p.

LetW > C2
1 (F∗) be greater than the largest value of the second objective function among

all efficient paths, then v1 can be constructed as a piecewise-linear function that goes

through points (0, 0), (C1
1 (F∗),W −C2

1 (F∗)),..., (C1
t (F∗),W −C1

t (F∗)), (+∞,+∞). By

construction this function is strictly increasing due to lexicographical order (3.20) and

non-negative, and all efficient paths s ∈ X∗ have identical generalised costs C1(F∗) =

C2(F∗) = ... = Ct(F
∗) = W , see Figure 3.4. As can be seen from Figure 3.4, function

v1 is constructed in such a way that when it is added to the corresponding value of the

second objective C2
k(F∗) of some path k, generalised cost Ck(F

∗) of this path is equal to

W if the path is efficient, and Ck(F
∗) is strictly greater than W if the path is dominated.

It remains to demonstrate that W is minimal. Let s′ ∈ Kp\X∗ denote a dominated

path. Since s′ /∈ X∗, there exists path s ∈ X∗ that dominates path s′. Therefore, we

can have one of the following situations:

1. C1
s (F∗) ≤ C1

s′(F
∗) and C2

s (F∗) < C2
s′(F

∗). In this case, we have that Cs(F
∗) −

Cs′(F
∗) = C1

s (F∗) − C1
s′(F

∗) + v1

(
C2
s (F∗)

)
− v1

(
C2
s′(F

∗)
)
< 0 because C1

s (F∗) −
C1
s′(F

∗) ≤ 0 and v1

(
C2
s (F∗)

)
< v1

(
C2
s′(F

∗)
)

due to the fact that C2
s (F∗) < C2

s′(F
∗)

and v1 is strictly increasing. Hence, W = Cs(F
∗) < Cs′(F

∗).

2. C1
s (F∗) < C1

s′(F
∗) and C2

s (F∗) ≤ C2
s′(F

∗). Again, we have that Cs(F
∗)−Cs′(F∗) =

C1
s (F∗)−C1

s′(F
∗)+v1

(
C2
s (F∗)

)
−v1

(
C2
s′(F

∗)
)
< 0 since C1

s (F∗)−C1
s′(F

∗) < 0 and

v1

(
C2
s (F∗)

)
− v1

(
C2
s′(F

∗)
)
≤ 0 due to C2

s (F∗)−C2
s′(F

∗) ≤ 0 and v1 being strictly

increasing function. Hence, it follows that W < Cs′(F
∗).
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Thus, the value of generalised cost (3.19a) of any dominated path s′ ∈ Kp\X∗ is always

strictly greater than W , which means that F∗ is an equilibrium solution of the non-

additive TA problem based on generalised cost (3.19a).

Remark 3.2. In the proof of Theorem 3.1 for constructing function v1 it is important to

consider all efficient paths from set X∗ even if some of them do not carry flow, otherwise

cost W might not be minimal.

Theorem 3.2. If F∗ is an equilibrium solution of non-additive TA based on generalised

cost (3.19a) with a strictly increasing non-negative function vp1 , ∀p ∈ Z, then F∗ is also

a BUE solution.

Proof. As before, only one O-D pair needs to be considered and O-D pair index p is

omitted whenever possible. Let X∗ denote the set of paths for which generalised cost

Ck(F
∗),∀k ∈ X∗ attains its minimum:

X∗ = {k ∈ Kp : Ck(F
∗) = min

j∈Kp

Cj(F
∗)}, (3.21)

and let t = |X∗| denote the cardinality of this set. Since F∗ is an equilibrium solution

of non-additive TA based on generalised cost (3.19a), positive flow can be only on the

paths that belong to set X∗.

Vector F∗ satisfies the BUE condition if flow is positive only on efficient paths, i.e. we

need to show that all paths from set X∗ are efficient. Let us prove it by contradiction.

Let us assume that there exists path s that dominates some path s′ ∈ X∗. Thus, one of

the following cases is possible:

1. C1
s (F∗) ≤ C1

s′(F
∗) and C2

s (F∗) < C2
s′(F

∗). It follows that Cs(F
∗) = C1

s (F∗) +

v1

(
C2
s (F∗)

)
< C1

s′(F
∗) + v1

(
C2
s′(F

∗)
)

= Cs′(F
∗) because C1

s (F∗) ≤ C1
s′(F

∗) and

v1

(
C2
s (F∗)

)
< v1

(
C2
s′(F

∗)
)

due to the fact that v1 is strictly increasing and

C2
s (F∗) < C2

s′(F
∗).

2. C1
s (F∗) < C1

s′(F
∗) and C2

s (F∗) ≤ C2
s′(F

∗). The same relation Cs(F
∗) < Cs′(F

∗)

follows.

In both cases we have that Cs(F
∗) < Cs′(F

∗) which is a contradiction to the fact that

all paths from X∗ have minimal cost. Therefore, path s that dominates path s′ ∈ X∗

does not exist. This means that all paths that are dominated must have generalised cost

greater than minj∈Kp Cj(F
∗) which implies that they have zero flow. Hence, F∗ satisfies

the BUE condition.
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From the theorems presented above, it follows that any BUE solution can be obtained by

solving non-additive TA based on generalised cost (3.19a). Moreover, any equilibrium

solution of non-additive TA based on generalised cost (3.19b) is a BUE solution. This

leads to the following corollary.

Corollary 3.1. If F∗ is an equilibrium solution of non-additive TA based on generalised

cost (3.19b), then there exists a strictly increasing scalarization function vp1 ,∀p ∈ Z

such that F∗ is also an equilibrium solution of non-additive TA based on generalised

cost (3.19a).

From corollary 3.1 it follows that the non-additive TA based on (3.15) for which there

does not exist an equivalent mathematical programming formulation, can be solved using

the mathematical programme that is available for non-additive TA based on generalised

cost (3.11) as long as it is possible to find function Gp (function Gp corresponds to

function vp2 in (3.19b)) given the known function gp (function gp corresponds to function

vp1 in (3.19a)). However, it is not clear how such a function Gp can be derived given

function gp.

We can also conclude that all equilibrium solutions that can be found by solving non-

additive TA based on generalised cost (3.19a) or (3.19b), as well as the case when one

of the criteria does not depend on flow, are BUE solutions. Hence, the BUE condition

describes various flow patterns that can be identified by several general TA models that

are widely used in the literature.

3.5.2 Aggregation of More Than Two Criteria

Theorems 3.1 and 3.2 can be extended to the case when generalised cost functions

combine more than two objectives. In the bi-objective case, the construction of function

v1 is straightforward because lexicographical order (3.20) makes it possible to construct

a strictly increasing scalarization function. When the number of objectives is more than

two, the order in one objective does not mean anything for the order in others. As a

result, different techniques must be applied in order to construct a scalarization function

with desired properties.

Let 5 define the following order relation for y1,y2 ∈ Rq, y1 5 y2 =⇒ y1
i ≤ y2

i ,∀i =

1, ..., q, i.e. vector y1 either dominates vector y2 or they are equivalent. Then, the

concept of monotonicity can be generalised to higher dimension as follows.

Definition 3.2 (Ehrgott (2005)). Let M ⊆ Rm be a set, and s : M → R a function.

Then, function s is called monotonically increasing in M if a 5 b implies s(a) ≤ s(b) for
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all a,b ∈M . Function s is called strictly monotonically increasing in M if a ≤ b,a 6= b

implies s(a) < s(b) for all a,b ∈M .

Such monotonic functions are also called order-preserving (Fliege and Vicente, 2006).

We assume that every road user minimises q objectives C1, C2, ..., Cq that might depend

on flow. All criteria are assumed to be non-negative. In the following we consider a

general case when all criteria depend on flow. Hence, a generalised cost function of path

k can have the form:

Ck(F
∗) = Cqk(F∗) + vp

(
C1
k(F∗), C2

k(F∗), ..., Cq−1
k (F∗)

)
, ∀k ∈ Kp,∀p ∈ Z, (3.22)

where vp is a scalarization function.

Theorem 3.3. If F∗ is a MUE solution, then there exists a non-negative monotonically

increasing function vp, ∀p ∈ Z such that F∗ is an equilibrium solution of non-additive

TA based on (3.22).

Proof. Without loss of generality we present the proof for one O-D pair only and omit

the O-D pair index p. In order to show that F∗ is an equilibrium solution of non-additive

TA based on (3.22), we need to show that flow is only on the paths that have minimal

cost with respect to (3.22). Since F∗ is a solution of MUE, positive flow is only on

efficient paths. Let X∗ denote the set of all efficient paths. Then some or all of them

have positive flow. Hence, we need to show that there exists a function v such that

all paths from set X∗ have the same generalised cost and all other paths have larger

generalised cost.

Let W > maxk∈X∗
{
Cqk(F∗)

}
. Then function v can be defined as follows:

v
(
C1
k(F∗), ..., Cq−1

k (F∗)
)

= W − min
s∈Sk

{Cqs (F∗)} , (3.23)

where Sk =
{
s ∈ X∗ : C1

s (F∗) ≤ C1
k(F∗), ..., Cq−1

s (F∗) ≤ Cq−1
k (F∗)

}
is the set of paths

that dominate path k or are equivalent to path k in the space of first q − 1 criteria.

Let us analyse function v′
(
C1
k(F∗), ..., Cq−1

k (F∗)
)

= mins∈Sk
{Cqs (F∗)}. An example of

such a function when q = 3 is presented in Figure 3.5A. Red dots correspond to three

non-dominated points (1, 5, 10), (2, 1, 7) and (3, 5, 1) which define planes as follows. For

every path k that is dominated in the space of first two criteria, function v′ is equal

to the minimal value of the third criterion C3 among all paths that dominate path k.

The projection of the non-dominated points in the space of C1 and C2 as well as areas

dominated by the non-dominated points are shown in Figure 3.5B.
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Figure 3.5: Example of constructing function v′.

Function v′ is non-negative since values of all criteria are assumed to be non-negative.

Also v′ is monotonically decreasing. Let us analyse any two paths r and k such that

Cjk(F
∗) ≤ Cjr (F∗),∀j = 1, ..., q − 1 and at least one inequality is strict. Since path k

dominates path r with respect to the first q − 1 criteria, any path that dominates path

k also dominates path r, i.e. Sk ⊆ Sr, due to transitivity of the dominance relation.

Hence,

v′
(
C1
k(F∗), ..., Cq−1

k (F∗)
)

= min
s∈Sk

{Cqs (F∗)} ≥ min
s∈Sr

{Cqs (F∗)} = v′
(
C1
r (F∗), ..., Cq−1

r (F∗)
)
,

(3.24)

which means that for any two paths r and k such that Cjk(F
∗) ≤ Cjr (F∗), ∀j = 1, ..., q−1

and at least one inequality is strict we have

v′
(
C1
k(F∗), ..., Cq−1

k (F∗)
)
≥ v′

(
C1
r (F∗), ..., Cq−1

r (F∗)
)
. (3.25)

Therefore, function v′ is monotonically decreasing. Since v′ is non-negative monotoni-

cally decreasing and W > maxk∈X∗
{
Cqk(F∗)

}
, function v is non-negative and monoton-

ically increasing.

By construction of function v, all non-dominated paths k ∈ X∗ have the same value of

generalised cost Ck(F
∗) which is equal to W . It remains to show that all dominated

paths have generalised cost greater than W . Let s′ be a dominated path. Then there

exists path s ∈ X∗ that dominates it. Then several situations are possible:

1. Cqs (F∗) < Cqs′(F
∗) and Cjs(F∗) ≤ Cjs′(F∗),∀j = 1, ..., q−1. It follows that Cs(F

∗) =

Cqs (F∗)+v
(
C1
s (F∗), ..., Cq−1

s (F∗)
)
< Cqs′(F

∗)+v
(
C1
s′(F

∗), ..., Cq−1
s′ (F∗)

)
= Cs′(F

∗)

since Cqs (F∗) < Cqs′(F
∗) and v

(
C1
s (F∗), ..., Cq−1

s (F∗)
)
≤ v

(
C1
s′(F

∗), ..., Cq−1
s′ (F∗)

)
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due to the fact that v is monotonically increasing and Cjs(F∗) ≤ Cjs′(F
∗),∀j =

1, ..., q − 1.

2. Cqs (F∗) = Cqs′(F
∗) and Cjs(F∗) ≤ Cjs′(F∗), ∀j = 1, ..., q−1 and at least one inequal-

ity is strict. We have that v
(
C1
s (F∗), ..., Cq−1

s (F∗)
)
≤ v

(
C1
s′(F

∗), ..., Cq−1
s′ (F∗)

)
.

Hence, Cs(F
∗) ≤ Cs′(F∗).

Therefore, all dominated paths have generalised cost strictly greater than W . However,

paths that are weakly non-dominated and have the cost of objective C3 equal to the

cost of objective C3 of some efficient path from set X∗ have generalised cost equal to

W . Since such paths are weakly non-dominated, they do not have positive flow at MUE.

Hence, F∗ solves the non-additive TA based on generalised cost function (3.22).

Theorem 3.4. If F∗ is an equilibrium solution of the non-additive TA problem based

on (3.22) with strictly monotonically increasing function vp,∀p ∈ Z, then F∗ is a MUE

solution.

Proof. Without loss of generality we present the proof for one O-D pair only and omit

the O-D pair index p. Since F∗ is an equilibrium solution of the non-additive TA problem

based on (3.22), then all paths that carry flow have the same generalised cost W and

this cost is minimal. Let X∗ denote the set of paths with positive flow that all have

minimal generalised cost W . We need to show that all paths from set X∗ are efficient.

Assume that there exists path s that dominates one or more paths from set X∗. Let s′

denote one of the dominated paths. Then several situations are possible:

1. Cqs (F∗) < Cqs′(F
∗) and Cjs(F∗) ≤ Cjs′(F

∗),∀j = 1, ..., q − 1. Then Cs(F
∗) =

Cqs (F∗) + v
(
C1
s (F∗), ..., Cq−1

s (F∗)
)
< Cqs′(F

∗) + v
(
C1
s′(F

∗), ..., Cq−1
s′ (F∗)

)
=

Cs′(F
∗) = W since v is monotonically increasing.

2. Cqs (F∗) = Cqs′(F
∗) and Cjs(F∗) ≤ Cjs′(F∗),∀j = 1, ..., q−1 and at least one inequal-

ity is strict. We have that v
(
C1
s (F∗), ..., Cq−1

s (F∗)
)
< v

(
C1
s′(F

∗), ..., Cq−1
s′ (F∗)

)
since v is strictly monotonically increasing. Hence, Cs(F

∗) < Cs′(F
∗) = W .

Hence, generalised cost Cs(F
∗) of path s must be less than W which contradicts the fact

that W is the minimal path cost. Therefore, there is no path that dominates any path

from set X∗ which means that F∗ is a MUE solution.

Remark 3.3. If in Theorem 3.4 function v is monotonically increasing, but not strictly

monotonically increasing, then F∗ might be a weakly efficient BUE solution, i.e. there

might exist paths with positive flow that are weakly efficient.
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Figure 3.6: MUE flows.

Theorems 3.3 and 3.4 do not rely on additivity of path cost functions Cjk(F
∗), ∀j = 1, ..., q

or separability of link cost functions ca(f
∗), ∀a ∈ A. Hence, the same results hold for

non-additive non-separable criteria.

We can summarise the relationship between MUE and TA models based on aggregation

of objective functions as shown in Figure 3.6. MUE flows define a subset of feasible flows.

Any MUE solution can be obtained by solving an appropriate TA model based on non-

linear combinations of objectives. A subset of MUE flows can be obtained by solving

TA models based on linear combinations of objectives (by varying linear coefficients).

3.6 Some Properties of Bi-objective User Equilibrium

In this section we study a special case of MUE where there are only two additive criteria

travel time and toll both of which might depend on flow.

3.6.1 Dominance Relation Between Bi-objective User Equilibrium So-

lutions

Let us consider the case when both criteria are flow dependent. A cost vector of path

k is denoted by Ck and has two components: Tk(f) =
∑

a∈A δ
k
aca(fa) is travel time of

path k and Ωk =
∑

a∈A δ
k
aωa(fa) is toll of path k. Link travel time ca and toll ωa are

assumed to be separable, positive, continuous and strictly increasing functions of link

flow fa.

Let F′ and F′′ denote any two BUE solutions such that F′ 6= F′′. Then, F′ and F′′

cannot dominate each other in the sense that statement (3.26) cannot hold for all O-D

pairs simultaneously.

Ck(F
′) ≤ Ck(F

′′), Ck(F
′) 6= Ck(F

′′), ∀k ∈ K. (3.26)
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Table 3.1: BUE solutions for Example 3.2.

Path Path flow Path cost vector
F′ F′′ C(F′) C(F′′)

O −D1
1, 3 2 2.5 (14, 4.2) (18.5, 4.65)
1, 4 8 7.5 (15, 2.8) (18.75, 3.15)

O −D2
20 16 2.5 (41, 2) (33, 3.6)
1, 5 0 4 (12, 6) (16.8, 6.8)

O D1

D2

N
1

5
2

3

4
Link Time Toll

1 f1 1 + 0.1f1

2 2f2 + 1 2 + 0.1f2

3 f3 + 2 2 + 0.1f3

4 0.5f4 + 1 0.1f4

5 0.2f5 + 2 4 + 0.1f5

Figure 3.7: Example network.

It is easy to see that statement (3.26) cannot hold for all O-D pairs simultaneously. Since

all link cost functions ca and ωa are assumed to be strictly increasing, relation (3.26) can

occur for all O-D pairs only if path flows of F′′ are less than or equal to the corresponding

path flows of F′ which is not possible because of flow conservation constraints (2.8b).

However, relation (3.26) might hold for some O-D pairs, but not for all of them at the

same time.

We demonstrate this property in Example 3.2. In the following the subscripts next to

a path flow variable represent links that belong to this path, for example, F1,5,7 means

that this flow belongs to the path composed of links 1, 5, and 7.

Example 3.2. Let us analyse the transportation network shown in Figure 3.7. There

are two O-D pairs with demands of 10 flow units for pair O −D1 and 20 flow units for

pair O −D2. Link time and toll functions are presented in Figure 3.7. Table 3.1 shows

two BUE solutions F′ and F′′ for this network. We can see that C1,3(F′) dominates

C1,3(F′′) and C1,4(F′) dominates C1,4(F′′). However, for O-D pair O − D2 it is not

true, cost vectors C2(F′) and C2(F′′) are non-dominated.

In the case when all tolls ωa are constants, we have that, given two BUE solutions F′ and

F′′ such that F′ 6= F′′, at least one cost vector of F′ is weakly non-dominated compared

to F′′ for at least one O-D pair.
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3.6.2 Relationship Between Bi-objective User Equilibrium Solutions

in Presence of Flow-dependent Criteria

Let us analyse how a flow-independent objective influences the set of BUE flows. Let

ΘI denote the set of BUE solutions when only one of the two objective functions is

flow-dependent and ΘII denote the set of BUE solutions when both objective functions

depend on flow. The following Example 3.3 shows that sets of BUE flows ΘI and ΘII

are not the same and that set ΘI is not necessarily included in set ΘII .

Example 3.3. Let us analyse the transportation network shown in Figure 3.2, p. 83. We

have one O-D pair connected by two parallel links and demand is equal to 5 flow units.

In the case when both objective functions depend on flow we consider the following link

cost functions that coincide with path cost functions: C1
1 (f1) = f1 + 2, C2

1 (f1) = 2f1,

C1
2 (f2) = 2f2 + 1, C2

2 (f2) = 3f2 + 1. If we now consider the case when the second

objective does not depend on flow such that C2
1 = 1 and C2

2 = 2, then solution f∗ = (4, 1)

satisfies BUE, since the corresponding cost vectors are non-dominated: C1(f∗) = (6, 1)

and C2(f∗) = (3, 2). However, the same solution f∗ does not satisfy BUE if both C2
1 and

C2
2 depend on flow, since cost vector C2(f∗) = (3, 4) dominates cost vector C1(f∗) =

(6, 8).

Hence, the set of BUE flows when one of the criteria is flow-independent is not necessarily

included in the set of BUE flows when both objectives depend on flow.

3.6.3 Presence of Cyclic Origin Flows

In the single-objective case of conventional TA, flows coming from a single origin are

acyclic, see Bar-Gera (2002), Nie (2010) and Section 2.5.3. This property enables the

application of bush-based algorithms for solving the conventional TA problem. The

following Example 3.4 shows that acyclicity does not hold for BUE flows.

Example 3.4. Let us consider a network example from Wang and Ehrgott (2013a)

shown in Figure 3.8. Every link has a BPR link cost function of the form

ca(fa) = ρ

(
1 + 0.15

(
fa
µ

)4
)
, (3.27)

where ρ and µ are parameters of each link cost function. These parameters are shown in

Figure 3.8 for every link. There are four links with constant tolls that are highlighted in

red. The number next to each link corresponds to link index. There is one origin node 1

and one destination node 4 with demand of 15000 flow units.
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Link ρ µ Toll

1 18 3600 20
2 22.5 3600 15
3 12 1800 1
4 24 1800 0
5 2.4 1800 0
6 6 1800 0
7 24 1800 0
8 12 1800 1

Figure 3.8: Network example from Wang and Ehrgott (2013a).

Table 3.2: BUE solution for Example 3.4.

Path Path flow Path cost function

1 5000 (28.05, 20)
2 5000 (35.06, 15)
3, 5, 8 2687.31 (46.07, 2)
3, 7 0 (54.75, 1)
4, 8 0 (54.75, 1)
4, 6, 7 2312.69 (76.07, 0)

Let us first analyse the conventional TA problem when tolls are not taken into account

and the solution satisfies the user equilibrium condition with respect to travel times. In

this case, all equilibrium link flows coming from the same origin are acyclic. Figure 3.9A

shows links that have positive flow at equilibrium (the width of each link is proportional to

the amount of flow on that link), and, as can be seen, there are no directed cycles. In the

case of BUE, however, acyclicity of origin flows does not hold any more. Figure 3.9B

presents one of the solutions satisfying the BUE condition. Path flows and path cost

vectors of this solution are shown in Table 3.2. This solution contains a directed cycle

consisting of links 5 and 6. Hence, acyclicity of origin flows might not hold for some

BUE solutions.

Since the property of acyclicity of origin flows is not satisfied in the case of BUE, bush-

based methods cannot be extended for finding BUE solutions with cyclic origin flows.
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Figure 3.9: Example of cyclic flows in BUE.
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Figure 3.10: Three link example.

3.7 Non-convexity of the Set of Bi-objective User Equilib-

rium Flows

In this section, we again consider the special case of BUE with two additive criteria:

travel time and toll where only travel time depends on flow and toll is constant for every

link. We study if the set of BUE flows is convex. For this purpose, as in the case of

the conventional TA problem, all link cost functions ca(fa) are assumed to be convex,

strictly increasing and positive, see Section 2.3.

If the set of BUE path flows is convex, then the following statement must hold. Let

F1 and F2 be two path flow vectors that satisfy BUE, then their convex combination

Fλ = λF1 + (1− λ)F2 also satisfies BUE for λ ∈ [0, 1].

Let us consider Example 3.5 that demonstrates the non-convexity of the set of BUE

flows.

Example 3.5. The structure of the example network is presented in Figure 3.10. There

are three parallel links and only one O-D pair with demand of 10 flow units. Link cost

functions (that are also separable as in the case of conventional TA) are defined as

c1(f1) = f4
1 + 100, (3.28a)

c2(f2) = 82 · f2, (3.28b)

c3(f3) = f3. (3.28c)
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f1

f2

feasible flows
feasible flows
that satisfy BUE

Figure 3.11: Non-convexity of the set of BUE flows.

Link tolls are ω1 = 0, ω2 = 1 and ω3 = 3. The flow conservation constraint is f1 + f2 +

f3 = 10. Hence, the set of feasible flows can be expressed in terms of f1 and f2, then f3

can be derived from the flow conservation constraint.

In this example, assuming that all BUE flows are positive, the BUE condition is satisfied

if and only if the following system of equations and inequalities is met

83 · f2 + f1 > 10

f4
1 + 100 > 82 · f2

f3 = 10− f1 − f2

f1 > 0, f2 > 0, f3 > 0

(3.29)

Figure 3.11 shows feasible flows for f1 and f2 and flows that satisfy the BUE condition.

The region of BUE flows is shown in red. As can be seen from the figure, the set of BUE

flows is not convex.

Non-convexity of the set of BUE flows comes from non-linearity of the link cost functions.

In order to demonstrate this, let us study the relationship between BUE path flow vectors

and their convex combination.

Let f1 = ∆F1, f2 = ∆F2 and fλ = ∆Fλ denote link flow vectors corresponding to path

flow vectors F1, F2 and Fλ respectively.

The travel time Tk(λ) of path k of Fλ which is the convex combination of F1 and F2 is,

Tk(λ) =
∑
a∈A

δkaca(f
λ
a ) =

∑
a∈A

δkaca(λf
1
a + (1− λ)f2

a ). (3.30)
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Figure 3.12: Relation between images of F1 and F2 and path travel time functions.

Since all link cost functions are convex with respect to link flows, functions ca(λf
1
a +(1−

λ)f2
a ) = ca(λ) are convex with respect to λ. Path travel time functions Tk(λ) represent

the sum of some functions ca(λ). Hence, functions Tk(λ) are convex with respect to λ,

see equation (3.30). Moreover, each link cost function ca(fa) is assumed to be strictly

increasing, i.e. ca(fa) increases when link flow fa increases. Convex combination λf1
a +

(1 − λ)f2
a either increases or decreases when λ increases. Hence, some of ca(λ) might

be strictly increasing with respect to λ, and some of ca(λ) might be strictly decreasing

with respect to λ. Function Tk(λ) is a sum of several increasing and decreasing functions

ca(λ). Hence, in general, Tk(λ) might not be monotone as a function of λ.

Let us analyse two arbitrary paths k1 and k2 that connect the same O-D pair such that

they both have strictly positive path flows in both F1 and F2. Images of these paths

in the objective space corresponding to path flow vectors F1 and F2 are presented in

Figure 3.12. Let Tk1(λ) and Tk2(λ) denote travel time functions of these paths that

correspond to different path flow vectors Fλ obtained as a convex combination of F1

and F2. As we observe above, functions Tk1(λ) and Tk2(λ) must be convex, but not

necessarily monotone. Let Ωk1 and Ωk2 denote the toll of paths k1 and k2 respectively.

Without loss of generality we further assume that Ωk1 < Ωk2 . Since both vectors F1 and

F2 satisfy BUE, path k1 and k2 are efficient for both solutions F1 and F2, i.e. Tk1(0) >

Tk2(0) and Tk1(1) > Tk2(1) where Tk1(0) = Tk1(F2), Tk2(0) = Tk2(F2), Tk1(1) = Tk1(F1)

and Tk2(1) = Tk2(F1). This relation between the images in the objective space of two

given solutions F1 and F2 and the corresponding path travel time functions are shown

in Figure 3.12.

Since both paths k1 and k2 have strictly positive path flows in F1 and F2, any path

flow vector that is a convex combination of F1 and F2 also has a strictly positive flow

on paths k1 and k2. Therefore, if the set of BUE flows is convex, any such convex
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Figure 3.13: Path time functions.

combination should never result in a path flow vector where path k1 dominates path k2,

i.e. their corresponding path travel times must be Tk1(λ) > Tk2(λ),∀λ ∈ [0, 1].

Several situations regarding the relationship between path travel time functions cor-

responding to convex combinations of F1 and F2 are possible. As can be seen from

Figure 3.13A, path k1 will not dominate path k2 for any given λ ∈ [0, 1] only if the path

travel time functions do not intersect. However, an intersection might occur in several

cases. Figure 3.13B shows an example when both path time functions are monotone,

Figure 3.13C shows an example when one of the path time functions is not monotone.

Hence, the set of BUE flows might not be convex.

Following this discussion, it is easy to see that if all functions are linear, then the set

of BUE flows is convex. Another case when BUE is convex, is when there are only two

parallel links going from one origin to one destination for each O-D pair. In this case,

even if the link cost functions are non-linear, BUE is convex because for a given O-D

pair and two arbitrary BUE path flow vectors F′, F′′, there are only two path travel

time functions Tk1(λ) and Tk2(λ). One of these functions is increasing and the other one

is decreasing, both functions are strictly monotone and convex, and the graph of one of
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these functions is situated strictly below the other. In this case, they cannot intersect,

and, hence, flows that satisfy the BUE condition represent a convex set.

Proposition 3.1. The set of BUE flows is not convex in general. If all link cost func-

tions are linear, then the set of BUE flows is convex. When there are only two parallel

links going from one origin to one destination for each O-D pair, then the set of BUE

flows is convex.

3.8 Discussion and Conclusion

In this chapter we study several important properties of MUE and establish how MUE is

related to TA models based on the aggregation of criteria in generalised cost functions.

As we present in Section 3.5, any BUE solution can be found by solving a non-additive

TA model based on non-linear scalarization functions. We generalise this result to the

case with more than two objectives by showing that for any MUE solution there exists

a scalarization function such that this solution is also an equilibrium solution of non-

additive TA based on this function.

We demonstrate that in general the set of BUE and, hence, of MUE flows is not convex.

Only in some special cases the set of BUE flows is convex. For example, when all link

cost functions are linear or when there are no more than two parallel links between each

O-D pair. Non-convexity of the set of BUE flows along with the fact that there might

exist infinitely many BUE solutions means that it is going to be difficult to develop

an algorithm to find all BUE solutions. In some cases, the special structure of the

efficient set might make it possible to mathematically describe all efficient solutions even

if there are infinitely many of them. For example, multi-objective linear programmes

have infinitely many efficient solutions. However, since the set of efficient solutions

consists of a finite set of polyhedra, it can be described by a finite (possibly, exponential

in size) set of extreme efficient points. This fact enables the development of solution

techniques for identifying all extreme efficient solutions, and, as a result, it is possible

to describe all efficient solutions. In the case of BUE, however, the set of BUE solutions

is not convex in general and does not have a special structure. Hence, the attention

should be focused on the development of algorithms to find one or only a subset of BUE

solutions.

We show that flow patterns that satisfy the BUE condition might contain directed cycles

among flows coming from the same origin. This implies that algorithms that rely on

acyclicity of origin flows cannot be extended to solve BUE, i.e. bush-based methods
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could not be applied to MUE and BUE problems. Chapter 4 discusses in detail which

algorithms can be adapted to find BUE solutions.

The fact that any equilibrium solution of non-additive TA models is also a BUE solution

implies that these non-additive TA models are also equivalent to each other. If F∗ is an

equilibrium solution of one non-additive TA model, there exists a scalarization function

v such that F∗ is also an equilibrium solution of another model based on v. This result

is important since some of the models might be easier to solve than the others. However,

it is not clear how to find a scalarization function of one model given the scalarization

function of another one. This question is a subject of our future research.

Any equilibrium solution of the non-additive TA problem based on generalised cost

functions that are either linear or non-linear combinations of several criteria is also

a MUE solution given that the scalarization functions are monotonically increasing.

This implies that the concept of MUE unifies a family of TA models. All MUE flows

define a subset of feasible flows, all TA models based on a linear combination of criteria

represent a subset of MUE flows. Hence, MUE provides a theoretical basis for analysis

of various TA models that combine multiple objectives into generalised cost functions

and underlines limitations of the models based on linear aggregation of criteria.





Chapter 4

Solving Bi-objective User

Equilibrium: Towards Realistic

Traffic Patterns

In Chapter 3 we study various properties of the set of MUE and BUE flows and conclude

that instead of developing algorithms able to find all BUE solutions, we should focus

on approaches for identifying one or a subset of BUE solutions. This chapter is devoted

to such methods. We limit our study to a special case of MUE which is based on two

additive criteria that are travel time and toll. All tolls are also assumed to be flow-

independent which is very common in practice.

We study this special case because these two criteria are commonly used in the literature

(see Section 3.3.3). Moreover, tolls are charged in many cities for controlling conges-

tion (for example, see Ministry of Transport (2008) and https://www.mhi-global.

com/products/detail/electronic_road_pricing_system.html), and they represent

an important mechanism for influencing the route choice of road users. However, instead

of travel time and toll, other objectives are also used in the literature. For example, the

model of Bliemer et al. (2014) considers free flow travel time and congested travel time

which are often valued differently.

The remainder of this chapter is organised as follows. Section 4.1 briefly presents the

model that we choose for finding one BUE solution which is the non-additive TA based

on non-linear aggregation of two criteria. In order to solve this model we adapt the PE

algorithm presented in Section 2.5.2.1. The bottleneck sub-problem of the adapted PE

approach is the non-additive shortest path (NSP) problem which is solved many times

during the PE execution. In Section 4.2 we study the NSP sub-problem in detail and
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propose several speed-up techniques that allow to significantly improve performance of

solution algorithms for NSP and, as a result, to improve overall performance of PE. Our

numerical study demonstrates the ability of the proposed approach to solve instances

of small and medium size in a reasonable amount of time which has not been done for

this type of model before (usually, solution algorithms for non-additive TA are applied

to solve small instances for illustration purposes only).

Section 4.3 discusses how a subset of BUE solutions can be obtained based on the idea

of randomly perturbing scalarization functions. We analyse various BUE flow patterns

generated for one small instance with grid structure and for the ART2 instance that

represents Auckland transportation network. We demonstrate how a subset of BUE

solutions can be used for identifying links that are sensitive to changes in scalarization

functions and for analysing path and link travel time differences across various BUE

solutions. Section 4.4 is devoted to scalarization functions, their possible interpretation

and difficulties of estimating them. Section 4.5 summarises this chapter.

The content of this chapter is based on Perederieieva (2012) and Perederieieva et al.

(2015b).

4.1 Finding One Bi-objective User Equilibrium Solution

In order to find one BUE solution, it is sufficient to solve a TA problem based on

generalised cost that combines several criteria. In the following, we study one such

problem that is based on the generalised cost (3.11) proposed by Larsson et al. (2002).

This path cost function combines two additive criteria that are travel time and flow-

independent toll via non-linear scalarization function Gp. Functions Gp,∀p ∈ Z might

differ for different O-D pairs p ∈ Z.

This model has several advantages from a practical point of view. First of all, it allows

to find any BUE solution, including the ones that have positive flow on non-supported

efficient paths, unlike models based on linear combination of objectives (Raith, 2009).

Moreover, models based on non-linear aggregation of criteria are considered more re-

alistic since road users value different factors non-linearly (Hensher and Truong, 1985,

Hultkrantz and Mortazavi, 2001, Larsson et al., 2002).

Second, this model has a mathematical programming formulation. As Section 3.3.3

explains, mathematical programmes provide multiple advantages compared to other

equivalent formulations. In particular, they allow to apply optimisation methods to

solve a problem.
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Another non-additive TA model that can be used to identify any BUE solution is the

one based on generalised cost (3.15), p. 81. It is similar to the model of Larsson et al.

(2002). However, it applies a non-linear scalarization function gp to flow-dependent

travel time instead of flow-independent toll. This model is not as attractive as the

model of Larsson et al. (2002) because it does not have a mathematical programming

formulation. Moreover, as shown in Section 3.5.1, any solution of model (3.15) can also

be found by solving the model of Larsson et al. (2002), see Corollary 3.1. Hence, we do

not consider the model based on (3.15) from now on.

The mathematical programme of Larsson et al. (2002) is convex and has a polyhe-

dral constraint set as is the case of the conventional TA problem. However, it has

an exponential number of coefficients in the objective function which leads to NP-hard

sub-problems (Ordóñez and Stier-Moses, 2010). The structure of this mathematical pro-

gramme allows to apply some of the algorithms for solving conventional TA with only

minor modifications. As pointed out in Section 3.6, because of the existence of cyclic

origin flows, bush-based algorithms cannot be extended to find BUE solutions. This

leaves us with link- and path-based approaches. The objective function in the mathe-

matical programme of Larsson et al. (2002) cannot be unambiguously defined in terms

of link flows, see equation (4.2a). This means that link-based methods and path-based

methods that rely on a line search routine based on link flows are not directly applicable

to solve this non-additive TA problem. All such routines must be redefined in terms of

path flow variables to make it possible to adapt them for solving the non-additive TA

problem. PE Newton and GP Newton, on the other hand, do not rely on link-based

line searches and can be directly applied to solve the non-additive TA problem as we

demonstrate in Section 4.2.2. Since PE Newton performs better than GP Newton (see

Section 2.7.2.1), we adapt PE Newton as a solution technique for the non-additive TA

model.

Adaptation of solution methods available for conventional TA to the non-additive case

must be performed with care. Some of the generalised cost functions might further limit

the choice of the available solution techniques. For example, Chen et al. (2001) argue

that the TA model with path specific costs, see Section 3.3.3, can be solved only by

path-based algorithms because it is difficult to convert path specific costs to equivalent

link costs.
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4.2 The Non-additive Shortest Path Problem In the Con-

text of Traffic Assignment

As in the case of conventional TA, solution algorithms for the TA model based on

non-additive generalised cost (3.11) include many computations of the path minimal

with respect to this cost. Since the generalised cost is non-additive, traditional shortest

path algorithms are not applicable due to the violation of the Bellman principle (Scott

and Bernstein, 1997). The Bellman principle in application to the shortest path problem

states that if the shortest path from node i to node k passes through node j, then the sub-

path of the shortest path from node i to node j is also the shortest, i.e. given a sequence

of optimal choices, each sub-sequence is also optimal. In the case of non-additive cost

functions, however, a sub-path of the shortest path might not be the shortest path, for

numerical examples, see Scott and Bernstein (1997). The problem of finding the shortest

path with respect to a non-additive path cost function between a given O-D pair is

called the non-additive shortest path problem or optimal path problem (Mirchandani and

Wiecek, 1993, Scott and Bernstein, 1997).

Solution techniques for the optimal path problem usually exploit the path cost function

itself in order to narrow the search. As a result, many restrictions are put on the path

cost function. Mirchandani and Wiecek (1993) propose an heuristic approach able to

find a good approximation of the optimal path if the cost function is convex. They

study properties of paths in the case of concave path cost functions. Mirchandani and

Soroush (1985) study quadratic path cost functions. Soroush (2008) proposes an exact

method to solve the optimal path problem with fractional cost functions. In our case, the

generalized cost function is given as a sum of travel times (the first factor) and a strictly

increasing, non-negative function in the tolls which is assumed to be the second factor.

Since such a function is neither convex with respect to both travel time and toll, nor

quadratic or fractional, the approaches proposed in the optimal path literature are not

applicable. When a more general path cost function is considered, solution algorithms

are usually based on multi-objective shortest path approaches (Larsson et al., 2002,

Scott and Bernstein, 1997, Tsaggouris and Zaroliagis, 2004). In Section 4.2.3 we discuss

in detail how the non-additive shortest path (NSP) problem is related to multi-objective

shortest path problems.

In this section we study the NSP problem in the context of TA and exploit the structure

of TA in order to develop several techniques that allow to significantly speed up TA

solution algorithms.

The remainder of this section is organised as follows. Section 4.2.1 formally states the

non-additive TA problem. In Section 4.2.2 we describe how the PE algorithm can
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be applied to solve this non-additive TA problem. Section 4.2.3 presents the NSP

sub-problem. In Section 4.2.4 we discuss existing literature related to NSP problems

and highlight known speed-up techniques. Section 4.2.5 presents different speed-up ap-

proaches we propose. In Section 4.2.6 we explain how to extend the TA framework for

conventional TA presented in Chapter 2 to accommodate the non-additive case. Sec-

tion 4.2.7 is devoted to a computational study of the proposed approaches on various

problem instances. Finally, Section 4.2.8 summarises our findings.

4.2.1 Non-additive Traffic Assignment

This section introduces a mathematical formulation of the non-additive TA problem.

We use the notation presented in Section 2.3.

Let path cost function Ck(f) denote the generalised cost of path k. Each path cost Ck(f)

aggregates two criteria that are travel time and toll. Tk(f) =
∑

a∈A δ
k
aca(fa) denotes

path travel time and Ωk =
∑

a∈A δ
k
aωa denotes path toll where ωa is a constant toll of

link a. The criteria are combined using a non-linear scalarization function Gp(Ωk) as

follows

Ck(f) = Tk(f) +Gp(Ωk), ∀k ∈ Kp,∀p ∈ Z. (4.1)

Functions Gp(Ωk) are assumed to be non-negative and strictly increasing as in Larsson

et al. (2002). All tolls ωa,∀a ∈ A are assumed to be non-negative. Link cost functions

ca(fa), ∀a ∈ A are assumed to be continuous, positive, strictly increasing and differen-

tiable as in the case of conventional TA, see Section 2.3.

The mathematical programming formulation of the non-additive TA model based on

generalised cost (4.1) is presented in Larsson et al. (2002) and has the form

min
F

∑
a∈A

fa∫
0

ca(x)dx+
∑
p∈Z

∑
k∈Kp

Fk ·Gp(Ωk) (4.2a)

∑
k∈Kp

Fk = Dp, ∀p ∈ Z, (4.2b)

Fk ≥ 0, ∀k ∈ Kp,∀p ∈ Z, (4.2c)

fa =
∑
p∈Z

∑
k∈Kp

δkaFk, ∀a ∈ A. (4.2d)

As in the case of the conventional TA problem, objective function (4.2a) does not have

an economical interpretation, however, it allows to find flows that satisfy the user equi-

librium condition based on non-additive path cost functions (4.1).
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If graph G(N,A) is strongly connected, demands Dp are positive for all O-D pairs, all

link cost functions ca(fa) are continuous, positive and strictly increasing for each a and

path cost functions Ck(f) are continuous and positive, then non-additive TA (4.2) has a

solution and equilibrium link flows f∗ are unique (Larsson et al., 2002, Patriksson, 1994).

Gabriel and Bernstein (1997) present existence and uniqueness proofs for non-additive

TA based on more general path cost functions.

4.2.2 Path Equilibration for Non-additive Traffic Assignment

Many algorithms exist in the literature that are able to solve the conventional TA prob-

lem (Perederieieva et al., 2015a). However, as pointed out in Section 4.1, only some

of them can be adapted to solve non-additive TA. Larsson et al. (2002) propose to use

aggregate and disaggregated simplicial decomposition methods. In this study we adapt

the PE algorithm.

The detailed description of the PE algorithm can be found in Section 2.5.2. Let us

recall the main steps of PE. In a nutshell, PE starts with a feasible initial assignment of

flows and iteratively shifts flows between paths in order to bring the current path flow

vector closer to equilibrium. PE decomposes the original problem into sub-problems

corresponding to O-D pairs. At each iteration, path flows of all but one O-D pair are

fixed. For the current O-D pair p, PE first tries to improve path set K+
p , then shifts

flows from the current longest path with flow to the current shortest path of set K+
p in

such a way that their generalised costs become equal. Improvement of set K+
p involves

finding a minimal path with respect to generalised cost (4.1) and, hence, solving the

NSP problem.

In the following all algorithmic steps are described for one O-D pair denoted by p. Again,

we simplify the notation of path cost functions by using Ck instead of Ck(f).

The PE algorithm equalises the costs of the current longest path l ∈ K+
p with positive

flow and the current shortest path s ∈ K+
p . Flow shift ∆F is calculated as follows

∆F =
Cl − Cs∑
a∈As,l

dca
dfa

, (4.3)

which is exactly the same as in the case of additive TA, see Section 2.5.4.3. As described

in Boyles (2011), equation (4.3) is derived by solving the following non-linear equation:

g(∆F ) = Cl(∆F )− Cs(∆F )

=
∑
a∈A

δlaca(fa(∆F )) +Gp(Ωl)−
∑
a∈A

δsaca(fa(∆F ))−Gp(Ωs) = 0, (4.4)



Chapter 4. Solving Bi-objective User Equilibrium 109

with respect to flow shift ∆F . This non-linear equation can be solved by applying the

Newton method. First, one has to find the first derivative of g(∆F ) with respect to ∆F ,

which is:
dg(∆F )

d∆F
=
∑
a∈A

(δla − δsa)
dca
dfa

dfa
d∆F

= −
∑
a∈As,l

dca
dfa

. (4.5)

Derivative dg(∆F )
d∆F is the same for both the additive and non-additive TA problems. The

additive path cost function is simply the travel time of a path, i.e.
∑

a∈A δ
k
aca(fa). In

addition to path travel time, the non-additive path cost function (4.1) contains function

Gp that does not depend on flow. Hence, the derivative of Gp with respect to flow shift

∆F is zero.

Starting with an initial guess of ∆F = 0, one step of the Newton method gives an

improved guess of:

∆F = 0− g(0)

g′(0)
=

Cl − Cs∑
a∈As,l

dca
dfa

, (4.6)

which is the flow shift given in (4.3).

Once ∆F is calculated, the path flow vector is updated by

Fl = Fl −min {Fl,∆F} ,
Fs = Fs + min {Fl,∆F} .

(4.7)

The PE algorithm continues to shift path flows until a convergence criterion is satisfied.

As a convergence measure we use the max-min cost difference bound proposed by Dial

(2006):

MaxDiff = max
p∈Z

{
Cmaxp − Cminp

}
, (4.8)

where Cmaxp = maxk∈K+
p
Ck is the cost of the current longest path contained in set K+

p

and Cminp is the cost of the shortest path between O-D pair p. We choose this convergence

measure for the reasons discussed in Dial (2006), i.e. MaxDiff is more intuitive and relates

directly to Wardrop’s first principle. However, it is applicable to path-based algorithms

only. For this reason we do not use this measure in Chapter 2 where we compare various

algorithms that belong to different groups.

4.2.3 The Non-additive Shortest Path Problem

PE requires many calculations of the paths which are minimal with respect to cost

function (4.1). This cost function is non-additive in general, hence, traditional shortest

path algorithms are not applicable in this case (Scott and Bernstein, 1997). The problem
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of finding a shortest path with respect to generalised cost (4.1) is related to the bi-

objective shortest path problem.

Let each path k be represented by a cost vector consisting of two criteria which are travel

time Tk and toll Ωk. Then, the bi-objective shortest path problem consists in finding all

efficient directed paths from a given origin to a given destination. There might be paths

that have exactly the same cost vectors. For our purposes it is sufficient to keep track

of one path per non-dominated cost vector.

Under the assumption that function Gp is strictly increasing and link tolls ωa,∀a ∈ A
are non-negative, the shortest path with respect to generalised cost (4.1) is one of the

efficient solutions of the bi-objective shortest path problem with objectives of minimising

travel time Tk and toll Ωk (Mirchandani and Wiecek, 1993, Scott and Bernstein, 1997,

Tsaggouris and Zaroliagis, 2004).

Most approaches for solving the NSP problem first compute the complete set of efficient

paths and then select one path with lowest generalized cost from this set. Scott and

Bernstein (1997) propose to use the ε-constraint method to solve this bi-objective short-

est path problem. Larsson et al. (2002) propose a multi-label shortest path method that

is an extension of Dijkstra’s algorithm to the multi-objective case. Chen et al. (2010)

also use the multi-label shortest path method similar to Larsson et al. (2002) in order

to find all efficient paths.

Other approaches, which do not enumerate all efficient paths, include studies of Tsag-

gouris and Zaroliagis (2004) and Reinhardt and Pisinger (2011). Tsaggouris and Zaro-

liagis (2004) solve the NSP problem in three stages. First, they find lower and upper

bounds on the value of the generalised cost of the optimal path and upper bounds on the

criteria of generalised cost by applying Lagrangian relaxation. Second, they prune the

graph based on the bounds derived earlier. Third, they apply a modified label-setting

method in order to close the gap. During the gap closing procedure, Tsaggouris and

Zaroliagis (2004) apply additional checks based on upper bounds that allow to delete

non-promising paths. They also examine labels in the order based on the upper bounds

of the generalised cost. Reinhardt and Pisinger (2011) study multi-objective shortest

path problems with a number of non-additive criteria and propose dominance rules for

eliminating non-promising paths. Their dominance rules are based on non-additive path

cost functions and bounds on the values of these functions, and its application to the

non-additive TA problem is not straightforward.

In this study in order to solve the NSP problem we apply the approach proposed by Lars-

son et al. (2002), that is to solve a point-to-point bi-objective shortest path problem and

choose one of the efficient paths that minimises the non-additive path cost function.
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In addition, we propose one speed-up technique that allows to avoid enumerating all

efficient paths and is based on the ideas similar to the ones proposed by Tsaggouris and

Zaroliagis (2004).

Non-additive TA problems with more general path cost functions (that might include

financial costs specific to a given path as well as multiple non-linear functions) are also

considered in the literature. However, when more complicated path cost functions are

used, the TA problem becomes more difficult to solve. In order to address this difficulty

Chen et al. (2001) and Han and Lo (2004) suggest to use a subset of paths assumed to

be known a priori (in this case all the paths from the set should be enumerated at each

iteration). Chen et al. (2001) propose an heuristic approach for solving the general NSP

problem based on a k-shortest path algorithm.

4.2.4 Multi-objective Shortest Path Algorithms

Since the NSP problem is closely related to multi-objective shortest path, in this section

we summarise fast algorithms and different speed-up techniques developed for finding

multi-objective shortest paths. Because of the nature of the TA problem, we are in-

terested in algorithms that perform well on transportation networks and that exploit

geometric properties of the objective space in the case of two criteria, for a review of

several bi-objective shortest path algorithms, see Raith and Ehrgott (2009).

Shortest path problems can be divided into one-source shortest path problems (when

shortest paths from a given origin to all other nodes of the network are required) and

point-to-point shortest path problems (when only the shortest path between a given O-D

pair is required). In the following, we use this terminology in application to non-additive

and multi-objective shortest path problems.

Garroppo et al. (2010) divide multi-objective shortest path algorithms into labelling and

ranking methods.

Labelling methods are multi-objective extensions of the single-objective labelling ap-

proaches for finding shortest paths. Each node has a set of labels that represent cost

vectors of the paths coming from the origin to this node. Each label might potentially be

a non-dominated one. Labelling methods generate labels iteratively and make them per-

manent either during execution of the algorithm or in the end of the algorithm. A label

is made permanent when we know that it is non-dominated. Labelling methods can be

divided into label-setting and label-correcting approaches. Label-setting methods make

labels permanent one by one, while label-correcting methods make labels permanent

only at the end of the algorithm.
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Ranking techniques use a ranking method to generate paths in increasing order according

to one of the objectives. Then the set of efficient paths is obtained as a subset of the

ranked paths (Demeyer et al., 2013).

Another interesting group of methods is called two-phase techniques. Algorithms of

this group first find supported efficient paths and then apply an enumeration technique

(labelling or ranking method) to find non-supported efficient paths.

Garroppo et al. (2010) remark that despite many numerical studies there is no clear dom-

inance between different methods for solving the multi-objective shortest path problem.

Performance of the algorithms depends on problem instances. Garroppo et al. (2010)

also find that for a fixed number of criteria the worst-case complexity of label-setting and

label-correcting is similar and depends polynomially on the number of non-dominated

points and the average network degree, while for ranking methods it depends also on

the number of extreme points of the convex hull of the set of feasible objective vectors.

When only efficient paths between a certain O-D pair are of interest (point-to-point

shortest path), additional techniques can be applied in order to speed up calculations.

In the following we discuss point-to-point shortest path algorithms and various speed-up

techniques for such algorithms. One of such techniques is based on the idea of comparing

a newly generated label to labels contained in the destination node. If a new label is

dominated by any of the labels in the destination node, it can be safely discarded (Raith,

2010). This dominance rule is usually called dominance by a label at the terminal.

Skriver and Andersen (2000) propose two speed-up techniques for label-correcting meth-

ods. One is based on using additional domination checks that allow to merge node labels

faster in some cases, another one is dominance by a label at the terminal with additional

pre-processing using Dijkstra’s algorithm. Instead of comparing a new label to labels

at the destination node, shortest distances from a given node to the destination node

with respect to each criterion are added to the cost vector of the new label. Skriver and

Andersen (2000) report that using Dijkstra’s algorithm for this pre-processing step is

too slow compared to solving the bi-objective shortest path problem with their label-

correcting method. Skriver and Andersen (2000) argue that techniques based on the

label-correcting idea are faster for solving bi-objective shortest path compared to the

parametric approach of Mote et al. (1991), which is a variant of the two-phase method,

and an approach based on a k-shortest path algorithm.

Müller-Hannemann and Schnee (2007) report different results compared to Skriver and

Andersen (2000). In their paper, the multi-objective shortest path problem is solved on

a large graph. Because of this, instead of finding all efficient paths they restrict search

to the relaxed Pareto-optimal set that is introduced in their paper. They use three
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speed-up techniques: dominance by a label at the terminal (the same one as Skriver

and Andersen (2000) use), goal direction (all labels in a priority queue are sorted in

such a way that the destination node is reached fast) and skipping arrival events (this

condition is specific to space-extended graphs that are discussed in Müller-Hannemann

and Schnee (2007), and, hence, cannot be generalised to the TA problem). According

to their numerical study, dominance by a label at the terminal and goal direction have

the highest impact on the performance of the multi-objective shortest path algorithm.

However, they do not compare their approach to other algorithms. Disser et al. (2008)

apply the same speed-up techniques and add a couple of new ones specific to time-

dependant networks. Machuca and Mandow (2012) and Machuca et al. (2012) study a

multi-objective A* approach which is similar to speed-up techniques proposed by Skriver

and Andersen (2000) and Müller-Hannemann and Schnee (2007).

Demeyer et al. (2013) propose a bi-directional version of the bi-objective label-setting

algorithm combined with a new stopping condition that allows to terminate the search

earlier. They report that a better stopping condition and bi-directional search allow to

speed up calculations especially in the case of transportation networks.

There exist many more speed-up techniques, see Berger et al. (2009), Delling and Wagner

(2009), Funke and Storandt (2013), Pyrga et al. (2008). Some of them require long pre-

processing times and, hence, are not of interest in our study.

Since many speed-up techniques exist for labelling methods, we explore this group of

algorithms and analyse how their performance can be improved in the context of TA.

4.2.5 Proposed Approaches

This section discusses the bi-objective label-setting algorithm and proposed speed-up

techniques that exploit the structure of non-additive TA, and different flow update

strategies. We limit our study to the bi-objective label-setting algorithm and its bi-

directional version only. However, our propositions can be easily extended to other

bi-objective labelling methods in the context of TA.

4.2.5.1 Point-to-point Bi-objective Shortest Path

Before introducing the point-to-point bi-objective label-setting algorithm, we first present

the one-source bi-objective shortest path problem that is to find non-dominated labels

between a given origin and all other nodes of the graph. We present in Algorithm 1

the one-source bi-objective label-setting algorithm of (Demeyer et al., 2013) and we will

use the notation used in this algorithm later on. The algorithm starts with creating
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the first label at the origin node. Each label has the following four values: a reference

to a node it belongs to, travel time and toll from the origin node to this node and a

pointer to a label the current label is generated from. For example, a label denoted as

l = [v1, v2, v3, v4] means that label l belongs to node v1, travel time and toll from the

origin node to node v1 are equal v2 and v3 respectively, and label l was generated from

label v4. The label of the origin node is then added to the list of labels denoted by S.

This list is kept sorted lexicographically with respect to travel time as first objective

and toll as second objective. Then the algorithm removes a lexicographically minimal

label from S and retrieves the node this label belongs to. All links that originate from

this node are examined one after another. Each new link creates a new label. If the

new label is not dominated by any other label at the tail node of the link, labels are

merged. The new label is added to the set of labels of the link tail node, all labels in

this node that are dominated are removed. If any of the removed labels is present in

set S, it is also removed from this set. The new label is added to set S. The algorithm

proceeds until set S is empty. When the label-setting terminates, each node contains

only non-dominated labels. A numerical example of application of this algorithm can

be found in Ehrgott (2005).

Algorithm 1: One-source bi-objective label-setting (Demeyer et al., 2013).

Input : Directed graph G(A,N), link travel times ca and tolls ωa,∀a ∈ A, origin
node origin

Output: Set of non-dominated labels from origin to all other nodes

1 S := ∅; /* S will contain labels sorted lexicographically */

2 originLabel = [origin, 0, 0, NULL ] ; /* initial label in the origin node */

3 S.add(originLabel);
4 origin.addLabel(originLabel);
5 while S is not empty do /* stopping condition */

6 label := S.removeMin(); /* remove lexicographically minimal label from S
*/

7 owner := label.owner(); /* owner is a node to which label belongs */

8 neighbours := owner.neighbours(); /* nodes reachable from owner */

9 for nb in neighbours do
10 link := getLinkBetween(owner, nb);
11 newLabel := [nb, [label.time + link.time, label.toll + link.toll], label ];
12 if newLabel not dominated by any of nb.labels() then /* domination rule */

13 mergeLabels(nb.labels(), newLabel, S); /* add newLabel to nb, delete

all labels from nb dominated by newLabel, delete these labels

from S */

14 S.add(newLabel);

This one-source label-setting Algorithm 1 can be easily modified to find only efficient

paths between a given O-D pair. Demeyer et al. (2013) propose a stopping condition

that allows to terminate the algorithm earlier when all non-dominated labels between
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a given O-D pair are generated. Let tj and ωj denote travel time and toll of label j,

then Tmin = minj∈S tj is the minimum travel time among all labels in S and Ωmin =

minj∈S ωj is the minimum travel toll among all labels in S. If cost vector (Tmin,Ωmin)

is dominated by any of the labels at the destination node, then the algorithm can be

terminated. Since all labels in S are sorted lexicographically with respect to travel time

as first objective and toll as second objective, the first label in S has minimal travel

time. Minimal travel toll, on the other hand, might belong to any label in S. Instead of

looking for the minimal toll, we propose to use 0 since it is a lower bound on toll and

the majority of the links in our graph have zero tolls. This stopping condition is applied

in all our numerical tests.

4.2.5.2 Speed-up Techniques

Toll and Time Lower Bounds

One of the most popular techniques to speed up point-to-point labelling methods is to

use dominance by a label at the terminal. Let d denote a destination node. Let (tji , ω
j
i )

denote a cost vector of a newly generated label j at node i where tji is the travel time

from the origin to node i and ωji is the travel toll from the origin to node i. Let tLBi,d

denote a lower bound on the travel time from node i to the destination node d and ωLBi,d

a lower bound on the toll from node i to node d. Then, if cost vector (tji +tLBi,d , ω
j
i +ωLBi,d )

is dominated by any label at the destination node d, label j can be safely deleted.

Recall that we need the shortest path calculations within the PE algorithm (see Sec-

tion 4.2.2). Since the PE algorithm loops through all O-D pairs, time and toll lower

bounds must be calculated from every node to every destination node d ∈ H where H

is the set of all destinations.

Toll lower bounds ωLBi,d , ∀i ∈ N, ∀d ∈ H represent minimal tolls from every node to

every destination node. They can be calculated by finding shortest paths with respect

to tolls from every node to every destination node. This can be done by applying a

one-source shortest path algorithm for every destination over the network where all

links are reversed (Müller-Hannemann and Schnee, 2007, Skriver and Andersen, 2000).

Since tolls are constant and do not change during the PE algorithm, the calculation of

ωLBi,d , ∀i ∈ N, ∀d ∈ H can be performed once during the initialisation step of the PE

algorithm.

In order to find time lower bounds tLBi,d ,∀i ∈ N, ∀d ∈ H, the same approach can be ap-

plied: find shortest paths with respect to travel time from every node to every destination

node. However, travel times change when flows on links change. Hence, one way of calcu-

lating such bounds is to do it every time before applying the point-to-point label-setting
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algorithm. Travel times in this case will correspond to current link flows. Alternatively,

we can assign zero flows to all links and find travel time bounds tLBi,d ,∀i ∈ N, ∀d ∈ H
from every node to every destination node based on link travel times with zero flows.

Since link cost functions are strictly increasing, travel time bounds based on zero flows

are valid lower bounds on travel time and can be used together with the dominance by

a label at the terminal technique. This option requires to perform the bounds calcu-

lation only at the beginning of the PE algorithm. The option based on current flows

will provide stronger bounds and might potentially eliminate more labels. On the other

hand, travel times change only slightly from iteration to iteration. Hence, there is no

clear evidence if stronger bounds will allow to delete a significant amount of labels. We

compare both options in our numerical tests.

Addition of Labels Corresponding to Known Paths

The dominance by a label at the terminal technique starts deleting labels only after

the destination node has been visited at least once, so there is at least one label in the

destination. Hence, the sooner we obtain labels at the destination node, the more labels

might be eliminated. As was mentioned previously, the PE algorithm requires to store

paths that carry flow. We can use information about these paths in order to add labels

to the destination node before the label-setting algorithm starts. When we consider O-D

pair p, we can choose one or more paths from set K+
p , calculate their travel time and

toll and add labels with the calculated travel time and toll to the set of labels of the

destination node. We test two strategies: 1) add all labels corresponding to paths from

set K+
p , 2) add only one label that corresponds to the path with minimal generalised

cost from set K+
p .

Path Cost Domination Rule

Once all non-dominated labels are generated, the algorithm identifies one of them which

leads to minimal generalised cost. Hence, the generalised cost function itself can be used

during the label-setting procedure in order to eliminate non-promising labels. A newly

generated label j is worth taking into account if

tji + tLBi,d +Gp(ω
j
i + ωLBi,d ) < Cbestd , (4.9)

where Cbestd is the generalised cost value of the best known path from the origin to

destination d. Cbestd is updated every time a new label is added to the destination node

d. In the beginning Cbestd is initialised with infinity. It is easy to see that a new label

j can be safely deleted if inequality (4.9) does not hold for label j. Such a label can

only produce labels with travel time greater than or equal to tji + tLBi,d and travel toll

greater than or equal to ωji + ωLBi,d . Taking into account that function Gp is strictly
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increasing, the non-additive cost based on label j will be greater than or equal to Cbestd .

Hence, such a label can be deleted. In the following, this speed-up technique is called

path cost domination rule. When the path cost domination rule is applied, we do not

compute all efficient paths. This allows to discard non-promising paths and to speed up

computations.

Combination of Speed-up Techniques

The addition of labels corresponding to known paths and the path cost domination

rule can be easily combined. We perform checks for every new label as in (4.9), and

Cbestd is initialised with the cost of the known shortest path between the O-D pair

under consideration. The modification of the label-setting algorithm that incorporates

all speed-up techniques discussed above is presented in Algorithm 2. These speed-up

techniques can also be applied to the bi-directional label-setting as well as to label-

correcting methods.

4.2.5.3 Flow Update Strategies

This section discusses various flow update strategies that affect the PE algorithm. In-

stead of speeding up shortest path calculations we can also change the path generation

scheme in the PE algorithm. The conventional approach of updating sets K+
p requires to

find the shortest path between a given O-D pair every time this O-D pair is considered.

Alternatively, we can calculate shortest paths from a given origin to all other nodes and

use this shortest path tree in further calculations, as suggested in Chen and Jayakrishnan

(1998). We briefly mention this strategy in Section 2.5.4.1. Once all O-D pairs coming

from one origin are considered, a new shortest path tree is calculated for the next origin

and so on. Thus, sets K+
p of the O-D pairs coming from one origin are updated together.

As discussed in Section 2.5.4.1, the main advantage of this approach is a smaller number

of shortest path calculations: |O| one-source shortest path calculations compared to |Z|
point-to-point shortest path calculations. However, this approach might lead to an in-

crease of the total number of iterations required by PE since the information about new

shortest paths is available only when the algorithm proceeds to the next origin. Hence,

while we move flows belonging to the same origin, new shortest paths are not added to

sets K+
p . As a result, the shortest paths used in such flow moves might not be optimal.

In the following this flow update strategy is called lazy non-additive shortest path.

Another alternative to computing shortest paths for every O-D pair is to skip some of the

calculations randomly. We present this strategy for the standard additive TA problem

in Chen et al. (2013b). The shortest path calculations are performed randomly with

a certain probability. We study two cases. First, in each iteration, the probability of



Chapter 4. Solving Bi-objective User Equilibrium 118

Algorithm 2: Point-to-point bi-objective label-setting with speed-up techniques.

Input : Directed graph G(A,N), link travel times ca and tolls ωa,∀a ∈ A, origin
node origin, destination node dest, set of labels L corresponding to known
paths, function Gp, travel time and toll lower bounds tLB, ωLB

Output: Promising non-dominated labels between origin and dest
1 S := ∅;
2 originLabel = [origin, 0, 0, NULL ];
3 S.add(originLabel);
4 origin.addLabel(originLabel);
5 bestKnown :=∞ ; /* set best-known path cost to infinity */

6 for label ∈ L do /* add labels corresponding to known paths to dest */

7 dest.addLabel(label);
8 if label.time+Gp(label.toll) < bestKnown then
9 bestKnown := label.time+Gp(label.toll) /* update best-known path cost */

10 while S is not empty and [minj∈S tj , 0] is not dominated by any label at dest do
/* modified stopping condition */

11 label := S.removeMin();
12 owner := label.owner() ; /* owner is a node to which label belongs */

13 neighbours := owner.neighbours() ; /* nodes reachable from owner */

14 for nb in neighbours do
15 link := getLinkBetween(owner, nb);
16 newLabel := [nb, [label.time + link.time, label.toll + link.toll], label ];
17 if newLabel.time+ tLBowner,dest +Gp(newLabel.toll+ ωLBowner,dest) < bestKnown then

/* new domination rule */

18 if newLabel not dominated by any of nb.labels() then
19 mergeLabels(nb.labels(), newLabel, S);
20 S.add(newLabel);
21 if owner == dest then /* update best-known path cost */

22 bestKnown := newLabel.time+Gp(newLabel.toll)

solving NSP is fixed (we study several values of fixed probability), second, the probability

decreases as the iteration number increases. In the latter case, during the first iteration

of PE the probability of solving NSP for a given O-D pair is set to 1, in all consecutive

iterations it is set to 0.1 + 1/i, where i is the current iteration number. Such a strategy

makes sure that all shortest paths are calculated during the first iteration, some of the

calculations are skipped during the second iteration and so on. Once i is large enough,

1/i diminishes to 0. In this case, we ensure that shortest path calculations are always

performed with probability 0.1.

This randomised approach is motivated by the fact that sets K+
p usually change signifi-

cantly only during the first few iterations of PE. As the iteration number increases, only

a few new paths are added to some of the K+
p sets. This observation is demonstrated in

Figure 4.1 which shows the total number of added paths to sets K+
p depending on the
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Figure 4.1: Number of added paths for the Barcelona instance (conventional flow
update strategy).

iteration number when the conventional approach is applied and no shortest path cal-

culations are skipped. The number in brackets is the percentage of added paths relative

to the total number of O-D pairs |Z|. In the following this strategy is called randomised

flow update.

4.2.6 Traffic Assignment Framework for the Non-additive Case

In order to maximise the usage of common code, we extend the framework of the TA

algorithms presented in Section 2.6 to accommodate non-additive TA.

Figure 4.2 presents a simplified overview of the blocks of the framework that are available

in the non-additive case. All blocks shown in grey colour are not available (for example,

all bush-based algorithms cannot be used to find non-additive TA solutions, hence, they

are not available).

The MaxDiff class implements the MaxDiff convergence measure that is used in the

non-additive case. This convergence measure requires the path costs of longest paths

with positive flow. As a result, it can be applied only to path-based algorithms.

The framework implements the abstract class PathCost to accommodate non-additive

path costs. Two concrete implementations of PathCost (AdditivePathCost and Non-

AdditivePathCost) correspond to the additive and non-additive path cost calculation

routines.

The most important part of the extended framework is non-additive shortest path that

is implemented in the NonAdditive class. This class contains objects of the P2PBiObj-

ShortestPath and OneSourceBiObjShortestPath abstract classes that define methods for
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point-to-point and one-source bi-objective shortest path algorithms respectively. We do

not provide further details here regarding concrete implementations of these classes and

various speed-up techniques presented above, for more information see https://github.

com/olga-perederieieva/TAsK, where source code and documentation are available.

4.2.7 Results

This section presents our computational study of the proposed approaches.

4.2.7.1 Problem Instances

We generate two sets of instances based on the TA instances available at the web-site

http://www.bgu.ac.il/~bargera/tntp/, see also Table 2.4. The instances from the

web-site do not contain tolls. We generate tolls using two different strategies described

below. The main characteristics of our instances are presented in Tables 4.1 and 4.2.

https://github.com/olga-perederieieva/TAsK
https://github.com/olga-perederieieva/TAsK
http://www.bgu.ac.il/~bargera/tntp/
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Figure 4.2: Simplified representation of the main blocks of the developed framework extended to accommodate non-additive TA.
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Table 4.1: Randomly generated instances.

Instance # nodes #links # O-D pairs # tolled links % of tolled links

Sioux-Falls 24 76 528 7 9.2%
Anaheim 416 914 1406 93 10.18%
Barcelona 930 2522 7922 260 10.31%
Winnipeg 1040 2836 4344 256 9.03%
ChicagoSketch 933 2950 93135 291 9.96%

Table 4.2: Randomly generated instances with tolls on shortest paths.

Instance # nodes #links # O-D
pairs

# tolled
links

% of tolled
links

Sioux-FallsShPath 24 76 528 5 6.58%
AnaheimShPath 416 914 1406 68 7.43%
BarcelonaShPath 930 2522 7922 316 12.5%
WinnipegShPath 1040 2836 4344 237 8.36%
ChicagoSketchShPath 933 2950 93135 247 8.37%

Table 4.1 contains the first set of instances. All tolls are randomly assigned to links with

probability 0.1. Table 4.2 presents the second set of instances. These instances have

tolls assigned to links belonging to shortest paths where tolls are generated as follows.

First, for every O-D pair the shortest path is calculated based on travel times when all

link flows are set to zero, then for every link on this shortest path a toll is randomly

generated with probability 0.05 (for the ChicagoSketchSh instance the probability is set

to 0.015). This set of instances might be considered more realistic compared to the

instances presented in Table 4.1 since faster roads are usually tolled. All probabilities

are chosen in such a way that no more than 13% of links are tolled. All tolls are integer

numbers in the interval [1, 5].

Apart from instances, in order to find an equilibrium solution we also need to specify

non-linear functions Gp,∀p ∈ Z. For this purpose, we use piecewise-linear functions.

An example of such a function is presented in Figure 4.3. As mentioned in Section 4.2,

functions Gp,∀p ∈ Z are not necessarily convex or concave. The last segment of each

function Gp goes through points (Ωn, Tn) and (Ωn + 1, Tn + 1) to infinity.

We generate functions Gp randomly for every O-D pair p ∈ Z as presented in Algo-

rithm 3. This algorithm takes as an input parameter the maximum number of line

segments of the piecewise-linear function denoted by nmax. We limit this number by

nmax = 5. Algorithm 3 generates a random strictly increasing function Gp with no more

than nmax line segments whose values depend on the cost vectors (at zero flow) of the

non-dominated labels for O-D pair p. All functions generated according to Algorithm 3

are available on-line at https://github.com/olga-perederieieva/TAsK.

https://github.com/olga-perederieieva/TAsK
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Figure 4.3: Example of function Gp.

Algorithm 3: Random generation of Gp.

Input : Directed graph G(A,N) where link travel times ca are calculated based on
zero flows, O-D pair p, destination node d, maximum number of line
segments nmax

Output: Piecewise-linear function Gp

1 Find all non-dominated labels Lp for O-D pair p;
2 Ωmax := maxi∈Lp ω

i
d; /* find maximum toll */

3 Tmax := maxi∈Lp t
i
d; /* find maximum time */

4 n := random integer number in the interval [1,min{nmax,Ωmax + 1}] rndTolls := 0;
/* initialise random tolls with zero */

5 for i := 1..n− 1 do
6 rndTolls := rndTolls∪ random integer number in the interval [1,Ωmax + 1];

7 Sort rndTolls in increasing order;
8 rndT imes := {n random floating point numbers in the interval [0, 3 · Tmax]};
9 Sort rndT imes in increasing order;

10 Form Gp as piecewise-linear function that goes through points (rndTollsi, rndT imesi),
i = 1..n;

4.2.7.2 Set-up of Numerical Tests

All algorithms are implemented in the C++ programming language. For all of them we

use extended floating point precision (C++ long double type). All tests are performed

under the environment OS – Ubuntu Release 14.04 64-bit; Intel Core i5-3570 CPU, 4

Core, 3.40GHz; 15.6 GiB RAM.

We use the max-min cost difference bound MaxDiff as a convergence measure, see equa-

tion (4.8). Once PE reaches a value of MaxDiff lower than 10−5, the algorithm stops.

In order to test the different available options of the point-to-point label-setting meth-

ods and different flow update strategies, we divide all numerical tests into several cat-

egories. First, we analyse how the proposed speed-up techniques influence single- and
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bi-directional point-to-point label-setting methods. Our findings are presented in Sec-

tion 4.2.7.3. Next, we compare the non-randomised flow update strategies: the conven-

tional one and the lazy approach of Chen et al. (2013b). Section 4.2.7.4 summarises

results of this comparison. In Section 4.2.7.5 we study the randomised flow update

strategy with different options. In Section 4.2.7.6 we compare the best randomised and

non-randomised algorithms.

In order to simplify notation, we use abbreviations instead of full names of the algorithms

from now on. LS denotes bi-objective label-setting, BiDirLS denotes bi-directional bi-

objective label-setting and LazyLS denotes lazy non-additive shortest path.

In all numerical tests we analyse the running times of the algorithms. These running

times are composed of the following elements that are colour-coded.

1. Pure iteration time (green) is the time needed to perform all iterations of the

algorithm, but it does not include any output operations or convergence check;

2. Convergence check time (blue) is the time required to calculate the conver-

gence measure summed up over all iterations. Convergence measure calculation

requires to find shortest path trees from every origin to every destination node.

Since the shortest path problem is non-additive, such a calculation might require

significant computational times compared to the time needed to solve TA (this is

demonstrated in Section 4.2.7.5);

3. Object creation time (red) is the time needed to create and initialise objects;

4. Output time (orange) is the time needed for screen and file output.

Object creation and output times are usually negligible compared to the pure iteration

and convergence times.

4.2.7.3 Choosing Best Parameters for Label-setting and Bi-directional Label-

setting Methods

Travel Time Bounds Analysis

In this section we analyse the impact of different travel time bounds on the performance

of the PE algorithm based on LS and BiDirLS. As presented in Section 4.2.5.2, we

study two different bound types: based on zero flows and based on current flows. Zero

flow bounds are calculated only once during the initialisation of PE. These bounds

store shortest distances from every node of the graph to every destination node where
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Table 4.3: Number of deleted labels.

Instance zero flow bounds current flow bounds

Sioux-Falls Number of generated labels 5683231 5622653
Number of deleted labels 1602116 (28.2%) 1596837 (28.4%)

Anaheim Number of generated labels 78100176 78100176
Number of deleted labels 7572198 (9.7%) 7572198 (9.7%)

distances are minimal with respect to travel times evaluated at zero link flows. Current

flow bounds are recalculated each time before solving the NSP sub-problem. These

bounds also store shortest distances from every node of the graph to every destination

node. However, all distances are minimal with respect to travel times evaluated at

current link flows.

Figure 4.4 shows CPU times of PE based on LS and BiDirLS with different travel

time bounds. For all instances the pure iteration time significantly dominates all other

running times. For both LS and BiDirLS methods using bounds based on current flows

is consistently slower than using bounds based on zero flows. In order to explain this

phenomenon we study the Sioux-Falls and Anaheim instances in more detail. Table 4.3

shows the total number of labels that are deleted due to a travel time bound during

the execution of the PE algorithm. As can be seen from this table, travel time bounds

based on current flows (which are at least as good or better compared to the bounds

based on zero flows) do not significantly increase the number of eliminated labels on the

Sioux-Falls instance. Moreover, in the case of the Anaheim instance, the total number

of deleted labels is the same for both travel time bounds.

Figures 4.5A and 4.5B show histograms of how often differences greater than or equal to

zero between these bounds occur. The x axis represents the intervals of the differences

between current flow and zero flow bounds, the y axis represents the frequency of the

differences that fall into each interval summed up over all iterations and all nodes. If

t̄LBi,d − tLBi,d ≤ 1 where t̄LBi,d and tLBi,d are lower bounds on time from node i to destination

d based on current and zero flows respectively, then this difference falls into the first

interval. If 1 < t̄LBi,d − tLBi,d ≤ 2, then this difference falls into the second interval, and so

on. As can be seen from Figure 4.5B the current flow bound for the Anaheim instance

is not significantly better than the bound based on zero flows (most of the differences

are less than 1 time unit). This explains the fact that the current flow bound does not

allow to eliminate more labels for the Anaheim instance. Since algorithms based on zero

flow bounds perform better, we use zero flow bounds in the following tests.

Another observation that can be derived from Figure 4.4 is that BiDirLS is faster than

LS by approximately a factor of two. We study this fact in more detail below.



C
h

a
p

ter
4
.

S
o
lvin

g
B

i-o
bjective

U
ser

E
qu

ilibriu
m

126

SiouxFalls Anaheim Barcelona Winnipeg ChicagoSketch

0 0.5 1 1.5
BiDirLS

BiDirLS, current flow
BiDirLS, zero flow

LS
LS, current flow

LS, zero flow

1.53
1.57

1.47
1.42

1.57
1.33

0 10 20 30

11.24
12.08

9.87
23.87
24.97

22.4

0 200 400 600

274.34
276.52

238.49
567.12

606.02
546.95

0 500 1,000 1,500

791.17
753.75
757.24

1,365.29
1,334.45

1,222.58

0 5,000 10,000 15,000

6,088.96
7,469.58

5,555.37
14,082.8

15,418
13,165

SiouxFallsShPath AnaheimShPath BarcelonaShPath WinnipegShPath ChicagoSketchShPath

0 0.2 0.4 0.6
BiDirLS

BiDirLS, current flow
BiDirLS, zero flow

LS
LS, current flow

LS, zero flow

0.5
0.53

0.48
0.47

0.52
0.44

0 10 20

10.2
10.78

9.02
19.71

21.34
18.71

0 2,000 4,000 6,000

5,384.21
4,545.14
4,418.49

6,736.68
6,622.84

6,316.76

0 5,000 10,000

10,253.6
7,745.44

8,332.67
10,000.7

9,610.68
9,280.05

0 5,000 10,000 15,000

6,640.24
6,808.17

5,961.77
15,406.3

16,302.3
14,701.7

Figure 4.4: CPU times (s.) of the PE algorithm based on LS and BiDirLS with different travel time bounds.
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Figure 4.5: Comparison of bounds based on zero and current flows.
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Addition of Labels Corresponding to Known Paths

As presented in Section 4.2.5.2, the addition of labels corresponding to known paths

consists in taking into account information about paths stored in the K+
p sets, i.e. before

performing the label-setting procedure, we calculate labels corresponding to all or some

paths from K+
p and add these labels to the destination node. This speed-up technique

is useful in combination with dominance by a label at the terminal which relies on

travel time lower bounds. In this section, however, we study the addition of labels

corresponding to known paths without using any bounds (i.e. all lower bounds on travel

time are set to zero) to see if this strategy alone can reduce the computational time.

We compare two strategies: addition of one label corresponding to the minimal gener-

alised cost path from set K+
p and addition of labels corresponding to all paths from set

K+
p . The corresponding running times of PE based on LS and BiDirLS for both these

strategies are presented in Figure 4.6. As can be seen, the addition of labels correspond-

ing to known paths provides a small speed-up to both LS and BiDirLS. Since adding

one label is usually faster, for further experiments we choose this strategy.

Path Cost Domination Rule

The path cost domination rule alone (when no labels are added to the destination node

and all lower bounds on travel time are set to zero) keeps track of the best known path

cost and checks if a newly generated label is worth exploring based on its estimated

minimal cost, see equation (4.9). As in the case of the addition of labels corresponding

to known paths, these speed-up techniques should work better in combination with travel

time bounds.

Figure 4.7 demonstrates running times of PE based on LS and BiDirLS with the path

cost domination rule and compares them to the running times without this rule. In the

case of LS, path cost domination provides a speed-up for all instances. However, in the

case of BiDirLS, this techniques reduces computational time only for some instances.

Combinations of Speed-up Techniques

Combination of the proposed speed-up techniques should reduce computational time

more compared to the application of these techniques separately. Let us analyse the

addition of labels corresponding to known paths technique. If we add some labels to the

destination node, but do not apply bounds, the cost vectors of newly generated labels

are not large enough to decide if the label can be deleted. On the other hand, if we

apply bounds, but do not add labels to the destination node before starting the NSP

algorithm, new labels can be eliminated only after the destination node has been visited

at least once. A similar analysis can be done for the path cost domination rule.
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Figure 4.6: CPU times (s.) of the PE algorithm based on LS and BiDirLS with different strategies of addition of labels corresponding to known
paths.
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Figure 4.7: CPU times (s.) of the PE algorithm based on LS and BiDirLS with path cost domination rule.
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Figure 4.8 shows running times of PE based on LS and BiDirLS with different combina-

tions of the proposed speed-up techniques. As can be seen from this figure, the combina-

tion of all speed-up techniques produces the best result for both LS and BiDirLS. This

combination works well because the lower bound of the cost of the path coming from a

given label is well approximated by zero flow bounds, then its cost is compared to the

best known path cost which is initialised with the cost of a known path. In the follow-

ing LScomb and BiDirLSLScomb denote the label-setting algorithm and its bi-directional

version when all speed-up techniques are combined.

Figure 4.9 shows spider diagrams of ratios of improvement of one speed-up technique

over the other for two sets of instances (based on pure iteration time). When no speed-

up techniques are applied, BiDirLS is usually twice as fast as LS. The combination of

all speed-up techniques for LS allows PE to run up to 20 times faster compared to LS

without any speed-up techniques for the set of instances with random tolls, and up to

24 times faster for the set of instances with random tolls on shortest paths.

Interestingly, when all speed-up techniques are combined, LS outperforms BiDirLS con-

trary to the numerical tests when speed-up techniques are studied separately and when

two of them are combined together. This behaviour can be explained on the example

of the ChicagoSketch instance. Figure 4.10A shows links explored by the LS algo-

rithms without any speed-up techniques and Figure 4.10B shows links explored by the

bi-directional version of this algorithm. As can be seen, when no speed-up techniques

are applied, BiDirLS explores fewer links and, hence, generates fewer labels and per-

forms better. Figures 4.10C and 4.10D demonstrate the links explored by LScomb and

its bi-directional version. As can be seen, the application of all speed-up techniques al-

lows to significantly reduce the number of visited links that are closer to the destination

node. However, BiDirLScomb starts the search from both destination and origin and, as

a result, explores more links than LScomb.
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Figure 4.8: CPU times (s.) of the PE algorithm based on LS and BiDirLS with different combinations of speed-up techniques.

LS/LScomb

BiDirLS/BiDirLScomb

BiDirLScomb/LScomb LS/BiDirLS

LS/BiDirLScomb

1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16
17
18
19
20
21

SiouxFalls
Anaheim
Barcelona
Winnipeg
ChicagoSketch

1

(A) Instances with random tolls.

LS/LScomb

BiDirLS/BiDirLScomb

BiDirLScomb/LScomb LS/BiDirLS

LS/BiDirLScomb

1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16
17
18
19
20
21
22
23
24

SiouxFallsShPath
AnaheimShPath
BarcelonaShPath
WinnipegShPath
ChicagoSketchShPath

1

(B) Instances with random tolls on shortest paths.

Figure 4.9: Ratios of improvement of different speed-up techniques based on pure iteration time.
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Figure 4.10: Explored links on the ChicagoSketch instance.

4.2.7.4 Comparison of Non-randomised Methods

This section compares non-randomised flow update strategies, i.e. the conventional ap-

proach (when NSP is solved for every O-D pair before performing flow moves) and

the lazy non-additive shortest path approach (when new paths are generated when the

PE algorithm proceeds to a different origin). In the case of the conventional approach

we compare the two best strategies for solving NSP from Section 4.2.7.3 which are

LScomb and BiDirLScomb. Lazy shortest path is based on the one-source label-setting

method presented in Algorithm 1. Figures 4.11 and 4.12 show convergence patterns of

these methods on the Barcelona and WinnipegShPath instances respectively. For all
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Figure 4.11: Performance of non-randomised methods on the Barcelona instance.
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Figure 4.12: Performance of non-randomised methods on the WinnipegShPath in-
stance.

instances except WinnipegShPath, LazySP performs better than the conventional flow

update strategy based on LScomb and BiDirLScomb.
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4.2.7.5 Randomised Flow Update Strategy

This section studies the randomised flow update strategy presented in Section 4.2.5.3.

In particular, we compare the two proposed approaches: solving NSP in each iteration

with fixed probability and the adaptive probability approach. In the first case, we choose

the following values of fixed probability: 0.1, 0.3, 0.5 and 0.7. We randomise three

algorithms: LScomb, BiDirLScomb and LazyLS. All randomised algorithms are denoted

with rnd superscript. Every algorithm is run ten times. Average running times are

presented in Figures 4.13 and 4.14 for two sets of instances.

Figures 4.15 and 4.16 show how average running time (pure iteration time only) and total

number of iterations depend on the probability. These figures also include probability 1

which corresponds to the non-randomised versions of the algorithms. The probability of

calculating NSP has different impacts on performance of the algorithms and is instance-

dependent. We observe that adaptive probability demonstrates either better or similar

running times compared to the fixed probability strategy.

On the majority of the instances LazyLSrnd performs worse than its non-randomised

version (see Figures 4.15 and 4.16). This can be explained by the fact that in the case of

LazyLSrnd, if we skip calculation of NSP, all sets K+
p belonging to the same origin node

are updated only when this origin is considered next time when it is not skipped. This

leads to a reduced number of NSP calculations and only to a few updates of sets K+
p .

Other randomised approaches (LSrnd and BiDirLSrnd), on the contrary, perform better

than their non-randomised versions.

As can be seen from Figures 4.15 and 4.16, usually, the total number of iterations

increases as the probability of calculating NSP decreases. This leads to an increase of

the time needed to reach convergence since MaxDiff is calculated at every iteration. In

summary, we can conclude that LSrnd with adaptive probability demonstrates the best

performance among all randomised methods presented in this section.
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Figure 4.13: Average running times of randomised methods.
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Figure 4.14: Average running times of randomised methods for the instances with tolls on shortest paths.



C
h

a
p

ter
4
.

S
o
lvin

g
B

i-o
bjective

U
ser

E
qu

ilibriu
m

136

0.1 0.3 0.5 0.7 1
0

0.5

1

probability

C
P
U

ti
m
e,

s.
(p
u
re

it
er
at
io
n
ti
m
e)

SiouxFalls

LazyLSrnd

BiDirLSrnd

LSrnd

0.1 0.3 0.5 0.7 1
0

1

2

3

probability

Anaheim

0.1 0.3 0.5 0.7 1
0

10

20

30

40

probability

Barcelona

0.1 0.3 0.5 0.7 1
0

50

100

150

probability

Winnipeg

0.1 0.3 0.5 0.7 1
0

500

1,000

1,500

probability

ChicagoSketch

0.1 0.3 0.5 0.7 1
0

200

400

probability

N
u
m
b
er

of
it
er
at
io
n
s

SiouxFalls

LazyLSrnd

BiDirLSrnd

LSrnd

0.1 0.3 0.5 0.7 1
0

50

100

150

200

probability

Anaheim

0.1 0.3 0.5 0.7 1
0

50

100

150

probability

Barcelona

0.1 0.3 0.5 0.7 1
0

100

200

300

probability

Winnipeg

0.1 0.3 0.5 0.7 1
0

100

200

300

400

probability

ChicagoSketch

Figure 4.15: Running times and number of iterations of randomised methods.
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Figure 4.16: Running times and number of iterations of randomised methods for the instances with tolls on shortest paths.
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Figure 4.17: Performance of best methods on the ChicagoSketch instance.

4.2.7.6 Comparison of the Best Methods

This section compares the best non-randomised and randomised approaches as identified

in the previous sections. Figures 4.17 and 4.18 show convergence patterns (based on

pure iteration time) of two randomised algorithms (LSrnd and BiDirLSrnd with adaptive

probability) and three non-randomised ones (LazyLS, LScomb and BiDirLScomb) on the

ChicagoSketch and WinnipegShPath instances respectively. Convergence patterns of the

randomised version are plotted for all ten runs. As can be seen from these figures, the

randomised approaches outperform the non-randomised ones even though their runtime

varies slightly.

Tables 4.4 and 4.5 compare average running times of the randomised algorithms to the

best non-randomised methods as well as to the conventional flow update strategy based

on LS without speed-up techniques. Tables show ratios of average running times of PE

based on LSrnd and BiDirLSrnd to running times of non-randomised methods. From

Tables 4.4 and 4.5 we can see that LSrnd is from 1.05 to 11.44 times faster than LazyLS

and from 5.81 to 159.02 times faster than LS. BiDirLSrnd is slower than LazyLS on the

Sioux-Falls and Sioux-FallsShPath instances, however, it is from 1.16 to 4.72 times faster

than LazyLS on other instances and from 5.08 to 83.51 times faster than LS.
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Figure 4.18: Performance of best methods on the WinnipegShPath instance.

Table 4.4: Ratios of improvement of randomised algorithms over the non-randomised
ones (based on pure iteration time).

Algorithms Sioux-Falls Anaheim Barcelona Winnipeg ChicagoSketch

Improvement of LSrnd over...

LazyLS 1.05 2.35 3.07 7.90 1.93
LScomb 3.93 3.20 3.78 7.08 5.91
BiDirLScomb 6.42 4.55 5.65 13.54 10.55
LS 7.50 44.38 76.52 97.45 97.15

Improvement of BiDirLSrnd over...

LazyLS 0.81 1.72 2.01 4.72 1.16
LScomb 3.05 2.35 2.47 4.23 3.57
BiDirLScomb 4.98 3.34 3.69 8.09 6.38
LS 5.81 32.54 49.995 58.19 58.70

4.2.8 Summary

In this study we analyse NSP sub-problems in the context of TA. We investigate different

ways to speed up solution algorithms for this sub-problem based on the structure of TA.

In particular, we exploit the following properties of TA and PE:

� The fact that the PE algorithm stores paths with positive flow allows to add labels

corresponding to these paths to the destination node;

� Lower bounds for tolls are calculated only once in the beginning of the algorithm

since all tolls are constant;
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Table 4.5: Ratios of improvement of randomised algorithms over the non-randomised
ones (based on pure iteration time). Instances with tolls on shortest paths.

Algorithms Sioux-Falls-
ShPath

Anaheim-
ShPath

Barcelona-
ShPath

Winnipeg-
ShPath

ChicagoSketch-
ShPath

Improvement of LSrnd over...

LazyLS 1.12 1.69 5.55 11.44 3.16
LScomb 3.98 1.79 6.71 10.04 4.81
BiDirLScomb 6.71 2.78 14.33 26.40 9.84
LS 7.77 24.62 159.02 141.85 90.83

Improvement of BiDirLSrnd over...

LazyLS 0.73 2.58 2.92 3.83 1.63
LScomb 2.61 2.73 3.52 3.36 2.49
BiDirLScomb 4.38 4.23 7.53 8.84 5.08
LS 5.08 37.54 83.51 47.50 46.90

� Typically, there are only a few tolled links in the transportation network. This

allows to modify a stopping condition of label-setting to accept zero instead of a

minimal toll value;

� Randomisation of the NSP calculations exploits the fact that link travel times

change only slightly from iteration to iteration.

All these properties lead to the speed-up techniques that are summarised below.

First, we study the conventional flow update strategy when NSP is solved for every

O-D pair. We propose two speed-up techniques (addition of labels corresponding to

known paths and path cost domination rule) and study two travel time bounds based

on zero and current flows. According to our numerical study, the combination of these

speed-up techniques significantly improves performance of label-setting in the context of

TA resulting in a speed-up of at least two times and up to 24 times. We also study the

bi-directional version of the label-setting algorithm. As expected it is approximately two

times faster than the single-directional version. However, when all speed-up techniques

are combined, the bi-directional version becomes slower than the single-directional one.

This is so because it starts search from both destination and origin nodes and, as a

result, does not profit from the fact that the search space is reduced the closer we get

to the destination node.

Second, we compare the conventional flow update strategy with a lazy one proposed

by Chen et al. (2013b) which performs one-source shortest path calculations instead of

the point-to-point ones and updates sets of stored paths only when the PE algorithm

proceeds to the next origin node. This flow update strategy shows promising results. It is
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up to four times faster than the conventional flow update strategy based on label-setting

approach with the combination of speed-up techniques.

Third, we propose to randomise NSP calculations, i.e. to perform an NSP calculation

with a certain probability. We study several cases when this probability is fixed and

propose a strategy to change this probability based on iteration number. We apply

the randomised version of flow update to the three best algorithms: LazyLS, LScomb

and BiDirLScomb. The best randomised approach is based on LScomb with adaptive

probability. It is at least as fast and up to 11 times faster than LazyLS. LSrnd is also

at least eight times faster and up to 159 times faster than the conventional flow update

strategy based on label-setting without any speed-up techniques.

Therefore, we can conclude that randomising NSP calculation based on LScomb with

adaptive probability allows to significantly speed up calculations.

We limit this study to the label-setting algorithm and its bi-directional version only.

However, all proposed speed-up techniques can be applied to label-correcting methods

in a straightforward way. Among all available algorithms for solving the TA problem,

we choose PE. Other path-based algorithms can also be used instead of PE. The label-

setting algorithm that we study sorts all labels lexicographically. Other sorting orders

are also possible. For example, the order based on estimated generalised cost is a subject

of our future research.

4.3 Finding a Subset of Bi-objective User Equilibrium So-

lutions

In this section we study how to obtain a subset of BUE solutions. In Section 4.3.1 we

analyse a small transportation network with grid structure and present two approaches

based on random generation of scalarization functions Gp. The first approach starts with

a basic scalarization function and randomly perturbs this function in order to produce

several non-additive TA models. The second approach randomly generates multiple func-

tions. Section 4.3.2 analyses the ART2 instance with two tolling strategies and different

types of scalarization functions. In order to solve each obtained non-additive TA prob-

lem we apply the modified version of the PE algorithm presented in Section 4.2.2 with

randomised flow update strategy and speed-up techniques proposed in Section 4.2.5.2.

All equilibrium solutions have precision of 10−5 of the MaxDiff convergence measure.

Analysis of small random perturbations of scalarization functions is important since in

practice it is impossible to derive scalarization functions that will perfectly describe the
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Figure 4.19: Grid network.

route choice of road users. Such scalarization functions are prone to various approxi-

mations. If link flows corresponding to solutions based on scalarization functions with

small random perturbations vary significantly, then the outcomes of such a model might

not be reliable, and a different approach is necessary for the estimation of scalarization

functions. If such link flows do not vary significantly, then the model is reliable and can

be used for further analysis.

4.3.1 Small Grid Network

This section analyses a small instance with 25 nodes, 80 links and one O-D pair with

demand of 4000 flow units, see Figure 4.19. Node 1 is the origin node and node 25 is the

destination. This instance has a grid structure and 16 tolled links which are highlighted

as red thick lines. All tolls are set to 5 cost units. We use this particular instance in order

to study how various scalarization functions influence flow patterns and corresponding

link flows.

As before, we use piecewise-linear functions which are strictly increasing functions of

total path toll Ωk where k is path index, for example, see Figure 4.3. Such functions are

not necessarily convex or concave.
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Figure 4.20: Perturbation of tolls of a scalarization function.

4.3.1.1 Perturbation of Scalarization Functions

In this section we study how sensitive link flows are to small random perturbations of

scalarization functions. We propose the following strategy to perturb functions. Given a

piecewise-linear function Gp, we can choose with probability τ some breakpoints of this

function and either increase or decrease the corresponding values of tolls or time or both

by some percentage h. Since scalarization functions must be strictly increasing, after

such a perturbation the points are re-sorted in increasing order. An example of varying

toll values is given in Figure 4.20. Each breakpoint except the one corresponding to zero

toll has an interval associated with it. This interval shows how far each breakpoint can

be shifted. The width of each interval depends on path toll Ωk. Given Ωk, a perturbed

value of Ωk is in the interval [(1 − h)Ωk, (1 + h)Ωk], i.e. the larger Ωk, the larger the

corresponding interval. The same strategy can be applied to perturb path travel times,

i.e. given Tk, a perturbed values of Tk is in the interval [(1− h)Tk, (1 + h)Tk].

First, we perturb values of path travel times of breakpoints of a given scalarization

function. We generate the function presented in Figure 4.21. Then we perturb path

travel times of this function 1000 times with the probability to choose point Ti set to

τ = 0.2 and the percentage of perturbation set to h = 0.1. Figure 4.22 shows link flow

differences among BUE solutions corresponding to each perturbed scalarization function.

Such a link flow difference is calculated as follows for every link a

diffa = max
j=1,...,s

{f ja} − min
j=1,...,s

{f ja}, (4.10)

where f ja is flow of link a of BUE solution j and s is the total number of generated BUE

solutions, in this case s = 1000. A blue number in brackets next to each link shows max-

imum link flow maxj=1,...,s{f ja}, a red number shows minimum link flow minj=1,...,s{f ja}.
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Links with zero flow are omitted. The thicker the line, the larger the link flow difference

diffa. All tolled links are highlighted in red. For this particular function the maximum

difference of flow over all links is 965.53 flow units, the minimum positive flow difference

is 8.12 flow units, and the corresponding BUE flow patterns have very different link

flows compared to each other. However, some of the links do not have positive flow

among all obtained BUE solutions. Another example of time perturbation is presented

in Figure 4.24 for a function from Figure 4.23 which we also perturb 1000 times. For

this particular function perturbations of time values within a 10% interval do not in-

fluence link flows significantly. The maximum link flow difference is 1.44 · 10−13 flow

units which is almost zero. Interestingly, in this case, all 1000 BUE solutions do not

have flow on tolled links. Hence, the base scalarization function from Figure 4.23 and

its perturbations represent road users that prefer to omit paying tolls.

Second, we perturb 1000 times the path tolls of breakpoints of the function presented in

Figure 4.25. This scalarization function is close to linear. The probability of choosing

a breakpoint is set to τ = 0.2. Each toll value chosen for perturbation can be shifted

within a 10% interval, i.e. h = 0.1. The corresponding changes in link flows are shown

in Figure 4.26. The resulting various flow patterns mainly differ for links situated in

the right upper corner of the network, unlike previous examples where link flows are

different mainly for links in the lover left corner or closer to the destination node.

Finally, we perturb 1000 times both time and toll values of the breakpoints of the func-

tion shown in Figure 4.27. The resulting link flow differences are shown in Figure 4.28.

As in the previous example, some of the links have zero flow and are not shown in this

figure. For this particular function and its perturbations, link flows differ mostly for two

areas: links connecting nodes 3, 4, 8, 9 and links connecting nodes 17, 18, 22, 23, where

link flow difference is as large as 901.66 flow units.

As can be seen from the results presented above, different scalarization functions allow

to identify various traffic flow patterns. When such functions are perturbed, various

link flows deviations are possible. Some of the functions lead to significant deviations

of flows (see Figure 4.22), whereas others lead only to variations of flows of some links

(see Figure 4.28) or almost no variation of link flows (see Figure 4.24).
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Figure 4.21: Scalarization function for travel time perturbation.
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Figure 4.22: Link flow differences between solutions with perturbations in travel time
values. Maximum link flow difference is 965.53 flow units, minimum positive link flow

difference is 8.12 flow units.
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Figure 4.23: Another scalarization function for travel time perturbation.
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Figure 4.24: Link flow differences between solutions with perturbations in travel time
values. Maximum link flow difference is 1.44 · 10−13 flow units, minimum positive link
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Figure 4.25: Scalarization function for toll perturbation.
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Figure 4.26: Link flow differences between solutions with perturbations in toll values.
Maximum link flow difference is 664.60 flow units, minimum positive link flow difference

is 5.12 flow units.
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Figure 4.27: Scalarization function for toll and travel time perturbation.
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Figure 4.28: Link flow differences between solutions with perturbations in toll and
travel time values. Maximum link flow difference is 901.66 flow units, minimum positive

link flow difference is 14.44 flow units.
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4.3.1.2 Random Scalarization Functions

In this section we generate 1000 piecewise-linear scalarization functions randomly. The

maximum number of breakpoints of each function is bounded by 20, path travel times

vary from 0 to 1, path tolls vary from 0 to 50. Figure 4.29 shows some of these random

functions. As can be seen, these functions cover a variety of possible scenarios. Hence,

such an approach allows to analyse different BUE patterns that are expected to have

significantly different link flows.

Figure 4.30 demonstrates the corresponding link flow differences of the obtained BUE

solutions. The maximum link flow difference is 2068.99 flow units, the minimum positive

link flow difference is 45.73 flow units. As expected, link flows vary significantly among

various BUE solutions. Moreover, most of the links that have positive flow in at least

one BUE solution also have at least one BUE solution where their flow is zero. As

expected, link flow differences are larger for the tolled links.
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Figure 4.29: Random scalarization functions.

4.3.2 Auckland Transport Model

In this section, we study BUE on the example of the ART2 instance presented in Sec-

tion 2.7.1. The ART2 instance represents the transportation network of Auckland, New

Zealand, and has 2354 nodes and 4948 links, see Table 2.5. All link cost functions ca(fa)

are calibrated based on observed traffic flows in 2001 (Davies et al., 2009, Young, 2008).

We do not consider the more detailed ART3 instance in this study because of its large

size. According to our computational results presented in Section 2.7.2.4, solving the

ART3 instance in the case of the conventional TA model, when only travel time is con-

sidered as a criterion of the route choice of road users, takes a lot of time. The BUE

model is harder to solve, and, hence, will take even more time on ART3.
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Figure 4.30: Link flow differences between solutions based on random scalarization
functions. Maximum link flow difference is 2068.99 flow units, minimum positive link

flow difference is 45.73 flow units.

We analyse the ART2 instance for several reasons. First, this analysis demonstrates the

ability of the proposed approach to solve instances of realistic size. Second, it shows

how traffic flows differ from one another on an example of a transportation network used

in practice. Third, we compare models based on linear and non-linear aggregation of

objectives.

All tests on the ART2 instance are performed on the NeSI Pan Cluster that is a high

performance computing platform. This platform is designed to run multiple computa-

tional processes in parallel which allows to solve several instances at the same time. For

more information, see https://www.nesi.org.nz. It must be noted that we use the

NeSI Pan Cluster in order to solve multiple instances of the problem and we do not

compare running times of the algorithms. It is possible to solve all instances considered

in this section on a usual desktop computer.

4.3.2.1 Tolling Scenarios

The ART2 instance does not originally have tolled roads. Currently, there is only one

tolled road in Auckland which is the Northern gateway, see http://www.tollroad.

govt.nz/Where. However, this motorway is not present in ART2. Because of this, we

https://www.nesi.org.nz
http://www.tollroad.govt.nz/Where
http://www.tollroad.govt.nz/Where
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tolled link
toll-free link

(A) Harbour Bridge tolling.

tolled link
toll-free link

(B) Strategic network tolling.

Figure 4.31: Tolled links.

analyse two alternative tolling scenarios. One of them has been implemented in the past,

whereas the other one is one of the candidate tolling strategies that the New Zealand

Ministry of Transport is considering to apply in the future, see http://www.transport.

govt.nz/land/aucklandroadpricing/.

The first scenario proposes to toll the Auckland Harbour Bridge which connects the

North Shore and the city, see Figure 4.31A. According to http://en.wikipedia.org/

wiki/Auckland_Harbour_Bridge#cite_note-BRIDGE50-14, the Harbour Bridge is the

first tolled bridge in New Zealand. The toll for crossing the bridge varied from its

construction in 1959 until 1984 when the toll was cancelled. This bridge allows drivers

to save time since the alternative roads that go around the harbour are longer (the

Harbour Bridge is approximately 5 kilometres long whereas one of the alternative roads

around the harbour is 40 kilometres long).

The ramp to Harbour Bridge becomes congested during the morning and evening rush

hour. Tolling this bridge might improve the situation with respect to congestion because

tolls might force some of the drivers to choose an alternative route. The proposed amount

of toll that we use in this study is 25 cents for crossing the bridge in either direction.

In the case of ART2, tolling the Harbour Bridge corresponds to assigning toll to two

links that go in opposite directions. In this case, each equilibrium solution has at most

one tolled link belonging to paths connecting each O-D pair since any path flow vector

that has a path containing both tolled links is always dominated.

http://www.transport.govt.nz/land/aucklandroadpricing/
http://www.transport.govt.nz/land/aucklandroadpricing/
http://en.wikipedia.org/wiki/Auckland_Harbour_Bridge#cite_note-BRIDGE50-14
http://en.wikipedia.org/wiki/Auckland_Harbour_Bridge#cite_note-BRIDGE50-14
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For the case when only one link of a transportation graph is tolled or when each equilib-

rium solution is guaranteed to have no more than one tolled link for paths between each

O-D pair, the amount of toll does not matter for the mathematical model since there are

only two alternative efficient paths: one with toll and one without toll. However, when

scalarization functions are calibrated for certain values of tolls, an analysis of increasing

or decreasing toll value can be performed because the equilibrium solution depends on

these functions.

The second tolling scenario proposes to assign tolls to motorways, see Figure 4.31B. This

scenario is proposed in Ministry of Transport (2006). According to Ministry of Transport

(2006), drivers are charged per kilometre only on congested parts of the motorways and

the maximum amount of paid toll should not exceed 6$. Because of the limitations of

the current TA model, however, only constant tolls can be used and the maximum total

amount cannot be set. Due to this, we assign constant tolls on each motorway link. The

amount of toll is correlated to link distance: 25 cents per kilometre. In the following,

this tolling scenario is called strategic network tolling.

For both tolling scenarios we use the same O-D matrix that describes flow demands

during the morning peak.

Section 4.3.2.2 presents our analysis of the Harbour Bridge tolling and Section 4.3.2.3

demonstrates the results for the strategic network tolling scenario.

4.3.2.2 Harbour Bridge Tolling

As explained in Section 4.3.2.1, for the Harbour Bridge tolling scenario, every equilibrium

solution can have no more than one tolled link in every path with positive flow connecting

each O-D pair. This means that at equilibrium any path with positive flow either has

toll equal to zero or to Ω. Hence, the shape of the scalarization functions Gp does not

matter, and linear functions are sufficient to find any BUE solution.

In order to find several different BUE solutions, we propose to define linear scalarization

functions as follows Gp(Ωk|β) = Ωk tan(β) +Tmin where Ωk is toll of path k, Tmin is the

minimum time among all cost vectors of efficient paths (based on zero flow travel times)

and β is the angle between a linear function Gp(Ωk|β) and x axis. We vary angle β of

the linear scalarization functions in the following range: 5°, 10°, 20°, 30°, ..., 70°, 80°,

85° as presented in Figure 4.32. Since scalarization functions must be strictly increasing,

values of β equal to 0° and 90° are excluded from our analysis. We generate functions

in this way for every value of β. Hence, in total there are ten different BUE solutions

that correspond to different values of β.
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Figure 4.32: Variation of angle β.

We start analysing results with network performance graphs shown in Figures 4.33A and

4.33B for the solution with β = 85° and the solution with β = 5° respectively. Green

links correspond to centroid connector links (their link cost functions do not depend on

flow), blue links correspond to uncongested roads and red links represent the congested

ones. A link is considered congested if its flow exceeds link capacity, i.e. when the ratio

of link flow to its capacity is strictly greater than one. The thickness of each link is

proportional to the ratio of link flow to link capacity: the thicker the line, the larger this

ratio. Figures 4.33A and 4.33B appear to be almost identical. However, the solution

with β = 85° has 897 congested links (18% of the total number of links), whereas the

solution with β = 5° has 823 congested link (16.6% of the total number of links). Both

solutions have 110 links that are congested in one of them and are not congested in the

other one. Overall, for both solutions the majority of the congested links are situated

in the city centre and on the roads that lead around the harbour to the city. Similar

patterns appear in the case of solutions with the remaining values of β.

Figures 4.34A and 4.34B present link flow differences between the solution with β =

5° and two other solutions with β = 50° and β = 85°. The solution with β = 5° is the

base case, i.e. link flow differences diff5°,β
a , ∀a ∈ A are calculated as follows (link flows of

other solutions are subtracted from the link flows of the base case)

diff5°,β
a = f5°

a − fβa , (4.11)

where f5°

a is flow on link a of the solution with β = 5° and fβa is flow on link a of a solution

with β 6= 5°. Green links indicate that link flow difference is zero, light blue links show

that link flow difference diff5°,β
a increases and orange links correspond to the case when

link flow difference diff5°,β
a decreases. The thicker the line, the larger the flow difference.

As can be seen from Figures 4.34A and 4.34B, flow on the Harbour Bridge decreases
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when β increases, whereas flows on alternative roads that go around the harbour increase

as expected since larger values of β correspond to the situation when road users prefer

to avoid paying tolls and to use alternative toll-free roads. Figure 4.36 confirms this

fact for other solutions with different values of β. In this figure numbers corresponding

to β = 0° represent link flows of the conventional TA model when all links are toll-free,

other values of β correspond to link flows on the Harbour Bridge for BUE solutions with

different values of β.

Figures 4.35A and 4.35B present link flow differences between the solutions with β =

5° and β = 85° in comparison with the conventional case when no tolling is applied.

As expected, tolls force some of the road users to use alternative roads instead of the

Harbour Bridge. As a result, BUE flows on the alternative roads around the harbour

are higher compared to the conventional flows.

Figure 4.37 presents magnitudes of link flow differences between all generated BUE

solutions with different values of β. Each column corresponds to an interval and shows for

how many links flow difference varies within this interval among solutions with different

values of β. Link flow differences are calculated as in equation (4.10). For example,

the first column shows that for 27.49% of all links of ART2 flows do not change as β

varies, whereas the second column shows that for 39.45% of links, flow differences vary

in the interval (0, 100] for solutions with different values of β. For some of the links flow

difference reaches 2700 flow units. Even though link flows vary significantly for some of

the links, link travel times do not vary much. Among all solutions, the maximum link

travel time difference does not exceed 0.5 time units. Average path travel times, however,

are different for solutions with varying β as presented in Figure 4.38, and they vary from

220 to 320 time units. When β increases, more road users switch to alternative roads

(that are longer), and, as a result, average path travel time also increases. In Figure 4.38

average path travel time fluctuates between 220 and 230 time units until β reaches 60°,

and increases significantly after this point. Such fluctuations might signify that solutions

with β ∈ [5°, 60°] are similar.

Since for the Harbour Bridge tolling scenario only the Harbour Bridge is tolled, various

BUE flow patterns differ in the amount of road users that decide to use the bridge or

available alternative roads. The larger the value of β, the larger the number of road

users who switch to alternative roads.

In this section we analyse a large range of values of β from the interval [5°, 85°] in order

to see various possible traffic patterns. In practice, however, it is more likely to analyse

one base value of β and minor deviations from it to see how sensitive link flows are

to small perturbations of the base case scalarization function similarly to the analysis

presented in Section 4.3.1.1.
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centroid connector link
congested link
uncongested link

(A) Harbour Bridge tolling. The BUE solution with β = 85°.

centroid connector link
congested link
uncongested link

(B) Harbour Bridge tolling. The BUE solution with β = 5°.

Figure 4.33: Network performance graphs.
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link flow does not change
link flow increases
link flow decreases

(A) Differences between the solutions with β = 5° and β = 50°. The solution with β = 5° is the
base case.

link flow does not change
link flow increases
link flow decreases

(B) Differences between the solutions with β = 5° and β = 85°. The solution with β = 5° is the
base case.

Figure 4.34: Harbour Bridge tolling. Link flow differences.
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link flow does not change
link flow increases
link flow decreases

(A) The solution with β = 5° and solution without tolled links. The solution with β = 5° is the
base case.

link flow does not change
link flow increases
link flow decreases

(B) The solution with β = 85° and solution without tolled links. The solution with β = 85° is
the base case.

Figure 4.35: Link flow difference for Harbour Bridge tolling scenario and no tolling.
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Figure 4.36: Link flows on Harbour Bridge for solutions with different values of β.
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Figure 4.37: Harbour Bridge tolling. Distribution of link flow differences between
solutions with different values of β.
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Figure 4.38: Harbour Bridge tolling scenario. Average path travel times for solutions
with different values of β.
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4.3.2.3 Strategic Network Tolling

The strategic network tolling scenario assigns tolls to multiple links. In this case, the

shape of the scalarization functions influences a BUE solution. Because of this we test

several types of functions with different shape.

We analyse linear, concave and convex scalarization functions. Given that Ωmax, Tmax

and Tmin are defined as in Section 4.3.2.2, the functions are:

1. Linear: Glinearp (Ω) = 3·Tmax−Tmin
Ωmax+1 · Ω + Tmin;

2. Convex: Gconvexp (Ω) = 3·Tmax−Tmin
(Ωmax+1)3

· Ω3 + Tmin;

3. Concave: Gconcavep (Ω) = 3·Tmax−Tmin
3√Ωmax+1

· 3
√

Ω + Tmin.

These functions are generated in such a way that when toll is equal to 0 or to (Ωmax+1)

all three functions have equal values, see Figure 4.39. In addition to these three function

types we generate ten sets of random piecewise-linear functions according to Algorithm 3,

where the maximum number of line segments is set to 3. As before, scalarization func-

tions are different for each O-D pair and depend on free-flow travel times and tolls.

All functions presented above are positive and strictly increasing. Examples of such

functions for one O-D pair is presented in Figure 4.39.

Network performance graphs for this tolling scenario are similar to the case of Harbour

Bridge tolling. The total number of congested links is also comparable to the total

number of congested links among solutions with Harbour Bridge tolling. Because of this

we do not present network performance graphs for the strategic network tolling scenario.
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Figure 4.39: Example of scalarization functions.
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Figure 4.40 presents link flow differences between the solution corresponding to linear

scalarization functions and solutions with convex, concave and piecewise-linear functions.

In Figures 4.40A-4.40C the solution based on linear scalarization functions is the base

case, i.e. link flow differences are calculated relative to the linear case. In the case of

the solution with concave functions link flows tend to increase in the upper left corner

of the transportation network and to decrease in the lower right corner compared to

the solution with linear functions. Concave functions represent the situation when road

users prefer to avoid paying tolls, and, as a result, more road users switch to toll-free

roads compared to the linear case. If we compare the linear case to the convex one,

the opposite is true since convex functions correspond to the situation when road users

prefer to choose fast roads even though they have to pay tolls. Link flows decrease in

the upper left part of the graph and increase on the roads that connect the North Shore,

the city and south Auckland through the Harbour Bridge. Hence, link flow differences

appear in very different areas of the graph unlike Harbour Bridge tolling where only two

alternatives (a tolled path and a toll-free path) are available to road users.

Figure 4.41 shows the magnitude of link flow differences between various solutions with

strategic network tolling. As before, link flow differences are calculated as in equa-

tion (4.10). From Figure 4.41 we can see that flows of 27.61% of all links do not change

among all solutions, for 53.03% of links, flow differences vary in the interval (0, 100].

Link flow differences do not exceed 800 flow units unlike the case of the Harbour Bridge

tolling scenario where link flow differences reach 2700 flow units, see Figures 4.37 and

4.41. Figure 4.42 shows where link flow differences occur in the network. Green lines

correspond to links where flows remain the same for all solutions. Orange lines represent

links where flow differences occur. The thicker the orange line, the larger the link flow

difference among all generated BUE solutions. Hence, link flows differ across solutions

mainly for the links in the upper part of the graph that connect the North shore and

the city.

Unlike the Harbour Bridge tolling scenario, link travel time differences between solutions

vary significantly and reach values up to 14 time units.

The analysis presented above shows that solutions based on non-linear scalarization func-

tions might differ significantly from the case when scalarization functions are assumed to

be linear. By assuming that scalarization functions are linear, one might overestimate

or underestimate traffic flows on tolled roads depending on the actual preferences of

road users. Multiple studies suggest that such preferences are non-linear, for example,

see Hensher and Truong (1985), Hultkrantz and Mortazavi (2001), Larsson et al. (2002).

We discuss scalarization functions in more detail in the next section.
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link flow does not change
link flow increases
link flow decreases

(A) Linear (the base case) and concave scalarization functions.

link flow does not change
link flow increases
link flow decreases

(B) Linear (the base case) and convex scalarization functions.

link flow does not change
link flow increases
link flow decreases

(C) Linear (the base case) and one of the piecewise-linear scalarization functions.

Figure 4.40: Link flow differences between solutions of the strategic tolling scenario.
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Figure 4.41: Distribution of link flow differences between solutions with strategic
network tolling.
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Figure 4.42: Strategic network tolling. Maximum link flow differences for all solu-
tions.
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4.4 Scalarization Functions

In Sections 4.2.7 and 4.3 the majority of numerical tests are based on piecewise-linear

scalarization functions Gp generated randomly based on efficient solutions with zero

flow travel times, see Algorithm 3. As demonstrated in Section 3.5.1, strictly increasing

piecewise-linear scalarization functions are a sensible choice since any BUE solution can

be obtained by solving a non-additive TA problem based on a piecewise-linear function.

However, such functions convert path toll to path travel time and do not have a straight-

forward interpretation. This drawback makes it difficult to derive and calibrate such

functions based on real data.

Wang and Ehrgott (2011) introduce the time-surplus maximisation bi-objective user

equilibrium (TSMaxBUE) model that provides an intuitive interpretation of scalariza-

tion functions and, hence, can simplify calibration of such functions and analysis of

results. The TSMaxBUE model assumes that each driver maximises time surplus which

is defined as the maximum time a road user is willing to spend minus the actual time

spent in travel. The maximum time a road user is willing to spend is modelled as an

indifference curve Gp – a non-linear function that depends on path toll. Therefore, each

driver makes a decision based on travel time and toll which are combined into one crite-

rion via an indifference curve. All indifference curves Gp are assumed to be non-negative

and strictly decreasing functions of path toll. Thus, in the TSMaxBUE model the time

surplus of path k is defined as follows:

Ck(f) = Gp(Ωk)− Tk(f), ∀k ∈ Kp,∀p ∈ Z. (4.12)

As can be seen, time surplus (4.12) can be easily transformed in order to satisfy the

assumptions of path cost functions used in model (4.2), i.e. each path cost function

must have the form Ck(f) = Tk(f) + Gp(Ωk) where scalarization function Gp is non-

negative and strictly increasing. First, we multiply time surplus (4.12) by (−1) which

gives us C ′k(f) = −Ck(f) = Tk(f) − Gp(Ωk). Since Gp is strictly decreasing, function

−Gp is strictly increasing. Second, we have to ensure that the scalarization function

is non-negative. This can be achieved by adding a large enough constant to −Gp, for

example, Gp(0) which is indifference curve evaluated at zero toll. Thus, we obtain

Ck(f) = Tk(f) +Gp(Ωk) = Tk(f) +Gp(0)−Gp(Ωk). (4.13)

Such a generalised cost (4.13) can be used in model (4.2) which is solved as presented

in Section 4.2.



Chapter 4. Solving Bi-objective User Equilibrium 164

0 1 2 3 4 5

20

40

60

Ω

M
ax

im
u
m

ti
m

e
w

il
li

n
g

to
sp

en
d Curve 1

Curve 2

Figure 4.43: Example of indifference curves.

The main advantage of using indifference curves Gp is that they are easy to interpret

and they can be non-linear which means that any BUE solution can be found by varying

indifference curves. For example, let us analyse two indifference curves presented in

Figure 4.43. Each curve shows the maximum time a road user is willing to spend given

the toll he/she has to pay for the travel. Curve 1 describes the situation when drivers are

not concerned about tolls, i.e. the values of travel time the drivers are willing to spend

are almost the same for all possible values of toll. Curve 2, on the contrary, describes

the situation when the drivers are expecting to spend much less travel time compared

to toll-free paths, if they have to pay more than 0.5 monetary units.

There are several applications of the TSMaxBUE model presented in the literature.

For example, Wang et al. (2012) apply TSMaxBUE to the TA problem when the route

choice of road users is based on travel time and travel time reliability criteria. Wang

et al. (2014) propose to use the TSMaxBUE model on the lower level of the bi-objective

bi-level mathematical programme developed for sustainability analysis of tolled road

networks. Despite there being several different applications of this model, no method

for estimating indifference curves is proposed in the literature.

Estimation of non-linear utility functions in the transportation field is largely discussed

in the literature devoted to the mode choice stage of the four-step process, i.e. when road

users are divided according to the travel mode they choose. Usually, such functions are

estimated based on survey data (Koppelman, 1981, Maher et al., 2011). Discrete choice

models also provide multiple methods of estimating various kinds of random utility func-

tions, for example, see Sheffi (1985) and Ortúzar and Willumsen (2001). Ordóñez and

Stier-Moses (2010), for example, discuss difficulties of estimating and calibrating pa-

rameters of non-linear generalised cost functions and suggest to re-solve the model and

adjust parameters until the outcomes are acceptable. Another approach to estimating
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non-linear scalarization functions is to choose the form of the function and the parame-

ters of this function in such a way that the function is linear in the parameters. As long

as the model is linear in parameters it is easy to estimate the parameters, for example,

see Schüssler and Axhausen (2009) and Gaudry and de Lapparent (2015).

Estimating non-linear functions is harder than estimating one linear coefficient. This fact

explains why linear models based on value of time are more common in practice. Various

approaches for estimating linear value of time can be found, for example, in Calfee and

Winston (1998), Lam and Small (2001), Ortúzar and Willumsen (2001) and Moradi

et al. (2014). Development of methods for estimating indifference curves, however, is

beyond the scope of this thesis.

4.5 Discussion and Conclusion

This chapter studies two main topics. The first one is devoted to the development of

solution algorithms for solving the non-additive TA problem that allows to find one

BUE solution. Such a solution might have positive flow on both supported and non-

supported efficient paths. We adapt the PE algorithm to solve non-additive TA and

identify that the NSP sub-problem is the bottleneck of PE. This fact motivates us to

study the NSP sub-problem in detail and to propose several speed-up techniques and

the randomised flow update strategy that allow to significantly improve performance of

the PE algorithm. The proposed approaches can be easily extended to other path-based

methods.

The second topic of this chapter discusses how a subset of BUE solutions can be gen-

erated. In particular, we propose to randomly generate scalarization functions based

on zero flow travel times and to randomly perturb such basic scalarization functions.

We apply these approaches to two instances: the small one with grid structure and

the medium size instance ART2 that represents Auckland transportation network. Our

computational results show that the PE algorithm based on the proposed speed-up

techniques is capable to solve instances of realistic size.

We also analyse various BUE solutions on the example of the grid and ART2 instances.

Depending on the tolling scenario, magnitudes of link flow differences might vary from

small to large. Even when link travel time differences are small, path travel time differ-

ences might be significant as we demonstrate for ART2 with the Harbour Bridge tolling

scenario. When more links are tolled, BUE solutions based on various scalarization

functions might differ significantly from each other resulting into significant link travel

time differences.
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Small random perturbations of basic scalarization functions can be used in order to

analyse the sensitivity of the model, i.e. to see if link flows vary significantly. This

approach can also be applied to identify links that are more sensitive to changes in

scalarization functions. Such links usually represent alternative choices available to road

users, and, hence, are important for strategic planning of infrastructure development.

In addition to the sensitivity analysis of the model, finding several BUE solutions in-

stead of one solution allows to improve understanding of what traffic patterns might

be expected since in practice one might have several scenarios that describe different

preferences of road users.

In this chapter we also discuss scalarization functions. Different scalarization functions

model preferences of road users. For a given problem instance, the current model assumes

that all drivers travelling between the same O-D pair have the same preferences, i.e. they

perceive the trade-off between travel time and toll in the same way. At fist sight, it seems

to be a limitation of the model. However, as we show in Section 3.5.1, any BUE solution

can be obtained by varying scalarization functions Gp,∀p ∈ Z. Hence, the introduction

of more than one scalarization function per O-D pair is not going to allow to find a

solution that cannot be found with one scalarization function per O-D pair.

Because of the non-linear nature of scalarization functions, it is difficult to find the

correct shape of such functions and to calibrate them based on actual preferences of

road users. More research is necessary in the transportation field regarding how these

functions can be obtained.



Chapter 5

Discussion and Conclusion

Constant development of transportation networks and involvement of various stakehold-

ers in transportation planning requires reliable and effective tools capable of supporting

decision making related to transportation management. Traffic assignment (TA), in par-

ticular, plays an important role in the analysis of traffic flows, usage of transportation

facilities and strategic planning of infrastructure development.

The conventional TA model captures the equilibrium nature of traffic flows. However,

such a model is based on several unrealistic assumptions. Multiple extensions of this

model that relax some of these assumptions are proposed in the literature and originate

from different research areas such as stochastic programming, robust optimisation, multi-

objective optimisation, etc.

In this thesis we analyse the conventional TA model and one of the advanced approaches

for traffic flow modelling based on ideas from the multi-objective optimisation field.

This chapter is organised as follows. In Section 5.1 we summarise our key results and

findings regarding the conventional TA model where the route choice of road users

depends on travel time only and the advanced model that introduces multiple criteria

into the route choice. Section 5.2 discusses the trade-off between model complexity and

difficulty of solving a model. Section 5.3 presents a possible future development of our

research.

167
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5.1 Key Results

5.1.1 Single-objective User Equilibrium

We start with a comprehensive survey of solution algorithms for conventional TA.

We develop the software framework TAsK (Traffic Assignment frameworK) for TA al-

gorithms and test the most promising algorithms from different groups of methods.

The TAsK framework is open-source and can be downloaded at https://github.com/

olga-perederieieva/TAsK. The framework maximises usage of common code which

is important for consistent comparison of solution approaches. We perform numerical

tests on benchmark instances of various size as well as on the ART2 and ART3 in-

stances that represent the transportation network of Auckland, New Zealand. Based on

this numerical study, our key results and findings are as follows.

1. Line search algorithms have a significant influence on TA solution approaches. The

best results are usually achieved by methods that use first order derivatives of link

cost functions such as quadratic approximation and the Newton step.

2. Bush-based methods usually outperform link- and path-based ones. Bush-based

approaches exploit the acyclicity of origin flows, which allows to apply fast shortest

path algorithms for directed acyclic graphs instead of shortest path methods for

general graphs. However, compared to other methods bush-based algorithms are

more difficult to implement.

3. Required solution accuracy is one of the most important factors to be considered

when choosing a TA solution method. When the required level of precision is

low, simple link-based approaches can be applied. However, when highly accurate

solutions are necessary, it is better to use advanced algorithms that belong to the

path- and bush-based groups of techniques.

4. When highly precise solutions are required, one must pay attention to possible

numerical errors that accumulate during computation. For path-based algorithms,

in particular, such errors might accumulate significantly during calculation of the

direction of descent. A possible way to address this issue is to adjust the calculated

direction of descent according to flow conservation constraints.

5.1.2 Multi-objective User Equilibrium

The central topic of this thesis is devoted to multi-objective user equilibrium (MUE) and

its special case bi-objective user equilibrium (BUE) when only two criteria are present in

https://github.com/olga-perederieieva/TAsK
https://github.com/olga-perederieieva/TAsK


Chapter 5. Discussion and Conclusion 169

the route choice of road users. These concepts extend the definition of user equilibrium to

the case when the route choice of road users is based on multiple criteria. Unlike various

advanced TA models that combine route choice criteria into one generalised cost, MUE

alters the user equilibrium condition itself. Such an approach is based on the multi-

objective optimisation approach to modelling problems that allows multiple solutions

corresponding to different trade-offs between criteria. As a result, MUE unifies a family

of advanced TA models, i.e. an equilibrium solution of a model based on generalised cost

functions is also a MUE solution. The converse is true only for the TA models based on

non-linear generalised cost functions that must also satisfy certain properties.

5.1.2.1 Theoretical Aspects

We analyse the relationship between MUE and TA models based on generalised cost that

combines several criteria into one measure minimised by each road user. A linear combi-

nation of criteria allows to identify only a subset of MUE solutions by varying parameters

of generalised cost functions. When criteria are combined non-linearly, i.e. by means of

scalarization functions, all BUE solutions can be found by varying these functions. We

further extend this result to the case of more than two criteria.

We study various properties of BUE. One of the key properties is that the set of BUE

flows is not convex in general. This fact along with the observation that there might be

infinitely many BUE solutions make it difficult to develop solution algorithms able to

identify the entire set of BUE flows. As a result, we focus on approaches able to find

one or a subset of BUE solutions.

Another important property of the set of BUE flows is that the origin flows at equilibrium

might contain directed cycles contrary to the conventional case (which is based on a single

additive cost function) when all equilibrium flows coming from one origin are acyclic.

This property implies that bush-based algorithms cannot be used to find some BUE flow

patterns.

5.1.2.2 Solution Methods

In order to find one BUE solution we use the TA model based on non-linear aggrega-

tion of two additive criteria because this model can find any BUE solution by varying

scalarization functions and it has a mathematical programming formulation. We adapt

the path equilibration (PE) algorithm as a solution technique for this non-additive TA

problem and extend the developed software framework TAsK to accommodate the non-

additive case.
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We observe that the non-additive shortest path (NSP) sub-problem is the bottleneck

operation of PE and analyse various ways to improve performance of NSP, and, as

a result, to improve the performance of PE. We propose several speed-up techniques

for NSP that exploit the structure of TA. In particular, we include information about

existing paths into a solution method for NSP and use the generalised cost function to

narrow the search. The best results are achieved when all proposed speed-up techniques

are combined.

We also analyse different flow update strategies that describe how often path sets are

updated, i.e. how often the NSP sub-problem is solved. According to our computational

study, the lazy flow update strategy (the NSP sub-problem is solved each time the algo-

rithm proceeds to the next origin) shows promising results compared to the conventional

approach when the NSP sub-problem is solved each time the algorithm proceeds to the

next O-D pair. Performance of PE based on the lazy strategy is up to four times faster

than the conventional one. We observe that the majority of path sets are updated during

the first few iterations and that the number of paths added to path sets decreases when

the iteration number increases. Based on this observation, we propose the randomised

flow update strategy where instead of calculating NSP for every O-D pair, we randomly

skip some of the NSP calculations. When the probability of calculating non-additive

shortest paths depends on the iteration number, we are able to achieve a speed-up of

PE of at least eight times and up to 159 times faster compared to the conventional

flow update strategy. In comparison to the lazy flow update, the randomised version

performs at least as fast and up to 11 times faster.

Overall, the PE algorithm based on our speed-up techniques and randomised flow update

strategy allows to solve instances of small and medium size. This is an important

improvement, since the majority of approaches for solving the non-additive TA problem

proposed in the literature are applied for solving small instances only that are used for

demonstration purposes.

In order to find a subset of BUE solutions we propose to randomly generate scalariza-

tion functions based on zero flow travel times and to randomly perturb a given set of

scalarization functions. We apply both approaches to a small network instance with

a grid structure and to ART2. We demonstrate how a subset of BUE solutions can

be used in order to analyse traffic flows. In particular, link flow differences between

BUE solutions allow to identify links that are sensitive to perturbations in scalariza-

tion functions. Such an analysis is important because scalarization functions cannot be

estimated exactly, i.e. it is impossible to derive scalarization functions that perfectly

describe preferences of road users.
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We show that BUE solutions based on non-linear scalarization functions might differ

significantly from solutions based on linear functions. Similar results are also reported

in the TA literature, and many studies underline that preferences of road users are non-

linear. The assumption that road users perceive relationship between travel time and

toll linearly is unrealistic and might lead to overestimating or underestimating link flows

on tolled roads.

Generating a subset of BUE solutions instead of one solution might also improve the

understanding about what traffic patterns might occur in the transportation network

under consideration.

5.2 Discussion

Advanced TA models allow to relax some of the assumptions of the conventional TA

problem. This makes them attractive from a practical point of view because they reflect

real life better. However, such models are usually more difficult to solve, require more

input data and can be applied to find solutions of small and medium size instances only

(large instances require long computational times). Difficulties of developing solution

approaches for advanced TA models arise from two main sources: non-additivity of path

cost functions and non-separability of link cost functions. Non-additivity, in particular,

leads to NP-hard NSP sub-problems that take most of the computational time of solution

algorithms.

The trade-off between how realistic the models are and their complexity appears in many

real life problems. The choice of an appropriate model is both a science and an art since

a modeller must take into account not only available resources, but also various practical

considerations such as how precise solution must be, what kind of analysis the solution

is used for, how sensitive the solution is to changes of input parameters, etc.

5.3 Future Work

The future development of this research includes analysis of the available solution meth-

ods for the alternative formulations of TA (such as non-linear complementarity problem

and variational inequality) which do not rely on the separability of link cost functions

and additivity of path cost functions. Such solution approaches are applicable to the

cases when no mathematical programming formulation is available. This fact makes it

possible to consider the application of such models for finding MUE solutions with more

than one flow-dependent criterion.
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The majority of advanced TA models that combine several criteria into one generalised

cost function are based on two route choice criteria only. In the future we plan to study

the case when more than two criteria are assumed to influence decisions of road users

and to propose solution algorithms for this more general case.

Another prospective line of research includes models that contain TA as a sub-problem

such as the network design problem and road pricing. It would be interesting to develop

methods for solving TA that also exploit information available from a master problem

similarly to our proposed speed-up techniques for the NSP sub-problem that exploit the

structure of TA.



Appendix A

Symmetry of Jacobian

As presented in Smith (1979), Dafermos (1980), Nagurney (1987) and Patriksson (1994)

, the VI problem is to find an x∗ ∈ X such that:

F (x∗)T (x− x∗) ≥ 0, ∀x ∈ X, (A.1)

where X ⊆ Rn is a non-empty closed and convex set, and F : X → Rn is a continuous

mapping on X.

Let us consider the following mathematical programme:

min
x∈X

T (x), (A.2)

where T : X → R is a once continuously differentiable function on X. If x∗ ∈ X is an op-

timal solution of mathematical programme (A.2), then x∗ is a solution of VI (A.1) with

F ≡ ∇T . This means that whenever F is the gradient of a real-valued function T , a so-

lution to VI (A.1) may be found through the solution of the optimisation problem (A.2),

see Dafermos (1980) and Patriksson (1994).

As explained in Patriksson (1994), a sufficient condition for F to be a gradient is the

following. Let F : X → Rn be once continuously differentiable on an open convex set

X0 ⊂ X, then F is a gradient mapping on X0 if and only if Jacobian ∇F (x) is symmetric

for all x ∈ X0. Under this symmetry condition the line integral

T (x) :=

x∫
0

F (s)Tds, (A.3)

is path independent, and F is integrable. Therefore, VI (A.1) can be formulated as an

equivalent mathematical programme with an objective of the form (A.3).
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