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A B S T R A C T

This thesis explores virtual crowd interactive applications: applications
where large numbers of physically distributed people (tens of thou-
sands) interact as a unified crowd. The purpose is to drive what social
psychology identifies as the collective experience, a sense of: unity with
many others; belonging; and validation of a shared perspective of the
world.

Three research objectives are addressed: a design model for collec-
tive interaction in a distributed interactive application; a system capa-
ble of supporting the interaction requirements of the design model;
and a performance test harness for evaluating candidate systems against
the interaction requirements of the design model.

The first research objective addressed how virtual crowd interactive
applications should be designed to drive the collective experience.
The model, derived from social psychology, proposes applications
where participants: interact over shared state; collaborate on shared
input(s); interact directly with a subset of the crowd; and are able to
express emotion. From this model two conceptual applications were
derived: CrowdALOUD!, where participants submit text in unison to
drive crowd chants on a shared visual canvas; and HiveBall, where
participants collectively control a player character.

The second and third research objectives addressed the architec-
tural challenges of virtual crowd interactive applications. A system
was required that could: aggregate large numbers of input events
with low latency; support thousands of concurrent users; and broad-
cast state with low latency. Concentus was developed to meet these
requirements, building on concepts from the stream processing do-
main. To evaluate the performance of Concentus, a test harness was
developed to simulate a crowd of users interacting with the system.

Concentus and the performance test harness were evaluated with
three application load variants: CrowdALOUD! Symbol (low input freq.,
small data size); CrowdALOUD! Text (low, large); and HiveBall (high,
moderate). The supported crowd size was most dependent on the
data requirements of applications. Concentus was able to handle 50,000
users for Symbol; 25,000 for Text; and 20,000 for HiveBall. Two aggre-
gation approaches were evaluated: a parallel and a serial one. The
serial approach had the best performance for all of the load variants.
Finally, with the exception of some HiveBall test runs, the test harness
performed as expected.
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1
I N T R O D U C T I O N

Online social platforms of scale have come to dominate the Internet
and popular culture. We are constantly seeking new ways of intercon-
necting with one another at larger and larger scale. Our social net-
works have moved into the digital realm, allowing interaction and
content to spread virtually through a network of billions [Gilbert,
2012]. Massively multiplayer online games (MMOG) support millions
interacting in the same virtual world [Drain, 2013].

One social experience of scale that is under-represented online is
that found in unified crowds. We are drawn to stadiums and concerts
not only for the proceedings that take place on the field or on stage,
but also (and perhaps more importantly) for engaging with a crowd
of people sharing the same experience along with us. Engaging with
a crowd with which we identify.

Research within social psychology provides evidence that unified
crowd contexts cause a drop in the social barriers between those par-
ticipating [Turner et al., 1987]. This results in the collective experience:
the sense of unity or connectedness to many others; feelings of recog-
nition and belonging as others accept our membership in the crowd;
and feelings of validation as our perspective of the world is seen to
be shared by so many others [Neville and Reicher, 2011].

This thesis explores the design of virtual crowd interactive applica-
tions. The purpose of these applications is to support the emotion and
experience found in existing unified crowd settings - the collective ex-
perience - over the Internet. This is accomplished through applications
where thousands of physically distributed participants are driven to
interact as part of a unified collective.

The roots of this research arise out of the crowd-computer interac-
tion domain [Brown et al., 2009; Reeves et al., 2010; Maynes-Aminzade
et al., 2002; Carpenter, 1993]. This is a body of research that has ex-
plored engaging crowds as an entity in their own right, treating “in-
teraction with the group itself as a meaningful unit” [Reeves et al.,
2010, pp. 399]. Applications within the domain have demonstrated
the effective use of technology in supporting collective experiences by
facilitating unified action and expression.

A prototypical application within this domain is a crowd variant
of Atari Pong, an otherwise single player computer game. This was
first presented by Carpenter [1993] during the 1991 SIGGRAPH pre-
theatre show [Maynes-Aminzade et al., 2002]. The interactive applica-
tion had the audience collectively control a single paddle in the game,
with the crowd having to reach consensus on the position of their
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shared paddle. The game was presented on a large display in front
of the crowd. Each member was given a wand, red on one side and
green on the other; that they held towards the screen. Near the screen
a camera captured their wands, with machine vision techniques used
to determine the input of each participant (red or green). The input
was then aggregated to form a final value representing the relative
ratio of red to green; with this value fed into the game to move the
paddle up and down.

Crowd interactive applications provide a social context where be-
having as a unified crowd is meaningful. Work within the domain has
focussed predominately on co-located crowd formations such as the-
atre audiences [Carpenter, 1993; Maynes-Aminzade et al., 2002; O2,
2009; Bregler et al., 2005], stadiums [Uplause, 2009; Veerasawmy and
McCarthy, 2014], or music concerts [Barkhuus and Jørgensen, 2008;
Sheridan et al., 2011].

Distributed interactive applications (DIAs) [Delaney et al., 2006] have
been successful in allowing physically distributed users to engage as
if they were co-present with one another [Biocca et al., 2003; Rogers
and Lea, 2005]. These include interactive applications such as multi-
player games, simulations, and groupware systems. As DIAs have
been successful in mediating group and interpersonal social contexts
[Rogers and Lea, 2005], exploring their mediation of crowd contexts
seems a logical next step.

Supporting virtual crowd interaction within DIAs would allow the
collective experience to be untethered from physical settings, affording
increased opportunities for engaging this way. Participants could join
collective interactive applications wherever they have a computing
device (smartphone, laptop, smart television). Application designers
could explore novel forms of interaction, no longer constrained by the
physical configuration of the crowd.

In addition to these benefits, social psychology provides further
motivation for this exploration. There is evidence that the social pro-
cesses that drive the collective experience perhaps operate to an even
greater degree in computer mediated environments rather than physi-
cally collocated crowds [Tanis and Postmes, 2007; Reicher et al., 1995].

Since the start of this thesis, a relatively small body of work has
started to explore how crowds might be engaged virtually through
DIAs. This has been both in research (ROAR [Harry, 2012]); and in
experimental applications that have emerged from industry (Curios-
ity [22Cans, 2012]) and hobbyists (Twitch Plays Pokemon [tpp, 2014]).

Harry [2012] presented a concept crowd chat application (ROAR)
with a communication focus. However as no evaluation of this appli-
cation has been carried out, and the collective experience was not the
basis of its design, its efficacy at supporting this experience is yet to
be established.
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The game Curiosity [22Cans, 2012] was a social experiment carried
out by the games company 22Cans1. It attracted large scale participa-
tion, challenging the Internet at large to tap away at the layers of a
giant cube (comprised of small cubes called ‘cubelets’). In the centre
of this cube was a secret that would be divulged to the person who
tapped away the last cubelet. However, the interaction within the ap-
plication seems on the face of it individual (players zoomed into parts
of the cube and worked independently to tap away cubelets).

Twitch Plays Pokemon (TPP) [tpp, 2014] was a crowd experience
that emerged from the video game streaming website Twitch2. Twitch
allows anyone to stream live video, which is augmented with a chat
box to allow audience members to chat with each other and the
streamer. For TPP, a user streamed a live video of a Nintendo Game-
Boy emulator playing a game of Pokemon. The streamer deployed a
chat bot into Twitch chat (Twitch uses a custom implementation of
Internet Relay Chat) that consumed the messages sent within their
stream’s chat. These chat messages were parsed into commands for
the emulator (e.g. ‘left’ was interpreted as the left button on the em-
ulated GameBoy). These commands were fed one at a time into the
emulator. Thus anyone watching the stream could enter commands
for the game.

TPP attracted more than 650,000 participants; with 120,000 concur-
rent participants at one point [Good, 2014]. The user who deployed
TPP had no idea it would be such a success: “I wasn’t expecting it
to get very popular at all. When I put it up I was thinking it would
peak around 300 concurrent viewers at most, I wasn’t expecting over
100,000!” [Hern, 2014].

Clearly there is demand for social experiences of this scale online.
However, the lack of a design model for applications of this class
has meant that there is no way of reasoning about the features that
these applications should feature to drive the collective experience. The
applications that have been deployed thus far have been hit and miss.

The thesis has two overarching objectives: exploring how virtual
crowd interactive applications should be designed to evoke the collec-
tive experience; and then exploring how systems should be designed
to support the derived crowd based interaction. These have been
achieved through the development of a crowd psychology derived
design model, and system architectural prototyping and evaluation
respectively.

1.1 motivation

The motivation for this thesis stems from the lack of design and ar-
chitectural knowledge around mediating the collective experience. Two

1 http://www.22cans.com/

2 http://twitch.tv

http://www.22cans.com/
http://twitch.tv


4 introduction

challenges currently inhibit the research and development of virtual
crowd interactive applications: a lack of design knowledge on support-
ing the collective experience; and system architectural challenges for
supporting collective interaction at scale.

Within the crowd-computer interaction domain, little design guid-
ance exists for supporting the collective experience explicitly. Although
the crowd experience is recognised (e.g. “as the emotion or group con-
sciousness found at sporting events or music concerts” [Brown et al.,
2009, pp. 4757]); as I argue later in the thesis (§2.2), an understanding
of how the application or context contributes towards this experience
is often hazy.

For example, though Reeves et al. [2010] explicitly explore how
technology should be designed for crowds, they take the experience
itself for granted as a property of existing crowds. Instead they ex-
plore how technology might be designed so as to not “disturb the
very behaviours which produce crowd membership in the first place.”
[pp. 399].

Much of the related work has focussed on the enabling technology
[Maynes-Aminzade et al., 2002; Sieber et al., 2008; Bregler et al., 2005;
Barkhuus and Jørgensen, 2008]; or instead builds on existing crowd
formations such as sports fans [Reeves et al., 2010; Veerasawmy and
McCarthy, 2014].

Veerasawmy and McCarthy [2014] is one counter example to this,
targeting what they identify as the crowd experience. They claim this
experience is comprised of three elements: imitation, emergence, and
self-organisation. However, they do not provide guidance on how
these properties should be designed for, instead using them to anal-
yse a prototype experience they developed for a stadium crowd (Ban-
nerBattle).

Without a design model to develop from, researchers exploring vir-
tual crowd interactive applications must adopt a ‘trial and error’ ap-
proach to design. In other domains this would not be an issue: many
conceptual application ideas are first prototyped, evaluated with users,
and then refined [Wolf et al., 2006].

However those wishing to explore the design space through pro-
totyping must first overcome system architectural challenges. Intu-
itively core non-functional requirements for such a system can be
reasoned about: crowds by their very nature have large scale partic-
ipation. To mediate the collective experience, a system is required that
is able to scale to support highly concurrent interaction. Additionally,
the ‘liveness’ of crowd interaction suggests some upper bounds on in-
teraction latency. Thus a candidate system must overcome challenges
of both high throughput and low latency.

In addition to rising to the architectural challenge, the system must
also attract large scale participation. Thus it must be stable and scal-
able enough to either be advertised, or grow organically from a com-
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munity of regular users. Scalability and stability require investment
of resources and time, working against the very purpose of an appli-
cation prototype [Harry, 2012].

This leaves researchers in a chicken-and-the-egg cycle: in addition
to the aforementioned non-functional requirements, the system must
support functional (and additional non-functional) requirements de-
rived from an as yet unknown design model; which cannot be devel-
oped or evaluated without first having a working system.

One potential argument against the necessity of the design model
for the architectural approach could be that the concept of ‘virtual
crowd’ intuitively informs core non-functional requirements for the
system. As crowds generally feature large numbers of people inter-
acting in a ‘live’ environment; the anticipated high throughput and
low latency non-functional requirements of such a system can be rea-
soned about without recourse to the model. However for these non-
functional requirements to have any meaning for system architectural
design, they must first be grounded by functional requirements: the
non-functional requirements must apply to some functionality of the
system, which is itself grounded in an understanding of the intended
interaction. This can only be known through a design model under-
pinning the system.

The architectural challenges facing developers have been demon-
strated by existing applications that have been challenged by large
scale concurrent interaction. Both Curiosity and TPP faced perfor-
mance difficulties due to the scale of the load placed on the systems.
Users of Curiosity faced latency and connectivity issues [Chalk, 2012].
TPP, operating on Twitch’s infrastructure, caused the entire chat sys-
tem on the site to suffer performance problems [Maestas, 2014].

1.2 research objectives

The overarching objective of this thesis is to explore how the collective
experience, the experience of unity found in existing crowd events and
interactive environments; can be supported in a distributed interac-
tive application.

Towards this end, this thesis has the following research objectives:

• RO1. Construct a design model for collective interaction in a
distributed interactive application: currently no design guid-
ance exists for supporting the collective experience in a mediated
environment. There are two motivations for establishing a de-
sign model for this interaction.

The first relates to the anticipated end goal of this body of work:
increased opportunities for engaging with others in this form of
interaction. Engaging with others as part of a unified collective
is not only an immensely positive experience [Neville and Re-
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icher, 2011], but also acts to connect us with others and society
at large [Reicher, 2011]. Supporting developers and researchers
in their creation of varied and novel social contexts for this inter-
action is a worthwhile endeavour. By providing a design model
for supporting the collective experience over the Internet, the
opportunities for engaging this way can only be increased.

The second motivation relates to current state of the domain. As
discussed in §1.1, the lack of any design model means that there
is currently no way of reasoning about the system requirements
(especially the functional requirements) of virtual crowd interac-
tive applications. Although it could be argued that non-functional
requirements related to scale and latency could be intuitively
known from the ‘virtual crowd’ concept; the functional require-
ments (and any unanticipated non-functional requirements) of
such a system need a basis in the intended interaction. With-
out these requirements, the development of a general system
architecture for supporting these applications cannot proceed.

To address this first research objective, a social psychology based
approach to design was undertaken. This is justified in §2.2.

This thesis aims to generalise the design of applications that
support the collective experience into a design model.

• RO2. Construct a system framework capable of supporting the
interaction requirements of the design model: the architectural
challenges facing a candidate system for supporting collective
interaction are nontrivial. The system must be capable of sup-
porting a crowd sized number of concurrent users (minimally
thousands to tens of thousands) all interacting together with
low latency. For researchers and developers exploring this de-
sign space, these architectural challenges present a substantial
hurdle to the development of applications.

This thesis aims to provide a system framework for executing
applications derived from the design model of RO1. Addition-
ally, the purpose of this framework is to serve as an exploratory
platform for exploring alternative architectural approaches for
this class of application. By doing so, it is hoped that the system
framework will serve as an evolving platform for this class of
application.

• RO3. Construct a performance test harness for evaluating the
framework and application implementations against the inter-
action requirements of the design model: to evaluate the per-
formance of the system developed for RO2, and for exploring
alternative architectural approaches; a means of performance
testing the system against the requirements of the design model
is required. Enabling early evaluation of the performance char-
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acteristics of architectural decisions and application design is
important for attaining the required scalability and latency per-
formance [Denaro et al., 2004]. Thus easing the performance
testing of the system framework, and the applications devel-
oped to run on the framework, is motivated.

This thesis aims to provide a performance test harness that inte-
grates with the system framework to ease performance testing.
The harness needs to be capable of simulating a crowd sized
user base simultaneously interacting with the system under test
(SUT).

The contributions of this thesis are as follows:

• a taxonomy of applications within the crowd-computer interac-
tion domain. This was formed by comparing and categorising
the interaction and social contexts found in existing applications
(§2.1);

• a synthesis of the literature on the social identity approach, a
crowd psychology theory, (§3.2) into a collective experience path-
way (§4.2);

• the derivation of 5 design drivers from the collective experience
pathway for creating a social context that supports the collective
experience (§4.3);

• a general design model for virtual crowd interactive applications
derived from the 5 design drivers (§5.2);

• two application concepts, CrowdALOUD! and HiveBall; created
from the design model (§5.1). The server side of each applica-
tion concept (see §9.1) was developed for the evaluation pre-
sented in chapter 9;

• a system framework, Concentus; capable of supporting appli-
cations derived from the design model (chapter 7). It has been
designed to allow different components to be easily swapped in
and out for comparison. It orchestrates the execution of applica-
tions developed to its API over a cluster of servers;

• two implementations of the aggregation engine component of
Concentus. One uses a distributed approach (Spark Streaming
- §7.7.1), while the other uses an optimised serial approach on
one server (Single Batch Sort - §7.7.2);

• a performance test harness designed to simulate a crowd of
users concurrently interacting with Concentus (chapter 8). Us-
ing the cluster coordination components of Concentus, it auto-
mates the deployment and execution of the test over a cluster of
servers. During each test run, it captures metrics instrumented
into both Concentus and testing nodes;

• an evaluation of the performance of Concentus, comparing the
two aggregation engine approaches, using the performance test
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harness (chapter 9). The evaluation additionally evaluated the
test harness itself by capturing the load it generated against
Concentus.

1.3 thesis structure

The remainder of the thesis is structured into three parts: chapters
addressing the design model (part 1); chapters addressing system
architecture (part 2); and finally a chapter presenting discussion and
conclusions (part 3).

1.3.1 Part 1: Design Model

Chapter 2 presents the related work in the crowd-computer interac-
tion domain, a domain that has sought to engage crowds with tech-
nology. The first section presents a taxonomy of applications within
the domain, created by comparing and contrasting them with one an-
other. Although the taxonomy reveals common interaction patterns,
the small number of applications coupled with the diversity of ap-
proaches within the space makes it unsuitable for generalising to a
design model. The taxonomy reveals a research gap around virtual
crowd interaction that requires crowd collaboration.

The second section of the chapter presents an argument for a psy-
chology based design approach. It reveals that very little design work
has been presented for engaging crowds. I argue that the collective
experience has not been the focus of existing design approaches. I ar-
gue that this gap in designing for the collective experience motivates a
psychology based approach.

Chapter 3 presents a thorough literature review on the leading
crowd psychology theories. It reveals four perspectives: the deindi-
viduation perspective (§3.1.1), the individualist perspective (§3.1.2),
Emergent Norm Theory (§3.1.3), and the social identity approach
(§3.2). The implications of each perspective on design are discussed.
The use of the social identity approach as the underlying theory is
justified.

Chapter 4 presents the design implications of the social identity
approach. The first section presents a definition of the collective ex-
perience. The second section derives a collective experience pathway
that links the social context through to the collective experience. From
this pathway 13 design implications are presented. These are then
grouped into 5 design drivers: collective contrast, collaborative input, ex-
pression, consensus representation, and direct interaction.

Chapter 5 presents the culmination of the first research objective
(RO1), generating a design model from the design drivers for sup-
porting the collective experience for virtual crowds. The first section
presents two application concepts: CrowdALOUD!, an application for
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expressing emotion and sentiment while spectating or participating
in a live event; and HiveBall, a game where a virtual crowd must co-
ordinate to beat a computer controlled opponent. The second section
presents the application model derived from the design drivers. It
consists of 5 application primitives: shared state, collective input(s), ef-
fects, neighbour network, and social input(s). The third section presents
8 functional and 2 non-functional system requirements derived from
the model. These requirements formed the basis of the architectural
work that comprised the second part of this thesis.

1.3.2 Part 2: System Architecture

Chapter 6 presents background on the system architecture. In the first
section, the system requirements of the design model are categorised
to inform two broad subsystems for a candidate system: the user ses-
sion subsystem and the shared state subsystem. The core architectural
challenges of the design model are then presented: high throughput;
low latency; and processing interdependence. The second section presents
the related work on systems that feature large numbers of concurrent
users creating and receiving state. The third section presents three
performance considerations for designing low latency high through-
put systems: maximise data locality; minimise data transport; and avoid
shared data mutation. The fourth section presents four alternate con-
currency models for the processing of requests on individual servers:
thread based concurrency; event based concurrency; staged event driven ar-
chitecture (SEDA); and the Disruptor. The fifth section presents three
high throughput aggregation approaches: MapReduce, stream process-
ing, and the Disruptor pattern.

Chapter 7 presents the implementation of the system framework
developed to support virtual crowd interactive applications. The first
section presents the application model from an implementation per-
spective. The second section presents the implementation scope of the
current implementation of the system framework. The third section
presents an overview of the framework. The fourth section presents
a logical view of the system, detailing the processing pathways in
the system. The fifth section presents the application API that appli-
cation developers use to develop for the system. The sixth section
presents the common infrastructure that has been created for sup-
porting low latency high throughput event processing. The seventh
section presents the two implementations of aggregation engine de-
veloped for the system framework: a distributed one based on the
Spark Streaming platform; and a serial one based on the Disruptor
pattern. The eighth section presents the cluster coordination compo-
nents of the framework.

Chapter 8 presents the performance test harness developed to eval-
uate the system framework and applications derived from the design
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model. The first section presents the related work on performance
testing, justifying the creation of the test harness. The second section
presents the implementation of the metric subsystem. These metrics
are able to be instrumented over both the system framework and
the test harness. The third section presents the test API that applica-
tion and framework developers use to specify performance tests. The
fourth section presents the optimisation implications of the Java Vir-
tual Machine on performance testing. The fifth section presents the
implementation of the performance test harness components.

Chapter 9 presents an evaluation of Concentus and the performance
test harness.

The first section presents the implementations of three applica-
tion variants based on the two application concepts of the design
model chapter: CrowdALOUD! Text; CrowdALOUD! Symbol; and Hive-
Ball. Each variant has a different load profile. These implementations
are used as load conditions for the evaluation.

The second section presents the comparison conditions of the eval-
uation. Three implementation variants of the aggregation engine are
compared as they run in the system framework: Spark Multi-Server
(distributed approach); Spark Single-Server (a single server deploy-
ment of Spark); and Single Batch Sort (Disruptor based approach).

The third section presents the deployment environment of the ex-
periment. The experiment was run on the Amazon EC23 cloud com-
puting platform.

The fourth section presents the method of the evaluation, including
the metrics that are captured.

The fifth section presents the results of the evaluation. Finally the
sixth section presents discussion on the results. The system frame-
work is demonstrated to be capable of supporting applications de-
rived from the model. The non-distributed aggregation approach is
shown to perform better than the distributed aggregation computa-
tion. The performance test harness is shown to be capable of generat-
ing the required load against the SUT.

1.3.3 Part 3: Reflection

Chapter 10 presents the discussion and conclusion of this thesis, pro-
viding the implications and limitations of the work. The first sec-
tion presents a discussion on the design model. The second section
presents a discussion on the system framework. The third section
presents conclusions of the work. Finally the fourth section presents
future work.

3 http://aws.amazon.com/ec2/

http://aws.amazon.com/ec2/
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2
C R O W D - C O M P U T E R I N T E R A C T I O N R E L AT E D
W O R K

The early part of this thesis focusses on the first research objective:

RO1. Construct a design model for collective interaction
in a distributed interactive application.

This chapter has two aims: to first motivate research into collec-
tive interaction in distributed interactive applications (DIAs) [Delaney
et al., 2006]; and second to motivate the creation of a design model for
targeting the collective experience in DIAs. The first aim is addressed
in an interaction taxonomy presented in §2.1; while the second aim is
addressed in §2.2.

The related work for the interaction design part of this thesis cen-
tres on the crowd-computer interaction domain: a body of research
that has sought to engage crowds with interactive experiences driven
by software. The scope of this work ranges from engaging physically
co-located audiences [Maynes-Aminzade et al., 2002] (a more tradi-
tional understanding of crowd); to supporting interactive environ-
ments where large numbers of people come together virtually [Harry,
2012].

The interaction taxonomy of §2.1 presents the applications that
have been developed within the crowd-computer interaction domain.
The taxonomy categorises these applications through the lens of 5
dimensions that were primarily formed by contrasting applications
with one another; with influence from social psychology [Neville and
Reicher, 2011]. The taxonomy revealed that the majority of the work
in the crowd-computer interaction domain has focussed on physically
co-located crowds, with only a select few attempting to support col-
lective interaction in DIAs.

The second part of this chapter, §2.2; provides motivation for a psy-
chology derived design model that targets the collective experience
online. Existing design work in the crowd-computer interaction do-
main takes a black-box view of the collective experience, treating the
crowd experience as something that technology should work around
so as to not “disturb the very behaviours which produce crowd mem-
bership in the first place.” [Reeves et al., 2010, pp. 399]. I argue that
an understanding is required of both the experiential outcomes of
crowd engagement (i.e. the novel social outcomes of crowd partici-
pation that the applications target); and of how the context drives
the experiential outcomes in the first place (i.e. how does the context
transform individuals into a crowd?). This is especially the case for

13
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supporting the collective experience in DIAs: the elements that drive
the crowd transformation in a physical crowd context must be iden-
tified and recreated in someway for the computer mediated context.
§2.2 presents this argument through a critique of the related work.

2.1 interaction taxonomy

A taxonomy provides a useful method of exploring the domain space:
prior and ongoing work can be related to the domain as a whole.
This is especially useful in the crowd-computer interaction domain as
there has been little work in the area of classification of applications
in the domain space.

The taxonomy presented here builds on the observations made
from existing work, with the help of psychological research into crowds.
This section includes work that was published as a paper during the
thesis.

2.1.1 Taxonomy Dimensions

2.1.1.1 Intention

In classifying the interactions individuals have both with and within
the crowd, an important distinction must be made between the ac-
tions and the associated intentions, due to the occurrence of collective
intention in crowd activity.

In the case of a single individual, an intention leads neatly into an
associated action. However, in the case of crowds or groups, social
psychology provides evidence that intention can operate at a group
or crowd level1 [Tajfel and Turner, 1979; Turner et al., 1987]; with
intentionality shared between members.

One proposition terms this shared intention ‘collective intention’
[Searle, 1990]. Searle [1990] argues that a collective intention is not the
mere result of individual intentions, but that it is a distinct primitive
construct of its own. An individual specifies the intention with the
form ‘we intend’ to do such and such, as opposed to ‘I intend’. Searle
further stipulates that ‘I-intentions’ then derive from the collective
‘we-intentions’: a collection of soccer players has the intention ‘we
intend to perform play X’, with each player having an individual
intention of the form ‘we intend to perform play X by means of my
action Y’.

At the top level, crowd activities can be separated based on the
intention makeup of the crowd during the activity:

• Individual: crowd members have many different I-intentions

1 See §3.2 of chapter 3 for a detailed discussion on how self-perception can operate at
a crowd level inclusive of others.



2.1 interaction taxonomy 15

• Shared: crowd members share the same intention

Activities that are made up from members of the crowd with differ-
ent I-intentions (or in some cases we-intentions) are treated first. In
this class of activity, individuals have their own goals and objectives.
These objectives are performed inside the activity domain: members
recognise themselves as actors within some common activity. Street
crowds are an example of this form of activity that many of us are
familiar with; as actors within the crowd, each person has their own
intentions to get to their intended destinations, or perhaps even to
just wander the streets. On entering the crowd, they enter into the
shared influence of the crowd activity, namely the flow of the crowd.
Whether or not they wish to be in the crowd, each actor recognises
themselves as part of the crowd as they pass through it.

Activities of this type are by no means always made up incidentally
in the same way as street crowds; participants may wish to engage in
some shared activity by which the presence of others in the activity
is required for the experience, but the intentions of participants is
individual. Within a stadium crowd a member might wave a banner
of support for their team: this action requires the presence of other
crowd members for the action to have the intended effect, but does
not require all crowd members have the same intention.

Shared intention activities are defined by crowd members sharing
the same intention. The activity class can be further divided based on
the type of the shared intention:

• Co-operative intentioned activities are those where every partic-
ipant (or most participants) of the crowd have the same we-
intention. These activities involve all participants working to-
gether to solve some common objective.

• Separate intentioned activities involve every participant having
the same I-intention. An example of this class of activity would
be a competitive pull on some shared resource. Voting systems
also fall into this class; although individual members may vote
for separate outcomes, the activity of voting is a shared I-intention.
Activities of this class might also appear to be shared activ-
ities from observation: crowd technologies that aggregate the
input of all participants to control some shared control (an ex-
ample here would be the pong game from Carpenter [1993]),
might result in individual crowd members having I-intentions
(I intend to move the paddle left) if the crowd does not com-
municate within itself. However, if crowd members co-ordinate
themselves through communication such as yelling, and cheer-
ing, the activity becomes a co-operative one.
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2.1.1.2 Interaction setting

The interaction setting describes the configuration of the actions con-
tained within a single interaction with the system. A single interac-
tion is defined as starting from the point of first input until the point
of output presentation. Each interaction setting describes both the
origin and the destination for the action(s) [Whitworth and Plimmer,
1997]:

• One-to-many (1:N): each interaction involves the input of a sin-
gle crowd member with output (action effects) presented to
many crowd members. In this way the action is amplified. An
example is the activity of hitting a beach ball around a crowd:
each strike of the beach ball is made by a single (or a marginally
small subsection) of the crowd with the action effects of the
raised ball visible by all.

• Many-to-many (N:M): each interaction involves the input of
many crowd members with output presented to many other
crowd members. An example of this is crowd pong [Maynes-
Aminzade et al., 2002], where all crowd members act together
to control a single paddle. In this instance a single interaction
involves the input of all participants, with the output directed
to all crowd members.

2.1.1.3 Interaction style

Describes the style of interaction encouraged or required by the activ-
ity.

• Reflective: the input into the activity is based on reflection and
real creative input; the activity encourages participants to re-
flect before they contribute to the output. Reflective actions al-
low purposeful and creative input into the system: members
might use strategy to plan their action, or the input might re-
quire creativity in expression or content. An example of this
can be found in the use of Twitter during events: each ‘tweet’
requires careful reflection to properly express the thoughts of
the participant before the expression is presented to the crowd.

• Reactive: the input is based on quick reaction to some stimuli:
crowd members are encouraged to act quickly for their contri-
bution to the output. Reactive actions are based on coordination
and speed: members need to quickly process the stimuli and re-
act accordingly. Activities like crowd pong [Maynes-Aminzade
et al., 2002] require that all participants lean in time to control
the onscreen paddle; participants must time their lean carefully
to move the paddle into the path of the oncoming ball.
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2.1.1.4 Social Exposure

The degree to which an individual in the crowd is ‘socially exposed’
depends on three factors:

• Visibility of the action effects: this factor describes how visible
the action effect is to other members of the crowd. Highly visible
effects are those that are accessible by all members, while effects
with low visibility are accessible by only a few members.

• Strength of the association between an individual and their
action effects: a strong association allows crowd members who
can see the effect to be able to always find the individual who
performed the action. A weak association requires some effort
to be made by crowd members who can perceive the effect,
while no association means that an individual can never be
linked to their actions.

• Duration of the action effects: a long duration means that the
effects of the action are visible for a long period of time, while
a short duration means that the effects of an action are quickly
removed from the activity.

2.1.1.5 Interaction Environment

Applications can be classified by the environment in which the inter-
action takes place:

• Physical: crowd members are physically co-located, with intra-
crowd interaction occurring outside of the application software;

• Virtual: crowd members are physically distributed, with all in-
teraction fully mediated by software;

• Mixed: some crowd members are physically co-located, while
others are distributed.

2.1.2 Categorisation of existing research

With the lens of the taxonomy in place, existing work in the crowd
computer interaction domain can be categorised and compared. This
section will place existing work into each of the identified dimensions
of the taxonomy with justification.

2.1.2.1 Intentionality

Co-operative intentions can be classified into three themes.
First, Aggregate control: the Cinematrix system [Carpenter, 1993]

and its derivatives [Fisher et al., 1997; Dannenberg and Fisher, 2001]
have applications that aggregate the input of all participants (using
the average) and map this to a single control.
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In the Cinematrix system, each audience member was given a dou-
ble sided paddle with a green face on one side and a red one on
the other; cameras tracked the paddles in real-time allowing for col-
laborative audience activities. In this way the audience was able to
collectively control a single paddle in a game of pong, vote on an is-
sue, or move through a maze [Maynes-Aminzade et al., 2002; Bregler
et al., 2005].

Applications like crowd pong and collectively steering a car [Car-
penter, 1993; Maynes-Aminzade et al., 2002] require the crowd to
co-ordinate themselves by turning their paddles to either the red or
green side in some required proportion: the system reads the input
of all paddles in real-time and moves the paddle or vehicle based on
the aggregate of the crowd. The cell membrane game of Fisher et al.
[1997], based on the same technology of Cinematrix, requires that the
audience balance the ion content of cells by keeping the aggregate
value of the paddles at some equilibrium. The same idea is found in
the work of Maynes-Aminzade et al. [2002] and derivatives [O2, 2009;
Terdiman, 2007] who instead aggregate crowd input using machine
vision to capture crowd leaning.

Figure 1: The interface of "Twitch Plays Pokemon".

Twitch Plays Pokemon (TPP) [tpp, 2014] was a crowd-controlled
variant of Nintendo’s Pokemon that also used aggregate control (see
figure 1). It was hosted on the video streaming website Twitch2 which
allowed gamers to stream live video of themselves playing computer
or game console games to an audience. The audience was able to inter-
act with each other and the streamer via internet relay chat (IRC) built

2 http://twitch.tv

http://twitch.tv
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into the interface. For TPP the streamer created a chat bot that parsed
the messages sent by the audience into commands that were then
executed against the game. The game attracted more than 650,000
participants; with 120,000 concurrent participants at one point [Good,
2014].

TPP had two control schemes:

• ‘anarchy’ (default): each message received in the chat was exe-
cuted against the game one at a time. The emulator on which
the game ran only sampled the input at a fixed rate, so not all
commands were actually executed;

• ‘democracy’: commands were buffered for 10 seconds with the
top command over that window executed against the game.

Users could vote for a change in control scheme by typing in the
name of their chosen scheme (e.g. ‘anarchy’).

As all participants shared control of the application and had the
same overarching objective (complete the game), participants were
driven to reach consensus to make progress in the game. Thus the
control scheme and the overarching shared objective drove partici-
pants to share the same we-intention during their interaction.

Second, Shared control: requires the crowd co-ordinate a single con-
trol around crowd members.

The games of Missile command [Maynes-Aminzade et al., 2002],
Time Bomb [Sieber et al., 2008], and Squidball [Bregler et al., 2005] use
large inflatable balls as the input of the system. The spatial property
of the crowd is utilised to encourage crowd members to co-ordinate
control: members act to move the ball around the crowd to achieve
the required input. The Missile Command game uses the shadow of
a beach ball as the cursor for the game: crowd members must hit the
ball with a certain velocity and direction to successfully destroy the
missiles shown on screen. The Time Bomb game divides the audience
in two and requires that members closest to the virtual beach ball
(shown on a screen that projects a mirror image of the audience) hit it
to the opposing side. Squidball requires that the crowd move sixteen
helium filled weather balloons to different locations in the crowd to
score points. In each of these instances, the crowd needs to work co-
operatively to co-ordinate control of the input.

Third, Power-by-numbers: the numbers found in the crowd are utilised
to achieve a shared goal.

The Red Nose Game [O’Hara et al., 2008] requires that participants
push together virtual red blobs shown on a projection of the crowd
displayed on a large public screen. Crowds of one city compete with
those in others by attempting to put the red nose back together as
quickly as possible. Co-operative intentions are created here as more
participants join in to complete the shared goal: members work to-
gether to bring the pieces back into a whole as quickly as possible.
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In a similar way the multi-user connect-the-dots game [Maynes-
Aminzade et al., 2002] requires that audience members position dots
emitted by lasers in the required configurations; members must work
together to complete the task. “Connect-the-dots required each audi-
ence member to position his laser over a different dot, and since it
required the audience to cooperate in order to succeed it was a more
social game” [Maynes-Aminzade et al., 2002, pp. 5].

The traditional Mexican Wave has been augmented with technol-
ogy to encourage crowd co-operation. The crowd system created by
Uplause [Uplause, 2009] requires that members work together to cre-
ate an effective wave.

The power-by-numbers theme can be found in the virtual crowd
chat application ROAR [Harry, 2012]. ROAR allows large numbers of
users to remotely connect while spectating a streaming live event feed
(such as a television broadcast, or an internet stream). Users are sep-
arated into sections, small chat groups where they can chat directly
with other participants (much like a typical chat room). In addition
to these sections, it also aggregates chat messages across all sections
into a crowd level representation. This representation displays the top
words with respect to time.

A special type of chat message called a ‘shout’ can be submitted
by users. Unlike standard messages, shouts can be voted on by other
members. When a user submits a shout, it is first visible only to other
section members, until voting causes it to eventually move into other
adjacent sections, with further voting resulting in the shout being
visible at a crowd level.

The shout system, in conjunction with the aggregation of top words;
provides a means for crowd members to engage in collective expres-
sion. Crowd members who want a phrase (or key words) to become
visible at a crowd level must work together to support the shout,
much like how crowd members might chant at a stadium [Harry,
2012]. However, rather than driving the collective action itself, ROAR
relies on the spectators sharing a common perspective from the live
event being spectated (e.g. supporting the same sports team). Thus al-
though the co-operative intentionality is supported and encouraged
by the application environment (i.e. the top word aggregation encour-
aging collaboration on shouts), it ultimately stems from the crowd
identities (e.g. sports team) already present from the live event.

In each of these approaches the crowd is encouraged to work co-
operatively by requiring the co-ordination of all members to achieve
the shared goal.

Separate intention is evident primarily in voting systems. Partic-
ipants all have the same intention during each interaction: vote for
some preference. Although the preference may differ between crowd
members, the intention for interaction is the same (I-intend to vote),
as opposed to individuals having different intentions during each
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interaction. The literature presents variations on the voting theme.
The Cinematrix system [Carpenter, 1993] and the work of Maynes-
Aminzade et al. [2002] each present methods by which the crowd
can vote on selected issues, using paddles and lasers respectively.
The cheering system of Barkhuus and Jørgensen [2008] allows crowd
members to vote with applause and cheering. The voting metaphor
can be extended to other systems like the Hewlett-Packard DJ (HPDJ)
system [Graham-Rowe, 2001], whereby the DJ system automatically
picks songs based on how the crowd reacts to them; a genetic algo-
rithm is used to judge which songs have been successful based on
who remains on the dance floor among other metrics. During each
interaction with the DJ system, crowd members vote with their reac-
tion to the system. Likewise the dance tempo system of Feldmeier
[2003] allows crowd members to vote for the tempo of the song by
the amount of activity they engage in during their dancing (a sensor
measures the amount of force in the dancing). Although crowd mem-
bers might have their own intentions during the activity, they share
the same I-intention when they interact with the system.

Other systems whereby the participants are presented with a goal,
but not required to co-operate to achieve it are also shared intentioned
activities. Shared I-intentions can be seen in activities like the Whack-
a-Mole and picture reveal games of Maynes-Aminzade et al. [2002]:
“In a game like Whack-a-Mole, each audience member is involved in
the activity for himself, much like a game of soccer played by young
children in which everyone clusters around the ball” [pp. 5]. The for-
mer game requires that crowd members shine a laser on an image
of a mole that shows on screen, while the latter has crowd members
removing the black layer obscuring a hidden image using their laser
pointers.

Figure 2: The main cube of the application "Curiosity - What’s Inside the
Cube?".
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A similar example is found in the virtual crowd application “Cu-
riosity - What’s Inside the Cube?” (which I’ll refer to as Curiosity
henceforth) [22Cans, 2012]. The objective of the application was to
strip away the layers of a giant cube (figure 2). Each layer on the cube
was composed of tiny cubes (I’ll refer to these as cubelets) that users
had to touch to clear away (the application ran on touch-screen de-
vices); once a layer was cleared the next layer would be available for
clearing. Once all the layers of the cube were stripped away, the ap-
plication creator promised a secret would be revealed to the person
who cleared the final cubelet that was ‘life-changing’ [Crossley, 2013].
The first 270 layers of the cube were stripped away in 6 months, with
over 25 billion cubelets destroyed [Crossley, 2013]: clearly a collective
effort was required to complete the objective.

Zoomed in to touch cubelets. Zoomed out to see progress.

Figure 3: The interface of "Curiosity - What’s Inside the Cube?".

However the interaction itself, while motivated by a collective fram-
ing; was still individual. Each person interacted with the cube on
their own; only perceiving the effects of others when zooming out,
or when looking over historic content on the cube (figure 3). Rather
than requiring the crowd to interact together, the main interaction of
Curiosity consisted of clearing individual cubelets away on a separate
interface. Additionally the scoring system was oriented towards indi-
vidual achievement, reflecting the number of cubelets the individual
had cleared.

Individual intention, the final type of intention, is represented by
crowd activities with no unifying goal or objective. A pattern seen in
all the existing work classified with individual intentions is the open
ended input each activity provides.
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The collective paint application of Maynes-Aminzade et al. [2002]
allows participants to draw with laser pointers on a shared canvas. In
this instance, crowd members might create co-operative sub-activities
if they engage with one another; however, in the general case without
system intervention, participants form their own creative intentions
(I-intend to draw such and such). The distinction is made from shared
intentioned voting activities as crowd members engage with freedom
as to the goal of the action, as opposed to voting systems where the
goal is singular (to vote).

The interactive dance club [Ulyate and Bianciardi, 2002] allows par-
ticipants to influence the music and lighting of the dance club envi-
ronment by using ‘interactive zones’ situated around the club. Each
zone encourages crowd members to engage with unique interfaces to
influence the various parts of the environment. Each individual has
their own intentions as to how they will influence the shared environ-
ment: much like the canvas in the paint application, the environment
around the crowd becomes the canvas and the interaction zones the
paintbrush.

The Pirates! game [Falk et al., 2001] is a collective activity very
much in the spirit of traditional games like hide and seek: players act
as ship captains and move around a shared arena with their own
quests and objectives. The pervasive game augments the physical
arena with a virtual environment [Falk et al., 2001]. Although indi-
viduals have their own goals and objectives throughout the game, the
activity itself is created by the involvement of all crowd members.

2.1.2.2 Interaction setting

Many-to-many interactions, whereby many participants contribute to
the output in a given interaction, are the most prolific in the identi-
fied existing work. The aggregated input systems of Cinematrix based
applications [Carpenter, 1993; Fisher et al., 1997; Dannenberg and
Fisher, 2001] and the crowd leaning applications [Maynes-Aminzade
et al., 2002; O2, 2009; Terdiman, 2007], take the input of many in a
given interaction and feed this back to all crowd members via shared
displays. Other applications, like those of Maynes-Aminzade et al.
[2002]: connect-the-dots, whack-a-mole, picture reveal, paint; and the
Red Nose Game [O’Hara et al., 2008] take input from many members
for a given interaction and also display this on a shared display. The
interactive dance club [Ulyate and Bianciardi, 2002] operates in a sim-
ilar way with the environment (lights, music) as the shared output
instead: participants interact with different stations simultaneously,
and in many cases share a station with others.

Twitch Plays Pokemon (TPP) [tpp, 2014] and Curiosity [22Cans,
2012] all involve the aggregation of participant input into the final
collective state: the collective control for TPP; and the progress on
the cube for Curiosity. Similarly, ROAR [Harry, 2012] aggregates the
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messages of individuals into the collective word visualisation shared
by all, though also features elements of one-to-many (covered below).

The voting systems require the input of all participants before the
output is created during a given interaction: therefore the cheering
meter [Barkhuus and Jørgensen, 2008], real-time voting systems [Car-
penter, 1993; Maynes-Aminzade et al., 2002], dance tempo [Feldmeier,
2003], and the HPDJ [Graham-Rowe, 2001] all have the many to many
interaction style.

The Pirates! game [Falk et al., 2001] requires the input of many par-
ticipants during each interaction; although it can be played as a single
player, the activity is only considered a crowd activity with many par-
ticipants (which is the intended usage [Falk et al., 2001]). The input of
many participants, both the virtual manipulation as well as the phys-
ical presence, is taken in within each interaction with the system: the
output (game environment as well as the physical environment cre-
ated by the presence and movement of the players) is then given to
all participants.

One-to-many interaction is most represented in co-located applica-
tions where crowd members shared a single input mechanism amongst
themselves. Single crowd member actions are broadcast to the crowd
as a whole during one interaction with the system. The missile com-
mand game [Maynes-Aminzade et al., 2002], the time bomb game
[Sieber et al., 2008], and Squidball [Bregler et al., 2005] all use an in-
flated ball (virtual in the case of the time bomb game) to control the
application displayed on the large screen; members in the crowd con-
trol the application one at a time (or in small isolated groups) while
the rest of the crowd spectates. Although the crowd may act as one
unit (shared we-intention), the interaction is made by a single crowd
member.

ROAR [Harry, 2012] has elements of both many-to-many and one-
to-many interaction settings: many-to-many for the collective word
representation; and one-to-many for the broadcasting of participant
shouts, messages that can be voted on by others and made increas-
ingly visible to more members of the crowd.

Twitter [Twitter Inc.], when used in a real-time capacity, also uses
the one to many interaction setting. Participants post their message to
the rest of the crowd during a single interaction with the activity; the
crowd output (message stream) is manipulated by single individuals
during a given interaction with the system.

2.1.2.3 Interaction style

Reflective style applications allow participants to reflect on the sys-
tem state before they interact. Reflection allows strategy, expression,
and/or creativity for each interaction with the system.

The Pirates! game [Falk et al., 2001] gives each participant objec-
tives that they must complete to move forward in the game. Players
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search for treasure, compete in battles, and trade with other players
to increase both their rank in the game (measured with experience
points), and the amount of money they have for upgrading ships.
Participants are able to reflect on the system state during every in-
teraction with the system by observing their individual display and
interacting accordingly: there is no pressure to react to a stimuli with-
out consideration of the state. Even in the case of sea battles, whereby
one player engages another in proximity, participants are able to re-
flect on the state of their ship and resources while they engage in the
battle, and strategically plan their attack or defence.

The voting applications using the Cinematrix system [Carpenter,
1993], or laser pointers [Maynes-Aminzade et al., 2002] are reflective
in that they allow participants to consider and reflect on the options
available during each interaction: in the work of Maynes-Aminzade
et al. [2002] participants are given a topic to vote on and those with
laser pointers in the crowd shine their laser beams on their choice,
bringing in prior knowledge from their own experiences as well as
the knowledge presented by those yelling in the crowd. In a similar
way, the cheering system of Barkhuus and Jørgensen [2008] allows
participants to reflect during the performance of the artist that they
are to judge, and then bring this knowledge into their interaction with
the system.

Curiosity [22Cans, 2012] has participants operating individually
from one another for their interaction. As there is no timeframe for
when layers need to be stripped away, participants are able to oper-
ate at their own pace. Participants are able to draw images and write
messages for others by clearing away cubelets (see figure 3).

The remaining applications identified with reflective interfaces use
expression as their primary reflective mechanism. ROAR [Harry, 2012]
and the use of Twitter [Twitter Inc.] during real-time events allows
participants to reflect on the current thread of conversation on the
topic and respond accordingly with their own thoughts and feelings.
Again there is no pressure to immediately interact without first re-
flecting on the crowd output. The interactive dance club of Ulyate
and Bianciardi [2002] allows participants to manipulate the music
and lighting in the dance environment in a very creative way: partici-
pants are free to explore the musical and visual canvas by modifying
the various components of the music and lighting. The paint appli-
cation of Maynes-Aminzade et al. [2002] allows creativity in much
the same way: participants are free to express themselves through the
images they draw on screen.

Reactive interfaces, in contrast, require participants react quickly
with speed and/or co-ordination to the system state. Work classically
identified as crowd computer interaction mostly centre around re-
active interfaces, with interaction made in the moment. Games like
crowd pong [Carpenter, 1993; Maynes-Aminzade et al., 2002]; collec-
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tively driving a car, connect-the-dots, whack-a-mole, picture reveal
[Maynes-Aminzade et al., 2002]; and the Mexican wave [Uplause,
2009] require participants react to the output shown on screen (and
with the crowd itself for the Mexican wave), and react accordingly
for successful input. Twitch Plays Pokemon [tpp, 2014] requires that
participants react to the current state of the game and the state of the
collective input.

The activities that use an inflated ball for control [Bregler et al.,
2005; Maynes-Aminzade et al., 2002; Sieber et al., 2008] all require
the participant(s) currently engaging with the interface to react to the
oncoming ball and steer it in the required direction.

In the Red Nose game [O’Hara et al., 2008] participants are pre-
sented with a fragmented red blob that they have to piece back to-
gether by pushing the various sections into one. Although partici-
pants are able to observe and perhaps reflect on the system state on-
screen at any time, the primary interaction mode involves quickly
reacting to the position of the largest blob, and moving the closest
blob towards it: the simplicity of the task means that the reflection
time is minimal at best as other participants will quickly act to move
the blob if it is not moved immediately by the player.

The dance tempo system of Feldmeier [2003] allows participants to
influence the music and lighting using distributed sensors that detect
force: the system measures the amount of activity in the dancing and
adjusts the music and lighting accordingly. Participants react to the
current state of the music and lighting as they dance, and attempt to
influence the intensity up or down with their sensor movement.

The HPDJ system [Graham-Rowe, 2001] involves participants react-
ing to the music in an indirect way. The HPDJ system measures the re-
sponse to the various music tracks it attempts in engaging the crowd.
Participants are presented with a stimuli (the music) and evaluate this
in real-time by reacting with their activity. The dancers don’t reflect
on the input and judge, as with the other voting systems, as the reac-
tions are mostly involuntary: if the track has a beat that suits a given
participant, they will react positively with their dancing; otherwise
they might decrease their activity or leave the dance floor altogether.

2.1.2.4 Social exposure

Participants in the Time Bomb game [Sieber et al., 2008] are highly
socially exposed as their actions are highly visible, and a clear asso-
ciation can be made between the action and the participant. A large
screen in front of the audience displays a mirror image of the crowd;
overlaid on top of this is a virtual time bomb (with behaviour like a
beach ball) that can be manipulated by the audience using gestures.
The audience is divided into two competing teams with the objective
to have the bomb explode on the opposing teams side of the tiered
seating. During each interaction with the system, a single crowd mem-
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ber becomes highly visible as they attempt to swat the bomb away.
The member is able to be readily linked with their action as they are
displayed on the large screen near the focal point of the crowd as they
hit the bomb. Although the duration of the actual action is short, the
effects of the action are potentially longer lasting as members remem-
ber fumbles or successful saves. In a similar way participants in the
missile command game [Maynes-Aminzade et al., 2002] are also con-
sidered highly socially exposed as crowd members hit a real beach
ball around the audience to control the action on-screen. This game
requires more in the way of precision as the player must hit the ball
with both the right force and direction to successfully prevent the
missile from hitting the city.

Real-time tweets expose the participants due to the nature of the
Twitter service [Twitter Inc.]: each tweet is identified by the user who
created it and becomes a highly visible part of the event’s Twitter
stream; the action effects are a highly visible component of the crowd
output. The duration of the tweet in the event’s Twitter stream can
vary based on the number of participants actively engaging at any
given time; however, even when the stream is quickly flowing due to
a high volume of tweets, crowd members can still choose to focus in
on a particular tweet at any given moment as the lifetime of the tweet
is much longer than the lifetime of the activity.

Likewise ROAR [Harry, 2012] has participants socially exposed
when they send messages to their section (smaller audience); and
when they send shouts out to the crowd (becoming more socially ex-
posed as the shout grows in popularity).

The Red Nose game [O’Hara et al., 2008] is considered to have high
social exposure due to the configuration of the crowd. The proportion
of participants is much lower than the number of spectators as the
activity has limitations on the amount of space in front of the screen,
as well as the reluctance of others to participate. The exposure plays
a big role in this reluctance, with by-standers noting an evaluation
apprehension based on a fear that they would be judged by others as
they interacted with the system [O’Hara et al., 2008]. The low number
of participants makes actions highly visible and easily associated with
those playing the game.

Like the Time Bomb [Sieber et al., 2008] and missile command
games [Maynes-Aminzade et al., 2002], Squidball [Bregler et al., 2005]
has participants socially exposed as they hit the helium filled balls.
However, as the activity uses sixteen balls that are dispersed through-
out the crowd, the focus of crowd members is divergent. The visibility
of the action effects is therefore somewhat diminished compared to
the other ball based activities.

The interactive dance club [Ulyate and Bianciardi, 2002] has a num-
ber of ‘interactive zones’ that allow small numbers of participants to
interact with the system. The small clusters of participants together
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influence the environment of the dance club. The visibility of the ma-
nipulations is moderate as the focus of the crowd is divergent due to
the many zones and displays situated around the club. The associa-
tion of action effects to participants is moderate to high depending
on the interaction made and the zone in use: zones like the ‘tweak
zone’ allow only one participant to engage at a time with a high as-
sociation between them and the effect, while others like the ‘infrared
zone’ track a large group of participants.

Twitch Plays Pokemon [tpp, 2014] has some social exposure in that
the commands entered by participants are listed along with their
pseudonym as they are processed by the game. The use of pseudonyms
and the sheer number of commands being entered acts to reduce indi-
vidual exposure to the crowd (though participants are still somewhat
accountable if things go wrong).

Applications with low social exposure make up the bulk of the
existing work. Many of the applications have large numbers of partic-
ipants interacting simultaneously with the effects of a single individ-
ual only a minor part of the crowd output. This diminishes the asso-
ciation of the action effects to the participant thus causing only low
social exposure. This is true of the Cinematrix system and its deriva-
tives [Carpenter, 1993; Fisher et al., 1997; Dannenberg and Fisher,
2001], the dance tempo system of Feldmeier [2003], HPDJ [Graham-
Rowe, 2001], the cheering meter of Barkhuus and Jørgensen [2008],
and the Mexican wave [Uplause, 2009]. The use of lasers in connect-
the-dots, whack-a-mole, picture reveal, paint, and the voting systems
of Maynes-Aminzade et al. [2002] almost eliminate the link between
participants and the action effects. Curiosity [22Cans, 2012] has full
anonymity for the participants using the application, with no visibil-
ity of social presence at all in the application apart from the holes left
after the destruction of cubelets (which cannot be tied to the person
who destroyed them).

The Pirates! game [Falk et al., 2001] has its participants spread
throughout the game arena: as such many actions are only visible
to those in the direct vicinity of the participant. The visibility of ac-
tions is therefore reduced as only small subsets of the crowd see the
effects of the participant at a given time.

2.1.2.5 Interaction Environment

The majority of the existing work is based on the co-location of crowd
members. The Cinematrix system [Carpenter, 1993], the work of Maynes-
Aminzade et al. [2002], Squidball [Bregler et al., 2005], the Red Nose
game [O’Hara et al., 2008], the dance tempo system of Feldmeier
[2003], HPDJ [Graham-Rowe, 2001], interactive dance club [Ulyate
and Bianciardi, 2002], the cheering meter of Barkhuus and Jørgensen
[2008], and Pirates! [Falk et al., 2001] all have participants physically
co-located with one another.
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Twitch Plays Pokemon [tpp, 2014]; ROAR [Harry, 2012]; and Cu-
riosity [22Cans, 2012]; are the exceptions to other identified work.
They all act to connect large numbers of participants as a virtual
crowd. Additionally the real-time use of Twitter [Twitter Inc.] can be
considered another means for which large numbers of people sharing
a common focus (live event) can interact through expression.

Graffito [Sheridan et al., 2011] is an example of a mixed inter-
active environment, supporting interaction amongst physically co-
located crowd members and virtual members. The application sup-
ports a shared drawing canvas with a resolution comparable to a
smart phone. Participants are free to draw on this canvas however
they like, with their strokes mixed in with those of other participants.
The drawing strokes fade away over a period of seconds, driving con-
tinuous interaction.

The application was deployed to music festivals where the canvas
was displayed on a large screen. Participants both remote and co-
located could draw on the canvas (displayed on their smartphones).

2.1.3 Discussion

This section discusses the categorisation developed in the previous
section, and builds on observations made from existing work.

A pattern seen in activities identified as having co-operative inten-
tions is the use of crowd properties to create the co-operative environ-
ment. Three mechanisms have been identified from the existing work
that utilise these properties in engaging crowds co-operatively:

• Work-as-one: crowd members are treated by the system as a
single entity. This forces the crowd to work together as if a single
person to achieve the shared goal. Examples of this are found
in the systems that aggregate crowd input, such as the crowd
leaning system of [Maynes-Aminzade et al., 2002]; the aggregate
input system of Twitch Plays Pokemon (TPP) [tpp, 2014]; and
those that use a shared input device, like the beach ball system
of [Sieber et al., 2008]. The success of this mechanism is due to
the need to co-ordinate and communicate in order to achieve
the required unity.

• Power-by-numbers: the activity is made easier or possible as
more members participate. Crowd members must pool their col-
lective resources to achieve the shared goal: this requires com-
munication and team based thinking.

• Division-of-labour: resources or properties unique to individ-
ual crowd members must be exploited by the crowd to achieve
the shared goal. In the existing work, the spatial properties of
crowd members reflects this mechanism: in the Missile Com-
mand game [Maynes-Aminzade et al., 2002], crowd members
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closest to the ball are required to hit it to prevent the oncom-
ing missiles from reaching the cities. The layout of the crowd
is exploited here to fully engage and unify the crowd; at any
given moment a participant may be required to participate for
the benefit of the crowd.

A second trend seen in much of the existing work is the use of re-
active interface styles: the visceral immersion provided by this form
of interaction creates activities that are able to engage all crowd mem-
bers regardless of their background or expertise. One of the primary
motivations for simplistic interfaces is the need to avoid crowd seg-
regation based on technology or system knowledge: the requirement
to engage many co-located individuals in an activity they have had
no previous time to explore demands the learning curve be minor for
full crowd involvement. The use of reactive interfaces in audience con-
figurations is entirely appropriate due to the requirement for simple,
economical, and engaging activities.

Visceral interaction works well to break social barriers; crowd mem-
bers are able to become fully immersed in the activity and relate to
one another at a low common social denominator, the shared experi-
ence. The co-operative intentions seen in the activities with reactive
interaction styles suggests this strategy works well to unify the crowd
in co-located settings.

However, limiting ourselves to this form of crowd activity alone
prevents further exploration of the domain. What might the creativity
of a thousand minds working in unison create? What is the consen-
sus of the crowd on that offside play? These questions among others
provide ample motivation for exploring reflective interaction styles
further.

Of the activities identified with a reflective interaction style in the
literature; with the exception of ROAR [Harry, 2012], all have associ-
ated with I-intentionality. Crowd members reflect on their input with
individual goals without regard for the crowd as a whole. Observing
the reactive applications identified with co-operative intentions, we
see that all of the work relies on crowd members being highly syn-
chronous. In order to allow reflection, each individual would need
to be able to observe the view of the output for variable periods of
time (reflection time). Reducing the high synchronicity requirement
raises issues that should be explored in this space: how will the crowd
maintain unity if members are out-of-sync, or individual action times
are elongated to support the required reflection? The application of
the co-operative mechanisms identified from reactive activities might
prove a good starting point for this avenue of enquiry.

Low social exposure is a third trend seen in existing work: crowd
members and their actions are kept hidden within the crowd as a
whole. This is especially true of shared input activities where each
member plays only a small role in the collective input. Other activities
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like the Red Nose game [O’Hara et al., 2008] and BallBouncer [Sieber
et al., 2008] have highly visible actions that are strongly linked to
participants which provide strong motivating forces for involvement.

Part of the thrill of engaging in crowd activities is the sense of being
a part of something big; in most cases this is simply the knowledge
that participation led to some effect in the activity and/or the associ-
ated ‘kudos’ of having been at an event (e.g. attending the World Cup
final). In other cases this does not suffice: a criticism of the Cinematrix
system [Carpenter, 1993] was that the “approaches bury the individ-
ual in a crowd where the person’s connection with the action on the
screen is marginal at best and held in disbelief at worst” [Dannenberg
and Fisher, 2001, pp. 3].

Social exposure can act to incentivise crowd members to participate
in both positive and negative ways. Crowd activities like BallBouncer
[Sieber et al., 2008] encourage participation by accountability: each
member is clearly visible on shared display, and so members are held
accountable if they don’t attempt to hit the virtual beach ball shown
on screen. Conversely, crowd members are seen by their team in a
positive light when they work hard for the team, or help score a crit-
ical point. The Red Nose game provides incentive for participation
through the novelty of the activity, as well as the potential embar-
rassment if called out by the compere [O’Hara et al., 2008]. In these
instances both positive and negative forces act to incentivise partici-
pation and engagement.

Conversely, unwanted social exposure can prevent some crowd
members from participating. Care must be taken with activities that
have high social exposure to limit embarrassment and allow for differ-
ing degrees of participation [Reeves et al., 2010]. Giving the choice of
social exposure to crowd participants allows the best of both worlds
as crowd members are able to choose to bask in the kudos of their
achievements, or squash their fumble into obscurity.

The majority of the identified work has crowd members physically
co-located, with members sharing a single location. This benefits ap-
plications in the literature as the crowd is able to co-ordinate itself
well with the rich communication medium provided by co-location.
However co-location has a number of limitations: crowd members
have to be able to meet at the same physical location; the location
must be able to support large numbers of people, requiring expen-
sive infrastructure (e.g. stadiums); and application designers have less
control over the interaction that takes place between crowd members
as they are able to interact outside of the application environment.

Applications built for virtual crowds have the potential to also offer
similar synchronous activity found in co-located settings, while en-
gaging a larger and a potentially more diverse crowd; the facilitation
of communication channels over technology solutions is a potential
direction of enquiry for crowd applications. Can we create compelling
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activities that allow members from a diverse range of backgrounds,
nationalities, and locations to interact as a crowd together? Addition-
ally the control over the interaction space allows greater control over
the interaction pace and participant social exposure as the application
serves as the complete communication medium.

Of the applications that support virtual crowds, only TPP [tpp,
2014] and ROAR [Harry, 2012] feature interaction that is we-intentioned.
However, neither TPP or ROAR have had a focus on explicitly design-
ing for collective interaction or the collective experience.

The design of ROAR emerged from a communication perspective
[Harry, 2012], with its features designed to support social awareness
and chat at scale. As it is purely conceptual, its ability to support the
collective experience is unproven.

Although TPP has been used as a real deployment, and has demon-
strated an ability to support collective behaviour [Chase, 2014]; its
support of this behaviour was unexpected by the developer [Hern,
2014]. It is thus in need of analysis to determine which features and
elements contributed to its success.

Thus the exploration of virtual crowd engagement is a gap in the
crowd-computer interaction domain. In addition to the lack of re-
search in this space and the greater control over the social environ-
ment; exploration is also motivated by social psychology: the social
processes that drive the collective experience perhaps operate to an
even greater degree in computer mediated environments rather than
physically collocated crowds [Tanis and Postmes, 2007; Reicher et al.,
1995]. As such I have chosen virtual crowd interaction as the focus of
this thesis.

2.2 design model motivation

The HCI community has only really begun exploring the engagement
of collectives with technology, and still very little exists on the inten-
tions of technology in the engagement of collectives, let alone the
design features that target those intentions.

One of the claims I am making about the existing HCI research that
has targeted collectives is a lack of clarity over what the outcomes of
participation in collective activity actually are: why are people mo-
tivated to be part of a crowd? What are the outcomes of collective
interaction for those who participate? What aspects of the collective
context are we attempting to enhance? Crowd contexts do not auto-
matically result in some fixed emotional outcome: in some contexts
members feel overwhelming joy and unity [Drury and Reicher, 2009];
in others they feel isolated and alienated by the collective they find
themselves in [Reicher, 2011; Neville and Reicher, 2011].

In the related work there is general agreement that participation
in collective activity produces outcomes unique to the collective ex-
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perience. Brown et al. [2009], in their workshop extended abstract
for crowd-computer interaction, acknowledge these outcomes “as the
emotion or group consciousness found at sporting events or music
concerts” [Brown et al., 2009, pp. 4757]. Likewise Reeves et al. [2010]
talks of the “crowd-ness” of the crowd, pushing for a focus that treats
“interaction with the group itself as a meaningful unit” [Reeves et al.,
2010, pp. 399]. There is an implicit understanding in this work that
those in the collective come together to somehow become a social
entity more than just the sum of the individual members. It is this ex-
perience of becoming one with the collective, or doing activity as one
unit “together” [Reeves et al., 2010, pp. 395] that is the (mostly un-
stated) motivation for creating technology for collective engagement.

Despite the importance of the experiential outcomes of collective
engagement, existing work seems to have an often strained under-
standing of the specific outcomes systems should design for. In many
contributions, it is all but ignored: variations on the Cinematrix pat-
tern, of aggregated audience input paired with a large display, have
often focussed on the enabling technology rather than the experience
per se [Carpenter, 1993; Maynes-Aminzade et al., 2002; Sieber et al.,
2008; Barkhuus and Jørgensen, 2008; Bregler et al., 2005], except for
perhaps measuring the enjoyment or participation rates [Sieber et al.,
2008].

One notable exception is the work of Veerasawmy and McCarthy
[2014], who explicitly target the ‘crowd experience’ as found in a foot-
ball crowd: “the experience of carnival, free and unrestricted cele-
bration, full of fun and passion, and uninhibited familiar contact be-
tween participants, often littered with profanity” [pp. 2]. They build
on the crowd psychological perspective of Le Bon [1908] (see dein-
dividuation (§3.1.1) in the next chapter), proposing that applications
design for ‘imitation’ and ‘emergence’ to drive the crowd experience
(as they have defined it). In their conception, participants enter into
the crowd for the purposes of being “subjected to the crowd expe-
rience, where emotional arousal and excitement are contagious and
imitated in the crowd” [Veerasawmy and Iversen, 2012, pp. 231]. In
§3.1.1 of the next chapter an argument against the particular crowd
psychological theory (deindividuation) backing this design approach
is made. However, the approach of targeting the novel aspects of the
crowd experience through a design informed by crowd psychology is
one that I have also adopted for this thesis.

Reeves et al. [2010], with a specific focus on designing for crowds,
talks of the concept of ‘crowd-ness’, but does not touch on the ex-
periential outcomes of this concept directly, with the exception of
noting the increased sociality and enjoyment of this form of partic-
ipation. Their design work is focussed more towards understanding
how members of existing crowds (in their case football fans) interact
to establish recognisable crowd behaviour, rather than on the impact
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of this action on the collective experience, which is taken as a given
from the setting itself.

Sheridan et al. [2011] proposes the concept of mutual engagement
[Bryan-Kinns and Hamilton, 2012] as an outcome of collective en-
gagement. Mutual engagement is defined as “the points at which
people spark together, lose themselves in their joint action, and ar-
rive together at a point of co-action ‘where you are when you don’t
know where you are’ (Tufnell and Crickmay 1990)” [Bryan-Kinns and
Hamilton, 2012, pp. 103]. Now this concept certainly speaks to ex-
periential outcomes: it is described as a group analogy to the con-
cept of flow [Csikszentmihalyi, 2008], the optimal experience of ac-
tivity engagement where one becomes fully immersed in the activ-
ity. However, though it specifies ‘engagement with others’ as one of
the two underlying factors of mutual engagement (the other being
‘engagement with the product of joint action’), the specific experien-
tial outcomes of collective/group participation, rather than the experien-
tial outcomes of activity immersion, are not specified. For example,
the ‘engagement with others’ factor is described as “feeling engaged
with the group, coherent final joint products, co-location of contri-
butions, mutual modification of work, discussions of quality of the
joint product, repetition and reinterpretation of others’ contributions”
[Bryan-Kinns and Hamilton, 2012, pp. 103]. A “sense of collaboration”
[pp. 106] is also given as an experiential outcome. From a collective ex-
perience point of view, does this mean that participants feel more like
one unit? Have increased social attraction to one another? How does
involvement in joint action differ in experience from immersion in an
individual task (in other words flow)? In other words, what is the
experiential outcome of collaboration? This is not specified. Instead,
mutual engagement seems complementary to some other, perhaps un-
derlying, collective experiential outcome. That participants are able
to lose themselves in cooperative joint action certainly speaks to an
ability to view the collective output as a product of a unified collec-
tive, and it is this experience that is the focus of the design work of this
chapter. The concept of mutual engagement is then useful in design-
ing engaging joint action, but only through an understanding of how
it aids the experiential outcome of collective participation.

Without an explicit understanding of the experiential outcomes of
participation, an understanding of which design elements should be
featured in the environment to target this experience is somewhat
hazy. The most significant design work to date in this area is that of
Reeves et al. [2010]. They provide design guidelines based on their
ethnographic observation of a crowd of sports fans (football fans)
watching a game at a pub. In their analysis they provide insight
into the behaviours of the crowd: use of shared objects, acting in syn-
chrony, and the snowballing of collective action [Reeves et al., 2010].
The reasoning here is that these behaviours play a role in producing
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crowd membership, and hence the ‘crowd-ness’ of the crowd. They
state that technology should find ways of “interacting with crowds
that allow them to still be crowds” so as to not “disturb the very be-
haviours which produce crowd membership in the first place.” (em-
phasis added) [pp. 399]. Sheridan et al. [2011], building on the work
of Reeves et al. [2010], talks about the “need to support crowds being
crowds – for example, synchrony, timing and the physical and verbal
ways in which crowd members make ‘offers of participation’ ” [Sheri-
dan et al., 2011, pp. 1131]. It is evident here that they are pushing for
a design focus that builds on collective social processes to support the
unique aspects of the collective experience, specifically that found in
the observed sports crowd. In designing for physical crowds of sports
fans, these design guidelines are certainly useful and well reasoned.
But how generalisable are they to the collective experience3?

Sans a richer understanding of ‘crowd-ness’, it is difficult to evalu-
ate the relationship between observed crowd behaviours and experi-
ential outcomes. Though actions might be entertaining or rewarding
to those performing them, do they work to bring the crowd together?
How does performing in synchrony act on the outcome of crowd-
ness? If there is in fact a causal relationship between a design feature
and crowd-ness, is it useful on its own, or does it require other fea-
tures? How do we maximise the efficacy of this design feature? It is
these concerns that motivate a fuller understanding of both the psy-
chology of the collective experience, and the psychological processes
that act as pathways to this experience.

Another observation is a danger of viewing the collective experi-
ence as something fixed in nature rather than variable. In looking to
design, work such as Reeves et al. [2010] and Harry [2012] has based
itself on crowds of sports fans. Is this the best we can do though?
Does a crowd of sports fans represent the pinnacle of the collective
experience? This certainly raises the question of what the goals of the
technology are in engaging with crowds. Are we merely engaging
people who are in some ‘crowd psychological state’ in a novel use of
technology, or are we attempting to utilise the social processes under-
lying the psychological outcomes of the crowd experience to some-
how improve these outcomes with technology; to produce a crowd
with increased ‘crowd-ness’? If the goal is to simply recreate or pro-
duce more of the observed collective behaviour seen at existing crowd
configurations, such as stadium/concert audiences or fans watching
a game at a bar, then designing from these experiences alone is cer-
tainly a valid approach.

3 The authors do not claim generalisability: “Every crowd environment is different,
however, and designers must carefully select the concepts they draw from this paper
when applying it to their own design” [Reeves et al., 2010, pp. 401]. The point I
wish to make is that in order to evaluate concepts, we need to first understand the
outcomes of the collective experience, and then the underlying antecedents so as to
build a path from feature to outcome.
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However I would argue that limiting design to just this form of
configuration is to the detriment of the potential opportunities pro-
vided by technology. By understanding the psychological antecedents
and outcomes of collective engagement, technology can be used to
mediate social environments that specifically target and enhance the
collective processes so as to create ‘peak collective experiences’ in a
similar way that computer games create peak motivation experiences
by designing for the flow state [Csikszentmihalyi, 2008]. Though the
insights gained from observing existing crowd formations are most
certainly valuable in designing for this experience, viewing them
through the lens of the underlying psychological antecedents enables
further refinement and perhaps insight into how the underlying pro-
cesses could be utilised further. Without a fuller understanding of
the psychological processes and the psychological outcomes of en-
gagement in collectives that seemingly have this sense of ‘group con-
sciousness’, it is hard to understand the antecedents that should be
targeted to create or enhance these experiences.

As a case in point, one of their design claims is that “crowds are
not homogenous or uniform (since they are experienced as a multi-
layered complex of distinct groups that fans attend to)” [Reeves et al.,
2010, pp. 399], hence creating the “challenge of designing for flexi-
ble engagement for members of the crowd” (emphasis added) [Reeves
et al., 2010, pp. 399]. This claim certainly accords with existing crowd
formations, with people showing varying levels of support for their
respective teams, or perhaps not engaging in certain activities with
the collective (e.g. singing or jumping) [Reeves et al., 2010]. Though
this feature is grounded in what takes place in existing experiences,
is it something that we should be aiming to support in the design
of new collective experiences? Do crowd members, once present at
the event, feel somewhat aggrieved that they are not seen as support-
ive as other members? Do we want participants to be creating divi-
sion in the collective through intra-collective comparison: “presenting
oneself to others as having ‘been there and done it before’ ” [Reeves
et al., 2010, pp. 398]; rather than viewing themselves and others inter-
changeably?

A criticism Reeves et al. [2010] have for systems in the vein of Cin-
ematrix is the assumption such systems make of the homogeneity
of the collective. They instead hold that technology “should not rely
on simplistic models of homogeneity or uniformity or aggregation”
[Reeves et al., 2010, pp. 400]. Does this claim follow from the observa-
tion of heterogeneity though? Is it the case that the Cinematrix system
falsely assumes homogeneity, or does it actively impose it for the ben-
efit of the collective experience? Answering this question requires a
clearer understanding of the experiential outcomes of the collective
experience.



2.3 summary 37

For example, the flexible engagement claim of Reeves et al. [2010] cer-
tainly holds for an understanding of how participants may initially
approach the application, with varying individual ideas of what the
crowd represents, or how it should go about its objectives [Haslam
et al., 1999]. It is also true that the crowd is constantly reevaluating its
position against the shared challenge (or those they are collectively
competing with) [Reicher, 2011], and as such can have members hav-
ing differences in opinion as they actively seek consensus within the
crowd [Haslam et al., 1999, 1997]. So it certainly accords that the sys-
tem should understand this non-uniformity aspect of the collective
experience. However, should this be supported by merely just allow-
ing “flexible engagement”, or should we instead design so as to over-
come reluctance or opinion difference, and hence reach homogeneity?
This subtlety becomes clearer in the light of understanding the social
processes and outcomes of collective participation.

In summary, with the exception of Veerasawmy and McCarthy
[2014]; the unique experiential outcomes of collective participation
have not been elucidated in existing work. Apart from reference to
some general notion of ‘crowd-ness’, much of the related work fo-
cusses on technology over the experience itself (measuring enjoyment
or participation as a metric of success). I argue that it is this experien-
tial property that motivates engaging collectives in interactive experi-
ences in the first place: if not for the unique outcomes of the collective,
why engage a collective at all? In not understanding the nature of the
collective experience, the so called ‘crowd-ness’ or ‘group conscious-
ness’, it is difficult to design features that lead to this experiential
outcome. Though existing work such as Reeves et al. [2010] provides
solid design guidelines for existing collective settings through ethno-
graphic research techniques, I argue that without an understanding of
the collective experience and its antecedents, evaluating the efficacy
of these features on the collective outcome (i.e. ‘crowd-ness’) is hit and
miss. A danger also arises in seeing existing collective experiences
(such as sports crowds) as the target experience: if technology has a
role in experience design, it must surely be to improve the experience
in some way; moving towards some better collective experience. In
utilising social psychology theory in the development of features, we
have a foundation that provides a pathway from feature to outcome.

2.3 summary

This chapter provided two contributions:

• an interaction taxonomy (§2.1) of the applications in the crowd-
computer interaction domain; and

• an argument for the creation of a design model for targeting
the collective experience in distributed interactive applications
(§2.2).
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The next two chapters provide the crowd psychology underpin-
nings used for the design model presented in chapter 5. First a back-
ground on the dominant crowd psychology theories is presented in
chapter 3 with justification for the theory chosen for this thesis. Sec-
ond the design implications of the crowd psychology are presented
in chapter 4.



3
C R O W D P S Y C H O L O G Y B A C K G R O U N D

The previous chapter motivated the exploration of virtual crowd ap-
plications, and the development of a design model for crowd com-
puter interaction. The argument was made that although existing
research (see [Reeves et al., 2010; Brown et al., 2009; Harry, 2012])
has explored design guidelines for engaging crowds with technology;
these guidelines are vague about the intended outcomes of collec-
tive interaction: what makes engagement with a crowd different and
worthwhile from individual engagement? I argued that grounding
design in crowd psychological theory provided a way forward for col-
lective interaction design by both explicitly identifying the intended
psychological outcomes of the applications, and the design elements
required to drive those outcomes.

This chapter presents background on the leading psychological the-
ories of crowds, and makes the argument for the theory chosen as the
basis of the design model presented in chapter 5.

In the first subsection (§3.1) I discuss the predominant approaches
to crowd theory that have taken hold in the social sciences, and by
extension popular thought. The implications of each theory on col-
lective application design are also discussed for each theory. I then
present the social identity approach (§3.2), making the argument for
my choice of the approach as the underlying model for understand-
ing the crowd social context in the process.

The design implications of the social identity approach are dis-
cussed separately in chapter 4. They are used to inform the design
drivers that underly the design model presented in chapter 5.

3.1 alternative perspectives

The crowd has been the study of the social sciences since the late
19th century [Drury and Stott, 2011; Couch, 1968; McPhail, 2008; Re-
icher, 2008], with a vast amount of observational, experimental, and
theoretical work having taken place. In this section I outline the dom-
inant alternative theories for crowd for the purposes of arguing my
choice of the social identity approach (presented in the next section),
as well as addressing some of the misconceptions of crowds that the
popularity of these theories has brought about.

The alternative theories I will be focussing on are the deindividu-
ation perspective, the individualist perspective, and finally Emergent
Norm Theory.

39
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3.1.1 Deindividuation Perspective

The deindividuation perspective of crowd is the conception most pop-
ularly held by those outside of the social sciences due to its historical
roots. The origin of the perspective is the theorising of Le Bon [1908],
which has dominated thinking on crowds for much of the last cen-
tury [Reicher, 2011]. Le Bon held that the crowd context causes its
members to lose their sense of identity, through a process he called
submergence, and to experience a sense of invincible power [Reicher,
2011; Drury and Stott, 2011; McPhail, 2008]. In the crowd reason is
stripped away and its members act on primal instinct: members are
highly suggestible and emotional, with actions spreading through the
crowd through a process of contagion [Reicher, 2011, 2008; McPhail,
2008; Drury and Stott, 2011]. Crowd members are no longer in control
of themselves, and have no sense of responsibility or intellect:

“In consequence, a crowd perpetually hovering on the bor-
derland of unconsciousness, readily yielding to all sugges-
tions, having all the violence of feeling peculiar to beings
who cannot appeal to the influence of reason, deprived
of all critical faculty, cannot be otherwise than excessively
credulous. The improbable does not exist for a crowd, and
it is necessary to bear this circumstance well in mind to
understand the facility with which are created and propa-
gated the most improbable legends and stories.” [Le Bon,
1908, pp. 45]

Deindividuation theory builds on the idea of submergence pro-
posed by Le Bon, but brings in anonymity as the underlying an-
tecedent for the disinhibition observed [Reicher, 2008]. Like Le Bon,
the theory stipulates that those who are in such a state no longer
evaluate their behaviour against their own attitudes or beliefs and
are essentially no longer in control of themselves [Postmes et al.,
1998; Reicher et al., 1995; Abrams, 1994]. The theory proposed by
Zimbardo [1969] gives a waterfall-like list of causal factors for the
observed behaviour. An individual is first put into a deindividuated
state by means of combinations of the following: anonymity, arousal,
sensory overload, novel situation, active involvement in the activity,
and the taking of drugs or alcohol [Reicher et al., 1995]. This causes
the individual to reduce the monitoring and evaluation of their ac-
tions, leading to a reduced concern for what others think. The effect
of this, in turn, flows into a reduced effectiveness of the psycholog-
ical states of guilt, shame, fear, and commitment; usually powerful
controls of behaviour. Thus the individual is more likely to engage
in anti-normative behaviour as their normal psychological controls
have been compromised [Reicher et al., 1995]. However, issues were
found with Zimbardo’s interpretation of the theory: a lack of psycho-
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logical causes, as well as a lack of evidence for stated causes of the
deindividuated state [Reicher et al., 1995; Diener, 1979].

The theory was reformulated by Diener [1979] to integrate the the-
ory of objective self-awareness into the perspective. The objective self-
awareness theory posits that our attention is either focused inward
towards the self, or outward towards the environment [Diener, 1979;
Yao and Flanagin, 2006; Reicher et al., 1995]. When attention is in-
ward, the individual is regulated by their thoughts, feelings, and be-
liefs by evaluating their behaviour against their personal standards:
this is understood to be high objective self-awareness. Conversely
when objective self-awareness is low, the individual does not monitor
their behaviour against their standards, but instead directs attention
to the external. In other words, the behaviour of individuals who have
low objective self-awareness is regulated by external factors in the en-
vironment [Reicher et al., 1995]. Diener argues that self-awareness
is lowered not by anonymity alone, but instead by the cohesiveness
of the group, the similar appearance of fellow members, the activity
the group engages in, and the outward focus of attention of those
in the group [Diener, 1979]. Once self-awareness is lowered, deindi-
viduation occurs as individuals are “less likely to regulate his or her
behavior in reference to personal and social standards” [Diener, 1979,
pp. 1161].

Although Diener’s interpretation of the theory provided a stronger
construct for the deindividuation mechanism, it still failed to account
for inconsistencies in the observance of anti-social behaviour, an ex-
pected outcome of the deindividuation process [Prentice-Dunn and
Rogers, 1982; Reicher et al., 1995]. Prentice-Dunn and Rogers [1982]
therefore proposed a new interpretation of the theory using public
and private self-awareness as the basis of the state of deindividuation
[Prentice-Dunn and Rogers, 1982]. It theorised that decreased public
self-awareness led to a decreased concern for public evaluation, and
hence opened the door for anti-social behaviour [Reicher et al., 1995;
Prentice-Dunn and Rogers, 1982]. They claim that the anonymity pro-
vided by the crowd lowers public self-awareness [Prentice-Dunn and
Rogers, 1982]. Lowering of private self-awareness caused the indi-
vidual to cease self-regulation and rely on cues for behaviour from
the environment (in the same way as Diener’s theory when objec-
tive self-awareness is reduced) [Reicher et al., 1995; Prentice-Dunn
and Rogers, 1982]. They claim that immersion in the activity of the
crowd lowers private self-awareness, and it is this reduction in pri-
vate self-awareness that leads to deindividuation. The reduction of
both public and private self-awareness thus leads to the traditional
account of deindividuated behaviour with both loss of control of self
and anti-social behaviour [Reicher et al., 1995].
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3.1.1.1 Implications for Design

A deindividuation conception of crowd has big implications for in-
teraction design. For a start, the crowd context is not itself socially
meaningful, but is instead a context where participants lose them-
selves in the emotionality, contagion, and disinhibition of the crowd.
The outcomes of crowd participation are similar to that of joining in
an alcohol fuelled party: disinhibition mixed with a fun environment.
The role of application designer is to impose an activity on the crowd
that pushes behaviour in a positive direction, where the atmosphere
is one of conviviality. The collective product is not so important as
the actions of those around the participant. In addition, applications
designed for this context should be wary of inducing anti-social be-
haviours in the crowd.

This conception of crowd has been identified in crowd interaction
design work by Veerasawmy and Iversen [2012] as the basis for their
design concepts of imitation, emergence, and self-organisation. In
their view the crowd is entered into for the purpose of being “sub-
jected to the crowd experience, where emotional arousal and excite-
ment are contagious and imitated in the crowd” [Veerasawmy and
Iversen, 2012, pp. 231].

3.1.1.2 Limitations

However there are shortcomings that this perspective has not been
able to address. Deindividuation is said to lead to a state of sug-
gestibility as internal standards of behaviour are attended to less and
less. However, studies have challenged the notion that the crowd con-
text leads to deindividuation by noting the way members attend to
the norms of the collective situation: they act according to social stan-
dards of behaviour relevant to the social context [Postmes et al., 1998].
As Couch [1968] notes:

“Because people in a crowd behave differently within an
acting crowd than in other situations is no reason to as-
sume a loss of self-control. The crowd participant often
behaves without the concern for others that he normally
takes into account in organizing his behavior. When the
disenchanted worker hurls obscene words at management
in a crowd, this is hardly evidence of lack of self-control.
It is evidence that he is organizing his behavior by incor-
porating management into his acts in a different fashion
than usual.” [Couch, 1968, pp. 320]

Bringing the ethnographic design work of Reeves et al. [2010] into
the narrative, their account of crowd activity demonstrates the situ-
ational norms found in crowd contexts: “opposition fans are unable
join [sic] in with the kind of collaborative crowd activities we have
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seen previously, i.e., jumping and ‘pumping fists’ in time with others’
songs associated with the home fans’ national team” [Reeves et al.,
2010, pp. 398]. This account presents a challenge to a deindividua-
tion perspective of the crowd as a loss of identity would make the
boundary between the fan groups less meaningful. Additionally, that
participants would engage in practices associated with a team iden-
tity at all remains unexplained by a deindividuation account.

3.1.2 Individualist Perspective

The individualist perspective of crowd rejects the notion of group
mind proposed by Le Bon [1908] and his contemporaries [Allport,
1924]. Rather than the crowd transforming the behaviour of its mem-
bers (e.g. loss of self control); crowds are formed by individuals shar-
ing a particular grievance, objective, or tendencies (e.g. a proclivity to
violence or vandalism) [Allport, 1924; Berk, 1974; McPhail, 2008; Re-
icher, 2008]. Two approaches exist within the individualist perspec-
tive [Reicher, 2008]: the first a social facilitation approach based on
the work of Allport [1924]; the second an approach developed from
game theory represented in the work of Berk [1974]. Both approaches
hold that the crowd context affords individual members an opportu-
nity to act on their individual desires through the support of others in
the crowd, though the approaches differ on the effect of this support
on its members.

The social facilitation crowd approach stems from the work of All-
port [1924; Reicher, 2008]. In this perspective, crowds are formed of
members sharing tendencies (e.g. a violent crowd would be made up
of people predisposed to violence against the crowd’s object of focus).
The crowd context causes the usual inhibition of these tendencies and
emotion to be overcome through a process of social facilitation. As
other members start engaging in action and expressing emotion satis-
fying the common repressed desires of those in the crowd; inhibition
processes are overcome and others begin to partake in the action. This
feedback cycle causes action and emotion to rise to greater extremes
in the crowd context. For Allport [1924], the crowd context provides
[Graumann, 1986]:

• Social facilitation of emotion and action: the presence and co-
acting (stimulation) of others causes a heightening of the shared
emotion and emotional responses already held by crowd mem-
bers.

• Illusion of universality: the stimulation provided by those around
the performer is given the weight of the entire crowd as the
crowd as a whole is seen to share the same desires and re-
sponses. Desire and acceptance of events is projected onto oth-
ers in the crowd.
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• Conformity attitude: the size of the crowd and the stimulation
of others causes members to assume “an attitude1 of the most
complete submission and conformity” [Allport, 1924, pp. 298];
increasing the effectiveness of social facilitation.

“It exhibits all three phases of the suggestion process. The
people are brought together by a common interest prepar-
ing them for a certain type of action. The harangue of the
leader, or similar stimulus common to all, increases this
preparation to the point of breaking forth. The command
or first movement of some individual toward the act pre-
pared affords the stimulus for release. And finally, when
act and emotion are under way, the sights and sounds
of others’ reactions facilitate and increase further the re-
sponses of each.” [Allport, 1924, pp. 292]

Allport [1924] pits instinctual biological drives such as hunger, sex,
and protection in opposition to restraint developed through societal
conditioning [pp. 293]. The crowd context serves to facilitate an awak-
ening of these thwarted instinctive desires resulting in the ‘crowd
man’, individuals driven “to restore their thwarted responses to their
normal operation” [Allport, 1924, pp. 294; Graumann, 1986]. The out-
comes of collective participation are:

1. the satisfying of desires normally deemed antisocial; and
2. the experience of heightened emotionality and emotional re-

sponse.

Like Le Bon [1908], Allport holds that the social facilitation of emo-
tion and action, along with the reverting to action based on primal
instinct and drive, renders crowd action irrational:

“As we say, ‘we didn’t know what we were doing until it
was all over.’ The bodily changes in the wild excitements
of crowd action evidently produce a similar effect.” [All-
port, 1924, pp. 304].

The crowd experience for Allport is thus characterised by a loss of
rational control and excitation of emotion, leading to similar implica-
tions of design to that described for the deindividuation perspective.
The difference between the social facilitation approach and group
mind approaches is that the former provides a biological basis for
unified behaviour:

1 Attitude is used here in the sense of being primed or perceptually ready to respond
to a stimulus in a certain way [Graumann, 1986].
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“. . . the similarities with Le Bon are obvious. Crowd mem-
bers lose their unique and idiosyncratic identities and be-
have in terms of a primitive animal substrate - the differ-
ence being that Allport’s substrate is more biological and
less mystical” [Reicher, 2008, paragraph 26].

At the other end of the individualist perspective spectrum is the
game theory based approach of Berk [1974; Reicher, 2008; Drury and
Stott, 2011]. Rather than the crowd context causing an excitation of
emotion and action in its members, individuals engage in rational
action that takes into account the expected support they will receive
from others in the crowd [Berk, 1974]. The crowd is an opportunistic
context where individuals with prior intentions are able to act them
out with the relative anonymity and power of the crowd.

Berk contests the claim of irrationality in the crowd through refer-
ence to an ethnographic study he carried out on a student protest.
Rather than behaving irrationally, crowd members had differing per-
spectives on the sort of actions the crowd should engage in, and had
expectations of the outcomes of collective action firmly grounded in
reality. Instead he argues that the crowd provides an opportunity
to engage in rational action that would otherwise face opposition.
Crowds are made up of members sharing some general objective who
are more or less extreme on the sort of action they want to engage in.
During a period of milling, members determine the actions that have
support and the likely outcomes of the various forms of collective ac-
tion; finally determining the course of action that yields the optimal
outcome:

“In summary, each individual in the crowd is faced with
a series of decisions. Options for actions are noted, the
likelihood for various events assessed, preferences are con-
structed and eventually the”best" outcome selected." [Berk,
1974, pp. 364].

Berk [1974, pp. 366] lists the following properties of the crowd and
their actions that individuals may rely on for determining support for
a proposed action:

1. the number of people in the crowd performing actions that sup-
port the intended action;

2. the visibility of the crowd, such that supportive actions are visi-
ble;

3. the ability of supporting actions to communicate the intention
of the actors; and

4. the proximity of others performing supportive actions.

The outcomes of collective engagement are an opportunity to en-
gage in action that would not normally be sanctioned, with the crowd
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context serving to empower individuals. Experiential outcomes are
not considered in this approach; though Berk [1974] makes the point
that members enter the crowd with existing emotion (e.g. anger about
an issue), may be fearful of consequences, have a sense of expectation
about what will take place, and are perhaps frustrated by the dura-
tion of any milling before collective action commences [pp. 369].

3.1.2.1 Implications for Design

The implications of both individualist approaches to design are sim-
ilar to those of the deindividuation perspective: crowd contexts pro-
vide an opportunistic environment for individual desires and inten-
tions to be played out without the restraint usually imposed by so-
ciety. Applications should be designed to appeal to tendencies and
traits held in common by the majority, or otherwise specialise to at-
tract a targeted audience.

For Allport [1924], the outcomes of the crowd context are height-
ened emotionality and a reversion to instinctual drives: environments
designed for these outcomes should seek to engage drives that are
generally dissatisfied in society (or otherwise target those of a minor-
ity) and provide a healthy outlet for them. This could take the form of
applications that provide opportunities for non-violent confrontation,
or games that attempt to build on some positive emotion (e.g. the
need to belong [Baumeister and Leary, 1995]). Applications should
provide strong communication channels between crowd members so
as to increase the effectiveness of the social facilitation processes.

The game-theory approach of Berk [1974] views “nothing funda-
mentally different about cognitive processes in crowds from those in
other circumstances” [pp. 369]. Hence the outcomes of crowd par-
ticipation could perhaps be realised without the need for collective
communication or engagement: for example, the anonymity2 of com-
puter mediated communication provides many of the same benefits
found in crowd contexts with regards to accountability. Crowd ap-
plications could seek to coordinate real-world action, short-cutting
or speeding up the milling process required to assess which actions
have the majority support (i.e. applications could augment physical
crowds to increase success of collective action).

3.1.2.2 Limitations

Both individualist approaches have limitations in their explanatory
power of crowds and the collective behaviour and experiential out-
comes found within. The social facilitation approach relies on crowds
being made up of people sharing some common tendency whether
this be a proclivity to anti-social behaviour, a repressed instinctual

2 It could be argued that anonymity cannot be ensured with the current internet infras-
tructure due to the traceability of IP addresses (at least for the majority of people).
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drive3, or another trait explaining tendencies towards criminality (e.g. a
lack of education). The evidence does not bear this explanation out:
for example riots, crowds made up of people who seemingly ex-
hibit tendencies towards violence or criminality, are typically over-
represented by people from higher levels of society who belong to
strong social networks in the vast number of riot accounts: attempts
to link individual attributes to crowd outcomes have not been sup-
ported by the evidence [Reicher, 2008].

Berk [1974]’s argument of crowds serving as contexts for maximis-
ing individual utility ultimately suffers from the same conceptual is-
sues as the social facilitation approach, a reliance on crowd members
sharing tendencies or attributes [Reicher, 2008; Drury and Stott, 2011].
To start, it provides no explanation as to why individuals entering
the crowd would seek to advance a shared cause beyond themselves
(e.g. team, nation, ideology), assuming instead that individual bene-
fit is the driver of activity. It also fails to account for why individuals
come to share intended outcomes in common. The result is that the
crowd must be made up of individuals sharing common attributes or
tendencies before activity takes place, thus suffering the same limita-
tions as that of the social facilitation approach [Reicher, 2008].

3.1.3 Emergent Norm Theory

In contrast to the deindividuation and individualist approaches; which
explain crowd unity by appealing to shared pre-existing tendencies,
attitudes, and intentions of the individuals that make up the crowd;
Emergent Norm Theory (EMT) [Turner and Killian, 1972] recognises
crowd behaviour as the product of the context, not reducible to the
behaviour of members as if they were in isolation. Like the game-
theory approach of Berk [1974], EMT recognises crowd members as
heterogenous: they have different intentions, perspectives, and roles.
To explain how the crowd comes to be unified in their action and at-
titudes, the theory builds on the seminal social psychological studies
of Sherif [1935] and Asch [1956] on social norms.

Sherif [1935] demonstrated that in an environment lacking an ob-
jective frame of reference, people will converge towards a shared un-
derstanding of an ambiguous situation as they share and listen to the
accounts of others in the context4: their perception of the situation is

3 Allport [1924] describes team sports as the satisfaction of a drive for supremacy:
“struggle and anger may take a mild form such as the rivalry for supremacy in a
football match” [pp. 294].

4 Sherif [1935]: The experiment used the auto-kinetic effect, an illusion whereby a sta-
tionary point of light will appear to move in the absence of anchoring cues. This was
achieved in the experiment by bringing participants into a sound and light proof
room with no means of orienting themselves to the walls or the light source. For
each test the participants were exposed to the stationary light, and then asked to
report the distance the light moved. Each participant was given a button that they
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influenced by the accounts of others, and more critically continues to
be influenced outside of the group.

Asch [1956] extended the understanding on group influence by
demonstrating that it occurs even when the sensory environment
is completely unambiguous5. A unanimous majority creates a social
pressure towards their position, introducing uncertainty even when
their position conflicts strongly with the correct answer on an oth-
erwise straightforward observation task. This uncertainty can be so
great as to cause people to trust the position of the group at the ex-
pense of their own sensory perception:

“Others who yielded lost sight of the question of accuracy,
being dominated by an imperious desire not to appear
different, apparently out of fear of revealing a general and
undefined defect” [Asch, 1956, pp. 70].

EMT, building on these studies, holds that the ambiguity of the
crowd context (whether caused by some unexpected event or as the
result of an organised gathering) causes uncertainty and a sense of
urgency in those present, resulting in a search for situational infor-
mation from others in the context to reduce the uncertainty. This re-
liance on others for information and appropriate responses is held to
result in a convergence towards social norms: shared understanding
and boundaries for appropriate behaviour [Turner et al., 1987; Turner
and Killian, 1972]. This occurs as information from others is accepted
and re-voiced. As these norms are based on the situation, rather than
the standardly accepted norms of society, they are labelled ‘emergent

were to press on seeing the light move: this would cause the light to remain for
a further 2 seconds before disappearing. In the individual condition, each partic-
ipant gave their estimate after pressing the button; while in the group condition,
participants announced their estimates one after another once the light disappeared
(though participants were free to answer in any order and encouraged to change
order occasionally). The experiment revealed that while the estimates varied signif-
icantly in the individual condition (with no prior exposure to a group setting); the
estimates converged and remained in a close range when in the presence of others.
After exposure to a group condition, the estimates reported in a subsequent individ-
ual condition remained close to the range established by the group.

5 Asch [1956]: Experimental subjects were brought into a room with six to eight other
participants and asked to match the length of a line with one of three candidate
lines. One of the lines always matched, with the two others considerably different
from both the standard and each other: when tested individually, participants had
a success rate of over 99%. Participants were asked to speak their choice of line
out-loud such that all others and the experimenter could hear. Unbeknownst to the
experimental subject, all other participants in the room were confederates of the
experimenter, instructed in the answers they were to give during each trial. The
experiment was designed such that the subject always gave their answer after all but
one of the confederates. During the experiment (for the trials measuring the main
effect) the confederates unanimously chose one of the incorrect answers. The results
of the experiment revealed that subjects generally experienced uncertainty about
their own judgement in the face of unanimous opposition, with a third yielding to
the answer given by the group.
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norms’. These norms are held to create a social pressure towards con-
formity, especially as they start to be seen as unanimously accepted
[Turner et al., 1987; Turner and Killian, 1972]. The result is that dis-
senting voices in the crowd become silent or leave the crowd due to
the normative pressure. Their silence is interpreted as tacit acceptance
of the majority position, furthering the perception of unanimity. The
unity of the crowd is therefore viewed by Turner and Killian [1972]
as a self-fulfilling illusion [Reicher, 2008]: uncertainty leads to a sensi-
tisation towards the behaviour and suggestion of others, convergence
on an understanding on the context and appropriate behaviour (so-
cial norms), and finally social pressure to conform to those norms.

“As a keynote elicits increasing expressions of support,
the crowd becomes the whole world for the members. Those
who are ambivalent find their doubts resolved in favor of
the developing definition. . . . The appearance of unanim-
ity in the crowd, even though it may be illusionary, gives
the same kind of basis for believing that the crowd’s posi-
tion is morally incontestable that the individual gets from
groups that he identifies with outside the crowd situation”
[Turner and Killian, 1972, pp. 56].

Turner and Killian [1972] explain the formation of emergent norms
through the processes of milling and keynoting.

Milling is described as the restless behaviour that results from
people reacting to an uncertain situation [Turner and Killian, 1972].
It involves both physical manifestations (moving around the crowd,
looking around) as well as short verbal exchanges (questions and ru-
mour) as people move amongst one another in the crowd seeking to
make sense of the situation. Milling draws the attention of those in
the crowd (and by-standers) towards the collective, further sensitising
people to one another and the situation.

After some time milling, crowd members will often be entertaining
varied interpretations of the situation. At some point people will be-
gin making keynotes to the crowd: symbolic gestures or utterances
encouraging one particular interpretation to become dominant by
calling for support from other crowd members [Turner and Killian,
1972]. If the keynote is successful, the crowd is shifted towards the in-
terpretation; otherwise the interpretation loses credibility. Over time
more and more people begin accepting fewer interpretations, resolv-
ing their own ambiguity of the situation in favour of a small subset
of the shared understandings. As these interpretations become seen
to be more generally accepted, they create a normative pressure to-
wards their acceptance. Eventually one interpretation is perceived to
be accepted unanimously resulting in a unified crowd [Turner and
Killian, 1972, pp. 89]. The success of a keynote is based on the exis-
tence of latent support for the position in the crowd, the status of the
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speaker (including visual cues to status such as uniform), and its tem-
poral order (first having more weight) [pp. 89]. Hence the normative
environment established is very much dependent on the values and
positions of a few: successful keynoters bring other crowd members
into alignment with their position [Reicher, 2008].

The result of the milling and keynoting processes is a heightened
sensitivity to other crowd members, a novel normative environment
based around a shared understanding of crowd objectives and situ-
ational understanding, and the rejection of standard societal norms
that are in opposition to the emergent norms. This results in crowd
members being in a suggestive state to the actions and ideas of others
that are consistent with the norms of the crowd:

“On the individual level there is heightened suggestibility,
but this suggestibility is not of an unfocused, indiscrimi-
nate nature. It amounts to a tendency to respond uncrit-
ically to suggestions that are consistent with the mood,
imagery, and conception of appropriate action that have
developed and assumed a normative character” [Turner
and Killian, 1972, pp. 80].

Additionally, the rejection of societal norms that are in opposition
to those that have emerged creates a permissive social context: as
others are seen to no longer adhere to usual restraint in their expres-
sion or behaviour, actions and tendencies that are usually inhibited
(or expressed in a limited way) find full expression in a crowd con-
text aligned with their content. As inhibited attitudes are expressed,
novel behaviours emerge that are not found when members are in
traditional contexts.

Turner and Killian [1972] identify two dimensions on which crowds
can be classified: their coordination (individualistic - solidaristic) and
the nature of the shared objective (acting - expressive). The coordina-
tion dimension speaks to how crowd members orient themselves to
one another: individualistic crowds engage in parallel actions or ex-
pression that could be accomplished alone, with other members act-
ing as competitors for limited rewards; while in solidaristic crowds a
division of labour underlies collective action where members act to ac-
complish actions that require cooperation [p. 97]. The objective dimen-
sion describes the goal of the crowd: acting crowds are performing
actions towards some external symbolic crowd object; while expres-
sive crowds are oriented inwardly towards the experiential outcomes
of its members, supporting a change in the emotion and behaviour
of participants. In all forms of crowd the same selective suggestibility
and permissiveness underlies behaviour: the presence and activity of
other crowd members, whether they be competitors or allies, under-
lies the collective behaviour observed.
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3.1.3.1 Implications for Design

The implications of an Emergent Norm Theory based approach for
crowd based interaction design centre primarily on the idea that crowd
activity operates according to a shift in behavioural expectations rather
than being irrational: instead of a reversion to atavistic tendencies, ac-
tion and expression is tied to situational social norms. The milling
and keynoting processes result in the development of a shared image,
mood, and boundaries for action that the crowd then works within.
The crowd context also has psychological impact on its members: un-
like the game theory approach of Berk [1974], EMT holds that the
uncertainty and the illusion of unanimity results in members becom-
ing suggestible to others in the context and developing a sense of
power and rightness about the objectives of the crowd [Turner and
Killian, 1972]. Additionally the permissiveness of the crowd context
allows for a fuller expression of attitudes and emotion than would
otherwise be acceptable in standard contexts.

An EMT approach suggests that technology should be deployed
with care: as crowd members become suggestive to the emergent
norms of the crowd, and those same norms are established by a se-
lect few (keynoters); the support of acting crowds would need to be
carefully considered. For example, the support of a solidaristic crowd
engaging in aid after a natural disaster is a laudable goal; while the
creation of tools that allow the expression of collective anger against
an external audience (however justified) could potentially be very
dangerous. Emergent norms, rejecting the usual restraints of societal
norms, might condone violent acts against people merely symbol-
ising the crowd’s object of focus. Instead the support of expressive
crowds, where the focus is on the experiential outcomes of its mem-
bers rather than their action against an external audience; seems a
stronger candidate for application development. The permissive so-
cial context is arguably one of the stronger experiential components
of the crowd, allowing for the expression of emotion that would oth-
erwise be restrained:

“For many people, unrestrained expressions of enthusi-
asm require the participation of others to protect them
against being labeled unsophisticated. The person who
would ordinarily be inhibited from dancing in the streets,
shouting his joy, and embracing strangers may feel free to
do so when he sees others disregarding the usual norms of
dignity and restraint” [Turner and Killian, 1972, pp. 104].

The objective of crowd applications would then be one of establish-
ing an atmosphere where such revelry becomes normative, a simi-
lar perspective to that given by the deindividuation rendering of the
crowd.
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3.1.3.2 Limitations

Although Emergent Norm Theory provides a compelling account of
the crowd context, and the unified behaviour that follows; its appeal
to the process of keynoting as an explanation of crowd unanimity
falls short of explaining the ideological content of crowd behaviour
[Turner et al., 1987; Reicher, 2008]; and the speed at which unanimity
and action occur [Reicher, 1984]. Crowd behaviour and action, such
as that seen during the St. Pauls’ riots analysed by Reicher [1984],
reflect norms that are tied to group membership and the history of
relations between the groups involved rather than being constructed
from the situation:

“Apart from clear limits in terms of targets, there were
also clear geographical limits to the action . . . once the
police had been chased out of St. Pauls, they were not
followed. The only area involved consisted of City and
Grosvenor Roads and the streets backing off them . . . the
participants did not stray a yard beyond the boundaries of
St. Pauls. Not only that, but once the police were drawn
out no one else was stopped from entering the area, in-
deed crowd members even helped organize the traffic flow”
[pp. 12].

A more trivial example can be made for collective behaviour ob-
served at sports matches: cheering as a member of a stadium crowd is
predicated on identification with the scoring sports team rather than
going along with the majority in the stadium (in which case the home
team would perhaps have a far greater advantage than is otherwise
recognised). The processes underlying crowd unity are more com-
plex than the milling and keynoting processes of EMT would allow
for. This failure to link broader identifications and history to crowd
action, along with the suggestibility of crowd members to the norms
established by keynoters, ultimately reduces the Emergent Norm The-
ory to “an elitist form of the individualist tradition” [Reicher, 2008,
paragraph 29].

Another weakness of the theory is the reliance on a period of
milling and symbolic communication before the collective reaches
a position of unified action or expression. Changes in the context
(e.g. police intervention during a riot) would therefore require further
deliberation to again reach a point of unified action. That collective ac-
tion can (and has been observed to) develop rapidly without periods
of deliberation poses a problem for the theory [Reicher, 1984].

Ultimately the weaknesses in Emergent Norm Theory suggest that
a richer explanation of crowd behaviour that takes into account group
identification and relationships is needed to fully account for the ob-
served behaviour.
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3.2 social identity approach

The deindividuation, individualist, and Emergent Norm Theory per-
spectives all share the assumption that an explanation of unified
crowd behaviour is ultimately found through appeal to individual
personality. In the case of deindividuation, crowd behaviour is ex-
plained as a thwarting of the self-awareness processes that underlie
personality, resulting in crowd members behaving at an atavistic level:
unity results from the fact that we share primal urges and tendencies
which come to the fore as we stop regulating our behaviour. In this
sense collective behaviour is seen as a curious psychological hiccup,
the temporary disruption of true self. The individualist perspective
accounts for crowd behaviour as the result of similar personalities
coming together: any unified behaviour results from members act-
ing on the traits, tendencies, and objectives they already share with
other collocated individual personalities. The crowd context merely
facilitates or enables the expression of these preexisting tendencies
and behaviours. Finally Emergent Norm Theory, although recognis-
ing collective behaviour as distinct from individual behaviour, still
falls back to a personality based explanation: emergent norms de-
velop through interpersonal interaction (during the milling process),
and finally through persuasive individuals (keynoters) convincing
others of the validity of their perspective.

In contrast to the fixed view of identity underlying the above theo-
ries (and much of social psychology [Onorato and Turner, 2004]), the
social identity approach [Tajfel and Turner, 1979; Turner et al., 1987]
holds that identity (who we perceive ourselves to be) is both fluid, in
that it changes depending on the context in which we find ourselves;
and is able to operate at different levels of abstraction such that self
can be perceived on individual terms (how I differ from you) as well
as on collective terms (how we differ from them). In other words, the
perspective holds that we sometimes perceive ourselves and others
as members of social categories (such as nationalities or teams) rather
than as individuals, and that this perception shapes our behaviour,
attitudes and values in the context.

When we perceive others in terms of their group or category mem-
bership, we perceive them as interchangeable members of a category
or group [Turner et al., 1987]. Our orientation towards them changes:
if we perceive them as sharing identity with ourselves, we become
more socially attracted to them, with social barriers dropping and an
increased intimacy forming; likewise when we perceive others as be-
longing to an opposing group or category, social distance increases
[Turner and Onorato, 1999].

This shift in perception is held to underlie collective behaviour
and the experiential outcomes of participating in a collective [Reicher,
2008]: when crowd members perceive each other as sharing identity,
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they expect agreement with one another and actively work towards
consensus on collective action and expression [Haslam et al., 1997].
The experience of consensus and the shift in social relations leads to
a sense of unity and positive affect [Neville and Reicher, 2011].

The social identity approach is founded on two interdependent the-
ories: the social identity theory (SIT) of Tajfel and Turner [1979], and
the self-categorization theory (SCT) of Turner et al. [1987]; the for-
mer a theory specifically addressing intergroup behaviour, while the
latter broader theory addresses the psychological processes underly-
ing group membership [Turner and Reynolds, 2002]. The perspective
makes the following high level claims (elaborated on in the next sub-
section): that self-perception (and perceived identity) varies with con-
text and perceiver motivations, that self can be inclusive of others,
that people strive to evaluate self as positively distinctive from oth-
ers, and finally that crowd behaviour and the experiential outcomes
of participation are explained by a shift in self-perception to a shared
identity.

As the preceding claims make clear, the social identity approach
marks a significant departure from other perspectives on group and
crowd behaviour. Rather than accounting for crowd behaviour as a
loss of self or self-control, instead the perspective holds that self can
be perceived collectively and, perhaps more importantly, that this
shift in self is a natural part of all social perception and interaction.

3.2.1 Claims of the Social Identity Approach

This subsection presents the core ideas of the social identity approach
on crowd behaviour through four claims:

• self-perception (and perceived identity) varies with context and
perceiver motivations;

• self can be inclusive of others;
• people strive to evaluate self as positively distinctive from oth-

ers;
• crowd behaviour and the experiential outcomes of participation

are explained by a shift in self-perception to a shared identity.

3.2.1.1 Self-perception (and perceived identity) varies with context and per-
ceiver motivations

Self, the subjective experience of identity, is not singular or static; but
is instead variable and dynamic [Turner and Onorato, 1999; Turner
et al., 1987]. The perspective holds that all social perception involves
the categorization of others and self into social categories [Oakes,
2002; Turner and Onorato, 1999].

This claim rests on the understanding of the fundamental role of
categorization for perception in general. Concepts and categories are
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primitives of human cognition: concepts, ideas that include all un-
derstanding associated with them; are applied to categories, classes
of stimuli to which common assertions can be applied [Medin, 1989].
Categorization serves as a bridge between conceptual knowledge and
the stimuli encountered through the senses. It allows for comprehen-
sion of new instances of objects and stimuli so as to anticipate prop-
erties or functionality and behaviour not yet observed [Medin et al.,
1993; Gentner and Markman, 1997].

The contemporary understanding of categorization is that categories
are not fixed cognitive structures of set attributes, structures speci-
fying all properties of their members; nor are they activated solely
based on how maximally some stimuli matches the properties of the
category. Instead categories are understood to be fuzzy, with mem-
bership based on comparison with exemplars or prototypes (i.e. an
image of an ideal category member, or one with aggregate properties)
such that some objects/stimuli are seen as more prototypical (i.e. bet-
ter category members) than others [Medin, 1989; Barsalou, 1987].

Categories are also context-dependent, with the properties of cat-
egory prototypes based on the items under consideration, the moti-
vations of the perceiver, and background knowledge. Barsalou [1987]
holds that categories have both context-dependent and context-independent
properties, with the former only coming to the fore when the context
makes them meaningful, and the latter becoming activated when the
category is salient as they are consistently found across contexts. The
salience of context-dependent properties depends on their relevance
to an explanatory model underlying the comparison between stimuli
in the category and those outside [Medin et al., 1993; Gentner and
Markman, 1997]; in other words that some explanatory theory under-
lies the categorisation:

“For example, Medin and Shoben (1988) found that the
terms white hair and grey hair were judged to be more
similar than grey hair and black hair, but that the terms
white clouds and grey clouds were judged as less similar
than grey clouds and black clouds. Our interpretation is
that white and grey hair are linked by a theory (of aging)
in a way that white and grey clouds are not” [Medin, 1989,
pp. 1475].

Gentner and Markman [1997] refers to this explanatory nature of
comparison as alignment, where properties that link to a higher order
relationship between the objects/stimuli under comparison (i.e. the
perceiver’s theory) become prominent while others fade. The impli-
cation for categorisation is that the perceived category, its properties,
and the objects/stimuli categorised under it depend on the other ob-
jects under comparison [Medin et al., 1993].

Likewise, social cognition involves the categorization of others into
social categories based on the context and motivations of the per-
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ceiver; with various attributes of others becoming accentuated or at-
tenuated as the context makes them more or less meaningful. In ad-
dition to perceiving others on categorical terms, the perspective also
considers the self a product of categorization:

“The self always features in the categorization work of the
perceiver, is always an element of the to-be-categorized
domain” [Oakes, 2002].

The perception of self then varies with the frame of reference, which
is interpreted through the background knowledge and motivations of
the perceiver [Oakes, 2002; Turner and Onorato, 1999]. Self categories
are not merely descriptive, but instead serve as a reference for self,
values, and behaviour: they have meaning for the perceiver in how
they relate self to others [Turner and Reynolds, 2002]. How we an-
swer the question “who am I?” depends on the contextual frame in
which we perceive ourselves.

3.2.1.2 Self can be inclusive of others

In addition to varying with context and perceiver motivations, self
can also be perceived at various levels of abstraction: not only as
an individual compared with other individuals (“me” vs “you”), but
also as a member of a social category in comparison to other cat-
egories (“us” vs “them”) [Turner and Onorato, 1999; Reicher et al.,
1995]. This is a natural consequence of perceiving self and others on
categorical terms: just as natural categories are layered in various lev-
els of abstraction, with some categories acting as full subsets of oth-
ers (consider ‘bird’ and ‘animal’); likewise social categories exist at
varying levels of abstraction (e.g. ‘computer scientist’ and ‘scientist’)
[Turner and Onorato, 1999]. When the social context makes a self-
category of a higher level of abstraction meaningful, others perceived
to share this categorisation are perceived interchangeably with self
[Turner and Onorato, 1999; Turner et al., 1994; Oakes, 2002].

Self-categorization on this level becomes meaningful when the dis-
tinction between those in the category (e.g. ‘computer scientists’) and
those outside (e.g. ‘mathematicians’) best maximises the ratio of dif-
ferences between those in the category and those outside. In other
words, when the categorical division best captures (or fits using the
terminology of the perspective) those in the perceptual field [Turner
et al., 1987]. This might occur when similar others are in close proxim-
ity; there is a sense of shared fate or consequence for self and others
(e.g. shared threat); there is some objective that can only be achieved
as a collective; or even when the perceiver is alone and has an inclu-
sive self-category such as nationality become salient (e.g. reading a
newspaper article about an event affecting the nation), in which case
it is imagined others that make up the context [Turner et al., 1987].
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The perspective terms self-categories that distinguish the perceiver
from others as personal identities; and those that are inclusive of oth-
ers as social identities [Turner and Onorato, 1999]. Personal identities
and social identities are equal expressions of self, with no identity
acting as the ‘true self’ [Turner and Onorato, 1999]. Indeed percep-
tion of self on individual terms only occurs in so far that self has
already been categorised in one or more social identities that include
others at a higher level of abstraction (e.g. ‘New Zealander’, ‘women’,
‘scientist’) [Turner et al., 1987]. Social identities people strongly iden-
tify with are no less self than their personal identities: people have
real emotional attachments and investments in their social identities,
with some even willing to sacrifice their lives for them [Reicher et al.,
2010].

When self perception shifts to a social identity, the perceiver is
depersonalised; perceiving and acting on the basis of a group iden-
tity rather than an individual identity (i.e. personalised). There is a
qualitative discontinuity between depersonalised and personalised
behaviour and perception, with the former serving as the basis of
coordinated collective behaviour and the expectation of instrumental
and emotional support from other members of the identity: the per-
ception of an “us” rather than similar “I”s [Oakes, 2002]. The context
can drive both personal and social identity salience, the perception
of self simultaneously as a group member and as different from in-
group members; with the relative ratio between the abstractions of
self determining the degree of depersonalization [Turner and Ono-
rato, 1999].

3.2.1.3 People strive to evaluate self as positively distinctive from others

An assumption of the perspective is that there exists a psychological
motivation to perceive self as positively distinctive from others: in
other words, there exists a drive to maintain a high self-esteem [Tajfel
and Turner, 1979; Turner et al., 1987]. The previous two claims hold
that the experience of self is tied to the social context, and can be per-
ceived on collective terms (social identity) equally as it is perceived
on individual terms (personal identity). Likewise, self-esteem is tied
to how self is currently perceived, whether that be as an individual
compared with other individuals, or as a social category (e.g. nation-
ality, sports team) compared with other relevant categories. Rather
than there existing one overarching notion of self-esteem for an in-
dividual; it (like identity) is instead held to be multiple and varied,
dependent upon the salient identity of the perceiver and those others
under comparison [Turner and Reynolds, 2002].

When self is perceived through the lens of a social identity, self-
esteem is collective and shared by those who identify with the iden-
tity. When a sports team triumphs over an arch-rival, or a repressed
minority group gains the rights of those in the oppressive majority;
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the shift in group status increases the esteem of all category mem-
bers whether they were directly involved in the events or not. This
‘basking in reflected glory’ of the achievements of others (e.g. a sense
of pride when a national athlete wins at the olympics) is a natural
response from perceiving self and others on collective terms: these
achievements are those of self, it is just that the self in question is
larger than the individual perceiver.

The specific dimensions used to compare self (individual or collec-
tive) with others are determined by the higher order category that
encompasses self and those same others [Turner and Reynolds, 2002;
Oakes, 2002; Turner and Onorato, 1999]: two athletes are compared
with one another based on their similarity to the prototype of the ath-
lete category that they both share. Likewise rugby teams playing a
rugby game are compared on the dimensions of an ideal team on the
field (i.e. higher score, sportsmanship, accuracy).

In response to a low collective self-esteem, the perspective holds
that people may respond in three different ways depending on the
relative stability of the status difference, and the perceived imperme-
ability of group boundaries [Tajfel and Turner, 1979]:

1. social mobility: if the status of the group is low and the bound-
aries between groups appear to be impermeable, individuals
may seek to shift upwards to a higher status group (thereby
dis-identifying with their current group);

2. social creativity: where boundaries are perceived to be rigid low
status groups may seek to differentiate themselves by claiming
superiority on alternative traits (e.g. they may be efficient, but
we are thorough), or changing who they compare themselves
to6;

3. social competition: finally where some status difference is unsta-
ble, a collective may actively compete with an out-group on val-
ued dimensions through competition (or, in the case of a crowd
facing a shared objective or threat, act to overcome it).

6 For the social creativity approach, Tajfel and Turner [1979] lists three ways in which
low status groups can seek to increase group self-esteem:

• by seeking alternate dimensions of comparison on which they can be evaluated
positively and attempt to make those a part of the identity content (e.g. the out-
group might be seen to be more intelligent, so superior athleticism might be
claimed if this is true);

• re-framing traits seen by the out-group as negative into positive ones
(e.g. transforming the perception of ‘geek’ from a negative label to a positive
one);

• by changing the out-groups on which they compare themselves to lower sta-
tus ones, no longer comparing themselves to some previous high status out-
group (e.g. minority groups comparing themselves primarily to other minori-
ties rather than a dominant majority group).
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3.2.1.4 Crowd behaviour and the experiential outcomes of participation are
explained by a shift in self-perception to a shared identity

The perspective holds that the change in social norms, coordinated be-
haviour, and shift in emotionality found in psychological crowd con-
texts such as protests and sports fixtures, result from crowd members
perceiving themselves and others through the lens of a shared social
identity. Most of the time self-perception is somewhere in the mid-
dle of the personalised-depersonalised spectrum, with people per-
ceiving differences between themselves and other individuals (per-
sonalised) at the same time as perceiving those same others along
with themselves as category members (e.g. nationality) in contrast to
members of some other category (depersonalised) [Turner and Ono-
rato, 1999; Turner et al., 1994]. Psychological crowd contexts have the
power to drive self-perception strongly towards the depersonalised
end of the spectrum such that self and others are viewed almost ex-
clusively through the lens of a salient social identity. This is because
they provide a strong contrast between those within and outside of
the crowd; whether this be a shared orientation towards out-group
members (i.e. those perceived to oppose the crowd) or some shared
objective or threat (e.g. natural disaster) [Reicher et al., 1995; Drury
et al., 2010]. Additionally, the sheer size of crowds reduces the fo-
cus on individual crowd members and their personal identities (as
the frame of reference encompasses so many people), increasing the
salience of the existing crowd identity [Reicher et al., 1995].

However, this cognitive shift in perception does not account for
the shift in behaviour alone: before crowd members can engage in
collective action they must first perceive other members as sharing
identity with themselves [Reicher, 2011].

This cannot be taken for granted: it is quite possible to be immersed
in a crowd and perceive it on intergroup terms, yet not perceive mem-
bers as sharing the same social category as self (i.e. not sharing iden-
tity). In studies carried out by Neville and Reicher [2011], participants
reported feeling isolated and alone despite being in a crowd when
they did not identify with other members. This occurred even in cases
where participants entered into the crowd with an expectation of shar-
ing identity, but found the behaviour and values of the crowd did not
align with their conception of the identity.

For others to be perceived as sharing identity, there must be evi-
dence that this is the case: Neville and Reicher [2011] identifies in-
group symbols such as team colours, collective action, shared fate,
and emotion as shared identity signals for the protest and sports
crowds they observed; while Reicher [2008] additionally highlights
the importance of effective leadership in framing protest crowd as
sharing similar grievances. Of central importance here is that once
this awareness has been established, a positive shift in attraction and
sociality towards other crowd members occurs, what the perspective
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terms a ‘relational shift’ in contrast to the cognitive shift of perception
[Reicher, 2011; Neville and Reicher, 2011].

Once this relational shift has taken place, crowd members are ori-
ented towards one another with an expectation of agreement on the
content of the prototype they share as category members [Haslam
et al., 1997, 1999; Reicher, 2008]. As this prototype serves as the yard-
stick for evaluating behaviour and attitudes of self and others in the
context (behaviour and beliefs are compared to those of the ‘ideal
member’ or prototype of the identity in the context7), this has impor-
tant implications on the behaviour of crowd members.

One implication is that the expectation of agreement on norms and
values leads to members influencing each other as to their behaviours,
attitudes, and beliefs [Turner et al., 1987; Haslam et al., 1999]. Part
of the novelty of crowd contexts is the uncertainty around expected
norms of behaviour, and the lack of formal structures of decision
making (e.g. group hierarchical structures, voting processes) [Reicher,
2008]. In such contexts the behaviour and expressed attitudes of other
crowd members seen to be most prototypical (based on how similar
their traits, expressed attitudes, and behaviour is to the emerging pro-
totype) takes on a more dominant role in establishing the normative
content of the crowd identity [Reicher, 2008]. Rather than deliberat-
ing, crowd members engage in action that invites the participation of
others, or express views with an expectation of support. In this way
crowds are able to quickly adapt and reach consensus as the context
changes. This mutual influence provides the basis for unified and col-
lective behaviour, as members come to share an understanding of the
situation and expect emotional and instrumental support.

Another implication of crowd consensus is the power the crowd
gains from expectations of mutual support and coordination (which
then become realised as members act on these expectations) [Reicher,
2011]. The ability of members to express their identity or engage in
activity is limited by their relative power with respect to those outside
of the crowd, or the objective or challenge members collectively face.
On their own, a sense of powerlessness can inhibit the expression
or engagement in action that members feel might invoke a response
from those outside of the crowd, or where they sense their action will
have little impact [Klein et al., 2007]. However the crowd provides
relative anonymity for members to those outside of the crowd, while
also allowing members to coordinate and support each other in the
face of shared threat [Reicher et al., 1995; Klein et al., 2007].

Finally the relational shift also underlies the emotional aspects of
the crowd experience. Neville and Reicher [2011] identifies the ex-

7 The alignment process ensures that the salient properties of a category prototype are
contextually relevant [Gentner and Markman, 1997]. Thus an ideal software engineer
in the context of civil engineers will differ from the ideal in the context of medi-
cal professionals, though context-independent properties (those that have meaning
across contexts) will be present in both contexts.



3.3 summary 61

periential outcomes of recognition (being recognised by others as a
member of the crowd), validation (having held views and beliefs re-
flected back by others), and connectedness (a sense of unity and inti-
macy with others). They also provide evidence that an amplification
of emotion can occur when others are seen to share the same emotion
as self (increasing the sense of validation).

3.2.2 Implications

The design implications of the social identity approach form the ba-
sis of the design model presented in chapter 5. As such, they are
presented separately in chapter 4, where they are formed into 5 de-
sign drivers for the collective experience. These drivers underpin the
features of the design model.

3.2.3 Justification

The social identity approach is the most dominant account of group
behaviour in social psychology [Reicher et al., 2010]; and provides
the strongest account of collective and crowd behaviour of all of the
perspectives discussed, accounting for both the shift in behaviour ob-
served in collectives and its links to enduring ideologies and culture
(where emergent norm theory falls short) [Reicher, 2008, 2011]. Addi-
tionally studies have shown that the group processes of collectives op-
erate in computer mediated communication (CMC) [Lea et al., 2007,
2001; Postmes et al., 2002, 2001, 2000, 1998; Spears et al., 2009, 2002;
Tanis and Postmes, 2007; Reicher et al., 1995], thus providing a foun-
dation for exploring interaction design for virtual crowd experiences.
On this basis I have selected the approach as the foundation for inter-
action design.

3.3 summary

This chapter presented justification for the use of the social iden-
tity approach as the underlying psychological theory for the design
model of chapter 5. Three alternative psychological theories for crowd
behaviour were also presented and critiqued: the deindividuation per-
spective; the individualist perspective; and Emergent Norm Theory.

The next chapter (chapter 4) presents the implications of the social
identity approach for application design.





4
D E S I G N I M P L I C AT I O N S

In chapter 2 I argued that grounding crowd-computer interaction de-
sign in psychological theory provided a way forward by explicitly
identifying both the intended psychological outcomes of the applica-
tions, and the design elements required to drive those outcomes. The
previous chapter (chapter 3) presented justification for the use of the
social identity approach as the underlying psychological theory for
the design model of chapter 5. This was chosen over three alternative
psychological theories for crowd behaviour: the deindividuation per-
spective; the individualist perspective; and Emergent Norm Theory.

This chapter derives design implications from the social identity
approach for virtual crowd interactive application design. The first
section (§4.1) identifies the collective experience as the positive emo-
tion resulting from the increased intimacy between crowd members
as they view one another as sharing identity. The second section (§4.2)
provides a pathway from the social context (the application environ-
ment) to this collective experience. The third section (§4.3) then de-
rives five collective experience drivers (design guidelines) for virtual
crowd application designers: collective contrast, collaborative input, ex-
pression, consensus representation, and direct interaction. These drivers
are used as the basis of the design model presented in chapter 5.

4.1 collective experience

I have claimed that one of the weaknesses of the existing work of the
crowd-computer interaction domain was a lack of clarity on the in-
tended outcomes of collective engagement for participants (see §2.2
for this argument). Although existing work has targeted the experience
of crowd participation, an explicit identification of what this experi-
ence is has not been made. This subsection presents the experience
that applications in this thesis aim to support.

The social identity approach identifies the collective experience as
resulting from the positive shift in social relations that occurs when
crowd members perceive themselves and others as sharing a collective
identity. The components of the experience have been identified by
Neville and Reicher [2011] as:

• Recognition: the need to belong [Baumeister and Leary, 1995]
is a strong motivational force. When others who we respect
accept, recognise, and value our presence and membership to
the shared group, this is experienced positively [Ellemers et al.,
2004]. In a psychological crowd, the recognition and acceptance

63
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by other crowd members whom we identity with is a strong
component of the collective experience [Neville and Reicher,
2011];

• Connectedness: as others are perceived as sharing identity, they
become more approachable and are seen as more attractive (and
they mutually perceive us in the same way); in other words so-
cial barriers fall between crowd members and a sense of inti-
macy forms. This sense of unity and oneness is another strong
component that is often identified with the collective experience
[Neville and Reicher, 2011];

• Validation: as others are seen to share the same perspective as
ourselves, this is experienced in a positive way. The emotions,
behaviours, and expressed attitudes of other members provide
confirmation and validation of our own emotions, behaviours,
and attitudes. Sharing an experience with others perceived to
share identity allows mutual validation of emotions and atti-
tudes resulting from the experience [Neville and Reicher, 2011];

• Empowerment: though not a factor for all psychological crowds,
engaging in collective action against a powerful (or meaningful)
objective or out-group that results in the empowerment of a
collective identity (e.g. achieving the objective, increasing status
in relation to the out-group) results in strong positive emotion
[Drury and Reicher, 2009; Neville and Reicher, 2011].

4.2 collective experience path

Having identified the collective experience, a pathway from the appli-
cation design elements to the experience can be created. The purpose
of this subsection is to present the path from social context towards
the collective experience. By understanding this path, applications
can be designed to engender the positive emotions found in unified
crowds.

Figure 4 presents the path as a series of steps (including feedback
loops) leading from the social context to the experience. All of the
paths can be encapsulated into four core steps: perceiving self on col-
lective terms; perceiving others as sharing identity; being influenced
by (and influencing) others and reaching consensus on norms; and fi-
nally experiencing the shift in social relations (collective experience).

4.2.1 Perceiving Self on Collective Terms

The first and second claims of the social identity approach, outlined
in the claims section (§3.2.1) of chapter 3, are that identity varies
with context and abstraction. Identity is the result of a process of
self-categorization [Turner et al., 1987] where the attributes and be-
havioural standards that we perceive ourselves to have vary depend-
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social context

1

social identity
salience

2

shared identity
salience

3

group behaviour
and emotion

4

relatedness

5

emotional
positivity and

intensity

6

7

8

9

Paths:

1. Self-categorisation into a
social identity.

2. Evidence that others
share identity with self.

3. Expectation of agreement
and support, mutual
influence.

4. Recognition by others,
validation of shared
perspective, lowering of
social barriers.

5. Collective experience:
the experience of
relatedness (validation,
recognition, and
connectedness).

6. The emotion of the
collective experience is
itself shared collectively.

7. Group behaviour and
emotion providing
evidence that others
share identity.

8. Participation and shared
emotion providing
evidence that self belongs
to the identity.

9. Group behaviour
changing the status of the
group and relationships
to other groups.

Figure 4: The causal pathway from the social context to the collective expe-
rience and emotional outcomes. Evidence for the pathway is pro-
vided by Neville and Reicher [2011] (paths 1-7); Klein et al. [2007]
(paths 1, 3, 8, 9); Haslam et al. [1999] (path 3); Turner et al. [1987]
(paths 1, 3); Reicher [2008] (paths 1, 3, 9).
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ing on who we are comparing ourselves to and the environment in
which this comparison takes place. Self-categorization is a necessary
part of social cognition, allowing self to be related to the social con-
text in a way that is meaningful to the perceiver [Oakes, 2002], and
forms the basis of all social interaction and perception [Turner and
Onorato, 1999].

The social identity approach claims that when the social context
makes a group level distinction of self meaningful, when it is mean-
ingful to perceive ourselves on more abstract terms (e.g. as a New
Zealander in contrast to Norwegians), identity becomes collective
(path 1) and we perceive ourselves and others through the lens of
a social identity [Turner and Onorato, 1999].

The approach identifies two components of self-categorization that
determine identity in a given context: perceiver readiness, the relative
prominence (centrality) of a particular self-category in the mind of the
perceiver based on past experience, current motivations, and values;
and fit, how strongly that self-category contrasts between others and
self in the context [Turner et al., 1994; Oakes, 2002]. Fit can be further
divided into two primary components: comparative fit and normative
fit [Turner et al., 1987]; as well an additional emotional fit component
[Livingstone et al., 2011]. The four components are expanded upon
below:

• Perceiver Readiness: perception is guided by both the social
stimuli (people and their relationship to the immediate envi-
ronment) under consideration as well as the theories and back-
ground knowledge the perceiver has active during categorisa-
tion [Medin et al., 1993; Gentner and Markman, 1997; Barsalou,
1987]. This last factor is what the social identity approach refers
to as perceiver readiness [Turner et al., 1994; Oakes, 2002]. Self-
categories that are often activated due to their importance to the
perceiver (i.e. their attachment to the identity), those that have
been recently used, or those activated by a theory of the context
(e.g. sports stadium activating team identity) are more likely
to feature in the categorisation process, and hence become acti-
vated or salient as self-categories [Turner and Onorato, 1999].

• Comparative Fit: the perceived strength of the match between
social stimuli and any candidate social category depends on
how well the category contrasts those within the category against
the stimuli (other people or environment) outside of the cat-
egory [Turner et al., 1987; Turner and Onorato, 1999]. When
the perceived differences between items considered within the
category (intra-category) are smaller than the differences be-
tween those same items and those outside of the category (inter-
category), that category is more likely to become activated.
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• Normative Fit: equally important as a strong category contrast
(comparative fit) is that the content of the contrast matches the
content of the category. In other words, that the direction of the
contrast matches that expected by the category [Oakes, 2002].
The social identity approach refers to this component as the
normative fit of a social category [Turner et al., 1987]. For exam-
ple, the perception that a crowd is made up of heavy metal fans
will quickly change if they are seen to be singing and swaying
along to a performance by a teen pop group.

• Emotional Fit: Livingstone et al. [2011] proposes emotional fit
as a further form of fit that extends both the comparative and
normative forms. When others are perceived to share emotion
along with the perceiver in line with a categorical distinction
(comparative fit) and the content of that distinction (normative
fit), the activation of that self-category is increased further still
as emotion is especially effective at both communicating shared
perspective and the possibility of collective action [Livingstone
et al., 2011].

Perceiving self and others through the lens of a social identity
causes attributes that are relevant to the contrast to become promi-
nent, while others fade [Oakes, 2002]. This results in the perception of
out-group and in-group homogeneity, where members are perceived
interchangeably. This is especially the case for the perception of out-
group members, as a focus on them also maintains the intergroup
contrast (the contrast of the category).

In-group members can be perceived with less homogeneity than
out-groups, as to focus on them reduces the focus on the inter-group
contrast [Turner and Onorato, 1999]. This can result in a category
search for how in-group members differ from each other, decreasing
the salience of the group identity to a degree (as attention switches
back and forth between in-group members and the greater context).
Thus maintaining focus on the contrast between groups (or the shared
objective), and reducing cues to alternative identities is important for
keeping a more inclusive social identity salient.

4.2.1.1 Implications for design

• Narrative and Framing: applications should present participants
with a narrative that establishes the relevance of a collective
identity. By establishing the applicability of a collective iden-
tity (e.g. addressing participants as members of a collective, in-
troducing interaction that requires collaboration, addressing a
shared threat or objective); participants are given a guiding the-
ory as to the interpretation of the social context, and also have
the identity made more available due to temporal proximity to
the context (targeting the recency bias);
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• Identity Presentation: the way the participant and others are
presented should reduce cues to alternative identities (e.g. per-
sonal identity cues such as images of the person; alternative
social identities such as gender and nationality) and increase
cues to the intended identity of the application (e.g. participant
representations having a shared colour);

• Interaction Content: the interaction that applications drive should
align with the content of established collective identity; the in-
teraction should drive the contrast between the collective iden-
tity and the threat or out-group that is presented in opposition
to it;

• Emotion Visibility: participants should be able to communicate
emotion in the application and see the emotion of others.

4.2.2 Perceiving Others as Sharing Identity

Perceiving self through the lens of a social identity does not imply
that others that also share the identity are perceived in the context
[Reicher, 2011; Neville and Reicher, 2011]. It is possible to be the lone
member of a more abstract self-category (e.g. nationality, sports team
fan, even abstracted to the level of human) in contrast to a group of
people who have been categorised into a different category (e.g. fac-
ing a crowd of protestors as a lone politician on the steps of parlia-
ment); or in the face of a threat that is collective in scope (e.g. hearing
about an attack on the nation on television). It is also possible that the
actions of others who were presumed to share identity do not match
held expectations, causing a distancing from the group or crowd de-
spite still sharing a common threat or out-group.

Perceiving others as sharing identity (path 2) requires evidence of
their membership. Neville and Reicher [2011] identifies the use of
in-group symbols (e.g. sports team colours at a game, common ex-
pressions associated with identity), shared emotion, and unified ac-
tivity as some of the possible mechanisms for providing this evidence.
Acting in unison (e.g. singing, chanting, marching in time) has been
shown to increase the perception of shared identity [Wiltermuth and
Heath, 2009; Marsh et al., 2009].

Contexts where others are perceived to share fate or an objective
with self (i.e. we rise or fall together) also drive the perception of
shared identity [Turner et al., 1987]. In studies carried out on how
crowds respond to natural disasters, Drury et al. [2010] discovered
that far from individualistic activity or panic taking place, crowd
members perceived themselves as sharing identity in contrast to the
shared threat; and acted to support one another, in some cases risking
their lives for complete strangers. Drury et al. conclude that crowd
members’ awareness of their “common relationship to an antagonis-
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tic other” [pp. 489] created a shared identity that transformed how
participants perceived one another.

4.2.2.1 Implications for design

• Collaborative Interaction: interaction should be designed to en-
courage and facilitate cooperation and unified action; partici-
pants should feel they are engaging together in the interaction
the application requires rather than as individuals;

• Shared Fate: the application should present participants as shar-
ing fate (e.g. using a collective score rather than individual
scores);

• Identity Presentation (repeated from ‘Perceiving Self on Col-
lective Terms’): others should be represented in such a way that
they are associated with in-group symbols (e.g. symbol beside
name) or expressions that they engage in; or are represented as
sharing proximity to one another (e.g. actions and expressions
go to the same place on the screen in contrast to another group);

• Emotion Visibility (repeated from ‘Perceiving Self on Collec-
tive Terms’): the emotional expressions of participants should
be visible to others so that they can be appraised in line with
the collective identity.

4.2.3 Mutual Influence and Consensus

Once crowd members perceive each other as sharing identity, they ex-
pect to agree with one another on attitudes, emotional response, and
action relevant to the identity; and are mutually influenced towards
consensus (path 3) [Haslam et al., 1999]. Social attraction between
group members increases as members are seen as more similar to
self, and thus are more willing to interact and engage with one an-
other [Turner et al., 1987; Reicher, 2011]. This sensitises members to
the actions, expressions, and emotions of other members (especially
those perceived as most similar to the category prototype); leading
to social influence between them [Reicher, 2008]. Group members ac-
tively work towards establishing a situational consensus on norms
and appropriate action, and so engage in unified collective activity.

Crowds represent somewhat of a unique case in comparison to
other group configurations as they do not have formal methods of
decision making and deliberation; instead crowd members reach con-
sensus in a more inductive way, with crowd norms inferred from the
actions and expressed attitudes of others [Reicher, 2008].

Klein et al. [2007] identifies three different forms of communication
that crowd members engage to establish their own position in the
crowd, create a sense of solidarity, and finally to mobilise the crowd
to action:
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• Membership Consolidation: initially crowd members may feel
uncertain about their place in the crowd. In order to gain accep-
tance from others, participants may express attitudes and per-
form actions to present themselves as prototypical to the crowd
identity;

• Identity Consolidation: in the same way as securing their mem-
bership, crowd members can also act to secure the standing of
the crowd as a whole against the shared threat or out-group.
Communication that acts to bolster the self-esteem of the crowd
provides the foundation for engaging in collective action;

• Identity Mobilisation: finally crowd members also engage in
communication with the intention of mobilising the crowd to
action, whether this be through actions (calling for emulation)
or expression (e.g. “we should do X!”).

Another important form of communication is emotional expression:
as crowd members appraise events through the lens of their shared
identity, they also become more unified in their emotional responses.
Apart from increasing the fit of the shared identity (thereby increas-
ing the salience of the identity for members); sharing emotional ex-
pression also allows members to coordinate in their shared perspec-
tive more easily as emotions communicate intention and relation to
events with greater clarity [Livingstone et al., 2011].

The effects of crowd members’ mutual influence and engagement
in shared expression and action flow back onto earlier parts of the
pathway.

As crowd action and expression becomes more unified, members
confirm their shared identity with one another (path 7). The unified
action also increases comparative fit as members appear more similar
when engaging in unified action and expression, further increasing
the salience of the social identity.

Crowd contexts also serve to bolster commitment to the shared
identity for those who do not strongly identify: members support one
another in action and expression, which can act to increase commit-
ment for members who did not perceive themselves as prototypical
members [van Zomeren and Spears, 2011]. Participation in the activ-
ity also provides evidence that self is a member of the shared identity
(path 8), further strengthening the salience of the identity.

Finally, crowd action against shared objectives or out-groups can
shift the social context itself by changing the relative standing, power,
and self-esteem of the crowd (path 9) [Reicher, 2008, 2011; Drury and
Reicher, 2009].

4.2.3.1 Implications for design

• Intention Visibility: as participants engage in interaction, their
intentions should be apparent from the effects of their actions.
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Other participants should be able to comprehend and then co-
operate with the actions of others;

• Expression: the application should support participant expres-
sion in some form, whether that be via text or other symbolic
communication. Participants should be able to express senti-
ments that reflect group norms (e.g. allowing the expression of
‘in-jokes’ or slogans associated with the identity), act to increase
the self-esteem of the crowd, or attempt to mobilise the crowd;

• Aggregation and Common Ground: participants should have
access to a shared representation representing the crowd’s con-
sensus on action, emotion, and expression. The most normative
content (i.e. those most endorsed) should be made readily ap-
parent to members of the crowd. This implies that some form
of aggregation can take place on both the effects of actions and
expression that still communicates intention;

• Accountability and Member Visibility: members should be
both accountable and visible to other members of the crowd
(though not necessarily all members) so as to increase social
influence between members;

• Participation: the application should encourage on-going mem-
ber participation and engagement so as to increase commitment
to the identity. The interaction should support and encourage
large scale interaction (e.g. by increasing the effectiveness of
some collective action based on the numbers involved).

4.2.4 Relatedness and the Collective Experience

The orientation of crowd members towards unified action and expres-
sion provides the foundation for the shift in social relations between
crowd members that underlies the collective experience. This drives
the components of the collective experience identified earlier (path 4)
[Neville and Reicher, 2011]:

• Connectedness: as members perceive one another to share iden-
tity and engage in collective action or expression, social attrac-
tion increases and social barriers fall [Turner et al., 1987; Reicher,
2011; Ellemers et al., 2004]. This drives a sense of unity and con-
nectedness between members.

• Recognition: the support members provide one another in en-
gaging in collective action and expression [van Zomeren and
Spears, 2011; Reicher, 2011] also serves to recognise and accept
the presence of those they participate with.

• Validation: as members engage in unified collective expression
and action, they also confirm for one another the validity of
their shared perspective. This includes the experience and the
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emotions of the crowd context itself, with members confirming
for one another the validity of their emotional reactions.

The experience of the shift in social relations (relatedness) results
in positive emotions (path 5) [Neville and Reicher, 2011]. As these
emotions are shared amongst members, they themselves contribute
towards the homogeneity of the collective (increasing fit). Addition-
ally the appraisal that others are enjoying the collective experience
can itself serve as a source of validation for the perceiver’s experi-
ence, further increasing the emotions of the collective [Neville and
Reicher, 2011].

4.2.4.1 Implications for design

• Direct Visibility: participants should be represented more di-
rectly for at least a subset of the crowd, allowing members to
see each other’s actions and expressions. In this way members
can see when others support their actions, or act to support oth-
ers in attempting to establish a new collective action (i.e. mutu-
ally support actions before they reach critical mass and become
collectively visible);

• Endorsement Visibility: participants should be able to endorse
or support the input of others either by repeating expressions
or actions, or throwing their weight behind an existing input
(i.e. similar to the ‘like’ or ‘share’ semantic found on existing
social network applications). It should be clear to the participant
who submitted (or resubmitted) the input when others have
endorsed it;

• Emotion Expression (repeated from ‘Perceiving Self on Collec-
tive Terms’): participants should be able to express joy or hap-
piness about the experience of the social nature of the crowd.

4.3 collective experience drivers

The implications of the experience pathway are summarised in table
1. The purpose of this section is to merge these implications into a set
of collective experience drivers that can be used for informing design.

Implication Paths

Narrative and Framing 1

Identity Presentation 1, 2

Interaction Content 1

Emotion Visibility 1, 2, 3, 6
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Collaborative Interaction 2

Shared Fate 2

Intention Visibility 3, 9

Expression 3, 7, 9

Aggregation and Common Ground 3, 7

Accountability and Member Visibility 3

Participation 3, 8, 9

Direct Visibility 4

Endorsement Visibility 4

Table 1: Summary of implications from the experience pathway (§4.2), map-
ping implications to the paths on figure 4. Path 5 does not feature as
it is the emotional appraisal of the shift in relatedness, which occurs
internally to the perceiver.

From the 13 design implications, 5 design drivers have been de-
rived: collective contrast; collaborative input; expression; consensus repre-
sentation; and direct interaction. The links between the drivers and the
design implications are presented in table 2. Each design driver is
presented in turn.

4.3.1 Collective Contrast

The collective contrast driver incorporates the following design impli-
cations:

• Narrative and Framing;
• Identity Presentation;
• Interaction Content; and
• Shared Fate.

It motivates an application design where the focus of all activity
in the application is a contrast between two (or more) competing col-
lective identities (e.g. a competing sports team; a shared collective
objective or threat; a competing sub-crowd). By keeping the collec-
tive contrast relevant to all activity in the application, the differences
between those sharing a collective identity (e.g. supporting the same
sports team) are minimised in contrast to those with an opposing
identity [Oakes, 2002].

Applications should support this contrast by: making the contrast
meaningful to the social context (i.e. motivating the contrast); pre-
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Narrative and Framing  

Identity Presentation  

Interaction Content  

Shared Fate  

Collaborative Interaction  

Participation  

Expression  

Intention Visibility  

Aggregation and Common Ground  

Emotion Visibility    

Accountability and Member Visibility  

Direct Visibility  

Endorsement Visibility  

Table 2: Collective Drivers

senting participants within the application in line with their collec-
tive identity (e.g. appearance); ensuring that the interaction reflects
the relationship between competing collective identities; and ensur-
ing participants who share a collective identity feel a sense of shared
fate. These are addressed as follows:

• the application should establish collective contrast by making
the intended collective identities relevant to the context. This
could be as simple as dividing participants into opposing teams
and providing an objective that puts them in opposition (team A
versus team B in some activity); or building on a live event that
already features existing collective identities (e.g. a spectator
application for use during a sports fixture). The narrative of the
application should be such that perceiving through the lens of
the intended collective identity provides the most meaningful
interpretation of the social context.



4.3 collective experience drivers 75

• the application should present participants within the applica-
tion in line with the dimensions/properties relevant to the col-
lective identities, hiding those not relevant. This includes hiding
cues to individual identity including profile pictures and names.
The presentation of others within the application should fall in
line with the intended contrast: this might involve cues such
as team colours, or other signals to the team/sub-crowd they
belong to. In the case of applications that pit the entire partici-
pant pool against a shared objective, participants should be por-
trayed the same way. The interaction space of the application
should always feature those of competing identities (or some
representation of the objective) to ensure the collective contrast
is perceptually relevant.

• the interaction within the application (i.e. the actions partici-
pants perform) should always be in line with the collective con-
trast, and the norms of the participants’ collective identity. The
interaction should reflect the relationship between competing
identities.

• participants sharing the same collective identity should share
fate within the application: the outcomes for participants within
the application (e.g. scores) should be shared by all those with
the same identity, rather than being individual. Participants should
feel they are interacting to increase the status of their collective
identity.

4.3.2 Collaborative Input

The collaborative input driver incorporates the following design im-
plications:

• Collaborative Interaction; and
• Participation.

It motivates an interaction style where participants must engage
together to drive outcomes within the application. To have agency1

within the system, participants must pool their efforts and act in uni-
son: individual participants should have limited agency within the
application. Outcomes within the application should require mass
participation that is unified in its action. When participants interact
with the system, they should perceive their actions as part of a greater
interaction performed by the crowd.

4.3.3 Expression

The expression driver incorporates the following design implications:

1 To be able to act within the environment.
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• Expression; and
• Emotion Visibility.

It motivates the support of emotion and sentiment expression within
the application. Participants should be able to communicate support
for their collective identity; norms (values, in-jokes, sentiment) asso-
ciated with their identity; encourage others to act; and express their
emotional reactions to events occurring within the application.

4.3.4 Consensus Representation

The consensus representation driver incorporates the following de-
sign implications:

• Intention Visibility;
• Aggregation and Common Ground; and
• Emotion Visibility.

It motivates an interaction space where the most popular actions
and emotions of each collective identity present within the applica-
tion are represented. This representation should be focal to all inter-
action with the application, always visible to participants. The rep-
resentation should communicate the intention along with the effects
of the top actions: participants should be able to join in any collec-
tive action by first grounding themselves with the crowd using this
representation.

In line with the collaborative input driver, the consensus represen-
tation should drive participants to perform actions in unison by only
representing actions and emotion that have gained a threshold level
of support within the crowd.

4.3.5 Direct Interaction

The direction interaction driver incorporates the following design im-
plications:

• Emotion Visibility;
• Accountability and Member Visibility;
• Direct Visibility; and
• Endorsement Visibility.

It motivates an interaction space where participants are able to
interact directly with a small subset of the crowd in the context of
the larger crowd activity. To facilitate action coordination between di-
rectly connected participants, the application should represent their
action performances.
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Action performances are distinguished from action effects: perfor-
mances are a representation of the action that is linked to the ac-
tor (e.g. seeing someone pulling their hands back and throw a ball);
while action effects are the resulting effects of that action on the state
(e.g. ball flying through the air). This is similar to the distinction made
between manipulations and effects by Reeves et al. [2005]; where ma-
nipulations are the visible actions on input devices and flourishes not
related to input, and effects are the resultant output of input to the
system.

As the agency of each participant is limited, the action effects of
their individual actions may only be negligible, or perhaps not per-
ceivable in the consensus representation. Direct interaction, however,
ensures that the action performances of participants are always visi-
ble to some crowd members.

4.4 summary

This chapter presented the crowd application design implications of
the social identity approach, the psychological theory selected to un-
derpin the design model of chapter 5.

The collective experience was identified as the positive emotion ex-
perienced from the positive shift in social relations and intimacy that
occurs when crowd members see themselves and others as sharing
identity. The emotion results from the recognition and acceptance of
ourselves as legitimate crowd members by other members; a sense of
being connected in such an intimate way to so many others; valida-
tion of a shared perspective of the world; and sometimes empower-
ment when the crowd is able to positively increase the status of the
identity (e.g. overcome an objective).

The pathway from the social context to the collective experience
was presented in §4.2. Participants must first be motivated to perceive
themselves and others through the lens of a collective identity. Second
participants must perceive others as sharing identity with them (rather
than belonging to another collective identity). Third participants must
be able to communicate and interact with others sharing identity so
as to reach consensus on the sentiments, values, and behaviours of
the crowd; as well as to establish their place in the crowd (signal to
others their membership and receive recognition).

The 13 design implications that were derived from the pathway
were transformed into 5 collective experience drivers: collective con-
trast, collaborative input, expression, consensus representation, and direct
interaction. These drivers are used as the basis of the design model
presented in the next chapter (chapter 5).





5
D E S I G N M O D E L

The start of chapter 2 introduced the objective of this early part of the
thesis:

RO1. Construct a design model for collective interaction
in a distributed interactive application.

This chapter presents the culmination of this first objective.
The previous three chapters: the crowd-computer interaction back-

ground chapter (chapter 2), the crowd psychology background chap-
ter (chapter 3), and the design implications chapter (chapter 4); have
motivated and informed the design model.

The crowd-computer interaction chapter (chapter 2) presented the
background on the crowd-computer interaction domain, a body of
work that has sought to engage crowds in interaction together. Through
a taxonomy of the work in this area (§2.1), a research gap into virtual
crowd interaction was identified; interactive applications where a vir-
tual crowd interacts as a unified whole in their interaction with the
application.

Following this taxonomy, an argument was made (§2.2) for the cre-
ation of a design model informed by existing crowd psychological
theory. The related work has had a lack of clarity on the intended out-
comes of crowd interactive applications. Without this understanding,
it is difficult to identify the design elements of existing applications
that drive the crowd experience.

This is especially the case for computer mediated environments
as the social context present for a physical crowd cannot be taken
for granted: although existing crowd experiences for physical crowds
[Carpenter, 1993; Maynes-Aminzade et al., 2002] have been successful
in supporting crowd interaction, they have built on existing crowd for-
mations; this context must be created from scratch for virtual crowd
interactive applications.

I have made the argument (§2.2) that grounding design in existing
crowd psychological theory provides a way forward by both explicitly
identifying the collective experience, and then the design elements
required to drive the experience.

In the crowd psychology background chapter (chapter 3) the justi-
fication for the selection of the social identity approach as the under-
lying psychological theory was made.

Finally the design implications chapter (chapter 4) derived impli-
cations from this theory, resulting in 5 collective experience drivers:
collective contrast, collaborative input, expression, consensus representation,
and direct interaction.

79
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This chapter proposes a design model grounded in the five identi-
fied drivers. §5.1 presents two application concepts that will serve as
exemplar applications for the remainder of the thesis. §5.2 presents
the application model for virtual crowd interactive applications. Fi-
nally system requirements are presented in §5.3 that inform the sys-
tem architecture presented in the second half of this thesis.

5.1 application concepts

Before presenting the application model (§5.2), two application con-
cepts that serve as exemplars for the remainder of this thesis are pre-
sented: CrowdALOUD! and HiveBall. The concepts have been devel-
oped from the application model1, and target different use cases.

CrowdALOUD! (§5.1.1) is a crowd chat application designed for
use during live events. It aims to support the collective expression of
emotion and sentiment as events unfold.

HiveBall (§5.1.2) is a virtual variation of the crowd pong game of
Carpenter [1993] and Maynes-Aminzade et al. [2002]. It requires the
crowd to react and coordinate together to prevent the ball slipping
past their barrier, and then bounce it past the computer controlled
opponent.

Each application concept is presented in turn.

5.1.1 CrowdALOUD!

The design motif of CrowdALOUD! is that of a stadium or protest
chant: focussing on collective presence; and shared emotion and sen-
timent expression. When used as a standalone application, the inten-
tion is that it be used as a spectator application during live events
that feature existing crowd identities. Sports fixtures and political de-
bates are prime examples of social contexts where there is already a
strong sense of collective identity. In this configuration it operates in a
similar vein to the crowd chat application ROAR [Harry, 2012]. Crow-
dALOUD! additionally serves as an exemplar for how crowd chat can
be supported within other virtual crowd interactive applications.

Often when watching or participating in live events that are collec-
tive in scale, we want people around who share the same passion and
perspective. As discussed in the crowd psychology background chap-
ter (see §3.2.1.4), one of the reasons we enjoy the company of people
who share the same crowd identity with us is that we are able to be
more certain about how we should react as members of a given iden-
tity (should we be angry about that referee decision?) [Neville and
Reicher, 2011], and be more engaged emotionally as the emotion of
the crowd amplifies our own and increases our sense of connection
to the crowd [Livingstone et al., 2011].

1 By the author.
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Chanting as a crowd is something that we intuitively understand
as a collective output; it is through the combination and synchrony
of our individual voices that something far greater and more passion-
ate is created. The co-ordination of our actions increases our connec-
tion to the crowd as the joint action is appropriate for the context
(i.e. chanting about the game) and highlights our identity in relation
to opposing identities.
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another stop 
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1354

incredible catch
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34, 520

must be a yellow by now
happyfish

2479
go ABs!

Figure 5: The main interaction space of CrowdALOUD!

The CrowdALOUD! application concept supports a social environ-
ment that drives participants to collaborate on unified expression.
Each participant is able to submit a small phrase of text (up to 140
characters), or a symbol (e.g. emoticon); that represents their current
sentiment on the live event. Each individual phrase has a short lifes-
pan, diminishing over the span of a few seconds.

The central interaction space of the application is the phrase cloud
(figure 5): a visualisation of the top phrases (up to 25) that have re-
ceived enough momentary support to become visible on the canvas
(e.g. greater than 10% support of the crowd). The intensity (size) of
each phrase on the canvas is proportional to the momentary support
it has from the crowd.

The support is represented by a score associated with each phrase.
For phrases submitted by individual participants, this score varies
based on the time since the phrase was submitted: in other words it
reflects the recency of the phrase. An example score function is shown
in figure 6. With this particular function the score of each submitted
phrase gradually diminishes over the period of 10 seconds.

When phrases are aggregated to produce the shared visualisation,
their scores are combined to determine the final score for each phrase.
The top phrases are then those with the highest scores, with the in-
tensity proportional to the summed score.

In addition to showing the top phrases, the phrase cloud also shows
the phrases of individuals directly connected to the participant (see
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Figure 6: An example score function for individual phrases in Crow-
dALOUD!

the phrase ‘incredible catch’ by user ‘psy452’ in figure 5). Each partic-
ipant is randomly connected to a small subset of the crowd (up to 25
users); and can see their actions directly regardless of whether they
have enough support to show on the crowd visualisation.

Participants have two main interactions with the application. The
first is new phrase submission (via a text box not shown). The second
is to vote on an existing phrase: this can be achieved by clicking/-
touching one of the visible phrases on the visualisation. As partici-
pants always see the direct input of a subset of the crowd, they can
work together to make new phrases build up to the crowd level by re-
peatedly voting up a phrase. The effect of voting is the same as a new
input phrase submission, with the timer on the participant’s phrase
reset. Likewise once a phrase has collective support, participants can
keep it active by continuously voting it up.

CrowdALOUD! drives collective expression by limiting the indi-
vidual voices of participants. To have any meaningful impact on the
visualisation, the crowd has to reach consensus on phrases and then
actively vote them up in unison.

5.1.2 HiveBall

The HiveBall application concept is a virtual variant of the ‘crowd
pong’ games of Maynes-Aminzade et al. [2002] and Carpenter [1993].
In those games, a physical crowd (audience) had to lean in unison
or rotate an input device2 to collectively control a pong (table tennis)

2 The crowd pong game of Carpenter [1993] used coloured wands: red on one side,
green on the other. A camera at the front of the audience read the colour off the
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paddle against a computer opponent. To determine the position of the
paddle, the inputs of each crowd member were averaged together.

so close!
937

hahaha!
1104 bounce 

them down
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20 levels to go
psy45223, 489

we suck so much lol
happyfish

2479

UP!

2 - 9

Level 42

Figure 7: The main interaction space of HiveBall. The white glow indicates
regions where the paddle bar is impassible to the ball(s).

HiveBall takes a different approach to these variants: rather than
simply taking the average position of each crowd member’s paddle;
it requires the crowd to overlay their individual paddles on top of one
another to prevent the game balls passing through. Participants inter-
act over a ‘paddle bar’ that covers the full range of possible paddle
positions (figure 7). The bar is divided up into 256 segments, with
each individual paddle spanning 8 segments. Each segment tracks
the number of paddles that overlay it; if the number is greater than
60% of the crowd, the segment becomes impassable to the balls.

The crowd must coordinate to overlay their paddles in response to
the balls heading towards the paddle bar. If a ball passes through,
the score of the opponent increases (and vice versa). Once the crowd
reaches a score of 10, they move to the next level which increases
the difficulty in some way (increasing the number of balls on screen;
making the artificial intelligence harder, increasing the ball speed).

Participants can see visually where consensus is being reached on
the paddle bar: each segment lights up (increases in colour intensity
and glow) based on number of paddles that overlay it. As each indi-

wand (of the side facing the camera) of each individual crowd member to determine
their input.
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vidual paddle has a minimal effect on the paddle bar, participants are
quickly able to see where the crowd is focussing its attention.

Like CrowdALOUD!, HiveBall has participants directly connected
to a subset of the crowd. Crowd members can see the individual pad-
dle positions of those they are connected to (see the user names on
the left of figure 7), and coordinate with them to start a new crowd
concentration on the paddle bar.

HiveBall incorporates the phrase cloud of CrowdALOUD! to sup-
port expression within the application. The functionality of the phrase
cloud is identical to that of CrowdALOUD! (the input text box is not
shown on the interface).

HiveBall serves as an exemplar for a faster paced virtual crowd
application, requiring the quick coordination of crowd members.

5.2 application model

This section presents the application model for virtual crowd interac-
tive applications that has been derived from the five collective drivers
(§4.3). The intention of the model is to serve as a foundation for ap-
plication designers by providing key application primitives designed
to drive the collective experience (§4.1).

Five application primitives have been derived from the collective
experience drivers: shared state (§5.2.2), collective input(s) (§5.2.3), ef-
fects (§5.2.4), neighbour network (§5.2.5), and social input(s) (§5.2.6). An
overview of the application model is presented in §5.2.1; before each
primitive and their justification is presented in more detail in their
own respective subsections. The application concepts presented in
§5.1 will be used to illustrate each of the primitives.

5.2.1 Overview

In this subsection an overview of the application primitives of the
model is provided; before each one is presented in more detail in
their own subsections. Figure 8 provides an overview of the primi-
tives within the application model.

The main interaction space of the applications derived from the
model is the shared state: a view of the application state that all par-
ticipants share. In most distributed interactive applications, each par-
ticipant has their own individual view of the application state. For
example, in massively multiplayer online games such as World of
Warcraft [Blizzard Entertainment, 2010]; each user controls their own
individual player character and has their own individual perspective
on the shared virtual world. In contrast the applications of this model
treat all participants of the crowd as a single aggregate user. Rather
than interacting as collaborative individuals, participants are driven
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Figure 8: An overview of the main components of the application model.
The application logic components are implemented by the devel-
opers of specific applications deriving from the model (e.g. Crow-
dALOUD!).

to interact as a unified crowd. The shared state serves to ground this
crowd interaction by ensuring all participants are on the same page.

The second primitive: collective input(s); completes the collective in-
teraction part of the model, driving participants to interact as a single
crowd aggregate. A collective input represents what would otherwise
be a single user input: for example the control of a player character,
or the current message in a chat window. Each collective input aggre-
gates the individual inputs of each participant into a final collective
level value that the application logic treats as the crowd’s input. This
aggregate value represents the top individual input values chosen by
participants.
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The third primitive: effects; serve to allow participant actions to have
a continued impact on the shared state over (a defined period of) time.
The shared state and collective input primitives all drive a crowd level
interaction: inputs are aggregated into a crowd level representation
that is then used to manipulate the shared state. Equally important
though is the direct interaction between participants as they engage
as crowd members: seeing other crowd members performing actions
towards the collective effort, and supporting (or receiving support)
for collective actions from others; is fundamental to the collective ex-
perience (see §5.2.4).

To facilitate this, there must be some representation at an individ-
ual level for participant actions. When participants perform actions
in the application, effects are generated in response that store: infor-
mation on the performing participant, the time at which the action
occurred, and the collective input they are associated with. An ac-
tion might generate one or more effects targeting different collective
inputs, though each input may only have one active effect per partici-
pant. Each time the shared state is refreshed (discussed later in §5.2.2);
the collective inputs query the effects for an input value by passing
the current time to a function associated with each effect. Thus the
collective input value always reflects the current state of participant
actions: if a participant performs a new action, their effect and the
shared state will be immediately updated to reflect the new value (on
the next state refresh).

The fourth primitive: neighbour network; completes the direct inter-
action part of the model. Each participant in the application is directly
connected to n other participants (where n is specific to the applica-
tion)3, with each neighbour having at least one participant not in com-
mon (when the maximum number of connections has been reached).
This forms a network that connects all participants to one another
(the specific network topology is dependent on the application). The
effects of neighbours are represented directly in the interface of each
client, overlaid on (or incorporated into) the shared state.

Finally the fifth primitive: social input; uses the aforementioned
primitives to support expression of emotion and sentiment. This prim-
itive requires that one or more collective inputs should support social
expression, with a collective representation of emotion and sentiment
present on the shared state. How this is achieved is left to the ap-
plication developer, though the CrowdALOUD! application concept
(§5.1.1) provides one conception of this.

3 The maximum number of neighbours for any one participant needs to take into ac-
count the interaction style of a given application. For example, the canvas of Crow-
dALOUD! could become overwhelmed with the direct phrases of neighbours if n

was in the hundreds. To determine the appropriate bounds for the number of neigh-
bours, further exploration (e.g. usability studies) would be needed for a specific
application.
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The next sections will cover each application primitive in more de-
tail. Table 3 provides an overview of the relationship between the
collective experience drivers and the application primitives. The next
sections will explore the links in more detail.

Sh
ar

ed
St

at
e

C
ol

le
ct

iv
e

In
pu

t

Ef
fe

ct
s

N
ei

gh
bo

ur
N

et
w

or
k

So
ci

al
In

pu
t

Collective Contrast   

Collaborative Input   

Expression  

Consensus Representation   

Direct Interaction   

Table 3: Relationship between the Collective Experience Drivers and the Ap-
plication Primitives of the Design Model.

5.2.2 Shared State

Fundamental to communication is the process of grounding; the es-
tablishment of common ground or shared knowledge [Clark and
Brennan, 1991]. As presented in the overview, the shared state ap-
plication primitive serves as the common ground for all activity in
the application. It provides a shared object of focus that participants
must coordinate over (e.g. the control of a shared player, or the ma-
nipulation of a shared canvas in a collective drawing application).
All participants share the same perspective of the application state,
and perform all actions with reference to this shared state. It works
in tandem with the collective input(s) primitive (§5.2.3) to drive the
perception of shared fate and interdependence.

The shared state varies with both input and time. Like other inter-
active applications, the state is updated at a fixed frequency to allow
changes in response to time. The refresh rate of the shared state is
referred to as the tick rate in the remainder of this thesis. Each tick
represents a slice of time within the simulation. During each tick the
collective inputs generate their final aggregate value for the given
time. These values are then used to generate the next shared state.
This keeps the shared state responsive such that it always reflects the
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current intentions of the crowd. Additionally it facilitates unified ac-
tion: acting in unison (or in synchrony) has been shown to increase
the perception of shared identity [Wiltermuth and Heath, 2009; Marsh
et al., 2009], thus further driving the perception of shared identity.

The purpose of the shared state is threefold: the first is to present
and maintain the perception of shared fate for participants, a cogni-
tive starting point for shared identity salience; second to drive crowd
consensus; and third to rapidly communicate the crowd emotional
state (through the representation of the social input primitive).

The perception of shared fate is created by treating the crowd as a
single entity. All participants (of the same crowd identity) share the
same outcomes and are represented as a single entity within the ap-
plication. All interaction within the application is always in reference
to the collective outcomes represented in the shared state.

To drive crowd consensus, the shared state rewards collective input
values (discussed in §5.2.3) that have a high degree of agreement: as
the input of the crowd converges, the effects of their input increases.
Consensus is represented on the shared state by presenting the collec-
tive input values as a part of the output. In this way participants are
able to see what the crowd generated as an input for each variable,
and then see the impact of this input on the shared state.

Finally, the emotional state of the crowd is communicated to all
crowd members though the representation of social inputs (discussed
in §5.2.6) supporting emotion and sentiment expression.

The shared state is prominent in the interaction spaces of the appli-
cation concepts (§5.1). The primary shared state of CrowdALOUD! is
the ‘phrase cloud’ (figure 5); while the full interface of HiveBall (with
the exception of individual paddles) is shared state (figure 7).

5.2.2.1 Justification

The shared state primitive is informed by the collective contrast (§4.3.1)
and consensus representation (§4.3.4) collective experience drivers:

• collective contrast: the collective contrast driver motivates an
application design that keeps the focus on the contrast between
the crowd identity and competing identities at the same level
(see §4.3.1 for more detail). The shared state achieves this by
framing all participants as belonging to the same crowd entity
in contrast to some competing identity or objective. As all activ-
ity takes place in reference to the shared state, this contrast is
kept central to all interaction in the application.

• consensus representation: the consensus representation driver
motivates the representation of the most popular actions and
emotions so that crowd members are driven towards unified
action and emotion. The shared state primitive achieves this by
representing the crowd level value of collective input(s).
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5.2.3 Collective Input(s)

Collective inputs are the primary driver of collective interaction within
the model. They build on the shared fate established by the shared
state primitive by creating an interdependence between crowd mem-
bers: to have meaningful outcomes within the application, crowd
members must collaborate both in their participation and the type
and timing of actions they perform. Their functionality is analogous
to that of single user inputs found in other interactive environments;
such as the movement input commands for a player character (e.g.
‘left button down’ to move a player left), or the text input of a chat
application. The key difference is that all crowd members share con-
trol over these inputs, and must coordinate in both the timing and
content of their actions to create a meaningful input value.

5.2.3.1 Aggregation Process

At any given time, each crowd member is able to individually select
a value they intend for each collective input. These individual inputs
are aggregated (merged) together to form a collective value for each
input for the given time. The aggregation process is as follows (figure
9):

TOP N
(Score)PARTITION

6275 5729 435

Collective Value (Top N)Initial Score

100
1 2 3

Figure 9: The aggregation process for a single collective input.

1. Participants perform actions within the system which result in
the generation of individual values for one or more collective
inputs. Each individual input also has an associated score that
reflects the amount of support the participant has for the value;

2. All individual values are grouped by the collective input they
target and their data. The scores of all matching inputs are
summed. For each collective input; a top n list of values is gen-
erated by sorting on the score.

Figure 10 provides an example of the aggregation process for the
CrowdALOUD! application concept. Here two matching phrases are
aggregated together with their scores summed.
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100"hi"
300"hi"

500"yay!"

400"hi"

500"yay!"
Figure 10: An example aggregation of phrases in the CrowdALOUD! appli-

cation concept.

The final value of each collective input after aggregation is not a
single value, but rather a representation of the top individual values.
One purpose of the collective inputs is to represent the consensus
around input, allowing popular or emerging alternate values to be
represented along with the top value. Rather than aggregating all
individual input into some average value (e.g. individual values ‘2’,
‘4’, ‘2’, and ‘5’ being aggregated to: ‘3.25’), the final value for each
collective variable reflects the popularity of the specific values chosen
by participants (e.g. ‘2’, ‘4’, ‘2’, and ‘5’ aggregated to a sorted list of
the top values: ‘{2, 4, 5}’). Applications drive consensus in the input
by increasing the impact of collective input values that have greater
agreement.

The impact of each collective input on the shared state depends
not only on the amount of consensus around the values, but also on
the amount of participation from the crowd. Participation is captured
along with consensus using the score associated with each value.
This is achieved by comparing this score to the theoretical maximum
score if all crowd members had selected the same value for the in-
put (i.e. perfect participation and consensus). Application developers
should scale the impact of each value chosen for a collective input
based on this comparison between the value’s score and this maxi-
mum score.

The CrowdALOUD! application concept (§5.1.1) has one collective
input: the ‘phrase’ variable. Participants may have one active phrase
at any given time. The final collective level value for the input is an or-
dered list of the top 25 phrases of the crowd. The scale of each phrase
on the canvas is proportional to the number of people who have ac-
tively voted up that phrase (see figure 5). Additionally, through the
use of effects (see §5.2.4); the scale of each phrase also incorporates
how recently each participant voted up or submitted the phrase.

The HiveBall concept (§5.1.2) has 256 collective inputs for the pad-
dle bar, one for each segment4. The value type for each segment in-
put is boolean: a participant either has their individual paddle over-
lapping the segment or not. Participants perform movement actions

4 The implementation of HiveBall in the evaluation chapter (§9.1.3) simplifies this
down to a single collective input that uses an array for the value data.
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for their paddle which are then translated (by the application logic
specific to HiveBall) into values for each of the 256 collective inputs
representing the paddle bar. The final value for each segment input
is simply the count of the number of overlapping paddles at the loca-
tion.

In addition to the paddle bar variables, HiveBall has an additional
collective input for the phrase cloud displayed on the interface. This
functions identically to the input of the CrowdALOUD! application.

The rationale for using multiple inputs for HiveBall is to allow
fuzziness in the way individual paddle positions are combined. Rather
than simply using a single input that represents the top n paddle
positions; HiveBall supports inexactness in the way paddles are over-
laid (without this participants would have to overlay their paddles
exactly).

5.2.3.2 Justification

The collective input primitive is informed by the collective contrast
(§4.3.1), consensus representation (§4.3.4), and collaborative input (§4.3.2)
collective experience drivers:

• collective contrast: the collective input(s) primitive drives col-
laborative interaction between participants, which enhances the
perception that they share identity. As fellow crowd members
are seen to engage in unified action together or express the
same emotions/sentiments, they are perceived to contrast more
strongly with the opposing collective identities.

• consensus representation: rather than simply representing the
top value, or some average input value; the final value of each
collective input reflects the top n chosen values. This allows
participants to perceive where the crowd is reaching consensus,
and so act to further drive input in that direction.

• collaborative input: the collaborative input driver motivates an
interaction style where the crowd must work together, both in
participation and the type of action they engage in; to be able to
have any impact within the application. Collective input(s) fully
capture this driver by serving as focal points for the crowd (as
the only inputs into the application); and through the way they
aggregate individual input into the final crowd level input.

Collective inputs are designed to drive crowd members towards
collective action: they provide an affordance for acting in unison. The
affordances of an object are the invitations it provides to perform
action (taking into account the capabilities of the perceiver) [Gibson,
1977]: a telephone affords making a phone call; a pen, writing. When
someone perceives the object, this functionality is brought to mind
[Gibson, 1977].
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Knoblich et al. [2011] refers to objects that require two or more
people to act in tandem as having a joint action affordance. The in-
tended functionality of these objects is supported only when two or
more people interact together. For example, a seesaw in a playground
requires two people to support its functionality; a single person act-
ing alone cannot interact with the seesaw in the way intended by its
design. Objects with joint action affordances act to both establish a
common ground between those interacting with the object, and then
to facilitate coordination between participants.

An object with a joint action affordance establishes common ground
by: requiring that all parties share the same perspective in order to
perform the intended joint action; and representing the current state
of the joint action. To interact with a seesaw, both parties need to first
understand the purpose of the seesaw. It encourages knowledge trans-
fer (or trial and error) when either of the participants does not under-
stand the intended functionality. The state of the seesaw, including
the enjoyment of the other participant; is visible by both participants.

Second, an object with a joint action affordance drives joint action
by requiring participants to coordinate with each other to bring about
the intended functionality. To interact with the seesaw, participants
have to coordinate their actions to maximise the intended experience.
Each member takes turns pushing against the ground at just the right
moment to maximise the height of the other participant.

Collective inputs provide collective action affordances: they require
the participation and coordination of a crowd to generate a coherent
value for each collective input. Alone, each participant has minimal
impact on the value of the collective input. It is only through unified
action, where actions align both in their content and timing; that the
shared state is manipulated by the crowd.

5.2.4 Effects

The effects application primitive serves to bridge individual action
with the collective output. Effects represent the direct outcome(s) of a
participant’s action before they are aggregated into the final collective
output. When a participant performs an action, an effect is generated
for each collective input the action has an impact on. As time pro-
ceeds in the application, effects are used to generate values for their
respective collective input.

Effects act as an intermediate level of state between the individuals
and the shared state (see figure 8). They serve three purposes:

• first they allow participants to perceive the impact of their own
individual actions on the shared state. The impact of each in-
dividual on the collective output is minimal to encourage col-
laboration and participation. However this creates a disconnect
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between individual actions and the collective outcomes: it is dif-
ficult for participants to perceive how their action has impacted
the collective state at that level. Effects allow local representa-
tions of action outcomes so that this individual impact can be
perceived;

• second they provide opportunities for crowd members to per-
ceive the intentions of other members. Through the neighbour
network (§5.2.5), local representations of a participant’s neigh-
bours can also be represented. This allows members to coordi-
nate at a local level to start collective action, or otherwise per-
ceive the support their neighbours are giving to an existing col-
lective action;

• third they ensure that the shared state always reflects the cur-
rent intentions of the crowd. Without effects, the shared state
would only be impacted during the single tick at which the
action was performed. Effects allow the impact of individual ac-
tions to last over a period of time, allowing time for participants
to coordinate with each other on collective action.

Application 
Logic

Effect Store

Next  
Tick 

Time

Start 
Time

Action

The processing of an action into
an effect. A single action can re-
sult in multiple effects.

Tick 
Timer

Collective Input

During the shared state refresh, active ef-
fects generate values using the new tick
time.

Figure 11: Effects as they relate to participant actions and their collective
inputs.

Figure 11 presents how participant actions relate to effects and the
collective inputs they target. When a participant performs an action,
the application logic of the specific application generates an effect for
each collective input the action has an impact on. This effect contains
information on the time when the action was performed, the par-
ticipant who owns the effect, and data for generating values for the
collective input. This effect is then stored by the application, and addi-
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tionally sent back to the performing participant and their neighbours
(covered in §5.2.5).

Each time the shared state is refreshed (once per tick), the active
effects are used to generate values for their collective inputs for the
given time. These values are then aggregated together to form the
final crowd level value for each collective input. Associated with the
value generated by each effect is a score: this is summed by the collec-
tive inputs to determine which values are most popular (see §5.2.3).
As the effect generates both the value and score in response to time,
they can be used to vary the individual values over time (e.g. have a
value fade out over time).

In addition to the generation of values for the collective inputs, ef-
fects are also used to generate individual values at a local level. When
a participant performs an action, they receive one or more effects in
response. These effects can be used to generate values locally. This
allows participants to perceive their own individual impact on the
shared state; even though this impact is minimal at a collective level.
Additionally through the neighbour network, participants are able
to see the individual impact of the neighbours they are directly con-
nected to.

For CrowdALOUD!, each time a participant submits a new phrase
or votes up an existing one; a new effect is created for the participant
that stores the phrase text (e.g. ‘offside!’) and the time when the effect
was created. This replaces any existing effect the participant may have
had. Each time the phrase cloud is generated, each active effect is
used to generate a phrase-score value: this value has the phrase text
as well as a score (out of 100) based on the time since the effect was
created (e.g. {‘offside’, 90}). This score is generated using a similar
function as that of figure 6. Once the score reaches 0, the effect is
deleted.

For HiveBall, each participant has an an ongoing effect (i.e. never
expiring) that represents the current vertical position of the paddle.
Input actions simply serve to replace this effect (i.e. when the partici-
pant moves their paddle).

5.2.4.1 Justification

The shared state primitive is informed by the collaborative input (§4.3.2)
and direct interaction (§4.3.5) collective experience drivers:

• collaborative input: to facilitate collaboration between mem-
bers, the intentions of others must be made visible. Action per-
formances provide this visibility of intention: they represent how
the actor is generating the outcome, and allow prediction of
how the actor and outcome will change as time proceeds [Reeves
et al., 2005]. For example, the action performance of throwing
a ball allows spectators to perceive the speed and direction of
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the projectile before it is thrown. The visibility of the action
performance is important for both perceiving the intention of
performer, and coordinating with them for collaborative action.
If the outcomes of actions were merely instantaneous (i.e. last-
ing one tick), it would be difficult to coordinate with others on
collective action.

Effects support collaborative input by allowing the outcomes of
actions to last long enough for coordination. For example, the
CrowdALOUD! concept has phrases fade over time, allowing
other members time to see the sentiment and then endorse it.
Additionally the visibility of action performances at an individ-
ual level (in conjunction with the neighbour network (§5.2.5))
allows new collective actions to be started and bubble up within
the crowd. Members can work together to get a new action
started, thus supporting the intended collaborative orientation
of the virtual crowd applications.

• direct interaction: the direct interaction collective driver identi-
fies intra-crowd (member to member) interaction as a core com-
ponent of the collective experience. The social context created
by a psychological crowd causes a positive shift in way people
perceive and then interact with each other. It is this positive shift
in intra-crowd interaction then leads to the collective experience
(see §4.1).

Effects support the direct interaction driver by making the ac-
tion outcomes of individual members visible in the context of
the crowd activity. In conjunction with the neighbour network
design primitive (discussed next in §5.2.5), the effects design
primitive allows members who are directly connected to each
other to see the intentions of their neighbours. This primitive
thus allows participants to support the actions of others (through
mimicry or voting), and keeps members accountable to the crowd.

5.2.5 Neighbour Network

The neighbour network application primitive supports direct interac-
tion between participants and a small subset of the crowd. The crowd
is configured such that every member is connected to a small num-
ber of participants that are then directly represented along with the
shared state. Every time a participant performs an action, their ef-
fects (§5.2.4) are sent to all of their neighbours; and vice versa. These
effects are then used to represent the individual outcomes of the
neighbours actions as they relate to the shared state. For example,
the CrowdALOUD! interface in figure 5 displays individual phrases
of neighbours (e.g. ‘incredible catch’ sent by ‘psy452’) along with the
crowd phrases.
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Participant's 
Effect

Neighbour's 
Effect

Figure 12: An example neighbour network configuration. Participant’s ef-
fects are sent directly to their neighbours (and vice versa).

When participants join the application, they are connected to a sub-
set of the crowd. Participants have no choice over those chosen as
part of the subset: from their perspective the allocation of neighbours
is at random. The network is configured such that each neighbour
has at least one other neighbour not in common with the participant
once the full set of neighbours has been allocated (figure 12). Each
neighbour connection goes both ways: the effects of each neighbour
are sent to the participant, and the participant’s effects are sent to the
same neighbours.

Participants are configured in a network to allow new collective ac-
tions to spread virally through the crowd. As an action is executed by
more and more of the crowd, the effects become visible to more and
more people before it becomes a collective level effect (i.e. is visible
on the shared state).

CrowdALOUD! has the phrases of neighbours represented along
with the crowd level phrases on the phrase cloud. HiveBall has the
paddle positions of neighbours displayed on the paddle bar along
with that of the participant.

5.2.5.1 Justification

The neighbour network primitive is informed by the direct interaction
(§4.3.5) collective experience driver:

• direct interaction: the neighbour network ensures that partici-
pants are able to perceive the actions of other crowd members
directly, as well as be accountable to those same members for
their own actions. As participants are aware their actions will
always be visible to at least some of the crowd, they know they
will be evaluated insofar that their actions accord with that of
the crowd identity. In addition to this accountability, neighbours
are able to perceive and then mimic the actions of the partici-
pant. This indicates support and acceptance of the participant’s
position or contribution. As collective inputs are oriented to-
wards mimicry (reaching consensus on a position to increase its
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prominence); the framing of the activity is designed to encour-
age this support.

5.2.6 Social Input

The social input application primitive ensures that at least one of the
collective inputs is emotionally expressive in nature: that it represents
the emotions and sentiments of the crowd.

It is left up to the application developers as to how they approach
the design of an emotionally expressive collective input; though an
example is given in the CrowdALOUD! application concept (§5.1.1).
This concept uses a single collective input to represent the sentiments
and emotions of the crowd in text form. Alternatively, rather than text,
the phrases could simply be emoticons representing an emotion (i.e.
‘happy face’, ‘sad face’, ‘thumbs up’). Applications could incorporate
this phrase cloud approach into their interfaces. The HiveBall concept
incorporates this approach with a phrase cloud (figure 7).

5.2.6.1 Justification

The social input primitive is informed by the expression (§4.3.3) collec-
tive experience driver:

• expression: the homogeneity of emotion in the crowd serves
as a strong indicator of shared identity, the foundation of per-
ceiving others through a crowd lens (other indicators being be-
haviour and appearance). Additionally the collective experience
itself is emotionally based: as others are seen to experience the
crowd activity positively along with the participant, this vali-
dates the perspective of the participant; further driving shared
identity.

The social input primitive ensures that the emotions and senti-
ments of the crowd are always represented. As they are collec-
tive inputs, they drive consensus on emotional expression: this
orients crowd members to sharing emotion and supporting the
emotional expression of others.

5.3 implementation considerations

The first objective of this thesis (RO1) was to develop a design model
for supporting the collective experience in a mediated environment.
At the writing of this thesis, no such model existed. Two motivations
drove this objective (see §1.2): the first was to provide researchers
and application developers a theoretical foundation on which to rea-
son about the design elements of applications targeting the collective
experience; the second, to provide a means of reasoning about the
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architectural requirements of a system designed to support virtual
crowd interactive applications.

The application model (§5.2) presented in this chapter has provided
a conceptual foundation for virtual crowd application designers. The
application primitives, informed by social psychology; are designed
to drive the collective experience by bringing participants into collec-
tive action and expression. By applying these primitives, application
designers target the psychological drivers of the collective experience.
Thus I argue the first motivation of RO1 has been fulfilled.

The second motivation of the model was to provide a means of rea-
soning about the system requirements for a generalised system archi-
tecture for virtual crowd interactive applications. The design model,
though theoretically based, provides the bootstrap required for archi-
tectural exploration and system development (see §1.1 for this moti-
vation).

This section provides a bridge between the application model and
the architectural work that comprises part 2 of this thesis. It provides
a set of system requirements, both functional and non-functional, that
inform design of the system architecture and its subsequent evalua-
tion. §5.3.1 presents the latency requirements of virtual crowd inter-
active applications, before system requirements are derived in §5.3.2.

5.3.1 Latency Requirements

For participants to be immersed in the intended collective interaction;
the interaction latency must be under acceptable thresholds. The inter-
action latency is the time between a participant performing an action,
and the representation of the outcomes of their action on their inter-
face. For virtual crowd interactive applications, the interaction latency
is dependent on both the reception of a shared state update incorpo-
rating the outcomes of the action: the collective level state; and the
reception of effects created in response to the action: the local level
state. As both the local and collective views must be synchronised,
the interaction latency is bounded by the slower of the two.

The latency thresholds are dependent on the the interaction style:
reactive or reflective. For reactive interaction requiring tight motor and
perceptual skill coordination, this latency should be less than 200ms
[Dabrowski and Munson, 2011; Delaney et al., 2006]. Reflective inter-
action that requires some thinking time (e.g. strategic moves, expres-
sion) can be higher, ranging from 500ms-1s: participants are more tol-
erant of the slower pace as it allows time for this reflection [Dabrowski
and Munson, 2011; Claypool, 2005].

The CrowdALOUD! application concept uses a reflective interac-
tion style, with participants requiring time to generate new expres-
sive phrases or evaluate the phrases of others. The HiveBall concept
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uses a reactive interaction style, with participants required to react
quickly to the balls flying around the interface.

As the interaction latency represents the end to end delay between
the participant and the system, it includes both the processing time re-
quired by the system and the transport time for data over the network.
Thus the processing time available is further bounded by internet la-
tency.

5.3.2 System Requirements

With the design model in place, the requirements of a supporting
system are able to be reasoned about. This sub-section presents the
functional and non-functional requirements derived from the model.

5.3.2.1 Functional Requirements

The design model informs 8 functional requirements for a candidate
system architecture:

F-1. Support a client session for each member of the vir-
tual crowd.

Each member of the virtual crowd will need to maintain a session
with the system. This session provides a communication channel be-
tween the system and the member’s client5; handling inputs, forward-
ing updates, and tracking the member’s continued presence.

F-2. Assign each participant a direct connection to a sub-
set of the crowd such that the crowd is organised into a
network.

When a member connects with the system, they need to be allo-
cated other members who will act as their neighbours. The allocations
should ensure that the crowd as a whole is organised in a network
formation where each member has at least one neighbour not in com-
mon with their other neighbours. As other members join the crowd,
they should in turn be allocated to existing members who have not
had their neighbour quota filled.

F-3. For each member process each incoming action (input
event) into one or more effects.

As crowd members interact with the application, they send action
events to the system to update the value of collective inputs (and so
have influence over the shared state). For a given action, the system
must generate one effect for each collective input the action targets.

5 Client refers to the software running on the member’s hardware (e.g. on the phone,
personal computer).
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Each effect must store a reference to the collective input it targets, the
tick time from which it begins to have impact, data representing the
content of the effect, and a reference to a function that when given a
tick time, produces a value for the collective input from the data.

F-4. Send effect updates directly to the performing partic-
ipant.

Whenever a member performs an action, any resulting effects need
to be sent back to the member so that they can be represented on the
member’s client.

F-5. Send effect updates to the neighbours of the perform-
ing participant.

In addition to sending the effects back to the owning participant,
effects also need to be sent to the participant’s neighbours.

F-6. Store and retrieve effect data for each participant and
collective input combination.

Each crowd member is able to have an effect active for each collec-
tive input at any given time. Thus for every member and collective
input combination, the system must be capable of storing data for an
associated effect.

F-7. Generate the shared state at a fixed (uniform) interval.

The shared state must be updated at a fixed rate (tick rate) to rep-
resent changes in response to time (like other DIAs). The generation
of this state involves three core steps: the generation of individual
values from effects, the aggregation of those values into a final col-
lective value for each collective input, and the mutation of the pre-
vious shared state using the collective level values and the current
simulation time. These steps are represented with the following sub-
requirements:

F-7.1. Generate individual values from each ef-
fect for each collective input.

The first step in the generation of the shared state is the generation
of individual values from the active effects.

F-7.2. Aggregate all values for each collective in-
put.

The second step in the generation of the shared state is the aggrega-
tion of all individual values into collective level values, one for each
collective input. This aggregation involves grouping values by the col-
lective input and their value data (see §5.2.3), before summing their
scores.
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F-7.3. Mutate the previous shared state with the
aggregated values of each collective input and
the time since the last update.

Finally the third step in the generation of the shared state is the
mutation of the previous state using the values of the collective inputs
and the time since the last state was generated.

F-8. Broadcast shared state updates to all connected clients.

Each time the next shared state is generated, it must be broadcast
to all members of the crowd.

5.3.2.2 Non-functional Requirements

In addition to functional requirements, the design model also informs
2 non-functional requirements related to the required performance of
a candidate system. They are as follows:

NF-1. Support thousands to tens of thousands of concur-
rent users (crowd members).

To support a virtual crowd, the system will need to be capable of
handling thousands to tens of thousands of concurrent users. From
this requirement the following sub-requirements are derived:

NF-1.1. Support thousands to tens of thousands
of concurrent client connections and sessions.

As specified by F-1, the system must support a client session for
each crowd member. Given the proposed scale of the concurrent user
base, the system must be capable of supporting tens of thousands of
these sessions concurrently.

NF-1.2. Support the processing of a high through-
put of action events into effects (see F-3).

The intention of the collective input application primitive is to drive
participants to interact frequently with the application. To support
tens of thousands of concurrent users, the system will also need to be
capable of processing tens to hundreds of thousands of actions per
second6.

NF-1.3. Send a high throughput of effects and
state updates to clients.

6 For reactive applications such as player control, the application will need to send
tens of actions per second per participant to meet the latency requirements.
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For every action processed, one or more effects need to be sent out
to the participant who performed the action and their neighbours.
Additionally, each participant must also receive a shared state update
multiple times per second. Thus to support F-4, F-5 and F-8; the sys-
tem needs to be capable of sending a high throughput of events out
to clients.

NF-1.4. During each tick, support the generation
and aggregation of a large number of input val-
ues (see F-7).

At any given time each participant may have one active effect for
every collective input defined in the application. During each tick,
an input value is produced from each effect, with all generated val-
ues then aggregated to create the collective input values. When the
number of participants is in the tens of thousands, potentially tens
to hundreds of thousands of input values must be aggregated during
every tick.

NF-2. Support the interaction latency requirements of ap-
plications derived from the design model.

A candidate system will need to support the maximum latency re-
quirements of virtual crowd interactive applications: less than 200ms
for a reactive interaction style, 500ms-1s for a reflective style (see
§5.3.1). This results in the following sub-requirements:

NF-2.1. The latency between a user’s action sub-
mission and their reception of an update to the
shared state containing the results of their action
must be less than the interaction latency upper
bound.

The focus of the interaction for the proposed applications is the
shared state. As participants interact with the system, the perceived
latency of their actions is dependent on how quickly the shared state
is updated by their actions. Thus the time from action submission to
the reception of the related shared state update must be less than the
interaction latency upper bound.

NF-2.2. The latency between a user’s action sub-
mission and their reception of their own effect(s)
must be less than the interaction latency upper
bound.

Fundamental to the design model is the relationship between the
local (direct) interaction and the collective. Effects are sent to the per-
forming participant so that the impact can be perceived directly in
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relation to the collective level state. As the shared state and the local
effects must be synchronised for the local effects to have meaning, the
latency between action submission and the reception of the created
effect(s) must also be less than the interaction latency upper bound.

NF-2.3. The latency between a user’s action sub-
mission and their neighbour’s reception of the
related effect(s) must be less than the interaction
latency upper bound.

For participants to interact in unison with others at a local level,
so as to support and build up collective level action; the interaction
latency between neighbours must be less than the interaction latency
upper bound. As participants work with and respond to the inter-
actions of neighbours, the perceived latency of their neighbours in
response to the participant’s actions must align with the interaction
style.

Although the shared state is the focus of the interaction, the local
level effects of neighbours are key to the outcomes of the collective
experience (see the design implications presented in §4.2.4). Thus the
latency of this local level state must also be less than the interaction
latency upper bound.

5.4 summary

This chapter presented the application model for virtual crowd inter-
active applications (§5.2), two application concepts derived from the
model (§5.1), and the system requirements for a system designed to
support applications derived from the model (§5.3.2).

The application model was informed by the 5 collective experience
drivers of the design implications chapter (chapter 4): collective con-
trast, collaborative input, expression, consensus representation, and direct
interaction. These were used to inform 5 application primitives of the
application model: shared state, collective input(s), effects, neighbour net-
work, and social input(s).

Two application concepts derived from the application model were
presented: CrowdALOUD!, an application for expressing emotion and
sentiment while spectating or participating in a live event; and Hive-
Ball, a game where a virtual crowd must coordinate to beat a com-
puter controlled opponent.

Finally 8 functional and 2 non-functional system requirements for
a system attempting to support virtual crowd interactive applications
were derived. These requirements form the basis of the architectural
work that comprises the second part of this thesis.
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A R C H I T E C T U R E B A C K G R O U N D

The second part of this thesis focusses on the second and third re-
search objectives:

RO2. Construct a system framework capable of support-
ing the interaction requirements of the design model.

RO3. Construct a performance test harness for evaluating
the framework and application implementations against
the interaction requirements of the design model.

This chapter presents background and related work on the architec-
tural approaches that inform Concentus: the system created to meet
RO2 (presented in chapter 7). The performance test harness chapter
(chapter 8) presents the primary background and related work for the
performance test harness constructed to meet RO3; though the load
generation components are informed by the background content in
this chapter.

The first part of this thesis focussed on contributing an informed
application model (chapter 5) for virtual crowd interactive applica-
tions. This exploratory work has been positioned as a path forwards
in engaging the collective experience in a computer mediated envi-
ronment; utilising social psychology to derive application primitives
that target the antecedents of the collective experience.

The biggest limitation with the application model as it stands is a
lack of user evaluation. I argue that this is one of the primary chal-
lenges facing researchers due to the need to obtain crowd size par-
ticipation. Getting this participation requires a system architecture
that is both stable and scalable to attract third party partners such
as television studios or event organisers [Harry, 2012]; or to create
a compelling enough stand-alone experience that the application is
able to snowball (spread through the social networks of participants)
through word-of-mouth recommendation, an outcome which is often
viewed in the HCI community as a litmus test for the success of a
social computing application [see Bernstein et al., 2011].

The exploratory nature of the application concept has meant that
little knowledge exists for the implementation challenges researchers
might face in realising virtual crowd interactive applications. Knowl-
edge of the sort of latency that needs to be designed around, or the
maximum crowd size that a system can reasonably sustain; all have
impact on the high level design of applications. The lack of architec-
tural knowledge and implementation presents a strong impediment
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for researchers wishing to perform user evaluation owing to the chal-
lenging implementation requirements of virtual crowd interactive ap-
plications (see §5.3.2).

The purpose of the second half of this thesis is to inform the archi-
tectural considerations of applications derived from the application
model so as to enable user based research; whether that be a long
running deployment (e.g. Twitch Plays Pokemon [tpp, 2014]) for a
snowball based ethnographic study, or a short term deployment for
a controlled study. I see this as an iterative process: with the architec-
ture enabling user evaluation, which in turn informs the application
model, which subsequently informs the next system architecture, and
so forth. The work of this thesis is intended to bootstrap this research.

This chapter is structured as follows. §6.1 presents the architec-
tural challenges of the application model, deriving three core chal-
lenges from the system requirements: high throughput processing; low
latency; and processing interdependence. §6.2 presents related work for
three system classes with large numbers of concurrent users: virtual
crowd applications; large scale social networks; and massively multiplayer
online games. §6.3 presents the performance considerations for meet-
ing the challenges of the application model, including background
on the gulf between processor and memory speed. These consider-
ations are transformed into three implications: maximise data locality;
minimise data transport; and avoid shared data mutation. §6.4 presents
background on concurrency models for request processing on an indi-
vidual server. Finally §6.5 presents architecture background on high
throughput aggregation approaches, the core processing of applica-
tions derived from the application model.

6.1 application model challenges

From the system requirements presented in §5.3, a candidate imple-
mentation can be reasoned about: it must scale to support a crowd
sized concurrent user base, aggregate user inputs with low latency,
and handle a high throughput of inputs and outputs. However, for
the purpose of an informed discussion on candidate architectural ap-
proaches and related work; the core challenges of the model must
first be reasoned about. The purpose of this section is to derive the
architectural challenges of the application model.

To aid this derivation, the functional requirements of the design
model are first grouped into two categories: those dealing with user
sessions, and those dealing with the shared state processing and gen-
eration. This functional separation is presented in §6.1.1. The primary
architectural challenges of the model are then presented in §6.1.2. In
many cases the architectural approaches reviewed in this chapter are
additionally constrained by features that are not required by the ap-
plication model. As these considerations can sometimes work against
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each other, typical constraints that can be relaxed are also identified
for each stage in §6.1.3.

6.1.1 Model Subsystems

Functional System Requirements U
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F-1. Support a client session for each member of the virtual
crowd.

 

F-2. Assign each participant a direct connection to a sub-
set of the crowd such that the crowd is organised into a
network.

 

F-3. For each member process each incoming action (input
event) into one or more effects.

 

F-4. Send effect updates directly to the performing partici-
pant.

 

F-5. Send effect updates to the neighbours of the perform-
ing participant.

 

F-6. Store and retrieve effect data for each participant and
collective input combination.

 

F-7. Generate the shared state at a fixed (uniform) interval.  

F-8. Broadcast shared state updates to all connected clients.  

Table 4: Categorisation of the Functional System Requirements into ‘User
Session’ and ‘Shared State’ categories.

A functional division can be created from the system requirements
that is useful for deriving the challenges of the application model. The
requirements can be broadly separated into two functional categories:
user session, and shared state. Table 4 presents this categorisation. The
user session category captures the requirements around user session
management: the transport of data between clients and the system,
and between clients and their neighbours. The shared state category
captures all of the required functionality associated with generating
the application state. These categories inform two conceptual subsys-
tems with separate concerns: the user session subsystem, and the shared
state subsystem. Figure 13 presents the subsystems and their relation-
ship to one another.
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Figure 13: The user session and shared state processing subsystems.

The user session subsystem is the boundary between users and the
system. It is responsible for:

• maintaining a connection with each remote user interacting with
the system;

• broadcasting shared state updates as they are received out to
all clients (amplifying the updates emitted by the shared state
subsystem);

• processing the high throughput of input events from clients,
and forwarding actions onto the shared state subsystem;

• multicasting the effects of each user to all of their neighbours in
the neighbour network; and

• forwarding effects from the shared state subsystem back to the
user who performed the action.

It is thus messaging centric, focussed on transporting data between
clients and the system components associated with the shared state.
It effectively acts as a messaging bus within the system.

The shared state subsystem manages the core state of the application:
the shared state. It is responsible for:

• processing the high throughput of actions into effects;
• storing those effects for later use during shared state refreshes;
• then, during each shared state refresh:

– generating input values from all active effects;
– aggregating all input values (see §5.2.3); and finally
– generating the next shared state and emitting an update.
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It is thus data processing centric, tasked with all processing associ-
ated with the shared state.

The architectural challenges of each subsystem and the system as a
whole are presented in §6.1.2.

6.1.2 Challenges

Given the functional requirements of the design model, the non-functional
requirements (concurrency, throughput, and latency - see §5.3.2) pro-
vide the following challenges for the system as a whole (and hence
both subsystems):

• High throughput processing: both subsystems must be able to
cope with large numbers of incoming and outgoing messages.
The user session subsystem must be able to process the input mes-
sages arriving from users, and also generate and send shared
state update messages out to all clients as they arrive from the
shared state subsystem. The shared state subsystem must be able to
processes the large volume of user actions into effects (and addi-
tionally store them); and then during every shared state refresh
(see §5.2.2), generate and aggregate a large volume of input val-
ues from the active effects.

• Low latency: when a user performs an action, the shared state
needs to reflect the outcome(s) of their action with a latency un-
der the interaction threshold. This is less than 200ms for reactive
interaction; and less than 500-1000ms for reflective interaction
(see §5.3.1). Thus the processing pipeline from user to user ses-
sion subsystem to the shared state subsystem (and back) must have
a latency under this threshold.

The user session subsystem must ensure that actions received from
users are quickly forwarded onto the shared state subsystem, and
that effects are quickly sent back to the user and their neigh-
bours. Additionally the updates created by the shared state sub-
system must be broadcast to all connected users rapidly.

The shared state subsystem must process actions into effects (and
store them); then during each tick generate input values from
those effects, aggregate them together, and generate the next
shared state update.

Both the high throughput processing and low latency challenges
can theoretically be met by introducing more parallelism into the sys-
tem [Grama et al., 2003; Welsh et al., 2001]. By running more inde-
pendent nodes in parallel, the processing load at each node can be
reduced (given an appropriate load balancer); increasing the overall
throughput of the system, and decreasing the latency of each task
processed (i.e. more CPU resources available for the problem).
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For the most part, the user session subsystem has independent tasks
as each user can be processed without consideration of the others. By
increasing the number of servers running the user session subsystem,
more users can be processed in parallel. The major limiting factor for
this is mainly cost: increasing the number of servers involves more
resource provision. Thus there is still a pressure to ensure each indi-
vidual node has a low latency high throughput architecture to ensure
this cost is minimised.

6.1.2.1 Shared State Session Aggregation

In addition to the high throughput processing and low latency chal-
lenges, the shared state subsystem faces a further challenge due to the
interdependence of user actions:

• Processing interdependence: central to the shared state subsys-
tem is the aggregation stage that occurs during each tick. Dur-
ing this stage, all active effects are first used to generate input
values which must then be aggregated into the final collective
input values. As all effects participate in this process, and all
input values must eventually be joined to produce the final re-
sult; the processing components of the subsystem are interde-
pendent.

This interdependence creates a tension between parallelism and
latency due to the computational overhead associated with: trans-
porting data between parallel processing components (e.g. over the
network, between sockets, over shared memory), and synchronising
processor access for the mutation of shared data [David et al., 2013;
Grama et al., 2003]; both of these considerations are elaborated on
in §6.3. Increasing the parallelism of the system requires more data
transport to bring the data together: for example, input values gener-
ated from effects stored on parallel servers must eventually be trans-
ported to a common server (through a series of stages) to generate the
final aggregate result. Additionally, to generate the input values from
effects during each state update refresh, the aggregation computation
must obtain exclusive access to the effect store. As this store is shared
by the computation generating effects from actions, the effect store is a
point of contention within the system.

The interplay between the high throughput, low latency, and pro-
cessing interdependence; presents a non-trivial architectural challenge
that the work of this second part of the thesis seeks to address.

6.1.3 Relaxed Constraints

In addition to the architectural challenges, the application model also
relaxes the following constraint found in many systems:
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• State persistence: in many applications the persistence of data
is a fundamental requirement. For the most part, this constraint
can be relaxed for virtual crowd interactive applications. The
majority of the active state in the system is comprised of effects
stored by the system. As these are ephemeral (lasting seconds),
their loss in the event of a component crash would only impact
the interaction in a minor way.

As the large majority of the data being processed consists of actions,
effects, and input values generated from effects; relaxing the persis-
tence constraint removes the overhead associated with persisting data
(e.g. waiting on persistent storage; replicating data).

6.1.4 Summary

In summary the application model informs an architecture with two
conceptual subsystems: the user session subsystem and the shared state
subsystem. Both subsystems must meet the challenges of low latency
and high throughput processing. However the shared state subsystem
must also contend with an interdependence between the processing
components that make up the subsystem. This additional constraint
requires a system architecture that is able to maintain low latency
high throughput processing despite this interdependence.

6.2 related work

Before presenting the background on architectural approaches in §6.4
and §6.5; this section presents the architectural background of sys-
tems that feature large numbers of concurrent users creating and re-
ceiving state.

§6.2.1 presents architectural background on the virtual crowd ap-
plications originally presented in §2.1.2. §6.2.2 presents architectural
background on large scale social networks, of interest for their scale.
Finally §6.2.3 presents background on massively multiplayer online
game architectures, which have similar requirements to those of the
application model.

6.2.1 ‘Virtual Crowd’ Computer Interaction

Given the relative novelty of the domain, little architectural work has
been presented for applications with virtual crowd interaction. This
subsection presents what is known of the architectures for the three
virtual crowd experiences presented in §2.1.2: ROAR [Harry, 2012],
Twitch Plays Pokemon [tpp, 2014], and Curiosity [22Cans, 2012].

ROAR is a conceptual social application proposed by [Harry, 2012]
that allows distributed participants to chat with one another while
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spectating a live event. Participants are segregated into sections where
they are able to directly chat with other participants much like Inter-
net Relay Chat (IRC). It provides a shared crowd level visualisation
that presents the top words occurring as people chat with one an-
other.

Words are bucketed into windows of 10 seconds and an aggrega-
tion algorithm is applied to determine the top word counts [Harry,
2012]. The latency of the interaction is thus far larger than that re-
quired by the application model; where participants are required to
coordinate to form a collective output. As the implementation of
ROAR is still very much a prototype1, its performance at scale is
unknown.

Twitch Plays Pokemon [tpp, 2014] was a crowd experience that ran
on the Twitch2 video streaming platform (see §2.1.2). Twitch allows
its users to broadcast a video stream from their own computer, which
is presented to viewers along with a chat window for communication
between the viewer and the streamer, as well as between the viewers
themselves [Hoff, 2010]. For Twitch Plays Pokemon a user set up a
video stream of a game of Pokemon running on a Nintendo GameBoy
emulator which viewers could control by sending commands via chat
(e.g. ‘left’, ‘right’).

Figure 14: A screenshot of Twitch Plays Pokemon (external IRC client)
demonstrating slow mode rate limiting.

Over 120,000 people viewed the experience concurrently [Good,
2014]. An analysis of the log files for the chat3 shows that the peak
chat throughput was just over 1700msg/s, while the median was
12msg/s (mean was 30). This is much lower than the anticipated rate
for applications derived from the application model; where, for a re-
active style application, tens of thousands of participants each send
tens of inputs per second. Part of the reason for the low rate was due
to the rate limiting Twitch imposed on users when the throughput
grew larger: this could be as high as minutes (figure 14). Additionally

1 https://github.com/drewww/roar

2 http://twitch.tv

3 Available at: https://archive.org/details/tpp_logs. Just over 5 hours and 30 minutes
of the 16 days, 7 hours, 45 minutes and 30 seconds are missing [Chase, 2014].

https://github.com/drewww/roar
http://twitch.tv
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the latency of the streaming video was around 30 seconds, requiring
users to anticipate the effects of their input 30 seconds into the future.

The current architecture of Twitch has not been disclosed, though
some insights can be gained from interviews [Hoff, 2010] and blog
posts [Ossareh, 2014] from the engineers working on the system. The
chat system uses a cluster of edge servers that are backed by a Redis4

cluster, a distributed key/value store. A separate cluster broadcasts
the live video stream to viewers.

Curiosity [22Cans, 2012] had participants interact to strip away the
layers of a giant cube (see §2.1.2). Their architecture has also not been
disclosed, though the interaction style is not interdependent (partici-
pants destroy cublets without interacting with others directly).

6.2.2 Large Scale Social Networks

Social networks face both high throughput and low latency demands.
As of 2013, Twitter5 receives 400 million tweets6 per day, with average
loads of ~5000 tweets per second, peaking at ~7000 tweets/s each day,
and 12000 tweets/s during large events [Krikorian, 2013]. Twitter’s
architecture is divided into two categories: push and pull [Krikorian,
2012].

In the pull side of the architecture, users have their timeline, similar
in concept to an email inbox; hosted in memory in a Redis7 cluster.
Rather than storing all the data of the tweet, this cluster just stores
the tweet ID, the user ID and other flags for each tweet. As tweets
are published, the followers of the submitting user are looked up
(using the social graph service), with the service then inserting the
new tweet into the timelines of all followers [Krikorian, 2012].

In the push side of the architecture, tweets are first replicated through
4 layers of servers (through a process they call cascading), eventually
arriving at the edge layer which is highly parallelised. At this layer,
sockets are open to individual clients, with filtering performed here
for each user (e.g. sending tweets about some follower). Currently the
stream of tweets is on the order of 22-25MB/s [Krikorian, 2012].

While social networking applications feature a large number of
users, with a substantial subset concurrently using the application
at any given time, the application model is essentially one of asyn-
chronous delivery of some individually created state (e.g. status up-

4 http://redis.io/

5 http://twitter.com

6 Tweets are the primary interaction artefact on Twitter. A tweet is a 140 character
message sent by a Twitter user that is delivered to all followers of the sender.

7 http://redis.io/

http://redis.io/
http://twitter.com
http://redis.io/
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dates8 and tweets for Facebook9 and Twitter respectively) to the n

friends or followers of a user; with users typically interacting with
only a small subset of the active population. However even in cases
where large numbers of users might interact on shared state (e.g. many
users ‘liking’10 the status update of a popular music band on Face-
book), this interaction occurs asynchronously with no coordination
required between users allowing the state to have both consistency
and latency requirements relaxed.

Community-based social applications such as Reddit11 are simi-
lar. Reddit supports interaction stemming from a shared commu-
nity identity through the curation of content displayed on the site,
with the ability to vote shared articles up and down. Again though,
this interaction is asynchronous, with users interacting individually
(though in most cases with a community based intention) rather than
through synchronous joint action.

6.2.3 Massively Multiplayer Online Games

Massively multiplayer online games (MMOG) have players interact
in a fully synchronous world that is populated with other players.
Though players share the same world, interaction in the game is for
the most part individual or small-group based, with interactions in-
volving large numbers of people tending to be the exception rather
than the norm [Ducheneaut et al., 2006].

Where large scale interaction does occur, the numbers involved
tend to be in the hundreds or early thousands: on the 27th of Jan-
uary 2013, the MMOG EVE Online had one of the biggest battles in
the history of the game involving approximately 3000 people [Petitte,
2013]. This non-typical concentration of players caused the system to
suffer lag12 effects due to the system load. Strategies are employed
by MMOG engines to ensure that the number of people sharing an
interactive space is limited to that of server capacity.

Common strategies employed to allow systems to scale include par-
titioning worlds such that players interact with a subset of the popu-
lation on replicas, zoning parts of world to run on different machines
[Ghosh et al., 2010], or employing wait queues on parts of the game
world that have become temporarily overpopulated. Such strategies
work against the model proposed for virtual crowd interactive appli-

8 A Facebook status update is a freeform text comment that is shown in chronological
order on the user’s page (referred to as the user’s ‘Wall’) and pushed to the activity
stream (referred to as the ‘News Feed’) of the friends of the user.

9 http://facebook.com

10 ‘Like’ is a social signal on Facebook for displaying the number of users who support
(like) a Facebook status or comment.

11 http://reddit.com

12 Lag is a decrease in the responsiveness of the application resulting from an increase
in latency (caused by the network, processing, or a combination of the two).

http://facebook.com
http://reddit.com
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cations, where the main interaction space involves the input of all par-
ticipants. One important difference between traditional MMOGs and
the proposed model is that user actions in virtual crowd applications
are not represented on the shared state individually, but rather their
combined aggregation; presenting opportunities for optimisation.

6.2.4 Summary

Existing architectures designed for high concurrency have typically
used parallelism to reach their required latency figures. The interac-
tion tends to be independent rather than interdependent: users inter-
act either as individuals or in small group interaction. To meet the
challenges (§6.1.2) of the application model, an approach that can
deal with processing interdependence at scale is required.

6.3 performance considerations

Both the user session and shared state subsystems presented in §6.1.1
require a system architecture that takes full advantage of the pro-
cessing resources available. In both cases this is motivated by cost:
merely increasing the parallelism by adding more server resources
will inevitably become cost prohibitive if the computation is inef-
ficient. However for the shared state subsystem this efficiency is also
driven by functional considerations: as the aggregation computation
requires a large volume of input values to be aggregated together with
very low latency, considerations of transport cost and process syn-
chronisation must be taken into account.

This subsection provides background on modern processor archi-
tecture, presenting performance considerations that underly the archi-
tectural approaches presented in §6.4 and §6.5. §6.3.1 presents back-
ground on the performance limitations of the memory system, while
§6.3.2 presents the performance cost of sharing memory between pro-
cessors. §6.3.3 presents background on the cost of communicating be-
tween servers. §6.3.4 summarises the performance implications into a
set of implications for application designers.

6.3.1 Memory System Background

One of the largest performance barriers for parallel computing re-
volves around the limitations of the memory system [Grama et al.,
2003]. In modern server architectures, the performance of the mem-
ory system has not kept pace with that of processors. Processors must
operate around the limitations of main memory access to be fully
utilised: each request out to main memory takes on the order of hun-
dreds of processor cycles [Thompson, 2011; Levinthal, 2009].
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To work around this performance limitation, processor designers
have implemented optimisations to ensure that applications are able
to take full advantage of the performance available. These include on-
die processor memory caches that bring data closer to the processor
registers; and instruction level parallelism (ILP) which allows the
processor to continue executing instructions when it would otherwise
have had to stall [Click, 2009].

Figure 15: Processor cache hierarchy for architecture with three levels of
cache. The last level of cache is shared between processor cores on
the same die. A socket interconnect allows processors on separate
sockets to communicate.

6.3.1.1 Processor Cache Hierarchy

The processor cache hierarchy brings data closer to the processor regis-
ters by adding levels of faster static random access memory (SRAM)
directly onto the processor’s die (figure 15) [Patterson and Hennessy,
2005]. Caches act like hardware equivalents of hash tables (without
chaining), with each main memory address mapping to a correspond-
ing cache set address [McKenney, 2010]. When a memory address is
loaded, it is placed into this cache hierarchy.

Caches store cache lines rather than bytes or words: current Intel
processors with the Nehalem or Sandy Bridge microarchitecture have
cache lines of size 64 bytes [Intel, 2012; Levinthal, 2009]. The size and
the number of levels of cache vary between processor architectures:
table 6 gives the cache access times and sizes for the Intel Core i7
architecture [Intel, 2012; Levinthal, 2009].

The cache hierarchy allows the processor to take advantage of spa-
tial and temporal locality: when an address is loaded, it is likely to
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be used more than once temporally. Likewise, it is likely that a neigh-
bouring address will also be needed soon afterwards.

Related to the cache hierarchy is a further optimisation for support-
ing the efficient use of the caches. Modern processors uses prefetch-
ing to keep memory accesses hitting the L1 and L2 caches when pre-
dictable memory strides are made by an application [Drepper, 2007].

Cache Level Size (KB) Access time (Cycles)

Register 64 bits ~1

L1 Data (L1-D) 32 4

L2 256 10

L3 4096-8192 40 (uncontended)

Local DRAM (e.g. 8GB) ~200 on 3.2GHz CPU (~60ns)

Table 5: Cache levels, sizes, and access times for the Intel Core i7 architecture
(including registers and local DRAM access for comparison) [Intel,
2012; Levinthal, 2009]. The first level of cache is split into separate
data and instruction caches, though only the data cache properties
are reported here.

6.3.1.2 Instruction Level Parallelism

Instruction level parallelism (ILP) works to further diminish memory la-
tency by hiding cache misses through multiple instruction issue and
branch prediction. Modern processors are superscalar, able to issue
multiple instructions per clock cycle over the multiple execution units
[Intel, 2012]. To maximise the use of these execution units, processors
reorder instructions internally, ensuring that the results of the instruc-
tions are made visible to the executing program in sequential order
[Intel, 2012]. Branch prediction allows the processor to speculate on
the result of a read miss with a high degree of accuracy, allowing the
processor to continue instead of stalling [Click, 2009].

6.3.2 Shared Memory Considerations

Sharing the responsibility of memory mutation acts against the op-
timisations of the cache hierarchy and instruction level parallelism.
Figure 15 shows a typical cache hierarchy found in modern CPUs. Al-
though the processors typically share access to one level of the cache
(L3 in the diagram), the faster levels of cache (L1 and L2 on the di-
agram) are exclusive to individual processor cores. When a memory
address needs to be shared between two processor cores, they must
coordinate to keep the data consistent.

Processors have their own concurrency control mechanism for man-
aging the consistency of their caches with other processors in the
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system. Most systems use a variant of the MESI cache coherency pro-
tocol, which specifies that a cache line may only ever be in one of the
following states [McKenney, 2010]:

• Modified: the value of the cache line has been modified by the
owning cache from that stored in main memory, and is not
stored in any other cache

• Exclusive: the cache line is not in any other cache, and still has
the same value as main memory

• Shared: the cache line is stored in one or more caches, and has
the same value as main memory

• Invalid: the cache line is empty

When a processor needs to read a value into its cache, it sends a
read request message and waits until it receives a read response message
from either another processor or the memory controller [McKenney,
2010].

Though processors can share cache lines in the shared state, once
they need to mutate any byte in the line they must obtain exclusive
ownership by invalidating the cache line in the caches of all the other
processors. This ensures semantically that only one cache ever has the
cache line in a state different from main memory.

Processors do this by sending invalidate messages to all other pro-
cessors, and waiting for them to return invalidate response messages
[McKenney, 2010]. Likewise, when data has been modified in another
core, the processor must request the data from the other processor.
These operations have significant overhead. To mitigate this overhead,
the cache coherency system uses optimisations for stores.

6.3.2.1 Cost of Shared Memory Mutation

When a load instruction causes a cache miss, processors must wait
for the data to arrive from either another processor cache or main
memory before they can proceed with the current instruction (they
can of course continue with other instructions using instruction level
parallelism). However the same restriction does not need to apply to
stores as the current value will be overwritten in any case. The cache
coherency system has two optimisations for this case: store buffers and
invalidate queues [McKenney, 2010].

Store buffers are small caches of high speed memory that sit close
to the processor’s execution units [McKenney, 2010; Intel, 2012]. When
writing to a memory address that is in another processor’s cache,
rather than waiting for an invalidate response message, the processor
simply writes the store to its private store buffer. When the cache line
arrives from the other processor, the store can be written back to the
processor’s cache, though this does not have to happen immediately
[McKenney, 2010].
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The use of store buffers has a consequence for memory visibility
for other processors. While the store sits in the store buffer, the pro-
cessor’s cache does not reflect the updated value. Thus read requests
from other processors will cause them to receive stale values until the
store is processed. This can cause writes to appear out of order with
respect to reads. To ensure the store is made visible, processors ex-
pose a special instruction called a store barrier for developers. When
the processor executes a store barrier instruction, it will wait until all
pending stores up to the barrier instruction have been flushed to the
cache before proceeding. In processing the pending stores, the pro-
cessor has to stall while waiting for all invalidate response messages to
arrive from other processors.

As the store buffer is limited in size, a series of cache misses for
stores will exhaust it. As this point the processor would have to stall
waiting for invalidate response messages [McKenney, 2010]. Likewise,
when the processor executes a store barrier, the processor has to wait
for invalidate response messages while processing the pending stores.

To prevent this stalling, a further optimisation is found in the in-
validate queue. When a processor receives an invalidate message, rather
than waiting for its cache to become available; it enqueues the invali-
date message in the invalidate queue, and immediately sends an inval-
idate response message. To ensure the validity of the cache coherency
protocol, the processor makes the contract that all future messages
about the cache line in question will occur after the invalidate message
has been processed. This optimisation ensures that stores are able to
proceed quickly, without being constrained by the activity on other
processors.

Like store buffers, the use of invalidate queues has consequences for
memory visibility. While invalidate messages are in the invalidate queue,
the cache of the processor has not yet been updated. When the proces-
sor executes a load while in this state, the processor receives a stale
value from its own cache. Even when a writing processor executes a
store barrier instruction, the updated value is still not visible to the
reading processor until it processes the invalidate message for the
cache line in question.

To make the updated value visible to the processor, a special load
barrier instruction is provided for developers. When a processor exe-
cutes a load barrier instruction, it stops executing the instruction stream
and processes all pending invalidate messages. This ensures that up-
dated cache lines are marked as invalid, causing the processor to
request the data from the owning processor’s cache. Like the store
barrier instruction, this causes the processor to stall, temporarily in-
terrupting the processing flow.

In addition to load and store barriers, processors also provide atomic
instructions that semantically perform a read and write in one mem-
ory operation. For example, compare and swap (CAS) causes a mem-
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ory location to only be updated if the previous value was as expected.
Atomic instructions require both the store buffer and invalidate queue
be flushed on any processor that executes the instruction: they thus
semantically have both a store and a load barrier (otherwise known
as a full memory barrier) for every operation [McKenney, 2010; David
et al., 2013].

Table 6 gives the costs of reading or writing data modified by other
processors for the Intel Core i7 architecture [Levinthal, 2009].

Cache line state Access time (Cycles)

Modified state in another local core (Over L3) 75

In remote L3 cache (Over interconnect) 100-300

Table 6: Cost of accessing data modified by other processors for the Intel
Core i7 architecture [Levinthal, 2009].

Thus when two processors are mutating shared cache lines, the
processor operates at orders of magnitude slower. This can occur even
on variables that were not intended to be shared: as the cache lines
are significantly larger than individual bytes or words (64 bytes on
Intel Core i7 processors), false sharing can occur when two unrelated
variables fall on the same cache line, and the cache line is shared
between processors [Drepper, 2007].

In summary, the cache coherency system has two optimisations
for speeding up stores: store buffers and invalidate queues. One con-
sequence of these optimisations is that memory operations can ap-
pear out of order from the perspective of another processor. Store bar-
rier and load barrier instructions allow processors to synchronise their
view of a cache line (and any writes before that). However, they come
at a performance price [David et al., 2013]; requiring the processors
to stall while waiting for pending stores and invalidate messages to be
processed.

6.3.2.2 Cost of Locks

The cost of contended locks introduce an even greater performance
penalty than sharing a memory location. In the best case, a shared13

lock will cause a thread to incur the cache coherency cost associated
with updating the critical section gating variable: these typically re-
quire atomic instructions, paying the price of a full memory barrier
[Dice et al., 2003; David et al., 2013]. In the worst case, the lock will
be contended by one or more threads and require kernel arbitration,

13 Un-contended locks do not typically pay this penalty as modern processor archi-
tectures are able to do atomic operations on cache lines in the private caches of the
processor. Biased locking [Dice et al., 2003] can be used when the architecture instead
requires the processor bus to be locked for the atomic operation.
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incurring the cost of a kernel mode switch (compounded if the ap-
plication is running in a virtual machine, and hence requires a fur-
ther switch to the host kernel) [Von Behren et al., 2003]. The losing
threads are put to sleep by the kernel, adding a large amount of over-
head to the tasks running on the sleeping threads. This context switch
may also cause the kernel to run other tasks on the now idle proces-
sor, dirtying the processor cache of the waiting thread; or move the
waiting thread to another core entirely, requiring the processor cache
contents to be entirely recreated.

6.3.2.3 Summary

In summary, highly contended shared memory works against the op-
timisations of the memory subsystem. The cost of accessing memory
in another processor’s cache is much higher than a local access to the
processor’s own cache or its registers (table 6). In addition to the cost
of transporting data between processor cores, this cost is also due
to the removal of optimisations such as instruction level parallelism
(ILP) and optimisations of the cache coherency system. When sharing
dominates processing, this causes the processor to execute at a much
lower rate than its potential.

6.3.3 Communication Cost

In addition to the cost of communicating between processor cores on
the same server, transporting data between servers over the network
has an even greater cost. For example, to transmit 4KB of data takes
around 100 microseconds on Amazon’s EC2 10Gbit/s network [Brod-
kin, 2012].

The sending and receiving of data between the network interface
card (NIC) and the operating system (and by extension the appli-
cation) also has overhead including: copying data between memory
buffers; and processing time on the processor that received the net-
work interrupt [Liao et al., 2011].

In addition to the transmission of raw bytes between processes; the
data often needs to be serialised (transformed from an object in an
application’s memory into a series of bytes for transmission). This
adds additional overhead to the processing of each message.

6.3.4 Performance Implications

This subsection presents the performance implications of modern pro-
cessor architecture for low latency high throughput applications.
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6.3.4.1 Maximise Data Locality

By keeping data as close as possible to processor cores, the effective-
ness of the memory sub-system can be maximised. Data is loaded
into the processor cache from main memory in cache lines rather
than as individual bytes: the cache line size on the majority of cur-
rent processors is 64 bytes [Levinthal, 2009]. Thus when loading data
from one memory address, data is loaded from adjacent addresses
(within the cache line) at no extra cost. Additionally, accessing data
with a predictable stride pattern (i.e. moving through memory se-
quentially with the same address jump) allows prefetching optimisa-
tions to bring data into the cache ahead of time [McKenney, 2010].

Data structures (e.g. queues) should be designed to take advantage
of data locality by structuring sequential data together (e.g. queue
elements located together in contiguous memory). Data should be
accessed in a predictable way to take advantage of prefetching.

6.3.4.2 Minimise Data Transport

Data transmission between both processor cores on the same server,
and those on different servers; cost thousands of processor cycles.
Data transmission should be minimised where possible to reduce la-
tency and increase processor efficiency. The tradeoff between adding
more processors to the pipeline: parallelism, or breaking the pipeline
into stages; should be carefully weighed up against the cost of data
transport.

6.3.4.3 Avoid Shared Data Mutation

Sharing data mutation responsibility between processor cores works
against the optimisations made to work around the gulf between pro-
cessor and memory speeds [David et al., 2013]. For example, access
to a remote L3 cache on the same socket is 75 cycles (100-300 on a
different socket) for the Intel Core i7 architecture; while access to a
register takes around 1 cycle [Levinthal, 2009]. The performance us-
ing contended locks is far worse: in this case threads can be put to
sleep, leading to context switches and potentially the performance
cost of crossing into kernel space (when the threading library relies
on kernel threads) [Von Behren et al., 2003].

As much as possible, data mutation responsibility should be re-
stricted to one processor, with memory barriers used to make this vis-
ible to other processors. Thompson [2011] calls this the ‘single writer
principle’.

6.4 concurrency models

Both the user session and shared state subsystems must not only face a
large number of concurrent requests; but also handle them with low
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latency. Even where components can be parallelised to meet these
constraints, the efficiency of individual processing components is im-
portant for reducing the overall resource requirements (and hence
cost) of the system. This requires careful consideration of the archi-
tectural approach for components. This section presents background
on request processing models for concurrency on individual servers.

Four concurrency models for request processing are presented: thread
based concurrency (§6.4.1); event based concurrency (§6.4.2); staged
event driven architecture (SEDA) (§6.4.3); and the Disruptor (§6.4.4).
The advantages and disadvantages of each are discussed.

6.4.1 Thread Based Concurrency

In the thread based concurrency model, requests are processed sepa-
rately on their own thread (i.e. request per thread) [Welsh et al., 2001].
In most implementations, a dispatch (also known as acceptor) thread
listens for new requests (e.g. new socket connections, new data on
an existing socket) and dispatches each one to a separate thread for
processing. The thread library implementation schedules the threads
onto the processor cores available to the application, ensuring each
thread receives a fair amount of time on the processor.

The main advantage touted for thread based concurrency is the
simplicity of the programming model [Von Behren et al., 2003; Welsh
et al., 2001]. The control flow is easy to reason about, following a ‘cal-
l/return’ pattern [Von Behren et al., 2003].

However the model has a number of drawbacks when dealing with
high concurrency: the management cost of threads [Welsh et al., 2001];
the synchronisation cost of sharing data between threads [Von Behren
et al., 2003; Welsh et al., 2001]; lack of control over the scheduling of
threads [Von Behren et al., 2003]; and the cost of context switching [Li
and Zdancewic, 2007; Von Behren et al., 2003; Haller and Odersky,
2009]. Each of these is addressed in turn.

The first drawback, thread management cost; becomes an issue when
the number of threads grows too large. Costs associated with this
management include memory allocation [Li and Zdancewic, 2007];
and scheduling management [Welsh et al., 2001]. Each time a thread
is created, memory must be allocated for its stack: this overhead can
be a large part of the overall request processing time when each re-
quest is short lived. Additionally, as the number of threads increases,
the data structures associated with the scheduler become larger, in-
creasing the overhead associated with scheduling [Welsh et al., 2001]
(especially when the data structures use O(n) operations [Von Behren
et al., 2003]).

A common solution to this problem is the use of thread pools, where
a set number of threads are preallocated on application startup, and
reused throughout the lifetime of the application [Welsh et al., 2001].
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Requests are placed into a queue that feeds the thread pool: as each
thread finishes a request, it starts processing another request from
this queue. However, thread pools themselves add overhead to re-
quest processing: pools can lead to unfairness when requests are het-
erogeneous, leading to large variances in latency [Welsh et al., 2001].

The second drawback, synchronisation cost; occurs when threads
need to share data. As threads can be scheduled off the processor
without warning, or could be running concurrently on different pro-
cessor cores; concurrency control mechanisms are needed to ensure
the consistency of shared data (see §6.3.2). As threads share write
responsibility to this data, they must coordinate to keep the data
consistent. This works against the optimisations of the memory system
(§6.3.4). Additionally, as thread based approaches attempt to max-
imise concurrency by running as many threads in parallel as possi-
ble; the contention over shared data is made worse as data shuffles
around multiple processor cores. This cost is important for virtual
crowd interactive applications as they have a great deal of processing
interdependence (§6.1.2) (especially the shared state subsystem); thus
requiring data sharing (or merging) amongst requests.

The third drawback, lack of control over scheduling; impacts the
ability of developers to keep data localised and so take advantage
of temporal locality [Von Behren et al., 2003]. Utilising the processor
caches as efficiently as possible is key to keeping the latency as low
as possible. The application is at the mercy of the scheduler, which
might interrupt the processing of a request at any time, causing the
processor caches to be dirtied by other tasks. Additionally, the sched-
uler might move requests from one core to another, requiring the
cache to be filled from scratch.

The fourth drawback, the cost of context switching; results from the
overhead of interrupting and restoring threads. A context switch in-
volves saving the state of the thread to a data structure (most likely
stored in kernel space), including the register values and other state
[Von Behren et al., 2003; Li and Zdancewic, 2007]. Von Behren et al.
[2003] makes the argument that this is an implementation problem,
rather than an issue with the thread model per se: cooperative mul-
titasking could alleviate some of this cost. However contemporary
thread libraries are still not designed for this cooperative multitask-
ing.

6.4.2 Event Based Concurrency

Event based concurrency addresses many of the limitations of thread
based concurrency [Welsh et al., 2001]. Rather than a request per
thread, the model has only a small number of threads, usually the
same number or less as the number of hardware threads (CPUs with
hyper-threading can support more than one hardware thread on a sin-
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gle core). Event queues separate input and output sources from the
main processing threads. These processing threads loop for the du-
ration of the application, continuously processing events from their
input queues [Welsh et al., 2001].

In comparison to the stack based approach of thread based con-
currency, event processing threads store the state for each request as
a finite state machine (FSM) until the request is completed [Welsh
et al., 2001]. Although this can increase the complexity of the appli-
cation code; it gives more control of the request processing pipeline
over to the developer, allowing for greater customisation over the con-
trol flow (e.g. mapping event types onto different processing threads)
[Li and Zdancewic, 2007].

Rather than sharing state between processing threads, memory shar-
ing is restricted to the event queue data structures. The processing of
each event is sequential, allowing for processor optimisations (§6.3.1)
to be applied for the event code. When events of the same type are
processed in succession, the application can also benefit from data
locality of the code in the L1 instruction cache. Additionally, when the
same data is used by events in a processing thread, performance gains
result from efficient use of the processor caches and registers [Li and
Zdancewic, 2007].

One bottleneck for event based concurrency is the efficiency of the
event queues. During the processing of a single request, data will
often need to pass through multiple queues. As the queue data struc-
tures are shared between threads, they impose a synchronisation cost
on processing [Thompson et al., 2011]. Pipelines composed of multi-
ple event processing stages can suffer from increased latencies if this
cost is not minimised.

6.4.3 Staged Event Driven Architecture (SEDA)

Staged Event Driven Architecture (SEDA) is a hybrid approach be-
tween thread based and event based concurrency models [Welsh et al.,
2001]. A request is decomposed into a series of processing stages.
Each stage is comprised of an event queue, a thread pool, and an
application supplied event handler that is executed on each thread
pool thread. The stages wait for an accumulation of events, so that
they can be processed as a batch to take advantage of spatial locality.
The batching size is specified by a property associated with the stage
[Welsh et al., 2001].

Feedback mechanisms called resource controllers control the proper-
ties of each stage [Welsh et al., 2001]. Two controllers implemented
by Welsh et al. [2001] control the thread pool and batching sizes. The
thread pool controller adds more threads to heavily loaded stages;
while stripping threads away from stages where threads are idle. The
batch controller adjusts the batch size of each stage up and down



128 architecture background

while monitoring changes in the output throughput of the stage: this
forms a feedback loop that keeps the throughput high [Welsh et al.,
2001].

One drawback of the SEDA model is the number of context switches
that requests must go through in a pipeline of connected stages [Welsh,
2010]. As stage threads share CPU resources, a single request is likely
to have at least one of its stages context switched. This leads to pro-
cessor cache inefficiency [Von Behren et al., 2003; Li and Zdancewic,
2007].

Another disadvantage is the cost of using multiple event queues
along the processing pipeline [Thompson et al., 2011]. Each queue
requires concurrency control operations, adding overhead as more
stages are added to the pipeline.

6.4.4 Disruptor

The Disruptor [Thompson et al., 2011] is a high performance inter-
thread messaging component that supports event based concurrency.
The component ideally supports a software thread per hardware thread
model (i.e. one thread per logical core) to ensure each processing
thread maximises the use of the processor cache hierarchy.

One of the primary performance drawbacks of event based con-
currency is the cost of the queues between processing threads. The
Disruptor has been designed to minimise this cost by avoiding heavy
concurrency control primitives, and ensuring that the data structure’s
variables are only mutated by one thread (with the exception of the
multiple producer case which is supported though discouraged) [Thomp-
son et al., 2011]. It is able to support complex dependency graphs
of producers and consumers by decoupling event consumption from
the data structure management operations: an event is able to be con-
sumed multiple times, with access gated by components internal to
the Disruptor. Events progress through the component in strict first
in first out (FIFO) order, with every event assigned a global sequence
number for all event processors attached to the Disruptor.

Figure 16 presents an overview of the component. The data struc-
ture underpinning the Disruptor is a fixed size ring buffer filled with
preallocated event entries. Event producers claim event entries, write
the event data, and then make the new events available to event pro-
cessors (consumers) through a commit operation.

Each event is assigned a unique sequence number when it is placed
in the ring buffer: this number represents the global order of the event
in the Disruptor. The ring buffer tracks the highest committed se-
quence in the cursor variable, while event processors independently
track the sequence they have processed up to. Event processors walk
over every produced event in the ring buffer, gated by sequence barri-
ers. These barriers track both the cursor, and optionally the sequence
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Figure 16: The Disruptor component with one producer and three con-
sumers, with the third consumer dependent on the first two.

numbers of other event processors to allow for event processor depen-
dencies. Event producers are also gated by a barrier built into the ring
buffer that tracks the last event processor in the dependency graph to
prevent the producers moving past the last consumer.

In figure 16, event consumers 1 and 2 are free to consume events
as the producer makes them available, while event consumer 3 must
wait for 1 and 2 before proceeding. The event producer must wait on
event consumer 3 so that it does not write over events 3 has not yet
processed.

The performance of the Disruptor is maintained by ensuring each
sequence number is owned by a single thread, and thus kept high up
in processor cache memory.

Sequence numbers are represented by a 64 bit integer14, and are
padded out in a wrapper data structure (Sequence) that ensures the
integer is given a dedicated cache line. This is important for prevent-
ing false sharing (seemingly independent variables sharing the same
cache line), ensuring the integer is mutated by only one thread.

The event processor threads have ownership of their current Se-

quence, while the event producer thread has ownership of the cursor

variable (in the case of multiple producers, the cursor variable must
be shared between producer threads requiring an atomic increment
operation).

14 At 100 million events per second, this would take just under 6 millennia to wrap
around.
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As Sequences increase monotonically, there is no requirement for
heavy concurrency control when they are mutated or accessed. Once
the sequence number of an event processor has been observed to be
incremented to n, all other threads can be guaranteed that it has pro-
gressed past the (n− 1) event. A store barrier makes the write visible
to other threads which access the variable with a preceding load bar-
rier instruction (see §6.3.2 for background on memory barriers).

Central to the performance of the Disruptor is the decoupling of
thread waiting policy from the data structure. When creating the Dis-
ruptor, callers provide a claim strategy for event producers, and a wait
strategy for event processors.

The claim strategy specifies the level of concurrency control pro-
ducers require: single producers are able to increment the ring buffer
cursor with only a store barrier for visibility, while multiple producer
scenarios require atomic operations.

The wait strategies indicate how event consumers will behave when
there are no pending events to process. The Disruptor library pro-
vides three wait strategies: busy spin, yielding, and blocking.

Busy spin causes the event processor thread to spin in place rather
than giving up the core when it must wait, giving optimal perfor-
mance when all attached event processors are able to have their own
dedicated processor core.

The yielding strategy causes waiting threads to temporarily busy
spin before hinting to the scheduler that another thread can have the
processor core.

The blocking strategy uses a semaphore to put waiting threads to
sleep. Thus for high performance scenarios where sufficient proces-
sor cores can be allocated the busy spin strategy allows threads to
remain on the same core as long as possible; obtaining the data local-
ity provided by the cache subsystem.

Another performance gain comes from the ability to consume events
in batches rather than one at a time. As sequence tracking has been
decoupled from the ring buffer and pushed to the event processors,
they are free to consume all events up to the limit imposed by their se-
quence barrier without paying any concurrency control penalty. This
amortises the memory barrier cost over the entire batch. This optimi-
sation allows slow consumers that are able to obtain benefit through
batching (e.g. writing to block devices) to keep up with faster produc-
ers [Thompson et al., 2011]. As the batching effect occurs naturally in
the data structure, consumers reach an optimal batching size without
requiring additional logic or monitoring [Oliver and Abdullin, 2012].

6.4.5 Summary

This section presented four models for concurrency: thread based con-
currency, event based concurrency, staged event driven architecture
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(SEDA), and the Disruptor component. Given the architectural chal-
lenges outlined in §6.1.2: low latency, high throughput, and process-
ing interdependence; thread based concurrency seems unsuitable.

SEDA’s use of thread pools between stages means that stages con-
tend for processor cores: thus context switching is an issue within
this model. This works against latency as it disrupts data locality.

Both the event based concurrency model and the Disruptor are able
to support data locality and eliminate shared data within each event
processing thread. However the queues for standard event based con-
currency are often points of contention themselves, using heavy con-
currency control (locks) or multiple gating variables (e.g. a head and
a tail variable, linked list pointers). The Disruptor is a more efficient
model for this form of processing, using efficient gating strategies
between threads, and supporting natural batching (amortising the
shared memory across elements).

6.5 aggregation approaches

One of the major components of the system is the aggregation stage,
responsible for aggregating all input values during each shared state
update tick (§5.2.2). As discussed in §6.1, this stage must overcome
tight latency constraints to meet the interaction requirements of the
application model. As the processing at this component is arguably
the most demanding computation of each tick, the interaction latency
of virtual crowd applications is highly dependent on the performance
characteristics of the aggregation approach.

The architectural approach chosen for the aggregation state has im-
plications for the rest of the system. For example, an implementation
that uses parallelism can allow the other components of the shared
state subsystem: the action to effect processing, the effect store; to be
parallelised as well. Alternatively, a non-parallel implementation will
require these same components to handle more load.

This section presents three architectural approaches for large data
set aggregation: MapReduce (§6.5.1); Stream Processing (§6.5.2); and
finally an approach based on the Disruptor (§6.5.3). The benefits and
tradeoffs of each approach are discussed.

Parallel database management systems (DBMS) have not been con-
sidered due to the nature of the aggregation stage. During each tick,
application logic (a user supplied function) is applied to each active
effect in the effect store to produce input values that are then aggregated.
Before parallel DBMSs can aggregate the dataset, it must be loaded
into the database: this is an operation databases are not generally op-
timised for [Stonebraker et al., 2010]. As the required latencies are on
the order of milliseconds, they are not considered.
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6.5.1 MapReduce

MapReduce [Dean and Ghemawat, 2004] is a data processing paradigm
that enables a batch data computation (e.g. transformation, aggrega-
tion) to be highly parallelised over a cluster of servers. It does this
by breaking the computation up into small chunks and distributing
these to servers in the cluster. It is optimised for high throughput
processing of large data sets [Jiang et al., 2010].

One server in the computation is designated the master, while all
other servers act as workers. The computation has two logical stages:
map and reduce. The map stage uses a user supplied map function to
transform key/value pairs extracted from the input set into interme-
diate key/value pairs (e.g. extracting words from lines of text and out-
putting word/count pairs). The reduce stage uses a user supplied re-
duce function to transform the intermediate key/value pairs, grouped
by key; into a final set of key/value pairs for each key (e.g. summing
word/count pairs into final counts for each word).

The computation proceeds as follows [Dean and Ghemawat, 2004]:

1. The dataset is partitioned into m chunks of a configurable size
(Dean and Ghemawat [2004] notes that 16-64MB chunk sizes are
typical). These chunks will be transformed into r output chunks
by the reduce stage using r reduce tasks (e.g. if only a single
result is to be produced, only one reduce task will be allocated).

2. The master assigns each worker either a map task or a reduce
task.

3. For each worker assigned a map task, the master distributes the
location of one of the m input chunks. The worker fetches this
chunk and iterates over it generating key/value pairs. These
pairs are processed using the user supplied map function. This
generates intermediate key/values pairs as output.

4. These intermediate key/value pairs are partitioned into r chunks
using a partitioning function supplied by the user, and buffered
in the memory of the worker. At some predetermined frequency
the worker makes these buffered key/value pairs available to
the master (e.g. writing them to local disk), notifying the mas-
ter of the location of these chunks.

5. The master passes the location of the intermediate value chunks
to the workers running the reduce task for the relevant partition
as they become available.

6. Once a reduce worker receives all of the intermediate values for
its partition, it performs a sort on the values. This is required to
group the intermediate key/value pairs by their key: multiple
keys might map to the same reduce partition.

7. The reduce worker iterates through the intermediate key/value
pairs and passes them to the user supplied reduce function. The
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result value(s) are outputted as a single result chunk from the
reduce worker (e.g. saved to an output file).

A number of optimisations exist within the model for speeding
up the computation [Dean and Ghemawat, 2004]. The first is the
scheduling of map tasks close to their assigned input chunk file, re-
ducing communication cost. Second developers are able to supply a
combiner function that performs a partial reduction operation on the
map worker at the end of the map task. This can reduce some of the
size of the intermediate dataset when intermediate key/value pairs
have a lot of repeated keys. Third as the reduce phase winds down,
idle worker machines in the cluster are given duplicate reduce tasks
(backup tasks), with the results of the first completing task used. This
allows the computation to avoid stalling on straggler tasks.

6.5.1.1 Benefits/Tradeoffs

The advantage of MapReduce is its scalability: the implementation is
able to scale over thousands of servers and process very large data
sets within minutes [Dean and Ghemawat, 2004; Jiang et al., 2010].

In the implementation described by Dean and Ghemawat [2004],
as well as in the widely used Apache Hadoop15 MapReduce imple-
mentation; the cluster uses a distributed file system to store the in-
put, intermediate, and output chunks. The file system handles repli-
cation for resilience [Dean and Ghemawat, 2004]. This is largely a
result of the primary driver for MapReduce: batch computation on
large data sets stored on disk. As such, each computation involves a
large amount of disk and network overhead [Dean and Ghemawat,
2004; Jiang et al., 2010; Shinnar et al., 2012]. For typical MapReduce
workloads this overhead time is very small compared to the computa-
tion time itself. However for the latencies required for the application
model, delays of seconds far outstrip the required milliseconds. Thus
one disadvantage of current implementations is the overhead of the
filesystem usage.

Shinnar et al. [2012] proposes a MapReduce implementation that
uses in-memory storage rather than disk. It relaxes the reliability con-
straint of other MapReduce implementations for performance. As this
implementation is not mature, and uses similar concepts to the Spark
Streaming approach covered in §6.5.2; this has not been considered.

6.5.2 Stream Processing

In contrast to the batch approach of MapReduce, stream processing
systems are designed to process data interactively, with an emphasis
on low latency computation [Stonebraker et al., 2005]. Stream pro-
cessing engines such as Storm [Marz, 2013], Naiad [Murray et al.,

15 http://hadoop.apache.org/

http://hadoop.apache.org/
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2013], Spark Streaming [Zaharia et al., 2013] and MillWheel [Akidau
et al., 2013]; have been developed for soft real-time processing of large
amounts of incoming data. Users for these systems specify a com-
putational graph16 comprised of processing vertices (or nodes) and
communication edges.

The system parallelises the computation (automatically or with the
direct guidance of the user) by mapping vertices to physical cores
in the cluster. Data entering into the system is modelled as an un-
bounded stream of elements, with a computation pipeline continu-
ously processing elements either a record-at-a-time [Marz, 2013] or
in micro-batches bounded by time (e.g. 500ms) [Zaharia et al., 2013].
Elements flow through the computational graph specified by the user.
As elements pass through stages in the pipeline, partial results are
emitted which are used as input into the next stage. The final stage
of the pipeline emits a stream of results.

Stream processing engines take advantage of the computational
power of the cluster by parallelising the computational stages. A sin-
gle stage of the computation can be run on multiple servers, with a
load balancer distributing input elements across them (e.g. by some
hash of the input data). The parallelism of each stage can be config-
ured independently of other stages, allowing heavy parts of the com-
putation (e.g. requiring more CPU time or memory usage) to be more
parallelised than others.

The performance of these general purpose engines is highly depen-
dent on the nature of the problem, though is usually claimed to be
on the order of milliseconds to seconds [Murray et al., 2013; Zaharia
et al., 2013; Akidau et al., 2013].

6.5.2.1 Benefits/Tradeoffs

Stream processing engines have a number of advantages for low la-
tency high throughput processing over MapReduce:

• the data for the computation is kept in memory [Zaharia et al.,
2013; Marz, 2013; Akidau et al., 2013; Murray et al., 2013], re-
ducing the access latency;

• stream processing engines optimise for data locality to reduce
communication cost and keep the latency low [Zaharia et al.,
2013; Marz, 2013]; and

• the computation is long-running, removing costs associated with
startup.

Like the MapReduce case, the scalability of the system is potentially
greater given the parallel nature of stream processing.

16 In most cases as a directed acyclic graph (DAG) [Marz, 2013; Zaharia et al., 2013;
Akidau et al., 2013], with the exception of Naiad [Murray et al., 2013] which supports
loops using a novel timestamping approach.



6.5 aggregation approaches 135

6.5.3 Disruptor Pattern

Along with the Disruptor component (see §6.4.4), LMAX [Thomp-
son et al., 2011] also shared their architecture for their low latency
high throughput financial exchange. Their approach is of interest as
they face the same architectural challenges of the application model
(§6.1.2): low latency, high throughput, and processing interdepen-
dence.

Within the LMAX exchange, individual trades must consistently oc-
cur with sub-second response times as the markets move quickly: any
delay or variance in the trade response time introduces risk [Thomp-
son and Barker, 2010]. The high throughput of trades must be pro-
cesses with low latency over highly contended market data: the mar-
ket serves as the common ground for traders, with each trade influ-
encing the shared market state and future trade decisions. Addition-
ally trades must have transactional semantics for the market state
to remain deterministic, a key requirement for any financial system
[Oliver and Abdullin, 2012]. This creates a contention point for every
trade request, as each trade request must execute serially over the con-
tended market data. Thus the overall latency of the system is highly
bound on the execution speed of a single trade over shared market
data, the overhead of waiting for exclusive access, and the overhead
of obtaining exclusive access.

To achieve the required performance, LMAX have modelled their
domain closely onto the performance properties of the underlying
hardware. The contemporary paradigm for highly scalable systems
is to model the problem such that it can be scaled out onto mul-
tiple processors and machines, as the MapReduce [Dean and Ghe-
mawat, 2004] and stream processing approaches do [Zaharia et al.,
2013; Marz, 2013; Akidau et al., 2013; Murray et al., 2013]. The serial
nature of the LMAX use case does not scale with this paradigm, as all
trades must gain exclusive access to the tightly coupled market data
during their execution. As §6.3.1 presented, communication between
processors and memory is still orders of magnitude slower than the
execution units within the processor: this leaves a large amount of
room for the optimisation of sequential processing. The LMAX archi-
tecture is based on this observation, and instead performs all trade
requests sequentially on a single thread17 [Oliver and Abdullin, 2012;
Fowler, 2011]. Using this approach they are currently able to achieve
throughputs of over a million trades per second18 [Oliver and Ab-
dullin, 2012] with an average trade latency of 4.57ms [LMAX, 2012].

17 Trading instruments could be partitioned due to their independence, though LMAX
are currently able to run all trading instruments at acceptable latencies [Oliver and
Abdullin, 2012].

18 LMAX do not disclose exact figures for commercial reasons.
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The LMAX system uses a sequential event driven architecture, pro-
cessing stages of a trade request as a pipeline for throughput [Fowler,
2011; Oliver and Abdullin, 2012].

Figure 17: LMAX Processing Pipeline
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Figure 18: LMAX System Architecture Overview

Figure 17 gives an overview of the processing pipeline, while figure
18 presents the architecture of the core exchange server.

The processing pipeline is as follows.

1. External to the exchange server, trade requests are received by
dedicated servers formatted under the financial message proto-
col FIX [Oliver and Abdullin, 2012]. These FIX servers handle
the authorisation of requests before converting the request to an
internal binary message format [Oliver and Abdullin, 2012].
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2. Messages are sent over a messaging bus using user datagram
protocol (UDP) multicast to the exchange server [Oliver and
Abdullin, 2012]. A network thread on the server receives the
messages, and enqueues them in the input Disruptor: this as-
signs each message a unique sequence number as an ID.

3. A consumer thread (replicator) attached to this first Disruptor
sends each message to a high availability (HA) backup server;
while a second consumer thread (serialiser) persists it to a jour-
nal file.

4. Once the trade message is confirmed to be in the secondary
server and on disk, it is un-marshalled into a business object
from the binary format, and executed by the trade processor
thread against the market state (business logic processor in fig-
ure 18).

5. A trade event is created by the trade processor, marshalled into
the custom binary format and published into the output Dis-
ruptor.

6. A consumer thread (publisher) reads the trade events from the
output Disruptor, and pushes them out to the origin FIX server
and other subscribers of trade events over the messaging bus.

The sequential event driven nature of the LMAX system gives im-
portant reliability and performance benefits.

Reliability is maintained using event replication and the event sourc-
ing pattern [Fowler, 2011].

• Replication ensures that a secondary server can continue pro-
cessing trades if the primary exchange server fails. The sec-
ondary receives the same messages as the primary when the
FIX servers send them over multicast, but waits for the canoni-
cal sequence ordering from the primary before it continues. The
secondary performs all of the same processing stages as the pri-
mary with the exception of pushing executed trades out over
the messaging bus.

• The event sourcing pattern persists the events that mutate the
system state in sequential order. This allows the system state
to be reconstructed by replaying the event stream. In addition
to reducing the complexity of state management, this has the
advantage of using the disk efficiently as a block device through
trade request batching.

Key to the performance of the system is keeping the full market
state in memory, and the pipelined processing of trade requests stages
for throughput.

• Event sourcing and domain modelling allow the system state
to be stored completely in memory, with the trade processor
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thread acting as the sole state mutator. This approach removes
the need for concurrency control, thus avoiding the memory ac-
cess overheads. LMAX have created a set of custom collections
that work to keep the working set in the L1 and L2 caches by us-
ing predictable memory striding and appropriate spatial layout.

• The pipelined nature of the system increases trade throughput
by effectively utilising other processors on the server. This also
enables independent stages to be executed in parallel, decreas-
ing the overall latency of each trade. The pipelined approach
also acts to decrease the average latency by reducing the amount
of time trade requests must queue.

6.5.3.1 Benefits/Tradeoffs

The Disruptor pattern supports very low latency processing when the
working set of the aggregation is able to fit into the processor cache
hierarchy. When the working set is larger than this, the performance
of the approach will likely diminish, though the degree to which it
does will likely depend on implementation factors: measurement will
be needed.

One potential drawback of this approach is scalability: as the single
thread approaches saturation (which might only occur at very large
crowd sizes), parallelism will be needed; adding communication cost
to the system.

The approach also has implications for scalability of other parts of
the shared state subsystem: to benefit from the reduced communication
cost, the action to effect processing needs to be collocated with the
aggregation stage as both contend over the effect store. This reduces
the potential scalability of this component, potentially limiting the
size of the crowd that can be supported.

6.5.4 Summary

This section presented three aggregation processing models: MapRe-
duce, stream processing, and the Disruptor pattern. The batch based,
and hence throughput based, focus of MapReduce has meant that the
processing latency of the model is on the order of seconds to minutes:
this makes it unsuitable for the latency requirements of the applica-
tion model. Stream processing and the Disruptor pattern are both
promising approaches to the low latency aggregation needed. The
stream processing approach trades off some latency for throughput
(parallelism); while the disruptor approach trades off scalability for
latency. Both approaches are potential candidates for the aggregation
stage.
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6.6 summary

This chapter presented background for the architectural approaches
underpinning Concentus (chapter 7): the system created to meet RO2;
and the performance test harness (chapter 8) created to meet RO3.

§6.1 derived the core architectural challenges of the application
model: high throughput; low latency; and processing interdependence. Al-
though high throughput low latency systems can be developed through
increased parallelism when requests are independent, the processing
interdependence of requests for applications derived from the applica-
tion model makes this more challenging. As the processing pathways
must be merged together to form the eventual aggregate result, trans-
port cost and contention must be overcome in the architecture.

§6.2 presented the related architectural work for large scale user
systems where users both create and receive state with low latency.
The architectures of the virtual crowd applications presented in §2.1.2;
large scale social networks; and massively multiplayer online games
were discussed. The systems presented for the most part had indepen-
dent requests, not needing to meet the processing interdependence
challenge. Of the little architectural work that has been done on vir-
tual crowd applications, none had attempted to support the latencies
or throughputs proposed by the application model.

§6.3 presented the performance considerations of modern servers.
To meet the three challenges of the application model, the perfor-
mance of individual servers needs to be taken advantage of as much
as possible. A gulf currently exists between processor and memory
speed. Processor designers have worked around this with optimisa-
tions such as the processor cache hierarchy and instruction level paral-
lelism.

However these optimisations are not taken advantage of when pro-
cessors share data mutation responsibility, or when memory is ac-
cessed without a predictable pattern. Additionally, the communica-
tion cost of transporting data between processors running on differ-
ent servers is thousands of processor cycles. All of these patterns
cause the processors involved to stall, running at a far slower rate
than they are capable of. To optimise the processing pipeline to meet
the three challenges of the application model, three performance im-
plications were derived for informing the system architecture: max-
imise data locality; minimise data transport; and avoid shared data muta-
tion.

§6.4 presented alternate concurrency models for the processing of
requests on individual servers: thread based concurrency; event based
concurrency; staged event driven architecture (SEDA); and the Disruptor.

Thread based concurrency and SEDA work against the data local-
ity performance consideration as they introduce context switching
into the processing pipeline. Thread based concurrency model also
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suffers from the synchronisation cost incurred from sharing memory
between threads. As the processing interdependence challenge of the
application model requires requests to coordinate over shared data
structures, this makes thread based concurrency unsuitable for the
application model.

Event based concurrency and the Disruptor model both support
data locality and minimise data sharing. However queues used in
standard event based concurrency approaches often serve as points of
contention between processing threads as they use heavy concurrency
control (locks) or multiple gating variables. The Disruptor is an event
based approach that supports efficient gating strategies between pro-
cessing threads, and amortises the synchronisation cost across events
using natural event batching. It is thus a good fit for the requirements
of the application model.

Finally §6.5 presented three high throughput aggregation approaches,
candidates for the core of the aggregation operation of any candidate
architecture. They were: MapReduce, stream processing, and the Disrup-
tor pattern. Current MapReduce implementations are unsuitable as
they take on the order of minutes to process an aggregation computa-
tion, far short of the milliseconds required by the application model.
Both stream processing and the Disruptor pattern are promising, both
capable of millisecond latencies. They are thus both considered for
the implementation presented in chapter 7.



7
S Y S T E M F R A M E W O R K I M P L E M E N TAT I O N

This focus of this chapter is RO2:

RO2. Construct a system framework capable of support-
ing the interaction requirements of the design model.

Chapter 5 presented the design model, deriving 8 functional and 2
non-functional system requirements (§5.3.2) that a candidate system
would need to fulfil. Chapter 6 then derived two conceptual subsys-
tems from the system requirements: the user session subsystem, and
the shared state subsystem. Both subsystems share two core challenges:
low latency and high throughput processing; while the shared state
subsystem additionally faces a third challenge: processing interdepen-
dence.

This chapter presents Concentus, an implementation of a system
framework that provides the core functionality required for appli-
cations derived from the application model. Concentus is a Latin
noun that translates to: “singing together, harmony, melody; concord”
[Morwood, 2005]. The rationale for Concentus is to provide an ex-
ploratory platform where researchers can evaluate architectural ap-
proaches and application implementation decisions against key per-
formance metrics. It has two implementation aims:

• implement the core functionality required for applications de-
rived from the application model, providing hooks for applica-
tion logic injection (IA1); and

• inform architectural decisions and approaches for virtual crowd
interactive applications, allowing alternative design approaches
to be evaluated against the key performance metric of interac-
tion latency (IA2).

The organisation of this chapter is as follows. An overview of the
application model from an implementation perspective is presented
in §7.1. The scope of the current implementation is presented in §7.2.
An overview of the system topology, including the main service types,
is presented in §7.3. The logical view of the system, including the core
event and data types, is presented in §7.4. The application API is pre-
sented in §7.5. The implementation detail of the system including:
a shared event processing architectural approach, and messaging in-
frastructure is presented in §7.6. Two alternatives for the aggregation
engine (distributed and single server) are presented in §7.7. Finally
the cluster coordination infrastructure of Concentus is presented in
§7.8

141
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7.1 application model overview

Before drilling down into the details of the application logic of the
system, a quick overview of the application model (§5.2) presented in
chapter 5 is given.

N
EI

G
H

B
O

U
R

 N
ET

W
O

R
K

COLLECTIVE INPUT(S)

Application Logic

EFFECTS STORE

Individual 
values at time t

Collective 
value at time t

Actions

VIRTUAL CROWD

SHARED STATE

Application Logic

Crowd Configuration

New effects added

App. Logic

Shared State Refresh

Active 
Effect

Tick 
Timer

(At least one a SOCIAL INPUT)

Figure 19: A reproduction of the application model overview presented in
§5.2.1.

The model (figure 19) proposes applications where a crowd collec-
tively controls input (potentially multiple inputs) into an interactive
environment as if they were a single user; whether that input be a
movement command for a collectively controlled character, or a mes-
sage representing crowd consensus on emotion or sentiment. All par-
ticipants share the same view of the application state: the shared state
(§5.2.2); and collectively determine the value of shared input variables
into that state: collective inputs (§5.2.3).
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Like other interactive applications, the shared state is updated at
a fixed frequency called a tick. On each tick the state is advanced in
time (by the time delta since the last tick), with the current input also
applied to the state. Three key differences set collective inputs apart
from input schemes for other interactive environments:

• although individual crowd members select the value they in-
tend each input to have, the final value of each collective input is
an aggregation of all individually selected values;

• rather than simply representing the most popular value, col-
lective inputs are fuzzy, representing the degree of consensus
around a set of potential values (e.g. a list of the top 25 mes-
sages associated with number of people actively backing them);

• the collective inputs are represented as a part of the shared state,
acting as both an input to parts of the shared state and as an
aggregated output of crowd interaction.

Thus before each shared state update tick, the value of each collective
input must be formed from the aggregation of individually selected
values. Therefore each tick comprises two core stages: collective input
aggregation, and then a subsequent update of the shared state.

To set a value for a collective input, participants send actions to the
system. These are processed into effects (§5.2.4), data representing the
individual impact of the participant on the shared state. Associated
with each effect is a function that computes the value of a single col-
lective input when passed a tick time as an argument. Effects remain
between ticks in the effects store (until they return a value indicating
that they have expired), allowing the outcome of an action to persist
over some time period rather than being instantaneous.

Actions are able to generate multiple effects, though effects are lim-
ited to one per collective input per participant: new actions are able to
replace existing effects as required.

When participants send actions, their effects are also sent back to
the origin participant to be represented locally on their client. This
allows the actions of participants to be perceived as they relate to the
final collective input value (e.g. showing the position the participant
intends a shared character to have in relation to the final aggregated
value).

Participants are connected to one another in a neighbour network
(§5.2.5) topology; with each participant able to see the effects of a small
number of other participants directly. When a participant performs an
action, their effects are sent to their neighbours.

7.2 implementation scope

Before presenting the implementation of Concentus, the scope of the
current implementation effort must first be stated. The implementa-
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tion strategy for developing Concentus was to build the system incre-
mentally, using a performance test driven development approach to
add features in stages.

Functional System Requirements Im
pl

em
en

te
d

F-1. Support a client session for each member of the virtual
crowd.

X

F-2. Assign each participant a direct connection to a sub-
set of the crowd such that the crowd is organised into a
network.

F-3. For each member process each incoming action (input
event) into one or more effects.

X

F-4. Send effect updates directly to the performing partici-
pant.

X

F-5. Send effect updates to the neighbours of the perform-
ing participant.

F-6. Store and retrieve effect data for each participant and
collective input combination.

X

F-7.1. Generate individual values from each effect for each
collective input.

X

F-7.2. Aggregate all values for each collective input. X

F-7.3. Mutate the previous shared state with the aggre-
gated values of each collective input and the time since
the last update.

X

F-8. Broadcast shared state updates to all connected clients. X

Table 7: Scope for the current implementation of Concentus.

Table 7 presents the functional system requirements that are met
by the current implementation of Concentus. The initial focus of the
implementation effort has been on the most demanding parts of the
architecture: all of the processing associated with the shared state;
and supporting client sessions.

The shared state subsystem (§6.1.1) is the most architecturally de-
manding part of the implementation due to the convergence of the
three challenges outlined in §6.1.2: high throughput; low latency; and
processing interdependence. It has been fully implemented in Con-
centus.
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The client session subsystem (§6.1.1) is the next most demanding
part of the implementation, facing the challenges of low latency and
high throughput. It includes:

• the handling of client connection requests;
• maintaining client socket connections;
• reliable messaging;
• shared state update broadcasting to all clients (as simultane-

ously as possible);
• client addressability (i.e. that each client has a messaging end-

point within the system);
• organising clients into the neighbour network; and
• forwarding effects to neighbours.

One feature that has been left out of the current implementation is
the neighbour network (§5.2.5). In the model, participants are connected
to one another with each participant able to see the effects of a small
number of other participants directly.

Although the neighbour network forms an important part of the ap-
plication model, it has been excluded from the current implementa-
tion scope to allow for a focus on the shared state and other client ses-
sion management features. The remaining challenge for this feature
is selecting an appropriate algorithm for ensuring participants are ap-
propriately balanced (so that each participant has a similar number
of connections) as the crowd grows. This algorithm would be used to
generate the network structure linking participants to one another.

The building blocks required for supporting the feature are in place:
all clients are addressable in the system, with each one allocated a
client ID that the messaging infrastructure is able to use to route mes-
sages to each client. Effects are also fully implemented and already
sent back to the owning participant when they perform an action.
Thus the data structures and handling mechanisms for neighbour ef-
fects are fully in place.

7.3 system overview

This section gives a high level overview of Concentus, presenting the
core service types of the system. To avoid ambiguity, ‘node’ will be
used to refer to an individual instance of any Concentus service: the
mapping between nodes and servers is generally one-to-one. Figure
20 present a high level overview of the system.

Concentus is implemented primarily in Java (with Scala used for
one variant of the aggregation engine). It is an event based system,
with events sent and received asynchronously. The framework is de-
signed to be distributed on a cluster, and is decomposed into the fol-
lowing service types: client handler (§7.3.1); action processor (§7.3.2);
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Shared

Figure 20: The topology of the System

aggregation engine (§7.3.3); and shared state processor (§7.3.4). The
processing pathways of the system are presented in more detail in
§7.4.

Concentus implements the core functionality for applications de-
rived from the application model, providing a simple API (§7.5) for
developers to inject their application logic. It thus supports the first
implementation aim (IA1). By decomposing the system into service
types, components are able to be easily swapped out with other im-
plementations. This supports the second implementation aim (IA2)
by allowing alternative designs to be evaluated (this evaluation is sup-
ported by the performance test harness of chapter 8). This flexibility
is utilised to explore alternative aggregation engine implementations
in the evaluation chapter (chapter 9).

Missing from this overview is the implementation of the cluster
management parts of the system: these are presented separately in
§7.8. Additionally the specific implementations of the aggregation en-
gine are presented in §7.7.

7.3.1 Client Handlers

Client handlers implement the client session subsystem (§6.1.1); serv-
ing as the gateway between clients and the rest of the system. Each
client is bound to a single client handler, with the handler storing a
proxy for the client that is given a unique identifier within the system.
The client handlers are responsible for receiving client connection re-
quests; maintaining client connections; hosting client proxies, which
in turn make clients addressable within the system; receiving actions
from clients, and sending effects and shared state updates back to
clients. Multiple client handlers can be deployed in parallel to scale
to the incoming load.
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Each client is assigned a proxy that handles the client’s session with
the system. It is responsible for:

• maintaining a connection with the remote client;
• ensuring events are delivered to the client, replaying events

where necessary (see §7.6.4);
• handling input events from the client, including forwarding ac-

tions onto the rest of the system;
• giving each client a messaging endpoint within the system, al-

lowing other components to send events to the remote client;
and

• sending the latest shared state update when it is available to the
client.

Each client proxy is assigned a unique identifier within the system:
a long (8 bytes) for the client ID, with the first 16-bits representing
the ID of the client handler, and the remaining 48 bits representing
the unique identifier of the proxy within the handler. This scheme al-
lows events to be routed to clients by other components in the system
without requiring a lookup for the location of the proxy: the ID of
the hosting client handler can be extracted by reading the first 16 bits,
allowing events to be quickly routed to the proxy via the handler.

Client handlers are also responsible for assigning each client an
action processor (see §7.3.2) where its effects will be stored. This is
currently performed using a round-robin assignment for each client
handler.

7.3.2 Action Processors

Action processors implement the action processing part of the shared
state subsystem (§6.1.1). They are responsible for processing actions
into effects, and storing the effects for use during the shared state gen-
eration each tick. During each tick they are also responsible for gen-
erating input values from their stored effects. They are hosted by the
aggregation engine implementation (see §7.7). It is possible to have
multiple action processors deployed in the system in parallel. How-
ever, the implementation of the aggregation engine determines the
number of action processors deployed.

Each action processor stores the timestamp of the next tick: when
actions are processed, this value is used as the start time of any pro-
duced effects. As actions are processed, the created effects are sent back
to the origin client via their proxy (figure 21a).

Each time a new tick is requested, the action processors provide an it-
erator for generating input values from the active effects (figure 21b). It
is up to the aggregation engine as to how this iterator is used, though
currently both implementations immediately populate a buffer which
is then passed onto subsequent aggregation stages.
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nextTick = 2347

Effect Store Effect 

Action 

Application Logic

(a) Action to effect processing.

Input Value

Tick Event

(b) Input value generation on tick.

Figure 21: The processing stages of action processors.

7.3.3 Aggregation Engine

The aggregation engine is the variable part of the framework, per-
forming the aggregation for the shared state subsystem (§6.1.1). It is re-
sponsible for the timing of ticks (i.e the frequency of the tick rate), and
the aggregation of input values into collective inputs during each tick.
It hosts both the action processor (§7.3.2) service instances (also de-
termining the number of action processors deployed), and the shared
state processor (§7.3.4).

AGGREGATION ENGINE

ACTION
PROCESSOR(S)

SHARED
STATE UPDATE

PROCESSOR

Input Values

Figure 22: The aggregation performed during each tick

Figure 22 presents the aggregation performed during the genera-
tion of each shared state update. Active effects (stored in the action
processors) are used to generate input values using the effect function
(see §7.4.4) associated with each effect, along with the current tick
time.
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7.3.4 Shared State Processor

The shared state processor is the final stage of the shared state subsys-
tem (§6.1.1). It is responsible for refreshing the shared state on each
tick, using the aggregated collective inputs as input.

During each tick, the shared state processor receives a Map object
from the aggregation engine mapping collective input IDs to the as-
sociated aggregated values; along with the timestamp of the current
tick. Each collective input value contains the top-n ranking of individ-
ual input values. On reception of this map object, the shared state
processor generates a new shared state update using the collective in-
puts, the timestamp, and the previous state. This update is then sent
to all client handlers (§7.3.1) for broadcasting to clients.

7.4 processing flows

This subsection presents a logical view of the system, including the
main interaction events and messaging flows between clients and the
system.

For reference, all of the data types used for the event fields are
primitives with the exception of ‘chunk encoded’: int (4 bytes); long
(8 bytes); and boolean (1 byte).

The chunk encoding type found in some of the events allows ar-
bitrary amounts of data to be written using the following chunking
approach:

1. Each chunk starts with an int indicating the length of the next
chunk.

2. The chunking section is completed by a chunk of length -1.

7.4.1 New Client Connection

Before interacting with the system, participants must first start a new
client session. Each client connecting to the service is given a unique
identifier (client ID) that can be used for addressability. The flow
for connecting with the system is as follows:

1. Clients establish a connection with the system, and are allocated
a client handler by the system’s load balancer;

2. Clients send a ClientConnectEvent (listing 1) to the assigned
client handler;

3. The client handler allocates the client a unique client ID for
the session, and allocates space for a client proxy representing
the client on the system. This client proxy serves as both a mail-
box for out-going messages intended for the client, as well as
handling reliable messaging;
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4. The client handler replies to the client with a ClientConnec-

tResponseEvent (listing 2) that includes the client ID that has
been allocated to the client.

Listing 1: Client Connect Event

ClientConnectEvent {

callbackData : long

}

Listing 2: Client Connect Response Event

ConnectResponseEvent {

callbackData : long

responseCode : int

clientId : long

}

7.4.2 Client Input/Update

Once a session has been established, the client begins sending Cli-

entInputEvents (listing 3) to its client handler at a fixed frequency.
These events act as both a heart-beat for the client, as well as serv-
ing as the transport for actions. On receipt of a ClientInputEvent,
the client handler sends a ClientUpdateEvent (listing 4) in response.
This update event contains any pending data that the client is yet to
receive from the system, including shared state updates and effect data;
as well as acknowledging the receipt of previous action events. The
messaging flow is as follows:

Listing 3: Client Input Event

ClientInputEvent {

clientId : long

hasAction : boolean

actionData : chunk encoded

}

Listing 4: Client Update Event

ClientUpdateEvent {

clientId : long

updateData : chunk encoded

}

1. The client sends a ClientInputEvent to its client handler con-
taining the client ID that the client has been assigned in the
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connection interaction (§7.4.1). If the user has performed an ac-
tion, the ActionEvent (listing 5) is included as data along with
a flag indicating the presence of the action (hasAction);

2. The ClientInputEvent is processed by the client handler, in-
cluding any attached ActionEvents;

3. The client handler sends a ClientUpdateEvent to the client with
any pending data, including shared state updates and effect state;
that has accumulated1 between ticks;

4. The client waits until the input tick time has elapsed before
starting at 1 again. The input tick time is the heartbeat time
for input events that clients agree to when they start a client
session.

The tick based input/update approach serves two purposes: client
presence, and to balance the time spent updating with the processing
of incoming events.

The first of these, client presence, allows the system to quickly de-
termine which client connections are still active, allowing in-memory
client data to be disposed when the client is deemed no longer active.

The second purpose, input/update processing time balance; pre-
vents the system from stalling when a new shared state update is ready
to be sent. An initial iteration of the client handler attempted to broad-
cast new shared state updates out to all clients in one go, looping over
all client connections and pushing the data out. This was found to
cause the system load to peak each time an update was ready (espe-
cially the outgoing network traffic), causing new inputs entering the
client handlers to stall.

Instead, rather than broadcasting the shared state update out to all
clients at once; the system waits for incoming ClientInputEvents
from individual clients for prompting, with the update then read
from a buffer in the client handler and sent in a ClientUpdateEvent.
This allows the system to spread the workload of shared state update
broadcasting out, while at the same time remaining responsive to new
input events (and actions).

7.4.3 Action Execution

Listing 5: Action Event

ActionEvent {

clientId : long

actionId : int

actionData : chunk encoded

}

1 Data could also be prioritised such that the most important data is sent in the first
update event, with any subsequent data sent if there is space remaining in subse-
quent ClientUpdateEvents. This strategy is not currently used in the system.
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Listing 6: Action Function (provided by Application Code)

processAction(action : ActionEvent) : Effect[]

ActionEvents (listing 5) are the entry point for participant input
into the shared state. They are received by client handlers and for-
warded to the action processor for processing (via the ClientInputEvent
described in §7.4.2). Each ActionEvent is linked to the participant
who performed the action (clientId), as well as specifying the type
of the action (actionId) and any associated data (actionData).

On receiving an ActionEvent from a client, the action processor
generates one or more Effects (listing 7). Each Effect is directly as-
sociated with a single collective input, specifying its value over some
duration. Effects are linked to a function that accepts a simulation
time as a parameter (listing 8): when this function is invoked, the Ef-

fect either creates an input value for its collective input; or indicates
that it has expired.

Listing 7: Effect

Effect {

clientId : long

startTime : long

inputId : int

effectTypeId : int

isCancelled : boolean

effectData : chunk encoded

}

Listing 8: Effect Function (provided by Application Code)

apply(effect : Effect, time : long) : InputValue

Effects serve a dual purpose: allowing actions to last longer than
a single simulation tick; while also enabling clients to represent the
outcome(s) of an individual action at a local level, whether this be
representing the actions of the participant using the client or one of
their neighbours.
Effects are stored by the action processor until they expire, or until

they are replaced by a subsequent ActionEvent by their origin partic-
ipant. They are also sent to the client of the performing participant,
as well as their neighbours, for local level representation.

The messaging flow is as follows:

1. An ActionEvent (listing 5) is received by an action processor
(after first passing through a client handler);

2. The action processor creates one or more Effects (listing 7) us-
ing the actionData from the ActionEvent and a function pro-
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vided by the application developer (listing 6). In between each
tick, the action processor stores the time for the next tick: this is
used for the startTime of each created Effect;

3. The action processor stores the Effects in its effect store. Partic-
ipants are limited to a single Effect per collective input, so any
active Effects that match on the inputId and clientId of a new
Effect are replaced;

4. All created Effects are also sent to the client that created them
(i.e. the client with ID equal to clientId). In future, Effects
will also be sent to the neighbours of the client.

7.4.4 Shared State Update Tick

The shared state represents the state of the application at the collective
level, serving as the focus and reference point for all interaction with
the system. It is updated based on both time (i.e. the state changes
over time) and the aggregated input of collective inputs.

As discussed in the application model overview section (§7.1), the
state is updated periodically in response to a tick timer that fires at a
fixed frequency.

Each tick has four phases:

1. the firing of the tick timer and delegation of the action proces-
sors to the aggregation engine;

2. the generation of input values from effects;
3. the aggregation of input values into the final aggregate values

for each collective input; and
4. the mutation of the shared state itself based on the input of the

collective inputs and the duration of time that has elapsed since
the last tick.

These four steps are presented in turn.

7.4.4.1 Tick Start

The first phase of the shared state update is the firing of the tick timer.
This timer is managed by the aggregation engine, which takes respon-
sibility for the scheduling of the tick rate. Each time the timer fires,
the aggregation engine sends all action processors a TickEvent (list-
ing 9) that includes the time that the shared state update will represent
(i.e. the state of the shared state at the given time).

Listing 9: Tick Event

TickEvent {

time : long

}
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When action processors receive a TickEvent, they first update the
tick time they store for use during action execution: this means that
new actions will have effects that start in the next tick. Second, they
provide an iterator to the aggregation engine that passes over all ef-
fects stored in the effect store, generating input values from each effect.
Rather than materialising all input values at once, the aggregation en-
gine is able to use this iterator to generate input values as a stream.

Listing 10: Tick Delegate (provided by Aggregation Engine)

interface TickDelegate {

onTick(time : long, inputValues : Iterator<InputValue>)

}

The action processor then delegates to the aggregation engine using
the TickDelegate interface (listing 10). This interface is implemented
by the aggregation engine code, and is responsible for generating
input values from effects and passing them to the next phase of the ag-
gregation computation. As the action processors block while invoking
this function (to provide the aggregation engine exclusive access to ef-
fects), the aggregation engine must work quickly to process the input
values onto the next stage.

7.4.4.2 Collective Input Generation

The second phase is the generation of input values from effects. Once
the action processor has passed responsibility to the aggregation en-
gine, the engine must iterate through all effects to generate input values
for the current tick time. The iterator provided by the action proces-
sor performs this operation, moving through all effects stored in the
action processor. As it does so, it also manages the stored effects, re-
moving any that have expired.

Listing 11: Input Value

InputValue {

inputId : int

score : int

valueData : chunk encoded

}

Within the iterator, input values (listing 11) are generated by passing
the tick time to the function associated with each active effect (listing
8). Like their parent effects, input values are tied directly to a single
collective input (via the inputId), specifying a potential value for the
input at the tick time.

Each input value has a score component indicating the intensity of
the value for the purposes of ranking. When input values are aggre-
gated together, the score component of each value is added. One il-
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lustrative use of this score is to indicate the recency of the action that
created the effect: as the simulation time increases, the application
developer can reduce the score until it reaches zero using a custom
intensity profile (e.g. the score might reduce parabolically or linearly).
In any case, this is left to the developer through the effect function call.

The score also serves one final role regardless of the scoring func-
tion provided by the developer: when the function emits an input
value with a score less than or equal to zero, the effect is considered
expired and is disposed by the iterator.

As input values are generated, the aggregation engine passes them
onto the next stage of the aggregation computation.

7.4.4.3 Collective Input Aggregation

The third phase of the shared state update generation is the aggrega-
tion of the input values.

Listing 12: Aggregation Strategy (provided by Application Code for each
Collective Input)

interface AggregationStrategy {

aggregate(v1 : InputValue, v2 : InputValue) : InputValue

createGroupKey(value : InputValue) : GroupKey

}

Listing 13: Group Key (provided by Application Code)

interface GroupKey {

equals(other : GroupKey) : boolean

hashCode() : int

}

The aggregation is performed as a group-by operation, where input
values are first grouped by their grouping key and then aggregated
using the application provided function. The group key and the ag-
gregation function for each input value are provided by the application
developer via the AggregationStrategy interface (listing 12).

Listing 14: The interface of a collective input object

interface CollectiveInput {

inputId : int

topInputValues : InputValue[]

}

The group key (listing 13) is minimally the ID of the collective input
the input value targets (so that values are aggregated separately for
each input), but can be more discriminating. Application developers
can customise the group key to match only on certain data values in
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addition to the input ID. This results in more than one potential value
for each input in the final aggregation. In such a case, competing
input values are ranked by their scores (from highest to lowest) with
the final value for the collective input a set of the top-n values, rather
than a single value. n is determined by the application developer for
each collective input.

The rationale for allowing multiple values for a single collective in-
put is to represent the amount of consensus where the value data
itself is unable to reflect this. A prominent example of this is string
based values (e.g. a ‘message’ collective input). Participants are able to
see the how much support the top value had, in addition to seeing
emerging alternative values.

The final representation for each collective input is the Collec-

tiveInput (listing 14) object. This stores the top InputValues in an
array ordered by score.

7.4.4.4 Shared State Update

The final phase is the generation of the shared state update itself. Once
the aggregation engine has finished aggregating the CollectiveIn-

puts, it collects all of the aggregate values together and invokes the
onTickCompleted method (listing 15) of the shared state processor
(the aggregation engine hosts the shared state processor).

Listing 15: The onTickCompleted method signature of the Shared State Pro-
cessor

object SharedStateProcessor {

...

onTickCompleted(time : long, collectiveInputs : CollectiveInput[])

...

}

The shared state processor then passes the CollectiveInputs to an
application provided function (listing 16) along with the tick time to
generate the data for the new update. This data is used to generate
a SharedStateUpdateEvent (listing 17) which is then broadcast out to
clients.

Listing 16: Shared State Update Function (provided by Application Code)

createUpdate(time : long, inputs : CollectiveInput[]) : UpdateData
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Listing 17: State Update Event (provided by Application Code)

SharedStateUpdateEvent {

updateId : long

time : long

updateData : chunk encoded

}

7.4.4.5 Processing Flow Summary

A summary of the processing flow during a tick is as follows:

1. The tick timer fires;
2. All active Effects in the system are used to generate Input-

Values using the tick time and the function associated with each
Effect;

3. InputValues are grouped by a grouping key (GroupKey) pro-
vided by the application that minimally groups on the ID of
its collective input (InputId);

4. InputValues are aggregated by their GroupKey using a supplied
aggregation function;

5. The final set of top-n InputValues are wrapped in a Collec-

tiveInput object for each collective input. The set of Collec-

tiveInputs is then passed to a supplied state update function
along with the tick time. This function generates a new Shared-

StateUpdateEvent;
6. The SharedStateUpdateEvent is broadcast out to all clients (via

the ClientUpdateEvent).

7.5 application api

The API for application developers has been presented through list-
ings 6, 8, and 16. To provide the implementation of these methods,
developers implement the interface presented in listing 18.

Listing 18: Collective Application Interface

interface CollectiveApplication {

processAction(action : ActionEvent) : Effect[]

apply(effect : Effect, time : long) : CandidateValue

createUpdate(time : long, inputs : CollectiveInput[]) : UpdateData

}

In addition to their application implementation, developers also
provide meta-data about their application (listing 19) including the
tick rate; and collective input definitions (listing 20). Currently this
meta data is supplied as a Java/Scala object, but could easily be re-
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placed with a configuration file or other markup (such as Java anno-
tations).

Listing 19: Collective Application Meta Data

ApplicationMetaData {

tickDuration : long

inputDefinitions : CollectiveInputDefinition[]

}

Listing 20: Collective Variable Definition

CollectiveInputDefinition {

inputId : int

topNCount : int

}

7.6 shared implementation detail

This section presents detail on the implementation of Concentus. To
aid in the development of the system, a common infrastructure has
been created for supporting low latency high throughput event pro-
cessing, including:

• a base implementation of an event processing service that utilises
the Disruptor component (§7.6.1);

• a low latency implementation of event serialisation that is reused
throughout the system for the core events presented in §7.4
(§7.6.2);

• a common messaging infrastructure built on the ØMQ messag-
ing library (§7.6.3); and

• a reliable messaging protocol that is reused through the system
(§7.6.4).

As discussed in §7.3, there are four primary service types in Con-
centus: client handlers, action processors, the shared state processor,
and the service instances associated with the aggregation engine. The
client handlers, action processors, and the shared state processor all
utilise the common infrastructure presented here. The aggregation
engine implementation is also able to use this infrastructure, though
that is left to implementors: they are also free to utilise their own
infrastructure.

Each infrastructure component is presented in turn.
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7.6.1 Concurrency Approach

The client handlers, action processors, and the shared state proces-
sor all share the same event processing pipeline implementation. The
Disruptor concurrency model (§6.4.4) has been used to support low
latency high throughput processing at each service instance.

Figure 23: The general processing pipeline pattern used for Concentus ser-
vice instances.

Figure 23 provides an overview of the base implementation of the
processing pipeline (the specific implementations, for example the
client handler, may feature additional components on top of this base).
It features two Disruptors: an input Disruptor and an output Disruptor,
and three processing threads. The pipeline executes as follows:

• a network listening thread receives events from the underlying
messaging infrastructure (discussed in §7.6.3) and places them
into the input Disruptor;

• an event processing thread processes events from the input Dis-
ruptor, mutating data in its private memory, and enqueuing any
output events into the output Disruptor;

• a network sending thread receives events from the output Dis-
ruptor and sends them using the underlying messaging infras-
tructure.

The Disruptors are preallocated with ResizingBuffer objects that
store the raw bytes of incoming and outgoing events. Each Resizing-

Buffer object is backed by a preallocated block of memory of a fixed
size (specified on the creation of the buffer). The buffer’s class ex-
poses methods for directly reading and storing primitives and strings



160 system framework implementation

to and from the backing memory, and also provides methods for slic-
ing the buffer (so that another ResizingBuffer instance accesses into
the backing array at some offset). When data that is too large for
the default preallocated block is placed into the buffer, it temporarily
allocates a new memory block while retaining the preallocated one.
When the buffer is reset for reuse, it switches back to the preallocated
memory block, and frees the temporary one.

The rationale behind the buffer is to maximise data locality (§6.3.4).
Multiple ResizingBuffers can use memory that is spatially located by
default, only switching to alternative memory blocks when the pre-
allocated memory is too small (buffers should be sized to accommo-
date the majority of messages). In the current implementation these
buffers are backed by standard Java byte arrays, though as Resiz-

ingBuffer is an interface, this can be swapped out with alternative
approaches without changing event code (e.g. allocating memory off-
heap).

To communicate with the network threads (both sending and re-
ceiving), the event processing thread uses event headers for signalling.
These include the identity of the socket on which an event was re-
ceived, or where it should be sent; the identity of the sender/receiver
(for ROUTER/DEALER sockets, discussed in §7.6.3); and other flags in-
cluding the validity of the event (i.e. should it be processed or ig-
nored). The event headers wrap the event data content, and are stored
as bytes in the ResizingBuffers. Each header also provides the off-
sets of the data content, allowing multiple message segments to be
written to the same ResizingBuffer: this is utilised by the messaging
infrastructure as discussed in §7.6.3.

Ideally each thread is allocated directly to its own hardware thread
(i.e. processor core), though in the current implementation this schedul-
ing decision is left to the Java Virtual Machine (JVM). Although some
libraries exist for pinning threads to cores (e.g. Java-Thread-Affinity2);
these have not been used in the current implementation of Concentus,
instead left as future work.

By utilising the Disruptors, and ResizingBuffers; the service in-
stances are able to process events with low latency and high through-
put by targeting the data locality and avoid shared data mutation
performance implications (§6.3.4).

7.6.2 Serialisation

Raw bytes enter and exit the event processing thread discussed in
§7.6.1. To be used by this thread, the raw bytes must first be converted
to/from Java objects through a process called serialisation.

2 http://openhft.net/products/thread-affinity/

http://openhft.net/products/thread-affinity/
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Concentus uses a custom binary format for the serialisation of
events, rather than relying on the default Java Serialization3 or other
serialisation libraries (e.g. Kryo4). Most serialisation libraries (includ-
ing the aforementioned approaches) instantiate a new Java object each
time raw bytes are deserialised. This works against data locality as the
memory for these new objects is allocated where it is available rather
than contiguously. Additionally memory is copied during this pro-
cess (as the new object is made ready for use), incurring the cost of
the copy.

Instead of creating new objects for each event, Concentus uses the
flyweight pattern [Gamma et al., 1995]; providing long lived Buffer-

BackedObjects that bind to a ResizingBuffer and index directly into
the bytes of the backing memory. Event processing code creates in-
stances of BufferBackedObjects for each event type they process (e.g.
ClientInputEvent) on instantiation; when reading an incoming event
they simply set the backing buffer on the BufferBackedObject and
read the fields. Likewise when sending an event, they first claim a
ResizingBuffer entry from the send queue, set the backing buffer
on the BufferBackedObject of the required type, and write the fields
directly.

This targets the data locality property, supporting event processors
in the reading and writing of data in continuous chunks.

7.6.3 Messaging Infrastructure

For inter-node messaging, the ØMQ messaging library5 was used.
ØMQ has been designed for low latency high throughput messag-
ing: one of its core applications is stock exchange messaging [iMatix
Corporation, 2007]. The core abstraction in ØMQ is the ØMQ Socket,
which has a similar interface to Berkeley sockets: raw bytes are sent
and received with serialisation (and deserialisation) left to the appli-
cation. Its advantages include:

• strong message delivery semantics - messages are either com-
pletely delivered, or no bytes are received;

• performance (bytes are only sent when the receiver is ready to
buffer them); and

• optimised messaging patterns (see socket types below).

The library itself is written in C++, with access to Java provided
through a Java binding that uses JNI (Java Native Interface) for inter-
operability. ØMQ imposes its own wire protocol requiring that both
endpoints are ØMQ sockets.

3 http://docs.oracle.com/javase/7/docs/platform/serialization/spec/

serialTOC.html

4 https://github.com/EsotericSoftware/kryo

5 Version 3.2.4 of libzmq and version 2.2.2 of jzmq, the Java binding for ØMQ . Both
are available from http://zeromq.org/.

http://docs.oracle.com/javase/7/docs/platform/serialization/spec/serialTOC.html
http://docs.oracle.com/javase/7/docs/platform/serialization/spec/serialTOC.html
https://github.com/EsotericSoftware/kryo
http://zeromq.org/
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The library supports and utilises the concept of message frames:
a message can be divided up into parts, yet still sent as one logical
message. For example, a message might be composed of a frame for
a header and a frame for content. As the message passes through
other messaging components, new header frames might be added
and removed to assist with routing.

The following asynchronous socket types have been used in Con-
centus:

• ROUTER: supports multiple connections on one socket; and maps
each connection to an identity (an array of bytes). Can be used
for both sending and receiving, though it is only used for re-
ceiving in Concentus. All events received from the socket have
the identity added as an additional message frame.

• DEALER: represents a connection to a single ROUTER or DEALER

socket. Can be used for both sending and receiving, though it
is only used for sending in Concentus.

• PUB: supports multiple subscribers, and fans out events to all
subscribers on send (does not support receive operations); and

• SUB: can connect to multiple publishers (does not support send
operations).

When a socket is given a message, it queues it internally for send-
ing. For ROUTER and DEALER sockets, ØMQ monitors the progress of
the node receiving messages from the socket. If the receiver is not
keeping up with the outgoing messages (and the internal queue fills
up past a set number of entries), ØMQ supports two modes:

• blocking mode: the send operation blocks on the thread using
the socket, preventing further processing until the receiver has
caught up; and

• non-blocking mode: the send operation immediately returns,
dropping the message.

In Concentus the non-blocking mode has been used throughout the
system for sockets that this is applicable to. PUB sockets always use
non-blocking mode. This prevents the event processing thread from
stalling when one recipient is not able to keep up with sent events. To
work around lost messages, a reliable messaging protocol has been
implemented. This is described in §7.6.4.

The PUB and SUB socket types are used exclusively by the shared
state processor (PUB) and client handlers for reception of shared state
update events (SUB). Multiple client handlers subscribe to the same
PUB socket on the shared state processor. Each time a new shared
state update is generated, it is published on this socket.
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7.6.3.1 ROUTER/DEALER Socket Pattern

For the remaining messaging in the system, the messaging pattern
presented in figure 23 is applied. A single ROUTER socket is used for
receiving events from multiple nodes. A set of DEALER sockets, one
for each node connected to the ROUTER socket; are used for sending.
Thus two connections are created between nodes using this pattern:
one for receiving events, and another for sending.

The ROUTER socket abstracts multiple connections to a single socket
endpoint. Internally, it maps TCP connections to identities represented
as strings of bytes. New connections on the socket are automatically
assigned a new identity that persists with the connection (option-
ally the connection can request a specific identity instead). When
the ROUTER socket receives a message from one of the connections, it
prepends a frame containing the identity to the message. This allows
the source of the message to be determined by the reading listener.
Likewise when data is sent to the socket, the identity must be the
first frame of the message. The socket then takes responsibility for
looking up the associated socket and delivering the message.

However, using a single ROUTER socket for both sending and re-
ceiving creates a point of contention within the concurrency model
outlined in §7.6.1: both the listening and sending network threads
would need to use concurrency primitives (see §6.3.2) to share access
to the same ROUTER socket.

Instead, an approach that uses a single ROUTER socket exclusively
for receiving events, and multiple DEALER sockets for sending (one
per node); has been implemented. The lookup mechanism in the
ROUTER socket has been reimplemented in the messaging infrastruc-
ture of Concentus using DEALER sockets. A map linking identities to
DEALER sockets is maintained in the network sending thread, while
the network receiving thread simply listens on a single ROUTER socket.
The same identity assigned to a node in the ROUTER socket is used to
lookup the DEALER socket connected to the same node. This allows the
event processing thread to use identities to refer to an external node,
while the messaging infrastructure handles delivery to that node.

When an event is received from the ROUTER socket, the identity is
written (by the network listening thread) into the ResizingBuffer en-
try in the input Disruptor along with the message data. The event
processing thread is then able to use this identity for all future mes-
saging with the node that sent the message. To send a message, the
event processing thread writes the target identity to the Resizing-

Buffer entry in the output Disruptor along with the message to send.
The network sending thread then looks up the DEALER socket mapped
to the identity and sends the message.
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7.6.4 Reliable Messaging Implementation

The messaging infrastructure described in §7.6.3 allows messages to
be dropped when the receiver is not keeping up with the sender. This
is to prevent the event processing pipeline from stalling when one
receiver is temporarily overloaded.

Instead, to ensure delivery of important data; select messaging
pathways in the system use a reliable messaging protocol. These in-
clude:

• client handler to client connections, allowing client to request
replays of updates (e.g. effects) sent to them;

• client to client handler, allowing the client handler to request
that actions be replayed; and

• action processor to client handler connections, allowing client
handlers to request a replay of generated effects.

The protocol is implemented using an approach based on the Quake
3 engine [Sanglard, 2009]. Nodes supporting reliable messaging keep
a ring buffer for data that needs to be reliably delivered (or when
sufficient non-delivery would warrant terminating the session). Each
piece of reliable data is given a unique sequence number from a
monotonically increasing sequence for the current session.

Listing 21: Event sent by a reliable sender

UpdateEvent {

...

reliableSeq: long

...

}

Listing 22: Event sent by a reliable receiver

InputEvent {

...

reliableSeqAck : long

...

}

For events flowing from the nodes participating in reliable messag-
ing (e.g. client handler to client), two fields are appended: reliable-
Seq and reliableSeqAck (listings 21 and 22).

The reliableSeq field stores the sequence number of the most re-
cent reliable data item that has been sent. It is present on events
flowing from the reliable sender (listing 21). reliableSeqAck stores the
sequence number that the reliable receiver has processed up to. It is
present on events flowing from the reliable receiver to the reliable sender
(listing 22).
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Reliable data is stored in a ring buffer of length reliableBuffer-

Size. When reliable data is to be sent, the next entry in the ring buffer
is claimed. The index of this entry is calculated as follows:

index = sequence % reliableBufferSize

When data needs to be replayed, the sequence number is used to
retrieve the associated data index in the same way.

Let n be the highest sequence number the reliable receiver has re-
ceived, and m the highest sequence number sent by the reliable sender.
When the reliable receiver receives an event that has a reliableSeq

number greater than n+ 1, it drops the message. On the next event
sent from the reliable receiver to the reliable sender, it sets the reliable-

SeqAck to n. This signals to the reliable sender that it has not received
all reliable data with sequences between n and m (inclusive). The re-
liable sender then replays all the reliable data with sequence numbers
greater than n. If n is smaller than the m− reliableBufferSize, then
the reliable sender is no longer able to support the reliable messaging
contract as the reliable receiver has fallen too far behind: in this case
the connection is dropped.

7.6.5 Summary

This section presented the core infrastructure of Concentus, providing
implementation detail on how the client handlers, action processors,
and the shared state processor handle the high throughput low la-
tency event processing demanded of them. The Disruptor component
(§6.4.4) forms the foundation of the event processing infrastructure
(§7.6.1), with a direct serialisation approach that maintains data local-
ity (§7.6.2) translating the raw bytes into events. The ØMQ messaging
library has been used for the messaging infrastructure (§7.6.3), cho-
sen for its use for other low latency high throughput domains such as
stock exchanges [iMatix Corporation, 2007]. To prevent the event pro-
cessing pipeline from stalling, messages are dropped if the receivers
are unable to keep up with them. To work around this message loss,
a reliable messaging protocol (§7.6.4) has been implemented on key
messaging pathways.

7.7 aggregation engine approaches

One of the major components of the system is the aggregation engine,
responsible for aggregating all participant input into collective input
values during each state update tick (§7.4.4). Of fundamental impor-
tance for the intended interaction is the latency at which input values
can be generated and aggregated by this engine. As the processing
at this component is arguably the most demanding computation of
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each tick, the interaction latency of virtual crowd interactive applica-
tions is highly dependent on the performance characteristics of the
aggregation approach.

This section presents two aggregation engine approaches that have
been developed for Concentus. §7.7.1 presents a distributed parallel
approach built on the Spark Streaming platform (a platform for gen-
eral purpose stream processing) [Zaharia et al., 2013]. §7.7.2 presents
an approach that performs the aggregation on a single server.

7.7.1 Spark Streaming Implementation

The Spark Streaming platform (which will henceforth be referred to
as Spark) is a stream processing engine implementation (§6.5.2). The
core system consists of a single master node that communicates with
worker nodes running on separate servers. Streaming computations
are submitted to the master, which then coordinates with the workers
to execute the computation. It has been used as the basis of one ver-
sion of the aggregation engine, supporting a parallelised aggregation.

Spark uses a micro-batch approach: processing streams in time-
based batches rather than as a record-at-a-time computation [Zaharia
et al., 2012]. This fits well with the tick approach of the application
model, where effects are transformed into input values only on each
tick. Spark buffers the input streams during the sampling period,
with the buffered elements then stored as blocks of data called re-
silient distributed datasets (RDDs) within the system. A stream is thus
represented in the system as a series of RDDs (which are referred to
as discretised streams: DStreams).

Like MapReduce [Dean and Ghemawat, 2004], Spark uses a mas-
ter/worker model for the cluster with one machine serving as the
master node while the others run worker processes [Zaharia et al.,
2012]. Each worker has an in-memory block store that stores the RDDs
of the computation. When the streaming application is started, net-
work input sources are distributed across the worker machines. These
buffer incoming elements before placing them in the local block store
of the worker (they are additionally replicated for resilience to at least
one other worker).

To perform a computation on a running Spark cluster, developers
supply a driver application that defines a computation pipeline (us-
ing Spark’s API) consisting of transform operations (e.g. map, reduce-
ByKey); output operations (e.g. collect, foreach); and input sources.
Streams that inherit from InputDStream serve as input into the com-
putation, with at least one required to start the computation pipeline.
Input sources that wish to deploy network receivers across the cluster
inherit from NetworkInputDStream.

At the start of each micro-batch (fired at a fixed interval set by a
user defined property: e.g. 500ms), the master transforms the com-
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putational graph into a series of tasks. These tasks are distributed to
worker nodes taking into account the locality of the RDDs the opera-
tors will execute over. As the computation runs, Spark shuffles blocks
of data between processing operations, finally bringing the output
data stream back to the driver application.

7.7.1.1 Computational Pipeline

Concentus provides an implementation of an input DStream called
InputValueDStream that hosts a single action processor, emitting In-

putValues as a stream. InputValueDStream inherits from the Network-

InputDStream class, providing a network receiver that hosts the action
processor: Spark automatically distributes this on the cluster.

The computational graph is defined as follows:

1. Some configurable number of InputValueDStreams are deployed
across the cluster, ideally one per server (it is up to Spark how
this is scheduled).

2. On each tick, each stream outputs a block of InputValues for
the tick.

3. Before combining with the other input streams, the InputValues
of each stream are first transformed (using the mapPartitions

operator) into a stream of tuples: (GroupKey, InputValue). The
GroupKey for each value is obtained by invoking the create-

GroupKey function from listing 12.
4. On this stream of tuples a reduceByKey operation is executed

which causes all local InputValues sharing the same GroupKey

to be aggregated together (scores summed). The output stream
is a stream of (GroupKey, InputValue) tuples where each value
is present only once (due to the reduce operation). This is an
optimisation to reduce the amount of network traffic needed
for the shuffle step (step 5).

5. The input streams are then combined together, with each (Group-

Key, InputValue) tuple shuffled to a server based on the hash
of its GroupKey. This ensures that all InputValues with the same
GroupKey are processed on the same server (globally this time,
rather than locally as was the case in step 4).

6. The (GroupKey, InputValue) tuples are again aggregated by
their GroupKey, generating the final aggregate value for the given
GroupKey.

7. The (GroupKey, InputValue) tuples are then transformed into
a stream of (InputId, CollectiveInput) tuples, with the input
value of the original stream placed into the top position of the
top-n array of the CollectiveInput object (listing 14).

8. The (InputId, CollectiveInput) tuples are then shuffled to a
server based on the given InputId: this ensures all InputValues
for a given CollectiveInput are processed on the same server.
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9. The (InputId, CollectiveInput) tuples are aggregated together,
with two CollectiveInputs sharing the same InputId combined
by performing an insertion sort on the two original top-n arrays.
This eventually produces a single CollectiveInput object for
the InputId with the final top-n InputValue list.

10. All of the CollectiveInput objects are collected together into
the driver application, with the onTickCompleted method of the
shared state processor invoked with the final CollectiveInput
set.

7.7.1.2 Tick Timer

The implementation of the tick timer is built on the micro-batch timer
already present in Spark. This timer is responsible for generating in-
put RDDs at the rate specified by the configuration specified in the
driver application. When the micro-batch timer fires, the compute method
is called on every InputDStream in the computation to generate an
RDD.

Normally an input source would immediately push incoming data
into the block store as it arrives. The micro-batch timer would then
take all data that has pooled and immediately generate an RDD.

However this approach has implications for the consistency of the
collective inputs generated. InputValues are valid only for a specific
time slice (they are generated from effects with a tick time). Using an
external tick timer to push the values to the block store could result
in InputValues for different tick times being aggregated together. Ad-
ditionally only part of the values for a given tick might be used if the
RDD generation runs mid-tick.

To work around this, Concentus intercepts the compute call Spark
makes on the InputValueDStream. When this call is made, the Input-

ValueDStream contacts its network receiver, potentially running on a
separate server; and requests that it generates all InputValues for the
tick. While it waits for the receiver, this call blocks. Once the receiver
has pushed all InputValues to its block store, it responds to the In-

putValueDStream, which in turn then generates the RDD. This ensures
that all InputValues for one tick will be contained within one RDD.

7.7.1.3 Advantages/Disadvantages

The advantage of the Spark based aggregation implementation is the
ability to take full advantage of the available computational cores
and memory of the cluster by distributing the computation. Data is
partitioned and shuffled between processors as it passes through the
computational pipeline before finally resulting in one or more out-
puts.

For cases where the amount of data to be processed is large, or
where the computation is, relatively speaking, long running; dividing
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the workload and storage over the cluster is certainly the appropriate
strategy for minimising the latency of the system. There is, however, a
cost to transporting data between computational stages. At the inter-
process level, transporting data over a network hop adds latency to
the computation, which can become significant when the ratio of data
size to computation duration becomes large.

Thus the Spark based aggregation implementation potentially makes
a tradeoff of latency for scalability.

7.7.2 Single Batch Sort Implementation

Though distributed general stream processing engines like Spark pro-
vide parallelism for stream computation tasks, they must also shuffle
data between servers to achieve this parallelism. For example, to per-
form the top-n ranking of InputValues, all matching values for some
input ID must eventually be collected together from all action proces-
sors in the system.

As an alternative to the distributed approach, an implementation
has been developed that simply sorts the entire batch of InputValues
in the memory of a single server. The single batch sort (SBS) aggrega-
tion implementation hosts a single action processor.

7.7.2.1 Computation

The computation is as follows:

1. In the onTick method of the TickDelegate (listing 10) provided
by SBS, all InputValue are immediately generated and placed
into a Java ArrayList.

2. The ArrayList is passed to the aggregation processing thread
through a Disruptor (§6.4.4).

3. InputValues in the ArrayList are sorted in order of the InputId,
and then the value data using the default TimSort algorithm in
Java 7. This allows the elements to be aggregated in a single
pass through the list.

4. All InputValues are iterated over in sorted order, generating the
final value aggregate for each collective input by:

a. Summing InputValue scores while the value data matches
the previously seen InputValue. This is done by storing the
aggregate InputValue for the current value in a variable
(currentInputValue).

b. When a new InputValue is encountered, the now com-
pleted InputValue from the previous iterations can now
be ranked with all other completed InputValues for the
given collective input (step 4c). The new InputValue is then
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placed into the currentInputValue variable, replacing the
previous one.

c. Like the InputValue, the current CollectiveInput is stored
in a variable (currentCollectiveInput). If this variable is
empty when an InputValue is to be added, a new Col-

lectiveInput is created with the InputValue added to its
top-n list. Otherwise, the InputId of the InputValue is com-
pared to that of the CollectiveInput.
If the IDs match, the InputValue is added to the top-n list
within the current CollectiveInput. When the top-n list is
not yet filled, the element is simply added to the end of
the list. When the list is full, the score of the InputValue is
compared to the score of the final element of the top-n list.
If it is greater, it replaces the last element. Finally the top-n
list is sorted.
If the IDs do not match, the current CollectiveInput is added
to the set of CollectiveInputs. a new CollectiveInput

with the InputValue is then placed in the currentCollec-

tiveInput variable.

5. The set of CollectiveInputs is delivered to the shared state
processor along with the tick time using the onTickCompleted

call (listing 15).

7.7.2.2 Tick Timer

The tick timer for SBS is simply another thread that runs on the server
that pushes a TickEvent to the hosted action processor on each tick.

7.7.2.3 Advantages/Disadvantages

SBS only allows one ActionProcessor to be deployed in the system,
limiting the potential scalability of the action to effect processing.
However, it avoids moving data over the network (data instead is
moved between threads using the Disruptor). Thus the SBS imple-
mentation makes the tradeoff of scalability for latency.

7.7.3 Summary

This section has presented the two implementations developed for
the aggregation engine component of Concentus: Spark, and single
batch sort (SBS).

The Spark based aggregation implementation is able to distribute
the aggregation computation over a number of servers. By process-
ing parts of the computation in parallel, more memory and processor
resources of the cluster can be used by the system. Spark distributes
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stages of the computation over the cluster, bringing the final aggre-
gate result back to the driver application (and then onto the shared
state processor). It is able to support multiple action processors run-
ning in parallel, increasing the scalability of the action to effect pro-
cessing.

The SBS based implementation performs the entire aggregation on
a single server. By doing so, it avoids the cost of transporting data
over the network. It only supports one action processor, which limits
the scalability of the approach.

The Spark based implementation makes the tradeoff of latency for
scalability, while the SBS approach makes the tradeoff of scalability
for latency. Which of these approaches is most suitable for the appli-
cations derived from the application model needs to be determined
experimentally. This is the focus of chapter 9.

7.8 cluster coordination

Concentus is a distributed system that is designed to be run on a clus-
ter of machines, anticipated to be running in a cloud computing en-
vironment (e.g. Amazon EC26; Microsoft Azure7). To run the system,
Concentus services first need to be: allocated to servers on the cluster;
configured; advertised to one another; bound to each other so that all
dependencies are satisfied; and then told to execute. To facilitate this
orchestration, a cluster coordination layer has been developed. This
layer is additionally used by the performance test harness (chapter 8)
to set up the environment for each test.

This section presents the coordination components, starting with
the Apache ZooKeeper service (§7.8.1) which forms the basis of the
coordination implementation. §7.8.2 presents the mechanism Concen-
tus services use to signal dependencies between each other. §7.8.3
presents the state machine model used for Concentus services, and
the service container component that implements the state changes.
§7.8.4 presents the simple Guardian services that run on all machines
in the cluster: they accept service deployments from the cluster and
execute them on their server. Finally §7.8.5 presents the coordinator
component.

7.8.1 Apache ZooKeeper

At the core of the cluster coordination implementation is Apache
ZooKeeper8: a centralised service that supports shared read and write
access to configuration data stored in the memory. Library code for
clients is also supplied, simplifying communication with the service.

6 http://aws.amazon.com/ec2/

7 http://azure.microsoft.com

8 http://zookeeper.apache.org

http://aws.amazon.com/ec2/
http://azure.microsoft.com
http://zookeeper.apache.org
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Data is stored in ZooKeeper in a tree, mimicking a typical file sys-
tem (see figure 24). The tree is composed of elements called znodes,
containers that both store data and associated meta-data. This meta-
data includes properties such as the version of the data, access con-
trol, and a timestamp. The data content itself is comprised of raw
bytes that the clients must serialise/deserialise.

All write operations performed on znodes are transactional in na-
ture, with the writing client supplying the version of the znode they
expect: if this is different from the current version, the write fails. This
property ensures clients maintain a consistent view of the data.

ZooKeeper clients are also able to register with a znode to receive
notifications about changes to the data. This allows clients to react to
changes made by other clients. This property has been used within
the Concentus coordination subsystem to drive configuration changes
in Concentus nodes.

Finally ZooKeeper manages heart-beats between clients and the
ZooKeeper service, allowing it to detect when a client has discon-
nected. Data can be stored in znodes ephemerally, automatically deleted
when the client’s connection has been lost. In conjunction with the
notifications above, this property allows the cluster coordination com-
ponents to react to new or leaving service instances, and adjust the
system accordingly.

7.8.2 Service Deployment Configuration

To support deployment, Concentus service developers provide an im-
plementation of the ServiceDeployment interface (listing 23) that pro-
vides meta-data about the service, including any service dependen-
cies that must be started (serviceInfo, using the data type defined
in listing 24); as well as hooks for allowing the service to send data
to the coordinator before it is configured (onPreStart); and a method
implementation for instantiating an instance of the service using any
configuration data sent by the coordinator (createService).

Listing 23: Concentus service developers provide a ServiceDeployment ob-
ject for service deployment

interface ServiceDeployment {

serviceInfo() : ServiceInfo

onPreStart() : Object

createService(serviceId : int, initData : Object, ...) :

ConcentusService

}
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Listing 24: The Service Info Data Type that defines meta data about Concen-
tus Services

ServiceInfo {

serviceType : String

dependencies: String[]

}

This meta-data is used by the coordinator (§7.8.5) to configure the
service, and ensure that all dependencies are started before it at-
tempts to connect to them.

7.8.3 Service Containers

All Concentus services are wrapped by service containers; compo-
nents responsible for communicating with the coordinator (§7.8.5),
and configuring the hosted service. Service containers are initialised
with a ServiceDeployment object (§7.8.2).

Concentus services are modelled as state machines; with the coor-
dinator working to drive services through each state in order that
they be configured and connected with any necessary dependencies.
Services can be in one of six states:

• CREATED: the service container has been created, but the service
has not yet been initialised;

• INIT: the service has been initialised, configured with any data
provided by the coordinator;

• BIND: the service is ready to accept connections from other ser-
vices (it has bound its sockets);

• CONNECT: the service has connected to any other services it de-
pends on;

• START: the service has started;
• SHUTDOWN: the service has shutdown.

Each service exposes the following interface for configuration and
execution9:

Listing 25: Concentus services implement the following interface

interface ConcentusService {

onInit(stateData : StateData, cluster : ClusterHandle) : void

onBind(...) : void

onConnect(...) : void

onStart(...) : void

onShutdown(...) : void

}

9 The actual implementation of this interface is an abstract class.
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Currently services move through these states in order, not able to
move back to an earlier state. In future this will be changed to sup-
port reconfiguration as more servers are brought online. For the pur-
poses of evaluating alternative architectural approaches and applica-
tion concepts, this current implementation is sufficient.

7.8.4 Guardian Processes

Rather than deploying Concentus services directly onto servers in
the cluster, they are instead managed by Guardian processes. These
are simple service implementations that accept service deployments
(§7.8.2) from the coordinator (§7.8.5). Once a deployment has been
received, the Guardian spins up a new JVM process on which it starts
a service container wrapping the ServiceDeployment.

The coordinator is able to restart this service deployment, or re-
place it with another one at any time; by communicating with the
Guardian on which it runs. Each restart or replacement causes the
existing JVM process hosted by the Guardian to be destroyed, with a
new JVM process started for the new deployment.

In a standard deployment, Guardians are allocated to servers on a
one to one basis, though more than one can execute on a single server
if necessary.

Guardian processes differ from other Concentus services in their
state definitions:

• CREATED: the Guardian has been created, but not yet initialised;
• READY: the Guardian has initialised, configured with any data

provided by the coordinator;
• RUN: the Guardian is executing a deployment given by the coor-

dinator;
• SHUTDOWN: the Guardian has shutdown.

Each server participating in the Concentus cluster runs a Guardian
process to accept deployments.

7.8.5 Coordinator

The coordinator is responsible for:

• deploying Concentus services onto the cluster (see §7.8.4);
• resolving a dependency graph from the ServiceDeployment meta-

data, specifically the ServiceInfo object (see §7.8.2); and
• moving the services through the six service states such that ser-

vices are ready to receive connections before dependent services
attempt to connect (see §7.8.3).
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Figure 24: The ZooKeeper path structure for services.

The current coordinator implementation is designed for performance
testing (elaborated further on in §8.5.2), setting up a static deploy-
ment that is then monitored during testing. Future work includes
the creation of a dedicated coordinator for handling dynamic deploy-
ments, where servers are added and removed during execution; and
reconfiguration support for running services when the deployment
environment is updated.

The coordinator and service containers (and Guardian processes)
communicate using ZooKeeper (§7.8.1), with the service creating the
directory structure presented in figure 24. Each instance of a service
(e.g. a client handler node) creates a new instance path (labelled us-
ing a unique identifier) under its type (e.g. ClientHandler) that has
the children stateSignal, state, and serviceInitData. Each of these
children stores data (serialised Java objects) that are used to commu-
nicate between the service container and the coordinator.

The coordinator listens on the path state, while the service con-
tainer listens on stateSignal. To drive the service into a new state,
the coordinator updates the stateSignal path by storing the seri-
alised data of a StateEntry object (listing 26). This object allows the
state and additional data for the state change to be provided.

Listing 26: The StateEntry object (simplified) used for communicating be-
tween the Coordinator and Service Containers

StateEntry {

state : ServiceState

stateData : Object

}

Once the service has shifted to the requested state (or alternatively
failed to change), the service container updates the state path, again
using a StateEntry object.
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7.8.6 Summary

This section presented the coordination components of Concentus.
Apache ZooKeeper (§7.8.1) forms the basis of the coordination imple-
mentation, with the coordinator (§7.8.5), service containers (§7.8.3),
and Guardian processes (§7.8.4) using it to communicate with one
another. Concentus services are modelled as state machines; with
the coordinator resolving service dependencies, and driving them
through the states such that all dependencies are satisfied. Depen-
dencies are specified through ServiceDeployment objects (§7.8.2) pro-
vided by each service type. Guardian processes, running on all servers
participating in the cluster, allow the coordinator to assign services to
servers; optionally reconfiguring the cluster as required.

7.9 summary

This chapter presented the implementation of Concentus, the system
framework designed to support the development of virtual crowd
interactive applications by providing an implementation of the core
functionality required by the applications. The purpose of Concentus,
in conjunction with the performance test harness (chapter 8); is to
provide an exploratory environment where architectural approaches
can be evaluated in the context of a fully implemented system.

§7.1 presented an overview of the application model presented in
chapter 5 from an implementation perspective.

§7.2 then presented the scope for the current implementation. One
feature of the application model that has not been implemented is
the neighbour network; though the building blocks in the features of:
addressable clients, effects, and the internal messaging infrastructure
(§7.6.3) have been implemented.

§7.3 presented an overview of the system. Concentus is a distributed
system designed to be executed on a cluster. It implements the core
functionality required for applications derived from the application
model, supporting the first implementation aim (IA1). Four core ser-
vice types are defined within the system: client handlers, action pro-
cessors, the shared state processor, and service implementations for
the aggregation engine. The ability to swap out service implementa-
tions supports the second implementation aim (IA2), allowing alter-
native implementations to be evaluated.

§7.4 presented a logical view of the system, defining the event
flows and event data types for the main processing flows: new client
connection (§7.4.1), the client input and update mechanism (§7.4.2),
action execution (§7.4.3), and the processing that occurs during a
shared state update tick (§7.4.4). Interspersed with this section were
the hooks for the application API, which are brought together in §7.5.
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§7.6 presented the shared implementation detail of client handler,
action processor, and the shared state processor nodes (i.e. instances
of Concentus services). Concentus provides a base implementation of
an event processing node that these services build on. At the heart of
this base implementation is the Disruptor component (§6.4.4), which
has been used as the model for concurrency (see §6.4). A direct se-
rialisation approach maintains data locality by allowing the event
processor to move through event data directly, rather than serialis-
ing to a new Java object first. The ØMQ messaging library has been
used for inter-node messaging, which has been implemented for the
high throughput low latency messaging required for stock exchanges
[iMatix Corporation, 2007].

§7.7 presented two implementations of the aggregation engine de-
veloped for Concentus: a distributed parallel approach that builds on
the Spark Streaming platform; and an approach that performs the ag-
gregation on a single server (single batch sort: SBS). The approaches
make different tradeoffs: the Spark approach increases scalability at
the potential detriment of latency; while the SBS approach limits scal-
ability for a potentially decreased latency. Both approaches are evalu-
ated in chapter 9.

Finally §7.8 presented the cluster coordination infrastructure of
Concentus. This infrastructure is responsible for deploying services
to the cluster, and ensuring they start in the correct order with all
dependencies between services satisfied.

The performance test harness presented in the next chapter (chap-
ter 8) builds on the implementation presented here.
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P E R F O R M A N C E T E S T H A R N E S S

This focus of this chapter is RO3:

RO3. Construct a performance test harness for evaluating
the framework and application implementations against
the interaction requirements of the design model.

Chapter 7 presented the implementation of Concentus, the system
framework developed to meet RO2.

This chapter builds on the framework implementation of the pre-
vious chapter to provide a performance test harness that is able to
subject both the system framework, and any developed applications;
to the simulated load of a crowd of users. It supports the exploratory
environment of Concentus, allowing researchers to evaluate architec-
tural approaches and application implementation decisions against
key performance metrics. It has two implementation objectives (one
of which is shared with Concentus):

• inform architectural decisions and approaches for virtual crowd
interactive applications (in general), allowing alternative design
approaches to be evaluated against the key performance metric
of interaction latency (IA2 - shared with the system framework);

• to allow virtual crowd interactive application designers to evalu-
ate the performance (and perhaps viability) of their application
concept against the same aforementioned metric (IA3).

The performance test harness addresses these two objectives by pro-
viding components for load generation, performance measurement,
and coordination of the distributed system under test as it runs vir-
tual crowd interactive applications. This allows for a performance
driven approach for the development of both the system framework
itself, and the applications built to the framework’s API. Enabling
early evaluation of the performance characteristics of architectural
decisions and application design is important for attaining the re-
quired scalability and latency performance [Denaro et al., 2004]. The
demanding performance requirements of Concentus, as well as the
exploratory nature of the application space, only further motivates
an early testing approach.

The performance test harness provides the following features:

• a simple application programming interface (API) for both ap-
plication and system framework developers. In addition to al-
lowing application developers to measure their application against
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representative input, the API also serves as the foundation for
generalised performance testing of the system framework. Mock
application code built on top of the API allows parameters of
the system such as the input and update data sizes, frequency
of input, input processing time, and tick rate to be varied as
various architectural approaches are measured;

• simulation of full client sessions, allowing the performance of
the application or system framework to be evaluated with all of
the required processing steps in place (e.g. heartbeat tracking,
reliable messaging, update broadcasting);

• an efficient implementation that allows a large number of clients
to be simulated per server, important for simulating the intended
crowd sized participation of these applications.

This chapter is structured as follows. The first section (§8.1) presents
the related work on performance testing tools and approaches, justi-
fying the development of the performance test harness. The second
section (§8.2) presents the metric subsystem of the harness, includ-
ing the metric types the harness captures. The third section (§8.3)
presents the API of the test harness. The fourth section (§8.4) presents
implementation considerations for accurate performance results. Fi-
nally the fifth section (§8.5) presents the implementation detail of the
test harness, building on the components of Concentus presented in
the implementation chapter.

8.1 related work

In the performance testing space, three main approaches have emerged:
production-based performance testing; testing with load generation
tools; and finally early exploration with evaluation frameworks.

8.1.1 Production-based Performance Testing

One approach to testing that has come to dominate contemporary
large scale systems such as Twitter1, Disqus2 [Hitchcock, 2013], and
Netflix3 is performance testing using production traffic [Waldrop, 2013;
Watson, 2013]. Waldrop [2013] identifies the following two production
testing approaches:

• Canary testing: of the large number of production servers run-
ning a service (or micro-service that makes up a larger part of
a service), a small number of these are switched to run a new

1 http://twitter.com

2 http://disqus.com/

3 http://netflix.com

http://twitter.com
http://disqus.com/
http://netflix.com
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version of the service. Load balancers redirect a small percent-
age of the traffic in production to these deployments, which are
then evaluated through metrics that are instrumented through-
out the services;

• Dark traffic testing: like canary testing, a small number of servers
are used to deploy a new version of the service. However, rather
than redirecting production traffic to the new service, the ser-
vice front-end layer replicates a small percentage of the traffic
to the new implementation, avoiding the exposure of the new
system to users.

Traditionally running more than one copy of a service would be
cost prohibitive, requiring additional server resources that would oth-
erwise not be provisioned. The shift to cloud based deployments
(whether this be public or private clouds), and the fact that many
services are replicated across many servers for horizontal scalability,
has meant that it is now cost effective to run alternative versions of
a service for a small amount of the production traffic [Waldrop, 2013;
Anand, 2011].

Both of these production performance testing approaches require
cloud provisioning infrastructure that is able to rapidly deploy and
rollback new implementations of the service. If a canary service fails,
the system needs to be reverted quickly for service quality [Anand,
2011].

This approach has a number of advantages over traditional perfor-
mance testing: it allows a new implementation to be evaluated against
the actual user load of the system; allows the system to be evaluated
in-situ with all of its dependencies, something that is non-trivial for
systems of scale where it would be too expensive to replicate the en-
tire system for a test [Waldrop, 2013]; and allows rapid development
and deployment of new services or new implementations of existing
services.

This form of testing is suitable for long running application deploy-
ments and has limited to no suitability for ephemeral application de-
ployments. Although in future Concentus might serve as a platform
for application developers, where this form of testing might be rele-
vant for optimising the core service running underneath individual
applications; its current framework form is not suited to canary or
dark traffic load testing. Additionally the exploratory nature of Con-
centus, and the applications intended to be run on the framework,
motivate synthetic performance testing at an early development stage
before the application is featured enough for use.

8.1.2 Load Generation Tools

Although production testing is becoming more viable and efficient for
larger service deployments, it still serves as the last line of verification.
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Performance testing with synthetic data (or data from old logs) sits
at a similar level as unit tests for functional verification, allowing
developers to get an initial assessment of the performance of their
service.

A number of general purpose load generation tools have been de-
veloped for this purpose, enabling a system under test (SUT) to be
measured as it handles various load conditions, including (but not
limited to): input throughput and request latency distribution. These
tools simulate a large number of clients sending requests, and mea-
sure the response time of the SUT.

Apache JMeter4 is a popular load testing tool that allows users to
specify a load testing plan through visual elements represented on
a GUI. Simulated clients are executed in their own thread, with the
load determined by the number of concurrent client threads running.
The tool uses request reply semantics, measuring the time it takes
for a request to be fulfilled by a corresponding response. Simulated
clients execute requests synchronously, waiting until each previous
request has had a response (or timed out) before proceeding.

To increase the number of concurrent clients, JMeter can be run
in a distributed mode, where a master JMeter instance collects statis-
tics from slave JMeter instances that execute the test plan. However,
the distributed mode does suffer from performance issues due to the
network overhead of sending each measurement to a single instance
[Spier, 2014]. Third party tools (e.g. jmeter-ec25) get around this by
running multiple JMeter instances in the non-distributed mode, and
coordinating the execution and consolidation of test data from these
individual instances at the end of the test.

JMeter is highly extensible, allowing plugins for different service
protocols to be added. In addition to this, it also supports a generic
JavaSampler that allows users to supply their own implementation
of a sampler, the abstraction used by JMeter to represent a single
request reply pairing executed by a client. Users supply a Java class
conforming to the following interface (listing 27):

Listing 27: JMeter JavaSamplerClient

public interface JavaSamplerClient {

void setupTest(JavaSamplerContext context);

SampleResult runTest(JavaSamplerContext context);

void teardownTest(JavaSamplerContext context);

Arguments getDefaultParameters();

}

The key method runTest performs the request against the service,
returning a SampleResult object that specifies the request latency and
any provided return code (in case of error).

4 https://jmeter.apache.org/

5 https://github.com/oliverlloyd/jmeter-ec2

https://jmeter.apache.org/
https://github.com/oliverlloyd/jmeter-ec2
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Other load generation tools that operate in a similar way to JMeter
include: Gatling6; Siege7; Multi-Mechanize8; HttpPerf9; and Apache
Bench (ab)10. These tools are for the most part limited to HTTP ser-
vice testing, with the exception of Multi-Mechanize (that nonetheless
primarily focusses on HTTP based testing).

Iago11 is a load generation library created by Twitter that distin-
guishes itself from other load tools such as JMeter by supporting a
request, rather than a client, based abstraction. The library has two
main components: feeders and load generators (which Iago refers to
as ‘servers’). Feeders are responsible for providing transactions that
the load generators then execute against the SUT. Users supply a
Java/Scala class for the load generators which performs the client op-
erations (listing 28). Iago instantiates a single instance of this class for
each load generator instance (generally one per server).

Listing 28: The interface (Scala Trait) that Iago users implement for load
generation

trait RecordProcessor {

def start(): Unit = { }

def processLines(lines: Seq[String])

def shutdown(): Unit = { }

}

Load is not determined by the number of concurrent client threads,
but rather by a request rate setting (requestRate). The transactions
performed against the SUT (and their distribution) are determined by
a log file supplied by the user which contains transactions encoded
as strings, one per line (this could be a log from previous use of the
service, or be synthetic data). Feeders process this log file, and send
transactions to the load generators in batches (an array of strings).
For each transaction batch, the processLines method of the user pro-
vided record processor is invoked. Invocation of the SUT using the
transaction lines is then delegated to the record processor.

Iago uses asynchronous I/O for sending and receiving messages so
that the specified request rate can be maintained. In other load test-
ing tools such as JMeter, the effective request rate can vary as clients
must wait for the SUT to return a response. As the system experi-
ences load, this client blocking behaviour serves as back pressure on
the load generator, causing the load to diminish on the SUT. This
behaviour is undesirable for load testing as it gives an inaccurate pic-
ture of the system at high load. Iago’s asynchronous I/O approach

6 http://gatling-tool.org/

7 http://www.joedog.org/siege-home/

8 http://testutils.org/multi-mechanize/

9 https://code.google.com/p/httperf/

10 https://httpd.apache.org/docs/2.4/programs/ab.html

11 https://github.com/twitter/iago

http://gatling-tool.org/
http://www.joedog.org/siege-home/
http://testutils.org/multi-mechanize/
https://code.google.com/p/httperf/
https://httpd.apache.org/docs/2.4/programs/ab.html
https://github.com/twitter/iago
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gets around this by decoupling the out-going request rate from the
system response latency.

Iago uses an external library called Ostrich12 (also developed by
Twitter) that provides support for emitting statistics from running
services and capturing them externally. As these statistics can be
created from anywhere in the codebase including the user supplied
code, Iago is highly customisable for test metrics. Additionally this
approach allows the SUT to be instrumented so that statistics from
within the system can be collected during the test. Rather than stor-
ing every value for each metric, Ostrich computes running statistics
for the mean, standard deviation, minimum, maximum, and count;
as well as a histogram that allows medians and other percentiles to
be computed.

Finally, like JMeter, Iago can be distributed to increase the concur-
rent load on the SUT. Individual instances connect as part of a cluster,
with each instance receiving transaction batches from feeders. The re-
quest rate of the test cluster is then determined by the request rate of
each instance (requestRate) multiplied by the number of load gener-
ator instances.

Although these tools are effective for their use case of measuring a
service under a specified load, on their own they have a few deficien-
cies for the exploratory evaluation that Concentus aims to support:

• coordination with the SUT deployment: an important part of
testing is the setting up and tearing down of the SUT between
the test conditions under comparison (e.g. different simulated
load and deployment configurations). The load generation tools
presented in this subsection rely on the SUT being in a ready
state before they execute, or otherwise require external tool sup-
port to reset or redeploy the system between test conditions.
Concentus, with its performance test harness; includes this sup-
port for setting up and tearing down the system between test
conditions. It additionally ensures that each service runs on a
fresh Java Virtual Machine (JVM) between test runs to increase
the independence of each run.

• metrics spanning multiple requests: the load generation tools
presented in this subsection are tailored towards measuring re-
quest reply pairs, where clients wait until each request is ful-
filled by a corresponding response before proceeding. For many
services the interaction of interest can be encapsulated within
a single request (e.g. retrieving a remote file can be satisfied
by a request for the file, and a subsequent response containing
the file); thus falling within the serial execution paradigm sup-
ported by these load generation tools.

12 https://github.com/twitter/ostrich

https://github.com/twitter/ostrich


8.1 related work 185

The main interaction of interest for distributed interactive ap-
plications is the time it takes for an input to be represented in
an update to the state shared between distributed clients. This
state is updated at a fixed tick rate independent of the input for
efficiency reasons13, rather than in response to input requests.
As such, applying the request reply model to distributed inter-
active applications requires constraining the client input rate to
the update tick rate (the input request would need to block until
the update containing the effect(s) of the request was ready).

One of the aims of Concentus is to allow different update pro-
cessing and messaging rates to be explored in their relation to
key metrics such as interaction latency (the time from perform-
ing an action until its outcomes are present in a shared state up-
date). It therefore decouples the messaging rate between clients
and the system from the shared state update tick rate, allowing
the processing of actions to be pipelined (i.e. it allows new ac-
tions to be sent before shared state update events are received for
previous actions).

To measure a metric like the interaction latency then, simulated
clients need to match incoming shared state update events to pre-
vious actions, where each update may not correspond to the last
action sent. The performance test harness of Concentus supports
this messaging pattern, measuring interaction latency by main-
taining a pending action window within each simulated client.
Clients send actions using a one-way messaging pattern.

8.1.3 Evaluation Frameworks

Production-based performance testing approaches and load genera-
tion tools are targeted towards the last stages of the development
cycle, verifying the performance of an almost final implementation of
a system. Denaro et al. [2004] notes that with the proliferation of mid-
dleware tools and libraries, something of increased relevance today
with the sheer scale of open source libraries and tools available; this
performance testing can take place at an earlier stage during archi-
tecture planning or application concept development. They propose
the development of case studies for the proposed application, and
then an iterative development of a system implementation. They ar-
gue that the architectural choice of middleware constitutes the main

13 Sending a new update on every input requires bandwidth proportional to the num-
ber of concurrently interacting clients. Additionally the computation of the shared
state in Concentus (and other distributed interactive applications such as MMOGs
[Guðjónsson, 2008]) is expensive due to the amount of data processing that must oc-
cur to build a representation of the state at some time t. It is thus far more efficient
to bucket inputs into time-based batches (ticks).
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performance component of the system. As such, it should be the first
part of the implementation developed and evaluated.

This approach to early development and architectural research is
seen in the work of Shen et al. [2011]; who have developed an eval-
uation framework called RTSenv for massively multiplayer online
games (specifically real-time strategy games). Their framework al-
lows architectural approaches for MMO-RTS systems to be explored
and measured as the number of simulated players is increased.

A similar approach has been adopted with Concentus, with the
development of an evaluation framework that allows high level archi-
tectural choices to be measured against concept application use cases.
This approach additionally allows application developers to measure
their application at an early stage, by providing a common middle-
ware for virtual crowd interactive applications which can be deployed
with their application and then measured using the performance test
harness components.

8.2 metrics

Similar to Iago, the performance test harness supports metric instru-
mentation throughout the framework services of Concentus (e.g. client
handlers, action processors). It additionally allows applications access
to the metric collection services. The components of the performance
test harness itself are no different, with all test metrics simply ex-
tensions of the metric reporting system. The reporting system is dis-
cussed in the implementation section (§8.5.3).

All metrics are collected in batches of a fixed duration (referred
to as buckets in the remainder of this thesis). The duration of each
bucket is determined by a configuration setting, though it defaults to
1 second. This bucket based approach allows the metrics to be tracked
over time, while reducing the load the metrics place on the network
and metric collection services.

When multiple metrics are collected, this bucket based approach al-
lows them to be compared in time to detect correlations (e.g. a spike
in latency correlating with a drop in the throughput). Additionally,
this opens up the potential to present the metrics of a system while
it runs (e.g. a live plot of the metric value, refreshing each second).
However this has been left for future work (a very rudimentary ver-
sion that outputs to standard out on the test coordinator was devel-
oped).

Three core metric types are currently supported:

• Statistics metric: accepts numeric values and computes a run-
ning mean, standard deviation, minimum, maximum, and count
using an approach from Cook [2008], which is based on the al-
gorithm of Welford [1962]. This metric is predominantly used



8.2 metrics 187

for latency timing, though assumes a normal distribution for
the entries collected;

• Count metric: this metric accepts integer values, appending
them to a running count;

• Throughput metric: the throughput metric is identical to the
count metric in operation, though has different semantics. The
throughput metric indicates that the count should be divided
by its bucket duration (and then transformed for the required
units). The resolution of this metric is constrained by the bucket
duration configuration.

The test harness currently provides the following core test metrics
by default: ClientInputEvent throughput; action to shared state update
latency; late action response count. These are presented in detail in
the evaluation chapter method (§9.4).

Anticipated future metrics include:

• the time it takes for neighbour effects to propagate, though this
relies on the implementation of the neighbour topology, itself
an anticipated future work; and

• bandwidth usage on each client.

One limitation of the statistics metric in the current implementation
is its assumption of normality in the latency timings. Further investi-
gation of low latency systems revealed that the distribution is often
multi-modal: with the lower peak reflecting best case behaviour, and
higher peaks reflecting behaviour due to stalls or periodic freezes
[Tene, 2013; iMatix Corporation, 2009].

As the experimental work of chapter 9 was carried out before this
realisation, the metric is reported as it was implemented at the time. A
better version of this metric would additionally include a small foot-
print histogram (e.g. HdrHistogram14) that allowed the median, 95th,
and 99th percentiles to be calculated. This would give a more useful
representation of the latency behaviour, and hence user experience.

As the standard deviation is of little value [Tene, 2013; iMatix Cor-
poration, 2009], it has not been used in the evaluation chapter (chap-
ter 9). Instead the maximum latency and the mean are reported. The
mean is useful for getting an indication of the typical latency, though
it is likely to be greater than the median: latency distributions are of-
ten skewed to the left, with a long tail towards higher values [iMatix
Corporation, 2009]. The maximum value provides an insight into the
variability of the latency readings (jitter). It is useful as it gives the ab-
solute worst case behaviour observed during the test runs. With both
the mean and maximum latency values, the limitations of the statis-
tics metric can be worked around; with the mean representing the
typical value and the maximum indicating the jitter in the latencies.

14 https://github.com/HdrHistogram/HdrHistogram

https://github.com/HdrHistogram/HdrHistogram
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8.3 performance testing api

The performance testing API extends the general API presented in
§7.5. It targets two main use cases: testing the performance of an
application implementation; and evaluating different architectural ap-
proaches to the core framework (including the aggregation implemen-
tation) against mock applications designed to exercise the framework
in different ways.

8.3.1 Client Agent

To exercise their applications, developers need to supply an imple-
mentation of the ClientAgent interface (listing 29). This interface al-
lows developers to generate a representative load (or alternatively an
extreme one) for performance measurement. Before each test run, a
new instance of the implementation of this interface is instantiated
for every simulated client in the test. Each agent is wrapped with a
client implementation provided by the test harness that is responsible
for connecting to the system (and maintaining the session), as well as
measuring the metrics outlined in §8.2.

Listing 29: Agent Interface

interface ClientAgent {

setClientId(clientIdBits : long) : void

onInputGeneration(actionEvent : ActionEvent) : boolean

onUpdate(updateEvent : SharedStateUpdateEvent) : void

}

The methods on this interface are invoked as follows:

• setClientId: when the simulated client has connected to a client
handler instance, it is assigned a client ID unique to the system.
This agent method is invoked with the assigned client ID. It al-
lows the agent to perform any set up before other methods are
invoked to create outgoing actions or process incoming updates.
The client ID can be used to create variable behaviour between
client agents (e.g. in the simplest case, odd agents could send
actions of a certain type; or the unique ID might serve as the
basis for a range of parameters to make the behaviour of the
client unique).

• onInputGeneration: this method is invoked once per input tick,
the rate at which clients and the client handlers send input and
update events (currently defaulting to once every 100ms). Dur-
ing each input tick, agents have the opportunity to create an
action to send to the system (in which case the method should
return true), or alternatively do nothing for a tick (and return
false).
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• onUpdate: this method is invoked whenever an update is re-
ceived, allowing the agent to optionally change its behaviour
based on the state of the application.

8.3.2 Driver Application

To execute one or more performance tests, developers must provide
a driver application that configures the test(s), before invoking an
API method to start them. This is achieved through three core API
elements: the test deployment set, the test definition, and finally an
API method for invoking the test.

8.3.2.1 Test Deployment Set

For each deployment configuration to be tested, a TestDeploymentSet

object must be created (listing 30). Developers construct this object
(TestDeploymentSet(...)) with a name identifying the deployment
(which is used for result collection), and a factory for creating new
instances of the client agents that will be used for the test (listing
3115).

Listing 30: Test Deployment Set

class TestDeploymentSet {

TestDeploymentSet(deploymentName : String,

clientAgentFactory : AgentInstanceFactory)

addDeployment(serviceDeployment : ServiceDeployment,

count : int) : void

setWorkerCount(workerCount : int) : void

}

Listing 31: Implementations of these interfaces are supplied to instantiate
agent and application instances

interface AgentInstanceFactory {

newInstance() : ClientAgent

}

interface ApplicationInstanceFactory {

newInstance() : CollectiveApplication

}

To set up the deployment configuration for the test, developers in-
voke the addDeployment method on the TestDeploymentSet instance,
passing a service deployment object (listing 23 of the implementation
chapter) for each service type along with the number of instances to
deploy. To configure the number of test workers, developers invoke

15 The actual implementation uses a generic interface InstanceFactory<TInstance> for
both instance factory types: this has been simplified into two concrete types here to
improve readability.
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the setWorkerCount method (alternatively the number of workers can
be set using the addDeployment method using the worker’s service de-
ployment object).

An example deployment for a Spark cluster is presented in list-
ing 32: where four client handler nodes; four Spark worker nodes16,
one Spark master node; one Spark driver node; and four test worker
nodes are specified with the name ‘sparkDeployment’.

Listing 32: An Example Test Deployment Set (in Java) for a Spark Cluster
Deployment

TestDeploymentSet testDeploymentSet = new TestDeploymentSet(

"sparkDeployment", agentFactory)

.addDeployment(new SparkMasterServiceDeployment(...), 1)

.addDeployment(new SparkWorkerServiceDeployment(...), 4)

.addDeployment(new SparkStreamingDriverDeployment(...), 1)

.addDeployment(new ClientHandlerServiceDeployment(...), 4)

.setWorkerCount(4);

8.3.2.2 Test Definition

Once a deployment set has been created, a test using that deployment
can be defined. This is achieved by instantiating an instance of the
Test class (listing 33).

Listing 33: The test class

class Test {

Test(name : String,

applicationFactory : ApplicationInstanceFactory,

applicationMetaData : ApplicationMetaData,

deploymentSet : TestDeploymentSet,

clientCounts : int[],

testDuration : long,

testDurationUnit : TimeUnit)

}

Each test includes the following:

• a name identifying the test (like the test deployment set, this is
used for result collection);

• an instance factory for the application that will be executed on
the framework;

• meta-data for the application (tick rate and collective inputs);
• the test deployment set containing the system deployment to

use;
• an array containing the the number of clients to simulate (each

array element is an individual test run);

16 Spark Worker nodes host the Action Processors, one per node.
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• and finally the duration to test for, specified using the parame-
ters testDuration and testDurationUnit which define the value
and units respectively.

8.3.2.3 Test Invocation

To execute the test, the runTest method (listing 34) provided by the
performance testing framework (currently named CrowdHammer) is
invoked with the test. This is a blocking call that only returns once
the test has finished.

Listing 34: The runTest method used for invoking the test

singleton CrowdHammer {

runTest(test : Test) : void

}

Once a test has executed, developers are free to invoke more tests
using the same method handle. This allows the driver application to
define a range of test conditions for one testing session.

Currently developers must include all test classes on the Java Vir-
tual Machine (JVM) classpath, which involves deploying test code
along with Concentus libraries. In future, test code should be de-
ployed to the necessary components on demand (e.g. sending a zip
file to each test component at the start of each test).

8.4 implementation considerations

Before presenting the implementation of the performance test harness
components in §8.5; this section provides implementation considera-
tions for the test harness. Both Concentus and the test components
are developed on top of the Java Virtual Machine (JVM). The JVM is
designed to optimise code as it runs. These optimisations need to be
taken into account for accurate performance results.

The JVM executes Java bytecode, a machine independent interme-
diate language, using a combination of both: a bytecode interpreter
(mapping bytecode instructions to machine instructions as they are
encountered); and the execution of runtime compiled code, generated
by the JVM using dynamic compilation17 in response to application
code that is frequently executed (instrumentation in the JVM mea-
sures the number of invocations) [Paleczny et al., 2001]. As dynamic
compilation is performed at runtime, optimisations can be made by
the JVM with information not available during static compilation.

A prime example of this is call site optimisation. Many of the call
sites in Java are semantically virtual, in that they potentially point to
many receivers (i.e. concrete implementations of a method), requiring

17 Dynamic compilation is also known as Just in Time compilation (JIT).
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a lookup before invoking the associated concrete method implementa-
tion [Click, 2010]. In contrast, static call sites (methods declared as fi-
nal or static) are bound to a specific method implementation avoiding
the need for lookup, as well as enabling optimisations such as inlin-
ing18. Dynamic compilation allows the replacement of call sites that
would otherwise be virtual with either static ones; or an inline cache,
a key-value pair consisting of an expected class type and the spec-
ulated method address [Click, 2010]. The former case applies when
only one applicable instance of a concrete class is currently loaded
by the JVM (even when multiple concrete classes exist); and the latter
when multiple concrete classes are loaded, allowing for optimisation
of the (common) case of a call site invoking only one of the loaded
receivers [Rose, 2009].

When an unexpected type is used at an optimised call site, the JVM
proceeds through a process of de-optimisation, eventually replacing
the call site with a standard virtual lookup call [Click, 2010; Rose,
2009].

There are two considerations that arise from adaptive optimisation
for performance testing:

• application code should be warmed up before measurement:
as the optimisations are triggered based on invocation counts19,
the application code should be exercised with the expected load
before starting measurement;

• a fresh JVM should be used when comparing different imple-
mentations: the components of Concentus repeatedly invoke
concrete implementations of interfaces provided by either appli-
cation or framework developers in hot event loops. As new im-
plementations of these concrete classes are loaded by the JVM
(say when a new variant is loaded for testing), the call sites
are de-optimised, diminishing performance. To ensure each test
fully represents the expected deployment (where only one im-
plementation will typically be loaded), the performance testing
harness needs a means of invoking services on fresh JVMs.

8.5 implementation

This section presents the implementation detail of the performance
test harness components. Figure 25 presents an overview of the main

18 Inlining a method replaces the call site of the caller with the body of the method,
avoiding the overhead of a method call; as well as allowing for further optimisations
on the now larger code fragment of the caller (and perhaps subsequent inlining
further up the method chain).

19 The compilation threshold value is a JVM option called CompileThreshold,
defaulting to a value of 10,000 when running in server mode
(http://www.oracle.com/technetwork/java/javase/tech/vmoptions-jsp-
140102.html).
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components of the harness, revealing its relationship with Concentus.
In addition to the Concentus nodes, the harness adds two service
types: worker nodes (§8.5.1); and the test coordinator (§8.5.2). These
all utilise the cluster coordination infrastructure (§7.8) provided by
Concentus; with the test coordinator serving as an implementation of
a cluster coordinator (§7.8.5), and the test workers orchestrated in the
same way as other Concentus services (§7.8.3).

Client
Handlers

Action
Processors

Shared State
Update Processor

Test 
Workers

Test 
Coordinator 
(with Metric 

Listener)

Apache
ZooKeeper

Figure 25: An overview of Concentus with the test harness components.

§8.5.1 presents the implementation of the test worker service that
generates load against the system under test (SUT). §8.5.2 presents
the implementation of the test coordinator, designed to orchestrate
tests over the cluster taking the considerations of §8.4 into account.
§8.5.3 presents the implementation of the metric collection subsystem
of Concentus and the performance test harness, while §8.5.4 presents
the metric listener that collects and stores metrics during the perfor-
mance tests.

8.5.1 Test Workers

Test worker nodes are responsible for generating the load against the
SUT, and measuring metrics from the perspective of clients (such as
the action to shared state update latency (§9.4.1)). For each test run, the
client count to be simulated is divided among the running worker
nodes as equally as possible (some workers may simulate one more
client than others where the count cannot be divided neatly).

Each simulated user is represented by a Client object (listing 35)
that is responsible for starting and maintaining a session with the
SUT, and measuring metrics. Each Client wraps a ClientAgent (§8.3.1)
provided by the test author that is delegated to for generating load.
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Rather than simulating each Client on its own separate thread, the
worker nodes adopt the Disruptor pattern used by other Concentus
components (see §7.6.1), with a single thread dedicated to the core
logic of the worker; and two additional threads used for sending and
receiving over the network.

Listing 35: The primary public methods of the Client class

class Client {

getNextDeadline() : long

onActionDeadline(sendQueue : SendQueue) : void

onClientUpdate(update : ClientUpdateEvent) : void

}

For load generation, Clients are accessed in a round robin style
(listing 36). Each Client has getNextDeadline called in turn, which
returns the time at which the Client needs to send the next ClientIn-
putEvent to the SUT as per the client tick rate contract. The core pro-
cessing thread then processes received ClientUpdateEvents (or waits
for new ClientUpdateEvent) until this deadline expires, upon which
onActionDeadline is invoked. The client then generates a ClientIn-

putEvent, which may also contain an ActionEvent if the client agent
created one, and queues this on the send queue.

Listing 36: Pseudocode for Load Generation

clients = Client[clientCount]

for client in clients {

deadline = client.getNextDeadline()

while (currentTime < deadline) {

processClientUpdateEvents() // (for all Clients)

}

client.onActionDeadline(sendQueue)

}

As the client tick rate is the same across all Clients, the deadline of
the next Client in the round robin cycle will always be after that of
the current Client. A potential source of bias could occur if there is a
delay in sending a ClientInputEvent, which could cause the deadline
for the next Client to be missed. To mitigate this, workers drop any
events that are not able to be sent due to delays on the SUT, counting
these as missing events.

Incoming ClientUpdateEvents are processed on the core process-
ing thread while waiting for the next deadline. Each event identifies
its destination Client, which is looked up from a hash table, before
onClientUpdate is called.

The current implementation of the worker nodes uses the ØMQ
messaging library (see §7.6.3) shared by other Concentus components
to connect to the client handler nodes, with all Clients sharing the
same input socket (ØMQ ROUTER socket), and sharing output sockets
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allocated for each client handler node (ØMQ DEALER sockets). This de-
cision does introduce one discrepancy between an actual deployment
and the one created by the test system: in an actual deployment, each
Client would have its own send and receive socket (rather than shar-
ing a socket).

In part this reflects the incremental nature of Concentus: the deci-
sion of client to system network transport (e.g. using HTTP tunnelling
to get around firewalls, or raw UDP), and then its implementation is
one that still is yet to be explored (indeed such exploration is enabled
by Concentus). It is assumed that the impact on the SUT in support-
ing the common client to server transports of UDP, TCP, or HTTP
over TCP; is smaller than that of the core messaging flows and ap-
plication protocol, which constitute the main component of the data
volume and latency.

For example, supporting UDP would not require much change
with the exception of adding flow control (i.e. rate limiting the outgo-
ing data so as to not overwhelm the receiver), and some additional
message ordering semantics: UDP only requires one socket for send-
ing to multiple clients; and Concentus already implements a reliable
messaging layer in its protocol between clients and the system (see
§7.6.4).

The use of the Disruptor concurrency approach (§6.4.4) allows the
worker nodes to take advantage of the performance implications out-
lined in §6.3.4 by: avoiding shared mutation of data structures (all
data structures are accessed by the same processing thread), and tak-
ing advantage of data locality (Client objects are allocated together
and accessed in order during load generation).

8.5.2 Test Coordinator

The test coordinator component builds on the cluster coordination
infrastructure (§7.8) of Concentus to enable test execution. It utilises
Apache ZooKeeper (§7.8.1) and the Guardian processes (§7.8.4) run-
ning on cluster servers to coordinate test set up, test execution, and
metric collection.

The coordinator accepts and runs Test definitions (listing 33) using
the following steps:

1. All dependencies for the TestDeploymentSet (listing 30) pro-
vided by the Test object are resolved. This includes checking
for cyclic dependencies, and establishing a service start order
to ensure the dependencies of the service are ready before it is
started.

2. For each client count defined in the clientCounts array the co-
ordinator executes a new test run:
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a. The metric listener (running within the coordinator) is pre-
pared for the new test run (see §8.5.4).

b. For each service defined in the TestDeploymentSet, each
instance is assigned a unique serviceId. The service de-
tails, including this ID; are added to the metric listener.

c. The services defined in the TestDeploymentSet are deployed
to Guardian processes (§7.8.4) running on each server. This
is achieved by waiting for a Guardian to advertise itself as
READY on ZooKeeper (see §7.8.1); placing the ServiceDe-

ployment object (§7.8.2) into the serviceInitData entry in
ZooKeeper (figure 24); and then setting the stateSignal to
RUN

d. Each service in the TestDeploymentSet is started in order
of dependency, moving each one through the states de-
fined in §7.8.3: INIT, BIND, CONNECT, START (see §7.8.5 for
detail on how this state change occurs).

e. When all services are started, the coordinator waits for 1
minute to allow the system to warm up.

f. The metric listener is sent a signal to start recording met-
rics. The coordinator waits for 1 minute during this record-
ing period.

g. The metric listener is sent a signal to stop recording met-
rics. All services in the TestDeploymentSet are iterated
through in reverse, requesting that they enter the SHUTDOWN

state.
h. Finally all of the used Guardian processes have their state

set to READY. This causes them to destroy the JVM they
were using for their assigned service.

Each individual test run is executed on a fresh set of JVM processes
through the use of Guardian processes (§7.8.4). Before each test run
new JVMs are started for each service component in Concentus and
the test harness. After the test run, these are all destroyed. This allows
the test harness to meet the ‘fresh JVM’ design consideration outlined
in §8.4.

The warm up phase (step 2e) was designed to give the JVM time to
apply optimisations for each individual test run. During this warm
up the system is executed in the same way as it did during the test
phase. This satisfies the ‘warm up’ design consideration outlined in
§8.4.

8.5.3 Metric Implementation

The three metric types outlined in §8.2: count, throughput, and statis-
tics; all share the same base implementation, with the throughput
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metric using the same implementation as count. The general inter-
face for metrics is presented in listing 37:

Listing 37: The general interface for Metrics

interface Metric {

publishPending() : void

push(...) : void

nextBucketReadyTime() : long

}

8.5.3.1 Metric Use

Metrics are collected using the push method exposed by the spe-
cific implementation of each metric. The count/throughput metric
exposes a push(value : long) version of the method, while the statis-
tics metric exposes an additional push(value : double) method.

Metrics values are collected into buckets of a fixed duration (con-
figurable, defaulting to one second). When a value is added to a met-
ric, it is immediately aggregated with the value stored in the current
bucket.

Internal to each metric is a sliding window for storing pending
buckets (there is a configuration setting for the number of seconds
metrics should buffer values). Each bucket is indexed by its bucketId,
which is computed as follows (listing 38):

Listing 38: bucketId Computation

bucketId = time / bucketDuration

The integer division ensures that the same bucketId is returned for
all times that fall within the bucket start and end time.

When a new metric value is pushed, the metric looks up the current
bucket in the sliding window by calculating the current bucketId

(listing 38); and using this as an index into the window to get the
current running value.

The new value is then aggregated with the value of the current
bucket. This aggregation is carried out using an aggregation function
provided by the individual metric implementations. For the count
metric, this is simply the sum of the value to the running count. The
statistics metric adds the new value to a running standard deviation,
minimum, maximum, mean, and count.

The new aggregate value is then pushed back into the sliding win-
dow.
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8.5.3.2 Metric Creation

Each Concentus service is provided with a MetricContext (listing 39)
object for creating new metrics. This context manages the publication
of metrics, with the primary implementation20 publishing metrics
(via a ØMQ PUB socket) for any interested listeners (subscribed via a
ØMQ SUB socket). The metric listener (§8.5.4) advertises its PUB socket
address on ZooKeeper for capturing metrics (under the metricCol-

lector ZooKeeper node). On creation the MetricContext looks this
address up and connects its SUB socket to the metric listener.

Listing 39: The MetricContext interface

interface MetricContext {

newStatsMetric(reference : String,

metricName : String,

isCumulative : boolean) : StatsMetric

newCountMetric(...) : CountMetric

newThroughputMetric(...) : CountMetric

}

The metric context can be used to create metrics at any time any-
where in the service. To define a new metric on a service, service
developers call one of the metric instantiation methods (listing 39)
and provide a text description that includes two fields: reference
and metricName. The metricName field gives the metric a human read-
able name (e.g. “actionThroughput”); while the reference field gives
a human readable domain for the metric within a service (e.g. “client-
Proxy5”).

When Concentus services are deployed, they are assigned a unique
serviceId by the coordinator. The MetricContext uses this ID to
uniquely identify the source of the metrics it emits (sourceId). When
the MetricContext is used to define a new metric, each metric is al-
located a unique ID within the service (metricId). This allows each
metric to be uniquely identified across the whole system using the
(sourceId, metricId) pair.

20 In the current implementation, adding additional MetricContext implementations
would require a change in the deployment code which is hardcoded for the
EventPublishingMetricContext implementation. This could be replaced with a con-
figuration option in future.
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Listing 40: The MetricMetaData Object

object MetricMetaData {

sourceId : int

metricId : int

reference : String

metricName : String

metricType : int

isCumulative : boolean

}

When new metrics are created, the meta-data for the metric (listing
40) is stored in ZooKeeper as a child under a parent node (metrics)
created by the metric listener (§8.5.4). Each MetricMetaData object is
stored under a key that uses the (sourceId, metricId) pair. This al-
lows the data that is sent during metric publication to be minimised.
Rather than sending the reference and metricName with every emit-
ted metric, only the (sourceId, metricId) pair needs to be sent (see
listing 41). If a listener has not encountered the (sourceId, metri-

cId) pair before, it can look the MetricMetaData up once to obtain
human readable data.

8.5.3.3 Metric Publishing

To publish the metrics, publishPending must be called on the metric.
The rationale for requiring an explicit call to publish the metric (rather
than perhaps doing this on another thread) is to avoid the need for
concurrency control, and allow the metric values to live in CPU cache
memory. The core processing thread in the Concentus services (see
§7.6.1 for the concurrency pattern) invokes the publish method peri-
odically, using the nextBucketReadyTime method to get the deadline
of the next pending bucket to be published.

To transmit metric data to the metric listener, the MetricEvent (list-
ing 41) is used. During metric publishing all buckets in the internal
sliding window are transformed into individual MetricEvents. It uses
the (sourceId, metricId) pair to uniquely identify the metric; and
also includes the metric type (represented as an integer), the times-
tamp of the metric (bucketId), the duration of the bucket in millisec-
onds (bucketDuration), and the data of the metric (valueData). The
valueData field is left open ended so that different metric value types
can be supported. The throughput and count metrics simply store
an integer in this field; while the statistics metric stores the mean,
standard deviation, min, max, count, and the sum of squares21.

21 The sum of squares is part of the running mean and standard deviation calculation
of Cook [2008].
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Listing 41: Metric Event

MetricEvent {

sourceId : int

metricId : int

metricType : int

bucketId : long

bucketDuration : long

valueData : chunk encoded

}

8.5.4 Metric Listener

The metric listener is responsible for collecting metrics emitted by
Concentus services (including the test services) and storing them
against the current test run. It executes within the test coordinator
(§8.5.2), and persists collected metrics in an SQLite322 database.

When the test coordinator starts, the metric listener is instantiated.
During instantiation, it does the following:

• creates a new SQLite database for the test runs executed for this
session;

• registers a new ZooKeeper node called metrics, which the lis-
tener uses to track new MetricMetaData entries during test runs.
It listens for notifications about changes to this path (see §7.8.1),
adding new metric meta data to the database as metrics are reg-
istered;

• opens a ØMQ socket (SUB socket) for listening for new Met-

ricEvents. It advertises the address of this socket in ZooKeeper
under the ZooKeeper node key metricCollector.

During each test run, the test coordinator signals to the metric lis-
tener to prepare for the run, passing the test name and configuration
details to the listener. The listener assigns the test run a unique ID
(runId), stores the test run details to the database, and prepares to
receive events.

The metric listener uses the Disruptor component for event pro-
cessing, adding new MetricEvents to the ring buffer as they arrive.
The processing thread of the listener takes batches of MetricEvents
(it takes all MetricEvents in the ring buffer) and pushes them to the
SQLite3 database. Before each metric is stored, the runId is appended.

22 http://www.sqlite.org/



8.6 summary 201

8.5.5 Summary

This section presented the implementation detail of the performance
test harness components, including: the test workers (§8.5.1), test
coordinator (§8.5.2), the implementation of metric instrumentation
(§8.5.3), and the metric listener component that captures emitted met-
rics (§8.5.4).

The implementation of components has been designed to both the
performance implications of §6.3.4 and the implementation consider-
ations of §8.4.

The worker components have been designed to maximise data lo-
cality and minimise shared data mutation by processing all Clients
on a single thread, adopting the Disruptor based concurrency ap-
proach outlined in §7.6.1. Likewise the metric instrumentation has
been designed around the same performance implications: all opera-
tions are performed on the main processing thread, buffering metrics
until the underlying service is ready to send metrics. Metrics addi-
tionally reduce data transport by aggregating metrics into buckets of
a fixed duration (usually 1 second).

The test coordinator component orchestrates the test harness and
Concentus, deploying the services across the cluster according to the
configuration contained within the provided Test object (listing 33).
Using the cluster coordination components (§7.8) provided by Con-
centus, each test run uses fresh JVMs for each deployed service. Ad-
ditionally the system is warmed up for 1 minute before metric record-
ing starts for each test run. These features allow the harness to take
the implementation considerations of §8.4 into account.

8.6 summary

This chapter presented the performance test harness developed to
evaluate the system framework (Concentus) and applications derived
from the design model (§5.2).

The first section (§8.1) justified the creation of the performance test
harness, presenting the limitations of other performance testing tools
and approaches for evaluating Concentus.

The second section (§8.2) presented an overview of the metric in-
strumentation of the test harness (and Concentus more generally),
also presenting the metric types supported by the test harness. Met-
rics are collected in buckets of a fixed duration (typically 1 second),
allowing for the metric listener to cope with incoming metric traffic
from system components while still tracking metrics over time.

The third section (§8.3) presented the API of the test harness. The
Test (listing 33) and TestDeploymentSet (listing 30) objects allow for
the test configuration to be defined simply. The test coordinator re-
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ceives these objects as input, coordinating the system and metric col-
lection infrastructure to measure the performance results.

The fourth section (§8.4) presented the implementation considera-
tions the performance test harness needed to take into account for
accurate performance results while running on the Java Virtual Ma-
chine (JVM).

Finally the fifth section (§8.5) presented the implementation detail
of the test harness, providing implementation detail on the test work-
ers (§8.5.1), test coordinator (§8.5.2), and the metric subsystem (§8.5.3
and §8.5.4). The implementation has been designed to take both the
performance implications of §6.3.4 and the implementation consider-
ations of §8.4 into account.

The evaluation chapter (chapter 9) uses this performance test har-
ness to execute performance tests that evaluate Concentus and the
performance of the harness itself.
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E VA L U AT I O N

The latter part of this thesis has sought to address the architectural
research gap facing researchers and implementors of virtual crowd
interactive applications: how should systems be designed to support
the large scale collaborative nature of the proposed interaction? The
research objectives targeted in this chapter are as follows:

RO2. Construct a system capable of supporting the inter-
action requirements of the design model.

RO3. Construct a test harness for evaluating candidate
systems against the interaction requirements of the design
model.

This chapter presents an evaluation that seeks to verify the two
software artefacts: Concentus (chapter 7), the system framework de-
veloped for supporting virtual crowd interactive applications; and the
performance test harness (chapter 8) constructed to performance test
both Concentus more generally, as well the applications developed to
run on top of the framework.

The research objectives are targeted through the three aims of this
evaluation:

• to measure the performance of the system framework: Concen-
tus (EA1);

• to provide early architectural knowledge on an important trade-
off between distributed computation and serial computation for
the aggregation engine (the two aggregation approaches are pre-
sented in §7.7), a core component of the framework (EA2); and
finally

• to validate the performance of the test harness components pre-
sented in chapter 8, which were used to performance test Con-
centus (EA3).

The first aim of the evaluation (EA1) was to measure the overall per-
formance of the system framework (Concentus) constructed to sup-
port virtual crowd interactive applications. To support a synchronous
interactive environment, the interaction latency (time from action in-
put to the output of its effects) is of critical importance: if this latency
is too high; the ability of the participants to coordinate, and therefore
be immersed in the collective experience, will suffer [Dabrowski and
Munson, 2011; Claypool, 2005; Gutwin et al., 2004].

203
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Prior work has established that the latency tolerance thresholds are
dependent on the nature of the application input. For applications
where participants are required to be reactive to the environment,
requiring tight motor and perceptual skill coordination (e.g. collec-
tively controlling a player character in response to events occurring
in the virtual world), the response time should be less than 200ms
[Dabrowski and Munson, 2011; Delaney et al., 2006]. For interaction
that requires some thinking time for each action (e.g. voting up a chat
message, making a strategic move), users can tolerate a slower inter-
action pace, with response times ranging from 500ms-1s understood
to be more acceptable depending again on the nature of the interac-
tion [Dabrowski and Munson, 2011; Claypool, 2005]. The evaluation
provides performance figures for Concentus, allowing some determi-
nation of the types of applications that can be supported; while also
validating the suitability of Concentus for supporting the proposed
class of applications as a whole.

The second aim of the evaluation (EA2) was to determine whether
the benefits of parallelism outweighed the data movement cost in the
design of the aggregation engine (see §7.3.3). The tension between
parallelism and data movement cost underlies an important archi-
tectural design decision for systems of this class. Parallelism poten-
tially allows Concentus to scale to greater client numbers by provid-
ing larger amounts of memory space (each server added to the clus-
ter increases this), and allowing the non-serial parts of the computa-
tion to be carried out simultaneously. However the cost of shuffling
data between servers carrying out this parallel computation (and be-
tween CPU cores within servers) could potentially have a greater im-
pact on the interaction latency than the benefits of parallelism. This
data movement is necessary as the aggregation computation must
inevitably converge to a single final result.

Two architectural approaches to the aggregation engine were pre-
sented in §7.7: one, Spark, supporting a parallelised aggregation where
the computation is distributed over a cluster; with the other, Single
Batch Sort, eschewing this in order to avoid data shuffling and move-
ment (the aggregation engine configurations for this experiment are
presented in more detail in §9.2). The focus of EA2 was determin-
ing whether a parallel or optimised serial approach provided the best
tradeoff between interaction latency and concurrent user count for
the aggregation engine.

The third (and final) aim of the evaluation (EA3) was to validate
the performance of the test harness components. Application imple-
mentors provide a client agent implementation that is used by the test
harness to simulate interaction against the application. As the num-
ber of concurrent simulated users increases, the load provided by the
test harness components should scale accordingly. The third evalua-



9.1 load conditions 205

tion sub-objective is then to measure the load of the test harness as
the number of concurrent clients increases.

This structure of this chapter is as follows: §9.1 presents the load
conditions that were created to exercise the application framework
and the test harness; §9.2 presents the aggregation engine compari-
son conditions; §9.3 presents the deployment environment used for
the evaluation; §9.4 presents the method used for the evaluation, in-
cluding the metrics captured; §9.5 presents the results of the evalua-
tion, with each evaluation aim addressed in turn; while §9.6 discusses
the results in light of the evaluation aims.

9.1 load conditions

To compare the architectural approaches in any meaningful way, the
load placed against the SUT must reflect (or at least provide insight
into) intended real world use cases for the system. In addition to al-
lowing this comparison, case studies that differ significantly enough
along important dimensions (such as data transfer sizes and latency
requirements), will also provide an initial ground truth about the con-
straints of the current implementation for applications, thereby feed-
ing back into application design decision making.

Chapter 5 presented application concepts derived from the applica-
tion model: CrowdALOUD! Text, CrowdALOUD! Symbol, and HiveBall.
These concepts, aside from informing the varying ways in which the
application model might be put into practice; also differ in their re-
quirements of the system. They have therefore been developed into
load conditions to evaluate both the system framework and the test
harness. The intention is that further application use cases be added
to this set in future, so as to build up a repository of probing per-
formance tests for framework developers. This section presents the
implementation detail on the case study applications, and their re-
spective test agents, that have been developed to exercise the system.

The load conditions vary in the size of data along various stages
of the processing pipeline, as well as the frequency at which data is
sent to the SUT. This has ramifications for the amount of data sent
over the network between processing nodes and clients, the amount
of memory needed for processing nodes to store data, as well as the
available processing time available per event as they flow through the
components of the system.

Figure 26 presents a summary of the main data flows of Concentus.
The main variable data components of the system are actions, effects,
candidate values, and state updates (see §7.4 for more detail):

• Actions: are sent to client handler nodes by clients (wrapped
in ClientInputEvents) where they are forwarded onto action
processor nodes. Each action stores data required to generate an
associated effect;
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Figure 26: The primary data flows of Concentus

• Effects: action processor nodes execute each incoming action to
generate one or more effects, which are stored in the memory of
the action processor (effect store) associated with the ID of the
client who performed the action. Each effect is also sent back to
the origin client via the client handler (in future this will also
include the neighbours of the client);

• Input values: on each update tick, each active effect is used to
generate a single input value (for the given tick time) for a single
collective input. Input values are partitioned and aggregated into
a top n set of values for each collective input; finally

• Shared State update: all collective inputs along with their set of
values are processed by the shared state processor to generate
an update for the given tick time. This update is then sent to all
clients via the client handlers.

The load conditions vary the size of the data that flows through the
system in different ways. Table 8 presents a summary of the variation
used for the evaluation presented in this chapter.

In addition to data size, the conditions also vary in the frequency
at which actions are sent to the system. In the experiments carried out
in this chapter, actions are sent at a fixed rate for all conditions. Table
9 presents a summary of the action frequency for each condition.
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Condition Action Effect
Input
Value

S. State
Update

CrowdALOUD! (Text) 8-284b 8-284b 12-288b 300b-7.2kb

CrowdALOUD! (Symbol) 4b 4b 8b 200b

HiveBall 4b 4b 1028b 1024b

Table 8: The data sizes used by the load conditions for various stages in the
processing pipeline. This excludes any fixed overhead for events
that wrap this data.

Condition
Action

Freq. (Hz)

CrowdALOUD! (Text) 0.67-2.66 (avg. 1.53)

CrowdALOUD! (Symbol) 0.67-2.66 (avg. 1.53)

HiveBall 10

Table 9: The action frequency for each load condition. Agents in this series
of experiments send actions at a fixed rate which is anticipated to
be the maximum rate for each application.

9.1.1 CrowdALOUD! (Text)

The CrowdALOUD! application is a crowd chat application that dis-
plays the top phrases of the crowd as a word cloud. Each phrase is
freeform text, up to 140 unicode-16 characters in length.

The application uses one collective input: this semantically repre-
sents the active phrase for a single participant at the local level; and
represents the top set of active phrases of the crowd at the collective
level. Participants submit phrases to this input, which are then ag-
gregated into the top 25 phrases for the shared state. To set the value
of the collective input, participants submit actions containing the text
data of their chosen phrase. This data is then stored in corresponding
effects in the memory of the action processors. Each phrase effect has
a duration of 5 seconds (though this can be reset if the participant
resends the phrase within this window).

On an update tick, all active effects are used to generate input val-
ues that contain both the phrase data of the origin effect, as well as a
score representing how recently the phrase was submitted. After ag-
gregation, the top phrases are sent to all clients within a shared state
update.

Matching phrases are aggregated into a new phrase that has a score
the sum of the two original phrases (listing 42). For two phrases to be
identified as the same, they must match text bytes exactly, with the
grouping key only equal on an exact match.
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Listing 42: Aggregation Example

{hello, 13} + {hello, 22} -> {hello, 35}

9.1.1.1 Agent Behaviour

Listing 43: CrowdALOUD! Action Frequency Algorithm

if (inputCountUntilSignal <= 0) {

generateAction(inputEvent)

inputCountUntilSignal := (invocationCount + clientAgentId) modulo 15

} else {

inputCountUntilSignal := inputCountUntilSignal - 1

}

invocationCount := invocationCount + 1

Listing 44: CrowdALOUD! Action Algorithm Initialisation

inputCountUntilSignal := clientId modulo 20

The frequency at which each client agent submits actions is deter-
mined by the algorithm presented in listing 43. Each client agent is
assigned a unique ID (clientId) when it connects to a client handler
node in the SUT. This ID, in conjunction with the frequency algorithm
presented in listing 43, results in each agent being assigned one of five
distinct action frequency patterns (figure 27).

Agents are given an opportunity to send an action every 100ms.
Pattern 1 has an average frequency of 2.67Hz; pattern 2 of 1.33Hz;
pattern 3 of 0.89Hz; pattern 4 of 0.67Hz; and pattern 5 of 1.33Hz. The
algorithm in listing 43 results in the assignment pattern repeating
every 60 agents (i.e. the 61st agent has the same pattern as the 1st
agent). The pattern frequencies, in combination with the assignment
percentages, result in an overall average action frequency of 1.53Hz.

Client agents submit phrases as action data with an almost uni-
form spread for the phrase length (figure 28). The phrase length is
determined by a combination of the client ID and the current action
sequence (listing 45), and is constructed using the unicode-16 charac-
ters belonging to the set {A− Z,a− z, 0− 9, !, ?}. Figure 28 presents
the phrase length distribution for 5,000 clients. The same distribution
is also found for other client counts. The number of phrases of length
1 character has a slightly higher frequency than other lengths (just
over 1.5 × the next highest), though still represents less than 1.5% of
the total phrases
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Listing 45: CrowdALOUD! (Text) Phrase Length Algorithm

phraseLength := max( 1, |clientId - invocationCount| modulo 140 )
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9.1.2 CrowdALOUD! (Symbol)

This condition is identical to CrowdALOUD(Text) with the exception
that the phrase can be one of 32 symbols (e.g. emoticons), represented
by a single integer (4 bytes).

9.1.3 HiveBall

The HiveBall application explores how collective character control
might function to both represent the final consensus on some in-
put (e.g. character position), as well as communicate the process of
attaining that consensus. The game rules are the same as table ten-
nis, whereby participants must try and deflect the ball(s) past the
computer controlled player. Rather than featuring one shared paddle
that participants attempt to control; the application instead features
a ‘paddle bar’ that acts like a heat map, representing the overlap of
the individually controlled paddles of the crowd. To prevent the ball
passing through the paddle bar, participants must overlap their pad-
dles (up to a certain threshold) to make the section of the paddle bar
impassible.

The pong paddle is represented as an array of 256 integers, with
each integer representing a chunk of the bar. Individual paddles span
a length of 8 chunks1.

Conceptually the application concept uses 256 collective inputs, with
each one representing one chunk of the paddle bar (see §5.2.3). To
simplify implementation (and avoid the overhead of processing in-
dividual effects for each position), the implementation uses a single
collective input to represent the full paddle bar. On the generation of
input values, each individual paddle position is expanded out to a
partial paddle bar: an integer array of length 256 with the chunks rep-
resenting the individual paddle given a count of 1 and the remaining
set to 0.

Unlike the CrowdALOUD! conditions, the value data is itself aggre-
gated to form the final collective paddle bar representation. A sum
aggregation is applied to each chunk of the partial paddle bars to
form the final overlap total at each chunk. All input values share the
same group key, and so all end up reducing with the sum aggregation
(by summing up the partial chunk counts) to generate a final paddle
bar.

1 An individual paddle starting at chunk 3 will increment the count of chunks 3, 4, 5,
6, 7, 8, 9, 10 by 1.



9.2 comparison conditions 211

9.1.3.1 Agent Behaviour

Client agents submit actions containing the start position of their pad-
dle once every 100ms, which are transformed into effects storing this
position as an integer.

9.2 comparison conditions

Each application condition was tested against the following three ag-
gregation engine conditions (giving 9 experimental conditions in com-
bination with the load conditions):

• Single Batch Sort: this implementation uses one server to host a
single action processor node, the aggregation engine implemen-
tation, and a shared state processor node. During an update
tick, all input values are generated, sorted, and aggregated in a
single batch.

• Spark Multi Server: Spark can be deployed across multiple ma-
chines by deploying Spark Worker instances and a Spark Master
instance across the cluster. For this condition, 4 Spark Worker
instances and 1 Spark Master instance were deployed on their
own servers. A separate server was used for the driver appli-
cation which also hosts the shared state processor. Spark was
configured (using the driver application) to deploy 4 action pro-
cessor nodes onto each of its workers.

• Spark Single Server: to measure the overhead of Spark in com-
parison to the Single Batch Sort implementation, the Spark im-
plementation was also deployed with a single action processor.
A single Spark Worker instance, a Spark Master instance, and
the application driver were all deployed onto one server. This
deployment additionally allows an assessment of when the dis-
tributed computation overcomes the non-parallel parts of the
distributed computation (e.g. joining of parallel computations
into a final or partial result, coordination).

An additional parameter experimented with was the rate at which
shared state updates were generated. 100ms (10Hz) and 500ms (2Hz)
update rates were experimented with for all of the test conditions.

9.3 deployment environment

The Amazon EC22 cloud computing platform was used for all ex-
periments, running a full deployment of Concentus including test-
ing components. Each server in the cluster was a cc2xlarge cluster

2 http://aws.amazon.com/ec2/

http://aws.amazon.com/ec2/
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compute instance with 2 Intel Xeon E5-2670 processors (with each
processor having 8 physical cores, and 16 virtual cores with Hyper-
Threading) and 60GB of RAM. Cluster instances were chosen over
standard instances to get access to the 10Gbps full bisection ethernet
only available to these instances. Each Concentus node was deployed
on a single server, with each Java Virtual Machine instance limited
to 4GB of RAM. For all experimental conditions 4 test worker nodes
and 4 client handler nodes were used.

9.4 method

Each test run simulated a fixed client count for 1 minute, after allow-
ing for a 1 minute start up period. Between test runs all framework
components (with the exception of the test coordinator and guardian
processes) were restarted on a fresh JVM to ensure any JVM optimi-
sations were not carried over between tests. Metrics were collected on
the test worker nodes in 1 second buckets, and forwarded onto the
test coordinator for storage in a SQLite33 database.

9.4.1 Experiment Metrics

This section presents the primary metrics captured in this experiment:
the ClientInputEvent throughput (CIT), the action to state update la-
tency, and the late action response count.

9.4.1.1 ClientInputEvent Throughput (CIT)

CLIENT
HANDLER

CLIENT

Action
Client Input 

Event

Effect
Client Update

Event
Shared State 

Update

Figure 29: The communication channels between clients and the client han-
dler they are bound to.

To measure the performance of the test harness in generating load
against the SUT, the ClientInputEvent throughput (CIT) metric was
captured during the test runs. This metric captures the number of Cli-
entInputEvents generated by the test harness (across all test worker
nodes) per second.

3 http://www.sqlite.org/
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Figure 29 presents the communication channels between clients
and the client handler they are bound to. Clients send a constant
stream of ClientInputEvents to the client handler, which may op-
tionally contain ActionEvents. Client handlers respond to the input
events with ClientUpdateEvents, which may contain SharedStateUp-

dateEvent or Effect data. The role of this input event is discussed in
more detail in §7.4.2.

Regardless of the application condition, the current implementa-
tion of Concentus requires that clients send a ClientInputEvent to
their client handler node 10 times per second (figure 29). Thus the
simulation of 50,000 clients requires that the harness generate a CIT
of 500,000 events per second against the SUT.

One role of ClientInputEvents is to transport any ActionEvents
sent by the client to the system. On the generation of a new Cli-

entInputEvent, client agents are given the opportunity to create an
ActionEvent to send along with the event. Thus in addition to the
load created against the client handler nodes by client agents, the
number of actions pushed through the aggregation engine is also en-
capsulated by the CIT metric.

9.4.1.2 Action To Shared State Update Latency

CLIENT
HANDLER

AGGREGATION
ENGINE

CLIENT ACTION
PROCESSOR

SHARED 
STATE UPDATE 
PROCESSOR

Shared State Update

Action

Effect

Figure 30: The processing data flow from action to shared state update.

To measure the performance of Concentus and the underlying ag-
gregation engine strategies used in the test, the action to shared state
update latency metric was captured during the test. This metric cap-
tures the time it took for the effects of an action to be represented in
the shared state.

Figure 30 presents the interaction involved in processing an action
into a shared state update. Clients send an action to their bound client
handler (wrapped in a ClientInputEvent), which is then forwarded
onto a corresponding action processor node. This action processor
creates a corresponding effect containing the simulation time when
the effect will start. This effect is both stored in the action processor
and sent back to the client. When the tick timer fires, the aggregation
engine processes all active effects into a single shared state update. This
update is then sent to the client via its client handler. The action to
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shared state update latency measures the time from action submission
until a shared state update is received having a simulation time greater
or equal to that of the start time of the effect.

The latency was computed in three stages:

1. Each time a client agent submitted an action, it recorded the
time (local to the test worker) at which the action was sent;

2. When an action was processed by Concentus, an effect was cre-
ated and sent to the originating client. This effect specified the
simulation time when the effect would start having an impact on
the shared state. This simulation timestamp was recorded along
with the sent time of the action;

3. Shared state updates contained the simulation time that their
data was associated with. When a shared state update was re-
ceived that had a simulation time equal or greater than the sim-
ulation time of any sent actions, the latency was computed using
the current time (local to the worker) minus the sent time.

If an effect arrived later than the shared state update (out of order),
the agent could still determine that the action was represented by com-
paring the start simulation timestamp of the effect to the last known
simulation timestamp received from a previous shared state update.

As a large number of latency values needed to be collected, only
the summary statistics of the latency metric were recorded. For exam-
ple, the HiveBall application condition on average required 10 latency
values per second per client to be collected. When simulating 50,000
clients, this would necessitate recording 500,000 latency values per
second (or 125,000 per second per worker if the numbers were not
consolidated during the test). To avoid the test workers stalling while
sending this data to disk or over the network, test workers collected
the running mean, variance, minimum, maximum, and count of the
incoming latency values4 over a period of 1 second using a statistics
metric (§8.2); discarding any individual latency measurements.

9.4.1.3 Late Action Responses

The action to shared state latency metric captures the latency statistics
for actions that received a response. Equally important is the number
of actions that did not receive a response from the SUT. The late action
count metric captures the number of actions that had not received a
response after a predetermined timeout period.

To track in-flight actions, each client agent contained a sliding win-
dow of length 128 containing the meta data of actions that have not

4 As discussed in §8.2, the assumption of a normal distribution for the latency values
was incorrect. I have worked around this by using the maximum latency values in
conjunction with the mean.
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yet had a response. Each time a new action was created, a new slot in
the pending actions buffer was requested. If 128 actions or more had
previously been sent, a slot occupied by a previous action would be
freed. If this action had not yet had a corresponding shared state update
response, it would be marked as a late action.

One limitation of the metric collection system that needs to be dis-
cussed before presenting the results is the frequency at which this
sliding window buffer was flushed. The initial intention was that the
timeout period would be around 10 seconds (it ended up being 12
seconds so that the buffer length could be a power of 2, allowing for
faster index calculations). However, the implementation used for the
experiment flushed this window only when a new action was created
by the application condition, rather than on every ClientInputEvent

tick (which occurred at the fixed frequency of 10Hz). This has cre-
ated some complications for capturing the late count for application
conditions where client agents have a low outgoing action rate.

To reach a steady state for the late count metric, at least 128 actions
must be sent by a client agent. The HiveBall condition creates 10 ac-
tions per second per client, therefore requiring 13 seconds before this
steady state is reached (128 divided by 10). This falls safely within the
warmup period of the test (one minute). However the CrowdALOUD!
condition has 5 different action generation patterns with 4 action fre-
quencies: 0.67Hz, 0.89Hz, 1.33Hz, and 2.67Hz. This requires 194, 146,
97, and 49 seconds respectively before this steady state is reached.
Therefore for the CrowdALOUD! conditions, this late action count will
not reflect the true number of late actions. To get around this limita-
tion, a conservative estimate of the late action count has been made by
subtracting the number of received actions (an accurate count) from
the number of actions that were ideally expected to be sent during the
measurement window (assuming the test harness sent input events
at the expected throughput).

9.5 results

This section presents the results addressing each evaluation aim in
turn: the performance results of Concentus; the comparative perfor-
mance results of the serial and parallel aggregation engine implemen-
tation; and finally the performance results of the test harness.

9.5.1 Concentus Performance

This first result subsection presents results addressing the first aim of
the evaluation: to measure the overall performance of Concentus, in
particular its ability to support the latency requirements of collective
applications. The three application variants of CrowdALOUD! Text,
CrowdALOUD! Symbol, and HiveBall; differ both in the nature of
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the load they place the system under and the interaction type they
support (i.e. crowd chat v. collective player control). The results of
this subsection then allow an initial assessment of the current imple-
mentation for a representative range of application use cases.

Condition Input
Size

Action
Freq.

Partial
State
Size

Update
Size

CrowdALOUD! (Text) large low moderate large

CrowdALOUD! (Symbol) small low small small

HiveBall small high large moderate

Table 10: A summary of the load generated by each application condition
from tables 8 and 9 (see these tables for the exact figures).

The load profiles (as presented in §9.1) are summarised in table 10.
As the effects generated by each application simply reuse the data in
the input action (this does not have to be the case), the ‘action’ and
‘effect’ columns of table 8 have been aggregated under the heading
‘input size’. The partial state size represents the input values generated
during the aggregation processing.

Figure 31 plots the mean, and max action to shared state update
latency; and the late action percentage for each application variant
against concurrent client count. Each application variant has been ex-
ecuted by the system using two different shared state update rates:
2Hz (500ms tick time) and 10Hz (100ms tick time).

As the focus of this subsection is addressing the general perfor-
mance of Concentus, rather than the comparison of aggregation en-
gine approaches; the results of the best performing aggregation en-
gine (Spark Multi-Server; Spark Single-Server; or Single Batch Sort)
for each application variant have been presented (a comparison of
the aggregation engines themselves is presented in the next subsec-
tion). The test runs marked ‘Low CIT’ had a low ClientInputEvent

throughput (CIT) indicating that the test harness was not keeping up
with load generation.

Before presenting the results for each application condition, note
must be made of the removal of some outliers from the results. Two
outlier types were present in some of the results:

• latency spikes: where the latency spiked for 1-2 seconds during
the run; and

• slow test workers: where a single test worker node under-performed
while other workers performed as expected.

They have been removed from the following data points:

• HiveBall (2Hz; 35,000) (spike);



9.5 results 217

10 20 30 40 50

200

400

600

800

1,000

Mean Action Latency
Low CIT

La
te

nc
y

(m
s)

10 20 30 40 50

0

5

10
Max Action Latency

Low CIT

La
te

nc
y

(s
)

10 20 30 40 50
0

20

40

60

80

100

Late Action Percentage
Low CIT

Client Count (103)

La
te

A
ct

io
ns

(%
)

Action Latency of Concentus vs. Application Condition

HiveBall (2Hz)
HiveBall (10Hz)

CrowdALOUD! Text (2Hz)
CrowdALOUD! Text (10Hz)

CrowdALOUD! Symbol (2Hz)
CrowdALOUD! Symbol (10Hz)

Figure 31: The action to state update latency of Concentus across application
conditions as the concurrent client count increases.
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• CrowdALOUD! Text (10Hz; 15,000) (spike);
• CrowdALOUD! Text (10Hz; 20,000) (spike);
• CrowdALOUD! Text (10Hz; 35,000) (slow worker);
• CrowdALOUD! Text (10Hz; 40,000) (slow worker).

Justification for the removal of each outlier is presented in Ap-
pendix A.

The remainder of this subsection is structured as follows. Each ap-
plication variant is presented in turn; starting with CrowdALOUD!
Symbol, the least demanding of the three; followed by CrowdALOUD!
Text, a variation of the Symbol application with increased data re-
quirements; followed by HiveBall, the variant that differs from both
CrowdALOUD! applications with an increased action rate and greater
demands on the aggregation engine component of the system.

9.5.1.1 CrowdALOUD! Symbol

The CrowdALOUD! Symbol application was the least demanding of
the three application variants, with the smallest input, memory stor-
age requirements, partial state, and update data sizes; as well as the
lowest input frequency. It has a flat latency profile over the entire
range of client counts for both update rates tested in the experiment.

Rate Count Mean Max Late %
10Hz 5,000 101ms 202ms 0.19%

10Hz 50,000 151ms 312ms 0.03%

2Hz 35,000 322ms 1103ms 0%

2Hz 45,000 356ms 720ms 0.12%

Table 11: The worst performing test runs for the CrowdALOUD! Symbol
application.

Table 11 presents the worst performing test runs for both the 10Hz
and 2Hz rate. Concentus was able to maintain good performance for
this condition, with performance between the two update rates only
differing because of the longer tick time, rather than the system strug-
gling to keep up with the aggregation at higher update rates.

9.5.1.2 CrowdALOUD! Text

The CrowdALOUD! Text application is identical to the Symbol vari-
ant with respect to the input frequency, application logic, and agent
behaviour; though it has the greatest client-system data requirements
of all three applications. The input and update data sizes are the
greatest of the three, with the input sizes ranging from 8-284b; and
the update sizes ranging from 300-7kb (see §9.1). The demands on
the aggregation engine, represented by the partial state data size of
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table 10 (or the input value size of table 8); are greater than the Symbol
variant, though less than the HiveBall variant. The memory storage
requirements (captured in the input data size of table 10, and the effect
data size of table 8) is the largest of all three application variants.

Rate Count Mean Max Late %
10Hz 15,000 131ms 243ms 2.43%

10Hz 25,000 149ms 791ms 0%

2Hz 25,000 349ms 1273ms 0.08%

2Hz 30,000 351ms 2943ms 2.66%

Table 12: The worst performing test runs for the CrowdALOUD! Text appli-
cation before the 25,000 and 30,000 client turning points for the
10Hz and 2Hz rates respectively.

The latency profile for the CrowdALOUD! Text variant remains
fairly flat up until 25,000 clients for the 10Hz update rate; and 30,000
clients for the 2Hz update rate. Table 12 presents the worst perform-
ing test runs up until this point.

Rate Count Mean Max Late %
10Hz 35,000 285ms 13122ms 6.4%

10Hz 40,000 322ms 8550ms 8.11%

10Hz 50,000 544ms 5673ms 0.97%

2Hz 30,000 351ms 2943ms 2.66%

2Hz 50,000 613ms 12048ms 0.72%

Table 13: The worst performing test runs for the CrowdALOUD! Text appli-
cation including the runs after the 25,000 and 30,000 client turning
points for the 10Hz and 2Hz rates respectively.

After the turning point 25,000 and 30,000 client counts for the 10Hz
and 2Hz rates respectively; the mean and max latency both increase
with a greater than linear trend. Table 13 presents the worst perform-
ing test runs across all client counts. The high maximum latency val-
ues indicate that the performance for this application variant became
unstable at higher client counts.

Figure 32 presents the ClientUpdateEvent loss percentage for each
application condition. This is calculated by subtracting the number
of events processed in total by the test workers over the test window
from the number of ClientUpdateEvents sent by the client handlers.
Event loss could be caused by any component in the network stack
between the client handler and the test workers, including the mes-
saging components on the client handler. As these are considered
part of the network component of the system, any events lost on the
client handler at this level are still counted towards a network failure.
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This number is inexact in that some ClientUpdateEvents sent before
the test window (during the warmup phase) will be recorded by the
test workers during the test window. However, this number is negli-
gible in comparison to the total number of events (i.e. a thousand vs
a million).

As clients are expected to exchange a ClientInputEvent for a Clien-

tUpdateEvent 10 times per second (regardless of condition), this loss
gives an indication of network/messaging library strain in sending
events. The CrowdALOUD! Text condition has a much higher event
loss than the other application conditions, indicating that the data re-
quirements of this condition might become a factor at higher client
counts. However the exact cause of the event loss cannot be ascer-
tained from the data collected during the experiment. Possibilities
include the messaging library used, which may have failed on the
client handlers themselves before the ClientUpdateEvents were sent
over the network; or the network itself becoming saturated.
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Figure 32: The ClientUpdateEvent loss between the client handlers and the
test workers during the test.

Two outliers are visible in the results at 35,000 and 40,000 clients
for the 10Hz test runs. They resulted from a drop in the number
of events being delivered by the network/messaging library to the
test workers, with one worker in particular affected (covered in more
detail in §A.1.4). The latencies recorded by this worker pushed the
mean and max above that of the 45,000 and 50,000 client count runs
even though they had a greater overall event loss (figure 32).

Concentus was able to maintain good performance for this condi-
tion at both the 2Hz and 10Hz update rates up to 25,000 and 30,000
clients respectively, with performance between the two update rates
up to this point only differing because of the differing tick rate. Af-
ter this point the performance of both update rate conditions begins
to rise with a greater than linear gradient, suggesting that Concentus
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was not able to maintain the performance past this point (at least with
the server configuration of the experiment).

9.5.1.3 HiveBall

The HiveBall application differs from the CrowdALOUD! application
variants with an increased input rate and large partial state size. The
demands on the aggregation engine, represented by the partial state
data size (see table 10) are the greatest of all of the application vari-
ants. It was the worst performing application of the three variants.

The HiveBall (10Hz) condition was the only condition that failed
to perform for all client counts, with a late count greater than 35%
after 20,000 concurrent clients. After 20,000 clients the performance
of Concentus became unreliable, with the mean fluctuating up and
down between test runs. The spike at 25,000 clients did not find an
explanation in the data collected: all of the metrics associated with the
test workers and the client handlers indicate that the run performed
normally. The reduced performance for this single run may be due to
the deployment environment, though more data is needed to confirm
this. This data point is explored more detail in §A.1.2.

Rate Count Mean Max Late %
10Hz 10,000 124ms 218ms 0%

10Hz 15,000 165ms 704ms 0.44%

10Hz 20,000 150ms 225ms 11.04%

2Hz 35,000 579ms 1420ms 1.3%

Table 14: The worst performing test runs for the HiveBall application before
the 20,000 and 35,000 client turning points for the 10Hz and 2Hz
rates respectively.

Up to 20,000 clients the HiveBall (10Hz) condition had similar per-
formance to both of the CrowdALOUD! (10Hz) conditions. However,
there was a latency spike at 15,000 clients that caused one client to
experience a latency of 704ms. Around this spike, the next highest
maximum latency was 304ms. This data point is explored in more
detail in §A.1.2. It appears that the spike was caused by a hiccup in
the aggregation engine as all client handlers experienced a drop in
the shared state update rate simultaneously. The data collected does
not provide enough detail to identify the cause of this hiccup.

For the 2Hz condition, the latency rises with a fairly linear gradient
up to 35,000 clients. After this point the maximum latency begins to
rise faster. Table 14 presents the worst performing test runs up until
this point.

Concentus was able to maintain a near flat latency profile for the
10Hz condition up to 20,000 clients, failing to keep up with the de-
mands of the application after this point. The 2Hz condition (using
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Rate Count Mean Max Late %
10Hz 25,000 803ms 1902ms 52.01%

10Hz 50,000 861ms 1170ms 71.29%

2Hz 50,000 910ms 6498ms 0.6%

Table 15: The worst performing test runs for the HiveBall application includ-
ing the runs after the 20,000 and 35,000 client turning points for the
10Hz and 2Hz rates respectively.

a different engine to the 10Hz condition), managed to service all ac-
tions, though had a near linear performance profile with respect to
the client count, with the latency increasing with a greater than linear
gradient after 35,000 clients. Table 15 presents the worst performing
test runs across all client counts.

9.5.2 Aggregation Engine Comparison

This second result subsection presents results addressing the second
aim of the evaluation: to inform the research gap around the archi-
tectural tradeoff between distributed computation and serial compu-
tation for the aggregation engine. Three aggregation engine variants:
Spark Multi-Server; Spark Single-Server; and Single Batch Sort (see
§9.2 for details on the engine variants) have been compared against
the application conditions. Both Spark conditions represent the dis-
tributed/parallel processing approach; while the Single Batch Sort
uses a single processing thread for the aggregation computation.

Although all three aggregation engines were evaluated with both
10Hz and 2Hz update rates, the Spark aggregation engine was un-
reliable running at 10Hz; with latency values well outside acceptable
values (> 10s), high late action counts, and high maximum latency val-
ues. As such the 10Hz test runs for both the Spark Multi-Server and
Single-Server engine variants have been omitted from the results.

Figures 33, 34, and 35 plot the performance of each aggregation
engine against the CrowdALOUD! Symbol, CrowdALOUD! Text, and
HiveBall application conditions.

The remainder of this subsection is structured as follows. Each ap-
plication variant is presented in turn; starting with CrowdALOUD!
Symbol, the least demanding of the three; followed by CrowdALOUD!
Text; and then HiveBall. For each application condition each aggrega-
tion engine is compared.

9.5.2.1 CrowdALOUD! Symbol

The CrowdALOUD! Symbol application condition (figure 33) had the
lowest data movement of the three conditions; with actions, effects,
partial state size, and updates the smallest of the three applications
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Figure 33: The comparative performance of each aggregation engine (Spark
Multi-Server; Spark Single-Server; Single Batch Sort) as they run
the CrowdALOUD! Symbol application.
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Figure 35: The comparative performance of each aggregation engine (Spark
Multi-Server; Spark Single-Server; Single Batch Sort) as they run
the HiveBall application.
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(see table 10). The update rate of the condition was also the lowest of
the three (along with CrowdALOUD! Text).

Engine Rate Count Mean Max Late %
Spark MS 2Hz 10,000 405ms 802ms 0.17%

Spark MS 2Hz 40,000 557ms 2034ms 0%

Spark SS 2Hz 25,000 437ms 1220ms 0.05%

Spark SS 2Hz 50,000 523ms 819ms 4.61%

SBS 2Hz 35,000 322ms 1103ms 0%

SBS 2Hz 45,000 357ms 720ms 0.12%

SBS 10Hz 10,000 106ms 218ms 0.18%

SBS 10Hz 50,000 152ms 312ms 0.03%

Table 16: The worst performing test runs of each aggregation engine for the
CrowdALOUD! Symbol application.

All aggregation engines had a similar performance profile for this
application condition, with the biggest factor being the update rate
(10Hz v. 2Hz). Table 16 presents the worst performing tests for each
engine: Spark Multi-Server (Spark MS), Spark Single-Server (Spark
SS), and Single Batch Sort (SBS). The Single Batch Sort engine had the
best performance overall. The Spark Multi-Server and Spark Single-
Server deployments had similar performance, indicating that the par-
allelisation of the computation did not overcome the non-parallel
overhead of the Spark computation (e.g. the coordination between
distributed components).

9.5.2.2 CrowdALOUD! Text

The CrowdALOUD! Text application condition (figure 34) had the
largest client-server data movement of the three conditions; with ac-
tions, effects, and updates the largest of the three applications (see ta-
ble 10). The partial state size was larger than the CrowdALOUD! Sym-
bol condition, though smaller than HiveBall. The update rate of the
condition was also the lowest of the three (along with CrowdALOUD!
Symbol).

Outliers have been removed from the following data points (justifi-
cation section in brackets):

• Single Batch Sort (10Hz; 15,000) (§A.1.3);
• Single Batch Sort (10Hz; 20,000) (§A.1.3);
• Single Batch Sort (10Hz; 35,000) (§A.1.4);
• Single Batch Sort (10Hz; 40,000) (§A.1.4).

Like the CrowdALOUD! Symbol application variant, the aggrega-
tion engines had a similar performance profile to one another. Table
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Engine Rate Count Mean Max Late %
Spark MS 2Hz 45,000 993ms 11395ms 0.67%

Spark SS 2Hz 45,000 665ms 5457ms 4.18%

Spark SS 2Hz 50,000 740ms 4295ms 7.39%

SBS 2Hz 30,000 351ms 2943ms 2.66%

SBS 2Hz 50,000 613ms 12048ms 0.72%

SBS 10Hz 35,000 285ms 13122ms 6.4%

SBS 10Hz 40,000 322ms 8550ms 8.11%

SBS 10Hz 50,000 544ms 5673ms 0.97%

Table 17: The worst performing test runs of each aggregation engine for the
CrowdALOUD! Text application.

17 presents the worst performing tests for each engine: Spark Multi-
Server (Spark MS), Spark Single-Server (Spark SS), and Single Batch
Sort (SBS). All latency plots had a steeper upward gradient as the
client count increased.

The Single Batch Sort engine generally had the best performance
of the three engines; though a spike at 35,000 clients resulted in one
client experiencing a 13 second latency, well outside acceptable limits
for this application. As discussed in §9.5.1, the outlier at 35,000 clients
was due to a drop in the number of events being delivered to one test
worker (see figure 32).

The difference between the 10Hz and 2Hz traces for the Single
Batch Sort approach became smaller as the client count increased,
with the two almost reaching convergence for their mean latency at
50,000 clients.

Both Spark engine deployments had similar performance, indicat-
ing that the time spent in the serial parts of the computation was
greater than than in parts that could benefit from parallelisation (e.g. more
time spent joining results or forking computations than actually do-
ing the computation).

9.5.2.3 HiveBall

The HiveBall application condition (figure 35) had the largest partial
state size and input action frequency of the three application vari-
ants (see table 10). The action and effect event sizes were the smallest
of the three conditions. The update event size was smaller than the
CrowdALOUD! Text, though larger than the CrowdALOUD! Symbol
condition. The update rate of the condition was also the lowest of the
three (along with CrowdALOUD! Symbol).

Outliers have been removed from the Spark Multi-Server (2Hz;
35,000) condition (justification presented in §A.1.1).
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Engine Rate Count Mean Max Late %
Spark MS 2Hz 35,000 579ms 1420ms 1.3%

Spark MS 2Hz 50,000 910ms 6498ms 0.6%

Spark SS 2Hz 50,000 1772ms 4158ms 81.74%

SBS 2Hz 50,000 721ms 1508ms 38.06%

SBS 10Hz 25,000 803ms 1902ms 52.01%

SBS 10Hz 50,000 861ms 1170ms 71.29%

Table 18: The worst performing test runs of each aggregation engine for the
HiveBall application.

The HiveBall application condition was the most demanding of the
three for the aggregation engines, with only the Spark Multi-Server
engine performing reliably up to 50,000 clients. Table 18 presents the
worst performing tests for each engine: Spark Multi-Server (Spark
MS), Spark Single-Server (Spark SS), and Single Batch Sort (SBS). For
the majority of the client counts, the Single Batch Sort engine running
at 10Hz had the worst performance with the highest late action per-
centage (peaking at 71.29%). At 50,000 clients the Spark Single-Server
(2Hz update rate) had the highest late action percentage (81.74%).
The Single Batch Sort engine running at 2Hz performed better, with
a maximum late percentage of 38.06%; though this is still far higher
than would be acceptable for this use case.

Up to 20,000 clients both the Single Batch Sort (10Hz) and Spark
Single-Server engines had an acceptable late action percentage (11.04%
and 6.62% respectively), with the Single Batch Sort (2Hz) performing
well up to 25,000 clients (late action percentage of 2.86%). Before this
tipping point, the latency of the Single Batch Sort (10Hz) was the
lowest (150ms at 20,000 clients), with the Single Batch Sort (2Hz) en-
gine performing marginally better than the Spark Multi-Server (2Hz)
engine (358ms and 469ms respectively at 20,000 clients). The Spark
Single-Server deployment had similar performance to that of the Multi-
Server deployment (510ms and 469ms respectively at 20,000 clients).

The divergence between the Spark Single-Server and Multi-Server
deployments starting at 20,000 clients indicates that the distributed
parts of the computation outweigh the serial parts: more time is spent
in parts of the computation that benefit from parallelisation (e.g. sum-
ming partial results) than is spent joining results together. Although
the Spark Single-Server deployment appears to have a lower max-
imum latency after 35,000 clients; its late percentage rises rapidly
while the Spark Multi-Server remains close to 0%. Thus the Spark
Multi-Server maximum reflects the processing of far more actions.
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9.5.3 Test Harness Performance

This third and final result subsection presents results addressing the
third aim of the evaluation: to validate the performance of the test
harness components used to performance test the system framework.

Figure 36 presents the minimum, 5th percentile, median, the 95th
percentile, and the maximum ClientInputEvent throughput (CIT; see
§9.4.1.1) for each application condition as collected over the measure-
ment window. The throughput numbers have been normalised by the
client count to allow for comparison between the runs. Each box plot,
with the exception of the HiveBall (10Hz; 50,000 clients) condition
(addressed below), represents the distribution of throughput values
across the three test runs of each of the aggregation engines: Spark
Multi-Server, Spark Single-Server, and Single Batch Sort.

A number of the test runs had outlier CIT values. The outliers came
in two forms:

• Spikes: temporary drops in the load generation lasting 1-2 sec-
onds; and

• Slow Test Workers: one or two of the test workers having a
greatly reduced load generation, while the other test nodes per-
form well.

Figure 37 shows an example of both the spike and slow test worker
outlier test runs. In the remainder of this section, any outliers will be
referred to as either spikes or slow test workers with a link to a more
thorough analysis in Appendix A.

One of the test runs for the HiveBall (10Hz; 50,000 clients) plot
failed to start due to an error occurring in one of the client handlers
while tearing down the previous 45,000 client count test run. In the
current implementation of Concentus, an exception during a test run
set causes the test to be dropped and the next set started. The log file
indicates that the 45,000 test run ran correctly during its collection
window. It is thus marked as having only partial data.

The remainder of this subsection is structured as follows. Each ap-
plication variant is presented in turn; starting with CrowdALOUD!
Symbol, the least demanding of the three; followed by CrowdALOUD!
Text; and then HiveBall. For each application condition, the perfor-
mance results of the test harness are presented.

9.5.3.1 CrowdALOUD! Symbol

All test runs in this application condition, with the exception of the
40,000 and 50,000 client test runs for the 10Hz update rate, performed
as expected with minimal spread between the maximum and mini-
mum throughput values.

The two outliers at 40,000 and 50,000 clients were caused by slow
test workers, and are analysed in more detail in §A.2.2. The plots
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mum client input throughput rates of the test harness while run-
ning each of the three application conditions at 500ms and 100ms
update tick rates.
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Figure 37: Examples of the spike and slow test worker outliers found during
some test runs.

show that one worker out of the four had a consistently lower perfor-
mance than the others, indicating that the deployment environment
played a role here.

9.5.3.2 CrowdALOUD! Text

The CrowdALOUD! Text test performed as expected for the majority
of the time, though it had a number of outliers during the collection
window. As the concurrent client count reached 45,000 and above, the
spread between the maximum and minimum throughput values in-
creased (unrelated to any outlier results). However the median values
of these test runs was still as expected.

For the 10Hz runs, six outlier results were present at 15,000 (spike);
20,000 (spike); 25,000 (spike); 30,000 (spike); 35,000 (slow test worker);
and 40,000 (slow test worker) clients. For the 2Hz runs, one out-
lier was present at 30,000 (spike) clients. The outliers are presented
in more detail in §A.2.4 and §A.2.3 for the 10Hz and 2Hz runs re-
spectively. The spike outliers were present exclusively in the Crow-
dALOUD! Text application condition, suggesting that some property
of the application caused the spikes (this is elaborated on in §9.6.3).

9.5.3.3 HiveBall

The HiveBall application was the most demanding on the test harness
of the three. The test harness had the worst performance figures for
this condition, and also had a difference in load generation between
aggregation engines. The two points are presented in turn.
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Client Count Median Expected

5000 50000 50000

10,000 100000 100000

15,000 150000 150000

20,000 200000 200000

25,000 249867 250000

30,000 299728 300000

35,000 349944 350000

40,000 342806 400000

45,000 341412 450000

50,000 339764 500000

Table 19: The raw median CIT values for the Single Batch Sort engine run-
ning the HiveBall application at 10Hz.

The test harness had the lowest load generation performance fig-
ures executing the HiveBall application. For both the 2Hz and 10Hz
update rates, all test runs up to 40,000 concurrent clients performed
as expected. After 40,000 clients the CIT drops, indicating that the test
harness did not generate the required load. The worst (minimum) CIT
figure seen for the 2Hz update rate was 8 events/s/agent at 50,000
clients (actual throughput of 446153 events/s). For the 10Hz update
rate the minimum CIT rate was 6 events/s/agent at 50,000 clients
(actual throughput of 333244 events/s).

The test harness also differed in load generation performance be-
tween aggregation engines for the 10Hz update rate. The summarised
results found in figure 36 appear to show an increased spread be-
tween the maximum and minimum throughputs after 40,000 clients.
Separating out the individual aggregation engine plots shows that
this spread results from this load generation difference.

The individual engine plots that were combined to make up this
summary figure have been presented separately in figure 38. The in-
dividual plots show the normalised throughput for the Single Batch
Sort aggregation engine dropping as the client count increases. The
actual throughput figures are presented in table 19. They show that
the test harness reached an upper limit during the higher client counts
for this engine.

The reason for the test harness performance difference between the
engines can be linked to the performance of the aggregation engine
itself. Figure 38 overlays the shared state update rate for the aggre-
gation engine on top of the CIT. Both Spark engine deployments
(Multi-Server and Single-Server) struggled to maintain the shared state
update rate of 10Hz; while the Single Batch Sort engine managed a



9.5 results 233

higher update throughput. This would have resulted in less data be-
ing sent to the test workers for the Spark conditions in comparison to
the Single Batch Sort engine.
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Figure 38: The client input throughput rates (blue line) of the test harness
running the HiveBall (10Hz) application condition; overlaid with
the shared state update rates (red line) of the aggregation engine.



234 evaluation

9.6 experiment discussion

This section presents a discussion on the results presented in §9.5 in
relation to the three aims of the evaluation.

9.6.1 Evaluation Aim 1

The first aim of the evaluation (EA1) was to measure the overall per-
formance of Concentus. To immerse participants in an interactive en-
vironment, the latency and jitter (variation in latency) of the interac-
tion must be low enough to avoid interrupting the interaction flow.
For applications requiring tight motor and perceptual skill coordina-
tion, this latency should be less than 200ms [Dabrowski and Munson,
2011; Delaney et al., 2006]; while interaction that requires some think-
ing time can be higher, ranging from 500ms-1s depending again on
the nature of the interaction [Dabrowski and Munson, 2011; Clay-
pool, 2005]. Concentus was able to run all application variants with
the required performance, though only up to 20,000 concurrent users
for the HiveBall application. The biggest constraint on performance
seems to relate to the data size of update events, partial aggregate
state, and actions.

Both CrowdALOUD! application variants (Symbol and Text) can
tolerate high interaction latencies as they require thinking time for
each interaction: participants either construct new messages for the
crowd, or choose to vote up existing ones based on their current per-
spective on events. The HiveBall variant requires tight perceptual skill
coordination, thus requiring latencies less than 200ms.

Concentus was able to support the CrowdALOUD! Symbol variant
with a peak mean latency of 151ms; a maximum latency of 312ms at
50,000 clients. This falls within the acceptable latency range required
for this interaction style.

The CrowdALOUD! Text variant was more demanding, with a peak
mean latency of 544ms at 50,000; a maximum latency of 13122ms at
35,000 clients (the 50,000 client count had a lower max of 5673ms).
Although the mean latency is acceptable, the high maximum latency
indicates that the performance at this level is unstable. The results
indicate that message loss is the culprit here, with the network over-
whelmed by the amount of data required for this condition (Crow-
dALOUD! Text required the most client-server data bandwidth of
the three application conditions). Thus the user experience would be
greatly diminished at 50,000 clients. However up to 25,000 clients, the
application had a peak mean latency of 149ms; a maximum latency
of 791ms. This is well within the parameters required for this appli-
cation condition. Thus the deployment size (4 test workers, 4 client
handlers) may have played more of a role here: increasing the num-
ber of client handlers would allow the network load to be reduced for
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each individual instance, potentially decreasing both the latency and
jitter.

The HiveBall variant had the worst latency performance of the
three applications, while also having the most stringent latency re-
quirements. The performance of Concentus was only suitable up to
20,000 clients with this particular deployment configuration: with a
peak mean latency of 165ms; and a maximum latency of 704ms at
15,000 clients (20,000 clients had a smaller max of 225ms). The max-
imum value at 15,000 was caused by a 1 second latency spike, with
the remaining maximum values around 200ms.

The mean latencies are within the 50-200ms range (with the maxi-
mum latencies experienced are only just over) required for interaction
of this nature, though leave little room for internet latency cost: the
time required to transport the events over the internet (the evalua-
tion was carried out on the same cluster without consideration of this
cost). It is possible that some latency compensation techniques could
be applied here to hide the interaction latency, though they often rely
on input prediction which becomes difficult when considering the
interaction of an entire crowd.

The results suggest that data size is the primary constraint on per-
formance. HiveBall and CrowdALOUD! Text had the lowest perfor-
mance of the three conditions, with both application variants requir-
ing a large amount of data movement. The CrowdALOUD! Text per-
formed far worse than CrowdALOUD! Symbol variant, differing only
in the size of the data submitted by participants.

In summary, Concentus was able to support all application vari-
ants with the performance required by the interaction model. Bring-
ing the non-functional requirements presented in chapter 5 back into
focus (table 20), Concentus meets all of the requirements with the
exception of NR-2.3 (the neighbour network was ruled out of scope
for the current implementation of Concetus). The number of concur-
rent participants able to be supported varies between applications,
with the HiveBall condition the most demanding for Concentus: up
to 20,000 concurrent participants could be supported using the de-
ployment used in this experiment (5 servers for the core Concentus
components). The CrowdALOUD! Text condition was the next most
demanding condition, supporting up to 25,000 clients with good per-
formance. The CrowdALOUD! Symbol condition was the least de-
manding of the three, supporting 50,000 concurrent participants with-
out issue. The primary constraint on performance appears to be the
data size requirements of the applications: both HiveBall and Crow-
dALOUD! Text, the worst performing applications; had large shared
state update and partial state data sizes, putting more strain on the
networking and memory components of Concentus.
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Non-functional System Requirements A
ch

ie
ve

d

NF-1.1. Support thousands to tens of thousands of concur-
rent client connections and sessions.

X

NF-1.2. Support the processing of a high throughput of
action events into effects.

X

NF-1.3. Send a high throughput of effects and state up-
dates to clients.

X

NF-1.4. During each tick, support the generation and ag-
gregation of a large number of input values.

X

NF-2.1. The latency between a user’s action submission
and their reception of a state update containing the results
of their action must be less than the interaction latency up-
per bound.

X

NF-2.2. The latency between a user’s action submission
and their reception of their own effect(s) must be less than
the interaction latency upper bound.

X

NF-2.3. The latency between a user’s action submission
and their neighbour’s reception of the related effect(s)
must be less than the interaction latency upper bound.

Table 20: The non-functional requirement satisfaction of Concentus.

9.6.2 Evaluation Aim 2

The second aim of the evaluation (EA2) was to determine whether a
parallel (Spark) or optimised serial approach (Single Batch Sort) pro-
vided the best tradeoff between interaction latency and concurrent
user count for the aggregation engine. The results indicate that the
serial approach had a lower interaction latency than the parallel ap-
proach for the application variants and crowd sizes measured in this
evaluation. Thus it appears that for crowd sizes up to 50,000 partici-
pants, the cost of shuffling data between multiple servers outweighs
the performance benefits of a distributed aggregation computation.

For both CrowdALOUD! application variants (Symbol and Text),
the best performing aggregation engine was Single Batch Sort. This
was true for both of the 2Hz and 10Hz update rates, though the 10Hz
rate performed far better. Both Spark configurations: Multi-Server
and Single-Server; performed reliably and consistently up to 50,000
clients, with both Spark configurations having similar performance.
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Thus for the CrowdALOUD! variants a serial processing approach
worked best.

For the HiveBall application, the aggregation engine that main-
tained the lowest late action count up to 50,000 concurrent users was
Spark (Multi-Server). Spark Single-Server and Single Batch Sort both
had high late action counts after 20,000-25,000 concurrent clients. This
indicates that these engine configurations were unreliable at higher
crowd sizes. However the interaction latency of Spark was far higher
than the 50-200ms range deemed acceptable for applications requir-
ing perceptual skill coordination. The only engine that performed
in this range was Single Batch Sort (10Hz update rate) up to 20,000
concurrent clients. Thus applications like HiveBall seem suitable for
smaller crowds sizes using the current implementation of Concentus.

Additionally the performance of Spark Multi-Server may have ben-
efited mainly from having multiple instances of action processor run-
ning in parallel. The action processor(s) serve as the bridge between
the aggregation engine and the client handlers, generating the prereq-
uisite input values for the aggregation engine on each tick (see §7.3.2).
The performance of the Single Batch Sort approach at both 2Hz and
10Hz diminished after 25,000 and 20,000 clients respectively, coincid-
ing with the performance drop found in the Spark Single-Server con-
dition. One factor shared between the Spark Single-Server and Single
Batch Sort engines is the number of action processors deployed (see
figure 26). This component was under the greatest load during the
HiveBall application condition, with the highest frequency of incom-
ing actions and the largest partial state size. Thus the main advantage
of the Spark Multi-Server configuration may have been the reduced
load on the action processor components at high client counts.

Thus the serial approach provided the best performance for the
HiveBall condition by meeting the latency requirements of the ap-
plication. However the tradeoff for this performance was a reduced
crowd size of 20,000.

A final argument against the parallel approach arises from a com-
parison of the Spark configurations. Spark Single-Server was a config-
uration of Spark that did not use a parallel computation, instead hav-
ing all components deployed onto a single server. Spark Multi-Server
used 4 servers to distribute the computation, utilising the comput-
ing power and memory offered by these servers. The performance
difference between these configurations was almost non-existent for
the CrowdALOUD! application variants, with the only difference aris-
ing during the HiveBall application. As discussed above, this perfor-
mance difference seems to centre more on the performance of the
action processor component rather than the aggregation itself: Spark
Multi-Server was able to deploy 4 action processors, while Spark-
Single Server could only use 1. Although this advantage arises pre-
cisely because of Spark’s parallel nature, it does not relate to the ag-
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gregation computation itself (rather the precursor to this aggregation).
Thus it appears that the deployment of multiple servers for Spark
Multi-Server provided no benefit for the aggregation computation it-
self.

9.6.3 Evaluation Aim 3

The third (and final) aim of the evaluation (EA3) was to validate the
performance of the test harness components. To evaluate the harness,
the load it generated was measured during each test run using the
ClientInputEvent throughput (CIT) metric. This metric should have
remained constant during each test run, with the throughput 10 times
the simulated client count (i.e. for 45,000 clients the harness should
have generated a CIT of 450,000 events/s). With the exception of the
HiveBall (10Hz update rate) application condition and a few outlier
test runs, the test harness performed as expected, validating the de-
sign of the test harness for measuring systems of this nature.

The HiveBall (10Hz) was more demanding on the test harness due
to the larger number of effects that needed to be processed, a result
of the high action frequency of this application condition. Each action
results in the creation of an effect that must then be sent to the ori-
gin client (see §7.4). The higher frequency of actions resulted in more
processing on the test worker nodes, which impacted their ability to
generate load at higher client counts (greater than 35,000). Provision-
ing more test worker nodes on more servers would likely get around
this drop in performance.

Additionally a number of test runs had outliers results. The outliers
came in two forms:

• Spikes: temporary drops in the load generation lasting 1-2 sec-
onds; and

• Slow Test Workers: one or two of the test workers having a
greatly reduced load generation, while the other test nodes per-
form well.

The first outlier type, spikes; seem to be present only for the Crow-
dALOUD! Text application condition. An explanation is not found
in the data collected, though it could be speculated that they were
caused by large update events generated by the CrowdALOUD! Text
application. These spike outliers are addressed more directly in §A.1.3.

The second outlier type, slow test workers; is found in all of the
application variants, and appears to relate more to the deployment
environment. As virtual servers on the cloud computing platform
(Amazon’s EC2) share physical server resources, it is possible that the
slow worker nodes were caused by resources on the physical server
being used by other processes. However, without more data this is
only speculation. The outliers can be ascribed to factors external to
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the test harness due to their sporadic nature: they occur with all ap-
plication conditions, and happen at client counts both high and low.
In future to better account for outlier results, the test harness should
carry out repeated trials for each test run.

9.7 summary

This chapter presented an evaluation with three aims:

• to measure the performance of the system framework: Concen-
tus (EA1);

• to provide early architectural knowledge on an important trade-
off between distributed computation and serial computation for
the aggregation engine (the two aggregation approaches are pre-
sented in §7.7), a core component of the framework (EA2);

• and finally to validate the performance of the test harness com-
ponents presented in chapter 8, which were used to perfor-
mance test Concentus (EA3).

§9.1 presented the load conditions developed for the experiment.
To provide meaningful results, the two applications proposed as con-
cepts in §5.1 were implemented (just the application logic, not the
front-end). Three application variants were developed: two based on
the CrowdALOUD! concept (CrowdALOUD! Text; and CrowdALOUD!
Symbol); and HiveBall. Each application variant stresses the system
framework in different ways including: the action rate (high for Hive-
Ball), and the data size of events in the system (moderate for HiveBall,
high for CrowdALOUD! Text). In addition to the applications them-
selves, client agents for each concept were also developed so that the
application could be subjected to a load resembling actual use. Both
implementations were presented in §9.1.

§9.2 presented the three aggregation engine conditions used in
the experiment: Spark Multi-Server, Spark Single-Server, and Single
Batch Sort. The second evaluation aim (EA2) was to provide a com-
parison between the two aggregation engine approaches presented in
§7.7. The Spark based engine enabled the aggregation computation
to be parallelised over a cluster, while the Single Batch Sort approach
performed the aggregation serially on a single server. The purpose
of the comparison was to ascertain which approach (distributed or
serial) performed better with the different application variants. An-
other purpose was to determine the comparative scalability of each
engine. The Spark Single-Server condition was used to determine the
overhead of Spark in comparison to the Single Batch Sort implemen-
tation.

§9.3 presented the deployment environment used for the experi-
ment: a cluster of servers running on the Amazon EC25 cloud comput-

5 http://aws.amazon.com/ec2/

http://aws.amazon.com/ec2/
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ing platform. Four servers were used for the client handlers, and four
for the test workers. The aggregation engine determined the quantity
of further servers needed.

§9.4 presented the method used for the experiment, including the
experiment set up and the metrics collected (ClientInputEvent through-
put; action to shared state update latency; and the late action response
count).

§9.5 presented the results of the experiment, with each of the eval-
uation aims addressed in turn: Concentus performance (§9.5.1), ag-
gregation engine comparison (§9.5.2), and test harness performance
(§9.5.3).

Finally §9.6 presented the discussion on the results from the per-
spective of each evaluation aim.

Concentus was able to support all of the application variants with
latencies equal to or lower than that required by each application (see
§5.3.1). The data size of various events required by the application
variants appears to have the largest bearing on performance.

For the aggregation engine comparison, the Single Batch Sort en-
gine performed the best in meeting the latency requirements of the
applications. In one condition the Spark Multi-Server engine sup-
ported a higher concurrent client count for the HiveBall application,
though the latencies where far higher than the limits required by the
application. For this same condition the Single Batch Sort engine was
able to support the largest crowd size within the required limits.

The performance test harness performed as expected for all of the
test runs with the exception of the HiveBall (10Hz) test run, and some
outlier test runs. For the HiveBall (10Hz) run the test harness was un-
able to generate the required load at crowd sizes greater than 35,000
clients (for the test deployment used). It appears that the higher num-
ber of effects generated for this condition overwhelmed the test work-
ers, diminishing their capacity to send ClientInputEvents at the re-
quired rate.

The discussion and conclusion chapter (chapter 10) presents the
implications of these results on the design model presented in chapter
5.
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10
D I S C U S S I O N A N D C O N C L U S I O N S

This chapter presents the final discussion and conclusions of this the-
sis. §10.1, and §10.2 present discussion on the design model, and sys-
tem framework respectively. §10.3 presents the conclusions of this
thesis, before §10.4 presents future work.

10.1 design model

The overarching objective of this thesis has been to inform the design
of interactive applications for the collective experience: the positive so-
cial experience found in unified crowd contexts. The purpose of these
applications is to create a social context that supports the collective ex-
perience. One of the main contributions of this thesis is the design
model presented in chapter 5.

Interaction design for crowds is not new. An emerging body of
work within the crowd-computer interaction domain [Brown et al.,
2009] has sought to engage crowds with technology. However an ex-
plicit understanding of the collective experience, what differentiates it
from other social experiences, is not found in this research (though it
is acknowledged [Brown et al., 2009; Reicher et al., 2010]). As a result,
an understanding of how the social context results in the collective
experience is also missing from this work.

For example, though the design work of Reeves et al. [2010] has
focussed on how technology might be designed to work within ex-
isting crowd contexts; it does not explore how the context supports
the collective experience. The experience and behaviour of the crowd
is taken as a given from the context itself, which technology must
work around so as to not “disturb the very behaviours which pro-
duce crowd membership in the first place.” [pp. 399]. How technol-
ogy might change the context to further drive the positive experience
and behaviour of the crowd is not explored.

Veerasawmy and McCarthy [2014] was the only known work that
explicitly targeted the crowd experience. Building on the deindivid-
uation perspective of crowd psychology (§3.1.1), they claimed that
crowds have three properties that interactive experiences should sup-
port: imitation, emergence, and self-organisation. They incorporated these
elements into the design of their prototype ‘BannerBattle’, an applica-
tion designed for stadium crowds spectating sports matches.

However there are limitations to their approach for the purpose of
designing for virtual crowd interaction. To start, they do not provide
a design model for crowd interaction, instead providing principles
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that a candidate design should be sensitive to. A derivation into a
working application model would still be needed to design a system
for mediating collective interaction (the purpose of the design model
presented in this thesis). Another limitation is that their choice of un-
derlying crowd theory, the deindividuation perspective (§3.1.1); faces
strong criticism within social psychology [Postmes et al., 1998; Re-
icher, 2011].

Without an understanding of how the collective experience is driven
by the social contexts in which it is found, I have argued that deter-
mining which design elements and behaviours contribute towards the
experience is hit and miss (§2.2). This problem is only compounded
for virtual crowd interaction, where the entire social context must
be created from scratch. Deployments into existing physical crowds
(e.g. sports fixtures) are able to at least build on the existing social
context.

As I’ve argued in §1.1, the exploration of virtual collective interac-
tion demands a system that is able to stably scale to support crowd
sized participation [Harry, 2012; Bernstein et al., 2011]. The architec-
tural demands of supporting highly concurrent interaction are non-
trivial. Building such a system from scratch for the purposes of a
prototype is prohibitively expensive [Harry, 2012]. A more general
design approach is needed so that a generalised system (or at least
strong design guidance for creating such a system) can be created
to alleviate this cost. However, the development of a general design
model requires knowledge of the application space, usually derived
from concrete examples or other prototyping approaches [Wolf et al.,
2006]. However, to evaluate these case studies, a system is required
on which they can be trialled. Clearly some means of bootstrapping
the design process is required.

The approach I have taken is to form this initial design model us-
ing social psychology research. There is already a large corpus of
work to draw on for understanding crowds and the collective experi-
ence. Chapter 3 presented an analysis of the leading theories on crowd
psychology, comparing and contrasting the deindividuation perspec-
tive (§3.1.1), the individualist perspective (§3.1.2), Emergent Norm
Theory (§3.1.3), and the social identity approach (§3.2).

In chapter 3 I justified my selection of the social identity approach
as the underlying theory for the design model (§5.2.2.1). This body of
work represents over four decades of research on crowds and group
psychology [Turner et al., 1987], and presents a model that is capable
of explaining the link between the social context all the way through
to the emotion and behaviour found in unified crowd contexts (see
§4.2 for the pathway derived from the literature).

The social identity approach holds that our perception of others
and ourselves is framed by the current social context. It has four pri-
mary claims (see §3.2.1):
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• self-perception (and perceived identity) varies with context and
perceiver motivations;

• self can be inclusive of others;
• people strive to evaluate self as positively distinctive from oth-

ers; and
• crowd behaviour and the experiential outcomes of participation

are explained by a shift in self-perception to a shared identity.

Crowd contexts drive members to perceive themselves and others
through the lens of a shared collective identity (‘us vs them’). When
others are perceived as sharing identity with self (i.e. as one of the
‘us’ in ‘us vs them’), they are seen as more socially attractive. The
collective experience results from a positive shift in the way crowd
members relate to one another due to this underlying perceptual shift
[Neville and Reicher, 2011].

From the collective experience pathway (§4.2), 13 design implica-
tions for collective interaction were derived. These were then cat-
egorised into 5 design drivers (§4.3): collective contrast; collaborative
input; expression; consensus representation; and direct interaction. Using
these drivers the design model presented in chapter 5 was created for
virtual crowd interactive applications (see §5.2).

10.1.1 Implications

With an understanding of the collective experience and its antecedents
in place (see §4.1), it can be explicitly targeted through design. One
of the contributions of this thesis is the bridging of the knowledge of
social psychology to collective interaction design. Through the social
identity approach [Turner et al., 1987], the novelty of the crowd con-
text: the change in the behaviour of those engaging as part of a unified
crowd; can be explained as resulting from a shift in the psychology of
crowd members. By understanding this shift in psychology (and the
resulting relational shift [Neville and Reicher, 2011]), designers are in
a position to design for interaction that drives the experience.

The design drivers derived from the social identity approach are
applicable to both physical and virtual crowd interaction design. They
provide a means of reasoning about design decisions and their impact
on the psychological processes of the crowd.

For example, the design elements of the Cinematrix [Carpenter,
1993] system are now able to be reasoned about as they pertain to the
collective experience. The system has participants collectively control a
paddle in a game of pong, represented on a large display. Table 21
presents how elements in the application relate to the design drivers.

These design drivers also allow new social contexts for the collec-
tive experience to be reasoned about. The focus of this thesis has been
exploring how the collective experience can be supported online. The
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Design Driver Application Features

Collective
Contrast

The crowd is framed as one entity in competition with the computer
controlled opponent. The focus of the audience is drawn to the large
screen, where the crowd is represented as a single pong paddle. The
status of players in the game is at a collective level: all participants
share the same score, in contrast to the score of the opponent. This
drives participants to perceive themselves through the lens of a collec-
tive identity.

Collaborative
Input

Participants must work together to control their paddle. Individu-
ally, participants enter input that indicates whether the paddle should
move left or right. The final position represents the average of all move-
ment inputs. Thus participants are driven to cooperate in their input.
This provides evidence that others in the crowd share the established
collective identity.

Expression As the audience is collocated, they are able to yell out and cheer as they
participate in the activity. This thus supports the expression of emotion
and sentiment as they participate. The perception of unified emotion
in the crowd further increases the perception of shared identity.

Consensus
Representation

The representation of the activity on the large display serves as the
common ground for participants. The consensus on input is repre-
sented by the paddle’s position. For emotional expression, the natural
soundscape of the physical audience allows the consensus on emotion
and sentiment to be represented. Participants are able to groan, cheer,
and chant together. By providing this consensus, the crowd is able to
coordinate on action and expression.

Direct
Interaction

This is one area where the Cinematrix based systems are weaker. The
collective experience results when those in the context, perceived to
share the same collective identity, interact with each other towards
the collective objective. It is the shift in orientation towards others,
and then the subsequent positive social interaction between them, that
forms the collective experience. With the Cinematrix system, the input
of participants is simply aggregated together without requiring direct
interaction between members. Participants are not accountable to one
another, or encouraged to collaborate directly with one another.

Table 21: The features of the Cinematrix System [Carpenter, 1993] analysed
using the 5 design drivers.

drivers have been used to create a design model for virtual crowd in-
teractive applications. As far as is known, this model represents the
first substantive design approach for mediating the collective social
context.
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With the design model in place, a system architecture for support-
ing applications can be explored. This was carried out in the second
half of this thesis.

10.1.2 Limitations

The design model serves as one interpretation of the design drivers.
As such it cannot claim to capture the full range of application expe-
riences that would support the collective experience virtually. However,
as the application concepts presented in §5.1 demonstrate, it is gen-
eral enough to support a range of experience types that target the
experience. It serves as a base for this form of interaction, enabling
the exploration of applications within its constraints. As further ap-
plications are developed to the model, it is anticipated that the limits
of the model will become clearer. This will allow for further generali-
sation of the model.

One of the biggest limitations of the current design model is that
is has not been validated through user studies. As I have argued in
§1.1, researchers exploring the collective experience face both a lack of
interaction design and system architectural guidance. A design model
is needed before a candidate system can be reasoned about, though
a system is needed to explore design through prototyping and user
studies.

However, the design model is grounded in the existing research of
the social identity approach, which is based on decades of psycholog-
ical evaluations and ethnographic studies on crowds [Reicher, 2011].
The use of psychology for design, including social interaction design,
is not new within Human-Computer Interaction (HCI) [Sukumaran
et al., 2011; Kraut et al., 2012]. The elements of the design model
can be linked directly back to the social processes underlying the col-
lective experience (see the collective experience pathway of §4.2). As
such, as a means of bootstrapping the design process; I argue that it
is sufficient.

One possible criticism could be that as the collective experience
is still relatively unexplored online, the model may not have the ex-
planatory power it has for physical contexts. This can be countered
through the extensive studies of the validity of the social identity ap-
proach in computer mediated environments [Lea et al., 2007, 2001;
Postmes et al., 2002, 2001, 2000, 1998; Spears et al., 2009, 2002; Tanis
and Postmes, 2007; Reicher et al., 1995].

10.1.3 Alternative Approach

Rather than using psychology as the basis of a general design model,
an alternative approach would be to generalise from existing appli-
cations in the domain. Indeed this was my initial approach to the
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problem space, resulting in the taxonomy presented in §2.1. This tax-
onomy explored some of the common patterns and approaches found
in this work, deriving 5 categories: intentionality, interaction setting, in-
teraction style, social exposure, and interaction environment.

From this taxonomy some interaction patterns were seen to emerge.
For example, many applications were classified as having cooperative
intentions. To accomplish this, they were found to use interaction pat-
terns such as: aggregate control; power-by-numbers; and division-of-labour
(see §2.1). However, this taxonomy based approach faced two primary
difficulties.

The first is that little work exists within the domain for this anal-
ysis. This makes it difficult to derive general design elements of the
interactive experiences that contributed to the collective experience. Ad-
ditionally, as accounts of the applications have been more descriptive
rather than analytical, determining whether the applications actually
drove the collective experience in the first place is difficult to measure
[Reeves et al., 2010].

Crowd-computer interaction is still very much an emerging area.
Many of the experiences derive from the approach pioneered by the
Cinematrix system [Carpenter, 1993]; using a combination of collo-
cated audience, large screen, input captured via machine vision, and
input aggregation [Maynes-Aminzade et al., 2002; Veerasawmy and
McCarthy, 2014; Fisher et al., 1997; Dannenberg and Fisher, 2001; Bre-
gler et al., 2005; O2, 2009; Terdiman, 2007; Sieber et al., 2008]. The
vast majority of this work has targeted collocated audiences, with
only a handful of examples [Harry, 2012; 22Cans, 2012; tpp, 2014]
exploring virtual crowd interaction. Of these virtual crowd examples,
only Twitch Plays Pokemon (TPP) [tpp, 2014] and Curiosity [22Cans,
2012] have had real usage, with ROAR [Harry, 2012] existing only as
a concept.

The second challenge is that without an understanding of the col-
lective experience and its link to the social context, it is hard to assess
which design elements of these examples contribute to the experi-
ence. As I argued in §2.2, the collective experience does not result sim-
ply because large numbers of people are interacting: in some contexts
members can feel overwhelming joy and unity with the crowd [Drury
and Reicher, 2009]; and in others they can feel isolated by the crowd
around them [Reicher, 2011; Neville and Reicher, 2011].

By focussing just on the outward behaviour of existing crowds, the
underlying drivers of that behaviour can be confused with the be-
haviour itself. Much of the existing work has looked at sports crowds,
and how members interact with one another [Reeves et al., 2010;
Veerasawmy and McCarthy, 2014]. Reeves et al. [2010] notes that exist-
ing crowds demonstrate behaviours such as ‘acting in synchrony’, use
‘shared objects’, and feature ‘snowballing interactions’. Their point is
that design for these contexts should take these behaviours into con-
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sideration so that “technology can support ‘crowds being crowds’ ”
[pp. 399, Reeves et al., 2010].

However missing from the discourse on design [Reeves et al., 2010;
Veerasawmy and McCarthy, 2014] is how the context drives this be-
haviour, and the elements that serve to create this context. Crowd
members at sports fixtures are already interacting through the lens
of collective identities such as their team identities; and their higher
level identity of supporters of the sport (e.g. Cricket fans) [Neville
and Reicher, 2011]. The fixture is additionally creating a context that
makes perception of others and self through these collective lenses
meaningful. Thus crowd members are already oriented towards one
another and receptive to the observed behaviour. I argue that a design
approach that understands the relationship between the context and
experience is needed before design elements are able to draw that ex-
perience into new contexts (especially mediated ones), as well as to
increase the strength of the experience (§2.2).

Given the current gap in design for the collective experience, the diffi-
culty facing researchers wishing to explore virtual crowd interaction,
and the small number of existing experiences to draw on; I argue the
psychology based approach taken to bootstrap the design model is
justified.

10.2 system framework

The system framework, Concentus, serves four core purposes:

1. It enables the viability of the design model to be evaluated from
an architectural perspective. As of this writing, no known sys-
tem exists that supports the functionality required for the de-
sign model. Given the demanding system requirements of the
model, at the start of this thesis it was not yet known if a ca-
pable system could be created. In this respect is serves as a
proof-of-concept for virtual crowd interactive applications from an
implementation perspective.

2. It enables an iterative approach to the development of the archi-
tecture. The component based approach of the system allows
different implementations of Concentus services to be easily
swapped in and out (the cluster coordination system is able to
handle any implementation of the ConcentusService interface
- see listing 25). As such, different parts of the system can be
evaluated in-situ with other components. As a case in point, the
comparison of the aggregation engine was supported this way.

3. As the framework implements the core functionality required
for the design model, it supports application developers in de-
ploying applications derived from the model. It provides a sim-
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ple application API (listing 7.5) that allows application logic to
be injected into the system.

4. In conjunction with the performance test harness, it allows for
the architectural evaluation of application concepts developed
from the model. Using the application API, developers are able
to rapidly implement the back-end logic of their applications,
and then assess the viability of the concept. Once the viability
has been established, the work of developing the application
interface can proceed with confidence.

10.2.1 Implications

Through the evaluation of chapter 9, the viability of the design model
from an architectural perspective was determined. The evaluation re-
vealed that Concentus was able to support all of the application con-
cepts presented in the design model chapter (chapter 5), though with
different upper crowd sizes: the CrowdALOUD! symbol variant sup-
ported up to the 50,000 concurrent clients tested in the evaluation;
the CrowdALOUD! Text up to 25,000 clients; while the HiveBall vari-
ant supported up to 20,000 clients. Thus there is a basis for exploring
this design space using current server architectures and cloud com-
puting platforms.

The implementation of the framework used the Disruptor com-
ponent (§6.4.4) for handling concurrency on each individual server.
While not providing evidence of its superiority to other concurrency
approaches, the evaluation and implementation do nevertheless pro-
vide evidence of its suitability for applications and systems of this
nature.

The applications compared in the evaluation had different load
profiles (table 22). The evaluation revealed the data size to have the
biggest effect on performance. Both the HiveBall and CrowdALOUD!
Text variants had the greatest data requirements of all application
conditions, and also had the worst performance. The CrowdALOUD!
Text variant had the highest degree of event loss (see figure 32). The
worst performing application was HiveBall. This application placed
the greatest strain on the aggregation engine, with the highest action
frequency and the largest partial data size.

The evaluation compared two different implementations of the ag-
gregation engine: one based on the Spark Streaming platform (§7.7.1)
and another inspired by the Disruptor pattern (Single Batch Sort, SBS
- see §7.7.2).

The Spark approach provided a distributed aggregation computa-
tion, parallelising the aggregation over a number of servers (4 in the
evaluation). As it was parallel, it was also able to support multiple ac-
tion processors (§7.3.2) running in parallel, lightening the load on each
processor.
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Condition Input
Size

Action
Freq.

Partial
State
Size

Update
Size

CrowdALOUD! (Text) large low moderate large

CrowdALOUD! (Symbol) small low small small

HiveBall small high large moderate

Table 22: A reproduction of table 10. It shows a summary of the load gener-
ated by each application condition.

The SBS approach performed all of the aggregation on one server.
However, as a consequence, it only supported the deployment of a
single action processor.

However the evaluation revealed that in spite of the parallelism
of the Spark approach, the SBS approach out performed Spark for
every application concept used in the evaluation. Given the perfor-
mance implications outlined in §6.3, it appears that the data transport
cost overcame any benefits of increased parallelism up to the 50,000
concurrent clients tested. The only possible exception to this was the
HiveBall application, which the Spark based approach was able to
host without losing actions up to 50,000 clients. However, the latency
of the approach across all clients counts was far higher than the SBS
approach.

10.2.2 Limitations

The current implementation of the system framework does not imple-
ment the functionality of the neighbour network, a component of the de-
sign model. Although this is an important part of the model, I argue
that the performance of the shared state and other client session man-
agement features are more demanding than this feature. Thus they
have taken precedence in the current implementation. The building
blocks of the neighbour network are in place, with the only remaining
feature an algorithm for establishing the network topology.

Although the Spark (§7.7.1) and SBS (§7.7.2) aggregation engine im-
plementations have allowed for a comparison between a parallel and
sequential approaches, other aggregation engine possibilities have
not been explored. Although Spark Streaming [Zaharia et al., 2013]
is a stream processing engine, it uses a batch rather than record-at-
time computation approach. It would be interesting to see whether
a stream processing approach such as Storm [Marz, 2013] performed
better.

The current implementation does not handle reconfiguration once
deployed. Thus currently servers cannot be added or removed from
the system once it is started. Given the exploratory nature of this the-



252 discussion and conclusions

sis, this feature was not considered in scope. The building blocks of
this reconfiguration are, however, in place in the cluster coordination
implementation.

Finally the current implementation of the system has not been de-
signed or evaluated for stability. Although the computation can toler-
ate restarted nodes (in the worst case some ephemeral data would be
lost), the system has not been validated for longer term deployments.

10.2.3 Alternative Approaches

The implementation of the client handler services (§7.3.1) currently
uses a Disruptor based approach for concurrency. However, as the
clients are independent from one another, a thread based concurrency
approach could also be applicable here.

10.3 conclusions

The contributions of this thesis are as follows:

• a taxonomy of applications within the crowd-computer interac-
tion domain. This was formed by comparing and categorising
the interaction and social contexts found in existing applications
(§2.1);

• a synthesis of the literature on the social identity approach (§3.2)
into a collective experience pathway (§4.2);

• the derivation of 5 design drivers from the collective experience
pathway for creating a social context that supports the collective
experience (§4.3);

• a general design model for virtual crowd interactive applications
derived from the 5 design drivers (§5.2);

• two application concepts, CrowdALOUD! and HiveBall; created
from the design model (§5.1). The server side of each applica-
tion concept (see §9.1) was developed for the evaluation pre-
sented in chapter 9;

• a system framework, Concentus; capable of supporting appli-
cations derived from the design model (chapter 7). It has been
designed to allow different components to be easily swapped in
and out for comparison. It orchestrates the execution of applica-
tions developed to its API over a cluster of servers;

• two implementations of the aggregation engine component of
Concentus. One uses a distributed approach (Spark Streaming
- §7.7.1), while the other uses an optimised serial approach on
one server (Single Batch Sort - §7.7.2);

• a performance test harness designed to simulate a crowd of
users concurrently interacting with Concentus (chapter 8). Us-
ing the cluster coordination components of Concentus, it auto-
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mates the deployment and execution of the test over a cluster of
servers. During each test run, it captures metrics instrumented
into both Concentus and testing nodes;

• an evaluation of the performance of Concentus, comparing the
two aggregation engine approaches, using the performance test
harness (chapter 9). The evaluation additionally evaluated the
test harness itself by capturing the load it generated against
Concentus.

The overarching objective of this thesis was to explore how the
collective experience, the social experience found in unified crowds;
could be supported through interactive applications where partici-
pants are physically distributed. Chapter 1 presented the research
objectives created towards this overarching objective. The objectives
were to: create a design model for supporting the collective experi-
ence in distributed interactive applications (RO1); construct a system
framework capable of supporting the interaction requirements of ap-
plications derived from the design model (RO2); and finally construct
a performance test harness for evaluating the implementation of the
system framework and derived applications against the interaction re-
quirements of the design model (RO3). All three research objectives
have been achieved through the contributions listed above.

10.4 future work

This focus of this thesis has been to bootstrap research into virtual
crowd interactive applications by providing an informed design model
and a system framework for executing the applications derived from
the model. Given the exploratory nature of the work presented in
this thesis, and the relative novelty of the area, there is much scope
for future work.

At a high level, a user evaluation of one or more applications de-
rived from the design model would allow iteration and refinement
of the model. Given the contribution of the system framework, re-
searchers are now in a better position to trial application concepts
out. To assess the success of a candidate application in supporting
the collective experience, a psychological measure (survey) for the expe-
rience should also be extracted from social psychology.

More immediate future work relates to refining the system archi-
tecture for this research.

The implementation of the neighbour network is the most press-
ing implementation detail. This would require the development of
an algorithm that is capable of connecting participants efficiently.
As clients are hosted on multiple client handler nodes, the algorithm
would ideally connect clients such that the communication between
client handlers is minimised.
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Another implementation concern relates to the performance test
harness. In the current implementation, the metric used for captur-
ing latencies (statistics metric) does not capture percentiles. As dis-
cussed in §8.2, the distribution of latencies tends to be multi-modal.
Incorporating a histogram into this metric would allow this data to
be captured.

The current implementation of the test harness performs only one
test run per test configuration (client count, deployment). Perform-
ing an experiment with repeated trials on each combination would
allow outliers to be isolated from the typical performance of the test
configuration.

The implementation and performance evaluation of further appli-
cation concepts is another area of future work. By establishing a set
of varied concepts and load profiles, the performance of the system
framework can be further tuned.

Performing further implementation evaluations for the choice of
concurrency approach used for the various components, as well as
for further aggregation engine approaches, is also anticipated as fu-
ture work. One possibility that has not been explored is that virtual
crowd interactive applications with different load profiles might benefit
from an ability to deploy alternative implementations of components.
Concentus already supports the ability to deploy alternative imple-
mentations of any system component.

An implementation of dynamic reconfiguration is also anticipated
as future work. Currently deployments are static. The cluster coordi-
nation subsystem already has the building blocks for supporting this
reconfiguration. The remaining implementation issues centre around
pausing services efficiently (so that users do not experience perfor-
mance drops). The current coordinator implementation already lis-
tens for changes to the state of services (listening for nodes that re-
port an error), and additionally groups services by type. Thus only
minimal further implementation would be required here.

The stability of the framework for running long running deploy-
ments has also not been assessed. A round of evaluations that trial
system performance over time as the client numbers grow and dimin-
ish would provide stronger validation of the system from a stability
perspective.



Part IV

A P P E N D I X





A
R E S U LT O U T L I E R S

This appendix presents the outliers that were removed from the re-
sults in the evaluation chapter (chapter 9) along with justification for
their removal.

a.1 concentus performance

This subsection presents the outliers for the Concentus Performance
(§9.5.1) section.

a.1.1 HiveBall (2Hz) with 35,000 Clients

During the test run all test workers measured a spike in latency at
3-4s, and had a number of late events being recording up until 4
seconds into the run (figure 39). Each data point represents a single 1
second bucket during the run.
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Figure 39: The outlier spike of the HiveBall (2Hz) 35,000 concurrent client
test run.

This outlier was caused by an issue on one of the individual client
handler nodes, which was not processing the shared state updates up
until 4 seconds into the test window (including some time over the
warmup phase). The events were arriving at the node, though not
being added to the main receive queue (while other events were).
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This was diagnosed through the use of the incoming update rate met-
ric on the client handler: the number of shared state updates received
by the handler from the shared state processor per second. For the
client handler in question, this rate was 0 until the 3 second mark
where a sudden spike of 54 was recorded (all other client handlers
were receiving updates as expected). As the expected number of up-
dates per second for this condition is 2 (2Hz), this indicates a number
of events were pooling at the handler (27 seconds worth of updates).

This is potentially because the thread responsible for receiving state
updates (separate from the other event types as they are received on
a separate ØMQ SUB socket) was starved of processor time. As this
condition was not encountered in any of the other test runs (including
those with more demanding conditions) I have removed the spike
from the data set.

a.1.2 HiveBall (10Hz) with 25,000; 30,000; and 35,000 Clients

The HiveBall (10Hz) had three outliers at 15,000; 25,000; and 30,000
clients. The first and second outliers at 15,000 and 25,000 clients re-
sulted from a pronounced latency spike; while the third outlier at
30,000 resulted in only a small rise in the mean latency.

a.1.2.1 15,000 Client Test Run

Figure 40 shows the metrics collected on the test workers during the
15,000 client count test run, while figure 41 presents the metrics on
the client handlers collected during the same test window.

The performance of the system is as expected apart from the la-
tency spike at 50-51 seconds, driving the maximum latency just over
700ms (from 200ms previously); and the mean latency to 400ms (from
around 160ms).

During the spike the test workers maintain their sent event and
processing throughputs (figure 40). However, the event processing
throughput and the incoming shared state update throughput (the
throughput of updates received from the shared state processor) drop
simultaneously across all client handlers at 50s into the test.

The event processing of the client handler is comprised of both Cli-

entInputEvents and Effects sent by the lone action processor (the
HiveBall 10Hz condition used the Single Batch Sort engine). As the
ClientInputEvent and ClientUpdateEvent throughputs at the test
worker were unaffected, the incoming Effect throughput from the
action processor must have dropped.

The server executing the action processor is the same one that the
shared state processor runs on (the Single Batch Sort engine has both
on the same server). During a shared state update tick, the action pro-
cessor stops processing actions while the active effects are used to gen-
erate input values. It appears that the action processor stalled during
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this input generation during one of the ticks at 50s, causing the client
handler processing throughput to drop, and the action latency to rise.

The cause of this stall is not found in the data, though it appears the
thread processing the Effects into input values was paused. This may
have been the JVM performing a garbage collection, the virtualised
operating system performing another task requiring the thread to be
parked, or the host operating system scheduling some other task onto
the core. More data is needed here to determine the root cause of the
stall.
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Figure 40: The metrics captured on the test workers during the 15,000 client
test run for HiveBall (10Hz).
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Figure 41: The metrics captured on the client handlers during the 15,000
client test run for HiveBall (10Hz).
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a.1.2.2 25,000 Client Test Run

Figure 42 shows the metrics collected on the test workers during the
25,000 client count test run, while figure 43 presents the metrics on
the client handlers collected during the same test window.

The performance of the system at 25,000 clients was consistently
worse than both the 30,000 (figures 44 and 45) and 35,000 (figures 46
and 47) test runs after it. Although a temporary spike is present dur-
ing the run, the baseline mean latency was higher than expected. Met-
rics for the shared state processor and aggregation engine were not
collected for performance reasons, though the incoming state update
throughput metric on the client handlers provides a proxy for the ag-
gregation performance, measuring the number of shared state updates
received from the aggregation/shared state processor by each client
handler per second.

The performance of the test workers (figure 42) was as expected,
with the processing throughput and sent event throughput meeting
expectations. The performance of the client handlers (figure 43) was
also as expected, with the processing throughput meeting expecta-
tions. The aggregation engine and shared state update processor also
match performance expectations, with 10 updates generated per sec-
ond in accordance with the 10Hz tick rate.

Thus an explanation for the higher than expected latency is not
found in the metrics collected. One component of the system that may
have played a role here was the action processor, the component that
bridges the client handlers and the aggregation engine (see §7.3.2).
The action processor is responsible for processing incoming actions
into effects, storing the effects in memory, and then generating input
values for the aggregation engine on each tick.

The HiveBall condition involves a higher throughput of actions (10
per client per second), and additionally requires the largest amount
of memory for each input value (1024b), thus putting the action pro-
cessor component under the greatest load of the three application
conditions (CrowdALOUD! Symbol, CrowdALOUD! Text, and Hive-
Ball). The best performing aggregation engine for the HiveBall (2Hz)
condition was Spark Multi-Server, which uses 4 action processors in
parallel; while the best performing engine for the 10Hz condition was
Single Batch Sort which supports only 1 action processor (Spark did
not perform well with a 10Hz tick rate in general). Thus the 10Hz
condition placed an even greater load on the single action processor
than the 2Hz condition, which was able to spread the load over 4
action processors.

One possibility was the single action processor of the 10Hz condi-
tion spent more time generating input values during each tick, and
less time processing actions into effects. This would result in both an
increased late action count, and an increased action latency due to the
queuing and late processing of actions; both of which are seen in the

fig:outlierpong100sbs30000ch
fig:outlierpong100sbs35000ch
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data. The reason the 25,000 client count test run performed worse
than the 30,000 and 35,000 test runs could be down to the cloud de-
ployment environment: it could just be that on that particular test
run the server on which the single action processor executed had ad-
ditional processes running on it (i.e. another virtual server executing
on it).

Another explanation might rest in the sensitivity of the action pro-
cessor (and other Concentus components) to thread placement on
CPU cores: the components have been designed so that a single thread
processes incoming actions, another processes the business logic of
the processor, and a another thread processes outgoing events. If the
processing thread ending up sharing a core with one of the network
threads this could result in reduced performance, especially if the
processing thread was already under a large load. As the current
implementation of Concentus does not bind threads to specific pro-
cessor cores (future work), it could be that for the 25,000 client run
the thread placement was worse than the 30,000 and 35,000 test runs.
However, as no metrics were collected on the action processor, this is
only speculation.
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Figure 42: The metrics captured on the test workers during the 25,000 client
test run for HiveBall (10Hz).
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Figure 43: The metrics captured on the client handlers during the 25,000
client test run for HiveBall (10Hz).
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a.1.2.3 30,000 Client Test Run

In addition to the outlier latency spike of the 25,000 client run, the
30,000 client test run for the HiveBall (10Hz) condition also showed
unexpected behaviour (figures 44 and 45). For the first 37 seconds of
the test run the latency profile is flat (varying between ~400-420ms).
At 37 seconds into the run the mean action latency jumps up to a new
level (~620-650ms).

For the test workers the processing throughput and sent event
throughput remain constant, suggesting that the performance of the
test workers did not change. The client handlers had a drop in the
processing throughput which coincides with the increase in latency.
However the incoming shared state update throughput remained con-
stant, suggesting that the client handlers themselves were still per-
forming as expected: otherwise the reported incoming update rate
would also decrease as the update events are interspersed with other
event types. Additionally all of the client handlers have a decreased
rate simultaneously, suggesting that the cause was external to them.

One possible explanation again relates to the single action proces-
sor running for this test run (Single Batch Sort engine): if this stopped
processing actions with the same throughput, the number of effects
sent back to the client handlers in response would also decrease, ex-
plaining the drop in the processing throughput of the client handlers.
However, as the data set does not have metrics for the action proces-
sor, this is again speculation.

fig:outlierpong100sbs30000ch
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Figure 44: The metrics captured on the test workers during the 30,000 client
test run for HiveBall (10Hz).
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Figure 45: The metrics captured on the client handlers during the 30,000
client test run for HiveBall (10Hz).



A.1 concentus performance 267

0 20 40 60
0

200

400

La
te

nc
y

(m
s)

Mean Action Latency v. Time

0 20 40 60
0

20

40

60

80

Th
ro

ug
hp

ut
(1
0
3

ev
en

ts
/s

)

Sent Event Throughput v. Time

0 20 40 60
0

20

40

60

80

Time (s)

Th
ro

ug
hp

ut
(1
0
3

ev
en

ts
/s

)

Processing Throughput v. Time

35,000 agents; Test Worker Metrics

Worker 1
Worker 2
Worker 3
Worker 4

Time (s)

Figure 46: The metrics captured on the test workers during the 35,000 client
test run for HiveBall (10Hz).
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Figure 47: The metrics captured on the client handlers during the 35,000
client test run for HiveBall (10Hz).
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a.1.3 CrowdALOUD! Text (10Hz) with 15,000 and 20,000 Clients

The CrowdALOUD! Text (10Hz) 15,000 and 20,000 client count test
runs shared the same outlier pattern. In both cases the test workers
stalled in their processing (and sending) of events for 1-2 seconds
during the run causing the recorded latencies to spike.

Figures 48 and 49 presents the mean action latency, the sent event
throughput, and the incoming event processing throughput of each
test worker during the 15,000 and 20,000 test runs.
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Figure 48: The outlier spikes of the CrowdALOUD! Text (10Hz) 15,000 con-
current client test run.

The latency spikes can be attributed to stalls on the test worker
nodes, rather than somewhere in the system under test; for the fol-
lowing reasons:

• for all latency spikes the sent event throughput and incoming
event processing throughput dropped immediately before the
latency spike;

• the spikes occurred independently between workers indicating
that it was not a single state update that caused the stall (other-
wise all workers would simultaneously stall).
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Figure 49: The outlier spikes of the CrowdALOUD! Text (10Hz) 20,000 con-
current client test run.

An explanation for the stalls is not found in the data. It could be
speculated that they were caused by memory allocation issues on the
workers nodes due to the size of the CrowdALOUD! Text updates
(300b-7.2kb): the default preallocated buffers have a size of 2kb, mean-
ing that updates larger than this currently require a new temporary
buffer to be allocated. Alternatively the cloud environment may have
played a role with processes sharing physical hardware. As the spikes
of this nature occurred in the CrowdALOUD! Text (10Hz) condition,
the former explanation seems more viable.

As this condition was caused by an issue in the test harness (test
workers stalling), I have removed the spikes from the data set.
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a.1.4 CrowdALOUD! Text (10Hz) with 30,000; 35,000; and 40,000 Clients

Two outlier patterns were present in these test runs, though only the
35,000 and 40,000 runs had them both:

• spikes in latency caused by a drop in the incoming event through-
put (30,000; 35,000; and 40,000)

• a single test worker with a lower sent event throughput than
the other workers (35,000; and 40,000)

Figures 50; 51; and 52 present the mean action latency, the sent event
throughput, and the incoming event processing throughput of each
test worker during the 30,000; 35,000; and 40,000 test runs.
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Figure 50: The outlier latency result of the CrowdALOUD! Text (10Hz)
30,000 concurrent client test run.

a.1.4.1 Incoming Event Throughput Drop (first outlier pattern)

In all cases of the first outlier pattern, the incoming event through-
put dropped while the sent throughput remained steady. The steady
sent event throughput indicates that the workers did not stall in their
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Figure 51: The outlier latency result of the CrowdALOUD! Text (10Hz)
35,000 concurrent client test run.

processing of events (unlike the 15,000 and 20,000 client count con-
ditions). Rather they had a drop in the number of incoming events
being delivered. The loss of incoming events caused the latency to
spike as only some updates were received.

A full explanation for the non delivery of events is not found in
the data. A potential explanation is that the combination of the ØMQ
messaging library and the underlying network became overwhelmed,
such that events were not delivered to the test worker nodes. The
CrowdALOUD! Text application condition was particularly demand-
ing on network resources, requiring more bandwidth than the other
conditions due to its larger action (8-284b) and update (300b-7.2kb)
event sizes. As this outlier pattern is only found in the CrowdALOUD!
Text application condition, it appears that the bandwidth require-
ments may have played a factor here. Further analysis and metrics
are required to ascertain exactly how Concentus, the test harness, or
the messaging library/network may have failed to deliver the events.
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Figure 52: The outlier latency result of the CrowdALOUD! Text (10Hz)
40,000 concurrent client test run.

As this outlier pattern resulted from the demands of the application
condition (CrowdALOUD! Text), I have opted to keep the spikes in
the data set.

a.1.4.2 Slow Workers (second outlier pattern)

For the second outlier pattern, a single test worker had a lower sent
event throughput than the others during the run. This indicates that
the performance of the test worker was somehow compromised by
factors external to the test.

Again, a full explanation for this aberrant behaviour is not found
in the collected data. As the outlier behaviour only occurred for a
single test worker during the experiment, this was potentially due to
the cloud deployment environment: if another virtual machine was
allocated to the same physical server, the resources available to the
test worker in question would have been more constrained than the
other workers. Further analysis and metrics are required to ascertain
why the server had a lower sent event throughput.
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As this condition was caused by an issue in the test harness or the
deployment environment, I have removed the spikes from the data
set.
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a.2 test harness performance

a.2.1 HiveBall (10Hz update rate)

The client input throughput for the HiveBall (10Hz update rate) ap-
plication condition is presented in figure 53. The performance of the
outlier runs runs are analysed in more detail in figure 54.

All conditions struggle to maintain the expected client input through-
put over 45,000 concurrent clients (the Single Batch Sort run drops
at 40,000 clients). The Spark Single-Server 50,000 client run failed to
start due to a crash in one of the client handlers during the tear down
phase of the 45,000 test run, and so is marked as a failure. The test
runs with diminished throughput rates are analysed in more detail
in figure 54.

Figure 54 presents the six outlier test runs in more detail:

• Spark Multi-Server (45,000): the throughput of the test workers
in this run were all lower than the expected 112,500 events/s/-
worker. Workers 2, 3, and 4 had similar performance, while
worker 1 performed worse than the others during the majority
of the test.

• Spark Multi-Server (50,000): the throughput was lower than
the expected 125,000; with worker 3 performing worse than the
others.

• Spark Single-Server (45,000): the workers performed equally
well, though lower than the expected rate of 112,500 events per
second per worker (overall median was 417,114 events/s; just
under 105,000 events/s/worker).

• Single Batch Sort (40,000; 45,000; 50,000): the three runs shared
similar overall medians for all three runs (342806, 341412, and
339764 events/s respectively). The gap between the expected
throughput therefore grew as the client count increased.

In general, all of the individual plots indicate that the throughput
of test workers was diminished during the collection window, with
the Single Batch Sort conditions operating well below the expected
throughput values. This indicates that the four test workers struggled
with the amount of update data that was required to be processed as
the client count reached 40,000 clients and beyond. A “slow worker”
outlier pattern is seen in both of the Spark Multi-Server plots (45,000;
and 50,000 clients); with one test worker having a throughput consis-
tently lower than the other workers.
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Figure 53: The maximum, 95th percentile, median, 5th percentile, and min-
imum client input throughput rates of the test harness running
the HiveBall application condition (100ms update tick time).
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Figure 54: The client input throughput of each test worker node (4 test
servers) for individual outlier test runs in the HiveBall (100ms)
condition (figure 38).
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a.2.2 CrowdALOUD! (Symbol, 10Hz update rate)

The client input throughput for the CrowdALOUD! (Symbol, 10Hz
update rate) application condition is presented in figure 55. All test
runs in this application condition with the exception of the Spark
Multi-Server 40,000 and 50,000 client test runs, performed as expected
with minimal spread between the maximum and minimum through-
put values.

Figure 56 presents the two outlier test runs in more detail:

• Spark Multi-Server (40,000): the throughput of workers 2 and
3 matched the expected throughput of 100,000 events/s. Work-
ers 1 and 4 both deviate from the expected throughput with
diminished performance.

• Spark Multi-Server (50,000): like the 40,000 condition; workers
1 and 2 matched the expected throughput of 125,000 events/s,
while workers 3 and 4 had diminished performance. Worker 4
started performing as expected near the end of the collection
window.

Both plots show the same slow worker outlier pattern seen in the
Spark Multi-Server individual plots of the HiveBall (100ms) applica-
tion condition, with one or two test workers having a consistently
lower throughput than the other workers. Worker 4 on the Spark
Multi-Server 50,000 client test run jumped up to the expected through-
put near the end of the collection window.
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Figure 55: The maximum, 95th percentile, median, 5th percentile, and min-
imum client input throughput rates of the test harness running
the CrowdALOUD! (Symbol) application condition (100ms up-
date tick time).
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servers) for individual outlier test runs in the CrowdALOUD!
(Symbol; 100ms) condition (figure 55).
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a.2.3 CrowdALOUD! (Text, 2Hz update rate)

The client input throughput for the CrowdALOUD! (Text, 500ms up-
date tick) application condition is presented in figure 57. The majority
of the test runs for this application condition performed as expected,
with the exception of two outlier results at 30,000 clients for both the
Spark Single-Server and Single Batch Sort conditions. In both cases
the lower 5th percentile is just under 8 events per agent per second:
far lower than expected; while the median values were as expected.

Figure 58 presents the two outlier test runs in more detail:

• Spark Single-Server (30,000): test workers 2 and 4 have their
throughput drop near the end of the collection window to 0,
while worker 1 starts to descend as the collection window closes.
The drops are staggered apart by a few seconds rather than
occurring simultaneously.

• Single Batch Sort (30,000): similar to the Spark Single-Server
condition, the throughput is largely as expected until near the
end of the collection window where workers 2, 3, and 4 drop to
0 (the final worker 2 marker is hidden behind the final worker
4 marker); while worker 1 begins its descent.

For the most part the throughput matches the expected throughput
of 75,000 events per second per worker node.

Both plots show the same outlier behaviour pattern, where the
throughput of some of the test workers appears to temporarily stall
before jumping back to the expected throughput (the plots do not
show the throughput being regained for some of the workers due to
the stall occurring near the end of the collection window, though a
30 second buffer after the collection window confirms that this did
occur). This indicates that for the most part the test worker nodes
were operating at the expected throughput, with the exception of the
stalling behaviour near the end of the collection window.



282 result outliers

7

8

9

10

Spark Multi-Server

7

8

9

10

(min=6.8)

Spark Single-Server

10000 20000 30000 40000 500007

8

9

10

(min=2.1)

Client Agent Count

Single Batch Sort

N
or

m
al

is
ed

Th
ro

ug
hp

ut
(E

ve
nt

s
pe

r
A

ge
nt

pe
r

Se
co

nd
)

CrowdALOUD! (Text, 500ms) Client Input Throughput

Figure 57: The maximum, 95th percentile, median, 5th percentile, and min-
imum client input throughput rates of the test harness running
the CrowdALOUD! (Text) application condition (500ms update
tick time).
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a.2.4 CrowdALOUD! (Text, 10Hz update rate)

The client input throughput for the CrowdALOUD! (Text, 100ms up-
date tick) application condition is presented in figure 59. There were
a number of outlier results in this application condition: Spark Multi-
Server (20,000; 30,000), Spark Single-Server (25,000), and Single Batch
Sort (15,000; 20,000; 35,000; 40,000). The remaining runs matched the
expected throughputs, with the 5th percentile of test runs with client
counts over 45,000 lower than expected. However, the median for
these runs matched the expected throughputs.

Figure 60 presents the six outlier test runs in more detail. The out-
liers on the Spark Multi-Server 20,000 and 30,000 clients; the Spark
Single-Server 25,000 clients; and the Single Batch Sort 15,000 and
20,000 client conditions all show the stalling behaviour seen in the
individual test runs of the CrowdALOUD! (Text, 500ms) application
condition (figure 58). Thus for the most part, these test runs per-
formed as expected. The Single Batch Sort 35,000 and 40,000 client
count runs show the slow worker behaviour seen in the Spark Multi-
Server 45,000 and 50,000 clients runs of the HiveBall (100ms) condi-
tion (figure 54); and the Spark Multi-Server 40,000 and 50,000 client
runs of the CrowdALOUD! (Symbol, 100ms) condition (figure 56).
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Figure 59: The maximum, 95th percentile, median, 5th percentile, and min-
imum client input throughput rates of the test harness running
the CrowdALOUD! (Text) application condition (100ms update
tick time).
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