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Abstract

This article discusses ways of measuring accuracy
of a laser range finder (LRF) using a specially
designed calibration cube (with 3D calibration
marks) in the context of a particular application
(i.e., measuring volumes). We also compare (by
means of experiments) two alternative volume
estimation methods.
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1 Introduction

Accurate 3D shape reconstruction and volume esti-
mation are important in many applications, for ex-
ample, erosion studies, estimation of ore removed
from a mine face and terrain assessment for con-
struction [15]. Laser range finders (LRF), also
called 3D laser scanners, are an attractive tool for
these tasks because they remotely sense the sur-
faces delimiting the volume of interest and provide
a dense ‘cloud’ of measurements from which dis-
tances are derived directly in a single step (conver-
sion of time to distance or phase to distance); see
[8] for a review.

Laser range finders measure distances to visible
surface points: a typical scanning LRF system con-
sists of a laser and steering optics which allow the
beam to be scanned through a scene, receiving
optics and electronics for measuring the time-of-
flight or phase difference. Usually, a conventional
digital camera will be added to enable the operator
to choose the area to be scanned and capture a
color image of the scanned area. In this study, we
set out to assess the ability of LRF systems to cap-
ture scene geometry from which volume estimates
can be made and, in particular, the accuracy and
repeatability of measurements and volumes derived
from them.

The error sources of an LRF include electrical
noise, variations in the pulse shape and amplitude
of reflected optical pulses and changes in the delay
of optical and electrical signals [14]. Transmission
through media with refractive indices greater

than 1, (e.g. glass) will lead to incorrect depth
measurements. The accuracy of an LRF may also
be affected by temperature changes.

An LRF will generally produce a dense point
cloud with samples distributed evenly throughout
the scene at spacing determined by the scanning
parameters. However, it relies upon each sampled
point in the scene having sufficient reflectivity to
generate a detectable return pulse. Pulses that
are too weak - either because of low reflectivity
or because of attenuation in the optical path due
to, for example, windows - result in ‘holes’ in
the resultant point cloud which need to be filled
in some way. We have observed that, in a built
environment, buildings with windows present
a challenge for an LRF as the beam enters the
window, is attenuated, reflects weakly inside and is
attenuated further on exit. Since the window itself
will sometimes produce an adequate reflection,
data returned from windowed structures presents
a difficult processing problem.

Alexa et al. [1] give an example of using a Moving
Least Square (MLS) projection procedure on over-
sampled points for point cloud rendering. They
also evaluate the accuracy of an LRF.

We investigated two techniques for processing the
raw data received from the LRF system available
to us (an HDS2500 from Leica [11]) and compared
their accuracy.

For calibration purposes, we constructed a pre-
cisely machined metal cube to which we could at-
tach a variety of precisely machined ‘targets’ which
are dimensionally stable and whose geometry was
specified. The cube is shown in Fig 1: it has
three sides of 4.0mm Al plate, supported by a
rigid internal framework. A grid of 6.0mm holes
over the surface allows targets of various sizes and
shapes (appropriate to the calibration exercise) to
be attached. Stainless steel M6 bolts attach the
targets - allowing sufficient pressure to be applied
to accurately align the targets with the metal base.
The targets used in this study were composed of
discs of 4.0mm Al plate with 20.0mm, 40.0mm
and 50.0mm diameters. They were arranged in a



Figure 1: (Left) Calibration cube; (Right) Exam-
ple of a target

set of identical cylindrical ‘pyramids’: one example
is shown in Fig 1(right). However, the cube design
permits a wide variety of target shapes and sizes to
be used: even the simple discs used here can be ar-
ranged to form a variety of cylindrical targets with
different ‘footprints’ (spatial extent) and step sizes.
Additional shapes are easily added if necessary.

We estimate that dimensions of the calibration
cube are accurate to ±0.1mm - sufficiently
higher than the quoted ∼ 6mm resolution of the
HDS2500 scanner [11] so that the cube and its
targets contribute negligible uncertainty to our
measurements.

2 Accuracy evaluation

Initially, we ran some simple trials to measure the
accuracy and precision of the HDS2500. We ar-
ranged one of the calibration cube faces roughly
perpendicular to the scanner’s axis and about 4m
from the scanner itself. We then selected a region
with 12 targets in it - see Fig 2. Several scans
of this region were made and the resulting dense
point clouds were captured (see Fig 2, right).

To measure random measurement noise, we
selected regions in the point cloud that were
well separated from the pyramidal targets and
fitted a plane through all the points (7,372
points in this experiment). For convenience in
subsequent processing, all points were rotated into
a coordinate system based on the cube, in which
the flat surface was described by z = c, where c is
a constant.

Fig 3 shows the standard deviation of the z-
coordinate of points in the plane from the mean
plane. This shows the standard deviation of
random measurement noise, σ = 3.3mm, at
z = 4m. A vertical scan through the centers of
the targets on the calibration cube is shown in
Fig 4 along with the expected profile showing the
random errors in measured distances. Steps in the
expected profile are 4mm high - the thickness of
the discs forming the pyramids.

Figure 2: (Left) View of the scene using the
scanner’s build-in camera, showing the scanned
region; (Right) Reconstructed scene

One problem with LRF measurements is illustrated
in Fig 5 which shows two scans across a region
of the calibration cube containing several targets.
One target shows an anomalous return: we believe
this is due to a reflection off the target. The cube is
constructed from metal plates and ‘standard’ bolts:
they were not polished and thus present a surface
which is fundamentally ‘rough’ (i.e. has surface
structure of dimensions of the order of the visible
light used) and effectively scatters light. How-
ever, one beam reflected sufficiently strongly from
the target (due to a locally polished - or optically
smooth - region) and the return pulse shape was
considerably distorted - probably saturating the re-
ceiving electronics. This in turn causes the thresh-
old detection circuitry to stop the timer early and
infer a shorter distance than the correct one. This
highlights the importance of eliminating reflecting
surfaces of any type from the scene when using the
LRF technique. To extract the maximum accuracy
from the equipment, times of flight shorter than the
laser pulse width are measured. Thus the systems
rely upon threshold detection circuitry to detect
the same point in each returned pulse.

3 Volume estimation

We used 12 of the layered pyramids (targets) to
assess the ability of the device to accurately mea-
sure volumes - using two techniques to process the
raw data. The pyramids are composed of three
discs with radii: 25.0mm, 20.0mm and 10.0mm
and uniform height of 4.0mm. Thus the volume of
each calibration target is

hπΣr2 + vb = 4.0× π × (252 + 202 + 102)
+1.7× 102

= 1.46× 104mm3

where vb = 1.7×102 mm3 is the volume of the bolt
head.



Figure 3: Distribution of measured deviations from
the mean plane

Figure 5: Profiles of two lines, showing reflection
anomaly

The scan was set so that sampled points were
separated by 5 mm at a distance of 4m. The point
clouds acquired in this experiment contain 100
rows and 100 columns.

Two categories of techniques for volume estimation
from point clouds can be found: one based on re-
constructed 3D models, the other based on isolated
points. The first group is based on matched 3D
shapes [4, 7, 16] or meshed surfaces [2, 5]. We did
not have a predefined shape library necessary for
matched shapes, so we were limited to considering
meshed surfaces.

3.1 Meshed surface

The first step in this technique is to reconstruct
the target correctly. There are many well-studied
interpolation methods such as Delaunay triangu-
lation [9, 13] or (equivalently) Voronoi diagrams
[3]. Since the point clouds from an LRF represent
only the surface features of the target, connection
of adjacent points is also suitable for target re-
construction. Because an LRF scanner scans in
a single direction through the scene, it can - with
certain types of structures in the scene - produce
points which are apparently out of order in the x−
or y− coordinates. This means that a basic Delau-
nay triangulation algorithm - which sorts points
by x− or y−coordinates first, and then connects
points with a greedy approach - will produce an

Figure 6: Failure of ‘basic’ Delaunay triangulation:
number attached to points represent the order in
which they are returned by a scanner. Sorting
these points and triangulating with a greedy (near-
est point) algorithm puts point 6 in the wrong
position and creates a non-existent wedge in the
triangulated output.

Figure 7: Mesh reconstruction of a single target

incorrect triangulation, see Fig 6. Thus the sorting
step must be omitted and nearest neighbors - as
returned by the scanner - must be connected. Vari-
ation of the basic Delaunay Triangulation can solve
this problem - for an example, central projection
[see Fig 6 (left)]- but the user must realize that it
is necessary to use one of these variations.

Fig 7 shows the triangulated reconstruction model
of a single calibration target.

The volume of the targets can be calculated by
adding all the volumes formed by connecting each
triangle to its projection onto the z = c plane.
This method is simple, computationally efficient
and filters noise effectively.

3.2 Isolated points

If there are no missing points, the volume can also
be calculated directly based on isolated points in
point clouds. Each point can be regarded as the
top of a truncated pyramid in 3D space. The height
or z−dimension of this top is simply the difference
between the returned z value and any suitable ref-
erence plane as the bottom of the pyramid (here
we use the furthest z−plane). If the LRF scans



Figure 4: Observed and expected profiles along a horizontal scan

Figure 8: Errors for individual targets

a region with sufficient reflectivity (i.e. there are
no holes in the point cloud) then the area on the
reference plane, A of the pyramid bottom is simply
the total scan area, At, divided by the number of
sample points:

A =
At

n

The area of a pyramid top, Ai, can be calculated
by:

Ai =
Zr − hi

Zr
A

where Zr is the z−value of the reference plane.
Suppose there is a bounding box which contains
the target object from point clouds. The depth
of the bounding box according to z-direction is H
and the area on xy-plane is At. The volume of the
bounding box is V = At×H. When the number of
points is n, the bottom area of each point A on xy-
plane is A and the top area is Ai. So the volume
can be calculated by the following equation:

V =
n∑

i=0

(
A−Ai

3
+ Ai)× hi (1)

The volume of each target can be estimated by
considering only these points in the region of each
target. After the pre-processing stage in which the
scene was rotated so that the flat surface lies in the
plane z = 0, the calculation becomes essentially

trivial - addition of the z−coordinate values and
multiplication by the (constant) area of each voxel.
The percent errors from the both methods of the
calibration marks are shown in Table 1 (see also
Fig 8). For this particular experiment, the errors
are, not surprisingly, quite high. This experiment
was designed to test the capability of the system to
measure small volumes (relative to the σ = 3.3mm
error in each distance measurement). Whilst this
LRF can clearly detect a volume as small as 1 ×
104mm3, it is unable to measure such a small vol-
ume with any accuracy.

3.3 Volume estimation - small cylindrical
targets

We observed that when the LRF scanned a cir-
cular hole in an object which had a flat base, it
produced a cone-shaped volume instead of the ex-
pected cylinder. To characterize this behavior, we
mounted a target with a set of circular holes of
various diameters parallel to and a fixed distance
above a flat surface. The surfaces were then set up
perpendicular to the beam of the scanning laser.
This should have produced a set of cylindrical ‘vol-
umes’.

The holes varied from 13mm to 1mm in diameter.
The sampling space (resolution) was set to 1mm.
The distance between the targets and the LRF was
about 5.4m. From Fig 9 (right), we can see that
the LRF cannot ‘see into’ a hole with diameter less
than 4mm - even when the scanning resolution is
nominally only 1mm. This is due to the divergence
(finite spread) of the imaging laser spot.- part of
the laser beam is reflected from the surroundings
of any hole < 4mm in diameter and it becomes
‘invisible’ to the scanner. For holes > 4mm in
diameter, part of the laser beam is still reflected
from the material surrounding the hole - leading to
the sloping edges and ‘cone-shaped’ volumes seen
in Fig 9 (right). These naturally underestimate
the measured volume: note that the volume is still



Target index 1 2 3 4 5 6 7 8 9 10 11 mean
Meshed surface 26.2 22.9 -12.8 27.9 24.9 -14.7 -10.3 18.6 11.7 20.4 24.3 12.7
Isolated points 18.0 13.9 -21.2 14.8 13.3 -19.4 -18.0 10.6 5.2 12.3 16.4 4.2

Table 1: Percent errors for individual targets

Figure 9: Volume estimation accuracy for small
cylindrical targets. Left: Original target; Right:
Reconstructed model

Figure 10: Error in volume estimation

Figure 11: Large volume experiment

severely affected by the beam spread even when
the hole diameter is 13mm.

The volume estimation is expected smaller than
the real value because the reconstruction models
are tapers instead of cylinders. The bigger the
target, the more accurate the estimation of volume.

3.4 Large volume experiment

An indoor experiment shown in Fig 11 was used to
evaluate measurement of larger volumes.

The target consisted of three paper box structures,
arranged as shown in Fig 11 (right). The target
object has 3 parts (left, middle and right). The
surface of left and right parts are close to the LRF

Volume (×106mm3) Error(%)
Actual 21.1 –
Meshed surface 20.3 -4.1
Isolated points 20.7 -1.8

Table 2: Percent error - large volume experiment

and the middle part is farther away. The aim was
to measure the volume of the central ‘hole’.

The distance between the target and the LRF is
∼ 3m. The area of the target object is about
0.15m2. Each scan consisted of 104 points.

3.5 Large volume estimation

The depth and width of the ‘hole’ was determined
by direct measurement of the surrounding boxes.
We used the height of the scanned area as reported
by the scanner as the third dimension, since this
is dependent only on mechanical properties of the
LRF’s scanning system, which can measure angles
to x arc-seconds. We estimate the reference volume
as x × 10y ± z mm3. Again, we used a meshed
surface and isolated points methods to estimate the
volume from the LRF scanned data with results
shown in Table 2.

3.6 Comparison of different methods

Reconstruction and volume calculation are two
main uses of point clouds from an LRF. If
the LRF is scanning a scene in which every
point has a minimum reflectivity, then it will
produce a dense point cloud with 100% returns.
Furthermore, the grid points in the scan will
usually be evenly distributed throughout the
scene. This means that the computationally
trivial ‘isolated points’ method can be used to
calculate volumes. However, if the scene contains
a significant number of low reflectivity points (e.g.
windows in buildings), then the returned point
cloud will have large gaps. In such cases, the
simple isolated points calculation will tend to fill in
the gaps with an average depth for the whole scene
and thus introduce significant errors. For these
cases, triangulation of the scene before volume
calculation will produce better results as it will
tend to interpolate across gaps in some reasonable
manner, e.g. if there are no reflections at all from
a windowed area, then a building volume would be
calculated based on closed windows - a perfectly
reasonable approximation.



4 Conclusion

Use of laser range finders allows (essentially direct)
recovery of distances in a scene and thus might be
expected to be subject to smaller errors than other
imaging techniques, which generally require more
than one image and thus derive distance informa-
tion from several actual measurements. Also, an
LRF can work in the dark, whereas the optical
reconstruction methods need ambient light. This
study served to highlight some of the problems
with LRF systems and measured the depth accu-
racy obtainable with one commercial system.

One of the key constraints on the technique is the
requirement for uniform reflectivity across a scene
so that a minimum intensity return pulse is avail-
able. Some other techniques, such as stereo pho-
togrammetry, can - in principle, at least - match
up the ’black spots’ of low reflectivity. Further-
more, our experiments showed that points of high
reflectivity can introduce a subtle error - one that
cannot be easily detected in an unknown scene.

The experiment on small holes showed that it is
necessary to be aware of the actual laser beam
divergence: for the instrument we used, significant
errors were present even with a target diameter
over 10mm.

Thus LRF users need to examine scenes carefully
for such potential traps. Unfortunately, the ac-
companying conventional camera image is of little
help in automatically identifying problem areas as
it is taken with slightly off-axis with respect to
the laser scanner. Complex optics integrating the
viewer and the scanner may solve this problem, but
would add considerably to the cost of a system.
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