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Abstract 

Replication and corroboration of experimental results is an integral part of the scientific process, 

but in the biosciences, recent renewed scrutiny has revealed somewhat of a reproducibility crisis. 

The promise of eScience - the application of computer technology to improve research practice 

throughout all stages of the research cycle, including the ability to more easily share, understand, 

and reuse knowledge generated by others - is clearly falling short when it comes to supporting 

laboratory experiments. Typically, eScience solutions to problems of describing, sharing, and 

integrating scientific artefacts entail the use of ontologies and workflow management systems. 

These alone however, cannot always provide sufficient knowledge to support the human reasoning 

and situated comprehension needed to help us reuse such artefacts effectively. Wet-lab experiments 

are executed in non-computational, heterogeneous surroundings, and we need alternate ways to 

organise and represent laboratory knowledge in meaningful ways. In this thesis we undertake a 

thorough investigation into the nature of laboratory knowledge, contributing a clearer 

understanding and delineation of the kinds of knowledge that are important, uncovering what is 

missing from our record, and showing what we need to do in order to capture more of it. We 

introduce the notion of design patterns as an alternate knowledge representation framework, 

compare them to existing approaches such as ontologies, and show how they are better suited to 

capture the knowledge we require. We then extend design patterns into the domain of laboratory 

science, providing a method for knowledge elicitation, and a structured representation for them in 

the form of Linked Data. Finally, we demonstrate how design patterns can be used to restore 

aspects of laboratory knowledge currently missing from our record. This work provides us with an 

alternate and pragmatic solution to the problem of sharing, understanding, and reusing a 

laboratory experiment, and the inclusion of design patterns alongside other eScience approaches 

adds to our knowledge representation tools, and can improve the epistemological adequacy of our 

record. It is our hope that other domains and endeavours where complex design knowledge is 

intrinsic can also benefit from the new representations and ways of thinking introduced in this 

thesis. 
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Chapter 1 -  Introduction 

  

 ‘We have to do better at producing tools to support the whole research cycle.’ 

    Jim Gray, The Fourth Paradigm 

1.1 Digital Science and the Laboratory 

Replication and corroboration of experimental results is an integral part of the scientific process, 

but in the biosciences, recent renewed scrutiny has revealed somewhat of a reproducibility crisis. 

The worrying extent to which many research results may not be reproducible even led one news 

article to declare that ‘in biomedical science, at least one thing is apparently reproducible: a steady 

stream of studies that show the irreproducibility of many important experiments’ [1]. While the 

reasons for such irreproducibility of experimental findings are many, common solutions to address 

the problem include a call for higher reporting standards, more transparency, and better access to 

study data and information. This thesis examines how we may better capture and communicate 

important knowledge aspects of experimental science in modern biology and provide eScience 

solutions to improve research practice through digital technology.  

 

The digital revolution in science is transforming many aspects of modern research practice, from 

big data and computationally led investigations through to distributed network environments, and 

is simultaneously challenging the traditional scientific publication and communication paradigms 

[2], [3]. Illustrative of such changes are the continued interest and development in the subject areas 

of eScience and the Semantic Web. The notion of eScience in its broadest definition is ‘the 

application of computer technology to the undertaking of modern scientific investigation, including 

the preparation, experimentation, data collection, results dissemination, and long-term storage and 

accessibility of all materials generated through the scientific process’ [4], and in combination with 

semantic technologies on the Web - that of encoding meaning for both humans and machines to 

understand and reason with - we have been promised a revolution in how scientific knowledge can 

be produced and shared.  

 

The principal idea of the Semantic Web - connecting and linking not just Web pages, but the 

underlying data they contain, and describing the meaning of that data in machine readable ways - 

led to the prediction that finding out about experimental studies and progress will soon be easy [5], 
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[6]. Semantic Web technologies are heralded as a way to provide a universal web of knowledge, 

linking documents, databases, people, and programs, while allowing machines to understand how 

these resources relate to one another. The hope of the Semantic Web for eScience is to provide 

open, granular access to data and prevent miscommunication, allowing researchers to find and 

understand products from their own and other scientific disciplines, and provide a new level of 

interaction among scientific communities [7], [8].  

 

Despite such noble aspirations, and indeed the fair success of Semantic eScience in the health and 

life sciences over the last decade in improving the integration and sharing of data and analysis 

(e.g., [9], [10]), we seem to be getting worse at knowledge management when it comes to describing 

and reporting laboratory experiments. A recent report on clinical phase II drug discovery trials 

reveals that nearly two thirds of 65 studies had inconsistency and reproducibility concerns [11], and 

another study shows that only 6 out 53 landmark cancer studies could be independently reproduced 

[12]. A recent survey on data reproducibility (also in the cancer field) revealed that over half the 

respondents (237 out of 434) had tried but were unable to repeat findings from other papers [13]. 

Underscoring the need to do better at describing and identifying experimental resources in our 

laboratory communications, another recent study has shown that up to 54% of resources such as 

model organisms, antibodies, reagents, or cell lines were not uniquely identifiable in publications 

[14]. Furthermore, even when research is published online, there is no guarantee that it will be 

efficiently indexed and easily found [15]. The economic cost of all this irreproducibility for pre-

clinical research alone has been estimated at a staggering US $28 billion per year [16]. Arising from 

such concerns are the repeated calls for higher standards for the structure and reporting of 

methods, and higher experimental design and analysis transparency [17], [18]. Given the promise 

and potential for Semantic eScience to improving research practice, data access, reuse, and 

reproducibility - clearly we could be doing more in these areas when it comes to supporting 

laboratory experiments in the biosciences. 

1.2 The Problem 

 With a growing maturity around eScience, the Semantic Web, and the increasing awareness of the 

need to develop better socio-technical solutions to the problem of sharing laboratory knowledge, 

now is the time to explore new approaches and tools that can improve the situation for discovering, 

understanding, and reusing laboratory procedures.  
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Bringing Semantic eScience into the typical wet laboratory presents numerous challenges however. 

Many of the current Semantic eScience computational tools operate at levels of abstraction 

somewhat disconnected from the activities and information requirements of those engaged in the 

milieu of manual experiment. Typically, the eScience toolkit supports work that is already 

predominantly digital or semi-structured, via the use of ontologies, workflow management systems, 

and compute, data storage, and network infrastructures. In the largely human and physical 

environment of an ordinary biological laboratory however, alternate ways to communicate and 

represent lab knowledge via the ‘new media’ landscape of digitally enhanced science can be 

beneficial. The complexity and intricacies of biological systems and techniques leads to near infinite 

number of factors and covariates that may or may not be critical to describe and access or index 

across different laboratories and contexts - selecting which ones to capture and represent is 

difficult. Despite the recognised need for systems that can assist scientists in identifying resources, 

and specify, maintain, and share experiment designs [19], little design support via eScience is 

currently given to scientists engaged in laboratory tasks in the biological domain. 

 

In this thesis, we ask not just ‘How can eScience support laboratory work?’, but also, ‘How can we 

extend our eScience toolkit to support new settings?’. While ostensibly a thesis in computer science, 

more accurately, the work described here deals with eScience topics. Our focus is not on the 

development of new computational algorithms or devices, but rather one of addressing a gap in our 

approaches to knowledge representation, and building on the last decade of development in 

Semantic Web technologies to explore how we can combine and utilise these computing 

technologies in new ways – opening up further means of expression and creating additional tools 

that can support the complex informational needs of scientists and researchers. Before embarking 

on tool development to improve the situation for science at the bench however, we must first seek 

to better understand the nature of laboratory work, and the nature of ‘knowing’ and the intricate 

information requirements in the experimental sciences. A deeper exploration of what knowledge 

needs to be better captured, represented, and shared in the laboratory sciences can then guide the 

appropriate selection and development of technologies and applications to support laboratory 

science in a modern digital setting to more effectively improve the discovery, understanding, reuse, 

and reproducibility of laboratory science.  
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1.3 Aims and Significance 

This research aims to improve the situation for describing and accessing knowledge about 

laboratory procedures on the Web. Providing better support for the discovery, understanding, and 

reuse of research artefacts is ostensibly a socio-technical problem, and the range of eScience tools to 

support such goals constitute a spectrum of informal and formal approaches - from social and Web 

2.0 communication mediums utilising computers to support cooperative work, through to axiomatic 

systems which can automate tasks and reasoning. Between these two extremes lies opportunities to 

explore and develop alternate knowledge representations and tools that can support laboratory 

work, ones which may offset the strength and weaknesses of each end of the spectrum, and are 

better placed to serve the requirements of both human and machine information providers and 

users in complex environments. In this thesis we show there is more to our scientific and laboratory 

knowledge than we are currently addressing with existing eScience tools such as ontologies and 

workflows, and our first and central objectives are thus to examine thoroughly and apprehend the 

nature of this knowledge, and to more clearly identify what is missing, and what we should do, in 

order to begin to address the situation. Following from this, our subsequent objectives are to 

develop tools and approaches that can (1) capture, (2) describe, and (3) provide better access to 

these additional facets of our scientific knowledge.   

 

In this thesis we identify design patterns after architect Christopher Alexander [20] as one such 

novel and intermediate form of knowledge representation well suited to provide the missing 

structure, specifications, and design transparency that is lacking in our digital descriptions of 

laboratory procedures. We limit our later investigations to the exploration of design patterns as a 

novel representation framework, and to that of developing both a conceptual and concrete 

framework for applying design patterns in a laboratory setting, and incorporating them into the 

Semantic eScience infrastructure.  

 

The significance of the work we present is triplicate: (1) we elaborate a deeper understanding of the 

philosophy and knowledge needs required to improve experimental reuse, replication, and 

understanding, (2) we develop a design pattern based method for uncovering and capturing the 

knowledge missing from our record of laboratory science, and (3) we create a computable 

representation for laboratory design pattern knowledge, and demonstrate how it can be used to 

improve the epistemological adequacy of our digital science record.  
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1.4 Outline of the Thesis 

In this thesis we combine approaches and systems from various different communities of practice 

and turn them to the problem of structuring and communicating more of our laboratory knowledge. 

Necessarily, the work involves the deeper understanding of scientific and laboratory practice, and 

the study presented here is both conceptually and empirically driven. In forging connections 

between conceptual and practical aspects of laboratory knowledge, we develop a much needed 

philosophical framework that aligns and informs both of these aspects. Our account is thus a 

partial synthesis and hermeneutical analysis of ideas relating to the problems of sharing laboratory 

knowledge and alternative knowledge representation structures, as much as it the description of a 

technical solution to a problem. 

 

We begin in Chapter 2 by developing a philosophical underpinning for the nature of scientific 

enquiry, laboratory experiments, and knowledge representation, which becomes our lens for 

examining the nature of laboratory knowledge and the gaps in our current approaches. The result 

of the investigations in Chapter 2 furnishes us with a deeper understanding of the additional 

knowledge we need to capture, a clear goal, and set of challenges we address in the remaining 

chapters. Chapter 2 also provides the essential foundation for the ideas in this thesis, explores in 

detail the notion of design patterns, and establishes grounds for adopting design patterns for 

laboratory knowledge and Semantic eScience. In pursuit of the remaining objectives, Chapter 3 

then introduces a novel method for the elicitation of laboratory knowledge in design pattern form, 

while Chapter 4 explores and provides a suitable computable representation for this knowledge. In 

Chapter 5 we implement a proof-of-concept application to demonstrate the real-world use of 

structured pattern knowledge for communicating about laboratory procedures. Chapter 6 concludes 

by way of critical reflection on what we have achieved and learnt, and proposes future scenarios 

whereby our scientific (and other) endeavours can be enriched by new representations and ways of 

thinking introduced in this thesis. 
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Chapter 2 -  The Construction and Communication of Laboratory 

Knowledge 

 

‘How to give birth to those vital and procreative ideas which multiply into a thousand forms and 

diffuse themselves everywhere, advancing civilization and making the dignity of man, is an art not 

yet reduced to rules, but of the secret of which the history of science affords some hints.’ 

 

C. S. Peirce, How to make our ideas clear (1878) 

 

This thesis describes a novel conceptual framework for expressing and communicating laboratory 

protocols. The process of science is continuously challenged by issues of communication, data and 

information overload, and reproducibility concerns - while socially, the notions of scientific openness 

and evaluation metrics are being re-conceptualised and seen as increasingly necessary. Meanwhile, 

new media and digital technologies allow for new uses of language and enlarge the possibilities for 

expression, and it is in this frame that we approach the aims of improving the way we 

communicate science. In developing the framework described here, we borrow critical reference 

points from semiotics, philosophy of experiment, design, and the Semantic Web.  

 

The design of eScience tools to support research is made difficult by the diverse and changing 

knowledge requirements by those engaged scientific exploration and inquiry. In order to better 

support laboratory work, our objectives in this chapter are to first more fully characterise the 

practice and processes of laboratory science, and to analyse the specific knowledge representation 

needs and opportunities in order to better inform the creation of eScience tools to support 

experimental research.  

 

This thesis ultimately deals with the pragmatics1 of a laboratory experiment, and it does so at two 

different levels - firstly at the level of human understanding and meaning of laboratory procedural 

descriptions to support experimental validity, reuse, and reproducibility; and secondly, at a 

                                            
1 By pragmatics we mean the construction an application of a language to talk about how representations of 
laboratory procedures are interpreted by human or machine agents. The notion of pragmatics is further 
defined and discussed in Section 2.6 
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semiotic level we address the machine representation of such understanding, providing a channel on 

the Semantic Web alongside existing ontologies and eScience approaches. The course of this 

chapter interweaves discussion at these two levels and follows the trajectory outlined below in 

Figure 2.1. 

 

 

 
Figure 2.1 The interwoven themes and layers of pragmatics addressed in this thesis. The philosophies of 
semiotics and design patterns are general in nature and capable of uniting the two related aims of improving 
the understanding of an experiment for both human and machine agents. 

 

Although somewhat lengthy, the philosophical investigations we undertake on in this chapter will 

provide us with the crucial understanding and a conceptual and terminological framework required 

for the resulting work in this thesis to be mapped, enacted, and analysed. We begin with semiotics, 

which provides an overarching philosophy of science and signs, which explicitly accounts for 

communicative and social aspects of science as well as logical ones. Next we investigate the specifics 

of a laboratory experiment and discuss the philosophical and essential elements that constitute 

laboratory investigations. We then shift to how our modern Web tools support the representation 

and communication of laboratory knowledge following a brief interlude on the basics of the 

Semantic Web. A view of laboratory representations grounded in semiotics and the philosophy of 

experiment allows us to understand where the gaps are in our current representations, and this 

leads to the notion of pragmatics for both the practical reasoning about an experimental 

arrangement, and the use of Semantic Web technologies to support such reasoning on a Pragmatic 

Web. Finally we expose the notion of design patterns and describe how they are well positioned to 

provide a novel solution to the pragmatic needs of both reasoning about experimental design, and 
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as a layer on the Semantic Web. With the knowledge gained from these investigations, we then 

conclude with a set of specific challenges that we then address in the remainder of this thesis. 

2.1 Science Cast as Semiotic 

The history of science reveals a continuous process of evolutionary and revolutionary change in its 

epistemological foundations and philosophical conceptions. From 20th century philosophers of 

science such as Kuhn [21] and Popper [22] onwards to sociologists and science studies scholars such 

as Latour [23] and Pickering [24], we can acknowledge many different views of science that 

variously argue for the importance of things such as discourse, language, theories, actions, or social 

constructions, and we may adopt either realist or non-realist viewpoints. The view of science 

adopted for this research however, is that reflected in the writings of the American philosopher 

Charles Sanders Peirce (1839-1914).  

 

Peirce viewed science as a ‘living process, busied mainly with conjectures’ [25, pp. 105] and very 

broadly as any endeavour where one is devoted to the pursuit of ascertaining the facts. Central to 

Peirce’s conception of science, and upon which we will draw heavily due to its utility, is his 

semiotics or formal doctrine of signs. A semiotic conception of science posits that all our experience 

of an objective reality is mediated through signs, and that our ongoing experience and 

interpretation of appearances in the world is conducted via an infinite sequence of sign 

interpretation. By signs, we mean any qualities, relations, features, items, events, states, habits and 

laws that have meanings, significances, or interpretations, and the objects that stand for or signify 

such things [26]. In fact, anything can be a sign as Peirce defines it, and they can be simple or very 

complex. Every science uses signs as a means of investigation into its particular subject - for 

example, a physicist employs signs in their observations, instrumentation, inferences, and 

conclusions; in terms of expression and communication of each of these, and in terms of 

establishment and justification of findings [27, pp. 9]. 

 

In its most general sense, semiotics beholds the various relationships of phenomena to the classical 

categories of truth, goodness, and beauty, upon which according to Greek philosophy everything 

may be predicated. For the matter of science however, semiotics is primarily concerned with 

relationships of phenomena to the truth2, and how such truth is interpreted and communicated via 

                                            
2  The term ‘truth’ has various meanings in different contexts. By ‘truth’ here we mean the scientific 
conception of truth - that being what experience would eventually compel us to believe, impersonal, and 
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signs. Peirce divided semiotics into three branches: grammar - the study of formal features and 

conditions of a ‘sign’; logic - the manner in which signs can be used to discern truth; and rhetoric - 

the manner in which signs are used to communicate and express claims within a community. An 

excellent account of Peirce’s semiotics is provided by Liszca [27], and what follows here is a brief 

introduction of some aspects of semiotics most relevant to this thesis. 

 

Why semiotics? As a philosophy and general theory of interpretation, semiotics offers a guide and 

framework for all the general concerns of the sciences, be they mathematical, natural, or humanities 

orientated. Adopting a semiotic posture admits a real, objective, and independently existing reality 

- but one that we can only access only through an act of interpretation, thus freeing ourselves from 

unproductive and polarised debates concerning realist and non-realist perspectives on the 

philosophy of science. At its core, semiotics deals with concepts of representation, communication, 

and meaning, which are highly germane to the topics this thesis addresses. Additionally, Peirce’s 

formation of science as semiotic explicitly recognises the social context and the essential role of a 

community of enquirers in the process of science - notions that we will return to later. 

2.1.1 The sign 

ARTHUR: He has given us a sign! 
SHOE FOLLOWER: He has given us... His shoe! 
ARTHUR: The shoe is the sign. Let us follow His example. 
SPIKE: What? 
ARTHUR: Let us, like Him, hold up one shoe and let the other be upon our foot, for this is His sign, 
that all who follow Him shall do likewise. 

 
Monty Python’s The Life of Brian  

 

Central to semiotics is the referent-sign-interpretant relationship, the overall triad of which is also 

(somewhat confusingly) termed a sign or sign system. In an overall sign, the carrier of meaning (the 

form in which a sign appears) is termed the sign (or sign vehicle), the meaning or concept to which 

the sign vehicle refers (or the effect the sign produces) is termed the interpretant, and the object of 

reference to which the sign is linked (via the overall sign relationship) is termed the referent (or 

object) [29, pp. 219]. As a concrete example, if we consider a conventional sign such as a red traffic 

light in Peirce’s model, the red light would be the sign, vehicles halting would be the referent or 

object, and the idea that red light means vehicles must stop is the interpretant [30]. A laboratory 

                                                                                                                                    

independent of opinion or what anyone actually believes [28, pp. 329]. Scientific truth is collective, dynamic, 
and subject to constant revision. 
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science example might consider a chromatographic trace - the marks and curves on the trace are 

the sign, the number of counts at a detector is the referent, and the interpretant might be (say) the 

concentration of a specific molecule in a mixture. A more flippant example based on the Monty 

Python quote above would have the shoe (or is it a sandal!) as the sign, the (unnamed) intention of 

Brian as the object, and the idea that we must all cast off one shoe (or sandal) and ‘let the other 

be upon our foot’ is the interpretant of Brian’s shoe (or sandal), well, at least to Arthur. Figure 2.2 

gives a graphical depiction of the overall sign relationship. 

 
Figure 2.2 Peirce’s semiotics. (a) The triadic relationship of a sign. (b) A stop sign as a conventional sign. (c) 
A chromatographic trace as a type of indexical sign such that might the found in a laboratory setting (d) 
Arthur’s interpretation of Brian’s shoe (sandal). 

 

Signs do not represent merely physical entities however - all thoughts may be considered signs, and 

semiotics admits emotional and energetic interpretants as well as logical ones [27, pp. 25]. Notably, 
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Peirce’s irreducible triad of a sign is conceived not as a static entity, but as a process in which 

referent, sign, and interpretant come into being simultaneously - this is an important notion and 

one we will return to later in discussions of meaning and the Pragmatic Web (see Section 2.6). 

Furthermore, the interpretant of one sign can be the sign-vehicle of another sign, which itself may 

usher a new interpretant, leading us to an infinite sequence of signs (Figure 2.3). For example, 

atmospheric water vapour may be signified by clouds in the sky, which may mean the experience of 

rain to a human interpreter or the concrete realisation of rain in the environment. This interpretant 

(the concept of rain, or its actuality depending on who we take as the interpreter), may itself be a 

sign, signifying a decrease in atmospheric pressure, the interpretant of which results in the action to 

bring the washing in from outside, or winds and unstable weather in the environment. Peirce thus 

conceives our world of appearances as an ongoing series of interpretation and evolving significations 

[26] and conceives the entire universe existing as an exchange of signs. The meaning of a sign is not 

contained within itself but arises through processes of interpretation by some agent and in its 

relation to other signs. Furthermore the entire universe of signs is dynamic and evolutionary.   

 

 
Figure 2.3 Infinite semiosis. The interpretant of one sign can be sign vehicle of another sign and so on. 

 

Peirce attempted a taxonomy of the different kinds of signs that can exist, resulting in several 

complex typologies that made their practical application as working models somewhat 

unmanageable [31, pp. 48], however, there are three basic non-mutually exclusive forms of signs 

with respect to how they may denote their object that are useful in our context of semantics and 

representation. These are the symbolic, iconic, and indexical signs (Figure 2.4). Symbolic signs are 

those that refer to its object purely by law or convention - a rule of interpretation that must be 
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learnt, for example mathematical notation or Morse code. Iconic signs are those which refer to an 

object merely by characteristics of their own, ‘most icons, if not all, are likenesses of their objects’ 

[28, pp. 215]. Examples of iconic signs include cartoons or sound effects. Indexical signs are those 

that are ‘in a dynamical (including spatial) connection with the individual object, on the one hand, 

and with the senses or memory of the person for whom it serves as a sign, on the other.’ [32, pp. 

170], for example, a footprint in the sand, or our chromatographic trace. The form that a sign takes 

can have importance for how it may combine or be interpreted. For example, computation requires 

symbolic representation, for machines can only process such signs, while much of experimental and 

empirical science relies on indexical sign interactions. These three characters of sign-object relation 

can operate simultaneously, and for a given semiotic system the determination of the rules of sign-

object relations (that is - how a sign denotes things in the universe) is the essence of semantics (see 

Sections 2.1.4 and 2.6.1). 

 

 
Figure 2.4 An iconic sign (molecular diagram), symbolic sign (biohazard), and indexical sign (chromatogram). 

 

2.1.2 Science as a system of sign interpretation 

Peirce’s semiotics provides us with a general theory of interpretations and how meaning is 

produced. It recognises that different people will come to objects with a different understandings 

(set of interpretants) depending on many things including what community of enquiry they belong 

to and their own prior experience. For example, the colours and shapes on a chromatographic trace 

may result in very different interpretants for a biologist compared to an artist. In science, the 

interpretation of different kinds of signs, often indexical signs, are logically derived from 

observation to yield some hypothesis of reality. We come to believe a representation as scientific or 

objective truth if a number of different observers are able to arrive at the same representation of an 

object when interacted with under similar circumstances. Peirce’s scientific method is centred 

around the agreement amongst observations or observers and the agreement with a reality external 

to personal belief [33], and it involves three modes of reasoning with the appropriate signs (Peirce’s 
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second branch of semiotics termed critical logic): abduction - that of making conjectures or creating 

hypotheses, deduction - that of inferring what should be the case if the hypotheses are true, and 

induction - the testing and use of hypotheses to provide useful generalisations. In our quest for 

scientific knowledge we use signs, learn from experience, and continually re-interpret chains of signs 

in an evolutionary manner. Despite the centrality of the sign and the necessity of interpretation, 

provided we follow the ‘animating spirit’ of the scientific method, we asymptotically approach an 

objective truth through the continued interposition of conjecture and agreement of observation and 

their constant assessment. Although of course, the process need not be linear!   

 

Given science as a method of procedure, we may note however that all sign observations and 

interpretations are theory laden, and for Peirce, ‘observation as distinct from mere gazing consists 

in perception in the light of a question’ [34]. This is to say the manner in which we interpret signs 

and the meaning they signify for us depends on our purpose, hypothesis, and background 

knowledge. The interplay between hypothesis, theory, and observation come into clear relation 

through the medium of experimental set-up, where observations are made to use as evidence in 

hypothesis creation or testing. It is largely the explicit description of the conditions, logic, and the 

processes and purpose under which laboratory observations are made that is the focus of this 

research. Delving deeper into a semiotic view of the context surrounding science processes and how 

they are communicated requires us to consider in more detail the third branch of semiotics - what 

Peirce termed universal rhetoric - notions of which become a useful frame to help us uncover what 

we need to do to improve the situation for the laboratory, and also underpin later discussions of 

practical reasoning and the pragmatic Web (see Sections 2.5 and 2.6). 

2.1.3 Science communication and universal rhetoric 

As noted above, Peirce divided semiotics into three branches: grammar - the study of the formal 

features of a sign and its modes of expression; critical logic - the manner in which signs can be used 

to discern truth; and universal rhetoric - the formal study of the conditions under which signs can 

be communicated, developed, understood and accepted [27, pp. 11]. These divisions correspond with 

Charles Morris’s later nomenclature of syntax, semantics, and pragmatics (see Section 2.6.1) [35]. 

Considering the communicative aspects of science from a semiotic viewpoint naturally emphasises 

the branch of universal rhetoric or pragmatics. Peirce gives universal rhetoric as the study of ‘the 

necessary conditions of the transmission of meaning by signs from mind to mind’ [32, pp. 242] and 

of the ‘ordering and arrangement of inquiries’ [27, pp. 79]. Peirce’s universal rhetoric addresses 
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some of the critical aspects of science as they relate to the conditions of community, 

communication, and inquiry [27, pp. 81], and remains highly relevant as we pursue our first 

objective, seeking how best to develop tools to assist the communication and understanding of 

laboratory science.  

 

Peirce’s conception of science and the scientific method is one that is essentially public and social. 

In seeking scientific explanations we appeal to things that occur independently of any individual’s 

perceptual experience, thus the shared interpretation of signs for a community of inquirers relies 

centrally on communication. More than just a vehicle for information transmission however, signs 

constitute a medium in which meanings are constructed [30], and Peirce gives the following model 

for communication - genuine communication as distinct from mere transmission occurs between 

sign agencies where (1) there is an ‘utterer’ and ‘interpreter’, (2) something is transmitted between 

the two agencies, and (3) what is transmitted is capable of establishing a common interpretant in 

both the utterer and interpreter [27, pp. 89]. This model illuminates for us the need to analyse the 

different representations of our laboratory knowledge in terms of which propositions are 

communicated between which agents and for what purpose.  

 

Further to semiotic acts involving the transfer of meaning, communication plays an important role 

in the economy of research. All resources for carrying out research are costly, and consideration of 

the economics of research in connection with our states of knowledge is an important part of 

Peirce’s conception of the scientific method and universal rhetoric [26]. Alongside the traditional 

economic targets of how to maximise scientific utility (e.g., money, ability, effort), the question of 

how we may best communicate science warrants serious contemplation, for ‘there is much to be 

learned from the study of the economics of research, extending even into details of scientific 

procedure. …[C]onsider, exclusively in the interest of the advancement of science, the economics of 

the diffusion of knowledge. I find that the advantage to research from such diffusion is, in the 

present condition of things, even greater than the same amount of energy expended in research 

itself, supposing that energy to be equally available in either direction.’ [36]. Thus, even over a 

century ago, the value of communication to science was recognised as having high economic 

importance, and clearly, as shown in Chapter 1, we are currently paying a high price for the sub-

optimal communication of our laboratory knowledge.   
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2.1.4 Semiotics as the science of sciences 

Semiotics provides us with both a normative and evaluative framework that can unite the various 

strands of research in this thesis; it gives us an organon which can be applied across domains and 

disciplines. The sign becomes a useful entity to describe and analyse (1) our science processes, 

observations, and ‘truths’ or reasoning, (2) our mental models of the world and related perceptual 

and cognitive aspects, (3) the logical and formal descriptions of our codified knowledge, and (4) the 

representation, communication, and interpretive aspects of our laboratory science knowledge. The 

general utility of semiotics gives us a productive way to view various models of experiment and 

scientific processes. For example, we next provide one such semiotic view of David Gooding’s 

account on technology in empirical science. A semiotic view helps provide a more general model 

that exposes the critical themes addressed in this thesis, and we shall frequently use the semiotics 

concepts as outlined here in subsequent chapters. 

 

In his paper on technology and the nature of thought in scientific experimentation, David Gooding 

notes ‘It is a commonplace that humans use technology to extend their ability to see, remember, 

calculate, and reason’ [37]. Gooding goes on to outline a general model of experimentation and 

cognition that involves three phases of reduction, computation, and expansion (Figure 2.5). The 

essence of this model is that in using technologies to extend our abilities, we abstract and reduce 

problems in the world to a form that can be solved by currently available methods. At the right 

level of abstraction and reduction, aspects of the world are re-described to make them amenable to 

manipulation according to rules that can be expressed and shared. We move through a phase of 

reduction, whereby our ontological commitments and cognitive span is narrowed until it can be 

reduced to specialised, often formal inferences or computational steps that can be implemented by 

machines, thereby extending our ability beyond our normal senses. At this narrowest point, 

information-bearing symbols are manipulated by machines in order to identify quantities or 

perform reasoning, and they become stripped of any sensory or other contextual meaning. 

Following computation, there is an expansion phase whereby these ‘digital’ symbols are interpreted, 

re-contextualised, and returned back into the world of purposeful human action. Importantly, the 

successful narrowing and expansion of the cognitive span critically relies upon the wealth of 

background and contextual knowledge and social factors that are available at the widest points. 
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Figure 2.5 Gooding’s reduction, computation, and expansion model. Adapted from [37]. 

 

Gooding’s phases of reduction, computation, and expansion serve as general model for many 

aspects of empirical science, and it is possible to cast this model as a semiotic process, whereby 

certain features of the world are purposefully conceived in light of a purpose and then abstracted or 

reduced into sign-vehicles that can stand for the selected aspects of the world. The sign-vehicles are 

then manipulated via logic and rules and the results are communicated and interpreted as 

meaningful. Just as Gooding’s reduction and expansion phases depend on background knowledge 

and social factors, the selection and generation of sign-vehicles, their manipulation, and subsequent 

interpretation depends on context and the community of inquirers for whom such signs can be 

readily interpreted. Figure 2.6 recasts reduction, computation, and expansion as a semiotic process. 
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Figure 2.6 Gooding’s Reduction, Computation, and Expansion as a Semiotic Process. Aspects of the world 
become the objects (O) that are abstracted into signs (S) for the purpose of computation. Signs are then 
interpreted (I) for some purpose to yield a theory or hypothesis about the world. Note: although represented 
as a single triad here, the process of reduction, computation, and expansion in the real world occurs through a 
long chain of semiosis and multiple object-sign-interpretations.   

 

Adapting Gooding’s model and a semiotic view to our purposes, we will see that the phases of 

reduction, computation, and expansion are manifest along both axes of the themes addressed by 

this thesis; in terms of the creation of Web ontologies and other representations that abstract and 

simplify aspects of the laboratory domain into a set of terms for machine readable semantics (see 

Sections 2.4.1 and 2.4.1), and in the art of practical reasoning and experimental design, whereby a 

large amount of background knowledge is reduced to a specific set of instruments and procedures 

that perform a narrow function for a particular purpose (see Sections 2.3.2 and 2.5). We shall 

return to this model and a semiotic view later where it is appropriate and fruitful to do so, but at 

this juncture, we must depart from a larger science, and turn more specifically to understanding the 

nature and philosophy of laboratory experiments, before investigating more concrete matters of how 

we conduct and communicate laboratory science in practice. 

 

2.2 The Mangle of a Laboratory Experiment 

Contemporary biology, no longer predominantly descriptive and classificatory, is increasingly 

theoretical and experimental, borrowing many techniques from chemistry and physics [38, pp. 1]. 

There is an ever-increasing proliferation of new techniques, instruments, and processes that 

generate the signs we interpret in the course of scientific laboratory investigation. But what exactly 

is an experiment? We investigate next some of the specifics and situatedness of laboratory science, 

in order that we may have a grounding for how our symbols, signs, and tools can be employed to 
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aid our interaction with laboratory knowledge. We must seek such a deeper understanding before 

embarking on the design and implementation of eScience tools.  

 

The philosophy of science has often neglected accounts of physical experiments in favour of pure 

theory with much of the discourse on scientific experimentation in recent times emanating 

predominately from the sociology of science and science studies disciplines. Within the literature 

there exists a plurality of views on the nature of experiments, from social constructivism [39], [40], 

to materialism [41], [42] and realism [43]. Any singular view of experimental philosophy can only go 

so far however, and we don’t consider any particular view as privileged. Artificial separation and 

adoption of any polarised metaphysical stance if taken too far can only lead to a kind of 

philosophical stalemate. We embrace here the ‘mangle’ 3  of laboratory experiments and at our 

liberty adapt and generalise the metaphor of the mangle from Pickering [24]. Much as Peirce does, 

we recognise the interconnectedness of theoretical, material, practical, and social aspects of science. 

Laboratory work functions in the tension between these. 

  

2.2.1 What is an experiment? 

Hans Radder [43] gives a modern philosophical account of scientific experiments and defines an 

experimental system as ‘an arrangement of one or more objects of inquiry and variety of 

equipment, which are brought into mutual interaction within a particular spatial area and during a 

fixed interval of time, and which are embedded in a specific (material and social) environment’. 

Explicit in this definition are the material and social dimensions in which all investigations are 

situated. In a larger sense however, theoretical and linguistic practices are essential for the 

generation of valid forms of experimental knowledge. Indeed, every science ultimately embodies its 

results in, and communicates, via linguistic signs such as words in text books and academic 

journals [35]. Steven Shapin in his influential analysis of Robert Boyle’s early experimental 

programme [44] identified three axes or technologies that are utilised during the establishment of 

matters of experimental fact: material technology in the form of construction and operation of 

technological equipment; literary technology in the form of representation, communication, and 

                                            
3 We note that in using the ‘mangle’ to describe scientific practice, Pickering adopts a performative idiom 
rather than the semiotic one we adopt in this thesis. Pickering regards science as ‘a field of powers, capacities 
and performances, situated in mechanic captures of material agency’ [24, pp. 7] and his analysis concerns 
primarily the production of scientific knowledge. This thesis ultimately addresses representational aspects of 
laboratory science knowledge for which semiotics offers a more appropriate analytical and interpretative 
framework. The two different views are however, harmonious. 
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theoretical descriptions of materials, observations, and actions: and social technology in the form of 

conventions and norms that govern how scientists interact with each other when considering 

knowledge claims.  

 

In the analysis that follows we utilise the three axes to understand laboratory science. We note 

however these technologies are not distinct, each can be found embedded in the others. All three 

are in fact knowledge producing tools. The essential point we must keep in mind is the mutual 

dependence of each (see Figure 2.7) -  the ‘mangle’ of all three axes in conducting laboratory 

science. 

 

 
Figure 2.7 The ‘mangle’ of a laboratory experiment consists of the interplay between material and theoretical 
conceptions, embedded in a social context. 

 

2.3 The Philosophy of Scientific Experimentation 

2.3.1 Experiment and literary technology 

The branch we term literary technology for laboratory experiments mirrors what many scholars of 

philosophy refer to as the ‘linguistic turn’, a focus on the discourse and textual (or otherwise 

linguistic) representation of science. By literary technology we mean the development of concepts, 

theories, and the language and symbols used to stand for and communicate knowledge of the world. 

Many influential philosophers of science adopt a predominantly literature-centric view of science - 

for example Thomas Kuhn in The Structure of Scientific Revolutions sees science as ‘the 

constellation of facts, theories, and methods collected in current texts’ [21, pp. 1]. The linguistic 
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focus is in part due to the inaccessibility of the material practice or social environment of 

laboratory work by many outside scholars (and Hacking warns us of the dangers of obsession with 

theory and representation at the expense of action and intervention [45, pp. 131]), but nonetheless, 

the ‘literary’ axis of scientific experimentation remains paramount. 

 

The development of literary forms for experimental communication was formalised by Robert Boyle 

during the early formation of the Royal Society. Boyle established the scientific paper as a valid 

means of ‘virtual witnessing’ and the primary technology via which experimental phenomena and 

experience was to be validated [44]. The central importance of communication to science makes our 

descriptions of laboratory science at once a social and literary technology, and indeed social 

‘technologies’ of trust and mechanisms of peer review are essential for the credibility of scientific 

literature (see Section 2.3.3 for further discussions of the social dimensions). The manner and depth 

in which we describe or represent our experiments does of course impact on their reproducibility 

and validity, highlighting the need to explore these issues and reminding us again of the motivation 

for our comprehensive investigations in this chapter. 

 

According to Radder [43, pp. 54], a complete theoretical description of a performed experiment 

results in the conclusion of an argument in which we may infer result q from description p. The 

form of the argument requires chains of inference or argumentation based on a number of auxiliary 

theories about the phenomena under discussion. Radder gives the example of determining the 

boiling point of a liquid - where a particular arrangement of an experiment described by p actually 

consists of a series of experimental episodes (i.e., steps) [p1, p2, … pn] each of which depend on 

requisite physical theories regarding liquids, gases, pressure, and temperature etc. For reproducible 

experiments, our theoretical descriptions should contain all relevant episodes both within and 

outside the experimental system such that we can establish accurately if the inferences are valid, 

and where any internal or external disturbances to the experimental system may or may not occur.  

 

In Section 2.4.2 we discuss contemporary approaches to codify and communicate our laboratory 

knowledge via literary technologies that make use of natural language, video, workflows, ontologies 

and other computable representations. These form the current familiar and formal sign systems 

regarding descriptions of laboratory knowledge and procedures. The format of our reference-making 

activities via literary technologies influences how we may interact with laboratory knowledge, what 

is emphasised, and what can be inferred from a description. While the reproducibility of an 

experiment relies heavily on the adequacy of a chosen theoretical description, the interpretation of 
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any descriptions and its actual material realisation also plays an important role, and it is to this 

which we turn next. 

2.3.2 Experiment and material technology 

Additional to linguistic forms of representation and theory, laboratory science depends on the 

material. In an experiment, objects, instruments, and equipment are orchestrated in a specific 

spatiotemporal arrangement for the purpose of inquiry. By material technology we refer here to not 

just the physical instruments, reagents, and samples one may find in a laboratory, but also the 

actions and performances conducted by human and non-human agents.   

 

The relationship between theory (literature) and material is a reciprocal one. Technologies expand 

the range of what scientists can observe (as shown via Gooding’s reduction and computation 

phases), which in turn can alter the evidential basis on which our theories rest (the result of 

expansion phases). New theories can provide the basis for the generation of new materials and 

instruments, and the result is the growth of both material and theoretical knowledge. Instruments 

and theories thus often develop in tandem, each supporting our understanding of the other, and as 

cautioned by Levy ‘it is unwise from a methodological point of view to isolate technological praxis 

from any or all systems of inquiry’ [46]. 

 

The interplay between literature and material is of course unavoidable. The development of new 

instruments for laboratory science requires its makers to demonstrate stable behaviour and to 

connect this behaviour to established apparatus, theories, and experiments described in the 

literature [47, pp. 57]. Once our instruments are calibrated to other theoretical and material 

knowledge, we can evaluate their range of appropriate and trustworthy uses. Following validation, 

the functions of validated instruments can then be further manipulated, conjoined, combined, 

adapted, and modified.  

 

Often the complexity of information encapsulated in material instruments becomes detached from 

its context of discovery at the symbolic and computation stage and is free to be taken to new 

settings. Davis Baird [47, pp. 58] uses Latour’s concept of ‘black-boxing’ [48, pp. 304] as a material 

equivalent of tacit knowledge to refer to the contextual shift of material knowledge and gives 

examples of how modern science such as genomic sequencing and medical diagnosis 

unproblematically rely on such black boxes. Although seemingly unscientific at first, such ‘black-
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box’ instruments are not infallible however. Black boxes still depend on a shared context at some 

level and correct circumstances for them to work well, and their situated use is subject to the same 

conjectures and revisions as theoretical knowledge. 

 

Importantly, the valid use of instruments in a laboratory setting requires an understanding of, and 

the constant adjustment and alignment between, use and context. This notion is important for 

experimental reproducibility and reuse, for the same theoretical description of an experiment may 

be variously interpreted, performed, or materially instantiated in different ways [43, pp. 63], and 

understanding the appropriate contexts and functions of materials (mediated via linguistic 

descriptions of them), is central to laboratory knowledge. Such notions lead us to a pragmatic view 

of laboratory knowledge whereby the meaning of a certain material or instrument varies with use. 

We discuss further the pragmatics of an experiment in the form of ‘practical reasoning’ in Section 

2.5.   

 

2.3.3 Experiment and social technology 

Lastly, the social context or ‘social technology’ within which an experiment exists is important 

when considering knowledge claims in experimental science. Any literary or material technology is 

always embedded in a social context, as shown above in Figure 2.7. 

 

One role in which the social aspect of laboratory science is critical is highlighted by the notion of 

the tacit knowledge required to perform experimental action. Collin’s ethnographic studies of 

scientists attempting to replicate a Transversely Excited Atmospheric (TEA) laser show that 

literature alone is not enough, as ‘…no scientist succeeded in building a laser by using only 

information found in published or other written sources...every scientist who managed to copy the 

laser obtained a crucial component of the requisite knowledge from personal contact and discussion’ 

[40, pp. 55]. Thus it would seem we need more than mere linguistic descriptions of laboratory 

procedures and access to materials. 

 

We may consider the replication of an experiment based on a theoretical/linguistic description to 

be a case of what Wittgenstein discusses in his account of rule following [49]. Any rule or 

instruction can be misunderstood (either deliberately or naively) and requires an additional rule for 

it to be correctly interpreted. However, the rule to interpret the rule, can also be misinterpreted, 
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which begs the articulation of a further rule. This leads us to an infinite ‘rule regress’4. Fortunately, 

Wittgenstein also offers us a therapy to such philosophical conundrums - in reality the ‘rule regress’ 

is stopped by a shared understanding of practice and background knowledge. At some point we no 

longer require further explanation and we intuitively know ‘how to go on’. Thus, acting in proper 

accord to experimental rules through layers of interpretation is inherently a social activity, as it is 

social technologies which establish and maintain the often implicit background knowledge and 

assumptions for practitioners within a discipline. Understanding, replicating, or reusing an 

experiment, especially in a cross disciplinary setting, thus requires an effective way to specify and 

transfer this background knowledge between different communities of enquirers. This seems to be a 

difficult task however, and one which our current Web and literary tools would seem to be 

inadequate (see Chapter 1), but also, an area which touches on the recognised aims of the 

Pragmatic Web (Section 2.6) in the guise of representing context. Thus, our investigations begin to 

show that context in its various guises is a critical element of laboratory knowledge and work, and 

one that we should pay particular attention to.    

 

Additional to the role of the social in the tacit/implicit situation that distinguishes different 

communities, social organisation can have consequences for the production of knowledge even 

within a single laboratory and for a single experiment. Scientific investigations when construed as 

productive work highlight a division of labour that exists in many modern scientific laboratories 

[39]. The separation between technical and theoretical aspects of laboratory work can lead to 

another kind of ‘black-boxing’, analogous to the material sense, whereby different phases of an 

experimental process are delegated to different individuals with different requisite background 

knowledge. A technician may concern themself predominately with the material organisation and 

operation of equipment while the principal investigator can concern themself with the theoretical 

meaning of their inputs and outputs [43, pp. 66]. The validity of the experimental phenomenon as a 

whole therefore relies on the effective communication and collaboration between people, materials, 

and theories and the establishment of social norms and trust to ensure the unproblematic reliance 

on large amounts of background knowledge. Yet this seems a lot of trust to place on something so 

vague and ephemeral!    

 

                                            
4 The idea of an infinite rule regress is not surprising given our account of infinite semiosis (Section 2.1.1). 
Every sign must have an interpretant, causing the generation of signs ad infinitum, but in practice, we are 
typically only concerned with the effect or use of certain signs under certain contexts. We cut short the 
potentially endless series of interpretations by the needs and practicalities of specific situations. 
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Lastly, a material-social context of a laboratory experiment can be seen in Peirce’s economy of 

research. Economic aspects of laboratory science encompass the whole range of ‘inductive inquiry as 

a whole’ [50, pp. 90] and influence the processes of theory formation, the selection of competing 

hypotheses for testing, and the design and material realisation of experiment. As a human activity, 

science is not immune from practical constraints of maximising informativeness while minimising 

costs. On economic perspectives of science, Peirce writes,  

 

‘Having a certain fund of energy, time, money, etc., all of which are merchantable articles to spend 
upon research, the question is how much is to be allowed each investigation; and for us the value of 
that investigation is the amount of money it will pay us to spend upon it. Relatively, therefore, 
knowledge, even of a purely scientific kind, has a money value.’ [25, pp. 49]  
 
Thus, knowledge of the social situatedness of a laboratory experiment can be informative for 

understanding and rationalising post-hoc why a particular experimental arrangement or choice of 

materials and instruments may have been made given any number of potentially valid alternatives, 

based on economic grounds. The logic of why a particular arrangement exists is often not fully 

shared however, which leads many researchers to ‘reinvent the wheel’ [51]. The art of successful 

‘practical reasoning’ when establishing or following an experiment thus requires an understanding 

of the theory, material, and social dimensions, all of which we must considered as we design tools 

to improve communication in laboratory science, and we discuss further in Section 2.5. 

2.3.4 From the nature of experiment to its representation 

Given our exploration of the nature and philosophy of experiment, and building on what we have 

uncovered, it remains next to consider how laboratory knowledge and experimental procedures with 

all their complexities are commonly represented and communicated. Nowadays the Internet forms 

the predominant platform for science communication, and we turn our focus to notions of eScience 

and the Semantic Web as they pertain to laboratory knowledge. 

2.4 Semantic eScience 

eScience is a general term that denotes the electronic facilitation of science - that is the use of 

computing and internet technologies that can encompass the entire cycle of experimentation, 

analysis, publication, research, and learning [8], and it often refers to data intensive science done 

collaboratively in highly distributed network environments - for example the Large Hadron Collider 
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(LHC)5 and the Square Kilometre Array (SKA)6. As the majority of science becomes increasingly 

dependent on heterogeneous and distributed data and expertise, the need arises for greater access 

and integration of digital information and resources. The emerging field of Semantic eScience begins 

to address these concerns through the use of Semantic Web technologies (see below) to encode 

additional (machine readable) meanings and interrelationships in our representations to increase 

the capabilities of eScience [7], [52]. For example, using semantic technologies in the case of 

molecular biology, one could state via the Web that the gene ‘Pou5f1’ has the product protein 

‘Oct4’, allowing the relationship to be machine accessible so that humans or smart applications can 

use the information in more sophisticated ways [53] - say to automatically retrieve and present a 

relevant DNA sequence from a genomic database and tell us what biological processes it is involved 

in, even though a user query may have only contained knowledge of the protein name. With 

semantic technologies, additional meaning and relationships can be encoded at the level of data 

itself.   

 

The advantages of shifting from science to eScience to Semantic eScience are exemplified in a 

recent Heliophysics case study, whereby semantic approaches helped overcome data heterogeneity 

and terminology differences, and increased the efficiency of data discovery processes via a semantic 

search methodology [54]. Semantic eScience is not limited to search applications however, and it 

broadly encompasses the application of semantic technologies to all aspects of eScience, including 

peer review and publishing [3], [6], [55], [56], capture of provenance [57], [58], data and metadata 

description and integration [59], and workflow specification and execution [60]. Broadly speaking, 

Semantic eScience can be seen as an approach that aims to integrate and maintain the 

interoperability of our science knowledge in the face of continually evolving literary, social, and 

material technologies.  

2.4.1 Interlude - a brief introduction to the Semantic Web 

Any discussion of Semantic eScience and semantic technologies as applied to laboratory science 

necessitates an understanding of the notion of the Semantic Web and its technical foundations. For 

the uninitiated, a brief introduction to the Semantic Web highlighting aspects relevant to this 

thesis follows.  

 

                                            
5 http://home.web.cern.ch/about/accelerators/large-hadron-collider 
6 https://www.skatelescope.org/ 
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Readers familiar with the underlying technologies will likely wish to skip to Section 2.4.2 which 

discusses eScience and semantic technologies as they pertain to representing laboratory work. 

2.4.1.1 The Semantic Web 

The Semantic Web, as conceptualised by Tim Berners-Lee, James Hendler, and Ora Lassila in their 

original 2001 Scientific American article [5] outlines a Web where information is described and 

distributed at the level of data rather than at the level of Web pages. The content on the 

traditional Web with its Web page-centric organisation is optimised for humans to read, but not 

for computers to meaningfully manipulate. For example, a Web page about the movie Spaceballs, 

generated from a database of movie information, might display amongst other facts that it was 

released in 1987, has an average IMDB rating of 7.1/10 stars, and was directed by Mel Brooks. 

This information is easily understood by humans and could be found by querying with the correct 

keywords - but computers or software agents have no way to process the semantics of the relations 

‘has rating’, ‘release year’ or ‘directed by’ and cannot use this information displayed on the Web 

page (say) to automatically query or retrieve other films by the same director with a similar or 

higher rating. The traditional Web requires humans to parse this kind of information and construct 

multiple manual queries for complex tasks. The idea of the Semantic Web extends our current Web 

to give the data that lies behind our Web pages and other presentations of content unique 

identifiers and well defined machine readable meaning, such that both people or smart applications 

can access and work intelligently with such data i.e., at granular levels, in a more automated 

fashion, and across distributed sources. The essence of the Semantic Web is a machine readable 

web of data, and it has been variously conceived as a layer over text documents, a (Web-scale) 

database, or as a platform for agents [61]. 

 

Giving structure and meaning to data on the Semantic Web builds on the infrastructure of the 

traditional Web, and adds an additional set of technologies such as language specifications, data 

models, and query and inference mechanisms. The assemblage of Semantic Web components is 

often referred to as the Semantic Web Stack (Figure 2.8) which is a standards-based and language-

based view roughly based on the Open Systems Interconnection (OSI) abstract model whereby each 

layer provides services or functionality to the layer above it. We will use the stack as a guide and 

gradually move up the layers as a way to introduce the Semantic Web here. At the lowest level of 
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the stack, Unicode7 is employed to encode text, and Universal Resource Identifiers (URI)s 8 are 

used to name and refer to resources in keeping with the existing Web. On top of this, the 

Extensible Markup Language (XML) 9  provides an exchange format and language to encode 

structure and syntactic descriptions of objects. Building on this reference and exchange system, the 

next layers begin to address semantics, and these are discussed in more detail below.  

 

 
Figure 2.8 The Semantic Web Stack 

 

2.4.1.2 Resource Description Framework 

The Resource Description Framework (RDF)10 [62] is a graph based data model for describing 

resources on the Web. RDF uses URIs to refer to any resource which may identified on the Web - 

including reference to real world objects that cannot be retrieved over HTTP such as individual 

people, a grilled cheese sandwich, or abstract entities such as H.P Lovecraft’s fictional cosmic entity 

‘Cthulhu’ or the colour blue. Using URIs, RDF describes resources in terms of properties and 

property values which take the form of a subject-predicate-object expression, known as a triple. 

The triple forms the basic building block for RDF representations. For example, to state that 

Cthulhu has the email address cthulhu@rlyeh.net - ‘Cthulhu’ becomes the subject, ‘has email 

                                            
7 http://unicode.org/ 
8 http://www.w3.org/Addressing/ 
9 http://www.w3.org/XML/ 
10 http://www.w3.org/TR/rdf11-primer/ 
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address’ is the predicate, and ‘cthulhu@rlyeh.net’ is the object. We may wish to describe additional 

information such as Cthulhu resides at R’lyeh which is located in the Pacific Ocean, and using 

URIs for the subjects, predicates, and objects we can express the above data as a set of joined 

triples to form a directed labelled graph in RDF (Figure 2.9). 

 

 
Figure 2.9 An illustrative RDF example - graphical representation of statements connected in a graph. Icons 
have been added just to show more clearly which concepts each statement relates to. 

 

The RDF standard includes an elementary typing system that enables one to specify when an 

identifier is to be used as a predicate rather than a object or subject. Subjects and predicates in 

RDF are always URIs, while objects can be either URIs, string literals, or blank nodes (not 

discussed here). Provided objects are URIs, the object of one triple can become the subject of 

another triple - such as the residence ‘R’lyeh’ in the above example. Multiple facts about the same 

resource can be expressed simply by asserting additional triples, and in this way, everything we 

wish to state about a resource can be located at one node in a graph as either a subject or an 

object of various triples.  

 

RDF graphs are typically encoded and serialised in XML (although other more human readable 

syntaxes such as Turtle11 and JSON-LD12 are gaining popularity) and because they use (ideally 

HTTP dereferenceable) URIs and associated namespaces, they provide a flexible data model to 

encode descriptions of distributed resources on the Web in a machine-processable way. RDF is only 

                                            
11 http://www.w3.org/TR/turtle/ 
12 http://www.w3.org/TR/json-ld/ 
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a data model and specification however, and actually implementing the access, merging, and 

querying of data described in RDF requires further algorithms and technologies. 

2.4.1.3 Reading and writing RDF 

Data encoded in RDF is persisted to an RDF store which is often bundled with a parser and 

serialiser to enable the input and output of triples. In addition to storing and retrieving data, an 

RDF store also typically has the ability to merge information from multiple data sources. Because 

of the open and shared standards of RDF and XML, merging sets of triples from different data sets 

and across different stores (regardless of vendor or location) is relatively simple. Merged datasets 

include all the triples from the original datasets with any duplicates removed, and resources with 

the same URI are considered to be equivalent [63].  

2.4.1.4 Querying RDF with SPARQL 

Following any merging of RDF data, an RDF store can be accessed using the SPARQL (SPARQL 

Protocol and RDF Query Language) query language13. SPARQL provides a set of recommendations 

to enable the manipulation and querying of RDF graphs either on the Web (via an HTTP service) 

or in a local RDF store. The essence of a SPARQL query involves pattern matching against a 

specified RDF graph, the basic building block of which is a triple pattern. A triple pattern is just 

like a triple in RDF except that variables are allowed in place of resources at either of the subject, 

predicate, or object positions. Combining sets of triple patterns together in the same request allows 

for more complex queries in the form of a graph pattern, and in this way an RDF graph can be 

traversed and the subgraph of an RDF store containing terms that can substitute the query 

variables is returned. For example, if we consider an RDF graph that encoded movie data similar 

to our previous Spaceballs example, a query graph pattern containing the variables ?movies and 

?rating - 

 

?movies directedBy “Mel Brooks” 

?movies starRating ?rating 

 

could be used to find and return all matching graph patterns in the RDF data where any node had 

the predicate ‘directedBy’ and the object ‘Mel Brooks’, and the same node had also the property 

‘starRating’ and any value for the rating object.  

 
                                            
13 http://www.w3.org/TR/sparql11-query/ 
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SPARQL queries can include string matching, regular expressions, and a host of filters and logical 

operators to create arbitrarily complex information requests with high expressive power depending 

on the needs of the application [64]. The SPARQL specification in addition to query also allows for 

modification (insertion and deletion) of triples from a store, provides a protocol for conveying 

SPARQL commands via HTTP, and allows for additional RDF statements to be inferred from a 

graph using entailment relations based on RDFS, OWL, or RIF (see Section 2.4.1.9). 

2.4.1.5 RDF applications 

From the point of view of an application, an RDF store and SPARQL engine perform similar roles 

to stand-alone relational databases and query engines (e.g., SQL) in terms of providing access to 

information on which further analysis or presentation can be performed. The advantage of RDF 

and SPARQL is the ability to query a federated graph that contains data collected, converted, and 

merged from different sources on the Web. Federation strategies for RDF data can consist of 

merging all information from multiple sources into a single store first, or by conducting separate 

queries of each source using appropriate methods at the time of query. The type of federation used 

depends on the store and SPARQL engine used, and the requirements of the application - a variety 

of different approaches exist (see [64]). Importantly the combination of SPARQL and RDF stores 

enable the separation of data federation concerns from any operational concerns of an application 

[63]. A typical RDF application architecture is show below in Figure 2.10. 

 
Figure 2.10 Architecture for an RDF application. Adapted from [63]. 
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2.4.1.6 But where are the semantics? 

Federated data described in RDF and query-able via SPARQL allows us to represent, exchange, 

and interact with distributed data on the Web in a single, uniform way and provides the 

infrastructure for the ‘Web of data’. Merely encoding data as a graph however does not really 

specify the ‘meaning’ of such data. Making sense of the network, and knowing how to resolve any 

conflicts of meaning between different sources (e.g., does ‘director’ mean film director or funeral 

director?) requires a semantic model. We need additional layers on top of RDF that can further 

describe our data and provide consistency and constraints when merging or interpreting it. To 

provide the shared meaning and schemas enabling the interoperability of data between both 

machine and humans, we turn to the notions of ontologies 14 , controlled vocabularies, and the 

Semantic Web languages of RDFS, OWL, and RIF.  

2.4.1.7 Ontologies and controlled vocabularies 

Ontologies provide an explicit account of a shared understanding to help eliminate both conceptual 

and terminological confusion when engineering information systems [65]. Ontologies aim to identify, 

define, and name all the important concepts and relationships for a domain to enable the machine 

indexing, retrieval, reuse, sharing, integration, and reasoning over data. As such, ontologies and the 

vocabularies they provide constitute a major component of the Semantic Web.  

 

Sowa [66] gives a definition of an ontology as ‘a catalogue of the types of things that exist in a 

domain of interest D, from the perspective of person who uses language L for the purpose of talking 

about D’. Elements in the ontology represent predicates, word senses, or concept and relation types 

of the language L when used to discuss topics in the domain. Combining logic with an ontology 

provides a language that can express knowledge and relationships about entities in the domain [66, 

pp. 492]. That is to say, in constructing an ontology, we specify the important concepts and things 

we want to talk about in a domain, and we express it in a language that contains a set of 

primitives such as concepts (or classes), individuals, relation types, and properties and values. 

These conceptual elements of the ontology language can be related via logical axioms to express 

                                            
14 The term ontology has different meanings in philosophy and information science. In its philosophical sense, 
ontology is the branch of metaphysics that deals with identifying and questioning the nature of what kinds of 
things actually exist or can be ‘true’ given a particular metaphysical stance. In an information science sense, 
ontologies aim to formally represent knowledge as a set of concepts and their relationships within a domain, 
enabling the modelling and automated reasoning about such entities. We adopt the latter, information science 
definition of ontology here. 
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knowledge about the domain and constrain the meaning of the language terms. In this way, the 

logical model of an ontology approximates the set of intended world structures of a 

conceptualisation of the domain. 

 

As an example, consider a very simple ontology15 for the Web that deals with the domain of 80’s 

Hollywood movies - visualised in Figure 2.11 below. The graph shown captures knowledge such as 

Comedy Movies are a type of Movie, and Spaceballs is an instance of a Comedy Movie directed by 

Mel Brooks with a release date of 1987. The ontology also asserts that Mel Brooks is a Movie 

Director. The ontology in this trivial example contains class elements - Movie, Comedy Movie, and 

Movie Director, instance elements - Spaceballs, Mel Brooks, and the year ‘1987’, and the relations - 

isA, typeOf, directedBy, and releaseDate. The simple axioms used to express knowledge here 

include subsumption - the typeOf relationship that specifies generalisation/specialisation relations, 

e.g., all Comedy Movies are types of Movies, instantiation - maps a concrete individual to a general 

(abstract) category via isA relations, e.g., Spaceballs is a Comedy Movie, and assertion - which 

relates instances by means of a property, e.g., Spaceballs was directedBy Mel Brooks. This ontology 

allows us to specify some important concepts and relationships for the movie domain, but 

furthermore, ontologies typically specify constraints that impose restrictions on what can be stated. 

For example, we could restrict the range of the property directedBy to the class MovieDirectors. In 

this way, it becomes impossible in the ontology to state that a movie is directed by someone who is 

not a movie director. Although trivial in this example, axioms of domain and range restrictions are 

often critical for ensuring consistency of a representation and preventing us from creating 

nonsensical statements (they also play a role in inferencing - see below). 

 

                                            
15 Note - in this ontology we have combined both conceptual (class) and instance (individual) level statements, 
as this is often the case with web ontologies such as RDFS and OWL. More traditional ontologies in the 
domain of knowledge representation make a clear distinction between ontologies - which are restricted to class 
or conceptual level (T-box) axioms, and knowledge bases - which contain instance level (A-box) assertions. 
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Figure 2.11 A simple ontology. 

 

Ontologies can differ widely in the degree of formalisation, number and type of elements present in 

the language, and the degree and complexity of axiomisation, all depending on the complexity of 

the domain, the intended application for the ontology, and the underlying logical framework. The 

ontology spectrum illustrated by [67] outlines the various approaches that have been termed 

ontologies for the Web - from simple taxonomies that act as controlled vocabularies for information 

organisation or search support, through to highly structured entities with many logical relations for 

more powerful applications. A more detailed overview of the scientific and technical foundations of 

ontologies for the Semantic Web can be found in [68]. 

 

The value of expressing knowledge in an ontology for the Web lies in the ability to access implicit 

knowledge through inference, and to integrate with Semantic Web features such as URIs and RDF 

applications to permit annotation of resources with ontology terms and unambiguously determine 

their location how they should be interpreted.  

 

Ontologies with a formal representation and underlying logic allow for the possibility of reasoning 

over the axioms to deduce new axioms or facts. Using the example just given above, if we assert 

that Spaceballs was directed by Mel Brooks, the implicit conclusion that Mel Brooks is a Movie 

Director can be deduced based on the axioms in the ontology. Because such knowledge is located in 

the ontology classes and axioms, without having to explicitly state such, the fact that Mel Brooks 

is a Movie Director can be inferred based on the single assertion that he directed Spaceballs. This 

additional fact (although trivial in this example) is now available for other agents to (re)use, say 

for example in compiling a list of directors, without regard to (or even knowledge of) the movies 

they have directed.  



 

 34 

2.4.1.8 Creating Ontologies 

Creating an ontology is typically a demanding and labour-intensive task which requires access to 

domain experts. The growing interest and need for ontologies on the Web has seen the growth and 

development of a number of ontology engineering methodologies and tools to support the process 

(e.g., see [69], [70]), and typically an ontological engineering activity covers topics including 

philosophy, metaphysics, knowledge representation, process modelling, and domain knowledge [71].  

 

As summarised by [68], common to all ontology engineering methodologies are the steps of: 

requirements analysis and specification, whereby the scope, the intended use, and the desired level 

of specificity and expressivity for an ontology are established; modelling and conceptualisation, 

where through a communal process of reduction and abstraction, the relevant features of the 

domain and their relationships are agreed upon and described as a vocabulary and axioms; 

implementation, where the shared conceptualisation of the domain is explicitly formalised in terms 

of a concrete ontology language; and finally evaluation, where the ontology is evaluated for purpose 

or reuse against either philosophical or practical criteria.  

 

The costly nature of developing ontologies is manifest in both the socio-technical aspects of 

generating consensus on the meaning and importance of selected domain entities for a community, 

and in the multi-disciplinary nature and broad knowledge required for the conceptualisation and 

implementation. Revisiting our semiotic view (Figure 2.6), we can see that the process of ontology 

engineering is akin to the process of reduction, and the selection of phrases that will represent 

aspects of the world for a community of inquirers is in essence the choosing of sign vehicles. Given 

the labour involved, many ontologies aim to be maximally reused or combinable with other 

ontologies to extend their utility. One approach to securing this reusability is to take an 

epistemologically neutral stance - that is to artificially separate ontological16 from epistemological 

concerns. In doing so, it is hoped that the ontology can be used to represent any and all possible 

situations for a domain. Many efforts in ontology engineering thus result in static, epistemologically 

neutral artefacts without an explicit contextual constraint (they exist at the symbolic or 

computational level of Gooding’s model), despite the fact that their development is typically 

initiated with a specific application in mind [72]. The lack of explicit context for many ontologies 

on the Web can lead to the need for additional layers to ensure their correct reuse and application, 

a theme we pick up on later in discussion on pragmatics in Section 2.6. 
                                            
16 In the philosophical sense of the word. 
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2.4.1.9 Web ontology languages 

Returning to our Semantic Web Stack (Figure 2.8), RDF Schema (RDFS)17 and the Web Ontology 

Language (OWL)18 are two ontology languages that for the most part extend RDF to enable formal 

descriptions and inference rules to work over data (resources) stored in RDF graphs on the 

Semantic Web. RDFS uses additional basic RDF statements to define a simple ontology for a 

domain that includes the elements class, subclass, subproperty, domain, and range. OWL extends 

RDFS into a fully-fledged ontology language with many additional axioms (for example to define 

properties as inverse, functional, transitive, or symmetrical), and exists in a variety of variants that 

map to different subsets of logic depending on the expressiveness and decidability needed for an 

application. For example, OWL2EL provides polynomial time algorithms for the most common 

reasoning tasks of description logics and hence restricts the usage of RDF statements, while OWL 

Full is the most expressive, and enables one to define an ontology using any valid RDF statement - 

including contradictory statements, equating to full First Order Logic which hence may not be 

decidable.    

 

Web ontologies, whether they be simple, less formal, controlled vocabularies with few axioms, or 

formal, fully axiomized heavyweights have a diversity of applications on the Semantic Web, 

including: semantic search, to support information finding in a given context; information 

management, to support the structuring and categorisation of information sources; information 

integration, ensuring consistency and correct interoperation when merging or combining data from 

different sources; and browsing, with ontologies providing domain knowledge structures to aid 

navigation and faceted browsing [68].  

 

Briefly, an alternative and complement to ontologies, and at the same level in the Semantic Web 

stack, the Rule Interchange Format 19  is a specification for translating arbitrary logical rules 

between rule engines on the Web. We will not elaborate on rules here, but nonetheless, various rule 

engines and languages exist (see [73]) to enable one to specify declarative or procedural rules to 

process information and draw inferences on the Semantic Web. Using RIF the semantics or 

meaning of RDF data can be enforced by Semantic Web applications through additional specified 

axioms alongside, or outside of, any ontologies. 

                                            
17 http://www.w3.org/TR/rdf-schema/ 
18 http://www.w3.org/TR/2012/REC-owl2-overview-20121211/ 
19 http://www.w3.org/TR/rif-overview/ 
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2.4.1.10 Beyond semantics – the upper layers of the Semantic Web stack 

Finally, the upper layers of the Semantic Web stack concern notions of pursuing a unifying logic for 

the Web, dealing with security and encryption in open systems such as the Internet, the 

management of identity, provenance, and trust which are essential if critical enterprises are to be 

based on such technologies, and the application layers comprising user interaction, visualisation and 

the presentation of complex data. These are all large topics and active areas of research themselves 

and largely beyond the scope of this thesis and introductory section. The interested reader is 

directed to [74] for an excellent introduction and overview.  

 

In essence, the Semantic Web is about describing and making available our information on the 

Web in ways that are more granular, machine processable, and easier to integrate or query across 

distributed sites. Doing so requires standard data models (such as RDF), vocabularies and 

ontologies that can describe the data to enable shared understanding and consistent use across 

different agents, and protocols and inference engines that can federate and query the data for use in 

smart applications. Although biology has been an early adopter of semantic technologies in general, 

for laboratory science in particular the challenges to achieving the Semantic Web vision are 

significant due to the complexity of the domain data. Significant effort is still required just to get 

our data into appropriate formats, well enough described to be used by agents on the Semantic 

Web. Widespread and sophisticated applications that can then build on such data to help improve 

the communication, understanding, reproducibility, and maximal usability of our lab knowledge 

remain future prospects for now - although it is this vision that motivates the work in this thesis. 

 

Having introduced some conceptual and technical aspects of the Semantic Web here, we now 

venture forth into Semantic eScience for the laboratory and discuss the various ways in which 

laboratory knowledge and its representations are beginning to be structured in order to take 

advantage of this new Web.   

2.4.2 Semantic eScience and the laboratory 

Many disciplines have been early adopters of Semantic eScience approaches, for example - 

healthcare and life sciences [75], geosciences [76], chemistry [77], solar terrestrial physics [78], and 

ecology [79]. Implementations of eScience infrastructure and applications necessarily vary with the 

specifics of each domain and types of problem addressed. Here however, we limit our focus to the 

application of eScience and semantic approaches to the laboratory, and especially to that of bench 
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science for molecular biology. Rather than a data-centric or a cyber-infrastructure perspective, we 

adopt a domain-centric laboratory experiment perspective. Adoption of the Semantic Web in the 

life sciences pertaining to laboratory work is in its infancy, made challenging by the multi-

dimensional and heterogeneous nature of the information required. Below we discuss in more detail 

the implementations of various approaches and consider the achievements, challenges, and 

limitations to representing laboratory knowledge on the Web that each reveals. 

2.4.2.1 (Bio)Ontologies 

Sharing and making data available as RDF for life sciences brings new challenges, specifically, the 

need for semantics to interpret and integrate data of considerable complexity and dimensionality. 

Biomedical data is complex, and it cannot rely on a single domain of shared concepts as the basis 

of data integration; there is often no common stable coordinate system20  such as latitude and 

longitude that is used in spatial map-based data [80]. As such, and necessarily, a proliferation of 

ontologies exist to enable the annotation of data. Two main resources exist for navigating the 

multitude of emerging bio-ontologies. BioPortal [81] maintains an open repository of ontologies, 

provides search, visualisation, and alignment features, and also aims to foster community 

evaluation and participation in ontology evolution. Recognising the need to co-ordinate the 

proliferation of new bio-ontologies, the Open Biomedical Ontologies consortium (OBO) Foundry 

initiative [82] was established to provide prospective standardisation and maintain a core of 

interoperable (orthogonal) bio-ontologies.  

 

Using and creating bio-ontologies specifically to annotate laboratory procedures is difficult for a 

number of reasons: 

 

 1. Experimental descriptions are usually stored as natural language text (often still 

on paper), with little structure, standardised terminology, or authoring tools. 

 2. The complexity and granularity of a description can vary widely depending on the 

authors or the publication format.  

 3. Different communities use different terminologies to describe similar processes. 

 4. There is an enormous diversity in the materials, instruments, and processes used.  

 

                                            
20 Even genomic co-ordinates - a biological reference system used in molecular genetics analogous to latitude 
and longitude, are subject to relatively frequent and ongoing revision. 
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Despite this complexity, a number of attempts at creating ontologies for modelling biomedical 

experiments have been undertaken which aim to ease the search, comparison, reproduction, and 

analysis of annotated laboratory methods. The most widely adopted and comprehensive effort to 

date is the Ontology for Biomedical Investigations (OBI) [83] which is expressed in OWL and 

addresses the need for a cross-disciplinary, integrated ontology to describe all the common phases 

of experimental processes and the entities involved in preparing, executing, and interpreting these 

processes - including protocols, instrumentation, materials, data, and analysis. Although a number 

earlier efforts at creating ontologies for experiential processes exist [84], [85], we use OBI as our 

exemplar here. OBI is an accepted OBO Foundry ontology and as such can be extended in domain 

specific ways and allows external ontologies to be imported to describe additional domain specific 

entities. A fragment of OBI is shown below in Figure 2.12. 

 

 
Figure 2.12 Ontology for Biomedical Investigations (OBI) fragment. Phosphate Buffered Saline (PBS), a 
common laboratory reagent as represented in OBI. PBS is asserted to be a type of chemical solution that in 
turn is a type of material entity. 

 

Experimental processes in OBI are typically modelled as material entities such as cells, chemicals, 

or centrifuges which can bear roles such as specimen role or reagent role which are realised by some 

process such as an assay with inputs and outputs. Material entities can also possess functions such 

as a separation function or measurement function that is realised by the role of a material in a 

process. In this way, OBI aims to model experimental investigations for many different applications 

and domains. Selecting the right level of granularity to model an experiment is difficult however, 

and there are limitations to using ontologies for laboratory protocols. Fully formalised, ontologically 

specified descriptions of procedures can be very lengthy, and are very laborious and error prone to 
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build by hand. The lack of available tools to help a bench scientist author their procedures in a 

formal manner further hinders their widespread adoption. For example, consider a single statement 

from a methods description detailing a live imaging experiment on zebrafish larvae lifted from a 

typical biological journal article [86]. 

 

‘For all of our live imaging studies, larvae were mounted on their sides in 1.5% low 
melting agarose (Sigma), in a glass-bottomed dish, filled with 0.3% Danieau's solution 
containing 0.01 mg/ml Tricaine.’ 

 

This simple statement may be modelled one way in OBI by stating that the mounting process 

requires material inputs of agarose, larvae, a glass bottomed dish, Danieau’s solution, and Tricaine; 

the agarose and Tricaine are material entities that possess immobilisation functions which are 

realised during the mounting process; and that the glass dish possesses a container function. 

Depending on the level of granularity required, we may also want to specify that the larvae are 

mounted in a lateral position relative to the dish and the agarose has the quality ‘low melting 

point’, not to mention the various quantities specified as well, and additionally, all the statements 

are part of a live imaging assay that produces information about the material entity that is the 

evaluant - in this case the zebrafish larvae. We can see then how the semantics of laboratory 

descriptions are quite complex and doubly so when all the relationship semantics (e.g., transitive or 

symmetrical closures) and implicit knowledge (e.g., larvae are covered with agarose in the dish 

before adding the Danieau’s and Tricaine solutions) is considered. Even with the existence of 

ontologies such as OBI, moving from natural language to a formal and logically specified 

representation is difficult, especially when applied to a lengthy procedure or to the entire complex 

set of experiments described in a typical publication. Furthermore, still many gaps in the ontology 

remain. For a typical example of the complexity of annotating an experiment record using OBI and 

other ontologies see [87]. Currently the task of modelling any protocol in OBI or related ontologies 

remains a significant endeavour and requires specialist knowledge engineering expertise.  

 

Further compounding difficulties, alternate conceptions of the same laboratory procedure are 

possible by different modellers using the same ontology. For example, in the fragment above, it is 

also possible to view immobilisation as a sub-process of the mounting procedure which takes a 

substrate and target as material inputs rather than view immobilisation as a property or function 

of the material entities as we did initially. The availability of an ontology does not mean it will 

always be correctly or consistently applied, and this is a function of their compressed and symbolic 

nature as discussed previously (Section 2.1.4). Such modelling concerns are by no means unique to 
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laboratory knowledge, and the solution to such conundrums leads towards the notion of Web 

ontologies that are less concerned with formalising and encoding all knowledge for a domain, but 

rather try to model small simple semantic patterns with well understood use, and attempt to 

minimise the number of conceptual elements [88]. For wider adoption, laboratory practitioners will 

need better tools, and the ability to use such ontologies without the overhead of understanding all 

the complexities of formal logics and OWL. These notions are discussed further under pragmatics 

in Section 2.6. 

 

Apart from modelling complete laboratory procedures in detail, more general annotation 

approaches have been developed to representing protocols utilising specific domain ontologies and 

string matching techniques to mark up procedures with identifiable entities (see Section 2.4.2.3). 

Additional Web ontologies such as Friend Of A Friend (FOAF)21, Dublin Core22, and PROV23 can 

also provide vocabularies for specifying other experimental metadata such as authors, investigators, 

and provenance information - and these vocabularies will likely play a significant role in broader 

data integration efforts.   

 

The need to give unique identifiers and semantics to items such as data, material, procedures, and 

plans in protocol descriptions is important, not just for their retrieval and interpretation on the 

Semantic Web, but also at the level of human interpretation of a procedure. Ultimately these needs 

must be addressed by both social and technical approaches. As noted earlier, a recent study by [14] 

highlights the fact than even in natural language descriptions we often don’t provide enough 

information for unambiguous identification of materials and reagents used in a study, which has 

serious implications for the reproducibility of any experiment. Expressing knowledge using 

formalisms such as ontologies becomes even more difficult in cases where we don’t even express 

enough in natural language. The need to communicate more knowledge of our experimental 

procedures is a key theme of this thesis and is discussed further in Section 2.5.  

   

Moving on from the detailed modelling of laboratory knowledge to the issue of how we capture the 

primary record of laboratory activities in an eScience setting brings us to the centrally important 

laboratory notebooks, and we discuss these next.  

                                            
21 http://xmlns.com/foaf/spec/ 
22 http://dublincore.org/ 
23 http://www.w3.org/TR/prov-o/ 
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2.4.2.2 Electronic lab notebooks 

Many recent efforts are underway to replace traditional paper based lab notebooks with Electronic 

Lab Notebooks (ELNs). Lab notebooks are fundamental to all experimental research and contain 

the principal permanent recording of both mental and physical activities related to performing and 

observing an experiment. Ideally, lab notebooks are a primary source of information and should 

contain the most detailed procedural descriptions of all laboratory activities [89]. Information 

contained in lab notebooks serves multiple purposes: to preserve original data, observations, and 

interpretations that publications will be based on; to allow for the repetition and understanding of 

work carried out; for providing priority claims for patents and invention protection; and as a 

training record for the learning and development of methods and techniques [90]. Additionally, lab 

notebooks are central to and crucially mediate between the experimental nexus of hypothesis, 

methods, results (data), interpretations, and conclusions [91]. Thus, the evolution of lab notebooks 

to a native electronic form for eScience has the potential to prospectively assist the automatic 

structuring of the data they contain, and support the capture of provenance, the interlinking and 

aggregation of experimental resources and their descriptions, the provision of indexing and search 

functionality, and facilitate the publication and sharing of lab information at the primary source of 

capture.  

 

A large number of ELN implementations - especially for more commercial environments - are 

available (for a review see [92], [93]), and they vary considerably due to differing data types and 

information needs in different laboratory disciplines. Two approaches with arguably the most 

impact for eScience to date are the semantic Smart Tea project [94]-[97] for organic chemistry and 

LabTrove [98], a general purpose weblog (blog) based lab notebook.  

  

Smart Tea takes advantage of specific UK legislation that requires a full health and safety audit 

and plan to be undertaken before performing a chemistry experiment. Smart Tea leverages the full 

description of chemical materials and experimental plan that is required by law, and extends it to 

include an RDF representation. The result is an ELN implementation that utilises tablet PCs to 

record a fully semantically annotated record of what occurs in the chemistry lab, and makes such 

recordings and metadata available directly as an RDF graph. Smart Tea separates the 

experimental plan from its actual enactment and divides the experimental record into Materials or 

Processes using a lightweight ontology [94]. A unique URI is assigned to each procedural step or 

material input/output as a node in the RDF graph. Combined with the ability to enter additional 
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annotations in the laboratory notes, Smart Tea allows both plan and record to be captured, 

disseminated, or queried as a graph.  

 

Despite the obvious benefits and significant effort embodied in the Smart Tea project for chemistry, 

adoption of ELNs for academic research in biology has been far more challenging due to the 

heterogeneous and non-automated nature of much bench work, and the need to operate under more 

complex information environments. Capturing experimental activities in a structured form works 

well for highly controlled, industrialised processes where procedures tend to run along well defined 

grooves, but they fail when applied to small-scale and individual research, where an ‘experiment’ is 

far more dynamic and often not a clearly defined assembly before it is carried out [99]. Conceding 

this, LabTrove represents an alternative ELN approach in a blog format that is ‘Web native’ and 

far less prescriptive, but as such does not include any semantics. LabTrove adopts a one-item one-

post approach, with each post representing one research object such as a physical sample, a 

procedure, or a data set. Each post receives a permalink URI to allow for the unique identification 

and interlinking to other objects on the Web or within the ELN using standard hyperlinks, and 

additionally, each post can be annotated with customised metadata using key-value pairs. In this 

manner, experiments can be recorded and captured directly in a network-ready manner - albeit not 

semantically. The authors note however, the possibility of mapping local freeform metadata to 

external controlled vocabularies at a later date.  

 

From a data perspective, for ELNs to be successful they need to strike a balance between structure 

and freedom, and increasingly they will need to interact with a variety of external services such as 

data hosting for large files generated from instrument output, workflows and compute services, 

along with traditional published literature. Providing the right level of structure and annotation for 

ELNs is challenging - especially given that it is not possible to specify or reason in advance the 

‘ultimate story’ that becomes a published artefact - that is, what we will later construct out of the 

elements captured in the laboratory notebook [99]-[101]. Knowing what to annotate at capture, at 

what level of granularity, along with providing an effective user interface to do so remains 

challenging and ongoing work (for a recent proposal and manifest for chemistry ELN records see 

[102]). Importantly, any semantic annotation approach also depends on the availability and 

suitability of vocabularies and ontologies (as discussed above), which presents another challenge in 

itself. Given such complexity, it is unsurprising that paper notebooks are still very common in 

biology. Bound notebooks make few assumptions and retain high flexibility around the many 

different laboratory activities and equipment [103], and today still remain the principle format for 
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capture of laboratory procedures in biology laboratories, despite more than a decade of both 

commercial and community based ELN development. Nevertheless, ELNs attempt to add structure 

and semantics to laboratory information as early as possible in the cycle, to facilitate its 

downstream (re)use in multiple contexts.  

 

An alternative approach to the capture and annotation of experiments at source is to adopt a 

curation approach - that is to describe an experiment or investigation post-execution, and utilise 

more general purpose annotation tools. We discuss these in relation to experimental methods next.  

2.4.2.3 Curation and annotation 

An integrative analysis of experimental bioscience data from different sources is often required to 

tackle complex research questions. Indeed, for disciplines such as translational medicine, combining 

data and methods from different disciplines is the norm, yet progress is often hampered by data 

heterogeneity. For example, at the level of data alone, currently there are over 1300 molecular 

biology databases with little schema or ontology reuse between them [104], [105]. Opening up such 

data on the Web and making it available using standard terminologies and formats is a necessary 

prerequisite for their curation and assembly. A number of recent efforts and proposals have been 

aimed at enabling the sharing and annotation of experimental data and methods for more 

interoperable and query-able knowledge bases.   

 

The BioScholar project [106] developed a knowledge representation for experimental observations 

based on a ‘Knowledge Engineering from Experimental Design’ (KEfED) approach. As an effort 

towards curating observations from published experiments, the KEfED approach uses the 

experimental design and methods described in publications to create a model for a domain. 

Measurements and observations manually extracted from publications are placed in context of the 

modelled experimental variables to allow for the creation of a knowledge base, reasoning over the 

curated observations, and querying of the subsequently interpreted knowledge. KEfED uses the 

experimental design as a model to create data capture forms to record the context of experimental 

measurements, and in doing so provides a mechanism for annotating experimental design elements 

with ontology terms to promote the interoperability and meta-analysis of experiments. While the 

primary focus of BioScholar and KEfED is to create a biocuration interface and toolkit for 

reasoning over data or the experimental observations, and not the methods per se, the approach 
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does entail a generalisation and annotation of experimental methods as a primary and intuitive way 

to structure scientific data.  

 

Towards the goal of an open ‘data commoning’ culture, the ISA framework [107] and the 

BioSharing24 initiative [108] have recently emerged to support the curation and standardised formal 

representation of diverse bioscience investigations [109]. The ISA (Investigation-Study-Assay) 

framework offers mechanisms to annotate research studies and methods towards better integration 

and exchange of datasets on the Web. The ISA framework uses a spreadsheet-like ‘ISA-tab’ format 

to regularize the collection and management of experimental data and metadata, and it allows the 

use of ontologies to explicitly define aspects of a study via annotation of data cells. The BioSharing 

initiative complements the ISA framework through community driven standardisation of data 

formats, terminologies, and reporting guidelines for a wide range of life science experiments. 

BioSharing links standardised terminologies from the Open Biological and Biomedical Ontologies 

(OBO) Foundry [82] to databases and minimal reporting guidelines and checklists [110] in order to 

facilitate the use and uptake of standards from the stages of data generation through to publication 

and subsequent sharing and reuse. Although not targeted specifically at the description of 

laboratory methods, the biocuration approaches do allow the possibility of linking method 

documents and some descriptive aspects of lab procedures to public data sets along with other 

investigation metadata, and through these linkages it is possible to connect laboratory processes to 

a larger discourse of science.  

 

Alongside large scale or specialised curation efforts, RightField [111] and Ontomaton [112] are two 

general purpose spreadsheet-based annotators that enable laboratory scientists to mark up 

experimental data with ontology terms using simple drop-down lists. Such approaches enable 

researchers to easily publish semantically enriched data with minimal disruption to their normal 

workflows, as spreadsheets are ubiquitous data management tools in the life sciences. Although 

potentially useful for the generation of semantically annotated laboratory methods, the spreadsheet 

style tabular format is more suited to categorical and numerical data in list form, and is not ideal 

nor commonly used to record or describe laboratory procedures, which potentially limits the 

adoption of such tools as far as method descriptions are concerned.     

 

                                            
24 https://www.biosharing.org/ 
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Lastly, the US National Centre for Biomedical Ontology (NCBO) maintains an annotation tool 

available as a Web service [113] that utilises BioPortal Ontologies [81] combined with string-

matching techniques (mgrep) to identify ontology concepts in free-text. As a pluggable service, the 

NCBO annotator has the potential to address the semantic annotation of published laboratory 

protocol descriptions on a large scale provided the availability of suitable domain ontologies and 

cases where free-text is available and string-matching techniques are satisfactory. Although not 

commonly used by bench scientists when publishing or curating their descriptions, the tool has 

potential to link or semantically enrich the vast textual resources of published lab procedure 

descriptions on the Web. The NCBO annotator is also used by the BioTea project [114] as part of a 

general literature-centric approach to annotate and link knowledge in journal articles. We note 

however, that such an approach relies on the presence of sufficient detail in the original text – a 

situation we have shown is often not the case. 

2.4.2.4 Workflow management systems 

Workflow management systems (WfMS) are software systems that model and specify processes. 

WfMS take as input a formal description of processes and maintain the state of process executions 

by delegating activities amongst people and applications, with the aim of automating execution and 

easing the reengineering of developed processes [115]. Workflows and processes from different 

domains such as manufacturing, business, or science can be approached from various modelling 

perspectives which may be predominantly centred around control-flow, data-flow, resources, or 

operations. This in turn has led to a diversity of domain-specific workflow languages with different 

expressive power and semantics [116], [117].  

 

The process-oriented view that workflows adopt is a natural and intuitive way to envision scientific 

work, and the formalisation they provide is well suited for describing in silico experiments such as 

for bioinformatics e.g., see [118]-[121], and also prospectively for laboratory eScience settings 

involving integration, automation, and robotics. In such computational environments, workflows 

contribute greatly to the reproducibility and transfer of procedures (e.g., see [122]), but typically 

such tools do not permit the description of manual laboratory experimental procedures. 

Additionally, the heterogeneous nature of wet-lab biology experiments and the often ad-hoc and 

diverse variety of materials and non-automated methods employed amongst different research 

groups makes it difficult to apply any such formalised workflows to predominately ‘people-oriented 

procedures’. Despite some potential, the notion of formal workflows for laboratory work often 
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remains only partially realised, situated somewhere between a recognised need to structure and 

reduce the ambiguity of our natural language procedural descriptions, and a view of future 

laboratory work envisioned as integrated smart laboratories, whereby much of the human labour 

can be delegated to machines and automated instruments.  

 

Two early approaches specifically aimed at formalising wet-lab laboratory protocols are the 

Combining Workflows with Ontologies (COW) tool [123]-[125], and BioCoder [126], both notable 

not so much for their proven success (as we have reasoned above), but because of the recognition of 

the value such formalisms can bring to laboratory work.  

 

The COW tool aims to design formal protocols for laboratory experiments that can eliminate much 

of the ambiguity of natural language sentences and provide support for future automation. 

Ontologies such as EXACT [84] and others are used to specify the elements in the lab protocol, and 

workflows are used to describe and orchestrate the processes. The COW tool is instantiated inside a 

graphical workflow editor and uses the standard XML Process Description Language (XPDL)25 

formalism to encode the processes, all with the intention of allowing the bench scientist to author 

workflows without needing to write code. In practice however the authors note that authoring 

protocols still requires both domain scientists and computer scientists to ensure all parameters, 

dependencies, and constraints from both the lab and ontology domains are captured and defined. A 

further limiting step is the availability of other formalisations (i.e., ontologies) to describe all the 

relevant laboratory entities. COW attempts to keep the advantages of ontologies while adopting 

the expressiveness of workflows for flow control, and ultimately aims for the development of an 

integrated environment for the design, analysis, tracing, and simulation or execution of laboratory 

protocols. This notion of supporting the design of an experiment has been recognised for 

computational experiments [120] but is often neglected for the laboratory counterpart in most 

eScience tools. Nonetheless, support for the design of experiments is important and we discuss 

design aspects further in Sections 2.5.3 and 2.7. 

 

Similar to the COW tool, BioCoder [126] is an approach to formalise laboratory protocols that is 

driven by the need to reduce ambiguity and increase replicability of processes geared towards an 

automated laboratory. BioCoder adopts the C++ high level programming language as a formalism 

                                            
25 http://www.xpdl.org/ 
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to encode laboratory protocols 26  rather than the more verbose ontology or workflow-based 

approaches. Using BioCoder, scientists can express the precise series of steps taken in a lab 

procedure as C++ functions with the aim of supporting future automation. BioCoder also tries to 

support the human execution of the protocol via conversion of the code back to english-language 

descriptions using a restricted terminology, and by producing a graphic visualisation of the steps. 

The use of a well known programming language for standardising lab protocols offers some benefits 

over other formalisms including: modularity, (via procedures, classes, and packages); the ability to 

express optional steps (via conditional operators); and the ability to abstract and parameterise the 

program for different configurations to ease its reuse in different contexts with only small changes 

required. BioCoder is also much more compact than ontology descriptions of the same protocol, but 

also less granular in detail. Although successful with a preliminary evaluation on a small number of 

real protocols via an end-to-end replication of BioCoder mediated experiments enacted by different 

laboratory researchers, the authors note that there were still ambiguities encountered in formally 

modelling protocols. The authors remark on difficulties in drawing distinctions between instructions 

and commentary in the original protocols to be modelled, and the misuse of formally encoded terms 

by users - for example confusing the terms ‘ice cold’ vs. ‘on ice’. Thus, just as with utilising 

ontologies, the availability of a formalism doesn’t guarantee that it will be applied correctly, or that 

laboratory reproducibility will become a fait accompli.   

 

Unfortunately, at least for the time being, the notion of creating formal workflow systems for 

laboratory work, and the effort of authoring lab procedures using such formalisms results in energy 

exerted for little reward. The notion of integrated smart laboratories still remains science fiction for 

many biology experiments, and there is yet no simple nor widespread authoring environment or 

execution engine at the right level of abstraction that could process such descriptions in a manner 

compatible with current laboratory practices. The value of a workflow centric approach for now 

remains limited to those of their formalised characteristics which force us to question and remove 

ambiguity from our natural language descriptions, and provide a structured and co-ordinated set of 

actions that are machine tractable.  

 

                                            
26 http://research.microsoft.com/en-us/um/india/projects/biocoder/ 
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2.4.2.5 Repositories of laboratory protocol knowledge 

Natural language remains the predominant form of representation for laboratory procedures with 

the majority of protocol descriptions normally confined to terse descriptions in highly specialised 

journal articles. The methods description that accompanies a journal article serves mainly to 

communicate what was done and to provide enough information in order to adequately interpret 

the data presented in the article, but unfortunately, does not always allow easy replication of the 

experiment - many experimental design and technological choices are left unstated, and a large 

degree of background knowledge or expertise is assumed on behalf of the reader. Outside of domain 

specific journals, there are a number of different locations that researchers go to search and access 

detailed laboratory procedure knowledge on the Web.  

 

Methodology journals such as Nature Methods 27 , Nature Protocols 28 , and Wiley’s Current 

Protocols 29 provide peer reviewed laboratory protocols for bench researchers with the aim of 

granting technical information wider exposure conducive to interdisciplinary exchanges, and a 

familiar format to disseminate the knowledge-how required for understanding of lab procedures by a 

broader or potentially less expert audience. Although well trusted sources of information, the 

journal article container for these resources brings with it the same limitations now faced by all 

scientific journal publications in terms of dependency on natural language, lack of semantic 

support, static read-only information sources (such as .pdf files), and minimal tools to support 

rapid social interaction.  

 

Providing an alternate to textual representations, the Journal of Visualised Experiments30 (JoVE) 

[127] offers peer-reviewed video representations of lab procedures more sympathetic to human 

experience. JoVE represents additional dimensions of laboratory knowledge that have a strong 

three dimensional, temporal, or kinaesthetic aspect, and are created primarily for the purposes of 

human learning. JoVE attempts to fill a gap in representing and communicating the more tacit 

elements of laboratory procedures (Section 2.3.3), with videos presented by experts providing some 

background knowledge and technical discussion. JoVE focuses on specialised techniques for a 

human audience, and by design, does not provide generalisable descriptions or other conceptual 

computational representations or semantics.  

                                            
27 http://www.nature.com/nmeth/index.html 
28 http://www.nature.com/nprot/index.html 
29 http://www.currentprotocols.com/WileyCDA/ 
30 http://www.jove.com/ 
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Adding semantics to structured databases of laboratory protocols is a long term goal of the 

Molecular Methods Database (MolMeth) 31  which aims to provide a common schema and 

vocabulary to integrate published protocols with resources from the literature, biobanks, and 

commercial vendors. Although for now it remains a proposal and is not yet implemented, MolMeth 

plans to incorporate functionality to support easy publication of protocols by scientists, ontology 

support to enable users to compare and switch sections of protocols in silico, and a versioning 

system to allow referral and access to earlier protocols and later developments of the same protocol 

[128]. 

 

Recognising the social axis of laboratory experiments, Protocol Online 32 , OpenWetWare 33  and 

Nature’s counterpart to its protocol journal, Protocol Exchange34 provide open Web 2.0 approaches 

to disseminate and discuss laboratory protocols in a more rapid manner without formal peer review 

[129]. Protocol Online and Protocol Exchange act as database resources with discussion forums for 

scientists to pool their experimental know-how, and OpenWetWare does similarly but via a wiki 

format. Additional to the discourse surrounding such protocols which is essential for their full 

understanding and reuse (see Section 2.3.3), the wiki format of OpenWetWare naturally captures 

some provenance information, has limited support for versioning via page revision histories, and 

allows the dynamic content editing of a shared protocols. Web 2.0 approaches aim to help 

researchers more quickly troubleshoot and uncover experimental details that are often left out of 

journal article descriptions, and can act as a digital proxy to capture some of the social practice of 

conducting laboratory experiments. 

 

Although not technically protocol repositories, an additional source of laboratory procedures on the 

Web can be found in open lab notebooks 35 . Practitioners of open science recognise both the 

principled and practical value of describing experiments in detail, in real time, and making the 

record publically available. Such open lab notebooks allow for the discovery of laboratory methods 

as they are being enacted, and their description in situ provides for additional context to be 

accessed via the free text descriptions of the experimental aims and additional lab notes. 

 
                                            
31 http://www.molmeth.org/ 
32 http://www.protocol-online.org/ 
33 http://openwetware.org/wiki/Main_Page 
34 http://www.nature.com/protocolexchange/ 
35 e.g. http://opensourcemalaria.org/ 
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2.4.2.6 Integrative approaches 

Complementary to ELNs and curation efforts are large scale integrative platforms that aim to 

aggregate all relevant objects from a study into a pervasive social semantic environment. Such 

environments seek to enable the seamless interlinking and description of not just experimental 

methods but data, analysis and compute services, publications, and granular provenance 

information for each object, event, or transformation. Such initiatives are becoming common in 

more data intensive disciplines such as earth science - (e.g., the National Science Foundation’s 

Earth Cube36), and in bioscience, the most successful platform to date is the myExperiment virtual 

research environment for bioinformatics [10]. 

 

Although aimed primarily at bioinformatics rather than laboratory science specifically, 

myExperiment was conceived as a social (Web 2.0) website to foster the sharing of experimental 

methods and related expertise. Given the data-centric and data-intensive nature of much modern 

research, myExperiment deliberately emphasises the scientific workflows that produce and process 

such data, with the goal of assisting the curation, sharing, reuse, and reproducibility of these 

workflows. Central to myExperiment’s success is the notion of ‘packs’ that enable researchers to 

bundle collections of items such as the computational workflow, input and output data, metadata, 

logs, and PDFs of papers and slides. Importantly, the authors note that such packs are the method, 

as workflows need to be combined with information about their use in order to be practically 

transferred [130]. Packs and other elements within myExperiment are given URIs and various 

interfaces have been built over myExperiment including a SPARQL endpoint and a Linked Data 

compliant service, along with plugins for various workflow systems such as Taverna. The notion of 

extending myExperiment into the laboratory realm has been proposed by the 

MyExperimentalScience project [131], which aims to link the LabTrove ELN (as discussed above in 

Section 2.4.2.2) with the myExperiment platform, enabling a wider community to discover and 

reuse LabTrove templates and lab notebook packaged information. This is a promising idea but as 

yet it remains to be implemented.  

 

The workflow centric approach cultivated by myExperiment emphasises the idea that methods are 

often more primary than data as they have greater potential for reuse, and they often outlive the 

utility of any particular dataset they may produce. Most Semantic eScience approaches to date 

however, have focused on the description of data over methods. 
                                            
36 http://earthcube.org/ 
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2.4.3 Difficulties and limitations for representing laboratory knowledge 

While each representational form we have discussed in this section aims to fulfil a necessary 

function in disseminating laboratory knowledge on the Web, they also highlight the difficulties and 

limitations when encoding and communicating lab knowledge. 

 

Using (bio)ontologies presents challenges in terms of the complexity of modelling experimental 

protocols, including but not limited to: selecting the important features for a specific procedure to 

model, modelling at the appropriate level of detail, the lack of tools to support the authoring of 

lengthy formalised descriptions that domain scientists can use, and the labour intensive effort of 

generating suitable ontologies in the first instance. We note of course that many of these challenges 

relating to ontologies are not specific to the laboratory work. Electronic lab notebooks that attempt 

to structure laboratory knowledge prescriptively and early in the knowledge cycle reveal difficulties 

in striking the right balance between structure and freedom when recording descriptions 

dynamically at the bench. Any attempt to enforce a prescriptive model for biological experiments 

at the level of ontological detail that (say) OBI could provide would certainly leave one ‘lying with 

feverish mind in the nearest ditch’37. Approaches that attempt to specify up front all the potential 

details that we may later want are not well matched to the immediate and dynamic needs of 

scientist at the bench, nor could they easily scale to thousands of researchers operating in their own 

local laboratories, with potentially differing vocabulary needs and views on how to structure their 

notebook data. 

 

Post-processing annotation and mark-up of laboratory methods such as curation efforts currently 

have a focus primarily on experimental data rather than methods per se, as demonstrated by the 

spreadsheet format of many of the manual annotation tools. Machine assisted approaches such as 

the NCBO annotator are necessarily based on string matching techniques in order to annotate 

natural language descriptions with ontology terms, but these tools must deal with the 

heterogeneous nature of laboratory methods descriptions, and don’t capture the procedural aspects 

of laboratory work well. Workflows are designed to explicitly capture and describe the procedural 

                                            
37 As remarked by learning theorist Seymor Papert, when discussing how modes of formal descriptions and 
reasoning need to be matched to the tasks and activities at hand. Just because we can use a formal calculus to 
describe the act of juggling doesn’t mean that we necessarily should, or that such a description would be 
helpful for those attempting to understand and learn how to juggle [132]. 
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aspects of laboratory work, however they lack suitably mature tools for widespread adoption for lab 

bench work (same as for ontologies), and the ultimately human execution environment limits the 

full realisation of highly formal procedural descriptions.   

 

Protocol repositories typically retain the informal natural language format of laboratory procedures, 

but offer instead additional communication channels in the form of Web 2.0 technologies such as 

wikis and forums to act as a digital proxy for some of the social aspects of transferring laboratory 

practice. Alternatively, bibliometric analyses attempt to infer social practice through text analytics, 

similarity metrics, and co-occurrence of methodological descriptions in the literature, but in doing 

so, evaluations can be easily misguided due to the discarding or inaccessibility of the original 

contexts for each method.   

 

Finally, integrative approaches such myExperiment can act as a social platform as well as container 

or wrapper for a number of different laboratory knowledge representations. Although not yet well 

adopted beyond the bioinformatics community (largely due to the infancy of our approaches to 

describe lab methods in more structured ways), integrating the various laboratory knowledge 

resources in such a manner is a promising idea that remains to be implemented.  

 

Integrating or linking our existing and emerging laboratory knowledge representations on the Web 

is certainly an important and useful first task for laboratory (Semantic) eScience, especially as our 

tools and methods to structure our laboratory knowledge become more developed. Merely linking 

and describing our existing knowledge for laboratory science in more computable ways will not 

however, necessarily be able to answer all the questions a bench scientist may have, nor 

immediately increase the understanding of our record or improve a researchers ability to perform 

an experiment in the lab. Thinking more deeply about the capabilities of different representations 

of lab knowledge and their ability to support a researcher ‘in the mangle’ of an experiment requires 

us to define more clearly what kinds of activities we wish to support, and we turn to this next in 

our investigation.  

2.4.4 Six circumstances of laboratory eScience 

As noted, we are still in the beginning phases of the development of eScience tools specifically 

targeted at laboratory science for molecular biology. The various contemporary approaches 

attempted so far naturally differ in their degrees of formalisation, the presence or absence of 
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semantic technologies, and the specific problems they attempt to address. To highlight more clearly 

where there are gaps in our coverage, we adopt a view of the sensemaking activities that the 

various representations can support. Sensemaking is the process of searching for a representation 

and encoding data in that representation in order to answer task-specific questions. In sensemaking 

activities, we develop and choose different representations in order to reduce the cost of a given 

information processing task [133]. We choose here to categorise task-specific questions following the 

tradition of the 1st century rhetorician Hermagoras of Temnos and employ the six ‘circumstances’38 

or ‘Ws’ of who, what, when, where, why, and (w)how. In Figure 2.13 we illustrate how the different 

representations and approaches to describing and communicating laboratory knowledge align to the 

six ‘Ws’ of information gathering.    

 

 
Figure 2.13 An approximation of how different laboratory knowledge representations support different 
information processing and task-specific questions. We note that other groupings of the same information are 

                                            
38 Hermagoras original method of dividing a topic uses seven circumstances of who, what, when, where, why, 
in what way, and by what means. We combine ‘in what way’ and ‘by what means’ here under the 
pseudonymous ‘W’ question of (w)how. 
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possible, as the same content can be found in different representations - we intend here to be illustrative 
rather than definitive, simply for the purpose of discussion. 

 
Distinctive representations, even if they contain equivalent content, can differ in the effectiveness 

or cost of carrying out different operations. Approaches to representing lab knowledge that develop 

or utilise bio-ontologies provide good coverage for what and sometimes how task based questions. 

The use of ontologies to annotate or structure information typically assists in the search and 

retrieval of entities, concepts, or facts which may be either explicit or inferred, and traditionally 

ontologies assist in sensemaking activities that are mediated by machines and across distributed 

information resources. Additional ontologies in the form of vocabularies for provenance information 

and metadata may also help with who, where, and when information tasks relating to laboratory 

knowledge. Workflow-oriented representations primarily assist the automation and composition of 

how activities, along with when activities if we construe when to mean the temporal orchestration of 

actions in a procedure. Protocol repositories, with video or traditional document representations 

serve to answer how and what questions, and in some cases can assist with why sensemaking 

through Web 2.0 forums or thoughtfully authored, highly descriptive documents. And finally, lab 

notebooks and efforts towards large scale integration of science artefacts should ideally capture and 

represent all of the knowledge for any sensemaking activity - although their generality and 

structure may of course make them less suited or efficient for getting at more specific questions. A 

single unifying representation is unlikely to be able to perform optimally for arbitrarily detailed or 

specific questions - such is the cost-benefit tradeoff we make in developing our systems. An 

interoperable suite of different representations is likely the best situation for biology knowledge 

representation for the foreseeable future. 

 

As exhibited in the above characterisation, why questions are typically under-represented, and are 

the hardest to capture and provide good structured representations for - primarily because such 

information is often left implicit, as part of the shared background knowledge for a community. 

Why questions are typically covered under the guise of context, yet often neglected in favour of 

who, when, and where elements - in part due to the lack of obvious and well defined external 

reference systems that are more standard for things like people, time, and locations. Answering why 

questions is however paramount for reproducing and reusing laboratory experiments, and we single 

this out as a prime opportunity where we can fundamentally improve knowledge capture and add 

to our eScience representations. 

 



 

 55 

As we have discussed earlier in Section 2.3.3, it is not enough to simply describe an experiment, 

i.e., its components and steps (the what and how) which is what the majority of representations 

tend to focus on. We actually want to understand what led to its formation, how we might build a 

similar one, and understand the various components in their context of use. We often need to 

understand how a particular protocol is linked into the larger practice, and as an instance of just 

one possible solution to an experimental configuration, ask ‘How does this protocol resemble other 

protocols?’. A deeper linking of protocols at this more philosophical level can be beneficial and 

provide powerful ways to think, navigate, and discuss lab knowledge in new ways. Indeed, despite 

the benefits of the Semantic Web to laboratory science for data integration and computer-to-

computer communication, as noted by Frey [134], [135] there is still a problem at the basic level of 

understanding how material presented to researchers ‘on the screen’ is understood - especially when 

researchers may have differing backgrounds and experience. We have shown in this chapter that 

knowledge management of laboratory science requires effective communication between people, not 

just machines. Searching for representations that can capture and present more of the why of a 

particular component leads us to the notion of pragmatics, context, and an extended view of both 

laboratory procedure descriptions and the Semantic Web. The notion of design patterns after 

architect Christopher Alexander [20] presents one potential fit for the additional knowledge 

representations we seek, and we discuss these further in Section 2.7. First however, we need to 

unfold the ideas of pragmatics for both the laboratory and the Semantic Web, as these ultimately 

provide further grounding for the kinds of activities we seek to support, and the potential for design 

patterns to create additional and beneficial representations of laboratory knowledge.  

2.5 The Artful Management of Possible Methodological Horrors 

‘In theory, there is no difference between theory and practice. But in practice there is.’ 
Source unknown, often attributed to Yogi Berra 

 
As semiotics has laid plain for us, the process of science (or indeed any activity) inevitably contains 

an interpretive dimension. Our references, descriptions, and the enactment of laboratory procedures 

rely heavily on the interpretation of documents, and indeed much previous work on the sociology of 

science has studied the nature of laboratory work from such a document centric view e.g., [39]. The 

‘methodological horrors’ and ‘practical reasoning’ we touch upon here are borrowed from Woolgar’s 

ethnographic account of solid state physicists [136] and the terms refer to the various processes by 

which laboratory practitioners form connections as they move between representations as ‘surface 

documents’ (i.e., marks, signs, and theories), and the material ‘underlying reality’ (what the mark 
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shows, what motivated an action) in the course of laboratory measurement activities. As we have 

already alluded to, the form and descriptive extent of our documents and other representations is 

crucial in determining their epistemological adequacy for a given task, and for the ease by which we 

may make the required connections in the activities of ‘practical reasoning’. A deeper understating 

of the cognitive and practical concerns relating to how we act and reason ‘at the bench’ reveals a 

number of related or overlapping operations, and provides a strong case for the creation of 

additional descriptions and representations of laboratory knowledge that we develop in this thesis - 

ones that are more tuned to support the human reasoning tasks we describe.  

2.5.1 The activities and actuality of molecular biology 

For six months in 2000, the psychologist Jeff Shrager kept a diary to document his participant-

observer study of what it is like to become a molecular biologist 39 . Shrager’s self confessed 

‘rambling introspections’ are informative of the types of tasks and human reasoning activities that 

confront laboratory researchers every day. His privileged position as a participant rather than mere 

observer provides a perspective orthogonal to that of contemporary anthropological approaches 

that emphasise facts constructed seemingly only out of the manipulation of inscriptions [137]. 

Shrager’s account emphasises the practical reasoning that takes place in the lab about relevant 

objects such as DNA, proteins, equipment, and procedures that is not typically observed from the 

outside. The journey of learning and understating laboratory procedures that he documents shows 

how one frequently needs to consider the logic of operations in a way that emphasises function over 

form, and how the tuning or debugging of a laboratory procedure requires the mental cross-

indexing of which reagents or equipment can be used, what they do, which functions may be 

omitted, substituted, or combined, and what larger scale procedures they may participate in. 

Shrager’s diary exemplifies the material philosophy of experiment (Section 2.3.2) and corroborates 

the continual fitting of context and use of various objects based on functional requirements that one 

constantly needs to track.  

 

Function is often the all-important consideration in the design of any experimental set-up, and the 

logic as to why certain pieces of equipment are chosen, and why pieces are put together in a certain 

arrangement forms a valuable part of a laboratory education [51] (see also Sections 2.3.2 and 2.3.3). 

Typically however, our lab descriptions stay silent on these facts, and such knowledge is only 

gained by experience and transferred socially. Many researchers are forced to re-invent the wheel 

                                            
39 http://jeffshrager.org/diary/diary.html 
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when designing an experiment through a lack of documentation and sharing of this logic - as we 

have previously noted with Collin’s ‘tacit’ knowledge scenarios in attempting to replicate the 

construction of a TEA laser (Section 2.3.3). Shrager also tellingly notes in his diary, that there 

should be a collection of ‘what the manual doesn’t tell you - tricks of the molecular biology trade’ 

book!  

 

The social situatedness of laboratory experiments places many hidden assumptions behind the 

descriptions of lab protocols which are not obvious to a newcomer (whether they be a student or an 

experienced researcher attempting a new technique), and the visibility or invisibility of different 

assumptions can determine how difficult it is to enact a specific task. Kathy Barker’s invaluable 

primer to lab research ‘At the Bench’ [138] alludes to such problems, and notes when an 

experiment doesn’t work it is often ‘difficult to distinguish between an experiment that had yet to 

work, and an experiment that will never work’. Barker cautions us that merely having attained a 

laboratory protocol is not enough, one still needs to understand the details and theories of the 

experiment to avoid errors and mistakes. Before beginning a procedure for a specific purpose, she 

recommends that researchers search the literature to discover: what techniques are generally used 

by others, what are the expected results, and what reagents are most likely to work, along with a 

myriad of other details - an approach we suggest is kind of literary equivalent to becoming 

‘socialised’ to a particular laboratory procedure. Such an approach is obviously prudent, and a 

normal part of laboratory research, however it is hampered by the fact we must make such 

laborious searches of the literature manually, and our descriptions and representations of laboratory 

knowledge are not currently explicitly linked with these concerns in mind. That is to say, the 

epistemological adequacy of our record is not optimally designed [139]. Apart from lacking some of 

the knowledge a laboratory scientist might need, where it does contain relevant knowledge, its 

structure and representation (i.e., predominately as dispersed and poorly connected journal articles) 

does not easily permit the kinds of activities that closely correspond to the ways in which we 

actually think about the knowledge. This is the failing in our current representations that 

contributes to the reproducibility concerns outlined in Chapter 1. 

2.5.2 Death by ‘as previously described’ 

A typical scenario facing a laboratory researcher is the need to manually traverse a reference tree 

starting from a given journal article in order to retrieve a method that is described in enough detail 

that it can be repeated or adapted. For example, commonly used methods are often abbreviated 
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and reported ‘as previously described’ followed by a reference to an earlier publication. Often this 

cited paper which is the presumed container of a more detailed method also cites another paper for 

some or all of the procedures concerned, and those papers in turn cite yet even earlier papers via a 

chain of ‘as previously described’ clauses. The result is a method or protocol that must be pieced 

together manually from multiple publications spanning many years and different laboratories - with 

untold modifications and omissions that are impossible to know or track. We don’t need to labour 

the point that this obviously has negative consequences for experimental reproducibility and reuse. 

Figure 2.14 shows a typical citation trail starting from a randomly selected journal article. Other 

such examples of this scenario are given by [14], [126]. Through this chain it is impossible to track 

what was the actual or detailed method used at any given point, and how each lab may have 

implemented it slightly differently. Knowing how, when, and where lab procedures are modified in 

order to adapt to local environments can provide valuable insight for the understanding and 

execution of laboratory procedures, but currently these kinds of detail are difficult to capture or 

discover via the literature, highlighting additional gaps which our eScience tools could do more to 

bridge.  
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Figure 2.14 Attempting to trace a detailed method for the preparation of endoplasmic reticulum (ER) starting 
from an arbitrarily selected journal article. Although brief methods descriptions do accompany some of the 
papers, the context for citing additional papers that contain further detail is unclear. In the course of 
traversing the citation links, we have moved from a mouse embryo experiment, to a cell-culture experiment, to 
rabbit muscle experiment. For each situation it is unclear which steps are critical and which are free to change 
dependent on the local setting. Additionally, we do not know the rationale for any specific changes that may 
have been made along the way. This missing detail is often required for experimental reproducibility or full 
understanding of a procedure. 

2.5.3 Reasoning activities 

Our brief account of the situations that laboratory researchers often encounter in the ‘artful 

management of possible methodological horrors’ reveals a number of related human reasoning 

activities that we can employ to evaluate the reasoning capabilities of existing representations and 

compare the abilities of each to sanction such reasoning. The reasoning activities remarked upon in 

our discussion above include the need to:  

 

1. Track function, context, and use of material objects described across lab 

protocols, and find examples of known configurations. 
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2. Search for descriptions of experimental design rationale or the ‘logic’ behind a 

specific material configuration. 

3. Track or uncover relevant modifications to laboratory procedures across 

different research groups based on deeper functional or structural criteria. 

4. Understand how any change in context might affect any knowledge that is 

recorded (such as the shift in species shown in Figure 2.14 above).   

    

It is clear then that more background knowledge surrounding our experiments needs to be 

captured, and we need additional tools to represent this knowledge in a form that can best support 

the kinds of reasoning we frequently undertake. The next stage in our investigation is then to 

address the twin challenges of: (1) finding a suitable methodology to facilitate the capture of this 

additional knowledge, and (2) selecting a suitable representation technology to contain this 

knowledge. 

2.5.4 Formal approaches to the rescue? 

Formalisation of laboratory procedures via workflows, ontologies, or domain specific languages is 

often heralded as the way to increase the reproducibility and interpretation of experiments e.g., 

[84], [85], [124], [126]. But drawing on the practical reasoning discussed here, and in light of the 

philosophy of experiment outlined earlier, we can see that the creation of such formalisms amount 

to additional symbolic extensions of our knowledge only (and necessarily) along specific and narrow 

axes, e.g., typically for future automation and execution of processes by robots or for the machine 

indexing and inferencing over published data in a deductive manner. Formalisation is certainly a 

necessary requirement in order to build more granular and machine assisted queries over laboratory 

knowledge, but current approaches pay little attention to the more complex cognitive, material, 

and social aspects that are also essential for understanding and reproducing an experiment.  

 

Additional to merely formalising our laboratory descriptions, if we aim to support more practical 

reasoning and improve the communication of laboratory science, we actually need to say more 

about our procedures and provide a mechanism to link and navigate between our representations in 

more beneficial ways, not just encode our current knowledge differently for machine understanding. 

The BioCoder project whose design allows the formal workflow representations of laboratory 

procedures to be expanded back into natural language demonstrates such a need. Students 

following the encoded procedures had no trouble understanding what the steps said per se, but still 
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had questions as to how to operate the equipment, understanding the rationale for using specific 

reagents, and checking what results were expected [126]. Thus, understanding the context and 

rationale for a laboratory experiment appears to be a common stumbling block for the successful 

execution or evaluation of an experiment, and one we are not adequately capturing. 

2.5.5 On the suitability of current laboratory knowledge representations 

Ontologies and workflows are the main computational representations of laboratory knowledge that 

extend our natural language descriptions, and they primarily represent properties and relations of 

domain objects or processes respectively. We argue however, for the utility of an additional, 

intermediate approach that is more ‘in the mangle’ of laboratory experiments and that can hold 

more of the contextual knowledge we require.  

 

Existing (bio)ontologies can help provide unambiguous identification of (often material) objects and 

their properties across laboratory protocols, and to some extent can model their specific functions 

given a suitable vocabulary (see Section 2.4.2.1). However, the largely context free nature of 

ontologies (as they aim to generally model any laboratory investigation), and their close connection 

to description logics (e.g., OWL) to guarantee computational decidability create some barriers for 

their use to support ‘practical reasoning’. Ontologies alone do not give us any insight as to what 

domain objects are important, which ones we should actually reason about, nor how we should 

specifically model a given experimental procedure using such a formalism. We often require a more 

pragmatic and situated view of laboratory objects and actions yet currently there are no standard 

practices or guidelines to aid us, nor are there any named or common roles or contexts we can map 

our objects to, in order to reason about them in this manner. The complexity of highly axiomised 

ontologies and formal, logically specified experimental descriptions are also poor choices as media 

for human expression, an important factor in the design of any knowledge representation [140]. 

Attempting to (re)state common functional or structural features of a protocol in terms of 

description logics is unnatural for most bench scientists, and further complicated when analogical, 

vague, or deeply abstract notions are involved.  

 

Workflows on the other hand, capture and specify formalised procedures, and they can assist 

greatly with the tracking and modification of experimental protocols. Again however, workflows do 

not capture contextual elements, design reasoning, or abstract notions (although we note some 

authors have recently acknowledged the need for these elements in bioinformatics workflows [60], 
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[141]). The procedural focus of workflows models actions and transformations but is less suited to 

capturing rationale and context. Ultimately of course, we still face the trouble that lab experiments 

are interpreted and enacted by humans, and so the value of highly formalised workflow 

representations remains restricted for now. 

 

The current state of workflows and (bio)ontologies for the laboratory are not altogether matched to 

the immediate practical reasoning needs ‘at the bench’ that we have identified. Their compressed, 

symbolic forms necessarily discard some of the contextual information that we now seek to restore 

or make explicit (see Sections 2.1.4 and 2.4.1.8). Capturing additional knowledge around the 

contextual elements of laboratory configurations thus may be ideally represented in an intermediate 

and separate form that is structured enough in order to be computationally tractable and usefully 

integrated with ontology or workflow based representations, yet remain simple enough to be easily 

understood and adopted in the ‘mangle’ of laboratory practice. We require a framework that is 

cognitive, social, and human readable, yet also sufficiently formal to help mediate between our 

existing and future laboratory knowledge descriptions.    

2.5.6 Some barriers to capturing more of our laboratory processes 

This section (2.5) has highlighted both the need to express more knowledge of our laboratory 

procedures and the need to match this knowledge to a suitable representation. There are some 

barriers to achieving this goal however, which touch on all three axes of an experiment (Section 

2.3) - literature, material, and social, summarised below:   

 

 v Cognitive awareness. Often we are unaware ourselves of the rationale or details 

of how we do things. Because we rely precisely on experience and a wealth of 

accumulated background knowledge when performing tasks, we can often only 

access or explain our detailed reasoning through reflection and considerable effort. 

  

v There is a lack of adequate tools to relieve the burden of capturing, describing, 

or annotating often lengthy or complex processes in a structured manner, which 

leads to their inadequate representation. 

  

v The cost of adding and maintaining detailed or explicit (meta)data about 

experimental procedures is often perceived as too high relative to any potential 
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benefit, especially where researchers already assume a common level of background 

knowledge (as demonstrated by the challenges of providing a common structure for 

electronic notebooks).  

  

v Often knowledge surrounding laboratory know-how is closely guarded by a 

research group and considered intellectual property in order to maintain a 

competitive advantage in the world of contestable science funding.  

  

v The rationale for both the secrecy and perceived cost/benefit factors may be 

attributable to prevailing credit and reward cycles within academia, which do little 

to acknowledge openness or value ‘bookkeeping’ activities. 

   

Within the scope of this thesis we can do little to address the systemic nature of the last three 

barriers, however, the first two barriers can be addressed. This thesis focuses on providing tools to 

simplify representation and annotation of complex laboratory processes, and on creating a 

framework to capture more of our cognitive processes and background knowledge in order to attach 

them to our laboratory descriptions. We ultimately aim to distil these twin aims into a 

representation that is machine processable and can be built upon to assist the management and 

access to laboratory knowledge across our scientific record on the Web in accord with the human 

reasoning tasks we illuminate. A recurring theme in our investigations so far has been that of 

context. Adding contextual elements back to information on the Web leads us to the notion of the 

Pragmatic Web, and in order to proceed, we next need to introduce the essential ideas of the 

Pragmatic Web and show how they align to the aims of this thesis. 

2.6 A Pragmatic Web 

‘You keep using that word. I do not think it means what you think it means.’ 
Inigo Montoya The Princess Bride 

 
‘Words don’t mean, people do.’ 

Anon. 
 

‘Semantics’ and the use of semantic technology for eScience (and on the Web in general) usually 

reduces to adding annotations to semi-structured information such that machines can ‘understand’ 

or parse and use such information [142]. Such semantics are formal in the sense that they are 
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constituted by an artificial set of strings of symbols governed by specific rules (a syntax and 

grammar), and they have their theoretical basis in model-theoretic [143] and referential semantics - 

whereby the propositions of expressions are mapped to logic and can be computed as truth values, 

and terms are mapped to individuals from a given world. ‘Meaning’, in this sense is construed by 

evaluating which ‘sentences’ in the language are true, and by what they denote or reference in the 

world (Section 2.4.1.7). This is proper semantics in a Peircian sense of critical logic (the relations of 

signs to things in the world they stand for), but it is not a sufficient account of ‘meaning’ for a 

broader science. Understanding what data on the Web really represents or ‘means’ is essential for 

science, and requires us to take into account how information is actually used by people and 

agents, and what effect it has on those that interpret it. As we have shown, the existence of an 

ontology does not guarantee that different people will use it in consistent ways (see Section 2.4.2.1). 

Recognising that shared meanings between machines via ontologies and logic is not always enough 

has lead to the conception of alternative ways to specify and evolve meaning on the Web e.g., 

[144]-[146]. One such notion is the Pragmatic Web - the need to model context and extend the 

Semantic Web to enable dynamic use and construction of meaning for diverse communities of 

practice [146]-[149]. These same pragmatic notions that govern the use of information on the Web 

are reflected in our laboratory information needs, in the form of capturing the use of objects and 

materials to satisfy goal directed actions in an experiment. Harmonising these two views is 

beneficial and can lead to the design of additional knowledge representations that satisfy both the 

needs of laboratory scientists and the need for additional contextual elements over the Semantic 

Web.  

 

The Pragmatic Web takes its name from both the linguistic and philosophic traditions of 

pragmatics40. In linguistics, pragmatics refers to the study of how context contributes to meaning in 

formal and natural language use. In philosophy, pragmatics concerns the branch of semiotics that 

relates signs to their interpreters and studies the conditions under which signs are used by 

interpreters for particular situations, and the manner in which signs become signs. We adopt here 

in this section the term ‘pragmatics’ in its broader semiotic sense, and following a brief account 

that builds on our discussion of semiotics in order to increase the analytic power of our model, we 

                                            
40 Following from Morris [35] - pragmatics here receives a special semiotic definition - that of the relation of 
sign vehicles and their interpreters, and is not to be confused with Pragmatism (with a capital P) - the 
philosophical tradition which maintains that all thought is an instrument for action, and that philosophical 
topics are best conceived in terms of their practical uses. Although, it is possible of course, to view pragmatics 
as an abstraction and application of Pragmatism to aspects of semiotics and linguistics. 
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then revisit the Web and laboratory eScience approaches from a pragmatic view. Such a view 

clearly highlights the need for specifying additional contexts in support of experimental 

understanding, reuse, and reproducibility.  

2.6.1 Syntax, semantics, and pragmatics 

The idea that meaning can be fully captured by any technology is usually a mistaken one [21]. To 

recall, viewed semiotically, meaning is not an object or existence that can be located somewhere 

but rather it is a process whereby object, sign vehicle, and interpretant come into being 

simultaneously (Section 2.1.1). Thus, rather than define any static theory of meaning, semiotics 

gives us a way to clarify it by considering the three dimensions of semiotics. It is useful therefore to 

think not in terms of meaning per se but in terms of sign analysis and the determination of the 

syntactic, semantic, and pragmatic dimensions for a specific semiotic process [35]. 

 

Peirce’s semiotics was divided into the trivium of grammar, critical logic, and universal rhetoric 

(Section 2.1.3). Such divisions under Charles Morris’s nomenclature were later designated the 

syntactial, semantical, and pragmatical dimensions of semiotics, and they concern the dyadic 

relationships between signs and other signs, the relations of signs to the objects to which they 

apply, and of signs to interpreters respectively (Figure 2.15).  
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Figure 2.15 Morris’s three dimensions of semiotics - syntactics, semantics, and pragmatics. Adapted from Nöth 
[150]. These categories can be considered equivalent to Peirce’s grammar, critical logic, universal rhetoric 
respectively. Note - designatum refers to the classes of objects a sign denotes, denotatum refers to the actual 
instances of objects that a sign denotes. 

2.6.2 Semiotic dimensions of laboratory knowledge on the Web 

Using the semiotic framework above, we can analyse the layers of meaning for laboratory eScience 

on the Web to highlight the need for pragmatic approaches, and show how the ideas of the 

Pragmatic Web align with the needs identified in the previous section for representing more of our 

laboratory knowledge. Figure 2.16 below shows some of the semiotic dimensions of our laboratory 

knowledge on the Web. The syntactic dimension is concerned with structure and format, and 

determines the formal signs and their formation and transformation rules as they relate to other 

signs, abstracted from any relations to objects in the world or various interpreters. For example, 
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XML, HTML, or RDF provide syntaxes that govern the structure and format of text in a 

document or statements in a graph, but say nothing of what their content should stand for, or how 

they may be variously used. The semantic dimension builds on the syntactic, and relates sign 

vehicles to the objects they designate. The semantics determines what a sign stands for, and the 

rules under which it can and does denote something. For example, if we consider the OBI ontology 

fragment shown previously in Figure 2.12, the semantics relates the real world object phosphate 

buffered saline (PBS) to the ontology term (sign vehicle) 

http://purl.obolibrary.org/obo/OBI_0100046 and specifies a rule that things in the world denoted 

by http://purl.obolibrary.org/obo/OBI_0100046 are also types of material, chemical reagents. 

Semantics may be formal or informal, and given different semantic rules, two persons may share an 

identical syntactic structure but be unable to understand each other [35, pp. 35]. Pragmatics in 

turn presupposes syntax and semantics and refers to who is the interpreter of a sign, and under 

what context or circumstances is the sign being used, and what we expect the case to be when such 

signs are used. Pragmatic rules concern the conditions in the interpreter under which the sign 

vehicle counts as a sign, and the transitions and combinations for the use of such signs [35, pp. 48]. 

If we again consider our PBS example above, the semantics is given by OBI, but the use of the sign 

http://purl.obolibrary.org/obo/OBI_0100046 by one interpreter or community may be restricted 

to mean a non-toxic isotonic buffer for cell culture, and by another interpreter to mean a wash 

solution for an in vitro biochemical protein detection assay. Thus despite a formally given 

semantics, the actual meaning of a sign can vary in use and in relation to different interpreters and 

their operating assumptions. For the Web, pragmatics exists at the level of applications, user 

interfaces, and the social use of information and (ontological) concepts by different communities of 

inquiry. The notion of the Pragmatic Web however is largely still an idea and not yet a reality - 

having identified the need, we are only just beginning to shape theories and tools for identifying 

and representing pragmatic contexts.  
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Figure 2.16 Semiotic dimensions of laboratory knowledge on the Web. Note that each dimension is interrelated 
and mutually irreducible, and meaning as a process is constructed in the interrelations as a whole. Any 
language or semiotic system can vary in the degrees of richness and complexity along the three dimensions, 
and while we have good tools for the syntactical and semantic dimensions of laboratory knowledge on the 
Web, capturing pragmatic contexts remains an open research question. The pragmatic dimension here is 
depicted as different groups who may use existing signs in different ways, depending on their purpose or other 
contextual factors. 

2.6.3 Pragmatic eScience? 

In an eScience setting, pragmatics ultimately considers human agents, and the encoding or 

capturing of inferences and methods used within a scientific reasoning process, including actions 

related to intentions and communications of belief [151]. As we have shown, ontologies typically 

contain relatively generic knowledge, and in order to select the right parts or model things 

consistently on the Web, the contextual understanding of situations needs to be communicated and 

taken into account. Similarly for the multifaceted nature of experiments, a theoretical description 

can have multiple different material instantiations across laboratories and we often seek to 

understand the use of entities in their different contexts. Effectively managing these conundrums, 
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as we must do in pursuit of our aims, is at heart a pragmatic issue, and not one that can be easily 

solved merely by adding more semantics. 

 

Thus, our conception of pragmatics directly concerns both the informational needs of laboratory 

researchers - as we uncovered in Section 2.5, and in a general sense has been proposed as a research 

topic to enhance content on the Semantic Web by further contextualising the effects and uses of 

our more formalised (ontological) knowledge [146]-[149], [152]-[154]. Brodaric [152] characterises 

Web semantics as being intensional and ahistorical, and able to model potential use or typical 

attributes, while a corresponding pragmatics is extensional, and models actual situations or results 

and the direct, situated use of concepts. While we have a good understanding and mature tools for 

syntax and semantics on the Web, arriving at a formalised or even standardised form to capture 

pragmatic contexts is more difficult and an area that has been little explored. Pragmatic contexts 

can be far more numerous and complex than their underlying semantic elements, and may include 

elements such as purpose or intent, cultural norms, values etc. On the complexity of contexts, de 

Moore notes that the number of elements we need to analyse decreases as we move from the 

syntactic Web to the Semantic Web, then increases again as we move from the Semantic to the 

Pragmatic Web [149]. There can be many thousands of syntactic information sources, fewer 

ontologies defining these resources, and an infinite number of pragmatic contexts. This scenario 

becomes evident if we view it alongside our semiotic conception of Gooding’s model of reduction, 

compression/computation, and expansion (Figure 2.5). Pragmatic contexts define states in the 

initial and expansion phases and thus exist at a level of much richer social, sensory, and other 

background knowledge.  

 

Exploring ways to efficiently capture, structure, and represent such pragmatic contexts for 

laboratory knowledge on the Web has provided further definition to the aims and goals of the 

research in this thesis, and we thus frame part of the challenges we face as also partly addressing 

the development of tools that can contribute to the notion of Web pragmatics 

 

In our exploration so far, we have established a philosophical frame and lens to approach our 

investigation, identified the practical needs and situatedness of laboratory work that is required 

understanding in order to commence appropriate tool development, and analysed and highlighted 

current approaches and limitations for representation of laboratory knowledge. Our final step in 

this (admittedly long, but necessary) journey is to introduce design patterns, and examine how 

they are well placed to fill our laboratory knowledge representation needs. 
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2.7 Design Patterns 

‘An inner process stands in need of outward criteria’ 
Wittgenstein, Philosophical Investigations 

 

As we have shown, there are multiple dimensions of knowledge weaved into the description or 

performance of a laboratory procedure. The intricacies of this knowledge however can later become 

burdens for its effective communication, troubleshooting, reuse, repurposing, or understanding. 

Furthermore, in order to match the growing complexity of problems and questions in the biological 

sciences, there is a growing body of specialist information, technologies, and expertise. All this 

complexity becomes even more difficult to handle as it widespread, diffuse, and unorganised. Design 

patterns or pattern languages as first described by architect Christopher Alexander [155] can offer 

one solution to help us tackle some of the complexity of such systems. Design patterns capture the 

recurring and essential features of a phenomenon (both processes and entities) in a manner that can 

serve as a language for communicating our expert knowledge about it within a context. Design 

patterns can help provide both the additional information and structured representation that we 

desire to help transfer and interact with laboratory knowledge via the Web. 

2.7.1 The origin of design patterns 

First introduced in the domain of architecture and urban design, pattern languages were developed 

as a way of encapsulating expert knowledge in the form of structured descriptions of invariant 

solutions to recurring problems, to enable the generalisation and communication of design 

knowledge [20], [155]. Patterns were developed in part to address what Alexander saw as a failure 

of modern architectural methods to create well designed forms that improve the human condition. 

Alexander sought to restore the intuitive and ‘timeless’ way of building that had been lost when 

the knowledge required moved well beyond that of a single individual, and to overcome how the 

specialised and industrial (mass produced) modular components that designers were working with 

had severed the mutual understanding between builders, designers, and users. Design patterns were 

conceived as a kind of representation and shared language to uncover the invariants in examples of 

a good design, and offer a frame for analysis that shows all possible construction processes as a 

version of one deeper process for a given context [20, pp. 12].  

 

The notion of a patterns grew from Alexander’s earlier work on design inspired by biologist D’Arcy 

Thompson [156], where he sought to understand how specific forms or configurations as solutions to 
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a problem are shaped by external forces in the environment [157]. Once these important forces and 

interactions are understood, one can then generalise over specific forms and environments to create 

abstracted reusable solutions for similar cases. In his original works, Alexander defines patterns 

rather informally and multiple times, and variously describes them as  

 

‘…a three part rule, which expresses a relation between a certain context, a problem, and a 
solution’ [20, pp. 247] 
 

and  

 

‘each solution is stated in a way that gives it the essential fields of relationships needed to solve the 
problem, but in a very general and abstract way - so that you can solve the problem for yourself, in 
your own way, by adapting it to your preferences, and the local conditions at the place where you 
are making it.’ [155, pp. xiii].  
 

Additionally, Alexander states  

 

‘As an element in the world, each pattern is a relationship between a certain context, a certain 
system of forces which occurs repeatedly in that context, and a certain spatial configuration which 
allows these forces to resolve themselves. As an element of language, a pattern is an instruction, 
which shows how this spatial configuration can be used, over and over again, to resolve the given 
system of forces, wherever the context makes it relevant. The pattern is, at the same time a thing, 
which happens in the world, and the rule which tells us how to create that thing, and when we must 
create it.’ [20, pp. 247]. 
 

Figure 2.16 below shows an example and excerpt of an architecture design pattern from 

Alexander’s original work. An alternate example of a pattern from the domain of culinary arts 

which emphasises the central notion of ‘forces’ is described in Appendix A. Despite these examples 

it remains difficult to briefly summarise design patterns, and a deeper appreciation for what 

patterns are and aim to do is hard to convey without reading all of Alexanders original works or 

via direct experience with the practical use and generation of design patterns. However, a further 

introduction to Alexanders work including some relationships to object-orientated design is given 

by [158]. Kohl’s thesis [159] further extends and discusses some of the theoretical aspects of design 

patterns, and a comprehensive critical review of design patterns from the domain of human-

computer interaction (HCI) is given by Dearden and Finlay [160]. 
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Figure 2.17 Excerpt of an architecture design pattern from [155]. 

 

The pattern fragment above in Figure 2.17 highlights some of the essence of Alexander’s original 

design patterns for architecture. Determining the exterior wall and window placement for a 

building is a recurring scenario or problem when designing a structure, and the final form is 

constrained by many factors such as material properties and costs. The pattern ‘light on two sides 

of every room’ captures the experience and repeated observations that given a choice, people 

always gravitate to and use rooms that have light on two sides, and avoid or leave unused rooms 

which are lit from only one side. The pattern elaborates with details and evidence the social 

context and lighting gradient issues that create a requirement for why we should build rooms with 

light on two sides (it prevents glare and allows for detailed facial expressions to be read - creating a 

better environment for communication). The context and rationale is then followed by a 

prescriptive rule that can be used to determine window placement and wall shapes, and suggests 

other patterns to consider when implementing ‘light on two sides of every room’. The context and 

solution are supported with pictures and diagrams to aid clear understanding. By making explicit 

these concepts, the pattern generalises over a recurring problem (how to place wall and windows for 
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a building) and assists the sharing of expert and often implicit knowledge that can aid others in the 

complex task of designing structures. 

2.7.2 Design patterns as documentation 

As a form of documentation to capture abstract and reusable solutions for a specified context, 

design patterns have been successfully extended and adopted by a number of communities where 

design41 complexity is an issue, such as object-oriented programming [161], software architecture 

[162], pedagogy [163], human computer interaction [164], and organisational change [165] to name 

just a few. Natural language is primarily used to mediate pattern knowledge, and while there is no 

standard syntax or reference model for such documents, the essential elements of design patterns 

include the problem, context, forces, and solution. These elements are explicitly shown in the 

example design pattern in Appendix A.  

 

The problem element of a design pattern states the nature of the generic problem, which is partly 

due to the underlying forces - the external constraints imposed by the environment (such as the 

need for light on two sides of a room, but also the need to keep roof shape simple as shown in 

Figure 2.16). The problem tells us what needs to be solved (e.g., how to determine window and 

wall placement for a building), and is often expressed as dependent clauses e.g., using if, while, 

because, when, where, or unless. The context of a pattern specifies the original configuration of the 

system, tells us where the pattern will apply, and determines which are the relevant forces for a 

situation (e.g., a pattern may be appropriate for building houses for people but not for designing 

climate controlled data centres). Identifying forces and making them explicit are the core essence of 

a pattern. The structure of the problem itself is a network of the interrelated forces, which are the 

entities and constraints (often in conflict) that must be balanced by the solution. If we understand 

the forces involved, we understand the problem and solution, and we can see clearly the rationale 

[166]. The final essential element – the pattern solution - is the description that tells us how to 

resolve the forces that create the problem. Solutions are stated in general terms so they can be 

tailored to fit local situations (e.g., ‘light on two sides’ doesn’t tell us exactly how to place walls 

and windows - many local design possibilities remain), and may consist of static relationships or 

                                            
41 The term ‘design’ denotes a rather nebulous and complex set of objects and human activities. For our 
purposes, we are concerned primarily with aspects of design related to organising, synthesising, and filtering of 
data into a cohesive structure for the purpose of understanding or enacting a laboratory procedure. Design 
processes parallel those of scientific enquiry - comprising a nexus of deductive rule following and inductive 
rationalisations mixed in with creative leaps of abduction and the forming of analogical connections. 
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dynamic rules [158] that enable us to generate something concrete. A solution may have 

consequences and a resulting context that can point to other patterns.  

 

Patterns thus have a somewhat complex, interrelated and interdependent internal structure - as 

documents intended for human understanding they do not attempt to artificially separate the 

epistemological and ontological aspects of the knowledge they encapsulate. Language aspects of 

design patterns specifically aim to facilitate a culture of communication among different 

communities, and to allow one to not just deeply understand a process, but to express themselves 

using the shared vocabulary of design via the entities patterns uncover and name. The structure of 

patterns has been likened to object orientated constructs in software engineering [158], cognitive 

schemas [167] or frames [168], and as both process and thing, patterns provide a semi-formal 

knowledge representation quite distinct from traditional representation technologies such as 

ontologies or workflows.  

2.7.3 Patterns as knowledge media 

As knowledge 42  representations 43  for a domain (see Box 2.1 for a perspective on knowledge 

generation), ontologies, workflows and design patterns have both distinct and overlapping 

characteristics. While in reality the boundaries between the different representational approaches 

are fuzzy, as each can incorporate some aspects of the other, we emphasise some of the important 

differences here and summarise them in Figure 2.18. While necessarily generalised, in the discussion 

that follows we view design patterns as somewhat orthogonal to that of ontologies and workflows, 

and present a case for how they may be usefully adopted to describe some of the missing 

components of our laboratory knowledge. 

 

 

                                            
42 While the concept of knowledge itself is always a problematic and challenging thing to define and manage, 
we avoid the temptation to tangent into the domain of epistemology here and simply acknowledge the 
multifaceted and complex nature of knowledge. We view knowledge as personal, provisional, situated, and 
internalised experience, and also as something which arises from the combination of socialisation, perception, 
and internal and external resources. Knowledge is both an entity - aspects of which can be encoded or 
manipulated, and a process - a way of acting or thinking. For a comprehensive review of different views of 
knowledge see [169]. Also see Box 2.1 for a perspective on knowledge creation that we will later utilise. 
43 In this thesis we adopt the view and understanding of a knowledge representation as characterised by Davis 
et al. [140]. 
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Figure 2.18 Some generalisations of various aspects of workflows, ontologies, and design patterns viewed as 
knowledge representations. 
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2.7.3.1 Knowledge capture 

Perhaps the most essential difference between each representation is the types of knowledge and 

aspects of the world each typically seeks to capture or model. Design patterns contain process 

descriptions about how to construct a concrete realisation (similar to workflows), and also via their 

‘forces’ identify entities and phenomena (similar to ontologies); as we have shown, patterns are 

both process and thing and offer us not only a way of understanding a complex system, but also a 

way of building something functional [171]. However, rather than model concrete descriptions of 

direct instances (i.e., what is, as is typical for workflows or ontologies), patterns capture the 

interplay between an external problem-space and an internal solution-space in an abstract manner, 

and show us the balance between how and why something is constructed in a particular context. 

Box 2.1 Nonaka’s Model of Knowledge Generation 
 
Nonaka’s well known model of knowledge generation [170] views the creation of knowledge in a 
collective sense as a continuous dialogue between the explicit and the tacit, and these two types of 
knowledge as mutually complementary. Nonaka identifies four patterns of knowledge conversion or 
dialogue between the tacit and explicit dimensions that drive knowledge creation, and in light of the 
importance of the social, material, and literary axes for laboratory knowledge, the model becomes a 
useful way to differentiate space when considering representations and approaches to communicating 
and sharing our knowledge. Nonaka posits that the mobilisation of individual tacit knowledge into the 
explicit (externalisation) is the basis for knowledge creation. Once explicit, knowledge is able to be 
transparently combined with other existing knowledge. Experience gained through modes of 
socialisation (tacit transfer through social contact), externalisation, and combination (explicit to 
explicit knowledge conversion) can then be internalised back into tacit knowledge in the form of 
mental models and technical skill. For laboratory knowledge, we select and codify various aspects of 
our knowledge into our different representations, where they are be communicated and combined, and 
then reintegrated into our experience, driving further knowledge creation.  
                             

                           
                           Nonaka’ s modes of knowledge conversion. 
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Pattern concepts can bridge between an object and its environment. The novelty that design 

patterns offer over other representations is the ability to reason about recurrent forms in terms of 

context and forces. Alexander notes,  

 

‘The form is a part of the world over which we have control, and which we decide to shape while 
leaving the rest of the world as it is. The context is that part of the world which puts demands on 
this form; anything in the world that makes demands of the form is context. Fitness is a relation of 
mutual acceptability between these two’ [157, pp. 19] 
 

and that,  

 

‘The unitary description of the context is … also a description of the required form’ [157, pp. 21]. 
 

Thus, design patterns provide an alternate way to describe and understand our forms or instances, 

based on well defined and essential features of the context. In general, workflows capture and 

formalise processes, inputs, and outputs; ontologies capture domain entities and their properties 

and relations; and design patterns capture contexts, constraints, and problem/solution descriptions 

(i.e., design spaces).  

2.7.3.2 Approaches to concept definition 

Workflows, ontologies, and design patterns all offer abstract and hierarchal concepts for the 

knowledge they capture, but the concepts they define are typically described differently. Workflows 

necessarily define knowledge procedurally - that is, as a list of imperative instructions to be carried 

out with reference to the state of the environment. Workflows are grounded in actions, and their 

execution controls the production of concrete artefacts. Ontologies on the other hand are typically 

coupled to logic, and thus they define concepts declaratively. Ontologies are grounded in the 

domain entities or more abstract ‘upper ontologies’, and concepts are generally specified 

intensionally - that is through their properties and relations in an attempt to specify intrinsic 

meaning, separate from use. By expressing knowledge as a set of premises and instances, ontologies 

describe a domain and allow one to compute by deductive reasoning, but they do not tell us what 

we should compute or how we should achieve something. In contrast to workflows and ontologies, 

patterns are grounded in practice and context, and contain elements of both procedural and 

declarative knowledge. The concepts that patterns identify are typically defined extensionally - that 

is by reference to known examples and proven, actual occurrences related to practice. Because 

design patterns include elements of procedural description, unlike ontologies, they typically specify 
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particular (although abstract) arrangements of objects for a domain, rather than permit all 

potential occurrences or arrangements (also see discussion on values in Section 2.7.3.4).    

2.7.3.3 Language and shared vocabulary 

Workflows, ontologies, and design patterns all offer a shared language for the knowledge they 

capture, but the semantics and pragmatics of each differs in formality and reference, depending on 

who we view as the immediate interpreter. The objects in the world that scientific workflows 

represent are typically not encoded with a formal semantics (although some efforts are beginning to 

address this [172]), however the language of the workflow itself may have a formal semantics (e.g., 

petri-nets [173]) for their execution by machines. Ontologies have as their primary goal the capture 

and encoding of domain semantics for interoperability and machine processing, and they are 

typically expressed in languages with formal semantics based in model theory or description logics. 

Patterns primarily support the communication of contexts and design knowledge between people, 

and as such the semantics of the procedural and declarative elements they contain are typically 

specified informally in natural language, although some domain specific efforts have attempted to 

formalise pattern structure and the relationships between patterns using RDF and OWL [174], 

[175]. Importantly, the shared language that patterns provide is intended to help practitioners reuse 

and interoperate design knowledge rather than machines, and as a technical lexicon, they support 

human reasoning over machine computability.   

2.7.3.4 Values and objectivity 

Ontologies and workflow systems in their strive for generality aim be largely objective and value-

free - or at least, any values that influence their creation and use tend to be minimised or remain 

implicit. While patterns too aim to be objective and general, they do so only within explicitly 

specified and limited contexts. Patterns inherently embed a value system as they prescribe certain 

design configurations, and attempt to capture justified (and testable) ‘good’ ways of doing things in 

practice [176]. Pattern culture emerged out of a desire to create a body of literature explicitly 

rooted in a value system [177], one which is evident in terms of both pattern creation which 

emphasises an open stance and a willingness to share practice within a competitive (e.g., research) 

environment, and in terms of their documentation and use, with the rationale they provide making 

it possible to evaluate designs on epistemological, economic, or social grounds.   
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2.7.3.5 Balancing the models 

Design patterns seek to restore the balance between analysis and synthesis activities of design, and 

to make explicit the symmetries between form and function. As noted by Lea [158], 

 ‘Model, process, context, and artefact are all intertwined aspects of the same system. Artificial 

separation of models, phases, and roles break these connections. One consequence is that abstract 

representations lose details that always end up mattering, but each time in different ways.’ 

 

As we have already shown, contextual elements are often missing from our laboratory knowledge 

representations, and as Figure 2.18 highlights, design patterns can complement and help restore 

such elements to our existing abstract representations. Patterns can balance our standardised 

models of processes (workflows) and components (ontologies) with an alternate representation that 

emphasises philosophical, technical, and social contexts that shape our concrete designs (Figure 

2.19). Our various descriptive and representational tools tend to focus on specific aspects of the 

system being modelled, and attempt a quasi-independence from the outside environment. In the 

case of laboratory experiments, the design synthesis aspects (the why) have been often neglected in 

our existing representations. The forces that design patterns name and uncover can give us the 

‘because’ to our currently unanswered ‘why’ questions (Section 2.4.4), and provide the hidden 

details to many of our laboratory problems that remain implicit or hidden (see Sections 2.3.3 and 

2.5.3).  

 

 
Figure 2.19 The knowledge captured in design patterns can balance ontological or workflow centric models to 
provide an explicit dimension of contextual meaning. 
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2.7.4 A place for laboratory patterns 

In summary, design patterns expose and make explicit our experience - they emerge from practice 

and the rich ‘mangle’ of literary, material, and social dimensions of a situation. As a conceptual 

framework, patterns enable the sharing of ideas and abstractions primarily between people, and 

they are in a sense situated theories of practice [178]. The process of discovering patterns exposes 

the common, invariant structures underneath the surface features of existing designs, and in doing 

so reveals some of the implicit knowledge of experts and the contextual background in which 

certain arrangements of objects must fit. Patterns make more of our knowledge explicit, and help 

communicate the reasons and causes for specific forms. Once made explicit, patterns offer a useful 

analysis framework that can allow others to understand and analyse the usefulness, 

appropriateness, and applicability of designs in different contexts [179].  

 

Hence, it is clear that the knowledge patterns can capture and communicate aligns closely with the 

kinds of practical reasoning activities in laboratory science that we unveiled earlier and wish to 

support (Section 2.5.3). The concept of fitness between a context and solution that patterns help us 

to analyse, has many similarities to the kinds of material reasoning involved in the design and 

selection of instruments and reagents for an experiment. Evaluating the use and context of 

materials at the bench depends on often implicit knowledge and experience, and one frequently 

needs to resolve functional requirements against environmental constraints for a given experimental 

set-up (Sections 2.3 and 2.5.3). 

 

Furthermore, design patterns when viewed from a knowledge representation perspective can 

parallel some of the notions of the Pragmatic Web (Section 2.6). Alexander’s original conception of 

patterns aimed to balance intensionally defined design descriptions with an extensionally defined 

set of constraints, invariant over certain design contexts [158]. Because patterns identify and 

abstract over such contexts, the vocabulary they provide, if appropriately encoded and linked, could 

specify a pragmatic dimension to other ontologically (or intensionally) defined entities on the Web 

for a given community. They can act as a kind of ‘vernacular of practice’ to give context to formal 

descriptions.  

 

We thus pursue the creation and novel application of design patterns for laboratory science in this 

thesis, and aim to create an additional carrier for our knowledge that can complement and 
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synergise with existing eScience approaches to improve the communication, understating, and reuse 

of our experimental knowledge. 

2.8 Summary 

The investigations in this chapter have supplied us with a deeper understanding of the science 

processes that we must account for if we are to create additional and useful eScience tools and 

approaches to improve the understanding, communication, and reuse of laboratory knowledge. 

Importantly, the breadth and depth to which we have pursued the multiple aspects of semiotics, 

experimental work, knowledge representation, and various eScience tools can inform many future 

efforts in the field of eScience by showing us more clearly the different aspects of our knowledge 

and the different kinds of reasoning activities we need to support in science investigations. We have 

shown that often when developing abstractions for science knowledge, we need further guidance on 

what to select, how to record why we selected it, and how we should apply or connect this 

knowledge back to the real world. Towards meeting our initial objectives, semiotics has given us a 

useful analytical frame that highlights the need for more pragmatically orientated approaches to 

support the representation and communication of our experimental procedures, and we identify 

design patterns as a potential solution and alternate knowledge representation that fits within the 

setting and requirements of laboratory work. Having delved deeply into these issues, we can now 

re-examine the aims and objectives we set out in Chapter 1 and recast them as specific challenges 

to be addressed in the subsequent chapters. 

 

 Challenge 1 - Creating and applying methodologies for eliciting design pattern knowledge for 

laboratory experiments. Pattern knowledge is derived from experience and expert practitioners, and 

we first need to develop suitable knowledge elicitation techniques for laboratory scenarios.  

 

 Challenge 2 - Creating representations to contain design pattern knowledge using constructs from 

more formal languages for use on the Semantic Web. Design patterns are typically expressed as 

documents in natural language, yet to maximise their pragmatic utility we desire to more formally 

characterise their syntactic and semantic aspects, and put them in a form suitable for integration 

with our eScience tools. 
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 Challenge 3 - Integrating design pattern elicitation and representation tools into additional tools for 

eScience, to enable annotation and management of laboratory protocols into the pragmatic 

dimension. 

 

 Challenge 4 - Demonstrating proof-of-concept of the above, and critically evaluating the design 

pattern approach. 

 

Having set forth these challenges, we move on to address the first challenge in the next chapter, 

and detail the construction and execution of suitable knowledge elicitation techniques for 

laboratory design patterns. 
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Chapter 3 -  Pattern Mining 

‘In a period where languages are no longer widely shared, when people have been robbed of 
their intuition by specialists, when they no longer know the simplest patterns that were once 

implicit in their habits, it becomes necessary to makes patterns explicit, precisely and scientifically, 
so that they can be shared in a new way.’ 

Christopher Alexander, The Timeless Way of Building 
 

This chapter describes the capture, or creation, of design patterns and their use in facilitating 

knowledge transfer. Following a summary and synthesis on the nature and origin of design pattern 

methodologies, we contribute and detail the construction of a suitable method to enable the 

transfer of pattern knowledge techniques into the domain of laboratory science. Through 

observation and critical reflection, we then review the application of the pattern knowledge 

elicitation process, and propose an adaption and reformulation of some of the canonical pattern 

ideas in order to make them effective for representing laboratory experiment design knowledge.  

 

Creating design patterns for use as a pragmatic tool for science requires that we can clearly specify 

the nature and structure of pattern concepts. This in turn requires a reliable way to surface from 

our experience and background knowledge what the important concepts (or ‘forces’ in pattern 

parlance) for a given context are in the first instance - a difficult task which Alexander himself 

notes is incredibly difficult [20]. Finding the regularities that matter in practice for a given problem 

or design scenario requires a method(ology), and accordingly, we report on the development and 

application of such a method here. Firstly however, we need to establish some general aspects of 

pattern knowledge and introduce the process of creating design patterns - often referred to as 

‘pattern mining’. 

3.1 Diverse Perspectives on Patterns 

A design pattern is a structured description of the invariant features of a solution to a recurring 

problem that occurs within a certain context. We outlined earlier our motivation and some of the 

affordances that a pattern approach can offer (Chapter 2), but before we adopt patterns for 

laboratory science, we must delve further into the nature of patterns, the knowledge they encode, 

and generally, how this knowledge is arrived at. 

 
Amongst different communities there exists multiple perspectives on what patterns are. Given the 

pragmatic nature of design patterns, this is unsurprising and in fact necessary - perspectives on 
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patterns will differ according to the domain problems or applications areas where they are 

employed, and will be influenced by the philosophical frame that (often implicitly) accompanies 

each domain. So what then generally constitutes a design pattern? Dearden and Findlay’s 

comprehensive review on patterns [160] summarises and extends earlier work [180] to suggest 13 

characteristics of patterns gathered from multiple domains (especially software and human-

computer interaction). The ‘predominant’ view of patterns they propose lists the following 

characteristics - although we note that not all patterns will necessarily exhibit all features in all 

domains: 

  

 1. Patterns imply an artefact. Patterns should support the design of something. 

 2. Patterns bridge many levels of abstraction. They provide design information 

at multiple levels - from concrete examples to ‘big picture’ structure. 

 3. A pattern includes its rationale. It is both functional and descriptive. 

 4. A pattern is manifest in a solution. It should be possible to see the pattern 

within the finished artefact. 

 5. A pattern captures system hot spots. System hot spots are points within a 

system that must be open to changes as the system evolves in response to a 

changing environment or modified requirements. 

 6. A pattern is part of a language. Patterns are related to other patterns and 

work together to resolve the complexity of design problems. 

 7. A pattern is validated by use. Patterns are verified by evidence of their 

existence in real artefacts, and by their contribution to design. 

 8. A pattern is grounded in a domain. Patterns relate to specific domains and 

have no meaning outside those domains. 

 9. Patterns focus on key, difficult problems within a domain.  

 10. Patterns support a ‘lingua franca’. Patterns should support discussions with 

people who are not specialists in the domain. 

 11. Patterns deal with problems at different scales.  

 12. Patterns reflect design values. Patterns are not neutral but can reflect the 

priorities and motivations of the writer. 

 13. Patterns capture design practice. The emphasis on practice is important for 

the process of identifying and developing patterns.  
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While the above list displays some redundancies among the characteristics presented, it nonetheless 

serves as a useful reference point to capture and evaluate the essence of what design patterns are. 

Different domains may of course emphasise different features.  

 

We distinguished earlier some of the differences between patterns as a knowledge media or form of 

representation for laboratory science compared to ontologies or workflows (Section 2.7.3), although, 

we may note, some of the characteristics listed above could equally be applied to such ontological 

or workflow oriented descriptions. The most significant areas where patterns offer novel approaches 

is the explicit inclusion of rationale, the problem/solution orientated perspective to identifying 

concepts or entities, and the strong focus on human orientated practice. These focal points of 

patterns provide them with a different emphasis for making distinctions and arranging entities and 

relationships in a domain. 

3.1.2 Patterns as alternative processes for differentiating space 

Ontologies and workflows both offer ways of differentiating ‘space’ for a domain - ways of creating 

distinctions and divisions where none existed earlier - be they conceptual or physical, things or 

processes. Patterns likewise offer an approach to differentiate entities for a domain, but do so with 

a different focus. In software, design patterns were adapted to address a fundamental problem. 

Specifying new solutions to problems in-line or in-sequence leads to a cluttering of code and an 

increased likelihood of malfunction from unforeseeable and unintended consequences. Problems 

however, by definition, do not come pre-decomposed into simple functional units - they have many 

overlapping and ambiguous connections [181]. Software design patterns aimed to reduce this 

problem space into the essence of a functioning structure - a small number of the critical 

‘generative’ elements or functional units that can be reused to re-construct concrete specifications 

and solutions that are locally adapted.  

 

In describing his original design patterns for architecture, Alexander states -  

  

 ‘Each pattern is an operator which differentiates space: that is, it creates distinctions where no 
distinction was before. The operator is concrete and specific, insofar as it will always generate an 
instance of the pattern. But the operator is quite general, because it specifies the operation in such 
a way that its performance interacts with the surroundings….’ 
[20, pp. 373]  
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And thus with laboratory procedures we have a somewhat analogous situation. Somewhat like 

software code, our laboratory procedures are laid out in an imperative form of often lengthy 

sequences. The problems they address however (as distinct from the procedural operations or 

materials they describe), often follow a kind of structural logic with many overlapping or 

interacting connections. For example, an immunoblotting procedure is typically described as a 

linear sequence of steps performed at the bench, but the general problem of detecting antigens that 

the sequence solves depends in a complex way on the combination of antigen type, antibody type, 

substrate material, and blocking agent. Knowing these factors and relationships helps us generate 

tailored solutions for any new concrete case, the specific details of which may be represented by 

ontologies or workflow systems. Patterns offer us an alternate way to help break up our procedures 

to see the underlying and recurring structure that the problem creates, and through abstraction, 

differentiate our procedures into useful reusable units, revealing some general aspects of design and 

practice that were not initially explicit (for example in the case above, the appropriate blocking 

agent depends on the antigen of interest and substrate material, which must be locally adapted for 

each instance). The emphasis on practice, key problem features, and rationale allows us to more 

easily see aspects that typical ontologies or workflows leave implicit. Such distinctions are, at heart, 

matters of pragmatics and epistemology and thus reliant on metaphysical assumptions - some 

notions of which we will discuss later as they pertain to laboratory knowledge representations and 

how we might structure patterns for machine processing (Section 3.5).    

3.1.2.1 An aside – the evolution of Alexander’s pattern language 

It is important to note that Alexander’s later philosophy continued to evolve and develop aspects 

of patterns and pattern languages - with a focus on their gestalt character, generativity, 

transformation, process, topology, beauty, and political ideology [182]-[185]. In part, this was 

propelled by what Alexander later judged as a ‘failure’ of his early pattern languages to generate 

the structures he desired following their use in a number of building projects. We have scarcely 

touched upon many of these later more sublime ideas in this study. In part, this is due to our 

already focused aims and application in regards to laboratory practice, and in part, because it is 

not clear how such features are easily mapped to the domain of experimental science, nor what 

extra value they could contribute in practice if they were able to be addressed. Similar critique of 

the lack of adherence to some of Alexander’s later vision has been directed towards the use of 

design patterns in software engineering, including critiques by Alexander himself [158], [185], [186], 

where he challenged the community to elevate patterns beyond technical documentation to 
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processes that could transform the world into a better place44. Ultimately however, despite any 

such departures from Alexander’s intent, it is the eventual utility of patterns and pattern concepts 

in whatever (new) context, domain, or form, that is perhaps the best metric for judging their value. 

As we adapt Alexander’s ideas to new domains, like other technical communities before us, we 

simply adopt what we believe can be most useful.   

3.2 The Process of Creating Patterns 

Having enumerated some characteristics of patterns and the approach they take to describing a 

domain, it remains next to investigate how we actually generate them - in terms of methods and 

methodologies, and processes that can be made explicit.  

 

The process of generating patterns via reflection upon practice and through examining existing 

design artefacts was named ‘mining’ by Gabriel [185] and Meszaros [187]. The metaphor is rather 

apt, suggesting that pattern knowledge is not a priori unknown, but rather it is buried and needs 

to be extracted and refined. On the process of pattern mining, various domains have contributed 

approaches, for example ([188]-[193]), there are even patterns for generating patterns [194]! Many of 

these descriptions however, can tend towards the vague or general, and offer advice along the lines 

of ‘try to find reasons why it is difficult to find a solution for the given problem’. 

 

We acknowledge upfront that the process of pattern mining perhaps cannot be too strongly 

prescribed - as a design synthesis activity and a way of organising complexity from the mangle of 

practice, much of the knowledge that patterns aim to uncover is derived directly from the logical 

process of abduction, and the cognitive psychology of sensemaking [195] - both arguably somewhat 

‘woolly’ and creative processes. Nonetheless, more concrete and domain-specific steps and a 

documented process is required, as we aspire to recoverable, reusable, and transparent methods to 

trace the creation of pattern concepts and knowledge for a given problem or domain. 

 

Of all the documented methods, the essence of pattern mining invariably begins with observation, 

followed by iterative periods of reflection, inquiry, and abstraction. On the process of discovering 

patterns, Alexander states in The Timeless Way of Building that first, we start with something 

that is ‘right’ or ‘working’ and then ‘define some physical feature[s]…that seem worth abstracting’ 

[20, pp. 249]. We then identify the spatial relationships of these features concretely enough so that 
                                            
44 A transcendent vision and goal indeed! 
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they can be copied or used directly in another design. This notion of abstraction that Alexander 

describes is akin to what Peirce terms hypostatic abstraction - the creation of an object of reason 

whereby some aspect of a subject is made itself a subject of thought and can become a transferable, 

independent subject of discourse upon which further things can be predicated [196, pp. 27]. That is 

to say, for a given context or problem/solution pair, we can abstract an important feature or 

quality (e.g. that a kettle solves the problem of providing hot water in a kitchen), and make it 

defined and usable enough so that we can look for this quality or feature in other situations (What 

is the essence of delivering hot water in a room? Where else can we observe this, what ways are 

there of doing this?). The crux of successful pattern mining then, is the process by which we 

determine these useful abstractions and organise them into a structure - this proceeds via the 

typical methods of scientific (or indeed any) inquiry as Peirce has shown - that of induction, 

deduction, and abduction. Indeed, design patterns are often characterised as theories [178] or 

hypotheses [155, pp. xiv] and we note that they are free to evolve under the impact of new 

experiences or observations.  

 

Each abstraction is a loss of information, so we need to think about which abstractions are 

justified. Baumgartner and Kohls [197] explore in some depth the question of finding the ‘right’ 

level of abstraction for patterns. They (along with others e.g., [163], [178], [198]) suggest starting 

first with a bottom-up approach based on specific design instances and to investigate all possible 

abstractions (this prevents limiting our abstractions to one known, best solution). This is then 

followed by top-down (theoretical or deductive) perspectives to refine, choose between alternatives, 

and reduce the complexity of abstractions. We then iterate to arrive at an appropriate middle level 

of abstraction that patterns tend to occupy. This mid-level of abstraction is constitutive of 

patterns, because it is what forces us to continually switch between lower and higher levels in order 

to figure out the necessary building blocks that constitute the design. It makes us think about 

goals, the key elements, and consequences for a problem/solution pair. Hence in our view, this mid 

level abstraction is partly what gives patterns their pragmatic character - what Peirce would term a 

‘definition by means of characters that conceivably influence rational conduct’ [196, pp. 113]. 

Patterns, like ontologies, describe abstract values and project them back onto concrete instances - 

but at the right level of abstraction, patterns should do so in a manner that has practical 

consequences. Patterns become grounded in practice - Peirce’s thirdness or pragmatics. Ultimately, 

this grounding is how we may judge if pattern mining has found the ‘right’ level of abstraction. A 

further criteria consistent with our pragmatic notions, both [197] and Alexander state that critical 

or important parts of ‘good’ instances should be available by reference to the pattern abstractions, 
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and that our abstractions and models should be structure-preserving [20, pp. 316] - this relates to 

how well patterns capture and cover design instances. These notions of use and reference between 

pattern abstractions and the real world ultimately become embodied in our application of patterns 

in Chapter 5. 

3.2.1 Borrowing from existing pattern mining methodologies 

Typically, because of their grounding in practice, pattern mining methods are variations of 

qualitative research methods and they resemble social forms of knowledge acquisition similar to 

more relativist approaches in information science such as soft systems methodology [199] and other 

forms of action research [200]. Of the various pattern mining procedures published, those from the 

domain of pedagogy and technology enhanced learning represent possibly one of the closest fits to 

the laboratory in terms of domain similarities - i.e., both address the sharing of practice and 

documented plans in complex social and technical environments, with a high degree of tacit 

knowledge. Given the similarities, we thus adopt and borrow concrete methods predominately from 

the pedagogical realm of pattern literature as a starting point to develop our laboratory specific 

methods. Further justifying our position, pattern mining methods documented in the domain of 

technology-enhanced learning represent some of the best articulated methods along with a detailed 

history of use. 

 

The strategy we employ in this research utilises focus groups, and pursues knowledge acquisition 

for patterns primarily (although loosely) via an adaption of Winters and Mor’s Identification, 

Development, Refine (IDR) methodology [188], [201], [202]. The IDR based methodology provides a 

proven and structured mechanism for critique and reflection of practice, and supports pattern 

language development as a community venture and learning experience. The IDR methodology 

recognises both the social and cognitive elements required for situated abstraction, and fits well 

with the ‘mangle’ of practice we describe for laboratory settings. Although developed in the context 

of design research and technology enhanced learning, the fundamentals of the IDR methodology 

and workshop model are presumed to be invariant to subject matter [201], and the approach is 

congruent with many other instances of pattern development for sharing practice [198], [203]. 

 

The essence of the IDR methodology which we aim to transfer to laboratory science aligns with the 

original aims of the method - that is to engage participants in reflection upon previous practices, 

and to scaffold this reflection as a process of abstraction to create knowledge beneficial to the wider 
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community. The IDR methodology begins with case studies of learning design and practice - these 

can be considered analogous to a laboratory’s familiar and optimised protocols for a particular 

procedure - in that as artefacts, they both represent real world experiences and practice, and can be 

considered exemplars or known ‘good’ solutions. These case studies are then used as starting points 

for socially mediated reflection on critical elements, and the uncovering of what and why certain 

design choices were made. Discussion around these facets is then used to distill an initial set of 

concepts and potential patterns. Following this initial ‘identification’ stage, design decisions are 

ranked and distilled into separate elements for further abstraction and development into more 

complete patterns. Patterns at this point are given structure (name, problem, context etc.) and 

placed into a rough network structure to form the beginnings of a pattern language. Finally, 

recognising that patterns are always evolving, a refinement stage ranks the confidence participants 

have in each design pattern, further discussion elaborates or refines evidence and ideas, and the 

patterns are released in a more public sense to the community.  

 

It is in the spirit of the approach outlined above that we venture forth to develop our own method 

for pattern mining, tailored and adapted where appropriate to fit the needs of laboratory scientists 

and research practice. 

3.3 A Methodology for Constructing Laboratory Design Patterns 

We developed a pattern mining method for laboratory knowledge to be conducted as short, half-

day guided workshops conducted with laboratory scientists. Inspired by a set of design patterns 

that emerged from various education focused programmes [204], a complete and detailed 

description of the process, instructions for facilitators and participants, and all the supporting 

resources required is available as a kit, packaged as a GitHub repository and available at 

https://github.com/cameronmclean/pattern_mining. Below we discuss the principle aspects of our 

methodology as it pertains to the domain of laboratory methods, and we outline the basic steps in 

the process. 

3.3.1 The pattern mining environment 

Knowledge elicitation workshops for pattern mining were conducted on campus at the University of 

Auckland with the approval of the University of Auckland Human Participants Ethics Committee. 

The workshop format was chosen in order to allow an iterative social process for collecting, sharing, 

and amplifying the experience and knowledge of laboratory practitioners. Participants from across 
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the university were invited to attend the workshops through advertisements and calls to participate 

in the pattern knowledge process that were broadly distributed via mailing lists. The workshops 

were open to any person who identified themselves as possessing experience in any aspect of 

laboratory work and who were willing to share their knowledge. Recruiting participants was 

somewhat challenging, perhaps due to the fact that those who are together highly knowledgeable, 

willing to share openly, and have time to contribute represents a smaller fraction of researchers 

than we might ideally wish. Over time however, participants did volunteer, resulting in a broad 

mix of attendance by principal investigators, post-docs, and graduate students. Workshops were 

conducted in small groups of 3-5 participants in order to encourage discussion and to lower any 

potential barriers for active participation by individuals. Before the workshops, participants were 

requested to select a laboratory protocol with which they have significant experience, and to seek 

out documentation such as critical review articles that can help describe the protocol. Additionally, 

participants were requested to bring three examples of methods sections from published journal 

articles that describe examples of their particular technique. These additional materials are utilised 

in the workshops and fulfil various roles - to help validate aspects of practice that emerge, to 

encourage reflection based on diverse examples, and to evaluate the utility of the pattern concepts 

uncovered.   

3.3.2 A guided process 

The pattern mining workshops are scaffolded by a series of templates, paper forms, and guided 

sequential activities in order to facilitate the knowledge elicitation process under the short time 

available (Figures 3.1 and 3.2). The adoption of a considerably structured process for pattern 

mining was selected due to its potential to assist the transparency of information gathering, reduce 

the amount of time spent on more unpredictable ‘open ended’ tasks, and to lower the cognitive 

efforts of participants spent on the mining process itself - we prefer them to focus on their domain. 

We describe the steps of the pattern mining process below, and provide the rationale for each 

activity. While on paper (and sometimes in practice) it is a roughly linear process, the activities are 

intended to be iterative, and participants are free to move in a nexus like manner between the 

current and previously completed tasks as we go about the pattern mining process. Importantly, we 

also note that the process has been consciously designed to operate from a ‘cold start’ - meaning 

that participants need not have any prior experience or familiarity with knowledge elicitation 

techniques, design patterns, or any other activities that can be used to structure knowledge for a 

domain. 
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Figure 3.1 The laboratory pattern mining process consists of 7 main steps or guided activities.  

 

 
Figure 3.2 The pattern mining workshops in action. 

3.3.2.1 Pattern mining steps 

Step 1 – Protocol Pictionary 

Participants bring to the workshop hard copies of their laboratory protocols, three examples of the 

technique described in published journal articles, and any other supporting information on the 

technical or theoretical aspects of their work. Following a brief introduction to the aims of the 

workshop, the first task is to draw on paper using both words and pictures, the essence of what 

their lab technique does. The drawing activity was inspired by [204], and aims to encourage 

abstract thinking about the laboratory processes from the start. Participants outline and explain 

their sketches and the ideas of their laboratory procedures to the group. The ensuing discussion 

helps clarify the main ideas, and participants obtain a sense of each other’s domain and lab 

techniques. For example, in one workshop, the process of sketching reduced a complex 14 page live 

imaging procedure to the overarching and main ideas of tracking and comparing biological 
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processes of interest by tagging them inside live animals and using visible light to detect the 

location of those processes. Figure 3.3 shows a sketch typical of the outcome of a ‘Protocol 

Pictionary’ step. 

 

 
Figure 3.3 Typical output of a workshop ‘Protocol Pictionary’ task. Sketching the protocol helps participants 
show the key steps and begins to reveal any spatial or temporal relationships between important objects or 
processes. 

 

Step 2 – Analysis and shared experience 

Following the introductory drawing task, the next activity aims to uncover the context around the 

laboratory protocol and via reflection shift focus to the critical aspects of the lab method in 

practice. Participants write down responses to a series of questions that cause them to articulate at 

a higher level the functional purpose of the protocol, the context under which it does and does not 

work, and the experiences they have in troubleshooting, optimising, or modifying the technique. 

After writing their responses, participants then discuss and refine or extend their observations using 

the collective experience and questioning via the group. This activity identifies the context, and the 

‘hot spots’ or critical elements that matter in practice for the enactment of the lab techniques. For 

example, after sketching out the main ideas in a live imaging experiment, structured reflection 

revealed that the procedure works because light can move non-destructively and humanely through 

flesh and skin, and allows for real time detection. Coupling a light source to a process of interest 
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and tuning its wavelength for optimal transmission and detection were critical features for the 

performance of the procedure.       

 

Step 3 – Abstracting the ‘whats’ and ‘whys’ 

The next task attempts to uncover the underlying structure and design rationale of the protocol. 

Prioritising any materials, actions, or steps that are associated with the previously identified 

critical elements of the procedure, participants are asked to step through their procedure and define 

the important physical features that are worth abstracting (the ‘what’) and then think about the 

functional purpose of these entities in the context of the protocol (the ‘why’). These aspects are 

captured on paper, and participants are asked to name and (if possible) draw a pictogram to 

represent concepts that are part of the design rationale. These concepts become candidates for 

pattern ‘forces’ - and they can be any social, technical, economic or physical factors that influence, 

constrain, or are necessary from an experiment design perspective. For example, the administration 

of an anaesthetic reagent to an animal in a specific live imaging procedure was identified as 

fulfilling the functional purpose of keeping the subject immobilised, as the imaging equipment 

requires a time interval to capture information within which the subject must remain still. Figure 

3.4 shows a typical example of ‘whats’ and ‘whys’ workshop outputs. 
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Figure 3.4 Typical layout of a workshop ‘whats and whys’ task. Critical elements of a procedure are 
abstracted and a rationale is provided. 

 

Step 4 – Defining the problem 

Following the round of abstraction, the next task is to consider the general problem that the 

protocol addresses or solves. The aim is to restate the protocol not as a procedure, but as a 

problem - the protocol becomes one instance of how we might solve this problem. Participants are 

asked to discuss and write down this problem description as a short statement which can serve to 

help define the field of ‘forces’ that constitute a pattern. A generic example of a problem statement 

in the form ‘We want to do A, but need to satisfy B and manage or balance C and D in order to 

achieve this…’ is given to aid the task. For example, a description of a specific live imaging 

procedure was recast as a solution to the problem of locating and measuring a biological process 

within a living sample, when your sample is precious or costly, and you need a sensitive, non-

destructive or non-lethal detection system.   

 

Step 5 – Graphing the forces 

Making use of all the knowledge uncovered in preceding activities, the next task asks participants 

to try and express the general problem that the protocol solves as a network of forces, expressed 

diagrammatically. After sketching all the prospective forces on a page, participants add connections 
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to show relationships between forces. Both the forces and relationships are named, and by reflecting 

on experience, and consultation with the supporting literature, workshop peers, or any available 

internet resource (i.e., using both bottom-up/top-down or inductive/deductive approaches), the aim 

is to elucidate the most important forces, how they interact and begin to explain the rationale. 

Importantly, these forces (concepts) can become the vocabulary to describe important design and 

practical aspects of the lab protocol, and they form the essence of a design pattern. For example, 

based on a description of a live imaging procedure, the forces of ‘immobilisation’ and ‘alive or 

viable’ were identified as critical or necessary constraints, and that they were sometimes in conflict 

and must be carefully balanced for a successful solution to the general problem. Figure 3.5 below 

shows a typical ‘graphing the forces’ workshop output. 

 

 
Figure 3.5 Typical output of a workshop ‘Graphing the forces’ task. 

 

Step 6 – Methods markup 

Following the exercise in force mapping, we move immediately to the next task of applying the 

freshly mined concepts. Using the three examples of published methods descriptions, participants 

use coloured pens to mark up sections of the descriptions that correspond with how the particular 

instance dealt with the various forces at play. A grid-like worksheet is used to record the 

annotations. Once complete, a brief checklist and evaluation sheet is marked which serves multiple 
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purposes aimed at verifying our initial abstractions are at a suitable level. We note if pattern 

concepts can be located in example methods, if they provide significant coverage of the published 

procedures, and additionally, by comparing across and within the three annotated methods 

instances, we determine a preliminary measure of the pattern concept’s utility as a vocabulary and 

potential organising tool. For example, the ‘immobilisation’ concept (force) uncovered from mining 

a live imaging procedure was able to be located across different live imaging protocol descriptions, 

with each description resolving it in a different way (intraperitonetal ketamine injection vs 

inhalational isofluorane). Having evaluated what we can cover and explain with pattern concepts, 

and with the experience of using them in mind, workshop particpants then return to any of the 

previous tasks as necessary to improve our refine our pattern level knowledge, and address and 

gaps. Figure 3.6 below shows a typical workshop output for identifying forces across existing 

published methods. 

 

 
Figure 3.6 Example output of workshop ‘Methods markup’ activity. 

 

Step 7 – Pattern template 
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The final stage in the workshop process if time permits is to assemble the knowledge elicited from 

all the activities and write it into a preliminary pattern (document) form. A pattern template (see 

next section) along with previous examples are provided to facilitate the process. Taken altogether, 

the workshop activities aim at uncovering all the essential design pattern elements - the 

problem/solution pair, the context, the forces, and the rationale - all grounded in practice and 

experience, uncovered through refection and socialisation, and based on personalised lab protocols 

as exemplars of design artefacts. 

3.3.3 Pattern format and structure 

The literary format of design patterns ‘in the wild’ varies between authors, communities, and 

application domains. Several forms however, are somewhat canonical in the history of design 

patterns [205], and they vary in the granularity of their structure and the inclusion of various 

elements such as forces, consequences, rationale, and related patterns. The main canonical pattern 

forms include: the Alexandrian form [155], the Gang of Four form [161], the Portland Form45, and 

the Coplien Form [166]. As we ultimately aim for a pattern format that is easy to represent for 

both human and machine purposes, we adopt here a version of the Coplien form as it strikes a good 

balance between structure and prose, it is straightforward to understand, and it makes elements 

such as ‘forces’ explicitly named. During the workshops, the set of fields and elements we specify 

for our laboratory patterns includes: Name, Context, Problem, Forces, Solution, Rationale, and 

Resulting Context (Figure 3.7). We later refine this for structuring the pattern as a digital object, 

and in constructing ‘compete’ patterns from the various workshop outputs, we include the creation 

of pictograms to depict individual forces, and add a summary diagram to indicate the primary 

relationships between forces in the pattern (see Appendix B and Chapter 4). We also note that at 

no stage during or after the pattern mining process do we attempt a formal definition of the ‘forces’ 

terminology. Term definitions are kept deliberately informal and we do not attempt to designate 

‘necessary and sufficient’ conditions that are often specified during ontology building as precursors 

to formal logical predicates [206]. In the first instance, we aim to keep patterns as lightweight and 

intermediate forms of representation (see Section 2.5.6), although this does not rule out more 

detailed specification of terminology uncovered at a later date. As living or evolving objects, 

pattern term definitions are free to be refined or clarified by the community as they become used. 

 

                                            
45 http://c2.com/ppr/about/portland.html 
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Figure 3.7 The format and fields of the pattern structure we adopt during workshops. 

3.4 Evaluation 

Participant feedback collected both during and after workshops, along with our own critical 

refection revealed a number of noteworthy observations and lessons learnt during the initial pattern 

mining process. Upon re-examination of the pattern literature, many of these insights were 

corroborated by other published accounts. We report here on our evaluation of the outputs and the 

process of the pattern mining workshops. 

3.4.1 The workshop outputs 

Several rounds of pattern mining workshops, along with a quasi-objective ‘dogfooding’46  of the 

method by the author resulted in the creation of five well-formed but preliminary design patterns 

for laboratory experiments (see Appendix B). Importantly, we note that achieving a full pattern 

form for knowledge elicited was generally not possible during the workshop time, but was created 

post-hoc based on workshop outputs (see section 3.4.3). The pattern content and the problems they 

addressed were diverse and mostly non-overlapping in nature (e.g., immunological methods, 

                                            
46 The term “dogfooding” was popularised by the software development community and refers to the practice 
of using your own products to help test them and refine their usability and reliability.   
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biochemical extractions, and live imaging) reflecting the size of the domain, the broad call for 

participation, and the varying backgrounds of the workshop participants. As a result, the collected 

patterns are noticeably isolated or stand-alone, obviating the immediate need to consider inter-

pattern relationships or larger organising principles.  

3.4.1.1 Design patterns vs. pattern languages  

In Alexander’s seminal work, individual patterns for given scenarios are linked via their context to 

upstream and downstream patterns, and together are organised into a meaningful hierarchical 

collection - termed a pattern language. Pattern languages aim to provide complete coverage and 

generative guidance for a given domain, and prescribe possible workflows or actions based on their 

connections. The assembly and organisation of design patterns into a complete ‘language’ is a very 

difficult task however - of the same order, and beset by the same problems as constructing a 

complete ontology for a general domain. This impressive feat has rarely been accomplished outside 

of Alexander’s original architectural domain. The success of design patterns in other domains shows 

that individual patterns are still useful, and collections or catalogues of more isolated design 

patterns is the norm for most technical disciplines that have adopted patterns [162]. The formation 

of a complete pattern language and a focus on inter-pattern relationships is thus a delimitation of 

this thesis and not something that we attempt given our resource limitations. We are content to 

show in this thesis as a proof of principle, that design patterns can be generated for the domain of 

laboratory experiments, that we can create a more formal description of them, and they can be 

leveraged to support laboratory work and experimental design assisted by computational tools. 

3.4.1.2 The content of laboratory patterns 

The workshop process was successful in uncovering critical design elements of laboratory 

experiments, and the forces and rationale arrived at were indeed implicit and additional (i.e., extra-

lexical) to the typical published protocol descriptions. It was unproblematic for participants to 

locate and annotate sections of existing publications that exemplified the pattern concepts that 

were uncovered. The only exception to this were cases where the participant provided published 

experimental procedures lacked sufficient details. For example, one workshop uncovered ‘animal 

handling’ as a force that is critical to understanding and reproducing an experiment that involved 

small animals (due to the ability for handling to induce animal stress and a need to keep aseptic 

conditions), yet such considerations of how animals were physically handled or marshalled for 

treatment or manipulation was rarely detailed in published reports. This underscores our assertion 
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that we need not only more structure in our published descriptions, but we need to say more about 

our experimental methods and designs. 

 

Compared against the 13 characteristics of patterns discussed earlier (Section 3.1), reassuringly we 

see considerable overlap with our knowledge elicited during the workshops. Rationale for design 

decisions is made explicit and validated by evidence from the literature, concepts elicited can be 

identified in existing artefacts (i.e., in other methods and protocols), and hot spots or critical 

aspects are identified, grounded in the practice of the laboratory domain. Less obvious are multiple 

levels of abstraction and inter-pattern relationships, but as discussed, this was partly due to 

limitations of this study. 

3.4.2 The workshop process 

Based on participants self-reported feedback, people generally had no difficulty understanding the 

tasks involved and arriving at suitable concepts to describe their laboratory methods. Participants 

also reported that the concepts elucidated during workshops were useful in annotating, 

understanding, and comparing different published examples of their laboratory methods. 

Participants described the workshops positively as ‘thought-provoking’, ‘interesting’, and ‘helpful’. 

The truncated time available to conduct the workshops however (only three hours), meant that a 

deeper understanding and appreciation of design patterns was not transferred to participants, and 

intervention was required post-hoc to reshape and extend some of the raw workshop derived 

knowledge into a format that resembled a more complete pattern form. Strict adherence to a 

canonical or ideal pattern form was difficult to obtain in practice under the conditions available, 

yet importantly, the intermediate or partial conceptions that were generated were successful at 

getting to genuine practical concerns and were still judged as useful.  

3.4.2.1 The abstraction process 

Part of the success in the workshops ability to generate useful concepts, stems from the coupling of 

the abstraction process (the ‘whats’ and ‘whys’) to participants troubleshooting and practical 

experience in the first pass, and then to the theoretically important design considerations next (and 

of course, iteration between these approaches). This is our way of finding the right level of 

abstraction and generalising over truly useful entities that matter in practice. A more divergent 

and exhaustive approach to abstraction for lab procedures was initially trialled, with an attempt to 

step through every material or process. While this approach surfaced the same important concepts, 



 

 102 

there was considerably more ‘noise’ to separate out afterwards, and most importantly, the process 

was far too time consuming and fatiguing for workshop participants. While we accept that our later 

more focused or directed abstraction approach may on occasion miss concepts that later turn out to 

be necessary, the trade off in terms of cost and benefits is favourable. In any case, pattern mining 

and pattern use is open and always subject to conjecture and revision, thus oversights will be 

corrected in the long run. 

 

Additionally, the abstraction tasks revealed how compressed our published procedures often already 

are - many hours and pages of workshop forms could be spent unpacking a protocol that consisted 

of only one page and less than 20 steps. This validates the depth of implicit or richer tacit 

knowledge that is often concealed behind many of our published descriptions of experiments, and 

which we aim to add back to our representations via annotation with pattern concepts (see 

Chapter 5). 

3.4.2.2 Experts and experience 

We also observed, that depending on a participants experience level - and by this we mean whether 

a person’s experience with a method has been largely unproblematic within a narrow application 

focus, or broader whereby more nuances and troubleshooting may have been encountered - some 

people tended to describe just the abstract process, rather than the factors that can shape or effect 

the process. For example, in one instance, a centrifugation step and an aspiration step were both 

abstracted to ‘sample preparation’, but alternately, the underlying essential factors might more 

usefully be cast as the need to ‘separate’ and to ‘concentrate into a minimum volume’ a sample 

before analysis. Although both kinds of information (abstract processes and influencing forces) were 

uncovered via the workshops and evident in volunteered design instances or supporting documents, 

in cases where participants had more narrow experience, intervention by the facilitator possessing a 

much deeper knowledge of design patterns was required to recast the knowledge into the 

appropriate forces and a more pattern like account. This is likely because in many cases the 

explanatory aspect of pattern concepts may not be needed in everyday use. We postulate that it’s 

only when things break or we need to modify designs that the physical constraints of the real world 

impinge - this is when we critically uncover and need access to this pattern level information. Such 

notions are supported by studies on the cognitive psychology of understanding everyday objects 

such as bicycles [207].  
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As noted by others in the pattern community, assembling and organising experts is difficult, as is 

coaxing expertise from them (a situation not unique to just pattern mining, as asserted by the 

existence of an entire research domain investigating knowledge elicitation techniques e.g., [208]). 

The learning that comes from experience gained within any discipline requires ‘an usual mix of 

creativity and meticulousness’ 47  which different people may posses in different measures. The 

degree of variability in pattern mining success is due to many factors such as the material chosen 

to abstract from, as well as the participating experts’ penchant for abstract thinking, degree of 

experience in the domain, and their willingness to reflect and share openly. The knowledge that we 

require is not easy to access - and an irony exists in that it is both troublesome and difficult to 

uncover expert knowledge, yet it is precisely because it is difficult to access and share that drives 

our need to uncover it. It is clear that there are many factors that combine to make it problematic 

to objectively evaluate or improve the pattern mining methodology and a through investigation 

into such matters would require another thesis. In a practical sense however, we may simply ask 

participants ‘Does the method surface concepts that help us understand, remember, or take action 

to improve lab experimental design?’ to which we can thankfully answer ‘Yes’, based on workshop 

feedback and the generation of explanatory concepts which can applied to, and identified, in other 

protocol artefacts. We acknowledge that the abstraction process is difficult, but crucially, the 

scaffolding and guided process we provide makes both explicit and transparent the acquisition 

process, and can be easily modified or extended in the future.  

3.4.3 A refinement of pattern conceptualisations 

Achieving a canonical pattern format for the knowledge uncovered during the workshop elicitation 

process was difficult and required a significant amount of effort after the event. Shortly after we 

had devised and run a number of preliminary elicitation workshops, we became aware of reports 

from two previous large scale efforts involving the use of design patterns to capture and represent 

practice in the domain of technology enhanced learning. The Mod4L and Planet:Patterns projects 

were two Jisc48 funded programmes that aimed to support the design and development of both 

representations and tools to assist the capture, sharing, reuse, and adaption of learning designs 

[209], [210]. Design patterns were a prominent feature of the various representations explored in 

both these projects. Importantly, our experience around pattern elicitation mirrored that of these 

two much larger and longer-running efforts - that the workshops were valued and effective at 

                                            
47 http://c2.com/doc/TipsForEditors.html 
48 http://www.jisc.ac.uk/ 
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uncovering critical aspects of practice, but the effort to transform this into pattern format, 

understand it, and give it further meaning was a major barrier. It becomes too high an overhead to 

ask for users and participants to also become pattern writing experts. While our pattern mining 

workshops were deliberately designed around the notion that participants need not be previously 

familiar with patterns from the outset, upon reflection, our observations supported by previous 

reports from other domains suggest that complete design pattern level understanding and structure 

may not always be productive in terms of cost:benefit. As noted by [203] a full pattern system is an 

excellent ‘representation of effective practice’ but it may not necessarily be an ‘effective 

representation’. The reports from the two previous learning design studies suggested to us that 

rather than aim for near complete elucidation and generalisation of design knowledge into a 

hierarchical network as pattern languages ultimately aim to do, simpler forms of representation can 

suffice and still be highly useful.  

 

The experience above highlighted potential concerns about the scalability, adaptability, or usability 

of a strict pattern language approach within the resource constraints of this project, and for the 

success of any longer term adoption. Expert facilitators cognisant of design patterns will likely 

always be necessary for the creation of full or complete patterns for a domain. Our experience in 

pattern mining workshops thus leads us to consider a more lightweight approach for uncovering 

and structuring experimental design knowledge - one that is a hybrid somewhere between a 

canonical pattern and a controlled vocabulary, and one that might succeed in the absence of strong 

editorial oversight by a pattern expert. The pattern mining workshops can successfully uncover and 

capture small pieces of practice related to specific laboratory contexts, in a form that is simple and 

easy to apprehend and adapt. However, rather than attempt to create a representation that covers 

an entire domain, or even one that can stand wholly on its own, the pattern vocabularies and 

knowledge we generate may more usefully and productively become boundary objects49 [213], [214]. 

                                            
49 The term boundary object was first put forward by sociologists Susan Leigh Star and James Griesemer and 
refers to objects (such as maps, repositories, specimens etc.) that are both adaptable to different viewpoints, 
and robust enough to maintain identity across them. Star and Griesemer state that ‘boundary objects are 
objects which are both plastic enough to adapt to local needs and constraints of the several parties employing 
them, yet robust enough to maintain a common identity across sites. They are weakly structured in common 
use, and become strongly structured in individual-site use…they have different meanings in different social 
worlds but their structure is common enough to more than one world to make them recognizable, a means of 
translation.’ [211]. Reflected in this definition we can see many similarities to design patterns. Our use of the 
term boundary objects here is to emphasise a concrete way of reliably representing different functional 
requirements of a lab protocol, and their negotiation and transformation across a community of inquirers. 
Furthermore, our conception of design patterns as boundary objects is closely aligned with the notion of 
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Rather than predominately as a representation unto themselves, they can provide a focus for 

collaborative discussion through which our practice can be organised and shared. A boundary 

object viewpoint on design patterns has some consequences for how we approach their further 

structuring and formulation for machine processing. Ironically, if we consider patterns as pragmatic 

representations of laboratory knowledge, a boundary object view compels us to consider the 

pragmatics of our pragmatic representations!50 Before we progress to structuring patterns to allow 

for machine processing, we thus conclude this chapter with some further discussion on the 

knowledge aspects of such a pattern vocabulary. We characterise the uniqueness and utility of our 

approach amongst other laboratory representations, and clarify a position on the meaning and use 

of patterns that we wish to support. 

3.5 Knowledge Aspects of Design Patterns for the Laboratory  

To conclude our deeper analysis of design patterns for the laboratory we consider some of the 

knowledge aspects relating to our pattern approach which we have gained from our synthesis and 

experience with pattern mining. We then discuss how these aspects impress upon the realisation of 

laboratory patterns as computable representations in use.  

3.5.1 Cognitive aspects of pattern mining 

From a cognitive standpoint, the pattern mining process we have outlined here mirrors the process 

of naive (or other) theory formation as summarised by [215]. In acquiring, organising, and accessing 

knowledge for theory formation, our minds, through reflective abstraction bring forth (i.e., make 

explicit) propositions from our implicit and heterogeneous knowledge. When challenged, we then 

co-ordinate these propositions into coherent explanations through deliberation and evidence. The 

process is difficult due to limitations on the size of our working memory, and because everyday 

decisions tend to be served well enough by simple relations and shallow understandings. We are 

typically good at explaining individual propositions (e.g., we can state that we need to heat our 

samples during pigment extraction), but coordinating multiple concepts and relations into wider 

explanatory conceptual structures is something we rarely do spontaneously (e.g., that optimal 
                                                                                                                                    

‘standardised packages’ after Fujimura [212] - they can act as interfaces to facilitate the flow of concepts, 
skills, materials, techniques and instruments along multiple lines of work.  

 
50  By this we mean if we accept that patterns are comparable to boundary objects which are inherently 
‘pragmatic’ representations, when we implement such patterns in concrete form, we must again consider the 
multiple uses and understandings of these representations. That is to say, we address ‘for whom’ does the 
pattern hold meaning, what does it mean, and how will it be used? 
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heating conditions depend in a complex way on the cell type, solvent, and nature of the pigment 

being extracted). Our pattern mining methodology presented here parallels closely and aims to 

support such a cognitive process. We strive to uncover the individual ‘pragmatic’ concepts that are 

important for experimental design (via reflective abstraction), and then support the construction of 

them into a more cohesive explanatory framework (the pattern/theory) through the use of 

diagramming and conceptual mapping. The guided process, work sheets, and workshop tasks 

challenge us to rationalise our propositions, and the use of diagrams to capture the forces in a 

graph helps overcome the limitations of working memory.  

 

Lesier [215] notes, that because of the heterogeneity of knowledge51, lack of consistency during the 

process of knowledge acquisition is likely the normal state. Naive theory formation requires us to 

solve any inconsistencies following the knowledge acquisition and the propositions that it brings 

forth. The first central consideration is ‘What contradictions are tackled?’. The next question is 

‘How are they resolved?’ - i.e., how do we create a coherent system? Considered analogously, our 

pattern mining process makes transparent such steps, and can provide clear, or at least recoverable 

answers to: (1) how pattern concepts (potential contradictions or concepts) are brought forth and 

made explicit, along with the surrounding context and goal orientated cues, and (2) how individual 

concepts are coordinated into larger explanatory frameworks (e.g., force mapping and pattern 

formation). Thus, serendipitously, it would seem that the methodology we have developed can be 

supported and has many parallels, at least theoretically, from a cognitive standpoint. Further 

parallels between patterns and their cognitive aspects in terms of schema theory have also been 

explored by [167]. 

3.5.2 Realist, relativist, and pragmatic principles 

The ways in which knowledge is structured in formal systems is often in tension between objective 

and subjective classification systems. The metaphysical and epistemological position one adopts has 

consequences for what knowledge is accepted and ultimately included in any representation. 

Although we have implied (somewhat ad nauseum) that pragmatism is the philosophy of patterns, 

we elaborate briefly here on more of the philosophical principles underlying the construction of 

                                            
51  The concept of knowledge has been alluded to previously (Section 2.7.3), but here we can consider 
knowledge to exist as multiple dichotomies, locations, or representational formats e.g., implicit/explicit, 
procedural/declarative, associative/rule based etc. What is important to note, is that during knowledge 
elicitation, no level or distinction is necessarily privileged - we may draw upon all kinds or locations of our 
knowledge. 
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workflows and formal ontologies for laboratory science and contrast this with our pattern 

methodology, as it provides useful guidance for the further structuring and application of our 

captured laboratory knowledge. 

3.5.2.1 Formal ontologies 

In the biological sciences, the majority of developed ontologies (especially the OBO Foundry 

ontologies 52 ) adhere to the principle of ontological realism. This conscious design decision and 

methodology for ontology development takes a hard realist approach53, and admits only objective, 

true features of reality, based on the Aristotelian idea of universals or types [216]. The hard realist 

approach therefore excludes any concepts that are mental, cultural, or otherwise ‘constructed’ (e.g., 

no unicorns are permitted as there are no instances in reality); it does so strictly in order to 

minimise the number of ontologies needed to describe the world, and to maximise their mutual 

consistency. A hard realist stance assumes that reality has a structure, and that ontologies can 

capture this structure. The realist methodology thus views ontologies as representations of reality 

as described by science.     

 

While the construction and use of strict realist ontologies in biology has been highly successful, a 

number of debates have raged in the literature arguing that such a strong commitment is in no way 

a requirement to permit reasoning and data integration, and it can in fact limit or marginalise 

other important concepts in scientific practice [217]-[222]. For example, [223] highlights many cases 

where terms that were meaningful or useful to users were excluded from the Gene Ontology (GO)54 

on the grounds of ontological realism, due to a situation in the biosciences where gene product 

names (e.g., collagenase) are habitually used to describe a type of molecular activity. This resulted 

in the exclusion of certain classes of concepts such as collagenase activity to be replaced by ‘true’ 

functions such as metalloendopeptidase activity, calcium ion binding, zinc ion binding and 

peptidase activity. This made it counter intuitive and difficult for users (biologists) to use and 

understand the ontology. Indeed, in our view, a strict realist approach neglects the larger process 

and situatedness of science and results in an impoverished and rather more static representation, 

one counter to what a semiotic view of science affords us - rich in hypothesis generation and ‘softer’ 
                                            
52 http://www.obofoundry.org/ 
53  We note that not all ontologies in biology are strictly realist but we may take a deliberately (but 
temporary) polarised view here in order to illustrate the character and typical differences that alternate 
representations can take. 
54 http://geneontology.org/ 
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interpretations emerging from practice, communicated and reified amongst a community, and one 

that explicitly recognises the role of context. While the critics above have argued the need for more 

relaxed, open, and pluralist ontological representations for (molecular)biology, few alternate and 

concrete methods have been proposed. Patterns represent one such viable alternative.  

3.5.2.2 Workflows 

While ontologies have been associated with philosophy for millennia, there has been little discussion 

on the general philosophical underpinnings of workflow systems. Workflow systems tend to be 

discussed on the grounds of their logical formalisation or as part of a larger philosophy of science 

and its processes - but what of workflows as representations themselves? Zur Muehlen [224] proffers 

a radical constructivist view of workflow processes and models. As a logical ordering of activities 

they are a theoretical construct that cannot be observed in the real world - rather we observe 

individual actions of process participants, but the process as a whole must be constructed by the 

observer through abstraction and generalisation. While the author does not refute the existence of a 

‘real world’ or reality - he notes whether it exists or not does not impact on the concepts of 

organisational process and workflow design and application. That is to say, that in essence, the 

processes that workflows represent are often socially constructed and there is no requirement to 

hold them against strict realist criteria. The models and theories are not objective but they can 

however be inter-subjectively testable against some agreed upon metrics [224, pp. 18]. That models 

can be inter-subjectively tested does pave the way to admit some more pragmatic rather than 

purely relativist notions for workflows, although such notions are not explicitly recognised. 

Bardram [225] also notes a tension between formal process models and the informal practice they 

represent, and proposes Activity Theory as a framework to approach workflow systems. Here again, 

the social and relativist aspects are identified as constitutive for the specification of workflows, and 

context is given as an important aspect that is often neglected in formalised representations.  

  

We may propose for arguments sake then, that workflow systems tend towards relativist principles 

in their philosophical underpinnings. The lack of an objective criteria to evaluate them, however, 

means their interpretation is always highly dependent on context. 

3.5.2.3 Patterns 

In contrast to strongly realist or relativist positions, we adopt a form of ‘hard’ Pragmatism as the 

fundamental principles and philosophy underlying patterns and their methodology. Our 
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Pragmatism is a scientific Pragmatism founded on Peirce’s original conception [226] and is 

congruent with the system of science and semiotics we outlined previously (Chapter 2). 

Pragmatism offers an alternate and middle ground on which to build our representations. Rather 

than being limited only to what is a priori objectively ‘real’, or to accept any given construct in a 

wholly relativist approach, a pragmatic grounding for patterns boils down to whatever is ‘tangible 

and practical as the root of every real distinction’ [227]. Pragmatics shares concerns from both 

positivism and anti-positivism, and through the logic of inquiry, utility in practice becomes the 

ultimate test for what is ‘true’ or accepted. Although Pragmatism admits a real and objective 

universe, it accepts a continually evolving one, and this has implications for the types of knowledge 

that are valued or admitted, and the kinds of questions that can be asked. We highlight these 

differences next. 

3.5.3 Knowledge representation 

Fundamentally, a knowledge representation can be understood in terms of five distinct roles - as a 

surrogate for the world, a set of ontological commitments, a fragmentary theory of intelligent 

reasoning, a medium for computation, and as a medium of human expression [140]. All roles need 

to be kept in mind when designing representations. Different from the more logicist essence of 

ontologies and workflows, we consider here how our patterns as a knowledge representation can be 

used to supply contextual indexing and support expert thinking for lab experiments. We discuss the 

kinds of questions that patterns help us answer, what we can infer with them, and how they may 

be conceived in use, as this will guide work towards our next objective of more formally 

constructing patterns for computer support.  

3.5.3.1 Formality 

Patterns have been described as pre-formal [158]. As a knowledge management tool they focus on 

capture and communication [179], and viewed against our model of knowledge generation and 

transformation (Box 2.1), our pattern mining methodology has guided the process from social to 

external forms of knowledge (see Figure 3.8). The ‘pre-formal’ status of patterns places them at a 

less ‘compressed’ phase of our reduction-computation-expansion semiotic model (Section 2.1.4) - 

one richer in background knowledge and social factors, and just so, the richness that they posses 

has allowed many scholars to variously frame them as cognitive [167], [228], hermeneutic [229], 

[230], phenomenological [186], ontological [231], [232], linguistic/communicative [233], social [177] or 

technical objects (i.e., concrete frameworks) [162], [166] - all to name just a few!  
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Figure 3.8 Pattern mining and its place in Nonaka’s knowledge spiral. Through situated abstraction and 
reflection in a social environment, pattern mining externalises important concepts related to experimental 
design. Once externalised, pattern concepts can then become available for other phases of knowledge 
conversion. 

 

This multiplicity of views lends weight to the idea that patterns are well suited as boundary 

objects; a common vocabulary that may serve to mediate and link between our various 

representations. More than a mere vocabulary however, patterns supply context and richer 

knowledge - they can help make our existing representations more usable, sharable, interoperable, 

and manageable. They mediate between practice and our record of practice, they encourage 

reflection, and they can be used to relate between contextualised concrete examples. As a 

pragmatic representation they can admit any concepts that help us achieve these tasks. In a 

machine readable format, they can afford the possibility to help manage all these things with the 

aid of computer based systems, and they may be better suited to all these aforementioned tasks 

than existing ontologies and workflows. 

 

Patterns retain a degree of informality - they are a structure and a form of compression that resists 

being rigidly or solidly locked down, or expressed with mathematical precision. While we do need 

some degree of formality and structure if we are to compute with such knowledge using machines 

(see the next chapter), the flexibility that patterns offer is one of their strengths - we can create 

pragmatically useful and meaningful structures without the need for strict logical formalisms and 

completeness. We can be inconsistent in a pattern, or only approximate, and use it without the 
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whole system breaking. Such affordances are not always possible in logically grounded ontology 

approaches, or with formalised workflow systems which enforce consistency or limit expressivity 

(albeit for necessary and different reasons). Patterns are more ‘fluid images’ [20, pp. 262] yet still 

clear, sharable, and open to critique. Because their form and relationships are only loosely 

constrained, patterns can evolve naturally, be used or built piecemeal, and they allow for ‘infinite 

non-determinsitic generativity’ [234] - as reflected by innovations such as wikis which have a 

similar structure and were in fact developed as an outgrowth of pattern languages [181]. 

3.5.3.2 Practical knowledge interests 

Knowing how patterns are intended to be used (i.e., not rigidly) is essential for their effective use. 

Patterns are not inflexible structures for analysis that are designed to reject or approve changes or 

facts, they are a language for discussing changes, and for reflection on possible impacts. Patterns 

frame the discussion in terms of concrete objects of the domain being designed [233].  

 

On organisational and information systems, Goldkuhl [235] shows us how adopting a pragmatic 

position leads to different knowledge interests for a domain, distinct from simple description or 

definition. A revealing knowledge interest shows us what is here that was implicit or taken for 

granted. It brings hidden values into open reflection and debate. A critical knowledge interest 

questions the status quo - it enables us to say ‘This is (or is not) good!’. A reflective knowledge 

interest shows us alternate ways to view practice – ‘You can see it like this!’. A prescriptive or 

innovative knowledge interest shows us new methods or design solutions – ‘You can do it like this!’ 

or ‘This is a new possibility!’. Finally, a dialogical knowledge interest concerns public dialogue and 

lets us expresses ‘Can we talk about this?’. It is not difficult to see that these are precisely the 

kinds of interests we are concerned with ‘at the bench’ and when reporting or retrieving laboratory 

knowledge. In the absence of mediating boundary objects, addressing these concerns amongst our 

existing representations is challenging - something we begin to address in Chapter 5.     

3.5.3.3 From representation to knowledge networks 

As boundary objects, we can envision a laboratory pattern as the hub of experience for certain lab 

techniques and protocols. They can provide a vocabulary or general purpose taxonomy, and 

simultaneously a single location to link and aggregate other Web resources. Via such a platform, we 

may turn disparate laboratory methods into a form of Linked Open Data (Chapter 4).  
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We arrive from having considered patterns as a domain representation in their own right, to their 

instantiation as small, piecemeal, and extensible conceptual vocabularies with associated 

documentation and context that can be used pragmatically. As boundary objects to mediate 

laboratory practice, and as a potential platform for Linked Open Data, the utility of patterns can 

provide a mechanism to connect and show different views over existing representations of 

laboratory procedures. Patterns provide a way of highlighting the relevant features of a procedure 

that one should pay attention to in practice. Alternate to more stable, comprehensive, and highly 

structured or axiomised knowledge for a domain, patterns as we envisage them, create affordances 

for linking active and dynamic networks of knowledge - to encourage reflection, dialogue, and 

importantly, to bring forth contextualised examples that practitioners can adapt immediately. 

3.6 Summary 

Patterns offer different knowledge and affordances to other structured external representations - 

although the process of acquiring them is not necessarily any easier. Acknowledging that the 

abstraction process is difficult, we provide a scaffolding and guided process to manage and make 

explicit the knowledge elicitation process. We contribute a well-grounded methodology that allows 

us to capture and express the knowledge that is often lacking when communicating laboratory 

experimental procedures. Our reflections and experience gained during pattern mining led us to 

considering in detail the nature and use of the knowledge elicited, and the formulation of laboratory 

patterns as boundary objects. As boundary objects, and in line with our Peircian view of science as 

an ‘animating spirit’ rather than dead pool of ‘systematised knowledge’, our vision of patterns 

guides our efforts towards structuring and applying pattern knowledge in computable ways. The 

transfer from pattern knowledge captured on paper to a computable format, taking account of the 

deeper knowledge aspects we just uncovered is the subsequent challenge, and the subject of the 

next chapter.  
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Chapter 4 -  Structuring Design Patterns for the Web 

As articulated in Challenge 2 (Chapter 2) - in order to maximise the utility of design patterns, we 

need to more formally characterise their elements. In this chapter we introduce the key concepts 

and rationale for our approach to structure and publish design patterns on the Web, and we 

describe the architecture and a proof-of-concept implementation to realise such computable 

representations. We limit much of our discussion here to design and implementation details; 

Chapter 5 examines in more detail the use of our pattern system to help link, find, share, and 

understand more of our laboratory practice. 

4.1 Transforming Patterns From Paper to the Web 

We hardly need to labour the point that digital, computable representations of pattern knowledge 

are desirable. There is however, a certain irony present in situations where design patterns, 

expressed only as documents in natural language, lack an interoperable structure and better models 

for representing and disseminating the knowledge they contain in our now Web-centric world. We 

thus need to formalise some aspects of design patterns to facilitate the process of discovery, linking, 

and user understanding of a growing design pattern collection using computer support. 

4.1.1 Formalised pattern knowledge from other domains 

While a number of different approaches to formalising aspects of design patterns and pattern 

languages have been attempted in different domains (especially in software engineering where the 

target objects are already digital or formal entities e.g., see [236]), we are primarily interested in 

bringing laboratory design patterns to the Semantic Web for use in eScience tools for the 

laboratory, and because our pattern content and context is different, few aspects of design pattern 

formalisation attempts from other domains remain directly relevant here. Nevertheless, some 

attempts at describing design patterns for the Semantic Web have been ventured, and we first 

discuss some of the relevant attempts made so far below.  

 
Borchers [237] provides one of the earliest attempts to formalise design patterns on the Web, and 

presented a hypertext model of a pattern language with the aim of making it possible to design 

computer-based tools to help write, read, and understand patterns. Borchers defines a pattern 

language as a directed acyclic graph containing nodes and edges. Each pattern is represented by a 

node, with sets of edges entering a node being the context, and the set of edges leaving a node its 
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references. In this manner, individual patterns are connected to higher and lower level patterns via 

graph edges, and each node (pattern) is defined as a set that contains elements such as name, 

problem, solution etc. While predominantly a syntactic model, this approach allows for uniform 

representation and the design of computer based pattern editing and reviewing tools. Similarly, 

Pai’s masters thesis [238] represents a thorough approach to representing mobile application design 

patterns in an XML notation. 

 

Henninger and Ashokkumar [239], [240] created an ontology-based formalism to describe the 

content and relationships of a corpus of usability design patterns for software engineering, with the 

aim of incorporating the design knowledge into CASE (computer aided software engineering) tools. 

Using the ontology-based infrastructure they developed, a user can select a specific design pattern 

to use, and a reasoner can infer and return all other related patterns from the pattern knowledge 

base. In this manner, the burden of manually searching for relevant design patterns is relieved - it 

is now handled by the reasoner, which aims to allow for more effective design pattern reuse. 

Similarly, Lacob and Fogli [241] address the problem of how to determine the relationships existing 

between design patterns in a collection, and how to transform such a collection into a pattern 

language using an ontology-based approach. They begin with an initial collection of software design 

patterns for synchronous collaboration and manually construct an ontology for representing the 

domain addressed by the pattern collection and the various pattern relationships; they then provide 

application support in the form a query tool that returns related patterns based on keywords or 

pattern identifiers.  

 

Kruschitz [174], [242] propose the development of an open and extensible design pattern 

specification for HCI (Human-Computer Interaction) patterns that is based on XML, RDF, and 

OWL called XPLML (eXtended Pattern Language Markup Language). XPLML aims to address 

some shortcomings of a much earlier attempt at specifying HCI design patterns in XML [243], and 

is envisioned as the data representation layer that can mediate between machine readable and 

prose forms of design patterns, and include support for integrating semantic metadata into pattern 

descriptions. Although not yet available (and unfortunately the project status remain unclear), the 

authors envisioned that XPLML could be used to create a Web based, open content repository for 

HCI patterns.  

 

We note that nearly all attempts to formalise design patterns from other domains have focused on 

describing the semantics or links that exist within catalogues or corpuses of pre-existing patterns, 
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with the aim to assist their navigation and discovery by users or automated clients. Our case is 

slightly different. Rather than focus on representing the detailed semantics of the content for the 

design patterns we generate, we aim to provide a minimal syntactical model that enables publishing 

of individual design patterns to supply semantics and pragmatics to the target domain of laboratory 

protocols; i.e., use them to describe and link instances of laboratory methods, rather than focus on 

describing the semantics of the pattern content itself in detail. 

4.1.2 Our approach 

Rather than draw yet deeper on notions of formal logic and ontologies to capture and describe the 

syntax and semantics of laboratory patterns, we instead adopt a lightweight approach and aim to 

publish patterns as Linked Open Data (see next section). Our motive is driven by the notion of 

transforming and representing patterns as a ‘semantic network’55 rather than focusing on the idea 

of turning them into another ‘ontology’. This view of ‘semantics’ as it pertains to the Semantic 

Web is considered further in [244]. We aim to create a network-like representation of a design 

pattern using nodes and typed links, and to make the connections between various pattern 

elements explicit, facilitating their interchange between human and machine agents. Transforming 

design patterns into an RDF graph can allow for their computational tractability, and our view of 

patterns as data here is primarily one of providing an unambiguous syntax and semantics (as in a 

semantic network), but not one of providing ‘meaning’ in a ontology or complex human 

understanding sense. The ‘meaning’ of our pattern concepts and elements in many cases is intended 

to emerge through use (see Chapter 5), and is not ‘fixed’ - we make no attempt to constrain or 

determine in advance the interpretation of pattern concepts via the construction of formalised 

ontologies. Our goal here is open, reusable, and computer tractable data, but not automated 

reasoning in the first instance.  

 

4.1.3 Linked Data 

Before moving to implementation details, we first introduce some supplemental details on the 

notion of Linked Data. Readers familiar with the topic may wish to skip to the next section on 

pattern knowledge stability (Section 4.1.4). 

                                            
55 The term ‘semantic network’ has various definitions amongst different communities. We use the term in its 
most general sense here to mean “a graph structure for representing knowledge in patterns of interconnected 
nodes and arcs”. See http://www.jfsowa.com/pubs/semnet.htm. 
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The idea of Linked Data flows from the original vision of the Semantic Web as a network of 

interconnected resources - i.e., nodes and links where nodes can stand for anything (concepts, 

documents, people) and links can be typed to carry some semantic information. At its core, Linked 

Data is a set of principles and technologies that aim to harness the ethos and infrastructure of the 

Web to enable data sharing and reuse on a massive scale and the term commonly refers to a set of 

best practices for publishing and interlinking structured data on the Web. These best practices 

were introduced by Tim Berners-Lee in his Web architecture note unsurprisingly titled ‘Linked 

Data’ 56 and can be summarised into four main principles57. 

 

        1. Use URIs as names for things. 

        2. Use HTTP URIs so that people can look up those names. 

        3. When someone looks up a URI, provide useful information using standards (RDF, 

        SPARQL). 

        4. Include links to other URIs, so that they can discover more things.  

 

The use of URIs for entities allows for the creation of globally unique names in a decentralised 

fashion, and also serves as a means for accessing information about the identified entities. The use 

of the RDF data model (Section 2.4.1.2) allows for clients to look up any URI in an RDF graph 

and follow links between data from different sources - any triple can be used as a starting point to 

explore the data space. RDF also allows for easy merging of sets of triples into a single graph, and 

combined with schema languages such as RDFS and OWL (see Section 2.4.1.7) further structure, 

semantics, and different vocabularies can be represented. 

 

Extending the idea of Linked Data to what is good Linked Data, Tim Berners-Lee later added a 5 

star rating system, defining criteria for Linked Open Data58. Under the scheme, the more stars your 

data has, the progressively more powerful, accessible, and easier it is for people to use. See Table 1 

below. 

 

 

 

                                            
56 http://www.w3.org/DesignIssues/LinkedData.html 
57 While we only give a brief introduction to Linked Data here, the interested reader is directed to [245], [246] 
for a more detailed overview. 
58 Also see http://5stardata.info/. 
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Table 1. 5 star rating system for Linked Open Data 

★ Available on the Web (whatever format) but with an open licence, to 
be Open Data. 

★★ Available as machine-readable structured data (e.g., excel instead of 
image scan of a table). 

★★★ As (2) plus non-proprietary format (e.g., CSV instead of excel). 
 

★★★★ All the above plus, use open standards from W3C (RDF and 
SPARQL) to identify things, so that people can point at your stuff. 

★★★★★ All the above, plus: link your data to other people’s data to provide 
context. 

 

Following these principles, our aim is thus to transform and publish laboratory design patterns as 5 

star, Linked Open Data. Assigning URIs to patterns in a Linked Data setting however requires us 

to first think about what these URIs might represent through time. 

4.1.4 Stability and evolution of pattern knowledge for computation 

In thinking about how we might best approach the structuring of design patterns for their 

computable representation and (re)use across the Web, we are faced with something of a 

predicament. Patterns by their nature, and when viewed as primary information resources 

themselves, should be open and flexible structures, free to evolve with use59 . Such a dynamic 

system, however, especially if it is rapidly evolving, limits the utility of patterns as knowledge 

structures for organising or annotating other knowledge on the Web. Pattern use as we envision 

them requires a representation that is stable enough, and with consistent identity and semantics 

through time relative to any services or applications that might use them. A design pattern whose 

forces or descriptions and definitions are constantly changing becomes ontologically unstable, and 

any attempt to use a structured version of a design pattern as an organising device in an open, 

distributed system like the Web will face the same problems as traditional ontology evolution - a 

difficult situation (both technical and social) for which we are still researching adequate solutions 

[247], [248]. Similarly, from a linked data perspective, issues surrounding: versioning (publication, 

consumption, and navigation): determining time-validity intervals for assertions: and mechanisms 

for understanding, detecting, and propagating change through our data and knowledge structures, 

remain open research questions [249]. The difficulty of the situation is reflected by one recent 

                                            
59  This was always Alexander’s intent, although we note that his original pattern language is still only 
available as a print copy and has remained unchanged (although still useful!) since its first publication in 1977.  
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survey in 2012 which reported that up to 70% of Linked Data applications don't even attempt to 

address such issues [250]. 

 

In order to move forward and explore what might be possible using patterns as a knowledge 

structure, we must similarly here sidestep the issue of versioning and dynamic aspects of Linked 

Data. We envision a scenario where the initial velocity of pattern change is moderately high, but 

over time they become further refined and grounded in practice, and mature into stable entities. In 

this thesis, and in the interests of simplicity and demonstrating a first proof-of-principle, we thus 

adopt a simple two-phase strategy for publishing computable representation of design patterns 

(Figure 4.1). We provide an initial ‘staging’ area, where nascent patterns are free to evolve and be 

edited by the community. Once agreed as stable by the authors or community, they may then be 

published as a ‘fixed’ Linked Data resource or ‘snapshot’, and provisioned with URIs for the 

granular data they contain. More sophisticated and complete models for versioning and managing 

pattern knowledge on the Web are of course desirable, for example - capturing provenance around 

changes (who, what, why), minting new (versioned) URIs every-time a resource is changed, 

computing backwards and forwards compatibility and links between such different versions, or the 

fostering and development of social mechanisms such as authority, curation efforts, and official 

sanctioned releases etc.; the complexity of implementing such capability escalates rapidly 

however60, and we limit our investigations in this thesis to providing a single ‘canonical’ view of a 

laboratory design pattern published as Linked Data. Ultimately it will be for any community of 

pattern users to determine the best governance model and technical approach to deal with the 

evolution of pattern knowledge and their formal representation depending on various use cases (for 

example, the type, velocity, and volume of change etc.,). Regrettably, we must defer such issues to 

future work. Our concern here is to firstly provide a simple description of a structured 

representation of a laboratory design pattern, and secondly, to show how this representation may 

be used pragmatically to connect and add a layer of knowledge additional to our current 

representations. From here, future efforts may grow and more dynamic services can be built.  

 

                                            
60 To the point where a full exploration of these issues would necessitate a change of topic and require a new 
thesis on the change management and evolution of data and knowledge on the Semantic Web. 
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Figure 4.1 Workflow for publishing design patterns as Linked Data resources. Initial pattern development 
occurs offline in small groups, with a small audience and high likelihood of change. As patterns are refined, 
they are digitised and shared online, where further edits and refinements are possible. Once deemed ‘stable’ or 
good enough by pattern authors or the community, they can be published as read only RDF for use on the 
Semantic Web. 

4.1.5 Required transformations 

We focus on the vocabulary-like aspects of design patterns in this thesis, and wish to formally 

structure patterns in a manner that can leverage the useful concepts they provide, and use them to 

link and categorise pattern instances (exemplars) across the Web in support of improving the 

adequacy of our lab knowledge representations. Following the Linked Data paradigm, we choose a 

graph based formalism expressed in RDF, with the nodes representing design pattern concepts that 

may then be (re)used as a vocabulary on the Semantic Web to annotate other resources - i.e., from 

a semiotic perspective we want to use pattern concepts as additional signs that can stand for other 

objects in order to add a pragmatic or contextual dimension to lab protocols.  

 

Transforming patterns from flat documents into a Linked Data graph structure is complex however 

- the majority of existing tools that support the creation of structured data in RDF for the 

Semantic Web are typically aimed at ontology experts e.g., Protégé [251], or tend to focus mainly 

on either the creation of ontologies or the creation of instances e.g., [252], [253]. These latter 

approaches amount to a somewhat fixed and single view of the object-sign-interpretant relationship 

(Section 2.1.1). Our needs are somewhat more complex - we view the sign relationship between 

patterns and the world as dynamic and multidimensional - object and referent are not fixed or pre-

defined for us but emerge through use. The heterogeneous information contained in design patterns 

that we want to represent as Linked Data exists at multiple levels of abstraction with respect to 
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either patterns themselves, or the target domain of lab protocols - e.g., they may be at schema 

(class), individual, or instance levels. The multiple and hierarchical transformations required to re-

engineer patterns as Linked Data go beyond what most existing RDF publishing tools aimed at 

domain scientists were designed for. Our needs are more akin to ontology construction from non-

ontological resources [254] and comprise two main operations (see Figure 4.2 below): (1) A-box 

transformations, to transform the pattern schema into an ontological schema (pattern model) 

and the pattern content (e.g., named forces) into individuals of the model, and (2) population, 

where pattern content is transformed into instances of other ontologies or vocabularies on the 

Semantic Web (e.g., a pattern author is also an instance of foaf:Person). Furthermore, we desire 

these transformations to occur simultaneously and simply in such a way that the pattern author 

(domain scientist) can focus on the pattern content, and does not need to be conversant with 

Semantic Web details or deal with URI management, hierarchies, and other technical details that 

existing RDF publishing tools typically require the user to understand. 

 

 
Figure 4.2 Transformations required to publish laboratory patterns as Linked Data/RDF. We wish to reify a 
minimal pattern schema (Pattern, Force, Author, etc.,) using constructs from Semantic Web languages, and 
assert that individual patterns, forces etc., are individuals of these schema classes, which can be further 
described through asserting additional properties and relations from existing vocabularies, or used as categories 
themselves to describe other Web resources. 

5.1.6 Design criteria 

Having outlined the kinds of transformations that need to occur, we deduce the following steps and 

criteria for the design of a publishing service that can move us from patterns on paper to patterns 

as structured data on the Web. We require: 
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        1. The construction of a top-level pattern schema to describe design patterns on the  

        Semantic Web. 

        2. A service to mint URIs for newly published laboratory patterns and their concepts.   

        3. The mapping and annotation of additional pattern (meta)data using existing vocabularies. 

        4. A user interface for simple creation, editing, and publishing of patterns. 

 

All in order to support 

 

        5. The publication of laboratory design patterns as five star, Linked Open Data. 

 

In the sections that follow in this chapter we outline the implementation details that satisfy the 

requirements for our design pattern publishing service. In Section 4.2.1 we present the construction 

of the top level schema in order to identify design patterns elements on the Semantic Web. Next we 

document a URI design strategy for identifying and creating new instances of patterns and their 

elements on the Web (Section 4.2.2). We then complete the domain ontology mapping to provide a 

complete model for the publishing of patterns as Linked Data (Section 4.2.3) before describing the 

realisation of the above in a Web service (Section 4.3) and client user interface (Section 4.3.4). 

 

4.2 Patterns as Linked Data 

4.2.1 (Re)constructing a pattern schema for the Semantic Web 

Our first task is to reify the pattern document format into a schema suitable for the Semantic Web 

- this will serve as a pattern meta-model in order to identify and describe all instances of laboratory 

patterns on the Web. As with any domain, there are near infinite ways to construct such a schema, 

but given that purpose always serves as the basis for any conceptualisation, we identify a minimal 

set of classes and properties that we need to create in order to describe a design pattern in ways 

that are useful to domain scientists, and we encode them using the OWL Web Ontology 

Language61 (see Figure 4.3 below).  

                                            
61 Note: in regard to the terms ‘pattern ontology’ and ‘pattern schema’ in this thesis. While technically our 
top level model for a design pattern is encoded as an OWL ontology, it actually contains very little ‘semantics’ 
in the information science view of an ‘ontology’ - as a ‘schema’ we aim to enable distinctions between relevant 
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The domain entities we select as classes of elementary resources with which we wish to interact are 

- (1) a design pattern as a whole, (2) an individual pattern force, (3) a pattern author, and (4) a 

design pattern bibliographic reference. These carry the most significance for relating a design 

pattern to laboratory protocols in a scholarly manner, and hold the most interest for reserachers,  

allowing for attribution and cycles of credit for citable entities, and the ability to form useful 

connections between these elements and other resources. In addition to these four main classes, a 

single object property hasForce connects forces to their parent pattern, and additional data about a 

design pattern is expressed through the datatype properties hasProblem, hasContext, hasSolution 

and hasRationale. Together these comprise a minimal schema to help describe patterns on the 

Semantic Web, and is available in Turtle syntax in the GitHub repository at 

http://github.com/cameronmclean/pattern-ontolgy and also retrievable as RDF/XML following 

the W3C best practice recipes for publishing vocabularies62 under the permanent URL (PURL) 

http://purl.org/NET/labpatterns. 

 

 
Figure 4.3 New classes and properties defined in the minimal lab patterns schema. 

 

Our schema or ‘ontology’ makes as few assertions as possible and is intended to be extensible, 

evolvable, and orthogonal to existing ontologies. Despite its somewhat (and unavoidable) domain 

driven conceptualisation in terms of class and property selection, it is also intended to describe 

design patterns independent of any specific subject domain. Furthermore, because patterns are 

                                                                                                                                    

pattern entities, but we make no attempt at a fully axiomised ‘ontology’ to encode causal or explanatory 
reasoning for design patterns.   
62 http://www.w3.org/TR/swbp-vocab-pub/ 
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ostensibly a document, there are many existing vocabularies that describe additional aspects of 

design patterns that we wish to represent. Our pattern schema here covers only the intrinsic or 

core pattern elements where no other suitable vocabulary exists. We discuss the complete 

description of a design pattern as Linked Data in Section 4.2.3.   

 

Having created the required terminology to describe patterns on the Web, the next practical issue 

to address is a URI naming strategy so that we may identify new design patterns and their 

elements as individuals of the above classes. A documented URI naming strategy provides the 

design guidance for the application that will publish patterns and mint such URIs, and will aid 

users later when needing to reference or query pattern information expressed in RDF.  

4.2.2 URI design for laboratory patterns 

On the Semantic Web it is important to distinguish between URIs for real-world or abstract things 

(such as Stonehenge or the colour indigo) and documents about those things. A web sever can give 

us a document about Stonehenge, but not retrieve for us the monument itself, yet we may need to 

make different statements about each. For example, a document about Stonehenge has an author, 

but the real Stonehenge does not. We face a similar scenario when considering the creation of URIs 

to name pattern elements. For example, the concept or idea of an individual design pattern or 

‘force’ is different from the document that describes it. We might wish to state that an example of 

a pattern concept can be located in a given lab protocol, but it doesn’t make sense to say that the 

document that describes the concept can be found there also. Conventions for disambiguating and 

denoting different URIs for entities were debated in the early development of the Semantic Web 

and eventually resolved as a function of the HTTP run time protocol response63, epitomised by the 

W3C Interest Group Note ‘Cool URIs for the Semantic Web’64. We adopt such guidelines in our 

URI design for laboratory patterns here. 

 

In line with our four ontology classes, there are four main components of design patterns for which 

we wish to create URIs when new patterns are published: the pattern itself, the individual forces 

within the pattern, the references which provide justification and the evidential basis for the 

pattern, and the pattern authors. As individuals of our pattern ontology, these elements represent a 

minimal set of new pattern entities for which we may wish to reuse or specifically refer to on the 

                                            
63 See http://www.w3.org/2001/tag/group/track/issues/14 
64 http://www.w3.org/TR/cooluris/ 
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Semantic Web. Once named with URIs, additional information about these entities can then be 

asserted with further properties or relations in RDF, and they can be published as Linked Data. 

For each of these entities then, we also need to distinguish between informational (document) and 

non-informational (real-world or conceptual) resources (see Figure 4.4). We thus adopt the 

following URI patterns to name and describe design patterns, outlined in Table 2 below.  

 

Table 2. URI naming scheme for patterns and their components. 

URI pattern Examples and notes 

Base URI  

http://labpatterns.org The base URI is common to all elements in the knowledge 
base and is also the domain hosting all the lab pattern 
services. 

Pattern Concepts URIs for conceptual or real-world entities are designated by 
/id high up in the scheme hierarchy 

/id/pattern/{id} http://labpatterns.org/id/pattern/42 
These URIs refer to the pattern as a whole, as an idea and 
set of concepts encapsulated in a context. It refers to the 
situation that the pattern denotes e.g., the scenario of 
‘Biophotonic Imaging’. A request to this URI will result in 
an HTTP 303 redirect to a document that describes the 
pattern. 

/id/pattern/{id}/force/{force-id} http://labpatterns.org/id/pattern/42/force/2 
These URIs refer to the concept of a named pattern force. 
The nested URI is appropriate as it only makes sense to 
talk of a specific force (e.g., ‘temperature’) with respect to 
its parent pattern and context. A request to this URI will 
result in an HTTP 303 redirect to a document that 
describes the pattern force. 

/id/pattern/{id}/ref/{ref-id} http://labpatterns.org/id/pattern/42/ref/1 
These URIs refer to a individual bibliographic reference 
that provides empirical or theoretical support for an overall 
design pattern or the concepts it contains. The nested URI 
structure implies that the reference is associated with an 
individual pattern. A request to this URI will result in an 
HTTP 303 redirect to a document that describes the 
pattern reference. 

/id/contributor/{contributor-id} http://labpatterns.org/id/contributor/7234-3245-2456-4563 
These URIs identify a individual pattern author or 
contributor. This URI scheme is not nested as an individual 
may contribute to many patterns. A request to this URI 
will result in an HTTP 303 redirect to a document that 
describes the pattern contributor. 
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Pattern Documents URIs for documents that describe pattern concepts or real-
world entities are designated by /doc high up in the scheme 
hierarchy. 

/doc/pattern/{id} http://labpatterns/doc/pattern/42 
These URIs refer to the documents about the pattern. A 
request to this URI will return a document that describes 
the current information about the pattern. 

/doc/pattern/{id}/force/{force-id} http://labpatterns/doc/pattern/42/force/2 
These URIs refer to the documents about individual 
pattern forces. A request to this URI will return a 
document that describes the current information and 
definition of the force. 

/doc/pattern/{id}/ref/{ref-id} http://labpatterns.org/doc/pattern/42/ref/1 
These URIs refer to documents about individual 
bibliographic references related to a design pattern. A 
request to this URI will return a document that describes 
the bibliographic reference in detail. 

/doc/contributor/{contributor-id} http://labpatterns.org/doc/contributor/0000-0002-9836-
3824 
These URIs identify documents about an individual pattern 
author or contributor. A request to this URI will return a 
document about the pattern contributor. 

 



 

 126 

 
Figure 4.4 Distinguishing between URIs for pattern concepts and real-world entities and URIs for documents 
about these entities. 

4.2.2.1 A brief aside on keys and identifiers for pattern URIs 

There are many naming schemes we could implement when choosing a key for the various 

identifiers in our URI scheme. With the exception of Contributor where we reuse the unique 

ORCID65, We chose an integer ID as it short and human readable, and because we control the 

namespace and a single instance of the linked-data publishing service, we can thus ensure its 

uniqueness. Other approaches using natural keys such as an URL friendly slug66 derived from the 

pattern or force name were considered but rejected as not viable - it is conceivable that in a large 

                                            
65 http://orcid.org/ 
66 see http://en.wikipedia.org/wiki/Semantic_URL#Slug 
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collection, patterns or forces may have similar or identical names but different meanings depending 

on the context, content, and biological subdomain they belong to. Generating truly globally unique 

IDs is also possible, but results in long URls that are not human friendly.  

 

Having created our main design pattern classes and a URI scheme to name individual patterns, we 

next structure and describe the remaining details of a pattern with terms and properties from 

existing Semantic Web vocabularies to arrive at a complete system to express entire patterns as 

RDF graphs.   

4.2.3 Domain ontology mapping 

In accordance with Linked Data principles we reuse as many existing vocabularies and vocabulary 

elements as possible when describing a design pattern. While there are no previously existing 

examples of design patterns published as Linked Open Data, the document-centric format of 

patterns and our intended use of the data as a kind of vocabulary itself means that there are many 

suitable terms at the right level of abstraction already available. Selection of existing terminology 

was assisted using the Open Knowledge Foundation’s Linked Open Vocabulary search engine67. 

Table 3 lists the existing vocabularies, elements, and their namespace prefixes for all the additional 

terms we use to describe a design pattern. For describing bibliographic references in our 

implementation, we chose to adopt a bibTeX format68 as it widely used, has good tool support, and 

is already in a structured format. There is no or single standard vocabulary to describe a 

bibliographic reference however, so we follow the Semantic Publishing and Referencing Ontologies 

(SPAR)69 as far as possible. A detailed model of a pattern expressed as Linked Data is presented in 

Figure 4.5. 

 

Table 3. Existing vocabulary terms used to describe design patterns and their components. 

Vocabulary name (prefix) URI Reused elements 

FOAF (foaf:) http://xmlns.com/foaf/0.1/ foaf:name 
foaf:Person 
foaf:depiction 

Dublin Core (dcterms:) http://purl.org/dc/terms/ dcterms:description 
dcterms:creator 
dcterms:title 
dcterms:publisher 

                                            
67 http://lov.okfn.org/dataset/lov/ 
68 http://www.bibtex.org/ 
69 http://sempublishing.sourceforge.net/ 
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Schema.org (schema:) http://schema.org/ schema:name 
schema:image 

BIBO (bibo:) http://purl.org/ontology/bibo/ bibo:chapter 
bibo:edition 
bibo:editor 
bibo:doi 

bibTeX (bibtex:) http://purl.org/net/nknouf/ns/bibtex# bibtex:hasJournal 
bibtex:hasNumber 
bibtex:hasPages 
bibtex:hasEntry 
bibtex:hasMonth 
bibtex:hasAddress 
bibtex:hasType 

VIVO (vivo:) http://vivoweb.org/ontology/core# vivo:orcidId 

FaBiO (fabio:) http://purl.org/spar/fabio/ fabio:hasURL 
fabio:hasPublicationY
ear 

SW Portal (swportal:) http://sw-
portal.deri.org/ontologies/swportal# 

swportal:isVolume 

CiTO (cito:) http://purl.org/spar/cito/ cito:citesAsEvidence 

 

 

 
Figure 4.5 An illustration of a design pattern published as Linked Data. We use example to indicate a generic 
instance of a design pattern or its elements. Entries given without namespace prefixes are to be understood as 
defined by the relevant hierarchy of the local data (i.e., pattern publishing) namespace. The lp: namespace 
refers to our custom pattern schema. Some details are omitted for clarity, such as multiple Force or Author 
instances, and not all possible Reference datatype properties and literals are shown. 

 

Having mapped out how a laboratory design pattern can be instantiated as Linked Data, we turn 

next to the construction of a proof-of-concept Web service to realise these ideas. 
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4.3 The Labpatterns Web Service 

To realise a service that enables users to interact with and publish design patterns as Linked Data, 

we implement a simple two layer client-server architecture. The core of our laboratory pattern Web 

service consists of an API which provides the functionality for creating, updating, and retrieving 

design patterns. The Web service manages all the tasks related to maintaining a pattern knowledge 

base, as well as the serving of Linked Data, allowing for the creation of client applications that can 

interact with the knowledge base over HTTP. Web service resources and functionality related to 

the creation, editing, and publishing of patterns in this prototype remain tightly coupled to the 

client application for time being, while the published pattern resources serving Linked Data are 

designed to be consumed more generically by any HTTP client. We present the details of the Web 

service implementation in what follows, and then demonstrate a basic Web user interface coupled 

to this service in Section 4.3.4.  

4.3.1 Web service architecture 

An overview of the lab pattern Web service architecture is shown in Figure 4.6. A simple API is 

implemented using Node.js70 which handles incoming HTTP requests, performs the domain logic 

required to create, update, publish, or retrieve design patterns, and manages the connection to a 

CouchDB71  document store where patterns are persisted. The document store uses JSON72  for 

internal representations which simplifies data handling across the layers, and makes for more 

transparent transactions without the need to resort to intermediate abstract layers such as object 

relational models which would be required for working with relational databases. The use of a 

JSON document store also makes the task of serialising design patterns in RDF trivial through the 

use of the JSON-LD73 format (see Section 4.3.3 below). Additionally, we provide a client in the 

form of a Web application implemented in HTML5 and jQuery74 which acts as view and controller 

to enable user interaction with design pattern data via a browser and Web forms. Full source code 

for all lab pattern Web services and the application is available as a GitHub repository at 

https://github.com/cameronmclean/hyperPatterns.  

                                            
70 https://nodejs.org/ 
71 http://couchdb.apache.org/ 
72 http://json.org/ 
73 http://json-ld.org/ 
74 https://jquery.com/ 
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Figure 4.6 Architecture of the basic lab pattern Web service. 

 

4.3.2 Web service resource design 

Given the workflow outlined earlier in Figure 4.1, we identify a minimal set of requirements that a 

pattern publishing Web service should fulfil, centred around a simple set of pattern resources and 

domain functions. We desire the ability to: 

 

1. Create a new design pattern on the Web for review (create a proto-pattern). 

2. Retrieve or edit a newly created proto-pattern. 

3. Publish a stable proto-pattern as a fully fledged design pattern. 

4. Retrieve a representation of a published design pattern and its concepts as Linked Data. 

 

We note that what is presented here is a deliberately minimal set - many further requirements, 

resources, or functions are possible and indeed desirable (e.g., search, revision history, user 

accounts/profiles, authentication etc.), however, our focus here is on (1) demonstrating a 

computable encoding and representation for design patterns, and (2) establishing a basic service to 

support design pattern creation, reference, and retrieval. Additional functionality involving other 

resources and actions that might be required for full scale deployment can be added or extended 

later. 

 

To fulfil the above requirements, and in addition to the URI scheme described in Section 4.2.2 for 

naming patterns and their entities, we thus create a number of resources or endpoints related to 

the pattern publishing Web service under the same base URI (http://labpatterns.org). These 

resources provide the core Web service functionality utilised by the Web client application, and are 

listed in Table 4 below. Two staging endpoints /new and /prototype allow for the creation, and 

retrieval or editing of a new prototype design pattern respectively. The /publish endpoint accepts a 
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GET request, and acts as a ‘change’ resource. A valid request to this endpoint results in the 

Node.js service changing the internal representation of pattern and reassigning it to make it 

available as Linked Data (JSON-LD) under the previously described URI scheme (Section 4.2.2). 

Once published, a pattern is removed from the list of editable prototypes and made available as 

read-only (i.e., HTTP GET) resources (see Section 4.1.4). 

 

Table 4. Lab pattern Web service resource design. These resources form the core functionality for creating, 
updating, and publishing new design patterns. Once published, patterns become available under the URI 
scheme outlined in Section 4.2.2. 
 
Resource Method Data Server action Response 
/ GET HTML/JS Sends an HTML5/javascript Web application 

that acts as the user front end to interact with 
laboratory patterns via the additional 
endpoints listed here. 

200 (OK) 

/new POST multipart/ 
form-data 

Accepts a new design pattern and hosts it 
under the /prototype namespace. 

302 
(redirect) 

/patternlist GET JSON Retrieves a list of all published design patterns 
name and ID, serialised as JSON. 

200 (OK) 

/prototypes GET JSON Retrieves a list of all proto-patterns serialised 
as JSON. 

200 (OK) 

/prototype/{id} GET JSON Retrieves an instance of a proto-pattern 
identified by its {id}. This data is intended to 
be consumed by the client Web application. 

200 (OK) 

/prototype POST multipart/ 
form-data 

Updates the POSTed proto-pattern identified 
by its id in the form data. 

302 
(redirect) 

/publish GET null A ‘change’ resource that matches the prototype 
pattern ID and formalises it, mutating the 
internal representation of the pattern, and 
making it available as Linked Data. 

302 
(redirect) 

 

4.3.3 Representations 

We only provide a single reference serialisation for our published design patterns - JSON-LD. 

JSON-LD is lightweight Linked Data format and W3C recommendation75 that uses JSON syntax 

to serialise RDF graphs and express Linked Data. The syntax is designed to be compatible with 

existing systems that already use JSON on the Web, and thus can take advantages of JSON 

affordances such as existing tool support and human readability, etc. A growing number of Linked 

Data services and applications already utilise JSON-LD, including the BioPortal REST API for 

                                            
75 http://www.w3.org/TR/json-ld/ 
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bio-ontologies76, and conversion between different RDF serialisations for any third parties that may 

require it is fairly simple using tools such as Apache Any2377.  

The choice of JSON-LD gives us the benefits of both JSON and RDF at very low cost. By 

providing all pattern content as JSON-LD, third parties can choose to utilise RDF-aware 

technologies when consuming lab patterns to create more sophisticated applications, but they are 

not required to. This ensures a low barrier for the use and re-use of pattern data on the Web. For a 

complete representation of a design pattern expressed in JSON-LD, see Appendix C.  

4.3.4 Web user interface 

Our Web service is coupled to a simple client implemented in HTML5 and jQuery to allow the 

creation, editing, searching, and browsing/retrieval of lab patterns. Retrieving the URL 

http://labpatterns.org in a Web browser results in the user being presented with the labpatterns 

home page (Figure 4.7), containing introductory text and instructions, and a navigation bar which 

invites users to create a new pattern, or explore proto-patterns or published patterns. When 

creating a new pattern, the user is presented with a set of dynamic web forms (Figure 4.8) intended 

to facilitate the transcription of pattern mining workshop outputs into digital form. Users are also 

invited to upload small pictograms (created separately) that can reflect the pattern and force 

concepts. The Web forms are constrained by a minimal number of validation rules before 

submission, requiring the pattern to have a name, ORCID URLs to be correctly formed, and 

references to be valid and parseable BibTex format.  

 

Once a new pattern is successfully created, it becomes browsable under a list of proto-patterns 

(Figure 4.9), and the user has the option to view, edit, or publish proto-patterns. Editing a proto-

pattern presents the user with the same form interface for creating a new pattern, but with the 

form data automatically populated with the current version of the proto-pattern selected. Users can 

edit the information in the form fields, add or remove authors, forces, and references, and submit 

all changes to update the proto-pattern. Once deemed acceptable, users can then publish the 

pattern, which results in its removal from the proto-pattern list, and its publication as Linked 

Data. The client interface allows for browsing the list of published patterns, as well as retrieving 

them and rendering them in a clear and readable human friendly presentation (Figure 4.10). 

 

                                            
76 http://data.bioontology.org/documentation#nav_content_types 
77 https://any23.apache.org/ 
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Figure 4.7 Screenshot showing the labpatterns.org home page, the starting point for the Web-based client. 

 

The Web client is aimed at use by pattern mining workshop participants and domain scientists, 

with all interaction via a familiar web form interface and simple, clean, HTML display of content. 

Underlying the process, however, is the transformation of user entered design patterns into 

structured Linked Open Data. Once published, the same pattern data rendered by the Web client 

as documents for human consumption can be accessed under the previously described URI scheme 

(Section 4.2.2), thus completing the pattern transition from paper to structured data on the Web.  
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Figure 4.8 Screenshot showing a section of a dynamic web form for creating a new design pattern. 

 

 
Figure 4.9 Screenshot showing a browsable list of proto-patterns, where users have the option to view, edit, or 
publish selected proto-patterns that are under review. 
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Figure 4.10 Screenshot showing a section of a published design pattern rendered as a human readable 
document. 

4.4 Summary 

In Chapter 3 we took practical laboratory knowledge and expertise from the ‘ether’ to more 

concrete entities that can be named and described. This chapter has taken that pattern knowledge 

further - from concepts described on paper to a structured, reusable, open, and computationally 

tractable representation.  

 

We provide a machine-readable, structured representation for design patterns in the form of 5-star 

Linked Open Data, serialised as JSON-LD, and supported by a simple Web service and client 

application that facilitates the transcription and development of pattern mining workshop derived 

knowledge. The combination of Web application and Linked Data service supports both human 

readable and machine readable formats for laboratory design patterns. 
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Our motivation for representing design patterns as Linked Open Data is to allow for the rapid 

development and reuse of the knowledge they contain in new and novel ways. As Linked Open 

Data, pattern knowledge becomes interoperable between different applications and systems. 

Patterns become Web addressable, independent objects, machine accessible by different application 

and tools, and easily transcluded78 into other documents on the Web. A further such benefit of this 

approach allows us to exploit the vocabulary and lexica that patterns provide us. For example, our 

model includes explicit classes to enable the easy transfer of instances of suitable pattern elements 

such as name, force etc., to be naturally converted into controlled vocabulary terms. These 

vocabulary terms can then be bound to specific values in examples and instances of design pattern 

use, allowing a path from experience, to a design pattern, to a parameterised specification of 

individual lab protocol instances (the topic of Chapter 5). 

 
Figure 4.11 Structured representations of laboratory design patterns can facilitate their combination and 
linkage to other explicit knowledge on the Web. 

 

In essence, this chapter has taken our design patterns further down the funnel - into more 

compressed forms of symbolic representation, now amenable to computation and machine 

manipulation. Viewed another way, via our knowledge generation model, we have moved from mere 

externalised forms of pattern knowledge, to representations that are more explicit and easily 

combined other knowledge (Figure 4.11). In the next chapter, we demonstrate the use of such 

symbols to link and enrich our descriptions of laboratory practice.   

                                            
78 After Ted Nelson - the idea of including all or part of an electronic document into one or more other 
documents by reference. As Linked Open Data on the Web, this transclusion can be achieved automatically at 
run time, simply by dereferencing HTTP URIs 



 

 137 

Chapter 5 -  Pragmatic Application of Design Patterns 

‘Good design comes from experience, and experience comes from bad design.’ 
attributed to Fred Brooks and Henry Petroski 

 
‘Don’t fight forces, use them.’ 

- R. Buckminster Fuller 

5.1 Connecting the Human and Machine Readable Web 

In this chapter we explore the use of patterns in their more structured and symbolic form to link 

the human and machine readable Web in support of sharing laboratory practice. We briefly 

examine the ways in which design patterns may be productively used, and then describe a proof-of-

concept implementation in the form of a Web annotator that can capture, describe, and link 

examples of published laboratory procedures and practitioner experience around a pattern 

framework, extending our eScience toolkit to supply missing knowledge back to laboratory 

descriptions. 

5.1.1 Using Design Patterns  

Broadly speaking, patterns are of course most useful whenever we are engaging in activities in and 

around the process of design (see Section 2.7.2). Typically, design issues may come to the forefront 

of our minds when we are creating something new, when we are faced with a broken design or one 

we wish to modify, or for any other reason when we wish to understand or evaluate why something 

has the particular form it has.  

 

As previously touched upon, there are multiple knowledge aspects surrounding the role and use of 

patterns (Chapter 3). When engaged in a design process, we may view patterns as 

prescriptive/normative, hermeneutic/evaluative, analytical/critical, or ontological. Here however, 

we are primarily concerned with the use of patterns in any capacity that can help us describe, 

understand, connect, and (re)use laboratory experiment designs – whether they be described as 

published protocols, journal article methods descriptions, or part of an ongoing (open) lab 

notebook. Given such, we first develop a primitive model of a design pattern user situated in the 

mangle of the laboratory. This model will guide our design criteria for the implementation of a 

pattern application tool, as well as provide a set of evaluation criteria to assess its utility. 
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Chapter 2 explored in detail situations of ‘practical reasoning’ that a laboratory practitioner 

encounters at the bench. We thus cast our potential design pattern use alongside a model scientist 

amongst such scenarios. Specifically, we wish to use patterns to support a scientist in: (1) reference 

making and descriptive activities concerning published laboratory literature - to add additional 

channels by which one may communicate laboratory knowledge via literary technologies, (2) 

ascribing context and function to (descriptions of) laboratory materials - aiding the understanding 

and alignment of use and context of various materials across similar or different situations, (3) 

highlighting implicit background knowledge or assumptions for a given procedure, and (4) 

uncovering what materials, techniques, or experimental arrangements are generally used by others - 

a proxy for being ‘socialised’ to a particular procedure. These scenarios effectively cover what is 

missing from our existing tools and representations and form the basis for a combined user and 

laboratory design pattern use model, the details of which we will explore through a series of 

vignettes in later sections in this chapter.  

5.1.2 Design patterns and computer support 

With a high level model of laboratory pattern use in hand, we next consider how we might 

incorporate pattern knowledge, now as structured data, into the mangle.  

  

Typically, machine support for design patterns has focused on helping users select the right pattern 

from a collection (see Section 4.1.1) by describing the semantics of a pattern in a way that 

attempts to match the intent of the pattern with the intent of the designer. A second approach 

common in the computer sciences (where the domain consists of more formal entities) is to support 

pattern annotation - providing a way to add design-decision information to a system’s 

documentation. Pattern annotations aim to address the ‘knowledge vaporisation’ 79  problem in 

complex software systems [255], [256] and generally one of two approaches is adopted - either 

explicitly documenting pattern use inside source code or architecture models [257]-[259], or 

recovering patterns from source code using reverse engineering techniques [260]. 

 

                                            
79 In software engineering, knowledge vaporisation refers to the phenomenon whereby architectural and design 
decisions such as context, drivers, assumptions, or considered alternatives are not documented, and over time 
cannot be recalled, even by those who originally made the decisions. This becomes highly problematic for 
systems that have to be maintained or changed to meet new requirements over time.  
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Given that our focus in this thesis is not the detailed formalisation of inter and intra-pattern 

semantics (see Sections 4.1, 4.2), we view a pattern annotation approach as desirable, and it aligns 

well with our aim of communicating more of our knowledge to support practical reasoning (Section 

2.5.3), and with other attempts to add structure and metadata to our lab descriptions (Section 

2.4.2). We view laboratory protocols as the ‘source code’ of the bench, amenable to pattern 

annotation, and adopt the latter ‘design recovery’ approach for making annotations given the 

difficulties and conflicts always encountered when attempting to enforce too much structure up 

front when recording laboratory information (see Section 2.4.2.2). 

 

We wish to support a user armed with pattern knowledge, engaged in the task of mentally ‘reverse 

engineering’ published protocols - adding or linking to pattern-level design information in order to 

document and help future users. This kind of annotation can deal with a wide variety of protocol 

examples and formats, potentially allowing anyone to annotate any dereferenceable HTML Web 

structure, and does not require any up-front changes to typical laboratory documentation 

workflows. Such annotations can be made flexibly at any time after the initial laboratory method 

publication, and do not necessarily need to be performed by the original protocol author. Indeed, it 

is these kinds of activities - analysing and thinking about the function and form of a protocol 

already in hand - that researchers’ frequently do at the bench [137].80 A knowledge base of stored 

annotations can capture the shared contextual knowledge and metadata around an experimental 

description, provide a set of examples of practice that reflect a particular design pattern’s concepts, 

and act as a handle for information retrieval. We thus aim to create annotations that connect 

patterns and force concepts, existing lab protocols, and practitioner experience, and store them in 

what we term exemplars.  

5.2 Exemplifying Design Patterns with Design Instances 

Having thought about how we can incorporate a pattern tool into the workflow of a lab scientist, 

we move next onto the description of a proof-of-concept implementation that can provide for the 

creation, storage, query, and retrieval of pattern annotations or exemplars. 

                                            
80 Or in front of their computers. 
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5.2.1 Praxis: a Firefox Add-on 

We implement our annotation tool as an open source Firefox Add-on 81  called Praxis 82  which 

integrates with the labpatterns.org Web service (Chapter 4). The objective of the Praxis Add-on is 

to demonstrate the utility of design patterns as both a representation and an organising framework 

to communicate more about our experimental procedures. We situate the use of Praxis with 

researchers who, alongside the use scenarios described above in section 5.1, are engaged with 

activities involving browsing, reading, or interpreting laboratory protocols on the Web, and who 

wish to annotate protocol fragments using design patterns to connect and share their experience.  

 

Given such, we set out the following specific requirements for an annotator tool: 

  

 1. Capture the name, URL, and any highlighted content for selectable elements of 

an HTML Web page (protocol) resource.  

 2. Record an identifier (ORCID) for the researcher making the annotation. 

 3. Enable the researcher to specify which pattern and forces are related to the 

selected element of a Web page. 

 4. Allow the researcher to justify or add additional details about the nature of the 

asserted annotation.  

 5. The capacity to persist, and later retrieve or query a knowledge base of asserted 

pattern exemplars.  

 

In addition, just as we did for laboratory patterns in Chapter 4, we wish to make the captured 

exemplars available as Linked Open Data, using a JSON-LD serialisation. Expressing exemplars as 

Linked Open Data is a natural choice, allowing seamless integration and linkage with our existing 

pattern knowledge. Furthermore, we wish to provide a SPARQL endpoint for captured annotation 

data so it can be queried and retrieved by other users or applications.    

 

In support of the above, and in order to accommodate our Praxis Add-on, we extend our 

labpatterns.org Web service and client application to include a 4store83 graph storage database and 

HTTP SPARQL endpoint. Two new resources are added to the base http://labpatterns.org Web 

                                            
81 https://developer.mozilla.org/en-US/Add-ons 
82 Source code for Praxis is available at http://github.com/cameronmclean/praxis 
83 http://4store.org/ 



 

 141 

service - /annotate and /sparql, and we specify an additional URI scheme /doc/exemplars/{id} to 

allow for the retrieval of created exemplar annotations as JSON-LD. The /annotate resource 

accepts an HTTP POST request with a JSON payload containing the exemplar annotation data 

that is to be sent from the Praxis tool, and then persists it to both the CouchDB and 4Store 

databases. The /sparql resource then acts as a simple proxy for 4store’s built in SPARQL HTTP 

protocol server, providing open access to all captured annotation data.   

 

Figure 5.1 below shows a high level architecture view of how the labpatterns.org Web service and 

application is extended to accommodate the capture, query, or retrieval of design pattern 

exemplars. We discuss the Praxis annotation tool further in section 5.2.3, but now with a suitable 

architecture in place, we next introduce a model and schema that can hold and describe our 

exemplars that are to be created and stored. 

 

 
Figure 5.1 High level architecture of the extended labpatterns.org Web service and application. We add a 
4Store graph database and SPARQL endpoint for storing and querying annotation data, and create resource 
endpoints that can accommodate new activities for the creation and retrieval or querying of pattern 
annotations. These additions fit alongside the existing functionality for creating, editing, and publishing design 
patterns. 

5.2.2 An annotation model for exemplars 

Just as for design patterns themselves, we wish to publish exemplars as Linked Open Data on the 

Semantic Web, which requires a schema and meta-model in order to talk about all instances of 

laboratory pattern annotations on the Web. Initially we sought to adopt and extend the W3C 
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Open Annotation Model84  as a starting point to describe and capture exemplars, however this 

resulted in heavy-weight and overly complex RDF structures to represent simple assertions for 

patterns and their examples, especially where multiple pattern concepts may be related to a single 

target or protocol text fragment. We thus developed a custom lightweight schema to describe the 

essential exemplar elements for our implementation, and one that would be more amenable to 

querying by domain scientists. Our exemplar schema consists of a single class (Exemplar), four 

object properties (concernsPattern, concernsForce, hasTargetURL, creatorORCID), and four 

datatype properties (hasComment, hasTargetDetail, hasTargetTitle, and exemplifiedBy) which 

together describe a minimally useful set of relationships and data to link patterns, protocols, and 

researcher experience together (Figure 5.2). The minimal model was arrived at via iterative manual 

protocol annotation using laboratory patterns, and checking against the requirements set out above 

in the previous section (5.2.1). The exemplar schema and vocabulary is encoded in OWL and 

published under the permanent URL (PURL) http://purl.org/NET/exemplr. Additionally, the 

schema is available in Turtle syntax in the GitHub repository at 

http://github.com/cameronmclean/exemplr-schema.  

 

 
Figure 5.2 Classes and properties defined in the exemplar schema. Entities without namespace prefixes are to 
be understood as the relevant hierarchy in the pattern publishing (labpatterns.org) namespace. 

 

We also note that at present it is still under community discussion whether annotations should be 

considered conceptual or informational resources (Chapter 4.2.2) on the Web. For simplicity here, 

                                            
84 http://www.openannotation.org/spec/core/ 
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we treat annotations as informational resources only, and provide them with a single URI under 

the labpatterns.org/doc/exemplar/{id} namespace in our pattern Web service.  

5.2.3 Using Praxis to create exemplars 

In this section we demonstrate the use of the Praxis tool in a typical annotation workflow via our 

first vignette, which presents just one possible scenario, detailing aspects of the first three elements 

of our high level use model presented in Section 5.1.1. 

5.2.3.1 Vignette – designing a live imaging experiment 

A scientist has begun a new project working with zebrafish (a common animal model used in the 

laboratory), and is considering the design of a new experiment that requires live imaging for data 

collection of various internal cellular and physiological events. The scientist already has a moderate 

amount of experience with such live imaging experiments, but having heard about design patterns, 

they first check the labpatterns.org web site and via browsing find a published pattern that 

matches with and describes at an abstract level the experimental scenario they are facing 

(Biophotonic Imaging). As the pattern highlights many of the important features to consider in 

their design, they decide to use the pattern as a framework to document, comment on, and collect 

examples of relevant experimental details from across the literature as they go about researching 

and building a new method in their own laboratory. Knowing that such annotations can also be 

useful if made available to others, they download and install the Praxis Firefox Add-on.    

 

Once installed, Praxis presents as an additional toolbar in the Firefox Web browser (Figure 5.3). 

The toolbar contains a logo and button that links to the labpatterns.org Web service, a highlight 

button that shows any existing annotations for the current page, and invites the user to enter their 

unique ORCID identifier and to select a pattern of interest from a drop down menu. The drop 

down menu is dynamically populated with the current published patterns available from the 

labpatterns.org web service. 

 

 
Figure 5.3 The Praxis Firefox Add-on toolbar. 
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Our scientist first enters their ORCID identifier so that any annotations they make can be 

attributed to them, selects the pattern of interest to their task at hand, and begins navigating and 

reading across the Web in pursuit of published information as they go about organising, filtering, 

and synthesising knowledge for the purpose of designing their lab procedure. As our scientist 

proceeds, they encounter a methods description and section of interest - in this case relating to the 

description and use of an anaesthetic reagent. With the Praxis tool, once a pattern has been 

selected, any selectable content from a web page can be captured for annotation via the context 

menu (right mouse click) and selecting ‘Annotate this’ (Figure 5.4). Our scientist highlights the 

section of interest and proceeds to annotate it. 

 

 
Figure 5.4 The Praxis context menu (mouse right click) invites users to annotate selectable elements of any 
browser viewable HTML web resource 

 

Having selected text to annotate, Praxis then presents a panel that displays the linkages and 

annotation details that are to be made (Figure 5.5). Praxis captures the ORCID of the annotator, 

the source URL of the annotation target, the title of the target Web page, the design pattern, the 

selected content (i.e., specific text fragment) of interest, and allows the user to select which pattern 

forces (representing the ‘hot spots’ of practice) are related to the specific fragment. The user is also 

invited to enter additional detailed commentary on the nature of the annotation. After entering 
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further detail and submitting the annotation, the captured data is sent back to the labpatterns.org 

Web service, where it is processed, stored as an exemplar, and made available as structured data in 

RDF (see Appendix D for a complete representation of an exemplar expressed in JSON-LD). In 

such a manner, exemplars effectively bring together context and pattern information, specific 

examples of experimental arrangements from the literature, and provide a space to detail 

practitioner experience. Here, our scientist wishes to document and add further detail about the use 

of an alternative anaesthetic reagent. Using Praxis, they are able to create linkages and assert that 

the document (given by the journal article URL), and specifically the selected text (here describing 

the use of 2-phenoxyethanol) is a good example of resolving the ‘Immobilisation’ force of the 

Biophotonic Imaging design pattern for scenarios involving zebrafish. Our scientist then states 

additional rationale and their experience with this particular design decision (e.g., that there is 

evidence that this reagent causes less metabolic stress than alternatives) thus creating additional 

useful metadata when others (or in this case, their future selves) review this annotation. 

 

 
Figure 5.5 The Praxis exemplar creation panel. Users create and submit links between themselves as 
annotators, the resource being annotated, and the relevant design pattern and forces. Further helpful or 
explanatory comment or context is invited to be entered by the annotator. 
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In this manner, our scientist continues on, researching, reading, reviewing, and annotating 

connections between the design patterns, pattern forces, and various examples of laboratory 

procedures and experimental design. At any point in the process, our scientist can view any and all 

pattern annotations (including those made by others) for the currently loaded resource (URL) by 

clicking the highlighter icon in the Praxis toolbar. This opens a sidebar which displays existing 

pattern exemplars and their details that have been linked to the target resource (Figure 5.6). Our 

scientist need not have already made any annotations for the resource in focus, but may want to 

see if others have created any pattern annotations for protocol of interest. The exemplars displayed 

in the sidebar are hyperlinked to the pattern and force information they carry and to the 

annotation creator details via the ORCID identifier. Clicking on the captured text of exemplar 

instigates a page search for the relevant string, highlighting and navigating to the exact page 

location and content that concerns the annotation. 

 

 
Figure 5.6 Clicking the Praxis toolbar highlighter icon opens a sidebar revealing all existing annotations that 
have been linked to the currently loaded document (URL). 

 

At the end of the process, having reviewed and considered many design decisions from experimental 

descriptions across the Web, our scientist may turn to the knowledge base consisting of all stored 
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annotations, which is available as a SPARQL endpoint85 and also accessible via the labpatterns.org 

Web client (Figure 5.7). Via either the SPARQL endpoint or Web client, all annotations can be 

queried, retrieved, and viewed in a custom and fine grained manner. Thus, the rich collection of 

statements about experimental design collected by the scientist can be reviewed and utilised to help 

them arrive at a tailored specification for their own particular live imaging experiment - for 

example by displaying a list of known examples where a pattern force representing an important 

experimental consideration has been dealt with, helping them review, understand, and decide 

amongst alternatives. 

 

 
Figure 5.7 Laboratory patterns Web based SPARQL client. Design patterns and submitted exemplars are 
offered as a SPARQL endpoint and simple Web client for querying the knowledge base. Query results are 
displayed as a simple table. 

 

The scenario described above is just one example of how design patterns and their annotations may 

be incorporated into a researchers’ workflow - certainly many more are possible. For example, a 

                                            
85 http://labpatterns.org/sparql/ 



 

 148 

researcher may wish to annotate their own previously published methods in order to clarify or add 

further information, ensuring others can understand and reuse their methods appropriately. Other 

scenarios might include experts in the field looking to establish their practical skill reputation by 

contributing to the knowledge base, or a community of practitioners wanting to annotate to create 

a catalogue of varying practices in an emerging field. All of this is additional to the utility of 

patterns as a standalone asset on their own, and to scenarios where patterns may be useful outside 

of an annotation framework - in say, teaching for example. The use of RDF and Linked Open Data 

as the data layer for patterns and exemplars places few limitations on how such information can be 

used or consumed by any third party, for any number of applications. 

 

Using patterns as an organising framework, the Praxis annotation tool provides for additional 

channels to describe and (cross)reference laboratory knowledge and literature. Annotations can be 

used to ascribe context and function (provided by both the pattern concepts and additional 

comments) to descriptions of laboratory materials, and also to highlight or uncover implicit 

knowledge or unstated assumptions for a given step or procedure. For example, in our scenario 

above, the scientist’s annotation captures that the use of 2-phenoxyethanol (in this case) is to act 

as an anaesthetic reagent (not as a fixative, antiseptic, or solvent - some of its many other uses!) 

for immobilising a live animal for imaging. Furthermore they comment that it is only one 

anaesthetic reagent amongst other alternatives, all of which can cause varying levels of metabolic 

stress. Such information, now captured by the annotation, was not at all stated in the original 

procedure. The exemplar and associated pattern-level information it connects to allows one to say 

more about published procedures, show context or function, and reveal implicit knowledge about 

the experimental design. The Praxis annotation tool effectively lets us express and link our 

laboratory knowledge in our scenarios of design pattern use (Figure 5.8), effectively adding back 

what we showed is missing from our current tools and descriptions. 

 



 

 149 

 
Figure 5.8 Pattern exemplars capture and link pattern knowledge and concepts, researcher experience and 
context and use descriptions, and published method descriptions in a Linked Data framework. 

5.2.4 Competency queries for a an exemplar knowledge base 

In order to further illustrate the potential of structured pattern representations and their use to 

annotate and link laboratory protocols, we pose a series of example competency queries, derived 

from our general requirements and use model (Sections 5.1.1 and 5.2.), that should be answerable 

from a knowledge base of pattern exemplars. These queries illustrate the completeness of the 

knowledge we capture in exemplars and inform the kinds of applications that could be built on such 

data. We frame our queries with a motivating scenario and present them as additional vignettes 

which demonstrate the utility of patterns - drawing directly on the pragmatic knowledge aspects we 

set out in Chapter 3 (Section 3.5.3.2). 

 

Query 1 - For a given pattern, find all the Web documents or protocols that are asserted to be 

‘exemplars’. A researcher may have identified a problem/pattern pair that addresses a laboratory 

technique they need to undertake, but they are not yet experts or experienced with the practical 

methods. This query helps users find concrete and known solutions to the problem a pattern 

describes. It addresses a prescriptive knowledge interest and gives the researcher a starting point 

for possible laboratory actions and further queries based on the community curation of good lab 

protocol examples.  

 

An example SPARQL query that can be used to answer this query may be formulated as follows: 

 

prefix exemplr: <http://purl.org/NET/exemplr#> 

prefix schema: <http://schema.org/> 
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SELECT DISTINCT ?resource  ?title WHERE { 

 ?p schema:name "Biophotonic Imaging" . 

 ?s exemplr:concernsPattern ?p . 

 ?s exemplr:hasTargetURL ?resource . 

 ?s exemplr:hasTargetTitle ?title . 

} 

 

Evaluating this query returns a list of Web resources and their titles that directly relate to the 

pattern of interest (Biophotonic Imaging). The researcher may then select and dereference any of 

the resources to obtain the original description of a laboratory method of interest that is related to 

the pattern. Example output from the above query using the labpatterns.org SPARQL Web client 

is shown in Figure 5.9.  

 
Figure 5.9 Example output from the labpatterns.org SPARQL client after executing Query 1. 

 

The scenario above presents an alternate approach for scientists to search for and locate potential 

laboratory methods from a pattern-first perspective. Such an approach offers advantages in that 

the pattern provides useful information in the initial learning and knowledge discovery phase of a 

search, and the list of asserted exemplar protocols is discoverable without requiring knowledge of 

appropriate search keywords for specific techniques. Perusing lists and details of exemplar protocols 

can help inform subsequent and more detailed searches.  

 

Query 2 - For a given protocol resource, show me any pattern annotations that have been created 

for it. A researcher may already have a target protocol in hand (to either enact or review) and is 

seeking further details on the design rationale or context to aid their understanding. If any existing 

annotations are found, this query restores additional information that is often lacking 

when describing a given method. The display of pattern level knowledge and others’ 

documented experience relating to an existing protocol addresses revealing and critical knowledge 

interests - it makes explicit what was previously implicit, and the provided rationale helps us to 

critically evaluate the documented solution.  
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An example SPARQL query that can be used to answer this query may be formulated as follows: 

 

prefix exemplr: <http://purl.org/NET/exemplr#> 

prefix schema: <http://schema.org/> 

 

SELECT ?pattern ?force ?targetDetail ?comment WHERE { 

 ?e exemplr:hasTargetURL <https://peerj.com/articles/688/#p-6> . 

 ?e exemplr:concernsPattern ?p . 

 ?p schema:name ?pattern . 

 ?e exemplr:hasTargetDetail ?targetDetail . 

 ?e exemplr:concernsForce ?f . 

 ?f schema:name ?force . 

 ?e exemplr:hasComment ?comment . 

} 

 

Evaluating this query returns a list of exemplar (annotation) details that have been recorded for 

the lab method identified by the URL. Specific details of the protocol are now displayed in the 

context of the pattern and force, and we can read the annotator’s comments that are connected to 

these specific implementation details. If desired the researcher may then use this information to 

seek additional details about the named patterns or forces that have been asserted to be relevant to 

this laboratory scenario via additional queries. Example output from the above query using the 

labpatterns.org SPARQL Web client is shown in Figure 5.10. A similar query is used to display 

exemplar information more graphically in the sidebar of the Praxis tool. 

 

 
Figure 5.10 Example output from the labpatterns.org SPARQL client after executing Query 2. 
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Query 3 - Find all the documented ways a given pattern force has been resolved, specifically for 

laboratory contexts involving (say) a target model organism (e.g., zebrafish).  A researcher engaged 

in design or troubleshooting of a laboratory method may have a related pattern at hand, and wants 

to explore the design space to find the best fit for their local context. This query concerns our 

reflective and innovative knowledge interests - we want to see the range of alternate ways of doings 

things, and to potentially discover new methods or design solutions.  

 

An example SPARQL query that can be used to answer this query may be formulated as follows: 

 

prefix exemplr: <http://purl.org/NET/exemplr#> 

prefix schema: <http://schema.org/> 

prefix lp: <http://purl.org/NET/labpatterns#> 

 

SELECT  DISTINCT ?resource ?resourceTitle ?targetDetail ?comment WHERE { 

  ?p schema:name "Biophotonic Imaging" . 

  ?p lp:hasForce ?f . 

  ?f schema:name "Immobilisation" . 

 ?e exemplr:concernsForce ?f . 

 ?e exemplr:hasTargetURL ?resource . 

 ?e exemplr:hasTargetTitle ?resourceTitle . 

 ?e exemplr:hasTargetDetail ?targetDetail . 

 ?e exemplr:hasComment ?comment . 

 FILTER (regex(?comment, "zebrafish","i")) 

} 

 

Evaluating this query returns a list of protocol resources and details exemplifying how the selected 

pattern force (Immobilisation from Biophotonic Imaging) has been dealt with (here for example, in 

scenarios that contain the keyword ‘zebrafish’). Such a query allows the researcher to view, at a 

glance, common approaches curated from across the literature, as well as variations in these 

approaches. Example output from the above query using the labpatterns.org SPARQL Web client 

is shown in Figure 5.11.  
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Figure 5.11 Example output from the labpatterns.org SPARQL client after executing Query 3. 

 

This scenario effectively allows a researcher to quickly find and list specific aspects of experimental 

conditions that have been known to work for others. Seeing a range of design options along with 

background knowledge or justifications explained through comments is highly valuable, and can act 

as a proxy for some of the socialisation and experience that one would normally only encounter 

after much time spent in the laboratory trying different approaches and talking to many different 

researchers.  

 

Query 4 - Find all the annotations created by a given author. A researcher may wish to endorse or 

question the validity of an assertion, or retrieve a list of their own previously created annotations. 

This query concerns dialogical interests. We may wish to begin dialog with the author about 

created annotations as well as the patterns and targets themselves - for example to refine or express 

(dis)agreement with any assertions made, or to review a set of annotations made over time towards 

some design or goal. A minimal provenance trail via the use of ORCID identifiers provides the 

necessary attribution and reputation mechanisms upon which further applications can be built to 

support a community of inquirers in discussions about laboratory practice.  

 

An example SPARQL query that can be used to answer this query may be formulated as follows: 

 

prefix exemplr: <http://purl.org/NET/exemplr#> 

prefix schema: <http://schema.org/> 

 

SELECT ?exemplar ?pattern ?force ?targetTitle WHERE { 
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 ?exemplar exemplr:creatorORCID <http://orcid.org/0000-0002-9836-3824> . 

 ?exemplar exemplr:concernsPattern ?p . 

 ?p schema:name ?pattern . 

 ?exemplar exemplr:concernsForce ?f . 

 ?f schema:name ?force . 

} 

 

Evaluating this query returns a list of the exemplars, the pattern, force, and title of the target 

resource that were linked together by the person with the ORCID ‘http://orcid.org/0000-0002-

9836-3824’. This easily allows us to find or filter all the assertions made by a particular individual, 

and if not already known (i.e., the ORCID was obtained, say, only from previous SPARQL 

queries), by simply dereferencing the ORCID we can obtain further information about the exemplar 

creator. Example output from the above query using the labpatterns.org SPARQL client is shown 

in Figure 5.12. 

 

 
Figure 5.12 Example output from the labpatterns.org SPARQL client after executing Query 4. 

 

Certainly, many other useful queries against the SPARQL endpoint could be made - the diversity 

of knowledge requirements for a researcher in the ‘mangle’ is immense. The competency questions 

we set out and satisfy here represent a minimal set, and reflect the usage scenarios we have already 

outlined. However, the connection of exemplars to existing patterns in the form of Linked Data is a 

powerful and flexible implementation, especially when considered in light of how it might further 



 

 155 

combine with the multitude of other Linked Open Data that is being brought online in the life 

sciences (Section 2.4.2). Having demonstrated a proof-of-concept implementation, we next cast a 

reflective eye over what we have achieved, and how it differs from existing approaches.  

5.3 Beyond Bio-ontologies for Experiments: Patterns and Alt-semantics  

Patterns and their exemplifications differ from typical Web annotations with bio-ontologies or 

other controlled vocabularies, although on the surface they share many features and similar 

workflows. In this section we explore in depth some of the important differences, and show how the 

different philosophical underpinnings of pattern knowledge and our choice of representation has 

practical consequences. 

5.3.1 Exemplification as a mode of reference 

One manner in which the annotation of a laboratory protocol with pattern concepts differs from 

other annotations is in the mode of reference in which pattern concepts relate to their target. By 

mode of reference we mean the conditions under which a sign relates to the things it stands for, 

which unavoidably affects its interpretation, hence concerning both the semantics and pragmatics 

for a semiotic process (Section 2.6). The kinds of concepts that patterns supply us with are 

represented and interpreted differently from typical bio-ontologies in a semiotic sense. 

 

Concepts such as pattern forces resemble ‘non-classical’ concepts from an ontology engineering 

perspective - in that we don’t define them in terms of necessary and sufficient conditions within a 

detached mathematical and model theoretic structure (i.e., by their intension). Rather, they 

resemble exemplar based representations (hence our term for pattern annotations), remaining more 

at the language level, with an informal emergent semantics (see below). Exemplar based 

representations typically function as a set of specific examples explicitly stored in memory, and are 

useful when concept members differ significantly from one another [261].  

 

From a semiotic perspective, Nelson Goodman characterises exemplification as a distinct form of 

reference in his work on aesthetics86 and symbol systems [263]. Goodman defines exemplification 

                                            
86 Although Goodman primarily developed exemplification as a mode of reference in the context of art and 
aesthetics, in his view, art is not sharply divided from science and ordinary experience. Paintings, sonatas, and 
dances are all symbols that classify parts of reality for us, as do scientific theories and what makes up common 
knowledge [262]. It is also fitting perhaps, that such articulations originating from the world of art are relevant 
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when a symbol refers to properties which the symbol itself ‘possesses and shows forth’, meaning 

that a symbol exemplifies when it both has and refers to some of its actually possessed properties. 

Exemplification is selective however; a swatch of fabric exemplifies texture and colour, but not size 

or shape, even though it certainly possesses all these properties. This selectiveness is the essence of 

exemplification, in that it can provide privileged epistemic access to certain properties that would 

otherwise remain obscure [264]. Annotations with ontologies typically allow us to express 

knowledge along the lines of ‘this thing can be considered the same as this other thing, as governed 

by the rules of the ontology’ while annotations with pattern concepts via exemplification typically 

allow us to express more fluidly ‘these are the properties of this thing that you should pay 

attention to in this context’.  

 

In other words, when we match a protocol term to say an OBO biomedical ontology (constructed 

under the system of ontological realism), we are asserting that that term denotes a universal type 

or relation in reality, and that type or relation has a fixed and defined, machine interpretable (i.e., 

logical) meaning, given by its position within the ontology [265]. For example, that 2-

phenoxyethanol is a type of chemical anaesthetic reagent. Commonly we make such assertions so 

that different people or typically machines can have a common understanding of the structure and 

meaning of that information. When we match a term to a pattern concept, we are asserting 

through exemplification that the term both denotes and possesses certain features defined by the 

pattern concept (which may not be obvious), and that we wish to single out certain features 

amongst others to pay attention to. For example, that the use of 2-phenoxyethanol exemplifies a 

way of keeping a zebrafish viable yet immobile for the purpose of live imaging. In doing so, we aim 

to encourage a particular interpretant in a reader’s mind, while the machine merely keeps a blind 

record that these links have been made. A sign by exemplification often has a strong iconic or 

indexical character (Section 2.1.1), while an ontology annotation may be predominantly symbolic. 

Figure 5.13 below depicts these processes along the semiotic axes for a simple case concerning a 

single assertion about a lab protocol. 

 

                                                                                                                                    

here, given the strong pragmatic or interpretive dimension of signs that are relevant to the ‘art’ of practical 
reasoning in the mangle of experiment. 
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Figure 5.13 Semiotic dimensions of a single ontology or pattern annotation. While both bio-ontologies and 
patterns may share the same syntax (RDF), they differ in the semantic and pragmatic dimensions. An 
ontology annotation asserts an equivalence between the symbol ‘tricaine’ and a particular anaesthetic reagent, 
which the ontology defines as a subclass of a more general chemical material entity. A pattern annotation 
asserts the symbol ‘tricaine’ belongs to the set of symbols that each possess and display the properties of 
keeping a sample viable yet immobile for the purpose of live imaging. The primary interpreter of each 
signification is also different. 

 

Pattern exemplars resemble types from set theory. We may view them as a collection of terms 

(signs) that are asserted to possess and refer to the pattern concept or property - i.e., belong to its 

set. Furthermore, the set is given largely by the list of elements or assertions, and only an informal 

(natural language) rule for determining set membership. This lack of formality is both a feature 

and consequence of the boundary object nature of a pattern. As a set, a pattern has permeable 

boundaries and membership is determined in a flexible and on-going manner reflecting the practice 

of the domain - hence its comfortable fit within Linked Data structures. Ontology instances on the 

other hand, represent an assertion that at a given point in time a term (or sign) denotes a type or 

relation in reality that has an antecedent, sanctioned existence and formally defined (fixed) 

interpretation.   

5.3.2 Bridging conceptual and practical aspects 

That pattern annotations predominantly express meaning through exemplification has consequences 

for their practical utility. What exemplification as a mode of reference lacks in terms of formally 

defined machine interpretable meaning, it gains in terms of a more direct connection of concepts to 

human understanding, and this becomes critically important when considering the role of 

annotations and the actual reuse of a laboratory procedure.  
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In the context of design reuse and experimental reproducibility, let’s consider for example the 

simple annotation of the protocol fragment ‘perfused with 0.9% saline followed by 4% 

paraformaldehyde’ (taken from an immunocytochemistry experiment) that a user might create 

starting from either a bio-ontology or pattern first approach. Using the NCBO annotator87 to help 

us match terms with available bio-ontologies, we may readily assert that saline is ‘an aqueous 

solution of sodium chloride and water’88, that the phrase contains the formally defined attribute 

‘followed by’ 89  and that paraformaldehyde is a ‘poly(oxymethylene) polymer, composed of 

paraformaldehyde macromolecules’90. Such annotations can supply a machine level understanding 

of the types of entities named the protocol fragment. The same phrase annotated as a pattern 

exemplar however (here ‘Fixation’91 from ‘Immunocytochemistry’92), supplies the human interpreter 

with the knowledge that this is an example of the process of ‘preserving the sample tissue 

architecture and structure against decay or physical alteration’ and furthermore, the annotation 

captures that ‘saline is used first to push the blood out of the blood vessels to increase tissue 

quality’, and this step is suitable for ‘light microscopy in … most species - other fixation methods 

should be used for EM’93.  

 
Admittedly, the pattern annotation has an unfair advantage in this scenario as it was made by a 

human, with the pattern itself revealing knowledge which can guide its own use, while the ontology 

annotation is limited to initial regex matches and general purpose vocabularies from which the 

annotator may select. Nonetheless, the above shows how pattern annotation helps us plainly 

identify the use and context for the description of lab materials, and speaks more directly to human 

action, as opposed to that of the ontology annotation which, at least in the simple case, is better 

suited for machine understanding and identification of extracted text entities. It is difficult to see 

how the ontology annotation above would be of as much help for a practitioner at the bench 

aiming to enact or reuse the design. Signification via exemplars asks us to explore the 

interpretation of the selected features of the objects being signified, not merely model what ‘is’. The 

above comparisons are of course not really apt - patterns and ontologies are intended to serve 

different roles. The essential point however, is to show that the logical underpinnings that support 

                                            
87 http://bioportal.bioontology.org/annotator 
88 http://ncicb.nci.nih.gov/xml/owl/EVS/Thesaurus.owl#C821 
89 http://purl.bioontology.org/ontology/SNOMEDCT/367409002 
90 http://purl.obolibrary.org/obo/CHEBI_61538 
91 http://labpatterns.org/id/pattern/4/force/2 
92 http://labpatterns.org/id/pattern/4 
93 http://labpatterns.org/doc/exemplar/6fb45a16dd019176b3e76ed3379a889baaf23f0a 
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reasoning with ontologies are on their own insufficient for dealing with the complexity of many 

laboratory situations.  

 

Of course, one may further attempt to take pattern exemplars and model the entities and 

statements they contain in a more detailed manner with bio-ontologies. While it may well be 

possible to further express the meaning of an exemplar much more formally, the effort and cost to 

do so likely outweighs the benefits (see Section 2.4.2.1). Furthermore, although we might attempt 

to express a pattern in terms of an ontology, we can’t easily do the reverse - begin with an ontology 

and spontaneously discover a pattern. This is the advantage of patterns as an intermediate or less 

‘compressed’ form of representation. In reality we both have and require a spectrum of semantic 

approaches to enrich eScience - topics we discuss further in the last chapter. 

 

When creating exemplars, the pattern framework encourages us to view solutions as a whole, and 

to think about what is important for making that solution work. Patterns provide us with an 

explicit context that allows us to see and express particular aspects of a design that may otherwise 

have remained hidden. Furthermore, because the knowledge that patterns and exemplars offer us is 

strongly grounded in practice, they help us reason about ‘good ways of doing things’ and indeed, 

this is ultimately how the knowledge they contain should be judged94.  

 

The creation of exemplars through the Praxis tool aims to bridge the gap between many of the 

conceptual and practical aspects of not only laboratory procedures, but also between patterns 

themselves and their use. Firstly, the creation of exemplars helps provide structure on top of 

otherwise unstructured data (i.e., protocols) via alternate channels. Secondly, extending design 

patterns with exemplars also aids the understanding of the pattern itself, and may strengthen, 

weaken, or otherwise modify a given pattern’s interpretation or use based on the current set of 

matched examples. And last (but not least), the creation of an exemplar knowledge base can 

effectively serve as a parameterised design database, allowing one to search for and see how 

laboratory concepts variously manifest in different material ways.    

 

The examples provided above demonstrate that patterns and their exemplars can help us navigate 

and manoeuvre amongst the mangle of practice. By effectively forging additional links between 

                                            
94 This is capital P Pragmatism, Peirce's conception of the philosophy of science. In Peircian terms, patterns 
are more directly coupled to ‘decision, choice, and action’ over ‘thought, ideation, and belief’ in matters of 
human affairs. 
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literary, social, and material worlds, they increase the epistemological adequacy of our record. 

Adding further layers of annotation and structure to our record can increase the amount of ‘tacit’ 

knowledge it represents, and thus may speed our turns through the knowledge spiral (Figure 5.14). 

Indeed, as we have conceived them, the nexus between experience, practice, and external 

descriptions that exemplars embody affords opportunities to internalise new and useful 

combinations of knowledge, returning it back to practice at the bench, and informing decisions that 

can be acted upon.  

 
Figure 5.14 Exemplars help link knowledge that can be translated back into meaningful practice, providing the 
remaining means by which patterns can move through the entire range of knowledge conversion modes.   

 

5.3.3 Further comparisons between ontologies, workflows, and patterns 

Additional to differences at semiotic or conceptual levels, the role and value of pattern annotations 

alongside ontology or workflow representations can be demonstrated by a practical example of how 

knowledge for protocol fragment is typically handled by each representation. To illustrate, we will 

provide some concrete examples of the concepts we discerned and elucidated relating to 

sensemaking and knowledge media (Sections 2.4.4 and 2.7.3), as we are now in a position to do so. 

We will use the same fragment of a methods description for a live imaging experiment that we have 

drawn upon earlier (quoted again below, from Section 2.4.2.1) and compare how ontological, 

workflow, and pattern based knowledge representations model and relate to this statement. 

 



 

 161 

‘For all of our live imaging studies, larvae were mounted on their sides in 1.5% low 
melting agarose (Sigma), in a glass-bottomed dish, filled with 0.3% Danieau's solution 
containing 0.01 mg/ml Tricaine.’ 

 

 5.3.3.1 Modelling protocol knowledge with ontologies 

Modelling and describing the above statement using a bio-ontology for the Web95 typically proceeds 

as follows. Firstly, either manually or with assistance from thesauri and string matching algorithms, 

equipment, biological, and biochemical entities are identified and extracted from the statement, e.g. 

larvae, agarose, glass bottomed dish, Danieau’s solution, Tricaine. These terms are then mapped to 

defined ontology terms and identifiers. Next, experimental actions are identified and similarly 

mapped to a defined ontology descriptor e.g. mounted, in, fill, contain. From these primitives, a 

model is then assembled by a knowledge engineer that attempts to unambiguously identify and 

express the statement in a logically specified and machine interpretable way (Figure 5.15). 

 

   

Figure 5.15 A graphical depiction of the protocol fragment in section 5.3.3 as represented by bio-ontologies. 
Amongst other statements, the larvae is asserted to have the role of study subject, to be of the species type 
Danio rerio, and have the spatial characteristic of being laterally orientated. Prefixes OBI, NCIT, EFO, and 

                                            
95 Again, here we combine conceptual and instance level statements, as is common on the Semantic Web. 
More traditional ontology based knowledge engineering tasks would make clear distinctions between the 
application ontology which describes the domain, which in turn is then anchored to more fundamental ‘upper’ 
and process ontologies which describe general concepts that are the same across all knowledge domains.   
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XCO refer to the Ontology for Biomedical Investigations, National Cancer Institute Thesaurus, Experimental 
Factor Ontology, and Experimental Conditions Ontology respectively.  

 

The value provided by ontological representations of laboratory knowledge is that it helps us 

overcome data heterogeneity and terminology differences, and may also add to our existing 

descriptions additional knowledge that encoded within the ontology. For example, by asserting that 

the subject of our procedure is a Zebrafish (Danio rerio), we can infer (or the computer can) that 

the subject is then also an organism of type eukaryote, a vertebrate etc. This takes us beyond the 

simple natural language description and can allow for faceted search or additional queries over the 

knowledge. For example, if all protocols were similarly encoded, we might query a collection of 

procedures that have as a study subject any kind of vertebrate, moving up a level in abstraction, 

beyond the literal text. 

  

In this way, by providing a fixed semantic interpretation, ontologies primarily support the 

organisation, classification, and interconnection of our knowledge. Marking up or modelling our 

procedures with ontologies enables machines to 'know about' what the documents contain or 'what 

to do with them'. For example, one investigator might use the term Zebrafish, another might use 

the term Danio rerio, or as is the case here, just 'larvae' (with the fact that it is a Zebrafish larvae 

left to the context), but if all these different instances are labelled with the same standard ontology 

terms, the machine (or human operator) can know that they refer to the same thing, and 

furthermore, that this ‘thing’ is an animal which has certain properties etc.  

 

As discussed previously however (Section 2.4.2.1), there still remain challenges to capturing and 

modelling protocol knowledge with ontologies. 

 

1. Matching extracted entities to defined ontology terms can be difficult, 

complicated by the huge diversity in laboratory materials, instruments, and 

processes that are not always described in existing ontologies. 

2. The complexity of laboratory procedural descriptions when logically encoded can 

quickly become lengthy and unwieldy. Combined with (1), this can be further 

compounded. For example, in our fragment above, no suitable existing ontology 

term was found to describe ‘glass bottom dish’. This term may then have to be 

defined, and possibly be broken down further to logically state that there exists 

a generic type of ‘dish’ and that our instance possess the properties of having 
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‘glass’ as its ‘underside’ ‘surface’ and so on. Choosing the appropriate level of 

abstraction or granularity to encode protocols is not always straightforward.  

3. Due to the vagaries of natural language, often there are multiple ways to model 

the same statement or description. 

4. Finally, ontologies do not always easily or elegantly express temporal 

information. 

 

5.3.3.2 Modelling protocol knowledge with workflows 

Turning next to workflows, we look to how the above same methods statement would be modelled 

and represented in a WfMS. To do so, we will use a generic and abstract Petri net representation 

[266], given that ‘actual’ WfMS for the human enacted laboratory work we describe are largely 

absent in practice for the time being (as discussed in Section 2.4.2.4).  

 

The Petri net representation of our protocol fragment is show below in Figure 5.16. Petri nets are 

graphs that consist of nodes, arcs, and tokens. Nodes can be of two types: places or transitions, and 

arcs connect either places to transitions, or transitions to places. We can assign tokens to places, 

and each transition is associated with a finite number of input and output places via weighted arcs. 

Transitions are enabled only when the number of tokens available in the input places are greater or 

equal to the arc weights (here our arc weights are all equal to one). Using these primitives, we can 

map objects to places and actions to transitions and model the components and temporal 

orchestration of the laboratory procedure with tokens representing its state. 
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Figure 5.16 A Petri net representation of our example protocol fragment. Mount and fill transitions are 
associated with defined input and output places. In WfMS, places are often parameterised, but here we’ve 
combined places and their parameters for simplicity. State is represented by tokens, which here indicate that 
the mount transition is ready to be executed which will result in the state of laterally mounted larvae. 

 

A workflow representation forces us to be explicit about what are the inputs, outputs, and actions 

in a procedure. Interestingly, in trying to formalise our bench procedure fragment in a workflow, we 

are forced to uncover and specify otherwise implicit information about the ordering of events (e.g. 

it is not clear from the original statement whether we should mount larvae first or fill the dish 

first?). The explicit encoding of spaces and transitions may also solicit from a knowledgeable 

practitioner (when constructing a workflow) the specification of pre-requisite steps that may have 

been omitted from the original description. For example, before a token can occupy the agarose or 

Danieau's/Tricane spaces, antecedent spaces and transitions may need to be specified and occur, 

such as the preparation of these reagents. Workflow representations help show us the past history 

or future actions of components. 

 

Workflow representations require us to be much more detailed and explicit about precisely what 

needs to occur, in what temporal order, and how the state of components may change. Such 

formalisms however don't easily capture or let us express why this might be the case, or how or 

when we might modify the process if need be. As with ontological representations, this information 

remains relegated to the implicit and expert knowledge of a practitioner. Amongst the primary 
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benefits offered by workflow representations is the ability to help us more exactly specify and 

reproduce a process. When the execution environment is a machine, provided the encoding or 

language is understood with a formal semantics, this becomes possible. In our case however, the 

representation must ultimately pass through a layer of human interpretation and action, which can 

introduce variation and opportunities for misunderstanding back into practice. 

 

5.3.3.3 Modelling protocol knowledge with patterns and exemplars 

Unlike ontologies or workflows, patterns and exemplars don’t give us the primitives to model our 

laboratory process directly, but rather they capture and model the context around the process in a 

general way. Patterns themselves are self-describing, they document and tell us the context in 

which they will apply, the nature of the problem they address, and in general terms, what needs to 

occur for a good solution to this problem. Patterns provide us with the forces that will necessarily 

influence or shape any particular instance of a solution. The act of creating an exemplar requires us 

to understand both the pattern and the procedure first, and then we must look for examples of 

where pattern forces have been dealt with in a given solution. Figure 5.17 below shows our protocol 

fragment linked to patterns and exemplars. 
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Figure 5.17 Annotated protocol fragment with pattern concepts and exemplars. The pattern as a whole 
specifies the larger context in which the procedure occurs. Specific objects or actions are identified and 
annotated with the pattern forces they help resolve or balance, which provides otherwise unstated rationale for 
their existence or arrangement. Exemplars also allow for additional practical experience with this particular 
procedure to be captured and queried. 

 

Patterns and exemplars as Linked Open Data provide us with a structured way to capture and 

organise context and experience around a procedure. Annotating our methods descriptions in this 

way guides a certain (human) interpretation of the entities described in the procedure, and how or 

why they came into being. For example, the pattern as a whole contextualises our example 

procedure as an occurrence of the general problem of visualising biochemical processes inside living 

organisms, and that the entity Tricaine here is required to balance the forces of immobilisation and 

viability; its use in this context is to keep the entire Zebrafish specimen unmoving or stationary 

while still nominally alive and healthy. Furthermore additional practical experience with this 

specific arrangement is presented via the exemplar which states that Tricaine was selected over 

other alterative solutions as it is ‘faster acting and causes less metabolic stress’ the to the subject of 

the procedure.     
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The linkage between pattern concepts, experience, and protocol instances allows us to access useful 

information that wasn’t before accessible, and this information can help us reproduce, adapt or 

repurpose a procedure. We may start with a pattern concept such as immobilisation, and explore 

all the captured examples of how immobilization has been resolved by other annotated procedures. 

Alternatively, we might start with a specific individual protocol, and see if others have provided 

annotations, highlighting any critical features and sharing experience around particular issues. 

 

5.3.3.3 Sensemaking with ontologies, workflows, and patterns 

In summary, we may consider the different kinds of knowledge that ontologies, workflows, and 

patterns are best suited to capture and enable us to query with regard to laboratory procedures. 

Ontologies can add to our record knowledge of the kind “this thing is a type of that thing, which is 

the same as this other thing, and it has these properties”. Workflows capture knowledge of the type 

“these actions are performed in this order, with specified transformations using these inputs to 

generate these outputs”. Patterns and exemplars provide us with knowledge of the kind “this thing 

is the way it is because of this situation and these factors that constrain how it can be; here are 

some other examples like it, drawn from experience for you to consider”. In practice, each 

representation is best suited to provide answers to different sensemaking activities or task-specific 

questions, with patterns and exemplars able to answer more of our why questions, helping to 

address at a fundamental knowledge level some of the inadequacies we identified of our current 

scientific record.   

5.3.4 Some obstacles to pattern annotation 

Because they are somewhat extra-lexical in existing designs (i.e., part of the background or 

context) it can sometimes be challenging to precisely locate pattern concepts in existing designs. 

We recognise that it does take a degree of effort and often close, manual reading (as well as 

knowledge and expertise already possessed on behalf of the annotator) to make truly useful 

connections and assertions. Furthermore, as we observed in our pattern workshops, often our lab 

descriptions lack enough detail in the first instance - it’s difficult to mark up what’s not (but 

should be) there! The extra-lexical location of much of the pattern-related knowledge (before 

annotations are made) means that the process is not amenable to automation in the first instance. 

Of course however, we do not need to solve the problem all at once. The Praxis tool offers us a way 
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to add incremental, ongoing, and user-driven improvements to our record, which can be further 

improved as the process grows, and more knowledge and data come to light.  

 

With any knowledge representation, there is always a trade off between effort and reward. 

Ultimately, the quality of pattern related information will only be as good as the community that 

engages with and uses it. For example, the creation of a pattern annotation is an explicit statement 

by a researcher that a protocol or protocol fragment has a related design intention - but there is no 

guarantee that such a statement is necessarily correct or consistent (nor need there be96). Solutions 

to ensuring consistency and utility of pattern annotations must be ultimately addressed by social 

mechanisms. For example, future work should address better support for peer review and curation 

of patterns and exemplars, with both potentially becoming recognised and valid academic outputs. 

In our proof-of-concept implementation, we bind the pattern and annotator authors unique ORCID 

to any claims that are made, providing a minimal social contract via way of publically accessible 

assertions that may help ensure quality and earnestness of any statements asserted, one that 

hopefully ties in with researchers intrinsic and extrinsic motivations to share knowledge.  

 

The lack of a detailed logical formality for pattern and exemplar semantics means that interpretive 

work on behalf of the reader is still required to make sense of exemplar collections - but this is in 

fact the intended result - not to automate or strip away the intellective work of a lab practitioner, 

but to enrich it, encouraging reflection and critical thought. Patterns and exemplars become tools-

for-thought, not replacements for it. 

5.4 Summary 

We offer Praxis as a tool that can helps us articulate our pattern exemplars. We provide a novel 

way for researchers to approach and describe their laboratory work in a manner that fits with their 

normal planning and conduct of experiments, and share it in an open, non-proprietary format, 

accessible to the larger Semantic Web. With patterns as the organising framework, digital capture 

of exemplars can make more of our lab experience tangible. Information and knowledge that might 

normally be left unsaid can now be collected, structured, stored, queried, and shared. Exemplars 

create a new channel for communication alongside existing publications, and one that might shift 

                                            
96 Patterns and their annotations should encourage multiple and diverse testimonies that through continued 
community enquiry over time will be refined to more ‘truthful’ sets or offerings. Our pragmatic positioning of 
patterns and exemplars permits multiple classifications or interpretations for different people or communities – 
so long as they are actually useful. 
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attention to neglected aspects of documenting and enacting lab practice. If used appropriately, 

patterns may shed some needed light on the darker corners of the mangle of practice that lead to 

reproducibility concerns (Chapter 1). As Linked Open Data, exemplars create a multitude of new 

affordances to connect and recombine our laboratory knowledge on the Web. Returning to the two 

quotes that we opened this chapter with, now we can use our pattern forces to capture and share 

our experience - which in turn, we hope, can lead to better experimental designs. 
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Chapter 6 -  Patterns and Signs to Think With 

‘I found, when I learned to work with the structures and manipulation processes such as we have 
outlined, that I got rather impatient if I had to go back dealing with the serial-statement structuring 
in books and journals, or other ordinary means of communicating with other workers … I’m sure 
that you’ve had the experience of working over a journal article to get comprehension and perhaps 
some special-purpose conclusions that you can integrate into your own work. Well, when you ever 
get handy at roaming over the type of symbol structure which we have been showing here, and you 
turn for this purpose to another person’s work that is structured this way, you will find a terrific 
difference there in the ease of gaining comprehension as to what he has done and why he has done 
it, and of isolating what you want to use and making sure of the conditions under which you can 
use it.’ 

Douglas Engelbart (1962) 
 

The above quote is taken from Douglas Engelbart’s famous yet still largely unfulfilled vision of 

human-computer interaction documented in his report ‘Augmenting human intellect’ [267]. While 

we certainly make no claims as to accomplishing the kinds of grand systems he conceived, we may, 

with a small amount of creative license, imagine the above passage to be describing a researcher 

interacting with protocols, augmented with a layer of pattern and exemplar information. The work 

presented in this thesis has shown how we can step closer towards the vision of an integrated and 

structured web of knowledge in support of laboratory science. 

 

This thesis has examined in detail how we can capture and communicate more of our knowledge in 

the experimental sciences, and how this knowledge, once captured, can be incorporated into the 

digital fabric, affording the development of additional eScience tools to improve research practice. 

We have covered a lot of ground in this thesis and provided (1) a synthesis of ideas from semiotics, 

philosophy of science, and knowledge representation, providing an analytical frame which 

highlighted not only the need to capture additional aspects of our laboratory knowledge, but also 

the need to provide guidance as to how to select and capture what are the most important 

abstractions, how to use or apply these abstractions, and how they relate back to the real world, 

(2) a transparent methodology for capturing the missing laboratory knowledge in the form of design 

patterns, (3) the design of a computable representation for design patterns in the form of Linked 

Data along with a service to support their publication, and (4) demonstration of the utility of 

structured pattern data via a prototype annotation tool, allowing us to create pragmatic linkages 

between heterogeneous laboratory knowledge and resources, and restore knowledge that is currently 

missing from our record, extending its epistemological adequacy.  
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In investigating the use of design patterns for laboratory science in this thesis, our methods and 

conclusions have been drawn from diverse sources such as cognitive science, deep reflection and 

introspection, empirical observations, and workshop participant comments, and we have validated 

claims theoretically against our semiotic models, given verisimilitude by accordance with reports 

from other domains. In the development of our ideas, we have succeeded in providing an initial 

kernel on which future efforts can borrow or extend, but the true way forward will require the 

social adoption of a design pattern approach, and it should be in the hands of a community to 

continue to refine and shape design pattern applications in response to their needs. In what follows 

we evaluate in a larger sense the degree to which patterns and our implementation can support 

work in the mangle, and outline some limitations to the work. We conclude with a view to the 

future challenges and opportunities that stem from the ideas and tools developed in this thesis. 

6.1 Ways of Thinking 

In support of our initial objectives, Chapter 2 expended a great deal of effort to characterise and 

analyse the rich nature of scientific and laboratory investigations, and highlighted the need for 

additional representations that can capture and carry more aspects of our knowledge, and in a 

more accessible format. We show that many of the existing eScience tools are not altogether 

matched to all the needs of a laboratory practitioner. The multiple dimensions of the mangle of 

experiment calls for multiple approaches to help maximally utilise and support knowledge work at 

the bench, and design patterns offer an intriguing opportunity to add to our current 

representations and restore some of what our existing tools can’t or don’t easily capture. One of the 

important contributions of the work in this thesis stems directly from this initial exploration of 

laboratory science and design patterns, in that we have provided new ways of viewing and 

understanding the problems of knowledge representation. One of the key and most valuable 

attributes of design patterns is the manner in which they help us to think about a problem domain, 

in ways that are complementary to other approaches typically adopted by say, ontologies or 

workflows.  

 

Design patterns uncover an often hidden structure and reveal additional knowledge contained in 

our artefacts by asking ‘Why this?’, and thinking about the important and recurring forces within 

such situations that demand or shape the response. Such thinking is in contrast to the typical view 

of ontological or workflow approaches to representing knowledge in eScience which typically view 

the world as ‘What is this?’ or ‘What is the process, and what are the inputs and outputs?’. The 
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work presented here demonstrates a preliminary but entire framework with which to think about 

structuring knowledge for a domain from a design pattern viewpoint, and in a manner that can be 

placed alongside other eScience tools and methods. We provide a methodology for design pattern 

capture, and demonstrate how they can published and utilised in machine tractable ways to 

support the informational needs of researchers.  

 

The semiotic perspective we adopt in our investigation has provided a useful analytical frame for 

both understanding the knowledge needs of the domain, and for contrasting different approaches to 

knowledge representation. We provide a clear distinction of the syntactic, semantic, and pragmatic 

aspects of a knowledge representation, which allows for a better understanding of which aspects of 

the world are abstracted and for what purpose by various approaches. This approach can be 

usefully applied to analyse all our knowledge representation and reference making activities, 

regardless of discipline or domain. Indeed, our own processes and achievements of Chapters 3, 4, 

and 5 can be cast in terms of reduction, computation, and expansion (see Section 2.1.4). Pattern 

mining in Chapter 3 equates to reduction - selecting and abstracting elements of the world, 

conceived for the purpose of understanding the design of lab experiments. Patterns guide us to 

abstract different elements compared to other approaches. Chapter 4 further compresses these signs 

into a symbolic and machine readable format, here in the form of Linked Data, such that they can 

be computed with and recombined in various ways, and Chapter 5 concerns the use of these 

compressed symbols and their expansion, as their meaning via exemplars is interpreted, re-

contextualised, and conceivably returned to world of purposeful human action. We show that this 

process parallels the same for the construction of ontology or workflow based representations, only 

what is abstracted, how it is used, and how it should be interpreted, typically differs.  

6.2 Supporting Work in the Mangle 

We situate the use of patterns and annotations in this thesis into well considered phases of a 

typical researcher’s planning and enactment of laboratory procedures. Our framework enables us to 

capture and express the desired knowledge that is currently missing from our record in a structured 

way, and via Linked Open Data, able to supply it on demand to others in various related lab 

contexts. Pattern exemplification recognises and supports the more open and spontaneous nature of 

experimental work, allowing us to draw insights, create connections, and record our trails across 

various research objects as we go, and in a flexible manner. Indeed, as voiced by Cameron Neylon 

in regard to the way we manage information on the Web for science, ‘What we need are tools for 
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curation and annotation and re-integration of what is published. And a framework that enables 

discovery of the right thing at the right time.’ [268]. The work presented here makes steps towards 

this for the complex domain of lab science, and gives support that is currently lacking for scientists 

engaged in laboratory tasks. 

 

In light of improving the reproducibility of our science, it is our view that patterns can show that 

our individual, idiosyncratic lab experiences are perhaps more common than we thought. Patterns 

gain power when they allow for people to develop not just a shared understanding, but also express 

individual goals and epistemological values, and do so via a vocabulary that is expressed in terms of 

concrete objects that are part of everyday experience for a community. Instead of a world either 

rich in natural language or a world rich in axioms, patterns provide us with an alternative in-

between, and allow us to express more about how we arrived at certain aspects of our knowledge. 

The support we provide for patterns endeavours to cover at least some aspects of each of the modes 

of knowledge conversion in Nonaka’s model – many aspects of which are left implicit in other 

knowledge representations, which are often offered without any specific consideration of aspects 

such as how we should either externalise, combine, or internalise such knowledge. Our approach gels 

well with a Peircian sense of community and communication for science (Sections 2.1.2-3), and any 

attempt to explore and increase the richness or modes of communication and knowledge conversion 

available to us must surely be a good thing. 

 

Patterns and exemplars can be thought of as ‘talking points’ or boundary objects for laboratory 

practice. They provide an approach and scaffolding through which we can more easily compare 

multiple descriptions of lab procedures and lay claims to experience and evaluation, an important 

aspect of designing an experiment and for assisting our ‘practical reasoning’; activities for which 

our current record often falls short of fully supporting (Section 2.5). At the same time, patterns 

themselves are also ‘densely informative’, and self-sufficient for understanding what they stand for 

(at least for human interpreters). This is an important distinction, as compared to say annotations 

with folksonomies and ontologies, where this kind of documentation is often separate or left 

implicit. Patterns carry with them their own credentials i.e., their evidence based documentation, 

both in terms of the current set of concept exemplars, and in terms of the primary references which 

supported the initial pattern creation.    

 

Additionally, in contrast to many bio-ontologies or formal representations that typically require 

committees and strongly top-down approaches to ensure the consistency and orthogonally of the 
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knowledge they elicit and contain, any group of inquirers with a special topic of interest can create 

design patterns using our framework and begin using the vocabulary and annotation system almost 

immediately. The main bottleneck still remains the formation of pattern level concepts in the first 

instance, but this process is one we simplify via our pattern mining kits and methodology.  

 
Various kinds of knowledge representations are optimised to capture different knowledge, tailored to 

specific needs of the task at hand, and for human centred laboratory work, patterns are better 

placed to support the actual understanding, use, and reuse of laboratory knowledge by other 

human researchers than their knowledge counter-parts in the form of workflows or ontologies. 

Patterns get straight to the practical concerns we outlined in Chapter 2, avoiding any excessive 

formality that is ultimately unnecessary for their intended use and interpretation, yet still providing 

enough structure to leverage computational support for their use and retrieval. Once captured, 

patterns and exemplars allow for programmatic access to experiential knowledge for laboratory 

work and they have the potential to reshape the relations between lab experience, documents, and 

people. Our realisation of patterns adds an additional communication channel, and one that is 

computationally tractable, allowing more of our science practice to be effectively documented and 

shared. For laboratory work, this in a sense, gets more directly at the original vision for Semantic 

eScience we were promised over a decade ago - allowing researchers to express, find, and 

understand products from their own and other scientific disciplines, and provide new levels of 

interaction among scientific communities. 

6.3 Extending the eScience Toolkit 

The work described in this thesis has extended design patterns into new domains, and in doing so, 

we have also extended our eScience toolkit with new thinking and instruments. Our work has 

involved somewhat a blending of the horizons between design patterns and broader eScience goals. 

 

Often in this thesis we have compared design patterns to common eScience tools such as ontologies 

or workflows. In the context of lab work, we demonstrate that generally we need more than what 

model-theoretic semantics can give us. We need further guidance on how signs or meaning is 

connected back to the real world, and we need shared approaches that help us decide what to 

model or focus on in our descriptions the first place. As made clear in Chapter 1, if we neglect or 

fail to provide explicit support for these extra communication activities, the costs can be quite high 

indeed. Additionally, in human matters of laboratory work, our purpose is to encourage thought, 
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reflection, action, and cognitive reasoning, not relegate it to the machine. Our comparisons between 

representations are of course primarily intended to highlight differences and reveal opportunities. In 

reality, we both have and desire a spectrum of eScience and semantic tools to support our processes 

of inquiry. It’s not ontologies or workflows or patterns, it’s ontologies AND workflows AND 

patterns and so on. Such an array of tools, each harmonised and complementary, brings us closer to 

the vision of a Pragmatic Web. The combination of multiple approaches, each operating 

simultaneously can be though of as an ‘emergent semantic system’ [269] combining informal and 

formal approaches to solve the evolving requirements of human and machine information providers 

and users. Placed alongside our existing representations for laboratory knowledge, and revisiting 

Nonaka’s knowledge model (Box 2.1) as a way to differentiate space, we can visualise how patterns 

are located amongst current approaches (Figure 6.1). Given the general nature of the knowledge 

model, and in light of our previously discussed phases of reduction, computation, and expansion, we 

acknowledge that all our representations in use will undergo turns through Nonaka’s phases of 

externalisation, combination, internalisation, and socialisation in various ways – we place each 

representation roughly according to their predominant character and phase they support. We may 

distinguish patterns however, by the way they incorporate and make visible more of the process as 

we move through the spiral. Our pattern mining methodology gives explicit guidance and keeps 

both record and explanation of the different parts of our knowledge that we should abstract and 

externalise. Patterns formulated as Linked Data provide an external representation that can be 

combined and integrated with other data on the Semantic Web, and pattern exemplars help bridge 

our external representations back to practice, and via interpreter reflection, can help internalise the 

knowledge and re-shape our mental models. Furthermore, our laboratory patterns do all of this for 

the currently missing aspects of our science knowledge that we identified – addressing our 

pragmatic concerns of context, rationale, and situated use. Design patterns thus offer many 

prospects to enrich our knowledge and speed our turns through the cycle – in terms of the 

additional knowledge they capture, and in terms of the process by which they guide the selection 

and use of this knowledge. The majority of our other representations of laboratory knowledge leave 

vague or implicit much of this larger process of knowledge generation, which can ultimately create 

barriers for their suitability or adoption for certain machine or human orientated information tasks.  

 

When comparing patterns with ontologies, a key difference worth emphasising is that patterns offer 

more guidance for how we arrive at our domain conceptualisations, yet stop short of creating 

formal, fully logically specified descriptions. Patterns are driven by our pragmatic concerns. 

Ontologies and the methodologies for creating them on the other hand, typically provide little 



 

 176 

guidance on how we should make our domain conceptualisations, but provide support for logically 

specifying and formally expressing these conceptualisations once surfaced. Ontologies are driven by 

the need for decidability and logical consistency. For sharing laboratory practice however, 

possessing the right and salient concepts is more important than their logical encoding for the 

machine. In the messy and dynamic world of lab work, a better handle on, and explicit recognition 

of what are the critical concepts is what is needed most, and this is what we currently lack when it 

comes to sharing and improving our science practice mediated via our record. Patterns provide a 

simple framework that is well matched to capture the important concepts, and guide their selection 

and use. More formally specifying logical descriptions of pattern knowledge (although certainly 

possible) is not necessary in the first instance, yet this is where most ontology based approaches 

would try to have us proceed directly. We argue that patterns offer a highly useful and 

intermediate step. 

 

 
Figure 6.1 A spectrum showing different formal and informal representations for laboratory knowledge. While 
each representation is optimised for different tasks and may carry different knowledge, patterns as we present 
them more explicitly acknowledge and include support for all the phases of knowledge generation. 

 

A future challenge then, is how we may further connect all our diverse automated and human 

approaches in support of eScience. Our choice of Linked Data as a representation framework for 

pattern is a deliberate one. Linked Data is less opinionated than top down axiomatic approaches - 

it lends itself to more flexibly interpreted structures, yet it has ‘just enough’ structure to support 

work in the mangle. Of course, Linked Data itself is still not ‘enough’ [270] - it requires further 

applications to be built on top of it - but this is also its strength in complex settings - we can 
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provide different semantics and pragmatics from the same data in multiple and local ways for 

different communities as needed - in infinite chains of semiosis. Perhaps then Linked Data presents 

a fruitful way forward for the construction of emergent semantic systems - as a base ‘data’ layer it 

can support as little or as much automation and semantics as is required by various situations or 

applications.   

6.4 Limitations, Future Challenges, and Opportunities 

A limitation of this thesis is the lack of user testing and evaluation for our authoring and 

annotation tools, and the addition of robust application support for dynamic aspects of modifying 

patterns and annotations. These limitations however are in part due to early design decisions and 

provisioning of resources - rather than focus on more immediate technical user requirements, our 

focus has been on demonstrating the soundness of the larger principles. It is the validation of 

pattern concepts and an exposition of what they offer and how they can be used, not the details of 

any specific implementation, that is the main contribution of this thesis. By forging ahead to show 

the ultimate utility of our approach, we can more clearly see the advantages patterns offer, and 

with a sense of the road ahead we can later return to the more refined development of any user-

facing applications. Nonetheless, testament to the weight of the ideas in this thesis, is the number 

future challenges and opportunities that our design pattern approach to laboratory knowledge now 

opens up. 

 

We demonstrate the use of patterns to create linkages and mappings between lab resources a 

posteriori, but patterns could also be used more proactively. Once a knowledge base of exemplars 

reaches a critical size, machine learning approaches over the captured data could be employed to 

build tools that actively recommend pattern knowledge where it’s wanted. Initially, because of the 

extra-lexical nature of pattern knowledge and concepts, we must rely on manual annotation, but 

once enough information is added back to our record, more automated approaches may become 

viable that might begin to predict or match contexts based in prior cases.  

 

Pattern exemplars also tend to catalogue and highlight material uses and recommendations in the 

laboratory. A suitably large knowledge base of exemplars would provide a catalogue of different 

equipment and material uses, often including identifying information such as product numbers or 

brand details that would be of great interest to equipment and reagent providers. Granular 

information, with context included, on how products are utilised or modified ‘in the field’, how 
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often, for what disciplines or sub-communities, and uncovering potentially novel or ‘off-label’ uses 

for materials would certainly be of great commercial interest.  

 

Laboratory design patterns may be extended to serve as more authoritative evaluative criteria for 

lab procedures. The methodology and process of mining patterns we outline in Chapter 3 could be 

employed to help develop checklists and reporting criteria for our published archives and artefacts. 

There is a natural overlap between pattern forces that must be accounted for in a final design, and 

minimal reporting frameworks for reuse and reproducibility such as those created and endorsed by 

the biosharing.org initiatives. Indeed, our experience with pattern mining revealed that patterns 

often uncover areas where we need to be reporting more detail in our experimental designs and 

procedures – these can highlight candidate items for publishing checklists. A pattern approach can 

give guidance and transparency as to how guidelines and reporting criteria are arrived at, and why.  

 

Another intriguing future use of lab patterns related to evaluation is their potential integration into 

a system akin to digital badges [271]. For example, published methods that satisfy quality 

requirements can be awarded tokens by the community in the form of digital badges, which may 

then be displayed or indexed in various ways while simultaneously holding their own metadata. 

Design patterns can specify the criteria for any award, and provide the credentials and metadata as 

Linked Data via exemplars for such endorsements. In a sense, we may view digital badges as 

alternative containers for pattern exemplars, which opens up new possibilities for both the use of 

digital badges and pattern knowledge, extending patterns into an award or credit system, and 

reconceptualising what or who can be awarded such badges and what they signify. Indeed, in our 

demonstrations, we tie a universal ORCID identifier to patterns and exemplars allowing the 

capacity to build and communicate researchers’ reputation and identity.  

 

Furthermore, many journals in the digital publishing landscape are beginning to experiment with 

improved online commenting and communication systems alongside their published articles in order 

to improve the quality and value of the content and service provided. If such commenting systems 

were combined with laboratory patterns, and backed by a popular journal, we posit that real 

positive effects on methods reporting, laboratory practice, and helpfulness of our record would be 

forthcoming. Alternatively, patterns could be integrated within a recommendation system akin to 
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Tripadvisor97, which combined with simple citation metrics could determine which patterns and 

exemplars are most valued or trusted.   

 

  

Despite the varied potential for additional applications of design patterns, it is of course important 

to consider perhaps the biggest potential threat to the adoption of laboratory patterns - and that 

remains the social challenges of scientific work. Like all knowledge representations, patterns are still 

subject to the ‘burden of curation’ and the scalability of the initial knowledge elicitation. 

Experience from [272] has shown that despite the existence of a technical capability, getting people 

to actually contribute to annotation and curation requires much effort - the task is not always 

matched to perceived value or credit systems within research culture. Furthermore, they highlight 

that collective organisations can be vulnerable to a ‘tragedy of the commons’ whereby many people 

use them, but few contribute or help maintain them. While we can do little to address these larger 

concerns within the scope of this thesis, it is our hope that as the social context of science moves 

towards an era of greater openness and transparency (e.g., open access, open data, open knowledge, 

open science) that many of the potential social barriers to pattern adoption will be minimised. It 

will certainly be important to address in future work the provisioning of high quality user 

experience (UX) and user interaction (UI) for engaging with patterns beyond our initial prototype, 

and also ensuring these systems are integrated with ongoing innovations to provide credit and 

attribution systems for academic research. These will help minimise any such ‘burden of use’ at 

least. Also, the successful uptake of a pattern-based knowledge framework will need the further 

development and additional functionality of computer supported cooperative work (CSCW) tools to 

aid their real-time collaborative construction. All these latter issues can largely be solved with 

existing technical solutions however, and so their resolution should be a simple function of available 

developer time and resources.  

 

Although a further limitation of this thesis is the sidestepping of more dynamic aspects of 

knowledge and Linked Data, a collection of exemplars linked through time could in principle help 

document and solve the problems of ‘death by as previously described’ we outlined in Chapter 2 

(Section 2.5.2), restoring missing context so we may more easily know ‘how to go on’, with a better 

understanding of what variations in a method are be important, and how and why changes may 

have evolved through time and space. Indeed, renewed energy from the community has lead to a 

                                            
97 http://www.tripadvisor.com 
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number of recent projects that aim to leverage distributed version control systems such as those 

hosted by GitHub to help share, track, and branch laboratory protocols98. While these efforts are 

indeed laudable and help modernise laboratory communication, they still lack a pragmatic way to 

navigate amongst different procedures in the manner that we have shown is important. A non-

expert is still none-the-wiser about where we can modify procedures, which are the critical aspects, 

and nor are they easily able to bring in other examples from across the literature using the critical 

‘handles’ (i.e., forces) and contextual elements that matter - ones that patterns and exemplars 

provide for us. It will be of interest then to explore how a pattern and exemplar framework can 

integrate with these protocol authoring and publishing platforms in the future. One obvious hook is 

when authors on such platforms make edits and commits to their work - version control systems 

typically enforce the recording of comments at this juncture to describe the additions or changes 

being made, and this presents an opportunity to also insert structured pattern data into our 

primary record at the same time. 

6.5 The Way 

Our exploration of design patterns in this thesis has helped show us the balance between how and 

why something is constructed in the laboratory, where there are gaps and opportunities to capture 

more of our knowledge, and how the abstractions offered by design patterns can help us in 

bridging, communicating, and understanding the mangle of lab experiment. Our conception of 

patterns as a framework and tool within an eScience infrastructure can help us to transfer 

knowledge and mediate between theory, literature, material, and social aspects of laboratory 

experiments. The journey so far has built a path and brought us to the gate, and it is our hope 

that we have gained enough insight and clarity to confidently step through it into practice, 

continuing the journey, and along the way see where these approaches, concepts, and ideas can be 

productively incorporated into our research domains.  

  

                                            
98 For example, see https://www.scientificprotocols.org/ 
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Appendix A 

 

Name: Cake-like structure 
 
Problem: You need to produce sweet food that is also a fluffy cake.  
 
Context: You want to bake yummy cakes from a heavy batter, and a fluffy cake-like structure in 
the final product is important.  
 
Forces: Cake structure is provided by the batter ingredients, method of aeration, and the 
temperature and rate of heat transfer when cooking.  It is necessary to strike the correct balance of 
aeration, structure providers, structure modifiers, heat transfer, and flavours to produce a yummy 
cake. 
 

 

Aeration             Structure        Structure           Heat              Flavours 
                              Providers         Modifier         Transfer 
 

Analysis/example: We desire to create a rich and sweet food that everyone will love, and wish to 
produce this in cake form (or similar baked food with a cake-like structure) because cakes have a 
long history of making people happy. The essential essence of cake is its delicate melt-in-mouth 
texture and harmonious flavour, and we wish to understand how to achieve this cakeyness. We can 
think of the process of cake baking to occur in three stages - that of expansion, setting and 
browning. During expansion the cake rises as the temperature increases. Air bubbles trapped within 
the batter expand, leavening agents such as baking powder release carbon dioxide, and water 
vapour expands air cells even further. Following expansion, setting occurs as the temperature 
increases - proteins in the batter begin to coagulate and starches absorb water, swell and gelate, 
setting the permanent shape of the cake. In the final stage - browning - flavour enhancing browning 
reactions occur on the surface of the cake. The ratio and type of ingredients in the batter, the 
manner in which aeration is achieved, and the final temperature and rate of heat transfer all affect 
the success of the various stages of baking 
 
Solution: To achieve a fluffy cake-like structure in baked goods, ensure the batter has protein and 
starch to provide structure, and that this is balanced with fats or oils and sugar which modify and 
soften the structure and provide sweetness and flavour. The batter requires aeration which may be 
achieved by mechanical mixing of the batter or specific batter ingredients (such as fats and sugar) 
and may be supplemented with leavening agents. The rate and distribution at which the 
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temperature of the cake increases during the baking process (heat transfer) affects the stages of 
baking and final structure of the cake - baking temperature and time needs to be tuned to match 
specific batter and pan characteristics to allow optimal time spent in each phase.  
 
Description: The texture of cake is determined mostly by the structure of the batter. Batters 
contain more water than flour and are able to be poured. The core structure providers of cake 
batter consist of water, starch and protein which when cooked swell and create a solid structure. 
To achieve cakeyness, ensure the network of hydrated starch and protein which solidify during 
baking is filled with tiny air pockets (aeration), and that the setting process is disrupted by the 
presence of sugars and fats. Sugar and fats or oils act as structure modifiers - they interfere with 
the setting process and are added to the batter to soften the cake, add moistness and contribute 
sweetness and flavour. Additionally, sugar and fats may provide aeration to the batter by beating 
them together in the initial batter formation. Too little sugar or fat in a cake batter causes strong 
setting and the end product may be dry and crumbly, too much and the baked product will be 
dense and heavy as the capacity of the structure providers is exceeded. Aeration of the batter is 
essential for fluffy cake-like structure and is achieved by mixing the batter to homogenize it and 
incorporate air bubbles. The aerated state of the batter needs to be preserved, paying attention not 
to under or over mix the batter or allow it to stand for too long before baking. The rate and 
distribution of heat transfer affects the final cake structure - too slow a process and the expansion 
phase is elongated causing air bubbles to coalesce and eventually collapse, resulting in a sunken 
cake. Too fast a process, and the outside of the cake sets and browns while the inside is still 
expanding causing burning and a volcano or cracked appearance. Heat transfer is affected by cake 
pan material, size of the cake and oven temperature and the three need to be balanced to ensure 
even cooking. Additionally, high levels of structure modifiers such as sugar and fats or oils in a 
batter cause setting to occur slower and at higher temperatures.    
 
Diagram: 

 

Consequences: Producing a cake structure in the final baked good influences its longevity and 
transport qualities. The delicate cake structure is easily deformed and its moisture content allows it 
to keep only for several days at room temperature. If longer keeping and harder wearing baked 
products are required consider Biscuit Bonanza or Cookie Construction, - the cake-like structure 
may have to be forfeited under such contexts.  
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Evidence: Vegan Cupcakes Take Over the World. (2006) Isa Chandra Moskowitz and Terry 
Romero. Da Capo Press.  
 
Related Patterns: Stick together, not to the pan. Aeration.  Alternatives - Pastry Production,  
Biscuit Bonanza. Successor patterns - Aeration, Frosting.  Predecessor patterns - Baking. 
 
References: On Food and Cooking. (2004) Harlod McGee. Scribner. p521-560 
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Appendix B 

Five well-formed but preliminary design patterns for laboratory experiments were created from the 
outputs of pattern mining workshops. The raw data and workshop sheets from which these 
patterns were drawn are accessible online at https://github.com/cameronmclean/pattern-workshop-
rawdata. 
 

Title : Biophotonic Imaging 

Authors : Siouxsie Wiles, Cameron McLean 

Context : Biological investigations requiring living organisms - especially mammalian systems - can 
be expensive in terms of scientific resources needed to establish and maintain them, and they often 
come with ethical considerations for animal wellbeing. They are essential however in order to 
understand complex processes in a natural setting, and we often need to visualise and measure 
entities or processes occurring within living cells, tissues, or small organisms in a non-intrusive 
manner that gives maximal information for minimal cost. This pattern deals with how to capture 
quantitative, spatiotemporal information within a living organism for in vitro tissue culture systems 
and model systems involving small animals that are amenable to manipulation.  

Problem : We want to measure and locate a biological entity or process within living cells or a 
model small animal system. We need to keep the animal or sample alive and make dynamic, 
realtime, quantifiable, and non-destructive repetitive measurements in situ. 

Solution : Tightly couple the biological process or entity of interest with a light emitting system 
and an appropriate light detector to enable harmless realtime visualisation and detection of entities 
or processes as photons. 

Forces : 

  Immobilisation - the process of maintaining a viable living sample stationary relative to a 
light source and detector   such that spatial-temporal information can be collected in a manner 
that does not interfere with the   biological process being detected. 
 

 Quenching - the condition of a medium or system that absorbs photons emitted from an 
engineered source and   antagonises their efficient transmission towards a detector. 
 

 Viable - the state of an organism being alive and in a typical, nominally healthy or 
controlled state. 
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 Light Transmission - the ability of a medium or system to enable the efficient 
transmission of photons from an engineered   source to a detector. 
 

Light Generation - the process of generating photons from an engineered or exogenous 
system in such that it may be   coupled to a specific condition or event enabling efficient 
visualisation and detection in a suitably   transparent medium.  
 

 Light Detection - the process of collecting and quantifying photons from a specific source. 
 

Time Matched - the selection of a paired emission and detection system capable of 
generating dynamic measurements   on a time scale of the same or finer intervals of the system 
being observed.  
 
 
Support and rationale : Light can travel through cells, tissues, and skin, and provides a non-
destructive, humane, rapid, and cost effective approach to visualising biological processes. Light as 
a signal is readily quantified, and can allow simultaneous measurements of different entities if they 
are associated with different wavelengths. In order to capture spatial information it is necessary to 
immobilise the sample relative to the target/light source and the detector. In the case of small 
animals this may be achieved by anaesthesia or physical restraint, but needs to be balanced so as 
to not interfere with the biological process or entities of interest nor the light generation system 
itself, whilst keeping the system in a stationary, nominally viable state. The system used for light 
generation needs to be sufficiently bright and of a wavelength tuned to enable transmission through 
the medium. Light transmission through a medium is wavelength dependent, and impeded by 
quenching which is influenced by depth or thickness of sample and location of signal, colour of 
sample, or presence or absence of fur or other barriers that can absorb light. Light generation and 
sample orientation or handling should be organised to maximise transmission while minimising 
quenching. To collect dynamic measurements it is essential that the light generation and collection 
cycles are time matched with the phenomenon of interest. Temperature affects metabolic state and 
chemical reactions and therefore needs to be controlled to ensure the system is representative of the 
underlying biology and consistent between samples or measurements. For many light detection 
systems, quantification is relative and not absolute therefore it is necessary to ensure the same 
equipment and detection settings are used across an experiment.  
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Diagram : 

 

            

Evidence : 

Wiles, S., Robertson, B. D., Frankel, G., & Kerton, A. (2009). Bioluminescent monitoring of in vivo 
colonization and clearance dynamics by light-emitting bacteria. In Bioluminescence (pp. 137-153). 
Humana Press http://link.springer.com/protocol/10.1007/978-1-60327-321-3_12 

Owusu-Ansah, E., Yavari, A., & Banerjee, U. (2008). A protocol for in vivo detection of reactive 
oxygen species. Protocol Exchange. 
doi:10.1038/nprot.2008.23   http://www.nature.com/protocolexchange/protocols/414#/related-
articles 

Brandenburg, B., Lee, L. Y., Lakadamyali, M., Rust, M. J., Zhuang, X., & Hogle, J. M. (2007). 
Imaging poliovirus entry in live cells. PLoS biology, 5(7), e183. doi:10.1371/journal.pbio.0050183 
http://www.plosbiology.org/article/info%3Adoi%2F10.1371%2Fjournal.pbio.0050183 

*** 

Title : Pigment extraction 
 
Authors : Benedict Uy, Cameron McLean 

 
Context : Many pigments produced by living cells possess valuable properties apart from their 

colour and chromophor, such as anti-oxidant, free-radical scavenging, or other bioactive properties. 
In addition to the industrial applications of pigments, pigmented cells and their degree of pigment 
production can be used to act as tracers to visually track and quantify biological processes.   

 
 
Problem : We want to extract and quantify the amount of pigment or other soluble, light 
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absorbing molecules produced by a population of cells. Precise, reproducible, and accurate 
quantitation of pigment critically depends on the extraction process which must be optimised to 
account for the nature of the cell type and the nature of the pigment. 

 
Forces : 

Cell type - the origin and nature of the cell. 
 

Pigment - the specific type and chemical nature of the pigment or pigment mixture of 
interest. 

 

Normalisation - the process by which cell numbers or volume is counted or estimated 
before extraction and quantitation. 

 

Clean-up - the process of removal of cell debris following pigment extraction.  
 
Extraction conditions > 

 Solvent - the liquid carrier that is used to dissolve or carry the extracted pigments 
following cell lysis. 

 

 Cell lysis - the manner in which cells are broken open in order to extract the solvent. May 
be chemical or physical. 

 

    Cell:Solvent ratio - the ratio of cell number/volume/mass to solvent volume. 
 

 Temperature - the temperature at which pigment extraction occurs.   

pH - the measure of acidity or basicity of the extraction solution. 
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 Redox - the degree to which any redox potentials need to be controlled. 
 

Duration - the duration of the extraction. 
 

Light-sensitivity - the degree to which the extraction must account for light conditions 
in the extraction environment. 

 

Kinetic energy - the degree of agitation or other kinetic energy applied to the extraction, 
additional to any cell lysis. 

 
  

Solution : Conduct pigment extraction such that the extraction variables are matched to the cell 
type and chemical nature of the pigment(s). Extraction conditions need to be strong enough to 
ensure complete solubilisation without being injurious to the pigment of interest. Extraction solvent 
must be compatible with any down-stream handling or storage and safety concerns.  

 
Support and rationale : Different cell types such as those from plants, algae, or bacteria present 
different physical toughness that require different cell lysis conditions - from grinding or freeze-
drying to mild detergents or solvents in order break open cells. Additionally, pigments may be 
contained in different sub-cellular structures that may require different strengths of energetic or 
chemical means in order to disrupt them for efficient extraction. The efficiency of extraction 
depends on the resistance of cell walls, penetrating and solvation power of the solvent, the duration 
of extraction, and the type of mechanical disruption. Many pigment molecules are chemically labile 
and sensitive to pH, temperature, oxidation, or light conditions, and these need to be balanced with 
lysis conditions to create a successful extraction. Extraction efficiency is also dependent on 
solubility of the pigment in the solvent, and small changes in the hydrophobicity of the solvent or 
mixed solvent systems can affect the efficiency of extraction for the same pigment from different 
cells. The ideal ratio of cell:solvent depends on the solubility of the pigment and the volume 
required for efficient physical handling. The temperature and kinetic energy of the extraction can 
increase the efficiency, but care needs to be taken to monitor solvent loss to due evaporation and 
prevent cross-contamination or spillage. In some cases, harsh cell lysis at lower temperatures can be 
replaced with just solvent and heating of cells. Initial normalisation of cell input in some cases is 
achieved using visible light absorption (e.g., OD660) - ensure the normalisation method is not 
skewed by the presence of pigment itself. Sample clean up methods such as filtration or 
centrifugation following extraction depend on the type of solvent used for the extraction - some 
solvents are incompatible with certain filtration media or centrifugation due to their flammability, 
and affects on other plastics and seals. Different sample recovery methods also affect quantification 
and reproducibility due to different volumetric or solvent retention characteristics.     

 
Diagram : 
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Evidence : 
 
Sobin, B., & Stahly, G. L. (1942). The isolation and absorption spectrum maxima of bacterial 
carotenoid pigments.  Journal of bacteriology, 44(3), 265. 
 
Evaluation of methods and solvents for pigment extraction. Wright, S. W., Jeffrey, S. W., & 
Mantoura, R. F. C.  (2005) In Phytoplankton pigments in oceanography: guidelines to modern 
methods. Unesco Pub.  

 
Arulselvi, I., & Gurumayum, R. S. (2013). Isolation and characterization of yellow pigment 
producing Exiguobacterium sps. Journal of Biochemical Technology, 4(4), 632-635. 
 
Sathya, M., Sumathi, P., & Joel, A. J. (2014). A simple and rapid screening technique for grain β 
carotene content in pearl millet through spectrophotometric method. African Journal of 
Agricultural Research, 9(5), 572-576. 
 

*** 
 
 
Title : Immunostaining 
 
Authors : Fabiana Kubke, Cameron McLean 
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Context : Analysis of protein antigens via their interaction with an antibody is a common and 
robust set of techniques in molecular biology. Antibodies are host proteins produced by the immune 
system and directed against foreign molecules, organisms or other agents, and their production can 
be controlled and exploited to produce useful and specific reagents for use in a wide range of 
antibody-antigen assays and interactions. Immunostaining is used to identify the location of 
antigens in their physiological context -  i.e., in their natural location within a tissue or organism 
using light or electron microscopy. Visualising the 2D location of antigens in whole (small) 
organisms or multicellular tissue sections allows for example - the analysis of particular cell types, 
tissue structures, and the tracking of development, disease, or pathogen progression in vivo. 
Immunostaining requires the structure of the tissues of interest be preserved without destroying the 
antigen, while still permitting the access of antibodies and reagents. Careful choice of antibodies 
and conditions must be respected to allow reproducibility, comparison between samples, and 
accurate conclusions from analysis.  
 
Problem : We need to detect a molecule in situ (in whole organisms or tissue sections) using 
antibodies with enough spatial resolution to determine its cellular or sub cellular location. We need 
to preserve the local tissue structure without modifying the antigen, while still allowing for efficient 
antibody access. Specific antibody binding needs to be balanced with blocking and washing to 
prevent cross-reactions or non-specific binding.   
 
Forces : 
 

Tissue preparation  - the source and specific handling of the tissue or organism for 
immunostaining. 
 

Fixation - the process or degree of preserving the sample tissue architecture and structure 
against decay or physical alteration. 
 

Permiabilisation - the treatment of post-fixed samples to increase the permeability of cells 
and structures to facilitate antibody access.  
 

Antigen retrieval - the treatment of samples post-fixation in order to expose epitopes 
covered by any tissue processing steps.  
 

Detection - the method of visualisation and detection system used. 
 
Subset of forces for specific binding - the combination of factors that influence the strength and 
specificity of antibody-antigen binding. 
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  Duration - the number and length of incubations and washes. 

  Antigen - the name and species/tissue/cell origin of the antigen of interest. 

  Antibody - the source, isotype, purity, unique identifier and amount of the antibody used. 

 Temperature - temperature for any wash and binding incubations. 

 Blocking - the type of agent/buffer and process of blocking non-specific protein binding 
sites before and during antibody incubations for immunostaining. 

 Wash - the wash buffer and conditions.  

    Kinetic energy - the degree of agitation or other kinetic energy applied to the 
incubations or wash steps. 
 
Solution : Select a tissue preparation and fixation system that allows for enough structural 
preservation but minimises the potential masking of antigens. Successful staining depends critically 
on the antigen concentration, location, tissue and fixation conditions, and the specific antibody - 
these need to be optimised for each system. Tissue preparation and fixation conditions can vary 
considerably between labs yet are critical to the outcome and need to be documented thoroughly 
and standardised if possible. Ensure efficient antibody permeability within the sample. Antigen 
recovery techniques may be necessary, but these can preclude any quantitative analysis of staining. 
Antibody cross-reactivity and non-specific binding must be monitored with appropriate controls 
and the use of blocking buffers. Ensure any detection system is compatible with the blocking or 
buffer system and is not confounded by endogenous tissue enzyme activity.   

 
Support and rationale : Immunostaining consists of three main steps - sample preparation, antibody 
binding, and detection. Sample preparation involves the processing and attaching of specimens to 
glass microscope slides or other suitable substrate, and often includes a fixation step. Following 
blocking, antibodies are then bound to their cognate antigen, and unbound antibodies are removed 
by washing. Finally, secondary reagents are added to visualise the location of the antigen.  
 
Sample preparation will vary and depends on the strength of the tissue, and the origin and manner 
of its initial collection, but it is essential that tissue structure is preserved. The thickness of the 
prepared sample will depend on the tissue or sample origin, but in general the thinner the sample 
the better the staining. Fixation conditions (if used) are critical and the most common cause of 
staining failure. The harsher the fixation conditions (reagent, time, temperature), the more likely 
antigens will be covered or destroyed during the process - either directly through covalent 
modification or denaturation, or by cross-linking of surrounding proteins, effectively blocking 
antibody access. The combination of antigen, tissue, fixation, and specific antibody needs to be 
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optimised to find conditions that work. Following fixation and depending on the reagents used, 
often a permiabilisation step using detergents is required to enable efficient antibody diffusion into 
cellular and tissue structures.  
 
The specific binding of antibodies to the antigen depends on the specific antibody affinity, 
concentration, time, temperature, blocking agent, and buffer conditions such as volume, ionic 
strength and degree of mixing. These conditions need to be titrated or optimised for each system. 
Immunostaining places high demands on antibody specificity. Specific binding should be 
accompanied by appropriate controls (such as a non immune antibody) and secondary assays such 
as immunnoblots to assess the antibody specificity and the staining pattern accurately. If harsh 
fixation causes antigen masking, in some cases the sample can be treated with microwave, 
pressure/temp, or mild protease treatment to recover the antigen epitope - such conditions preclude 
quantitative measurement however. Washing removes unbound and non-specific antibody binding. 
High non-specific binding can be reduced with more stringent or vigorous washing. Specific 
background problems often require the selection of a different antibody preparation due to the 
difficult conditions. 
 
Detection of antigens following antibody incubation can be achieved various ways, but needs to be 
checked with appropriate controls to ensure it is not confounded by endogenous binding or enzyme 
activity within the specimen before the addition of antibody.   
 
Diagram : 

 
 

Evidence : 
 

Immunohistochemistry - the ABC-P method for floating sections. Catherine E Carr lab, modified 
by M. F. Kubke and B. Fredette. 
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Levin, M. D., Kubke, M. F., Schneider, M., Wenthold, R., & Carr, C. E. (1997). Localization of 
AMPA‐selective glutamate receptors in the auditory brainstem of the barn owl. Journal of 
Comparative Neurology, 378(2), 239-253. 
 
Harlow, E., & Lane, D. (1999). Using Antibodies. CSHL Press. 
 
Petralia,R., and R.J.Wenthold(1992)Light and electron immunocytochemical localization ofAMPA-
selective glutamate receptors in the rat brain. J. Comp. Neurol.318:329–354. 

 

*** 
Title : Immunoblotting 
 
Authors : Cameron McLean 
 
Context : Analysis of protein antigens via their interaction with an antibody is a common and 
robust set of techniques in molecular biology. Antibodies are host proteins produced by the immune 
system and directed against foreign molecules, organisms or other agents, and their production can 
be controlled and exploited to produce useful and specific reagents for use in a wide range of 
antibody-antigen assays and interactions. Immunoblotting is used to identify proteins on the basis 
of interactions with a specific antibody and its relative molecular weight. It allows for separation of 
complex mixtures of proteins, is and is highly sensitive and quantitative.  
 
Problem : We want to detect the presence or abundance of a specific protein or its post-
translational modification from cell or tissue lysate.  Because lysate is a complex mixture, we need 
to separate the proteins first and then use an antibody coupled to a light generating system to 
selectively bind, allow detection, and quantitate the amount of protein present. Immunoblotting 
requires balancing of separation, efficient transfer to a substrate membrane, and controlling 
specific/non-specific binding and detection mechanisms.  
 
Forces :  
 

Lysis - the extraction conditions for the antigen/protein mixture from the starting 
material. 
 

Separation - the process of separating proteins prior to transfer and immunoblotting. 
 

Denaturation - the presence/absence or degree of protein denaturation for separation and 
blotting. Can affect separation and antigen presentation.  
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Transfer - the process of transferring separated proteins onto a substrate for 
immunoblotting. 
 

Detection - the use of light generation and detection system and settings to visualise 
specific antibody binding. 
 
Specific binding subset - the combination of factors that influence the strength and specificity of 
antibody-antigen binding. 

  Duration - the number and length of incubations and washes 

  Antigen - the name and species/tissue/cell origin of the antigen of interest 

  Antibody - the source, isotype, purity, and unique identifier and amount of the antibody 
used. 

 Temperature - temperature for any wash and binding incubations. 

 Substrate - the substrate membrane used during transfer and on which antigens are 
presented for immunoblotting. 

 Blocking - the type of agent/buffer and process of blocking non-specific protein binding 
sites before and during antibody incubations for immunoblotting. 

 Wash - the wash buffer and conditions.  
 
 
Solution : Ensure lysis conditions are compatible with antigen extraction and preservation. Use a 
separation system that allows for optimal loading and maximal resolution of the antigen of interest, 
while still being compatible with efficient transfer to a membrane substrate. The combination of 
membrane substrate, blocking conditions, and antibody incubation effects the general specificity of 
the immunoblot and need to be optimised. Signal strength can be altered by modifying protein 
input and detection systems.    
 
Support and rationale : Protein lysis conditions must prevent degradation of the protein or PTM of 
interest. Normalisation of protein concentrations is required for comparing antigens from different 
sources. Separation of proteins for immunoblotting is typically via gel electrophoresis, and the exact 
method depends on the total amount of protein available, antigen abundance, the resolution 
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required, and whether native conformation of the antigen needs to be conserved. Antigen 
characteristics and separation techniques influence the transfer conditions and the membrane 
substrate that is chosen - the physical form and capacity of the transfer membrane need to match 
the gel contents. Thicker gels require longer transfer times, and high MW proteins often don’t 
transfer well. The transfer of antigens onto membrane substrates allows for their presentation to 
antibodies for detection. The choice of membrane substrate affects the capacity for binding and 
degree of non-specific interactions that may occur, and needs to be optimised with appropriate 
transfer buffers, blocking solutions, and antibody incubations. The selection of blocking agents also 
needs to consider if the blocking agent may have unexpected cross-reactivity with the antibody or 
detection reagents. Determining concentrations of primary or secondary antibodies needs to be 
optimised for each specific antibody source and assay conditions as they vary between batches. 
Detection sensitivity can be modified by altering the concentration of antigen present on the 
substrate membrane or by boosting the strength of the light emitting system. The combination of 
input, membrane, antibody, blocking, and detection systems can all affect the signal-to-noise ratio. 
The antibody type and source, antigen isoforms or epitope similarity, membrane and blocking 
solution and wash conditions call all impact the presence of background or unexpected bands in the 
immunoblot. Diffuse backgrounds are often due to blocking reagents and conditions or secondary 
reagents and incubation times or conditions. The presence of additional bands usually indicates 
specific contamination (epitope similarity or cross-reactivity) and are unlikely to be removed by 
methods that reduce non-specific background. Specific contamination needs to eliminated by other 
means such as changing antibodies, titration, or specific epitope blocking.  
 
Diagram : 
 

 
 
 
Evidence :  
 
Odom lab wester blot protocol. http://openwetware.org./wiki/Odom:Western_Blot 
 
Harlow, E., & Lane, D. (1999). Using Antibodies. CSHL Press. 
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MacPhee, D. J. (2010). Journal of Pharmacological and Toxicological Methods. Journal of 
Pharmacological and Toxicological Methods, 61(2), 171–177. doi:10.1016/j.vascn.2009.12.001 
 
KURIEN, B., & SCOFIELD, R. (2006). Western blotting. Methods, 38(4), 283–293. 
doi:10.1016/j.ymeth.2005.11.007 
 
Marks, A. G., Carroll, J. M., Purnell, J. Q., & Roberts Jr, C. T. (2011). Plasma distribution and 
signaling activities of IGF-II precursors. Endocrinology, 152(3), 922-930. 
 
Qiu, Q., Jiang, J. Y., Bell, M., Tsang, B. K., & Gruslin, A. (2007). Activation of endoproteolytic 
processing of insulin-like growth factor-II in fetal, early postnatal, and pregnant rats and 
persistence of circulating levels in postnatal life. Endocrinology, 148(10), 4803-4811. 
 
Chen, D. Y., Stern, S. A., Garcia-Osta, A., Saunier-Rebori, B., Pollonini, G., Bambah-Mukku, D., 
... & Alberini, C. M. (2011). A critical role for IGF-II in memory consolidation and enhancement. 
Nature, 469(7331), 491-497. 
 

*** 
Title : Immunoprecipitation 
 
Authors : Cameron McLean 
 
Context : Analysis of protein antigens via their interaction with an antibody is a common and 
robust set of techniques in molecular biology. Antibodies are host proteins produced by the immune 
system and directed against foreign molecules, organisms or other agents, and their production can 
be controlled and exploited to produce useful and specific reagents for use in a wide range of 
antibody-antigen assays and interactions. Immunoprecipitation is used to partially purify antigens 
from complex mixtures. Purification of antigens by immunoprecipitation can enrich target 
molecules up to 10 000 fold, and be used with immunoblotting or other techniques to determine 
antigen molecular weight, antigen quantitation, protein-protein (or other complex) interactions, the 
appearance of post-translational modifications, protein half-lives, and intrinsic or associated 
enzymatic activities. 
 
Problem : We want to enrich for a specific antigen of interest from a complex mixture, but need a 
way of removing non-target macro-molecules while retaining any specific antigen-molecule 
interactions or enzymatic activity.   
 
Forces : 
 

Sample preparation  - the source and specific handling of the tissue or cell sample. 
 

Lysis - the extraction conditions for the antigen/protein mixture from the starting 
material. 
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Denaturation - the presence/absence or degree of protein denaturation for lysis and 
antibody binding. Can affect antigen presentation, antibody binding and complex formation. 
 

Cross-linking - the optional use of reversible cross-linking reagents and treatment to 
stabilise target-molecule interactions prior to lysis and immunoprecipitation.  
 

Detection - the method of visualisation or downstream assay and detection system used. 
 
Specific binding - the combination of factors that influence both the strength and specificity of 
antibody-antigen binding. 

  Duration - the number and length of incubations and washes. 

  Antigen - the name and species/tissue/cell origin of the antigen of interest. 

  Antibody - the source, isotype, purity, unique identifier and amount of the antibody used. 

 Temperature - temperature for any wash and binding incubations. 

 Pre-clearing - the removal of proteins from lysates that bind non-specifically to immune 
complexes or solid phase before the immunoprecipitation step. 

 Wash - the wash buffer and conditions. 

    Kinetic energy - the degree of agitation or other kinetic energy applied to the 
incubations or wash steps. 
   

 Volume - the final volume of the immunoprecipitation mixture.  
   

 Solid-phase - the type and amount of substrate and protein complex used to separate 
antigen-immune complexes from the mixture. 
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Solution : Ensure the sample handling and lysis conditions preserve the conformation and 
interactions or activity of the antigen of interest, but maximise the release of the antigen from the 
cells. In some cases, pre-treatment with a reversible cross-linking reagent before lysis can stabilise 
transient interactions of interest such that it can be purified by immunoprecipitation. The success 
of immunoprecipitation depends largely on the antigen concentration and specificity and affinity of 
the antibody. Pre-clear the mixture with a serum and solid-phase substrate to reduce background, 
and ensure complete removal of the pre-clearing reagents before conducting immunoprecipitation. 
For quantitative analysis the amount of antibody added needs to titrated against a constant 
amount of antigen. The binding incubation conditions such as buffer, time, temperature, mixing 
and volume affect the rate at which antibody-antigen binding equilibrium is reached. Smaller 
volumes increase equilibration time, but also non-specific binding and have less efficient mixing. 
For high affinity and most polyclonal antibodies, larger volumes for binding incubations can be 
used. Good mixing is also important after the addition of the solid-phase, which binds the antigen-
immune complex and allows for separation. Washing the solid phase as completely as possible 
removes contaminating and non-target molecules while leaving the immune complex/solid-phase in 
tact for elution and further analysis.   
 
Support and rationale : Immunoprecipitation consists of three main steps - preparation of antigen 
solution, pre-clearing the lysate of non-specific interactions, and forming and purifying the immune 
complex. The success of immunoprecipitation is determined largely by the abundance of the antigen 
and the affinity of the antibody. The lysis conditions must be able to release the antigen of interest 
while retaining any interactions or enzyme activities of interest and still be permissive of antibody 
binding reactions. The exact lysis conditions will depend on the cell or tissue type and the final use 
of the antigen. The use of mild non-ionic detergents and non-denaturing conditions is usually 
optimal. Immunoprecipitations rely on antigen-antibody complex formation in solution at relatively 
low concentrations, and requires high affinity antibodies. Monoclonal antibodies and some 
antibodies that work well in other assays may not work well in immunoprecipitations. Multivalent 
and polyclonal antibodies usually work best. Pre-clearing the lysate with non-immune antibodies or 
serum and solid-phase is essential to reduce background and non-specific binding. and increase the 
signal-to-noise ratio of the assay (the only exception is where the final detection step will be 
immunoblotting, in which case pre-clearing is not necessary). It is important that any pre-clearing 
antibodies are completely removed by the solid-phase before the immunoprecipitation otherwise 
they will compete for binding again on the solid-phase later. The amount of antibody to add to the 
immunoprecipitation should be enough to be in mild excess to the antigen, and enough that can be 
visualised on a Coomassie blue gel if any troubleshooting is needed (typically around 1-2ug). If 
quantitative analysis of antigen removal is required, the amount of antibody to add will need to be 
determined by titration. Controls for immunoprecipitation reactions should be non-immune 
antibodies that are close to the specific antibody as possible (same species, class and subclass). The 
buffer, volume, time, and degree of mixing can have significant affects on the success and 
background levels of the immunoprecipitation. Smaller volumes and longer incubations can lead to 
higher background. Overnight incubations are rarely needed. The amount and type of solid-phase 
substrate (typically protein A or protein G sepharose beads) should be enough to remove all the 
immune complex from the mixture, and the type needs to be matched to the specific antibody. 
Washing the bead-immune complex removes unbound and non-specific molecules, and needs to be 
as complete as possible to lower the background. Care needs to be taken to remove as much wash 
solution as possible without aspirating the bead-immune complex.  
 
Diagram : 
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Evidence : 
 
Immunoprecipitation protocol - Alan Aderem, University of Washington in Barker, K. (2005). At 
the Bench. CSHL Press. 
 
Harlow, E., & Lane, D. (1999). Using Antibodies. CSHL Press. 
 
Shen, H. R., Qiu, L. H., Zhang, Z. Q., Qin, Y. Y., Cao, C., & Di, W. (2013). Genome-Wide 
Methylated DNA Immunoprecipitation Analysis of Patients with Polycystic Ovary Syndrome. PloS 
one, 8(5), e64801. 
 
Antrobus, R., & Borner, G. H. (2011). Improved elution conditions for native co-
immunoprecipitation. PloS one, 6(3), e18218. 
 
Winter, N., Nimzyk, R., Bösche, C., Meyer, A., & Bullerdiek, J. (2011). Chromatin 
immunoprecipitation to analyze DNA binding sites of HMGA2. PloS one, 6(4), e18837. 
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Appendix C 

A design pattern represented in JSON-LD 
{ 
  "force": [ 
    { 
      "forceName": "Immobilisation", 
      "description": "The process of maintaining a viable living sample stationary relative to 

a light source and detector  such that spatial-temporal information can be collected in a manner 
that does not interfere with the  biological process being detected.", 

      "pic": "http://labpatterns.org/doc/pattern/1/force/1/immobilise.png", 
      "@id": "http://labpatterns.org/id/pattern/1/force/1", 
      "@type": "http://purl.org/NET/labpatterns#Force" 
    }, 
    { 
      "forceName": "Quenching", 
      "description": "The condition of a medium or system that absorbs photons emitted from an 

engineered source and  antagonises their efficient transmission towards a detector.", 
      "pic": "http://labpatterns.org/doc/pattern/1/force/2/quench.png", 
      "@id": "http://labpatterns.org/id/pattern/1/force/2", 
      "@type": "http://purl.org/NET/labpatterns#Force" 
    }, 
    { 
      "forceName": "Viable", 
      "description": "The state of an organism being alive and in a typical, nominally healthy 

or controlled state.", 
      "pic": "http://labpatterns.org/doc/pattern/1/force/3/viable.png", 
      "@id": "http://labpatterns.org/id/pattern/1/force/3", 
      "@type": "http://purl.org/NET/labpatterns#Force" 
    }, 
    { 
      "description": "The ability of a medium or system to enable the efficient transmission of 

photons from an engineered  source to a detector.", 
      "forceName": "Light Transmission", 
      "pic": "http://labpatterns.org/doc/pattern/1/force/4/transmission.png", 
      "@id": "http://labpatterns.org/id/pattern/1/force/4", 
      "@type": "http://purl.org/NET/labpatterns#Force" 
    }, 
    { 
      "description": "The process of generating photons from an engineered or exogenous system 

in such that it may be  coupled to a specific condition or event enabling efficient visualisation 
and detection in a suitably  transparent medium.", 

      "forceName": "Light Generation", 
      "pic": "http://labpatterns.org/doc/pattern/1/force/5/light_gen.png", 
      "@id": "http://labpatterns.org/id/pattern/1/force/5", 
      "@type": "http://purl.org/NET/labpatterns#Force" 
    }, 
    { 
      "description": "The process of collecting and quantifying photons from a specific 

source.", 
      "forceName": "Light Detection", 
      "pic": "http://labpatterns.org/doc/pattern/1/force/6/detection.png", 
      "@id": "http://labpatterns.org/id/pattern/1/force/6", 
      "@type": "http://purl.org/NET/labpatterns#Force" 
    }, 
    { 
      "description": "The selection of a paired emission and detection system capable of 

generating dynamic measurements  on a time scale of the same or finer intervals of the system being 
observed.", 

      "forceName": "Time Matched", 
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      "pic": "http://labpatterns.org/doc/pattern/1/force/7/timematched.png", 
      "@id": "http://labpatterns.org/id/pattern/1/force/7", 
      "@type": "http://purl.org/NET/labpatterns#Force" 
    } 
  ], 
  "author": [ 
    { 
      "ORCID": "http://orcid.org/0000-0002-9836-3824", 
      "authorName": "Cameron McLean", 
      "doctype": "contributor", 
      "@id": "http://labpatterns.org/id/contributor/0000-0002-9836-3824", 
      "@type": "http://purl.org/NET/labpatterns#Contributor" 
    }, 
    { 
      "authorName": "Siouxsie Wiles", 
      "ORCID": "http://orcid.org/0000-0002-0467-0015", 
      "doctype": "contributor", 
      "@id": "http://labpatterns.org/id/contributor/0000-0002-0467-0015", 
      "@type": "http://purl.org/NET/labpatterns#Contributor" 
    } 
  ], 
  "evidence": [ 
    { 
      "entrytype": "incollection", 
      "booktitle": "Bioluminescence", 
      "volume": 574, 
      "series": "Methods in Molecular Biology", 
      "editor": "Rich, Preston B. and Douillet, Christelle", 
      "doi": "10.1007/978-1-60327-321-3_12", 
      "title": "Bioluminescent Monitoring of In Vivo Colonization and Clearance Dynamics by 

Light-Emitting Bacteria", 
      "url": "http://dx.doi.org/10.1007/978-1-60327-321-3_12", 
      "publisher": "Humana Press", 
      "author": "Wiles, Siouxsie and Robertson, BrianD. and Frankel, Gad and Kerton, Angela", 
      "pages": "137-153", 
      "@id": "http://labpatterns.org/id/pattern/1/ref/1", 
      "@type": "http://purl.org/NET/labpatterns#Reference" 
    }, 
    { 
      "entrytype": "article", 
      "author": "Brandenburg, Boerries AND Lee, Lily Y AND Lakadamyali, Melike AND Rust, 

Michael J AND Zhuang, Xiaowei AND Hogle, James M", 
      "journal": "PLoS Biol", 
      "publisher": "Public Library of Science", 
      "title": "Imaging Poliovirus Entry in Live Cells", 
      "year": 2007, 
      "month": "07", 
      "volume": 5, 
      "url": "http://dx.doi.org/10.1371%2Fjournal.pbio.0050183", 
      "pages": "e183", 
      "number": 7, 
      "doi": "10.1371/journal.pbio.0050183", 
      "@id": "http://labpatterns.org/id/pattern/1/ref/2", 
      "@type": "http://purl.org/NET/labpatterns#Reference" 
    } 
  ], 
  "name": "Biophotonic Imaging", 
  "context": "Biological investigations requiring living organisms - especially mammalian 

systems - can be expensive in terms of scientific resources needed to establish and maintain them, 
and they often come with ethical considerations for animal wellbeing. They are essential however in 
order to understand complex processes in a natural setting, and we often need to visualise and 
measure entities or processes occurring within living cells, tissues, or small organisms in a non-
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intrusive manner that gives maximal information for minimal cost. This pattern deals with how to 
capture quantitative, spatiotemporal information within a living organism for in vitro tissue 
culture systems and model systems involving small animals that are amenable to manipulation.", 

  "problem": "We want to measure and locate a biological entity or process within living cells 
or a model small animal system. We need to keep the animal or sample alive and make dynamic, 
realtime, quantifiable, and non-destructive repetitive measurements in situ.", 

  "solution": "Tightly couple the biological process or entity of interest with a light 
emitting system and an appropriate light detector to enable harmless realtime visualisation and 
detection of entities or processes as photons.", 

  "rationale": "Light can travel through cells, tissues, and skin, and provides a non-
destructive, humane, rapid, and cost effective approach to visualising biological processes. Light 
as a signal is readily quantified, and can allow simultaneous measurements of different entities if 
they are associated with different wavelengths. In order to capture spatial information it is 
necessary to immobilise the sample relative to the target/light source and the detector. In the 
case of small animals this may be achieved by anaesthesia or physical restraint, but needs to be 
balanced so as to not interfere with the biological process or entities of interest nor the light 
generation system itself, whilst keeping the system in a stationary, nominally viable state. The 
system used for light generation needs to be sufficiently bright and of a wavelength tuned to 
enable transmission through the medium. Light transmission through a medium is wavelength 
dependent, and impeded by quenching which is influenced by depth or thickness of sample and 
location of signal, colour of sample, or presence or absence of fur or other barriers that can 
absorb light. Light generation and sample orientation or handling should be organised to maximise 
transmission while minimising quenching. To collect dynamic measurements it is essential that the 
light generation and collection cycles are time matched with the phenomenon of interest. 
Temperature affects metabolic state and chemical reactions and therefore needs to be controlled to 
ensure the system is representative of the underlying biology and consistent between samples or 
measurements. For many light detection systems, quantification is relative and not absolute 
therefore it is necessary to ensure the same equipment and detection settings are used across an 
experiment. ", 

  "diagram": "http://labpatterns.org/doc/pattern/1/diagram/photon_pattern_diagram.png", 
  "pic": "http://labpatterns.org/doc/pattern/1/photons_alive.png", 
  "@context": { 
    "name": "http://schema.org/name", 
    "context": "http://purl/NET/labpatterns#hasContext", 
    "problem": "http://purl/NET/labpatterns#hasProblem", 
    "force": "http://purl/NET/labpatterns#hasForce", 
    "solution": "http://purl/NET/labpatterns#hasSolution", 
    "rationale": "http://purl/NET/labpatterns#hasRationale", 
    "diagram": { 
      "@id": "http://schema.org/image", 
      "@type": "@id" 
    }, 
    "evidence": "http://purl.org/spar/cito/citesAsEvidence", 
    "author": "http://purl.org/dc/terms/creator", 
    "pic": { 
      "@id": "http://xmlns.com/foaf/0.1/depiction", 
      "@type": "@id" 
    }, 
    "address": "http://purl.org/net/nknouf/ns/bibtex#hasAddress", 
    "booktitle": "http://purl.org/net/nknouf/ns/bibtex#hasBookTitle", 
    "chapter": "http://purl.org/ontology/bibo/chapter", 
    "doi": "http://purl.org/ontology/bibo/doi", 
    "edition": "http://purl.org/ontology/bibo/edition", 
    "editor": "http://purl.org/ontology/bibo/editor", 
    "entrytype": "http://purl.org/net/nknouf/ns/bibtex#hasType", 
    "journal": "http://purl.org/net/nknouf/ns/bibtex#hasJournal", 
    "month": "http://purl.org/net/nknouf/ns/bibtex#hasMonth", 
    "number": "http://purl.org/net/nknouf/ns/bibtex#hasNumber", 
    "pages": "http://purl.org/net/nknouf/ns/bibtex#hasPages", 
    "publisher": "http://purl.org/dc/terms/publisher", 
    "series": "http://purl.org/net/nknouf/ns/bibtex#hasSeries", 
    "title": "http://purl.org/dc/terms/title", 
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    "url": { 
      "@id": "http://purl.org/spar/fabio/hasURL", 
      "@type": "@id" 
    }, 
    "volume": "http://sw-portal.deri.org/ontologies/swportal#isVolume", 
    "year": "http://purl.org/spar/fabio/hasPublicationYear", 
    "partOf": { 
      "@id": "http://purl.org/dc/terms/isPartOf", 
      "@type": "@id" 
    }, 
    "forceName": "http://schema.org/name", 
    "description": "http://purl.org/dc/terms/description", 
    "ORCID": { 
      "@id": "http://vivoweb.org/ontology/core#orcidId", 
      "@type": "@id" 
    }, 
    "authorName": "http://xmlns.com/foaf/0.1/name" 
  }, 
  "@id": "http://labpatterns.org/id/pattern/1", 
  "@type": "http://purl.org/NET/labpatterns#DesignPattern" 

} 
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Appendix D 

A design pattern exemplar represented in JSON-LD 

 
{ 
   "comment":"Specific conditions for balancing assay and imaging conditions in a zebrafish 

tumor model, allowing for viable animals and minimal interference with the processes (cell 
invasion) being observed. ", 

   "targetURL":"https://peerj.com/articles/688/#p-6", 
   "pageName":"Endothelial cell-initiated extravasation of cancer cells visualized in zebrafish 

[PeerJ]", 
   "creatorORCID":"http://orcid.org/0000-0002-9836-3824", 
   "concernsPattern":"http://labpatterns.org/id/pattern/1", 
   "targetDetail":"The injected fish larvae were kept at 32 °C in the presence of 25 µg/ml 

dexamethasone (Sigma) for 5–7 h for immunosuppression only before observation because the presence 
of both tricaine and dexamethasone suppressed the heart beat of larvae.", 

   "concernsForce":[ 
      { 
         "@id":"http://labpatterns.org/id/pattern/1/force/3", 
         "@type":[ 
            "http://purl.org/NET/labpatterns#Force" 
         ], 
         "exemplifiedBy":"The injected fish larvae were kept at 32 °C in the presence of 25 

µg/ml dexamethasone (Sigma) for 5–7 h for immunosuppression only before observation because the 
presence of both tricaine and dexamethasone suppressed the heart beat of larvae." 

      } 
   ], 
   "@id":"http://labpatterns.org/doc/exemplar/29d708497fb4e390a8bf826ab68877a2d8d93d81", 
   "@type":"http://purl.org/NET/exemplr#Exemplar", 
   "@context":{ 
      "@context":{ 
         "comment":"http://purl.org/NET/exemplr#hasComment", 
         "targetURL":{ 
            "@id":"http://purl.org/NET/exemplr#hasTargetURL", 
            "@type":"@id" 
         }, 
         "pageName":"http://purl.org/NET/exemplr#hasTargetTitle", 
         "exemplifiedBy":"http://purl.org/NET/exemplr#exemplifiedBy", 
         "targetDetail":"http://purl.org/NET/exemplr#hasTargetDetail", 
         "creatorORCID":{ 
            "@id":"http://purl.org/NET/exemplr#creatorORCID", 
            "@type":"@id" 
         }, 
         "concernsForce":{ 
            "@id":"http://purl.org/NET/exemplr#concernsForce", 
            "@type":"@id" 
         }, 
         "concernsPattern":{ 
            "@id":"http://purl.org/NET/exemplr#concernsPattern", 
            "@type":"@id" 
         } 
      } 
   } 

} 
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Appendix E 

Separate publications and other outputs arising from this thesis. 

 
Mclean, Cameron; Gehegan, Mark, Kubke, M. Fabiana (2014): Patterns for describing and linking 
laboratory knowledge on the web. IEEE eScience 2014. Lightning talk and poster presentation. 
 
McLean, Cameron; Gahegan, Mark, Kubke, M.F. (2014): The Messy Knowledge of Lab 
Experiments: a Pragmatic Vocabulary for Communicating and Managing Bench Protocols. 
eResearch NZ Symposium 2014. https://github.com/cameronmclean/eResearchNZ-2014 
 
Mclean, Cameron; Gahegan, Mark; Kubke, M. Fabiana (2013): Capturing intent and rationale for 
linked science: design patterns as a resource for linked laboratory experiments. Proceedings of the 
3rd International Workshop on Linked Science 2013. Vol 1116. urn:nbn:de:0074-1116-7 http://ceur-
ws.org/Vol-1116/ 
 
Mclean, Cameron; Gahegan, Mark; Kubke, M. Fabiana (2013): Laboratory Patterns for Linked 
Science. Slide presentation at LISC2013. http://dx.doi.org/10.6084/m9.figshare.824343 
 
Mclean, Cameron; Gahegan, Mark; Kubke, M. Fabiana (2013): A Pattern Language for Organising 
Laboratory Knowledge on the Web. eResearch NZ Symposium 2013. 
http://dx.doi.org/10.6084/m9.figshare.743698 
 
Mclean, Cameron; Gahegan, Mark; Kubke, M. Fabiana (2013): A Laboratory Pattern Language. 
NZCSRSC 2013. http://dx.doi.org/10.6084/m9.figshare.693021 
 
Mclean, Cameron; Gahegan, Mark; Kubke, M. Fabiana (2012): Making Laboratory Methods 
Knowledge Computable. Figshare. eResearch NZ Symposium 2012. 
http://dx.doi.org/10.6084/m9.figshare.92926 
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Appendix F 

Noun project pictograms used in this thesis are licenced CC-BY 3.0 US by their respective authors. 

Pictogram attribution 

Mind Blowing by Luis Prado  - https://thenounproject.com/term/mind-blowing/35083 
Maze by Gilbert Bages   - https://thenounproject.com/term/maze/53620 
Network by Sean Mongey -  https://thenounproject.com/term/network/54573 
CSS by Gabriela Rodriguez  - https://thenounproject.com/term/css/31885 
Puzzle by Agarunov Oktay-Abraham  -  https://thenounproject.com/term/puzzle/39831 
Radar by Pantelis Gkavos  - https://thenounproject.com/term/radar/61238 
See by Michael Thompson - https://thenounproject.com/term/see/29768 
Antibody by Fredrik Edfors - https://thenounproject.com/term/antibody/67321 
Shake by Susana - https://thenounproject.com/term/shake/63893 
Virus by im icons - https://thenounproject.com/term/virus/69854 
Temperature by MarkieAnn Packer - https://thenounproject.com/term/temperature/52631 
Formaldehyde by Deuk - https://thenounproject.com/term/formaldehyde/47997 
Shield by Bettina Tan - https://thenounproject.com/term/shield/159890 
Umbrella by Ryan Canning - https://thenounproject.com/term/umbrella/30801 
Layers by Cornelius Danger - https://thenounproject.com/term/layers/26865 
Electron by Ema Dimitrova - https://thenounproject.com/term/electron/23718 
Sunscreen by Luis Prado - https://thenounproject.com/term/sunscreen/20393 
Test Tube by Tania Jiménez - https://thenounproject.com/term/test-tube/7669 
Wash by Paulo Sá Ferreira - https://thenounproject.com/term/wash/13409 
Scale by Stephanie Wauters - https://thenounproject.com/term/scale/10409 
Pie Chart by Cris Dobbins - https://thenounproject.com/term/pie-chart/36323 
Time by Richard de Vos - https://thenounproject.com/term/time/6732 
Paint Palette by Dmitry Baranovskiy - https://thenounproject.com/term/paint-palette/5035 
Spring by Alex Muir - https://thenounproject.com/term/spring/14717 
HPLC chromatogram by Fredrik Edfors - https://thenounproject.com/term/hplc-chromatogram/67322 
Brain by Arjun Adamson - https://thenounproject.com/term/brain/817 
Gloves by Sergio Calcarav - https://thenounproject.com/term/gloves/1278 
Cut by David Swanson - https://thenounproject.com/term/cut/22716 
Recycle by Peter Hayward - https://thenounproject.com/term/recycle/55266 
Open Jar by Annie Wang - https://thenounproject.com/term/open-jar/74992 
Network designed by Tommy Lau - https://thenounproject.com/term/network/57669 
Ball by Rachel Brent - https://thenounproject.com/term/ball/22266 
Cleaning Supplies by Natapon Chantabutr - https://thenounproject.com/term/cleaning-supplies/22007 
Cube by Arthur Shlain - https://thenounproject.com/term/cube/47873 
Light bulb - Chris Brunskill of SOLIDMEDIA - https://thenounproject.com/term/light-bulb/16305/ 
Surveillance - Marwa Boukarim - https://thenounproject.com/term/surveillance/1254 
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