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Abstract	
	
	

This	research	addresses	the	problem	of	copyright	on	the	reuse	and	sharing	of	

scholarly	 data.	 The	 current	 trajectory	 of	 technological	 advancement	 is	 fuelling	

the	 mass	 digitization	 of	 scientific	 knowledge,	 promising	 exciting	 new	

opportunities	across	all	fields	of	inquiry.	However,	to	reach	the	potential	of	what	

these	 advances	 tantalizingly	 offer	 we	 have	 to	 challenge,	 and	 subsequently	

improve	upon,	our	collective	ability	to	manage	and	share	such	digital	resources.	

A	 central	 topic	 of	 this	 challenge	 is	 copyright.	 Copyright,	 and	 the	 associated	

licensing	practices,	has	become	entangled	with	the	reuse	and	sharing	of	digitized	

knowledge	between	colleagues.	Troublingly,	our	understanding	of	the	long	term	

consequences	of	this	trend	are	less	considered	than	the	existing	copyright	issues	

surrounding	manuscript	publication.	Here	we	focus	specifically	on	the	problem	

of	 researchers	 getting	 access	 to	 accurate	 and	 appropriate	 copyright	 advice	 to	

make	 clear	 decisions,	 while	 they	 conduct	 their	 research.	 Our	 approach	 is	 to	

develop	a	model	of	automated	copyright	reasoning	packaged	into	an	app,	usable	

on	 a	mobile	 device.	We	 develop	 a	 conceptual	model	 to	 reason	 over	 copyright	

problems,	which	is	derived	from	a	review	of	copyright	as	it	impacts	research.	We	

then	 translate	 this	 conceptual	 model	 into	 a	 computational	 model	 that	 is	

convenient	 for	 researchers	 to	 use.	 This	 computational	model	 is	 also	 informed	

from	 a	 review	 of	 approaches	 and	 techniques	 from	 the	 field	 of	 computational	

knowledge	 representation	 and	 reasoning.	 The	 app,	 named	 Camden,	 provides	

advice	across	a	range	of	copyright	questions	surrounding	the	reuse	and	sharing	

of	 research	 data.	 Such	 an	 approach	 to	 offering	 copyright	 advice	 is	 novel,	 and	

provides	 a	 unique	 proposition	 to	 address	 the	 larger	 challenge	 of	 copyright	 on	

digital	 scholarship.	 We	 demonstrate	 Camden’s	 utility	 on	 a	 set	 of	 practical	

research	problems.		Enabled	by	these	developments,	we	conclude	by	proposing	a	

path	forward	to	expand	its	capabilities	into	other	areas	of	research	advice.	
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Chapter	1	–	Introduction	

	

	“There	is	a	growing	trend	towards	applying	licenses	and	clickwrap	agreements	

to	data,	forcing	a	researcher	who	needs	to	draw	from	many	databases	to	deal	with	

a	myriad	of	differing	and	overlapping	data	sharing	policies,	agreements,	and	laws,	

as	 well	 as	 parsing	 incomprehensible	 fine	 print	 that	 often	 carries	 conflicting	

obligations,	limitations,	and	restrictions.”		
														-	John	Wilbanks	–	Public	domain,	copyright	licenses	and	the	freedom	to	integrate	science	[5]	

	

1.1	The	4th	Paradigm	of	Data	Driven	Research	

	

Information	 technologies	 are	 transforming	 the	 way	 we	 do	 science	 [2].	

Already,	the	tools	at	our	disposal	have	fundamentally	altered	fields	as	diverse	as	

molecular	biology,	astrophysics	and	ecology,	and	spawned	many	new	ones	(with	

familiar	 suffixes	 such	 as	 -omics	 and	 -informatics).	 But	 perhaps	 even	 more	

interesting	 than	 the	development	of	novel	software	 tools,	 is	 the	potential	of	an	

underlying	paradigm	shift	 [3]	 towards	a	more	networked	way	of	doing	science	

[1].		

	

As	data	collections	become	established	in	key	disciplines,	we	must	consider	

the	societal	obstacles	that	can	hinder	an	effective	cycle	of	 learning	and	sharing.	

Overshadowing	this	paradigm	shift	is	copyright,	which	has	the	potential	to	stem	

the	 flow	 of	 essential	 information,	 creating	 a	 frustrating	 situation	 where	 each	

technological	advance	is	greeted	by	a	range	of	seemingly	distant	legal	questions2.	

Metadata	and	ontologies	have	helped	 to	overcome	the	problems	of	 finding	and	

interpreting	 data,	 and	 the	 development	 of	 more	 expressive	 and	 reusable	

workflows	have	helped	us	to	share	and	reuse	our	methodologies.	However,	the	

lack	 of	 clarity	 over	 copyright	 licensing	 remains	 a	 real	 impediment	 to	

reproducibility	and	the	reuse	of	our	scholarly	outputs.			
																																																								
2 We use the word distant to refer to both the social distance between the communities developing these laws and 

the research communities who are affected by them. It may also refer to the foreign nature of the rules 
themselves. 
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We	 are	 often	 exposed	 to	 the	 advances	 made	 by	 so-called	 ‘big	 science’	

projects;	however,	it	is	the	long	tail	of	research	that	this	thesis	considers.	We	are	

interested	in	the	thousands	of	researchers,	who	are	generating,	reusing	and	then	

contemplating	 how	 they	 might	 share	 and	 license	 their	 research	 outputs.	 For	

these	researchers,	freedom	from	legal	restriction	and	uncertainty	is	perhaps	the	

ultimate	 end	 goal.	 However,	 until	 such	 time	 as	 we	 accomplish	 such	 a	 radical	

change,	legal	clarity	is	most	urgently	needed	for	the	effective	sharing,	combining	

and	deriving	of	new	knowledge	 from	our	distributed	 resources.	We	argue	 that	

both	 effective	 licensing	 choices	 and	 improving	 our	 collective	 ability	 to	

comprehend	 the	 meaning	 and	 ramifications	 behind	 these	 licenses	 have	 the	

potential	 to	 alleviate	 the	 issue;	 allowing	 our	 knowledge	 to	 flow	 through	 our	

research	 tools,	 systems	 and	 communities.	 Ultimately	 we	 agree	with	Wilbanks’	

sentiment	 [1]—that	 the	 licensing	 approach	 will	 “…at	 best	 slow,	 but	 at	 worst	

prevent,	 the	 emergence	 of	 an	 integrated	 web	 of	 data”,	 nonetheless	 licensing	 is	

currently	an	essential	practice,	given	the	current	state	of	 legislation,	policy	and	

cultural	 attitudes	 to	 ownership,	 so	must	 be	 dealt	 with	 effectively	 for	 the	 time	

being.		

	

For	most	researchers,	copyright	is	understood	as	just	a	passing	impedance	to	

their	 research,	 and	 is	 merely	 one	 additional	 hurdle	 to	 navigate.	 However,	 to	

realize	 the	 full	 potential	 of	 data	 reuse	 we	 must	 consider	 our	 collective	 legal	

ability	 to	 reuse	 and	 build	 upon	 what	 has	 already	 been	 created,	 explicitly	

addressing	 a	 growing	 tension	between	 the	developments	 of	 powerful	 research	

tools	 and	 services	 and	 the	 socio-cultural	 context	 in	which	 they	 are	used	 [4].	 If	

these	tensions	can	be	overcome	we	believe	this	could	open	up	an	exciting	future:	

one	 where	 even	 our	 increasing	 ability	 to	 individually	 generate	 data	 may	 well	

pale	in	comparison	to	unfettered	access	to	the	combined	output	from	all	of	our	

colleagues.	 In	 this	 future,	 ensuring	 data	 availability3,4 ,5	will	 be	 essential	 for	

reaching	the	true	potential	offered	by	our	newly	invented,	and	diverse,	range	of	

																																																								
3 Research data management – http://www.ed.ac.uk/information-services/research-support/data-management   
4 Create and manage Data - http://www.data-archive.ac.uk/create-manage  
5 Best Practices for Data management - http://www.dataone.org/best-practices  
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research	tools	and	services.	No	matter	the	touted	quality	of	the	analysis	tool,	we	

will	still	rely	on	having	the	appropriate	data.		

	

In	 this	 thesis	 we	 investigate	 Copyright	 law	 and	 the	 associated	 licensing	

practices	that	have	pervaded	the	academic	community	[5].	We	identify	a	growing	

problem,	in	that	individuals	(in	this	case,	researchers)	are	increasingly	required	

to	make	legal	choices	regarding	whether	they	may	legally	access,	use	and	publish	

data,	and	if	yes,	what	license	to	use	themselves	for	publishing	data.		Researchers	

are	faced	with	laws	designed	at	the	level	of	corporations	and	countries,	and	often	

have	 to	 balance	 navigating	 these	 legal	 hurdles	 with	 the	 responsibilities	 of	

meeting	 institutional	 or	 funder	 requirements.	 The	 application	 of	 information	

technology	has	unlocked	a	huge	potential	around	the	reuse	of	research	data,	but	

we	must	now	back	this	up	with	effective	societal	and	legal	structures	that	enable,	

rather	than	hinder,	progress.	

	

1.2	The	Problem	

	

The	past	two	decades	have	seen	a	rise	in	the	open	access	movement,	bringing	

with	 it	 a	wider	 understanding	 of	 the	 challenges	 involved	 in	moving	 towards	 a	

more	open	and	reusable	scholarly	record.	We	have	witnessed	the	development	

of	a	number	of	open	licensing	models,	and,	more	recently,	a	rethinking	of	policy	

to	 push	 these	 ideals	 forward.	 However,	 for	 the	 seeds	 of	 this	 movement	 to	

continue	 to	 grow,	we	 need	 to	 deeply	 consider	 how	 the	 policy	we	 develop,	 the	

licenses	 we	 draft,	 and	 the	 advice	 that	 we	 give,	 are	 communicated	 and	 made	

effectively	available	and	applicable	to	practicing	researchers.	

	

In	 essence	 we	 argue	 that	 the	 aspirational	 open-access	 requirements	 laid	

down	by	institutions,	funding	bodies	or	the	community	at	large,	must	come	with	

a	 matching	 level	 of	 support	 to	 aid	 researchers	 who	 are	 asked	 to	 make	 these	

choices.	The	individual	researcher,	who	is	asked	to	make	constructive	licensing	

and	 sharing	 decisions,	 needs	 appropriate	 expertise	 or	 access	 to	 pertinent,	

reliable	guidance.	 	This,	as	we	will	argue	in	the	following	chapter,	 is	often	non-
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trivial	and	generally	not	well	understood.	That	is	not	to	say	advice	does	not	exist.	

Indeed,	there	is	a	growing	corpus	of	copyright	guidance	emerging	from	research	

libraries,	open	access	advocates,	and	institutional	policies,	along	with	an	array	of	

individuals	sharing	their	personal	experiences.	However,	these	resources,	many	

of	which	are	well	written	and	informative,	are	pedagogical	in	nature,	designed	to	

support	 the	 long-term	 up-skilling	 of	 the	 research	 community	 rather	 than	 to	

resolve	 a	 specific	 copyright	 question	 or	 issue.	We	 situate	 our	 focus	 instead	 on	

supporting	 those	 passing	 moments	 where	 explicit,	 situated,	 legal	 advice	 is	

urgently	needed,	embedded	within	the	act	of	conducting	research.	

	

We	 believe	 this	 growing	 challenge	 provides	 an	 opportunity	 to	 realize	 the	

benefits	to	which	automated	legal	reasoning	aspires.	As	such,	we	aim	to	develop	

automated	means	to	provide	copyright	guidance	that	addresses	two	fronts:	

1. Making	effective	licensing	choices	when	publishing	data,	and		

2. When	 reusing	 data,	 comprehending	 the	 licensing	 choices	 already	

attached	to	data	and	making	 informed	choices	about	 the	 legality	and	

responsibilities	of	proposed	actions.		

This	 is	 also	 an	 area	 that	 can	 provide	 a	 stream	 of	 interesting	 applied	 research	

questions,	both	in	addressing	copyright	and	expanding	into	related	areas	such	as	

privacy,	commercial	sensitivity,	patents	and	ethical	constraints.	A	thrust	towards	

developing	 automated	 legal	 reasoning	 tools	 will	 complement	 and	 expand	 the	

existing	 techniques	 already	 employed	 in	 our	 research	 tools,	 systems	 and	

practices	for	sharing	and	managing	research	data,	such	as	workflows,	ontologies	

and	metadata	standards.	

	

1.3	Goals	and	Objectives	

	

Effective	legal	advice	must	stem	from	both	an	understanding	of:	(i)	the	theory	

behind	 copyright	 law	 and	 (ii)	 the	 specific	 situation	 in	 which	 the	 advice	 is	

required.	Current	approaches	to	providing	copyright	guidance	to	researchers	fall	

into	 two	 broad	 categories.	 Individuals	 can	 either	 receive	 counsel	 from	 a	 legal	

expert	(either	a	lawyer	or	someone	experienced	with	copyright),	or	read	through	
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advice	offered	on	the	web	(both	within	and	outside	the	institution).	The	first	case	

is	 ideal,	with	regards	 to	 the	quality	of	advice,	but	 is	difficult	 to	 scale;	 involving	

lawyers	 means	 additional	 costs	 and	 time	 delays	 are	 added	 to	 a	 project,	 and	

additional	 burdens	 are	 incurred	 by	 the	 institution,	 to	 provide	 this	 support.	

Libraries	 and	 librarians	 are	 often	 the	 most	 skilled	 members	 of	 staff	 in	

interpreting	 copyright	 law,	 so	 they	 provide	 a	 more	 affordable	 avenue	 for	

obtaining	copyright	guidance.	However,	several	surveys	and	studies	have	shown	

that	librarians’	confidence	in	offering	this	advice	is	highly	variable	[6]-[14],	and,	

in	general,	the	survey	respondents	commonly	felt	their	understanding	often	fell	

short	 of	what	was	 necessary.	 Consequently	 utilising	 the	 advice	 of	 librarians	 is	

only	a	partial	solution	to	our	copyright	problems.	The	second	avenue	for	gaining	

advice	is	the	fairly	substantial	collection	of	information	made	available	through	

the	web.	However,	being	able	to	access	information	does	not	necessarily	mean	it	

is	applicable	or	easy	to	interpret.	For	example,	policy	documents6	and	guidance7	

provided	through	exemplar	research	cases	often	describe	an	ideal	case;	but	the	

depth	 of	 the	 guidance	 quickly	 drops	 off	 as	 you	 get	 into	 the	 details	 or	 as	 the	

details	 of	 your	 case	begin	 to	diverge	 from	 those	of	 the	 example.	Thus,	we	also	

argue	 that	 the	 current	means	 of	mass	 communication	 of	 copyright	 knowledge	

through	web	pages	only	offers	a	partial	solution	for	proving	effective	copyright	

guidance.	All	too	often	researchers	either	choose	to	ignore	the	problem	because	

it	is	too	difficult	to	interpret	or	they	decide	not	to	risk	it	and	leave	aside	data	that	

could	be	valuable	to	their	investigations.		

	

Self-tuition	on	the	subject	of	copyright	offers	a	steep	learning	curve,	and	one	

that	provides	little	to	no	immediate	return.	Thus,	the	situation	as	it	stands	leaves	

the	 majority	 of	 researchers	 with	 insufficient	 legal	 understanding	 to	 navigate	

what	has	become	a	very	complex	legal	domain.	However,	we	hypothesize	that	for	

many	researchers	this	lack	of	guidance	merely	reinforces	a	continued	neglect	of	

the	 problem,	 leading	 to	 a	 reluctance	 to	 share	 research	 artefacts	 for	 fear	 of	

recriminations.		

	
																																																								
6 https://www.auckland.ac.nz/en/about/the-university/how-university-works/policy-and-administration/university-

organisation-and-governance/records-management/copyright-materials-policy-.html  
7  https://copyright.cornell.edu/policies/docs/Brochure_FG.pdf  
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This	 research	 develops	 a	 formal,	 computational	 model	 and	 supporting	

application	 for	 copyright	 guidance	 that	 incorporates	 elements	 of	 both	 legal	

reasoning	 and	 situated	 knowledge	 about	 the	 research	 tasks	 themselves.	 The	

goals	of	this	research	are	threefold:	

1) Theory:	Develop	a	theoretical	model	for	copyright	representation	that	

accounts	 for	 licensing	 and	 exemptions.	 The	model	will	 be	 described	

using	natural	language	and	diagrammatic	languages.	

2) Implementation:	Translate	 the	 theoretical	model	 into	a	 computable	

representation	for	offering	automated	copyright	guidance.	The	model	

will	serve	as	a	foundational	structure	to	support	the	development	of	a	

simple	 web	 application	 for	 automated	 reasoning	 over	 copyright	

licenses	used	in	different	combinations	and	for	a	variety	of	tasks.	

3) Evaluation:	 Demonstrate:	 (i)	 that	 the	 implementation	 accurately	

reflects	 the	 theoretical	 model,	 (ii)	 that	 it	 can	 be	 integrated	 into	 the	

practice	of	science	through	the	researcher’s	workflow,	and	(iii)	that	it	

addresses	 previously	 identified	 difficulties	 in	 understanding	

copyright.		

	

The	 following	statements	will	 serve	as	 requirements	 for	 the	model,	 in	 their	

capacity	 as	 characteristics	 of	 a	 successful	 copyright	 representation,	 and	 hence	

measures	to	assess	the	achievement	of	this	study’s	goals:	

	

a) Rights	are	defined	as	exclusive	actions,	that	only	the	copyright	owner,	or	

those	they	have	licensed,	can	undertake.	The	reasoning	takes	into	account	

the	 current	 state	 of	 rights	 in	 determining	 the	 legality	 of	 reusing	

copyrighted	content.	

b) Copyright	 exemptions	 are	 circumstances	where	 a	 country’s	 law	permits	

usage	 of	 copyrighted	 content	 without	 permission.	 The	 reasoning	 takes	

into	 account	 the	 copyright	 exemptions	 relevant	 to	 the	 researcher’s	

jurisdiction	when	determining	legality.	

c) The	act	of	sharing	and	relicensing	content	is	constrained	by	the	terms	and	

conditions	 placed	 on	 the	 original	 content.	 The	 reasoning	 takes	 into	
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account	 the	 rights	 and	 derived	 conditions	 that	 affect	 the	 legality	 of	

sharing	and	licensing	derived	data.	

d) The	 true	 impacts	 of	 copyright	 for	 a	 researcher	 relate	 to	 their	 research	

workflow.	 The	 reasoning	 situates	 the	 resulting	 legality	 to	 share	 and	

relicense	data	within	 the	 context	of	 the	 sharing	and	publication	options	

available	to	the	researcher.	

	

The	 motivation	 for	 developing	 a	 situated	 model	 for	 automated	 copyright	

reasoning	 is	 to	 imbue	 modern	 digital	 research	 tools	 with	 the	 ability	 to	 offer	

guidance	 on	 matters	 of	 copyright.	 For	 every	 affordance	 these	 representations	

enable,	there	is	a	corresponding	decrease	on	the	cognitive	load	of	a	researcher.	

By	 situating	 this	 reasoning	within	 the	 context	 of	 a	 researcher’s	workflow,	 this	

allows	 the	 resulting	 legal	 answers	 to	 be	 grounded	 in	 the	 impacts	 they	have	 to	

that	workflow.		

	

The	task	of	actually	unearthing	and	formalising	 it	within	automated	tools	 is	

for	the	copyright	domain	experts	and	those	who	already	have	a	responsibility	for	

ensuring	compliance	and	encouraging	best	practices	within	institutions.	We	later	

make	 the	 distinction	 between	 the	 configuration	 stages	 of	 the	 tool	 we	 develop	

(when	 knowledge	 is	 captured)	 and	 the	 usage	 stage	 (where	 the	 reasoning	 is	

applied	 to	 research	 situations).	 The	 value	 of	 this	 captured	 knowledge,	 and	 the	

tools	 enabled	 by	 it,	 is	 very	much	 tied	 to	 the	 appropriateness	 of	 the	models	 to	

provide	 meaningful	 advice	 in	 research	 situations.	 For	 example,	 consider	 a	

researcher	 studying	 the	 effects	 of	 animal	 migrations,	 using	 a	 combination	 of	

newly	collected	data,	the	reuse	of	existing	data	and	the	creation	of	a	number	of	

new	maps,	 manuscripts	 and	 software	 code.	 Each	 of	 these	 resources,	 both	 the	

original	and	derived,	has	a	copyright	status	attached,	and	accordingly	there	is	an	

important	relationship	between	the	original	and	derived	content.	Any	knowledge	

representation	and	reasoning	model,	for	it	to	be	useful,	must	be	able	to	relate	the	

state	 of	 copyright	 on	 the	 various	 data	 elements	 to	 the	 legality	 of	 the	 actions	

within	 the	 research	 workflow.	 In	 practice,	 this	 means	 providing	 effective	

guidance	for	situations	where	the	researcher	is	working	with	multiple	pieces	of	

data,	potentially	under	multiple	licenses,	and	with	multiple	outputs.		
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It	 is	 important	 to	note	 that	 copyright	 is	 just	 one	 facet	 affecting	 the	 sharing	

and	 reuse	 of	 research	 data.	 The	 cultural	 norms	 of	 many	 scientific	 domains	

already	create	significant	barriers	to	sharing	before	copyright	even	becomes	the	

most	 pressing	 issue.	 This	 work	 takes	 the	 more	 humble	 starting	 point	 of	

addressing	 a	 lack	 of	 knowledge	 on	 the	 subject.	 However,	 we	 believe	 that	

overcoming	 many	 current	 misunderstandings	 is	 one	 important	 route	 for	

increased	 engagement	 by	 researchers	 on	 this	 important	 topic.	 Admittedly	

bringing	 about	 change	 in	 the	 practices	 of	 sharing	 and	 licensing	will	 be	 a	 slow	

process,	 but	 there	 are	 positive	 signs	 of	 a	 sea	 change	 coming	 from	 a	 policy	

level 8 , 9 , 10 .	 We	 believe	 that	 these	 emerging	 open	 access	 policies	 provide	 a	

corresponding	 imperative	 for	 improving	 access	 to	 copyright	 advice,	 where	

together	policy	change	and	effective	advice	could	bring	about	a	more	open	and	

reusable	scientific	record.	

	

1.4	Summary	of	Impacts	

	

The	unique	contribution	of	this	work	is	threefold:	

1) We	provide	a	mechanism	for	capturing	and	reasoning	over	copyright	as	it	

relates	to	research.	The	model	emphasizes	the	decision-making	needs	of	

researchers	 who	work	 with	 copyrighted	 data.	 The	model	 can	 underpin	

contemporary	research	tools	that	support	obtaining,	adapting,	combining	

and	sharing	research	data.		

2) The	 model	 integrates	 an	 understanding	 of	 both	 copyright	 licenses	 and	

legislative	differences	across	jurisdictions	(such	as	countries)	to	create	a	

fuller	grasp	of	copyright	law.	By	capturing	copyright	both	as	it	is	specified	

in	 law	and	how	 it	 is	manipulated	 through	 licensing,	 this	work	 is	able	 to	

consider	a	much	richer	and	ultimately	more	accurate	account	of	the	legal	

aspects	of	working	with	research	data.		

																																																								
8 https://publicaccess.nih.gov/  
9 https://www.moore.org/docs/default-source/Grantee-Resources/data-sharing-philosophy.pdf  
10 http://www.wellcome.ac.uk/about-us/policy/spotlight-issues/Open-access/index.htm  
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3) The	 computation	 model,	 along	 with	 the	 proof-of-concept	 tool,	 is	

developed	 with	 open	 software	 libraries,	 and	 uses	 open	 web	 standards	

whenever	 possible.	 The	 implementation	 is	 designed	 to	 be	 compatible	

with	 the	 larger	 ecosystem	 of	 digital	 research	 tools,	which	 could	 benefit	

from	 being	 imbued	 with	 the	 copyright	 guidance	 offered	 by	 this	 tool	 in	

their	own	workings.	

	

1.5	Outline	of	the	Thesis	

	

In	 working	 toward	 a	 computational	 model	 of	 copyright,	 geared	 towards	

reasoning	 over	 the	 impacts	 to	 research,	 this	 thesis	 sets	 off,	 in	 Chapter	 2,	 by	

describing	both	the	historical	and	current	realization	of	copyright,	especially	as	it	

impacts	 research.	 These	 central	 themes,	 including	 copyright	 licensing,	

jurisdictional	exemptions	and	the	public	domain,	motivate	subsequent	chapters	

by	 grounding	 them	 in	 the	 current	 realities	 of	 copyright	 practice.	 Chapter	 3	

examines	 how	 the	 various	 dimensions	 of	 copyright	 have	 been	 captured,	 or	

neglected,	 in	 existing	 computable	 representations,	 highlighting	 how	 new	

approaches	to	capturing	and	reasoning	are	required.	Chapter	4	introduces	a	new	

model	 for	 providing	 automated	 copyright	 guidance	 and	 presents	 an	

implementation	 of	 this	 model	 in	 a	 proof-of-concept	 application.	 Chapter	 5	

evaluates	our	proof-of-concept	model	 in	 terms	of	 its	 support	 for	 the	 reasoning	

needs	outlined	in	Chapter	2	and	3.	Chapter	6	provides	our	conclusions	and	offers	

some	 future	 directions	 for	 the	 representation	 and	 reasoning	 of	 copyright	 in	

automated	 research	 tools,	 positioning	 the	 ideas	 put	 forward	 in	 this	 thesis	 as	

important	 building	 blocks	 for	 fostering	 an	 informed	 research	 community	with	

regards	to	copyright.	
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Chapter	2	–	Copyright	in	the	Sciences	

	

	“We	need	to	think	of	ourselves	as	connected	nodes	that	need	to	pass	data,	test	

theories,	access	each	others’	 simulations…	We	need	to	network	ourselves	and	our	

knowledge.	Nothing	else	we	have	designed	to	date	as	humans	has	proven	to	scale	

as	fast	as	an	open	network”		
	 -	John	Wilbanks	-	I	Have	Seen	The	Paradigm	Shift,	and	It	Is	Us	[1]	

	

As	 discussed	 in	 the	 opening	 chapter,	 access	 to	 legal	 advice	 is	 becoming	 a	

vitally	 important	 issue	 for	 scientific	 researchers.	 Researchers	 are	 increasingly	

tasked	with	maintaining	the	difficult	balance	between	adhering	to	current	 legal	

boundaries	 and	 maximising	 the	 alluring	 potential	 of	 data-reuse	 and	 cross-

disciplinary	collaborations.	Specifically,	there	is	a	growing	need	for	researchers,	

both	 individually	 and	 collectively,	 to	 make	 effective	 licensing	 choices;	

particularly	as	research	methods	are	 increasingly	able	to	take	advantage	of	 the	

corpus	of	data	available	on	the	web	(data	that	is	available	to	view	or	download,	

but	potentially	illegal	to	reuse	and	share	due	to	copyright).	We	must	appreciate	

that	 researchers,	 in	navigating	 this	 situation,	are	being	 increasingly	exposed	 to	

legal	risk	as	a	result	of	their	daily	activities.	

	

Over	the	past	century,	copyright,	and	the	associated	licensing	practices,	have	

become	entrenched	into	our	contemporary	networked	world	through	successive	

international	 agreements.	 However,	 these	 agreements,	 while	 enshrining	

restrictions,	 have	 often	 neglected	 to	 provide	 adequate	 exceptions	 and	

exemptions	for	the	sharing	and	reuse	of	our	scholarly	record	[15].	Even	though	

the	 legally	 exclusive	 right	 to	 copy	 can	be	both	 licensed	or	waived,	 our	 current	

licensing	 practices	 are	 frequently	 insufficient	 for	 research	 purposes	 [4].	 For	

instance,	 deriving	 and	 combining	 content	 under	 heterogeneous	 licenses	 can	

become	a	logistical	nightmare.		Current	licensing	approaches	create	a	confusing	

fog	of	interlocking	contracts,	which	the	researcher	must	learn	to	comprehend,	in	

order	to	determine	whether	their	project	is	legal.	While	some	attention	has	been	

given	 to	 software	 licensing	 [16],	 [17]	 and	 recently	 towards	 the	 open	 access	 of	



	 22	

research	manuscripts11	[18],	[19],	to	overcome	all	of	the	obstacles	that	copyright	

imposes	on	research	we	must	expand	our	focus	to	include	all	the	components	of	

research	output,	and,	most	especially,	 to	data12.	 	To	move	 forward,	we	urgently	

require	 a	method	 that	 can	 establish	what	 rules	 and	 laws	 apply	 to	 the	 data	we	

hope	to	use	and	share.		

	

We	 posit	 that	 technology	 from	 the	 field	 of	 computational	 knowledge	

representation	can	provide	a	novel	solution	to	these	problems,	and	is	therefore	

the	avenue	we	explore	in	this	thesis.	However,	before	we	can	usefully	discuss	the	

technology	 (Chapter	3),	 or	 apply	 these	 technologies	and	 techniques	 to	develop	

automated	 legal	 reasoning	 tools	 (Chapter	 4),	 we	 must	 first	 understand	 the	

nature	of	the	restrictions	that	are	imposed	by	copyright	on	the	sharing	and	reuse	

of	our	scholarly	record.	Thus,	in	this	chapter,	we	offer	a	discussion	on	copyright	

as	 it	 impacts	 research.	Once	we	have	 this	understanding	 in	place,	we	 can	 then	

return	 to	 the	 application	 of	 technology	 in	 the	 following	 chapters;	weaving	 the	

strands	 of	 insight	we	 have	 developed	 here	 into	 computational	 representations	

that	provide	efficient	and	accurate	reasoning	over	the	implications	of	copyright	

licensing.	 Ultimately,	 by	 threading	 together	 the	 social	 and	 legal	 dimensions	 of	

copyright	with	 the	modern	application	of	computational	 techniques,	our	aim	 is	

that	 understanding	 and	 reasoning	 over	 copyright	 becomes	 a	 first	 class	 design	

feature	within	the	functionality	of	our	digital	research	tools.	

	

To	provide	an	overview	of	copyright	in	research,	we	separate	our	discussion	

into	the	following	topics.	In	Section	2.1	we	examine	the	historical	developments	

of	copyright	as	a	legal	regime,	highlighting	a	growing	divide	between	commercial	

and	scientific	interests,	and	summarizing	the	current	standing	of	copyright	in	the	

sciences.	 In	 Section	 2.2	 we	 present	 an	 overview	 of	 copyright,	 focusing	 on	

extracting	 key	 design	 requirements	 for	 any	 system	 of	 automated	 copyright	

reasoning.	 Specifically,	 we	 examine	 the	 ingredients	 that	 make	 up	 copyright	

(2.2.1),	 the	 lifecycle	of	 copyrighted	content	 (2.2.2),	 and	both	copyright	 licenses	

																																																								
11	http://www.budapestopenaccessinitiative.org/		
12	While	this	research	has	a	focus	on	research	data,	our	scholarly	record	is	multifaceted.	An	appreciation	for	
all	 forms	of	research	output	is	required	to	truly	build	a	reusable	and	reproducible	scholarly	record.	For	
additional	discussion	see	[20]-[23] 
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(2.2.3)	and	copyright	exemptions	(2.2.4).	We	conclude	this	chapter	with	Section	

2.3	by	 taking	a	step	back	to	appreciate	 the	current	means	 that	researchers	can	

use	to	access	copyright	guidance,	and	how	these	means	could	evolve,	especially	

with	the	support	of	technological	innovations.	

	

2.1	A	Brief	History	of	Copyright	

	

Compared	 to	 other	 intellectual	 property	 issues,	 such	 as	 patents	 [24]-[29],	

copyright	 has	 received	 relatively	 little	 scholarly	 attention	 to	 date13.	 This	 is	

perhaps,	 in	 part,	 due	 to	 the	 complexity	 of	 many	 copyright	 issues	 and	 the	

proliferation	of	different	copyright	 licenses.	Technology,	and	the	connectivity	 it	

has	enabled,	has	stoked	a	growing	demand	for	what	copyright	aims	to	restrict—

the	 unfettered	 sharing	 of	 information.	 Unlike	 patents,	 which	 seek	 to	 assign	

property	rights	to	 ideas,	copyright	creates	property	rights	for	the	physical	(and	

now	 digital)	 embodiment	 of	 those	 ideas.	 This	 distinction	 can	 be	 confirmed	 by	

examining	 the	 common	 criteria	 for	 gaining	 copyright,	 which	 is	 that	 the	 work	

must	 be	 an	 expression	 captured	 on	 a	 durable	 medium,	 meeting	 a	 minimum	

standard	 of	 creative	 or	 intellectual	 effort14.	 We	 observe	 -	 and	 discuss	 in	 the	

following	section	-	the	somewhat	ad-hoc	nature	of	copyright,	which	stems	from	a	

historical	 commercial	 context	 [30],	 [31],	 far	 removed	 from	 the	 aspirations	 and	

norms	of	sharing,	attribution,	and	recognition	that	make	up	academia	today	[32].	

From	 a	 research	 perspective,	 these	 distant	 legal	 exclusivities	 often	 introduce	

unwelcome	 constraints,	 and,	 indeed,	 they	 are	 particularly	 constraining	 for	 a	

community	that	views	the	free	transfer	of	knowledge	as	paramount.			

	

We	 examine	 the	 historical	 provenance	 of	 copyright	 in	 depth	 for	 two	 key	

reasons.	The	first	is	that	understanding	the	history	of	copyright	provides	us	with	

an	 important	 frame	 of	 reference	 for	 understanding	 contemporary	 copyright	

debates.	The	second,	and	arguably	the	most	important	reason	for	this	research,	

is	that	it	helps	us	to	define	precisely	what	copyright	is	and	what	it	is	not.	For	this	

we	 must	 draw	 an	 important	 distinction	 between	 the	 legal	 notions	 of	 a	
																																																								
13 It must be noted, that as this thesis comes to a conclusion, we have begun to see an uptake of interest. 
14	https://en.wikipedia.org/wiki/Copyright		
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copyrighted	'work'	and	the	actual	collection	of	artefacts	(data)	that	make	up	the	

scientific	record.		

• Research	 data,	 on	 the	 one	 hand,	 is	 created	 through	 making	

observations,	recording	the	results	of	experiments,	and	inscribing	the	

narratives	 of	 our	 thoughts.	 At	 present,	 information	 technologies	 are	

the	 predominant	 medium	 for	 capturing	 and	 communicating	 this	

understanding.		

• Copyright,	on	the	other	hand,	is	ignorant	of	an	artefact’s	character	and	

instead	focuses	on	what	may	be	done	with	it.	Copyright	is	a	social	and	

legal	construct	that	provides	exclusivities	for	copyright	owners	(which	

are	 usually	 the	 creators,	 but	 not	 always)	 and,	 importantly,	 it	 is	 the	

rights	 themselves	 that	 are	 owned,	 not	 the	 content	 itself.	 This	

contrasts	with	what	we	 intuitively	 consider	 ownership	 of	 objects	 to	

be,	such	as	ownership	of	a	car,	or	a	house.	This	distinction	means	you	

can	 be	 in	 possession	 of	 a	 given	 piece	 of	 content,	whilst	 at	 the	 same	

time	the	ownership	of	the	copyright	(and	thus	the	ability	to	dictate	its	

legal	uses)	could	reside	with	another	individual	or	group.	

	

With	 this	distinction	 in	mind,	we	 can	now	explore	 the	history	of	 copyright,	

considering	how	the	controlling	interests	in	its	evolution	often	differ	from	those	

in	academic	research.	To	conclude	this	section	we	offer	comment	on	the	current	

climate	of	copyright.	For	reference,	Table	2.1,	provides	the	reader	with	a	useful	

summary	 of	 the	 commentary	 on	 copyright	 currently	 available,	 allowing	 the	

reader	to	satisfy	a	wider	interest	in	the	topic	of	copyright	not	explicitly	relevant	

to	the	development	of	automated	reasoning	focused	upon	in	this	thesis.	

Table 2.1 – Summary of Copyright Commentary 

Topics	 References	
Copyright History	
	
Recent Commentary	
	
	
Contemporary Science and Copyright	

Kaplan[33], Patterson[30], Deazley et 
al[34], Eisenstein[35],	[36]	
Harvey[31], Hamilton[37], 
Hargreaves[38], Tehranian[39], 
David[40], Rife[41], Hugenholtz[42]	
Wilbanks[1],	[43]-[45], Korn[46], 
Hagedorn[47], Hilty[48],	[49], 
Reichman[15],	[50],	[51], Stodden[52],	
[53]	

Licensing Issues	 Wilbanks[4],	[5],	[54], Stallman[17], 
Stodden[55], Mathews et al[56], Williams 
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et al[57]	
Copyright Guidance	 JISC15, Research Libraries1617, Open 

Knowledge Foundation18, Creative 
Commons19, Science Commons20	

	

2.1.1	Copyright:	A	Story	of	Vested	Interests	

	

Copyright	was	born	in	the	printing	age.	Thus,	to	best	understand	the	journey	

of	 copyright	 legislation,	 we	 must	 begin	 here.	 The	 introduction	 of	 the	 printing	

press	forever	changed	our	expectations	and	assumptions	about	the	accessibility	

of	 information	 [35],	 [36],	 enabling	 greater	 readership	 of	 content,	 and	 sharing	

more	 broadly	 of	 what	 was	 only	 available	 to	 a	 few	 wealthy	 individuals	 and	

institutions.	 [58].	However,	 the	story	of	 the	printing	press	cannot	be	separated	

from	 the	 tale	 of	 the	 individuals	 that	 controlled	 this	 prized	 and	 profitable	

technology	 [30],	 [33],	 [34].	 Copyright	 first	 came	 into	 existence,	 not	 in	 the	

interests	of	protecting	the	property	rights	of	creators	(as	it	is	often	argued),	but	

in	 order	 to	 control	 the	disruptive	potential	 of	 the	printing	press.	This	 trend	of	

controlling	 the	 affordances	 of	 new	 copying	 technologies	 is	 something	 that	 has	

continued	with	each	new	technology	that	has	 followed,	 including	photocopiers,	

cassette	tapes	and	the	digital	revolution	[31].		

	

The	 Stationers	 Company	 [33],	 an	 organization	 that	 joined	 the	 guilds	 of	

scripting,	 binding	 and	 distribution	 of	 books,	 existed	 prior	 to	 the	 arrival	 of	 the	

printing	press	in	England.	However,	with	the	additional	power	derived	from	the	

printing	 press	 they	 became	 a	 formidable	 collective,	 making	 them	 one	 of	 the	

earliest	 groups	with	 vested	 interests	 in	 controlling	 its	 potential.	 Supported	 by	

the	 Stationers	 Company,	 the	 Statute	 of	 Ann,	 the	 first	 ‘copyright	 like	 act’,	 was	

passed	 by	 the	 British	 parliament	 in	 1710	 [59],	 creating	 an	 environment	

advantageous	to	their	members	via	strict	licenses	that	enshrined	only	the	holder	

with	the	exclusive	legal	right	to	use	a	printing	press	to	print	specified	books.	The	

																																																								
15	http://www.jisclegal.ac.uk/LegalAreas/CopyrightIPR.aspx		
16	http://libraries.mit.edu/scholarly/publishing/your-copyright/	 
17	http://library.duke.edu/research/copyright-advice		
18	http://opendatacommons.org		
19	http://creativecommons.org/		
20	http://scholars.sciencecommons.org/	 
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arguments	in	favour	of	this	legislation	put	forward	then	still	ring	true	today,	such	

as	 protecting	 investments	 of	 capital,	 valuing	 the	 skills	 involved	 in	 producing	

books,	 and	 maintaining	 the	 quality	 of	 created	 products.	 What’s	 interesting	 to	

note	is	that	while	this	is	cited	as	the	inception	of	modern	copyright	law,	the	Act	

did	not	focus	on	copying,	nor	did	it	use	the	term	[31].	Indeed,	the	act	reflected	the	

coexistence	of	printing	with	a	prevailing	manuscript	culture	 that	 relied	heavily	

on	copying.	It	was	about	the	technology,	in	this	case	the	printing	press,	and	the	

control	of	the	content	distribution.	

	

Contemporary	 copyright	 Acts	 are	 prompted	 as	 efforts	 to	 protect	 authors’	

rights.	But	the	underlying	premise	(heavily	lobbied	for	by	industry)	is	that	print,	

radio	broadcasting,	television	broadcasting,	sound	recording	and	movies	are	all	

capital-intensive	 to	 produce,	 and	 thus	 deserve	 special	 protections.	 However,	

with	each	successive	technological	innovation,	these	assumptions	are	becoming	

more	 difficult	 to	 defend.	 For	 instance	 photocopiers	 empowered	 individuals	 to	

share	 information	 that	 was	 derived	 independently	 of	 established	 commercial	

outlets	at	minimal	cost.	The	digital	 revolution	 that	 followed	 led	us	 to	 the	point	

where	 everyone	 connected	 to	 the	 internet	 is	 now	 able	 to	 copy,	 adapt	 and	

distribute	content	with	ease.	This	abundance	of	technology	allowing	us	to	copy	

content	 has	 led	 to	 many	 unresolved	 public	 discussions	 about	 the	 place	 for	

copyright	in	the	future	[5],	[31],	[42].		

	

Many	people	are	willing	 to	accept	 the	argument	 that	copyright	protects	 the	

work	of	content	creators.	However,	even	if	this	is	seen	as	a	reasonable	goal,	the	

legislation	 is	 not	 written	 as	 technology	 neutral.	 That	 is,	 the	 succession	 of	

copyright	Acts,	and	the	restrictions	they	define,	tends	to	reflect	the	affordances	

provided	 by	 the	 latest	 generation	 of	 information	 technologies.	 As	 time	 and	

technology	 have	 advanced,	 Copyright	 Acts	 have	 often	 failed	 to	 anticipate	 or	

provide	guidance	about	 these	new	technologies	[60].	This	has	often	 led	 to	new	

legislation	 being	 reactively	 drafted	 and	 heavily	 influenced	 by	 the	 perceived	

financial	 threats	 of	 successive	 technological	 innovations	 to	 existing	 industries.	

For	example,	corresponding	to	the	advent	of	tape	recorders	and	CD-writers,	the	

rights	 of	 reproduction	 and	 fixation	 were	 introduced;	 and	 with	 the	 growth	 of	
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international	 trade,	 came	 the	 exclusive	 rights	 for	 importation	 and	 distribution.	

Furthermore,	to	manage	socio-technical	innovations,	new	rights	such	as	lending	

and	 rental	 have	 been	 developed,	 along	 with	 rights	 for	 new	 industries	 with	

broadcast	 and	motion	picture	 rights.	 Each	 arose	 through	 heated	 debate	 led	 by	

vested	interests	[60],	[61].		

	

In	response	to	the	disruptive	affordances	enabled	by	the	Internet,	the	Digital	

Millennium	Copyright	Act21	(DMCA)	was	passed	in	the	USA	on	October	12,	1998,	

with	many	similar	amendments	seen	 in	other	countries	 (such	as	 the	 Infringing	

File	Sharing	Regulations	of	July	2011,	in	New	Zealand).	These	Acts	criminalized	

production	 and	 dissemination	 of	 technologies,	 devices,	 or	 services	 intended	 to	

circumvent	 technology	 prevention	 measures	 or	 access	 controls.	 They	 created	

special	 enforcement	 remedies,	 such	 as	 the	 issuing	 of	 takedown	 notices,	 which	

aimed	 to	 skip	 traditional	 courts	 in	 order	 to	 fast-track	 procedures	 and	 reduce	

costly	filing	fees	and	legal	expenses.		

Table 2.2 – A History of International Agreements on Copyright 

Agreement Year 
Berne Convention for the protection on literary and Artistic Works 	
        - Revised 7 times22	
Trade Related Aspects of Intellectual Property – (TRIPS)23	

1886	
	
1896-1971, and 1994	

WIPO Copyright Treaty24	
European Database Directive – Directive 96/9/EC25	

1996	
1996	

	
A	recent	history	of	legislative	amendments	to	copyright	laws,	driven	in	large	

part	by	an	agenda	of	international	trade	agreements	shown	in	Table	2.2,	has	seen	

longer	durations	of	 exclusivity	 [37],	 [62],	 larger	punitive	damages,	 and	greater	

reach	 given	 to	 copyright	 owners.	 All	 of	 this	 has	 occurred	 while	 inadequately	

adapting	to	technological	and	cultural	shifts,	and	ignoring	freedoms	for	scientific	

research	 [15].	 	 Regardless	 of	 the	 technical	 ease	 of	 use,	 as	 it	 stands,	 legally	

utilizing	the	creations	of	others	require	explicit	permission	from	the	authors	or	

																																																								
21	http://en.wikipedia.org/wiki/Digital_Millennium_Copyright_Act		
22	Paris	 [1896],	 Berlin	 [1908],	 Berne	 [1914],	 Rome	 [1928],	 Brussels	 [1948],	 Stockholm	 [1967]	 and	 Paris	
[1971]	

23	TRIPS	 is	 an	 international	 agreement	 administered	by	 the	WTO	 that	 sets	 down	minimum	standards	 for	
many	forms	of	intellectual	property	for	its	members	

24	The	World	intellectual	Property	Organization	is	an	agency	under	the	United	Nations.	The	WCT	provides	
additional	protections	for	copyright	deemed	necessary	due	to	advances	in	information	technology.	

25	The	directive	aims	to	harmonize	the	treatment	of	databases	under	Copyright	law,	and	creates	a	new	sui	
generis	right	for	the	creators	of	databases	which	do	not	qualify	for	copyright 
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copyright	owners.	This	can	be	fundamentally	at	odds	with	the	iterative	nature	of	

scientific	discovery.	In	effect,	 it	means	that	in	order	to	free	our	colleagues	from	

legal	risk	when	sharing,	we	must	either	license	or	waive	copyright	on	our	work.	

Copyright	 licensing	under	 the	 current	 legislation	 is	 an	essential	 act,	 but	not	 all	

licenses	 are	 created	 equal,	 as	we	will	 explore	 in	 section	2.2.3.	 In	 this	 on-going	

contentious	 debate	 between	 content	 owners	 wanting	 more	 protections,	

consumers	 wanting	 fewer	 restrictions	 and	 a	 paradigm	 shift	 in	 information	

technologies,	scientific	outputs	are	left	stuck	in	a	state	of	contractual	chaos	[5].	

	

As	of	today,	legislation	has	expanded	beyond	copyright	entirely.	For	example,	

Digital	Rights	Management	(DRM)26	utilizes	 technology	 to	enforce	restrictions27,	

and	 is	 often	 used	 in	 conjunction	 with	 restrictive	 End	 User	 Agreements	 that	

premise	 the	 use	 of	 content	 on	 only	 certain	 pre-approved	 types	 of	 equipment,	

during	certain	time	periods,	or	for	a	set	number	of	times.	To	tackle	the	inevitable	

technical	 circumvention	 of	 these	measures,	 amendments	were	made	 in	 law	 to	

hold	 any	 person	 creating	 or	 disseminating	 the	 means	 to	 circumvent	 these	

measures	criminally	 liable	 (as	opposed	 to	civilly	 liable),	which	 imposes	a	more	

serious	 legal	 consequence	 than	 infringing	 copyright	 itself28.	 This	 increasingly	

complicated	burden	of	property	rights	on	our	collective	culture	and	research	has	

lead	 to	 a	 framing	 of	 the	 issue	 as	 a	 digital	 gridlock	 [63]	 (seen	 alongside	 the	

existing	thicket	of	patents29).	

	

Throughout	this	chapter	we	will	provide	a	series	of	summarized	facts	about	

copyright.	 Each	 has	 been	 extracted	 from	 examining	 the	 history,	 nature	 and	

current	 application	 of	 copyright.	 Collectively,	 they	 represent	 our	 theoretical	

understanding	 of	 copyright	 and	 form	 the	 basis	 for	 selecting	 an	 appropriate	

knowledge	 representation	 formalism,	 and	 inform	 the	 design	 of	 an	 automated	

copyright	reasoning	tool	that	will	be	explored	in	the	following	chapters.	The	first	

of	these	11	facts	is	presented	below.	

																																																								
26	http://en.wikipedia.org/wiki/Digital_rights_management		
27	http://drm.info/		-	Digital	Restriction	Management	
28	http://www.diffen.com/difference/Civil_Law_vs_Criminal_Law		
29	http://en.wikipedia.org/wiki/Patent_thicket  
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2.1.2	The	Climate	of	Contemporary	Copyright		

	

Copyright	 laws	 are	 national	 in	 scope,	 each	 tied	 to	 a	 particular	 legal	

jurisdiction	 and	 legal	 process.	 However,	 while	 these	 laws	 are	 a	 matter	 of	

sovereignty,	 the	shape	of	 their	 implementation	globally	has	been	progressively	

harmonized	 through	 successive	 international	 trade	 treaties.	 In	 part,	 legal	

certainty	spanning	across	borders	is	a	good	thing,	but	in	achieving	this	we	have	

seen	 a	 shrinking	 of	 users’	 rights,	 and	 a	 shortened	 list	 of	 exceptions	 and	

exclusions	[15].	Both	the	European	Union	exceptions	for	scientific	research	and	

the	 United	 States	 notions	 of	 fair-use	 are	 actually	 in	 decline	 [15].	 This	 is	

seemingly	in	opposition	to	initiatives	that	both	these	institutions	have	instigated	

in	 relation	 to	 open	 data	 and	 software	 30 , 31 , 32 .	 These	 open-access,	 open-data	

initiatives	 usually	 fall	 short	 of	 dismissing	 copyright,	 and	 instead	 aim	 to	 work	

only	 within	 the	 current	 legal	 framework.	 However,	 this	 leaves	 open	 many	

questions	about	how	progress	will	be	achieved	in	practice.	As	it	stands,	copyright	

legislation	 and	 policy	 are	 locked	 in	 a	 web	 of	 international	 trade	 treaties,	 in	

addition	 to	 both	 corporate	 and	 government	 interests.	 Given	 the	wide	 array	 of	

individuals	and	companies	that	would	be	affected	by	any	meaningful	changes	to	

copyright	 legislation,	we	 observe	 a	 tension	 between	 the	 objectives	 of	 research	

commercialization	 and	 open	 access	 to	 publicly	 funded	 research.	 This	 situation	

provides	further	support	for	the	argument	that	copyright,	as	it	currently	stands,	

is	 not	 written	 to	 be	 supportive	 of,	 or	 even	 applicable	 to,	 open	 reusable	 and	

reproducible	 academic	 research.	 This	 problem	 drives	 the	 need	 for	 both	 long	

term	 reforms,	 and	 short	 to	medium	 term	 solutions	 to	 up-skill	 researchers	 and	

make	available	effective	guidance,	such	as	this	research	aims	to	provide.	

																																																								
30	Sustainable	Digital	Data	Preservation	and	Access	Partner	-	
https://www.nsf.gov/funding/pgm_summ.jsp?pims_id=503141		

31	Linked	Science	-	http://linkedscience.org/data/		
32	Science,	Technology	and	Innovation	for	the	21st	Century.	Meeting	of	the	OECD	Committee	for	Scientific	
and	Technological	Policy	–	

				http://www.oecd.org/document/0,2340,en_2649_34487_25998799_1_1_1_1,00.html  

Summary	1:	Copyright	is	defined	in,	and	specific	to,	the	national	laws	of	each	
country,	and	as	such	can	vary	across	borders.	But,	almost	universally,	each	
national	implementation	of	copyright	is	shaped	by	being	signatories	to	a	variety	
of	international	treaties,	or	membership	in	groups	such	as	the	European	Union.	
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Rather	 more	 positively,	 the	 importance	 of	 open	 licensing	 on	 software	 has	

been	 clear	 for	many	 years	 [16],	 [17],	 and	 there	 is	 a	 growing	 acceptance	 from	

both	 researchers	 and	 the	 public	 to	 have	 open	 access	 to	 research	manuscripts.	

However,	 there	are	warnings	regarding	 the	current	state	of	 copyright	on	other	

products	of	our	research,	especially	research	data,	which	we	increasingly	value	

and	 demand	 to	 access.	Wilbanks	 has	 been	most	 prominent	 in	 publicizing	 this	

issue,	through	articulating	the	problems	that	copyright	creates	[4]	and	calling	for	

the	legal	freedoms	that	would	allow	us	to	effectively	integrate	the	various	facets	

of	our	scientific	record	[4],	[5].	He	argues	that	by	injecting	legal	clarity	into	the	

systems	and	 infrastructures	we	 create	 [44]	we	 can	 construct	more	 sustainable	

research	practices	[54],	and	generate	webs	of	communally	created	data	for	us	to	

use	[45].	A	continuing	theme	across	his	commentary	is	that	these	issues	are	not	

confined	to	 the	 law,	but	are	more	broadly	situated	 in	 the	ways	 in	which	we	do	

science	 in	a	networked	world	[4],	 [5].	He	argued,	and	we	are	 inclined	to	agree,	

that	licenses	themselves	are	a	fundamentally	flawed	approach	to	governing	how	

we	 share	 the	 products	 of	 our	 research	 [4].	 Indeed,	 he	 famously	 called	 for	

academics	to	abandon	assertions	of	copyright	[4],	waiving	or	dissolving	acquired	

(copy)rights	whenever	possible.	

	

As	noted	above,	we	are	supportive	of	these	ideals	but,	in	the	absence	of	any	

meaningful	changes	to	national	and	 international	copyright	 law,	we	believe	the	

practice	 of	 waiving	 rights	 to	 be	 problematic	 for	 three	 reasons.	 Firstly,	

institutions,	not	individual	researchers,	are	often	the	owners	of	the	copyright,	so	

an	onus	must	be	placed	on	changing	institutional	policy	and	reward	structures,	

not	 just	 individuals.	 Secondly,	 the	 manuscript	 is	 still	 a	 pivotal	 component	 of	

research	communication	and,	despite	progress	in	open	access	journals,	the	vast	

majority	 of	 manuscripts	 are	 forcibly	 bound	 to	 the	 copyright	 assertions	 of	

publishers	 [64].	 In	 fact,	 even	 open	 access	 journals	 rely	 on	 public	 licenses	 to	

distribute	content.	We	are	not	aware	of	any	journal	that	frees	its	audience	from	

all	 aspects	 of	 copyright	 by	 releasing	 content	 into	 the	 public	 domain.	 Finally,	

attention	 cannot	only	be	directed	 towards	new	research	 that	potentially	might	
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be	 free	 of	 copyright.	 Establishing	 the	 freedom	 to	 reuse	 existing	 data	 currently	

caught	up	in	the	web	of	copyright	is	essential.		

	

Stodden	echoes	the	opinion	that	copyright	functions	counter	to	the	prevailing	

scientific	norms	[55],	and	urges	consideration	of	the	types	of	licensing	conditions	

that	we	currently	place	on	all	the	components	of	research	outputs	[65],	placing	

the	goal	of	reproducibility	at	the	heart	of	this	challenge.	She	also	provides	a	good	

overview	 of	 many	 of	 the	 issues	 faced	 with	 licensing	 [53],	 [55].	 Reichman	

provides	a	 thoughtful	account	of	 the	collision	of	modern	scientific	practice	and	

copyright	 [50],	 which	 can	 be	 usefully	 read	 alongside	 further	 commentary	 on	

copyright	in	the	digital	age	[38]-[40].	However,	despite	the	accumulating	issues,	

we	are	beginning	to	see	positive	evidence	to	suggest	that	greater	availability	and	

openness	 leads	 to	 increased	citation	 rates	 [66],	 [67].	Work	has	also	been	done	

examining	 the	 psychological	 factors	 that	 trouble	 researchers	 when	 sharing	

research	 [68],	 [69].	 Additionally,	 libraries	 and	 interest	 groups	 are	 producing	

guidelines	 [46],	 [64],	 [70]-[72]	 alongside	 continuing	 efforts	 from	 public	

foundations,	such	as	Creative	Commons33	and	the	Open	Knowledge	Foundation34,	

to	develop	and	promote	copyright	licenses	and	guidance.	

	

Most	prominently	we	 can	 see	many	of	 the	 issues	 around	 the	 lack	of	 access	

and	interoperability	playing	out	 in	the	 life	sciences	[56],	where	we	observe	the	

issues	 of	 irreproducibility	 from	 lack	 of	 data	 availability	 (and	 other	 basic	

materials	 such	 as	 stem	 cells)	 considered	 against	 the	 challenges	 of	 sharing	 and	

interoperating	 in	 a	world	of	big	data	 [73]-[75].	But	 the	 impacts	of	 lack	of	data	

access,	or	obstruction,	to	running	analyses	have	also	been	felt	in	other	areas	such	

as	 the	 geosciences	 [46],	 text	 mining	 [46],	 ecology	 [51]	 and	 health	 data	 [76].	

Collectively,	 we	 are	 only	 just	 beginning	 to	 reconsider	 our	 approaches	 to	

copyright.	 To	 date,	 the	 predominant	 source	 of	 academic	 knowledge	 has	 been	

through	journal	access,	which	to	be	fair,	seem	to	have	largely	worked.	However,	

this	is	perhaps	only	so	at	the	expense	of	library	budgets35,	not	to	mention	limiting	

individuals	who	 find	 themselves	outside	 top	 tier	 institutions,	without	access	 to	
																																																								
33	http://creativecommons.org/		
34	https://okfn.org/	 
35	UK	University	Journal	Costs	-	http://shiny.retr0.me/journal_costs/		
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exhaustive	 subscriptions.	 	 Looking	 forward,	 we	 are	 beginning	 to	 see	 several	

trends	poised	to	force	the	issue	of	reconsidering	how	we	publish	and	share	our	

research	data:		

1. Research	Data	is	often	created	and	owned	by	a	consortium,	especially	

when	the	cost	of	purchasing	the	equipment	that	generates,	stores	and	

analyses	data	this	data	necessitates	 it	being	a	collective	activity.	This	

could	 range	 from	 chemical	 analysers	 to	 national	 cyber-

infrastructure36.	Pointed	examples	of	this	are	large-scale	projects	such	

as	 the	 human	 genome	 project37,	 the	 international	 HapMap	 project38,	

the	 Large	 Hadron	 Collider	 (LHC)39	and	 the	 Square	 Kilometre	 Array	

(SKA)40,	which	bring	together	thousands	of	researchers.	

2. As	community	integration	projects	such	as	the	Census	Of	Marine	Life41	

demonstrate	 the	 value	 of	 creating	 a	 shared	 resource	 and	 where	

initiatives	 such	 as	 EarthCube42	and	DataOne43	are	 trying	 to	 overcome	

many	 of	 the	 traditional	 barriers	 to	 research	 collaboration,	 partly	

addressing	the	significant	volumes	of	data	being	created	in	aggregate	

from	the	long	tail	of	thousands	of	individual	researchers.		

3. The	research	data	 itself	 is	 in	 the	processes	of	being	evaluated,	 in	 the	

eyes	 of	 researchers,	 funding	 bodies44	and	 publishers,	 to	 being	 a	 first	

class	 citizen.	Being	worth	of	 citation	 and	peer	 review	 [77]	 alongside	

having	 its	 lifecycle	 from	 creation	 through	 to	 its	 reuse45	adequately	

supported	 both	 technically 46 	and	 politically	 by	 committing	 the	

required	resources	within	institutions.	

	

As	 data	 generation	 costs	 fall	 this	 tail	 will	 only	 grow,	 pulled	 along	 by	 even	

larger	 collaborative	 initiatives.	 The	 challenges	 of	 reusing	 our	 data	 beyond	 its	

original	 purpose,	 and	 treating	 data	 as	 a	 resource	 capable	 of	 enabling	 further	
																																																								
36	NSF,	division	of	Advanced	Cyber	Infrastructure	-	http://www.nsf.gov/div/index.jsp?div=ACI		
37	The	Human	Genome	Project	-	http://en.wikipedia.org/wiki/Human_Genome_Project		
38	The	International	HapMap	project	-	http://hapmap.ncbi.nlm.nih.gov/		
39	The	Large	Hadron	Collider	-	http://home.web.cern.ch/topics/large-hadron-collider		
40	The	Square	Kilometer	Array	-	https://www.skatelescope.org/		
41	Census	Of	Marine	Life	-	http://www.coml.org/		
42	Earth	Cube	-	http://earthcube.org/		
43	Data	Observation	Network	for	Earth	-	http://www.dataone.org/	 
44 http://www.dcc.ac.uk/resources/policy-and-legal/funders-data-policies/	 
45 http://www.dcc.ac.uk/resources/policy-and-legal/research-funding-policies/mrc	 
46 http://figshare.com/features	 
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interpretation,	 are	 providing	 compelling	 pressures	 on	 our	 ‘business	 as	 usual’	

approach	 to	 copyright	 practices;	 exposing	 the	 differing	 value	 propositions	 of	

copyright	law	to	that	of	open	and	data-driven	science.		

	

Without	 adaptation	 to	 our	 licensing	 practices,	 or	 to	 the	 law,	 the	 sharing	 of	

scientific	 data	 and	 other	 outcomes	will	 continue	 to	 be	 greeted	with	 increasing	

legal	complexity	which	will	likely	lead	to	widespread	confusion	for	those	without	

legal	 training.	For	 instance,	 the	 leading	business	model	of	scholarly	publication	

through	 journals	 and	 proceedings	 is	 built	 around	 copyright	 providing	 the	

publishers	 exclusive	 distribution	 rights,	 enshrining	 publishers	 as	 the	 primary	

location	 from	which	 articles	must	 be	 obtained	 –	 often	 for	 a	 fee.	 However,	 the	

routine	transfer	of	rights	to	publishers,	and	the	associated	failure	to	adequately	

free	 ourselves	 from	 such	 restrictions,	 perpetuates	 this	 complicated	 state	 of	

affairs.	Any	adaptation	of	 this	status	quo	must	acknowledge	 that	we	have	built,	

and	 come	 to	 rely	 on,	 institutions	 and	 practices	 around	 the	 current	 state	 of	

copyright,	 making	 any	 change	 difficult	 and	 contentious.	 Copyright,	 for	 many,	

provides	justification	(acting	as	a	normative	effect)	on	the	hoarding	of	potential	

research	outputs	 for	 leverage	 in	 future	 funding	 applications	or	 for	 commercial	

interests.		

The	scale	of	the	problem,	that	is,	the	need	for	effective	copyright	choices	to	be	

made	 by	 everyone	 involved	 in	 the	 production	 of	 knowledge	 and	 sharing	 of	

knowledge,	 precludes	 many	 from	 accessing	 legal	 advice	 from	 lawyers.	 This	 is	

then	compounded	by	the	novelty	of	many	of	the	new	methodologies	of	reuse	that	

diverge	from	existing,	and	more	well	understood	workflows.	

	

Summarising	 the	 above	 arguments,	 as	 a	 legal	 framework,	 copyright	 and	

licensing	 do	 not	 adequately	 meet	 the	 needs	 of	 researchers47.	 The	 restrictive	

defaults	 and	 varied	 licensing	 practices	 have	 resulted	 in	 a	 state	 of	 contractual	

chaos	that	is	harmful	for	the	healthy	reuse	of	the	products	of	scientific	research	

[4],	[5],	[55].	Even	if	we	accept	the	reasons	to	reward	and	recognize	individuals	

for	their	work,	copyright,	as	currently	realized,	has	many	more	damaging	effects,	

particularly	in	the	sciences.	As	noted	by	Wilbanks	[5]	“…there	are	other	strategies	
																																																								
47 Or indeed anyone else who also wants to publish and consume research outputs, 
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that	 show	 potential	 to	 achieve	 the	 social	 goals	 embodied	 in	 many	 common-use	

licensing	 systems	 without	 the	 negative	 consequences	 of	 a	 copyright-based	

approach”	[5].	Copyright	implemented	as	a	property	right	competes	with	already	

existing	 and	 well-established	 norms	 for	 scientific	 integrity	 and	 recognition.	

Harvey	 proposes	 reframing	 copyright	 as	 an	 act	 of	 expression	 (similar	 to	 the	

notion	 of	 free	 speech),	 not	 property	 [31],	 but	 in	 the	 short	 term	 any	 major	

reforms	 in	 intellectual	 property	 legislation	 seem	 unlikely.	 We	 must,	 in	 the	

interim,	develop	tools	and	technologies	to	navigate,	as	best	we	can,	 the	 inertial	

effects	 this	 fog	 of	 interlocking	 licensing	 conditions	 brings.	 We	 conclude	 that,	

while	 isolated	 domain	 efforts	 to	map	 out	 the	 related	 issues	 are	 available	 [46],	

[51],	these	do	not	go	far	enough	to	resolve	the	problems	that	many	researchers	

currently	face.	

	

2.2	Interpreting	Copyright	

	

Understanding	 how	 the	 threads	 of	 exclusive	 rights,	 conditions	 and	

obligations	combine	and	endure	through	derived	research	outputs	is	at	the	heart	

of	 the	 challenge	we	 face.	 Even	 the	 common	 act	 of	 combining	 several	 datasets	

during	the	course	of	an	analysis	presents	a	legal	challenge,	as	researchers	must	

identify	 the	provenance	(and	thus	 licensing)	of	 the	original	contribution	and	of	

each	separate,	derived	component.	Our	current	ability	to	discern	the	authors	or	

copyright	owners	through	chains	of	derived	works	is	dubious	at	best.	Issues	also	

stem	 from	 whether	 works	 generated	 by	 machines	 sufficiently	 qualify	 for	

copyright	 protection48,	 and	 if	 so	 what	 the	 extent	 of	 such	 protection	 is.	 Data	

compiled	from	multiple	sources,	generated	by	sensors,	outputs	from	simulations,	

random	 number	 generators,	 or	 complex	 algorithms	 (such	 as	 computing	 large	

prime	numbers)	all	raise	the	difficult	question:	does	it	qualify	for	copyright,	and	

if	 so,	who	 is	 the	author?	Careful	 licensing	can	provide	clarity	here	by	asserting	

what	constitutes	a	derivative	work	and	how	the	author	wishes	their	rights	to	be	

respected.	However,	there	is	equal	potential	for	licenses	to	amplify	the	rights	of	

minor	 contributors	 that	 over	 time	 may	 have	 otherwise	 been	 deprecated	 or	

																																																								
48	https://plus.google.com/+AndreasSchou/posts/hspwf3iTqx8		
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disregarded.	Here	we	 have	 two	 challenges;	 firstly,	 how	we	 denote	 the	 state	 of	

rights	 on	 our	 research	 data	 and,	 secondly,	whether	 the	 current	 state	 of	 rights	

allows	us	to	undertake	certain	actions	and	share	the	results.	

	

Effectively	working	within	the	copyright	framework—for	either	a	practicing	

researcher	or	for	an	automated	copyright	reasoner—requires	an	understanding	

of	both	the	eligibility	to	attain	the	rights	of	ownership	and	how	these	threads	of	

rights	traverse	common	situations.	It	is	firstly	important	to	note	that	while	many	

use-cases	 have	 a	well-established	 legal	 precedent	 that	 is	 captured	 in	 case	 law	

and	perhaps	better	defined	within	the	copyright	acts	themselves,	many	cases	are	

still	 open	 to	 question.	 Copyright	 law	 has	 slowly	 evolved	 to	 provide	 clarity	 for	

commonly	approached	situations	where	the	creative	workflow	follows	a	specific	

course,	 such	 as	 ‘work	 for	 hire’,	 ‘joint	 authorship’	 and	 ‘cinematographic	works’.	

However,	 as	 yet,	 sharing	 and	 teasing	 out	 patterns	 of	 use	 within	 our	 growing	

research	data	collections	remains	murky	and	lacks	clear	legal	guidance	[5],	[46].	

Towards	the	goal	of	implementing	a	computational	representation	of	copyright,	

it	 is	 important	 to	 distinguish	 between	 areas	 of	 high	 legal	 certainty,	 and	 those	

where	 the	 outcomes	 are	 still	 untested	 in	 law	 and	 therefore	 up	 for	 debate	

amongst	 legal	 experts.	 By	 definition,	many	 of	 these	 open	 issues	 are	 ultimately	

decided	by	authority,	either	through	acts	of	legislation	or	ruling	by	judges,	so,	as	

such,	it	 is	not	the	domain	of	automated	legal	reasoning	to	make	claims	in	these	

areas.	 That	 being	 said,	 in	 a	 legal	 sense,	 there	 still	 exists	 a	 large	 degree	 of	

certainty	over	many	areas	of	copyright,	despite	the	fact	that	this	understanding	

has	 not	 yet	 filtered	 through	 to	most	 practicing	 researchers.	 In	 this	 section	we	

aim	 to	 distil	 this	 understanding	 and	 to	 form	 a	 theoretical	 grounding	 on	which	

automated	copyright	tools	can	be	built.	
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Figure 2.1 – Is my Research Impacted by Copyright? 

	

To	motivate	and	structure	the	following	section	we	will	outline	the	series	of	

considerations,	 illustrated	 in	 Figure	 2.1	 above,	 for	 determining	 the	 potential	

impacts	 of	 copyright	 from	 the	 researchers	 perspective.	 This	 organisation	 is	 a	

product	of	carefully	reviewing	the	sources	found	in	tables	2.1	and	2.2,	along	with	

countless	 conversations	with	 colleagues.	 The	 first	 item	 to	 consider	 is	whether	

the	content	is	actually	under	copyright,	or	is	in	the	public	domain.	Assuming	that	

the	 answer	 is	 ‘yes’,	 the	 next	 question	 is	 whether	 your	 desired	 actions	 are	

regulated	by	copyright,	or,	in	other	words,	are	you	undertaking	an	action	that	is	

interpreted	 as	 exclusive	 to	 a	 copyright	 owner?	 Following	 this	 is	 the	 crucial	

question	 of	 whether	 the	 current	 state	 of	 rights	 associated	 with	 the	 content	

permits	your	desired	actions.	Finally,	assuming	the	outputs	are	to	be	shared,	the	

last	question	to	consider	is	the	legality	of	sharing,	and	the	licenses	under	which	

the	outputs	can	be	shared	under.	Forming	answers	to	any	of	the	above	questions	

often	 requires	both	an	understanding	of	 the	 relevant	 copyright	 theory	 and	 the	

facts	 of	 each	 case,	 using	 informed	 judgement	 to	 interpret	 these	 facts	 in	 the	

context	of	the	relevant	legislation	and	attached	licenses.		
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In	the	remainder	of	this	section	we	present	an	overview	of	how	to	interpret	

copyright.	 Specifically,	 we	 examine	 the	 ingredients	 that	 make	 up	 copyright	

(Section	 2.2.1),	 the	 lifecycle	 of	 copyrighted	 content	 (Section	 2.2.2),	 and	 both	

copyright	licenses	(Section	2.2.3)	and	copyright	exemptions	(Section	2.2.4).	The	

purpose	 behind	 this	 discussion	 is	 to	 extract	 key	 design	 requirements	 for	 a	

system	 of	 automated	 copyright	 reasoning	 (Chapter	 4),	 and	 choose	 the	 most	

applicable	knowledge	representation	technology	(Chapter	3)	to	achieve	this.	

2.2.1	The	Ingredients	of	Copyright	

	

Almost	 universally49,	 products	 of	 intellectual	 effort	 captured	 on	 durable	

media	receive	 legal	rights	analogous	to	those	given	to	physical	property.	These	

rights	 are	 conferred	without	 any	 form	 of	 registration	 and	 grant	 the	 author	 or	

creator	the	sole	right	to	decide	how,	and	for	what	reason	(if	any),	the	work	can	

be	 used	 and	 shared.	 We	 collectively	 call	 this	 bundle	 of	 exclusive	 rights	

‘copyright’,	which	can	usefully	divide	 into	the	4	categories	of:	Economic	Rights,	

Moral	Rights,	Related	Rights	and	User	or	 ‘Fair-Use’	rights.	Moral	rights	take	the	

stance	that	a	copyrighted	work	is	an	expression	of	the	personality	and	humanity	

of	its	author	or	creator	(essentially	recognizing	a	cultural	norm	of	expectations	of	

credit	 and	 moral	 ownership	 over	 our	 creations);	 while	 economic	 rights	 (or	

sometimes	exploration	rights)	are	grounded	 in	 the	prevailing	economic	norms,	

recognizing	the	economic	value	in	controlling	the	use,	distribution	and	evolution	

of	creative	and	intellectual	content.	In	both	cases	a	right	refers	to	a	situation	of	

exclusivity	 that	 is	 assigned	 to	 the	 authors	 or	 creators,	 and	 importantly	 is	

enforceable	in	court.	

	

Of	 particular	 relevance	 to	 researchers	 are	 the	 Economic	 rights	 to	duplicate	

(copy),	adapt,	distribute	and	publicly	communicate,	together	with	the	moral	rights	
																																																								
49		Not	all	nations	are	signatories	to	the	international	copyright	agreements	presented	in	Table	2.2.	Refer	to	
	http://en.wikipedia.org/wiki/List_of_parties_to_international_copyright_treaties	for	further	reading.	

Summary	2:	Understanding	copyright	is	a	process	of	shaping	an	understanding	
of	the	facts	-	based	on	evidence	and	an	interpretation	of	the	legal	sources	-	to	
construct	a	legal	theory	of	some	conclusion.	
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of	 integrity	 and	 attribution.	 This	 is	 because,	 in	 the	 absence	 of	 any	 explicit	

authorization,	 these	 actions	 are	 by	 legal	 default	 exclusive	 to	 the	 owner,	

meaning	 the	 rights	must	be	 transferred	or	waived	 in	order	 for	others	 to	make	

use	of	 the	work.	That	 is	 to	say,	our	 legal	 framework	 is	 set	up	so	 that	we	need	

copyright	 agreements	 in	order	 to	have	 any	 right	whatsoever	 to	use	or	 to	

share	information.			

	

This	 growing	 conflict	between	private	 rights	 and	public	 good	 [40]	has	only	

been	further	complicated	in	recent	years	by	the	enactment	of	so-called	database	

‘protection’	 laws 50 	and	 a	 series	 of	 multinational	 trade	 treaties	 discussed	

previously,	and	summarized	in	Table	2.2.	It	is	also	important	to	understand	that	

different	 specific	 uses	 (or	 “acts	 of	 exploitation”)	 of	 a	 work	 can	 be	 treated	

separately,	meaning	 that	 the	 rights-holder	 can	 deal	 with	 each	 right	 (including	

using,	 transferring,	 licensing	 or	 selling	 the	 right)	 on	 an	 individual	 type-of-use	

basis.	

	

The	exclusive	rights,	introduced	above,	form	the	basis	of	copyright.	However,	

it	 is	 also	 important	 to	 understand	 how	 they	 relate	 to	 copyright	 licensing.	 As	

noted	 above,	 copyright	 does	 not	 require	 any	 registration;	 it	 is	 gained	 purely	

through	 the	act	of	 creative	or	 intellectual	 effort	when	creating	 something	new.	

Shown	 below,	 Figure	 2.2	 situates	 the	 implicit	 and	 automatic	 application	 of	

copyright	on	the	creation	of	new	products	of	research.	This	is	contrasted	against	

the	explicit,	and	optional,	act	of	the	copyright	owner	licensing	(or	waiving)	these	

rights.	 This	means,	 by	 default,	 when	 one	 of	 our	 colleagues	 chooses	 not	 to	 (or	

ignores/forgets	 to)	 license	 their	 outputs	 we	 are	 obstructed	 from	 sharing	 and	

reusing	their	knowledge	and	resources.	

																																																								
50	European	 Database	 Directive	 –	 Directive	 96/9/EC	 -	 The	 directive	 aims	 to	 harmonize	 the	 treatment	 of	
databases	under	Copyright	law,	and	creates	a	new	sui	generis	right	for	the	creators	of	databases	which	do	
not	qualify	for	copyright 

Summary	3:	Copyright	is	defined	as	a	bundle	of	exclusive	rights,	each	defining	
actions	that	can	be	undertaken	at	the	sole	discretion	of	the	copyright	owner,	
who	is	usually	(but	not	always)	the	creator	of	the	work.	
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Figure 2.2 – Differentiating between Copyright and Licensing 

	

Copyrights,	as	defined	by	the	collection	of	exclusive	rights,	are	always	owned,	

either	 by	 the	 creator,	 their	 employer	 or	 a	 benefactor.	 Within	 an	 academic	

context,	employment	contracts	can	provide	guidance	as	to	whether	 institutions	

may	 claim	 ownership	 of	 any	 data	 (or	 other	 products)	 produced	 during	 the	

course	 of	 employment.	 But	 these	 agreements	 are	 usually	 private	 and	 personal	

documents,	and	may	refer	to	additional	policies,	which	can	increase	the	chance	

of	 misunderstandings.	 As	 noted	 earlier	 in	 Section	 2.1.2,	 this	 is	 complicated	

further	 by	 the	 use	 of	 shared	 equipment,	 collaborative	 projects	 and	 cross-

jurisdictional	 interpretations	 of	 copyright.	 In	 these	 cases,	 clarity	 may	 only	 be	

achieved	 by	 creating	 complex	 pre-emptive	 legal	 contracts,	 sometimes	 enticing	

parties	 to	 include	 terms	 and	 conditions	 that	 go	 beyond	 the	 clarification	 of	

copyright	ownership.		

	

On	the	other	hand,	the	public	domain51	is	defined	as	the	sum	of	works	that	are	

free	from	copyright	restrictions.	For	researchers,	this	constitutes	the	portion	of	

our	 scholarly	 record	 that	 is	 free	 from	any	 restriction	on	 sharing	and	 reuse.	An	
																																																								
51	http://en.wikipedia.org/wiki/Public_domain		

Summary	4:	Copyright,	defined	by	the	exclusive	rights	given	to	creators,	is	
implicit	and	automatic	–	meaning	that	it	does	not	require	registration.	
However,	the	act	of	licensing	content	must	be	explicit,	and	is	at	the	discretion	of	
the	copyright	owner.	
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interesting	portion	of	this	public	domain	comes	from	the	notion	that	there	can	be	

no	 valid	 copyright	 on	 ‘facts’.	 However,	 in	 contrast	 to	 common	 claims,	 it	 is	 not	

always	that	straightforward.	There	exist	many	different	interpretations	as	to	the	

nature	 of	 ‘facts’.	 For	 instance,	 are	 ontologies	 copyrightable?	 Are	 databases	

copyrightable?	Or	if	a	database	is	broken	down	into	its	constituent	parts,	such	as:	

the	database	model,	the	data	schema,	the	output	sheets,	field	names	or	the	actual	

data	 records,	 are	 all	 of	 these	 parts	 copyrightable,	 or	 just	 some?	 	 If	 the	 data	

records	are	‘facts’,	does	this	mean	that	they	are	exempt?	Once	again	the	answer	

stems	from	the	specifics	of	each	case,	with	any	blanket	rules	on	the	topic	being	

subject	to	many	exceptions.	

	

With	respect	to	the	Public	domain,	copyright	can	be	considered	a	transitory	

state.	 That	 is,	 the	 restrictions	 are	 not	 permanent,	 or	 do	 not	 stretch	 into	

perpetuity.	The	dissolution	of	copyright	can	come	about	in	a	variety	of	ways:	1)	

rights	 gained	 by	 government	 employees	 during	 the	 course	 of	 their	 work	

(particularly	 in	 the	 USA)	 are	 often	 automatically	 ceded;	 2)	 through	 the	

application	 of	 copyright	 waivers,	 such	 as	 those	 written	 by	 the	 Creative	

Commons52	and	 Open	 Knowledge	 Foundation53;	 3)	 through	 the	 copyright	 term	

expiring.	 This	 duration	 varies	 across	 jurisdictions	 and	 usually	 spans	 multiple	

decades.	As	a	community	 familiar	with	working	within	such	varied	constraints,	

Wikipedia	and	its	community	of	editors	have	been	compiling	knowledge	on	this	

subject	 that	 spans	many	 copyright	 jurisdictions.	 This	 discussion	 on	 the	 public	

domain	contains	a	wealth	of	knowledge	of	working	under	many	jurisdictions	and	

the	impacts	of	the	range	of	international	agreements54,55.	One	particularly	useful	

output	of	 this	 collation	 is	 a	map	 illustrating	how	 the	 length	of	 copyright	 terms	

varies	 around	 the	 globe,	which	 is	 shown	 in	 Figure	2.3.	Of	 note,	 is	 the	 evolving	

state	 of	 these	 terms,	 just	 recently	 we	 saw	 the	 signing	 of	 the	 Transpacific	

Partnership56,	which,	 at	 the	 time	of	writing	 the	 full	 text	 is	not	 available,	but	 all	

signs	points	towards	many	of	the	signatory	countries	increasing	their	copyright	

terms	to	life+70	years	bringing	them	in	line	the	with	the	USA.	
																																																								
52	http://creativecommons.org/about/cc0		
53	http://opendatacommons.org/licenses/pddl/		
54	http://en.wikipedia.org/wiki/Wikipedia:PD		
55	http://en.wikipedia.org/wiki/Wikipedia:Copyright_situations_by_country		
56 https://en.wikipedia.org/wiki/Trans-Pacific_Partnership + http://fairdeal.net.nz/ 
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Figure 2.3 – Summary of the length of Copyright Terms Globally57 

2.2.2	The	Lifecycle	of	Restrictions	

	

As	 stated	 previously,	 we	 make	 the	 distinction	 between	 the	 definition	 of	

exclusive	 rights	 and	 research	 activities	 they	 restrict.	 However,	 this	 leads	 us	 to	

pose	 an	 important	 question:	 how	 do	 we	 interpret	 the	 relationship	 between	

copyright	 and	 the	 objects	 of	 research	 output,	 primarily	 research	 data?	 On	 the	

surface	 the	 relationship	 appears	 intuitive,	 especially	 given	 that	 recent	 public	

licenses	have	placed	 special	 emphasis	 on	 clearly	 communicating	how	 the	 legal	

text	translates	to	real	world	affordances.	For	instance,	the	guidelines	for	working	

with	the	Creative	Commons	suite	of	licenses	are	presented	in	both	graphical	and	

summarized	 formats58.	However,	on	 the	occasions	when	 the	course	of	 research	

departs	 from	 commonly	 understood	 workflows,	 this	 generalized	 guidance	 is	

often	 inadequate	 to	 fully	 determine	 legal	 liability.	 The	 key	 question	 to	 be	

addressed	 is:	 how	do	we	make	 the	distinction	between	allowed	and	 infringing	

acts?	Towards	this	end,	we	must	decompose	copyright	and	lay	it	out	against	the	

research	 workflow.	 Our	 goal	 is	 to	 align	 the	 exclusivities	 that	 are	 defined	 in	

legislation,	 and	 transferred	 through	 licensing,	 with	 the	 specific	 steps	 within	 a	

research	workflow.	To	do	this,	we	take	a	stylized	model	of	the	research	process,	

side-lining	 the	 scientific	 nature	 of	 the	 specific	 research	 questions,	 to	 focus	

																																																								
57	http://en.wikipedia.org/wiki/List_of_countries%27_copyright_lengths	-	CC	BY	3.0	Wikipedia	contributors 
58	Three	“Layers”	Of	Licenses	-	https://creativecommons.org/licenses/		
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exclusively	on	the	tasks	pertaining	to	working	with	data.	We	believe	this	model	

clearly	 connects	 the	 legal	domain	with	 the	 research	process	 in	which	 it	has	 its	

impact.	In	Figure	2.4,	we	present	our	take	on	the	links	between	various	research	

steps	and	the	exclusivities	governed	by	copyright.	 	

	

The	 key	 questions	 of	 copyright	 legality	 from	 the	 point	 of	 view	 of	 the	

researcher	(or	an	automated	copyright	reasoner)	that	must	be	addressed	are:	

• Obtaining	 the	 required	 research	 data,	 which	 can	 be	 understood	 as	 a	

series	of	common	activities:	firstly	discovering	or	being	made	aware	of	its	

existence,	secondly,	evaluating	the	scientific	utility	and	validity	of	its	use	

and	thirdly,	acquiring	the	data	usually	by	a	process	of	downloading.	The	

key	legal	issue	during	this	stage	is	appreciating	the	right	to	reproduce,	or	

to	make	copies	of	this	original.	

• Reusing	 the	 research	 data,	 which	 is	 not	 a	 single	 action	 but	 a	 process.	

Before	 generating	 the	 final	 desired	 output,	 data	 often	 requires	 some	

wrangling	 and	 curation	 to	 make	 it	 fit	 for	 purpose.	 Two	 key	 rights	 are	

relevant	 at	 this	 stage:	 the	 right	 to	 transform	 and	 the	 right	 for	 authors’	

integrity.	The	authors’	 integrity	refers	to	the	way	the	work	reflects	their	

character.	Thus	the	restriction	pertains	to	using,	and	adapting	the	work	in	

a	way	that	misrepresents	the	author	and	their	opinions.	In	reality	this	is	a	

hard	distinction	to	make.	For	instance,	countries	like	Japan	take	this	right	

more	 seriously	 than	 most	 western	 countries	 where	 notions	 such	 as	

parody,	 news	 reporting,	 and	 freedom	 of	 speech	 often	 trump	 this	

restriction.	

• Sharing	 is	 a	 crucial	 step	 in	 the	practice	of	 science.	Beyond	 just	publicly	

uploading	 a	 file	 there	 are	 elements	 of	 curating	 and	 packaging	 the	 data	

products	to	allow	subsequent	discovery	and	evaluation.	This	 is	the	most	

regulated	 step	with	 regards	 to	 copyright	 acting	on	 the	 research	process	

with	the	rights	dictating:	(i)	that	recognition	must	be	given	to	the	original	

authors,	 (ii)	 respecting	 the	 right	 of	 first	 divulgence	 if	 the	 data	 is	 being	

used	 in	 confidence,	 (iii)	 the	 rights	 of	 communication,	 that	 is	 to	 tell	 the	

public	 through	 presentations	 or	 summaries,	 and	 (iv)	 the	 rights	 of	

distribution,	that	is	to	provide	access	to	the	data	itself.	
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Figure 2.4 – Mapping the Exclusive Rights to the Research Workflow 

	

The	 above	 model	 (Figure	 2.4)	 illustrates	 the	 relationship	 between	 the	

exclusive	 rights	 defined	 through	 copyright	 legislation	 and	 the	 research	

workflow.	However,	 this	model	only	highlights	 the	challenges	of	evaluating	 the	

legality	when	 reusing	 just	 a	 single	 dataset.	 In	 practice,	 and	 for	 any	 automated	

reasoning	 tool	 to	 prove	 effective,	 multiple	 pieces	 of	 data,	 potentially	 under	

different	 licenses,	must	be	considered	together.	For	example,	Figure	2.5,	below,	

portrays	a	situation	where	a	researcher	obtains	4	different	datasets,	proceeds	to	

run	a	number	of	analyses,	and	produces	two	separate	outputs,	which	then	must	

be	 shared	 to	 three	 different	 locations.	 With	 reference	 back	 to	 Figure	 2.4,	 the	

legality	of	each	piece	of	input	data	must	be	evaluated	each	time	it	is	transformed	

and	shared	in	this	situation.	For	the	remainder	of	this	thesis,	we	take	this	style	of	

use-case	to	be	the	norm.	We	argue	that	considering	questions	of	copyright	from	

this	 perspective	 enables	 a	 more	 intuitive,	 and	 meaningful	 organisation	 of	 the	

legal	questions	that	must	be	addressed	in	practice.	This	structure	is	also	scalable,	

Summary	5:	Copyright,	due	to	its	exclusive	rights,	impacts	specific	steps	in	the	
research	workflow	in	specifically	defined	ways.	In	any	case	where	there	is	
restriction	on	reuse	and	sharing,	the	cause	is	due	to	a	specific	exclusive	right,	
defined	through	legislation,	which	is	held	by	the	copyright	owner	(author).	
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allowing	 us	 to	 separate	 individual	 legal	 questions	 from	 a	 seemingly	 complex	

workflow.		

	

	

Figure 2.5 – Aligning Copyright Questions and the Research Workflow 

	

2.2.3	Copyright	Licensing	

	

If	 the	research	data	you	hope	to	reuse	 falls	under	 the	auspices	of	copyright	

law,	 the	 state	 of	 rights	 on	 the	 content	 you	 are	 using	 becomes	 central.	 The	

question	 then	becomes:	does	 the	current	state	of	 rights	and	conditions	 for	 this	

data	afford	my	desired	usage?	Aside	from	the	previous	discussion	on	the	public	

domain,	the	state	of	rights	on	the	content	can	be	usefully	organised	into	3	states:		

1) All	rights	reserved.	The	case	where	the	creator	has	explicitly	asserted	

they	wish	to	retain	their	rights;		

Summary	6:	When	working	with	multiple	sources	of	content,	the	copyright	of	
each	must	be	considered	separately	as	they	may	belong	to	separate	copyright	
owners.	Considering	the	interaction	between	the	copyrights	of	separate	content	
becomes	important	when	newly	created	data	stems	from	multiple	original	
sources,	where	each	of	those	sources	(and	the	copyright	owners)	must	be	
satisfied.	
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2) Uncertainty	 as	 to	 the	 current	 state.	 The	 case	 where	 no	 explicit	

communication	has	been	made;	and		

3) Under	license.		

	

The	 first	 case,	 when	 ‘all	 the	 rights	 have	 been	 reserved’,	 dictates	 a	 negotiation	

with	the	owner	in	order	to	obtain	permission	–	usually	in	the	form	of	a	license.	

For	 an	 unknown,	 or	 uncertain,	 state	where	 no	 designation	 has	 been	made	 the	

outcome	 is	 assumed	 to	 be	 largely	 the	 same	 as	 when	 all	 rights	 have	 been	

reserved.	 Lastly	 in	 the	 case	 of	 having	 a	 license	 (explored	 further	 below),	 the	

question	becomes	threefold:	(i)	Does	the	license	confer	the	relevant	rights?		(ii)	

Does	it	impose	conditions	too	onerous	for	your	purposes?	(iii)	Will	the	nature	of	

your	actions	preclude	you	from	meeting	any	stated	obligations?	There	 is	also	a	

range	of	 emergent	 issues	 stemming	 from	 the	use	of	multiple	 licenses	 -	 such	as	

when	datasets	with	different	 licenses	are	combined-	all	of	which	are	discussed	

below.	

	

In	 theory,	 effective	 licenses	 could	 permit	 the	 essential	 acts	 of	 adapting,	

reusing	and	combining	data.	However,	licenses	often	do	not	afford	the	required	

freedoms	 to	 undertake	 these	 actions,	 nor,	 in	 the	 case	 where	 you	 are	 working	

with	multiple	 licensed	 datasets,	 are	 licenses	 typically	 designed	 to	 interoperate	

between	the	various	families	of	licenses	seen	in	use.	This	is	because	licensing	is	

grounded	 in	 contract	 law,	 so,	 in	 addition	 to	 clauses	 relating	 to	 the	 transfer	 or	

waiving	 of	 copyrights,	 further	 obligations	 and	 conditions	 can	 be	 imposed.	We	

often	see	this	when	rights	holders	 leverage	their	position	by	placing	restrictive	

or	onerous	clauses	in	addition	to	demands	for	monetary	exchange	(for	example:	

exclusive,	 limited,	 non	 sub-licensable	 or	 non-transferable),	 and	 a	 reluctance	

towards	transferring	essential	rights	such	as	adaption	or	distribution.		

	

Summary	7:	Licenses	are	tools	for	copyright	owners	to	legally	allow	others,	
either	a	specific	individual	or	group,	to	make	use	of	content	they	own	the	rights	
to.	Licenses	achieve	this	by	specifying	the	rights	they	are	making	available.	
Importantly,	these	transfers	may	be	subject	to	conditions	and	obligations	
potentially	precluding	many	desired	uses.	
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Rather	more	positively,	there	is	evidence	that	some	of	our	legal	tools	are	also	

advancing	to	meet	our	evolving	conceptualization	of	openness	(Table	3.3).	Public	

or	Open	Licenses	place	greater	emphasis	on	 the	commons.	That	 is,	opening	up	

our	creative	and	scientific	works	for	collective	benefit.	The	distinguishing	feature	

of	these	licenses	is	their	focus	on	the	freedoms	or	affordances	of	the	end-users,	

as	opposed	to	the	leveraging	of	rights.	Though,	in	practice,	not	all	public	licenses	

grant	the	same	rights,	nor	do	they	necessarily	interoperate	with	one	another.	

	

From	the	open	source	software	community,	 the	Free	Software	Foundation59	

[17]	has	contributed	several	virally	‘open’	licenses	that	challenge	the	previously	

closed	and	proprietary	model	of	software	development.		However,	these	licenses	

included	 explicit	 provisions	 that	 derived	 works	 must	 also	 carry	 similar	

affordances.	 This	 particular	 approach	 of	 propagating	 values	 has	 become	 a	

cultural	 movement,	 but	 often	 with	 frustrating	 consequences	 for	 combining	

content	under	multiple	licenses.	With	the	advent	of	the	Creative	Commons	family	

of	 licenses	 (shown	 in	 Table	 3.3,	 alongside	 many	 of	 the	 other	 common	 open	

licenses)	we	 observe	 a	 shift	 towards	 facilitating	 the	 public	 domain,	 bringing	 a	

much-simplified	 licensing	 model,	 while	 also	 employing	 the	 use	 of	 graphical	

notations	of	reuse	conditions	to	 improve	clarity.	For	authors,	some	affordances	

of	control	still	remain,	such	as	preventing	commercial	use,	and,	borrowing	from	

the	Free	Software	Movement,	the	share-alike	clause	to	allow	propagation	of	the	

intent	 to	 allow	 derivative	 works.	 Most	 recently,	 the	 legal	 commitment	 to	 the	

commons	was	strengthened	with	the	creation	of	copyright	waivers60	designed	to	

release	(to	the	fullest	extent	possible	under	the	law)	all	conditions	and	reserved	

rights	on	content,	 in	essence,	donating	the	work	to	the	public	domain,	allowing	

unrestricted	future	usage.	

	

																																																								
59	https://www.fsf.org/	 
60	https://creativecommons.org/publicdomain/zero/1.0/		

Summary	8:	There	are	a	large	number	of	publicly	available	licenses,	which	can	
be,	and	are	being,	used.	Additionally,	there	are	an	uncounted	(many	are	kept	
confidential	by	nature)	number	of	private	or	customized	licenses	being	used,	
particularly	by	commercial	providers,	but	also	by	academic	and	government	
organizations.	
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Table 3.3 – A Selection of the most prominent Public Copyright Licenses 

Source Licenses 
Apache Apache61 
Berkeley BSD License62 
Eclipse Foundation Eclipse Public License63 
Artlibre Free Art License (FAL)64 
Mozilla Mozilla Public License65 
MIT MIT License66 
GNU GPL, LGPL, Affero GPL, GNU Free Document License. 67 
Creative Commons CC BY, CC BY-NC, CC BY-ND, CC BY-SA, CC BY-NC-ND, CC 

BY-NC-SA, CC Zero. 68	
Open Knowledge Foundation Public Dedication and License (PDDL), Open Data Commons 

Attribution, Open Database License (ODbL). 69	
Open Government Licenses UK Open Government License70, Open Government License – 

Canada71, NZ GOAL72, AUS GOAL73	
	
Despite	 the	 availability	 of	 many	 effective	 public	 licenses,	 unclear	 licensing	

situations	continue	to	arise	from	the	use	of	custom	licensing	terms.	These	often	

introduce	 ambiguities,	 such	 as	 unclear	 attribution	 requirements,	 commercial	

restrictions	or	downstream	licensing	conditions.	The	restrictive	default	state	of	

copyright	means	 that	without	explicit	 clarity	over	permissions	 there	will	be	an	

inherent	 legal	 risk.	 For	 instance,	 the	 phrase	 ‘only	 for	 academic	 use’,	 without	

clarification,	 is	 especially	 troublesome,	 a	 situation	 made	 more	 pointed	 if	 you	

consider	 cases	 of	 commercial	 sensitivity,	 such	 as	 commercializing	 a	 drug,	 or	

forming	a	spinoff	company.	In	addition	it	may	not	be	clear	where	a	project	stands	

when	it	is	supported	by	industry,	or	undertaken	at	institutions	that	do	not	offer	

higher	 degrees.	 Uncertainty	 over	 copyright	 licensing,	 in	 some	 cases,	 may	 be	

clarified	 with	 further	 information	 and	 assumptions.	 For	 instance,	 some	

assumptions	are	based	on	the	perceived	intent	of	the	licensor,	but	in	going	down	

this	path	we	must	consider	the	difficulty	of	gaining	clarification,	or	the	tolerance	

of	risk	that	both	individuals	and	institutions	are	willing	to	accept.		

																																																								
61	http://www.apache.org/licenses/		
62	http://opensource.org/licenses/BSD-3-Clause		
63	http://opensource.org/licenses/EPL-1.0		
64	http://artlibre.org/licence/lal/en		
65	http://www.mozilla.org/MPL/		
66	http://opensource.org/licenses/MIT		
67	http://www.gnu.org/licenses/		
68	http://creativecommons.org/licenses/		
69	http://opendatacommons.org/licenses/		
70	https://www.nationalarchives.gov.uk/doc/open-government-licence/version/2/		
71	http://data.gc.ca/eng/open-government-licence-canada		
72	http://ict.govt.nz/guidance-and-resources/information-and-data/nzgoal/		
73	http://www.ausgoal.gov.au/  
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As	previously	mentioned,	 the	rules	governing	copyright	stem	from	multiple	

sources	(legislation,	international	agreements,	previous	cases	tried	in	court,	the	

terms	 in	 licensing,	 and	 an	 understanding	 agreed	 to	 between	 parties).	

Understanding	 the	 validity	 and	 precedence	 of	 each	 of	 these	 sources	 often	

requires	specialised	legal	knowledge	and	training.	In	this	sense,	uncertainty	can	

be	 reduced	 by	 expert	 interpretation,	 and	 domain	 experience	 to	 determine	 the	

best	 approach	 for	 clarifying	 any	 remaining	 uncertainties.	 Most	 importantly,	

creating	 this	 level	of	uncertainty	 is	not	 a	 satisfactory	or	practically	 sustainable	

solution.	A	vexing	challenge	that	remains	 is	 to	understand	the	consequences	of	

licenses	 overlapping,	 especially	 in	 the	 context	 of	 a	 heterogeneously	 licensed	

corpus	or	data	product.	Broadly,	the	causes	of	licensing	issues	faced	by	scientists	

wanting	to	conduct	research	utilizing	existing	licensed	data	can	be	divided	into	

the	following	categories:	

1) Incompatible	open	licenses	(primarily	copyleft74);	

2) Proliferation	of	semi-custom	terms75;	

3) Use	 of	 a	 non-open	 public	 license	 (such	 as	 non-commercial	 or	 no-

derivatives)	and	

4) No	attempt	to	be	open.	

	

Building	on	the	broader	causes	identified	above,	we	now	delve	into	a	specific	

set	 of	 difficult	 or	 restrictive	 outcomes	 that	 can	 result	 from	working	with	 data	

under	 multiple	 licenses.	 Illustrated	 in	 Figure	 2.6,	 we	 present	 4	 such	 types	 of	

outcome:	(1)	a	reduced	set	of	affordances,	(2)	a	compounding	set	of	conditions,	

(3)	a	pathological	combination	of	conditions	and	(4)	an	unclear	relicensing	state.		

																																																								
74 The term ’copyleft’ denotes a style of clause found in a range of current copyright licenses. It was pioneered by 

the Free Software Foundation with their GPL licenses. The essential element is a condition that states that all 
derived work (stemming from content under this license) may only be shared under an identical license. As we 
discuss in this section, this generates a range of problems when working with work under multiple copyright 
licenses. 

75 By ‘Semi-custom terms’ we refer to the ad-hoc creation of clauses that become part of copyright licenses. These 
may be written by non-lawyers and lawyers alike, but are best understood when contrasted with the widely 
understood public licenses. With the public licenses there exists a shared understanding of their legal 
predictability and certainty. For each new custom-term, or adapted term, we are forced to start at square one to 
evaluate the range of potential impacts over a range of potential scenarios (a task suited to large legal 
department of corporations, but not individual researchers). There is also no guarantee as to the validity and 
enforceability of these terms for either party (licensor and licensee). 
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Figure 2.6 – Licensing Interoperability Concerns 

	

A	reduced	set	of	affordances:	This	can	occur	when	the	course	of	research	

requires	 the	 researcher	 to	 process	 input	 under	 multiple	 licenses.	 Thus,	 the	

question	 that	 must	 be	 asked	 of	 each	 license	 is	 what	 tasks	 it	 permits.	 After	

considering	 each	 license,	 the	 set	 of	 allowable	 actions	 permitted	 on	 a	 whole	

collection	of	datasets	 is	 thus	partly	determined	by	 the	 least	 affording	 common	

denominator,	with	the	potential	that	this	may	result	in	an	empty	set	of	allowable	

actions.	For	any	collection	where	 the	 rights	are	owned	by	multiple	parties,	 the	

defence	 of	 holding	most	 (but	 not	 all)	 of	 the	 required	 rights	won’t	 hold	 as	 this	

would	still	be	in	breach	of	the	copyright	held	by	owners	whom	have	not	licensed	

their	 work,	 or	 provided	 explicit	 permission	 for	 it	 to	 be	 used.	 In	 practice,	 any	

dataset	not	 adequately	 licensed	 faces	being	excluded	 from	analysis,	 potentially	

precluding	the	most	accurate	or	appropriate	data,	or	forcing	researchers	to	use	

less	 desirable	 sources.	 Techniques	 such	 as	 data	mining,	machine	 learning	 and	

natural	 language	 processing	 (NLP)	 are	 forcing	 this	 issue	 by	 addressing	

continually	larger	collections	of	data.	Thus,	from	the	point	of	view	of	the	original	

authors,	datasets	published	with	restrictive	licenses	may	end	up	being	excluded	

from	future	studies,	devaluing	the	impact	of	their	contributions.	
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Cumulative	 Conditions:	Conditions	are	commonly	attached	 to	 the	 transfer	

of	 rights.	 ‘Attribution’	being	one	of	 the	most	prominent	 in	public	 licenses,	with	

conditions	such	as	monetary	exchange	common	in	commercial	transactions.	We	

have	also	observed	more	complex	conditions	placed	on	some	custom	academic	

licenses.	 For	 example,	 we	 have	 observed	 that	 projects	 from	 the	 Long	 Term	

Ecological	Research	network76	(LTER)	often	distribute	data	with	the	requirement	

that	 when	 any	 research	 paper	 is	 produced	 from	 the	 use	 of	 their	 data,	 an	

additional	 copy	must	 be	 sent	 to	 the	 dataset	 authors	 for	 record77,78	(a	 situation	

where	the	reporting	requirements	for	the	project	have	likely	spilt	over	into	their	

licensing	 choices).	 We	 can	 look	 at	 potential	 issues	 arising	 from	 cumulative	

licensing	conditions	along	two	dimensions.	For	small	collections	of	data,	simple	

conditions,	such	as	 ‘attribution’,	present	minimal	difficulty	to	meet.	However,	 if	

we	consider	expanding	that	collection	(potentially	by	many	orders	of	magnitude)	

then	even	relatively	simple	conditions	become	burdensome.	Complex	conditions	

on	the	other	hand,	such	as	payments,	or	sending	copies	of	manuscripts	(as	in	the	

LTER	 example),	 can	 prove	 troublesome	 even	 for	 small	 collections.	 However,	

when	this	is	extrapolated	to	large	collections,	the	cumulative	impediments	may	

prove	insurmountable.	We	can	understand	how,	individually,	each	condition	may	
																																																								
76	http://www.lternet.edu/		
77	“Use	of	MCR	LTER	data	is	subject	to	acceptance	of	the	following	conditions:	1.	The	user	agrees	to	provide	
valid	name	and	contact	 information	prior	 to	downloading	online	data.	This	 information	will	be	used	 to	
contact	the	user	in	case	of	changes	to	the	data,	and	may	also	be	used	by	data	set	authors	and	MCR	LTER	
project	administrators	 to	document	data	usage.	2.	The	user	agrees	 to	cite	 the	data	set	author	and	MCR	
LTER	in	all	publications	in	which	the	data	are	used,	as	per	the	instructions	in	the	data	documentation.	If	
no	 specific	 instructions	 are	 provided	 in	 the	 data	 documentation,	 the	 user	 is	 requested	 to	 include	 the	
following	statement:	"Data	sets	were	provided	by	the	Moorea	Coral	Reef	Ecosystem	LTER,	funded	by	the	
US	 National	 Science	 Foundation	 (OCE-0417412.	 3).	 The	 user	 agrees	 to	 provide	 one	 copy	 of	 any	
manuscript	based	on	MCR	LTER	data	to	the	data	set	author	prior	to	submitting	it	for	publication.	4.	The	
user	 agrees	 to	 send	 two	 hard	 copies	 of	 any	 published	 manuscript	 based	 on	 MCR	 LTER	 data	 to	 the	
following	address:”	

78	“All	publications	based	on	this	data	set	must	cite	the	contributor	and	Georgia	Coastal	Ecosystems	LTER	
project,	and	two	copies	of	the	manuscript	must	be	submitted	to	the	GCE-LTER	Information	Management	
Office” 

Summary	9:	When	combining	pieces	of	content	that	are	each	under	different	
copyright	licenses,	the	demands	of	each	license	must	first	be	satisfied	
individually	(as	they	would	if	only	one	piece	of	content	was	under	
consideration).	Only	then,	if	those	licenses	allow	the	use	in	the	first	place,	
should	the	interactions	between	the	clauses	from	different	licenses	be	
considered.	However,	when	considered	collectively,	it	may	be	impossible	to	
adhere	to	the	combined	set	of	conditions	simultaneously	meaning	those	
licenses	are	incompatible.	
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appear	 justified,	 but	 the	 current	 growth	 in	 the	magnitude	 of	 items	 able	 to	 be	

analysed	means	that	the	effects	soon	become	non	trivial.	Simple	conditions	such	

as	 attribution	may	 not	 be	 an	 issue	 for	 small	 sets	 of	 data,	 but	when	 extracting	

small	pieces	of	data	from	a	large	data	corpus,	this	could	become	a	major	issue.		

	

Figure 2.7 – Creative Commons Compatibility Chart 79 

	

Pathological	 Combinations	 of	 Conditions:	 Persistent	 conditions,	 often	

dubbed	'copyleft',	such	as	those	found	in	the	GNU	GPL	and	the	Creative	Commons	

share-alike	licenses	often	create	incompatible	combinations	of	conditions	when	

used	together.	We	do	note	that	these	conditions	were	originally	conceived	with	

good	 intentions	 [17],	 but	 even	 so	 they	 still	 have	 a	 tendency	 to	 prevent	

interoperability	with	 content	 under	 any	 other	 license	 apart	 from	 its	 own.	 The	

self-perpetuating	 nature	 of	 the	 condition	 is	 incompatible	 with	 many	 other	

stances	on	copyright.	 In	addition	to	 ‘copyleft’	like	clauses,	 there	are	many	other	

types	 of	 conditions	 that	will	 persist	 through	 derivations,	 and	 cause	 difficulties	

when	working	with	data	under	multiple	 licenses.	For	example	non-commercial	

restrictions	are	written	to	apply	to	any	future	content	derived	from	the	original	

content,	making	them	often	unworkable	with	licenses	that	do	not	promote	such	

an	 agenda.	We	 observe	 in	 Figure	 2.7,	 that	 even	within	 the	 Creative	 Commons	

suite	of	 licenses,	whose	 innovation	was	ease	of	use	and	 interoperability	across	

sibling	licenses,	over	half	of	the	possible	licensing	combinations	do	not	facilitate	

derived	 data.	 Thus,	 while	 perhaps	 individually	 defensible,	 'copyleft’,	 and	

																																																								
79 Creative Commons Compatibility, http://wiki.creativecommons.org/Wiki/cc_license_compatibility CC- BY 
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downstream	 licensing	 conditions,	 can	 collectively	 harm	 the	 reuse	 and	

integration	of	our	data.		

	

An	 unclear	 relicensing	 state:	 Lastly,	 the	 interactions	 between	 multiple	

licenses	are	not	always	clear-cut.	Custom	or	ad-hoc	 licensing	terms	give	rise	to	

the	biggest	 challenges	here.	An	 example	of	which	 already	discussed	 are	 terms,	

such	as	 'only	for	academic	use’,	which	introduces	ambiguities,	making	 it	hard	to	

achieve	legal	certainty,	and	thus	conclude	with	legal	risk	to	the	researcher.	This	

state	 of	 uncertainty	 differs	 from	 the	 other	 outcomes,	 in	 that	 it	 leaves	 the	

licensing	situation	open	to	either	being	restricted	or	permitted.	This	 is	essence	

just	 places	 legal	 risk	 on	 the	 researcher,	 and	 increases	 their	 costs	 should	 they	

seek	out	legal	advice.	

	

2.2.4	Copyright	Exemptions	

	

In	 the	 absence	 of	 adequate	 licensing,	 some	 type	 of	 usage	 may	 still	 be	

permitted.	Limitations	and	exemptions	to	copyright	are	provisions	in	copyright	

law,	which	 allow	 for	 copyrighted	works	 to	 be	 used	without	 a	 license	 from	 the	

copyright	 owner80.	 In	 other	 words,	 there	 are	 certain,	 very	 specific	 situations,	

where	you	may	be	permitted	 to	make	use	of	 someone	else’s	 copyrighted	work	

without	 first	 seeking	 their	 permission.	 It	 is	 important	 to	 note	 that	 these	

situations	 are	 defined	 within	 national	 law,	 thus	 are	 specific	 to	 each	 country.	

However,	 the	 types	 of	 exemptions	 or	 limitations	 a	 country	 may	 define	 are	

heavily	regulated	by	international	agreements	(such	as	those	mention	in	section	

																																																								
80 https://en.wikipedia.org/wiki/Limitations_and_exceptions_to_copyright  

Summary	10:	When	sharing,	or	making	copyrighted	content	publicly	available,	
there	are	two	primary	considerations.	Firstly,	whether	you	have	the	right	to	do	
so	(as	without	adequate	licensing,	only	the	copyright	owner	has	the	legal	right	
to	do	so);	and	secondly,	what	license	(if	any)	can	the	content	be	shared	under.	
For	instance,	unadapted	(or	straight	copies	of)	content	can	only	be	shared	
under	the	license	already	assigned	to	it.	However,	the	content	that	has	been	
created	via	adaptions	to	existing	content	will	have	a	limited	set	of	available	
licenses	to	choose	from,	based	on	the	usage,	and	the	original	license(s).	
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2.1.2).	 For	 instance,	 the	 Berne	 three-step	 test81	is	 a	 clause,	 included	 in	 several	

international	 agreements,	 that	 constrains	 any	 signature	 country	 from	 enacting	

provision	 that	 ‘conflict	 with	 normal	 exploitation	 of	 the	 work	 and	 does	 not	

unreasonably	prejudice	the	legitimate	interests	of	the	author’.	Essentially	placing	a	

ceiling	 on	 the	 extent	 in	 which	 a	 country	 can	 legislate	 around	 copyright	

restrictions.	

	

Exemptions	or	limitations	of	copyright	fall	into	many	different	categories,	the	

two	most	prominent	being	fair-use82	(in	the	USA)	and	fair-dealings83	(in	the	UK	as	

well	as	many	other	commonwealth	countries).	The	notion	of	fair	use	in	the	USA	

is	probably	the	most	flexible,	as	it	does	not	specify	the	exact	circumstances	under	

which	 it	 applies,	but	 rest	on	 four	statutory	 factors	 (the	purpose	of	 the	use,	 the	

type	of	 original	work	being	used,	 the	 amount	 and	 substantiality	 of	 the	portion	

used,	 and	 the	 effect	 of	 the	use	on	 the	potential	market	 for	or	 value	 the	 source	

work)	 along	 with	 the	 notion	 of	 transformability.	 However,	 fair-use	 is	 often	

unpredictable,	 and	 is	 often	 entirely	 down	 to	 the	 specifics	 of	 the	 case	 and	 they	

adhere	 to	 all	 the	 statutory	 factors	 as	 a	 whole.	 In	 the	 academic	 context,	 many	

university	libraries	provide	the	basics	to	begin	understanding	the	notion	of	fair	

use84,85,86,	but	each	warn	about	the	difficulty	of	making	any	clear	determinations.	

	

	Similar	to	fair-use	is	fair-dealings,	a	provision	found	in	the	United	Kingdom.	

Unlike	 fair-use	 though,	 fair-dealings	 enumerate	 the	 set	 of	 possible	 defences	

against	an	action	of	 infringement.	Thus,	unlike	 in	 the	USA,	 fair-dealings	 cannot	

apply	to	any	action	that	does	not	fall	within	one	of	these	categories87.	A	summary	

of	 those	 possible	 situations	 derived	 from	 UK	 copyright	 law	 in	 found	 below	 in	

Table	2.4.	Additionally,	for	those	wishing	to	understand	the	global	variations	in	

implemented	copyright	exemptions	and	limitations	(including	fair-use	and	fair-

dealings	provisions)	a	great	resource	is	the	‘Fair	Use	/	Fair	Dealings	Handbook’	

by	Jonathan	Band	and	Jonathan	Gerafi,	the	latest	version	of	which	was	published	
																																																								
81 https://en.wikipedia.org/wiki/Berne_three-step_test  
82 https://en.wikipedia.org/wiki/Fair_use  
83 https://en.wikipedia.org/wiki/Fair_dealing  
84 https://copyright.columbia.edu/basics/fair-use/fair-use-checklist.html  
85 http://fairuse.stanford.edu/overview/fair-use/what-is-fair-use/  
86 https://www.lib.umn.edu/copyright/fairuse  
87 https://www.gov.uk/exceptions-to-copyright  
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in	 April	 201388.	 Band	 and	 Gerafi	 survey	 the	 legislation	 of	 40	 countries	 to	

summaries	 the	 current	 state	 of	 fair-use	 and	 fair-dealings	 provisions.	

Additionally,	 since	we	have	 special	 interest	 in	 the	exemptions	defined	with	NZ	

legislations,	especially	towards	research	and	education,	the	Copyright	Council	of	

New	 Zealand,	 and	 the	Ministry	 of	 Education	 publish	 a	 range	 of	 articles	 on	 the	

topic89,90.	

Table 2.4 – Fair-Dealings Exemptions in UK Copyright Law 

Types	of	Exempted	Situations	
Non-Commercial	research	and	private	study	
Text	and	data	mining	for	non-commercial	research	
Criticism,	review	and	reporting	current	events	
Teaching	
Helping	disabled	people	
Time-shifting	
Parody,	caricature	and	pastiche	
Certain	permitted	uses	of	orphan	works	
	
In	 summary,	 there	 is	 a	 range	 of	 exemptions	 to	 the	 default	 restrictions	 of	

copyright.	 However,	 each	 country,	 and	 each	 exemption	 recognized	within	 that	

country,	 may	 be	 unique.	 Therefore	 when	 developing	 computational	

representations	 of	 this	 subject	 area,	 special	 attention	must	 be	 given	 to	 ensure	

that	 only	 exemptions	 that	 are	 defined	 within	 the	 jurisdiction	 where	 the	 legal	

question	arises	are	considered.	Further,	the	specific	circumstances	under	which	

any	exemption	may	be	considered	valid	are	carefully	defined.	A	representation	

must	 thus	 respect	 that	 each	 exemption	 is	 for:	 a	 specific	 action	 (not	 a	 blanket	

allowance	 for	 reusable	 copyright	 work);	 a	 specific	 set	 of	 circumstances	 under	

which	the	use	must	qualify;	and	a	particular	set	of	limitations	attached	to	those	

circumstances.	Seen	in	this	way,	making	any	sort	of	determination	on	the	validity	

of	a	copyright	exemption	(for	either	a	human	expert	or	an	automated	tool)	must	

have	 a	 clear	 appreciation	 for	 both	 legislation	 and	 legal	 precedent	 along	 with	

gathering	a	detailed	understanding	of	the	particular	case	in	question.	

																																																								
88   http://infojustice.org/wp-content/uploads/2013/04/Band-and-Gerafi-04032013.pdf  
89 http://elearning.tki.org.nz/Professional-learning/Professional-development/Digital-citizenship-modules/Digital-

citizenship-and-copyright  
90   http://www.copyright.org.nz/viewUserCat.php?category=217  
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2.3	Summarizing	Copyright	

	

We	conclude	 that	 copyright,	 as	 experienced	by	 researchers,	 is	multifaceted,	

as	depicted	 in	Figure	2.8.	Legislation	constrains	 individuals	who	work	within	a	

particular	 jurisdiction,	 terms	and	 conditions	 are	placed	on	 content	by	 licenses,	

alongside	institutional	policies,	funding	requirements	and	community	norms	can	

collectively	constrain	a	researchers	choice.	The	exclusive	rights,	defined	through	

legislation,	 result	 in	 a	 restriction	 to	 many	 core	 research	 activities	 such	 as	

obtaining	data,	adapting	content	and	sharing	results.	However,	as	just	discussed,	

copyright	legislation	also	declares	exemptions	to	these	exclusivities,	such	as	fair-

use,	 or	 exemptions	 for	 specialized	 purposes,	 such	 as	 a	 library	 performing	

archival	 duties.	 These	 exemptions,	 unlike	 rights,	 vary	 between	 countries,	

creating	 difficulties	 for	 cross-border	 collaborations.	 Licenses	 and	 waivers	

provide	the	mechanism	to	cede	or	transfer	rights,	but	can	also	introduce	an	array	

of	conditions	and	exclusions.	These	restrictive	clauses	are	the	primary	source	of	

license	interoperability	and	a	common	bottleneck	in	the	ability	to	reuse	content	

[5].		

	

Figure 2.8 – Multifaceted Copyright Pressures on Researchers 

Summary	11:	Copyright	legislation,	while	primarily	defining	exclusivities,	
commonly	contains	a	range	of	copyright	exemptions.	That	is,	situations	or	
purposes	where	the	content	may	still	be	under	copyright,	but	can	be	freely	
used.	These	situations	are	usually	specific	uses	that	are	deemed	important	to	
the	running	of	a	country	or	its	culture.	These	exemptions,	and	the	way	they	are	
defined,	are	often	very	specific	and	vary	considerably	between	countries.	
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2.3.1	Gaining	Copyright	Guidance	
	

In	 interpreting	 copyright,	 we	 must	 respect	 the	 inherent	 ambiguity	 of	

interpretation	in	the	law.	Thus,	when	we	are	translating	the	meaning	behind	the	

legal	 texts	 into	a	computational	model	we	should	appreciate	 the	real	chance	of	

offering	misleading	advice,	 either	by	being	 too	precise,	 too	vague,	or	 just	plain	

wrong	for	any	given	situation.		

	

Additionally,	 legal	 contracts,	 in	 order	 to	 achieve	 the	 required	 level	 of	 legal	

precision,	must	utilize	weighted	legal	jargon.	Copyright	licensing	is	no	exception	

to	this.	At	first	glance	someone	not	skilled	in	the	domain	could	easily	mistake	the	

meaning	or	purpose	of	many	of	the	terms.	The	words	and	phrases	that	are	used	

govern	 the	 scope,	 and	 define	 a	 broad	 range	 of	 possible	 situations	 that	 have	

potential	for	misunderstanding.	It	may	be	relatively	easy	to	define	a	license	that	

aims	to	be	as	open	as	possible,	but,	once	the	goal	is	to	provide	some,	but	not	all,	

freedoms,	 through	 attaching	 conditions	 and	obligations,	we	 face	 a	 challenge	of	

precision.	 Thus,	 there	 is	 an	 element	 of	 legal	 interpretation	when	mapping	 the	

situation	in	which	you	are	faced	with	the	abstractly-written	terms	in	the	license.		

	

Lastly,	the	cost,	both	in	time	and	money,	for	users	must	be	appreciated.	There	

are	a	broad	range	of	public	licenses,	and	an	even	greater	number	of	commercial	

licenses	 to	comprehend	during	 the	course	of	research.	From	the	perspective	of	

the	 researcher,	 they	must	 determine	whether	 the	 action	 (or	 actions)	 that	 they	

wish	to	perform	will	create	a	situation	where	the	copyright	owners	have	grounds	

to	sue.	Mapping	this	back	onto	the	responsibilities	of	a	copyright	reasoner,	one	

that	 erred	 strongly	 on	 the	 side	 of	 caution	 would	 recommend	 not	 using	 any	

content	under	copyright,	achieving	an	aim	of	avoiding	any	 legal	risk	to	 the	end	

user.	However,	we	would	posit	that	this	overly	conservative	judgment	should	be	

avoided	 if	we	wish	 to	make	 progress	 in	 this	 field.	 Advice	 should	 strive	 to	 find	

reason	 to	 allow	 reuse	 –	 this	 means	 going	 beyond	 just	 license	 definitions	 to	

include	exemptions	and	exceptions	defined	in	the	law.	
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In	 summary,	 we	 see	 the	 collective	 result	 of	 restrictions	 and	 uncertainty	

placed	on	research	data	as	inertia,	negatively	affecting	the	value	of	our	scholarly	

record	by	decreasing	its	reuse.	Restrictions	arise	from:		

1. The	default	position	of	Copyright	Law,		

2. The	individual	and	combined	effects	of	licensing	terms,		

3. The	uncertainty	stemming	from	both	ambiguities	in	these	terms,	and	

4. The	novel	(legally	speaking)	usage	of	data	within	the	context	of	research.		

2.3.2	From	the	Lawyer	to	the	Internet	

Figure 2.9 – Linking the Key Questions, Issues and Sources of Copyright Knowledge 

 

Having	 summarized	 the	multifaceted	 nature	 of	 copyright,	 and	 the	 range	 of	

sources	 of	 restriction	 and	 uncertainty,	we	 now	 summarize	 the	 key	 issues	 that	

must	be	addressed	in	making	copyright	interpretations.	

	

Building	 on	 the	 three	 key	 legal	 questions	 described	 earlier	 (obtaining,	

reusing,	and	sharing	data).	We	summarize	5	key	issues,	illustrated	in	Figure	2.9,	

that	 prove	 relevant	 in	 determining	 the	 legality	 of	 a	 case.	Most	 of	 these	 issues	

apply	across	all	three	questions,	but	the	issue	of	derived	licensing	pertains	only	

to	the	task	of	sharing.	We	summarize	the	importance	of	each	issue	now,	keeping	

in	 mind	 that	 the	 scope	 of	 this	 research	 is	 primarily	 focused	 on	 the	 issues	 of	

licensing,	sharing	new	outputs	with	derived	licenses	and	copyright	exemptions.	

• Public	 domain.	 Many	 datasets	 relevant	 to	 research	 are	 in	 the	 public	

domain:	 placed	 there	 explicitly	 through	 copyright	 waivers,	 being	

considered	 purely	 machine	 generated	 facts,	 or	 being	 produced	 by	
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government	employees	(such	as	in	the	USA).	

• Licensing.	While	individual	licenses	may	differ,	their	purpose	is	to	modify	

the	 default	 state	 of	 copyright.	 They	 provide	 copyright	 owners	 with	 the	

means	to	offer	to	others	the	permissions	for	activities	that	are	considered	

restricted.	 The	 difficulty	 rising	 for	 researchers	 is	 the	 often-incomplete	

transfer	of	permissions	and	the	conditioning	of	those	that	are.	

• Copyright	 Exceptions.	 Legislation	 has	 evolved	 over	 time	 to	 recognize	

specific	 activities	 that	 are	 in	 societies	 best	 interests	 to	 exempt	 from	

restrictions.	 These	 situations	 permit	 the	 reuse	 of	 data	 without	 first	

seeking	the	copyright	owners	permission.	

• Derived	 Licensing.	 When	 deriving	 new	 content	 from	 existing	 licensed	

content	we	must	determine	the	scope	of	possible	licenses	that	can	be	used	

to	 share	 the	newly	 created	 content.	 Additionally,	 in	 the	 face	 of	multiple	

input	licenses,	there	are	many	interactions	to	consider	that	could	limit,	or	

outright	block,	relicensing	options.	

• Policy	 Considerations:	 Alongside	 copyright	 constraints	 placed	 by	

licenses,	 researchers	 are	 often	 constrained	 by	 institutional	 and	 funding	

body	policy.	In	addition	they	must	make	a	choice	about	where	to	publish	

their	 data,	 which	 could	 be	 constrained	 by	 the	 set	 of	 licenses	 each	

publisher	 or	 research	 infrastructure	 allows.	 This	 consideration	 is	 only	

taken	up	in	future	work,	but	is	included	here	for	completeness.	

2.2.3	Concluding	Remarks	
	

Understanding	 copyright	 means	 tackling	 an	 important,	 yet	 complicated	

problem	that	exists	within	a	complex	system.	It	is	complicated	because	in	order	

to	make	 accurate	 and	 timely	 legal	 decisions	we	must	 navigate	 a	 patchwork	 of	

licenses,	 legislation,	 treaties,	 precedent	 and	 legal	 process	 which	 vary	 across	

countries	 and	have	been	developed	over	 the	 course	 of	 hundreds	 of	 years.	 It	 is	

complex,	because	we	live	in	a	networked	society	where	our	collective	choices	on	

how	to	treat	copyright	have	a	major	bearing	on	the	success	of	the	communities	

in	 which	 we	 live	 and	 work.	 Any	 understanding	 of	 copyright	 is	 incomplete	

without	an	appreciation	of	the	spectrum	of	influences	from	international	treaties	

through	to	the	case	specific	forces	that	bias	an	individual	researcher	into	making	
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a	 particular	 licensing	 choice	 when	 sharing	 their	 creations.	 In	 the	 following	

chapter	 we	 take	 this	 understanding	 to	 examine	 the	 field	 of	 computational	

knowledge	 representation,	 where	 we	 discuss	 the	 grounding	 for	 an	

implementation	of	an	automated	copyright	guidance	tool	in	Chapter	4.	
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Chapter	3	-	Computing	over	Copyright	

	

“I	take	the	view	that	regarding	legal	work	as	bespoke	in	nature	is	an	unhelpful	

–	if	often	romantic—fiction.	I	accept	that	some	legal	issues	that	arise	do	call	for	the	

application	of	acute	 legal	minds	and	 the	handcrafting	of	 tailored	 solutions.	But	 I	

believe	 much	 less	 legal	 work	 requires	 bespoke	 treatments	 than	 many	 lawyers	

would	have	their	clients	believe.	More	than	this,	I	contend	that	deploying	bespoke	

techniques	 in	 many	 instances	 is	 to	 adopt	 cottage-industry	 methods	 when	 mass	

production	 and	mass	 customization	 techniques	 are	 now	available	 to	 support	 the	

delivery	of	a	less	costly	and	yet	better	service”	
	 -	Richard	Susskind:	Tomorrow’s	Lawyers	–	An	introduction	to	your	future	[78]	

	

3.1	Does	our	Guidance	Meet	our	Aspirations?	

	

Between	 the	 very	 general	 copyright	 guidance	 and	 policy	 offered	 through	

university	webpages91,	and	the	detailed	advice	of	a	trained	legal	expert,	 lies	the	

fruitful	 area	 of	 research	 into	 computational	 representations	 of	 the	 law	 [79].	

These	representations,	and	the	formal	logics	that	underlie	them,	offer	a	valuable	

medium	 for	 the	 communication	 and	 application	 of	 legal	 knowledge.	

Interpretation	 of	 copyright,	 as	 discussed	 in	 the	 previous	 chapter,	 equates	 to	

broad	comprehensions	of	copyright	law,	licensing,	contracts,	and	often	hard-won	

practical	experience.	A	knowledge	representation	for	copyright	reasoning	should	

permit	a	wide	range	of	concerns	to	be	captured	while	ensuring	consistency	of	the	

meaning	of	each	notion	and	its	contribution	to	making	legal	determinations.	The	

challenge	 then,	 for	 any	 representation,	 is	 capturing	 the	 breadth	 of	 copyright	

concerns	 while	 still	 being	 able	 to	 usefully	 determine	 the	 legality	 of	 specific	

research	 activities.	 	 Without	 capturing	 the	 breadth	 of	 copyright	 concerns,	

important	 factors	 will	 be	 missed;	 reducing	 the	 scope	 of	 advice	 available	 to	

researchers.	 But	 with	 each	 additional	 consideration,	 the	 task	 of	 usefully	

																																																								
91 From our search most university library websites contained a copyright section, varying widely with regards to 

quality and completes of the their content. A couple mentioned in Table 2.1 contained a more through treatment 
of copyright. By and large the depth and breadth of information provided, in our opinion, was insufficient to 
make informed decisions. 
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determining	 the	 legal	 impact	 on	 the	 research	 activities	 becomes	 more	

complicated.		

	

This	 chapter	 introduces	 the	 basics	 of	 computational	 knowledge	

representation[80]-[82]	and	examines	how	these	techniques	have	been	reflected	

in	 previous	 attempts	 to	 represent	 and	 analyse	 copyright	 in	 a	 computational	

setting.	Out	of	the	approaches	taken	to	date,	by	far	the	largest	efforts	have	sadly	

focused	 on	 the	 control	 and	 restrictions	 of	 content.	 	 This	 has	 resulted	 in	 the	

contentious,	 but	 widespread,	 practice	 of	 placing	 digital	 rights	 management	

(DRM)	 on	 a	 range	 of	 our	 cultural	 artifacts	 [83].	 The	 usefulness	 to	 everyday	

research	of	these	approaches	is	 limited	[84],	[85],	though	more	positively,	with	

the	rise	of	the	open	access	movement	[18],	[19],	[44],	[51]	and	the	maturing	of	

the	 Internet	 as	 a	 platform	 for	 content	 distribution,	 we	 have	 seen	 the	

development	 of	 a	 number	 of	 vocabularies	 and	 ontologies	 that	 attempt	 to	

describe	or	capture	copyright.	Most	of	these	approaches	tackle	the	challenge	of	

explicitly	 representing	 properties	 and	 relationships,	 i.e.	 they	 are	 descriptive	 in	

nature,	 rather	 than	 inferential;	 however,	 we	 are	 most	 interested	 in	 the	

determinations	 (inferences)	 that	 a	 formalism	 could	 provide.	 These	 inferences	

are	at	the	core	of	the	aspirations	of	automated	copyright	advice,	concluding	the	

legality	of	a	case,	not	merely	describing	its	parts,	is	what	we	require.	There	may	

be	 no	 single	 representation	 format	 that	 is	 perfect	 for	 all	 applications.	 But	 by	

considering	 the	 challenge	 as	 one	 of	 providing	 situated	 legal	 guidance	 to	

researchers,	we	suggest	(and	later	explore	in	this	chapter)	using	techniques	from	

critical	 argumentation[86],	 as	 they	 offer	 a	 promising	 avenue	 to	 meet	 these	

challenges.	 This	 chapter	 concludes	 by	 outlining	 a	 path	 towards	 legal	

representations	for	copyright	that	we	can	compute	over,	as	well	as	the	research	

tools	that	build	on	them,	offering	the	results	of	such	determinations	usefully	to	

researchers.	

	

3.2	Approaches	to	Formalizing	Copyright	

	

Contemporary	knowledge	representation	is	defined	around	the	interweaving	
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of	 logic,	 language	 and	 cognitive	 sciences	 [81].	 This	 section	 reviews	 the	

developments	 in	 approaches	 to	 formally	 representing	 copyright	 and	 concludes	

by	suggesting	the	need	to	more	fully	consider	how	a	knowledge	representation	

could	 serve	 researchers.	 In	 this	 section	 we	 progress	 through	 three	 areas	 of	

knowledge	representation,	considering	each	one	with	respect	to	applicability	in	

representing	 copyright	 and	 licensing.	 We	 begin	 with	 the	 most	 prominent	

techniques	 of	 using	 controlled	 vocabularies	 and	 ontologies	 (Section	 3.2.1),	

whereby	 copyright	 tends	 to	 be	 captured	 through	 the	 organization	 of	 the	

properties	 and	 relationships	 of	 various	 licenses	 [87].	 Next,	 we	 introduce	 the	

notion	 of	 defeasibility	 and	 the	 application	 of	 rules	 that	 include	 an	 interesting	

component	of	priority,	and	thus	the	ability	to	defeat	or	be	defeated	by	other	rules	

(Section	3.2.2).	We	then	discuss	recent	studies	into	the	theory	of	computational	

argumentation	 [88]	 (Section	 3.2.3).	Here	we	 introduce	 the	 notion	 of	 probative	

relevance,	and	the	form	of	argument	schemes	[89],	and	their	valuable	ability	to	

chain	together	to	evaluate	a	particular	copyright	case.		

	

3.2.1	Vocabularies,	Ontologies	and	Expression	Languages	

	

Many	existing	metadata	vocabularies	provide	a	means	to	capture	aspects	of	

copyright.	 Dublin	 Core 92 ,	 for	 instance,	 defines	 fields	 for	 capturing	 rights	

statements,	 the	date	of	creation,	and	references	to	 legal	documents,	 in	addition	

to	the	person	(or	organization)	who	holds	these	rights.	Examples	of	vocabularies	

supporting	similar	fields	can	be	seen	below	in	Table	3.1.	These	representations,	

while	 capturing	minimal	 semantics,	 have	been	put	 to	 good	use.	The	Australian	

National	 Data	 Service	 (ANDS)	 93 ,	 for	 instance,	 has	 utilized	 this	 additional	

information	 to	 allow	 filtering	 of	 data	 by	 license94	–	 a	 positive	 step	 towards	

recognition	 of	 the	 issue	 of	 copyright.	 However,	 while	 the	 strength	 of	 minimal	

semantics	was	advantageous	for	the	task	of	simply	adding	an	additional	layer	of	

description	to	the	existing	metadata	found	on	documents,	they	have	offered	little	

in	the	inferences	supported,	and	thus	questions	they	can	answer.	We	argue	that	

																																																								
92 http://purl.org/dc/terms/  
93 http://ands.org.au/guides/copyright-and-data-awareness.html  
94 http://www.ands.org.au/guides/cpguide/cpgrights.html  



	 63	

the	 ability	 to	make	 legal	 decisions	 goes	 beyond	 just	 listing	 the	 properties	 of	 a	

license.	For	that,	an	additional	system	of	reasoning	would	have	to	be	developed	

to	 interpret	 this	metadata,	 and	 even	 then,	we	 believe	 there	 is	 a	 limit	 on	what	

could	be	determined	with	such	minimal	semantics.		

Table 3.1 – Metadata Vocabularies that Include Reference to Copyright 

Vocabulary Domain Reference 
Dublin Core Bibliographic  http://purl.org/dc/terms/  
DCAT Bibliographic http://www.w3.org/TR/vocab-dcat/  
DOAP Bibliographic http://usefulinc.com/ns/doap  
Schema.org WWW http://www.schema.org  
OMV2 Ontologies http://omv2.sourceforge.net/index.html  
premisOntology Preservation http://bit.ly/premisOntology  
VOAG Governance http://voag.linkedmodel.org/schema/voag  
NEPOMUK Semantic Desktop http://bit.ly/nieOntology  
The Music Ontology Music Description http://purl.org/ontology/mo/  
Good Relations Online Commerce http://purl.org/goodrelations/v1  
myExperiment  Workflows http://rdf.myexperiment.org/ontologies/base/  
	

	

In	 contrast	 to	 the	 above	 metadata	 initiatives,	 which	 aim	 to	 enable	

functionality	 through	 supplementing	 content,	 Rights	 Expression	 Languages	

(REL)	aim	to	encode	restrictions	on	the	use	of	content.	More	specifically,	rights	

expression	languages	provide	formal,	machine-readable	expressions	of	copyright	

usually	 through	 creating	 a	 controlled	 vocabulary	 of	 verbs	 standing	 in	 as	

restricted	 actions.	 Table	 3.2	 below,	 presents	 a	 selection	 of	 RELs	 commonly	 in	

use,	with	the	MPEG-21	and	the	Open	Digital	Rights	Language	(ODRL)	being	the	

most	prominently	 applied.	The	use	of	REL’s	 is	 typically	 tied	 to	 a	Digital	Rights	

Management	 (DRM)	system,	which	 imposes	 the	specified	restrictions	 through	a	

range	 of	 technical	 measures.	 In	 practice,	 DRM	 techniques	 impose	 restrictive	

licensing	agreements,	and	include	forms	of	encryption	or	scrambling	techniques	

to	 enforce	 these	 restrictions.	 Examples	 of	 the	 use	 of	 DRM	 include:	 software,	

eBooks,	 music	 and	 other	 digital	 content.	 Though	 primarily	 grounded	 and	

justified	 by	 copyright	 law,	 it	 has	 been	 shown	 that	 the	 common	 use	 of	 DRM	

stretches	beyond	its	copyright	 justification	to	prevent	activities	such	as	backup	

and	fair	use.	DRM	has	also	been	shown	to	hinder	the	preservation	of	content	by	

restricting	 format	 changes,	 and	 tying	 continuing	 functionality	 to	 external	

services.	 From	 a	 social	 perspective,	 the	 implementation	 of	 DRM	 is	 strongly	

weighted	 in	 favour	 of	 the	 publisher.	 Overall,	 we	 believe	 DRM	 is	 unsuited	 to	
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contemporary	academic	practice	as	it	opposes	the	independence	of	practitioners	

to	innovate	and	freely	distribute	their	work.		

	

Through	 the	 development	 of	 several	 generations	 of	 these	 examples,	 some	

appreciation	for	the	importance	of	content	life	cycles	has	been	developed,	as	well	

as	 granularity,	 ambiguity,	 extensibility	 and	 choosing	 an	 appropriate	 formal	

language	 for	 their	 representation	 [84].	 We	 also	 observe	 a	 trend	 towards	

standardized	 formats.	 For	 example,	 the	 original	 right	 expression	 language,	

DPRL95,	was	written	in	LISP96	but	subsequently	(following	its	standardization	by	

the	 W3C)	 migrated	 to	 XML	 DTD97,	 then	 to	 XML	 Schema98.	 Recently	 Creative	

Commons	has	developed	its	own	machine-readable	expression	language	(ccREL)	

[90],	opting	to	use	RDF	as	the	basis99.		A	distinguishing	point	between	ccREL,	and	

other	expression	languages	is	the	role	of	machine-actionable	control	over	use	of	

the	content.	ccREL	relies	on	the	existing	copyright	law	to	protect	digital	content,	

while	the	MPEG	and	ODRL	rights	languages	are	designed	to	provide	mechanisms	

to	integrate	with	digital	enforcement	systems.		

Table 3.2 – Rights Expression Languages 

Expression 
Language 

Domain Reference 

ODRL Commerce http://www.w3.org/community/odrl/  
MPEG-21 Multimedia http://www.iso.org/iso/catalogue_detail?csnumber=36095  
METSRights Digital Libraries http://www.loc.gov/standards/rights/METSRights.xsd  
ACM Content http://www.adobe.com/in/solutions/primetime/digital-

rights-management.html 
ERMI Digital Libraries http://old.diglib.org/standards/dlf-erm02.htm  
FDRM Digital Libraries http://www.dlib.org/dlib/july02/martin/07martin.html  
PRISM Publishing http://www.idealliance.org/specifications/prism-metadata-

initiative  
	

	

Collectively,	 REL's	 have	 been	 criticized	 for	 lacking	 interoperability	 [91],	

misrepresentation	 of	 copyright	 and	 the	 potential	 to	 harm	 the	 preservation	 of	

content 100 [54],	 [84],	 [85].	 Aside	 from	 the	 ccREL,	 there	 is	 often	 a	 distinct	

																																																								
95 http://xml.coverpages.org/dprl.html  
96 https://en.wikipedia.org/wiki/Lisp _(programming language) 
97 W3C: Extensible Markup Language (XML), http://www.w3.org/XML/  
98 W3C: XML Schema, http://www.w3.org/XML/Schema  
99 W3C: Resource Description Framework (RDF), http://www.w3.org/RDF/  
100 All the approaches mentioned can be matched with multiple means of circumvention, and arguably any digital 

technique to reduce access can be circumvented. But what gives these digital locks their power, is that these 
systems receive legal backing from Article 11 of the WIPO treaty discussed in Section 2.1.2 that requires 



	 65	

misrepresentation	of	Copyright	law	in	many	of	these	representations	[84],	[85].	

Soft	rights	such	as	‘fair	use’	have	been	difficult	to	encode	in	rights	languages	due	

to	 their	 ambiguous	 nature.	 Nor	 have	 the	 wider	 concerns	 of	 copyright	 beyond	

licensing	 been	 addressed,	 such	 as	 copyright	 exemptions	 and	 the	 nature	 of	 the	

public	domain.	Most	existing	rights	expression	languages	take	the	approach	that:	

“everything	not	permitted	is	forbidden”.	However,	of	notable	exception	is	ccREL,	

which	permits	all	actions	that	are	not	explicitly	prohibited,	for	example	through	

the	use	of	 terms	such	as	 ‘NonCommercial’	or	 ‘NoDerivative’.	Additionally,	 there	

exists	a	set	of	human-readable	"classical"	 licenses,	along	with	summarized,	and	

graphical	 notation.	 These	 summaries	 and	 notations	 help	 connect	 the	 minimal	

semantics	captured	in	ccREL	to	the	full	legal	texts101.		

	

Concerns	 of	 both	 interoperability	 and	 the	 divergence	 from	 Copyright	 Law	

have	 led	 to	 the	development	 of	 a	 copyright	 domain	ontology	 [91],	 designed	 to	

provide	 a	 layer	 of	 interoperability	 and	 extending	 notions	 of	 Copyright	 Law	 to	

existing	 Rights	 expression	 languages[92].	 But	 this	 approach	 only	 captured	 the	

expression	and	transfer	of	rights,	neglecting	obligations,	conditions	and	crucially	

copyright	 exemptions.	Additionally,	 its	narrow	 interpretation	of	Copyright	 law,	

built	upon	the	subsumption	capabilities,	the	shortfalls	of	which	are	discussed	on	

page	 66,	 of	 OWL-DL,	 does	 not	 address	 the	 diversity	 of,	 and	 potential	

misalignment	between,	the	terms	of	various	licenses.	

	

Coming	from	a	different	angle,	there	have	been	many	attempts	at	authoring	

task	 level	vocabularies	 to	 capture	 rights	 statements[90],	 [93],	 [94].	The	L4LOD	

vocabulary,	 for	 example,	 has	 been	 used	 to	 mediate	 between	 many	 existing	

vocabularies[94],	 and	 was	 designed	 to	 work	 with	 existing	 SPARQL	 endpoints.	

This	work	 is	 in	 keeping	with	 the	philosophy	of	 the	 semantic	web	of	 data	 [95],	

[96].	

																																																																																																																																																															
nations to enact laws against DRM circumvention. This is exemplified by US copyright law, with the passing of 
the Digital Millennium Copyright Act in 1998, criminalizing the production and dissemination of technology 
that allows users to circumvent technical copy-restriction methods. 

101 http://creativecommons.org/licenses/  
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Figure 3.1 – The Nexus of Copyright (adapted from Pike and Gahegan [20]) 

	

In	many	respects	all	these	approaches	treat	copyright	as	a	nexus	of	concepts	

and	relationships.	However,	we	identify	three	key	problems	that	derive	from	this	

view,	 illustrated	 above	 in	 Figure	 3.1:	 Firstly,	 copyright	 should	 be	 considered	

across	 a	 spectrum	 from	 concrete	 to	 amorphous	 concepts.	 The	 concepts	

represented	in	circles	(in	Figure	3.1)	fall	 towards	the	more	concrete	end,	while	

the	 clouded	 concepts	 represent	 those	which	 are	more	 difficult	 to	 capture	 and	

represent.	 As	we	move	 along	 this	 spectrum	we	 encounter	 a	 greater	 degree	 of	

interpretive	 differences	 that	 force	 our	 understanding	 to	 be	 grounded	 in	

context.	 This	 is	 an	 important	 point	 that	 is	 often	 neglected	 and	 characterizes	

much	 of	 the	 legal	 debate	 that	 surrounds	 copyright	 law.	 Secondly,	 the	 task	 of	

disambiguation,	 through	 careful	 classification,	 is	 fundamentally	 a	 different	

challenge	 to	 the	 determination	 of	 truth.	 Subsumptive	 reasoning	 –	 typically	 the	

inference	 supported	 through	 ontological	 representations	 –	 only	 supports	 the	

inference	 of	 additional	 properties	 and	 relationships	 (seen	 as	 the	 distinction	

between	the	asserted	and	inferred	triples	in	an	OWL	knowledge	base).	However,	

any	 decision	 making	 from	 this	 knowledge	 is	 pushed	 on	 to	 the	 user	 or	 to	

additional	 software.	 This	 is	 because	 there	 is	 no	 notion	 of	 directionality	 to	 the	

reasoning	towards	a	specific	question	such	as	the	legality	of	a	situation.	Finally,	

focusing	 exclusively	 on	 capturing	 the	properties	 of	 licenses	 (as	 featured	 in	 the	
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ontological	approach)	neglects	the	underlying	nature	of	copyright	law.		Often	it	is	

assumed	that	there	is	a	universally	flat,	or	even	non-existent,	model	of	Copyright	

legislation.	But	 limiting	the	representation	to	only	licenses	and	their	properties	

neglects	the	importance	of	exemptions	such	as	fair-use102,	and	the	need	to	drive	

our	judgments	by	the	evidence	of	each	case.		

								

3.2.2	Defeasible	Legal	Rules	

	

Interpretations	 of	 laws	 may	 sometimes	 be	 clear	 cut	 enough	 to	 allow	

deductive	reasoning.		But	it	is	commonplace	that	interpretation	is	also	based	on	

past	 cases	 and	 the	 particular	 precedent	 they	 have	 set.	 Reasoning	 is	 said	 to	 be	

defeasible	 when	 the	 corresponding	 argument	 is	 rationally	 compelling	 but	 not	

deductively	 valid,	 such	 as	 an	 argument	 based	 on	 prior	 cases	 [97].	 A	 truthful	

premise	of	a	good	defeasible	argument	provides	support	 for	 its	conclusion,	but	

recognizes	 the	 possibility	 that	 the	 premise	 could	 remain	 true,	 while	 the	

conclusion	could	still	be	false.	Simply	put,	the	relationship	between	the	premises	

and	conclusion	is	a	tentative	one,	potentially	defeated	by	additional	information.		

Because	 of	 this	 flexibility,	 defeasible	 reasoning	 is	 often	 the	 basis	 for	

implementing	a	legal	reasoner	[98]-[100].	

	

The	study	of	defeasibility,	like	many	topics	in	philosophy,	can	trace	its	roots	

to	 Aristotle	 (Topics103,	 and	 Posterior	 Analytic104).	 Aristotle	 positioned	 deductive	

logic	(especially	in	the	form	of	syllogistic	reasoning)	as	central	in	the	articulation	

of	scientific	understanding,	conveying	definitions	that	hold	universally,	without	

exception.	However,	he	also	recognized	that	in	practical	matters	of	daily-life	we	

rely	 on	 generalizations	 that	 hold	 true	 only	 ‘for	 the	 most	 part’	 under	 normal	

circumstances.	His	opinion	was	 that	 this	 class	of	 common	sense	generalization	

was	merely	dialectical	 reasoning:	reasoning	 that	 is	defeasible	and	 falls	short	of	

deductive	 validity.	 But	 for	 many	 domains	 of	 interest,	 striving	 for	 a	 deductive	

foundation	may	itself	be	misguided	and	would	be	disrespecting	the	pragmatics	of	

																																																								
102 https://en.wikipedia.org/wiki/Fair_use 
103 https://en.wikipedia.org/wiki/Topics_(Aristotle) 
104 https://en.wikipedia.org/wiki/Posterior_Analytics 
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our	varied	 interpretations	and	applications	of	knowledge.	For	 instance,	even	 in	

the	 seemingly	 exact	 study	 of	 natural	 laws,	 Armstrong	 and	 Cartwright	 have	

argued	 [101]-[103]	 that	 these	 laws	 of	 nature	 should	 be	 considered	 as	 “oaken	

rather	 than	 iron”.	 Oaken	 laws	 can	 admit	 exceptions:	 they	 have	 tacit	 ceteris	

paribus	 (other	 things	 being	 equal)	 or	 ceteris	 absentibus	 (other	 things	 being	

absent)	conditions.	As	Cartwright	points	out	“an	inference	based	on	such	a	law	of	

nature	 is	 always	 defeasible,	 since	 we	 may	 discover	 that	 additional	

phenomenological	factors	must	be	added	to	the	law	in	question	in	special	cases.”		

	

The	 study	 of	 defeasibility	 has	 seen	 renewed	 intensity	 over	 the	 past	 four	

decades,	largely	fuelled	by	the	interest	from	the	artificial	intelligence	movement.	

This	 interest,	 in	 part,	 began	 with	 Robert	 Chisholm’s	 observation	 that	 ‘sensory	

appearances	give	good,	but	defeasible,	reasons	for	believing	in	corresponding	facts	

about	the	physical	world’	 [104],	[105].	He	posited	that	when	he	has	the	sensory	

experience	 of	 being	 in	 the	 presence	 of	 something	 red,	 he	 should	 presumably	

accept	 that	 he	 is,	 in	 fact,	 in	 the	 presence	 of	 something	 red.	 But,	 he	 goes	 on	 to	

argue	that	this	presumption	can	be	defeated	by	learning	that	the	environment	is	

abnormal;	for	instance,	if	all	the	ambient	light	in	the	room	is	red.	Pollock	further	

developed	Chisholm’s	idea	into	a	theory	of	prima	facie	reasons,	and	defeaters	of	

those	 reasons	 [106],	 distinguishing	 between	 two	 kinds	 of	 defeaters:	 rebutting	

defeaters	(which	give	reason	for	believing	the	denial	of	the	original	conclusion)	

and	undercutting	defeaters	(which	give	reason	for	doubting	that	the	relationship	

between	the	premises	and	the	conclusion	hold	in	the	given	case).		

	

The	study	into,	and	the	implementation	of	systems	of	defeasible	logics,	have	

built	 on	 early	 work	 into	 default	 logic	 [107],	 non-monotonic	 logic	 [108],	 and	

autoepistemic	 logics	 [109]—the	 study	 of	 non-monotonic	 logics	 (under	 which	

defeasibility	 is	 considered).	 	 Research	 on	 the	 subject	 has	 been	 continued	 by	 a	

desire	to	deal	with	the	inherent	challenge	of	modelling	common-sense	reasoning,	

a	task	that	must	overcome	the	incomplete	and	inconsistent	information	usually	

available.	 Outside	 research	 labs,	 adoption	 of	 this	 class	 of	 reasoning	 has	 been	

slow.	In	part	this	is	due	to	the	lack	of	available	tools	and	appropriate	reasoning	

environments.	 However,	 recent	work	 has	 begun	 to	 remedy	 this.	 Tools	 such	 as	
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DR-Device	 [110],	 DR-Prolog	 [111]	 and	most	 recently	 SPINdle	 [100]	 have	 each	

taken	 up	 the	 challenge	 of	 making	 defeasible	 reasoning	 tractable,	 providing	

useable	 software	 environments.	 Additionally,	 and	 as	 shown	 in	 Table	 3.3,	

community	 participation	 in	 standardization	 has	 begun	 to	 produce	 knowledge	

exchange	standards	for	describing	elements	of	defeasible	rules.	

Table 3.3 – Standards for Sharing Defeasible Rules 

Work Organisation 
Rule Interchange Format (RIF)  W3C Recommendation105 
Argument Interchange Format (AIF)[112], [113] Argument Interchange106 
RuleML[114] RuleML inc107 
Legal RuleML [115], [116]  OASIS108 
Legal Knowledge Interchange Format (LKIF) Estrella Project109 
	

The	defeasible	nature	of	 legal	 reasoning	as	a	human	process,	has	also	been	

closely	 examined	 [117].	 As	 Bing	 notes	 [118],	 ‘legal	 reasoning	 is	 not	 primarily	

deductive,	but	rather	a	modelling	process	of	shaping	an	understanding	of	the	facts,	

based	on	evidence	and	an	interpretation	of	the	legal	sources,	to	construct	a	theory	

for	 some	 legal	 conclusion’.	 Legislation	 is	 typically	 organized	 into	 general	 rules	

that	are	subject	to	exceptions	[119],	and	arguments	are	made	by	applying	legal	

rules,	 which	 are	 themselves	 defeasible.	 That	 is,	 the	 conclusions	 from	 these	

arguments	 can	 be	 defeated	 with	 better	 counterarguments.	 This	 reinforces	 the	

notion	 that	what	we	require	 from	a	 formalism	 is	not	only	a	 shared	medium	 to	

communicate	 domain	 facts	 and	 their	 relationships	 (i.e.	 ontology),	 but	 also	 a	

means	to	determine	the	legal	truth	of	a	given	situation.	Considering	these	ideas	

in	the	context	of	copyright	we	can	now	see	how	the	default	position	of	Copyright	

legislation	 dictates	 certain	 restrictions	 on	 use,	 but	 these	 restrictions	 can	 be	

defeated	by	a	license	permitting	a	specific	use,	perhaps	conditionally.	Further	to	

this,	 the	 default	 position	 of	 Copyright	 law	may	 also	 be	 defeated	 by	 a	 relevant	

exemption,	 such	 as	 fair-use	 (or	 another	 specific	 exemption).	 Defeasible	 logics	

allow	 us	 to	 explicitly	 prioritize	 these	 competing	 rules.	 Without	 this	

characteristic,	we	would	reach	an	impasse	in	determining	the	legality.	With	it,	we	

have	a	more	realistic	set	of	tools	to	represent	the	legal	reasoning	process.	

																																																								
105 Rule Interchange format - http://www.w3.org/standards/techs/rif#w3c_all  
106 Argument Interchange Format - http://www.argumentinterchange.org/aif2paper  
107 RuleML - http://wiki.ruleml.org/index.php/RuleML_Home  
108 OASIS Legal RuleML - https://www.oasis-open.org/committees/legalruleml/  
109 Legal Knowledge Interchange Format (LKIF) - http://www.estrellaproject.org/?page_id=5  
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The	application	of	non-monotonic	or	defeasible	 logics,	specifically	 to	copyright,	

has	 thus	 far	 been	 limited,	 albeit	 with	 a	 few	 notable	 exceptions.	 Speiser	 [120]		

looked	 at	modelling	 the	 self-referential	 clauses	 often	 seen	 in	 copyleft	 licensing	

terms.	 Villiate	 et	 al.	 [94]	 expanded	 on	 earlier	 work	 on	 the	 L4LOD	 vocabulary	

(mentioned	earlier	in	3.2.1)	to	develop	logics	to	compose	a	small	set	of	licenses	

within	 the	Creative	Commons	 licensing	 family.	 Finally,	Governatori	 et	 al.	 [121]	

offered	the	most	recent	contribution	to	this	line	of	inquiry,	exploring	the	use	of	

OR-composition	and	AND-composition	rules	to	compose	the	licensing	conditions	

on	derived	content.	However,	a	common	feature	of	all	these	applications	is	that	

they	limit	themselves	to	a	small	corpus	of	licenses,	often	solely	from	the	Creative	

Commons	licensing	family.	Indeed,	unlike	most	other	license	types,	the	Creative	

Commons	 licenses	 are	 explicitly	 designed	 for	 interoperability	 between	 sibling	

licenses,	so	working	exclusively	with	them	is	very	much	a	simplified	case.	Thus,	

to	date,	these	existing	applications	fail	to	explore	the	full	scope	of	the	copyright	

concerns	 that	 affect	 researchers	 attempting	 to	 make	 licensing	 decisions.	 The	

scope	 of	 these	 concerns	 was	 discussed	 at	 length	 in	 Chapter	 2,	 specially	 the	

difficulties	of	reasoning	over	the	conditions	and	obligations	attached	to	licences	

in	 practice	 (Section	 2.2.3)	 and	 the	 importance	 of	 considering	 copyright	

exemptions	(Section	2.2.4)	

	

3.2.3	Computational	Argumentation		

	

Given	 the	 inherent	 nature	 of	 copyright,	 the	 idea	 of	 defeasibility	 plays	 an	

important	 role	 in	 adequately	 understanding	 how	 legality	 can	 be	 determined.	

However,	 the	 defeasible	 rules	 just	 discussed	 only	 provide	 us	 a	 part	 of	 the	

solution.	We	 still	 lack	 an	 effective	 strategy	 to	 capture	 and	 organize	 a	 growing	

knowledgebase,	 capable	 of	 addressing	 the	 stated	 objectives	 of	 this	 thesis.	 To	

address	 this,	 in	 this	 section	 we	 introduce	 the	 idea	 of	 computational	

argumentation	[122]	and	the	theory	behind	it	[123].	We	explore	the	unique	lens	

that	 argumentation	 can	 offer,	 both	 to	 better	 understand	 how	 to	 reason	 over	

copyright	 and	 to	 effectively	 translate	 that	 understanding	 into	 a	 computable	
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formalism.	 To	 begin,	 we	 offer	 an	 introduction	 to	 the	 state	 of	 computational	

argumentation.	We	 then	offer	comment	on	some	key	notions	of	argumentation	

that	offer	useful	guidance.	It	is	then	in	the	following	section	that	we	discuss	the	

Carneades	 argumentation	 framework	 [99]	 as	 a	 suitor	 to	 fill	 the	 role	 of	 a	

knowledge	formalism,	capable	of	capturing	and	reasoning	over	copyright.	

	

The	study,	and	 implementation,	of	systems	of	computational	argumentation	

are	 relatively	 new,	 though	 the	 underlying	 philosophy,	 as	 previously	 discussed,	

has	 been	 a	 topic	 of	 discussion	 since	 Aristotle.	 Table	 3.4	 below,	 provides	 a	

reference	 to	 useful	 introductory	 reading	 on	 argumentation,	 especially	 to	 its	

application	as	a	field	of	artificial	intelligence.	Work	by	Dung	[124]	is	often	cited	

as	being	a	crucial	step	for	formalizing	a	computational	model	of	the	structure	of	

arguments.	Walton,	in	his	fundamentals	of	critical	argumentation	[123],	provides	

a	consolidated	overview	of	the	topic	area,	which	supplements	his	earlier	book	on	

a	 pragmatic	 theory	 of	 argumentation	 structure	 [125],	 and	 a	 later	 book	 of	

argument	 schemes	 [89].	 More	 recently,	 the	 study	 of	 computational	

argumentation	 has	 reached	 mainstream	 acceptance,	 and	 is	 now	 considered	 a	

core	 topic	 in	 Artificial	 intelligence.	 This	 is	 highlighted	 by	 Bench-Capon	 and	

Dunne’s	 [86]	 introduction	 to	 the	 special	 issue	 of	 the	 Journal	 of	 Artificial	

intelligence	 (also	 the	 issue	 that	 first	 published	 the	 Carneades	 model	 of	

argumentation[99],	 to	 be	 discussed	 in	 greater	 depth	 in	 the	 following	 section).	

Most	recently,	the	advent	of	the	journal	of	Argumentation	and	Computation[122]	

has	provided	a	focal	point	for	communicating	further	advances	in	this	subject.	

Table 3.4 – Overview of Argumentation and Computation 

Work Year Authors 
Introduction to structured argumentation 2014 Besnard et al [126] 
An introduction to argumentation semantics 2011 Baroni, Caminada, and Giacomin [127] 
Introducing Argument & Computation 2010 Grasso, Rahwan, Reed, Simari [122] 
Computer-supported argumentation: A review 
of the state of the art 

2010 Scheuer et al [128] 

Argumentation in artificial intelligence 2007 Bench-Capon and Dunne [86] 
Fundamentals of critical argumentation 2006 Walton [123] 
The Role of Logic in Computational Models of 
Legal Argument: A Critical Survey 

2002 
 

Prakken and Sartor [129] 
 

On the acceptability of arguments and its 
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The	 theory	 of	 critical	 argumentation	 is	 principally	 concerned	 with	

identifying,	 analysing	 and	 evaluating	 arguments.	 The	 study	 of	 computational	

argumentation	[86],	therefore,	devises	mechanisms	to	represent	this	evaluation	

and	 make	 it	 tractable	 within	 software.	 Below,	 we	 introduce	 some	 of	 the	 core	

notions	of	argumentation	that	we	build	on	in	the	following	chapter:	

	

i)	 Defining	 Arguments	 and	 Argumentation:	 The	 Argumentation	 Theory	

literature	ranges	from	minimal	to	more	inclusive	definitions	of	how	to	define	an	

argument	 [86],	 [88].	 Here	 we	 choose	 a	 minimal	 definition,	 put	 forward	 by	

Walton	 [89],	 that	 defines	 an	 argument	 as	 a	 set	 of	 statements	 (propositions),	

made	up	of	three	parts:	a	conclusion,	a	set	of	premises,	and	an	inference	from	the	

premises	to	the	conclusion.	However,	 for	this	definition	to	be	useful,	 it	must	be	

expanded	 to	 include	 the	 pragmatic	 nature	 of	 how	 arguments	 are	 used.	 The	

arguments	 themselves	 must	 be	 considered	 within	 the	 context	 of	 a	 dialogue,	

where	generally,	 the	purpose	of	using	an	argument	 is	to	settle	a	disputed	issue	

between	two	or	more	parties.	The	action	of	putting	forward	an	argument	can	be	

considered	 a	 speech	 act,	 where	 it	 is	 intended	 to	 convince	 the	 other	 party	 to	

accept	 a	 particular	 conclusion,	 by	 offering	 reasons	 to	 accept	 it.	 This	 contrasts	

with	 the	 purpose	 of	 an	 explanation,	 where	 the	 aim	 is	 only	 to	 provide	 an	

understanding.	 The	 key	 difference	 for	 an	 explanation	 is	 that	 the	 proposition	

being	explained	 is	 assumed	 to	be	a	 factual	 event,	whereas	 in	 an	argument,	 the	

proposition	(the	conclusion)	is	doubted,	at	least	initially,	by	at	least	one	party.	

	

ii)	 Accepting,	 Refuting	 and	 Attacking	 Arguments:	 Argumentation	 is	 a	

chain	of	arguments,	where	 the	conclusion	 from	one	 inference	 is	 the	premise	of	

the	 next.	 In	 argumentation	 theory,	 there	 is	 an	 important	 distinction	 between	

linked	 and	 convergent	 arguments.	 The	 key	 difference	 being	 the	 way	 in	 which	

chains	 of	 arguments	 support	 their	 conclusions.	 Linked	 arguments	 represent	

occasions	 where	 a	 group	 of	 premises	 must	 work	 together	 to	 support	 the	

conclusion	 (the	 form	 of	 an	 argument	 scheme	 fits	 this	 description,	 which	 we	

discuss	 in	 the	 next	 section).	 By	 comparison,	 in	 convergent	 arguments,	 each	

premise	separately	represents	a	reason	to	support	a	conclusion.	In	the	process	of	

settling	 a	 dispute	 between	 parties,	 settlements	 are	 often	 achieved	 through	
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attacking	and	refuting	opposing	inferences.	As	such,	there	are	three	key	ways	to	

attack	 an	 argument:	 asking	 an	 appropriate	 critical	 question[125],	 [130],	

questioning	 an	 arguments	 premise,	 and	 putting	 forward	 counter	 arguments.	

Asking	an	appropriate	critical	question	of	an	argument	may	raise	doubt	as	to	the	

acceptability	 of	 the	 argument.	 Doing	 this	 does	 not	 necessarily	 invalidate	 the	

conclusion,	 but	 can	 temporarily	 call	 into	 question	 the	 acceptance	 of	 the	

argument,	 putting	 the	 onus	 on	 the	 proponent	 to	 respond	 appropriately.	

Questioning	a	premise	of	an	argument	can	cast	doubt	over	 the	acceptance	of	a	

particular	 statement,	 which	may	 remove	 support	 for	 any	 conclusions	 that	 are	

reliant	on	 that	 statement.	Attacking	an	argument	by	putting	 forward	a	 counter	

argument	involves	formulating	an	argument,	the	conclusion	of	which	is	opposed	

to	 the	original	argument	(negotiation).	Collectively,	 through	 formulating	chains	

of	linked	and	convergent	arguments,	and	using	the	accepted	means	of	attacking	

arguments,	we	can	evaluate	a	specific	case.	

	

iii)	 Argument	 Schemes:	 Argument	 schemes	 are	 forms	 of	 argument	 that	

represent	 the	 structure	 of	 common	 types	 of	 arguments	 used	 in	 everyday	

discourse,	 as	well	 as	 in	 special	 contexts	 like	 those	 of	 legal	 argumentation	 and	

scientific	argumentation	[89].	These	schemes	or	structures	of	inference	can	take	

deductive	 and	 inductive	 forms,	 but	 importantly	 they	 can	 include	 defeasible	

elements.	 In	 laymen’s	 terms,	 the	 form	 of	 an	 argument	 scheme	 allows	 us	 to	 go	

beyond	just	saying	 ‘A	implies	B’	to	make	explicit	the	circumstance	under	which	

we	are	confident	A	implies	B,	and	how	if	C	is	proven	to	be	true,	we	will	withdraw	

our	claim.	 In	 fact	we	can	support	 the	more	subtle	argument	 that	states:	 ‘If	A	 is	

true,	then	generally,	but	subject	to	exception,	B	is	also	true’.	Much	work	has	been	

undertaken	 to	 map	 common	 sense	 arguments	 in	 everyday	 use	 into	 this	

structure[89],	 often	 driven	 by	 those	 unsatisfied	 with	 classifying	 much	 of	 our	

everyday	rhetoric	as	a	logical	fallacy	when	it	did	not	fit	neatly	within	a	deductive	

framework.	 Hastings	 [130]	 proposed	 to	 consider	 such	 exceptions	 as	 a	 set	 of	

critical	 questions	 attached	 to	 the	 argument	 scheme,	 providing	 the	 device	 for	

criticizing	 any	 argument	 put	 forward	 that	 fits	 the	 structure	 of	 a	 particular	

scheme.	Walton	 [125],	building	on	 the	notion	of	critical	questions,	put	 forward	

26	 schemes	 for	 common	 types	 of	 presumptive	 reasoning,	 which	 he	 later	 built	
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upon	 with	 Reed	 and	 Macagno	 [131]	 to	 provide	 a	 systematic	 overview	 of	 the	

existing	 work	 on	 argument	 schemes.	 An	 important	 element	 in	 developing	

argument	 schemes	 is	 an	 appreciation	 for	 enthymemes.	 An	 enthymeme	 is	 an	

implicit	 premise	 or	 conclusion	 of	 an	 argument	 that	 needs	 to	 be	made	 explicit	

before	 the	 argument	 can	 be	 properly	 understood	 or	 evaluated	 [89],	 [123].	

Without	an	exercise	in	exposing,	and	making	explicit	these	implicit	premises	(or	

conclusions),	the	quality	of	the	argument	is	prone	to	fallacy.	Thus	any	systematic	

approach	 to	 modelling	 arguments	 must	 ensure	 that	 these	 implicit	

understandings	are	surfaced	and	adequately	represented.	Argument	schemes,	as	

they	are	implemented	in	Carneades,	are	explored	in	the	following	section,	3.3.	

	

vi)	 Relevance	 and	 Fallacies:	 The	 notion	 of	 relevance	 is	 central	 to	 an	

understanding	 of	 critical	 argumentation.	 Differing	 from	 the	 notion	 of	 validity,	

which	 talks	 to	 the	 acceptance	 of	 claims	 made	 by	 any	 particular	 argument,	

relevance	 speaks	 to	 the	 fallacy	 of	 irrelevance	 -	 the	 idea	 of	 uselessness	 or	

distraction	brought	on	by	a	chain	of	arguments	that	do	nothing	to	progress	the	

main	 issue.	 In	an	argument,	 this	main	 issue,	often	called	 the	probadandum,	 is	

ultimately	 the	 statement	 that	 that	 needs	 to	 be	 proved,	 rebutted	 or	 cast	 into	

doubt.	Thus,	the	notion	of	relevance,	and	how	to	decide	whether	an	argument,	or	

set	of	 arguments,	 is	 relevant	will	 also	 stem	 from	 this	probadandum.	Relevance	

also	 refers	 to	 a	 number	 of	 things	 that	 beg	distinction.	One	 important	 aspect	 is	

best	understood	 from	 the	distinction	between	 topical	 and	probative	 relevance.	

For	 instance,	we	 can	only	 say	 two	propositions	 are	probatively	 relevant	 if	 one	

can	be	used	to	prove	or	cast	reasonable	doubt	on	the	other.	We	distinguish	this	

from	 topical	 relevance,	which	 speaks	 to	 the	 similarity	 of	 subject	matter	 across	

propositions.	 That	 is,	 just	 because	 an	 assertion	may	be	 topically	 relevant	 for	 a	

given	subject	area,	in	addition	to	being	a	valid	claim,	does	not	necessarily	mean	

that	 it	 offers	 any	 value	 to	 moving	 an	 argument	 forwards.	 In	 contrast,	 the	

ontological	approaches	to	copyright,	primarily	concerned	with	topical	relevance,	

have	focused	on	finding	elegant	vocabularies	to	classify	the	various	concepts	of	

licenses	without	much	 concern	 for	what	 inference	 (if	 any)	 the	 representations	

could	offer.		
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With	respect	 to	 the	application	of	argumentation,	we	are	only	aware	of	one	

other	 effort	 to	 use	 argumentation	 to	 reason	 over	 aspects	 of	 copyright.	 This	

application	of	computational	argumentation	falls	under	the	MARKos	project110,	a	

European	Union	 funded	 effort	 to	 study	 the	 open	 source	 software	marketplace.	

The	 project	 is	 described	 as	 aiming	 to	 realize	 a	 prototype	 of	 a	 service	 and	 an	

interactive	application	providing	an	integrated	view	on	the	Open	Source	project	

available	on	 the	web.	This	effort	 is	 on-going,	with	 the	 release	of	 its	 first	public	

version	occurring	only	during	 the	 conclusion	of	 this	 research.	The	 short	paper	

available	 on	 the	 technology	 [132],	 while	 interesting,	 is	 tantalizingly	 brief	 on	

details	as	to	the	innovations	with	regards	to	the	reasoning	they	employ	over	the	

licenses,	 and	 both	 the	 extent	 of	 their	 success	 and	 any	 limitations	 of	 their	

approach.	

	

3.3	The	Carneades	Argumentation	Framework	

	

The	Carneades	argumentation	framework	[99]	is	both	a	formal,	mathematical	

model	 of	 argument	 structure	 and	 evaluation,	 and	 a	 system	 (also	 called	

Carneades)	 that	 supports	 argument	 construction,	 evaluation	 and	 visualization		

[133].	The	project	is	lead	by	Tomas	F.	Gordon,	at	the	Fraunhofer	FOKUS	group111,	

and	is	still	in	active	development.	Central	to	the	applicability	of	Carneades	here	is	

that	this	framework	allows	us	to	encode	defeasible	argument	schemes,	building	

on	 the	 idea	of	 critical	questions	 to	 enable	 their	 evaluation	 [130],	 [131].	 In	 this	

section	 we	 will	 cover	 the	 features	 relevant	 for	 our	 work,	 and	 present	 an	

understanding	 of	 how	 the	 reasoning	 engine	 is	 able	 to	 evaluate	 the	 captured	

arguments.	

	

The	Carneades	argumentation	framework	was	itself	preceded	by	two	earlier	

research	efforts,	firstly	the	Pleadings	Game	[98],	a	computational	model	of	civic	

pleadings	 in	 Anglo-American	 Law,	 and	 Zeno	 [134],	 an	 argumentation	 model	

based	 on	 Horst	 Rittel’s	 idea	 of	 an	 Issue-Based	 Information	 System	 [135].	 The	

																																																								
110 MARKos Project - http://www.markosproject.eu/  
111 Fraunhofer Institute for Open Communication Systems - http://www.fokus.fraunhofer.de/en/fokus/index.html  
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version	 of	 Carneades112	used	 in	 this	 research	 is	 also	 an	 outcome	 of	 earlier	

iterations	of	 the	 system.	Carneades	began	as	a	desktop	editor113	supporting	 the	

reconstruction	 and	 evaluation	 of	 arguments,	 and	 was	 initially	 written	 in	 the	

Scheme	 programming	 language114.	 It	 has	 since	 migrated	 both	 to	 the	 Clojure	

functional	 programming	 language115,	 and	 into	 a	 web-based	 tool116	that,	 among	

other	 uses,	 is	 pitched	 as	 a	 tool	 to	 enable	 collective	 exploration	 of	 policy	 and	

legislation	 changes	 [136].	 A	 feature	 of	 Carneades	 is	 its	 ability	 to	 generate	 rich	

graphs	 of	 evaluated	 arguments	 [133],	 a	 highly	 useful	 feature	 for	 both	 sanity	

checking	 the	 reasoning	 outcomes	 and	 communicating	 how	 the	 outcomes	were	

reached.		Carneades	is	licensed	under	the	Mozilla	Public	license117	and	the	source	

code	is	also	available	for	us	to	integrate	into	other	applications.	Notably,	during	

the	 final	 stages	 of	 this	 research,	 version	 4118	of	 the	 Carneades	 framework	 was	

released	 with	 improvements	 in	 the	 speed	 and	 memory	 requirements	 of	 the	

reasoning,	along	with	a	range	of	features	making	it	easier	to	develop	with.		

	

We	now	discuss	the	formal	model	of	argumentation	that	Carneades	provides,	

focusing	 on	 those	 aspects	 will	 support	 the	 development	 of	 an	 automated	

copyright	 reasoner.	 We	 begin	 with	 a	 discussion	 on	 the	 argument	 graph	 as	 a	

structure	 by	 which	 to	 organize	 the	 statements	 and	 arguments	 pertaining	 to	 a	

specific	 critical	 discussion.	 We	 then	 connect	 this	 organization	 back	 to	 the	

concepts	 presented	 in	 Section	 3.2.3,	 where	 we	 will	 discuss	 the	 notions	 of	

probative	 relevance	 and	 argument	 evaluation.	 Lastly	 we	 will	 discuss	 how	

argument	schemes	are	captured	 in	 the	Carneades	 framework.	We	discuss	 their	

usefulness	as	a	building-block	 for	developing	rich	chains	of	reasoning	and	how	

they	serve	as	the	basis	of	the	automated	model	of	copyright	reasoning	presented	

in	the	following	chapter.	

	

	

	
																																																								
112 https://github.com/carneades/carneades  
113 Carneades Editor - https://www.wuala.com/tfgordon/Public/Carneades/Releases/carneades-editor-1.0.2.jar  
114 https://en.wikipedia.org/wiki/Scheme_%28programming_language%29  
115 Clojure - http://clojure.org/  
116 Carneades Web- https://www.wuala.com/tfgordon/Public/Carneades/Releases/carneades-webapp-11Jul2013.zip  
117 Mozilla Public License Version 2.0 - http://www.mozilla.org/MPL/2.0/  
118 https://github.com/carneades/carneades-4 and https://carneades.github.io/2015/07/29/Announcing-Carneades-4/  
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3.3.1	Statements,	Arguments	and	the	Argument	Graphs	
	
The	 two	 core	 building	 blocks	 in	 Carneades	 are	 statements	 and	 arguments.	

Statements	 represent	 propositions,	 claims	 and	 assertions	 [99],	 [136]	 and	

arguments	 represent	 inference	 steps	 and	 dependencies	 between	 propositions.	

Each	statement,	and	the	proposition	it	represents,	can	be	considered	as	true	(in),	

false	 (out)	 or	 undecided.	 Importantly,	 this	 means	 that	 there	 is	 only	 one	

statement	 for	 each	 proposition,	 with	 its	 corresponding	 value	 representing	 its	

current	state.	This	is	opposed	to	capturing	separate	statements	for	the	accepted	

or	 rejected	 state	 of	 every	 proposition.	 Further	 is	 the	 idea	 that	 the	 truth,	 or	

acceptance,	of	a	proposition	is	challengeable.	The	accepted	value	of	a	statement	

is	situated	within	a	specific	critical	discussion.		

	
Figure 3.2 –Modeling arguments in Carneades 

	

Correspondingly,	 each	 argument	 captured	 in	 Carneades	 can	 be	 considered	

pro	or	con,	meaning	that	if	the	argument	is	accepted,	its	conclusion	claims	that	a	

particular	statement	is	either	accepted	or	rejected,	respectively.	Additionally,	the	

premises	specified	by	an	argument	can	either	be	positive	or	negative.	A	positive	

premise	 holds	 if	 the	 statement	 is	 ‘in’	 or	 true.	 Conversely,	 a	 negative	 premise	

holds	 if	 the	 statement	 is	 ‘out’	 or	 false.	 Figure	 3.2	 above	 captures	 how	 we	

understand	 these	 notions,	 and	 instantiates	 a	 simple	 example	 showing	 the	

relationships.	Additionally,	tables	3.5	and	3.6	below	provide	a	further	summary	

of	 the	 properties	 available	 within	 Carneades	 for	 representing	 statements	 and	

arguments.	
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Table 3.5 – Properties of Statements in Carneades119 

Property Description 
Id A Uniform Resource Name (URN) serving as a unique identifier for the 

statement. 
Text A concise textual formulation of the statement, reconstructed from the 

source document on which the statement is based. 
Weight A real number, in the range of 0.0-1.0, that represents the degree to which 

the statement is initially accepted. A value of 0.0 means the statement is 
accepted to be false, correspondingly a value of 1.0 means it is accepted as 
true. Additionally, values between 0.0-0.25 are assumed to be false, while 
values between 0.75-1.0 are assumed to be true - otherwise the state is at 
issue (undecided). This should be considered as separate from the resulting 
value, discussed below, and is not a feature used in this work. 

Proof Standard The method used to consider the combination of pro and con arguments on 
the acceptance of the statements truth. Several proof standards are 
supported by Carneades. For most purposes, the “preponderance of the 
evidence” is used. 

Value A real number in the range 0.0-1.0 that stores the output of the argument 
evaluation process, where the value of 0.0 means the statement is out (false 
or presumably false), and 1.0 means the statement is in (true or presumably 
true). Any other value means that there is currently insufficient evidence 
for drawing any conclusions about the truth or falsity of the statement 
(undecided, unknown). 

Atom An optional formal representation of the statement in predicate logic. 
Main  A Boolean value (true or false) used to indicate whether the statement is 

one of the main issues modelled by the argument graph. 
	
	

To	capture	the	relationships	among	the	statements	and	arguments	during	an	

evaluation,	Carneades	organises	them	in	an	argument	graph.	A	snippet	of	such	a	

graph	is	shown	in	Figure	3.4,	with	 larger	graphs	used	in	Chapter	4	to	 illustrate	

the	 reasoning	 developed.	 Within	 a	 debate,	 or	 critical	 discussion,	 a	 single	

argument	graph	is	used	to	represent	all	the	arguments	put	forward,	whether	or	

not	those	arguments	are	accepted	or	rejected,	and	additionally	the	acceptance	of	

the	statements	that	are	being	debated.	A	statement,	in	this	graph,	may	be	both	a	

conclusion	 of	 one	 argument	 and	 a	 premise	 in	 another.	 This	 ability	 allows	

arguments	 to	 be	 chained	 together	 in	 trees	 or	 other	 complex	 structures.	 In	

Carneades,	 the	 root	 of	 these	 argument	 graphs	 is	 always	 the	 main	 issue	 to	 be	

determined	 (the	 probadandum).	 During	 the	 evaluation,	 arguments	 are	 put	

forward,	 one	 at	 a	 time,	 each	 one	 adding	 (either	 pro	 or	 con)	 towards	 the	

acceptance	of	open	statements.	That	 is,	 initially	 the	only	open	statement	 is	 the	

main	issue,	with	further	open	statements	becoming	relevant	as	more	arguments	

are	put	forward.	

																																																								
119 Tables 3.5 and 3.6 are themselves derived from information found in the Carneades documentation found on 

their website 
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Table 3.6 – Properties of Arguments in Carneades 

Property Description 
Id A Uniform Resource Name (URN) serving as a unique identifier for the 

statement. 
Direction Whether the argument is directed Pro, or Con towards the conclusion. 
Strict A Boolean value (true or false) expressing whether the conclusion of the 

argument is strictly true, or defeasibly true. Strict arguments are not subject 
to defeat by other arguments. 

Scheme The name of the argumentation scheme applied, if any. 
Weight A feature of Carneades that lets users vote for the relative weight of the 

argument, relative to others with the same conclusions. This is not a feature 
utilized in this work. 

Value A real number in in the range 0.0-1.0, used to record the output of the 
argument evaluation process, where 0.0 means the argument is out (not 
acceptable), 1.0 means the argument is in (acceptable) and all other values 
mean the arguments in the graph, taken together, are insufficient for 
determining the acceptability of this argument (undecided/unknown). 

	

3.3.2	Argument	Schemes	
	

As	 discussed	 in	 the	 previous	 section,	 argument	 schemes	 are	 a	 core	

component	 in	 the	 theory	 of	 argumentation.	 As	 such,	 Carneades	 provides	 the	

means	to	capture	them.	In	Carneades,	argument	schemes	are	represented	using	a	

high-level	 scheme	 language	 (similar	 to	 Prolog120),	 embedded	 in	 the	 Clojure	

programming	 language.	 These	 schemes,	 captured	 in	 Carneades,	 allow	 the	

modeling	 of	 both	 defeasible	 as	 well	 as	 strict	 (deductive,	 and	 not	 subject	 to	

defeat)	 reasoning	 patterns.	 These	 schemes	 also	 capture	 the	 notion	 of	 critical	

questions,	meaning	an	inference	can	be	modelled	that	captures	not	only	the	rule	

but	 the	 surrounding	 assumptions	 and	 exceptions	 of	 that	 rule.	 The	 authors	 of	

Carneades	emphasise	this	fact,	by	encouraging	the	use	of	the	word	 ‘scheme’,	as	

opposed	 to	 ‘rule’,	 emphasizing	 the	 defeasible	 nature	 of	 this	 reasoning.	 For	

reference	we	provide	an	overview	of	the	argumentation	literature	on	the	use	and	

understanding	of	arguments	schemes	in	Table	3.7. 

 
Argument	schemes	are	distinguished	from	the	instantiated	argument	by	their	

generality,	that	is,	they	represent	common	patterns	of	reasoning,	not	the	specific	

argument	put	forward	in	a	dialogue.	A	way	to	consider	this	is	that	an	individual	

argument	may	conform	to	 the	pattern	of	an	argument	scheme,	but	 it	 is	not	 the	

scheme	itself	that	is	put	forward	in	a	dialogue.		

																																																								
120 http://www.swi-prolog.org/  
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Table 3.7 – References on Argument Schemes 

Work Year Authors 
Baseballs and arguments from fairness 2013 Walton [137] 
Argument schemes for reasoning with legal cases 
using values 

2013 Bench-Capon, Prakken, Wyner, and. 
Atkinson [138] 

Argument from analogy in legal rhetoric 2013 Walton [139] 
Using argument schemes for hypothetical 
reasoning in law 

2010 Bench-Capon and Prakken [140] 

Similarity, precedent and argument from analogy 2010 Walton [141] 
Legal reasoning with argumentation schemes 2009 Gordon and Walton [142] 
Argumentation schemes 2008 Walton [89] 
Constructing arguments with a computational 
model of an argumentation scheme for legal rules 

2007 Gordon [143] 

The Carneades model of argument and burden of 
proof 

2007 Gordon, Prakken [99] 

	
Shown	below	in	Figure	3.3,	we	present	an	example	scheme	written	in	Clojure,	

which	conforms	to	the	Carneades	format.	The	scheme	captures	a	simple	pattern,	

the	determination	of	whether	or	not	a	researcher	requires	copyright	advice.	The	

scheme	definition,	shown	below,	links	the	conclusion	(RequiresAdvice),	with	the	

premises	(Researcher	?researcher)	and	(Reusing	?data),	the	exception	(?data	in	

PublicDomain)	alongside	the	assumption	(?researcher	NotACopyrightExpert).		

Figure 3.3 – Example Argument Scheme: Do I need copyright advice? 

	

An	 important	 aspect	 of	 understanding	 the	 scheme	 above,	 and	 argument	

schemes	 in	 general,	 is	 the	 direction	 of	 the	 argument.	 That	 is,	 whether	 an	

argument	 is	 supporting	 (pro)	or	 rejecting	 (con)	 the	conclusion.	 In	 the	example	

below	we	can	see	that	 it	 is	 lending	support	(pro),	meaning	that	 if	 the	premises	

are	met,	the	assumption	remain	unbroken,	and	the	exception	unproven,	we	will	
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(in	 the	 absence	 of	 competing	 arguments)	 accept	 the	 conclusion	

(RequiresAdvice).	An	additional	affordance	of	Carneades	is	the	ability	to	capture	

a	 range	 of	 metadata	 for	 each	 scheme,	 the	 structure	 of	 which	 conforms	 to	 the	

Dublin	Core	 specification.	This	permits	 the	 self-documentation	of	 the	 schemes,	

providing	the	means	to	link	them	back	to	the	source	material	they	aim	to	model.	

The	last	affordance	we	highlight	is	the	ability	to	specify	whether	an	argument	is	

defeasible	or	strict.	Thus	argument	schemes	in	Carneades	are	able	to	generalize	

the	 notion	 of	 an	 inference	 rule	 to	 cover	 defeasible	 as	 well	 as	 strict	 reasoning	

patterns.	We	 note	 that	 the	 example	 scheme	 in	 Figure	 3.3	 is	 defeasible	 (:strict	

false).	

	

To	capture	this	generalization	of	an	argument	scheme,	and	shown	in	Figure	

3.3,	 Carneades	 provides	 us	 with	 the	 notion	 of	 an	 open	 variable,	 specified	 by	

placing	 a	 ‘?’	 before	 the	 variable	 name.	 This	 ability	 allows	 us	 to	 define	 the	

common	patterns	of	reasoning,	without	having	to	specify	every	detail,	which	may	

vary	 case	 to	 case.	 For	 instance,	 the	 argument	 scheme	presented	 above	 (Figure	

3.3)	 defines	 a	 relationship	 between	 the	 conclusion	 (RequiresAdvice),	 and	 the	

premises	 (Researcher	 ?researcher)	 and	 (Reusing	 ?data).	 	 Just	 as	 in	 Prolog,	 by	

leaving	open	the	exact	values	of	?researcher	and	?data	we	can	apply	this	pattern	

to	 any	 combination	 of	 real	 values	 of	 ‘researcher’	 and	 ‘data’.	 However,	 the	 key	

value	 in	 these	 open	 variables	 is	 their	 ability	 to	 connect	 the	 various	 premises,	

assumptions	 and	 exceptions	 together.	 For	 instance,	 should	 the	 value	 of	

?researcher	 equal	 ‘Newton’	 in	 the	premise,	 only	 statements	matching	 (Newton	

NotACopyrightExpert)	will	be	considered	a	match	for	that	particular	argument.		

	

To	 highlight	 the	 value	 of	 this	 formalism,	 we	 present	 another	 example	 of	

applying	this	scheme	shown	below	in	Figure	3.4.	Here	we	see	how	the	Carneades	

engine	has	evaluated,	and	reached	divergent	outcomes,	on	two	situations	where	

the	case	 facts	differ.	The	 two	situations	differ	 simply	by	whether	 the	data	 is	 in	

the	public	domain.	The	first,	due	to	it	being	in	the	public	domain,	has	triggered	

the	exception	in	the	scheme	presented	in	Figure	3.3	and	is	thus	not	accepted.	The	

data	 is	 not	 in	 the	 public	 domain	 in	 the	 second	 case,	 so	 when	 the	 argument	

schemes	 has	 been	 instantiated	 and	 evaluated,	 we	 draw	 the	 conclusion	 that	
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advice	is	required	thus	the	statement	(RequiresAdvice)	is	accepted.		

Figure 3.4 – Comparing the outcome of two cases 

Alone,	 individual	 argument	 schemes	 has	 limited	 practical	 application,	

however	when	a	collection	of	related	schemes	are	captured,	complex	issues	can	

be	modelled.	 To	 support	 this	 task,	 Carneades	 allows	 argument	 schemes	 to	 be	

hierarchically	 organized	 into	 sections,	 subsections,	 and	 finally	 into	 theories	

(theories	are	 the	highest	organizing	 level).	We	can	annotate	each	section	using	

the	Dublin	Core	model,	 akin	 to	 the	 annotation	of	 the	 schemes	 themselves.	The	

authors	 of	 Carneades	 encourage	 the	 word	 theory	 to	 be	 used,	 as	 opposed	 to	

knowledge	base,	because	‘knowledge’	may	suggest	consensus	or	truth,	while	it	is	

clearer	that	theories	may	be	controversial	or	contested.	Additionally,	due	to	the	

way	Carneades	is	implemented,	we	are	able	to	conditionally	compose	theories	at	

run	 time,	 using	 any	 arbitrary	 logic	 supported	 by	 the	 Clojure	 programming	

language.	This	affordance	is	heavily	utilized	in	Chapter	4,	enabling	us	to	separate	

the	modelling	concerns	of	copyright	(Section	4.2),	and	to	dynamically	compose	a	

relevant	theory	in	response	to	a	researchers	query	(Section	4.4).	
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3.4	Towards	Situated	Copyright	Guidance	

	

A	computational	representation	of	knowledge,	in	additional	to	being	built	on	

an	 appropriate	 logical	 formalism,	must	 be	 driven	by	 a	 clear	 purpose	 [82].	 The	

logical	 formalism	 will	 constrain	 the	 nature	 of	 inferences	 that	 can	 be	 made,	

defining	the	means	by	which	any	tool	that	is	built	on	the	representation	is	able	to	

reason.	In	this	thesis,	we	posit	that	argumentation	provides	the	most	appropriate	

basis	 for	 reasoning	 over	 copyright.	 However,	 to	 build	 on	 this	 choice,	 it	 is	 still	

essential	 to	 carefully	 articulate	what	 a	 copyright	 guidance	 tool	will	 offer	 to	 its	

users,	providing	a	clear	purpose	to	drive	the	conceptualization.	

	

3.4.1	Situating	the	Guidance	in	the	Practice	of	Research	

	

In	Chapter	2	we	 introduced	 the	varied	challenges	of	 interpreting	copyright,	

but	now	we	aim	to	squarely	map	this	interpretation	to	its	potential	effects	on	the	

research	workflow,	making	clear	 the	 requirements	of	 the	automated	reasoning	

for	offering	guidance	to	researchers	during	the	course	of	their	work.	

	

Naturally,	 out	 of	 the	 entirety	 of	 the	 researchers’	 workflow,	 the	 parts	 that	

concern	us	here	pertain	to	the	reuse	and	sharing	of	data.	Therefore,	we	focus	on	

this	 process	 and	 the	 series	 of	 steps	 that	 copyright	 restricts.	 Importantly,	

copyright	does	not	blanket	the	research	workflow	as	a	whole;	 it	affects	specific	

actions	 at	 different	 stages,	 with	 the	 effects	 varying	 depending	 on	 the	 state	 of	

licensing	and	the	context	of	reuse.	For	instance,	a	particular	license	may	permit	

one	 step	 in	 the	 research	 workflow	 (analysis)	 but	 not	 another	 (publication).	

Furthermore,	 in	 the	 case	 of	 reusing	multiple	 datasets,	 an	 affordance	 from	 one	

license	 may	 easily	 be	 revoked	 when	 combining	 it	 with	 some	 condition	 from	

another,	non-compatible	 license.	Thus,	 considering	 the	 reasoning	of	 licenses	 in	

isolation,	 while	 perhaps	 helpful	 for	 the	 evolution	 of	 legal	 reasoning	 as	 a	

discipline,	will	severely	limit	any	tool	aimed	at	assisting	researchers.		
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To	 summarize,	 in	 order	 to	 be	 applicable	 to	 everyday	 research,	 we	 should	

consider	data	reuse	as	a	cyclic	process	where	the	outputs	of	one	researcher	are	

the	primary	inputs	of	another.	This	notion	of	reuse,	resulting	from	a	process	of	

obtaining,	 adapting	and	sharing	will	be	 supported	by	 the	system	 introduced	 in	

Chapter	4.	To	expand	on	these	steps,	we	must	consider	that:	

I. Researchers	 are	 often	 working	 with	 multiple	 sets	 of	 data	 within	 a	

research	project	

II. Those	data	could	have	a	range	of	licenses	from	different	sources	

III. The	 resulting	 products	 of	 the	 research	may	 produce	 a	 range	 of	 derived	

data	that	needs	to	be	shared.	

	

3.4.2	A	Model	of	Probative	Relevance	of	Copyright	

	

Argumentation	offers	us	a	lens	through	which	we	can	view	the	world,	and	the	

Carneades	 argumentation	 framework	 [99]	 provides	 the	 formalization	 for	

capturing	 this	 world	 view.	 A	 key	 component	 of	 this	 lens	 is	 the	 notion	 of	

probative	 relevance.	 Probative	 relevance	 posits	 that	 knowledge,	 when	

considered	in	the	context	of	making	a	decision,	should	be	primarily	evaluated	for	

its	usefulness	in	moving	a	critical	discussion	forwards.	Such	an	evaluation	is	only	

meaningful	once	we	first	identify	what	the	probadandum	(the	main	issue)	is,	the	

truth	of	which	 is	what	we	will	 aim	 to	determine.	 In	 this	 section	we	 revisit	 the	

notions	of	the	probadandum,	the	key	issues,	and	the	conditional	relevance	of	the	

chains	 of	 arguments	 that	 we	 consider	 important	 to	 determining	 copyright	

legality.	

	

The	 Probadandum:	As	previously	discussed,	 the	ultimate	probadandum	 is	

the	statement	to	be	proved,	rebutted	or	cast	into	doubt	in	a	given	case.	Thus,	the	

decision	as	to	what	argument,	or	set	of	arguments,	is	relevant	for	reasoning	over	

copyright	will	stem	from	the	choice	of	what	the	probadandum	is.	Since	we	focus	

exclusively	on	the	issue	of	legality,	with	respect	to	copyright,	the	probadandum,	

and	the	root	of	what	will	be	deemed	relevant,	 is	the	legality	for	a	researcher	to	

proceed	with	any	desired	action,	or	set	of	actions.	So	for	each	question	posed,	the	
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probadandum	 is	 always	 the	 legality	 to	 proceed	 with	 the	 action	 (obtaining,	

adapting	or	sharing	copyrighted	data).	

	

The	Key	Issues:	The	key	issues	of	a	case	provide	us	with	a	structure	in	which	

to	 organize	 the	 various	 chains	 of	 arguments	 that	 each	 pertain	 to	 the	

probadandum.	 That	 is,	 the	 areas	 of	 consideration,	 in	 which	 we	 can	 logically	

separate	and	then	justify	the	individual	relevance	to	the	case.	We	identify	three	

key	 issues,	of	which	this	work	addresses	two	in	depth,	but	only	touches	on	the	

third.	The	first	issue,	discussed	in	detail	in	Section	4.3.3,	asks	whether	a	dataset	

has	been	adequately	licensed	given	the	desired	task.	The	second	issue,	discussed	

in	Section	4.3.4,	asks	whether	the	desired	task,	given	relevant	contextual	details,	

qualifies	for	a	copyright	exemption.	The	final	issue	pertains	to	whether	a	dataset	

is	in	the	public	domain.	The	only	component	of	this	issue	that	is	addressed	in	this	

work	is	the	use	of	a	copyright	waiver.	In	the	future	work	section	(Chapter	6)	we	

identify,	and	further	discuss,	additional	issues	such	as:	considering	a	dataset	and	

databases	 as	 a	 collection	 of	 parts,	 and	 to	 consider	 how	 to	 determine	what	 the	

minimum	 standard	 for	 attaining	 copyright	 is	 (and	 how	 it	 varies	 across	

jurisdictions),	 and	 how	 work	 created	 by	 government	 employees	 is	 treated	

country	by	country.	

	

The	Conditional	Relevance:	An	important	aspect	to	the	notion	of	relevance	

is	conditionality.	Probative	relevance	is	a	quality	determined	by	the	ability	of	an	

argument	to	have	an	impact	in	deciding	the	ultimate	probadandum.	Conditional	

relevance	 adds	 the	 notion	 that	 some	 chains	 of	 argument,	 while	 potentially	

impactful,	depend	on	 the	 resulting	acceptance	of	other	chains	of	arguments.	 In	

this	work,	for	example,	we	can	see	this	playing	out	when	examining	the	interplay	

between	 the	 key	 issues	 of	 licensing,	 exemptions	 and	 the	 public	 domain.	 For	

instance,	should	we	conclude	that	the	work	is	in	the	public	domain,	the	chains	of	

arguments	 on	 both	 the	 state	 of	 licensing,	 and	 the	 qualification	 of	 a	 copyright	

exemption	 becomes	 conditionally	 irrelevant.	 The	 same	 is	 true	 for	 considering	

copyright	 exemptions,	 since,	 if	 it	 is	 determined	 that	 the	 state	 of	 licensing	 is	

adequate	 for	 the	 desired	 task,	 an	 exemption	 is	 not	 required.	We	 illustrate	 this	
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idea	 in	 Figure	 3.5	 showing	 in	 practice	 how	 the	 acceptance	 of	 one	 chain	 of	

arguments	affects	the	impact	of	the	other	in	determining	the	probadandum.	

	

The	notion	of	probative	 relevance	allows	us	 to	 focus	our	modelling	 toward	

the	task	of	resolving	a	key	issue.	The	notion	of	conditional	relevance	then	allows	

us	to	usefully	organize	the	space	of	possible	arguments.	Making	this	concrete,	we	

have	taken	the	three	key	areas	of	copyright	issues,	as	discussed	in	Chapter	2,	as	

the	basis	 for	organizing	 relevance.	The	 result,	 shown	below	 in	Figure	3.5,	 is	 in	

contrast	to	the	nexus	of	copyright	concepts	that	was	shown	earlier	in	Figure	3.1.		

	

The	 previous	 topical	 view	 captured	 the	 notions	 of	 copyright	 as	 a	 nexus	 of	

connected	concepts.	It	highlighted	the	connections	between	the	concrete	and	the	

more	amorphous	and	difficult	to	represent	elements,	taken	together	represents	a	

sort	 of	 copyright	 knowledge	 soup.	 However,	 shown	 below,	 we	 present	 a	

simplified,	 conditionally	 relevant	 space	 of	 copyright	 determinations,	 focusing	

clearly	of	the	main	issue	of	determining	legality,	with	the	rest	of	the	key	issues	

and	conditionally	relevant	areas	branching	out.	

	

	

Figure 3.5 – A Model of Probative Relevance of Copyright 
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3.4.3	Evidence	Driven	Evaluation	

	

Arguments	 can	 be	 considered	 in	 either	 a	 big	 or	 little	 sense;	 the	 big,	 when	

referring	 to	 the	 whole	 critical	 discussion	 between	 parties,	 or	 the	 small,	 when	

referring	 to	 the	 specific	 speech	 events	 (argumentation	 parlance	 for	 the	

individual	 assertions)	 made	 by	 the	 participants	 during	 the	 course	 of	 an	

argument.	 Correspondingly,	we	 can	 talk	 about	 the	 evidence	 required	 to	 accept	

the	 individual	 (in	 the	 little	sense)	arguments	using	 the	notion	of	 the	burden	of	

proof.	 That	 is,	when	 a	 claim	 is	made	 as	 to	 the	 truth	 of	 something,	we	 ask:	 on	

whom	 does	 the	 burden	 lie	 to	 back	 up	 this	 claim	 (or	 counter	 claim)	 with	

evidence?	Taken	 in	 the	big	 sense,	we	 can	 talk	 about	 the	 argument	 as	 a	 critical	

discussion	driven	by	the	collection	of	relevant	evidence.		

	

If	we	consider	a	carefully	crafted	corpus	of	arguments,	when	these	arguments	

are	 evaluated,	 for	 instance	as	part	of	 a	 reasoning	 tool,	we	 require	 the	 relevant	

evidence	 to	 drive	 it	 forward.	 The	 question	 then	 becomes,	 where	 will	 this	

essential	 evidence	 come	 from	 and	 how	 will	 it	 be	 elicited?	 To	 reflect	 on	 the	

importance	of	this	point,	we	ask	how	useful	would	a	corpus	of	carefully	crafted	

arguments	be,	when	it	comes	time	to	evaluate	an	issue,	if	we	were	scant	on	the	

evidence	required	to	settle	the	issue	one	way	or	another?		

	

From	 the	discussion	of	 relevance	 in	Section	3.3.1	and	our	understanding	of	

copyright	 from	 Chapter	 2,	 we	 can	 appreciate	 the	 diversity	 of	 considerations	

across	 licensing	 families	 and	 legal	 jurisdictions.	Thus,	 the	development	of	 an	a	

priori	set	of	contextual	factors	from	which	to	elicit	evidence	on,	which	also	hopes	

to	capture	the	breadth	of	possible	contextual	factors,	is	likely	not	possible,	or	at	

least	faces	the	problem	of	logical	omniscience	[144].	This	interplay	between	the	

knowledge	representation,	the	tool	and	the	user,	must	be	considered	in	order	to	

support	 evidence	 driven	 evaluation.	 For	 instance,	 each	 copyright	 exemption	

rests	 on	 a	 different	 set	 of	 qualifying	 factors	 and	 can	 independently	 define	 an	

interpretation	of	what	‘commercial’	use	might	be.	Not	to	mention	the	variations	

between	 copyright	 law	 across	 jurisdictions.	 Thus,	 any	 researcher-facing	 tool	

must	 address	 the	 requirement	 of	 eliciting	 the	 important	 case-specific	 details,	
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which	in	turn	will	drive	the	evaluation	of	legality.			

	

3.5	Summary	

	

The	 ultimate	 goal	 of	 automated	 legal	 tools	 is	 to	 allow	 people	 to	 make	

informed	 choices,	with	 confidence	 as	 to	 their	 legal	 standing.	With	 that	 goal	 in	

mind,	before	we	begin	 implementing	 such	a	 tool,	 it	 is	useful	 to	 conceive	of	 the	

environment	 in	 which	 it	 will	 be	 used.	 Researchers	 (or	 any	 of	 their	 colleagues	

within	the	scientific	enterprise)	who	might	use	automated	legal	tools	should	not	

be	asked	to	become	lawyers	as	well.		Neither	should	they	have	to	think	in	terms	

of	 legal	notions,	which	add	another	 layer	of	complexity	to	their	work.	What	we	

desire	 is	 an	 environment	 that	 masks	 the	 implementation	 details	 of	 the	 legal	

arguments	 to	 the	 greatest	 extent	 possible,	 and	 allows	 researchers	 to	 focus	

primarily	 on	 the	 constraints	 and	opportunities	 of	 both	 sharing	 their	work	 and	

reusing	the	work	of	colleagues.	

	

To	 represent	 and	 reason	over	 copyright,	we	 should	not	 start	by	adopting	a	

language	such	as	OWL121,	asking	only:	‘How	can	we	represent	our	ideas	using	this	

language?’	Instead,	we	should	ask:	‘What	are	the	fundamental	questions	we	need	

to	answer?’,	 ‘How	are	they	situated	in	the	researcher’s	existing	workflow?’,	and	

‘How	 then	 should	we	design	 tools	 to	 address	 them?’	The	 intention	behind	 this	

distinction	 is	 to	 make	 clear	 that	 the	 choice	 of	 languages	 and	 technologies	 for	

implementation	need	to	emerge	 from	a	deep	understanding	of	 the	problems	to	

be	solved.		

	

As	we	discussed	 in	 this	chapter,	 the	representation	of	 the	 law	that	we	seek	

demands	an	interpretative	element,	directed	towards	some	issue	in	question.	In	

other	words	we	want	to	determine	the	legal	truth	of	a	case,	not	merely	retrieve	

the	concepts	and	relationships	that	surround	it.	Any	assistant	that	only	returns	a	

set	of	information,	even	one	that	returns	some	‘perfect’	set,	still	asks	the	user	to	

make	an	interpretive	jump	in	order	to	accurately	appreciate	its	legal	significance	

																																																								
121 OWL http://www.w3.org/TR/owl-ref/  
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in	 their	 case,	 and	 whether	 or	 not	 problems	 would	 arise	 from	 sharing	 their	

research.	 Technological	 advances,	 in	 argumentation,	 and	 other	 fields	 of	

knowledge	 representation,	 will	 spur	 changes	 in	 how	 the	 solution	 is	

implemented.	However,	the	underlying	design	principles,	as	presented	here,	and	

implemented	in	the	following	chapter,	should	remain	valid.	 	
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Chapter	4	–	Camden:	A	framework	for	Automated	

Copyright	Reasoning	
	

“There	is	a	growing	trend	towards	applying	licenses	and	clickwrap	agreements	

to	data,	forcing	a	researcher	who	needs	to	draw	from	many	databases	to	deal	with	

a	myriad	of	differing	and	overlapping	data	sharing	policies,	agreements,	and	laws,	

as	 well	 as	 parsing	 incomprehensible	 fine	 print	 that	 often	 carries	 conflicting	

obligations,	limitations,	and	restrictions.”		
														-	John	Wilbanks	–	Public	domain,	copyright	licenses	and	the	freedom	to	integrate	science	[5]	

	

4.1.	Towards	a	Contemporary	Means	to	Access	Copyright	Guidance	

	

In	this	chapter,	we	put	forth	both	a	model	for	capturing	and	computing	over	

copyright.	 We	 also	 present	 a	 proof	 of	 concept	 implementation	 that	 we	 have	

developed,	built	off	this	model	that	can	offer	automated	copyright	guidance.	This	

model	is	informed	by	the	previous	discussion	on	copyright	as	it	impacts	scientific	

research,	and	is	driven	by	the	need	to	improve	on	our,	currently	limited,	means	

of	 communicating	 and	 reasoning	 over	 copyright.	 The	 convergence	 of	 key	

copyright	 concerns	 outlined	 in	 Chapter	 2—especially	 licensing	 and	 copyright	

exemptions—are	 key	 factors	 that	 have	 been	 used	 to	 shape	 the	 model.	 	 The	

implementation	 of	 this	 model	 into	 our	 tool	 reflects	 the	 need	 to	 translate	 the	

model	of	reasoning	into	a	form	that	provides	value	to	the	researchers	who	most	

require	this	guidance.		

	

We	 organise	 this	 chapter	 by	 first	 describing	 a	 research	 tool	 (Camden)	 that	

offers	 situated	 copyright	 guidance	 (Section	 4.2).	 This	 is	 then	 followed	 by	 a	

discussion	 of	 the	 knowledge	 representation	 techniques	 we	 have	 used	 to	

implement	 our	model	 of	 reasoning	within	 in	 this	 tool	 (Section	 4.3).	 Following	

this,	we	discuss	 the	process	of	query	evaluation	employed	by	our	 tool	 (Section	

4.4),	and	lastly,	we	discuss	a	visual	interface	through	which	the	guidance	is	made	

available	 to	 researchers	 (Section	 4.5).	 In	 Chapter	 5,	 we	will	 then	 examine	 the	
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tool’s	 usage,	 and	 will	 evaluate	 its	 ability	 to	 capture	 and	 incorporate	 new	

knowledge	into	its	copyright	evaluations.		

	

4.2.	Camden:	A	Research	Tool	for	Effective	Copyright	Guidance	

	

In	this	section	we	introduce	Camden,	an	automated	copyright	reasoner	that	

serves	as	a	proof	of	concept	for	the	way	in	which	legal	guidance	can	be	offered	to	

researchers.	The	namesake	of	 this	 tool,	Charles	Pratt	 (1714	–	1794),	1st	Earl	of	

Camden,	was	 an	English	 judge,	 lawyer	 and	politician	 that	 rose	 to	 the	House	of	

Lords.	Pratt	was	a	leading	proponent	of	civil	liberties,	championing	the	rights	of	

the	 jury,	 and	 limiting	 the	 powers	 of	 the	 state122.	 However,	 the	 key	 rationale	

behind	 the	 naming	 of	 this	 tool	 was	 his	 leadership	 in	 opposing	 the	 notion	 of	

perpetual	 copyright123,	 proclaiming	 that	 under	 such	 a	 regime,	 “all	 our	 learning	

will	be	locked	up	in	the	hands	of	the	Tonsons	and	the	Lintots	of	the	age”,	and	that	

“knowledge	and	science	are	not	things	to	be	bound	in	such	cobweb	chains”.	 In	the	

case	 of	 Donaldson	 v	 Beckett124,	 the	 House	 of	 Lords	 (driven	 by	 Lord	 Camden)	

declared	 that	 copyright	 was	 a	 “creature	 of	 statute”,	 and	 that	 the	 rights	 and	

responsibilities	 in	 copyright	would	be	determined	by	statute125.	This	 confirmed	

that	 the	 copyright	 term	 did	 indeed	 expire,	 thus	 affirming	 the	 existence	 of	 the	

public	domain.	

	

4.2.1	Automated	Copyright	Reasoning	

	

Camden	 has	 been	 implemented	 as	 a	 web-based	 application	 that	 offers	 a	

reasoning	engine	backed	by	a	user	interface	to	realise	the	ideas	developed	in	this	

thesis.	It	was	conceived	to	be	a	simple,	easy-to-access	tool	that	researchers	could	

consult,	 when	 and	where	 they	 needed	 it.	 Camden	 can	 be	 run	 on	 a	 number	 of	

common,	 open	 source	 web	 servers	 such	 as	 Jetty126	and	 Apache	 Tomcat127.	 In	

																																																								
122 Charles Pratt, 1st Earl Camden - http://en.wikipedia.org/wiki/Charles_Pratt,_1st_Earl_Camden  
123 Perpetual Copyright - http://en.wikipedia.org/wiki/Perpetual_copyright  
124 Donaldson v Beckett - http://en.wikipedia.org/wiki/Donaldson_v_Beckett  
125 https://en.wikipedia.org/wiki/Statute  
126 http://eclipse.org/jetty/  
127 http://tomcat.apache.org / 
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addition,	 it	 can	 be	 accessed	 from	 any	modern	 browser	 -	 with	 a	 design	 biased	

towards	supporting	mobile	devices.		

	

Camden	 fills	 an	 otherwise	 empty	 niche	 between	 the	 pedagogical	 advice	

offered	 through	prose,	 and	 the	direct	 advice	 that	 can	be	 obtained	 from	a	 legal	

expert.	The	design	of	Camden	is	focused	on	considering	the	questions	of	legality	

that	arise	when	copyrighted	data	is	introduced	into	a	researcher’s	workflow	(i.e.	

when	obtaining,	adapting	and	subsequently	sharing	data).	It	 is	also	able	to	deal	

with	the	combination	of	multiple	datasets	under	different	licenses.	

	

Camden	 is	 built	 around	 the	 idea	 of	 an	 intelligent	 assistant,	 always	 on	 and	

ready	 to	 offer	 guidance.	 Primarily,	 the	 researcher’s	 situation	 and	 the	 relevant	

evidence	 of	 the	 case	 are	 the	 factors	 that	 drive	 both	 Camden’s	 evaluation	 of	

legality,	and	the	means	by	which	the	evaluation	is	presented	back	to	the	user.	To	

bridge	between	 the	researcher’s	situation	and	 the	copyright	concerns	explored	

in	the	previous	chapter,	we	now	introduce	the	following	key	concepts:	

• Data	 –	 This	 represents	 the	 individual	 inputs	 that	 the	 researcher	 is	

interested	 in	 analysing,	 reusing	 and	 sharing.	 Each	 piece	 of	 data	 (or	

dataset)	 captures	 the	 type	of	data	 (publication,	 image,	video,	dataset	

etc.),	 the	 license	 under	which	 it	was	 obtained	 (CC-BY,	 GPL	 etc.)	 and	

additionally	where	it	was	obtained	(Figshare128,	Arvix129,	a	blog	etc.).	

• Tasks	-	The	notion	of	a	task	specifies	the	connection	between	a	set	of	

input	 data	 and	 a	 set	 of	 derived	 outputs.	 Thus,	 a	 ‘task’	 captures	 the	

nature	 of	 the	 transformations	 between	 the	 research	 inputs	 and	

outputs.	These	outputs	will	also	be	constrained	by	the	conditions	and	

obligations	derived	from	the	licenses	on	the	input	data.	

• Context	 –	 The	 context	 of	 any	 copyright	 question	 is	 essential	 to	

deriving	 any	 legal	 evaluation.	 Clarification	 questions,	 relating	 to	 the	

researcher’s	 circumstances	 and	 research	 goals,	 capture	 this	 context	

and	 provide	 key	 knowledge	 for	 determining	 the	 legality	 of	 a	 wide	

range	 of	 copyright	 questions.	 For	 example,	 determining	 whether	 a	

																																																								
128 Figshare - http://figshare.com/  
129 Arxiv - http://arxiv.org/  
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situation	should	be	considered	‘commercial’	in	nature,	or	whether	the	

researcher	 qualifies	 for	 a	 specific,	 and	 narrowly	 defined,	 copyright	

exemption	for	teaching	purposes.	

• Data	 Publication	 Locations	 –	 The	web	 is	 our	 platform	 for	 sharing	

research	data.	 So	when	we	consider	 the	 legality	of	 sharing,	we	must	

also	take	into	account	the	web	locations	where	researchers	can	upload	

and	 share	 their	 data.	 For	 each	 known	 location	 where	 data	 can	 be	

published,	we	record	both	the	types	of	data	that	can	be	uploaded	and	

the	licenses	under	which	that	data	will	be	accepted.	By	recording	this	

information	 we	 are	 able	 to	 situate	 the	 outcomes	 of	 legal	

determinations,	 specially	 the	 licenses	 allowed	 on	 derived	 data,	 with	

the	permitted	data	publication	locations	available	to	the	researcher.	

Figure 4.1 – An overview of a researcher’s interaction with Camden 

	
A	 researcher	 first	 navigating	 to	 Camden	 is	 presented	with	 a	 blank	 slate	 to	

begin	describing	their	situation	(Figure	4.1).	As	shown	in	a)	the	first	steps	for	the	

researcher	are	to	introduce	and	describe	the	data	they	are	interested	in	reusing.	
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Multiple	pieces	of	data	can	be	added	sequentially,	with	the	option	to	toggle	the	

active	 items	 that	 the	 researcher	 wishes	 to	 include	 in	 their	 next	 query.	 The	

potential	 feature	 of	 automatically	 ingesting	metadata,	which	 describes	 existing	

data,	 is	 discussed	 later	 in	 Section	 6.4.1.	 In	 step	 b)	 the	 tool	 prompts	 the	

researcher	 for	 clarifications	 on	 specific	 items	 of	 contextual	 relevance.	 The	

knowledge	 captured	 by	 these	 prompts	 provides	 the	 contextual	 evidence	 that	

drives	 the	evaluation	of	 the	 captured	 legal	 arguments	within	Camden.	Without	

this	step,	Camden,	or	any	automated	tool,	could	only	guess	at	the	specifics	of	any	

case	(akin	 to	your	 lawyer	not	 taking	 the	 time	to	 listen	 to	 the	specific	details	of	

your	 case).	 In	 c)	 the	 results	 of	 the	 legal	 determination	 are	 presented	 to	 the	

researcher.	 The	 resulting	 legality	 is	 displayed,	 highlighting	 the	 conditions,	

obligations,	 and	 required	 rights	 that	 have	 influenced	 the	 determination.	 In	

particular,	 the	 licenses	 under	 which	 the	 researcher	 is	 allowed	 to	 share	 the	

content	 are	 contextualized	 against	 a	 range	 of	 publication	 options	 (filtering	 for	

those	that	accept	the	particular	content	type,	and	those	that	support	the	licenses	

a	researcher	is	currently	able	to	apply).	We	will	address	these	design	features	in	

more	depth	in	Section	4.5.		

	

4.2.2	Camden	Architecture	

	

Camden	 is	 built	 on	 a	 client-server	 model.	 At	 its	 core	 it	 combines	 a	 query	

processor	to	handle	incoming	requests	and	an	argumentation	engine	built	on	the	

Carneades	 Argumentation	 Framework	 (Section	 3.3).	 To	 enable	 the	

argumentation	 engine	 to	make	 legal	 determinations	 there	 is	 also	 a	 knowledge	

base	that	captures	both	the	argumentation	schemes	and	statements	of	accepted	

facts.	 Client	 applications,	 such	 as	 web	 browsers,	 mobile	 apps,	 or	 existing	

research	 tools,	 interact	 with	 the	 server	 through	 the	 standardized	 HTTP	 and	

JSON130	communication	 standards.	 By	 enforcing	 a	 clear	 distinction	 between	 the	

core	reasoning	and	 the	client	 interactions,	a	 single	Camden	server	can	offer	 its	

guidance	to	a	range	of	 internet-connected	devices	simultaneously.	Additionally,	

																																																								
130 Website - http://www.json.org/ & Wikipedia article http://en.wikipedia.org/wiki/JSON  
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most	 modern	 programming	 languages	 and	 frameworks	 comfortably	 support	

both	HTTP	and	JSON.		

	

Figure 4.2 – Camden’s Architecture 

	

There	are	three	core	components	to	the	Camden	server	(Figure	4.2):	

• The	Query	Processor	-	The	query	processor	is	the	interface	between	

the	 requests	 made	 by	 client	 applications	 and	 the	 argumentation	

engine.	Queries	are	represented	as	a	directed	acyclic	graph	(DAG)	that	

declaratively	 specifies	 the	 set	 of	 input	 data	 and	 desired	 output	 as	

nodes,	 with	 the	 edges	 describing	 the	 desired	 transformations.	 The	

edges	 are	 ultimately	 what	 Camden	 makes	 its	 legality	 assessments	

upon,	 as	 they	 represent	 the	 actions	 the	 researcher	 wishes	 to	

undertake.		

• The	Knowledge	Base	–	The	arguments	in	Camden	are	captured	and	

stored	 using	 the	 internal	 Carneades	 argument	 types,	 which	 is	 itself	

implemented	 in	 the	 Clojure	 programming	 language.	 The	 key	 data	

types	(Section	3.4)	employed	are	the	argument	scheme	and	individual	

assertions.	We	capture	and	organize	this	knowledge	according	to	 it’s	

relevance	 in	 determining	 the	 legality	 of	 licensing	 or	 the	 validity	 of	

appealing	to	a	copyright	defence.	
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• The	Argumentation	Engine	–	The	Carneades	argumentation	engine	

provides	the	computational	environment	where	our	arguments	can	be	

evaluated.	To	make	 the	 legal	determinations,	we	pass	our	 composed	

theory,	the	gathered	evidence,	and	the	key	issues	we	want	to	evaluate	

into	the	argumentation	engine.	The	output	of	this	engine	consists	of	an	

evaluated	graph	showing	how	the	determinations	have	been	made.	It	

is	from	this	that	we	are	able	to	programmatically	retrieve	all	the	key	

decisions	 in	 order	 to	 meaningfully	 present	 them	 back,	 through	 the	

user	interface,	to	the	user.	

	

Below,	 in	 Table	 4.1,	 we	 provide	 an	 overview	 of	 the	 existing	 technologies	 that	

Camden	is	built	on.	The	software	libraries	we	have	used	constitute	works	under	

a	 range	 of	 open	 source	 licenses,	 and	while	we	 cannot	 change	 the	 terms	under	

which	 any	of	 them	are	offered,	 none	of	 these	 terms	prevent	us	 from	 including	

these	 existing	 software	 libraries	 in	 our	 code	 base	 and	 having	 the	 freedom	 to	

distribute	Camden	using	a	free	and	open	license.	

	
The	 choice	 of	 programming	 languages,	 frameworks,	 and	 libraries,	 as	 shown	

above,	 constitute	 a	 set	 of	 existing	 works	 that	 we	 were	 able	 to	 successfully	

combine	 and	 usefully	 build	 upon.	 At	 the	 core,	 the	 Carneades	 Argumentation	

engine	 provides	 us	with	 the	means	 to	 represent	 and	 evaluate	 arguments.	 The	

choice	 by	 Carneades’	 authors	 to	 use	 the	 functional	 Clojure	 programming	

language	(which	in	our	opinion	was	well	suited	for	the	task)	biased	us	towards	

adopting	Clojure	ourselves.	This	had	the	 important	benefit	 in	 that	any	code	we	

developed	 would	 easily	 integrate	 with	 the	 existing	 Carneades	 codebase.	 The	

Clojure	 libraries	 of	 Compojure	 (HTTP	 request	 routing	 library)	 and	Ring	 (web–

application	framework)	allowed	us	to	quickly	develop	the	logic	required	to	offer	

a	web-facing	interface	from	which	researchers	are	able	to	access	and	run	within	

the	jetty	web	server,	which	itself	runs	on	the	Java	Virtual	Machine	(JVM).	For	the	

development	 of	 our	 user-facing	 web	 interface,	 we	 chose	 a	 combination	 of	

AngularJS	 and	 Bootstrap	 CSS,	 developed	 and	 openly	 released	 by	 Google	 and	

Twitter	respectively.	Together	these	two	libraries	represent	a	well-documented,	

well-used,	 and	 standards-compliant	 means	 to	 develop	 interactive	 web	
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applications.	 The	 Eclipse	 integrated	 development	 environment	 (IDE)	 is	 where	

the	 development	 and	 testing	 of	 Camden	 took	 place.	 The	 Counterclockwise	

Eclipse	 add-ons	 handled	 many	 of	 the	 routine	 tasks	 involved	 in	 developing,	

running	 and	 testing	 projects	 written	 in	 Clojure,	 and	 the	 EGit	 plugin	 meant	

versioning	and	backing	up	the	code	base	to	Github	worked	smoothly.	

	

Table 4.1 – Components used in the development of Camden 

Name	 Role	 License	 Link	
Server	Side	
Carneades	 Argumentation	

Engine	
MPL	2.0131	 http://carneades.github.io/Car

neades/		
Clojure	 Programing	

Language	
Eclipse	Public	License132	 http://clojure.org/		

Ring	 Web	
application	
library	

MIT	 https://github.com/ring-
clojure/ring		

Compojure	 Routing	library	
for	ring	

Eclipse	Public	License	 https://github.com/weavejest
er/compojure		

Jetty		 Web	Server	 Dual:	Apache	License	
2.0133	&	Eclipse	Public	
License	

http://eclipse.org/jetty/		

Java	Virtual	
Machine	(JVM)	

Runtime	
Environment	

GNU	GPL134	+	Linking	
Exception135	

http://openjdk.java.net/		

Browser	Side	
AngularJS	 JavaScript	

Framework	
MIT	License136	 https://angularjs.org/		

BootstrapCSS	 CSS	
Framework	

MIT	License	 http://getbootstrap.com/css/		

Development	tools	
Eclipse	 Programming	

IDE	
Eclipse	Public	License	 https://www.eclipse.org/ide/		

Conterclockwise	 Clojure	add-on	
for	Eclipse	

Eclipse	Public	License	 https://code.google.com/p/co
unterclockwise/		

EGit	 Git	add-on	for	
Eclipse	

Eclipse	Public	License	 http://eclipse.org/egit/		

Github	 Code	Hosting	 Academic	Account137	 https://github.com/		
	

	

	

																																																								
131 License text - https://www.mozilla.org/MPL/2.0/  
132 License text - https://eclipse.org/org/documents/epl-v10.php & FAQ https://eclipse.org/legal/eplfaq.php  
133 Jetty License Page - http://eclipse.org/jetty/licenses.php  
134 License text - https://gnu.org/licenses/gpl.html  
135 Linking Exception - http://en.wikipedia.org/wiki/GPL_linking_exception  
136 License - https://github.com/angular/angular.js/blob/master/LICENSE  
137 Github for Science and Education - https://education.github.com/  
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4.2.3	Query	Evaluation	

	

Before	discussing	how	the	copyright	arguments	are	modelled	in	the	following	

section	 (4.3),	 we	 first	 explore	 the	 mechanism	 by	 which	 Camden	 is	 able	 to	

evaluate,	 and	 subsequently	 return	 copyright	 guidance	 to	 researchers.	 With	

reference	 to	 Camden’s	 architecture	 (Figure	 4.2),	 this	 discussion	 clearly	 falls	

within	 the	query	processor	 section	of	 the	overall	 design.	The	process	of	 query	

evaluation	is	illustrated	in	Figure	4.3	and	will	serve	as	a	focal	point,	connecting	

the	 arguments	 (presented	 in	 Section	 4.3),	 the	 query	 composition	 (Section	 4.4)	

and	the	user	interface	(Section	4.5).	

	

Figure 4.3 – Evaluating Copyright Queries in Camden 

	

The	core	of	any	query	 in	Camden	 is	 the	 legality	of	reusing	data.	That	 is,	we	

aim	to	determine	the	legality	by	specifying	what	new	data	is	being	created,	and	

from	 what	 original	 datasets	 this	 new	 creation	 has	 been	 adapted	 from.	 We	

illustrated	 the	 approach	 Camden	 takes	 to	 this	 task	 in	 Figure	 4.3.	 The	 figure	

shows	the	evaluation	of	a	query,	specifying	the	creation	of	one	new	piece	of	data	

that	 is	 derived	 from	 three	 original	 sources.	 As	 can	 be	 seen	 under	 the	 ‘Argue	

header’,	 after	 receiving	 such	 a	 query,	 Camden’s	 query	 processors	 examine	 the	

contents	of	the	query,	and	spawn	off	multiple	legal	questions	to	be	evaluated.	It	

is	important	to	ask	the	right	number	of	questions,	matching	both	the	number	of	

input	 datasets	 and	 the	 amount	 of	 actions	 performed,	 because	 each	 piece	 of	

original	 data	may	 have	 a	 different	 license	 attached	 and	might	 have	 a	 different	

copyright	owner.	Additionally,	 the	legality	to	obtain	data	is	a	different	question	

to	 the	 legality	 to	 share	 data.	 Each	 of	 these	 questions	 (relating	 to	 obtaining,	

adapting	and	sharing)	evaluates	the	composition	of	the	relevant	argumentation	
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theory	(composed	of	the	collection	of	relevant	argument	schemes)	and	case	facts	

(the	 results	 of	 the	 clarification	 questions).	 Both	 of	 these	 points	 (the	 argument	

schemes	and	the	case	facts)	will	be	discussed	in	depth	in	the	following	sections	

(4.3-4.5).		

	

Referring	back	 to	Figure	4.3,	once	Camden	has	computed	the	 legality	of	 the	

various	steps	involved	in	obtaining,	adapting	and	sharing	the	original	data,	it	has	

access	 to	 a	 wealth	 of	 information	 representing	 the	 outcomes	 of	 each	 of	 these	

legal	questions.	However,	at	this	stage,	the	information	is	held	within	the	internal	

Carneades	 representation	of	 argument	graphs	 (Section	4.3).	 In	order	 to	 collate	

and	adequately	communicate	the	result	back	to	the	user,	Camden	must	examine	

these	 graphs	 (Section	 4.4).	 In	 doing	 this,	 Camden	 is	 trying	 to	 answer	 three	

important	questions:		

1. What	was	the	resulting	legality	for	each	step?		

2. What	(if	any)	are	the	relicensing	options	for	the	newly	created	data?		

3. Given	those	relicensing	options,	where	(if	anywhere)	can	the	researcher	

publish	this	data?		

In	 addition	 to	 just	 extracting	 the	 legality,	 or	 the	 probadandum	 (the	 main	

issue)	of	each	legal	question,	we	must	also	examine	the	rationale	behind	it.	Thus,	

in	 order	 to	 adequately	 communicate	 the	 result	 back	 to	 the	 user,	 Camden	 also	

scans	 through	 the	 argument	 graphs	 looking	 for	 the	 conditions	 and	 obligations	

(and	 whether	 or	 not	 they	 have	 been	 met)	 while	 also	 checking	 whether	 any	

copyright	 exemptions	 (Section	4.3.3)	have	been	determined	 to	be	valid	 for	 the	

case.		

	

Depending	 on	 the	 legality	 of	 the	 creation	 of	 this	 new	 data,	 the	 relicensing	

options	 are	 then	 considered	 (4.3.4).	 This	 essentially	means	 that	 Camden	must	

search	 for	 any	 license	 that	 satisfies	 the	 derived	 conditions	 attached	 to	 the	

original	 licenses.	Of	these	available	relicensing	options,	Camden	then	checks	 its	

knowledge	base	of	known	publication	venues,	and	the	licenses	they	are	willing	to	

accept	(discussed	in	Section	4.4.1),	to	provide	a	final	list	of	publication	locations	

that	 are	 able	 to	 accept	 the	 newly	 created	data.	 This	 ability	 enables	 Camden	 to	



	 100	

link	 complicated	 legal	 reasoning	 to	 an	 aspect	 of	 academic	 life	 meaningful	 to	

researchers.	

	

The	 final	 task	 is	 to	 send	 the	 resulting	 answer	 back	 to	 the	 researcher.	 For	

Camden,	 this	 means	 serializing	 the	 answer	 in	 a	 JSON	 format,	 making	 it	 easily	

parsable	by	a	 range	of	 external	 research	 tools.	One	 such	 tool	 is	 the	web-based	

interface.	 Through	 this	 interface	 the	 researcher	 is	 then	 able	 to	 explore	 and	

evaluate	 the	outcomes	of	 the	reasoning	developed	throughout	 this	chapter.	We	

will	delve	into	the	design	of	this	user	interface	in	Section	4.5,	demonstrating	both	

how	 the	 queries	 can	 be	 formulated	 and	 one	 possible	means	 of	 presenting	 the	

results	back	 to	 the	 researcher.	 Further	use	 cases,	 exploring	 the	applicability	of	

this	reasoning	are	then	presented	in	Chapter	5.	

	

4.3	Modelling	Knowledge	in	Camden	

	

We	 now	 provide	 a	 closer	 examination	 of	 how	 the	 arguments	 relevant	 to	

copyright	licensing	and	copyright	exemptions	are	captured	and	organized	within	

Camden.	Argument	schemes	and	statements	(see	Section	3.3)	make	up	the	core	

units	of	knowledge,	grouped	by	 the	notion	of	argument	 theories.	However,	 the	

construction	 of	 these	 theories	 is	 non-trivial,	 given	 the	 complex	 and	 diverse	

nature	 of	 the	 problem.	 Thus,	 to	 guide	 our	 development	 of	 these	 theories,	 we	

distil	the	design	requirements	discussed	in	Chapters	2	and	3	for	providing	useful,	

and	applicable,	guidance	to	researchers.	In	particular,	we	concluded	that	in	order	

to	be	useful	this	tool	must:	

• Situate	the	impacts	of	copyright	legality	against	the	various	steps	in	a	

research	workflow.	Including	publishing	and	relicensing.	

• Have	the	ability	to	consider	multiple	pieces	of	data,	under	a	range	of	

licenses,	simultaneously.	

• Cover	 a	 wide	 breadth	 of	 circumstances,	 such	 as	 different	 licenses,	

jurisdictions	and	tasks.	
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• Reason	over	a	number	of	key	copyright	issues	(Licensing,	Exemptions,	

the	 Public	 Domain	 –	 see	 Section	 2.3.1),	 and	 be	 able	 to	 drive	 their	

evaluation	using	the	contextual	evidence	of	each	case.	

	

Before	 embarking	 on	 our	 description	 of	 how	 knowledge	 is	 modelled	 in	

Camden	it	 is	most	helpful	to	consider	interactions	with	Camden	as	occurring	in	

one	 of	 two	 stages.	 The	 first	 being	 a	 configuration	 stage,	 this	 is	 where	 the	

knowledge	is	modelled,	filling	Camden’s	knowledge	base,	as	introduced	in	Figure	

4.2.	The	types	of	people	interacting	with	Camden	at	this	stage	are	those	with	an	

understanding	on	copyright:	lawyers,	experienced	librarians,	and	the	authors	of	

this	work	just	to	name	a	few.		The	second	stage	is	the	where	the	tool	is	used	by	

researchers	 –	 the	usage	 stage.	 That	 is,	 where	 the	 types	 of	 people	 interacting	

with	 Camden	 are	 researchers,	 wishing	 to	 receive	 copyright	 guidance.	 In	 this	

sense,	 the	 knowledge	 model	 presented	 in	 this	 section	 can	 be	 thought	 of	 as	 a	

medium,	allowing	experts	 to	asynchronously	communicate	their	understanding	

through	the	knowledge	structures	presented,	enabling	the	researchers	queries	to	

be	evaluated.	Throughout	this	section	we	will	clearly	denote	when	we	are	talking	

about	modelling	 knowledge	 (in	 the	 configuration	 stage)	 or	 where	 researchers	

queries	are	being	answered	(in	the	usage	stage).	

	

We	begin	this	task	now	by	describing	how	we	were	able	to	deconstruct	these	

challenges	and	organize	the	range	of	conditionally	relevant	arguments	into	their	

constituent	 key	 issues	 (Section	4.3.1).	 Following	 this	we	dig	 into	 the	details	 of	

how	we	captured	and	organized	the	knowledge	required	to	represent	copyright	

licensing	 (Section	 4.3.2).	 Then	 in	 Section	 4.3.3	we	 discuss	 how	 the	 knowledge	

required	 to	 determine	 copyright	 exemptions	 was	 represented.	 Following,	 in	

Section	4.3.4	we	discuss	how	we	addressed	the	task	of	sharing	and	relicensing.	

Finally,	 bringing	 this	 all	 together,	 in	 Section	 4.4	 we	 show	 how	 the	 captured	

knowledge	is	composed	and	evaluated	in	response	to	a	researcher’s	query.	
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4.3.1	Organizing	the	Arguments	

	

We	 are	 primarily	 concerned	with	 how	 copyright	 impacts	 the	 various	 steps	

within	the	research	workflow.	Essentially,	and	with	reference	to	the	discussion	

in	Chapter	2,	this	boils	down	to	considering	the	legality	of	being	able	to	obtain,	

reuse	 and	 share	 data.	 To	 go	 about	 this	 task	we	 utilize	 the	 notion	 of	 probative	

relevance	-	that	arguments	are	organized	around	a	main	issue	in	question,	or,	in	

argumentation	parlance,	the	probadandum	–	to	organise	the	key	issues.	

	

In	 this	 section,	 we	 identify	 and	 discuss	 the	 set	 of	 arguments	 that	 have	 a	

probative	weighting	 on	 the	 copyright	 legality.	We	will	 also	 present	 how	 these	

arguments	 have	 been	 captured	 using	 the	 knowledge	 representation	 formalism	

defined	by	Carneades,	and	additionally	what	evidence	must	be	gathered	in	order	

to	drive	their	evaluation.	

	

Figure 4.4 – Organizing the Probative Relevance of Determining Copyright Legality 

	

Figure	 4.4	 provides	 an	 overview	 of	 our	 organization	 of	 the	 probatively	

relevant	 arguments.	 The	 root,	 or	 probadandum,	 of	 this	 organisation	 is	 the	

copyright	 legality	 of	 a	 given	 case.	 From	 this	 starting	 point	 we	 specify	 the	 key	

issues	that	we	have	organized	the	relevant	chains	of	arguments	into.	In	Step	3	of	
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Figure	 4.4,	 we	 present	 three	 such	 key	 issues,	 derived	 from	 the	 discussion	 in	

Section	2.3.1,	that	Camden	is	able	to	consider	when	determining	the	legality	of	a	

case.	These	key	issues	are:	whether	the	work	is	in	the	public	domain,	whether	the	

work	 is	 adequately	 licensed,	 and	 whether	 the	 desired	 reuse	 qualifies	 for	 a	

copyright	 exemption.	We	 now	 present	 an	 overview	 of	 this	 organisation	 of	 the	

key	 issues	 before	 drilling	 into	 each	 one	 in	 greater	 detail	 in	 the	 subsequent	

sections.	

	

To	 link	 the	 key	 issues	 to	 the	 evaluation	 of	 the	 resulting	 legality	 (Step	 2	 of	

Figure	4.4),	we	begin	with	the	statement	(in	an	argumentation	sense)	of	whether	

‘reuse	has	been	restricted’.	The	truth,	or	acceptance,	of	this	particular	statement	

rest	on	two	assumptions	that	we	initially	consider	to	be	true	(or	accepted):	(1)	

that	the	work	is	under	copyright,	and	(2)	that	in	order	to	reuse	copyrighted	work	

permission	 must	 be	 granted	 by	 the	 copyright	 owner.	 Further,	 to	 link	 this	

statement	to	the	probadandum	of	 the	case,	we	explicitly	capture	the	argument,	

which	specifies	that	when	the	statement	 ‘reuse	has	been	restricted’	 is	accepted	

we	should	reject	the	statement	that	the	desired	action	is	legally	accepted.		

	

We	 have	 specified	 two	 routes	 by	 which	 the	 ‘restriction	 on	 reuse’	 can	 be	

rejected	and	thus	the	resulting	conclusion	of	illegality	of	the	case	can	be	altered.	

The	first	route,	or	argument,	challenges	the	assumption	that	the	‘work	[is]	under	

copyright’.	The	truth	of	this	argument	is	itself	premised	on	an	acceptance	of	the	

work	being	in	the	public	domain.	The	second	route	is	to	provide	an	alternative,	

and	 higher	 weighted	 argument,	 which	 undercuts,	 and	 forces	 us	 to	 reject	 the	

conclusion	 of	 the	 restriction.	 We	 specify	 two	 such	 arguments.	 The	 first	 is	

premised	 on	 the	 acceptance	 that	 the	 work	 is	 ‘adequately	 licensed’,	 and	 the	

second	 is	 premised	 on	 ‘qualifying	 for	 a	 copyright	 exemption’.	 Together	 these	

highlight	 the	 pertinence	 of	 defeasibility	 and	 the	 need	 to	 explicitly	 reason	 over	

competing	chains	of	inference	when	interpreting	the	domain	of	copyright.	

	

As	 can	 be	 seen,	 still	 referring	 to	 Figure	 4.4,	 this	 organization	 captures	 the	

general	 process	 of	 interpreting	 the	 copyright	 legality	 of	 a	 case,	 linking	 the	key	

issues	 of	 licensing,	 exemptions	 and	 the	 public	 domain,	 to	 the	 probadandum	 of	
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determining	 legality.	 From	 a	 copyright	 standpoint,	 it	 highlights	 how	 multiple	

strands	 of	 considerations,	 interacting	 with	 one	 another,	 can	 converge	 on	 the	

main	 issue.	 However,	 the	 chaining	 presented	 thus	 far	 leaves	 out	 how	 the	 key	

issues	 are	 actually	 determined.	 The	 evaluation	 of	 these	 key	 issues	 of	 copyright	

licensing	and	exemptions	will	depend	on	the	unique	circumstances	of	each	case.	

Thus,	 in	 the	 following	 sections,	 we	 consider	 how	 Camden	 is	 able	 to	

independently	reasons	over	both	of	these	issues,	the	outcomes	of	which	impact	

the	primary	issue	of	legality	through	the	organization	presented	above.	

	

In	 order	 for	 the	 legally	 of	 a	 case	 to	 be	 effectively	 evaluated	 we	 require	 a	

complete	 theory	(in	 the	argumentation	sense).	This	 theory	must	span	 from	the	

generalised	 copyright	 understanding	 as	 just	 discussed,	 to	 the	 conditionally	

relevant	 considerations	 of	 the	 license	 involved	 and	 the	 governing	 jurisdiction.	

However,	this	requirement	specificity	is	at	odds	with	creating	a	single	monolithic	

theory	of	copyright	as	arguments	pertaining	 to	one	 license,	or	 jurisdiction,	will	

not	 only	 be	 irrelevant,	 but	 could	 be	 dangerously	misleading,	when	 considered	

outside	their	scope	of	validity.	A	feature	of	Carneades,	discussed	in	the	previous	

chapter	that	we	have	heavily	utilized	is	the	ability	to	break	conditionally	relevant	

considerations	into	different	sections	and	subsections.	This	affordance	allows	us	

to	 independently	 organise	 and	model	 the	 arguments	 relevant	 for	 each	 license	

and	 jurisdiction.	 However,	 given	 this	 separation,	 we	 require	 a	 mechanism	 for	

theory	 compositions	 in	 response	 to	 a	 researcher’s	 query.	 Such	 a	mechanism	 is	

discussed	in	Section	4.4.	

	

4.3.2	Interpreting	Copyright	Licensing	

	 	

As	just	outlined,	our	modelling	task	was	not	to	provide	a	reconstruction	of	a	

particular	 historical	 case,	 but	 to	 comprehend,	 model,	 and	 then	 organise	 the	

requisite	understanding	in	order	to	reason	over	the	adequacy	of	the	licensing	in	

a	given	case.	To	this	end,	a	holistically	complete	theory	of	copyright	licensing	is	

still	 elusive,	 but	 given	 the	 discussion	 in	 Chapter	 2,	we	 have	 identified	 a	 set	 of	

salient	 features	 of	 licensing	 that	 provide	 the	most	 productive	 course	 to	 begin	
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modelling.	We	note	that	licensing	is	just	one	key	issue	in	determining	the	overall	

legality	of	a	case,	but	it	is	the	issue	we	focus	on	now.	

	

Figure 4.5 – Probative Relevance of Determining Adequate Licensing 

	

When	 attempting	 to	 reuse	 some	 copyrighted	 data,	 the	 key	 considerations	

relevant	to	licensing	is	always:	“Does	the	license	accommodate	the	task	I	want	to	

undertake?”	 	Thus,	 in	order	 to	stay	 focused	with	 the	 task	of	modelling	 licenses	

we	must	ensure	 that	addressing	 this	consideration	remains	central.	 In	contrast	

to	 an	 ontology	 building	 exercise	 -	 which	 aims	 to	 identify	 all	 the	 concepts	 and	

relationships	 pertaining	 to	 licensing	 -	 we	 have	 determined	 what	 the	 chain	 of	

arguments	would	be	(both	pro	and	con)	 to	critically	evaluate	whether	or	not	a	

piece	of	data	is	sufficiently	licensed	for	a	particular	use.	Shown	in	Figure	4.5	we	

present	 the	 common	steps	 that	organize	our	understanding,	 and	 the	probative	

relevance	for	determining	the	issue	of	adequate	licensing.	

	

The	 challenge	 we	 address	 now	 is	 the	 required	 duality	 of	 capturing	 the	

arguments	 relevant	 to	 determining	 the	 adequacy	 of	 a	 single	 license	 (given	 a	

particular	set	of	case	facts)	and	providing	the	means	to	do	so	en-masse,	allowing	

an	arbitrary	number	of	licenses	to	be	modelled.	We	approached	this	challenge	by	

identifying	 the	 key	 components	 that,	 together,	 effectively	 organize	 the	

understanding	required	to	make	determinations	of	adequate	licensing.		Thus,	we	

put	 forward	a	model	 to	 capture	 the	 license	 itself,	 the	 grouping	of	 licenses	 into	

licensing	 families,	 and	 the	 case	 facts	 that	mediate	between	 the	 license	 and	 the	

determination	of	licensing	adequacy	in	that	case.		
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Figure 4.6 – The Pattern used to Define a new License in Camden 

	

With	 reference	 to	 Figure	 4.6,	 above,	 we	 now	 introduce	 each	 of	 these	

components.	 We	 then	 follow	 up	 with	 a	 detailed	 examination	 of	 how	 they	 are	

captured	and,	 in	particular,	how	the	logic	of	how	they	are	captured	enables	the	

evaluation	of	legality	(as	shown	in	Figure	4.7).	The	three	components	are:	

	

An	 Individual	 License.	 This	 is	 the	 legal	 text	 attached	 to	 an	 individual	

dataset,	 such	 as	 the	 Creative	 Commons	 Attribution	 License.	 The	 key	 notions	

captured	 by	 Camden	 for	 each	 license	 are	 (i)	 the	 specific	 rights	 being	 licensed,	

and	(ii)	whether	any	of	these	rights	are	premised	with	additional	conditions	or	

obligations.		

It	is	important	to	note	that	we	capture	each	condition	and	obligation	directly	

against	 the	 individual	 right	 or	 rights	 they	 premise,	 as	 opposed	 to	 binding	 the	

conditions	 or	 obligation	 to	 any	 usage	 of	 the	work.	 This	method	 enables	 us	 to	

more	 accurately	 represent	 certain	 licensing	 clauses.	 For	 example,	 the	 strong	

copyleft	 clause	 contained	 in	 the	 GPL	 license	 is	 only	 relevant	 when	 sharing	

derived	work,	but	not	when	just	adapting	the	work	locally.	

The	 Licensing	 Family.	 We	 explicitly	 group	 licenses	 into	 their	 respective	

licensing	families.	This	mirrors	an	existing	license	grouping;	however,	the	main	

reason	for	doing	so	is	to	capture	the	similarities	between	many	licensing	clauses	

within	their	respective	licensing	families.	For	example,	within	both	the	Creative	

Commons	and	the	GNU	 licensing	 families	 the	 individual	 licenses	share	much	of	

the	same	wording	(i.e.	 the	same	clauses).	Therefore	we	are	able	 to	capture	 the	

logic	for	many	clauses	once,	and	reuse	that	understanding	across	the	licenses	in	

the	same	family.	

Furthermore,	we	argue	that	to	truly	capture	the	meaning	of	these	clauses	we	

must	 go	 beyond	 capturing	 their	 properties	 and	 relationships.	 To	 this	 end,	 we	
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capture	 the	 arguments	 required	 for	 Camden	 to	 effectively	 evaluate,	 in	 a	 given	

case,	whether	a	condition	is	actually	broken,	or	whether	an	obligation	is	not	met.	

We	 use	 the	 unit	 of	 a	 licensing	 family	 to	 organize	 these	 chains	 of	 arguments	

(discussed	further	in	step	4	below).		

Clarifications.	 Camden	 addresses	 a	 fundamental	 requirement	 of	

argumentation,	 that	 the	evaluation	must	be	driven	by	evidence.	Even	 the	most	

elegant	 and	 well-considered	 corpus	 of	 arguments	 is	 moot	 without	 evidence	

pertaining	to	the	specific	case	in	which	the	arguments	are	being	used.		

The	 arguments	 that	 capture	 the	 process	 of	 interpreting	 the	 conditions	 and	

obligations	 require	 contextual	 evidence	 derived	 from	 the	 case	 to	 drive	 their	

evaluation.	 Camden	 provides	 a	 mechanism	 that	 allows	 expert	 modellers	 to	

explicitly	define	clarification	questions	that	will	elicit	 the	requisite	case	facts	to	

evaluate	conditions	and	obligations.	This	evidence,	derived	 from	the	context	of	

each	case,	becomes	the	premises,	assumptions	and	exceptions	that	are	specified	

in	 the	 argument	 schemes,	 within	 the	 evaluation.	 The	 idea	 of	 eliciting	 relevant	

case	 details,	 as	 they	 are	 required,	 will	 thread	 through	 the	 remainder	 of	 this	

chapter,	 in	 particular,	 when	 we	 discuss	 the	 user	 interface	 and	 how	 these	

clarification	questions	are	actually	presented	to	the	researcher	(section	4.5.1).		

	

Having	presented	the	pattern	by	which	we	represent	copyright	 licenses,	we	

now	consider	the	model	by	which	Camden	organizes	the	probative	relevance	for	

determining	whether	a	 copyright	work	 is	 adequately	 licensed	 (Figure	4.7).	For	

clarity,	we	have	broken	this	process	into	four	stages,	with	each	stage	discussed	in	

detail	 following	the	 figure.	We	explore	 this	as	a	series	of	conditionally	relevant	

steps,	each	composed	of,	and	instantiated	as,	a	series	of	argument	schemes	that	

chain	together	to	determine	the	adequacy	of	a	 license	 for	a	particular	case.	We	

will	 present	 how	 each	 stage	 has	 been	 implemented	 within	 the	 Carneades	

formalism,	and	thus	the	Clojure	programming	language.	For	clarity,	these	stages	

are	 explained	 through	 an	 exemplar	 license,	 the	 Creative	 Commons	 Attribution	

Non-Commercial	License	(CC	BY-NC).		

	

Throughout	 the	 following	 discussion,	 we	 aim	 to	 justify	 our	 choice	 of	

computational	 argumentation	 as	 a	model	 of	 inference,	 and	 to	 demonstrate	 the	
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value	of	our	organisation	of	the	pertinent	argument	schemes.	To	complement	the	

following	discussion	we	have	provided	Figure	4.13	(Shown	on	page	123),	which	

shows	 a	 graphical	 printout	 of	 the	 exemplar	 arguments,	 instantiated	 as	 an	

evaluated	argument	graph.	We	believe	 that	by	demonstrating,	 through	worked	

examples,	 that	 we	 can	 interpret	 both	 the	 commonalities	 across	 licenses,	 and	

when	required	the	specificities	of	an	individual	case,	we	have	developed	a	model	

that	is	both	powerful	and	flexible	in	interpreting	copyright	licensing.	

	

Figure 4.7 – Arguments for Determining Sufficient Licensing 

Building	on	the	unit	of	the	argument	scheme,	presented	in	Chapter	3	(Section	

3.3.2),	we	now	discuss	its	fruitful	application	to	the	task	of	determining	licensing	

adequacy	 for	 a	 given	 task.	 Two	 important	 dimensions	 in	 the	 application	 of	

argument	schemes	are	 important	 to	restate	now.	First,	arguments	schemes	use	

of	free	variables,	which	allow	pattern	matching	across	premises	and	conclusions.	

Second,	pairing	this	pattern	matching	with	the	Carneades	argumentation	engine,	

which	 recursively	 applies	 the	 argument	 scheme	 patterns,	 instantiates	 a	 new	

argument	into	the	argument	graph	for	every	successful	pattern	that	is	matched.	

	

Licensing	Stage	1:	We	begin	by	identifying	the	open	or	undecided	statement	

that	requires	resolving.	 In	this	case	 it	 is	whether	or	not	the	work	is	adequately	

licensed.	Referring	back	to	the	discussion	on	the	nature	of	dialectic	knowledge	in	
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Chapter	 3	 (Section	 3.2.3),	 the	 determination	 we	 strive	 for	 (the	 adequacy	 of	

licensing)	is	only	applicable	to	the	context	of	the	particular	case	(i.e.	the	task	to	

be	 undertaken,	 the	 license	 involved	 and	 the	 relevant	 legal	 jurisdiction).	 The	

outcome	 of	 such	 a	 determination	 does	 not	 indicate,	 for	 example,	 whether	 a	

particular	 dataset	 is	 adequately	 licensed	 for	 someone	 else’s	 usage,	 or	 for	 a	

different	purpose	entirely.	So	for	a	particular	case,	the	determination	of	whether	

or	not	the	data	is	adequately	licensed	will	feed	back	into	the	determination	of	the	

overall	 legality	 of	 reuse,	 considered	 alongside	 the	 two	 other	 key	 issues	

(copyright	exemptions	and	the	public	domain)	as	just	presented	in	Section	4.3.1.		

	

Focusing	now	on	 the	process	of	 interpretation,	 to	 accept	 that	 a	dataset	has	

been	 adequately	 licensed	 means	 to	 accept	 that	 all	 the	 required	 rights	 for	 the	

desired	task	have	been	obtained.	In	order	to	make	such	a	determination	(either	

pro	 or	 con),	 the	 statement	 of	 adequate	 licensing	must	 first	 be	 linked	with	 the	

premises	 specifying	 both	 the	 license	 and	 the	 particular	 desired	 action	 in	

question,	 immediately	 beginning	 a	 chain	 or	 arguments	 specific	 to	 the	

circumstances	of	the	case.		

Figure 4.8 – Argument Schemes: Is the work adequately licensed? 

The	colours	in	this	figure	are	automatically	generated	from	the	eclipse	IDE	purely	to	help	with	
readability.	However	the	structure	of	this	argument	scheme	(the	headers,	premises,	conclusion	

etc.)	matches	the	explanation	of	Carneades	schemes	from	Section	3.3.2)	
	

Figure	 4.8	 presents	 the	 argument	 scheme	 that	 formalizes	 this	 relationship.	

Working	 our	 way	 through	 this	 scheme,	 we	 first	 encounter	 the	 (:header)	

capturing	metadata	 such	 as	 the	 title,	 description	 and	 the	 name	 of	 the	 author.	

Following	 this,	 is	 the	 conclusion	 (AdequatelyLicensed	 ?n).	 That	 is,	 the	 open	

statement	the	argument	is	addressing.	Shown	at	the	bottom	of	this	scheme,	are	

two	additional	details.	The	first	detail	states	that	this	argument	is	pro	(:pro	true).	

That	is,	if	accepted,	this	argument	supports	accepting	this	conclusion	as	true.	The	
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second,	 states	 that	 this	 argument	 is	 not	 strict	 (:strict	 false).	 Essentially,	 this	

marks	this	argument	as	defeasible	as	opposed	to	deductive.		

The	next	key	aspect	requiring	discussion	is	the	premise	of	this	argument,	and	

in	 this	 case	 there	 are	 three	 of	 them.	 The	 first	 two	 premises	 capture	what	 the	

desired	action	is	(DesiredAction	?a)	and	what	the	license	attached	to	the	data	is	

(LicenseFor	 ?n	 ?l)	 with	 the	 final	 premise	 linking	 this	 desired	 action	 to	 the	

determination	 of	 whether	 the	 attached	 license	 actually	 provides	 the	 required	

rights	 (ObtainedRequiredRights	 ?a	 ?l)	 to	 satisfy	 the	 scheme’s	 conclusion	

(AdequatelyLicensed	?n).	

Argument	 schemes,	 as	 discussed	 in	 Sections	 3.2.3	 and	 3.3,	 are	 patterns	 of	

common	reasoning	that	capture	the	relationship	between	the	premises	and	the	

conclusion.	However,	for	this	scheme	to	be	instantiated	during	the	course	of	an	

evaluation	we	require	some	basic	 facts,	which	describe	 the	context	of	 the	case,	

specifically	 the	 type	of	 license	 (represented	by	 the	variable	 ?l)	and	 the	desired	

action	 (represented	 by	 the	 variable	 ?a).	 It	 is	 through	 supplying	 statements	 of	

accepted	fact,	specifying	both	these	details	that	we	can	then	determine	whether	

or	 not	 the	 required	 rights	 have	 actually	 been	 obtained.	 The	 mechanism	 for	

gathering	this	information	from	the	users	is	discussed	in	Section	4.4.	

Perhaps	more	interesting	to	the	reader	is	how	an	argument	scheme,	shapes	

the	overall	evaluation	of	legality.	To	this	end,	and	throughout	this	discussion,	the	

reader	 is	 encouraged	 to	 refer	 to	 Figure	 4.13,	 shown	 at	 the	 conclusion	 of	 this	

section.	 Here	 we	 illustrate,	 through	 means	 of	 visualising	 the	 argument	 graph,	

how	the	presented	schemes	contribute	to	the	overall	evaluation	of	the	adequacy	

of	licensing	in	a	given	case.	Each	step	in	this	figure	is	annotated,	to	link	it	back	to	

the	licensing	stage	and	the	schemes	that	led	to	its	creation.	

	

Licensing	 Stage	 2:	As	 explored	 in	 Chapter	 2,	 the	 range	 of	 exclusive	 rights	

defined	in	legislation	represents	the	activities	restricted	by	copyright.	However,	

when	determining	 the	adequacy	of	 licensing	 for	 a	 specific	 case,	 only	 the	 rights	

pertaining	to	 the	particular	desired	action	 in	question	are	relevant	 to	consider.	

That	 is,	 before	 even	 considering	 the	 affordances	 of	 the	 license	 itself,	 we	must	

determine	 what	 rights	 specifically	 restrict	 the	 desired	 task.	 Thus,	 we	 have	



	 111	

specified	a	means	to	capture	the	relationship	between	the	desired	action	and	the	

set	of	particular	rights	that	must	be	licensed.		

We	 broke	 this	 task	 down	 into	 3	 parts	 as	 follows.	 1)	 define	 how	 the	 rights	

required	 for	 particular	 actions	 are	 represented,	 2)	 define	 how	 licenses	

themselves	are	represented	(the	rights	they	offer,	the	conditions	and	obligations	

they	place	on	those	offering),	and	3)	define	how	arguments	can	be	specified	that	

connect	 these	 definitions,	 in	 the	 context	 of	 a	 particular	 case,	 to	 determine	

whether	the	required	rights	have	been	obtained	(ObtainedRequiredRights	?a	?l).	

	

We	present	in	Figure	4.9	how	we	specify	the	relationship	between	the	actions	

and	 the	 specific	 rights	 they	 require	 (to	be	 legally	permitted).	Within	 the	 figure	

we	present	two	example	definitions	for	two	activities	that	concern	us	(adapting	

and	 sharing	 research	data).	 Shown	are	 the	 correspondingly	 required	 rights	 for	

each	 of	 these	 activities	 (duplication,	 adaption	 etc.).	 Any	 number	 of	 additional	

actions	 could	 be	 defined	 in	 Camden	 to	 specify	 a	 range	 of	 niche	 scenarios.	

However,	 in	 this	example	we	stick	 to	general	activities	 for	brevity.	The	pattern	

employed	here	 follows	 the	n-tuple	 format	of	 ([action]	RequiresRightOf	 [right]),	

with	 the	 ability	 to	 define	multiple	 rights	 that	might	 be	 required	 for	 a	 defined	

action	(each	specified	on	a	separate	line).	

	

	 				 	
Figure 4.9 – Statement definitions for Actions in Camden 

	

Having	 just	 specified	 how	 the	 relationship	 between	 actions	 and	 the	 rights	

they	 require	 is	 captured,	 we	 now	 consider	 how	 Camden	 is	 able	 to	 determine	

whether	 or	 not	 a	 particular	 license	 offers	 these	 rights.	 To	 this	 end,	 Camden	

specifies	a	means	for	capturing	license	definitions,	both	the	rights	on	offer,	and	

the	conditions	and	obligations	placed	on	these	rights.	

	

To	 demonstrate	 this	 claim	 and	 to	 begin	 elaborating	 on	 it,	 we	 present	 the	

licensing	 definition	 for	 the	 Creative	 Common	 Attribution	 Non-Commercial	
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License	(CC	BY-NC)	at	the	top	of	Figure	4.10,	below.		The	definition	conforms	to	

both	the	n-tuple	formalism	for	specifying	statements	in	Carneades	(Section	3.3),	

and	the	conceptual	model	of	 licenses	presented	 in	Figure	4.6.	 	The	structure	of	

these	definitions	also	corresponds	to	the	premises	defined	within	the	arguments	

schemes	that	will	interpret	these	license	definitions	(Figure	4.10).		

	

Working	through	the	structure	of	definition	presented	below,	there	are	three	

key	patterns	that	we	composed	to	create	a	license	definition:		

(LicenseProvides	[LICENSE]	providesRight	[RIGHT]),		

(LicenseConditions	[LICENSE]	conditionsRight	[RIGHT]	[CONDITION]),	and	

(LicenseObliges	[LICENSE]	obligesRight	[RIGHT]	[OBLIGATION]).		

The	first	pattern	specifies	the	right	being	offered.	So	for	a	given	license	this	will	

be	instantiated	for	every	right	the	license	offers.	The	next	two	patterns	are	used	

to	 specify	 any	 conditions	 or	 obligations	 that	 are	 attached	 to,	 and	 premise,	 the	

offering	 of	 a	 right.	 The	 [BRACKETED]	 portions	 of	 these	 patterns	 are	 replaced	

with	the	relevant	license,	right,	condition	or	obligation	to	be	expressed,	as	shown	

in	Figure	4.10.	

Figure 4.10 – Argument Schemes: Does the License Provide the Required Rights? 

We	 now	 have	 the	 means	 to	 express	 the	 relationship	 between	 actions	 and	

rights	 they	 require,	 and	 between	 licenses	 and	 the	 rights	 they	 offer	 (often	
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conditionally).	With	these	in	hand,	we	can	now	consider,	for	a	given	action	and	a	

particular	 license,	 how	 to	determine	whether	 or	 not	 the	necessary	 rights	 have	

been	 obtained	 to	 legally	 proceed.	 Towards	 this	 aim,	 we	 define	 two	 argument	

schemes	(Figure	4.10)	to	consider	this	question.	The	first	captures	the	argument	

for	 accepting	 the	 outcome	 (ObtainedRequiredRights	 ?a	 ?l),	 and	 the	 second	

captures	the	argument	for	its	rejection.	

	

The	 first	 scheme	 asks:	 towards	 evaluating	 the	 conclusion	 of	

(ObtainedRequiredRights	?a	?l),	are	the	rights	required	by	(?a)	offered	by	license	

(?l)?	 It	 yes	 then	 this	 will	 provide	 reason	 for	 us	 to	 accept	 its	 conclusion	 (:pro	

true).	Digging	deeper,	there	are	two	important	aspects	to	the	way	we	utilize	this	

scheme.		

1) The	 first	 premise	 in	 this	 scheme	 (?a	 RequiresRightOf	 ?r)	 matches	 the	

pattern	 introduced	 for	 defining	 the	 relationship	 between	 actions	 and	

rights.	As	shown	in	Figure	4.9,	multiple	rights	can	be	defined	as	necessary	

for	only	one	action.		Thus,	as	explained	in	Section	3.3,	this	scheme	(acting	

as	 a	 common	 pattern	 of	 reasoning)	 is	 instantiated	 for	 every	 matching	

instance	of	(?a	RequiresRightOf	?r).	As	we	are	using	the	CC	BY-NC	license	

and	 considering	 the	 action	 of	 sharing	 we	 can	 see	 the	 fully	 instantiated	

argument	 graph	 at	 the	 conclusion	 of	 this	 section	 (Figure	 4.13).	 In	 this	

figure,	we	can	see	next	 to	 the	annotation	 ‘Stage	2’,	 that	 this	 scheme	has	

been	 instantiated	 twice,	 once	 for	 each	 right	 required	 for	 the	 action	

‘sharing’,	as	it	is	defined	in	Figure	4.9.		

2) The	next	key	aspect	is	the	choice	of	the	second	premise	(LicenseProvides	

?l	 providesRight	 ?r),	 and	 the	 only	 assumption	 (LicenseTermsMet	 ?l	 ?r).	

This	 premise	 essentially	 says	 that	 for	 this	 argument	 to	 be	 accepted,	 it	

must	be	backed	by	evidence	that	 the	 license	(?l)	offers	right	(?r),	which,	

not	coincidentally,	matches	the	pattern	for	specifying	licenses	from	Figure	

4.10.	 The	 power	 behind	 the	 formalism	 we	 are	 constructing,	 and	 what	

differentiates	it	from	all	existing	work	discussed	in	Chapter	3,	stems	from	

making	 explicit	 the	 assumption	 in	 this	 scheme	 (LicenseTermsMet	 ?l.	

Beginning	 with	 the	 optimistic	 assumption	 that	 the	 researcher	 is	 not	

breaking	any	of	the	licensing	terms,	Camden	is	then	able	to	drill	into	the	
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details	 of	 the	 clauses	 as	 they	 relate	 to	 the	 case	 facts	 to	 provide	 a	more	

rounded,	and	legally	accurate	answer.	The	means	by	which	Camden	goes	

about	this	interpretation	is	discussed	in	stage	3.	

A	key	take	home	message	of	this	design	is	its	simplicity	and	flexibility.	We	are	

able	to	use	the	same	pattern	of	interpretation	on	any	combination	of	license	and	

actions	definitions.	This	highlights	the	value	of	utilizing	defeasibility	as	a	building	

block	and	the	lens	of	argumentation	to	structure	a	problem.	

	

The	 second	 scheme	 (Figure	4.10)	 captures	 a	 related	but	 important	 counter	

argument	 to	 our	 acceptance	 of	 whether	 or	 not	 the	 required	 rights	 have	 been	

obtained.	 Given	 that	 actions	 may	 require	 multiple	 rights,	 there	 exists	 an	

important	 case	 where	 a	 license	 will	 offer	 some	 but	 not	 all	 of	 those	 rights.	 A	

fundamental	notion	of	an	argument	is	that	is	argues	for	a	position.	In	the	case	of	

the	first	scheme,	its	position	was:	if	the	rights	are	offered	and	the	assumption	is	

unbroken	we	have	reason	to	accept	the	conclusion.	However,	this	argument	does	

not	take	a	position	on	what	conclusion	should	be	drawn	when	a	license	does	not	

offer	 a	 right.	 This	 second	 scheme	 thus	 makes	 an	 explicit	 argument	 that	 if	 an	

action	 requires	 a	 right	 (?a	 RequiresRightOf	 ?r)	 and	 that	 right	 has	 not	 been	

offered	 (NotAvailable	 ?l	 ?r)	 we	 then	 have	 reason	 to	 reject	 the	 conclusion	

(ObtainedRequiredRights	 ?a	 ?l).	As	with	 the	 first	 scheme,	 it	 has	 two	 important	

design	aspects:	

1) The	 statement	 (NotAvailable	 ?l	 ?r)	 is	 expressed	 as	 an	 assumption,	

meaning	that	this	argument	assumes,	unless	there	is	clear	evidence	to	the	

contrary,	that	the	right	has	not	been	licensed.	We	can	see	the	outcome	of	

this	 scheme	 playing	 out	 in	 Figure	 4.13,	 where	 both	 rights	 have	 been	

successfully	 licensed,	providing	clear	evidence	to	break	this	assumption,	

and	 to	 render	 this	 argument	unfounded.	This	 idea	 is	 especially	 relevant	

when	 considering	 the	 licensing	 of	 multiple	 rights	 simultaneously.	 For	

instance,	 if	 say	 two	 of	 the	 three	 required	 rights	 have	 been	 offered,	 we	

have	 two	 arguments	 supporting	 our	 acceptance	 of	

(ObtainedRequiredRights	?a	?l),	and	with	this	additional	scheme	we	will	

now	have	an	argument	in	opposition.	
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2) This	leads	us	to	the	second	essential	design	choice,	in	that	this	scheme	is	

expressed	 deductively	 (:strict	 true),	 meaning	 that	 it	 is	 not	 subject	 to	

defeat	if	its	truth	is	established;	unlike	the	other	schemes	presented	thus	

far	 which	 have	 all	 been	 defeasible.	 The	 importance	 of	 this	 modelling	

decision	 is	 that	 it	 enables	 Camden	 to	 correctly	 interpret	 the	 situation	

when	only	some	of	the	required	rights	are	adequately	covered.	That	is	if	

even	 one	 of	 the	 required	 rights	 has	 not	 been	 offered,	 it	 will	 reject	 the	

outcome	 that	 all	 the	 rights	 have	 been	 obtained.	 Thus,	 through	 the	

combination	 of	 these	 two	 schemes	 working	 in	 concert	 we	 are	 able	 to	

make	 informed,	 and	 automated,	 interpretations	 (illustrated	 in	 Figure	

4.13).	

	

This	stage	highlights	an	essential	difference	between	converging	and	linked	

arguments	for	expressing	the	process	of	interpretation.	On	one	hand	(as	codified	

by	the	first	scheme),	for	each	required	right	to	be	obtained,	both	the	premise	of	

the	 licenses	 offering	 of	 that	 right	 and	 the	 assumption	 that	 the	 licensing	 terms	

have	 been	 met	 are	 linked,	 so	 must	 collectively	 be	 true	 in	 order	 to	 provide	

support	for	accepting	that	the	rights	have	been	obtained.	However,	on	the	other	

hand,	when	we	consider	both	of	these	schemes	together,	we	see	that	while	their	

premises	differ,	they	have	a	shared	conclusion	(one	pro	and	one	con).	Thus	they	

provide	 alternative	 but	 converging	 considerations	 for	 making	 the	

determination.		

	

Licensing	 Stage	 3:	 Licenses	 can,	 and	 regularly	 do,	 include	 conditions	 and	

obligations	on	the	rights	they	offer.	We	must	respect	this	 fact	 in	order	to	make	

accurate	and	informed	decisions.	In	this	stage	we	demonstrate	how	our	model	is	

able	 to	 correctly	 consider	 the	 impact	 of	 a	 broken	 condition	 or	 an	 unmet	

obligation	 in	 the	 context	 of	 determining	 whether	 or	 not	 a	 required	 right	 has	

actually	been	licensed.	The	arguments	presented	here	build	directly	off	the	open	

statement	 (LicenseTermsNotMet	?l	 ?r)	prompted	by	 the	previous	stage	 (Figure	

4.10).	 In	 this	 stage	 we	 demonstrate	 how	 Camden	 can	 effectively	 organise	 the	

probative	 relevance	 when	 determining	 conditions	 and	 obligations,	 and	 so	
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construct	 chains	 of	 arguments	 that	 link	 together	 and	 collectively	 consider	 the	

range	of	relevant	issues.	

	

We	demonstrate	this	affordance	by	continuing	with	the	example	built	off	the	

Creative	 Commons	 Attribution	 Non-Commercial	 (CC	 BY-NC)	 license.	 Referring	

back	 to	 the	 license	 definition,	 presented	 in	 Figure	 4.10,	 part	 of	 the	 definition	

pattern	 states	 that	 for	 each	 right	 offered,	 there	 are	 some	 corresponding	

conditions	 and	 obligations.	 In	 this	 case	 there	 is	 a	 NonCommercial	 clause	

(LicenseConditions	CreativeCommons-BY-NC	conditionsRight	Distribution	Non-

Commercial),	and	an	obligation	to	give	attribution	to	the	original	works	author	

when	 sharing	 (LicenseObliges	 CreativeCommons-BY-NC	 obligesRight	

Distribution	Attribution).		

	

We	 take	 the	 position	 that	 the	 outcome	 of	 either	 a	 broken	 condition	 or	 an	

unmet	 obligation	 will	 result	 in	 identical	 invalidations	 with	 regard	 to	 the	

adequacy	 of	 the	 license	 for	 that	 particular	 case.	 This	 is	 reflected	 in	 the	 two	

argument	schemes	(presented	in	Figure	4.11)	that	both	share	the	conclusion	of	

(LicenseTermsNotMet	?l	 ?r).	The	difference	between	these	 two	schemes	 is	 that	

the	first	considers	the	conditions	while	the	second	considers	the	obligations.	We	

discuss	these	schemes	by	explaining	the	two	important	problems	they	solve.	

1) As	shown	 in	Figure	4.11,	 the	 first	premise	 for	each	scheme	matches	 the	

pattern	 for	 capturing	 licensing	 conditions	 and	 obligations,	

(LicenseConditions	 ?l	 conditionsRight	 ?r	 ?c)	 and	 (LicenseObliges	 ?l	

obligesRight	 ?r	 ?o)	 respectively.	 The	 second	 premise	 for	 each	 scheme	

then	 asks	 the	question:	 given	 the	defined	 condition	or	 obligation,	 has	 it	

been	 broken?	 In	 essence,	 these	 schemes	 act	 as	 a	 bridge	 between	 the	

license	 definition	 and	 the	 evaluation	 of	 whether	 a	 condition	

(BrokenCondition	 ?c)	 or	 obligation	 (BrokenObligation	 ?o)	 has	 been	

broken	in	a	given	case.	Together	these	schemes	give	the	license	definition	

probative	meaning	(impact	on	the	final	determination)	during	the	course	

of	an	evaluation.	
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2) To	 provide	 an	 accurate	 interpretation,	 every	 relevant	 condition	 and	

obligation	 attached	 to	 a	 license	 must	 be	 examined.	 In	 the	 Creative	

Commons	BY-NC	example,	we	only	have	one	condition	and	one	obligation	

associated	 with	 the	 right	 of	 Distribution.	 However	 our	 means	 for	

specifying	 a	 license	 definition	 permits	 an	 arbitrary	 number	 of	 each.	 To	

address	 this,	 the	 two	 argument	 schemes,	 defined	 in	 Figure	 4.11,	 are	

instantiated	for	every	condition	and	obligation	respectively.	We	note	two	

features	of	 these	schemes.	Firstly,	 they	are	con	(:pro	 false).	That	 is,	 they	

argue	 to	reject	 the	conclusion	(LicenseTermsMet	?l	 ?r).	Secondly,	 in	 this	

case	they	are	deductive	(:strict	true),	not	defeasible.	Taken	together,	this	

means	 that	 each	 instantiated	 argument	 that	 stems	 from	 these	 schemes,	

argues	 to	 reject	 the	 conclusion	 that	 the	 licensing	 terms	 have	 been	met,	

and	if	accepted	would	deductively	argue	against	the	terms	being	met.	This	

last	 point	 formalises	 our	 position	 that	 any	 broken	 condition	 or	 unmet	

obligation	results	in	the	licensing	terms	being	unmet.		

Figure 4.11 – Argument Schemes: Have any Conditions of Obligations Been Broken 

	

Licensing	 Stage	 4:	 This	 fourth	 and	 final	 stage	 of	 the	 licensing	 evaluation	

wraps	up	all	the	loose	threads.	It	addresses	whether	any	of	the	conditions	have	

been	broken	(BrokenCondition	?C),	or	whether	any	of	the	obligations	have	been	

unmet	 (BrokenObligation	 ?o).	 Thus,	 in	 this	 step,	 we	 must	 determine	 how	 to	
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represent	the	richness	and	diversity	of	these	licensing	clauses,	and	how	to	then	

determine	whether	they	have	been	broken	or	unmet.		

	

Thus	 far,	 the	 modelling	 of	 licenses	 has	 been	 organised	 into	 argument	

schemes	 and	 templates	 that	 copyright	 experts,	 during	 the	 configuration	 stage,	

can	use	to	capture	their	understanding	of	a	copyright	license	or	the	relationship	

between	actions	and	 the	corresponding	 required	rights	 they	 require.	However,	

the	 determination	 of	 whether	 a	 condition	 has	 been	 broken,	 or	 whether	 an	

obligation	 is	 unmet,	 is	 itself	 a	 complicated	 argument.	 Importantly,	we	 take	 the	

position	 that	 these	 arguments,	 or	 potentially	 chains	 of	 arguments,	 are	 highly	

specific	to	the	particular	license	(or	the	family	of	the	license)	in	question.	Thus,	

our	position	is	that	each	condition	or	obligation	is	unique	and	it	 is	ultimately	a	

job	 for	 someone	with	 copyright	 expertise	 to	work	his	or	her	way	 through.	For	

Camden,	 this	 means	 enabling	 domain	 experts	 in	 this	 task	 of	 specifying	 these	

argument,	or	chains	of	arguments	required	to	effectively	 interpret	the	outcome	

of	 each	 condition	 or	 obligation.	 The	 question	 then	 becomes,	 how	 is	 this	

modelling	 task	 for	 the	 copyright	 experts	 supported	within	 Camden?	And	what	

does	an	example	of	this	look	like?	

	

To	 address	 this	 goal,	 Camden	 dictates	 one	 constraint	 on	 how	 these	

arguments	 must	 be	 modelled,	 and	 one	 supporting	 feature	 that	 allows	 the	

necessary	 case	 evidence	 to	 be	 acquired	 in	 order	 to	 drive	 the	 evaluation.	 We	

specify	this	constraint	now,	followed	by	the	supporting	feature:	

1) Firstly,	 to	 ensure	 the	 arguments,	 or	 chains	 of	 arguments,	 modelled	 by	

experts	are	probatively	relevant	in	the	context	of	the	rest	of	the	licensing	

evaluation,	we	enforce	that	any	specified	arguments	must	conclude	with	

the	statement	format	of:	

(ConditionHasBeenBroken	[?specificCondition]),	or	

(ObligationHasBeenUnmet	[?specificObligation])	

Where	the	[?specificCondition/Obligation]	are	placeholders	for	the	

corresponding	condition/obligation	specified	in	the	license	definition.	

2) Secondly,	we	strongly	argue	that	in	order	to	drive	the	evaluation	of	these	

arguments	 they	 must	 be	 driven	 by	 the	 case	 specific	 details.	 Therefore	
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there	 must	 be	 a	 means	 for	 eliciting	 any	 specific	 knowledge	 about	 the	

context	 of	 each	 case.	 Therefore,	 we	 provide	 a	 mechanism	 for	 defining	

clarification	 questions	 that	 will	 be	 presented	 to	 the	 researcher	 during	

their	 interaction	 with	 Camden.	 This	 enables	 Camden	 to	 gather	 the	

required	contextual	information	that	is	essential	to	drive	the	evaluation.		

	

In	Figure	4.12	we	show	an	example	application	of	both	of	these	techniques,	

and	discuss	the	affordances	this	approach	offers.	

Figure 4.12 – Argument Schemes: Evaluating the Non-Commercial Condition 

	

For	brevity,	we	present	a	simplified	example	above	in	Figure	4.12	(simplified	

only	relative	to	what	an	expert	might	model	if	they	were	being	exhaustive).	This	

example	 is	 for	 evaluating	 the	Non-Commercial	 condition	 found	 in	 the	 Creative	

Commons	 licensing	 family.	 An	 explanation	 of	 how	 this	 evaluation	 has	 been	

captured	could	usefully	begin	 from	either	 the	clarification	questions	 (shown	at	

the	top	of	Figure	4.12)	or	with	the	argument	schemes	(shown	at	the	bottom),	as	

they	 are	 inextricably	 linked.	 By	 that	 we	 mean	 the	 information	 garnered	 from	

clarification	 questions	 drives	 the	 evaluation	 of	 the	 argument	 schemes,	 and	

conversely	these	clarification	questions	are	defined	by	the	needs	of	the	schemes	

themselves.	What	we	have	focused	on	in	this	example	is	the	connection	between	

the	 license	 definition,	 the	 modelled	 example,	 and	 the	 use	 of	 the	 clarification	

questions	 to	 elicit	 contextual	 information.	 However,	 in	 Chapter	 5,	 we	 explore	
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additional	 worked	 examples	 to	 explore	 how	 these	 ideas	 have	 been	 put	 into	

practice.	

	

We	 start	our	discussion	with	 the	 two	argument	 schemes	 (Figure	4.12)	 that	

evaluate	separate	reasons	why	the	Non-Commercial	condition	could	be	broken.	

The	 first	 scheme	 links	 the	 notion	 of	 gaining	 commercial	 advantage	

(CommercialAdvantage	 true)	 to	 the	 breaking	 of	 the	 non-commercial	 condition	

(ConditionBroken	 Non-Commercial),	 while	 the	 second	 links	 the	 notion	 of	

monetary	 gain	 (monetaryGain	 true)	 to	 the	 same	 conclusion	 of	 a	 broken	 non-

commercial	 condition.	 We	 highlight	 two	 important	 features	 in	 this	 example:	

features	that	are	also	affordances	for	any	expert-defined	definition	for	evaluating	

the	breaking	of	conditions	or	obligations:	

1) There	can	be	multiple	separate,	but	converging,	chains	of	arguments	that	

result	in	the	breaking	of	a	single	condition.	In	this	example,	for	instance,	

we	 have	 specified	 two	 reasons	 to	 conclude	 that	 the	 non-commercial	

condition	 has	 been	 broken.	 This	 is	 seen	 in	 contrast	 against	 a	 particular	

shortcoming	of	 existing	approaches	built	purely	on	ontological	or	meta-

data	vocabularies.	 In	 these	approaches	 the	concept	of	a	non-commercial	

condition	 is	 often	 captured,	 but	 the	 formalism	 does	 not	 capture	 the	

reasoning	 required	 to	 actually	 determine	whether	 or	 not	 this	 condition	

has	 been	 broken,	 and	 for	what	 reasons.	 The	 task	 of	 figuring	 this	 out	 is	

unfortunately	left	up	to	the	researcher	to	determine.	

2) In	order	 to	evaluate	 these	arguments,	we	require	 the	 relevant	evidence,	

which	 matches	 their	 specified	 premises:	 (CommercialAdvantage	 true)	

and	 (monetaryGain	 true).	We	 posit	 that	 these	 two	 pieces	 of	 contextual	

evidence	 cannot	 be	 known	 in	 advance,	 that	 is	 when	 the	 argument	

schemes	 are	 first	 captured.	 Thus,	 the	 acceptance	 of	 either	 of	 these	

arguments	is	inseparable	from	the	individual	circumstances	of	each	case	

(as	 opposed	 to	 any	 generalizable	 theory	 of	 copyright).	 This	 explicit	

capturing	 of	 supporting	 evidence	 is	 central	 to	 the	 richness	 of	

interpretation	that	Camden	provides.	It	allows	us	to	represent	not	only	an	

interpretation	 of	 copyright	 but	 to	 begin	 expressing	 the	 processes	 of	
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professional	 interaction	 that	 occur	 when	 a	 researcher	 brings	 their	

questions	directly	to	a	human	lawyer.	

	

We	focus	now	on	the	mechanism	that	Camden	provides	to	enable	a	copyright	

expert	to	specify	the	evidence	required	to	drive	the	arguments	they	capture.	We	

show,	 through	 example,	 how	 this	 is	 implemented	 in	 Figure	 4.12.	 We	 start	 by	

referring	to	the	first	two	statements	at	the	top	of	the	figure.	These	statements	are	

formalised	 in	 a	 JSON-equivalent	 format,	 written	 in	 the	 Clojure	 programming	

language.	The	 first	 statement	 is	 linked	 to	 the	argument	connecting	commercial	

advantage	to	the	breaking	of	the	Non-Commercial	condition.	The	key	elements	of	

its	 specification	 are,	 the	 words	 presented	 to	 the	 user	 “For	 Commercial	

Advantage”	 (which	 through	 the	 interface	will	 have	 a	 ‘?’	 appended),	 the	 default	

position	 of	 the	 question	 “false”	 (i.e.	what	 is	 initially	 assumed,	 and	 through	 the	

user	 interface,	 discussed	 in	 4.5,	 what	 the	 default	 position	 of	 the	 interface	will	

show),	and	lastly	the	fact	name,	“commercialAdvantage”	(which	when	combined	

with	 the	 resulting	 true/false	 value	 from	 the	 researchers	 response	 this	 will	

become	a	case	fact	introduced	to	the	argument	evaluation).	The	structure	of	the	

second	statement	is	identical,	only	replacing	the	“commercialAdvantage”	notions	

with	“momentaryGain”.		

	

Of	 course,	 the	 argument	 scheme	 and	 the	 supporting	 clarification	 questions	

presented	in	both	of	these	examples	could	have	been	more	complex.	They	could	

have	 captured	 the	 more	 nuanced	 notions	 of	 the	 Non-Commercial	 clauses,	 for	

example.	 	 But	 these	 simple	 examples	 demonstrate	 the	 key	 advantages	 of	 this	

approach:	supporting	multiple	reasons	to	conclude	that	a	licensing	condition	has	

been	 broken,	 and	 the	 implementation	 of	 clarification	 questions	 to	 drive	 the	

evaluations.	The	range	of	copyright	solutions	that	we	can	already	address	with	

this	approach	will	be	covered	in	greater	detail	in	our	Use	Cases	(Section	5.2).	In	

particular,	we	explore	 in	greater	depth	 the	 (:subQuestions	 [	 ])	portion	of	 these	

statements	in	a	worked	example	in	Section	5.2.4,	and	show	how	this	idea	is	also	

utilized	in	the	following	sections	when	we	discuss	copyright	exemptions.	
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Perhaps	self-evident	is	that	the	posing	of	clarification	questions	is	reliant	on	

user	 input,	 and	on	a	user-interface,	which	supports	 the	gathering	of	 this	 input.	

We	 present	 the	mechanism	 for	 how	 this	 contextual	 knowledge	 is	 elicited	 and	

composed	within	 the	process	of	query	evaluation	 later	 in	 this	 chapter	 (Section	

4.4).	 Additionally,	 we	 reiterate	 that	 these	 schemes	 are	 only	 relevant	 to	 the	

Creative	 Commons	 licensing	 family,	 and	 form	 part	 of	 the	 definition	 for	 how	

Camden	 currently	 understands	 the	 Creative	 Commons	 licensing	 family.	

Together,	 it	 is	 through	 the	 combination	 of	 these	 affordances	 that	 arbitrary,	

complex	 chains	 of	 arguments	 can	 be	 defined	 within	 Camden,	 to	 evaluate	 the	

breaking	of	conditions	and	obligations.	

To	 summarise	 the	 progress	 reported	 so	 far,	 we	 have	 taken	 the	 larger,	

somewhat	unwieldy	domain	of	copyright,	and	broken	it	 into	its	constituent	key	

issues,	 organised	 through	 the	 notion	 of	 probative	 relevance.	 For	 copyright	

licensing	 in	particular,	we	have	 further	decomposed	 the	 ideas	 into	 individually	

understandable	 components,	 which	 collectively	 create	 a	 flexible	 and	 powerful	

model	of	automated	reasoning.		
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 Figure 4.13 – Instantiated Argument Graph showing the evaluation of Adequate licensing 
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4.3.3	Considering	Copyright	Exemptions	

Like	 licensing,	 the	 task	 of	 modelling	 exemptions	 is	 not	 to	 reconstruct	 one	

particular	 copyright	 exemption,	 but	 to	 understand,	 model,	 and	 organise	 the	

requisite	knowledge	in	order	to	reason	over	the	validity	of	appealing	to	a	range	

of	copyright	exemptions	in	a	range	of	varying	circumstances.	From	the	synthesis	

in	 Chapter	 2,	 we	 understand	 exemptions	 to	 be	 both	 highly	 variable	 and	 often	

narrowly	defined.	This	is	in	addition	to	their	jurisdictionally	organized	relevance.	

This	framing,	explored	further	below,	provides	us	with	starting	point	to	address	

what	 is	a	highly	diverse	modelling	challenge.	Once	again,	 like	 the	evaluation	of	

licensing,	 the	 model	 of	 reasoning	 developed	 here	 to	 address	 copyright	

exemptions	 is	 just	 one	 component	 to	 consider	 with	 regards	 to	 determining	

copyright	 legality,	 and	 fits	 with	 the	 probatively	 relevant	 organisation	 of	 those	

key	issues	presented	in	Section	4.2.	

Copyright	 exemptions	 are	 legal	 defences	 for	 copyright	 infringement,	 and	

qualifying	for	such	an	exemption	is	independent	of	whether	or	not	the	content	is	

adequately	 licensed.	 Unlike	 licensing,	 here	 we	 are	 not	 interested	 in	 the	 rights	

themselves.	Instead,	we	focus	on	the	portion	of	copyright	legislation	that	sets	out	

the	 types	 of	 circumstances	 under	 which	 an	 individual	 (or	 organization)	 can	

defend	their	unauthorized	use	of	copyrighted	material.	Qualifying	has	everything	

to	do	with	the	particular	 task	and	parties	 involved,	 the	 intent	behind	that	 task,	

and	whether	 there	 is	 a	matching	 exemption	 defined	 in	 legislation.	 Part	 of	 the	

decision	also	relates	to	each	specific	piece	of	content	being	reused.	Furthermore,	

exemptions	 are	 defined	 under	 national	 laws,	 which	 mean	 they	 are	

jurisdictionally	specific.		

Qualifying	 for	 an	 exemption	 to	 copyright	 restrictions	 can	 include	

consideration	of	any	of	the	following:	

• The	type	of	content	being	reused.

• The	nature	of	how	the	content	is	being	transformed	or	adapted.

• The	 purpose	 driving	 its	 reuse,	 including	 the	 role	 of	 the

person/organization	undertaking	the	reuse.

• The	jurisdiction	under	which	the	reuse	is	undertaken
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In	 addition	 to	 these	 considerations	 there	 will	 also	 typically	 be	 a	 range	 of	

unique	requirements	and	conditions	associated	with	each	case.	This	once	again	

poses	a	huge	challenge	for	a	researcher	untrained	in	legal	practice.	It	would	be	a	

highly	 unproductive	 use	 of	 most	 researchers’	 time	 to	 even	 attempt	 to	 master	

such	a	changeable	and	complicated	topic.	

The	 challenge	 we	 now	 address	 is	 to	 specify	 the	 means	 of	 capturing	 the	

richness	of	copyright	exemptions.	We	do	this	with	an	eye	towards	appreciating	

the	 variation	 between	 exemptions	 and	 their	 conditional	 relevance	 to	 the	

jurisdiction	they	are	defined	within.	To	begin	addressing	this	challenge,	we	put	

forward	a	model	that	captures	the	following	facets	of	copyright	exemptions:	the	

individual	exemption,	the	grouping	of	exemptions	into	jurisdictions,	and	the	case	

facts.	 As	 with	 licensing,	 the	 case	 facts	 are	 captured	 through	 clarification	

questions	presented	to	the	user,	which	mediate	between	the	exemption	and	the	

determination	of	its	validity	in	that	case.	

Figure 4.14 – Pattern used to Define a new Copyright Exemption in Camden 

With	 reference	 to	 Figure	 4.14,	 above,	 and	 expanding	 on	 the	 breakdown	 just	

presented,	we	now	examine	each	of	these	facets	in	turn.	

The	 Jurisdiction.	 This	 is	 the	 unit	 that	 groups	 together	 copyright	

exemptions.	 Copyright,	 on	 the	 whole,	 is	 defined	 in	 national	 laws	 passed	 by	

legislators.	 A	 range	 of	 international	 treaties	 has	 had	 a	 strong	 bearing	 on	 the	

similarities	of	 various	national	 laws	 (as	discussed	 in	Chapter	2).	However,	 this	

should	not	be	confused	or	equated	with	internationally	recognized	exemptions.	

For	example,	exemptions	for	educational	usage	differ	between	New	Zealand	and	

the	USA,	as	does	the	treatment	of	data	mining	between	New	Zealand	and	the	UK.	
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Thus,	 capturing	 copyright	 exemptions	 should	 be	 undertaken	 on	 a	 country-by-

country	 basis,	where	 each	 jurisdiction	will	 share	 a	 single	 argument	 base.	 This	

allows	for	the	reuse	of	arguments	pertaining	to	a	particular	copyright	status	or	a	

nature	of	usage,	and	also	nicely	separates	out	 the	differing	modelling	concerns	

that	experts	have	from	one	country	to	the	next.	

	 An	Individual	Exemption.	This	refers	to	the	specific	legal	clause(s)	that	

can	be	argued	for	in	a	given	case.	The	key	notions	being	captured	here	are:	(i)	the	

arguments	that	define	when	the	exemption	can	be	considered	valid,	and	(ii)	what	

it	 is	that	the	exemption	actually	exempts.	Thus,	we	must	define	both	how	cases	

can	qualify	for	such	exemptions,	and	any	limitations	to	the	scope	of	what	could	

be	considered	a	valid	defence.		

	 Clarifications.	The	arguments	which	evaluate	the	validity	of	accepting	a	

particular	 exemption	 ultimately	 rely	 on	 having	 some	 knowledge	 about	 the	

context	 of	 the	 case.	 Similar	 to	 our	 previous	 discussion	 on	 licensing,	 capturing	

exemptions	 must	 include	 a	 mechanism	 for	 prompting	 end	 users	 to	 provide	

clarifications.	Most	exemptions	rely	on	 the	specifics	of	a	case	 to	make	 the	 final	

determinations.	However	we	cannot	assume	that	all	exemptions,	both	within	and	

across	a	jurisdiction,	consider	the	same	aspects	of	a	case.	Because	of	this	it	is	not	

possible	 to	 create	 a	 universal	 set	 of	 context	 questions	 that	 satisfy	 the	

requirements	for	every	copyright	exemption.	

	

We	 now	 present	 the	 model	 by	 which	 Camden	 organises	 the	 probative	

relevance	 for	 determining	 whether	 a	 case	 qualifies	 for	 a	 copyright	 exemption	

(shown	in	Figure	4.15,	below).	Similar	to	our	presentation	of	licensing,	we	have	

broken	 the	 process	 into	 stages.	 Each	 stage	 is	 then	 discussed	 in	 greater	 detail.	

Again,	 the	 primary	 components	 we	 employ	 are	 the	 argument	 schemes	 and	

statements,	both	specified	as	part	of	the	Carneades	formalism.	
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Figure 4.15 – Arguments for Determining Whether the use Qualifies for a Copyright 
Exemption 

	

We	now	discuss	how	the	use	of	argument	schemes	has	been	fruitfully	applied	

to	 the	 task	 of	 evaluating	 the	 validity	 of	 copyright	 exemptions.	 Similar	 to	

licensing,	these	schemes	are	applied	in	conjunction	with	definitions	(captured	as	

statements	conforming	to	the	n-tuple	format).	It	 is	through	this	pairing	that	we	

have	created	a	flexible	model	of	reasoning.	This	is	especially	pertinent	given	that	

for	 any	 given	 case,	 multiple	 exemptions	 must	 be	 considered,	 and	 for	 each	 of	

these	exemptions,	their	validity	can	appeal	to	multiple	qualifiers	and	limitations	

simultaneously.	To	introduce	this	organisation	(as	expressed	in	Figure	4.15)	and	

how	 it	 relates	 to	 three	 facets	 just	 described	 (jurisdictions,	 exemptions	 and	

clarifications),	we	offer	a	summary	now.		

	

Akin	to	how	we	considered	the	adequacy	of	licensing	in	the	previous	section,	

this	 organisation,	 captured	 in	 Figure	 4.15,	 can	 be	 read	 from	 left	 to	 right	 as	

expanding	 chains	 of	 convergent	 arguments.	 Each	 chain	 focused	 on	 providing	

reason	 for	 us	 to	 accept	 or	 reject	 the	 validity	 of	 appealing	 to	 a	 copyright	

exemption.	In	stages	2	and	3	we	focus	on	the	modelling	challenges	addressed	in	

capturing	 the	 exemptions	 themselves	 and	 how	 to	 evaluate	 all	 relevant	
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exemptions,	 by	 considering:	 i)	 whether	 each	 exemption	 qualifies	 as	 being	

applicable	 in	a	given	case,	and	ii)	whether	the	specifics	of	that	case	falls	within	

the	(often	narrowly)	defined	scope	of	what	the	exemption	permits.	In	stage	4	we	

consider	the	importance	of	the	case-specific	contextual	details	and	the	means	by	

which	Camden	is	able	to	take	them	into	consideration.	The	notion	of	jurisdiction	

is	captured	implicitly	by	this	model.	That	 is,	 the	 individual	exemptions	that	are	

evaluated	 in	 stages	 2	 and	 3	 will	 be	 specific	 to	 the	 jurisdiction	 of	 the	 case	 in	

question.		

We	now	drill	into	how	these	ideas	are	implemented	in	practice.	

Exemptions	Stage	1:	We	begin	with	the	open	statement	of	whether	or	not	the	

desired	 reuse	 qualifies	 for	 a	 copyright	 exemption.	 This	 determination	 is	

grounded	in	the	dialectic	context	of	the	critical	discussion	for	each	case.	That	is,	

the	scope	of	any	accepted	truth	is	confined	to	the	case	in	question,	as	opposed	to	

being	a	generalizable	claim.	Within	this	context,	our	position	is	that	for	a	desired	

use	to	qualify	for	a	copyright	exemption	we	must	accept	that	there	is	at	least	one	

instance	 where	 an	 individual	 exemption	 is	 considered	 valid.	 With	 that	

determination	 made,	 this	 outcome	 (if	 it	 is	 accepted	 to	 be	 true)	 will	 then	

probatively	 impact	 the	 determination	 of	 the	 legality	 of	 the	 case	 as	 a	whole,	 as	

specified	earlier	in	Section	4.3.1.			

For	 both	 this	 stage,	 and	 throughout	 the	 rest	 of	 this	 discussion	of	 copyright	

exemptions,	 the	 reader	 is	 encouraged	 to	 refer	 to	 Figure	 4.21,	 shown	 at	 the	

conclusion	 of	 this	 section.	 Here,	 we	 illustrate,	 by	 means	 of	 visualizing	 the	

argument	graph,	how	the	presented	schemes	contribute	to	the	overall	evaluation	

of	the	validity	of	a	copyright	exemption	in	a	given	case.	The	figure	is	annotated	to	

clearly	indicate	where	each	stage	is	reflected	in	the	overall	argument	graph.	
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Figure 4.16 – Argument Schemes: Is there a valid Copyright defence? 

To	begin	formalising	this	stage,	Figure	4.16	shows	the	first	argument	scheme.	

To	 ground	 this	 in	 the	 overall	 determination	 of	 legality	 the	 conclusion	 of	 this	

scheme	is	(CopyrightDefense),	thus	linking	it	back	to	the	overall	organisation	of	

the	 arguments	 as	 presented	 in	 Figure	 4.4.	 The	 key	 notion	 captured	 by	 this	

scheme	 is	 the	 linking	of	 its	 first	 two	premises	 (the	 jurisdiction	 (Jurisdiction	?j)	

and	the	desired	action	(DesiredAction	?a)	)	to	the		question	of	whether	there	is	a	

legislated	 defence	 (LegislatedDefence	 ?j	 ?a)	 for	 that	 action,	 in	 that	 particular	

jurisdiction.	In	essence	this	takes	the	general	notion	of	a	copyright	defence	and	

focuses	it	clearly	towards	what	is	relevant	to	the	outcome	of	the	case.	

Exemptions	 Stage	 2:	 As	 laid	 out	 in	 Chapter	 2,	 the	 notion	 of	 an	 exemption	 is	

common	 across	 most	 jurisdictions,	 but	 specific	 exemptions	 can	 vary	

considerably,	 both	 between	 and	 within	 jurisdictions.	 We	 have	 already	 put	

forward	 two	 essential	 properties	 (stage	 1)	 for	 considering	 the	 relevance	 of	 a	

particular	exemption	to	a	given	case.	Firstly,	the	exemptions	must	be	filtered	by	

the	 governing	 jurisdiction,	 and	 secondly,	 they	 must	 cover	 the	 appropriate	

activity.	 In	 this	 stage	we	 are	 thus	 concerned	with	 two	 implementation	 details.	

First,	 how	 we	 define	 the	 pattern	 by	 which	 an	 exemption	 can	 be	 specified	 in	

Camden.	Second,	how	we	connect	that	pattern	to	the	argument	schemes	that	will	

interpret	their	validity	in	the	context	of	a	specific	case.	

Figure 4.17 – An Example Definition for a Copyright Exemption 

In	 licensing,	 there	 is	a	one-to-many	relationship	between	an	action	and	 the	

rights	 required	 for	 it	 to	be	permitted.	For	example,	 sharing	 requires	 the	 rights	
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for	Distribution,	the	Distribution	of	Adaptions	etc.	However,	exemptions	have	a	

many-to-many	 relationship	 between	 a	 particular	 exemption	 and	 the	 desired	

actions.	 That	 is,	 one	 exemption	 can	 be	 relevant	 to	 multiple	 actions,	 and	

conversely	 there	 could	 be	 a	 range	 of	 relevant	 exemptions	 that	 may	 permit	 a	

particular	 action.	 To	 provide	 a	 concrete	 example,	 Figure	 4.17	 depicts	 an	

exemption	definition	for	‘Making	a	single	copy	for	instructional	purposes’	taken	

from	a	New	Zealand	context.	Highlighting	the	underlying	pattern	in	this	example,	

we	see	three	separate	aspects:		

1) The	 linking	 of	 the	 exemption	 to	 an	 action:	 (Exemption	 [JURISDICTION]	

[EXEMPTION-NAME]	ForAction	[ACTION]).	 In	 the	example	(Figure	4.17)	

we	 have	 only	 specified	 one	 action	 (adaption),	 but	 this	 pattern	 could	 be	

reapplied,	when	 appropriate,	 to	 link	 this	 exemption	 to	 a	 range	 of	 other	

actions.	

2) The	 specifying	 of	 the	 factors	 that	 qualification	 of	 the	 exemption	 rests	

upon:	 (Exemption	 [JURISDICTION]	 [EXEMPTION-NAME]	 QualifiedBy	

[QUALIFICATION]).	In	this	example,	for	the	exemption	to	be	valid	it	must	

be	qualified	by	two	factors.	The	person	doing	the	reuse	must	be	a	teacher	

(isATeacher)	and	they	must	be	doing	it	in	the	context	of	preparing	for	or	

teaching	 a	 lesson	 (forGivingALesson).	 Respecting	 the	 variations	 and	 the	

nuances	 of	 each	 exemption,	 the	 qualification	 factors	 could	 be	 anything	

and	 are	 not	 a	 controlled	 vocabulary.	 However	 to	 give	 these	 factors	

probative	meaning,	we	explore	how	their	interpretation	can	be	defined	in	

the	following	two	stages	(stages	3	and	4).	

3) The	specifying	of	the	factors	that	may	limit	the	validity	of	this	exemption:	

(Exemption	 [JURISDICTION]	 [EXEMPTION-NAME]	 LimitedBy	

[LIMITATION]).	 In	 this	example,	 the	key	 limitation	 is	 that	only	one	copy	

can	 be	 made	 (onlyOneCopy).	 This	 expresses	 the	 notion	 that	 if	 the	

researcher	made	more	than	one	copy,	they	could	no	longer	rest	upon	this	

defence.	Akin	to	the	qualification	factors,	limitations	can	be	anything	that	

is	deemed	to	best	represent	the	legal	meaning	of	the	exemption	itself.	

	

Throughout	 this	 research	 we	 have	 striven	 to	 go	 beyond	 purely	 defining	

copyright	ideas	to	capturing	the	reasoning	required	to	interpret	their	probative	
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impact	on	the	legality	of	research.	To	this	end,	we	now	turn	our	attention	to	the	

argument	 schemes	 we	 have	 developed	 to	 interpret	 the	 acceptance	 of	 these	

exemptions.	We	have	specified	a	mechanism,	building	off	the	argument	scheme	

put	 forward	 in	 the	 previous	 stage	 (stage	 1),	 which	 aims	 to	 determine	 the	

acceptance	of	the	statement	(LegislatedDefense	?j	?a).			

Figure 4.18 – Argument Schemes: Is an exemption qualified and has it exceeded its limitations? 

To	aid	our	description,	we	put	forward	the	argument	scheme	first	shown	in	

Figure	 4.18.	 This	 scheme	 argues	 for	 the	 acceptance	 (:pro	 true)	 of	

(LegislatedDefense	?j	?a)	and	 is	premised	by	two	factors.	The	 first	 is	 that	 there	

must	 exist	 a	 matching	 exemption	 (Exemption	 ?j	 ?d	 ForAction	 ?a),	 where	 the	

pattern	 matches	 the	 exemption	 definition	 presented	 in	 Figure	 4.17.	 The	

combination	of	free	variables	in	this	premise	captures	both	the	jurisdiction	and	

action	in	question.	The	second	factor	is	whether	this	exemption	is	determined	to	

be	 valid	 in	 for	 a	 given	 case	 (ExemptionValid	 ?j	 ?d	 ?a).	 By	 examining	 the	 first	

premise	 (Exemption	 ?j	 ?d	 ForAction	 ?a),	we	 understand	 the	 values	 of	 (?j)	 and	

(?a)	 to	 be	 derived	 from	 the	 (LegislatedDefense	 ?j	 ?a)	 statement,	 which	 was	

defined	 by	 the	 previous	 stage.	 With	 the	 value	 of	 (?d)	 then	 taken	 from	 any	

matching	 exemption	 definition,	 as	 defined	 in	 Figure	 4.17.	 Thus,	 the	 second	
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premise	 asks	 the	 following	 question:	 ‘is	 this	 specific	 exemption	 (?d),	 from	 this	

jurisdiction	(?j),	valid	for	this	action	(?a),	given	the	context	of	this	case?’	

	

Towards	 determining	 the	 acceptance	 of	 the	 question	 just	 posed	

(ExemptionValid	 ?j	 ?d	 ?a)	 we	 now	 present	 two	 additional	 schemes	 that	 will	

address	 separate	 but	 converging	 arguments	 that	 consider	 whether	 the	

exemption	should	be	accepted	as	valid.		

	

The	 first	 scheme	 (shown	 as	 the	middle	 scheme	 in	 Figure	 4.18)	 captures	 a	

supporting	argument.	It	links	the	acceptance	of	the	statement	(Qualified	?j	?d	?a)	

with	 the	 exemption	 being	 valid	 (:pro	 true).	 The	 second	 of	 these	 additional	

schemes	 (shown	 as	 the	 bottom	 scheme	 in	 Figure	 4.18)	 captures	 the	 negative	

(:pro	false)	argument,	 linking	the	proposition	(Limited	?j	?d	?a)	to	the	rejection	

of	the	conclusion	(ExemptionValid	?j	?d	?a).		

	

We	emphasise	that	we	have	implemented	this	scheme	and	counter-argument	

deductively	 (:strict	 true).	 This	 respects	 the	 fact	 that	 if	 a	 researcher	 has	

overstepped	 any	 of	 the	 attached	 limitations	 this	 will	 immediately	 revoke	 the	

validity	 of	 using	 that	 particular	 exemption	 as	 a	 legal	 defence.	 The	 logic	 that	

actually	 determines	 whether	 or	 not	 such	 a	 limitation	 has	 been	 exceeded	 is	 a	

topic	discussed	 in	stage	3.	However,	we	encourage	 the	reader	 to	 look	ahead	 to	

Figure	 4.21,	 where	 the	 outcome	 of	 the	 combination	 of	 these	 schemes	 and	

exemption	definitions	 is	 illustrated,	with	 reference	 to	 the	 section	 annotated	 as	

stage	2.	We	note	that	in	this	case	only	one	exemption	is	defined	and	considered.	

However,	 given	 that	 the	 first	 premise	 could	 match	 a	 number	 of	 defined	

exemptions,	 multiple	 chains	 of	 arguments	 could	 be	 spawned	 to	 consider	 each	

exemption	 independently.	 Further	 examples	 of	 exemption	 that	 have	 been	

captured	in	Camden	are	explored	in	Section	5.2.	

	

Exemptions	 Stage	 3:	 In	 the	 previous	 stage	 we	 offered	 a	 mechanism	 for	

determining	the	range	of	relevant	exemptions	for	a	given	case.	Additionally,	for	

each	 of	 those	 relevant	 exemptions	 we	 posed	 two	 essential	 questions	 for	

considering	how	its	validity	would	be	evaluated.	In	this	step	we	further	develop	
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the	 reasoning	by	presenting	 the	means	by	which	Camden	 evaluates	whether	 a	

particular	 exemption	 is	 qualified	 (Qualified	 ?j	 ?d	 ?a)	 or	 is	 stepping	 past	 its	

limitations	(Limited	?j	?d	?a).		

In	order	to	relate	this	definition	to	the	process	of	evaluation,	we	must	define	

the	corresponding	argument	schemes	 that	enable	us	 to	 interpret	 the	probative	

impact	of	each	exemption	on	the	overall	argument.	The	three	argument	schemes	

shown	 in	 Figure	 4.19	 do	 just	 that.	 The	 first	 two	 schemes	 address	 the	

qualifications,	while	the	third	scheme	addresses	the	limitations.	Looking	back	to	

our	worked	example	(Figure	4.17)	the	exemption	in	question	contained	the	two	

qualifiers:		

• (Exemption	NewZealand	SingleCopyForInstruction	QualifiedBy

isATeacher).

• (Exemption	NewZealand	SingleCopyForInstruction	QualifiedBy

forGivingALesson).

And	the	following	limitation:	

• (Exemption	NewZealand	SingleCopyForInstruction	LimitedBy

onlyOneCopy).

Figure 4.19 – Argument Schemes: Linking the qualifies and limitations to the case facts 
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In	 the	 first	 two	schemes	(Figure	4.19)	we	show	two	converging	arguments.	

The	first	is	pro	(:pro	true)	and	the	second	is	con	(:pro	false),	but	both	conclude	

with	the	same	open	statement	(Qualified	?j	?d	?a).	As	shown,	the	first	premise	in	

both	 of	 these	 argument	 schemes	 matches	 the	 qualification	 portion	 of	 the	

exemption	definition	(Exemption	?j	?d	QualifiedBy	?a).	What	this	means,	 is	that	

for	every	defined	qualifier	(which	in	our	example	there	are	two),	an	instance	of	

both	 of	 these	 schemes	 will	 be	 instantiated	 to	 evaluate	 it.	 The	 key	 difference	

between	these	schemes	(aside	from	one	being	pro	and	one	being	con)	is	shown	

in	the	second	premise.	This	second	premise	from	both	of	these	schemes	focuses	

on	 the	 question	 (IsQualified	 ?q	 ?j)	 where	 the	 (?q)	 stands	 in	 for	 the	 specific	

qualifier	derived	from	the	definition,	and	the	(?j)	stands	in	for	the	jurisdiction	in	

which	 this	 case	 takes	 place.	 The	difference	 is	 the	 (not)	 notation	premising	 the	

(IsQualified…)	 in	 the	second	scheme.	This	denotes	 that	 for	 this	argument	 to	be	

accepted	it	relies	on	the	instantiated	statement	(IsQualified	?q	?j)	to	be	rejected,	

or	have	been	evaluated	to	be	false.	

Looking	now	at	these	first	two	argument	schemes		(Figure	4.19)	together,	we	

have	encoded	the	idea	that	(IsQualified	?q	j)	might	be	evaluated	to	be	accepted	

or	 rejected.	 With	 the	 first	 scheme	 being	 premised	 on	 the	 acceptance	 of	 this	

statement,	 and	 the	 second	 scheme	 being	 premised	 on	 the	 rejection	 of	 this	

statement.	This	combination	of	argument	schemes	captures	an	essential	pattern	

of	 logic,	 as	 it	 permits	 exemptions	 specifying	 any	 number	 of	 qualifiers	 to	 be	

defined.	 Camden	 will	 instantiate	 this	 pair	 of	 argument	 schemes	 for	 each,	

allowing	us	to	encode	the	notion	that	‘we	need	all	of	these	to	be	accepted,	but	if	

even	one	of	these	qualifications	is	not	met,	we	need	to	reject	the	conclusion	that	

the	exemption	is	qualified.’		

The	final	scheme	presented	in	Figure	4.19	does	not	require	a	counterpart.	It	

will	 be	 instantiated	 for	 every	 matching	 limitation	 in	 the	 exemption	 definition	

(Exemption	 ?j	 ?d	 LimitedBy	 ?l).	 The	 only	 premise	 of	 this	 scheme	 is	

(LimitationExceeded	 ?l	 ?j)	 with	 the	 (?l)	 coming	 from	 the	 exemption	 definition	

and	the	(?j)	coming	from	the	jurisdiction	in	question.	The	key	idea	expressed	in	

this	scheme	is	that	exceeding	any	one	of	the	limitations	attached	to	an	exemption	
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will	result	in	concluding	that	the	exemption	should	be	considered	not	valid	in	the	

given	case.	This	differs	 from	how	qualifications	are	considered	 in	 that,	without	

any	explicit	acceptance	of	any	 limitations	being	exceeded,	 the	default	case	 is	 to	

assume	no	limitation	has	been	exceeded.	

Exemptions	 Stage	 4:	 Continuing	 with	 the	 example	 exemption	 of	 ‘Making	 a	

single	 copy	 for	 instructional	 purposes’,	 and	 following	 on	 from	 the	 two	 open	

questions	posed	in	the	previous	stage	(IsQualified	?q	j)	and	(LimitationExceeded	

?l	 ?j),	 we	 now	 consider	 how	 each	 specific	 qualification	 and	 limitation	 can	 be	

evaluated	in	Camden.	Similar	to	how	conditions	are	modelled	in	licenses	(Section	

4.3.2),	the	evaluation	of	each	particular	qualification	or	limitation	is	unique	and	

not	accurately	generalizable.	Getting	to	the	bottom	of	whether	or	not	a	copyright	

exemption	 should	 be	 considered	 valid	 is	 all	 about	 the	 details	 unique	 to	 each	

qualifier	 and	 limitation.	 In	 Figure	 4.20	 we	 present	 two	 key	 aspects	 of	 our	

implementation.	 The	 first	 is	 the	 arguments	 schemes,	 three	 of	 which	 are	

presented	 in	 this	 example,	 and	 the	 second	 is	 the	 mechanism	 for	 eliciting	 the	

requisite	contextual	information	in	order	to	drive	the	evaluation.	

We	 present	 these	 argument	 schemes	 to	 provide	 an	 example	 of	 Camden’s	

reasoning	 and	 to	 tease	 out	 the	 underlying	 and	 repeatable	 patterns	 we	 have	

employed.	This	particular	exemption	is	designed	to	support	teachers	preparing	

lessons;	 however,	 the	 way	 in	 which	 it	 is	 captured	 is	 common	 across	 all	 the	

exemptions	that	can	be	captured	within	Camden.		

The	 first	 constraint	 imposed	 is	 that	 the	 arguments,	 or	 possibly	 chains	 of	

arguments	for	complex	clauses	must	conclude	with	the	patterns	(IsQualified	?q	j)	

or	(LimitationExceeded	?l	?j).	We	highlight	that	in	this	example	the	conclusions	

are:	

I. (IsQualified	forGivingALesson	?j)	

II. (IsQualified	isATeacher	?j)

III. (LimitationExceeded	onlyOneCopy	?j)

Each	 scheme,	 shown	 in	 Figure	 4.20,	 corresponds	 to	 the	 definition	 of	 this	

exemption.	Together	 these	are	 the	arguments	 that	evaluate	whether	or	not	 the	



	 136	

qualification	 and	 limitations	 (specified	 within	 the	 definition)	 are	 met	 or	

exceeded.	So	broadly	speaking,	for	someone	to	qualify	they	must	first	be	acting	

as	 a	 teacher	 (?j	 exemptionFact	 isATeacher	 true),	 and	 their	 particular	 task	

requiring	copyright	must	be	 in	the	context	of	giving	a	 lesson	(?j	exemptionFact	

forGivingALesson	 true).	 The	 key	 limitation	 specified	 for	 this	 exemption	 is	 that	

only	 one	 copy	 of	 each	 piece	 of	 content	 may	 be	 made.	 Thus,	 exceeding	 this	

limitation	 is	 grounds	 for	 invalidation	 (?j	 exemptionFact	 multipleCopies	 true).	

Notably,	the	definition	of	this	exemption	(Figure	4.17)	does	not	implicitly	cover	

any	 form	 of	 sharing	 the	 copied	 content.	 Thus,	 there	 is	 no	 basis	 for	 allowing	

content	to	be	shared	(unless	there	is	also	an	affording	license	for	this).	

Figure 4.20 – Argument Schemes: Exemption for Teaching Purposes 

Looking	back	over	our	progress	thus	far	in	evaluating	copyright	exemptions,	

we	have	gone	from	the	challenge	of	finding	relevant	exemptions,	through	to	how	

such	an	exemption	 is	defined,	 to	how	 the	validity	of	 such	exemptions	could	be	

determined.	 At	 the	 conclusion	 of	 Chapter	 3,	 especially	 in	 Section	 3.4.3,	 we	

discussed	the	necessity	of	driving	the	evaluation	of	legality	by	using	the	evidence	

specific	to	each	case.	Relating	this	back	explicitly	to	our	worked	example,	we	can	
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see	 that	 the	 3	 schemes	 just	 described	 in	 Figure	 4.20	 rest	 on	 these	 facts,	

respectively:	

I. (?j	exemptionFact	isATeacher	true)	

II. (?j	exemptionFact	forGivingALesson	true)

III. (?j	exemptionFact	multipleCopies	true)

In	order	 to	obtain	 these	 facts	Camden	provides	 a	means	 for	 experts,	 in	 the	

configuration	 stage,	 to	 define	 how	 Camden	will	 prompt	 the	 researcher,	 in	 the	

usage	stage,	 for	 such	 information.	This	works	 in	much	 the	same	 fashion	as	 the	

clarification	questions	presented	in	the	copyright	licensing	discussion.		

Of	 particular	 interest	 in	 the	 implementation	 of	 this	 example,	 and	 a	 new	

feature	not	encountered	in	the	licensing	example,	is	the	hierarchical	structuring	

of	 clarification	 questions.	 The	 first	 question	 asks:	 “Are	 you	 a	 teacher?”	 In	 this	

case,	we	have	chosen	to	model	the	second	two	clarification	questions	(whether	

the	copyright	 is	 for	giving	a	 lesson,	and	whether	the	researcher	will	be	making	

more	than	one	copy)	as	sub-questions.	We	have	 implemented	the	 idea	that	 the	

second	two	questions	are	moot	if	the	researcher	is	not	acting	as	a	teacher	in	the	

first	place.	Essentially,	codifying	the	idea	of	a	logical	AND,	so	when	the	answer	to	

the	 first	 question	 is	 not	 true,	 the	 outcome	 cannot	 be	 modified	 by	 the	 second	

question.	 	 Relating	 this	 back	 to	 the	 argument	 schemes,	 concluding	 that	 the	

person	 in	question	 is	not	a	 teacher	will	 immediately	 invalidate	 this	exemption.	

Combined	with	a	supporting	user	interface,	such	as	the	one	described	in	Section	

4.5,	 this	 mechanism	 for	 capturing	 contextual	 clarifications	 permits	 the	

progressive	 disclosure	 of	 new	 questions	 based	 on	 the	 answer	 to	 the	 previous	

questions.	

In	this	stage	we	have	provided	a	somewhat	simplified	evaluation	of	the	New	

Zealand	copyright	exemption	 ‘Making	a	 single	 copy	 for	 instructional	purposes’.	

Yet	 we	 still	 show	 how	 the	 experts’	 argument	 schemes,	 captured	 during	 the	

configuration	 stage,	 can	 be	 sandwiched	 between	 the	 exemption	 definition	 and	

the	information	elicited	from	the	clarification	questions	posed	to	the	researcher	

during	the	usage	stage.	For	each	of	the	three	schemes	shown	in	Figure	4.20,	we	

could	(or	an	copyright	expert	could)	expand	this	evaluation.	Rather	than	linking	
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the	 qualifications	 and	 limitations	 directly	 to	 case	 facts	 captured	 from	 the	

researcher,	 we	 could	 chain	 together	 an	 arbitrary	 complex	 argument	 for	 each,	

utilising	 the	 full	 breadth	 of	 features	 in	 Carneades.	 Thus,	 as	 with	 the	 licensing	

example,	we	are	not	claiming	to	have	captured	the	full	richness	of	this	particular	

exemption.	 But	 we	 do	 claim	 to	 have	 provided	 the	 necessary	 synthesis	 and	

organisation	that	can	enable	experts	to	 jump	straight	 into	the	task	of	capturing	

their	 knowledge.	 This	 is	 instead	 of	 the	 expert,	 during	 the	 configuration	 stage,	

spending	their	time	working	through	fundamental	questions	of	how	they	could	

deliver	this	knowledge	in	a	meaningful	way	to	researchers.		

	

In	one	sense,	the	work	described	thus	far	could	be	thought	of	as	a	medium	for	

communicating	copyright	knowledge,	from	experts	to	those	in	need.		Figure	4.21,	

below,	 illustrates	 the	 combined	 summary	 of	 the	 previous	 4	 exemption	 stages,	

instantiated	 into	 an	 evaluated	 argument	 graph.	 The	 key	 take	 home	 from	 this	

figure	is	seeing	how	the	arguments,	captured	during	the	configuration	stage	are	

then	 evaluated	 during	 the	 context	 of	 a	 researchers	 query.	 The	 corresponding	

arguments	 for	 each	 stage	 are	 marked,	 and	 can	 be	 read	 left-to-right,	 top-to-

bottom.	Again,	it	is	also	noted	that	the	application	of	the	clarification	questions	is	

reliant	on	eliciting	information	from	researchers,	a	challenge	which	is	taken	up	

in	both	Sections	4.4	and	4.5.	

	

Continuing	this	theme,	in	the	following	section	we	examine	another	essential	

aspect	of	the	legality	of	sharing:	the	task	of	relicensing.	Following	that,	we	bring	

together	all	 the	reasoning	discussed	so	far	point	and	show	how	it	 is	brought	to	

bear	 on	 researchers’	 questions:	 firstly	 by	 examining	 the	 query	 engine	 (as	

introduced	in	section	4.2),	and	secondly	by	using	a	user-interface	that	provides	

the	 bridge	 between	 the	 researcher,	 the	 query	 engine,	 and	 the	 argumentation	

engine.	
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Figure 4.21 – Argument Graph Showing the Evaluation of a Copyright Exemption 
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4.3.4	Sharing	and	relicensing	

	

Now	that	we	have	addressed	 the	means	by	which	Camden	can	 reason	over	

copyright	licenses	and	exemptions,	it	is	time	to	address	a	key	issue	for	sharing:	

the	relicensing	of	derived	content.	The	legality	of	sharing	derived	content	stems	

from	 two	 important	 issues.	First	 the	 researcher	must	have	 the	adequate	 rights	

for	their	desired	reuse	or	be	able	to	qualify	for	an	exemption.	Second,	and	what	

we	 now	 discuss,	 the	 researcher	 must	 choose	 a	 license	 which	 meets	 any	

conditions	and	obligations	attached	to	existing	work.	In	this	section	we	explore	

how	Camden,	 after	 considering	 the	 legality	 of	 a	 case,	 can	 then	 filter	 down	 the	

available	relicensing	options.		

	

When	 coming	 to	 a	 conclusion	 on	 the	 best	 implementation	 approach	 for	

determining	 valid	 relicensing	 options	 we	 initially	 looked	 to	 the	 Creative	

Commons	 licensing	 family	 for	 guidance.	We	 observed	 that	 each	 license	 in	 this	

family	does	not	define	a	compatible	relicensing	option	as	a	logical	conclusion,	but	

the	 Creative	 Commons	 as	 an	 organisation	 defines	 the	 relicensing	 options	

explicitly	on	their	website138.	The	clauses	within	the	license	do	make	this	possible	

and	are	ultimately	the	terms	of	any	contract,	but	we	argue	that	this	compatibility	

was	 primarily	 by	 design,	 not	 as	 some	 emergent	 property	 of	 the	 licenses	

themselves.	 Noteworthy	 is	 the	 currently	 empty	 list	 of	 relicensing	 options	

specified	 for	 the	 Creative	 Common	 Share	 alike	 license	 (CC	 BY-SA),	 but	 the	

existence	of	the	list	itself	opens	the	possibility	of	specifying	compatible	licenses	

in	the	future.		

	

We	 concluded,	 and	 now	 defend,	 that	 developing	 a	 logical	 formalism	which	

works	at	the	level	of	the	licensing	clauses	is	therefore	not	capturing	the	reality	of	

the	 situation,	 nor	 would	 it	 adequately	 recognise	 that	 in	 most	 cases	 the	

conclusions	of	relicensing	compatibility	are	derived	from	deeply	considered	and	

long	running	debates.	Alternatively,	the	simpler	form	of	capturing	whitelists,	or	

																																																								
138  

https://wiki.creativecommons.org/wiki/Frequently_Asked_Questions#Can_I_combine_material_under_different
_Creative_Commons_licenses_in_my_work.3F, 
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the	 set	 of	 allowed	 relicensing	 options	 specified	 by	 each	 known	 license,	 better	

reflects	the	current	management	of	license	interoperability,	and	as	well	as	being	

computationally	 more	 efficient,	 and	 ultimately	 easier	 for	 experts	 to	 read	 and	

understand.	 We	 concede	 that	 this	 neglects	 an	 element	 of	 richness	 from	 our	

model,	 but	we	 counter	 by	 arguing	 that	 including	 such	 richness	 adds	 little	 and	

opens	up	Camden	to	avoidable	mistakes.		

	
We	capture	these	particular	relationships	as	sets,	in	the	mathematical	sense.	

Thus,	 each	known	 license,	 in	 addition	 to	 its	 definition,	 argument	 schemes,	 and	

relevant	 clarification	 questions	 that	 were	 discussed	 in	 Section	 4.3.2,	 also	

specifies	what	licenses	can	then	be	applied	to	derived	content.	Over	the	page	in	

Table	4.2	we	present	the	collection	of	relicensing	options	currently	understood	

by	Camden.	Following	this,	we	discuss	how	the	capturing	of	relicensing	options	

as	 sets	 is	 also	 applicable	 to	 the	 problem	 of	 deriving	 content	 form	 multiple	

original	sources.	
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Table 4.2 – Relicensing choices as captured in Camden 139 

	
The	 conclusions	 presented	 in	 this	 table	 were	 arrived	 at	 from	 both	 a	 synthesis	 of	 online	

discussions,	 reports	 and	 guidance	 alongside	 private	 discussions	 with	 copyright	 experts.	 The	

three	key	take-home	messages	from	undertaking	this	synthesise	are:	1)	there	is	no	single	source	

of	 ‘truth’	 for	which	someone	can	read,	and	walk	away	with	an	understanding	of	 this	nature;	2)	

with	every	additional	license	thrown	into	the	mix,	the	number	of	combinations	exhibits	quadric	

growth	(that	 is,	 the	number	of	 licensing	 interactions	a	researcher	has	 to	grapple	with	 is	x2);	3)	

making	 these	 determinations	 still	 fundamentally	 rest	 of	 the	 circumstances	 of	 each	 case,	 for	

instance,	a	CC-BY	and	a	CC-BY-NC	can	be	combined	as	a	general	 rule,	but	not	 in	 the	context	of	

commercial	dealings.	

																																																								
139  Additional discussion on the notion of relicensing and combining works can be found here: 

http://www.gnu.org/licenses/gpl-faq.html#AllCompatibility, 
https://wiki.creativecommons.org/wiki/Frequently_Asked_Questions#Can_I_combine_material_under_different
_Creative_Commons_licenses_in_my_work.3F,  
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Shown	above	in	Table	4.2,	we	present	the	relicensing	options	stemming	from	

a	range	of	known	licenses.	The	column	on	the	left	represents	the	license	on	the	

original	 content,	while	 the	 row	 along	 the	 top	 presents	 options	 for	 the	 derived	

content.	 Thus,	 for	 each	 combination	 (grid	 square)	 the	 result	 is	 read	 as:	 ‘for	

original	 content	 licensed	 under	 X,	 is	 it	 allowed/not	 allowed	 to	 be	 shared	 and	

relicensed	under	Y’.	Additionally,	for	each	license	attached	to	the	original	content	

(the	 column	on	 the	 left)	 the	 set	 of	 available	 relicensing	 options	 is	 specified	by	

walking	along	the	row	and	including	only	the	permitted	options.	In	keeping	with	

the	 difficulties	 we	 argue	 copyright	 poses,	 we	 observed	 that	 there	 are	 actually	

very	 few	 affordances	 when	 it	 comes	 to	 relicensing	 derived	 content,	 especially	

when	working	across	licensing	families.	In	practice	this	often	results	in	empty	or	

small	sets	of	relicensing	options.	

	

Figure 4.22 – Computing relicensing options of multiple derived licenses using sets 

	

One	 of	 the	 key	 design	 requirements	 for	 Camden	 is	 addressing	 the	

combination	 of	 multiple	 datasets,	 each	 potentially	 under	 different	 licenses.	

Building	 on	 the	 idea	 of	 capturing	 relicensing	 options	 as	 sets,	 we	 now	 explore	

how	 this	 enables	 us	 to	 efficiently	 compute	 the	 constrained	 set	 of	 relicensing	

options	in	these	cases.	

	

When	 deriving	 from	 multiple	 pieces	 of	 original	 content	 under	 multiple	

licenses	we	can	think	of	the	computation	as	being	performed	in	two	phases.	
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1) The	 first	phase	 is	 to	 fetch	 the	available	 set	of	 relicensing	options	 for	

each	individual	license	involved.	This	process	is	akin	to	scanning	over	

a	row	in	Table	4.2	above.	

2) The	 second	 phase	 is	 to	 compute	 the	 interaction	 of	 all	 the	 sets	 just	

fetched.	 This	 is	 shown	 visually	 in	 the	Venn	diagrams	 in	 Figure	 4.22.	

The	diagram	on	the	left	shows	the	relicensing	options	that	result	from	

the	 intersection	of	 the	CC	BY	and	 the	CC	BY-NC	 licenses.	The	one	on	

the	 right	 shows	 the	 lack	 of	 intersection,	 and	 thus	 the	 empty	 set	 of	

relicensing	options,	between	the	CC	Zero	waiver,	the	CC	BY-NC	license	

and	 the	 GNU	 GPL	 license.	 This	 computation	 is	 efficient	 and	

straightforward,	 both	 to	 understand	 and	 to	 model.	 This	 approach	

easily	 scales	 to	 any	 number	 of	 known	 licenses	 and	 licensing	

combinations,	 but	 what	 becomes	 quickly	 apparent	 is	 that	 the	

likelihood	of	finding	any	intersecting	licenses	rapidly	decreases	as	the	

number	of	licenses	increases.	

	

The	considerations	that	an	expert	must	make	to	generate	these	sets	are	not	

always	 trivial.	 However,	 once	 these	 determinations	 are	 made,	 we	 believe	 the	

modelling	 burden	 of	 capturing	 them	 in	 Camden	 is	 relatively	 small,	 and,	 once	

done,	 the	 affordances	 brought	 about	 improve	 the	 decision	 making	 power	 of	

Camden	for	every	subsequent	use.		

	

4.4	Computing	Legality	

	

In	the	previous	sections,	we	defined	two	key	areas	of	copyright	that	Camden	

can	currently	support:	copyright	licensing	and	copyright	exemptions.	For	both	of	

these	areas,	we	presented	a	model	for	capturing	the	arguments,	statements	and	

contextual	 information,	 which	 form	 the	 basis	 for	 making	 copyright	

determinations.	In	this	section	we	now	discuss	how	the	computation	is	actually	

orchestrated.	 With	 reference	 back	 to	 Section	 4.1,	 where	 we	 presented	 an	

overview	 of	 how	 the	 query	 in	 Camden	 is	 evaluated,	 we	 will	 now	 cover	 the	

process	of	query	composition.	We	will	show	how	a	new	query	is	composed	from	
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the	 combination	 of	 the	 questions	 asked	 by	 the	 user,	 the	 clarification	 of	 the	

relevant	context,	and	the	composition	of	the	relevant	argument	schemes.		

	

4.4.1	Query	Composition	

	

The	 capturing	 of	 copyright	 knowledge	 through	 the	 formalism	 of	

computational	 argument	 forms	 the	 basis	 for	 evaluating	 copyright	 legality.	

However	 this	 knowledge	 alone	 is	 not	 sufficient	 to	 provide	 guidance	 to	

researchers.	Thus,	 the	content	discussed	 in	 this	section	sits	 firmly	between	the	

arguments	presented	in	the	previous	section	(4.3)	and	the	affordances	offered	by	

the	user	interface	in	the	following	section	(4.5).		

	

In	 order	 to	 connect	 the	 legality	 (which	 was	 determined	 through	 the	

evaluation	 of	 individual	 copyright	 questions)	 to	 a	 researchers	 workflow,	 we	

require	a	means	of	effectively	describing	the	researcher’s	needs	in	the	form	of	a	

query.	From	Chapter	2,	we	call	attention	to	two	important	notions:		

1) 	The	 legality	 of	 a	 researcher’s	 workflow	 is	 dependent	 on	 evaluating	

the	legality	of	each	individual	(but	connected)	step,	and	

2) 	Working	with	multiple	pieces	of	licensed	input	means	considering	the	

legality	of	reusing	each	individual	piece.		

These	 considerations	 are	 summarized	 below,	 in	 Figure	 4.23,	 where	 each	

rectangle	represents	a	distinct	legal	question	that	requires	evaluating,	and	where	

each	arrow	denotes	 a	dependency	between	 those	 evaluations.	 For	 instance	we	

can	see	that,	in	order	to	usefully	consider	the	legality	to	share	an	adapted	work	

we	must	first	determine	the	legality	of	adapting	that	work	to	begin	with.			

	

Figure 4.23 – Dependencies between the Legal Questions 
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Figure	4.23,	above,	summarises	the	means	by	which	Camden	links	the	series	

of	 related	 legal	 questions.	However	 to	 formally	 address	how	 these	queries	 are	

composed	in	Camden,	we	break	this	process	into	four	key	steps,	shown	in	Figure	

4.24	below.	We	summarize	these	steps	now:	

I.	Step	 One	 shows	 how	 the	 researcher	 initially	 describes	 their	 task,	

capturing	the	relationship	between	the	original	work	and	the	desired	

outputs.	

II.	Step	 Two	 pertains	 to	 capturing	 the	 relevant	 context	 of	 the	 research	

through	the	addressing	of	clarification	questions,		

III.	Steps	 Three	 and	 Four	 together	 describe	 how	 the	 relevant	 argument	

schemes	are	composed	to	address	each	individual	copyright	question.	

	

Figure 4.24 – Composing Copyright Queries in Camden 

	

We	now	describe	these	4	steps	in	greater	detail,	illustrating	the	process	by	which	

copyright	queries	are	elicited	and	evaluated	in	Camden.	We	again	make	the	point	

that	 the	 process	 defined	 here	 is	 what	 links	 the	 knowledge	 represented	 in	 the	

previous	sections,	with	Camden’s	ability	to	actually	deliver	this	to	the	researcher	

via	the	user	interface	described	in	the	following	section	(4.5).	
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Query	Composition	Step	1		

Formulating	 the	 Query.	 Building	 on	 our	 discussion	 in	 Chapter	 3,	 a	 query	 in	

Camden	 specifies	 a	 set	 of	 mappings	 between	 original	 data	 and	 data	 that	 is	

intended	to	be	created	from	it.	We	have	modelled	this	as	a	directed	graph.	The	

nodes	are	the	original	(input)	data	and	the	output	(derived)	data.	The	edges	are	

the	transformations.		

	
Figure 4.25 – Camden’s composed Query Structure 

	

We	present	 two	views	of	our	query	model	 in	Figure	4.25.	The	 first	 graphically	

presents	the	shape	of	the	query,	while	the	second	present	it	more	formally	in	a	

JSON	 format.	 The	 correspondence	 between	 the	 two	 views	 can	 be	 followed	

through	the	annotations	in	the	yellow	circles.	For	instance,	we	can	read	the	top	

half	 of	 the	 diagram	 as	 saying	 “Obtain	 two	 original	 sources,	 adapt	 them	 into	 a	

single	output,	 then	publically	share	that	output”.	The	letters	representing	these	

inputs	and	outputs	are	also	shown	in	the	JSON	query	structure	below.	(P)	being	
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the	newly	created	content	to	be	published,	and	(a)	and	(b)	represent	the	original	

data	sources.	

	

The	 details	 of	 our	 query	 structure	 can	 be	 examined	 by	 following	 the	 blue	

annotations	in	the	JSON	structure	

(C)	Shows	where	intendeds	creation	are	represented	

(O)	Shows	the	sources	of	original	data,	two	sources	in	this	case	

(L)	Shows	where	the	licensing	information	is	captured	

(J)	Shows	where	the	jurisdiction	is	captured	

	

By	capturing	these	transformations	explicitly	in	the	query	structure,	we	are	able	

to	formalize	the	dependences	between	the	issues	of	copyright	across	the	various	

stages	 of	 the	workflow.	Thus,	we	 are	 able	 to	 consider	 the	 copyright	 legality	 of	

data	 lifecycle	 from	 discovery,	 through	 reuse	 to	 publication.	 Note	 that	 the	

researcher	is	not	expected	to	author	their	needs	directly	in	this	JSON	structure,	

and	as	such	we	explore	a	visual	means	by	which	researchers	can	ask	copyright	

questions	in	Section	4.5.	

	

Eliciting	 Contextual	 Information.	 The	 challenge	 addressed	 in	 this	 step	 is	 to	

elicit	the	relevant	contextual	information	from	the	researcher	that	is	required	to	

usefully	evaluate	the	legality	of	the	case.	This	builds	on,	and	specifies,	the	process	

by	which	 the	 clarification	 questions	 associated	with	 the	 licensing	 families	 and	

jurisdictions	are	 implemented.	The	key	action	performed	by	Camden	here	(and	

illustrated	 in	 the	 topic	right	quarter	of	Figure	4.24),	 is	 to	analyse,	or	parse,	 the	

query,	 in	order	to	retrieve	the	relevant	set	of	clarification	questions	in	order	to	

present	them	to	the	researcher.		

	

								For	example,	consider	a	query	that	specifies	the	reuse	of	a	dataset	 licensed	

under	 the	Creative	Commons	Attribution	Non-Commercial	 (CC	BY-NC)	 license	 in	

the	jurisdiction	of	New	Zealand.	Utilizing	this	information	Camden	will	then	only	

fetch	 the	 clarification	 questions	 relevant	 to	 this	 particular	 license	 and	 this	

jurisdiction.	 This	 capability	 rests	 on	 the	 way	 by	 which	 licensing	 and	

jurisdictional	knowledge	is	organised,	as	shown	in	Sections	4.3.2	and	4.3.3.	The	
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clarification	 questions,	 defined	 by	 experts,	 in	 the	 configuration	 stage,	 are	

converted	 to	 JSON	 and	 sent	 back	 to	 the	 client	 application.	 In	 Section	 4.5	 we	

explore	 how	 this	 process	 is	 presented	 visually	 through	 our	 web-based	 user	

interface.	

	 	

Query	Composition	Step	2	

Asking	 contextualized	 queries.	 	As	already	 introduced,	 the	ability	 to	 capture	

contextual	 information	 is	 an	 essential	 component	 of	 composing	 queries	 in	

Camden.	 Building	 off	 the	 previous	 step,	 in	 order	 to	 make	 this	 contextual	

information	 available	 to	 the	 evaluation	 engine,	 a	 researcher’s	 answers	 to	 the	

previously	 posed	 clarification	 questions	 must	 be	 integrated	 with	 the	 original	

query.	 In	 essence	 we	 have	 developed	 a	 means	 for	 taking	 a	 researcher’s	

responses,	 converting	 them	 to	 case	 facts,	 and	 then	 building	 them	 into	 the	

structure	of	the	query.	

	

The	query	structure,	as	presented	in	Figure	4.25,	allows	the	creation	of	multiple	

new	 datasets	 to	 be	 specified,	 where	 each	 new	 dataset	 can	 be	 derived	 from	

multiple	original	sources.	With	respect	to	the	clarification	questions	posed	to	the	

researcher,	we	 realized	 that	 it	wasn’t	 enough	 to	 consider	 the	 answer	 to	 these	

questions	 as	 a	 single	 set	 of	 case	 facts.	 The	 provenance	 of	 the	 posed	 questions	

stem	 directly	 from	 the	 licenses	 attached	 to	 the	 original	 works	 and	 the	

jurisdiction	 in	question.	 	So,	with	reference	back	to	(C)	 in	Figure	4.25,	 for	each	

created	output,	we	specify	an	array	that	stores	the	jurisdictionally	relevant	case	

facts	to	the	creation	of	that	new	data.	Additionally,	as	shown	in	(b)	 in	the	same	

figure,	 we	 also	 specify	 another	 array	 that	 will	 store	 the	 case	 facts	 relevant	

specifically	 to	 each	 original	 work.	 Together,	 this	 provides	 a	 mechanism	 for	

capturing	 the	 case	 facts	 against	 the	 relevant	 piece	 of	 the	 query.	 This	 is	 both	

useful	 for	debugging,	 and	understanding	 the	queries,	but	 it	 also	 serves	a	much	

deeper	 purpose,	 in	 that	 it	 carefully	 separates	 the	 evidence	 for	 each	 legal	

question.	For	example,	it	allows	that	a	researcher	might	be	processing	each	piece	

of	original	content	differently	(potentially	triggering	different	licenses’	clauses),	

or	 may	 wish	 to	 distribute	 the	 created	 output	 in	 different	 ways	 (perhaps	 one	

output	will	be	for	personal	use	only,	while	another	is	published).	
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Collectively,	 this	 allows	 the	 richness	 of	 questions	 to	 go	 beyond	 ‘can	 I	 use	 this	

content	under	this	license	in	a	New	Zealand	context’	to	including	crucial	details	

such	as	‘I’m	doing	this	as	part	of	my	teaching	duties,	and	I	only	want	to	make	a	

single	 copy	 of	 this	 work,	 covered	 by	 this	 license,	 to	 use	 as	 part	 of	 my	

preparations’.	 With	 this,	 we	 can	 drive	 the	 computational	 inferences	 with	 the	

relevant	evidence,	and	therefore	enables	Camden	to	provide	answers	that	would	

not	be	possible	without	these	targeted	clarifications.	

	

Query	Composition	Step	3:		

Composing	the	core	copyright	arguments.	As	outlined	in	Section	4.3.1,	linking	

the	 key	 issues,	 through	 chains	 of	 conditionally	 relevant	 arguments,	 to	 the	 core	

issue	of	legality	is	fundamental	in	evaluating	a	case.		This	forms	the	basis	for	then	

reasoning	 over	 the	 nuanced	 arguments	 specific	 to	 each	 individual	 license	 and	

jurisdictional	 exemption.	 These	 core	 arguments	 are	what	 provide	 the	 root	 for	

considering	 probative	 relevance.	 For	 example,	 arguing	 about	 the	 definition	 of	

‘non-commercial’	is	an	interesting	but	irrelevant	question	without	first	capturing	

the	basic	 relationships	 such	 as:	 certain	 actions	 on	 copyrighted	 content	 require	

the	 author’s	 permission,	 or	 that	 licenses	 can	 condition	 the	 transfer	 of	 these	

permissions	 (rights).	 Even	 more	 fundamental,	 is	 the	 notion	 that	 not	 having	

permission	results	in	an	illegal	use	of	content.		

	

As	 introduced	 in	 Chapter	 3,	 the	 notion	 of	 evaluating	 arguments	

programmatically	(in	Carneades	at	least)	means	constructing	a	theory,	specifying	

the	main	issue	in	question,	and	then	putting	forward	the	initially	accepted	facts	

of	the	case.	As	we	go	through	the	processes	of	query	composition	in	this	section,		

we	 can	 think	of	 Step	1	 as	producing	 the	 list	 of	 copyright	questions	of	 interest,	

and	Step	2	as	collecting	the	relevant	case	facts.	Steps	3	and	4	then	compose	the	

copyright	theory	that	will	be	used	to	evaluate	the	case	in	question.	In	step	3	the	

argument	 schemes	 relevant	 across	 all	 copyright	 queries	 are	 composed	 into	 a	

single	theory.	This	means	taking	the	argument	schemes	specifying	how	the	main	

issues	(copyright	legality)	links	to	each	of	the	key	issues	(Section	4.3.1)	and	then	
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to	 the	 arguments	 schemes	 for	 each	 of	 those	 key	 issues,	 Copyright	 Licensing	

(Section	4.3.2),	and	Copyright	Exemptions	(Section	4.3.3).	

	

Query	Composition	Step	4	

Composing	 the	arguments	specific	 to	 the	 jurisdiction	and	 licensing	 family	

in	question.		Arguments	specific	to	copyright	exemptions	and	the	public	domain	

are	segregated	by	jurisdiction,	and	arguments	relevant	to	licensing	are	grouped	

into	 licensing	 families.	 The	 purpose	 behind	 this	 step	 is	 to	 build	 upon	 the	

copyright	theory	from	the	previous	step,	by	adding	the	arguments	specific	only	

to	the	context	of	the	case.	There	are	two	primary	drivers	for	why	this	is	essential,	

and	 why	 a	 single	 monolithic	 theory	 fails	 to	 work.	 First,	 it	 avoids	 bloating	 the	

theory	with	 irrelevant	 arguments	 that	may	 slow	 down	 the	 evaluation.	 Second,	

and	 more	 important,	 it	 avoids	 accidentally	 introducing	 false	 conclusions.	 The	

clauses	of	one	license,	or	the	framing	of	one	jurisdiction’s	copyright	law	may	be	

fallacious	when	introduced	to	an	irrelevant	case.	

	

The	mechanism	for	composing	this	set	of	arguments	can	be	considered	as	a	sort	

of	dictionary	lookup.	The	arguments,	which	are	specific	to	a	particular	licensing	

family	or	jurisdiction,	are	indexed	as	the	experts	specify	them.	Thus,	for	example,	

when	 a	 query	 in	 New	 Zealand	 utilizing	 the	 GPL	 license	 is	 asked,	 only	 the	

arguments	 that	are	valid	 in	New	Zealand	 legislation	and	arguments	specifically	

catering	for	the	interpretation	of	the	GNU	family	of	licenses	will	be	included.	The	

slicing	up	of	modelling	concerns	explored	in	the	previous	section	was	aimed	at	

enabling	 the	 community	 of	 copyright	 experts	 to	 capture	 the	 large	 diversity	 of	

potential	copyright	concerns.	This	step	then	enables	them	to	be	correctly	utilised	

in	response	to	researchers	queries.	

	

4.5	A	Web-based	User	Interface	for	Researchers	

	

Having	described	the	architecture	and	the	means	of	capturing	and	reasoning	

over	copyright	knowledge,	we	now	require	a	means	 for	researchers	 to	ask	and	

receive	 guidance.	 The	 notion	 of	 an	 intelligent	 personal	 assistant	 provides	 an	
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interesting	 starting	 point	 for	 us	 to	 consider	 how	 this	 knowledge	 could	 be	

engaged	 with.	 Additionally,	 the	 always	 available,	 generally	 on-hand	 and	

ubiquitous	 nature	 of	 mobile	 devices	 provides	 an	 opportunity,	 and	 design	

challenge.	

	

Unfortunately,	 examples	 of	 interfaces	 offering	 legal	 advice,	which	we	 could	

emulate	or	build	on,	are	 limited.	 	The	majority	of	such	activity	centres	on	 legal	

information	retrieval	in	the	form	of	document	search,	and	is	aimed	at	supporting	

lawyers	 and	 their	 workflows 140 ,	 a	 very	 different	 target	 audience	 from	

researchers.	 These	 current	 retrieval	 systems	 would	 fall	 at	 one	 end	 of	 the	

spectrum	of	knowledge	tools,	enabling	instant	access	to	primarily	legal	products,	

such	as	cases,	legislation,	judgments,	opinions	and	international	agreements.	By	

contrast,	 the	 audience	 targeted	 by	 Camden	 is	 squarely	 focused	 on	 the	 legal	

novices,	researchers	who	need	specific	guidance.		

Figure 4.26 An overview of a researcher’s interaction with Camden 

																																																								
140 http://www.capterra.com/law-practice-management-software/  
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The	user	interface	we	have	developed	was	built	around	the	notion	of	a	single-

page-application141	meaning	that	the	tool	 is	 loaded	once,	and	future	interactions	

never	 necessitate	 loading	 a	 new	page.	 Repeating	 an	 earlier	 figure	 (Figure	 4.26	

above)	taken	from	Section	4.2.1,	we	firstly	present	an	overview	of	the	interaction	

process.	 Broadly	 speaking,	 the	 user	 first	 inputs	 their	 query,	 is	 prompted	with	

clarification	questions,	 then,	based	on	 their	answer,	 the	query	 is	evaluated	and	

results	presented	back	 to	 them.	We	describe,	 beginning	with	 Section	4.5.1,	 the	

process	 of	 eliciting	 the	 researcher	 questions,	 covering	 the	 specification	 of	 the	

input	data,	the	task	being	performed,	and	the	context	that	surrounds	the	actions.	

Following	 this,	 in	 section	 4.5.2,	 the	 affordances	 of	 examining	 the	 results	 are	

presented.	

4.5.1	Automated	Copyright	guidance	for	legal	novices	

	

In	 this	 section	we	 addresses	 how	 a	 researcher	 can	 formulate	 a	 query,	 and	

subsequently	how	the	clarification	questions	can	be	answered.	This	section	will	

follow	 Figure	 4.27,	 which	 provides	 an	 overview	 of	 Camden’s	 interface	 as	 it	

pertains	to	query	formulation,	with	each	step	explained	below.	

	

Figure 4.27 – User Interface: Formulating a Query 
																																																								
141 http://en.wikipedia.org/wiki/Single-page_application  
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								The	 following	 steps	 discuss	 our	 prototype	 user	 interface,	 as	 shown	 in	

figure	4.27:	

	

Step	 1:	 Adding	 New	 Data.	 A	 researchers	 interaction	with	 Camden	 begins	

with	 specifying	 the	 sources	 of	 data	 that	 need	 to	 be	 considered.	 This	 is	

achieved	by	clicking	(or	touching	when	using	a	mobile	device)	the	‘new	data’	

button	 (shown	 in	 the	 top	 right	of	(b))	 that	opens	up	 the	overlaid	 form	(a).	

This	form	is	the	mechanism	for	capturing	the	details	of	this	new	data,	such	as	

the	data	type,	where	the	data	was	obtained	from,	and	the	license	(or	waiver)	

under	which	it	was	obtained.	Collectively,	these	details	provide	much	of	the	

evidence	for	composing	and	ultimately	driving	the	evaluation	of	legality.	

	

Step	2:	Toggling	which	data	will	be	considered.	Multiple	sources	of	input	

data	can	be	considered	by	Camden	at	any	one	time.	However,	for	each	source	

of	input	data,	the	researcher	has	the	option	to	toggle	whether	the	particular	

data	 should	 be	 considered	 in	 the	 next	 query,	 or	 alternately	 they	 have	 the	

ability	to	remove	it	entirely.	This	feature,	while	small,	highlights	the	value	of	

automated	 copyright	 advice.	 A	 researcher,	 through	 Camden,	 is	 able	 to	

consider	 the	 legality	of	 reusing	various	combinations	of	 licensed	data.	They	

can	add	new	sources,	temporarily	exclude	a	source	from	a	query,	or	remove	

it	from	consideration.		

	

The	 analogue	 of	 a	 researcher	 asking	 questions	 like	 this	 to	 a	 lawyer	would	

come	across	as	a	tedious	stream	of	potential	research	actions,	likely	resulting	

in	 increasing	 legal	 costs	 whilst	 also	 frustrating	 the	 lawyer	 and	 researcher	

alike.	The	approach	provided	 through	Camden	 is	more	akin	 to	a	parameter	

sweep	on	a	computational	analysis,	where	the	researcher	can	quickly	explore	

the	legal	outcomes	of	reusing	various	combinations	of	existing	data.	

	

Step	3:	Selecting	the	task.	From	the	data	selected,	a	range	of	possible	tasks	

is	 then	 shown	 to	 the	 researcher	 (step	 3,	 Figure	 4.27).	 The	 example	 tasks	

shown	here	represent	a	filtered	set	of	predefined	tasks,	based	on	the	formats	

of	 the	 data	 already	 entered.	 The	 idea	 implemented	 here	 is	 to	 simplify	 the	
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creation	of	the	query	structure	that	was	described	in	Section	4.4.	A	previous	

version	of	Camden,	presented	in	Hosking	et	al	[145],	forced	the	researcher	to	

manually	construct	the	query,	and	was	only	able	to	consider	the	creation	of	

one	 new	 dataset	 at	 a	 time.	 The	 design	 shown	 here	 represents	 the	 second	

iteration	 of	 addressing	 this	 challenge.	 The	 key	 advancement	 over	 the	 first	

solution	 is	 that	Camden	now	presents	 a	 range	of	 applicable	 tasks	based	on	

the	 existing	 datasets	 entered.	 Under	 the	 hood,	 these	 tasks	 are	 essentially	

patterns,	which	map	the	currently	selected	data	to	the	JSON	query	structure	

presented	 in	 Section	 4.4,	 which	 is	 then	 sent	 to	 the	 query	 engine.	 Another	

valuable	addition	 is	 that	 these	patterns	 can	 specify	 the	 creation	of	multiple	

pieces	 of	 new	 data,	 examples	 of	which	 are	 explored	 in	 the	 next	 Chapter	 5.	

This	aspect	of	this	UI	design	is	an	on-going	challenge,	where	we	must	balance	

hiding	 the	 complexity	 from	 the	 researcher	 while	 ensuring	 researchers	 can	

construct	 queries	 that	 best	match	 their	 research	 desires.	 This	 topic	 is	 also	

taken	up	in	Chapter	6	in	Section	6.4.	

	

Step	4:	Refining	context.	Throughout	this	chapter,	one	thread	of	discussion	

has	 been	 to	 decide	 what,	 and	 when,	 various	 contextual	 details	 become	

relevant,	 and	 how	 they	 drive	 the	 evaluation	 of	 legality	 in	 a	 case.	 In	 the	

previous	Section	4.4	we	discussed	how	queries	are	composed	in	Camden	and	

how	 the	 relevant	 clarification	 questions	 are	 retrieved.	 Building	 on	 these	

ideas,	 step	 4	 in	 Figure	 4.27	 presents	 how	 we	 connected	 this	 back	 to	 the	

researcher.	 Currently,	 the	 interface	 supports	 three	 different	 styles	 of	

question:	 numeric,	 true/false,	 and	 drop-down	 selection	 lists.	 However,	 this	

represents	the	current	state	of	implementation	as	opposed	to	a	fundamental	

limitation	 on	 the	 types	 of	 questions	 that	 can	 be	 supported.	 By	 clicking	 (or	

tapping)	 ‘submit’,	 the	 query,	 complete	 with	 the	 captured	 contextual	

information,	 is	 then	 sent	 for	 evaluation.	 The	 results	 of	 which	 are	 explored	

now.	
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4.5.2	Exploring	Copyright	Implications	with	Situated	Guidance	

	

In	 this	section,	we	now	consider	how	the	results	of	any	evaluation	are	then	

usefully	presented	to	the	researcher,	illustrated	by	Figure	4.28.	

	

Figure 4.28 – User Interface: Exploring the Answer 

							We	 now	present	 the	 interface	 Camden	 currently	 provides	 for	 exploring	

the	legal	outcomes	of	queries	submitted	from	the	previous	section.	Each	step	

is	labelled	in	blue.	

	

Step	 1:	 Considering	 two	 separate	 classes	 of	 output.	 As	 shown	 in	 (a)	 in	

Figure	4.28,	when	considering	the	results	of	any	evaluation,	we	present	two	

types	of	output:	the	original	data	and	the	derived	data.	This	separation	serves	

both	a	research	and	a	copyright	purpose.	Firstly,	it	recognizes	the	importance	

of	sharing	 the	original,	or	primary,	data.	Secondly,	 this	split	also	recognizes	

an	 important	 aspect	 of	 copyright,	 discussed	 in	 Chapter	 2,	 that	 the	 usage	 of	

any	original	products	does	not	give	you	any	rights	in	regards	to	changing	any	

existing	copyright.	That	is,	while	you	may	have	gained	some	copyrights	in	the	

derivation	and	creation	of	new	data	(which	too	may	be	conditionally	bound	

by	 the	 clauses	 in	 the	 existing	 data),	 but	 you	 have	 not	 gained	 any	 rights	 to	

modify	the	license	attached	to	the	existing	work.	Clearly	separating	this	in	the	
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outcomes	shows	how	the	sharing	options	may	differ.	This	is	explored	more	in	

step	3.	

	

Step	2:	Considering	the	conditions	of	usage.	As	shown	in	(b)	we	can	view	

the	licensing	conditions	attached	to	the	original	data	that	makes	up	any	new	

outputs.	 This	 view,	 which	 is	 an	 overlaid	 window,	 is	 opened	 when	 the	

researcher	clicks	on	the	‘Conditions	of	use’	button	on	any	of	the	derived	data.	

As	presented	 in	 the	example	above,	 the	 content	was	derived	 from	a	 source	

that	 was	 under	 the	 Creative	 Commons	 Non-Commercial	 License,	 which	 in	

this	 case	 the	 licensing	 clauses	 have	 been	 broken,	 so	 is	 presented	 in	 red.	

Illustrated	are	 two	of	 the	 licensing	clauses.	The	Attribution	clause,	which	 is	

fine,	and	the	Non-Commercial	Clause,	which	is	deemed	to	have	been	broken.		

	

Step	3:	Considering	the	options	 for	sharing	and	licensing.	Lastly,	shown	

in	(c)	we	can	explore	the	sharing	and	 licensing	options.	This	view,	which	 is	

also	an	overlaid	window,	is	opened	by	clicking	on	any	of	the	‘Sharing	Options’	

buttons	 associated	 with	 the	 data	 outputs.	 Two	 important	 pieces	 of	

information	are	presented	here:	the	available	licenses	under	which	this	data	

can	be	 shared,	 and,	 additionally,	how	 these	 licenses	 correspond	 to	 the	data	

storage	 and	 sharing	 options.	 As	 we	 can	 see	 in	 this	 example,	 a	 number	 of	

licenses	are	available,	and	the	list	below	shows	a	variety	of	 locations	where	

the	data	can	be	saved	or	shared,	along	with	the	corresponding	license	options	

accepted	 by	 these	 locations.	 By	 anchoring	 the	 choices	 of	 available	 licenses	

that	 the	 data	 can	 be	 shared	 under	 within	 the	 publication	 landscape	 we	

address	a	primary	driver	in	the	researcher’s	mind-set,	that	of	where	they	are	

able,	and	importantly	legally	allowed,	to	publish	their	research.	
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4.6	Summary	

	

In	 this	 chapter	 we	 presented	 Camden,	 our	 automated	 copyright	 reasoner,	

designed	 to	 aid	 researchers	 with	 the	 challenges	 of	 managing	 copyright.	 The	

design	 of	 Camden,	 beginning	 with	 its	 use	 of	 open	 libraries	 and	 open	 web	

standards,	 was	 catered	 towards	 the	 needs	 and	 environment	 of	 academic	

researcher.	We	considered	the	computational	model	of	copyright	reasoning	that	

powers	Camden	in	two	stages.	The	first	being	the	configuration	stage,	where	we	

presented	 how	 copyright	 experts	 could	 capture	 their	 understanding	 both	 of	

licenses	and	copyright	exemptions.	The	second,	being	the	usage	stage,	where	this	

knowledge	was	aimed	squarely	at	the	task	of	addressing	questions	of	copyright.	

The	 use	 of	 clarification	 questions	 to	 gather	 the	 context	 of	 a	 researcher	 query	

played	a	central	role	 in	 the	quality	of	 the	results	able	 to	be	provided.	This	was	

combined	with	the	development	efforts	of	a	query	engine,	and	user	interface	that	

connected	 the	 model	 of	 reasoning	 that	 we	 developed	 to	 the	 researchers	 who	

need	it.	In	the	following	chapter	we	move	on	to	the	evaluation	and	discussion	of	

Camden,	 considering	 its	 ability	 within	 the	 context	 of	 practical	 examples,	 and	

reflect	on	the	contributions	made	in	this	research	and	how	these	outcomes	stack	

up	against	our	initial	goals	and	objectives.	
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Chapter	5	-	Putting	Automated	Copyright	Guidance	into	
Practice	
	

In	this	chapter	we	will	examine	the	contribution	of	this	research,	considering	

both	the	ideas	expressed	in	the	thesis	and	Camden	as	a	realization	of	these	ideas.	

Camden	 has	 the	 potential	 to	 change	 the	 way	 researchers	 seek	 legal	 guidance	

when	working	with	copyrighted	data.	However,	when	evaluating	this	work	it	 is	

essential	to	separate	out	inherent	issues	posed	by	copyright	from	a	researcher’s	

ability	 to	 understand	 and	 make	 effective	 choices	 going	 forward.	 That	 is,	 this	

work	 can	 only	 provide	 guidance;	 it	 cannot	 change	 the	 state	 of	 copyright	 on	

existing	work.	 If	a	piece	of	work	has	been	 inadequately	 licensed,	no	amount	of	

clever	 software	 will	 change	 that	 fact.	 The	 guidance	 provided	 by	 Camden	 is	

directed	 towards	 understanding	 both	 how	 the	 copyright	 attached	 to	 existing	

works	 impacts	 on	 reuse	 of	 that	 work,	 and	 towards	 helping	 researchers	 make	

more	 informed,	 and	 ideally	 constructive,	 licensing	 choices	 in	 the	 future	 when	

sharing	their	own	work.		

	

Firstly,	 in	 Section	 5.1,	 we	 present	 a	 rubric,	 derived	 from	 the	 literature,	 to	

evaluate	the	guidance	provided	by	Camden.	We	will	consider	how	well	this	style	

of	advice	addresses	previously	identified	challenges	in	understanding	copyright.	

Secondly,	 in	Section	5.2,	we	then	move	into	a	series	of	use	cases,	each	aimed	at	

demonstrating	 a	 different	 feature	 of	 Camden’s	 reasoning.	 Together	 through	

these	 use	 cases	 we	 aim	 to	 highlight	 both	 the	 difficulty	 of	 making	 effective	

copyright	 decisions,	 and	 how	 this	 problem	 can	 be	 overcome	using	 Camden.	 In	

Section	5.3,	we	then	offer	some	reflection	on	the	contribution,	before	examining	

how	 well	 Camden,	 and	 the	 ideas	 behind	 it,	 have	 addressed	 the	 goals	 and	

objectives	outlined	in	Chapter	1	(Section	5.4).		

	

5.1	–	Rubric	for	Evaluating	Automated	Copyright	Guidance	
	

In	Chapter	2,	we	discussed	the	virtues	of	a	public	domain	approach	for	data	

sharing	and	reuse,	and	why,	in	the	short	to	medium	term	at	least,	this	approach	

is	 likely	 to	 remain	an	aspiration	 rather	 than	a	 reality.	However,	 these	 ideals	of	
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openness	 provide	 us	with	 a	 starting	 point	 for	 developing	 a	 rubric	 to	 evaluate	

both	this	work	and	future	work	like	it.		

	

Derived	 from	 their	 experience	 at	 Science	 Commons142,	 Wilbank’s	 et	 al.	 [5]	

identified	a	number	of	underlying	difficulties	with	the	prevailing	approaches	to	

copyright.	 They	 derived	 a	 set	 of	 principles	 both	 from	 anecdotal	 experience,	

structured	 workshops	 and	 surveys,	 highlighting	 that	 copyright	 particularly	

affected	a	researcher’s	ability	to	reuse	and	share	research	data.	Wilbank’s	et	al.	

[5],	then	grouped	these	principles	into	positive	steps,	by	proposing	the	following	

protocols:		

1) Promoting	legal	predictability	and	certainty,	

2) Promoting	ease	of	use	and	understanding,	and	

3) Imposing	the	lowest	possible	transaction	costs	on	users.	

We	were	drawn	to	this	set	of	principles	for	two	reasons:	firstly,	their	conclusions	

have	 come	 from	 hard-fought	 experience	 from	 both	 developing	 and	 promoting	

licensing;	and	secondly,	they	are	presented	from	the	standpoint	of	improving	the	

copyright	experience	for	practicing	researchers.	

	

We	 have	 adapted	 these	 principles,	 originally	 proposed	 for	 evaluating	 the	

development	of	legal	tools	(licenses	and	waivers),	as	a	rubric	to	reflect	upon	our	

own	work.	 These	 principles	 also	 represent	 a	 set	 of	 ideals,	 or	 a	 vision	 towards	

growing	 an	 ecosystem	 of	 data	 sharing	 and	 reuse	 unhindered	 by	 copyright.	

Admittedly,	when	such	an	open	environment	is	realized	we	would	have	less	need	

for	tools	such	as	Camden.	But	to	the	detriment	of	science	as	a	whole,	 this	open	

environment	does	not	 yet	 exist	 and	will	 first	 require	 a	 sea	 change	 in	 attitudes	

and	practice.	Below	we	discuss	each	of	these	principles,	representing	underlying	

difficulties	 inherent	 with	 copyright,	 and	 later	 present	 how	 the	 ideas	 in	 this	

thesis,	and	their	implementation	in	Camden,	can	help	overcome	them.		

	

	

	

	
																																																								
142 http://sciencecommons.org/projects/publishing/open-access-data-protocol/  
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Legal	Predictability	and	Certainty	

	

The	 principle	 of	 legal	 predictability	 and	 certainty	 considers	 the	 degree	 to	

which	 the	recipient	of	 legal	advice	can	rely	on	 the	given	conclusion.	 It	must	be	

said	 that,	 from	 a	 legal	 scholarship	 perspective,	 there	 are	 many	 difficult	 and	

unresolved	questions	pertaining	to	copyright	and	licensing	that	continue	to	pose	

on-going	 challenges	 for	 legislators,	 license	 authors	 and	 licensees	 alike.	 These	

questions	often	arise	when	laws	are	written	without	bearing	in	mind	the	needs	

of	 a	 particular	 group	 (in	 this	 case	 academic	 research)	 or	when	 encountering	 a	

novel	 scenario	 that	has	been	untested	 in	a	 court	of	 law.	Additionally,	we	could	

also	consider	 the	variance	 in	 the	quality	of	 legal	advice	 that	one	would	receive	

from	 a	 range	 of	 legal	 professionals	 –	 a	 function	 of	 both	 their	 professional	

competency	 and	 familiarity	 with	 working	 with	 research-related	 problems.	

However,	in	this	research	we	cannot	solve	that	class	of	problem	nor	do	we	claim	

to.	 Here	 we	 are	 interested	 in	 the	 level	 of	 predictability	 and	 certainty	 that	 an	

automated	tool,	such	as	Camden,	can	bring	to	the	interpretation	of	a	case.	That	is,	

for	the	range	of	issues	where	legal	scholars	have	wide	agreement,	how	well	does	

Camden	reflect	this	understanding?	This	is	reflective	of	Susskind’s	sentiment,	as	

quoted	at	 the	outset	of	Chapter	3,	calling	out	some	of	 the	romanticized	 fictions	

surrounding	the	bespoke	nature	of	much	legal	work.	

	

When	 considering	 the	 ability	 of	 Camden	 to	 promote	 the	 principle	 of	

predictability	and	certainty	we	focus	on	three	areas	of	importance.		

• Firstly,	 whether	 the	 guidance	 is	 appropriate	 for	 the	 intended	

audience.		

• Secondly,	 whether	 the	 type	 of	 reasoning	 employed	 (the	 logical	

formalism)	is	capable	of	accurately	representing	the	problem.		

• Thirdly,	 whether	 the	 interaction	 between	 the	 entity	 (person	 or	

automated	 reasoner)	 that	 is	 providing	 the	 guidance	 and	 the	 person	

receiving	the	guidance	transfers	an	adequate	degree	of	understanding	

between	the	two	parties.		
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Ease	of	Use	and	Understanding	

	

The	principle	of	 ease	of	use	and	understanding	 is	 taken	as	 the	 researcher’s	

ability	to	understand	and	make	effective	use	of	the	guidance.	There	are	a	number	

of	theories	and	formal	evaluation	techniques	developed	by	the	human	computer	

interaction	community,	but	 this	was	not	one	of	our	explicit	goals	when	making	

Camden	(but	is	taken	up	in	Section	6.4.4).	What	we	are	primarily	interested	in	is	

how	well	Camden	is	able	to	situate	advice	within	the	context	of	research	practice.	

More	concretely,	we	are	focused	on	the	researchers	ability	to	action	the	advice.		

	

When	considering	the	ability	of	Camden	to	promote	the	principle	of	ease	of	

use	and	understanding	we	have	narrowed	our	focus	along	two	lines	of	thought.		

• First,	 considering	whether	 the	 advice	 provided	 by	 Camden	 is	 of	 use	

(as	 opposed	 to	 being	 useless	 or	 irrelevant).	More	 specifically,	 is	 the	

advice	pertinent	to	the	needs	of	the	researcher.		

• Second,	 considering	whether	 the	 advice	 could	 be	 easily	 understood.	

That	 is,	 at	what	 level	was	 the	advice	pitched?	 	Could	 it	be	 simplified	

and	if	so,	would	this	risk	losing	important	details?	

	

Lowest	Possible	Transaction	Costs	

	

The	principle	of	the	lowest	possible	transaction	costs	relates	squarely	to	the	

researchers	 ability	 to	 quickly	 and	 cheaply	make	 decisions	when	 copyright	 is	 a	

factor.	We	view	these	costs	as	a	function	of	the	complexity	of	the	situation.	For	

instance,	 the	 difficulty	 of	 making	 a	 licensing	 decision	 will	 increase	 when	

additional	licenses	are	involved.	This	is	due	to	both	the	additional	conditions	and	

obligations	 that	 require	 navigating	 and	 also	 because	 the	 user	 now	 has	 to	

consider	the	growing	number	of	cross	licensing	interactions	that	may	occur.	As	

the	number	of	 considerations	expands,	 so	does	 the	 time	 that	must	be	 taken	 to	

evaluate	them.	In	the	context	of	evaluating	the	value	an	automated	tool	such	as	

Camden,	 transaction	costs	 refer	 to	 the	 time,	energy	and	resources	required	 for	

researchers	 to	 make	 copyright	 related	 decisions.	 These	 costs	 can	 be	 further	

considered	along	two	lines:	
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• The	 costs	 for	 the	 researcher	 to	 figure	 out	 the	 impacts	 of	 copyright	

themselves.	 As	 a	 baseline	 to	 consider	 the	 contribution	 made	 by	

Camden,	we	take	note	of	these	costs	in	term	of	time	(both	time	spent	

directly	on	the	problem,	and	time	required	to	up	skill	their	copyright	

understanding)	 and	 the	 mental	 energy	 and	 distraction	 from	 the	

primarily	goals	of	research.		

• The	costs	when	gaining	outside	legal	advice.	Due	to	the	general	lack	of	

copyright	expertise	amongst	researchers,	accurate	copyright	decisions	

may	involve	calling	in	lawyers.	This	transaction	will	not	only	add	cost	

in	 monetary	 terms,	 but	 it	 is	 worth	 considering	 how	 quickly	 a	

researcher	could	gain	this	legal	advice,	and	how	that	would	impact	on	

their	ability	to	make	timely	decisions.		

	

5.2	Use	Cases		
	

The	 representational	 methods	 and	 functional	 design	 of	 Camden	 are	 now	

considered	 against	 a	 number	 of	 use	 cases,	 which	 collectively	 allow	 for	 a	

meaningful	 evaluation.	 In	 each	 case,	 we	 present	 a	 research	 scenario,	 matched	

with	a	difficult	aspect	of	copyright	that	requires	consideration.	All	of	these	cases	

have	been	derived	from	our	experience	of	practical	problems	encountered	in	the	

conduct	of	research.	These	cases,	while	serving	as	mile	markers	for	progress	in	

developing	automated	copyright	tools,	also	serve	as	advertisements	to	potential	

adopters	 of	 such	 tools.	 The	 following	 five	 sections	 will	 explore	 sharing	 data	

under	multiple	licenses	(5.2.1),	utilizing	data	from	OpenStreetMaps	(5.2.2),	using	

archives	 for	 data	 mining	 (5.2.4),	 exemptions	 for	 creating	 teaching	 material	

(5.2.4),	and	lastly	developing	automated	workflows	(5.2.5).	

	

The	underlying	difficulty	that	Camden	addresses	is	not	just	comprehension	of	

the	 law,	but	determining	how	it	 impacts	 the	people	who	have	to	 live	and	work	

under	it.	It	is	only	once	both	of	these	elements	are	aligned,	that	the	situation	can	

be	 adequately	 understood	 and	 then	 communicated	 to	 the	 individuals	 affected.	

For	this	reason,	we	first	introduce	each	case	with	the	specific	research	situation,	

and	then	detail	the	corresponding	copyright	issues.	For	every	case	presented,	we	
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strive	 to	 nail	 down	 exactly	 what	 makes	 the	 difference	 between	 illegality	 and	

legality	 and	 how	 this	 is	 addressed	with	 Camden.	 By	 demonstrating	 a	 range	 of	

different	 issues,	we	aim	to	convince	 the	reader	of	both	 the	difficulties	 faced	by	

copyright	novices,	and	how	our	ideas,	implemented	in	our	prototype,	have	begun	

to	address	them	effectively.	

5.2.1	Sharing	Data	Derived	from	Multiple	‘Open’	Licenses	
	

In	 this	 use	 case	we	 explore	 how	 the	 differences	 in	 the	 definition	 of	 ‘open’	

across	two	licensing	families	impact	a	researcher’s	ability	to	share	their	outputs.	

The	following	statement	describes	the	scenario:	

	

A	researcher	wishes	to	create	a	map,	which	collates	and	comments	on	the	effects	of	

sea	 level	 rises	 in	NZ	and	 the	demographics	most	 likely	 to	be	affected.	 In	order	 to	

undertake	 this	 research	 original	materials	 from	a	 range	 of	 sources	must	 first	 be	

evaluated.	We	will	assume	that,	in	this	case,	a	substantial	amount	of	content	will	be	

taken	from	each	original	work,	meaning	that	the	defence	of	fair	use,	in	this	case	at	

least,	 is	 not	 a	 consideration.	 This	 means	 the	 attached	 licenses	 will	 be	 what	 will	

determine	 the	 legality.	On	 the	academic	 level,	 the	 researcher	wishes	 to	 include	a	

variety	of	sources	based	on	their	relevance	and	impact	to	the	overall	thesis.	On	the	

level	 of	 copyright,	 the	 collections	 of	 original	 data	 all	 have	 different	 licenses	

attached.	

	

We	 now	 consider	 how	 Camden	 is	 able	 to	 handle	 a	 case	 of	 this	 nature,	

specifically	we	present	 a	 scenario	where	 the	 collection	of	 original	datasets	 are	

licensed	under	the	Creative	Commons	Attribution	license	(CC	BY143),	the	Creative	

Commons	 Attribution	 Non-Commercial	 License	 (CC	 BY-NC144)	 and	 the	 Free	

Software	Foundations	Free	Document	License	(GNU	FDL145).	As	shown	in	Figure	

5.1	below,	we	explore	 two	different	 scenarios,	 highlighting	Camden’s	 ability	 to	

handle	a	key	copyright	issue,	that	of	 incompatible	relicensing	conditions	across	

licenses.	The	first	scenario,	shown	in	(A),	considers	only	reusing	content	under	

the	 CC	 BY	 and	 CC	 BY-NC	 licenses,	 while	 the	 second,	 shown	 in	 (B),	 considers	
																																																								
143 https://creativecommons.org/licenses/by/4.0/  
144 https://creativecommons.org/licenses/by-nc/4.0/  
145 http://www.gnu.org/licenses/fdl-1.3.en.html  
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mixing	 content	 from	 all	 three	 licenses	 (now	 including	 the	 GNU	 FDL).	 In	 both	

cases,	the	reuse	of	the	work	is	allowed	by	all	three	licenses,	thus	in	this	respect,	

under	 the	 circumstances	 of	 academic,	 non-commercial	 research	 they	 can	 be	

considered	equal.	However,	it	is	only	when	we	consider	the	resulting	legality	of	

sharing	the	derived	products	that	difficulties	arise.		

Figure 5.1 – Camden Screenshot: Combining Works under different Licensing Families 

 

As	shown	in	Figure	5.1,	in	(A)	the	work,	licensed	under	the	GNU	FDL	license	

has	been	unchecked	 and	 thus	will	 not	 be	 considered	 as	part	 of	 the	query.	The	

result,	 focusing	 in	on	 the	allowed	relicensing	options,	permits	 four	choices,	 the	

three	 licenses	 (CC	 BY-NC,	 CC	 BY-NC-ND,	 CC	 BY-NC-SA),	 and	 the	 option	 of	 not	

applying	a	license	to	the	newly	created	outputs,	thus	not	offering	any	rights	for	

future	reuse.	We	note,	that	other	researchers	can	still	obtain	the	original	datasets	

under	 their	 original	 licenses,	 just	 not	 the	 collated	 product.	 Building	 on	 the	

determination	 of	which	 licenses	 are	 available	 to	 choose	 from,	we	 can	 see	 how	

Camden	 has	 overlaid	 these	 options	 on	 a	 range	 of	 publishing	 options.	 Most	

notable	 in	 this	particular	example	 is	 that	 the	derived	content,	under	any	of	 the	

available	relicensing	options,	is	unable	to	be	shared	on	Figshare—which	uses	CC	
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by	 license	 for	 this	 type	 of	 content146,	 but	 for	 instance	 can	 be	 stored	 and	made	

available	on	most	personal	 storage	options.	 In	 contrast,	 shown	 in	(B)	 all	 three	

original	works	have	been	checked,	thus	the	query	is	considering	the	combination	

of	 all	 three	 licenses,	 resulting	 in	 no	workable	 options	 for	 relicensing.	We	 note	

that	 the	 outcome	 of	 this	 case,	 in	 contrast	 to	 the	 previous	 one,	 does	 not	 even	

permit	the	researcher	to	share	the	work	under	no	license	(All	Rights	Reserved),	

again	due	to	the	copyleft	clauses	attached	to	the	GNU	FPL	license.	

	

Two	 important	 facets	 of	 the	 reasoning	 are	 employed	 in	 making	 this	

determination.	 Firstly,	 the	 evaluation	 of	 the	 legality	 to	 independently	 obtain,	

reuse	 and	 share	 each	 of	 the	 original	 works	 (Section	 4.3.2).	 Secondly,	 the	

evaluation	of	the	allowable	relicensing	options	of	derived	works	stemming	from	

multiple	 input	 licenses	 (Section	 4.3.4).	 For	 both	 cases,	 we	 highlight	 important	

aspects	from	the	reasoning	employed,	shown	in	Figure	5.2	below.	The	top	half	of	

the	figure	presents	a	snippet	from	the	argument	graph	evaluating	the	legality	to	

share	the	derived	products	from	the	GNU	FDL	licensed	work.	We	first	note	that	

this	snippet	fits	into	the	wider	argument	of	legality	presented	in	Figures	4.23	and	

4.31	 in	 the	previous	chapter.	This	particular	piece	was	chosen	as	 it	 shows	 that	

sharing	the	derived	products	from	this	license	is	legal	due	to	adequate	licensing	

(a),	 stemming	 from	that	 fact	 that	all	 the	 required	rights	 (b)	 called	upon	 in	 this	

case	 (c)	 were	 offered.	 Additionally,	 the	 usage	 does	 not	 inherently	 break	 any	

conditions	or	obligations	imposed	by	this	license.	It	is	only	when	the	relicensing	

options	 are	 computed,	 that	 Camden	 determines	 that	 no	 workable	 relicensing	

options	can	be	determined	for	case	(B).	The	logic	being	employed	by	Camden	is	

visualised	in	the	bottom	half	of	the	figure.	Case	(A),	on	the	left,	shows	the	overlap	

in	licensing	options	stemming	from	the	CC	BY	and	the	CC	BY-NC	licenses.	On	the	

right,	we	present	the	distinct	lack	of	overlap	in	the	available	options	specified	by	

the	 union	 of	 all	 three	 licenses,	 hence	 the	 result	 presented	 back	 to	 the	 user	 in	

Figure	5.1.	

																																																								
146 https://figshare.zendesk.com/hc/en-us/articles/201953883-Why-does-figshare-use-CC-licenses-  
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Figure 5.2 – Digging into the underlying reasoning of Use Case 1 



	

	 168	

	

This	further	emphasises	the	ability	of	Camden	to	reason	with	heterogeneous	

licenses.	It	also	reinforces	that	the	interface	is	simple	to	use	and	avoids	exposing	

the	 complexities	 of	 the	 legal	 problem	 to	 the	 user.	 With	 reference	 back	 to	

Wilbank’s	 principles	 [5]	 discussed	 above,	 we	 can	 see	 that	 without	 this	 close	

integration	between	the	various	facets	of	copyright	interpretation,	the	accuracy	

of	 Camden	 would	 suffer.	 In	 this	 case	 perhaps	 reasoning	 that	 each	 license	

permitted	 sharing,	 therefore	 as	 a	 whole	 they	 permitted	 sharing	 would	 be	 an	

error,	 potentially	 leading	 the	 researcher	 to	 unwittingly	 infringe	 copyright.	

Without	Camden,	researchers	would	need	to	put	in	extra	time	towards	reasoning	

over	 their	 situation	 at	 best,	 or	 at	 worst,	 they	 would	 either	 abandon	 their	

research	goal	or	resort	to	seeking	legal	advice.	

	

5.2.2	Utilizing	Open	Street	Map	data	
	

In	 this	 use	 case	 we	 explore	 how	 licenses	 can	 shape	 and	 place	 differing	

conditions	 on	 derived	 data	 products.	 Specifically,	 in	 this	 example	 we	

demonstrate	 how	 using	 variously	 licensed	 data	 can	 impact	 the	 license	 under	

which	 research	 outputs	may	 be	 shared.	 The	 following	 statement	 describes	 the	

scenario:	

	

A	researcher	has	 collected	and	curated	 tracking	data	 from	a	number	of	animals.	

Using	 data	 from	 OpenStreetMaps,	 they	 now	 wish	 to	 plot	 their	 collected	 animal	

tracks	over	the	existing	map	tiles.	In	addition	to	this	initial	visualization,	they	want	

to	 understand	 how	 the	 underlying	 landscape	 may	 have	 affected	 the	 observed	

movement	 patterns.	 To	 do	 this,	 they	 use	 the	 underlying	 land-use	 data	 (also	

acquired	 from	 the	 OpenStreetMaps	 project,	 licensed	 under	 the	 ODbL	 license)	

alongside	 their	 tracking	 data	 to	 create	 a	 new	 dataset	 representing	 these	

relationships.	

	

In	this	case,	the	researcher	has	personally	collected	the	animal	tracking	data	

and	so	owns	the	copyright,	and	is	able	to	express	this	in	Camden	(A).	But	as	for	

the	mapping	data,	OpenStreetMaps	publishes	its	data	under	the	Open	Database	



	

	 169	

License	(ODbL).	The	key	copyright	issue	for	this	situation	is	how	the	ODbL	treats	

different	 types	 of	 reuse.	 That	 is,	 the	 ODbL	 license	 distinguishes	 between	 the	

notion	 of	 a	 derived	 database,	 and	 that	 of	 a	 produced	 work.	 Produced	 works	

generally	being	outputs	where	images,	videos	or	other	media	has	been	generated	

from	the	data.	From	a	copyright	perspective,	the	primary	difference	between	the	

two	outcomes	is	that	newly	created	data	considered	to	be	a	derived	database	will	

carry	with	 it	a	copyleft	 condition,	dictating	 that	 it	must	continue	 to	be	 licensed	

only	under	the	ODbL.	Meanwhile,	the	conditions	under	which	the	produced	work	

can	be	shared	only	specify	the	need	for	attribution,	with	no	explicit	constraint	on	

available	licenses.		

	

Figure 5.3 – Camden Screenshot: Differences between ‘Derived’ and ‘Produced’ works in 
ODbL 

	

Shown	in	(A),	in	Figure	5.3,	we	can	see	the	two	inputs	(the	researcher’s	data,	

and	the	OpenStreetmap	data),	and	correspondingly	we	can	also	see	the	licenses	

under	which	 the	 two	derived	outputs	 can	be	shared.	Shown	 in	(B)	 and	(C)	we	

can	 see	 the	 respective	 outputs	 of	 the	 plotted	 data	 and	 the	 analysed	 dataset		

(which	combined	 the	underlying	 land-use	and	 the	animal	 tracks).	Presented	 in	

(C),	Camden	was	able	to	correctly	enforce	the	copyleft	condition	on	the	data	that	

was	 generated	by	 combining	 the	 tracks	 and	 the	underlying	 land	 cover,	 leaving	

the	researcher	with	 the	only	option	of	sharing	 this	particular	output	under	 the	

ODbL.	 Meanwhile,	 as	 shown	 in	 (B),	 the	 output	 considering	 the	 plotted	 tracks	
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overlaid	on	the	map	tiles	 indicates	 that	 the	researcher	 is	 free	 to	choose	 from	a	

range	 of	 potential	 licenses—also	 noting	 that	 this	 freedom	 has	 opened	 up	

additional	sharing	options	that	did	not	accept	the	ODbL.		

Figure 5.4 – Camden Screenshot: Examining the reasoning behind the different between 
‘Derived’ and ‘Produced’ works in ODbL 

	

However,	 more	 interesting	 to	 the	 reader	 is	 how	 Camden’s	 underlying	

reasoning,	as	illustrated	in	Figure	5.4,	can	support	such	determinations.	The	key	

issue	 addressed	 is	 differentiating	 between	 the	 situations	 where	 the	 copyleft	

condition	 is	 enforced,	 constraining	 the	 relicensing	 options,	 and	 when	 the	

researcher	 is	 free	 to	 liberally	 relicense	 the	 resulting	 work.	 As	 discussed	 in	

Section	 4.3.4,	 for	 each	 known	 license	 Camden	 captures	 the	 set	 of	 valid	

relicensing	 options.	 However	 for	 the	 case	 of	 the	 ODbL,	 there	 are	 actually	 two	

sets,	the	default	one	for	reuse	of	the	data	under	this	license	and	an	alternative	set	

we	created	where	the	outputs	are	deemed	to	be	produced	works.		
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To	determine	when	this	alternative	set	(for	produced	works)	should	be	used	

meant	 Camden	must	 make	 a	 determination.	 Towards	 this,	 we	 introduced	 one	

additional	concept	with	the	license	definition,	the	ability	to	define	an	alternative-

relicensing	 scenario.	 In	 the	 case	 of	 the	 ODbL,	 the	 situation	 was	 specified	 as	

(License	 OpenKnowledge-ODbL	 disjoint	 producedWork),	 essentially	 stating	

there	 exists	 a	 situation	 for	 the	 ODbL	 where	 reused	 content	 is	 disjoint	 to	 the	

default	 set	 of	 relicensing	 options.	 From	 here,	 we	 could	 specify	 the	 logic	 for	

making	this	determination	by	building	on	the	existing	mechanisms	for	defining	

argument	schemes	and	clarification	questions	to	define	licenses.	As	shown	in	the	

figure	 5.4	 above,	 we	 were	 able	 to	 express	 the	 key	 determinants	 for	 when	 to	

consider	an	output	a	produced	work	(which	flow	through	the	figure,	starting	with	

the	clarification	questions	at	the	top	left,	to	the	UI,	then	to	how	they	are	argued	

over):		

(a)	Where	the	data	was	used	to	create	some	form	of	media,		

(b)	Whether	the	original	data	is	still	available	for	download,		

(c)	 Whether	 the	 underlying	 data	 was	 in	 anyway	 used	 to	 analyse	 or	 adapt	

another	dataset.	

In	this	example,	we	see	the	reasoning	for	determining	the	relicensing	options	

for	 the	plotted	data	(as	already	discussed	 in	Figure	5.3).	For	 this	case,	 the	 first	

clarification	question	(a)	was	answered	affirmatively,	as	was	(b).	 	 Importantly,	

and	 the	deciding	 factor	between	 the	 relicensing	outcomes	of	 the	analysed	data	

and	the	plotted	map,	an	exception	is	captured	through	(c).	Towards	sharing	the	

plotted	animal	tracks,	the	underlying	map	data	was	not	used	to	analyse	or	adapt	

the	animal	tracks,	therefore	the	output	was	deemed	to	be	disjoint,	and	qualifies	

as	a	produced	work.	This	then	meant	that	when	considering	relicensing	options	

(as	 discussed	 in	 section	 4.3.4,	 illustrated	 with	 the	 Venn	 diagrams)	 the	 map	

produced	by	the	OSM	data	and	the	animal	tracks	(that	were	fully	owned	by	the	

researcher)	 was	 able	 to	 be	 liberally	 licensed,	 offering	 a	 broad	 range	 of	

relicensing	options	available,	contrasted	to	the	analysed	data	constrained	by	the	

copyleft	clauses.	
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This	case	highlights	the	flexibility	of	Camden’s	design,	showing	how	with	one	

small	addition	to	a	license	definition	(the	ability	to	specify	alternative	relicensing	

sets),	we	were	able	to	use	the	functionality	to	handle	this	new	licensing	clause,	

reinforcing	 the	 value	 of	 pairing	 clarification	 questions	 with	 the	 richness	 of	

computational	argumentation.	

	

5.2.3	Data	Mining	Publications	from	Arxiv	
	

In	 this	 case	 study	 we	 explore	 how	 legislative	 differences	 between	

jurisdictions	can	alter	the	affordances	for	researchers	to	undertake	certain	types	

of	analysis.	Specifically,	how	under	identical	research	circumstances,	apart	from	

location,	the	legality	of	undertaking	research	will	differ.		

	

Two	 unconnected	 researchers	 have	 each	 bulk	 downloaded	 a	 corpus	 of	 published	

papers	 from	Arxiv,	 a	 popular	 preprint	 server.	 One	 researcher	 is	 in	New	 Zealand,	

while	the	other	is	based	in	the	UK.	They	both	wish	to	data	mine	this	corpus	using	a	

variety	 of	 techniques	 in	 order	 to	 gain	a	 greater	 understanding	of	 the	underlying	

corpus.	Both	researchers	are	undertaking	 this	research	as	an	 inquiry	driven	non-

commercial	project.	

	

From	Arvix’s	own	statistics147,	most	papers	are	submitted	to	them	under	the	

Arxiv	 license148.	This	 license	has	an	 important	difference	 from	say,	 the	Creative	

Commons,	 or	 the	 Free	 Software	 Foundations	 licenses,	 in	 that	 it	 is	 not	 a	 public	

license.	That	is,	the	license	is	only	between	the	authors	of	the	papers	and	Arxiv,	

not	anyone	else.	This	license	provides	Arxiv	the	minimum	set	of	rights	they	need	

to	publish	and	redistribute	these	papers,	but	does	not	allow	them	to	pass	on	any	

rights	 to	 their	 readers.	 In	 effect,	 this	 means	 downloading	 and	 reading	 most	

papers	on	Arxiv	is	similar	to	visiting	and	reading	content	from	most	commercial	

websites.	 It	 must	 be	 noted	 that	 a	 minority	 of	 content	 is	 also	 available	 under	

Creative	 Commons	 licenses,	 but	 it	 is	 not	 this	 content	 we	 are	 currently	

addressing.		

																																																								
147 “Most articles submitted arXiv with the default arXiv license” http://arxiv.org/help/bulk_data 
148 http://arxiv.org/licenses/nonexclusive-distrib/1.0/license.html  
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Shown	 below	 in	 Figure	 5.5,	 we	 explore	 the	 use	 of	 Camden	 in	 two	 almost	

identical	research	cases,	differing	by	country	of	origin:	New	Zealand	and	the	UK.	

The	only	inputs,	in	both	cases,	are	publications	from	Arxiv	submitted	under	the	

Arxiv	license	and	the	researcher	is	interested	in	applying	data	mining	techniques	

to	 extract	 new	knowledge	 from	 the	 corpus.	 Currently,	 Camden	determines	 the	

researcher’s	location	based	on	toggling	a	configuration	value	on	the	server.	Such	

a	value	 is	configured	when	the	service	 is	started,	 thus	each	Camden	instance	 is	

tied	 to	 a	 jurisdiction.	 Going	 forward,	 we	 intend	 to	 include	 the	 ability	 for	 the	

researchers	to	toggle	between	origin	countries	through	the	user	interface.	

	

	

Figure 5.5 – Camden Screenshot: Data mining differences between UK and New Zealand Law 

	

Firstly	 we	 examine	 the	 results	 of	 undertaking	 this	 task	 in	 New	 Zealand,	

shown	 in	B).	 As	 data	mining	 is	 not	 specifically	 considered	 to	 be	 any	 different	

from	 other	 forms	 of	 derivation,	 no	 exemption	 for	 this	 has	 been	 modelled	 in	

Camden.	What	this	means	for	the	argument	of	evaluation	is	that	the	legality	rests	

solely	 on	 having	 the	 requisite	 rights	 to	 transform	 and	 derived	 existing	

copyrighted	 data,	 which	 in	 this	 case	 are	 absent.	 Important	 to	 note	 is	 that	

Camden,	 through	 its	 ability	 to	 model	 future	 Copyright	 exemptions	—whether	

that	be	fair	use,	or	for	specific	tasks—could	later	include	additional	exemptions	
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for	NZ	law,	should	either	the	law	change,	or	if	a	more	specific	niche	is	identified	

under	which	this	activity	would	be	allowed.		

	

Contrastingly,	 under	 UK	 copyright	 law,	 shown	 in	 C)	 (changed	 relatively	

recently149,150,151)	 data	 mining	 is	 considered	 a	 unique	 activity,	 which	 has	 an	

interpretation	distinct	 from	other	 forms	of	 reuse.	Dubbed	 ‘the	 right	 to	 read,	 is	

the	 right	 to	 mine’,	 the	 new	 legislation	 states	 that	 data	 mining	 for	 academic	

research	 is	 permitted	 on	 content	 for	 which	 you	 have	 legal	 access,	 but	 not	

necessarily	 the	 rights	of	 adaption.	Like	all	 exemptions,	 there	are	qualifications,	

and	associated	limitations	for	this	particular	exemption.	Shown	in	C)	we	can	see	

how	Camden,	 through	 its	ability	 to	pose	clarification	questions,	approaches	the	

task	 of	 classifying	whether	 a	 particular	 application	 of	 data	mining	 falls	within	

this	exemption.		

	

As	 shown	 in	 Figure	 5.6,	 the	 key	 clarifying	 questions	 posed	 (with	 their	

selected	answers)	are	i)	is	the	usage	of	this	data	primarily	data	mining?	(a)	ii)	Do	

you	have	lawful	access	to	the	work?	(paid	subscription	(e),	publicly	available	(c),	

or	openly	licensed	(b)),	iii)	Is	the	usage	solely	for	non-commercial	research	(self-

directed)	(f).	In	this	case,	when	given	the	appropriate	answers	to	the	clarification	

questions,	Camden	determined	the	validity	of	this	exemption	and	accepted	that	

the	desired	usage	is	legal.	Here,	it	is	also	worth	examining	the	sharing	outcomes.	

As	 expected,	 there	 is	 no	 ability	 to	 share	 the	 original	 content.	 Even	 though	 the	

mining	 itself	 is	 allowed,	 this	 does	 not	 translate	 into	 the	 legality	 to	 share	 the	

original	 content.	 However,	 the	 valuable,	 and	 perhaps	 unexpected,	 outcome	 is	

that	the	researcher	is	allowed	to	share	the	results	of	the	data	mining	itself.	The	

current	version	of	Camden	supports	 tooltips	that	explain	the	 limitations	of	 this	

allowance.	

	

																																																								
149 https://www.gov.uk/government/publications/changes-to-copyright-law  
150 https://www.gov.uk/government/uploads/system/uploads/attachment_data/file/375954/Research.pdf  
151 https://en.wikipedia.org/wiki/Copyright_law_of_the_United_Kingdom  
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Figure 5.6 – Camden Screenshots: Determining the class of adapted content 
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5.2.4	Creating	teaching	material	
	

In	this	case	we	explore	how	a	difference	in	the	purpose	of	reuse	can	affect	the	

legality.	 Specifically	 how	 copyright	 exemptions	 are	 often	 carefully	 crafted	 to	

narrow	 their	 scope,	 and	 thus	 limit	 the	 situations	 under	 which	 they	 are	

considered	valid.		

	

A	researcher,	in	preparation	for	giving	a	lecture,	is	gathering	material	relevant	to	

the	topic	they	are	teaching.	They	understand	that	some	of	the	material	is	covered	

by	copyright,	but	want	to	use	it	anyway.	They	want	to	understand	to	what	extent	

they	can	share	the	material,	beyond	presenting	lecture	slides,	with	the	students.	

	

This	case	matches	the	worked	example	used	to	explain	how	Camden	reasons	

over	 copyright	 exemptions,	 Section	 4.3.3.	 The	 reasoning	 therefore	 has	 already	

been	 covered	 in	 detail	 in	 the	 previous	 chapter.	 Here	 we	 focus	 on	 how	 this	

reasoning	is	accessed	through	the	user	interface.	Shown	below	in	Figure	5.7	we	

see	this	use	case	being	played	out.	Across	the	top	of	the	figure	we	see	a	sequence	

of	screenshots	of	Camden.	From	left	to	right	we	see	(a)	capturing	the	description	

of	the	data	that	the	teacher	aims	to	use,	in	this	case	‘The	History	of	New	Zealand’,	

and	in	(b)	the	task	of	‘Reusing	Diagrams	and	figures’	is	selected.	The	interesting	

component	with	regards	to	copyright	is	shown	in	(c)	and	(c’).	Each	captures	an	

alternative	 case,	 to	 highlight	 a	 key	 aspect	 of	 the	 reasoning	 capabilities	 of	

Camden.	For	both	cases,	the	user	has	selected	that	they	‘are	a	teacher’	and	‘is	for	

giving	 a	 lesson’.	 Remembering	 back	 to	 the	 worked	 example	 in	 Section	 4.3.3,	

these	 represent	 two	 qualifiers	 for	 this	 particular	 exemption.	 The	 difference	

between	the	two	cases	is	the	answer	to	the	third	clarification	question,	asking	if	

the	 user	 plans	 to	 make	 more	 than	 ‘one	 copy’.	 This	 last	 question	 ties	 into	 the	

limitation	 for	 this	 exemption,	 in	 that	 only	 one	 copy	 is	 permitted	 for	 it	 to	 be	 a	

legal	defence.		The	printout	of	the	argument	graph	below	(Figure	5.7)	shows	the	

outcome	 from	 (c),	where	 the	 exemption	 is	 accepted.	 In	 the	middle	 column	we	

can	see	the	two	accepted	qualifiers	reflected	in	the	form	(IsQualified	[qualifier]	

NewZealand)	 and	 the	 limitation,	 which	 in	 this	 case	 has	 not	 been	 exceeded,	

captured	 in	 the	 form	 (LimitationExceeded	 [limitation]	 NewZealand).	 Had	 this	
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been	 the	outcome	of	(c’)	 the	statement	at	 the	 top	 left	of	 the	graph	would	have	

been	 accepted,	 resulting	 in	 the	 breaking	 of	 the	 limitation,	 and	 the	 rejection	 of	

this	being	a	valid	defence.	

Figure 5.7 – Camden Screenshot: Communicating limitations in sharing to researchers 
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5.2.5	Developing	Automated	Workflows	
	

In	this	case	we	change	our	focus	slightly	from	the	previous	scenarios.	Rather	

than	 focusing	 on	 the	 key	 differentiator	 of	 legality,	 we	 instead	 consider	 the	

difference	 in	 scalability	 of	 human	vs.	machine	 copyright	 evaluations.	We	move	

beyond	 just	 the	 ability	 to	 reason	 over	 copyright,	 to	 consider	 how	 automated	

reasoning	 can	 scale	 in	 terms	 of	 its	 throughput	 beyond	 any	 human	 novice,	 or	

potentially	even	an	expert!		

	

A	researcher	wishes	to	create	a	workflow,	a	key	aspect	of	which	will	automatically	

ingest	 newly	 discovered,	 relevant	 data.	 Given	 the	 automated	 nature	 of	 this	

endeavour,	and	both	the	potential	speed	of	ingestion	and	the	sporadic	availability	

of	 new	 data,	 curating	 this	 process	 with	 regards	 to	 copyright	 is	 currently	 not	

realistically	possible,	nor	desirable.	

	

Here	 we	 highlight	 how	 the	 reasoning,	 embodied	 within	 Camden,	 can	 be	

accessed	 independently	 of	 the	 web	 user	 interface.	 Through	 this	 example	 we	

reinforce	 the	value	of	 choosing	 to	build	Camden	upon	open	 standards	 through	

the	creation	of	a	simple	command	line	tool.	In	essence,	this	tool’s	job	is	to	check	

each	input	and	consider	whether	the	license	is	compatible	with	the	existing	data.	

Shown	below	in	Figure	5.8,	on	the	top	(a)	 is	 the	printed	output	of	an	 input	 file	

containing	 (b)	 a	 list	 of	 licenses	 that	 are	 attached	 to	 the	 potentially	 useful	

datasets.	 Below,	 we	 show	 how	 the	 command	 line	 tool	 is	 run	 (c),	 capturing	

relevant	properties	through	command	line	parameters	(the	programs	name,	the	

name	of	 the	 input	 file,	and	the	 license	that	each	 input	will	be	compared	to	–	 in	

this	case	 the	CC	BY-NC-SA).	The	output	(d)	 from	running	this	command	shows	

the	 outcome	 of	 processing	 each	 file,	 each	 line	 showing	 the	 resulting	 outcome,	

concluded	by	a	summary	at	 the	end.	This	example	demonstrates	 the	reasoning	

we	 first	 presented	 in	 Section	 4.3.4,	 which	 utilizes	 a	 set-based	 approach	 for	

determining	 legal	 combinations	 of	 licenses.	 Going	 forward,	 this	 ability	 to	

programmatically	 interact	 with	 Camden	 offers	 some	 interesting	 future	 work	

opportunities,	 and	 gets	 us	 one	 step	 closer	 to	 including	 the	 reasoning	 Camden	

offers	directly	into	existing	research	tools	and	services.			
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Figure 5.8 – Camden Screenshot: Accessing Camden programmatically from the command 
line 

	

5.3	Reflecting	on	the	Contribution	of	Camden	
	

Had	 this	 research	 embarked	on	modelling	 the	 entirety	of	 copyright	 law	we	

would	have	encountered	a	momentous	task,	one	that	would	have	left	us	with	the	

inability	 to	 focus	 on	 any	 attainable	 piece.	 Likewise,	 had	 we	 not	 focused	 on	

understanding	 the	 context	 derived	 from	 focusing	 on	 a	 particular	 group	 or	

community	we	would	be	 left	wondering	what	particular	 relationships	between	

copyright	law	and	those	who	are	affected	by	it	are	even	relevant.	Thus	our	choice	

of	the	target	audience	(researchers),	alongside	the	identification	of	the	copyright	

factors	that	impact	their	work	(obtaining,	reusing	and	sharing	research	data)	are	

the	foundations	of	this	work.		

	

5.3.1	Offering	Legal	Predictability	and	Certainty	in	Camden	
	

There	 is	 a	 saying	 that	 all	 models	 are	 wrong,	 but	 some	 are	 useful152.	 When	

capturing	 such	 a	 complicated	 domain	 such	 as	 copyright	 this	 saying	 offers	 us	

some	 pause.	 However,	 Davis	 [82]	 provides	 us	 a	 much	 more	 concrete,	 and	

constructive,	 view	 on	 this	 challenge.	 He	 offers	 a	 useful	 set	 of	 roles	 that	 a	

knowledge	 representation	 plays,	 a	 set	 we	 use	 to	 reflect	 upon	 the	 reasoning	

developed	in	our	work.	Davis	points	out	that	a	knowledge	representation	is	most	

																																																								
152 https://en.wikipedia.org/wiki/All_models_are_wrong  
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fundamentally	a	surrogate,	a	substitution	 for	 the	 thing	 itself,	used	 to	enable	an	

entity	to	determine	consequences	by	thinking	rather	than	acting.	If	we	use	this	to	

reflect	back	on	Camden,	we	can	consider	Camden’s	ability	to	offer	predictions	on	

the	legality	of	future	actions,	as	opposed	to	a	researcher	taking	action	and	later	

having	 the	misfortune	of	discovering	 the	 legal	 consequences	 themselves.	Davis	

also	makes	the	point	that	a	representation	is	a	set	of	ontological	commitments,	

explicitly	prompting	the	question	‘In	what	terms	should	I	see	the	world?’	For	this	

research,	 we	 considered	 the	 impacts	 that	 copyright	 law	 was	 having	 on	 a	

researcher’s	ability	to	understand	the	consequences	of	their	actions	with	data	to	

be	 of	 primary	 importance.	 This	 allowed	 focus	 on	 determining	 the	 legality	 of	

these	research	actions.		

	

However,	 for	 us,	 the	 most	 pertinent	 observation,	 with	 regards	 to	

predictability	and	certainty,	made	by	Davis,	was	that	he	considered	a	knowledge	

representation	 as	 a	 fragmented	 theory	 of	 intelligent	 reasoning,	 expressed	 in	

terms	of	 three	components:	 (i)	 the	 representation’s	 fundamental	 conception	of	

intelligent	 reasoning,	 (ii)	 the	 set	of	 inference	 the	 representation	sanctions,	 and	

(iii)	the	set	of	inferences	it	recommends.	This	observation	relates	specifically	to	

our	 choice	 to	 apply	 computational	 argumentation	 to	 this	 problem.	 From	 the	

synthesis	of	 the	 competition	choices	of	 formalism	we	carried	out	 in	Chapter	3,	

we	 summarized	 two	 key	 ideas	 that	 drove	 our	 choice.	 Firstly,	 the	 idea	 of	

defeasibility	 (Section	 3.2.2)	 as	 an	 important	 component	 of	 any	 inference	 that	

aims	to	represent	legal	reasoning.	Contrasted	to	solely	deductive	reasoning	that	

did	not	 sanction	 the	 idea	 the	conclusion	could	be	defeated	when	contradictory	

evidence	arises.	Secondly,	the	focus	on	argumentation	as	a	lens,	and	the	scoping	

of	valid	conclusions	as	those	derived	from	chains	of	arguments.	The	conclusions	

that	Camden	draws	are,	derived	from	arguments	that	stem	from	the	context	of	a	

critical	discussion,	with	rules	to	determine	relevance	and	current	availability	of	

evidence	at	the	time	of	consideration.	This	is	again	contrasted	with	many	of	the	

ontological	and	controlled	vocabularies	common	to	representing	licenses,	which	

stop	 at	 capturing	 generalized	 concepts	 and	 relationships,	 leaving	 the	 more	

difficult	 job,	 in	 our	 opinion,	 or	 determining	 their	 impact	 on	 legality	 out	 of	 the	

inference	the	representation	is	able	to	support.		
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Lastly,	Davis	observed	that	a	knowledge	representation	is	also	a	medium	for	

human	expression.	This	role	directly	relates	back	 to	our	 third	area	of	 focus	 for	

the	 principle	 of	 predictability	 and	 certainty;	 that	 of	 considering	 the	 nature	 of	

interaction	supported	between	the	guider	and	the	guided.	The	predictability	and	

certainty	of	copyright	advice	is	not	just	defined	by	the	inference	potential	of	the	

underlying	formalism,	but	also	how	it	has	been	offered	to	researchers.	Camden,	

provides	 a	medium	 by	 which	 researchers	 are	 able	 to	 access	 the	 advice.	 From	

Chapter	4,	we	considered	this	offering	 in	 two	stages.	Firstly,	 the	 ‘configuration’	

stage	where	experts	were	able	 to	encode	their	understanding	of	copyright	 into	

Camden,	 and	 then	 the	 ‘usage’	 stage,	 where	 researchers	 were	 able	 to	 query	

Camden	 for	 guidance.	 Camden	 provides	 two	 key	 contributions	 here.	 Firstly,	 at	

the	time	that	a	researcher	makes	a	query	Camden	allows	contextual	details	of	a	

case	 of	 be	 captured.	During	 the	 configuration	 stage,	 experts	 are	 able	 to	 reflect	

upon,	 and	 encode	 the	 requirements	 for	 collecting	 this	 contextual	 information	

along	with	the	arguments	that	specify	their	impact	on	the	legal	determinations.	

Secondly,	 Camden’s	 query	 engine	 is	 able	 to	 compose,	 or	 shape,	 a	 theory	 in	

response	 to	 a	 researcher’s	 query	 (Section	 4.3).	 These	 two	 features	 together	

ensure	 that	only	 the	 relevant	arguments	are	 considered,	 and	 that	 the	evidence	

required	to	drive	their	evaluation	is	available	(Section	4.4).	Together,	this	ability	

offers	a	unique	contribution	to	the	field	of	automated	copyright	reasoning.	

	

5.3.2	Understanding	and	using	Camden	
	

We	believe	the	best	means	to	establish	the	usefulness	of	the	advice	offered	by	

Camden	 is	 to	 first	 consider	what	 irrelevant	 advice	would	 be.	 In	 Chapter	 2,	we	

took	 the	 time	 to	 discuss	 the	 relationship	 between	 research	 and	 copyright.	We	

walked	our	way	through	the	underlying	mechanics	of	copyright	law	(Section	2.2)	

to	 then	 consider	 how	 copyright	 impacts	 a	 researchers	workflow	 (Section	 2.3).	

We	 synthesised	what	was,	 in	 our	 opinion,	 a	 cluttered	 and	 dispersed	 corpus	 of	

work	discussing	copyright;	with	much	of	 it	 focusing	on	the	bigger	picture,	with	

the	mechanics	of	copyright	difficult	to	grasp.	Thus,	our	justification	of	Camden’s	
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usefulness,	 both	 in	 its	 current	 form	 and	 our	 future	 aspirations	 presented	 in	

Chapter	6,	is	built	upon	this	foundation.	

	

Our	 focus,	made	clear	 in	our	motivations	and	design	goals	(Chapter	1),	was	

always	on	how	this	copyright	impacted	research.	Throughout	Section	2.1	we	laid	

out	the	inherent	challenges	faced	by	researchers	working	with	copyrighted	data.	

This	 discussion	 was	 then	 contextualized	 against	 the	 wider	 discussion	 of	 the	

contemporary	 climate	 of	 copyright	 law	 (Section	 2.1.)	 and	 the	 difficulties	 of	

gaining	 legal	 advice	 (Section	 2.3),	 noting	 the	 evidence	 suggesting	 that	 those	

currently	 in	 positions	 to	 give	 advice,	 particularly	 research	 libraries,	 feel	

uncomfortable	doing	so	[6],	[8],	[14].	Chapter	2	thus	provided	a	strong	basis	for	

developing	 Camden	 (or	 tools	 like	 Camden),	 linking	 the	 inherent	 challenge	 of	

copyright	 through	 to	 the	 data	 focused	 steps	 in	 the	 research	 workflow.	 The	

reasoning	 over	 copyright	 has	 been	 targeted	 primarily	 at	 the	 steps	 within	 the	

research	workflow	that	involves	the	obtaining,	reuse	and	sharing	of	data.		

	

It	was	 in	Chapter	4	 that	we	presented	a	range	of	contributions	 that	 formed	

Camden.	 We	 argue	 that	 each	 individual	 contribution,	 from	 the	 architecture	

(Section	4.2.2),	to	the	means	by	which	we	modelled	and	evaluated	the	key	issues	

of	licensing	(Section	4.3.2)	and	copyright	exemptions	(Section	4.3.2),	through	to	

the	query	engine	(Section	4.4)	and	the	web-based	interface	(Section	4.5),	was	a	

solution	 to	 the	 real	 challenge	 of	 interpreting	 copyright	 in	 a	 research	

environment.	However,	perhaps	the	most	relevant	contribution	to	the	principle	

of	ease	of	use	and	understanding	was	the	integration	of	each	of	these	parts	into	a	

useable	tool.	

	

The	 user	 interface	 (Section	 4.5)	 is	 the	 means	 by	 which	 researchers	 gain	

access	to	the	copyright	guidance	provided	by	Camden.	Towards	this	principle	we	

argue	we	have	contributed	a	number	of	key	 innovations.	Firstly,	we	argue	 that	

the	researcher	does	not	need	to	have	any	technical	or	legal	skills	to	use	Camden.	

Throughout	 the	 process	 of	 eliciting	 the	 query	 (Section	 4.5.1)	 the	 steps	 the	

researcher	must	perform	have	been	limited	to	selection	tasks,	all	performed	by	

clicking	 (or	 tapping)	pre-populated	 lists	 of	 choices.	 Secondly,	we	believe	 a	 key	
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contribution,	 linking	 the	 principles	 of	 predictability	 and	 certainty	 and	 ease	 of	

access,	 is	 Camden’s	 ability	 to	 elicit	 relevant	 contextual	 information	 from	 the	

researcher.	Experts	can	not	only	define	licensing	and	copyright	exemptions	but	

can	capture	their	experiences	with	what	contextual	factors	of	a	case	can	trigger	

various	licensing	clauses	that	are	essential	to	consider	during	an	interpretation.	

By	 specifying	 this	 interface	 between	 experts’	 models	 and	 a	 novice	 users	

questions	we	believe	we	strike	a	balance	between	the	quality	of	our	advice	and	

the	ease	of	asking	for	this	advice.	

	

5.3.3	Considering	Camden’s	Transaction	Costs	
	

Compared	to	the	researcher	seeking	legal	advice	from	a	professional	source,	

Camden	 removes	 the	 time	 taken	 to	 discover	 such	 a	 source	 and	 the	 time	 costs	

(read	hourly	 rate)	 to	describe	 the	 situation	 that	 requires	guidance.	 Instead	 the	

advice	 is	 offered	 through	 the	 web	 and	 is	 designed	 around	 the	 idea	 of	 an	

intelligent	 assistant.	 Compared	 to	 a	 researcher	 attempting	 to	 solve	 their	

copyright	issue	alone,	we	argue	that	Camden’s	curated	knowledgebase	(Section	

4.3),	matched	with	its	ability	to	elicit	queries	(Section	4.5),	reduces	the	need	for	

the	 researcher	 to	 learn	 the	 basics	 of	 copyright	 before	 being	 able	 to	 make	

informed	 decisions.	 Together	 this	 means	 there	 is	 no	 need	 to	 make	 an	

appointment	 or	 be	 contingent	 on	 a	 lawyer’s	 busy	 schedule.	 Nor	 does	 the	

researcher	 need	 to	 spend	 time	 trawling	 the	 Internet	 for	 advice.	 	 Through	

Camden,	 ideas	 can	 be	 explored	 quickly.	 It	 supports	 toggling	 between	 different	

combinations	 of	 licensed	 input	 data	 or	 different	 tasks,	 changing	 contextual	

details	and	even	comparing	the	results	across	jurisdictions	(Section	4.5).		

	

From	an	institutional	point	of	view,	offering	advice	in	this	way	could	lead	to	

reduced	 costs.	We	make	 the	 observation	 that	 overheads	 for	 keeping	 in-house	

legal	 counsel	or	budgeting	 for	external	 legal	advice	 to	meet	 the	needs	of	every	

researcher	 is	 prohibitively	 expensive.	 This	 means	 that	 current	 approaches	

largely	 focus	 on	policy,	 generalized	 guidance,	 or	 presenting	 simplified	 cases	 to	

assist	 researchers	 (Section	 2.3).	 We	 argue	 that	 an	 approach	 such	 as	 the	 one	

enabled	by	our	contribution	of	Camden	changes	the	status	quo	in	two	important	
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ways.	 Firstly	 it	 changes	 the	 relationship	 between	 the	 legal	 advisor	 and	 the	

researcher.	A	single	hosted	automated	tool	can	scale	to	providing	advice	to	very	

large	 numbers	 of	 researchers,	 and	 even	 better	 is	 able	 to	 offer	 this	 advice	 to	

multiple	researchers	in	parallel.	It	also	reshapes	what	a	unit	of	an	expert’s	time	is	

spent	 on.	 Camden	 enables	 experts	 to	 model	 their	 understanding	 of	 copyright	

(Section	 4.3).	 For	 instance,	 each	 additional	 license,	 exemption,	 clarification	 or	

publishing	 location	 that	 an	 expert	 spends	 time	 formalising	 can	 then	 be	

recomputed	for	every	new	query	submitted	by	a	researcher.	This	ability	to	reuse	

expert	information	stands	in	stark	contrast	to	our	current	practise	of	paying	an	

expert	by	the	hour	to	solve	the	same	problem	again	and	again.	We	explore	how	

this	elicited	knowledge	could	be	shared	and	reused	across	institutions	in	future	

work	in	Chapter	6.	We	argue	that	an	approach	such	as	that	offered	with	Camden	

could	mean	that	each	institution	will	not	need	to	reinvent	the	wheel.	

We	believe	the	final	key	contribution	Camden	makes	with	respect	to	reducing	

transaction	costs	 for	gaining	copyright	advice	 is	 its	ability	 to	handle	arbitrarily	

complex	queries.	That	is,	from	a	computational	point	of	view,	Camden	is	just	as	

comfortable	reasoning	over	the	reuse	of	one	dataset	as	it	 is	considering	dozens	

of	inputs	and	dozens	of	derived	outputs	all	carrying	a	range	of	different	licenses	

and	desired	uses.	We	appreciate	that,	as	the	complexity	of	the	query	grows,	the	

design	of	the	user	interface	should	be	reconsidered	(Section	6.4.3).	However,	we	

argue	that	the	directed	graph	model	of	 the	query	(Section	4.4.1),	matched	with	

Camden’s	query	processes	(Section	4.5.2)	is	able	to	break	down	and	sequentially	

address	 each	 dependant	 legal	 question	 on	 an	 arbitrarily	 large	 query153.	 More	

concretely,	Camden	is	able	to	consider	the	legal	constraints	on	sharing	both	the	

derived	and	original	content	in	addition	to	situating	the	resulting	legality	in	the	

publishing	 options	 available	 to	 the	 researcher.	 Camden	 is	 also	 able	 to	 elicit	

clarifications	 from	 the	 researcher,	 and	 match	 these	 to	 the	 correct	 underlying	

legal	 questions	 it	 performs;	 noting	 its	 ability	 to	 consider	 multiple	 types	 of	

derived	outputs	(Section	4.3.4)	that	could	arise	given	the	context	of	the	reuse.		

	

																																																								
153 We note that even though Camden is able to perform this reasoning, as the query complexity rises, the 

likelihood that a desired reuse will be legally affording for the researchers purposes drops dramatically! 
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We	argue	that	as	query	complexity	grows,	the	costs	(time,	mental	energy	and	

money)	 of	 seeking	 legal	 advice,	 or	 attempting	 to	 work	 the	 situation	 out	

personally,	quickly	becomes	infeasible.	Relatively,	Camden	as	an	automated	tool,	

only	 requires	 an	 additional	 second	 or	 two	 to	 consider	 what	 was	 asked	 of	 it.	

Additionally	 this	 reasoning	 is	 offered	 over	 a	 standards	 compliant	 application	

programing	 interface	 (API)	 that	 is	 able	 to	 be	 connected	 to	 from	 a	 range	 of	

existing	 and	 future	 research	 tools	 (demonstrated	 in	 Section	 5.2.5	 and	 further	

explored	in	Chapter	6);	an	affordance	that	is	a	step	change	to	how	legal	advice	is	

currently	offered.	

	

5.4	Achieving	the	Objectives	of	Automated	Copyright	Guidance	
	

Having	 run	 through	 various	use	 cases	 and	 reflection	upon	 the	 contribution	

made	by	Camden	we	now	turn	to	the	stated	goals	and	objectives	of	this	research.	

The	principal	conviction	of	this	thesis	is	that	copyright	guidance	should	be	easily	

accessible	 to	 researchers	 during	 the	 course	 of	 their	 work.	 We	 argued	 that	

copyright	 guidance,	 as	 it	 is	 typically	 available	 (online	 FAQs	 and	 pedagogical	

resources)	 doesn’t	 effectively	 offer	 pointed	 guidance.	 Additionally,	 we	 believe	

the	 cost	 and	availability	of	 gaining	personal	 assistance	 from	a	 legal	 expert	will	

not	scale	with	demand.	With	this	in	mind,	we	now	revisit	the	goals	and	objectives	

of	this	thesis	that	were	first	laid	out	in	Chapter	1.	For	each,	we	will	highlight	the	

extent	 to	 which	 these	 objectives	 were	 reflected	 in	 the	 knowledge	 model	 and	

proof-of-concept	implementation.	This	work	embraced	three	goals:	

	

(Goal	1)	Theory:	Development	of	a	theoretical	model	for	copyright	representation	

that	accounts	for	licensing	and	exemptions.	

	

In	Chapter	2	we	broke	apart	copyright,	as	a	umbrella	term,	and	decomposed	

it	 into	 its	 constituent	 parts,	 namely	 the	 exclusive	 rights	 and	 copyright	

exemptions	 both	 defined	 in	 legislation	 and	 tangled	 with	 international	 treaties	

(Section	2.2.1).	We	then	identified	and	carefully	deconstructed	the	challenges	of	

interpreting	copyright	licensing	(Section	2.2.3)	and	copyright	exemptions	(2.2.4),	

laying	 the	 groundwork	 for	 deriving	 a	 strategy	 for	 effectively	 computing	 over	
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these	issues.	The	exclusive	(copy)rights	were	also	distinguished	from	the	actions	

they	actually	impact	on	in	the	research	workflow.	This	connected	the	impacts	of	

holding,	 or	 not	 holding,	 a	 set	 of	 particular	 rights	 with	 the	 legality	 of	 various	

research	tasks	that	researchers	might	engage	with	(Section	2.2.2).		

	

Chapter	 3	 then	 articulated	 the	 theoretical	 basis	 for	 representing	 copyright	

and	licenses	as	chains	of	arguments,	driven	by	the	contextually	relevant	evidence	

for	 each	 case.	 Collectively	 this	 synthesis	 provided	 clear	 purpose	 behind	 what	

Camden	needed	to	be,	and	provided	the	means	for	us	to	make	informed	choices	

behind	the	formalism	that	was	to	be	developed.	

	

(Goal	 2)	 Implementation:	 Translate	 the	 theoretical	 model	 into	 a	 computable	

representation	for	offering	automated	copyright	guidance.	

	

Chapter	 4	 presents	 how	 the	 requirements	 for	 an	 evidence-driven	model	 of	

copyright	 reasoning	 were	 translated	 into	 a	 system	 for	 providing	 researchers	

with	 copyright	 guidance.	We	 presented	 an	 architecture	 that	 enables	 copyright	

queries	to	be	asked,	clarifications	to	be	made,	and	the	legal	outcomes	explored.	

The	utility	for	researchers	was	demonstrated	through	the	implementation	of	an	

interface,	 designed	 for	 use	 on	 mobile	 devices,	 allowing	 researchers	 to	 query,	

situate	and	refine	their	copyright	concerns.		

	

Licenses	captured	in	Camden	can	define	the	rights	they	offer,	along	with	the	

conditions	 and	 obligations	 that	 premise	 these	 offerings.	 Further,	 each	 license	

belongs	 to	 a	 particular	 licensing	 family,	 allowing	 the	 capturing	 of	 arguments	

capturing	 the	 interpretation	 of	 conditions	 and	 obligations	 to	 be	 shared	 across	

sibling	licenses.		

	

In	addition	to	licensing,	Camden	is	able	to	capture	copyright	exemptions,	or	

scenarios	 where	 the	 end	 user	 is	 freed	 from	 the	 restrictions	 of	 copyright.	 In	

Camden	these	exemptions	are	defined	in	terms	of	both	the	action(s)	they	exempt	

and	 the	 qualifications	 and	 limitations	 that	 determine	 their	 acceptability	 for	 a	

case.	 Exemptions	 are	 also	 captured	 and	 organised	 into	 their	 relevant	
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jurisdictions.	 That	 is,	 the	 diversity	 of	 legislation	 across	 countries	 is	 respected	

when	 considering	 the	 relevance	 of	 these	 exemptions.	 Like	 licensing,	 the	

qualifications	 and	 limitations,	 which	 determine	 the	 acceptability	 of	 these	

exemptions,	are	captured	through	chains	of	arguments,	linked	with	a	mechanism	

for	 eliciting	 relevant	 contextual	 details	 about	 the	 case.	 Overall,	 we	 have	

contributed	 both	 a	 synthesis	 of	 copyright	 with	 specific	 emphasis	 on	 how	 it	

impacts	 contemporary	 digital	 scholarship	 and	 have	 turned	 this	 into	 a	 set	 of	

requirements	for	delivering	automated	copyright	reasoning	to	researchers.	

	

(Goal	3)	Evaluation:	Demonstrate	(i)	that	the	implementation	accurately	reflects	

the	 theoretical	 model,	 (ii)	 that	 it	 can	 be	 integrated	 into	 the	 practice	 of	 science	

through	the	researchers	workflow,	and	(iii)	 that	 it	addresses	previously	 identified	

difficulties	in	understanding	copyright.	

	

Chapter	 4,	 along	 with	 the	 present	 chapter	 illustrate	 how	 the	 model	 of	

copyright	was	 implemented	 in	a	web	app	named	Camden.	Our	 implementation	

enables	the	chains	of	arguments,	representing	the	many	facets	of	copyright,	to	be	

composed	 on	 demand,	 and	 be	 driven	 by	 contextualized	 evidence	 in	 order	 to	

provide	applicable	guidance.	The	affordances	provided	by	Camden	achieves	 (i)	

the	 requirements	 laid	 out	 by	 the	 copyright	 theory,	 (ii)	 the	 pragmatic	 needs	 of	

researchers	 working	 with	 copyrighted	 content,	 and	 (iii)	 is	 accessible	 and	

available	 at	 the	 times	 it	 is	 required	 throughout	 the	 research	 processes.	 The	

current	 version	 of	 Camden,	 supersedes	 an	 earlier	 offering	 through	 a	 greater	

emphasis	 on	 meaningfully	 situating	 the	 queries	 and	 the	 returned	 guidance	

within	 this	 research	 process.	 Collectively,	 the	 rubrics	 and	 the	 case	 studies	

presented	 in	 this	 section	 ground	 our	 contribution	 within	 the	 identified	

difficulties	 of	 working	 with	 copyright	 and	 show	 its	 applicability	 in	 providing	

automated	reasoning	over	a	range	of	common	research	tasks.	

	

In	 terms	 of	 the	 four	 objectives	 for	 a	 successful	 implementation	 laid	 out	 in	

Chapter	1,	this	work	achieved	the	following:	
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(a) Rights	are	defined	as	exclusive	actions,	which	only	the	copyright	owner,	or	

those	 they	 have	 licensed	 to,	 can	 undertake.	 The	 reasoning	 takes	 into	

account	 the	 current	 state	 of	 rights	 in	 determining	 the	 legality	 of	 reusing	

copyrighted	content.	

	

In	Camden,	 licenses	are	defined	by	the	rights	they	offer.	As	presented	in	

Section	4.3.2,	for	each	right	offered	the	conditions	and	obligations	on	that	

offering	 are	 also	 captured.	 Additionally,	 by	 specifying	 the	 notion	 of	 a	

licensing	 family,	 we	 are	 able	 to	 capture	 and	 organise	 the	 chains	 of	

arguments	that	ultimately	determine	whether	or	not	these	conditions	and	

obligations	have	been	met.	Camden,	through	the	user	interface	presented	

in	 Section	 4.5,	 allows	 researchers	 to	 specify	 the	 license	 attached	 to	 any	

data	 they	 wish	 to	 reuse,	 in	 addition	 to	 capturing	 relevant	 contextual	

details	that	enable	the	state	of	rights	to	be	evaluated	against	the	specifics	

of	the	individual	case.	This	model	of	reasoning	developed	in	Chapter	4,	is	

then	supported	by	the	use	cases	presented	earlier	in	this	chapter.	

	

(b) Copyright	 exemptions	 are	 circumstances	 where	 a	 country’s	 law	 permits	

usage	of	copyrighted	content,	without	permission.	The	reasoning	takes	into	

account	 the	 copyright	 exemptions	 relevant	 to	 the	 researchers	 jurisdiction	

when	determining	legality.	

	

In	Camden,	exemptions	are	organized	 into	 their	 respective	 jurisdictions,	

capturing	the	reality	of	copyright	law	globally.	Presented	in	Section	4.3.3,	

exemptions	are	clearly	defined	by	articulating	the	types	of	situations	they	

exempt,	 as	well	 as	 any	 limitations	 and	 the	 conditions	under	which	 they	

are	 valid.	 To	 evaluate	 whether	 or	 not	 an	 exemption	 qualifies	 given	 a	

particular	case,	or	whether	the	desired	reuse	exceeded	a	limitation	placed	

on	 its	 validity	 we	 are	 able	 to	 specify	 using	 chains	 of	 arguments,	 the	

particular	relevant	considerations.	Through	the	user	interface,	presented	

in	Section	4.5,	both	the	current	jurisdiction	and	relevant	clarifications	are	

captured	 in	 order	 to	 effectively	 determine	 the	 validity	 of	 a	 copyright	

exemption	 in	 a	 particular	 case.	 The	 data	 mining	 across	 jurisdiction	
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(Section	5.2.3)	use	case	along	with	the	case	of	creating	teaching	materials	

(Section	 5.2.4),	 in	 particular,	 offers	 further	 support	 for	 meeting	 this	

objective.		

	

(c) Sharing	and	relicensing	content	is	constrained	by	the	terms	and	conditions	

placed	on	the	original	content.	The	reasoning	takes	into	account	the	rights	

and	 derived	 conditions	 that	 affect	 the	 legality	 of	 sharing	 and	 licensing	

derived	data.	

	

In	Camden,	 the	 legality	of	sharing	and	relicensing	content	 is	determined	

through	considering	three	interlinked	areas:	obtaining	the	required	rights	

through	 the	 attached	 license	 (Section	 4.3.2),	 examining	 whether	

exemptions	exist	that	permit	specific	types	of	sharing	(Section	4.3.3),	and	

considering	 the	relicensing	options	permitted	by	 the	combination	of	 the	

original	 licenses	 (4.3.4).	 For	 this	 last	 point,	we	 go	 beyond	 the	 exclusive	

rights	regulating	the	ability	to	share	to	consider	how	many	licenses,	either	

implicitly	 or	 explicitly	 (through	 copyleft	 style	 clauses),	 constrain	 the	

license	under	which	derived	content	can	be	shared.	Camden	is	also	able	to	

model	 and	 evaluate	 licenses	 that	 define	 different	 classes	 of	 derived	

content,	leading	to	different	sets	of	relicensing	options	depending	on	the	

outcome.	Lastly,	the	exemptions	can	contain	limitations	on	the	purpose	or	

scope	of	sharing	which	are	presented	back	to	the	researcher.	All	of	these	

notions	are	considered	when	returning	the	outcome	of	copyright	queries	

to	the	researcher	through	the	user	interface	presented	in	Section	4.5.	This	

objective	is	further	supported	by	the	examples	provided	in	the	use	cases,	

particularly	 sharing	 data	 under	 multiple	 licenses	 (Section	 5.2.1)	 and	

utilizing	Open	Street	Map	data	(Section	5.2.2).	

	

(d) The	 true	 impact	 of	 copyright	 for	 a	 researcher	 relates	 to	 their	 research	

workflow.	 The	 reasoning	 situates	 the	 resulting	 legality	 to	 share	 and	

relicense	 data	 within	 the	 context	 of	 the	 sharing	 and	 publication	 options	

available	to	the	researcher.	
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In	Camden,	the	copyright	impacts	of	sharing	the	original	and	derived	data	

have	 been	 separated,	 allowing	 the	 researcher	 to	 understand	 their	

affordances	 of	 sharing	 both	 the	 newly	 derived	 data	 and	 the	 original	 –	

encouraging	 both	 reuse	 and	 reproducibility.	 Additionally,	 the	 legal	

outcomes	 of	 a	 given	 query	 are	 situated	 in	 the	 context	 of	 the	 sharing	

options	 available.	 Lastly,	 Camden	 also	 supports	 tasks	 that	 consider	

multiple	 pieces	 of	 input	 data,	 along	 with	 multiple	 derived	 outputs,	

allowing	richer	queries	to	be	formulated.	

	

5.5	Summary	

	

In	 this	chapter	we	have	examined	and	evaluated	the	synthesis	presented	 in	

Chapters	2	and	3,	and	the	 implementation	of	Camden	in	Chapter	4.	We	opened	

this	 chapter	 by	 reflecting	 on	 the	 primary	 motivations	 for	 conducting	 this	

research:	developing	better	ways	for	delivering	copyright	guidance	to	practicing	

researchers.	 Through	 the	 principles	 developed	 by	 Wilbanks	 and	 the	 Science	

Commons,	we	examined	the	contribution	made	by	this	thesis.	We	concluded	that	

what	 we	 have	 provided	 through	 Camden,	 and	 the	 ideas	 leading	 up	 to	 its	

implementation	 do	 align	 with	 the	 copyright	 challenges	 highlighted	 in	 those	

principles.	 Furthering	 this	 aim,	 we	 then	 connected	 the	 implementation	 of	

Camden,	presented	in	Chapter	4,	to	some	common	research	examples.	Through	

these	 examples	 we	 have	 shown	 that	 Camden,	 and	 the	 model	 of	 automated	

copyright	reasoning	powering	it,	is	able	to	tackle	a	range	of	copyright	situations	

through	 eliciting	 information	 from	 researchers	 and	 accurately	 presenting	 its	

legal	 interpretation	 back	 to	 the	 user	 via	 the	web-based	 user	 interface	 that	we	

have	 developed.	 Lastly,	we	 summarized	 our	 contribution	 towards	meeting	 the	

goals	and	objectives	put	forward	in	Chapter	1.	In	the	following	chapter	we	look	

forwards	towards	future	research	in	this	area	coupled	with	a	discussion	on	the	

opportunities	and	corresponding	difficulties	or	putting	Camden	into	practice	at	

scale.	
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Chapter	6	–	Discussion	and	Conclusions	

	

“What	needs	to	change	is	our	paradigm	of	ourselves	as	scientists…	The	data	deluge	

is	real,	and	it’s	not	slowing	down.	We	can	measure	more,	faster,	than	ever	before.	

We	can	do	 so	 in	massively	parallel	 fashion.	And	our	brain	 capacity	 is	pretty	well	

frozen	at	one	brain	per	person.	We	have	to	work	together	if	we’re	going	to	keep	up,	

and	networks	are	the	best	collaborative	tool	we’ve	ever	built	as	a	culture.	And	that	

means	 we	 need	 to	 make	 our	 data	 approach	 just	 as	 open	 as	 the	 protocols	 that	

connect	computers	and	documents.	 It’s	 the	only	way	we	can	get	 the	 level	of	scale	

that	we	need.”	

	 -	Wilbank’s,	I	have	seen	the	paradigm	shift,	and	it	is	us	[1]	

	

6.1	Open	Science	through	Open	Networks	

	

This	thesis	suggests	one	avenue	to	bringing	about	the	open	network	alluded	

to	 above	 by	 supporting	 the	 human	 processes	 of	 reusing	 and	 sharing	 our	

collective	 digitized	 knowledge.	 We	 also	 promote	 an	 appreciation	 for,	 and	

advocate	 the	need	 for,	better	means	of	 communicating	 the	complex	 systems	of	

rules	that	govern	research,	primarily	copyright.	We	suggest	that	collectively	we	

do	not	 lack	the	wisdom	to	make	effective	copyright	choices,	but	this	wisdom	is	

not	 evenly	 shared,	 nor	 available	 to	 everyone.	 In	 large	 part	 this	 is	 because	 the	

constraints	and	restrictions	stemming	from	copyright	 just	 tend	to	hang	silently	

over	 most	 researchers,	 often	 going	 unexpressed	 and	 poorly	 communicated	 to	

those	 who	 most	 require	 the	 understanding.	 The	 type	 of	 knowledge	 that	 this	

thesis	is	primarily	concerned	with	is	the	understanding	that	supports	the	ability	

to	 make	 informed	 and	 applied	 choices.	 In	 this	 case	 regarding	 copyright	 and	

licensing.	 But	 this	 knowledge,	 the	 connections,	 the	 experiences,	 and	 the	

investment	 of	 intellect	 that	 it	 takes	 to	 understand	 copyright,	 in	 large	 part,	 is	

squarely	 locked	 inside	 the	 heads	 of	 experts.	 Exposing	 this	 knowledge	 to	 those	

who	 most	 need	 it	 is	 not,	 at	 its	 core,	 a	 computational	 problem:	 it	 is	 a	 human	

problem.	As	Wilbank’s	argues	above,	our	brain	capacity	 is	pretty	well	 frozen	at	
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one	brain	per	person.	We	would	add	another	truism	about	the	fixed	number	of	

hours	 in	 the	 day.	 Thus,	 we	 frame	 the	 problem	 as	 not	 with	 the	 quality	 of	 our	

minds,	or	a	lack	of	hours,	but	merely	a	scalability	problem	for	our	wisdom.	The	

web	 may	 provide	 a	 great	 platform	 for	 sharing	 what	 we	 know,	 but	 often	 falls	

short	of	communicating	how	we	came	to	know	it.	For	 those	with	expertise,	we	

need	 to	 examine	 how	 they	 know	 what	 they	 know.	 Only	 then	 can	 we	 build	

information	systems	that	go	beyond	 just	communicating	decontextualized	 facts	

and	instead	transfer	the	processes	of	our	reasoning.	

	

It	 is	 fitting	 for	 the	 field	 of	 eScience	 to	 be	 concerned	 with	 the	 problems	 of	

representing	 and	 reasoning	 over	 copyright.	 As	 a	 discipline,	 eScience	 (or	

eResearch	or	Cyberinfrastructure,	depending	on	where	you	call	home)	 is	about	

applying	 the	 advancements	 of	 our	 digital	 technologies	 to	 the	 betterment	 of	

undertaking	 research.	 Even	 without	 introducing	 the	 literature	 on	 both	 the	

impacts	of	copyright	and	the	techniques	of	knowledge	representation,	the	acts	of	

creating,	 sharing	 and	 reusing	 digital	 content	 are	 already	 points	 of	 pride	 for	

previous	eScience	advancements.	So	 it	 follows	that	any	 force	(cultural,	political	

or	legal)	that	looks	to	hinder	our	efforts,	should	be	of	concern.	For	the	eScience	

community,	 a	 tool	 such	 as	 Camden	 can	 act	 as	 a	 focal	 point	 for	 addressing	 the	

problems	 of	 copyright,	 enabling	 a	 practical	 means	 of	 transferring	 theory	 and	

rhetoric	into	research	practice,	while	further	catalysing	cross-disciplinarily	work	

with	 lawyers,	policy	makers,	 administrators	and	 the	 community	at	 large.	For	a	

researcher,	this	tool	becomes	a	partner	in	inquiry,	helping	to	navigate	seemingly	

distant	 or	 incomprehensible	 legal	 questions.	 It	 enables	 effective	 choices	 to	 be	

made,	without	distracting	the	researcher	from	their	primary	tasks	of	knowledge	

production	and	dissemination.	

	

6.2	Copyright	in	the	Sciences	and	the	Science	of	Computing	

	

We	 have	 examined	 the	 problem	 of	 how	 exactly	 copyright	 is	 acting	 on	

research,	 and	 the	 constraints	 it	 imposes.	An	 implementation	derived	 from	 this	

basic	 understanding	 of	 the	 mechanics	 of	 copyright	 and	 the	 application	 of	



	

	 193	

licensing	can,	it	is	claimed,	guide	researchers	towards	positive	licensing	choices,	

while	also	allowing	researchers	 to	 feel	 confident	 in	 their	adherence	 to	 the	 law.	

Our	aims	in	doing	this	are	not	to	promote	adherence	to	copyright	per	se,	but	to	

expose	and	clarify	the	extent	to	which	our	current	scholarly	record	is	tangled	in	

misunderstandings	of	legal	constraints.	

	

In	Chapter	2,	we	argued	that	interpreting	copyright	was	a	process	of	shaping	

our	 understanding,	 based	 on	 evidence	 and	 the	 relevant	 legal	 theories.	

Unfortunately,	 as	 the	 previous	 digitisations	 of	 copyright	 showed	 (Chapter	 3),	

ontological	organization	is	usually	how	far	it	gets	in	practice.	But	ontology,	while	

still	 receiving	 the	bulk	of	attention,	 is	 slowly	 losing	 its	untouchable	position	as	

the	 primary	means	 to	 correctly,	 and	 infallibly	 represent	 knowledge.	 From	 the	

review	of	 the	history	of	copyright	(in	Chapter	2),	we	can	dispel	any	myths	that	

copyright	 should	be	 inherently	 simple	 to	 reason	over	and	 that	 it	was	designed	

with	 the	nature	of	 academic	 research	as	 a	primary	 consideration.	Additionally,	

when	considering	the	number	and	diversity	of	licenses	used	in	practice,	and	the	

particularities	of	how	copyright	exemptions	are	crafted	in	legislation,	it	becomes	

clear	 that	 the	 framing	 of	 such	 knowledge	 does	 not	 lead	 itself	 to	 deductive	

reasoning.	

	

In	 Chapter	 3	we	 argued	 that	 the	majority	 of	 efforts,	 and	 the	 overwhelming	

majority	of	implementations	in	circulation,	have	modelled	copyright	knowledge	

as	 a	 collection	 of	 properties	 and	 relationships.	 These	 attempts	 to	 construct	

formal	 representation	 of	 copyright	 have	 succeeded	 in	 creating	 metadata	

standards.	However,	due	 to	 their	ontological	underpinnings,	 these	have	proved	

to	 be	 incapable	 of	 accurately	 interpreting	 copyright.	 Thus,	 none	 of	 these	

approaches	 have	 attempted	 to	 offer	 effective	 guidance	 to	 researchers.	

Researchers	 practicing	 in	 the	 field	 of	 eScience	 do	 appreciate	 the	 difficulty	 and	

importance	of	working	with	rich	cognitive	models	of	knowledge	for	sharing	and	

integration.	However,	if	this	discipline,	concerned	with	advocating	for	the	use	of	

computational	methods,	 remains	 purely	 focussed	 on	 declarative	 or	 ontological	

representations	of	knowledge,	we	will	be	unable	to	manage	the	complexities	of	
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making	 legal	 judgements	 (and	 other	 forms	 of	 social	 and	 cultural	 judgements),	

potentially	undermining	advances	in	other	areas.	

	

The	motivation	for	representing	the	facets	of	copyright	in	Camden	as	chains	

of	arguments	comes	from	the	nature	of	the	law	itself.	As	a	human	construct,	the	

law	embodies	the	richness	and	interpretation	that	is	required	to	function	in	the	

face	 of	 societies	 actions.	 Recent	 advances	 in	 the	 computational	 tractability	 of	

arguments	 have	 enabled	 us	 to	 actually	 develop	 software	 that	 builds	 on	 this	

richness.	 Gordon’s	 formalisation	 and	 codifications	 within	 the	 Carneades	

argumentation	framework	[99]	are	indebted	to	a	long	history	of	research	in	the	

area.	 From	 Chisholm’s	 sensory	 thought	 experiments	 [104],	 [105],	 to	 Dung’s	

semantics	 [124],	and	Walton’s	contribution	 to	 the	 theory	of	argument	schemes	

[89],	[131].	With	such	grounding	to	build	from,	Camden	is	able	to	appreciate	the	

variation	between	 legal	 cases	 (the	 jurisdiction,	 licenses,	 purpose	 and	nature	of	

usage),	and	how	this	changing	context	(the	evidence	and	relevant	legal	theories)	

drives	 how	 the	 decisions	 are	 made.	 Camden	 also	 captures	 the	 relationships	

between	 the	 data	 inputs	 and	 outputs	 for	 any	 evaluation	 task	 by	 representing	

them	 as	 a	 directed	 graph,	 bridging	 between	 the	 open	 legal	 questions	 and	 the	

impacts	on	a	research	workflow	in	practice.		

	

The	 growth	 of	 an	 ecosystem	of	 digital	 research	 tools,	 systems	 and	 services	

has	 already	 changed	 the	 daily	 practices	 of	 many	 researchers.	 But	 for	 this	

ecosystem	to	fulfil	its	promises,	we	need	to	appreciate	the	networks	that	link	us.	

We	must	 focus	on	developing	an	effective	 fabric	 to	 “pass	data,	test	theories	and	

access	each	others	simulations”	[1].	Research	tools	that	can	appreciate,	and	even	

help	 their	 users	 navigate	 the	 constraints	 placed	 on	 this	 network	 -	 such	 as	

copyright	(and	a	range	of	other	social	contracts	that	govern	or	preside	over	our	

actions)	-	have	the	promise	of	not	only	allowing	novel	calculations,	but	support	

the	free	flow	of	knowledge	that	drives	them.	
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6.3	Asking	for	Guidance	

	

The	 benefits	 of	 developing	 models	 of	 automated	 legal	 guidance,	 and	

implementing	them	within	research	tools	and	services,	should	be	felt	across	the	

range	of	digital	research	activities.	Initially,	the	stages	of	publication	and	sharing	

of	 research	 outputs	 are	 obvious	 application	 contexts.	 These	 are,	 by	 most	

accounts,	 the	 lifeblood	 of	 an	 academic’s	 career.	 In	 these	 applications,	 Camden	

can	act	as	a	standalone	tool,	supplementing	a	researcher’s	incomplete	knowledge	

of	copyright	by	helping	the	researcher	to	navigate	any	unknowns,	and	providing	

a	list	of	the	range	of	possible	licensing	options	available.	Furthermore,	there	are	

possibilities	 for	 taking	 the	 affordances	 permitted	 by	 Camden	 and	 integrating	

them	into	a	range	of	both	existing	and	future	research	tools,	examples	of	which	

are	 discussed	 below.	 In	 truth,	 the	 closer	 this	 reasoning	 is	 to	 daily	 research	

actions	 the	 better.	 From	 an	 HCI	 perspective,	 the	 affordances	 should	 be	

considered	 within	 the	 context	 of	 usability	 studies	 for	 each	 tool’s	 uses.	

Additionally,	 from	 a	 cognitive	 attention	 point	 of	 view,	 not	 forcing	 the	 user	 to	

leave	 the	 tool	 they	 are	 currently	 working	 in	 could	 lead	 to	 a	 smoother,	 less	

distracting	way	to	gain	advice.		

	

Indeed,	any	digital	 research	 tool	or	service,	which	supports	 the	activities	of	

obtaining,	 manipulating	 or	 sharing	 data,	 could	 be	 a	 candidate	 for	 close	

integration	 with	 reasoning	 over	 copyright.	 Research	 workflow	 tools,	 such	 as	

Galaxy154,	 could	automate	 the	considerations	of	 copyright	as	part	of	 the	normal	

activities	 they	 support.	 Search	 or	 data	 discovery	 tools	 and	 services	 could	 go	

beyond	purely	filtering	data	by	license,	to	integrating	copyright	guidance	directly	

into	 a	 researcher’s	 context	 and	 desired	 tasks,	 suggesting	 only	 data	 that	 fits	

within	 their	 desired	 project.	 Data	 management	 tools,	 from	 personal	 solutions	

through	 to	 institutional	 or	 archival	 systems,	 could	 check	 copyright	

considerations	 as	 a	 core	 component	 of	 managing	 large	 quantities	 of	 research	

data.	Such	tools	could	then	support	long-term	preservation	and	data	availability	

tasks.	 Collaborative	 workspaces,	 or	 the	 commons	 built	 within	 research	

infrastructures,	could	benefit	from	such	an	assistant	running	in	the	background,	
																																																								
154 https://galaxyproject.org/ 
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looking	 out	 for	 the	 interests	 of	 both	 the	 participants	 and	 the	 infrastructure	

providers	alike.		

6.3.1	The	Importance	of	Future	Collaborations	
	

Across	 the	 possible	 application	 areas	 there	 is	 a	 tremendous	 barrier	 to	

adopting	 Camden.	 To	 become	 a	 valuable	 and	 trusted	 component	 of	 a	

researcher’s	 daily	 practice,	 tools	 like	 Camden	 must	 be	 able	 to	 provide	 useful	

advice	 more	 often	 than	 not.	 That	 is,	 the	 breadth	 and	 depth	 of	 the	 tool’s	

knowledge	 base	 must	 be	 sufficient	 to	 answer	 the	 majority	 of	 the	 common	

questions	posed	by	 researchers.	Without	 this	 volume	of	 captured	knowledge	a	

tool	will	only	provide	unfulfilled	promises.	Approaches	like	Camden	are	unlikely	

to	be	successful,	at	 least	 in	the	short	term,	unless	a	community	of	stakeholders	

can	 be	 formed.	 Knowledge	 elicitation,	maintenance,	 and	 critical	 discussion	 are	

not	 easy	 feats.	 Indeed,	 the	 track	 record	 for	 sustaining	 this	 type	 of	 activity	 is	

littered	with	failures.	

	

Two	 complementary	 directions	 could	 be	 taken	 to	 address	 these	 social	

concerns.	 The	 first	 is	 to	 consider	 who	 the	 stakeholders	 are	 for	 a	 tool	 like	

Camden,	and	to	identify	the	value	Camden	could	bring,	considering	the	‘carrots’	

and	the	‘sticks’,	so	to	speak.	Research	libraries	are	one	obvious	starting	point,	as	

research	 librarians	 have	 experience	 in	 working	 within	 copyright,	 and	 often	

already	have	a	mandate	to	manage	much	of	the	university	research	outputs.	The	

positives	 on	 offer	 are	 growing	 a	 more	 informed	 research	 community,	 that	 is	

better	able	to	share	and	collaborate.	However,	admittedly,	 the	most	compelling	

reasons	 for	 buy	 in	 and	 investment	 are	 the	 less	 glamorous	 areas	 of	 policy	

enforcement,	 reducing	 legal	 risk,	 and	 meeting	 the	 demands	 of	 an	 increased	

pressure	for	open	access.	

	

The	 second	 direction	 is	 to	 work	 with	 existing	 organizations,	 such	 as	

standards	bodies	and	advocacy	groups,	and	eventually	become	full	contributing	

members	of	these	groups.	From	an	initial	survey,	and	personal	interactions,	we	
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identify	 emerging	 organizations	 such	 as	 the	Research	Data	Alliance155	(RDA)	 as	

ideal	 groups	 to	 work	 with	 especially	 the	 working	 group	 of	 legal	 data	

interoperability156.	Additionally,	partnerships	with	existing	organizations	such	as	

Creative	 Commons	 and	 the	 Open	 Knowledge	 foundation,	 and	 domain	 specific	

communities	 such	 as	 EarthCube157,	 GBIF158,	 OBIS159,	 would	 be	 routes	 to	 putting	

tools	 like	 Camden	 into	 practice.	 Additionally	 current	 data	 stewards	 such	 as	

DataOne160,	 ANDS161 ,	 the	 NASA	 DAACS162,	 and	 a	 range	 of	 specialist	 service	

providers	 could	 prove	 complementary	 partners.	 The	 benefits	 of	 this	 approach	

can	be	summed	up	as	improved	reach	and	feedback.	Reach	being	the	number	of	

researchers,	policy	makers	and	individuals	already	working	on	related	problems	

that	 could	 be	 engaged	 with.	 Feedback	 being	 the	 quantity	 and	 quality	 of	 the	

anecdotes	 received	 both	 from	 personal	 experiences,	 and	 from	 working	 with	

those	who	 they	 represent.	 Ultimately,	 there	will	 need	 to	 be	 buy-in	 in	 order	 to	

continue	development	and	 improve	 the	automated	reasoning,	as	well	as	 to	put	

these	 services	 into	 production,	 and	 cover	 the	 on-going	 costs	 of	 running,	

maintaining	and	improving	these	services.		

6.3.2	The	Role	of	External	Validation	
	
	

An	 important	 avenue	 of	 future	 work,	 which	 goes	 hand-in-hand	 with	

developing	these	just	mentioned	collaborations,	is	the	role	of	external	validation.	

The	 techniques	 developed	 in	 this	 research,	 while	 justified	 from	 the	 literature,	

personal	 experience	 and	 through	 many	 informal	 conversations,	 would	 still	

greatly	benefit	from	structure	external	validation.	We	believe	that	this	validation	

would	 improve	 the	 quality	 of	 the	 research,	 but	 is	 also	 on	 the	 critical	 path	 for	

deploying	 Camden	 in	 production,	 either	 within	 a	 community	 of	 practice	 or	 a	

research	institution.		

	

																																																								
155 https://rd-alliance.org/  
156 https://rd-alliance.org/groups/rdacodata-legal-interoperability-ig.html  
157 http://earthcube.org/  
158 http://www.gbif.org/  
159 http://www.iobis.org/  
160 https://www.dataone.org/  
161 http://www.ands.org.au/  
162 https://earthdata.nasa.gov/about/daacs  
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We	propose	that	this	validation	should	be	undertaken	as	a	joint	partnership	

with	 a	 specific	 research	 community,	 a	 research	 institution	 interested	 in	

deploying	 Camden,	 and	 a	 copyright	 interest	 group	 such	 as	 the	 Research	 Data	

Alliance	(RDA).	We	see	the	role	of	librarians	and	lawyers	(both	representing	the	

institution	 and	 those	 working	 with	 the	 RDA	 for	 instance)	 as	 being	 a	 critical	

component	 for	 the	 formal	validation	of	 the	advice	offered	by	Camden.	We	then	

see	 those	 researchers	 who	 form	 part	 of	 the	 targeted	 community	 as	 providing	

further	use	cases	and	workflows	they	wish	to	augment	with	automated	copyright	

advice.	These	researchers	would	also	become	the	source	of	truth	when	it	comes	

to	 evaluation	 of	 whether	 Camden	 offers	 guidance	 in	 an	 effective	 and	 user-

friendly	manner,	and	will	provide	direction	for	further	development.	

	

We	 thus	 present	 the	 following	 aspirations	 for	 future	 research	 towards	

bringing	Camden	 into	production.	 For	 each,	we	 start	by	 explaining	 the	 current	

limitation,	 the	relevant	section(s)	of	 the	thesis	 it	pertains	 too	and	the	direction	

we	will	take:	

• Interpreting	Copyright:	The	current	limitations	of	our	interpretation	

of	 copyright,	which	pertains	primarily	 to	Chapter	2,	 stems	 from	 two	

factors.	 Firstly,	 the	 broad	 scope	 of	 knowledge	 concerning	 copyright	

and	 licensing	 is	 itself	 a	 challenge.	 We	 have	 acknowledged	 this	 in	

Chapter	 2,	 but	 did	 not	 perform	 extensive	 validation	 to	 discover	

situations	 where	 we	 may	 have	 neglected	 essential	 elements	 of	

copyright	 in	 our	 synthesis.	 Secondly,	 surfacing	 areas	where	 there	 is	

collective	disagreement	over	the	interpretation	of	copyright	amongst	

legal	scholars.	Again,	we	acknowledged	this	issue,	but	did	not	perform	

an	extensive	validation	as	to	whether	there	are	strong	disagreements	

in	the	areas	where	we	did	capture	our	reasoning.	We	believe	working	

with	a	research	institution	and	an	organization	such	as	the	RDA	would	

provide	 both	 the	 expertise	 to	 help	 externally	 validate	 and	 also	 help	

constrain	the	scope	of	relevant	areas	to	validate.	

• Our	 formalized	 reasoning:	 The	 current	 limitations	 of	 capturing	

copyright,	 through	 arguments	 and	 clarification	 schemes	 pertaining	

primarily	 to	 Chapters	 3	 and	 4,	 stems	 from	 two	 factors.	 Firstly	 the	
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limitations	 of	 argumentation	 as	 a	 formalism.	 	 The	 need	 here	 is	 to	

surface	 areas	 of	 copyright	 we	 may	 have	 neglected,	 relating	 to	 the	

previous	 discussion,	 and	 appreciate	 where	 argumentation	 could	 be	

supplemented	(but	not	replaced)	by	other	computational	techniques.	

Secondly,	through	identifying	any	miss-representations	we	have	made	

in	 capturing	 copyright	 licenses	 and	 exemptions.	 We	 believe	 that	

devising	 a	 validation	 set	 is	 good	 path	 forward.	 That	 is,	 a	 corpus	 of	

formally	 defined	 situations	 and	 the	 answers	 expected	 from	 Camden	

for	each.	These	situations	would	be	each	hand	crafted	and	checked	by	

at	least	two	experts.	This	approach	is	akin	to	unit	testing	in	software	

engineering,	 with	 the	 set	 of	 tests	 expanding	 over	 time.	 With	 every	

change	 to	 either	 the	knowledge	base	or	underlying	 code,	 these	 tests	

would	be	rerun	to	ensure	continued	validity.	

• The	 realism	 of	 our	 use	 cases:	 The	 current	 limitations	 of	 our	 use	

cases,	 presented	 in	 Chapter	 5,	 stems	 primarily	 from	 a	 lack	 of	

community	 participation.	 We	 cover	 a	 breadth	 of	 examples,	 which	

serves	 well	 to	 demonstrate	 the	 potential	 of	 Camden’s	 reasoning	

abilities.	However,	 if	we	 focused	on	a	specific	 community	of	practice	

we	 would	 instead	 study	 the	 specific	 use	 cases	 found	 within	 that	

community.	of	course,	these	use	cases	should	be	representative	of	the	

needs	of	 that	community,	derived	 from	asking	members	directly	and	

observing	 their	 practices.	 By	 gathering	 these	 use	 cases	 and	 the	

variations	 that	 occur	 in	 how	 they	 are	 tackled,	 we	 could	 produce	 a	

different	 set	 of	 realistic	 examples	 to	 the	 ones	 presented.	 This	 links	

back	to	the	creation	of	a	validation	set,	as	just	discussed.	

• The	 user	 experience	 of	 Camden:	 The	 current	 limitations	 with	

regards	to	the	user	interface	of	Camden,	as	presented	in	Chapter	4	and	

discussed	with	Chapter	5,	stem	from	two	factors.	Firstly,	the	interface	

is	designed	to	run	solely	on	a	mobile	phone.	This	is	not	to	devalue	the	

usefulness	 of	 a	mobile	 interface	 (since	 they	 are	 ubiquitous,	 they	 are	

likely	to	always	be	present	when	copyright	 issues	arise),	but	we	also	

acknowledge	 that	 the	 end	 goal	 is	 to	 position	 the	 copyright	 advice	

directly	 within	 a	 researcher’s	 workflow.	 For	 instance,	 if	 the	 Galaxy	
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workflow	 tool	 is	 where	 the	 research	 always	 happens,	 this	 is	 where	

Camden’s	reasoning	should	be	integrated.	Further	work	on	this	relates	

strongly	 to	 building	 a	 relationship	 to	 a	 community	 of	 practice	 and	

learning	where	the	guidance	would	be	most	usefully	inserted	into	the	

analytical	pipelines	 in	use.	Secondly,	 further	study	is	required	on	the	

user	 experience	 and	 the	 researchers’	 comprehension	 of	 the	 legal	

advice	offered	through	the	current	mobile	interface.	This	differs	subtly	

from	the	validity	of	the	advice,	and	pertains	to	the	way	it	is	presented.	

Once	again,	 further	work	around	user	evaluations	would	be	strongly	

tied	into	working	with	a	community	of	practice.	

	

6.3.3	Sustainability	and	Maintenance	of	Camden	
	

A	 further	 problem	 facing	 the	 adoption	 of	 Camden,	 is	 that,	 as	 a	 service,	 it	

requires	 maintaining.	 Responsibility	 for	 hosting	 the	 service,	 maintaining	 the	

knowledge	base,	and	ensuring	accessibility	will	have	to	be	carefully	considered	

for	each	institution,	organization	or	consortium.	The	benefits	of	Camden	will	not	

be	 realized	 if	 researchers	 cannot	 reliably	 access	 the	 service.	 Correspondingly,	

research	tool	integrators	will	have	little	confidence	in	taking	the	step	to	include	

these	types	of	features	if	the	service	will	not	always	be	available.	Solutions	to	this	

problem	 will	 take	 many	 forms,	 but	 we	 argue	 the	 pooling	 of	 resources,	 if	

successful,	 will	 ultimately	 provide	 the	 most	 leverage	 for	 any	 one	 party.	

Ultimately,	 humility	will	 always	 be	 required	 to	 enable	 continual	 improvement.	

Like	 the	 legal	profession	 itself,	 it	will	 never	be	 a	 finished	product,	 nor	will	 the	

tools,	techniques	and	common	methodologies	remain	static.	

	

Admittedly	 the	 above	 challenges	 are	 tough,	 but	when	 considered	 alongside	

the	alternatives,	 they	seem	tenable.	For	 instance	the	cost	of	providing	a	human	

lawyer	on	tap	for	researchers	 is	unlikely	to	be	affordable	 for	all	but	the	 largest	

projects.	 From	 a	 cost	 standpoint,	 the	 benefits	 of	 this	 approach	 are	 generally	

limited	to	one	project	at	a	time,	with	the	return	on	investment	correlating	to	an	

expert’s	 intellectual	effort	on	one	specific	problem.	Compared	 this	 to	 the	effort	

that	goes	into	capturing	the	process	of	interpretation	and	judgement	into	a	tool	
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such	as	Camden,	where	captured	expertise	can	be	accessed	by	any	researcher	on	

demand.	While	 some	 of	 the	 affordances	 of	 Camden	 could	 be	 obtained	 through	

existing	 knowledge	 representation	 techniques,	 or	 through	 training	 sessions,	

better	 online	 documentation,	 or	 promoting	 greater	 awareness,	 none	 of	 these	

alone	can	match	the	potential	scale	and	the	depth	of	advice	that	Camden	is	able	

to	offer.	

	

6.4	Further	work	

	

Broadly	speaking,	we	identify	five	avenues	that	warrant	further	investigation.	

The	first	relates	to	the	modelling	of	the	data	that	is	under	copyright.	That	is,	how	

can	 we	 capture	 a	 richer	 understanding	 of	 the	 data	 itself,	 considering	 each	

individual	 dataset	 as	 a	 collection	 of	 pieces	 that	 may	 have	 different	 copyright	

forces	acting	upon	it?	The	second	avenue	aims	to	consider	the	broader	domain	of	

related	rights	and	other	issues	that	complicate	the	reuse,	sharing	and	integration	

of	research	data.	How	can	these	additional	concerns	be	considered	 in-situ	with	

the	 existing	 copyright	 guidance?	 Third,	 how	 can	 questions	 of	 collective	

ownership,	collective	reuse	and	collective	decision	making	be	considered?	That	

is,	how,	through	both	enhancing	the	model	of	automated	reasoning	and	evolving	

the	 user	 interface	 design,	 can	 these	 issues	 be	 addressed	 and	 effectively	

communicated?	 Fourth,	 how	 can	 human-computer	 interaction	 (HCI)	 principles	

be	introduced	to	improve	any	researcher-facing	component	of	these	automated	

guidance	 tools?	And	 finally,	 how	 can	 the	 reasoning	be	 extended,	 going	 beyond	

the	 complicated	 legal	 decision	 making	 of	 a	 single	 case,	 to	 considering	 the	

complexity	 found	 across	 communities	 of	 practice,	 perhaps	 through	 means	 of	

simulation?	Below,	I	outline	a	course	for	future	expansion	of	the	ideas	presented	

in	this	thesis,	 from	improving	the	underlying	model	of	automated	reasoning,	to	

better	 handling	 common	 research	 activities,	 through	 to	 considering	 how	 this	

guidance	could	be	better	delivered.		
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6.4.1	Richer	Understanding	of	the	Research	Data	

	

In	 its	 current	 state,	 Camden	 can	 reason	 over	 multiple	 pieces	 of	 input	 and	

output	 data	 with	 each	 query.	 It	 can	 also	 consider	 defining	 features	 of	 each	

dataset,	 such	 as	 the	 licenses,	where	 it	was	 obtained,	 and	broadly	what	 type	 of	

work	 it	 is.	 However,	 while	 many	 content	 types	 are	 easy	 to	 identify,	 and,	

importantly,	draw	a	line	around	their	borders,	data	as	a	medium	for	knowledge	

is	becoming	more	and	more	fluid.	Much	of	the	complexity	of	copyright	pertains	

not	to	the	law,	but	to	the	unique	and	novel	workflows,	and	type	of	data	utilized	

within	those	workflows.	Often	it	is	a	specific	component,	such	as	an	image,	from	

a	much	larger	copyrighted	work,	such	as	a	book,	that	is	really	desired.	Or	in	some	

cases,	it	might	be	desired	to	reuse	the	schema,	but	change	the	source	of	the	data	

itself.	

	

One	approach	to	this	challenge	would	mean	considering	each	piece	of	data	as	

a	multifaceted	object.	 In	such	a	model,	a	dataset	could	be	broken	down	into	 its	

constituent	parts,	such	as	the	schema,	the	meta-data,	the	raw	content,	and	break	

out	 items	 such	 as	 images	 and	 sounds.	 A	 hierarchical	 organization	 of	 the	

constituent	 components	 would	 be	 a	 promising	 starting	 point,	 but	 the	 real	

challenge	will	be	 in	how	this	evidence	 is	adequately	and	effectively	used	when	

evaluating	the	legality	of	a	given	case.	The	corresponding	increase	in	complexity	

will	also	necessitate	a	corresponding	advancement	in	the	user	interface,	and	the	

query	engine.	In	practice	this	additional	information	will	likely	be	patchy,	and	ill	

defined,	 so	 the	 reasoning	engine	must	be	 able	 to	 cope	with	varying	degrees	of	

understanding	 in	 this	 area,	 providing	 the	 most	 accurate	 judgements	 for	 each	

case.		

6.4.2	Related	Rights	and	Supplementary	Issues	

	

Camden	 is	 not	 yet	 able	 to	 extend	 its	 judgements	 beyond	 copyright,	 which	

may	 place	 some	 limitations	 on	 its	 effectiveness.	 For	 the	 same	 activities	 that	

copyright	 impacts,	 there	 are	 a	 range	 of	 other	 legal,	 policy	 and	 ethical	

considerations	that	may	have	a	bearing	on	the	allowed	outcome,	such	as	patents.	
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To	truly	support	the	researchers	ability	to	quickly	and	effectively	make	decisions	

on	 the	 reuse	 and	 sharing	 of	 research	 data,	 the	 automated	 reasoning	 should	

extend	beyond	just	copyright,	to	consider	the	range	of	other	issues	that	slow	or	

complicate	the	reuse,	sharing	and	integration	of	research	data.	

	

A	 tool	 that	 aspires	 to	 provide	 useful	 guidance	 should	 respect	 all	 the	

constraining	factors	that	a	researcher	must	adhere	to.	To	achieve	this,	one	area	

that	 requires	 a	 detailed	 review	 concerns	 the	 various	 database,	 or	 sui	 generis,	

rights	 that	have	been	enacted	 in	 several	 countries,	 especially	 in	Europe.	These	

rights	 are	 supplementary	 to	 copyright,	 and	 are	 designed	 to	 provide	 legal	

protections	to	those	creating	collections	of	organized	data.	Additionally,	an	area	

of	 growing	 awareness	 is	 data	 privacy	 and	 adherence	 to	 ethical	 framework,	

especially	around	working	with	personal	information.		

	

The	vast	majority	of	research	occurs	within	 institutions,	both	academic	and	

commercial,	 and	 much	 of	 the	 funding	 comes	 in	 the	 form	 of	 grants,	 often	

stemming	 from	 public	 money.	 Thus,	 it	 must	 be	 appreciated	 that	 research	 is	

undertaken	 in	 a	 policy	 environment	 dictated	 by	 employment	 agreements,	

funding	 contracts	 and	 community	 norms.	 Automated	 guidance	 tools,	 such	 as	

Camden,	should	thus	be	able	 to	 take	these	 issues	 into	account.	One	key	area	of	

policy	 to	 consider	 stems	 from	 funding	 bodies	 and	 universities	 subsequently	

mandating	various	levels	of	open	access	of	any	funded	outputs	(though	some	still	

mandate	 keeping	 outputs	 such	 as	 data	 sets	 and	 code	 private).	 For	 instance,	

continued	 funding	 may	 rest	 on	 making	 content	 publicly	 available,	 within	 a	

certain	 time	 period,	 and	 potentially	 sharing	 that	 content	 in	 certain	 specified	

locations.	 In	 this	 case,	 it	 would	 be	 advantageous	 to	 include	 this	 as	 a	

consideration	 throughout	 the	 entire	 research	 project,	 highlighting	

interoperability	 problems	 early	 on,	 and	 in	 the	 worst	 case,	 providing	 good	

evidence	as	to	why	policy	requirements	cannot	be	adhered	to.	

	

Finally,	 two	 ever-present	 components	 in	 any	 sharing	 decisions	 are	 the	

structures	 of	 reward	 and	 credit	 assignment.	 Traditionally	 these	 metrics	 were	

limited	 to	 citations	on	published	articles,	 but	 in	 recent	 years	have	extended	 to	
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cover	 a	wide	 range	 of	measurements,	 collectively	 called	 alt-metrics.	 Currently,	

this	is	still	a	nascent	field,	but	going	forward	altmetrics163,164,165	can,	and	should,	be	

integrated	directly	into	guidance	tools	such	as	Camden.	The	guidance	tool	would	

first	allow	a	legal	sanity	check,	and	then	filter	the	available	options,	helping	the	

researcher	 to	 prioritize	 their	 remaining	 choices	 using	 estimates	 of	 the	

appropriateness	and	potential	impact	of	each	sharing	choice.	It	could	be	argued	

that	 researchers	 are	 already	well	 tuned	 to	 understand	 the	 publication	 venues	

that	 exist	 in	 their	 discipline,	 but	 we	 counter	 this	 by	 pointing	 out	 that,	 as	 we	

consider	 the	potential	 reuse	across	disciplines,	providing	 this	 information	may	

prove	useful.	

	

6.4.3	Collective	Ownership	

	

Beyond	improvements	to	the	model	of	reasoning,	and	widening	the	scope	of	

considerations,	 there	 is	 another	 important	 facet	 requiring	 attention,	 that	 of	

collective	creation,	consumption	and	decision-making.	Currently,	each	individual	

(or	 each	machine,	 acting	 on	 our	 behalf)	 interacts	with	 Camden	 independently.	

They	 use	 the	 advice	 that	 Camden	 provides	 to	 make,	 and	 then	 enact,	 their	

decisions	in	isolation.	But	already,	and	increasingly	so	going	forwards,	data	will	

be	 created,	 consumed	 and	 shared	 by	 groups.	 It	 will	 become	 especially	

troublesome	when	these	collaborations	stretch	across	institutional	and	country	

boundaries,	and	at	the	extreme	end	of	this	trend	is	the	growing	value	in	crowd-

sourced	 science.	 Corresponding	 to	 shared	 consumption	 and	 ownership,	 comes	

shared	liability,	shared	responsibility	and	shared	decision-making.	

	

Two	 approaches,	 working	 in	 concert,	 would	 help	 address	 this	 shortfall.	

Firstly,	 the	 user	 interface	 would	 need	 to	 evolve	 from	 its	 currently	 stateless	

implementation	 to	 include	 user	 authentication	 in	 order	 to	 support	 shared	

workspaces.	Within	 these	workspaces,	 it	 should	be	possible	 to	 look	 across	 the	

legal	 state	 of	 the	 working-set	 of	 data,	 and	 to	 then	 browse	 through	 the	

																																																								
163 http://altmetrics.org/manifesto/  
164 http://www.altmetric.com/  
165 https://en.wikipedia.org/wiki/Altmetrics  
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outstanding	 legal	 questions,	 which	 they	 could	 contribute	 towards	 addressing.	

With	greater	group	sizes,	keeping	track	of	the	provenance	of	both	the	decisions	

and	 actions	 becomes	 more	 challenging.	 Therefore,	 Camden	 should	 support	

auditing,	 and	 replaying	 the	 history	 of	 the	 collaboration.	 This	 would	 provide	 a	

strong	 basis	 for	 understanding	 what	 went	 on,	 and	 provide	 a	 level	 of	 legal	

comfort.	

	

To	support	any	of	these	features	(such	as	collective	ownership	and	decision	

making),	 the	 underlying	 model	 of	 computational	 reasoning	 must	 rise	 to	 the	

challenge.	Currently	Camden	is	stateless,	that	is,	it	does	not	have	a	conception	of	

a	 workspace,	 users,	 or	 previous	 queries	 (besides	 raw	 logs).	 To	 support	

collaborative	 work,	 the	 core	 reasoning	 engine	 must	 be	 supplemented	 with	 a	

notion	of	state,	capturing	the	current	working	set	of	files,	the	users	that	can	view	

them	and	the	previous	actions	and	associated	legal	guidance.	It	would	also	need	

to	distinguish	between,	and	capture,	 the	range	of	 legal	hypotheticals	and	 those	

actions	 that	 have	 been	 chosen	 to	 enact,	 keeping	 a	 provenance	 of	 the	 decision	

space.	 Additionally,	 functionality	 would	 have	 to	 be	 included	 that	 would	 allow	

groups	to	freely	query	their	options,	but	-	when	it	comes	to	deciding	on	actions	-	

it	would	need	to	support	a	range	of	decision	making	processes	(such	as	a	leader	

making	 the	 decisions,	 voting	 etc.).	 Ideally,	 the	 workspace	 that	 Camden	 would	

support	 would	 not	 exist	 just	 as	 a	 hypothetical,	 but	 would	 be	 tied	 to	 a	 real	

workspace,	 where	 work	 is	 actually	 being	 performed.	 In	 fact,	 designing	 for	

integration	 with	 such	 workspaces	 would	 likely	 provide	 much	 stronger	 design	

requirements,	and	likely	result	in	a	more	applicable	service.	

	

6.4.4	Applying	Human-Computer	Interaction	Principles	

	

The	discipline	of	Human-Computer	interaction	has	developed	a	large	toolkit	

of	principles	and	processes	 for	better	 interface	design.	Future	developments	of	

Camden	must	 place	 a	 greater	 focus	 on	 enacting	 these	 principles,	 and	working	

with	potential	users	to	craft	the	design.	Future	versions	must	also	keep	an	eye	on	

trends	 in	 interface	 design,	 as	 following	 similar	 styling	 and	 layout	 to	 popular,	
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heavily	used	 apps	 allows	 familiarity	 for	 the	users.	 Further	work	must	 be	done	

with	regards	to	integrating	the	reasoning	found	in	Camden	into	existing	research	

tools.	 This	 work	 will	 take	 the	 form	 of	 providing	 code	 libraries	 for	 various	

platforms,	accompanied	by	documentation	detailing	Camden’s	API.	

	

Lastly,	we	must	also	consider	the	interface	for	the	knowledge	elicitation	and	

maintenance.	 This	 breaks	 down	 into	 two	 key	 areas,	 firstly	 the	 user	 interface,	

which	will	be	an	 individual’s	point	of	 contact,	 and	 secondly	how	each	person’s	

individual	 contribution	 may	 be	 pooled	 together	 and	 deployed	 to	 the	 running	

services.	 For	 the	 user	 interface	 for	 eliciting	 arguments	more	 generally,	we	 can	

look	 to	 work	 done	 in	 the	 MarkOS	 project166.	 However,	 more	 research	 is	 still	

needed	 to	 understand	 this	 process,	 especially	 through	 engagement	 with	 the	

experts	 in	question	to	better	understand	their	needs.	But	as	 for	the	distributed	

knowledge	 elicitation	 and	 maintenance,	 it	 is	 as	 much	 a	 human	 problem	 as	 a	

computing	 one.	 Distribution	 version	 control	 systems,	 and	 the	 workflows	 that	

have	evolved	around	them,	such	as	Git167168,	provide	us	with	a	file	level	means	of	

managing	 the	 knowledge	 base.	 However,	 the	 real	 difficulty	 lies	 in	 finding	

acceptance	 of	 the	 validity	 of	 any	 proposed	 license	 or	 copyright	 exemption.	 In	

addition,	it	must	foster	the	process	of	agreement	as	to	the	scope	of	the	validity	of	

each	due	 to	differences	 across	 jurisdictions	 and	 the	 context	 of	 various	 actions.	

Where	 fundamental	 disagreements	 cannot	 be	 resolved,	 and	 where	 logical	

separations	exist	(such	as	across	countries	and	institutional	policy)	it	may	make	

sense	 for	 each	 organization	 to	 run	 its	 own	 Camden	 service,	 providing	 the	

flexibility	 to	ultimately	decide	what	knowledge	 is	accepted.	The	tools	 to	enable	

this,	and	also	promote	sharing	knowledge	back	 to	 the	collective,	are	ultimately	

what	must	be	designed	and	implemented.	

	

	

	

																																																								
166 http://www.markosproject.eu/  
167 https://github.com/  
168 https://git-scm.com/  
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6.4.5	Simulating	the	Health	of	a	Scholarly	Community’s	Research	Data	Collections	

	

Camden,	 as	 it	 is	 currently	 implemented,	 is	 designed	 to	 serve	 the	 individual	

researcher,	 providing	 copyright	 guidance	 during	 the	 course	 of	 their	 research.	

However	we	also	suggest	that	this	decision-making	at	the	individual	level	is	only	

one	half	of	a	greater	challenge.	With	Camden,	we	can	now	abstract	away	the	legal	

constraints	 into	 user	 interface	 elements,	 but	 as	 of	 yet,	 any	 study	 of	 the	 larger	

ecosystem	in	which	collectively	all	these	individual	decisions	are	taken	requires	

further	study.	Individual	actions	do	not	occur	within	a	vacuum,	and	for	the	move	

towards	open	science	to	succeed,	current	practices	and	community	norms	may	

need	 to	 change.	 	 But	what	 does	 a	 ‘healthy’	 data	 ecosystem	 look	 like	 and	what	

rules	or	guidelines	govern	its	use?	

	

If	we	take	a	networked	view	of	scientific	practice	we	could	consider	how	the	

choices	we	make	 as	 individuals	 impact	 both	 our	 network	 of	 collaborators	 and	

other	researchers	who	we	may	never	meet.	Licensing	norms	will	differ	between	

communities,	with	 some	 practices	 being	more	 amenable	 to	 reuse	 and	 sharing.	

Thus	it	follows	that	the	impact	of	licensing	on	research	practices	will	vary.	What	

we	propose	is	to	develop	a	measure	of	health	of	a	community’s	data	collections,	

that	 allow	 us	 to	 assess	 the	 impacts	 of	 openness	 both	 within	 and	 between	

communities.	

	

We	 have	 two	 important	 tools	 to	 begin	 addressing	 this	 challenge,	 firstly	

computational	 argumentation,	 and	 secondly	 agent	 based	models.	 The	 idea	 we	

put	forward	is	to	simulate	a	population	of	data,	decision	makers	and	the	various	

licensing	strategies	 that	might	be	employed.	 In	 this	simulation,	we	can	think	of	

datasets	 as	 agents,	 each	 created	 with	 a	 license	 attached	 –	 akin	 to	 a	 sort	 of	

genome	 dictating	 its	 allowed	 uses,	 and	 relicensing	 options.	 A	 more	 ‘healthy’	

dataset	in	such	an	ecosystem	is	one	where	the	consequences	of	using	it	are	both	

clear	 and	 unrestrictive.	 	We	may	 suppose	 that	 as	 the	 restrictions	 on	 a	 dataset	

increase,	it	becomes	less	likely	to	be	reused	in	the	future.	
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Through	simulating	 large	communities	of	such	data-agents,	we	could	watch	

as	 they	 are	 created,	 adapted	 and	 combined	 over	 time.	 Of	 interest	 is	 how	 the	

population	of	 data	will	 evolve	 and	 likely	differ	between	 simulation	 runs	 as	we	

vary	the	 licensing	strategies.	We	think	that	such	an	environment	could	act	as	a	

digital	 petri	 dish	 for	 studying	 the	 emergent	 outcomes	 of	 community	 licensing	

strategies.		

	

Our	 licensing	 choices	 extend	 beyond	 our	 initial	 decisions	 to	 how	 they	

constrain	future	downstream	choices,	by	researchers	who	may	wish	to	build	on	

our	work.	We	believe	that	given	enough	time	the	restrictions	we	place	become	

less	 about	 conditioning	 the	 sharing	 our	 own	 work,	 and	 more	 on	 imposing	 a	

legacy	of	restrictions	that	are	projected	into	the	future.	We	hope	that	outcomes	

of	 this	 work	 could	 help	 suggest	 future	 policy	 decisions,	 and	 feature	 in	 the	

discussions	between	colleagues	when	making	their	personal	licensing	choices.	

	

6.5	Mass	Production	and	Mass	Customization	of	Legal	Guidance	

	

At	 stake	 is	 the	 future	 potential	 of	 the	 knowledge	 we	 create.	 Much	 of	 our	

current	licensing	practices	(or	lack	of)	are	building	inertia.	The	vision	of	a	world	

where	our	data	forms	a	living	record	of	the	research	is	being	poisoned;	distorting	

its	potential.	Without	changes	to	our	licensing	practice,	increased	sharing,	reuse	

and	recombination	may	trend	towards	zero;	 that	 is,	we	are	at	risk	of	diligently	

creating	a	legally	incompatible	scholarly	record.	This	will	not	be	a	tragedy	of	the	

individual	 but	 of	 the	 community	 -	 though	 in	many	 cases	 the	 responsibility	 for	

better	or	worse	has	been	placed	on	the	individual.	But	making	effective	licensing	

choices	 is	 often	 difficult,	 especially	 faced	 with	 navigating	 existing	 licensing	

constraints.	

	

Aspiring	 towards	 the	 development	 of	 automated	 tools	 for	 copyright	

guidance,	and	the	guidance	on	neighbouring	issues,	brings	us	closer	to	realizing	

the	 true	 potential	 of	 a	 paradigm	 shift	 towards	 a	 more	 networked	 and	

collaborative	 way	 of	 undertaking	 research.	 Guidance,	 fuelled	 not	 by	 static	
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representations	of	hierarchical	relationships,	but	by	rich	arguments	maintained	

by	 an	 engaged	 community	 of	 practice,	 offers	 a	 glimpse	 into	 how	 future	

collaborations	 in	 one	 area	 can	 in	 turn	 enable	 others.	 The	 notions	 of	 mass	

production	and	mass	customization	of	expert	knowledge	may	have	appeared	to	

be	 logically	 inconsistent	 in	 the	 past.	 But,	 with	 a	 nod	 towards	 the	 notion	 of	

defeasible	reasoning	itself,	new	evidence,	in	the	form	of	modern	computing	and	

artificial	intelligence	techniques,	has	arrived	that	provides	new	reasons	to	doubt	

our	 previous	 intuitions.	 The	 challenge	 now	 is	 to	 change	 our	 thinking,	 and	

rigorously	 apply	 our	new	 tools	 to	 old	problems.	Research	 and	 application	 into	

such	 problems	 offers	 a	 virtuous	 cycle	 of	 generating	 new	 affordances,	 which	

themselves	provide	helpful	guidance	for	advancing	the	underlying	techniques.	

	

Computer	 scientists,	 and	 those	 from	 the	 broader	 eScience	 community,	 are	

uniquely	relevant	to	the	development	of	such	tools	through	their	aspirations	for	

what	 computationally-supported	 research	 could	be	 and	 their	matched	 concern	

for	appropriately	applying	their	advances	to	the	betterment	of	research	practice.	

Copyright	representations	express	our	knowledge	of	this	area	of	law,	and	if	they	

are	 to	 enable	 automated	 tools	 then	 sharp	 focus	 must	 be	 placed	 on	 how	

judgements	are	made,	appreciating	that	 these	 judgements	are	not	only	shaping	

legal	theories	towards	a	case,	but	also	listening	and	then	driving	the	evaluation	

of	these	theories	with	the	unique	evidence	that	each	case	presents.	

	

Ultimately,	 the	 combined	 knowledge	 model	 and	 computational	

implementation	described	here	is	a	step	towards	a	more	open	future.	Reflecting	

on	 Vannevar	 Bush’s169	framing	 of	 what	 scientific	 knowledge	 could	 be:	 “Each	

generation	will	 receive	 from	 its	predecessor,	not	a	conglomerate	mass	of	discrete	

facts	 and	 theories,	 but	 an	 interconnected	web	which	 covers	 all	 that	 the	 race	has	

thus	 far	attained.”	 	 Let	us	not	pass	down	a	web,	 so	 tangled	 in	 legal	 restriction,	

that	subsequent	generations	see	only	knots.	

	

	

																																																								
169 As we may think - http://www.theatlantic.com/magazine/archive/1945/07/as-we-may-think/303881/ 
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