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Abstract

Methods of computational photography transform raw data from an image sen-
sor into an image, improve image quality with dedicated hardware, or provide ca-
pability beyond film-based photography. With the current success of 3-dimensional
display technology, binocular stereo cameras become increasingly popular for data
recording. Taking advantage of depth hints provided by stereo images, compu-
tational photography may go further, beyond just 3-dimensional visualisation of
recorded data.

This thesis presents the simulation of three depth-aware artistic effects using
stereo vision, briefly addressed by fog, bokeh, or star effects. We aim at achieving
related artistic effects in some comfortable and controllable ways.

Fog is an important factor in photography with a special aesthetic, emotional, or
compositional meaning. We present a fog-effect-simulation method with optional
interaction for control purposes. Besides homogeneous fog, we provide three tools
to control the density of the fog media. Thus, various kinds of heterogeneous atmo-
spheric effects can be simulated.

Bokeh, a sought-after photo rendering style of out-of-focus blur, typically aims
at an aesthetic quality which is not available to low-end consumer grade cameras
due to the lens design. We present a bokeh-effect simulation method with user-
adjustable apertures sizes or shapes. Over-exposed regions are recovered according
to depth information before bokeh rendering. We also simulate swirly bokeh, also
known as cat-eye effect.

Night-time photos featuring compelling lighting show sometimes star patterns
around highlights, known as star effect in photography. Such star patterns are often
essential for defining the aesthetic meaning of night-time photographs. We present
a star-effect simulation method based on self-calibrated stereo vision. We render
star patterns with a chosen input texture.

We use depth information as provided by a stereo matcher, and this information
is typically not perfect for computational photography tasks where visual quality
is required rather than detailed depth accuracy. The thesis also discusses different
stereo-refinement methods that fit the requirements of each of the three mentioned
tasks of computational photogrammetry.

Keywords: computer vision, computer graphics, stereo vision, computational
photography.
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Symbols

Operators

|S| Cardinality of set S

||a||1 L1 norm

||a||2 L2 norm

∧ Logical ‘and’

∨ Logical ‘or’

∩ Intersection of sets

∪ Union of sets

∝ Proportional to

Numbers

a, b, c Real numbers

a,b, c Vectors

A,B,C Matrices

α, β, γ, θ Angles

e Real constant e = exp(1) ≈ 2.7182818284
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ε Real number greater than zero

f, g, h Functions

F , S Families, sets

i, j, k, l,m, n Natural numbers, indexes

L(.) Length of a rectifiable curve (as a function)

λ Real number; default: between 0 and 1

µ Expected value

N Set {0, 1, 2, . . .} of natural numbers

π Real constant π = 4× arctan(1) ≈ 3.14159265358979

R Set of real numbers

σ Standard deviation, root of variance

T, τ Threshold (real number)

x, y Real variables

Z Set of integers

Digital Geometry

a Arc

A Adjacency set

α Transparency map

b Bézier curve

f Focal length

F Aperture f-number

Gmax Maximum gray-level in an image

H Hue

i, j, k, l,m, n pixel coordinates (i, j) etc. in a window

x



L Length (as a real number), luminance

N Neighbourhood (in the image grid)

Ncols, Nrows Number of columns, number of rows

O Origin of coordinates

Ω Image carrier, set of all Ncols ×Nrows pixel locations

p, q, r Points in R2, with coordinates x and y

φ Diameter of a disk or sphere

r Radius of a disk or sphere

R Rotation matrix

S Region, saturation of a colour

T Texture map

W,Wp Window in an image, window with reference pixel p

x, y Pixel coordinates (x, y) in an image

X,Y, Z Coordinates in R3

Stereo Vision

b Base distance of a stereo camera system

d Disparity

D Depth

F Fundamental matrix

Ib Base image

Im Match image
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Chapter 1

Introduction

This chapter introduces background and motivation of this thesis, outlines the structure of
the thesis, and names original contributions.

1.1 Overview

Photography is an art that significantly benefitted from modern technologies when
photo media turned from chemical to digital, but keeping the optic elements. Artists
who paint images spend several decades to develop their skills in order to render
vivid images and express their creativity. The photographers employ their cameras,
typically exquisite devices that take care about the skill part, and can focus on the
creative part.

In this digital age, photography benefits much both from hardware improve-
ments (e.g. image sensors, optical lenses) and software innovations. For example,
nowadays people can shoot aurora borealis, the Northern lights, hand-hold, with a
very light-sensitive camera [196], which was impossible just a short time ago. Peo-
ple can also easily turn the appearance of a woman in a photo into that of a 10 years
younger person with digital software [16].

Computational photography [131] addresses software-supported techniques which
are similar to the darkroom techniques in analogue film photography [32]. Com-
putational photography can enhance the capabilities of a camera, introduce novel
features that were not possible with film-based photography, or reduce the cost or
size of camera elements. Such techniques also help rendering an ideal image in the
artist’s mind.

With the current success of 3-dimensional (3D) display technology (e.g. 3D TV,
or naked-eye 3D equipment), binocular stereo cameras become increasingly popular.
In this thesis we1 are interested in studying how stereo technologies can benefit
traditional 2-dimensional (2D) photography.

1 The use of “we” throughout this thesis is by purpose, it is used to involve the reader of the thesis, as
recommended by Knuth [108]. Nonetheless, the thesis is the sole work of the author.
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Taking advantage of the depth hint provided by a stereo photo, computational
photography may go further, beyond the 2D mappings. Based on computer vision
techniques, especially stereo vision, this thesis focuses on the simulation of photore-
alistic artistic effects , such as fog, bokeh, or star effects. We aim at achieving such
artistic effects in some easy and controllable ways.

The following parts of this chapter locate this research into the wider research
background, present the motivation of this research, and then outline contributions
and structure of the thesis.

1.2 Computational Photography

Computational photography [131] involves the methods that transform the raw da-
ta from an image sensor into an image, such as demosaicing [106], white balance (also
called color balance) [115], image compression [174], or tone mapping (i.e. dynamic range
compression) [18]. At the subsequent level, computational photography also involves
the methods that improve the image quality with limited hardware (e.g. image sen-
sors, lenses), for example denoising [31], sharpening [89], super resolution [142], or
deblurring [197].

Computational photography also covers more advanced functions that go be-
yond the capability of film-based photography, for example high-dynamic range imag-
ing (HDR) [48], panoramas [84], image completion (i.e. inpainting) [44], face beautifica-
tion [53], or stylization [153] (e.g. oil-painting effect [85]). A more detailed survey of
computational photography is provided in Chapter 2

In a narrow sense of the word, computer graphics is the process that renders
images from data, and the inverse process is the subject of computer vision, which
extracts data from images. Computational photography methods often belong to
both, the computer vision and the computer graphics domains. Image-based ren-
dering (IBR) [165] intersects with computational photography. IBR can be seen as a
combination of computer vision and computer graphics, by going from images to
data and again back to images.

1.3 Non-photorealistic versus Photorealistic Rendering

Photography, as a form of art, is a successor of traditional painting. On the one
hand, photography creates a new style of visual expression, which describes a scene
in large details, and is objective to some extent. On the other hand, it inherits various
principles of traditional painting, since they are both static and 2-dimensional visual
art.
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In the history of photography, there was a controversy in the 20th-century be-
tween pictorialist photographic style[148] and straight photographic style [77]. Pictorial-
ism is an international aesthetic style that dominated photography during the later
19th and early 20th centuries. The general idea is that the photographers manipu-
late an given photo to “create” a piece of art, instead of just “recording” the scene.
Normally, a pictorial photo is treated like a painting, in which way certain emotional
intent is projected into the photo [148].

Group f/64, created by photographers Willard Van Dyke and Ansel Adams, s-
tands in opposition to the pictorialist photographic style [77]. They promote the
ideal of straight photography, which takes photography as it is. In such a photo, a
scene or subject is depicted to be similar to that as seen by human eyes.

Accordingly, image-based rendering [165] developed in two directions: non-
photorealistic rendering [153] and photorealistic rendering[131]. The former transfers
artistic styles from other media, for example oil painting or pencil sketching, into
photos. The latter simulates artistic effects within the photography area.

Non-photorealistic rendering, or artistic stylization, is an active field in computer
graphics, which generates artworks with abstract artistic styles (e.g. oil painting)
from input photos. In the early stage of non-photorealistic rendering (1990s), low-
level image processing techniques were employed for introducing abstract styles in-
to a photo [70, 190]. In the following years, mid-level image content interpretation,
such as salience measures [39] or image segmentation[42], yielded improvements on
robustness and style diversity [49]. Recently, advanced image parsing and sophis-
ticated interface design are included into this field, making it more commercially
practical. The philosophy of the field, for example recognizing the role of artistic
stylization in creative artistic works, also becomes increasingly mature [153].

A very typical example of non-photorealistic rendering is the simulation of stroke-
based artistic styles. In such a case, firstly, rendering marks can be placed onto the
canvas guided by the input photo. Artistic strokes are then synthesized onto such
rendering marks to form an artwork. [153]

Photorealistic rendering is in the domain of photography, i.e. the results main-
tain the artistic styles and characteristics of photography. Research in this field
aims at enhancing a photo with respect to certain aspects, such as color restora-
tion [59, 115], image completion [173], relighting [186, 188], face beautification [53],
or simulating photo effects [1, 2, 3].

This thesis belongs to the photorealistic rendering field. Three artistic effects in
photography, namely fog, bokeh, or star effects, are simulated. We aim at achieving
those artistic effects in some easy and controllable ways.
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1.4 Stereo Computational Photography

An image sensor can be more complex then a monocular camera. Various sensors
are developed for estimating depth in the real world, such as binocular stereo [58, 78],
structured lighting as used in the Kinect [101], depth from defocus (DFD) [164, 170], a
light field camera [138], or 3D laser imaging systems [26]. In combination with GPS
and existing georeferenced models [110], image sensors can be used for texturing
objects of the real world.

Among these image sensors, binocular stereo is the dominant method used for
outdoor or indoor scenes, and the underlying methodology is close to human visual
cognition. With 3D movies becoming increasingly popular, 3D monitors (e.g. 3D TV,
3D projector) are expected to become common in people’s homes. This process will
be accompanied by increasing popularity of binocular stereo cameras.

A stereo image is also called a stereo pair of a base image and a match image in
the context of stereo matching. A stereo image can be the input in computational
photography; it provides also depth hints as the human visual system does. With
such depth information, stereo computational photography can also handle tasks
being dependent on distances between camera and objects in a scene. In this thesis
we render photorealistic artistic effects in photography using depth hints provided
by stereo vision.

1.5 Motivation

The author of this thesis is an enthusiastic amateur of photography. The motivation
of this research begins with this personal interest. This thesis explores the potentials
of stereo vision in computational photography, and specifically for creating photo-
realistic artistic effects. The first arising question is “what effects can be achieved by
using stereo vision?”

Stereo vision provides depth information, which is useful for various content-
aware photo effects. But, the accuracy of provided depth is limited: A recovered
object surface might be inaccurate. For example, trees in a scene, which are quite
complex in geometry, might be mapped into near-flat surfaces in a depth map gen-
erated by stereo vision. The information about the scene is also limited. The side of
an object reverse to the camera remains unknown from a stereo pair. Objects might
be occluded by foreground objects.

This limitations make, for example, adding a light source impossible. Firstly, the
inaccurate surfaces recovered from stereo vision may lead to inaccurate variations of
light reflection. Secondly, light reflection between objects cannot be traced, because
object shapes are not fully available. Removing a light source, i.e. shadow removal,



1.5. Motivation 5

is also not possible, just for the same reasons. A proper application using depth as
provided by stereo vision only should be depth-aware but not sensitive to depth
accuracy, and should not rely on accurate object shapes.

The second question is “what artistic effects should be explored in computational
photography, i.e. what effects are meaningful under those constraints?” As an ex-
treme example, noise can be added to a photo. Generally that does not make much
sense. When designing this research, appropriate effects were carefully looked up.

Fog is an important factor in photography with a special aesthetic, emotional, or
compositional meaning. Recording ideal fog in a photo is challenging for photogra-
phers. Fog normally forms during the night and lasts only until the early morning.
Usually it disappears a few minutes after the sun rise. For capturing fog in a scene,
photographers need to be patient at the ideal location, waiting for the perfect mo-
ment. This is difficult especially for travelling photographers. In addition, fog does
not occur every day.

It would be convenient to generate fog effects by computerised post-processing.
Commercial image-editing software (e.g. Adobe Photoshop or CorelDraw ) pro-
vides flexible tools (e.g. pattern brush, or layer blending) for manually generating
various effects. Fog limits visibility; it’s appearance alters with distance to the cam-
era. Thus creating a fog effect we can use depth. The thickness of fog depends on
the distance from an object in the scene to the camera. A manual addition of a fog
effect is time-consuming and requires professional skills. Results typically lack a
spatial feeling, because the rendered fog is not, or only partially depth-aware.

A stereo-vision-based technique has been used to simulate depth-aware fog ef-
fects in [10]. Their effects are built on the base of a joint bilateral refined [134] depth
map. Such a depth-refinement filter is basically a Gaussian blur which spreads in-
valid information instead of discarding it. This invalid depth information may lead
to artefacts in generated fog effects.

We also employ stereo vision to simulate depth-aware fog effect. We study a
more effective depth-refinement process, and offer more flexible fog control, espe-
cially in radial direction.

Bokeh, a sought-after photo rendering style of out-of-focus blur, typically aims
at an aesthetic quality which is not available to low-end consumer grade cameras
due to the lens design. Such a phenomenon is an important composition factor in
photography, especially for portrait photos.

Bokeh is a depth-aware photo effect. Single-image-based bokeh simulation meth-
ods [195, 200] try to “guess” the depth information of the input image (normally ac-
cording to the contrast of object edges), and then apply a blur effect. Since a single
image cannot provide sufficient depth cues, results of such methods often show an
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inconsistent spatial logic and look artificial, accordingly.

Existing stereo-based bokeh simulation research [10, 199, 185] uses a synthesized
light field to render bokeh, which is similar to accumulation-buffer methods [118,
198]. Without knowledge of occluded structures, such methods degenerate into an
approximation of a scattering method. These papers also place their emphasis on
time efficiency, which is important for online video editing, but generates only a
small number of buffer views (e.g. 36 to 48 in [199]) which may lead to artefacts due
to undersampling.

We present a stereo-based bokeh simulation method that aims at a high visual
quality of the bokeh effect. The depth maps generated by stereo vision are refined
using the guidance of image matting. We render the bokeh effect using a dense pixel
scattering method, which is more accurate than the methods used [10, 199, 185].
The aperture shape, which impacts on the rendering style of bokeh, can be easily
controlled using our method. We also render highlights properly, which are not
handled well in previous methods [10, 199, 185].

Night-time photos featuring compelling lighting sometimes show star patterns
around highlights, known as star effect in photography. Such star patterns are often
essential for defining the aesthetic meaning of night-time photographs.

Increasing numbers of photos are taken with compact cameras or mobile phones.
The technological progress (e.g. large aperture lenses or high-sensitivity image sen-
sors) made it possible to shoot night-time photos free-hand. Normally, to obtain a
star effect, a photo has to be shot with a small aperture (e.g., f22). Such an aperture
setting is unfit for free-hand shooting because it requires several seconds of expo-
sure time; the photo would be largely blurred by hand shake.

The size of the star pattern depends on the luminosity which falls on the image
sensor; this is indirectly related to the distance between the light source and the
camera. Commercial image-editing software such as Adobe Photoshop can render
uniform-sized star patterns onto the highlights of a photo [79, 132]. Such effects look
artificial.

We present an automatic method for adding star effects to a photo using self-
calibrated stereo vision as a guidance. This is the first time that star effects are sim-
ulated in image-based rendering.

We are also interested in the question “what kind of further photorealistic artistic
effects can, and should, be simulated using stereo vision?” This forms a potential
thread for future work.
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1.6 Contributions and Structure of Thesis

In this thesis we present the simulation of three depth-aware artistic effects using
stereo vision. Such effects are hard to be simulated using only a monocular image.
Depth information from a stereo matcher may not be perfect. Stereo matching is
known as being an ill-posed computational problem. Imperfection may in particular
concern tasks in computational photography. For example, inaccurate occluding
silhouettes are visually disturbing. We develop different stereo refinement methods
according to the requirements of the considered photographic tasks.

Reported novelties in this thesis include

• a fog-effect simulation method with user interfaces for fog density control,

• a bokeh-effect simulation method with changeable aperture model,

• a star-effect simulation method using self-calibrated stereo vision,

• and the underlying stereo-refinement methods for the above-mentioned tasks.

Chapter 2 briefly summarizes methods in the computational photography area
in general, for an accurate localization of the research reported in this thesis.

Chapter 3 first defines basic concepts and notations, and then briefly introduces
used methods from the computer vision and computer graphics areas.

Chapter 4 presents a fog-effect simulation method with optional interaction for
control purposes. Besides homogeneous fog, we provide three tools to control the
density of the fog media. Thus, various kinds of heterogeneous atmospheric effects
can also be simulated. Parts of this chapter have been published in [3, 7].

Chapter 5 presents a bokeh-effect simulation method with user-adjustable aper-
tures sizes or shapes. Over-exposed regions are recovered according to depth infor-
mation before bokeh rendering. We also simulate swirly bokeh, also known as cat-eye
effect. Parts of this chapter have been published in [2, 4, 8].

Chapter 6 presents a star-effect simulation method based on self-calibrated stere-
o vision. Given an uncalibrated stereo image pair, which might be two photos taken
by a mobile phone at about the same pose, we follow a standard routine: Extract
a family of pairs of feature points, calibrate the stereo image pair by using those
feature points, and calculate depth data by stereo matching. We detect highlight
regions in the base image, estimate the luminance according to available depth in-
formation, and, finally, render star patterns with a chosen input texture. Parts of this
chapter have been published in [1, 5].

Chapter 7 performs additional evaluations for the three methods proposed in
Chapters 4, 5, and 6, using a human-subject test.
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Chapter 8 summarizes the results and suggests future work.
Appendix A shows the images used in the human-subject test in Chapter 7, and

additional results when applying the three proposed methods.
Appendix B informs about published work on graphical design by the thesis

author undertaken at the beginning of his PhD project. It illustrates the authors in-
terests in introducing theoretically well-founded techniques into design, which have
then taken another direction after becoming interested in computational photogra-
phy.



Chapter 2

Computational Photography

The research reported in this thesis is located in the field of computational photography. This
chapter briefly summarises methods in the computational photography area in general, for
an accurate localisation of the research reported in this thesis.

2.1 Overview

Computational photography transforms raw data from an image sensor into a fi-
nal photo. Applied techniques in digital photography play similar roles like dark-
room techniques in analogue film photography [32]. The goal is not only to replicate
analogue methods in digital form, but also to use additional opportunities. Com-
putational photography enhances the capabilities of a digital camera with limited
hardware, introduces novel features that were not possible with analogue film pho-
tography, or reduces the cost or size of camera elements. Such techniques also help
rendering ideal images as imagined in an artist’s mind.

In a narrow sense of the word, computer graphics is the process that renders
images from data, and the inverse process is the subject of computer vision, which
extracts data from images. Methods of computational photography often belong to
the computer vision as well as to the computer graphics domain.

Potentially, computational photography can form a very long pipeline of in-
volved subprocesses, including, from basic level to advanced, image capture or im-
age processing, photo enhancement, and artistic photo effects. This chapter briefly
recalls techniques potentially located in such a pipeline.

2.2 Image Capture and Image Processing

A digital image is captured via a photoreceptive sensor. The raw data from such a
sensor require some basic image processing for becoming a proper photo visible on
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some media. This section briefly recalls image capture techniques and those of basic
image processing.

Image capture Biological studies show that the color-vision functionality of hu-
man eyes is achieved by cone cells in the retina. Around six to seven million cones
are packed densely on the retina of a human eye. Those cone cells can be classi-
fied into three families: S-cones, M-cones, and L-cones, which are sensitive to short-
wavelength, medium-wavelength, and long-wavelength light within the visible range
of wavelengths, respectively [141]. Such three kinds of wavelengths correspond to
blue, green, and red. The color-vision functionality of human eyes can be described
by three independent channels. The resulting theory is known as trichromatic vi-
sion [151].

Normally the goal of a camera is to capture photos with a meaning for human
perception, and not for measuring a scene physically. The trichromatic vision theory
defines visible colors by a combination of three primary colors. Such a theory form-
s the basics of color monitors, which display only weighted combinations of red,
green, and blue, and thus it also guides the data structure of digital photos. Thus,
we consider a digital photo as being trichromatic, where only red, green, and blue
information is captured.

An image sensor is normally formed by a regular planar orthogonal array of
pixels, which can be seen as sampling in the image plane [103]. A panchromatic
image sensor, whose pixels are sensitive to all visible wavelengths of light, can only
output an grey-level map that roughly equals to the density of a color photo. In
order to capture color information, a color filter array can be added in front of the
image sensor so that each pixel only records a specific color. The Bayer color filter
array [21] is the most commonly used pattern; see Fig. 2.1 for the structure of such a
pattern. In such a color-filtered image, only a single color is sampled at each pixel
location. Missing color values are formed by combining recorded information at
adjacent pixels; this reduces the number of pixels.

Demosaicking The raw data from an image sensor, i.e. a color-filtered image, is
the start of an image processing chain which ends with a digital photo in its usual
meaning. This processing chain usually involves steps such as demosaicking, color
and tone correction, denoising, or sharpening.

As we discussed above, a pixel in a color-filtered image only provides informa-
tion in a single color channel. The information of the other two channels has to be
estimated in order to make such pixel “visible” in the common color space. Demo-
saicking [12, 106, 130, 131], also known as color filter array interpolation, produces a
complete trichromatic color image from a sparsely sampled color filter array image.



2.2. Image Capture and Image Processing 11

Figure 2.1: Bayer pattern

The basic idea is to perform interpolation using values of adjacent pixels in a defined
neighborhood.

Color restoration and tone mapping Human vision is able to adapt environment
illumination. That is to estimate the real colors of objects from complex illumina-
tion conditions. Such restoration is done automatically in visual cognition without
perception. An image sensor cannot adapt environment illumination automatically.
Thus, a color balance [59, 115] process, as done in human vision, is required in order
to ensure visual comfort of a photo. The main challenge of such a method is to esti-
mate the components of the illumination from the image data, and thus compensate
for illumination defects in the image [19].

Furthermore, captured image data needs a tone mapping (i.e. dynamic range com-
pression) [18] process to fit the data to the displayable brightness range or color
gamut of the display device.

Noise reduction A photo is captured by an imaging sensor through a photon-
electric conversion mechanism. Essentially, such a process can be seen as photon
counting. The variance of the photon arrival rate forms a source of image noise [100].
Such noise is gained while the gathered signal goes through the electronic amplifi-
er. Another source of image noise is from the whole analogue electronic process of
signal in the way of thermal noise.

Image noise is normally not desirable in photography because it introduces ex-
traneous (and also spurious) information to a photo. Image noise can be measured
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objectively by the signal-to-noise ratio. This value is affected by the condition of the
captured scene (e.g. a well illuminated scene provides a decent signal level), the
hardware (e.g. the aperture of the lens and the size of the image is the larger the
better), or the noise reduction techniques on the computational side.

The task of noise reduction can be seen as a judgment that whether the difference
between pixel values is caused by noise or real image details [31]. Such a task is an
inverse problem of mixing two signal sources (i.e. the ideal signal of the image and
the noise). A perfect solution is impossible. Normally, a noise reduction is a tradeoff
between noise level reduction and image detail preservation [31].

Such a tradeoff can be optimized with the knowledge on human vision and char-
acteristics of photos. For example, luminance noise reduction can be restrained on re-
gions with rich textures, because noise is not quite distinguishable in such regions in
human vision. Moreover, an aggressive reduction on chroma noise is normally a good
choice, because there would be little important high-frequency chroma information
in a photo.

Sharpening and deblurring Besides signal-to-noise ratio, an important quality
measure of a photo is its sharpness. The opposite of sharpness is image blur, which
can be defined as the phenomenon that a single point in the scene is spread to sever-
al pixels in a photo. A “sharp” photo is normally ideal because it provides details on
important content. (A photo with sharp in-focus regions and blurred out-of-focus
regions can be seen as sharp cognitively.) The sharpness of a photo is limited by
the quality of hardware (i.e. imperfect optics) and capturing conditions (i.e. motion
blur).

Given the limited hardware, the real sharpness cannot be increased during post-
processing. An enhancement of local contrast can make a photo look “sharper” [89].
An image sharpening technique normally aims at increasing the contrast of edges
in the image while protecting homogeneous regions.

A commonly used image sharpening technique is unsharp masking [102, 103].
Theoretically, the method assumes that the given image I is affected by an additive
blurring contribution B, formally expressed by I = Ir + B. Here, Ir is the ideal
image. In such a method, a smoothed version S of the given image I is generated
first as an estimation of B, for example, using a Gaussian blur operator. Then, a
residual R = I − S is calculated. At last, the input image is enhanced by adding
the residual: Is = I + λR. The character of the sharpening depends on the selected
smoothing operator, and the degree of sharpening depends on the scaling parameter
λ ≥ 0.

The unsharp masking method cannot handle blur caused by motion, because
motion blur cannot be properly estimated by a simple smoothing operator. Motion
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blur can be caused by either the camera shake during exposing, or the motion of
objects in the scene. Such a blur is complex because the degree of blur is different
among objects in the scene. Though single image deblurring is possible [68, 162],
techniques using multi-exposure lead to better results.

For motion caused by camera shake, a possible way for deblurring is that one
combines a photo with motion blur and a photo under-exposed [197]. The under-
exposed photo might be very noisy due to the low signal level. Such a photo can be
free of motion blur because of the short exposure time. Another way for analyzing
such a blur is using a depth sensor such as stereo vision [193], because the degree of
blur is typically related to the distance of the object to the camera.

2.3 Photo Enhancement

The performance of an image sensor limits photography with respect to several as-
pects, such as dynamic range, resolution, or angle of view. Photos can be enhanced
in computational ways, for example, by combining multiple captures. This section
briefly introduces computational photo enhancement methods in several fields.

High dynamic range imaging The concept of dynamic range is used in various
fields as the ratio between the highest and lowest value in a system. In digital pho-
tography, dynamic range can be seen as the maximum contrast, i.e. the luminosity
ratio between the brightest and darkest parts of a photo. (The luminosity of the
darkest part can be scaled as being equal to 1.)

The dynamic range of an image sensor or a display device is normally very lim-
ited. In photography, luminosity is measured by exposure value, also known as stops.
An increase of one stop represents a doubling of light. The dynamic range is about
9.5 stops for a normal LCD monitor, about 14.8 stops for a high-end digital camera
(Nikon D810) [34], and about 20 stops for human eyes [116]. The aim of high dynamic
range imaging is to generate and display images with a dynamic range similar to that
of the human vision system.

In a digital photo, values out off the dynamic range of the camera are “cut”. A
part darker than the lower bound will be captured as “black”, and a part brighter
than the upper bound will be captured as “white”. Details in such regions, for ex-
ample textures or color information, cannot be captured.

In order to capture complete luminance and color information of a high-dynamic-
range scene, a possible way is to combine photos of the same scene captured with
different exposures [47, 48]. An evaluation of such methods can be seen in [114].
It is also possible to recover the lost details using only a single image, by taking
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advantage of repetitive textures and structures [184]. Such repetitive textures and
structures might be under different luminance conditions in a photo, and part of
them are within the dynamic range of the camera.

As we discussed above, the dynamic range of an LCD monitor is only 9.5 stops
normally. In order to show superior information of those very dark or bright parts
on such a monitor, a tone mapping [189] is required. A simple solution is to scale
the data linearly. Though the resulting data can fit the dynamic range of a mon-
itor, image contrast on the middle range is reduced gravely. An anchoring-based
compression is presented by [113], which generates a framework of luminance ac-
cording to lightness-perception theory [65]. The compression can also be achieved
using a histogram adjustment [116]

Super resolution The concepts of image resolution and pixel count are often mixed
up, even by some photographers [93]. Image resolution is the detail contained in an
image, while pixel count is the data volume of the image.

In raster-digital images, pixel count can be seen as a theoretical limit of image
resolution. For example, if an image I is resized into a larger image I+ by interpo-
lation, the information contained in the new image will not increase, thus the image
resolution will not increase. On the other hand, if I is resized into a smaller version
I−, and then resized into the original size as I∗, detail information may get reduced,
thus the image resolution may decrease.

The “resolution” of a scene, i.e. the details in the scene, is unlimited. Image
resolution of a photo is limited by the used camera hardware and camera setting
with respect to several aspects:

1. The optic of the lens can be imperfect [41], which leads to a scattering of in-
coming light.

2. The pixel count of an image sensor is limited.

3. Image capture suffers from noise.

4. Part of the scene might be out of focus, and thus blurred.

5. Motion blur might be involved.

6. The aperture of a lens causes a diffraction.

The first five aspects can be pushed to some extent by technical improvements, the
last one is a physical limit, known as diffraction limit, that cannot be transcended by
a single capture.
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Larger image resolution is often wanted in both artistic photography and imag-
ing applications (e.g. geographical mapping). As discussed in Sec. 2.2, the power
of single-image denoising or deblurring is quite limited. Super resolution [142] tech-
niques enhance the resolution of a limited camera system by using multiple captures
of the same scene. The diffraction limit can also be transcended by such techniques.

A photo, i.e. a capture, can be seen as a sampling of a scene. Thus, a set of
photos on the same scene combines several samplings of the scene, each in general
with a little shift spatially or temporarilly. Aligning of captures can be achieved by
least squares [28, 92] or Bayesian estimation [72, 160]. Early research in super reso-
lution combines such information in the frequency domain [105, 180]. Nonuniform-
interpolation-based super-resolution methods are presented in [104, 123], using a
weighted sum of the samples. In [169], the interpolation is followed by a deconvo-
lution step.

Panoramic The angle of view of a photo is limited by the optic design of the lens.
Currently the widest angle lens for a digital single-lens reflex camera, such as Canon EF
11-24mm f4L USM, offers a 126◦5′ angle of view without obvious fish-eye distortion.
Panoramic imaging [84] creates a very-wide-angle-of-view photo by stitching a series
of photos which cover such a view with overlapped edges. The result can be even a
360◦ circular photo. Such a technique is widely used in satellite imaging.

Challenges for such a stitching include the aligning of images based on con-
tent, the removal of “ghosts”, and the handling of varying exposures. While early
methods use pixel-by-pixel similarity, more recent methods [30] use invariant local
features to find matches between images. Such a feature-based matching is more
robust and faster, and thus able to sort the input photos automatically. “Ghosts”
caused by parallax or object motion can be detected and removed; see [13, 182].
Varying exposures between input photos are estimated and normalized in [111].

Image completion Photographers are often interested to avoid irrelevant object-
s in a scene, for example a rubbish bin in a famous scenic spot. The inpainting
technique [173], also known as image completion, removes undesired objects from
a photo. Such a technique can also be used for repairing damaged images, such as
scratched old photos.

Inpainting was first introduced in 2000 [24] in order to fill holes after defects or
objects are excised from a photo. Such technique propagates pixels in known re-
gions to the holes. The process is speed-up by [175]. More advanced methods, such
as [44], inherit the main idea of texture analyze and synthesis [187] that synthesizes
pixel values by neighborhood matching. New image content is generated by taking
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advantage of local repetition. User strokes are used in [171] to identify preferential
texture sources.

2.4 Artistic Photo Effects

Unlike those basic image processing techniques in computational photography, such
as demosaicing or noise reduction, artistic photo-effect simulation is an optional
step of creating a photo. Such methods provide high flexibility or creativity, and
thus they are very useful and practical in photography application.

Non-photorealistic artistic effects In art history, various styles and tools are de-
veloped for creating artistic images. Non-photorealistic artistic effects [153, 76],
i.e. artistic stylization, render a photo into the style of another art, such as an oil-
painting [85], watercolor [29, 45], or pen and ink [190].

In the early stages of artistic stylization, low-level image processing techniques
were employed for introducing abstract styles into a photo [70, 190].

In the following years, mid-level image content interpretation, such as salience
measures [39] or image segmentation[42], yielded improvement on robustness and
style diversity [49]. A common process is to generate brush strokes on a white or
textured canvas with the guidance of the input photo [76].

Recently, advanced image parsing and sophisticated interface design are part of
this field, making it more commercially practical [29]. The philosophy of the field,
for example recognizing the role of artistic stylization in creative artistic work, also
becomes increasingly mature [153].

While various methods simulate existing artistic medias, styles, or schools, novel
artistic styles are also created by stylization, such as stereoscopic painting [107, 168]

Photorealistic photo effects Photorealistic photo effects, on the other hand, play
also a role in the domain of photography, i.e. the results maintain the artistic styles
and characteristics of photography. This part recalls several techniques in this re-
search field.

Photographers like to have support for a fine adjustment of the composition of a
photo in post processing. View interpolation methods [38] render interpolated views
from a pair of images. A generated image simulates the view of a virtual camera
which is located between the two reference views.

A calculated depth map from the input image pair, using stereo vision [102], is
used as a guidance in such methods. On the one hand, a view-interpolation process
renders novel views by projecting textures from the given images onto models from
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the calculated depth map [202]. On the other hand, such a process can be seen
as warping given images according to the depth information [38, 135]. Holes, i.e.
pixel values that cannot be obtained from any reference view, may occur in view
interpolation, thus inpainting [24, 44] is required to complete the novel view.

Lighting is a key feature of a photo. The lighting condition is not always ideal in
real word scenes. It is interesting and also challenging to change the lighting condi-
tion after image capturing. Research on relighting focuses on various situations.

Using a speedlight, i.e. a flash, is a compromised way for taking photos in a
dark environment. Though a speedlight provides sufficient illumination to nearby
objects, it creates artificial shadows. Such artefacts can be removed using a flash and
a no-flash image pair [14]. The no-flash image, though under-exposed and noisy,
provides lighting information of the original scene.

The analysis of scene-lighting conditions is essential for inserting virtual objects
into a photo [46, 99, 181] or relighting existing objects [186, 188]. A radical research
analyzes the environment outside the view of the photo from the eyes in the pho-
to [139]. An eye is modeled as an ellipsoid in such a method. The reflection from
the cornea is then taken as a cue of the environment behind the camera.

It is safe to assume that most portraits on magazine covers today are digitally
beautified [53]. Face beautification is quite a hot topic in both the academic and the
industry area. Following a study on face features [43], facial attractiveness is compu-
tationally predicted [67] and modeled [53]. Then, beautification can be done auto-
matically on both facial structures [53] and the skin [125].

Fog, mist, or haze are common phenomena in outdoor scenes. Such phenomena
are normally not welcome in computer vision (dehazing is a big topic [56, 159]). They
are important in computer graphics and computational photography.

In 3D rendering [36, 57, 54], fog effects are used for improving the feeling of
photorealistic, or blocking faraway objects (thus reduce the computation in the ren-
dering step). In photography, fog is an important compositional element with a
special aesthetic meaning.

As discussed in Sec. 1.5, fog is a depth-aware effect. Single-image based mod-
eling or rendering techniques [146, 164] try to analyze the geometric structure of
scenes in an image. These methods are either constrained by underlying scenes [56,
80], or rely on massive human interaction [140].

Stereo vision can provide the required depth information [10]. Chapter 4 presents
a stereo-vision-based fog effect simulation method. To avoid artefacts, and thus
achieve natural-looking results, a specially designed stereo-refinement method is
used.

The bokeh effect is famous in photography, especially in portrait photography.
Theoretically speaking, only a plane in the scene is totally “clear” in a photo. Ob-
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jects away from that plane suffer from out-of-focus blur, which is also known as bokeh.
Using a bokeh effect properly is typically identified with blurring non-essential el-
ements in the foreground or background, thus simplifying the frame and guiding a
viewer’s visual attention to the main object in the scene.

3D rendering employs a pinhole camera model by default, which projects every
object in the scene clearly onto the rendered image. The bokeh effect is popular
in 3D rendering [50] because it leads to more photorealistic images. Most accurate
techniques in that field, such as distributed ray tracing [119, 191] or accumulation-
buffer methods [118, 198], cannot be transplanted to the computational photography
field, due to limited scene information provided by photos.

Bokeh is not available to low-end consumer-grade cameras due to the lens de-
sign. Single-image-based bokeh simulation methods [195, 200] try to “guess” the
depth information of the input image (normally according to the contrast of object
edges), and then apply a blur effect. Since a single image cannot provide sufficient
depth cues, results of such methods often show an inconsistent spatial logic and look
artificial, accordingly. Existing stereo-based bokeh simulation research [10, 199, 185]
places the emphasis on time efficiency, which is important for online video editing.
Chapter 5 presents a stereo-based bokeh simulation method which aims at a high
visual quality of the bokeh effect.

Star effects often appear in night-time photos, i.e. star patterns around highlights.
A star effect is normally caused by Fraunhofer diffraction [27]. Such a phenomenon
is most visible when bright light from a “nearly infinite” distance passes through a
narrow slit, causing the light to spread perpendicular to the slit. Those star patterns
are visually simulated in 3D rendering [86, 122]

Star effects are often essential for defining the aesthetic meaning of night-time
photos. Current image sensor technology is so powerful that night-time photos can
be taken with a mobile phone, hand-hold. In such a case, a star effect is not achiev-
able due to the use of large aperture. To the best of my knowledge, I presented for
the first time an image-based star-effect simulation in [5]. This method is presented
in Chapter 6

2.5 Evaluation in Computational Photography

Researchers may question the performance or validity of developed methods, thus
evaluation techniques are necessary. In general, evaluation techniques can be divid-
ed into objective or subjective. Computational photography techniques are impor-
tant in two ways, practical or fun. According to the purpose of a method, proper
evaluation methodology has to be employed.
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Evaluation techniques are normally of general meaning. Discussion in this sec-
tion involves evaluation methodology in a wider field that includes computer vi-
sion, computer graphics, or image processing.

Objective evaluation In a pragmatic research field, the target is normally specific
and convergent. For example, stereo vision aims at estimating the distance between
each visible point in a scene and the camera, which is an objective target [102, 179].
The correct distance is unique for each point. An additional target is to save space
or time cost as far as possible, which is also objective. Similarly, the tasks of noise
reduction [31] or image completion [24] are specifically-defined, and the targets are
objective. In such fields, objective evaluation is an appropriate choice.

For a specific and convergent target, it is possible to generate ground truth, i.e.
the expected output, either manually or using additional input information. For
example, ground truth for image segmentation [133], matting [55, 147], or salient
region detection [39] can be generated manually. Depth information obtained from
a time-of-flight sensor can be used as ground truth for stereo vision.

Quantitative evaluation can be achieved by measuring a distance between the
output of a method and the ground truth. For various requirements of applications,
such an evaluation can also be studied for two measures, the recall rate, and the
precision rate.

The numerical result is beneficial for comparing different methods side-by-side.
A mature form of such an evaluation is a benchmark, which ranks methods in a re-
search field by specifying a data set and a rating system.

The KITTI Vision Vision Benchmark Suite [176] provides benchmarks on several
techniques related to autonomous driving, including stereo vision, optical flow, vi-
sual odometry, 3D object detection, and 3D tracking [64]. The test data set is record-
ed with a pair of high-resolution video cameras in Karlsruhe city. One of the cameras
is chromatic, the other is grayscale. Ground truth is generated by a GPS and a 360◦

Velodyne laser scanner.
The Middlebury Computer Vision Pages [177] provide benchmarks on stereo vision,

multi-view stereo vision, energy minimization for Markov random fields, optical
flow, and color restoration. The selection of a stereo-vision data set [156] is focused
on indoor scenes. The multi-view stereo-vision data set [161] is generated by 3D
rendering.

The Berkeley Segmentation Dataset and Benchmark provides a data set of 1,000 im-
ages [133]. The segmentation ground truth was labeled by 30 human subjects.
Benchmarks can also be seen on image matting [147], video matting [55], object
tracking [192], and so on.

Note that even objective evaluation is only an estimation for the performance of
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a method on a limited data set. Benchmarking is an effective way to evaluate meth-
ods in short term. In long term, benchmarking urges data-oriented methods to be
optimized for the test data set. Such methods might lead away from the require-
ments of real-world applications. An example can be seen in the stereo-vision field.
Here, top-ranked methods in the Middlebury stereo-vision benchmark [156] rarely
perform well in the KITTI stereo vision benchmark [64], and vice-versa.

Subjective evaluation For various computational photography tasks, especially
for those related to aesthetics, targets are subjective. A typical target is to gener-
ate “good-looking” results, where “good-looking” cannot be defined or measured
analytically. In addition, such a target is diverging. Good-looking results are not
unique. Though aesthetic measurements are studied, the artistic value of artwork-
s cannot be compared in numbers, because it is subjective, i.e. it depends on the
background of the viewer. In such a case, ground truth is not possible, and objective
evaluation cannot be performed.

While the targets are subjective, it is straightforward to let people access the
results. If a method aims at simulating a certain kind of human drawing style, a
Turing test can be used as an evaluation.

To evaluate whether the synthesized edges in graphs maintain a similar appear-
ance of hand-drawn edges, a user study was performed in [144]. Twelve graphs
with the same content, but different layout, were created. Each graph contained 15
edges, some of which were hand drawn, the others were generated by the method
proposed in [144]. Ten human subjects were shown all those graphs, and asked to
distinguish between hand drawn or generated edges. The correct rate of the iden-
tifications was close to 50%, which indicates that the appearance of the generated
edges and the hand-drawn edges cannot be distinguished by a human. This conclu-
sion was supported by a t-test.

A Turing test only works if the target of a method aims at simulating human abil-
ities. It cannot be taken as a general standard for evaluating the value of a method,
because “similar to a human drawing” is not the only norm of a computer-generated
image.

For methods that aim at aesthetic quality, it is possible to evaluate the results by
the preference of the viewers. Such preferences can be collected using a question-
naire, survey, or an interview.

A face-beautification method is presented in [53]. For an evaluation, pairs of o-
riginal and beautified portraits were displayed to human subjects. The question is
“which face in each pair is more attractive?” For female portraits, 79% of selections
went to the beautified versions. For male cases, the ratio was 69%. Such results are
statistically significant, indicating that the proposed process is indeed a beautifica-
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tion.
Bokeh simulation results in [185] were simply evaluated by letting 20 human

subjects score them, from 0 (not acceptable) to 9 (excellent). The average score was
taken as the overall quality of the generated results. The conclusion was that the
proposed method was “satisfactory” [185].

Appreciate, instead of measure It is commonly stated that artworks cannot be
measured, they should be appreciated [71]. The value of an artwork to a person is
only related to how he or she appreciates this piece of work. It is not according to
a statistical evaluation provided by opinions of other people. The results of artistic
rendering should be appreciated in the same way.

A common way of demonstrating a method in the computer graphic area is
showing demos directly [152] – a purely subjective evaluation. Comparisons be-
tween methods may simply be achieved by showing side-by-side the results of those
methods using the same input [163]. In such a case, methods should be assessed
from several aspects, such as good-looking or similar to a certain traditional artistic
style [71].

Rosin and Lai [152] propose a method that renders a photo into several car-
toon styles. The method was evaluated by purely showing a gallery of result im-
ages [152]. The advantages or limitations of the method were then discussed ac-
cording to those results.

Shih et al. [163] transfer the style from an example portrait to a target portrait.
The method was also evaluated by just showing result images [163]. The proposed
method was compared with other methods by showing results of those methods
using the same input [163]. A conclusion that “our result is closer to the example”
was obtained from such a comparison.

Doyle and Mould [52] render a given photo into the style of painted stained
glass. Similarly, the method was only evaluated by showing demos [52]. The pro-
posed method was compared with another method by placing one result of each
method in a figure [52]. The results were even generated from different input im-
ages. No good or bad can be concluded from such a comparison. It just shows
differences between those methods.

A user study was not performed in these works. Similar cases are countless. In
such a case, authors and readers are the human subject who perform the subjective
evaluation.

Benchmarking can also be used in such a pure subjective evaluation, in a differ-
ent way. A benchmark for evaluating stylization is proposed in [136]. In this case,
the benchmark is only a public data set, which is carefully designed. Methods can
then be compared after running on the same data set, in the way of being appreciat-
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ed.
For explorative research in a field which is far from mature, the requirement of

robustness is not critical (not discussing here different ways how to define “robust”).
The evaluation of a method focuses in general on understanding its potentials; the
upper limit of a method is more of concern than the lower limit. For this general
case, a very common evaluation strategy is that significant demos are shown, each
showing an advantage of the method with respect to one or more aspects.

This thesis addresses evaluations of the proposed methods in Chapter 7.



Chapter 3

Computer Vision Basics

This chapter informs briefly about used or related techniques from the computer vision and
image processing areas.

3.1 Image Definition

In this thesis, an image I is defined on a rectangular set Ω ⊂ Z2 of pixel locations. By
default, I is a color image expressed in RGB color space, with I(p) = (R,G,B) for
p ∈ Ω and 0 ≤ R,G,B ≤ Gmax. Let Ncols ≥ 1 and Nrows ≥ 1 be width and height of
Ω, respectively. Position O be the center of Ω (as an approximation of the principle
point), and |Ω| = Ncols × Nrows is the cardinality of pixels in I . We assume that I
follows a left-hand coordinate system.

We suppose that lens distortion has been corrected in the used cameras, otherwise
we can correct it by using the lens profile provided by the manufacturer. Altogether,
we consider an input image I as being generated by undistorted central projection.

In stereo vision, we assume that the left image of a stereo pair is the base image
Ib, and the right image is the match image Im.

L*a*b* Color Space

The L*a*b* color space (or Lab space for short) is a 3D real-number space, first defined
by Hunter in 1948 [88]. This color space is designed to involve all perceivable colors,
and the structure of this color space is close to human visual perception laws. (In
comparison, RGB color is designed for monitors, and CMYK color for printing.)

The L∗ channel denotes lightness, with L∗ = 0 for the darkest black and L∗ =

100 for the brightest white. The color channels a∗ and b∗, defined on interval [−128, 127],
represent “red-green” and “yellow-blue” color opponents, respectively. We have
a∗ = 0 ∧ b∗ = 0 for true neutral gray. See Fig. 3.1 for an illustration of the meaning
of each channel, and the structure of the color space.
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Since the RGB color model is device-dependent, there is no simple formula con-
verting between RGB and L*a*b*. Suppose we have an image I(p) = (R(p), G(p), B(p))

in the absolute color space sRGB, we can first transform the color into the CIE-XYZ
space [166] by X(p)

Y (p)

Z(p)

 =

 0.412453 0.357580 0.180423

0.212671 0.715160 0.072169

0.019334 0.119193 0.950227

 ·
 R(p)

G(p)

B(p)

 (3.1)

Then, the L*a*b* color can be obtained by

L(p) =

{
116 · Y (p)

1/3 − 16 Y (p) > 0.008856

903.3 · Y (p) Y (p) ≤ 0.008856
(3.2)

a(p) = 500 · (f(X(p))− f(Y (p))) (3.3)

a(p) = 200 · (f(Y (p))− f(Z(p))) (3.4)

f(t) =

{
t1/3 t > 0.008856

7.787 · t+ 16/116 t ≤ 0.008856
(3.5)

These are all calculations based on approximate experimental estimates of parame-
ters, but widely accepted as being of sufficient accuracy.

The gamut of the L*a*b* space exceeds the RGB or CMYK gamut. Unlike the
RGB space, this color space keeps hue or saturation accuracy in extreme dark or
bright conditions.

Figure 3.1: LAB color space. Left: Meaning of each channel. Right: Structure of the
color space. The picture on the right is in the public domain in [143].

HSV Color Space

The HSV color space [94], also known as HSB, is an cylindrical coordinate represen-
tation of the cubic RGB space, in which H, S, and L stand for hue, saturation, and
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value (i.e. brightness), respectively. In the cylindrical model, the angular dimension
corresponds to hue (0◦ for red, 120◦ for green, and 240◦ for blue), the distance from
the axis corresponds to saturation (the central vertical axis denotes grey), and the
distance along the axis corresponds to value.

This color space attempts to be more perceptually relevant than the Cartesian
representation used in the cubic RGB model. The relationship between two colors
is more intuitive in the HSV space than in the RGB space. For example, in order
to reduce the saturation or lightness of a color, normally all three channels in RGB
space need to be modified, while in the HSV space only one channel needs to be
changed. See Fig. 3.2 for an illustration of the meaning of each channel, and of the
structure of this color space.

An RGB image I(p) = (R(p), G(p), B(p)) can be converted into HSV space by

V (p) = max{R(p), G(p), B(p)} (3.6)

δ(p) = V (p)−min{R(p), G(p), B(p)} (3.7)

S(p) =

{
δ(p)/V (p) if V (p) 6= 0

0 otherwise
(3.8)

Ĥ(p) =


60 · [G(p)−B(p)]/δ(p) if V (p) = R(p)

120 + 60 · [B(p)−R(p)]/δ(p) if V (p) = G(p)

240 + 60 · [R(p)−G(p)]/δ(p) if V (p) = B(p)

(3.9)

H(p) =

{
Ĥ(p) + 360 if Ĥ(p) < 0

Ĥ(p) otherwise
(3.10)

Figure 3.2: HSV color space. Left: Meaning of each channel. Right: Structure of the
color space. The picture on the right is in the public domain in [90].
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3.2 Stereo Vision

Achieving depth information from images is of essential importance for image anal-
ysis. Various kinds of sensors can be used for estimating depth information [102], for
example, binocular stereo [58, 78], structured lighting as used in the Kinect [101], depth
from defocus (DFD) [158], a light-field camera [138], 3D laser imaging systems [26], or
just GPS and existing georeferenced models [110]. Among those, binocular stereo is
the common sensor used for indoor or outdoor scenes. The underlying methodol-
ogy is close to principles of human vision defined by point correspondences, thus
defined disparities, and applying a triangulation method to derive depth from dis-
parities.

A complete stereo vision process for high-accuracy stereo-vision applications
involves camera calibration (of all intrinsic and extrinsic camera parameters), image
rectification (for mapping base and match image into a canonical stereo geometry
where epipolar lines are identical image rows in both images), stereo matching for i-
dentifying corresponding pixels on epipolar lines (thus identifying disparities), confi-
dence evaluation of calculated disparities, (low-confidence values are ignored, thus
contributing to the set of black pixels shown in the original depth map shown in
Figure 3.5, right) and finally applying a triangulation for mapping disparities into
depth values.

Stereo Vision Setups and Calibration

There are several possible settings for taking stereo pairs. A precast stereo camera
can be a simple choice. If specific image sensors, lenses, or base lines are needed,
it is flexible to mount two monocular cameras on a platform in parallel. For static
scenes, a slide for one monocular camera on a tripod is appropriate. See Fig 3.3 for
a brief illustration of these settings.

To calculate the position of a 3D point P in world coordinates, we need to identi-
fy pairs of corresponding points Pb in the base image Îb and Pm in the match image
Îm. With intrinsic and extrinsic parameters obtained from camera calibration, Îb and
Îm can be rectified into Ib and Im in canonical stereo geometry.

Camera calibration usually starts by taking photos of a specific (known) pattern,
for example a chessboard as shown in Fig. 3.4. Intrinsic (e.g. lens distortion) and
extrinsic (e.g. spacial relationship between the two cameras) parameters of cameras
can then be calculated with the detected pattern.

The canonical stereo geometry of two cameras (also known as the standard stereo
geometry ) is characterized by having an identical copy of the camera on the left
translated by base distance b along the Xs-axis of the XsYsZs camera coordinate
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system, thus defining the camera on the right [102]. After geometric rectification
into canonical stereo geometry, two corresponding points in the base and match
images are always in the same image row - if not occluded in one of the two images.
This reduces the complexity of identifying corresponding points from a search in
the image plane to a search along image rows.

Stereo Matching

Stereo matching techniques, such as belief-propagation [58] or semi-global match-
ing [78, 75], can be used for calculating a disparity map. Such methods take a recti-
fied stereo pair Ib and Im (in canonical stereo geometry) as input. For each pixel p
in Ib, a stereo matcher aims at identifying a corresponding pixel pm in Im; correspon-
dence is here defined in the way that p and pm are projections of the same point P in
the scene. Since Ib and Im are in canonical stereo geometry, p and pm should be on
the same epipolar line (thus on the same image row). The shift in image coordinates
between p and pm identifies the disparity d(p) = dp. Function d is a disparity map or
disparity function defined on Ω.

A point P in the scene “at infinity” (e.g. in the sky) has disparity 0. If P moves
closer to the recording cameras then we have an increase in disparity. See Fig. 3.5 for
a colored disparity map generated by semi-global matching (SGM) [78]. The image
on the right shows also the used color key as vertical bar.

Depth values are calculated based on disparities as follows:

D(p) =
f · b
dp + ∆

(3.11)

where ∆ is a small positive number to avoid a division by zero, f is the focal length,
and b is the base distance between both cameras.

Figure 3.3: Stereo camera settings. From left to right: A consumer-level stereo camer-
a, two monocular cameras mounted on a platform in parallel, a monocular camera
mounted on a slidable platform, and a mobile phone with a stereo camera.
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Figure 3.4: Stereo calibration. This figure only shows one pair of calibration photos.
In practice several pairs (e.g. 20 or 30 pairs) are needed. Coloured lines illustrate
detected patterns on the calibration board.

Stereo matching solves a labeling task by assigning a label (i.e. a disparity) to each
pixel location

d : Ω→ L (3.12)

L = {0, 1, 2, ..., dmax} with |L| = dmax + 1 (3.13)

The set L of labels is discrete. The user parameter dmax is the maximum possible
disparity. Labeling aims at calculating a labeling function d that minimizes an energy

Figure 3.5: Stereo matching. Left and middle: Input stereo pair. Right: A colored
disparity map generated by semi-global matching (SGM) [78] also showing the used
color key as a vertical bar on the right.
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(i.e. error) function

E(d) =
∑
p∈Ω

Edata(p, dp) +
∑
q∈Ap

Esmooth(dp, dq)

 (3.14)

where Edata and Esmooth are data and smoothness cost functions, respectively, and
A(p) = Wp \ {p} for a pixel neighbourhood Wp of p.

Since each pixel location needs a label, we have (dmax + 1)|Ω| possibilities for a
labeling function d. Selecting a labeling that minimizes Eq. (3.14) is a challenge with
respect to accuracy and time-complexity.

Basic and Iterative Semi-Global Matching

Since the stereo matching task is too complex as a global optimization problem, it is
common to consider sub-optimal solution approaches. For geometrically rectified
stereo images we consider only one scanline of pixels p0, p1, ..., pn in the base image
at a time for identifying pairs of corresponding pixels, where p0 and pn are on the
border of Ω.

Those pixels are then labeled one-by-one. The labeling task can be viewed as a
shortest path problem in a weighted graph. Each pixel location pi defines a stage
in the problem, and we have no more than dmax + 1 nodes at each stage. Such a
problem can be solved using dynamic programming [78]

A stereo matcher needs a data-cost function Edata when calculating the local data
similarity between a pixel in the base image and a pixel in the match image, consid-
ered to be a candidate for a corresponding pixel. A common way is to compare a
(2l+ 1)× (2k+ 1) neighbourhood window Wp in Ib and the corresponding window
Wq in Im, for p = (x, y) and q = (x+dp, y). Considering Ib and Im as base and match
image, respectively, we have the sum of squared differences (SSD) data cost as

ESSD(p, dp) =

l∑
i=−l

k∑
j=−k

[Ib(x+ i, y + j)− Im(x+ d+ i, y + j)]
2 (3.15)

It is well known that the simple SSD data cost measure fails normally on real-
world images, for example due to possible lighting differences in base and match
image. It is important to have a data-cost function which does not rely on the inten-
sity constancy assumption. An option for reducing the impact of lighting differences
is to normalize with respect to the mean of the compared windows. The zero-mean
version of SSD (ZSSD) is defined as follows:

EZSSD(p, dp) =
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l∑
i=−l

k∑
j=−k

(
[Ib(x+ i, y + j)− B̄p]− [Im(x+ d+ i, y + j)− M̄q]

)2 (3.16)

where B̄p is the mean value of Wp in Ib, and M̄q the mean value of Wq in Im:

B̄p =
1

(2l + 1)× (2k + 1)

l∑
i=−l

k∑
j=−k

Ib(x+ i, y + j) (3.17)

M̄q =
1

(2l + 1)× (2k + 1)

l∑
i=−l

k∑
j=−k

Im(x+ d+ i, y + j) (3.18)

Additionally, it is also common to normalize the variance of the compared win-
dows, defining a normalized cross correlation (ZNCC) data cost

EZNCC(p, dp) =

1−

l∑
i=−l

k∑
j=−k

[Ib(x+ i, y + j)− B̄p] · [Im(x+ d+ i, y + j)− M̄q]√
σ2
p · σ2

q

(3.19)

where σ2
p and σ2

q are the variance of Wp and Wq , respectively:

σ2
p =

l∑
i=−l

k∑
j=−k

[Ib(x+ i, y + j)− B̄p]
2 (3.20)

σ2
p =

l∑
i=−l

k∑
j=−k

[Im(x+ d+ i, y + j)− M̄q]
2 (3.21)

The zero-mean normalized census (ZCEN) data cost function is defined as follows:

EZCEN(p, dp) =

l∑
i=−l

k∑
j=−k

ρ(x+ i, y + j, dp) (3.22)

where

ρ(u, v, d) =


0 Ib(u, v) > B̄p ∧ Im(u+ d, v) > M̄q

0 Ib(u, v) < B̄p ∧ Im(u+ d, v) < M̄q

1 otherwise

(3.23)

This data cost function is also a recommended choice for ensuring stereo matching
accuracy under varying intensities in base and match image.

There are some standard choices for selecting the smoothness costEsmooth(dp, dq)

between two adjacent pixel locations q and q on a scanline, such as Pott’s model,
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linear truncated cost, or quadratic truncated cost [102]. For the case of SGM, it is
common to use a smoothness cost specified by

Esmooth(dp, dq) =


c1 |dp − dq| = 1

c2
|Ib(p)−Ib(q)| |dp − dq| > 1

0 |dp − dq| = 0

(3.24)

where the first condition defines the penalty c1 > 0 for a small difference in dispar-
ities, the second condition reduces the penalty at a step-edge by a simple approxi-
mation of the image gradient |Ib(p)− Ib(p+ 1)|, and the third condition shows that
Esmooth(dp, dq) = 0 iff dp = dq .

Dynamic programming tends to propagate errors along a scanline, thus it is com-
mon SGM strategy to consider scans in different directions. Assume we have a cost
value Ea(dp) for each pixel in Ω by running dynamic programming along a scanline
in direction a. Now we do the scan along different scanlines, sum up the cost value,
and select the disparity which defines the overall minimum. We call this the basic
semi-global matching (SGM) algorithm, as defined in [78].

For each pixel location p, scanlines running from p to the border of the image are
used for propagating smoothness costs for disparities calculated at adjacent pixels
along such scanlines. By selecting only a few scanlines (normally 4 or 8), this stereo
matcher is not global, but just semi-global. On the other hand, the consideration of
scanlines up to the border of the image is an efficient extension of a solely local
matching strategy which is unable to detect reasonable pixel correspondences.

Several variants of SGM have been proposed. The iterative semi-global matching
(iSGM) [75] applies a hierarchical refinement of results, from low to high resolution.
When detecting a (thin) vertical object at one resolution, it aims at keeping it at the
higher resolution, thus avoiding that the favoured horizontal regularisation is “eras-
ing” the detected vertical structure. This mechanism is beneficial for the detection
of thin non-horizontal objects such as branches of a tree, which is also important for
our application.

Matcher iSGM applies different weights when optimizing along rays running
from p to the border of the image, with assigning the highest weight to the horizontal
directions, thus enforcing improved regularisation in horizontal direction. This is
in particular important for estimating the ground manifold in a scene, being the
reference manifold in a taken photo.

Stereo Refinement

Depth maps generated by stereo matching are still imperfect for computational pho-
tography for the following three reasons:
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• Depth values for some pixels are unavailable in a photo, represented by holes
in the depth map (see Fig. 3.6, blue frame). Those holes can be due to occlusion
(i.e. some pixels in Ib do not have a corresponding pixel in Im; depth in such
a region cannot be calculated by stereo matching), which is inherent to stereo
vision, or due to low confidence [102] in stereo matching. Close-up objects,
such as people in a portrait photo, cause large occlusions on the left side of
the object silhouette. For object detection or distance measurement tasks, such
holes can be tolerated to some extent, but for photo editing a dense depth map
is needed.

• The depth map may include inaccurate object edges. Because of the smooth-
ness error term Esmooth in Eq. (3.14), a matcher tends to produce coarse object
silhouettes, especially on the occlusion side. The issue is especially noticeable
for objects with a detailed geometry, for example for tree crowns (see Fig. 3.6,
yellow frame). For photo editing, even slight mismatches on some clearly vis-
ible edges introduce visual discomfort.

• The depth map may include speckle noise (see Fig. 3.6, red frame) caused by
miss-matching.

Thus, a stereo refinement process is needed. We observed that for computational pho-
tography tasks, the depth map should in general have little “collision” with human
visual cognition of the base image. On the other hand, computational photogra-
phy tasks do not require 100% accurate depth information. Informally speaking, a
depth map needs to look “plausible”. The goal for our stereo refinement process is
to establish a coherence between depth and image content, instead of aiming at an
accurate dense depth map.

Inpainting techniques [127] fill unavailable pixels in a depth map; such a tech-
nique does not revise inaccurate object edges.

A bilateral filter, also known as “surface blur”, is a selective mean filter for image
smoothing or noise reduction. The filter does a weighted average for each pixel p in
image I in a window Wp considering both the spatial and color intensity distance of
pixels:

Ibilateral(p) =
1

ωp

∑
q∈Wp

I(q) · fc(‖I(q)− I(p)‖2) · fs(‖q − p‖2) (3.25)

where fc is the kernel for color-intensity distances of pixels, fs is the kernel for the
spatial distance of pixels, and ωp is a normalization parameter defined by

ωp =
∑
q∈Wp

fc(‖I(q)− I(p)‖2) · fs(‖q − p‖2) (3.26)
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Figure 3.6: Issues in a depth map generated by a stereo matcher. This figure shows
the depth map of Fig. 3.5 overlapped with the base image. Blue frame: Holes (i.e.
pixels where depth values are unavailable). Yellow frame: Inaccurate object edges.
Red frame: Speckle noise.

Here, fc and fs can be Gaussian functions.
The joint bilateral filter [109, 134] is a variation of a bilateral filter for depth refine-

ment. This filter uses the original color image I to refine the corresponding disparity
map d:

dj bilateral(p) =
1

ωp

∑
q∈Wp

d(q) · fc(‖I(q)− I(p)‖2) · fs(‖q − p‖2) (3.27)

3.3 Mean-shift Segmentation

Image segmentation divides an image I into regions, called segments (connected sets
of pixel locations). Mathematically, such methods partition the carrier Ω of I into a
finite number of segments Si, for i = 1, ..., n, such that

Si 6= ∅ for i ∈ {1, ..., n} (3.28)
n⋃
i=1

Si = Ω (3.29)

Si ∩ Sj = ∅ for i, j ∈ {1, ..., n} and i 6= j (3.30)
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The goal of image segmentation is to simplify the representation of an image into a
framework that is more meaningful and easier for further analysis. Image segmen-
tation creates segments of connected pixels by analysing some similarity criteria
(e.g. color, intensity, or texture), possibly supported by detecting pixels that show
some dissimilarity with adjacent pixels [102].

We use mean-shift segmentation in Chapter 4 for depth refinement that protect
edges. Mean-shift image segmentation [42, 102] is a histogram-based method, using a
well-established pattern recognition procedure, called mean-shift.

Mean-Shift Algorithm

Mean shift, first presented in 1975 by Fukunaga and Hostetler [62], is an iterative
steepest-ascent method for locating the maxima of a density function. The method
is widely used in multi-dimensional data analysis, and not limited to the computer
vision area.

Suppose we have m feature vectors f(ui) ∈ Rn, for 1 ≤ i ≤ m, in an n-
dimensional feature space Rn (e.g. for an image I we have m = Nrow × Ncol). We
define a kernel density function fr,K(u) with kernel K and radius r on a position u

by

fr,K(u) =
1

mrn

m∑
i=1

K

(
1

r
· (u− ui)

)
(3.31)

Figure 3.7: 1D profiles of three different kernel functions. Blue: Uniform kernel.
Yellow: Triangular kernel. Red: Gaussian kernel.
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Here K(u) is a radially symmetric kernel

K(u) = ck · k(‖u‖22) (3.32)

Such a kernel is generated by a 1D profile k(x) and a constant ck, satisfying∫
Rn

K(u) =1 (3.33)

The profile k(x) can be, for example, uniform, triangular, or Gaussian (see Fig. 3.7
for an illustration). Now, Eq. (3.31) can be written as

fr,k(u) =
ck
mrn

m∑
i=1

k

(
1

r2
· ‖u− ui‖22

)
(3.34)

The gradient of fr,k at u can be calculated as

gradfr,K(u) =
2ck

mrn+2

m∑
i=1

(u− ui)k
′
(

1

r2
· ‖u− ui‖22

)
(3.35)

Local peaks of the feature space are reached at such a u where gradfr,K(u) = 0.
Let g(x) = −k′(x) and ∆ = 1

r2 · ‖u− ui‖22. Then, Eq. (3.35) can be written as

gradfr,K(u) =
2ck

mrn+2

m∑
i=1

(ui − u)g (∆) (3.36)

=
2ck
r2cg

[
cg
mrn

·
m∑
i=1

g (∆)

]
m∑
i=1

ui · g (∆)

m∑
i=1

g (∆)
− u

 (3.37)

Now the first factor of Eq. (3.37) is a constant, and the second factor is another den-
sity function fr,g . We denote the third factor as being the mean-shift vector mr,g(u):

mr,g(u) =

m∑
i=1

ui · g (∆)

m∑
i=1

g (∆)
− u (3.38)

The mean-shift vector follows the direction of the gradient.
Given a position u in the feature space, a mean-shift algorithm iteratively cal-

culates the mean-shift vector mr,g(u), and translates the kernel by mr,g(u) until
‖mr,g(u)‖2 < τ . Now a local peak is detected. Parameter τ is a threshold.
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Mean-Shift Image Segmentation

Mean-shift image segmentation requires at first a selection of a set of features. The
version defined in [102] considers the distribution of values in an image I as a fea-
ture space. For an n-channel image I , we have m = Nrow × Ncol feature vectors
in the feature space. An n-dimensional histogram is built as a uniformly digitized
feature space, with the sum of all the values in the histogram equal to m.

For efficiency, such a feature space is then partitioned into small windows ac-
cording to a scale parameter m. The parameter m is also used for controlling the
“degree” of clustering. A window with value 0 everywhere (i.e. no feature vector
falls in such window) is seen as non-active.

For each active window, we take the centroid as the initial mean. We iteratively
move each mean according to the mean-shift procedure as discussed above. If a
newly calculated mean is equal to the previous mean (i.e. in the previous iteration),
the corresponding window is assigned a final mean and becomes non-active. If the
means of several windows are identical in an iteration, or the mean of a window
moves to a location that is already occupied in a previous iteration step by another
window, these windows are merged (i.e. a following condition). The process stops
when there is no active window. Windows, whose final means are very close to each
other, are also merged.

Each (merged) window at last is assigned a label, and the corresponding pix-
el locations are clustered into one segment. See Fig 3.8 for a result of mean-shift
segmentation. Each segment is labeled by its mean color.

Note that a segmentation generated by this process may be not continuous in
image space. Such discontinuity is beneficial for analyzing complex geometries.
The method leads to over-segmentation compared to semantic segments.

3.4 Image Matting

Image matting can be seen as “soft” image segmentation. Compared to “hard” seg-
mentation [91], image matting can represent object edges more accurately, especially
for complex structures which contain detailed sub-pixel information. In Chapter 5
we use closed-form matting [124] to separate the main object from the background,
for subsequent revision of depth information around the silhouette.

Image Matting Problem

Image matting refers to the problem of accurately extracting foreground objects
from an image I [183], defining a set F of foreground pixels, partially overlapping
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Figure 3.8: Mean-shift segmentation. Left: Input image. Right: Mean-shift segmen-
tation result. Each segment is labeled by its mean color.

(near borders) with a set B of background pixels. Mathematically, the observed im-
age I is modelled as a linear combination of foreground F and background B by
using a matting parameter α:

I(p) = α(p) · F (p) + (1− α(p)) ·B(p) (3.39)

with α(p) ∈ [0, 1]. (Here α is a matrix on the same carrier Ω of I . We do not write it
in bold font because we see α as an image.)

The matting problem can be generalized by considering multiple matting com-
ponents αk(p). Consider K components, specifying K layers F1, ..., FK :

I(p) =

K∑
k=1

αk(p)Fk(p), for αk(p) ∈ [0, 1],

K∑
k=1

αk(p) = 1 (3.40)

The vectors [α1, . . . , αK ]> denote the matting parameters of the image, which specify
the contribution of each layer to the final color observed at pixel location p.

All the quantities on the right sides of Eqs. (3.39) or (3.40) are unknown, and this
makes solving this task very challenging. Since the task is highly under-constrained,
interaction or assumptions are needed. Commonly, a matting method requires a
user-provided trimap, which roughly segments the input image into three regions:
foreground, background, and unknown regions. The task is to calculate the α values
in the unknown regions. A matting method often uses some local regularity or
smoothness assumptions for foreground and background.

The trimap interface requires that the unknown region is as small as possible,
in order to achieve good results. This defines a heavy burden on user interaction.
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Recent matting methods [37, 124] relax user interaction into a sparse set of scribbles
which indicate foreground and background. See Fig 3.9, middle.

Closed-Form Matting

Matting is a global optimization problem, instead of a pixel-by-pixel calculation.
Closed-form matting [124] directly aims at α without estimating F or B. See Fig 3.9,
right, for a result. The cost function used in such a method is quadratic, thus the so-
lution can be calculated by solving a sparse set of linear equations (so called “closed-
form”). The interface of this method can be a sparse set of scribbles (as shown in
Fig 3.9, middle).

We rewrite Eq. (3.39) as follows:

α(p) = a(p)I(p) + b(p) (3.41)

a(p) =
1

F (p)−B(p)
(3.42)

b(p) =
B(p)

F (p)−B(p)
(3.43)

Now we use a color line model assumption that, in a small window w(p), the values
of F or B lie on a single line in the RGB color space

F (i) = βiF1 + (1− βi)F2, ∀i ∈ w(p) (3.44)

Then we have that

α(i) =
∑
c

ac(p)Ic(i) + b(p), ∀i ∈ w(p) (3.45)

Figure 3.9: Closed-Form Matting [124]. Left: Original image. Middle: A sparse set of
scribbles of a user indicating background and foreground. Right: Matting result.
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Here, c sums over all the color channels, and w(p) is a small window (such as 3× 3)
centered at p. A proof is omitted here, but see [124] for details. The color line model
assumes that F and B are locally smooth or “regular” (a change from one color to
another). It does not mean that I is locally smooth because α can be discontinuous.

A cost function can be build as follows:

J(α, a, b) =
∑
p∈I

 ∑
i∈w(p)

[α(i)−
∑
c

ac(p)Ic(i)− b(p)]
2

+ ε
∑
c

ac(p)
2

 (3.46)

Define J(α) as
J(α) = min

(a,b)
J(α, a, b) (3.47)

Then we have that
J(α) = α̂TLα̂ (3.48)

where α̂ is the α map written as a 1D vector, and L is a |Ω| × |Ω| matting Laplacian
matrix.

Given scribble-based constraints (e.g. black strokes indicating the background,
and white strokes for the foreground), we can estimate the α map by

α = arg min
(
α̂TLα̂+ λ(α̂T − bT

S )DS(α̂− bS)
)

(3.49)

where λ is a large number, bS is a vector containing the specified alpha values for
the constrained pixels, and zero for all other pixels. DS is a diagonal matrix where
diagonal elements are equal to 1 for constrained pixels, and to 0 for all other pixels.
Let bS follow the same pixel order as α̂ does.

By differentiating Eq (3.49), and letting the derivatives be equal to 0, we have a
sparse linear system

(L + λDS)α̂ = λbS (3.50)

The α map can now be calculated.

3.5 Feature Detection

A keypoint and a descriptor together define a feature. A descriptor is a finite vector
that summarizes properties for a keypoint. A keypoint (or interest point) is defined by
some particular image intensities “around” it, such as a corner.

This section introduces oriented robust binary features (ORB) [155], which are used
in Chapter 6 for a stereo self-calibration process. Before introducing ORB features,
we specify a basic features from an accelerated segment test (FAST) keypoint detec-
tor [154], and binary robust independent elementary features (BRIEF) [33].
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We also recall briefly a random sample consensus (RANSAC) algorithm for corre-
lating features of two frames (also used in Chapter 6).

Features from an Accelerated Segment Test (FAST)

A corner in an image I is defined as a pixel location p where two edges of different
directions intersect.

Features from an accelerated segment test (FAST) [154] is a time-efficient corner detec-
tor. Instead of considering a window around a given pixel location p, FAST identifies
a corner by considering only image values on a discrete circle around p. Informally,
let

h(p, q) =

{
similar if |I(p)− I(q)| < t

darker or brighter otherwise
(3.51)

For circles of radius ρ = 3 (by default), identifying a corner requires value I(p) at
the center pixel p to be “darker” or “brighter” compared to more than 12 (of the 16
in total) contiguous pixels on the circle, and “similar” to the values of the remaining
pixels on the circle. See Fig. 3.10 for an example of detected corners using FAST.

This process can be sped-up by first detecting locations 1, 5, 9, and 13 of the circle
(which are the four compass directions), and continue only if value I(p) is “darker”
or “brighter” compared to three of these pixel values (which indicates that point p
is possibly a corner at this stage).

For non-maximum suppression, threshold t in Eq. (3.51) can be selected such
that only T most significant points are detected as being corners.

Binary Robust Independent Elementary Features (BRIEF)

Binary robust independent elementary features (BRIEF) [33] is an efficient feature point
descriptor that uses local binary patterns (LBP). A Gaussian smoothing defined by
σ > 0 is first applied to an input image I . For a keypoint, BRIEF defines an LBP by
selecting n pixel pairs (p, q) in a (2k + 1) × (2k + 1) window in some (randomly)
defined order, with

s(p, q) =

{
1 if I(p)− I(q) > 0

0 otherwise
(3.52)

Parameter n can usually be set to be 128, 256, or 512.
By doing this, BRIEF reduces a keypoint descriptor from an n-dimensional vec-

tor into an n-bit code. Parameters σ, k, and the order of pairs define a particular
version of a BRIEF descriptor.
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Figure 3.10: FAST keypoint detector. Red: A detected corner. Blue: A circle of pixels
with radius ρ = 3.

Oriented Robust Binary (ORB) Features

Oriented robust binary features (ORB) [155] detects keypoints by an extended version
of the FAST corner detector, and uses as descriptor an extension of BRIEF.

A discrete circle of radius ρ = 9 is used by default (instead of ρ = 3 in the original
FAST) for corner (thus keypoint) detection. Keypoints are detected at different scales
of the input image (i.e. by using a scale pyramid). Non-maximum suppression is
used for selecting T “most cornerly” keypoints at different scales. Here, T > 0 is a
pre-defined threshold of keypoint numbers.

For a detected keypoint, a dominant direction θ is calculated on a disk S of pixel
values. Disk S is defined by the radius ρ. We have that

θ = atan2(m1,0(S),m0,1(S)) (3.53)

Function atan2(y, x) is a variation of the arctan function often used in computer
science, indicating the direction from the positive x-axis of a plane to the vector
given by coordinates (x, y):

atan2(y, x) =



arctan(y/x) x > 0

arctan(y/x) + π x < 0 ∧ y ≥ 0

arctan(y/x)− π x < 0 ∧ y < 0

+π/2 x = 0 ∧ y > 0

−π/2 x = 0 ∧ y < 0

undefined x = 0 ∧ y = 0

(3.54)
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Parametersm1,0(S) andm0,1(S) in Eq. (3.53) are moments of disk S, with the general
definition

ma,b(S) =
∑

(x,y)∈S

xa · yb · I(x, y) (3.55)

for a, b ∈ N.
Following the BRIEF descriptor, 256 pairs (pi, qi) of pixels are selected by a Gaus-

sian distribution within the disk S, forming a matrix S as follows:

S =

[
p0 ... p255

q0 ... q255

]
(3.56)

Let Rθ be the 2D rotation matrix of the angle θ:

Rθ =

[
cos(θ) − sin(θ)

sin(θ) cos(θ)

]
(3.57)

Then we can have a “steered” version Sθ of S as follows:

Sθ = RθS =

[
p0,θ ... p255,θ

q0,θ ... q255,θ

]
(3.58)

A steered BRIEF descriptor is now calculated by

g(Sθ) =

255∑
i=0

s(pi,θ, qi,θ) · 2i (3.59)

Here, function s(p, q) follows the definition of BRIEF in Eq. (3.52).

Invariance Properties of ORB

Invariance is an important property of a feature. Assume a scene S, a camera C, and
that we have an image I = C(S). A procedure R(I) = r is invariant to a change N(·)
in the recorded scene if

R(I) = R(Inew) (3.60)

for Inew = C(Snew) = C(N(S))

A change N(·) can be, for example, a scaling, a rotation of the scene, or a variation
in lighting.

Now consider a change N(·) for camera C. Then we can speak about invariance
with respect to

Inew = Cnew(S) = N(C(S)) (3.61)
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For example, a change can here be defined by a different lens distortion, or by an
out-of-focus blur.

The BRIEF feature is based on local binary patterns which provide some invari-
ance with respect to uniform brightness changes, but the feature is not designed for
scale or rotation invariance. ORB detects keypoints in multi-scale representations of
an input image, and calculates a descriptor with normalised direction; thus, such a
feature is invariant, to some extent, to scale, rotation, and also uniform brightness
changes.

Experiments in [102], Sec.9.2.4, show that ORB performs a little worse on rota-
tion and scaling invariance than the popular scale-invariant feature transform (SIFT)
feature [128], and performs as well as SIFT with respect to invariance for brightness
variation or blurring. Note that the calculation of ORB can be up to 25 times faster
than SIFT.

Random Sample Consensus (RANSAC)

In applications we often need to correlate features in two images. Considered two
image can be subsequent frames in a video (for tracking or motion), or two photos
taken with different cameras at the same time (for calibration). In general, there are
outliers that have no corresponding features in the other image. Here, the correspon-
dence is a global problem instead of a point-by-point matching problem. The goal
is to find a global pattern of matches.

Random sample consensus (RANSAC) [60] is an iterative method for estimating
parameters of a mathematical model. Given a set of data, we assume that a subset
of it follows the model; elements in this subset are called inliers. The other part of
the data does not follow the model; those are the outliers.

In our feature correspondence task, the data are two sets Sa and Sb of features
in two different images Ia and Ib. The model we need to estimate is a geometric
transform between Ia and Ib which correlates the two sets of features. Here we
assume that an affine transform A, covering rotation, translation, and scaling, is
sufficient for correlating the features. We represent A by

A =

 r11 r12 t1
r21 r22 t2
0 0 1

 (3.62)

satisfying  xb
yb
1

 = A

 xa
ya
1

 (3.63)
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For initialising RANSAC, we randomly select a subset Ŝa ⊂ Sa of features in Ia
with

∣∣∣Ŝa∣∣∣ = 3, and assume that such a subset is formed by inliers. A “best matcher”

subset Ŝb ⊂ Sb is selected from Ia considering only feature descriptors. An affine
transform A (with six unknowns as shown in Eq. (3.62) ) can be calculated using the
three pairs of features.

Now we apply A to all the features pa ∈ Sa, and update Ŝa by selecting all those
pa that have a “decent” matching feature at pb ∈ Sb, considering both keypoint po-
sitions after affine transform and feature descriptors. Now we call Ŝa the consensus
set. The parameters of the affine transform A can now be updated by least-square
optimization.

The iterative procedure stops when the cardinality
∣∣∣Ŝa∣∣∣ is reasonably large com-

pared to |Sa|. If the procedure convergence to an insufficient cardinality
∣∣∣Ŝa∣∣∣, then

we go back to the beginning, and select another set of three features randomly for
initialisation. This leads again to a consensus set Ŝa (and accordingly a set Ŝb), and
an affine transform A correlating the two images Ia and Ib. The number of new
attempts can be limited by a threshold.



Chapter 4

Fog Effect

Fog is an important factor in photography with a special aesthetic, emotional, or compo-
sitional meaning. We present a fog-simulation method for photo editing using binocular
stereo vision. Given a stereo pair, we estimate the depth information by stereo matching
followed by a process to refine depth results for the given photo editing purpose. Then,
depth-aware fog effects can be applied on the base image, with optional interaction for con-
trol purposes. Besides homogeneous fog, we provide three tools to control the density of the
fog media. Thus, various kinds of heterogeneous atmospheric effects can also been simulated.
Experiments show that the proposed method can achieve more natural-looking results than
manually drawn fog, our results are very close to the appearance of fog in the real world.

Parts of this chapter have been published in [3, 7, 8].

4.1 Fog Effect in Photography

Fog, mist, or haze are normally not welcome in computer vision. They play impor-
tant roles in photography with an special aesthetic meaning. In a photo with fog,
scenes are no longer clear or certainly defined as that in a non-fog photo. Such effect
can make wonderful atmosphere to the subjects if used properly. Depending on the
subject of a photo, fog can expresses a feeling like peace, secrecy, or weirdness (See
Fig. 4.10).

Fog may reduce the contrast and color saturation on certain part of an image.
Used as a compositional element, fog can enhance the spatial impression of the
photo, simplify the frame, or lead the attention of a viewer to the main object in
the foreground (See Fig. 4.11).

Recording ideal fog in a photo is challenging for photographers. Fog normally
forms during the night and lasts only until the early morning. Usually it disappears
a few minutes after the sun rise. For capturing fog in a scene, photographers need
to be patient at the ideal location, waiting for the perfect moment. This is difficult
especially for travelling photographers. In addition, fog does not occur every day.
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Figure 4.1: Fog effect for photography using stereo vision. Given a stereo pair (Top-
left), we generate a depth map by applying the iSGM [75] stereo matcher (Top-right).
We refine the depth map (Bottom-left) and apply depth-aware fog effects to the base
image of the stereo pair (Bottom-right).

4.2 Fog Effect Simulation

Adding a fog effect to a photo by computerised post-processing is a way for mak-
ing things easier. A manual addition of a fog effect is time-consuming and requires
professional skills. It would be convenient to generate fog effects by using a single
image only, but there are only limited possibilities to extract depth from a single im-
age. Single-image based modeling or rendering techniques [146, 164] try to analyze
the geometric structure of scenes in an image. These methods are either constrained
by underlying scenes [56, 80], or rely on massive human interaction [140].

Commercial image-editing software (e.g. Adobe Photoshop or CorelDraw ) pro-
vides flexible tools (e.g. pattern brush, or layer blending) for manually generating
various effects. In principle it is possible to create reasonable and natural-looking
fog effects with such tools [172, 178]. However, the process requires professional
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skills, and it is time-consuming (especially if the artist attempts to experiment with
different effects, or if the photo contains complex geometric structures).

Fog effects are widely used in 3D rendering [36]. A simple distance-fog method
uses color blending to reduce the contrast of distant objects. This method is fre-
quently used in real-time 3D applications (e.g. 3D games) for providing distance
cues, and to hide far-away objects in order to save processing power.

Physics-based models create more realistic fog effects. Methods based on ray
tracing [57, 69, 97] produce accurate and natural-looking scattering media effects
such as fog, smoke, or clouds, but at high computational costs. Single scattering
methods [54, 83, 201] simplify the participating media model, and provide simi-
lar results under a wide diversity of conditions with relatively low computational
costs. Since a stereo pair does not contain the complete model of a recorded scene,
scattering is not feasible. We choose an appearance-based model.

For achieving a natural-looking fog effect in photography, we employ the stereo-
vision technique as known in computer vision. This chapter present a method that
estimates depth information from a stereo pair, and then applies a depth-aware fog
effect on the base image, also supporting flexible human-program interaction for
control purposes. See Fig. 4.1 for an overview of our method.

We will demonstrate that a high-quality depth map is of crucial importance for
the generation of visually satisfying fog effects. Given a stereo pair, i.e. a base and a
match image, we employ iSGM stereo matching [75] for estimating depth informa-
tion. Stereo-matching results include invalid information, for example, occlusions,
speckle noise, or inaccurately matched object edges. Such invalid information may
cause an unnatural feeling (as discussed in Section 4.5). We present a novel process
to refine stereo-matching results for our purpose of visually appealing photo editing
(and not necessarily for achieving exact depth values). The key of our refinement is
to use structural features in the base image for enhancing the depth map.

First, we segment the base image using a mean-shift [42, 62] method. Significant
object edges are detected during segmentation. Then, we pre-process the sky region
and the left-hand side of the depth map generated by the iSGM stereo matcher by
removing obvious outliers. Due to the nature of stereo matching, these regions often
contain incorrect information. At last, we run a median filter on the depth map
within each segment. In this process, unavailable depth data (defining gaps) are
replaced by calculated depth (thus filling the gaps), depth around object edges is
revised, and we also remove speckle noise.

Based on this refined depth information, we proceed to the depth-aware fog gen-
eration process. Methodically we consider the interaction of light with fog as being
composed of the following three processes: the travelling of light directly to the
camera, the scattering of light from adjacent surfaces (within a defined angular dif-
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Figure 4.2: A flow diagram of our fog effect simulation method

ference), and additional incoming scattered light from other sources (e.g. from the
sky or the sun). We combine these three processes based on available depth data.
Experiments show that by applying such a model we are able to provide natural-
looking results.

We provide a flexible human-machine interface for generating various fog-like
atmospheric effects. As a base model, we provide homogeneous fog generation
which can simulate a “haze” effect. By using a brush-and-eraser tool, or by load-
ing textures, heterogeneous media effects such as “morning mist” can be achieved.
An arc-tool is designed for intuitively controlling the density of fog in radial direc-
tion of depth. Such fog effects can be applied in real-time, thus also conveniently
supporting a test of different styles.

Abbott et al. [10] also explore using a stereo-vision technique to simulate depth-
aware photo effects (including fog). Their effects are built on the base of a joint bilat-
eral refined [134] depth map. Such a depth-refinement filter is basically a Gaussian
blur which spreads invalid information instead of discarding it. In our method, we
present a more effective depth-refinement process (see Figure 4.13) and offer more
flexible fog control, especially in radial direction (see discussion in Section 4.4).

Contrary to our fog-generation method, extensive research focuses on removal
of fog from an image (i.e. dehazing) [35, 56, 66, 157, 159, 194] for image analysis or
aesthetic purposes.

A flow diagram of our fog effect simulation method is shown in Fig. 4.2

4.3 Raw and Refined Depth Map Calculation

This section outlines our way for calculating and refining a depth map to be used
for fog generation in the following section.
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Stereo Matching

For image recording, we use two individual cameras of the same brand, mounted
on a tripod in a way such that we aim at an implementation of canonical stereo
geometry (i.e. parallel optical axes and coplanar image planes).

Stereo self-calibration is used in Chapter 6. Such method is not accurate enough
for the application discussed in this chapter. We perform conventional camera cali-
bration and image rectification, as is shown in Fig. 3.4. As a result we have a rectified
stereo pair of a base image Ib and a match image Im. This could be simplified by
using a stereo camera with fixed relative poses of both camera sensors to each other;
then there would be only a need to calibrate parameters once.

Our fog effect are normally applied onto landscape photos, which may contain
complex geometric structures such as tree branches. We employ iterative semi-global
matching (iSGM) [75] as our stereo matcher of choice, which is adept in detecting
detailed structures.

A disparity map d is derived from the stereo matcher, given in coordinates of
Ib on the whole image carrier Ω. See Fig. 4.3, right, for a calculated depth map,
visualised by using a colour key.

Stereo matching results are affected by occlusion, or inaccurately detected point
correspondences, assumed to be identified by low-confidence values. All the inval-
idated pixel values are shown in black in Figure 4.3, right. For applying the depth
map for photo editing, we need a dense map having a depth value at each pixel,
and we also want to reduce noise in depth data.

To achieve such a depth-value refinement, we considered at first a joint bilateral
filter [10, 109, 134]. However, this filter is basically a Gaussian blur which does not
discard invalid information. Instead, the filter spreads such inaccurate values to
adjacent pixels. We decided to apply median filtering for stereo refinement which
has a better adaptability to outliers.

Image Segmentation

For analyzing the structural features of Ib, we employ mean-shift image segmen-
tation [42, 62] which partitions the pixels of Ib into a family S of pairwise disjoint
segments; Sp ∈ S is the segment which contains pixel location p ∈ Ω. See Fig. 4.4,
right, for a segmentation result. Each segment is labelled with its mean color.

Mean-shift tends to over-segment images. Compared with region-based seg-
mentation methods [51] or superpixel techniques [11], mean-shift appears to be the
better choice for detecting “highly non-linear” edges, and even disconnected object-
s. In general, in our application we prefer over-segmentation compared to under-
segmentation.
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Figure 4.3: Stereo matching using iSGM [75]. Left: Input stereo pair. Right: Depth
map generated by iSGM visualised by using a color key, black pixels indicate lo-
cations where depth values are unavailable, and purple pixels indicate an infinite
distance

Figure 4.4: Mean-shift image segmentation. Left: Input base image. Right: Image
segmentation by mean-shift.

As discussed in Sec 3.3, mean-shift segmentation requires at first a selection of a
set of features to be calculated at pixels in the given image. For example, these can
simply be the values in the red, green, and blue channel of an RGB image, but also
local features such as mean or variance in the intensity channel of the given image.

An object (such as a piece of grass) might be cut into several small pieces by a
complex forward object (such as a withered tree). Such resulted pieces often share
similar depth values because they are from a continuous object. Seen those small
pieces as a single object is beneficial for recovering the missing depth values caused
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by occlusion. We employ a mean-shift segmentation which is different from the
standard version defined in [42]. We convert the base image Ib from RGB into the
Lab color space which is closer to human visual cognition principles, and use the L,
a, and b channels to form a feature space in N3. Assume that each feature channel is
normalized into [0, Gmax]. The spatial locations of pixels are not used as features in
our feature space, thus the resulting segments can be not continuous: Two regions
of pixels that disconnect to each other can belong to a single segment. In such case,
objects that cut into pieces by the forward can be recognized.

By calculating frequencies of feature vectors in N3, we create a 3-dimensional
histogram for the given image. We use a bin size of 0.125 · Gmax − 1 in each di-
mension. The bin size parameter is not very sensitive. We select such parameter
by experience. A large bin size can computation time, but might reduces the ac-
curacy of segmentation if set too large. Consider an extreme case that the bin size
is set into Gmax, then the given image will always been segmented into only one
segment. Local mean-shift operations in N3 are used to identify local maxima in
feature space. All those feature combinations (i.e. bins in the 3-dimensional his-
togram) which lead (by mean-shift) to the same local maxima are merged into one
class of feature vectors. Pixels in base image Ib, having feature vectors in the same
class, define (possibly disconnected) regions, the segments of the applied mean-shift
segmentation.

Pre-processing of Depth Maps

Typically we have depth artefacts in the sky region and on the left side of the depth
map ( the left-hand side if Ib is the left image, and Im the right image of the stereo
pair) generated by iSGM, simply due to the applied stereo-matching process. (As
mentioned in Chapter 3, we assume that the left image of a stereo pair is the base
image Ib) See Fig. 4.3, right. Such artefacts would disturb our refinement process.
Thus, we designed a preprocessing method for suppressing created depth artefacts.

Sky is typically not only present in outdoor photos, but even occupying a large
region. Sky has not much variation in texture. Stereo-matching results in such a
region are often inaccurate. We detect the sky region in Ib and set the corresponding
values in D uniformly to infinity.

In regions of clear sky or clouds, values in the blue channel of Ib are typically
much higher than in foreground-objects such as trees or buildings. Thus, we define
that a pixel p belongs to the sky region if p is in the upper half of Ω (denoted by
Ωupper), and if its blue-channel value B(p) is larger than a threshold Tsky:

D(p) =∞ if p ∈ Ωupper ∧ B(p) > Tsky (4.1)
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We used Tsky = 0.9 ·Gmax in our experiments. The processing might fail on a cloudy
photo if the threshold is set higher.

We also repair depth values on the left-hand side (in set Ωleft) due to visibility in
image Ib but not in the right image Im (making it impossible that a correct disparity
is generated by stereo matching at such pixels). In general, a usual practice is to
discard a part of Ib (or of D-values) on the left-hand side, e.g. about 10% of the
image width. For photography such a cut-off is unwelcome since it might damage
the composition of an artwork. Thus, we try to repair such missing D-data in Ωleft

based on available information. Our repair is based on an assumption that normally
there is no important object in the very left region of a (meaningful) photo.

We remove invalid information from D in Ωleft for future repair of existing gaps.
We identify outliers in Ωleft by using the calculated disparity map d, since cases
of occlusion can be understood in terms of estimated distance to objects. First we
consider a pixel location p = (xp, yp) to be in Ωleft if

xp <
1

Ncols
·
Ncols∑
x=1

d(x, yp) + Crelax (4.2)

i.e., the mean disparity value in a row specifies how far Ωleft may go in this row.
Ncols is the width of Ω, and we used Crelax = 0.02 · Ncols. Next we identify d(p) as
being an outlier if this value deviates too much from the mean disparity in its row.
We set D(p) = NA if p ∈ Ωleft and∣∣∣∣∣d(p)− 1

Ncols
·
Ncols∑
x=1

d(x, yp)

∣∣∣∣∣ > Toutlier (4.3)

We use Toutlier = 0.3·dmax, where dmax is the maximum disparity in d. Such a thresh-
old value might remove part of correct depth information. That will not heavily
affect the final refinement result. Let Dpre be the (so far) pre-processed depth map
(see fig. 4.5 for an example).

Repair of the Depth Map

We apply a median filter on the pre-processed depth map Dpre, using image seg-
ments Sp ∈ S as restrictions:

Drefined(p) = median{Dpre(q) 6= NA : q ∈Wp ∩ Sp} (4.4)

where Wp is a (2k + 1) × (2k + 1) window centred at p. Parameter k is chosen
according to the scale of inaccurate edges and speckle noise in D, which is a user
parameter.
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Gaps in Dpre (regions with unavailable depth value, see black pixels in Fig. 4.3,
right, and Fig. 4.5, left) are possibly too large for being covered by the median filter;
a very large window Wp may lead to over-regularised results and low efficiency.
Thus, we run the median filter first on every pixel in Dpre, and then run the filter
iteratively on those pixels which are still unavailable (e.g. in Ωleft), until all the gaps
are filled. Let Drefined be the processed depth map. See Fig. 4.5, right, for a refined
depth map.

We assume that depth values at pixels within one object in Ib are either similar
(e.g. a tree) or continually changing (e.g. grass on the ground manifold). Thus,
we used above the voting mechanism of the median filter to eliminate noise and
unavailability where image segments in S served as restrictions in the median fil-
tering process. Informally speaking, while deciding the depth value at a pixel lo-
cation p, only pixels from the same object as p (i.e. in Sp) in Wp participate in the
process. Over-segmentation reduces the number of participating pixels and avoid-
s interference by other objects. Thus, we prefer over-segmentation compared to
under-segmentation.

Figure 4.5 shows that this process revises gaps, inaccurate depth information
around object edges, and speckle noise. The resulting map Drefined is now appropri-
ate for photo-editing purposes.

Figure 4.5: Depth map refinement. Left: Pre-processed version of the depth map in
Fig 4.3. Depth in sky regions is set into infinite, and invalid information in the left
region is removed. Value NA is also shown as black. Right: Final refined result, in
which gaps, inaccurate depth information around object edges, and speckle noise
are revised.
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4.4 Fog Rendering

This section discusses our depth-aware fog simulation model and the corresponding
human-program interface for control purposes.

Homogeneous Fog Model

Assume that the camera recording a non-fog image Ib on Ω is actually recording,
with identical camera pose, an image If which shows fog. See Fig. 4.6 for an illus-
tration of the fog model.

Light L(p) falling at a pixel location p in If can be modelled as an additive com-
bination of two terms: Lsource(p) for the light directly arriving from a light source,
and Lfog(p) for additional scattered (or ambient) light:

L(p) = Lsouce(p) + Lfog(p) (4.5)

Assuming that the fog media is homogeneous, Eq. (4.5) can be approximated as
follows:

L(p) = τ(p) · Ib(p) + [1− τ(p)] · Cfog(p) (4.6)

See [25]. In our case we take the non-fog image Ib as the light emitted from objects of
the underlying scene (reflected light for non-luminous objects). This light will now
interact with the fog media due to scattering and absorption events. Let Cfog(p) be the

Figure 4.6: Scattering events contributing to fog appearance. Green: Light directly
arriving from a light source. Blue: Scattering of light from adjacent surfaces. Orange:
Light scattered from other directions, such as from the sun or the sky.
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fog colour at p. Parameter τ denotes the amount of fog, and can be calculated by

τ(p) = exp[−Drefined(p) · ρ] (4.7)

where parameter ρ models the optical density of the fog.
Since the given stereo pair does not contain a complete 3D model of the under-

lying scene, we abstract the colour of fog as a combination of two factors balanced
by a weight ω:

Cfog(p) =
1

1 + ω
[Cair + ω · Ib,σ(p)] (4.8)

Here Ib,σ = Gσ ? Ib is a blurred version of the base image (a convolution with a
sampled Gauss function Gσ defined by standard deviation σ) which represents the
scattering of light from adjacent surfaces (within a defined spatio-angular differ-
ence); Cair is a uniform colour assigned to light scattered from other directions, such
as from the sun or the sky). Parameters σ and Cair can be chosen according to the
desired emotion in the created photo or to the given light when recording.

Heterogeneous Fog

In general, fog is not a homogeneous visual effect in reality. Accordingly we sup-
port heterogeneous fog for photo editing. We introduce a texture map, a hand-drawn
mask, and an arc tool for controlling the spatial density of fog. See Fig. 4.7 for an
illustration.

This way we simulate heterogeneous fog effects. We change Eqs. (4.6) and (4.7)
into

L(p) = τ̂(p) · Ib(p) + [1− τ̂(p)] · Cfog(p) (4.9)

τ̂(p) = fα[τh(p)] (4.10)

τh(p) = exp[−Drefined(p) · ρ · T (p) ·M(p)] (4.11)

Here, fα(·) is a mapping defined by an arc α, T : Ω → [0, 1] is a texture map, and
M : Ω → [0, 1] is a mask drawn by the user. In the default (homogeneous) case we
have that fα(x) = x, and T (p) = M(p) = 1, for p ∈ Ω (in such a case, we have that
τ̂(p) = τ(p)).

The texture map T can be used to control the local appearance of the fog, in order
to simulate the texture of some complex atmospheric effects (e.g. of smoke or mist).
See Fig. 4.7, bottom-left.

The texture map T can be loaded from some third-party resources, like a picture
in an on-line design-material library, a texture created by using commercial software
such as Photoshop, or a pattern generated by a procedural modelling method [63].
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Figure 4.7: Homogeneous and heterogeneous fog. Top-left: Original image. Top-
right: Homogeneous fog effect. Bottom-left: Adding a texture map. Bottom-right:
Adding a mask.

The artists may even try add objects into the texture map having some semantic
meaning (e.g. text, or an object silhouette).

We provide a brush-eraser tool to create a mask M . The mask can be used to
control the global distribution of the fog media, e.g. sometimes fog only gathers in
a region close to the ground. See Fig. 4.7, bottom-right.

Functionally speaking, this brush-eraser tool is depth-aware, and different to the
common brush used in commercial image editing software (such as Photoshop or
CorelDraw) for fog generation. Using as a fog brush, our stroke can control its opacity
and colour automatically (according to the underlying depth information provided
by Drefined).

The fog-control arc α is formed by a cubic Bézier curve, possibly ending at its
ends with a horizontal line segment. A cubic Bézier curve is defined by two terminal
points and two control points [103]. A line segment is shown in Fig. 4.8, right, on the
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Figure 4.8: Control of fog density by an arc α. Corresponding arcs are shown in the
top-left corners.

left-hand side of the Bézier curve. The design idea behind this tool is similar to the
curve-tool in Photoshop.

Our arc-tool supports various possible considerations. A shift of the start point
of the Bézier arc controls the depth in the scene at which the fog starts. A shift of the
end point modifies the maximum density of the fog. By shifting the control points
on the arc we specify the variation of fog density with respect to depth. See Fig. 4.8
for an application of this arc-tool.

Equation (4.11) specifies how texture map T and mask M control the density of
the fog in tangential direction of depth (see Fig. 4.9, left), while the arc-tool specifies

Figure 4.9: Texture map T and mask M control the density of fog in tangential
direction of depth (left), and the arc-tool does it in radial direction (right).
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fog in radial direction (Fig. 4.9, right). All three tools together form a flexible control
interface for controlling fog effects. In comparison, Abbott et al. [10] only provide
fog density control for tangential direction.

Figure 4.10: Fog for creating photo feelings. Left: Input photos. Right: Resulting
images. The bottom photo is converted into a grey-level image after depth-map
calculation.
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4.5 Results and Comparisons

We implemented our system on a 3.30 GHz PC with 8.00 GB RAM and no graphics
card. We run our program with photos at 2, 400 × 1, 600 resolution, used for all
the demos shown in this chapter. The run time of the preprocessing step of depth-
map calculation (including all the discussed subprocesses) is about 10 minutes, due
to the using of median filter. The fog-simulation step costs only about 1 second,
i.e. interactive modifications can be performed in real-time. Figures 4.10 and 4.11
show results created by applying our method and our user interface. By using depth
information, our method is able to produce natural-looking fog effects in an efficient
way due to a convenient user interface.

Figure 4.10 illustrates how a fog effect enhances some photo feeling from an
aesthetic point of view. In the top photo, an Asian-style pavilion, surrounded by
trees, is half-covered by fog for producing a surreal and mysterious feeling, differ-
ing from the realistic feeling of the original photo. The mist in the example in the
middle stimulates a peaceful feeling of the photo by reducing the contrast of the
photo naturally, without making it boring to look at. Note the obvious benefit of
using a depth map when generating the mist. In the bottom photo, the fog effect
emphasises a weirdness feeling for the sculpture in the foreground towards spooky;
the photo is converted into a grey-level image after depth-map calculation.

Figure 4.11 visualises three compositional functions of fog effects, e.g., simplify-
ing a frame (top), enhancing the spatial impression of the photo (middle), or helping
a viewer to pay attention to the main object in the foreground (bottom).

Figure 4.12 illustrates the use of a sunset photo for simulating morning mist. We
compare our result with real-world fog taken at the same location at another time.
Manually drawn fog (following the tutorial by [178]) is also shown for comparison.
Except for the direction of the sun light (east or west), our result shows a similar
visual feeling like the real-world morning mist (used here as the “ground truth”),
while the manually drawn fog looks artificial (because hand-drawn strokes cannot
fit perfectly to the complex object edges, and opacity cannot be set accurately).

As already pointed out in Section 4.2, a high-quality depth map is crucial for
achieving a natural-looking fog effect. For verifying this statement by one example,
see Fig. 4.13, 4.14, and 4.15. Here we show results of different stereo-refinement
methods and the corresponding fog effects.

Figure 4.13 is a representative illustration of our general observation that the
original depth map, generated by the iSGM stereo matcher, contains unavailable
pixels (shown as black pixels) and coarse object edges (see the outline of trees and
of the collapsed building). A simple Gaussian filter could assign values to those
unavailable pixels, but would blur all object edges in the depth map. A joint bilat-
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Figure 4.11: Fog for image composition purposes. Left: Input photos. Right: Result-
ing images.

eral filter works well on filling unavailable pixels while protecting existing edges,
but performs not well on correcting coarse object edges (see the left side of the col-
lapsed building and the trees). In comparison, our method adjusts depth informa-
tion around object edges more accurately (for the visual appearance).

Experimenting with fog-effected images produced by Gaussian filtering (Fig. 4.14,
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Figure 4.12: Use a sunset photo for simulating morning mist. Top-left: Input im-
age shoot at sunset. Top-right: Real-world fog recorded at the same place at in the
morning. Bottom-left: Manually generated fog effect. Bottom-right: Our result.

top-right), or joint bilateral refinement (Fig. 4.14, bottom-left), shows that geometric
scene details far away (such as incorrect edges of trees) do not support generated vi-
sual quality. For these two approaches, an image-depth misfit may cause a serious
unnatural effect, as illustrated by the collapsed building, being close to the viewer.

If a depth value of a pixel is very far away from its real depth value then it defines
an outlier. Stereo matchers often generate such outliers around edges of close objects.
According to our observations, the fog-simulation process is very sensitive to the
treatment of those outliers in the depth map. For this visual effect it is actually
not necessary to have highly accurate depth values close to object edges, but it is
important to remove outliers. The proposed depth-refinement method proved to
be effective on removing outliers from the depth map, and thus leads to a more
natural-looking fog effect. See Fig. 4.15 for a comparison of details in Fig. 4.14.

Also, the proposed left-side depth-repair mechanism avoids image cropping,
which would typically damage the photo composition as intended by the photogra-
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Figure 4.13: Comparison between the quality of different stereo refinement method-
s. Each sub-figure shows an overlap of a base image and the corresponding depth
map. Top-left: Original depth from iSGM matcher. Black pixels indicate locations
where depth values are unavailable. Top-right: Depth map processed by a Gaus-
sian filter in order to assign values to those unavailable pixels. Bottom-left: Depth
map refined by the joint bilateral filter. Bottom-right: Depth map improved by our
method.

pher.

The performance of our fog effect simulation method is limited by the variations
of the stereo matcher and the characters of the scene. A large-scale mismatching
in stereo vision, for example caused by surface reflection, might introduce massive
invalid depth information which is hard to be repaired in our proposed refinemen-
t process. Such invalid depth information may lead to visible artifacts in our fog
modelling. Our mean-shift segmentation clusters pixels with similar colors into one
segment. In some condition, color similarity between objects might introduce dis-
turbance into our refinement process.
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Figure 4.14: Illustration how the quality of depth information impacts on the fog
effect. Top-left: Original image. Top-right: Fog effect using depth map processed by a
Gaussian filter. Bottom-left: Fog effect using depth map refined by the joint bilateral
filter. Bottom-right: Fog effect using depth map improved by our method.

4.6 Summary

In this chapter, we present a fog simulation method for photography using stereo-
vision techniques. Our method takes as input a stereo pair from which a raw depth
map is calculated by stereo matching. We present a refinement process for opti-
mizing the raw depth data to meet the requirements of a photo-editing purpose.
Based on the refined depth map, we introduce a depth-aware fog simulation pro-
cess, which produces a natural-looking fog effect in either homogeneous or hetero-
geneous mode. Three tools are provided to control the density of the fog media.
Experiments show that our results can be very close to the appearance of fog in the
real world.

The quality of the available depth information is the key to our method. Stereo
matching has limitations in some cases, e.g. when estimating depth on larger non-
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Figure 4.15: Local details of different depth map in Fig. 4.13 (top-line) and the cor-
responding fog effect in Fig. 4.14 Left: Fog effect using depth map processed by a
Gaussian filter. Middle: Fog effect using depth map refined by the joint bilateral
filter. Right: Fog effect using depth map improved by our method.

textured regions, for light-reflecting surfaces, or very far-away objects. Our method
shares in such cases a possible weaknesses with the applied stereo matcher.

Our fog model is appearance-based. Since we do not do photon tracing, we
cannot scatter light between light source and object surfaces as proposed in [201].



Chapter 5

Bokeh Effect

Bokeh, a sought-after photo rendering style of out-of-focus blur, typically aims at an aesthetic
quality which is not available to low-end consumer grade cameras due to the lens design. We
present a bokeh simulation method using stereo-vision techniques. We refine a depth map
obtained by stereo matching, using some minor user interaction. Over-exposed regions are
recovered according to depth information. A depth-aware bokeh effect is then applied with
user-adjustable apertures sizes or shapes. We also simulate swirly bokeh, also known as cat-
eye effect. Our method mainly aims at the visual quality of the bokeh effect rather than (so
far) at time efficiency. Experiments show that our results are natural-looking, and that they
can be comparable to bokeh effects achieved with expensive real-world bokeh-capable camera
systems.

Parts of this chapter have been published in [2, 4].

5.1 Bokeh Effect in Photography

Bokeh (a word of Japanese origin) refers to the rendering style of out-of-focus blur in
a photo, typically aiming at aesthetic quality. Such a phenomenon is an important
composition factor in photography, especially for portrait photos.

Using a bokeh effect properly is typically identified with blurring non-essential
elements in the foreground or background, thus simplifying the frame and guiding
a viewer’s visual attention to the main object in the scene.

A lens maps points on the focal plane into points on the image plane. A point in the
scenes that is ahead or behind the focal plane will be mapped into a circle of confusion
(CoC), which leads to bokeh effect, also known as lens blur. A large-aperture lens
and a large-size sensor are normally required to ensure a sufficient degree of blur.
Such equipment are normally expensive and also (still) bulky.

In photography, the particular aesthetic quality of bokeh is affected by optical
aberrations of a lens (e.g. spherical, coma, or chromatic). The shape of a CoC is not
always a circle in real-world photos, and the light distribution can be nonuniform,
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Figure 5.1: Brief workflow of our method. Given a stereo pair as input (top-left), we
calculate a raw depth map by stereo matching (top-right), then refine the depth map
(bottom-left), and finally apply a depth-aware bokeh effect on the base image of the
stereo pair (bottom-right).

making different styles of bokeh. Degree and style of bokeh effects are significant
subjects in photography. Lens review websites typically see bokeh as an important
feature of a lens (see, e.g. [149]).

The shape of CoCs normally depends on the shape of the lens aperture. A real-
world lens would normally have a perfect circle aperture at the maximal aperture
setting. Under other settings, the shape would usually be a polygon, and the num-
ber of edges depends on the number of aperture blades.

The light distribution in a circle of confusion depends on the optical design of
specific lenses. Normally, a Gaussian-like light distribution is seen as good bokeh.
Very little real-world lenses perform such bokeh style, instead, a lot of lenses ren-
der near-uniform CoCs. Some lenses even render CoCs with bright edges and dim
center, which is normally seen as very poor [150].

Furthermore, under large aperture settings, certain lens defects may cause the
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shape of CoCs to be notably non-uniform throughout a photo, showing up as swirly
bokeh [137]. Such bokeh style is caused by the existence of a ”secondary aperture”.
A part of off-axis light that should pass the main aperture can be blocked by some
other structures of the lens. Such vignetting clips a circle CoC into a cat-eye shape.
Swirly bokeh can be created by certain vintage lenses like Helios 44-2, or vintage-
style lenses like Lomography Petzval.

These bokeh styles above can be seen as rendering signature of a specific lens,
and can have certain aesthetic meaning if used properly. Requirements on various
bokeh styles may define further constraints on the used optics equipment.

5.2 Bokeh Effect Simulation

A simulated bokeh effect by computerised postprocessing is a way for making things
easier. Bokeh is a depth-aware photo effect. Single image based bokeh simulation
methods [61, 195, 200] try to “guess” the depth information of the input image (nor-
mally according to the contrast of object edges), and then apply a blur effect. Since
a single image cannot provide enough depth cues, results of such methods often
show an inconsistent spatial logic and look artificial, accordingly.

Stereo-vision techniques and products became popular these years. Depth hints
contained in a stereo pair provide a possibility to synthesize a natural-looking bokeh
effect. In this chapter, we present a stereo-based bokeh simulation method which
takes a stereo pair as input, estimates depth information from the stereo pair, and
then applies a depth-aware bokeh effect on the base image. See Fig. 5.1 for a brief
workflow of our method. The input stereo pair can be obtained from a consumer-
level binocular camera (i.e. a calibrated pair of monocular cameras), or, for a statical
scene, by moving one monocular camera on a platform.

A proper depth map is the key towards a high-quality bokeh effect. From our
observation, absolutely accurate depth information is not required for depth-aware
photo effects. The essential requirement is a consistency of the depth map with the
geometric features of the original image (e.g. at occlusion edges of objects). Depth
maps generated by a stereo matcher tend to involve not-available pixels (due to oc-
clusion or low confidence in matching) or coarse object edges (due to a smoothing
term in the stereo matcher). From our experiments, such issues may lead to disturb-
ing bokeh effects.

Inpainting techniques [127] fill unavailable pixels in a depth map; this will not
revise invalid object edges. A joint bilateral filter [10, 134, 185, 199], as discussed in
Sec. 4.3, possesses quite limited revising ability.

A portrait photo, where bokeh effect normally applied on, contains a main ob-
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ject which is close to the camera. In stereo vision, such a main object leads to a large
occlusion region because of the short distance. Our stereo refinement method pre-
sented in Sec. 4.3 perform well on the recovery of fine details. It is challenging for
such method to recover depth in large occlusion regions because stereo match might
generate false depth information in such regions, causing a disturbance.

In order to achieve a proper depth map for the our bokeh simulation purpose, we
present a novel depth refinement method. First, as in Sec. 4.3, we remove obviously
incorrect depth information in the left-side region by a simple pre-filter. Then, we
employ an interactive alpha-matting method [124] to extract the main object of the
photo. The silhouette of the main object provide a cue of invalid depth information
in occlusion regions. Later, we remove possibly incorrect depth information around
the main object. Finally, we run a joint bilateral filter on the main object and the sur-
roundings separately, and merge results according to the alpha value. Experiments
show that our depth refinement method can achieve a better quality of a depth map
than simply running a joint bilateral filter. Such improvements on the depth map
lead to visible advances in bokeh quality.

The bokeh effect is also widely used in 3D rendering to achieve natural-looking
scenes [50]. Distributed ray tracing methods [119, 191] can achieve high accurate
bokeh effect by casting rays from a lens model instead of a “pinhole”. Recent meth-
ods that go beyond thin-lens models can also simulate several kinds of optical aber-
rations. Accumulation-buffer methods [118, 198] approximate distributed ray trac-
ing by generating multiple buffer views on the lens plane of a thin-lens model, and
then simulate bokeh by blending those buffer views. Both distributed ray tracing
methods and accumulation-buffer methods cannot be applied on photos, since 2D
photos lack enough information about occluded structures. A layered model [112]
or gathering-based methods [120] are designed for GPU computing; they are time-
efficient but suffer from several kinds of artifacts [50]. Scattering-based method-
s [121] map a pixel in the source image to a circle of confusion on the destination
image and provide a high-quality bokeh effect.

Image-based bokeh simulation is an emerging area. Existing stereo-based boke-
h simulation research [10, 199, 185] uses a synthesized light field to render bokeh,
which is similar to the accumulation-buffer methods [118, 198]. Without knowledge
of occluded structures, such methods degenerate into an approximation of a scat-
tering method. These papers also place their emphasis on time efficiency, which
is important for online video editing, but generates only a small number of buffer
views (e.g. 36 to 48 in [199]) which may lead to artifacts due to undersampling.

In comparison, we employ a dense pixel scattering, which achieves a high visual
quality of the bokeh effect. We map each point of the base image into a circle of
confusion according to the refined depth map, a user defined aperture f-number and
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Figure 5.2: A flow diagram of our bokeh effect simulation method

some camera parameters, and then merge those circles of confusion considering
partial occlusion.

The aperture shape of a real-world lens is not always a circle. Normally the shape
would be a polygon, and the number of edges depends on the number of aperture
blades. The light distribution in a circle of confusion depends on the optical design
of specific lenses, which is, normally, nonuniform. Such features have an important
impact on the visual effect of bokeh. We build an aperture and distribution model
from the input texture. Our method also simulates swirly bokeh, which have not
been simulated in other studies, to the best of our knowledge.

Gorgeous light spots rendered by bokeh is one of the most attractive parts in a
night scene photo. The dynamic range of a photo is quite limited in such scene, lead-
ing to highlight cutting: the density and color information in some very bright part
of a photo get lost. Doing bokeh rendering on such images can only obtain weak
and gray light spots. We have a depth-aware highlight estimation strategy which
recover possible values on over-exposed pixels. The recovered highlight regions are
capable for rendering proper light spots. Such highlight estimation has not been
done in previous image-based bokeh simulation research [10, 199, 185].

Main contributions of this research include a novel depth refinement for im-
proved photo editing, a depth-aware highlight estimation strategy, and an image-
based depth-aware bokeh simulation method considering different kinds of bokeh
styles. A flow diagram of our fog effect simulation method is shown in Fig. 5.2
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Figure 5.3: Remove large-scale incorrect depth information in the left-edge occlu-
sion. Left: A depth map generated by SGM (visualised by a color key). Right: A
processed depth map with incorrect depth information in the left-edge removed.

5.3 Extract Depth Information

Scattering-based bokeh simulation techniques in the 3D rendering area suppose an
RGB-D input image; RGB-D cameras are currently limited for indoor scenes. Getting
an ideal depth map from real-world is a challenge. We use stereo vision to obtain
depth information, followed by a refinement process.

Given a stereo pair Ib and Im, we run a semi-global stereo matcher (SGM) [78]
and obtain a disparity map d defined on the carrier Ω of Ib. See Fig. 5.1 for a generat-
ed depth map visualised by a color key. Then, d is pre-filtered to remove large-scale
incorrect information in the left-edge occlusion, defining a modified depth map d(1).
Here we use the same process as shown in Sec. 4.3, “Preprocessing of Depth Maps”,
to remove the left-edge incorrect information (see fig 5.3).

The main object, which should be in focus (e.g. a person in a portrait photo), is
extracted by an interactive alpha-matting. If more than one objects are all impor-
tant in a photo, then they together form the main object. Object and surrounding
define two, possibly overlapping subsets d(1)

o and d
(1)
s of disparity map d(1), with

d
(1)
o ∪ d(1)

s = d(1). Unreliable disparity values near the object silhouette are removed
from d

(1)
o and d

(1)
s , defining sets d(2)

o and d
(2)
s . We run a joint bilateral filter on both

d
(2)
o and d

(2)
s , and then merge them according to alpha values, and obtain a refined

disparity map drd. The rest of this section describes the details of our depth refine-
ment process.
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Figure 5.4: Alpha matting. Given an input color image and a few user strokes
(left) as hints, an alpha map (right) is calculated by closed form matting [124]. Black
strokes indicate background and white strokes indicate foreground.

Object and Surroundings

As we discussed in Section 3.2, a stereo matcher may produce false depth informa-
tion in an occlusion zone of the main object. (the object that should be in focus after
bokeh effect, e.g. a people in a portrait photo). Such false depth information may
lead to weird artifacts in bokeh, and they are hard to remove by a joint bilateral filter.

We employ closed form matting [124] on Ib to extract the main object, and then
remove unreliable depth information around its silhouette. Resulting gaps in dis-
parity maps are fixed in the following joint bilateral filter process. Here, the matting
technique can be seen as a segmentation method adapted to complex geometries,
e.g. to people’s hair.

The matting method needs a few user strokes to indicate the object and sur-
roundings. An alpha map α : Ω → [0, 1] is then generated from color information
of Ib. See Fig. 5.4 for an intuitive example. Such an alpha map defines two (maybe
overlapping) subsets of Ω, the object Ωo and surroundings Ωs:

Ωo = {p ∈ Ω : α(p) > 0} and (5.1)

Ωs = {p ∈ Ω : α(p) < 1} (5.2)

Accordingly, we generate disparity maps d(1)
o and d(1)

s from d(1) (see Fig. 5.5, left):

d(1)
o (p) =

{
d(1)(p), p ∈ Ωo
NA otherwise

(5.3)

d(1)
s (p) =

{
d(1)(p), p ∈ Ωs
NA otherwise

(5.4)
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Here the main object is not defined as foreground because some objects in surround-

ings may be closer. Let d
(1)

o be the mean disparity of the main object.

d̄(1)
o =

1

|Ωo|
∑
p∈Ωo

d(1)
o (p) (5.5)

Regions close to the silhouette are defined by a dilation operation [103] on both
inside Ωeo and outside Ωes the silhouette:

Ωeo = {p ∈ Ωo : ∃q [ q ∈ Ωs ∧ ‖p− q‖2 < Tfringe ]} (5.6)

Ωes = {p ∈ Ωs : ∃q [ q ∈ Ωo ∧ ‖p− q‖2 < Tfringe ]} (5.7)

Threshold Tfringe = 1.1 · d(1)

o defines the maximum possible occlusion size. Un-
reliable disparity values are then removed from Ωeo and Ωes (see Fig. 5.5, middle).
Consider a pixel location p = (xp, yp) ∈ Ω and let

d(2)
o (p) =

{
NA, for p ∈ Ωeo ∧

∥∥∥d(1)
o (p)− d(1)

o

∥∥∥
2
> 3 · σo

d
(1)
o (p) otherwise

(5.8)

d(2)
s (p) =


NA, for p ∈ Ωes ∧

∥∥∥d(1)
s (p)− d(1)

o

∥∥∥
2
< 3 · σo ∧∥∥∥d(1)

s (p)− µline
s (yp)

∥∥∥
2
> σline

s (yp)

d
(1)
s (p) otherwise

(5.9)

µline
s (yp) =

1

4
·
∑
p∗∈Ωs

d(1)
s p∗ (5.10)

σo
2 =

1

|Ωo|
∑
q∈Ωo

d(1)
o (q)

2 −

 1

|Ωo|
∑
q∈Ωo

d(1)
o (q)

2

(5.11)

[
σline
s (yp)

]2
=

1

4
∑
p∗∈Ωs

d(1)
s (p∗)2 −

 1

4
∑
p∗∈Ωs

d(1)
s (p∗)

2

(5.12)

using p∗ = (x, yp), and 4 = Ncols(Ωs, yp); µline
s (yp) is the mean disparity value on

d
(1)
s on the same line of p, σline

s (yp) is the standard deviation of disparities on d(1)
s on

the same line of p, and σo is the standard deviation of disparities on d(1)
o .

Layered Joint Bilateral Filter

We run a joint bilateral filter, as defined in Eq. (3.27), separately on both layers
d

(2)
o and d

(2)
s of the disparity map, in order to avoid depth bleeding. In this case,
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Figure 5.5: Object and surroundings refinements. Two sets of the original depth
map, object and surroundings, are obtained according to an alpha map (top). Un-
reliable disparity values close to the object silhouette are then removed (middle). A
joint bilateral filter is iteratively applied to refine object and surrounding (bottom).

both color information Ib and matting result α are involved for enhancing depth
information.

In Sec. 4.3 we employ a median filter in order to reduce the impact of outliers in
depth values. Here outliers are removed with the guidance of image matting, thus
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we use, instead, a joint bilateral filter, which is much faster than a median filter.
The (2m+ 1)× (2m+ 1) window Wp is defined according to the size of the input

image. We use m = Ncol/30 and Gaussian kernels for both fc and fs. The spatial
scale parameter σs depends on the size of Wp:

fc(‖I(q)− I(p)‖2) =
exp

[
−‖I(q)−I(p)‖

2
2

2σ2
c

]
σc
√

2π
(5.13)

fs(‖q − p‖2) =
exp

[
−‖q−p‖

2
2

2σ2
s

]
σs
√

2π
(5.14)

with

σc
2 =

1

|Ω|
∑
q∈Ω

‖I(q)‖22 −

 1

|Ω|
∑
q∈Ω

‖I(q)‖2

2

(5.15)

σs =
1

3
· (m+ 0.5) (5.16)

We iteratively run such a joint bilateral filter for three times on both d
(2)
o and d

(2)
s .

We denote the result by d(3)
o and d(3)

s , respectively (see Fig. 5.5, right).
Finally, we merge these two disparity layers according to α, and obtain the re-

fined disparity map drd:

drd(p) = α(p) · d(3)
o + [1− α(p)] · d(3)

s (5.17)

A depth map Drd can then be calculated by triangulation following Eq. (3.11).

5.4 Bokeh Rendering

We use a scattering-based method for simulating a bokeh effect. For each pixel loca-
tion p in Ib, we map it into a circle of confusion (CoC) on a destination image Ibokeh. An
in-focus pixel is maped into a CoC with an one pixel diameter. Inaccuracies around
object edges caused by occlusion are compensated. Over-exposed highlights are re-
covered according to the depth information. We use an input texture to define an
aperture and distribution model, which can simulate bokeh styles of real lenses. We
also introduce swirly bokeh simulation,

By default, the on focus distance,Dfocus, is the mean depth of the matting-out main
object; however, this value can be adjusted by the user. The degree of blur can be
controlled by a single aperture f-number parameter F (so familiar to photographers).
Users can try different bokeh styles by simply inputting a texture.
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Circle of Confusion and Gathering

In a thin lens model, an out-of-focus point p in the scene distributes into a CoC
on the image Ω, denoted by c(p). The diameter φ(p) of c(p) is determined by the
following formula:

φ(p) =

∣∣∣∣φ(A)
f · (Dfocus −D(p))

D(p) · (Dfocus − f)

∣∣∣∣ (5.18)

Here, D(p) is the distance of p from the lens plane, f is the lens’ focal length, φ(A) is
the diameter of aperture, and F = f/φ(A). Figure 5.6 shows our thin lens model.

Figure 5.6: Circle of confusion in a thin lens model.

For computational purposes, we need to measure the circle of confusion by pix-
els. To be intuitive, we convert the camera system into a “full-frame” system, where
the equivalent focal length

fFF = f · wFF/wSS (5.19)

Here, wSS is the width of real camera sensor, and wFF = 36 mm is the width of a
full-frame sensor. Thus, we adapt Eq. (5.18) into the following form

φ̂(p) =

∣∣∣∣ Ncols · w2
SS · f2

FF · (Dfocus −Drd(p))

wFF · F ·Drd(p) · (Dfocus · wFF − fFF · wSS)

∣∣∣∣ (5.20)

where aperture f-number F is the only parameter a user has to set for controlling
the degree of blur.

Assume that the light spreads uniformly in a circle. The intensity αc(q) ∈ [0, 1] is
distributed on a pixel q in circle c(p) [i.e. ‖q − p‖2 < φ̂(p)] as

αc(q) = 4/πφ̂2(p) (5.21)

Here, φ̂(p) can be a real number. Pixels on the border of c(p) need to be treated in a
resampling process, because part of such a pixel is out of circle c(p). The intensity
on such a pixel needs to be estimated by considering the pixel as a square rectangle.
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In real-world bokeh effect, a CoC of a point would not spread onto a foreground
object. Breaking this rule would cause a intensity leakage (also known as a pixel bleed-
ing), which is artificial [50]. For a pixel location p ∈ Ω in the destination image Ibokeh,
assume p is impacted by a set Cp of CoCs. In order to avoid intensity leakage, we
sort the CoCs in Cp according to the corresponding depth, from close to far, and
obtain

Cp = {c(q1), c(q2), ..., c(qn)} (5.22)

We discard those CoCs after index k, if we have such a k, 1 ≤ k ≤ n, defined by

k−1∑
i=1

αc(qi) < 1 ∧
k∑
i=1

αc(qi) ≥ 1 (5.23)

Such a filtration blocks intensity leakage. Then we do gathering:

Ibokeh(p) =
1

ωα(p)
·
k∑
i=1

[Ib(qi) · αc(qi)] (5.24)

ωα(p) =

k∑
i=1

αc(qi) (5.25)

Actual bokeh effects in partial occlusions cannot be calculated in an image-based
bokeh simulation, since some of the rays, which would correspond to a large-aperture
lens model, do not appear in our input image. Our gathering method assumes that
partial occlusions have similar textures with their visible adjacent regions. Exper-
iments show that our results are not affected by artifacts and look similar to real
bokeh photos.

Highlight Detection

Gorgeous light spots rendered by bokeh is one of the most attractive parts in a night
scene photo. Such light spots are caused by some highlights (e.g. streetlights, car
lights, or traffic lights), the value of which are usually clipped in a photo. The clip-
ping may occur in the image sensor when capturing a photo, or in some following
image processing, e.g. converting a 14-bits raw image into a 8-bits jpg file. As a
result, density and color information of such highlight pixels get lost, which may
have significant effect on bokeh simulation, leading to weak and grey light spots.

We only consider those very bright regions which are small enough to make light
spots in bokeh effect as highlights. Large over-exposed regions like reflections or
certain bright but nonluminous objects, such as some metallic patches at buildings,
the sky (e.g. with a backlight) or a white wall, are not seen as highlights. Very small
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over-exposed regions which are normally just local reflections (e.g. of eyes of a cat)
or noisy pixels are also ignored. We recover the density of those highlights according
to the distance of the light source, and estimate the color information according to
the color of neighborhood pixels.

To locate valid highlights, we first detect a family Foverexposed of 4-connected
regions S in Ib which are formed by over-exposed pixels, satisfying

Rb(p) = Gb(p) = Bb(p) = Gmax (5.26)

at all p ∈ S. Some regions in Foverexposed cannot be considered as a possible source
for a bokeh light spot, as occurring in real-world bokeh-effect photos. To eliminate
these items, we extract a subfamily Fhighlight ⊂ Foverexposed such that

∀S [S ∈ Fhighlight ↔ S ∈ Foverexposed ∧ λS < 1.5 ∧ 2 < RS < 0.03 ·Ncols] (5.27)

where λS is the aspect ratio of the bounding rectangle of S, and RS is the circumra-
dius (i.e. radius of the bounding circle) of S. Here the threshold of RS is related to
only the width of Ib, The height is not taken into consideration, because the aspect
ratio of a photo is normally in a narrow range. The centroid of S ∈ Fhighlight, denoted
by pS , is given by

pS =

(
µ10(S)

µ00(S)
,
µ01(S)

µ10(S)

)
with µab(S) =

∑
(x,y)∈S

xa · yb (5.28)

Color Recovery

Highlights are normally the most saturated parts in a night-time photo, for example,
streetlights, traffic signals, or head- or taillights of a car. Though the center of a
highlight is by our definition just overexposed without any color information, the
adjacent region normally provides strong hints on color due to diffuse reflection or
diffraction. Thus we estimate the color information of a highlight based on the color
of adjacent pixels.

We first convert Ib into IHSV in the HSV color space following the process de-
fined in Sec. 3.1.For a highlight region S, we select the hue HS and saturation SS by
detecting the most saturated pixel p in a circular neighborhood ΩS around S:

∀q [q ∈ ΩS → S(p) ≥ S(q)] (5.29)

Here S(p) is the saturation value of p, and ΩS is a circular region centered at the
centroid pS having the radius of 1.5 ·RS , where RS is the circumradius of S.
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Figure 5.7: Highlight detection. From top-left to bottom-right: Original image Ib,
a map of overexposed pixels for the scene , all detected overexposed region-
s Foverexposed(marked by green circles), and bokeh-capable overexposed regions
Fhighlight.

Luminance Estimation

The real luminance values of highlight regions are lost in a photo due to the limited
dynamic range of the image sensor or the image file format. We estimate a possible
luminance value VS for each highlight S ∈ Fhighlight. The goal of such an estimation
is to render natural bokeh effects; we do not go so far as understanding the real
luminance of the image scene.

We make the assumption that all the light sources with the same color have the
same energy. For example, all the streetlights along a street have the same ener-
gy, which is stronger than the energy of a traffic light. Such an assumption is not
true, but experiments show that this assumption works well in applications; see the
reported experiments below.

Thus, we classify the light sources by available color information, and assign a
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weight parameter Ccolor(S) to the light source corresponding to S. Empirically, we
have that

Ccolor(S) =


0.3, if color(S) = Red

1, if color(S) = Yellow

0.4, if color(S) = Green

0.2, if color(S) = Others

(5.30)

with

color(S) =


Red if HS < 30 ∨HS ≥ 330

Yellow if 30 ≤ HS < 75

Green if 75 ≤ HS < 165

Others otherwise

(5.31)

This classification covers common light sources in night-time photos.
We also simply ignore the media between light source and lens, and estimate the

luminance VS of the highlight region according to the distanceD(p) between camera
and light source, and color information:

VS =
ES

4π ·D(p)2
≈ Cintensity · Ccolor(p) · d(p)2 (5.32)

Here ES is the energy of the light source corresponding to S – which we do not
know. For convenience, we use a global user parameter Cintensity for controlling the
“strength” of bokeh light spots.

We observe that the radiant part of a light source in real-world is usually very
small. Therefore, the light spots in real-world bokeh photos clearly show the shape
of the aperture. For each region S ∈ Fhighlight, we assign on pS a RGB value larger
than Gmax, instead to spread the energy into the whole highlight region. In order
to get natural-feeling light spots in the bokeh result The recovered highlight points
are then Gaussian blurred with a random window size between 2 to 5 pixels. Such
a blurring creates a small Gaussian kernel for a highlight, which is similar to the
energy distribution of a real-world light source.

Lens Aperture Model

Aperture shape and light distribution are important characteristics of real-world
lenses, which can impact the visual style of bokeh, but cannot be simulated by thin
lens models.

We simulate lens aperture and distribution by replacing a circle of confusion
with a diffuse model αt defined by an Ntexture ×Ntexture input texture. Here, αt is a
transmission map normalized to [0, 1], with its origin at the center.
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Figure 5.8: Cat-eye aperture shape on a large aperture lens (Canon 50mm f/1.8 I-
I). Left: Looking through the aperture from the view of image center, the aperture
shows a perfect circle. Middle: Looking through the aperture from off-axis view (the
view of border pixels while taking photos), the aperture is cut into a cat-eye shape
by a ”secondary aperture”. Right: The cat-eye aperture (shown by the shadow) is
the intersection of the main aperture A and the ”secondary aperture” A(2).

For a CoC c(p) with diameter φ̂(p), we calculate the width w(p) ∈ R of a corre-
sponding diffuse model and its mean transmission, αt:

w(p) = φ̂(p) ·
√

π

4 · αt
(5.33)

Figure 5.9: Cat-eye aperture shape on a thin lens model.
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Figure 5.10: A demo of our swirly bokeh simulation. Left: An original image with
highlight points. Right: Our swirly bokeh effect. The degree of swirly effect goes
stronger towards corners.

with
αt =

1

N2
texture

·
∑
p∈Ωt

αt(p) (5.34)

Now Eq. (5.25) can be transformed into

Ibokeh(p) =
1

ω̂α(p)
·
k∑
i=1

[I(qi) · αc(qi) · αqit (qi − p)] (5.35)

with

ω̂α(p) =

k∑
i=1

αc(qi) · αqit (qi − p) (5.36)

Here αqit is a scaled diffuse model with width w(qi).

Swirly Bokeh

Swirly bokeh is caused by the existence of a ”secondary aperture”, which cuts off-
axis CoCs into cat-eye shapes. See Fig. 5.8 for an intuitive illustration.

Consider that there exists a ”secondary aperture”A(2) with a diameter of φ(A(2))

in front of the main aperture A at distance ∆. (Suppose that φ(A(2)) > φ(A).) For
a position p ∈ Ω, assuming incoming light from infinity in the scene (i.e. parallel
light), the working aperture becomes an intersection of A and A(2) with distance
dblock between the centers of both circles. Alternatively, A can be changed into a
lens aperture model αt. We have that

dblock = ∆ · tan(θ) (5.37)
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Figure 5.11: Three results of our bokeh simulation method. Left: Original image.
Right: Corresponding bokeh effect.

Here, θ is the angle between pO′ and OO′; O′ is the optic center of the thin lens.



5.4. Bokeh Rendering 83

Figure 5.12: The role of depth information in bokeh simulation. From top to bottom:
Original image without bokeh, bokeh effect by our method, bokeh simulation with-
out depth information, and real bokeh effect taken by a Canon 5D2 camera with an
85 mm f/1.4 lens (i.e. the “ground truth”).

According to the thin-lens formula, we have that

tan(θ) =
||pO||2
||OO′||2

= ||pO||2 · (
1

f
− 1

Dfocus
) (5.38)
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Figure 5.13: Comparison between depth map directly generated by SGM matcher
(top-right), refined by joint bilateral filter (bottom-left), and optimised by our method
(bottom-right). The input stereo pair is shown on top-left.

The shape of the CoC at p depends on such a working aperture (i.e. the intersection).
Figure 5.10 shows a demo of our swirly bokeh simulation. It illustrates that the
shapes of bokeh spots on edges or corners are cut into cat-eye shapes.

5.5 Results and Comparisons

Implementation is on a 3.30 GHz CPU (Intel Core i5-3550) with 8.00 GB RAM. GPU
is not used. We run our program on photos of 1, 200 × 800 resolution. The run
time for each example is about 2 to 3 minutes depending on the amount of blurring.
Our method aims mainly at the visual quality of the bokeh effect, not yet at time
efficiency. (There are obvious ways for speed-up, not yet followed at the time being.)
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Figure 5.14: Illustration of how the quality of a depth map affects the bokeh ef-
fect. Top-left: Original image. Top-right: Bokeh effect using an original depth map
generated by SGM matcher. Bottom-left: Bokeh effect using a depth map refined by
joint bilateral filter. Bottom-right: Bokeh effect using a depth map optimised by our
method.

Figure 5.11 shows some of our results. Taking advantage of depth information, our
method produces a natural-looking bokeh effect without artificiality.

Figure 5.12 shows the importance of depth information in bokeh simulation. In
the left example, the bottle in the middle is the main object to focus on, in the right
example, the book is the main object. Here, Fig. 5.12, middle-bottom, is processed
by Gaussian blur. The bokeh effect without depth information blurs every thing
equally except the main object, thus looks flat, lacking any special feeling. In the
real-world bokeh photo (see Fig. 5.12, bottom), the degree of blur gradually increas-
es with depth: The ground on the same focal plane of the main object is not blurred;
the two bottles next to the main object are less blurred than the bottles on the edges;
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Figure 5.15: A local part of the example in Fig. 5.13 (top-line) and Fig. 5.14 (bottom-
line). Illustration of how the quality of a depth map affects the bokeh effect. From left
to right: Original depth map from an SGM stereo matcher, joint bilateral refinement
result, and our refinement result.

the railing far away is heavily blurred. Our result transits naturally from close to
far, and looks similar to the real bokeh example photo.

As pointed out in Section 5.2, high-quality depth values are the key to avoid ar-
tificiality. Figure 5.13 compares the results of our refinement against those obtained
by (just) joint bilateral refinements proposed in [10, 199, 185], The corresponding
bokeh effects are shown in Fig. 5.14. Black pixels in Fig. 5.13, top-right, denote pixel
locations where depth is not available. In Fig. 5.14, top-right, pixels without depth
value are not blurred.

Besides those black pixels, the original depth map obtained from an SGM stere-
o matcher involves false depth information, especially around the silhouette of the
boy. Such false information causes invalid, artificial-looking bokeh. Simply using
joint bilateral filters cannot completely remove such false information, or may even
spread this (to some extent), thus the corresponding bokeh effect may still look ar-



5.5. Results and Comparisons 87

Figure 5.16: An example of highlight estimation. From left to right: Original image,
bokeh simulation without highlight estimation, bokeh simulation with highlight es-
timation, real bokeh effect taken by a Canon 5D2 camera with an 85 mm f/1.4 lens
(i.e. the “ground truth”).

Figure 5.17: Bokeh styles with special aperture shapes. We use the original image
of Fig. 5.16. The used aperture model is shown at the right corner of each picture.

tificial. For example, in Fig. 5.13, middle-bottom, the left edge is over-blurred, the
ground around the boy’s right arm is under-blurred. See Fig. 5.15 for a zoomed-in
illustration of this issue. Our method is able to remove invalid depth information
on the left edge and around the silhouette of the boy, thus leads to a natural-looking
bokeh effect.

Taking advantage of image matting, our refinement works well on regions with
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Figure 5.18: Swirly bokeh effect. Top-left: Original image without bokeh. Top-
right: Normal bokeh effect by our method. Bottom-left: Our simulation of swirly
bokeh. Bottom-right: Real swirly bokeh effect taken by a Canon 5D2 camera with a
Lomography New Petzval 85 Art lens.

complex geometry; see the hair of the boy in Fig. 5.13, bottom-right.
Figure 5.16 shows our highlight estimation result. The value of the highlights

in the original image are clipped due to the limitation of the dynamic range. As
a result, in the bokeh simulation without highlight estimation, highlights appear
as very dim light spots compared to real-world photos. Our highlight estimation
method ensures that light spots are brighter and more colorful, which is similar to
the real-world photo, though not exactly the same.

Figure 5.17 demonstrates various bokeh styles obtained using different aperture
models. Using special aperture shapes like a heart (see Fig. 5.17, left), a star (see
Fig. 5.17, middle), or a drip (see Fig. 5.17, right) can create an interesting atmo-
sphere. Such bokeh styles can be achieved with real-world camera systems, but
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on the expense that special setups need to be made [74]. Our method is obviously
more convenient. Note that the aperture shape not only affects the shape of high-
lights, but also the style of other blurred regions. In the extreme case of Fig. 5.17,
right, everything in the background appears vertically stretched.

Figure 5.18 shows our simulation of swirly bokeh. The real-world swirly bokeh
effect, created by a Lomography New Petzval 85 Art lens, cuts the CoCs on edges or
corners of the photo into cat-eye shapes. Those shapes follow a direction that creates
a circular appearance. Such an effect supports visual attention towards the girl’s
face in the middle; the normal bokeh effect does not provide this functionality. Our
simulation of swirly bokeh shows a strong similarity with real-world swirly bokeh
effects.

Note that the real-world bokeh photos in Fig. 5.16 and Fig. 5.12 are taken by a
full-frame image sensor (the size is 36× 24 mm) and an 85 mm f/1.4 lens. According
to Eq. 5.20, the demotion of CoC is directly proportional to the square of sensor
width, directly proportional to the square of equivalent focal length, and inversely
proportional to the aperture f-number. In comparison, the iPhone 6S uses a 4.8× 3.6

mm image sensor and an f/s2.2 lens with a 29 mm equivalent focal length. For that
reason, the iPhone 6S cannot achieve a sufficient degree of bokeh while shooting a
portrait.

The visual quality of our results are limited by the performance of stereo vision
and image matting. Artifacts might be introduced if large-scale invalid information
is generated by stereo vision. The quality of the main object silhouette in our results
is limited by the accuracy of image matting outputs.

5.6 Summary

In this chapter, we present a bokeh simulation method using stereo-vision tech-
niques. Our method takes a stereo pair as input. A raw depth map is calculated
by stereo matching. We then refine such a raw depth map by minor user interac-
tion to identify the main object. A depth-aware bokeh effect is then applied to the
base image. Over-exposed highlights are estimated. Users can control the degree
of blur by setting an aperture f-number, and control the style of bokeh by simply
inputting a texture that indicates the aperture shape and the light distribution of the
blur. Swirly bokeh can also be simulated. Experiments show that our results are
natural-looking, similar to the bokeh of real-world bokeh-capable camera systems.





Chapter 6

Star Effect

Star effects are an important design factor for night time photos. Due to progress in imaging
technologies it is possible that night time photos can be taken free-hand. But, for such camera
settings, star effects are not achievable. We present a star-effect simulation method based on
self-calibrated stereo vision. Given an uncalibrated stereo image pair (i.e. a base and a match
image), which might be two photos taken by a mobile phone at about the same pose, we follow
a standard routine: Extract a family of pairs of feature points, calibrate the stereo image
pair by using those feature points, and calculate depth data by stereo matching. We detect
highlight regions in the base image, estimate the luminance according to available depth
information, and, finally, render star patterns with a chosen input texture. Experiments
show that our results are similar to real-world star effect photos, and that they appear more
natural than results of existing commercial applications. This research reports for the first
time research on automatically simulating photo-realistic star effects.

Parts of this chapter have been published in [1, 5].

6.1 Star Effect in Photography

Night-time photos featuring compelling lighting show sometimes star patterns around
highlights, known as star effect in photography. Such star patterns are often essential
for defining the aesthetic meaning of night time photos. See Fig. 6.1 for an example
of star effect in photography.

A star effect is normally caused by Fraunhofer diffraction [27]. Such a phenomenon
is most visible when bright light from a “nearly infinite” distance passes through a
narrow slit, causing the light to spread perpendicular to the slit. This spreads a
point-like beam of light into a pair of streaks. Suppose a rectangular aperture A
with width w1 and height w2, located in an x1x2 plane having its origin at the cen-
troid of A; axes x1 and x2 are parallel to the edges with width w1 and w2, respec-
tively. Suppose an axis y perpendicular to the x1x2 plane. When A is illuminated
by a monochromatic plane wave of wavelength λ, the intensity I(θ1, θ2) of the light
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Figure 6.1: An example of star effect in photography.

through A forms a pattern that is described by

I(θ1, θ2) ∝ sinc2

(
πw1 sin θ1

λ

)
sinc2

(
πw2 sin θ2

λ

)
(6.1)

with tan θ1 = x1/y and tan θ2 = x2/y. We have sinc(x) = sin(x)/x

Similarly, for a parallelepiped aperture with edge lengths w1, w1, and w1, we
have a pattern defined by

I(θ1, θ2, θ3) ∝ sinc2

(
πw1 sin θ1

λ

)
sinc2

(
πw2 sin θ2

λ

)
sinc2

(
πw3 sin θ3

λ

)
(6.2)

Figure 6.2 shows some real-world star patterns shot with different aperture shapes.
It can be seen that each blade of the aperture contributes a pair of streaks to the star
pattern. Due to overlapping, in the case of a lens with an even number a of blades,
generated star patterns have the same number a of streaks.

In fact, every beam of light that goes to the image sensor through a small aper-
ture, spreads a star pattern to its neighboring region due to diffraction. In normal-
contrast regions of an image, the star pattern is very slight and not visible (it only
causes a reduction of local sharpness). Only in very high-contrast cases, such as
highlights in a night-time photo, is the star pattern noticeable.
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As described above, the shape of the star pattern depends on the shape of the
aperture, which is not a user-controllable parameter. A modern-designed lens nor-
mally uses a near-circular aperture (in order to obtain good bokeh quality [4]), which
generates only weak and scattered streaks. Our method provides controllable star
pattern styles, which is convenient for photo-art creation.

Increasing numbers of photos are taken with compact cameras or mobile phones.
The technological progress (e.g. large aperture lenses or high-sensitivity image sen-
sors) made it possible to shoot night-time photos free-hand.

Normally, to obtain a star effect, a photo has to be shot with a small aperture
(e.g., f22). Such an aperture setting is unfit for free-hand shooting because it requires
several seconds of exposure time; the photo would be largely blurred by hand shake.

Alternatively, star effects can be achieved with a star filter in front of the lens. A
star filter can be used to simulate a star effect as introduced by small aperture (see
Fig. 6.2, right). Such filter embeds a very fine diffraction grating or some prisms. A
star effect can be obtained even at large aperture when using such a filter in front
of the lens. The star pattern generated by a star filter is visually a little different
from that one generated by a small aperture. This is also not really appropriate for
casual shooting with compact cameras or mobile phones because special equipment
is needed.

Figure 6.2: Relationship between aperture shape (bottom line) and star effect (top
line). From left to right: Canon 50mm f/1.8 II lens with a five straight blades aperture,
Samyang 85mm f/1.4 AS IF UMC lens with an eight straight blades aperture, Canon EF
24-105mm f/4L IS USM lens with an eight curved blades aperture, Tamron 70-300mm
f/4-5.6 Di VC USD lens with a nine curved blades aperture, and a circular aperture
with a star filter
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Figure 6.3: A brief workflow of our method. Given an uncalibrated stereo pair (top-
left), we do a self-calibration and estimate depth information of the scene by stereo
matching (top-right). Then, “star-capable” highlights are detected (bottom-left). Fi-
nally, we render star patterns considering the luminance and color of the highlights
using an input template (bottom-right).

The question arises: How to obtain a star effect in case of casual hand-held pho-
tography?

6.2 Star Effect Simulation

Generating star effects by post-processing is a possible way, for example by adding
star effects manually using available photo-editing applications. This might be a
time-consuming process for a complex scene because the size and color of each star
should be carefully set, one by one. Professional skills are also needed. Dedicated
applications such as Topaz Star Effects plugins, or instructions given in some online
tutorial videos [79, 132], draw uniform-sized star patterns to all the overexposed
regions of a photo. Though it may also look beautiful, such effects typically look



6.3. Depth Estimation 95

Figure 6.4: A flow diagram of our star effect simulation method

unnatural and different to the star effect generated by a small aperture. It is desirable
to have an automatic star-effect generator which corresponds to the actual content of
a photo. Our paper [5] presents the first-time research on automatically simulating
photo-realistic star effects.

This chapter presents an automatic method for adding star effects to a photo us-
ing self-calibrated stereo vision. Given an uncalibrated stereo pair (e.g. two pictures
of the same scene taken subsequently with a mobile phone at about “near-parallel”
poses), we first detect a family of feature point-pairs and do a self-calibration. By
stereo matching we estimate depth information of the scene. Next, “star-capable”
highlights are detected, and luminance and color information (clipped by overexpo-
sure) is recovered according to the available depth information. Finally, we render
star patterns considering the luminance and color of the highlights using an input
template. See Fig. 6.3 for an overview of our star effect simulation method . A flow
diagram is shown in Fig. 6.4

6.3 Depth Estimation

Given an uncalibrated stereo pair Ib and Im, we do self-calibration by detecting a
family of feature pairs, then we rectify the given stereo pair and obtain a disparity
map through stereo matching. The disparity map is warped into the coordinates of
the unrectified image Ib for avoiding any composition damage.

Feature detection and matching is the key step of the self-calibration method. A
number of feature detectors are evaluated by [167] , which suggests that the oriented
BRIEF (ORB) (see [155] for an implementation) detector appears to be reasonably
rotation invariant and noise resistant. The method is also time-efficient.

First of all, two families of features Fb and Fm are collected from Ib and Im using
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ORB. An ideal case would be that all the features are uniformly distributed in all the
interesting regions of the input images.

The k-nearest neighbors (kNN) method is then used to detect best matchesFpairs

between the two families of features (see Fig. 6.5, top line). The feature pairs are
filtered by a distance ratio test [129] and a cross-symmetry test:
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where δ1(p
(i)
b ) is the similarity distance to the closest neighbor of p(i)

b in kNN match-
ing, and δ2(p

(i)
b ) is the similarity distance to the second-closest neighbor. We use

a ratio Tdistance = 0.8. According to the statistics in [129], such a threshold elimi-
nates 90% of the false matches while discarding less than 5% of the correct matches.
Tcross,x and Tcross,y specify the tolerance thresholds. We use Tcross,x = 0.15 ·Ncols and
Tcross,y = 0.01 · Nrows. Figure 6.5, middle line, shows results of the filtered feature
pairs.

We use a random sample consensus (RANSAC) algorithm to calculate a fundamen-
tal matrix F according to Ffiltered. Both images Ib and Im have been taken with the
same camera. Thus, we do not need to create identical twins of cameras (as in the
general stereo imaging case). Homography matrices Hb and Hm can be computed
by using Ffiltered and F [73]; those matrices transform Ib and Im into planar perspec-
tive views Îb and Îm (see Fig. 6.5, bottom line).

We run an SGM stereo matcher [78] on Îb and Îm, and obtain a disparity map d̂

defined on the carrier Ω̂ of Îb (see Fig. 6.6, left).
Note that without knowing the camera matrix and the relative position of the

cameras, the transforms Hb and Hm obtained from self-calibration, are not standard
rectification transforms. The rectified image Îb might be “largely warped”, as shown
in Fig. 6.5, bottom line, and thus distorts the attempted composition. We transform
d̂ into d (see Fig. 6.6, middle) according to the inverse transform H−1

b .
Absolute distance information cannot be obtained using self-calibrated stereo

matching, because the base-line is unknown (i.e. the distance between the two view-
points in the world coordinate). The disparity map d contains the relative distance
between objects, which is sufficient for our task.

A joint bilateral filter [109] is then applied for removing noise from d. Sophisti-
cated depth refinement methods are presented in Sec. 4.3 and 5.3. Such methods are
developed for fog or bokeh effects simulation, which requires high quality depth
maps. In star effect simulation, the requirement on the depth information is not so
strict, thus we only use a joint bilateral filter here, which is much faster than the
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Figure 6.5: Stereo self-calibration. Top: Feature pairs generated by ORB and kNN.
Middle: Filtered feature pairs. Bottom: A rectified image pair Îb and Îm .

depth refinement methods proposed in Sec. 4.3 or 5.3. See Fig. 6.6, right, for a result
after inverse transformation and filtering of the disparity map. Because of lack of
texture or limited availability of disparities, disparity information close to the bor-
der of the image might be incorrect. This does not affect our application because we
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Figure 6.6: Obtained depth information from stereo matching. Top-left: Rectified
base image Îb. Top-right: Resulting disparity map d̂ using SGM stereo matcher.
Bottom-left: Inversely transformed disparity map d. Bottom-right: Joint bilaterally
filtered result.

only use disparities at highlights.

6.4 Highlight Registration

As mentioned above, star patterns appear only in very high contrast regions, typi-
cally at highlights in a night-time photo. The size of a star pattern is related to the
luminance value of the corresponding highlight.

Due to limitations of the dynamic range of the image sensor or of the image file
format, luminance and color information in such regions normally gets clipped. We
detect these regions in the original image Ib, and estimate the luminance and color
information according to depth information and values at adjacent pixels. Here we
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Figure 6.7: Illustration of the relationship between star pattern and luminance. Pho-
tos shot with f/22 and ISO 800. Shutter speeds are, from top-left to bottom-right:
1/4s, 1/2s, 1s, 2s, 4s, and 8s. In this case, the luminance doubles each time from left
to right.

use the same process as introduced in Sec. 5.4.
Our method removes a large part of distracting overexposed regions (see Fig 5.7),

while some tutorials [79, 132] use all the overexposed regions to create star patterns.
Experiments show that our strategy performs more naturally.

6.5 Star Pattern Rendering

The light diffracted by an aperture can be approximately modeled by the Fraunhofer
diffraction equation [126] because the light sources are normally effectively at infinity.
The diffracted light goes into (the system of) optical lenses before it arrives at the
image sensor; the refraction introduces further complexity.

Equations (6.1) and (6.2) show that the diffraction distribution rule is not related
to the strength of the input light. Thus, the pattern keeps the same shape under any
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Figure 6.8: Introducing minor variations to star patterns. Left: A simple 4-point
star pattern. Middle and right: Two variations (clearly visible after zooming into the
figure).

luminance condition. The pattern is stronger inside and weaker outside, i.e. with a
feathered silhouette. A star of a weaker light source looks smaller because the outer-
ring of the pattern is “too weak” to be visible. See a real-world example in Fig. 6.7.
Due to the limitation of the dynamic range, the centers of the star patterns (i.e. the
“peaks”) look all the same.

We model the shape of a star pattern by loading an N × N texture α. We ren-
der a star pattern αS for each highlight region S on Ib, and obtain the final result.
Here, αS is a scaled version of α with an edge length NS . From experiments, for
example Fig. 6.7, a near-linear relationship can be noticed between the subduplicate
luminance and the scale of star patterns. Thus, let

NS = Cstar ·
√
VS (6.6)

where VS is the recovered brightness value (defined in eq:bokeh:luminance) of the
highlight region S. Both Cintensity in Eq. (5.32) and Cstar in Eq. (6.6) can be used for
controlling the “strength” of star effects. Thus, we simply let Cstar = 1.

We define αS on a rectangular set ΩS , having the center of ΩS as its origin. The
center of the highlight region S is noted by pS in Ib. For each position p ∈ ΩS , let

I(p+ pS) = Ib(p+ pS) + αS(p)Ib(pS) (6.7)

Here I is the final result image.
Real-world star effects have sometimes very minor variations throughout a pho-

to. In order to create a more vivid star effect, we provide a mechanism to create a
variation α̂S of a star pattern αS by merging αS with a slightly rotated copy αS,θ by
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θ. For each position p ∈ ΩS , let

α̂S(p) =
1

1 + ω
(αS(p) + ω · αS,θ(p)) (6.8)

Here, θ and ω can be random numbers. We may also merge multiple slightly rotated
copies; see Fig. 6.8 for an demonstration. This mechanism can also be used to sim-
ulate complex star patterns, for example, stars caused by a round-blade aperture,
using a very simple star model.

6.6 Results and Comparisons

We implemented our approach on a 3.30 GHz PC with 8.00 GB RAM and no graph-
ics card. The run time is about 3 seconds for images of 3, 000 × 2, 000 resolution.
Figure 6.9 illustrates star pattern rendering using different strength parameters. Fig-
ure 6.10 illustrates how to control the styles of the star effect using different textures
and our variation mechanism. To control the shape of the star pattern by a camer-
a, photographers need to use different lenses. Comparatively, our method is very
convenient in controlling star effects, and thus convenient for artists to try different
styles and obtain their favorite feeling.

Inspired by the star filter, we also tested rendering of some non-realistic patterns
(as shown in Fig. 6.13). Such non-realistic patterns can create a certain atmosphere
if used properly.

Figure 6.11 compares our method, a uniform-sized star effect, a random-sized
star effect, and a real-world star-effect photo. The uniform-sized star effect is gen-
erated manually following a tutorial [132], the random-sized star effect is gener-
ated using our rendering method but without any use of depth information. The
uniform-sized star effect also looks appealing, but does not create any space feeling.
Such an effect is similar to the style of a common star filter. It can also be noticed that
all the overexposed regions are used in the manual process, including those regions
that should not make a significant diffraction, as, for example, some sparkles on the
water. The random-sized star effect looks more flexible. Without understanding the
image’s content, this effect does not create any space feeling either, and involves
false logic. For example, the further-away street light should define a smaller s-
tar. In comparison, our depth-aware method performs naturally, and the result is
similar to the real-world star-effect photo. Another advantage of our method over
manual processing [79, 132] is that we can render colorful stars according to the con-
tent of the input photo while the manual process only renders monochromatic stars,
because the color information of those overexposed regions is lost.
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Figure 6.9: Use of different strengths for star-pattern rendering. Top-left: Original
image. Others: Star effect of different scales.

Our method can also simulate the style of a star filter, using a proper star texture
(as demonstrated in Fig. 6.12). The photo on the left is shot with aperture f4, which
is a relatively large aperture, and thus does not show any significant star effect.
The photo in the middle is shot with a 4-point star filter and with the same camera
parameters as used for the left photo. It can be seen that our result looks similar to
the star-filter photo.

Variations in robustness of the applied stereo vision method can affect our star
rendering. This is a limitation of our method. Figure 6.14 shows some failed cas-
es due to failures in depth calculations. The car in the red rectangle of Fig. 6.14,
right, is in an occlusion region (see Fig. 6.14, middle), thus the depth information is
unavailable. As a result, star effect is not applied to the headlight of the car.
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Figure 6.10: Application of different star textures. Top-left: Original image. Top-
Right: Star effect with a 10-streak star texture. Bottom-left: With a 8-streak star tex-
ture. Bottom-Right: With the same star texture of Bottom-left while introducing some
miner variations.

6.7 Summary

We present a star-effect simulation method. The key is to obtain depth information
from self-calibrated stereo vision, and then estimate the luminance of the highlight
regions according to the available depth information. Finally, we do a content-aware
star-pattern rendering. Experiments show that our results are similar to real-world
star-effect photos. Our results are also more natural in their appearance than the
results of existing commercial applications. To the best of our knowledge, this is the
first research reported on automatically simulating photo-realistic star effects.
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Figure 6.11: Comparison between star effects achieved by different ways. Top line,
from left to right: An image without star effect (which is the input of the three results
in the bottom line) and a real-world star-effect photo, i.e. the “ground truth”. Middle
line, from left to right: Uniform-sized star effect, random-sized star effect. Bottom line,
from left to right: Our method.
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Figure 6.12: Simulation of the style of a star filter. Top to bottom: A photo shot with
large aperture (thus does not show any star effect), our result, and a photo shot with
a star filter.
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Figure 6.13: Rendering non-realistic star-effects.

Figure 6.14: Failed cases due to failures in depth calculations.



Chapter 7

Evaluation

This chapter informs about additional evaluations for the three methods proposed in Chap-
ters 4, 5, and 6. A human-subject test is performed in order to justify the application value of
the proposed methods. A two-alternative, forced-choice test between our results and results
generated by Adobe Photoshop is performed. Hypothesis testing results support that results
of our methods are more “natural looking”.

7.1 Methodology

Fog effect, bokeh effect, and star effect simulation methods are proposed in Chapter-
s 4, 5, and 6, using depth information obtained from stereo vision as a guidance. Our
goal of these methods is to achieve “natural looking” photo effects. We are aware
that “natural looking” is not a (say, mathematically or in any other strict sense) de-
fined term. Discussions with various colleagues led to the conclusion that this term
is sufficiently matching the intentions of our methods and of the performed test. 1

As discussed in Sec. 2.5, the results of the proposed methods cannot be evaluated
objectively because the goal itself is subjective. Demos of these methods have been
shown in each chapter, which form a preliminary subjective evaluation, showing
advantages and limitations of each method. In order to assess the quality of the
results in a more general meaning, we preformed a human-subject test.

We compared our results with similar effects rendered using Adobe Photoshop
and following popular (by number of accesses) online tutorials; these techniques do
not use depth information. We employ a two-alternative forced choice (2AFC) as the
form of our test, which is intuitive for collecting the opinion of the participants. A
“Turing test”, for example for letting participants to distinguish between our results
and real-world photos with similar effects, is not used here. Such a test would only
be meaningful if the under-test method claims to be able to render indistinguishable

1 For example, we also considered terms such as “photorealistic”, “in the interest of a photographer”,
or “beautiful”.
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results from real-world photos. Very few methods in computer graphics (typically
known as “physics-based”) can make such a claim. Our goal is weaker than such a
claim. This is also a reason why “photorealistic” was not the preferred outcome in
discussions with colleagues, and “natural looking” was chosen for our test.

7.2 Experiment Design

Figure 7.1 shows the welcome page of the implemented website for our test. The test
included three parts, being presented in the order “bokeh”, “fog”, and “star effects”,
followed by a presentation of accumulated (so far) results to the tester - without any
option of changing previous choices.

Materials Each part compared two groups of images. For each of the three pro-
posed methods, ten input base images were selected and processed in two different
ways.

Ten samples were generated as group A by applying the proposed methods,
denoted as A(F )

0 , ..., A
(F )
9 , A(B)

0 , ..., A
(B)
9 and A

(S)
0 , ..., A

(S)
9 , with obvious meanings

of superscripts F, B, and S.
Accordingly, also ten images were generated as group B by applying Adobe

Photoshop based on the same input base images. This produced images denoted as
B

(F )
0 , ..., B

(F )
9 , B(B)

0 , ..., B
(B)
9 , and B(S)

0 , ..., B
(S)
9 .

GroupB was generated following the tutorials [178], [96], and [132] for fog effect,
bokeh effect, and star effect, respectively. Those images can be seen in Appendix A.

Figure 7.1: Welcome page of the 2AFC test which had 59 participants from different
countries.
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Procedure A two-alternative forced choice (2AFC) test between our results (group
A) and results generated by Adobe Photoshop (groupB) was performed in the form
of an online survey. This survey was formed by three parts, corresponding to the
three methods we proposed. In each part, ten questions were asked, one for each
input base image addressing the corresponding two processed images.

We decided for a unique question for the different image pairs. A subject (i.e. the
tester) was asked the question “Which photo is more natural-looking? Click on it!”
Below this repeated question, each time a pair of images was shown: One was our
resultA(m)

n with using depth information, and the other was a resultB(m)
n produced

by using Adobe Photoshop without using depth information.
In order to avoid an influence of the order of questions, the questions in each

part were randomly presented for each subject [145]. The left-right order of choices
for each image pair was also randomly decided for each question, in order to avoid
any analogy among questions. The time of the survey was not limited for a subject,
which is consistent with real-world photo appreciation processes.

Subject selection The test was performed based on viewing processed pairs of
input base images; a subject (i.e. participant) did not have to be a photographer.
There was no special requirement on the background of participants. As a result,
personal information of the participants, such as age or gender, did not matter to our
test. This test was totally anonymous without collecting any personal information.

7.3 Data Analysis

Within a limited time in November 2016, 59 subjects finished our online survey. See
Table 7.1 for accumulated scores of each image shown in the survey. We denote the
number of selections of image A(m)

n by x(m)
n , and that of B(m)

n by y(m)
n .

The average score of each part of ten images was calculated as x(F ) = 43, y(F ) =

16, x(B) = 49.6, y(B) = 9.4, and x(S) = 39.2, y(S) = 19.8. These means satisfy the
relations

x(F ) > y(F ) x(B) > y(B) x(S) > y(S) (7.1)

which indicate that our proposed methods for fog effect, bokeh effect, and star effect
simulation (based on stereo vision) were all more rated as “natural looking” than
corresponding effects rendered by using Adobe Photoshop and popular tutorials.

To support this conclusion, we run a single-sample t-test on the collected data.
The difference between x(m)

n and y(m)
n was denoted as

∆(m)
n = x(m)

n − y(m)
n (7.2)
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Index i 0 1 2 3 4 5 6 7 8 9
x

(F )
i 48 42 44 40 41 43 50 37 38 47
y

(F )
i 11 17 15 19 18 16 9 22 21 12

∆
(F )
i 37 25 29 21 23 27 41 15 17 35

x
(B)
i 15 55 45 51 59 57 59 57 52 46
y

(B)
i 44 4 14 8 0 2 0 2 7 13

∆
(B)
i -29 51 31 43 59 55 59 55 45 33
x

(S)
i 48 46 47 39 45 34 36 36 28 33
y

(S)
i 11 13 12 20 14 25 23 23 31 26

∆
(S)
i 37 33 35 19 31 9 13 13 -3 7

Table 7.1: Human-subject test results

where ∆
(m)
0 , ...,∆

(m)
9 were independent to each other because the questions were

independent to each other, and the orders of questions were randomly decided for
each participant. Because ∆

(m)
0 , ...,∆

(m)
9 were generated from the same kind of ques-

tions, they obeyed the same distribution. Suppose that

∆
(m)
i ≈ N(µm, σ

2
m), i = 0, 1, ..., 9 (7.3)

For each of the three parts of the survey, the hypothesis H(m)
0 is that µm ≥ 0. From

the t distribution table we have that tα(n−i) = 3.25, for α = 0.005 and n = 10.

For the part of fog effect, we have that ∆
(F )

= 27 and σF = 8.59, where σ is the
standard deviation. Thus we have a rejection ratio

t(F ) =
∆

(F ) − 0

σF /
√
n

= 9.93 (7.4)

Because t > tα(n−i), it means that we accept H(F )
0 , i.e. group A(F ) is more natural-

looking than group B(F ).
Similarly, for the parts of bokeh effect and star effect, we have that t(F ) = 4.83

and t(S) = 4.44. Thus, we also accept H(F )
0 and H(F )

0 .
Under an alternative viewpoint, we consider for each decision a participant’s

preference between the given two images (i.e. A(m)
0 , ..., A

(m)
9 andB(m)

0 , ..., B
(m)
9 ) as a

sample. Thus we have a sample size of 59 for each decision. Because each participant
did the survey independently, each sample is independent. We obtain the same
result as above when using a single-sample t-test on α = 0.005, calculating with this
alternative viewpoint.
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A double-sample t-test between x(m) and y(m) is not employed because the two
scores are not statistically independent, due to x(m)

n + y
(m)
n = 1.

7.4 Summary

This chapter reported about additional evaluations for the three methods proposed
in Chapters 4, 5, and 6. A human-subject test was performed in order to justify the
application value of the proposed methods.

A two-alternative, forced-choice test between our results and results generated
by Adobe Photoshop was performed in the form of an online survey. For each of
the three effects, ten pairs of images were prepared. 59 subjects (i.e. participants)
finished our survey.

Hypothesis testing results support that results of our methods are more “natural-
looking”.





Chapter 8

Conclusion

This chapter recalls the contributions of this research, concludes the learned experience, and
looks into possible future work.

8.1 Contributions

Binocular stereo cameras become more and more popular with the booming of the
3D display industry. This study aims at using stereo vision techniques for compu-
tational photography applications. In particular, based on the depth information
provided by stereo vision, we present the simulation of three artistic effects in pho-
tography, such as fog, bokeh, and star effect. Such effects are depth-aware and thus
hard to be simulated using only a monocular image (i.e. without depth informa-
tion). We also develop different stereo refinement methods that fit the requirement
of each task.

Fog is an important factor in photography with a special aesthetic, emotional,
or compositional meaning. Chapter 4 presents a fog-simulation method for photo
editing using stereo vision. Given a stereo pair, we estimate the depth informa-
tion by stereo matching followed by a process to refine depth results for the given
photo editing purpose. Then, depth-aware fog effects can be applied on the base
image, with optional interaction for control purposes. Besides homogeneous fog,
we provide three tools to control the density of the fog media. Thus, various kinds
of heterogeneous atmospheric effects can also been simulated. Experiments show
that the proposed method can achieve more natural-looking results than manually
drawn fog, our results are very close to the appearance of fog in the real world.

Bokeh, a sought-after photo rendering style of out-of-focus blur, typically aims
at an aesthetic quality which is not available to low-end consumer grade cameras
due to the lens design. Chapter 5 presents a bokeh simulation method using stereo-
vision techniques. We refine a depth map obtained by stereo matching, also us-
ing some minor user interaction. Over-exposed regions are recovered according to
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depth information. A depth-aware bokeh effect is then applied with user-adjustable
apertures sizes or shapes. We also simulate swirly bokeh, also known as cat-eye ef-
fect. Our method mainly aims at the visual quality of the bokeh effect rather than (so
far) at time efficiency. Experiments show that our results are natural-looking, and
that they can be comparable to bokeh effects achieved with expensive real-world
bokeh-capable camera systems.

Star effects are an important design factor for night time photos. Due to progress
in imaging technologies it is possible that night time photos can be taken free-hand.
But, for such camera settings, star effects are not achievable. Chapter 6 presents a
star-effect simulation method based on self-calibrated stereo vision. Given an un-
calibrated stereo image pair (i.e. a base and a match image), which might be two
photos taken by a mobile phone at about the same pose, we follow a standard rou-
tine: Extract a family of pairs of feature points, calibrate the stereo image pair by
using those feature points, and calculate depth data by stereo matching. We detect
highlight regions in the base image, estimate the luminance according to available
depth information, and, finally, render star patterns with a chosen input texture. Ex-
periments show that our results are similar to real-world star effect photos, and that
they appear more natural than results of existing commercial applications.

All the three photo effects mentioned above are popular in photography. Achiev-
ing such effects in the real world is, to some degree, a challenge. We aimed at achiev-
ing such effects in some easy and controllable ways. The visual quality of our results
was evaluated by using a human-subject test. Such a test indicated that our results
(with the use of depth information) were in general more natural-looking than cor-
responding artistic effects rendered by using Adobe Photoshop (without the use of
depth information) and following popular tutorials.

8.2 Using Stereo Vision in Computational Photography

Photography maps a 3D scene into a 2D image where depth information is lost ba-
sically. Various advanced-level computational photography tasks, such as creat-
ing artistic photo effects, require an intensive understanding of the photo content.
Stereo vision, which works in the same principal way as human visual cognition,
provides depth information of a photo. Such depth information is an important cue
for achieving natural-looking artistic photo effects; it provides new possibilities as
an extension of computational photography.

Depth from stereo vision is imperfect, which brings challenges in applications.
A recovered object surface might be inaccurate, the generated depth map might be
incomplete or involve invalid information. Stereo matchers are designed for differ-
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ent data or purposes. It is important to employ proper stereo vision techniques for
a specific computational photography task. Furthermore, specific depth refinement
methods can be designed according to the characteristics of the depth data, and the
requirements of the tasks.

In a narrow sense of its purpose, computer graphics is the process that renders
images from data, and the inverse process is the subject of computer vision, which
extracts data from images. The proposed methods in the reported research combine
techniques in computer vision (e.g. stereo vision), image processing (e.g. depth
refinement), and computer graphics (e.g. artistic effect rendering) areas. In gener-
al, combining techniques among computer vision, graphics, or even physic-based
modelling is promising for generating ideal visual effects.

The goals of computational photography methods can be subjective, such as
“good looking” or “natural looking”, which cannot be defined precisely in math-
ematics. As a result, these methods cannot be measured objectively. Subjective
evaluation, for example a human-subject test, can be employed here. In general,
the artistic value of a generated photo should be appreciated, instead of being mea-
sured, and appreciation depends on people and circumstances.

8.3 Future Work

This study focused on simulating photorealistic artistic effects using stereo vision.
This subject area is fairly new and has more potentials, for example for industrial
applications, such as mobile phone APPs or movie magic. Future work, following
this study, might go into three different directions at least:

1. Improve current methods, including those presented in the thesis, and explore
on developing further artistic effects using stereo vision.

2. Extend current methods into stereo-visible photo effects, i.e. apply artistic
effects on both images of the stereo pair and provide a way (e.g. anaglyphs)
for 3D viewing. The challenge here is to maintain depth consistency between
the left and the right image during stereo refinement, and also to render artistic
effects consistently for both images.

3. Extend current methods into video effects. A challenge in this direction is to
ensure consistency of depth information and artistic effects over time, among
subsequent video frames.





Appendix A

Appendix A: Gallery of Results

This chapter shows the material images used in the human-subject test in Chapter 7, and
additional results from the three proposed methods.

A.1 Materials Used in the Human-Subject Test

Figures A.1 to A.6 show material images used in the human-subject test in Chap-
ter 7. Images in the left column of each figure are original images. The middle
and right columns are our for effects and corresponding effects rendered by using
Adobe Photoshop without depth information, respectively. The right column im-
ages are generated following the tutorials [178], [96], and [132] for fog effect, bokeh
effect, and star effect, respectively.

A.2 More Results

Figures A.7, A.8, and A.9 show additional demos of our proposed fog effect, bokeh
effect, and star effect simulation methods.
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Figure A.1: Material images used in the human-subject test in Chapter 7: Fog ef-
fect number 0-4. Left: Original image. Middle: Our fog effects. Right: Fog effects
rendered by using Adobe Photoshop without depth information, following the tu-
torial [178].
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Figure A.2: Material images used in the human-subject test in Chapter 7: Fog ef-
fect number 5-9. Left: Original image. Middle: Our fog effects. Right: Fog effects
rendered by using Adobe Photoshop without depth information, following the tu-
torial [178].
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Figure A.3: Material images used in the human-subject test in Chapter 7: Bokeh
effect number 0-4. Left: Original image. Middle: Our bokeh effects. Right: Bokeh
effects rendered by using Adobe Photoshop without depth information, following
the tutorial [96].
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Figure A.4: Material images used in the human-subject test in Chapter 7: Bog effect
number 5-9. Left: Original image. Middle: Our bokeh effects. Right: Bokeh effect-
s rendered by using Adobe Photoshop without depth information, following the
tutorial [96].
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Figure A.5: Material images used in the human-subject test in Chapter 7: Star ef-
fect number 0-4. Left: Original image. Middle: Our star effects. Right: Star effects
rendered by using Adobe Photoshop without depth information, following the tu-
torial [132].
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Figure A.6: Material images used in the human-subject test in Chapter 7: Star ef-
fect number 5-9. Left: Original image. Middle: Our star effects. Right: Star effects
rendered by using Adobe Photoshop without depth information, following the tu-
torial [132].
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Figure A.7: More demos on our fog effect proposed in Chapter 4. Left: Original
image. Right: Our fog effect.
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Figure A.8: More demos on our bokeh effect proposed in Chapter 5. Left: Original
image. Right: Our bokeh effect.
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Figure A.9: More demos on our star effect proposed in Chapter 6. Left: Original
image. Right: Our star effect.



Appendix B

Appendix B: Inverse Skeletal Strokes

This appendix informs about work done by the thesis author at the beginning of his PhD
program. It illustrates the interest of the author in graphical design, which became more
image-related later in the PhD program by developing design ideas for recorded photographs.

The skeletal stroke method is a general brush tool which can take a straight vector artwork
as “ink”. It is easy to apply, but it is limited by the requirement of straight inputs. To offer
additional input options, we present inverse skeletal strokes, a method for straightening
warped vector artworks.

Our method takes a user stroke to help understanding the structure of an input artwork.
The key-idea is finding a set of arcs which show the “directional trend” of the artwork, and
map the artwork into a new version in which these arcs are straightened.

We propose a measure representing the degree of parallelism between two arcs. Using
this measure, we select a set of arcs from the input artwork which are approximately parallel
to the given user stroke. This is a condensed representation of a user’s intention. Then we
transform the user stroke with the goal to maximize the degree of parallelism to each of the
selected approximately parallel arcs. At last, we parametrize the artwork with respect to the
optimized stroke, and map it into a straight version.

Parts of this appendix have been published in [9].

B.1 Introduction

The skeletal stroke method has been suggested in [82] for the design of 2-dimensional
(2D) vector graphics. The method parametrizes a given artwork along a straight
line, and then maps it onto a curved path. The skeletal stroke method serves as
a general brush tool in commercial vector drawing applications, such as Microsoft
Expression Design or Adobe Illustrator. See Fig. B.1, left, for an example.

The skeletal stroke method is based on theories which have been developed
some years ago, such as procedurally generating repeated border pattern [23], or
mapping geometric objects along curved paths [20]. Later on, those ideas were
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improved to deal with more complex cases of given artwork and curved paths
[82, 81, 17].

The skeletal stroke method is easy to apply, but there is a limited set of possible
straight inputs. Therefore, it is desirable to have a method that maps warped art-
works into straight ones. This is illustrated in Fig. B.1, right. Components of existing
graphic designs can thus be used by the skeletal stroke method.

Difficulties for straightening warped artwork arise because the desired geomet-
rical transform depends on the given artwork and users intentions. Image deforma-
tion methods allow users to warp pictures, for example, by dragging handles [22],
or by deforming an envelope around a pictures [98]. These methods can freely bend
pictures while having invariance properties with respect to details. But these meth-
ods are not designed for straightening artwork, and straightening would require
complex user interactions.

The key to straighten a warped artwork is to find out a proper “backbone path”.
Medial axis methods [117, 15] extract skeletons of shapes, but these skeletons are
not the “representative backbone” we need. First, skeletons obtained by medial axis
methods have branches or non-smooth arcs which are “misleading” for defining a
proper representation. Second, the skeletons only depends on the outline of a shape,
and drawn textures in the interior (i.e., the artwork) is not considered for skeleton
extraction.

In chapter, we present a way to generate inverse skeletal strokes. Our method finds

Figure B.1: Top: The skeletal stroke method maps a straight artwork onto a curved
path (here: four times). Bottom: The inverse skeletal stroke method maps a curved
artwork into a straight version.
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Figure B.2: The work flow of our method. From top-left following arrows: (1) Input
an artwork and a user stroke. The user stroke is shown as a blue arc. (2) Extract a
set of potential arcs that are approximately parallel to the user stroke. (3) Transform
the user stroke into an arc a which is more parallel to the chosen set of arcs. (4) Map
the artwork into a straightened version.

the latent backbone of an artwork and maps it into a straightened version. At a gen-
eral level, geometric transforms (e.g. affine, perspective) are defined by classes of
invariance properties, as outlined by Felix Klein in 1872 in his Erlangen Program.
Invariance properties for inverse skeletal strokes can be postulated by incidence
invariance and that length ratios should be kept locally approximately constant.
However, the second constraint is not given in a strict mathematical sense. These
comments should only indicate that the presented mapping is actually in a space
between geometric and topological transforms.

The “straightness” of artwork is a subjective concept. Thus we take a user stroke
as input to help in understanding the structure of the given artwork. Note that such
an user stroke is drawn as a sketch, not accurate, and thus not yet the possible input
for a precise mapping of artwork.

We observe that for a great proportion of artwork, there is a set of potential arcs
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in an artwork which indicate a directional trend of it. If we parametrize such an
artwork by an arc a which is approximately parallel to such a subset of arcs, we can
then map the artwork into a new version in which these arcs are straightened, i.e.
the chosen directional trend of the artwork is straightened. Thus, this arc a would
be a proper backbone for the artwork.

Therefore, we first extract a set of arcs from a given artwork, which are approxi-
mately parallel to the provided user stroke. This represents a user’s intention. Then,
we transform the user stroke into one which is as parallel as possible to all those se-
lected arcs. At last, we parametrize the input artwork with respect to this optimized
stroke, and map the whole artwork into a straightened version. Figure B.2 shows
the workflow of our method.

The paper is structured as follows. A formal description of artwork, arcs, and
arc parallelism are given in Section B.2. Then Section B.3 provides detail process of
our inverse skeletal strokes method. Experiments results are shown and discussed
in Section B.4. At last Section B.5 concludes.

B.2 Basic Concepts and Notations

Before discussing the process of inverse skeletal strokes method, we first give a for-
mal description of some related concepts.

Vector Artwork and User Stroke

We define artwork, denoted by U , as a vector picture in a 2D real space. An artwork
U = {u1, u2, . . .} is composed of one or several individual graphic units. A graphic
unit (or short, a unit) can be described by a simple curve (i.e. a Jordan curve [103])
that defines the outline, and a set of display features such as filling style or colour.
In this research we only modify the outline (i.e. the curve defining the unit), not the
display features.

We use cubic Bézier curves in a parametric form, defined as follows:

b(t) = p0(1− t)3 + 3p1t(1− t)2 + 3p2t
2(1− t) + p3t

3

for t ∈ [0, 1], end points p0 and p3 of the curve, and control points p1 and p2. Curves
are considered in the real plane R2.

An outline of a unit u can be represented by a closed sequence of cubic Bézier
curves b1, b2, . . . , bm with end points p0,i and p3,i, and control points p1,i and p2,i, for
i = 1, . . . ,m, where p3,i = p0,i+1, for i = 1, . . . ,m− 1, and p3,m = p0,1.

A connected part of an outline of a unit is an arc. Such an arc a is a sequence of
subsequent cubic Bézier curves, i.e. a subsequence of the sequence b1, b2, . . . , bm for
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the whole outline. A stroke as of a user is also assumed to be such an arc. We also
assume that as is smooth and of sufficient length on both side.

Arc Parallelism

Two arcs a1 and a2 in 2D space are parallel if a1 is an envelope of congruent circles
centred on a2. See Fig. B.3, left, for an example. The figure shows on the right a
translation of one arc into another one; this does not define parallelism in general.
Being parallel is an equivalence relation on the set of arcs in a 2D plane.

Following this definition, we propose a measure representing the degree of paral-
lelism between two arcs a1 and a2.

Our motivation is that a1 is an arc in an artwork, and a2 is a user stroke. Thus,
we assume that a2 is of sufficient length on both sides, and we only consider the
parallelism between a1 and a subarc b2 ⊆ a2.

Arc a1 defines a subarc b2 of a2 as follows: Assume an orientation for arc a1 and,
accordingly, a tangential vector tq for any point q ∈ a1. At an endpoint q of a1 we use
a one-sided derivative along a1 for defining tq . We denote −→qp a vector from q ∈ a1

to p ∈ a2 which is perpendicular to tq . Let qb and qe be the two endpoints of a1, and
pb and pe be the corresponding points on a2. Then, pb and pe are the endpoints of b2.
We say b2 is the impacted region of a1 on a2. See Fig. B.4.

Let p be an arbitrary point on b2, and d(p, q) be the minimum Euclidean distance
from p to a1, which can be represented by a point q ∈ a1. For a point q ∈ a1, the
vectors tq and −→qp also define the sign of d(p, q). If tq and −→qp describe a left-hand
orientation, we denote the sign of d(p, q) by o(q) = 1, otherwise we have o(q) = −1.

We denote by µd(b2, a1) = E[d(p, q) · o(q)] the expected value of d(p, q), for all
p ∈ b2. We call this the mean distance between b2 and a1. The negative or positive of

Figure B.3: Arc parallelism. Left: An arc, congruent circles centred on this arc, and
an envelope parallel to the given arc. Right: Two arcs defined by a translation of one
arc into the other; those two arcs are not parallel.
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Figure B.4: Measure of arc parallelism. Blue subarc b2 ⊆ a2 is defined by two end
points of a1. A third arc â, parallel to a1, is defined by congruent circles of radius
µd(b2, a1). The difference between â and b2 is the proposed measure for the degree
of parallelism between a1 and a2.

µd(b2, a1) defines whether b2 is on the negative or positive side of a1. (If equal to zero
then we also consider it on the positive side.)

Now consider a third arc â1 that is parallel to a1, and on the same side (i.e. nega-
tive or positive) of a2 relatively to a1. Further assume that the parallelism of â with
a1 is defined by congruent circles of radius µd(b2, a1). See Fig. B.4. Thus, we have
that

µd(b2, â) = E[d(p, q̂) · o(q̂)] = 0

for all p ∈ b2, where q̂ ∈ â defines the minimum distance d(p, q̂) as above, o(q̂)
defines the sign of d(p, q̂). Informally speaking, arc â is a modification of b2 which
follows parallel to a1, i.e. if a1 and b2 are parallel, â would overlap with b2. We call
â an auxiliary arc of a1.

Now we calculate σd(b2, â), the variance of d(p, q̂).

σd(b2, â) = E[d(p, q̂)2 · o(q̂)2]− µ2
d(b2, â)

= E[d(p, q̂)2 · o(q̂)2]

If a1 and b2 are parallel, there would be that d(p, q̂) = σd(b2, â) = 0. Otherwise,
σd(b2, â) will increase as â becomes more and more different to a2. Thus, we can use
σd(b2, â) to measure the parallelism of a1 and a2.

According to the properties of parallel arcs, any line perpendicular to â is also a
line which is perpendicular to a1. Now assume q is the corresponding points of q̂ on
a1, we have that

d(p, q̂) · o(q̂) = d(p, q) · o(q)− µd(b2, a1)

σd(b2, â) = E[d(p, q̂)2 · o(q̂)2]

= E[d(p, q)2]− 2 · E[d(p, q)] · µd(b2, a1) + µd(b2, a1)2
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= E[d(p, q)2]− µd(b2, a1)2 = σd(b2, a1)

Thus, the variance σd(b2, a1) of d(p, q) is just our measurement of the degree of par-
allelism between a1 and a2.

So far we discussed continuous geometric entities in the Euclidean plane. For
implementing the ideas, we apply the following discretization. For a set a, 〈a〉 de-
notes a discrete representation of this set.

We uniformly (with respect to a fixed arc length [103] increment 4L) sample
an arc b2, and obtain a set of samples 〈b2〉 = {pi : i = 1, . . . , n} ⊂ b2. Let d(pi, q̂i)

denote the minimum Euclidean distance from pi ∈ 〈b2〉 to â, where q̂i ∈ â, for
i = 1, . . . , n. Then we use the mean M [d(pi, q̂i)

2] as an approximation of E[d(p, q̂)2],
and the variance V [d(pi, q̂i)] =

∑n
i=1(d(pi, q̂i) −M [d(pi, q̂i)])

2 as an approximation
of σd(b2, a1).

B.3 Inverse Skeletal Strokes

Our system takes an artwork Us and a user stroke as as input, where subscript s
indicates “source”. We output a straightened version of artwork Us, denoted by Ut,
where t indicates “target”.

The Algorithm

Our process involves four steps. First, we extract a family A of finitely many can-
didate arcs from the units in Us, which are possible to approximately parallel to as.
Second, we measure the degree of parallelism between as and each arc a ∈ A, and s-
elect a set of arcsAp ⊆ Awhich are approximately parallel to as. Third, we optimize
as according toAp and obtain a backbone at, making at as parallel as possible to arcs
in Ap. At last, we parametrize Us with respect to at, and map it into a straightened
version Ut. The following subsection describe the steps in detail.

Extract Candidate Arcs

We extract candidate arcs from the outlines of units. As defined in Section B.2, a unit
u ∈ Us is described by a simple curve. For each unit u ∈ Us, we cut it into several
arcs by extremum points and corner points as defined following. Then we select the
arcs with sufficient arc length as candidate arcs.

Let p be a point on the outline of u, and d(p, q) be the minimum Euclidean dis-
tance from p to as, which can be represented by a point q ∈ as. We construct a
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function l with values l(q) ∈ [0, 1] to denote the location of q on as as follows:

l(q) =
L(qb, q)

L(qb, qe)

Here qb and qe are the begin point and end point of as, L(q1, q2) is the arc length
from q1 to q2 along as. Let p be an argument, then q = q(p) and l(q) = lq(p) are
functionally dependent on p. We call a point p an extreme point if lq(p) is an extreme
values.

A point p ∈ u is a corner point if the two one-sided derivatives are not equal at
this point.

We cut u into several arcs by extreme points and corner points. For an arc a with
two end point p1 and p2, if L(p1, p2) > C · L(u), we extract the arc of u between
p1 and p2 as a candidate arc. Here L(u) is the arc length of the outline of u, C is
a threshold ratio of empiric. We use C = 0.1. The arcs of insufficient length are
ignored, because they are not potential to show the directional trend of the given
artwork.

We denoted by A all candidate arcs extracted from each unit u ∈ Us.

Figure B.5: Extract approximately parallel arcs. Top: A given user stroke and a unit.
Middle: We cut the outline of the unit into four candidate arcs according to extreme
points and corner points. Bottom: We detect two arcs that are approximately parallel
to the user stroke.
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Select Parallel Arcs

Now we get a set A of candidate arcs. From A, we detect the arcs that are approxi-
mately parallel to the user stroke as.

For each arc ai, we calculate the parallelism measurement σd(bi, as) defined in
Section B.2. If σi,s < w ·L(bi), we consider ai is a parallel arc of as. Here the threshold
is formed by two parts: bi is the impacted region of ai on as, and L(bi) is the arc
length of bi (for standardization); w is an empirical parameter which control the
accuracy, here w = 0.02. We denoted by Ap all parallel arcs in A. Figure B.5 shows
the process of extracting approximately parallel arcs.

Optimize User Stroke

As we defined in Section B.2, arc as would be increasingly parallel to an arc a ∈ Ap,
if the corresponding subarc bs moves more and more close to the auxiliary arc â.

For each arc a ∈ Ap, we calculate the auxiliary arc â parallel to a, and the im-
pacted region bs on as. For a point p ∈ as, we make a line lp that is perpendicular to
as on p. Then, we move p to pt ∈ lp which has the minimum sum squared distance∑
d(pt, q̂t)

2 to all the â that affect p, where q̂t ∈ â indicate the minimum distance
from p to â. See Fig. B.6 for an intuitive example.

We remove the subarcs on the two ends of as which are not affected by any
a ∈ Ap. Then we extend the two ends of as with line segments following the one-
sided derivative. For a subarc in the middle of as which is not affected by any
a ∈ Ap, we apply proper transformation that make it continue to the two neighbor
subarcs. Here we call the optimized stroke at a backbone path.

Figure B.6: Optimize the user stroke. Here as is a given user stroke, a is a parallel
arc of as. We make an auxiliary arc â of a, and transform the impacted region bs of
as toward â. Thus, the optimized stroke can be as parallel as possible to a.



136 B. Appendix B: Inverse Skeletal Strokes

Figure B.7: Parametrize an artwork by a backbone, and map the artwork to a straight
version.

Map Artwork to Straightened Version

Given an artwork Ur = ui, i = 1, . . . , n and a backbone at, we use an inverse method
of skeletal strokes [82] to parametrize the artwork U , and map it along a straight
path. Informally speaking, we deform the 2D space around at, making at a straight
line in the deformed space. See Fig. B.7 for an intuitive expression.

Suppose pf the start point of at. For a point p ∈ Ur, we note point q ∈ at as
the point on at with the minim Euclidean distance d(p, q) from q to p. We note
L(pf , q) the arc length from pf to q along at. Then p is parametrize by a coordinate
(L(pf , q), d(p, q)).

Then we map Ur to Ut along a straight path y = 0. For any point pr ∈ Ur,
the coordinate of the corresponding point pt ∈ Ut is the same with the parameter
coordinate of pr along ab.

The shape of a vector artwork is represented by a set of finite many Bézier curves.
For mapping a vector artwork, we only have to map these Bézier curves. For each
Bézier curve br(t) ∈ Ur, first we sample four points on it at pr,0 = br(0), pr,1 =

br(1/3), pr,2 = br(2/3), and pr,3 = br(1). Then, we map these points to pt,0, pt,1, pt,2,
and pt,3. At last we use a new Bézier curve bt(t) to fit the four mapped points pt,1,
pt,2, pt,3, and pt,4. Here bt(t) is the mapped version of br(t).

B.4 Experiments

We implement our method with C++ and Qt 5.0.1. These experiments are made
on a PC with Intel Core i5-3550 3.3 GHz and RAM of 8GB. The run time for each
experiment in Fig. B.8 is less then 5 seconds, and for each experiment in Fig. B.9 is
less then 9 seconds.
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Figure B.8: Experimental results when having simple patterns as inputs. Left: Input
artworks and user strokes. Right: Straightened artworks.

Two examples of experimental results with simple input patterns are shown in
Fig. B.8. The input patterns are highly regular, thus the results show the accuracy of
our method.

Experimental results of more complex cases are shown in Figs. B.9 From these
results we can see that our method is robust for handling complex artworks in prac-
tical application.

As we described in Section B.1, an original user stroke is only drawn as a s-
ketch, and is not accurate enough for straightening an given artwork. Figure B.10
compares the the mapping results using an original user stroke and the optimized
stroke. Using the same input artwork and user stroke, the output artwork mapped
with the optimized stroke is straightened, but the version mapped with the original
user stroke still contains undesirable curvatures.

As we discussed in section B.1, our method assume that there are some arcs in the
given artwork which indicate a directional trend of the artwork. This assumption is
an limitation of our method.

B.5 Summary

This chapter proposed a novel theoretical framework (e.g. discussion of parallel
arcs) and a novel algorithm for straightening vector artworks. This is the inverse
process to the known skeletal stroke method.

Guided by a user stroke, the provided method extract a set of potential arcs in
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Figure B.9: Experimental results when having more complex artwork as inputs.

a given artwork which indicate a directional trend of it. Then the user stroke is
transformed into one which is as parallel as possible to all those selected arcs. At
last the given artwork is parameterized with the optimized stroke, and mapped into

Figure B.10: Comparison of mapping a given artwork with an original user stroke
and the optimized stroke. Left: An artwork, an original user stroke (blue arc), and
the optimized stroke (green arc). Middle: A version of the given artwork mapped
along the original user stroke. Right: Another version of the given artwork mapped
along the the optimized stroke.
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a straightened version.
The provided method can be used as a technique for generating proper inputs

for the skeletal stroke method. Thus, it can broaden the range of application of the
skeletal stroke method.
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[36] Cerezo, E., Pérez, F., Pueyo, X., Seron, F.J., Sillion, F.X.: A survey on participating media
rendering techniques. The Visual Computer 21, 303–328 (2005)

[37] Chen, Q., Li, D., Tang, C. K.: KNN matting. IEEE Trans. Pattern Analysis and Machine
Intelligence 35, 2175–2188 (2013)

[38] Chen, S. E., Williams, L.: View interpolation for image synthesis. In Proc. SIGGRAPH,
pp. 279–288 (1993)

[39] Cheng, M. M., Mitra, N. J., Huang, X., Torr, P. H., Hu, S. M.: Global contrast based
salient region detection. IEEE Trans. Pattern Analysis and Machine Intelligence 37, 569-
582 (2015)

www.dxomark.com/best-cameras-for-landscape
www.dxomark.com/best-cameras-for-landscape


NON-AUTHORED REFERENCES 145

[40] Cheng, M. M., Zhang, F. L., Mitra, N. J., Huang, X., Hu, S. M.: RepFinder: finding
approximately repeated scene elements for image editing. ACM Trans. Graphics 29, No.
4 (2010)

[41] Cicala, R.: There is No Perfect Lens. http://www.lensrentals.com/blog/2013/
09/there-is-no-perfect-lens/ (2013)

[42] Comaniciu, D., Meer, P.: Mean shift: A robust approach toward feature space analysis.
IEEE Trans. Pattern Analysis Machine Intelligence 24, 603–619 (2002)

[43] Craw, I., Tock, D., Bennett, A.: Finding face features. In Proc. ECCV pp. 92–96 (1992)

[44] Criminisi, A., Prez, P., Toyama, K.: Region filling and object removal by exemplar-based
image inpainting. IEEE Trans. Image Processing 13, 1200–1212 (2004)

[45] Curtis, C. J., Anderson, S. E., Seims, J. E., Fleischer, K. W., Salesin, D. H.: Computer-
generated watercolor. In Proc. SIGGRAPH, pp. 421–430 (1997)

[46] Debevec, P. Rendering synthetic objects into real scenes: Bridging traditional and image-
based graphics with global illumination and high dynamic range photography. In Proc.
SIGGRAPH, No. 32 (2008)

[47] Debevec, P., Malik, J.: Recovering high dynamic range radiance maps from photographs.
In Proc. SIGGRAPH, No. 31 (2008)

[48] Debevec, P., Reinhard, E., Ward, G., Pattanaik, S.: High dynamic range imaging. In:
ACM SIGGRAPH Course Notes, No. 14 (2004)

[49] DeCarlo, D., Santella, A.: Stylization and abstraction of photographs. ACM Trans.
Graphics 21, pp. 769–776 (2002)

[50] Demers, J.: Depth of field: A survey of techniques. GPU Gems 1 375, U390 (2004)

[51] Deng, Y., Manjunath, B.: Unsupervised segmentation of color-texture regions in images
and video. IEEE Trans. Pattern Analysis Machine Intelligence 23, 800–810 (2001)

[52] Doyle, L., Mould, D.: Painted stained glass. In Proc. Eurograph Joint Symposium
on Computational Aesthetics and Sketch Based Interfaces and Modeling and Non-
Photorealistic Animation and Rendering, pp. 1–10 (2016)

[53] Dror, G.: Machine Learning for Digital Face Beautification. Chapter in Computational
Photography: Methods and Applications, 419–444 (2010)

[54] Engelhardt, T., Dachsbacher, C.: Epipolar sampling for shadows and crepuscular rays in
participating media with single scattering. In: Proc. I3D, pp. 119–125 (2010)

[55] Erofeev, M., Gitman, Y., Vatolin, D., Fedorov, A., Wang, J.: Perceptually Motivated
Benchmark for Video Matting. In Proc. BMVC, No. 99 (2015)

[56] Fattal, R.: Single image dehazing. ACM Trans. Graphics 27, No. 72 (2008)

[57] Fedkiw, R., Stam, J., Jensen, H.W.: Visual simulation of smoke. In: Proc. SIGGRAPH, pp.
15–22 (2001)

[58] Felzenszwalb, P.F., Huttenlocher, D.P.: Efficient belief propagation for early vision. Int.
J. Computer Vision 70, 41–54 (2006)

http://www.lensrentals.com/blog/2013/09/there-is-no-perfect-lens/
http://www.lensrentals.com/blog/2013/09/there-is-no-perfect-lens/


146 NON-AUTHORED REFERENCES

[59] Finlayson, G. D., Hordley, S. D., Hubel, P. M.: Color by correlation: A simple, unifying
framework for color constancy. IEEE Trans. Pattern Analysis Machine Intelligence 23,
1209–1221 (2001)

[60] Fischler, M.A. and Bolles, R.C.: Random sample consensus: A paradigm for model fit-
ting with applications to image analysis and automated cartography. Communications
of the ACM 24, pp. 381–395 (1981)

[61] Friedrich, N., Lobachev, O., Guthe, M.: Faking It: Simulating Background Blur in Por-
trait Photography using a Coarse Depth Map Estimation from a Single Image. In Proc.
WSCG, No. A67 (2016)

[62] Fukunaga, K., Hostetler, L.: The estimation of the gradient of a density function, with
applications in pattern recognition. IEEE Trans. Information Theory 21, 32–40 (1975)

[63] Gardner, G.Y.: Visual simulation of clouds. In: Proc. SIGGRAPH, pp. 297–304 (1985)

[64] Geiger, A., Lenz, P., Urtasun, R.: Are we ready for autonomous driving? the kitti vision
benchmark suite. In Proc. CVPR, pp. 3354-3361 (2012)

[65] Gilchrist, A., Kossyfidis, C., Bonato, F., Agostini, T., Cataliotti, J., Li, X., Spehar, B., An-
nan, V., Economou, E.: An anchoring theory of lightness perception. Psychological Re-
view 106, 795 (1999)

[66] Grewe, L.L., Brooks, R.R.: Atmospheric attenuation reduction through multisensor fu-
sion. In: Proc. SPIE 3376, Sensor Fusion II, pp. 102–109 (1998)

[67] Gunes, H.: A survey of perception and computation of human beauty. In Proc. Joint
ACM Workshop on Human Gesture and Behavior Understanding. pp. 19–24 (2011)

[68] Gupta, A., Joshi, N., Zitnick, C. L., Cohen, M., Curless, B.: Single image deblurring using
motion density functions. In Proc. ECCV, pp. 171–184 (2010)

[69] Hachisuka, T., Jarosz, W., Georgiev, I., Kaplanyan, A., Nowrouzezahrai, D., Spencer, B.:
State of the art in photon density estimation. In: SIGGRAPH Asia Courses, No. 15 (2013).

[70] Haeberli, P.: Paint by numbers: Abstract image representations. In Proc. SIGGRAPH,
pp. 207–214 (1990)

[71] Hall, P., Lehmann, A. S.: Don’t measure – Appreciate! NPR seen through the prism of
art history. Chapter in Image and Video-Based Artistic Stylisation, 332–350 (2013)

[72] Hardie, R. C., Barnard, K. J., Armstrong, E. E.: Joint MAP registration and high-
resolution image estimation using a sequence of undersampled images. IEEE Trans. Im-
age Processing 6, 1621-1633 (1997)

[73] Hartley, R.I.: Theory and practice of projective rectification. Int. J. Computer Vision, 35,
115–127 (1999)

[74] He, S.: How to customize heart bokeh (aperture) for the camera? DIY tutorial. www.
youtube.com/watch?v=he_RUMxo-H8 (2013)

[75] Hermann, S., Klette, R.: Iterative semi-global matching for robust driver assistance sys-
tems. In: Proc. ACCV, LNCS 7726, pp. 465–478 (2013)

www.youtube.com/watch?v=he_RUMxo-H8
www.youtube.com/watch?v=he_RUMxo-H8


NON-AUTHORED REFERENCES 147

[76] Hertzmann, A.: A survey of stroke-based rendering. IEEE Computer Graphics and Ap-
plications 23, 70–81 (2003)

[77] Hirsch, R. Seizing the Light: A Social History of Photography McGraw-Hill Education,
New York (2008).

[78] Hirschmüller, H.: Accurate and efficient stereo processing by semi-global matching and
mutual information. In: Proc. CVPR, pp. 807–814 (2005)

[79] Hoey, G.: Advanced Photoshop starburst filter effect - Week 45. www.youtube.com/
watch?v=lRKp4_EkIvc (2009)

[80] Hoiem, D., Efros, A.A., Hebert, M.: Automatic photo pop-up. ACM Trans. Graphics 24,
577–584 (2005)

[81] Hsu, S., Lee, I.: Drawing and animation using skeletal strokes In: Proc. SIGGRAPH, pp.
109–118 (1994)

[82] Hsu, S., Lee, I., Wiseman, N.: Skeletal strokes In: Proc. UIST, pp. 197–206 (1993)

[83] Hu, W., Dong, Z., Ihrke, I., Grosch, T., Yuan, G., Seidel, H.P.: Interactive volume caustics
in single-scattering media. In: Proc. I3D, pp. 109–117 (2010)

[84] Huang, F., Klette, R., Scheibe, K.: Panoramic imaging: sensor-line cameras and laser
range-finders. John Wiley and Sons. Ltd.,Chichester (2008)

[85] Huang, F., Wu, B.H., Huang, B.-R.: Synthesis of Oil-Style Paintings. In: Proc. PSIVT, pp.
15–26 (2015)

[86] Hullin, M., Eisemann, E., Seidel, H. P., Lee, S.: Physically-based real-time lens flare ren-
dering. ACM Trans. Graphics 30, No. 108 (2011)

[87] Hunt R.W.G.: The reproduction of colour. John Wiley and Sons. Ltd.,Chichester (2005)

[88] Hunter, R. S.: Accuracy, precision, and stability of new photoelectric color-difference
meter. Journal of the Optical Society of America, 38, 1094–1094 (1948)

[89] Ibrahim, H., Kong, N.S.P.: Image sharpening using sub-regions histogram equalization.
IEEE Trans. Consumer Electronics 55, 891–895 (2009)

[90] ICU BEFORE: CSS3 – Design with Color Control and Opac-
ity. christinadescalzo.wordpress.com/2013/06/08/

css3-design-with-controlling-color-and-opacity/ (2013)

[91] Ilea, D.-E. and Whelan, P.-F.: Image segmentation based on the integration of colour-
texture descriptors - A review. Pattern Recognition 44, 2479–2501 (2011)

[92] Irani, M., Peleg, S.: Improving resolution by image registration. Graphical Models and
Image Processing 53, 231–239 (1991)

[93] Lyon, R. F.: A brief history of ‘pixel’. In Proc. SPIE, No. 606901 (2006) (2006, February).
A brief history of’pixel’. In Electronic Imaging 2006 (pp. 606901-606901).

[94] Joblove, G. H., Greenberg, D.: Color spaces for computer graphics. In Proc. SIGGRAPH
pp. 20–25 (1978)

www.youtube.com/watch?v=lRKp4_EkIvc
www.youtube.com/watch?v=lRKp4_EkIvc
christinadescalzo.wordpress.com/2013/06/08/css3-design-with-controlling-color-and-opacity/
christinadescalzo.wordpress.com/2013/06/08/css3-design-with-controlling-color-and-opacity/


148 NON-AUTHORED REFERENCES

[95] Judd, D.B., Wyszecki, G.: Color in business, science and industry. John Wiley and Sons.
Ltd., Chichester (1963)

[96] K1 Production How to Bokeh your background in Photoshop cc (TOTURIAL) www.
youtube.com/watch?v=egsRxKydn0c (2015)

[97] Kajiya, J.T., Von Herzen, B.P.: Ray tracing volume densities. In: Proc. SIGGRAPH, pp.
165–174 (1984)

[98] Karni, Z., Freedman, D., Gotsman, C.: Energy based image deformation. Computer
Graphics Forum 28, 1257–1268 (2009)

[99] Karsch, K., Hedau, V., Forsyth, D., Hoiem, D.: Rendering synthetic objects into legacy
photographs. ACM Trans. Graphics 30, No. 157 (2011)

[100] Keelan, B.: Handbook of image quality: characterization and prediction. CRC Press,
Marcel Dekker (2002)

[101] Khoshelham, K., Elberink, S.O.: Accuracy and resolution of kinect depth data for in-
door mapping applications. Sensors 12, 1437–1454 (2012)

[102] Klette, R.: Concise Computer Vision: An Introduction into Theory and Algorithms.
Springer, London (2014)

[103] Klette, R., Rosenfeld, A.: Digital Geometry: Geometric Methods for Digital Picture
Analysis. Morgan Kaufmann, San Francisco (2004)

[104] Kim, S. P., Bose, N. K.: Reconstruction of 2-D bandlimited discrete signals from nonuni-
form samples. In IEE Proc F-Radar and Signal Processing 137, pp. 197–204 (1990)

[105] Kim, S. P., Su, W. Y.: Recursive high-resolution reconstruction of blurred multiframe
images. IEEE Trans. Image Processing 2, 534–539 (1993)

[106] Kimmel, R.: Demosaicing: image reconstruction from color CCD samples. IEEE Trans.
Image Processing 8, 1221–1228 (1999)

[107] Kim, Y., Winnemller, H., Lee, S.: WYSIWYG stereo painting. In Proc. SIGGRAPH I3D,
pp. 169–176 (2013)

[108] Knuth, D.E., Larrabee, T.L., Roberts, P.M.: Mathematical Writing. Mathematical Asso-
ciation of America, ISBN: 088385063X, 1996.

[109] Kopf, J., Cohen, M.F., Lischinski, D., Uyttendaele, M.: Joint bilateral upsampling. ACM
Trans. Graphics 26, No. 96 (2007)

[110] Kopf, J., Neubert, B., Chen, B., Cohen, M., Cohen-Or, D., Deussen, O., Uyttendaele, M.,
Lischinski, D.: Deep photo: Model-based photograph enhancement and viewing. ACM
Trans. Graphics 27, No. 116 (2008)

[111] Kopf, J., Uyttendaele, M., Deussen, O., Cohen, M. F.: Capturing and viewing gigapixel
images. ACM Trans. Graphics 26, No. 93 (2007)

[112] Kraus, M., Strengert, M.: Depth-of-field rendering by pyramidal image processing.
Computer Graphics Forum 26, 645–654 (2007)

www.youtube.com/watch?v=egsRxKydn0c
www.youtube.com/watch?v=egsRxKydn0c


NON-AUTHORED REFERENCES 149

[113] Krawczyk, G., Myszkowski, K., Seidel, H. P.: Lightness perception in tone reproduction
for high dynamic range images. Computer Graphics Forum 24, 635–645 (2005)

[114] Kuang, J., Yamaguchi, H., Liu, C., Johnson, G. M., Fairchild, M. D.: Evaluating HDR
rendering algorithms. ACM Trans. Applied Perception 4, No. 9 (2007)

[115] Lam, E. Y.: Combining gray world and retinex theory for automatic white balance in
digital photography. In: Proc. ISCE, pp. 134–139 (2005)

[116] Larson, G. W., Rushmeier, H., Piatko, C.: A visibility matching tone reproduction op-
erator for high dynamic range scenes. IEEE Trans. Visualization Computer Graphics 3,
291–306 (1997)

[117] Lee, D.: Medial axis transformation of a planar shape. IEEE Trans. Pattern Analysis and
Machine Intelligence 4, 363–369 (1982)

[118] Lee, S., Eisemann, E., Seidel, H.-P.: Depth-of-field rendering with multiview synthesis.
ACM Trans. Graphics 28, No. 134 (2009)

[119] Lee, S., Eisemann, E., Seidel, H.-P.: Real-time lens blur effects and focus control. ACM
Trans. Graphics 29, No. 65 (2010)

[120] Lee, S., Jounghyun Kim, G., Choi, S.: Real-time depth-of-field rendering using
anisotropically filtered mipmap interpolation. IEEE Trans. Visualization Computer
Graphics 15, 453–464 (2009)

[121] Lee, S., Kim, G. J., Choi, S.: Real-time depth-of-field rendering using point splatting on
per-pixel layers. Computer Graphics Forum 27, 1955–1962 (2008)

[122] Lee, S., Lee, S.: Interactive Additive Diffraction Synthesis. In Proc. EUROGRAPHICS
(2016)

[123] Lertrattanapanich, S., Bose, N. K.: High resolution image formation from low resolu-
tion frames using Delaunay triangulation. IEEE Trans. Image Processing 11, 1427–1441
(2002)

[124] Levin, A., Lischinski, D., Weiss, Y.: A closed-form solution to natural image matting.
IEEE Trans. Pattern Analysis Machine Intelligence 30, 228–242 (2008)

[125] Liang, L., Jin, L., Li, X.: Facial skin beautification using adaptive region-aware masks.
IEEE Trans. Cybernetics 44, 2600–2612 (2014)

[126] Lipson, A., Lipson, S. G., Lipson, H.: Optical physics. Cambridge University Press,
Cambridge (2010)

[127] Liu, J., Gong, X., Liu, J.: Guided inpainting and filtering for kinect depth maps. In: Proc.
ICPR, pp. 2055–2058 (2012)

[128] Lowe, D. G.: Object recognition from local scale-invariant features. In Proc. ICCV, pp.
1150C-1157 (1999)

[129] Lowe, D. G.: Distinctive image features from scale-invariant keypoints Int. J. Computer
Vision 60, 91–110 (2004)



150 NON-AUTHORED REFERENCES

[130] Lukac, R.: Single-sensor imaging: methods and applications for digital cameras. CRC
Press, Boca Raton (2008)

[131] Lukac, R.: Computational photography: methods and applications. CRC Press, Boca
Raton (2010)

[132] mahalodotcom: How to create a lens flare effect in Photoshop. www.youtube.com/
watch?v=qmL0ct2Ries (2011)

[133] Martin, D., Fowlkes, C., Tal, D., Malik, J.: A database of human segmented natural
images and its application to evaluating segmentation algorithms and measuring eco-
logical statistics. In Proc. ICCV, pp. 416–423 (2001)

[134] Matsuo, T., Fukushima, N., Ishibashi, Y.: Weighted joint bilateral filter with slope depth
compensation filter for depth map refinement. In: Proc. VISAPP, pp. 300–309 (2013)

[135] McMillan, L., Bishop, G.: Plenoptic modeling: An image-based rendering system. In
Proc. SIGGRAPH, pp. 39-46 (1995)

[136] Mould, D., Rosin, P. L.: A benchmark image set for evaluating stylization. In Proc. Eu-
rographics Joint Symposium on Computational Aesthetics and Sketch Based Interfaces
and Modeling and Non-Photorealistic Animation and Rendering, pp. 11–20 (2016)

[137] Mowery, A.: Create the famed Petzval swirly boke-
h with your lens for cheap. www.diyphotography.net/

create-famed-petzval-swirly-bokeh-lens-cheap/ (2015)

[138] Ng, R., Levoy, M., Brédif, M., Duval, G., Horowitz, M., Hanrahan, P.: Light field pho-
tography with a hand-held plenoptic camera. Stanford University, CSTR 2005-02 (2005)

[139] Nishino, K., Nayar, S. K.: Eyes for relighting. ACM Trans. Graphics 23, 704–711 (2004)

[140] Oh, B.M., Chen, M., Dorsey, J., Durand, F.: Image-based modeling and photo editing.
In: Proc. SIGGRAPH, pp. 433–442 (2001)

[141] Osterberg, G.: Topography of the layer of rods and cones in the human retina. Nyt
Nordisk Forlag (1935)

[142] Park, S.C., Park, M.K., Kang, M.G.: Super-resolution image reconstruction: a technical
overview. IEEE Signal Processing Magazine 20, 21–36 (2003)

[143] PhotoScreenPrint.com: The YRGBK Droplet – Color Sepa-
rating with the LAB Mode. www.photoscreenprint.com/

the-yrgbk-droplet-color-separating-with-the-lab-mode/

[144] Plimmer, B., Purchase, H., Yang, H. Y., Laycock, L.: Preserving the hand-drawn appear-
ance of graphs. In Proc. Visual Languages, pp. 347–352 (2009)

[145] Purchase, H. C.: Experimental human-computer interaction: a practical guide with
visual examples. Cambridge University Press, New York (2012)

[146] Remondino, F., El-Hakim, S.: Image-based 3d modelling: a review. The Photogrammet-
ric Record 21, 269–291 (2006)

www.youtube.com/watch?v=qmL0ct2Ries
www.youtube.com/watch?v=qmL0ct2Ries
www.diyphotography.net/create-famed-petzval-swirly-bokeh-lens-cheap/
www.diyphotography.net/create-famed-petzval-swirly-bokeh-lens-cheap/
www.photoscreenprint.com/the-yrgbk-droplet-color-separating-with-the-lab-mode/
www.photoscreenprint.com/the-yrgbk-droplet-color-separating-with-the-lab-mode/


NON-AUTHORED REFERENCES 151

[147] Rhemann, C., Rother, C., Wang, J., Gelautz, M., Kohli, P., Rott, P.: A perceptually moti-
vated online benchmark for image matting. In Proc. CVPR, pp. 1826–1833 (2009)

[148] Ribemont, F., Daum, P., Prodger, P.: Impressionist camera: pictorial photography in
Europe, 1888-1918. Merrell Publishers, New York (2006).

[149] Rockwell, K.: Nikon Lens Bokeh Comparison www.kenrockwell.com/nikon/

bokeh-comparison.htm (2006)

[150] Rockwell, K.: Bokeh. www.kenrockwell.com/tech/bokeh.htm (2008)

[151] Rowe, M. H.: Trichromatic color vision in primates. Physiology, 17, 93-98 (2002)

[152] Rosin, P., Lai, Y.: Non-photorealistic rendering of portraits. In Proc. Eurograph Work-
shop on Computational Aesthetics pp. 159–170 (2015)

[153] Rosin, P., Collomosse, J. (Eds.): Image and Video-Based Artistic Stylisation. Springer,
London (2012)

[154] Rosten, E., Drummond, T.: Machine learning for high-speed corner detection. In Proc.
ECCV, pp. 430–443 (2006)

[155] Rublee, E., Rabaud, V., Konolige, K., Bradski, G.: ORB: an efficient alternative to SIFT
or SURF. In: Proc. ICCV, pp. 2564–2571 (2011)

[156] Scharstein, D., Szeliski, R.: A taxonomy and evaluation of dense two-frame stereo cor-
respondence algorithms. Int. J. Computer Vision 47, 7–42 (2002)

[157] Schaul, L., Fredembach, C., Susstrunk, S.: Color image dehazing using the near-
infrared. In: Proc. ICIP, pp. 1629–1632 (2009)

[158] Schechner, Y. Y., Kiryati, N.: Depth from defocus vs. stereo: How different really are
they? Int. J. Computer Vision 39, 141–162 (2000)

[159] Schechner, Y.Y., Narasimhan, S.G., Nayar, S.K.: Instant dehazing of images using po-
larization. In: Proc. CVPR, No. I–325– (2001)

[160] Schultz, R. R., Stevenson, R. L.: Extraction of high-resolution frames from video se-
quences. IEEE Trans. Image Processing 5, 996–1011 (1996)

[161] Seitz, S. M., Curless, B., Diebel, J., Scharstein, D., Szeliski, R.: A comparison and e-
valuation of multi-view stereo reconstruction algorithms. In Proc. CVPR, pp. 519–528
(2006)

[162] Shan, Q., Jia, J., Agarwala, A.: High-quality motion deblurring from a single image.
ACM Trans. Graphics 27, No. 73 (2008)

[163] Shih, Y., Paris, S., Barnes, C., Freeman, W. T., Durand, F.: Style transfer for headshot
portraits. ACM Trans. Graphics 33, No. 148 (2014)

[164] Shum, H., Kang, S.B.: Review of image-based rendering techniques. In: Proc. VCIP, pp.
2–13 (2000)

[165] Shum, H.Y., Chan, S.C., Kang, S.B.: Image-Based Rendering. Springer Science & Busi-
ness Media, New York (2006)

www.kenrockwell.com/nikon/bokeh-comparison.htm
www.kenrockwell.com/nikon/bokeh-comparison.htm
www.kenrockwell.com/tech/bokeh.htm


152 NON-AUTHORED REFERENCES

[166] Smith, T., Guild, J.: The CIE colorimetric standards and their use. Trans. Optical Society,
33, 73–134 (1931)

[167] Song, Z., Klette, R.: Robustness of point feature detection. In: Proc. CAIP, pp. 580–588
(2013)

[168] Stavrakis, E., Gelautz, M.: Stereoscopic painting with varying levels of detail. In Proc.
SPIE, pp. 450–459 (2005)

[169] Strohmer, T.: Computationally attractive reconstruction of bandlimited images from
irregular samples. IEEE Trans. image processing 6, 540-548 (1997)

[170] Subbarao, M. and Surya, G.: Depth from defocus: a spatial domain approach. Int. J.
Computer Vision 13, 271–294 (1994)

[171] Sun, J., Yuan, L., Jia, J., and Shum, H.-Y.: Image completion with structure propagation.
ACM Trans Graphics 24, 861-868 (2004)

[172] Tamlin: Photoshop realistic fog & mist tutorial. www.tutorialized.com/view/
tutorial/Realistic-Fog-Mist/14031 (2006)

[173] Tauber, Z., Li, Z. N., Drew, M. S.: Review and preview: Disocclusion by inpainting for
image-based rendering. IEEE Trans. Systems, Man, and Cybernetics, Part C (Applica-
tions and Reviews) 37, 527–540 (2007)

[174] Taubman, D.: High performance scalable image compression with EBCOT. IEEE trans.
Image Processing 9, 1158–1170 (2000)

[175] Telea, A.: An image inpainting technique based on fast marching method. J. Graphics
Tools 9, 23-34 (2004)

[176] The KITTI Vision Vision Benchmark Suite. www.cvlibs.net/datasets/kitti/
index.php

[177] The Middlebury Computer Vision Pages vision.middlebury.edu/

[178] TrickyPhotoshop: Trickyphotoshop - how to create mist (fog) using Photoshop CS6.
www.youtube.com/watch?v=F9NTddMLSvM (2012).

[179] Tippetts, B., Lee, D. J., Lillywhite, K., Archibald, J.: Review of stereo vision algorithms
and their suitability for resource-limited systems. Journal of Real-Time Image Processing
11, 5-25 (2016)

[180] Tsai, R. Y., Huang, T. S.: Multiframe image restoration and registration. Advances in
computer vision and Image Processing 1, 317–339 (1984)

[181] Tsai, Y. H., Shen, X., Lin, Z., Sunkavalli, K., Yang, M. H.: Sky is not the limit: semantic-
aware sky replacement. ACM Trans. Graphics 35, No. 149 (2016)

[182] Uyttendaele, M., Eden, A., Skeliski, R.: Eliminating ghosting and exposure artifacts in
image mosaics. In Proc. CVPR, pp. 509-516 (2001)

[183] Wang, J., and Cohen, M.-F.: Image and Video Matting: A Survey. Foundations Trends
Computer Graphics Vision 3, 97–175 (2007)

www.tutorialized.com/view/tutorial/Realistic-Fog-Mist/14031
www.tutorialized.com/view/tutorial/Realistic-Fog-Mist/14031
www.cvlibs.net/datasets/kitti/index.php
www.cvlibs.net/datasets/kitti/index.php
vision.middlebury.edu/
www.youtube.com/watch?v=F9NTddMLSvM


NON-AUTHORED REFERENCES 153

[184] Wang, L., Wei, L.Y., Zhou, K., Guo, B., Shum, H.Y.: High dynamic range image halluci-
nation. In: Proc. Eurograph, pp. 321–326 (2007)

[185] Wang, Q., Yu, Z., Rasmussen, C., Yu, J.: Stereo vision-based depth of field rendering on
a mobile device. J. Electronic Imaging 23, 023009 (2014)

[186] Wang, Y., Zhang, L., Liu, Z., Hua, G., Wen, Z., Zhang, Z., Samaras, D.: Face relighting
from a single image under arbitrary unknown lighting conditions. IEEE Trans. Pattern
Analysis and Machine Intelligence 31, 1968–1984 (2009)

[187] Wei, L. Y., Lefebvre, S., Kwatra, V., Turk, G.: State of the art in example-based texture
synthesis. In Proc. Eurographics–STAR pp. 93–117 2009

[188] Wen, Z., Liu, Z., Huang, T. S.: Face relighting with radiance environment maps. In Proc.
CVPR, No. II-158 (2003)

[189] Wilkie, K. D. A. C. A., Purgathofer, W.: Tone reproduction and physically based spectral
rendering. In Proc. Eurograph, pp. 101–123 (2002)

[190] Winkenbach, G., Salesin, D. H.: Computer-generated pen-and-ink illustration. In Proc.
SIGGRAPH, pp. 91–100 (1994)

[191] Wu, J., Zheng, C., Hu, X., Wang, Y., Zhang, L.: Realistic rendering of bokeh effect based
on optical aberrations. The Visual Computer 26, 555–563 (2010)

[192] Wu, Y., Lim, J., Yang, M. H.: Online object tracking: A benchmark. In Proc. CVPR, pp.
2411-2418 (2013)

[193] Xu, L., Jia, J.: Depth-aware motion deblurring. In Proc. ICCP, pp. 1–8 (2012)

[194] Xu, Z., Liu, X., Chen, X.: Fog removal from video sequences using contrast limited
adaptive histogram equalization. In: Proc. CiSE, pp. 1–4 (2009)

[195] Xue, W., Zhang, X., Sheng, B., Ma, L.: Image-based depth-of-field rendering with non-
local means filtering. In: Proc. Int. Conf. Multimedia Expo Workshops pp. 1–6 (2013)

[196] Yaegashi, A.: Real time - Aurora Breakup on Mar-2nd 2015 taken by SONY a7s. www.
youtube.com/watch?v=aK-MN8eYUOI (2015)

[197] Yuan, L., Sun, J., Quan, L., Shum, H. Y.: Image deblurring with blurred/noisy image
pairs. ACM Tran. Graphics 26, No. 1 (2007)

[198] Yu, X., Wang, R., Yu, J.: Real-time depth of field rendering via dynamic light field
generation and filtering. Computer Graphics Forum 29, 2099–2107 (2010)

[199] Yu, Z., Yu, X., Thorpe, C., Grauer-Gray, S., Li, F., Yu, J.: Racking focus and tracking
focus on live video streams: a stereo solution. The Visual Computer 30, 45–58 (2014)

[200] Zhang, W., Cham, W.-K.: Single image focus editing. In: Proc. ICCV Workshops, pp.
1947–1954 (2009)

[201] Zhou, K., Hou, Q., Gong, M., Snyder, J., Guo, B., Shum, H.Y.: Fogshop: Real-time
design and rendering of inhomogeneous, single-scattering media. In: Proc. PG, pp. 116–
125 (2007)

www.youtube.com/watch?v=aK-MN8eYUOI
www.youtube.com/watch?v=aK-MN8eYUOI


154 NON-AUTHORED REFERENCES

[202] Zitnick, C. L., Kang, S. B., Uyttendaele, M., Winder, S., Szeliski, R.: High-quality video
view interpolation using a layered representation. ACM Trans. Graphics 23, 600-608
(2004)



Index

2D, 1
3D, 1

Algorithm
mean-shift, 34
random sample consensus, 40, 43
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Arc parallel, 131

Bézier curve, 130
Base distance, 27

Camera
binocular stereo, 1, 26
full-frame, 75
light field, 4
panchromatic, 10
pinhole, 68

Camera calibration, 26
Circle of confusion, 65
CoC, 65
Color balance, 11
Color space
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HSV, 24
L*a*b*, 23
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XYZ, 24

Corner, 39, 40

Data-cost function, 29

normalized cross correlation, 30
SSD, 29
sum of squared differences, 29
ZCEN, 30
zero-mean normalized census, 30
zero-mean version of SSD, 29
ZNCC, 30
ZSSD, 29

Dehazing, 17
Demosaicking, 10
disparity, 27

Effect
bokeh, 5, 17, 65
fog, 5, 17, 45
heterogeneous fog, 55
homogeneous fog, 54
photorealistic, 2
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star filter, 93
swirly bokeh, 67, 81

Epipolar lines, 26

Feature, 39
binary robust independent elementary,

39, 40
BRIEF, 39, 40
descriptor, 39
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scale-invariant feature transform, 43
SIFT, 43

Filter
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joint bilateral, 33

Fraunhofer diffraction, 91

Geometry
canonical stereo, 26
standard stereo, 26

Image
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match, 4, 23

Image dynamic range, 13, 69
Image matting, 36

closed-form, 36, 38
Image noise, 11
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luminance, 12
thermal, 11

Image rectification, 26
Image segmentation, 33

mean-shift, 34, 36
image segmentation, 33
Inpainting, 15, 32
Intensity constancy assumption, 29

Lens
aperture f-number, 75
blur, 65
distortion, 23
focal length, 27
focal plane, 65
optical aberrations, 65

Light scattering, 54

Noise reduction, 12

Panoramic imaging, 15
Photographic style

pictorialist, 3
straight, 3

Photography, 1
computational, 1, 2

Relighting, 17
Rendering

non-photorealistic, 3
photorealistic, 3

Skeletal stroke, 127
inverse, 128

Stereo matching, 26, 27
iSGM, 31
iterative semi-global, 31
semi-global, 31
SGM, 31

Stereo refinement, 32
Stereo vision, 2

self-calibrated, 95

Tone mapping, 11
Trichromatic vision, 10

View interpolation, 16
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