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Abstract

Cancer is an increasingly common disease. Only in New Zealand, more than

20,000 people are diagnosed with cancer each year. According to the Ministry

of Health of New Zealand, one in three New Zealanders will have some experi-

ence of cancer, either personally or through a relative or friend. Furthermore,

cancer is the leading cause of death (28.9 percent) in New Zealand and a major

cause of hospitalisation. Although the prevalence of cancer has increased in

the last four decades, cancer survival has doubled in the same period. Im-

provements in cancer survival rates are mainly explained by the great efforts

that have been made by researchers in this area, developing new techniques

and drugs to fight the disease.

One commonly used technique in cancer treatment is radiation therapy. Ra-

diation therapy can be used either as a standalone therapy modality or, more

often, in combination with other modalities such as surgery, chemotherapy,

or immunotherapy. Radiation therapy aims to deliver the prescribed dose to

tumour cells, while surrounding organs receive a dose as low as possible, that

is, the aim is to damage tumour cells without negative side effects. Intensity

modulated radiation therapy (IMRT) is the most commonly used technique

in radiotherapy since it allows to achieve a good dose coverage while avoiding

surrounding organs.

The problem of finding a treatment plan that maximises the radiation de-

livered to the tumour while minimising radiation delivered to the surrounding

organs at risk is inherently multi-objective, as the goal of maximising tumor

coverage conflicts with the goal of minimizing damage to the organs at risk. In

spite of that, the vast majority of research efforts made so far have formulated

this problem as a single objective one. Only in the last two decades more

attention has been paid to multi-objective radiation therapy problems. As a

consequence of the lack of research in this area, most commercial software used

in clinical practice does still not include multi-objective algorithms to produce

treatment plans.

This thesis is mainly focused on a particular problem arising in multi-
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objective IMRT, called the multi-objective beam angle optimisation problem.

The aim of this thesis is to provide new strategies to solve this problem from

a multi-objective point of view by combining heuristic algorithms and mathe-

matical programming so it can help, in the near future, treatment planners in

clinical practice to keep improving the survival rates.
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Chapter 1

Introduction to Multi-Objective

Optimisation

In real life, unfortunately, we cannot get all that we want. This is especially

true when making a decision: it is natural that more than one objective or

criterion arises and often these objectives are in conflict, i.e., there is a com-

promise to be made among them. For instance, when buying a mobile phone,

we may like to get the device with the best performance (the best proces-

sor, the largest memory, etc.) and the cheapest price. Unfortunately, this is

usually not possible. In this case we necessarily have to impair one objective

(e.g. paying more) if we want to make another one better (e.g. performance).

In optimisation, when more than one objective is considered to be optimised,

we say we have a multi-objective optimisation problem (MOP). Some typical

approaches to solve such problems are to convert all but one of the objectives

into constraints during the modelling phase, e.g. to maximise the device per-

formance where its price does not exceed $100; or to select some weight for

each objective and optimise the weighted sum. Unfortunately, transforming a

MOP into a single objective problem as in the approaches mentioned before

could lead to over-simplification of the problem modelling. Furthermore, using

some of these approaches could also be inadequate as, depending on problem

features, these approaches might not be able to find all the solutions of the

MOP that is being solved, missing important parts of the solution set.

During the last two decades or so, an increasing number of books and re-

search articles have been devoted to multi-objective optimisation from both

theoretical and practical points of view. In spite of that, there still is little

research in multi-objective optimisation when compared with its single objec-

tive counterpart. Multi-objective optimisation is needed as it provides insight

into the trade-off between objectives which helps the decision making process.
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Chapter 1 Introduction to Multi-Objective Optimisation

The aim of this chapter is to introduce the basics of multi-objective opti-

misation (MO) to allow readers a better understanding of the remainder of

this thesis. This chapter consists of three sections: Section 1.1 introduces the

general mathematical background of MO. Key concepts such as efficiency and

dominance are defined in this section. In Section 1.2 some well-known methods

to solve MOPs are introduced. Although we do not implement all these meth-

ods in this thesis we include them here to provide a general overview on this

topic. Finally, in Section 1.3 a summary of the main solution quality measures

used in MO is presented. Special attention is paid to the hypervolume quality

indicator (Zitzler, 1999) as it is the metric that is used for quality assessment

throughout this thesis.

Most of the definitions and examples presented in this chapter are common in

the literature on multi-objective optimisation. In particular for this thesis, they

are extracted from Bader (2010); Beume (2011); Ehrgott (2005); Eichfelder

(2008); Miettinen (1998); Raith (2009); Zitzler (1999).

1.1 Multi-Objective Optimisation: Preliminaries

A multi-objective optimisation problem is formally defined as follows. Let

f : Rn → Rp with n, p ∈ N be a vector-valued objective function of the form

f(x) = (f1(x), . . . , fp(x)) where fi : Rn → R with i = 1, . . . , p. Thus, a MOP

can be defined as

min
x∈X



f1(x)

f2(x)
...

fp−1(x)

fp(x)


, (1.1)

where X ⊆ Rn, the feasible set, is defined as the set of decision vectors x that

satisfy a set of constraints g(x) = 0

X = {x ∈ Rn : g(x) = 0}, (1.2)

with g(x) = (g1(x), g2(x), . . . , gc(x)) where gj : Rn → R and j = 1, . . . , c.

Rn is referred as the decision space. The image of X under f is denoted by

Y := f(X ) := {y ∈ Rp : y = f(x) for some x ∈ X}. We refer to Y as the

2



1.1 Multi-Objective Optimisation: Preliminaries

x1

x
2

f1(x)
f 2
(x
)

Feasible Set

Decision Space Objective Space

Feasible Set

Figure 1.1: Example of decision space and objective space for a bi-objective
problem (p = 2) with two decision variables (x1, x2).

image of the feasible set in the objective space Rp. A decision vector in decision

space maps to a vector in objective space. One or more vectors in decision

space can map to the same vector in objective space. Throughout this thesis

we will assume that X 6= ∅. Hereafter, we will refer to vectors in objective

space also as points in objective space. We consider optimisation problems as

minimisation problems. The symbol min in (1.1) is generally understood as

finding optimal or preferred outcomes in Y and their pre-images in X (Wiecek

et al, 2016). Minimisation problems can be easily transformed into equivalent

maximisation problems since minx∈X f(x) = −maxx∈X (−f(x)).

Figure 1.1 shows an example of a multi-objective optimisation problem with

two objectives, also called bi-objective problem, and two decision variables,

namely x1 and x2. As we can see, the feasible set (the area in grey) in the

plot on the left is a subset of the decision space. Also, each feasible solution

(triangles) has an image in the objective space (circles). A point in objective

space can be computed by one or more decision vectors.

Different types of MOPs can be defined.

Definition 1. If all the objective functions fi, with i = 1, . . . , p, and the

constraint functions gj, with j = 1, . . . , c, defining the feasible set X in the

MOP (1.1) are linear, then we say we have a multi-objective linear programming

problem (MOLP).

A MOP that is not linear is called multi-objective non-linear programming

problem (MONLP), i.e., if at least one objective function or a constraint is not

3



Chapter 1 Introduction to Multi-Objective Optimisation

linear, then the problem is a non-linear one.

Definition 2. MOP (1.1) is convex, if all the objective functions fi, i =

i, . . . , p, and the feasible set X are convex.

A function f is called convex if for all x1, x2 ∈ X we have that f(αx1 + (1−
α)x2) ≤ αf(x1) + (1− α)f(x2) for all 0 ≤ α ≤ 1.

The feasible set X ⊆ Rn is convex if x1, x2 ∈ X implies that αx1+(1−α)x2 ∈
X for all 0 ≤ α ≤ 1.

Definition 3. MOP (1.1) is called multi-objective integer programming (MOIP)

problem if the feasible set X ⊆ Zn, i.e., all its decision variables x1, . . . , xn are

integer.

Definition 4. Let x = (x1, . . . , xm), y =
(
y1, . . . , y(n−m)

)
∈ X n with xi ∈ R

for all i = 1, . . . ,m and yj ∈ Z for all j = 1, . . . , (n − m) be the decision

variables of MOLP. In this case, MOLP is called multi-objective mixed integer

programming (MOMIP) problem, i.e., the feasible set X n consists of both

continuous and integer decision variables x and y, respectively.

Definitions above can be combined in order to represent the problem fea-

tures. In this thesis we address a multi-objective mixed integer non-linear

programming problem (MOMINLP) that is also non-convex, i.e., we deal with

non-linear objective functions and constraints and both integer and continu-

ous decision variables. While most of the research efforts have been focused

on MOLP, MONLP, MOIP and MOMIP problems, only little attention has

been paid to MOMINLP problems. In this thesis we address a MOP arising

in radiation therapy which is modelled as a MOMINLP problem. In Chapter

2 details on such a problem are presented.

1.1.1 Dominance and efficiency

Unlike in single objective optimisation, in multi-objective optimisation the

objective space, Rp, is partially ordered. Let us consider the order relations in

Table 1.1 (Ehrgott, 2005).

As Table 1.1 shows, when comparing points in objective space different

possibilities exist, as there is no canonical order in Rp, with p ≥ 2. A formal

definition of dominance is as follows

Definition 5. A feasible solution x̂ ∈ X is called efficient if there does not

exist any x ∈ X with f(x) ≤ f(x̂). If x̂ is efficient, then ŷ = f(x̂) is called

non-dominated point. If x1, x2 ∈ X and f(x1) ≤ f(x2) we say that f(x1)

4



1.1 Multi-Objective Optimisation: Preliminaries

Table 1.1: Orders in Rp.
Notation Definition Name

y1 5 y2 y1
k 5 y2

k, for all k = 1, . . . , p Weak dominance

y1 ≤ y2 y1
k 5 y2

k, for all k = 1, . . . , p; y1 6= y2 Dominance

y1 < y2 y1
k < y2

k for all k = 1, . . . , p Strict dominance

y1 ≤lex y2 y1
k∗ < y2

k∗ or y1 = y2, k∗ := min{k : y1
k 6= y2

k} Lexicographic
dominance

dominates f(x2). The set of all efficient solutions x̂ ∈ X is denoted by XE,

with XE ⊆ X , and called the efficient set. The set of all non-dominated points

ŷ ∈ Y is YN = {f(x̂) : x̂ ∈ XE}, with YN ⊆ Y and called the non-dominated

set.

From Definition 5 we say that points f(x1) and f(x2), with x1, x2 solutions of

a multi-objective optimisation problem, can have three possibilities regarding

the dominance relation (unlike the two possibilities in single objective optimi-

sation): f(x1) ≤ f(x2), f(x2) ≤ f(x1) or f(x1) � f(x2)∧ f(x2) � f(x1). That

is f(x1) dominates f(x2), f(x2) dominates f(x1) or f(x1) and f(x2) are incom-

parable, respectively. Further, based on the orders defined in Table 1.1, we say

that if f(x1) 5 f(x2) then f(x1) weakly dominates f(x2) and if f(x1) < f(x2)

then f(x1) strictly dominates f(x2).

Figure 1.2 (left) shows an example of a set of points in the objective space.

Here, the area dominated by a particular point (A) is marked with diagonal

lines. We say that A (strictly) dominates B, as both objectives of A are better

than the ones in B. Moreover, points that dominate A would fall in the dotted

area. Thus we say that, for instance, E (strictly) dominates A. We also say

that H (weakly) dominates A as H is better than A in one objective function

(f2) and equal in the other objective function (f1). In the example, filled circles

represent the set of non-dominated points. Points C and D fall in an area that

is incomparable w.r.t. A, i.e., neither A dominates C (or D) nor does C (or D)

dominate A. Unfilled circles are the images in the objective space of solutions

of the MOP that are dominated by at least one other point from the set of

non-dominated points.

In MO there are two points in the objective space that are particularly

important as they contain important information about the MOP that is being

5



Chapter 1 Introduction to Multi-Objective Optimisation

solved. These points are the ideal point and nadir point, which are defined as

lower and upper bounds on the set of non-dominated points. These points

give an indication of the range of the values which nondominated points can

attain (Ehrgott, 2005). Moreover, both points work as reference points in

visualising the actual set of non-dominated points in objective space which

helps the comparison between solutions. This is particularly true for problems

with many objectives. These two points are defined as follows.

Definition 6. Let y� ∈ Rp be the ideal point in objective space. The com-

ponents y�i of the ideal point are obtained by minimising each of the objective

functions separately (see Equation (1.3) below).

To obtain the ideal point, we solve the single objective optimisation problem

y�i = min
x∈X

fi(x) , (1.3)

for all i = 1, . . . , p.

It is clear that if the ideal solution were feasible, i.e., if there exist x� ∈ X ⊆
Rn with f(x�) = y�, then it would be unique in the objective space of the

MOP that is being solved, as it optimises all the objectives at the same time.

Unfortunately, again, we cannot get all that we want. Since the ideal solution

is usually not feasible, we can identify some trade-off among the objective

functions of the MOP that is being solved. In spite of that, the ideal point

gives us a reference point in the objective space to aim towards. We can also

use components of the ideal point y�i as lower bounds for objective function

values i = 1, . . . , p. Figure 1.2 (right) shows an example of a set of points in

the objective space. The ideal point for this example is denoted by a solid

diamond.

Definition 7. Let ynad ∈ Rp be the nadir point in the objective space. The

components ynadi of the nadir point are the maximum values for each objective

i over the set of non-dominated points only, that is ynadi = max
x∈XE

fi(x) for all

objectives i = 1, . . . , p.

Unfortunately, calculating the nadir point is a very difficult task as it in-

volves optimisation problems over the efficient set (Ehrgott, 2005). No efficient

method to calculate the nadir point of a MOP with p > 2 is known.

Because of this difficulty of generating the nadir point, a very simple esti-

mation of the nadir point is done by means of pay-off tables. To do this, we

first solve the single objective problems minx∈X fi(x) with i = 1, . . . , p. Let

X �E ⊆ XE the set containing optimal solutions xi, with i = 1, . . . , p. The pay-
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1.1 Multi-Objective Optimisation: Preliminaries

off tables method consists of finding the maximum values for each objective

among the efficient solutions in X �E (see Ehrgott (2005); Miettinen (1998) for

a detailed explanation of this method). Then, we set

ynadi = max
x∈X �E

fi(x). (1.4)

Although appealing, this method might over- or under-estimate the nadir point

ynad when more than two objectives are considered.

The example in Figure 1.2 (right) also shows the nadir point (unfilled dia-

mond) that is obtained by applying the pay-off table method. In this example

the point estimated by the pay-off tables is equal to the actual nadir point.

While in Definition 5 we consider global efficiency, we can also define local

efficiency as follows.

Definition 8. LetB(x̂, γ) = {x ∈ Rn : ‖x̂− x‖2 < γ} an open ball with centre

x̂ and a radius γ > 0, where ‖ · ‖2 is the Euclidean norm in Rn. A feasible

solution x̂ ∈ X is called locally efficient if there exists γ > 0 such that x̂ ∈ X
is efficient in X ∩B(x̂, γ).

Definition 9. A point f(x̂) in the objective space is locally non-dominated if

the corresponding x̂ ∈ E is locally efficient.

It is clear that an efficient solution is also locally efficient. Furthermore, for

convex MOPs every locally efficient solution is also efficient (Ehrgott, 2005).

Theorem 1. For a convex MOP, every locally efficient solution is also efficient.

A proof for this Theorem can be found in Censor (1977).

A

BC

DE

H

f1

f 2

E

F

G

ideal

nadir

f1

f 2

Figure 1.2: Illustrative example of dominance relations. Left: Dominance re-
lation of a point in a two-dimensional objective space. Right: The
ideal point and an the nadir point in the objective space.
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1.2 Methods in Multi-Objective Optimisation

As mentioned earlier in this chapter, the aim in MO is to find the set of

efficient solutions (and its corresponding non-dominated points) of a MOP.

Moreover, decision maker preferences need to be considered within the decision

making process. Depending on how the optimisation process and the decision

maker preferences are combined, we can classify MO methods into three general

categories:

- A priori methods : Methods where preference information is used before

the optimisation process, for instance by aggregating objectives into a

single objective which explicitly includes preference information provided

by the decision maker.

- A posteriori methods : Methods where preference information is used

after the optimisation process. In this case, the result of the optimisation

process is a set of (approximately) efficient solutions the decision maker

must choose from.

- Interactive methods : Methods where preference information is progres-

sively articulated within the optimisation process. In these methods a

decision maker provides further information on his/her preferences at

each step of the optimisation process. These preferences will then guide

the next steps of the optimisation process.

We need to point out that the categories above are not complete, combina-

tions of them are possible and some methods can be considered to belong to

more than one category. In this thesis we make use of some a priori methods

and propose some a posteriori methods. On the one hand, the a priori meth-

ods allow us to use well-known optimisation techniques from single objective

optimisation which is an important advantage. On the other hand, aggregat-

ing all objectives into a single one, demands a very deep knowledge of the

problem which may not be available. Moreover, a posteriori methods do not

need a deep domain knowledge, which is an advantage. However, optimisation

techniques in MO are far less studied than in single objective optimisation.

As in single objective optimisation, a number of techniques have been pro-

posed in MO. On the one hand, exact methods aim to solve the MOP, i.e., find-

ing the set of efficient solutions of it, by exploiting its mathematical properties.

However, this task can require a large amount of computational resources and
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can be time consuming. On the other hand, other techniques such as heuris-

tic methods are able to deal with large, complex MOPs, providing solutions

within reasonable time, although there is no guarantee on how close (or far)

the computed solutions are from the actual set of efficient solutions. Several

bio-inspired as well as local search heuristic methods have been extended from

single objective optimisation to solve MOPs (Deb et al, 2000; Hansen et al,

1998; Serafini, 1992; Ulungu et al, 1995; Zitzler et al, 2002, 2004). For a recent

survey on new heuristic methods in MO see Talbi et al (2012).

In the last decade, the matheuristic term has been adopted to describe those

methods where both, exact and heuristic methods are hybridised into one al-

gorithm. Matheuristics aim to show how heuristics and exact methods can

leverage on one another and how it is possible both to include exact meth-

ods into heuristic frameworks and heuristic concepts inside exact methods

(Maniezzo et al, 2010).

In the following we review some exact methods that we refer to at some point

of this thesis. These methods are: the lexicographic optimisation, the weighted

sum, the ε-constraint and the adaptive ε-constraint methods. Moreover, a brief

review on multi-objective heuristic methods proposed so far in the literature

is also presented at the end of this section. In this thesis we mostly use the

ε-constraint method, the lexicographic optimisation method and local search

heuristic methods.

1.2.1 Lexicographic Optimisation

Definition 10. A feasible solution x̂ ∈ X is a lexicographically optimal so-

lution if there is no x ∈ X such that f(x) ≤lex f(x̂) with f(x) 6= f(x̂) or,

equivalently, x̂ ∈ X is a lexicographically optimal solution if f(x̂) ≤lex f(x)

for all x ∈ X .

Let us consider the lexicographic order in Table 1.1. One very simple strat-

egy to solve MOPs is to consider a prioritisation of objective functions and then

solve a sequence of single objective optimisation problems, one per objective.

The lexicographic optimisation problem is

9



Chapter 1 Introduction to Multi-Objective Optimisation

lexmin
x∈X



f1(x)

f2(x)
...

fp−1(x)

fp(x)


(1.5)

where the lexmin operator indicates that the lexicographic order is used. In

Equation (1.5), the most important objective function is f1(x) and the least

important one is fp(x). To solve this problem, i.e., to find its lexicographically

optimal solution, we optimise the most important objective first, which is

infinitely more important than the rest of the objectives. The most important

objective f1(x) is optimised considering the original feasible set X , that is

min f1(x) (1.6)

s.t. x ∈ X .

Let x∗ be an optimal solution of problem (1.6). If solution x∗ is unique, then

such a solution is the solution of the whole lexicographic problem. Otherwise,

the second most important objective is optimised. In this case, in addition to

the original constraints, we need to add a constraint of the form f1(x) 5 f1(x∗).

min fi(x) (1.7)

s.t. f1(x) 5 f1(x∗)
...

fi−1(x) 5 fi−1(x∗)

x ∈ X ,

where fi is the ith most important objective. Again, if the problem has a

unique optimal solution, then that is the solution of the lexicographic problem.

Otherwise one continues optimising the remaining objectives according to their

importance.

Theorem 2. A lexicographically optimal solution x̂ ∈ X of a MOP is also an

efficient solution of it.

For a proof of this theorem see Ehrgott (2005).

10
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The lexicographic optimisation method, although appealing, has several

drawbacks. Firstly, it might no be easy for the decision maker to prioritise

the objectives. Moreover, the method will often discard less important objec-

tives from the optimisation process as the solution is likely to be found during

first iterations where only the most important objectives are considered. Also,

the method does not trade off objectives as it works under the premise that one

objective is infinitely more important than subsequent ones. In spite of that,

the lexicographic method might be useful when used within a more complex

framework where points in objective space corresponding to lexicographically

optimal solutions (also called lexicographically non-dominated points) are used

either as bounds or as reference points.

1.2.2 Weighted Sum Method

The weighted sum method aims to aggregate all objectives into one single

objective function by assigning importance factors or weights to each objective.

It is assumed that such weights are non-negative real numbers (wi ∈ R≥ for

all i = 1, . . . , p) and are normalised, i.e.,
∑p

i=1 wi = 1. Thus, the MOP is

transformed into a weighted sum problem as follows.

min
x∈X

∑p
i=1wifi(x), (1.8)

with w ∈ Rp= and
∑p

i=1 wi = 1.

Theorem 3. Let x̂ be an optimal solution of the weighted sum problem (1.8).

Then the following statement hold

• If w ∈ Rp≥ then x̂ is weakly efficient.

• If w ∈ Rp> then x̂ is efficient.

• If w ∈ Rp≥ and x̂ is a unique optimal solution, then x̂ is strictly efficient.

A proof of Theorem 3 can be found in Ehrgott (2005).

Under convexity assumptions, all efficient solutions are optimal solutions

of scalarised problems with non-negative weights. Unfortunately, for non-

convex problems, there might be some efficient solutions that are not optimal

solutions of scalarised problems for any combination of weights. Hence, not

all the efficient solutions can be found using this method. Moreover, as in the

lexicographic optimisation method, it might be difficult for the decision maker

to set importance weights for each objective function. However, if weights are
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explored to obtain a set of efficient solutions, the weighted sum method can

be used as an a posteriori method and thus the difficulty of setting weights

for the objective functions disappears. While in MOLP the number of weights

combinations needed to produce the entire set of non-dominated points is

finite, in MONLP infinitely many combinations might be needed. In this case,

combinations of weights must be carefully chosen to uniformly cover the set of

non-dominated points in the objective space, avoiding over- and under-covered

areas. Unfortunately, we usually do not know such combinations of weights

before starting the optimisation process. To overcome this difficulty, several

methods that aim to find a representative set of non-dominated points have

been proposed in the literature (see e.g. Shao and Ehrgott (2007)). These

approaches have demonstrated to be very effective in finding well-distributed

representative non-dominated points, however the majority of these approaches

only work for MOLP problems. In Section 1.2.4 we introduce the adaptive ε-

constraint method (Eichfelder, 2008), which is able to find evenly-distributed

non-dominated points for some MONLP problems.

1.2.3 ε-constraint method

The ε-constraint method is usually considered an a posteriori method (Mavro-

tas, 2009), as it aims to compute a set of efficient solutions for the decision

maker to choose from, although it could also be used as an a priori method.

The method, introduced by Haimes et al (1971), optimises one of the original

objectives while the others are transformed into constraints. Thus, MOP (1.1)

can be replaced by the ε-constraint problem

MOPj(ε) : min
x

fj(x) (1.9)

s.t. fi(x) ≤ εi i = 1, . . . , p; i 6= j

x ∈ X ,

where ε ∈ Rp. Although εj is not considered in (1.9), it is convenient to include

it in ε.

Figure 1.3 shows an example of an ε-constraint problem with p = 2. Here,

x̂1 and x̂2 are optimal solutions for the ε-constraint problems MOP1(ε1) and

MOP1(ε2), respectively, with f(x̂1) = ŷ1 and f(x̂2) = ŷ2. As we can see,

inequality constraints might be either active (f2(x̂2) = ŷ2
2 = ε2

2) or inactive

(f2(x̂1) = ŷ1
2 < ε1

2).

The method proceeds as follows. We first set the objective function fj to
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ε1
2

ε2
2

ŷ1

ŷ2

f1

f 2

Figure 1.3: Example of non-dominated points found by the ε-constraint
method.

be optimised and then define a set of ε vectors that will be used as bounds in

(1.9). After that, we solve (1.9) for each ε vector. The obtained solutions will

be a set of (weakly) efficient solutions of the MOP.

Theorem 4. Let x̂ be an optimal solution of the ε-constraint problem (1.9)

for some j. Then, we have that

• x̂ is weakly efficient.

• If x̂ is a unique optimal solution, then x̂ is efficient.

A proof for Theorem 4 can be found in Ehrgott (2005).

The ε-constraint method is able to find all weakly efficient solutions of MOP

(1.1) Since every efficient solution is also weakly efficient, the ε-constraint

method is able to find all efficient solutions of MOP (1.1). This is an important

difference to the weighted sum method, where the convexity assumption is

needed.

Theorem 5. Feasible solution x̂ ∈ X of (1.1) is efficient if and only if there

exist an ε̂ ∈ Rp such that x̂ is an optimal solution of (1.9) for all j = 1, . . . , p.

13
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For a proof of Theorem 5 see Ehrgott (2005).

One drawback of the ε-constraint method is that uniformly distributed ε

values do not necessarily lead to uniformly distributed non-dominated points

in the objective space. In general, the choice of ε must be done taking into

account problem specific features. The method that is presented in the Section

1.2.4 aims to overcome this problem by exploiting mathematical properties of

the problem that is being solved.

1.2.4 Adaptive ε-constraint method

As mentioned before, methods that are able to compute uniformly distributed

non-dominated points in the objective space are, in general, preferred to those

that produce non-uniform points. Eichfelder (2008) proposes a variation of the

ε-constraint method, called adaptive ε-constraint method, which is able to find

equidistant non-dominated points in the objective space, given a parameter α,

provided by the decision maker, where α > 0 is the desired distance between

(approximately) non-dominated points.

Once the first point is computed using the ε-constraint method (iteration

t = 0), for some εt, the εt+1 value to be used in next iteration, t+1, is calculated

as follows.

εt+1
i = εti − α/

√
1+(µt)2 for all i = 1, . . . , p (1.10)

where µt is the Lagrange multiplier of the constraint fk(i) 5 εti.

1.2.5 Multi-Objective Local Search Algorithms

Although very popular in single objective optimisation, research devoted to

local search algorithms for multi-objective optimisation remains very limited

when compared to, for instance, evolutionary multi-objective algorithms. Multi-

objective local search algorithms (MO-LS) are the natural extension of local

search algorithms that have been previously developed for single objective op-

timisation. Generally speaking, we can describe MO-LS as algorithms that

combine a neighbourhood structure with the management of an archive of po-

tentially efficient solutions, according to a dominance relation. This archive

is iteratively improved by exploring the neighbourhood of the elements of the

archive until no further improvement is possible (Liefooghe et al, 2011a). As

these algorithms use a dominance relation to manage the archive of potentially

14



1.2 Methods in Multi-Objective Optimisation

efficient solutions, some authors refer to these algorithms as Pareto local search

or dominance-based local search algorithms.

One of the first local search algorithms that was extended to MO was Simu-

lated Annealing (Serafini, 1992; Ulungu et al, 1995). Another well-known single

objective local search that was extended to MO is Tabu Search. Gandibleux

et al (1997) introduced a MO tabu search algorithm that makes use of distinc-

tive features of the single objective tabu search algorithm, such as intensifica-

tion, diversification and aspiration criteria. These features are modified with

respect to their single objective implementation to fit within the MO case.

Moreover, two independently developed extensions of the classic hill-climbing

algorithm (also known as steepest descent) are introduced by Paquete et al

(2004) and Angel et al (2004). More recently, Liefooghe et al (2011a) review

the main MO-LS methods proposed in the literature and propose a problem-

independent unified framework to develop such algorithms.

In this thesis the algorithm proposed by Angel et al (2004) is implemented

in Chapter 5. A variation of the ideas presented by Paquete et al (2004) and

Angel et al (2004) is also proposed in Chapter 5 of this thesis.

Although MO-LS algorithms have been shown to perform well for a variety

of MOPs, they cannot guarantee to find efficient solutions. That is, we do not

know whether the set of solutions found by MO-LS algorithms is, in fact, the

set of efficient solutions of the MOP that is being solved. In spite of that,

under certain assumtions we can say that solutions found by some of the MO-

LS algorithms mentioned above are locally efficient. In Chapter 5 we propose

two MO-LS for the MO problem that is addressed in this thesis.

1.2.6 MO Evolutionary Algorithms

Although in this thesis we do not apply any MO evolutionary algorithm

(MOEA), they are by far the most studied technique in MO. Furthermore, sev-

eral MOEAs have been used to tackle the MO beam angle optimisation prob-

lem which is the main problem addressed in this thesis. Thus, in this section

we briefly introduce some of the main MOEAs and mention their main char-

acteristics. A more detailed review of MOEAs can be found in Coello Coello

et al (2007).

One of the first evolutionary algorithms presented in the literature is the

vector evaluated genetic algorithm (Schaffer, 1985). Since then, a number of

MOEAs have been proposed (Coello Coello and Becerra, 2003; Deb et al,

2000; Fonseca and Fleming, 1993; Horn et al, 1994; Knowles and Corne, 1999;
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Srinivas and Deb, 1994; Zitzler and Thiele, 1999; Zitzler et al, 2002). The

majority of MOEAs share some structural terms and concepts (Coello Coello

et al, 2007), which are usually analogous to the ones used in single objective

genetic algorithms (e.g. individual, population, chromosome, genes, etc). One

important difference between single objective genetic algorithms and MOEAs

is in the selection operator. While in single objective genetic algorithms the

fitness is usually associated with the objective function of the problem that is

being solved, in MOEAs the fitness of a solution is related to its efficiency.

Although MOEAs have been widely studied, it is generally accepted that

they suffer from slow convergence (Sindhya et al, 2013) and that they generally

require a large number of generations (with usually large populations involved)

to find good approximations to the efficient set. Furthermore, just as MO-LS,

MOEAs cannot guarantee the efficiency of the computed solutions.

1.3 Solution Quality Metrics in MO

As mentioned earlier in this chapter, solving a MOP means to find the set of

efficient solutions (and the associated non-dominated points) of such a MOP.

If we are able to find the set of efficient solutions of a MOP, then no metric

is needed as there is nothing to compare: the MOP has already been solved.

Unfortunately, most of the time finding the set of efficient solutions of a MOP is

not possible, as MOPs are, in general, very complex problems. For this reason,

“non-exact” techniques, such as heuristic algorithms, are used to address these

complex problems. When doing so, we end up with a set of points in objective

space for which we have no guarantee of their non-dominance. Thus, we need

to compare these sets of points in the objective space to evaluate, for example,

algorithm performance. Then, a key question in MO arises: how can we

compare two sets of points in objective space?

Several metrics to compare sets of points in objective space can be found

in the literature. These metrics show different properties and address vari-

ous aspects of solution set quality. Hansen et al (1998) define a set of out-

performance relations that allows to determine whether a set of points in ob-

jective space is better than another, extending the notion of dominance to

sets of points. Farhang-Mehr and Azarm (2003) describe several excellence

relations that complement the out-performance relations proposed in Hansen

et al (1998). Unfortunately, using these metrics not all sets of non-dominated

points are comparable and thus we cannot always make a decision on which
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set is better. This is because they do not reduce the quality of a set into a

single scalar number (quality indicator) (Zitzler et al, 2008).

Unlike the metrics mentioned above, there exist some metrics that do have

a quality indicator that reduces several properties of the set of non-dominated

points into a scalar number. Zitzler et al (2008) define a quality indicator as

follows. A quality indicator is a function I : YN → R that assigns any set

of (approximately) non-dominated points YN a real number. Then, a non-

dominated set A is better than B iff I(A) > I(B) (assuming we want to

maximise the quality indicator). Quality indicators allow us to define whether a

set is better than another one (under the specific criteria considered to calculate

the indicator value) and also allow us to determine how much better a set is

when compared to another one.

Several quantitative metrics that seek to summarise desirable aspects of a

set of (approximately) non-dominated points into a single number have been

proposed in the literature. In Zitzler et al (2000) the authors define these

desirable aspects that we want to compress into a single number:

• The distance of the resulting set of (approximately) points ŶN to the

actual set of non-dominated points YN (if known) should be minimised.

• A uniform distribution of the points in ŶN is desirable. The assessment

of this criterion might be based on a certain distance metric.

• For each objective, the range covered by points in ŶN should be max-

imised.

One intuitive alternative is to measure each of these aspects and then com-

bine the obtained values to obtain the quality indicator of a set of points.

Ironically, the problem of metrics is also multi-objective.

Over the last two decades, several authors have proposed different quality

indicators (Hansen et al, 1998; Knowles and Corne, 2002; Zitzler, 1999; Zitzler

et al, 2003). In this thesis, we use the hypervolume quality indicator H to

measure the quality of sets of (approximately) non-dominated points obtained

by the algorithms we implement here. The hypervolume indicator allows the

integration of aspects that are individually measured by other metrics. The

hypervolume is formally defined in Zitzler (1999) as follows.

Definition 11. The hypervolume quality indicator H, gives the volume of the

portion of the objective space that is weakly dominated by a specific set of

(approximately) non-dominated points ŶN .
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That is

H(ŶN) = λ

 ⋃
y∈ŶN

[y1, r1]× [y2, r2]× · · · × [yp, rp]

, (1.11)

where r = (r1, r2, . . . , rp) ∈ Rp is a reference point such that y 5 r for all

y ∈ ŶN , and λ(·) is the Lebesgue measure (Brockhoff et al, 2008). If we want

to compare two or more sets, the same reference point r must be used to

compute the hypervolume of each set. Figure 1.4(a) shows an example of the

area dominated by a set of (approximately) non-dominated points, called A
(solid circles), in a minimisation problem. The solid square is the reference

point. The hypervolume can be expressed either directly as the area of the

dominated area (in this example 1, 815) or as the % of the imaginary square

formed by the ideal point and the reference point. Let us assume the ideal point

of our example is (0, 0), i.e. the minimum value f1 and f2 can attain separately

is 0, then the total area would be 4, 225, thus the hypervolume value would

be 42.95%. In Figure 1.4(b) we add a second set of points, namely B (solid

triangles), and compare both sets A and B in terms of their hypervolumes. As

we can see, in dark grey is the area that is exclusively dominated by set A.

Similarly, the area that is only dominated by the set B is in light grey. Then

we calculate both the area that is exclusively dominated by points in A and

the area that is exclusively dominated by points in B. Obtained values for

this example are 34 and 38, respectively. Then, since we are looking for set of

non-dominated points with larger hypervolume, the set B is better than the

set A. It is interesting to note, however, that set A has no point dominated by

any point from set B and that there are two points in B that are dominated

by at least one point in A. As we can see, the hypervolume values of two sets

A and B cannot be used to conclude whether either set entirely dominates the

other.

Finally, as shown in Figure 1.5, the hypervolume of a set of non-dominated

points can also be represented in the 3-dimensional space for p = 3. Although

we cannot represent graphically the hypervolume for more than three objec-

tives, it is clear that we can still calculate its value.

Thesis Outline

The remainder of this PhD thesis is organised as follows. Chapter 2 introduces

the basics of intensity modulated radiation therapy (IMRT). General concepts
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(a) Example of the hypervolume dominated by a set of six non-
dominated points of a bi-objective problem.
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(b) Resulting hypervolume for two sets of non-dominated points.

Figure 1.4: Examples on how the hypervolume is calculated in a bi-objective
objective space.

as well as mathematical notation used to model IMRT problems are presented

in this chapter. A literature review on the main topics in IMRT optimisa-

tion is also presented here. Special attention is paid to previously proposed

approaches to solve the MO beam angle optimisation problem, which is the

problem this thesis is focused on.
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Figure 1.5: Example of the hypervolume dominated by a set of 4 (approxi-
mately) non-dominated points in a 3-dimensional space.

Chapter 3 focuses on the mathematical properties of the objective func-

tion we use in this thesis. More specifically, we focus on unconstrained multi-

objective optimisation problems with p positively homogeneous objective func-

tions we consider in this thesis. We prove that unconstrained MOPs with p

positively homogeneous objective functions reduce to MOPs with p − 1 ob-

jectives and a single equality constraint. Thus, bi-objective problems can be

solved with standard single objective optimisation methods and, for problems

with p > 2 objectives, we can compute infinitely many efficient solutions by

solving a finite number of single objective problems.

In Chapter 4 the problem of selecting a suitable tuple of beam angles (or

beam angle configurations) is addressed. The MO version of this problem,

called multi-objective beam angle optimisation (MO-BAO) is addressed in this

chapter. This is an important but difficult task in intensity modulated ra-

diation therapy for cancer treatment. In single objective optimisation this

problem is solved by finding a beam angle configuration (BAC) that leads to

the best dose distribution according to a single objective function. A solution

of the MO-BAO problem is no longer a single BAC but instead a set of BACs

which lead to a set of treatment plans. Each of these treatment plans, de-

pending on both dose prescription and physician preferences, can be selected

as the preferred treatment. In Chapter 4 a two-phase approach to solve the

MO-BAO problem is proposed. During the first phase of the two-phase ap-

proach, a deterministic local search algorithm is used to select a set of locally

optimal BACs, according to a single objective function. During this search,
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an optimal dose distribution for each BAC, with respect to a single objective

function is calculated using an exact non-linear programming approach. A

single objective local search algorithm, namely steepest descent, is considered

within the first phase of the two-phase approach. During the second phase a

set of non-dominated points is computed for each promising locally optimal

BAC and a dominance analysis among them is performed. The output of the

procedure is a set of (approximately) efficient BACs that lead to good dose

distributions.

The natural extension of Chapter 4 to MO-LS is presented in Chapter 5.

Two different MO-LS algorithms are considered in this chapter: The well-

known Pareto local search (PLS) and a variant of it we call adaptive PLS

(aPLS). These algorithms are used within the first phase of the two-phase

approach to obtain a set of (approximately) efficient BACs treatment planners

can choose from.

The second phase of the two-phase approach that is introduced in Chapter

4 requires to solve a large number of single objective optimisation problems to

create the set of efficient treatment plans for each BAC that is passed on from

phase 1. In Chapter 6 a new method to find the set of efficient treatment plans

given a finite set of BACs is proposed. This method is much faster than an

exhaustive solution generation. The method takes advantage of the convexity

of the objective functions we use to solve the MO-BAO problem.

Finally, the conclusions of this PhD thesis are outlined in Chapter 7 and its

contributions are highlighted.

Several chapters of this PhD thesis are based on either published or submit-

ted papers. Although this is not a paper-based thesis, we tried to keep the

chapters as similar as possible to the articles they are based on. For this reason

some text repetition might be found throughout this thesis. We allow this in

order to, on the one hand, keep chapters as close as possible to their original

articles and, on the other hand, to keep the chapters reasonably self-contained.
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Chapter 2

Intensity Modulated Radiation

Therapy

In this chapter, intensity modulated radiation therapy (IMRT) is introduced.

We start with an explanation of the general problem and then focus on the

multi-objective beam angle optimisation problem, that is, the problem we

tackle in this thesis.

This chapter is mainly based on the content published in Cabrera G. et al

(2012), Cabrera G. et al (2016c) and Cabrera G. et al (2016b).

2.1 IMRT: Preliminaries

Intensity modulated radiation therapy is a common technique applied in ex-

ternal radiation therapy. Its goal is to eradicate tumour cells by delivering

ionising radiation from an external source, called linear accelerator (linac), to

the tumour without compromising surrounding normal tissue and organs at

risk (OARs). As Figure 2.1(a)1 shows, a linear accelerator is able to reach

almost any point around the patient body.

A distinctive feature of IMRT is that radiation can be modulated using a

device called a multi-leaf collimator (MLC) (see Figure 2.1(b)2). Modulation is

achieved by moving the metal leaves of the multi-leaf collimator into the radi-

ation fields, thereby partially blocking the radiation. Several of these partially

blocked radiation fields are superimposed to generate a fluence map which

leads to a dose distribution that can deliver more radiation to the tumour

while achieving better sparing of surrounding OARs than unmodulated con-

formal radiotherapy does. Modulation is particularly important for tumours

1Image courtesy of Varian Medical Systems, Inc. All rights reserved
2Image courtesy of Varian Medical Systems, Inc. All rights reserved
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(a) A graphic representation of a linear ac-
celerator. Radiation can be delivered
from almost any angle around the pa-
tient’s body.

(b) A multi-leaf collimator is able to shape
a radiation beam so that it conforms to
the 3-dimensional shape of a targeted
tumour.

Figure 2.1: Physical devices used in radiation therapy: A linear accelerator
and a multi-leaf collimator.

with non-convex shapes in difficult anatomical situations (Ehrgott et al, 2009).

To mathematically model the IMRT problem, we first define the set K as the

set of all possible beam angles around the patient. Although the linear accelera-

tor may be able to reach non-coplanar beam angles, in this thesis only coplanar

beams are considered. Thus, we consider K = {kπ/180 : k = 0, 1, 2, . . . , 359}
as the set of all possible coplanar beam angles radiation can be delivered from.

Coarser angular resolutions can also be used to reduce the number of angles in

K. Each beam angle k ∈ K is discretised into sub-beams or beamlets, with n

being the total number of beamlets summed over all possible |K| beam angles.

Moreover, each organ is discretised into small sub-volumes called voxels. Fig-

ure 2.2 shows a graphical example on how both beam angles and organs are

discretised into beamlets and voxels, respectively. Let vector x ∈ Rn be the

fluence map, where its elements xi = 0 correspond to the fluence at beamlet

i. Depending on the radiation delivered from each beamlet, different fluence

maps can be generated. Figure 2.3 shows an example of a fluence map. In

this case, the beam has been discretised into a 10 × 10 square matrix. Each

bar represents the number of time units radiation coming from the beamlet is

allowed to pass through the MLC. While for some of the beamlets this number

can reach high values, for some others it might stay at zero, i.e., no radiation

is delivered from that beamlet. The radiation that is delivered is controlled by

opening and closing the metallic leaves of the MLC. As mentioned before, the

main goal in IMRT is to irradiate the tumour according to some prescription
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Figure 2.2: Both beam angles and organs are discretised into beamlets and
voxels, respectively.

dose without damaging surrounding normal tissue. Unfortunately, because of

the physics of radiation delivery, there is a trade-off between control of the

tumour and sparing of surrounding normal tissue. Figure 2.4 shows an exam-

ple of this situation. Here, radiation is delivered from only two beamlets in

one beam angle. Although each beam is pointing at the tumour, some beam-

lets may hit no voxel in the tumour. Thus, for the sake of simplicity, those

beamlets are excluded from the optimisation process. Furthermore, for those

beamlets that do hit at least one voxel of the tumour, radiation cannot avoid

voxels from surrounding tissue. Modulating delivered radiation allows us to

control the total radiation that is delivered at each voxel and to generate flu-

ence maps that avoid over/under irradiation to voxels in OARs/tumour. A

crucial component of all mathematical optimisation models in IMRT is the

radiation dose deposited into each voxel j of the tumour and OARs by fluence

map x. This dose d is calculated using expression (2.1) (Ehrgott et al, 2009).

drj =
n∑
i=1

Arjixi for all j = 1, 2, ..., mr, (2.1)

where r ∈ R = {O1, . . . , OQ, T} is an element in the index set of regions (we

use the term region to denote either the tumour, any organ at risk, or normal

tissue), with the tumour indexed by r = T and the organs at risk and normal

tissue indexed by r = Oq with q ∈ {1, . . . , Q}. The total number of voxels in

region r is mr, j corresponds to a specific voxel in region r, dr ∈ Rmr is a dose

vector and its elements drj give the total dose delivered to voxel j in region r
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Figure 2.3: Example of a fluence map for a beam angle discretised into a 10×10
square matrix (i.e., 100 beamlets).

by the fluence map x ∈ X (A ), with X (A ) the set of feasible fluence maps for

BAC A . Here, dose deposition matrix Ar ∈ Rmr×n is a given matrix where

Arji = 0 defines the rate at which radiation dose along beamlet i is deposited

into voxel j in region r.

In order to produce clinically acceptable treatment plans, radiation is de-

livered from several beam angles. The tuple of beam angles considered for a

treatment plan is called beam angle configuration. It is easy to note that the

more beam angles are considered within a BAC, the better the tumour cover-

age and the normal tissue sparing are: let us assume that a BAC A consists

of N beam angles. Consider now a BAC B with N + 1 beam angles where

the all N beams in A are also part of B. It is clear that BAC B will always

lead to treatment plans that are at least as good as the ones we might obtain

using BAC A , as FMO problem for B is a relaxation of the FMO problem

for A . However, it is also true that fewer beam angles are preferred to reduce

the time the patient has to lie on the treatment couch. A long period of time

on the couch may lead to non-desired patient movements that could impair

the effect of the treatment plan. Mathematically, we define A ∈ PN(K) as

a BAC where PN(K) is the set of tuples that can be formed by choosing any

N elements from K, where N > 0 is the a priori determined number of beam

angles. We note that because the order of the angles in a BAC is not impor-
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Figure 2.4: Radiation is delivered from a subset of beamlets and it irradiates
voxels at both tumour and organs at risk.

tant, we assume that a BAC defined by angles A1,A2, . . . ,AN is represented

by the single tuple A = (A1,A2, . . . ,AN) with A1 < A2 < · · · < AN .

2.2 Optimisation Problems in IMRT

Due to the complexity of designing a treatment plan, the IMRT planning prob-

lem is usually divided into three sequential sub-problems, namely, beam angle

optimisation (BAO), fluence map optimisation (FMO) and multi-leaf collima-

tor sequencing. A solution of the BAO problem determines the directions of

radiation beam angles, i.e., a beam angle configuration. Then, the optimal flu-

ence of radiation for each beam angle needs to be computed (FMO problem)

to give a high quality dose distribution to the organs. Finally, a sequencing

problem needs to be solved to control the movement of the multi-leaf collima-

tor leaves during delivery of the optimised fluence (Ehrgott et al, 2009). This

sequential approach implies that the quality of the solution obtained at each

step depends to a possibly large extent on the solution obtained in the previous

steps. Therefore, beam angle selection will have a considerable impact on the

fluence map obtained when solving the FMO problem using a specific BAC.

We need to stress at this point that, although the BAO and FMO problem

are presented as two different problems, they are closely related and, in most

cases, it is not possible to solve the BAO problem without solving the FMO

problem.

In this thesis we focus on the BAO problem and the associated FMO prob-
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lem, i.e., we consider the problem of selecting the appropriate beam angles

that lead to a clinically acceptable dose distribution (Pugachev et al, 2000).

The remainder of this section is devoted to introducing both the FMO and the

BAO problem (Sections 2.2.1 and 2.2.2, respectively). For each problem, their

single- and multi-objective formulations are presented.

2.2.1 The Fluence Map Optimisation Problem

The fluence map optimisation (FMO) problem aims to find an optimal fluence

map that leads to a dose distribution that meets some clinical criteria for

a given BAC. Usually hundreds of beamlet intensities are determined in the

FMO problem. This problem can be formulated either from a single objective

or from a multi-objective point of view. Based on the dose distribution in

(2.1), a large number of formulations for the FMO problem for a specific BAC

have been proposed in the literature (see Ehrgott et al (2009) for a survey).

On the one hand there are the so-called physical models, also known as

dose-volume models, which are focused on the percentage of the total vol-

ume of either the tumour or the OARs that is irradiated at a certain level.

Dose-volume constraints of the form no more than x% of the volume of the

tumour may receive a dose of less than y or, for the OAR case, no more than

x% of the volume of the OAR may receive a dose of more than y are usually

considered in these models. The objective function in dose-volume models is

usually the maximisation of the dose delivered to the tumour and/or the min-

imisation of the dose delivered to the OARs subject to both bound constraints

and dose-volume constraints. Most of these physical models give rise to linear,

mixed-integer, or quadratic optimisation models (Ehrgott et al, 2009). This al-

lows researchers and treatment planners to find clinically acceptable treatment

plans using well known exact optimisation techniques.

Although the dose-volume approach is by far the most used in radiation

therapy, it has several weaknesses. From a clinical point of view one can argue

that some of its parameters have no clinical meaning (Ehrgott et al, 2008).

Moreover, measures such as mean delivered dose do not take into account

the effect of hot/cold spots (i.e., sub-regions that are over/under irradiated),

which can have huge consequences on the tumour control and/or radiation-

related complications after the treatment (Thomas et al, 2005). From a clinical

point of view dose-volume models do not consider some important aspects of

the radio-biological response as e.g. cell fraction survival, oxygenation, re-

population, and radio sensitivity among others (Kim and Tomé, 2008).
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On the other hand, biological models, also known as dose-response models,

relate the delivered dose to the biological response of the irradiated structures.

In general, the objective function of a dose-response model is to maximise

the tumour control probability (i.e., the probability of completely eradicating

all cancerous cells from the local tumour site (Webb, 2010)) while minimising

normal tissue complication probabilities of OARs (i.e., the probability of in-

ducing some particular complication in a healthy organ (Webb, 2010)). Some

researchers have pointed out advantages of dose-response models over physical

ones (Chapet et al, 2005; Dirscherl et al, 2011; Nahum and Kutcher, 2007;

Thomas et al, 2005; Thieke et al, 2003; Spalding et al, 2007; Stavrev et al,

2003; Uzan and Nahum, 2012; Wu et al, 2002, 2003; Yang and Xing, 2004).

Although conceptually more appealing (the patient is, after all, a biolog-

ical system and not a dosimeter (Amols and Ling, 2002)), they are not yet

widely used because of a lack of consolidated clinical data and also because

the corresponding FMO problems are difficult to solve mathematically.

In the next section we present a general formulation of the single objective

FMO problem and briefly review approaches that have been proposed in the

literature to solve this problem. After that, we extend the FMO problem for-

mulation to its multi-objective version. At the end of each section we mention

some of the approaches that have been used so far to solve both the single

objective FMO and the multi-objective FMO problems.

The Single Objective Fluence Map Optimisation Problem

Given a BAC A ∈ PN(K), a general formulation of the single objective FMO

problem is as follows.

f(A ) = min{z(x) : x ∈ X (A )}. (2.2)

Equation (2.2) shows a general form of the single objective FMO problem,

where z maps a solution x ∈ X (A ) into R∗= := {v ∈ R : v ≥ 0} ∪ {∞} by

finding the best fluence map that can be delivered for given BAC A , according

to objective function z. Fluence map x ∈ Rn is a non-negative vector with each

component xi representing the number of time units that a patient is exposed to

radiation from beamlet i and where n is the total number of beamlets summed

over all 360 possible beam angles. Only beamlets xi that belong to a beam

angle in A are allowed to have value greater than zero.
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The Multi-Objective Fluence Map Optimisation Problem

For a fixed BAC A ∈ PN(K), the general MO-FMO problem can be formu-

lated as

min
x



z1(x)

z2(x)
...

zp−1(x)

zp(x)


(2.3)

s.t. x ∈ X (A )

Unlike in the single objective formulation of the FMO problem in (2.2), here

z(x) ∈ Rp is a vector of p objective functions where fluence maps x ∈ X (A )

depend on the BAC A .

The solution to this multi-objective optimisation problem is a set XA
E con-

taining efficient fluence maps of MO-FMO problem (2.3). We define YA
N ={

z(x) : x ∈ XA
E

}
as the set of associated non-dominated points of MO-FMO

in (2.3).

Hereafter, unless otherwise stated, we will consider the MO-FMO problem

in (2.3) when referring to function z.

2.2.2 The Beam Angle Optimisation Problem

In radiation therapy practice, treatment planners usually define the BAC man-

ually based on their experience and intuition as well as considering some ge-

ometrical features of the clinical problem. However, as has been pointed out

previously in the literature, manual selection may lead to sub-optimal treat-

ment plans (Ehrgott and Johnston, 2003; Pugachev and Xing, 2002; Pugachev

et al, 2001; Rowbottom et al, 1998). Currently, the planning process proceeds

as follows. The planner selects a BAC based on his/her experience and uses

specialised software to solve the FMO problem for that BAC, i.e., to generate

a fluence map for the selected BAC. If the resulting fluence map is clinically

unacceptable, the treatment planner often defines a new BAC and repeats the

fluence map optimisation for the new BAC. This process is repeated until a

clinically acceptable fluence map is obtained (Ehrgott et al, 2008). It is not

uncommon that this process can take several hours. Thus, solving the BAO

problem using automated beam angle selection techniques has the potential
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to generate good quality treatment plans independently of planner experience

and to alleviate the tedious repetitive process described above.

The Single Objective Beam Angle Optimisation Problem

We first describe the single objective BAO problem (or simply the BAO prob-

lem) and, then, we present on its MO version, the multi-objective beam angle

optimisation problem.

The BAO problem seeks to find a BAC A which minimises some objective

function f : PN(K)→ R as the one in (2.2)

min
A ∈PN (K)

f(A ). (2.4)

The BAO problem is usually stated as a mixed integer (or binary) optimisation

problem (Bangert et al, 2012; Ehrgott and Johnston, 2003; Preciado-Walters

et al, 2004, 2006), as the set of all possible angles K is discrete and only a

subset of them is considered in a BAC A . Furthermore, for most choices of f ,

BAO is a non-convex problem with possibly many local optima (Ehrgott and

Johnston, 2003; Ehrgott et al, 2008; Lim and Cao, 2012; Pugachev et al, 2001).

The feasible set of the BAO problem has
(|K|
N

)
elements, and since clinically

relevant values of N range from 5 to 15 beam angles, there are between 4.9×
1010 and 1.3×1026 subsets ofK (Ehrgott et al, 2008). Thus, it is not possible to

explore the entire set of feasible solutions in reasonable computational time.

Hence, we need to find some efficient strategy to identify those BACs that

minimise f .

The general framework applied so far in the literature considers hybrid

strategies combining mathematical programming and heuristics to solve the

BAO problem. While heuristics are used because of their ability to explore

different parts of the objective space, mathematical programming is used to

identify the optimal solution of the corresponding FMO problem for a specific

set of angles. For instance, Li et al (2004) present a genetic algorithm to solve

the BAO problem. In their paper, the objective function of the corresponding

FMO problem is a commonly used quadratic penalty function which penalises

doses in the tumour (OARs) below (above) lower (upper) bounds. The genetic

algorithm selects a subset of angles and a conjugate gradient method is used

to solve the FMO problem. According to the authors, their genetic algorithm

obtains very good solutions in clinical cases, reaching high radiation uniformity

in the tumour and low radiation in most of the OARs, outperforming manual
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beam angle selection consistently. Instead of the genetic algorithm used in Li

et al (2004), Li et al (2005a) present a particle swarm optimisation algorithm

to solve the BAO problem. The corresponding FMO problem in each BAC

considered by the particle swarm optimisation algorithm is solved, again, by

a conjugate gradient algorithm. The particle swarm optimisation algorithm

is applied to both clinical and phantom cases. According to the authors, the

particle swarm optimisation approach seems to be at least as good as the ge-

netic algorithm strategy presented in Li et al (2004). Dias et al (2014) present

a genetic algorithm combined with a neural network to solve the single objec-

tive BAO problem. The authors make use of a surrogate function to speed

up the algorithm. To do that, the genetic algorithm uses the neural network

as a surrogate model to calculate an approximation of the objective function

value of most of the visited BACs. The authors highlight that their approach

is able to find improved BACs when compared to the ones used in clinical

practice. Another heuristic used to solve the BAO problem is an ant colony

system. While in Li et al (2005b) a pure ant colony system is combined with

a conjugate gradient algorithm, the same authors present a hybrid strategy

combining a genetic algorithm and an ant colony system to solve the BAO

problem in Li and Yao (2006). The authors propose this hybrid approach

in order to obtain a balance between exploration and exploitation attributes

of the hybrid algorithm. While the genetic algorithm is used to explore the

set of feasible BACs to initialise the ant colony system (exploration), the ant

colony system is used to fine tune the (locally) optimal BAC (exploitation).

According to the authors, the combined genetic algorithm and ant colony sys-

tem algorithm is a more efficient approach than each algorithm separately.

Another heuristic that has been widely applied to solve the BAO problem is

simulated annealing (Bortfeld and Schlegel, 1993; Djajaputra et al, 2003; Pu-

gachev and Xing, 2002; Stein et al, 1997). Bertsimas et al (2013a) presented a

hybrid implementation of simulated annealing and a gradient descent method.

While the gradient descent method is used to quickly find a local optimal so-

lution, simulated annealing is used to get the algorithm out of locally optimal

solutions and to search in different parts of the solution set. One distinctive

feature of this approach is the use of gradient information to refine the BAC.

Because the authors consider a linear objective function, they can obtain the

gradient information using linear programming duality theory (Craft, 2007;

Bertsimas et al, 2013a). Recently, Lin et al (2016) have proposed two Ben-

ders decomposition algorithms and a two-stage IP-based heuristic to solve the
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BAO problem. They conclude that during the first stage the heuristic method

is able to find high-quality solutions very quickly. These solutions are then

improved by means of a local branch search.

Local search strategies have also been applied to the BAO problem. Das

et al (2003) present a simple local search strategy based on a “beam picker”

that selects one beam angle at a time from the current BAC and replaces it by

a beam angle from a set of beam angle candidates. Aleman et al (2008) imple-

ment two different approaches to solve the BAO problem: simulated annealing

and add/drop algorithms. They also propose different neighbourhood defini-

tions for the local search and all of them are tested for both algorithms. The

objective function for their corresponding FMO problem is a convex penalty

function which is solved to optimality by means of an interior point method.

Results show that the neighbourhood choice can be important in order to

improve the performance of a particular algorithm implementation. More re-

cently, Lim et al (2014) present a hybrid framework combining local search and

other optimisation methods such as simulated annealing, genetic algorithms,

nested partitions, to solve the single objective BAO problem. Their framework

consists of two sequential phases. During the first phase, either a heuristic or

an exact method is used to quickly find a good feasible BAC. During the sec-

ond phase the BAC obtained during the previous phase is used to warm-start

a local search algorithm. According to the authors, their framework overcomes

the weakness observed when using the optimisation methods separately and

consistently finds good solutions.

In all the approaches mentioned before, the problem is modelled by means

of a single objective function which is used to measure the quality of the BAC

that is being evaluated. Hereafter, we will refer to the objective function f(A)

of the BAO problem as a judgement function. Ehrgott et al (2008, p. 1276)

define a judgement function as a function that “describes how well a patient

can be treated with a set of N angles”. Then, they explain that the goal of

any judgement function is “to capture the nature of how the treatment planner

decides between good and bad treatments, and the value of such a function is

the [value of the optimal] solution to an optimisation problem that decides a

fluency [map]”(Ehrgott et al, 2008, p. 1276).

Since solving the BAO problem requires solving the FMO problem many

times, once for every BAC that is considered by the BAO problem. Thus, we

can say that judgement function of the single objective BAO problem in (2.4)
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can be expressed as

h(A ) = min{z(x) : x ∈ X (A )}. (2.5)

Equation (2.5) shows the general form of a judgement function, where z maps

a solution x ∈ X (A ) of the corresponding single objective FMO problem into

R∗+ by finding the best fluence map that can be delivered for given BAC A ,

according to function z. Although in most cases the judgement function h in

Equation (2.5) is set equal to the single objective FMO objective function f

from Equation (2.2), it might be possible to use a different function to evaluate

the performance of BAC A . See Ehrgott et al (2008) for a comprehensive

explanation of the judgement function concept. In this thesis we set f equal

to h. We also write the BAO problem in 2.5 as

min
A

(
min
x

z(x)
)

(2.6)

s.t. x ∈ X (A )

A ∈ PN(K),

to emphasise the practical need to solve the FMO problem (2.2) for different

beam angle configurations A ∈ PN(K).

The Multi-Objective Beam Angle Optimisation Problem

As mentioned before, in this thesis we focus on the multi-objective version of

the BAO and the associated FMO problems. Mathematically, the MO-BAO

problem can be formulated as follows.

min
A


min
x



z1(x)

z2(x)
...

zp−1(x)

zp(x)




(2.7)

s.t. x ∈ X (A )

A ∈ PN(K)

with z : Rn → Rp a vector-valued objective function, the solution of which is

the set AE containing all efficient BACs which use exactly N angles. A BAC

A is efficient if there exists at least one efficient fluence map x ∈ XA
E of (2.3)

34



2.2 Optimisation Problems in IMRT

that is also efficient for (2.7). A fluence map x is efficient for (2.7) if there

is no x′ ∈ XB
E with B ∈ PN(K) such that z(x′) ≤ z(x). The set of efficient

fluece maps of (2.7) is denoted by XE. Hence, we can also say that a BAC A

is efficient for (2.7) if XA
E ∩XE 6= ∅. We also define YN = {z(x) : x ∈ XE}, the

associated set of all non-dominated points of (2.7).

As for the single objective BAO problem, the feasible set of the MO-BAO

problem has too many feasible elements and for most choices of z(x) the MO-

BAO problem is a complex non-convex combinatorial optimisation problem.

Thus it is not possible to find the set of all efficient BACs of the MO-BAO

problem within reasonable computational time. Therefore, in this thesis, we

will only find a set ÂE that approximates the actual set of efficient BACs

AE. Similarly, X̂E will denote the approximation of the set of all the efficient

fluence maps XE. Images of solutions x ∈ X̂E are denoted by y ∈ ŶN . We

unfortunately cannot guarantee how close (or far) such an approximation is

from the actual set of efficient solutions XE.

While most of the efforts in multi-objective IMRT optimisation have been

focused on the MO-FMO problem (Breedveld et al, 2007; Craft et al, 2007;

Holdsworth et al, 2010; Kalantzis et al, 2013; Lahanas et al, 2003), little at-

tention has been paid to the MO-BAO problem. The MO-BAO problem

was firstly addressed in IMRT by Schreibmann et al (2004). In their pa-

per, the authors propose a method that consists of a MO genetic algorithm,

namely NSGA-IIc (Deb and Goel, 2001), and an exact FMO solver based

on the well-known Broyden-Fletcher-Goldberg-Shanno algorithm (L-BFGS).

While the NSGA-IIc algorithm is used to generate new BACs at each genera-

tion, the L-BFGS solver is used to find the corresponding fluence map for each

BAC of the population. The authors consider a weighted sum of the objective

functions from the original MO-FMO problem and use randomly distributed

weights for each individual of the population. In their approach, the fitness of

each individual is linked to its dominance status, i.e., dominated individuals

are set to a high rank value while non-dominated ones are set to a low rank

value. Individuals with lower rank values are preferred and they have a higher

probability of being considered within the next generation. Another genetic

algorithm is proposed by Fiege et al (2011). In their article, the authors use a

genetic algorithm called Ferret which optimises beamlet intensities and beam

directions simultaneously. This approach is unusual as most of the approaches

discussed so far consider an outer loop which seeks good BACs and an inner

loop which optimises the corresponding fluence map. However, the authors
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note that solving both problems simultaneously makes it harder to solve as

the solution space is highly enlarged. Because of that, and similar to the

algorithm by Schreibmann et al (2004), the Ferret algorithm uses simplified

objective functions in order to speed up the algorithm. The strategies men-

tioned before (Schreibmann et al (2004) and Fiege et al (2011)) generate only

one fluence map per BAC, which is obtained after optimising an aggregated

weighted sum of the objectives of the MO-BAO problem. Moreover, since

many individuals are evaluated at each generation and only a subset of them

is non-dominated, a list containing the non-dominated BACs at each iteration

needs to be implemented.

More recently, Breedveld et al (2012) propose a method to solve the MO-

BAO problem, called iCycle. Unlike the approaches mentioned above, where

the decision making process takes part after the optimisation process is done,

the iCycle method is an a priori method, i.e., the treatment planner prefer-

ences are defined before the optimisation starts by means of a wish-list that

comprises his/her preferences and priorities as well as the problem constraints.

Hence, the iCycle method seeks an efficient solution that best suits such pref-

erences within the stated constraints. The iCycle method starts with an empty

BAC, i.e., no beams are selected. Then, the first beam is chosen using a sin-

gle objective function, defined as the weighted sum of the objectives defined

in the wish-list. Objective(s) associated with the tumour are not considered

within this optimisation problem. For the first iteration weights are set equal

to 1. The beam with the best objective function value is then added to the

“current BAC” and the MO problem is solved for the current BAC using an

algorithm called 2pεc (Breedveld et al, 2009). The 2pεc algorithm computes an

efficient solution of the MO problem according to the wish-list. Furthermore,

the optimal Lagrange multipliers obtained after the MO optimisation are used

as weights in the next iteration to determine the BAC that shall be added

to the current BAC in the next iteration. The algorithm repeats this process

until no further improvement in objective functions is attained by adding more

beams to the current BAC. As the method obtains one efficient BAC at each

iteration, the treatment planner can select the BAC with the best trade-off be-

tween number of beams and treatment plan quality. This method is a greedy

algorithm in the sense that it iteratively constructs a solution. Thus, the qual-

ity of the obtained results might depend largely on the quality of the angles

that are selected in early iterations of the algorithm.

An approach similar to the one in Breedveld et al (2009) is presented in Azizi-
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Sultan (2010). In his work, the author presents an algorithm that consists of

two steps repeated iteratively until the obtained BAC has the desired number

of beams. During the first step dose deviation from the prescribed dose is

calculated for the initial BAC which considers n beam angles. During the

second step, the contribution of every beam angle not in the initial BAC is

calculated, using a predefined score function. The beam angle with the best

contribution is then added to create a new BAC. The algorithm proceeds this

way until the desired number of beam angles in the current BAC is achieved.

Finally, a MO-FMO problem is solved using the obtained BAC.

In this thesis we propose several methods that combine mathematical pro-

gramming techniques and local search methods to find sets of approximately

efficient BACs A ∈ ÂE ⊆ PN(K) according to the MO-BAO problem in (2.7).

2.3 The Generalised Equivalent Uniform Dose

In this thesis, objective functions considered in both the MO-FMO and the

MO-BAO problems are based on a well-known biological model called the

generalised equivalent uniform dose (gEUD). Originally proposed in Niemierko

(1997) the gEUD can be defined as the biologically equivalent dose that, if

delivered uniformly, would lead to the same biological response as the actual

non-uniform dose distribution (Niemierko, 1997). One advantage of gEUD-

based models over other dose-response models is that they do not require many

parameters, making the optimisation process less dependent on parameters

that could be difficult to determine. For instance, the model proposed by

Romeijn et al (2003) needs, at least, 3 parameters per region of interest, while

the gEUD-based model we use in this thesis requires only one parameter per

region of interest.

The gEUD is sensitive to under (over) irradiated voxels in tumour (OAR)

regions which leads to a more homogeneous dose distribution in the tumour

and to avoidance of overdosed voxels in OARs, two very desirable properties in

IMRT. Therefore, gEUD allows us to evaluate and compare dose distributions

even if they are non-uniform. Several research articles have been devoted to

the study of gEUD-based IMRT planning. Most of them highlight the ability

of gEUD-based models to obtain better OAR sparing while keeping the same

or even better tumour coverage (Thomas et al, 2005; Wu et al, 2000, 2003).
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The mathematical expression for gEUD is

gEUDr(x) =

(
1

mr

mr∑
j=1

(
drj(x)

)ar)1/ar

, (2.8)

where ar is a region-dependent parameter and drj(x) is dose as given in Equation

(2.1). For the tumour (r = T ), we put aT < 0, whereas for OARs (r = Oq)

we choose aOq > 1. As |ar| increases, the gEUD becomes more sensitive

to less (more) irradiated voxels in the tumour (OARs). Therefore, for those

OARs that allow certain levels of radiation without a functional compromise

(also called parallel organs), parameter aOq is set close to 1, whereas for serial

organs (those that can suffer unacceptable damage even if a small portion is

irradiated) values for parameter aOq are chosen to be large.

A special case of the MO-FMO problem in (2.3) that is based on the gEUD

is

min
x



z1(x)

z2(x)
...

zp−1(x)

zp(x)


=



gEUDO1(x)

gEUDO2(x)
...

gEUDOQ(x)

−gEUDT (x)


(2.9)

s.t. x ∈ X (A)

where X (A ) is, again, the set of feasible fluence maps which is defined by

x = 0 and beamlets xi = 0 for all beamlets not belonging to beam angles in

A . The MO-BAO problem considered in this thesis is the minimisation of

(2.9) over all A ∈ PN(K).

The gEUD function has several favourable optimisation properties such as

convexity and positive homogeneity. As we shall show in Chapter 3, Cabr-

era G. et al (2014) demonstrate that positively homogeneous multi-objective

optimisation problems, such as the one in Equation (2.9), with p objective

functions can be solved as multi-objective optimisation problems with p − 1

objectives. This can be done by transforming one of the objectives into a con-

straint. Following the procedure presented in Chapter 3 we can generate an

infinite number of efficient solutions located on a finite number of rays, each

of which corresponds to an efficient solution of the reduced p − 1 objective

problem. Thus, the MO-FMO problem for a fixed BAC A ∈ PN(K) based
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on the gEUD considered in this thesis can be re-stated as follows.

min
x


gEUDO1(x)

gEUDO2(x)
...

gEUDOQ(x)

 (2.10)

s.t. gEUDT (x) = t

x ∈ X (A ),

where t is an arbitrary value as we can scale obtained solutions as t changes

(see Chapter 3). In this thesis, we set t to the desired gEUD value of the

tumour.

The corresponding MO-BAO problem based on the gEUD is

min
A

min
x


gEUDO1(x)

gEUDO2(x)
...

gEUDOQ(x)


 (2.11)

s.t. gEUDT (x) = t

x ∈ X (A )

A ∈ PN(K),

It is important to note that the problem in (2.10) is convex and so we can

find optimal solutions using non-linear solvers such as IPOPT (Wächter and

Biegler, 2006). Scalarisation methods such as the well-known ε-constraint

method, explained in Section 1.2.3, also give sub-problems that are convex,

and so we can use IPOPT to obtain a set of efficient solutions for this problem.

Having this guarantee of optimality for this sub-problem is likely to result in

better quality solutions being produced for the MO-BAO problem. Although

in this thesis we consider convex gEUD-based functions, other formulations

might also be used. In case the chosen objective functions are non-convex,

one could seek a suitable decomposition of the original non-convex objective

function into a convex objective function and an increasing function (Romeijn

et al, 2004). Romeijn et al (2004) present a list of different objectives (both

convex and non-convex) and their corresponding decompositions into a convex

objective and an increasing function. They also demonstrate that equivalent

sets of non-dominated points can be found using other MO-FMO formulations,
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i.e., considering other objective functions. Hence, although our work focuses

on gEUD, the solutions we produce are efficient under any of these objectives

as well.

The next chapter explains in detail how we reduce a problem with p pos-

itively homogeneous objective functions into a problem with p − 1 positively

homogeneous objective functions and a constraint. We then present the two-

phase approach that aims to solve the MO-BAO problem. While in Chapter

4 we use single objective local search to seek for promising BACs, in Chapter

5 we use multi-objective local search approaches.
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Chapter 3

Multi-Objective Optimisation of

Positively Homogeneous Functions

In this chapter we propose a method that allows to reduce dimensionality of an

unconstrained MOP with p objectives functions to a MOP with p−1 objective

functions and one constraint. This Chapter is based on the published paper

Cabrera G. et al (2014).

3.1 Introduction

During the last decades, substantial efforts have been made to develop strate-

gies to solve multi-objective optimisation problems. In this chapter we ad-

dress such problems in which all the objectives are positively homogeneous

(PH) functions, where a function f : Rn −→ R is positively homogeneous if

f(λx) = λf(x) for all λ > 0 and all x ∈ Rn. For convenience we also assume

that f(0) = 0.

In this section we first define the problem that is addressed in this chapter,

which we term the positively homogeneous unconstrained multi-objective op-

timisation problem (PHMOP). Then we reduce the PHMOP with p objectives

to a PHMOP with (p− 1) objective functions. The special case when p = 2 is

highlighted. Finally, we present a procedure that allows us to solve the original

p−objective PHMOP by solving the reduced (p− 1)−objective PHMOP.
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The PHMOP can be stated as follows.

PHMOP: min
x



f1(x)

f2(x)
...

fp−1(x)

fp(x)


(3.1)

s.t. x ∈ Rn,

where x ∈ Rn is a vector of n decision variables xi, i = 1, 2, . . . , n, and f is a

vector of p objective functions fk, k = 1, 2, . . . , p, each of which is positively

homogeneous. To ensure the PHMOP in Equation (3.1) is well posed, we

require that there is some x, k and l with fk(x) and fl(x) having opposite

signs.

Throughout the chapter, we will use the following notation for the compari-

son of vectors. Let y1, y2 ∈ Rp. We write y1 5 y2 if y1
k 5 y2

k for all k = 1, . . . , p;

y1 ≤ y2 if y1 5 y2 but y1 6= y2; and y1 < y2 if y1
k < y2

k for all k = 1, . . . , p. We

say that y1 ∈ Rp dominates y2 ∈ Rp if y1 ≤ y2. A solution x̂ ∈ Rn is called

an efficient solution of PHMOP if there is no x ∈ Rn where f(x) dominates

f(x̂). In this case f(x̂) is called a non-dominated point of PHMOP. We let

XE denote the set of all efficient solutions of PHMOP and denote the set of

all non-dominated points as YN := f(XE). Clearly for any efficient solution

x̂ ∈ XE of PHMOP with f(x̂) 6= 0 we must have fl(x̂) < 0 < fk(x̂) for some k

and l.

Proposition 3.1.1. If x̂ is an efficient solution of problem PHMOP, then λx̂

is an efficient solution of PHMOP for all λ > 0.

Proof. Since f is a vector of positively homogeneous functions we have f(λx̂) =

λf(x̂) for all λ > 0. Now, suppose there exists a vector x ∈ Rn such that

f(x) ≤ f(λx̂). Then

f

(
1

λ
x

)
=

1

λ
f(x) ≤ 1

λ
f(λx̂) = f(x̂),

a contradiction.

It follows from Proposition 3.1.1 that we can obtain an infinite number of

non-dominated points of PHMOP for each non-dominated point found when

solving a new problem in which one objective has its value fixed. For ease

of notation, we assume the p’th objective is fixed (with the objectives being
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renumbered, if required), giving a new problem PHMOPp(t) with a constraint

fp(x) = t for some (feasible) t ∈ R in which we optimise over the remaining

p−1 objective functions fk, k = 1, 2, ..., p−1. By t being feasible we mean that

there is some x ∈ Rn such that fp(x) = t. To formally define PHMOPp(t) we

denote its vector of objective functions as f ′(x) = (f1(x), f2(x), . . . , fp−1(x)),

giving

PHMOPp(t) : min
x

f ′(x) (3.2)

s.t. fp(x) = t

x ∈ Rn.

Each efficient solution x̂ of PHMOPp(t) in (3.2) defines a set of infinitely

many efficient solutions X̃ = {λx̂ : λ > 0} ⊆ XE of PHMOP. We consider the

special case of p = 2 next.

Corollary 1. For p = 2 there exist ŷ1, ŷ2 ∈ R2 with ŷ1
1 > 0 and ŷ2

1 < 0 such

that YN ⊆ {0} ∪ {λŷ1 : λ > 0} ∪ {λŷ2 : λ > 0}.

Proof. If YN is empty or YN = {0}, then the result is true (for any choice of

ŷ1, ŷ2). If there is a non-dominated point ŷ 6= 0 with ŷ1 > 0 then let ŷ1 = ŷ,

otherwise let ŷ1 = (1,−1). If there is a non-dominated point ŷ with ŷ1 < 0

then let ŷ2 = ŷ, otherwise let ŷ2 = (−1, 1). Now choose any element y ∈ YN
with y 6= 0. If y1 > 0 then y must lie in {λŷ1 : λ > 0}. Otherwise it would

either dominate a point in {λŷ1 : λ > 0} contradicting Proposition 1, or be

dominated by a point in {λŷ1 : λ > 0}, contradicting y ∈ YN . Similarly if

y1 < 0 then y must lie in {λŷ2 : λ > 0}, otherwise it would either dominate

a point in {λŷ2 : λ > 0} or be dominated by a point in {λŷ2 : λ > 0}. This

proves the result.

According to Corollary 1, the entire set of non-dominated points of PH-

MOP with p = 2 is determined by optimal solutions of two single objective

optimisation problems PHMOPp(t) with t = t1 < 0 and t = t2 > 0. To

find efficient solutions for the constrained multi-objective optimisation prob-

lem PHMOPp(t) in (3.2) for the case p > 2, we propose a procedure based

on the well-known ε-constraint method Haimes et al (1971). This method at-

tempts to find an efficient solution by minimising one of the original objectives,

while the remaining objectives are transformed to constraints. This gives rise
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to a set of single objective constrained optimisation problems of the form

PHMOPp,j(t, ε) : min
x

fj(x) (3.3)

s.t. fp(x) = t

fk(x) 5 εk for k = 1, . . . , p− 1;

k 6= j

x ∈ Rn,

where j ∈ {1, 2, . . . , p − 1}, and ε ∈ Rp−1 is a vector of p − 1 bounds. Note

that the j’th element of ε, εj, is not used by PHMOPp,j(t, ε), but is assumed

to exist as this simplifies the development of Algorithm 1 presented below.

Proposition 3.1.2. Let f be a vector of positively homogeneous functions

fk, k = 1, . . . , p. If x̂ is an optimal solution of problem PHMOPp,j(t, ε) then

λx̂ with λ > 0 is an optimal solution of problem PHMOPp,j(λt, λε).

Proof. Since f is a vector of positively homogeneous functions we have fk(λx̂) =

λfk(x̂) 5 λεk for all k = 1, . . . , p− 1, k 6= j and fp(λx̂) = λfp(x̂) = λt, so that

λx̂ is feasible for problem PHMOPp,j(λt, λε) in Equation (3.3).

Now, suppose there exists x ∈ Rn that is feasible for PHMOPp,j(λt, λε) such

that

fj(x) < fj(λx̂).

for some j. Then x/λ is a feasible solution for problem PHMOPp,j(t, ε) and

fj

(x
λ

)
<

1

λ
fj(λx̂) = fj(x̂).

Hence x̂ is not an optimal solution of PHMOPp,j(t, ε), a contradiction.

It is well known that any optimal solution x̂ of PHMOPp,j(t, ε) is at least

a weakly efficient solution of PHMOPp(t) and that if x̂ is the unique opti-

mal solution of PHMOPp,j(t, ε) then it is an efficient solution of PHMOPp(t).

Moreover, each efficient solution of PHMOPp(t) in Equation (3.2) is also an

optimal solution of PHMOPp,j(t, ε) in Equation (3.3), with appropriately cho-

sen j and ε. For more details on the ε-constraint method see, e.g. Ehrgott

(2005).

To identify efficient solutions of the MO problem PHMOPp(t) in (3.2) we

solve the single objective optimisation problem PHMOPp,j(t, ε) in (3.3) for

different j with a variety of vectors of bounds ε ∈ Rp−1. To this end we

first estimate the range [lk, uk] of values that objective fk takes over efficient
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solutions of PHMOPp(t). The exact ranges of values are defined by the ideal

point yIk := min{fk(x) : x ∈ Rn, fp(x) = t} and nadir point yNk := max{fk(x) :

x is an efficient solution of PHMOPp(t)}, so we set lk = yIk. Unfortunately,

yN is very difficult to compute and usually not available, see e.g. Ehrgott and

Tenfelde-Podehl (2003), and so we suggest the following heuristic approach

based on lexicographic optimisation. Let Π denote the set of all permutations

of {1, . . . , p− 1}. For a specific permutation π ∈ Π we denote its k’th element

by π(k). Lexicographic optimisation chooses a permutation π of objectives and

optimises them sequentially. First fπ(1)(x) is optimised over x ∈ Rn subject to

fp(x) = t. Then, fπ(2)(x) is optimised over x ∈ Rn subject to fp(x) = t and

an equality constraint on the optimal value of fπ(1)(x). This process continues

until an optimal solution of fπ(p−1)(x) is obtained, giving a final solution we

denote x̂π. It is clear that x̂π is an efficient solution of PHMOPp(t). We then

set

uk := max{fk(x̂π) : π ∈ Π}. (3.4)

Clearly, uk 5 yNk . Moreover, for p = 2, uk = yNk (see e.g. Ehrgott and

Tenfelde-Podehl (2003)).

Having found [lj, uj] for each objective j ∈ {1, . . . , p − 1}, we create a set

of points Xj = {x1
j , x

2
j , . . . , x

|Xj |
j } over [lj, uj] for each j. For each objective

j = 1, 2, . . . , p − 1, we then form a grid of points over the other objectives,

giving Ej = X1×X2×· · ·×Xj−1×{∞}×Xj+1×· · ·×Xp−1, where each ε ∈ E
can serve as a vector of bounds in PHMOPp,j(t, ε). Note that εj is initially

unused, but the εj = ∞ value will be updated subsequently. We then solve

PHMOPp,j(t, ε) for each ε ∈ Ej. As mentioned before, an optimal solution of

this problem could be weakly efficient rather than efficient. To ensure that an

efficient solution of PHMOPp(t) is found for each ε ∈ Ej, we perform additional

optimisations in which the optimal value of fj is set as an upper bound (by

updating εj) and another objective fk is optimised. This is repeated until

efficiency of the solutions is guaranteed. A possible implementation of this

procedure is outlined in Algorithm 1.

Algorithm 1 finds a finite set of efficient solutions of PHMOPp(t), which

according to Proposition 3.1.1 correspond to a finite set of rays of efficient

solutions of PHMOP in Equation (3.1), i.e., Algorithm 1 allows us to find

infinitely many efficient solutions of PHMOP in (3.1) by solving a finite number

of single objective optimisation problems PHMOPp,j(ε). Clearly, the use of

Algorithm 1 is only practical if p is reasonably small, say p ∈ {2, 3, 4, 5},
but this is the case in many practical applications, as we shall see in Section
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Algorithm 1: Generating a set of efficient solutions X̃E ⊆ XE of
PHMOPp(t)

1 begin

2 X̃E ← ∅;
3 for k = 1, 2, ..., p− 1 do
4 Compute lk = yIk, and uk as in (3.4);

5 for j = 1, 2, ..., p− 1 do
6 Using lk, uk values, form bounds set Ej;
7 foreach ε ∈ Ej do
8 for k = j, 1, 2, ..., j − 1, j + 1, ..., p− 1 do
9 Solve PHMOPp,k(t, ε) giving solution x̂;

10 Update objective bound εk ← fk(x̂);

11 X̃E ← X̃E ∪ x̂;

3.2, where we present an application in radiation therapy treatment design.

We also point out that the simple scalarisation approach that we employ in

Algorithm 1 can be replaced by other more sophisticated methods, such as

the adaptive techniques presented in Eichfelder (2008). In future work, the

consideration of PHMOP with constraints should be investigated.

3.2 An Application in Radiation Therapy

In this section we apply Algorithm 1 to the MO-FMO problem (2.9) for a

prostate case extracted from Deasy et al (2003). This case study considers

three regions, namely, prostate as PTV, indexed by T , and the rectum and

bladder as OARs Or and Ob, i.e., the number of objectives p is equal to three.

The total number of voxels is about 56, 000 and the number of beamlets over

five beams is equal to n = 320.

As we mentioned in Chapter 2, the objective gEUDr(x) has several desirable

properties for optimisation. If a = 1, gEUDr(x) is a norm and thus is a convex

function. If, on the other hand, a < 0, then gEUDr(x) is no longer a norm,

but is a concave function of x (Choi and Deasy, 2002). Moreover, gEUDr(x)
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is positively homogeneous for all a, as we now show.

gEUDr(λx) =

(
1

mr

mr∑
j=1

(
λdrj(x)

)a)1/a

=

(
1

mr
λa

mr∑
j=1

(
drj(x)

)a)1/a

= (λa)
1
a

(
1

mr

mr∑
j=1

(
drj(x)

)a)1/a

= λ

(
1

mr

nr∑
j=1

(
drj(x)

)a)1/a

= λgEUDr(x) for all λ > 0.

We solve the MO-FMO problem from Equation (2.9) using Algorithm 1,

where we choose gEUDT (x) as the objective to be fixed to a value t > 0.

(Note that because x = 0, we have gEUDr(x) = 0 for any value of a, and

so any choice of t > 0 is appropriate). Then the multi-objective problem

PHMOPT (t) from Equation (3.2) using gEUD objective functions is

min
x


gEUDO1(x)

gEUDO2(x)
...

gEUDOQ(x)

 (3.5)

s.t. gEUDT (x) = t

x = 0.

which is equivalent to the MO-FMO problem in Equation (2.10). Note that for

the MO-FMO problem in Equation (2.10) (and also for the MO-BAO problem

in Equation (2.11)) we replace the equality constraint gEUDT (x) = t by an

inequality constraint gEUDT (x) = t with the aim of keeping the problem con-

vex. Since all the gEUD objectives of the OARs are severely conflicting with

the gEUD constraint of the tumour, this change will not affect the solutions of

the problem, as the constraint gEUDT (x) = t will be active for optimal solu-

tions of the problem. Consequently, the single objective optimisation problem
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Chapter 3 Multi-Objective Optimisation of Positively Homogeneous Functions

PHMOPT,Os(t, ε) in Equation (3.3) is

min
x

gEUDOs(x) (3.6)

s.t. gEUDOq(x) 5 εq for all q = 1, 2, . . . , Q;

q 6= s

gEUDT (x) = t

x = 0.

The objective of (3.6) is to minimise the gEUDOs(x) of some organ at risk

while delivering a prescribed gEUDT (x) = t to the tumour and keeping the

gEUDOq(x) of each other OAR below a bound εq. This single objective problem

is solved using the IPOPT solver from COIN-OR (Wächter and Biegler, 2006).

We first consider a simplified problem with only one OAR, being the rec-

tum. To determine the non-dominated solutions for this problem, we solve

PHMOPT (t) in which we set gEUDT (x) = t with t a fixed value greater than

0, and minimise gEUDORectum(x). This single objective optimisation problem

finds an optimal solution x̂ which corresponds to a ray {λx̂ : λ > 0} of efficient

solutions. Moreover, {λf(x̂) : λ > 0}, shown in Figure 3.1, defines the non-
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Figure 3.1: Line corresponding to the entire non-dominated set YN of a FMO
problem with a single OAR. The highlighted points (marked
by triangles) correspond to sample points computed by solving
PHMOPT (t) for various t. The shaded area below the line is dom-
inated by points in YN .
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dominated set YN of the bi-objective optimisation problem. The four triangles

show the non-dominated points obtained when solving PHMOPp(t) with four

different values of t. As we expect from Corollary 1, all non-dominated points

lie on a straight line.

We now consider the more complex case with two OARs, namely rectum

and bladder. To find the range of efficient solution values for each OAR,

we first solve the two lexicographic optimisation problems with gEUDT (x) =

70 (where 70 represents a clinically reasonable gEUD for the target), giving

[lOr , uOr ] = [51.9946, 134.049], and [lOb , uOb ] = [32.0232, 349.939]. Values of

gEUDOr(x) larger than 65 would never be considered in a medical context,

and so the gEUDOr(x) range was reduced to [lOr , uOr ] = [52.0057, 65] and the

gEUDOb(x) range was reduced to [lOb , uOb ] = [32.0905, 65].

To generate the non-dominated points, the [lOr , uOr ], and [lOb , uOb ] ranges

were divided into 35 equally spaced intervals, giving sets XOr and XOb each

containing 36 points. These were used to create bound vectors EOr and EOb
which were then used in our implementation of Algorithm 1 to generate the

non-dominated points shown in Figure 3.2. Note that the points marked by

crosses were generated by the algorithm for the case where gEUDOr(x) was

optimised before gEUDOb(x), while the points marked by circles came from

optimising gEUDOb(x) and then gEUDOr(x).
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Figure 3.2: Set of non-dominated points obtained using the procedure in Al-
gorithm 1 with gEUDT (x) equal to 70.

Figure 3.2 shows the non-dominated set obtained when gEUDT (x) = 70.

We notice that the order in which we choose the criteria to be optimised can
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Chapter 3 Multi-Objective Optimisation of Positively Homogeneous Functions

lead to different non-dominated points. When gEUDOr(x) is optimised before

gEUDOb(x) (giving the points marked using crosses), non-dominated points

tend to concentrate at the top-left side of the non-dominated set whereas when

gEUDOb(x) is optimised first (giving the points marked using circles), non-

dominated points tend to concentrate on the bottom-right side. We can now

scale the efficient solutions to obtain non-dominated points for gEUDT (x) =

70λ for any λ > 0 to obtain non-dominated points for the original problem

(2.9). Figure 3.3 illustrates this for λ in the interval 0 < λ 5 1.5.
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Figure 3.3: A set of infinitely many non-dominated points for a fluence map
optimisation problem for a prostate cancer case. The colourmap
represents the level of gEUDT values.

3.3 Final Remarks

In this chapter unconstrained multi-objective optimisation problems with p

positively homogeneous objective functions are considered. It was proven that

such problems reduce to multi-objective optimisation problems with p − 1

objectives and a single equality constraint. Thus, problems with two objectives

can be solved with standard single objective optimisation methods and, for

problems with p > 2 objectives, we can compute infinitely many efficient

solutions by solving a finite number of single objective problems. Since the

gEUD function we consider in this thesis is a positively homogeneous function,

it is possible to reduce the number of objective function for MO problems

arising in radiotherapy for cancer when using gEUD as objective function (as

in (2.11) and (2.10)).
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Chapter 4

Single Objective Local Search for

the MO-BAO Problem

Selecting a suitable BAC is an important but difficult task in intensity modu-

lated radiation therapy for cancer treatment. From a single objective point of

view this problem is solved by finding a BAC that leads to the best dose distri-

bution, according to some objective function. Because there exists a trade-off

between the main goals in IMRT (to irradiate the tumour according to some

prescription and to avoid surrounding healthy tissue) it makes sense to solve

this problem from a multi-objective point of view. When doing so, a solution

of the BAO problem is no longer a single BAC but instead a set of BACs which

lead to a set of dose distributions that, depending on both dose prescription

and physician preferences, can be selected as the preferred treatment.

In this chapter, we introduce a two-phase approach to solve the MO-BAO

problem. During the first phase, a deterministic local search algorithm is

used to select a set of locally optimal BACs, according to a single objective

function. During this search, an optimal dose distribution for each BAC, with

respect to the single objective function, is calculated using an exact non-linear

programming algorithm. During the second phase a set of non-dominated

points is computed for each promising locally optimal BAC and a dominance

analysis among them is performed. The output of the procedure is a set

of (approximately) efficient BACs that lead to good dose distributions. To

demonstrate the viability of the method, the two-phase strategy is applied to

a prostate case.

This chapter is based on the published paper (Cabrera G. et al, 2016b).

51



Chapter 4 Single Objective Local Search for the MO-BAO Problem

4.1 Introduction

As mentioned in Chapter 2, when the BAO problem is tackled from a single ob-

jective point of view, the general framework applied in the literature to solve

this problem considers hybrid strategies combining mathematical program-

ming and heuristics. Typically, heuristic methods are being used to identify

promising BACs and because of their ability to avoid getting trapped in local

optima, with mathematical programming being used to identify the optimal

solution of the corresponding FMO problem for a specific set of angles. While

population-based algorithms such as genetic algorithms (Dias et al, 2014; Lei

and Li, 2009; Li et al, 2004), particle swarm optimisation (Li et al, 2005a) and

ant colony system (Li and Yao, 2006; Li et al, 2005b) are the most commonly

used heuristics in the literature, local search strategies such as simulated an-

nealing (Bertsimas et al, 2013b; Bortfeld and Schlegel, 1993; Djajaputra et al,

2003; Pugachev and Xing, 2002; Stein et al, 1997) and hill climbing (Aleman

et al, 2008; Craft, 2007; Das et al, 2003) have also been applied to the single

objective BAO problem. Lim et al (2014) combine population-based heuristics

with a local search algorithm. In their approach, heuristic methods are used to

quickly find a good feasible BAC which is then passed as started point of the

local search algorithm. Other methods such as response surface (Aleman et al,

2009), surrogate-based methods (Zhang et al, 2013), guided pattern search

(Rocha et al, 2013) and mixed integer programming approaches (Ehrgott et al,

2008; Lim and Cao, 2012; Zhang et al, 2009) have also been proposed.

The approaches mentioned above use a similar strategy to solve the BAO

problem: heuristics are used to seek for new BACs and mathematical program-

ming to find an optimal solution to the corresponding FMO problem. Solving

the associated FMO problem to optimality is an important feature of all these

approaches, as it allows a fair comparison of different subsets of beam an-

gles. Another shared characteristic is that methods mentioned in the previous

paragraph evaluate the quality of a BAC by considering the dose distribution

obtained by solving the corresponding FMO problem. Furthermore, they all

model the problem as a single objective optimisation problem and both the

BAO and the corresponding FMO problem are treated as separate problems.

Unlike previously proposed strategies, in this thesis we use a two-phase

strategy to solve the MO-BAO problem. In the first phase, we use local search

to select a set of locally optimal BACs (and their associated optimal fluence

maps) according to a pre-defined single objective judgement function. Each of

these locally optimal BACs is represented by a sample point in the objective
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space of the MO-FMO problem. Each sample point is the image of the fluence

map associated with its corresponding locally optimal BAC. Each coordinate

of the sample point corresponds to one of the objective function values in the

MO-FMO problem, where each objective function is associated with either the

tumour or a specific organ at risk considered in the MO-FMO problem. One

key feature of this local search is that an optimal fluence map of each BAC

leads to a non-dominated point of the associated MO-FMO problem. This

is important as we can ensure we are comparing solutions that are not only

optimal in the single objective sense but are also efficient from a MO point of

view, i.e., we cannot further improve any objective without impairing the value

of at least one other objective. Finally, after the set of locally optimal BACs

has been computed, a dominance analysis is performed to find those BACs

whose sample points are not dominated by any other sample point. We expect

that these BACs will be used in the set of efficient treatment plans. We say that

a BAC that occurs in the set of efficient treatment plans is efficient. A formal

definition for efficient BACs is given in Section 4.2. As we cannot evaluate all

possible BACs we cannot ensure that a BAC is efficient. Thus BACs found

by the two-phase approach presented here are called approximately efficient

BACs. During the second phase we generate a large set of non-dominated

points for all the obtained (approximately) efficient locally optimal BACs by

means of the well-known ε-constraint method (Chankong and Haimes, 1983;

Haimes et al, 1971). Some such points will be dominated by points computed

by other BACs. Those dominated points are deleted leaving a final set of

non-dominated points for the treatment planner to choose from.

This chapter is organised as follows. After introducing a mathematical for-

mulation of the MO-BAO problem in Section 4.2, single objective judgement

functions considered in this chapter are presented in Section 4.3. Then, in

Section 4.4, the two-phase approach is outlined. The main differences com-

pared to other approaches for solving the BAO problem are presented in this

section. In Section 4.5 we introduce a test instance and the obtained results

are discussed. Finally, in Section 4.6 some final remarks are outlined.

4.2 The Multi-Objective Beam Angle

Optimisation Problem

Unlike in the single objective BAO problem, solving the MO-BAO problem

means finding the set of efficient BACs in PN(K). A BAC A is efficient if
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Chapter 4 Single Objective Local Search for the MO-BAO Problem

X (A )∩XE 6= ∅, or equivalently if there is a fluence map x ∈ X (A ) such that

there is no BAC B and fluence map x′ ∈ X (B) with z(x′) ≤ z(x).

Unfortunately we cannot evaluate all possible BACs in reasonable time.

Therefore, we will only find a set ÂE that approximates the actual set of

efficient BACs. Similarly, X̂E will denote the approximation to the set of all

efficient fluence maps XE. Images of solutions x ∈ X̂E are denoted by y ∈ ŶN .

Although our two-phase algorithm can be adapted for other models, we

recall that gEUD-based models are considered in this thesis. We write again

the MO-BAO problem in Equation (2.11) that is addressed in this thesis in

order to make this chapter self contained

min
A

min
x


gEUDO1(x)

gEUDO2(x)
...

gEUDOQ(x)




s.t. gEUDT (x) = t

x ∈ X (A )

A ∈ PN(K),

where t is equal to the prescribed gEUD of the tumour.

The corresponding MO-FMO problem (from Equation (2.10)) for a fixed

BAC A ∈ PN(K) based on the gEUD is

min
x


gEUDO1(x)

gEUDO2(x)
...

gEUDOQ(x)


s.t. gEUDT (x) = t

x ∈ X (A ).

As we mentioned in Chapter 2, the problem in (2.10) is convex, and so we can

find optimal solutions using non-linear solvers such as IPOPT (Wächter and

Biegler, 2006).

In the framework of judgement functions, we are optimising the multi-

objective judgement function in (2.11) over all N -element BACs A ∈ PN(K).

One difficulty in solving the BAO problem is to determine whether a BAC is

better than another one. When this problem is tackled from a single objective
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Figure 4.1: Dominance relations between sets of non-dominated points. gEUD
of the tumour is fixed

point of view, a decision about which BAC is better is made using the single

objective judgement function value. Thus, a BAC will be better than another

one if its single objective optimal fluence map leads to a better judgement

function value. However, when this problem is tackled from a MO point of

view, comparison of different BACs is not a trivial task. In the MO case, we

need to decide between two sets YA
N and YB

N rather than single optimal values.

Figures 4.1(a) and 4.1(b) show two sets YA
N and YB

N for the MO-BAO problem

with two OARs. Figure 4.1(a) shows a situation where it is easy to decide

between A (crosses) and B (circles). There is no reason to select a vector

y′ ∈ YB
N as there is always a vector y ∈ YA

N such that y ≤ y′. Therefore,

we can say that BAC A completely dominates BAC B and, consequently, it

leads to better fluence maps.

Unfortunately this situation is not as common as the one presented in Figure

4.1(b). In this case there is at least one y ∈ YA
N that dominates at least one

y′ ∈ YB
N and vice versa. Thus, we need to keep all vectors y ∈ YA

N ∪ YB
N that

are non-dominated as in Figure 4.1(c).
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As mentioned in Chapter 2, generating a set containing many non-dominated

points YA
N for a large number of BACs A ∈ PN(K) is not possible because

of the time that it requires. Therefore, we propose to consider only one non-

dominated point s ∈ YA
N to represent the BAC A and make the assumption

that the quality of BAC A corresponds to the quality of s. We call s a

sample point. The sample point corresponds to the optimal solution of a single

objective FMO problem. This means that s = z(x) with z being the objective

function of the MO-FMO problem in (2.10) whereas x is the optimal solution

of a single objective FMO problem using BAC A .

Comparison between two BACs is done by using a single objective judgement

function h as in (2.5). Thus, a BAC A will be considered better than BAC

B if and only if h(A ) < h(B). We need to state at this point that the single

objective judgement function h in (2.5) is only used to determine a subset of

“potentially” good quality BACs. However, the final approximation to the

set of efficient BACs ÂE and its corresponding set of (approximately) efficient

fluence maps X̂E are calculated using the MO formulation based on the gEUD

function presented in Equations (2.10) and (2.11). We would expect that our

heuristic approach is more likely to find useful sample points if h has a strictly

monotone objective function, i.e., if z(x) dominates z(x′) then h(A ) < h(A ′)

with x ∈ X (A ) and x′ ∈ X (A ′), so its optimal solution is also an efficient

solution of the MO-FMO problem in (2.10) (Miettinen, 1999).

It is clear that using different single objective judgement functions h may

lead to different sample points for the same BAC. The next section presents

two gEUD-based judgement functions that are considered in this chapter for

the generation of locally optimal BACs.

4.3 Judgement Functions

In this chapter we consider two single objective judgement functions. The first

one is related to an unconstrained FMO model presented originally by Wu et al

(2002) and reformulated by Olafsson et al (2005). This model, also known as

the logistic model, has been widely studied in the literature (Cabrera G. et al,

2012; Choi and Deasy, 2002; Olafsson et al, 2005). According to the majority

of these studies, solutions obtained using this model irradiate the tumour in a

similar way to dose-volume models but with better OAR sparing.
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Equations (4.1), (4.2), and (4.3) show this model.

min
x∈X (A )

z1 (x ) = − ln L
(
x ; T , vT , eudT

0

)
−

Q∑
q=1

lnU
(

x ; Oq , vOq , eud
Oq

0

)
, (4.1)

where

L
(
x ; T , νT , eudT

0

)
=

(
1 +

(
eudT0

gEUDT (x)

)νT)−1

, and (4.2)

U
(

x ; Oq , νOq , eud
Oq

0

)
=

(
1 +

(
gEUDOq(x)

eud
Oq
0

)νOq
)−1

. (4.3)

Parameters eudT0 and eud
Oq
0 correspond to the prescribed gEUD values for

tumour and OARs, respectively, and νT , νOq > 0 are user-defined parameters

that indicate the importance of the tumour and the q-th OAR, respectively.

While −ln(L) is a convex function of gEUDT (x), function −ln(U) is monoton-

ically increasing in gEUDOq(x), but not convex. However, we observe that the

second derivative of −ln(U) is strictly positive for 0 < gEUDOq(x) < U
′′
+ where

U
′′

+ =
((
νOq − 1

)1/νOq)eudOq0 .

In practice, we would not be interested in values of gEUDOq(x) that exceeded

this upper bound, and so −ln(U) and hence (4.1) is convex for all x values of

practical interest. We see this in our computational results (see Section 4.5)

where all the gEUD values obtained by our optimisation runs (see Table 4.2

and Figure 4.4a) fall within the convex regions of the U functions we used (see

Table 4.1). For a comprehensive analysis of the logistic function readers are

referred to Olafsson et al (2005) .

Because the MO-FMO problem (2.10), and consequently the MO-BAO prob-

lem (2.11), have a constraint on the gEUD value of the tumour, we need to

make some changes to the logistic model presented in Equations (4.1), (4.2),

and (4.3), in order to include this constraint. We must set the gEUD of

the tumour to be greater than or equal to its prescribed dose eudT
0 , thus

we do not need to consider L in (4.1) and (4.2) but, instead we need to in-

clude a constraint for the gEUDT . Due to the conflict between gEUDT (x) and

gEUDOq(x), this constraint will always be active at an optimal solution. Thus,
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the logistic FMO problem given some BAC A is now

h1(A ) = min
x

z1(x) = −
Q∑
q=1

lnU
(
x;Oq, vOq , eud

Oq
0

)
(4.4)

s.t. gEUDT (x) = eudT0

x ∈ X (A ),

where h1 is the judgement function associated with the FMO problem with

objective function z1 . Since gEUDT (x) is a convex function of x and −ln(U)

is convex in gEUDT (x) for the region of interest, the problem in (4.5) is

also convex, and so solutions found by the IPOPT solver will be optimal for

problems of practical interest.

The second judgement function used in this chapter is associated with an

optimisation model which minimises the gEUD value of one of the OARs. The

idea is to identify the OAR Or which the planner would like to spare the most

among all OARs considered in the treatment planning process. We call this

judgement function lexicographic. Equation (4.6) shows this FMO model.

h2(A ) = min
x

z2(x) = gEUDOr(x) (4.5)

s.t. gEUDT (x) = eudT0

x ∈ X (A ),

where h2 is the judgement function associated with the FMO problem with

objective function z2.

Using mathematical programming techniques we can obtain optimal fluence

maps of a BAC for both single objective FMO problems (4.5) and (4.6). As we

mentioned in Section 4.1, one key feature of these problems is that their op-

timal solutions are also efficient solutions of the MO-FMO problem in (2.10),

as they both have strongly decreasing objective functions (Miettinen, 1999).

Thus, based on their single objective judgement function value, we can hope-

fully identify good BACs. The fact that optimal solutions of (4.5) and (4.6)

are also efficient solutions to (2.10) gives us some confidence that we can com-

pare different BACs from a MO point of view. Sample points are obtained

evaluating optimal solutions of (4.5) and (4.6) with the MO function z in

(2.10).

In this PhD thesis we propose a two-phase approach which allows us, firstly,

to find a set of locally optimal BACs based on the obtained sample points and,
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secondly, to generate a set of approximately efficient BACs of the MO-BAO

problem in (2.11) and its corresponding set of approximately efficient fluence

maps. This two-phase approach is presented in the next section.

4.4 The Two-phase Approach

One challenge that algorithms solving the BAO problem must face is the large

number of possible combinations of beam angles to explore. Several strategies

have been proposed in order to improve the computational efficiency of the

algorithms proposed so far in the literature. Most of them try to reduce the

number of alternatives by means of rankings or score functions. For instance,

Pugachev and Xing (2002) rank beam angles prior to the optimisation process

based on beam’s-eye-view dosimetrics (Pugachev and Xing, 2001), i.e., the

portion of the target that can be irradiated by each beam angle. Then, based

on both geometric and dosimetric information that is available before the op-

timisation process starts, the beam’s-eye-view can guide the search. Although

the authors do not ban any beam angle a priori, they avoid the FMO step for

those configurations that have a low beam’s-eye-view score.

In this thesis we do not consider any reduction of the set of possible BACs.

Instead, we propose a two-phase strategy that is based on the concept of sample

points. Before presenting the two-phase approach we need to introduce some

specific notation we will use here. Let A∗ be a set of locally optimal BACs

with respect to some single objective judgement function. Equivalently, let

X ∗ be a set containing an optimal fluence map for each BAC in A∗. Let

S = {z(x) : x ∈ X ∗}, with z being the objective function of the MO-FMO

problem in (2.10), be the set of all computed sample points. It is important

to note here that we record only one optimal fluence map for each A ∈ A∗.
Consequently, there is only one sample point in S for each BAC in A∗. In case

two BACs have the same sample point (i.e., the same objective function values)

both points will be considered. Let SN ⊆ S be the set of non-dominated

sample points with respect to points in S under the objectives of the MO-

FMO problem in Equation (2.10). Thus, all elements of SN are pairwise non-

dominated.

Our two-phase approach is presented in the next sections.
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4.4.1 First Phase: Deterministic Local Search

The main goal of the first phase of our strategy is to generate a set of promis-

ing BACs, A∗, using one of the single objective judgement functions presented

before (h1 or h2). In order to generate such a set we perform a deterministic

local search algorithm. As with any other local search approach, our algo-

rithm needs a neighbourhood N to be defined by means of a neighbourhood

movement. Our local search defines its neighbourhood by a one-degree-move

in one of the beam angles. Mathematically, neighbourhood N (A ), i.e., the

neighbourhood of BAC A , is as follows.

N (A ) = {B ∈ PN(K) : Aj = Bj ± π/180 for some j ∈ {1, . . . , N} and

Ai = Bi for all i = 1, . . . , N, where i 6= j}.

Although in this thesis we only consider coplanar angles, our approach can

be extended to non-coplanar angles by changing the neighbourhood definition

N to, for example, one of the neighbourhood definitions used in Lim and Cao

(2012) or Mǐsić et al (2010).

Although we start with a randomly generated initial BAC, the local search

implemented here is deterministic in the sense that, given an initial BAC, it

always converges to the same local optimum (see Algorithm 2). The initial

BAC meets some geometric constraints such as having a minimum distance

between any two beam angles and not having any two beam angles with a

difference of 180 degrees. Elements of the neighbourhood N (A ) do not need

to meet these constraints. We could also start the local search using BACs

commonly used in clinical practice. If that is the case, the two-phase approach

will lead to a result that is at least as good as the one provided by well-known

BACs. In other words, treatment plans obtained by those BACs commonly

used in clinical practice can be considered as upper bounds of our two-phase

approach.

After generating the initial BAC, the algorithm proceeds with the genera-

tion of the entire neighbourhood of the current BAC and the calculation of

corresponding single objective judgement function values (h() in Algorithm 2).

This value is calculated by solving the associated FMO problem in either (4.5)

or (4.6). For instance, if we consider five beam angles then the neighbourhood

size will be equal to ten. Once the entire neighbourhood is explored we select

the BAC with the best judgement function value (A ′ in Algorithm 2). If this

value is better than the judgement function value of the current BAC then we

set the best neighbour as the current BAC. The neighbourhood of the current
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BAC is then explored and we repeat this process until the single objective

judgement function value of the best neighbour is no better than that of the

current BAC. In this case, we have found a locally optimal BAC with respect

to the judgement function that was considered. This BAC is added to the

set of locally optimal BACs A∗. We repeat this process several times starting

from different randomly generated initial BACs. Each fluence map x ∈ X ∗ is

represented as a sample point s ∈ S in the objective space of the MO-FMO

problem. Once we have computed the entire set of locally optimal BACs (and

its corresponding sample points) we perform a dominance analysis over the

set of sample points S so only sample points that are not dominated by any

other sample point are considered in the next phase (isDominated() function

in Algorithm 2). Algorithm 2 shows the pseudocode of the deterministic local

search.

We need to point out that the BACs in A∗ obtained during Phase 1 do not

necessarily correspond to the ones with the best single objective judgement

Algorithm 2: Phase 1: Deterministic Beam Angle Local Search

Input: N (Number of angles in a BAC), ` (Number of local optima to be
computed)

Output: A∗ (Set of locallylabel optimal approximately efficient BACs)
1 begin
2 A∗ = {}; // initially empty

3 repeat
4 A = initialRandomSolution(PN(K)) ;
5 localOptimum = false;
6 repeat
7 N = generateNeighbourhood(A );
8 A ′ = argmin

B∈N
h(B);

9 if h(A ′) < h(A ) then
10 A = A ′

11 else
12 localOptimum = true;

13 until localOptimum;
14 Add A to A∗;
15 until ` local optima have been computed;
16 foreach A ∈ A∗ do
17 if isDominated(A ,A∗) then
18 Remove A from A∗;

19 return (A∗);
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Chapter 4 Single Objective Local Search for the MO-BAO Problem

function values. This represents one important difference from single objective

approaches that select only the BAC with the best judgement function value.

4.4.2 Second Phase: Exact Optimisation of the MO-FMO

Problem

During the second phase of our approach we solve the associated MO-FMO

problem for the set of locally optimal BACs found in Phase 1. Figure 4.2

shows an example of a set of sample points S computed during Phase 1. This

set includes ` = 100 sample points. Each point corresponds to an optimal

solution of a single objective FMO problem and is associated with a locally

optimal BAC obtained in the previous phase. The area dominated by each non-

dominated sample point s ∈ SN is delimited by dashed lines. BACs associated

with the sample points are locally optimal with respect to the single objective

judgement function considered in Phase 1 of the procedure.

The goal of the second phase is to find a set of BACs ÂE that approximates

the actual set of efficient BACs. As Algorithm 3 shows, we need, firstly, to

generate a set XA
E of efficient fluence maps of the MO-FMO problem in (2.10)

for each BAC A ∈ A∗. To do that we can use scalarisation methods such as the

ε-constraint method (Haimes et al, 1971) or the adaptive ε-constraint method

(Eichfelder, 2008) (SolveMO-FMO() method in Algorithm 3). In this section
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Figure 4.2: An example of a set of sample points. Each point is associated
with a locally optimal BAC found by the deterministic local search.
Axes correspond to the objective functions of the MO-FMO prob-
lem in (2.10). Dashed lines indicate the area dominated by each of
the non-dominated points.
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we use a procedure similar to the one proposed by Cabrera G. et al (2014) (see

Chapter 3 for further details on this method) to generate the set XA
E , which is

based on the ε-constraint method and is specific to unconstrained MO-FMO

problems with positively homogeneous objectives. This procedure begins by

computing lexicographic solutions for the MO-FMO problem. After that, a

set of non-dominated points is computed using the ε-constraint method given

a predefined set of bounds for each objective to be used as constraints during

the optimisation process. Again, since the MO-FMO problem in (2.10) is a

convex MO problem, treatment plans found by the ε-constraint method are

truly efficient treatment plans for the corresponding BAC. Depending on the

number of objectives we consider, the ε-constraint method might need to be

performed several times minimising different objective functions. As a result of

applying this procedure on a given BAC A we have a set of efficient treatment

plans XA
E . For each BAC A , we merge both sets of fluence maps XA

E and

X̂E (merge() method in Algorithm 3) by eliminating those fluence maps that

are dominated by another one in the union of the sets to be merged. After

we merge these two sets, only potentially efficient fluence maps remain in the

resulting set X̂E. The set X̂E is initialised empty. Set ÂE is computed as

the union of the BACs that have at least one fluence map x in the set X̂E
(BAC(x) function in Algorithm 3). Set ÂE approximates the actual set of

efficient BACs of the MO-BAO problem in Equation (2.11).

For the example of Figure 4.2, set A∗ computed during the first phase will

only consider the four non-dominated sample points that have dashed lines

indicating their dominated area.

Algorithm 3: Phase 2: Efficient Set Generation.

Input: A∗ (Set of locally optimal BACs from Phase 1)
Output: ÂE (Refined set of approximately efficient BACs)

1 begin

2 ÂE = {}; // initially empty set of BACs

3 X̂E = {}; // initially empty set of fluence maps

4 foreach A ∈ A∗ do
5 XA

E =SolveMO-FMO(A );

6 X̂E = merge
(
X̂E,XA

E

)
;

7 ÂE =
⋃
x∈X̂E BAC(x);

8 return ÂE;
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Figure 4.3: Prostate case from CERR. Two OARs (bladder and rectum) are
considered

4.5 Computational Experiments

A prostate case has been considered in this study. This case is included in the

CERR package (Deasy et al, 2003). Figure 5.3 shows this case. Boundaries

of the target volume (tumour + margin), rectum and bladder (OARs) are

highlighted as the regions of interest in this study. Table 4.1 shows the desired

gEUD values (eudr0 column) for both tumour and OARs and the parameters

for model z1. It also shows, for each OAR r, an upper bound U
′′
+ on gEUDr(x)

below which (4.1) is guaranteed to be convex. These parameters are similar

to the ones used in Olafsson et al (2005). Different values might be needed in

clinical practice. In this prostate case, the target volume has more than 7,000

voxels, the rectum about 5,500 and the bladder around 9,500 (based on a 2.5

mm resolution). Although the same multi-leaf collimator is used for all beam

angles the number of beamlets considered in the optimisation process depends

on each beam angle. This is because those beamlets that do not irradiate

at least one voxel of the target are not considered as decision variables in

the optimisation process. Thus, the number of decision variables (beamlets)

Table 4.1: Parameters for FMO models

r ar νr eudr0 U
′′
+

Tumour -10 12 75 –
Rectum 8 8 50 63.77
Bladder 2 5 50 65.98
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depends on the BAC and ranges between 160 and 220. The number of beam

angles N considered in a BAC is equal to 5. The dose deposition matrix A is

given. We consider 360 beam angles, all of which are on the same plane. As

we mentioned before, we use IPOPT as a solver for all non-linear optimisation

problems. All the experiments were run on the NeSI Pan cluster1, which

is a high performance computing facility. For each algorithm run, 4 CPU

cores and 16 GB of RAM were available. On average, each sample point was

computed within 280 seconds of elapsed time. The first phase of our approach

needs to compute, on averge, about 100 sample points, with the number of

sample points ranging from 81 to 161. Since sample points of BACs in the

neighbourhood of the current solution are computed using parallel threads, the

first phase of our approach takes, on average, only 6,209 seconds of elapsed

time.

During the first phase of our approach a set of locally optimal BACs and

its corresponding set of fluence maps X ∗ is computed. The associated set of

sample points is S = {z(x) : x ∈ X ∗}. As stated before, one can expect that

different judgement functions lead to different sets S. Figure 4.4 shows this

situation. The axes correspond to the objectives of the MO-FMO problem

(2.10). Because of the positive homogeneity of the gEUD, as was explained in

Chapter 3, one of the objectives (maximisation of the gEUD of the tumour)

was converted into an inequality constraint which we know to be binding and,

consequently, it is not included as an axis.

Figure 4.4(a) shows the set S when h1 is used as judgement function. In this

case there are only three non-dominated sample points in SN . Therefore only

three BACs are passed on to the second phase of our approach. Table 4.2 lists

these three BACs and the corresponding gEUD values for the rectum and the

bladder. Figure 4.4(b) shows the set S when the gEUD value of the rectum

(h2) is used as a judgement function. In this case there are six non-dominated

sample points in SN . Therefore, only six BACs are considered. These BACs

are also listed in Table 4.2. In both cases, non-dominated sample points in SN
represent only a small fraction (5 6%) of the entire set S.

Table 4.3 shows the set of (approximately) efficient BACs obtained by the

two-phase approach using judgement functions h1 and h2 introduced before.

Table 4.3 also shows the number of non-dominated points (column NDP) for

each (approximately) efficient BAC.

1http://www.eresearch.auckland.ac.nz/en/centre-for-eresearch/research-
services/computing-resources.html
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Figure 4.4: Sample points corresponding to the locally optimal BACs found
by the local search algorithm for the prostate case using five beam
angles

Table 4.2: BACs corresponding to the non-dominated sample points for judge-
ment function h1 and h2 and the gEUD values of the OARs (i.e., the
sample points).

A1 A2 A3 A4 A5 gEUDRectum(x) gEUDBladder(x)
64◦ 85◦ 91◦ 201◦ 278◦ 53.76 24.01

h1 100◦ 151◦ 207◦ 269◦ 311◦ 53.29 24.04
31◦ 91◦ 109◦ 136◦ 222◦ 53.18 24.23

104◦ 134◦ 136◦ 268◦ 298◦ 53.40 29.28
78◦ 105◦ 168◦ 218◦ 274◦ 53.30 31.66

h2 91◦ 140◦ 161◦ 219◦ 343◦ 53.23 33.57
49◦ 102◦ 126◦ 170◦ 221◦ 53.23 34.78
37◦ 100◦ 131◦ 163◦ 269◦ 53.13 34.83
49◦ 91◦ 126◦ 179◦ 255◦ 53.05 35.63

Results in Table 4.3 show also that (approximately) efficient BACs con-

tribute five or more non-dominated points to the final set ŶN . This means

that those BACs with a significant number of non-dominated points y ∈ ŶN

Table 4.3: Final set of (approximately) efficient BACs for h1 and h2 and the
number of non-dominated points (NDP) belonging to the corre-
sponding BAC

Function A1 A2 A3 A4 A5 NDP
h1 100◦ 151◦ 207◦ 269◦ 311◦ 9

31◦ 91◦ 109◦ 136◦ 222◦ 27
h2 37◦ 100◦ 131◦ 163◦ 269◦ 26

49◦ 91◦ 126◦ 179◦ 255◦ 11
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(a) Approximately non-dominated points
obtained using h1. A (crosses) corre-
sponds to the first BAC in Table 4.3
(100◦ − 151◦ − 207◦ − 269◦ − 311◦) and
B (circles) corresponds to the second
one

53 54 55 56 57 58

20

25

30

35

gEUDRectum(x)

gE
U

D
B
la
d
d
er
(x
) A

B

(b) Approximately non-dominated points
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sponds to the first BAC in Table 4.3
(37◦ − 100◦ − 131◦ − 163◦ − 269◦) and
B (circles) corresponds to the second
one

Figure 4.5: Final sets of (approximately) non-dominated points obtained using
the two-phase approach and the resulting approximately efficient
BACs

cover an important part of the approximation in the objective space of the

FMO problem.

We can see this situation in Figure 4.5. We need to point out that we only

found a finite number of non-dominated points (efficient solutions) of the MO-

FMO problem (2.10) for each locally optimal BAC found during Phase 1. We

want to recall the fact that the set of efficient BACs we found at the end of

our algorithm is just an approximation of the truly efficient solution set of the

MO-BAO problem, as it is not possible to evaluate the entire set of feasible

BACs.

Although in this thesis we do not report run times for our experiments, it

is important to note that computing a sample point is a very expensive task

in terms of computational time. Depending on the judgement function that is

considered, computing a sample point can take up to 2 minutes. Since finding

a locally optimal BAC requires to compute hundreds of sample points, our

experiments involves several hours of computation.

As we can see in Figure 4.6 points in h2 dominate all but two points in h1,

thus, neither does the set of non-dominated points computed using judgement

function h1 completely dominate the one computed by using judgement func-

tion h2 nor does the set of non-dominated points computed using h2 completely

dominates the one computed using h1. Thus we cannot say one judgement
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Chapter 4 Single Objective Local Search for the MO-BAO Problem

function (either h1 or h2) is better than the other.

4.5.1 ε-dominance

It is clear that including more BACs during Phase 2 will increase our chances

of producing a better approximation to the set of efficient BACs. However,

solving the MO-FMO problem for the entire set of locally optimal BACs ob-

tained during Phase 1 is quite time consuming. Moreover, our results above

suggest that most of these BACs do not lead to any improvement in the fi-

nal approximation obtained at the end of Phase 2. Although the dominance

criterion considered in this study is very effective at finding those BACs that

are part of the final approximation, it could happen that the sample point

of a BAC A that should be part of the final approximation is dominated by

the sample point of some other BAC B and consequently the BAC A is not

passed on to Phase 2. Hence we may not generate the best possible approxi-

mation given the set of locally optimal BACs computed during Phase 1. For

this reason we need to find a way to include BACs that lead to improvements

in the final approximation without making the number of BACs passed on to

Phase 2 too large. We seek to achieve this using the concept of ε-dominance.

In the ε-dominance concept (Loridan, 1984; White, 1986) the main idea is to

make the dominance criterion presented in Chapter 1 more (or less) restrictive.

In this chapter, we want to modify the dominance criterion so that more sample

points s ∈ S are passed on to Phase 2. White (1986) and Laumanns et al (2002)

define ε-dominance as follows. Let f, g ∈ Rp and 0 < ε < 1. Then, f is said
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ŶN for h1
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Figure 4.6: Comparison between sets ŶN obtained using h1 and h2
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to ε-dominate g, if

(1− ε)fr ≤ gr for all r = 1, . . . , |R|. (4.6)

We denote the set of sample points that are not ε-dominated by any other

sample point as SεN . In some cases one might want to use a different ε value

for each objective function. To this end, in this thesis we consider a vector

ε ∈ R|R| and we slightly modify the definition in Equation 4.6 as follows: f is

said to ε-dominate g if

(1− εr)fr ≤ gr for all r = 1, . . . , |R|. (4.7)

Table 4.4 shows the ε vectors used in this study to show how ε-dominance

can be used to improve the final approximation obtained by the two-phase

approach. In order to measure the improvement obtained when using each ε

vector, we consider the well-known hypervolume metric (Zitzler and Thiele,

1999). The hypervolume can be defined as the p-dimensional area below some

reference point that is dominated by a set of points in objective space (Zit-

zler and Thiele, 1999). The hypervolume of a set of non-dominated points is

expressed as a percentage of the maximum hypervolume that can be covered.

A set with a larger hypervolume is preferred as it is likely to present a better

set of trade-offs than one with a smaller hypervolume. For more about the

hypervolume quality indicator see Section 1.3 in this thesis. It is clear that

if we set all εr, r = 1, . . . , |R|, large enough we would obtain the same set of

BACs we would get if all sample points were passed to Phase 2, whereas for

εr = 0 this will be the set of non-dominated sample points as suggested in

Algorithm 1.

As mentioned before Table 4.4 shows the hypervolume value obtained for

five different ε vectors. For each ε vector, ε-values for rectum and bladder are

shown (columns εgEUDRectum and εgEUDBladder respectively). |A∗| is the number

of BACs in the set of locally optimal BACs A∗ found at the end of the Phase

1. |ÂE| is the number of BACs in the set of (approximately) efficient BACs

ÂE of the MO-BAO problem.

As Table 4.4 shows, when h2 is used as the judgement function, the fi-

nal approximation does not improve by increasing values of ε. For this case,

dominance criterion is able to find those BACs that lead to the best possible

approximation given the set of locally optimal BACs found in Phase 1, which

is the same as shown in Figure 4.5(b). A different situation occurs when we
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consider h1 as the judgement function. As Tables 4.2 and 4.3 show, when

h1 is used as the judgement function three locally optimal BACs are passed

on to Phase 2. Two of these three BACs are part of the final approximation

obtained by the two-phase approach. If we now consider an ε large enough

to include all 100 locally optimal BACs we have that the number of BACs

included in the final approximation is equal to five. Figure 4.7(b) shows the

difference between the hypervolume obtained by the two-phase approach when

using the standard dominance criterion and the one obtained when using the

ε-dominance concept. Table 4.4 shows how the hypervolume increases as ε

values increase and, consequently, the final approximation improves. In spite

of that, the final difference between the best possible hypervolume value and

the one obtained with ε = 0 is very small (less than 1% of the maximum hy-

pervolume) which demonstrates the efficiency of our approach in finding good

quality BACs based only on non-dominated sample points obtained during the

Phase 1. We chosen the reference point (65, 65) as it is the one that minimises

hypervolume values and, hence, maximises relative percentages of differences

between hypervolume values.

4.6 Final Remarks

In this chapter the MO-BAO problem is solved using a two-phase approach.

During the first phase a set of locally optimal BACs is determined using a

single objective judgement function. Each locally optimal BAC is represented

Table 4.4: Different ε vectors and their corresponding hypervolumes for both
judgement functions h1 and h2. For each ε vector the number of
BACs in the set of locally optimal BACs |A∗| and the number of
(approximately) efficient BACs |ÂE| are shown.

Logistic Function (h1)

εgEUDRectum εgEUDBladder |ÂE| |A∗| Hypervolume

0 0 2 3 87.87%
0.00025 0.005 3 14 88.49%
0.00050 0.010 4 24 88.59%
0.00130 0.028 5 66 88.62%
≥ 0.015 ≥ 0.16 5 100 88.62%

Lexicographic Function (h2)

εgEUDRectum εgEUDBladder |ÂE| |A∗| Hypervolume

0 0 2 5 89.55%
≥ 0.017 ≥ 0.34 2 100 89.55%
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Figure 4.7: Comparison between final approximations using εgEUDRectum =
0, εgEUDBladder = 0 (ε = 0, circles) and εgEUDRectum = 0.015,
εgEUDBladder = 0.16 (ε > 0, crosses) based on S obtained using
judgement function h1. Figure (b) is a more detailed view of Fig-
ure (a) that also shows the difference in the hypervolumes for these
two cases.

by a sample point in the objective space of the MO-FMO problem. The first

phase ends by determining the BACs with pairwise non-dominated sample

points among the set of locally optimal BACs. Then, during the second phase

we generate a large set of non-dominated points of the MO-FMO problem

for all the BACs found in the first phase. As a result, we obtain a set of

(approximately) non-dominated points belonging to one or more BACs. These

BACs are our approximation to the set of truly efficient BACs for the MO-BAO

problem. This is substantially different from previous approaches where only

one BAC is presented as the “best one” based only on its judgement function

value. Unlike those single objective approaches, in the approach presented

in this chapter once a set of locally optimal BACs is obtained by means of a

single objective local search, a subset of them is selected based on a dominance

criterion. Selected BACs are then further processed to solve their associated

MO-FMO problem to determine a final approximation to the set of efficient

BACs. An ε-dominance strategy was also considered to relax the dominance-

based selection criterion allowing the algorithm to pass a larger number of

promising locally optimal BACs onto the second phase, which leads to a better

quality final set of approximately efficient BACs.

In our example, we have shown that the non-dominated points we generate

are associated not with just a single BAC, but instead with a set of BACs.

Thus, single objective optimisation is not enough to find the “right BAC”.
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By considering multiple objectives during its search, our algorithm can better

describe the trade-off between objectives and can therefore provide more (and

better quality) alternatives for treatment planners to choose from.

In next chapter, we extend our two-phase approach by using MO local search

(MO-LS) algorithms instead of single objective ones to find a set of good

quality BACs. Using MO-LS will allow us to identify a set of BACs for which

its sample points are pairwise non-dominated. To do that, MO strategies

based on the Pareto local search (Angel et al, 2004; Paquete et al, 2004) are

implemented. Moreover, in this chapter results show that different judgement

functions lead to different sample points. Thus, in next chapter an additional

judgement function is evaluated within the two-phase approach.
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Chapter 5

Multi-Objective Local Search for

the MO-BAO Problem

In this chapter two MO local search algorithms are tested to solve the MO-

BAO problem, namely Pareto local search (PLS ) and a variation of the PLS

that we call adaptive PLS (aPLS ). Both algorithms are able to find a set of

(approximately) efficient BACs. While the PLS algorithm aims to find a set

of efficient solutions by performing a very focused search over a specific region

of the objective space, the aPLS aims to produce a set of efficient solutions

that are well-distributed over the objective space. We test both algorithms on

a prostate cancer case.

This chapter is based on the working paper Cabrera G. et al (2016c)

5.1 Introduction

In previous work (Cabrera G. et al, 2016b) (see Chapter 4 in this thesis),

we have proposed an a posteriori method called the two-phase approach to

solve the MO-BAO problem. In the first phase, we use a local search (LS)

algorithm which, starting from an initial BAC, converges to a locally optimal

BAC (and its associated optimal fluence map) according to a pre-defined single

objective function. The initial BAC evaluated by the LS algorithm can be

either chosen randomly or provided by the decision maker. The LS algorithm

is performed several times starting from different initial BACs, so we end up

with a set of locally optimal BACs. A key concept in Chapter 4, that is also

used in this chapter, is the concept of a sample point. A sample point is a

point in the objective space of the MO-FMO problem. Each sample point

is the image in objective space of an optimal fluence map associated with a

BAC. Each coordinate of the sample point corresponds to one of the objective
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function values in the MO-FMO problem, where each objective function is

associated with either the tumour or a specific organ at risk considered in

the MO-FMO problem. The sample point associated with a BAC is obtained

by solving a single objective function to optimality. We say that a BAC has

been evaluated if its sample point has been computed. One key feature of

sample points is that the obtained optimal fluence map of each BAC leads

to a non-dominated point of the associated MO-FMO problem. That is, for

a sample point s = z(x) where x ∈ X (A ) is an optimal fluence map for

the corresponding BAC A , under an appropriately chosen single objective

function, there is no fluence map x′ ∈ X (A ) such that z(x′) 5 z(x). This

is important as we can ensure we are comparing solutions that are not only

optimal in the single objective sense but are also efficient from a MO point of

view. We need to emphasise that although sample points are non-dominated

points if compared to other solutions corresponding to the same BAC, this

might not be true when compared to sample points corresponding to other

BACs.

During the second phase of the two-phase framework introduced in Chapter

4, a large set of non-dominated points is generated for all the obtained locally

optimal BACs by means of the ε-constraint method (Chankong and Haimes,

1983; Haimes et al, 1971). Some such points will be dominated by points

generated by other BACs. Those dominated points are deleted leaving a final

set of (approximately) non-dominated points of the MO-BAO problem (and

associated (approximately) efficient BACs) for the treatment planner to choose

from.

In this chapter, we extend the two-phase framework from single objective

local search to multi-objective local search (MO-LS). Thus, each initial BAC

gives rise to a set of locally efficient BACs, A∗E. A BAC A is called locally

efficient if there is no BAC B ∈
⋃

B′∈A∗E
{N (B′)} ∪ A∗E such that sB ≤ sA ,

where sA and sB are the sample points of BACs A and B, respectively,

and N (B) is the set of neighbours of BAC B. Sample points corresponding

to locally efficient BACs are called locally non-dominated sample points and

denoted by S∗N . Moreover, while in Chapter 4 we decided in Phase 1 whether

to keep a BAC or not based on its single objective function value, in the

algorithms presented in this chapter such a decision is made based on the

sample points’ dominance relationships. That is, at each iteration we pass on

to the next iteration all the BACs whose sample points are not dominated by

other sample points.
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As mentioned in Chapter 4, the single objective local search algorithm only

provides one locally optimal BAC per initial BAC. Thus, if we want to generate

a set of locally efficient BACs (as defined before) using the single objective local

search in Chapter 4 we must search several times, starting from different initial

BACs. If we do so, obtaining a set of locally non-dominated sample points will

require, additionally, that a dominance analysis over the entire set of locally

optimal sample points is performed. Unlike the single objective local search in

Chapter 4, the MO-LS we propose in this chapter stops after a set of locally

non-dominated sample points is obtained and, thus, no dominance analysis is

needed. Phase two of our approach operates as is detailed in Chapter 4.

The strategy that is proposed in this chapter has some important differences

with previously proposed approaches. While algorithms in Azizi-Sultan (2010);

Breedveld et al (2012); Fiege et al (2011); Schreibmann et al (2004) produce

a sub-optimal fluence map for each evaluated BAC, our approach computes

an efficient fluence map with respect to its corresponding BAC, for all the

evaluated BACs. That is, we choose to solve the FMO problem to optimality

at a cost of longer run-times. Furthermore, because strategies in Azizi-Sultan

(2010) and Breedveld et al (2012) iteratively build up BACs in a greedy fashion,

there is a risk of poor BACs being produced as the decision on the next beam

to be included into the current BAC depends largely on the previously selected

beams. In the MO-LS proposed in this chapter no decision on either inclusion

or exclusion of a beam angle is made based on its individual contribution and,

therefore, dependency on the decisions made in previous iterations is not as

strong as in the algorithms mentioned above. Another difference between the

two-phase approach used in this thesis and the previously presented approaches

is that our two-phase approach computes a set of efficient fluence maps for each

locally efficient BAC found in Phase 1. That is, the trade-offs among objectives

for each BAC that is passed on from Phase 1 to Phase 2 are investigated during

the second phase of our approach.

The remainder of this chapter is organised as follows. In Section 5.2 we recall

the MO-BAO problem we address in this thesis. In Section 5.3, the MO local

search algorithms that we implement are outlined. In Section 5.4 we introduce

test instances and discuss our results. Finally, in Section 5.5 some conclusions

are drawn and future work is outlined.
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5.2 The Multi-Objective Beam Angle

Optimisation Problem

We write again the MO-BAO problem in Equation (2.11) that is addressed in

this thesis in order to make this chapter self contained

min
A

min
x


gEUDO1(x)

gEUDO2(x)
...

gEUDOQ(x)




s.t. gEUDT (x) = t

x ∈ X (A )

A ∈ PN(K).

The corresponding MO-FMO problem (from Equation (2.10)) for a fixed

BAC A ∈ PN(K) based on the gEUD is

min
x


gEUDO1(x)

gEUDO2(x)
...

gEUDOQ(x)


s.t. gEUDT (x) = t

x ∈ X (A ).

We recall that the problem in (2.10) is convex, thus using one of the many

scalarisation methods available for convex MOP (see Wiecek et al (2016)) we

can obtain a set of efficient fluence maps for this problem.

In this chapter we present two MO local search algorithms which allow us

to find sets of approximately efficient BACs ÂE ⊆ PN(K) for the MO-BAO

problem in (2.11). We need to point out that, since we do not evaluate the

entire set of feasible BACs PN(K), we do not know whether ÂE ⊆ AE or not,

where AE is the set of efficient BACs of (2.11).

5.3 Multi-Objective Local Search

Unlike in Chapter 4, in this chapter we apply MO-LS algorithms during the

first phase of the two-phase approach to find potentially good BACs. Two MO-
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LS algorithms based on the well-known Pareto local search (PLS ) algorithm

are independently implemented and tested in this chapter. We call these two

algorithms the standard PLS and the adaptive PLS (aPLS ).

In Section 5.3.1 we introduce the single objective function we use to eval-

uate BACs. In Section 5.3.2 a brief literature review on PLS algorithms is

presented. Then, both algorithms, PLS and aPLS, are presented in detail in

Sections 5.3.2 and 12, respectively.

5.3.1 MO-LS: Solutions Comparison

As in Chapter 4, during the first phase of the two-phase approach the com-

parison between two BACs is done by comparing their corresponding sample

points from a MO point of view, i.e., by checking whether sample points domi-

nate each other. To obtain a sample point of BAC A , that is to evaluate BAC

A , a single objective optimisation problem needs to be solved. The obtained

solution is then evaluated in the MO problem. The image of the solution in

the objective space is what we call the sample point of BAC A . Only one

sample point per BAC is computed during the whole algorithm execution, or

equivalently, a BAC is only evaluated once.

As discussed in Chapter 4, different single objective functions may lead

to different sample points for the same BAC. In this chapter we consider a

weighted sum of the gEUD for all the OARs as our single objective function

f(A ) of a given BAC A . We would expect that our MO-LS is more likely

to find useful sample points if the single objective function used is strictly

monotone in zi(x) for all i = 1, . . . , (p − 1), i.e., if z(x) dominates z(x′) then

f(A ) < f(A ′) with x ∈ X (A ) and x′ ∈ X (A ′). If that is the case, fluence

maps associated with computed sample points are not only optimal in the

single objective sense but also efficient solutions of the MO-FMO problem in

(2.10) (Miettinen, 1999).

The weighted sum function ωα is as follows.

ωα(x) =

Q∑
q=1

αOqgEUDOq(x), (5.1)

where αOq = 0 for all q = 1, . . . , Q are the importance factors or weights of

the q-th OAR.
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Then, the FMO problem solved when evaluating BAC A is

FMO(A , α) : h(A , α) = argmin ωα(x) (5.2)

s.t. gEUDT (x) = t

x ∈ X (A )

where parameter t is, again, the desired gEUD value of the tumour.

Using mathematical programming techniques we can obtain an optimal flu-

ence map for a BAC A for the single objective FMO problem in (5.2) which

then gives us a sample point sA = z(x). Then, a BAC A will be considered

better than BAC B if sample point sA ∈ YA
N dominates sB ∈ YB

N and vice-

versa. If neither sample point dominates the other, we say that BACs A and

B are incomparable.

One key feature of the weighted sum function used here is that its optimal

solutions are also efficient solutions of the MO-FMO problem in (2.10), as

MO-FMO has a strongly decreasing objective function (Miettinen, 1999). The

fact that optimal solutions of (5.2) are also efficient solutions to (2.10) gives

us confidence that we can compare different BACs from a MO point of view.

While in the standard PLS weights in the objective function (5.2) are fixed

during the entire search process, in the adaptive PLS (aPLS ) we propose in this

thesis, the weights are changed throughout the optimisation process according

to some criteria we shall discuss later in this chapter.

5.3.2 First Phase: Multi-Objective Local Search Algorithms

Pareto local search was introduced by Paquete et al (2004). A very similar al-

gorithm was independently introduced by Angel et al (2004). PLS is, roughly,

the multi-objective extension of the well-known hill-climbing algorithm (Lust

and Teghem, 2010).

Unlike in single objective local search algorithms where only a single current

solution is stored, in the PLS we need to keep a set of pairwise efficient solu-

tions at each iteration. We say a set of solutions X̄ ⊂ X is a set of pairwise

efficient solutions if we have no x, x′ ∈ X̄ with z(x) ≤ z(x′). A set of images

of these solutions in objective space is called a set of pairwise non-dominated

points. In the first iteration this set will contain only the initial solution. For

later iterations, one or more solutions might be stored in the set. As new

solutions are added to the set of pairwise efficient solutions, those solutions

that are not longer efficient with respect to the other solutions in the set are
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5.3 Multi-Objective Local Search

removed.

While in the single objective local search algorithm the neighbour with the

best objective function value is passed on to the next iteration, in PLS we keep

a set of pairwise efficient solutions with all those neighbours that are efficient

w.r.t. elements in that set. Thus, we say that the PLS is a dominance-based

algorithm, i.e., only solutions in the set of pairwise efficient solutions are passed

to the next iteration. As a consequence, while in single objective local search

we have only one solution passed to the next iteration, in multi-objective local

search one or more solutions can be passed to the next iteration. At each

iteration, solutions in the set of pairwise efficient solutions must be explored,

i.e., its neighbours are enumerated and the optimisation problem is solved for

each one of them. The decision on the order in which we explore solutions in

the set of pairwise efficient solutions depends on the PLS implementation that

is being considered. For instance, Angel et al (2004) propose a deterministic

PLS algorithm where all the solutions in the set are explored before a dom-

inance analysis is performed. That is, once all the solutions in the set have

been explored, a dominance analysis is performed to determine the new set of

pairwise efficient solutions that shall be passed to the next iteration. Thus,

the order in which solutions in the set are explored does not have any impact

on the final set of solutions found by the PLS algorithm. In the algorithm

proposed by Paquete et al (2004), given an initial solution, the final set of

solutions can vary from one run to another. This occurs because dominance

analysis is performed over the set of pairwise efficient solutions every time a

solution’s neighbourhood is explored. Thus the final set of pairwise efficient

solutions depends on the order in which such solutions are explored (Lust and

Teghem, 2010).

Although these original versions of PLS have been shown to be a straight for-

ward and effective method to solve combinatorial multi-objective optimisation

problems, they exhibit slow convergence, needing sometimes many function

evaluations to find the final set of solutions. This issue can be partially ad-

dressed by either coupling the PLS with other algorithms that provide good

quality initial solutions (Lust and Teghem, 2010) or changing its search strat-

egy (Drugan and Thierens, 2012; Liefooghe et al, 2011b). Drugan and Thierens

(2012) propose three new exploration strategies and add perturbation mech-

anisms to avoid the exploration of already explored regions. Liefooghe et al

(2011b) stop neighbourhood exploration of a current solution either once a

non-dominated neighbour, or a dominating one, with respect to the current
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solution, is found. Therefore, there is no need to explore the entire neigh-

bourhood for every solution in the list and, consequently, there is no need to

produce all the non-dominated points at each iteration.

In this chapter we implement a deterministic PLS as introduced by Angel

et al (2004) and a variation of it that we call the adaptive PLS. We explain in

detail each implementation in the following sections.

The goal of the implemented PLS algorithms is to generate a set A∗E of

locally efficient BACs. To generate such a set our MO-LS algorithms need a

neighbourhood N (·) to be defined. We use the same neighbourhood for both

algorithms. The neighbourhood is as in Chapter 4, but it is defined by a

five-degree-move of one of the beam angles. The neighbourhood of BAC A ,

N (A ), is defined as follows.

N (A ) = {B ∈ PN(K) : Aj = Bj ± π/36 for some j = 1 . . . N and

Ai = Bi for all i = 1 . . . N, i 6= j}.

Although in this thesis we only consider coplanar angles, our approach can

be extended to non-coplanar angles by adjusting the neighbourhood definition

N (·) (e.g. see Lim and Cao (2012); Mǐsić et al (2010)).

As mentioned in Section 5.3.1, when evaluating BAC A , we solve the single

objective problem in (5.2) to obtain a solution x giving a sample point sA =

z(x), where z() is defined in (2.9). Then the associated sample point sA is

computed by evaluating the obtained optimal solution in (2.10). As we discuss

shortly, we allow each BAC to have its own associated vector of weights denoted

by αA . That is, sA = z(h(A , αA )) with z being the objective functions of the

MO-FMO problem in (2.9) and αA the vector of weights for A .

For the algorithms presented in this chapter, the single objective optimisa-

tion problem in (5.2) is solved only once for each BAC A and, therefore, only

one sample point sA per BAC A is computed. Thus, for each sample point

sA , we store the corresponding BAC A , the fluence map xA ∈ X (A ) that

solves the single objective problem in (5.2) and the vector αA used to compute

the solution xA .

As before, let A∗E be a set of locally efficient BACs with respect to the

objective functions in (2.10). Also, let X ∗E be a set containing the corresponding

fluence map for each BAC in A∗E. Fluence maps in X ∗E are optimal with

respect to the single objective function (5.2) and some vector α. Further,

let S∗N = {z(x) : x ∈ X ∗E}, be the set of locally non-dominated sample points

associated with the set of locally efficient BACs A∗E. If two BACs have the
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same sample point (i.e., the same objective function values) both points will

be kept in S∗N .

Pareto Local Search

We first implement a standard Pareto local search algorithm, as detailed in

Algorithm 4, similar to the one proposed in Angel et al (2004). The Pareto

local search starts with an initial BAC A 0, which can be either randomly

generated, provided by the treatment planner or might be a BAC commonly

used in clinical practice. A vector of weights α is also provided by the treatment

planner.

We start evaluating the initial BAC A 0, i.e., we compute a fluence map

xA 0
= h(A 0, α) that solves (5.2). Thus, we have a sample point sA 0

= z(xA 0
).

We store A 0 and xA 0
in the set of pairwise efficient BACs Ā and in the set of

pairwise efficient fluence maps X̄ , respectively.

Then, the PLS algorithm determines what BACs will be explored next. This

is a key step of the algorithm as it defines how the algorithm “moves” in the

search space. In this discussion, we say that a BAC A is “evaluated” when

we solve (5.2). When we have evaluated all neighbours B ∈ N (A ) of A , we

say A has been explored. BACs that have not yet been explored are called

unexplored.

Algorithm 4: Standard Pareto local search

// To generate a set of locally efficient BACs

Input: N (number of angles in a BAC), α (vector of weights), A 0 (initial
BAC)

Output: A∗E (set of locally efficient BACs)
1 begin
2 Ā = {A 0} ;
3 X̄ = {h(A 0, α)} ;
4 repeat

5 X̃ = {};
6 foreach A ∈ Ā : A is not explored do

7 X̃ = X̃
⋃{⋃

B∈N (A ):B was not evaluated before h(B, α)
}

;

8 mark A as explored ;

9 X̄ = merge
(
X̄ , X̃

)
;

10 Ā =
⋃
x∈X̄BAC(x);

11 until all BACs in Ā have been explored ;
12 return (Ā);
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Then, the set of neighbours of unexplored BACs A ∈ Ā for which no sample

point has been computed, are evaluated. Each time the neighbours of an

unexplored BAC A ∈ Ā are enumerated and evaluated, the corresponding

BAC A is marked as explored and, thus, the neighbourhood of this BAC

will not be explored again. Each neighbour B ∈ N (A ) is then evaluated

with respect to the objective function in (5.2) and the optimal fluence map

xB = h(B, α) is obtained. After that, xB is added to X̃ . As mentioned in

section 5.3.1, BACs are only evaluated once. Thus, if BAC B has been already

evaluated, i.e., an optimal fluence map xB = h(B, α) has already been found

in a previous iteration, then we do not evaluate B again.

Once all BACs in Ā have been explored a dominance analysis is performed

(merge() in Algorithm 4). The inputs of function merge() in Algorithm 4

are the sets of fluence maps X̄ and X̃ . The dominance analysis is performed

in the objective space using the corresponding sample points s = z(x) with

x ∈ X̄
⋃
X̃ . The result of merge() function is a set of pairwise efficient fluence

maps. We then update the set of pairwise efficient Ā (line 10 in Algorithm

4, where function BAC(x) returns the BAC corresponding to the fluence map

x). This process is repeated until all BACs in Ā have been explored. It is clear

that the set of pairwise efficient BACs Ā obtained at the end of the algorithm

is also locally efficient, that is Ā = A∗E.

Adaptive Pareto Local Search

In this section we introduce a variation of the standard PLS presented in Sec-

tion 5.3.2. In the adaptive PLS (aPLS ) we aim to generate a set of locally

efficient BACs for which its sample points are not only locally non-dominated

but also well-distributed over the objective space. To this end, we vary the

weights α we use in the single objective optimisation problem in (5.2) so the

sample points we compute fall within unexplored areas of the objective space.

Hence the main difference between the PLS algorithm and our aPLS algo-

rithm is that, in aPLS, we need to calculate the vector of weights α we shall

use to explore the neighbourhood of each unexplored BAC in the set of pair-

wise efficient BACs Ā. We need to point out that, although the standard PLS

implemented in this chapter can be easily extended to more than two objec-

tives, the aPLS can not be extended easily. Thus, hereafter we will assume

that the number of OARs Q = 2 for both the MO-BAO in (2.11) and the

MO-FMO in (2.10). The aPLS algorithm is presented in Algorithm 5.

Algorithm 5 proceeds just as Algorithm 4. The main difference between
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Algorithm 5: Adaptive Pareto local search

// To generate a set of locally efficient BACs

Input: N (number of angles in a BAC), A 0 (initial BAC), αA 0
(initial

vector of weights)
Output: A∗E (set of locally efficient BACs)

1 begin
2 Ā = {A } ;

3 X̄ =
{
h(A , αA 0

)
}

;

4 repeat
5 foreach A ∈ Ā : A is not explored do

6 X̃ = {};
7 α = calcWeights(X̄ ,A ) ;
8 foreach B ∈ N (A ) : B was not evaluated before do

9 X̃ = X̃
⋃
{h(B, α)} ;

10 mark B as evaluated ;

11 mark A as explored ;

12 X̄ = merge
(
X̄ , X̃

)
;

13 Ā =
⋃
x∈X̄BAC(x);

14 until all BACs in Ā have been explored ;
15 return (Ā);

the standard PLS and the aPLS algorithm is that, in the aPLS algorithm

we need to compute the vector of weights for each BAC in Ā that is being

explored. To do this, we implement the calcWeights() function. We explain

how the calcWeights() function works in the following paragraphs. We use

Figures 5.1 and 5.2 to graphically illustrate how the weights are computed at

each iteration.

As before, let SN be the set of pairwise non-dominated points associated

with BACs in X̄ (not filled circles in Figure 5.1). Let R2
= = {x ∈ Rn : x = 0}.

Let
>
SN⊆ SN , the set of points on the boundary of conv

(⋃
s∈SN{s+ R2

=}
)

. We

assume that points in
>
SN are indexed such that

>
SN= {s1, s2, · · · , sn}, where

s1
1 < s2

1 < · · · < sn1 and s1
2 > s2

2 > · · · > sn2 . Consider the augmented set
>
S+
N= {s0, s1, s2, · · · , sn, sn+1} with s0 = {s1

1, s
1
2 + u} and sn+1 = {sn1 + u, sn2}

where u > 0 is some arbitrary value. Finally, let sisi+1, with i = 1, . . . , (n−1),

be a facet of conv
(⋃

s∈SN{s+ R2
=}
)

where points si, si+1 ∈
>
S+
N belong to such

a facet.

To compute the vector of weights αi for facet sisi+1, with si, si+1 ∈
>
S+
N and

i = 1, . . . , (n− 1), we define αi1 = si+1
2 − si2 and αi2 = si1− si+1

1 . Vectors α0 and
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s0

s1

s2

s3

s4 sn+1

z1(x)

z 2
(x

)
SN
>
SN

{s0, sn+1}

(a) First, the weight of each facet is com-
puted.

s0

s1

s2

s3

s4 sn+1

z1(x)

z 2
(x

)

SN
>
SN

{s0, sn+1}

(b) Based on facets weights, weights for
points s ∈ SN are computed.

Figure 5.1: An example of a set of pairwise non-dominated points SN for which
vectors of weight are computed.

αn are set to (1, 0) and (0, 1), respectively. Arrows perpendicular to facets of

conv
(⋃

s∈SN{s+ R2
=}
)

in Figure 5.1(a) show the gradient for wαi(x) in (5.1),

which gives a steepest descent direction for (5.2). Finally, to compute weights

for points s ∈ SN :

• If s = si ∈ >
SN , then the vector of weights is computed as the average of

the weights, αi−1 and αi, of its neighbouring facets si−1si and sisi+1.

• If s ∈ SN\
>
SN , then the closest facet of conv

(⋃
s∈SN{s+ R2

=}
)

is iden-

tified and the weight is set equal to the weight associated with such a

facet.

Arrows at each point s ∈ SN in Figure 5.1(b) represent the direction of de-

scent under the vector of weights that is used to evaluate neighbours in the

neighbourhood of the corresponding BAC.

Figure 5.2(a) shows an example of the first iteration of our aPLS algorithm.

We label each sample point in the set of pairwise non-dominated points with

its associated BAC. The sample point sA 0
= z(xA 0

) associated with the initial

BAC A 0, is represented as a red triangle in Figure 5.2(a). The neighbour-

hood N (A 0) = {B, . . . ,K } consists of 10 neighbours. Sample points of such

neighbours are represented as circles in Figure 5.2(a). All the neighbours are

evaluated using the same vector of weights α given by calcWeights(X̄ ,A 0)

which in this first iteration is α = αA 0
where αA 0

is the vector of weights used

for the initial BAC A 0. As a consequence of using the same vector of weights,

all 10 neighbours fall within a small region of the objective space. The steep-

est descent directions under these weights are represented as green arrows in
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Ā = {B,D ,E }

convex hull

(a) An example of the first iteration in Al-
gorithm 5.

54 56 58 60
32

33

34

35

36

f1(x)

f 2
(x

)

{B,D ,E }
N (B),N (D),N (E )

Ā
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Figure 5.2: First iterations of the aPLS algorithm. The algorithm pro-
duces a set of pairwise non-dominated sample points that is well-
distributed over the objective space.

Figure 5.2(a). The filled circles in Figure 5.2(a) show the set of pairwise non-

dominated sample points obtained after the dominance analysis is performed.

The corresponding set of pairwise efficient BACs is Ā = {B,D ,E }. Similarly,

the corresponding set of efficient fluence maps is X̄ = {xB, xD , xE }.
For each unexplored A ∈ Ā the function calcWeights() computes the vector

α we shall use to evaluate BACs in N (A ) (red arrows in Figure 5.2(a)).

Figure 5.2(b) illustrates the sample points obtained after performing the

second iteration for our example. Since in the first iteration the set of pairwise

efficient BACs is Ā = {B,D ,E } (see Figure 5.2(a)), the neighbourhood of

all of them must be explored. Further, since for each neighbourhood that is

explored a different vector of weights is used, it is expected that sample points

associated with such neighbourhoods are widely spread in the objective space.

Figure 5.2(b) shows this situation. Although sample points associated with

different neighbourhoods are distributed over the objective space, the sample

points associated with a particular neighbourhood are close in the objective

space, as they are computed using the same vector of weights.

Both algorithms PLS and aPLS stop after all BACs in Ā have been explored.

Again, the final set of pairwise efficient BACs is also locally efficient, i.e., Ā =

A∗E. While the PLS algorithm provides a set of BACs for which its sample

points are highly concentrated on a small region of the objective space, the

aPLS algorithm give us a set of BACs for which its sample points are expected

to be well-distributed over the objective space.

The set of locally efficient BACs A∗E computed during Phase 1 is directly
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passed on to Phase 2 of the two-phase approach. Phase 2 is briefly explained

in the next section.

5.3.3 Second Phase: Exact Optimisation of the MO-FMO

Problem

The second phase of our approach is as in Chapter 4 (see Section 4.4.2 in

this Thesis for further details). In this phase, detailed in Algorithm 3, the

associated MO-FMO is solved for each of the locally efficient BACs found in

Phase 1. Unlike in Chapter 4, when using MO-LS algorithms we know that the

set of locally efficient BACs A∗E is also pairwise non-dominated and, therefore,

all locally efficient BACs are passed onto Phase 2.

The goal of the second phase is to find a set of BACs ÂE ⊆ A∗E that

approximates the actual set of efficient BACs AE.

As Algorithm 3 shows, we need, firstly, to compute a large but finite set

XA
E of efficient fluence maps of the MO-FMO problem by solving (2.10) for

each BAC A ∈ A∗E. To do this, we can use a scalarisation method such as

the ε-constraint method (Haimes et al, 1971) (the one used in this thesis) or

any other method available in the literature Wiecek et al (2016) (SolveMO-

FMO() method in Algorithm 3). At each iteration, we merge the set XA
E and

the initially empty set of (approximately) efficient fluence maps X̂E (merge()

function in Algorithm 3) by eliminating those fluence maps that result in

dominated sample points in the union of the sets to be merged. After we

merge these two sets, the resulting set of fluence maps X̂E is pairwise efficient.

Once the MO-FMO problem has been solved for all BACs A ∈ A∗E, set ÂE is

updated so only BACs that have at least one fluence map x ∈ X̂E will be in

ÂE (line 7 in Algorithm 3), the final set of (approximately) efficient BACs of

(2.11).

5.4 Computational Experiments

In this section we test our two algorithms (PLS and aPLS) on a prostate case

obtained from the CERR package (Deasy et al, 2003). Figure 5.3 shows this

case. Boundaries of the target volume (tumour + margin), rectum and bladder

(OARs) are highlighted as the organs of interest in this study. Parameter t, the

desired value for the gEUD of the target, is set to t = 70. The gEUDr value for

each region r is computed using arectum = 8, abladder = 2 and atumour = −10.
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Figure 5.3: Prostate case from CERR. Two OARs (bladder and rectum) are
considered.

These parameters are the same as used in Chapter 4 and similar to the ones

used in Olafsson et al (2005).

In this prostate case, the total number of voxels is about 56, 000. Although

the same multi-leaf collimator is used for all beam angles the number of beam-

lets considered in the optimisation process depends on each beam angle. This

is because those beamlets that do not irradiate at least one voxel of the target

are not considered as decision variables in the optimisation process. Thus,

the number of decision variables (beamlets) depends on the BAC and ranges

between 300 and 340. The number of beam angles N considered in a BAC is

equal to 5. The dose deposition matrix A is computed by CERR using data

coming from the patient’s images. We consider 72 beam angles and all of them

are on the same plane. All angles are chosen as multiples of 5 degrees. We

model all non-linear optimisation problems using AMPL (Fourer et al, 1989)

and solve them using IPOPT solver (Wächter and Biegler, 2006). We run our

PLS algorithms on the NeSI Pan cluster1.

A set of randomly generated initial BACs is used to test our algorithms.

Table 5.1 lists these initial BACs. For each initial BAC the PLS and the

aPLS algorithms are tested using the same vector α for the first iteration.

Vectors of weight α in Table 5.1 are also randomly generated. As explained

in Section 5.3.2, while the PLS algorithm will use this α vector throughout

the search, the aPLS algorithm will vary the α vector. Since we consider 5

1http://www.eresearch.auckland.ac.nz/en/centre-for-eresearch/research-
services/computing-resources.html
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Table 5.1: Set of initial BACs and weight vectors used in this chapter.

A1 A2 A3 A4 A5 αA

1 20 80 130 220 345 (0.016, 0.984)
2 20 25 55 125 355 (0.459, 0.541)
3 25 70 220 250 315 (0.470, 0.530)
4 80 105 110 225 240 (0.720, 0.280)
5 10 85 125 195 205 (0.689, 0.311)

beams per BAC and given the neighbourhood definition in Section 5.3.2, we

note that exploring the entire neighbourhood of a BAC means evaluating 10

neighbouring BACs.

5.4.1 Results

In this section we present the results obtained for the experiments performed

in this chapter. First, we focus on the results obtained at the end of Phase

1 of the two-phase approach. That is, we will focus on the set of locally

efficient BACs (and their corresponding locally non-dominated sample points)

produced by each algorithm. Figure 5.4 shows the set of locally non-dominated

points obtained by using the standard PLS algorithm (Algorithm 4) for each

initial BAC A k and αA k
, with k = 1, . . . , 5, from Table 5.1. We denote these

sets as SA k

N . Each locally non-dominated point in SA k

N is the image in the

objective space of a solution in the final set A∗E produced by our algorithm for

each initial BAC in Table 5.1.

As we can see in Figure 5.4, the sets of locally non-dominated sample points

corresponding to the locally efficient BACs in A∗E, found by the PLS, are

determined by the weights used in the single objective function (5.2). Hence,

the area in which locally non-dominated sample points fall depends on the α

vector that is used. For instance, sets of locally non-dominated points SA 2

N and

SA 3

N for which similar α vectors are used (see Table 5.1) fall within the same

area in the objective space. A similar situation occurs with sets SA 4

N and SA 5

N .

Obtaining locally non-dominated points that are concentrated on a specific

part of the objective space can be seen as an advantage of the algorithm if

the treatment planner trusts the objective function that is being used. If this

is not the case, it might be a disadvantage of the algorithm. The number of

locally efficient BACs in A∗E obtained by the PLS ranges from 7 to 20 per

initial BAC.

In Figure 5.5 we present the sets of locally non-dominated points found
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by the aPLS algorithm (Algorithm 5) for all the initial BACs in Table 5.1.

Unlike Figure 5.4, Figure 5.5 shows sets of locally non-dominated points that

are well distributed over the objective space. This is because the weights are

modified throughout the search to “push” the convex hull closer to the actual

set of non-dominated points of the MO-BAO problem. These changes in the

vector of weights result in many new sample points falling in uncovered parts

of the objective space. Further, the number of locally non-dominated points

is substantially larger than the ones obtained by the PLS algorithm, ranging

from 197 to 248. However, obtaining sets with a large number of points means

that many more function evaluations are needed. This is a problem when

limited time is available, as is the case in clinical practice. We shall discuss

this at the end of this section and propose some strategies to overcome this

issue. We need to recall that the final set of (approximately) non-dominated

points of the MO-BAO problem is computed during Phase 2 of the two-phase

approach and, therefore, for each locally efficient BAC found during the first

phase (Figures 5.4 and 5.5), a set of well-distributed locally non-dominated

points over the objective space is computed.

Figure 5.6 shows the final sets of (approximately) non-dominated points after

performing Phase 2 of our algorithm using the sets of locally efficient BACs

found by the standard PLS algorithm. As explained in Chapter 4, these

(approximately) non-dominated points are obtained using the ε-constraint

method. Since it is not possible to find a set of ε values that produce eq-
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Figure 5.4: Sets SA k

N found by the PLS algorithm.
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Figure 5.5: Locally non-dominated points corresponding to sets A∗E found by
the aPLS algorithm.

uispaced non-dominated points for all the locally efficient BACs (adaptive

methods such as the one in Eichfelder (2008) compute ε values that produce

equispaced points for only one particular BAC that do not necessarily work for

other BACs), we try manually constructed ε values that allow us to produce

a front with points that are well-distributed over the objective space but not

necessarily equispaced.

We have included different markers in Figures 5.6(a) to 5.6(e) to highlight

the fact that (approximately) non-dominated points of (2.11) in the final set

ŜkN , with k = 1, . . . , 5, computed after Phase 2 belong to more than one locally

efficient BAC found during Phase 1 for each initial BAC A k. During Phase

2 all but 4 BACs found during Phase 1, starting from initial BAC A 1, are

discarded (see Figure 5.6(a)). Similarly, all but 10 BACs found during Phase

1, starting from initial BAC A 2, are discarded during Phase 2 (see Figure

5.6(b)).

As in Figure 5.6, Figure 5.7 also shows the final set of (approximately) non-

dominated points after performing Phase 2 of our algorithm using the sets of

locally efficient BACs found by the aPLS algorithm. Filled markers show the

sample points corresponding to locally efficient BACs found in Phase 1 that

result in (approximately) efficient BACs after Phase 2. We zoom in those parts

of the objective space where these sample points are located. It is interesting

to note that the majority of the sample points of the locally efficient BAC
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(a) Final set of (approximately) non-
dominated points for initial BAC A 1.
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(b) Final set of (approximately) non-
dominated points for initial BAC A 2.
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(c) Final set of (approximately) non-
dominated points for initial BAC A 3.
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(d) Final set of (approximately) non-
dominated points for initial BAC A 4.
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(e) Final set of (approximately) non-
dominated points for initial BAC A 5.

Figure 5.6: Final sets of (approximately) non-dominated points found by the
two-phase approach using the PLS algorithm. Different marker
shapes denote (approximately) non-dominated points belonging to
different locally efficient BACs.

in A∗E that resulted in (approximately) efficient BACs of (2.11) after Phase 2

fall within the range [51, 54] × [34, 38]. Later in this section we shall use this
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(a) Final set of (approximately) non-
dominated points for initial BAC A 1.
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(b) Final set of (approximately) non-
dominated points for initial BAC A 2.
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(c) Final set of (approximately) non-
dominated points for initial BAC A 3.
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(d) Final set of (approximately) non-
dominated points for initial BAC A 4.
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(e) Final set of (approximately) non-
dominated points for initial BAC A 5.

Figure 5.7: Final set of (approximately) non-dominated points found by the
two-phase approach using the aPLS algorithm. Different marker
shapes denote (approximately) non-dominated points belonging to
different locally efficient BACs.

observation to propose some strategies to speed-up the aPLS algorithm.

Regarding the algorithm’s behaviour, Figure 5.8 shows the progression of the
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Figure 5.8: Progression of the set of pairwise non-dominated points of the set
of BACs obtained by the PLS starting from initial BAC A 4. The
arrow represents the direction of steepest descent under weights
used by the PLS algorithm.

set of pairwise non-dominated points SN for the PLS algorithm starting from

the initial BAC A 4. Sample points in the set of pairwise non-dominated points

at each iteration of the PLS algorithm are represented by unfilled squares. We

connect sample points in SN at each iteration (solid lines in Figure 5.8) to show

the progression of the set of pairwise non-dominated points at each iteration.

Finally, red triangles correspond to those sample points that are part of the

final set of locally non-dominated points S∗N . As we can see, the set of pairwise

non-dominated points SN consistently improves after each iteration until the

algorithm stops.

For the example in Figure 5.8, the PLS algorithm needs to explore 101

BACs (squares) before it finds the final set of locally efficient BACs A∗E, which

consists of 10 BACs (triangles). Evaluating 10 neighbours for each of 101 BACs

means we need to evaluate 1010 BACs or, equivalently, to compute 1010 sample

points. However, since some of these BACs have common neighbours and

BACs are only evaluated once, we evaluated only 650 unique BACs. We also

note that only 1.53% of the evaluated BACs resulted in locally efficient BACs

that are passed on to Phase 2. While these results correspond to the initial

BAC A 4, the percentage of locally non-dominated points over the computed
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(a) Set
>
SN for some iterations between 1

and 8, starting from initial BAC A 1.
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(b) Set
>
SN for some iterations between 8

and 37, starting from initial BAC A 1.

Figure 5.9: Progression of the set
>
SN in the aPLS algorithm.

sample points for the remaining initial BACs is 5.86%, 1.99%, 1.34%, and

1.51% for A 1, A 2, A 3 and A 5, respectively.

Figure 5.9 shows the progression of the set
>
SN during the aPLS algorithm

execution. Unlike in the PLS algorithm, in the aPLS algorithm sample points

corresponding to the explored BACs are widely spread in the objective space,

although they are actually neighbours in the beam angle space. This is one

key difference with the PLS algorithm where sample points of all the explored

BACs fall within the same part of the objective space. In Figure 5.9 we show

the set
>
SN at various iterations of the aPLS algorithm. Here we show only a

few iterations for the sake of clarity. It is interesting to note how the set
>
SN

quickly covers a large area of the objective space. Moreover, we can also see

that, after the first iterations, where improvements are easy to see, only small

improvements are made in later iterations. Figure 5.9(a) shows the set
>
SN for

the first few iterations and Figure 5.9(b) shows the set
>
SN for later iterations,

including the set
>
SN for the last iteration.

The aPLS algorithm needs to evaluate 3, 645 BACs before it finds the final

set of locally efficient BACs A∗E, for the initial BAC A 4. This is more than 6

times the number of evaluated BACs the PLS algorithm needs starting from

the same initial BAC. However, the number of locally efficient BACs in A∗E
the aPLS algorithm obtains during the first phase is considerable larger than

those obtained by the PLS algorithm: the aPLS obtains 200 locally efficient

BACs while the PLS only obtains 10 (see Table 5.2). That is, for the initial

BAC A 4, 5.48% of the evaluated BACs resulted in locally efficient BACs that

are passed on to Phase 2. The percentage of locally efficient BACs over the

evaluated ones is 5.61%, 4.10%, 3.30%, and 4.11% for the initial BACs A 1,
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A 2, A 3 and A 5, respectively.

As we can see, both algorithms perform quite differently. While the PLS

“pushes” always in the same direction (which depends on the weight used), the

aPLS algorithm quickly spreads the search over the objective space “pushing”

the set
>
SN so it gets closer to the actual set of non-dominated points of the

MO-BAO problem we are solving. In the aPLS algorithm, many BACs are

evaluated at each iteration, which means many optimisation problems need

to be solved. Thus, the aPLS algorithm takes much longer than the PLS to

terminate (see Table 5.2).

In Table 5.2, a summary of the results obtained for each initial BAC is shown.

Column k shows the initial BAC index as given in Table 5.1. ColumnHI shows

the hypervolume value of the obtained set of locally non-dominated points after

Phase 1. Column HII shows the hypervolume value after performing Phase

2. Column |A∗E| shows the number of locally efficient BACs in A∗E obtained

by Phase 1 starting from the corresponding initial BAC. Column |ÂE| shows

the number of (approximately) efficient BACs found after Phase 2. Finally,

column fevals is the number of objective function evaluations the algorithm

performs during Phase 1 before finding the final set of locally efficient BACs

for each initial BAC.

From Table 5.2 we see that the aPLS algorithm obtains better hypervolume

values. These better hypervolume values are at a cost of many more function

evaluations though (> 4, 000 function evaluations on average). It is interesting

to note that, for the initial BACs A 3 and A 4, the hypervolume obtained by

the aPLS algorithm after Phase 1 is slightly better than the hypervolume the

standard PLS algorithm obtains after Phase 2, which shows how efficient the

aPLS can be.

Figure 5.10(a) shows the hypervolume obtained by both algorithms for each

initial BAC using the same initial vector of weights, as in Table 5.1. As we

can see, the aPLS obtains better results than the PLS algorithm. However,

Table 5.2: Results for MO-LS algorithms for the all 5 initial BACs.
PLS aPLS

k HI HII |A∗E | |ÂE | fevals HI HII |A∗E | |ÂE | fevals
1 24.810 81.315 20 4 341 80.959 82.374 197 4 3,508
2 64.443 81.055 17 10 854 80.884 81.121 248 8 6,035
3 65.283 81.703 7 5 519 82.374 82.461 228 6 6,897
4 70.187 82.961 10 6 650 83.015 83.168 200 7 3,645
5 69.102 82.728 14 4 924 82.629 82.984 217 4 5,283

95



Chapter 5 Multi-Objective Local Search for the MO-BAO Problem

0 1 2 3 4 5 6 7
80

80.5

81

81.5

82

82.5

83

83.5

84

k

H
va
lu
e
(%

)

H(SkN) (PLS)
H(SkN) (aPLS)

(a) Hypervolume for PLS and aPLS algo-
rithms for each initial BAC in Table 5.1.

0 0.5 1 1.5 2 2.5 3 3.5

·104

80

80.5

81

81.5

82

82.5

83

83.5

84

f (x) evaluations

H
va
lu
e
(%

)

Cumulative H(SkN) (PLS)
Cumulative H(SkN) (aPLS)

(b) Cumulative Hypervolume for PLS and
aPLS algorithms for all initial BACs in
Table 5.1.

Figure 5.10: Final Hypervolumes for both PLS and aPLS algorithms for each
initial BAC.

this is a cost of performing many more function evaluations than the standard

PLS. Hence, in Figure 5.10(b) we show a comparison between the hypervolume

values obtained by the aPLS algorithm and the standard PLS algorithm, after

the same number of function evaluations. Since the aPLS algorithm requires

many more function evaluations per initial BAC, we execute the PLS algorithm

5 times starting from the same set of initial BACs and varying the vector α

used at each execution. We do this so that the PLS algorithm reaches a similar

number of function evaluations as the aPLS algorithm (around 25,000). As

we can see in Figure 5.10(b), although the hypervolume value obtained by the

standard PLS is better than the one obtained by the aPLS during the first

20,000 function evaluations, after that the hypervolume obtained by aPLS is

better than the one obtained by the PLS algorithm which does not make any

improvement after 25,000 function evaluations.

Although the aPLS obtains better results than the PLS algorithm, it per-

forms many function evaluations before it terminates. Thus, some strategies

can be considered to reduce the number of function evaluations the algorithm

needs to perform before it finds the final set of locally efficient BACs while

preventing solution quality impairment. In the next paragraphs we outline

some ideas that might be useful to overcome this problem.

One first strategy might be to modify the dominance criterion so that it

becomes more restrictive and, consequently, fewer sample points are passed

from one iteration to the next one. Laumanns et al (2002) propose the ε-

dominance concept where a point s ∈ Rp in the objective space dominates

not only those points with lower or equal objective function values for all the
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objectives and strictly lower in at least one objective, but also those points

that are within a distance less than ε. Other strategies that are based on

the ε-dominance proposed by Laumanns et al (2002) might also be considered

(see, for instance, the Pareto Adaptive ε-dominance (Hernández-Dı́az et al,

2007)). As we noted in Figure 5.9, set
>
SN in the aPLS quickly spreads over the

objective space and, after that, only small improvements are made after several

iterations. Hence, using the ε-dominance schema we would avoid exploring

the neighbourhood of BACs whose sample points are too close to other sample

points belonging to BACs that have already been explored.

A second strategy that might be considered is to focus the search on a

specific part of the objective space. As we noted in Figures 5.7(a) to 5.7(e),

the majority of the sample points that resulted in locally efficient BACs (filled

markers) fall within the range [51, 54] × [34, 38]. Thus, we might bound the

weights for each OAR such that sample points are generated within that range.

Focusing the search on the area we think is more likely to provide potentially

efficient BACs will allows us to avoid computing points that are in other parts

of the objective space we are less interested in.

5.5 Final Remarks

In this chapter we have presented two MO local search algorithms to solve the

MO-BAO problem. We first implement the well-known Pareto local search

algorithm. This algorithm is able to find a set of locally efficient BACs by

computing one sample point per BAC. However, the search is quite focused

on a very specific part of the objective space, which depends on the objective

function that is being considered. Although this is not necessarily a prob-

lem, finding a set of well-distributed points over the objective space might be

desirable in cases where the single objective function we use to generate our

sample points does not fully capture the treatment planner’s goals. To this

end, we propose the adaptive Pareto local search. The aPLS algorithm is able

to produce a set of locally efficient BACs for which its corresponding locally

non-dominated sample points are well distributed over the objective space.

Both algorithms, PLS and aPLS, are tested within the two-phase approach

proposed in Chapter 4. The aPLS obtains better hypervolume values than

the standard PLS. However, the aPLS algorithm needs to perform many more

function evaluations before it finds a set of locally efficient BACs. To overcome

this situation some strategies are proposed at the end of Section 5.4.
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As future work, we suggest that implementing some strategies to speed-up

the aPLS algorithm as well as trying algorithms other than MO local search

within the two-phase approach seem to be fruitful research lines.
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Chapter 6

Bi-objective optimisation over a

set of convex sub-problems

In this chapter a method to solve bi-objective mixed binary optimisation prob-

lems for which the sub-problems obtained when fixing the binary variables are

convex is presented. The method exploits the convexity property of the sub-

problems and finds a set of (approximately) efficient solutions for the main

problem. The proposed method helps us to improve the efficiency of the sec-

ond phase of the two phase approach presented in Chapters 4 and 5 in this

thesis.

This chapter is based on the working paper Cabrera G. et al (2016a).

6.1 Introduction

The aim of multi-objective optimisation is to find efficient solutions of an opti-

misation problem in the presence of multiple conflicting objectives. A solution

is efficient if it cannot be improved in any criterion without degradation of

some other criteria (Ehrgott, 2005). Several strategies to find efficient solutions

have been proposed in the literature. While both continuous and combinato-

rial optimisation with multiple objectives have been widely studied (Ehrgott,

2005; Ehrgott et al, 2016; Miettinen, 1999; Wiecek et al, 2016), multi-objective

mixed integer programming (MOMIP) problems have received considerably

less attention. Teghem and Kunsch (1986) present a survey on interactive

methods to solve MOMIP problems. (Mavrotas and Diakoulaki, 1998, 2005)

propose a branch and bound algorithm for mixed binary linear programming

problems. Vincent et al (2013) present a branch and bound algorithm that

corrects and improves the results obtained by the one in (Mavrotas and Di-

akoulaki, 1998, 2005). Boland et al (2014) present an exact method called
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the triangle splitting method to solve bi-objective mixed integer programming

problems. More recently, Soylu (2015) presents two heuristic methods to solve

bi-objective mixed binary linear programming problems. Moreover, some au-

thors have modelled problems arising in logistics as MOMIPs (Özceylan and

Paksoy, 2014; Rezaei and Davoodi, 2011; Shirazi et al, 2014). In these works,

the MOMIPs are addressed using general heuristic methods. To the best of

our knowledge, no method to solve multi-objective mixed integer non-linear

programming (MOMINLP) problems has been presented in the literature.

In this chapter we consider a multi-objective non-linear optimisation prob-

lem with two objectives functions (also called a bi-objective optimisation prob-

lem) and both binary and continuous decision variables. We call this problem

the MOMINLP problem. Although in this chapter we only consider non-linear

objective functions, we emphasise that the method we propose in this work

can also be applied to MOMIP problems with linear objective functions and

constraints. The MOMINLP problem we consider in this chapter is of the form

MOMINLP: min

(
f1(x, y)

f2(x, y)

)
s.t. gj(x, y) 5 bj for j = 1, . . . ,m (6.1)

ḡj(x) 5 b̄j for j = 1, . . . , m̄

¯̄gj(y) 5 ¯̄bj for j = 1, . . . , ¯̄m

y ∈ {0, 1}o

x ∈ Rn,

where f(x, y) = (f1(x, y), f2(x, y))T is a vector-valued objective function, m is

the number of inequality constraints on x and y, m̄ is the number of inequality

constraints on x, ¯̄m is the number of inequality constraints on y, o is the

number of binary decision variables and n is the number of continuous decision

variables.

Definition 6.1.1. We say a vector y ∈ {0, 1}o is feasible if there exists some

x ∈ Rn for which (x, y) is feasible for (6.1). We let Y ⊆ {0, 1}o be the set of

all such feasible y. For y ∈ Y we let X (y) denote the set of x ∈ Rn such that

(x, y) is a feaible solution of (6.1). Moreover, we denote by (X ,Y) the set of

all feasible solutions of (6.1).
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For every feasible y ∈ Y , we can consider the subproblem in x given by

SP(y) : min

(
f1(x, y)

f2(x, y)

)
(6.2)

s.t. g′j(x) 5 b′j for j = 1, . . . ,m

x ∈ X (y),

In this chapter we assume that (6.2) is a convex bi-objecitve optimisation prob-

lem. For convex bi-objective optimisation problems it is possible to compute

efficient solutions, see, e.g., the survey of (Wiecek et al, 2016). Thus, in this

chapter we introduce a method that allows us to solve the main MOMINLP

problem by solving the corresponding convex sub-problem SP(y) with y ∈ Y .

Before we continue, we observe that (6.1) can be re-written as

MOMINLP: min
y

(
min
x

(
f1(x, y)

f2(x, y)

))
(6.3)

s.t. g′j(x) 5 b′j for j = 1, . . . ,m

x ∈ X (y),

y ∈ Y .

Then, we can solve MOMINLP problem by enumerating all y ∈ Y and

solving the corresponding sub-problem (6.2). We consider transformation (6.3)

as it better supports the work that is presented in this chapter.

Solving MOMINLP means to find the set of non-dominated points f(x, y)

with (x, y) ∈ (X ,Y). If (x, y) is an efficient solution of (6.1), then x is also an

efficient solution of (6.2). That is, x ∈ X y
E ⊆ X (y) where X (y) and X y

E are the

sets of feasible and efficient solutions of subproblem SP(y), respectively.

Example 6.1.1. Let us consider an instance of MOMINLP (6.1) as follows.

min

(
f1(x, y)

f2(x, y)

)
=

(
x

y1/x + y2

(
0.2 + e1/x

) )
s.t. x 5 3

−x 5 −0.3

y1 + y2 = 1

y ∈ {0, 1}2

x ∈ R.
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Figure 6.1: An illustration of the type of problem we aim to solve in this chap-
ter.

Then Y = {y1, y2} with y1 = (1, 0) and y2 = (0, 1).

Figure 6.1(a) shows the non-dominated points of sub-problems SP(y1) and

SP(y2) with A = (1.4151, 0.7071) and B = (0.5150, 1.4151) in Figure 6.1(a)

being non-dominated points of both sub-problems SP(y1) and SP(y2). For

x ∈ (0, 0.5150], non-dominated points of sub-problem SP(y1) are also non-

dominated points of the MOMINLP problem in Example 6.1.1, whereas for

x ∈ [0.5150, 1.4151], non-dominated points of SP(y2) are also non-dominated

points of the MOMINLP problem in Example 6.1.1.

Figure 6.1(b) shows the set of non-dominated points of the MOMINLP prob-

lem in Example 6.1.1. As we can see in Figure 6.1(b), although sub-problems

SP(y1) and SP(y2) are convex, the MOMINLP problem in Example 6.1.1 is

not, as a convex multi-objective optimisation problem has a R+
=-convex non-

dominated set. It follows that convexity of SP(y) does in general not im-

ply convexity of (6.1). By the assumption that sub-problem SP(y) is convex

for each y ∈ Y , it follows that the set of non-dominated points of SP(y) is

R2
5-convex Ehrgott (2005). Hence solving (6.1) requires the determination

of the set of non-dominated points of the union (over elements of Y) of the

non-dominated sets of SP(y). Furthermore, it is not necessary that the non-

dominated set of SP(y) for some y ∈ Y , contributes to the non-dominated set

of (6.1). Hence, solving (6.1) has three aspects.

(i) Finding those elements of Y for which the non-dominated points of sub-

problem SP(y) contribute to the non-dominated set of MOMINLP prob-

lem.
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(ii) Finding the non-dominated set of sub-problem SP(y) for each y identified

in (i).

(iii) Finding the non-dominated set of MOMINLP from sets of non-dominated

points of SP(y).

Unfortunately, it is difficult to predict for which y the condition in (i) applies

without solving sub-problem SP(y) for all y ∈ Y . Thus, we need to devise a

mechanism that avoids that. In Chapters 4 and 5, we have proposed how to

heuristically obtain a set Ŷ ⊂ Y which contains a set of “promising” feasible

binary vectors. In this chapter we therefore address how to solve (ii) and (iii)

for the case where Y is replaced by Ŷ . We need to stress at this point that if

Ŷ 6= Y , the set of points our method finds for the MOMINLP problem is not

necessarily equal to the set of non-dominated points of (6.1) the method would

find if the entire set Y is considered. Thus, points obtained by our method

when using any subset of Y are called approximately non-dominated points,

as we cannot ensure whether they are non-dominated points of (6.1) or not.

The method proposed in this chapter is able to find a finite number of

(approximately) non-dominated points for the MOMINLP problem given a set

Ŷ ⊆ Y by exploiting sub-problem SP(y) convexity. Although the method is

conceived as generic as it does not depend on any problem-specific feature, it is

motivated by the multi-objective beam angle optimisation problem in intensity

modulated radiation therapy planning.

The selection of a set of promising vectors from Ŷ ⊆ Y has already been

covered in Chapters 4 and 5 in this thesis. For the sake of simplicity, hereafter

we assume that Ŷ = Y and we shall refer to it simply as Y .

Some interesting problems can be modelled as in (6.1). For instance, in

the well-known facility location problem, we have a y vector of 0-1 decision

variables where yl = 0 means that the potential location l remains closed

while yl = 1 means that location l is installed. Thus, for a feasible vector y (a

vector that ensures that the total installed capacity is greater than the total

customer demand) we have a sub-problem that consists of the allocation of

the customer demand to the installed locations (decision variable x). Harris

et al (2014), Carrano et al (2007), and Fernández and Puerto (2003) present

bi-objective facility location problems that are modelled as described above.

While in Harris et al (2014) both decision variables x and y are integer variables

(with y ∈ {0, 1}), Carrano et al (2007) use continuous decision variables x = 0

and Fernández and Puerto (2003) consider both decision variables x and y as
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binary. Furthermore, objective functions of the multi-objective facility location

problem are, usually, the installation cost, transportation cost and quality of

service, among others (see Farahani et al (2010) for a survey on multi-objective

facility location problems). If such objective functions are chosen to be convex

functions, then the strategy proposed in this chapter can be applied.

Because (6.1) may have an infinite number of non-dominated points, we

have to be content with finding only a sub-set of them. To do this, a range of

scalarisation methods exists (see e.g. Wiecek et al (2016)). As in the rest of

this thesis, we choose to use the well-known ε-constraint method, which allows

us to compute non-dominated points of sub-problem (6.2) by solving a single

objective optimisation problem of the form

SP1(ε, y) : min
x

f1(x, y) (6.4a)

s.t. f2(x, y) 5 ε (6.4b)

x ∈ X (y),

for all ε ∈ E and for all y ∈ Y , where E is a set of ε values. We assume that

elements in E are indexed such that E = {ε1, . . . , εL} where ε1 < ε2 < · · · <
εL−1 < εL. We need to point out here that SP1(ε, y) might be infeasible for

some pairs (ε, y). Although infeasibility of SP1(ε, y) can be easily handeled by

making (6.4a) equal to +∞ for all pairs (ε, y) for which SP1(ε, y) is infeasible,

for the sake of simplicity we shall not address this issue here. Hence, we shall

assume that ε1 and εL are chosen in such a way that SP1(ε, y) is feasible for

all ε ∈ E and for all y ∈ Y . Later, in Section 6.3, we explain how to compute

ε values in set E .

Because the sub-problem SP(y) is convex, we know that optimal solutions

of SP1(ε, y) are also (weakly) efficient solutions of the sub-problem SP(y).

Thus, solving SP1(ε, y) for all ε ∈ E means we compute (at most) L non-

dominated points of sub-problem SP(y). Hereafter, we will refer to this set

of non-dominated points of sub-problem SP(y) obtained by means of the ε-

constraint method simply as the set of non-dominated points of sub-problem

SP(y).

In the next section the concept of bound sets is introduced. Then the pro-

posed method is presented in Section 6.3. We use a small bi-objective example

to illustrate how our method proceeds. Then, in Section 6.4 the MO-BAO

problem and its mathematical formulation are outlined. We use the MO-BAO

problem as an application of our method and show computational results for
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a real case. Finally in Section 6.6, some conclusions and final remarks are

presented.

6.2 Bounds from Convexity

In this section, we demonstrate how the convexity of our sub-problem can be

used to give lower and upper bounds that we can use to efficiently search for

non-dominated points to 6.1. The work in this section draws upon the ideas of

lower bound sets and upper bounds sets introduced in Ehrgott and Gandibleux

(2007).

6.2.1 Lower Bounds

Here, we consider forming lower bounds on the non-dominated points for a

sub-problem SP (y) defined by some particular y ∈ Y . Assume we have solved

SP1(ε, y) for a subset of L′ < L ε values, with ε ∈ {ε̂1, ε̂2, ..., ε̂L
′} ⊂ E , where

ε̂1 < ε̂2 < · · · < ε̂L
′
. Let the optimal solution of SP1(ε̂i, y) be x∗ε̂i , and let

λε̂i be the Lagrangean dual variable on the constraint (6.4b) at this optimal

solution. From this, we know that f2

(
x∗ε̂i , y

)
= εi. Then, our current set of

non-dominated points of SP(y) can be denoted by

SyN =
{(
f1(x∗ε̂1 , y), ε̂1

)
,
(
f1(x∗ε̂2 , y), ε̂2

)
, . . . ,

(
f1

(
x∗
ε̂L′
, y
)
, ε̂L

′
)}

(6.5)

We can use SyN to calculate a lower bound set L(SyN) on the non-dominated

points of SP(y) as follows.

L(SyN) =

(
L′⋂
i=1

{
(f1, f2) ∈ R2 : f1(x, y) = f1(x∗ε̂i , y) + λε̂i

(
f2(x, y)− ε̂i

)})
N

,

(6.6)

where (S)N denotes the non-dominated (sub)set of a set S. We are interested

in lower bounds on the objective function value of SP1(ε, y) for a new as-yet

unsolved ε value. This is given by flower(ε, y) = (f1, f2) ∈ R2 where (f1, f2)

is chosen such that (f1, ε) is the unique element of L(SyN). To compute this

efficiently, we find i such that ε̂i < ε < ε̂i+1, where we note that such an i

must exist as ε̂1 and ε̂L
′
come from our lexicographically optimal solutions (see
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Section 6.3 for an explanation on how we find these values). We then have

flower(ε, y) = max
{
f1(x∗ε̂i , y) + λε̂i

(
ε− ε̂i

)
, f1(x∗ε̂i+1 , y) + λε̂i+1

(
ε− ε̂i+1

)}
.

(6.7)

Figure 6.2 shows in dashed lines the value of flower(ε, y) for any ε value for sub-

problem SP(y). Dashed lines are the tangent lines to non-dominated points in

SyN with a slope equal to λε > 0.

6.2.2 Upper Bounds

We can compute upper bounds as follows. Assume, as before, that we have

SyN as given by (6.5). An upper bound set U(SyN) for the non-dominated

points of SP(y) is given by the non-dominated frontier of the convex hull of

SyN : U(SyN) = (conv(SyN))N . To compute this efficiently, we find i such that

ε̂i < ε < ε̂i+1 and then have

fupper(ε, y) = (1− α)f1(x∗ε̂i , y) + αf1(x∗ε̂i+1) (6.8)

where α = (ε− ε̂i)/(ε̂i+1 − ε̂i).
Figure 6.2 shows an example of both the lower and the upper bound sets of

SyN . Computing bound sets L(SyN) and U(SyN) allows us to limit the area in the

objective space where not-yet computed non-dominated points of sub-problem

(6.2) must fall in (shaded area in Figure 6.2).

f1

f 2

L(SyN)
U(SyN)
SyN

Figure 6.2: Lower and upper bound sets L(SyN) and U(SyN) for a set of non-
dominated points SyN of (6.2).
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6.2.3 Use of bounds

Bound sets described in previous sections limit the area non-dominated points

of sub-problem SP(y) must fall in. We then use these bound sets to limit the

area where non-dominated points of MOMINLP problem we address in this

chapter must fall in. To this end, first, we define

fupper(ε) = min
y∈Y

fupper(ε, y). (6.9)

Then, we know that solving SP1(ε, y) for any (ε, y) pair with flower(ε, y) >

fupper(ε) is not required as the point (f1(x∗ε, y), ε) we will compute will have

f1(x∗ε, y) > fupper(ε), and thus the point cannot improve our current set of

non-dominated points of (6.1).

6.3 Proposed Method

A simple yet inefficient naive method to solve the MOMINLP problem is to

compute the set of non-dominated points of sub-problem SP(y) for each y ∈ Y ,

given a set E . Once we have computed the set of non-dominated points of

SP(y) for each y ∈ Y , we perform a dominance analysis over the union of

these sets so that we obtain a set of pairwise non-dominated points of (6.1).

Let us consider the following example we shall use throughout this section.

We use this example to illustrate how both the naive method and the method

we propose in this chapter work and highlight their main differences.

Example 6.3.1. Let us assume that Y = {y1, y2, y3}. Also let E = {ε1, . . . , εL}.
We wish to find L = 21 non-dominated points of (6.1), one for each ε ∈ E .

Finally, let us assume objective functions f1 and f2 are generic convex func-

tions for the example purposes (the functions f1 and f2 actually come from our

example, later in Section 6.4, but their form is not important at this stage).

We can solve the problem in Example 6.3.1 by using the naive method. In

the naive method, L = 21 non-dominated points for each y ∈ Y must be

computed. That is, we solve optimisation problem SP1(ε, y) L × |Y| = 63

times. We recall that we assume in this chapter that SP1(ε, y) is feasible for

any pair (ε, y). Figure 6.3(a) shows the set of non-dominated points of SP(y)

for each y ∈ Y in Example 6.3.1. Figure 6.3(b) shows the resulting set of non-

dominated points after performing the dominance analysis over the sets shown

in Figure 6.3(a). As we can see, most of the points computed by the naive
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(a) Sets of non-dominated points computed
by the naive method for SP(y), for all
y ∈ Y = {y1, y2, y3}.
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(b) Set of non-dominated points of (6.1)
with sub-problems SP(y1), SP(y2) and
SP(y3). Only y1, y2 lead to non-
dominated points of (6.1).

Figure 6.3: The naive method applied to Example 6.3.1. The final set of non-
dominated points of (6.1) found by the naive method given E is
obtained by finding a set of L non-dominated points of SP(y) for
all y ∈ Y . A dominance analysis is performed over the union of
these sets of points.

method turn out to be dominated by at least one other point. For instance,

all the non-dominated points found for SP(y3) are dominated and, therefore,

none of them is considered in the final set of non-dominated points of (6.1) in

Figure 6.3(b). Thus, if either obtaining a single non-dominated point of SP(y)

requires a considerable amount of time or the number of non-dominated points

to be computed is large, the naive method can be impractical.

Unlike the naive method, we propose a method that significantly reduces

the number of non-dominated points to be computed for each sub-problem.

It guarantees finding all non-dominated points of (6.1) that would have been

found by the naive method. Our method reduces the number of points to be

computed by avoiding generation of points for which there is one or more points

that dominate it. The proposed method does so by exploiting the convexity

property of sub-problem SP(y). Our method also requires functions f1 and

f2 in (6.2) to be differentiable as the method makes use of dual variables to

compute bound sets.

In order to compute ε values to be used in SP1(ε, y) we first find lexicograph-

ically non-dominated points of SP(y) for each y ∈ Y . Before we continue, we

need to briefly introduce lexicographic optimisation. We limit the explanation

to bi-objective optimisation problems Further details on lexicographic optimi-

sation can be found in Ehrgott (2005).
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Definition 12. (Ehrgott and Tenfelde-Podehl, 2003). Let s1, s2 be two vectors

in R2. Then, s1 <lex s
2 if s1

1 < s2
1, or s1

1 = s2
1 and s1

2 < s2
2. If s1 <lex s

2 or

s1 = s2 then this will be denoted by s1 5lex s
2.

Let π ∈ Π = {(1, 2), (2, 1)} denote permutations where π1 = 1 and π2 = 2

for π = (1, 2).

Definition 13. (Ehrgott and Tenfelde-Podehl, 2003). A feasible solution

xπ ∈ X (y) is a lexicographically optimal solution of SP(y) with respect to

permutation π ∈ Π, if fπ(xπ, y) ≤lex fπ(x, y) for all feasible x ∈ X (y), where

fπ(x, y) = (fπ1(x, y), fπ2(x, y)).

As demonstrated in Ehrgott (2005), a lexicographically optimal solution

xπ ∈ X (y) is also an efficient solution of SP(y).

We denote the lexicographic optimisation problem as follows:

SPπ(y) : lexmin
x∈X (y)

fπ(x, y). (6.10)

After computing lexicographically non-dominated points, the first and last

elements in E , namely ε1, εL, are determined as follows.

ε1 = max{f2(xπ
2

, y) : y ∈ Y} (6.11)

εL = min{f2(xπ
1

, y) : y ∈ Y}. (6.12)

For each y ∈ Y , computed lexicographically non-dominated points are added

to the corresponding set of non-dominated points SyN .

Once ε1 and εL have been computed, values of εi ∈ E , with i = 2, · · · , (L−1),

are determined such that ε1 < ε2 < · · · < εL−1 < εL. These values are

arbitrary values that will be determined depending on the problem that is

being solved. In this chapter we choose them to be uniformly distributed over

the range
[
ε1, εL

]
.

After computing E , the method constructs a set of candidate points of sub-

problem SP(y) we call Γ. Elements γε,y ∈ Γ are constructed such that γε,y =

(flower(ε, y), ε). We construct one candidate point for each y ∈ Y and for each

εi ∈ E , with i = 2, · · · , (L − 1). We need to stress that candidate points are

only geometrical constructions and no optimisation process is involved. We let

Γε = {γε,y : y ∈ Y}, be the set of candidate points of (6.1) for some ε ∈ E .

Similarly, we let Γy = {γε,y : ε ∈ E}, be the set of candidate points of (6.1)

for some y ∈ Y . It is clear that Γε ⊂ Γ, with ε ∈ E , and Γy ⊂ Γ, with y ∈ Y .

Once the set Γ has been constructed, the upper bound set U(SyN) for each
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sub-problem SP(y) is computed.

As explained in Section 6.2, solving SP1(ε, y) for (ε, y) pair with flower(ε, y) =

fupper(ε) does not improve the set of non-dominated points of (6.1). There-

fore, we remove all those candidate points γε,y ∈ Γ such that γε,y1 = fupper(ε),

with fupper(ε) as in (6.9). The idea of discarding points from Γ based on

bound sets is the core of our approach as it allows us to reduce the number

of points to be computed and therefore the number of optimisation problems

to be solved. Furthermore, the proposed method guarantees that there is no

impairment on the final solution quality of the main problem with respect to

the final solution obtained by a complete method such as the naive method

presented at the beginning of this section.

After removing candidate points from Γ, we need to compute a new non-

dominated point for some pair (εi, yj), with i = 2, . . . , (L− 1), j = 1, . . . , |Y|.
Although we could use any strategy to select the next pair (εi, yj) to be ex-

plored, some strategies are more effective than others. Based on our empirical

experience, choosing an εi value right next to previously explored ε values is

a very inefficient strategy. We can see this in Figure 6.2. Here, if we choose

an ε value very close to one of the four non-dominated points in SyN then we

are likely to obtain a very small change on both upper and lower bound sets.

Small changes on bound sets are not very helpful as they are likely to lead to

no candidate points being discarded from Γ. Thus, in this chapter we choose

an ε value that is half way between two previously explored ε values. This

seems to be more effective, based on how fast the algorithm converges to the

final set of (approximately) non-dominated points of (6.1). If Γε = ∅, then ε

needs not to be chosen, as Γε = ∅ means that candidate points γε,y
1
, . . . , γε,y

|Y|

have been computed or removed in previous iterations.

Once the next ε ∈ E value to be explored has been defined, we need to choose

the y ∈ Y for which SP1(ε, y) will be solved. We do this by choosing y such

that γε,y1 = min
{
γε,y

1

1 , . . . , γε,y
|Y|

1

}
or, equivalently, we choose the y such that

flower(ε, y) = min
{
flower(ε, y

1), . . . , flower(ε, y
|Y|)
}

. We then compute the next

non-dominated point of sub-problem SP(y) by solving SP1(ε, y). The obtained

non-dominated point is then added to SyN , γε,y is removed from Γ, bound sets

L(SyN) and U(SyN) are computed and set Γ is updated accordingly.

If Γε is not empty, then we need to choose, again, a new y such that γε,y1 =

min{γε,y1 : γε,y ∈ Γε}. If Γε is empty, the next pair (ε, y) needs to be defined

as explained before. We repeat the whole proccess until set Γ is empty. Once

no more candidate points remain in Γ, We merge the sets SyN , i.e., compute
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Algorithm 6: An algorithm to solve the MOMINLP problem (6.1)

Input: Y (Set of feasible vectors y)
Input: L (Number of non-dominated points to be computed for each

sub-problem)
Output: SN (Set of (approximately) non-dominated points of (6.1))

1 begin
2 SyN ← {} for all y ∈ Y ; // initially empty sets of

non-dominated points

3 foreach y ∈ Y do

4 {xπ1
, xπ

2} ← computeLexicographicSols(Π, y) ;

5 SyN ← S
y
N ∪ {f(xπ

1
, y), f(xπ

2
, y)} ;

6 (L(SyN),U(SyN))← computeBounds(SyN);

7 ε1 = max{f2(xπ
2
, y) : y ∈ Y};

8 εL = min{f2(xπ
1
, y) : y ∈ Y};

9 E ← computeE
(
ε1, εL

)
;

10 Γ← candidatePoints(L(SyN), E);// Create a grid of

(L− 2)× |Y| candidate points γε,y. One per y ∈ Y per

ε ∈ {ε2, . . . , εL−1}
11 Γ← updateCandidatePoints(L(SyN),U(SyN)); // set elements in

Γ to their lower bounds and remove those elements above

some upper bound

12 while Γ not empty do
13 (εi, y)← nextPoint(Γ, E) ;
14 (x∗, λ)← solve(SP1(εi, y)) ;

15 Γ← Γ \ {γεi,y} ;
16 SyN ← S

y
N ∪ f(x∗, y) ;

17 L(SyN)← updateLowBoundSet(f(x∗, y), λ) ;
18 U(SyN)← updateUppBoundSet(f(x∗, y)) ;
19 Γ← updateCandidatePoints(L(SyN),U(SyN));

20 SN ←
(⋃

y∈Y S
y
N

)
N

;

S :=
(⋃

y∈Y S
y
N

)
N

as the set of approximately non-dominated points of (6.1).

Algorithm 6 shows the method proposed in this chapter.

We apply our method to Example 6.3.1 to illustrate how the method works.

Figure 6.4(a) shows the obtained lexicographically non-dominated points and

the corresponding upper bound sets U(SyN) for each y ∈ Y for Example 6.3.1.

Because we have three sub-problems (SP(y1), SP(y2) and SP(y3)), six lexi-

cographically non-dominated points are computed. Figure 6.4(b) shows lower

bound sets L(SyN) (dashed lines) for each y ∈ Y . Figure 6.4(c) shows the area

non-dominated points of sub-problem SP(y1) must fall in. Further, based

on Equation (6.9), Figure 6.4(d) shows the area non-dominated points of
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(a) Lexicographically non-dominated
points of sub-problem SP(y) for each
y ∈ Y.
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(b) Lower bound sets (dashed) of sub-
problem SP(y) for each y ∈ Y.
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(c) Area delimited by lower and upper
bound sets of sub-problem SP(y1).

ε1

εL

f1

f 2

U(Sy
1

N )

U(Sy
2

N )

U(Sy
3

N )

(d) Area where non-dominated points of
MOMINLP problem are expected to
fall in, given the lexicographically non-
dominated points computed for each
y ∈ Y.

Figure 6.4: The lexicographically non-dominated points of SP(y) in Example
6.3.1 are computed as well as its corresponding bound sets L(SyN)
and U(SyN) (dashed and solid lines respectively).

MOMINLP problem in Example 6.3.1 must fall in.

After lexicographically non-dominated points are computed, E is defined. In

Figure 6.5(a) one line parallel to f1 axis is drawn per each ε value in E . After

E has been set up, we construct the set of candidate points Γ and remove

those elements that are above the upper bound set U(SyN) of some y ∈ Y .

Figure 6.5(b) shows the set Γ at the first iteration of the proposed method.

Candidate points are represented by unfilled markers while actually computed

non-dominated points are represented by filled markers. As we can see, three

points in Γ (γε
20,y2 , γε

20,y3 and γε
19,y3) are above U(Sy

1

N ). In Figure 6.5(c), these

candidate points are removed from Γ.
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(a) Lines parallel to f1 axis show the ε val-
ues in E used to solve ε-constraint prob-
lem SP1(ε, y).
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(b) Set of candidate points, Γ, in Example
6.3.1 is generated.
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(c) Three candidate points from set Γ are discarded as they were above
set U(SNy1) in Example 6.3.1.

Figure 6.5: The set E is computed and the set of candidate points Γ is gen-
erated. Based on upper bound sets, some candidate points are
removed from Γ.

Once we have removed candidate points from set Γ, we check whether set

Γ is empty or not. In our example, set Γ is not empty, then we determine the

next pair (εi, y) and solve the single objective problem SP1(εi, y). Based on the

procedure described earlier in this section, we set i = 11 since ε11 is the element

in between the two previously explored ε values, namely ε1 and ε21. We then

set j = 1 as γε
11,y1

1 < γε
11,y2

1 < γε
11,y3

1 . Thus, the problem SP1(ε11, y1) is solved.

The obtained non-dominated point is shown in Figure 6.6(a). The obtained
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(c) Candidate points associated with y1 are
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(d) Γ is updated and candidate points lo-
cated above upper bound sets are re-
moved from Γ.

Figure 6.6: A new non-dominated point is computed and both bound sets and
the set of candidate points Γ are updated.

non-dominated point is then added to Sy
1

N and both bound sets U(Sy
1

N ) and

L(Sy
1

N ) are updated accordingly (see Figure 6.6(b)). Once the bound sets have

been updated, we update the set of candidate points Γ (see Figure 6.6(c))

and remove those candidate points that are above some upper bound set (see

Figure 6.6(d)).

As indicated in Algorithm 6, after updating Γ, we need to find the next

pair (ε, y) to be explored. In our example, Γε
11

is empty. Then we need to

find a new εi value. We set i = 5 since ε5 is the element in between the

two previously explored ε values, namely ε1 and ε11. We then set j = 2 as

γε
5,y2

1 < γε
5,y1

1 < γε
5,y3

1 . Thus, the problem SP1(ε5, y2) is solved. Again, the

obtained non-dominated point is added to Sy
2

N and the bound sets for Sy
2

N

updated (see Figure 6.7(a)).

114



6.3 Proposed Method

ε21

ε11

ε5

ε1

f1

f 2
U(Sy

1

N )

U(Sy
2

N )

U(Sy
3

N )

(a) A new non-dominated point is com-
puted by solving SP1(ε5, y2) and both

bound sets, L(Sy
2

N ) and U(Sy
2

N ), are up-
dated.

ε21

ε11

ε5

ε1

f1

f 2

U(Sy
1

N )
Γy2

U(Sy
2

N )

U(Sy
3

N )

(b) Candidate points in Γ are updated
to their values provided by the lower

bound set L(Sy
2

N ).

ε21

ε11

ε5

ε1

f1

f 2

Γy1

U(Sy
1

N )
Γy2

U(Sy
2

N )
Γy3

U(Sy
3

N )

(c) No candidate point is removed from Γ.
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in Γε5 .
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(d) Three points are computed for ε5. No
candidate point for y3 remains in Γ.

Figure 6.7: Three non-dominated points are computed for ε5 (one for each
y ∈ Y).

After bound sets of Sy
2

N are updated candidate points in Γ are set to their

new values (see Figure 6.7(b)). Unlike in the previous iteration, after removing

elements from Γ, two elements remain in Γε
5

(see Figure 6.7(c)). Thus, we do

not need to find a new ε value, but only a new y. In this case, we choose y1 as

γε
5,y1

1 < γε
5,y3

1 . Hence, we solve SP1(ε5, y1). We, again, add the obtained non-

dominated point to Sy
1

N , update its bound sets, set candidate points in Γ to

their new values and remove candidate points in Γ that are above some upper

bound set (see Figure 6.7(d)). After this, one candidate point remains in Γε
5
,

namely γε
5,y3 . Therefore, we solve the SP1(ε5, y3) optimisation problem. The

obtained non-dominated point of sub-problem SP(y3) is also shown in Figure

6.7(d). We repeat all the process again until set Γ is empty.
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(a) Computed points using Algorithm 6.
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(b) Final set of non-dominated points of
the main problem. This set is identi-
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Figure 6.8: Final set of generated points using the approach proposed in this
study.

Figure 6.8(a) shows the set of non-dominated points computed by our method

for the Example 6.3.1. While the naive method needs to compute 63 points to

find the set of (approximately) non-dominated points of (6.1), only 29 points

were computed using our method. Both algorithms ends up with L = 21

non-dominated points in the final set of non-dominated points. Although we

do not evaluate all possible points in Γ, the final set of non-dominated points

corresponding to the main problem (6.1) in Figure 6.8(b) is identical to the

one obtained by the naive method in Figure 6.3(b). The next section shows

an application of the procedure in Algorithm 6 on a practical problem arising

in radiation therapy for cancer treatment.

6.4 Method Application

In Chapters 4 and 5 of this thesis we introduced a strategy to solve the MO-

BAO problem that consists of two phases. In the first phase a set of “promis-

ing” BAC is found. Then, in the second phase, a large set of non-dominated

points of the MO-FMO problem for each promising BAC is computed and a

dominance analysis over the entire set of computed points to find the set of

(approximately) non-dominated points of the MO-BAO problem is performed.

As we pointed out in Section 6.1, such a strategy is quite inefficient as it does

compute a large number of points that will eventually be shown to be domi-

nated. Hence, the method presented in this chapter can be used to improve

the procedure used in the second phase of the two-phase approach in Chap-
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ters 4 and 5 by reducing the number of non-dominated points that need to be

computed.

In the context of the method proposed in this chapter, the MO-BAO problem

is the MOMINLP problem (6.1). In the MO-BAO problem we seek a set of

efficient BACs A ⊆ PN(K), where PN(K) is the set of all N -element subsets

of K and K is the set of all possible beam angles around the patient, with

K = {kπ/180 : k = 0, 1, 2, . . . , 359}. A ∈ PN(K) is a BAC and N > 0 the

a priori determined number of angles. We denote the i-th angle of A by Ai

for i = 1, . . . , N . Moreover, for a given fixed BAC A ∈ PN(K) we obtain

the MO-FMO problem for the given BAC as a subproblem. The goal of the

MO-FMO problem is to find a set of efficient fluence maps XA
E ⊆ X (A ) for

the given BAC A ∈ PN(K), where X (A ) is the set of feasible fluence maps

for BAC A . Efficient solutions x ∈ XA
E can be found using the ε-constraint

method mentioned before.

As in the rest of this thesis, we consider the generalised equivalent uniform

dose (gEUD) as the basis of our objective functions.

We write the MO-BAO problem that is addressed in this thesis as in Equa-

tion (2.11). We consider here two objective functions (Q = 2) so we can apply

the method presented in this chapter.

min
A

(
min
x

(
gEUDO1(x)

gEUDO2(x)

))
(6.13)

s.t. gEUDT (x) = t

x ∈ X (A )

A ∈ Â,

the solution of which is a set containing all efficient BACs which use exactly

N angles, where t is equal to the prescribed gEUD of the tumour and Â ⊂
PN(K) is the input set of “promising” BACs introduced at the beginning of

this section.

The corresponding MO-FMO problem (from Equation (2.10) with Q = 2)

for a fixed BAC A ∈ Â based on the gEUD is

MO-FMO(A ) : min
x

(
gEUDO1(x)

gEUDO2(x)

)
(6.14)

s.t. gEUDT (x) = t

x ∈ X (A ).
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The solution to (6.14) is a set XA
E of efficient fluence maps for BAC A . We

define Y A
N as the set of associated non-dominated points given by Y A

N ={
z(x) : x ∈ XA

E

}
, with z(x) = (gEUDO1(x), gEUDO2(x)). As we mentioned

in Chapter 2, the problem in (6.14) is convex, and so we can find optimal so-

lutions using non-linear solvers such as IPOPT (Wächter and Biegler, 2006).

To find efficient solutions for the constrained multi-objective optimisation

problem (6.14), we propose to use Algorithm 6. Just as in SP1(ε, y), the prob-

lem (6.14) gives rise to a single objective constrained optimisation problems of

the form

MO-FMO1(ε,A ) : min
x∈X (A )

gEUDO1(x) (6.15)

s.t. gEUDT (x) = t

gEUDO2(x) 5 ε2.

Hence, the MO-BAO problem (6.13) is the MOMINLP problem (6.3) and the

MO-FMO problem (6.14) is the sub-problem (6.2). As in Section 6.3, we are

not concerned with the determination of the subset Â of promising BACs, so

we used the method described in Chapter 5.

6.5 Computational Experiments

In this section we apply Algorithm 6 to the MO-BAO problem (6.13) for a

prostate case extracted from Deasy et al (2003). This case study considers

three regions, namely, PTV, indexed by T , and the rectum and the bladder

as OARs Orectum and Obladder. The total number of voxels is about 56,000 and

the number of beamlets n over the four beams is around 320 depending on the

considered BAC.

The single objective problem MO-FMO1(A , ε) is solved exactly using the

Ipopt solver from COIN-OR (Wächter and Biegler, 2006). To find E , we first

compute lexicographically optimal solutions for all A ∈ Â. We bound the

objective functions such that maximum gEUD values for both, the rectum

and the bladder, are not larger than 65. The obtained range for Obladder is

[ε1, εL] = [31.735, 65]. After computing ε1, εL, we compute set E which consists

of 80 equally spaced ε values within the range [ε1, ε80].

Set Â consists of 15 promising BACs. These promising BACs were obtained

using the two-phase approach presented in Chapters 4 and 5. As we can see

in Figure 6.9, although 1200 points would have been generated if using the
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naive method, only 146 points (12.1%) were actually generated using method

proposed in this chapter. This leads to a substantial reduction in the time

required to obtain the final set of (approximately) non-dominated points of

the main MO-BAO problem. Figure 6.10 shows this set. The final set of non-

dominated points consists of 80 points. Points in this set belong to only 3 out

of 15 BACs (A 1,A 2,A 3 in Figure 6.10).
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(a) Generated points using our proposed approach.
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(b) Figure 6.9(a) zoomed in.

Figure 6.9: Set of non-dominated points of sub-problem (MO-FMO) computed
by Algorithm 6 for each A ∈ Â.
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Figure 6.10: Final set of (approximately) non-dominated points of the main
MO-BAO problem obtained using the proposed method.

6.6 Final Remarks

In this chapter a method to (approximately) solve bi-objective mixed binary

optimisation problems where convex sub-problems can be identified is pro-

posed. We take advantage of the convexity property of the sub-problem to iter-

atively discard points which will result in dominated points of the bi-objective

mixed binary optimisation problem. Using our method the vast majority of

the dominated points from the sub-problem are discarded without any quality

impairment on the final set of (approximately) non-dominated points of the

main problem.

Although the method we propose in this chapter has been shown to be

very efficient if compared to enumerative approaches such as the naive method

introduced in Section 6.1, it can still be improved. For instance, the way

we choose the next element to be explored in E is crucial for the algorithm

performance and other problem-specific strategies might be proposed.

We apply the proposed method to the MO-BAO problem we address in this

thesis, but other MO problems such as the bi-objective joint facility location

and network design problem addressed in Carrano et al (2007) might also be

considered for application of the approach presented in this study. As future

work, the method should be extended to MOMINLP problems with more than

two objectives.
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Chapter 7

Conclusions

In this PhD thesis a multi-objective optimisation problem, namely the multi-

objective beam angle optimisation problem arising in radiation therapy for

cancer treatment, is addressed. Hybrid algorithms that combine heuristic

methods and mathematical programming are developed to (approximately)

solve this problem. The generalised equivalent uniform dose is used as the

basis for the objective functions of the MO-BAO problem.

The main contributions of this thesis are as follows.

• In this PhD Thesis it has been proven that unconstrained multi-objective

optimisation problems with p positively homogeneous objective functions

can reduce to a multi-objective optimisation problem with p−1 positively

homogeneous objective functions and an equality constraint (see Chapter

3). Although we only use this property for solving the MO-BAO problem

with gEUD as objective functions, MO problems arising in areas other

than radiotherapy might benefit from this property.

• Comparing BACs is a very difficult task in multi-objective optimisation.

This is because computing the set of non-dominated points for each BAC

that is being evaluated is not practical. To address this issue, in this the-

sis we introduce the concept of a sample point (see Chapter 4). Sample

points allow us to compare two BACs from a multi-objective point of

view by solving a single objective judgement function for each BAC. In

this thesis we use several single objective judgement functions to compute

sample points.

• In this thesis a framework to solve the MO-BAO problem has been intro-

duced. This framework, called the two-phase approach, seeks promising

sets of BACs during the first phase by computing one sample point for

each BAC that is being evaluated. During the second phase a set of
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(approximately) non-dominated points of the MO-BAO problem is com-

puted by solving the associated MO-FMO problem for each promising

BAC found during the first phase. The two-phase approach is very flexi-

ble as it allows us to try different strategies within its first phase. In this

thesis, for instance, we implemented a single objective local search algo-

rithm (see Chapter 4), as well as two MO local search algorithms that

are based on the well-known Pareto local search algorithm (see Chapter

5).

• In this thesis a method to efficiently solve bi-objective mixed binary linear

and non-linear optimisation problems has been proposed. The method

requires sub-problems obtained after fixing binary variables to be convex.

The method is able to find a set of non-dominated points of the main

problem in a fraction of the time that exhaustive methods would take.

Again, although we use this method to speed up the second phase of our

two-phase approach, this method might be useful for problems arising in

areas other than radiotherapy for cancer treatment.

7.1 Future Work

As future work, adjusting the methods proposed in this thesis to produce clin-

ically acceptable treatment plans will be the next step. Moreover, as discussed

in Chapter 5, the algorithms proposed in this thesis tend to focus the search

on a very specific area of the objective space, leading to sets of locally effi-

cient BACs that are quite close one to each other. If the computed sample

points corresponding to those locally efficient BACs fall in a region that is of

interest for the treatment planner, then this is not an issue. However, one

might want the algorithms to provide a set of locally efficient BACs for which

sample points are well-distributed over the objective space. In that case, as

shown in Chapter 5, other strategies such as the adaptive PLS method should

be considered. Following this line, as a future work different strategies can be

proposed in order to add more diversity to the local search algorithms or guide

the search to unexplored parts of the objective space. To achieve this goals,

we might consider the following strategies.

• Apply some (random) perturbation to the local search algorithms so

they are able to explore different parts in the objective space. Here,

multi-objective version of local search algorithms such as tabu search
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and simulated annealing might be considered as an example of what we

can do next.

• Consider ε-dominance as we explained in Chapter 5.

• Compute more than one sample point per BAC. Having more information

about a BACs quality would allow us to make better decision on which

BAC to explore next.

Within the two-phase framework proposed in this thesis, trying algorithms

other than local search for the first phase seems to be a fruitful research area.

Evolutionary MO algorithms as well as variable neighbourhood search are two

strategies that might be worth to try.

Regarding the method proposed in Chapter 6, we should extend the method

to more than two objectives.
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