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Abstract 
This work considers the automated generation of high quality rosters for the general rostering 

situation. We develop a general modelling framework based on integer programming that promises 

to provide good descriptions of a broad range of rostering problems and we present optimisation-

based solution methods that efficiently provide good solutions to the problem instances. We 

examine our current modelling approach in terms of expected future requirements of the system. 

We currently see these requirements as being an increasing demand for modelling with respect to 

the preferences of staff. Computational results and feedback from commercial projects 

demonstrating the system are provided as well as comparative results against existing rostering 

processes on the same rostering problem. A new solution method is reported that uses multiple 

constraint branching within a dive-and-fix heuristic. This method has been used with success to 

improve performance of the branch-and-price solution approach implemented as part of this 

project. 
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1 Introduction: computerised scheduling 
This work attempts to address the complex requirements of automatic generation of high quality 

rosters for generalised rostering situations. The results include a powerful abstract framework of 

constraints and quality metrics that promise to model a broad range of rostering problems. Roster 

generation is provided by a solving framework, based on integer programming optimisation 

methods, that efficiently generates good solutions for the problem classes described by the 

modelling framework. We demonstrate the system with its application to the cases of (i) a call 

centre roster, for which a production system was developed as part of the project, and (ii) a nurse 

roster that was part of a trial rostering programme for a contract tender to supply a rostering system 

for Auckland Healthcare. The system developed in this thesis project is part of ongoing 

development and so there is some discussion in the thesis that refers to modelling requirements for 

which functionality has not yet been implemented. 

The following discussion in this section looks at broad areas of the problems we have targeted to 

motivate our development and we look briefly at the application of optimisation-based methods to 

solving these problems. In Section 2 (p40) we develop our integer programming formulation of the 

model and discuss how the physical rostering problem is mapped into an instance of the abstract 

integer programming model. We also discuss solution methods for the integer programming master 

problem and the constraint programming sub-problems. In Section 3 (p122) we discuss our solving 

platform for the integer programming problems, which includes some optimisation engine 

development undertaken during the project. Finally in Section 4 (p129) we discuss the applications 

of the system and discuss the results. 

We emphasise the importance of the abstract model as a standalone entity over and above the 

automatic roster generation. This model provides a basis for (i) the rigorous description and 

automated validation of rules for a roster and (ii) the description of quality so that we can rank 
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alternatives to the roster currently being edited thus facilitating manual local search using ‘smart’ 

editing tools. 

Background: setting the scene 

Since the early 1980s many nations have implemented structural adjustment programmes to 

increase flexibility in economic and labour markets on the domestic and trans-national stages. New 

Zealand began a programme of structural adjustment in 1984 under the new Labour government 

which continues today (Kelsey [35]). Effects of both specific and combined structural adjustments 

in different areas have increased pressures that affect rostering processes. 

The removal of import licenses and tariff cuts, which lowered the prices of imported goods, 

increased competition from international labour markets and demand for improved labour 

efficiency and productivity. Structural adjustment specifically targeting the New Zealand labour 

market began with the Employment Contracts Act passed in 1991. The combined effect of the 

Employment Contracts Act and increased competition in local markets (with increased trans-

national corporate participation) and privatisation of state owned organisations has clearly resulted 

in competitive labour costs and productivity. 

Demand for improved labour costs has led to increased pressure to reorganise shift work. An 

example of shift reorganisation is the use of flexible part-time positions supplementing a cutback 

fulltime staff base to better match customer demand. An early government report indicated that 

productivity increased with the Employment Contracts Act through more flexible working hours 

and reorganisation of shift work (Select Committee Report [53]). However with due respect for the 

complexity of the rostering process it is likely that productivity increases are made, in part, at the 

expense of the quality of rosters from the perspective of the staff. Signs of this have appeared, 

particularly, in the high growth services industry where staff are increasingly required to work split 

shifts to improve cost effectiveness; for example, Mason et al. [42] and Hung et al. [32]. Negative 

effects are compounded in organisations where increased pressure on rostering processes is not met 

by increased spending in roster management systems. A statement from the president of the New 

Zealand Council of Trade Unions summarises the current situation: “Casualisation, very part-time 

hours, family hostile rostering and contracting out of work have put many in highly precarious 

employment circumstances” (Wilson [57]). 

With increased organisational pressure on rostering processes there seems to be increasing market 

interest in rostering software. Software products in this area are a blend of (a) automatic generators 
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and (b) manual editors with reporting and ‘smart’ editing features. With the close contact we have 

had with industry during the course of this project we have seen increased appreciation by the 

consumers of our automatic roster generation technology for the complexity of rostering problems 

and the challenges faced by systems to manage these problems. This suggests that with the growth 

of market appreciation for the complexity of these problems and awareness of the available 

technology, systems with emphasis on manual editing features will increasingly be perceived as 

inefficient and interest will turn to systems with high quality automatic generation. 

Besides increasing the market demand for rostering software, structural adjustments have changed 

product requirements. Changes to labour markets have lead to diversification of individual 

contracts and increased variability in collective contracts. Increased diversity and flexibility of 

employment contracts result in diverse and dynamic requirements on software for automated roster 

and shift planning. A research group with experience in a number of commercial applications 

(Hansen and Hjorring [27]) observes the dynamic nature of rostering rules in the airline industry. 

To develop viable software products for this market, particularly in the case of optimisation-based 

products where both development and implementation requires expert knowledge, it is increasingly 

important to target reductions in development and implementation costs and ensure systems are 

sufficiently general to allow inexpensive adaptation to changing requirements. 

Overview 

This thesis presents an abstract and general mathematical model for rostering problems, which we 

solve using integer programming methods, in particular branch-and-price with column generation 

based on constraint programming. Results of this project include a roster engine, named PETRA 

(Programmable Engine and Toolbox for Rostering Applications), that is based on the mathematical 

model and associated solution methods.  

We demonstrate the system through various rostering applications we have focussed on and used to 

motivate the development. These applications include a large call centre roster (750 staff) for 

TabCorp Telebet (Melbourne, Australia) and various nurse rosters from two of Auckland 

Healthcare’s hospitals. A roster engine was implemented to run from the Mantrack NZ Ltd 

rostering system used by TabCorp Telebet. This engine was used offsite to produce the TabCorp 

Telebet roster from October 1998 to October 1999 when it was released to TabCorp. It is currently 

being used onsite in their roster management system. Another roster engine was used to do trials of 

nurse rosters for Auckland Healthcare during a contract tender for their rostering system. 
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The roster engine is based on a general abstract roster model comprised of (a) an abstract work 

requirement model (master problem) and (b) an abstract roster line model (sub-problems). The 

basis for much of the power of the roster line model relies on constraints and cost functions 

expressed in terms of accumulations of entities such as shift segments, workstretches and 

workstretch transitions. Implementing the roster engine for a customer is a process of mapping a 

physical rostering problem into an instance of the abstract model. Problems are formulated as 

integer programming problems and solved using methods chosen because they are robust and 

provide good solutions to a wide range of model instances. 

A focus subset of problems 

This section describes the broad class of problems that we have focussed on to motivate the engine 

development and for which we have attempted to provide modelling and solution capability over a 

wide range of instances. It is helpful to also introduce and define some terminology for describing 

rostering problems. Many of these definitions will be revisited more formally in later sections. 

The work to be performed in a roster is specified using a work requirement typically defined by 

management. We describe a problem’s work requirement using shift segments where we 

sometimes think of each shift segment as having a minimum and maximum number of staff 

required covering it. Shift segments also describe shifts. We regard a shift as a day’s work for a 

particular individual on a specific day and as such we sometimes refer to it as a daily shift. We 

describe shifts as a combination of one or more shift segments satisfying shift rules of the 

individual to whom it is allocated. Shifts are used to describe roster lines, which specify all work 

that is performed by an individual over a roster period. 

We classify rostering processes into two categories: cyclic rostering and non-cyclic, or dynamic 

rostering. Cyclic rostering is where a roster is built once and the roster lines are cycled until it 

becomes necessary to reprocess the roster because of changing work requirements, or preferences 

of the staff, or both. Dynamic rostering is rostering for which rosters are built at regular intervals 

given by the roster period; we sometimes refer to the roster period as simply the roster. Each 

dynamic roster is different from the previous because the work requirement and/or the preferences 

of the staff vary from period to period to a degree that justifies a different roster each time.  

Cyclic and dynamic rostering require different basic approaches. For example, cyclic rostering 

requires that each roster line cycles around from its end to its beginning and includes this as a 

consideration in terms of applying rules and measuring quality. For dynamic rostering we do not 
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know what the continuation of the currently processed roster will be, therefore, we should ideally 

include special heuristic rules for the current problem approximating implications for the 

satisfaction of expected requirements at the start of the subsequent roster period.  

Our focus has been on dynamic rostering problems since these are predominant in the industry 

problems we have been involved with; for example, the nurse rostering problems at Auckland 

Healthcare are currently dynamic rostering problems. Note that we discuss the special heuristic 

rules linking dynamic rostering problems in the context of the extensions to the project in Section 6 

(p188). 

Another aspect to note about our approach to rostering is that we assume that each individual may 

have a unique roster line. This is an extreme approach. To appreciate the extremity of our approach 

we consider the opposite extreme which is to group staff together into one or more groups and 

collectively allocate the individuals in each group the same roster line. Between these two extreme 

approaches there are a multitude of ways that an individual’s roster line can be made to be 

dependant on those of the other staff – some more relevant to each particular rostering situation 

than others. We discuss some hypothetical examples of the ways we may make the roster lines of 

groups of individuals dependant on each other in the context of the extensions to the project in 

Section 2.1.3 (p44). 

For PETRA the upper bound of complexity of rules for roster lines that we can handle is 

determined by whether the rule can be modelled in our accumulation based constraint framework 

(see Section 2.2.1.4 (p60)). The accumulation based constraint framework provides abstract rule 

descriptions that use accumulations of classes of entities in the roster. We express rules by defining 

classes of entities and then defining bounds on the accumulation of entities for the classes. We also 

use accumulations to measure quality by defining quality metric functions in the accumulation 

value.  

Examples of rules that we cannot directly implement in PETRA, without some degree of 

approximation, arise in the airline industry where the legality of a sequence of flights to be worked 

by an individual is typically a complex function of the properties of the allocated flights. An 

example of such a rule, taken from Anbil et al. [1], is given on page 32. 

In summary, the focus subset of problems is the subset of dynamic rostering problems where we 

can model the rules for roster lines satisfactorily using the accumulation based constraint 

framework. 
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Design goals 

Our primary design specification was to develop the most general rostering engine possible, within 

our focus subset of rostering problems, given the constraints of the available optimisation 

technology and mainstream computational resources. From a commercial perspective the goal is to 

maximise the cost efficiency and rate at which the system can be implemented over a wide range of 

rostering applications while minimising the maintenance and support costs. For particular clients 

for whom the standard engine is not suitable, the modular design of the system provides a basis to 

develop customised engines using a mix of standard components and more specialised modules 

such as problem-specific roster line generators. 

To achieve a practical implementation of a system fully automating the high quality production of 

rosters using optimisation-based methods we must have:- 

a) A windowed front-end and database with the necessary descriptive power for input of the 

problem. The front-end should be easy to understand and use, otherwise users may neglect to 

model features of the problem. 

b) The optimisation model needs to be able to model the problem. That is, it should be more of a 

case that the model is shaped to fit the problem rather than the problem is shaped to fit the 

model. Care should be taken that problem shaping by previous model implementations does not 

carry over into new models. 

c) We need to be able to obtain a good solution, requiring no manual completion, for a wide range 

of instances of the optimisation model. 

The work in this thesis project has focussed on (b) and (c) with a high degree of success. 

Apart from fundamental design goals, additional goals reflect anticipated future requirements of 

roster automation products. In particular, the modelling of arbitrary preferences is a large aspect of 

the design goal of this project and is, interestingly, not a significant feature of projects in the 

literature. Preferences can be regarded as quality metrics and rules for roster lines that are 

customised on a per staff basis. An example of an actual preference taken from an Auckland 

Healthcare nurse roster is where an individual will only work a night shift if they have at least two 

night shifts together. In practical terms this individual finds the night shifts, of which nurses must 

have a quota amount, disruptive to their personal life. This individual would prefer the disruption to 

be localised to a few isolated periods. In contrast there are other examples from Auckland 
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Healthcare where individuals, particularly older nurses who find it difficult to cope with the 

physical stress of shift work, required fewer night shifts in total and their preference is to have at 

most one night shift in a row. 

During the development of the roster engine for nurse rostering applications we found that the more 

we provided in terms of preference modelling, demonstrating our ability to model preferences, the 

more preferences we were requested to model; this is sometimes referred to in industry as ‘scope-

creep’. The nurse rosters we have examined typically have a large number of diverse preferences. 

Although New Zealand nurse rosters have greater flexibility than those in North America (Perry 

[49]), our dialogue with roster managers during this project suggests that as the market becomes 

increasingly aware of systems providing preference modelling it will become an increasingly 

important issue for roster automation products. 

What is to be gained for the users of better rostering technology? 

Benefits of roster automation can be divided into two classes (i) those arising from the full-

automation of the roster planning process and (ii) those from high quality rostering solutions. 

The benefits of full automation include:- 

• Reductions in roster construction costs. 

• Improved transparency of the rostering process, thus reducing employee disgruntlement. 

The benefits of high quality rostering solutions include:- 

• Improved efficiency in costs directly associated with the roster. For example, reductions in 

overtime and better management of supplementary ‘temp’ workforce (e.g., bureau nurses). 

• Improved roster quality including intangibles such as staff moral and satisfaction, and tangibles 

such as robustness. For example, tangibles such as robustness can be improved with better 

blending of experienced and inexperienced staff. Improved quality of intangibles can lead 

indirectly to cost improvement. For example, there is anecdotal evidence of staff having 

‘sickies’ on single days-on. This would imply that by reducing the number of single days-on in 

a roster we may also reduce absenteeism. 

• Improved satisfaction of individuals’ preferences and improved fairness, thus reducing 

employee disgruntlement. 
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The project in an academic context 

Previous projects in optimisation-based rostering, of which this project is an extension, have 

typically been for academic research and specialised one-off systems for particular applications. 

Generally, this development approach leads to highly tuned software with little opportunity for re-

use in other applications. This is an acceptable approach for high-cost rosters but is impractical for 

lower-cost rosters. The PETRA system aims to improve reusability of the software modules while 

allowing inexpensive customisation where necessary. 

Costs, quality and rules are generally modelled in the literature on a specific case basis with little or 

no attempt to seek generalised descriptions. Compact generalised descriptions of these are 

indispensable in facilitating the design specifications we have adopted. 

Initial commercially oriented developments using optimisation-based technology focussed on high 

value problems with high returns on even small gains in efficiency providing clear justification for 

high development and implementation costs, and high risk. A good example is the airline crew 

pairing problem. Despite increasing recognition of the benefits of OR technology, because of the 

high cost of development, implementation, and maintenance requiring optimisation expertise, it 

continues to remain that investment in the technology is justified only for organisations with large 

staff bases. It is interesting to note that TabCorp and Auckland Healthcare both have strong 

unionisation of their workforces which, from discussions with their rostering management, seems 

to be a significant factor motivating organisational management to invite reviews of their rostering 

processes. 

There seems to be little focus in the literature on improvement of the cost efficiency implementing 

optimisation-based technology for rostering applications (examples of projects that have focussed 

on this include Hansen and Hjorring [27] and this project). This is not surprising since the 

complexity of many practical problems was, until only recently, prohibitive for optimisation 

technology and mainstream computer technology. Targeting improvements in development and 

implementation cost is a precursor to the step of integrating optimisation technology into products 

marketed by software houses. This is part of an apparent three-phase progression of marketable 

technology beginning with a small number of high cost projects gradually moving to an increasing 

number of lower cost projects and, possibly, diverging production of off-the-shelf products with 

progressively decreasing cost. Placed in this perspective the thesis project focuses on research 

issues arising from the transition from higher cost projects to lower costs projects. 
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1.1 Review of problems, formulations and solution methods 

The rostering problem is essentially to allocate each individual with (a) start and finish times of 

work and (b) the roles in which they are working, so as to minimise costs while satisfying 

constraints ensuring that allocations (i) do not violate rules of employment contracts and (ii) satisfy 

a given work requirement typically specified by management. 

An additional objective component that maximises a quality metric of the patterns of work 

allocated to staff may be included and is combined with the previous objective using either a 

weighted sum or lexicographical ordering. 

In the following subsections we review, discuss and compare rostering problems taken from both 

the literature and this project. The objective components and constraints are presented qualitatively 

along with a qualitative overview of formulations of the rostering problem and solution methods. 

1.1.1 Rostering problems in practice: perspectives and comparisons 

Research in the literature has examined solutions to rostering problems in the service industry with 

occupations such as nursing and call centre operator, and the transport industry with airline and 

urban transport occupations. Rostering problems in one area have different specifications and 

solution requirements from those in other areas. In addition to variation between problems in the 

different areas of industry, the experience from the various applications for this project has been 

that there is a diversity of problems among organisations in the same area of industry. For example, 

we found a variety of requirements across the nurse rosters surveyed for this project and those 

described in the literature. 

The following subsections discuss and compare rosters in different industries. Issues we examine 

are: the complexity of rules and cost calculations, preferences, ‘hard’ and ‘soft’ rules, shift segment 

size and work requirement descriptions, work requirement pre-processing, rostering problem sizes 

and complexities. 

1.1.1.1 Complexity of rules and cost calculations 

Rostering problems have a wide range of complexity in rules and cost calculations. For example, 

airline and urban transport rostering problems have very complex rules and costs. This arises in part 

due to the nature of transport problems where staff are physically moved, in some cases across time 
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zones, during the course of the daily shift and so there are complex linkages between elements of 

the roster line. In comparison, rostering problems in the service industry often have simple rules 

and costs. 

1.1.1.2 Preferences 

In this section, we discuss broad issues concerning the preferences that staff may specify for their 

roster lines. 

Studies on the effects of rostering, particularly rostering for shift work, suggest that gains can be 

made from increased satisfaction of individuals’ preferences and increased consultation with staff 

in roster planning (Barton [5], Fitzpatrick et al. [25]). Increased satisfaction of preferences can (a) 

reduce disruption to home life, (b) match ‘larks’ and ‘owls’ to their best shift types and (c) improve 

staff recruitment and retention since staff are more likely to join and stay in a flexible environment 

(Barton [5]). On the issue of consultation the Royal College of Nursing states that “all nurses 

should have the opportunity and ability to review their own work patterns and to secure the 

working arrangements which best suit their professional and personal interests and their 

commitment to patients’ care” (Royal College of Nursing [51]). 

We can regard preferences as rules and quality metrics for roster lines that are customised for each 

individual. In the worst case we may be required to provide arbitrary preferences, which logically 

lead to arbitrary complexity of rules and quality. However, the culture that surrounds the rostering 

process of an organisation typically limits the preference complexity to a few simple preference 

patterns. The following are examples of patterns of preferences taken from a nurse roster surveyed 

at Auckland Healthcare. Note that we regard these preferences as rules. 

• No more than two night shifts in a row.  

• No night shifts on both Saturday and Sunday of a weekend. 

• Must have at least three days-off after a sequence of night shifts. 

• If a set of days-on finishes with a night shift then the subsequent set of days-on, following the 

intervening day(s)-off, must not start with a morning shift (0700 start).  

• No transition from a morning shift (0700 start) to an afternoon shift (1500 start) on consecutive 

days. 
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From our experience with rostering for TabCorp and trial rostering for Auckland Healthcare we 

found that perhaps the most important issue in treating preferences was not so much the satisfaction 

of preferences viewed on a per individual basis but the fairness when comparing the satisfaction of 

preferences for pairs of individuals. Rostered staff are generally prepared to accept their 

preferences not being met if all staff are equally disadvantaged, at least in the long run. Failure to 

generate rosters that are perceived as fair can lead to problems with the staff. Consequently, the 

ability to automate and ‘smooth’ fairness in preference satisfaction is of high value.  

By the nature of the features involved in the preferences the fairness of satisfaction of certain 

preferences may be viewed on a per roster basis while others must be viewed on both a per roster, 

and on a many roster basis. The following two examples of fair preference satisfaction demonstrate 

the cases of per roster based, and many roster based fairness. 

Night shifts are a necessary part of 24-hour operations such as hospitals and since there are 

typically not enough staff who prefer to do the night shifts they are sometimes shared among staff 

using a quota system. Typically, when nurses do not have a special preference to work night shifts 

or they have no special reason to be exempt from night shifts, nurses often have their quota of night 

shifts defined to reflect the number of hours they work per roster: more hours means more night 

shifts. In the trial rosters for Auckland Healthcare we distributed the deviations from these 

preferred numbers of night shifts among the staff in a way that satisfied the subjective quality 

constraints of Auckland Healthcare’s rostering management. Because night shifts are not 

considered so onerous that the quota system must be rigorously interpreted and the size of the 

deviations from the preferred counts of night shifts are not significant, there is no need to carry-

over unmatched quota from one roster to the next. It follows therefore that the fairness of these 

preferences is determined on a per roster basis. 

In contrast to the previous example, the distribution of the desirable penalty pay-rate Sunday shifts 

at TabCorp must be tracked on a many roster basis in order to implement fairness. This is because 

there is only one Sunday per roster and not all staff who prefer Sunday work can be allowed to 

work each Sunday. 

1.1.1.3 Hard and soft rules 

Because of the safety aspects of the work in industries such as health and passenger transport these 

rostering problems have ‘hard’ rules that must not be violated by the roster. In comparison, rules in 
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other service industries are often ‘soft’ or flexible and tend to be more like guidelines. Interestingly, 

a higher degree of flexibility in rosters can lead to challenging solution requirements. Firstly, the 

trade-off for violating one guideline against another is often difficult to model since it requires the 

rigorous definition of what is often a subjective judgement call made by a roster manager. 

Secondly, the lack of hard constraints means it is more difficult to make assumptions about the 

solution in order to improve solution performance. Compare this with, for example, the hard rules 

in airline problems that permit assumptions that form the basis for useful solutions methods. For 

example, branch-and-price sub-problems of integer programming crew pairing problems can be 

simplified with the use of the fact that all tasks are covered exactly once (Desaulniers et al. [17]). 

1.1.1.4 Shift segment sizes and work requirement descriptions 

In this section we look at three characteristic approaches to the use of shift segments to specify the 

work requirement and to describe the daily shifts that we expect to obtain from the rostering 

process to cover this work requirement. Note that as we saw earlier, in Section 1 (p4), we construct 

daily shifts in the rostering process by building sequences of shift segments satisfying the shift 

rules of the individual to whom they are allocated.  

An example of the first characteristic approach is the Auckland Airport Customs roster. The 

Customs roster uses 15 minute shift segments that reflect flexible working hours used to minimise 

staff idle time costs subject to satisfying minimum grade of service standards (Mason et al. [42]). 

Small shift segments such as these are generally used when flexibility is required to generate a 

large number of shifts that are used to efficiently match staff levels to workload. 

The second characteristic approach is often used in nurse rostering. Nurse rosters such as Auckland 

Healthcares’ have work requirements specified by staff levels required over the periods starting at 

0700, 1500, 1900 and 2300, with duration of 8, 4, 4 and 8 hours respectively. These periods and 

their staffing levels define our shift segments. As we saw previously for the Customs roster we 

construct a large number of daily shifts. However, some of these daily shifts may not ultimately be 

used in any of the roster lines we construct for the Customs roster. In contrast, for the Auckland 

Healthcare nurse rosters we specify the shift rules carefully so that we construct only those shifts 

that match the long-standing 8hr and 12hr daily shifts used by Auckland Healthcare. Put another 

way, we pre-specify the list of shift segments contained in each of the relatively small number of 

permissible daily shifts that will be used in the rostering process. 
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The third characteristic approach is not used very often since it is generally not very useful in terms 

of modelling. Managers using this approach specify work requirements such as 3 staff on the 0900-

1700 shift and 6 staff on the 1200-2000 shift. In this approach the shift segments are themselves the 

actual shifts allocated to staff and we do not permit the combination of multiple shift segments to 

form other daily shifts. We are effectively specifying the work requirement using ‘anonymous 

shifts’ - daily shifts that are complete in every sense except that they have not yet been allocated to 

a staff member. An important point to note about the example given for this approach is that the 

shift segments are overlapping. In this example we have essentially stated that the number of staff 

working each shift segment is independent of the combined number of staff working during the 

period when they overlap (i.e., 1200-1700). This is often not very useful in terms of modelling 

since we would generally like to control the total numbers of staff working at any time. Finally, we 

note that there are hypothetical cases where the anonymous shifts are constructed using multiple 

shift segments. These cases may reflect situations where we need to model large unpaid breaks 

between shift segments such as the case of split shifts (see split shifts in Section 1.1.2.1.2 (p17)). 

1.1.1.5 Work requirement pre-processing 

Work requirement pre-processing is where we transform the work requirement (the input into the 

rostering process) in some way to reduce the complexity of the rostering problem. The complexity 

of the rostering problem is strongly dependent on the complexity of options for daily shifts. For this 

reason there is generally a practical limit on the per-day number of shift segments used to construct 

daily shifts for an employee. In general, work requirement pre-processing involves reducing the 

number of shift segments used to describe the work requirement by aggregating them together. For 

example, due to the size of the resulting set of daily shifts it would be impractical to use 15 minute 

shift segments where shift rules allow arbitrary shifts of up to 8-12hr in length. In a case such as 

this we may process the work requirement into a smaller set of longer shift segments, of lengths of 

say 3-6hr, which represents a good approximation of the original work requirement. 

Although work requirement pre-processing reduces problem complexity it can introduce 

inappropriate artificial constraints that arise from the combined implications of (a) shift rules, (b) 

roster line rules and (c) the reduced number of options for daily shifts resulting from the work 

requirement pre-processing. 

For certain rosters it is permissible, and in some cases necessary, to perform a large amount of 

work requirement pre-processing. For example in the Auckland Airport Customs roster the 
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fundamental work requirement is described using shift segments with lengths of as little as 15 

minutes. This work requirement is pre-processed into a cost efficient approximation described 

using shift segments of 3 hrs or longer. These shift segments are aggregated into daily shifts on a 

per individual basis as part of the rostering process. Pre-processing the work requirement for this 

application is necessary since it reduces the complexity of the rostering problem to a manageable 

level. Perhaps more importantly this pre-processing is permissible because, although the potential 

effects on the solution quality are not measured since there are no bounds for the full problem, the 

rostering management accepts the quality of the rosters.  

Another example of work requirement pre-processing arises in the airline crew rostering problem 

where the work requirement is derived from the flights of the flight plan. The flights equate to shift 

segments to be covered by a crew of suitable skill/experience composition. For these problems 

work requirement pre-processing is called crew pairing and is an acceptable and necessary process 

to solve the airline crew rostering problem. In crew pairing the flights are aggregated together into 

sequences of flights that start and finish at a crew base. The aggregated flights are to be undertaken 

by an, as yet, anonymous crew composed of unspecified individuals with suitable skill and 

experience. These flight sequences are called crew pairings. The resulting set of crew pairings is a 

work requirement described by what are essentially anonymous shifts, albeit longer than one day, 

each to be covered by exactly one set of suitable individuals (or a crew). 

1.1.1.6 Roster sizes and complexities 

Rosters have a variety of complexities in the daily work patterns and lengths of the planning 

horizons. For example, the TabCorp Telebet call centre rosters are very large where some 

individuals can have 100 or more options for different daily shifts on certain days, while for nurse 

rosters at Auckland Healthcare each individual may have up to around 10 options for different daily 

shifts per day. TabCorp has a weekly turn around of the roster while Auckland Healthcare has up to 

a 6 weekly roster period. Viewed on a per day basis the degree of structure in airline and nurse 

rostering problems results in comparatively smaller problems. However, the planning period is 

typically longer than those with high daily shift complexity such as call centres. Nurse rostering 

problems we have encountered have lengths of between 4 and 12 weeks and so the problems are 

therefore very large. 
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1.1.2 Aspects of optimisation in rostering 

Although there is significant discussion throughout this thesis concerning various aspects of the 

problems, much of the discussion focuses on the application of optimisation methods to rostering 

problems. The following sections introduce basic aspects of the application of optimisation 

methods and we briefly discuss relevant and important approaches to formulation and solution from 

the literature. 

1.1.2.1 Objective and constraints 

Key components of any practical application of optimisation methods are the descriptions of the 

objective and the constraints. The objectives of rostering problems are, typically, the aggregation of 

many objective components and so they are often complicated. The constraints are often partitioned 

into two groups: the constraints modelling the work requirements and the constraints on roster 

lines. Constraints partitioned in this way require treatment within two problem sub-frameworks that 

arise from the decomposition of the full problem (see Section 1.1.2.2 (p19)). Another interesting 

feature of rostering problems is the large number of ‘soft’ constraints that arise from the high 

flexibility and lack of precise description typical of most rostering problems. 

In the following sections we look at basic aspects of the objective and constraints for rostering 

problems. 

1.1.2.1.1 Objective 

The objective functions of rostering problems are generally multicriteria and have components that 

can be divided into two classes. These are monetary costs and quality metrics. 

Monetary costs:- 

• Standard pay and penalty rate pay such as overtime. 

• Costs for casual or ‘temp’ workforce to supplement fulltime workforce. 

• Meals, transport, allowances and hotel costs. 

Quality metrics:- 
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• Coverage of work requirement: Where exact coverage of work requirement is not 

assumed, quality measurements are often made of deviations outside intervals of 

preferred coverage for shift segments. In addition to the measurement of coverage 

deviation quality viewed on a per shift segment basis we are often required to make 

some measure of the quality of the comparative coverage deviations for a number of 

shift segments. For example, Auckland Healthcare’s rostering management require that 

the counts of the total numbers of staff, above a threshold count, who are working each 

shift segment are ‘smooth’ and do not have peaks above a certain value. This 

requirement arises from robustness and care quality issues. To make the quality 

measurement of the comparative coverage we can regard the above-threshold counts as 

statistical random variables and view the linkage of these values as a variance. 

Minimising the variance plus the sum of deviation counts achieves a result consistent 

with Auckland Healthcare’s requirements, moreover this type of approach is consistent 

with specifications for other rosters (e.g., Jaumard et al. [33]) and is therefore a useful 

generalisation. Note that from the symmetry of the variables, minimising the variance-

based objective function is the same as minimising the sum of a convex cost function in 

each of the above-threshold counts, which can be easily implemented in linear 

programming using upper bounded surplus variables. 

• Meeting staff preferences: Where all staff preferences cannot be met, quality 

measurements are made of the deviation of the roster lines from the preferred roster(s) 

for each individual. In addition to the quality of meeting preferences on a per individual 

basis we are often required to make some measure of the quality of the comparative 

preference matching over many individuals. For example, TabCorp’s rostering 

management requires that staff have a fair distribution of penalty pay rate hours in a 

roster. The treatment of this is similar to that for comparative coverage deviation 

discussed previously except that the convex cost functions are implemented in the roster 

line construction sub-problems and not in the linear programming master problem. 

These objective components are aggregated into a single objective using either a lexicographical 

ordering or a weighted sum. Our approach has been to use a weighted sum. 

As we discussed previously in Section 1.1.1.5 (p13) the rostering problem is often preceded by 

some degree of work requirement pre-processing. The net result of work requirement pre-

processing is to reduce the number of shift segments used to describe the work requirement, and 
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thus reduce the complexity of the rostering problem. Often work requirement pre-processing fixes a 

significant fraction of the shift costs, which generally constitutes a large proportion of the monetary 

cost objective. For example, the total number of paid hours that are rostered to staff is sometimes 

determined by work requirement pre-processing. A good example of this is the airline crew pairing 

problem introduced on page 14. Additional smaller magnitude costs are determined in the resulting 

rostering problem. These costs include supplementary staff (i.e., ‘temps’) and certain overtime 

costs, however the remaining objective in the rostering problem is, in general, predominantly based 

on quality metrics rather than costs. By pre-processing the work requirement in these cases we are 

essentially making the rostering problem a multiple-objective optimisation problem where we treat 

the shift costs objective as being first in the lexicographical ordering. 

1.1.2.1.2 Constraints 

Constraints in the rostering problem can be partitioned into constraints on the coverage of work 

requirement and constraints on the roster lines. Constraints on the coverage of work requirement 

may be either ‘hard’ or ‘soft’ depending on the nature of the rostering problem. These constraints 

appear in the master problem and, as far as the linear programming mathematics is concerned, they 

are treated as ‘soft’ constraints and we relax the satisfaction into the objective function. Constraints 

on the roster lines appear in the sub-problem and are treated as either ‘hard’ constraints, or ‘soft’ 

constraints depending on the nature of the problem. Constraints on the roster lines can be 

partitioned into shift rules and roster lines rules. Shift rules are constraints belonging to an 

individual that govern the structure of shifts that may be constructed for that individual. The 

remaining constraints governing the appearance of roster lines for each individual are classified as 

roster line rules. 

In the following subsections we outline and discuss the partitioning of constraints on roster lines 

into shift rules and roster line rules. 

Shift rules 

Examples of shift rules include:- 

• Maximum and minimum lengths in terms of (i) paid hours, (ii) number of shift segments and 

(iii) total hours at work per day. 
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• Rules governing the number, length and position of rest periods within ‘split shifts’. A split 

shift is a daily shift where there are one or more unpaid breaks between periods of paid work on 

a day. 

• Staff preferences that may be expressed as rules. For example, ‘red’ requests at Auckland 

Healthcare include (i) when to be working and (ii) when not to be working. 

A mechanism implementing an important subset of shift rules is what we often loosely refer to as 

skills. Essentially skills define a mapping of each shift segment and each individual on to true or 

false indicating whether an individual can work the shift segment. Typically, we use this mapping 

to implement our intuitive notion of skills, which is: does an individual have the ability to perform 

the ‘type of work’ associated with working the shift segment? This mapping is extended to 

determine whether the individual can work a daily shift by checking whether the individual can 

work all of the shift segments in the daily shift.  

Over and above treating the intuitive notion of skills, the mechanism implementing skills is used to 

treat other aspects of the rostering problem. For example, skills are used to implement ‘red’ request 

preferences in the TabCorp Telebet rostering problem. An example of such a request is where an 

individual with skill of ‘supervisor’ prefers not to work a shift segment performing as a lower paid 

‘clerk’ at a remote call centre since the distance to work and the low pay rate does not make it 

worth their while. We use location dependant skills to implement the required restriction on the 

mapping of work to staff. 

Certain shift rules arise as part of the modelling process for PETRA. For rosters like the Auckland 

Healthcare nurse rosters, shift segments are determined by the periods that are overlapped by 

distinctly different subsets of long-standing shifts. For these rosters PETRA must have constraints 

so that only the original overlying shifts, and no others, are recovered when the shift segments are 

aggregated together. For example, a roster at Auckland Healthcare has two teams, red and blue, 

where staff can be arbitrarily allocated to work either one or the other on a day. The shifts for the 

red and blue team must be constructed from either all red or all blue team shift segments and not a 

combination of both. 

Roster line rules 

For the following discussion of roster line rules we will first briefly introduce some terminology. 
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We identify a workstretch with (a) a set of consecutive worked days in a roster line starting after a 

day-off and (b) the set of subsequent consecutive days-off ending on the day before a worked day 

(see Section A.1 (p196)). The workstretch concept includes not only the count of the worked days 

and subsequent days-off but also the description of the work content in the worked days. A related 

concept is the onstretch, which is the worked days component of a workstretch. 

Roster line rules are rules belonging to an individual that govern the structure of roster lines that 

may be constructed for that individual. Since roster lines are a sequence of shifts, roster line rules 

presume the shifts are pre-constructed and therefore we can assume in this partitioning of rules that 

there is no intersection between shift rules and roster line rules. Examples of roster line rules 

include:- 

• Minimum time off between daily shifts. 

• Workstretch constraints governing the workstretch content of:- 

  Days on 

  Days off 

  Daily shifts 

• Accumulations (see Section 2.2.1.4 (p60)), that is rules expressed as bounds on the 

accumulation of entities across windows. A common example of an accumulation is the paid 

hours accumulated across pay period windows with equality bounds on the accumulation value 

equal to the target paid hours. 

1.1.2.2 Formulation 

In the previous sections we looked at aspects of the application of optimisation methods to 

rostering in terms of the objective and constraints. In this section we look at interesting aspects of 

the formulation of rostering problems. 

A variety of practical optimisation problems over discrete sets, such as our rostering problems, are 

formulated as integer programming problems (Wolsey [59]). We define two classes of integer 

programming formulation for rostering problems: (i) standard (column generation) formulations 

and (ii) hybrid formulations. We have used standard formulations for all the problems that we 
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address in the code we have developed. Note that although we do not consider problems posed 

using hybrid formulations we present examples of hybrid formulations in Section 2.1.4 (p46) and 

discuss the potential advantages of using these formulations for certain problems. 

As we mentioned in Section 1.1.2.1 (p15) the constraints of rostering problems can be partitioned 

into (i) linear constraints representing the work that must be done and (ii) sets of possibly non-

linear constraints, one for each individual, defining the legal roster lines for the individual. In 

Section 2.1.1 (p41) we see that objective components can also be partitioned, linearly, in this way. 

For many rostering problems this is a natural partitioning of the modelling between the master 

problem and sub-problems although some advanced features of certain rostering problems – which 

we will ignore in the sense of this discussion – may require a treatment that crosses over within this 

framework (see Section 2.1.3 (p44)). In the sense of the following discussion, we adopt the term 

standard formulation to denote the natural partitioning of constraints, where we treat all roster line 

constraints within the sub-problems, since this formulation is used for a wide range of rostering 

problems. The term hybrid formulation is used in contrast to denote those cases where a subset of 

the constraints on roster lines is treated within the master problem framework. 

Hybrid formulations have a relatively small set of variables in which the variables do not represent 

complete and distinct roster lines. There are many variations of hybrid formulations for a problem. 

The size of the set of variables is often of polynomial order in the dimensions of the problem, 

which we typically specify in terms of say the number of staff, daily shifts and roster days. The 

polynomial size is usually the greatest appeal of a hybrid formulation since this implies quicker 

linear relaxation solution times. An example of a hybrid formulation is one where we have binary 

variables, denoted by xij, which are at value 1 when individual i works on shift segment j, and 0 

otherwise.  

Standard formulations have a large number of variables each representing a complete and distinct 

roster line for an individual. The size of the set of variables is of exponential order in the problem 

dimensions. A standard formulation is one where we have binary variables, denoted by xik, which 

are at value 1 when individual i works roster line k, and 0 otherwise. The standard formulation 

represents a Dantzig-Wolfe decomposition (Dantzig and Wolfe [13]) since the constraints on the 

structure of roster lines are partitioned into a sub-problem whose purpose is to construct legal roster 

lines and their objective coefficients. In this approach an assumption that typically remains is that 

the quality of the set of roster lines assigned to staff is the sum of the qualities of the individual 
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roster lines. Although this does not need to be the case, there does not yet seem to be any need to 

remove this assumption for the rostering problems that we have encountered. 

1.1.2.3 Solution methods 

In this section we briefly list important solution methods that have been used for scheduling 

problems. We consider scheduling problems to be a superset of problems that contains rostering 

problems. Note that crew pairing problems are an important class of these problems that have 

motivated the development of many of the solution methods. 

The main solution methods for scheduling include optimisation-based methods using integer 

programming (i.e., branch-and-bound via Lagrangian relaxation or linear programming) (Johnson 

et al. [34]), heuristic methods such as local search (e.g., simulated annealing, tabu search and 

genetic algorithms) and constraint programming (Brailsford et al. [9]). Integer programming 

methods include branch-and-price (Barnhart et al. [4]) and branch-and-cut (Hoffman and Padberg 

[29]). Column generation methods include optimisation-based methods based on dynamic 

programming (Desaulniers et al. [17]) and heuristics based on constraint programming (de Silva 

[16]). 

1.2 Review of literature and problem overviews 

The following sections present a detailed discussion and literature review for the rostering 

problems of two broad areas of industry: the service industry (see Section 1.2.1) and the 

transportation industry (see Section 1.2.2 (p30)). We also use this as an opportunity to present the 

problems we have focussed on in this project. 

1.2.1 Service industry 

The service industry continues to be a fast growing industry and by its nature this has meant 

increases in part-time positions if not fulltime positions. In the call centre industry, for example, 

there is a continuing high growth rate (Mehrotra [44]). Examples of specific industries with service 

related occupations include casinos, catering services and rest homes (Service and Food Workers 

Union [54]).  

With the growth of this industry there has been increasing focus on the management of rosters and 

the improvement of labour costs. The focus on labour costs follows from significant potential for 
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savings with improved shift organisation to better match customer demand requirements and reduce 

staff idle time. 

Shift work 

Shift work arises in 24-hour operations such as those of the service industry. Difficulties with shift 

work arise because the night shifts must be shared among the staff since there are, typically, not 

enough staff who prefer to do the night shifts. It is of value to briefly gain some insight into 

practical issues associated with shift work.  

A body of research has examined the effects of shift work on individuals and their work 

performance. Effects can be classed as outcome (biological and psychosocial effects on individuals) 

and process (effects on performance) (Fitzpatrick et al. [25]). Outcome effects can include general 

job related stress, disturbed sleep, chronic fatigue, anxiety, irritability and digestive complaints 

(Barton [5]). Conflict between the non-standard hours of shift work and the fact that humans are 

diurnal often causes disruptions to social and domestic life (Barton [5]). There are suggested 

correlations between shift work and reduced voluntary organisation participation, increased solitary 

activities and problems with social isolation. Investigations into performance effects examine 

correlations between performance measures and (i) 8hrs vs. 12hrs shift lengths and (ii) fixed shifts 

vs. rotating shifts (Fitzpatrick et al. [25]). Fitzpatrick et al. [25] use the term rotating shifts to 

describe the case where staff may work more than one type of shift in an onstretch, where we 

distinguish shifts particularly by their start time. In contrast, fixed shift rosters are rosters for which 

staff may not work more than one type of shift in an onstretch. 

Factors of the rostering process influencing cited shift work effects include the regularity or 

irregularity of rosters, the flexibility or inflexibility of the roster planning to satisfy individual 

preferences, and the degree of shift rotation. 

1.2.1.1 Nursing 

Nurse rostering problems have in recent times been a popular topic of research. The distinguishing 

features of this problem are (a) the typically large skilled workforce working in a continuous 

operation and (b) the important issues of patient care and safety. Note that the largest cost to 

hospitals is staff costs, and the largest component of the staff costs is for nursing staff. It is 

therefore likely to be of interest to hospital management to manage costs related to nurse rostering 

using optimisation-based rostering technologies. 
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Roster related costs over and above standard pay rate costs include penalty pay rate costs (i.e., 

overtime), the costs of staff retention (i.e., costs of recruiting and training new staff), and bureau or 

‘temp’ nurse costs. These costs are dependent, either directly or indirectly, on both the employment 

climate and the capability of rostering management to provide satisfactory rosters. 

The current employment climate in nursing has increased pressure on health management to 

improve staff retention by increasing flexibility to meet individual’s preferences in the rosters. The 

current global nursing shortage is the result of a general trend of women moving away from nursing 

careers because the conditions are becoming less attractive as opportunities increase in other more 

desirable careers. This has lead to increasing numbers of nurses becoming casual bureau nurses 

because of the flexibility and the increasing amount of casual work available (i.e., although the 

work is not guaranteed under any contract, it is an increasingly attractive option). For example, a 

growing trend is for new nurses, disliking night shifts, to choose the flexibility of bureau work over 

the night shift quotas and other inflexibility in the contracted nurse rosters (Perry [49]). 

Under the current nursing employment climate in New Zealand the priorities of health management 

for rostering are focussed mainly on the quality of the roster for nurses to improve staff retention at 

the expense of bureau nurse costs, which are becoming a secondary budget issue (Perry [49]). 

Rostering problems in the literature include cyclic (Mason [40]) and non-cyclic nurse rostering 

problems (Mason and Smith [41]). Typically, problems have work requirements that are described 

using long-standing shift patterns. Some problem formulations have assumed hard coverage 

constraints and special guidelines and rules for violating specifications of paid hours in roster lines 

(Jaumard et al. [33]), while others have assumed hard paid hours constraints and special guidelines 

and rules for violating specifications of coverage requirements (Mason and Smith [41]). 

Solution methods include branch-and-price integer programming (Jaumard et al. [33], Mason and 

Smith [41]), local search (Dowsland [22]), and constraint programming (Baldenweck et al. [2], 

Cheng et al. [11]). Mason [40] examines cyclic nurse rostering problems using a hybrid formulation 

solved using integer programming with branch-and-cut.  

The papers Baldenweck et al. [2] and Jaumard et al. [33] include a detailed review of published 

research in nurse rostering. 
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Auckland Healthcare nurse rosters 

The following discussion summarises features of the nurse rosters of Auckland Healthcare, which 

were investigated in this project as part of a trial rostering programme for a contract tender for 

Auckland Healthcare’s rostering system. Note that the Auckland Healthcare nurse rostering 

problems are discussed in more detail in Section 4.2 (p150).  

Auckland Healthcare’s nurse rosters have five shift types consisting of three 8 hour shifts: morning 

(M), afternoon (A) and evening (E); and two 12 hour shifts day (D) and night (N). We can view 

these shifts as single or pair combinations of four underlying shift segments per day.  

Staff work either 8 or 12 hour shifts, although there are an increasing number of staff who have 

elected to work a mix of both. 

Staff have a fixed contracted number of paid hours they must have rostered over fixed ‘pay 

periods’; for example, three-weekly for 12 hr nurses, fortnightly for 8 hr nurses. Consequently, 

some work is generally left uncovered and is later filled in a post-planning phase with bureau 

nurses.  

Interestingly, although there are uncovered shifts there are also systematically over-covered shifts 

on weekday morning and afternoon shifts, which serves in part to provide some flexibility to 

implement preferences. In spite of the apparent looseness of the coverage requirements, which is a 

result of health management policy and persistent rostering culture, over-cover is discouraged on 

night, evening, and weekend shifts because of costs resulting from penalty pay rates. In addition to 

cost issues, over-cover on night and evening shifts is also discouraged because staff as a whole 

prefer minimal numbers of these undesirable shifts. Under-cover is preferred on weekday mornings 

since these shifts are easier and cheaper to fill with bureau nurses. 

Roster robustness and service standards motivate special features of nurse roster work 

requirements. For robustness reasons the counts of the total numbers of staff, over a management 

defined baseline staff count, who are working on each shift segment are ‘smooth’ and do not have 

peaks above a certain value. For robustness and service standards reasons the number of skilled and 

unskilled staff rostered to work simultaneously should be balanced. For example, if there are too 

few skilled staff then the collective skill and experience of a shift’s staff may lead to increased 

incidences of poor patient care decisions. Too many skilled staff on a shift may mean a shortage on 

other shifts in the roster. 
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For the following discussion we will first briefly introduce some terminology. 

The acronym FTE stands for fulltime equivalent. In our interpretation, FTE is a real value in the 

interval [0, 1] defining the average weekly number of paid hours an individual is contracted to 

receive. Averages are used because shift work staff will not, in general, get the same number of 

paid hours in every week, although the average across specified ‘pay periods’ is bounded by 

contract. To get the actual average weekly number of paid hours for an individual, we multiply the 

individual’s FTE value by a constant defining the average weekly paid hours assigned to a standard 

fulltime worker. For Auckland Healthcare this value is 40 hours. Pay periods for Auckland 

Healthcare are 2 weeks for staff who work 8-hour shifts and 3 weeks for staff who work 12-hour 

shifts. 

The Auckland Healthcare nurse rosters have a high diversity of preferences. These include when-

to-be-working and when-not-to-be-working preferences, and days-on and days-off pattern 

preferences. In addition to individual preferences there are also a significant number of across-the-

board rules and quality metrics. Note that the across-the-board rules represent minimum bounds on 

quality defined by the Auckland Healthcare rostering management and, in some cases, are 

extensions of the employment contract rules described in Section 4.2.2.4.1 (p160). The following 

classification outlines across-the-board issues for an Auckland Healthcare nurse roster:- 

• Workload 

12 hr staff with FTE of 0.9 and 8hr staff with FTE 0.6 must not work more than 3 days in a 

row.  

 12hr staff must not work more than 7 days in any rolling 14 day period. 

 12hr staff must not have consecutive 4 day onstretches unless they are separated by at least 

5 days-off. 

• Workstretches 

Single days-on are undesirable. 

Single days-off are highly undesirable. 

A workstretch containing a single day-on followed by a single day-off is extremely 

undesirable. 
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• Night shifts 

 If staff must work long onstretches (e.g., 4 days for 12 hrs staff with FTE 1.0) then it is 

preferred that the shifts are not night shifts. 

 Single days-on containing night shifts are undesirable. 

Staff must have at least 2 ½ days-off after an onstretch ending with a night shift.  

Each of the across-the-board rules (even including those from employment contracts) can, with the 

consent of rostering management, be ignored for an individual as a result of their preferences. Note 

therefore that there are essentially very few, if any, global and invariant ‘hard’ rules by which we 

can make assumptions to simplify our solution of these rostering problems. 

Cyclic rostering 

Cyclic rostering has received significant research attention in the context of nurse rostering. 

Therefore we briefly present and discuss the problem in the context of this section on nurse 

rostering. 

Cyclic rostering is used because it is a relatively simple, although potentially inflexible, framework 

for administering rosters. Health management argue that staff ‘build’ their lives around the cyclic 

roster (Perry [49]), and staff can swap shifts amongst themselves as a means of increasing 

flexibility. Almost every North American nurse roster is cyclic compared with only a few currently 

in New Zealand (Perry [49]). Cyclic rosters are reprocessed approximately every 6 months when 

significant numbers of staff are requiring large amounts of shift swapping thus manifesting the 

inappropriateness of the roster with respect to the lifestyles of the staff. 

Cyclic rosters have cycles of roster lines joined end to end. Typically, a week is the smallest unit of 

roster line cycle length. The following figure shows a view of a three week roster line cycle.  
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Figure 1.1: A three week cycle 
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In each week a third of the staff would be proceeding through each of these three weekly lines. At 

the end of the week the staff move into the following weekly line with staff in line three returning 

to line one. 

1.2.1.2 Shift scheduling 

The shift scheduling problem was first introduced by Edie [23] (Mehrotra et al. [45]) where it was 

applied to the scheduling of toll booth personnel to reduce queuing delays. The first integer 

programming formulation of the shift scheduling problem was developed, incidentally for this same 

problem, by Dantzig [12] (Mehrotra et al. [45]). 

The shift scheduling problem is: for a given requirement of staff numbers in time periods, we 

aggregate time periods and their requirements together into an equivalent work requirement 

specified using shift segments of length greater than the time periods. This is an example of work 

requirement pre-processing (see Section 1.1.1.5 (p13)). Note that using the shift scheduling 

problem we may also possibly construct anonymous shifts, which may include rest as well as work 

structure (Mehrotra et al. [45], Hung et al. [32]). 

A preliminary step is generally undertaken for the shift scheduling problem to determine the staff 

levels required in the time periods. For example, this preliminary step may use a stochastic 

customer queuing system to generate deterministic work requirement information. In this step 

simulated customer queuing is used to estimate required staff numbers in the time periods so that 

customer grade of service requirements are satisfied with specified confidence (Beaumont [7], 

Mason et al. [42], Hung et al. [32]). 

Because the shift scheduling problem is used for work requirement pre-processing, care should be 

taken with its definition to avoid two potential problems. Firstly, for similar reasons discussed in 

Section 1.1.1.5 (p13), it is possible that the combined interaction of (i) using only a subset of time 

period combinations for shift segments in the rostering process and (ii) the roster line rules for the 

rostered individuals may diminish the quality of the rostering problem solution. Secondly, if we 

construct these shift segments and anonymous shifts without regard for the individuals to whom 

they will be allocated, then we have not considered the quality of them in terms of individuals who 

may have preferences that define these as highly undesirable.  

In general, for these types of problems, if there is one solution with a particular objective value then 

there are many solutions with this objective value, a condition referred to as degeneracy. 
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Consequently, it is almost certainly the case that we could derive another equivalently good set of 

shift segments with which we could avoid the aforementioned difficulties and thus improve the 

rostering problem solution quality. Henderson and Mason [28] proposes an iterative framework for 

creating linkage between shift scheduling and rostering to treat these problems. 

1.2.1.3 Call centre 

In this section we give an overview of the TabCorp Telebet (Melbourne, Australia) call centre 

roster. This roster was the focus of a sub-project to develop an engine to be run from an existing 

rostering database and front-end developed by Mantrack NZ Ltd (Auckland) for TabCorp Telebet. 

The engine that was developed was run offsite at Mantrack to produce the TabCorp Telebet roster 

during a trial period from October 1998 to October 1999. After completing the trial period it was 

released to TabCorp where it continues to be run onsite. Note that the TabCorp Telebet rostering 

problems are discussed in more detail in Section 4.1 (p129). 

The project was not involved with the specification of the rostering problem since the rostering 

database and front-end system − through which the TabCorp Telebet rostering management defines 

each problem − was already implemented before the project started. Therefore we describe the 

rostering problem as it is represented in the database. 

The TabCorp Telebet rostering process involves weekly allocation of approximately 750 call centre 

operators to 2300-3000 ‘job’ shift segments described by 220-250 distinct shift segments of lengths 

between 4 and 6 ¾ hours. The roster is required to be constructed weekly due to changing work 

requirement, changing staff preferences and staff attrition/recruitment. 

The large numbers of distinct shift segments per day reflects the dynamic customer demand across 

the day and the efforts of the rostering management to exploit specialised shift organisation driven 

by consumer demand to improve labour cost efficiency and reduce idle time. 

Each shift segment requires individuals to have one of three different skills (supervisor, standard 

clerk and preferential customer clerk) and is located at one of three call centre sites split between 

two different physical locations in Melbourne. Staff can work up to two shift segments per day. 

Split shifts must be worked at the same location and must be separated by between ½hr and 1hr, 

which represents a break period. 

In terms of preferences staff can specify:- 
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1. What times they are unavailable to work. 

2. Which sites they are available to work at. They can also specify that they will only work at a 

distant site if they are given a high pay-rate shift, thus making the job worth the trip to work. 

3. The maximum number of shift segments they work per week. Staff do not specify a required 

number of paid hours per week and therefore this number may vary between rosters depending 

on the ‘loading’ of the roster. 

4. Whether they can have a maximum of one shift (‘singles’ staff) or two shifts per day (‘doubles’ 

staff). 

The roster should address the fair distribution of penalty pay rate shifts and undesirable times of 

work. There are five penalty pay rate issues, which include penalty rates on work after 8:00pm and 

work on Sundays. Saturday night shifts are generally considered undesirable and the recommended, 

and most transparent, treatment is to fairly distribute these over all staff, over several weekly 

rosters. 

In reality the shift segments require exact coverage although the minimum coverage bound is 

relaxed for the rostering problem. Therefore the objective is essentially to cover as many shift 

segments as possible subject to satisfying the ‘hard’ shift and roster line rules. Note that the most 

influential of these rules is the maximum bound on the number of shift segments per individual per 

week that staff specify as a preference. The result is uncovered shift segments but feasible roster 

lines. The uncovered shift segments are later filled manually by the roster managers who are able to 

make judgement calls on the violation of shift and roster line rules based on information about the 

roster and the staff that is not represented in the database. 

1.2.1.4 Customs 

In this section we give an overview of the Auckland International Airport Customs roster. This part 

of the project represents early development of the PETRA system undertaken prior to the thesis 

project and also the shift scheduling work undertaken by Mason et al. [42]. 

The Customs roster involves weekly allocation of shifts to approximately 50 Customs staff. There 

are a variety of different shift segments generated to best match the demand from flight arrivals and 

departures. Shift segments are between 3 and 8 hours in length. The distribution of the shift 

segments throughout the day reflects the 20-hour daily period of operation. The roster is required to 
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be reprocessed weekly since there is little repeated pattern of shift segments from day to day and 

only slightly more pattern from week to week. 

All staff have the same skill so, preference permitting, any individual can work any shift segment. 

There are few roster line rules, which is typical of a service industry roster. 

The Customs rostering process has a preliminary shift scheduling step that constructs the work 

requirement using a queuing simulation of customer demand. The shift segments constructed to 

describe the work requirement are specified with start and finish times and required staff numbers 

(since there is no issue of skill) while observing relevant global rules in employment contracts and 

reducing shift costs.  

In terms of preferences staff can specify:- 

1. What times they are unavailable to work. 

2. Preferred and non-preferred times to work. 

3. A minimum number of paid hours per week. No maximum is defined. 

General issues of roster line quality are included in the objective function. These include (i) 

consistency of start times of successive daily shifts, (ii) matching of staff preferred and non-

preferred work times and (iii) variation from paid hours targets. 

The roster requires a reward-based mechanism for distributing work among staff to promote 

individuals to make themselves available for unpopular shifts, such as the night shifts. This 

mechanism scales the paid hours targets dependent on the proportion of unpopular or ‘tight’ shifts 

they are available to work. 

1.2.2 Passenger transportation industry 

As we mentioned in Section 1.1.1.1 (p9) rostering problems in the passenger transportation industry 

are distinguished most notably from those in the service industry by the fact that workers are 

physically moved, in some cases across time zones, during the course of the shift segments. 

Consequently there are complex linkages between work elements in the roster lines which results in 

special demands on the solution methods. 
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In the following two subsections we look at two important frameworks for rostering problems in 

the passenger transportation industry: the crew pairing problem and the crew rostering problem. 

1.2.2.1 Crew scheduling: pairing 

The cost of crewing airline fleets is the second largest operating cost for an airline, and the 

objective of the classic crew pairing problem generally represents a significant fraction of these 

crew costs. The crew pairing problem therefore has attracted significant research attention over 

recent years. Much of the solution methodology in this project draws upon the results of this 

research. 

Crew pairings are a work requirement intended for input into the airline crew rostering process. A 

single crew pairing is a fixed pattern of flights over one or more days to be covered by exactly one 

unspecified crew and represents all the work undertaken by the anonymous crew over its duration. 

The crew pairing starts and ends at the home base of its crew members. Typically, the crew 

composition is assumed constant over the crew pairing duration. The crew members to be 

associated with the crew pairing will finish a rest period at their home base at the beginning of the 

crew pairing and start a rest period at their home base at the end of the crew pairing. Roster lines 

are assumed to be specified as a sequence of alternating pairing and rest periods. 

The crew pairing problem is an example of work requirement pre-processing (see Section 1.1.1.5 

(p13)). In the crew pairing problem flights are aggregated together into fixed sequences of flights to 

be performed by a yet unspecified crew. In this way we will have transformed the requirement of 

one crew per flight into one crew per pairing, and therefore we can ignore the complexity of 

constructing these entities in the subsequent rostering problem. 

Although work requirement pre-processing reduces complexity it may introduce potentially 

inappropriate artificial constraints that arise because of linkage between rules that govern the 

sequence of crew pairings in the roster lines, and the restricted options for pairings imposed by the 

chosen pairing subset. Sensitivity analysis of these artificial constraints is seldom made since useful 

bounds are seldom available for the ‘full’ problem that is not separated into the crew pairing and 

crew rostering problems. The essential argument for this approach is however that this form of pre-

processing is necessary to make the problem manageable. In fact, given the scale of the costs in the 

crew pairing problem compared with other costs in the airline crew rostering problem we are, by 

separating the problem into crew pairing and rostering, essentially making the undivided rostering 
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problem into a multiple-objective optimisation problem. The crew cost component of the crew 

pairing objective is then considered first in a lexicographical ordering. 

Airline crew pairing and crew rostering problems have complex, non-linear rules and costs (Anbil 

et al. [1]). This arises in part from the nature of transport problems where individuals are physically 

moved during the course of the shift segments and so there are complex linkages between work 

elements of the roster line. Monetary costs, including meal, hotel costs and allowances, arise as a 

consequence of staff holding periods of rest away from home over the duration of the crew pairing. 

Since the crew pairings are typically constructed with no particular individual in mind the quality 

of the pairing is modelled generically. For some carriers the pairing quality is built into the 

collective employment contracts and is, therefore, represented as constraints in the problem 

(Desrosiers et al. [21]), thus reducing cost calculation complexity. 

In addition to the complexity of rules, the safety aspects of flight crewing work means the rules are 

‘hard’ and must be strictly conformed to. This can present difficulties if the solution is ‘tight’ 

against these rules. For example, approximations of such rules, used to facilitate solution methods, 

may degrade the solution. 

Typical rules include maximum day length of a crew pairing, maximum flying time in a daily duty, 

and minimum time between flights in a daily duty. More complicated, and often carrier specific, 

rules are specified by multiple features of the pairings. For example (Anbil et al. [1]) “in any 24 

hour window of a pairing, a crew member flying up to 8 hours is entitled to an intervening rest 

period of 540 minutes before the next duty. However, if necessary this can be shortened to 510 

minutes, but if this is done, then the following intervening rest must be at least 630 minutes.” 

Desrosiers et al. [19] present a unified framework for fleet and crew scheduling using a multi-

commodity network flow model with resource constraints. The model was successfully applied to 

crew pairing problems, with more recent successes documented in Desaulniers et al. [18]. The 

problems are solved using Dantzig-Wolfe decomposition with a column generation problem 

formulated as a shortest path problem with resource constraints. Integer solutions are obtained 

using branch-and-price via linear programming. 

A distinctly different approach is taken by the Carmen system (Hansen and Hjorring [27]). Rather 

than a general mathematical framework for the crew pairing problem, like Desrosiers et al. [19], the 

Carmen system provides a framework for relaxing the roster line rules and efficiently searching the 

relaxation space of the sub-problems using a ‘black-box’ rule checker. The rule checker calls out 
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from the system thus providing customisability and therefore generality. The master problem is 

solved using a specialised approximation algorithm based on iterative adjustment of the reduced 

costs to achieve integer solutions (Wedelin [56]). 

Desrosiers et al. [19] presents a succinct overview of airline crew pairing problems and review of 

the solution methods used in the literature. 

1.2.2.2 Air crew rostering 

In this section we discuss the airline crew rostering problem. Solving this problem completes the 

airline crew rostering process by allocating crew pairings to specific crews. 

The airline crew rostering problem for long-haul flight operations (which we will assume implies 

that crew pairings can have lengths of three or more days) has received less attention in the 

literature than short-haul flight operations for two reasons. Firstly, the short-haul rostering problem 

is significantly more complex than the long-haul problem and thus represents a greater technical 

challenge. This is because the lengths of the round trips to and from home base (pre-constructed in 

the crew pairing problem) are shorter in the short-haul rostering problems than the long-haul 

problems. Consequently there is less structure imposed by the short-haul crew pairing problem and 

thus more complexity remaining in the rostering problem (Day and Ryan [15]). Secondly, the short-

haul rostering problem has a comparatively larger monetary cost objective than the long-haul 

rostering problem, and therefore represents a greater opportunity for cost saving. This is because 

the majority of the crew costs are fixed for the long-haul operation roster in the solution of the crew 

pairing problem. In contrast, many of these costs remain to be determined by the short-haul 

rostering problem. 

The rostering problem is concerned with the allocation of the work elements to the actual crew. 

Therefore we consider constraints on the skill composition of the crew, and the preferences of 

individuals for the pairings they are allocated. Costs include the cost of bringing in additional staff 

to cover work left over after the regular crews have been assigned as much work as possible given 

the constraints. 

Desrosiers et al. [21] presents a review and classification of the solution methods for airline crew 

rostering problems in the literature. 
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1.2.3 Growing research areas 

Areas of increasing research interest in rostering include the application of stochastic programming 

methods, the solution of roster repair problems, and opportunities for parallelisation of 

computerised rostering. 

Although integer programming methods construct solutions for airline crew pairing problems that 

represent large improvements in pay costs over other methods, these savings are often not fully 

realised in practice due to rescheduling of crews resulting from weather and technical difficulties 

during the course of the schedule period (Johnson et al. [34]). Stochastic integer programming 

formulations may improve the robustness of the schedules by accounting for a number of different 

scenarios with associated probabilities of their realisation. However a stochastic problem will be at 

least as many times larger than the deterministic problem as there are scenarios to be modelled and 

so these problems are large. 

During the operation of a roster the so-called schedule repair problem arises when rescheduling 

occurs and it is necessary to re-implement the planned schedule. This is difficult because a partial 

‘fix’ problem is often necessary to be formulated and solved within a short period of time (Johnson 

et al. [34], Anbil et al. [1]). Schedule repair problems are of greatest interest in rosters with location 

dependence, such as rosters in the transportation industry, where effects of decisions are complex 

because they reach further into the schedule’s future, compared with say nurse rosters. Generally 

this repair problem is of little practical importance to non-location dependent problems, where fixes 

can often be performed manually. 

1.3 Complexity: finding solutions 

The rostering problems we solve belong to the class of NP-hard problems. This essentially means 

they are considered ‘difficult’ problems to solve and there are, as yet, no easy ways of solving large 

problem instances to optimality. 

Note that it is the general experience that optimisation problems on discrete sets (e.g. integer 

programming problems) are much more difficult to solve than problems of similar size involving 

infinite, continuous sets (e.g. linear programming problems, and constrained multi-variable 

calculus).  
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Another difficulty with rostering problems is the size of the standard formulation of the problem. 

Standard problem formulations have binary variables, denoted by xik, which are at value 1 when 

individual i works roster line k, and 0 otherwise. The difficulty with the standard formulation is that 

the size of the problems, in terms of the number of variables, grows roughly exponentially with the 

number of roster days. 

How do we deal with complexity? 

To deal with these difficulties we may take two classes of approaches: (i) we simplify the problems 

using approximation and (ii) we settle for a ‘good’ solution of the problem rather than attempting to 

find, and confirm we have found, the optimal solution. The methods, by class, include:- 

Approximation 

• Simplify the pricing sub-problem. 

Impose heuristic constraints, which are consistent with the quality metrics in use. 

• Use heuristic decomposition of the problem. 

Solve the roster in parts: (i) process small periods of the roster, (ii) process subsets of staff. 

Once the whole roster has been processed we iteratively reprocess the roster in some way in 

an attempt to improve the solution. 

Settle for a ‘good’ solution 

• Use a greedy branch-and-bound search and terminate on the first integer solution found. 

Impose multiple branches at a node and ignore the possibility of backtracking. 

Lock integer constraint branches (see Section 2.3.3.3 (p114)). 

These approaches are suitable for us because of the flexibility of the problems we have examined 

so far. The flexibility in our problems arises from the permissibility for the under-cover of work 

requirement. A similar observation is made in Desrosiers et al. [21] concerning flexibility in an 

airline crew rostering problem. 

For the Auckland Healthcare problems, under-cover of work requirement is permitted because of 

current budget policy allowing significant numbers of ‘temp’, or bureau, staff to fill uncovered 
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jobs. Auckland Healthcare has done this to provide flexibility to (a) satisfy the preferences of staff 

and (b) maintain a high level of quality in the roster lines. 

For the TabCorp Telebet roster, the problem in fact requires exact coverage of the work 

requirement although the minimum bound is relaxed for the rostering problem. This is necessary 

because aspects of the problem, such as lists of ‘volunteer’ staff who may have their rules relaxed 

to perform overtime if required, are not described in the database and therefore these aspects of the 

problem could not be exploited in the model. The objective is, therefore, essentially to cover as 

many shifts as possible subject to respecting the maximum numbers of shift segments per 

individual per week. The result is under-covered shift segments but feasible roster lines. The under-

covered shift segments are filled manually, after the automatic roster processing, by the roster 

managers. 

We note that for problems with more emphasis on constraint satisfaction, such as the crew pairing 

problem, use of these methods may fail to find feasible solutions. 

In summary, our approach for solving the rostering problems essentially looks for a feasible 

solution with respect to a subset of selected ‘hard’ constraints, which maximises the satisfaction of 

the constraints we have relaxed into the objective, while simultaneously optimising the actual 

model objective. For our problems the ‘hard’ constraints are generally the shift rules and roster line 

rules that arise from employment contract rules such as maximum bounds on the number of paid 

hours. 

1.3.1 Priorities: modelling vs. solution methodology 

Throughout this project we have juggled the focus of the research on modelling and solution 

methodology. The emphasis has been more on the modelling side. It was highlighted by our work 

with Auckland Healthcare that if we have an incomplete model of the roster’s quality and rules, in 

particular with respect to the preferences of the staff, then the solutions for rostering problems like 

those at Auckland Healthcare are practically useless. Therefore the pursuit of optimal solutions for 

a simplistic, inaccurate model is much less useful than the pursuit of ‘good’ sub-optimal solutions 

for a complete model. Consequently the emphasis of this project, particularly concerning the 

Auckland Healthcare component, has been on developing a complete model since without it almost 

any solution we may obtain would be useless. Furthermore it is not clear that a single solution 
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methodology that is any more refined than those that we have adopted would be robust enough to 

cope with the wide variety of instances of the model. 

In addition to the impracticality of pursing optimal solutions for an incomplete model, it also seems 

impractical to pursue optimal solutions when we consider both the sensitivity of the solution to 

quality metrics, and the imprecise and subjective definition of the comparative weighting of the 

component quality metric functions. 

It is of further interest in this discussion of complexity, and in interesting contrast to the previous 

discussion of complete roster modelling, to look at the case where it is of benefit to avoid 

developing a complete model of the roster and resort to a simpler relaxation problem. The TabCorp 

Telebet roster is a good example of a case where it can be satisfactory to solve an ‘easy’ relaxation 

problem that requires a simple manual patch-up rather than spending resources developing an 

elaborate system which is likely to demand a high degree of maintenance of the problem to achieve 

full-automation for each processing of the roster. For the TabCorp Telebet roster, the relaxation of 

the rules is such that we have feasible roster lines but violated work requirements. The manual task 

of repairing this by assigning the unallocated work to ‘volunteer’ staff, who have elected to work 

overtime if required, is a relatively easy process. Note that in contrast, if the relaxation were to have 

infeasible roster lines but satisfied work requirement, then we would have the more difficult 

manual task of swapping work between the volunteer staff, and the staff who have been illegally 

assigned extra work. 

1.4 The PETRA system 

The remaining sections of this thesis explore the PETRA software system that is the major outcome 

of this research. 

The components of the PETRA system are (a) a constraint programming framework and (b) an 

integer programming package called ZIP_R (see Section 3 (p122)). The PETRA system uses an 

integer program rostering model with a linear master problem and potentially non-linear sub-

problems, which we develop on the basis of a Danztig-Wolfe reformulation of an abstract rostering 

mathematical program (see Section 2.1 (p40)). The constraint programming framework provides 

the formulation (see Section 2.2.1 (p56)) and solution algorithm (see Section 2.3.2.2.1 (p101)) for 

the sub-problems. Sub-problems define the roster lines that staff can work and the quality we 

attribute to these roster lines. These roster lines form columns in the integer program master 
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problem. The master problem addresses the coverage of work requirement (see Section 2.2.2 (p85)) 

and is solved using the ZIP_R package. 

The rostering problems that have motivated the development of the PETRA system include the 

Auckland International Airport Customs roster (see Section 1.2.1.4 (p29)), the TabCorp Telebet 

roster (see Section 4.1 (p129)), and a number of nurse rosters from wards of the Auckland 

Healthcare hospitals (see Section 4.2 (p150)). We demonstrate the system through the TabCorp and 

Auckland Healthcare applications (see Section 4 (p129)). 

As is typically the case in the literature, the PETRA system solves the integer programming 

problems by first solving an LP and then doing a branch-and-bound search if necessary. It is also 

common in the literature for these types of problem to be solved using column generation to 

produce columns as required during the LP and IP solve. We use constraint programming rather 

than the more commonly used shortest path approach (i.e., shortest path problems with resource 

constraints) to produce columns as required. The PETRA system provides the ability to generate 

new columns as required through a framework of call-backs defined for the ZIP_R package that 

link the master problem to the sub-problems. 

The constraint programming implementation in PETRA uses an efficient full enumeration to 

construct new columns as required. This is essentially a column management method like Sprint 

pricing (Anbil et al. [1]) because we are effectively pricing columns using an algorithm (i.e., 

constraint programming) and managing a pool of ‘good’ columns. We discuss this approach in 

Section 4.1.3.2.2 (p145). 

The drawback of using our constraint programming approach, compared with a shortest path 

approach, is that we may not be able to handle large problems. Our approach to treating the 

complexity of large problems is to use day partitioning of the rostering problem (see day 

partitioning in Section 2.3.1.2 (p96)). However, a day partitioning approach may not work well on 

problems that have a high degree of constraint satisfaction associated with them. We have not 

found this a problem for the TabCorp and Auckland Healthcare applications where we have 

achieved good results on the constraint satisfaction aspects of the problems. 

An advantage that constraint programming has over shortest path is that it provides more flexibility 

for modelling rules on roster lines (see comparative discussion in Section 2.3.2.2.2 (p108)). The 

PETRA accumulations framework, developed for the thesis project, is a flexible framework for 

modelling a diverse range of constraints and quality metrics for roster lines. We express constraints 
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and cost functions in the constraint programming framework using the concept of accumulations of 

entities such as shift segments, workstretches and workstretch transitions. The accumulations 

framework is discussed in Section 2.2.1.4 (p60). 

The PETRA system is currently implemented in a 750 seat call-centre rostering application. The 

experiences gained from this application are reported in Section 4.1 (p129). 

 



 

2 Discussion of problem formulations 
and solution methods 

In the previous chapter we discussed the rostering problem at a high level looking at broad areas of 

the problem and the application of optimisation methods for solving the problems. The discussion 

in this chapter develops our basic problem formulation (see Section 2.1) and then expands on this 

formulation with the details of how we map the physical rostering problem into an instance of the 

abstract integer programming model (see Section 2.2 (p53)). Finally in Section 2.3 (p93) we look at 

solution methods for our integer programming model. 

2.1 Formulations 

The discussion in this section develops our formulation for a general, abstract rostering problem. 

We begin in Section 2.1.1 (p41) with a general mathematical programming formulation. In Section 

2.1.2 (p42) we apply a Dantzig-Wolfe reformulation to obtain our basic formulation and we 

introduce the LP relaxation and column generation form. The assumptions we use while developing 

the formulation are discussed at each stage. 

Given the basic formulation, we describe some interesting practical situations in Section 2.1.3 (p44) 

for which the assumptions used for our formulation do not hold and we discuss some possible 

extensions for treating these situations. In Section 2.1.4 (p46) we give examples of alternatives to 

our Dantzig-Wolfe reformulation and we discuss the classes of problem for which the alternative 

formulations may perform better. Finally in Section 2.1.5 (p52) we discuss aspects of the solution 

methods concerning our formulation and we look briefly at experience from the literature. In 

particular we examine solution methods with a view toward practical, general, optimisation-based 

rostering. 
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2.1.1 A general formulation 

In this section we present a general rostering mathematical programming formulation and discuss 

some basic assumptions made for its application. 

The following problem is a general description of the rostering mathematical programming 

formulation. It introduces the possibly non-linear objective components fk(⋅) and c(⋅), and non-

linear constraints Sk. Note that the summations in k are over 1, …, K. 

min c(v) + ∑k fk(yk)  

s.t. v + ∑k yk = b 

and yk ∈ Sk ⊆ {0,1}m for k = 1,…,K. 

 

Problem 2.1: General rostering mathematical program 

Element yi
k of variable yk is at value 1 if individual k contributes toward the satisfaction of work 

requirement element i, and 0 otherwise. The vector b is integer and represents the target numbers of 

staff required to satisfy the work requirement.  

Note that with regards to the satisfaction of work requirement we sometimes also think in terms of 

minimum and maximum numbers of staff rather than target numbers, which are perhaps 

misleadingly suggested by the equality constraints. The vector of variables v reflects variation from 

the target numbers of staff required to satisfy the work requirement and is used in an expression of 

the quality of work requirement coverage. 

We have assumed linear separability of the objective function into the quality of work requirement 

coverage c(⋅) and the collective quality of the roster lines ∑k fk(⋅). So far this assumption has not 

been contrary to the notion of quality in the rostering problems we have surveyed. 

Although it is not strictly necessary, we have assumed (i) that constraints are partitioned for each 

individual k into components Sk and (ii) the quality of the roster lines collectively is linearly 

separated for each individual k into components fk(⋅). These assumptions are made because it 

simplifies the solution method, and it has, so far, been acceptable to do so in all the rostering 

processes we have surveyed. In future, however, if we permit arbitrary preferences then it is 

probable that we will get preferences that require these assumptions to be removed. For example, 
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we may be required by the preferences of staff to do ‘inverse rostering’ where we have say a 

husband and wife with young children who wish to save on childcare costs thus requiring the 

parents to be rostered as much as possible at non-overlapping or ‘inverse’ times. Note that we 

discuss this, and other examples that require the foregoing assumptions to be removed, in detail in 

Section 2.1.3 (p44). 

2.1.2 Standard formulation: Dantzig-Wolfe decomposition and column 

generation form 

In this section we present a Dantzig-Wolfe reformulation of the rostering mathematical 

programming formulation presented in the previous section, Section 2.1.1 (p41). We introduce the 

integer programming formulation and finally the LP relaxation and column generation form. The 

PETRA system uses this integer programming formulation and the associated LP relaxation and 

column generation form. 

The constraints Sk from the rostering mathematical programming problem presented in the previous 

section represent a finite, typically large number of points, say {a1
k,…, ap(k)

k}. To make the 

Dantzig-Wolfe reformulation we observe that any y in Sk can be written as y = ∑j aj
kxj

k, ∑j xj
k = 1 

where xk = (xj
k, j = 1,…,p(k)), xj

k∈{0,1}. Letting cj
k = fk(aj

k) and substituting for the y variables we 

obtain the following problem called the rostering integer programming problem. Note that k and j 

summations are from 1 to K and from 1 to p(k), respectively. 

min c(v) + ∑k ∑j cj
kxj

k 

s.t. v + ∑k ∑j aj
kxj

k = b 

∑j xj
k = 1, xk in {0,1}p(k) for k = 1,…,K. 

 

Problem 2.2: Rostering integer program 

Strictly speaking, to interpret this as an integer programming problem, some assumptions 

concerning variables v and the nature of c(⋅) are made. In general, variables v are linearly separated 

into new variables 0≤w≤u, where v = Aw, and the objective component is linearised c(v) = cw. For 

example, for the Auckland Healthcare nurse rostering problems, we have chosen u, A, and c such 

that the objective changes, component-wise with respect to the original vi variables, are similar to 

the cost function in Figure 2.1 (p43).  
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Figure 2.1: Coverage cost function example 

These cost functions are always convex due to their implementation in the integer programming 

problem. The restrictions on c(⋅) are acceptable since functions of this type have been consistent 

with the perception of quality in the rosters we have examined so far. Note that we discussed this in 

terms of the quality of coverage of work requirement in Section 1.1.2.1.1 (p16). 

The rostering integer programming problem is a standard formulation (see Section 1.1.2.2 (p19)), 

because it pushes all rules concerning roster lines into the sub-problems where the solution space 

and objective of each sub-problem k is given by the constraints Sk and function fk(⋅), respectively. 

With this Dantzig-Wolfe reformulation we have the general abstract roster model that we first 

introduced in Section 1 (p4), which consists of (a) an abstract work requirement model (master 

problem) and (b) an abstract model for rules and quality concerning roster lines (sub-problems). 

The reformulation is useful because we have efficient, well-understood methods for solving integer 

programming problems and there has been a significant amount of work done to understand the 

types of sub-problems that arise in rostering applications. Note that although it is not strictly 

necessary to make assumptions for the fk(⋅) and Sk as individual entities the complexity of their 

descriptions will be reflected in the sub-problems of the Dantzig-Wolfe reformulation. 

2.1.2.1 LP relaxation and column generation form 

By (i) dropping the integer constraints and (ii) restricting the number of variables used in the 

previously presented rostering integer programming problem, we obtain the following problem 

called the rostering LP relaxation restricted master problem.  
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min c(v) + ∑k ∑1≤j≤p’(k) cj
kxj

k 

s.t. v + ∑k ∑1≤j≤p’(k) aj
kxj

k = b where p’(k) ≤ p(k) 

∑1≤j≤p’(k) xj
k = 1, 0 ≤ xk, for k = 1,…,K. 

 

Problem 2.3: Rostering LP relaxation restricted master problem 

Note that we have restricted the number of variables since it is intended that a column generation 

approach is used to solve the problem; therefore this formulation is also called the column 

generation form. Used within a column generation framework this problem is a relaxation and since 

we have efficient and reliable methods for solving LPs it is used to obtain lower bounds for the 

rostering integer programming problem.  

The following is the rostering LP relaxation sub-problem; otherwise know as the pricing or column 

generation problem. The vector π and values γk for k = 1, …, K are the dual solutions on the 

constraints in Problem 2.3. 

c’* = min1≤k≤K{min{c’ = fk(ak) – πak – γk : ak ∈ Sk, c’ < 0}}  

Problem 2.4: Rostering LP relaxation sub-problem (pricing or column generation problem).  

If the pricing problem has no solution then the current master problem solution is optimal. 

Otherwise the solution column ak* with cost ck* = fk(ak*) is appended to the restricted master 

problem. We note that ak* may not be an optimal solution of the pricing problem. For purposes of 

convergence speed we only need feasible solutions to the pricing problem. Also note that finding 

feasible solutions may or may not involve optimal solution of the inner optimisation of Problem 

2.4. 

A branch-and-price search algorithm, discussed in Section 2.3.3.1 (p113), is used in conjunction 

with Problem 2.3 and Problem 2.4 to find an integer solution. 

2.1.3 Some formulation extensions 

We mentioned previously in Section 2.1.1 (p41) that certain preferences specified by staff may 

require that we remove assumptions we have made to formulate our problems. In this section we 

briefly look at examples where this arises and some possible extensions of the formulation.  
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Besides ‘inverse’ rostering (see Section 2.1.1 (p41)), other preferences that require the formulation 

assumptions to be removed are:- 

(a) Rostering a set of staff so their times at work coincide as much as possible; this is a situation 

that may arise, for example, in rosters where staff are ‘car pooling’. 

(b) Rostering a set of recruit staff so the number of recruits working in each period is less than or 

equal to the number of ‘buddies’ working; a situation such as this is presented in Section 4.2.2.5 

(p169).  

Two methods we can use to remove the assumptions are (i) to generate columns that each specify 

roster lines for two or more individuals or (ii) we can introduce a possibly large number of cuts and 

associated variables to implement constraints and measure quality of the interaction between roster 

lines of staff. The following list shows the structure of cuts we may use. For each of the cut type 

formulations we have binary variables xj
k where xj

k is 1 if individual k is working the jth of their 

roster lines; otherwise xj
k is 0. For each of the three cut types, described in the following, we define 

N subsets of daily shifts indexed by i, and we make J(k, i) the index set of xj
k variables for which 

the roster line contains a daily shift from subset i. 

1) Inverse rostering: ∑k∈L ∑j∈J(k, i) xj
k ≤ 1, i = 1,…,N. For each shift subset i, we regard any pair of 

staff from index set L to be ‘working together’ if they both work a shift from subset i. If we 

soften the inequality constraint, then we can emphasise that the less often that staff in index set 

L work together the better. 

2) Car pool rostering: ∑k∈L ∑j∈J(k, i) xj
k − |L| × si = 0, i = 1,…,N. For each shift subset i, we regard 

any pair of staff from index set L to be ‘working together with an opportunity for car pooling’ if 

they both work a shift from subset i. Note that we have introduced the binary variable si where 

si is 1 if all staff from L are car pooling for shift subset i; 0 otherwise. If we soften the equality 

constraint, then we can emphasise that the more often that staff in index set L work together, 

such that they can car pool, the better. 

3) Buddy rostering: ∑k∈L ∑j∈J(k, i) xj
k − ∑m∈M ∑j∈J(m, i) xj

m ≥ 0, i = 1,…,N. Each shift subset i is the 

set of daily shifts that overlap a period over which recruit staff will require a buddy if they are 

working during that period. If we soften the inequality constraint, then we can emphasise that 

the more often there are more buddies (index set L) than recruits (index set M) working 

together the better. 
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Note that due to the number of cuts that may be required for the cut approach it may be necessary 

to use a branch-and-cut algorithm (Wolsey [59]). 

It is interesting to consider a fundamentally different example to those described previously in this 

section. In this new example we have two individuals who want at least 4 days-off together with 

each other in every roster. This is different for two reasons. Firstly, we cannot, in general, use shift 

subsets to define the sets of roster lines that contain an instance of the combined feature we seek in 

the roster lines; instead we must use a day-off on a given day. Secondly, and perhaps more 

importantly, we have a minimum bound on the number of instances of the combined feature we 

seek in the roster lines. Compare this with the case of the previous examples where we either (a) 

prevent all instances of the combined features from occurring or (b) try to achieve as many 

instances of the combined feature as possible. For this example − and others where we have any 

non-zero maximum or minimum bound on the number of combined feature instances − it is perhaps 

best to generate columns that each specify roster lines for two or more individuals. That is, we use 

the reformulated constraints Sc ⊆ {Sk1 × Sk2} for a single, combined sub-problem rather than 

constraints Sk1 and Sk2 in separate sub-problems. 

2.1.4 Examples of hybrid formulations 

In this section we examine some hybrid formulations of the rostering problem. Note that we define 

and discuss hybrid formulations and standard formulations in Section 1.1.2.2 (p19). 

Although we have not solved any problems using hybrid formulations they are interesting for their 

potential advantages in terms of reducing the large problem sizes that we typically get using the 

standard formulation. We use the standard formulation because we generally require non-linear 

modelling for the roster lines. However, sub-problems of the standard formulation can be complex. 

We can reduce this complexity by pushing a carefully chosen subset of constraint and objective 

calculations back into the master problem for those cases of rostering problem where this is 

appropriate. By pushing these calculations into the master problem – as we do for a hybrid 

formulation – pivots in the LP solution process can form new roster lines that in the standard 

formulation would need to be explicitly generated. Note that the cases where hybrid formulations 

are appropriate are those rostering problems where the rostering management agree that it is 

acceptable to model the chosen aspects of the roster lines using linear constraints and linearly 

separated objective components. 
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The hybrid formulations that we present in the following sections reflect hypothetical rostering 

problems where it is appropriate to use a linear model for certain aspects of roster lines. There are a 

large number of hybrid formulations because there are many ways of pushing rules into the sub-

problems, with associated ingenious ways of treating the remaining rules in the integer 

programming master problem. With the hybrid formulations presented in the following sections we 

will see that some approaches are perhaps better for certain problems than others. Note that it is 

suggested that the hybrid formulations are perhaps less general than a standard formulation because 

of the diversity of hybrid formulations where each has different suitability for each class of 

problem. 

Finally note that for any problem for which we can use a hybrid formulation the associated standard 

formulation will give the same linear relaxation bound since the constraints will be the same. This 

means that there is no strengthening of the linear relaxation using the hybrid formulation. However, 

in the cases where we need to use branch-and-cut to implement additional constraints in a hybrid 

formulation – examples of which are outlined in each of the following sections – the initial linear 

relaxation bound is likely to be weaker. Over and above issues of the strength of the linear 

relaxation bound we obtain from hybrid formulations it is unclear how these problems will behave 

in terms of the linear relaxation solution and the branch-and-bound search. 

2.1.4.1 Nurse roster reformulation 

The following hybrid integer programming formulation has binary variables yj
k each representing a 

legal workstretch for individual k. If yj
k is 1 then individual k is working workstretch j in their 

roster line; otherwise yj
k is 0. We note that the objective reflects the statement that not only is the 

roster quality linearly separable by staff but also that the quality of each roster line is linearly 

separable over the workstretches contained in the roster line. 
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Objective. min ∑k ∑j cj
kyj

k  

Workstretch partitioning ∑j aj
kyj

k = e,     k = 1, …, K 

Work requirement ∑k ∑j wj
kyj

k = b  

Personalised resource ∑j rj
kuyj

k = Rku, u = 1, …, U and  

k = 1, …, K 

 where yj
k ∈{0, 1} 

and e = (1, 1, …, 1)T 

 

Problem 2.5: The hybrid ‘nurse roster’ formulation 

Constraints:- 

(i) Workstretch partitioning: Each ‘period’ in an individual’s roster line is covered by exactly 

one workstretch. Constant vector aj
k has components each corresponding to periods of the 

roster. The periods may be days, although they may, if required, represent a smaller division 

of a day (e.g., ½ days). Component i of aj
k is set to 1 if workstretch j for individual k covers 

period i, and 0 otherwise. 

(ii) Work requirement: The vector b is integer where each entry represents the target number of 

staff required to satisfy an element of work requirement. Constant vector wj
k has 

components each corresponding to a work requirement element. Component m of wj
k is set 

to 1 if workstretch j for individual k has the individual contributing to the satisfaction of 

work requirement element m, and 0 otherwise. 

(iii) Personalised resource constraints: The scalar Rku is the, typically integer, target 

accumulation of resource u for individual k. Constant scalar rj
ku is the value of resource u 

consumed by individual k working their jth workstretch. A common example of this 

constraint is the number of paid hours required in a pay period (see Section 1.2.1.1 (p25)). 

In this example Rku is the target paid hours required in a particular pay period. The value rj
ku 

is set to be the paid hours that are contained by workstretch j for individual k over the days 

of the pay period; rj
ku is zero if the workstretch does not overlap the pay period. 
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Note that although we have used equality constraints to present this formulation, in practice, we 

would typically soften the work requirement and personalised resource constraints by adding slacks 

and surpluses with penalty costs. 

Unlike the Dantzig-Wolfe reformulation on page 42 − otherwise called the standard formulation − 

this reformulation pushes the rules on roster line entities into the sub-problems only up to the level 

of workstretches. We will refer to the sub-problems here as workstretch sub-problems to avoid 

confusion with the sub-problems of the standard formulation.  

The formulation presented here could potentially improve solution performance over the standard 

formulation for rosters where there are few distinct daily shifts and many rules concerning 

workstretches, as occurs with nurse rostering. 

A drawback with this approach however, is that cuts are required to treat rules and quality on 

transitions between workstretches. The number of these cuts may mean it is necessary to use a 

branch-and-cut algorithm. An example of such a rule from Auckland Healthcare says that staff 

working 12hr shifts must not have consecutive 4 day onstretches unless they are separated by at 

least 5 days-off (where 4 days is the maximum onstretch length). 

Certain rules on transitions between workstretches can, however, be treated explicitly in the sub-

problem rather than in a cut framework, in particular those rules defined in terms of (a) the content 

of a workstretch and (b) the start time of the first shift in the following workstretch. With careful 

choice of the periods represented in the workstretch partitioning constraints we have control of the 

length of time off following the end of the last shift in a workstretch. Consider for example a rule 

from Auckland Healthcare stating that we needed at least 2½ days-off following an onstretch 

ending with a night shift. By making each workstretch partitioning constraint represent ½ day 

periods, a rule such as this could easily be implemented in a workstretch sub-problem. 

2.1.4.2 Call centre roster reformulation 

The hybrid integer programming formulation presented in this section is different to the 

reformulation in the previous section, Section 2.1.4.1 (p47), and reflects special requirements on 

the solution process presented by a particular class of problem. 

The formulation we consider has binary variables gj
k each representing a legal pattern of periods of 

work and rest for individual k. Note that although the work/rest patterns describe when an 
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individual is working, these patterns do not describe the actual shifts the individual will work. For 

this discussion the periods of work and rest simply represent the pattern of days-on and days-off in 

a roster line. If gj
k is 1 then individual k has work/rest pattern j for their roster line; otherwise gj

k is 

0. 

The formulation also has binary variables hds
k each of which represents a legal daily shift pattern 

for individual k on day d. If hds
k is 1 then individual k is working daily shift pattern s on day d; 

otherwise hds
k is 0. Note that the roster has K staff and is D days long. We note that the objective 

reflects the statement that the roster quality is linearly separable by staff and the quality of each 

roster line is the sum of (a) the quality of the individual daily shifts contained in the roster line and 

(b) the quality of the days-on/days-off pattern in the roster line. 

Objective. min ∑k (∑j cj
kgj

k + ∑d ∑s cds
khds

k)  

Work/rest pattern partitioning ∑j gj
k = 1,     k = 1, …, K 

Work requirement ∑k ∑s wds
khds

k = bd, d = 1, …, D 

Linking constraints ∑j Pjd
kgj

k − ∑s hds
k = 0, 

 

k = 1, …, K and 

d = 1, …, D 

Personalised resource ∑d ∑s rds
kuhds

k = Rku, u = 1, …, U and 

k = 1, …, K 

 where gj
k ∈{0, 1} and hds

k ∈{0, 1}  

Problem 2.6: The hybrid ‘call centre’ formulation 

Constraints:- 

(i) Work/rest pattern partitioning: Each individual k has exactly one work/rest pattern in their 

roster line. 

(ii) Work requirement: Each bd for d = 1, …, D is an integer vector with entries each 

representing the target number of staff required to satisfy an element of the work 

requirement on day d of the roster. Constant vector wds
k has components each 

corresponding to a work requirement element. Component m of wds
k is set to 1 if daily shift 
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s on day d for individual k has the individual contributing to the satisfaction of work 

requirement element m, and 0 otherwise. 

(iii) Linking constraints: The constant scalar Pjd
k is set to 1 if work/rest pattern j for individual k 

has a day-on on day d, and otherwise 0. These constraints link the two classes of variables 

so the h values are consistent with the g values. That is, when any hds
k is nonzero then there 

is at least one nonzero gj
k variable for which the work/rest pattern j for individual k has a 

day-on on day d. 

(iv) Personalised resource constraints: This is similar to the constraint with the same name 

presented for the reformulation in the previous section, Section 2.1.4.1 (p47). However, 

note the difference in subscripting where constant scalar rds
ku is the value of resource u 

consumed by individual k working their sth daily shift on day d. 

In the same way as in the previous section, Section 2.1.4.1 (p47), we note that although we have 

used equality constraints to present the formulation, in practice, we would typically soften the work 

requirement and personalised resource constraints. 

This Dantzig-Wolfe reformulation, similar to the reformulation in the previous section, only pushes 

a subset of the rules on roster line entities into the sub-problems. In this reformulation however, we 

only push (a) rules on the daily shifts and (b) rules on the workstretch skeletons (see workstretch 

skeletons in Section A.1 (p196)) into the sub-problems. Compare this with the reformulation 

presented in Section 2.1.4.1 (p47) where we could model rules on workstretches in the sub-

problems, including the length of the rest time in the days-off. Note that we call the two classes of 

sub-problems discussed in this section (i) the work/rest pattern sub-problems and (ii) the daily shift 

sub-problems to avoid confusion with each other and also the sub-problems of the standard 

formulation. 

The formulation presented here could potentially improve solution performance over the standard 

formulation for rosters where there are many daily shifts and few rules concerning daily shift 

transitions, workstretches, and workstretch transitions, such as the TabCorp Telebet roster. Note 

that it is likely that the nurse roster reformulation presented in the previous section, Section 2.1.4.1 

(p47), would not perform significantly better than the standard formulation on the TabCorp Telebet 

problem. For example, many TabCorp Telebet staff have exactly one workstretch per roster and, 

therefore, the sub-problems of the nurse roster reformulation and the standard formulation are the 

same for these individuals. 
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A drawback with this approach, similar to the previous section, is that cuts are required to treat 

rules and quality that cannot be modelled in the sub-problems. An example of a common rule that 

would require this is the ‘minimum time off between daily shifts’ rule. This rule prevents 

situations, for example, where staff, planned to work 8 hours, have say 5 hours off and then work 

another 8 hours. 

2.1.5 Towards practical general formulations: sub-problem formulations 

The hybrid formulations presented in the previous sections give some insight into the structure of 

the sub-problems required for standard formulations of certain cases of rostering problems. In 

particular:- 

• Nurse roster formulation: roster line quality is linearly separable over workstretches. 

• Call centre roster formulation: roster line quality is the sum of daily shift quality and the 

collective quality of the workstretch skeletons. 

When we can assume a significant amount of linear separation in the quality of each roster line, it is 

an easy task to formulate and solve sub-problems using a shortest path formulation. For example, 

the quality of a sequence of jobs is the sum of the quality of the individual jobs. Furthermore, 

because of the nested nature of the roster entities, such as daily shifts and workstretches, it is easy, 

with linear separation of quality, to nest shortest path problems that: (i) build daily shifts from shift 

segments, (ii) build workstretches from daily shifts and (iii) build roster lines from workstretches. 

Using the nested approach simplifies the solution by allowing us to pre-solve nested elements and 

reuse these sub-solutions in solving the encapsulating problem. An approach for shortest path sub-

problems arising in a nurse rostering problem which exploits this nested framework of entities is 

presented in Mason and Smith [41]. 

Complex rules and quality have been treated in shortest path sub-problems with the addition of 

resources and resource constraints (Jaumard et al. [33], Mason and Smith [41], Desrosiers et al. 

[21]). These projects have focussed their formulation and solution methods on achieving a 

comprehensive rule and quality model reflected exactly in the shortest path problem with resource 

constraints. Exact shortest path sub-problems with resource constraints however, are limited by the 

complexity of their description and consequently the projects have resorted to either (a) 

approximate solution of the sub-problem or (b) the rules and quality are simplified.  
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In contrast to these projects the Carmen system (Hansen and Hjorring [27]) does not attempt to 

formulate exact, or even approximate, shortest path sub-problems, but rather it uses a relaxation 

shortest path sub-problem formulation together with an efficient relaxation search algorithm. 

Consequently they have been able to promise generalised rule modelling, but possibly longer run 

times. 

2.2 Modelling rostering problems: from roster entities to IP formulation 

Our formulation of the rostering problem partitions the constraints and quality metrics into two 

problem sub-frameworks: (i) the master problem and (ii) the sub-problems. These arise from our 

Dantzig-Wolfe reformulation which we discussed in Section 2.1.2 (p42). In this section we develop 

our view of rostering problems starting with the entities we identify in the practical rostering 

problem through to details of the integer programming formulation. The discussion is divided into 

the discussion of the master problem in Section 2.2.2 (p85) and of the sub-problem in Section 2.2.1 

(p56). 

Before we begin discussion of the master problem and sub-problem frameworks we briefly discuss 

two issues relating to both. These are (i) shift segments and (ii) rest periods. The shift segment 

concept is a fundamental part of our modelling in both the master problem and the sub-problems. 

Rest periods are of interest because although rules and quality for rest periods are typically treated 

in the sub-problems there are instances of rules that must be treated in the master problem. 

Shift segments: modelling rostering problems 

A shift segment is an entity that describes the start and finish time of a segment of work on a 

specific day and the roles performed by individuals working the shift segment. For example “0900-

1700 Monday June 17 2000, dishwashing”. Shift segments have a fundamental role in modelling 

rostering problems mainly because they are a concept with the dual purpose of providing a means 

for describing both (i) the work requirement and (ii) shifts; or in a broader view (i) the input and (ii) 

the output of the rostering process.  

When we use shift segments to describe work requirement we think of them as each having a 

minimum and maximum number of staff required to cover it. As a consequence of the need to 

model minimum and maximum numbers of staff it is not convenient to think of shift segments as 

being repeated where we imagine we have a bucket of shift segments from which we give staff 

each their own. Such a view would lend itself to a less general, equality-constraint view of work 
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requirement satisfaction. Because of this we do not regard shift segments as being associated with 

any particular individual. Instead we generate new entities, or shifts, in the rostering process, which 

are used to describe the work allocated to individuals. When we use shift segments to describe 

shifts we are aggregating them into a day’s work in ways that respect the shift rules of the 

individual to whom the resulting shift is allocated. 

Shift segments arise, in part, from the need to model constraints not only on the total numbers of 

staff working on each shift, where shifts possibly have different start and finish times, but also the 

total number on two or more shifts during periods where there is overlap. For example, shift 

segments for Auckland Healthcare nurse rosters are determined by the periods that are overlapped 

by distinctly different subsets of the long-standing 12hr and 8hr shifts. In our model, these shift 

segments start at 0700, 1500, 1900 and 2300, with duration of 8, 4, 4 and 8 hours respectively. 

Rostering management at Auckland Healthcare uses these shift segments to describe the work 

requirement to be covered by staff allocated to the overlying shifts. 

As we first mentioned in Section 1 (p3) the PETRA software system is a result of the development 

undertaken for this project. The modelling of entities such as shift segments is perhaps most clearly 

presented in terms of the PETRA data structures that we use to represent them. 

The following data structure illustrates the component data of shift segments. 

shift segment

start/end time

shift segment shift segment requirement
attributes

skill set
attribute values

coverage bounds

1

1

1

1

1

1

1

1
N

N

1

M

 

Figure 2.2: Shift segment data 

Note that the notation used in Figure 2.2 is based on UML™ (Rational Software Corporation [50]). 

Solid diamonds indicate composite aggregation. Hollow diamonds would indicate aggregation by 

reference. 

 



Discussion of problem formulations and solution methods 55Sec. 2.2 

Shift segments in PETRA have:- 

a) Start and end time (integral). The times are typically regarded as minutes, measured from 

some time origin. 

b) Shift segment attributes: Used in the sub-problems (see Section 2.2.1.4.1 (p61)). 

c) Shift segment requirements: Used in the master problem (see Section 2.2.2.1.1 (p86)). 

The following are basic assumptions concerning modelling with shift segments upon which the 

PETRA system has been developed:- 

a) Staff can work only one shift segment at a time. 

b) When an individual is allocated to working a shift segment they contribute to all coverage 

bounds of the shift segment requirement for which they satisfy the associated skill set 

condition. This is discussed in detail in Section 2.2.2.1.1 (p86). 

What about rest periods? 

In this section we briefly consider the issue of rest periods within daily shifts. As we mentioned 

earlier in Section 2.2 (p53) rest periods are of interest for the discussion in this section because 

although rules and quality for rest periods are typically treated in the sub-problems there are 

instances of rules that must also have treatment in the master problem. 

Rules for rest periods within daily shifts generally include simple rules such as the minimum length 

of a rest period, and range to the meal break rules of short haul airline crew rostering problems, 

which can be difficult to implement in sub-problems. For the class of problems that we have 

focussed on in this project (see Section 1 (p4)) there are a variety of ways in which we may model 

rest periods in daily shifts. In the remaining discussion in this subsection we look at aspects of 

different approaches to modelling rest periods. 

Often we can model rest periods as the absence of work. In other cases we may need to provide 

more modelling; for example, we may need to have bounds on the numbers of staff having a break 

during each period (e.g., Mehrotra et al. [45]). Rest periods may be modelled (a) within shifts as 

gaps between shift segments, such as the case of the TabCorp Telebet roster or (b) as special rest 

period shift segments, as would be required for the problem discussed in Mehrotra et al. [45]. In the 

latter case it is necessary to provide treatment of the rest periods within the master problem. 
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Rest periods may also be modelled within the shift segments of a daily shift. For example, rest 

periods may be modelled within shift segments using shift segment attributes (see Section 2.2.1.4.1 

(p61)). We may for example define a paid hours attribute to be less than the difference between the 

shift segment finish and start time, thus implying unpaid breaks at unknown, yet unimportant, 

points within the shift segment. In some cases breaks may be simply implied in the shift segment 

and therefore they do not need to be explicitly modelled. For example, paid breaks such as morning 

tea etc are implied in Auckland Healthcare nurse roster shift segments. 

2.2.1 Sub-problem: Rules and quality metrics 

Rostering problems can be partitioned into two problem sub-frameworks. Using the terminology of 

the Dantzig-Wolfe reformulation we call these sub-frameworks the master problem and sub-

problems. In this section we discuss issues arising in the sub-problems. 

In the following section, Section 2.2.1.1, we begin by discussing the use of constraints versus 

quality metrics (or ‘hard’ versus ‘soft’ constraints) as an approach to sub-problem formulation. We 

present in Section 2.2.1.2 (p58) our basic classification of entities that we identify in roster lines 

and we briefly discuss templates for rules and quality based on the classification of roster line 

entities (see Section 2.2.1.3 (p59)). The basic modelling framework of the templates is extended 

with the more advanced accumulations framework presented in Section 2.2.1.4 (p60), which is 

based on the idea of accumulating entities of particular classes. The templates and accumulations 

have an intersection of their modelling capability although there are advantages of using one 

approach over another or a combination of both approaches in certain situations, which we discuss 

in Section 2.2.1.5 (p75). As an example demonstrating the use and the limitations of accumulations 

we discuss two cases of workarounds necessary for certain issues we have encountered in rostering 

problems (see Section 2.2.1.6 (p77)). Finally, in Section 2.2.1.7 (p80) we look at fairness in rosters 

and a framework for pre-processing data, before the optimisation, to implement certain aspects of 

fairness among the roster lines of staff. 

2.2.1.1 Rules vs. quality for sub-problem formulations 

Projects in the literature have addressed the issue of quality versus rules for sub-problem 

formulation. For example Desrosiers et al. [21] argues, with regards to an airline rostering problem, 

that rules alone are sufficient: “At Air France, throughout the years, most of these qualitative 

indicators have been integrated into the collective agreement and as such, they have been 
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considered as restriction constraints in the model definition.”. The problem presented in Desrosiers 

et al. [21] is to maximise staff utilisation by minimising staff idle time, constrained by the 

employment contracts. The cost calculations in the sub-problems are simple. 

Rules or constraints are useful to limit the complexity of sub-problems, despite the fact that the 

complexity of description of the shortest path sub-problem with resource constraints typically 

grows with the number of difficult rules (see Section 2.1.5 (p52)). Furthermore, sub-problems with 

fewer cost component calculations are less complicated. We may therefore be inclined to increase 

the rules and eliminate the cost calculations, thus making the problem more similar to a constraint 

satisfaction problem. However, difficulties with a rules-instead-of-quality approach are:- 

1. If the solution space is empty then we may not be able to obtain a ‘close’ relaxation solution 

which could be used in a heuristic, possibly manual, ‘patch-up’ phase. 

2. There is no sensitivity information and therefore a trial-and-error approach may be required to 

isolate inconsistencies in the constraints. 

The use of rules instead of quality is acceptable for high cost problems in the airline industry where 

there is in most cases optimisation expertise available to identify convergence difficulties and make 

appropriate changes. Typically, the major changes made to the model, such as flight plan changes 

or changes to employment contracts, are performed by a consultant and are simultaneously tested to 

ensure the model gives acceptable solutions over an operational range of problem instances. 

For the types of low cost rosters we are targeting for our development, formulations and solution 

methods with high emphasis on constraint satisfaction are, for reasons of robustness, perhaps not as 

desirable. Our approach has therefore been to use rules-as-well-as-quality. A difficulty with the 

rules-as-well-as-quality approach is that it is not easy to configure the cost components so that they 

trade off correctly, and accurately reflect the roster manager’s subjective view of roster quality. 

The use of rules-as-well-as-quality invariably means we use ‘soft’ constraints, the violation of 

which contributes in some way to the objective. We often use ‘soft’ constraints because we are 

unsure of the effect of ‘hard’ constraints, and the interactions between various ‘hard’ constraints, on 

the feasibility of the constraint satisfaction component of the problem. Consider for example our 

use of ‘soft’ constraints to improve robustness of the day partitioning solution method (see Section 

2.3.1.2 (p96)), where we process the full-length roster in subsections, or sub-rosters. Because this 

solution method is not guaranteed to be globally convergent, by using ‘soft’ constraints we can 
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control the impact of interactions between (i) the ‘local’ sub-roster problems and (ii) ‘hard’ global 

constraints. For example, in Section 4.1.3.1.1 (p143) we discuss how we relax sub-problem 

constraints (i.e., maximum accumulation bounds) to increase flexibility so that a resource such as 

capacity to fill work requirement can be propagated more easily among sub-roster problems. 

2.2.1.2 A classification of roster line entities 

As a basis for understanding the relevant features of roster lines to be modelled in our sub-

problems, we have developed a classification of entities. This classification is used as a foundation 

of the template (see Section 2.2.1.3 (p59)) and accumulation (see Section 2.2.1.4 (p60)) 

frameworks for modelling rules and quality in roster lines. 

All entities in the roster lines, except shift segments, do not exist until the runtime of PETRA. 

Using a classification of the entities, particularly those generated at runtime, we can program 

PETRA to make decisions about their legality and quality. To do this we have developed class 

types which categorise classes of entities. A more rigorous, and PETRA specific, definition of 

classes is presented in Section 2.2.1.4.3 (p66). The class types reflect the way we identify entities in 

roster lines. The following list gives the current set of class types, which are formally defined in the 

appendix (see Section A.1 (p195)). 

Shift segment 

Shift segment transition 

Shift 

Shift transition 

Workstretch 

Workstretch transition 

Fixed period 

Broadly speaking the class types are used for the following:- 

• A basis for formulating a basic set of rules and quality metrics for roster lines (see Section 

2.2.1.3 (p59)). 
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• A framework upon which advanced rule and quality modelling is implemented using the 

accumulation based constraint framework (see Section 2.2.1.4 (p60)). 

The basic set of rules and quality metrics and the accumulations form the basis of our general roster 

line model. 

2.2.1.3 A basic set of rules and quality metrics 

In this section we define a basic set of rules and quality using our classification of entities (or class 

types) presented in the previous section, Section 2.2.1.2 (p58). These are implemented within 

parameterised rule and quality templates programmed into PETRA and relate specifically to the 

constraint programming ‘backtracking’ algorithm, which we discuss in Section 2.3.2.2.1 (p101). 

Later in Section 2.2.1.4 (p60) we discuss accumulations which is a more advanced rule and quality 

modelling system that extends the parameterised rule and quality templates. 

The following list outlines some basic rules and quality grouped by class type. 

Shift segment transitions: 

• The minimum and maximum time off between successive shift segments. 

• The legality of a non time-dependent shift segment transition. This uses the concept of legal 

transitions between ‘locations’ pairs; for example, banning a change of call centre sites between 

shift segments on a day for the TabCorp Telebet roster. 

Daily shifts:  

• The minimum and maximum time between an individual’s start and finish time on a day.  

• The maximum number of shift segments worked per day.  

• The individual’s preferences for availability to work during each day. This defines rules and 

quality metrics for daily shifts and days-off in terms of their allocation to individual staff. Using 

this feature we can express an individual’s preferences on each date of a roster with respect to:- 

(1) What daily shifts they prefer to work. 

(2) What daily shifts they prefer not to work. 
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(3) What daily shifts they cannot work. Note that we may also implement this using skills, 

as we described in Section 1.1.2.1.2 (p18). 

(4) A subset of daily shifts of which one must be worked. 

(5) Preference not to have a day-off. Equivalently expressed using (1). 

(6) Preference for a day-off. Equivalently expressed using (2). 

(7) Must have a day-off. Equivalently expressed using (3). 

(8) Must not have a day-off. Equivalently expressed using (4). 

Daily shift transitions:  

• Minimum time off between daily shifts on consecutive days.  

• Consistency of start times on consecutively worked days. 

Workstretches:  

• The quality associated with working x days-on followed by y days-off. 

2.2.1.4 Accumulations: advanced modelling 

In this section we develop the accumulation based constraint framework, which provides advanced 

modelling of rules and quality in roster lines. This framework extends the basic modelling provided 

by the parameterised rule and quality templates presented in Section 2.2.1.3 (p59). 

As mentioned in Section 2.2.1.2 (p58) we use classifications of the roster line entities so that we 

can program PETRA to make decisions about the legality and quality of the entities in terms of 

their class. The idea of accumulations is essentially the control of the accumulation of entities of 

particular classes in roster lines. To present accumulations, we begin by developing the idea of 

attributes of entities that are used to define the classes of entities. We present a special framework 

for describing classes that is used by PETRA to determine class membership. Apart from defining 

classes of entities, attributes are also used in summations, or accumulations, across day-wise 

windows where we define the summation using the class membership of the entities. We discuss 

how we use the values of accumulations to model rules and quality by applying bounds and 

evaluating cost functions. 
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Note that accumulations relate principally to the constraint programming ‘consistency checking’ 

algorithm, which we discuss in Section 2.3.2.2.1 (p101). 

2.2.1.4.1 Generalising class descriptions: computed attribute functions 

In the regular definition of ‘class’, we regard the ‘attributes’ of entities as a means of classifying 

them. Shift segments attributes − part of the description of shift segments (see Section 2.2 (p53)) − 

are the basis of the classification of shift segments used in the accumulation framework. A typical 

shift segment attribute is the paid hours attribute, which is frequently controlled by accumulation 

rules. Another typical example of a shift segment attribute is the ‘night shift’ attribute, which 

indicates whether the shift segment is counted as a ‘night shift’. Shift segment attributes are a set of 

named real values that model generic attributes of shift segments. The user explicitly defines these 

values in PETRA’s input. 

Entities that do not exist until runtime of PETRA, such as daily shifts and workstretches, also have 

attributes which we call computed attribute values. Attributes for entities such as daily shifts and 

workstretches are not supplied explicitly in the input data (because the entities did not exist when 

this was specified) but are computed using computed attribute functions during runtime. 

A computed attribute function is a function taking an entity of a particular class type and returning 

a real valued computed attribute value. The following assignment shows a computed attribute 

function fn returning the computed attribute value a for entity e in accumulation n (we rigorously 

define accumulations in Section 2.2.1.4.2 (p63)). 

a := fn(e) 

Equation 2.1: Computed attribute function 

Apart from using the attributes of entities as a basis for classifying them, computed attribute values 

also define accumulation values upon which we (i) apply constraints to implement rules and (ii) 

measure quality. Consider for example an individual who does not like workstretches with more 

than 2 night shifts (see examples in Section 4.2.4.1 (p178)). In this example we would define a 

computed attribute function for workstretches where fn(e) is 1 if workstretch e contains 3 or more 

night shifts, and 0 otherwise. If the individual must not have any workstretches with more than 2 

night shifts, then we can apply an upper bound of zero on the accumulation of the computed 

attribute value over all workstretches in each of the individual’s roster lines. Otherwise we can use 
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a cost function, in the accumulated computed attribute value, which is increasing in the 

accumulated value thus giving pressure in the objective to drive the undesirable workstretches out 

of the solution. 

Shift segment attributes are computed using a special case of computed attribute function, which 

just returns the shift segment attribute associated with the accumulation. 

There are two types of computed attribute function: (i) internal parameterised functions (see 

Section 2.2.1.4.3 (p64)) and (ii) user call-back functions. The user call-back functions provide the 

highest degree of generality since the attribute descriptions can be arbitrary. Although internal 

parameterised functions have a specific − and therefore inflexible and less general − form, PETRA 

may in future be extended to intelligently recognise the implications of the attribute functions 

together with the ‘hard’ rules and thus improve sub-problem search efficiency (see discussion of 

extensions to this project in Section 6 (p188)). User call-back functions, however, have structure 

that is unknown to PETRA and therefore cannot be compiled with the ‘hard’ rules to improve the 

efficiency. We ignore user call-back functions for the remaining thesis discussion. 

Daily shifts: a special case 

Like other computed attribute values, the attributes of daily shifts are determined during runtime 

using computed attribute functions. In addition to the computed attribute values for daily shifts that 

may be defined by the user, PETRA provides for the daily shift class type default computed 

attribute values that are defined as the summed shift segment attribute values of the component 

shift segments. We have provided this in PETRA since these attributes are used so often. For 

example, the most commonly used daily shift attribute is the default computed attribute of the daily 

shift’s paid hours. This is simply the sum of the paid hours attributes of its component shift 

segments. In contrast, an example of a user defined daily shift computed attribute value is the 

weekend daily shift attribute, which we define to be 1 for daily shifts containing ≥1 in weekend 

shift segment attribute, and 0 otherwise (see Section 4.2.2.4.3 (p163) for details).  

As a result of the default shift segment computed attribute values for daily shifts we sometimes 

refer to accumulations of daily shift attributes as accumulations of shift segment attributes when it 

is in fact the daily shift attribute that we are accumulating (i.e., they are essentially the same). 
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2.2.1.4.2 Accumulations 

An accumulation is the accumulated computed attribute value, and possibly the control of that 

accumulated value, in the roster line for an individual. The values are generally thought of as being 

accumulated across a defined set of adjacent days, or a window. The following figure outlines the 

description of an accumulation. 

class type x

accumulation individual

computed attribute accumulation
 function  window

1
N

1
1

1
N

N 1

 

Figure 2.3: Accumulations 

The notation used in Figure 2.3 is based on UML™ (Rational Software Corporation [50]) (as we 

indicated previously for Figure 2.2 (p54)). The hollow diamonds indicate aggregation by reference 

and the solid diamonds indicate composite aggregation. 

Paraphrasing Figure 2.3: an accumulation is associated with exactly one class type and many 

different accumulations can be defined for each class type. Each accumulation relates to a 

particular individual and has (a) a computed attribute function and (b) possibly one or more 

accumulation windows within which we control the accumulation of attributes. 

We will briefly demonstrate Figure 2.3 using the example of the computed attribute function 

presented previously in Section 2.2.1.4.1 (p61). 

Class type: Workstretch. 

Accumulation: ‘Bad nights’. 

Individual: ID# 24. 

Computed attribute function: f(e) is 1 if workstretch e contains 3 or more night shifts, and 0 

otherwise. 

Accumulation window: Must accumulate ≤ 0 across roster period. 
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In this example we have defined that individual 24 cannot have any workstretches with more than 2 

night shifts in their entire roster line. 

We further discuss elements of Figure 2.3 (p63) in (i) Section 2.2.1.4.3 (computed attribute 

function), and (ii) Section 2.2.1.4.4 (p69) (accumulation window). 

2.2.1.4.3 Computed attribute functions: internal parameterised 

Internal parameterised computed attribute functions are defined using PETRA classes. From now 

on when we refer to class we mean PETRA class, which has a more specific meaning for class than 

we have used so far. Classes in PETRA are categorised by class types. For example, a workstretch 

is a class type. A class is a condition that defines class membership of entities of the class type in 

roster lines.  

Note that as we mentioned in Section 2.2.1.4.1 (p61) there are two types of computed attribute 

function: (i) internal parameterised functions and (ii) user call-back functions. User call-back 

functions will not be discussed further in the thesis and therefore, from now on, when we refer to 

computed attribute functions we mean internal parameterised computed attribute functions. 

The following figure outlines the structure of internal parameterised computed attribute functions. 

This figure extends the computed attribute function element illustrated previously in Figure 2.3 

(p63). Note that the meanings of the hollow and solid diamonds in Figure 2.4 are given previously 

with Figure 2.3 (p63). 

computed attribute function
(internal parameterised)

class y (of class type x) accumulation
contribution value

in event of membership 
with class y

1

N

1

N

 

Figure 2.4: Computed attribute function (internal parameterised)  

Paraphrasing Figure 2.4: an internal parameterised computed attribute function is comprised of (a) 

a set of one or more classes of the same class type, where (b) each class has a real ‘accumulation 

contribution value’, which is added to the function result in the event that an entity has membership 
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of the associated class. The function therefore, calculates the return value for a given entity as the 

sum of ‘accumulation contribution values’ for the classes to which the entity belongs.  

The following example of a computed attribute function is taken from the ‘bad days on off’ 

workstretch accumulation for an individual from an Auckland Healthcare rostering problem. In the 

following list each pair defines a class of workstretches. The first element in each pair is a 

condition on the count of days-on in the workstretch, which needs to be satisfied by workstretches 

that achieve class membership. The second element is a condition on the days-off. The wildcard 

entry * indicates that we are indifferent to the number of days-on, or days-off, in determining class 

membership. 

(1) ( ≥ 5 on,    * off ) 

(2) ( ≤ 1 on,    * off ) 

(3) (     * on, ≤ 1 off ) 

(4) ( ≥ 4 on, ≤ 2 off ) 

Given any workstretch e, we can now determine which classes it belongs to. 

If each class has accumulation contribution value 1, then Table 2.1 shows the computed attribute 

function values for all possible workstretch skeletons of workstretch e. Note that the functions 

days_on and days_off return the number of days-on and days-off in workstretch e. 

1 2 3 4 5 ≥6
1 2 1 1 2 3 3
2 1 0 0 1 2 2

≥3 1 0 0 0 1 1

days_on( e )

da
ys

_o
ff

( e
)

 

Table 2.1: A computed attribute function for a ‘bad days on off’ workstretch accumulation 

We can see from the example in Table 2.1 how the classes and class membership of entities are 

fundamental to the definition of (internal parameterised) computed attribute functions. In the 

following subsection we discuss how PETRA is programmed to determine class membership of 

entities. 
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PETRA classes 

PETRA classes are used to define internal parameterised computed attribute functions. The specific 

purpose of classes is to determine the class membership of entities. In this section we discuss how 

classes are defined for PETRA and how PETRA uses these to determine class membership. 

The framework for PETRA class definitions is based on a class type hierarchy. The following table 

shows the class type hierarchy. The relationships in this table are used in the following discussion 

in this section. 

Parent Child Aggregation count
shift segment - -
shift segment transition shift segment 2
daily shift shift segment N
daily shift shift segment transition N
daily shift transition daily shift 2
workstretch daily shift N
workstretch daily shift transition N
workstretch day on N
workstretch day off N
workstretch transition workstretch 2
fixed period daily shift N
fixed period daily shift transition N
fixed period day on N
fixed period day off N  

Table 2.2: Class type hierarchy 

Note that in Table 2.2 we have included the day-on and the day-off entities as class types, while 

they were not included in the original list of class types in Section 2.2.1.2 (p58). This is because the 

day-on and day-off are somewhat implicit in the context of the original set of class types although 

they do have special importance in this discussion of the definition of PETRA classes. Also note 

that the class type hierarchy reflects the nested nature of the class types mentioned previously in 

Section 2.1.5 (p52). 

The following figure outlines the description of classes. This figure extends the element labelled 

‘class y (of class type x)’ illustrated previously in Figure 2.4 (p64). This figure uses class type z to 

represent a child class type of class type x. 
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class y (of class type x)

accumulation for a child min. and max. bounds 
class type (class type z) on accumulation value

of class type x (accumulation value defined by 
framework specific to class type z 

and class type x)

1

N

1

N

 

Figure 2.5: PETRA class 

Note that the definitions of the hollow and solid diamonds in Figure 2.5 are given previously with 

Figure 2.3 (p63).  

The definition of a class describes how PETRA will determine class membership of an entity of the 

associated class type. Class membership is determined using accumulations associated with entities 

of its child class types in the class type hierarchy. A class is defined using (i) a list of accumulations 

with (ii) an associated list of accumulation bounds, each of which needs to be satisfied by an entity 

if it is to achieve class membership. A framework, inherent to each class type and the child class 

type, determines how we evaluate the child class type’s accumulation value for determination of 

class membership. An entity has class membership if all its accumulations each fall within the 

relevant bounds. 

As an example, the following list describes how child class type accumulation values are evaluated 

for typically used class types and associated frequently used classes. The individual examples 

presented here are taken from Section 4.2.2.4.3 (p165) where we present a collated list of practical 

examples of workstretch (see Table 4.12 (p166)) and workstretch transition (see Table 4.13 (p168)) 

accumulations that are discussed in different sections of the thesis. 

1) Workstretch: So far workstretch classes have been defined using accumulations of (i) shift 

segment attributes, (ii) days-on and (iii) days-off. The shift segment attributes are accumulated 

across the worked days of the workstretch. Recall that since PETRA automatically creates daily 

shift attributes for the shift segment attributes, as described in Section 2.2.1.4.1 (p62), we often 

refer to daily shifts attributes as shift segment attributes (as we have here). The days-on and 

days-off values are simply the numbers of days-on and days-off in the workstretch.  

a) Bad days on off: Classes for this accumulation are defined by accumulations of days-on 

and/or days-off, where we have minimum bounds or maximum bounds on the days-on 
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and/or days-off. For example, workstretches have membership of a class x if they have four 

or more days-on and two or fewer days-off. 

b) Bad nights: Classes for this accumulation are defined by accumulations of night shifts 

within the onstretch of the workstretch, where we have either a minimum or a maximum 

bound on the number of night shifts. In some cases we include accumulations of the days-

off as a condition of class membership, where we have a maximum bound on the days-off. 

For example, workstretches have membership of a class x if they have one or more night 

shifts and two or fewer days-off. 

c) Long-on-with-short-off and long-on: Classes for this accumulation are defined by 

accumulations of days-on and days-off, where we have minimum bounds on the days-on 

and, in the case of the long-on-with-short-off accumulation, maximum bounds on the days-

off. For example, workstretches have membership of a particular class associated with the 

long-on-with-short-off accumulation if they have four or more days-on and four or fewer 

days-off. For the class associated with the long-on accumulation, a workstretch has class 

membership if it has four or more days-on. Note that these accumulations are not used 

directly to implement rules but the accumulation values are used to define the workstretch 

transition accumulation ‘long-on-with-short-off to long-on’ (see following discussion of 

workstretch transitions). 

2) Workstretch transition: We determine class membership for workstretch transition classes using 

a workstretch accumulation value of the pre-workstretch and a workstretch accumulation value 

of the post-workstretch. Note that we discuss workstretch transitions in more detail in Section 

A.1 (p196). 

a) Long-on-with-short-off to long-on. Classes for this workstretch transition accumulation are 

defined by accumulations of workstretch classes, where we have minimum bounds on the 

pre-workstretch and post-workstretch accumulation value. For example, workstretch 

transitions have membership of a class x if they have (i) greater than or equal to 1 for the 

long-on-with-short-off accumulation value of the pre-workstretch and (ii) greater than or 

equal to 1 for the long-on accumulation value of the post-workstretch. 

3) Fixed period: Fixed period classes were not implemented for the project. However, we 

identified the specification for the fixed period class type and some useful and motivating 

applications (see full weekends off in Section 4.2.2.4.3 (p168)). As we describe in Section A.1 
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(p197) a fixed period class is defined as one or more dated periods for which we may classify 

each in terms of the content of the period. So far the fixed periods we have considered have 

been defined using accumulations of daily shift attributes. The daily shift attributes are 

accumulated across the worked days of each fixed period. For example, a fixed period class x is 

defined as the three ‘fixed’ periods 2nd – 4th, 9th – 11th and 16th – 18th of February, where each 

period contains the days Friday, Saturday and Sunday. One of these periods in a roster line has 

membership of class x if the accumulation of weekend shifts across the period is greater than or 

equal to 1. Weekend shifts are, for example, the night shifts on Friday, all shifts on Saturday, 

and the day and afternoon shifts on Sunday. Note that we describe weekend shifts for an 

Auckland Healthcare rostering problem in Section 4.2.2.4.3 (p163). 

2.2.1.4.4 Windows  

Extending the discussion of computed attribute functions in the previous sections we now focus on 

how we evaluate the summation, or accumulation, of attributes and how we may control this 

accumulation (see Section 2.2.1.4.5 (p72)). The definition of the summations and the control of 

these summations are provided by accumulation windows. In this section we present accumulation 

windows and we discuss special interesting issues associated with the day-wise approach we take to 

the summation of attributes. 

The following figure outlines the description of accumulation windows.  

accumulation
 window

accumulation
start/end day control

accumulation bounds accumulation
 cost function

1
1

1
1

1
1

1
1

 

Figure 2.6: Accumulation window 

Figure 2.6 extends the element labelled ‘accumulation window’ illustrated previously in Figure 2.3 

(p63). Note that as we mentioned in Section 2.2.1.4.2 (p63) an accumulation may have none, one or 

many accumulation windows. Accumulations such as the long-on-with-short-off workstretch 

accumulations in Section 2.2.1.4.3 (p66) do not have any windows since they are used only to 

define other accumulations.  
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Windows are based on day-length periods rather than a smaller division of time, such as minutes. 

The decision for this follows because (a) the implementation is simple and (b) there is, perhaps 

arguably, no loss of generality. The generality of this approach comes into question because there 

may be rules defined in terms of accumulations of attributes over periods of a few hours in length. 

For example, a guideline for the TabCorp Telebet roster suggests the work after 8:00pm be fairly 

distributed among staff since this is paid at a higher penalty pay rate. The flexibility provided by 

the computed attribute functions, however, is expected to provide the necessary generality to deal 

with these types of rules. For example, to deal with the issue of after 8:00pm work we can 

implement a shift segment attribute called ‘after 8:00pm paid minutes’ that, as the name suggests, 

reflects the number of paid minutes the shift segment contains between 8:00pm at night and the 

beginning of the first shift segment starting on the next day. We can then use accumulations of this 

attribute within our approach using day-based windows to implement the required structure in the 

solution. 

Windows accumulating multi-day entity class types 

An interesting difficulty with the accumulation windows arises concerning accumulations of 

workstretch and workstretch transition class types. The difficulty is that it is not clear how we 

define the accumulations for these class types because the entities span multiple days, and may 

overlap accumulation window boundaries in a multitude of different ways. For example, consider a 

‘single days-on’ accumulation with computed attribute function defined by the class of 

workstretches with exactly one day-on. Assume we have two accumulation windows over a section 

of the roster, as illustrated in Figure 2.7, and assume we are about to choose what to place on 

Monday in the roster line. 

S Su M T W Th F S
off on . . . . .

Window 1 Window 2  

Figure 2.7: Example of windows accumulating single days-on.  

By putting a day-off on the first day of window 2 we cause a ‘single days-on’ workstretch to 

overlap the end of window 1 and the start of window 2. Does this workstretch then contribute to the 

accumulation in window 1, window 2 or both? How do we account for the window accumulation 

values? 

 



Discussion of problem formulations and solution methods 71Sec. 2.2 

This issue is not a problem if we only ever need windows across the full roster period. For the cases 

of windows across the full roster period PETRA uses a special mechanism to determine how 

entities overlapping the start (or the end) of the roster period contribute to accumulation windows 

starting (or ending) on the roster period start day (or end day). In this mechanism a special 

computed attribute function is used for entities overlapping the boundaries of the roster period. This 

special computed attribute function is defined using the subset of classes of the original computed 

attribute function for which class membership has some dependence on the contents of the roster 

line within the roster period. In other words we are only interested in tracking the accumulation of 

entities for which decisions made for the current roster period can make some difference. For 

example, in Figure 2.8, let us assume the roster starts on Tuesday. 

S Su M T W Th F S
off on off . . . .

Window  

Figure 2.8: An example in which class membership has no dependence on the contents of the roster 

line within the window.  

Note that even if we put a day-off on Tuesday the window will not accumulate any value for the 

single day-on workstretch because the class membership of the workstretch has no dependence on 

the contents of the roster line within the window. 

The issue of correctly counting the window accumulation values for workstretch and workstretch 

transition class types becomes a problem when we need windows for accumulations of these class 

types across smaller sections of the roster period. We might take a systematic approach using 

weighted accumulations where we count only a fraction of the contribution of the entity given by 

the proportion of the entity day-length overlapping the roster. Note that we have not considered 

implementing this approach so far in PETRA. 

In addition to a systematic approach there are also some workarounds. One workaround approach is 

to define a specific computed attribute function for a window that defines exactly how the entities 

contribute to the accumulation. This approach may however lead to a significant number of classes 

for the PETRA system to track. Another approach may be to approximate the rules so we only need 

full roster period length windows. A case of this in practice is discussed later in Section 2.2.1.6 

(p80). 
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2.2.1.4.5 Window accumulation controls 

In the previous section, Section 2.2.1.4.4 (p69), we discussed how we evaluate the accumulation 

values. Using the accumulations, we want to apply constraints and measure costs to model rules 

and quality. In this section we discuss the definition of bounds and cost functions on 

accumulations. We also discuss interesting issues regarding ‘hard’ minimum and maximum 

accumulation bounds and the effects of these on sub-problem size. 

An accumulation control (see Figure 2.6 (p69)) defines (a) bounds and (b) a quality metric for the 

accumulation value in an accumulation window. These are implemented as accumulation bounds 

and accumulation cost functions respectively, which we describe in terms of minimum and 

maximum bounds and the target accumulation value. 

An accumulation cost function measures the quality of an accumulation value for an accumulation 

window. So that the functions can be reused, we normalise the function input value with respect to 

the target accumulation value. Figure 2.9 shows a stylised example of an accumulation cost 

function highlighting the convexity of the typically used functions. The value q is the 

accumulation; the value t denotes the target. 

q / t1

cost

 

Figure 2.9: Accumulation cost function 

Reasons for using convex cost functions are discussed in Section 1.1.2.1.1 (p16).  

The following figures show examples of actual cost functions used in the projects of this thesis. 

Although the cost function on the right is not convex over its domain it is convex on intervals 

above and below the target. Note that, for reasons of function reuse, the function values are also 

normalised. 
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Figure 2.10: Examples of accumulation cost functions 

Accumulation bounds are used to constrain the value of the accumulation within an accumulation 

window. They are useful for reducing sub-problem complexity. Accumulation bounds are defined 

as a minimum and maximum bound. The following figure shows a stylised example of an 

accumulation cost function overlaid with the accumulation bounds. The values L and U denote the 

lower and upper bounds of the accumulation. 

q / t1

cost

UL  

Figure 2.11: An accumulation cost function with accumulation bounds 

Although we have shown a lower bound in the figure, generally the minimum bound is relaxed into 

the objective using the accumulation cost function. Reasons for this are discussed in the following 

subsection. 

Relaxing minimum accumulation bounds 

Typically, we do not regard the minimum bound on accumulation windows as a ‘hard’ constraint. 

Our approach has been to implement ‘hard’ maximum bounds but relax minimum accumulation 

bounds into the objective. We do this for three reasons:- 
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1. Minimum bounds on accumulations are more difficult to implement than maximum bounds. 

This is primarily the result of our day partitioning approach (see Section 2.3.1.2 (p96)), where 

we process the full-length roster in subsections. Because the approach is not global, attempts to 

satisfy ‘hard’ minimum bounds typically lead to ‘clumping’ of accumulations which generally 

reflects a poor solution.  

2. It is more difficult to efficiently exploit minimum accumulation bounds for our constraint 

programming sub-problem search than it is to exploit maximum bounds (see Section 2.3.2.2.1 

(p107)). This is because it is difficult to determine how early in the roster line to start adjusting 

the accumulated attribute to satisfy the minimum bound. 

3. We typically reduce sub-problem complexity more by implementing ‘hard’ maximum 

accumulation bounds than we do with minimum bounds. This follows as a result of the fact that 

for most practical situations we discard many more roster lines in our sub-problem solution 

space with a maximum bound than we do with a related minimum bound. We look at this effect 

in the following example. 

To compare the reduction in sub-problem complexity using minimum and maximum bounds on 

accumulations we consider an example of daily shift accumulations. This example closely reflects a 

paid hours accumulation where all an individual’s daily shifts contain the same number of paid 

hours. In such a case accumulating days-on is equivalent to accumulating paid hours. Note that this 

is often the case in nurse rostering. 

Consider counting the number of roster lines over a D = 7 day period, where we have s = 6 

possibilities for daily shifts per day. Ignoring all other rules the series A, in Figure 2.12 (p75), 

counts the number of roster lines with more days-on than the target, while series B counts the 

number of roster lines with fewer days-on than the target. We assume that the minimum and 

maximum bounds are both equal to the target. 
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Figure 2.12: Comparison of the number of roster lines discarded by minimum and maximum days-

on accumulations 

Clearly, when staff are working 5 days in every 7 − a typical situation for fulltime staff − we get 

significantly more advantage from a maximum bound on the accumulation than from the minimum 

bound. For part-time staff, who would typically work fewer than 5 days in every 7, there is less 

reason to exploit the ‘hard’ minimum bound. 

2.2.1.5 Benefits and drawbacks of accumulations 

In this section we look at two modes of calculating roster line cost components: (i) feature costing 

and (ii) accumulation costing. Feature costing is where we use the parameterised quality templates 

which we described in Section 2.2.1.3 (p59). Accumulation costing uses accumulation cost 

functions. 

The following list shows a mathematical description of the two modes of cost calculation. For 

simplicity in this discussion we (a) focus on costs arising from a single class type, such as 

workstretches and (b) we assume there are no sub-roster length windows for the accumulations. 

Note that because we can enumerate all of the entities e of any class type in a roster line we can do 

a summation across the entities e in a roster line for any class type. 

(1) ∑e g(e) Feature costing. 

(2) h(∑e f(e)) Accumulation costing. 
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For feature costing, the function g(⋅) is a parameterised quality template that returns the cost that 

can be attributed to entity e. In contrast, for accumulation costing we have a two step process 

where:- 

1. The computed attribute function f(⋅) returns the computed attribute value of the entity e.  

2. The accumulation cost function h(⋅) returns the cost of the accumulated attribute value given by 

∑e f(e). 

An advantage of accumulation costing is that it does not need to assume linear separability of the 

resulting cost in the entities e. Feature costing, on the other hand, does assume this which means 

that it cannot provide the modelling of fairness among the roster lines of staff (see Section 1.1.2.1.1 

(p15)). 

A drawback of accumulation costing is the double-layer definition of the cost function where we 

are required to describe both the computed attribute function f(⋅) and the accumulation cost function 

h(⋅). As an example demonstrating issues with this, we refer to the computed attribute function 

illustrated in Table 2.1 (p65).  

In certain situations we can run into problems with local minima when reprocessing day partitions 

(see Section 2.3.1.2 (p96) for a discussion of day partitions and reprocessing). These problems arise 

in certain situations where we do not provide appropriate quality emphasis in the accumulation 

costing. As an example of a problem that may arise when appropriate emphasis is not provided we 

consider the computed attribute function in Table 2.1 (p65). This computed attribute function gives 

the same attribute values for workstretches with 6 days-on as it does for workstretches with 5 days-

on. Note that workstretches in this example are considered worse the more days-on they have above 

4. Difficulties can arise when we are reprocessing day partitions and we are trying to step through a 

series of bad but improving solutions to obtain a good overall solution. If for example, in order to 

obtain an improved solution we must step through a solution where there is a roster line with a 5 

day-on workstretch from a solution where the workstretch has 6 days-on, then we may have 

problems with local minima. Clearly, if there is no cost difference between these transitory roster 

lines − because the workstretch attribute values are the same − there is no incentive for the 

optimisation to reduce the number of days-on in the workstretch. To avoid these problems the 

values of the computed attribute function f(⋅) must reflect relative quality of different entities e. 
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A further problem with accumulation costing is that implementing the correct emphasis on quality 

in computed attribute functions will invariably mean more detail of class descriptions and therefore 

increased complexity in the sub-problem. However, we do not need to be so careful in the cases 

where we use accumulations to implement rules and we have maximum accumulation bounds of 

zero. In these cases we do not need to be careful describing the computed attribute function since 

we get the required effect by giving illegal entities any non-zero attribute value. Note that this is the 

case for the example used in Table 2.1 (p65). 

In conclusion, the parameterised quality templates are faster for calculating costs and are easy to 

configure in order to consistently give the correct emphasis on quality. However, the accumulations 

are more flexible, particularly in terms of implementing rules in sub-problems. Therefore, we 

typically combine feature costing with accumulations. For example, when modelling rules and 

quality for workstretches we typically use accumulations to implement rules, and parameterised 

quality templates for the costs. 

2.2.1.6 Special examples demonstrating accumulations 

In the following subsections we present two examples of workarounds that demonstrate 

accumulations and also demonstrate some ideas for modelling certain difficult rules using 

accumulations. 

A workaround for rolling window rules 

In this section we give an example of a workaround for a ‘rolling’ window rule. A rolling window 

rule is an accumulation where we describe the accumulation window as ‘any’ period of length x. In 

this discussion we will consider only those periods of length measured in days that start at the 

transition between days. For example, we may say an individual can have a maximum of four daily 

shifts of type y in any 7-day period.  

During our work with Auckland Healthcare, we proposed a rolling window rule to control 

maximum workloads assigned to nurses working 12hr shifts. The rule states that 12hr shift nurses 

can work a maximum of 4 days-on in any 7-day period. An existing rule that the proposed rule 

would replace states that an individual working 12hr shifts must work no more than 7 days in any 

two-weekly period (see Section 1.2.1.1 (p25)). Note that we did not finally implement either of 

these rules for the trials that we performed with Auckland Healthcare.  
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The approach we may take to implement this rule is perhaps somewhat convoluted, using a 

collaboration of a number of different ‘hard’ rules. However, it is possible to improve solution 

performance with this approach over other approaches, since we treat only those outstanding cases 

where the rolling window rule is violated. An alternative approach to treating this rule is, for 

example, to implement many 7-day windows, one ending on each day of the roster. However there 

is significant overhead doing this.  

Note that in addition to potential gains in solution performance, our approach is also flexible 

because we can incrementally ‘ease-off’ the rule if for some reason the solution is suffering as a 

consequence of it. 

The following list illustrates the standard rules that affect the rolling window rule. Note that rules 

(a) and (b) are sourced from the employment contracts rules listed in Section 4.2.2.4.1 (p160). 

(a) No more than four days-on in succession (employment contract rule for 12hr shift staff). 

(b) Four days-on must be followed by at least three days-off (employment contract rule for 12hr 

shift staff). 

(c) No single days-off (minimum bound on basic quality for 12hr shift staff). 

Rules (a) and (c) imply that no 7-day period can contain exactly one day-off. Therefore, we only 

need to consider the 7C2 = 21 combinations of 7-day periods containing exactly two days-off since 

these will all violate the rolling window rule by working 5 days (not 4 or fewer) in 7. The following 

table shows these 21 combinations and indicates which, if any, of the standard rules are violated by 

the combination. 
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Rules violated
1 2 3 4 5 6 7 (a) (b) (c)

1 o o *
2 o o
3 o o
4 o o
5 o o
6 o o
7 o o No violation
8 o o
9 o o
10 o o
11 o o
12 o o No violation
13 o o
14 o o
15 o o
16 o o No violation
17 o o
18 o o
19 o o *
20 o o *
21 o o *

*
*
*

*
*

*
*
*
*

*
*
*

*
*

*
 

Table 2.3: Rule violations for the 21 combinations of 7 day periods containing exactly 2 days-off 

From Table 2.3 we can see that we only need to treat three cases of 7-day periods which contain 

two adjacent days-off.  

After we have made ‘hard’ constraints of the three standard rules, we can treat the outstanding 

cases within an accumulation of a workstretch transition class type. The following cases of 

workstretch transition classes represent the remaining possibilities for violation of the rolling 

window rule. Each row shows two workstretch classes defining a workstretch transition class. The 

first element in each workstretch class pair is a condition on the count of days-on for the 

workstretch class. The second element is a condition on the days-off. The wildcard entry * 

indicates that we are indifferent to the number of days-off. 

(1) ( ≥ 1 on, = 2 off ) – ( ≥ 4 on, * off ) 

(2) ( ≥ 2 on, = 2 off ) – ( ≥ 3 on, * off ) 

(3) ( ≥ 3 on, = 2 off ) – ( ≥ 2 on, * off ) 

Note that if we assume we do not allow single days-on as a minimum bound on basic quality of the 

roster lines, then we can ignore class (1). 

 



Discussion of problem formulations and solution methods 80Sec. 2.2 

To complete the description of the accumulation we add that (i) the accumulation window is across 

the entire period and (ii) we have a maximum bound of zero for the accumulation of any of the 

three workstretch transition classes. 

A benefit of using accumulations for modelling rules and quality is that if the rolling window rule 

is too ‘tight’, and as a consequence other aspects of the solution are suffering unacceptably, then it 

is a simple task to ‘ease-off’ the rule slightly. We may for example allow, with a penalty, a 

maximum of one of either classes (2) or (3). 

A workaround for workstretch accumulations across sub-roster length windows 

In this section we give an example of a simple workaround for workstretch accumulations with 

sub-roster length windows. In Section 2.2.1.4.4 (p70), we described why we cannot currently 

implement such accumulations in PETRA. Here we describe a simple workaround for a rule taken 

from one of Auckland Healthcare’s nurse rosters. 

The nurse employment contracts at Auckland Healthcare state that nurse roster lines can have no 

more than one single day-off in any four-week period. Note that a single day-off is a workstretch 

containing a single day-off. From experience with solving these types of rostering problems we 

know that staff to whom this rule applies seldom, if ever, get one single day-off in the entire 6 week 

roster. Therefore, we can reasonably assume that roster lines have no more than one single day-off 

in the whole roster, thus working around the problem of sub-roster length accumulation windows. 

In some cases an individual may have had a single day-off in the previous roster such that a single 

day-off in the current roster will violate the rule. For example, an individual may have a single day-

off in the last week of a roster and a single day-off in the first week of the subsequent roster. To 

extend the workaround to model the rule in these cases we may, for example, assume that the 

individual may not have a single day-off at all in a roster if they have had a single day-off in the 

previous roster. Note that, although this workaround is an approximation, we know from our 

experience that the set of solutions artificially removed from the solution space does not contain the 

optimal solution, or indeed any good solution we may finally obtain. 

2.2.1.7 Pre-processing: Fairness models 

In this section we consider the pre-processing of data for PETRA. In particular we look at two 

models for processing descriptions of fair distributions of entities or resource among staff. This 

discussion focuses on issues for the TabCorp Telebet roster.  

 



Discussion of problem formulations and solution methods 81Sec. 2.2 

Note that when we refer to ‘historical’ in these discussions we mean planned rosters in the time 

prior to the one currently being planned. We assume that any roster being planned has historical 

rosters up to its start date. A historical roster may be either a roster that has been planned and 

actually worked by staff, or a roster that has so far only been planned. 

2.2.1.7.1 Fairness mapped to cost of entity 

The approach we present in this section for processing descriptions of fair distributions of entities 

or resource among staff is useful where individuals can only accumulate up to one entity or unit of 

resource in a roster. Examples of such entities from the TabCorp Telebet roster are Sunday shifts, 

which are popular with staff because of the penalty pay rate, so consequently the fair distribution of 

them is a sensitive issue. Note that by the nature of the Sunday shifts and the fact that the roster is 7 

days long, staff can have at most one of these per roster.  

Consider a set of staff S amongst whom we wish to fairly distribute roster entity u based on 

distributions of the entities in historical rosters. Let u[s] be the number of entities u, for example 

Sunday shifts, rostered to individual s∈S over the n days prior to the current roster period. In 

general, we use a cost function f in the u[s] values to return a cost component for roster lines 

containing an entity u. The function f is chosen such that with the addition of these cost components 

we drive the solution towards a fair distribution of entities u among staff. Consistent with the 

common notion of fairness the function f is non-decreasing in the u[s] values. 

In this section we present a method to construct an array p[s], a transformation of u[s], which we 

can use as input into cost function f thus simplifying the definition of f. The approach using p[s] is 

simple, robust, and effective and has been successfully implemented to automate treatment of the 

contentious Sunday shifts equity issue at TabCorp. 

Essentially, the array p[s] gives the integer ‘rank’ number for assigning an entity u to individual 

s∈S. Rank numbers are assigned such that an individual has rank number 0 if in a fair roster they 

would have the highest priority for getting an entity u in their roster line. Higher rank numbers 

imply lower priority for the individual to get an entity u in a fair roster. To construct p[s] we assign 

p[s] = 0 for all staff s with u[s] < (∑s∈Su[s])/|S|. The remaining staff are assigned ranks {1, 2, …, R} 

based on the index of u[s] in the sorted ascending list of distinct values from the set {u[s] : u[s] ≥ 

(∑s∈Su[s])/|S|}. 
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A benefit of using p[s], rather than with u[s], for the function domain of f is the predictability of the 

p[s] values. For example, calibrating the cost function f with respect to other cost components is 

easier using the p[s] values as input. 

Interesting issues with regards to the practical implementation of this approach are:- 

1. When we say an entity is ‘rostered’ to an individual we mean it was planned, in a historical 

roster, that the individual was to have the entity in their roster line, regardless of whether or not 

they ultimately worked a roster line containing the entity. Therefore, u[s] includes entities that 

were planned for an individual but which they did not ultimately work, as in the case of 

absenteeism. In these cases we will under-estimate the fair number of desirable (or undesirable) 

entities we propose to allocate in the absentee’s roster, which may be perceived as unfair. 

2. Another issue to consider is where an individual first began her/his employment, or had leave, 

during the n day historical period. This individual is likely to appear to have fewer entities in 

their historical rosters and we will therefore over-estimate the fair number of desirable (or 

undesirable) entities we propose to allocate in their roster, which may be perceived as unfair. 

2.2.1.7.2 Fairness mapped to target accumulation of entities 

The approach we present in this section for processing descriptions of fair distributions of entities 

or resource among staff is useful where individuals can, in contrast to the case in the previous 

section, accumulate more than one entity in a roster. Examples from TabCorp Telebet of such 

entities are supervisor shifts, which are paid at a higher rate because the individual operates in a 

high skill capacity. 

In this section we derive an expression for t[s] the target number of entities proposed to be 

allocated to individual s in the roster. We use objective pressure from an accumulation cost 

function to drive the solution toward meeting these targets in the roster lines. We rely on the 

convexity of the accumulation cost function to ensure that a solution not meeting the targets exactly 

will nonetheless be regarded as fair with respect to its deviation from the targets. This is discussed 

in Section 1.1.2.1.1 (p15). 

We use the same notation from the previous section, and introduce (i) k(s) the expected number of 

shifts individual s will get in the roster and (ii) Nu the expected total number of entities u appearing 
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in the roster. In order to derive an expression for t[s] it is reasonable to assume the following 

relationships. 

1) t[s] ∝ 1/u[s] The target number of entities in the current roster is inversely proportional to the 

number of entities accumulated in the previous n days of historical rosters. 

2) t[s] ∝ k[s] The target number of entities in the current roster is proportional to the number of 

shifts the individual is expected to receive in a roster. 

Note that relationship (2) comes from the need to account for individuals that are available to work 

more of the entities in a roster than others. For example, fulltime staff will generally work more 

entities u than part-time staff. By using relationship (2) we assume that k[s] is a reasonable 

indicator of the number of entities for which individual s is available in a roster. The expected 

number of shifts k[s] an individual works per roster does not, however, always reflect the number 

of entities they get per roster. For example, consider the case where the entities u are night shifts 

and an individual has specified they can work only a limited number of night shifts. 

Let us also introduce the values a[s], which are weights used to (i) reflect the priority for the 

allocation of entities to individual s, with regards to comparative fairness with other staff and (ii) to 

balance the targets with the available, or estimated total, number of entities. By choosing 

appropriate values for a[s] we can make the following conservation relationship. 

Nu = ∑st[s] = ∑s a[s] × k[s]/u[s]  

Equation 2.2: Conservation equation 

If it is fair to assume that we allocate all staff with equal proportions of the total number of entities 

they are available to work, then we can assume a[s] = a for all s and we have the following 

expression for t[s]. 

t[s] = a × k[s]/u[s], where a = Nu/(∑sk[s]/u[s]) 

Equation 2.3: Targets for equal weights 

If it is not fair to assume that we allocate all staff with equal proportions of the total entities they 

are available to work (e.g., (i) seniority dependent equity and (ii) Customs staff working unpopular 

shifts getting rewards in paid hours in Section 1.2.1.4 (p29)) then the values a[s] may need to be 
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specially calculated. The procedure presented in the following section outlines a method for the 

calculation of the a[s] values. 

Valid accumulation targets from orthogonal projection 

In this section we present a method for calculating valid weights a[s] (i.e., weights that satisfy 

Equation 2.2 (p83)) for the case where it is not fair to assume that we allocate all staff with equal 

proportions of the total entities they are available to work. We assume we have estimated equity 

weights in a vector a’. These are typically calculated using a heuristic, which gives weights as 

relative priorities for allocating individuals with entities u. We may for example use the values p[s] 

described in Section 2.2.1.7.1 (p81).  

In general the conservation equation will not hold if we use heuristically determined values for a’. 

Calculating valid weights, however, may not be necessary if we only have a simple objective 

function based solely on meeting the targets u. In this case the heuristic weights together with a 

convex accumulation cost function will be sufficient, since the cost function will ensure that even if 

the targets cannot be met the solution is still fair in its deviations from the targets. However, when 

we have other components in the objective we need to ensure that the objective pressure for 

meeting targets t[s] goes to zero when the targets are met. Otherwise, residual objective pressure 

can interfere with the effect of other components in the objective. 

We use orthogonal projection to obtain the valid weights as a best approximation of a’, subject to 

satisfying the conservation equation. Let w[s] = k[s]/u[s]. The following figure demonstrates, in 

three dimensions, how we obtain valid weights a from the initial weights a’. 
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Figure 2.13: Orthogonal projection 

To do this we determine a0 and then calculate valid weights a using:- 

a = (Nu/||w||2)w + a0 

We describe a method for calculating a0 in the appendix (see Section A.3 (p203)). 

2.2.2 Master problem: Work requirement 

As we mentioned previously in Section 2.2 (p53) rostering problems can be partitioned into two 

problem sub-frameworks, which we call the master problem and sub-problems. In the previous 

sections we discussed issues of the sub-problems. This section discusses issues relating to the 

master problem and the modelling of work requirement using PETRA shift segment requirement. 

In Section 2.2.2.1 (p86) we discuss the description of work requirement using shift segment 

requirements. We also discuss a special assumption we make for using PETRA shift segment 

requirement that has implications for our ability to explicitly model work requirement. In Section 

2.2.2.2 (p90) we discuss cases of rostering situations for which we cannot explicitly model the 

work requirement because of the assumption we make for using shift segment requirement. 
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2.2.2.1 Shift segment requirement: units of work requirement 

This section presents the description of work requirements using shift segment requirements. As we 

saw in the overview in Figure 2.2 (p54) a shift segment requirement is composed of skill sets and 

coverage bounds which we discuss in Section 2.2.2.1.1. Later in Section 2.2.2.1.2 (p89) we discuss 

the formulation of the shift segment requirement model in the integer programming problem.  

As we illustrated in Figure 2.2 (p54) a shift segment requirement is composed of one or more skill 

sets and coverage bounds. In the following subsection we discuss the generalisation from 

describing a single role that an individual fulfils while working a shift segment into multiple 

simultaneously fulfilled roles. 

Staff simultaneously fulfilling multiple roles 

Until now we have used a basic definition of work requirement defined in Section 1 (p4). In this 

definition we think of each shift segment as having a minimum and maximum number of staff 

required to cover it. This is a simplification since in practice we often regard the satisfaction of 

work requirement in a shift segment in either one of two modes: (i) one-individual-to-one-job, (ii) 

one-individual-to-many-jobs. The case of one-individual-to-many-jobs is described by example if 

we consider the case where a nurse can be expected to act simultaneously in the job descriptions of 

Team Co-ordinator and Epidural Competent nurse. The case of one-individual-to-one-job is just a 

special case of the one-individual-to-many-jobs, and is interestingly the only case modelled in most 

projects we have seen in the literature.  

As a means of describing work requirement in these two modes we use shift segment requirement, 

which is discussed in the following sections. 

2.2.2.1.1 Skills and coverage bounds 

The concept of shift segment requirement is added to a shift segment when it is used to describe 

work requirement. It describes the conditions when the shift segment is satisfactorily covered by 

staff allocated to working it. Shift segment requirement consists of a set of pairs each consisting of 

a skill set and coverage bounds. Coverage bounds describe the minimum and maximum number of 

staff permitted to be allocated to working a shift segment who satisfy an associated skill set 

condition. Skill sets are described in detail in the following subsection. 
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The description of shift segment requirement is based on the PETRA specific assumption that 

individuals allocated to working a shift segment contribute to all coverage bounds of the shift 

segment requirement for which they satisfy the associated skill set condition. This assumption, first 

presented in the introductory discussion in Section 2.2 (p53), forms a basic part of the PETRA 

modelling framework and has proved to provide a high degree of flexibility. However, some cases 

that cannot be modelled are outlined in Section 2.2.2.2.1 (p90).  

A noteworthy implication of this assumption is that for any model of shift segment requirement we 

must know implicitly from our description of the shift segment requirement what a given individual 

will actually be doing when they are allocated to working a shift segment. Therefore this 

assumption essentially provides us with the ability to reduce sub-problem complexity because it is 

implied which IP constraints the individual covers when they are working a shift segment. For 

example, if we separate a shift segment requirement into two shift segments because we have 

found, hypothetically, that it is necessary to know what an individual is doing when they are 

working, then a decision must be made in the sub-problem about which shift segment the individual 

will work. The sub-problem complexity is increased by this separation, and similarly decreased in 

the converse situation where we merge shift segment requirements together. For the converse 

situation we can imply each individual’s contribution to the combined shift segment requirement. 

Note that by separating shift segment requirement into two shift segments we do not change the 

number of constraints in the master problem. 

The skill set and coverage bounds elements of a shift segment requirement can be thought of as 

tasks that staff must perform during the shift segment if their skills permit. This model has been 

used with success to capture the skill mix requirements of Auckland Healthcare nurse rosters that 

arise from care quality issues. For example, we may require a minimum total of 5 staff over the 

period 0700-1500. Of these 5 or more staff we require a minimum of 2 staff who must be both 

Epidural Competent and Patient Controlled Analgesia Competent, and a minimum of 1 must be 

both Ward Competent and at skill level 4. Each of these three minimum-staff-number constraints is 

modelled using their own skill set and coverage bound element. 

We note the natural assumption that staff can work a shift segment only if they satisfy at least one 

skill set of the shift segment requirement. We also note that this extends the condition, expressed in 

Section 1.1.2.1.2 (p18), that an individual can work a shift only if they can work all of the shift 

segments of the shift. 
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In practice the minimum and maximum coverage are elastic bounds. In fact we typically use 

multiple skill set and coverage bounds elements to describe a piece-wise linear non-decreasing 

penalty function, which implements elastic constraints for deviation outside the minimum and 

maximum coverage (see Section 2.2.2.1.2 (p89)). 

In certain configurations of this model, and in particular as the result of using elastic constraints in 

the coverage bounds, the concept of raising violations (defined in Section 2.2.2.2.3 (p92)) of the 

coverage becomes an important issue. 

Skill sets 

A skill set defines a logical function returning whether or not an individual can contribute to 

meeting the coverage bound of an element of a shift segment requirement. The function uses bit-

wise logical operators on integer data types. The three arguments of the function are (i) the skill set 

‘mask’, (ii) ‘target’ and (iii) the staff member’s skill. Each argument is represented using the same 

integer data type. In the most convenient representation of skill sets we would assign a particular 

bit position of the integer data type to represent an actual physical skill in the problem. For example 

if we assume that we have eight skills, then a skill set may be represented as *****01* where ‘*’ 

represents a wildcard. In this case the ‘mask’ describes the wildcard positions and the ‘target’ 

describes the bit states in the non-wildcard positions. An individual who has skill two and does not 

have skill three satisfies this skill set. An individual with skill bits 01100011, for example, will 

satisfy the skill set. Note that the wildcard concept is borrowed from genetic algorithms (see “The 

Schema Theorem” in Hondroudakis et al. [31]). 

Skills are defined in this way because (a) it is efficient and (b) it is flexible. It is efficient because 

we can determine whether or not an individual can contribute to meeting a coverage bound in a 

single logical expression statement, without resorting to a lookup within one or more code loops. It 

is flexible because it conveniently represents common skill conditions used in rostering. For 

example an inclusion-of-skill condition is where we have a set of skills S = {s1, …, sk} and we say 

that an individual must have all skills in a particular subset of S in order to work. Apart from 

allowing convenient expression of inclusion-of-skill conditions the skill set framework also allows 

convenient expression of exclusion-of-skill conditions. For example we may often say that in order 

for an individual to work they must have none of the skills in subset a, as well as the condition of 

having all skills in subset b. 
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In the implementation of the skill set logical function we use function IAND, which is a bit 

function performing a bit-wise AND operation on two arguments of integer data type. If we take 

the value IAND(mask, target) and the value target to be equal, then the logical function is 

implemented in the expression IAND(staff_skill, mask) == target. For example, the mask and target 

values implementing the skill set in the example presented at the beginning of this section are 

00000110 and 00000010, respectively. Note that in the convenient representation of skill sets, 

where we would assign a particular bit position to represent a physical skill in the problem, a 

logical function based on a single 4 byte integer can only represent conditions of up to 32 skills, 

which may seem restrictive. However, the logical function can easily be converted to evaluate 

arrays of 4 byte integers, rather than a single 4 byte integer, and therefore we can accommodate 

arbitrary numbers of skills. 

2.2.2.1.2 Two IP formulations of coverage bounds: With and without implicit variable upper 

bounds 

The following is a basic mathematical statement of maximum and minimum coverage bounds, 

where Ai is the ith row of the master problem constraint matrix; bi, u+ and u- are constants. 

bi - u+ ≤ Aix ≤ bi + u- 

The following constraint statements give two options of ways to express the previous statement in 

computational form. 

With implicit variable upper bounds.  

Aix + wi
+ - wi

- = bi where 0 ≤ wi
+ ≤ u+ and 0 ≤ wi

- ≤ u-. 

Without implicit variable upper bounds  

Aix + wi
+    = bi + u- 

Aix     - wi
-  = bi - u+ 

 

where 0 ≤ wi
+, wi

-. 

In our implementations we have used the second approach since our solver does not provide 

implicit variable upper bounds. This has lead to significant basis sizes for our integer programming 

models. We expect that the use of implicit upper bounds will mean an improvement in solution 

performance, with reduced computational effort required in basis updates.  
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To ensure the robustness of the solution method, we generally regard these coverage bound 

constraints as ‘soft’ and we include an additional slack and surplus variable to measure deviation 

outside the bounds with respect to the objective function. Furthermore, in the work with Auckland 

Healthcare, we often add additional coverage bounds − with wider bound intervals than the original 

coverage bounds − to implement the types of cost function like that illustrated in Figure 2.1 (p43), 

and this leads to increased numbers of master problem constraints. Note that the reasons for doing 

this are discussed in Section 1.1.2.1.1 (p16). 

2.2.2.2 Modelling in practice 

In this section we discuss a number of issues of practical interest in modelling work requirement. 

Section 2.2.2.2.1 describes a case of work requirement that cannot be modelled adequately within 

the current shift segment requirement framework. In Section 2.2.2.2.2 (p91) we present a successful 

workaround for a similar case of work requirement to the case in Section 2.2.2.2.1. Finally, in 

Section 2.2.2.2.3 (p92) we look at raising violations, which is a special case of work requirement 

requiring special implementation in the integer programming model. 

2.2.2.2.1 Cases that do not fit the model 

In this section we present an example of a work requirement rule that cannot be modelled within 

the shift segment requirement framework.  

A difficult-to-model rule, taken from an Auckland Healthcare nurse roster, says that we need a 

minimum of two nurses with skill level 3, or higher, to be working at any time in the combined red 

and blue teams. We discuss the details of skills and teams for this Auckland Healthcare nurse roster 

later in Section 4.2.2.1 (p152). Another similar rule from the same roster specifies a maximum of 

three skill level 1 nurses working at any time in the combined red and blue teams. Note that these 

rules reflect issues of robustness of the roster. 

We cannot model these work requirement rules using PETRA because it requires that we remove 

the assumption, presented in Section 2.2.2.1.1 (p86), that staff must contribute to meeting all 

coverage bounds of the shift segment requirement for which they satisfy the associated skill set 

condition. We will briefly outline the reason for this.  

The current mechanism for mapping the staff-to-shift segment allocations on to the integer 

programming model works in two phases. First, the optimisation model decides which shift 
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segment an individual is working on; for example, either the red or blue team shift segment. 

Second, the PETRA shift segment requirement model routes the consequence of this decision (via 

the PETRA shift segment requirement assumption) as a contribution toward the satisfaction of the 

work requirement. Under the current mechanism, no two shift segments have coverage bound 

constraints in the same constraint in the integer programming formulation which is, unfortunately, 

what is required for the foregoing rules. Therefore implementing the foregoing rules requires more 

modelling than is provided by the mechanism currently being used. 

Another similar requirement, which is also unable to be modelled explicitly in the PETRA shift 

segment requirement framework, is the rule specifying a maximum total number of staff on both 

the red and the blue teams over each period of the day. However, unlike the previous examples, we 

were able to successfully implement a workaround, which is described in the following section, 

Section 2.2.2.2.2. 

2.2.2.2.2 An ‘even spread’ quality metric for work requirement satisfaction 

The quality of coverage of work requirement was first introduced in the discussion of the objective 

components in Section 1.1.2.1.1 (p16). In this earlier section we proposed a quality metric of the 

coverage of work requirement based on statistical variance and a view of the staff numbers 

covering shift segments as statistical random variables. In this section we discuss the application of 

this concept in practice to the work requirement of an Auckland Healthcare nurse roster. 

An example of a work requirement from the Auckland Healthcare nurse roster says that the total 

number of staff on two teams (red and blue) is (a) not greater than 10 during the daily period from 

0700 to 1500 and (b) not greater than 9 over the remainder of the day. The details of teams for this 

Auckland Healthcare nurse roster are discussed later in Section 4.2.2.1 (p152). We note that we 

cannot express explicit constraints for this work requirement because it violates the PETRA shift 

segment requirement assumption, which we discuss with respect to a similar example in Section 

2.2.2.2.1 (p90). In addition to this constraint the rostering management at Auckland Healthcare also 

loosely described a desirable property of a solution as having ‘smoothness’ of work requirement 

satisfaction. Requirements such as these are discussed in Section 1.2.1.1 (p24) and are based on 

robustness of the roster, care quality and service standard issues. Similar requirements to this are 

noted in the literature. In particular Jaumard et al. [33] notes that care quality in a nurse roster is 

expressed as “the degree of balance between experienced and less experienced nurses assigned at 

the same period on a given day”.  
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Our approach to treating this issue is to relax the maximum bounds on the total staff on both teams 

into the objective, using the convex cost function as described in Section 1.1.2.1.1 (p16). We did 

this because (i) we could not deal with it in our shift segment requirement model (for reasons 

discussed in the previous section, Section 2.2.2.2.1 (p90)) and (ii) it also dealt with the 

‘smoothness’ requirement. The Auckland Healthcare rostering management were happy with the 

solutions resulting from this approach. 

2.2.2.2.3 Special modelling for hierarchical skills 

In this section we discuss a situation that may arise when, to be consistent with the physical 

meaning of a work requirement model, we must propagate or raise the violations of an elastically 

(‘soft’) constrained coverage bound into some of the other coverage bounds of the same shift 

segment requirement. 

Typically, this situation occurs when we have a pair of coverage bounds that can be hierarchically 

covered. That is, all staff who can cover coverage bound a can also cover coverage bound b, but 

not all who can cover b can cover a. A practical example of this is where we have Co-ordinators 

and Registered Nurses. A Co-ordinator can always act as a Registered Nurse but a Registered 

Nurse cannot act as a Co-ordinator.  

When hierarchically covered coverage bounds occur in practice, we tend to make intuitive 

adjustments to the work requirement. For example, we may say that we need at least a Co-

ordinators and at least a + b Co-ordinators or Registered Nurses on a shift segment. It is for these 

situations where we also have elastic or ‘soft’ constraints on the higher-in-the-hierarchy coverage 

bounds (i.e., the requirement for a minimum of a Co-ordinators) that we may need to allow raising 

of violations. Raising of violations is required if we do not have enough Co-ordinators to cover the 

Co-ordinator requirement. We do not want to roster more Registered Nurses to fill the uncovered 

Co-ordinator-or-Registered Nurses requirement left as a result of unrostered Co-ordinators. Instead, 

we want to actually see these gaps in the roster solution and then manually, or otherwise, fill these 

gaps by making appropriate adjustment to the preferences of the Co-ordinators. 

Without the raising of violations, we may for example have the following configuration of 

constraints reflecting our foregoing example of Co-ordinators and Registered Nurses. In the 

following example we will assume that A is an index set of staff who are Co-ordinators and B is an 

index set of staff who are Registered Nurses. The binary variables yk are 1 if individual k is working 

the shift segment, and 0 otherwise.  
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∑k∈A yk        + sa
+ - sa

-        = a (1) 

∑k∈A yk + ∑k∈B yk       + sab
+ - sab

-  = a + b (2) 

If the cost coefficient of sa
+ is low (i.e., a ‘soft’ minimum constraint) then it may happen that ∑k∈A 

yk < a (i.e., there are too few Co-ordinators). In such a situation, if the cost of sab
+ is large enough, 

then we may get a solution where ∑k∈B yk > b, which may not be consistent with the intention of the 

model. 

To raise violations we convert some slack variables into special slack variables covering two or 

more minimum coverage bounds. For example we must also cover constraint (2) with slack 

variable sa
+ to compensate for any inadvertent shortage of A or Co-ordinator staff in constraint (1) 

by correspondingly reducing the number of A and B staff required in constraint (2). The following 

configuration of constraints shows the implementation of the raising of violations. 

∑k∈A yk        + sa
+ - sa

-         = a (1) 

∑k∈A yk + ∑k∈B yk    + sa
+    + sab

+ - sab
-  = a + b (2) 

Note that a similar treatment was implemented to model the roster of one of the wards we 

investigated for Auckland Healthcare although we did not focus on this rostering problem (see 

Section 4.2.1 (p150)). 

2.3 Specialised solution methods  

The discussion in the previous sections developed the framework for our integer programming 

formulation. This section discusses interesting aspects of the solution methods we have used to 

solve problem instances of the standard formulation (see Section 2.1.2 (p42)). 

In Section 2.3.1 (p94) we discuss issues relating to our partitioning of the rostering problem into 

smaller manageable sized problems with which we solve and aggregate the final solution. Section 

2.3.2 (p99) discusses issues of the linear relaxation solution methods and finally in Section 2.3.3 

(p111) we discuss issues of obtaining integer solutions. The following subsections include some 

discussion of interesting formulations and solution methods from the literature. 
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2.3.1 Roster partitioning 

If we view a roster as a grid where the grid rows represent staff and columns represent days of the 

roster period, then a sub-roster is a collection of sets of contiguous days, one set for each of a 

subset of staff. A roster partition is a set of sub-rosters, the union of which is the entire grid. 

Examples of sub-rosters are:- 

Days Days Days

St
af

f

(a) (b) (c)  

Figure 2.14: Sub-roster types 

Sub-rosters of type (a) are called day partition sub-rosters and are characterised by containing all 

staff and the day sets all start and end on the same days. Sub-rosters of type (b) are staff partition 

sub-rosters characterised by containing a subset of staff and each day set contains all days of the 

roster period. Sub-rosters of type (c) are hybrid partition sub-rosters characterised by containing a 

subset of staff and the day sets may not start and end on the same days. In the thesis projects we 

have only used type (a) sub-rosters. 

We use roster partitions to simplify the solution of rostering problems, since each sub-roster is 

easier to solve than the full rostering problem. Our approach is to create a roster partition such that 

by solving the sub-roster problems separately, while holding the rest of the roster fixed, we can 

aggregate the solutions together to give a solution to the full rostering problem. Note that in our IP 

formulation of the rostering problems we gain the most by using a day or hybrid partition since the 

sub-roster problem sizes grow exponentially with the number of days. In fact the size of the 

problems we have investigated has meant that we cannot solve them, using our current methods, 

without using a day or hybrid partition. 

2.3.1.1 Resource distribution 

A drawback with partitioning the rostering problem is that we will possibly lose global 

convergence to a good solution. The difficulties with roster partitioning arise from the way we must 

somehow estimate ‘resource’ usage among the sub-roster problems. By resource we mean either (i) 
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attributes required by staff in their roster lines (e.g., correct paid hours in pay periods) or (ii) work 

capacity required to satisfy work requirement. In this section we outline some issues related to 

resource usage among the sub-roster problems and we reference discussion of special methods for 

treating these issues.  

The issue of distributing resources among sub-rosters has two aspects. The first is the issue of 

distributing resource in the first solution of the sub-rosters. The second issue is redistribution of 

resource among the sub-roster problems as required, to improve the solution when we repeatedly 

reprocess the rostering problem. Note that in this sense our solution method using roster 

partitioning is essentially integer programming embedded within (a) greedy and (b) local search 

heuristics. 

When we first solve the sub-rosters of a day partition we do not know the distribution of the 

resources required in each sub-roster for a good solution. For example, certain staff working 12hr 

shifts in Auckland Healthcare’s nurse rosters require 120 paid hours over each of the first and 

second 3 week pay periods of a 6 week roster. Consider solving the first sub-roster over the first 

week of the roster. The 12hr staff will, typically, work either 36hrs or 48hrs in the first week – we 

will choose one and our decision will affect the paid hours resource available to use in the sub-

roster problems in the second and third weeks. We discuss the methods we use for these issues in 

the following section, Section 2.3.1.2 (p96). 

When we reprocess the rostering problem we redistribute resources. Note that the convergence rate 

of the reprocessing phase depends on the distribution of resources after the first pass. In day 

partitioning the resources are redistributed in each sub-roster driven by the premium for 

accumulating the attributes required by staff over the period of the current sub-roster rather than 

leaving it to be accumulated in some other sub-roster. The sub-problems naturally provide a means 

to communicate premium information by the interaction between the roster line sections in the 

current sub-roster and the fixed sections of the roster lines on the days before and after the sub-

roster. We discuss this in the following Section 2.3.1.2 (p96). In staff partitioning the resource 

redistribution is driven by the premium on covering work requirement in the current sub-roster 

rather than leaving it to be covered in some other sub-roster. In staff partitioning we can use 

methods based on Benders’ partitioning procedure (Benders [8]) to communicate this premium 

information among the sub-rosters. Note that we discuss the use of Benders’ partitioning procedure 

for this purpose in Section 2.3.1.3 (p98). 
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2.3.1.2 Day partitioning 

In this section we look at methods used to improve day partitioning. These methods are categorised 

as (a) first-pass methods to obtain a greedy initial solution and (b) methods for reprocessing local-

search passes to improve the solution. 

A useful first-pass method, which we have implemented to improve day partitioning for the 

Auckland Healthcare rostering problems (see Section 4.2.3.2.1 (p176)), is to use special 

accumulations on the first pass through the sub-rosters. With this approach, after the first pass we 

have a feasible distribution of critical accumulations such as paid hours and we hope that other 

resources have been distributed arbitrarily and, therefore, the overall distribution is in a 

‘neighbourhood’ (in the local search sense) of that required for a good solution. Examples of 

accumulations we may leave to be arbitrarily distributed in the first pass are those for the different 

shift types in the Auckland Healthcare nurse rosters (e.g., morning, afternoon and night shifts), 

which we control as a fairness condition of the roster. An important example of this is the night 

shift quotas discussed in Section 1.1.1.2 (p11). 

Another useful first-pass method, which we have implemented for the TabCorp Telebet rostering 

problems, is to solve the sub-rosters in reverse chronological order as we discuss in Section 

4.1.3.2.1 (p144). 

To improve the reprocessing of the roster we use the following methods:- 

• We overlap sub-rosters in the same day partition. For example, sub-rosters of a day partition 

start on Monday and finish on the Wednesday of the following week, with the exception 

perhaps of the sub-rosters that run over the start and end of the roster period. The adjacent sub-

rosters overlap each other by three days: Monday, Tuesday and Wednesday. 

• We stagger sub-rosters in a second day partition compared with those of the initial day 

partition, and we use the two day partitions alternately in reprocessing passes. For example, if 

we assume the initial day partition is the one described previously, then a second staggered day 

partition may have sub-rosters starting on Thursdays and finishing on the Saturday of the 

following week. 

• We increase flexibility in accumulations to improve propagation of resource, in particular the 

paid hours resource, among sub-rosters. To implement this we may artificially make small 
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increases in the maximum accumulation bound, such that we do not unduly increase sub-

problem size, and let the original bound be a ‘soft’ constraint. For example, we allow an 

individual to accumulate extra paid hours above the maximum bound at a penalty cost thus 

allowing the individual to have an extra day’s work in an intermediate solution. 

Minimum bounds on accumulated attributes in roster lines are particularly difficult constraints to 

satisfy using day partitioning. This is because we must use a relaxation approach to treat the 

constraints and it is difficult to avoid ‘clumping’ of the resource if we presume a heuristic target 

distribution of resource in the first pass. This is particularly so if the accumulation windows are 

longer than the sub-rosters; for example, if we have accumulation windows across three weeks of a 

roster and the sub-rosters are only 8 days long. Note that the general approach and associated 

methods we have presented in this section have, however, proved satisfactory for the problems we 

have investigated. 

2.3.1.3 Staff and hybrid partitioning: proposed methods 

In this section we look at two proposed methods specifically relating to staff and hybrid 

partitioning. The first method focuses, in particular, on choosing sub-rosters for reprocessing. The 

second method is for solving staff partitioning sub-rosters, which is based on Benders’ partitioning 

procedure for linear programming (Benders [8]). The discussion of these methods is included to 

provide insights into our view of roster partitioning although the methods are not implemented as 

part of the project. 

The basic method examined here chooses staff partitioning sub-rosters for reprocessing. This is of 

interest because there is no natural ordering of staff to guide the choice of staff partitioning sub-

rosters, unlike the natural ordering of days in day partitioning. The method involves the ranking of 

the roster lines allocated to staff in an intermediate solution by some quality metric, which may be, 

for example, simply the cost coefficients of the roster lines. Another quality metric may, for 

example, reflect the satisfaction of preferences in the roster lines. We choose the next sub-roster by 

taking the top n and bottom m staff ranked by their current roster lines with respect to the quality 

metric. We then solve the staff partition sub-roster and repeat. Note that this is an attempt to 

maximise the effective redistribution of resources from our sub-roster solution, since we combine 

those individuals with the poorest resource allocation in their roster lines and the individuals with 

the best, while maintaining moderate sub-roster complexity. 
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A variation of this method may be to extend it to hybrid partitioning sub-rosters. In this variation 

we may identify a small section of days d in the roster across which there is high disparity among 

staff for a particular quality metric. We may choose a hybrid sub-roster like that of the following 

figure, where staff sets N and M are the top n and bottom m ranked staff.  

d

 N
 M

 

Figure 2.15: A hybrid sub-roster 

The reasoning behind the extended length of days in the sub-roster for M staff is that we may 

require additional flexibility to improve poor quality roster lines. 

A method based on Benders’ partitioning procedure 

In this section we discuss a method for staff and hybrid partitioning with a theoretical basis in 

Benders’ partitioning procedure for linear programming (Benders [8]). As we mentioned in Section 

2.3.1.1 (p94) this method is a means of communicating the resource premium information among 

the sub-rosters to drive resource redistribution to improve the solution. As we mentioned 

previously, this method was not implemented as part of the project. The discussion of it is included 

to outline an approach we may take for special cases of rostering problems. 

Let us consider solving the following linear relaxation problem, Problem 2.7 (p99), where the 

variables are partitioned into two sets of staff denoted as set a and set b. This problem represents a 

rostering problem that we will solve using a staff partitioning approach. Note that we have ignored 

the integer constraints for now. The vectors xa and xb are each associated with the sub-roster 

problem containing staff from sets a and b, respectively. Entries in these vectors are partitioned by 

staff member, each entry representing a roster line for the associated individual. In an integer 

solution, an entry is at value 1 if the relevant individual will work the roster line associated with 

that entry, and 0 otherwise.  
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min caxa + f(u, v, xb) 

s.t. Aaxa + F(u, v, xb) = b 

0 ≤ xa, u, v and xb ∈ S 

 

 

 

Problem 2.7: A staff partitioning problem 

We can solve this problem using a Benders’ algorithm like that presented in Lasdon [36]. Note that 

the algorithm presented in Lasdon [36] permits S to be an arbitrary subset of vectors with real 

valued entries. For example, the set S may be a subset of zero-one vectors or it may be the set of 

vectors with non-negative real valued entries. Also note our use of elastic equality constraints by 

including the slack and surplus variables u and v.  

Because the Benders’ algorithm does not treat the integer constraints required on the variables in 

rostering problems, it is necessary to extend the algorithm somehow to integrate these constraints. 

An approach may be, for example, to embed a branch-and-bound framework within the Benders’ 

algorithm and thus integerise the problems gradually over iterations of the Benders’ algorithm. 

Further extensions to this algorithm may be necessary to treat cases where we want to partition the 

staff into three or more sets of staff rather than just two, as we have done here. 

2.3.2 Linear relaxation 

Besides linear programming based relaxations of integer programs, Lagrangian duality based 

relaxations have also been used to produce lower bounds for rostering problems; for example Lee 

[37] and Caprara et al. [10]. It would seem, however, that linear relaxations are more popular, 

which may be because of the tightness of the bounds that we regularly find for our types of 

problems and the speed and reliability of linear programming solution methods. Johnson et al. [34] 

notes, for the case of general integer programming problems, that although Lagrangian relaxation is 

“undoubtedly useful in special situations”, linear programming relaxation “still is the champion” 

producer of lower bounds. 

In the following sections we discuss some interesting linear programming solution methods. These 

include column management methods in pricing, solution methods for sub-problems, and methods 

for treating difficulties with degeneracy. Note that part of the discussion looks at methods 
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implemented in PETRA while other parts of the discussion are a review of important, relevant 

methods from the literature. 

2.3.2.1 Pricing methods: active column set 

In this section we focus on column management schemes for pricing. A classic method in this 

category is partial pricing. We begin by reviewing some important methods from the literature. 

Methods implemented in PETRA are discussed in Section 2.3.2.1.1 (p101). Note that these 

discussions do not include pricing calculation schemes, which are discussed in Section 2.3.2.3 

(p111).  

For the discussion in this section we use the term restricted master problem. A restricted master 

problem is a master problem containing a subset of all those columns that are feasible for the sub-

problems. Columns that are not in the restricted master problem may or may not be stored. Adding 

columns to the restricted master problem may mean searching the solution space of a sub-problem, 

as in column generation.  

Barnhart et al. [4] presents a column management algorithm for the columns of a restricted master 

problem. The idea uses reduced cost to rank columns in (i) a ‘pool’ of inactive columns and (ii) the 

non-basic columns in the restricted master problem. When the restricted master problem is solved 

optimally a subset of the best negative reduced columns in the pool replaces a subset of high 

reduced cost non-basic columns in the restricted master problem, and solving continues. When the 

pool no longer contains negative reduced cost columns a column generation management algorithm 

is run, which starts out using approximate sub-problems and removes the approximation when 

columns with negative reduced cost cannot be identified. Note that approximation in this context 

means either or both of: (a) we do not find the least reduced cost column; (b) the sub-problem 

solution space does not contain all feasible columns. 

Anbil et al. [1] describes the Sprint method for iteratively modifying the restricted master problem. 

The Sprint iteration begins with a small subset of columns over which we solve optimally. The 

subset of columns used in the next Sprint iteration is decided using a bin-wise distribution of 

columns ranked by their current reduced costs. The next subset of columns consists of (i) the 

current optimal basis, (ii) columns in the best bin and (iii) a random selection of columns from the 

other bins. 
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2.3.2.1.1 ZIP_R based methods 

The following three methods have special provision for their implementation in the ZIP_R software 

(see ZIP_R package in Section 3 (p122)). Note that the first method has had trials performed while 

the last two have not. 

• The initial LP relaxation problem is set up with a column set chosen using a simple column 

filtering method based on column costs. A robust and efficient implementation of this 

approach ‘watches’ columns as they are constructed and (a) maintains an exponentially 

smoothed average column cost and (b) uses a randomised “accept/reject” column function, 

which has probabilistic dependency on (i) the column cost and (ii) the current smoothed 

average column cost. This approach is required because our column construction routine, 

which is based on constraint programming (see Section 2.3.2.2.1), has no inherent bounding 

in its search. 

• Rather than rejecting the columns and actually discarding them, another method ranks the 

rejected columns by costs in a bin-wise distribution. These columns are stored by bin and 

then by staff exploiting the features of the ZIP_R column storage. The column grouping 

features of ZIP_R (see Section 3.2.1 (p125)) allows these bins to be turned on and off in 

pricing, which permits partial pricing by staff in ranked order of the column bins. 

• If we have capped the total number of columns that can be stored, then we may need to 

replace columns in storage to store newly generated columns. Using the features of the 

ZIP_R column storage (i.e., selective replacement of columns in storage, which we discuss 

in Section 3.2.1 (p125)) we can sort columns by reduced cost, or any other pricing 

calculation such as steepest edge pricing (Day [14]), and replace only the bottom ranked 

columns. 

2.3.2.2 Search methods: roster line sub-problem 

In this section we present the sub-problem search methods used by PETRA and we look at 

optimisation-based methods from important column generation applications in the literature. 

2.3.2.2.1 Constraint programming 

We view sub-problems as constraint satisfaction problems (Brailsford et al. [9]). PETRA solves 

constraint satisfaction based sub-problems whenever additional columns are required during the 
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initial LP solve and branch-and-bound. The expression of constraints for sub-problems is discussed 

in Section 2.2.1.3 (p59) and Section 2.2.1.4 (p60). The most powerfully expressive of these are 

accumulations discussed in Section 2.2.1.4 (p60). Note that the zero upper bound constraint on 

reduced cost, used in sub-problems solved during iterations of the restricted master problem, is 

presently integrated in perhaps the least efficient way at the last step before a constraint feasible 

column is to be stored.  

Constraint programming is the “computer implementation of an algorithm for solving constraint 

satisfaction problems” (Brailsford et al. [9]). Our constraint programming implementation 

combines the logic programming concepts of backtracking and consistency checking. Projects like 

Caprara et al. [10] use constraint logic programming – or constraint programming implemented 

using a logic programming language such as PROLOG – for the rostering problem as a whole. In 

contrast, we have used it only for our sub-problem formulation. 

In brief our constraint programming algorithm has (i) a fast (backtracking) algorithm that finds 

roster lines that are feasible under a subset of ‘basic’ constraints and (ii) a slower (consistency 

checking) algorithm that checks the roster line for the remaining ‘advanced’ constraints. Note that 

in this sense it is like a relaxation formulation, although not strictly so since it does not, unlike 

shortest path sub-problem formulations, have a lower bounding mechanism. A lower bounding 

mechanism in this sense exploits the situation where the cost of a possibly infeasible partial roster 

line constructed by the algorithm is a lower bound on the costs of comparable partial roster lines 

that are feasible. The critical feature lacking in constraint programming is the ability to compare 

partial roster lines, and maintain incumbent partial roster lines. A lower bounding mechanism 

allows the handling of much greater complexity than can be handled using our constraint 

programming approach. However, maintaining the assumptions required for a lower bounding 

mechanism, in particular maintaining the framework required for the comparability of partial roster 

lines, typically leads to less flexibility for modelling rules and quality. 

Our constraint programming algorithm improves basic backtracking by integrating (via call-back) 

information about the violation of advanced constraints to reduce the search space described by the 

basic constraints. 

The basic set of constraints are:- 

• Rules defining the set of legal daily shifts on each day for an individual. 
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• Rules defining the legality of the day-off on each day for an individual. The days for which the 

day-off is illegal are called locked days-on. 

• The minimum time off between daily shifts on consecutively worked days. 

A roster line satisfying these constraints is called minimally feasible. The following algorithm 

outlines the basic framework of the constraint programming algorithm. Note that the terms 

‘increment-day’ and ‘earliest fix-day’ used in the backtracking and consistency checking 

algorithms are discussed later in this section. 

Set up an initial minimally feasible roster line. 

Increment-day := first sub-roster day. 

Do 

 Consistency checking: Given ‘increment-day’ check roster line for the  

 advanced constraints and set ‘earliest fix-day’.  

 If( earliest fix-day > last sub-roster day )then 

  {The roster line is feasible} 

  If( the roster line’s reduced cost is below the upper bound )then 

   {Note that the upper bound is zero during restricted master problem  

    solving.} 

   Store roster line. 

  End If 

 End If 

 Backtracking: Given the ‘earliest fix-day’ find next minimally feasible  

 roster line and set ‘increment-day’. 

 If( there are no more minimally feasible roster lines )then  Exit Do. 

Loop 

Algorithm 2.1: The constraint programming algorithm 

The modelling of the problems we have examined so far is done using (a) a basic set of rules and 

quality metrics (see Section 2.2.1.3 (p59)) and (b) advanced rules and quality modelled using 

accumulations of the class types: (i) shift segments, (ii) workstretches and (iii) workstretch 

transitions. The basic rules and quality are implemented in the backtracking algorithm while the 

consistency checking implements the accumulation modelling. The quality metrics are linearly 

aggregated as cost components into the overall roster line cost. 
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Backtracking and consistency checking algorithms 

The backtracking algorithm maintains a state vector consisting of (a) the current minimally feasible 

roster line together with (b) the roster line’s shift segment accumulations. Given the roster line in a 

state vector, the backtracking algorithm updates it by finding another minimally feasible roster line 

that satisfies the basic constraints. If we compared the previous roster line and the new roster line 

we would notice that (1) they are the same until the day before ‘increment-day’ and (2) the only 

days after ‘increment-day’ that are worked in the new roster line are the locked days-on. Once the 

roster line has been updated the backtracking algorithm updates (i) the shift segment accumulations 

and (ii) basic cost components (see Section 2.2.1.3 (p59)). Note that for efficiency, the update 

exploits the fact that all changes in the state vector’s roster line are on the ‘increment-day’ and 

beyond.  

We have so far omitted to mention the ‘earliest fix-day’ parameter passed to the backtracking 

algorithm, which is used to improve the effectiveness of the search for the next minimally feasible 

roster line. This is discussed on page 107. 

The following consistency checking algorithm maintains a state vector containing the workstretch 

and workstretch transition accumulations. The backtracking state vector and the ‘increment-day’ 

are both passed to the consistency checking algorithm.  

Last_update := MIN(‘increment-day’, last_update). 

Earliest fix-day := first day partition sub-roster day. 

Check violations of the shift segment accumulation bounds and update a cost  

component reflecting the shift segment accumulation cost functions. Exit  

the consistency checking routine on the first violated accumulation bound  

encountered. 

If( the roster line is feasible w.r.t. the shift segment accumulation bounds )then 

 Earliest fix-day := last sub-roster day + 1. 

 For each workstretch and workstretch transition accumulation do 

  Update the accumulation. 

  Check violations of the accumulation bounds.  

  If( violated )then 

   Find the ‘end_day’ of the first workstretch for which a maximum accumulation  

   bound is violated.  

   Earliest fix-day:= MIN(‘earliest fix-day’, end_day). 
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  End if 

  Update a cost component reflecting the workstretch and workstretch accumulation  

  cost functions. 

 Next accumulation. 

End if 

Last_update := infinity. {Indicates feasible shift segment accumulations} 

Algorithm 2.2: The consistency checking algorithm 

Note:- 

1. The shift segment accumulations are up to date with respect to the current roster line on entry to 

the consistency checking algorithm. We only need to proceed with the update of the 

workstretch and workstretch transition accumulations if the shift segment accumulation bounds 

are not violated. 

2. The variable last_update is part of the consistency checking state vector and monitors the 

earliest ‘increment-day’ value since the last update of the accumulations so that for efficiency, 

the next update can exploit the fact that all changes to the roster line are on last_update and 

beyond. 

It should also be noted that the cost components themselves are broken down into cost sub-

components (like the objective in shortest path problems) and these are updated efficiently using 

the fact that all changes to the roster line are on ‘increment-day’ and beyond. 

An example of a roster line search sequence 

In this section we present a small example of a sequence of roster lines generated by Algorithm 2.1 

(p103). This example is based on the Auckland Healthcare nurse rosters. The roster lines are 

constructed for an individual who has specified that she/he can only work the nurse roster shifts M 

(0700-1500) and A (1500-2300); these and the other nurse roster shifts are discussed in Section 

4.2.2.3 (p158). We will assume that the other rules governing the roster lines are restricted to:- 

(1) A minimum bound on the time off between daily shifts on consecutive days with the 

consequence that we might have M and then A on consecutive days, but not A then M. 

(2) A workstretch accumulation that requires we do not allow workstretches with a single day-off. 
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The following table displays the sequence of roster lines. We are only interested in the last 4 days 

of these roster lines, which we have numbered 1 to 4. Note that the roster line contents prior to day 

1 are not relevant for the example and have been omitted. The days after day 4 are in the future of 

the current roster period and we assume their contents will be determined after the current roster 

has been planned. Note that the ‘−’ in the roster line column indicates a day-off. 

# Roster line. 

1 2 3 4 

Backtracking. Consistency checking 

result. 

01 A - - - Keep Ok 

02 A - - M Keep Ok 

03 A - - A Keep Ok 

04 A – M - Keep Reject; 2 

05 A M - - Skip  

06 A A - - Keep Ok 

07 A A – M Keep Reject; 3 

08 A A M - Skip  

09 A A A - Keep Ok 

Table 2.4: Roster line sequence example 

The roster lines 05 and 08 are skipped by the backtracking algorithm as a consequence of rule (1). 

Roster lines 04 and 07 are rejected by the consistency checking algorithm as a consequence of rule 

(2). Note that although roster line 09 has a single day-off on the last day of the roster we do not 

regard this as a violation of rule (2) because we will, typically, extend the days-off of such 

workstretches in the subsequent roster period. 

The roster lines 04 and 07, rejected by the consistency checking algorithm, have a number included 

in the rightmost column that indicates the ‘earliest fix-day’ value set by the consistency checking 
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algorithm. This number is related to the jumps in the backtracking algorithm search that can be 

seen between roster lines 04 and 05 and roster lines 07 and 08. 

Locked days-on 

A locked day-on for an individual is a day for which the day-off is illegal: that is, the day must 

contain work. The backtracking algorithm respects this rule in its update by running forward from 

the increment-day filling in the locked days-on with daily shifts in a way that respects the basic 

rules. Note that the consistency checking and backtracking algorithms have knowledge of the 

locked days-on and the accumulation update exploits this for efficiency. 

Improved backtracking 

The backtracking search is improved using a call-back to a specialised consistency checking 

algorithm to determine whether – assuming the roster line is invariant up to, but not including, a 

specific day – to (a) reject a particular daily shift on the day or (b) reject all daily shifts on the day. 

For example, for roster line 04 in the sequence in Table 2.4 (p106) the ‘earliest fix-day’ value 2 

means the backtracking algorithm will begin searching from day 2 rather than from day 4, as it 

usually would. This is achieved by the call-back indicating to the backtracking algorithm that we 

reject all daily shifts on days 4 and 3. Note that the ‘earliest fix-day’ is used by this call-back and 

so, in a sense, the backtracking algorithm does not itself use the ‘earliest fix-day’ information.  

We note that this framework can perhaps be extended. The ‘earliest fix-day’ represents the 

recommended day from which the backtracking algorithm should begin searching to repair 

violations of workstretch or workstretch transition maximum accumulation bounds without 

skipping the backtracking search over feasible roster lines. This is currently achieved by forcing the 

increment-day back so that it is on or before the last day of the earliest workstretch causing a 

violation of a maximum accumulation bound. Perhaps with more intelligent methods that exploit 

the structure of the entities being accumulated, a tighter specification of the ‘earliest fix-day’ could 

in some cases be achieved, thus further improving the efficiency of the backtracking algorithm.  

In this context, it is interesting to note that it is more difficult to efficiently exploit minimum 

accumulation bounds in the constraint programming sub-problems than it is to exploit maximum 

bounds. This is because, given a roster line violating a maximum accumulation bound, it is clear to 

which point in the roster line we need to jump to begin searching for a new roster line solution 

satisfying the bound. However, it is not clear how far back we should jump in the backtracking to 

repair violations of minimum bounds. In Section 2.2.1.4.5 (p73) we discuss some cases where, 
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using arguments about the relative reduction in sub-problem size, we can justifiably relax minimum 

accumulation bounds in the constraint programming search. 

2.3.2.2.2 Shortest path with resource constraints: approximation and relaxation approaches 

In this section we look at sub-problem search methods that are based on the shortest path problem 

with resource constraints (abbreviated in this section as SPPRC). These are optimisation-based 

methods and they are the basis for a number of important column generation applications in the 

literature. In contrast to these methods we have taken a constraint programming approach for our 

sub-problem search (see Section 2.3.2.2.1 (p101)). As we mention in Section 2.3.2.2.1 (p101) 

methods using SPPRC provide a lower bounding mechanism that allows the handling of much 

greater complexity than can be handled using our constraint programming approach. However, 

maintaining the assumptions required for a lower bounding mechanism typically leads to less 

flexibility for modelling rules and quality. As we mention in Section 2.1.5 (p52) the modelling of 

rules and quality using SPPRC is limited by the complexity of their description and consequently 

many projects have had to resort to using approximations. It is partly the flexibility of modelling 

that has motivated our use of constraint programming rather than SPPRC as a basis of our sub-

problem search methods. At some point in the future the PETRA system will include sub-problem 

engines based on SPPRC. This section outlines issues that arise with such engines and discusses 

factors relevant to their development. 

Anbil et al. [1] references Minoux [46] as being “perhaps first to present a globally converging 

column generation method for the linear relaxation of the crew pairing problem”. The paper 

Minoux [46] presents sub-problems formulated as SPPRC. A detailed discussion of relevant issues 

is presented in Desaulniers et al. [17] and Desrosiers et al. [19]. 

Sub-problem formulations using SPPRC are based on the notion of a partial roster line solution 

mapping into a state. Because all partial solutions mapping into the same state are by the nature of 

the state description indistinguishable, we can keep just the best objective (or incumbent) partial 

solution. Note that we always have a time ordering of states for sub-problems formulated as 

SPPRC. 

We can discard partial solutions, or even entire states, if partial solutions to other states are 

identified that ‘dominate’ the partial solution or state (Desaulniers et al. [17]). This implies there is 

a quality metric in the state description that is not reflected in the shortest path objective function. 

Typically, a lexicographic mechanism is formulated to determine whether a state is dominated by 
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other states. Lexicographic mechanisms use an ordering of values taken from (a) the best cost of a 

partial solution and (b) the state description. The state description values may include the time 

position of the state, implying that we may compare states that are not coincident in time. 

To present difficulties with the SPPRC column generation, and associated workarounds, we briefly 

consider the worst case complexity of an algorithm for solving an SPPRC sub-problem. Let us 

assume that the state descriptions are partitioned into node and resource information. A node 

represents the more tangible attributes of the state. For example, a node will represent a point in 

time where we have a decision about what an individual can do next. A node may also represent 

some geographical location of the state. Geographical location is used in airline crew pairing and 

rostering formulations. The resource information represents the remaining state description in such 

a way that a node has a number of states each identifiable by a unique set of integer resource 

values. We formulate rules using SPPRC as (i) resources consumed by partial solutions and (ii) 

constraints on resource consumption at nodes. 

In the worst case the number of states is O(nwm) where n is the number of nodes required in the 

problem, w is the maximum number of distinct values any resource can have at any node, and m is 

the maximum number of resources necessary to define a partial solution at any node. Although the 

worst case does not eventuate in almost all practical formulations, the problems become 

prohibitively complex when we require increasing numbers of states to satisfactorily describe the 

problem and its complex rules and quality. Note that if the number of partial solutions mapping into 

a state, averaged across all states with one or more partial solutions, is too small then the SPPRC 

solution algorithm is essentially a poor constraint programming algorithm. 

A common workaround for the problem of complexity is state-merging. In state-merging we 

increase the granularity of the state description leading to fewer states each with more partial 

solutions mapping into them, thus resulting in a less complex problem. To discuss the effects of this 

we look at two fundamental methods for solving the shortest path problem. 

Consider the following two cases of approaches to extending a partial solution with some entity. 

For the sake of generality of the discussion we assume the entity may or may not contain work, or it 

may contain both worked and non-worked periods. 

• Approximation: We ensure that the entity is a legal extension of the incumbent partial solution 

of a state. The cost for appending an entity to the incumbent partial solution is the actual 
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modelled cost for the transition. This method results in primal, or upper, bounds on a minimised 

objective. 

• Relaxation: We allow an entity to extend a partial solution if there exists at least one possible 

partial solution to the state for which the entity would be a legal extension. The cost for 

appending an entity to the incumbent partial solution is the minimum of modelled costs for a 

transition to the entity from any partial solution mapping into the state. This method results in 

dual, or lower, bounds on a minimised objective. 

State-merging using the relaxation approach may result in an illegal solution. Therefore, with the 

relaxation approach we need a search technique to find feasible negative reduced cost roster lines. 

A search technique used in the Carmen system (Hansen and Hjorring [27]) has elements of (i) 

ranked shortest path (Martins and Santos [38]) and (ii) a network adjustment scheme. Note that 

with the lower bounds provided by the relaxation approach, even an illegal solution proves 

optimality when its reduced cost is non-negative. 

State-merging using the approximation approach may cut off many, possibly good, roster lines 

from the solution space of the problem. A common method embeds the state-merging control 

within some heuristic search framework to improve solution efficiency. For example, we iteratively 

solve the problem starting with a high degree of state-merging and gradually remove it each time 

we fail to find negative reduced cost solutions. 

Note that it is unclear (a) which applications have a performance difference between the 

approximation and relaxation approaches and (b) what the nature of the difference is for these 

applications. 

Often, when the sub-problems are computationally expensive – as is often the case for SPPRC 

column generation in rostering problems – it can be of benefit to return multiple columns from each 

sub-problem solve (Barnhart et al. [4]). A common approach to returning multiple columns from an 

SPPRC solution is to use the incumbent solutions to all states representing legal complete roster 

lines. Although this approach is undoubtedly of benefit for many applications it is not, however, 

guaranteed to obtain the set of k best paths and so the gains in performance can be unpredictable. 

An alternative method is to use a ranked shortest path algorithm on the shortest path network (e.g., 

Martins and Santos [38], Martins et al. [39]) although it is unclear whether there is any benefit in 

doing this for many of the applications in the literature. 
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2.3.2.3 Degeneracy 

The problems we solve are highly degenerate: that is we have many incidences of the closely 

related events defined by (i) basic variables at value zero and (ii) no objective change between 

iterations of the simplex method. Degeneracy occasionally leads to cycling (Bazaraa et al. [6]) but 

of more practical importance it leads to stalling (Bazaraa et al. [6]), which can cause significant 

difficulties for solving certain classes of problems. The linear relaxation solver ZIP (see ZIP 

package in Section 3.1 (p123)) uses Wolfe’s method (Wolfe [58]), which is a last resort for 

stopping long stalls and cycling. This method does nothing to reduce the tendency for stalling of 

the simplex method for these problems.  

We may reduce stalling using special pricing calculation methods (Day [14]), or methods to 

stabilise the dual solution used for pricing and hence reduce the incidence of degenerate iterations 

(e.g., Hogan and Marsten [30], Desrosiers et al. [20]). The latter methods essentially improve the 

choices of entering columns − in the sense that they are more meaningful cuts in the dual solution 

space − by stabilising the inherently unstable dual solution over successive simplex iterations. 

2.3.3 Integer solutions 

Essentially, the method we use for solving our binary integer programs uses linear programming 

relaxation within a branch-and-bound search. The linear relaxation is solved to optimality before 

branch-and-bound. 

An alternative to this approach is to early-terminate the linear relaxation solving when sufficient 

information is available to perform the next branch (Barnhart et al. [3] referenced in Barnhart et al. 

[4]). It is however, still unclear how this should best be done for our types of problems. Intuitively, 

a method based on early termination of the linear relaxation should work. However a small amount 

of preliminary testing undertaken during this project suggested that it does not perform very well. 

Note that early termination methods for our types of problems may potentially use the lower bound 

calculation for Dantzig-Wolfe decomposition linear relaxation problems (Lasdon [36]), which 

produces a feasible dual solution constructed using minimum reduced costs. 

Constraint branches: ignore variable branches and zero constraint branches 

In our applications we have used only constraint branches, ignoring the options for variable 

branches. In many applications the variable one branch is too greedy and tends to give a large 
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increase in a minimised objective. This is not useful for problems like ours where we typically have 

small or zero integer gap. Pursuing variable 1 branches generally leads to either: (a) a weak upper 

bound, (b) a cut-off node (if we have an upper bound available) or (c) an infeasible node. However 

it has been shown to be very effective in cases where the problem has sufficient flexibility and 

simple quality structure. For example, in the rostering application of Desrosiers et al. [21], multiple 

variable 1 branching is used systematically with good results. 

The variable 0 branch, as a consequence of the size of our problems, has little or no effect since the 

child node linear relaxation solution is generally another fractional solution with an objective 

function value equal to its parent, and we therefore neither (a) cut-off the node nor (b) make 

progress with the lower bound. Apart from being ineffectual, variable 0 branches are difficult to 

implement in sub-problems based on the shortest path problem. 

Besides using only constraint branches, and ignoring the option of using variable branching, we use 

only one side of the constraint branch. Our search strategy is to dive and never backtrack – so we 

never explore the alternative side of our branches. The side of the constraint branch we use is the 

branch forcing a given staff constraint (or, equivalently, the Dantzig-Wolfe convexity constraint) to 

be covered by columns covering the staff constraint and a specified shift segment requirement 

constraint. The physical interpretation of this is that the individual associated with the staff 

constraint is being forced to work a certain shift segment. This is much less greedy than the 

variable 1 branch because we are adding only a small amount of structure rather than fixing the 

entire roster line for the individual. This side of the constraint branch is chosen because it 

represents a tighter set of constraints for the master problem than the other side of the constraint 

branch because of the high sparsity of the master problem constraint matrix. Note that the other 

side of the constraint branch forces the given staff constraint to be covered by columns covering the 

staff constraint and not covering the specified shift segment requirement constraint. 

As we saw in Section 2.2.2.1.1 (p86) each shift segment is associated with multiple constraints in 

the integer program. An individual’s roster line containing a shift segment associated with multiple 

constraints will cover a subset of these constraints determined by the individual’s skill 

specification. Because the subset of constraints is fixed there is equivalence among the constraint 

branches associated with each constraint in the subset; that is, we can use any one interchangeably. 
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2.3.3.1 Branch-and-price 

A branch-and-price algorithm (Barnhart et al. [4]) is essentially a variation of branch-and-bound 

characterised by the embedding of sub-problem solvers within a restricted linear relaxation master 

problem that is embedded in the branch-and-bound search. Note that simplex methods are good 

linear programming solvers for branch-and-price compared with interior point methods, for which 

it is difficult “to reoptimise an LP with an interior point code after rows or columns have been 

added” (Johnson et al. [34]). 

Our branch-and-price algorithm combines elements of (i) dive-and-fix (see Section 2.3.3.2 (p114)), 

(ii) multiple constraint branching (see Section 2.3.3.3 (p114)) and (iii) sub-problem management 

methods. 

The sub-problem management methods we use are (1) triggering of sub-problem solves and (2) 

integration of the constraints added during the branch-and-price search into the sub-problem 

constraints.  

After each branch the LP is solved using the current restricted set of columns. If the optimal 

objective exceeds the objective of the parent by more than a user specified percentage then the sub-

problem solves are triggered. Note however that if the parent problem was not solved to optimality, 

as can happen if that LP’s objective function increases without exceeding the threshold, then the 

trigger threshold is calculated from a preceding parent that was solved to optimality. The solution 

of the sub-problems is managed for each trigger event using the so called column management 

method described in Section 4.1.3.2.2 (p145). 

Since we have used only constraint branches for the problems in the thesis project (see page 111) 

we only discuss the integration of constraint branches into the sub-problems. The variation of the 

constraint programming sub-problem algorithm (see Section 2.3.2.2.1 (p101)) that we use during 

the branch-and-price search exploits the current set of constraint branches to improve its efficiency. 

The consequences are (a) smaller sub-problem solution spaces and (b) we avoid the need to check 

the returned columns against the current set of constraint branches.  

Since we only use one side of the constraint branches (see page 112), a constraint branch in our 

context means we force a given individual to work a given shift segment. Therefore the constraint 

branches are implemented in sub-problems as a combination of (i) locking the day-on and (ii) 

discarding those daily shifts on the given day that do not contain the given shift segment. Note that 
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these mechanisms are already provided as part of the rule modelling in the constraint programming 

formulation and so the implementation is not difficult. 

2.3.3.2 Dive-and-fix 

The branch-and-bound search strategy used for the thesis projects is based on a dive-and-fix 

heuristic. A dive-and-fix heuristic (Wolsey [59]) is a branch-and-bound heuristic for integer 

programs with binary variables. “The idea is to take the LP solution at any node of the branch-and-

bound tree and dive down the tree in the hope of finding a feasible solution” (Wolsey [59]). 

The difference between the method described by Wolsey [59] and our method is: (a) we dive from 

the root node and (b) we use constraint branches rather than variable branches. The constraints we 

impose are either (i) locking of integer valued constraint branches (part of multiple constraint 

branches as described in Section 2.3.3.3) and (ii) constraints to remove fractional valued constraint 

branches. Because we use constraint branches rather than variable branches, our approach to the 

dive-and-fix heuristic is less greedy than the standard dive-and-fix heuristic presented in Wolsey 

[59]. 

Because we dive from the root node, our search does not backtrack and therefore stops with the 

first integer solution found. We can afford to be this greedy in our branch-and-bound search 

because:- 

1. Our problems are relatively flexible. The flexibility in this context is discussed in Section 1.3 

(p35). 

2. For partitioned rostering problems (see Section 2.3.1 (p94)) we hope to repair bad solution 

features by repeatedly reprocessing the roster. 

2.3.3.3 Multiple constraint branching 

Multiple constraint branching is an important and novel contribution of this project with an 

implementation provided in PETRA. Multiple constraint branching is where we add more than one 

constraint branch to a linear relaxation problem in branch-and-bound to construct its child linear 

relaxation problem. Using multiple constraint branching allows us to improve solution performance 

by exploiting more of the linear relaxation solution information than we do with a single constraint 

branch. 
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Using multiple constraint branching provides opportunities to impose a degree of structure on the 

linear relaxation problems that we cannot consider when using single constraint branches. In the 

single constraint branch approach the constraint branch would necessarily force non-zero variables 

in the parent solution to be zero in the child solution. However, for multiple constraint branching 

we can implement a subset of constraint branches that essentially fix variables already at value zero 

in the parent solution: these we call integer locking constraint branches. 

The two drawbacks with multiple constraint branches are (i) it can be excessively greedy and (ii) 

backtracking in the branch-and-bound search tree is complicated. Because our problems are so 

flexible we can be greedy with our use of multiple constraint branching. We note a similar 

observation, concerning problem flexibility and greedy branch-and-bound, made by Desrosiers et 

al. [21] for whom the flexibility in their airline crew rostering problems permitted successful use of 

multiple variable 1 branches with a dive-and-fix heuristic. Although backtracking with multiple 

constraint branches can be complicated, we do not need to deal with this complexity if we use a 

dive-and-fix approach (see Section 2.3.3.2 (p114)). If, however, we are required to improve the 

search capability, then we can make a simple improvement by assuming that (a) we select a single 

constraint branch when the best branch fraction is 0.5 and (b) we only backtrack up to nodes with 

single constraint branches. 

In the remainder of this section, we describe a routine we have used to select the list of multiple 

constraint branches for constructing a child node problem for a given linear relaxation solution. 

Let s be an index of a staff constraint (or, equivalently, the Dantzig-Wolfe convexity constraint) 

and n be an index of a work requirement constraint. Assume we have an index set of the basic 

variables J(s, n), which contains the indices of basic variables covering both constraints s and n. Let 

f(s, n) = ∑j∈J(s, n) xj; f(s, n) is often referred to as the branch fraction for constraint branch (s, n). The 

function f(s, n) is in the interval [0, 1] for all s and n. 

The following algorithm builds a list of constraint branches used to construct a child node problem 

for a given node solution. Note that in the algorithm we have assigned special meaning to the words 

‘conclusive’ and ‘inconclusive’. A conclusive constraint branch (s, n) is one where f(s, n) ≥ 0.75, 

indicating that the LP ‘strongly’ suggests that staff member s works the shift segment associated 

with n. An inconclusive constraint branch is one where f(s, n) < 0.75. A constraint branch (s1, n1) is 

less conclusive than (s2, n2) if f(s1, n1) < f(s2, n2). The following list describes the control parameters 

and gives examples of typical values used for the Auckland Healthcare problems:- 
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1. MAX_TOTAL_BRANCHES: This defines the maximum number of constraint branches 

(excluding integer locking constraint branches) used for multiple constraint branching. A 

typical value is 40. 

2. BIN_FLOOR(⋅): This defines the branch fraction bin intervals for the bin-wise counts of 

constraint branches in the list. Bins are indexed by k and bin k collects branch fractions for the 

interval [BIN_FLOOR (k), BIN_FLOOR (k-1)), where BIN_FLOOR (0) = 1. A typical set of 

bin intervals, in order of bin index, is: {[0.89, 1.0), [0.79, 0.89), [0.749, 0.79), [0.659, 0.749), 

[0.499, 0.659)}. 

3. MAX_BY_BIN(⋅): This defines the maximum counts of constraint branches, by bin index, 

permitted in the list. We stop adding to the list of constraint branches once a bin is filled to its 

maximum. We do this because we would rather take extra branches in the current bin than take 

any in a less conclusive bin. A typical set of maximum counts, in order of bin index, is {30, 10, 

2, 2, 1}. 

4. USE_INTEGER_LOCKING: This indicates whether or not we use integer locking constraint 

branches over and above the constraint branches with fractional branch fraction. Typically, this 

was set to ‘true’ for our trials with Auckland Healthcare.  

 fractional_entry_count = 0 

 For each constraint branch (s, n) in descending order of f(s, n) do 

  If( f(s, n) is in the interval (0,1) )then 

   If( f(s, n) falls into a new bin )then 

    k := new bin index 

    If( BIN_FLOOR(k) < 0.67 and fractional_entry_count ≥ 1 )then 

     Finish. Settle for the branches we have already got if they are better than 0.6666. 

     {This ensures that we do not include inconclusive branches with a set of conclusive 

      ones.} 

    End If 

    {Find the maximum number of branches we can take for bin k} 

    max_bin_count = MIN(MAX_TOTAL_BRANCHES - fractional_entry_count,  

            MAX_BY_BIN(k)) 

   End If 

   bin_count(k) = bin_count(k) + 1 
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   If( bin_count(k) > max_bin_count )then 

    Finish. Do not take any more branches since we have filled a bin to the maximum. 

   End If 

   fractional_entry_count = fractional_entry_count + 1 

  Else If( f(s, n) = 1 )then 

   if( not USE_INTEGER_LOCKING ) cycle. 

  Else 

   Finish. There are no more branches that we may be interested in. 

  End If 

  Add branch (s, n) to the list of multiple constraint branches. 

 Next constraint branch (s, n) 

Algorithm 2.3: Build list of constraint branches (multiple constraint branching)  

Multiple constraint branching helps improve the work-to-results ratio in branch-and-price. That is, 

it is a framework allowing us to make good use of the information from each node solution to 

improve the efficiency of the time spent solving the restricted linear relaxation master problems. A 

particularly good property of our problems in this regard is that in the first few linear relaxation 

solutions in a dive-and-fix search there are many near integer branch fractions. The greedy effects 

of multiple constraint branching using these solutions are small and so we can quickly make large 

reductions in the sub-problem complexity from these early constraint branches before we begin to 

encounter significant increase in the objective that requires a call to the sub-problem solving 

process. 

2.3.3.4 Integer properties of master problem constraint matrices 

In this section we look at properties of the master problem constraint matrix that affect the 

probability of obtaining integer solutions to the linear relaxation. We are interested in these 

properties because they can be used to improve the branch-and-bound search performance. 

Totally unimodular matrices have only integer bases. The matrix property of unique subsequence is 

a characterisation of totally unimodular matrices; that is, a matrix with unique subsequence is 

totally unimodular (Falkner and Ryan [24]). We say that a 0-1 matrix has unique subsequence if 

there exists an ordering of the matrix rows such that all columns with a 1 in any given row have 

their next entry of 1 below that row, if it exists, in a unique common row (Falkner and Ryan [24]). 
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The concept of totally unimodular matrices and unique subsequence does not explicitly relate to the 

types of master problems we are interested in, and therefore has little direct use. However, we can 

make loose statistical statements concerning the behaviour of certain solution performance 

indicators as a function of a measure of the ‘nearness’ of the master problem matrix to possessing 

unique subsequence. The solution performance indicator we are particularly interested in is the 

expected number − taken over a number of similar problem instances − of branch-and-bound nodes 

solved before the first integer solution is found.  

Let us define the subsequence of a master problem matrix as a loose measure of the ‘nearness’ the 

matrix has to having unique subsequence. To do this we count, for each subset of columns with a 1 

in a given row (without rearranging rows of the master problem constraint matrix), the number of 

distinct rows containing the next entry of 1 below that row. We define the subsequence of the 

matrix as the average of these counts over all rows of the matrix. We note, as an interesting 

example, that if we minimise the subsequence across all permutations of the matrix rows, then a 

matrix with unique subsequence has a minimised value of less than or equal to 1. 

If we consider the special case where we have unique subsequence, and thus we are certain to get 

an integer linear relaxation solution, and we make the reasonable assumption that small changes to 

the basic structure of related problems leads to small changes to the expected solution performance, 

then it is reasonable to positively correlate the subsequence value with branch-and-bound 

performance. This is corroborated by observations made in Falkner and Ryan [24] and those made 

of the solution of the TabCorp Telebet rosters during sensitivity analysis carried out for TabCorp 

rostering management.  

In the sensitivity analysis for TabCorp it was noted that when the maximum time off between shift 

segments in daily shifts containing two shift segments was increased, thus increasing subsequence 

in the master problem constraint matrix, a correlated increase was observed in the number of nodes 

required in a dive-and-fix search. For example, for a 60 minute maximum gap between shift 

segments there are generally in the order of 10 nodes with a maximum of 30 nodes. It was observed 

that, when the maximum gap was increased to 90 minutes, the number of nodes increased to the 

order of 100 nodes. 
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2.4 Summary 

The discussion in this chapter developed our basic problem formulation and presented details of the 

mapping of physical rostering problems into instances of the abstract integer programming model. 

The last section of this chapter discussed solution methods for our integer programming model. 

We began with a general mathematical programming formulation and developed our basic 

formulation by applying a Dantzig-Wolfe reformulation together with some assumptions about the 

rostering problem. Although this formulation can be successfully applied to a diverse range of 

rostering problems we noted three cases of preferences we may need to model that violate our 

simplifying assumptions. These cases were discussed as: (i) inverse, (ii) car pool and (iii) buddy 

rostering. We then presented two options for extensions to our basic formulation to treat these 

cases. 

In Section 2.1.4 (p46) we gave examples of alternatives to our Dantzig-Wolfe reformulation and we 

discussed classes of problem for which the alternative formulations may perform better. These 

classes were discussed in terms of: (i) nurse rosters and (ii) call centre rosters. 

The discussion then focussed on details of the mapping of physical rostering problems into 

instances of the abstract integer programming model. We began by noting that our Dantzig-Wolfe 

reformulation approach partitions the constraints and quality metrics into two problem sub-

frameworks: (i) the master problem and (ii) the sub-problems. We first discussed details of the sub-

problems framework, which deals with the modelling of roster lines, and then we discussed the 

master problem framework, which deals with the modelling of work requirement. 

In our discussion of the sub-problem framework we first presented our basic modelling framework 

based on the idea of ‘templates’ and then we discussed the more advanced ‘accumulations’ 

framework, which is a developmental contribution of this thesis project that has proven to have 

useful application with the Auckland Healthcare project. The accumulations framework presented 

in Section 2.2.1.4 (p60) uses a hierarchy of class types to express and identify entities of interest in 

roster lines and then uses the accumulation of the entities we have chosen to identify to model rules 

and quality in roster lines.  

The remainder of the section on the sub-problem framework includes two sections discussing 

application details. The first section (see Section 2.2.1.5 (p75)) presents a comparison of the 

template and accumulations modelling frameworks where we see that there are advantages of using 
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one framework over another in different situations. The template framework is faster for calculating 

costs and is easy to configure in order to consistently give the correct emphasis on quality. The 

accumulations framework is more flexible, particularly in terms of implementing rules. We note 

that in some cases it is best to use a combination of both frameworks. The second section (see 

Section 2.2.1.6 (p77)) presents an example demonstrating the use and the limitations of the 

accumulations modelling framework. This section also covers modelling approaches used to handle 

several complicating issues we have encountered in modelling our rostering problems. 

Following the discussion of the sub-problems framework we then discuss issues relating to the 

second problem sub-framework that we refer to as the master problem. We discussed the notable 

master problem modelling framework developed in this thesis project that we have called shift 

segment requirement, which we use to describe work requirement. The shift segment requirement 

framework is based on the assumption that staff allocated to working a shift segment contribute to 

all coverage bounds of the shift segment requirement for which they satisfy the associated skill set 

condition. The framework based on this assumption allows us to exploit structure in the rostering 

problem to improve efficiency in the sub-problem solutions and performs very well but has meant 

we have so far been unable to model some work requirement rules for the Auckland Healthcare 

rosters. 

In the final part of this chapter we discussed solution methods for our integer programming model. 

We began by discussing the solution method of roster partitioning which has allowed us to solve 

problems of the size we have considered. This method is essentially integer programming 

embedded within greedy and local search heuristics and so we have adopted additional special 

methods to improve the performance. The general approach of roster partitioning and associated 

methods that we have presented has proved satisfactory for the problems we have investigated. 

Following the discussion of roster partitioning we discussed some interesting linear programming 

solution methods based on the functionality provided by the PETRA software system developed as 

part of this project. These included column management methods in pricing and the constraint 

programming algorithm used for the sub-problems. The constraint programming algorithm 

developed for the PETRA improves basic backtracking with a novel use of call-backs to relay 

information about the violation of advanced constraints to reduce the search space described by a 

set of basic constraints. This method has worked well combining both the speed and the flexibility 

required for the demanding roster line modelling in the projects that were undertaken. 
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Our integer programming problems are solved using linear programming relaxation within a 

branch-and-bound search where node separation is made using constraint branching. A branch-and-

price extension was implemented as part of the work undertaken for the Auckland Healthcare 

project. Part of the branch-and-price extension development and an important and novel 

contribution of this project is a method using multiple constraint branching within a dive-and-fix 

heuristic. This approach is essentially the use of the branch-and-bound tree in a rounding heuristic 

where we are rounding on fractional constraint branches instead of fractional binary variables. This 

method was used with success to improve performance of the branch-and-price implementation for 

the Auckland Healthcare project. 

 

 



 

3 The ZIP_R software: a solver framework  
This chapter looks at the solving platforms we have used to solve our rostering problems. We first 

look at the ZIP package and then we look at the ZIP_R package. The ZIP_R package serves as a 

driver for the ZIP routines and also as an extension of the ZIP routines providing storage capability 

for non-basic columns and associated tools. 

A major output of this research has been the development of the ZIP_R software system. The 

following provides an overview of the ZIP_R system. A full technical specification of the ZIP_R 

system has been developed but has not been included because of its length and is available from the 

author (Nielsen [48]). As we mentioned in Section 1.4 (p37), the ZIP_R system is the integer 

program solver component used by PETRA. 

Note that some of the discussion in this chapter refers to terminology and algorithms presented in 

Section A.2 (p198). 

Solving software 

Several commercially available software packages can be used to solve problems formulated as 

binary integer programs. Examples of such packages are CPLEX and XPRESS-MP. These 

packages often provide their own high level language for developing solving software. In addition, 

most of these packages will also provide a programming interface with a callable library of routines 

that can be used as the basis for building solving software in lower level languages such as C/C++ 

or Fortran (e.g., CPLEX). 

The callable library routines of a solver package typically require that the constraint matrix be 

copied to their own internally defined data structures. As a consequence, the solving process will 

see the user (i) loading in the constraint matrix data along with cost coefficient and right hand side 
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data, (ii) calling the library solver routine and (iii) waiting for it to return with the solution. In brief, 

the user is not readily able to affect the actions of the solver routine while it is executing.  

Contrast the foregoing approach with one where we allow the user to affect the solving process by 

way of hook and user routines that are called from within the library solving software. With a 

carefully designed interface of user and hook routines we can provide a high degree of flexibility of 

the code elements allowing the user to improve the solution performance. Indeed, considerations 

for loose coupling and flexibility of code elements motivate the extensive use of events, or method 

pointers, in Delphi Object Pascal (ModelMaker [47]). Events are a similar concept to user and hook 

routines, particularly in the sense that they provide code element de-coupling and flexibility. An 

example of solving software that uses user and hook routines is the ZIP package (Ryan [52]), which 

we outline in Section 3.1. 

3.1 The ZIP package 

The ZIP package (Ryan [52]) provides a callable library of routines designed specifically for 

solving binary integer programs. The package provides routines for solving LP problems and for 

managing a branch-and-bound search. It incorporates specialised methods for treating high levels 

of degeneracy in the LP problems (Wolfe [58]) and for solving the sparse linear systems of 

equations that arise during the LP solution process (Gill et al. [26]).  

The distinguishing feature of the ZIP package is in the way the library routines only maintain 

storage for an LU representation of the LP basis and storage for the right hand side vector. As a 

result of this, the user is required to provide data structures to store the constraint matrix and cost 

coefficients. The user must also provide user routines to communicate the constraint matrix data 

and cost coefficients and carry out certain operations in the solving process. 

We can see from the ZIP routines outlined in Section A.2 (p198) that the software supplied by the 

user has a tight interaction with the integer program solving process. It is the basic idea of the ZIP 

package to provide the user with the convenience of debugged, pre-compiled OR software 

technology, while permitting a high level of flexibility for the user to exploit considerations 

specific to their optimisation model in order to make improvements to the solution performance. 
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The ZIP package is (i) a library file ZIP.lib, containing the compiled solver routines and (ii) a 

user routine source code file SetPar.for1. The user routine source code contains a generic 

example of the required user-hook routines together with default data structures to store the 

constraint matrix and cost coefficient data. The user provides the code to construct the IP problem 

in terms of an encoding of the IP constraint matrix, the cost coefficient data, and the right hand side 

vector.  

The IP construction code is often compiled into its own specific executable file. This arrangement 

of the ZIP package is an a priori approach for solving the IP problem. Using the a priori approach, 

a text file is often used as a means of intermediate storage of the IP problem data. This data is 

retrieved from the text file by the solver executable, the problem is solved, and the result returned, 

also by text file. Details of this configuration are described in Section A.2.2 (p201). 

Note that the text file is a convenient and robust means of interfacing the complicated software 

components of the constructor and the solver. It is also convenient for debugging and analysing 

convergence difficulties. 

3.2 The ZIP_R package 

The software project undertaken for this thesis has involved the development of a ‘framework 

wrapper’ around the ZIP package. The result of this development combines the ZIP package and 

framework wrapper into a callable library of routines and defines a user routine module in a similar 

style to the original ZIP package. This combined software has been named the ZIP_R (Zero-one 

Integer Programming software for Rostering) package. Note that the framework wrapper software 

and the ZIP package are coupled via the user routines of the original ZIP package. 

The general form of the ZIP_R package is in a similar style to the original ZIP package. The 

fundamental difference between them is that the ZIP_R package provides storage capability for the 

constraint matrix and cost coefficients. The addition of storage capability moves the style of the 

ZIP_R package closer to that of CPLEX while still providing all the flexibility of the original ZIP 

package for which it has proved successful. 

                                                 

1 ‘SetPar’ is an abbreviation of Set Partition problem. 
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With the addition of storage capabilities the ZIP_R package provides most of the functionality that 

was originally required from the user in the ZIP package configuration. A new user-hook routine 

framework has been designed for ZIP_R reflecting the functionality now required to be provided by 

the ZIP_R user. In this way the style of ZIP_R package is similar to the original ZIP package. 

3.2.1 Features 

In the following discussions we briefly summarise the main features provided by the ZIP_R 

package. A full technical specification of the ZIP_R system is available from the author (Nielsen 

[48]). 

• Column grouping and column group identification. 

The columns stored in both the ZIP_R column storage and in the user’s column storage are required 

to use the ZIP_R column identification scheme. Column identification is used by the ZIP_R 

column manipulation routines in order to:- 

(1) Selectively price columns in ZIP_R storage.  

(2) Improve pricing performance by applying specialised pricing algorithms to only those column 

groups that need it. For example, column groups containing only columns with positive entries 

do not need to be priced using the routine for pricing columns with mixed sign entries. 

(3) Group columns by their storage-encoding scheme. For example, we may store a group of 

columns using the default ‘sparse’ encoding and another group using a user definable encoding. 

(4) Distinguish between those columns that have 0-1 variables and those with integral or real 

variables. 

An application of these features is discussed in Section 2.3.2.1.1 (p101). 

• User definable column storage encoding. 

The columns may be stored in ZIP_R storage using a user-definable storage encoding. For 

example, the user may interpret the value 104 within column storage to represent a 1 value in both 

constraints 22 and 38. We will use this where we can exploit problem specific structure to reduce 

the size of the data representation of the columns. Reducing the sizes of the column representations 

will improve the speed with which the columns are priced and manipulated. The solving processes 
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that ‘hit’ stored column data encoded with the user definable storage encoding − such as pricing 

and constraint branching − refer to the user via call-back for the customised treatment required for 

these columns. 

• Dynamic and static column storage. 

Columns may be stored in the ZIP_R storage using either dynamic or static column storage. 

Statically stored columns remain fixed in storage until the storage structure is reset. Columns stored 

using dynamic storage may be overwritten in storage by other subsequently stored dynamic 

columns. With the use of a dynamically stored column set the user can define some criterion for 

column quality in order to improve the density of ‘good’ columns in the set by replacing only those 

with lowest quality. An application of this feature is discussed in Section 2.3.2.1.1 (p101). 

• Standard facility for feature branching. 

A feature branch is a generalisation of a constraint branch which may impose a diverse range of 

structure on a parent node LP to construct the child node LP. Feature branches provide a higher 

degree of flexibility than constraint branches providing a wide range of options for branches that 

may improve the branch-and-bound search. 

Feature branches are implemented in the same way as constraint branches, except that we identify 

feature branch candidates in a slightly different way. Using the same notation used for the branch 

fraction definition for constraint branches (see Section 2.3.3.3 (p114)) we now regard n as an index 

for enumerated features that we attempt to identify in roster lines chosen by the solution. Note that, 

for constraint branches, n was previously regarded as an index of a work requirement constraint. 

Examples of features are (i) a day-off on the third day of the roster or (ii) two shift segments being 

worked on Saturday the 15th of January. The branch fraction for feature branches is defined by the 

index set of the basic variables J(s, n), which contains the indices of basic variables that both cover 

staff constraint s and contain the feature indexed by n.  

Using the generalised concept of a ‘branch expression’ to determine whether a column belongs to 

index set J(s, n), the user can apply elaborate feature branches as easily as applying constraint 

branches. 

• Internal branch fraction table. 
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The ZIP_R package provides an internal branch fraction table for evaluating candidates for 

constraint and feature branches. The user may choose to use the ZIP_R branch fraction table or 

evaluate their own table and select their own branches. However, with the customisable properties 

of the ZIP_R branch fraction table, and the use of the branch expression and feature branches, the 

ZIP_R user is provided with convenience and flexibility to evaluate branch options for a diverse 

range of structure in the solution.  

Once the table has been evaluated, the ZIP_R package provides convenient tools for the user to 

report the table contents allowing them to make well informed branch selection decisions and 

summarise the progress of the branch-and-bound search. 

• Multiple constraint branches. 

The user can impose multiple constraint branches at each node in a dive-and-fix search. With this 

feature the user can also have integer locking of constraint branches. Details of this feature are 

discussed in Section 2.3.3.3 (p114). 

• Standard facility for column generation. 

The column generation facility of ZIP_R involves a dedicated hook routine call in the event of a 

‘no entering variable’ condition after a pricing step. Note however that this does not mean that the 

user may not initiate column generation at any other time during the solving process. Indeed, to 

make provision for the user to trigger column generation at any time during the solving process, the 

ZIP_R column storage is set up to permit column storage whenever the execution thread is outside 

the ZIP_R library. 

3.2.2 Summary 

As outlined in Section A.2.2 (p201) a basic ZIP implementation requires two executable files and 

we communicate the IP problem definition via a text file requiring a potentially undesirable amount 

of disk accesses. In contrast, the ZIP_R package, with its simple framework of interface routines to 

define the IP problem and initiate solving, allows simple integration of the problem constructing 

code and the solving code. The main benefit of integrated code is that we communicate the IP 

problem in memory eliminating the need for intermediate disk storage. 

A benefit of using ZIP_R over ZIP is that it provides matrix storage allowing the user to quickly 

‘code up’ a solver routine to try out an idea, or to develop high performance code for a release-
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version solving engine. The addition of matrix storage capability moves the style of the ZIP_R 

package further toward the style of the library interfaces of CPLEX and XPRESS-MP while still 

providing the flexibility of ZIP. With the addition of matrix storage, ZIP_R provides some novel 

features that have proven useful in the applications presented in this thesis. These features can be 

classed as (i) matrix data handling and (ii) solution methods. The matrix data handling features 

include user definable column storage encoding and options for dynamic and static column storage. 

The solution method features include standard facilities for (a) a generalisation of constraint 

branching based on column ‘features’, (b) column generation and (c) the new solution method 

reported in this thesis that uses multiple constraint branching. 

We can configure the ZIP_R package in the same way as the original ZIP package; that is, the user 

provides full constraint matrix storage. However, with the use of the ZIP_R package’s constraint 

matrix storage capability, the user is conveniently provided with tuned, pre-compiled tools for the 

comprehensive manipulation of the columns in storage. 

 



 

4 Applications 
The results section of the thesis reports the broad performance assessment of the complete system 

of integer programming methods used in the PETRA software package. Many of the methods 

follow from tuning and development that were motivated by improvements identified over previous 

methods and subject to the project objectives: (i) a general rostering model and (ii) robust solution 

methods. Previous methods include early configurations of PETRA, code from Smith [55], and 

previous applications using the ZIP package (Ryan [52]). 

The validity of the methods and the software package as a whole is demonstrated through its 

application for the TabCorp Telebet roster and the nurse roster trials undertaken in close co-

operation with Auckland Healthcare. Future projects planned to build on the PETRA development 

will investigate (i) further applications of the package, (ii) results for specific classes of rostering 

problems and (iii) comparisons of specific methods for specific problem classes. 

4.1 TabCorp Telebet 

Since October 1998 PETRA has been used to produce the TabCorp Telebet (Melbourne, Australia; 

www.tabcorp.com.au) roster. The TabCorp Telebet roster is a large call centre roster with around 

750 staff. The roster is processed weekly due to changing work requirement and staff preferences. 

In this section we give some analysis of the problem and provide details of special requirements of 

the roster. We outline some special solution methods used with PETRA and finally we provide 

some solution times and other computational results.  

Note that the description of the TabCorp Telebet rostering problem was introduced earlier in 

Section 1.2.1.3 (p28). A number of references have been made to the TabCorp Telebet problem in 

discussions throughout the thesis. References are made to these previous discussions where it is 

useful. 
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4.1.1 Project overview, history and development 

In 1995 Mantrack NZ Ltd (www.mantrack.co.nz) developed a heuristic engine to generate the 

TabCorp Telebet roster. This engine, based on a greedy algorithm with improvements via local 

search, gave solutions that required an unsatisfactory amount of manual completion. In early 1996 

Mantrack invited the OR group at the Department of Engineering Science to investigate the 

problems and develop a system as a student project. 

It was decided early in the project that the scope should be expanded from a TabCorp specific 

engine to a more general engine, since it made better business sense to target the development at 

the outset, for many clients rather than one. 

Development focussed initially on tools for the system, the results of which are now called (i) 

ZIP_R (see Section 3.2 (p124)) and (ii) the constraint programming backtracking algorithm (see 

Section 2.3.2.2.1 (p101)). Another software project was undertaken to implement an interface 

between the Mantrack rostering system database at TabCorp and the roster engine.  

As mentioned previously in Section 1.2.1.3 (p28) the rostering system was first used for the offsite 

production of the TabCorp Telebet roster in October 1998. The offsite production process was: (i) 

take a query ‘snapshot’ of the TabCorp database after data entry of the rostering problem was 

complete, (ii) download the snapshot to Mantrack and run it on the roster engine and (iii) upload 

the result back to the TabCorp database. Offsite production continued for a year and in late 1999 

the system was released to TabCorp for onsite production. 

The practical benefits of the roster engine for TabCorp have yet to be fully analysed. It would seem 

that the roster engine may have meant a reduction in roster processing time because shortly after 

the roster engine was released for onsite production 3 of the 5 TabCorp Telebet rostering 

management team were made redundant. 

4.1.2 Details of problems 

In this section we analyse a representative TabCorp Telebet rostering problem. We look at the work 

requirement, the breakdown of the set of staff in terms of their skills and preferences, and the daily 

shifts that staff are assigned to work. Finally, we provide details of special roster line rules and 

quality. 
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4.1.2.1 Work requirement 

The TabCorp Telebet rostering management creates the work requirement for each roster by 

copying the work requirement of a similar historical roster, and making small modifications to 

match specific conditions of the new roster. For example, the rosters for the weeks during the 

Spring Carnival (Melbourne Cup) are similar from year to year with small differences depending 

on the start times and expected interest in the horse races. The process of setting the work 

requirement of a roster is carried out manually using historical call traffic information. 

The TabCorp Telebet operation has three call centres located at two sites in Melbourne. The sites, 

Box Hill (BH) and Queens Road (QR), have two and one call centres respectively and are separated 

by approximately a half-hour drive. When an individual works a shift segment they are working in 

a role defined by one of three skills: supervisor (QC), clerk (CL), and preferential customer clerk 

(PC). For the rostering problem, however, each shift segment has a customised skill, which 

combines the role and the location so that we have 5 skills encoded as: BH CL, BH QC, PC, QR 

CL and QR QC (shift segments with role PC are implied to be at the BH location). As mentioned in 

Section 1.1.2.1.2 (p18) the combined role-and-location skill is used so that, for example, an 

individual who is a supervisor can specify a preference not to work as a clerk, with lower pay, at a 

call centre far from their home because the pay rate and travel distance does not make it worth 

his/her while. 

The following figure shows an example of the shift segments used to represent the work 

requirement. These are ordered in the figure, on each day from left to right, by (i) skill (CL then QC 

then PC), then (ii) start time and then (iii) end time. For example, the first 15 shift segments on 

Monday are BH CL. Note that all of the shift segments displayed in Figure 4.1 (p132) are located at 

Box Hill (BH) except for the last three shift segments displayed on Saturday, which are QR CL, 

QR CL and QR QC, respectively. In this roster the Queens Road (QR) site is only run on Saturday. 
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Figure 4.1: Shift segments by day 

We note that all shift segments on Sunday overlap with all others on Sunday, as shown in Figure 

4.1. For this reason staff can have a maximum of one shift segment on Sunday and at most one 

Sunday shift segment per roster, as noted in Section 1.1.1.2 (p11) and in Section 2.2.1.7.1 (p81). 

The following figures show the total required staff numbers from the combined shift segment 

requirements by time and by the role-and-location skill. 
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Figure 4.2: Combined staff levels: Clerks (CL)  
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Figure 4.3: Combined staff levels: Supervisors (QC)  
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Figure 4.4: Combined staff levels: Preferential customer clerks (PC)  

The heavy work requirement on Saturday is typical of all TabCorp Telebet rosters. The heavy 

Sunday work requirement is also typical. Occasionally, however, there is no work on Sunday. 

Note that the TabCorp shift segment requirement specifies exact coverage, although we relax the 

minimum coverage bound in the problem specification for the roster engine. This was first 

discussed in an earlier section, Section 1.3 (p35), and is discussed further in Section 4.1.3.1.2 

(p143). 

4.1.2.2 Staff 

There are around 750 staff rostered in the TabCorp Telebet roster. The following table is a 

breakdown of staff by (i) skill and (ii) skill combination. The latter is of interest because it shows 

that there is no way of partitioning the work requirement and staff into two or more independent 

rosters. Table 4.1 (p135) has columns each representing one of the 25 = 32 combinations of five 

skills an individual may have. The values at the bottom of each column are the numbers of staff 

with the skill combination; the value is zero if left blank. The values in the rightmost column are 

the numbers of staff with the corresponding skill shown in the leftmost column. 
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BH CL √ √ √ √ √ √ √ √ √ √ √ √ √ √ √ √ 747
BH QC √ √ √ √ √ √ √ √ √ √ √ √ √ √ √ √ 20
PC √ √ √ √ √ √ √ √ √ √ √ √ √ √ √ √ 137
QR CL √ √ √ √ √ √ √ √ √ √ √ √ √ √ √ √ 106
QR QC √ √ √ √ √ √ √ √ √ √ √ √ √ √ √ √ 6

1 50
5

1 10 12
5

5 7 91 6 1 2 1 1 1  

Table 4.1: Staff by skill, and skill combination 

Apart from the preferences that staff can specify within the skill framework − discussed in terms of 

the role-and-location skill in Section 4.1.2.1 (p131) − staff can also specify their maximum 

allowable workload on a per day and per roster basis. The following tables show the distributions 

of staff (i) by whether they can work at most one or at most two shift segments per day and (ii) by 

the maximum number of standard shift segments they can work per roster. By standard shift 

segments we mean shift segments other than those on (a) public holidays and (b) Sundays. Shift 

segments on public holidays and Sundays are special because they are paid at a higher rate and 

those staff available to work these shift segments generally want to work them over and above their 

maximum weekly workload. Accumulations of standard shift segments are discussed in detail in 

Section 4.1.3.1.1 (p143). 

    Max. shift segments per day        Max. standard shift segments per roster
One per day 270 1 2 3 4 5 6
Two per day 487 108 216 42 84 145 162  

Table 4.2: Staff by maximum workload preference 

Note that, as we mentioned in Section 1.2.1.3 (p28), the staff who may work a maximum of one 

shift segment per day are called ‘singles’ staff, and the staff who may work up to two per day are 

called ‘doubles’ staff. 

4.1.2.3 Shifts 

In this section we look at the daily shifts of the TabCorp Telebet roster. As described in Section A.1 

(p195) a daily shift is a combination of shift segments satisfying the shift rules of the individual to 

whom it is allocated. For the TabCorp Telebet roster we use a set of global rules to define a 

superset of daily shifts and then we define the legal subset of daily shifts for each individual using 

their specific preferences. 
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The global set of rules applies only to ‘double’ daily shifts, or daily shifts containing the maximum 

of two shift segments. The rules are (i) the legality of the transition between shift segments of a 

double daily shift in terms of their locations (see Section 2.2.1.3 (p59)) and (ii) a minimum and 

maximum break time between shift segments in a double daily shift. Rest periods are modelled 

satisfactorily with these rules in the simple terms of the absence of work between shift segments, 

which we discussed previously in Section 2.2 (p55). Note that the significance of the minimum and 

maximum break time in terms of subsequence, and the dependency on this of the branch-and-bound 

search complexity, is presented in Section 2.3.3.4 (p117). 

Over the time that we provided offsite production of the rosters for TabCorp, we noted that the 

global set of rules had parameter values specifying that:- 

1) There is no transition in a daily shift between shift segments at Queens Road and Box Hill. 

2) The break between shift segments must be between 30 minutes and one hour. 

Note that the first rule is the consequence of the travel time by car of at least 30 minutes between 

the Queens Road and the Box Hill locations. 

The following figure shows the breakdown, by day, of the number of daily shifts in the superset of 

daily shifts defined by the global set of rules. 
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Figure 4.5: Daily shifts by day 

Individuals can define preferences in terms of being unavailable to work daily shifts that overlap 

specified ‘periods of unavailability’; the features of PETRA implementing this are discussed in 

Section 2.2.1.3 (p59). When a daily shift contains two shift segments with an unworked period 
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separating them we include the break as part of the daily shift in terms of overlap with periods of 

unavailability. We do this because the breaks between shift segments represent a meal or rest break 

and, although the break is unpaid, the period is perceived as part of the daily shift. 

The subset of shifts that each individual can work is defined by the individual’s (i) skill, (ii) 

availability and (iii) whether they can work double daily shifts. The following figure shows the 

distribution of staff by the number of daily shifts they may work in the 7 day roster. 
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Figure 4.6: Staff distribution by daily shifts per roster 

The bins in Figure 4.6 are defined such that the first bin contains the count of all staff with 0 to 25 

daily shifts, bin two contains those with 26 and 50, bin three 51 to 75, and so on. 

4.1.2.4 Roster line rules and quality 

Roster line rules for the TabCorp Telebet roster focus on achieving a fair distribution of shift 

segments of particular types among the staff. In this section we look at the relative flexibility of the 

TabCorp Telebet rostering problem and we discuss the different issues of fairness of shift segment 

distribution and our treatment of these issues. 

4.1.2.4.1 Flexibility 

The TabCorp Telebet rostering problem is significantly more flexible than, for example, the nurse 

rostering problems we looked at for Auckland Healthcare. 
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Due to the relatively short 13 hour daily period of operation of the TabCorp call centre − indicated 

by the distribution of shift segments in Figure 4.1 (p132) − the rostering problems have high 

flexibility with regards to daily shift transitions; that is, staff can finish work late on one day and 

start work at any time the following day. Compare this with, for example, the 20-hour daily period 

of operation of the Customs roster in Section 1.2.1.4 (p29), where rules are necessary to define 

minimum rest between daily shifts.  

A further indication of the flexibility of the TabCorp rostering problem is the fact that the TabCorp 

Telebet rostering management does not define rules and quality with respect to workstretches and 

workstretch transitions. This does not discount, however, that given the choice some staff would, 

for example, prefer roster lines with worked days and days-off bunched together rather than 

alternating day to day. 

4.1.2.4.2 Rules and quality by category 

In this section we discuss the different issues of fair distribution of shift segments of certain types 

among the staff. Note that the treatment of many of the issues presented in the following sections 

are not implemented in the rostering system but are presented here as documentation of the 

problem. 

Fairness mapped to shift segment cost 

This section looks at the situation where we have desirable − and similarly, undesirable − shift 

segments and, in general, staff can have at most one of these per roster. The following list gives the 

relevant shift segment types for the TabCorp Telebet roster:- 

• Sundays: Sunday shift segments are desirable for those individuals available to work them 

because of the high penalty pay rate. Staff can have at most one of these per roster as we saw in 

Section 4.1.2.1 (p131). 

• Public holidays: Public holiday shift segments are also desirable because of the high penalty 

pay rate. Note that the ‘one shift segment per roster’ assumption is valid for public holidays 

over most of the year and so the proposed treatment, described later, is also valid. 

• Saturday nights: Saturday night shift segments − those ending after 8:00pm on Saturday − are 

in many cases undesirable because employees generally want this time free. 
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The statement from TabCorp Telebet rostering management concerning these issues is: in order to 

reduce complaints about the rosters, all staff should get a ‘fair’ number of these shift segments. 

Complaints are often made in cases where there are discrepancies in the average numbers of 

Saturday nights individuals with similar preferences have been allocated over the recent rosters. 

Because the employees can have at most one of these shift segments per roster we need to look at 

fairness on a many roster basis as mentioned in Section 1.1.1.2 (p11). 

We can treat these issues using PETRA’s availability mechanism for defining a quality metric of 

daily shifts allocated to staff, which is discussed in Section 2.2.1.3 (p59). The cost component we 

use to measure the quality associated with assigning an individual to a daily shift containing a 

desirable (or undesirable) shift segment is based on the rank number we derive in the process 

described in Section 2.2.1.7.1 (p81).  

Note that of the three issues described in this section, only the Sundays issue has a treatment 

presently implemented in the rostering system. 

Rules and fairness mapped to accumulation of shift segments 

This section looks at cases of rules and quality for shift segment accumulations where we require 

(i) ‘hard’ or ‘soft’ bounds on the accumulation and/or (ii) a fair distribution of the accumulations 

among staff. The distinguishing feature of these cases, compared with those in the previous section, 

is that an individual can accumulate more than one of the relevant shift segments per roster. 

The main accumulation for the TabCorp Telebet roster is the standard shift segment accumulation 

(first presented in Section 4.1.2.2 (p134)), and is one of the few presented in this section that are 

presently implemented for the rostering system. This accumulation is important because it drives 

the total number of shift segments individuals get per roster while the others only influence the mix 

of the types of shift segments that individuals get. The discussion and details of this accumulation 

formulation is described in Section 4.1.3.1.1 (p143). 

The following issues require ‘soft’ upper bound accumulations:-  

• In cases where days have high levels of work requirement, such as Saturdays, the TabCorp 

Telebet rostering management want to minimise the number of instances where two individuals 

are available to work but one individual has two shift segments and the other has none. Put 

another way we want to try to give all staff exactly one shift segment on these days.  
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• Saturdays: Try to give all staff exactly one shift segment on Saturdays. 

• Public holidays: Try to give all staff exactly one shift segment on public holidays. 

• 30hrs total overtime: Collective contract pay conditions mean that every worked hour in a 

roster line above 30hrs is paid at an overtime rate. Therefore we want to minimise the number 

of these hours we allocate to staff. 

Note that of the three issues in this list only the Saturdays and public holidays are presently 

implemented for the rostering system. 

The following issues require a fair distribution of shift segment accumulations among staff. Note 

that neither of these issues are yet implemented in the rostering system. 

• PC & QC shift segments: Shift segments where employees operate in the roles of either 

preferential customer clerk (PC) or supervisor (QC) are paid at a higher rate and are therefore 

desirable and should be distributed evenly. Note that this example was previously mentioned in 

Section 2.2.1.7.2 (p82). 

• After 8:00pm shift segments: Collective contract pay conditions mean that shift segments 

ending after 8:00pm are paid at a higher rate and are therefore desirable. This example was 

previously mentioned in Section 2.2.1.4.4 (p69). 

Calculating accumulation targets that reflect a fair distribution of these shifts is described in Section 

2.2.1.7.2 (p82). Deviations from these targets, which invariably arise in the solution, are treated 

fairly using special accumulation cost functions described in Section 2.2.1.4.5 (p72). 

Special quality issues 

In this section we present a special peculiarity of the TabCorp Telebet rostering problem, which 

relates to the night racing events held by TabCorp. Note that the treatment of this is not 

implemented, although we present it here (i) to document the TabCorp rostering problem and (ii) to 

illustrate an example of PETRA classes and accumulations. 

The night racing event is an occasional (a few times per year) series of horse races held in the 

evening. During these meetings there is a significant increase in customer demand above the 

normal demand. To cope with the additional workload TabCorp Telebet have a set of ‘night racing’ 
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volunteers to help out. These staff are volunteers because they have made themselves temporarily 

available during a time when they would usually be unavailable to work.  

The quality metric for the allocation of daily shifts to the volunteers on night racing day has an 

interesting structure. To describe the quality metric we define d type shift segments as those 

finishing before 6:00pm on night racing day, and n type shift segments as those finishing after 

6:00pm on night racing day. The following table lists the possible combinations of the 

accumulations of d and n type shift segments on night racing day, and indicates the quality of the 

combination. 

Count(d ) Count(n ) Quality
0 0 OK
0 1 Be
1 0 OK
1 1 Wor
2 0 OK

st

st
 

Table 4.3: Night racing daily shift quality 

In practical terms the quality illustrated in Table 4.3 says that if the volunteer is working on night 

racing day, then if they work a night racing shift segment, then they should not work more than one 

shift segment on that day. We would, however, prefer that they work a night racing shift segment. 

To treat this we define two daily shift classes: (i) daily shifts with count(d) ≥ 1 and count(n) ≥ 1 and 

(ii) daily shifts with count(d) = 0 and count(n) ≥ 1. Using these classes we achieve the same 

emphasis of quality in Table 4.3 if we have:- 

1. A soft maximum accumulation bound of zero for class (i) daily shifts. 

2. A soft minimum accumulation bound of one for class (ii) daily shifts. 

4.1.2.4.3 Call centre reformulation: revisited 

This section revisits the hybrid formulation presented in Section 2.1.4.2 (p49) which, it was 

suggested, may be better than the standard formulation for the TabCorp Telebet rostering problem. 

We highlight the features of the TabCorp Telebet roster, which makes the hybrid formulation good 

for this application.  

In Section 2.1.4.2 (p49) we said the hybrid formulation we presented may improve solution 

performance over the standard formulation for rosters where there are many daily shifts and few 
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rules concerning daily shift transitions, workstretches, and workstretch transitions. We will briefly 

discuss how the TabCorp Telebet roster is a case of these rosters. We can see the many options of 

daily shifts that individuals may work from Figure 4.5 (p136) and Figure 4.6 (p137). As we saw in 

Section 4.1.2.4.1 (p137) there are no issues of rules and quality for daily shift transitions, 

workstretches, and workstretch transitions. We may, however, use general workstretch skeleton 

quality, although none has been specifically defined by the rostering management. 

Under these conditions the hybrid formulation presented in Section 2.1.4.2 (p49) may perform 

better when solving the TabCorp Telebet problem than the standard formulation. Intuitively we 

would expect this because the TabCorp Telebet problem does not need all the powerful modelling 

capability provided by the standard formulation, which comes at the cost of large IP problem sizes. 

The hybrid formulation allows us to efficiently aggregate quality metrics together in the master 

problem, rather than in complicated sub-problems. Furthermore, if it is necessary to use a day 

partition approach with the standard formulation – as we do – but not with the hybrid formulation, 

then the hybrid approach has a further advantage over the standard approach. This advantage arises 

because we can treat the shift segment accumulations described in Section 4.1.2.4.2 (p138) globally 

rather than locally in the day partition local search (see Section 2.3.1.1 (p94)). 

4.1.3 Special formulation and solution methods  

In the previous sections we have discussed different aspects of the TabCorp Telebet problems and 

we have looked at the treatment of different issues within the PETRA framework. In the following 

sections we discuss our approach to the formulation of the master problem and sub-problems and 

we discuss some interesting methods used to solve the rostering problems. 

4.1.3.1 Formulation methods 

This section looks at interesting formulation issues of the TabCorp Telebet roster. 

The formulation used for the TabCorp Telebet roster essentially maximises both the satisfaction of 

the work requirement and the linearly combined qualities of the roster lines allocated to staff 

subject to (a) satisfying the maximum accumulation bound on each individual’s standard shift 

segment accumulation and (b) satisfying maximum coverage bounds on shift segment requirement. 

In brief we have a maximum limit on the amount of work each individual can do and we do not 

over-cover the work requirement. We do, however, tend to have work that is left uncovered in the 

solution. 
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The following subsections discuss the relaxation of bounds on (i) work requirement (master 

problem constraints) and (ii) accumulations (sub-problem constraints). 

4.1.3.1.1 Relaxing bounds in accumulations 

This section discusses the formulation of the standard shift segment accumulation mentioned 

previously in Section 4.1.2.4.2 (p139). As we mentioned in Section 4.1.2.4.2 (p139) the standard 

shift segment accumulation is important because it governs the total number of shift segments each 

individual will get in the roster. 

We relaxed the hard maximum bound on the standard shift segments accumulations to increase 

flexibility in accumulations so that resource, such as capacity to fill work requirement, can be 

propagated among the sub-rosters (similar to the approach we discussed in Section 2.3.1.2 (p96)). 

We can see an example in Figure 4.7 (p149) of the solution convergence with respect to satisfaction 

of the hard maximum bounds. In the example, the solution after the initial pass through the roster 

(see roster partitioning for the TabCorp Telebet problem in Section 4.1.3.2.1 (p144)) has 70 

individuals with one standard shift segment above their maximum bound and three with two. After 

the second pass all staff had standard shift segment accumulations equal to or below their 

maximum bounds. 

Over and above the satisfaction of the hard maximum bounds we do in fact prefer that staff get 

exactly their maximum number of standard shift segments per roster. In a sense we have hard 

minimum bounds that we systematically relax. However, we are not concerned with whether a 

feasible solution exists for the problem with hard minimum bounds. The TabCorp Telebet 

management and the staff are only concerned that the deviations of the accumulations below the 

maximum bounds is fair, the treatment of which is discussed in Section 2.2.1.4.5 (p72). 

4.1.3.1.2 Relaxing bounds in work requirement 

As we mentioned in Section 4.1.2.1 (p131) the TabCorp Telebet roster requires exact coverage of 

the shift segment requirement. However, as we also stated, our approach has been to relax the 

minimum bound for the rostering problem by reducing the costs of slack variables. The result is 

under-covered shift segments but feasible roster lines.  

Allocating the unfilled work to staff in the solution process would require a complete model that 

emulates the manual repair process carried out by the roster manager. In Section 1.3.1 (p36) we 

 



Applications 144Sec. 4.1 

discussed how, concerning the TabCorp Telebet roster, it is possible that there is no real benefit 

from using such a complete model. This was justified by considering that (a) the relaxation solution 

is relatively easy to repair manually and (b) data maintenance for a complete model may be a time 

consuming manual process for 750 staff. 

Note that unlike the minimum bound, the maximum bound on the coverage of shift segments is not 

softened. 

4.1.3.2 Solution methods 

This section reviews some interesting methods used to solve the TabCorp Telebet roster. The 

methods presented in this section have been presented in a general context in other solution 

methodology discussions and references are made back to these. 

4.1.3.2.1 Roster partitioning 

Because of the size of the problem, in terms of the large number of options for daily shifts that staff 

may work, a day partitioning approach (see Section 2.3.1.2 (p96)) is used to construct smaller, 

manageable sized sub-rosters. The week-long roster is partitioned into six sub-rosters each two 

days in length and with single day overlaps with adjacent sub-rosters. For example, Mon-Tues and 

Tues-Wed are the first two sub-rosters in the roster period. The sub-rosters are each solved twice, 

one solution for each of two passes: the first pass achieves an initial solution and the second, or 

reprocessing, pass improves the solution. 

The TabCorp rostering management early in the offsite production noted a problem with our 

solutions which was that we were allocating too many standard shift segments early in the roster to 

staff who had a maximum of three or fewer standard shift segments per roster. Consequently, the 

Saturday work was being poorly covered and an unacceptable amount of work was being left 

uncovered overall. Compared with the rosters we were producing, the TabCorp Telebet rostering 

management’s final published rosters had staff with at least one of their shift segments on Saturday. 

The engine, however, was filling the accumulations early in the week for many of the individuals 

who had a maximum of three or fewer standard shift segments per roster. Because the maximum 

accumulation bound is a hard bound this left the heavy Saturday work requirement short of work 

capacity.  
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Essentially, the problem with our solution arose because (a) we solved the sub-rosters in sequence 

Mon-Tues, Tues-Wed, Wed-Thurs, and so on and (b) we had not presumed any distribution of the 

standard shift segment accumulations over the roster period. In solving the first sub-roster over 

Monday and Tuesday in the initial pass, all staff can accumulate standard shift segments and so we 

get an arbitrary distribution of shift segments allocated to staff. In solving the next sub-roster, those 

staff who did not have their standard shift segment accumulation filled to maximum in the previous 

sub-roster will now have an arbitrary distribution of accumulation values. By the time the 

Thursday-Friday sub-roster is solved many of the 350 or so staff (see Table 4.2 (p135)) who can 

have a maximum of three standard shift segments per roster already have their maximum 

accumulation. Clearly, the difficulty arises because there is a bulge of work requirement on the 

Saturday, the satisfaction of which requires most staff to accumulate less than their maximum 

standard shift segment accumulation over the other days of the roster.  

The easiest remedy to try for this problem, and the one that ultimately worked, was to solve the 

sub-rosters in reverse order from Sunday back to Monday (as mentioned in Section 2.3.1.2 (p96)). 

By solving in reverse order the process of arbitrary distribution of shift segments in the sub-rosters 

works naturally with the work requirement and the accumulations. 

4.1.3.2.2 Column management 

Despite the two-day length of the day partition sub-rosters, the a priori sub-roster problems are still 

very large. To treat this we use a column management scheme for pricing in a restricted master 

problem. Issues and methods related to this are discussed in Section 2.3.2.1 (p100).  

For our approach we begin by constructing an initial set of columns for each individual, stopping 

for each when we reach 200. After solving the restricted linear relaxation problem the column set is 

reconstructed for the next individual in a partial pricing linked list, and we replace some or all 

columns in the individual’s stored columns with new negative reduced cost columns. Note that 

replacement of columns in storage is discussed in Section 2.3.2.1.1 (p101). The column 

construction is stopped when either (i) we have constructed the entire set of columns for the 

individual or (ii) we have stored 200 negative reduced cost columns for the individual. If however 

we did not construct any negative reduced cost columns for the individual, we repeat the process 

for the next individual in the list; otherwise, we continue solving the restricted linear relaxation. 
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Note that we did not implement a branch-and-price algorithm for the TabCorp Telebet problems. A 

branch-and-price algorithm was, however, implemented for the Auckland Healthcare problems (see 

Section 4.2.3.2.2 (p177)). 

4.1.4 Results 

Results from the TabCorp Telebet rostering engine are presented in this section. We first present 

statistics for 11 representative problems taken from the offsite production of the TabCorp Telebet 

roster to give some idea of the problem sizes and solution times. The following Table 4.4 shows 

staff numbers and solution times on an AMD Athlon 1.1GHz (256Mb) PC. 

Problem Run time (secs) Staff
1 541 782
2 795 780
3 711 775
4 216 771
5 305 767
6 326 766
7 491 757
8 659 757
9 541 757
10 354 728
11 327 774  

Table 4.4: Run times and staff numbers for 11 problems 

The following tables show statistics for the 11 problems. Note that the statistics presented here 

reflect the behaviour of the column management scheme for pricing in a restricted master problem 

that we discussed for the TabCorp Telebet rostering system in Section 4.1.3.2.2 (p145).  

The following Table 4.5 (p147) shows the number of work requirement constraints (‘WkCs’) and 

the number of columns (‘Cols’) in the initial column set for each day partition sub-roster within 

each of the 11 problems.  
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Day-partition
Prob. Mon - Tues Tues - Wed Wed - Thurs Thurs - Fri Fri - Sat Sat - Sun

1 WkCs 72 77 78 74 87 69
Cols 51744 57214 54704 43713 72576 94097

2 WkCs 72 78 80 75 87 70
Cols 49824 55629 57819 48704 77176 97006

3 WkCs 68 75 77 72 86
Cols 44884 49250 51902 44384 76778

4 WkCs 68 76 42 0 38 53
Cols 44907 46307 13502 771 22504 82239

5 WkCs 74 72 38 25 63 55
Cols 41193 41689 11026 7855 61535 82339

6 WkCs 68 73 74 71 77 58
Cols 38671 41569 43215 38875 58773 80864

7 WkCs 69 73 74 71 85 66
Cols 46236 48838 50130 45479 74505 100865

8 WkCs 69 76 78 72 85 66
Cols 47167 65543 66906 43615 72787 100031

9 WkCs 69 73 75 72 86 68
Cols 47448 49296 49019 44069 73797 97913

10 WkCs 62 67 69 66 81
Cols 41950 46495 45577 40247 73574

11 WkCs 73 75 73 69 84 65
Cols 47411 50925 51559 44799 77316 95886  

Table 4.5: Work requirement constraints and initial column sets 

Note that problems 3 and 10 in Table 4.5 do not have any work on Sunday and so there is no ‘Sat – 

Sun’ day partition sub-roster for these problems. Also note that the day partition sub-roster ‘Thurs – 

Fri’ of problem 4 had no work on these days and so there was only one possible sub-roster of two 

days-off for each employee. Hence the number of columns equals the number of staff. 

The following Table 4.6 (p148) shows the behaviour of the column management routine after the 

initial column set was constructed and LP solving was initiated. The rows each show (i) the 

numbers of new columns stored by the column management routine for the sub-roster after the 

initial set of columns were constructed and (ii) the counts of the number of calls to the column 

management routine where each call may construct columns for one or more individuals. The 

columns of the table indicate the day partition and pass number of the sub-roster. 
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Day-partition/pass
Mon - Tues Tues - Wed Wed - Thurs Thurs - Fri Fri - Sat Sat - Sun

Prob. 1 2 1 2 1 2 1 2 1 2 1 2
1 Gen. 861 322 5811 15698 6109 34802 3099 30357 28497 51378 0 26902

Calls 37 21 76 166 46 242 27 202 211 326 1 207
2 Gen. 1131 731 9568 15498 12672 44759 5251 33179 35591 58404 0 29481

Calls 30 20 83 142 77 279 60 232 253 370 1 232
3 Gen. 9099 11420 14593 16918 16193 21479 6277 16278 42802 53462

Calls 100 101 116 130 128 162 68 139 285 348
4 Gen. 3004 3025 17253 22067 0 0 0 0 0 0 48 11

Calls 50 49 101 124 1 1 1 1 1 1 3 3
5 Gen. 10095 15013 21933 22122 0 0 0 0 13406 13984 6802 17870

Calls 82 97 131 141 1 1 1 1 80 85 47 14
6 Gen. 1000 96 584 4492 4449 14214 1578 19180 14767 34013 0 10211

Calls 6 4 10 39 25 98 36 126 131 232 1 61
7 Gen. 1162 374 4923 16300 3971 18292 5472 18008 16761 56821 200 27360

Calls 15 5 48 129 53 164 78 136 140 369 2 229
8 Gen. 12896 13416 13067 22645 5448 8595 8855 17199 23831 41586 153 18708

Calls 115 110 115 201 42 80 92 143 185 277 7 169
9 Gen. 3511 3982 15536 15674 11482 23806 8859 21242 25187 35350 156 19089

Calls 47 49 97 123 98 189 97 163 181 263 7 170
10 Gen. 5641 2844 8083 11381 3962 6979 9078 13901 26709 35934

Calls 52 41 69 105 54 75 90 91 183 252
11 Gen. 487 467 6918 9357 3256 5736 4799 7212 27029 33562 0 8054

Calls 10 9 56 67 32 74 37 47 177 213 1 79

3

6

 

Table 4.6: Additional columns stored and numbers of calls to column management routine 

Note in Table 4.6 that the sub-rosters where there were no new columns stored, such as the sub-

rosters in problems 4 and 5, have a single call to the column management routine to confirm that 

there are no entering columns. 

Reversing the order of the sub-rosters solved in the initial pass, as described in Section 4.1.3.2.1 

(p144), worked well to fix the problem of not leaving enough staff available to contribute to the 

heavy Saturday work requirement in the initial solution. Despite this, however, there were 

sometimes under-covered shift segments in the solutions we returned to TabCorp that required 

manual completion by the TabCorp Telebet rostering management. Sensitivity analysis that we 

undertook on a particular problem to identify the cause of the under-coverage gave an interesting 

and useful result that showed how, by increasing the maximum length of the break between shift 

segments (see Section 4.1.2.3 (p135)) from 1hr to 1½hrs, we were able to cover all work. 
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The sensitivity analysis resulted in another interesting observation concerning the increase in 

branch-and-bound nodes with the increase in the maximum length of breaks. This observation, 

which is consistent with subsequence arguments for such a correlation with the branch-and-bound 

search, is discussed in Section 2.3.3.4 (p117). 

We now look briefly at the convergence of the relaxation of the accumulation bounds on the 

standard shift segments, described in Section 4.1.3.1.1 (p143). In the following figure we illustrate 

the distribution of deviations from the maximum accumulation bound of standard shift segments in 

three solutions for the same roster that are generated by (i) Mantrack’s original roster engine, (ii) 

PETRA in the initial pass and (iii) PETRA in the reprocessing pass. Note that the Mantrack engine 

solution is in fact a published roster and includes the manual completion carried out by the 

rostering management. 
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Figure 4.7: Convergence of relaxed standard shift segment accumulation.  

We can see in Figure 4.7 that the same total number of standard shift segments were allocated in 

the reprocessing pass as in the initial pass (i.e., the sum of the products of the bar heights and the 

category values are equal). The difference between these solutions, however, is the improved 

distribution of accumulation values in the reprocessed solution. Note that the 30 staff in the 

reprocessed solution who had two or more standard shift segments fewer than their maximum 

accumulation bound all had a temporarily restricted availability. That is, either they had leave for a 

significant part of the roster, or the individual had requested temporary changes to their availability 

leaving them much less available to work. It is clear therefore that even after one reprocessing pass 
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the solution has a high level of quality with respect to the distribution of standard shift segment 

accumulations. 

To summarise, the implementation of the PETRA engine for the TabCorp Telebet rostering 

problem is a success. As we mentioned in Section 4.1.1 (p130), the rostering management team 

was reduced from 5 to 2 shortly after the release of the system for onsite production. The system 

has been very stable with only one maintenance call, requiring a simple rebuild to increase the size 

of a static array, in the two years since the onsite release. 

4.2 Auckland Healthcare 

From late 1998 the thesis project participated in a Mantrack NZ Ltd (www.mantrack.co.nz) tender 

for the contract to supply a rostering system for Auckland Healthcare (www.starship.org.nz). The 

tender project provided us with the opportunity to work closely with rostering management at 

Auckland Healthcare to develop the PETRA system to model their problems. This section analyses 

a representative problem from the variety of Auckland Healthcare’s nurse rostering problems. We 

outline some special solution methods used with PETRA and finally we provide computational 

results comparing the quality of our solution with a solution generated by the Auckland Healthcare 

rostering management. 

Note that the basic structure and broad issues of the Auckland Healthcare rostering problems were 

introduced previously in Section 1.2.1.1 (p24). Many references have been made to nurse rostering 

problems, in particular those from Auckland Healthcare, in discussions throughout the thesis. We 

refer back to these earlier discussions wherever it is useful. 

4.2.1 Project overview, history and development 

Over the 18 month period from late 1998 to early 2000 we worked closely with management at 

Auckland Healthcare to develop the PETRA system to accurately model their problems. This was 

part of a Mantrack NZ Ltd tender for the contract to supply software, including automated rostering 

software, to the four Auckland Healthcare Hospitals: Auckland Hospital, Greenlane Hospital, 

National Women's Hospital and Starship Children's Hospital. The Canadian software company 

Total-Care (www.total-care.com) ultimately won the contract in late 1999.  

The previous automated rostering system used by Auckland Healthcare was based on a heuristic, 

which gave partial solutions that required an unsatisfactory amount of manual completion. The 
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majority of nurse rosters at Auckland Healthcare are presently dynamic rosters, as opposed to 

cyclic rosters (see Section 1 (p4)), which consequently involve complicated, time consuming 

rostering processes. 

During the tender project we looked at rosters for three different wards from two of Auckland 

Healthcare’s hospitals. We did trials on one dataset for each of two of the wards and three datasets 

for a third ward. We focussed on the third ward, which we will refer to as Ward B, because 

Auckland Healthcare identified it as being one of their most difficult to process and its 

requirements were essentially a superset of the requirements for the other two wards. Trials on the 

Ward B rosters were, therefore, considered to be of most demonstrative value for the tendering 

process.  

Focusing on Ward B meant that (a) we developed a data specification – requiring an 11Mb Excel 

spreadsheet – for a comprehensive description of the problem (and solution reporting) and (b) we 

developed the engine software to solve the problem. As we mentioned in Section 1.3.1 (p36) the 

Auckland Healthcare project emphasised the need for a complete model since, for the level of 

automation that was required, almost any solution we may obtain from an incomplete model would 

be useless. 

The main areas where we could improve solutions over the previous system were in (a) improved 

satisfaction of staff preferences and (b) improved cost savings. Opportunities for cost savings 

include: (i) penalty pay rate costs on late shifts and night shifts and during weekends and public 

holidays and (ii) bureau or ‘temp’ nurse costs; we discussed these issues in Section 1.2.1.1 (p24). 

Savings on indirect costs include the costs of staff retention, such as training costs, which we linked 

to the issue of satisfaction of staff preferences in Section 1.2.1.1 (p23) and in Section 1 (p7). We 

noted in Section 1.2.1.1 (p23) that under the current nursing employment climate the Auckland 

Healthcare rostering management targeted improvement of preference satisfaction in order to 

improve staff retention at the expense of bureau nurse costs. 

At the conclusion of the trials the Auckland Healthcare rostering management made it clear that 

they were impressed with our results. The approval of the results extended into dialogue with Total-

Care on a pilot integration of the PETRA engine within the Total-Care product. 
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4.2.2 Details of problems 

In this section we analyse the Ward B rostering problem, mentioned previously, on which we 

focussed for the tender project for Auckland Healthcare. The Ward B roster is a 6 weekly roster 

with between 40 and 50 contracted staff. A pool of ‘temp’ or bureau staff are used, in a post roster 

production phase, to supplement staff levels on shift segments where there are fewer contract staff 

than required. 

The following subsections look at the description of the work requirement using a structured set of 

shift segments and a quality metric for measuring the satisfaction of the work requirement. We also 

look at the breakdown of the set of staff in terms of their skills and basic preferences and finally we 

discuss the roster line rules and quality. 

4.2.2.1 Work requirement 

The work requirement for the Ward B rosters and most other Auckland Healthcare nurse rosters is, 

essentially, of the same structure from day to day. Exceptions occur on public holidays where there 

is higher emphasis on achieving exactly the minimum coverage of shift segment requirement using 

contract staff so that we (a) reduce penalty pay rate costs and (b) reduce bureau nurse costs. Note 

that the cost per shift for a bureau nurse is higher than for a contracted nurse on the daytime shifts 

of a normal weekday and even higher on public holidays, weekends, and for the late shifts and 

evening shifts. 

In the following discussion of this section we look at aspects of the Ward B roster relating to: (i) 

skills, (ii) teams, (iii) the shift segment duration and requirements and (iv) special modelling issues 

for training and Co-ordinator shift segments. 

The Auckland Healthcare nurse rosters have a number of different skills reflecting basic nursing 

skill and the various competencies staff can obtain. The basic nursing skill units are the skill levels 

ranging from 0 to 4. Skill levels 1, 3 and 4 are the only relevant levels for Ward B work 

requirement specification, although we ignored work requirement involving levels 1 and 3 for the 

trials because (a) they were difficult for us to implement (see Section 2.2.2.2.1 (p90)) and (b) they 

were not regarded by management as issues of great importance (see Section 4.2.4.2.2 (p182)). The 

relevant competencies are: Co-ordinator (Co), Epidural Competent (EC), Patient Controlled 

Analgesia Competent (PCA), Delivery Suite Competent (DC), and Ward Competent (WC). In 

addition to the basic competencies, we introduced a new competency called pseudo Co-ordinator 
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(pCo) to model the situation where certain staff who are not strictly Co-ordinators could be used if 

necessary as Co-ordinators. The combinations of skill levels and competencies used to define Ward 

B shift segment requirements are: not a Co-ordinator (~Co), pseudo Co-ordinator (pCo), Epidural 

Competent and Patient Controlled Analgesia Competent (EC + PCA), Delivery Suite Competent 

(DC), and Ward Competent with skill level 4 (WC + 4). 

A special additional feature of the Ward B roster, compared with other rosters at Auckland 

Healthcare, is the concept of teams. Each team has its own work requirement. Ward B has two 

teams called the red and blue teams. We model teams using the same mechanism that we use to 

model locations for the TabCorp Telebet roster. We discuss locations for the TabCorp Telebet 

roster in Section 4.1.2.1 (p131) (work requirement) and in Section 4.1.2.3 (p135) (shift rules). For 

the sake of modelling the Ward B rostering problem we introduced two additional artificial teams 

that we named the training and Co-ordinator teams. An individual is assigned to one of the four 

teams whenever they have a day-on. The teams to which an individual can be assigned are 

determined by the skills we model for the staff. Reasons for adding the training and Co-ordinator 

teams are discussed later in this section and in the following sections.  

Auckland Healthcare describe the work requirement using the four types of shift segment 

determined by the periods that are overlapped by distinctly different subsets of the 12hr and 8hr 

daily shift types, as we discussed previously in Section 2.2 (p53). The following figure illustrates 

the daily shifts alongside the composite shift segments. 
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Figure 4.8: Daily shifts and their composite shift segments 

Discussion of the daily shifts illustrated in Figure 4.8 is left to Section 4.2.2.3 (p158). 

The training shift segment denoted by ‘T’ is a special shift segment that we introduce only on days 

when staff are planned to have training. Included in the definition of the training shift segment are 

(a) the minimum staff required, being given by the number of staff scheduled to have training and 

(b) a special skill that we specify so that only those staff scheduled to do training can perform the 

associated daily shift. 

In summary, for each of the red, blue and Co-ordinator teams, we have four types of shift segments 

M, A1, A2 and E, and we have one shift segment type T that we associate with the training team. 

As we saw earlier for the TabCorp Telebet roster the shift segment requirement is specified as the 

number of staff satisfying a single skill set condition: a specification which we called one-

individual-to-one-job in Section 2.2.2.1 (p86). A more general specification of shift segment 

requirement – and that which is used extensively at Auckland Healthcare – is the specification we 

called one-individual-to-many-jobs in Section 2.2.2.1 (p86). As we discussed in Section 2.2.2.1.1 

(p86) we can think of the one-individual-to-many-jobs specification as a requirement for each of 

two or more tasks in a shift segment where an individual must perform all tasks their skills permit 

during the shift segment. 
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The following table shows the minimum one-individual-to-many-jobs requirements for the 

different teams and shift segment types. Note that the top half of the table shows the minimum total 

number of staff on each team for each shift segment type. The bottom half of the table shows the 

minimum number of staff with each skill on each team for all shift segment types. 

Red Blue
Period Min. total Min. total Skill

M 5 3 An
A1 4 3 Any
A2 4 3 Any
E 4 3 An

Min. by skill Min. by skill
All 2 2 EC+PCA
All 1 WC+4
All 2 DC
All 1 Co

y

y

 

Table 4.7: Ward B work requirement description 

The minimum bounds in Table 4.7 are specified to balance numbers of skilled and unskilled staff 

and thus maintain care quality and roster robustness, as we mentioned in Section 1.2.1.1 (p24). 

Separating the Ward B Co-ordinator work requirement 

As we mentioned previously, an artificial Co-ordinator team is used to model the Ward B work 

requirement. The Co-ordinator team is used to separate the Co-ordinator (Co) work requirement 

from the blue team work requirement thereby increasing the number of shift segments used to 

model the problem and hence the number of possible roster lines. This is necessary because of 

shortcomings of the PETRA one-individual-to-many-jobs shift segment requirement model, in 

particular the case where we use supplementary staff to act as Co-ordinators when there are not 

enough genuine Co-ordinator staff available. In this section we motivate the separation of the Co-

ordinator work requirement and we present the work requirement schedule that is used in the 

optimisation model for the trials. 

The first aspect of our motivation is the guideline, used for the rostering of the Co-ordinators, 

which says that we should avoid doubling-up Co-ordinators on any shift segment if we are short of 

a Co-ordinator in a shift segment elsewhere in the roster. Note that as a constraint this can be 

treated using a relaxation based on a convex cost function, which we describe in Section 1.1.2.1.1 

(p15).  
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A further issue with the Co-ordinators’ roster is the fact that due to staff attrition there were 

insufficient Co-ordinators in the trial rostering problems to satisfy the Co-ordinator work 

requirement without unduly reducing the quality of the roster lines for the remaining Co-ordinators. 

As mentioned previously we introduced a new skill called pseudo Co-ordinator (pCo) to model the 

Co-ordinator work requirement. We assigned the pCo skill not only to the Co-ordinator staff but 

also to the staff who were not Co-ordinators but could, if necessary, be used as supplementary Co-

ordinators. 

Because of the shortage of Co-ordinators it was necessary, in the trials, to use two staff with pCo 

skill but who were not genuine Co-ordinators. It was subsequently necessary to separate the Co-

ordinator requirement from the blue team requirement because not separating meant that the 

convex penalty function would push each of the two supplementary Co-ordinators to work at times 

when the other was not working. This is particularly problematic when it is not necessary for either 

of them to work in the role of Co-ordinator. This is a spurious and undesirable interaction between 

the roster lines of these individuals. The foregoing difficulty arises because the situation does not 

satisfy an assumption for using the PETRA one-individual-to-many-jobs shift segment requirement 

model (see Section 2.2.2.1.1 (p86)). This follows because we are not indifferent to what a given 

individual will actually be doing when they are allocated to working a shift segment. In this 

situation we need to know whether or not an individual is acting in the role of Co-ordinator on a 

shift segment. 

For the trial problems, the constraints for the pseudo Co-ordinator were not difficult to satisfy and 

so we could assume that there was exactly one Co-ordinator working at any time. We may 

therefore separate the Co-ordinator work requirement from the blue team work requirement by 

creating additional shift segments with more specific skill sets. Because all staff with pCo skill also 

have DC and EC+PCA skills we can recast the work requirement schedule presented in Table 4.7 

(p155) in the way shown in the following table. Note that the top half of the table shows the 

minimum number of staff on each team for each shift segment type who are not true Co-ordinators 

(~Co). The bottom half of the table shows the minimum number of staff with each skill on each 

team for all shift segment types. 
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Red Blue Co-ordinator
Period Min. total Min. total Min. total Skill

M 5 2 ~C
A1 4 2 ~Co
A2 4 2 ~Co
E 4 2 ~C

Min. by skill Min. by skill Min. by skill
All 2 1 EC+PCA
All 1 WC+4
All 1 DC
All 1 pCo

o

o

 

Table 4.8: Ward B work requirement description: Separated Co-ordinator work requirement 

Note that as a consequence of the separation of the Co-ordinator work requirement from the blue 

team work requirement the true Co-ordinators do not have any skill in the model other than the pCo 

skill. Therefore, the true Co-ordinators only work Co-ordinator team shift segments whereas the 

two staff who can be Co-ordinators, if required, can now work the Co-ordinator team shift 

segments as well as those for the red and blue teams. 

4.2.2.2 Staff 

To examine the properties of the Ward B staff set we focus on the particular dataset for which we 

provide results later in Section 4.2.4 (p178). As we mention in Section 4.2.4 (p178) this dataset is 

for the March-April 2000 roster.  

The following table is a breakdown of the 43 Ward B staff from the March 2000 dataset by (i) skill 

and (ii) skill combination. A similar table was presented for the TabCorp Telebet discussion on 

page 135. Similar to the TabCorp Telebet table, Table 4.9 has columns each representing one of the 

25 = 32 combinations of five skills an individual may have. The values at the bottom of each 

column are the numbers of staff with the skill combination; the value is zero if left blank. The 

values in the rightmost column are the numbers of staff with the corresponding skill shown in the 

leftmost column. 

~Co √ √ √ √ √ √ √ √ √ √ √ √ √ √ √ √ 37
EC+PCA √ √ √ √ √ √ √ √ √ √ √ √ √ √ √ √ 26
WC+4 √ √ √ √ √ √ √ √ √ √ √ √ √ √ √ √ 11
DC √ √ √ √ √ √ √ √ √ √ √ √ √ √ √ √ 18
pCo √ √ √ √ √ √ √ √ √ √ √ √ √ √ √ √ 8

11 6 2 8 8 6 1 1  

Table 4.9: Staff by skill, and skill combination 
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Note that the roster for the Co-ordinator team is linked to the rest of the roster by the two staff who 

can act as pseudo Co-ordinators if required. These two individuals are represented by the 1 values 

in the bottom row on the right of Table 4.9 (p157). 

The following tables shows the distribution of staff by their (i) preferences for working 8hr or 12hr 

daily shifts and (ii) preferences for the number of paid hours per pay period that we specify in terms 

of FTEs (see Section 1.2.1.1 (p25)). Note that these preferences are part of the employment 

contract and must be respected in the roster lines. 

Staff by FTE
8hrs 18 1 0.9 0.8 0.7 0.6 0.5 0.4
12hrs 22 20 5 7 1 5 1 4
Both 3

Shift types

 

Table 4.10: Staff by shift type and FTE 

4.2.2.3 Shifts 

As we mentioned in Section 1.2.1.1 (p24) the Auckland Healthcare nurse roster daily shifts are 

composed of single or pair combinations of four underlying shift segments. In this section we look 

at issues relating to the daily shifts. 

The following table gives the periods of the actual daily shifts defined for the Auckland Healthcare 

nurse rosters. Note that we have truncated some of the start and finish times of the daily shifts for 

our model. This truncation has no impact on the accuracy of the model because the Auckland 

Healthcare rostering management did not specify any work requirement over the short periods that 

we discarded. The paid hours in the shift segments were adjusted to compensate for this truncation. 

Code Description Time Modelled Time
M 8 hr morning 0700 to 1530 0700 to 1500
D 12 hr day 0700 to 1930 0700 to 1900
A 8 hr afternoon 1430 to 2300 1500 to 2300
N 12 hr night 1900 to 0730 1900 to 0700
E 8 hr evening (night) 2245 to 0715 2300 to 0700
T Training Day 0800 to 1630 0800 to 1700  

Table 4.11: Daily shifts 
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As we mentioned in Section 1.1.2.1.2 (p18) and in Section 1.1.1.4 (p12) we use shift rules to 

recover the legal daily shifts from the different combinations of shift segments illustrated in Figure 

4.8 (p154). The basic global set of shift rules are: (a) a daily shift can have a maximum of 2 shift 

segments per day, (b) a daily shift must be at least 8 hrs long and (c) there can be no gap between 

two shift segments in a daily shift. These rules are implemented using the basic rule set presented in 

Section 2.2.1.3 (p59). Depending on the length of shift being worked by a staff member we then 

implement rules to ensure either (i) staff who have 8hr daily shifts do not work 12 hours or more on 

a day or (ii) staff who have 12hr daily shifts do not work more than 12 hours and do not work 8 

hours or less. 

Another global rule says that a daily shift can contain only those shift segments for one particular 

team. By modelling teams as locations, as we first suggested in Section 4.2.2.1 (p152), this rule is 

conveniently implemented using the rules for transitions between location pairs; an example of this 

is discussed in terms of the TabCorp Telebet roster in Section 4.1.2.3 (p135). 

In addition to the global shift rules each individual may have personalised shift rules. These rules 

are conveniently modelled using the PETRA availability mechanism discussed in Section 2.2.1.3 

(p59). Staff are allowed to specify preferences on each date of a roster with respect to (i) what daily 

shift they would prefer to work, (ii) what daily shifts they do not want to work, (iii) what daily shift 

they must work, (iv) whether they would prefer a day-off and (v) whether they must have a day-off. 

The Auckland Healthcare rostering management refers to preferences that are guaranteed 

compliance in the roster as ‘red’ requests (mentioned previously in Section 1.1.2.1.2 (p18)) and 

those that are only guidelines as ‘pencil’ requests. Staff apply to the rostering management to have 

preferences elevated to ‘red’ requests and the applications are accepted or denied at the 

management’s discretion. 

Unlike the TabCorp Telebet roster, for which meal breaks etc are modelled as gaps between the 

shift segments, the Auckland Healthcare nurse rosters have breaks implied within the shift 

segments. As we mentioned in Section 2.2 (p55) the breaks in the nurse rosters are part of the 

longstanding structure of the shifts themselves and can be ignored in the rostering process. 

The training shift segment is set up, for the sake of daily shift transition rules, to appear similar to 

the M type shift segment, although it does not behave the same as the M shift segment in terms of 

accumulations (see Section 4.2.2.4.3 (p163)). We have made the training shift segment 10 hours 

long so the daily shift can be made to be consistent with rules used to construct the legal daily shift 
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subsets for both staff with 8hrs and staff with 12 hrs shifts. Staff scheduled for a training shift on a 

day are given special availability making them unavailable for all other shifts on that day. Because 

of the start time and duration of the training shift segment the global shift rules do not allow it to be 

combined with any other shift segment to form a legal daily shift. 

In summary, for each of the red, blue and Co-ordinator teams, we have five types of shifts M, A, E, 

D and N. We associate the shift type T with the training team. We note from Section 2.2.2.1.1 (p86) 

that staff can work a shift only if they can work all of the shift segments of the shift and, moreover, 

staff can work a shift segment only if they satisfy at least one skill set of the shift segment 

requirement. It follows, therefore, that the few staff who can work both 8 and 12 hour daily shifts 

can have up to 10 options for different daily shifts per day, as we mentioned in Section 1.1.1.6 

(p14), whereas the majority of staff can have no more than 6 options per day. 

4.2.2.4 Roster line rules and quality 

Roster line rules are based on a basic set of Auckland Healthcare nurse contract rules presented in 

the following subsection. This set of rules is extended by the rules, discussed later in Section 

4.2.2.4.3 (p163) and in Section 4.2.2.4.3 (p165), that arise from (i) assumptions of minimum 

quality, (ii) individual preferences and (iii) fairness. 

4.2.2.4.1 Contract rules 

In this section we look at the basic roster line rules documented in the Auckland Healthcare nurse 

contract. The following categories present the basic contract rules. 

• Daily shift transition 

Transition from the A to the M shift is not allowed. The time off between these shifts is too 

short. 

• Workstretch skeleton 

• 12 hour shifts 

Maximum of 4 days-on. 

4 days-on must be followed by at least 3 days-off. 
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3 days-on must be followed by at least 2 days-off. 

• 8 hour shifts 

Maximum of 7 days-on. 

• Night shifts 

An onstretch ending with a night shift (N or E) must be followed by at least 2 days-off. 

• Workstretch accumulation 

Can have at most one workstretch with a single day-off in any four-week period. 

Note that some of these rules are not explicitly defined for the case of roster lines containing both 8 

and 12 hour shifts. For example, there was no rule defining the maximum number of worked days 

in a workstretch that contains both 8 and 12 hour shifts. Another, more important, example is the 

interpretation of the FTE pay period (see Section 4.2.2.2 (p157)), which specifies the exact number 

of paid hours required during the fortnightly (8hrs) or three-weekly (12hrs) pay periods. Auckland 

Healthcare rostering management did not have specific methods for the interpretation of the rules 

for these situations, and so it was left implicitly to the discretion of the individual managers. 

Because there were only 2 or 3 staff who could work both 8 and 12 hour shifts, in the case of the 

trials for the Ward B roster, it was satisfactory to interpret these rules on a per case basis. 

For the trials we assumed a minimum quality stating that staff working 8 hour shifts could work a 

maximum of 6 days in a row rather than 7. In addition, we assumed minimum quality for the trials 

stating that an individual cannot have any workstretches with a single day-off as opposed to the 

contract rule stating that there can be at most one in any four-week period. Note that this is a tighter 

reformulation of the single day-off rule than that which we presented in the workaround of this rule 

in Section 2.2.1.6 (p80). 

4.2.2.4.2 Preferences 

As we mentioned in previous sections (see Section 1.1.1.2 (p10), Section 1.2.1 (p22) and Section 

1.2.1.1 (p23)) the results of increased consultation with staff and the satisfaction of individuals’ 

preferences in rostering, particularly in rostering for shift work such as nursing, are (a) improved 

quality of life for staff and (b) economic benefits including improved staff recruitment and 
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retention. In this section we focus our discussion of preferences on issues of preferences in New 

Zealand nurse rosters and particularly the issues of preferences in the Ward B roster trials. 

Nurse rosters in New Zealand have a large number of diverse preferences reflecting a culture for 

flexible rostering, which contrasts with relatively rigid nurse rosters in North America (see Section 

1 (p6)). In order to provide flexibility to meet preferences Auckland Healthcare nurse rostering 

policy allows over-coverage on the M and A1 shift segments − even when there is under-covered 

work requirement elsewhere in the roster (see Section 1.2.1.1 (p24)). This policy is based on a 

strategy that makes trade-offs between improvements of contract nursing employment conditions 

by increasing the budget for bureau nurses (see Section 1.3 (p35) and Section 1.2.1.1 (p23)) and 

making bureau nursing less attractive by reducing the guarantee of work (see Section 1.2.1.1 

(p23)). 

The emphasis on flexibility to meet preferences in the Auckland Healthcare nurse rosters reflects a 

goal of the tender project, undertaken in co-operation with Auckland Healthcare, which was to 

model all stated preferences of staff in the Ward B roster (see Section 1.3.1 (p36)). This posed the 

question of how to model arbitrary preferences (see Section 1 (p6)) − a question motivating much 

of the abstraction that was developed for accumulations (see Section 2.2.1.4 (p60)). The 

preferences we were required to model for the Ward B roster, however, were those that were stated 

to the rostering management where the culture surrounding the rostering process limited the 

complexity of the stated preferences to a small set of preference patterns (see Section 1.1.1.2 

(p10)). 

Preferences: customised quality metrics and rules 

We regard preferences as quality metrics and rules for roster lines that we customise on a per staff 

basis (see Section 1 (p6)). For Auckland Healthcare the preferences are either rules, if they are 

elevated to ‘red’ request status, or we relax the satisfaction of the rules into the objective via quality 

metrics. When we relax rules in this way for the TabCorp Telebet rosters it was important that the 

roster lines were still perceived as fair in the long run (see Section 1.1.1.2 (p11) and Section 

1.1.2.1.1 (p15)). The range and complexity of personal preference in the Auckland Healthcare 

rosters meant that this is not such an issue as it is for the TabCorp Telebet rosters. Therefore, 

although fairness was not explicitly addressed in the model there was no perception of the roster 

lines as unfair. 
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As we mentioned in Section 1.1.2.1.2 (p17), rules and quality for roster lines are partitioned into 

daily shift and roster line rules and quality. Each individual’s preferences that are expressed as 

roster line rules are extensions of a set of global roster line rules which are determined by (a) the 

nurse contracts and (b) rostering practice that assumes minimum quality of roster lines. Examples 

of these are given in Section 1.2.1.1 (p25). The formulation of rules is complicated by the fact that 

staff can have subsets of these across-the-board rules ignored as part of their individual preferences 

(see Section 1.2.1.1 (p26)). Accumulations are used to model most of the roster line rules and 

quality arising from preferences. We categorise these as (i) shift segment and (ii) workstretch and 

workstretch transition accumulations. A detailed discussion of these is presented in the following 

section, Section 4.2.2.4.3. 

Note that we have already discussed daily shift rules and quality for the Ward B roster in Section 

4.2.2.3 (p158). In the following section, Section 4.2.2.4.3, we focus on roster line rules and, in 

particular, we look at those modelled using accumulations. 

4.2.2.4.3 Rules and quality by category 

In this section we discuss the examples of preferences expressed as rules and quality using 

accumulations of shift segments, workstretches, and workstretch transitions. Finally, we present 

some exceptional cases of rules that were either not modelled satisfactorily or ignored for the trials. 

Shift segment accumulations 

Shift segment accumulations are used mainly to implement (i) employment contract rules for paid 

hours and (ii) a quota-based distribution of the different daily shift types among staff. In this 

section we discuss these and other interesting applications of shift segment accumulations in the 

Ward B rostering problem. 

Shift segment accumulations are used most importantly as constraints on the paid hours allocated in 

roster lines, mentioned previously in Section 4.2.2.2 (p157). The paid hours accumulations are 

defined with accumulation windows across non-overlapping fortnightly or three-weekly pay 

periods of the roster with equality accumulation bounds reflecting the FTE paid hours per pay 

period. Because the allocation of paid hours in the pay periods must exactly satisfy the required 

FTE paid hours these accumulations are relatively difficult to treat. 

Shift segment accumulations are also used to implement a fair, quota-based distribution among 

staff for each of the daily shift types: (i) morning (M and D), (ii) afternoon (A) and (iii) night (N 
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and E). The distribution of night shifts is of special importance because it is a pre-dominantly 

unpopular shift among the staff, as we discussed in Section 1.1.1.2 (p11). 

The daily shift quotas for each individual are defined as minimum and maximum bounds on the 

count of each shift type in their roster line. To implement this for the shift segment accumulations 

each shift segment of type M, A2 and E are given a value of 1 for each of the attributes: morning, 

afternoon and night, respectively. The quotas are then expressed as maximum and minimum 

accumulation bounds on each of these attributes. Note that this implies that an N daily shift is both 

an evening and an afternoon type shift; this has minor (but negligible) consequence for the 

accumulations for the few staff who can work both 8 and 12 hour shifts.  

Note that as we mentioned earlier the training shift segment is like an M shift segment although we 

do not count it toward the morning accumulations. 

Weekend shifts are another shift type for which Auckland Healthcare is interested in implementing 

a quota distribution. The weekend daily shifts are (i) the N and E shifts on Friday, (ii) all shifts on 

Saturday and (iii) all except the N and E shifts on Sunday. Like the daily shift types staff have 

quotas of weekend shifts defined by the rostering management.  

An interesting aspect of the weekend shift accumulation is a problem we have in using the shift 

segment attributes to represent the daily shift attributes. Note that we had a similar problem for the 

N daily shift type quota accumulations, mentioned earlier in this section, although we were able to 

ignore it in that particular case. The problem arises because if we assign the M, A1 and E shift 

segments with value 1 for the weekend shift segment attribute, then a D daily shift has value 2 for 

the weekend shift segment attribute since it contains both the M and A1 shift segment. This means 

that an individual working the D shift on Saturday will appear to get two weekend shifts while an 

individual working the M shift on Saturday will only get one. It was therefore necessary to add a 

weekend daily shift class where a daily shift has class membership if it contains ≥1 in weekend 

shift segment attributes. The weekend daily shift computed attribute function was then defined to 

be 1 for weekend shifts. 

In addition to the paid hours and daily shift quota rules, similar rules were also specified for red and 

blue team shifts that we can also express in terms of shift segment accumulations. These rules 

specified that certain staff should work a minimum number of shifts on the red or blue teams. Note 

that these rules were not implemented for the trials. 
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Workstretch and workstretch transition accumulations 

In the previous section we discussed the implementation of rules using shift segment 

accumulations. These rules are relatively uncomplicated. In this section we look at the 

implementation of more complicated rules using workstretch and workstretch transition 

accumulations. 

Workstretch and workstretch transition accumulations are used to implement employment contract 

rules, global roster line rules and rules arising from special preferences. This section collates the 

examples of workstretch and workstretch transitions given throughout the thesis and discusses 

aspects of the use of accumulations to model their rules and quality. These examples all have 

relevance to the Ward B rostering problem. 

We note that workstretch and workstretch transition accumulations were used for rules rather than 

quality. The only relevant quality issues, that we considered treating, related to the quality of x 

days-on followed by y days-off. These issues were, however, best treated using parameterised 

quality templates (see Section 2.2.1.3 (p59)) rather than accumulations, for the reasons that we 

discussed in Section 2.2.1.5 (p75). 

In the first part of this subsection we look at workstretch accumulations. The following table shows 

general rule patterns for workstretches − patterns being synonymous with PETRA classes − which 

when grouped together by ID number (in the left column) form the basis for accumulations of ‘bad 

days on off’ (ID = 1) and ‘bad nights’ (ID = 2). Each of these rule patterns is motivated by 

examples discussed in the thesis. We indicate the discussion of the examples by the numbering in 

the ‘examples’ column, which refers to the list of page references immediately following the table. 
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ID Pattern Examples 

1 Maximum of x days-on. (i), (ii) and 

(v) 

1 If there are x days-on then there must be at least y days-off. (i) and (v) 

1 (a) single days-on, (b) single days-off and (c) single days-on 

followed by single days-off. 

(ii) and (v) 

2 Minimum of n night shifts in an onstretch. (ii) and (iv) 

2 Maximum of n night shifts in an onstretch. (iii) and (iv) 

2 Must have at least y days-off following an onstretch ending 

with a night shift. 

(i) and (iii) 

2 If an onstretch has x or more days-on then it cannot contain 

night shifts. 

(ii) 

Table 4.12: Workstretch classes 

The following list gives the page references of the examples referred to in Table 4.12. 

(i) See rules list in Section 4.2.2.4.1 (p160).  

(ii) See example list in Section 1.2.1.1 (p25).  

(iii) See example list in Section 1.1.1.2 (p10).  

(iv) See Auckland Healthcare example in Section 1 (p6). 

(v) See Auckland Healthcare example in Section 2.2.1.4.3 (p64). 

Depending on his/her preferences an individual will require only a subset of the patterns from 

Table 4.12 and will have personalised parameters defining the patterns. For example, a few staff 

from Ward B were not averse to the ‘single days’ type workstretches – in fact their preferences 

meant they needed to have these types of workstretches – and so the classes of these workstretches 

were not included in the ‘bad days on off’ accumulation for these individuals. 

 



Applications 167Sec. 4.2 

It is interesting to note a particular case of an individual’s preference from the Ward B roster where 

we required the use of a combination of workstretch accumulation rules and other rules to correctly 

model the preference. The individual, who works 8 hour shifts, requested that his/her M and A 

shifts were on single days-on while the E shifts were in groups of exactly two days-on. We 

successfully modelled this preference by assuming it was a ‘red’ request – and so it must be 

respected in the roster line – and we used the following combination of rules:- 

(a) Make all workstretches with 3 or more days-on illegal using a ‘bad days on off’ accumulation. 

(b) Prevent M or A shifts being contained in any two consecutively worked days by using a 

relaxation approach that penalised each transition from either M or A shifts to any other shift. 

This approach used the parameterised quality templates for daily shift transitions (see Section 

2.2.1.3 (p59)). 

(c) Make workstretches containing a single night shift illegal using a ‘bad nights’ accumulation. 

In the first part of this subsection we looked at workstretch accumulations. In the last part we look 

at workstretch transition accumulations.  

The following table shows general rule patterns of workstretch transitions. We indicate the 

discussion of relevant examples of these patterns by the numbering in the ‘examples’ column, 

which refers to the list of page references immediately following the table. Note that of the two 

patterns, only the first pattern (ID = 3) was implemented using accumulations for the Ward B trials. 

The second pattern (ID = 4) was implemented using a relaxation approach based on adding a high 

cost to a roster line’s cost coefficient for each instance of workstretch transition that violated the 

rule. Note that we implemented an interim measure to treat the second pattern before we developed 

the accumulations and since this measure was satisfactory we did not implement its accumulation 

treatment for the project. 
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ID Pattern Examples 

3 Two consecutive ‘long’ onstretches with ≥ x1 and ≥ x2 days-on, 

respectively, must be separated by at least y days-off. 

(i) and (ii) 

4 If a set of days-on ends with a night shift then the subsequent 

set of days-on, following an intervening set of days-off of 

length fewer than y days, must not begin with a early starting 

shift. 

(i), (ii) and 

(iii) 

Table 4.13: Workstretch transition classes 

The following list gives the page references of the examples referred to in Table 4.13. 

(i) See two Auckland Healthcare examples in Section 2.1.4.1 (p47).  

(ii) See example list in Section 1.2.1.1 (p25). 

(iii) See example list in Section 1.1.1.2 (p10).  

Note that the implementation of the PETRA classes used to define the first accumulation (ID = 3) 

in Table 4.13 is described in Section 2.2.1.4.3 (p66). 

Exceptional cases 

In the previous sections we discussed the implementation of rules using accumulations of shift 

segments, workstretches and workstretch transitions. In this section we briefly outline two 

interesting rules from the Auckland Healthcare nurse rosters that were either not modelled 

satisfactorily for the Ward B trials or else they were not included in the model. We propose some 

approaches to treating these rules, which may be considered in the future extensions of this work. 

The first rule relates to the notion of a quota of full weekends off. A full weekend off is a weekend 

that does not contain any weekend shifts − where we define weekend shifts in Section 4.2.2.4.3 

(p163). For some individuals, the emphasis on achieving the quota of full weekends off has a subtle 

relationship to his/her quota of weekend shifts (see weekend shift quotas in Section 4.2.2.4.3 

(p163)). For example, some staff prefer one whole weekend off and two fully worked weekends 

(four weekend shifts in total) rather than three half worked weekends (three weekend shifts). We 

note that full weekends off quotas cannot be satisfactorily modelled in the general case using 
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workstretches or workstretch transitions. The lack of satisfactory modelling of full weekends off 

motivates the proposed, so called, fixed periods class type, which we presented in the context of a 

similar example in Section 2.2.1.4.3 (p66). 

Finally in this section we discuss the rule stating that staff working 12hr daily shifts must not work 

more than 7 days in any 14 day period (see Section 1.2.1.1 (p25)). This rule was not implemented 

for the Ward B trials although our solutions were acceptable – despite violating this constraint in a 

few places – as a consequence of a workstretch transition accumulation preventing consecutive 4 

day onstretches being separated by fewer than 5 days-off (see Table 4.13 (p168)). During the trial 

we proposed a tighter rule – and one that would mean better practical quality of the roster lines – 

that says a roster line is to have no more than 4 days-on in any 7 day period; the proposed 

implementation of this is discussed in Section 2.2.1.6 (p77). 

4.2.2.4.4 Nurse roster reformulation: revisited 

In Section 4.1.2.4.3 (p141) we discussed a possible improvement in solution performance for the 

TabCorp Telebet rostering problem with the use of a hybrid formulation. The opportunity to 

improve solution performance using a hybrid model arises because the TabCorp Telebet rostering 

problems do not require all of the powerful modelling capability provided by the standard 

formulation. However, the complexity of the rules on the roster lines in the Auckland Healthcare 

rosters mean that we need the full modelling capability of the sub-problems used in PETRA. 

4.2.2.5 Special rostering frameworks 

In this section we briefly outline two interesting aspects of the Auckland Healthcare nurse rosters 

that were not considered for the Ward B trials and may be considered in the future extensions of 

this work. 

The first aspect of the Auckland Healthcare rosters relates to the linking together of a number of 

different rosters by a few staff members from each who must occasionally work in one particular 

roster. Each of the Auckland Healthcare hospitals has a few special intensive care units that require 

highly skilled staff. The rosters for these units have for example 5 permanent staff and a work 

requirement of exactly one individual working at all times. Shifts left uncovered when the 

permanent staff are allocated their required amount of work are filled by say 10 highly skilled 

supplementary staff working typically as Co-ordinators in several of the other rosters around the 
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hospital. The current manual approach to processing these rosters uses either or both of the two 

following approaches:- 

1. Roster the permanent special unit staff first then process the other rosters around the hospital 

using the gaps in the special unit roster to guide the double-up of supplementary staff so they 

can be used to cover these gaps. 

2. Roster the other rosters around the hospital first and ensure that the supplementary staff are 

doubled-up in a number of places for use in the special unit roster. 

From the perspective of developing an optimisation model for this composite problem, considering 

that the pool of rosters from which the supplementary staff are drawn are only loosely coupled via 

the work requirement constraints of the special unit roster, it is clearly inefficient to solve across 

the whole system without using some kind of decomposition. A good approach may be to use the 

staff partitioning approach based on Benders’ partitioning procedure presented in Section 2.3.1.3 

(p98). Another approach may be to mimic the manual approach. 

The second aspect of the Auckland Healthcare nurse rosters is the treatment of ‘buddies’. Auckland 

Healthcare have ‘preceptor’ nurses who are specially trained to act as buddies for the orientation of 

new nurses. Officially the recruits cannot be included in the coverage of work requirement. Two 

ways of treating the roster lines for the preceptor(s) and the recruit are:- 

1. Predetermine that the new recruit will work on the weekday mornings and pre-allocate one or 

two preceptors to take turns as buddy for the recruit.  

2. Assign the new recruit to a particular preceptor’s roster line after the roster has been processed.  

Recruits can sometimes, however, be used in the coverage of work requirement if they are known 

to be adequately proficient but unfamiliar with the hospital. In these cases we need to treat their 

allocation to shifts with respect to the coverage of work requirement. An additional consideration is 

that we may not wish to preallocate the roster lines of any of the staff. Instead we may wish to 

solve for the roster lines of the recruit and their potential buddies while ensuring that the recruit has 

at least one buddy at any time while they are working. This is ‘buddy rostering’, which was 

discussed in Section 2.1.3 (p44). 
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4.2.3 Special formulation and solution methods 

The discussion in the previous sections has looked at different aspects of the Ward B rostering 

problems and the treatment of different issues within the PETRA framework. In this section we 

discuss our formulation of the master problem and sub-problems and we discuss some interesting 

methods used to solve the problems. 

4.2.3.1 Formulation methods 

The formulation used for Auckland Healthcare nurse rosters is essentially a trade-off between the 

quality of coverage of the work requirement (see Section 4.2.3.1.2 (p173)) and the linearly 

combined qualities of the roster lines allocated to staff subject to the satisfaction of each 

individual’s paid hours requirement. This approach reflects Auckland Healthcare’s current budget 

policy, which we discussed in Section 1.3 (p35). Note that this formulation is one of two basic 

formulations of the nurse rostering problem from the literature, which we mentioned briefly in 

Section 1.2.1.1 (p23). One formulation assumes hard constraints on work requirement and defines 

guidelines for violating specifications of the paid hours in roster lines. The other formulation – and 

that which we use for Auckland Healthcare – assumes hard paid-hours constraints and guidelines 

for violating specifications of coverage of work requirement. 

The following subsections discuss the relaxation of bounds on (i) work requirement (master 

problem constraints) and (ii) accumulations (sub-problem constraints). 

4.2.3.1.1 Relaxing bounds in accumulations 

Examples of accumulations that express rules are (i) shift segment accumulations in Section 

4.2.2.4.3 (p163), which treat for example paid hours rules, and (ii) workstretch and workstretch 

transition accumulations, which are used to treat the range of rule patterns summarised in Section 

4.2.2.4.3 (p165). 

As we mentioned with regards to the TabCorp Telebet rostering problem in Section 4.1.3.1.1 

(p143) we relaxed the maximum accumulation bounds to increase flexibility in accumulations so 

that resources, such as capacity to fill work requirement, can be propagated among the sub-rosters. 

However, we did not relax the maximum accumulation bounds for the Auckland Healthcare 

problems and therefore we fully exploited these constraints to reduce sub-problem complexity. In 
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turn we were able to solve longer sub-rosters. We discuss the issues of sub-rosters and roster 

partitioning for Auckland Healthcare in Section 4.2.3.2.1 (p176). 

For reasons we discussed in detail in Section 2.2.1.4.5 (p73) we relax minimum accumulation 

bounds on paid hours and also minimum bounds on other shift segment accumulations such as the 

quota-based distribution of the daily shift types (see Section 4.2.2.4.3 (p163)). Minimum bounds on 

shift segment accumulations are difficult to satisfy as we discuss later in Section 4.2.3.2.1 (p176). 

The workstretch and workstretch transition accumulations control illegal features of roster lines and 

therefore they have hard maximum accumulation bounds of zero. The rules represented by these 

accumulations are often ignored as a consequence of special preferences stated by the staff (see 

Section 4.2.2.4.2 (p162)), which may require that we allow for example one illegal feature in the 

roster line. As part of the design specification for the robustness of our system we have developed a 

simple algorithm (see Algorithm 4.1 (p173)) to automate adjustment of the formulation − loosening 

accumulation bounds in cases where staff have fixed, pre-allocated shifts that violate their normal 

sub-problem constraints. Other uses of Algorithm 4.1 (p173) include situations where a heuristic 

‘seed’ solution does not satisfy sub-problem constraints.  

To present Algorithm 4.1 (p173) we introduce the notion of ‘trusted’ accumulations. Trusted 

accumulations arise from the fact that we expect the hard bounds of certain accumulations never to 

be violated, while for others we would only prefer that they were not violated. Examples of trusted 

accumulations are the paid hours accumulations for which we expect the maximum bounds to be 

always satisfied. A related concept we define here is tightness, which we regard as constraints that 

we dynamically add and remove in the formulation to improve solution performance. Another 

concept is valid tightness, which we define as constraints we add to reduce the feasible region of 

our basic formulation without cutting off an optimal solution. Note that valid tightness may cut off 

acceptable solutions that we may otherwise find quite easily. 

Set up the initial accumulation bounds using some heuristic. 

Do  

 Perform the constraint programming sub-problem search. {See  

 Section 2.3.2.2.1 (p101) } 

 If( no legal columns could be constructed i.e., sub-problem is empty )then 

  Temp = 0. 

  For each accumulation in descending order of the fraction of columns it rejected do 
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   If( the accumulation is not trusted )then 

    Loosen the maximum accumulation bound by one unit. 

    Temp = temp + fraction of columns rejected by the maximum accumulation bound. 

   End if 

   If( temp > 0.5 ) Exit For {Try searching again with the new tightness} 

  Next accumulation 

  Cycle Do {Try searching again with the new tightness} 

 End if 

 Exit Do {Continue with the next sub-problem} 

Loop 

Algorithm 4.1: Tightness algorithm 

Algorithm 4.1 is a simple, systematic method to loosen the accumulation bounds if the constraint 

programming sub-problem solution space is empty. The algorithm is used only to construct an 

initial set of columns for the IP. During this construction, the algorithm determines a tightness for 

each sub-problem such that the sub-problem is not empty. The tightness of each sub-problem is 

then fixed for the subsequent sub-problem solves that are triggered during the LP solve. 

4.2.3.1.2 Relaxing bounds in work requirement 

The relaxation of the work requirement reflects the need to model quality of coverage as part of the 

formulation approach for Auckland Healthcare’s nurse rosters (see Section 4.2.3.1 (p171)). 

Management seek solutions that have (a) smoothness of coverage (see Section 1.2.1.1 (p24) and 

Section 2.2.2.2.2 (p91)), (b) the placement of under-cover at times when bureau staff are 

inexpensive and (c) the placement of over-cover at times when contract staff are inexpensive (see 

Section 1.2.1.1 (p24)). 

In the following subsection we present the cost functions that express the quality of coverage of the 

Ward B work requirement. 

Quality metrics for coverage of Ward B work requirement 

The cost functions presented in this section reflect the work requirement model for the Ward B 

nurse roster given in Table 4.8 (p157). The functions are piece-wise linear and convex. We first 

presented these as part of our formulation in Section 2.1.2 (p42). We discussed the effect of the 
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functions in terms of the optimised solution in Section 1.1.2.1.1 (p16) and we discussed their 

implementation as bounded slack and surplus variables in Section 2.2.2.1.2 (p89).  

Figure 4.9 illustrates the emphasis for covering the different shift segment requirement elements of 

the red team shift segments. Note that the legend for this figure, and for the other two figures 

presented in this section, displays the requirement cost functions by (a) skill set (e.g., ~Co) and (b) 

shift segment (e.g., M). 
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Figure 4.9: Red team requirement cost functions 

We note two general points concerning the cost functions in the three figures presented in this 

section:- 

1. The cost functions reflect the higher emphasis on satisfying minimum coverage during the A2 

and E shift segments than during the M and A1 shift segments. This is particularly so for the 

higher skilled shift segment requirement elements such as the requirement for staff with skills 

EC+PCA. The higher emphasis reflects the fact that bureau nurses, particularly higher skilled 

bureau nurses, are more expensive when working the A2 and E shift segments than the M and 

A1 shift segments, and there are fewer of them available to work.  

2. The total staff coverage cost function in the red and blue team shift segment requirement 

(indicated by ~Co) gives less penalty for under-cover. This is because under-cover is also being 

driven out by the combined effects of (a) the paid hours accumulations driving the shift 
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segments to be covered and (b) the convexity of the cost function that minimises the over-cover 

and smoothes peaks of coverage above the minimum number of required staff. 

Figure 4.10 illustrates the emphasis for covering the different shift segment requirement elements 

of the blue team shift segments. 
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Figure 4.10: Blue team requirement cost functions 

Figure 4.11 illustrates the emphasis for covering the different shift segment requirement elements 

of the Co-ordinator team shift segments. 
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Figure 4.11: Co-ordinator requirement cost functions 
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Concluding this subsection we briefly reflect on a special issue related to the structure of the cost 

functions presented in this section. As we mentioned in Section 2.2.2.2.2 (p91) the constraints on 

the total numbers of staff on all teams were relaxed. For the trials of the Ward B roster our 

solutions were consistent with these constraints as a result of the smoothing effect of the convex 

cost function. In Section 2.2.2.2.1 (p90) we presented another example of constraints on the total 

numbers of staff with a particular skill on all teams. This was not, however, implemented for the 

Ward B trials. 

4.2.3.2 Solution methods 

Previously in Section 1.2.1.1 (p23) we outlined broad classes of methods used in the literature to 

solve nurse rostering problems. In this section we review some interesting methods used to solve 

the trial Ward B rostering problems. All of the methods discussed in the following subsections were 

presented in a general context in previous sections looking at solution methodology and we refer 

back to these wherever it is useful. 

4.2.3.2.1 Roster partitioning 

The Auckland Healthcare nurse rostering problems and those in the literature are large rostering 

problems mainly because of their length in terms of numbers of days. In contrast the TabCorp 

Telebet roster − despite the fact that it is only a week long − is large and requires the use of day 

partitioning because of the large number of options for daily shifts that staff may work (see Section 

4.1.3.2.1 (p144)). In this section we look at day partitioning methods used for the Ward B trial 

problems. 

The Ward B roster has a 6 week roster period. For each of the Ward B rostering problems we 

constructed two different day partition schemes each with 8 day sub-rosters. Consecutive sub-

rosters in the same partition overlap each other by one day. Sub-rosters in one partition scheme are 

staggered with respect to the sub-rosters in the other. For example, sub-rosters in the first partition 

go from Monday to Monday in consecutive weeks; sub-rosters in the second partition go from 

Friday to Friday in consecutive weeks. We presented sub-roster overlapping and partition 

staggering earlier in Section 2.3.1.2 (p96). The sub-rosters are solved up to 5 times, one solution 

per pass. The first pass achieves an initial solution and the following ‘reprocessing’ passes improve 

the solution. 
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Apart from the global convergence difficulties using a day partitioning approach (see Section 

2.3.1.1 (p94)), the other main difficulty with our solution performance is the satisfaction of the 

minimum shift segment accumulation constraints, in particular the paid hours minimum 

accumulation bounds. We discussed in Section 2.3.1.2 (p96) and in Section 2.2.1.4.5 (p73) the 

general difficulties satisfying the minimum accumulation bounds. These difficulties include (i) 

‘clumping’ of accumulation resource and (ii) difficulties in efficiently exploiting minimum 

accumulation bounds in the constraint programming sub-problems. 

Our approach to treating the lack of global convergence using day partitioning is to use special 

accumulation bounds on the first pass to achieve a greedy solution that is feasible for the paid hours 

accumulations (see Section 2.3.1.2 (p96)). In the first pass we use special paid hours accumulation 

windows and accumulation bounds for each individual. The accumulation windows are set across 

each week of the roster, rather than the normal paid hours accumulation windows that are across 

the fortnightly (8hr shift staff) or three-weekly (12hr shift staff) pay periods. We heuristically 

determine weekly paid hours distributions used for accumulation bounds in the first pass. These 

weekly paid hours reflect a feasible overall paid hours distribution and take into account the 

requests individuals have made in their preference row (see preference row in Section 4.2.4.1 

(p179)). Note that we do not know, a priori, the weekly distribution of paid hours of a good 

solution, as we mentioned in the example in Section 2.3.1.1 (p94).  

We discussed in Section 2.3.1.2 (p96) how, in the first pass, we ignore accumulations on the shift 

segment accumulations governing the quota distribution of daily shift types (see Section 4.2.2.4.3 

(p163)). By ignoring these accumulations we hope that the distribution of the resources associated 

with them is arbitrary and therefore in a ‘neighbourhood’ of a good solution, in the sense of local 

search. For the second and subsequent passes we switch to the normal accumulations. In these 

passes we maintain feasible paid hours accumulations (which we obtained initially in the first pass) 

while attempting to improve the overall solution and satisfaction of other, relaxed accumulation 

bounds. 

4.2.3.2.2 Branch-and-price: multiple constraint branches and dive-and-fix 

In this section we briefly look at branch-and-price issues of the Ward B trial problems and we refer 

to more detailed discussions of the specific methods.  

The column management system used for the Ward B trials is basically the same as the TabCorp 

Telebet system discussed in Section 4.1.3.2.2 (p145) except that it is extended to a branch-and-
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price algorithm (see Section 2.3.3.1 (p113)). The branch-and-price extension was added as a 

measure against potential detrimental effects of the greedy branch-and-bound search. Our greedy 

branch-and-bound search involves elements of (i) dive-and-fix (see discussion in Section 2.3.3.2 

(p114)) and (ii) multiple constraint branching (see discussion and algorithm presented in Section 

2.3.3.3 (p114)). The overall algorithm worked well for the Ward B trial problems where it quickly 

found good integer solutions. 

4.2.4 Results 

In this section we discuss the results from the Ward B roster trials. We first mentioned the Ward B 

roster trials in Section 4.2.1 (p150). The thesis presents results for the third and final dataset of the 

trials (the March-April 2000 roster) for which we achieved the best results due to the level of the 

software developed at that stage. 

In the trials we did iterations of (i) producing a roster and (ii) getting response from the Auckland 

Healthcare rostering management. From the iterations we developed a formal description of the 

Ward B rostering process. We note that rostering processes are notoriously subjective, implicitly 

defined and, in some aspects, even unconsciously intuitive. This makes evaluation of our results 

difficult as it requires careful consideration of all the different quality trade-offs implied by the 

objective function. 

We present two versions of the March-April 2000 roster for Ward B at Auckland Healthcare: one 

version produced by PETRA and the other by the Auckland Healthcare rostering management. 

Each of these rosters is extensively summarised using the set of report tables described in Section 

A.4.1 (p204). The tables for the PETRA version of the roster begin on page 209 followed by the 

tables for the Auckland Healthcare version beginning on page 215. A comparative discussion of the 

two versions is presented in Section 4.2.4.2 (p180). 

4.2.4.1 Problem discussion 

This section briefly discusses miscellaneous issues for the March-April 2000 Ward B rostering 

problem that should be considered when examining the results. 

Despite a contractual rule stating that roster lines can have at most one workstretch with a single 

day-off in any four-week period (see Section 4.2.2.4.1 (p160)) certain staff requested that this rule 

be ignored. Therefore, in some cases roster lines displayed in the results have 5 single days-off, and 
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up to 8 in one particular case. Note that we discussed in Section 4.2.2.4.2 (p162) how subsets of 

across-the-board rules can be ignored as part of an individual’s preferences. 

In Section 4.2.2.4.3 (p165) we discussed the ‘bad nights’ accumulations, which are accumulations 

of undesirable workstretches characterised by night shifts. Results for this aspect of the rosters are 

summarised in the report table described in Section A.4.1.2 (p206). Table 4.14 gives the bounds on 

the number of night shifts that a workstretch should preferably contain as specified by the staff with 

the associated IDs. These bounds are converted into workstretch accumulations by stating that staff 

can accumulate in their roster lines a maximum of zero workstretches for which the number of 

night shifts contained in the workstretch does not satisfy the bound in Table 4.14. 

Bound ID
≥ 2 8
≤ 3 23
≤ 2 24, 33, 34, 36, 38, 43, 45
≤ 1 22, 44  

Table 4.14: Bounds on night shifts in onstretches 

Individual 36 has an additional preference over and above those in Table 4.14 requiring a minimum 

of 3 days-off after an onstretch containing night shifts. 

Preferred roster line vs. preferences 

A common framework used by Auckland Healthcare for allowing staff to specify preferences is the 

preference row, which we define in terms of the roster line report in Section A.4.1.1 (p204). This 

section discusses difficulties with the description of preferences using the preference row. 

Specifying a preference row is one of the ways staff can express preferences about the structure of 

their roster line. It is a simple and informal task that involves entering preference codes into the 

day-wise preference entries. A problem with the preference row description − within the current 

framework used by Auckland Healthcare − is that it may not explicitly, or even accurately, reflect 

the intended preference. For example:-  

1. How do we indicate a ranking of the different daily shifts and the day-off for a preference 

entry? For example, an individual specifies they want an M shift on a particular day. Does this 

preference also mean that if they cannot have the M shift then they would prefer, regardless, to 

have a day-on on that day? 

 



Applications 180Sec. 4.2 

2. A preference entry may have different values to the individual, in terms of the degree of 

preference satisfaction, for each of the different possible allocations (of daily shift or the day-

off) depending on how other surrounding preference entries are matched with allocations. For 

example, an individual wants the whole weekend off to go on a trip with friends leaving on 

Friday evening. However, if the individual works the A or E shifts on Friday evening then the 

individual will be unable to go on the trip and consequently will be indifferent about working 

the remainder of the weekend. 

3. It is not explicit how the preference row should trade off against the stated preferences, which 

are more general verbal instructions made by staff to the roster manager concerning preferred 

aspects of the roster lines. For example, an individual has a preference row pattern that 

expresses a single day-off. Do we discount this single day-off in terms of the contract rule that 

states that roster lines can have at most one workstretch with a single day-off in any four-week 

period (see Section 4.2.2.4.1 (p160))? If so, how close should we be to matching the pattern of 

shifts specified in the preference row before we can discount the single day-off? 

The discussion in this section points to an interesting dilemma with the practical problem of 

allowing staff to specify preferences. The examples of problems discussed previously indicate that 

a simple approach – like that used by Auckland Healthcare – is perhaps ambiguous and possibly 

inadequate. However, increasing the accuracy of the specification can lead to a complex and, 

potentially, cumbersome process, which may also be inadequate. 

4.2.4.2 Comparative results discussion 

This section presents a comparative discussion of the PETRA and Auckland Healthcare versions of 

the March-April 2000 Ward B roster, which we base on the reports presented in Section A.4.2 

(p209) and in Section A.4.3 (p215). 

As we mention in Section A.4.1.5 (p209) the Auckland Healthcare version of the roster, due to 

shortcomings of their old rostering system, did not specify the distribution of staff among the teams 

working on each shift segment. Therefore we do not compare the optimisation model objectives of 

the two versions. Instead we will compare, on an individual basis, the different aspects of the two 

versions of the roster. The following subsections look at aspects of the roster line and the work 

requirement satisfaction and finally we draw conclusions about the results of the trial. 
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4.2.4.2.1 Roster lines 

In this section we compare the roster lines of the PETRA and Auckland Healthcare rostering 

management versions of the Ward B trial roster. 

The problem solved by PETRA was in certain respects a tighter formulation than that considered 

by Auckland Healthcare for their version of the roster. Two examples of tightness differences 

between the Auckland Healthcare version and the PETRA version are:- 

1) Auckland Healthcare’s version does not respect all maximum accumulation bounds for (i) the 

paid hours (see page 217), (ii) the daily shift type quotas (see page 218) and (iii) the worked 

weekends (see page 218). For example, the Auckland Healthcare version used staff for 72 more 

paid hours than that specified for the problem solved by PETRA. 

2) The PETRA formulation assumes all of the night shift workstretch accumulations (see Section 

A.4.1.2 (p206)) are ‘red’ requests – and therefore they have a maximum accumulation bound of 

zero – while the Auckland Healthcare version violated some of these. For example, Auckland 

Healthcare’s version had roster lines for individuals 22 and 24 that contained instances of 

workstretches with more night shifts than specified by their preferences. Note that these 

individuals were defined in Section 4.2.4.1 (p178) as having special night shift workstretch 

preferences. 

It is difficult, and perhaps not very meaningful, within the current Auckland Healthcare preference 

specification framework (as we discussed in Section 4.2.4.1 (p179)) to make quantitative 

comparisons of the degree of satisfaction of preferences specified in the preference row in each 

roster line. However, it is clear from even a superficial inspection that the PETRA version (see 

page 210) does not match the preference row as well as the Auckland Healthcare version (see page 

216). Considering the tightness of the PETRA formulation and the comparative looseness of the 

Auckland Healthcare version, it is possible that the maximum accumulation bounds, particularly 

those for the worked weekends accumulations, were not configured to trade off correctly with 

satisfaction of preferences in the preference rows. Note that for reasons of poor trade-off with 

respect to matching against the preference row, and also coverage of work requirement over the 

weekends, we relaxed the maximum accumulation bound for the weekend daily shift quota (see 

report on page 212). 
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As we mentioned in Section 4.2.4.1 (p178), some individuals have requested that contractual rules 

governing single days-off be ignored when building their roster lines. Some of these staff had also 

stated that they were not averse to other singles workstretches such as single days-on and single 

days-on followed by single days-off. Both the PETRA version (see page 211) and the Auckland 

Healthcare version (see page 217) have comparable numbers of singles workstretches for these 

staff. 

Despite the fact that we did not deal with constraints reflected by the ‘overwork rolling 7 days’ 

summary, the Auckland Healthcare version, interestingly, was not significantly better in terms of 

this aspect of the roster. This issue is, however, important since it governs the net workload over 

several days for the staff working 12hr shifts and, as we mentioned in Section A.4.1.2 (p206), a 

treatment of this is proposed as an extension of this work. 

A notable feature of the PETRA version is the high general quality of the roster lines reflected by 

the late-to-early workstretch transition summary on page 211 compared with the summary for 

Auckland Healthcare’s version on page 217. The PETRA version has significantly fewer of these 

features in the roster lines than the Auckland Healthcare version, which indicates significantly 

higher quality in this aspect of the roster. 

Although, as we mentioned in Section 4.2.2.4.3 (p168), full weekends off were not modelled 

satisfactorily in the general case (using workstretches or workstretch transitions), the results were 

nevertheless satisfactory for the Ward B problem. We describe in Section A.4.1.3 (p207) how the 

accumulations of worked weekends were used to model the full weekends off. 

4.2.4.2.2 Work requirement 

Previously in Section 4.2.4.2.1 (p181) we compared the roster lines of the PETRA and Auckland 

Healthcare versions of the Ward B trial roster. In this section we compare the satisfaction of work 

requirement in the PETRA and Auckland Healthcare versions. 

As we mention in Section A.4.1.5 (p209) the Auckland Healthcare version of the roster did not 

specify the distribution of staff among the teams. Therefore, we can only compare the work 

requirement reports on page 213 (PETRA) and page 219 (Auckland Healthcare). Unfortunately, for 

reasons we discussed in Section 2.2.2.2.1 (p90), neither can we meaningfully compare these 

because the constraints on these totals were not modelled in PETRA’s trial formulation. The results 
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however do not appear to be significantly different, and it was noted by the Auckland Healthcare 

rostering management that these issues were not of great importance. 

Because we cannot make meaningful comparison of the work requirement solutions between the 

PETRA and Auckland Healthcare versions we focus the remaining discussion in this section on 

interesting points about the PETRA version work requirement report on page 214. 

The first point is the emphasis on covering the high-skill work requirement (i.e., the work 

requirement for EC+PCA, WC+4, DC and pCo) for the evening shift segments A2 and E, which we 

discussed in Section 4.2.3.1.2 (p173). The report clearly indicates that this has been successfully 

implemented. We note however that the ‘total’ work requirement summaries do in fact have gaps in 

the evening shift segments, although this is of less importance since these gaps can be covered by 

cheaper unskilled bureau staff and, therefore, we did not need to implement special priority for 

these shift segments in the cost functions (see Section 4.2.3.1.2 (p173)). 

A second point is the pattern of under-cover in some of the weekends. Although we said in Section 

4.2.2.1 (p152) that it is important to reduce under-cover in the weekends because of the higher cost 

for bureau nurses we did not, unfortunately, implement special priority for covering the weekend 

shift segments. Consequently the under-cover in the weekend work requirement is the result of 

pressure to avoid allocating the weekend shifts arising from the weekend shift quota and worked 

weekend accumulations. 

The final point is the negative effect, in terms of satisfaction of the work requirement, arising from 

the separation of the Co-ordinator requirement from the blue team requirement, discussed in 

Section 4.2.2.1 (p155). The difficulties with the separated formulation arose because of violation of 

the separation assumption, which says that there is exactly one individual working on the Co-

ordinator team at any time. Because we often had extra Co-ordinators working, there were 

instances where we had, for example, too many staff on the combined blue team total on a 

particular day and too few staff the day before. A particular instance can be seen in the report on 

the Thursday and Friday of the first week for the blue team’s work requirement for (i) EC+PCA 

and pCo and (ii) DC and pCo. 

4.2.4.2.3 Conclusions 

Although the PETRA version compares well in many respects with the Auckland Healthcare 

version there are modelling issues that remain untreated. Examples of these are discussed in 
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Section 4.2.2.4.3 (p168) (roster line model) and Section 2.2.2.2.1 (p90) (work requirement model). 

Much of the important modelling functionality however, is in place − the majority of which comes 

from the flexibility of the accumulations. Some of the untreated issues relate to fine-tuning of the 

formulation; an example is the trade-off between the worked weekends accumulations and the 

satisfaction of preferences in the preference rows, which we discussed in Section 4.2.4.2.1 (p181). 

In summary the present PETRA engine provides a framework that can produce rosters that satisfy 

the complex requirements of Auckland Healthcare staff and rostering management. We note finally 

that the Auckland Healthcare rostering management were impressed with our results. As we 

mentioned in Section 4.2.1 (p150), the approval of the results extended into dialogue with the 

Canadian company Total-Care − winners of the Auckland Healthcare rostering software contract − 

on a pilot integration of the PETRA engine within the Total-Care product. 

 



 

5 Conclusion 
On page 4 we discussed an outline of a class of rostering problems on which we have focussed to 

provide automated rostering. We refined the description of our focus class of problems with the 

discussion in Section 1.2 (p21) of the rostering processes in different areas of industry. The 

problems we have focussed on have (a) a moderate level of complexity in their rules and quality 

metrics and (b) a medium level of opportunity for cost savings through optimisation-based 

rostering. Note that although there are not high levels of direct cost saving opportunities for our 

focus class of problems there are opportunities for indirect cost savings in terms of the potential for 

increased satisfaction of the staff with their roster lines (see Section 1 (p7) and Section 1.1.1.2 

(p10)). As we mentioned in Section 4.2.2.4.2 (p161) the motivation for much of the modelling 

abstraction that was developed in the project arises from the question of how to model arbitrary 

preferences that staff may have for their roster lines. We concede that it is difficult to quantify the 

opportunities for indirect cost savings such as those associated with staff recruitment and retention. 

However there are instances of organisations, for example Auckland Healthcare, where the budget 

policy has focussed on these savings (see Auckland Healthcare budget policy discussion in Section 

1.3 (p35)). 

In Section 1.1.1 (p9) we discussed the different aspects of rostering problems in a broad sense and 

we introduced the basic aspects of the framework with which we view rostering problems. Later in 

Section 2.1 (p40) we developed the basic structure of our integer programming formulation and we 

noted some instances of preferences that staff may specify for which the assumptions we have used 

for our formulation do not hold. 

We developed our abstract work requirement and roster line model in Section 2.2 (p53). This 

model maps the physical rostering problem into an integer programming master problem (see 

Section 2.2.2 (p85)) and a set of constraint programming sub-problems (see Section 2.2.1 (p56)). 
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Highlights of the model include (i) the framework of class types (see Section 2.2.1.2 (p58)), (ii) 

accumulations (see Section 2.2.1.4 (p60)) and (iii) the shift segment requirement framework (see 

Section 2.2.2.1 (p86)). The accumulations framework is a developmental contribution of this thesis 

project that has proven its success with the Auckland Healthcare project. The shift segment 

requirement framework is a notable master problem modelling framework developed in this thesis 

project, which has also been a success. The overall system promises to provide satisfactory 

modelling of rules and quality for a broad range of rostering problems. 

In Section 2.3 (p93) we discussed interesting solution methods that we use to solve our problems. 

The most notable and successful of these are (a) roster partitioning, (b) the constraint programming 

algorithm used for the solution of the sub-problems and (c) a branch-and-price framework 

developed for the Auckland Healthcare project that was implemented with a novel method of 

multiple constraint branching. More specific details of the formulation and solution of the TabCorp 

Telebet and the Auckland Healthcare problems are discussed in Section 4.1.3 (p142) and in Section 

4.2.3 (p171), respectively. The formulation and solution approaches we have chosen for the 

PETRA system have worked well for the problems we have examined. An interesting use of 

PETRA that we discussed in Section 1.3.1 (p36) uses the idea of a relaxation of the rostering 

problem that provides solutions that require a relatively easy manual repair process. An alternative 

to using the relaxation is to formulate a complete model that achieves full-automation for each 

processing of the roster, which is likely to demand a high degree of maintenance of the problem 

description data. We discuss extension work that we have identified for the formulation and the 

solution methods in Section 6.2 (p190) and in Section 6.3 (p190), respectively. 

The PETRA system is demonstrated with its successful application to the TabCorp Telebet call 

centre rostering problems and the promising results of the trials we undertook for a nurse rostering 

problem from Auckland Healthcare. In Section 4.1 (p129) we presented the TabCorp Telebet 

problem in detail and we presented results and feedback about the system in Section 4.1.4 (p146). 

In Section 4.2 (p150) we presented details of the Ward B nurse rostering problem from Auckland 

Healthcare and we presented results in Section 4.2.4 (p178) comparing PETRA’s solution for a 

particular rostering problem against a roster that was produced by the Auckland Healthcare 

rostering management. The PETRA version of the roster compares well with the Auckland 

Healthcare version although there are certain untreated modelling issues that we outline in Section 

6.1 (p188) with which the practical value of the PETRA solutions can be improved. 
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The PETRA system is a production system that has run for two years onsite at TabCorp Telebet 

(Melbourne, Australia). Its application to the TabCorp problems resulted in a 60% reduction in 

roster production costs. Results of the trials undertaken with Auckland Healthcare indicate further 

potential of the PETRA system. The trials with Auckland Healthcare culminated in an invitation to 

work with a Canadian company providing rostering solutions. 

 



 

6 Extensions 
In this section we discuss some extensions that we have identified for the project. These are 

grouped into extensions to the (i) model, (ii) formulation and (iii) solution methods. 

6.1 Modelling 

The modelling issues that remain untreated include the additional configuration of the model used 

in the TabCorp Telebet production system and additional development of the model required for 

the Ward B nurse rostering problem at Auckland Healthcare. Other untreated modelling issues are 

(i) the development of general modelling capability for which we have identified a requirement and 

(ii) the modelling of end-effects of dynamic rosters. 

The untreated issues with the TabCorp Telebet problem are described in Section 4.1.2.4.2 (p138). 

Note that although the treatment of these issues was not implemented for the TabCorp Telebet 

production system they can be treated using the current modelling capability of the PETRA system. 

Untreated issues with the Ward B nurse roster at Auckland Healthcare include issues with the roster 

line model (see Section 4.2.2.4.3 (p168)) and the work requirement model (see Section 2.2.2.2.1 

(p90)). Many of these issues require development of the system for which we have not yet 

identified suitable approaches.  

General modelling issues that we have identified as requiring improved handling include extensions 

to the class types and the development of a more general framework for accumulation windows for 

workstretches and workstretch transitions. 

A proposed extension to the class types is the fixed periods class type. The fixed period class type 

is discussed in Section 2.2.1.4.3 (p66). 
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The motivation for additional development of the accumulation window framework for 

workstretches and workstretch transitions is presented in Section 2.2.1.4.4 (p70) in the context of a 

number of difficulties we have with the current framework. We have not yet identified a suitable 

approach to this development of the system. 

End-effects for dynamic rosters 

A characteristic feature of cyclic rostering, as opposed to dynamic rostering (see Section 1 (p4)), is 

that we ensure the roster can be looped from its end back to its beginning without violating the 

roster line rules. As we mentioned in Section 1 (p4), in order to avoid difficulties in linking 

dynamic rosters together we may require special rules to approximate the implications for the 

satisfaction of expected requirements at the start of the subsequent roster period. In the remaining 

discussion in this section we consider examples of the effects of linkage between dynamic rosters 

and we briefly discuss a possible approach to modelling these effects. 

Let us assume that end-effects, in the context of linking dynamic rosters, are adverse effects on a 

roster’s quality arising from the structure of the fixed historical roster lines at the end of the 

previous roster. End-effects can impact both the quality of the roster lines and the satisfaction of 

work requirement. Consider, for example, an individual who prefers a day-off on Mondays. 

Without special consideration for this preference a solution may allocate this individual a day-off 

and a day-on to each of Saturday and Sunday – the last two days of the roster. As a result of this 

decision we will now either (a) deny their Monday preference on the first day of the next roster or 

(b) match their preference thereby placing a potentially undesirable single day-on in their roster 

line. It is clear from this example that the quality of the roster line in the next roster is adversely 

effected by the decision we make in our allocations in the current roster. Another example is where 

we have many staff with a single day-on in the last day of the roster thereby offsetting the roster’s 

quality with a trade-off between (i) giving some of these staff single days-on and (ii) over-covering 

the work requirement on the first day of the subsequent roster. 

An approach to modelling the end-effects could be to extend the roster by a week and ignore the 

end-effects for the extended week (Smith [55]). With this approach, although the portion of the 

roster lines determined in the extension week are unlikely to be the same as those we determine 

when we process the subsequent roster, the extension week will provide an approximation of the 

true end-effects caused by the current roster on the subsequent roster. We may consider using an 

approximate version of the work requirement and the sub-problem rules over the extension week 

thus reducing the amount of complexity we are adding to the problem. 

 



Extensions 190Sec. 6.2 

6.2 Formulation 

Extensions to the work undertaken on formulations in the thesis include (i) comparison with hybrid 

formulations and (ii) removal of basic assumptions that we use for our formulations. 

In Section 2.1.4 (p46) we presented two hybrid formulations that were customised for the classes of 

problems which we described. Extensions to the work in this thesis include performance 

comparisons of the standard formulation against the hybrid formulations for their associated 

problems. As we mentioned in Section 4.1.2.4.3 (p141) there may be an advantage over the 

standard formulation by using the call centre hybrid formulation for the TabCorp Telebet problem. 

As we discussed in Section 2.1.3 (p44) the modelling of certain classes of preferences may require 

that we remove some assumptions that were used to develop the standard formulation (e.g., the 

assumption that the collective quality of the roster lines in a roster is linearly separable by staff). 

We mentioned two approaches that could be used to remove these assumptions. These are (i) the 

generation of columns that each specify roster lines for two or more individuals and (ii) the use of a 

large number of cuts in the master problem. An extension to the work in this thesis is to determine 

conditions under which there is a difference in performance and the nature of that difference using 

the two approaches. Note that the examples we presented in the earlier section are hypothetical and 

we should take care that any development is always motivated by practical applications. 

6.3 Solving 

In this section we look at opportunities to improve the solution methods we have implemented in 

PETRA. These are grouped into opportunities for (a) the constraint programming algorithm, (b) the 

roster partitioning methods and (c) the development of a tight-first algorithm. 

6.3.1 Constraint programming 

Opportunities we have identified to improve the constraint programming sub-problem solver 

include speed-ups for the algorithm and the use of dual information to improve sub-problem search. 

A speed-up we have identified for the constraint programming algorithm is to compile rules 

expressed as accumulations into an effective subset of rules. A basic example of this is where we 

interpret accumulation information into shift rules. For example, an individual may prefer that they 

have no night shifts over a particular week of the roster. We can exploit this accumulation 
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information to remove night shifts from the subset of daily shifts used in a sub-problem rather than 

repeatedly ‘discover’ in the constraint programming search that we have allocated them. 

Another speed-up that we have identified is that it may be possible to use more intelligent methods 

than those currently in use to define ‘jumps’ for the backtracking algorithm. It may be possible to 

improve the backtracking algorithm to more efficiently skip illegal solutions. Note that we 

discussed this briefly in Section 2.3.2.2.1 (p107). 

Another possible extension of this work is a heuristic method that reduces the constraint 

programming sub-problem complexity by using dual information to pick subsets of ‘good’ daily 

shifts. Essentially this method will construct for each daily shift y a list of daily shifts {z1, …., zN} 

from the daily shifts on the following day, ranked by the sum of (i) the cost of the daily shift zi, (ii) 

the negative of the dual sum for the daily shift zi and (iii) the daily shift transition cost for transition 

from y to zi. To reduce the sub-problem sizes these lists could be incorporated into a modified 

constraint programming backtracking algorithm where we only allow the use of the top m percent 

of daily shifts in each list that are permissible in the context of the daily shift transition rules. 

6.3.2 Roster partitioning 

Roster partitioning methods (see Section 2.3.1 (p94)) are useful because they allow us to solve a 

rostering problem in parts, or sub-rosters. Roster partitioning can be useful if solution times are 

reduced without significantly affecting the solution quality. The roster partitioning approach we 

have used with PETRA is day partitioning. Other approaches we have called staff partitioning and 

hybrid partitioning. 

In Section 2.3.1.3 (p97) we discussed methods for choosing staff and hybrid partitioning sub-

rosters for reprocessing. As we mentioned in the previous section, these methods are of interest 

because there is no natural ordering of staff to guide the choice of subsets of staff in staff and 

hybrid partitioning. This is not a difficulty in day partitioning because of the natural ordering of 

days. 

In Section 2.3.1.3 (p98) we presented an outline of a staff partitioning method based on Benders’ 

partitioning procedure for linear programming. An interesting application of a Benders’ based 

method is for a particular rostering problem from Auckland Healthcare (see Section 4.2.2.5 (p169)) 

in which a number of different rostering problems are linked together by a few staff members who 

must occasionally work in a certain special roster other than their usual roster. 
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6.3.3 Tight-first 

In this section we discuss opportunities to use ‘tight’ constraint programming sub-problems and 

progressively loosen the tightness based on solution information. Note that we define tightness as it 

is used in this context in Section 4.2.3.1.1 (p171). We propose a measure for sensitivity analysis of 

sub-problems in terms of accumulation bounds. This measure uses pseudo dual values that we 

loosely interpret by their analogy to LP dual values and the role that LP dual values have in LP 

right-hand-side sensitivity analysis. Using the pseudo duals we present a simple greedy tight-first 

algorithm for controlling the tightness of constraint programming sub-problems in the hope of 

improving solution performance. In the last part of the section we discuss issues relevant to the 

performance of the greedy tight-first algorithm, which are of interest for the development of this 

approach. 

For the purpose of sensitivity analysis of sub-problem tightness we define pseudo dual values on 

accumulation bounds that quantify the change in sub-problem objective (i.e., the reduced cost). 

Given the linear program dual values and a maximum accumulation bound m in one of the sub-

problems, assumed to be currently at value M, we define the pseudo accumulation bound dual value 

as:- 

)()1( minmin MrcMrcum −+=  

where rcmin(x) is the minimum reduced cost over the sub-problem for which we have held the 

parameters of all rules and costs fixed and set the maximum accumulation bound m to value x. If 

the linear program is optimal then we can take rcmin(M) = 0, and thus:- 

)1(min += Mrcum  

Note that if um < 0, then we may potentially improve the master problem solution by increasing m.  

To incorporate the accumulation bound dual value into a solution method we may extend 

Algorithm 4.1 (p173) into what we will call the tight-first algorithm, which removes tightness 

based on dual information. A simple greedy approach for a tight-first algorithm is to make the 

following modifications to Algorithm 4.1 (p173): (i) evaluate duals on a subset of accumulation 

bounds and (ii) loosen the maximum bound with the largest negative dual value. 
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To ensure the effectiveness of the algorithm we need to implement additional accumulations for the 

poor quality features that we identify in roster lines. For example, we may identify poor quality 

onstretches as being those that do not contain all of the same shift type. We add these 

accumulations to increase our means of controlling the sub-problem size (or the tightness of the 

problem). Note that small sub-problem sizes will both (a) facilitate LP solving and (b) maintain an 

inexpensive calculation of the accumulation bound dual value. 

To appreciate the consequences of the aforementioned greedy approach to the tight-first algorithm 

we look at two problems that may arise using the algorithm. 

The first problem that may arise is that the algorithm searches the space of the accumulation 

bounds in a way that expands the solution space of each sub-problem in a non-decreasing fashion. 

Difficulties arise in the situation where we have very large sub-problems although there are still 

opportunities to improve the solution which we cannot achieve without further increasing sub-

problem sizes. As an example illustrating this problem consider a rostering problem with two staff 

for which we formulate binary variables xij to be at value 1 if individual i is assigned to work their 

jth roster line, and 0 otherwise. In the following figure we enumerate the solutions to the rostering 

problem where each cell represents a solution for which the associated variables are at value 1. In 

each cell the objective, shown in bold, is displayed partitioned into objective components z1 and 

z2. The component z1 is the sum of the costs of the roster lines, while the component z2 is the cost 

associated with the coverage of the work requirement. The z2 component may for example reflect 

the monetary cost of bringing in ‘temp’ staff to work. 

Costs
z1=14 z2=1 z1=13 z2=3 z1=14 z2=2

15 16 16
z1=12 z2=5 z1=11 z2=6 z1=12 z2=4

17 17 16
z1=13 z2=3 z1=12 z2=4 z1=13 z2=2

16 16 15
z1=15 z2=1 z1=14 z2=0 z1=15 z2=0

16 14 15

x21 x22 x23

7 6 7

x11 7

x12 5

x13 6

x14 8
 

Figure 6.1: Solutions to a rostering problem with two staff.  
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Let us assume we are using some kind of tight-first algorithm that allows us to put maximum 

bounds on the cost of the roster lines. In the first instance, we have a maximum bound of 7 on the 

sub-problems for both individuals. The best solution we can obtain using these sub-problems has 

objective 15 (i.e., x11 = x21 = 1 or x13 = x23 = 1). If we increase the first sub-problem bound to 8 we 

can now obtain a best solution with objective 14 (i.e., x14 = x22 = 1). The first sub-problem has 

increased in size and the second sub-problem is unnecessarily large since we now do not need the 

roster lines for the second individual with cost of 7. A better approach may be to search for the 

particular configuration of sub-problem solution spaces that contains the roster lines we need rather 

than expanding the sub-problems until they contain the required roster lines. For example, we could 

decrease the maximum cost bound on the second sub-problem to 6 as well as increasing the bound 

on the first to 8. 

The second problem that may arise using the greedy tight-first algorithm is that we may not be able 

to identify all opportunities to change the sub-problems to improve the solution by considering only 

the sensitivity information in a co-ordinate-wise basis. The co-ordinate-wise approach does not 

consider the effects of loosening combinations of accumulation bounds. For example, loosening the 

accumulation bounds for both nights and weekend shifts could give an improvement to the solution 

although we may not have been able to identify an improvement from the individual accumulation 

bound dual values of nights and weekend shifts. 

 



 

 Appendix 

A.1 Roster line entities 

This section formally defines the different class types that we presented first in Section 2.2.1.2 

(p58). 

Shift segment transition 

A shift segment transition entity is the transition between two adjacent shift segments in the same 

day’s work in a roster line. The concept of a shift segment transition class is not associated with a 

particular date, and since shift segments are dated entities, we must view shift segment transition 

classes as pairs of ‘pre’ and ‘post’ shift segment classes. Since shift segments are provided in the 

input to PETRA the classification of shift segments can be made immediately for PETRA by using 

shift segment attributes (see Section 2.2.1.4.1 (p61)). A shift segment transition in a roster line 

belongs to a certain class of shift segment transition if the ‘pre’ and ‘post’ shift segments belong to 

the ‘pre’ and ‘post’ shift segment classes, respectively. 

Daily shift and daily shift transition 

In the rigorous sense a shift, or daily shift, is an entity that describes the start and finish time of 

work on a day and is regarded as a complete description of a day’s work for a particular individual 

on a specific day. It includes descriptions of the rest periods within the work and the roles 

performed by individuals working the shift. A shift is a combination of one or more shift segments 

satisfying shift rules of the individual to whom it is allocated. Shifts are used to describe roster 

lines.  

A daily shift, in the sense of class type, however, is a looser usage of the rigorous definition of 

daily shift. In this usage we may generalise the rigorous meaning of shift with a phrase like ‘night 

 



Appendix 196Sec. A.1 

shift’. This usage ignores the dated nature of shifts, essentially referring to a class of shifts rather 

than a specific shift; in other words we are referring to one of a set of shifts classed by their 

properties such as start time, duration, and the roles performed by staff etc.  

A daily shift transition entity is the transition between two adjacent worked days in a roster line. 

The concept of a daily shift transition class, similar to the shift segment transition class described 

previously, is not dated, and since daily shifts are dated entities, we must view daily shift transition 

classes as pairs of ‘pre’ and ‘post’ daily shift classes. Therefore, a daily shift transition in a roster 

line belongs to a certain class of daily shift transition if the ‘pre’ and ‘post’ daily shifts belong to 

the ‘pre’ and ‘post’ classes, respectively. 

Workstretch and workstretch transition 

A workstretch is composed of (a) a set of consecutive worked days in a roster line starting after a 

day-off and (b) the set of subsequent consecutive days-off ending on the day before a worked day. 

The concept of a workstretch includes not only the count of worked days and subsequent days-off 

but also the description of the work content in the worked days. Dates are not relevant to the 

workstretch concept so we must use a classification of the work elements to describe the work 

content. For this we use classes of daily shift class type: for example ‘night shifts’ and ‘day shifts’. 

Therefore, two workstretches may have the same number of worked days and days-off and also the 

same position of these days in the roster period but are considered to be different because, for 

example, one workstretch has some night shifts and the other does not. On the other hand, for 

example, two workstretches with the same number of days-on and days-off containing all night 

shifts but starting at different times in the roster period are considered to be in the same class.  

The workstretch framework of days-on followed by days-off arises from the way we generally 

think of needing rest-after-work, and not rest-leading-up-to-work. The formulations of rostering 

rules in employment contracts typically use the notion of rest-after-work. 

A common, albeit handy, misuse of the workstretch concept is to ignore the work content and 

consider the workstretch to be defined by days-on/days-off pattern alone. For this meaning it is 

perhaps better to use the term workstretch skeleton. A workstretch skeleton is the days-on and 

days-off pattern of a workstretch. Since dates are not relevant to workstretches, a workstretch 

skeleton is an undated sequence of days-on followed by a sequence of days-off.  

Another concept related to workstretches is the onstretch, which is the days-on component of a 

workstretch including the work content. 

 



Appendix 197Sec. A.1 

A shortcoming with the workstretch framework is the fact that the rest time spent in the days-off is 

dependent on the start time of the first shift of the next workstretch, which is unfortunately 

independent of the description of the workstretch entity. There are rules that specify requirements 

on the rest time in the days-off such as, for example, the rule in Section 1.2.1.1 (p26), which says 

that onstretches ending with night shifts must have at least 2 ½ days-off.  

The limitations of the workstretch class type to model these and other rules are extended with the 

concept of workstretch transition classes. A workstretch transition entity is the transition between 

two adjacent workstretches in a roster line. We view a workstretch transition class as a pair of ‘pre’ 

and ‘post’ workstretch classes. Therefore, a workstretch transition in a roster line belongs to a 

certain class of workstretch transition if the ‘pre’ and ‘post’ workstretches belong to the ‘pre’ and 

‘post’ classes, respectively. 

Fixed period 

A fixed period is a class type that has been devised for advanced modelling of constraints and 

quality using accumulations. A fixed period class is defined as one or more dated periods within the 

roster period for which we may classify each in terms of the content of the period. For example, the 

fixed period was originally devised to deal with specifying classes of weekends. Weekend periods 

could be classed as worked or unworked depending on whether any of the weekend days contained 

a specified content of work. 

As we mentioned in Section 4.2.2.4.3 (p168) fixed periods were motivated by the difficulties of 

modelling preference issues for weekends using workstretches and workstretch transitions. 

 



Appendix 198Sec. A.2 

A.2 ZIP 

This section outlines the ZIP routines (Ryan [52]) that (i) solve linear programming problems using 

the revised simplex method and (ii) implement the branch-and-bound search. The following 

subsection defines some terminology we use when discussing solver software like the ZIP package.  

Note that the ZIP package is the core solving engine used by ZIP_R (see Section 3.2 (p124)). 

Definitions: User and hook routines 

A user routine is a subroutine or function called from the routines of a library. These user routines 

are not compiled into the library file, but are supplied by the library user when the library is 

compiled into an executable file. The library user must write user routines to supply specified 

functionality for the software to operate in a useful way. A hook routine is the same as a user 

routine except that it does not need to contain any executable code for the software to operate in a 

useful way. The hook routine, however, provides the library user with the option of arranging the 

system in an alternative or augmented configuration. Note that we may refer to both hook and user 

routines as user routines in those cases where there is no need to make a distinction between them. 

The following example of Fortran 77 program code illustrates some of these terms. Note that the 

routine HookRoutine contains an example of some code that we may wish to use. This code has 

been commented out to highlight the fact that this code is not necessary for the software to operate 

in a useful way. 
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   subroutine UserRoutine(unitNumber,string)
  !----------------------------------------------
  !Called from library. Defines a value for
  !string that will be written to unit=unitNumber
  !by the library routine. No default values are
  !assigned to arguments by library routines.
  !----------------------------------------------
   implicit none
   integer unitNumber
   character*(*) string
   unitNumber = 6
   string = 'Hello world'
   return
   end

   subroutine HookRoutine(unitNumber,string)
  !----------------------------------------------
  !Called from library. Defines a value for
  !string that will be written to unit=unitNumber
  !by a library routine. Default values are
  !assigned to arguments by library routines.
  !----------------------------------------------
   implicit none
   integer unitNumber
   character*(*) string
   !open(unit=7,file='output.txt')
   !unitNumber = 7
   !string = 'Hi world'
   !string(12:) = '. How are you?'
   return
   end

User/hook routine module

   subroutine LibraryRoutine_User(string)
  !-------------------------------------------
  !Writes argument string to unit=unitNumber.
  !String may be either passed with value or
  !value may be assigned in the user routine.
  !-------------------------------------------
   implicit none
   integer unitNumber
   character*(*) string
   call UserRoutine(unitNumber,string)
   write(unitNumber,*) string
   return
   end

   subroutine LibraryRoutine_Hook(string)
  !-----------------------------------------
  !Writes 'Hello world' to the screen, or the
  !value of string to unit=unitNumber when
  !alternative values are assigned in the
  !hook routine.
  !------------------------------------------
   implicit none
   integer unitNumber
   character*(*) string
   unitNumber = 6
   string = 'Hello world'
   call HookRoutine(unitNumber,string)
   write(unitNumber,*) string
   return
   end

Library source code

   program User_Hook_Example
  !-----------------------------------------
  !Writes 'Hello world' on two screen lines.
  !-----------------------------------------
   implicit none
   character*30 string
   call LibraryRoutine_User(string)
   call LibraryRoutine_Hook(string)
   end

Main module

 

Figure A.1: An example of user and hook routines 

A.2.1 Outline of algorithms 

The following algorithm outlines the ZIP implementation of the revised simplex method; note the 

activities for which the user has responsibility to supply user routine functionality. 
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 Activity User responsibility 
Step 0.  Set i:=0  
Step 1.  Get the ith basis B(i). Retrieve basis columns. 
Step 2.  do 

   Calculate B(i)-1 
   Find xB(i) = B(i)-1b  
   and π B(i)

T = cB(i)
TB(i)-1 

 

Step 3.    if(basis needs re-factoring)then  
      goto step 1. 
   else 
      if(we are undergoing the branch and bound sequence)then
         if(current {child} objective = parent objective)then  
            exit. {Solution is optimal} 
      Search for cs and as such that cs - π B(i)

Tas < 0. 
      if(such cs and as was found)then get cs and as. 

Make re-factor decision. 
 
 
 

Assume dual feasibility in 
branch & bound node LP?

Price columns. 
Retrieve entering column.

Step 4.       if(no cs and as was found)then  
         exit. {Solution is optimal} 
      Find y = B(i)-1as 
      if(yk ≤ 0, ∀ k∈{1,…,m})then exit. {LP is unbounded} 
      Select leaving column and let B(i) → B(i+1). 
      Let i := i + 1. 
enddo 
end. 

 

Algorithm A.1: The ZIP LP relaxation solving routine 

The following algorithm outlines the ZIP branch-and-bound search implementation; note the 

activities for which the user provides user or hook routine functionality. 
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 Activity User responsibility 
Step 0. Link the given fractional LP relaxation basis with the root 

node of the branch-and-bound tree. {Note that the basis is 
given as a list of basic column numbers} 

 

Step 1. Loop1: do 
   Evaluate the branch fraction table for the current fractional 

LP solution. 
   Choose a constraint or feature branch using the information 

in the sum of fractions table, or select a variable branch. 

 
Evaluate branch fraction table 

 
Select a constraint, feature 
branch, or variable branch. 

Step 2.     if(no branch is chosen)then  
      Use a default variable branch. 
   Link the branch data with the node of the currently solved 

LP relaxation problem. 

 

Step 3.     Loop2: do 
      Pick a node from which we will add another node to the 

branch and bound tree. 
      if(there are no more unfathomed nodes)then 
         exit Loop1.  
        {The branch and bound tree has been searched} 

 
Select node 

Step 4. 
 
 

      {Get the appropriately constrained LP problem for the 
new node} 

      for(the necessary branch ‘push’ and ‘pop’ operations)do 
         Apply the given constraints to columns. 

 
 
 

Apply constraints 
Step 5.       Solve the LP relaxation problem associated with the 

current column set and the current right hand side vector.
      Assess the solution basis. 

Call LP relaxation solving routine
 

Decide whether the solution has a 
bounded objective and whether it 

is feasible. 
Step 6.       if(solution fractional and not bounded objective and

feasible)then  
         Copy the column numbers of the LP solution basis to 

data structures and link this information with the new 
node. 

         Update the branch and bound tree node information. 
          cycle Loop1. 
      elseif(the solution is integer and it is better than the 
                incumbent solution)then 
         Update incumbent solution and objective upper bound. 
      Update the branch and bound tree node information. 
   enddo {Loop2} 
enddo {Loop1} 
end. 

 

Algorithm A.2: The ZIP branch and bound routine 

A.2.2 Code outline: basic example 

The following figure illustrates a basic configuration of the ZIP package. We discussed this 

configuration in Section 3.1 (p124) in terms of an a priori approach for solving IP problems. 
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ZIP.lib

Solving executable

Key: Information flow direction.

Caller’s graph arc.

Disk storage.

Code module or executable file.

βα

Constructor.*

Setpar.for
(User routines)

 

Figure A.2: A modified callers graph illustrating the ZIP configuration.  

The following list briefly outlines the general purposes of the routine calls denoted by the caller’s 

graph arcs. 

• Caller’s graph arc α: These calls are made by the user to initiate the LP relaxation and branch 

and bound routines.  

• Caller’s graph arc β: These calls are made from ZIP to the user-hook routines. Examples of 

these calls include (i) the call to retrieve ‘unpacked’ copies of columns when the ZIP software 

factors the LU representation of the basis and (ii) the call to allow the user to price the non-

basic columns and return an entering column to the calling routine in ZIP. Other examples of 

the types of calls made by ZIP to the user-hook routines can be seen in Section A.2.1 (p199). 
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A.3 Valid accumulation targets from orthogonal projection 

In Section 2.2.1.7.2 (p84) we described a method for calculating valid accumulation targets from 

orthogonal projection. This method required a vector a0 to be calculated. We outline the calculation 

of vector a0 here using the notation from the earlier section and the function “null” from the 

MATLAB C/C++ Math Library (MathWorks [43]) as a generator of an orthonormal spanning set of 

the null-space of w. Let v = null(w) be an orthonormal spanning set of the null-space of w. The 

matrix v is an m by m – 1 matrix. Using v we calculate a0 as:- 

a0 = projNS(w)(a’) = v(a’Tv)T = vvTa’ 
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A.4 Results 

This section presents the results of one of the Auckland Healthcare Ward B trial rosters. We present 

two versions of the March-April 2000 Ward B roster, one generated by PETRA and the other 

produced by Auckland Healthcare. Note that we present a comparative discussion of these two 

versions in Section 4.2.4.2 (p180). In the following section, Section A.4.1, we describe the five 

tables used to report the different aspects of the rosters. In Section A.4.2 (p209) we present the 

PETRA version and in Section A.4.3 (p215) we present the Auckland Healthcare version. 

A.4.1 Description of roster reports 

This section describes the tables used to display the results from the Auckland Healthcare Ward B 

nurse roster trials. There are five different tables classified into three groups: (i) the roster line 

report, (ii) roster line summary reports and (iii) coverage summary reports. The following 

subsections describe each of the five tables. 

A.4.1.1 Roster line report 

The actual roster lines allocated to staff are displayed in the roster line report. An example of this 

report is on page 210. The table has row pairs indexed by staff ID. The table columns are 

partitioned into two blocks: (1) the block on the left displays skills and basic preferences that 

individuals specify in their employment contract and (2) the block on the right displays the roster 

lines. The columns of the skills/basic preferences block, from left to right, display:- 

• Skill level ranging from 1 to 4 (see Section 4.2.2.1 (p152)). 

• Four columns indicating which of the relevant combinations of skill levels and proficiencies 

each individual possesses (see Section 4.2.2.1 (p152)). A value of 1 in these columns indicates 

possession. 

• Paid hours requirement defined in terms of FTE (see Section 4.2.2.2 (p157)). 

• Whether the individual can work 8hr shifts, 12hr shifts or both (see Section 4.2.2.2 (p157)). A 

‘B’ in this column means the individual can work both 8hr and 12hr shifts. 
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The roster line block displays seven weeks: six weeks for the current roster period and one ‘history’ 

week, which is the last week of the previous roster. The definitions of the character symbols in the 

roster lines are discussed in the following subsection.  

Each individual has two rows: (i) the preference row (upper row), which indicates the individual’s 

preferred roster line and (ii) the roster line row (lower row), which indicates the actual roster line 

the individual is assigned to work. A column at the end of each week shows (a) the heuristically 

determined target value for the paid hours in that week (preference row) and (b) the paid hours of 

the actual roster line minus the heuristic value (roster line row). A blank in the latter indicates a 

zero value. Note that the heuristic value is used in the first pass as we discussed in Section 4.2.3.2.1 

(p176).  

Issues associated with the interpretation of the preference row are discussed in Section 4.2.4.1 

(p179). 

A.4.1.1.1 Key of roster line symbols 

The following points define the symbols used in the roster line report. 

• M, A, E, D, N, T – are the shift codes (see Section 4.2.2.3 (p158)) indicating, depending on 

whether they are in the preference row or the roster line row, either (a) the shift that the 

individual would prefer to work on a day (preference row) or (b) the shift that the individual is 

rostered to work on a day (roster line row). 

• Colon, full stop – the colon is used only in the preference row and means a preferred day-off on 

a day; the full stop means either (a) indifference to what happens on a day (preference row) or 

(b) a rostered day-off (roster line row). 

• r – this code is appended to a preference row code to indicate a ‘red’ requested preference for 

the shift or day-off. 

• H, k – these codes indicate ‘red’ requested days-off for weeks where the individual is on leave. 

Leave is taken on a per week basis. The H code means a leave day with pay while the k code 

means a leave day without pay. We are interested in distinguishing paid and unpaid leave days 

because it indicates how many paid hours the leave week represents. This is of interest where 

for example an individual has leave for one week of a pay period and we need to calculate how 

many paid hours should be allocated for the remaining weeks in the pay period. 
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• Z – the Z code indicates a day working elsewhere in the hospital. This should in fact be treated 

like a training shift however we could ignore this code because it was only used for staff whose 

entire rosters were pre-allocated and fixed for the rostering process. 

• V, W, X – these preference codes indicate that the individual prefers not to work the shifts A, E 

and N, respectively. 

• Apostrophe, comma, tilde – the apostrophe appended to a shift code in the roster line row 

means the shift is in the red team, the comma means the blue team, and the tilde means the Co-

ordinator team. Note that the Auckland Healthcare version of the roster line report does not 

have these codes since their solution did not specify the distribution of staff among the teams 

working on each shift segment (see Section A.4.1.5 (p209)). 

A.4.1.2 Paid hours and assorted feature summary 

The results for the paid hours accumulations and assorted other features of the roster lines are 

displayed in this first of two roster line summary reports. An example of this report is on page 211. 

The table has row pairs indexed by staff ID. The table columns are partitioned into five blocks:- 

1. Paid hours accumulations: The paid hours accumulation columns each represent paid hours 

accumulations for either (i) three-weekly pay periods for the staff working 12hr daily shifts or 

(ii) fortnightly pay periods for 8hr daily shift staff. Note that individuals working both 8hr and 

12hr shifts are assumed to use the fortnightly pay periods. The upper row of each pair of rows 

in the paid hours columns show the required accumulation of paid hours in the pay period. The 

lower row shows the deviation of paid hours in the roster line from the required paid hours; the 

entry is left blank if the deviation is zero. 

2. ‘Singles’ workstretches: The singles workstretches column displays the count in each roster line 

of instances of (i) single day-on workstretches, (ii) single day-off workstretches, (iii) single 

day-off workstretches in roster lines for individuals working 12hr shifts and (iv) workstretches 

with a single day-on followed by a single day-off. The upper row of each row pair is unused. 

Issues regarding singles workstretches are discussed in Section 4.2.2.4.1 (p160) and in Section 

4.2.2.4.3 (p165). 

3. Night shift workstretches: The night shift workstretches columns display the counts in each 

roster line of instances of workstretches containing various numbers of night shifts. The last 
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column in this group of columns displays counts of instances of workstretches containing at 

least one night shift − implying the last shift in the onstretch is a night shift − and containing 

fewer than 3 days-off. Note that we include these counts of night shift workstretches because 

certain staff, whom we list in Section 4.2.4.1 (p178), have special preferences making it 

undesirable to accumulate any of these. The upper row of each row pair is unused. Issues 

regarding night shift workstretches are discussed in terms of the ‘bad nights’ accumulations in 

Section 4.2.2.4.3 (p165). 

4. Overwork: The column ‘Overwork onstretch’ counts onstretches with lengths of 4 or more days 

for those staff who either (a) work 12hr shifts and have FTE of 0.9 or (b) work 8hr shifts and 

have FTE of 0.6. These counts reflect special across-the-board rules for these staff that make 

onstretches illegal when they are longer than 3 days (see Section 1.2.1.1 (p25)). The next 

column in this block is the ‘Overwork rolling 7 day’ which lists the end days of consecutive 7 

day periods containing more than 48 hours of work. This count reflects a rule that is discussed 

in terms of extensions in Section 4.2.2.4.3 (p168), which has an important role in smoothing the 

density of work in the roster lines, particularly for staff who work the 12hr daily shifts. Note 

that the upper row of each row pair is unused. 

5. Late-to-early workstretch transitions: The late-early columns display the count in each roster 

line of special instances of workstretch transitions with transitions from workstretches ending 

with ‘late’ shifts such as the N and E shifts (finishing at 0700) and the A shift (finishing just 

before midnight). The workstretch transitions counted in these columns are typically 

undesirable and so higher counts loosely imply lower collective roster line quality. 

A.4.1.3 Daily shift type quotas and weekends 

The results for the daily shift type accumulations (see Section 4.2.2.4.3 (p163)) and the weekend 

related accumulations (see the following list) are displayed in this second of two roster line 

summary reports. An example of this report is on page 212. The table has row pairs indexed by 

staff ID. The table columns are grouped into three-column groups, each representing an 

accumulation of entities in the roster lines. There are five three-column groups: from left to right 

the accumulated entities are:- 

1. ‘N’ and ‘E’ type daily shifts. 

2. ‘D’ and ‘M’ type daily shifts. 
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3. ‘A’ type daily shifts. 

4. Weekend shifts (see Section 4.2.2.4.3 (p163)). 

5. Worked weekends: The worked weekends accumulations are used for modelling the full 

weekends off quotas discussed in Section 4.2.2.4.3 (p168). We define worked weekends as 

weekends containing one or more weekend shifts, and we transform the bounds for the full 

weekends off quota into accumulation bounds for worked weekends. 

The first and last column in each three-column group shows − in the lower row of each row pair − 

the minimum and maximum accumulation bound, respectively. For the middle column, the lower 

row of each pair of rows shows the actual accumulation value in the roster line while the upper row 

shows the deviation of the actual accumulation above the maximum bound (positive value), or 

below the minimum bound (negative value). The upper row entry is blank if the actual 

accumulation is within the accumulation bounds. 

A.4.1.4 Coverage of work requirement: total staff and skill levels 

The results for the coverage over all teams in total and the coverage over all teams by skill level are 

displayed in this first of two coverage summary reports. An example of this report is on page 213. 

Note that, unlike the coverage summary report discussed in the following section, this coverage 

summary does not represent any of the constraints we explicitly use in the model for the Ward B 

trials. We discuss in Section 2.2.2.2.1 (p90) why we may be interested in the coverage summaries 

and the various bounds on coverage indicated in this report.  

The tables are indexed by day along the top of the tables. The rows are partitioned into five blocks. 

The top block displays the total number of staff working each shift segment, while the bottom four 

blocks display the numbers of staff with each skill level working each shift segment. The entries in 

the top block are the deviations from the maximum number of staff allowed in the shift segment 

(negative entries indicate deviation below the maximum) while the entries in the remaining blocks 

are the actual numbers of staff.  

The mean and variance of the set of values in the top block are also displayed in the report as a 

quantification of the ‘smooth’ property of work requirement satisfaction, which we described 

earlier in Section 2.2.2.2.2 (p91). 
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A.4.1.5 Coverage of work requirement: teams and proficiencies 

The results for the coverage of the work requirement presented in Section 4.2.2.1 (p155) are 

displayed in this second of two coverage summary reports. An example of this report is on page 

214. The tables are indexed by day along the top and the teams and the relevant skills and 

proficiencies down the side. Each row has a minimum bound reflecting the work requirement 

described in Section 4.2.2.1 (p152), and also in Section 4.2.2.1 (p155). The work requirement 

described in Section 4.2.2.1 (p155) is the separated requirements of the Co-ordinators and the blue 

team.  

In Section 4.2.3.1.2 (p173) we mentioned that the minimum bounds are relaxed as part of our basic 

formulation approach for Auckland Healthcare’s nurse rosters and so minimum bounds may be 

violated in our solution. The value in each table entry is the deviation above (positive) or below 

(negative) the minimum bound; a blank entry represents no deviation. 

Note that Auckland Healthcare’s version of the roster, which we present as a comparison with the 

roster generated by PETRA, did not specify the distribution of staff among the teams working on 

each shift segment. Therefore we do not use the foregoing report for Auckland Healthcare’s version 

of the roster. Note that the team information was not supplied because the old Auckland Healthcare 

rostering system could not represent the team aspect of the shift segments and daily shifts. 

A.4.2 Roster reports: PETRA 

This section presents our version of the March 2000 roster generated by PETRA. Note that 

Auckland Healthcare rostering management’s version of this roster is presented in Section A.4.3 

(p215). 

 



1 2 3 4 5 6 Hrs 7 8 9 10 11 12 13 Hrs 14 15 16 17 18 19 20 Hrs 21 22 23 24 25 26 27 Hrs 28 29 30 31 32 33 34 Hrs 35 36 37 38 39 40 41 Hrs 42 43 44 45 46 47 48 Hrs
ID# Skill Co pCo DC EC+PC WC+4 FTE 8-12 M T W T F S Su Wk0 M T W T F S Su Wk1 M T W T F S Su Wk2 M T W T F S Su Wk3 M T W T F S Su Wk4 M T W T F S Su Wk5 M T W T F S Su Wk6
1 4 1 1 0.9 12 D k H k k k k 24 :r N N N . . . 36 N N N . . . . 36 . . . . . . . 36 . . . . . . . 36 . . . . . :r :r 36 H H H k k k k
1 4 1 1 12 D k H k k k k . N~ N~ . . D~ D~ 12 N~ . . . . . . -24 D~ D~ . . . N~ N~ 12 N~ . . . D~ D~ D~ 12 . . . D~ D~ . . -12 . . . . . . . 
2 4 1 1 0.9 12 . . . . N N N 36 . . . . . . . 36 . . . . . : : 36 . . . . . : : 36 . . . . . . . 36 . . . . . . . 36 . . . . . : : 36
2 4 1 1 12 . . . . N N N . . . D~ D~ . . -12 D~ N~ N~ . . . . N~ N~ N~ . . . D~ 12 D~ D~ . . . . . -12 N~ N~ . . . D~ D~ 12 D~ . . . . D~ N~
3 4 1 1 1 12 . D D D D . . . . . . D :r :r 36 . . . . . . D 36 D D D . . . N 48 N N . . . :r :r 36 D . . . . . . 48 N N N . . . . 36
3 4 1 1 12 . D D D D . . . . D~ N~ N~ . . . D~ D~ D~ . . D~ 12 D~ D~ D~ . . . . -12 N~ N~ N~ . . . . D~ D~ N~ . . . N~ N~ N~ . . . . D~
4 4 1 1 1 12 H H H H k k k k k k H H H H k k k k H H H k k k H H H H k k k k H H H . . . . :r :r :r 36 . . . N N N N 48
4 4 1 1 12 H H H H k k k . . . . . . . . . . . . . . . . . . . . . . . . . . . . D~ D~ D~ . . . . . D~ N~ N~ N~ . . 
5 4 1 1 1 12 N N N N . . . 48 . . . :r N N N 36 . . . N N N . 48 . . . D D D . 36 . . N N N . . 36 . D D D . : : 48 . . . . D D D 36
5 4 1 1 12 N N N N . . . D~ D~ D~ . . . . . . D~ N~ N~ N~ . . . . D~ D~ D~ . . . N~ N~ N~ N~ . 12 . . . N~ N~ N~ . -12 . . D~ D~ D~ . . 
6 4 1 1 1 12 . . . . . D D 36 . D D D . . . 48 . . . D D D . 36 . . N N N . . 36 . . D D D . . 36 :r :r :r :r :r :r :r :r :r :r :r :r :r :r
6 4 1 1 12 . . . . . D D N~ . . . D~ N~ N~ . . . D~ D~ D~ . . . N~ N~ N~ . . . . D~ D~ D~ . . . . . . . . . . . . . . . . 
7 1 1 1 12 D . . D D D D 36 N . . . . N N 36 . . D D D D . 48 . . . N N N . 36 . . . :r :r . . 36 . . . . . . . 48 . . . . . . . 36
7 1 1 12 D . . D D D D . . . D' D' N, . . . . D' D, D' D' . . . D' D' N' . . N' N' . . . D' D' D, D' . . . . -12 . N' N' N, . . N' 12
8 4 1 1 1 0.4 8 . . A A . . . 16 Mr . : :r : M . 16 . A A :r :r :r :r 16 :r A :r : . M . 16 . A A : . : : 16 . A . . . M . 16 . A . . . M . 16
8 4 1 1 1 8 . . A A . . . M' . . . . M' . E~ E, . . . . . . . . M, . M' . . M' . . A' . . . . M, . . A, . . A~ . . . A~ . 
9 3 1 1 0.8 8 . M M M . A A 32 M . . M M . A 32 . M E E . . A 32 . . M M M . A 32 . E E . . A A 32 . M T M . . M 34 H H T k k A . 18
9 3 1 1 8 . M M M . A A . M' M' M' M, . . E, E' E' . . . M' M' M' M, . . . A, . . . M' A, E, E, . . T M, A, A' . . . T . . . M'

10 4 1 1 1 0.9 8 . . M M M M . 40 : : M M E E E 32 : : A A A A : 40 H H H H H k k H H H H k k k :r :r M M M M M 40 : : : . . . . 32
10 4 1 1 1 8 . . M M M M . . M, M' M' A' . . A, A' A' A' A' . . . . . . . . . . . . . . . . . . M' M' M, M' M' . . . E' E' E, E,
11 1 1 1 12 . . D D D . . 36 . . . . . . . 48 . . . . . . . 36 :r Dr Dr Dr :r :r :r 36 :r :r Dr Dr Dr :r :r 36 :r Nr N . . . . 48 . . . . . . . 36
11 1 1 12 . . D D D . . D' D' D, . . N' N' 12 N' N' . . . . . -12 . D' D, D' . . . . . D' D' D' . . . N, N' . . . D' -12 D' D, . . . D' D' 12
12 3 1 1 1 12 . . D N N . . 36 . D D N N : : 48 H H H k k k k :r :r :r :r N N N 36 . . . . N N N 36 . . . . D N N 36 . . . D D N N 48
12 3 1 1 12 . . D N N . . D' D, . . . D, D' . . . . . . . . . . . N, N, N, . . D, D' N, . . . . . D, D' D' . . N, N, N, . . N'
13 1 1 0.6 B . M . M . M . 24 M M . M . : : 24 M :r . M . : A 24 H H H k k k k M M . . . : N 28 N . A M . : : 28 M M : M : . . 24
13 1 1 B . M . M . M . . . M' . . . M, -8 . . . M, M' M' A' 8 . . . . . . . M, M' . . N' . . M, M' A' . . N' . 8 . . M' M' . . . -8
14 4 1 1 1 1 0.9 12 H H H k k k k H H H k k k k . . . . Nr Nr Nr 36 . . . . Dr Dr Dr 36 . . . . . Nr Nr 24 Nr . . . . Dr Dr 36 Dr . . . Nr Nr Nr 48
14 4 1 1 1 1 12 H H H k k k k . . . . . . . . . . . N' N' N~ . . . . D~ D' D' . . . . . N' N~ N' . . . . D' D' D' . . . N' N~ N~
15 . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
15 . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
16 3 1 1 12 . . . . N N N 48 . . . . . . . 36 . . . . . . . 36 . . . . . . . 48 . . . . . : : 36 . . . . . . . 36 . . . . . : : 48
16 3 1 12 . . . . N N N N' . . . . . D' -12 D, D' . . . . D, D' D' . . N' N' N' 12 N, . . . . . N' -12 N' N' . . N' N' N' 24 . . . N' N' N' . -12
17 3 1 1 1 12 D D . N N . . 36 : D D : : D D 48 . . . D . D D 36 : : D D D : : 36 D D N N : : : 36 : : : D D N N 48 : : : D : D D 36
17 3 1 1 12 D D . N N . . . N' N' N, N' . . . . . . D, D, D' . . D' D' D, . . D' D, D' . . . . N, N, . . . . D, -12 D' D' D' . . . D' 12
18 4 1 1 1 0.5 8 . A . M . . . 16 H H k k k k k : A . M A :r . 24 . . A . . . M 16 E . . :r M . A 24 . M . M . A . 24 H H k k k k k
18 4 1 1 1 8 . A . M . . . . . . . . . . E' . . . M' . M' . A' . . . A' . A' . . . M' . M' . M' . A' . E, . . . . . . . . 
19 2 1 1 0.9 12 H H H k k k k :r :r :r :r D D D 36 . . . . D D D 36 . . . . D D D 36 . . . . . . . 36 . . . . . : : 36 . . . . . : : 36
19 2 1 1 12 H H H k k k k . . . . N, N, N, . . . D' D' . . -12 D' D, D' . . . D' 12 D' D' . . . D' D' 12 D' . . . . . N, -12 N, N, . . . . N,
20 1 1 1 0.6 12 . N N . . N N 24 :r :r : N N . : 24 : :r : N N . : 24 : :r : N N . : 24 : :r : N N . : 24 : :r : N N . : 24 :r :r :r :r N N : 24
20 1 1 1 12 . N N . . N N . . N, N' . . . . . N, N' . . N, 12 N' . . . . . . -12 . . N' N' . . . . . . . . N, N' . . . . N, N' . 
21 4 1 1 1 0.6 B M M . . N N . 40 :r . M T N . . 30 M M . :r N . A 36 A . . :r N . . 20 A A . :r :r :r N 28 . :r . :r . M M 16 . M A :r N . . 28
21 4 1 1 1 B M M . . N N . . . . T M' M' . -4 M, M' M' . . M' A' 4 A' . N' . . . . M' A, . . . . N' . . . . M' . . -8 M' M' A' . . N' . 8
22 3 1 1 0.4 8 . A A . . M M 16 :r : A A : : : 16 : : M M : : : 16 : : A A : : : 16 : : M M : : : 16 H H k k k k k :r :r :r : : M M 16
22 3 1 1 8 . A A . . M M . . . . A, E' . . . A, A' . . . . . M' E, . . . . . . . M' A, . . . . . . . . . . . . M' M, . 
23 3 1 0.8 8 M M A E E . . 32 : A A : : M M 32 M M : : : M M 32 M Mr : : E E : 32 : A A E E . : 32 : A A : : M M 32 M M : : : A A 32
23 3 1 8 M M A E E . . . M' A, A' . . . -8 M' M' M, . . M' M' 8 M, M, A, . . . A, A' E, E' E' . . . M' E' E, E' . . . M' M' A, . . . M,
24 3 1 1 1 12 . . . . D D D 36 . . . . . . . 48 . . . . . . . 36 . . . . . . . 36 . . . . . . . 48 . . . . . . . 36 . . . . . . . 36
24 3 1 1 12 . . . . D D D D, . . . D, D' D, . . D' D, . . . -12 N' N' . . . D' D' 12 D, . . D, D, . . -12 . D' D, D' . . N, 12 N' . . . D, D' . 
25 4 1 1 1 1 12 . N N N . . N 48 N N N : : : : 36 N N :r :r N : : 36 : N N N : :r N 48 : : N N N : : 36 N N N : : : : 36 N N :r : : N N 48
25 4 1 1 1 12 . N N N . . N N' N' . . . . N' N' N, . . . N, N' 12 N, . . N' N' . . -12 . N' N' N' . . N, 12 . . . . . N' N' -12 N' . . . N, N, N'
26 4 1 1 1 1 8 E E E E . . A 40 : M M M A A : 40 H H H H H k k : A A E E E : 40 : : M M A A A 40 A : : E E E E 40 : : M M M M M 40
26 4 1 1 1 8 E E E E . . A E' E' E' E' E' . . . . . . . . . M' M' M' A, A' E' . 8 . . . M, M' M, M' -8 M' . . A, A' E' E' E' . . A' A' A' A'
27 2 1 1 1 12 D . . . T T T 30 :r :r :r :r D D D 36 : : D D N N : 48 : : : : D D D 36 : : : : N N N 36 : : : D D N N 48 : : : : D D D 36
27 2 1 1 12 D . . . T T T . . . . D' D, D' . . D' D' D' D, . . . N, N' N' . . N, N, N, N, . . . 12 . D, D' . . . . -24 . D, D, D, D, . . 12
28 4 1 1 1 1 12 . . N N . . . 36 . . . . . : : 36 . . . . N N N 36 N . . . N N . 48 . . . . . D D 36 . . N N N : : 48 . . N N N . . 36
28 4 1 1 1 12 . . N N . . . D' D' . . . . . -12 . N' N' N, . . N' 12 N' N, N, . . . N' N' . . . D' D' . . . N, N, N, . . -12 N' N' N' . . . D' 12
29 1 1 1 12 . . . N N N . 40 . . . D D D . 36 . N N N . . . 36 D D D . . . N 48 N N N . . . . 36 . . . . D D D 36 D . . . D D D 48
29 1 1 12 . . . N N N . . D' D, D' . . . D' D, D, . . . . D' D' N' . . . N' N' . . . . N' N' N' . . . D' D, D' 12 D, . . . D' D, . -12
30 . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
30 . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
31 4 1 1 1 12 N N N . . . . 36 . N N N N . . 48 . D D D : : : 36 . D D . . . D 36 D D D . . . . 36 . D D N N . . 48 . D D D : : : 36
31 4 1 1 12 N N N . . . . N' N' . . . N' N' . . . N' N' N' . . N' N' N' . . . . . . N' N' N' . . N' N' N' N' . . . D' D' D' . . . 
32 4 1 1 1 1 12 N N . . . . D 36 D D . . . . N 36 N . . D D . N 48 . . D D D . :r 36 :r D D . . D D 48 D . . D D . . 36 . . . D D D . 36
32 4 1 1 1 12 N N . . . . D N, N, . . . N' N' 12 N, . . . N, N, . -12 . . D' D' D' . . . D' D' D' . . D' D' D' D' . . . . . . . . D' D' D,
33 1 1 8 A A A A . . A 40 A A A A . . M 40 M M M : : A A 40 A A A A : : Mr 40 M M M : : Ar A 40 A A A Ar :r :r Ar 40 A A A : : M Mr 40
33 1 8 A A A A . . A A, A' A' A, . . A, A' A, A' A, E' . . E, E, . . M, M' M' M' M' M' . . A, A, A' A' A, A' . . A' A' . . M, M' M' M'
34 1 0.4 8 . . . . . E E 16 . . . E E . . 16 . . . . . E E 16 . . . E E . . 16 . . . . . E E 16 . . . E E . . 16 . . . . . E E 16
34 1 8 . . . . . E E . . . E' E' . . . . . E, E, . . . . . E' E, . . E' E' . . . . . . . . E, E' . . . E' E, . . . . 
35 1 0.8 8 H H H H k k k Ar Ar Ar Ar :r :r :r 32 Mr Mr Mr Er :r :r :r 32 :r :r Ar Ar Ar Ar :r 32 :r Ar Ar Ar Er :r :r 32 :r Ar Ar Mr Mr :r :r 32 Ar Ar Mr Mr :r :r :r 32
35 1 8 H H H H k k k A' A, A' A' . . . M' M, M' E' . . . . . A' A, A, A, . . A' A, A' E' . . . A' A' M' M' . . A, A' M' M' . . . 
36 1 0.7 8 E . . . A A . 32 : : A A A : : 24 : A A : : A A 32 : : A A A : : 24 : A A :r :r A A 32 : : A E E : : 24 : A A : : A A 32
36 1 8 E . . . A A . . . M' M, . . M' A' A' E' E' . . . . . . M, . . M, -8 A, A' A' . . A' A' 8 A, . E' E' . . . . A' A' A' . . E'
37 1 0.4 8 . . . . . E E 16 . . Er Er . . . 16 . . . . . Er Er 16 E E . . . . . 16 . . . . . E E 16 E E . . . . . 16 . . . . . E E 16
37 1 8 . . . . . E E . . E' E, . . . . . . . . E' E' . . . . E' E' . . . E, E, . . . . . . E' E, . . . . E' E' . . . 
38 1 0.8 8 A A A E . . . 32 H H H H k k k H H H H k k k H H H H k k k H H H H k k k :r :r :r M M M M 32 : : : A A A A 32
38 1 8 A A A E . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . M' M' M' M' . . M, M' M' M' . 
39 1 0.8 8 E E E . . . . 32 . . . . . . E 32 E E E . . . E 32 E E E . . . E 32 E E E . . . E 32 E E E . . . E 32 E E E . . . . 32
39 1 8 E E E . . . . E, E, E' . . . E, E' . . . E' E' E' E' E' . . . E, E, E' E' . . . E, E' E, E' E' . . . E' E, E' E' E' . . . 
40 4 1 1 1 1 B A A . . M N N 40 :r :r Ar Ar :r Dr Dr 40 Dr :r :r Mr Mr Dr :r 40 H H H H H k k H H H H H k k H H H H H k k H H H H H k k
40 4 1 1 1 B A A . . M N N . . A' A' . D' D' D' . . M' M' D' . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 
41 . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
41 . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
42 1 0.6 8 M E E . . . . 16 . . . . . W W 24 . . . . . W W 24 . . . . . W W 24 . . . . . W W 24 . . . . . W Er 24 . . . . Er Er W 24
42 1 8 M E E . . . . M' . . A, A' A' . 8 . . . . A, . E, -8 . . . M' M' A' . . . M, M' M, . . . . . M' A' . E, . . . M' E' E' . 
43 1 0.8 8 . M M . . M M . . . . . . . 32 . . . . . . . 32 . . . . . . . 32 H H H H k k k H H H H k k k . . . . . . . 32
43 1 8 . M M . . M M M, . . M' M' . . -8 M' E' E, . . A' A, 8 A, . . . M' M' A' . . . . . . . . . . . . . . M, . M' A' A' . . 
44 1 0.6 12 . . . . D D D 36 :r . D D : D D 48 . . D D :r :r :r 24 . . D D D . . 36 . . . . D D D 36 . . . D : D D 36 H H H k k k k
44 1 12 . . . . D D D . . D' N' . . . -24 . D' N' . . . . D, N' . . D' D, N' 24 . . . . . D' D, -12 D, . . . D, D' D, 12 . . . . . . . 
45 1 0.8 8 H H H H k k k :r :r :r M M M M 32 :r . A A A A . 32 . A A A A . . 32 . M M E E . . 32 . M M A A . . 32 E E . . . M M 32
45 1 8 H H H H k k k . . . M, M' M' . -8 . M' M' M' A' A' . 8 . A, E' E, . . . -8 M' M, M' A, A' . . 8 . M' M' A' E' . . . M' . A, . A, A,
46 . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
46 . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

Table A.1: Staff and roster lines: comparison with preference row (PETRA)

 



Paid hours Single days on  / single days off Night shifts in workstretches Over- Overwork Late - to - early
Tri- Tri- Fort- Fort- Fort- Single Single Single Single 1 N 2 N 3 N >3 N Ns + < 3 work on- rolling 7days N . any N . . D A . any A . . M

ID# week 1 week2 night1 night1 night1 on off off(12hr) on + off days off stretch
1 108 72
1 1 1 1 1   14 1
2 108 108
2 2 2   16
3 120 120
3 1 1 2   21  22  23
4 84
4 1
5 120 120
5 2 2
6 120 36
6 1 1 1
7 120 120
7 2 1 1 2   6  30
8 32 32 32
8 10 2 2 1
9 64 64 52
9 1 2 1 1 1 1 1

10 72 72
10 1
11 120 120
11 1 1   8  9  13  14  15
12 84 120
12 1 1 2 3   8  31  32  44  45 2
13 48 28 52
13 7 2 2 2 1 1
14 72 108
14 2
15
15
16 120 120
16 3 2 1   26  27  28  40  41
17 120 120
17 1 1 2 1   24  25  29  30
18 24 40 24
18 13 8 8 2 3
19 108 108
19 2   23
20 72 72
20 8 3
21 66 48 44
21 4 2 3 1 1
22 32 32 16
22 2 1
23 64 64 64
23 2
24 120 120
24 2   17  32  42
25 120 120
25 1 1 1 6 3   7  8  25
26 40 80 80
26 1 1 2 2
27 120 120
27 1 1 1   14  15  16  26  27  28
28 120 120
28 2 3 1 2   21  22  23  43  44
29 120 120
29 1 1 2 1   9  10 1
30
30
31 120 120
31 2 3 1 2   23  24  37  38  39
32 120 120
32 2 1   35  36  37
33 80 80 80
33 1 1 2 1 1
34 32 32 32
34 7 1
35 64 64 64
35 2
36 56 56 56
36 1 1 2 1
37 32 32 32
37 7 1
38 64
38
39 64 64 64
39 1 1 4
40 80
40 1 1 1   14  15  18  19 1 1
41
41
42 48 48 48
42 4 2 1 2 1 2
43 64 32 32
43 1 1 1 1 1
44 108 72
44 4 1   10  27 1
45 64 64 64
45 2 2 2 1 1 1
46
46

44 24 1 16 28 53 40 16 30 0 0 8 10 3 

Table A.2: Paid hours accumulations and assorted rules and quality (PETRA)
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N or E D or M A Weekend shifts Worked weekends
ID# Min. Dev./Act. Max. Min. Dev./Act. Max. Min. Dev./Act. Max. Min. Dev./Act. Max. Min. Dev./Act. Max.
1 1
1 6 6 9 9 9 12 4 5 4 2 3 4
2
2 6 8 9 9 10 12 4 4 4 3 4 5
3
3 6 9 9 10 11 14 2 3 4 3 3 4
4 -3 -5 -3 -1
4 6 3 9 9 4 12 4 1 8 2 1 4
5
5 6 10 10 9 10 14 4 7 8 2 4 4
6 -2
6 6 6 9 9 7 14 2 3 4 3 4 5
7
7 8 8 10 10 12 12 4 5 5 5 5 5
8 1
8 2 2 4 4 6 6 4 4 6 3 4 3 4 4 4
9
9 4 5 5 10 11 12 4 4 8 5 5 5 6 6 6
10 -2 -2
10 6 4 6 8 8 12 8 6 12 2 4 4 3 3 5
11
11 6 6 10 10 14 14 3 4 4 3 3 4
12 2
12 7 8 13 7 9 10 3 6 4 5 5 5
13 -2 1
13 2 2 4 8 11 12 4 2 6 2 5 4 3 5 5
14 -3 3 -1
14 9 9 9 9 6 9 6 9 6 6 5 6
15
15
16 3
16 14 14 17 3 6 6 4 8 5 5 6 6
17 1
17 6 6 8 12 14 14 3 5 4 5 5 5
18 -1 1
18 2 2 2 5 5 8 5 4 8 3 4 3 3 4 4
19 2
19 6 7 9 9 11 12 3 5 3 3 3 3
20 1
20 12 12 12 2 3 2 3 3 3
21 -1 1
21 4 3 6 6 10 10 4 4 6 3 4 3 4 4 4
22
22 2 2 4 4 4 6 4 4 6 3 3 3 3 4 5
23
23 4 6 6 10 12 12 6 6 10 2 4 4 3 4 5
24 2
24 4 4 6 14 16 16 3 5 3 4 4 4
25 -1 1
25 18 20 20 1 2 3 5 4 4 4 4
26 3
26 6 9 10 8 8 12 8 8 12 2 7 4 3 5 5
27 1 -1
27 6 7 9 9 13 14 3 4 3 4 3 4
28
28 15 15 17 3 5 5 3 3 3 3 3 3
29 1
29 6 6 9 10 14 14 3 4 3 4 4 4
30
30
31 1
31 17 17 17 3 3 3 4 6 5 4 4 4
32 2
32 6 7 10 8 13 14 2 6 4 5 5 5
33 4
33 2 3 4 8 10 10 16 17 20 4 9 5 5 6 6
34
34 12 12 12 3 4 4 5 5 5
35 -3 3 -1
35 2 2 4 10 7 12 10 15 12 3 2 4 2 2 4
36 1
36 2 5 5 2 5 6 10 11 17 2 4 3 4 4 4
37
37 12 12 12 2 4 4 3 4 5
38 -4 -8
38 4 4 8 8 12 8 12 2 3 4 2 2 4
39
39 24 24 24 2 4 4 2 3 4
40 -2 -4 -4 -1
40 2 4 10 6 14 6 2 8 3 3 3 4 3 4
41
41
42
42 4 4 6 6 8 8 6 6 8 2 4 4 2 3 4
43 -2 -2
43 4 2 4 8 8 12 8 6 12 2 4 4 3 3 5
44 1
44 2 4 4 8 11 11 2 5 4 3 4 5
45 1
45 2 3 4 8 12 12 8 9 12 2 5 4 4 4 4
46
46

Table A.3: Daily shift type quotas and weekends (PETRA)
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7 8 9 10 11 12 13 14 15 16 17 18 19 20 21 22 23 24 25 26 27 28 29 30 31 32 33 34 35 36 37 38 39 40 41 42 43 44 45 46 47 48
Period Max. M T W T F S Su M T W T F S Su M T W T F S Su M T W T F S Su M T W T F S Su M T W T F S Su

Total M 10 -2 -2 -1 -2 -1 -2 -2 -2 -2 -1 -1 -2 -2 -3 -1 -1 -2 -2 -1 -3 -4 -2 -2 -2 -2 -1 -5 -3 -1 -1 -2 -2 -2 -3 -2 -2 -2 -2 -2 -2 -2 -2
A1 9 -2 -2 -1 -1 -3 -2 -2 -2 -1 -1 -2 -2 -1 -1 -2 -2 -1 -2 -2 -2 -2 -2 -2 -1 -2 -2 -1 -1 -1 -2 -2 -2 -2 -2 -1 -2 -2 -2 -1 -2
A2 9 -2 -2 -2 -3 -2 -2 -2 -2 -2 -2 -2 -2 -2 -2 -2 -3 -2 -2 -2 -1 -2 -2 -2 -2 -2 -2 -2 -2 -2 -2 -2 -2 -1 -2 -1 -2 -1 -1
E 9 -2 -2 -3 -2 -4 -2 -2 -1 -2 -2 -2 -2 -2 -2 -2 -2 -1 -2 -2 -2 -2 -1 -2 -1 -2 -4 -3 -2 -3 -2 -2 -2 -2 -2 -2 -2 -2 -2 -2 -2 -1

Mean: -1.833 Variance: 0.523

7 8 9 10 11 12 13 14 15 16 17 18 19 20 21 22 23 24 25 26 27 28 29 30 31 32 33 34 35 36 37 38 39 40 41 42 43 44 45 46 47 48
Skill Level Period Bound M T W T F S Su M T W T F S Su M T W T F S Su M T W T F S Su M T W T F S Su M T W T F S Su

1 M <4 3 2 5 5 3 1 2 3 4 3 3 2 2 1 2 2 1 4 5 3 2 3 3 4 2 2 1 2 3 3 2 3 4 3 4 3 2 4 5 3 4 2
2 M 1 1 1 1 2 2 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1
3 M >1 4 5 2 2 3 5 4 4 3 3 2 3 4 5 4 4 5 3 3 3 2 3 3 3 5 5 2 3 3 3 4 4 3 3 3 4 4 2 1 3 3 5
4 M 1 1 2 1 2 1 1 1 1 2 2 1 1 1 2 2 1 1 1 1 1 1 1 1 1 2 1 1 2 2 1 1 1 1 1 1 1 1 1 1 1 1

1 A1 <4 3 4 5 5 2 1 1 3 4 2 2 3 3 3 3 3 2 3 3 3 1 1 2 3 3 2 3 4 4 3 4 2 3 2 4 4 3 1 3 2 3 2
2 A1 1 1 1 1 2 2 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1
3 A1 >1 3 2 2 2 3 3 4 3 2 3 3 2 2 3 2 2 3 3 4 3 4 4 3 3 3 4 2 1 1 2 2 4 3 4 2 2 3 4 2 3 4 4
4 A1 1 1 2 1 2 1 1 1 1 2 2 1 1 1 2 2 1 1 1 1 1 1 1 1 1 2 1 1 2 2 1 1 1 1 1 1 1 1 1 1 1 1

1 A2 <4 2 2 3 5 1 3 2 3 3 3 2 2 2 3 2 2 2 1 1 3 3 2 3 4 3 2 3 3 3 3 4 2 1 2 2 2 3 2 4 2 2 2
2 A2 1 1 1 1 1 1 1 1 1 1 1 1 1 1
3 A2 >1 4 4 3 3 3 2 3 3 3 3 4 4 4 4 4 4 4 3 4 3 5 4 2 1 2 4 3 4 3 3 2 4 5 4 3 3 3 4 3 4 6 4
4 A2 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 2 1 1 1 1 2 1 2 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1

1 E <4 1 1 3 4 1 2 2 2 2 4 4 3 2 4 3 3 2 2 2 3 3 3 3 3 2 2 2 2 2 2 3 3 3 2 3 1 3 4 3 2 2 2
2 E 1 1 1 1 1 1 1 1 1 1 1 1 1 1
3 E >1 5 5 2 2 2 3 3 5 4 2 2 3 4 3 3 3 3 3 3 3 3 2 2 2 3 2 3 5 3 4 3 3 3 4 4 4 2 2 3 4 5 4
4 E 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 2 1 1 1 1 2 1 2 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1

Table A.4: C
overage: total staff by (i) com

bined team
s, and (ii) skill level (PETRA)
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Note that particularly large values are highlighted.



7 8 9 10 11 12 13 14 15 16 17 18 19 20 21 22 23 24 25 26 27 28 29 30 31 32 33 34 35 36 37 38 39 40 41 42 43 44 45 46 47 48
Period Min. M T W T F S Su M T W T F S Su M T W T F S Su M T W T F S Su M T W T F S Su M T W T F S Su

Red M 5 -1 -2
Total A1 4 1 -1 1 1

A2 4 1 -1 -1 1
E 4 -1 -1 -1 -1 1

Red M 2 2 3 1 2 1 2 2 1 1 1 2 3 3 3 3 3 3 2 1 1 1 2 1 2 3 3 3 2 2 1 1 2 3 2 1 1 1 2
EC+PCA A1 2 1 1 -1 2 1 2 1 3 1 2 2 2 1 2 1 1 1 2 1 1 1 1 1 2 1 1 1 1 1 1 2 2

A2 2 1 1 1 1 2 1 2 1 2 2 1 1 1 2 1 1 2 1 1 1 1 1 1 1 1 2 1 1 1 1 2 2
E 2 2 2 2 2 1 1 1 1 1 1 1 1 2 2 1 1 1 1 2 2 2 1 1 1

Red M 1 1 1 1 1 2 2 1 1 1 1 1 1 1
WC+4 A1 1 1 1 1 1 1 1 1

A2 1 1 1 1 2 1 1 1 2 1 2 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1
E 1 2 2 1 2 1 1 1 1 1 1 1 1 1 1 2 1

7 8 9 10 11 12 13 14 15 16 17 18 19 20 21 22 23 24 25 26 27 28 29 30 31 32 33 34 35 36 37 38 39 40 41 42 43 44 45 46 47 48
M T W T F S Su M T W T F S Su M T W T F S Su M T W T F S Su M T W T F S Su M T W T F S Su

Blue M 3 1 1 1 1 -1 1 1 1 -1 -1 1 -1 -1 1 1 -1
Total A1 3 2 1 1 1 1 1 1 1 1 1 1 1 1
+ pCo A2 3 1 2 1 2 1 1 1 1 1

E 3 -1 -1 1 1 1 1 -1 1 1

Blue M 2 1 2 -1 2 1 1 1 2 2 1 1 1 2 1 1 -1 -1 1 1 1 -1 1 2 1 1 1 1 1 1
EC+PCA A1 2 3 -1 2 1 1 2 1 1 1 1 1 1 -1 1 1 2 -1 2 1 1 2 1 1 1
+ pCo A2 2 1 1 1 1 1 1 3 2 2 1 1 1 1 1 1 1 1 2 1 1 1 1 1

E 2 1 2 1 1 2 2 1 1 1 1 1 1 1 1 1 1 1 2

Blue M 2 1 -1 2 1 -1 1 1 -1 1 1 -1 -1 1 1 -1 1 1 1 -1 -1 1
DC A1 2 -1 2 1 -1 1 1 1 -1 1 -1 1 -1 1 2 -1 1 1 -1 1 1
+ pCo A2 2 1 1 1 1 2 1 1 1 1 1 1 1 1 1 2 1 1 1

E 2 2 1 1 2 1 1 1 1 1 1 1 1 2

7 8 9 10 11 12 13 14 15 16 17 18 19 20 21 22 23 24 25 26 27 28 29 30 31 32 33 34 35 36 37 38 39 40 41 42 43 44 45 46 47 48
M T W T F S Su M T W T F S Su M T W T F S Su M T W T F S Su M T W T F S Su M T W T F S Su

pCo M 1 1 1 1 1 1 1 1 1 1 1
A1 1 1 1 1 1 1 1 1 1 1 1 1 1
A2 1 1 1 1 1 1 1
E 1 1 1 1 1 1

pCo M 0 1
Supplement A1 0 1 1 1

A2 0 1 1 1 2 1
E 0 1 1 1 1 1

Table A.5: C
overage: total staff by team

s and skill sets (PETRA)
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A.4.3 Roster reports: Auckland Healthcare 

This section presents Auckland Healthcare rostering management’s version of the March 2000 

roster. Note that our version of this roster generated by PETRA is presented in Section A.4.2 

(p209). 

 



1 2 3 4 5 6 Hrs 7 8 9 10 11 12 13 Hrs 14 15 16 17 18 19 20 Hrs 21 22 23 24 25 26 27 Hrs 28 29 30 31 32 33 34 Hrs 35 36 37 38 39 40 41 Hrs 42 43 44 45 46 47 48 Hrs
ID# Skill Co pCo DC EC+PC WC+4 FTE 8-12 M T W T F S Su Wk0 M T W T F S Su Wk1 M T W T F S Su Wk2 M T W T F S Su Wk3 M T W T F S Su Wk4 M T W T F S Su Wk5 M T W T F S Su Wk6
1 4 1 1 0.9 12 D k H k k k k 24 :r N N N . . . 36 N N N . . . . 36 . . . . . . . 36 . . . . . . . 36 . . . . . :r :r 36 H H H k k k k
1 4 1 1 12 D k H k k k k N N N . . . N 12 N N . . . . N N N . . . . . -12 D D D . . . . . D D D . . . H H H H H H H
2 4 1 1 0.9 12 . . . . N N N 36 . . . . . . . 36 . . . . . : : 36 . . . . . : : 36 . . . . . . . 36 . . . . . . . 36 . . . . . : : 36
2 4 1 1 12 . . . . N N N . . . N N N . . . D D D . . . . . . D D D . . N N N . . . N N N . . . . D D D . . .
3 4 1 1 1 12 . D D D D . . . . . . D :r :r 36 . . . . . . D 36 D D D . . . N 48 N N . . . :r :r 36 D . . . . . . 48 N N N . . . . 36
3 4 1 1 12 . D D D D . . . . . . . D D -12 D D . . . D D 12 D D . . . . N -12 N N . . . D D 12 D . . . . D D -12 N N . . . D N 12
4 4 1 1 1 12 H H H H k k k k k k H H H H k k k k H H H k k k H H H H k k k k H H H . . . . :r :r :r 36 . . . N N N N 48
4 4 1 1 12 H H H H k k k . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . N N N . . N N N N .
5 4 1 1 1 12 N N N N . . . 48 . . . :r N N N 36 . . . N N N . 48 . . . D D D . 36 . . N N N . . 36 . D D D . : : 48 . . . . D D D 36
5 4 1 1 12 N N N N . . . D D D . . . . . . N N N . . -12 . . D D D D . 12 . . . . . N N -12 N . . . D D D D . . . D D D 12
6 4 1 1 1 12 . . . . . D D 36 . D D D . . . 48 . . . D D D . 36 . . N N N . . 36 . . D D D . . 36 :r :r :r :r :r :r :r :r :r :r :r :r :r :r
6 4 1 1 12 . . . . . D D . . . D D D . -12 . . . D D N . . . N N N N . 12 . . D D D . . . . . . . . . . . . . . . .
7 1 1 1 12 D . . D D D D 36 N . . . . N N 36 . . D D D D . 48 . . . N N N . 36 . . . :r :r . . 36 . . . . . . . 48 . . . . . . . 36
7 1 1 12 D . . D D D D N . . . D N N 12 . . D D D . . -12 . . . . D N N . . D . . D D D . . . D N N . . D D D . .
8 4 1 1 1 0.4 8 . . A A . . . 16 Mr . : :r : M . 16 . A A :r :r :r :r 16 :r A :r : . M . 16 . A A : . : : 16 . A . . . M . 16 . A . . . M . 16
8 4 1 1 1 8 . . A A . . . A . . . . M . . A A . . . . . A . . . M . . . A A . . . . E . . . M . . A . . M . .
9 3 1 1 0.8 8 . M M M . A A 32 M . . M M . A 32 . M E E . . A 32 . . M M M . A 32 . E E . . A A 32 . M T M . . M 34 H H T k k A . 18
9 3 1 1 8 . M M M . A A M . . M M . A . M E E . . M E . M . M A . . M M . M A . M . T . A . A . . T H H A .

10 4 1 1 1 0.9 8 . . M M M M . 40 : : M M E E E 32 : : A A A A : 40 H H H H H k k H H H H k k k :r :r M M M M M 40 : : : . . . . 32
10 4 1 1 1 8 . . M M M M . . . . M E E E . . A A A A A H H H H H H H H H H H H H H . . M M M A A . . . A A A A
11 1 1 1 12 . . D D D . . 36 . . . . . . . 48 . . . . . . . 36 :r Dr Dr Dr :r :r :r 36 :r :r Dr Dr Dr :r :r 36 :r Nr N . . . . 48 . . . . . . . 36
11 1 1 12 . . D D D . . . N N N . . . -12 D D . . D D . 12 . D D D . . . . . D D D . . . N N N . . . -12 . N N N N . . 12
12 3 1 1 1 12 . . D N N . . 36 . D D N N : : 48 H H H k k k k :r :r :r :r N N N 36 . . . . N N N 36 . . . . D N N 36 . . . D D N N 48
12 3 1 1 12 . . D N N . . . D D N N . . H H H H H H H . . . D N N N 12 . . . D N N . . . . N N N . . . . D D N N
13 1 1 0.6 B . M . M . M . 24 M M . M . : : 24 M :r . M . : A 24 H H H k k k k M M . . . : N 28 N . A M . : : 28 M M : M : . . 24
13 1 1 B . M . M . M . M . . M M M . 8 . . M A . . . -8 T T T T T . . 50 M M . . . . E -4 . . A . . A . -12 M M . M M . . 8
14 4 1 1 1 1 0.9 12 H H H k k k k H H H k k k k . . . . Nr Nr Nr 36 . . . . Dr Dr Dr 36 . . . . . Nr Nr 24 Nr . . . . Dr Dr 36 Dr . . . Nr Nr Nr 48
14 4 1 1 1 1 12 H H H k k k k H H H H H H H . . . . N N N . . . . . D D -12 D . . . . N N 12 N . . . . D D D . . . N N N
15 . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
15 . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
16 3 1 1 12 . . . . N N N 48 . . . . . . . 36 . . . . . . . 36 . . . . . . . 48 . . . . . : : 36 . . . . . . . 36 . . . . . : : 48
16 3 1 12 . . . . N N N . . D D N N . 12 . . . N N N . . . . N N N . -12 . . . D . N N N . . . N N N 12 N . . . . D N -12
17 3 1 1 1 12 D D . N N . . 36 : D D : : D D 48 . . . D . D D 36 : : D D D : : 36 D D N N : : : 36 : : : D D N N 48 : : : D : D D 36
17 3 1 1 12 D D . N N . . D D . . D D . N N . . . . D D . D D . . . D D N N . . . 12 . . . D D N . -12 . . . D . D D
18 4 1 1 1 0.5 8 . A . M . . . 16 H H k k k k k : A . M A :r . 24 . . A . . . M 16 E . . :r M . A 24 . M . M . A . 24 H H k k k k k
18 4 1 1 1 8 . A . M . . . H H H H H H H A A . M . . . . M A . A . M 16 E . . T M M . 10 . M E . . A . H H H H H H H
19 2 1 1 0.9 12 H H H k k k k :r :r :r :r D D D 36 . . . . D D D 36 . . . . D D D 36 . . . . . . . 36 . . . . . : : 36 . . . . . : : 36
19 2 1 1 12 H H H k k k k . . . . D D D . . . D D D . . N N N . . D 12 N N . . . . . -12 D N N . . . D 12 D D . . . . . -12
20 1 1 1 0.6 12 . N N . . N N 24 :r :r : N N . : 24 : :r : N N . : 24 : :r : N N . : 24 : :r : N N . : 24 : :r : N N . : 24 :r :r :r :r N N : 24
20 1 1 1 12 . N N . . N N . . . N N . . . . . N N . . . . . . N N . . . . . N N . . . . N N . . . . . . N N .
21 4 1 1 1 0.6 B M M . . N N . 40 :r . M T N . . 30 M M . :r N . A 36 A . . :r N . . 20 A A . :r :r :r N 28 . :r . :r . M M 16 . M A :r N . . 28
21 4 1 1 1 B M M . . N N . . . M T N . . M M A . N . . A A . . N . . 8 A A . . . . N . A . . . M M 8 A . A . N . .
22 3 1 1 0.4 8 . A A . . M M 16 :r : A A : : : 16 : : M M : : : 16 : : A A : : : 16 : : M M : : : 16 H H k k k k k :r :r :r : : M M 16
22 3 1 1 8 . A A . . M M M A . . . . . . . E E . . . . . A A . . . . . . M A . . H H H H H H H . . . . . M M
23 3 1 0.8 8 M M A E E . . 32 : A A : : M M 32 M M : : : M M 32 M Mr : : E E : 32 : A A E E . : 32 : A A : : M M 32 M M : : : A A 32
23 3 1 8 M M A E E . . A A . . . . M -8 M M M . . M M 8 M M M . . . A . A E E E . . . M M M . . M M M E E . . .
24 3 1 1 1 12 . . . . D D D 36 . . . . . . . 48 . . . . . . . 36 . . . . . . . 36 . . . . . . . 48 . . . . . . . 36 . . . . . . . 36
24 3 1 1 12 . . . . D D D . . N N . . N -12 N . . . D D D 12 D . . . . . D -12 D D . . D D . . D D D D . . 12 . N N N . . .
25 4 1 1 1 1 12 . N N N . . N 48 N N N : : : : 36 N N :r :r N : : 36 : N N N : :r N 48 : : N N N : : 36 N N N : : : : 36 N N :r : : N N 48
25 4 1 1 1 12 . N N N . . N N N N . . . . N N . . . N . . N N N . . N . . D N N . . N N N . . . . N N . . . N N
26 4 1 1 1 1 8 E E E E . . A 40 : M M M A A : 40 H H H H H k k : A A E E E : 40 : : M M A A A 40 A : : E E E E 40 : : M M M M M 40
26 4 1 1 1 8 E E E E . . A . M M A A A . H H H H H H H . E E E E E . . . M M A A A A . . A A E E . . M M M M M
27 2 1 1 1 12 D . . . T T T 30 :r :r :r :r D D D 36 : : D D N N : 48 : : : : D D D 36 : : : : N N N 36 : : : D D N N 48 : : : : D D D 36
27 2 1 1 12 D . . . T T T . . . . D D D . . N N N . . -12 D D . . . D N 12 N N . . . . D D D . . . . N -12 N . . . D D D 12
28 4 1 1 1 1 12 . . N N . . . 36 . . . . . : : 36 . . . . N N N 36 N . . . N N . 48 . . . . . D D 36 . . N N N : : 48 . . N N N . . 36
28 4 1 1 1 12 . . N N . . . N . H H . N . -12 . D D . . N N 12 N . . . . . N -24 N N . . . D D 12 . . D N N . . -12 . . D D D . .
29 1 1 1 12 . . . N N N . 40 . . . D D D . 36 . N N N . . . 36 D D D . . . N 48 N N N . . . . 36 . . . . D D D 36 D . . . D D D 48
29 1 1 12 . . . N N N . . D D D . . . D N N . . . D 12 N . . . D D D . . N N . . . -12 . D D D . . . D D D . . . D
30 . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
30 . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
31 4 1 1 1 12 N N N . . . . 36 . N N N N . . 48 . D D D : : : 36 . D D . . . D 36 D D D . . . . 36 . D D N N . . 48 . D D D : : : 36
31 4 1 1 12 N N N . . . . N N N . . . . -12 D N N . . . N 12 N N N . . . . N N N . . . . N N N . . . D N N N . . . .
32 4 1 1 1 1 12 N N . . . . D 36 D D . . . . N 36 N . . D D . N 48 . . D D D . :r 36 :r D D . . D D 48 D . . D D . . 36 . . . D D D . 36
32 4 1 1 1 12 N N . . . . D D N . . . . N N . . D D . N . . . D D D . . D . D D . D D . . . D D . . D D N . . .
33 1 1 8 A A A A . . A 40 A A A A . . M 40 M M M : : A A 40 A A A A : : Mr 40 M M M : : Ar A 40 A A A Ar :r :r Ar 40 A A A : : M Mr 40
33 1 8 A A A A . . A A A A A . . M M E E . . A A A A A A . . M M M M . . M M M A A A . . A A E E . . M M
34 1 0.4 8 . . . . . E E 16 . . . E E . . 16 . . . . . E E 16 . . . E E . . 16 . . . . . E E 16 . . . E E . . 16 . . . . . E E 16
34 1 8 . . . . . E E . . . . E E . . . . . E E . . . . E E . . . . E E . . . . . . . E E . . . . E E . .
35 1 0.8 8 H H H H k k k Ar Ar Ar Ar :r :r :r 32 Mr Mr Mr Er :r :r :r 32 :r :r Ar Ar Ar Ar :r 32 :r Ar Ar Ar Er :r :r 32 :r Ar Ar Mr Mr :r :r 32 Ar Ar Mr Mr :r :r :r 32
35 1 8 H H H H k k k M M A A A . . 8 . M M E . . . -8 . . M M A A . . M A A E . . . A A M M . . A A M M . . .
36 1 0.7 8 E . . . A A . 32 : : A A A : : 24 : A A : : A A 32 : : A A A : : 24 : A A :r :r A A 32 : : A E E : : 24 : A A : : A A 32
36 1 8 E . . . A A . A . . . A A . . M M . . A A A . . M M . . A A A . . . A A . . E E . . . A A . . M M
37 1 0.4 8 . . . . . E E 16 . . Er Er . . . 16 . . . . . Er Er 16 E E . . . . . 16 . . . . . E E 16 E E . . . . . 16 . . . . . E E 16
37 1 8 . . . . . E E . . E E . . . . . . . . E E E E . . . . . . . . . . E E E E . . . . . . . . . . E E
38 1 0.8 8 A A A E . . . 32 H H H H k k k H H H H k k k H H H H k k k H H H H k k k :r :r :r M M M M 32 : : : A A A A 32
38 1 8 A A A E . . . H H H H H H H H H H H H H H H H H H H H H H H H H H H H . . . . M M M -8 M . . A A A A 8
39 1 0.8 8 E E E . . . . 32 . . . . . . E 32 E E E . . . E 32 E E E . . . E 32 E E E . . . E 32 E E E . . . E 32 E E E . . . . 32
39 1 8 E E E . . . . E E E . . . E E E E . . . E E E E . . . E E E E . . . E E E E . . . E E E E . . . E
40 4 1 1 1 1 B A A . . M N N 40 :r :r Ar Ar :r Dr Dr 40 Dr :r :r Mr Mr Dr :r 40 H H H H H k k H H H H H k k H H H H H k k H H H H H k k
40 4 1 1 1 B A A . . M N N . . A A . D D D . . M M D . H H H H H H H H H H H H H H H H H H H H H H H H H H H H
41 . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
41 . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
42 1 0.6 8 M E E . . . . 16 . . . . . W W 24 . . . . . W W 24 . . . . . W W 24 . . . . . W W 24 . . . . . W Er 24 . . . . Er Er W 24
42 1 8 M E E . . . . M M . . . . A E . . M M . . . A E . . . M M . . . A A . M M M . . . E 8 . . . . E E . -8
43 1 0.8 8 . M M . . M M . . . . . . . 32 . . . . . . . 32 . . . . . . . 32 H H H H k k k H H H H k k k . . . . . . . 32
43 1 8 . M M . . M M . M M E . . A A A . . . M M M M . . M M . H H H H H H H H H H H H H H . M A A . . A
44 1 0.6 12 . . . . D D D 36 :r . D D : D D 48 . . D D :r :r :r 24 . . D D D . . 36 . . . . D D D 36 . . . D : D D 36 H H H k k k k
44 1 12 . . . . D D D . . D D . D D . . D D . . . . . D D D . . . . . . D D D . . . D . D D H H H H H H H
45 1 0.8 8 H H H H k k k :r :r :r M M M M 32 :r . A A A A . 32 . A A A A . . 32 . M M E E . . 32 . M M A A . . 32 E E . . . M M 32
45 1 8 H H H H k k k . . . M M A E . . A A A . M M M M . . . A A . . M M M . . M M A A . . M M M E . . .
46 . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
46 . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

Table A.6: Staff and roster lines: comparison with preference row (Auckland Healthcare)

 



Paid hours Single days on  / single days off Night shifts in workstretches Over- Overwork Late - to - early
Tri- Tri- Fort- Fort- Fort- Single Single Single Single 1 N 2 N 3 N >3 N Ns + < 3 work on- rolling 7days N . any N . . D A . any A . . M

ID# week 1 week2 night1 night1 night1 on off off(12hr) on + off days off stretch
1 108 72
1 3
2 108 108
2 4   31  32
3 120 120
3 -12 12 1 1
4 84
4 1 1 1   45  46  47
5 120 120
5 2 1
6 120 36
6 1 1
7 120 120
7 1 1 3 3 6  7  8  9  17  18  45  46 3
8 32 32 32
8 8 1 1
9 64 64 52
9 6 8 3 1 1 2 1 1 3 1

10 72 72
10 1 1
11 120 120
11 2 1   24
12 84 120
12 12 3 2
13 48 28 52
13 46 -4 7 5 4 1 1 1
14 72 108
14 -12 12 2
15
15
16 120 120
16 1 1 1 1 1 4 1 1   10  11  12 1
17 120 120
17 1 4 4 1 1 3 1 1
18 24 40 24
18 26 5 4 2 2 2 1 4
19 108 108
19 12 -12 2 1 1   23  24  28  29 1
20 72 72
20 8 1
21 66 48 44
21 8 8 6 4 2 5 1 4 1 1 3
22 32 32 16
22 1 1
23 64 64 64
23 1 1 1 1 1 1 1
24 120 120
24 -12 12 2 1 1   10  33  38  39
25 120 120
25 2 2 3 3 1 5   7  8  9  36  37 1
26 40 80 80
26 1 1 1 1 2 2 1 1
27 120 120
27 1 2 1   14  15  19 1
28 120 120
28 -24 2 2 2 2 1   21  39 1
29 120 120
29 12 -12 1 2 1 1   9  10  31 1
30
30
31 120 120
31 1 4 1
32 120 120
32 2 3 3 1 3 1 1   35  45 1
33 80 80 80
33 2 2 1 2
34 32 32 32
34 7
35 64 64 64
35 2 1
36 56 56 56
36 1 1 1 1 3
37 32 32 32
37 2 2 1
38 64
38
39 64 64 64
39 1 5
40 80
40 1 1 1   14  15  18  19 1 1
41
41
42 48 48 48
42 1 1 3 1 1 1 1
43 64 32 32
43 1 1 1
44 108 72
44 1 2 2 1   10
45 64 64 64
45 1 2 1 1 2
46
46

46 38 10 17 29 52 38 16 38 0 2 17 17 12 

Table A.7: Paid hours accumulations and assorted rules and quality (Auckland Healthcare)
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N or E D or M A Weekend shifts Worked weekends
ID# Min. Dev./Act. Max. Min. Dev./Act. Max. Min. Dev./Act. Max. Min. Dev./Act. Max. Min. Dev./Act. Max.
1 -3 -4 -2
1 6 9 9 9 6 12 4 4 2 4
2 1
2 6 9 9 9 9 12 4 5 4 3 4 5
3 5 1
3 6 6 9 10 14 14 2 9 4 3 5 4
4 -9
4 6 7 9 9 12 4 4 8 2 2 4
5 1
5 6 6 10 9 14 14 4 7 8 2 5 4
6 -1 -1
6 6 5 9 9 8 14 2 4 4 3 4 5
7 -1 1
7 8 7 10 10 13 12 4 5 5 5 5 5
8 -1 1 -1
8 2 1 4 4 4 6 4 7 6 3 3 3 4 3 4
9 -1 1 1
9 4 3 5 10 11 12 4 6 8 5 6 5 6 7 6
10 -3 -4 4
10 6 3 6 8 4 12 8 11 12 2 8 4 3 5 5
11 -1 -1
11 6 10 10 10 10 14 3 2 4 3 2 4
12 -1 4 1
12 7 12 13 7 6 10 3 8 4 5 6 5
13 -1 -1
13 2 1 4 8 11 12 4 3 6 2 2 4 3 3 5
14 -3 3 -1
14 9 9 9 9 6 9 6 9 6 6 5 6
15
15
16 5 1
16 14 16 17 3 4 6 4 10 5 5 7 6
17 -1 1 1
17 6 5 8 12 15 14 3 5 4 5 5 5
18
18 2 2 2 5 6 8 5 5 8 3 3 3 3 3 4
19 2 1
19 6 7 9 9 11 12 3 5 3 3 4 3
20 7 4
20 12 12 12 2 9 2 3 7 3
21 -1 2 3 2
21 4 5 6 6 5 10 4 8 6 3 6 3 4 6 4
22 -1 -1
22 2 2 4 4 4 6 4 4 6 3 2 3 3 2 5
23 3 -2 2 1
23 4 5 6 10 15 12 6 4 10 2 6 4 3 6 5
24 1 -1 1
24 4 7 6 14 13 16 3 4 3 4 4 4
25 -1
25 18 19 20 1 1 2 3 3 4 4 3 4
26 4 1
26 6 7 10 8 9 12 8 9 12 2 8 4 3 6 5
27 4 1
27 6 8 9 9 12 14 3 7 3 4 5 4
28 -5 3 2 1
28 15 10 17 3 8 5 3 5 3 3 4 3
29 -1 1 1
29 6 5 9 10 15 14 3 4 3 4 4 4
30
30
31 1 -1 -3 -3
31 17 18 17 3 2 3 4 1 5 4 1 4
32 -1 1 -1
32 6 5 10 8 15 14 2 3 4 5 4 5
33 1 -1 4 1
33 2 4 4 8 11 10 16 15 20 4 9 5 5 7 6
34 4 1
34 12 12 12 3 8 4 5 6 5
35 -1
35 2 2 4 10 11 12 10 11 12 3 2 4 2 2 4
36 4 2
36 2 2 5 2 6 6 10 13 17 2 7 3 4 6 4
37
37 12 12 12 2 3 4 3 4 5
38 -4 -4 -4
38 4 4 8 4 12 8 4 12 2 4 4 2 2 4
39 -2 -2
39 24 24 24 2 4 2 4
40 -2 -4 -4 -1
40 2 4 10 6 14 6 2 8 3 3 3 4 3 4
41
41
42 1 -2 1
42 4 5 6 6 9 8 6 4 8 2 5 4 2 4 4
43 -3 -2 1
43 4 1 4 8 9 12 8 6 12 2 5 4 3 5 5
44 -2 4 2
44 2 4 8 15 11 2 6 4 3 4 5
45 2
45 2 2 4 8 14 12 8 8 12 2 4 4 4 4 4
46
46

Table A.8: Daily shift type quotas and weekends (Auckland Healthcare)
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7 8 9 10 11 12 13 14 15 16 17 18 19 20 21 22 23 24 25 26 27 28 29 30 31 32 33 34 35 36 37 38 39 40 41 42 43 44 45 46 47 48
Period Max. M T W T F S Su M T W T F S Su M T W T F S Su M T W T F S Su M T W T F S Su M T W T F S Su

Total M 10 -2 -2 -2 -2 -2 -1 -3 -2 -2 -2 -1 -1 -3 -2 -3 -3 -2 -2 -1 -2 -2 -3 -2 -2 -2 -2 -2 -3 -2 -2 -2 -2 -2 -2 -1 -2 -2 -2 -2 -2 -1 -2
A1 9 -2 -2 -1 -1 -1 1 -1 -2 -3 -1 -1 -2 -2 -2 -2 -1 -1 -1 -2 -2 -2 -1 -2 -1 -1 -1 -2 -2 -2 -1 -1 -1 -2 -2 -1 -1 -2 -1 -2
A2 9 -1 -1 -1 -2 -2 -2 -1 -1 -2 -1 -1 -1 -2 -1 -2 -3 -2 -2 -1 -1 -1 -2 -3 -2 -1 -3 -2 -1 -1 -1 -1 -1 -2 -1 -1 -2 -2 -2 -1 -1
E 9 -3 -3 -2 -2 -2 -3 -2 -2 -2 -1 -2 -2 -2 -2 -2 -2 -2 -3 -2 -3 -2 -2 -3 -2 -3 -3 -3 -2 -2 -1 -2 -3 -2 -2 -2 -3 -2 -2 -2 -2 -2 -2

Mean: -1.756 Variance: 0.533

7 8 9 10 11 12 13 14 15 16 17 18 19 20 21 22 23 24 25 26 27 28 29 30 31 32 33 34 35 36 37 38 39 40 41 42 43 44 45 46 47 48
Skill Level Period Bound M T W T F S Su M T W T F S Su M T W T F S Su M T W T F S Su M T W T F S Su M T W T F S Su

1 M <4 3 4 3 4 3 2 2 3 3 5 3 3 2 3 2 3 4 4 5 2 3 3 3 3 2 3 4 3 3 3 3 3 3 2 2 4 4 4 3 2 2 3
2 M 2 2 2 1 1 1 1 1 1 1 1 2 1 1 1 1 1 1 1
3 M >1 4 3 4 3 2 3 2 4 4 2 3 3 3 4 3 2 3 3 2 3 3 3 4 3 5 4 3 2 2 3 4 4 4 4 4 2 2 3 4 4 4 3
4 M 1 1 1 1 1 2 1 1 1 1 2 2 1 1 1 1 1 1 2 2 1 1 1 2 1 1 1 1 1 1 1 1 1 2 2 1 1 1 1 1 2 1

1 A1 <4 2 2 4 4 3 3 3 3 2 3 4 3 3 3 2 3 3 3 4 2 2 2 1 4 2 3 3 3 2 3 4 4 2 2 2 3 3 4 3 2 1 3
2 A1 2 2 2 1 1 1 1 1 1 1 1 2 1 1 1 1 1 1 1
3 A1 >1 4 4 3 3 2 3 2 3 3 4 2 3 3 3 3 2 3 4 2 3 3 4 5 2 4 4 4 3 2 2 2 3 5 4 4 2 2 3 4 3 4 2
4 A1 1 1 1 1 1 2 1 1 1 1 2 2 1 1 1 1 1 1 2 2 1 1 1 2 1 1 1 1 1 1 1 1 1 2 2 1 1 1 1 1 2 1

1 A2 <4 3 2 3 4 3 3 3 1 2 2 3 2 2 2 3 2 1 1 2 3 2 2 1 3 2 2 2 1 1 3 4 4 2 2 2 2 3 3 3 3 2 2
2 A2 1 1 1 1 1 1 1 2 2 1 1 1 1
3 A2 >1 5 5 4 4 4 3 3 5 5 4 2 4 5 5 3 4 4 3 4 3 4 3 4 3 3 4 5 4 5 3 2 3 5 5 3 4 4 3 3 3 5 5
4 A2 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1

1 E <4 2 2 3 4 2 2 3 2 3 3 2 2 2 2 3 2 2 1 2 2 2 1 1 3 2 2 2 3 2 3 2 3 3 2 3 1 3 3 3 4 3 2
2 E 1 1 1 1 1 1 1 2 2 1 1 1 1
3 E >1 3 3 3 2 4 3 3 4 3 3 3 3 4 4 3 3 3 3 4 3 3 3 2 3 3 3 3 3 4 3 3 2 3 4 2 3 3 3 3 2 3 4
4 E 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1

Table A.9: C
overage: total staff by (i) com

bined team
s, and (ii) skill level (Auckland H

ealthcare)
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Note that particularly large values are highlighted.
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