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by Rui Gong

Classical energy minimisation paradigm based on probabilistic models of input

and output data, employs an energy functional which combines the weighted prior

energy of output, with a conditional energy of the input given the output. The reg-

ularising weight controls an adequacy of solutions establishing the correspondence

between input and output data, to select a unique goal solution out of a multiplic-

ity of these solutions for most frequent ill-posed problems. Such a weight is usually

chosen by hand, and different choices may affect the output in unpredictable ways.

This thesis proposes an alternative Two-Stage energy minimisation paradigm by

treating separately both the energy terms. The First-Stage employs a very sim-

plistic prior to obtain and store a whole set of minimisers of the ill-posed and non-

regularised initial problem. Then the second stage selects an adequate solution

only within the stored set of minimisers. The proposed Two-Stage paradigm needs

no regularising weight, which implicitly pursues two different goals: to choose a

suitable solution amongst the set of energy minimisers and include to this set not

only primary but also secondary minimisers of the unregularised energy to account

for unavoidable random deviations (noise) of the input data.
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Chapter 1

Introduction

This chapter overviews the main goals and results of the thesis. The conven-

tional Single-Stage, and the proposed alternative Two-Stage energy minimisation

paradigms are outlined. The proposed paradigm allows for circumventing some

shortcomings of the conventional approach, in solving certain ill-posed energy min-

imisation problems that are frequent in the field of computer vision.

1.1 Energy Minimisation in Computer Vision

Today’s computer vision is widely using energy minimisation coming from prob-

abilistic models of input and output data and optimal statistical decisions. The

goal decision is a minimiser of a certain energy functional, depending on both

the input data and its output descriptors. Most of these problems are usually

ill-posed in a particular sense that there exist multiple minimisers of the same en-

ergy, which are equivalently optimal. To deal with this multiplicity, prior models

of the goal output descriptors are often used to regularise the problem, and in the

most common cases, the regularised energy functionals become a weighted sum of

two terms. The first term combines the input data and output descriptors into

the ill-posed energy of input-output discordance. The regularising second term

depends only on the goal output and measures the energy of output inadequacy.

1



Chapter 1. Introduction 2

Its relative weight determines to what extent the adequacy of the desired decision

can additionally constrain the equally minimum-discordant inputs and outputs to

decrease the multiplicity of outputs, which are both adequate and concordant with

the input data. The ultimate goal of this regularisation is to make the problem

well-posed, i.e. to select a unique single most adequate and concordant solution.

1.2 Single-Stage Energy Minimisation

To consider the classical probabilistic paradigm, let Pr(O) be the prior output

model that constrains the goal decisions; Pc(I|O) be the conditional input-output

model, where I and O represent the input and output data, respectively. Let O be

the set of all outputs, and I be the set of all inputs. Then the Bayesian maximum

a posteriori (MAP) decision P (O|I) for a given input data I ∈ I:

P (O|I) = arg max
O∈O

Pr(O)Pc(I|O) (1.1)

can be rewritten in terms of energies as:

E(O|I) = arg min
O∈O

Er(O)w + Ec(I|O) (1.2)

Here, Er(O) and Ec(I|O) denote the energies, or scaled negated exponents of

the probability models Pr(O) and Pc(I|O) respectively, represented in exponen-

tial form, and w is a regularising relative weight of the output inadequacy energy.

Typically, the energies in Eq. (1.2) are known only up to their scale factors, so that

the weight w is unknown and has to be found experimentally. Moreover, unavoid-

able random deviations (noise) in the input data make input-output concordance

rather fuzzy. In other words, the goal decisions may relate to secondary, rather

than primary minimisers of the input-output discordance energy. The regularis-

ing weighted energy of output inadequacy has to account for and emphasise such

secondary minima, too, for selecting the least inadequate and discordant decisions.
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Figure 1.1: Relative stereo matching error for the ”Tsukuba” stereo pair with
different values of the regularising weight w, with the traditional Single-Stage

energy minimisation.

This classical energy minimisation with the weighted combined prior and condi-

tional energy has solved quite a few applied computer vision problems, including

stereo vision, but encounters a few drawbacks. In particular, it is difficult to

modify both the energy terms and/or adjust their parameters independently. The

regularising weight w is usually selected by hand, and its variations affect unpre-

dictably the resulting minimiser(s) as shown in Figure. 1.1. Moreover, in many

cases, it remains unclear whether the problem in Eq. (1.2) is well-posed (i.e., is

regularised to a single minimiser) or remains ill-posed.

1.3 Two-Stage Energy Minimisation

This thesis proposes to replace the conventional Single-Stage minimisation of

Eq. (1.2) with a Two-Stage minimisation, which deals sequentially and separately

with the two energy terms, Ec(I|O) and Er(O), of Eq. (1.2). Our proposed Two-

Stage energy minimisation framework excludes the relative weight w of the prior

energy. Instead, the input-output discordance energy is modified to extend the set
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of its primary minimisers by including the secondary minimisers that take account

of possible random deviations of input data. The whole space of such minimisers

is stored in a compact form for the subsequent regularisation.

The First-Stage of our Two-Stage minimisation uses a simplistic prior, let’s assume

that Pp(O) is a constant ψ:

Pp(O) = ψ =
1

|O|
(1.3)

where

Ep(O) = 0 (1.4)

Here, we only need to minimise the input-output discordance energy term Ec(I|O)

to first obtain a subset of minimisers O∗, without the influence of the output

inadequacy energy term Ep(O), as it is set as a constant.

O∗ = arg min
o∈O

Ec(I|O) (1.5)

Then in the second-stage minimisation, we search for the most adequate desired

solution only within the obtained subset of minimisers O∗ in the first stage.

E(O|I) = arg min
o∈O∗

Ep(O) (1.6)

Comparing to the combined energy minimisation in Eq. (1.2), the relative weight

w becomes unnecessary, as output inadequacy energy term need not be weighted

against the input-output discordance energy term. After both the primary and

secondary minimisers are found in the first stage, the second stage deals with the

obtained subset of minimisers.
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1.4 Two-Stage Application to Stereo Matching

Our aim is to apply the Two-Stage energy minimisation approach to the ill-posed

stereo matching problem in the field of computer vision. To account for the ill-

posed nature of the problem, in the form of multiple equivalent solutions.

1.4.1 Traditional Single-Stage Approach

Conventional probabilistic modelling of binocular stereo reconstructs a hidden

optical, or visible 3D surface d from an observed input epipolar stereo pair of

images (g1,g2). The images are taken by two cameras looking at the same scene

at a different position (horizontally). The energy functional is derived by using a

prior Markov random field (MRF) of 3D surfaces, and a conditional independent

random field (IRF) or a collection of conditional Markov chains of optical signals,

given the surface points. The surface model is defined in terms of disparities

(difference in image coordinates) between corresponding image points for each

surface, e.g., [4, 11, 16, 17, 23, 34, 53, 55, 56] to cite only a few.

The energy minimisation framework searches ultimately for a subset D∗ of global

minimisers of a combined model-based energy function, E(d|g1,g2), defined on a

set D of all optical surfaces. For stereo, the energy functional combined a total

image mismatch cost, Em(g1,g2|d), evaluating the input-output discordance, and

a weighted total surface unevenness cost, Eu(d) evaluating the output inadequacy.

The relative weight w adjusts relative importance of both the terms in selecting

the global energy minimisers:

E(d|g1,g2) = Em(g1,g2|d) + wEu(d);

D∗ = arg min
d∈D
{E(d|g1,g2)} ⊂ D

(1.7)

The cardinality of the output set of minimisers |D∗| = 1 or > 1 for the resulting

well- or still ill-posed minimisation, respectively. Like other inverse optical prob-

lems, stereo reconstruction is in principle ill-posed, as a point in one image can
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have multiple equivalent corresponding points in the second image which are simi-

lar in colour. As a common example, stereo matching often may fail in texture-less

image areas such as e.g. a white wall, or clear sky.

The signal mismatch cost Em(g1,g2|d), sums pixel-wise dissimilarities like, e.g.,

absolute or squared distances between the corresponding intensities or colours.

The surface unevenness cost that restricts large deviations between neighbouring

disparities, often summing scaled absolute deviations between the neighbouring

disparities. The weight w is usually found empirically, by experiments.

Let us consider the most common regularised stereo algorithms, (see, e.g., [11, 17,

34, 53, 55, 56] to cite a few). All of them employ a weighted linear combination

of two energy terms Eq. (1.7), although this energy does not guarantee a unique

solution. Moreover, the global minimisation is computationally feasible only for

very simple mismatch and smoothness energy terms.

The weighted sum of both the terms in Eq. (1.7) makes it difficult to modify each

term independently to account for possible contrast and offset deviations of the

images, and different types of visible surfaces. Variations of the weight may affect

unpredictably the resulting minimiser(s). The possible non-uniqueness is even

regularised in such a way minimisation of the weighted sum in Eq. (1.7) is usually

not taken into account. As a result, the obtained solution may not be optimal.

For example, the energy minimisation with belief propagation (BP) [11, 41, 53, 67]

provides no ways to select the final solution. In the case of multiple equivalent min-

imisers, although it is possible to determine whether the problem is still ill-posed,

since all the components of solutions are stored. Contrasting by the dynamic

programming (DP) [12, 17, 50, 64] returns all of the global minimisers, but fails

to determine the ill-posedness. In application to stereo matching, the accuracy of

both BP and DP minimisation highly depends on the relative weight of the second

term in Eq. (1.7). Its empirical determination does not take into account that the

parameter for a one stereo pair might not be the best for other pairs.
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The Middlebury stereo matching evaluation website [46, 47] Version 3, which is

used by researchers around the world as a benchmark for their stereo algorithms, it

provides a large selection of realistic stereo images with its corresponding ground-

truth and occlusion maps. However, unlike its previous version, this benchmark

does not supply the ground-truth images for all the benchmark images, to avoid

parameter fitting to this particular set of images. As a result, even top performing

algorithms such as semi-global matching (SGM) [23], require few trial-and-error to

select the best parameters of the matching cost for the set of benchmark images, as

shown by the multiple entries in the table provided by the benchmark. The latter

also requires fixed parameters for all the benchmark images for the evaluation, so

that the matching accuracy varies greatly from one to another.

To circumvent these difficulties, many state-of-the-art stereo algorithms employ

computationally intensive object detection, segmentation and image pre-processing

techniques to find and accurately matching the same objects and boundaries in

both the images [36, 52, 71]. Nonetheless, the traditional regularised energy min-

imisation still dominates in developing fast or real-time stereo sensors for impor-

tant practical applications of computer vision, such as autonomous navigation of

unmanned ground vehicles, industrial and healthcare robotics, security biometrics,

etc.

1.4.2 Two-Stage Concurrent Propagation

This thesis replaces the conventional Single-Stage minimisation of Eq. (1.7) with

a Two-Stage minimisation, which deals sequentially and separately with the two

energy terms, Em(g1,g2|d) and Eu(d), of Eq. (1.7). Our Two-Stage energy minimi-

sation framework excludes the relative weight w of the surface unevenness energy.

Instead, an adaptive threshold is introduced, which needs no adjustment, accounts

for the measurable intensity or colour noise in the stereo images, and presumes

the goal of adding secondary minimisers to the input-output discordance term (in

this case, the image mismatch energy).
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The First-Stage of our Two-Stage minimisation includes explicitly, rather than

via an implicit influence of the weighted unevenness, the desired suboptimal θ-

least mismatch surfaces, by applying a threshold θ to every individual mismatch

between the corresponding signals. Then the second-stage minimisation, we search

for the most adequate desired surface by applying surface smoothing only within

the obtained space of θ-least mismatch surfaces.

Comparing to the combined energy minimisation in Eq. (1.7), the relative weight w

becomes unnecessary, as the surface unevenness energy term need not be weighted

against the signal mismatch energy term. After both the primary and secondary

mismatch minimisers of the signal mismatch minimisation are found, the surface

smoothing stage deals with the obtained and stored space of such minimisers,

then the smoothing is not affected by the changes in the matching cost functions

used, e.g. signal difference with or without adaptation, mutual information, etc.

The adaptive threshold θ◦ does not need any further manual adjustment, as it is

specified by the minimum noise-related colour mismatch for each pixel, and can

be readily found experimentally for all the scenes.

The above Two-Stage energy minimisation process is not limited to only stereo

matching and is applicable to other energy minimisation problems, such as e.g.,

image segmentation.

1.5 Stereo Matching

The primary goal of stereo matching is to extract depth information (distance to

the objects in the scene from the camera) from two or more images (binocular

stereo, or multi-view stereo), taken by the same or different cameras placed at

various horizontal positions, looking at the same scene. Which mimics the human

eyes binocular vision, part of binocular cues that give us depth perception [18].

Each human eye views the scene at a slightly different angle, which allows the

brain to triangulate the distance to the objects by comparing both scenes from

each eye.
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The depth information is crucial in the field of robot vision. It gives robots the

abilities to perceive depth, essential for robot navigation. It provides necessary

information in the medical imaging, where depth information is used [54, 57].

It also has been used in commercial products such as the Microsoft Kinect for

Windows [37], where it provides real-time depth information within a limited

range, and it has used in applications such as human detection using Kinect’s

depth information [66].

Binocular stereo matching remains as one of the most challenging problems in

the field of computational computer vision, due to its ill-posed nature. The ill-

posedness stems from problems such as multiple equivalent solutions (where one

pixel might have more than one matching pixels in the other images), matching

in partial occluded regions (where matching pixels does not exist because it can

not be seen in the other images, e.g. block by foreground objects), wrong matches

due to images noise (random noise due to camera sensor), and image artefacts

caused by camera lens. A more detailed overview of stereo matching is provided

in Appendix.

1.6 Contents of the Thesis and Novelties

The main novelties of our work are the separation of input-output discordance

energy term, and the output inadequacy energy term in the classical energy min-

imisation framework Eq. 1.2, into an independent Two-Stage energy minimisation

framework. The Two-Stage process first obtains a subset of minimisers by min-

imising the input-output discordance energy term, under a threshold to account

for input noise, and to add secondary minimisers into the subset of minimisers for

ill-posed problems.

Our Two-Stage approach is applied to the ill-posed stereo matching problem, com-

paring to the traditional approach of combined energy minimisation of both signal

mismatch and surface smoothing. Our Two-Stage approach has the following ad-

vantages: (i) easy to adapt to more advanced matching cost functions e.g. mutual
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information, colour metric, signal adaptation, without concerning about the rela-

tive weight of smoothing. (ii) smoothing only need to account for the unit change

of neighbouring disparities, without any parameters. (iii) different smoothing

techniques e.g. SGM, and BP can be applied to the best-match space which can

achieve similar accuracy in matching comparing to the original algorithm. (iv)

can be further extended to 2DCP to account for a wider range of nodes in the

neighbourhood, e.g. vertical neighbouring points, to obtain a tighter space of

minimisers.

This thesis is organised as follows: Chapter 2 overviews the basic concepts of stereo

matching, and other related work on different matching cost functions. From the

simple pixel-wise and window based matching cost that account for the absolute

difference in the corresponding colour channels for a single pixel, or pixels within

a windowed region, respectively, to more advanced matching cost functions that

account for both brightness and contrast variations in real-world stereo images.

It also overviews local and global optimisation based optimisation, and popular

stereo matching algorithms such as SDPS, BP and SGM.

Chapter 3 describes more in detail, stereo matching, and the basic idea of our CP

framework, which we took into account that the solution to the ill-posed stereo

matching problem might not be unique. This framework combines the features of

traditional DP and BP, to first construct a space of minimisers, which make use of

the Two-Stage optimisation process that can separate matching and smoothing.

We also investigate the solution space obtained using CP, and the analysis of

information that can be obtained within the solution space. The goal is to extract

structural information in the scene by analysis the distribution of visibility states

stored in the CP solution space.

Chapter 4 presents a stereo matching algorithm that incorporates the symmetric

concurrent propagation stereo (SCPS) with semi-global smoothing (SGS). Which

used 2D smoothing technique based on the popular semi-global matching (SGM),

to apply smoothing in 16 different directions within the space of minimisers obtain
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using SCPS, in a Two-Stage process that eliminates the smoothing parameter in

traditional combined energy minimisation matching model.

Chapter 5 overviews the 2D extension of the CP framework (2DCP), which uses

BP to obtain the solution space by accounting for neighbouring nodes in an MRF

model of disparity map, our initial approach to the problem using a directed

acyclic graph. This algorithm overcomes the problem in traditional BP framework

where the solution might not be consistent as the different paths from the optimal

solution might lead to different solutions in the network, where some solutions

might not be optimal.

Chapter 6 presents experimental results of our approaches and other findings using

both the benchmark and real-world stereo images, present in grey scale images,

colour images and tables.

Finally, conclusions and future work are presented in Chapter 7.



Chapter 2

Related Work

This chapter overviews the general stereo matching problem, and some of the most

popular local and global energy minimisation based stereo matching algorithms,

including common matching cost functions. Traditional global/semi-global opti-

misation based stereo matching algorithms by minimising a functional of combined

image mismatch and regularising map unevenness are reviewed.

2.1 Local and Global Based Optimisation

Common stereo matching algorithms can be separated into local or global opti-

misations. Local matching algorithms such as sum of absolute difference (SAD),

or local window based matching select its optimal solutions without account for

the influence of its neighbouring points. While semi-global optimisation such as

symmetric dynamic programming stereo, and global optimisation such as loopy

global optimisation and graph-cut stereo select its optimal solutions to account

for the solutions of other points on the current scan line, or the whole image.

12
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2.1.1 Local Optimisation

Local window based stereo matching algorithms such as correlation matching, uses

a fixed window size centre around the current pixels. This method computes a

correlation score based on the difference between the sum of all colour channels

(RGB) within the windows in the left and right images, and the window is shifted

to the right by a single pixel for each disparity in the right images. The correlation

score is a measure of how similar the pixels in both windows are, and a higher

correlation score means the pixels in both windows are similar in term of colour,

and a lower correlation score for dissimilar windows. After all the correlation

scores are computed for every disparity of all the pixels, the final disparity is

chosen based on the disparity with the top correlation score.

The correlation score is computed for each window position, where the centre of the

search window in the right image is moved within the disparity range. A correlation

score is computed for each disparity value, using the sum of signals of two matching

windows. The final disparity is attributed to the top correlation score. In window-

based matching, usually, a fixed window size is used, which assumes frontal planar

surfaces. This has the disadvantage of over-smoothing object boundaries in the

disparity map, since the matching window covers multiple regions from different

surfaces, and it does not perform well on slant surfaces.

The main advantage of local window based matching is that it can accept small

noise in the images such as intensity and contrast offset, due to the matching

window, that account for a region of pixels instead of a single one. Independent

matching of each pixel means it can be highly parallelised, makes it suitable for

parallel computation using a graphics processing unit (GPU), which can achieve

real-time or almost real-time stereo image processing. The main disadvantages of

local optimisation based matching are the noisy outputs since it does not account

for the features or the information from the neighbouring points, and the quality of

the outputs are usually worse than global optimisation based matching algorithms.
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As shown in Figure. 2.1, the disparity map computed using correlation matching is

much worse compared to global optimisation based algorithms such as symmetric

dynamic programming stereo (SDPS) and belief propagation (BP). Due to local

optimisation, correlation matching also performs badly in occluded regions, where

no matching pixels exists, and blurry around object boundaries in the images e.g.

boundary regions of the cones in ”Cones”.

(a) Correlation (b) SDPS (c) BP

Figure 2.1: Disparity map for ”Cones” stereo pair, computed using window-
based correlation matching, symmetric dynamic programming stereo, and belief

propagation.

2.1.2 Global Optimisation

Global optimisation based matching algorithms such as BP [11, 53], or semi-global

optimisation based matching algorithms such as SDPS [15], 1D belief propagation

(1DBP) [19] and semi-global matching (SGM) [23], solve the problem by optimis-

ing an energy function. It relates a goal optical (visible) 3D surface to the global

minimum of a functional and evaluates a total mismatch between signals (inten-

sities or colours) in the corresponding pixels of a stereo pair. The corresponding

pixels relate the same binocularly visible surface points, and the mismatch energy

depends on a map of x-disparities between these pixels, which represents the goal

surface.

Semi-global optimisation such as SDPS uses a Markov chain model for each scan-

line in the disparity map, and it optimises the energy function for each scan-line

independently. This algorithm computes the disparity in two passes, a forward pass
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where each node stores an optimal transition to local minima of the previous node,

then a backward pass that backtraces from the node with the minimum value in

the last position of the chain, and restores disparities from stored transitions. The

main advantage of SDPS is the fast computation speed, as it can be parallelised

due to independent computation for each scan-line. The disadvantage of SDPS is

it tends to over-smooth object boundaries, which results in matching errors in the

form of horizontal stripes, as shown in Figure. 2.1.

On the other hand, BP uses a Markov random field model of the disparity and

optimises the energy function by iteratively passing messages around all the nodes

within the images. In this model, each node is linked to upper, bottom, left and

right nodes, and during each iteration, each node updates its information from the

messages received from its neighbouring nodes in the last iteration, then computes

new messages, and sends it out to its neighbouring nodes. Then iteration ends

when all points converge, which means the difference between the new message

and the old message from the last iteration is either very small or the same. The

final disparity is chosen based on the disparity with the minimum cost.

The main advantages of global and semi-global optimisation based algorithms

over local optimisation are: the computed disparity maps are more accurate when

comparing to the corresponding ground truth, and it performs much better around

object boundary areas. Resulting in a much sharper edge, due to such optimisa-

tions account for additional information from neighbouring points (semi-global

optimisation) or all the points in the disparity map (global optimisation). Other

parameters such as smoothing weight suppress matching errors caused by random

noise in the images and occluded points. It can also adapt to more advanced cost

functions such as mutual information (MI) [8, 32]. Which accounts for any uniform

image transformations e.g. variation in contrast and brightness, and similarly, sig-

nal adaptation (SA) [17], that accounts for uniform or non-uniform variation in

contrast and brightness only.

The disadvantages of those approaches are that it is much slower compared to the

local optimisation based approach, and the results are highly dependent on the



Chapter 2. Related Work 16

input parameters e.g. weight for both cost and smoothing. For BP, it has slow

computation speed due to the number of iterations required for convergence, and

the convergence of BP is not guaranteed, but it has been shown it does converge

under certain conditions [38].

2.2 Image Mismatch Cost Functions

2.2.1 Pixel-wise Matching Cost

The most basic matching cost function in stereo matching is the pixel-wise match-

ing score 2.1, which only considers the absolute distance between either colour

(RGB) or grey values, which makes it highly vulnerable to any image noise, but

it is very easy to implement. The pixel-wise matching score is the following:

C(x, y, d) = |IL(x, y)− IR(x− d, y)| (2.1)

Here, IL and IR represent the left and right image lattice, respectively, d is the

disparity within certain disparity range d ∈ dmin, dmax. As for colour values, we

simply sum the absolute difference between each of the three colour channels.

2.2.2 Colour Metric Function

The colour metric function introduced in [45] improves the basic pixel-wise match

by evaluating a perceptually justified distance between the corresponding colours,

which is closer to the human perception of colour, which is non-linear and different

from the RGB colour model commonly used to represent colour. By taking the

above into account, the resulting colour metric function added several weights to

each of the colour components. It is also easy to implement and gives much better

results regarding matching accuracy compared to the simple SAD. Let iL and iR
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be the pixels in the left and right image, and the colour metric is calculated as

follows:



r = IL,r − IR,r
∆R = IL,r − IR,r
∆G = IL,g − IR,g
∆B = IL,b − IR,b

(2.2)

Ccm =

√(
2 +

r

256

)
·∆R2 + 4 ·∆G2 +

(
2 +

255− r
256

)
·∆B2 (2.3)

In real-world stereo images, due to the lighting and the camera sensor, there might

be noise and slight variation in brightness or contrast for the corresponding points.

Basic pixel-wise matching cost function such as pixel-wise matching score and

colour metric mentioned above would fail for such stereo images, which result in a

large amount of matching error. To account for such random or uniform variation

of brightness and contrast offset, a matching cost function that can adapt to such

changes should be used.

2.2.3 Window Based Cost Function

Window based cost functions [21, 30, 44, 58, 69] which uses either sum of absolute

difference (SAD), or sum of squared difference (SSD) can account for small amount

of noise, and minor variations in brightness due to the use of a matching window.

The matching window represents a small rectangle region of pixels centred around

the current matching pixel, the size of the matching window can be either fixed or

adaptive [60, 61]. Where the latter means the window size will change based on

the characteristics of the current region, e.g. larger window size for homogeneous

textured area, and smaller window size non-homogeneous textured areas. The

matching score is computed by comparing the difference between the signals in

both matching windows. Other window based approach in [13, 31] defines multiple
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windows per pixel and uses the best suitable window for that pixels based on the

cost within the window, but still retain a fixed window shape and size.

The cross based matching cost [35, 68, 72] uses a similar idea as the matching

window, where we should compare regions in the image instead of just single

pixels. The main problem with the matching window approach is that the window

shape is fixed, even with adapting window size, we can have windows that overlap

different regions in the image, which is more likely to cause wrong matches. The

idea of cross based matching is to construct a window for each pixel that has

both different shape and size. First, a cross is constructed for each pixel, a cross is

defined as the largest span of pixels with similar colour as the current pixel, in four

different directions: left, right, top and bottom. The colour similarity between two

pixels p1 and p2is evaluated as follows:

δ(p1, p2) =


1, max

c∈{r,g,b}
(|Ic(p1)− Ic(p2)|) ≤ τ

0, otherwise
(2.4)

Here, for each direction, let p1 be the position of the centre pixel (xc, yc), and p2

be the pixel position it compared to, e.g. for the left side: (xc − z, yc), where the

length of the span z is continuously increased by 1 if 2.4 holds, until it reaches a

predefined maximum arm length. The similarity between colours is defined if the

maximum difference between each of the colour channels of two pixels is less than

a threshold τ . The minimum arm length is set to 1 to ensure a minimum of a 3×3

sized region. The four arms in each direction forms the local cross for the current

pixel. Lastly, the matching region U(p) for the pixel p is defined as follows: for

each pixel within the top and bottom span of the local cross, account for all pixels

within the left and right span of that pixel, thus forming a unique shaped region

for each local cross.

After the four arm lengths are computed for each pixel in both left and right image,

the cost for corresponding points is computed as the sum of absolute difference



Chapter 2. Related Work 19

between the two cross regions:

Cd(p) =
1

||Ud(p)||
∑

s∈Ud(p)

ed(s) (2.5)

where T is the upper bound of the difference between the corresponding signals;

ed(s) = min

 ∑
c∈{R,G,B}

|Ic(s)− I ′c(s′)|, T

 (2.6)

and Ud(p) denotes the common region of the cross regions of two corresponding

points: Ud(p) = {(x, y)|(x, y) ∈ U(p), (x − d, y) ∈ U(p′)}, where U(p) and U(p′)

are the matching regions in the left, and right image, respectively. The cross

matching cost is the sum of absolute difference between pixels within this common

region, and the cost is normalised by the total number of pixels in the common

region ||Ud(p)||. The main advantage of this approach is it solved the problem

of traditional window based approach with fixed window shape, as the adapting

window size is less likely to include regions from other surfaces in the scene.

2.2.4 Signal Adaptation

The signal adaptation model introduced in [17] along with SDPS accounts for

brightness and contrast offset by adjusting image signals (intensities only) along

each potentially optimal epipolar profile. The adjustment is done by analysing

local contrast and offset changes between pixels in each image. Then the signals

are adjusted within a small range of increments (positive and negative) along the

epipolar profile. The adaptation model is based on the symmetric Cyclopean

model, let i1 and i2 be the pixel in the left and right image, the corresponding

Cyclopean signal iC is:

iC =
1

2
(i1 + i2) (2.7)

Let pr : B be the position of the previous binocular state along the profile of the

current position p, the adapted signal with respect to the left image î1 is calculated



Chapter 2. Related Work 20

as follows:

î1 =


îmin
1 if i1 < îmin

1

i1 if îmin
1 ≤ i1 ≤ îmax

1

îmax
1 if i1 > îmax

1

(2.8)

Where îmin
1 and îmax

1 are the signal adaptation range:

îmin
1 = min

ε
(̂i1pr:B + ε(iC − iCpr:B

)

îmax
1 = max

ε
(̂i1pr:B + ε(iC − iCpr:B

)
(2.9)

Here, ε ∈ [εmin, εmax] is the parameter that adjust the adaptation percentage where

0 < εmin ≤ 1 ≤ εmax = 2 − εmin < 2. It controls the value of îmin
1 and îmax

1 which

is the upper, and lower bound for the range of expected intensity values, based

on the current, and the previous Cyclopean signal intensities for the binocularly

visible point.

Finally, the signal adaptation matching cost for the binocular state CSA(B) is

calculated as follows:

Csa(B) = |i1 − î1| (2.10)

The main advantage of signal adaptation is in matching real-world images, which

differ by brightness and contrast by adjusting increment range. The disadvantage

is that it accounts only for intensities, making it vulnerable to large noise, in the

case where different colours have the same intensities.

2.2.5 Mutual Information

The mutual information (MI) based matching cost [9, 32, 63] is a powerful tool

that can account for any uniform image transformations in the images. The MI

is defined as a measure of two images mutual dependence, which is the measure

of how well one image tell us about the other. The MI matching cost in this
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approach is computed based on a probability distribution of corresponding points

in the stereo pair.

PDi(i, j) =
1

n

∑
p

N [(i, j) = (I1(p), I2(p− dp)] (2.11)

Firstly, a histogram PDi is calculated by counting the corresponding intensities in

both images, by using an initial disparity map Di. Here, let dp be the disparity in

the initial disparity map at point p, where p− dp is the corresponding position of

the matching intensity in the matching image, and n is the total number of points.

Let N [] by the operator of this distribution, where it is equal to 1 if the argument

is true, and 0 if the argument is false.

Next, a Gaussian convolution represented with ⊗g(i, j) is applied to obtain the

probability distribution:

P ′Di(i, j) = PDi(i, j)⊗ g(i, j) (2.12)

After the Gaussian convolution, all the zeros in the histogram are replaced with a

tiny number, because the logarithm of zero is undefined, and the mutual informa-

tion lookup table MI is calculated as follows:

MI(i, j) = − 1

n
log(P ′Di(i, j))⊗ g(i, j) (2.13)

and the mutual information data term is the following:

Cmi = D(I1(p), I2(p− di)) (2.14)

The next problem is an initial disparity map is required to calculate the mutual

information data term. The initial disparity map is used to compute a probability

map by sampling all the corresponding points using the initial disparities.
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Although the accuracy of the initial disparity map is affected by the quality of

the probability map. It has been shown that even a rough estimation of disparity

map [23], or a random image [32], it can still provide a reasonable estimation of the

probability map due to a significant amount of sampling. The main advantage of

MI is that any uniform image transformation can be account for e.g. brightness,

contrast, colour filter, inverted colours, but it does not work for images with a

large amount of noise or image transformations that are non-uniform.

2.3 Stereo Matching by Energy Minimisation

2.3.1 Symmetric Cyclopean Matching Model

The CP framework uses a symmetric Cyclopean matching model, which was intro-

duced in [14, 17], this model accounts for different visibility states, it also simplifies

matching by limiting the transitions between each visibility state. The main ad-

vantage of this model is that the constructed stereo profiles do not contradict

physical stereo viewing or the human perception of a single surface.

This model differs from the traditional asymmetric matching model as it is able to

construct both disparity maps with respect to the left, and right reference frame

at the same time, by using a Cyclopean coordinate system (coordinates of pixels

with respect to a Cyclopean image). The traditional asymmetric matching model

constructs disparity map with respect to a single reference frame only (commonly

the left reference frame). This model also introduces a single surface constraint,

assuming the constructed disparity profile is a single, continuous profile, as illus-

trated in Figure. 2.2.

The example in Figure. 2.2 shows a simple disparity profile (red line) in the Cy-

clopean space of a single scan line. In this example, the black lines between the

nodes are all the possible transitions in the Cyclopean matching space, the diag-

onal transitions between the nodes are limited to ±1, due to transition between
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Figure 2.2: Single surface constraint in Cyclopean space.

different visibility states. The single surface constraint in this model assumes that

all constructed profiles along the transitions in this model will always be continu-

ous.

The Cyclopean matching model also introduced a visibility model for the nodes.

It defines three visibility states: monocularly visible at the left (ML), at the right

(MR), or binocularly visible (B), monocularly visible means the node can only be

seen on the left, or right image, where binocularly visible means it can be seen in

both left and right image.

For example, in Figure. 2.2, the visibility state for points A,C and D are binoc-

ularly visible, as the points can be projected to both the left and right image.

Where the visibility state for point B is monocularly visible to the left because

this point cannot be projected to the right, as the point is being occluded by point

C. Similarly, the visibility state for point E is monocularly visible to the right,

occluded by point E. The transitions between visibility states are constrained to

make sure that the constructed visual profiles do not contain points that cannot

be seen.
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Figure 2.3: Visibility transitions.

Figure. 2.3 shows all possible transitions between each of the visibility states (B,

M1, M2), where each node has up to three subsequent or preceding nodes, de-

pending on the direction.

(a) Forward transitions (b) Backward transitions

Figure 2.4: Forward and backward pass transitions between different visibility
states.

A simple forward pass and backward pass using this model are shown in Figure. 2.4.

Let the node at positions (x0, d0) and (x0 − 1, d0) be the destination nodes in

the forward pass and backward pass, respectively. Here, the transitions between
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visibility states are slightly different for both the forward pass and backward pass,

as the transitions in the backward pass do not simply mirror the transitions in the

forward pass. This symmetric matching model simplifies the matching problem by

limiting transition between nodes (up to three), instead of allowing all transitions

in the traditional asymmetric model, which may construct visual profiles with

points that cannot be seen. e.g. points occluded by both left and right image.

2.3.2 Stereo Matching Algorithms

Approximate minimisation of the energy in Eq. 1.7 over a single scan line using

symmetric dynamic programming stereo (SDPS) [15] and 1D belief propagation

(1DBP) [19] are some of the popular semi-global optimisation approaches in stereo.

The main advantage of those approaches is the fast computation speed due to

independent optimisation of the energy function for each scan-line. Which makes

it suitable for parallel implementation to achieve real-time stereo, which has been

achieved by using field-programmable gate array (FPGA) [28, 29, 39, 40, 44], and

on graphics processing unit (GPU) [19, 20, 33, 73].

The SDPS uses a Markov chain model for each scan line in the disparity map,

and it uses the SA matching cost model to account for large variations in bright-

ness and contrast offset in real-world images. The SDPS minimises the energy

function by propagating a single forward message for each scan line, accumulate

candidate minimal energies, and stores the position to its previous minima. Then

it backtraces and restores disparities corresponding to the global minima at the

last position of the scan line. Similar to SDPS, 1DBP also uses the Markov chain

model. It minimises the energy function by propagating a forward message (from

left to right), and a backward message (from right to left) for each scan line,

where both passes accumulate candidate minimal energies, but it does not store

the position to its previous minima in both passes. After both passes, for each

disparity position, the messages are summed, and the final disparity is chosen

based on the disparity with the minimum cost. The 1D smoothing used in both
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SDPS and 1DBP penalise large jumps between current and previous disparities,

with additional constraints on visibility transitions.

More efficient DP based on tree structure is introduced in [62], it aims to improve

the original DP by using a tree structure to approximate the 4-connected graph

used in BP, as DP cannot be applied to 4-connected graph due to cycles. Here,

the tree structure is constructed by cutting off edges in the graph that has high

gradients in the intensity image of the scene, so that each node only connects to

a single node, and all the nodes are connected. The goal of this approach is to

reduce the horizontal stripes in the original DP by accounting for all nodes in the

tree instead of a single scan line. But the downside of this approach is a large

amount of edge information are lost to construct such tree, to avoid cycles, and

therefore there are no major improvements on the results.

Another tree structure for DP was introduced in [3]. In this approach, for each

pixel, two trees are constructed, a horizontal tree and vertical tree, where both

trees include all pixels in the graph to approximate the 4-connected graph. In the

horizontal tree, for each horizontal line, the centre node collects messages from its

left and right neighbours by using a forward pass and backward pass. Then, similar

vertical passes are performed using the messages obtained in the horizontal passes

for the root node, and a similar message pass scheme was used for the vertical

tree. This approach avoids horizontal stripes by combining energies from both

horizontal and vertical tree, but it can be inefficient as both full tree passes need

to be performed for each pixel.

A weighted dynamic programming stereo using a single-direction 4-connected

tree is introduced in [24, 25]. In this approach, four different single-direction

4-connected trees are constructed, each following a diagonal direction where all

nodes are connected, e.g. for the direction starting from top left to bottom right,

each node receives a message from its top and left neighbour. A weighted dynamic

programming was used to account for nodes that receive the same message from a

root node twice. Using the previous example, for a four-node neighbourhood, the

destination node’s top and left neighbour would each receive a message from its
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left and top neighbour node. Which in this case is the same root node, therefore

this message will be passed to the destination node twice, where in their approach,

that message from the root node is subtracted from the destination node. The

final disparity is chosen based on the disparity with the minimum messages after

messages from all four single-direction 4-connected trees are combined.

Approximate minimisation of the energy in Eq. 1.7 by the SGM [22, 23] is one

of the most popular [1, 6, 26, 42, 48, 49, 51] applied stereo algorithms because

its accuracy is comparable to much more complicated exact or approximate en-

ergy minimisation techniques, such as, e.g., iterative loopy BP (LBP) [11, 53], or

iterative graph-cut (GC) [4]. As this technique is also used in top performing al-

gorithms such as MC-CNN-acrt [70] on the Middlebury evaluation website, which

uses matching cost computed with a convolutional neural network. The SGM ap-

proximates the 2D energy minimisation on the undirected 4-neighbourhood graph

supporting the posterior model and its energy functional of Eq. 1.7 by averag-

ing results of the partial 1D energy minimisation along multiple connected paths

across the supporting graph.

The implementation in [23] uses 16 paths, crossing most of the graph nodes hor-

izontally, vertically, and in multiple diagonal directions. Much as in the 1D BP,

forward and backward messages propagating along each path accumulate the can-

didate minimal energies, the cumulative forward and backward candidates being

stored for each disparity at each supporting node. After storing all the cumu-

lative forward and backward candidate messages over all the paths, the average

sums of the incoming messages for each disparity at each node approximate the

conditionally minimum total energy, such that its minimiser has one fixed dispar-

ity. Nodal components (disparities) of the goal unconditional global minimiser(s)

correspond to the minimum conditional total energy at each node. Due to non-

iterative message computations, independent paths, and inherent parallelism of

message propagation, the SGM is much faster than the LBP or GC and allows

for efficient software and hardware parallel implementations. Its accuracy can be

further improved by adding more paths.



Chapter 3

Concurrent Propagation (CP)

This chapter overviews the main concept of concurrent propagation (CP), with

the goal to account for multiple equivalent solutions of ill-posed stereo matching

problems. It also examines the CP solution space obtained under a thresholded

matching cost function, to account for slight variation in colour of matching pixels,

especially in real-world stereo pairs. Distribution of the visibility states within the

solution space is explored to use the information to extract features of objects

within the scene.

3.1 Main CP Concepts

Recovering a hidden Markov chain of nodes by global minimisation of an additive

energy of nodal states and observations depending on the states may not neces-

sarily be well posed, i.e. have a unique minimiser. For ill-posed problems such as

stereo matching, popular stereo matching algorithms such as DP, and BP can have

multiple equivalent minima in its final solution after computation, as illustrated

in Figure. 3.1.

Here, Figure. 3.1 presents images that show the positions within the disparity map

that has multiple equivalent solutions (marked in black). For both DP (suppose we

28
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Figure 3.1: Images of disparity map computed using DP (1st row) and BP
(2nd row), with an image showing the locations with multiple solutions.

stored all the messages during the forward pass, as the original framework cannot

detect such positions) and BP (by analysing the messages in the final belief vector).

The problem with multiple equivalent solutions is not accounted for in most of

today’s stereo matching algorithms such as DP and BP as shown in Figure. 3.1.

In such situations, both the DP and BP framework does not provide ways to cope

with such solutions, and usually, an arbitrary solution is selected.

Both the algorithms are originally designed under the assumption of either the

solution is unique in BP, or the path to reach such optimal solution it is not im-

portant as long as the solution is optimal in DP, e.g. the shortest path problem,

where the path remains optimal no matter which equivalent nodal states are se-

lected, as long as those nodal states correspond to the same local minima. But

when those algorithms are applied to the ill-posed stereo matching problem, the

nodal states along the path to reach the optimal solution must be account for, as

each nodal states along the path represent the value of disparity. In stereo match-

ing, for each pixel in the reference image, there should be only one corresponding
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pixel in the other image.

In the original DP framework, there are two sets of message passes, during the

forward message pass, DP only stores a single arbitrarily selected back transition

to its previous local minima, even if there are multiple ones, therefore it is not

possible to retrieve those equivalent solutions during the backtrace step. The

reason to store a single back transition is to save memory, which makes DP very

memory efficient when processing large images with a large disparity range, which

is invaluable when available memory is limited.

Figure. 3.2 shows an example of the DP forward pass and backward pass when

there are multiple local minima. Here, let the black line between nodes be all the

possible transitions among all the visibility states. In the forward pass, let the

green lines be the stored local minima for each of the visibility states, and let the

cyan lines be the equivalent local minima that are not stored in the forward pass.

In the backward pass, let the magenta lines be the back traced path along the line

based on the global minimum starting from the node in the last position. Let the

grey line be another back traced path starting from the node in the last position

that has the same global minima. In the case of DP, the information of the cyan

line in the forward pass, and the grey line in the backward pass are lost, although

those back transitions and path present an equally valid solution to the magenta

line solution.

For the BP framework, each node computes new messages using the old messages

in the previous iteration from its neighbouring nodes, therefore all message are

stored during all stages of the iteration. When computing the final belief vector,

it is very easy to detect if there are multiple equivalent nodal states. But the BP

framework does not provide ways to select among such nodal states, and usually

the closest (first) disparity is selected, and such selection does not guarantee the

selected state to be the correct one corresponding to the ground truth.

The main idea of CP framework is to address the shortcoming of algorithms such

as DP and BP, which does not account for multiple equivalent solutions, or unable
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(a) Forward pass

(b) Backward pass

Figure 3.2: Example of DP forward pass and backward pass.

to detect such solutions. The early concept of CP came from a modified version

of DP that instead of storing only back transitions to its previous local minima,

it would also store all messages during the computation. The CP framework
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combines the properties of the DP and BP, which can store the unique minimiser,

or an entire space of solutions that permits in principle, to trace each minimiser,

and it can detect whether the problem is well or ill-posed. Here, like in BP, all

the solutions are stored during computation, but in addition, like in DP, we also

store the transitions between all local minima for each nodal state, which include

multiple transitions to all equivalent minima instead of single one. Having such

solution space gave us the advantage of adding additional criteria when selecting

the final solution.

Figure. 3.3 show an example of the CP forward pass and backward pass. In

the diagrams, let the black lines between the nodes be the links between nodes

according to the Cyclopean matching model, where each node has three incoming

and outgoing links to its neighbouring nodes. In the diagram for the CP forward

pass, let the green lines represent the stored link of each node to its previous

optimal local minima. Note here that each node can store more than one link (up

to 3 links in this model) to its previous local minima if there is more than one

node that has the same optimal local minima. This step differs from DP example

shown in Figure. 3.2, as only one arbitrary link is stored when there are multiple

equivalent ones.

In the diagram of the backward pass, let the magenta lines represent the back

traced paths, which begin at the position of the nodes in the last column corre-

spond to the global minimum, restoring path along the stored paths (green lines

in the forward pass). Here, instead of back tracing from only a single position

when there are multiple equivalent global minimums like in DP, the CP backtrace

from all positions that have the equivalent global minimum, and then restores all

paths along the line as shown in the backward pass diagram. All the nodes, vis-

ibility states and transitions along the path during the backward pass forms the

CP solutions space.

The solution space contains all equivalent local minimisers that corresponding to

the same global minimum, the final solution can then be obtained by applied

additional constraints, e.g. surface smoothing.
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(a) Forward pass

(b) Backward pass

Figure 3.3: Example of CP forward pass and backward pass.

Let x and dx denote a node and its discrete state in a graphical model of a Markov

chain d = [dx : x = 1, . . . , n] of the n nodes taking states dx ∈ S = {dmin, dmin +

1, . . . , dmax}. Transitions between the successive nodes are constrained by fixing a
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subset Px(dx) ⊆ S of the preceding states dx−1 for each current state dx ∈ D; x =

2, . . . , n. This Markov model results in an additive n-variate scalar energy E(d) of

a chain of the admissible states {d = (d1, . . . , dn) ∈ Sn; dx−1 ∈ Px(dx) : x = 2, . . . , n}:

E(d) =
n∑
x=1

ϕx(dx) +
n∑
x=2

fx−1(dx−1, dx) (3.1)

where each of the n non-negative univariate terms, ϕx(dx); x = 1, . . . , n, depends

on both the state and observations associated with the node x, and each of the

n − 1 bivariate non-negative terms, fx−1(dx−1, dx); x = 2, . . . , n, depends on the

admissible successive pair (dx−1 ∈ Px(dx); dx) of the states.

To find the global energy minimum, E∗ = min
d∈Sn

E(d), and the space of correspond-

ing global minimisers, D∗ = arg min
d∈Sn

E(d), the forward CP pass computes the

potentially optimum partial cumulants, or forward messages Fx−1(dx−1):

F1(d1) = 0; d1 ∈ S;

Fx(dx) = min
q∈Px(dx)

{Fx−1(q) + ϕx−1(q) + fx−1(q, dx)} ; dx ∈ S;

x = 2, . . . , n

(3.2)

but stores an entire subset, Tb:x(q) ⊆ Px(q); q ∈ D, of pointers to candidate

backward transitions:

Tb:x(dx) = arg min
q∈Px(dx)

{Fx−1(q) + ϕx−1(q) + fx−1(q, dx)} (3.3)

Both the BP and DP also compute the forward messages Fx(dx), sent to each node

x in the state dx by the potentially optimal incoming candidate subchain(s). But

unlike the BP, the CP stores the potentially optimum transitions Tb:x(dx), too,

and all of them rather than a single arbitrary backward pointer as the DP. The

cardinality of the subsets Tb:x(q) varies from 1 to |Px(q)|, depending on the actual

number of the equivalent candidate minimisers in Eq. (3.3).

The backward CP pass can be similar to the DP and mark the states from the

optimal solution(s) by backtracking all the globally optimal candidates:
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 S∗n = arg min
q∈S
{Fn(q)}

S∗x−1 = Tb:x(S∗x); x = n, n− 1, . . . , 2
(3.4)

where S∗x ⊆ S denotes a subset of states, marked as the components of the goal

solution(s). If the problem is ill-posed, i.e., two or more optimal states are marked

for at least one of the nodes, the CP stores the entire space of the global minimisers

by keeping for each optimal state d∗x ∈ S∗x pointers to all the preceding optimal

states d∗x−1 ∈ Tb:x(d
∗
x) ⊂ S∗x−1. In contrast to the BP, any global minimiser can be

now traced in the space stored, e.g., the two most distant solutions in this space

that form pseudo-envelopes of that space.

Alternatively, the CP can compute the backward messages, Φx(dx), as the BP,

and store simultaneously the potentially optimal forward pointers, Tf:x(dx):

Φn(dn) = 0; dn ∈ S;

Φx(dx) = min
q∈Nx(dx)

{Φx+1(q) + ϕx+1(q) + fx(dx, q)} ;

Tf:x(dx) = arg min
q∈Nx(dx)

{Φx+1(q) + ϕx+1(q) + fx(dx, q)} ;

dx ∈ S; x = n− 1, . . . , 1

(3.5)

where the subsets Nx(dx) ⊆ S of the subsequent states dx+1 for each current state

dx ∈ S; x = 1, . . . , n− 1, are derived from the known subsets Px(dx).

The forward and backward messaging lead to a loopy CP (LCP), which is similar to

the loopy BP (LBP) [11], but stores not only the incoming messages, it also stores

the node-wise potentially optimal transitions to the nearest neighbours. The LCP,

if converging, performs an approximate ill-posed energy minimisation by forming

a space of the minimum-energy samples of a Markov field of states supported by

a 2D or 3D lattice of nodes. Like the LBP, the LCP calls for intensive iterative

computations, and it is explained more in detail in Chapter 6.
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3.2 1D and 2D Concurrent Propagation

In this thesis, we present two stereo matching algorithms based on the CP frame-

work. The first one uses the symmetric concurrent propagation stereo that also

incorporates a semi-global smoothing scheme based on the semi-global matching

(SGM) algorithm [23]. The second algorithm is a 2D extension of the 1D concur-

rent propagation framework based on loopy belief propagation [11, 53].

The 1D scheme first stores a space of θ-least minimisers using symmetric con-

current propagation stereo (SCPS), that account for different visibility states by

adapting to a symmetric Cyclopean matching model [14, 17]. Where transitions

between disparities are restricted by the visibility states, such that constructed

surfaces does not violate human perception of a single, continuous surface. The

solution is then obtained by semi-global smoothing (SGS) which is based on SGM,

to account for both horizontal and vertical links between nodes by smoothing in

16 different directions. This algorithm can achieve accuracy similar to that of

the original SGM but without any parameter adjustment. The flexibility of this

framework also allows us to adapt to more advanced matching costs such as mutual

information (MI) [9, 32, 63], and signal adaptation [17]. To account for brightness

and contrast variations between the stereo images, where the latter can account

for both uniform and non-uniform brightness and contrast variations comparing

to only uniform variations for MI.

The 2D scheme extend the framework to account for both the vertical and hori-

zontal links between the nodes in a Markov random field model of disparity maps,

for both the signal matching and surface smoothing stages, instead of the 1D

matching, and smoothing in multiple 1D Markov chains model of disparity maps

in the 1D concurrent propagation scheme. Here, our scheme first builds the space

of minimisers in the matching stage by using the message passing scheme of belief

propagation, only on the initial iterations, then the links between all minimisers

are constructed and stored using a memory efficient bit array. The stored links

allow us to check the consistence between all solutions, to avoid the intersection
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problem of the original BP, where the final minimiser might not trace back to

the same minimiser along the link. The following smoothing stage also follows

the iterative BP schemes, where messages are passed and updated between all

minimisers in the solution space iteratively. The final solutions are then obtained

using a wave propagation scheme using the stored links.

Both of our algorithms aim to improve the conventional stereo matching algorithms

by: (i) acknowledge and account for ill-posed stereo matching by storing a space

of all θ-least minimisers, and all links between the minimisers. (ii) separation of

signal matching and surface smoothing that allow for fine tuning of both terms

without affecting the other one. (iii) replacing the regularisation weight w with

an adapting threshold θ to avoid excessive parameter adjustment to fit the given

stereo scene, and simplifying surface smoothing.

3.3 CP Solution Space

The CP framework introduced in Chapter. 3 combine features of DP and BP

to store and backtrace a space of solutions that account for multiple equivalent

solutions. Since the CP pass does not account for surface smoothing as it is another

separate stage, a small matching threshold must be introduced in the cost function

to account for slight variation in colours between the matching pixels.

As shown in Figure. 3.4, we used the ground-truth image to compare the dif-

ference in colour between the matching pixels in left, and right images for the

stereo pairs ”Teddy” and Cones. Here, we used the ground-truth image to get

the corresponding pixels in the right reference image at position (x − d, y), and

compare the total absolute difference in all three colour channels (RGB). The re-

sulting image uses different colour to represent the different threshold of colour

difference. In our results, the images show a slight difference in colour between

most of the corresponding pixels, with larger difference in occluded regions. Thus

using the absolute difference in colour during the CP stage would give us less than
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Figure 3.4: Absolute difference in colour between corresponding pixels using
the pixel-wise cost function 2.1, for stereo pairs ”Teddy” and Cones. Grey-scale:
C(x, y, d) < 10, blue: 10 < C(x, y, d) < 20, green: 20 < C(x, y, d) < 50, and

red: C(x, y, d) >= 50

desired true solutions in the solution space, and those solutions cannot be found

by applying additional constraint such as surface smoothing in the following stage.

Let C(p1,p2) be the pixel-wise cost function, e.g. simple single pixel-wise cost

function Eq. 2.1 or the more advanced colour metric function Eq. 2.3, the CP uses

a modified thresholded metric, Cθ(p1,p2), to add secondary θ-least mismatch so-

lutions, in order to account for slight colour variations between the corresponding

pixel in real-world stereo images, to the space of solutions built by the CP, back-

trace a space of solutions that account for multiple equivalent solutions. Since the

CP pass does not account for surface smoothing as it is another separate stage, a

small matching threshold must be introduced in the cost function to account for

slight variation in colours between the matching pixels.

Cθ(p1,p2) = max{0, C0(p1,p2)− θ} (3.6)

After the CP pass with a thresholded matching cost function, we obtain a solution

space that contains visibility states along the back traced paths from all the equiv-

alent global minimum solutions. The first thing we can analyse is the effect of the

threshold values have on the solution space, by examining the difference between



Chapter 3. Concurrent Propagation (CP) 39

the upper bound and lower bound solutions. The concept of upper bound and

lower bound solutions within the solution space are explained in Figure. 3.5.

An example of the CP solution space, upper bound solution, and the lower bound

solution is shown in Figure. 3.5. Here, let the first image be a solution space of

CP after the forward and backward pass, correspond to the example shown in

Figure. 3.3, and let the magenta lines and nodes be the stored transitions, and

visibility states within the solution space, respectively. The second and third image

show the upper bound and lower bound solutions marked in black lines within the

solution space. Here, the upper bound and lower bound solution are the solutions

following the top most and bottom most path within the solution space. The

information provided by the upper and lower bound solutions can provide us with

information about how tight is the solution space, the solution is tight if both the

upper and lower bound solution is similar, and loose otherwise. Here, the goal of

CP is to obtain a solution space that is tight such that it also contains most of

the ground-truth disparities, but not too loose that it contain most of disparities.

The effect of different colour threshold values θ has on the upper and lower bound

solutions are shown in Table. 3.1, using the Tsukuba Head stereo pair. The first

two columns of images show the upper and lower bound solutions within the

solution space. In the images on the third column, positions where the ground-

truth disparities are not included within the solution space are marked in black.

Similarly, positions where the ground-truth disparities are included within the

solution space are marked in white, and occluded areas are marked in grey, those

images are generated using the ground-truth, and occlusion map provided with

the stereo pair.

The results in Table. 3.1 shows us that even though colour matching without the

threshold value θ = 0 gave us a very tight solution space (similar upper bound

and lower bound solutions), most ground-truth disparities are outside such solu-

tion space as shown in Table. 3.3. Which means smoothing within such solution

space would give us inaccurate disparities as true disparities are not contained.
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(a) Full CP Solution Space

(b) Upper Solution

(c) Lower Solution

Figure 3.5: Example of CP solution space, upper bound solution, and lower
bound solution.
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Table 3.1: Example of CP solution space, upper bound, and lower bound
solution, with threshold θ=0,4,8,16,32.

θ Lower Bound Upper Bound Ground-truth Inside
0

4

8

16

32

Even by applying a small threshold e.g.θ = 4, we would largely improve the per-

centage of ground-truth disparity inside the solution space. As shown in Table. 3.3

Using very large threshold θ = 32, would give us a solution that includes almost

all ground-truth disparities, but such solution space might include too many po-

tential solutions, due to the large range of acceptable secondary solutions with

such threshold.
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Table 3.2: Example of CP upper bound, and lower bound solution, for stereo
pairs Venus, ”Teddy” and Cones, for θ=0,8.

θ Lower Bound Upper Bound Ground-truth Inside
0

8

0

8

0

8

Additional upper and lower bound comparisons are presented in Table. 3.2, using

Venus, ”Teddy” and Cones stereo pairs. The results here are consistent with the

Tsukuba Head stereo pair, with no threshold, the solution space is very tight with

similar upper bound and lower bound images. But with a small threshold e.g.
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θ = 8, the solution space is expanded, and we can see object boundaries within

the lower and upper bound images. As such areas have very limited matches

even with the threshold value, unlike homogeneous textured areas, where a large

number of secondary solutions are included by using the threshold.

Table 3.3: Percentage % of ground-truth disparities inside the CP solution
space for different θ values.

Scene Threshold: θ
0 4 8 16 32

Tsukuba 48.1 93.3 97.7 99.4 99.9
Venus 23.5 86.7 94.4 97.4 98.7
Teddy 24.2 90 96.4 98.1 99.2
Cones 15.7 86.3 95.2 98.1 99.1

The results in Table. 3.3 shows us even with a small threshold value e.g. θ = 4,

we can largely improve the percentage of ground-truth disparities inside the CP

space of minimisers. As we further increase the threshold, the percentage only

increases marginally, with θ = 8 and 16 give us a good percentage of ground-truth

disparities inside the solution space. Although we can further increase it by using

an even larger threshold, e.g. θ = 32, but the result only improved slightly, around

1%, but at the same time, we would have included too many secondary solutions

due to the large increase in threshold and a slight increase in percentage.

3.4 Structural Properties of the Solution Space

In the previous section, we have observed that the images of the upper and lower

bound solutions reveal some characteristic details of the 3D scene, such as object

boundaries. This can be explained as the number of solutions for boundary areas

are much lower comparing to areas with homogeneous textures.

Here, we first analysed the true boundaries in the stereo pairs, Cones” and ”Teddy”,

from the Middlebury Stereo Vision website [47], shown in Figure. 3.6. We extract

the boundaries points in the given ground truth disparity maps using the following

condition: when the two neighbouring disparities have the difference of more than
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Figure 3.6: Stereo pairs Cones and ”Teddy” [47]: from left to right – the left
and right reference frames, the reduced to the left frame true disparity map,

and its boundaries (discontinuities of the 3D disparity surface).

2, then that point is considered as true object boundaries, we disregard neighbour-

ing disparities with difference of 1 due to it is more likely to detect points on a

slant surface, with a gradual increase or decrease in disparities.

Traditional 1D energy minimisation algorithms such as DP uses a constant penalty

on the unit disparity deviations in the selected 1D disparity profiles, which results

in an over-smooth disparity maps with distorted boundaries in the form of stripes,

e.g. parts of Cones in the Cones” stereo pair as shown in Figure. 3.7. Distorted

boundaries as a result of over smoothing from the 1D DP stereo are well known,

and thus it is expected in 1DCP which uses the same 1D smoothing scheme. The

main difference between DP and 1DCP is that the final disparity map is selected

from the CP solution space because the non-smoothness energy is not combined

with the weighted mismatch term. Thus the smoothness energy can be computed

in a separate step.

In Figure. 3.8, we compared the profiles between the ground-truth and smoothed

for two scan lines of the Cones” stereo pair computed using CP and 1D smoothing.

The selected profiles have different features, where the profile at row 25 is mostly

flat as it is the background, and the profile at row 228 contains different surfaces

across a few different objects in the scene. In 1D smoothing, line 228 is very chal-

lenging as it contains significant discontinuities between objects in the foreground
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Accuracy: 73% 80%

Figure 3.7: Over-smoothed 1D disparity profiles for Cones” and ”Teddy”
selected in the CP solution space for θ = 6 by minimising the number of their

MVPs.

and background, e.g. the tip of the cones, which violate the single surface con-

straint in our Cyclopean matching model. Therefore, during the 1D smoothing

within the CP solution space using a constant penalty of unit x-disparity changes

along each profile, result in missing tip of the cones in the disparity map.

The main advantage of the Cyclopean matching model’s single surface constraint

is that it can construct surfaces that are close to the ground truth surfaces, for

areas that have mostly flat textures, as shown in row 25. As for surfaces that

contain large depth discontinuities, e.g. row 228, additional information about

object boundaries is required to achieve higher reconstruction accuracy. If the

boundary information is provided during the smoothing stage, then we can focus

on smoothing different surfaces, rather than a single one, which will prevent smaller

surfaces i.e. the tip of the cones blend into the background surface, since that will

preserve a single continuous surface. As shown in Figure. 3.7, the true surface at

object boundaries, which are over-smoothed in the disparity map can be preserved.

As seen in the dark solution spaces in Figure. 3.8(b)–3.8(e), the true surface exists

in our solution space but is not selected due to significant depth discontinuity.

Analysing the visibility states within the CP solution space can provide us with

some information about the object boundaries, and structural information within

the scene. As we expect to have less BVP around object boundaries, and mostly
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(a) Left image

(b) Ground-truth profile at row y = 25

(c) Smoothed profile at row y = 25

(d) Ground-truth profile at row y = 228

(e) Smoothed profile at y = 228

Figure 3.8: True and selected smooth profiles at rows 25 (yellow in 3.8(a)) and
228 (green in 3.8(a)) on the (x, d)-slices of the state space showing grey-coded
mismatches of Eq. (2.3) for the BVPs: from black (0) to white (the maximal

mismatch).
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MVP. This is due to areas around object boundaries are likely to be occluded areas,

which would give us a larger value of pixel difference, since the corresponding

pixel are absent in the other image. In our CP solution space, each 3D point

(x, y, d) can have to up to three marked visibility states, binocularly visible (B),

monocularly visible to the left (ML), and monocularly visible to the right (MR)

after the backtracking (depend on the value of the threshold θ).

(a) Ground-truth disparity slice 51 (b) Solution space disparity slice 50

(c) Solution space disparity slice 51 (d) Solution space disparity slice 52

Figure 3.9: Distributions of B states (black pixels) in different disparity slices
in the solution space.

Figure. 3.9 first show the ground-truth image with the position of matches for

disparity 51, we choose this disparity because this disparity level contains the tip

of the cone in the Cones stereo pair, and we have shown earlier that the tip of

the cone is lost by using simple 1D smoothing. The next three images show the

position of matches in our solution space for disparities 50, 51, and 52, respectively.

Comparing our images to the ground-truth, we can clearly see that most of the
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disparities are contained in our disparity slice 51, comparing to slice 50 and 52,

especially at the tip of the cone area, but those disparities are not selected after

smoothing, due to no vertical support and over-smoothed background surface.

We explore the distributions of individual visibility states within each disparity d

column, aiming to extract information about the object boundaries based on our

earlier assumption, experimental results are shown in Chapter. 7.



Chapter 4

Stereo by SCPS-SGS

This chapter describes symmetric CP stereo combined with semi-global smooth-

ing (SCPS-SGS) of the goal disparity maps. The matching and smoothing are

separated into two steps. The matching stage uses CP to obtain a space of sig-

nal mismatch minimisers for a symmetric Cyclopean stereo viewing model. Then,

semi-global smoothing based on the semi-global matching is applied to account

for soft smoothness constraints along both horizontal, and vertical directions. To

overcome limitations of the simple 1D smoothing described earlier in Chapter. 3.

4.1 Two-Stage CP-Based Energy Minimisation

Traditional stereo matching algorithms reconstructs visible 3D surfaces d from a

pair of stereo images (g1,g2). The Markov random field model of disparity maps is

defined in terms of disparities between corresponding image points for each surface

and a conditional independent random field or a collection of conditional Markov

chains of optical signals at these points. Using this model, the optimal solution

is obtained by searching for a subset D∗ of global minimisers of a model-based

energy function Eq. 1.7.

The surface unevenness Eu(d) energy commonly penalises the difference between

the neighbouring disparities by a by summing the scaled absolute difference. The

49
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main goals of the surface unevenness energy are to allow for non-exact signal

matches between corresponding signals, caused by random noise in the images,

and at the same time, to enforce the smoothness of the surface by penalising

large jump between disparities. In other words, the weighted unevenness energy

not only constrains local deviations in the goal surface(s), but also adds to the

least-mismatch solutions the suboptimal ones, specified implicitly by the weight

w.

However, the combined energy minimisation of signal mismatch and surface un-

evenness in Eq. (1.7) does not guarantee the unique minimiser when applied to

the ill-posed stereo matching problem and has some limitations. As mentioned

in Chapter. 1, it is difficult to modify each of the energy terms using this model,

and/or adjust their parameters independently, as adjusting parameters in one en-

ergy term will affect the other one in unpredictable ways. The relative weight w

is usually selected by hand through trial and error, adjusting this weight affects

both the reconstruction accuracy and the resulting minimiser(s), D∗.

The proposed Two-Stage energy minimisation framework performing sequential

and separate minimisation of the energy terms, Em(g1,g2|d) andEu(d), of Eq. (1.7),

and excluding thus the combined energy, E(d|g1,g2), and its relative weight, w,

of the surface unevenness. Base on the ideas in Chapter. 3. Rather than via an

implicit influence of the weighted unevenness, the desired suboptimal θ-least mis-

match surfaces are included explicitly, by applying a threshold θ to every individual

mismatch between the corresponding signals.

The Two-Stage framework builds first and stores a space of the global mismatch

minimisers using CP:

D◦m = arg min
d∈D
{Em(g1,g2|d)} ⊂ D (4.1)

To account for admissible random deviations between the corresponding signals,

the suboptimal solutions are included into this space by thresholding the individual

signal mismatches. Then the space D◦m is reduced to a subspace of the least-uneven
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mismatch minimisers:

D∗u = arg min
d∈D◦

m

{Eu(d)} ⊂ D◦m. (4.2)

Then the semi-global smoothing (SGS) is applied within this united 3D space to

approximately minimise the total surface unevenness. The SGS is based on the

conventional SGM [23], the SGS minimises the profile unevenness in multiple direc-

tions and integrates the obtained subspaces of the least-uneven multi-directional

cross-sections of the surface.

4.2 SCPS-SGS Stereo Matching

Our SCPS-SGS stereo matching algorithm separate matching and smoothing into

two independent stages.

At the first matching stage, we first built a space of optimal 2D epipolar profiles

for each pair of the conjugate epipolar lines in a stereo by the SCPS (Chapter. 3),

under a certain threshold θ to account for random noises in images (Chapter.3).

Which would return a space contain θ-least mismatch profiles. The union D◦m

of these spaces contains all 3D θ-least mismatch surfaces for a given stereo pair

(g1,g2).

The general signal mismatch C0(p1,p2) is evaluated between corresponding pixels,

p1 and p2, the absolute or squared difference between the colour channels, or the

perceptual colour distance [45], which mimicking human colour discrimination for

different colour channels, or approximate mutual information (MI) [23, 32], that

account for uniform signal transformations in both the images. The Two-Stage

energy minimisation simplifies adjusting such a metric to account for random signal

deviations, including sensors noise, which makes the exact minimum distance or

maximum MI between the corresponding pixels an inadequate criterion of the true

match.
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The first matching stage of our SCPS-SGS can employ both the standard pixel-

wise matching cost or a more advanced signal adaptation matching model used

in SDPS [17]. This model leads to matching with simultaneous adaptation to

spatially-variant contrast and offset signal deviations, preserving visual similar-

ity between the images and caused, e.g., by varying illumination and reflection

properties of a surface. Comparing to matching model such as MI, which only ac-

counts for uniform transformation in images, the signal adaptation model accounts

for both uniform and non-uniform transformations in brightness and contrast in

images, where the latter would fail in the case of MI.

The second (smoothing) stage of the SCPS-SGS algorithm is applied within the

solution space of the θ-least epipolar mismatch minimisers obtained using SCPS.

Here, unlike the simple 1D smoothing used in Chapter. 3, which only account for

horizontal x-transitions between the successive disparities, for different visibility

states. The SGS smoothing also accounts for vertical y-neighbours, which are

unrestricted by the visibility constraints, as vertical transitions between visibility

states are undefined. Hence, each disparity in each visibility state has links to

all disparities and visibility states of its y-neighbours. Recall that the SCPS uses

the Cyclopean matching model, where each node has a limited transition to its

horizontal neighbours, due to visibility constraints. It also uses integer, and half-

integer coordinates x to separate even, and odd disparities, the full horizontal

neighbourhood for a node is shown in Figure. 4.1.

Figure. 4.2 the 2D Cyclopean matching model with added vertical neighbourhood

transitions, let the red nodes be all the neighbouring nodes to the blue node. Here,

each node has up to four horizontal neighbours, as they are divided by the half-

integer coordinates, with limited transitions, e.g. ±1 disparities, and only two

vertical neighbours (top and bottom), but with transitions to all disparities.

The SGS smoothing scheme is the same as the original SGM, which uses 16 for-

ward and backward message passing paths including horizontal, vertical, and three

diagonal directions. For each path, the messages are passed down the paths fol-

lowing a 1DBP scheme. In our scheme, we implemented the diagonal directions
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Figure 4.1: Horizontal neighbours in the Cyclopean matching space.

Figure 4.2: 2D Cyclopean matching space. All the blue nodes are the neigh-
bouring nodes of the red node.
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by alternating the x- and y-steps in accord with the directional angle, as shown in

Figure. 4.3.

(a) π
8

(b) π
4

(c) 3π
8

Figure 4.3: Diagonal smoothing paths in the 2nd and 4th quadrants.

The restricted to ±1 disparity changes along the profile make the x-directed un-

evenness cost depending only on the current visibility state (binocular B, monoc-

ular to the left M1, and monocular to the right M2), vi:

Ch(vi = B) = 0; Ch(vi = M1) = Ch(vi = M2) = 1 (4.3)

The y-directed disparity changes, ∆d, across the neighbouring profiles are unre-

stricted, and the original SGM uses a selected empirically unevenness cost λy of

the larger than unit changes:

Cv(∆d) = min {|∆d|, λy} (4.4)

The SGS message passing scheme is the same as the original SGM, the only dif-

ference is that all horizontal transitions for the 16 paths also account for vis-

ibility states, and its constraints, due to the Cyclopean matching space. Let

Pi = (xi, yi, di, vi); i = 1, 2, . . ., be successive candidate points along a current

path {(xi, yi) : i = 1, 2, . . .} in the minimum mismatch space, and let Q◦i be the

entire set of the disparities di in that space. Then the message, M(Pi), for the
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point Pi is:

M(Pi) =


Ch(vi) + min

di−1∈Q◦
i−1

{M(Pi−1)} if yi = yi−1

Cv(∆i) + Ch(vi) + min
di−1∈Q◦

i−1

{M(Pi−1)} otherwise
(4.5)

where ∆i = di − di−1.

In this scheme, along with each path, the message at the current position Pi

sums the horizontal and, if applicable, vertical unevenness costs with the minimal

message from the preceding position, Pi−1. All the current, di, and preceding, di−1,

disparities along the paths are limited to within the θ-least solution space, D◦m,

which is found at the SCPS matching stage. This space predetermines the costs

of Eq. (4.3) for the binocular and monocular states of each point. The optimal

neighbouring position i − 1 in the x-direction includes up to three preceding or

subsequent points (Figure. 4.1) and all the y-neighbours in the θ-least solution

space, respectively.

During the SGS smoothing, the messages need to be normalised to suppress their

rapid growth in value during the message passing. All messages are normalised

after each message passes a step. Here, all the incoming messages computed for

each disparity, di, and visibility state, vi, at the same planar location (xi, yi),

are decreased by subtracting their minimum, the subtraction affecting no relative

ordering and equating the least message value to zero.

After the messages are computed along all 16 paths across the (x, y)-lattice, the

final total surface unevenness score is calculated by summing the 16 incoming

messages for each node of the θ-least solution space. The final solution space D∗

contains one or more least-uneven disparity maps among the θ-least mismatch

ones. The SCPS-SGS determines whether the final map is unique or not and

returns either this map or the two most distant smooth maps, respectively.



Chapter 5

2D Concurrent Propagation

This chapter of the thesis describes the 2D extension of the original CP framework,

2D concurrent propagation (2DCP) the main goal is to obtain a more compressed

space of minimisers by using 2D message pass scheme like in BP, which include

both the horizontal and vertical neighbouring messages. Followed by an iterative

2D smoothing scheme and wave propagation to retrieve the final solutions.

5.1 2D Extension of 1D CP

The 1D concurrent propagation framework introduced in Chapter. 3 uses a scheme

that is similar to DP, which restricts message passing along independent scan lines

of the disparity map using a Markov chain model. As stated in Chapter. 3, the

main idea of CP is to store all messages, and its transitions between the nodes

along the scan line, so that all potential equivalent minima during the forward pass

can be found during the back tracking, thus giving us a space of minimisers. Which

has the advantages of fast computation speed, and easy to adapt to matching cost

functions such as signal adaptation. But the limitation of 1DCP is also the 1D

message pass along the scan lines, as the message passing during the matching

stage does not account for any vertical transitions between nodes, thus lacking

56
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vertical information resulting in a large amount of solutions in object boundary

areas.

One of the main challenges of loopy belief propagation for solving the stereo cor-

respondence problem is that the problem is ill-posed, and the convergence of BP

is not guaranteed, but under certain conditions, it does converge [2, 27, 59, 65]. In

solving the ill-posed stereo matching problem using BP, the problem can have mul-

tiple equivalent solutions, e.g. within homogeneous textured areas where there are

multiple matches, then BP can converge to such multiple equivalent global minima,

and the framework does not provide a way for choosing among all the equivalent

solutions. As all the multiple solutions are the best solutions in this framework.

The positions where BP has multiple solutions is shown in Figure. 5.1. Here, we

can see areas with multiple solutions are concentrated around the object boundary

areas, e.g. for the result of Cones” stereo pair, we can distinguish the cones within

the scene. On the other hand, for the result of Teddy” stereo pair, there are vast

areas with multiple solutions spread out the whole image.

The 2DCP algorithm is the 2D extension of the original CP, based on the original

BP framework. Comparing to the SCPS-SGS algorithm described in Chapter. 4,

which uses both semi-global schemes for matching and smoothing, e.g. 1D Markov

chain model, where SGS provides a good estimation to the optimal global solution.

The 2DCP algorithm is a global optimisation algorithm that accounts for both

horizontal, and vertical transitions between nodes in a Markov random field (MRF)

model of disparity maps. In this model, each node has a link to all its neighbouring

nodes, up to four neighbours, messages are passed among the nodes with respect

to those links.

Here, each node in this model has four incoming, and four outgoing messages

as illustrated in Figure. 5.2, where the outgoing messages from a node are the

incoming messages for another node.

The main idea of 2DCP is similar to the 1DCP, which is to separate matching

and smoothing into two independent stages so that the parameters for each of the
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Stereo pair 2DBP Multiple solutions

Tsukuba

Venus

Teddy

Cones

Figure 5.1: Images showing the resulting disparity maps of BP, and another
image showing the positions in the disparity where there are multiple equivalent

global minima (white), or a unique minima (black).

stage can be adjusted independently without accounting for the relative weight

between the two terms. The difference is that a tighter (smaller) solution space

can be obtained by 2D message passing, eliminating excessive solutions by using

additional information from the neighbouring nodes, both horizontal and vertical.

As 1DCP tends to obtain a solution space that has a lot of solutions around

boundary areas of the objects in the scene, which would result in over-smoothing
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Figure 5.2: 2D message passing.

in such areas in the smoothing step.

The basic 2DCP scheme follows that of the BP, except this done with a thresholded

matching cost only, without the smoothing term just like in the original 1DCP.

Which would provide us with a 2D solution space as we are using 2D messaging to

obtain all the θ-least minimisers, and this is only necessary for the first iteration.

After the first iteration, we can apply an iterative 2D smoothing scheme like BP,

within the solution space obtained in the first iteration. As the space of minimisers

limits the amount of node and its neighbours during the message passing in the

smoothing stage.

Then the final messages are computed after all the messages converge. Also, 2DCP

also stores all transitions between each of node to its four neighbouring nodes, so

that each potential minima (which is defined by the threshold value) for each

node, would have a transition to all the potential minima of its four neighbours.

The transitions are then used after the last iteration to backtrace, and restore all

minimisers.

All the minimisers and its transitions forms the solution space of 2DCP, and in the

following smoothing stages, we only need to apply smoothing iteratively within

the 2DCP solution space, where each node only needs to account for neighbouring

nodes that it has transitions to.
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In the original BP framework, it is possible that the incoming messages to a node

do not trace back to the same disparity value of an origin node, or in other words,

the incoming messages do not intersect. An example of this problem is illustrated

in Figure. 5.3.

(a) Case 1 (b) Case 2

Figure 5.3: Message intersection examples.

In Figure. 5.3, let the black points be the positions of the final computed disparity,

for the node at position (1, 1), let the black line be the minimum incoming messages

to this node. Let Case 1 be an ideal case, where the horizontal and vertical

incoming messages both coming from the same disparity in the origin node at (0, 0)

to the destination node (1, 1). Although BP does not store transitions between

nodes, this can be traced back using messages since all messages are stored. Case

2 illustrates the intersection problem, here, the horizontal and vertical incoming

messages came from the different disparities from the origin node. This example

only shows possible non-intersecting messages from the top and left incoming
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messages, and it can also be applied to the other directions for all four incoming

messages.

5.2 Initial Approach to 2D CP

Our initial approaches to the 2D extension of CP involves a completely different

model. It uses a directed acyclic graph (DAG) that aims to approximate the

MRF-based global optimisation solution obtained by algorithms such as BP. In

this model, all links, horizontal and vertical between all nodes in the graph are

accounted for, which can also be easily computed as it does not require iterative

scheme used in BP. But just like in BP, the intersection problem can arise in this

model, as the directed message passing involves a similar node neighbourhood as

shown in Figure. 5.3, although we proposed an approach for solving such problem,

the algorithm became unnecessarily complex and computationally inefficient.

This initial approach to 2DCP is based on the single direction, 4-connected DAG

introduced in [24], the proposed DAG for each node is shown in Figure. 5.4.

In order to compute the message at node P of the proposed DAG, we divide the

graph into several parts as shown in Figure. 5.5.

Here, the message at node P can only be computed using the messages coming

from block numbers 5, 6, 7 and 8, as marked by blue lines. While the messages

for the nodes in each of the four blue blocks, can be computed using the messages

from the four red blocks. In this approach, we first compute the messages in all

four red blocks for the whole disparity map. Then those messages can be used to

compute the messages in the blue blocks for all nodes in the DAG. The graphs

of the message pass in all four directions are shown in Figure. 5.6, namely, the

south-east pass, south-west pass, north-east pass and north-west pass.

For example, in the south-east pass, each node only has two neighbours, which is

the top node and the left node. Let D be the set of all disparities, the equation

for the south-east message pass is the following:
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Figure 5.4: General directed acyclic graph model.

M↘
m,n(d) = Cm,n(d) + λmin

k∈D

(
M↘

m,n−1(k) + S(d, k)
)

+λmin
k∈D

(
M↘

m−1,n(k) + §(d, k)
) (5.1)

Here, the south-east pass M↘
m,n(d) = Cm,n,θ(d) computes the sum of the thresh-

olded matching cost Cm,n(d) for node at position (m,n), and the minimum incom-

ing messages from the neighbouring nodes at positions (m,n− 1) and (m− 1, n),

where S(d, k) is the surface smoothing cost, and λ is the weighting parameter.

The weighting parameter λ used to account for the duplicate messages, as shown

in Figure. 5.7. Here, the message from A will arrive twice to D, from two different

paths, once from B and once from C. For the other 3 message pass directions,
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Figure 5.5: Order of computation using the directed acyclic graph.

M↙
m,n(d), M↗

m,n(d), and M↖
m,n(d), the messages are computed in the same way as

the south-east pass, except the position of the neighbours are different.

After the computations the four diagonal passes, we can use the resulting messages

to compute the messages in the blue blocks 5, 6, 7 and 8 in Figure. 5.5. Namely,

the horizontal forward, and backward pass, and the vertical forward, and backward

pass. The messages are computed similar to the diagonal passes, except each node

in the horizontal and vertical passes receives up to 3 messages from its neighbour

nodes, where 2 of the messages are computed in the diagonal passes, e.g. the
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(a) South-east pass (b) South-west pass

(c) North-east pass (d) North-west pass

Figure 5.6: Graphs showing the 4 directed acyclic graphs.

message passing scheme for the horizontal forward pass is as follows:

M→
m,n(d) = Cm,n(d) + λmin

k∈D

(
M↘

m,n−1(k) + S(d, k)
)

+ λmin
k∈D

(
M↗

m,n+1(k) + S(d, k)
)

+ min
k∈D

(
M→

m−1,n(k) + S(d, k)
)

(5.2)

After the computations of the horizontalM→
m−1,n(d), M←

m+1,n(d), and vertical passes

M↓
m,n−1(d), M↑

m,n+1(d), the final message is computed as follows:

M final
m,n (d) = min

d∈D

(
M→

m−1,n(d) +M←
m+1,n(d) +M↓

m,n−1(d) +M↑
m,n+1(d)

)
(5.3)
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Figure 5.7: Neighbourhood of nodes in the south-east pass.

Here, we add all the messages coming from all directions, horizontal, and vertical.

Since those messages also combined the messages from diagonal directions, so

the messages from all the nodes in the graph are passed to node P as shown in

Figure. 5.4.

The potential problem of this model is that during the diagonal message passes,

we can encounter the intersection problem just like in BP, as we can not determine

whether the message minimised from the neighbouring nodes correspond to the

same disparity of the diagonal origin node. The problem is caused by the fact

that each of the two neighbours is minimised independently. Therefore, our first

experiment examines whether the messages intersects using this model, as shown

in Figure. 5.8 using the ”Tsukuba Head” stereo pair.

The results for Tsukuba Head” stereo pair shows that in most areas, we have an

intersection of disparities from the two neighbours. The places where there is no

intersection, are mostly around the edges of objects. Similar results can also be

observed in Figure. 5.9 for the Cones” stereo pair.

Our initial solution to the intersection using this model is to search for the inter-

secting disparity during the diagonal passes iteratively. Using the non-intersecting

example shown in Figure. 5.3. Recall that in Case 2, we did not have an inter-

section of disparities as the both horizontal and vertical message came from a
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(a) Southeast pass (b) Southwest pass

(c) Northeast pass (d) Northwest pass

Figure 5.8: Points of intersection for ”Tsukuba Head” stereo pair, black pixels
mark the points with no intersections.

different disparity in the root node. In Figure. 5.10, Case a and b demonstrates

our proposed method to solve the problem, where we search other disparities that

have an equivalent minimum, or the next/secondary minimum within both the

vertical and horizontal node. We first search for any equivalent minimums, and

if such equivalent minimum does not exist, or no intersection can be found, we

would explore the disparities with the secondary minimum.

In Case a, we first begin our search in the vertical neighbouring nodes, assuming

there is another equivalent minimum, then we check whether this disparity can be

traced back, and intersect the same disparity in the root node as the horizontal

node. Which it does in this example, so we will then use the message in that

disparity as our vertical message, and update then the vertical link in the current

node as shown by the blue lines. In Case 2b, it demonstrates a similar case, but

here we found an intersection in the horizontal neighbouring node, this is a step

we take if Case a have failed to find an intersecting disparity for all its equivalent
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(a) Southeast pass (b) Southwest pass

(c) Northeast pass (d) Northwest pass

Figure 5.9: Points of intersection for ”Cones” stereo pair, black pixels mark
the points with no intersections.

minimums. Then if we do not find any intersection within all the equivalent

minimums, we will continue our search starting from the secondary minimum

values.

In theory, the proposed approach would be able to keep all the message consistent

throughout the diagonal passes, where for each node, both the horizontal and

the vertical incoming messages can be traced back to the same disparity in the

root node. But in practice, this added much more complexity to a rather efficient

algorithm. Since we would need to check for intersection every time we finished the

computations for a node, and it became inefficient as we would need to iteratively

search all equivalent minimum messages (if they exist). Then we would also need

to search all secondary minimum messages and so on, which in the worst case,

would add various non-optimal solutions during the message pass, to make sure

all messages intersect.
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(a) Case a (b) Case b

Figure 5.10: Iteratively search of message intersection examples.

We did not work on further with this idea due to the problems mentioned above

and restored back to build upon the base belief propagation framework. As this

approach is more efficient to obtain firstly a space of minimisers using 2D message

pass scheme, then construct links between all obtained minimisers.

5.3 2DCP Stereo Matching

Our 2DCP follows the message passing scheme of the original BP, the passing

scheme of BP for a pair of images P1, P2, using the min-sum algorithm is as

follows:

mt
p→q(dq) = min

dp

S(dp, dq) + C(P1, P2) +
∑

k∈N(p)\q

mt−1(dk)

 (5.4)
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For each iteration t, let mt
p→q(dq) be the message sent from node p to q for the

disparity dq. This equation minimises the sum of the smoothing cost S(dp, dq),

matching cost C(P1, P2), and all the incoming messages from the neighbours N(p)

of p, from the previous iteration. All messages are initialised as C(P1, P2) in

iteration 0. This is very similar to the energy function in Eq. (1.7), as it minimises

the combined energy of signal mismatch and surface unevenness.

In the traditional BP framework, the final message is computed after all the mes-

sages converge, or a fixed number of iterations, which is the sum of all four in-

coming messages. The convergence of messages means that the value of the in-

coming/outgoing messages does not change, or only small changes comparing to

the messages from the previous iteration. Figure. 5.11 shows the disparity maps

obtained during selected iterations, which show the effects of message updates,

which refine the obtained disparity maps. Here, there is a large distinction be-

tween the acquired disparity maps in the earlier iterations, e.g. iteration 0 to 10.

It also shows there are only slight changes between iteration 40 and 50, as most

of the messages converge.

To make sure that the 2DCP overcomes the intersection problem of BP, in CP, we

construct links between nodes after all the θ-least minimisers are computed, such

that all the minimisers would have links to all other minimisers in the neighbouring

nodes. The links between nodes also enable us to use wave propagation to retrieve

the final disparities, similar to that of DP backtracking.

Figure. 5.12 illustrates our solution to the intersection problem. Here, let the

black points be the disparities in the solution space obtained in the first iteration

of 2DCP, and let the black line be the links constructed between all those dispar-

ities, thus making sure that all minimisers have links to all other neighbouring

minimisers.

One major challenge for this is a significant amount of information would need to

be stored. Since each node would need to save the links to all the incoming mes-

sages from its four neighbours. Due to thresholded matching cost used in 2DCP,
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(a) Iteration 0 (b) Iteration 10 (c) Iteration 20

(d) Iteration 30 (e) Iteration 40 (f) Iteration 50

(g) Iteration 0 (h) Iteration 10 (i) Iteration 20

(j) Iteration 30 (k) Iteration 40 (l) Iteration 50

Figure 5.11: 2DBP disparity maps obtained during different iterations for
”Tsukuba Head” and ”Cones” stereo pair.

there will likely be more than one incoming message from each of its neighbouring

nodes. Our solution is to use a simple array of bits, where the total number of

bits represents the total number of disparities during matching, and we mark all

the incoming messages with the value 1.

The message update scheme for the 2DCP matching stage is similar to Eq. 5.4,
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Figure 5.12: Message intersection examples.

except that the smoothing cost is removed, and this is performed only for the first

iteration, after the initialisation of messages in iteration 0:

mi→j(dj) = min
di

Cθ(P1, P2) +
∑

k∈N(i)\j

m(dk)

 (5.5)

Let mi→j(dj) be the message sent from node i to j for disparity dj. Here, we

minimise the sum of the thresholded matching cost Cθ(P1, P2), and all the incoming

messages from the neighbouring nodes N(i) of node i, except for the node j, where

the message is sent to. Let Cθ(P1, P2) be the thresholded matching cost function

introduced in Eq. 3.6.

In the 2DCP smoothing stage, we replace the matching term with the smoothing

term and perform the following message passing iteratively in the obtained solution

space in the first iteration. Let Q◦i be the set of disparities in the solution space,

where dp, dq, dk ∈ Q◦i :
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mt
p→q(dq) = min

dp

S(dp, dq) +
∑

k∈N(p)\q

mt−1(dp)

 (5.6)

where

S(dp, dq) = |dp − dq| (5.7)

Here, let mt
p→q(dq) be the message pass from node p to q during iteration t. We

minimise disparities within the solution space Q◦i , the sum of the smoothing cost

S(dp, dq), and its neighbouring incoming messages mt−1(dk), from the previous

iteration t−1. Similar to the SGS smoothing scheme in Chapter. 4, normalisation

of the messages is necessary as the value of messages grows rapidly after each

iteration. Here, we normalise all messages after each iteration by subtracting the

minimum message from all disparities for each node, so that the minimum message

for each given node is always zero, thus preventing the rapid growth of the message

values.

Figure 5.13: Wave propagation in 2DCP.
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The final belief vector Bp(dp) is computed after all messages converges, which is

the sum of all incoming messages for each node, where dp, dk ∈ Q◦i :

Bp(dp) =
∑

k∈N(p)

mt
k→p(dp) (5.8)

The original BP scheme selects the final solutions based on the disparities with

the minimum message within the belief vector. In our 2DCP scheme, we utilise

the stored links that contribute to the minimum message within the belief vector.

Our final solutions are selected by propagating waves starting from the disparity

with the minimum message of a centre node in the network.

An example of the wave propagation is shown in Figure. 5.13. Here, we start from

the global minimum disparity position in a centre node, then we first propagate

waves to the top and bottom direction using the stored paths, until it reaches the

top and bottom most nodes in the graph, then for each node along the paths, we

propagate waves to its left and right direction, until it reaches the left and right

most nodes. Due to all incoming message paths are stored, we are able to check

the final solutions whether they can be traced back to the same origin node.



Chapter 6

Experimental Results

This chapter presents experimental results for CP solution space analysis, SCPS-

SGS algorithm, and 2DCP algorithm. Our experiments use stereo images provided

by the Middlebury stereo benchmark website, including images from both 2004

and newer 2014 datasets, where both the occlusion map and ground-truth are

provided. Our experiments also use real-world stereo images provided by the IVS

online stereo vision website, but those images lack the ground-truth. Note that

when calculating the matching accuracy we usually consider a small error threshold

of 1 where we include ground-truth disparity ±1 as correct matches. This is

because the scaling in the ground-truth is different compared to the generated

disparity map from stereo matching algorithms, e.g. there are more grey levels in

the ground-truth compared to the total number of disparities for the scene.

6.1 CP Solution Space Analysis

Our first experiment was to examine the distribution of the B and ML visibility

states in the solution space, as we are matching with respect to the left reference

frame, the point where such state is missing are marked in yellow. Some of our

initial results are shown in Figure. 6.1, here, let the grey pixels be the pixel-wise

empirical probabilities of the visibility states B and ML in the θ-least mismatch

74
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(a) B (b) ML

(c) B (d) ML

Figure 6.1: Spatial distribution of colour/grey-coded empirical probabilities
of the states B and ML in the CP solution spaces with θ = 6 For Cones and
Teddy along the projecting rays to the left reference frame (yellow: 0; the lighter

the grey shade, the larger the probability)

solution space (θ = 6), projected onto the left image space. In those images, we

observed that in the images for the ML state, most points contain at least one ML

state (dark grey pixels). While in the images for the B state, we can see that the

B state is absent around object boundary areas. The absence of B state confirmed

our assumption that due to possible discontinuities and occluded surfaces in such

areas, there might not be any stereo correspondences.

The initial experiment of exploring visibility states using very simple statistics

revealed some features of the goal 3D boundary points, but the results from such

statistics are noisy with points completely outside the boundary areas. Which lead

us to further investigate the B state in the solution as the results for this state
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θ = 4 θ = 6 θ = 8

Figure 6.2: Candidate boundary points for the Cones and Teddy 3D scenes
at different stereo mismatch thresholds θ (black – the projection rays contain

only the points (x, y, d) of the CP solution space with none or one state B).

are most promising. Our next experiment further explores the distribution of B

state in the solution space, here, we used a heuristic assumption that boundary and

occluded areas of the scene contain at least a single B or the B state is absent. The

results are presented in Figure. 6.2, using different values of the colour threshold

θ, for the stereo images Cones and Teddy. Our results show that the boundary

areas are more refined using this statistic comparing to the results in Figure. 6.1,

but with smaller values of θ, the results become noisier as there are less B states

in the solution space, due to image noise.

Our experiments show simple statistical analysis of the distribution of visibility

states based on a heuristic assumption, can extract some structural features of the

corresponding 3D scene within the CP solution space. In those results, we can

preserve (visually) some structural features such as the tip of the cones in Cones,

where such features are usually lost in the disparity map due to over-smoothing the

background surface. The overall results are also highly depended on the threshold

value θ, where smaller values give us stronger structural information due to the

smaller number of B states, and some structural information are lost for larger

values of θ, as we are adding more secondary solutions into the solution space.
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Figure 6.3: Colour contours detected by the Canny edge detector with the
minimum and maximum thresholds of 100 and 350, respectively.

The primary goal of our next experiment aims to reduce the noise in the detected

candidate boundary points, including filtering out standalone points, which are the

points that have no other boundary points in its surrounded neighbourhood. We

can also refine the results by using the reference to colour contours, where object

boundaries would coincide with the colour contours, but not the other way. Here,

we used colour contours detected with the Canny edge detector [5], the results are

presented in Figure. 6.3. We used a fixed minimum and maximum threshold for

the Canny edge detector as we are only exploring the conceptual capabilities of

this approach.

The cleaned boundary images using the Canny edge detector and excluding stand-

alone points are shown in Figure. 6.4. The results indicate our de-noising approach

can refine the boundary points while eliminating most of the noisy points compared

to our previous results, which are closer to the real boundary points shown in

Figure. 3.6. We are also able to preserve important structural features such as the

tip of the cones after de-noising.

Figure. 6.5 shows the combined comparison between our cleaned boundary map

and the ground-truth boundary map, the best results we can obtain are from using

small threshold value θ = 4, which gave us a good match to the correct boundary

points. Which shows that our assumptions about the object boundary and the

statistics of visibility state B can indeed provide us with some valuable information.

But the overall results are still too noisy due to the CP solution space contains
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(a) 4 (b) 6 (c) 8

(d) 4 (e) 6 (f) 8

Figure 6.4: Boundary image cleaned by comparing to the colour contours, and
excluding stand-alone points (MVP only point surrounded by BVP points).

θ = 4 θ = 6 θ = 8

58%(7%) 49%(5%) 41%(3%)

52%(4%) 43%(3%) 34%(2%)

Figure 6.5: True (false) boundary detection rates after denoising the boundary
map (number within the brackets are the percentage of border points hitting
the background area). From left to right: θ = 4, 6, 8. (black and green –
boundary candidates that match or not, respectively, the ground truth within

the x-deviation of ±1 pixel. blue – unmatched ground truth boundaries.)
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visually improbable surfaces, e.g. wedge- or saw-like surfaces such as surfaces

with mostly of MVP points, or surfaces with altering MVP and BVP points. The

points on such surfaces also match our assumption about object boundaries, which

produces false boundary points. Although our detected boundary points are still

useful for guiding surface smoothing, to prevent over-smoothing of boundary areas

in the scene.

Figure. 6.6 present detected boundary maps for several rectified real-world stereo

images from the IVS online stereo vision gallery in [7]. Most of the border areas

can be seen visually in the results, as matching real-world stereo images are more

challenging due to factors such as lens distortion, and the difference in lighting,

where the overall random noise is much higher compared to the Middlebury bench-

mark images. For simple scenes such as Flower, boundaries for the flower can be

seen visually, for almost all of the selected values of the threshold θ, but there is

also much more noise in the results for a smaller value of θ, due to the smaller

amount of secondary solutions. For scenes such as Cows, Ostriches, or Vases, the

overall results are noisier compared to the simpler scenes, due to large homoge-

neous textured areas such as the backgrounds, and more significant discontinuities

at partially occluded areas. But never the less, the foreground boundaries can be

observed visually.

6.2 SCPS-SGS Testing

6.2.1 Matching with Fixed Threshold

Our initial experiments with SCPS-SGS used four images from the Middlebury

stereo evaluation benchmark [47], Tsukuba Head, Venus, Teddy and Cones. Our

goal is to investigate the effect of our SGS smoothing scheme, whether the horizon-

tal stripes can be suppressed by account for vertical transitions between visibility

states, and the effect of the threshold value θ has on the results.
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Left image θ = 4 θ = 6 θ = 8

Figure 6.6: Candidate boundaries for real-world stereo pairs Cows, Flower,
Carving, Stone lamp, Art piece, Ostriches, Teddy bear, and Vases (zero or one

BVPs along the projecting ray).

As expected, the SCPS-SGS suppresses spurious horizontal stripes produced by

the 1D SCPS applied to the independent minimisation of the regularised line-

wise energy of Eq. (1.7) for the epipolar profiles, i.e. with λy = 0. The final
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Left image True map θ = 6 θ = 8 θ = 10

Figure 6.7: Grey-coded disparity maps obtained with the SCPS-SGS (θ =
6, 8, 10) using the mismatches of Eq. (2.3) for the Middlebury stereo pairs in

Table. 6.1.

SCPS-SGS disparity maps in Figure. 6.7 have noticeable errors around their left

border, due to the simplified 1D SCPS used in the matching stage. Which does

not account for the fact that the left most areas in the left reference image lack

stereo correspondences (i.e. are monocularly visible in principle).

Table 6.1: Relative errors (%) of the SCPS-SGS for different colour matching
thresholds θ using the colour metric cost function in Eq. (3.6).

Scene SCPS-SGS: θ
6 8 10 12 14 16

Tsukuba 4.8 5.2 5.4 5.5 5.8 6
Venus 6.7 7.9 9.9 10 11 12
Teddy 18 14 14 16 17 18
Cones 23 12 8.7 8.6 9 10

The initial experiments with the Two-Stage colour-distance-based SCPS-SGS gave

us promising results, which eliminate the horizontal stripes from simple 1D smooth-

ing. But it also shows notable drawbacks of using the fixed mismatch threshold, θ

for building the space of minimisers in the signal matching stage. In particular, as
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shown in Table. 6.1, while the Tsukuba Head and Venus scenes were more accurate

with a smaller threshold, θ, the Teddy and Cones scenes needs much larger values.

The value would also vary when processing other stereo images.

6.2.2 Matching with Adapting Threshold

The regularising weight w in Eq. (1.7) was replaced by the fixed threshold θ in our

initial approach, but further improvements can be made with the fixed threshold

θ. Our next approach is to adapt the base threshold by comparing the original

metrics, C0(p1,p2) ≡ C0(x, y, dx,y) where p1 = [x + dx,y/2, y] and p1 = [x −

dx,y/2, y], for all candidate disparities, dx,y ∈ Qx,y at each single point, (x, y) of

the lattice, R, supporting the entire space, D, of the Cyclopean disparity maps:

D =
⋃

(x,y)∈R Dx,y. For each lattice point, (x, y), the base threshold, θ0, is adapted

by adding the minimum mismatch metric supported by this point:

θ◦x,y = θ0 + min
d∈Dx,y

{C0(x, y, d)} (6.1)

In this case, the points with good candidate matches will retain the smaller thresh-

olds, which are close to the base, θ0, while the number of the added suboptimal

solutions grows at the expense of potentially occluded points with weak correspon-

dences.

Our next experiment used eight images from the Middlebury stereo evaluation

benchmark [47], and four rectified real-world stereo pairs from the online IVS stereo

website [7], compared the proposed Two-Stage SCPS-SGS to the symmetric semi-

global matching stereo (SSGM), embedding the original SGM to the symmetric

Cyclopean matching space. Figures. 6.8, 6.9 and 6.10 present the grey-coded

disparity maps obtained with the SSGM for the smoothing weights w = 10, 30, 80

in Eq. (1.7) and mismatch threshold θ = 0 in Eq. (2.3) and with the SCPS-SGS for

the fixed constant thresholded (θ = 6, 8, 10) mismatch of Eqs. (3.6), the matching

cost function used in both algorithms is the colour metric function of Eqs. (2.3).
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Left image True map w = 10 w = 30 w = 80

Figure 6.8: Grey-coded disparity maps obtained with the SSGM (θ = 0,
w = 10, 30, 50) using the mismatches of Eq. (2.3) for the Middlebury stereo

pairs in Table. 6.2.

Table. 6.2 presents accuracies of the disparity maps in Figure. 6.8 and Figure. 6.9.

The results show our proposed Two-Stage SCPS-SGS with adapting threshold
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Left image True map θ = 6 θ = 8 θ = 10

Figure 6.9: Grey-coded disparity maps obtained with the SCPS-SGS with
adaptive threshold (θ = 6, 8, 10) using the mismatches of Eq. (2.3) for the

Middlebury stereo pairs in Table. 6.2.

outperforms the SSGM slightly, but in total, the differences are statistically in-

significant. Comparing to Table. 6.1, the adapting threshold improved upon the

previously fixed threshold, where the best accuracies for the four stereo pair was
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spread out among different fixed thresholds, the adapting threshold can keep a

consistent matching accuracy for the base value of θ = 6 and 8.

Additional experiments were performed using real-world stereo pairs obtained

in [7]. The real-world stereo pairs in Figure. 6.10 (top down: Flower, Stone Lamp,

and Roof ) lack the ground-truth, but qualitatively the results look similar, vi-

sually. Therefore, both the algorithms, SSGM and SCPS-SGS are comparable

by the accuracies when implemented using the same colour mismatch function,

and the Cyclopean matching model. However, the proposed Two-Stage energy

minimisation need not search for an appropriate regularising weight w.

Table 6.2: Relative errors (%) of the SSGM and SCPS-SGS for different
regularising weights w and matching thresholds θ, respectively.

Scene SSGM: w SCPS-SGS: θ
10 30 80 6 8 10

Tsukuba 3.8 6 11 5.2 5.3 5.5
Venus 5.5 5.8 11.2 6.9 8.9 9.8
Teddy 16.4 17.5 23 14 13 15
Cones 13.8 10.2 16 11 8.1 8.5
Art 27.6 29.5 35.8 24 24.7 25.7

Books 17.5 14.2 16.6 13.5 13.2 13.6
Dolls 17 16.7 18.7 15 15 15.2

Moebius 16.9 16.3 19 13.3 14.5 15.3
Mean 14.8 14.5 18.9 12.9 12.8 13.6

St.dev. 7.5 7.6 7.9 5.7 5.8 6.1

Figures. 6.11 and 6.12 showing errors of the disparity maps obtained by the SSGM

for the different weights w highlight difficulties of searching for the best regularising

weight: what is found for one set of images may not be necessarily the best for

another set of stereo images. Generally, the traditional energy minimisation of

Eq. (1.7) calls for selecting in experiments, not only the regularising weight w,

but a number of other parameters (in the stereo case, parameters of the mismatch

and unevenness metrics, such as, e.g., different x- and y-unevenness factors in the

original SGM). Selection of these parameters are also affected by the regularising

weight.

Contrastingly, our SCPS-SGS allows to select and adjust the mismatch parameters

(like θ) independently of the unevenness ones. The former can be, in principle,
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Left image SSGM SCPS-SGS

Figure 6.10: Grey-coded disparity maps obtained with the SSGM (w = 30,
θ = 0) and SCPS-SGS (θ = 6) for the rectified real-world stereo pairs from [7].

found by exploring empirical marginal probability distributions of actual pixel-

wise mismatches in stereo pairs with the known ”ground-truth” disparity maps.

Then the unevenness could be kept uniform to the least uneven surface within the

space of the mismatch minimisers without considering its relative impact on the

mismatch cost.

Although the surface unevenness weight w becomes unnecessary in our Two-Stage

approach, the replacement threshold θ still requires adjustments in our current
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Figure 6.11: Relative SSGM errors (in %) for Tsukuba Head, Venus, Teddy
Bear, and Cones [47] for the different weights w.

implementation. Even in the adapting version, we need to adjust the base thresh-

old value to add to the average noise level for that pixel. An improvement we

would like to make is to find a good base value that does not need further ad-

justment. Based on the accuracy presented in Table. 6.2, it shows there are slight

differences between the result of θ = 6, and θ = 8. In addition, using the results

presented in Table. 3.3, we decided that θ = 8 would be a good base value for vari-

ous stereo scenes, as it gives us enough secondary minimisers that contain relative

good amount of ground-truth disparities inside the solution space.

To confirm our decision on the base value, we performed experiments on another

four stereo pairs from the Middlebury 2014 dataset. The results are presented in

Figure. 6.13, and the accuracies in Table. 6.3.

The results in Table. 6.3 confirmed our choice of using θ = 8 as the base threshold

value, such that no additional parameters needs to be adjusted in the matching

stage. Here, our SCPS-SGS can perform on par, and sometimes much better than

SSGM, e.g. the scene for Playroom, while having no adjustable parameters.
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Figure 6.12: Relative SSGM errors (in %) for Art, Books, Dolls, and Moe-
bius [47] for the different weights w.

Table 6.3: Relative errors (%) of the SSGM for different regularising weights
w of surface unevenness energy, and SCPS-SGS.

Scene SSGM: w SCPS-SGS
10 30 80

Motorcycle (2014) 15.9 21.7 31 17.4
Piano (2014) 27.1 33.3 49 25.6

Playroom (2014) 52.2 36.1 41.4 26.6
Playtable (2014) 21.1 25 44 28.3

Mean 19.5 19.4 26.4 16.7
St.dev. 12.5 10 13.3 7.8

In summary, our SCPS-SGS algorithm approach has the following advantages over

the traditional approach. First, our Two-Stage minimisation separates signal mis-

match and surface smoothing into two independent stages, where each stage can be

adjusted individually without affecting the other part. Secondly, the regularising

weight w is replaced by an adapting threshold that does not need any adjustment.

Thirdly, the problem is better regularised by using a threshold to account for the

random noise in the images, which can be measured, rather than using the reg-

ularising weight w to account for noise and enforcing surface smoothness at the

same time, where it does not have any physical meaning.



Chapter 6. Experimental Results 89

Left image SSGM SCPS-SGS

Figure 6.13: Colour-coded disparity maps obtained with the SSGM (w = 30)
and SCPS-SGS for selected stereo pairs in the Middlebury 2014 data set.

6.2.3 Matching with Mutual Information

Our next experiment examines the performance of SCPS-SGS under a difference

matching cost function, with the same adapting threshold θ. The cost function we

used is mutual information (MI), which was also employed in the original SGM

implementation.

We first examine the claim in [32] that a random image would give us a good

estimation of the corresponding pixels histogram, and MI data term, the results

are presented in Figure. 6.14. Here we compare the MI data terms obtained by

using the ground-truth image (an ideal estimation), and a random image, under

different image transformations. The MI data terms are presented in a 255× 255
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Right image Ground-truth Random Image

Figure 6.14: MI data term under different image transformations, using the
gound-truth image, and random image as the base image.

sized image, as MI only accounts for grey scale values or intensities, the origin

(0, 0) is at the top left corner of the image, the darker areas in the image represent

lower correspondence of the corresponding matches in the MI data term.

For the first test image, no image transformation is applied. All the correspond-

ing matches are represented in darker areas along the diagonal direction in the
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image of the MI data terms, this is expected due to almost one to one matches

between signals with similar intensities. Comparing to the image generated using

the ground-truth, the random image also shows a good estimation. In the sec-

ond test image, the brightness of the right image is uniformly increased, and this

transformation is represented in the image of MI data terms by the slight shift

of the darker diagonal line, as the corresponding overall matches are moved due

to the increase in brightness in one image. In the third test image, the colour of

the right image is inverted, resulting in an inverted darker diagonal line of the MI

data terms image. In the fourth test image, different transformations are applied

to each half of the image, which results in a combined image from the previous

two results. Our experiments confirm the claim in [32] that using a random image

as the base image, it provides a good estimation of the MI data terms.

Table. 6.4 and Figure. 6.15 compare the accuracy of the MI-based SSGM and the

MI-based SCPS-SGS. In our SCPS-SGS, the MI adapts at the matching stage

to spatially variant local contrast and offset transformations of signals along the

epipolar profiles. The adapting threshold is then applied to the residual deviations

between the co-adapted corresponding intensities. The MI as the mismatch metric

is invariant to an arbitrary global one-to-one signal transformation of each image

as shown in our experiments Figure. 6.14. For both the algorithms, our results are

obtained using the random image as the base image for MI data terms.

Table 6.4: Relative errors (%) of the SSGM and SCPS-SGS with the MI-based
mismatch cost for the different regularising weights w.

Scene SSGM (MI): w SCPS-SGS (MI)
10 30 80

Tsukuba 10 4.1 5 5.2
Venus 23 6.1 6.1 6.7
Teddy 23 16 17 13
Cones 14 8.9 10 9.3
Art 28 29.6 39.5 28.3

Books 25.4 16.4 17.4 15.6
Dolls 18.4 16.1 20 16.3

Moebius 19.8 16 20 14.4
Mean 20.2 14.2 16.9 13.6

St.dev. 6.0 8.0 10.9 7.2
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w = 10 w = 30 w = 80 SCPS-SGS

Figure 6.15: Grey-coded disparity maps obtained with the SSGM (w=10,
30, 80), and SCPS-SGS using the mutual information matching cost for the

Middlebury stereo pairs in Table. 6.4.
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The overall reconstruction accuracies of SSGM and SCPS-SGS using MI is similar

compared to the colour metric cost function. Our experiments show the effects

of changing the mismatch cost function also affects the range of the adequate

weights w in SSGM presented in Table. 6.16, and Table. 6.11. Our SCPS-SGS

can maintain a consistent accuracy using MI, that is similar to the previous colour

metric cost function, without any adjustable parameters.

Figure 6.16: Relative SSGM(MI) errors (in %) for Tsukuba Head, Venus,
Teddy Bear, and Cones [47] for the different weights w.

6.2.4 Matching with Signal Adaptation

The main advantage of MI is that any uniform transformations of the images can

be accounted for, as shown in Figure. 6.14. The distribution of the MI data terms

will change according to the image transformations, due to the large sampling

of the corresponding signals. But this approach does not account for significant

non-uniform contrast/offset deviations, as MI rely on one-to-one correspondences.

The sequential signal adaptation (SA) introduced in [17] can account for non-

uniform brightness and contrast offsets in the images. This approach adapts to

the corresponding signals along the conjugate epipolar lines, relating in each image
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to a potentially optimal epipolar profile in the disparity space D, are adjusted to

each other by varying their local contrast and offset. The adjustments preserve

signs and constrain ratios between absolute changes of successively adjusted signals

and the likely changes in a Cyclopean image estimated from the original stereo

pair of images. Additional thresholding of the remaining distances between the

co-adjusted corresponding signals extends the resulting Θ∗-least mismatch space

to account for the residual image noise.

Using the SA does not impact much the computational complexity of the SCPS-

SGS due to it adapts only along horizontal paths where each node (x, y, d) of the

solution space has only three candidate neighbours with the disparities {d−1, d, d+

1}. But the SA approach becomes more complicate to implement in SSGM, due to

16 different paths, it became a non-trivial on how to combine different adaptations

from all 16 paths, as each path have different adaptations.

Table 6.5: Relative errors (%) of the MI-based SSGM vs. the SA-based SCPS-
SGS in Figure. 6.17.

Scene Transformation MI SA
Tsukuba Uniform right 5.4 7.5

Non-uniform right 14 8.8
Non-uniform left and right 34 8.8

Cones Uniform right 12.2 15.3
Non-uniform right 70.3 16.6

Non-uniform left and right 60.7 19.1
Moebius Uniform right 16.7 18.7

Non-uniform right 49.6 21.6
Non-uniform left and right 40 21.8

The comparisons between MI-based SSGM and the SA-based SCPS-SGS are pre-

sented in Table. 6.5 and Figure. 6.17. In this experiment, we selected three Mid-

dlebury stereo images. For each pair of images, we first applied uniform, then

non-uniform brightness/contrast variations to the right image only, where the

left image is unchanged, and lastly, we applied non-uniform brightness/contrast

changes to both left and right image.

The results show the MI-based SSGM performs slightly better than SA based

SCPS-SGS in uniform transformation, but such approach fails for all non-uniform
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Left image Right image MI SA

Figure 6.17: MI-based SSGM vs. the SA-based SCPS-SGS: spatially uniform
(rows 1, 4, 7) or variant (rows 2, 5, 8) signal changes of the right image and
spatially variant signal changes of both the images (rows 3, 6, 9); relative errors

are given in Table. 6.5.
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image transformations, where our SA-based SCPS-SGS can maintain matching

accuracies with a minor increase in error. Although SA based SCPS-SGS is limited

to account for non-uniform brightness/contrast variations only, and cannot cope

with transformations such as inverted colour image matching like MI, for real-

world stereo image matching, the changes in corresponding signals are usually

limited to brightness/contrast only.

6.3 2DCP Testing

Our first experiment on 2DCP examines the lower and upper envelope of the

solution space for the stereo pairs Tsukuba Head, Venus, Teddy and Cone. As

shown in Figure. 6.18, compare to the lower and upper envelope solutions generated

using SCPS presented in Figure. 3.1, both the lower and upper envelope solutions

in 2DCP have sharper edges for the objects in the scene (tighter solutions between

the lower and upper envelope). But there are also noisy points that do not contain

the ground-truth disparities (black points in the image), due to our adapting

threshold was not large enough to include enough secondary minimisers in the

solution space. It is likely that the following iterative smoothing will not converge

to the correct disparities for those points. Apart from the noisy points, the 2DCP

solution space contain large percentage of ground-truth disparities inside Tsukuba

Head: 98.7%, Venus: 97.6%, Teddy: 97.3% and Cones: 96.3%.

Our next experiments on 2DCP compare the matching accuracy of our algorithm

with the original loopy 2DBP. For those experiments, we used the same colour

metric matching cost function and smoothing scheme for both the algorithms.

For 2DBP, we experimented with different values of the smoothing weight w, and

for our 2DCP, we used the same adapting threshold in the matching stage, which

does not need further adjustment, and the smoothing stage only penalises the unit

variation between the neighbouring disparities. The matching stage in our 2DCP

is only applied to the first iteration, and we start our smoothing stage from the

second iteration onward.
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Lower envelope Upper envelope Ground-truth inside

Figure 6.18: Lower and upper envelopes of the 2DCP solution space for
Tsukuba Head, Venus, Teddy and Cones stereo pairs, and an image showing
the locations where the ground-truth is inside the solution space (grey: inside,
black: outside white: occluded regions), with the percentage % of ground-truth

inside.

The disparity maps generated from different iterations of 2DCP are shown in Fig-

ure. 6.19. Comparing to Figure. 5.11, the results show a large difference between

the image of the initial iteration (iteration 0), the image of 2DBP contains mostly

noisy points, where the image of our 2DCP includes mostly black points. The

images also show as the number of iterations goes up, 2DBP smooths out most of

the noisy points in the image, and our 2DCP expands stable disparity values to
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Figure 6.19: Disparity maps generated from different iterations of 2DCP for
the Tsukuba Head stereo pair (iteration 0, 10, 20, 30, 40, 50, 60, 70).

the surrounding black regions.

For the Tsukuba Head stereo pair, the images show the objects in the foreground

in 2DBP converge faster compared to our 2DCP. As there are only limited changes

between the image of iteration 30 and iteration 40 in 2DBP, as most of the points

for the objects in the foreground converges, but we can still see changes in dispar-

ities in the background regions. In the images of our 2DCP, points in the lower

regions of the table in the background started to converge after iteration 60, but

in our case, most of the points in the background have already converged.

The accuracy of matching and the disparity maps of 2DBP under different smooth-

ing weight w, and 2DCP for various Middlebury stereo images is presented in Ta-

ble. 6.6, and Figure. 6.20, respectively. The experimental results show the value of

smoothing weight w in 2DBP does not affect largely the matching accuracy com-

paring to SSGM in our early experiments in Table. 6.2, but the smoothing weight

does affect the resulting disparity maps visually. For example, in disparity maps

for the Tsukuba Head stereo pair, the boundary areas of the objects in the fore-

ground becomes over-smoothed as we increase the smoothing weight w, resulting

in blurred borders, and loss of details around the body of the lamp in the front. For

the Cones stereo pair, larger smoothing weight w = 100 over-smoothes the cones

in the foreground, as some of the tips of the cones blend into the background, and

the fence in the background became a flat surface in the disparity map. A similar

effect of blurred object boundaries can be observed in other images.
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w = 5 w = 20 w = 50 w = 100 2DCP

Figure 6.20: Grey-coded disparity maps obtained with the 2DBP (w=5, 20,
50,100), and 2DCP using the colour metric matching cost for the Middlebury

stereo pairs in Table. 6.6.

The experimental results of 2DCP show sharper edges around object boundaries in

the disparity maps compare to the blurred edges of 2DBP, but the disparity maps

also contain some noisy points that did not converge to the correct disparities.
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This is due to the adapting threshold did not include enough secondary solutions

for those points in the matching stage as shown earlier in Figure. 6.18, due to image

noise, since the solution space is much tighter due to the 2D message passing using

the BP scheme. Most of the noisy points are within the occluded regions of the

objects in the scene (left side of the objects), this can be improved by identifying

likely occluded regions, and noisy points in the image, to include more secondary

solutions.

Figure 6.21: Checker board artefact in 2DBP.

In both the disparity maps obtained using 2DBP and 2DCP, we can observe a

checker board pattern in some areas of the disparity map, e.g. the top right

corner in the disparity maps for the Tsukuba Head stereo pair in Figure. 6.21.

This is likely due to the checker board like passing scheme of 2DBP, similar effect

in disparity maps can be observed in [53].

Our next experiment uses eight different real-world stereo images from the IVS

online stereo website [7]. The results show similar features in the disparity maps

for both the 2DBP and 2DCP, where 2DBP over-smoothes object boundary areas

in the scene and 2DCP produce sharper edges, but with some noisy points in the

disparity maps. In the results for the Dog stereo pair, the disparity map of 2DBP

over-smoothes most of the image, as most features in the scene became blurry.

There are also noticeable regions with wrong matches e.g. the white and black
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Table 6.6: Relative errors (%) with error threshold 1 of the 2DBP and 2DCP
with the colour metric-based mismatch cost for the different regularising weights

w.

Scene 2DBP: w 2DCP
5 10 20 50 100

Tsukuba 2.8 3.2 3.6 4.5 4.9 3.9
Venus 5.5 4.9 4.6 4.4 4.1 5.9
Teddy 13.9 13.1 13.5 14.1 14.5 10.4
Cones 8.9 7.3 6.9 7.3 7.5 5.9
Art 22.7 22.9 23.4 23.9 25 24.1

Books 21.2 19.9 17.3 16.3 15.9 19.5
Dolls 15.1 14.5 14.6 15.2 15.8 16.4

Moebius 15.8 15.4 15.4 15.3 15.6 13.9
Mean 13.2 12.7 12.4 12.6 12.9 12.5

St.dev. 7.1 7 6.9 6.7 7 7.2

regions to the left and right of the dog. Where for 2DCP, it maintained most

of the features in the scene. But overall the 2DCP is an improvement over the

SCPS-SGS, as there are no horizontal stripes as seen in SCPS-SGS, due to the

2D message passing for both the matching and smoothing stage in our Two-Stage

paradigm.

Our experiments with both the Middlebury and real-world stereo image show our

Two-Stage energy minimisation paradigm can be extended to 2D using the BP

framework. The 2DCP is an improvement over the 1D SCPS-SGS algorithm. The

2D message pass in the signal mismatch stage provides us with a tighter space

of minimisers comparing to SCPS. As most features of the objects in the scene

can be seen in both the lower, and upper envelope image, where such features

are missing in the lower, and upper envelope image of SCPS. The 2D solution

space also contains up to 97% of the correct disparities. The links between all

minimisers are constructed after the matching stage, by using wave propagation,

we can restore disparity maps where all global minimisers are all linked to each

other, eliminating the intersection problem in the original 2DBP. Our Two-Stage

2DCP is comparable to the original 2DBP regarding matching accuracy, it can

provide disparity maps with sharper edges around object boundaries, but it can

be further improved by identifying noisy and occluded points to include additional



Chapter 6. Experimental Results 102

leftimage 2DBP 2DCP

Figure 6.22: Grey-coded disparity maps obtained with the 2DBP (w=20),
and 2DCP using the colour metric matching cost for the rectified real-world

stereo pairs Flower, Lamp, Roof, Dog, Dragon, Elephant, and Rock.

secondary minimisers.
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Conclusions

The proposed Two-Stage energy minimisation separates the energy of input-output

discordance from the energy of output inadequacy, which is combined by relative

weighting in the traditional energy minimisation paradigm. The main downside

of the traditional paradigm is that the accuracy of results largely depends on the

regularising relative weight, which is difficult to derive theoretically and has to be

chosen manually (typically by conducting experimental comparisons of different

weights). This weight pursues simultaneously two disparate implicit goals. The

primary goal is to enforce output adequacy, e.g. constraints on surface smoothness

in stereo matching, i.e. suppress large deviations between neighbouring disparities.

Also, the weighted cost function has to take into consideration the secondary

input/output discordance, e.g. secondary minima of the image mismatch energy

due to image noise. Both the goals do not coincide, and the optimal weight for

one data set (e.g., each pair of stereo images) may not be optimal for another set.

In our Two-Stage paradigm, the input-output discordance is modified to explicitly

include secondary θ-least solutions (θ-minimisers) into the space of solutions to

account for random deviations of noise in the input data. Additional constraints

are then applied directly to the enlarged space of solutions. So that an adequate

output is selected among both the primary (for θ = 0) and additional secondary

(for θ > 0) minimisers.
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In application to the ill-posed stereo vision, the Two-Stage paradigm separates

the image mismatch and surface smoothness energies. First, a space of mismatch

θ-least minimisers is stored using the concurrent propagation (CP). The CP based

on the ideas of BP and DP, it accounts for random deviations in input data by

selecting θ-minimisers of the mismatch. The latter allow for the explicit addition

of secondary mismatch minimums to the primary ones, in contrast to the implicit

pursuit of the same goal by the regularising weight w in the traditional energy

minimisation paradigm, using the weighted sum of the image mismatch and surface

unevenness energy terms.

The threshold θ in our approach explicitly extends the set of primary mismatch

minimisers to include the secondary minima. The latter allow for θ-deviations of

the matching pixel-wise intensities or colours due to noise. All links between the

minimisers are stored and then used to backtrack and restore all surface profiles

providing the same equivalent global mismatch energy. At the second stage, the

constraints on surface unevenness are applied within the space of the mismatch

minimisers to obtain the final solution or solutions for ill-posed minimisation.

The surface smoothing stage is simplified by penalising all deviations between the

neighbouring disparities.

The proposed SCPS-SGS stereo matching combines the CP based image matching

using the symmetric Cyclopean model of stereo vision (this matching algorithm

was abbreviated as SCPS), and the SGS based smoothing following the traditional

semi-global matching (SGM) stereo. The SGM was selected for benchmarking due

to its computation speed, and high accuracy comparable to global optimisation

algorithms. Our experiments on different sets of benchmarking stereo images from

the Middlebury stereo evaluation website and real-world stereo pairs compared the

performance of our SCPS-SGS and SSGM (SGM algorithm implemented for the

symmetric Cyclopean vision model). Our experimental results have shown that the

proposed SCPS-SGS achieves the better overall matching accuracy compared to

the SSGM (even better individual results, for several scenes under consideration).
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By comparing to the SSGM, the main advantage of the SCPS-SGS is that the lat-

ter requires no adjustable parameters. The threshold θ is adaptive, and its value

depends on ongoing pixel-wise noise estimations. Our experiments also showed

the matching accuracy of the SSGM is mostly affected by the regularising weight

w, where the matching error would increase when the value is too large. More-

over, the matching accuracy across different sets of stereo pairs show the optimal

value of the regularising weight is scene-dependent and differs for each stereo pair.

Contrastingly our SCPS-SGS was able to keep the consistent matching accuracy,

being similar to the SSGM with the best-found weight w. The SCPS-SGS could

be further enhanced as the noise in the images noise can be measured, at least, in

principle.

Our experiments also showed the Two-Stage energy minimisation simplifies the

use of more advanced matching cost functions such as mutual information (MI),

and signal adaptation (SA) because these adjustments affect only the matching

stage. Experiments with different stereo pairs confirmed the SCPS-SGS maintains

the similar accuracy to the MI-based SSGM. However, in the case of the SSGM,

the optimal value of the regularising weight is affected much by the change of the

matching cost.

The SCPS-SGS can also incorporate the SA in the matching stage to account for

arbitrary brightness and contrast variation in the images. This matching score is

better than the MI for realistic non-uniform brightness and contrast deviation in

stereo images (the MI is limited to uniform variations only). Also, it is harder to

implement SA in SSGM, because of combining 16 different adaptations, whereas

the SCPS-SGS, the SA is applied only once in the SCPS matching stage.

Our Two-Stage paradigm is not limited to 1D matching, its 2DCP extension,

based on the idea of loopy belief propagation (BP) improves the SCPS by taking

account of all links between disparities in a Markov random field (MRF) model of

disparity maps. To solve the intersection problem, being present in the original

loopy BP, we propose to construct and store the links between components of

all minimisers after the initial matching stage. Then the iterative 2D smoothing
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is applied within the space of minimisers, and the final solution is obtained by

wave propagation. Our space of minimisers stores transitions between elements

of all global minimisers, such that each of them can be traced back to restore the

whole solution. Contrastingly, only the components of global minimisers are stored

for each node in the loopy BP. Thus, for the ill-posed problems, no individual

minimisers can be restored in most of the cases. Results of our experiments showed

the 2DCP achieves matching accuracy similar to the loopy BP, but the objects in

the disparity maps have much sharper edges. On the other hand, the blurred edges

of the solutions observed in the loopy BP are due to over-smoothing. However,

there are a few visual artefacts in the surfaces restored with the 2DCP, because

our adaptive threshold did not include enough secondary minimisers to overcome

an excessive random noise at those points.

In total, the proposed novel Two-Stage energy minimisation paradigm provides

better regularisation of the ill-posed energy minimisation problem. Which replaces

heuristic weighting of two energy terms with explicit inclusions of secondary min-

imisers to account for random noise in input data, storing in a compact form the

space of multiple minimisers of the input/output discordance, and reducing this

space (ultimately, to a single solution) by minimising inadequacy of the stored

solutions. We demonstrated the Two-Stage approach could be applied to the ill-

posed stereo matching problem. In this case, both the proposed 1D SCPS-SGS

and 2DCP stereo matching algorithms have achieved the comparable accuracy

to the popular stereo matching algorithms such as SGM and loopy BP, without

searching for a needed regularising weight. In contrast to the classical single-stage

scheme, each stage of our approach can be easily modified to incorporate different

matching and/ smoothing schemes. The proposed Two-Stage energy minimisation

paradigm can be applied not only to stereo matching but also to other ill-posed

energy minimisation problems.



Appendix

Stereo Matching: A Brief Introduction

In stereo, if the points in the real world 3D space can be seen in both the images,

they are binocularly visible (B). If the points can be seen only in the left image, or

only in the right image, those points are monocularly visible to the left (ML), or

monocularly visible to the right (MR), respectively. The ML and MR points are

partially occluded points, and this means that those points have no corresponding

matches in the other image, due to those points either being blocked by foreground

objects, or the corresponding points are outside the field of view of the other

camera. Binocular stereo matching only matches non-occluded points (B) within

the common field of view of both the cameras.

Example of a stereo pair “Cones”, its ground-truth, and occlusion map taken

from the Middlebury stereo evaluation website [46] is shown in Figure.1. The

ground-truth images are the benchmark image used to evaluate the accuracy of

the generated disparity map, the ground-truth image it is usually created by using

laser measurement tools for precise measurement of the disparity, or by hand for

ground-truth of aerial images, where such precise measurement is unavailable. The

ground-truth image is presented using the grey scale, where lighter shades of grey

represent points closer to the camera, and darker shades of grey represent points

further away from the camera. The occlusion map shows the occluded area in

black of the left image, pixels in those areas have no matching points in the right

image. Due to being blocked by the objects in the foreground within the scene,
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(a) Left image (b) Right image

(c) Ground-truth (d) Occlusion map

Figure 1: “Cones” stereo images, ground-truth and occlusion map.

or can not be seen from the other camera due to camera position e.g. leftmost

regions of the left image and rightmost regions in the right image. Stereo matching

within partially occluded areas has always been a challenging problem.

The example in Figure.2 shows the binocular projection geometry of a point P in

the real world, onto the image plane of 2 cameras I1 and I2 through its optical

centres O1 and O2, where the point P would have different positions p1 and p2 in

both the images. The difference between p1 and p2 would increase as the distance

between P and the optical centre of the cameras decreases, and the difference

would decrease as the distance between P and the optical centre of the cameras

increases.
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Figure 2: Projection of a point in real world on to the image plane of cameras
at different positions.

Stereo Camera Calibration and Image Rectifica-

tion

Camera calibration is the process of finding the intrinsic (focal length, principle

point, skew factor) and extrinsic parameters (rotation and translation) of each

camera, which allows us to establish the relationship between the camera coordi-

nates (x, y) and the real-world coordinates (X, Y, Z). Then stereo camera calibra-

tion is performed to establish the relationship between the camera’s position, such

as relative rotation and translation from one camera to another. Having those

parameters allows us to perform processes such as image rectification, distortion

removal, and allows for real world measurements using triangulation. Real world

stereo images also use calibration information to remove any lens distortion in the

images. The downside of camera calibration is that the calibration only works for
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stationary intrinsic camera parameters, e.g. if the focal length is changed, then it

needs to be recalibrated.

In binocular stereo matching, the depth information is calculated by finding for

each point p1 in one image, the corresponding point in the other image p2, where

both pixels correspond to the same point in the 3D scene P . The depth or disparity

is the distance between the positions of the two pixels |p1 − p2|. Stereo matching

usually only considers the horizontal distance between two corresponding pixels

due to image rectification [10, 43]. Image rectification is an image transformation

process which re-projects the images taken by stereo camera system back onto a

common image plane, using the parameters obtained in camera calibration, thus

limits the matching to x-direction only.

Figure 3: Epipolar geometry.

Let O1 and O2 be the optical centre of two cameras in a stereo system, a point in

the real-world P is projected through the optical centre of the cameras onto the

image plane at positions p1 and p2. The points P , O1 and O2 forms the epipolar
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plane, the position where the line between O1 and O2 intersects the image planes

are called epipoles. The line between the epipole and p1 forms the epipolar line

in the left image plane, which mirror the line between P and O2. Due to those

constraints, any point along the line between O1 and P , the corresponding point

must be on the epipolar line in the right images.

Figure 4: Stereo image “Flower” before and after image rectification.

An example of stereo image “Flower” taken from the IVS online stereo website [7],

before and after rectification is shown in Figure.4. In the original stereo images

before image rectification, the corresponding part of the images e.g. the top part

of the flower is on different scan lines (marked by the green line). After image

rectification, we can see that now the top part of the flower is now aligned, in

other words, on a point in the left image will have its corresponding point in the

right image on the same epipolar line.

A disparity map is generated as a result of stereo matching, usually with respect

to the left images, as the left image is commonly used as the matching reference

image. The disparity map is presented using either grey scale, or colour images,
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where larger disparities are represented by a lighter shade of grey (grey scale) or

red (colour), and smaller disparities are represented by a darker shade of grey

(grey scale) or blue (colour). The accuracy of the generated disparity map is

measured by comparing it to the ground-truth image while excluding the points

in the occluded regions.

The disparity range specifies a minimum (dmin) and a maximum (dmax) search

range in the x-direction for a stereo pair, and it is usually taken as a set of inputs

in stereo matching algorithms. For example, for each pixel in the left reference

image at position (x, y), we search for the corresponding pixel in the right image

at positions (x − d, y), where dmin ≤ d ≤ dmax. The disparity range is given in

stereo pairs provided by Middlebury stereo evaluation page, but for real-world

stereo images, the minimum and maximum disparity range can be estimated by

measuring by hand, the distance between the corresponding points that are closest

and furthermost to the cameras.

Matching Cost and Smoothing

In stereo matching, the cost function measures how similar a pair or a group of

pixels are. The most simple cost measurement is the absolute difference between

the intensities (grey scale values), or colour (red, green, blue channels). The main

idea is pixels with a smaller difference in colour channels are more likely to be

similar, although this is not true in homogeneous textured areas, where all pixels

within such region have similar colours.

Smoothing in stereo matching refers to penalising of large jumps between neigh-

bouring disparities, and it is controlled by a smoothing weight parameter in most

global optimisation based algorithms. Smoothing is also used to reduce the random

matching noise in the image, and errors caused by occluded pixels. Over-smoothing

is when the smoothing weight outweigh the matching cost, which would result in

image artefact in the form of horizontal stripes in algorithms such as dynamic
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Figure 5: Effect of smoothing weight in the disparity map, from small to large
in dynamic programming stereo.

programming stereo as shown in Figure.5, where larger smoothing weight sup-

presses the noise in the image with smaller smoothing weight but introduces more

horizontal stripes around the boundary area of objects in the scene.
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