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Abstract
Numerical models of geothermal reservoirs are a valuable tool to understand
the processes that control subsurface flow and to help engineers and scientists
to manage these resources. However, there are a number of uncertainties that
modellers have to face to generate reliable predictions. The problem of geological
uncertainty was addressed by geostatistical simulation. Multiple-point statistics
(MPS) algorithms were introduced. The main feature of a MPS algorithm is
that it relies on a training image and through the use of multiple training images
spatial uncertainties in subsurface flow problems are addressed.
Methods for global uncertainty and sensitivity analysis (UA/SA) are mainly
based on the Monte Carlo approach. In these analyses the simulator will be
run many times with different combinations of parameters and an ensemble of
outputs will be gathered from which sample statistics can be calculated. The
main limitation of this approach is that a very large number of samples from
the simulator are necessary to obtain reliable estimates for uncertainty analyses,
which is not feasible for expensive models. As an alternative to Monte Carlo
methods the Bayesian emulation methodology was presented. The idea behind
this method is that a statistical approximation to an output can be generated
from a small number of runs of the simulator. This approximation may then be
used to produce fast estimates of a model output for different combinations of
parameters. This methodology was applied to a series of problems in UA/SA
with a considerably saving of the number of simulator runs.
Additionally, the problem of global calibration was addressed with the use of
surrogate models and adaptive sampling and efficient solutions were obtained for
nonlinear, multimodal problems, where standard, derivative-based methods may
achieve convergence to low-quality solutions. The use of surrogate models was
tested in low and high dimensional problems and the results show in general a
good agreement between the estimated outputs and the available observations.
An important feature of surrogate model calibration is that it allows the inclusion
of categorical variables into the analysis, which was shown to be an efficient
strategy to include geological uncertainties into a calibration problem.
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Chapter 1
Introduction
1.1 Subsurface Fluid Flow Modelling Under
Uncertainty
Subsurface fluid flow is a crucial phenomenon for many important industrial activities such as the recovery of hydrocarbons and groundwater, disposal of pollutants, geological sequestration of greenhouse gases or the harvesting of heat
from geothermal systems. In all of these scenarios a fluid, or a mix of fluids, is
circulating through a porous and fractured media and one of the main goals for
engineers and scientists is to understand and be able to predict the behaviour
of these systems under natural and human-induced conditions. During recent
decades numerical models have been widely used as a powerful tool to help scientists to understand fluid flow under different circumstances. These numerical
models are capable of solving the complex system of coupled partial differential
equations that control subsurface flow in a broad range of scenarios.
One of the main limitations when implementing numerical models for subsurface problems is the lack of knowledge about rock properties and their spatial
distribution inside the volume of study which strongly impacts the ability of the
modeller to assign proper values to model parameters under uncertainty. Geological properties, such as lithology, permeability or porosity, may be constrained
with the use of available data derived from well logging, or regional geophysical surveys but, in the first case they are normally local measurements without
a wide coverage and in the second case they may not represent the same scale
as required for flow models or only reflect rough approximations to geological
properties for example. As could be expected, rock properties are location dependent and it is very common that they present a strong spatial heterogeneity
which makes harder a proper recognition with limited data. Additionally to rock
properties there are model inputs which sometimes are only barely constrained
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such as the rate of recharge or the distribution of heat and mass inputs for a
geothermal reservoir. All of these unknowns contribute to observed discrepancies between model outputs and field measurements and in the uncertainty about
future predictions.
To address the aforementioned problems we will investigate the use of statistical techniques in which the uncertain parameters are considered as random
variables with the aim of quantifying and reducing some of the uncertainties
present in subsurface flow models in an efficient way as some traditional methods
for uncertainty quantification are very time consuming. In this thesis we will focus particularly on the use of geostatistical methods and on the use of surrogate
modelling for the problem of uncertainty quantification in geothermal reservoir
modelling in which a mix of one or two phase fluid circulates under the surface
and then this fluid is used to extract heat from the reservoir to the surface, but
our approach can be easily adapted to other problems of similar characteristics.

1.2 Spatial Heterogeneities in Geothermal
Reservoir Modelling
As in similar problems related to subsurface fluid flow rock properties and their
spatial distribution are of primary interest. The modelling of these properties
is not an easy task mainly for the lack of hard data but, as could be expected,
spatially they follow some geological rules that make possible to model geological
bodies that share some characteristics (same permeability for example) instead
of modelling each model domain as a separate unit. Normally, conceptual geological models are built based on previous knowledge complemented with the
available information and then these conceptual scenarios are used as a basis
for numerical models. Unfortunately, no matter how much data we can collect
from the field, it is practically impossible to get the full geological picture of the
reservoir without uncertainty, our conceptual model is just one representation of
what the system could be. In this sense, geostatistical simulation has become a
popular methodology for simulating unknown geological properties and geometries and quantifying reservoir heterogeneities. Geostatistics is a robust family of
methodologies that allows to include available data into different realizations in
a stochastic framework and that creates an easier link between simulations and
geological knowledge. There is an extensive literature about the use of stochastic
modelling for reservoir modelling in the oil and gas industry and more examples
are continuously been reported for groundwater and CO2 sequestration problems
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(Deutsch, 2014; Hou et al., 2013; Huysmans and Dassargues, 2009, just to name
a few). However, it is not yet a normal practice in the geothermal modelling community, although some attempts have been made in the last years (Vogt et al.,
2010; Sepúlveda et al., 2012).
One limitation about the use of traditional geostatistical methods such as kriging or sequential Gaussian simulation (Deutsch and Journel, 1998) in a geothermal
context is the scarcity of data when compared, for example, with oil and gas or
mining operations. In a normal geothermal operation the number of wells is small,
mostly drilled with rotary tools where the only recovered products are small rock
cuttings where most of the geological information is lost and where most of the
wells are concentrated in narrow production areas leaving broad volumes without
any data. These constraints make the calculation of the variogram unreliable.
The variogram is a very sensitive indicator used for most geostatistical methods
(more details in section 2.1.1). Additionally, traditional methods based on the
inference of the variogram only measure the degree of correlation/connectivity
between any two locations in space (two point statistics), so they cannot model
complex geological structures such as channels, irregular geological units and
fractures, which are common features in subsurface formations.
Considering the previous discussion this thesis will focus on the use of a relatively new family of algorithms termed multiple point statistics models (MPS),
which are a novel simulation approach based on the reproduction of spatial patterns present in a training image. In this methodology the geological structures
are characterized by multipoint statistics, which expresses the joint variability at
many more than two locations at the same time. Such multiple point statistics
cannot be inferred from typically sparse well data but could be read from training images depicting the expected subsurface heterogeneities. In simple terms,
a training image is a numerical representation of the geometry and distribution
of objects/patterns deemed to prevail in the volume of interest (Journel, 1993).
This training image allows us to avoid the modelling of the variogram and the
conditional probabilities for sequential simulation are extracted from this training
image. Ideally, these training images should reflect a prior conceptual geological
scheme which includes any additional knowledge of the physical phenomena and
the region of interest. For example, in a geothermal context, it is very likely that
our region of interest may be located in a volcano-sedimentary setting where the
periodic accumulation of volcanic products generates the local stratigraphy that
should be expected in our conceptual model, so this volcanological prior knowledge may be used for the construction of a training image. In Chapter 2 we will
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formally introduce more of the mathematical concepts mentioned here with some
applications in geothermal reservoir modelling.
It is important to mention that, in the context of reservoir simulation, geostatistical realizations are not an end-goal itself; instead these multiple realizations
are normally used as inputs for flow simulators. One limitation with this approach
is that each run of the numerical simulator may be very time consuming (on the
order of several minutes to hours), which makes it unfeasible to evaluate each one
of the realizations generated by the geostatistical algorithm (which could be on
the order of hundreds or thousands of realizations for a characterization of the
spatial uncertainty). Ideally, it is desirable to select only a small subset of these
realizations for evaluation in the expensive flow simulator, but this subset should
keep most of the variability present in the full ensemble of realizations. Chapter
5 includes a wider discussion about this topic and some solutions are presented
and applied in our models.

1.3 Inverse Modelling as a Tool for Uncertainty
Reduction
There is not only uncertainty about the distribution of geological properties but
also about the right numerical values of these properties. One approach for
characterizing this uncertainty could be to use a similar method as described in
the previous section and instead of modelling discrete geological bodies the aim is
to model the continuous distribution of a particular rock property, as, for example,
permeability. The main limitation with this approach in geothermal modelling
is the absence of direct measurements of rock properties such as permeability or
porosity, which makes it impractical to infer a form of conditional distribution
for subsequent stochastic modelling. In a geothermal context it is very likely that
the only available data on rock properties corresponds to lithology (rock type).
However, field measurements of flow behaviour and state variables such as temperature or pressure may be available and they should be used to improve the
estimation of some rock properties. Formally, the process of estimating model
parameters from available data is known as inverse modelling, data assimilation
or calibration. From an initial guess of input parameters these parameters are
updated iteratively with the aim of minimizing some form of numerical misfit (objective function) between the model outputs and available measurements. The
process of parameter adjustment may be done manually or using some optimization technique, such as evolutionary methods or derivative-based methods. At
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the end of this parameter-modification process, if successful, the modeller will
obtain a set of parameters that represents properly available measurements and
a numerical model using this set of parameters may be used later for future
predictions about reservoir performance.
It is important to notice that this process of calibration is not free of difficulties; the process needs to evaluate the expensive function (flow simulator) for
every configuration of input parameters suggested by the optimization algorithm,
which, as we already mentioned, may be very time consuming for high dimensional
problems. Normally, in subsurface fluid flow problems there is a highly nonlinear connection between input parameters and model outputs and it is common
to have more parameters than independent observations which makes our problem ill-posed with a nonunique solution, so for a particular model output it is
possible to find multiple different combinations of input parameters that match
that output value. Additionally, our objective function may present several local
minima or broad flat regions in the multidimensional space that imposes extra
difficulties to traditional optimization methods even when taking into account
some form of prior knowledge from the modeller in the form of a regularization
term. The occurrence of nonunique solutions for the inverse problem indicates
that the uncertainty about model parameters has only been reduced by the available observations, but not completely eliminated, so the single solution derived
from the calibration routine should be used with caution for reliable predictions
of future reservoir performance. A potential solution is to keep all the feasible
solutions that match the observed data under a pre-established misfit value so
it is possible to reassess the remaining uncertainty in the input parameters and
model outputs. Unfortunately, this solution suffers from a considerable increase
in the computational resources needed as more input parameter combinations
needs to be evaluated with the expensive flow simulator.
In Chapter 4 there is a formal introduction to the mathematical problem of calibration and a brief discussion about the different sources of uncertainty present in
reservoir modelling and a review of some of the most popular methods currently
under use in reservoir modelling and their main limitations.

1.4 Surrogate Modelling: An Efficient Tool for
Calibration and Uncertainty Reduction
As discussed in the previous section there is a common feature between calibration methods and uncertainty/sensitivity analysis: the considerable number of

5

function evaluations required. In order to overcome the burden of calculations
the use of surrogate models has become a popular choice for computationally demanding tasks. In general terms a surrogate model (emulator, response surface
model, reduced order model or meta-model have been used in the same sense) is
an approximation of the original phenomena which may be evaluated in a faster
way than the original problem. For the type of tasks that we are considering
the use of surrogate modelling it is expected that a good surrogate model should
be fast and accurate. Various types of surrogate models have been used in the
literature and there is a continuously increasing list of publications that make
use of these fast approximations for purposes such as prediction, optimization,
sensitivity analysis, uncertainty analysis and inverse modelling. In most of these
applications the evaluation of the phenomena under study is very time consuming, it may represent the value of a physical quantity recorded in the laboratory
or the output of a complex numerical model, which makes the use of traditional
methods impractical. For an extensive review of surrogate modelling in the field
of water resources please refer to Razavi et al. (2012) and for examples in the oil
and gas industry to Goodwin (2015).
In general, surrogate models can be classified into two main categories: statistical data-driven models and lower-fidelity physically based models. In this thesis
we will focus on the first category, which all require the evaluation of the expensive phenomena in a number of points based on some form of initial experimental
design (more details in Chapter 3), from which a first surrogate model over the
entire parameter space is generated. Examples of models in this category include
Gaussian process (kriging), radial basis functions, neural networks or some form
of polynomial approximation. In the second category of surrogate models it is
possible to include models built on coarser spatial and/or temporal grids and
simplified mathematical equations or physical models (Cui et al., 2011). Chapter 3 presents the mathematical treatment behind surrogate modelling as well
as a wider discussion about different methods and their applications in reservoir
modelling.

1.5 Efficient Global Optimization Based on
Surrogate Modelling
As we already mentioned numerical models of heat and mass transfer in a geothermal system are characterized by a strongly nonlinear relationship between the
input parameters and model outputs, which makes the calibration process a dif-
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ficult task. The availability of a calibrated model is fundamental for its posterior
use as a predictive tool for assessing the behaviour of a particular system and in
the decision-making process. Additionally, it is ideal if the calibration converges
quickly to a good solution. Most of the initial efforts for calibrating geothermal
models are based on the use of manual techniques (manual calibration) and lately
it is a normal practice to use automatic tools that implement derivative-based
methods, such as gradient based methods, which are available in some current
software. One important limitation with the use of derivative-based methods is
that nonlinear models may present several local minima and hence it is possible to
get stuck in one of these low-quality solutions using derivative-based techniques
only, unless the initial candidate is close enough to the global solution or if the
uncertainty range for the initial parameters has been constrained enough and it
only includes one minimum. In other words, there is uncertainty in the obtained
calibrated solution using local methods only, as there is no guarantee that the
converged solution is the best possible solution in the input space. Although,
the current local solution may replicate well some observations, it is very likely
that the effect of this low-quality solution will be seen in predictions about future performance of the system. The previous limitation could be overcome using
different initial candidates and then comparing between solutions, so a wider coverage of the input space is achieved, but this approach means that more function
evaluations are needed which limits its use for big models, even with current
computational resources.
Global optimization methods were proposed with the aim of finding the global
minimum (or maximum) of a function for problems were it is not easy or efficient
to obtain the gradient of the function, either because of the irregular nature of
the function or for the presence of several local minima. With this objective
many different methods have been proposed in the literature such as pattern
search or heuristic methods (simulated annealing, genetic algorithms or particle
swarm). However, many of these methods are not very efficient for expensive
functions, such as those found on reservoir modelling, because they may require
a very large number of function evaluations to obtain a relatively good solution.
An alternative solution to this problem is the use of a surrogate model instead
of the expensive function for global optimization problems, so all the intensive
calculations are carried out in this interpolator. After the initial experimental
design and fitting of the initial surrogate model has been carried out the main
idea in this approach is to use an adaptive sampling strategy with the aim of
selecting the new potential point or points for evaluation in the flow simulator
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that eventually will minimize the objective function, so promising regions of the
input space are preferably sampled over regions with a lower posterior probability
of include the global minimum. These type of methods for global optimization
were proposed some time ago (Kushner, 1962) but they have become popular
only recently. Chapter 4 presents a wider overview about the use of surrogate
models for global optimization and a discussion about different methodologies
and applications found in the literature. Additionally, Chapter 4 includes some
examples of the use of this methodology in the context of geothermal reservoir
modelling, focusing in the efficiency of the method as ideally a good method needs
to find a good solution with as few function evaluations as possible.

1.6 Integrating Geological Uncertainty into the
Calibration Problem
Inclusion of geological features in data assimilation problems is not an easy task.
There is a lack of a general method of parameterization of a complex geological
model into a reduced set of parameters that could be included in an optimization problem. Traditional gradient-based techniques for calibration require that
only continuous and differentiable functions and parameters may be used, which
excludes the use of categorical geological variables such as rock type or degree
of alteration. Furthermore, there is a risk that exists when a mathematical optimization algorithm is allowed to modify some geological parameters, since the
resulting spatial distribution of the parameter of interest, after calibration, may
not have any geological sense.
However, some successful attempts have been made with the aim of developing
parameterization methods for geological models to be used in conjunction with
gradient based history matching (Sarma et al., 2008; Vo and Durlofsky, 2014,
2015). These methods are able to reproduce complex geological geometries in an
optimization framework based on an ensemble of geostatistical realizations, but
they are currently restricted to a low number of facies/rock types. Wellmann
et al. (2014) presented a methodology to include structural geological parameters, such as orientation of geological contacts or strike and dip of an observed
fault, into an inversion problem. In this work they are able to parameterize
the geological structure of a CO2 sequestration model and evaluate the influence
of structural data on flow simulation results. However, their parameterization
approach seems to be case-specific, and it is not clear how to apply it into a different, more complex, scenario. Additionally, for the optimization problem they
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use the downhill simplex method, which is a local, derivative-free algorithm that
is relatively inefficient to converge, in terms of the number of function evaluations
that it requires, to a local minimum with all the limitations already mentioned
about local methods. Furthermore, the downhill simplex method becomes very
inefficient for high dimensional problems.
Our approach, which is more general and flexible, is not constrained by the
number of rock types and is not case-specific, will be presented in Chapter 5.
Basically the problem is to solve a nonlinear mixed-integer global optimization
problem assisted by the use of surrogate models. Mixed-integer optimization
problems are in general difficult to solve. Most algorithms for solving mixedinteger optimization problems are based on branch and bound methods, or some
evolutionary strategy such as genetic algorithms or ant colony optimization, which
are all very demanding of computational resources. Only through the use of
surrogate models this approach becomes efficient for their use in the context of
reservoir inverse modelling.
As will be discussed in more detail in Chapter 5 the geological uncertainty
comes in the form of a discrete set of geostatistical realizations (categorical variables), which are assumed to contain all (or a significant portion) of the expected
geological variability present in the full ensemble of geostatistical realizations
(see discussion at the end of section 1.2). In this approach we prefer to keep
the geological models fixed and not prone to modifications from the optimization algorithm, so it ensures that geological constraints are preserved through
the process. Permeability, porosity and other numerical input parameters are
the continuous variables of the mixed-integer optimization problem. In this way
we considered that some of the most common sources of uncertainty in reservoir
modelling are taken into account jointly. Figure 1.1 presents a scheme of the
proposed workflow for uncertainty reduction.
Finally, Chapter 6 presents a general discussion and some conclusions derived
from this thesis.
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Field Data
(Rock type, pressure,
temperature, etc.)

Geostatistical
Realizations
• MPS
• Spatial uncertainty
• Model selection

Forward
Modelling
• Uncertain parameters
• AUTOUGH2

Inverse Modelling
• Parameter estimation
• Global optimization
• Mixed-Integer optimization

Surrogate Modelling
• Initial experimental design
• Gaussian process
• Radial Basis functions
• Adaptive sampling

Figure 1.1: Proposed workflow for uncertainty reduction in geothermal reservoir
modelling. The method proceeds until a model, or a set of models,
matches the available data below a given threshold or the total number
of allowed functions evaluations is achieved.
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Chapter 2
Geostatistical Modelling of
Geothermal Reservoirs
2.1 General Concepts
Geostatistics aims at providing quantitative descriptions of natural variables distributed in space or in time and space and provides a methodology to quantify
spatial uncertainty (Chiles, 2011). Matheron (1965) introduced the term regionalized variable to designate a numerical function z(x) depending on a continuous
space index x and combining high irregularity of detail with spatial correlation.
Geostatistics can then be defined as the application of probabilistic methods to
regionalized variables. It associates randomness with the regionalized variable
itself, by using a stochastic model in which the regionalized variable is regarded
as one among many possible realizations of a random function. A deterministic
variable takes only one outcome; conversely a random variable (RV) is a variable
that can take a set of possible outcomes, each with a certain probability or frequency of occurrence (Goovaerts, 1997; Remy et al., 2009). In the discrete case,
each outcome zi is attached a probability value
pi = Prob{Z = zi } ∈ [0, 1],with

n
X

pi = 1,

(2.1)

i=1

In the continuous case, the distribution of probability values can take the form
of:
• a cumulative distribution function (cdf) providing the probability for the
RV not to exceed a given threshold value z:
F (z) = Prob{Z ≤ z} ∈ [0, 1]

(2.2)
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• a probability density function (pdf) defined as the derivative or the slope
of the cdf at z-values where F is differentiable.
The key to a probabilistic interpretation of a variable z is the modelling of the
distribution function, cdf or pdf, of the corresponding random variable Z. From
the distribution of Z, specific moments can be derived such as the mean, the
median, the variance, etc.
A random function (RF), denoted Z(u), is a set of dependent random variables
{Z(u),u ∈S}, each marked with a coordinate vector u spanning a field or study
area S. Just like a single random variable a random function Z is characterized
by a distribution function and can be inferred from a finite set of simulated
realizations, a RF Z(u) is displayed and used through its realizations {z l (u),u ∈
S},l = 1, . . . , L (Goovaerts, 1997). A realization can be seen as a numerical model
of the possible distribution in space of the z-values.
Following the previous definitions a conditional cumulative distribution function (ccdf) of a RV can be defined as the probability that the unknown Z(u) be
valued no greater than a threshold value z conditional to a data set n(u).
F(u; z|n(u)) = Prob{Z(u) ≤ z|n(u)}

(2.3)

This last expression makes the dependence of that cdf on the location u explicit
and the relation of that location with the n(u) data is retained. For practical
purposes just the ccdf has interest and only those should be used for estimation
(Remy et al., 2009).
A critical step when implementing geostatistical models consists of the estimation at each location u along the simulation path of the conditional distribution
given a specific conditioning data set n(u). Two different approaches will be
discussed:
• Traditional two-point statistics, which consists of evaluating the relation of
the single unknown Z(u) with one datum Z(uα ) at a time. Such relation
normally takes the form of a covariance, or variogram.
• Multiple-point statistics (MPS), this allows considering the n(u) data as a
whole or a set of neighbour data. The necessary multiple-point statistics
are taken from a training image (Guardiano and Srivastava, 1993; Strebelle,
2002). A training image can be seen as an unconditional realization of a RF
model Z(u), that is a prior conceptual pattern of the spatial distribution of
the variable (Remy et al., 2009).
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A two point simulation aims at generating simulated realizations that honour
the data and a variogram model. A MPS simulation aims at generating simulated
realizations that honour the data and the multiple-point patterns present in the
training image (Remy et al., 2009).
It is beyond the scope of this section to present a detailed description of kriging,
sequential simulation and its variations. This section is intended as an introduction to some theoretical aspects and properties of some of the most used algorithms in geostatistics. For a more detailed description please refer to Goovaerts
(1997), Deutsch and Journel (1998) and Chiles (2011).

2.1.1 Two Point Statistics: The Variogram
The most commonly used tool in geostatistics for a measurement of the relationship between two random variables is the variogram, which is equivalent to the
covariance. All two point based methods (kriging, cokriging, sequential Gaussian
simulation, etc.) rely on this indicator. Let us defined Z(u) as a stationary random function, and any two of its random variables Z(u) and Z(u + h), separated
by a vector h. The relationship between these two RVs is characterized by any
one of the following indicators:
• The covariance:
C(h) = E{[Z(u) − m][Z(u + h] − m]}

(2.4)

ρ(h) = C(h)/C(0) ∈ [−1, 1]

(2.5)

2γ(h) = E{[Z(u + h) − Z(u)]2 } = 2[C(h) − C(0)]

(2.6)

• The correlogram:

• The variogram:

where m = E{Z(u)}, C(0) = σ 2 = Var{Z(u)} are the stationary 1-point statistics
of the random variable.
For practical purposes an experimental variogram (or semivariogram) may be
estimated from n(h) pairs of data z(uα + h), z(uα ), α = 1, . . . , n(h) distant of h:
n(h)

2γ ∗ (h) =

1 X
[z(uα + h) − z(uα )]2
n(h) α=1

(2.7)
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The experimental variogram is an unbiased estimator of the theoretical variogram. After this value has been calculated for a range of distances | h |,
according to data availability, it is used to extrapolate/interpolate the values of
γ ∗ (h) for all vectors h into a model γ(h) available for all h. That model will
represent the spatial variability of the random variable under study. An additional important aspect of the variographic analysis is the variation of correlation
for different directions. When the variogram does not vary with direction, it is
said to be isotropic. It is only a function of the modulus of the vector h. In the
opposite case, the variogram is anisotropic. For a deeper review of experimental
variogram modelling please refer to Goovaerts (1997) or Chiles (2011).

2.1.2 Local Estimation: Kriging
Estimation aims to predict the value of a regionalized variable over an unsampled
site or volume of the field under study based on available data. Kriging is a very
popular method of interpolation and historically formed the basis of geostatistics
(Krige, 1951; Matheron, 1970; Journel and Huijbregts, 1978). Additionally, it is a
fundamental tool used in most geostatistical estimation and simulation algorithms
and that is why it is important to introduce some of its basic concepts. Kriging
is in essence a generalized linear regression algorithm, extending the data-tounknown correlation from data-to-data correlation through a nondiagonal kriging
matrix (Remy et al., 2009). This allows the estimation of a regionalized variable
by means of a weighted linear combination of available data.
The most basic kriging algorithm is called Simple Kriging. It consider the estimation of an unsampled value z(u) from n(u) neighbouring data values z(uα ), α =
∗
1, . . . , n(u) within a stationary field S. The estimation zSK
(u) is defined as:
∗
zSK
(u)

−m=

n(u)
X

T
λSK
α (u)[z(uα ) − m] = λ · D,

(2.8)

α=1

where λ is the column vector of the n(u) kriging weights λSK
α (u) and D is the
column vector of the n(u) residual data values [z(uα )−m] built from the stationary
and assumed known and constant mean value m. The consideration of residual
variables rather than the original Z-variables ensures unbiasedness defined as
there is zero expected error:
∗
E{ZSK
(u) − Z(u)} = 0

(2.9)

Ideally, unbiasedness should be conditional to both data configuration and data
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values, that is:
∗
E{ZSK
(u) − Z(u)|Z(uα ) = z(uα ), α = 1, . . . , n(u)} = 0

(2.10)

Unfortunately simple kriging, as most other linear estimators, ensures unbiasedness, not conditional unbiasedness, which is the source of many disappointments. On the other hand, a great advantage of kriging over traditional interpolators is that it is not convex, it means it does not need to be valued in the
interval of the data values available (Goovaerts, 1997).
For their part the weights λSK
α (u) in 2.8 can be calculated by a kriging system
of linear equations built from a covariance model (Goovaerts, 1997):
K ·λ=k

(2.11)

where k T = [C(u − uα ), α = 1, . . . , n(u)] is the data-to-unknown row covariance
vector, and K = [C(uα − uβ ), α, β = 1, . . . , n(u)] is the data-to-data square
covariance matrix; both matrices are built from the prior stationary covariance
model:
C(h) = Cov{Z(u), Z(u + h)} = C(0) − γ(h),

(2.12)

where C(0) = Var{Z(u)} is the stationary variance, and 2γ(h) = Var{Z(u) −
Z(u + h)} is the stationary variogram model for the regionalized variable.
According to Journel and Huijbregts (1978), the two most important contributions of kriging to estimation are:
1. The utilization of a variogram distance γ(h) specific to the variable Z(u)
and the stationary S zone under study.
2. The consideration of the data-to-data covariance matrix K allows data
declustering, which leads to giving less weight to redundant data within
a cluster of data as opposed to isolated data.
A second product derived from the kriging process is the kriging variance, it
is the expected squared error whose minimization led to the kriging system 2.11
and is defined as:
∗
2
(u)} = C(0) − λT · k
σSK
(u) = Var{Z(u) − ZSK

(2.13)

The last expression is independent of the data which was used, so, it only
depends on the spatial configuration of the data set n(u) available and the covariance model adopted. The kriging variance is a valuable index for comparison
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of diverse data configuration, not a measure of estimation accuracy (Journel and
Rossi, 1989), for this goal a conditional error variance, which is dependent on the
data, is needed. One exception is that provided by a Gaussian RF model where
all constitutive RVs are assumed jointly Gaussian-distributed. In this case, the
conditional error variance is equivalent to the kriging variance (Goovaerts, 1997).
Sometimes the restriction of stationarity could be relaxed and a local variable
mean or covariance model can be useful. Variants of the simple kriging algorithm
have been developed to take into account such flexibility. In ordinary kriging
(OK) the mean is locally re-estimated from local data inside the search neighbourhood, while the covariance model is kept stationary. This estimator is used
more often than simple kriging thanks to its robustness against local departures
from the original decision of stationarity (Remy et al., 2009). Kriging with a
trend (KT) uses a function for the mean which is a function of the spatial (or
temporal) coordinates and the unknown locally variable parameters in the estimation neighbourhood; generally it takes the form of a polynomial function of the
coordinates. Kriging with a local varying mean (LVM) uses auxiliary information
which provides the local varying mean at all locations. All these variants amount
to relaxing the decision of stationarity initially necessary to define the random
function model and infer its constitutive statistics. These kriging variants already
mentioned work well with continuous data but sometimes it is necessary to model
categorical variables such as lithology, degree of alteration or the presence of a
continuous variable with a value above or below a limit threshold. For those
cases indicator kriging has been developed which works with binary indicators of
occurrence of an event (Goovaerts, 1997; Deutsch and Journel, 1998).
There is nothing in the theory of kriging that constrains the unknown Z(u)
and the data Z(uα ) to relate to the same attribute. Cokriging is the extension of
the kriging estimator to estimation of one attribute using data related to other
attributes (Goovaerts, 1997). An important assumption that cokriging requires
is that the random functions associated must be jointly stationary. The main
complexity with this method is the necessity to infer and model jointly the crosscovariance/variogram models, which depends strongly on the total number of
attributes. Independent of the cross-covariance/variogram approach used, cokriging shares all the strengths and limitations of kriging. The weights involved
and the error variance only depend on the geometric configuration of data, the
location of the unsampled site and the variograms involved. Additionally, since
kriging is a linear estimator, cokriging could ignore any nonlinear relation between
two different attributes.
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2.1.3 Sequential Gaussian Simulations
Kriging, and its variants, works well for mining and other applications where
local accuracy is of crucial importance. However, for subsurface flow problems
kriging is not appropriate as it produces a smooth image of variability which
may have a large influence in flow behaviour. For a better reproduction of the
spatial variation stochastic simulation was introduced to deal with the smoothing
effect of kriging and provide equiprobable realizations that displayed the spatial
variation from a given variogram model (Matheron, 1973; Journel, 1974). The
principle behind a geostatistical simulation consists of building a fictitious variable
that reproduces the spatial continuity of the regionalized variable z = {z(x), x ∈
S}. This construction is based on the assumption that z is only one particular
realization of a random function Z = {Z(x), x ∈ S}. The idea is to generate a set
of realizations of this random function to model subsurface heterogeneities and
assess spatial uncertainties. Sequential Gaussian Simulation (Goovaerts, 1997;
Deutsch and Journel, 1998) uses the convenient properties of the Gaussian RF
model. A Gaussian RF is fully characterized by its mean and covariance. In the
sequential Gaussian simulation algorithm the mean and variance of the Gaussian
distribution at any location along the simulation path are estimated by the kriging
estimate and the kriging variance, respectively. The value obtained from that
distribution is then used as conditioning data. The main steps of the algorithm
are summarised in Table 2.1 (Remy et al., 2009).
Different simulation algorithms using a Gaussian condition exist: LU simulation (Deutsch and Journel, 1998), sequential Gaussian simulation (SGSIM) and
sequential Gaussian co-simulation (COSGSIM) which integrates secondary information in the modelling. Gaussian random functions have very specific spatial
structures and distribution laws. For example, in Gaussian models the median
values are maximally correlated in space, while extreme values are increasingly
less correlated. In particular, the Gaussian model does not allow for any significant spatial correlation of very large or very small values, a property known
as destructuration effect (Goovaerts, 1997). If the phenomenon under study is
known to have well correlated extreme values or high values correlated differently
from low values, a Gaussian-based simulation is not appropriate (Remy et al.,
2009).
For a non-Gaussian assumption Direct Sequential Simulation (DSSIM), Sequential Indicator Simulation (SISIM) and Sequential indicator Co-Simulation
(COSISIM) have been implemented. They work on the original variable without any preliminary transform. For a detailed description of these, and others
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Table 2.1: Sequential Gaussian simulation algorithm
SGSIM algorithm
1. Transform the data into normal score space Z(u) → Y (u).
2. Define a random path visiting each node of the simulation grid.
3. for Each node u along the path do:
• Get the conditioning data consisting of neighbouring original hard
data (n) and previously simulated values,
• Estimate the local conditional cdf as a Gaussian distribution with
mean given by kriging and variance by the kriging variance
• Draw a value from that Gaussian ccdf and add the simulated
value to the data set
4. end for
5. Repeat for another realization
methods of simulation please refer to Goovaerts (1997) or Deutsch and Journel
(1998).
An important point related with stochastic simulation algorithms is that a
simulation can be conditioned or nonconditioned. A nonconditioned simulation
builds realizations of the random function that represent the regionalized variable,
but without taking into account available data. So, although it reproduces the
original variability of the regionalized variable (same histogram and variogram)
it does not interpolate data. By contrast, a conditioned simulation uses the
available data by mean of a conditioned distribution. A conditioned distribution
describes the local uncertainty on the values of the regionalized variable taking
into account the actual values present in the search neighbourhood.

2.2 Multiple Point Statistics Models - MPS
2.2.1 Introduction
As previously mentioned in section 1.2 complex geometries, as could be expected
in subsurface flow problems, normally are only poorly reproduced by 2-point
statistics based on the variogram, but these complex heterogeneities are indeed
very important for fluid flow. Before the introduction of MPS models, two
large families of simulation algorithms for facies modelling were available: pixel-
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variogram-based (Matheron, 1970; Deutsch and Journel, 1998) and object-based
or Boolean algorithms (Leeder, 1978; Mackey and Bridge, 1992). Pixel-based algorithms build the simulated realizations one pixel/node at a time, thus providing
great flexibility for conditioning to data of diverse support volumes and diverse
types. However, pixel-based algorithms have difficulties reproducing complex geometric shapes, particularly if simulation of these pixel values is constrained only
by two-point statistics, such as variogram or covariance. Object-based algorithms
build realizations by dropping items onto the simulation grid, one object or pattern at a time; hence they can be fast and faithful to the geometry of the object.
However, they are difficult to condition to local data of different support volumes, particularly when these data are of small support volume, numerous and
of diverse type (Remy et al., 2009).
The MPS concept proposed by Journel (1993) combines the strengths of the
previous two classes of simulation algorithms. It operates pixel-wise with the
conditional probabilities for each pixel value being lifted as conditional proportions from a training image depicting the geometry and distribution of objects
deemed to prevail in the actual field. In essence, the training image provides all
the necessary multiple point covariance values. The decision of stationarity allows
scanning a specific training image for replicates of the single multiple-point conditioning data event. By so doing one would sidestep any variogram/covariance
modelling and also any kriging.
Currently, there are several MPS algorithms being used in real applications
which have shown reliable results such as SNESIM, FILTERSIM, DisPAT, IMPALA or Direct Sampling, to name just a few (Strebelle, 2002; Wu et al., 2008;
Honarkhah and Caers, 2010; Straubhaar et al., 2011; Mariethoz et al., 2010). It
is not the scope of this document neither to present a comparison between different algorithms nor a detailed description for each of them, but instead to show
some practical considerations for its use in the context of geothermal reservoir
modelling. For a deeper and updated state of the art discussion about different
MPS methods, readers are strongly advised to read the book: Multiple-point
geostatistics, Stochastic modelling with training images (Mariethoz and Caers,
2015).
Most of the worked examples in this Chapter were already presented in Vidal
and Archer (2015a) and are based on the use of the FILTERSIM algorithm,
implemented in the SGeMS software (Remy et al., 2009).
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2.2.2 Training Images
As was previously discussed in section 2.1.1, in kriging-based algorithms the variability of the random variable is implicitly done when choosing a variogram model.
The equivalence with MPS algorithms is the selection of a training image. A
training image is a repository of the patterns and their respective likelihoods for
the problem under study. A frequent pattern appears more often in the training
image than a rare one. An important point is that the actual position of a pattern
in the training image is (at first) irrelevant, what matters is its presence and its
frequency (Boucher, 2013). Figure 2.1 presents some examples of training images
used for a variety of problems.

Figure 2.1: Examples of training images used in different applications. Left:
Training image used for the modelling of interstitial cells of Cajal
networks (Gao et al., 2015). Middle: Training image used for the
modelling of small-scale sedimentary heterogeneities (Huysmans and
Dassargues, 2009). Right: Example of a training image derived from
a satellite image of the delta of a river (Hu et al., 2013).
Most of MPS algorithms differ from each other in the way that the training image is scanned and how the patterns extracted from it are stored and retrieved as
the simulation proceeds. In general, MPS algorithms follow a sequential process;
they simulate one, or a group of points at a time conditional to previously simulated points and hard data present on the simulation grid. As a starting point, the
grid only contains hard data and then it is filled as the simulation progresses. At
every uninformed grid node, the MPS algorithm extracts the existing data on the
grid, both hard and previously simulated, given a search neighbourhood (or template) and then the method will try to find some matching patterns in the training
image. A data template τ comprises n pixel locations uj = u0 + hj , j = 1, . . . , n,
defined by the n vectors {hj , j = 1, . . . , n} separating each location uj from the
template central node. It is noteworthy that the selection of a particular template
is an important decision as the template size directly affects the type of struc-
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tures that can be modelled. A wise approach is to analyse the type of structures
present in the training image and then to use a template of comparable size with
what was observed (Mariethoz and Caers, 2015). Figure 2.2 presents an example
with different templates in two dimensions.

Figure 2.2: Different templates with 5, 7, 9 and 13 nodes. The central node is
highlighted in blue.
Similarly, a data event for a given template τ consists of all the data available
at informed locations within the template neighbourhood centred in the central
node. The value at the central node of a template has to be determined such
that it shows spatial correlation with data values at the locations in the template.
Most of simulation methods aims to compute the probability distribution function
(pdf) for a central node x of a data event. Figure 2.3 presents an example of a
training image and the data events that it is comprised of.
Individual data events in the training image

Training Image

Figure 2.3: Example of a training image and all the data events present on it
using a 5 nodes template (the left most template in Figure 2.2).
Sometimes it is necessary to model spatial patterns which are present in differ-
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ent scales, so a fixed template may fail to capture all of the variability present in
the training image, for this reason the concept of multiple grids was introduced to
overcome this obstacle. The idea is to include different scales by nesting several
templates representing different scales, the original search template τ is correspondingly rescaled for each sub-set grid of the original simulation grid (Tran,
1994), this rescaling of the original template may be isotropic or anisotropic, depending if the expansion factor in each direction is the same or not (Remy et al.,
2009).
The definition of a good match between a data event and the patterns in
the training images differ from each algorithm and will depend if categorical or
continuous variables are being analysed. Once matching patterns are found, the
simulated values for the central node are chosen either by taking it from the best
matching pattern or through a Monte Carlo simulation of the set of reasonably
matching patterns (Boucher, 2013). The main idea is to search within the training
image for the pattern most similar to any specific local conditioning data event
existing in the numerical model being built. As a whole, MPS algorithms are a
great communication tool between geoscientists and modellers since the geological
concepts are passed as an image instead of a mathematical function. In this
sense the training image is a bridge between the geological knowledge about the
reservoir structures and patterns and the numerical model.

2.3 FILTERSIM - Filter Based Simulation
The previous section introduced some of the basic concepts behind MPS simulation. The aim of this section is to present the FILTERSIM algorithm and some
of the theoretical concepts on which it is based. The FILTERSIM algorithm was
proposed by Zhang et al. (2006) to overcome some of the limitations found in
previous MPS algorithms and it was implemented in the SGeMS software by Wu
et al. (2008). Most of this section is based on both works. In brief, FILTERSIM
proceeds in three major steps: (1) filter score calculation, (2) pattern classification
and (3) pattern simulation. The following subsections present a more detailed
review of the entire simulation process.

2.3.1 Filter Score Calculation
The algorithm starts applying a set of filters to template data obtained from scanning the training image once per template size. This search creates a set of filter
score maps, with each training pattern represented by a low-dimensional vector
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of score values. A vector with these values describes local and directional mean
levels, gradients and curvatures of the spatial pattern present in that template.
This significantly reduces the pattern data dimension from the template size to
a small number of filter scores. (default values implemented in SGeMS are 6 in
2D and 9 in 3D).
Formally, a filter is a set of weights associated with a specific template neighbourhood τ of size J, τJ = {u0 ; hj , j = 1, . . . , J}, where each node uj = u0 + hj
of the template is characterized by a relative offset vector hj = (xj , yj , zj ) from
the template central nodel u0 . Assuming that there are L filters for a size J
template, the lth filter is {fl (hj ); j = 1, . . . , J} and that the training pattern pat
centred at node u of a template τJ is contained by the vector of L filter scores
{Sτl (u); l = 1, . . . , L}, with:

Sτl (u)

=

J
X

fl (hj ) · pat(u + hj ),

(2.14)

j=1

where pat(u + hj ) is the pattern nodal value. The corresponding filter score value
is assigned to the central node u of the template and its value represents one
particular aspect of the pattern considered. Accordingly, only one filter is not
enough to capture all the variability in one particular pattern so a set of L filters
is needed, with each filter highlighting a particular aspect of that pattern (Zhang
et al., 2006).
For the case with continuous variables, the L filters are directly applied to the
continuous values constituting each training pattern. For a categorical training
image τ with K categories, the training image is first transformed into K sets of
binary indicators Ik (u), k = 1, . . . , K, u ∈ τ :

1 if u belongs to kth category,
Ik (u) =
0 otherwise.

(2.15)

A K-category pattern is thus represented by K sets of binary patterns, each
indicating the presence/absence of one single category at any location. The L
filters are applied to each one of the K binary patterns resulting in a total of
L × K scores. An important aspect is that L × K is smaller than the size of
the filter template τ , which implies that there is a considerably dimensionality
reduction. In the case of a continuous training image K = 1 (Wu et al., 2008).
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2.3.2 Pattern Classification
Similar training patterns will have similar vector scores. Hence by partitioning
the filter score space, similar patterns can be grouped together. Each pattern class
may be represented by a pattern prototype, defined as the point-wise average of
all training patterns falling into that class. A prototype has the same size as the
filter template and is used as the pattern group ID, a summary of all patterns
falling into that class.
In the continuous case, a prototype prot associated with a search template τJ
is the point-wise average of all its constitutive replicates:
c

1X
pat(ui + hj ), j = 1, . . . , J,
prot(hj ) =
c i=1

(2.16)

where hj is the jth offset location in the search template τJ , c is the number of
replicates within that prototype class; ui (i = 1, . . . , c) is the center of a specific
training pattern.
For a categorical variable, equation 2.16 is applied to each of the K sets of
binary indicator maps transformed by equation 2.15. Hence a categorical prototype consists of K proportion maps, each map giving the probability of a certain
category to prevail at a template location ui + hj :
prot(hj ) = prob(hj ) = {protk (hj ), k = 1, . . . , K}

(2.17)

where protk (hj ) = Prob(Z(u + hj ) = k).
SGeMS implements two classification methods: cross partition and K-mean
clustering (Remy et al., 2009). The cross partition consists of partitioning independently each individual filter score into equal frequency bins while K-means
clustering, given an input number of clusters, will find the optimal centroid of
each cluster, and assign each training pattern to a specific cluster according to a
distance between the training pattern and the cluster centroid.

2.3.3 Stochastic Pattern Simulation
Based on the previous classification of the training patterns, sequential simulation
can now be applied to build the simulated realizations. A sequential simulation
approach is performed visiting each node of the current grid along a random
path, different for each of the nested multiple grids used. At each node u along
the random path visiting the simulation grid G, a search template τ of same
size as the filter template is used to extract the conditioning data event dev(u).
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The prototype prot closest to that data event is found based on some distance
function δ(dev, prot). A pattern pat is drawn from that closest prototype class,
and pasted onto the simulation grid G. The inner part of the pasted pattern is
frozen as hard data (also known as patch data), and will not be revisited during
simulation on the current (multiple) grid.
The multiple grid simulation concept (Tran, 1994) is used to capture the largescale structures of the training image with a large but coarse template τ . Denoted
by G the three dimensional Cartesian grid on which simulation is to be performed,
define Gg as the gth sub-set of G such that: G1 = G and Gg is obtained by downsampling Gg−1 by a factor of 2 along all three coordinate directions: Gg is the
subset of Gg−1 obtained by retaining every other node of Gg−1 . Gg is called the
gth level multi-grid.
In the gth multiple grid Gg , the search template τJ is correspondingly rescaled
by a factor 2g−1 such that:
τJg = {2g−1 h1 , . . . , 2g−1 hJ }

(2.18)

template τJg has the same number of nodes as τJ but has a greater spatial extent,
hence allows capturing large-scale structures without increasing the template size.
During the simulation in the gth coarse grid, the rescaled filters are used to
calculate the pattern scores. Sequential simulation proceeds from the coarsest
grid to the finest grid. All nodes simulated in the coarser grid are re-simulated
in the next finer grid. The FILTERSIM multiple grid simulation algorithm is
summarized in Table 2.2 (Wu et al., 2008).

2.4 Geostatistical Modelling of Geothermal
Reservoirs
In this section two different examples are presented with the aim of testing some of
the methodologies described in the previous sections. The first case corresponds
to a stratified reservoir, where the continuous value of permeability is considered
as the uncertain value that is modelled. Additionally for this example, a first
solution to the inverse problem based on the stochastical modelling of the spatial
uncertainty is included. In the second case the aim is to try to reproduce a
more complex geometry based on categorical information about rock types from
a set of vertical wells, which may represents a most common scenario for real
applications.
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Table 2.2: FILTERSIM multiple grid simulation algorithm
FILTERSIM algorithm
1. repeat
• rescale the geometry of the search template for the gth coarse
grid
• create score maps with the rescaled filters
• partition the training patterns into pattern prototype classes
• relocate hard conditioning data into the current coarse grid Gg
• define a random path on the coarse simulation grid Gg
2. for each node u in the random path do
• extract the conditioning data event dev centered at u
• find the prototype class prot closest to dev
• sample a pattern pat from prot
• paste pat to the realization being simulated and freeze the nodes
within the central patch
3. end for
• if g 6= 1, delocate hard conditioning data from the current coarse
grid Gg
4. until all multi-grids have been simulated
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2.4.1 Case study 1: A Synthetic Stratified Reservoir
This first case study attempts to model permeability values in a simple synthetic
model of a stratified rectangular reservoir. This synthetic reservoir is made up of
three different horizontal geological units, where each block of the model belonging to a particular unit is assigned a random value of permeability drawn from a
normal distribution. The lower unit distribution is characterized by a mean value
of permeability of 30 mD with a standard deviation of 5 mD, the intermediate
unit has a mean of 1 mD and a standard deviation of 0.2 mD and the upper unit
has a mean of 200 mD and a standard deviation of 10 mD. The modelled reservoir
size is 10 × 8 × 4 km and the grid used for simulation is a regular one composed
of 25 × 20 × 20 blocks in the x-y-z directions with a size of 400 × 400 × 200 m per
block respectively, comprising a total of 10,000 blocks.
Figure 2.4 presents a schematic view of the distribution of geological units in
the synthetic reference model. In addition, the lower part of this figure shows
the location and permeability values observed in ten vertical wells distributed
across the system. Permeability values are only known along these wells, where
the permeability values were extracted from the reference model and, from this
data set, it is expected to build new geological realizations that resemble the
reference model. With this end a series of two-point-based statistics permeability
models were constructed using the estimation technique of ordinary kriging (OK)
and a set of realizations based on sequential Gaussian simulation (SGSIM). MPS
models based on training images were also created. For both sets of data, the
whole reservoir and the selected wells, an histogram is included to show the
observed variability of permeability in each case.
In this first example the attempt is to model permeability directly, as it is considered one of the main parameters that controls fluid flow in subsurface systems.
Permeability is directly related to the geological structure of the reservoir and
its rock properties, so all the available geological knowledge may be taken into
account for an understanding of the subsurface distribution of permeability. In
this example permeability is treated as a continuous variable where the available
hard data (observations) are the values of permeability at different depths, which
is not always the case in real applications. An alternative way, discussed in the
next subsection, could be first to model geological bodies as categorical variables
and subsequently populated each region with permeability values taken from a
probability distribution or some geostatistical model.
With the well data presented in Figure 2.4 a set of different kriging models
were generated with the aim of getting a realistic representation of a horizontal
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Figure 2.4: Architecture of the synthetic reservoir under study and location of
10 vertical wells used as hard data. Histograms with the values of
permeability of the whole reference reservoir and for the well data are
also showed (units in log(square-meters)).
stratified reservoir conditioned to well data and to recognize the influence of
different input kriging parameters. Ordinary kriging models were preferred over
simple kriging models due to the ability of ordinary kriging of estimate a varying
mean, calculated for every neighbourhood zone in the simulation pathway, so in
this way it is possible to take into account nonstationary features present in the
data. For calculation purposes all the permeability values were log-transformed
and the SGeMS software (Remy et al., 2009) was used for all the geostatistical
models presented in this thesis.
In spite of the limited distribution of hard data the variographic analysis revealed an anisotropic character of the data, with specific directions showing lower
variogram values and with some directions showing an irregular pattern, which
is coincident with the random allocation of permeability values inside each unit
and the horizontal continuity of geological units. In general the experimental
variogram exhibits lower values for horizontal directions than in the vertical direction, the latter shows a trend making the layer nature of the phenomena under
study clear, for low distances the vertical variogram exhibits low values which
start to increase as the distance increase, but after a distance of 1,200 m this
value start to decrease to finally reach a stable value after a distance of 3,000 m.
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This trend in the vertical experimental variogram agrees with the thickness and
the permeability values assigned for each of the horizontal units in the reference
model.
After the variographic analysis is done the next step is to try to fit a model to
the experimental variogram for all distances h, but because of the lack of enough
data this modelling is not very representative as there are not many pairs of
data, especially for short distances in the horizontal directions (see Figure 2.4
for an idea of the distribution of data). According to the previous observation
we generated different ordinary kriging models using different variogram models
and, for this particular case, neither the choice of a particular variogram model
(spherical, exponential or Gaussian) nor the number of nested structures exerted
too much influence on the generated models. The main parameters controlling
this set of estimates were the dimensions of the search neighbourhood in the
ordinary kriging algorithm and the ranges for the variogram model, specially in
the vertical direction. Both of these parameters were calibrated using geological
restrictions such as the horizontal continuity of geological units and thickness of
units based in well data.
OK models presented in Figure 2.5 share the same set of parameters with exception of the vertical range of the search neighbourhood which varies between
200 (upper model) to 4000 m (lower model). Beyond the graphical similarities
that can be found between the generated models in Figure 2.5 and the reference reservoir (Figure 2.4), an additional important point for comparison is the
resulting histogram for each different OK model. As shown in Figure 2.4, the permeability histogram in the reference model is composed of three main peaks with
a small dispersion for each peak in agreement with the normal distributions from
which these values were drawn. However, it is important to keep in mind that
the histogram with the permeability values from the well data is not identical to
the reference model histogram show in Figure 2.4, as some variability is lost with
the selection of only ten wells used as hard data. In the OK models presented
in Figure 2.5 a progression between a distribution with 3 sharp peaks towards
a single-peak distribution can be seen as far as the vertical range increases in
the models, as data from different horizontal units starts to be considered in the
simulation process for every single block. In the same sense, it may be seen that
the 3-peaks distribution for the upper model shows a lower dispersion of values
compared to the reference model and the well data, in agreement with the fact
that kriging models tend to smooth out the resulting models with a decrease in
the number of extreme values and a overestimation of mean values.
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Figure 2.5: Four different OK models of the permeability distribution in the reference reservoir varying only the vertical range of the search neighbourhood from 200, 500, 2000 to 4000 m from top to bottom. Additionally,
the histogram of the different models is showed.
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For the purposes of reservoir modelling we are more interested in the variability of the phenomena than in a smooth image of it, as these extreme values,
especially for permeability, may exert a strong influence in the resulting flow behaviour. Sequential Gaussian simulations (SGSIM) overcome the former obstacle
by generating an ensemble of realizations that show a higher variability of the
phenomena. Figure 2.6 presents a small subset of realizations produced using
this method and though these models does not reproduce exactly the horizontal
nature of the reference model they still preserve the main trend and show a better
match with histograms from well data and the reference reservoir. The price for
this better match of the hard data histograms is that, as can be seen in Figure 2.6,
the resulting realizations mix some high permeability values in regions of lower
values and vice versa. Similarly to the OK models, in the process of calibration of
the parameters of the SGSIM algorithm some geological knowledge based on the
well data was imposed, like long horizontal correlations and a constant thickness
of geological units. Nevertheless, as with OK models the SGSIM simulations fail
to reproduce all the variability observed in the reference reservoir, which could be
expected as these models are constrained by the variability present in the hard
data.
MPS algorithms rely on training images (TI) which are made up of patterns
that contain the necessary statistics for the modelling process. The choice of a
proper training image becomes a central decision in the modelling process and a
good practice for uncertainty quantification in reservoir modelling is to use more
than one TI and hence adds more variability to the calculated response. With
the purpose of testing the FILTERSIM algorithm different training images were
used for the modelling of the permeability structure of the reference reservoir
conditioned on the well data presented in Figure 2.4. Figure 2.7 shows different
realizations obtained using three different training images with the other input
parameters fixed. The lower realization was obtained using the upper OK model
from Figure 2.5 as a TI, the middle realization used one SGSIM simulation from
Figure 2.6 as a TI and the upper model uses as a TI a model constructed in a
similar way than the reference reservoir but with higher values of the standard
deviation for each distribution (25, 0.3 and 8 mD for the upper, middle and lower
units, respectively).
As can be seen from Figure 2.7, the choice of a particular TI exerts strong
influence on the resulting realizations and so, in the aim of quantifying uncertainty. The selection of one ordinary kriging model as a TI, which is the best
visual representation of the reference model, produced new realizations that al-
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Figure 2.6: Four different SGSIM realizations of the permeability distribution in
the reference reservoir. Additionally, the histogram of the different
models is showed.
most completely mimic the original TI, without any variability in the resulting
realizations as can be seen in the generated histograms. More interestingly, the
realizations based on a SGSIM simulation show a wider variability between realizations keeping the horizontal structure of the original image. Anyway, as with
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Figure 2.7: Three different FILTERSIM realizations of the permeability distribution in the reference reservoir using three different training images.
Additionally, the histogram of the different models is showed.

previous models (OK and SGSIM), a reproduction of the original variability of the
reference reservoir was not reached in both cases unlike the upper model of Figure
2.7 where the used TI added extra variability to the generated models, which is
an important feature for spatial uncertainty quantification if it is thought that
the available hard data does not encompass the full variability of the phenomena
it may be included with the selection of a proper TI.
Variogram-based models are easy to implement and an extensive literature
with examples from several fields of research is available. The derivation of a
representative variogram in the absence of enough data still represents a major
drawback, since geothermal reservoirs normally are developed in specific zones
leaving vast areas without any information available. In this sense, the use of
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TIs for extracting statistical information represents an appealing approach for
overcoming the lack of hard data. Nevertheless, the selection and construction
of a representative training image is not an easy task and examples for actual
geothermal reservoirs training images are not yet available. Additionally, unlike
ordinary kriging and SGSIM simulations, FILTERSIM requires a larger number
of input parameters that makes the setting up of the simulation a harder task.
In the examples aforementioned the dimensions of the Search Template and the
Inner Patch proved to be determinant in the resulting realizations and in the
capacity of translating prior geological knowledge into the input parameter space
of the geostatistical algorithms.

2.4.2 A First Solution to the Inverse Problem
As has been mentioned previously, geostatistical models for reservoir simulation
have been used mainly with the aim of quantifying geological uncertainty in natural reservoirs. But, in a large number of applications the different geostatistical
realizations are not an end-goal; instead, multiple realizations are normally used
as inputs for flow simulators. In this thesis the TOUGH2 numerical simulator
(Pruess, 2003) was used for the coupled modelling of the heat and flow processes
expected in geothermal reservoirs and the Python library PyTOUGH (Croucher,
2011) was used for the exchange of data from SGeMS to TOUGH2 models and
the handling of TOUGH2 files.
The selection of a suitable set of inputs parameters for a particular problem
is crucial for the usage of a numerical simulator as a tool for a better understanding of the behaviour of a system. Normally, this set of input parameters is
selected based on the ability of the simulator to reproduce some field measurements. Formally, this process is known as calibration or inverse problem and a
short introduction was presented in Section 1.3. More details will be presented
in Chapter 4. For the purposes of this Chapter a first approach of the inverse
problem based on an ensemble of geostatistical simulations for geothermal flow
models is presented. The aim is to simulate a geologically meaningful reservoir
and at the same time generate flow model outputs that may be comparable to
surface measurements.
Figures 2.8 and 2.9 present Temperature vs Depth profiles for the set of wells
presented in Figure 2.4 based on flow simulations constructed with geostatistical realizations of the permeability distribution generated by using SGSIM and
FILTERSIM algorithms as input parameters for the flow simulator. With this
aim in mind a reference steady-state model of the system was calculated us-
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ing the reference permeability distribution presented in Figure 2.4 and reference
temperature profiles were obtained for each of the wells presented in the same
figure. Similarly, new steady-state models were calculated for a set of geostatistical realizations of the permeability distribution based on well hard-data and
temperature profiles were extracted in the same set of wells. The grid used for
flow simulation has the same dimensions as the grid presented in section 2.4.1,
and for this simple example only a heat source was located in the bottom layer
of the model. As can be seen from figures 2.8 and 2.9, a close match between
observations (reference model) and calculated temperatures may be achieved for
some of the geostatistical-based models and in this sense the permeability model
with the best match with the reference model (curve labeled ref in Figures 2.8
and 2.9) should be used for posterior predictions about this reservoir.
While this approach for calibrating a flow model allows the inclusion of spatial
uncertainties it is unfeasible for practical purposes as it needs to evaluate a large
number of geostatistical realizations in the flow simulator for a full quantification
of the spatial uncertainty in the permeability field and where each one of these
evaluations may be very time-consuming. Additionally, this example assumed
that permeability values were available from well logging and could then be used
as hard-data for a posterior modelling, however this situation is very unlikely as
normally lithology (rock type) is the only available data of rock properties from
drilling. The next section presents a more realistic example of rock type modelling
in a geothermal setting and Chapter 4 presents formally the calibration or inverse
problem with some solutions.

2.4.3 Case Study 2: Modelling a Geothermal System
As was previously noted, rock type data is the most common source of information
from drilling and exploration surveys. In this example we consider a set of vertical
wells coming from an actual geothermal field for which there is information about
the rock types classified in eight categorical units. Figure 2.10 presents the spatial
distribution of these wells and the different geological units that can be observed in
each of them along with bar charts with the frequency of each unit. Additionally,
in actual applications rock type data from surface outcrops should be included
as hard-data if they are available. As can be seen from Figure 2.10 well data
is mainly concentrated in the central part of the system with some wells in the
north-west side and in the south-east part of the area of interest. Deep data
is only available in the central and the south-east part where the deepest wells
reached around 2,000 m below the surface. For confidentiality reasons the location
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Figure 2.8: Steady-state well temperatures derived from flow models using
SGSIM realizations of the permeability field as input parameters compared to the reference model.
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Figure 2.9: Steady-state well temperatures derived from flow models using FILTERSIM realizations of the permeability field as input parameters
compared to the reference model.

and name of this geothermal system and the names of the wells and geological
units are not mentioned, but the resulting geological model and geostatistical
realizations are presented.
The first step for the modelling of a reservoir using MPS algorithms is the
construction of a proper TI that reflects geometric aspects of rock patterns considered to prevail in the actual reservoir. In the case of geothermal reservoirs,
these are normally composed of geological units that do not show a repetitive
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Figure 2.10: Upper figure: Location and rock type data observed in a set of wells.
Lower figure: Geological model used as a TI. Additionally, bar charts
showing the frequency of different categories for both sets of data are
shown.
pattern in space, which is a bit different from the original concept of a TI as a
repository of repetitive patterns, as could be expected for some oil and gas reservoirs where MPS algorithms have been widely used. As was discussed by Boucher
et al. (2014), this is also the case in the mining industry where the location of
each geological unit is partially known from drilling, but it is their extent and
geometry that is uncertain. In these applications it is normal to have access to
some kind of three dimensional geological model based on well data and previous
knowledge and in this case the aim of the simulation process is to perturb this
original block model and generates an ensemble of realizations for uncertainty
characterization.
For the construction of this first geological model (TI), the three dimensional
geological modelling software Leapfrog Geothermal was used. This model was
then exported into a regular grid composed of 37 × 21 blocks in the x, y and
z directions, respectively with a block dimension of 100 × 100 × 100 m. It is a
common practice in problems where the aim is to simulate repetitive patterns to
use a TI which is defined in a bigger grid than the simulation grid of interest,
so more patterns may be recovered from the TI and stored by the algorithm,
but in the case of a geothermal system we preferred to use a TI that is defined
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in the same simulation grid as has been done in some mining applications due
to the non repetitive character of the geological units present (Osterholt, 2007;
Goodfellow et al., 2012). Figure 2.10 presents a geological interpretation of the
reservoir under study, which will be used as a TI, and the resulting frequencies
after translating this model into the simulation grid. The main difference between
both bar charts can be observed in the frequency of unit categ 7 as the TI holds
a bigger proportion than the observed in well data. This is due to the fact that
unit categ 7 is only observed in one well, while the geological model takes into
account the interpreted geometry of this unit. The resulting TI, includes most
of the aspects considered to prevail in an actual geothermal reservoir hosted in a
volcano-sedimentary basin, there are continuous geological units with a variable
thickness, as could be expected for some tuffs, lavas or ignimbrites and local,
spatially restricted units with curvilinear patterns, such as rhyolitic domes or
high-viscosity lavas.
With the TI and the simulation grid defined a set of FILTERSIM realizations
were carried out using the software SGeMS (Remy et al., 2009). Figure 2.11
presents a small subset of these realizations after a manual calibration process
for the FILTERSIM initial parameters with the aim to obtain realizations that
show variability between them, and keeping the most important features of the
original hard-data and TI. From this process of calibration it was clear that, in
this particular case, the most influential parameters, conditionated on a single TI,
are the size of the search template and the inner patch, less influential but still
important are the number of multigrids, that in our models vary between 3 to 5
and the initial number of clusters for pattern classification purposes (For more details about specific parameters please refer to section 2.2). Similarly, and as may
be expected, the choice of a particular TI may have important consequences for
the resulting realizations. Figure 2.12 presents some realizations produced with
alternative TIs to those presented in Figure 2.11. For the purposes of geological
uncertainty quantification and depending on the degree of knowledge about the
current field, the use of more than one TI must be considered. For example, if
the available geological model (TI) generates enough consensus between collaborators, then with only one TI and slight modifications to this model should be
adequate, but in the case of big uncertainties different TI that emphasize different
equivalent interpretations of the geological structure must be included. This is
the case presented in Figure 2.12 where alternative TI imposes wider distributions
for units categ 4 and categ 7 than in the previous examples, as these units are
the less constrained by well data, so its spatial distribution is more uncertain.
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Figure 2.11: Three different FILTERSIM realizations of the geological structure
of the reservoir under study using the TI presented in Figure 2.10.
Additionally, bar charts showing the frequency of different categories
for the different models are shown.

Unlike the synthetic Case 1 (Section 2.4.1), where it was straightforward to
conduct flow evaluations using the so generated geological realizations, in the
current case only the geometry and extension of geological bodies were modelled
and no information about the permeability values is considered. One simple
approach could be to assign the most likely value of permeability for each unit
from some previous knowledge of experts and then evaluate each realization in the
flow simulator, or to populate each geological unit with permeability values from a
particular prior distribution or variogram using, for example SGSIM realizations.
The main difficulties with both approaches in a context of model calibration is
that they need some form of previous knowledge about the values of permeability
for each geological unit, which may not always be available, and that it is not
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Figure 2.12: Three different FILTERSIM realizations of the geological structure
of the reservoir under study. Upper model is based on a TI that
increase the distribution of unit categ 4 and lower and middle models
are based on a TI that increase the distribution of unit categ 7.
Additionally, bar charts showing the frequency of different categories
for the different models are shown.

efficient to evaluate each geostatistical realization in the flow simulator. Chapter
5 presents an efficient optimization method that calibrates the permeability values
to available measurements while varying the geological realizations as well. This
approach considers the different geological models as a categorical input while
the permeability values are treated as continuous variables.
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2.5 Final Remarks
Geothermal reservoir modelling, as well as other disciplines based on subsurface
flow characterization, requires to include a quantification of geological uncertainty
as flow behaviour is strongly dependent on the distribution of geological units.
Reservoir simulation including geostatistical models helps to quantify and reduce
the existing uncertainty based on available measurements (hard data) and in numerical representations of the expected spatial variability (variogram or TI) by
means of a set of equiprobable realizations of the variable under study (rock type,
permeability, porosity, etc.). Two-point models offer an easy and reliable method
for interpolation and simulation. One important limitation with this technique
arises from data confidence, as much of the inferences and posterior analysis depends on the number and the spatial distribution of hard data. Additionally,
variability in two-point realizations seems to be constrained by variability observed in the hard-data, which may present some limitations if the number of
data is not significant. In this sense, interpretations on peripheral zones must
be taken carefully. For its part, MPS models represent a novel approach that
does not rely on variogram models based on available hard data, but instead
on a numerical representation of patterns/units deemed to prevail in the actual
reservoir. This numerical representation, or TI, also presents the advantage that
is easy to understand by others, nonmodeller specialists as the spatial variability
is expressed as an image instead of a mathematical function like the variogram.
A proper TI needs to incorporate all the previous knowledge available for the
system under study that may affect flow behaviour and more than one TI, considering alternative scenarios, should be considered if a big uncertainty about
geological interpretations remains. Numerical flow models based on geostatistical
realizations represent a powerful technique to constraint numerical models with
geological knowledge and then, through a stochastic process or either by using
an optimization method, select the right set of input parameters that reproduce
some measurements of interest.
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Chapter 3
Surrogate Modelling of Complex
Numerical Simulators
3.1 General Concepts
Numerical simulators are normally used to understand and make predictions
about real-world systems in many fields of science and technology. For the purposes of this thesis it is convenient to represent the numerical simulator in the
form of a function z = f (x), and a run of the simulator is defined to be the process
of producing one set of outputs z for one particular input configuration x. We
consider a deterministic simulator, in the sense that running the code twice with
the same input vector x will produce the same answer z, that returns outputs
z ∈ Rq given inputs x from some input space χ ⊆ Rp . Although, in principle,
the simulator is a known function, so that z = f (x) can be determined for any
x, the complexity of the simulator means that before running the computer code
z is unknown in practice. Therefore, f (.) may be regarded as an unknown function, where the true value of the code output is a random variable, drawn from a
distribution that is conditioned by our prior knowledge and by previous runs of
the computer code; the numerical simulator is thus viewed as a random function
and the output of it as a random variable. Most of the ideas in this section are
based on the work of Kennedy and O’Hagan (2001), Oakley and O’Hagan (2002)
and O’Hagan (2006) about the use of the Bayesian approach to quantify, analyse
and reduce uncertainties in the application of complex numerical codes.
In a large number of applications the output z of a simulator is a prediction of a
real-world phenomena that is simulated by the model, but as such will inevitably
be imperfect. There will be uncertainty about how close the true real-world
quantities will be to the output z. This uncertainty arises from many sources,
particularly uncertainty in the correct values of the input parameters of the sim-
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ulator and uncertainty about the correctness of the model f (.) in representing
the real-world system. No model is perfect, so that even if we have the correct
inputs x the outputs z will differ from the true values of the phenomena being
simulated. If our interest is to understand better the uncertainty related to some
input parameters or the sensitivity of z to variations in x the complexity of a
simulator can become a problem as standard techniques of uncertainty and sensitivity analysis (UA/SA; Saltelli et al. 2000) demand a very large number of model
runs and when a single model run takes from several minutes to several hours
these methods become impractical. Bayesian methods have showed to be more
efficient than other approaches, such as Monte Carlo-based methods (Oakley and
O’Hagan, 2002) and this efficiency is achieved through the use of emulators or
surrogate models, where a surrogate model is a statistical approximation of the
simulator. In simple words the Bayesian analysis begins with what is known as
a prior distribution for the uncertain parameters, denoted by u(x). Knowledge
about the uncertain parameters is then updated by observations, Z, to arrive at
what is called the posterior distribution of x. The prior distribution is simply a
way to represent the state of knowledge about the unknowns x before observing
the data Z.
Similar approaches using surrogate models for the analysis of the output of a
numerical simulator in problems related with subsurface flow may be found in
Razavi et al. (2012) for a review of examples in the water resources industry or
Goodwin (2015) for examples in the oil and gas industry. Additional examples
may be found in Pau et al. (2013) and Espinet and Shoemaker (2013).
The rest of this Chapter will show how properly trained surrogate models can
be orders of magnitude faster than running the numerical code itself and how the
surrogate model may provide estimates that are reasonably close to the value that
the code itself would produce. If the approximation is good enough, then UA/SA
and calibration routines produced by the use of the emulator will be sufficiently
close to those that would have been obtained using the original simulator. Some
of the results presented in this Chapter may be found in Vidal and Archer (2014).

3.2 Bayesian Inference of Computer Codes Using
Gaussian Processes
The central theory used in the Bayesian approach presented in this Chapter is
modelling an unknown function as a Gaussian process. The use of Gaussian
processes to represent complex functions is not new, but it has only become a
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popular tool in the last two decades (Sacks et al., 1989; Currin et al., 1991).
Formally, f (.) is a Gaussian process if, for every n ∈ N, the joint distribution of
f (x1 ), . . . , f (xn ) is multivariate normal provided xi ∈ χ. In particular, f (x) is
normally distributed for all x ∈ χ. The Gaussian process is a distribution for a
function, where each point f (x) has a normal distribution. This distribution
is characterized by its mean function m(.), where m(x) = E{f (x)}, and its
covariance function c(., .), where c(x, x’) = cov{f (x), f (x’)}. It is worth observing
that the Gaussian process also underlies the kriging estimator, where the χ input
space is geographic and the function f (.) represents some property that may be
measured in the field such as rock type or permeability.
The mean and covariance functions should then be specified to reflect prior
knowledge about f (x). In general, m(.) may be any function on χ but k(., .) must
have the property that for every n = 1, 2, . . . the variance-covariance matrix of
f (x1 ), f (x2 ), . . . , f (xn ) is nonnegative definite for all x1 , x2 , . . . , xn ∈ χ. A normal
option is to model m(.) and c(., .) hierarchically. In the case of m(.) a common
choice is the linear model structure:
m(x) = h(x)T β

(3.1)

where h(.) = (h1 (.), h2 (.), . . . , hp (.))T is a vector of p known regressor functions
over χ and β = (β1 , β2 , . . . , βp )T is a vector of p unknown coefficients. A common
choice, used in this section, is h(x) = (1, x)T , but one is free to choose any
function of x that could include any beliefs we might have about the form of f (.).
As a prior distribution for β the multivariate normal distribution is a convenient
choice (Kennedy and O’Hagan, 2001). This prior distribution should be specified
to reflect genuine belief, but in practice prior information about parameters such
as β will usually be weak.
It is possible to separate the mean and covariance by writing:
f (x) = m(x) + e(x) = h(x)T β + e(x)

(3.2)

using equation 3.1, where e(x) is a zero-mean Gaussian process with covariance
function:
cov{f (x), f (x’)|σ 2 } = σ 2 k(x, x’)

(3.3)

conditional on σ 2 , where k(x, x’) is a correlation function that measures the correlation between x and x’. In this section the form:

45

k(x, x’) = exp{−(x − x’)T B(x − x’)}

(3.4)

will be used, where B is a diagonal matrix of positive roughness parameters or
scales (Oakley and O’Hagan, 2002). This choice of function for the correlation
implies that the output is a smooth function of the inputs and stationary over
the input space. Anyway, equation 3.4 is just one possible formulation and in the
next sections alternative forms of this function will be introduced. The scales in
the B matrix may be estimated by maximizing the posterior likelihood for a given
set of scale parameters and, as has been proposed by Hankin (2005), by means
of some optimization technique such as Nelder-Mead or simulated annealing to
find the optimal scales. If the scale value for the ith dimension is large, even
small displacements in parameter space in that dimension will result in small
correlations. On the contrary, if the scale value for the ith dimension is small,
even large displacements in that dimension will have large correlations.
For convenience, Oakley and O’Hagan (2002) assumed the normal inverse
gamma distribution as the conjugate prior for β and σ 2 :
2

p(β, σ ) ∝ σ

− 21 (r+q+2)

−{(β − β0 )T V −1 (β − β0 ) + a}
exp
(2σ 2 )



(3.5)

and, for the examples given in this section, a weak form of this prior p(β, σ 2 ) ∝
σ −2 will be used, which implies an infinite prior variance of f (.) suggesting that
there is little knowledge about the output of the computer code. Oakley (2002)
presents a deep treatment to the problem of eliciting right values for parameters
a, r, β0 and V in equation 3.5 using the properties of a normal inverse gamma
distribution (E(β) = β0 , Var(β) = E(σ 2 )V , E(σ 2 ) = a/(r − 2)) and, as this
author mentioned, it is generally considered preferable to elicit beliefs about
observable quantities, rather than parameters in some statistical model. This
is because the expert may have difficulty in interpreting the meaning of some
model parameters. Making probability statements about β and σ 2 (given the
function h(.)) will automatically imply probability statements about f (.) through
the Gaussian process model. The underlying technique in the elicitation process
proposed by Oakley (2002) is to ask the expert for probability statements about
the observable quantity f (x) in the form of percentiles of f (x), and then finding a,
r, β0 and V such that the implied percentiles through the Gaussian process model
are similar. It is important to mention that since we ask the expert for statements
about observables, and then the aim is to find an appropriate prior to match
these statements, we cannot assert that the Gaussian process prior is a perfect
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representation of the expert’s uncertainty. We can only find hyperparameters
such that the Gaussian process prior resembles the expert’s judgments as closely
as possible, and so we think of the chosen prior distribution resulting from the
elicitation as being a fitted prior.
The next step is to condition the random function f (.) at specific points in
the input parameter space. This set of points is known as the experimental design D or design matrix and in practice it represents points where our numerical
simulator will be evaluated and then used for calibration of the Gaussian process model. A popular and efficient choice used in this section is the maximin
Latin hypercube design (Johnson et al., 1990) which gives a good coverage of the
input space and where its points are evenly distributed in each one-dimensional
projection (Kennedy and O’Hagan, 2001). Later in this Chapter a more detailed
description of different experimental design techniques and their properties will be
presented. With the specified prior, and an experimental design D = {x1 , . . . , xn }
on which f (.) has been evaluated giving Z = f (D), it can be shown (Oakley and
O’Hagan, 2002) that:
f (x) − m∗ (x)
p
|Z, B ∼ tr+n
σ̂ k ∗ (x, x)

(3.6)

Hence, as equation 3.6 states, the outputs corresponding to any set of inputs
will now have a multivariate t distribution, where the main components of this
equation can be calculated according to the next expressions:

m∗ (x) = h(x)T β̂ + k(x)T K −1 (Z − F β̂),
k ∗ (x, x’) = k(x, x’) − k(x)T K −1 k(x’)+
{h(x)T − k(x)T K −1 F }V ∗ {h(x’)T − k(x’)T K −1 F }T .

(3.7)
(3.8)

Further terms needed to account for equations 3.7 and 3.8 may be derived from:

k(x)T = (k(x, x1 ), . . . , k(x, xn )),

(3.9)

which is a vector of data-to-unknown correlation values and:

F T = (h(x1 )T , . . . , h(xn )T ),

(3.10)
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where matrix K corresponds to the correlation matrix of data-to-data samples
used for the construction of the emulator. Additional expressions are as follows:
β̂ = V ∗ (V −1 β0 + F T K −1 Z),

σ̂ 2 =

a + β0T V −1 β0 + Z T K −1 Z − β̂ T (V ∗ )−1 β̂
,
n+r−2

(3.12)

(3.13)

V ∗ = (V −1 + F T K −1 F )−1 ,

(3.14)

Z T = (f (x1 ), . . . , f (xn )).

(3.15)

So, the covariance between any two outputs may be calculated by equation 3.8
p
and an estimation of uncertainty given by σ̂ k ∗ (x, x). The former equations are
consistent in that the estimated value for points actually in the design matrix
is in fact the observations (with zero error). It may similarly be shown that
k ∗ (x, x) = 0 for x ∈ D, as expected: the emulator should return zero error when
evaluated at a point where the code output is known. For full details of the prior
to posterior distribution analysis please refer to O’Hagan (1994).

3.2.1 A First Simple Example
With the purpose of testing the Gaussian process emulation technique described
in the previous section a simple synthetic model of a rectangular geothermal
reservoir was used. This reservoir is made up of three horizontal units with
permeability values of -12, -15 and -13 from top to bottom in log10 (m2 ) units.
Equal values of permeability in the x and y directions were assumed and a fraction
of the value in the x-direction was considered in the z-direction (Kx = Ky =
10Kz ). The modelled system size is 10×8×4 km and the grid used for simulation
is a regular one composed of 25 × 20 × 20 blocks in the x-y-z directions with a
block size of 400 × 400 × 200 m, comprising a total of 10,000 blocks. Boundary
conditions at the bottom of the model correspond to a rectangular upflow zone
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of 19 × 14 blocks with a heat flux of 300mW/m2 per block and no heat flux
generators were considered for the blocks outside this zone. No mass upflows
were applied and closed lateral boundary conditions were defined for the model.
With this configuration a reference TOUGH2 (Pruess, 2003) model was carried
out to establish the natural-state of this system. From this reference, steady-state
system temperature values from ten vertical wells were extracted and used as if
they were actual measurements of a natural phenomena. For the handling of
TOUGH2 files, extraction of data and communication with other software the
Python library PyTOUGH (Croucher, 2011) was intensively used through this
thesis. Figure 2.4 in section 2.4.1 presents an equivalent schematic view of this
system and the spatial distribution of wells from where temperature values are
available. The only difference is that each geological unit in the present example
has a uniform value of permeability instead of a random value from a given
distribution. The aim of this example is to emulate the value of an objective
function defined as the squared sum of the residuals between the temperature
values in the wells from the reference model and temperature values in the same
wells from new runs generated with different combinations of the uncertain input
parameters and to establish if the surrogate model is able to reproduce the value of
this function in a good way for an unevaluated set of parameters when compared
to actual TOUGH2 runs with the same set of input parameters.
In this example the value of permeability for each one of the three different units
of the synthetic reservoir is considered uncertain, so the experimental design will
sample values that explore the uncertain ranges for these three parameters. As
a prior belief we specified that the uncertain ranges for the logarithm of the
permeability in each layer are [-13, -11], [-16, -14] and [-14, -12] for the upper,
intermediate and lower layer, respectively, which means that from our previous
experience we believe that the true value of permeability must lie in that range. If
from prior knowledge there is confidence about the actual values of these parameters then prior distributions centred on that value may be used instead of the
uniform distribution. With this information the next step is to choose an initial
set of input parameters combinations to run the simulator and hence obtain the
training data for fitting a Gaussian process model. As could be expected the accuracy of the emulator will depend on the location and number of points selected
in the experimental design. There is a considerable amount of literature about
the design of computer experiments for the analysis of the output of a numerical
simulator and a comprehensive review may be found in Santner et al. (2003). As
was mentioned, in this section a Latin hypercube sampling scheme based on the
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maximin criteria will be used (Johnson et al., 1990). This method maximizes the
minimum distance between points, but place the points in a randomized location
within its interval. Three different experimental designs will be tested with 30, 50
and 100 samples, respectively, to test the influence of the number of points in the
accuracy of the results. Next sections in this Chapter and examples in chapters 4
and 5 will discuss additional, more complex sampling strategies as these methods
are tailored to specific objectives.
Figure 3.1 presents the spatial distribution of the sample points in the three
experimental designs considered. Some authors have suggested that an effective
size for the initial experimental design should be about 10 times the number of
uncertain parameters (Loeppky et al., 2009), but as can be seen in this simple
three-dimensional example with 30 samples it is clear that there are wide regions
in the input parameter space that are not being sampled properly, and hence
not represented in the training phase of the emulator. This under-representation
may produce wrong results for the emulator when it is evaluated inside these
regions of the input parameter space. It seems that, at least for this threedimensional scenario, 100 samples represent a conservative number of runs to
include a considerable portion of the whole input parameter space. Anyway, it is
worth mentioning that the size of the experimental design will depend on the use
that is envisaged. Building a surrogate model with the aim of producing accurate
results in the entire input space is not equivalent to building a surrogate model to
explore a particular region of interest. This last point will be addressed in detail
in Chapter 4 when the number of allowed evaluations of the numerical simulator
is an important issue to consider.
It is also worth mentioning that it is not straightforward to compare between
the three different sets of training points as each design matrix samples from
random, different locations which will not be replicated in a new experiment,
even when a new set includes a bigger number of samples. This condition will
influence the behaviour of each emulator as they will be trained with samples
located in different, but close, regions of the input space. This last point has
a significant influence for nonlinear functions, where small displacements in the
input space may produce large differences in the output. An additional aspect
of the present example is the high variability in the response of the function,
with values of the objective function ranging from a few thousands to more than
five hundred thousand and where most of the samples tend to be clustered into
low values of the objective function with a weak tail towards high values. From
this distribution of values it is likely that the emulator may face difficulties in
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Figure 3.1: Spatial distribution of sampling points from three different experimental designs using 30, 50 and 100 samples from a Latin hypercube
sampling. Units in axes represent logarithm of permeability values,
with logk1, logk2 and logk3 the values of permeability for the upper,
intermediate and lower layer respectively in the synthetic model. Values for the objective function are showed in the color bar and for each
sampling point.

obtaining accurate predictions in the high-values output zones.
From the pairs of data (D, f (D)) generated after evaluating into the numerical simulator the three experimental designs already presented, three different
emulators were calibrated. For this example the R (R Core Team, 2014) package
Emulator was employed (Hankin, 2005) using a stationary correlation function
similar to equation 3.4 and a regression function for the prior mean with the form
h(x) = (1, x)T . Although this is a simple approach, it has been used successfully
in previous works mainly for its reliability in a variety of applications (Oakley
and O’Hagan, 2002; Kennedy et al., 2006).
Figure 3.2 shows a comparison between observed vs predicted values of the
objective function for the three different emulators tested against a data set of
200 random samples not used for training and for which we have already run
the simulator. As could be expected the best performance was produced by the
emulator built with 100 training samples which, as a whole, seems to produce
a good representation of the simulator behaviour with the exception of the zone
with the highest values. A second point, already expected, is the clustering of
predicted objective function values into the lower range of values (< 200,0000) for
the three cases, where it is possible to see a better agreement between predicted
and observed outputs than for high values. In the case with 30 training samples
it is seen that the emulator produces values that are both, lower and higher
than the actual values generated using the simulator, but in the case with 50
training samples it seems that the emulator tends to produce wrong values that
are consistently lower than those obtained by running the simulator. Moreover,
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these underestimated values in the 50-sample case shows the largest errors, seen
as the vertical distance from the equal value line. One simple explanation for
these differences could be due to the dissimilar distribution of point samples in
the input parameter space between the training and test set of samples for each
experimental design, where points with the poorest fit must be those located
more away from the training samples. The distance between training points
decreases as more points are added to the experimental design, in the same way it
is expected that the distance between test and training points decreases, reducing
the difference between observed and predicted values.
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Figure 3.2: Posterior predictions of the objective function obtained by the emulator vs actual values obtained by simulator runs (T2 runs-axes) for
a set of 200 random samples in the input parameter space. From
left to right there is an increase in the number of training samples in
the experimental design from 30 to 50 to 100. Error bars represent
posterior estimates of uncertainty around predictions.
The Gaussian process-based surrogate model not only produces an estimate of
the posterior expected value of interest for a particular combination of input parameters but also a quantification of the posterior error around that point. That
error is represented in Figure 3.2 as the red bars around each prediction. As
might be expected this error tends to decrease as the number of samples increase.
In general, this error tends to have low values, below 10,000, the situation improves as we increase the number of training samples to 100, where the errors are
mainly concentrated below 5,000. The highest observed values, over 40,000, are
scarce and represent outliers in the population. In most cases the errors obtained
represent a small fraction of the value being emulated (< 5%) which is considered
acceptable for the purposes of this example.
Additionally, Figure 3.3 presents a comparison between posterior predictive
mean surfaces of the objective function for the 100 samples emulator against the
same interpolated surfaces built using actual values obtained from running the
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simulator in the test set of 200 samples. The three upper models corresponds
to surfaces obtained by using the simulator and the bottom models were built
using the emulator. The horizontal axis represents values of permeability and
the vertical axis represents values of the objective function. As can be seen the
emulator-based surfaces closely resemble the surfaces generated by true values of
the function, even in zones of high nonlinearities such as those observed in the leftmost plots for high values of K1 (permeability for the upper unit) or high values of
K3 (permeability for the lower unit) in right-most surfaces. The main differences
between the simulator and the emulator-based surfaces are located in peripheral
zones of the input space associated with high values of the objective function,
as has been already noticed. These surfaces also show the high variability in
the values of the response being emulated and the presence of several valleys
and peaks that emphasize the nonlinear character of TOUGH2 flow models, even
for this simple example. As will be discussed in more detail in next Chapter,
the presence of valleys and peaks, and small sub-basins in the objective function
surfaces constitutes an additional source of uncertainty and exert extra difficulties
for gradient-based calibration routines.

The gain in time by using the calibrated emulator in this example is considerable as each run of the simulator takes an average of 300 seconds on an Intel core
i5-2500 3.3 GHz processor depending on the configuration of input parameters,
and the evaluation of the 200 points in the test data set as a whole took less
than 1 second using the emulator, meaning that a saving in time of 4 orders of
magnitude can be achieved in this case. The main computational bottleneck in
the emulation process is the inversion of the data-to-data correlation matrix K
in equation 3.11, but this inversion has to be done only once per each fitting of
the parameters of the emulator. This saving in time is even more important for
bigger and more complex models, where a single evaluation of a combination of
input parameters can take from several minutes to hours or days.

The previous example highlighted some of the main characteristics of the process of emulation of complex numerical simulators, as those used in geothermal
applications. However, this simple example also exposed some of the limitations
present in the used approach. The next sections will elaborate further on the decision of stationarity, which may be a crucial factor for highly nonlinear functions
and on the issue of sampling for collecting additional information to refine the
emulator.
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Figure 3.3: Posterior predictive mean surfaces of the objective function for different values of permeability for the emulator trained with 100 samples
(lower models) compared with interpolated surfaces of the objective
function by using the true value from the simulator (upper models).
Colour scale represents the value of the third input parameter not
shown for a particular model. Values for the horizontal axes have
been scaled to the 0-1 range and for visual considerations the sense
of some axes is not identical for all the plots.

3.3 Addressing Nonstationary Processes
The modelling and estimation of the spatial dependence structure is a fundamental step in any statistical analysis of a spatial process. Normally the spatial
structure is described by using functions such as the variogram or the covariance
that are estimated for the entire input domain of interest and considered under
the stationarity assumption. This decision is mainly taken for reasons of parsimony or mathematical convenience (Fouedjio et al., 2015). But, the assumption
that the spatial dependence structure is translation invariant (stationary) over
the whole domain of interest may be inappropriate or unrealistic for some applications.
Accordingly, there are some considerations that must be keep in mind when
using a Gaussian process model, such as the presented in the previous section, for
the emulation of a complex, nonlinear function. As was mentioned by Gramacy
and Lee (2008) three of the main concerns when using stationary models are:
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First, inference on the Gaussian process scales poorly with the number of data
points, N , typically requiring computing time in O(N 3 ) for calculating inverses
of N × N covariance matrices. Second, Gaussian process models are usually
stationary in that the same covariance structure is used throughout the entire
input space, which works well for smooth functions but not necessarily for highly
nonlinear functions. Third, the estimated predictive error of a stationary model
does not depend directly on the locally observed response values; rather, the
predictive error at a point depends only on the locations of the nearby observations and on a global measure of error that uses all of the discrepancies between
observations and predictions without regard for their distance from the point
of interest. These drawbacks may be overcome by partitioning the input space
into separate regions and fitting a stationary Gaussian process model within each
region (notice that this approach is similar to the concept of a Region used in
the geostatistical literature for addressing the assumption of stationarity). This
approach may be particularly useful for problems where different degrees of variability are observed for different regions in the input parameter space or where the
number of data to be fitted is considerable. The approach to nonparametric and
semi-parametric nonstationary modelling introduced in this section was proposed
by Gramacy and Lee (2008) and combines stationary Gaussian process models
and treed partitioning within the context of Bayesian hierarchical modelling and
model averaging.
Partitioning provides a straightforward mechanism for creating a nonstationary
model and can help ease computational demands by fitting models to less data.
Treed partition models address nonstationary process by dividing up the input
space by making binary splits on the value of a single variable, so that partition
boundaries are parallel to coordinate axes. In this context, the partitioning is
recursive, so each new partition is a subpartition of a previous partition. From a
Bayesian approach it is possible to specify a prior for the splitting process and the
size of the tree through a tree-generating process and enforce a minimum amount
of data to infer the parameters in each partition. Starting with all the data in
a single region (i.e., a null tree), a leaf node η ∈ Γ, representing a region of the
input space, splits with probability a(1 + qη )b , where qη is the depth of η ∈ Γ
and a and b are parameters chosen to give an appropriate size and spread to the
distribution of trees. The tree generation process is accomplished by means of the
tree operations: grow, prune, change, swap and rotate, which in the context of a
Bayesian MCMC tree proposal, encourage a better mixing of the Markov chain
by providing a more dynamic set of candidate nodes for pruning, thereby helping
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escape local minima in the marginal posterior of Γ. Finally, in each partition (leaf
of the tree), an independent model is fitted. In Chipman et al. (2002) hierarchical
linear models are fitted at the leaves of the tree and Gramacy and Lee (2008)
generalize further by fitting stationary Gaussian process in each leaf of the tree
Γ.
Alternative attempts to nonstationary modelling have been proposed. For a
recent review of some of these techniques please refer to Guttorp and Schmidt
(2013). One of the most popular methods for accounting with nonstationarity is
the space deformation method of Sampson and Guttorp (1992), which consists
of starting with a stationary random function, and then transforming the distance in some smooth way to construct a nonstationary random function. There
are many variants of this method (Damian et al., 2001; Schmidt and O’Hagan,
2003) but most of them require multiple independent realizations of the random
function in order to obtain an estimated sample covariance or variogram matrix.
However in many real-applications only one measurement at each site or equivalently, only one realization of the random function is available. For a recent work
that relaxes the assumption of replication see the work of Fouedjio et al. (2015).
Other methods for nonstationary modelling are based on the process convolution
approach (Higdon and Kern, 1999) which proceeds by allowing the convolution
kernels to vary smoothly in parameterization as an unknown function of their
spatial location. According to Gramacy and Lee (2008) a key difference is that
these approaches enforce continuity of the process over region boundaries, which
requires much more computational effort than the treed approach. The extra
complexities that these alternative techniques require make the treed Gaussian
process an attractive approach to model nonstationary problems in a simple and
efficient way.

3.3.1 Treed Gaussian Process Models
The key aspect of a treed Gaussian process model is to fit hierarchically a stationary Gaussian process model within each nonoverlapping region {rν }R
ν=1 of a tree
structure Γ in a recursive way taking into account that each region rν of the tree
contains its own data consisting of nν observations Xν = {Dν , Zν } inside that
region. A process prior is placed on the tree Γ and, conditional on Γ, parameters
for R independent Gaussian processes in regions {rν }R
ν=1 are specified through a
hierarchical generative model (Gramacy and Lee, 2008):
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Zν |βν , σν2 , Kν ∼ Nnν (Fν βν , σν2 Kν ),
β0 ∼ Nm (µ, L),
βν |σν2 , τν2 , W, β0 ∼ Nm (β0 , σν2 τν2 W ),
τν2 ∼ IG(ατ /2, qτ /2),

(3.16)

σν2 ∼ IG(ασ /2, qσ /2),
W −1 ∼ W((ρU )−1 , ρ),
with Fν = (1, Dν ), W is an m × m matrix with m equals to the number of
covariates in the design matrix D plus an intercept and τν is a linear variance parameter. N, IG and W make reference to the multivariate normal, inverse-gamma,
and Wishart distributions, respectively and Kν is a region-specific covariance matrix. According to this approach hyperparameters µ, L, U , ρ, ασ , qσ , ατ and qτ
are treated as known. The model 3.16 specifies a multivariate normal likelihood
with linear trend coefficients βν , variance σν2 , and nν × nν correlation matrix Kν .
The coefficients βν are believed to have come from a common unknown mean, β0 ,
and region-specific variance σν2 τν2 .
The data {D, Z}ν in region rν are used to estimate the parameters of the model
θν = {β, σ 2 , K, τ 2 } in each particular region. Parameters for the hierarchical priors depend only on {θν }R
ν=1 . Samples from the posterior distribution of θ are
gathered through a Markov chain Monte Carlo (MCMC) technique by first conditioning on the hierarchical prior parameters θ0 and drawing θν |θ0 for ν1 , . . . , νR ,
and then drawing θ0 as θ0 | ∪R
ν=1 θν , where θ0 = {W , β0 , γ} denotes upper-level
parameters from the hierarchical prior that also are updated. For more details
about the specification of priors and how to update parameters given a tree Γ
please refer to Gramacy and Lee (2008).
With the aforementioned Gaussian process model the predicted value of z(x ∈
rν ) is normally distributed with mean and variance:

m∗ (x) = E(Z(x)|data, x ∈ Dν )
= h(x)T β̂ν + kν (x)T Kν−1 (Zν − Fν β̂ν )

(3.17)

and

σ̂(x)2 = Var(z(x)|data, x ∈ Dν )
= σν2 [κ(x, x) − qνT (x)Cν−1 qν (x)],

(3.18)

57

where
Cν−1 = (Kν + τν2 Fν W FνT )−1 ,
qν (x) = kν (x) + τν2 Fν Wν h(x),

(3.19)

κ(x, y) = Kν (x, y) + τν2 hT (x)W h(y),
with hT (x) = (1, xT ), and kν (x) is a nν vector with kν,j (x) = Kν (x, xj ) for all
xj ∈ Dν . Predictions so generated with equations 3.17 and 3.18 are conditioned on
the tree structure Γ and are averaged over in the posterior to get a full accounting
of uncertainty.
As was mentioned by Gramacy and Lee (2008, 2009) there is no theoretical
guarantee of continuity in the fitted predicted surfaces across different regions;
however, in the aggregate of samples collected from the joint posterior distribution
of {Γ, θ}, the mean tends to smooth out near likely partition boundaries as the
method integrate over trees and Gaussian processes with larger posterior probability. When the data actually indicate a nonsmooth process, the treed Gaussian
process model retains the flexibility necessary to model discontinuities. When the
data are consistent with a continuous process the treed Gaussian process model
fits are almost indistinguishable from continuous.
Basically, the introduced method uses reversible-jump Markov chain Monte
Carlo (RJ-MCMC) with tree proposal operations (prune, grow, swap, change,
and rotate) to simultaneously fit the tree and the parameters of the individual
Gaussian process models. In this way, all parts of the model can be learned
automatically from the data, and Bayesian model averaging through reversible
jumps allows for explicit estimation of predictive uncertainty (Taddy et al., 2009).
It is worth mentioning that this method was developed for the case with a single
value as the output of the function being emulated, for a more general case in
which the response is multivariate a Bayesian treed multivariate Gaussian process
approach has been recently proposed (Konomi et al., 2014) which shares several
similarities with the method of Gramacy and Lee (2008).

3.3.2 Revisiting the First Example
The ideas expressed in previous sections about treed partitioning and treed Gaussian process will be put in practice making use of the synthetic reservoir presented
in the example from section 3.2.1. For the numerical implementation of the
method we will rely on the R (R Core Team, 2014) package tgp developed by
Gramacy (2007), where these and other methods are implemented as a tool for
fully Bayesian nonstationary, semiparametric nonlinear regression and design of

58

computational experiments. The same sets of initial data from three different
experimental designs were used in the calibration of three different treed Gaussian process models and then used to obtain predictions for a set of 200 random
samples derived from the prior distributions of the input parameters.
Unlike the examples presented in section 3.2.1 where the initial model setup is
relatively straightforward treed Gaussian process models implemented in package tgp require a greater number of input parameters. For most of the complex
prior specifications needed to promote mixing over alternative tree structures the
default prior specifications provided for the package were used. The only prior
parameters that were modified are the nugget term in the covariance structure,
as in our examples we are modelling deterministic objective functions that do not
involve random noise, and the prior for β parameter was changed to a hierarchical
normal prior (mainly because it gave us a better fit to the data). Following Taddy
et al. (2009) a small value for the nugget (different from zero) was selected, as
it allows for smoothing of the predicted response surface to avoid the potential
instability that is inherent in point-by-point interpolation and it improves numerical stability of the covariance matrix inversions required during MCMC. Using
a linear mean function as a prior (h(x) term in equation 3.17) three different
surrogate models were fitted to the available data originated from three different
initial experimental designs already presented in section 3.2.1 and showed in Figure 3.1. Nine independent RJMCMC chains with 10,000 MCMC rounds each (1
chain with 8 restarts) were used for each model, which facilitates the mixing of
the chains making a better exploration of the marginal posterior distribution and
hence it avoid chains becoming stuck in local modes of the posterior distribution.
The first 1,000 rounds were discarded as burn-in, and every tenth one thereafter
was treated as a sample from the posterior distribution π(Γ, θ|Z). In total, 8,100
samples from the posterior were saved for each model.
Figure 3.4 presents the posterior predictions obtained by the treed Gaussian
process models when used to estimate the value of the objective function for a
set of 200 random samples. When compared to Figure 3.2 there are some clear
differences, specially for models trained with 30 and 100 samples. The treed
Gaussian process model trained with 30 samples generates posterior predictions
that are comparable to those obtained with the stationary model (distance to
the equality line) but with greater uncertainties related with these predictions
(as can be seen from the magnitude of red bars in figures 3.2 and 3.4). For
the model trained with 50 samples both methods deliver similar results, and
interestingly the treed Gaussian process model also shows a trend to generate
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underestimated predictions for the most distant points from the equality line
as was already mentioned for the stationary case. In this case, the uncertainty
range for each prediction is, in general, only slightly bigger than for the stationary
model. In the last case considered, when the number of samples was increased
to 100 the treed approach is considerably superior, with predictions that are
closer to measurements obtained by running the numerical simulator and with
narrower ranges of uncertainty. In particular the treed model was able to improve
predictions in peripheral zones where the stationary model presented the biggest
differences with respect to measurements, such as the region of high values for
the objective function (upper right corner of right plots in figures 3.2 and 3.4)
and some predictions in the low value region.
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Figure 3.4: Posterior predictions of the objective function obtained by treed Gaussian process models vs actual values obtained by simulator runs (T2
runs-axes) for a set of 200 random samples in the input parameter
space. From left to right there is an increase in the number of training samples in the experimental design from 30 to 50 to 100. Error
bars represent posterior estimates of uncertainty around predictions.
For this example, the tree generation process enforced partitions along the K2
parameter axis (logarithm of the permeability in the intermediate layer) for the
three models, specifically it is split in two in this dimension, depending if this
parameter is below or above the value of 0.61, 0.7 and 0.48 for models with 30, 50
and 100 samples, respectively (please note that input parameters are scaled to 0-1
from their original ranges). This means that separate covariance structures and
parameters were fitted for different stationary Gaussian process models along the
K2 axis which may help to understand better the posterior predictions depicted
in Figure 3.4. As can be seen from surfaces in Figure 3.3 the K2 axis seems to
have a big influence in the resulting outputs and specially for high and very high
values of the objective function. The estimation of two stationary models for
the experimental design with only 30 samples means that two different models
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were calibrated using a fraction of the total of available samples, in this case
19 and 11 samples, for low and high values of the K2 parameter, respectively,
which may be the cause for worst predictions and high uncertainties observed for
that model. Particularly, 11 samples seems to be insufficient for fitting a proper
model for predictions in the region of high values of the objective function. On
the contrary, for the model using an experimental design with 100 samples, the
calculation of a separate spatial structure that captures specific variations for
high values of the K2 parameter resulted in improved predictions for the region
of high objective function values over the stationary case presented in section
3.2.1. From this example it may be suggested that for applications with only a
small number of training samples available a single stationary model that covers
the entire input space should be preferred over a treed-partitioning approach,
where individual leaves of the tree may end up with too few initial samples to fit
a correct model on that leaf.

3.4 Analysis of Sensitivity to Inputs
In the context of modelling under uncertainties it is a good practice to accompany
uncertainty analysis (UA), such as those presented in previous examples where the
input parameter space is explored by sampling in different locations to account
for variability in the output of a simulator with sensitivity analysis (SA) in order
to determine which of the input parameters are more important in influencing the
uncertainty in the model output. According to Saltelli et al. (2008) sensitivity
analysis may be seen as the study of how uncertainty in the output of a model
can be apportioned to different sources of uncertainty in the model input. This
kind of analysis is very useful, for example, when there is a large number of input
variables over which an objective function is to be optimized, typically only a
small subset of these parameters will be influential within the confines of their
uncertainty distribution u, so a SA can be used to reduce the input space of such
problems (Taddy et al., 2009). There is a long and rich list of literature about the
subject of SA and for a comprehensive and up-to-date overview of the problem
and some applications please refer to Saltelli et al. (2008).
Normally, the concept of sensitivities of an output Z to input parameters xi is
associated with the derivatives ∂Z/∂xi . However, one limitation of this approach
is that derivatives are only informative at the point where they are computed, or
over a small region around that point, and do not provide insights for an exploration of the rest of the input parameter space. This is particularly important for
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nonlinear systems under uncertain conditions, as those investigated in this thesis.
For highly nonlinear systems it is recommended to make use of methods based on
exploring the full space of the input parameters, based on the consideration that
a handful of data points judiciously thrown into that space is far more effective, in
the sense of being informative and robust, than estimating derivatives at a single
data point (Saltelli et al., 2008). The type of SA constructed under this premise
falls within the paradigm of global sensitivity analysis, wherein the variability of
the response is investigated with respect to a probability distribution over the
entire input space in contrast to local, derivative-based SA, which investigates
the stability of the response over a small region of the inputs parameter space.
Global SA is inherently a problem of statistical inference, as evidenced by the
interpolation and estimation required for the analysis of the full range of the inputs parameters, and so, global SA may benefit from the use of a surrogate model
trained with an initial experimental design. From a statistical point of view, sensitivities are linked to the relationship between conditional and marginal variance
for z (the prediction of interest). Specifically, variance-based methods decompose
the variance of the prediction, with respect to the uncertainty distribution u on
the input parameters, into variances of conditional expectations. A second component of global SA is an accounting of the main effects for each input variable,
Eui [z|xi ], that may be obtained from the variance analysis (Gramacy and Taddy,
2010). Two important indexes used for SA associated to each input parameter
are the first-order sensitivity for the jth input:
Sj =

Varu (Eu [z|xj ])
,
Varu (z)

(3.20)

and the total sensitivity for input j:
Tj =

Eu [Varu ([z|x−j ])
,
Varu (z)

(3.21)

The first-order indexes are bounded to [0, 1] and measure the portion of variability due to variation in the main effects for each input variable (a high value
means an important variable), while the total effect indexes measure the total
portion of variability due to variation in each input. Each Tj may be seen as a
measure of the residual variability remaining after variability in all other inputs
has been apportioned. The difference between Tj and Sj provides a measure
of the variability in z due to interaction between input j and the other input
variables. The subscripts u in equations 3.20 and 3.21 make reference to the uncertainty distribution of the input parameters, as the variability of the response is
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investigated with respect to the variability of the inputs as dictated by u (Taddy
et al., 2009).
According to Saltelli et al. (2008), the inference of the conditional variances
needed to estimate the first-order and total-effect indexes requires the calculation
of multidimensional integrals in the space of the input parameters. For these
calculations a large number of function evaluations is required, based on a Latin
hypercube sampling (LHS) scheme, which precludes it use for complex simulators
that may take long times for execution. However, Gramacy and Taddy (2010)
presented a method that is based on the Monte Carlo estimation procedure of
Saltelli (2002) in conjunction with predictions from a statistical emulator, conditional on an initial sample of function evaluations. In this way, most of the
intensive calculations are conducted in the emulator in place of the original simulator, which brings considerably savings of time. Briefly, at each iteration of an
MCMC chain sampling from the treed Gaussian process posterior, the output of
the function is predicted over a large set of input combinations. Conditional on
this predicted output, the sensitivity indexes may be estimated via Monte Carlo
integration. By conditioning on the predicted response it is possible to obtain an
efficient posterior sample of the indexes Sj and Tj , incorporating variability from
both the integral estimation and uncertainty about the function output. The averages for these posterior samples are unbiased estimates of the posterior mean,
and the variability of the sample is representative of the complete uncertainty
about model sensitivity. For more details about the method and how the indexes
are calculated in practice please refer to Gramacy and Taddy (2010) and for alternative implementations to the estimation of the sensitivity indexes based on
surrogate models refer to Oakley and O’Hagan (2004) and Saltelli et al. (2008).
One important consideration is that the methods mentioned in this section for
SA are only valid for uncorrelated input parameters, methods concerned with
correlated inputs will require the modelling of this correlation. For an example
of SA with correlated inputs, please refer to Saltelli and Tarantola (2002).
Figure 3.5 presents boxplot summaries of the posterior sensitivity indexes samples obtained by applying the previous methodology with the synthetic, three
dimensional, reservoir example presented in section 3.2.1 using the initial experimental design with 100 samples. The tgp package when used for SA needs almost
the same set of parameters that are used for fitting treed Gaussian processes
with the addition of the specification of the size of the LHS used for integral
approximation that in this case was fixed to 500. The quality of the SA is dependent on the size of the LHS used for integral approximation; as with any Monte
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Carlo integration scheme, the sample size must increase with the dimensionality
of the problem (Gramacy and Taddy, 2010). For the rest of the parameters the
same values from the treed Gaussian process model with 100 samples were used.
As can be seen from Figure 3.5 most of the variation may be associated with
parameters K2 and K3 with a minor contribution from K1. The higher contribution from K2 relates well to the fact that this variable was already selected
as influential during the treed fitting process and partitions were made across
this parameter. Total-effect indexes shows, in general, higher values than the
first-order estimates, particularly for K2 and K3, suggesting that interactions
between these variables also contributes to the variation observed. This analysis
is based on the uncertainty distribution u presented in section 3.2.1 for input
parameters K1, K2 and K3, which in this case is a uniform distribution, but
more informative distributions should be used if there is more prior knowledge
about the parameters.
Total Effect Sensitivity Indexes
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Figure 3.5: Sensitivity analysis of the synthetic reservoir example, section 3.2.1,
with respect to independent uniform uncertainty distributions over
each input range, from a treed Gaussian process fitted to an LHS
of 100 initial locations, summarized by posterior samples of the first
order and total sensitivity indexes.
As was previously stated, the implemented SA relies on the use of a surrogate
model for the intensive calculations required. Figure 3.6 shows a similar SA to
that presented in Figure 3.5 but this time an initial experimental design of only
30 samples was used to fit the surrogate model. As can be seen from both figures
the main trends are preserved, but with a broader variability of the posterior
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samples in the example with 30 samples, as may observed from the distribution
of quartiles in Figure 3.6. A second difference is that the estimated posterior
values of the sensitivity indexes are generally lower in the SA with 30 samples,
specially for parameters K2 and K3, with the only exception of the total-effect
value for K1, that in this case is higher than in the case with 100 samples.
The presented SA based on a surrogate model is an appealing technique that if
performed in conjunction with, for example, a calibration routine may produce
considerably savings of time if it helps to identify where most of the variability
is concentrated, then it may be possible to fix noninfluential parameters at prior
guesses and focus the optimization only on influential variables.
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Figure 3.6: Sensitivity analysis of the synthetic reservoir example, section 3.2.1,
with respect to independent uniform uncertainty distributions over
each input range, from a treed Gaussian process fitted to an LHS of
30 initial locations, summarized by posterior samples of the first order
and total sensitivity indexes.

3.5 Sequential Design of Experiments
A key decision in the implementation of a surrogate model is the selection of
a set of samples from the input parameter space with which the costly-to-run
simulator will be evaluated. A common and simple choice, used in the examples
presented in the previous sections, is the use of a fixed number of samples from
a space-filling design, such as Latin hypercube designs to fit a surrogate model.
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However, these techniques have the drawback that they sample the input space
without considering information about the output of the function under study.
Depending on the goal of the study more sophisticated techniques, that take into
account information about the output of the simulator from evaluated points and
information from the surrogate model in nonevaluated locations, may be considered and they are part of what is known as Sequential design of experiments
(Gramacy and Lee, 2009) or Adaptive sampling (MacKay, 1992). Intuitively, it
is expected that an efficient sampling method should concentrate more samples
in a region of high nonlinearities than in flat, smooth regions. In general, these
techniques have some control over the inputs on which they train using a maximization/minimization criterion over some statistical indicators chosen by the
modeller evaluated in a search sample set XX. There is an extensive literature
about the topic of optimal designs for computer experiments and for a good review refer to Santner et al. (2003) and references therein. Figure 3.7 presents a
simplified version of a flowchart for a general adaptive sampling strategy.
In general, most of sequential methods for computational experiments start
with the selection of a set of points D = {x1 , . . . , xn }, from a space-filling initial
experimental design based on the uncertainty distribution u, that ensure a correct
distribution of samples over the input parameter space and that no points are
concentrated in local regions, plus a vector Z = f (D) of function evaluations with
which a preliminary surrogate model will be fitted with data X = {D, Z}. This
initial data set X may be used as well as the basis for a global sensitivity analysis,
as was shown in previous section. Before the calibration of the first, preliminary
model there are some approaches that require a second, normally bigger set of
points XX, from where the decision criteria will be estimated for each point in
XX (Gramacy and Lee, 2009; Pau et al., 2013). Alternative implementations do
not need to define a priori this set of samples and a new, different set of points
is generated after each new surrogate model is calibrated (Regis and Shoemaker,
2007). With the new point(s) selected from the previous step, the function will
be evaluated on it and added to the data set X for the fitting of a new surrogate
model. The process will continue until there is no improvement over some of
the decision quantities or the allowed number of function evaluations has been
exhausted.
The decision regarding which criterion or criteria to use for the selection of
new candidates will depend on the foreseen use of the model and will be very
influential for the method’s convergence and efficiency. In this section some criteria based on an improvement of the general performance of the surrogate model,
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Figure 3.7: Simplified flowchart for a sequential design of experiments.

through a reduction of the associated variance related to predictions, will be discussed. In the next Chapter, alternative criteria will be introduced with the aim
of minimizing the value of the function f (.), and in that case, methods will tend
to concentrate samples in regions where the minimum is expected to be located.
Two of the most common techniques for variance reduction using Gaussian
processes are Active Learning Mackay (ALM; MacKay 1992) and Active Learning
Cohn (ALC; Cohn 1996). The first of these methods attempts to maximize the
information gained about model parameters by selecting from a set of candidates
XX the location x̂ ∈ XX that has the greatest standard deviation in predicted
output while ALC selects x̂ ∈ XX maximizing the expected reduction in squared
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error averaged over the whole input space. Pau et al. (2013) suggest additional
measures of error by comparing predictions with actual measurements from the
simulator, or using a coarser model. However, such approaches are normally
impractical as they require additional function evaluations, which even for the
coarser model approximations may be time consuming. The ALM algorithm is
implemented in tgp package with MCMC sampling by computing the norm (or
width) of the predictive quantiles obtained by posterior samples from the Normal
distribution given in equations 3.17 and 3.18 over the set XX. Alternatively,
the reduction in variance in method ALC, conditioned to a tree structure Γ and
averaged over the sample set XX, given that the location x̂ ∈ XX is added into
the data is defined as:
X σ 2 [q T (y)C −1 qN (x̂) − κ(x̂, y)]2
1
N
N
∆σ (x̂) =
T
|XX| y∈XX κ(x̂, x̂) − qN
(x̂)CN−1 qN (x̂)
2

(3.22)

which is computed in tgp package using MCMC methods (Gramacy and Lee,
2009). Additional terms in equation 3.22 were introduced in equation 3.19.
Figure 3.8 presents predictions, over a set of 200 random samples, generated
with a treed Gaussian process model trained adaptively with samples selected
by algorithms ALM and ALC from a set XX of 500 samples generated by LHS
from the prior distribution u of input parameters. The set of 200 samples used
for predictions is the same set used previously for a stationary and a nonstationary model (sections 3.2.1 and 3.3.2). As a starting point the initial experimental
design of size 30 from section 3.2.1 was selected and from this first model 5 new
samples (from the XX set of 500 samples) were sequentially added to new models following the values of indicators ALM and ALC until a final model with 50
samples was obtained. When compared to predictions presented in figures 3.2
and 3.4 for models trained with a fixed set of 50 samples (central plots), it can
be observed that posterior predictions presented in Figure 3.8 are consistently
better than those obtained in previous sections for a fixed number of 50 samples. In particular a considerable reduction in uncertainty around predictions
and improved estimates for the high-value region (upper-right area in plots). By
observing Figure 3.8 it seems that the model based in ALM sampling generates
better predictions than the ALC-based model for this example, specially for the
right-side of the plot. In this sense, ALM should be preferred over ALC as the
computational cost of gathering the ALM statistic is considerably lower than the
calculation of the ALC index for each element in the data set XX. But, this
performance must not be generalized and must be taken as a result for this par-
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ticular example. Seo et al. (2000) present a comparison between the performance
of ALM and ALC algorithms for stationary Gaussian process models.
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Figure 3.8: Posterior predictions of the objective function obtained by treed Gaussian process models sequentially trained vs actual values obtained by
simulator runs (T2 runs-axes) for a set of 200 random samples in the
input parameter space. Left plot corresponds to a model trained with
ALC samples and the right plot a model trained with ALM samples.
Both models were trained until a model with 50 samples was reached.
Error bars represent posterior estimates of uncertainty around predictions.
It is interesting to observe the progression of the value of the ALM and ALC indexes for each Gaussian process model as the sequential method progress. Figure
3.9 presents plots with the values of these indexes for 5 different models for input
parameters K1 and K2, trained with 30, 35, 40, 45 and 50 samples, respectively.
The ALM algorithm highlights locations with the largest predictive error which
tend to be located mainly in the borders of the uncertain ranges for parameters
K1 and K2 and in the boundary of the tree partition between low and high values of parameter K2. ALC sampling follows a similar trend but also explores the
region of low and middle-values of K2. For what is already known about this
function (Figure 3.3 for example), the most interesting region for sampling (occurrence of high nonlinearities) seems to be located towards high values of K2 and
in the transition to high values of the objective function that is where adaptive
sampling techniques successfully identified as potential regions for sampling. An
additional note about the use of adaptive methods is that methods such as ALM
and ALC produces a ranking with the elements of XX but it is not straightforward to select the first elements of these rankings for function evaluation as ALC
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and ALM does not take into consideration the distance between these samples, so
points located very close in the input parameter space may be send to evaluation
if they have, for example, the highest and second-highest priority according the
ranking which is not very efficient. For the predictions presented in Figure 3.8 the
new samples added to the models were selected according to the highest priorities
in the ALC and ALM rankings, but making sure that samples very close to each
other in the input parameter space are not being send to evaluation.
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Figure 3.9: Two dimensional plots, K1 vs K2, with the values of adaptive sampling statistics ALM and ALC and tree structure Γ (red rectangles)
for a set of models sequentially trained with 30, 35, 40, 45 and 50
samples. Open circles represent the set of candidate locations XX
and solid circles points X used for the fitting of the different models.
Dark green colour represents low-values and white high-values.
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3.6 Final Remarks
Through this chapter it has been showed how Gaussian process models can be
used as a surrogate model for predictions related to subsurface flow in a geothermal setting. In particular, by means of the use of techniques that deals with
nonstationarities in the input parameter space and that can learn from the inputs where they are trained (adaptive sampling) it has been possible to emulate
the behaviour of a highly nonlinear system based on the governing equations that
control fluid flow and heat exchange in geothermal systems. The implementation
of these methods allow for fast and accurate posterior predictions to a simulator
output, meaning that expensive routines, such as UA/SA may be conducted in
a way that is more efficient that when using the expensive simulator only. Most
of the computational time required to fit a surrogate model to a data set is related with the estimation of the hyperparameters in the hierarchical scheme of
a treed Gaussian process model, however, as shown above, this computational
cost is relatively small when compared to a single function evaluation. The results obtained in previous sections encourage the usage of Bayesian methods for
a better understanding of the behaviour of numerical simulators currently used
in the geothermal industry, their sources of uncertainty and how to extract the
maximum value from the outputs that they generate. Most of these results may
be applied to other similar problems, where a function is evaluated through the
use of a complex numerical simulator.
The examples presented in this Chapter are based on a simple low-dimensional
system which was useful to introduce the methodologies under consideration and
highlight the main strengths of the method and what aspects require more attention. The next Chapter extends further the use of surrogate models in the
context of reservoir modelling in high-dimensional environments, specifically it
is shown how to address the problem of calibration, or inverse problem, which
is a well known problem that requires the repetitive evaluation of an expensive
function in a set of different combinations of input parameters.
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Chapter 4
Surrogate-Based Calibration of
Geothermal Numerical Models
4.1 General Concepts
Chapter 3 introduced some space-filling experimental designs that attempt to
explore the input parameter space evenly, such as random or Latin hypercube
sampling, and designs which aim to decrease the variance of posterior predictions
obtained by a surrogate model (ALM and ALC methods; section 3.5). In this
Chapter we consider sequential experimental designs that look for combinations
of input parameters that minimize the output (or a combination of outputs) of a
computer code.
In a geothermal context, the minimization of a properly selected function,
also known as objective function is a critical step for the generation of models
with the ability to match observations and produce reliable predictions for future
scenarios. Normally, this objective function quantifies the distance or difference
between observations and model outputs. The minimization of this function is a
well-known problem and is referred to as the inverse problem, calibration, history
matching, data assimilation or optimization depending on the background of the
researchers. According to Tarantola (2005) the inverse problem may be defined as
the use of the actual results of some measurements of the observable parameters
to infer the actual values of the model parameters.
In the next sections the problem of calibration in geothermal modelling will be
discussed in more detail and a new approach based on the use of surrogate models
will be introduced. Additionally, different criteria for the selection of new iterates
with the aim of finding the minimum of a function in a sequentially adaptive way
will be discussed with some examples from geothermal models. Some of the
examples presented in this Chapter are based on the results given by Vidal and
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Archer (2015c,b, 2016).

4.2 Problem Statement
There is a long list of applications where a computer model is used to approach
the physical nature of a phenomenon (engineering design, finance, subsurface
fluid flow, etc.). With the current computational resources more and more complex models are being developed, and with the increase of model complexity the
computation time of these models increases as well. If our interest is to produce
a calibrated model, where the evaluation of the objective function is a computationally expensive task, then a reasonable approach is to find a satisfactory
approximation of the minimum of the function within as few function evaluations
as possible in order to get a good solution in a relatively short amount of time.
This is the main principle behind the use of surrogate models in optimization
problems.
Formally, the problem of calibration considered here has the following general
form:

min

f (x)

(4.1)

subject to x ∈ χ,
where f (x) : Rn → R is a deterministic objective function obtained through the
use of a numerical simulator and χ is the feasible input parameter space defined
from prior knowledge. n ∈ N corresponds to the number of input parameters and
may vary from a small number, such as the examples presented in Chapter 3, to
hundreds or thousands of parameters for some full scale reservoir models.
From what was discussed in Chapter 3 it is clear the nonlinear nature of the
processes involved in a geothermal system and the likely presence of several local
minima in the objective function surface which make it difficult to locate its global
minimum, specially for local, derivative-based methods. From now on, a global
minimum is considered as a point x∗ ∈ χ for which f (x∗ ) < f (x) for all x ∈ χ
and a local minimum is defined as a point x∗ ∈ χ for which f (x∗ ) < f (x) for all
x ∈ χ and that k x − x∗ k< , where  > 0 and k · k refers to the Euclidean norm.
In this sense a global minimum is always also a local minimum. Additionally, the
inverse problem in subsurface flow models is usually ill-posed and has nonunique
solutions, which means that for a set of observations it is possible to find multiple
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combinations of input parameters that match those observations. This is mainly
due to the fact that the information contained in the observations is insufficient
to determine all the uncertain model parameters, which may be related with a
smaller number of observations than uncertain parameters.
For our purposes it is possible to classify calibration methods in reservoir modelling into two broad categories: the stochastic and the deterministic approach.
The stochastic approach is based on the Bayesian framework and looks for a
characterization of the posterior distribution of input parameters in terms of a
given prior distribution and some measurements of the system through the use
of a forward model. This characterization is normally obtained by implementing
some kind of intensive sampling from a probability density. The deterministic
method aims to find a unique set of input parameters that minimize the difference between available measurements and the simulation outputs following a
mathematical approach which is normally based on the computation of the gradient and in some cases also the Hessian. While the convergence to a solution is
normally faster in gradient-based methods when compared to the use of stochastic optimization algorithms, the optimal solution found by deterministic methods
could be a local optimum and not the global optimum, especially for nonlinear
problems. Both approaches have advantages and drawbacks and the next section
presents a brief overview of some calibration techniques that have been reported
in the last years in the geothermal community.
A deeper analysis of the inverse problem and the estimation of parameters may
be found in the work of Tarantola (2005) and a good overview of the problem
focused on petroleum engineering applications may be found in Oliver (2008) and
Oliver and Chen (2011). For a detailed review of the Bayesian framework in the
inverse problem please refer to Stuart (2010) and references therein.

4.3 Calibration in Geothermal Modelling
A calibrated model is a fundamental tool for the assessment and management of
geothermal resources. Several techniques have been used during the years and
with the continuous increase of complexity of the numerical models which are
used the difficulty of calibrating these models has increased as well. A popular
methodology used in the early days of numerical modelling was the use of some
form of manual calibration, where the user modifies one or a set of input parameters at a time, such as permeability or porosity, until a satisfactory match with
field data is achieved. Unfortunately, this simple approach is prone to subjective
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bias from the modeller and can handle only a small number of input parameters. Automatic history matching tools will eventually replace manual model
adjustment and according to O’Sullivan et al. (2001) these methods should provide quantitative model acceptance criteria, potentially leading to more reliable
models with less subjective bias.
Currently, most of the efforts for model calibration are based on methods
that use derivative information to update the model parameters from an initial
guess. In particular, software as PEST (Doherty, 2013) and iTOUGH2 (Finsterle,
2004) are very popular for inverse modelling, and both implement, among other
methods, the well-known Levenberg-Marquardt algorithm (Levenberg, 1944; Marquardt, 1963) that has proven to produce good results for geothermal models
(Finsterle et al., 2008; Omagbon and O’Sullivan, 2011; Austria and O’Sullivan,
2015; Magnusdottir and Finsterle, 2015). This iterative method attempts to locate a local minimum by perturbing the coordinates of an initial guess by an
amount that depends on the sensitivities of the model outputs to variations in input parameters. These sensitivities are gathered in a full sensitivity matrix, also
known as the Jacobian matrix, which needs that the derivative of each observation with respect to each uncertain parameter is evaluated before the parameter
upgrade vector can be calculated. The derivatives are generally not available for
complex numerical simulators and PEST and iTOUGH2 approximate these values
through the finite difference technique that depends on the difference between two
or more observations calculated on the basis of incrementally-varied parameter
values. The main issue with derivative-based methods is that they require multiple, potentially time-consuming, forward simulations of the numerical simulator
in order to approximate the derivatives for each update step, which may result in
very long computational times for high dimensional problems. Additionally, the
finite difference method may be unreliable when the function is non-smooth, and
as has been already mentioned for gradient-based methods, convergence is only
ensured to a local minimum where the efficiency of the method will depend on
how close the initial candidate is to a minimum and the accuracy of derivative
approximations. Additional restarts of the method from different initial candidates, well distributed over the input parameter space, may help to locate the
global solution but considerably increases computational cost.
An improvement over this method was recently proposed for geothermal models
by Bjarkason et al. (2016) which aims to reduce the cost of model inversion by
evaluating model sensitivities more efficiently by analytical means. Although
more research is still needed to test this promising approach in different situations
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its successful implementation in a Bayesian framework will allow to explore new,
more efficient methods for global calibration and assessment of uncertainty in
subsurface flow problems.
A different approach, also based on derivative information, to overcome the
potential convergence of these methods to a local minimum instead of the global
minimum has been proposed by Plasencia et al. (2014) where it was used to
calibrate a geothermal model. The method is called global optimization using
saddle traversals (GOUST), and is based on the principle of finding new local
minima on the objective function surface by climbing up from known minima
so as to identify saddle points, and then sliding down from there using a local
minimization algorithm. The method is tested in two examples considering only
two parameters and, although the method is able to approximately locate the
global minimum, it requires a large number of evaluations of the objective function
even for these simple, low-dimensional problems, which makes its use unfeasible
for problems involving a large number of parameters.
The Ensemble Kalman Filter (EnKF) is a popular method for the sequential
update of estimates of model parameters and for the assimilation of various types
of data. It has been widely used in recent years in the oil and groundwater communities (Ferraresi et al., 1996; Aanonsen et al., 2009; Oliver and Chen, 2011).
This technique is a recursive Bayesian method that incorporates observations
in a Monte Carlo ensemble of reservoir simulations considering probability distributions starting from an initial ensemble of realizations consistent with prior
knowledge of the parameters. After evaluating these initial models into the numerical simulator, an update of initial models is made using the Kalman filter
and the updated realizations form a new ensemble representing the posterior uncertainty of the parameters which serve as the prior ensemble for the next data
assimilation loop (Li et al., 2014b). Marquart et al. (2013) used this technique to
estimate the subsurface permeability distribution of a geothermal system based
on data from a tracer test experiment and as the authors mentioned the method
was able to locate correctly a high permeability path connecting two wells and
some medium and low permeability regions that allowed them to explain the observed tracer concentration in the observation wells. However, EnKF presents
some limitations which, like all Monte Carlo approaches, are mainly related with
the large number of realizations in the initial ensemble that are required for an
accurate reproduction of the posterior distribution, specially for highly nonlinear
problems, and where the initial ensemble of solutions is far from the optimum
solution which could cause a huge computational burden for using EnKF when
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the numerical simulator is costly to run. Additionally and according to Goodwin (2015) there remains significant concern whether EnKF fully reproduce true
distributions of parameters, whether they can model the extreme nonlinearities
present in reservoir modelling and whether the ensemble collapses to a set which
under-represents the uncertainty.
An alternative method based on Monte Carlo sampling was proposed by Cui
et al. (2011). In this work the authors aim to estimate the posterior distribution
of input parameters of a large-scale numerical model of a geothermal reservoir
using Markov chain Monte Carlo (MCMC) sampling. MCMC sampling looks to
estimate expectations of summary statistics drawing a sequence of samples, or
chain, distributed according to the posterior distribution that have the ergodic
property (expectations over the posterior distribution should be equivalent to
averages over the chain). In simple words the algorithm is as follows: first an
initial model from the prior distribution is selected and its likelihood is calculated. Then a new model is generated by making a random perturbation (Monte
Carlo) to the current model. This new model is known as the proposed model
and depends only on the values of the current model (Markov chain). The final
stage is to decide whether to replace the current model with the proposed model
or to stay at the current model and repeat the whole process. This important
step is determined from the acceptance criterion and several methods have been
proposed. Although MCMC is able to deal with a high dimensionality in the
input parameter space and nonlinearities of the posterior distribution, as could
be expected for geothermal models, the very large number of samples required
(many thousands) make its direct application unrealistic in the context of reservoir modelling. Additionally, MCMC may present traversing difficulties through
the input parameter space resulting in the possibility of getting stuck in local
minima of the marginal posterior distribution (Gramacy and Lee, 2008). Recently developed algorithms look for strategies to overcome these obstacles and
a good overview of current research in MCMC may be found in Goodwin (2015).
The problem of the intensive sampling required by Monte Carlo-based methods
was addressed by Cui et al. (2011), who introduced the adaptive delayed acceptance Metropolis-Hastings algorithm (ADAMH) to reduce the computing time
per iteration of the MCMC sampling. This method enhances the computational
efficiency of the Metropolis-Hastings algorithm by employing a computationally
fast reduced-order model that approximates the behaviour of the accurate numerical simulator and current techniques in adaptive MCMC sampling. In this
approach, the reduced order model corresponds to a coarser version of the fine-
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scale model, but there is nothing in the theory that prevents the use of other
forms of approximations to the true function, such as those presented in Chapter
3 which could speed up the process, since even with the inclusion of a coarser
model approximation the ADAMH method is computationally very demanding
for large reservoir models.
In summary, current calibration techniques in geothermal reservoir modelling
face two main limitations, derivative-based methods generate only a single deterministic solution that can not normally find the global minimum and stochastic
methods normally require an unfeasible number of forward simulations to properly match observations and characterize the posterior distribution of parameters.
In the next sections we will address the problem of calibration from a stochastic
point of view, in which a surrogate model, as defined in Chapter 3, is used to
drive the search for the global minimum of the objective function.

4.4 Surrogate Models and Global Optimization
Global optimization methods, such as evolutionary algorithms or branch and
bound methods, will typically require a very large number of function evaluations to explore the whole input parameter space and converge to good solutions.
Due to the high cost of simulation (forward model), it is essential that the optimisation converges quickly to a global solution, or to a good approximation.
The idea of using a fast statistical approximation to accelerate the optimization
process for expensive, nonlinear functions is not new. From the pioneering work
of Kushner (1962) there have been several approaches proposed to address the
problem of efficiency in global optimization based on the use of surrogate models
(Currin et al., 1991; Jones et al., 1998; Schonlau and Welch, 1998; Regis and
Shoemaker, 2007; Pau et al., 2013). The use of a surrogate model allows exploration of the input space in a faster way than using the high fidelity model and
all the intensive calculations are carried out on this approximation. The general
procedure of this method is similar to what was already introduced in section 3.5
and shown in Figure 3.7 in regards to the sequential design of experiments. The
main difference is in the decision criterion for the selection of the new point(s)
where to evaluate the expensive function. The next section presents a synthetic
example of a geothermal reservoir and different approaches for solving the inverse
problem based on a surrogate model are subsequently presented.

79

4.4.1 A Second Synthetic Example
In order to illustrate the use of surrogate models for solving the inverse problem
a simple synthetic example of a geothermal reservoir will be considered. This
reservoir is very similar to what was presented in section 3.2.1 and consists of
three horizontal layers as well. The modelled reservoir size is 10 × 8 × 4 km and
the grid used for simulation is a regular one composed of 25 × 20 × 20 blocks in
the x-y-z directions with a block size of 400 × 400 × 200 m, comprising a total of
10,000 blocks. Boundary conditions at the bottom layer of the model correspond
to a centered rectangle of 5 × 4 blocks with a fluid mass input of 1 kg/sec and a
centered circle of radius 3000 m with a heat flux of 1000mW/m2 . No heat flux
or mass generators for the blocks outside these zones were defined and closed
lateral boundary conditions were assumed. With this configuration a steadystate TOUGH2 model (Pruess, 2004) of the system was generated using the set
of reference parameters presented in Table 4.1 where K1, K2 and K3 refer to the
values of permeability in the x and y direction for layers 1, 2 and 3 respectively
of the synthetic reservoir (in log10 units); f K1, f K2 and f K3 refer to values
of permeability in the z direction through the next relation: Kzi = f Ki × Kxyi ;
q refers to the heat rate per unit area inside a circle of radius r in the bottom
layer and m refers to the mass flow added in a specific region of the bottom layer.
Figure 4.1 shows the steady-state temperature distribution obtained in a SW-NE
cross section through the modelled system.
Table 4.1: Reference parameters used for the construction of a synthetic model.
Parameter K1
-12

K2 K3 f K1 f K2 f K3 q(W/m2 ) r(m)
-15 -14 0.3
0.2
0.1
1.0
3000

m(kg/s)
1.0

In the same way as in the examples presented in Chapter 3 temperature values
from ten vertical wells from this reference system were extracted and used as
actual measurements (observations) of the natural state of the system. With these
values an objective function that measures how close a model reproduces these
measurements is defined and used to guide the search for a combination of input
parameters that minimize the value of this function. Similarly, as in Chapter
3, this objective function is built as the squared sum of the residuals between
the temperature values in the wells from the reference model (observations) and
temperature values in the same wells from new runs of the model generated
with different combinations of the uncertain input parameters. With the aim of
acknowledging uncertainty in the recorded temperatures from the field a noise
signal was added to the original temperature values from the reference model,
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Figure 4.1: Temperature distribution of the natural state in the reference model
along a SW-NE cross section.

4.4.2 Global and Local Optimization Applied to a Surrogate
Model
The simplest approach for the inverse problem based on surrogate models is to fit
an initial surrogate model with the data from an initial experimental design and
then to try to find the minimum of this surface using some optimization method.
With the solution from the previous step a new evaluation of the objective function is made in the expensive numerical simulator and a new surrogate model is
fitted taking into account the new data, the iterative process continues until a
stopping criteria is achieved. As was mentioned in section 4.3 evolutionary algorithms are prohibitively expensive for a direct use in the calibration of reservoir
models, in the same way as multiple restarts of a derivative-based method from
different initial points. In this section the extra computational cost associated
with these two methods will be reduced through the use of a surrogate model in
the search for the minimum of the objective function associated with the model
presented in the previous section.
Genetic algorithms (GA) are stochastic search algorithms inspired by the basic
principles of biological evolution and natural selection. These methods have been
applied successfully to find exact or approximate global solutions to optimization
problems (Scrucca, 2013). Basically, the idea is that the fitness of each individual
(a single combination of input parameters) from an initial random population,
deemed to cover the diversity of the input parameter space, is evaluated and only
the fittest individuals will reproduce, passing their parameter information to their
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offspring. Two important aspects in the evolution process of GA search (and
of any optimization problem) are exploration and exploitation. Exploration is
related with the creation of population diversity by exploring the input space, and
is addressed by genetic operators such as mutation and crossover. Crossover forms
new offsprings from two parent chromosomes by combining part of the genetic
information from each, while mutation is a genetic operator that randomly alters
the values of genes in a single parent chromosome. Exploitation aims at reducing
the diversity in the population by selecting at each stage the individuals with
higher fitness (Scrucca, 2013). The process is stopped after a convergence criterion
is reached. Usually a maximum number of generations are defined a priori, or
the process is finished if after a defined number of successive generations there is
no significant improvement in the best fitness value in the entire population. For
the examples presented below the R package GA will be utilized (Scrucca, 2013).
It is worth pointing out that GA were selected for this example, but any other
global stochastic optimization method could have been chosen without changing
the original purpose of this work.
For running the set of local, derivative-based optimisation routines required by
a multi-start strategy the limited memory algorithm for bounded constrained optimisation L-BFGS-B (Byrd et al., 1995) was selected. This algorithm is a quasiNewton gradient projection method that uses a limited memory quasi-Newton
update to approximate the Hessian matrix of the objective function. This method
has been proposed for solving large non-linear optimisation problems with simple
bounds, as our case of study, and is relatively easy to implement and of fast convergence. For this example we use the implementation of this algorithm included
in the general purpose optimisation package optim of the R code. In a similar
way Torczon and Trosset (1997) used a finite-difference quasi-Newton method to
minimize a function using a surrogate model.
The nine parameters mentioned in Table 4.1 are considered uncertain in the
analysis and from prior knowledge it is believed that their original values lie in the
ranges defined by the uniform distributions presented in Table 4.2. From these
distributions a set of 200 random samples was generated using Latin hypercube
sampling based on the maximin criteria and with this initial set of points 200
TOUGH2 models were run until they achieved steady-state conditions. With the
outputs of these models values of the objective function were calculated for each
combination of input parameters using the PyTOUGH library (Croucher, 2011).
For points that did not achieve steady-state conditions in the numerical simulator
a high value for the objective function was imposed, moving the search away from
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these non-convergent regions. After gathering information from all the training
data points in the initial experimental design an initial treed Gaussian process
model was fitted to this data set (Gramacy, 2007). This initial surrogate model
is built with a linear mean function as a prior and was run with five independent
RJMCMC chains with 10,000 MCMC rounds each. The first 1,000 rounds were
discarded as burn-in, and every tenth one thereafter was treated as a sample from
the posterior distribution π(Γ, θ|Z). In total, 4,500 samples from the posterior
were saved for each model.
Table 4.2: Range of feasible values for the 9 uncertain variables considered in this
example.
Parameter
K1
K2
K3
Lower limit -12.2 -15.2 -14.2
Upper limit -11.8 -14.8 -13.8

f K1
0.1
0.7

f K2 f K3 q(W/m2 ) r(m)
0.1
0.1
0.05
2000
0.9
0.9
1.25
4500

m(kg/s)
0.05
1.55

With this initial surrogate model a global search based on GA was performed
over this surface. In this example the GA was initialized with a randomly generated population of 100 points from the distributions depicted in Table 4.2, from
which offspring models are derived for 100 generations. In Vidal and Archer
(2015c) a bigger search was conducted with 1,000 initial points until the 1,000th
generation on the same synthetic reservoir, but as it was mentioned on that work
a stabilized value of the function was achieved normally before 100 generations,
so a minimum loss of accuracy is exchanged with a large gain in time (Figure
4.2). Default parameters were considered for the other input parameters of the
GA. Additionally, a set of twenty five local, derivative-based optimization runs
were performed on the same surrogate surface. The initial candidates from where
these local routines started were drawn using LHS from the uniform distributions
in Table 4.2. Default parameters were considered for the rest of the input parameters of L-FBGS-B. Note that even this simple exercise may be too costly to run
using the original simulator.
With the results obtained from the set of global and local optimization runs
performed on the initial surrogate model new points were queued for evaluation in
the expensive simulator. However, not all the solutions from the global and local
runs may be considered for evaluation. First, it is necessary to check that solutions
are not too close to points previously evaluated or that they are too close to other
solutions. Similarly, solutions that include more than three dimensions with
values on the border of the feasible region were not considered. Consequently,
a variable number of solutions was effectively considered for evaluation during
each iteration. After the first iteration a new set of points was added to the
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Figure 4.2: Convergence trend of two GA models with a different number of generations. The left plot iterates until 100 generations are achieved
while the right plot shows 500 generations.

original training data set and a new surrogate model was fitted, where a new
set of optimization runs were carried out. This process was repeated for a total
of eleven iterations with a final sample size of 270 points (function evaluations
in the simulator). Figure 4.3 presents the progression of the lowest value of
the objective function for each of the eleven iterations. As can be seen from
this figure the process does not generally show a clear progression towards a
minimum, instead an irregular pattern may be observed with the presence of
some peaks that disturb any potential general trend. None of the iterations
was able to find a solution with the lowest value of the objective function lower
than the lowest value in the initial training data set. It is not clear at all why
models trained with a very similar number of samples may present so different
results, for example models trained with 224 and 226 samples, respectively. One
potential cause for these differences is that between both models (224 and 226)
the tree structure of the Gaussian process model is different, with tree partitions
in different locations for different dimensions, which means changes in the process
to generate new predictions. Maybe an increase in the number of MCMC samples
for the generation process of the treed Gaussian process may force both models
to converge to an equivalent tree structure, but this increase of sampling involves
an increase of time which is not desired. In the same way, an increase of the
number of iterations, with more data from the simulator may help to improve the
convergence of the method. However, as shown in Vidal and Archer (2015c) the
method does not seem to improve considerably, even when the surrogate model
was fitted to over 700 function evaluations.
A second reason for the irregular trend observed may be related to the way
in which predictions are generated from each surrogate model in each iteration.
Both, GA and L-BFGS-B will call the surrogate model for an approximated
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Figure 4.3: Progression of values of the objective function for solutions obtained
by using GA and L-BFGS-B.

value of the objective function for a particular combination of parameters as
the optimization routine proceeds. However, as was recently pointed out by
Robert Gramacy (Personal Communication) this is not the recommended way
of generating predictions for a particular point or set of points using the tgp
package. Instead it is recommended that the location of predictions are defined a
priori and considered as an input parameter before the fitting of a treed Gaussian
model, which is not very efficient for our purposes as we should need to fit a new
surrogate model for each call of GA or L-BFGS-B for an estimate of the objective
function for a particular combination of parameters with a considerably increase
of time associated.
Another aspect that is important to point out about the use of optimization
routines directly on the surrogate surface as a means to produce new points where
the expensive function will be evaluated and so, guide the optimization process
is that, as was mentioned by Vidal and Archer (2015c), these secondary optimization routines needed in each iteration of the method may become too time
consuming as the number of training samples or dimensions increase, which may
make the whole optimization process a very demanding task. Additionally, this
search based on iteratively finding the minimum of a surrogate surface presents
the limitation that this approach does not acknowledge the uncertainty about
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predictions on that surface which means that it concentrates the search on exploiting the predictor value and does not explore points where there is a large
uncertainty, so this search may easily lead to a local minimum. To overcome this
limitation more emphasis should be put on sampling where the surrogate model
is more uncertain, as measured by the variance associated to predictions of the
model.

4.4.3 Pattern Search: A First Simple Approach
Pattern search is a class of direct search method for numerical optimization that
has proven its capacity to find good solutions for highly nonlinear problems where
the evaluation of the function f is an expensive task and derivatives are not
available or they are hard to obtain (Cox and John, 1997; Torczon and Trosset,
1998; Booker et al., 1999). Basically the idea is the selection of new iterates
where the original function will be evaluated from a grid of points defined in the
feasible region of the input parameter space through the use of some criterion.
For example, based on local concerns, one would want to evaluate f at points
where the surrogate model indicates low values for posterior predictions or based
on global concerns, one would want to evaluate f at points where there is a large
uncertainty about the true value of f .
The approach discussed here aims to benefit from the fast predictions that
can be generated when using a surrogate model. For this purpose a dense grid of
points will be used to evaluate the approximate value of the function of interest (as
measured in the surrogate model) and the uncertainty associated with predictions
for each point in this grid. With these values a ranking of the locations that
predicts the lowest values of the objective function and a ranking of predictions
with the highest values of variance will be used as a means to select new points
where the expensive function will be evaluated. Notice that sampling from regions
of high variance is equivalent to the ALM sampling strategy already presented
in section 4.4.1 for the sequential design of experiments. The new points will be
added to the set of observation sites and a new surrogate model will be fitted to
this data. The process continues until a maximum number of evaluations or a
convergence criterion is achieved. This approach inherently includes the concepts
of exploration and exploitation introduced for GA in the previous section.
In order to illustrate this method the reference model presented in Section 4.4.1
will be revisited. Nine parameters are considered uncertain and the same set of
200 initial points from Section 4.4.2 are used to build a first surrogate model. For
the treed Gaussian process model initialization the same set of input parameters
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used in the example from the previous section was considered. Additionally, a
grid with 5,000 samples is generated through LHS from the distributions in Table
4.2, where estimates of the value of the objective function and the variance will
be gathered. From this set of estimates the five locations in the grid that have
the lowest value of the objective function and the five samples with the highest
predictive variance will be selected for evaluation in the numerical simulator.
Before doing that it is necessary to check that these selected points do not belong
to the same region in the input parameter space or that they are too close to
previously evaluated points. In the case that one point does not satisfy one of
the previous criteria it is removed from the queue and the next point in the
ranking that satisfies both criteria is selected for evaluation. The chosen samples
are then evaluated in the TOUGH2 simulator and an updated treed Gaussian
process model is generated where a new grid of points will be evaluated for the
next iteration. In this first example the new grid (next iteration) is simply the
original grid (current iteration) but removing the points selected for evaluation
in the previous step. Figure 4.4 presents the results obtained after repeating this
scheme for a total of 10 iterations with a final model with 300 samples.
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Figure 4.4: Progression of values of the objective function for solutions obtained
by using a pattern search scheme. The left plot shows the best value
of the objective function for each iteration and the right plot shows
the overall convergence of the method. It should be noticed that the
vertical scale in both plots is different.
The left plot in Figure 4.4 shows the lowest value for the objective function
obtained for new iterates at each iteration while the right plot shows the best
solution found so far after each iteration. In general, the method seems to work
better than the approach presented in Section 4.4.2 but only one iteration was
successful in finding a value of the objective function that is lower than the
lowest value present in the initial training set. After the third iteration the
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method was unable to reduce this value further. It is worth noticing that the
lowest value of the objective function found after each iteration was not always
a point selected for its low value in the surrogate, instead it was found by the
exploration of zones where the uncertainty is high. Indeed, the lowest value found
in this example, generated at iteration 3, came from a point selected for its high
uncertainty around its predicted value. This is an important observation as a
search only based on exploiting the predictive potential of the surrogate model
may fail to found promising areas far from points already evaluated. Compared
to the method presented in Section 4.4.2 this approach based on a pattern search
is considerably more efficient, as the generation of the different rankings from
where to select the new iterates is made immediately after the surrogate model
is fitted, so there is a considerably gain in time by not having to run additional
optimization routines to find new iterates.
Improvements to this method may be made, especially in the construction and
refinement of the grid of potential candidates that may be evaluated as a new grid
may be generated after each iteration based on results found so far in previous
iterations. For example, it could be possible to start with a coarse grid, and use it
to select potential zones where the minimum may be located and then build new,
more dense grids in these selected zones. The next sections will introduce more
sophisticated techniques that develop further some of the observations already
discussed from the previous two examples.

4.5 Efficient Global Optimization Algorithm - EGO
EGO is essentially a search pattern method that relies on the estimation of a
statistical quantity named Expected Improvement (EI) which captures the ability
of the model to predict the spatial location of the global minimum (Jones et al.,
1998). One of the advantages of the method is its capacity to explore the input
space taking into account local features (where the function is minimized) and
global aspects (sampling where prediction error is high) which is fundamental to
model the nonlinear, multimodal functions that often occur in reservoir modelling.
Formally, the value of the improvement on a single location may be defined as
I(x) = max{fmin −f (x), 0}, where fmin is the minimum evaluated response in the
search found so far (Jones et al., 1998). Consequently, the expected improvement
corresponds to:
E[I(x)] = E[max{fmin − f (x), 0}]
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(4.2)

To compute this expectation it is helpful to rely on predictions obtained by
a surrogate model and the error around those predictions. According to Jones
et al. (1998) by expressing the right-hand side of equation 4.2 as an integral, and
applying integration by parts it is possible to express the expected improvement
in the next form:

E[I(x)] = (fmin − m∗ (x))Φ(

fmin − m∗ (x)
fmin − m∗ (x)
) + σ̂(x)φ(
)
σ̂(x)
σ̂(x)

(4.3)

p
where m∗ (x) and σ̂(x) = σ̂ 2 (x) are derived from the equations that define the
posterior predictive distribution of a Gaussian process model (eq. 3.17 and 3.18).
The terms Φ and φ corresponds to the standard Normal cumulative distribution
and probability density functions, respectively.
As was noticed by Jones et al. (1998) the maximization of the EI function
may be complex due to it’s multimodal nature. In their original implementation
the authors relied on a branch-and-bound algorithm but they suggested that improvements of the method may be done in regard of this method. For example,
other authors have used GA for solving this secondary optimization problem of
EGO (Forrester et al., 2008). The implementation of EGO in the tgp package
computes the expectation in equation 4.2 via MCMC sampling from the improvement max{fmin − f (x̃), 0} at locations x̃ ∈ XX, where XX corresponds to a set
of points where the improvements statistics will be collected. Consequently, a
high improvement corresponds to an input location that is expected to produce
a lower value of the objective function than the current minimum fmin . The
improvement defined in this way is always non-negative, as points which do not
turn out to be new minimum points still provide valuable information about the
output surface. Thus, in the expectation, candidate locations will be rewarded
for high response uncertainty (indicating a poorly explored region of the input
space), as well as for low mean predicted response.
The method of Jones et al. (1998) presents the limitation that it only suggests
one point at a time for evaluation over the set XX which may be inconvenient
for costly-to-run functions. The tgp package offers some improvements over this
method that allow to generate a search pattern of m locations that recursively
maximize (over a discrete candidate set XX) a sequential version of the expected
multi-location improvement developed by Schonlau and Welch (1998) and defined
as E[I g (x1 , . . . , xm )] where
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I g (x1 , . . . , xm ) = (max{(fmin − f (x1 )), . . . , (fmin − f (xm )), 0})g

(4.4)

The work of Schonlau and Welch (1998) also extended the expected improvement criterion to include an additional integer valued parameter g. The larger the
value of g, the more globally will the algorithm tend to search. Another way of
looking at this is that in general there is a tradeoff in choosing between a small improvement with large probability (local search) versus a large improvement with
small probability (global search). As g increases larger improvements become
more important, even if they have small probability, and the search is more global
(Schonlau and Welch, 1998). For example, g = 1 produces the standard statistics
of equation 4.2. The choice of g = 2 is interesting as E(I 2 ) = [E(I)]2 + Var(I)
which is a monotonic transformation of the original expected improvement criterion, E(I), plus the variability in the improvement, Var(I). It explicitly takes
account of the uncertainty of the value of the improvement. In the examples
presented in this section we explore the performance of the method with the use
of a constant value of g = 2, as well with a variable value of g throughout the
optimisation process.
The generalized expected improvement, E(I g ) is a function of the input parameters vector x that must be optimized to choose the location of the next run
or set of runs if using the multi-location criteria. However, as was noticed by
Taddy et al. (2009), finding the maximum expectation of equation 4.4 is a difficult and expensive task for the full posterior distribution of I g (x1 , . . . , xm ) and
would require conditioning on a single fit for the model parameters. The solution
proposed by these authors and implemented in the tgp package is to discretize the
feasible input space into a finite set of predictive locations XX and maximize over
this set of points defining a ranking of predictive locations by order of decreasing
expected improvement. The set XX may have any form, but it is expected that
it reflects some prior knowledge about the location of the minimum.
The discretization of the decision space allows for an iterative solution to the
optimisation of E[I g (x1 , . . . , xm )]. This process begins with the evaluation of the
simple improvement I g (x̃i ) over x̃i ∈ XX at each of T MCMC iterations (T
corresponds to the total of samples collected from the posterior distribution of
parameters, section 3.3.1) to obtain the posterior sample:
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I g (x̃1 )1 · · · I g (x̃m )1


..
..
...

Γ=
.
.


g
g
I (x̃1 )T · · · I (x̃m )T

(4.5)

The method builds an ordered search pattern of m locations according to an
iteratively refined improvement: Designate x1 = argmaxx̃∈XX E[I g (x̃)], and for
j = 2, . . . , m, given that x1 , . . . , xj−1 are already included in the search pattern,
the next member is:

xj = argmaxE[max{I g (x1 , . . . , xj−1 ), I g (x̃)}]
x̃∈XX

= argmaxE[(max{(fmin − f (x1 )), . . . , (fmin − f (xj−1 )), (fmin − f (x̃)), 0})g ]
x̃∈XX

= argmaxE[I g (x1 , . . . , xj−1 , x̃)]
x̃∈XX

(4.6)
In this way, after each jth additional point is added to the set, the maximum
expected j-location improvement conditional on the first j − 1 locations is obtained. This is not necessarily the unconditionally maximal expected j-location
improvement; instead, point xj is the location that will cause the greatest increase
in expected improvement over the given j − 1 location expected improvement.
The posterior sample Γ (eq. 4.5) acts as a discrete approximation to the true
posterior distribution for improvement at locations within the candidate set XX.
Based upon this approximation, iterative selection of the next point is possible
without any re-fitting of the treed Gaussian process model. Conditional on the
inclusion of x̃i1 , . . . , x̃il−1 in the collection, a posterior sample of the l-location
improvement statistics is calculated as:

I g (x̃i1 , . . . , x̃il−1 , x̃1 )1 · · · I g (x̃i1 , . . . , x̃il−1 , x̃m )1


..
..
..
,
Γl = 
.
.
.


g
g
I (x̃i1 , . . . , x̃il−1 , x̃1 )T · · · I (x̃i1 , . . . , x̃il−1 , x̃m )T


(4.7)

where the element in the tth row and jth column of this matrix is calculated
as max{I g (x̃i1 , . . . , x̃il−1 )t , I g (x̃1 )t } and the lth location included in the collection
corresponds to the column of this matrix with maximum average. Since the
multi-location improvement is always at least as high as the improvement at any
subset of those locations, the same points will not be chosen twice for inclusion
(Gramacy and Taddy, 2010).
A byproduct of this technique is that the search pattern XX has been implic-
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itly ordered, producing a ranked set of locations for posterior evaluation in the
costly-to-run simulator. An important feature for this method to be successful
is that the candidate set XX must be dense enough over the input parameter
space. For the examples presented in this section a variable number of Latin
hypercube generated samples from a bounded uniform distribution will be used.
Additionally, the original set XX will be augmented by a dense subset of points
around the best solution found so far by the method.

4.5.1 EGO: An Example
In order to illustrate the use of the EGO algorithm to help to find a good approximate of the minimum of an objective function we will rely on the three-layers
example of a synthetic reservoir presented in Section 4.4.1. However, for this example a new set of reference parameters (Table 4.3) and ranges of uncertainty for
each parameter (Table 4.4) will be considered with the aim to increase the rate
of successful convergence to steady-state conditions for the different combination
of parameters evaluated in the flow simulator. All the other input parameters of
the flow simulator and model configuration are kept unchanged.
Table 4.3: Reference parameters used for the construction of a synthetic model:
Second case.
Parameter

K1
-12.5

K2 K3 f K1
-14.5 -14 0.3

f K2 f K3 q(W/m2 ) r(m)
0.2
0.4
0.8
3000

m(kg/s)
0.8

Table 4.4: Range of feasible values for the 9 uncertain variables: Second case
Parameter
Lower limit
Upper limit

K1
K2
K3 f K1 f K2 f K3
-12.7 -14.7 -14.2 0.1
0.1
0.1
-12.3 -14.3 -13.8 0.7
0.5
0.6

q(W/m2 )
0.2
1.1

r(m) m(kg/s)
2000
0.2
4500
1.1

In the same way as in the examples presented in the previous sections, temperature values from a set of vertical wells are used to calculate how far each new
combination of parameters is from the reference case. This distance is measured
as the squared sum of the residuals between temperature values at the set of wells
in the reference model and temperature values in the same set of wells from a
new combination of parameters.
As was suggested by Jones et al. (1998) and Loeppky et al. (2009) an initial
set of samples with a size equal to 10 times the number of uncertain parameters
should be enough to set up an initial regression model as a starting point to
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add more samples through the proposed sequential optimisation process. Consequently, 90 initial samples were drawn from the uniform distributions presented in
Table 4.4 by a maximin Latin hypercube sampling strategy and 90 values for the
objective function were obtained from the outputs of TOUGH2 models at each of
these initial points. PyTOUGH scripts were used to handle the TOUGH2 output
files and to extract useful data into the tgp package. As in the previous examples,
and as a way to acknowledge uncertainty in the measurement of temperature from
the field, a noise signal from a normal distribution with zero mean and a standard
deviation of 0.25 ◦ C was added to the reference set of temperature values. Every single run of the simulator for points in the initial experimental design took
a variable time between a few seconds to more than 2 hours depending on the
combination of input parameters.
An important decision when implementing a treed Gaussian process model, as
coded in tgp by Gramacy and Lee (2008), is the choice of the number of samples
and the shape of the distribution from where the set of candidates XX will be
drawn to estimate the value of the expected improvement. In this example we
present the results for three different models using a variable number of candidates in the sampling grid XX (1,000, 5,000 and 10,000) taken from the uniform
distributions in Table 4.4 using Latin hypercube sampling. If more details about
the true values for the unknown parameters are available then different sampling
distributions centered on the most plausible values should be preferred over the
flat uniform. Additionally to this initial set of samples XX, a set of 100 points
will be also included sampling from the neighborhood of the current best solution
found so far. If a new minimum is located, a new set of 100 points around that
point will be added too.
A second important parameter for setting up an EGO sampling strategy based
on a treed Gaussian process model is the selection of the value for the g parameter,
which controls the balance between a local and a global search (Jones et al., 1998).
Following the suggestion of Gramacy and Taddy (2010) we choose a fixed g value
of 2 for two of our examples which should produce a good compromise between
local and global search. A third model using a variable value for the g parameter
was also implemented. This last model begins with a g value of 3 and after 2
iterations this value is reduced to 2, and finally to 1 after 4 additional iterations.
A variable value for the g parameter have also been used for Taddy et al. (2009),
where the authors suggested that a successful reduction of the objective function
may be reached using a g value that decreases during the optimisation. Table
4.5 summarizes the values of variable model parameters used to set up 3 different
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optimization runs based on treed Gaussian process models and EGO with the aim
of exploring the influence of parameter g and the size of the grid of points XX
where the EI statistics will be estimated. Columns labeled as EGO and ALM
refer to the number of samples that will be added after each iteration based on
EGO or ALM sampling.
Table 4.5: Parameters used for three different optimization runs based on Gaussian process models and using EGO algorithm.
Parameter XX
g
EGO ALM
Model1
1,000
2
25
Model2
10,000
2
40
Model3
5,000 3,2,1
20
20
With the previous parameterization three initial surrogate models were trained
using a linear mean function as a prior and seven independent RJMCMC chains
with 10,000 MCMC rounds each. The first 1,000 rounds were discarded as burnin, and every tenth one thereafter was treated as a sample from the posterior
distribution π(Γ, θ|Z). In total, 6,300 samples from the posterior were saved for
each surrogate model.
As an additional exercise, local optimisation routines (L-BFGS-B) were performed on the generated posterior surfaces at each iteration. With this purpose,
a set of 50 random points, from LHS of the uniform distributions in Table 4.4,
was defined as initial starting points for these optimisation runs. Furthermore,
the locations selected by the EGO algorithm after each iteration are also used
as starting points for local search with the aim to refine the location of a potential minima and eventually speed up the convergence to a minimum. With
the results from these optimisation runs new candidates are queued for evaluation in the simulator, increasing the number of training samples for the surrogate
models in the next iteration. By doing so it is expected to enhance the global statistical search generated by the EGO algorithm with a detailed multi-start local
search in the posterior surface of the objective function. We believe that when
linking global and local algorithms this should generate more robust solutions
than those obtained using any one of these techniques by separate. Some of the
results presented in this section and an additional discussion of the problem of
global optimization based on surrogate models may be found in Vidal and Archer
(2015b).
The three optimization attempts progressed in different ways: Model 1 was
run for 16 iterations, with a sample size that increased from 90 to 675. Model
2 ran through 19 iterations until it totaled 929 samples and Model 3 was run
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until it fitted 982 samples in 20 iterations. These examples were ended by time
considerations as the fitting of each Gaussian process model, and the secondary
optimization routines carried on these models, becomes an expensive task. The
covariance matrices involved in the process increases in size which affects the
efficiency of the method as the covariance matrices have to be inverted after each
MCMC round of the fitting process. As a reference, the last fitted surrogate
model with 982 samples in Model 3 took around of 25 hours running on an Intel
core i5-2500 3.3 GHz processor. However, during the first iterations, with just a
few hundred of samples the time needed for fitting a surrogate model to the data
was well below 1 hour, and from then as the number of samples increase the time
to fit each Gaussian process model increases considerably. In the same way for
the first iterations the set of local optimisation runs took less than five minutes to
achieve convergence while for the last iterations the secondary optimisation step,
with which new candidates are proposed, took more than 40 hours using the same
processor. The next section will address in more detail the inconvenience of slow
convergence introducing alternative surrogate models and optimization strategies
that work better for high-dimensional problems with a high number of training
samples.
Figure 4.5 presents the best solution found at each iteration in each model,
making a distinction between the best solution generated by the global search
method (EGO) and the local optimisation method. The best solution simply
corresponds to the combination of input parameters with the lowest value of the
objective function after a TOUGH2 evaluation from all the different candidates.
Model 1 (leftmost plot) shows an erratic behaviour of results without a trend.
As was discussed in Vidal and Archer (2015b) it is very likely that the variable tree structure observed in the different Gaussian process models through
iterations in Model 1 affected the quality of its predictions, making it unfeasible for use in optimisation, in particular for L-BFGS-B (gradient-based). In the
same line, the partitions imposed on the covariance structure used by the surrogate model may affect the quality and convergence of the optimization routines
performed over these surfaces as boundaries between adjacent regions may not
be completely smooth with the associated failure for derivative based methods
such as L-BFGS-B. Additionally, adjacent regions of the input parameter space
may have a considerably different number of training samples, which has effects
over the posterior predictions generated and the uncertainties around these predictions. Consequently, Model 1 shows that the pattern search strategy, EGO
algorithm, provided in general better solutions than L-BFGS-B (circles normally
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Figure 4.5: A comparison with solutions from EGO and L-BFGS-B at each iteration for the three models under study. Please notice that the lowest
value of the objective function in the experimental design is 4,126.
The optimization with Model 2 (central plot) tends to converge to a similar
value for global and local methods, specially in the last three iterations. Model
3 (right plot) seems similar to Model 2 with a trend towards convergence to
low values of the objective function, but with a higher noise component during
the last iterations when compared to Model 2. For models 2 and 3 it is not
straightforward to decide if EGO or L-BFGS-B method work better as there
are some iterations where the local method generates better solutions than the
global and vice versa. The previous point highlights the strength of the hybrid
approach used in this example as it is likely that using only one method the
convergence should be slower. Other authors (Taddy et al., 2009) have arrived
to similar conclusions about the robustness of using an hybrid approach to locate
the minimum of nonlinear functions. Model 2 and 3 also share that the main
reduction in the value of the objective function happens at early iterations, with
lower improvements towards the end of the simulation. One aspect that needs to
be keep in mind, is that EGO solutions are available immediately after the fitting
of the different regression models as implemented in the tgp package, which is
not the case for L-BFGS-B solutions that require an extra computational cost
per iteration, which may be very demanding.
It should be keep in mind that the three different optimization attempts presented in this section were started from the same set of 90 initial samples where,
after that an initial regression model is fitted to this data, EGO statistics are
collected and L-BFGS-B routines are carried out. However, as can be seen from
Figure 4.5 the initial solutions (first points in each plot) differ from each model,
pointing out the influence of parameters such as XX and g on the ability to gen-
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erate new predictions for unsampled locations based on the different models. As
was already mentioned in the previous section, an increase of MCMC sampling
for parameters of the surrogate model could cause these differences to vanish, but
with an extra computational cost associated.
Finally, Figure 4.6 presents the lowest value of the objective function found so
far after each iteration versus the number of function evaluations for the three
models discussed in the previous paragraphs. One important aspect is that none
of the three models under consideration found the global solution in the allowed
number of iterations getting stuck in different local minima. The global minimum
(calculated from parameter values in Table 4.3) has a value of the objective
function of around 12, while the best solution found for Model 1 was 1,052, and
for models 2 and 3 the best solution was 807 and 1,008, respectively. The observed
trend of convergence for the three models seems to be slow (long flat segments
for the three curves) with a large number of samples required to locate a good
solution that reduces the objective function from previous iterations. In other
words, a large number of function evaluations is necessary to achieve a good
match between the posterior distribution for the objective function using a treed
Gaussian process model and the original simulator. For Model 1 more than 400
additional samples were necessary to find a solution that is better than the best
point present in the initial experimental design, while models 2 and 3 required 2
and 4 iterations, respectively, to improve this initial value. From that point on
a variable number of samples, from less than 50 to over 300, were added to the
training set of models 2 and 3 to generate new solutions with lower values of the
objective function. In the right half of Figure 4.6 (over 400 samples) is where
the method seems to be more efficient, which is expected, as the quality of the
surrogate model is considerably better, so the quality of new solutions is therefore
improved. According to Regis and Shoemaker (2012) a possible explanation for
the slow observed convergence is that the EGO algorithm focuses more on global
search and has limited ability to do local search, which is necessary for quick
progress. This constraint holds even with a modification of the value of the
parameter g, as was shown for Model 3.
From the results presented in this section it may be concluded that the initial
set up of a treed Gaussian process model can enforce a strong influence on the
convergence path towards a minimum of the proposed optimization approach.
Some of the difficulties encountered during the optimization process used in this
section seem to be related with the tree structure of the resulting surrogate model
at each iteration. For our case, treed models with just a few leaves (partitions) or
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Figure 4.6: Value of the objective function versus number of function evaluations
(TOUGH2 runs) for the three optimization attempts under study.
More details in main text.
even with a single covariance structure for the whole input space tend to produce
better results than complex partitions where some leaves may end up with only
a small number of samples affecting its ability to generate trusty predictions. In
the same way, important differences in the resulting partitions of the covariance
structure of successive Gaussian process models after one iteration have shown
to produce irregular trends in the convergence to a minimum of the method.
Further MCMC sampling of tgp parameters should overcome these obstacles, but
with an associated extra computational cost, which is contrary to the aim of
finding a good approximation of the global minimum in the shortest possible
time. Some attempts were made with the aim of reducing the variability of
the resulting Gaussian process models modifying the initial parameters a and
b that controls the size and spread of the distribution of trees without success
(Gramacy and Lee, 2008). It should be good for future research to investigate
an initial tgp parameterization which is able to constrain the possible allowed
number of partitions in the treed structure, so a negligible weight may be enforced
to treed structures that are too complex (too many leaves) or too different from
the covariance structure used in the previous iteration.
Another important consideration is the number and distribution of samples in
the set of points XX where the expected improvement statistics are collected and
from where new samples will be selected to evaluation in the simulator. The best
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results in our experience came from the model with a larger number of points, as
may be expected, but larger sets of potential new locations are directly related
with longer times for fitting the regression model, so a balance between these two
quantities should be required for future implementations. The gathering of the
improvement statistics over the finite set XX results in a fast an efficient ordering
of potential candidates to be evaluated, which encourages us to further evaluate
the use of other forms of pattern search methods over auxiliary optimization
routines such as L-BFGS-B on the resulting surrogate surfaces. From what was
shown in this section, the influence of the value of parameter g seems to be
secondary with respect to other parameters. Eventually, an efficient method of
optimization based on surrogate models should not depend on a very complex
parameterization that makes the problem of calibration of the surrogate model a
demanding task, instead the method should expend most of the time evaluating
new points in the simulator than in the calibration of the surrogate model or in
the generation and selection of new candidates. One plausible improvement for
future implementations could be related with the construction of the surrogate
model after each iteration. The current approach fits a new surrogate model after
each iteration, with the already mentioned limitations, but a potential solution
could be just to upgrade the current model with new observations, resulting in
a faster implementation with a covariance structure that is not so different from
one iteration to the next one.
The next section will deal with some of the limitations mentioned in this section. In particular, a new type of surrogate model will be introduced and more
sophisticated pattern search strategies will be discussed.

4.6 Surrogate-based Global Optimization for High
Dimensional Problems
The previous sections introduced the basis and the main methodology of global
optimization based on the use of surrogate models with some examples from
different approaches that helped us to identify some desired characteristics that
an efficient method should consider. Until now, problems with only a low dimensional input space (3 and 9 dimensions) have been considered, however in
reservoir modelling it is increasingly common to deal with problems with hundreds or thousands of uncertain parameters for which conventional methods of
optimization may fail or become too expensive to run.
In this section the focus will be put on high dimensional problems, where it is
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expected that the algorithms presented in the previous sections will face limitations trying to locate a minimum in an efficient way. One improvement discussed
in this section is related with the type of surrogate model that is constructed at
each iteration and the second enhancement deals with the algorithm that generates and selects the new candidate(s) to evaluation in the expensive simulator.

4.6.1 Radial Basis Function Model - RBF
Chapter 3 introduced the regression method of Gaussian process and several examples were presented to highlight some of its useful properties and advantages
over other interpolation methods. In the same way, the previous sections in this
Chapter make use of a Gaussian process model to drive a search for the minimum
of a nonlinear function. However, Gaussian processes, and other nonparametric
regression methods, suffers from what is known as the curse of dimensionality (Bellman, 1956) that points out the difficulties that these regression models
present to scale well in more than a few dimensions making inference very slow
for more than a few hundreds of samples.
In this sense, RBF offers a faster interpolation method for nonlinear functions
than Gaussian process models. RBF is in essence equivalent to dual kriging (Regis
and Shoemaker, 2012) and differs from kriging in that estimates are expressed
as linear combinations of covariance values instead of data values, which reduces
the associated computational cost (Goovaerts, 1997). Following the description
presented in Regis and Shoemaker (2007) the RBF method requires a set of points
x1 , . . . , xn ∈ Rd and the value of this function on these points f (x1 ), . . . , f (xn ).
The RBF interpolation method used in this work has the general form:
sn (x) =

n
X

λi φ(k x − xi k) + p(x),

x ∈ Rd

(4.8)

i=1

where k · k is the Euclidean norm, the coefficients λi ∈ R need to be determined
and p(x) corresponds to the polynomial tail of the surrogate model. φ denotes
the radial basis function, which commonly takes one of the followings forms:
linear, Gaussian, thin-plate spline, multiquadratics or cubic. For the examples
presented in this section the cubic form φ(r) = r3 is used. According to Regis and
Shoemaker (2012) the cubic form has been used successfully in previous similar
studies.
In addition, it is necessary to define a matrix Φ ∈ Rnxn by: Φij = φ(k xi −xj k),


i, j = 1, . . . , n and the matrix P ∈ Rnx(d+1) so its i th row corresponds to 1, xTi .
The RBF model that interpolates the points (x1 , f (x1 )), . . . , (xn , f (xn )) will be
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obtained by solving the next linear system of equations:
Φ P
PT 0

!

λ
c

!
=

F
0d+1

!
,

(4.9)

where F = (f (x1 ), . . . , f (xn ))T , λ = (λ1 , . . . , λn )T ∈ Rn , 0 is a matrix with all
entries 0 of appropriate dimension and c = (c1 , . . . , cd+1 )T ∈ Rd+1 consists of the
coefficients of the linear polynomial p(x) in equation 4.8. If rank(P) = d + 1,
then the matrix in equation 4.9 is invertible and the system has a unique solution
(Powell, 1992).

4.6.2 DYnamic COordinate search - DYCORS Framework
As it was pointed out in the previous section the use of secondary optimization
routines at each iteration of the method to define the next candidates where to
evaluate the objective function in the original simulator seems to be feasible only
for low-dimensional problems with a conservative number of training samples.
The extra cost associated to these optimization runs decreases the efficiency of the
whole process. In contrast, pattern search methods that relies only on estimates
of the objective function over a discrete set of points have shown to be more
efficient than methods that relies on secondary optimization runs. The DYCORS
(DYnamic COordinate search using Response Surface models) framework was
developed by Regis and Shoemaker (2012) for the bound-constrained optimization
of high-dimensional, expensive to evaluate nonlinear functions which makes use
of RBF as the surrogate model.
Table 4.6 presents the DYCORS framework in detail where n0 is the number
of points in the initial experimental design Υ, n is the number of previously
evaluated points at each iteration, Dn = {x1 , . . . , xn } is the set of previously
evaluated points, f is a real-valued function defined on a closed hypercube χ =
[a, b] ⊆ Rd , Nmax is the maximum number of function evaluations allowed, ϕ(n) is
a strictly decreasing function defined for all positive integers n0 6 n 6 Nmax − 1
whose values are in [0, 1], δinit is the initial step size, δmin is the minimum step
size, k is the number of trial points at each iteration, Υ = {x1 , . . . , xn0 } ⊆ χ is the
set of initial points from a space-filling experimental design, Tf ail is the tolerance
for the number of consecutive failed iterations, Tsuccess is the threshold for the
number of consecutive successful iterations (optional) and sn (x) is the response
surface model built using the points in Dn .
In short, in Step 1 of DYCORS, the objective function f is evaluated at n0
points from a space-filling experimental design. In Step 2, the current step size is
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set to the initial step size and the counters for the number of consecutive failed
iterations and the number of consecutive successful iterations are both set to zero.
In Step 3, the method goes through the iterations that involve fitting the response
surface model, generating random trial points, selecting one of the trial points,
and evaluating f at the selected point. Finally, in Step 4, the best solution found
is returned (Regis and Shoemaker, 2012).
The probability of perturbing a coordinate (parameter) of the current xbest solution when generating trial points is pselect . For a given iteration, the number of
coordinates perturbed is a random variable that has a Binomial(d, pselect ) distribution, and so the mean number of coordinates perturbed is d × pselect . The value
of pselect is given by ϕ(n), which is chosen to be a strictly decreasing function defined for all positive integers n0 6 n 6 Nmax − 1. Since ϕ(n) is a probability, its
values are in [0, 1]. Also, since ϕ(n) is strictly decreasing, pselect decreases as the
iterations progress, which means that the number of coordinates perturbed tends
to decrease as the algorithm progresses. At first, depending on the dimensionality
of the problem, all coordinates of the current best solution are perturbed to generate the next candidates and, as the number of function evaluations increases,
the probability of perturbing a given coordinate decreases, and so the coordinates
of the best solution that are perturbed tend to become fewer. The motivation
for this idea came from the experience of the authors doing manual calibration of
watershed models where they found that early in the search perturbing all coordinates is helpful in improving an initial solution, but as the solution improves it
becomes necessary to perturb only a few coordinates simultaneously so that the
current improvement is not lost (Regis and Shoemaker, 2012).
The next candidate for evaluation xn+1 is selected from a set of random trial
solutions Ωn obtained by perturbing only a subset of the coordinates of the current
best solution xbest . The perturbation of the coordinates is made based on a step
size z, which value is taken from a normal distribution with mean equals to zero
and standard deviation δn . The set of coordinates being perturbed at the current
xbest is defined by Iperturb . With the aim to ensure diversity in the set of trial
points Iperturb changes every time a new trial point is about to be generated. The
new iterate xn+1 may be selected according to any selection procedure desired by
the user. The next section introduces one suitable choice.

4.6.3 DYCORS-LMSRBF
One variant of the DYCORS framework is named DYCORS-LMSRBF, after the
local metric stochastic RBF method (Regis and Shoemaker, 2007). In this algo-
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rithm, ϕ(n) = ϕ0 × [1 − ln(n − n0 + 1)/ln(Nmax − n0 )], for all n0 6 n 6 Nmax − 1,
where ϕ0 = min(20/d, 1). ϕ0 is set in this way so that for problems of dimension
d 6 20 the algorithm begins with pselect = 1, so all dimensions are perturbed.
For problems with d > 20, the average number of variables perturbed initially is
d × (20/d) = 20. The authors argue that the justification for this way of perturbing coordinates is that for expensive problems with complex surfaces in high
dimensions it is desirable to perturb only a relatively small number of variables,
even at the start, in order to increase the chances of obtaining an improving
solution quickly (Regis and Shoemaker, 2012).
The next point xn+1 to be evaluated comes from a weighted score between
two criteria: estimated function value from the surrogate model and minimum
distance from previously evaluated points. A weighted score of these two criteria
is used because it is desirable to seek a candidate point with a low value in the
surrogate model and that is also far from previously evaluated points in order to
improve predictions in the current RBF model (exploitation versus exploration,
section 4.4.2). Additionally, the method relies on a set of weights for the RBF
and the distance criteria, which are cycled throughout the simulation to maintain
a balance between global and local search. In this way, the weight pattern for
the RBF criterion is defined as Λ = hυ1 , . . . , υκ i, where 0 6 υ1 6 . . . 6 υκ 6 1.
If n is the number of previously evaluated points, the weights {(wnR , wnD ) : n =
n0 , n0 + 1, . . .} for the RBF and the distance criteria are set as follows: for all
n > n0 , set

wnR =


υ

if mod(n − n0 + 1, κ) 6= 0

υ

otherwise.

mod(n−n0 +1,κ)
κ

(4.10)

and
wnD = 1 − wnR .

(4.11)

Weights that are close to one will result in a local search since the emphasis is
on selecting a trial point with low RBF value while smaller weights will result in
a global search since the emphasis is on selecting trial points that are far from
points previously evaluated. In the examples presented in Regis and Shoemaker
(2012) the weight pattern Λ = h0.3, 0.5, 0.8, 0.95i was used for the RBF criterion.
Table 4.7 presents how the selection of the next iterate and the adjustment of the
step size are done in DYCORS-LMSRBF.
It is worth noticing that the current step size δn is reduced by half and that
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Cf ail is reset to zero whenever Cf ail reaches Tf ail . The step size is reduced in
this way to facilitate convergence. By its part, a minimum step size δmin is set
to avoid the trial points from getting too close to the current xbest . Moreover,
the current step size δn is doubled and Csuccess is reset to zero whenever Csuccess
reaches Tsuccess (Regis and Shoemaker, 2012).
The DYCORS-LMSRBF algorithm presents the advantage over other similar
methods that it has been widely assessed on a set of test problems with up to 200
dimensions with very promising results when compared to standard optimization
methods and other surrogate-based algorithms, such as EGO where the authors
suggested that kriging-based methods might not be suitable for expensive, high
dimensional problems (Regis and Shoemaker, 2007, 2012). Additionally, Espinet
and Shoemaker (2013) presented a comparison of different local and global optimisation algorithms for parameter estimation of a TOUGH2, multi-phase, flow
model in a geological carbon sequestration context and they concluded that standard derivative-based calibration methods, such as PEST (Doherty, 2013), were
more efficient to calibrate unimodal models, with just a few parameters, than
when calibrating more complex, multimodal models with a large number of parameters where surrogate-based global optimisation methods turned out to be
more efficient. These authors suggest that when the number of simulations is
limited, surrogate-based algorithms perform best on multimodal, non-smooth objective functions, which is expected to be the case for realistic applications with
multi-phase flow models such as those used for CO2 sequestration or geothermal reservoir modelling. The next section will present the results obtained when
DYCORS-LMSRBF is implemented in a high dimensional problem of a geothermal system.

4.7 Calibration of a High Dimensional Geothermal
System
4.7.1 The Pampa Lirima Model
The DYCORS-LMSRBF algorithm will be used to calibrate a reservoir numerical
model of the Pampa Lirima geothermal system in the north of Chile (O’Sullivan
et al., 2013). The Pampa Lirima project is one of a series of potential fields where
geothermal energy could be harnessed in Chile. The conceptual and numerical
model were developed as a representative case study of a high Andean hydrothermal system. The TOUGH2 model was built based on the available surface and
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subsurface data, which according to the authors has proven to be a useful tool
for improving the understanding of the Pampa Lirima system and may be useful
in planning its subsequent development.
The extent of the numerical model was defined to include all the important features of the geothermal system and was positioned so that the lateral boundaries
of the model do not have a large influence on the model results. Consequently, an
area of 24 × 15 km was considered to be part of the model with a maximum depth
of 4.7 km. As there is little information about subsurface conditions the objective
of this preliminary model was to study the large-scale behaviour of the system
and to investigate the interaction between two different hot springs areas present
in the basin. With this aim a coarse mesh was used with 24, 15 and 37 blocks in
the x, y and z directions, respectively (Figure 4.7). The high number of vertical
layers was necessary in order to take into account the large range in topography,
while also ensuring that the subsurface flow is accurately represented.
Figure 4.7 presents two different views of the model geology. The upper section
shows the surface geology and the lower cross-section presents a SW-NE vertical
view with the distribution of geological units. In total, the model includes 63 different rock types whose permeabilities values were assigned according to available
hydraulic conductivities measurements for the shallower rock units and through a
manual calibration process for the deeper rock units. Boundary conditions of the
model were determined using available information regarding the regional heat
flux, precipitation, surface temperature and closed lateral boundary conditions
were assumed. For more details about the Pampa Lirima geothermal system and
the construction of the numerical model please refer to O’Sullivan et al. (2013).
Once the model has been set up and calibrated it was used to estimate the
steady-state conditions of the system (Figure 4.8), which agree well with the
available data suggesting that the Pampa Lirima system is structurally controlled
with a number of faults interacting to provide the mechanisms for both upflow
and recharge. In particular, the model was able to reproduce two upflow zones
related to the two main zones with presence of surface manifestations.

4.7.2 Computational Experiments with DYCORS-LMSRBF
With the calibrated, steady-state model presented in the previous section, a series of computational experiments were carried out to test the effectiveness and
reliability of the DYCORS-LMSRBF algorithm in a geothermal context. For
the numerical implementation of the DYCORS-LMSRBF algorithm the Python
package pySOT, developed by Eriksson et al. (2015), was used in conjunction with
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Figure 4.7: Two different views of geological heterogeneity in the Pampa Lirima’s
model. Upper plot (a) shows the surface geology and lower plot (b)
gives a view of a SW-NE cross section of the model (O’Sullivan et al.,
2013).
the Python library PyTOUGH, which allows the control of TOUGH2 simulations
with the use of Python commands (Croucher, 2011). pySOT is an optimization
toolbox for global, deterministic optimization problems which includes, among
other algorithms, the DYCORS-LMSRBF algorithm introduced in the previous
section. The main purpose of the toolbox is for the optimization of computationally expensive, black-box objective functions with continuous and/or integer
variables where the number of evaluations is limited.
Using the steady-state model from O’Sullivan et al. (2013) as a reference, the
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Figure 4.8: SW-NE cross section showing the steady-state temperature distribution of the Pampa Lirima model (O’Sullivan et al., 2013).
objective of the experiments is to try to replicate the temperature distribution
of the Pampa Lirima model using only sparse data derived from a set of hypothetical vertical wells distributed in the Pampa Lirima basin where temperature
measurements are available. These synthetic temperature values from the reference model are taken as the true values of temperature of the hydrothermal
system and through the use of an objective function the aim is to find the best
set of parameters that match these measurements. The objective function used
in this case is the same that has been used in previous examples and corresponds
to the squared sum of the residuals between the temperature values in the wells
from the reference model (observations) and temperature values in the wells from
the new runs generated in the calibration process. Before this value can be calculated, the synthetic data from the reference model was slightly modified by adding
a noise signal to the original temperature values. The value of this perturbation
is derived from a normal distribution with zero mean and a standard deviation
of 0.25 ◦ C to mimic measurement uncertainty in real life applications. The value
of this objective function corresponds to the function f that will be emulated
through a RBF model and minimized to obtain a set of parameters that produce
a good match with the observed data.
Additionally, as a way of testing the efficiency of the method, a set of PEST
(Doherty, 2013) local optimization runs were initialized for each of the different
experiments. It was decided to compare both methods based on the value of the
objective function after a fixed number of function evaluations, since the time
required for one function evaluation is considerably higher than the time used
by the optimization algorithms to choose the next point where to evaluate the
function. The results presented in this section are mainly based on the work of
Vidal and Archer (2016).
For the experiments presented in this section a different class of sampling strategy for the initial experimental design was adopted. The informal rule that the
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number of samples for an effective initial computer experiment should be about
10 times the number of uncertain variables (Jones et al., 1998; Loeppky et al.,
2009) is suitable for problems with only a few dimensions as for high dimensional,
expensive problems 10 times the number of dimensions may represent too many
points. For example, for a 100-dimensional problem, 1,000 points should be used,
which is a large number of function evaluations for an expensive problem. Instead, the DYCORS framework suggests the use of a different type of LHS design
named symmetric Latin hypercube design - SLHD (Ye et al., 2000). This method
has the property that in an l × n LHS design of size l, if (a1 , a2 , . . . , an ) is one of
the rows, then the vector (l + 1 − a1 , l + 1 − a2 , . . . , l + 1 − an ) must be another row
in the design matrix. In other words, if ti is a design point in a SLHD, then there
exists another point tj in the design matrix that is the refection of ti through
the center. Consequently, as has been recommended by Eriksson et al. (2015) an
initial experimental design of size 2 × (n + 1) should be enough.

4.7.3 Results From a 189-D Problem
In this set of experiments the value of permeability along the three main directions x, y and z for each rock type is considered uncertain in the analysis which
gives a total of 189 uncertain parameters. Although it is a normal practice in
geothermal applications to consider the same value of permeability along the x
and y directions in this example we decided to analyse a more general case in
which the three directions of permeability are independent. Two scenarios will be
investigated: The first case will consider a relatively narrow range of uncertainty
for each parameter and the second will explore a wider region of the input parameter space where the variables are allowed to move. The remaining simulator
input parameters are kept fixed and their values are identical to the reference
case described in Section 4.7.1.
For the first experiment it was assumed that the value for each of the 189
parameters lies in a range of 1 logarithmic unit (when calibrating permeability
values is highly recommended to first log transform these values), so the input
space is a 189 dimensional hypercube of side 1 bounded for values derived from
prior knowledge. The values of permeability from the reference case are deemed
to lie inside these limits. The next step before running the optimization process is
to define the strategy and size of the initial experimental design which in this case
was generated using a symmetric Latin hypercube of size 2 × (ndim + 1), where
ndim is the number of parameters allowed to be modified in the process (dimensionality of the problem). For this experiment a total of 600 function evaluations
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were allowed, which is a reasonable number taking into account the dimensionality
of the problem. To overcome the significant calculations and computational time
required to generate the results presented in this section the High Performance
Computing (HPC) facilities offered by the New Zealand eScience Infrastructure
(NeSI) Pan Cluster were used.
In Figure 4.9 it is shown how the objective function value, previously defined, evolves with the number of function evaluations for a set of 11 runs of
the DYCORS-LMSRBF algorithm, using different initial experimental designs.
The red curve corresponds to the mean value of the ensemble bounded by the
maximum and minimum values obtained for an equal number of function evaluations. According to this figure the most important reductions in the value of
the objective function are observed during the early stages of the algorithm, with
less than 80 function evaluations approximately, and immediately after the exploration of the input parameter space by the initial experimental design (around
380 to 420 function evaluations). From this point a steady reduction of the objective function value can be observed, with a flat tail towards the end of the allowed
number of function evaluations. The mean curve (red curve) reached at the end
of the allowed budget of function evaluations a value of the objective function of
3,373, with a maximum value of 5,571 and a minimum value of 2,111. It should
be noticed the reduction in variability among the different runs of the algorithm
and how the minimum and maximum curves tend to get closer towards the end
of the allowed number of function evaluations.
Additionally, Figure 4.9 presents some calibration runs generated by the software PEST initialized from three different initial candidates. DYCORS-LMSRBF
and one of the PEST runs (blue, PEST2 curve) converged to similar values of
the objective function after the allowed budget of 600 function evaluations, but
the proposed method is considerably more efficient for a low number of function evaluations. On the contrary, the other two PEST runs were only able to
achieved a limited reduction of the objective function value. The stepped shape
displayed by the PEST curves is due to the calculation of the Jacobian matrix,
which requires one function evaluation for each variable (189 in this case) and
needs to be calculated for each iteration. Random points from the set of initial experimental designs were selected as the initial candidates for the different
PEST runs presented in Figure 4.9. As has been already mentioned, the results
obtained from PEST relies strongly on the location of the initial candidate, while
the proposed approach based on surrogate modelling and adaptive sampling is
more robust and efficient. It is worth mentioning that the value of the objective
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function for the set of reference parameters is equal to 15.3, so neither of the
two methods considered (DYCORS-LMSRBF and PEST) were able to locate the
global solution after 600 forward runs of the TOUGH2 model.
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Figure 4.9: Objective function value versus the number of function evaluations
for the mean value of a set of calibration runs for the first case study.
The maximun and minimum values are also included along with some
PEST runs.
For the second experiment a larger range of uncertainty was considered for each
of the 189 parameters and 10 runs of the algorithm were carried out. Instead of
1 logarithmic unit the side of the hypercube representing the input parameter
space is equal to 3 logarithmic units, which could be the case when there is a
large uncertainty about the actual values of initial parameters. As can be seen
from Figure 4.10 the algorithm DYCORS-LMSRBF was able to decrease the
value of the objective function until it achieved a best mean value of 19,410 after
600 function evaluations, with a maximum value of 28,930 and a minimum value
of 13,456. In the same way as with the previous case, the largest reductions of
the value of the objective function are observed for a low number of function
evaluations and after the evaluation of the initial experimental design.
In this case, one run of PEST was only able to slightly decrease the value of the
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Figure 4.10: Objective function value versus the number of function evaluations
for the mean value of a set of calibration runs for the second case
study. The maximun and minimum values are also included along
with some PEST runs.

objective function in the first iteration, where it got stuck in a local minimum
for successive iterations (PEST curve in Figure 4.10). Additionally, two extra
PEST runs were carried out, but this time using the ADDREG1 utility that
adds a simple set of regularisation prior information equations to a PEST control
file (Doherty, 2013). Regularization is added with the aim to achieve numerical
stability through the provision of supplementary information to the parameter
estimation process, which in this case has the form of a set of equations. Thus
if, for a particular parameter, the information content of the observation dataset
is such that a unique value cannot be estimated for that parameter on the basis
of the observations alone, uniqueness can nevertheless be achieved by using the
supplementary information provided for that parameter through the regularisation process. Consequently, the two curves labelled as reg in Figure 4.10 shown
an improvement over the standard PEST case, and they do not get stuck in low
quality solutions. One of these runs (PEST reg curve) uses the same initial candidate as the previous case while the second one (PEST2 reg) takes a random
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value from the set of initial experimental designs. Anyway, DYCORS-LMSRBF
displays considerably lower values of the objective function for the same number of function evaluations regardless which strategy is implemented in PEST. In
particular, DYCORS-LMSRBF is very efficient for a low number of function evaluations and the results here presented indicate that the method is more robust
than PEST, whose results depends strongly on the initial candidate.
In Vidal and Archer (2016) the same problem was investigated and results for
additional experiments with 126 and 63 uncertain parameters were presented.
Figure 4.11 summarizes some of these results. In these experiments it was observed that the gradient-based method (PEST, without regularization terms included) was able to achieve a larger, but comparable, reduction of the objective
function for the allowed number of function evaluations for both cases with a narrow input region (right column of Figure 4.11) while DYCORS-LMSRBF (blue
curves) was considerably more efficient for the uncertain case, with a larger input parameter space (left column). However, for the narrow case (right column)
DYCORS-LMSRBF was especially more efficient than PEST for a low number of function evaluations, in particular below 252 function evaluations, or 2
PEST iterations, in plot (d) and 63 evaluations, or 1 PEST iteration, in plot (b).
These observations are well in agreement with some of the discussions made in
the previous sections: local, gradient-based methods should be more efficient for
low-dimensional problems with a narrow region of parameter variability, where
it is more likely that the objective function surface only contains one minimum,
and efficient stochastic methods should be preferred for highly nonlinear problems with many more parameters and wide regions of uncertainty where multiple
minima can be found.

4.8 Final Remarks
Geothermal numerical reservoir models, and other similar subsurface flow problems, are difficult to optimize and calibrate mainly due to its multi-phase, multicomponent nature and the lack of enough subsurface data to constrain the spatial
heterogeneities of parameters needed for the simulation. The presence of many
local minima due to non-linearities in the principal governing equations and the
computational expense for each single simulation make the choice of a proper
optimisation strategy an important decision. Gradient-based methods are known
for performing well in some types of problems (one local minima and derivatives
easy of calculate) but they do not work very well for problems with several minima
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Figure 4.11: Objective function value versus the number of function evaluations
for the 63- and 126-dimensional case for two cases exploring different
lengths of the input parameter region. The left column (plots (a)
and (c)) explores a wider region than the right column (plots (b)
and (d)). Please note that the vertical and horizontal scales are not
identical for all the cases.

and with hundreds or thousand of parameters.
In this Chapter an alternative methodology to calibrate a geothermal numerical
model was introduced. This method relies on Bayesian surrogate models to conduct an exhaustive search towards a global minimum. Different approaches were
discussed, from the simplest to more complex cases in high dimensional settings,
and some recommendations were suggested. In particular, for methods based on
a treed Gaussian process model as the surrogate model it was found that models
with just a few leaves or even with a single covariance structure produced better results than complex treed models. In the same way too much variability in
the parameter partitions of the resulting treed surrogate models for subsequent
iterations make harder the search for a minimum.
The use of secondary optimization routines, such as EGO or L-BFGS-B, works
well for low dimensional problems but considerable time may be required for problems consisting of more than a few parameters. In this sense the use of radial
basis functions with a pattern search strategy represents an efficiency enhance-

113

ment over other stochastic methods presented in this Chapter for optimization
of expensive nonlinear functions, and as was shown this approach also offers an
improvement and robust alternative to standard gradient-based methods.
Eventually, a successful strategy to calibrate high dimensional, nonlinear problems could be to exploit some of the strengths of both methods (derivative- and
surrogate-based) in an hybrid scheme, starting with a surrogate-based global
search of the minimum, so a fast reduction of the value of the objective function
may be achieved and then, after a number of function evaluations equals to 1 or
2 times the number of dimensions of the problem, perform a local, derivativebased search from the best value found so far with the aim to achieve a further
reduction with a limited number of function evaluations.
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Table 4.6: DYnamic COordinate search using Response Surface models. Modified
from Regis and Shoemaker (2012).
DYCORS Framework
1. Evaluate points in the initial experimental design. Compute f (xi )
for each i = 1, . . . , n0 . Let xbest be the best point found so far and let
fbest := f (xbest ). Set n := n0 and Dn := Υ.
2. Initialize step size and counters. Set δn := δinit , Cf ail := 0 and
Csuccess := 0.
3. While the termination condition is not satisfied (e.g., while n < Nmax )
do:
a) Fit response surface model. Fit a response surface model sn (x)
using the data points Bn = {(x, f (x)) : x ∈ Dn } = {(xi , f (xi )) : i =
1, . . . , n}.
b) Determine probability of perturbing a coordinate. Calculate
pselect = ϕ(n).
c) Generate multiple trial points. Generate Ωn := {yn,1 , . . . , yn,k }
as follows. For j = 1, . . . , k, obtain yn,j by performing the following
steps:
• Select coordinates to perturb. Generate d uniform random
numbers w1 , . . . , wd ∈ [0, 1]. Let Iperturb := {i : wi < pselect }. If
Iperturb = ∅, then select j uniformly at random from {1, . . . , d}
and set Iperturb = {j}.
• Generate trial point. Generate yn,j by yn,j = xbest + z, where
z (i) = 0 for all i 6∈ Iperturb and z (i) is a realization of a normal
random variable with mean 0 and standard deviation δn for all
i ∈ Iperturb .
• Ensure trial point is in domain. If yn,j 6∈ χ, then replace it
by a point in χ obtained by performing successive reflection of
yn,j about the closest point on the boundary of χ.
• End.
d) Select
next
iterate.
Select Evaluation Point(Ωn , Bn , sn (x)).

xn+1

:=

e) Perform function evaluation. Compute f (xn+1 ).
f) Update counters. If f (xn+1 ) < fbest , then reset Csuccess :=
Csuccess + 1 and Cf ail := 0. Otherwise, reset Cf ail := Cf ail + 1 and
Csuccess := 0.
g) Adjust
step
size.
[δn+1 , Csuccess , Cf ail ]
Adjust Step Size(δn , Csuccess , Tsuccess , Cf ail , Tf ail ).

=

h) Update best solution. If f (xn+1 ) < fbest , then xbest = xn+1 and
fbest = f (xn+1 ).
i) Update information. Set Dn+1 := Dn ∪ {xn+1 }, and reset n :=
n + 1.
j) End.
4. Return the best solution found. Return xbest and fbest
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xn+1

Table 4.7: Selection of new iterate, DYCORS-LMSRBF.
:= Select Evaluation Point(Ωn , Bn , sn (x))

1. Estimate function value of trial points. For each x ∈ Ωn , compute
the RBF value sn (x). Also, compute smax
= max{sn (x) : x ∈ Ωn } and
n
min
sn = min{sn (x) : x ∈ Ωn }.
2. Compute score between 0 and 1 for the RBF criterion. For
max
max
each x ∈ Ωn , compute VnR (x) = (sn (x) − smin
− smin
6=
n )/(sn
n ) if sn
R
min
sn and Vn (x) = 1 otherwise.
3. Determine minimum distance from previously evaluated
points. For each x ∈ Ωn , compute ∆n (x) = min1≤i≤n k x − xi k. Also,
compute ∆max
= max{∆n (x) : x ∈ Ωn } and ∆min
= min{∆n (x) : x ∈
n
n
d
Ωn }, where k · k is the Euclidean norm on R .
4. Compute score between 0 and 1 for the distance criterion.
For each x ∈ Ωn , compute VnD (x) = (∆max
− ∆n (x))/(∆max
− ∆min
n
n
n )
max
min
D
if ∆n 6= ∆n and Vn (x) = 1 otherwise.
5. Compute weighted score and select next evaluation point. For
each x ∈ Ωn , compute Wn (x) = wnR VnR (x) + wnD VnD (x). Let xn+1 be
the point in Ωn that minimizes Wn .
Function[δn+1 , Csuccess , Cf ail ] =
Adjust Step Size(δn , Csuccess , Tsuccess , Cf ail , Tf ail )
1. If Csuccess ≥ Tsuccess , then δn+1 = 2δn , and Csuccess = 0. End.
2. If Cf ail ≥ Tf ail , then δn+1 = max(δn /2, δmin ), and Cf ail = 0. End.
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Chapter 5
Representing Spatial Uncertainty
into a Calibration Problem
5.1 General Concepts
The process of parameter estimation is a fundamental challenge encountered in
reservoir modelling applications. This process is strongly influenced by the nature of geological heterogeneities, which in general are not susceptible to a simple
parameterization. The geological features that control the flow of fluids in a
geothermal reservoir may be geometrically complex and difficult to identify from
the available data. The inference of the spatial configuration of important parameters can not be fully constrained solely by available data and some form of
geological prior knowledge must be considered to put all the pieces together in
a geologically meaningful reservoir model. Methods to infer the spatial distribution of reservoir parameters must be both geologically realistic and efficient if the
associated parameter estimation process is to give satisfactory results.
During the last time geostatistics has gained popularity as a tool to generate
multiple, alternative realizations of a spatial phenomenon, representing the uncertainty of the simulated reservoir. In Chapter 2 the basics of geostatistics and
some of its methods were introduced with the aim to reproduce the expected
variability in geothermal reservoirs. In addition, there have been considerable
efforts to address the parameterization of complex geological models generated
by a geostatistical method into a differentiable set of parameters that may be
used in conjunction with standard, local, gradient-based algorithms used for history matching in reservoir modelling (Liu and Oliver, 2004; Sarma et al., 2008;
Vo and Durlofsky, 2014, 2015; Wellmann et al., 2014). A central point is that
geostatistical algorithms do not provide a differentiable relationship between the
output model realizations and the input parameters of the algorithms. As was
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pointed out by Park et al. (2013), while such parameterization would have appeal from an optimization point of view, it may (1) loose information built into
complex three-dimensional geological models, (2) require continuity in the objective function if gradient-based methods are used, and (3) be problem specific and
therefore difficult to implement for a general case.
In this Chapter an alternative method for calibration will be introduced, which
does not need for a parameterization of a complex geological model, instead
models generated by geostatistical techniques will be directly used. For this
method to work it is necessary to consider an efficient optimization method that
is not based on derivative information, such as those presented in Chapter 4.
The main idea is to solve a nonlinear mixed-integer global optimization problem
assisted by the use of surrogate models. The spatial uncertainty of the problem is deemed to be represented by a finite set of geological interpretations and
parameters such as permeability or porosity are allowed to vary continuously.

5.1.1 Previous Work
Different methods have been proposed to include spatial uncertainty into a calibration problem. For our purposes, it is possible to group this methods into
two main branches: methods that look for a reduced parameterization of the
geological uncertainty and methods that rely directly on alternative geological
realizations of the expected variability. For instance, in the first group Liu and
Oliver (2004) used the truncated pluri-Gaussian algorithm to model a threefacies problem and proposed a method to replace the nondifferentiable history
matching problem associated with discrete geological facies with a differentiable
problem, so that a gradient-based, history matching technique could be applied.
However, as was mentioned by Vo and Durlofsky (2015) there are some important challenges associated with this approach, particularly in the construction of
gradients and generating models that honour the arrangements of the geological
facies. A similar approach was presented by Liu and Oliver (2005) but instead
of a gradient-based method they relied on the Ensemble Kalman filter (EnKF)
to modified the parameters of the random Gaussian fields used to generate geological models with the truncated pluri-Gaussian method. The results from both
approaches are satisfactory according to the authors, which establishes the usefulness of EnKF in solving reservoir history matching problems with geological
facies. However, it is difficult to see how these methods could be applied to
real-applications in high-dimensional spaces.
An alternative method was proposed by Sarma et al. (2008) which is an im-
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provement over the linear principal component analysis (PCA) expansion for a
differentiable parameterization of geological models. This method called kernel
PCA makes use of a set of geostatistical realizations to generate a differentiable
parameterization of a complex geological model to be used in conjuction with
a gradient-based algorithm. Basically, kernel PCA is a nonlinear form of PCA.
In this work, the authors first applied the kernel formulation of the eigenvalue
problem associated with the standard PCA expansion, which results in a much
more efficient representation of the PCA expansion compared to a direct solution
of the standard eigenvalue problem. Next, kernel PCA with high order polynomial kernels was applied to preserve the multipoint statistics of the non-Gaussian
random fields. This method was succesfully applied to history matching of a twofacies water flooding problem and, unlike standard PCA, it efficiently enables
the preservation of high-order statistics of the random field representing complex
geological structures through an eigen-decomposition of the kernel matrix instead
of the full covariance matrix. However, as was pointed out by Vo and Durlofsky
(2014) becasue kernel PCA entails the application of PCA in a high-dimensional
input space, it requires the solution of the so-called pre-image problem, which
is essentially a strongly nonlinear optimization problem, to provide the model in
the original physical space. This limitation introduces a challenging numerical
problem, which may limit the use of kernel PCA for practical problems. For
a recent example of kernel PCA applied to dimension reduction and the use of
surrogate models please refer to Rohmer (2015).
Vo and Durlofsky (2014) also developed a method based on a PCA basis matrix
that is constructed empirically from a set of geological realizations generated using
a geostatistical algorithm. The approach, referred to as optimization-based PCA
(O-PCA) provides a piecewise differentiable representation of two- and threedimensional geological models in terms of a reduced set of variables that can be
used for data assimilation in gradient-based minimization procedures and is able
to generate new geological realizations that honour the hard data. In simple
terms, the O-PCA method involves a PCA-like representation expressed as a
formal optimization problem. This enables the inclusion of bound constraints
and regularization terms, which according to the authors are useful for capturing
highly connected geological features and binary/bimodal property distributions.
In this approach the mapping from a reduced input space to the original physical
space and its derivative, are both derived analytically for the binary-facies case.
O-PCA does not involve the solution of a complicated pre-image problem, as
required in kernel PCA procedures. This method was used for history matching
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of two- and three-dimensional channelized systems and two-dimensional deltaic
fan systems. In a later work these authors presented a generalization of the
method by varying the form of the O-PCA regularization terms with the aim
to be used with a wide range of geological systems (Vo and Durlofsky, 2015).
Although very promising, these methods have been tested only in bimodal and
in two or three-facies models which limits its use in more general applications.
In a TOUGH2-related problem Wellmann et al. (2014) proposed a framework
to include structural geological parameters, such as orientation of geological contacts or strike and dip of an observed fault, into an inversion problem implemented
in the iTOUGH2 software (Finsterle, 2004). In this work the authors are able
to parameterize in six dimensions the geological structure of a CO2 injection scenario and evaluate the influence of structural data on a flow simulation problem
based on an implicit structural geological modelling method that enables the construction of realistic structural models with a low-dimensional parameterization.
However, the presented parameterization of the geological model seems to be
case-specific, and it is not clear how to apply it into a different, more complex,
scenario in three-dimensions. From the optimization point of view, the fact that
small variations of structural parameters may not affect the discrete model at all
limits the use of derivative-based methods. Consequently, the inverse problem
was solved using the downhill simplex method, which is a local, derivative-free
algorithm that converges to a local minimum relatively inefficiently for high dimensional problems. The authors suggested that other optimization methods
could be used, such as simmulated annealing or evolutionary algorithms, but
with an associated extra cost that may affect the whole efficiency of the method.
The second group of methods rely directly on the use of geostatistical realizations. For example, Jafarpour and McLaughlin (2009) used an initial ensemble of
realizations generated with a multiple-point algorithm to account for geological
models that do not follow Gaussian distributions. This ensemble was then used to
investigate the performance of the EnKF for estimation of channel permeabilities
in a water flooding problem that follows a bimodal distribution. While geometries characterized by channels are not expected in geothermal applications, the
existence of preferential flow paths is well documented. These authors concluded
that the ability to characterize uncertain reservoir geometries properly depends
greatly on the nature of the ensemble it uses. This last point highlights a problem that will be revisited again in the next sections about the proper selection
of a reduced number of realizations from a large ensemble of geologically realistic
options to characterize the spatial uncertainty.
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Park et al. (2013) developed a quantitative approach to specify the spatial uncertainty based on a set of alternative three-dimensional training images from
which several geostatistical realizations may be generated. The proposed workflow consists of two steps: (1) determining which training images are no longer
consistent with production data and should be rejected and (2) to history match
with a given fixed training image. The first step consists of modelling the probability of each geological interpretation given the production data. In the second
part the regional probability perturbation method (Li and Caers, 2008) was used
to generate facies distributions constrained to production data under a given prior
geological model. This method was tested with positive results in a real field case
which predicted flow in a newly planned well in an oil reservoir. There remains,
however, some doubt about how to link this method with an optimization routine
to calibrate continuous parameters as well, such as permeability or porosity.
While this section is not meant to be a deep review of methods to parameterize or to include directly geological models into a calibration problem it has
been helpful to introduce the problem and highlight that there is not one general
approach. For the reader interested in a more detailed description about these
methods please refer to the provided references, and the references found in these
works. In general, most of the methods presented were tested using relatively
small models with simple geological features, mainly due to the high computational cost to generate multiple reservoir models for complex geological scenarios
conditioned to observed data. As a consequence, there is a need for methods that
are suitable for representing large, geologically complex systems.
In the approach presented in this Chapter we also rely on the Bayesian framework, the information contained in the initial ensemble of geological models is
considered as prior and the observations and runs of the simulator as a mean to
determine the posterior of the uncertain parameters by simple application of the
Bayes’ rule. In the developed approach our aim is not to include flow observations directly into the generation of geostatistical realizations, instead we look
for a combination of plausible geological scenarios and model parameters that
match a group of observations. The geological models are considered as prior
knowledge derived from the geoscientific team and these models are not able to
be modified during the optimization process, so we avoid the risk that some of
the complex geological features are lost. With this approach, it is not intended
to neglect the value of information from flow data into the characterization of
spatial parameters, but the extra cost to include this data into the generation
of complex geological models makes it use unfeasible for large-scale models. We
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advocate that complex, alternative three-dimensional geological models are more
efficiently generated by other ways than through an optimization routine. The
next section introduces the theory behind the proposed method.

5.2 Nonlinear Mixed-Integer Global Optimization
Normally in geothermal applications the calibration problem has been restricted
to continuous variables, such as permeability or porosity, mainly because standard
gradient-based methods can not deal with categorical variables. The inclusion of
categorical variables will be considered in this Chapter to represent spatial uncertainty through the inclusion of a finite set of alternative geological interpretations
in the calibration stage. However, other applications may emerge from the use
of categorical variables, such as the evaluation of different future production scenarios or portfolio optimization if more than one project is under assessment.
Mixed integer optimization is used to study cases where some of the variables
are required to take integer or discrete values. These problems combine the combinatorial difficulty of optimizing over discrete variable sets with the challenges
of handling nonlinear functions. Most algorithms for solving mixed-integer optimization problems are based on branch and bound methods (Grossmann, 2002)
or some evolutionary strategy such as genetic algorithms. However, according
to Müller et al. (2013) branch and bounds methods might not be suitable for
solving computationally expensive black-box functions because to obtain the required valid lower bounds for multi-modal problems the global optimum of the
relaxed problem must be found, which requires the application of a secondary
global optimization algorithm that, as we have discussed in the previous Chapter, decrease the efficiency of the method. Although genetic algorithms have
proved to be successful in these kind of problems the large number of function
evaluations necessary to find a good solution means that genetic algorithms may
not be suitable for solving computationally expensive mixed-integer optimization
problems.
As was mentioned in Chapter 4 the use of surrogate models for the optimization of continuous variables is not new. However, surrogate-based mixed-integer
optimization algorithms have only started to be implemented (Davis and Ierapetritou, 2009; Müller et al., 2013; Rashid et al., 2013). The approach that will
be discussed in this section was developed by Müller et al. (2013) and unlike
other similar algorithms this method does not need to solve secondary optimization problems and the integer variables may take on a wide range of values rather

122

than only binary values.

5.2.1 Problem Formulation
Let f (z) : Rk1 × Zk2 → R represent a nonlinear, expensive, multimodal objective
function where z = (x, u). x ∈ Rk1 correspond to the continuous variables and
u ∈ Zk2 denote the discrete variables. In general, the problem considered in this
section may be seen as:

min
subject to

f (z)

(5.1)

cj (z) 6 0 with j = 1, . . . , m
−∞ < uli2 6 ui2 6 uui2 < ∞ for i2 = 1, . . . , k2
−∞ < xli1 6 xi1 6 xui1 < ∞ for i1 = 1, . . . , k1 .

where xli1 and xui1 correspond to the lower and upper bounds for the continuous
variables xi1 , i1 = 1, . . . , k1 , respectively, and where uli2 and uui2 denote the lower
and upper bounds on the discrete variables ui2 , i2 = 1, . . . , k2 , respectively. The
constraints are denoted by cj (z) and the inequalities on xi1 and ui2 defined the box
constraints of the problem. The box-constrained discrete variable domain may
be denoted by ΩD ⊂ Zk2 and the box-constrained continuous variable domain by
ΩC ⊂ Rk1 . Consequently, the mixed-integer box-constrained variable domain is
denoted by Ωb = ΩC × ΩD , which holds that | ΩD |= κ < ∞, i.e. ΩD is a finite
set. The dimension of the mixed-integer optimization problem is denoted by
k = k1 + k2 . Additionally, it is assumed that every point z satisfies the integrality
constraints imposed on u ∈ Zk2 , and that f (z) and cj (z), j = 1, . . . , m, are
continuous when the discrete variables are fixed (Müller et al., 2013).
Finding a good solution for the former problem may be a demanding task,
specially when a single evaluation of the objective function could take more than
a few minutes to run. As has been advocated in chapters 3 and 4 surrogate modelling may be used to approximate the original value of the objective function and
then efficiently conduct tasks that require the repetitive evaluation of the objective function for different combinations of input parameters. For the remaining
of this Chapter a radial basis function model equivalent to the model introduced
in section 4.6.1 will be used as the surrogate model sf (z), where the optimization
algorithm will estimate most of the objective function evaluations.
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5.3 SO-MI: An Algorithm for Surrogate Model
Mixed-Integer Global Optimization
In the same way as the surrogate-based adaptive sampling strategy (section 3.5)
and the global optimization algorithm introduced in section 4.6, SO-MI proceeds
in an iterative way similar to what is shown in Figure 3.7 and Table 4.6. Starting
from an initial population of points and function evaluations on these points, the
method looks for new iterates where the expensive function will be evaluated and
the minimum will be approximated. As was mentioned in section 3.5 the main
differences between algorithms for the iterative sampling and improvement of a
surrogate model are related with the generation and selection of the new point(s)
where to evaluate next the objective function. Müller et al. (2013) present the
results for 21 problems used to examine the efficiency and solution quality of SOMI where it was found that SO-MI performs very well for black-box, nonlinear
problems compared to branch and bound, genetic algorithms and other mixedinteger solvers. Specially good solutions where found by SO-MI when the number
of function evaluations is low.

5.3.1 Selecting the Next Point for Function Evaluation
Table 5.1 presents the steps conducted by algorithm SO-MI to locate the minimum of a mixed-integer optimization problem (Müller et al., 2013). The SO-MI
algorithm shares several of the attributes of the DYCORS framework introduced
in section 4.6.2. In specific, SO-MI is based on a random sampling strategy to
determine the next iterate, instead of optimizing an auxiliary function based on
the response surface. At each iteration of SO-MI four new samples are selected to
evaluate the expensive objective and constraint functions. These four points are
determined by four different groups of candidate points. The first group of candidate points is generated by perturbing only the continuous variables of the best
feasible point found so far zmin while the discrete variables of zmin are kept constant. Randomly chosen continuous variables of zmin are perturbed by randomly
adding or subtracting small, medium and large perturbations. If k > 5, then
each variable is perturbed with a probability of 5/k. Otherwise, every variable is
perturbed.
The candidates of the second group are generated by only perturbing randomly
chosen discrete variables of zmin while the continuous variables are kept fixed.
The perturbation consists of randomly adding or subtracting small, medium or
large discrete perturbations that depend on the minimum range of the variables
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and that are at least one unit. The candidate points in the third group are
generated by perturbing randomly chosen discrete and continuous variables of
zmin by randomly adding or subtracting small, medium and large perturbations
that are defined as for the first two groups. The candidate points in the fourth
group are generated by uniformly sampling points from the whole box-constrained
variable domain Ωb .
For the continuous variables the standard deviations of the perturbations have
been set to h1 = δ · min{min{xui1 − xli1 , i1 = 1, . . . , k1 }, min{uui2 − uli2 , i2 =
1, . . . , k2 }}, where δ = 0.1 for large perturbations, δ = 0.01 for medium perturbations, and δ = 0.001 for small perturbations. The standard deviations of
the perturbations for the integer variables have been defined as h2 = max{1, [h1 ]}
where [h1 ] is the value of h1 rounded to the closest integer. The random perturbations ζh1 and ζh2 , where ζ ∼ N (0, 1), are then added to the variables chosen
to be perturbed. Subsequently integer variables are rounded to the closest integer value. Additionally, each group contains 500 × k candidate points, which is
sufficient to create a large diversity of points in each group (Müller et al., 2013).
This strategy combines local search, sampling close to zmin with global search
through uniformly sampling from the variable domain Ωb .
For the remaining of this Chapter the constraints cj (z) will be discarded (assumed to be zero). These terms may be seen as equivalents to the regularization
terms included with some of the PEST runs presented in section 4.7.3. If more
knowledge about a particular problem is available the inclusion of these terms
may be used to improve the efficiency of the search method and is an area of future research for the kind of geothermal problems being considered in this thesis.

5.3.2 Representing Spatial Uncertainty Into a Small Set of
Realizations
One of the central decisions when implementing the proposed approach to include
spatial heterogeneities into a calibration routine is the selection of a reduced
number of alternative geological models that accounts for the expected spatial
variability of the phenomena under study. Geostatistical algorithms allow the
fast generation of hundreds, or even thousands of geological realizations that
meet the geological criteria imposed by the modellers and hard data. However, it
is impossible to evaluate each of these models when a run of the simulator takes
more than a few minutes. As it was mentioned in section 5.1 our aim is not to
examine spatial uncertainty through the use of a reduced set of parameters but
instead to rely on a big ensemble of realizations that encompasses the expected
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uncertainty.
In geothermal reservoir applications it is normal to have access to one or two,
three dimensional geological interpretations from the geoscientific team based
on some available data. As has been discussed in section 2.4.3 these geological
models may be used as training images for the generation of a large ensemble of
realizations using some multiple point statistics algorithm. Traditional techniques
to select realizations from a large set of options are based on some kind of ranking
technique to represent the P10, P50 and P90 quantiles of the responses of interest.
However, these techniques are heavily dependent on the quantity used to order
the different realizations, which may not exhibit a good correlation with the
response obtained from the simulator. Scheidt and Caers (2009) proposed a
general approach to solve this problem which is based on the concept of distance
between any two realizations. This distance may be tailored to any particular
application at hand and the method relies on the assumption that a few selected
realizations have the same statistical characteristics in terms of response as the
entire set of alternatives.
In short, the method starts with multiple (NR ) geological realizations of the
problem generated by any algorithm and a dissimilarity distance matrix is constructed. This NR ×NR matrix contains the distance between any two realizations
and is used to map all the realizations into an Euclidean space R using multidimensional scaling (Borg and Groenen, 2005). Multidimensional scaling (MDS)
seeks a low dimensional representation of the data in which the distances respect
well the distances in the original high dimensional space. MDS is part of a bigger
branch named Manifold Learning, also referred to as nonlinear dimensionality
reduction, which goal is to embed data that originally lies in a high dimensional
space in a lower dimensional space, while preserving characteristic properties.
Each point in this new map represents a single realization. However, as the distribution of the points in space R might not be linear, kernel methods may be
used to transform the Euclidean space R into a new space F, called the feature
space. The objective of the kernel transform is that points in this new space F
should behave more linearly or exhibit some kind of trend, hence standard linear
tools for pattern detection can be used more successfully. With the use of any
of these methods (PCA, cluster analysis, etc.) a few selected points (geological
models) may be used to represent the variability of the original ensemble (Scheidt
and Caers, 2009).
The notion of distance, in which this method relies, is used as a way to determine how similar two realizations are in terms of spatial properties and transfer
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function response (flow simulator). The dissimilarity distance can be measured in
any way, but it is expected that the distance between any two realizations should
exhibit some degree of correlation with the difference in response of the same two
realizations using the simulator. Although the concept is straightforward, the selection of a proper distance function is not trivial and different approaches have
been mentioned in the literature (Suzuki and Caers, 2008; Caers, 2011; Li et al.,
2014a). Flow-based distances, such as those based on streamline simulation, have
been used for some authors in the oil industry to account for an efficient measure
of distance (Scheidt and Caers, 2009), but in a geothermal context there is no
such equivalent to a streamline simulator. Eventually, a coarser grid (Cui et al.,
2011) or a surrogate model could be implemented to estimate efficiently a measure
of distance that correlates well with the expensive simulator based on different
realizations, however the extra cost of this secondary problem might decrease the
efficiency of the main optimization problem. For the examples presented in this
section the Hausdorff distance will be used. This distance measures in a fast way
differences in geometry between point sets and has been successfully used (correlates well with differences in the flow simulator) by Suzuki and Caers (2008) for
a subsurface flow problem in a channel system.
Let ai and bi be two points that belong to the point sets A and B, respectively.
The locations of points ai and bi are denoted as uai and ubi . Then, the spatial
distance between points ai and bi is defined as a vector norm k uai − ubi k, or
the Euclidean distance between the locations of points ai and bi . Using this
definition, the spatial distance measured from a point ai to the point set B,
d(ai , B), is defined as:
d(ai , B) = min k uai − ubi k .
bi ∈B

(5.2)

Using the equation 5.2, the distance measured from the set A to the set B is
defined as:
d(A, B) = max d(ai , B).
ai ∈A

(5.3)

It should be noticed that the distance measured from the set A to the set B,
d(A, B), and the distance measured from the set B to the set A, d(B, A), might
be different (Suzuki and Caers, 2008). The Hausdorff distance dH (A, B) is then
defined as:
dH (A, B) = max{d(A, B), d(B, A)}.

(5.4)
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However, the use of the Hausdorff distance presents some limitations as has
been mentioned by Scheidt and Caers (2009). The decision of which distance
function should be used is something that may change in future implementations
and is an open problem for geothermal applications.

5.4 SO-MI: A Geothermal Application
To test the proposed method in a geothermal context the geological system
described in section 2.4.3 will be used. As was mentioned, this model is based
on actual geological data from a real geothermal system. In short, the geological model is composed of eight geological formations that were deposited in a
mountainous basin in the north of Chile.

5.4.1 Generation and Selection of Geological Realizations
The first step consists in the generation of a large ensemble of geostatistical
realizations that encompasses the expected spatial variability of the reservoir.
For this task, three different training images were considered and 200 realizations
were generated from each training image with the FILTERSIM multiple point
statistics algorithm (section 2.3). As mentioned in section 2.4.3 each one of the
different training images represents an alternative geological scenario given the
available data. For more details about the generation process of multiple point
statistics algorithms please refer to section 2.4.
Before continuing, there is one important point that has to be mentioned.
As can be seen from figures 2.12 and 2.11 the resulting geological realizations
from geostatistical simulation may present some noise (short scale variations)
that makes the realizations to look a bit unrealistic from a geological point of
view, and more importantly (for our purposes) this noise may exert a strong
impact on flow simulation and the future performance of a numerical reservoir
model (Deutsch, 1998). With this issue in mind, a filtering algorithm (similar to
the FILTERSIM algorithm, section 2.3) was applied for cleaning the realizations
before they can be evaluated in the flow simulator. The TRANSCAT algorithm,
implemented in the SGeMS software, applies a filter over the realizations with
the aim of matching target proportions while preserving structures and patterns
of the original models, and when used with the default filter it acts as a de-noise
program to clean a pixel-based image (Remy et al., 2009). Figure 5.1 presents two
original FILTERSIM realizations (left column) where some unrealistic geological
features are present. For example, in the lower left plot there is a patch of dark red
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(basement) inside the light red unit (younger), which is not geologically possible
in the structural setting considered. By contrast, the right column presents the
same realizations after the use of the TRANSCAT utility, and as can be seen
these new models are smoothed out in comparison to original images and they
represent geologically feasible scenarios.

Figure 5.1: Cleaning of noisy FILTERSIM realizations by the TRANSCAT algorithm. The left column presents the original realizations and the right
column the cleaned models.
Given this set of NR = 600 clean realizations and the distance function defined
in the previous section, a NR × NR dissimilarity matrix is built containing the
calculated distance between any two geostatistical realizations. Once the dissimilarity matrix is available, it is possible to map into a three dimensional Euclidean
space R all the NR realizations using multidimensional scaling (MDS). The left
plot in Figure 5.2 presents the two first components of the data in an Euclidean
space after MDS. It should be highlighted that each point in this figure represents
a single geostatistical realization, which may eventually be composed of several
thousands of blocks, hence MDS allows to represent this potentially huge dimensional problem in a reduced system. As can be seen, the structure of the points
in the mapping space R is not linear, which makes difficult to decide what points
should be selected as representatives of the whole ensemble. The right plot in
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Figure 5.2 shows the same data after a kernel PCA transformation from space R
to space F where the data shows a more linear variation. Kernel PCA is an extension of PCA which achieves nonlinear dimensionality reduction through the use of
kernels. In this example a Gaussian radial basis kernel was used, with a value of
the parameter λ = 133 obtained after a trial and error procedure to increase linearity in the data. From this new space F eight realizations were selected (green
dots in Figure 5.2) as a representative set to account for the original geological
variability in the full ensemble. With this set of points a reverse mapping from
space F to R was conducted, in what is known as the pre-image problem (Scheidt
and Caers, 2009), which is essentially a strongly nonlinear optimization problem
that was solved using the ridge regression method implemented in the Python
scikit-learn library. At the end of this procedure a reduced group of geological
models is available, which is composed of realizations generated from the three
different training images used for the FILTERSIM algorithm. Figure 5.3 presents
a view of these alternative models, where it is possible to see a variation in the
thickness and distribution of geological units, but in general preserving the main
structure.
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Figure 5.2: Two dimensional representation of the full ensemble of 600 geological
realizations using MDS (left plot) and the two first components after
Kernel PCA (right plot). Green dots represents points selected in
Kernel PCA space and transformed back into original space.

5.4.2 Model Setup: Reference Case
The distribution of geological units in the reference case follows the geological
model presented in Figure 2.10. The modelled system size is 3750 × 5700 × 2100
m and the grid used for simulation is a regular one composed of 25 × 38 × 14
blocks in the x-y-z directions with a block size of 150 × 150 × 150 m, comprising
a total of 13,300 blocks. Boundary conditions at the bottom layer of the model
correspond to a rectangle of 9 × 10 blocks with a fluid mass input of 0.3 kg/sec
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Figure 5.3: Set of eight geostatistical realizations selected to represent the expected spatial uncertainty of the system under study. For details
about the selection process please refer to main text.
and a bigger rectangle of 13 × 20 blocks with a heat flux of 500 mW/m2 . No
heat flux or mass generators for the blocks outside these zones were defined and
closed lateral boundary conditions were assumed. With this initial configuration
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a steady-state TOUGH2 model of the system was generated using the set of
reference permeabilities presented in Table 5.2 where K1, K2, K3, K4, K5,
K6, K7 and K8 refer to the value of permeability in the x and y direction for
geological units 1, 2, 3, 4, 5, 6, 7 and 8, respectively, of the reference reservoir
(in log10 units); zK1, zK2, zK3, zK4, zK5, zK6, zK7 and zK8 correspond
to the value of permeability in the z direction for each of these units. Figure
5.4 shows the steady-state temperature distribution obtained in a SW-NE cross
section through the modelled system.
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Figure 5.4: Temperature distribution of the natural state in the reference model
along a SW-NE cross section.

5.4.3 Calibration and Results
Following the same strategy as in the examples presented in the previous chapters, temperature values from a set of vertical wells are used to calculate how
far each new combination of input parameters is from the reference case. This
distance (objective function) is calculated as the squared sum of the residuals between temperature values at the set of wells in the reference model (observations)
and temperature values in the same set of wells from new runs of the simulator
generated with different combinations of the uncertain input parameters. With
the aim of acknowledging uncertainty during the record of temperatures from the
field a noise signal was added to the original temperature values from the reference model. This signal is characterized by a zero mean value and a standard
deviation of 0.25 ◦ C.
With the group of geostatistical realizations selected in section 5.4.1 as a measure of the expected geological uncertainty in the system and assuming that the
horizontal and vertical values of permeability for each geological unit is uncertain
a SO-MI optimization routine was conducted with 16 continuous (permeability
values) and 1 categorical variable (geological model). The numerical experiments
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presented in this section were conducted using the Python pySOT toolbox designed for optimization of computationally expensive black-box objective functions with continuous and/or integer variables (Eriksson et al., 2015) in conjunction with the Python library PyTOUGH, which allows the control of TOUGH2
simulations and files with the use of Python commands (Croucher, 2011).
For this experiment it was assumed that the value for each of the 16 continuous
parameters lies in a range of 1 logarithmic unit, hence the input space for the
continuous parameters is a 16-dimensional hypercube of side 1 bounded for values
derived from prior knowledge and presented in Table 5.3. As should be expected
the values of permeability from the reference case lie inside these limits (although
this assumption may not be true for actual applications where the true values
are unknown). For its part, the categorical variable is able to vary between 1 to
8, where each category represents one plausible geological scenario (Figure 5.3).
In the same way as the experiments presented in section 4.7.3 a symmetric Latin
hypercube of size 2 × (ndim + 1), with ndim equal to the number of uncertain
parameters, will be used as the initial experimental design.
Figure 5.5 presents the evolution of the objective function value versus the
number of function evaluations for a set of 12 runs of the algorithm from different initial experimental designs. The red curve represents the mean value of the
ensemble bounded by the maximum and minimum values obtained for an equal
number of function evaluations. As can be seen from this figure the most important decrease in the value of the objective function is observed over early stages of
the algorithm, mainly during the exploration of the input parameter space by the
initial experimental design. From then, it can be observed a continuous reduction
of this value, with a flat tail towards the end of the allowed budget. The mean
curve (red curve) achieved at the end of the allowed number of function evaluations a value of the objective function of 4,704, with a maximum value of 6,429
and a minimum value of 2,719. It is significant to note the reduction in variation
between the different runs of the algorithm and how the minimum and maximum
curves tend to converge towards a high number of function evaluations. However,
with the allowed number of function evaluations none of the different runs of the
method was able to converge to the global solution, and different local minima
were found. In some sense this is an expected result as the reference model (global
solution) is based on a geological model which is not available from the different
options considered by the categorical variable. For this example, unlike some of
the results presented in Chapter 4, it was not possible to include a comparison
with PEST software, as this software is unable to deal with categorical variables.
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Figure 5.5: Mean value of the objective function against the number of function
evaluations for a set of 12 runs of the SO-MI algorithm. The maximun
and minimum values are also included.

A second, and remarkable feature of the approach under consideration is the
assessment of the different geological models evaluated during the optimization
process through the inclusion of a categorical variable. In this sense, data is
being actively considered to constrain the geological uncertainty of the system
under study by selecting the options that best explain observations and dismissing geological interpretations that fail to reproduce available data. One notable
additional strength of the method is that at the end of the process it is possible
to obtain more than one geological model that satisfies a critical value of the objective function defined by the modeller for which the model may be considered
as successful (calibrated) when explaining available observations. For example,
in this case study 9 of 12 runs achieved their lowest value of the objective function with the geological model 1, while 3 runs of the algorithm achieved their
minimum with the geological model 6. The other options of geological models in
general produced higher values of the objective function. Figure 5.6 presents the
two geological models that minimize the objective function studied in this experiment. It is important to highlight that the two geological models shown in Figure
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5.6 were generated from two different training images, hence two different geological interpretations of the system are able to explain available observations. The
third alternative geological interpretation was dismissed by the method, suggesting that the basement rocks are only confined in the northern part of the system,
and they do not extend towards the south, in agreement with the reference geological model.
The availability of more than one calibrated model that explains available observations may have important consequences when, for example, evaluating future
production scenarios where slight differences in the values of initial parameters
and geometrical relationships between geological units may produce considerably
differences in future performance of the reservoir. In this example more than one
run of the algorithm was carried out, but in practice it is very likely that only one
optimization run may be afforded (by time considerations mainly). Fortunately,
a single run of the algorithm also is useful to select more than one model that
explains available data, because of the iterative evaluation of different geological
models with alternative combinations of continuous variables. By doing so, each
run of the algorithm ends up with an ordered ranking of objective function values associated with alternative geological models with different combinations of
continuous variables.

Figure 5.6: Two geological models that minimize the objective function of the
case study using the proposed approach.
One aspect that needs to be highlighted is the considerable time expense of each
one of these optimization runs. To overcome the significant calculations required
to generate an ensemble of different runs as those shown in Figure 5.5, the results
presented in this section were generated making use of the High Performance
Computing (HPC) facilities offered by the New Zealand eScience Infrastructure
(NeSI) Pan Cluster. Each run of the algorithm, with the already mentioned
maximum number of function evaluations (300) and input parameters took an

135

average time of around seven days to conduct all the evaluations of the required
combinations of input parameters, with an average time per function evaluation
of 35 minutes. The time per function evaluation is highly dependent on the
particular combination of input parameters being evaluated in the flow simulator,
which vary from a few tens of seconds to more than 5 hours.
Lastly, but not less important to mention is the occurrence of some combinations of input parameters that after evaluation in the flow simulator did not
achieve steady-state conditions with the allowed number of time steps. From an
optimization point of view most of these runs produced high to very high values of the objective function, hence the search for a minimum is not directed to
these regions. More important is the fact that some of these combinations, of a
particular geological model with some values of permeability, that did not reach
steady-state conditions are from a geological point of view equally likely that others combinations of parameters that have achieved steady-state conditions. It is
expected that some combinations of parameters would not produce convergence
to steady-state conditions, such as those with sharp contrasts in permeability
values in adjacent geological units, but that is not always the case. The former
aspect raises the question that if some of these models did not achieve equilibrium
in the simulator, are they indeed unfeasible geological scenarios, or what if some
of these discarded models are the best approximations to what reality effectively
looks like. The use of a particular numerical simulator implies that some constraints to approximate reality have to be taken, which is a source of uncertainty
that needs to be acknowledged. The nature of the numerical approximations carried on by a simulator are not necessarily in agreement with natural processes
observed in real systems, hence it is not unusual that even if all the parameters
for a particular system are known exactly at each location the simulator might
indicate that such combination of parameters is not the best choice to reproduce
the available observations. Accordingly, a good reservoir model should be able
to match some observations to a required extent and at the same time be able to
replicate most of the geological characteristics present in that system.

5.5 Final Remarks
In this Chapter a novel surrogate model based methodology was introduced to link
in a formal optimization routine two of the most common sources of uncertainty
present in nonlinear, multimodal numerical models of subsurface flow, such as
those observed in geothermal systems. By including a categorical variable a
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methodology was presented to consider uncertainty in the spatial configuration of
geological units solving a mixed-integer optimization problem. The approach can
be applied to any situation and is not constrained by the number of parameters
or geological units. As with the methods presented in Chapter 4 this algorithm
is envisaged to find near optimal solutions within a reduced number of function
evaluations. Alternative methods for uncertainty quantification, which are able to
incorporate geological restrictions as well require an excessive number of function
evaluations, and most of the examples presented in the literature are based on
low dimensional cases.
The presented approach, based on the use of multiple-point geostatistics and
kernel PCA allows the generation of a data-driven ensemble of function evaluations that links an exploration of alternative geological interpretations of the
system with an exploration of the parameter space of continuous variables, such
as permeability or mass flow. A remarkable byproduct of the proposed method
is the potential selection of more than one geological model that explains the
observed data, which is an important feature when, for example, the model is
used to evaluate future scenarios of production or to explain new observations.
The algorithm was tested on a geothermal system based on actual geological data
from the field with promising results. It is expected that the use of this method to
highly nonlinear problems, that could take hours to run, should offer an efficient
solution to the calibration problem with geological constraints.
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Table 5.1: SO-MI algorithm. Modified from Müller et al. (2013).
SO-MI
1. Draw an initial experimental design of size n0 = 2(k + 1) z1 , . . . , zn0 using symmetric Latin hypercube sampling, round the discrete variables
to the closest integers, and add a known feasible point to the design
until rank(P) = k + 1, where P is defined in equation 4.9.
2. Do the costly function evaluations to obtain yl = f (zl ), and cj (zl ),
with l = 1, . . . , n0 , and j = 1, . . . , m.
3. Find the best feasible point zmin = argmin{f (zl )}, l = 1, . . . , n0 with
lowest function value fmin , and determine the worst feasible objective
function value fmax = max{f (zl )}, l = 1, . . . , n0 .
4. Compute the value of the adjusted objective function if penalties associated to constraints cj (zl ) are used.
5. Use the data (zl , f (zl )), l = 1, . . . , n0 to estimate the RBF model parameters.
6. Iterate until the maximum number of allowed function evaluations has
been reached:
a) Create four groups of candidate points by randomly (i) perturbing
only continuous variable values of zmin , (ii) perturbing only discrete variable values of zmin , (iii) perturbing continuous and discrete variable values of zmin , and (iv) uniformly sampling points
from Ωb .
b) Calculate the scoring criteria for every candidate point:
• Estimate the objective function value of each candidate point
γι , ι = 1, . . . , t using the surrogate model and calculate
the score of the ιth candidate point VR (γι ) = (sf (γι ) −
smin )/(smax − smin ), where smax = maxι=1,...,t sf (γι ) and
smin = minι=1,...,t sf (γι ).
• Determine the distance of each candidate point γι , ι = 1, . . . , t
to Zn , and compute the distance score VD (γι ) = (∆max −
∆(γι ))/(∆max − ∆min ), where ∆(γι ) = minι=1,...,t D(γι , zl ),
with zl ∈ Ωb is the lth already sampled point and D corresponds to the Euclidean distance in Rk . Additionally,
∆max = maxι=1,...,t ∆(γι ) and ∆min = minι=1,...,t ∆(γι ).
• Compute the weighted score for every candidate point
W (γι ) = wR VR (γι ) + wD VD (γι ) where wD and wR correspond to the weight for the distance criterion, and the weight
for the surrogate function value criterion, respectively, and
wD + wR = 1.
c) Choose from each group the candidate point with the best score
W.
d) Do the expensive function evaluations at these points.
e) Update best feasible point found so far zmin . Update the worst
feasible objective function value fmax , and adjust the objective
function values according to penalization strategies depending on
the stage of the algorithm.
f) Update the RBF model parameters with new data from previous
step.
7. Return the best feasible solution found zmin and f (zmin ).
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Table 5.2: Reference values of permeability (in log10 units) used for the construction of the reference model.
Parameter Value Parameter Value
K1
-12
zK1
-12.1
K2

-12.4

zK2

-13.3

K3

-13.7

zK3

-14

K4

-12.2

zK4

-12.8

K5

-13.5

zK5

-14

K6

-12.7

zK6

-13.1

K7

-13.2

zK7

-14.8

K8

-14.3

zK8

-14.6

Table 5.3: Range of feasible values of permeability for the 16 uncertain continuous
variables (in log10 units). The categorical variable is allowed to vary
between 1 to 8.
Parameter Lower limit Upper limit Parameter Lower limit Upper limit
K1
-12.6
-11.6
zK1
-12.6
-11.6
K2
-12.9
-11.9
zK2
-13.8
-12.8
K3
-14.2
-13.2
zK3
-14.5
-13.5
K4
-12.6
-11.6
zK4
-13.3
-12.3
K5
-14.0
-13.0
zK5
-14.5
-13.5
K6
-13.2
-12.2
zK6
-13.6
-12.6
K7
-13.7
-12.7
zK7
-15.3
-14.3
K8
-14.8
-13.8
zK8
-15.1
-14.1
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Chapter 6
Concluding Remarks
In this thesis some of the most common sources of uncertainty observed in geothermal reservoir models were described and statistical techniques were introduced
to understand, evaluate and reduce the impacts of these unknowns in future
decisions based on the outputs of these numerical models. In particular, the
application of novel geostatistical algorithms and Bayesian-based methods was
investigated to carry out the proposed approach to uncertainty analysis based on
the available data, prior knowledge and runs of the numerical simulator from different combinations of input parameters. The methods discussed in the previous
chapters may be easily adapted to other similar problems related to subsurface
flow that use a numerical simulator to approximate the behaviour of the system.

6.1 Geological Uncertainties
The spatial distribution of parameters of interest over a defined volume is a main
concern to the understanding of subsurface flow and the features that control it.
In general, rock properties are not randomly distributed in natural systems and
they follow some spatial trends that are related to the geological structure of the
volume of interest. A good geological model is crucial to build a numerical approximation that mimic reality to a certain degree. However, as was discussed in
Chapter 2, any attempt to describe the subsurface geology of a particular reservoir
must face the lack of hard data and limited prior knowledge, which introduces
a large source of uncertainty to posterior analysis. Geostatistics, and particularly geostatistical simulation techniques are a great tool to simulate unknown
geological geometries and quantify spatial uncertainty.
Multiple-point statistics methods (MPS) were introduced in Chapter 2 as an
improvement over traditional two-point statistics techniques for problems with
complex geometries and also for problems with a low number of data points,
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where the estimation of the correlation structure (variogram) may be unreliable.
The necessary multiple-point statistics are taken from a training image, that may
be seen as a repository of patterns deemed to represent the spatial variability in
the actual system. To build a training image all the previous knowledge related
to the system must be taken into account, in this sense the training image is
a bridge between the geological knowledge about the reservoir structures and
patterns and the numerical model. Consequently, MPS allows the modelling of
non-Gaussian fields, as could be expected for natural reservoirs with complex
geological structures while traditional methods based on two-point statistics (covariance/variogram) are mainly developed to reproduce Gaussian or multi Gaussian fields. The use of different training images to represent alternative geological
interpretations was successfully implemented and discussed in chapters 2 and 5,
where the uncertainty in the geological structure of the model was acknowledged
through the generation of a large ensemble of geological realizations from more
than one training image with the aim to add more variability to the analysis.
However, the evaluation of each single geological realization in the numerical
simulator could be a very computationally expensive task, so it was chosen to use
surrogate model emulation to reduce the cost of the full analysis. In this sense
Chapter 5 presents an efficient approach to include geological uncertainties into
a formal calibration task.

6.2 Uncertainties in Computer Code Outputs
Chapters 1 and 3 presented a discussion about different sources of uncertainty
when using numerical simulators to approximate natural systems and ways to
take them into account into the modelling workflow. Most of the methods for
uncertainty analysis require a large (to very large) number of runs of the numerical
simulator to generate estimates that help to recognize and reduced the effects of
uncertainties. Methods such as SA/UA based on the Jacobian matrix, MCMC or
the EnKf offer valuable estimates of posterior distributions for uncertain variables,
but for problems where a single run of the simulator may take more than a few
minutes the direct application of these methods may become a task too costly
to afford, consequently these methods are not widely applied by the modelling
community.
Methods based on the Bayesian framework appear to be an alternative to
traditional methods for uncertainty analysis and offer an efficient solution when
these analysis are based on the use of surrogate models. As was shown in results
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from chapters 3, 4 and 5 the use of surrogate models allowed for a huge reduction
in the number of function evaluations of the expensive simulator, as most of the
calculations required are carried out by the fast approximations that an emulator
may generate. For example, global optimization results based on GA presented in
section 4.4.2 need an evaluation of the objective function value for a population of
10,000 points per generation, considering 100 generations this represents a saving
of 1,000,000 function evaluations in the numerical simulator.
Different applications of surrogate models in uncertainty analysis and alternative choices for the underlying statistical model were presented in chapters 3
and 4 together with a discussion about some of the strengths and weakness observed for different approaches. A central decision when using these methods,
and very important to issues related to efficiency, is the choice of the sampling
strategy that will be used for the training of the emulator, which will mainly
depend on the objectives of the numerical experiment. For analysis that requires
an assessment of variability over large areas of the input parameter space, such as
SA/UA, methods based on sampling strategies that offer a global coverage of the
input parameter space should be preferred, while for problems where is needed,
for example to locate the minimum/maximum of a function, a more local search
should be implemented. Anyway, in most of the cases, hybrid approaches, where
local and global concerns are considered, result in a better convergence as they
are able to locate zones of high interest and then further refine the solutions.
As could be expected, the results here presented indicate that the accuracy of
the statistical approximations will also be dependent on the samples where the
method is trained and the nonlinear nature of the function being simulated.

6.3 Which Optimization Method Should be Used
For a Given Problem?
The calibration or history matching problem is one of the most common methods to reduce uncertainties through the assimilation of observations of the real
phenomena into the initial parameters and the geological structure of the model.
Consequently, special efforts where placed into the solution of this problem and
results were presented in chapters 4 and 5. As can be seen from the discussions
there presented, there is not a single solution that works best for all the different
problems. Derivative-based methods are very efficient for low-dimensional problems with smooth objective function surfaces where only one minimum is present.
Contrarily, it was observed that for high-dimensional, nonlinear problems with
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more that one minimum, global optimization methods based on surrogate models
are more efficient, specially for a tight budget of function evaluations.
In the same way, different classes of surrogate models, such as stationary and
nonstationary Gaussian processes or radial basis functions (RBF), have their own
strengths and are more appropriate to specific tasks. Many simulators may be
considered as black boxes, which means that it is almost impossible to know a
priori which surrogate model will work best for a particular case. In a great degree
the way in which the parameters required to fit a surrogate model to observations
are estimated will impose some limitations about the intended use of the emulator.
These initial parameters of the emulator are mainly obtained from two sources:
prior knowledge and by solving some type of optimization/sampling problem over
the input parameters of the surrogate model and the available data, which in our
case are runs of the simulator. The solution to this optimization task has a
significant impact, for example on the efficiency of the surrogate-based global
optimization approach discussed in Chapter 4, as the time needed to fit a single
surrogate model to the available data is one of the most relevant attributes to
consider. This last point is particularly important for high-dimensional problems
and when there is abundant data points where Gaussian processes models may
become too costly to run, specially for nonstationary models based on MCMC
sampling. Although nonstationary modelling generates accurate approximations,
their use is limited to small to medium dimensional problems, where the time
needed to fit a single surrogate model is acceptable. Radial basis functions are
an efficient tool to simulate nonlinear functions, and good results were obtained
for the high dimensional examples presented in chapters 4 and 5. Although the
system of equations that estimate the unknowns of a RBF interpolator may be
solved more quickly than the Gaussian process problem, the RBF method used in
this thesis is unable to produce estimates of the uncertainty around predictions,
which is one of the strengths of Gaussian processes estimates.
Global sampling methods based on uncertainties around predictions can not
by implemented with RBF, which could improve the efficiency of optimization
methods like the SO-MI algorithm (Chapter 5) where one of the implemented
sampling strategies of the algorithm is the uniform selection of a sample from
the initial distribution of parameters. The uniform strategy, although good for
exploring evenly across the input parameter space, is not very efficient and could
produce some wasted sampling points in regions of low interest, which may be
an important issue when each function evaluation is expensive and there is a
small budget of function evaluations. In the same way, sampling strategies that
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do not need to solve an auxiliary optimization problem should be preferred for
high-dimensional problems, as the extra cost of solving this secondary problem
at each iteration, which can be highly nonlinear with many solutions, may be
considerably and the results obtained may not necessarily be more accurate than
more efficient direct methods, such as pattern search methods for example. The
mix of an efficient sampling strategy with a fast interpolator is crucial to any
successful attempt to produce good approximations to global solutions with the
least possible number of function evaluations.
Lastly, when modelling natural systems most of the geological features on the
model are categorical in nature more than continuous. The lithology of a particular rock unit, or the presence or not of a specific fault are categorical attributes
that are not directly manageable by derivative-based optimization methods and
some approximations and assumptions must be done to manipulate these categorical inputs with the potential lost of geological integrity. In Chapter 5 an
algorithm was introduced to perform the calibration of a geothermal reservoir
numerical model where geological uncertainty was represented by a categorical
set of alternative geological models, where each geological model is a feasible
scenario based on prior knowledge and data. The inclusion of categorical variables into a calibration problem may be extended to the study of other types
of uncertain settings, such as future scenarios of production and reinjection or
alternative drilling strategies. This last example further explores the potential
of using surrogate models for calibration and uncertainty analysis in numerical
models of subsurface flow.

6.4 Future Research
During the course of this research, many methods and algorithms were reviewed
and in parallel new questions and ideas have arisen that could be addressed in
the future.

6.4.1 Training Image Generation
The multiple point statistics (MPS) approach to simulation of geological settings
was introduced with some examples based on the use of the FILTERSIM algorithm. Most of the current research in MPS is focused on the development of
faster and better algorithms, where many new methods have been reported in
the last years and a mature understanding of the problem has been built. However, arguably the generation of a training image is the most important step to a
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successful application of the method. In this thesis a licensed software was used
to build conditional models to data that were then used as training images. More
research should be focused on the generation of open source, nonconditional simulation algorithms, that may be used to produce training images with a geological
sense. Object based algorithms have been used for particular geological settings
in the oil industry but there is a lack of a general approach. In addition, for
the examples presented in this thesis a single training image was considered to
simulate the full extension of the reservoir but multiple training images might be
required for the modelling of complex geological environments with the presence
of adjacent regions with very different geological features associated to different
scales of variability.

6.4.2 The Study of Different Correlation Structures
As already discussed in Chapter 3, the form of the correlation function defines
how smooth it is expected to be the simulator output to variations of the inputs
parameters. The hyperparameters to fully identify the correlation function are
estimated from the training data and prior knowledge. In the examples presented
in this thesis correlation functions from the exponential power family were considered for Gaussian processes, ranging from isotropic and stationary structures
based on the Euclidean distance to nonstationary functions with a separable,
nonisotropic structure. In the same way a cubic radial basic function was used
for all the examples based on a RBF interpolator.
Although some testing was carried out to evaluate the impact of different correlation structures there are many more alternative choices that were not considered here mainly by time restrictions. A popular set of correlation functions is the
Matérn family. The ability to specify smoothness throughout the inclusion of an
additional parameter is a significant feature of this family, specially in comparison
to the exponential power family and therefore it is expected that it will provide a
better fit to the data than the exponential correlation function. However, it is not
straightforward to derive a distribution for the smoothness parameter and with
the added flexibility comes added costs. The estimation of the extra parameters
of the Matérn family may represent a considerably cost that should be taken into
account if several surrogate models will be sequentially trained. More complex
covariance functions such as additive, separable or hierarchical structures have
been proposed to model variability at different scales and is an area of current
research to various groups around the world.
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6.4.3 Simulation of Other Code Outputs and Multi-Output
Surrogate Models
In most of the examples presented in this thesis our aim was to reproduce the
steady-state temperature distribution of a geothermal system by means of the
minimization of the misfit between temperature observations from a reference
case and model temperatures from the simulator based on a particular permeability field realization through the use of an objective function. To carry out
this minimization only temperature values from the simulator were considered
although there are many other outputs from a run of the TOUGH2 simulator.
However, this type of analysis may be easily adapted to other outputs from the
simulator, such as gas saturation, enthalpies or pressures derived from production data. The use of production data is a task that was not addressed directly
in the examples here presented, furthermore this kind of data is susceptible to
be analysed as time series, which have been successfully modelled with surrogate
models in a variety of fields.
Future work could also be carried out to investigate the accuracy and efficiency of multi-output emulators, which might be used for multivariate simulator
outputs, as those used in this thesis. Through the use of multivariate surrogate models and with observations of different types (temperature, pressure, enthalpies, etc.) it could be possible, for example, to analyse whether each output
is correlated with the other outputs and to what extent this correlation is happening. Directly related to this problem is the definition of a separable covariance
structure, in which the roughness lengths of the components of the multivariate
process are allowed to differ.

6.4.4 Categorical Variables and Constraint Functions
Chapter 5 introduced a novel approach to include geological uncertainty into a
calibration problem of a geothermal system. To this end, a group of alternative
geological interpretations deemed to represent the expected geological variability
of the system were coded as a categorical variable and a mixed-integer optimization problem was solved based on the use of a surrogate model. This approach
must be seen as only one plausible use as there are many other problems in subsurface flow modelling where integrality constraints are imposed on some of the
input variables. For example, the problem of optimal reservoir management or
field development optimization is related to find the right number of wells, determine the type (production, monitoring, vertical, inclined or reinjection) and
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location of each one of these wells and propose a drilling schedule. From a practical point of view, because wells are associated with block centres in the underlying
simulation grid, the optimization variables are typically integers, in the same way
the number of wells and the well type may be described by categorical variables
as well. In a more ambitious plan, it is proposed that categorical variables may
be used to include additional types of variables, such as economical and social,
into the optimization process which may be of help to decision-makers or fiscalization agencies. For example, for the development of a particular field it is
necessary to decide how to achieve a steady rate of production in order to ensure
a sustainable development of the field constrained by the social acceptance of the
project, their potential impacts on the environment and alternative strategies
of investment based on future demand uncertainties. Although in principle this
approach may look very complex, all of the mentioned variables may be coded
into categorical variables and be solved by using, for example, a multi-objective
optimization strategy where it is possible to optimize two or more conflicting
objectives simultaneously, such as maximizing the company revenues while also
minimizing environmental effects.
There is one additional utility that was neglected in the examples presented in
chapters 4 and 5 which is the use of the constraint or penalty functions that some
of the optimization methods discussed implement. Through the use of these
penalization terms it should be possible to reach a faster rate of convergence
to a good solution as unfeasible points would not be sent to evaluation in the
expensive simulator. However, there is not much information about the use of
these constraint functions in geothermal applications, and therefore is a problem
for future analysis.
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