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Abstract 
 

As research in a specific scientific domain advances, the concepts, methods, models and data 

all undergo changes and refinements. For some of these scientific artifacts we have 

developed sophisticated tools to manage versioning; for others, we have little or no record of 

how they are evolving because they are not represented explicitly or are represented as fixed 

or atemporal objects. Thus, current computational approaches do little to support the 

dynamic nature of knowledge and ignore the deeper knowledge and understanding lurking 

within this flux. Such a situation can result in misinterpretation and a shallow understanding 

of a scientific enquiry, causing conceptual gaps to emerge between knowledge producers and 

consumers and inhibiting the reusability of knowledge artifacts. In this thesis, we adopt an 

alternative view of ‘knowledge as process’ and propose a computational model of science 

where knowledge representation can be seen as an ongoing progression by connecting the 

products of science with the process of science. We develop a model of category evolution that 

incorporates representation of (i) the different facets of a category and changes in these 

facets, (ii) the exploratory and dynamic process of the construction and evolution of 

categories, and (iii) the contested meanings or multiple perspectives towards categories. The 

model further incorporates a change language to measure and analyze the changes in 

different facets, and to compare different categories from the same or different taxonomy. 

We then present AdvoCate (Adventures of Categories), an eScience tool, that incorporates 

the evolution model, supporting the process of modelling categories and their changes, while 

maintaining a versioning system that captures not only the different versions of categories, 

but also the exploration and evolution steps taken during their creation. The exploration 

process reveals helpful information regarding how and why changes were made, allowing a 

knowledge consumer to better understand the biases and decisions made during the process 

and the reasons behind them. We demonstrate the usefulness of this deeper 

representation using examples of category evolution from a land cover mapping exercise. 

The use cases demonstrate how a richer model of category, grounded in the process of 

science, supports a deeper understanding of scientific knowledge and the process of enquiry, 

and surfaces up the knowledge hidden within the process of science to support and improve 

the enquiry process. 

 

 

 



 iii 

Acknowledgements 
 

I am grateful and owe special thanks to my supervisors, Mark Gahegan and Gillian Dobbie, 

for their unwavering support, guidance and encouragement throughout my graduate career. 

Thank you both for enriching my understanding of science and philosophy, and the 

intellectual and personal growth that stemmed from it. To my colleagues, Cam, Richard, 

Brandon and Ben, thank you for your fine company and stimulating discussions that made 

this experience so much richer.  

 

To my friend Manju, thank you for being there and for encouraging me during my ups and 

downs of PhD. To my friends, Ganesh and Karthik, thank you for always being around for a 

chat over beers. My parents, their unwavering support and trust in me enabled me to reach 

where I am today. To my sisters and brother – Reetu, Payal, Hema and Lokesh, thank you 

for your support and understanding. Finally, special gratitude is due to my partner Chitra for 

companionship, care and love, and especially for putting up with me working late hours and 

being grumpy. 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 



 iv 

Table of Contents 
 

1.1 Dynamic Scientific Knowledge vs. Static Representation .................................................................. 1 

1.2 Categorization: A Key Aspect of Scientific Investigation .................................................................. 4 

1.3 The Problem: Static and Lifeless Categories ......................................................................................... 6 

1.4 Aims and Objectives ................................................................................................................................. 8 

1.5 Summary of Impacts ................................................................................................................................ 9 

1.6 Outline of the Thesis ................................................................................................................................ 9 

2.1 A Digital Perspective on a Scientific Enquiry .................................................................................... 12 
2.2 Concepts and Categories ........................................................................................................................ 16 

2.2.1 Psychological Concepts .................................................................................................................. 16 
2.2.2 Computational Categories ............................................................................................................. 18 
2.2.3 The Missing Knowledge ................................................................................................................ 18 
2.2.4 Understanding and Representing Change ................................................................................... 21 

2.3 The Nature of Knowledge ..................................................................................................................... 22 
2.3.1 Stability and Variability in Cognition ........................................................................................... 23 
2.3.2 A Being is its Becoming ................................................................................................................. 24 
2.3.3 The Mechanics of Fact Making .................................................................................................... 26 
2.3.4 Summarizing the Different Perspectives ..................................................................................... 28 

2.4 Remote Sensing and Land Cover Categories ...................................................................................... 28 
2.4.1 Digital Image Analysis .................................................................................................................... 29 
2.4.2 The Model of Land Cover Categorization .................................................................................. 30 

2.5 Knowledge Evolution ............................................................................................................................ 33 
2.5.1 Concept Drift .................................................................................................................................. 34 
2.5.2 Ontology Evolution ........................................................................................................................ 35 

2.6 Transparency ............................................................................................................................................ 39 
2.6.1 What Provenance Represents and in What Form? .................................................................... 41 
2.6.2 Dimensions of Provenance ........................................................................................................... 43 
2.6.3 Provenance and Evolution ............................................................................................................ 43 

2.7 Summary ................................................................................................................................................... 45 

3.1 Do Computational Representations do Justice to Knowledge Evolution? ................................... 46 
3.2 Towards a Richer Evolution Model ..................................................................................................... 46 



 v 

3.2.1 Conceptual Model of the Process of Change ............................................................................. 49 
3.2.2 Deepening the Representation of Categories ............................................................................. 51 

3.3 Formalization of Evolution Model ...................................................................................................... 55 
3.3.1 Taxonomy, Concept and Category ............................................................................................... 55 
3.3.2 Category Versioning ....................................................................................................................... 57 
3.3.3 Computational Intension, Extension & Attributes ................................................................... 60 

3.4 Change Language .................................................................................................................................... 63 
3.4.1 Measuring Concepts and Categories ............................................................................................ 64 
3.4.2 Comparing Concepts and Categories .......................................................................................... 68 
3.4.3 Relational Operations ..................................................................................................................... 71 
3.4.4 Change Operations ......................................................................................................................... 79 
3.4.5 Consistency Rules ........................................................................................................................... 85 

3.5 Summary ................................................................................................................................................... 87 

4.1 AdvoCate – Adventures of Categories ................................................................................................ 88 
4.2 Category Modelling Workflow .............................................................................................................. 89 
4.3 Overview of AdvoCate .......................................................................................................................... 91 

4.3.1 Architecture ..................................................................................................................................... 93 
4.3.2 Data Model ...................................................................................................................................... 94 

4.4 Services Supporting Category Evolution ............................................................................................ 97 
4.4.1 Activity Support .............................................................................................................................. 97 
4.4.2 Provenance Tracker ........................................................................................................................ 99 
4.4.3 Change Recognition ..................................................................................................................... 104 
4.4.4 Change Implementation ............................................................................................................... 106 

4.5 Summary ................................................................................................................................................. 106 

5.1 AdvoCate in Practice ............................................................................................................................ 107 
5.2 Scenario 1 ............................................................................................................................................... 108 

5.2.1 Behind the Scene ........................................................................................................................... 114 
5.2.2 Summary – Scenario 1 .................................................................................................................. 117 

5.3 Scenario 2 ............................................................................................................................................... 117 
5.3.1 Case 1 Illustration ......................................................................................................................... 118 
5.3.2 Case 2 Illustration ......................................................................................................................... 125 
5.3.3 Behind the Scene ........................................................................................................................... 131 
5.3.4 Summary – Scenario 2 .................................................................................................................. 132 

5.4 Scenario 3 ............................................................................................................................................... 133 
5.4.1 Behind the Scene ........................................................................................................................... 138 



 vi 

5.4.2 Summary – Scenario 3 .................................................................................................................. 138 
5.5 Richer Representation of Change ....................................................................................................... 140 
5.6 Summary ................................................................................................................................................. 141 

6.1 Rethinking Knowledge ......................................................................................................................... 142 
6.2 Revisiting our Objectives ..................................................................................................................... 144 
6.3 Enriching the Computational Model of Science .............................................................................. 149 

6.3.1 Living Linked Science .................................................................................................................. 149 
6.3.2 Supporting Collaborative Knowledge Modelling ..................................................................... 152 

6.4 The Way Forward ................................................................................................................................. 153 

 

	

	

	

	

	

	

	

	

	

	

	

	

	

	

	

	

	

	



 vii 

List of Figures 
 

FIG. 1.1 AN OVERVIEW OF THE BIRTH OF A CATEGORY. .......................................................................... 5 

F IG. 2.1     A PLAUSIBLE PATH OF A SCIENTIFIC ENQUIRY ........................................................................ 13 

FIG. 2.2 AN EXAMPLE OF A TAVERNA WORKFLOW. ................................................................................. 14 

FIG. 2.3 AN OVERVIEW OF THE LIFE CYCLE OF A CATEGORY. ............................................................... 20 

FIG. 2.4 A VISUAL COMPARISON OF WORKFLOW AND EXPLORATORY VIEW OF AN ENQUIRY. ....... 42 

FIG. 3.1 A CONCEPTUAL MODEL OF THE PROCESS OF CHANGE. ........................................................... 50 

FIG. 3.2 THE CONCEPTUAL MODEL. ............................................................................................................ 52 

FIG. 3.3 THE EVOLUTIONARY AND COMPETING VERSIONS OF CATEGORIES. .................................... 58 

FIG. 3.4 FIVE BASIC KINDS OF HORIZONTAL RELATIONSHIPS ............................................................... 72 

FIG. 4.1 A PROCESS MODEL. .......................................................................................................................... 90 

FIG. 4.2 SCREENSHOT SHOWING THE HOME PAGE OF ADVOCATE ..................................................... 92 

FIG. 4.3 AN OVERVIEW OF THE THREE-TIERED ARCHITECTURE OF ADVOCATE. ............................. 93 

FIG. 4.4 THE ERD-STYLE DATA MODEL. ................................................................................................... 95 

FIG. 4.5 PSEUDO CODE OF THE RECOMMENDATION ALGORITHM. ...................................................... 98 

FIG. 4.6 SCREENSHOT SHOWING AN INTERFACE IN ADVOCATE. ....................................................... 100 

FIG. 5.1 ADVOCATE DISPLAYING THE VALIDATION SCORE AND KAPPA VALUE. ............................ 108 

FIG. 5.2 STATISTICAL INFORMATION ABOUT THE CLASSIFICATION MODEL ..................................... 110 

FIG. 5.3 SUGGESTIONS INFERRED FROM THE INTENSIONAL AND EXTENSIONAL CONFUSIONS .. 111 

FIG. 5.4 THE RESULTING MAPS FROM THE TWO DIFFERENT SETS OF CHANGES .............................. 112 

FIG. 5.5 CHANGE EVENT. ............................................................................................................................ 113 

FIG. 5.6 THE EXPLORATION PATH TRAVERSED BY BOB DURING SCENARIO 1. ................................ 114 

FIG. 5.7  AN ABSTRACT VIEW OF THE CHANGE MODEL. ....................................................................... 115 

FIG. 5.8 MODELLING CHANGES IN AN EXISTING TAXONOMY. ............................................................ 118 

FIG. 5.9 COMPARISON OF CATEGORIES .................................................................................................... 119 

FIG. 5.10 SCATTERPLOTS OF THE CLUSTERED DATA. ............................................................................ 121 

FIG. 5.11 FINAL CLASSIFIED MAP AND THE CHANGE MATRIX FOR SCENARIO 2 .............................. 122 

FIG. 5.12 THE SUMMARY OF THE CURRENT EXPLORATION PROCESS. ................................................ 123 

FIG. 5.13 THE CHANGE EVENT DISPLAYING A SET OF CHANGE OPERATIONS. ................................ 124 

FIG. 5.14 VISUALIZATIONS OF THE TAXONOMY ‘AKL LCDB – VERSION2’. .................................... 124 

FIG. 5.15 THE CLASSIFIED MAP AND CHANGE MATRIX. ........................................................................ 126 

FIG. 5.16 SUMMARY OF THE EXPLORATION PATH OF CASE 2 OF SCENARIO 2 ................................. 128 

FIG. 5.17 THE TWO SETS OF CONCEPTUALIZED CHANGES ................................................................... 129 

FIG. 5.18 THE CHANGE EVENT. ................................................................................................................. 130 

FIG. 5.19 HEAT MAP OF SVM’S CROSS-VALIDATION ACCURACY ......................................................... 134 

FIG. 5.20 THE CLASSIFIED MAP. ................................................................................................................. 134 



 viii 

FIG. 5.21 THE CLASSIFIED MAP AND THE CHANGE MATRIX. ................................................................ 136 

FIG. 5.22 SUMMARY OF THE EXPLORATION PATH S. .............................................................................. 137 

FIG. 5.23 THE DIFFERENT VERSIONS OF THE TAXONOMY ‘AKL LCDB’ .......................................... 139 

FIG. 6.1 AGGREGATED KNOWLEDGE FRAGMENTED INTO VARIOUS COMPONENTS ...................... 150 

FIG. 6.2 FRAGMENTED SCIENTIFIC ARTIFACTS ....................................................................................... 151 

	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	



 ix 

List of Tables 
 

TABLE 3.1 CHANGES IN COMPUTATIONAL INTENSION, EXTENSION AND INTENSION. ................... 69 

TABLE 3.2 STATISTICAL MEASURES TO COMPARE EVOLUTIONARY OR COMPETING VERSIONS. ..... 70 

TABLE 3.3 STATISTICAL MEASURES TO COMPARE CATEGORIES. ............................................................ 70 

TABLE 3.4: THE MATRIX SHOWS VARIOUS COMBINATIONS OF HORIZONTAL RELATIONSHIPS ....... 78 

TABLE 4.1 A MATRIX REPRESENTING EFFECTS OF MERGING AND SPLITTING OPERATIONS ......... 102 

TABLE 4.2 CHANGE RECOGNITION RULES ............................................................................................... 105 

 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
  



 x 

 

 

 

 

Co-Authorship Form 
 

 

 

 

  Last	updated:	19	October	2015	

Graduate Centre 
The ClockTower – East Wing 
22 Princes Street, Auckland 
Phone: +64 9 373 7599 ext 81321 
Fax: +64 9 373 7610 
Email: postgraduate@auckland.ac.nz 
www.postgrad.auckland.ac.nz 

This form is to accompany the submission of any PhD that contains published or unpublished co-authored 
work. Please include one copy of this form for each co-authored work. Completed forms should be 
included in all copies of your thesis submitted for examination and library deposit (including digital deposit), 
following your thesis Acknowledgements. Co-authored works may be included in a thesis if the candidate 
has written all or the majority of the text and had their contribution confirmed by all co-authors as not less 
than 65%.  
 

Please indicate the chapter/section/pages of this thesis that are extracted from a co-authored work and give the title 
and publication details or details of submission of the co-authored work. 

P. Gupta, M. Gahegan, and G. Dobbie, "Connecting and synchronizing scientific artifacts through the process of 
conceptual change," presented at the e-Science (e-Science), 2014 IEEE 10th International Conference on, 2014, vol. 
2, pp. 91-94. 

 

The paper presents the big picture idea of this thesis. Chapters 2 and 6 of this theisis draw on the content of this 
paper. 

  

Nature of contribution 
by PhD candidate Researched, designed and wrote the paper 

Extent of contribution 
by PhD candidate (%) 90% 

 

CO-AUTHORS 
 

Name Nature of Contribution 

Mark Gahegan Guidance, advice and proofreading 

Gillian Dobbie Guidance, advice and proofreading 

     

 

     

 

     

 

     

 

     

 

     

 

     

 

     

 
 
 

Certification by Co-Authors 
 

The undersigned hereby certify that: 
! the above statement correctly reflects the nature and extent of the PhD candidate’s contribution to this 

work, and the nature of the contribution of each of the co-authors; and 
! that the candidate wrote all or the majority of the text.
 

Name Signature Date 

Mark Gahegan 

 

16/12/2016 

Gillian Dobbie 

 

11/12/16 

   

 
 



 xi 

 

 

 

Co-Authorship Form 
 

 

 

 

  Last	updated:	19	October	2015	

Graduate Centre 
The ClockTower – East Wing 
22 Princes Street, Auckland 
Phone: +64 9 373 7599 ext 81321 
Fax: +64 9 373 7610 
Email: postgraduate@auckland.ac.nz 
www.postgrad.auckland.ac.nz 

This form is to accompany the submission of any PhD that contains published or unpublished co-authored 
work. Please include one copy of this form for each co-authored work. Completed forms should be 
included in all copies of your thesis submitted for examination and library deposit (including digital deposit), 
following your thesis Acknowledgements. Co-authored works may be included in a thesis if the candidate 
has written all or the majority of the text and had their contribution confirmed by all co-authors as not less 
than 65%.  
 

Please indicate the chapter/section/pages of this thesis that are extracted from a co-authored work and give the title 
and publication details or details of submission of the co-authored work. 

P. Gupta, M. Gahegan, and G. Dobbie, "Adventures of Categories: Modelling the evolution of categories during 
scientific investigation," presented at the e-Science (e-Science), 2015 IEEE 11th International Conference on, 2015, 
pp. 1-11. 

 

The paper presents the foundational ideas of this work and the earlier version of the tool presented in this thesis. 
Several parts of this article is included in this thesis, including texts and diagrams, in Chapters 1, 2, 4 and 5. 
However, the design and functionalities of the tool have been modified a lot after this publication. 

    

Nature of contribution 
by PhD candidate Researched, designed and wrote the paper 

Extent of contribution 
by PhD candidate (%) 90% 

 

CO-AUTHORS 
 

Name Nature of Contribution 

Mark Gahegan Guidance, advice and proofreading 

Gillian Dobbie Guidance, advice and proofreading 

     

 

     

 

     

 

     

 

     

 

     

 

     

 

     

 
 
 

Certification by Co-Authors 
 

The undersigned hereby certify that: 
! the above statement correctly reflects the nature and extent of the PhD candidate’s contribution to this 

work, and the nature of the contribution of each of the co-authors; and 
! that the candidate wrote all or the majority of the text.
 

Name Signature Date 

Mark Gahegan 

 

16/12/2016 

Gillian Dobbie 
 

11/12/16 

   

 



 1 

– Introduction 
 

According to Heraclitus, panta rhei – everything is in flux. But what gives that 

flux its form is the logos – the words or signs that enable us to perceive patterns in 

the flux, remember them, talk about them, and take action upon them even while 

we ourselves are part of the flux we are acting in and on. 

Sowa, Signs, Processes and Language Games 
 

According to Heraclitus, change is the core essence of the universe and everything is in flux, 

whether it is our general understanding or precise scientific knowledge about the world or 

the world itself [1]. To study and understand the world, as Sowa suggests, we build patterns 

(e.g. categories, rules and theories) that provide a sense of meaning and stability, and enable 

us to apply the understanding we gain to solve a problem [2]. However, such patterns are 

ephemeral, they respond to changes in the world or in our own understanding. This dynamic 

interplay of permanence and flux, and the significance of both the aspects have been 

recognized and emphasized in the philosophy of science at length [1], [3], [4]; however, our 

scientific practices do not reflect and somehow overlook this aspect (inherent flux) of 

scientific knowledge. This thesis examines the dynamic nature of scientific knowledge and 

specifically the evolution of categories, and investigates ways to incorporate, manage and 

utilize this dynamic nature in our computational representation and communication, which 

otherwise adversely affects our understanding of scientific knowledge and thus our ability to 

use it correctly or share it effectively. 

 

1.1 Dynamic Scientific Knowledge vs. Static Representation 
 

 Changes in the world and in our scientific knowledge may vary in scope from incremental to 

paradigm shifts. Biological evolution is a good example of gradual change that happened to 

biological species over millions of years. In the history of science, there are several examples 

where scientific discoveries have led to major shifts in domain conceptualization; such 

discoveries are referred to as scientific revolutions by historians of science [5], [6]. For example, 

the geological revolution that took place as a result of the idea of continental drift and plate 

tectonics brought huge conceptual changes in geoscience, which not only introduced new 

concepts and theories but also reorganized the domain taxonomy [7]. Our scientific 
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knowledge continuously evolves to accommodate and explain new observations, instances 

and facts; therefore, we can never say that an existing theory will continue to be the best one 

to explain all the facts, as there might be knowledge undiscovered that might present other 

facets of the truth. For example, if we look at the history of physical optics, we can see how 

once successful, universally accepted theories become obsolete and are replaced by new, 

better theories [5]. Today light is considered as quantum-mechanical entities, i.e. photons, 

which share characteristics of both particles and waves. However, if we go back half a 

century, light was considered as a transverse wave motion. Moving further back to the 18th 

century, light was seen as material corpuscles. This transition of conceptual understanding in 

physical optics shows how scientific knowledge and human understanding evolve over time 

with new scientific discoveries. This thesis, however, does not study scientific revolutions, 

the focus of this work is rather on incremental changes. In normal science1, incremental 

changes to scientific knowledge happen all the time. For example, in biology, there is an 

almost constant reorganization of the tree of life with deeper genomic insights leading to the 

reorganization of the taxonomy, along with the discovery of new species and technical 

advancement. Thus the ever-present change remains an inevitable aspect of scientific 

knowledge. 

 

With continuous advances in Computer Science and Information Technology, our 

capabilities in doing and sharing science have grown remarkably, which in turn led to 

accelerated scientific progress; however, it is still a challenge for computationally supported 

research to capture and represent the dynamic nature of scientific knowledge and the 

changes it experiences. To address this problem, we need to understand the nature of 

scientific knowledge and the role of computational systems in the scientific context. Shrager 

and Langley analyze scientific enterprise in terms of knowledge structures and processes/activities 

[8]. Scientific knowledge structures, such as observations, taxonomies and theories, 

constitute the raw materials and products of science, and the scientific processes, such as 

                                                
1 Kuhn’s model of science suggests two distinct modes of science: normal science and paradigm shift. A 
paradigm refers to “scientific achievements that some particular scientific community acknowledges for a time 
as supplying the foundation for its further practice” [5]. Such a paradigm (e.g. Newtonian or Einsteinian 
Physics) provides a package of ideas and methods that make up a worldview and provide a framework (shared 
set of assumptions) to do science. The day-to-day science, or problem solving (as Kuhn suggests), we do in 
accord with a paradigm without challenging or questioning its underlying assumptions is referred to as normal 
science. Only when anomalies that cannot be explained by a paradigm start to accumulate, do they eventually 
create a crisis leading to a scientific revolution where science shifts from an old paradigm to a new paradigm, 
and then again starts the mode of normal science.  
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data collection, taxonomy formation and revision, and theory construction, are the activities 

that use the knowledge structures and transform them to produce new or revised knowledge 

structures. Scientific knowledge includes both the knowledge structures and the scientific 

activities to acquire them; however, in the computational environment, it is often confused 

just with the outcomes of a scientific enquiry, and the understanding that lies within the 

process of science is often ignored.  

 

In the last couple of decades, many of our scientific practices have transitioned to the digital 

medium, whether it is analysis, communication or collaboration. Knowledge structures, such 

as datasets, methods and models, have become digital and are more accessible than ever. 

However, the computational representations of such knowledge structures often remain 

static and do not do justice to the fluid, dynamically changing nature of our 

conceptualization(s) of a given domain. For example, ontology, an explicit specification of 

conceptualization, classifies domain knowledge into categories and relations among them to 

represent rich descriptions of content and to support reasoning over them [9]. However, the 

semantics confined to common ontological approaches are typically static in nature and do 

not express the process of change or modification in categories over time. For some of the 

knowledge artifacts (for example computational methods or statistical libraries), we have 

developed sophisticated tools such as GitHub (https://github.com/) to manage versioning; 

for others, we have little or no idea how they are evolving because they are not represented 

explicitly or are represented as fixed or atemporal objects. Such static knowledge structures 

in computational systems that are unable to represent the continuum of change can be seen 

as dead (or fixed) entities; however, scientific knowledge and the fluid process of science should 

be treated as living (or evolving) entities. This brings us to the question of whether there exists 

any way to bring life to these dead knowledge structures. How can we do better in 

representing the dynamic aspect of scientific knowledge? How can we improve our 

computational techniques to capture the flux in scientific knowledge and represent useful 

aspects of evolution into knowledge structures? 

 

This thesis explores these questions for categories, one of the key scientific products, and 

investigates approaches for reconciliation of their dynamic nature and static computational 

representations. 
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1.2 Categorization: A Key Aspect of Scientific Investigation 
 

In every domain of science, we use the approach of classifying and labeling things and events 

– categorization (also sometimes called classification) – to make scientific knowledge more 

tractable and easier to exchange in the community. Langley suggests that taxonomy 

formation (and revision) is one of the prime activities of a computational scientific discovery 

system and takes place at the earliest stage of the discovery process; so it plays a major role in 

later stages of the scientific discovery process [10]. Several scientific activities, such as theory 

formation, inductive law formation and revision rely heavily upon the operationalized 

categories in a domain, often in a more formalized form such as taxonomy and ontology. 

However, categories are often in a state of flux, which has serious implications for the 

scientific enterprise, if not well managed. To address this situation, we need to support and 

manage the evolution of categories as it happens, and, at the same time, keep track of 

categories and their versions as we construct and use them, since they are the key to 

understanding the data and other knowledge structures that are built upon them. 

 

In the process of discovery science, we start with exploring an unfamiliar dataset and identify 

emergent and useful patterns, and then weaving these patterns into useful conceptual 

structures such as categories, rules or hypotheses. However, the science process does not 

follow a linear trajectory and can be quite circular in terms of how various scientific activities 

connect to each other; it often happens that researchers have to revisit earlier stages of 

conceptualization as a result of problems faced in later stages. So, categories that at first 

appear useful and logical when exploring the data may need to be abandoned in the light of 

results from a later stage and require researchers to revisit the early stage of exploring data 

and synthesizing categories [11]. Thus the nature of a category being in flux can be seen from 

its very birth. Figure 1.1 gives an overview of the birth of a category, where several 

knowledge artifacts, such as data, theories and researchers’ prior knowledge and experiences, 

interact together in the formation of the category. We may progressively modify a category as 

new supporting or refuting evidence comes to light. Categories become more favoured and 

stable if they describe repeated patterns; and they normally get rejected if they add confusion 

to our understanding. Different researchers may propose their own categorical models in the 

early stages for the same problem or set of source data, due to varying prior knowledge and 

experience [12]. After several cycles of the revision and modification process, a community 

may come to a stable category that then gets added to a taxonomy or ontology.  
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Fig. 1.1 An overview of the birth of a category, where several knowledge elements interact 

together to form a category. This process goes through several cycles of revisions before 
we come up with a stable version of the category. 

 

However, the process of flux in a category does not necessarily end here, it continues 

throughout the life of the category even when in operational use, fuelled by better data 

sources, improvements to analysis methods, more detailed observations, and change in our 

conceptual understanding. For example, categories used to classify land cover and land use in 

environmental science shift subtly to align with new scientific understanding, richer data, and 

societal or scientific needs. Changes in categories due to change in human understanding 

often happen in domains such as geoscience, where the environment under study is highly 

dynamic in terms of new sensing equipment, theories and observations. For example, 

geological environments are compositionally heterogeneous, difficult to observe directly and 

subject to continual changes brought about by physical events and processes, such as 

volcanoes, floods, earthquakes and hurricanes; and our own understanding of geological 

processes evolves with our exposure to such processes. The studies in [13], [14] suggest that 

categorization involves factors extrinsic to data, such as situations and contexts. Field 

scientists may develop categories in-situ, which are evidently the result of their experience, 

exposure and training [14]. Several concepts in the geosciences are generalizations of 

dynamic instances, so they change when the state of an instance changes [13]. There are 

several other reasons why categories in geoscience are highly dynamic, such as: (i) researchers 
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do not have complete data at any point of time due to unknown and immeasurable 

conditions; (ii) interpretations are highly subjective based on a researcher’s experience, 

education and training; (iii) temporal change in observations due to effects of physical events 

and processes that occur all the time; and (iv) new technical advancement may bring to light 

new features that were unexposed earlier [15]. All the factors discussed above play a major 

role towards the dynamic nature of categories and lead to continual category evolution; 

however, the ability of contemporary computational systems to support and capture flux in 

knowledge structures is lacking.  

 

1.3 The Problem: Static and Lifeless Categories 
 

As discussed above, categories may experience periods of flux; however, current 

computational representations of categories are (technically) rigid and do not adapt easily to 

change. Sowa reacting against this trend to create static representations of knowledge, 

suggests that such categories are “static, lifeless and purposeless” [2]. Even in some cases where 

computational tools are available to support revisions of taxonomies [16] and ontologies [17], 

they only capture those intensional or extensional (if the tool supports changes of instances) 

changes that can be described by triples2 (for example, the addition and deletion of categories 

or their splitting and merging). Drifting of a category’s meaning and its identity and the 

factors causing these changes, such as change in formative training examples or in the 

classifier used, are often neglected because they cannot be represented. Furthermore, 

contemporary tools sometimes go as far as capturing the basic provenance – who, when and 

where – of change, but hardly capture any details of knowledge artifacts and activities 

(discussed in the previous section) that are responsible for change. Thus the change 

epistemology (the ‘how’ and ‘why’ aspects of change) is often not captured and 

communicated. Such a situation may lead to several problems, including: 

 

• If a taxonomy does not keep up with the latest domain conceptualization, it will not only 

miss relevant information, but also may result in dissonance between the categories 

understood by the researchers and those used in related information retrieval systems. 

For example, if the categories in a land cover database are not updated, it may cause 

dissonance between the related map’s products and the latest domain. 

                                                
2 A triple is a statement in the form of subject-predicate-object expression, which also forms the basis of RDF 
(Resource Description Framework), a standard data model often used to represent ontologies.  
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• If a taxonomy is updated, but the process of change (or evolution) is not captured, we 

may not be able to understand how and why a change happened, and without that 

knowledge, we may never understand the transition and evolution of scientific 

knowledge, thus causing conceptual gaps between a knowledge producer and consumer. 

If the consumers of categories cannot explore and understand the changes that the 

categories undergo, they may not be able to understand any consequences of such 

changes – i.e. how underlying meaning may have changed and what impacts this may 

have on their own work. We study the world through categories and other knowledge 

structures (e.g. theories and laws) built on top of them. We cannot track and understand 

changes to the earth unless we also track and understand changes to our own 

understanding of the earth that resides within categories and other knowledge structures. 

 

• If the previous versions of categories and their process of change are not captured, we 

may not be able to understand the intended meaning of categories at the time when they 

are used – not as they are currently understood. This in turn may cause a problem in 

understanding or using scientific artifacts or applications that are based on the previous 

versions of categories. This situation causes many problems related to data reuse and 

longitudinal studies in geoscience and rather ironically leads to much research on 

ontology harmonization [18], [19]. We may not need to harmonize categories post-hoc if 

we captured their evolution process instead. 

 

The motivation for this research stems from the fluid process of science and endeavours to 

find ways to move from “static and lifeless” categories to “dynamic, living and more meaningful” 

categories and utilize the flux in scientific knowledge to uncover the knowledge and 

understanding that is lurking beneath this flux. This is a complex problem as it requires 

investigation of the nature of categories and knowledge evolution from various perspectives 

(or disciplines) – cognitive science to understand the nature of category learning and 

evolution from a human perspective, remote sensing and land cover categorization (as we 

opt for this application domain to demonstrate these ideas) to understand the practice of 

categories construction and evolution, philosophy of science to understand the nature of 

scientific knowledge, and finally eScience approaches to amalgamate the ideas from these 

multiple disciplines and incorporate them in a computational model and tool that may then 

support better representation and communication. 
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1.4 Aims and Objectives 
 

The aspiration of this research is to improve the computational representation of scientific 

knowledge such that it explicitly represents and emphasizes the dynamic and exploratory 

aspects of science, and demonstrates the potential that such a richer representation holds for 

better representation and communication of science. Such a rich representation requires 

bridging the gap between the products of science (that we often communicate) and the process 

of science, to what those products owe their existence. For example, connecting categories 

(their static representations) with the dynamic process of science that drives their formation 

and revision will bring to light the path that categories travel through during their life and 

will allow researchers to track how categories and their own understanding about them 

evolve over time. This aspiration will be achieved by the following specific objectives: 

 

(1) Examine thoroughly the contemporary state of computational representation and 

communication of categories and their changes, and identify what (set of features) is 

missing and further required to support a richer and more meaningful representation of 

categories and their evolution.  

 

(2) Develop a formal model for category representation that accounts for an 

epistemological view of evolution. The requirements identified in objective one will 

serve as prerequisites for a successful evolution model, and a measure to assess the 

achievement of the second objective. 

 

(3) Implement a computational framework that incorporates the formal model, and thus 

supports the functioning of its key features. The implementation will be tested using 

established datasets and categories in a domain that has already gone through some 

conceptual changes over time, the evolution of New Zealand land cover categories. 

 

(4) Demonstrate the benefits that the richer representation of categories and their changes 

adds to the scientific enterprise, which will serve as an evaluation of the ideas introduced 

in this thesis. We demonstrate that a richer model will support a deeper understanding 

of a category’s life and will bring forward tacit knowledge lurking within the flux that 

may support and improve the process of enquiry. 
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1.5 Summary of Impacts 
 

The unique contributions of this work are outlined below: 

 

(1) Incorporating the flux in static knowledge structures (categories in this case) make them 

more meaningful and living; thus representing and communicating scientific knowledge 

as it is – a dynamic process of evolution.  

 

(2) Connecting products and the process of science provides an epistemological view of 

scientific evolution, which supports a deeper understanding of a scientific enquiry. This 

helps to bridge the conceptual gaps between knowledge producers and consumers, and 

aids reproducibility and reusability of such knowledge among communities. 

 

(3) By capturing knowledge as it is constructed and as it evolves (in a dynamic, exploratory 

manner), the evolution model tracks what researchers do at a conceptual level; thus the 

computationally represented model of science becomes much richer and examinable. 

 

1.6 Outline of the Thesis 
 

This thesis continues, in Chapter 2, with an investigation into contemporary computational 

model of science to surface up knowledge aspects that are missing in our computational 

representations. These aspects are then justified by sketching the philosophical, cognitive and 

social roots of the nature of scientific knowledge. We then investigate these aspects as they 

appear in contemporary computational tools and technologies, and suggest how such tools 

can be redesigned and grounded in the core aspects of the nature of science to support a 

richer computational model. Chapter 3 then synthesizes a formalized algebraic model of 

category evolution grounded in the core themes delineated in the previous chapter. We also 

discuss how the construction of an evolution model is an iterative process informed from 

both the evolution of our conceptual understanding during the course of this thesis and the 

constraints and contingencies realized in its computational implementation and evaluation. 

Chapter 4 presents an implementation of this evolution model in a proof-of-concept 

computational tool called AdvoCate that demonstrates the benefits of the ideas presented in 

this work. Chapter 5 presents several use case scenarios and further demonstrate the 

functionalities of the prototype discussed in Chapter 3 and 4, and the usefulness of a richer 

model of science to support the process of enquiry and deeper understanding. Chapter 6 
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concludes by reflecting on our learning and contributions of this work, and recommends 

future research that can be built on the framework we have proposed to further enrich and 

advance the computational representation of living science. 

 

Please refer to Appendix A to see the list of all the research outputs originated from this 

thesis. Appendix B details the awards and scholarships I received during the course of my 

PhD. 
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– The Construction and Evolution of 

Knowledge 
 

Where is the wisdom we have lost in knowledge? 

Where is the knowledge we have lost in information? 

T.S. Eliot, The Rock, 1934 

 

Recent advances in Computer Science and Information Technology have resulted in huge 

transformations in our practices for generating, sharing and disputing science. Open source 

software, big data and cloud computing have changed the mechanics of knowledge 

construction; social media, data commons and wikis have accelerated the knowledge 

dissemination process; internet technologies, eScience and semantic web have allowed 

scientific practices and collaborations to cut across domain, organizational and geographical 

boundaries. Such advances have enabled scientific endeavours that were even hard to 

imagine just a few years ago – for example, sequencing the human genome. Computation has 

indeed emerged as a new dimension to the process of science. It has not just supported our 

scientific practices, but has advanced them and, perhaps, even changed them in many ways 

[20]. For example, experiments that used to be performed in molecular biology and 

biochemistry labs using specialized materials, expensive chemicals, and extensive preparation 

can now be conducted as in silico simulations, enabling students and researchers at a very 

early stage to gain experience and deeper understanding of the research process [21], [22]. 

While going through this period of huge transformation, it may be worthwhile to reflect on 

our understanding of science built over centuries of experience, and examine if we have lost 

or drifted away from the core aspects of science in this rush to digital technology. It is timely 

and useful to ponder how well our computational workflows reflect the crucial aspects of 

research knowledge and practices, grounded in the philosophy of science, and perhaps to 

correct our course so that a computational model of science does not tie us to a static view 

of knowledge, nor remain separated from the deeper understanding and insights that lie 

within the science process.  

 

This chapter addresses the first objective outlined in Chapter 1, and investigates 

computational representations of categories to understand how well they support and convey 
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(i) the dynamic nature of categories, (ii) the meaning of categories, rich enough to understand 

their existence and support their usage, and (iii) the details of the process of change and 

evolution to understand the knowledge transition and its effects. This investigation may 

enable us to identify the important aspects that should be represented computationally but 

are currently missing. We start this investigation with a general model of scientific enquiry 

from the perspective of the practice of GIScience and examine the important aspects that are 

missing from its computational counterpart. 

 

2.1 A Digital Perspective on a Scientific Enquiry 
 

A scientific enquiry is a rich, complex and unpredictable process of discovering and creating 

new knowledge, where researchers utilize their existing domain knowledge and experiences, 

and engage in many different scientific activities in many different sequences. The process of 

a scientific investigation is not predetermined – any point in the process may lead to many 

possible next steps. Often the insights and understanding gained through the activities 

performed (and researchers’ previous experiences) guide researchers in building their path or 

workflow during an enquiry. Gahegan explains such an enquiry process as a plausible path 

through the nexus of scientific activities, where several paths are possible and equally valid 

[11]. One such plausible path from a data-led GIScience perspective is shown in Figure 2.1. 

This path begins with data exploration, followed by synthesis of categories from the data, 

which are then applied to a model and subsequently evaluated and represented in a map. 

However, the process does not always follow a linear path. A researcher often repeats the 

same steps multiple times to account for new information and ideas employing different 

methods and control parameters, and revisit earlier activities as a result of problems faced or 

insight gained in later activities. The results and conclusions of an enquiry are not everlasting 

either and are subject to change via an ongoing process where new knowledge is built upon 

existing knowledge, and the existing knowledge is revisable if warranted by new evidence. 

Thus the science model is an ongoing dynamic, iterative and exploratory process that tracks 

the evolution in our understanding of the world. Despite such inherent complexities, we 

have a mature understanding of the process of science [2], [8], [23]. The contention we raise 

here is that such a model of science when represented computationally often provides a 

shallow and fragmented representation of a scientific enquiry and does not capture enough 

of this process of knowledge evolution, and thus does not adequately capture and 

communicate the understanding that drove the scientific enquiry.  
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Fig. 2.1 A plausible path of a scientific enquiry through the nexus of scientific activities from a 
data-led GIScience perspective (used with permission from [11]). 

 

The discussion in Chapter 1 highlights the issue that current approaches to representing 

scientific knowledge (data, models, workflows, etc.) provide a static view of end results as 

opposed to capturing the dynamic nature of the science process. In addition, such knowledge 

structures are captives of their computational tools and often disconnected from their 

neighbouring knowledge structures and processes responsible for their construction, use and 

evolution, and the understanding that goes into them [24]. For example, in the case of the 

enquiry shown in Figure 2.1, in practice, we may just represent and communicate land cover 

categories (as labels) and a classified map, separated from the dynamics of their construction 

and evolution, the understanding that goes into the process, and various choices (training 

samples, classification methods, theories, etc.) that may periodically revise and change their 

meanings and structures. Such a situation reflects confusion between the static and 

disconnected knowledge structures and dynamic and integrated scientific knowledge. Of 

course, knowledge is much more than a set of observations stored in a database – it involves 

aspects of understanding that enable us to apply it to solve a problem [25]. Pike suggests 

incorporating contextual and situational attributes surrounding a knowledge structure to 

capture and communicate this missing understanding [26]. While such attributes bring 

forward important knowledge aspects, they do not fully capture the richness and fluidity of 

the science process, and the deeper understanding within it. 
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Fig. 2.2 An example of a Taverna workflow for Biomart and Emboss analysis (borrowed from 
[27]). The workflow shows a mechanistic view of the enquiry with no exploration details 
and the understanding that goes into choosing various components (data, methods, 
parameters, etc.). 

 

We normally communicate science processes in the form of workflows that provide a 

mechanistic view of an enquiry and communicate it as a fixed linear recipe as if we reached 

the right conclusions in one fell swoop. Figure 2.2 shows such an example of a Taverna 

workflow in computational biology. The workflow communicates the inputs and outputs of 

the experiment and the methods used in the process, but ignores the knowledge aspects that 

may answer why these methods were used, what insight led the researcher to this workflow, 

what competing approaches were tried but later abandoned. Such an approach thus ignores 

the understanding that lies within the exploratory process of a scientific investigation and the 

human knowledge that creates meaning out of it, and this ignorance can result in 

misinterpretation and difficulties in exchanging and reusing the outcomes [28].  

 

In this work we focus and limit ourselves to the dynamic and exploratory aspects of 

scientific knowledge in our computational representation; though, we acknowledge that other 

aspects of science (e.g., knowledge aggregation – the problem of integrating various 
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knowledge structures that are disconnected and scattered among various computational 

tools) require similar attention to improve and advance the process of science 

computationally. 

 

The problem is not that current digital technology is not mature enough to address this issue; 

rather it lies within our contemporary approach towards building computational tools that 

support our scientific practices. In general, software developers and computer scientists 

embark on software development tasks with specific design and functional requirements in 

mind. They are usually not concerned with the role that a knowledge structure plays in an 

enquiry process or the processes/activities play in the construction of a knowledge structure, 

or the human knowledge that is behind the decisions during the processes they support. 

Most of the digital tools (for example, a statistical package) work at an abstraction level that 

avoids concerns about how a knowledge structure came into being, how it connects with 

other knowledge structures, and why certain activities are performed in a specific way. 

Traditionally, scientific notebooks served as a common medium to store scientific knowledge 

(more commonly used in laboratory sciences). Leonardo da Vinci’s notebook, Codex, 

considered as an archetypical example, was used to store observations, concepts touching 

various scientific disciplines and explanation of provisional theories supported with copious 

drawings and diagrams. More importantly, the knowledge stored in the codex is not in the 

form of a linear script; rather it is a mixture of interconnected themes providing crucial 

insights into various theories touching multiple scientific domains [29]. The interconnections 

between observations, concepts and theories illustrated via explanation and sketches in the 

codex signify the interactions between knowledge structures and activities that happen 

during the scientific process. The conceptual connections between various knowledge 

structures and activities during an enquiry process, and the epistemological aspects of how 

and why things are done in a specific way might remain explicit in the traditional lab 

notebooks and in the minds of researchers. However, as we transitioned to the digital 

medium, such connections and deeper insights are easily lost; one might say (as mentioned in 

the opening quotation) that our focus shifted from knowledge to information (an issue raised 

by many [2], [30]), perhaps due to the lack of knowledge-based computational tools. We have 

reached the stage of sophistication in digital technology where we may examine these 

concerns and incorporate them back in the design of computational tools and systems 

supporting science. 
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For the purpose of this thesis, we concentrate on investigating the above concerns for 

categories, since categories are the building blocks of scientific knowledge. They form the 

basis of our scientific taxonomies and ontologies, and several knowledge structures, such as 

theories and laws, are built on top of them. This work examines the important knowledge 

aspects related to the process of category evolution from various perspectives – cognitive 

science, philosophy and social and instrumental aspects of science – and provides an 

eScience solution to better capture and communicate them and thus improve the research 

practice through digital tools and technologies. The notion of eScience in its broadest sense 

is “the application of computer technology to the undertaking of modern scientific 

investigation, including the preparation, experimentation, data collection, result 

dissemination, and long-term storage and accessibility of all materials generated through the 

scientific process” [31]. While apparently a thesis in computer science, this work, more 

precisely, deals with issues of eScience. The focus of this work is not to build yet another 

computational tool or model, but to advance such tools by situating them in the science 

process and incorporating the core aspects of scientific practices into their design, such that 

they track, capture and represent the conceptual aspects of scientific activities, surface up the 

deeper tacit knowledge, and thus support a richer computational model of science.  

 

2.2 Concepts and Categories 
 

We use the notions of concept and category in this work to study the evolution of scientific 

knowledge. As the relationship and interpretation of concept and category vary in different 

domains (e.g., philosophy, databases, cognitive science and computer science), let us first 

clarify the view employed in this work. We adopt a cognitive science approach where concepts 

represent the mental representations of classes of things and connect our past experiences to 

our present interactions with the world, and categories, by contrast, represent the classes of 

objects in the world that concepts describe [32], [33]. So in this work, categories are 

instantiations of concepts, represented (albeit incompletely) in some computational system. 

In the following subsections, we discuss various views on the nature and structure of 

concepts and the categories representing them in computational systems. 

 

2.2.1 Psychological Concepts 
 

The notion of concept has always been at the core of cognitive science, and several 

competing theories have emerged in the last few decades explaining its structure and how it 
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supports various interrelated conceptual functions (identification, categorization, conceptual 

combination, reasoning, etc.) [34]. The Classical Aristotelian view holds that all instances of a 

concept share common properties and that these properties define necessary and sufficient 

conditions for membership in a category. However, we rarely use static and consistent 

definitions of concepts in practice. Furthermore, this approach fails to explain the “typicality 

effects” (where one member of a concept is its better representative than the other) [35], 

[36]. This was followed by Rosch’s prototype view that promotes the fuzziness (or vagueness) 

of a concept and holds the idea that concepts are organized around a set of attributes, which 

are naturally graded [37]. Members of such concepts display family resemblances [38] in 

multiple characteristic attributes rather than uniformly sharing some defining properties; thus 

they are organized around prototypical exemplars [39]. This notion of categorization assumes 

concepts are context-independent and thus unable to reflect the context sensitivity. The later 

theory view, proposed by Quine, considers categorization to be knowledge-based and driven 

largely due to naive theories about the causal relatedness of different kinds of properties of a 

concept and its instances [40]. This view was initially successful in giving concepts coherence 

and meaning and made sense of the existence of a concept. However, it faced criticisms that 

such naive theories are not well-defined or formalized to support verification [41], and are 

often explanatorily inadequate and incoherent [42]. Finally, Fodor’s ‘informational atomism’ 

approach suggests concepts are individuated through customary world-mind relations (the 

informational aspect), a position in which concepts have no internal structure at all (thus 

atomism) [43]. However, this view faced several criticisms of its inability to support 

conceptual combination, concept acquisition and conceptual change [44], [45].  

 

A key problem that lies with all these different views is that none of them support the 

dynamic aspect of a concept where the meaning and structure may drift with different 

contexts, tasks, situations and the background knowledge of a person, while also maintaining 

a stable aspect of its identity (in some cases). For example, when we mention a frog in a 

pond and on a French restaurant menu, we do not think of the exact same concept in both 

the cases; only in the latter case, we think “eaten by humans” [46].  To address this issue, 

combinations of multiple theories were proposed; specifically the dual theory where the 

classical view represents the core of concepts and used for reasoning, and the prototypical 

view is used for identification of category exemplars [47]. However, the problem becomes 

more challenging when representing such dynamic concepts in computational systems.  
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2.2.2 Computational Categories 
 

Categories are the computational representation of concepts, and their representation is 

informed by the cognitive theories discussed in the previous subsection. Categories are 

generally represented and understood by two major aspects – intension and extension.  The 

intension of a category, grounded in some concept, refers to the set of associated attributes 

or features (its schema) and the extension of a category refers to all the entities or items that 

belong to the category based on adherence to the schema. In general, categories are often 

weaved into a domain taxonomy or ontology, where they form relationships with other 

categories. It is important to note that even when a category’s intension and extension 

remain unchanged, its place in a taxonomy may change over time, which implies that our 

understanding of how a category relates to other categories may evolve over time. How a 

category is incorporated into a taxonomy or relates to other categories actually provides 

significant information to understand its deeper meaning. Therefore, the current state of a 

category in a contemporary computational system can best be represented by the category’s 

intension, extension and its place in the taxonomy or ontology. However, even these three 

aspects are not explicitly represented in our computational representation schemes for 

categories (for example SKOS, OWL and OBO) [48]. For example, in several representation 

formalisms, the intension of a category is not explicitly represented; rather, if needed we have 

to infer its intension from its relationship with other categories, which involves a subjective 

interpretation that can vary with different users and applications. In the case of data-led 

categories (for example, land cover categories synthesized from remote sensing data using 

unsupervised classification), the intension of a category is often not explicitly represented; 

rather, a classification model is built, which acts as a proxy to the intensions of modelled 

categories and is used to support the classification of data into those categories. A 

classification model, which we refer to as computational intension in this work, does not 

necessarily represent the true or complete meaning of categories, but at least provides 

information about how the modelled categories differ from each other based on the given 

properties/attributes [49]. However, in most cases, a classification model acts as a black box 

and is difficult to interpret [50]. 

 

2.2.3 The Missing Knowledge 
 

The concern we raise here is that contemporary representations of a category do not fully explain its 

existence and identity, nor adequately convey the meaning associated with the category to a user/researcher. 
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The rationale behind how and why a category is what it is, what computational and cognitive 

elements were involved in the process of its construction and evolution, and what states a 

category has gone through during its life cycle are often not captured and communicated – 

the knowledge behind these aspects is missing in our representations causing conceptual gaps 

between producers and consumers of categories. The endeavour of science is basically to 

understand entities and events in terms of general principles, the concept that Whitehead 

refers to essentially as rationalism (search for reasons or for grounds) [51]. Thus anything is 

rationally understood only when the reasons it embodies are discerned – such reasons, if 

found repeatedly, lead to general principles explaining the nature of entities and events. So 

we may only understand categories and their changes rationally, i.e. how and why categories 

are as they are and changes happen as they do, via surfacing up the tacit knowledge and 

decision-making during an investigation. Certainly, this epistemological view of categories 

and their evolution is not easy to capture and represent computationally as many aspects 

involved in a category formation (and revision) are often based on subjective and intuitive 

considerations; but we may at least capture some of these aspects that will consequently 

provide a deeper and more complete meaning. For example, a researcher’s knowledge, 

intuition and experience play a significant role in choosing the appropriate computational 

techniques and methods to help define a category’s intension; the knowledge in a researcher’s 

head is hard to capture computationally, but we can capture the decisions made by the 

researcher, which also reflect (at least in part) the researcher’s understanding. 

 

Contemporary representations of a category as a static and atemporal object are limiting in 

what knowledge they may convey about it. To represent and convey a richer model of 

categories, it is important to broaden our view from a category as a static and atemporal 

object to a dynamic and living entity that is subject to a life cycle – it is born, it evolves and 

finally perishes over time. Figure 2.3 provides an overview of a category’s life cycle, 

representing the contemporary facets that express our temporal understanding 

(understanding at a specific point of time) and some key elements of the process responsible 

for its birth and evolution. As discussed in Chapter 1, several knowledge artifacts, such as 

data, theories and prior knowledge and experience, interact together and may go through 

several cycles of revision before a category is born and becomes stable. The dynamic nature 

of the category continues during its lifecycle where its identity and structure are subject to 

constant revision due to incremental discoveries, richer observations, new computing 

techniques and societal concerns. Such artifacts and processes (social, scientific and machine) 
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that take part in the formation and revision of a category define the identity of the category 

and are highly important to understand its intended and reliable meaning [13]. 

 

However, current representations of categories often lack these details – perhaps, the 

concern is both of a technical and social nature. Most of the contemporary computational 

tools lack adequate functioning to capture such details. The workflow management systems 

are the only exceptions that automate provenance capture; however, they usually capture the 

limited aspects of the process, such as details of who did it, when and where it was done, and 

(under-represented) how it was done. The aspects relating to why and the exploration aspect of 

how are often left tacit. On the other hand, knowledge producers, for the most part, do not 

explicitly capture and connect this information with categories for two main reasons:  

 

 
 

Fig. 2.3 An overview of the life cycle of a category, starting from the birth, then evolution and 
finally the death of the category (borrowed from [52]). 
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(i) Currently we think of this information as a separate resource from a related category, 

perhaps because we treat knowledge structures as separate entities from the science 

process. 

  

(ii)  We tend to record this information after a category is created or changed and then 

accepted by the community, rather than during the process of its creation or change. 

Often, by that time, the original data or theories or the machine processes that aided in 

discovering that insight for change are forgotten [11].  

 

Perhaps, if the tools that were part of the analysis were connected to the tools that store 

categories, it might be possible to record the process at the same time. The reality is that it is 

a burden for researchers to record this information during the process, unless the digital 

tools are designed to automate the recording of the process during the creation and change 

of categories.  

 

2.2.4 Understanding and Representing Change 
 

One of the key focuses of this thesis is to bring forward the dynamic aspect of scientific 

knowledge in computational representation. The current solutions [53], [54] go as far as 

capturing the different versions of a category, without any explicit details about how the two 

versions differ and what led to the new conceptualization. Such a situation causes many 

issues related to data reuse and taxonomy (or ontology) harmonization [55]-[57]. To 

understand the evolution of categories rationally, it is essential to know (i) what aspects or 

facets of a category are changed, and, if it can be measured, by how much, (ii) what internal 

or external drivers are responsible for a change, and (iii) what implications do the changes 

have on the category’s identity and its neighbouring categories. In addition, in data-led 

categories, it often happens that the computational intension of a category may shift due to a 

change in the classifier or even changes in the training data, but without having any 

significant effects on the extension of the category. It is important in such a situation to 

identify and understand which changes in a category reflect just a structural change, and 

which reflect a semantic change. Capturing changes in individual facets allows us to 

computationally examine and determine different kinds of changes and their implications. 

 

The notion of change discussed so far, and what is generally seen in the literature or 

represented in computational systems as versions, is change in the temporal dimension – i.e. 
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change or evolution of knowledge structures over a certain time period. For example, a 

successive version of a category represents the evolved understanding of the category over 

time. However, what constitutes the meaning of a category depends on characteristics that 

may vary not just from time to time, but also from place to place, person to person and 

context to context. Individuals even have competing, conflicting or even complementary 

views toward a category at the same time, which we rarely represent or communicate in 

computational systems. In the process of category development, especially in the 

geosciences, researchers employ various visualization and statistical tools to gain insight into 

the complex space of attributes observed, where each individual brings his own unique 

perspective informed from his own expertise, prior knowledge, as well as his methodological 

orientations [28]. Brodaric et al. explored the development of categories in a geologic 

mapping task by three geologists, and found individual views of common categories may 

differ amongst and even within individuals [14]. On the other hand, a variety of perspectives 

may be constructed for a given concept, where each one conveys an aspect of meaning that 

might be useful in different settings [58]. Such contested and changing perspectives on 

categories represent the true nature of our scientific practices, and can be very helpful, if 

computationally represented, to understand, compare and communicate communities’ 

perspectives towards the same concept. 

 

The key ideas introduced in this section – epistemological view of evolution, granularity 

of representation, and contested meaning (or multiple perspectives) of knowledge – 

will become the key requirements and inform the design of the evolution model introduced 

in Chapter 3. The next section outlines the rationale for these requirements of an evolution 

model from the perspectives of cognitive science, philosophy, and the social and 

instrumental aspects of science.  

 

2.3 The Nature of Knowledge 
 

Science is a complex process and different disciplines provide their own unique perspective 

to it – for example, a continuous process uncovering the truth and reality of the universe 

emphasizes a philosophical view; a discrete model with a goal to solve problems or explain 

and predict some natural phenomena stresses its instrumental aspect; dynamic, 

interconnected and communicating conceptual structures highlight the perspective of 

cognitive science [59]. An examination of the nature of knowledge from the perspectives of 

various disciplines may deepen our understanding of science and uncover the aspects vital to 
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its identity, which may inform the design of contemporary computational tools to support a 

richer and better computationally enabled science.  

 

2.3.1 Stability and Variability in Cognition 
 

Experience is remolding us every moment, and our mental reaction on every given 

thing is really a resultant of experience of the whole world up to that date. 
William James, The Principles of Psychology 

 

Traditional theories in cognitive science, discussed in Section 2.2.1, have mainly focused on 

the stability of cognition, the ability to repeat the same cognitive act despite changing 

situations. Traditional views explain this stability by relating an act of knowing an object to 

some stable mental representation (concept), which is repeatedly activated in different 

contexts and situations [60]. For example, Keil wrote: “When I think about the category of 

dogs, a specific mental representation is assumed to be responsible for that category and 

roughly the same representation for a later categorization of dogs by myself or by another” 

[61]. However, these frameworks fail to explain the fluidity of human cognition that appears 

to be exquisitely malleable, adapting to fit the idiosyncrasies of the moment [62], [63]. In 

different contexts, when we talk about the same object, we do not think of exactly the same 

thing. Lakoff analyses the word ‘mother’, and finds that people use it sometime to refer to 

the person who gave birth, other times to a nurturing adult female, and other times to the 

wife of the father; thus suggesting context-dependency and multiplicity instead of stability 

and coherence [64]. James agrees with this variability in cognition: “No two ideas are ever exactly 

the same” [65]. In addition, with different backgrounds or experiences, we may, even in the 

same context, think differently about the very same concept [66], [67]. Several research works 

started to question and challenge cognition in terms of conceptual structures, and even 

propose that cognition may be all process or a dynamic system emerging in the interaction of 

an organism with its environment [68]-[70].  

 

Smith provides insights into the stability and variability in cognition via background cognitive 

processes – perceiving and remembering – that realize the knowledge in a particular moment of 

knowing [60]. Several studies [71], [72] confirm that perceiving and remembering processes 

are contextually dependent, which has huge implications for our thoughts in a moment of 

knowing. A classic example highlighting the role of context in perception is: an object looks 

smaller than it really is when surrounded by objects that are much larger. Thus the object to 
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be categorized is not a fixed entity independent of its contexts or surroundings. Another 

crucial aspect is the temporal grounding of these processes in preceding activities, so 

cognition at any point in time is affected by the immediate input and past activities (just 

preceding activity and the history of the related activity). For example, a mechanical engineer 

and a drag racer will have different thoughts when they see the same car based on their past 

experiences related to cars. This suggests that the knowledge we realize in a moment of 

knowing is a combination of the immediate input in its full complexity (that includes the 

idiosyncrasies of the moment), the just preceding activity (causing transient effects) and one’s 

lifetime history of the related activity (experience and background knowledge) that have 

some stable regularities. Science is conducted via cognitive activities [73] and thus the 

scientific knowledge structures (e.g. categories) we generate through cognitive and 

computational activities are dynamic, and they evolve as various actors involved in these 

activities change. The various actors and their interactions, which themselves are in flux, are 

responsible for the dynamic nature of knowledge they generate. These aspects, if represented 

explicitly, may potentially reveal a deeper understanding. 

 

2.3.2 A Being is its Becoming 
 

The flux of things is one ultimate generalization around which we must weave 

our philosophical systems. 

Alfred North Whitehead, Process and Reality 
 

What is metaphysically real – the fundamental aspect of the universe – is the most basic 

problem belonging to the great tradition of philosophical inquiry. The more common and 

widely adopted view is the materialistic approach that considers ‘thing’ (or substance) as the 

fundamental entity, while another approach believes ‘process’ as fundamental. The 

Heraclitean doctrine of universal flux was the first to emphasize the dynamism of reality as 

opposed to the traditional view that considered reality as thing-like or static and enduring [1]. 

Whitehead agreed with Heraclitus on his idea of universal flux, but he also considered 

“permanences amid the inescapable flux” as an important aspect of his doctrine [2]. Whitehead’s 

process philosophy is a radical rethinking of the ontology of living systems addressing the 

fundamental issues of metaphysics, and does not specifically delve into the issues of the 

science process; nevertheless, several features of his thought, as discussed in the following, 

are apposite and can potentially inform our discussions on the nature of scientific knowledge 

and the deeper knowledge aspects of a scientific enquiry.  
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Whitehead provides an alternative mode of understanding the problems of nature as 

opposed to the materialistic way of looking at things. He rejects substance as fundamental and 

says actual entities or actual occasions are the final real things of which the world is made up [3], where 

each of them is an experiential event arising from potentialities created by preceding actual 

entities. The traditional lines of thought conceive such an actual entity as an enduring, 

changeless substance undergoing qualitative changes, largely under the influence of 

Aristotelian logic [74]. Whitehead rejects such views attempting to adjust change and 

changelessness, and suggests that the only way to reconcile changelessness and change 

consistently and coherently is that the notions of process and existence presuppose each 

other. In Whitehead’s words, “the process itself is the constitution of the actual entity” [3]. Thus an 

actual entity’s being is constituted by its becoming. Whitehead’s doctrine3, in contrast to the 

materialistic theory, makes room for connectedness, dynamism, and the temporality of things 

and events in the world, which are reflected from various fundamental concepts of his 

doctrine – concrescence, prehension and nexus. Whitehead uses the term ‘concrescence’ to signify 

the process of becoming that constitutes the new actual entity. The process includes the 

selective appropriation of preceding actual entities to complete the subjective unity of the 

actual entity in attainment [3]. Whitehead’s prehensions are the fundamental aspects of 

experience and are precisely “the processes of appropriation of a particular element” [3] in 

the process of concrescence. Thus an actual entity is a concrescence of prehensions. Actual 

entities are microcosmic, whereas we deal with macrocosmic entities in our daily experiences, 

such as trees, people, houses, etc. Whitehead uses the term ‘nexus’ to denote such 

macrocosmic entities, where multiple actual entities group themselves into an aggregate 

behaving as a unity [75].   

 

Several works in the twentieth century testify the utility of a Whiteheadian approach to 

science studies, such as the work of Waddington in delineating complex biological 

phenomena [76] and Varela’s cognitive network model of the immune system [77]. 

Waddington suggests that our scientific practices isolate one or more component parts in an 

attempt to understand and analyze them, which normally exist as a nexus of relations and 

processes; thus the process injures the integrity of such components (or actual occasions). 

However, he also says that such analysis and isolation is absolutely essential to generate 

                                                
3 Note that we do not aim to discuss Whitehead’s doctrine in detail, which is indeed out of scope for this work. 
We just touch the surface of some of the aspects of his doctrine that are relevant in our understanding and may 
inform this thesis. 
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scientific knowledge, and notes that [78]: 

 

In doing science we have, on the one hand, to try to formulate simple objects 

which express the most important causal relations between events, but at the same 

time we have to ensure that these objects include (as sub-objects) as many as 

possible of all those involved in the event. The thrust of Whitehead’s thought is 

not to simplify unduly; every time you ‘reduce’ you leave something out, and 

scientific ideas are richer and nearer to nature the less that has had to be omitted 

in order to reach them. 

 

In this work, we develop the Whiteheadian notion that the process of becoming (say) a 

category should be regarded as the result of the activities (scientific, computational, physical 

and cognitive) interacting together to form a unified concrescence. Thus science or scientific 

knowledge is a continuous process (of its becoming), and the knowledge structures or 

products of science are merely “a series of stopping points” [79] in the process of science, or 

experiences of transient permanence within this perpetual flux. Although the limitations of 

computational technology at present do not enable us to completely capture and represent 

the absolute fluidity, connectedness and temporality of the process of science, we can at least 

capture the details of an investigation to the hilt to make our scientific representations, in 

Waddington’s words, richer and nearer to nature.  

 

2.3.3 The Mechanics of Fact Making 
 

Scientists shape tools and thereafter the tools shape science. 

Carole Goble (paraphrased McLuhan), Accelerating Scientists’ Knowledge Turns 
 

In general, we consider construction and communication of scientific knowledge as distinct 

activities. Shapin [80] argue the contrary that matter of fact (scientific knowledge, for example, 

results generated from a scientific experiment) can only be legitimately considered as a 

reliable item of knowledge if the process of its construction is witnessed by many, or all 

(men) in principle. This suggests a matter of fact is an epistemological and social category: 

epistemological as it is identified and verified through its process of construction, and social 

as it gains its status of a ‘matter of fact’ only when a community witness and agree on it. 

Shapin emphasizes three key aspects in the “mechanics of fact making”: (i) material technologies 

or scientific instruments that support the undertaking of science, including the production, 
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processing and analysis of knowledge; (ii) literary technologies or information technologies that 

support the “virtual witnessing” of science, including the recording, dissemination and access of 

knowledge; (iii) social technologies or organization of scientific communities that outline the 

conventions of their cooperation and dealing with knowledge claims. While stating these 

three different aspects, Shapin clarifies that they are not distinct and disconnected; rather the 

three aspects/technologies are interdependent and incorporate each other in their working. 

For example, a literary technology does not merely represent a report about what was done 

in an experiment (the approach that current knowledge dissemination techniques adopt), but 

through the virtue of the density of circumstantial details, facilitates an experience that 

supports virtual witnessing of material technologies in the process of knowledge construction 

and the means for validating it [80]. This view towards scientific knowledge gives us food for 

thought on whether our contemporary digital practices support such virtual witnessing, and, 

if not, how do we integrate these aspects in our computational practices of science? 

 

The various technologies employed in the mechanics of fact making are dispersed in the 

process of the digitalization of science [81]. A computational tool that supports the 

undertaking of science, for example, a tool to support ontology evolution, is completely 

disconnected from the tools (e.g., databases and workflows) that support its recording and 

dissemination. Many aspects (data, methods, exploratory process) of the science process that 

are required to support virtual witnessing (reproducibility, validation or reusability) are either 

missing from our communication schemes altogether or are inaccessible after an enquiry is 

completed. Workflow tools have recently emerged as a partial solution that connects the 

material and literary technologies, and thus provides a mechanism to support ‘virtual 

witnessing’ by capturing the experimental procedure as data pipelines including the inputs, 

outputs and methods employed in the process. However, as discussed earlier in Section 2.1, 

such workflow tools ignore several important knowledge aspects including the dynamic and 

exploratory aspect of the science process, thus their ‘witnessing’ is limited to static 

knowledge structures, not the exploratory process through which we reached a scientific 

finding. Indeed such computational tools have slowly strayed our scientific practices away 

from some important aspects of science, the aspects that make scientific knowledge dynamic. 

As researchers, we need to revisit our understanding of these aspects and build 

computational tools that are grounded in them to support an experience of virtual witnessing 

of science, in the sense that Shapin employed. It is necessary to redesign our digital tools 

such that they are situated in the social and instrumental practices of making, modifying and 
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warranting knowledge about the world.  

 

2.3.4 Summarizing the Different Perspectives 
 

The above discussion validates the dynamic nature of knowledge and surfaces up the 

philosophical and cognitive aspects that provide a deeper understanding and rationale behind 

this dynamic nature. The cognitive variability highlights the inherent dynamic nature of 

concepts, suggesting the categories built through the science process guided by cognitive 

activities are also dynamic, informed by the participating artifacts and activities in the 

process, contextual and situational aspects, and the researcher’s background knowledge. 

Whitehead’s process view uncovers the deeper aspects of this behaviour and suggests that 

the meaning and identity of knowledge structures can only be explained through the process 

of their becoming. Shapin’s virtual witnessing brings forward the social, instrumental and 

epistemological aspects of scientific knowledge, suggesting that our computational tools 

supporting the construction of knowledge must also incorporate the literary aspect that make 

our knowledge scientific. Such a process-oriented view of knowledge, if implemented in our 

computational systems, may provide a richer view of science grounded in our technical and 

social practices. 

 

The above discussions delineate the nature of a science model grounded in our cognitive 

practices, philosophical foundations, and a social paradigm. In the following sections, we 

examine these aspects in the current state of the model of science in our application domain 

(land cover categorization) and the contemporary computational tools it utilises.  

 

2.4 Remote Sensing and Land Cover Categories 
 

Remote sensing, as Lillesand describes, “is the science and art of obtaining information about an 

object, area, or phenomenon through the analysis of data acquired by a device that is not in contact with the 

object, area, or phenomenon under investigation” [82]. In general, we use remote sensing in the 

context of mapping and monitoring earth resources using sensors operated from airborne 

and spaceborne platforms. Sensors detect the electromagnetic energy (including visible, 

infrared, thermal-infrared, ultraviolet and microwave wavelength range) emitted and reflected 

from various earth surface features and collect them in pictorial or digital forms, which are 

then analyzed to extract information, such as type extent, location, and conditions of the 

resources (soil, crops, water, etc.) under investigation. The applications of remote sensing 
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imagery include land cover and use mapping, land cover changes, military observations, 

vegetation dynamics, deforestation, the Kyoto Protocol compliance, biodiversity and many 

more [83]. This thesis employs remotely sensed imagery to model land cover categories and 

their evolution, and supports a richer computational representation of the investigation 

process and the resulting products. This section offers a brief introduction to the field of 

remote sensing and the process of land cover categorization – usually called classification in 

this case, and discusses the advances made so far to enrich the computational model of 

science in the domain via the artifacts and activities involved in the category modelling 

process. 

 

2.4.1 Digital Image Analysis 
 

Remote sensing data is collected in a digital format, which contains a matrix of picture 

elements (or pixels). The size of pixels corresponds to the ‘spatial resolution’ of the sensor 

and the collected data. The spatial resolution basically determines the size of the smallest 

feature that can be detected in an image. For example, the Enhanced Thematic Mapper on 

the Landsat 7 satellite has a spatial resolution of ‘30m’, which refers to data in a matrix of 

30m x 30m pixels [84]. The spectral resolution of a sensor or the data collected by the sensor 

is the width and number of the bands of the electromagnetic spectrum that the sensor 

detects. Different classes or features of the earth’s surface, such as water and vegetation, can 

be easily distinguished over broad wavelength ranges. However, more specific classes, such 

as different types of rocks or trees, can only be distinguished with a much finer wavelength 

range. Different sensors collect data over different wavelength ranges. For example, a 

Hyperspectral scanner has a very high spectral resolution and collects data in hundreds of 

bands such that each band has narrow wavelength range. Temporal resolution refers to the 

time period or the frequency of remote sensing an object. For example, the Landsat 7 

satellite has a temporal resolution of 16 days [85]. 

 

One purpose in collecting remote sensing data is to evaluate and identify different land cover 

types using human skills and digital techniques. In the former case, a human analyst extracts 

information via visual inspection, generally said to be photointerpretation, using his/her 

experience and knowledge about the spectral characteristics of different land cover types. We 

are interested in the latter case, known as quantitative analysis, where statistical or machine-

learning techniques are used to interpret and classify individual pixels based upon the 

patterns in their attributes (values in different spectral bands). There are various pattern 
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recognition techniques and classification methods used in the analysis of remote sensing 

imagery, such as supervised and unsupervised classifiers. In a broad sense, image data 

consists of various spectral classes (the clusters of pixels based on their values in different 

spectral bands), and the process of quantitative analysis is to recognize those classes and to 

categorize or classify the pixels in the image among those recognized classes. In the case of 

unsupervised approaches, a human analyst then associates the recognized spectral classes 

with appropriate information classes (the land cover types to be identified). However, in the 

case of supervised techniques, the process starts with human experts defining the 

information classes, then the training samples (data exemplifying those classes) are collected, 

which are then used to create a classification model using those information classes. Often, 

hybrid techniques are used in practice to determine the spectral classes in an image data and 

the information classes they represent to minimize misclassification. Chapter 4 discusses in 

detail the workflow of image classification and the synthesis of land cover categories. 

 

2.4.2 The Model of Land Cover Categorization 
 

The landscape of the remote sensing field and the process of land cover classification has 

changed a lot over the past half century. The term ‘remote sensing’ was first coined in 1960 

when it was mainly used to refer to aerial photography. In 1972, the first satellite, Landsat 1, 

was launched as a remote sensing platform to conduct scientific and exploratory studies of 

the earth’s surface [86]. This revolutionized the domain of remote sensing as satellites have 

global accessibility and can monitor the planet’s surface regularly. Similarly, the methods and 

tools for processing and representing remote sensing data and the resulting products, and 

their applications have taken a huge leap since then. In the following, we briefly discuss 

advances in the computational process of land cover classification in three distinct sections: 

remote sensing data, image classification methods, and representation and semantics of land 

cover categories. 

 

Remote Sensing Data 
 

The platforms for remote sensing data acquisition, and the volume and quality of remote 

sensing data have experienced substantial growth with advances in improved and cost-

effective instruments and technologies [87]. The traditional remote sensing technologies 

based on satellite and aircraft platforms are continually improving their spatial, spectral and 

temporal resolution with increasingly sophisticated sensors, optics and processing 
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technologies. The sensor system on Landsat 1 – the Multispectral Scanner System (MSS) – 

recorded data in four spectral bands at a spatial resolution of 80 m. Since Landsat 1, 

hundreds of satellites with sensors with improved and diverse capabilities have been 

launched and are observing the Earth at spatial resolution ranging from sub-meters to 

kilometres, spectral resolution of 3 to 100s of spectral bands, and temporal frequency 

ranging from 30 minutes to weeks to months [88], [89]. In addition, new advanced 

instruments, such as Unmanned Aerial Vehicles (UAVs or drones), can collect data at low 

operational costs, high flexibility and high spatial resolution, thus changing the landscape of 

remote sensing data acquisition and their growing applications [90], [91]. 

 

Image Classification Methods 
 

Using image classification to create thematic maps is a complex process as many factors 

influence the success of the process, such as the complexity of the land under study, 

classification approaches and the quality of available data. Continuous efforts in developing 

new and advanced classification methods have improved the classification process and the 

accuracy of its products [92].  Some classification methods that are commonly used in 

remote sensing are: Maximum Likelihood classifier – the most common and longstanding 

method [93], Decision Tree classifier [94], Support Vector Machine (SVM) [95] and Artificial 

Neural Networks (ANN) [96]. In recent years, the growing applications of image 

classification require classification approaches that may support data processing for different 

settings and requirements, such as, what kind of pixel information is used (per-pixel or 

subpixel4 information), whether output is a definitive decision or fuzzy, and whether ancillary 

spatial information and GIS are used with the remote sensing data [92]. Such situations led to 

the development of more advanced and specialized methods, such as subpixel classification 

[97], contextual-based approaches [98], knowledge based algorithms [99] and combinative 

approaches of multiple classifiers [100].  

 

Representation and Semantics of Land Cover Categories 
 

As with much of the geographical information field, land cover information is inherently 

subject to different interpretations by users and communities. Different communities build 

their own land cover classification systems for different purposes and at different level of 
                                                
4 Subpixel refers to when the spectral value of each pixel is considered to be a combination of defined 
members; thus each pixel has a proportional membership to each member [92]. 
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abstractions. In practice, the land cover products, such as maps, datasets and their thematic 

legends, exist as incompatible and independent digital artifacts, separated from the aspects 

(refer to Section 2.2.3) responsible for their construction and change [101]. The semantics of 

land cover categories often remain as obscure ‘black boxes’ to anyone except those involved 

in their construction. From a consumer point of view, a simple specification of a category 

listed in the legend may not always be enough; it may also be important to explore how the 

knowledge producer interpreted and applied his/her understanding in the process of its 

construction. Lack of such understanding can result in semantic heterogeneity that impedes 

information exchange, reuse and integration of wider regional and global land cover 

information [102]. Comber et al. pointed out many issues related to the semantics of land 

cover information as we currently represent them, especially from the perspective of the 

process of construction and use of land cover categories and their associated spatial 

information [103]. In addition, geographic conceptualizations often change over time for 

several reasons, for example, due to the technologies and methods involved in data 

acquisition and processing, and social, political and policy drivers [104]. For example, 

Comber et al. illustrate how policy framework in the UK resulted in changes in ontology 

between the 1990 and 2000 land cover mapping [105]. The role of land cover data within a 

wider environmental context, such as climate modelling and monitoring for biodiversity, 

requires a richer representation of land cover categories in order for them to be 

comprehensible, compatible and repurposable for different contexts and situations [106].  

 

This problem has been recognized for some time, and some solutions have been proposed 

by national and international organizations to address the issue, particularly to support 

harmonization of classification systems for landscape analysis [107], [108]. Some examples of 

standardized vocabulary as a proposed solution are the National Vegetation Classification 

Standard [109], The CORINE Land Cover [110], GLC2000 [111] and AFRICOVER [112]. 

To support interoperability of geographic data, efforts were also made to create working 

spatial data infrastructures; however, the semantic problem of land cover information still 

remains largely unresolved [103]. Another key effort is the FAO (Food and Agricultural 

Organization of the United Nations) Land Cover Classification system (LCCS) that employs 

a hybrid ontological approach, using a set of standard diagnostic attributes to describe land 

cover categories [108]. This effort finally led to an ISO standard – Land Cover Meta 

Language (LCML) [113]. LCML provides standardized descriptive features that act as 

building blocks and can be combined to describe the complex semantics of each land cover 
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category in any separate application ontology (classification system), thus supporting 

heterogeneous user conceptualizations [114]. Another approach with a similar motivation to 

LCCS is the EAGLE concept that facilitates the semantic mediation among different 

European land monitoring initiatives [115]. Besides formalization approaches, various 

approaches have been developed to find the semantic similarities/differences among 

different classification systems based on features [116], attribute properties [117] and quality 

dimensions [118] used to define land cover categories. Mostly these solutions adopt a static 

ontological approach or a top down approach by identifying the features and properties, 

based on which semantics of land cover categories are discerned. By contrast, the work 

reported here supports a process-oriented approach, which uncovers a deeper understanding 

of categories through the underlying processes of their formation and use.  

 

The discussion above shows that our focus has been on the advancement of individual 

components (data, instruments and methods) of a scientific enquiry, which is important to 

support advances in science. However, the current representation of a science model is not 

rich enough to convey a deeper understanding of scientific products and processes. For a 

richer computational model of science grounded in the themes we discussed in the previous 

sections, it is really important that our computational workflows support the dynamic nature 

of scientific knowledge and enable virtual witnessing of scientific investigations. In the 

following sections, we examine the contemporary digital tools and technologies to analyse 

how well they support the dynamic nature of categories and capture enough details of an 

enquiry to support its virtual witnessing.  

 

2.5 Knowledge Evolution 
 

According to Lehman’s law of continuing change [119], a system that models a real-world 

activity or has strong coupling with its environment must be continually adapted, or it 

becomes progressively less satisfactory. Similarly, scientific knowledge is in perpetual motion 

and its digital representation needs to be regularly updated to enforce the consistency of 

scientific artifacts. Knowledge evolution is a commonly known problem and has been deeply 

investigated in various scientific communities. Our aim is to analyze this core attribute of 

scientific knowledge – evolution – with respect to categories and computational tools 

supporting them to investigate what necessary aspects are missing to inform our 

contemporary digital systems to have a better design for supporting future evolution events. 
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Hereby, we will discuss tools and technologies supporting evolution of individual categories 

and ontology. 

 

2.5.1 Concept Drift 
 

Concept5 drift, a term often used in machine learning, refers to the inconsistency of 

predicting a model, which represents the target concept, as the underlying data distribution 

changes and, consequently, necessitates regular updates [120]. In the present context, we 

adopt a broader view of concept drift defined in [48] in the context of the semantic web, 

which covers any kind of change in the meaning of a concept, identified by its intension, 

extension, label6 and relationships with other concepts, explicitly expressed in some 

Knowledge Organization Systems (KOS) over time, space, culture and other contexts. The 

work of Wang et al. formalizes the theory of concept drift and proposes a qualitative 

framework to analyze it using two different perspectives: one based on concept identity and 

the other on concept morphing [48]. In identity-based concept drift, we can analyze a shift in 

the meaning of concept, or concept stability, over time under the assumption that the same 

concept exists at different temporal stages. In morphing-based concept drift, we consider 

concepts to exist only at one moment of time and morph into new, but highly similar, 

concepts at the next moment. In this alternative perspective, we can analyze more radical 

changes such as the splitting of concepts. Meroño-Peñuela et al. employed this approach to 

find extensional concept drift in a Dutch historical censuses dataset and found promising 

results when compared with experts’ opinions [121]. 

 

Another interesting approach to detect and analyze change in an individual concept is 

proposed by Gulla et al., which adopted linguistic measures to identify the concept and any 

change in it [122]. The term ‘semantic drift’ is employed to refer to how a concept’s meaning 

gradually changes as the domain evolves. In general, the digital representation of a concept 

(embedded within a taxonomy or ontology) gives some semantic clues to identify it; but 

these interpretations are not concrete or machine-processable. The author used the textual 

description of a concept and then applied linguistic analysis to generate a vector, called a 

                                                
5 In this thesis, the notion of concept refers to the mental representation of things, and category refers to its 
representation in a computational system. However, in this section, we continue to use the term ‘concept drift’ 
which essentially refers to category drift, as the machine learning community uses this terminology. 
6 Wang et al. suggest that the label of a concept is part of its meaning as it highlights the way people reference 
that concept [48]. 
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concept signature, which identifies concepts at a linguistic level (refers to how words and 

phrases are used to indicate a concept) at any given time. Semantic drift is then calculated by 

using similarity metrics on the concept’s signatures at different times, which uncovers 

change, with respect to its semantic content, representing the phenomena it describes in the 

real world, and its relationships with other concepts. These changes are termed as extrinsic 

and intrinsic drift respectively. The problem with this approach lies with the poor availability 

of rich text descriptions for concepts from which concept signatures are developed.  

 

Fanizzi et al. [123] propose a conceptual clustering technique on populated ontologies to 

detect concept drift and new concept occurrence in a domain. Concept drift is detected 

when new instances cross the decision boundary (maximum distance between a cluster 

medoid and its instances) of a cluster. Such a group of instances does not necessarily 

represent a novel concept; only when the distance exceeds a threshold distance, is the cluster 

said to represent a new concept. Several works [54], [124], [125] in ontology evolution that 

compare differences in ontology versions detect changes in individual concepts; however, 

they assume a fixed identity for these concepts, any drift is restricted to the intension or 

extension.  

 

The above discussion presents the work done in analysing change at the level of an individual 

concept. Concept drift analyses change at the micro level, as compared to the macro level 

analysis of ontology evolution. The focus of these solutions is on the revision of concepts, or 

analysing the change in concepts that already took place and is formally represented in a 

standard vocabulary or ontology; however, the underlying process responsible for the change 

is often not captured and communicated.  

 

2.5.2 Ontology Evolution 
 

Ontology evolution has been defined in various ways by different researchers, which in turn 

define the scope of their focus [126]. Stojanovic et al. [17] define ontology evolution as the 

timely adaptation of an ontology to changed business requirements, to trends in ontology 

instances and patterns of usage of any ontology-based application, as well as the consistent 

propagation of these changes to dependent elements. Flouris et al. [127] try to separate 

ontology evolution from other closely related and overlapping research problems, such as 

ontology versioning, and define it as a process with a strict purpose to respond to a change in 

the domain or its conceptualization. Zablith et al. [126] claim to adopt a broader view via 
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incorporating ontology versioning within an ontology evolution process. These different 

perspectives of ontology evolution are often motivated by different applications, usage of 

ontology in different domains and perhaps, in some cases, by different philosophical 

underpinnings. However, there is a high degree of commonality among all these views in 

terms of updating an ontology as a result of change in conceptualization, and to derive a 

mechanism to support the evolution process. The following paragraphs provide a general 

overview of the ontology evolution process with a focus on the contemporary tools and 

technologies that support it and how ontology evolution fits within the process of science. 

 

Several attempts have been made to conceptualize and structure ontology evolution into a 

process model that describes the various tasks involved, to have both a complete 

understanding of various components of ontology evolution and as a design requirement for 

software frameworks to support ontology evolution [17], [128], [129].  Current frameworks 

that support the complete process (or much of it) of ontology evolution (perhaps within 

their own definition of ontology evolution) are KAON7, Change-management plugin and 

PROMPT plugin to Protégé8, OntoView [130] and Evolva9, a NeON toolkit plugin10. 

KAON supports the whole ontology evolution cycle, from discovering changes to updating 

ontologies and propagating changes to the dependent artifacts; however, it does not deal 

with ontology evolution in collaborative environments and considers versioning as a separate 

task [17]. Protégé plugins and OntoView support change management for distributed 

ontologies with a special focus on versioning and do not support the change discovery aspect 

[130], [131]. Evolva supports ontology evolution with a focus on discovering changes from 

existing domain data that are external to an ontology; however it does not support change 

propagation to dependent artifacts [132]. Each of these frameworks has their own underlying 

process model for ontology evolution, reflecting their perspective and focus. For example, 

KAON has a six-phase evolution methodology and is targeted for business-oriented 

ontology management. For a more detailed comparison of ontology-evolution frameworks, 

the interested reader should refer to [126], [133], [134]. There are other works that focus on 

individual components of the ontology evolution process, which are discussed in the next 

subsection along with an overview of various stages of ontology evolution. 

  
                                                
7 http://kaon2.semanticweb.org 
8 http://protege.stanford.edu 
9 http://evolva.kmi.open.ac.uk 
10 http://neon-toolkit.org 
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Zablith et al. [126] provide a process-centric review of various existing approaches to 

ontology evolution and present a five-phase ontology evolution cycle. The five phases are: 1) 

detecting the need for evolution, 2) suggesting changes, 3) validating changes, 4) assessing 

impact and 5) managing changes. The first step is to detect a need for change that initiates 

the process of ontology evolution. This phase is also referred to as change capture or information 

discovery in other process models. This need for change can arise from change in domain 

conceptualization [135], design flaws in the current conceptualization [136], application usage 

patterns [137], changes in user needs [138], or data sources both internal (instances of 

ontology) and external (text corpora or databases) to the ontology [132]. Once it is 

established that a change needs to be made, the next step is to identify and represent the 

change in a suitable format. To identify a change concretely and its relation to the evolving 

ontology, machine learning techniques and lexicon-syntactic patterns have been employed on 

both unstructured (text documents) and structured (online ontologies and lexical databases) 

knowledge sources [139], [140]. Later, these changes are represented as change operations to 

be applied to an ontology using change classification schemes [141], [142] that describe 

changes at various levels of granularity. The third step of validating changes then evaluates 

the relevance and correctness of the proposed changes, ensures consistency and coherency 

of the evolving ontology and filters changes that may invalidate domain-specific or 

application-specific constraints. To assess the relevance of a suggested change, several 

approaches have been employed, such as statistical techniques based on a text corpus [139], 

[143], string similarity using user-specified sets of keywords [144] and a pattern-based 

approach, where online ontologies are used to derive the context of a change and then 

analyze if it matches with the target ontology [145]. Several tools, such as KAON [17], 

OntoEdit [146], Retax++ [147] and EvoPat [148], are specialized in the change validation 

process and prevent inconsistency and incoherency, perhaps with a little support from the 

user. The next step assesses the impact of ontology evolution on external artifacts that are 

dependent on the evolving ontology, such as data instances, dependent ontologies and 

applications [149], and supports the propagation of ontology changes to dependent artifacts 

in order to support the overall consistency.  The final step of managing changes includes 

applying and recording changes and also keeping track of various versions. Changes can be 

recorded as change logs (sequence of changes) [136], [150] or as a set of instances in a 

change ontology [131].  

 

The above discussion shows that the topic of ontology evolution is thoroughly investigated 
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and several process models and software frameworks have been proposed to support it. 

However, our focus is not just on how well our computational tools support ontology 

evolution, but also how richly we represent a change or connect it to the process of science 

to support a deeper understanding of it. For example, how well we communicate the aspects 

related to the origination and conceptualization of change that may provide a deeper 

understanding of knowledge evolution. So, we now further discuss in detail the aspects of 

change capture that connects the ontology evolution process and the process of science. 

 

The whole idea of ontology evolution originates from the fact that our understanding of a 

domain or a domain conceptualization changes over time as science progresses. The step of 

change capture or detecting the need for evolution initiates the process of ontology evolution by 

identifying a need for change, which originates from the process of science – perhaps as a 

new discovery or a refinement of an older understanding [5]. However, we also 

accommodate new concepts and relations discovered from data sources and usage patterns 

in this step. Maedche et al. define two approaches of change generation: top-down, where 

change is explicitly defined by an end-user or domain expert; and bottom-up, where changes 

are discovered by analysing data sources and user behaviour, also known as change discovery 

[151]. Change discovery can be: data-driven, where changes are discovered through the 

analysis of existing instances; structure-driven, where changes are discovered by analysing the 

ontology structure; and usage-driven, where changes are derived from usage patterns. 

Another research strand uses a graph-based approach to identify domain-specific and usage-

driven change patterns [152]. Unlike Maedche & Stojanovic [151], who consider only 

ontology instances to discover data-driven changes, there are other approaches that discover 

changes through external data sources such as databases [153], text documents [154], [155], 

metadata [156] and even RSS feeds [140]. In addition to data-analysis, several approaches rely 

on the study of usage patterns or user and application requirements [157], [158]. Apart from 

KAON and Evolva, there are tools that just focus on the change discovery aspect of 

ontology evolution, such as Text2Onto [143], SPRAT [139], DINO [144], Dynamo [159], 

OntoLT [155] and Onto-Learn[154]. Most of the works we discuss here are ontology 

learning tools which suggest new concepts and instances to be added to the ontology, rather 

than changing the existing concepts and instances. In general, changes to the existing 

concepts result from a change in domain conceptualization, and such changes are 

categorized as top-down changes as they are left at the mercy of domain experts and 

ontology engineers to be communicated and implemented. 
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The above discussion brings a major gap to light. The ontology evolution process is 

largely disconnected from the process of science. Mostly, the change capturing process is 

motivated by ontology learning to discover new concepts and instances from existing data or 

usage logs. However, none of the work deals with changes in domain conceptualization: all 

of these changes are considered to be top-down and left to ontology engineers and domain 

experts to deal with. However, in several domains of science, categories change and get 

refined over time due to new observations and methods (such as new classifiers), and these 

changes are explored and modelled within data analysis tools. If the tools that support 

ontology evolution were connected to the tools that are used to explore and model changes 

in these categories, it would decrease the overhead for domain experts and ontology 

engineers to capture the changes post-hoc and update the related ontologies. Furthermore, 

the current approaches do not focus on the representation of a change at the level of 

different facets of a category, contested meaning of categories, and aspects that may bring 

forward the deeper meaning associated with change epistemology. 

 

2.6 Transparency 
 

The idea of transparency, in the context of political institutions, is explained as “to open up 

the working procedures not immediately visible to those not directly involved in order to 

demonstrate the good working of an institution” [160]. In the context of scientific 

institutions, however, openness and accessibility of information is just one of the facets of 

transparency; the other key aspect is completeness (or richness) that suggests the complex 

phenomena of science to be articulated in a ‘complete-enough’ manner to enable its 

comprehension, reproduction and usage in other scientific endeavours, or in Shapin’s words, 

virtual witnessing of an enquiry. In the current context, our focus is on the latter aspect and, 

particularly, how contemporary scientific tools support the capture and representation of rich 

explanations of the knowledge structures and the science process. In the realm of eScience, 

the mode of research is changing from being very individualistic (individual researcher or a 

lab collects data, conducts experiment, publishes results and often neglects to share data and 

details of processes involved) to being a more collective enterprise, where researchers 

collaborate globally, share data and resources to enable their reuse, and remotely use 

distributed scientific resources [161]. In such an environment, it seems evident that 

provenance should be attached with scientific artifacts to gain trust and accountability, to aid 

an informed understanding and to support reuse and reproducibility. 
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Provenance (also referred to as lineage or pedigree) has been defined in various forms and 

captured in different granularities in different communities, both in scientific and business 

domains, based on its application and usage as a source of trust, audit, attribution, data 

discovery and reproducibility [162]. Zhao et al. propose a view of provenance analogous to 

the traditional recording of details in a scientist’s lab notebook and describe it as metadata 

about experimental processes, the derivation paths of data and the sources of experimental 

components including annotations and notes made by experts [163]. Niu analyses the 

concept of provenance in various communities, mostly in archives management, rare book 

cataloguing, archaeology and computer science (databases, eScience, workflow and the 

semantic web), based on several dimensions such as scope, focus, usage, granularity and 

representation, and then presents a broader view of provenance, which includes the whole 

life-cycle of an artifact, from creation and evolution to archival acquisition, processing, 

preservation and access [164]. Each stage of the lifecycle includes both the socio-political 

context and technical details; however, the amount and granularity of provenance 

information depends on the context of usage, as well as the temporal, geographical and 

intellectual distance between the artifact and its consumer. While there exist varied views on 

provenance, there is a general agreement on the growing significance and need for adoption 

of provenance to enhance knowledge development in multiple domains including astronomy 

[161], high-energy physics [165], life sciences [166], material science [167], Earth Science 

[168], GIScience [169] and the business domain [170]. Often researchers in these domains 

deal with data-intensive, complex problems that require distributed web services and 

workflow systems to access cyberinfrastructure capabilities [169]. To share this analysis 

information so that other researchers can repeat or reuse it, it is evident that provenance 

information on data derivation and their transformation need to be incorporated.  

 

In the last decade or so, several scientific communities have started to use metadata to 

describe datasets to facilitate their sharing and reuse. The term ‘metadata’ is often used 

analogous to provenance; however, it is often associated just with data and does not focus on 

the whole life cycle of a dataset. In the geoscience domain, metadata is increasingly used to 

describe geospatial datasets, providing descriptive information about the producer, content, 

quality and condition of a given dataset, and the information related to its availability, fitness 

for use and transfer [171]. The growing need for spatial data across all disciplines and 

effective sharing of such data led to several national and international efforts, resulting in 

several metadata standards: US FGDC Content Standards for Digital Geospatial Metadata, 
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Directory Interchange Format (DIF), Australia and New Zealand Information Council 

(ANZLIC) metadata standard, Open Geospatial Consortium (OGC) metadata standards, and 

ISO 19115 – metadata standards for geographic information and services [172], [173]. 

However, we often find either incomplete or no metadata associated with digital datasets, 

which highlights how metadata generation and maintenance remain separated from the 

process of science [174].  

 

2.6.1 What Provenance Represents and in What Form? 
 

Provenance, in general, tries to answer questions raised by 7 W’s (Who, What, Where, Why, 

When, Which, (W)how), which constitutes the complete story on a topic. The provenance 

information about an experimental result provides its context and other important 

information that may support to validate the experiment, and should thereby be treated as 

important as the result itself [175].  However, in practice, we do not capture such rich 

metadata, as there exists no convenient way to capture it, and supplying all that information 

manually would be very time-consuming and not rewarding. In addition to providing 

information about the origin of a scientific artifact, provenance information subtly reflects 

the identity of that artifact. Provenance reveals how and why an artifact is what it is. For 

example, a category’s identity is built the way it is due to the processes it goes through during 

its formation and use, and provenance informs all the decisions and processes applied to the 

category. In Section 2.2.3, we argued that the factors responsible for causing changes in a 

category, the decisions made during the process of a category formation or revision, and the 

processes (social, physical or machine) themselves that take part in the formation or revision 

of a category are jointly responsible for building what the category presently is, and this 

information together fully depicts its identity. This aspect of provenance is not yet fully 

realized in the literature.  

 

Existing provenance information takes two major forms: annotation and derivation path [176]. 

The two different forms are dependent on the underlying data processing systems and differ 

in their richness of content, and the cost of storage and processing. Annotations are data-

centric provenance records attached to items or collection of items. Annotations can be 

structured, semi-structured or freeform and may provide flexibility to record information 

with various levels of expressiveness. Annotations are often used to tag knowledge artifacts 

(for example, a dataset) to provide explanations of their origin, what they represent and who 

created them. A derivation path, such as a workflow, is a process-centric provenance record 
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that provides information about the history of derivation of the resulting product. Workflow 

provenance refers to the record of the final sequence of steps taken to arrive at a result, 

including the computational methods used with exact parameters and their versions and 

details of instruments used [175]. The other form of derivation path is the inversion method 

that includes queries and user-defined functions that creates an inverse query (and inverse 

functions) and operates on the output data to identify the source data [169]. The major 

limitation of these existing provenance techniques is that they do not capture insights gained 

by a researcher during an enquiry process that (in part) drive the investigation and lead the 

researcher to the final workflow design. For example, a workflow provides information 

about the artifacts and methods involved in a data processing pipeline; however, the details 

about how a researcher reached the final workflow design, what other options were explored, 

and what insights were gained in the process often remain unexposed as we do not capture 

the exploratory process of the investigation.  

 

 
 
Fig. 2.4 A visual comparison of the two approaches describing the process of constructing a land 

cover classification model. The contemporary approach of workflow provides a 
schematic view of the enquiry process. The other approach proposed in this work depicts 
the exploratory view of the enquiry, which provides richer understanding of the enquiry. 
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Figure 2.4 compares an instance of a workflow constructing a land cover classification model 

with the exploratory process of enquiry that the researcher traversed through to reach the 

final workflow. The exploratory view provides details about the various options that the 

researcher explored and the path that he/she took to reach the final conclusion, which 

explains why the model is constructed the way it is, and which aspects of the processes and 

intermediate results guided the researcher to the final conclusion. 

 

2.6.2 Dimensions of Provenance 
 

Moreau provides a comprehensive review of provenance and proposes a multi-disciplinary 

facet of provenance, laying a foundation to support provenance on the web [177].  Several 

other researchers also review provenance in various disciplines analysing various possible 

dimensions of provenance. Simmhan et al. present a survey of provenance in eScience, 

characterized using a taxonomy of provenance techniques based on usage, subject, 

representation, storage and dissemination [162]. Bose et al., on the other hand, categorize 

different provenance retrieval systems based on their data processing architecture, such as 

workflows, script-based, service-based and command line-based [178]. Cheney et al. survey 

provenance in databases with a focus on the why, how and where aspects of provenance 

[179]. Groth et al. discuss the requirements for provenance on the web based on three 

aspects: the content of provenance, the management of provenance records and the use of 

provenance information [180]. These surveys suggest that the concept of provenance is 

thoroughly investigated in multiple disciplines including database systems, eScience, data 

processing systems and the semantic web (or web). However, the idea of provenance is still 

mostly focused on the level of data – rather than more abstract ideas such as categories. 

Provenance commonly refers to data provenance, and gives a misleading impression that it is 

only data provenance that is important to understand [176]. We argue here that it is equally 

applicable and worthwhile if used for any other experimental component (computational 

tool, web service or workflow instance) or scientific artifact (category, database schema or 

ontology). For example, if provenance is captured for a category in a land cover database 

schema, it may help future researchers to understand how that category came into being and 

why certain decisions were taken during its specification.  

 

2.6.3 Provenance and Evolution 
 

Evolution or change of a scientific artifact, discussed above in Section 2.5, is highly 
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connected with the concept of provenance and is treated with special concern when 

representing provenance for a given change. Note also that, in an evolving research context, 

provenance information may itself change. However, here we are more concerned about 

what role provenance plays in the evolution of scientific artifacts. The key role of provenance 

in knowledge evolution is to capture details about how a change took place, what processes 

were involved, and why changes were made, justifying the decision of change. This 

information may aid in gaining a better understanding of change, which in turn, may help to 

make future use of the scientific artifact. However, in practice, we do not capture such rich 

provenance of change. Specially, the ‘why’ aspect of a change is not recorded. Either such 

information just stays in a researcher’s head or the tools that support processing of a 

scientific artifact and provide information that facilitates a change, but lack a mechanism to 

trace the underlying processes and the analysis of results [181]. There exists a need to make 

scientific tools provenance-aware so that such information can be tracked and captured.  

 

Apart from aiding understandability and supporting trust and accountability for a change, 

provenance information may also be used for debugging. In a distributed environment, 

ontologies are maintained by multiple organizations, and changes added to them vary by the 

degree of trust and certainty. In such cases, provenance can be utilized to debug evolving 

ontologies. However, we often do not collect rich provenance data to reason with. Schenk et 

al. [182] propose a formalization of provenance syntax and semantics that enable reasoning 

over provenance in order to debug and discover inconsistencies in dynamic ontologies 

managed in distributed environments, such as in biomedical portals. Another such use of 

provenance is proposed by Missier et al. [183], who suggest that workflow provenance can 

be used to analyze an experiment’s reproducibility. They propose a new algorithm that 

compares workflow provenance traces to determine if an experiment is reproducible or, if 

not, identifies the specific point(s) of divergence by employing graph analysis. This method 

provides a key insight into the common issue of reproducibility of experiments, which is 

often complicated by the evolution of software, databases and the technical environment that 

support the experiment. 

 

The above discussion suggests that there exists an opportunity to employ current work in 

provenance of categories construction and evolution. Groth suggests that we have done a 

good job at tracking and capturing provenance in single systems designed explicitly to do it; 

however the distributed computing systems and resources enabled by the web, linked data 
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and web services still pose an unaddressed challenge [184]. Bose et al. suggest that the key 

problem in capturing provenance information is that most of the data processing tools are 

not equipped with the capabilities to automatically compose provenance information [178]. 

Scientific tools that support processing and facilitate changes of scientific artifacts are 

separated from the tools that store those artifacts and their provenance. This shows that 

there exists a need for making scientific tools provenance-aware and set standards for 

communicating the provenance of computational analysis among tools.  

 

2.7 Summary 
 

The investigations in this chapter have supplied us with a deeper understanding of the 

science model and the nature of scientific knowledge that we must account for if we are to 

create useful eScience models and tools to improve and advance computationally enabled 

science. This chapter has discussed the key notions of concept and category from 

psychological and computational perspectives, and found that our contemporary 

computational approaches fail to support their dynamic nature and richer understanding. 

Towards meeting our first objective, we investigated into (i) scientific practice of category 

construction and evolution, (ii) computational representations of categories and their 

evolution, and (iii) computational tools and techniques to support knowledge evolution and a 

richer representation. Our investigation has highlighted three key aspects that are missing 

and are essential to support a richer representation of categories: epistemological view of 

evolution, granularity of representation and contested meaning of knowledge.  

 

We further investigated the nature of knowledge from various perspectives – cognitive 

science, philosophy and social dimension of science – to deepen our understanding of 

science and to provide a solid foundation to our ideas discussed in this work. The synthesis 

of these perspectives has provided us a useful analytical framework that provides a rational 

understanding of the dynamic nature of knowledge, highlights the need to represent the 

dynamic nature and a richer model of science to support virtual witnessing, and, most 

importantly, provides an alternative view of ‘knowledge as process’ to materialize the ideas 

discussed here. In the next chapter, we employ the key knowledge aspects and theories of 

understanding articulated here to address the second objective of developing a formal model 

of category evolution.  
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–  Evolution Model 
 

The misconception which has haunted philosophic literature throughout the 

centuries is the notion of 'independent existence’. There is no such mode of 

existence; every entity is to be understood in terms of the way it is interwoven with 

the rest of the universe. 
Whitehead, Process and Reality 

 

3.1 Do Computational Representations do Justice to Knowledge 
Evolution? 

 

The general notion of change or evolution is typically viewed as transition from one state or 

condition to a different one. Similarly, we represent knowledge evolution in our 

computational systems as different (static) versions of knowledge artifacts, often without any 

details of the path traversed during their evolution. Such a representation just focuses on the 

static products of science and fails to reflect the dynamics of a scientific enquiry, and in turn 

overlooks the deeper understanding lurking within the scientific processes. The previous 

chapter has discussed how the ‘process of change’11 itself is the constitution of an entity. In 

other words, the deeper meaning and understanding of a knowledge artifact lies within the 

process of its becoming and change. A representation for knowledge evolution should 

permit the different versions of an artifact, along with the details of the path traversed 

between its successive versions. However, computational systems have limitations in 

representing the fluidity and richness of the scientific process. 

 

3.2 Towards a Richer Evolution Model 
 

To address this issue, we borrow ideas from Strauss’s sociological theory of action [185], 

where the central concept of trajectory not only refers to the course taken by a phenomenon 

(for example, an engineering project or a chronic illness) as it evolves over time, but also 

embraces the actions and interactions of concerned actors contributing to its evolution. It 

                                                
11 The word ‘change’ is used in the sense described by Alfred North Whitehead in Process and Reality, which 
includes both change in a general sense of transitioning from one state to another, and also change as an act of 
becoming. 
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suggests that phenomena do not just automatically unfold, nor are they completely 

determined by social or scientific factors; rather, they are in part shaped by the interactions 

of concerned actors. Similarly, a change in scientific knowledge does not just automatically 

unfold during a scientific enquiry; rather, it is shaped by the interactions of multiple artifacts, 

methods, researchers’ background knowledge, and social or scientific factors. These 

interactions during the process of change, although not providing a complete account of the 

scientific process in a strict sense, capture the crux of the process, which can be represented 

in our computational systems, and may provide a richer view of evolution and change 

epistemology. The interactions in a change process, driven by a researcher, shape the change 

in its becoming, which may offer insight into, for example, how and why different 

researchers come up with different variants of a category for the same input data and 

methods. Note that these interactions are much richer than those represented in a workflow, 

which typically provides a mechanistic and linear view of science, as discussed in Chapter 2. 

In a computational system, we may capture these interactions via exploration paths – the 

iterative interplay between various methods, data and human understanding before a 

researcher reaches the final workflow design. Tracking the life of a category through the 

notion of trajectory – connecting static versions and their dynamic exploration paths – may 

fill much of the conceptual gap in our current representation of knowledge evolution.  

 

Before describing the evolution model in more detail, we revisit the needs or requirements 

outlined in Chapter 2 to inform the design of our evolution model that may support deeper 

understanding of evolution and better scientific practices. 

 

Need for granularity of change 
 

Often the current representation schemes do not explicitly represent all the different facets 

of a category. For example, a land cover taxonomy often does not represent the intension of 

a category. This makes it difficult to represent and understand changes in the intension of 

land cover categories. Even in the case of ontology evolution tools, only those intensional 

changes are captured that can be represented by triples; however, changes causing a drift in a 

category’s intension, such as change in the category’s formative training examples or in the 

classifier used are often neglected. To provide an opportunity to study, understand and 

communicate these changes at a deeper level, a category evolution model needs to explicitly 

represent the different facets of a category, and allows measuring and analysing changes both 

at the level of a category and its individual facets. 
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Need for epistemological view of evolution 
 

The way we currently track evolution of scientific knowledge just records the transition of 

knowledge from one state to another, thus communicating what has changed. The change 

provenance, on the other hand, details the change operations along with other metadata 

about who did it and when it was done. However, contemporary representation schemes and 

tools often neglect to capture and represent the details of how and why a change came into 

being. To support a thorough understanding of the transition and evolution of categories, it 

is crucial to understand how and why aspects of a change, and thus a category evolution 

model needs to support an epistemological view towards category evolution. This requires 

the evolution model to incorporate the whole life cycle of the process of change – where it 

originates from, how changes are conceptualized and validated, what insights motivate the 

changes, how they are applied, and finally how a change in one category affects other 

categories and related knowledge artifacts, such as ontologies and databases. 

 

Need to represent multiple perspectives 
 

Categories evolve over time with new observations, new methods, change in domain 

conceptualization, or change in social/scientific needs. Such changes are captured as multiple 

versions in our computational systems. However, we rarely see systems supporting 

competing or conflicting variants of a category, which refer to the same concept and are 

active at the same time. Often such competing variants coexist in practice as a result of 

researchers’ varying background knowledge and different viewpoints. Such competing 

variants of a category may even exist due to change in spatial locations. For example, a 

category referring to ‘Forest’ concept in New Zealand and Australia land cover taxonomies 

may have different computational intensions, due to different climate conditions, tree species 

and forestry practices. To understand the differences and similarities among different 

researchers’ or communities’ perspectives towards the same concept, and to support their 

reusability among those communities, an evolution model needs to support multiple active 

variants of a category simultaneously. 

 

In the following subsections, we describe a model of evolution informed from the ideas and 

needs discussed above. We illustrate this model in two separate but connected components.  

The first component is a conceptual model of the process of change, which describes the 

whole life cycle of an evolution process from its origination to the conceptualization of 
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changes, and finally to their effects and propagation to the related artifacts. The second 

component is a model that describes concepts and categories, along with their various facets 

and their interconnections with other digital artifacts, which are all subject to change. The 

second component allows us to study and understand categories and their changes at an 

appropriate level of granularity. The two models are then formalized in Section 3.3. 

 

3.2.1 Conceptual Model of the Process of Change 
 

The model shown in Figure 3.1 describes the complete life cycle of an evolution process in 

five different stages: (i) the cause or reason of its origination, (ii) the conceptualization and 

validation of changes, (iii) conceptualized changes applied as a set of change operations, (iv) 

the effects as changes in concepts and categories, and (v) the propagation of changes in 

concepts and categories to other related artifacts. Often, we describe changes just in terms of 

the change operations applied to concepts and categories, which do not give a complete 

specification of the changes; rather, they provide only a specification of the operational 

transformation of concepts and categories [186].  In the following, we describe the various 

concepts used in this model.  
 
Definition 1: An external change trigger is a change outside the computational 

environment, for example, change in a domain conceptualization or error in data collection 

activity or a new observation, which may result in a scientific enquiry to check if it may lead 

to any changes in the existing concepts and categories. 

 

Definition 2: An internal change trigger is a change in one or more of the computational 

components, for example, change in a classification method used in modelling categories, or 

change in the training samples. An internal change trigger can be a result of external change 

triggers or a result of the process of exploration during a scientific investigation.  

 

Definition 3: An exploration path is a chain of computational activities, including the 

details of activities and the intermediate results, explored by a researcher during a scientific 

enquiry. In the case of modelling changes in concepts and categories, an exploration path 

supports conceptualization and validation of changes computationally. In a computational 

system, an exploration path can be stored as a concept that links the instances of activities in 

the order of their execution. 

 



 50 

 
 

Fig. 3.1 A conceptual model of the process of change, displaying the whole life cycle of an 
evolution process in five different stages. 

 

Definition 4: A change event is a notion of an occurrence where one or more changes are 

conceptualized and validated. An instance of a change event connects the whole life cycle of 

a change process. It further incorporates the metadata of a process of change, such as the 

author of changes and the time when changes were conceptualized and implemented.  

 

The conceptual model in Figure 3.1 gives a complete account of an evolution process 

starting with the cause of its origination in terms of internal and/or external change triggers. 

These triggers then lead to a scientific enquiry to remodel the concepts and categories and 

their relationships, where the changes are then conceptualized computationally and are 

further validated through the data exploration and processing activities.  The conceptualized 

changes are then implemented in terms of various change operations. The effects of the 

change event can be seen as various structural and semantic changes to concepts and 

categories and their relationships (discussed in more detail in Section 3.3). The final step 

analyses the changes conceptualized and implemented, and inquire if there is a need to 

update the related databases and ontologies employing those concepts and categories, and, if 

required, change packets, encapsulating the details of changes, are created and communicated 
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to the appropriate tools to support proper action. The focus of this thesis is on the first four 

steps of an evolution process, and the formalization and implementation of the change 

propagation step is left for future work. 

 

3.2.2 Deepening the Representation of Categories 
 

To support a deeper understanding of a change in a knowledge artifact, it is important to 

capture both the right kind of details about the change (that may explain how and why the 

change is conceptualized in a specific way) and the details at an appropriate level of 

granularity (that may explain which aspect of a category has changed). In this thesis, we study 

categories and their changes at the level of their different facets (computational intension, 

extension and their relationships), along with their connections to human conceptualization 

(concepts) and the process of their construction and evolution (exploration paths). The 

conceptual model in Figure 3.2 illustrates the various facets of concept and category, and 

their relationships and dependencies. 

 

The model has its foundation grounded in the ideas and theories of understanding articulated 

in Chapter 2. As discussed in Chapter 2, we borrow the cognitive science view and consider a 

concept as a mental representation of a set of things and a category represents the set of 

things in the world that the concept describes. Thus, a category refers to a concept’s 

extension, and humans typically have a one-to-one relationship between a concept and its 

category. However, a category may have multiple representations in a computational system. 

Categories that are modelled via machine-learning techniques are represented via their 

computational intensions, also known as classification models or signature files. Depending 

on what classifier is used in the modelling process, categories may have different 

computational intensions (for example, decision rules or probability distribution model). 

Even with the same classifier, small changes in training samples of a category may result in 

completely different computational intensions. However, such variants of a category, with 

different computational intensions resulting from changes in the computational modelling 

process, still refer to the same concept and often have similar (but not exactly equivalent) 

extensions. Thus, in the case of categories built via machine-learning techniques (or we may 

also say data-led categories), there exists one-to-many relationships between concepts and 

categories, as shown in Figure 3.2. The evolution model in this thesis is designed specifically 

to support data-led categories, and to capture and highlight the computational processes that 

explain their construction and evolution. 
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Fig. 3.2 The conceptual model displays the relationships of a taxonomy, concept and category. It further details the various facets of a concept and 

category, how they relate to each other, and also the aspects related to the development of a category’s computational intension and extension. The 
labels ‘d1’ and ‘d2’ represent the dependencies of extension on computational intension, and computational intension on exploration path 
respectively.
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Here we would like to clarify the difference between the cognitive intension12 of a concept 

and the computational intension of a related category. The computational intension of a 

category is a mathematical model or a function resulting from a learning activity (that uses a 

classification method and training samples), which is constructed to support a classification 

activity. It does not necessarily represent the meaning of a concept. Comparing the 

computational intensions of two variants of a category only provides a statistical measure of 

the overlap of their computational models, and does not give any insight into whether their 

meanings overlap. Two categories may refer to the same concept while having quite different 

computational intensions. Several problems with syntactic measure are discussed in [187], 

and why semantic similarity may exist even in the presence of structural differences is further 

discussed in [49].  On the other hand, the cognitive intension of a concept refers to the 

meaning of the concept and is mainly described to support one or more conceptual 

functions: identity determination, categorization and concept learning [188]. Several theories 

have been proposed in cognitive science to represent the cognitive intension of a concept 

(e.g., classical and prototype), as discussed in Chapter 2; however, none of them are entirely 

satisfactory to support all the conceptual functions. Often, in data-led categories, the 

cognitive intension of a concept is not explicitly defined at the outset. This makes it 

extremely difficult to examine if the cognitive intension or meaning of a concept has drifted, 

or if its identity has changed. In such cases, where the cognitive intension is not defined 

explicitly, we adopt the notion of agreement described by Turney [187],  to compute change 

in the cognitive intension of a concept or to compare cognitive intensions of similar 

concepts described in different ontologies or taxonomies. The notion of agreement is a 

measure of overlap in cognitive intension and is described as the probability of producing the 

same predictions by two categories (representing the concepts to be compared) over a 

normal distribution over the attribute space. 

 

Let us have a closer look at the conceptual model in Figure 3.2 to understand various 

connections and dependencies. We first describe some of the terms used in the conceptual 

model. The term occurrence denotes an individual entity (for example, a pixel on a map) that 

may be assigned to a category, whereas an instance refers to an occurrence that has been 

placed into a category via a classification/categorization process – in other words it becomes an 

                                                
12  To avoid any confusion between the terms ‘intension’ and ‘computational intension’ and what (concept or 
category) they refer to, we rename ‘intension’ to ‘cognitive intension’. This makes it amply clear that ‘cognitive 
intension’ belongs to a concept, and ‘computational intension’ belongs to a category.  
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instance of some category. Every occurrence has a spatial and temporal footprint, which may 

provide further understanding about a category’s computational intension and extension. An 

exemplar (training sample) is an occurrence, which is classified to a category by a domain 

expert, and then utilized in the learning process to construct the computational intension of 

the category. A classifier is used both in the learning and classification process, and so is 

linked to computational intension and to every instance classified into a category. Although 

we conceptually separate the computational intension and extension of a category, they are 

inherently related to each other [189]. In a classification process, we use computational 

intensions to assign an occurrence to a category. Since it is not possible to show this 

dependency in a UML diagram, we connect computational intension and extension with a 

weak dependency link (d1).  On the other hand, the computational intension of a category is 

learnt from a set of exemplars, which overlaps with the extension of the category. Often, the 

accuracy of a computational intension is measured by how accurately it classifies the 

exemplars into the pre-assigned category. The computational intension of a category is 

further dependent on the exploration path. Different researchers may try different 

exploration paths and may come up with different computational intensions. However, this 

dependency cannot be pre-determined, and so we connect exploration path and 

computational intension with a weak dependency link (d2).  

 

The conceptual models discussed in Sections 3.2.1 and 3.2.2 together form a richer model 

that supports a deeper understanding of evolution. In the following sections, we formalize 

the model using algebraic notations, and introduce a change language describing the relational 

and change operations that can be applied to concepts and categories and their different facets. 

In the next chapter, we discuss the implementation of this formal evolution model in an 

eScience tool. The illustration in this thesis is linear as if the evolution model is built initially, 

followed by its implementation in an eScience tool; however, in practice, as with any other 

scientific enquiry, the process of constructing this model went through an iterative cycle in 

conjunction with its implementation and testing via the use-cases. Both the model and its 

implementation evolved iteratively with new ideas and the evolution of our own 

understanding – the model was revised as we gained new insight from its implementation 

and the use-cases, and the changes applied to the model, in turn, requires the implementation 

to be updated. While formalizing various concepts of the evolution model in the next 

section, we also discuss the insights we gained through the implementation and use-cases and 

how those insights led to various changes in the evolution model.  
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3.3 Formalization of Evolution Model 
 

We now formalize the evolution model discussed above. in the following subsections. 

 

3.3.1 Taxonomy, Concept and Category 
 

Definition 5: A taxonomy or legend is a finite set of concepts arranged together with a set 

of hierarchical relationships. A taxonomy is defined as a 3-tuple 

 ! ≔	< ℂ, ',ℋ >, where  

• ℂ = {,-, ,., … , ,0} is a finite set of concepts 

• ' = {2-, 2., … , 23} is a set of categories corresponding to the set of concepts, where 

4 ≥ 6. A concept has at least one or more active categories representing it in a 

computational system. 

• ℋ = 	ℂ	×	ℂ is a set of hierarchical relationships among the concepts of the taxonomy. If 

(,-, ,.) 	 ∈ ℋ, then ,- is a parent of ,., or ,. is a child of ,-. 

 

Definition 6: As discussed earlier, a concept is a mental representation of a class of things 

and it is almost impossible to represent a concept of a human mind externally in a 

computational system. In this work, we represent it just as a label, and connect it to its 

category, i.e. the class of things the concept refers to, and denote this instantiation as 

2;<=>?@AB6C< = ,, 2 , where , ∈ ℂ	and 2 ∈ '. 

 

Concepts are the result of an experiential process and they drift and evolve with new 

experiences and different contexts. However, such incremental changes do not necessarily 

mean that a concept’s identity has changed and has become a new concept. In this work, the 

model captures the drift in a concept’s meaning through comparing its cognitive intensions 

over time using the notion of agreement, and presents it to the user to make a decision if the 

change means a change in the concept’s identity and requires creating a new concept or if it 

is a minor drift in its meaning. We do not represent concept drift by creating new versions of 

the concept; rather it is implicitly represented via change in its underlying categories. 

 

Definition 7: A category 2 is defined as a 5-tuple 2 ∶=	< B6<E, FG<, H, I, J >, where: 

• B6<E is the computational intension of the category 2 

• FG< is the extension of the category 2 
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• H is a set of relationships (both hierarchical and horizontal) of the category 2 with other 

categories within the taxonomy. The hierarchical relationships are the same as those of 

its related concept. The horizontal relationships refer to the relationships of a version of 

a category with its other versions and also with similar categories from different 

taxonomies referring to the same concept. 

• I represents the temporal footprint of the category and is a union of the temporal 

footprints of the computational intension and the extension of the category. 

  I = IK0LM 	∪ 	IOPL  

• J represents the spatial footprint of the category and is a union of the spatial footprints 

of the computational intension and the extension of the category.  

  J = JK0LM 	∪ 	JOPL  

 

The computational intension, extension and relationships are the three key facets of a 

category. The temporal and spatial footprints are derived attributes, which can be used to 

provide deeper insight into the meaning of a category by allowing reference to other spatially 

and temporally referenced things. For example, in the geoscience domain, the land cover 

categories modelled from remote sensing data are highly dependent on temporal and spatial 

features due to the temporal and spatial variations in the spectral characteristics of natural 

resources or land cover types [190]. So, we include the temporal and spatial attributes in a 

category’s definition for our example, but a user may choose to exclude them depending on 

their task and domain requirements. For clarification, the time period for a temporal 

footprint is different from the versioning time period, representing the two dimensions of 

time often used in temporal databases – transaction time period and valid time period [191]. The 

time period for versioning is the time during which a category is operational in the database – 

referring to the transaction time period. However, the temporal footprint refers to the valid 

time period (time reflecting reality) during which a land cover image (representing 

occurrences) is captured or training samples are collected for learning computational 

intensions of categories. 

 

While implementing the evolution model and exploring various use cases, we came across 

several insights leading to the current conceptualization of taxonomy, concept and category. 

Initially, we considered the cognitive intension of a concept and the computational intension 

of the related category as equivalent. However, the use cases highlighted several issues with 

this conceptualization. Firstly, the computational intension of a category may change 
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dramatically without any effect on the meaning of the concept. Another issue was recognized 

with the identity of a concept. If computational intension represents the meaning of a 

concept, then the multiple variants of a category referring to the same concept and with 

different computational intensions lead to a contradiction. These issues guided us to separate 

the notions of cognitive intension and computational intension, and to capture the change in 

cognitive intension through the concept of agreement.  

 

3.3.2 Category Versioning 
 

Change is the key aspect of this model, and so versioning is used to track and record the 

various states a category goes through during its evolution. Much past research supports 

version management [53], [186] and temporal reasoning and logical analysis of ontology 

evolution [156], [192]. However, these existing works do not capture the multiple 

perspectives towards a concept or differences/similarities between the understandings of 

multiple researchers or communities. In this work, we support both the evolution of 

categories and the various perspectives of researchers, represented by the subscripts 2Q,E , 

which stands for evolutionary and competing versions. Often, with time, we come across new 

observations, methods, discoveries and changes in our own understanding, which may result 

in changes to a category – such a version that reflects evolution over time with respect to the 

previous version of the category is considered as an evolutionary version. On the other hand, 

during the same time period, different researchers may come up with conflicting changes to 

the same category due to their different viewpoints [12], or different categories referring to 

the same concept may exist in different taxonomies because of varying tasks requirements or 

due to spatial effects [190]. Such variants of a category are considered as competing versions.  

 

In databases, there exists a notion of ‘viewpoint’ [193], which refers to multiple descriptions 

of an object (also known as multidimensional modelling). Each description is a partial 

representation (or a facet) of the object according to a given point of view. However, in this 

work, competing versions of a category do not represent partial descriptions of the same 

category; rather, they refer to different computational models referring to the same concept, 

which may result in different computational intensions and/or extensions of those 

categories. The different models result from variations in the computational modelling 

process – data exploration, learning process and classification process – which in turn result 

from various external factors, such as differences in researchers’ background knowledge and 

conceptual understanding, and social or scientific requirements. 
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(a) 
 

 
 

(b) 
 
Fig. 3.3 The evolutionary and competing versions of categories represent change in 

understanding of a community over time, and different viewpoints of 
researchers/communities at the same time respectively. Figure 3.3 (a) shows various 
versions of a category referring to the same concept in taxonomy 1 and 2 and their 
evolution over time. Figure 3.3 (b) shows how the corresponding versions can be stored 
in a database. See text for more details. 

 

Figure 3.3 (a) shows an example displaying the multiple variants of a category, competing 

and evolutionary, which refer to the same concept from two taxonomies – 1 and 2. Figure 

3.3 (b) shows how these various versions can be stored in a database concurrently.  To 

identify all the different variants of a category, whether from the same or different 

taxonomies, we can refer to all the rows in the Category table referring to the same concept 

id, as Figure 3.3 (b) shows all category versions related to concept id 1. In this work, different 

taxonomies can share the same concepts and may have different categories attached to them. 
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The subscripts attached with each category version in Figure 3.3 (a) refer to the category id, 

evolutionary version id and competing version id, corresponding to what is shown in Figure 

3.3 (b).  

 

The versions shown in both figures are colour coded. The category versions with green and 

pink colours belong to taxonomy-1 and the blue category versions belong to taxonomy-2. 

Figure 3.3 (a) shows a category 2-,-,- modelled at time t1 in taxonomy-1. Later, a category 

2.-,-,. is modelled in taxonomy-2 referring to the same concept, making it a competing 

version to the category 2-,-,-. At time t2, a new observation was collected, which resulted in 

revisiting the category modelling process and led to a new version 2-,.,- of the category in 

taxonomy-1, thus superseding the version 2-,-,-. The new version 2-,.,- acts as an 

evolutionary version to the previous version 2-,-,-. However, another researcher used the 

same new observations, but came up with some conflicting changes leading to another 

version 2-,.,. of the category. Unless it is decided which version of 2-,.,. and 2-,.,- is 

accepted by the community, both the versions stay active and act as competing versions. At 

the same time, both the versions are evolutionary with respect to 2-,-,-. Later let us suppose 

that version 2-,.,- was accepted and the other competing version 2-,.,. was rejected. At time 

t3, with some change in scientific requirements, a new classifier was used, which led to a new 

version 2-,R,- of the category in taxonomy-1. On the other side, in taxonomy-2, the category 

finally evolved to 2.-,R,. at time t3, which coincided with the latest version of the category in 

taxonomy-1. The two final versions of the category in taxonomy-1 and 2 coincide in terms of 

their computational intensions, and are stored as competing versions in the database. 

Capturing and understanding this knowledge about the evolution of categories support a 

deeper understanding of how categories change over time, and various perspectives towards 

the same concept that may co-exist. 

 

In the following, we formalize the two different versions of a category. 

 

Definition 8: A category version S is an instantiation of a concept ,, denoted by 

2;<=>?@AB6C< ,, S .	The instantiation adds an operational timeline < <U, <Q > to the category 

version, where <U, <Q ∈ I are the start and end times of the version. The most recent version 

has <Q undefined, which implies that the version is valid for indefinite time period until a new 

version is added and the end time of the previous version is updated. The start and end time 

denote a closed interval [<U, <Q].  
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Definition 9: Evolutionary versions 

Given the two category versions S- and S. with timeline [<U	- , <Q-] and [<U	. , <Q.]. 

S. is an evolutionary version w.r.t S-, iff 

(∃ ,, '	|	2;<=>?@AB6C< ,, S- 	∧ 2;<=>?@AB6C<	 ,, S. ∧ S-, S. ∈ ') 	∧ 	 (<Q- 	≤ 	 <U.)	  

 
13The evolutionary versions belong to the same set of categories ('), i.e. the same taxonomy, and refer to the 

same concept (,). The start time of S. must be greater than the end time of S-, suggesting that S- is no 

longer active, and S. came into being after S- is expired. 

 

Definition 10: Competing versions 

Given the two category versions S-	and S. with timeline [<U	- , <Q-] and [<U	. , <Q.]. 

S-	and S. are competing versions, iff 

∃,	 	2;<=>?@AB6C< ,, S- 	∧ 2;<=>?@AB6s<	 ,, S. ) 	∧ 

((<U	- 	< 	 <U. 	< 	 <Q-) ∨ 	 <U	. 	< 	 <U- 	< 	 <Q. 	∨ 	 ( <Q- = ^_`` ∧ <U	- 	< 	 <U. ) 	∨	 

((<Q. = ^_``) 	∧ <U	. 	< 	 <U- )) 

 

The competing versions refer to the same concept, but not necessarily the same taxonomy, and the operational 

timeline of those versions (S-	and S.) overlap, which suggests both the versions were active during the same 

time period.  

 

Note that, in practice, both the evolutionary and competing versions are differentiated based 

on their workflows. Definitions 9 and 10 use temporal properties to identify them in a 

computational system, but do not suggest that these versions are differentiated based on 

their temporal properties. Understanding the similarities or differences in a set of 

evolutionary (or competing) versions would require an analysis of the exploration paths that 

created them, and the comparisons of their different facets – computational intension, 

extension and relationships. 

 

3.3.3 Computational Intension, Extension & Attributes 
 

Often, when a category is modelled using machine learning techniques, we do not define the 

cognitive intension of its concept; rather a mathematical model or a generic classification 

                                                
13 Every algebraic formula in this chapter is followed by some text (in italics) to help a reader follow what is 

being proposed. 
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function, i.e. computational intensions of categories, is constructed through the learning 

process, which supports the key goal of categorization. The computational intension in this 

case can be expressed as a set of attributes with their values, where the attributes are the 

parameters of a computational model. For example, land cover categories are often modelled 

using the maximum likelihood classifier [194], where the computational intension of a 

category is defined as a normal distribution model, and the attributes in this case are the 

parameters of the model, i.e. a mean vector and a covariance matrix for each category. The 

computational intension of a category defined as a mathematical model does not just 

represent the summation of all the attributes of a category, but also incorporates the 

distribution of their values. Such a model does not describe the attributes of a category 

explicitly; however, it acts as a summation of them along with the spread of their values in a 

multidimensional space. In this work, all categories in a taxonomy share the same attribute 

dimensions, and it is the values of the attributes that distinguish one category from another. 

However, the attributes of machine learning models often exist in a complex mathematical 

form, such as vectors and matrices in a probability distribution model and nested rules in a 

decision tree, which are difficult to interpret for a human or even compare and analyse 

computationally to infer some concrete logical deductions. We discuss more about 

comparing computational intensions in the next section. The extension of a category, on the 

other hand, is the set of all the entities or occurrences that belong to the category based on 

some rules or adherence to its attributes (computational intension). 

 

As mentioned earlier, the evolution model is based on the ideas we discussed in Chapter 2, 

and so it focuses on surfacing up more of the science processes in computational 

representations, thus shifting towards process-oriented computing. In agreement to 

Whitehead’s view, we believe that the computational intension and extension of a category 

owe their existence to the processes behind their construction and change. Although we 

understand that the learning process does not really explain what the computational 

intension means; it may nevertheless convey better understanding of how and why the 

computational intension was created the way it is. It may further help us to understand the 

differences among computational intensions modelled by different researchers with the same 

set of input data and methods. In the following, we define computational intension and 

extension of a category and incorporate the process of their development within their 

definitions. We take this approach because it aligns with our philosophical stance and 

supports richer representation of categories. 
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Definition 11: The computational intension (B6<E) of a category 2 is defined as a 4-tuple  

B6<E(2) ∶=	< a, IK0LM, JK0LM, ℒc >, where: 

• a is the set of attributes of the computational intension of the category 2. 

• IK0LM represents the temporal footprint of the computational intension of the category 2. 

The temporal footprint is the union of all timestamps on the training samples used in 

the learning process. 

• JK0LM represents the spatial footprint of the computational intension of the category 2. 

The spatial footprint is the union of all spatial stamps (or the set of polygons on a map) 

on the training samples used in the learning process. 

• ℒc represents the learning activity of the category’s computational intension. 

 

Definition 12: The extension of a category 2 is defined as a 4-tuple  

FG<(2) ∶=	< d, IOPL, JOPL, ec >, where: 

• d = {?-, ?., … , ?0} is a set of occurrences or instances that belong to the category 2.  

• IOPL represents the temporal footprint of the extension of the category 2. 

• JOPL represents the spatial footprint of the extension of the category 2. 

• ec represents the classification activity resulting in the category’s extension. 

 

Definition 13: The attributes a of the computational intension of a category 2 is defined as 

a set of tuples < ;, f > 

• ; is the name of the attribute. In the case of a probability distribution model, the 

attributes are mean vector g and covariance matrix h. 

• f is the value of the attribute ;. In the case of a probability distribution model, a mean 

vector takes a set of values {i-, i., … , i0}, which defines a vector in n-dimensional 

space, and a covariance matrix takes a 6	j	6 matrix, which defines the variability or 

spread of data in n-dimensional space. 

 

Definition 14: The learning activity is defined as a tuple ℒc ∶=	< k', eℒ >, where 

• k' = 	 ?-, ?., … , ?0   is a set of training samples or a set of occurrences assigned to 

various concepts by a domain expert. 

• eℒ is an instance of a classifier used in the learning activity. The instance of a classifier 

does not just signify its name, but also the values of its parameters used in the learning 
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activity. For example, in the case of a support vector machine instance, it contains the values 

of its parameters ‘c’ and ‘gamma’. 

 

Definition 15: The classification activity is defined as a tuple ec ∶=	< eℳ,km > 

• eℳ is a computational model generated from a learning activity, which incorporates the 

computational intensions of all the categories to be modelled. The model may vary 

depending on the method used during the learning process. 

• km = 	 ?-, ?., … , ?0  are test data, or a set of occurrences, to be classified among various 

concepts. In the case of a land cover classification, test data is a remote sensing image, 

or a set of pixels, to be classified among various land cover classes. 

 

The conceptualizations of various concepts in this subsection went through two major 

changes as we implemented the model and explored it through the use cases. The first 

change was with the definition of attributes of computational intension. Initially, we defined 

the attribute values to be a set or range of real numbers. However, exploring various 

classifiers gave an insight into the complexity of the attribute values, which led us to take a 

more generalized approach towards the definition of attribute values, which may take any 

mathematical form (e.g., vector, matrix or function). The second major change was the 

inclusion of learning activity and classification activity in the definitions of computational 

intension and extension. To understand what the computational intension or extension is, 

and the changes in these facets, we do not need the details of the activities of their creation 

and change. However, through exploring various use cases, we found that to answer the 

‘how’ and ‘why’ aspects of changes, we need to understand and analyse these activities. This 

reconfirmed our philosophical view that the deeper understanding of a scientific enquiry lies 

behind its process of exploration, thus leading us to revise these definitions. 

 

3.4 Change Language 
 

In the following, we discuss a change language for the model discussed above. The language 

features typology, symbols and operations related to various relationships that concepts and 

categories may possess and the different kinds of changes a category may undergo. The 

language provides a means to enable algebraic manipulations of concepts and categories and 

their facets – cognitive intension, computational intension and extension. 
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3.4.1 Measuring Concepts and Categories 
 

In this work, we measure the computational intension and extension of a category and 

provide a quantitative view of changes in different facets of a category. As mentioned earlier, 

in the case of computationally modelled categories, the computational intensions of 

categories are represented as a mathematical model. In many cases, decision surfaces (or 

decision boundaries) within a classification model that partition the underlying vector space 

and separate one category from another, are linear surfaces or hyperplanes, for example, in 

the case of decision trees or minimum distance classification [194].  In such cases, it is 

possible to determine the exact relationship between the computational intensions of two 

categories and thus the change or difference between them. However, the decision surfaces 

implemented by a maximum likelihood classification are quadratic, which make it very 

difficult to find the relationship between two multivariate Gaussian distributions or the 

computational intensions of two categories. So, in the case of a multivariate Gaussian 

distribution, we use the separability measure [195], which describes quantitatively how well 

the density functions are separated. However, they do not tell us the exact relationship 

between two Gaussian distributions. What they convey is an estimate of the classification 

error if the two distributions, representing two categories, are used in some classification, 

which is often used for feature selection [196]. In addition, we also measure the semantic 

overlap of cognitive intensions of two concepts using the notion of agreement (as discussed 

earlier).  

 

In the following, we discuss various statistical features that we measure for a category and its 

various facets: 

 

1. Normal/Gaussian distribution model: The Normal/Gaussian distribution model of 

a category represents the computational intension of the category. A learning activity 

using the maximum likelihood classifier results in a normal distribution function for 

each category, which represents the spread of the values of the attributes of a category. 

A normal distribution model is parameterized by mean (g) and covariance matrix (Σ), 

and the probability density function of the model is represented by: 
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2. Bhattacharyya distance: The Bhattacharyya distance [197] measures the similarity of 

two probability distributions, and can be seen as a measure of separability between the 

computational intensions of two categories. For two normally distributed categories, the 

Bhattacharyya distance is defined as: 
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where gÅ and ΣÅ are the mean vector and covariance matrix of class i, respectively. 

 

3. Jeffries-Matusita (JM) distance: The JM distance [190] is another separability measure 

derived from the Bhattacharyya distance. The drawback of the Bhattacharyya distance is 

that it does not provide any indication of threshold values for separability between 

categories. However, the JM distance has lower and upper bounds and gives an 

exponentially decreasing value with increasing similarity between categories. Due to this 

limitation of Bhattacharya distance, this work employs JM distance to measure the 

separability between the computational intensions of two categories. 

 

ÇÉ = 2(1 − ={Ü)                                                                                                       (3) 

where b is Bhattacharyya distance. 

 

The JM distance has an upper boundary of 1.41 and a lower boundary of 0. A value of 

2 for JM distance means the maximum separability of categories and the classification 

will be performed with 100% accuracy, and a value of zero implies that categories are 

totally inseparable [198]. The JM distance between two categories 2- and 2.	modelled as 

Gaussian distributions is represented by ÇÉ(2-, 2.). 

 

4. Jaccard Index: Jaccard index, also known as Jaccard similarity index, measures the 

similarity between two finite sample sets. We can use this to compare the occurrences 

used for building the computational intension (training samples or exemplars) and 

extension of the two categories. The Jaccard index is defined as: 

 

J A, B = |ä∩å|
|ä∪å|

                                                                                                               (4) 

where A and B are finite sample sets. 
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Cosine Similarity: The Cosine similarity function [199] can be used to measure similarity 

between two objects whose attributes/features can be represented as components of an 

M-dimensional vector, and the similarity is the cosine of the angle between the vectors. 

We adopt the modified version of the cosine similarity function from [16]. Assuming all 

attributes have the same relevance in describing the category, the similarity function can 

be expressed as: 

 

       2?Cç6=_Jç4çÄ;@ç<A(2c, 2Ü) = 	
|èêë∩èíë|
èêë |èíë|

0
Åì-                                                                    (5) 

where    B6<î 2c =< ac >, 		B6<î 2Ü =< aÜ >,			< ;Å, VcÅ >∈ ac,	 

              < ;Å, fÜÅ >∈ aÜ,				1 ≤ ç ≤ 6  

 

In the above case of measuring similarity, we ignored the other attributes (IK0LM, JK0LM, ℒc) 

in the definition of computational intension, as the aim here is to just quantify the 

similarity between the computational intension of two categories, which only requires 

the values of the attribute set ′a′. 

 

6. Error/Confusion matrix: An error matrix is a square array of numbers that 

summarizes the performance of an algorithm, where the columns refer to the number of 

occurrences (pixels) assigned to a set of categories through reference data or ground 

truth, and the rows represent the number of occurrences assigned through the 

classification method [200]. In a land cover classification, it is an effective way to 

represent the map accuracy, where individual accuracies of categories are easily 

represented along with both the error of inclusion and the error of exclusion present in 

the classification. 

 

7. Change matrix: A change matrix summarizes changes in the extensions of all the 

categories from one classification to another. Often, a change matrix is created to assess 

the change in land cover over a specific time period. 

 

8. Error of inclusion (commission error): The error is defined as inclusion of an area 

into a category when it does not belong to that category.  

 

9. Error of exclusion (omission error): The error is defined as exclusion of an area from 

a category in which it truly does belong.  
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10. Overall accuracy: The overall accuracy represents the accuracy of the classification of 

all the occurrences in various categories. It can be calculated from the error matrix as the 

sum of the major diagonal (i.e. the correctly classified occurrences) divided by the total 

number of occurrences in the entire error matrix.  

 

11. User’s accuracy: It is the number of occurrences correctly classified for a category 

divided by the total number of occurrences belonging to the category in the classified 

data. This implies for a user of the map that only n% of the time (if n is user’s accuracy 

for a category A) when the map says an area is A, it will actually be A on the ground.   

 

User’s accuracy = 1 - error of inclusion. 

 

12. Producer’s accuracy: It is the number of occurrences correctly classified for a category 

divided by the total number of occurrences belonging to the category in the reference 

data. Given n% is the producer’s accuracy of a category A in a map, then the producer 

of the map can claim that n% of the time an area that was A on the ground was 

identified as such on the map.  

 

Producer’s accuracy = 1 - error of exclusion. 

 

13. Kappa statistic: This is another measure of accuracy or agreement based on the 

difference between the actual agreement in the error matrix (i.e. the agreement between 

the remotely sensed classification and the reference data as indicated by the major 

diagonal) and the chance agreement, which is indicated by the row and column totals. 

 

14. Agreement: The agreement of two concepts is a measure of overlap in their cognitive 

intensions. Let ó- and 	ó. be the computational intensions of two categories referring to 

the same concept. Let òä be a probability distribution over attribute vectors and let ; be 

a random variable in a with distribution òä. The agreement of ó-	and 	ó. is defined to be 

ôöõ(ó- ; = ó.(;)), the probability that ó- and 	ó.	assign the random variable ; to the 

same concept. Details of the algorithm can be found in [187]. The value of agreement 

lies in the range [0,1]. If the value is 0, the two cognitive intensions compared are 

completely different. If the value is 1, the two cognitive intensions are equal and the 
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same. If the value is between 0 and 1, the two cognitive intensions overlap each other. 

We denote agreement between two concepts ,- and ,. as úùûüü(†°,	†¢). 

 
3.4.2 Comparing Concepts and Categories 
 

Since representing and understanding change is the key focus of this work, the model 

employs various statistical measures discussed in the previous section to quantify changes in 

various facets of concepts and categories, and to find the relationships between the extent of 

change in different facets and the identities of concepts and categories. We introduce an 

optional feature added to a concept’s cognitive intension and to the computational intension 

and extension of a category – a threshold range of change (£K0L, 	£K0LM, 	£OPL). The threshold 

range of change in the computation intension (£B6<, 4ç6 , 	£B6<,(4;G)) and extension 

(	£FG< 4ç6 , 	£FG<(4;G)) of a category enables a data-led analysis of changes to determine 

whether a change results in an evolutionary or competing version of a category. For example, 

if a change in computational intension and extension of a category is below the threshold 

range, the model will consider it to be negligible, and will take no action. However, if the 

change is within the threshold range, the model may suggest creating an evolutionary or 

competing version of the category. The values of the threshold range of computational 

intension may vary depending on which classifier is used, and the measure of calculating 

change. For example, in the case of a normal distribution model, the values of threshold 

range will change depending on whether we are using Bhattacharya distance or JM distance 

to measure the separability between two categories.  

 

The threshold range of change in a concept’s cognitive intension (£B6< 4ç6 , £B6<(4;G)) 

determines whether a change is just a drift in the meaning of a concept leading to an 

evolutionary version of the related category, or whether it is big enough to change the 

identity of the concept, and trigger a new concept to be created. Before we proceed, we 

mention one caveat. Even a small change in cognitive intension may sometimes introduce a 

drastic change in our conceptual understanding of a concept; and in other cases, even huge 

changes in the cognitive intension and extension of a concept do not change our 

understanding of the concept. Thus, the threshold range of change may not often align with 

the way we (humans) conceptualize changes in cognitive intension and extension and any 

corresponding change in the concept’s identity. However, since we want to understand 

changes in different facets of data-led categories and their effects on their identities 

statistically, we introduce threshold ranges that can be used to trigger actions when large 
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changes are encountered. In the implementation of this model, this feature is optional, as 

users may want to decide for themselves what changes should be made based on their 

conceptualizations, which may or may not align with statistical insight. We realize that it is 

difficult for a user to assign values to these threshold ranges a priori. So, a user may 

dynamically assign the values and explore how the different values affect various concepts 

and categories and their relationships.  

 

Table 3.1 Different scenarios of changes in computational intension, extension and cognitive 
intension, and their effects on the concerned category and concept. 

 
N/A – Not applicable 
 

Change in 
computational 

intension 

Change in 
extension 

Change in 
cognitive 
intension 

Change in 
Concept Change in Category 

N/A 
(Non-comparable) < 	£OPL(4ç6) < £K0L(4ç6) No change 

New competing version  
(Structural change in 

computational intension) 

< 	£K0LM(4ç6) <	£OPL(4ç6) < £K0L(4ç6) No change No change 

	£K0LM 4ç6 <  
Change 

< 	£K0LM(4;G) 

	£OPL 4ç6 < 
Change 

<	£OPL(4;G) 
< £K0L(4ç6) No change New competing version 

> 	£K0LM(4;G) Any change < £K0L(4ç6) No change New evolutionary version 

Any change >	£OPL(4;G) < £K0L(4ç6) No change New evolutionary version 

Any change Any change 
£K0L 4ç6 < 

Change 
< 	£K0L(4;G) 

Concept drift New evolutionary version 
(Semantic change) 

Any change Any change > £K0L(4;G) 
New concept 

(Identity 
change) 

New category 
(Connected to the new 

concept) 
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Table 3.2 Statistical measures to compare various aspects of evolutionary or competing versions of 
a category. 

 
Intensional comparison Extensional comparison 

What to 
measure 

Overlap in 
intension 

Overlap in 
training samples 

Overlap in 
computational 

intension 

User’s 
accuracy 

Producer’s 
accuracy Overlap 

How to 
measure Agreement Jaccard Index JM distance/ 

Cosine similarity 
6ÅÅ
6Å~

 
6§§
6~§

 Jaccard 
Index 

 
Note: 6ÅÅ refers to the diagonal cell with ith row and ith column; 6Å~ refers to the sum of all the cells in the ith row. The 

equation provides the user accuracy for the category in the ith row. 

 

Table 3.3 Statistical measures to compare categories referring to different concepts from the same 
taxonomy. 

 Intensional comparison Extensional comparison 

What to 
measure Overlap in computational intension Confusion of A with B Confusion of B with A 

How to 
measure 

JM distance/ 
Cosine similarity 6äå 6åä 

 
Note: 6äå refers to the cell in the error matrix where the row refers to category A and the column refers to category B. 

 

The statistical measures discussed in the previous section are used to measure various aspects 

of a category. These measurements are then used to compare the similarities and differences 

among categories, whether from the same or different taxonomies. Tables 3.2 and 3.3 

provide a list of features that this model supports to measure the similarities in 

computational intensions and extensions of two categories and the overlap in cognitive 

intensions of related concepts. To compare computational intensions when represented 

through normal distributions, this work uses the separability measure – JM distance – that 

indicates the drift in computational intension. In other cases, for example, in the case of 

decision trees where we can compare the attribute values of two categories, the Cosine 

Similarity measure is used to evaluate the similarities between the computational intensions 

of two categories. We further use the notion of agreement to compare the cognitive 

intensions of a concept over time or of two similar concepts from different taxonomies. By 
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comparing cognitive intensions, computational intensions and extensions of concepts and 

categories, we may also determine what kinds of changes may happen to a specific concept 

and category, as shown in Table 3.1. The changes include both structural and semantic 

changes to categories depending on whether the cognitive intension of the related concept 

changes, as discussed in the previous paragraphs. Once these details are calculated, a user 

may decide if the results from the statistical measures align with his/her conceptual 

understanding and if the conceptualized changes can be applied. 

 

Through the exploration of various use cases, we came across two major changes regarding 

the analyses of changes in various facets of a concept and its related category. Initially, the 

model only incorporated the relationship of the extent of change in the cognitive intension 

of a concept and its identity. In addition, we used the concept of threshold limit instead of 

threshold range of change. This led to several issues when we worked the various use cases. 

We found that it is impossible to identify a consistent threshold of change, for example 50%, 

which reliably suggests a change in a concept’s identity. The concept of threshold range of 

change was found to be more useful in determining this relationship. However, the values 

used in this range may still vary from one domain to another, or one task to another, and 

even from one person to another. Through the use cases, we also discovered that this notion 

of threshold range of change could also be useful if applied to the computational intension 

and extension of a category. Using the threshold in different facets of a category allowed us 

to link different kinds of category versions, evolutionary and competing, with changes in 

different facets of a category, as shown in Table 3.1. Several new change operations 

(efficiency drift and structural drift) also came into the picture as a result of this feature, and 

we present these in Section 3.4.4.  

 

3.4.3 Relational Operations 
 

The language features symbols and semantics for various relationships between categories. In 

a taxonomic system, concepts are normally mapped by parent/child relationships, which are 

referred to as hierarchical or vertical relationships. On the other hand, to study evolution in 

categories, i.e. evolutionary and competing versions, we need non-hierarchical or horizontal 

relationships that explain semantically the similarities between two versions of a category. 

Some research has been done in various domains to understand such non-hierarchical 

relationships, such as geometrical relationships among spatial objects [201], [202], temporal 

relationships [203], relationships among biological concepts published in different 
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taxonomies [204], [205], relationships between different versions of a concept in an ontology 

[206], [207], and relationships among various ontology versions and their data sources in 

terms of their compatibility [149]. In this work, we borrow the notion of horizontal 

relationships from these previous works and use the following five topological relationships 

between evolving categories, by comparing their computational intensions and extensions, 

these are: same as, includes, is included in, overlaps with and excludes (as shown in 

Figure 3.4). We may also use the horizontal relationships to compare two categories referring 

to different concepts in the same taxonomy and check if the categories are confused and 

then relate it to the corresponding classification errors.  

 

In the following, we formalize both hierarchical and horizontal relationships. Note that, in 

the case of categories modelled as multivariate normal distribution models, we cannot exactly 

determine the following relationships between the computational intensions of two 

categories: parent-child, includes, is included in. As discussed earlier, we cannot directly compare 

the attributes of a normal distribution model; rather JM distance is employed to measure the 

separability between the two models. In the case of these relationships, the JM distance value 

is less than one showing a high degree of confusion, but does not clearly indicate the exact 

relationship the two normal distributions may have. For the relationships, same as and excludes, 

the values of JM distance are 0 and 1.41, and for overlap, it may take any value between 0 and 

1.41. This statistical measure only gives an indication of how separable two normal 

distribution models are, and what we can expect in terms of their classification error.  

 

 
 

Fig. 3.4 Five basic kinds of horizontal relationships between two categories C1 and C2 are shown 
as Venn diagrams. 
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The relationships between computational intensions formalized in the Definitions 16-21 only 

apply to the cases where the attributes of a computational intension are directly comparable. 

However, the relationships of extension are valid for any computational model of categories. 

Note that the optional attributes and the activities are excluded from the definitions of 

computational intension and extension while formalizing the various relationships below. 

Since we are modelling data-led categories, every category within a taxonomy has the same 

set of attributes as the computational intension of all the categories are modelled using the 

same classifier. For categories that belong to different taxonomies, their computational 

intensions are only comparable if they are modelled using the same classification method, 

and thus have the same set of attributes. 

 

Definition 16: The child of and parent of relationships between two concepts ,- and ,., 

denoted by ,- ≼ 	 ,. and ,- ≽ 	 ,. respectively, are a pair of hierarchical relationships.  

 

Child of:  ,- ≼ 	 ,. iff 

∃(2;<=>?@AB6C< ,-, 2- , 2;<=>?@AB6C< ,., 2. , B6<E 2- =	< a- >, B6<E 2. =	< a. >, 

FG< 2- =< d- >, FG< 2. =< d. >),	 

(∃< ;, f- >	∈ a-, ∃	< ;, f. >	∈ a.|	f- ⊂ f.) ∧ 

(∀< ;©, f-© >∈ a-, ∀< ;©, f.© >∈ a., f-© ⊆ f.©) 	∧ 

(∀? ∈ d-|	? ∈ d.) ∧ (∃? ∈ d.|	? ∉ d-) 

 

In the above formalization, we propose that for ,- to be a child of ,., the computational intension and 

extension of ,. must contain the computational intension and extension of ,-. The extension of ,. must 

include all the occurrences in the extension of ,-, and further include at least an occurrence that does not 

belong to ,-. This implies that the extension of ,- must be a proper subset of the extension of ,.. Similarly, 

the computational intension of ,- must be a proper subset of the computational intension of ,., which implies 

that at least the values of one of the attributes of ,- must be a proper subset of the values of the same attribute 

of ,.. 

 

Parent of: ,- ≽ 	 ,. if 

∃(2;<=>?@AB6C< ,-, 2- , 2;<=>?@AB6C< ,., 2. , B6<E 2- =	< a- >, B6<E 2. =	< a. >, 

FG< 2- =< d- >, FG< 2. =< d. >), 

(∃< ;, f- >	∈ a-, ∃	< ;, f. >	∈ a.|	f- ⊃ f.) ∧ 

(∀< ;©, f-© >∈ a-, ∀< ;©, f.© >∈ a., f-© ⊇ f.©) ∧ 

	(∀? ∈ d.|	? ∈ d-) ∧ (∃? ∈ d-|	? ∉ d.) 
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Two concepts related by a parent-child relationship have a fixed implication on the 

relationships of the computational intensions and extensions of their related categories, as 

shown in Definition 16. We can also say the related categories also share the same 

hierarchical relationship as the concepts.  

 

Although we know that the computational intension and extension of a category are 

inherently dependent on each other (also discussed in the conceptual model), it is difficult to 

pre-determine exactly how changes in computational intension or extension affect each other 

in data-driven categories. In addition, we also cannot say for sure that the computational 

intension and extension of a category have the same relationship, as the topological 

relationship of a category. For example, if two categories overlap (or are confused), we 

cannot say with full confidence that the computational intensions and extensions of the two 

categories overlap as well, or if they overlap, the extent of overlap is the same in both the 

facets. So, we define the horizontal relationships separately for computational intension and 

extension. To support this, we use AND, OR and NOT operators to combine multiple 

relationships simultaneously between two categories. These operators can support multiple 

combinations of relationships between two categories and further allow us to express a sense 

of ambiguity or uncertainty, while providing some meaningful information [205]. It is also 

important from a practical point of view to support categorical relationships for 

computational intension and extension separately. For example, it would be useless to 

compare the land cover category ‘Forest’ modelled for NZ and Australia in terms of their 

extension, as the two categories use completely different occurrences. However, it may be 

useful to compare the two based on their computational intension, and check what 

relationships they have, and in some way, reflect the viewpoints of the two communities. The 

relational operations in this model consist of seven operators to manipulate the relationship 

between two categories: 

 

≼,≽,≍, ⋑, ⋐, ∥, ∦ 

 

where the operators stand for child of, parent of, same as, includes, is included in, overlaps with, and 

excludes. To represent the horizontal relationships for computational intension and extension, 

we insert the terms ‘(B6<E)’ and ‘(FG<)’ after the relationship operator, and then use ‘a6≥’, 

‘d@’ or ‘^?<’ operators to combine them. For example, A ≍	 B6<, 	a6≥	(⋑ 	FG<) B implies 

that in terms of computational intension, category A is same as category B, and extensionally 
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category A includes category B. As far as relationships among concepts are concerned, they 

share the same relationship extensionally as their categories. Given the way we measure the 

overlap in two cognitive intensions via agreement, we may only tell if the two concepts have 

exactly the same cognitive intensions or if they overlap or if they exclude each other. It is not 

possible to determine if the intension of one concept ‘includes’ or ‘is included in’ the 

intension of another concept. Below we formalize the various horizontal relationships 

between two categories. 

 

Definition 17: 2-	çC	C;4=	;C	2. in terms of computational intension or extension:  

 

Same as (computational intension): 2- ≍ 	 B6<E 	2. iff 

∃	(B6<î(2-) =	< a- >, 	B6<î(2.) =	< a. >), 

(∀< ;, f- >	∈ a-, ∀< ;, f. >∈ a., f- = f.) 

 

Extensionally same as: 2- ≍ 	FG< 	2. iff 

∃	(FG<(2-) =< d- >, FG<(2.) =< d. >), 

(∀? ∈ d-|	? ∈ d.) ∧ (∀? ∈ d.|	? ∈ d-) 
 

Definition 18: 2-	ç6,Ä¥≥=C	2. in terms of computational intension or extension (as shown in 

Figure 3.4):  

 

Includes (computational intension):    2- 	⋑ B6<E 	2. iff 

∃	(B6<î(2-) =	< a- >, 	B6<î(2.) =	< a. >), 
(∃< ;, f- >	∈ a-, ∃	< ;, f. >	∈ a.|	f- ⊃ f.) ∧ (∀< ;©, f-© >∈ a-, ∀< ;©, f.© >∈ a., f-© ⊇ f.©) 

 

Extensionally includes:        2- 	⋑ FG< 	2. iff 

∃	(FG<(2-) =< d- >, FG<(2.) =< d. >), 

(∀? ∈ d.|	? ∈ d-) ∧ (∃? ∈ d-|	? ∉ d.) 

 

Definition 19: 2-	çC	ç6,Ä¥≥=≥	ç6	2. in terms of computational intension or extension (as 

shown in Figure 3.4): 

 

Is included in (computational intension):  2- 	⋐ B6<E 	2. iff 

∃	(B6<î(2-) =	< a- >, 	B6<î(2.) =	< a. >), 
(∃< ;, f- >	∈ a-, ∃	< ;, f. >	∈ a.|	f- ⊂ f.) ∧ (∀< ;©, f-© >∈ a-, ∀< ;©, f.© >∈ a., f-© ⊆ f.©) 



 76 

Extensionally is included in: 2- 	⋐ FG< 	2. iff 

∃	(FG<(2-) =< d- >, FG<(2.) =< d. >), 

(∀? ∈ d-|	? ∈ d.) ∧ (∃? ∈ d.|	? ∉ d-) 

 

The ‘includes’ and ‘is included in’ relationships described in Definitions 18 and 19 are similar 

to ‘parent-of’ and ‘child-of’ relationships in Definition 16 respectively, as in both the cases 

we compare computational intensions and extensions likewise. However, there is a subtle 

difference between the two relationships. If a concept c- is a parent of the concept c., it 

implies that the computational intension and the extension of c- include the computational 

intension and the extension of c.. However, we cannot say the vice-versa is true for any two 

categories. For example, a category c- from land cover taxonomy may include (both in 

computational intension and extension) a category c. from land use, where c- may be a 

generalized concept of c., but that does not imply that c- is a parent of c.. 

 

Definition 20: 2-	?i=@Ä;∂C	∑ç<ℎ	2. in terms of computational intension or extension:  

 

Overlaps with (computational intension): 2- ∥ B6<E 	2. iff 

∃	(B6<î(2-) =	< a- >, 	B6<î(2.) =	< a. >), 

∃< ;, f- >	∈ a-, ∃	< ;, f. >	∈ a. 	f- ∩ f. = ∅	 ∨ (f- ∩ f. ≠ ∅ ∧	f- ≠ f.)) ∧ 

(∃< ;©, f-© >∈ a-, ∃< ;©, f.© >∈ a., f-© = f.© 	∨ (f-© ∩ f.© ≠ ∅ ∧ 	f-© ≠ f.©)) 

 

In the above formalization, we propose that the overlap between the computational intensions of two categories 

implies that there exists at least one attribute whose values for the two categories are completely different or 

they overlap partially, and there also exists at least one attribute whose values are the same for both the 

categories or they overlap partially. 

 

Extensionally overlaps with: 2- ∥ FG< 	2. iff 

∃	(FG<(2-) =< d- >, FG<(2.) =< d. >), 

(∃? ∈ d.|	? ∉ d-) ∧ (∃? ∈ d-|	? ∉ d.) ∧ (∃? ∈ d-|	? ∈ d.) 

 

Definition 21: 2-	=G,Ä¥≥=C	2.in terms of computational intension or extension:  

 

Excludes (computational intension):      2- ∦ B6<E 	2. iff  

∃	(B6<î(2-) =	< a- >, 	B6<î(2.) =	< a. >), 
∀< ;, f- >	∈ a-, ∀	< ;, f. >	∈ a. f- ∩ f. = ∅) 
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Extensionally excludes:       2- ∦ FG< 	2. iff 

∃	(FG<(2-) =< d- >, FG<(2.) =< d. >), ∀? ∈ d-|	? ∉ d. 

 

Initially, the relational operations were based solely on the extensional comparison of 

categories, as it is difficult to compare the computational intensions of data-led categories. 

However, we came across specific use-cases (for example, comparing land cover categories 

used in NZ with those used in Australia), where the extensions of categories cannot be 

compared, and it would require comparing their computational intensions to understand 

their similarity. This led us to dig deeper into the computational models underlying different 

classifiers to understand what insight we may gain from other statistical measures; and 

particularly for the maximum likelihood classifier since it is so heavily used in land cover 

classification. Through various use cases, we gained a deeper understanding of what we can 

infer about two categories (A and B) for different combinations of their computational-

intensional and extensional relationships, as shown in Table 3.4.  

 

The columns and rows of Table 3.4 represent extensional and computational-intensional 

relationships respectively between the two categories – A and B. The computational 

intensional relationships in the table do not include all the horizontal relationships, since, in 

the case of a normally distributed model, we cannot identify if one model includes or is included 

by another model. Based on how the computational intensions and extension of the two 

categories are related, the table suggests whether such relationships can exist and, if so, what 

this may imply for the categories. For example, the first row and the second column of the 

table imply that A includes B extensionally, and is computational-intensionally the same as B. 

The value in the cell corresponding to the first row and second column suggests that A and 

B can either be competing or evolutionary versions of the same concept. The table also 

suggests the reasoning as to why such relationships and the corresponding categories may 

exist. Often, in a normally distributed model, such a scenario occurs due to the effects of the 

computational intensions of neighbouring categories during a classification activity. Chapter 

5 contains more details of worked examples illustrating this point. Even with multiple 

implications of a given combination of computational-intensional and extensional 

relationships, we still gain a better understanding of data-led categories. 
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Table 3.4: The matrix shows various combinations of horizontal relationships between computational intensions and extensions of two categories (A and B), 
and the potential relationship(s) the two categories may have. The two categories are modelled as normal distribution models.  
 

Extension 
 
 

Computational 
Intension 

Same as 
! ≍ 	$%& ' 

Includes 
! 	⋑ $%& ' 

Is included in 
! 	⋐ $%& ' 

Overlap 
! ∥ $%& ' 

Excludes 
! ∦ $%& ' 

Same as 
! ≍ 	 ,-&. ' 

A = B 
OR 

Competing versions in 
different taxonomies 

Evolutionary/ Competing 
versions* 

 

Evolutionary/ Competing 
versions* 

 

Evolutionary/ Competing 
versions* 

(If high degree of overlap) 
OR 

Not possible  

Not possible 

Overlap 
! ∥ ,-&. ' 

Evolutionary/ 
Competing versions#  

 

Evolutionary/ Competing 
versions#  

OR 
A is a parent of B 

Evolutionary/ Competing 
versions#  

OR  
B is a parent of A 

Evolutionary/competing 
versions 

Confused categories 
(If low overlap) 

OR  
Not possible 

Excludes 
! ∦ ,-&. ' Not possible Not possible Not possible 

Confused categories  
(If low overlap) 

OR 
Not possible 

Excludes 

 

* Reason: Effects of neighboring categories during classification, or the data to be classified is changed 

# Reason: The new categorical model is more accurate 
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3.4.4 Change Operations 
 

In this work, we also represent drift in concepts and categories, along with other change 

operations (birth, retire, merge, group and split), detailing what aspects of concepts and 

categories have changed exactly. We describe multiple kinds of drift operations that may 

occur depending on changes in the cognitive intension of a concept and the computational 

intensions and extensions of its related categories, as discussed in Section 3.4.2. The first one 

is structural drift, where the computational intension of a category is changed drastically, with 

very minor or no effects on its extension and the cognitive intension of the related concept. 

Often it happens due to change in the classification method, or minor changes in the training 

samples. The second kind of drift is efficiency drift, where the computational intension of a 

category is changed and has become more accurate (perhaps, due to better training samples 

or a better classifier), leading to a noticeable change in its extension. However, even in this 

case the cognitive intension or the meaning of the concept remains unchanged. The third 

one is concept drift, where we see change in all aspects including computational intension, 

extension and the cognitive intension of the concept. In this case, we may see a change in the 

concept’s meaning based on the value of agreement measure.  

 

In general, changes to categories and concepts are categorized into elementary and 

composite change operations. An elementary or basic change operation is defined as a 

change that modifies only a single element of the conceptual model (shown in Figure 3.2), 

and cannot be subdivided into smaller change operations [17]. For example, retiring 

(deprecating) the relationship of a category or adding a new relationship is an elementary 

change operation. However, in practice, changes in categories often occur at a level where 

several elementary operations combine to produce the desired change. In such a case, the 

granularity of elementary change operations is not appropriate, as they often fail to express 

the intent of the overall change. For example, if a concept is moved up in its hierarchy, it 

would require multiple elementary operations, such as expiring the current relationship of the 

concept with its parent concept, creating a new relationship, expiring and creating the revised 

computational intension and extension; representing and applying these elementary changes 

in isolation do not provide a clear understanding of the deeper meaning of a change event. 

So, in this work, we define change operations at a more coarse level, which combines 

multiple elementary operations and provides cognitively plausible higher units of 

understanding of a change event that makes more sense to a researcher. Such change 

operations are called composite change operations. The change operations in this work are 
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informed by the use case of land cover categories. In the following, we discuss and formalize 

a set of change operations. 

 

Definition 22: The !"#$ℎ operation of a concept &, denoted by !"#$ℎ(&(, &), adds the 

concept & as a child concept to the concept &(, and further instantiates its category. If no 

parent concept is given, the concept is added to the root14 of the taxonomy. In this work, a 

concept always needs a category to represent its extension.  

 

+"#$ℎ:  ,	×	{&(, &} 	→ 	, 

Axioms: (&(, &) 	 ∈ ℋ,  

																														∃5(, 5	|	57$89:r<=>?$ &(, 5( 	∧ 	57$89:#<=>?$(&, 5) ∧		 

																														(5(	 ⋑ 	 =>$B 	C>D	 ⋑ EF$ 5)  

 

Algorithm 1: In the !"#$ℎ operation of a concept, the concept is added as a child to the 

parent concept specified by the user. If no parent concept is provided, the concept is added 

as a child to the root concept. Given the model is specifically designed for data-led 

categories, a category is instantiated whenever a new concept is added, representing the 

extension of the concept. In a computational system, if a concept is modelled via machine-

learning techniques, the system automatically captures the computational intension and 

extension of the related category from the modelling process. Once, the concept and the 

related category are added, the taxonomy is re-validated based on the consistency rules 

(discussed in Section 3.4.5).  

 

Definition 23: The #8$"#8 operation, denoted by #8$"#8(&), deprecates the concept, along 

with its categories, their relationships with other concepts and categories, and their 

computational intensions and extensions. In this operation, there is another issue that needs 

to be addressed – what should be done with the orphaned sub-concepts and their categories? 

The model provides various options for a user to choose from based on their requirements. 

Note that the #8$"#8 operation does not mean deletion, as previous versions may be needed 

to understand historical outcomes, such as previous versions of land cover maps. 

 

Algorithm 2: In this model, when a concept goes through a #8$"#8 operation, the concept is 

                                                
14 A taxonomy is generally viewed as an inverted tree, where the root refers to the root concept, which is at the 
highest level of the taxonomy. 
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deprecated, along with its categories, their relationships, and their computational intensions 

and extensions. Note that none of these entities are deleted, but remain inactive in the 

system. To address the issue of orphaned sub-concepts and their categories, if they exist, 

various strategies are available – they may be deprecated as well, or they stay active and 

become children to the parent of the deleted concept, or they become children to the root 

concept. If the sub-concepts are retired, they go through the same algorithm. In the case 

where the sub-concepts are connected to the parent of the deleted concept, then existing 

hierarchical relationships of sub-concepts and their categories are deprecated, and the new 

relationships are added. No change in computational intensions or extensions of categories 

of the sub-concepts is required. If the sub-concepts are connected to the root category, the 

computational intensions and extensions of their categories may need to be remodelled. 

According to Definition 16, the category attached to the parent of the retired concept 

includes the categories of the sub-concepts both in terms of computational intension and 

extension. In such a scenario, the sub-concepts cannot act as a sibling to the parent of the 

retired concept, or it would lead the taxonomy to an inconsistent state (based on the 

consistency rules). Finally, the taxonomy is revalidated based on the consistency rules. 

 

Definition 24: The G8#98 operation, denoted by G8#98(&, &H, &I … &K), creates a new 

concept & from n existing concepts &H, &I, …&K and applies a #8$"#8 operation on them. 

 

L8#98:  &H	×	&I	×…×	&K 	→ 	& 

Axioms: ∃	5, 5H, 5I … 5K 	∈ M	|	57$89:#<=>?$	(&, 5) 	∧ 57$89:#<=>?$	(&H, 5H) 	∧ 

																														57$89:#<=>?$	(&I, 5I) ∧ …	∧ 57$89:#<=>?$	(&K, 5K),  

                          	=>$B 5 = 	 =>$B(5H) ∪ =>$B(5I)…∪	=>$B(5K), 

																														EF$(5) = EF$(5H) ∪ EF$(5I)… .∪ 	EF$(5K) 

														 

The above union operations of computational intension and extension are described in the 

following. The equations below describe the union of computational intension and extension 

of two categories, but this can be easily extended to more than two categories. 

 

Union of computational intension: 

=>$B 5 = =>$B(5H) ∪ =>$B(5I) ⇒  

∃(=>$B 5 =< C >, =>$B(5H) =< CH >, =>$B(5I) =< CI >),	 

∀< 7, U >∈ C	 U ⊇ 	UH ∪ 	UI	 	< 7, UH >∈ CH, < 7, UI >∈ CI) 

 



 82 

Union of extension: 

EF$ 5 = EF$ 5H ∪ EF$(5I) 	⇒ 

∃	(EF$(5) =< W >, EF$(5H) =< WH >, EF$(5I) =< WI >), 

(∀: ∈ WH|	: ∈ W) ∧ (∀: ∈ WI|	: ∈ W) 

 

Algorithm 3: The operation of merging two or more concepts creates a new concept, such 

that the computational intension and extension of the category of the new concept is the 

union of the computational intensions and extensions of categories related to the concepts 

being merged. Note that the union of computational intensions is only possible if the 

attributes of the computational intension are in a mathematical form that allows the union 

operation. For example, in a probability distribution model, we cannot simply apply the 

union operation to the two matrices or two vectors to obtain the union of the corresponding 

distribution models. In data-led categories, we rather apply the union operation by 

combining the training samples of the concepts to be merged, and then the training activity is 

used to create the computational intension of the category related to the new merged 

concept. The new merged concept is then added as a child to the parent of the concepts that 

are merged. The concepts that are merged go through the #8$"#8 operation, and if they have 

any sub-concepts, they are connected as children to the new concept. The final step then 

requires revalidating the taxonomy based on the consistency rules. 

 

Definition 25: The ?XY"$ operation, denoted by ?XY"$(&, &H, &I … &K), creates n new concepts 

&H, &I, … &K,  from an existing concept &, and applies the #8$"#8 operation on the concept to 

be split. Here, we assume that the concept that needs to be split does not have any children. 

 

ZXY"$:          &	 → &H	×	&I	×…×	&K	 

Axioms:        ∃	5, 5H, 5I … 5K 	∈ M	|	57$89:#<=>?$	(&, 5) 	∧ 57$89:#<=>?$	(&H, 5H) 	∧ 

																										57$89:#<=>?$	(&I, 5I) ∧ …	∧ 57$89:#<=>?$	(&K, 5K),  

                        =>$B 5 = 	 =>$B(5H) ∪ =>$B(5I)…∪	=>$B(5K), 

																											EF$(5) = EF$(5H) ∪ EF$(5I)… .∪ 	EF$(5K) 

 

Algorithm 4: The split operation is perhaps the most interesting operation as a concept can 

be split in many different ways. To support a split operation, a user has to split the training 

samples or exemplars of the concept among n different concepts that need to be created. 

The learning activity then models the computational intensions of the categories representing 

the n new concepts. All the new concepts are connected to the parent of the concept that 
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has been split, and their relationships are also updated. The concept that has been split goes 

through the #8$"#8 operation. Finally, the taxonomy is revalidated based on the consistency 

rules. 

 

Definition 26: The 9#:[X operation, denoted by 9#:[X(&, &H, &I … &K), creates a new parent 

concept & to &H, &I, …&K and connects & as a child of the previous parent of  &H, &I, …, and 

&K. 

 

\#:[X:  &H	×	&I	×…×	&K 	→ 	& 

Axiom:  ∃	5, 5H, 5I … 5K 	∈ M	|	57$89:#<=>?$	(&, 5) 	∧ 57$89:#<=>?$	(&H, 5H) 	∧ 

																														57$89:#<=>?$	(&I, 5I) ∧ …	∧ 57$89:#<=>?$	(&K, 5K),  

                          	=>$B 5 = 	 =>$B(5H) ∪ =>$B(5I)…∪	=>$B(5K), 

																														EF$(5) = EF$(5H) ∪ EF$(5I)… .∪ 	EF$(5K) 

																														 &, &H ∈ ℋ, &, &I ∈ 	ℋ,… . c, &K ∈ 	ℋ	 

																															∃&( ∈ ℂ	|	 &(, & ∈ 	ℋ 

 

Algorithm 5:  The group operation is similar to the merge operation, except the concepts 

that are grouped are not retired. One or more concepts can be grouped together to create a 

new generalized concept, which is then connected between the concepts that are grouped 

and their parent concept. Unlike the merge operation, the new (generalized) concept is not 

remodelled by combining the training samples of the concepts that are grouped. The 

extension and computational intension of the new concept is combined and added to the 

category representing the new concept. Finally, the taxonomy is revalidated based on the 

consistency rules. 

 

Definition 27: The structural drift operation, denoted by Z-D#"_$(5, 5`), creates a new 

version 5`, which represents a shift just in the computational intension of the category, and 

the extension and the intension of the concept remain unchanged. The new version is 

normally added as a competing version to the previous version 5, but a user may choose to 

add it as an evolutionary version. In this case, the computational intension of the new 

version overlaps with the computational intension of the previous version (if modelled using 

the same classifier) or may be completely different (if modelled using different classifiers). 

 

Z-D#"_$: 5	 → 	5` 
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Axioms: 5	 ∥ =>$B 	Wb	 ∦ 	 =>$B 	5` 

  5	 ≍ EF$	 	5` 

																													∃	&, &` ∈ 	ℂ	|	57$89:#<=>s$ &, 5 ∧ 57$89:#<=>?$ &`, 5` ∧ 

																												 1 − 79#88 &, &` ≤ i=>$ G"> 	  

          

Algorithm 6: The structural drift operation represents the structural change in the 

computational intension of a category, which does not necessarily imply any semantic 

changes in the intension or extension of the related concept. When structural drift happens, a 

new category version representing the new computational intension is instantiated to the 

related concept. The user may choose to instantiate it as an evolutionary or competing 

version to the previous version. If a user chooses it to be an evolutionary version, the 

previous version is set to be expired; otherwise both the new and previous versions remain 

active as competing versions. Finally, the taxonomy is revalidated based on the consistency 

rules. 

 

Definition 28: The efficiency drift operation, denoted by E-D#"_$(5, 5`), creates a new 

version 5`, which represents a shift in both the computational intension and the extension of 

the previous category. However, the intension of the related concept still remains the same, 

which implies that the new version has a more accurate computational model compared to 

the previous version. The new version is normally added as an evolutionary version to the 

previous version of the category, but a user may choose to add it as a competing version as 

well. As with structural drift, the new version may either have an overlapping or completely 

different computational intension to the previous version. 

 

E-D#"_$: 5	 → 	5` 

Axioms: 5	 ∥ =>$B 	Wb	 ∦ 	 =>$B 	5` 

 													5	 ∥ 	EF$ 	5D 

																													∃	&, &` ∈ 	ℂ	|	57$89:#<=>?$ &, 5 ∧ 57$89:#<=>?$ &`, 5` ∧	 

																													 1 − 79#88 &, &` ≤ i=>$ G"> 	  

 

Algorithm 7: The efficiency drift operation works similarly to the structural drift operation, 

and adds a new version as the evolutionary or competing version to the previous version 

with different computational intension and extension. The previous version is then set to be 

expired. Finally, the taxonomy is revalidated based on the consistency rules 
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Definition 29: The concept drift operation, denoted by 5-D#"_$ 5, 5` , creates a new 

version 5`, which represents a semantic change in the meaning of the concept. All aspects, 

including the intension of the concerned concept and the computational intension and 

extension of the related category are changed. As in the previous cases, the computational 

intension of the new version may overlap or completely exclude the computational intension 

of the previous version. 

 

5-D#"_$: 5	 → 	5` 

Axiom:           		5	 ∥ =>$5 	Wb	 ∦ 	 =>$5 	5D 

 														5	 ∥ 	EF$ 	5D 

																														∃	&, &` ∈ ℂ	|	57$89:#<=>?$(&, 5) ∧ 57$89:#<=>?$(&`, 5`) ∧ 

																														(i=>$ G"> < (1 − 79#88 &, &`	 ) < i=>$ G7F )  

 

Algorithm 8: In the case of concept drift, the change in the intension of the concept lies 

within the threshold range of change in intension. If the change is more than the maximum 

threshold range, i.e. the agreement value is less than the minimum threshold range, it implies 

that statistically the meaning of the concept has changed and creating a new concept is 

required. In that case, the previous concept goes through the #8$"#8 operation. In the case of 

concept drift, a new evolutionary version of the category is created, which also represents the 

semantic drift in the related concept. The changes here are analysed based on the statistical 

measure, and may or may not align with a user’s conceptual understanding. The user may 

then decide if the change needs to be implemented or not. As always, the taxonomy is finally 

revalidated based on the consistency rules. 

 

3.4.5 Consistency Rules 
 

To ensure that the changes to concepts and categories do not leave a taxonomy in an 

inconsistent state, we have defined a number of consistency rules. The model checks for 

inconsistencies based on the given rules, every time a change event takes place. If an 

inconsistency is found, the system reports it to the user and advises various strategies to 

avoid the inconsistency.  

 

Rule 1: Every concept belonging to a taxonomy, except the root concept, must have one and 

only one parent concept.  
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b1 ∶= 	∀& ∈ ℂ\{b::$}	(∃&( ∈ ℂ	|	(&(, &) ∈ ℋ ∧ (¬∃&(m 	 ∈ ℂ	|	(&(m , c) ∈ ℋ	 ∧ &(m ≠ &()) 

 

Rule 2: Every concept belonging to a taxonomy, except the root concept, has one or more 

active categories representing its extension. 

 

b2 ∶= 	∀& ∈ ℂ\{b::$}	(∃5 ∈ M	|	57$89:#<=>?$ c, 5 ) 

 

Rule 3: Every category belonging to a taxonomy must be an instance of one and only one 

concept. 

 

b3:	∀5 ∈ M	 ∃& ∈ ℂ	 57$89:#<=>?$ c, 5 ∧ (¬∃&m ∈ ℂ	|	57$89:#<=>?$ &m, 5 ∧ &m ≠ &)) 

 

Rule 4: Every child concept must be more specific that its parent concept. 

 

b4 ∶= ∀&, &( ∈ ℂ\{b::$}	(∃5, 5( 	 ∈ M|	57$89:#<=>?$(&, 5) ∧ 57$89:#<=>?$ &(, 5( ∧ 

           &(, & ∈ ℋ ∧ 

           =>$B 5 =	< CH >, =>$B 5s =	< CI >, EF$ 5 =< WH >, EF$ 5s =< WI > ∧ 

           (∃< 7, UH >	∈ CH, ∃	< 7, UI >	∈ CI|	UH ⊂ UI) ∧ 

           ∀< 7m, UH
m >∈ CH, ∀< 7m, UI

m >∈ CI	 UH
m ⊆ UI

m ∧ 

           (∀:H ∈ WH|	:H ∈ WI) ∧ (∃:I ∈ WI|	:I ∉ WH)) 

 

Rule 5: All categories in a taxonomy must have the same set of attributes. 

 

b5 ∶= ∀5H, 5I ∈ M	((5H ≠ 5I, =>$B(5H) =< CH >, =>$B(5I) =< CI >) ∧ 

             (∀< 7H, UH >∈ CH	 ∃< 7I, UI >∈ CI	 	7H = 7I)) ∧ 

             (∀< 7I
m , UI

m >∈ CI	 ∃< 7H
m , UH

m >∈ CH	 	7I
m = 7H

m ))) 

 

Rule 6: Every category in a taxonomy must be distinct from its siblings. 

 

b6 ∶= 					 ∀5, 5y ∈ M	 ∃&, &(, &y ∈ ℂ	 	57$89:#<=>?$ &y, 5y ∧ 57$89:#<=>?$ &, 5 ∧ &(, &

∈ ℋ ∧ &(, &y ∈ ℋ ∧ (∃(7, U) ∈ =>$B(C), ∃(7, Uy) ∈ =>$B(5y)|	U ≠ Uy)) 

 

Rule 7: Every category in a taxonomy must have a defined computational intension and 

extension (i.e. they are not null). 
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b7 ∶= ∀5 ∈ M	 =>$B C =< C >, Ext C =< W >, ∀< 7, U >∈ C	 	U ≠ ∅, W ≠ ∅)  

 

3.5 Summary 
 

The evolution model discussed in this chapter attempts to ground the evolution of categories 

onto its philosophical, cognitive and computational foundations, outlined in Chapter 2. In 

doing so, the model portrays a richer view of evolution, where we understand and 

communicate categories and their changes in a deeper way than just as successive versions of 

a scientific artifact. The model employs the process-oriented approach by connecting the 

successive versions of categories with the exploration path that was traversed to achieve the 

conceptualized changes, and by incorporating the process of construction into the identities 

of computational intension and extension. The evolution model further illustrates a change 

language that understands, measures and analyses changes in various facets of a category, and 

thus provides a much richer picture of evolution in categories. The next chapter addresses 

the third objective to implement this model in an eScience tool, which allows us to put this 

richer model into practice and demonstrates the usefulness of these ideas in the domain of 

land cover. 
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– Turning ideas into a research tool 
 

In the previous chapter, we discussed an evolution model, grounded in the philosophical and 

cognitive literature that represents categories at different levels of granularity and recognises 

the processes behind their construction and change; thus supporting a deeper understanding 

and portraying an epistemological view of category evolution. To demonstrate and maximise 

the utility of the ideas incorporated in this model, we need to translate it into a form where 

the model integrates within a researcher’s existing workflow, and allows the researcher to 

exploit its functionalities to gain better understanding of the processes and to better support 

an enquiry process. In this chapter, we address the third objective and describe a proof-of-

concept implementation incorporating the evolution model and highlight its key features 

confirming the utility of the evolution model and the workflow of category evolution. This 

chapter limits much of our discussion here to the design and implementation details, and the 

key services highlighting and supporting the evolution model; Chapter 5 provides detailed 

use cases to highlight the various advantages gained.  

 

4.1 AdvoCate – Adventures of Categories  
 
In this section, we introduce AdvoCate, a tool that allows a user to not just model changes in 

concepts and categories, but also track the exploratory process of a scientific enquiry, and 

capture the dynamic interactions and insights lurking within this exploratory process. The 

tool’s name, AdvoCate (Adventures of Categories), is an allusion to A. N. Whitehead’s 

Adventures of Ideas [51], as the inspiration behind this work comes in a large part from 

Whitehead’s process philosophy. Before proceeding further, we would like to mention some 

of the limitations of AdvoCate. It currently captures and provides evidence of possible 

changes in categories while a researcher works at his/her workstation, which in turn may 

provide candidate changes for community-facing ontologies, databases and maps. Thus 

AdvoCate is not concerned with the governance of a research community at large, but in 

tracking and capturing conceptual changes that result from discovery, from changes in 

workflow, from changes to data, methods and instruments. AdvoCate does not focus on 

how and if such changes are updated or revised in a community or organization, where 

several stakeholders along with organizational and social aspects interact as discussed in 

[208]. In the following sections, we first illustrate the category modelling workflow 
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incorporated in AdvoCate, then the design and architecture of AdvoCate, and finally the key 

services built within AdvoCate. 

 

4.2 Category Modelling Workflow 
 

Figure 4.1 shows the process model incorporated in AdvoCate to model categories and their 

changes, which in this case is informed by the process of classifying multispectral images for 

land cover and use. The figure illustrates: (i) the workflow activities and the exploratory 

pathways that a user traverses to reach the final results,  (ii) the knowledge artifacts generated 

during the research exploration, and (iii) the services provided by AdvoCate that interact with 

workflow activities and provide useful insights and suggestions supporting a researcher 

during the process of enquiry.  

 
The exploration path of a researcher begins with uploading a training set, exemplifying the 

concepts to be modelled through labeled training samples. The training samples, in the case 

of remote sensing, are the multispectral pixel values that characterize the statistical signatures 

of the concepts sought. A user may use an existing training set stored in AdvoCate, or create 

a new one from the existing training samples or from a mix of new and existing samples. The 

next step of the exploration path involves Training or Clustering. Training (or Learning) is a 

supervised learning task that employs a classification method and labeled training data to 

identify the signatures (computational intensions) of the modelled categories and infer a 

computational model. The computational model, often referred to as a classification or 

categorical model, incorporates the signatures of all the modelled categories, representing the 

concepts computationally. Clustering is an unsupervised learning task to group a set of 

samples into different clusters, such that the samples in a cluster are more similar to each 

other than to those in other clusters. It basically reacts to the inherent structure of data, and 

thus, in the case of remote sensing, identifies the spectral classes, i.e. distinct clusters in a 

remote sensing image that can later be labeled based on the user’s experience or by 

comparing them to known training examples. It should be noted that the concepts a user 

wishes to model, also known as information classes, may not form distinct clusters, and thus 

do not necessarily align with the spectral classes inherent in a remote sensing dataset. 

Clustering allows a user to determine the appropriate sets of spectral classes that represent 

the desired information classes effectively, thus supporting better accuracy in image 

classification and analysis. 



 90 

 
 

Fig. 4.1 A process model describing the workflow of modelling land cover categories, which 
displays the workflow activities and various artifacts generated during the process. The 
grey ovals are the automated services provided by AdvoCate that support researchers in 
their enquiry process by providing insights and suggestions through analyzing the 
workflow activities performed. 

 

Often, as in any scientific enquiry, how different researchers approach the classification task 

may vary, depending on their background knowledge, conceptualizations, understanding of 

the classification methods and data, the tasks requirements, and any social or scientific 

drivers they are responding to. A user might typically start with training activity and analyze 

the classification model through the resulting confusion matrix and other accuracy measures 

(discussed in Section 3.4.1). If required (for example, if there is not enough separation 

between the modelled categories), the user may go back to the previous step of editing the 

training set. Editing operations may include adding, removing or updating the training 

samples of a concept, or more complex changes, such as merging or splitting concepts and 

their training samples. Various validation methods, such as cross-validation method and 

train-test splits, can also be used during the training activity to measure the accuracies of the 



 91 

modelled categories and the classification model. On the other hand, a user may instead start 

with the clustering activity to determine the inherent structure in the training data, and may 

change the training set based on insights gained through this activity. The user may iteratively 

use the clustering process, changing parameter values in each iteration, to determine an 

appropriate number of non-overlapping clusters. Once the user determines an alignment 

between the spectral and information classes, (s)he may then edit the training set accordingly 

and create a classification model. The next step is classification that employs the classification 

model to classify the unlabeled data (remote sensing image) into different categories (land 

cover classes) represented in the training set. At this stage, the user may notice 

misclassifications and again go back to the previous steps to change the training samples or 

the classifier’s parameters, or use a different classifier. This process continues until the user 

finds the set of categories that align with his/her understanding and the training data. Once 

the user is satisfied with the model and the classified map, i.e. the results align with the user’s 

understanding, the changes are then accepted and implemented. In addition to the activities 

described so far, AdvoCate also provide various services to support and inform a user by 

providing the insights of various statistical measures (discussed in Sections 3.4.1 and 3.4.2) 

during the modelling process. During the process, AdvoCate employs the two main services 

– change recognition and change recommendation, which we examine in more detail in Section 4.4.  

 

In the next section, we discuss the design and implementation details of AdvoCate. 

 

4.3 Overview of AdvoCate 
 

The fundamental goal of AdvoCate is to move a step ahead of the traditional software 

frameworks used in scientific investigation, which are built to fulfill certain functional 

requirements, but are usually not concerned about the knowledge they carry. Current 

research tools allow us to perform specific activities, such as statistical analysis of a data set, 

but do not track or understand what a user does at a conceptual level. For example, why did 

a user split a category while modelling the land cover categories and where did (s)he gains the 

insight? Is the insight gained from other computational activities or is it due to external 

factors? Often, our research tools are unaware of these conceptual aspects of our research 

activities. AdvoCate, on the other hand, not only fulfills the functional requirement, 

modelling the evolution of categories in this case, but also tracks what users do at a 

conceptual level by tracking and capturing the exploration paths of their scientific enquiries. 
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Fig. 4.2 Screenshot showing the home page of AdvoCate, which provides a brief description of 
AdvoCate and allows users to select one of the three key tasks (highlighted by a red 
rectangle). 

 

We implement AdvoCate15 as an open source web application which offers the following 

affordances, as shown in Figure 4.2: i) modelling a new taxonomy ii) exploring changes in 

existing taxonomies, and iii) visualizing and comparing existing taxonomies, and their 

concepts and categories. We discuss the services supporting these activities in Section 4.4. 

AdvoCate was built using the open-source Python programming language, as there is huge 

community support around Python and extensive open-source Python libraries are available 

for scientific programming. Django, a Python web framework, was used for web 

development as it provides several useful components, such as the session tool and Python 

logging service to track and capture the provenance of user activities, and geo-extension to 

support GIS web application. In the following subsections, we discuss the overall 

architecture of AdvoCate and the data model incorporated in it. 

 

 

 

                                                
15 Source code for AdvoCate is available at https://github.com/Prashantguptanz/2014_advocate 
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Fig. 4.3 An overview of the three-tiered architecture of AdvoCate, illustrating various UIs and 

services behind them, and the external libraries employed to support various services. 
 

4.3.1 Architecture 
 

Figure 4.3 illustrates the overall architecture, along with various libraries used and the 

services offered by AdvoCate. The architecture consists of three tiers: User Interface (UI), 

Service and Database tiers. 

 

AdvoCate provides different user-facing displays to support each of the activities discussed 

in the process model. As a researcher explores these activities to create their workflow, 

AdvoCate stores the details of these activities and the path traversed, and further displays the 

exploration path for the researcher to track and understand his/her own process of enquiry, 

and even visually compare competing activities (illustrated in Section 5.2). AdvoCate 

remembers the intermediate outputs of various activities through the current session details 

and understands how various activities are linked within the process model, and thus 

automatically supports mediating the required outputs from one activity to another. For 

example, the classification model built in training activity is automatically mediated to the 

succeeding classification activity. In addition, AdvoCate provides a visualization interface 

that allows a researcher to visualize taxonomies, concepts and categories stored in AdvoCate, 
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the exploration paths behind their construction and change, and the resulting classified maps. 

The user interface employs the JQuery, Bootstrap and HandsonTable libraries to support 

dynamic asynchronous interactions and various visualizations during the modelling process.  

 

The service layer of AdvoCate incorporates four main services: Activity support, Provenance 

tracker, Change recognition, and Change implementation. The services employ various Python 

libraries, such as Scikit-learn [209] for machine-learning tasks, Geospatial Data Abstraction 

Library (GDAL) for translation and processing of geospatial data formats (raster and vector 

data formats), and ETE3 (Environment for Tree Exploration) [210] for taxonomy 

visualization. In addition, the functioning of these services is supported by various 

algorithms and rules, as shown in Figure 4.3 – some of which are based on the evolution 

model discussed in Chapter 3 (refer to change recognition rules in Section 3.4.2 and change 

operations in Section 3.4.4). Additional services (recommendation and relationship tracking 

algorithms) were built as we gained insight from the implementation and use cases. We 

examine these services in more detail in Section 4.4. Finally, the database tier stores the 

category versioning system along with the exploration process in the open source 

PostgreSQL server. We describe the data model developed for this purpose in the next 

subsection. 

 

4.3.2 Data Model 
 

Figure 4.4 shows the data model incorporated in AdvoCate informed by the evolution model 

(refer to Sections 3.2.1 and 3.2.2) described in Chapter 3. The concepts within the data 

model are shown as separated into three different groups – artifacts, activities and change 

operations – to enable the reader to comprehend it easily. However, these groups are deeply 

interlinked (as explained in Sections 3.2.2 and 3.3). The data model in Figure 4.4 does not 

show all the concepts incorporated in AdvoCate due to space limitations. For example, 

various change operations (refer Section 3.4.4) and the intermediate products (e.g., confusion 

matrix) generated during the modelling process are not displayed; however, it displays all the 

concepts necessary to illustrate various functionalities of AdvoCate and the evolution model.  

 

The schema is essentially a metamodel that stores conceptual models (taxonomies and their 

associated concepts and categories), and artifacts, activities and change operations involved 

in the process of their construction and evolution. It explicitly stores exploration paths 

(chains of activities in the order of their execution), and connects them to a change event 
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representing changes in categories and taxonomies. The activities are linked to the 

(intermediate or final) products they generate and contain further details about the 

processing involved, which we currently do not usually capture (for example, parameters and 

validation method used in a training activity). There are other efforts, such as [211], that try 

to capture finer details of the processing environment; however, without the details of 

exploration, it would be difficult to understand how and why a researcher reached a certain 

workflow design or conclusion.  

 

Change is the key aspect of AdvoCate, so versioning is considered as a first-class citizen (as 

highlighted in the evolution model; refer Section 3.3.2) – categories, taxonomies, and training 

sets are all subject to versioning.  

 

 
 
Fig. 4.4 The ERD-style data model represents how information in AdvoCate is modelled as 

artifacts, activities, change operations and connections among them, signifying the 
process view. The model also highlights the temporality of artifacts and activities – thus 
the versioned artifacts and activities. 
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To support versioning, temporal intervals are added to the tables with a ‘start-date’ and ‘end-

date’. Every time a new version of a category is added, the current category stored in the 

versioning system is expired, and its ‘end-date’ is changed from ‘Null’ to its expiry date. No 

categories ever become inaccessible, even after their expiry. The expired category and its 

associated information still remain in the system and may be needed to explain old data 

products in which it appears. The data model highlights the temporal tables and versioning 

with <T> and <V> tags respectively. There are three kinds of temporal attributes used in 

the data model: 1) T1 – transaction time period for versioning purposes and for annotating 

the exploration chain; 2) T2 – valid time period for activities outside the computational 

system, such as collection of training samples (valid time refers to the time reflecting reality); 

3) T3 – Transaction timestamps for activities performed in AdvoCate (transaction timestamp 

refers to when a row is recorded in the database).  

 

Let us have a closer look at some of the concepts and their connections in the data model. 

The taxonomy table has a many-to-many relationship with the concept table, which implies that 

each concept can belong to multiple taxonomies, and that a taxonomy contains one or more 

concepts (as discussed in Section 3.3.1). The category table is connected to both the concept 

table and the taxonomy table, signifying the taxonomy and concept a category refers to. The 

schema explicitly distinguishes the notions of concept and category (as discussed in Sections 

3.2.2 and 3.3.1), which may help us to map similar categories (extensions of the same 

concept) in different taxonomies. The concept table has one-to-many relationship with the 

category table, which implies that a category always refers to a specific concept, but a concept 

may have one or more categories belonging to one or more taxonomies. Further, the 

category table is explicitly connected to its various facets (as discussed in Sections 3.2.2 and 

3.3.1): directly connected to the computational intension, extension and horizontal relationship tables; 

directly connected to the concept table, and in turn with the hierarchical relationship table; and 

finally, to its exploration path through the change event table. All categories and taxonomies in 

AdvoCate are connected to a change event, which further links to the exploration path table 

and change operations table, suggesting there always exist an exploration path and change 

operations behind the construction and change of every category and taxonomy. The 

exploration path table has polymorphic associations (a foreign key in a table may refer to 

multiple tables) with the activities tables, and so the connections between them could not be 

modelled using SQL constraints. To model these connections, we use triggers – a user-

defined function is triggered whenever a certain type of operation is performed. Each of the 
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activities has a trigger that updates the current exploration path whenever a new record is 

added to those tables.  

 

In the above discussion, we illustrated the architecture of AdvoCate, briefly describing the 

UIs and various services provided by AdvoCate, and the incorporated data model that 

conforms to the evolution model discussed in Chapter 3. In the following section, we 

examine some of the services in AdvoCate in more detail while describing how a researcher 

models categories and their changes. 

 

4.4 Services Supporting Category Evolution 
 

AdvoCate employs various services with underlying rules and algorithms to support the 

modelling of category evolution. The services automate various aspects of the change 

process by tracking and analysing the exploration paths, and continually guide a user by 

providing useful suggestions and insights about their exploratory activities. In this section, 

we examine some of these services, and the key rules and algorithms informed by the 

evolution model (discussed in Section 3.4) that work behind the scenes to support the overall 

functioning of AdvoCate. 

 

4.4.1 Activity Support 
 

The Activity support service stays at the forefront, supporting all the activities and user 

interactions within AdvoCate. The Activity support service consists of a set of Python 

functions to support each of the activities discussed in the process model in Section 4.2. In 

the process, this service interacts with various external libraries, such as Scikit-learn and 

GDAL, and other data processing modules to support the required functionalities, for 

example, machine learning tasks, changing data formats, and calculating statistical measures 

of change. The other key aspect of this service is change recommendation, which employs the 

recommendation algorithm to examine the intermediate artifacts (confusion matrix and JM 

distance – refer to Section 3.4.1) and activities (training and validation activities), and 

provides suggestions to a user to improve the classification model, achieve better accuracy of 

categories and avoid misclassification. Refer to the pseudo code for the recommendation 

algorithm shown in Figure 4.5 for more details. 
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Fig. 4.5 Pseudo code of the recommendation algorithm that generate suggestions by analysing 

both computational-intensional and extensional confusions among categories. 
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The recommendation algorithm analyses both computational intensional and extensional 

confusions (refer to Section 3.4.1 and Table 3.3) among the modelled categories to generate 

recommendations. For example, the separability measures (e.g., JM distance) are used to 

calculate the distances between each pair of categories in a classification model. A confusion 

matrix, on the other hand, highlights the extensional confusions of the modelled categories. 

These measures can provide insight for the researcher to make a decision on splitting or 

merging concepts. If a pair of categories is statistically too close, it may be useful to merge 

them, which otherwise may lead to misclassification. Similarly, if a concept is multi-modal, it 

may be better to further refine it by splitting it into several concepts. However, there are no 

precise rules concerning when concepts and categories should be merged or split, this is 

highly dependent on the data, the study area, and the use case. 

  

4.4.2 Provenance Tracker 
 

While a user explores various activities within AdvoCate, the Provenance tracker service 

constantly interacts with the Activity support service to capture details of the user’s exploration 

path. This service is implemented using the Python logging mechanism and Django session 

service. With each activity, the service uses the details of the current exploration path and 

taxonomy, and invokes a series of predefined SQL statements to update the AdvoCate 

database with the activity performed and its details. The service thus not only captures the 

traditional change provenance – what, where and when – but also captures the ‘how’ and 

‘why’ of change by tracking and recording the exploration path and the intermediate results. 

These details are recorded even if the exploration path is unsuccessful or does not result into 

any change; this information can be used later for debugging purposes and to understand the 

negative results – for these too help to define the resulting categories. 

 

In a typical scenario of modelling a taxonomy or exploring changes in an existing taxonomy, 

a user often has to iteratively edit the training set to create an alignment between the 

concepts that the training data support and the concepts that the user wishes to model based 

on his/her understanding and the task requirements. To support this operation and assist a 

user, AdvoCate provides various editing operations, such as add, remove or update a 

concept, split or merge concepts, as shown in Figure 4.6. (Note that these operations at this 

phase make changes to the current training set, but do not affect operationalized concepts 

and categories, as discussed in Section 3.4.4). Such in-built editing operations allow the 

Provenance tracker service to track exactly what changes have been made to a concept. 
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Fig. 4.6 Screenshot showing the interface to create or edit a training set in AdvoCate, where a 
user may create a new training set or view an existing one, and may further edit it using 
various operations provided in the right-hand panel. 

 

However, a concept may go through multiple editing operations in a single exploration path, 

which makes it difficult to understand the overall effect of multiple operations applied to it. 

Furthermore, some editing operations, such as merging and splitting, affect multiple 

concepts at the same time, which complicates things further. In the case where we 

experiment with changes in an existing taxonomy, we also have to track how the modelled 

categories relate to the existing ones stored in AdvoCate. To automate the process of 

identifying and tracking changes in modelled concepts and categories, and their relationships, 

it is crucial to understand how a series of editing operations affects a concept and its 

relationships. To address this issue, the provenance tracker service employs a relationship-tracking 

algorithm to track the relationships of the concepts modelled and proposed with the existing 

concepts and categories stored in AdvoCate. 
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Note that in the case of exploring changes in an existing taxonomy, there are two sets of 

concepts: the first set is the set of concepts stored in AdvoCate, which remains the same 

during the process; the second set of concepts is the set that a user is experimenting with, 

which may either update or replace the first set of concepts if it fits with the user’s 

understanding and requirements (as discussed in Section 3.2.1). The second set of concepts is 

constantly going through various editing operations as the user explores various options 

during the modelling process. To describe how the Provenance tracking service tracks the 

relationships between the two sets of concepts, we first discuss a vocabulary that categorizes 

the modelled and proposed concepts (in the second set) based on their relationships with 

concepts in the first set (the set of concepts stored in AdvoCate): 

 

(i) New concept (5Ä) is a concept in the proposed taxonomy (the second set) that does not 

exist in the existing taxonomy (the first set), and has no relationships with any concept 

in the existing taxonomy. 

 

(ii) Existing concept (5Å) is a concept in the proposed taxonomy that also exists in the 

existing taxonomy; however, their corresponding categories may or may not have the 

same computational intension and extension. 

 

(iii) Merged concept, resulted from merging new and existing concepts, (5ÇÅ) is a concept in 

the proposed taxonomy that results from merging a new concept (5Ä) and an existing 

concept (5Å). 

 

(iv) Merged concept, resulted from merging existing concepts, (5ÅÅ) is a concept in the 

proposed taxonomy that results from merging existing concepts. 

 

(v) Split concept (5É) is a concept in the proposed taxonomy that results from splitting an 

existing concept (5Å).  

 

It must be noted that these relationships between concepts in two taxonomies are different 

than the horizontal relationships among categories (refer to Section 3.4.3). These 

relationships are between the concepts of an operationalized taxonomy stored in AdvoCate 

and its (possibly) successive version. Categories corresponding to the common concepts in 

these taxonomies may have different horizontal relationships in different scenarios.
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Table 4.1 A matrix representing effects of merging and splitting operations on various concepts and their relationships.  

 

New concept                     

                           

!"# 

Existing concept        

 

!"$  

Merged concept  
(Merging existing concepts) 

 
!"$$  

Merged concept  
(Merging existing and new 

concepts) 

 
!"#$  

Split concept  

 
 
!"% 

Merge concepts: 
 

with !&# 
!# !#$  !#$  !#$  - 

with !&$  !#$  !$$  !$$  !#$  - 

with !&$$  !#$  !$$  !$$  !#$  - 

with !&#$  !#$  !#$  !#$  !#$  - 

with !&% - - - - !$  

Split concept: !""# , !"&#  !""% , !"&%  
!""$ , !"&$  

(If split into concepts which 
were merged) 

!""# , !""$  
(If split into concepts which 

were merged) 
!""% , !"&%  

 

Note: The cell with ‘-’ suggest that the corresponding operation in the cell is not possible. 
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These relationships between concepts in successive versions of taxonomies provide insight 

into which concepts and categories should be compared and by what means. For example, to 

compare the extension of categories corresponding to the existing concepts, we may use the 

Jaccard index (refer to Section 3.4.1); however, for a merged concept (!"#), the first thing is to 

know which concepts (!"	&'(	!#) it should be compared with, and then which measure 

should be used for comparison. We may not simply compare the computational intension or 

extension in the case of merged concept or split concepts with the concepts they are merged 

or split from. In such cases, we propose to use the notion of containment [212], which simply 

means that a concept in one taxonomy represents a more specific aspect of the world than a 

concept in the other taxonomy (same as the notion of includes, described in Section 3.4.3). 

We here modify this notion into a quantitative measure to represent how much one concept 

extensionally contains the other. Thus we can quantitatively compare a merged concept (or 

split concept) with the concepts it is merged from (or split from). 

 

To track the relationships of concepts in a proposed taxonomy with the concepts in the 

exiting taxonomy, the relationship-tracking algorithm uses the matrix shown in Table 4.1. The 

table illustrates how the editing operations – merging and splitting – affect the concepts in the 

proposed taxonomy and their relationships with the concepts of the existing taxonomy. The 

table does not include the other editing operations, as their effects are evident – adding, 

retiring or updating a concept does not change the relationships of any concepts. For 

example, adding a new concept or an existing concept to the set of concepts under 

investigation does not change the relationships of any other concept in the set. However, 

merging or splitting operations create concepts with completely new relationships. Let us 

explain this through a couple of examples from Table 4.1. For instance, merging a new 

concept with an existing concept creates a merged concept (!"#), as shown in Table 4.1 (first 

row and second column), which implies that the new concept and the existing concept that 

are merged no longer exist separately in the taxonomy under investigation, and a new merged 

concept (!"#) is formed which has a new relationship with the existing concept (!#) stored 

in AdvoCate. Similarly, if we split an existing concept (!)#) into two concepts (!))* , !),* ), as 

shown in the table (sixth row and second column), the existing concept (!)#) no longer exists 

in the taxonomy under investigation, and two new concepts (!))* , !),* ) are formed that have 

different relationships and require different measures to be compared with the concept 

stored in AdvoCate. 
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4.4.3 Change Recognition 
 

As a researcher traverses through various stages of a category modelling workflow, the 

Change recognition service advises what changes the modelled concepts and categories are 

proposing to the existing concepts and categories stored in AdvoCate. For example, after the 

classification activity, the service compares the extensions of the modelled categories with the 

existing categories stored in AdvoCate, and describes the extensional changes in categories. 

Similarly, during the training activity, the service highlights changes in the computational 

intensions of categories. The changes in computational intension and extension are measured 

using various statistical measures (as discussed in Sections 3.4.1 and 3.4.2). Displaying this 

change information assists a researcher to understand if the modelled category is a better 

representation of the concept than the one currently in use.  

 

Once a user completes the exploration process, and is comfortable that the modelled 

concepts and categories synchronize with his/her understanding, the user then moves to the 

Change implementation interface, where the Change recognition service presents a summary of the 

final concepts and categories modelled – the relationships and similarities/differences of the 

modelled categories with the existing categories both in terms of their computational 

intension and extension. The service employs the statistical measures (discussed in Section 

3.4.1 and Table 3.2) and change recognition rules (as shown in Tables 3.1 and 4.2) to measure 

the changes of the categories and to determine their horizontal relationships. In the case of 

exploring changes in an existing taxonomy, the user generally has two options: create a new 

taxonomy version or update the concepts and categories within the existing taxonomy. If the 

user decides to create a new taxonomy version, then all categories corresponding to the 

existing concepts are stored as evolutionary versions. The horizontal relationships for the 

computational intension and extension of these categories are determined based on the 

change recognition rules shown in Table 4.2. For merged or split concepts (described in the 

previous subsection), the relationships between the computational intensions of the 

corresponding categories are determined using the rules in Table 4.2. However, their 

extensional comparison is done using the measure of extensional containment (as discussed 

in the previous subsection), and their extensional relationship is determined by the 

relationship that the concepts share. For example, if a proposed concept ‘A’ results from 

merging two existing concepts ‘B’ and ‘C’, then ‘A’ extensionally includes both ‘B’ and ‘C’. 

Measuring the extensional containment tells how much of B’s and C’s extension is contained 

in A’s extension. Note that the threshold range used in the rules in Table 4.2 is informed 
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from the use-cases (discussed in Chapter 5). These limits can change depending on the task 

and the data used, and AdvoCate provides the flexibility to make these changes. 

 

If the user decides to update the concepts and categories within the existing taxonomy, then 

(s)he has to further decide if the proposed category corresponding to an existing concept 

should be added as a new version. If the change crosses the threshold limit, then the user 

also has to decide whether the new version of category is added as an evolutionary version or 

competing (or alternative) version (refer to Section 3.3.2 for more details about different 

versions). The service employs the change recognition rules as discussed in Section 3.4.2 and 

Table 3.1 to determine such decisions. For example, if the change in computational intension 

or extension of a category crosses the threshold range (refer to Section 3.4.2), then an 

evolutionary version of the category is created. However, AdvoCate allows a user to change 

the threshold limits of change in computational intension and extension, if the results do not 

align with the user’s understanding. Alternatively, the user may totally discard these rules and 

decide what changes need to be made. Finally, the user confirms the changes for AdvoCate 

to commit and store. 

 

Table 4.2 Change recognition rules to determine the computational-intensional and extensional 
relationships of categories corresponding to the common concepts. ‘A’ represents the 
proposed category and B refers to the existing category corresponding to the concept that 
A refers to. 

 

 
 

 A (category proposed) related to B (existing category) 

 Same as Overlaps Excludes 

Computational 
intension -. < 0.3 0.3 ≤ -. < 1.4 -. ≥ 1.4 

Extension 789_;<= ≥ 0.95 0.0	 < 	789_;<=	 < 	0.95 789_;<=	 = 0.0 
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4.4.4 Change Implementation 
 

Once the user confirms the changes, the Change implementation service comes into play. The 

service gathers the details of the final changes approved by the user from the Change 

recognition service and creates a change event, which incorporates the set of change operations 

(discussed in Section 3.4.4) to be applied, to commit the approved changes and update the 

concepts and categories within AdvoCate. The service employs different change operations 

for different scenarios, for example, different change operations are used when an existing 

taxonomy is updated and when a new taxonomy version is added. Before applying the 

change operations, the service presents the changes to be applied and the explicit change 

operations used for the user to approve. Once the user approves the change operations, the 

service implements the changes and updates the database. Finally, the service validates the 

new taxonomy version or the version that is updated using the consistency rules (as 

discussed in Section 3.4.5). 

 

4.5 Summary 
 

The AdvoCate system attempts to put the ideas discussed in Chapter 2 and the evolution 

model discussed in Chapter 3 into practice. We illustrated in detail the various aspects of 

AdvoCate including the underlying process model, its design and architecture, the data 

model conforming to the evolution model, and the services supporting the workflow 

activities and change language (relational and change operations – refer to Section 3.4). 

AdvoCate is designed not just to support the category modelling activities; the various 

services enable it to understand the user activities at a conceptual level by tracking and 

analysing the user’s exploration path, and to provide insights (statistical and conceptual) and 

guidance to the user during the modelling process. In the next chapter, we address the final 

objective to demonstrate the usefulness of these services, and illustrate how AdvoCate 

supports a richer representation of categories and their changes, and conveys a deeper 

understanding of an investigation.  
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– Adventures of Categories and Our ideas 
 

The vitality of thought is in adventure. That is what I have been saying all my life 

and I have said little else. Ideas won’t keep. Something must be done about them. 

The idea must constantly be seen in some new aspect. Some element of novelty 

must be brought into it freshly from time to time; and when that stops, it does. The 

meaning of life is adventure. 

Whitehead, Dialogues of Alfred North Whitehead 

 

5.1 AdvoCate in Practice 
 

As Whitehead suggests in the above quotation, the strength and meaning of our ideas lie in 

their journeys and applications. In this chapter, we reflect on our ideas, incorporated in the 

evolution model and AdvoCate, which evolved throughout the journey of this work, and 

address the fourth and final objective of this thesis by demonstrating their usefulness as we 

work through specific use cases in the domain of remote sensing. In this chapter we 

illustrate, through several use cases, how the evolution model in AdvoCate supports 

researchers in modelling, tracking and understanding the evolution of concepts and 

categories, and surfaces up the deeper understanding behind the exploration paths that 

explain the ‘hows and whys’ of a scientific enquiry. We further demonstrate how the process 

details can be exploited to better support and guide a research enquiry, and to bridge the 

gaps between knowledge producers and consumers. During the process, we highlight the 

usefulness of various features of the evolution model and AdvoCate that support our 

objectives and justify the contributions of this research, as outlined in Chapter 1. 

 

We present three scenarios demonstrating how AdvoCate supports the process of modelling 

a new taxonomy, and revisions to existing taxonomies resulting from various external and 

internal triggers. The scenarios demonstrate in detail various kinds of change operations 

(splitting, merging, grouping and drifting), the statistical information about changes in 

different facets of a category, the resulting competing and evolutionary versions of categories 

and the horizontal relationships among them, and the detailed exploration path that a user 

traverses to conceptualize a change (as discussed in the evolution model in Chapter 3).  
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Fig. 5.1 AdvoCate displaying the validation score and kappa value of a classification model and 

the attributes of normal distribution models – mean vectors and variances – of the 
modelled categories. 

 

5.2 Scenario 1 
 

The first scenario aims to show how AdvoCate supports modelling a new taxonomy, and 

how it guides a researcher in the modelling process, providing various statistical information 

about a classification model and the modelled categories. It further demonstrates how 

AdvoCate analyses intensional and extensional confusion of categories, and provides useful 

suggestions to improve the accuracy of the classification model, and hence supports 

improving the accuracies of the modelled categories and the map to be classified. The 

following describes the first scenario: 

 

 Bob, a geoscientist, decides to model a land cover taxonomy for the Auckland region of New Zealand using 

AdvoCate. The remote sensing data employed in this scenario is comprised of the visible spectral bands. Bob 

aims to model the following concepts (or information classes): Built-up Area, Open Space, Grassland, Forest, 

Estuarine Open Water, Inland Water, Sea Water, Shadow and Cloud. His aspiration is to model these 

concepts with maximum accuracy possible, and explore how AdvoCate supports him in his endeavours.  

 

 Bob starts his exploration path by choosing the option ‘Model a new taxonomy’, which he 

labels as ‘AKL LCDB’. He then starts the modelling process by naming the concepts to be 

modelled and uploading a new training set exemplifying each one. The classification model is 

then generated through a learning activity using the ‘Naive Bayes’ classifier, and is validated 

by a 10-fold cross validation method. AdvoCate then displays the validation score and the 
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kappa statistics of the classification model, and the information about the attributes of the 

classification model (mean vectors and variances of the modelled categories) as shown in 

Figure 5.1. AdvoCate further displays a confusion matrix, user and producer accuracies of 

the modelled categories, and JM distances among them (refer to Section 3.4.1 for details of 

these statistical measures), as shown in Figure 5.2. This information is analysed to estimate 

the intensional and extensional confusions of the modelled categories, (as discussed in 

Section 4.4.3), which indicate errors that can be expected from a map if classified using this 

classification model. AdvoCate highlights the categories that have their accuracies or JM 

distance below the threshold limit, as shown in Figures 5.2 (b) and (c). AdvoCate currently 

employs the default threshold ranges of JM distances and accuracies, as Bob has not changed 

them, to decide if a category needs to be highlighted as poorly modelled.  

 

The low accuracies and high confusion among many categories imply that the spectral classes 

in the training set do not accurately match with the concepts (or information classes) that 

Bob wishes to model. As a result, Bob may wish to modify his approach. There are many 

things he could try, such as finding better data or changing the classifier, but let us assume 

for now that he decides to revise the concepts themselves to make them easier to identify – 

essentially making a trade-off between the concepts to be modelled and the accuracies of 

their categories. Based on the statistical information generated and the threshold limits of 

accuracies and JM distance, AdvoCate generates a list of suggestions as shown in Figure 5.3 

to improve the accuracies of the classification model and the modelled categories. Using 

these suggestions, Bob decides to merge Open Space and Grassland into Pasture, and Estuarine 

Open Water and Sea Water into Water. The third suggestion of merging Inland Water and 

Shadow, however, seems illogical to him, as the two concepts are completely different. 

AdvoCate generates such suggestions (using an algorithm discussed in Section 4.4.2) based 

on the analyses of the intensional and extensional confusions of the modelled categories. The 

suggestion to merge Inland Water and Shadow is based on the statistical information that the 

JM distance between the categories of the two concepts is below the threshold limit, as the 

user and producer accuracies of Inland Water. Additionally, Inland Water is found to have 

maximum extensional confusion with Shadow in comparison to any other category. The 

suggestions generated are data-led, and sometimes may not seem conceptually reasonable. 

However, from a data-perspective, the spectral characteristics of both Inland Water and 

Shadow are highly overlapping in the visible spectrum, thus resulting in their high confusion, 

and merging these concepts seems to be a plausible approach. 
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(a) 

 
(b) 

 
(c) 

 
Fig. 5.2 Statistical information about the classification model and the modelled categories: (a) 

confusion matrix, (b) User and producer accuracies, (c) J-M distances between categories 
modelled as normal distribution models. 
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Fig. 5.3 Suggestions inferred from the intensional and extensional confusions of the modelled 

categories to improve the accuracy of the classification model 
 
 Applying the first two suggestions, and rebuilding the classification model still leaves Inland 

Water with low accuracies and highly confused with Shadow. AdvoCate still stands by its 

suggestion to merge the two concepts. Bob instead wishes to merge Inland Water with Water, 

as they have some overlapping components too. With competing approaches at hand, Bob 

finally decides to explore both the options and checks which path leads to a better 

classification model. The current implementation of AdvoCate does not allow a researcher to 

fork the exploration path; however, the researcher may explore various options linearly – the 

researcher may apply the first set of changes, then perform the learning and classification 

activities, and then explore the next set of options, and finally decide which path to choose. 

After exploring both the options, Bob found that in both cases, the accuracies of the 

classification models and categories are very similar. Similarly, the classified maps are 

extremely alike, as shown in Figure 5.4. Bob adopts the route where Inland Water and Water 

are merged into Water Bodies, as it seems more logical than the other choice, given the 

resulting maps are highly similar. Note that the process of modelling categories as we discuss 

here is not a linear process; rather, Bob goes through an exploratory process, iterating 

through various activities, and finally reaches a conclusion that is informed by the 

computational processes and his intuition and experience. With this decision, Bob’s journey 

of exploration in Scenario 1 comes to an end; he succeeded in modelling six concepts with 

reasonable accuracies, given the data comprises of only having access to three spectral bands. 

It should be noted that the taxonomy, including the modelled concepts and their 

corresponding categories, are not yet committed or saved in AdvoCate. This still requires 

going through the ‘Change recognition’ phase.  
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(a) 

 
(b) 

 
Fig. 5.4 The resulting maps from the two different sets of changes: (a) from merging Inland Water 

and Shadow, and (b) from merging Inland Water and Water. 
 

Finally, Bob moves to the ‘Change recognition’ phase, where the change recognition service (as 

discussed in Section 4.4.3) displays the summary of changes that have been conceptualized. 

Since, in this scenario a new taxonomy is conceptualized, the service simply displays the 

details (user/producer accuracies) of the modelled concepts and their corresponding 

categories.  
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Fig. 5.5 Change event including a list of composite change operations to implement the 

conceptualized changes during Scenario 1. 
 

Bob, happy with modelled concepts and categories, decides to commit the modelled 

taxonomy, and so moves to the ‘Change implementation’ phase. He creates a ‘change event’, 

which summarizes a list of change operations, as shown in Figure 5.5, to implement the 

conceptualized changes. The change operations listed in Figure 5.5 are to create new 

concepts and their corresponding categories. Bob then commits the change event, which 

finally saves the new taxonomy ‘AKL LCDB’, and its concepts and corresponding categories 

within AdvoCate.  

 

AdvoCate not only records the resulting taxonomy and its concepts and categories, but also 

captures and records the exploration path, which Bob traversed during Scenario 1. The 

exploration path, shown in Figure 5.6, highlights the interaction of Bob (reflecting on his 

understanding and background knowledge to a certain extent) with the training data, 

classification methods, and various activities incorporated in AdvoCate’s workflow (refer to 

Section 4.2 for more details). AdvoCate is designed to capture and record exploration paths, 

irrespective of whether they result in any change or not. For example, as shown in Figure 5.6, 

the branch of the exploration path where Inland Water and Shadow are merged, although it 

does not result in conceptualized changes and so is greyed-out, is also recorded in AdvoCate. 
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Fig. 5.6 The exploration path traversed by Bob during Scenario 1. AdvoCate stores and displays 

this path in a linear form; however, to elucidate the researcher’s exploration process, we 
forked the path expressing the two competing situations. 

 
5.2.1 Behind the Scene 
 

What we have seen so far in the illustration of Scenario 1 is the reflection of Bob’s 

perspective while interacting with AdvoCate. In this section, we illustrate this scenario by 

connecting the user perspective with an abstract view of the change model (discussed in 

Section 3.2.1) and the lower-level computational view (discussed in Chapter 4), as shown in 

Figure 5.7. 

 

As shown in Figure 5.7, and also discussed in Section 3.2.1, the life cycle of a change event 

starts with an external or internal trigger, which is exemplified in this scenario as a ‘scientific 

requirement’ of building a new taxonomy and ‘creating a new training set’ respectively. The 

researcher then moves to the next step of conceptualizing and validating the concepts and 

categories to be modelled through the process of exploration, as shown in Figure 5.6. The 

changes are then applied by creating a change event comprising a set of change operations, 

as shown in Figure 5.5.  
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Fig. 5.7 Connecting Bob’s perspective towards scenario 1 with an abstract view of the change 

model and the lower-level computational view. The innermost circle shows the 
computational perspective, where various services play their role during the different 
stages of Bob’s workflow. The middle circle shows the user perspective. The outer circle 
is the change model perspective, which links different artifacts and activities involved in 
the user workflow with different stages of change life cycle. 

 

The effects of this change event are a classified map and a new taxonomy including various 

concepts and categories stored and operationalized in AdvoCate. This elucidation offers an 

abstract view of Scenario 1 through the lens of the change model, highlighting the 

significance and the role of various knowledge structures and activities – computational and 

otherwise – in the life cycle of a change event. This abstract view of the change model 

remains constant throughout different scenarios, although the internal and external triggers, 

various activities and knowledge structures involved in an exploration process, and the 

resulting maps and taxonomies may constantly change. This highlights both the dynamic 

nature of science (as discussed in Sections 2.1 and 2.3.1) and our philosophical view of 

‘permanence amid the inescapable flux’ (as discussed in Section 2.3.2). 
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From the computational perspective, AdvoCate employs various services that were discussed 

in Chapter 4 during the different stages of a modelling process. As mentioned earlier, 

AdvoCate holds off on creating any concepts or categories or applying changes to the 

existing ones, until the researcher verifies and commits them in the ‘Change recognition’ 

phase. So, the Change recognition and Change implementation services come into picture only when 

a user finishes modelling their workflow, and decides to commit their changes. On the other 

hand, Activity support and Provenance tracker services continually stay in action while a user 

traverses through his journey of exploration. 

 

While Bob explores and builds a workflow, Activity support is the key service, staying in the 

foreground, supporting the user interaction and the execution of various activities (creating 

and editing a training set, training activity, classification activity and data manipulation), as 

discussed in Section 4.4.1. In Scenario 1, every time Bob merges any two concepts, the 

service combines the training samples of the two concepts, and stores them as a new training 

set version. The changes applied by Bob and their implications to various concepts and 

categories are tracked through the different versions of training sets and classification 

models. The recommendation aspect of the Activity support service, as discussed in Section 4.4.1, 

similarly stays in continuous interaction with Bob, providing useful suggestions. The 

Provenance tracker service, on the other hand, remains in the background tracking and storing 

the exploration process as it goes. In the current scenario, for example, this service tracks 

and stores the different versions of a training set, along with the editing operations, which 

exemplifies the relationship between two training set versions, and thus understands the 

series of changes applied to various concepts. For instance, the final training set version in 

the above scenario is the result of the following editing operations on the initial training set: 

(a) Merge Open Space and Grassland into Pasture, (b) Merge Estuarine Open Water and Sea Water 

into Water, and (c) Merge Water and Inland Water into Water Bodies. These editing operations 

depict a clear understanding of the changes applied to the concepts. In the ‘Change 

recognition’ phase, the final set of concepts is extracted from the final training set version, 

and the Provenance tracker service provides the details about the computational intensions and 

extensions of the corresponding modelled categories. As Bob selected the option ‘Model a 

new taxonomy’, the Change recognition service suggests creating a new taxonomy along with the 

modelled concepts and their corresponding categories. As a result, the Change implementation 

service employs the Birth operation (discussed in Chapter 3, Definition 16 and Algorithm 1) 

for each concept, which includes multiple atomic operations – creating a concept, adding it 
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to the taxonomy, adding hierarchical relationship(s), and the corresponding category 

instantiation. These various computational services operate behind the scenes, supporting 

Bob in his modelling process, and tracking his process of enquiry.  

 

5.2.2 Summary – Scenario 1 
 

Modelling a taxonomy in AdvoCate allowed Bob to view and understand the statistics related 

to classification models and individual categories. Although Bob did not necessarily require 

this information for the purpose of modelling a taxonomy, it was available for him to have a 

deeper understanding of the modelling process. Similarly, the suggestions provided by 

AdvoCate show that a competing (data-led) perspective on his concepts could be provided 

to help shape the decision-making; thus an analysis of the process details if explicitly 

represented may better support and guide the research enquiry. In addition, AdvoCate allows 

Bob and other researchers, working in the future, to trace back and track how he modelled 

the taxonomy, and why the concepts and categories ended up the way they did, thus 

communicating not just the final products, but also the exploration process and decision-

making behind Bob’s results.  

 

5.3 Scenario 2 
 

The second scenario aims to show how AdvoCate supports modelling changes in an existing 

taxonomy, resulting in a new taxonomy version or changing existing concepts and categories, 

demonstrating various change operations such as splitting, merging, grouping and drifting. In 

addition to guiding a researcher during the modelling process, this scenario also illustrates 

how AdvoCate continually compares the existing concepts and categories to the concepts 

and categories under investigation, to realize and quantify changes in different facets of a 

category; thus supporting a richer and deeper representation of categories and their changes. 

The scenario further highlights other features and functionalities of AdvoCate, discussed in 

Chapters 3 and 4, along with their usefulness during the modelling process. The following 

describes the second scenario: 

 

As new sensing devices with improved spectral characteristics come online, better image data with more spectral 

bands becomes available. It opens up an opportunity for researchers to revise (improve accuracy) and broaden 

(add new specialized concepts) the taxonomy modelled in Scenario 1. The data used in this scenario is from 

Landsat ETM+ image comprising of 8 spectral bands. This scenario consists of two cases: 
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Fig. 5.8 While modelling changes in an existing taxonomy, AdvoCate allows the creation of a new 

training set in reference to the existing concepts. 
 

Case 1 
Bob decides to revisit the taxonomy ‘AKL LCDB’ modelled in Scenario 1, and revises the existing concepts 

and categories using training data with more spectral bands. He aims to determine if the existing categories 

can be modelled more accurately and if the new spectral bands can better characterize and differentiate the 

specialized concepts. Bob aims to model the following concepts: Built-up Area, Open Space, Grassland, 

Forest, Scrub, Estuarine Open Water, Inland Water, Sea Water, Shadow and Cloud. 

 

Case2 
Later, during the same year, another researcher, Jane decides to understand the taxonomy built by Bob and 

the exploration path he traversed to model it. In the process, Jane comes across some issues that she tries to 

address, building her own exploration path, and resulting in various revisions to the taxonomy. 

 

5.3.1 Case 1 Illustration 
 

Bob starts his exploration process by choosing the option ‘Explore changes in an existing 

taxonomy’ and ‘new observation’ as an external trigger. He then starts the modelling process 

by creating a training set using new richer data with eight spectral bands. In the current 

option of exploring changes, the interface for creating a training set allows a user to explicitly 

suggest what (s)he wishes to change in the existing set of concepts – for example, a user may 

add new concepts, refine existing concepts, split an existing concept into multiple specialized 

concepts, or merge multiple concepts into a generalized concept, as shown in Figure 5.8.  
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Fig. 5.9 Comparison of categories corresponding to the common concepts in the two sets of 

concepts. 
 

Note that these changes are made to the training samples exemplifying the concepts to be 

modelled – neither the concepts in the existing taxonomy are changed nor the new concepts 

are stored in AdvoCate yet. In the process, AdvoCate captures the meaningful relationships 

between the two sets of concepts16 (the set of concepts in the existing taxonomy and the set 

of concepts being modelled). Capturing the initial relationships allows AdvoCate to track and 

understand any changes in concepts and their relationships as a user traverses through their 

exploration process, and further supports in automating the process of change recognition, 

as discussed in Sections 4.4.2 and 4.4.3. 

 

A classification model is generated through a learning activity using the ‘Naive Bayes’ 

classifier and a 10-fold cross validation method. AdvoCate displays statistical details about 

the intensional and extensional confusion of categories, as previously shown in Scenario 1. In 

addition, it also presents the intensional and extensional comparison of the categories 

corresponding to the common concepts in the two sets, as shown in Figure 5.9. However, 

the intensional overlap, i.e. JM distance, cannot be computed in this case as the two models 

are built using data comprising of a different number of spectral bands.  The training activity 

results in a classification model with a validation score and kappa value of 0.8 and 0.76, and 

categories with better accuracies compared to the categories modelled in Scenario 1 (as 

shown in Figure 5.9). However, Grassland and open Space, and Forest and Scrub are shown to be 

highly confused, and so AdvoCate suggests merging these concepts.  

                                                
16 In the following text, ‘the two sets of concepts’ (as discussed in Section 4.4.2) refers to the following two 
sets: i) the set of concepts that are stored in AdvoCate and ii) the set of concepts that is under the modelling 
process. 
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Bob agrees with the suggestions and merges Grassland and Open Space into Pasture, and Forest 

and Scrub into Woody Vegetation, and remodels the resulting set of concepts. As mentioned in 

the previous paragraph, AdvoCate tracks these changes in concepts, and recognises that: (i) 

the merged concept Pasture is a concept in an existing taxonomy, and (ii) Woody Vegetation is a 

generalized concept in relation to the existing concept Forest. The resulting model after these 

changes have an accuracy of 0.86, and AdvoCate provides no suggestions as the accuracies of 

the modelled categories are above the threshold limit. 

 

Bob decides to further explore the modelled categories and check if any of the categories 

represent a multimodal distribution, which may adversely affect the accuracy of the 

maximum likelihood classification, or may allow him to model further specialized concepts. 

The aim is to delineate correctly the spectral classes in the training data. The K-means 

clustering algorithm is used for this purpose. Bob found that many concepts (or information 

classes) have multiple clusters (spectral classes); however, either the clusters contain so few 

points as to be meaningless, or some clusters are so close that they represent a redundant 

division of data. However, when Bob applies clustering to the training samples of Built-up 

Area, it presents a bimodal distribution with two clusters having a reasonable number of data 

points in each cluster, and having their centroids (means of the clusters) separated by a 

reasonable distance, as shown in Figure 5.10.  

 

Often Landsat bands 1, 4 and 5 are good differentiators of different land cover types within 

a Built-up Area and are used to study them [213]. Figure 5.10 shows the clustered data in 

combinations of these bands, which suggests two distinct clusters in black and green 

respectively; however, we can see that the decision boundaries of the two clusters overlap 

suggesting some confusion among these spectral classes. Bob tries to investigate if Built-up 

Area has any more spectral classes, but re-clustering with more than two clusters results in 

new clusters with very few points, which seems to be meaningless – this highlights how 

researchers iterate through the same activity with different parameters to gather more 

information, as discussed in Section 2.1. Bob confirms that the two clusters represent Urban 

and Suburban by using existing maps and field visits, and decides to explore the option of 

splitting Built-up Area into Urban and Suburban.  
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Fig. 5.10 Scatterplots of the clustered data for Built-up Area on different band combinations. The 

black and green colours represent the two clusters that emerged when Bob runs the K-
means clustering algorithm on the training samples of Built-up Area. The centroid of each 
cluster is highlighted in yellow. 

 

After splitting Built-up Area, Bob reruns the learning activity, and the resulting classification 

model comes out with almost the same accuracy as before. In addition, AdvoCate did not 

come up with any suggestions since all the modelled categories have accuracies above the 

threshold limit, which by default is 0.6.  As the accuracy of the model is much higher than 

the threshold limit, Bob changes the threshold limit of accuracies to 0.85 to check if 

AdvoCate comes up with any suggestions. After remodelling, AdvoCate highlights Estuarine 

Open Water and Sea Water due to low accuracies, and suggests merging the two concepts. Bob 

notices the high omission error in Estuarine Open Water and decides to merge Estuarine Open 

Water and Sea Water into Water. After merging the two concepts, Bob performs training 

activity, which results in a classification model with an accuracy of 0.90 and kappa value of 

0.88. Bob then performs the classification activity, resulting in a classified map and a change 

matrix, as shown in Figure 5.11, which aligns well with his understanding. This concludes 

Bob’s journey of exploration for this scenario. 
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Fig. 5.11 Final classified map and the change matrix for Scenario 2 

 

Via the ‘adventures’ of various splitting and merging operations, Bob finally succeeds in 

modelling the eight concepts, as shown in Figure 5.11. The change matrix displays the 

overlap of extension between the existing and the newly modelled categories. The change 

matrix would reflect the changes in land covers if the satellite images used in the two 

scenarios were collected during different time periods. 

 

As Bob moves to the ‘Change recognition’ phase, a summary of the exploration path is 

displayed, as shown in Figure 5.12. The summary displays a brief excerpt about the final 

classification model, with detailed accounts of the modelled categories along with their 

relationships with the existing categories. Figure 5.12 displays three different tables 

representing three sets of concepts and categories resulting from different editing operations, 

and thus having different relationships with the existing set of categories.  
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Fig. 5.12 The summary of the current exploration process, and the conceptualized changes in 

relation to the existing set of concepts. 
 

The first table displays the common concepts modelled in the two sets along with the 

accuracies of their corresponding categories, and their extensional similarity. The second 

table displays the concepts that are generalizations of existing concepts. In the preceding 

paragraphs, an existing concept Forest was merged with a new concept Scrub resulting in a 

generalized concept Woody Vegetation. The second table also displays their accuracies and their 

extensional containment (refer to Section 4.4.2 for more details). Finally, the third table 

displays the concepts that are split from an existing concept, along with their accuracies and 

their extensional containment. This confirms that while Bob traversed through his 

exploration path, AdvoCate tracked the changes made to the concepts and categories and 

their relationships with the previous concepts and categories, as discussed in Sections 4.4.2 

and 4.4.3. The details about the changes in the modelled concepts and categories and their 

similarities/differences with the existing concepts and categories in individual facets 

(computational intension and extension) provide Bob a deeper understanding of the 

products he constructed. 
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Fig. 5.13 The change event displaying a set of change operations to create a new taxonomy 

version, add various concepts and categories, along with their hierarchical and horizontal 
relationships. 

 

 

 
 
Fig. 5.14 Visualizations of the taxonomy ‘AKL LCDB – version2’ along with the classified map 

and the exploration path that Bob traversed to model the taxonomy. 
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AdvoCate then provides an option to create a new taxonomy version or to make changes to 

the existing taxonomy. Bob decides to create a new version of the taxonomy, which leads to 

a change event summarizing a list of change operations to be applied, as shown in Figure 

5.13. The change operations listed are to create a new taxonomy version and the 

conceptualized concepts and categories. These change operations are different than those in 

Scenario 1, as they not only create new concepts and categories but also record the 

horizontal relationships (refer to Section 3.4.3) among various categories in the two 

taxonomy versions. Bob commits the change event, which saves a new version (2) of the 

taxonomy ‘AKL LCDB’, and its concepts and categories along with their hierarchical and 

horizontal relationships. 

 

5.3.2 Case 2 Illustration 
 

Jane decides to explore the taxonomy ‘AKL LCDB’ – version 2, to understand the concepts 

and categories and the exploration path traversed by Bob. AdvoCate allows a user to 

visualize an existing taxonomy, along with the classified map and the exploration path 

traversed to model them, as shown in Figure 5.14. The taxonomy and the classified map 

show the final results that Bob achieved, which is all we often see in contemporary scientific 

communication. The exploration path shown in Figure 5.14 enables Jane to understand the 

path followed by Bob along with his decisions and biases. Jane may click on any of the 

activities, and the related information is displayed. For example, the last editing operation in 

the exploration path shows that Estuarine Open Water and Sea Water were merged, as shown in 

Figure 5.14. Jane may also examine the preceding activities to check what other activities 

have provided the insight that led to the editing operation. From the exploration path, Jane 

realizes that Bob has a strong focus on the accuracies of the computational intensions of 

categories, resulting in the merging of several pairs of concepts. The exploration path further 

reveals how Bob realized that Built-up Area contains two distinct spectral classes through the 

findings from clustering various concepts, and the decision to split Built-up Area is supported 

by no negative effects on the accuracy of the classification model. Jane now has a better 

appreciation of Bob’s workflow through the details of his exploration path.  
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Fig. 5.15 The classified map and change matrix generated after editing the training samples of 

Water and Woody Vegetation. 
 

However, in the process of understanding Bob’s workflow and the classified map, Jane finds 

that along the coastal region, the land area covered under Mangrove is classified as Urban or 

Suburban (rather than Woody Vegetation). She further discovers that a specific region (the top 

centre of the map in Figure 5.14) covered by Water (containing Sea Water and Estuarine Open 

Water) is classified as Inland Water.  

 

Jane decides to explore these changes, and starts her own exploration process by choosing 

the option ‘Explore changes in an existing taxonomy’ and ‘conceptual change’ as an external 

trigger. Jane chooses the existing training set created by Bob in Scenario 2 – Case 1, and edits 

the training samples of Water and Woody Vegetation, by incorporating the new training samples 

from the regions that are misclassified. A classification model is then generated through a 

training activity using the ‘Naive Bayes’ classifier and a 10-fold cross validation method, 
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having an accuracy of 0.87 and kappa value of 0.85. Jane finds the model convincing and 

decides to classify the map to check if it has any spatial effects on the misclassified region. 

The resulting classified map and the change matrix are shown in Figure 5.15. The change 

matrix shows that almost one third of the extension of Inland Water is reclassified as Water, 

justifying the reduced confusion in the map shown in Figure 5.15, as compared to the map in 

Figure 5.14.  

 

The change matrix shows that there is a drift in the extensions of Urban, Suburban and Woody 

Vegetation. Some regions along the coastal lines, which were classified as Urban or Suburban 

are reclassified as Woody Vegetation, as can be seen by comparing the maps in Figures 5.14 and 

5.15. Updating the training samples of the two concepts thus resulted in changes to the 

extensions of several categories, as Jane expected. Although the overall accuracy of the 

classification model has decreased, the changes displayed in the extension of various 

concepts align well with Jane’s understanding. Before ending her exploration process and 

committing the changes, Jane groups Urban and Suburban into Built-up Area, and Inland Water 

and Water into Water Bodies. The grouping of concepts creates a new parent concept of the 

existing concepts that are grouped, and the extension of the parent concept is the sum of 

extensions of its children (refer to Section 3.4.4 for more details on the group operation). This 

does not require remodelling the whole taxonomy again, so ends Jane’s exploration path. 

 

Jane decides to save these changes and so moves to the ‘Change recognition’ phase, where 

AdvoCate displays the change summary of her exploration process, as shown in Figure 5.16. 

The first table in the figure shows the comparison of the categories modelled and the 

categories in the taxonomy ‘AKL LCDB’ version 2, and the second table shows the concepts 

that are grouped to create new parent concepts. The statistical details displayed in the table 

highlight some interesting insights about the computational-intensional similarities (indicated 

by JM distance) and the extensional similarities. As Jane only changed the training samples of 

Water and Woody Vegetation, the computational intensions of only those two categories have 

drifted, as shown by the JM distance values in the first table. However, we may see that the 

extensions of almost all the categories have drifted. A good example is Inland Water, for 

which the value of JM distance is zero, which indicates no change in its computational 

intension, while its extension has changed significantly. This demonstrates that in a Naive 

Bayes model, a category’s extension may change significantly if the computational intensions 

of its neighbouring categories are changed. 
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Fig. 5.16 Summary of the exploration path of Case 2 of Scenario 2, and the conceptualized 

changes to various concepts and categories. 
 

This can also be explained by the fact that Inland Water is confused with Water, and the 

change in the computational intension of Water reduces the confusion by correctly classifying 

the pixels resulting in extensional changes to both Water and Inland Water. On the other hand, 

given the JM distance of Water indicates a drift in its computational intension, the change in 

its extension is considerably low. Although it is evident that the pixels drifted from Inland 

Water are reclassified as Water, as shown in the change matrix in Figure 5.15, the amount of 

extensional drift differs for the two categories. The reason lies in the fact that the extensional 

change is shown in terms of the percentage of the total pixels belonging to the two 

categories, and thus the huge difference in the number of pixels belonging to Water and 

Inland Water accounts for the difference in the percentage of their extensional changes (or 

similarities). 
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(a) 

 

 
(b) 

 
Fig. 5.17 The two sets of conceptualized changes resulting from different input values of the 

threshold limits of change in computational intension and extension. The default 
threshold limits in (a) result in an evolutionary version of ‘Woody Vegetation’ and 
competing versions of the rest of the categories. The updated threshold limits in (b) result 
in competing versions of all the categories. 

 

Jane wishes to commit her changes to the existing taxonomy, rather than creating a new 

version. However, she does not wish to overwrite Bob’s categories, as she now understands 

and appreciates the differences in Bob’s and her own perspective in greater depth. AdvoCate 

allows her to commit the new categories as competing versions (refer to Sections 3.3.2 for 

details on different versions) to the categories that Bob modelled. Thus AdvoCate allows 

storing and operationalizing of multiple perspectives towards a category simultaneously.  
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Fig. 5.18 The change event details the change operations to implement the changes that resulted 

due to Janes’ workflow. 
 

AdvoCate further provides a feature ‘threshold limit of change’, which compares the extents 

of change in the computational intensions and extensions of categories, and analyses them to 

advise which categories can remain unchanged, which categories may have a competing 

version, and which categories may have an evolutionary version (refer to Section 3.4.2 for 

more details). Jane decides to use this feature, which allows her to explore the changes based 

on the change recognition rules (refer to Section 4.4.3 for more details). AdvoCate displays 

the lower and upper threshold limits of change in computational intension and extension, 

and the corresponding changes that are recognized, as shown in Figure 5.17 (a).  

 

Jane changes the values of the threshold limits and explores their effects on the 

conceptualized changes. Finally, after exploring different values, she comes to an agreement 

with the conceptualized changes, as shown in Figure 5.17 (b). The conceptualized changes 

create competing versions of Inland Water, Shadow, Water and Woody Vegetation. Jane accepts 

the recommended changes and creates a change event to commit them. The resulting change 

event with a set of change operations is shown in Figure 5.18. The change operations include 

operations to create the competing versions of Inland Water, Shadow, Water and Woody 

Vegetation, and to group Urban and Suburban into Built-up Area, and Water and Inland Water 

into Water Bodies. Finally, Jane commits the change event, which creates new competing 

categories and concepts, along with their horizontal and hierarchical relationships with 

existing categories and concepts in the taxonomy ‘AKL LCDB’ – version 2. 
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5.3.3  Behind the Scene 
 

The discussion so far in Scenario 2 illustrates the interactions of Bob and Jane with 

AdvoCate and the reflections of their perspectives. The perspective of change model towards 

the two cases of Scenario 2 remains the same as we have discussed in Scenario 1 (refer to 

Figure 5.7).  However, the internal and external triggers, explorations paths, change events, 

and the resulting taxonomies and classified maps are in flux in both the cases of Scenario 2. 

 

From the computational perspective, AdvoCate employs the same set of services as 

discussed in Scenario 1. However, Scenario 2 further illustrates additional operations that the 

same set of services support. In both the cases of Scenario 2, the Provenance tracker service not 

only tracks and captures the exploration process, but also tracks the changes in concepts and 

their corresponding categories, and their relationships to the set of concepts and categories 

stored in AdvoCate. The changes to the concepts are tracked through the editing activities 

applied to a training set, as previously discussed in Scenario 1. The changes in the 

relationships between the two sets of concepts are determined through the relationship tracking 

algorithm (as discussed in Section 4.4.2), which analyses the initial set of relationships 

specified by a user and the editing operations applied by the user during his exploration 

process and outputs the updated set of relationships. The change recognition service continually 

displays information about the relationships of the two sets of concepts and their intensional 

and extensional similarities (change matrix) to support a better understanding of the effects 

of various changes.  

 

In Case 1 of Scenario 2, we came across several new features that AdvoCate supports such as 

clustering activity and Split operation (refer to Section 3.4.4 for more details on these 

operations) to support the modelling process.  In this scenario, Bob not only consumes the 

suggestions recommended by AdvoCate, but also interacts with the recommendation rules 

by changing the threshold limits; thus altering the recommendation rules and 

recommendations based on his requirements and understanding. Behind the scenes, 

AdvoCate captures the default values of the threshold limits in the configuration file, and 

uploads them in the current session memory when a user starts an exploration process. 

When a user changes the values of threshold limits, the values for the current session are 

updated; however, the default values remain the same in the configuration file. The 

recommendation rules then access the updated threshold limits to generate new 

recommendations.  



 132 

Case 2 further reveals new features of AdvoCate. The visualization interface allows a user to 

view an existing taxonomy, along with the classified map, and the exploration path explaining 

the modelling process. The required information is gathered from the data store in 

AdvoCate, and is fed to the visualization libraries, which then outputs various visualizations 

as shown in Figure 5.14.  New editing operations – edit a concept and group concepts – are also 

introduced in this scenario. In the case of editing a concept, the operation replaces the 

existing training samples of the concept with the new training samples and creates a new 

training set version. The group concepts operation does not change a training set, as it does not 

require modelling the new parent concept (refer to Section 3.4.4). However, this information 

is captured and stored by the provenance tracker service and is used later during the ‘Change 

recognition’ phase.  

 

In the ‘Change recognition’ phase, the final set of concepts is extracted from the final 

training set version, and the provenance tracker service provides details about the modelled 

categories and the relationships they have with the existing set of concepts. AdvoCate then 

provides an option to either create a new version of taxonomy, or change the existing 

version. In Case 1, Bob creates a new version, and, as a result, the change recognition service 

suggests creating a new taxonomy version. The Change implementation service, in comparison 

to Scenario 1, not only stores the modelled concepts and their corresponding categories, but 

also records their horizontal relationships. On the other hand, in Case 2, Jane chooses to 

update the existing concepts and categories in the taxonomy. In this case, AdvoCate 

introduces a new feature, the threshold range of change (refer to Sections 3.4.2 and 4.4.3 for 

more details on threshold range of change and change recognition rules), which analyses the 

extent of change in the individual facet of a category, and advises to create a competing or 

evolutionary version of the category. As for recommendation rules, AdvoCate also allows 

dynamic change of the threshold ranges of computational intension and extension, and 

generates conceptualized changes based on a user’s requirements and understanding. The 

Change implementation service takes into account the user’s input in conceptualizing the final 

changes and creates a change event accordingly. 

 

5.3.4 Summary – Scenario 2 
 

AdvoCate supported Bob and Jane in their endeavours of exploring changes in a taxonomy, 

creating a new taxonomy version and changing the existing concepts and categories. During 

the exploration process, AdvoCate analyses and displays the effects (intensional and 
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extension confusions of modelled categories, changes in a category stored in AdvoCate and 

the category modelled for the same concept, changes in relationships of concepts) of 

exploration activities concurrently, thus guiding Bob and Jane throughout their exploration 

process and supporting a deeper understanding (how and why) of the enquiry process and 

resulting changes in categories and land cover maps. The in-built change operations (add, 

remove, split, merge, group, etc.) in AdvoCate allows the tracking and analysis of the changes 

in the training set (or the concepts to be modelled), and supports automating the change 

recognition and implementation process, which is often a tedious, manual task. Allowing 

Jane to view Bob’s exploration path provides her with a better understanding of Bob’s 

process of enquiry, thus highlighting the deeper understanding lurking within the exploration 

process and bridging conceptual gaps between a knowledge producer and consumer. 

Furthermore, supporting competing versions of categories (one of the key aspects of 

evolution model, refer to Sections 2.2.4 and 3.2 for more details) in AdvoCate allows users to 

share, understand and compare their competing and conflicting views, and highlights the true 

nature of scientific practices. 

 

5.4 Scenario 3 
 

The aim of this scenario is to show how changes in external factors, such as new 

classification method or change in scientific drivers, may result in major shuffling in a 

taxonomy, and how AdvoCate supports and implements such major changes in a taxonomy 

simply through its composite change operations and the services that automate the process 

of change recognition and implementation.  

 

With advances in Computer Science research, a new parametric classification method – the Support Vector 

Machine (SVM) – is created, which is less susceptible to noise and is claimed to perform better than a Naive 

Bayes classifier. Adam, an eScience researcher, decides to revisit the taxonomy – AKL LCDB (version 2) – 

modelled in Scenario 2 using the new SVM classifier. His aim is to explore how SVM performs, and if it 

creates a model that is a better differentiator of specialized categories that were abandoned in Scenarios 1 and 

2. 
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Fig. 5.19 Heat map of SVM’s cross-validation accuracy as a function of parameters ‘c’ and 

‘gamma’. 
 

 

 
 
Fig. 5.20 The classified map generated using SVM classifier and the training set (the set of 

concepts) created in Case 2 of Scenario 2. 
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Adam starts his exploration process by choosing the option ‘Explore changes in an existing 

taxonomy’ and ‘Technical advancement and conceptual change’ as an external trigger. Adam 

chooses the training set created by Jane in Scenario 2. To check the performance of SVM, 

Adam does not change the training set (or the existing set of concepts) and decides to 

perform training activity on the existing set of concepts. The SVM model is very sensitive to 

the settings of its operational parameters, ‘gamma’ and ‘c’. The ‘gamma’ parameter defines 

how far the influence of a single training sample reaches. The ‘c’ parameter trades off 

misclassification of training examples against simplicity of the decision surface. To find the 

optimal values of these parameters, Adam explores the classifier’s cross-validation accuracy 

against the values of ‘c’ and ‘gamma’ on a large grid. The resulting heat map of the classifier’s 

accuracy as a function of ‘c’ and ‘gamma’ is displayed in Figure 5.19. The resulting optimum 

values of ‘c’ and ‘gamma’ are shown to be 4.3288 and 0.00152 respectively.  

 

A classification model is then generated using the SVM classifier with these optimum 

parameters settings. The resulting model has an accuracy of 0.97 and kappa value of 0.95, 

which are much higher than Jane’s model in Scenario 2. The classified map generated using 

the resulting model is shown in Figure 5.20. In comparison to the map generated in Scenario 

2, it is evident that there is less confusion among the categories and the resulting 

classification is much more accurate. For example, the top-centre region of the map that was 

confused with Inland Water is correctly classified as Water.  

 

Given the better performance of the SVM classifier, Adam decides to further explore and 

check if he can model more specialized concepts that were not modelled in Scenarios 1 and 

2. Adam also explores the explorations paths of Bob and Jane to understand their 

perspectives and the categories they modelled. He finds out that both Bob and Jane were 

strongly focussed on the accuracy of the modelled categories and the classified map, rather 

than the descriptiveness of the taxonomy. Adam also figures out the meaning of various 

categories from the perspective of their producer. For example, Bob created Woody vegetation 

by merging Forest and Scrub, as they were highly confused. Similarly, Pasture was created by 

merging Open Space and Grassland. These categories built on ad hoc basis do not align well 

with Adam’s understanding and he decides to make the following changes to the existing set 

of concepts: i) Split Woody Vegetation into Indigenous Forest, Mangrove and Scrub, ii) Split Pasture 

into Open Space and Grassland, and iii) Split Water into Sea Water and Estuarine Open Water. 

Adam then runs the training activity again using the SVM classifier and modified training set. 
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Fig. 5.21 The classified map and the change matrix generated after splitting various concepts into 

specialized sub-concepts. 
 

The resulting model has an accuracy of 0.86 and kappa value of 0.84. Some of the categories, 

such as Estuarine Open Water and Scrub, have low accuracies, but Adam decides to verify the 

extension of the categories through the resulting classified map, which is shown in Figure 

5.21. The classified map clearly shows some confusion between Sea Water and Estuarine Open 

Water. From the change matrix, shown in Figure 5.21, we can see that along with categories 

being split, there are extensional drifts to all the categories. This shows that the boundaries of 

all the categories have drifted, resulting in less confusion and a more accurate model. Adam 

finds the classification and extensions of the categories align to his own understanding. He 

realizes that there is confusion among certain categories, but his focus is on the 

descriptiveness of the modelled taxonomy with reasonable accuracy.  
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Fig. 5.22 Summary of the exploration path of Scenario 3 and the conceptualized changes. 
 

Adam further decides to group various concepts into more generalized concepts, leading to 

major structural and conceptual changes. The following grouping operations are then 

performed: i) Group Built-up Area and Open Space into Artificial Surfaces, ii) Group Sea Water, 

Inland Water and Estuarine Open Water into Water Bodies, iii) Group Indigenous Forest and 

Mangrove into Forest, iv) Group Forest, Scrub and Grassland into Vegetation. With these grouping 

operations, Adam’s exploration process comes to an end, and he moves to the change 

recognition phase to verify the conceptualized changes and save them. The summary of the 

current exploration process and the conceptualized changes are displayed in the ‘Change 

recognition’ phase, as shown in Figure 5.22. The summary displays three sets of tables 
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corresponding to the common concepts, concepts that are split, and concepts that are 

grouped. In the first two tables, we may notice that there are two values of extensional 

similarity and extensional containment for several categories. The two different values refer 

to the competing versions of categories stored in AdvoCate in Scenario 2. AdvoCate 

compares the newly modelled categories with every operationalized version of categories in 

the taxonomy, and indicates how the new category has changed with respect to the different 

competing versions of categories. Adam decides to create a new version (version 3) of the 

taxonomy, and creates a change event and commits it, thus creating AKL LCDB – version 3. 

 

5.4.1 Behind the Scene 
 

The discussion so far in Scenario 3 portrays the perspective of Adam and his interactions 

with AdvoCate. The viewpoint of change model remains the same as in Scenario 1 and 2 

(refer to Figure 5.7). However, in contrast to the other scenarios, the change process in this 

scenario was triggered due to a technical advance (new computational method) and change in 

scientific requirements. The changes conceptualized as a result of Adam’s exploration path 

did not simply create new concepts and categories, but made several specialized and 

generalized concepts with a major restructuring in the taxonomy. From the computational 

point of view, AdvoCate employed the same set of services as discussed in Scenarios 1 and 2. 

However, this scenario employed various split and group operations that led to major changes 

in the structure and semantics of the taxonomy and the categories modelled. 

 

5.4.2 Summary – Scenario 3 
 

AdvoCate allowed Adam to explore the categories modelled by Bob and Jane, and their 

exploration paths, which enabled Adam to understand their perspectives and the categories 

they modelled. The statistical details of computational intensional and extensional confusions 

of the modelled categories, and the similarities/differences between the different facets of 

the modelled categories and the operationalized categories supported and guided Adam 

during the enquiry process to take informed decisions. The change operations and the 

services incorporated in AdvoCate ease the process of restructuring the taxonomy and 

creating various specialized and generalized concepts.  
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Fig. 5.23 The different versions of the taxonomy ‘AKL LCDB’ modelled in the three scenarios (discussed in Sections 5.2. 5.3 and 5.4). The visualization portrays 
the structural differences in the three versions of the taxonomy, and the various specialized and generalized concepts modelled in different scenarios. 
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5.5 Richer Representation of Change 
 

The discussions in the three scenarios have illustrated how well AdvoCate supports and 

guides a user during the category modelling process. In addition to this, AdvoCate also 

supports a richer representation and deeper understanding of evolution. The data model in 

AdvoCate captures the details about the whole life cycle of change and records changes at 

different levels of granularity: at the level of a taxonomy, at the level of concepts and 

categories, and at the level of individual facets of a category. At the level of taxonomy, 

visualizations of different versions of taxonomy, as shown in Figure 5.23, provide 

information about the structural and conceptual changes that occurred among the successive 

versions of a taxonomy. The figure also provides details about the various specialized and 

generalized concepts modelled in different versions. However, it is difficult to comprehend 

how the concepts and their related categories in version 2, for example, relate to the 

concepts and their related categories in version 3. At best, we may say that the concepts with 

the same label in two different versions are the common concepts. However, it does not 

reveal how the categories referring to these common concepts might be related. It is further 

difficult to understand the relationships or similarities between concepts having different 

labels, for example, woody vegetation in version 2 and vegetation in version 3 (as shown in Figure 

5.23). This is the level of details of change we often see in our contemporary representations. 

 

AdvoCate addresses these concerns by explicitly connecting categories in different versions 

of a taxonomy and representing their horizontal relationships. For example, Woody Vegetation 

in version 2 connects to Forest in version 1, as Woody Vegetation was modelled by merging 

Forest and Scrub in Scenario 2. AdvoCate also stores their relationship, which suggests that 

Woody Vegetation is a generalization of (or it extensionally includes) Forest. Similarly, Open Space 

and Grassland in version 3 relates to Pasture in version 2. Thus, explicitly capturing these 

connections supports our understanding of which concepts and categories in the given two 

versions of a taxonomy are related and how are they related. Finally, AdvoCate also captures 

the details of individual facets of a category, which allows us to compare the evolutionary 

and competing versions of categories in any two different versions of a taxonomy. Thus, 

AdvoCate allows us to explore, compare and analyse changes in categories at different levels 

of granularity, which support a deeper understanding of category evolution. AdvoCate 

currently stores this information, but does not provide an interface to explore these changes 

and analyse them, which is left for future work. In addition to these details, AdvoCate 
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captures internal and external triggers that initiate a change event, and the exploration path 

of an enquiry that surfaces up the insights gained by a researcher during the process and 

supports a rationale understanding of a change event. 

 

5.6 Summary 
 

The discussions in the three scenarios have illustrated how well AdvoCate supports a user in 

modelling changes in categories. The use cases illustrated various types of changes including 

simple addition of new concepts and categories, splitting and merging of concepts, drift in 

categories resulting in competing and evolutionary versions, and even major restructuring of 

a taxonomy. The automated services incorporated in AdvoCate, the underlying conceptual 

model of change and the process model support the ease of modelling changes and enable 

automation of the change process with minimal user labouring. AdvoCate further supports a 

researcher during an investigation by tracking his/her activities, analysing them and proving 

useful data-led insights and suggestions. These insights and suggestions support researchers 

in understanding their own exploration activities and their implications, and enable them to 

take an informed decision. The exploration path captured during the process of an enquiry 

enables a researcher to understand the perspective of knowledge producer and supports a 

richer understanding of the enquiry process; thus bridges the conceptual gaps between 

knowledge producer and consumer. The explicit representation of categories and their 

individual facets, and their connections to the process of their construction and evolution 

support a richer representation and deeper understanding of knowledge artifacts (e.g. 

categories and maps) and thus enable their reuse. The representation of change at various 

levels of granularity along with the details of ‘how’ and ‘why’ support a deeper understanding 

of category evolution, evolution of our own understanding, and the similarities and 

differences among perspective of different researchers/communities. The next chapter 

summarizes our journey so far, revisits our objectives set in Chapter 1, and finally outlines 

directions for the continued development of the ideas introduced in this work. 
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– Rethinking Scientific Knowledge through 

Process-oriented Computing 
 

The art of progress is to preserve order amid change and to preserve change amid 

order.  

Alfred North Whitehead, Process and Reality 
 

The above quotation by Alfred North Whitehead symbolizes the core theme of this work – 

to embrace the knowledge patterns or forms that emerge from the process of science, 

enabling us to study and understand the world, and at the same time, to acknowledge their 

ephemeral nature, allowing them to change, evolve and perish within the perpetual flux of 

the process of science. In this thesis, we captured and represented dynamic knowledge 

structures, connecting them to the dynamic and exploratory process of science, which 

periodically led the knowledge structures to change, evolve and perish, and highlighted the 

usefulness of such connections in scientific practices. While we certainly do not claim that 

the work in this thesis reflects the complete richness, fluidity and connectedness of 

Whitehead’s philosophy and the science process itself, it does take us a step closer towards 

the dynamic interplay of permanence and flux in science, representing the dynamic and 

exploratory nature of the science process and uncovering the deeper understanding that lurks 

within this flux of science. 

 

6.1 Rethinking Knowledge 
 

The big picture idea of this thesis is about how to enrich digitally represented scientific 

knowledge such that it reflects more truly the nature of our scientific practices. The thrust of 

this vision is not to simply add more provenance details, but to rethink knowledge such that it 

surfaces up a deeper understanding of science (e.g., how and why a knowledge artifact is 

constructed the way it is, and the perspective and understanding of researchers that drive an 

investigation) and improves research practice (e.g., by enabling virtual witnessing of an enquiry 

and supporting reusability of the resulting knowledge structures). In the exploration of this 

vision, this thesis has investigated the nature of knowledge and the process of science from 

multiple diverse perspectives. 



 143 

We examined in detail the important knowledge aspects (inherent flux, knowledge 

aggregation, etc. – refer to Section 2.1) of a science model that too often go unexpressed in 

computational models. To materialize the conceived vision, such knowledge aspects must be 

incorporated into the digital frameworks supporting science. This thesis particularly focussed 

on the dynamic and exploratory aspects of science. We examined the contemporary state of 

category representation (refer to Section 2.2), which revealed that the current approaches fail 

to capture and represent the deeper meaning of categories and their evolution, required to 

support their rationale understanding (in the sense of Whitehead’s rationalism – refer to Section 

2.2.3). We approached this problem by first investigating the nature of knowledge from the 

perspectives of cognitive science, philosophy of science, social and instrumental dimensions 

of science, and practicing GIScience. We then synthesized the analyses of these perspectives 

to provide an analytical framework that highlighted not just the need to support evolution of 

scientific knowledge, but also the need to rethink knowledge as a dynamic process of 

evolution, which can rationally explain the dynamic nature of scientific knowledge, provide a 

means to uncover the knowledge that lurks within the flux of science, and support the social 

aspect of virtual witnessing (that makes ‘scientific knowledge’ scientific).  

 

A further investigation into the contemporary computational tools and models to support 

category evolution (refer to Sections 2.5) revealed that we often take a materialistic or static 

ontological approach towards representing knowledge and changes in it, where knowledge 

structures (e.g., categories versions) are largely disconnected from the process of science. The 

existing tools support evolution of categories, supporting the operationalization of changes 

in categories and representing them as static versions, but the dynamic path of exploration 

that drives a change is often not captured and represented. Similarly, the current practices to 

support virtual witnessing and deeper understanding (refer to Section 2.6) employ the means 

of provenance, which provides a shallow view of a scientific enquiry, and the deeper 

understanding that lies within the change epistemology is often ignored. 

 

Chapter 2 showed that previous attempts to support evolution and richer knowledge are 

quite limited, as they adopted the materialistic approach, focussing just on the knowledge 

products, and did not treat knowledge as a process. Generally speaking, the design of 

contemporary computational tools adopts an end-focussed approach and does not reap the 

full value that can be derived if they are aware of the process of constructing knowledge. In 

this thesis, we adopted the alternative process-oriented approach when designing the 
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underlying evolution model and the functioning of AdvoCate, which not only captures the 

dynamic and exploratory process but also brings to light some of the deeper insights hidden 

within it. 

 

In Chapter 3, we outlined a category evolution model, based on the ideas and process-

oriented approach developed in Chapter 2. The evolution model incorporated in AdvoCate 

grounded categories within the dynamic process of their construction and evolution, and 

provided means to exploit the richer process knowledge during the modelling of categories 

and their changes. We demonstrated the utility of the ideas and the evolution model via 

AdvoCate, which encapsulates a typical workflow of modelling land cover categories, and by 

recording and analysing the exploration path of an enquiry, supports a richer model of 

categories and their evolution, including the virtual witnessing of the enquiry process. In the 

following section, we revisit the objectives set in Chapter 1 and evaluate to what extent we 

have been successful in achieving them and further outline some limitations to this work. We 

conclude with a view on how the ideas and the tool developed in this work can be employed 

as a foundation to further improve computationally enabled science. 

 

6.2 Revisiting our Objectives 
 

The principle conviction of this work is that the true nature of science and the deeper 

understanding of scientific products can only be achieved through explicitly representing the 

process of enquiry; the dynamic exploration path of an enquiry reveals an individual’s or 

community’s perspective through the decisions and biases taken during the process and 

insights gained through each activity in the process, and surfaces up the understanding that 

goes into choosing a specific workflow, thus exposes the richer identity and meaning of 

resulting knowledge structures. 

 

In what follows we discuss how well we achieved our objectives and highlight the extent to 

which the above conviction is reflected in the evolution model and AdvoCate. This work 

embraced four objectives: 

 

(1) Examine thoroughly the contemporary state of computational representation and communication of 

categories and their changes, and identify what (set of features) is missing and further required to support 

a richer and more meaningful representation of categories and their evolution. 
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In Chapter 2, we investigated how well the contemporary digital approaches represent a 

category and its dynamic nature. The investigation revealed that we do not explicitly 

represent all the different facets of a category, or, in the case of a category evolution, the 

details about which facets have changed and to what extent, and what are their 

implications. We found that in practice, researchers and communities may have different 

perspectives towards the same category. Such competing or conflicting views are often 

not shared, let alone comparing, understanding or harmonizing them. In addition, it was 

discovered that we often do not represent the contexts and situations around which a 

category is conceptualized and built, and do not link categories to the process of their 

construction and change, to which they owe their identities. The investigation thus 

highlighted the need for an evolution model for categories, with three key features: 

epistemological view of evolution, granularity of representation, and contested 

meaning (or multiple perspectives) of knowledge. The synthesis of the nature of 

scientific knowledge from the perspectives of cognitive science, philosophy, and the 

social and instrumental dimensions of science further provided the rationale for the 

dynamic nature of categories and a process-oriented view to support it. 

 

A caveat needs to be noted. The above features of an evolution model do not represent 

an exhaustive or complete list of features that may enrich digitally represented 

knowledge. There exist other important aspects of a science model that have room for 

improvement in the digital environment. For example, the conceptual connections that 

exist between various knowledge structures and are often evident in the mind of a 

researcher are missing in digital representations, and materializing them in digital 

representation of science may provide a richer, integrated view of science (refer to future 

work in Section 6.3.1 for more details). 

 

(2) Develop a formal model for category representation that accounts for an epistemological view of evolution. 

The requirements identified in objective one will serve as prerequisites for a successful evolution model, 

and a measure to assess the achievement of the second objective. 

 

Chapter 3 discussed the category evolution model based on the ideas discussed in 

Chapter 2 and the requirements identified in the first objective. The exploration path 

incorporated in the conceptual model of the process of change (refer to Section 3.2.1) 

portrays the path that a researcher traverses while modelling changes in categories. The 
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exploration path uncovers the details of both successful and unsuccessful activities 

performed during the enquiry process, the decisions and biases of the researcher, and 

the insights gained through each activity that guide researchers in building their 

workflows; thus it surfaces up the aspects of ‘how’ and ‘why’ a category is modelled the 

way it is, and reflects an epistemological view of change. The conceptual model (refer to 

Section 3.2.2) explicitly represents the different facets of a category, thus the appropriate 

granularity of representation allows us to better understand the meaning of the category. 

In addition, the explicit representation of each facet of a category allows us to 

understand a change in category in more depth. The model adopted a process-oriented 

approach and explicitly connected the computation intension and extension of a 

category to the process of their construction and change, thus representing their deeper 

identities. The ‘evolutionary’ and ‘competing’ versioning incorporated in the evolution 

model (refer to Section 3.3.2) support both the changes in conceptualization that occur 

over time and the contested meanings or multiple perspectives of researchers and 

communities that also exist at the same time. Thus the model fulfils the second objective 

by incorporating all the three features identified in the first objective. 

 

A few caveats are in order. The evolution model in its current state formalizes the 

representation of categories, their different facets along with their process of 

construction, and the relational and change operations. There are other aspects of the 

change life cycle, as shown in Figure 3.1, that are not formalized yet and are left for the 

future work. For example, the effects of a change event and its propagation to other 

related artifacts are not formalized and incorporated in the evolution model and 

AdvoCate. The evolution model is currently evaluated based on the ideas and features 

identified in the first objective. However, the work currently lacks a formal evaluation of 

its correctness, which will be addressed in future work.  

 

(3) Implement a computational framework that incorporates the formal model, and thus supports the 

functioning of its key features. 

 

Chapter 4 discussed the proof-of-concept implementation, AdvoCate, which 

incorporates the evolution model discussed in Chapter 3. The provenance tracker service in 

AdvoCate captures the details of an exploration path as a user models changes in 

categories, and analyses the details of the activities performed to guide and suggest the 
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researcher by uncovering and presenting the underlying statistical insights. AdvoCate 

explicitly captures and records the details of the computational intension, extension and 

the relationships of a category, along with the details of the related concept, and the 

exploration path and the change event responsible for the conceptualization and 

operationalization of a change. AdvoCate incorporates the rules to identify changes in 

different facets of a category and its implications on the category, as discussed in Section 

3.4.2. AdvoCate employs these rules to guide a researcher to identify the types of change 

and whether it results into an evolutionary or competing version of a category. 

AdvoCate further supports the visualization of taxonomies, classified maps and 

explorations paths for a researcher to support a better enquiry process. 

 

The following caveats apply. The current implementation of AdvoCate does not 

implement all the features of the evolution model discussed in Chapter 3. For example, 

the current work focussed on changes in categories, and did not implement functionality 

to capture change in the cognitive intension of a concept. The notion of agreement to 

compare cognitive intensions requires data that is normally distributed over its attribute 

space; due to unavailability of such data at the time and since it is not the key focus of 

this work, the functionality to compare the intensions was left for future work. In 

addition, several aspects of AdvoCate, such as the visualization service and an interface 

to compare categories and concepts, can be further improved to support the user 

experience and to support the process of categories harmonization. Another key aspect 

that could be improved is the use of database technology to capture and store categories 

and the associated knowledge structures and processes. As discussed in Chapter 3, the 

process of building the evolution model and AdvoCate went through its own evolution 

during development, where the new ideas were iteratively incorporated in the model and 

its implementation. This necessitated the use of a database as it provided a more flexible 

framework in comparison to semantic web technologies or formal logics. However, 

implementing the evolution model using semantic technologies is an important future 

work, as it would allow us to reason more deeply about the modelled knowledge. 

 

(4) Demonstrate the benefits that the richer representation of categories and their changes add to the scientific 

enterprise, which will serve as an evaluation of the ideas introduced in this thesis. We demonstrate that a 

richer model will support a deeper understanding of a category’s life and will bring forward tacit 

knowledge lurking within the flux that may support and improve the process of enquiry. 
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Chapter 5 discussed the modelling of land cover categories and their evolution in three 

different scenarios in the domain of remote sensing to demonstrate the usefulness of the 

ideas developed in this work. Scenario 2 illustrated how a researcher can gain a deeper 

understanding of an existing enquiry through an exploration path, which uncovers the 

path that was traversed during the enquiry, detailing the insights gained at different 

points and further surfacing up the perspective and focus of the knowledge producer. 

For example, in Scenario 2 Case 2, the researcher realized through the exploration path 

that the original categories in Scenario 1 were strongly motivated by accuracy of the 

model. The visualization of an exploration path further conveys the details of 

unsuccessful aspects of the enquiry, and thus the insights that guided a researcher in the 

modelling process. The richer representation of categories in terms of their individual 

facets allows a researcher to understand the similarities and differences among the 

existing categories and any proposed changes. AdvoCate explicitly represents the 

statistical insights, as shown in all the three scenarios, during each activity of the 

modelling process to enable a researcher to understand the path he/she is heading 

towards. In addition, such statistical and conceptual guidance further enable a researcher 

to understand the data-led perspective of the modelled changes and to compare it with 

his/her conceptual understanding in taking an informed decision.  

 

The above discussion demonstrates the usefulness of AdvoCate and the evolution model by 

supporting the dynamic nature of a scientific enquiry and surfacing up the processes and 

their inherent knowledge in computational representation. A key limitation of this work is 

the lack of user testing and validation of AdvoCate and the evolution model. This limitation 

however is partly due to our initial design decisions and provisioning of resources, where the 

focus was on demonstrating the bigger principles, rather than on the resulting technical 

models and tools. The focus of this thesis was to validate our fundamental ‘rethinking of 

knowledge as a process’, how we can make the computation model of science richer and 

nearer to the true nature of scientific practice and how richer representation through 

surfacing up more processes supports and enriches the overall science process. The 

evolution model and AdvoCate validate our ideas and demonstrate the big picture portrayed 

in this thesis, and thus provide an initial kernel on which future works can borrow or build 

upon. In the following section, we discuss some of the opportunities that AdvoCate provides 

for future work. 
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6.3 Enriching the Computational Model of Science 
 

To move further in the direction of better computationally enabled science, which may 

support the needs of increasingly global, collaborative and interdisciplinary research 

communities, we need to continually question our digital practices and our understanding of 

science to find the gaps and address them. We have discussed some of these gaps (functional 

and conceptual) in AdvoCate in the previous section, which will form the immediate focus of 

our future work. In addition, we aim to address the following two keys aspects in future 

work: the first deals with how we can surface up the tacit knowledge hidden in the 

conceptual connections among knowledge resources that are often disaggregated among 

various computational tools; and the second aspect is to improve our computational 

frameworks to support collaborative research practices where researches may reuse or 

repurpose knowledge artifacts across disciplines and organizational boundaries. Below, we 

discuss a course for the future expansion of AdvoCate and the ideas discussed in this thesis 

to address these two aspects. The living linked science addresses the first research area to 

explicitly represent the conceptual connections among knowledge artifacts and bring forward 

and utilize the knowledge underlying them; adding functionalities to compare researchers’ 

and communities’ perspectives, and to merge and harmonize them addresses the second 

aspect of collaborative research practice. 

 

6.3.1 Living Linked Science 
 

To foster progress at the granular level, researchers have created new communities (and in 

some cases, new sub-disciplines) around individual scientific artifacts and built specialized 

tools and technologies to use and maintain them. For example, databases are used to 

structure data to facilitate its easy retrieval; workflows are used to represent the process of 

experiments as a sequence of operations to support reproducibility; ontologies are used to 

represent domain knowledge; analytical tools are used to support data analysis and 

visualization tools to visualize data and results to gain better understanding. Access to these 

tools is undoubtedly highly useful in dealing efficiently with the complexity and diversity of 

science. However, this situation causes our digital knowledge ecosystem being siloed and 

dispersed among various disparate and disconnected digital tools (or communities around 

them), which often cannot be rejoined into an integrated view.  
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Fig. 6.1 With digitization of science, the aggregated knowledge in scientific notebooks have 
fragmented into various components (borrowed from [217]) 

 

Traditionally, scientific notebooks served as a common medium in many disciplines to store 

scientific knowledge, including data, methods, parameters, workflows and explanations of 

findings with drawing and diagrams. Such notebooks reflect scientific knowledge as a whole, 

maintaining the connections between various components intact and enough details to 

follow experimental procedures [214]. However, their major downside lies in the difficulty of 

sharing the knowledge they contain. With the increasing digitalization of science, we have 

become better at sharing and communicating some aspects. However, what once was 

aggregated in scientific notebooks has dispersed into various disparate and disconnected 

systems, as shown in Figure 6.1. Carole Goble points out this problem of fragmentation [81], 

[215], [216] and suggests a model for publication of a scientific experiment that acts as a 

compendium encapsulating all the distributed resources that are needed to support 

reproducibility and verifiability of a result. However, the model typically focuses on a single 

instance of science – how a resource is constructed – rather than the bigger picture of 

science as a process.  

 

AdvoCate incorporates a conceptual model of the process of change – from the origination 

of a change to determining its effects on other knowledge artifacts and propagating the 

necessary change information to the affected knowledge artifacts. In the current work, we 
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supported the change process in categories, but do not address the propagation of change 

information to the neighboring artifacts that use the categories, for example, databases, 

ontologies and maps. To support this, AdvoCate needs to ‘become aware’ of the categories it 

carries and maintain live connections between the categories as they exist in neighboring 

artifacts. Thus, if a user models any change to a category via AdvoCate, the model of change 

analyses and broadcasts the change details (as a change packet) to the neighboring artifacts 

that are connected to those categories. For example, if the intension of a category ‘Forest’ 

changes in a land cover mapping taxonomy while analyzing a new classifier, it affects: (i) the 

map legend (or database schema), (ii) data stored under the category, (iii) any ontology that 

describes the taxonomy and (iv) the map that visualizes those categories. The connections 

among these different artifacts maintained by the model could in theory be utilized to 

mediate the ‘change packet’ and keep changes aligned and synchronized across all the 

artifacts and tools used, making those connections and artifacts live. 

 

 
 
Fig. 6.2 Fragmented scientific artifacts are connected through the conceptual model of the 

process of change. The black lines represent the live connections through which change 
information flows back and forth among various artifacts. The red dashed lines show a 
concrete example where change originates at software tools and ripples through several 
neighboring artifacts, and corresponding changes are detailed in the box. The red arrows 
pointing among artifacts indicate that they are conceptually connected, although the 
information traverses through the cloud. (Borrowed from [217]) 
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Figure 6.2 shows how the model of change incorporated in AdvoCate can be employed to 

connect fragmented scientific artifacts – data, methods, categories, schemas, ontologies and 

maps – through the process of conceptual change. An example is demonstrated through the 

red-dashed lines where a change in classifier affects its neighboring artifacts and the change 

ripples through them. The path that change information traverses highlights how various 

artifacts are connected within the practice of science. The cloud shown in Figure 6.2 

represents the conceptual model, which facilitates the integration of various artifacts, 

remembers their details and versions, and analyzes and mediates change information among 

them. We aim to connect changes in categories modelled in AdvoCate with the tools 

supporting ontology and database evolution and with the map publishing service by 

analyzing and distributing changes in categories, as they occur, to related databases, 

ontologies and maps; thus synchronizing a consistent and up-to-date conceptualization of 

science and supporting a living linked science. 

 

6.3.2 Supporting Collaborative Knowledge Modelling 
 

Science in the digital age has become a collaborative process, not just within a community, 

but also spanning across multiple communities from different disciplines. The field of 

Computer-Supported Cooperative work (CSCW) came into existence in early 90s to support 

and improve collaborative work through computational technologies and devise 

computational mechanisms to support shared understanding [218], [219]. Several CSCW 

efforts have provided frameworks to support collaborative scientific activities, such as, 

cooperative visual exploration [220], collaborative information systems [221], and 

collaborative online communities [222] to manage their resources. In future work, we aim to 

extend AdvoCate as a CSCW framework, where researchers can not only model their 

categories individually, but also share their local changes into community supported 

taxonomies or ontologies. Such local changes from multiple researchers can be compared 

and visualized, and the community may accept or reject them based on their social, scientific 

and organizational requirements. However, an individual researcher or community may still 

restore their local versions based on their individual requirements. AdvoCate already stores 

categories in a rich format (representing different facets of a category) to be easily compared 

and understood; the exploration path further reveals the knowledge producer’s perspective 

and the insights they gained in the process. Such rich information allows AdvoCate to easily 

compare the different facets of a category modelled by different researchers and bring 
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forward the differences/similarities between the categories and thus between the researchers’ 

perspectives.  

 

6.4 The Way Forward 
 

In the adventures of our ideas throughout this thesis, we succeeded in providing an 

alternative view of scientific knowledge as process, which rationally supports the dynamic 

nature, connectedness and richness of science, often missing in our contemporary 

representations. Such a process-oriented view can capture and reflect deeper insights into our 

practices and perspectives; thus can support virtual witnessing of science. This thesis only 

provides and validates this idea; however, any future success lies in the social adoption of this 

approach.  

 

Adventures of our ideas do not end here. Through the journey so far, it is our hope that we 

have gained a solid foundation and enough clarity of research practices. As we continue our 

journey, we will incorporate these ideas into our domain practices, explore new ideas and 

bring some aspects of novelty to the existing ones.    
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Appendix A 
 

Other research outputs (posters and presentations) originated from this thesis: 
 
• P. Gupta, M. Gahegan, and G. Dobbie, Poster, “Communicating science as it is,” 

presented at FORCE11: Future of Research Communication and e-Scholarship. Portland, 

Oregon, Apr. 2016. https://dx.doi.org/10.6084/m9.figshare.3180130.v2 

 

• P. Gupta, M. Gahegan, and G. Dobbie, Poster, “Towards a dynamic representation of 

scientific knowledge,” presented at Faculty of Science postgraduate competition at the University 

of Auckland. Auckland, New Zealand, Oct. 2015.  

https://dx.doi.org/10.6084/m9.figshare.1548445.v1 

 

• P. Gupta, M. Gahegan, and G. Dobbie, Presentation, “Adventures of Categories,” 

presented at the 2015 IEEE 11th International Conference on e-Science, Munich, Germany, 

Aug. 2015. https://dx.doi.org/10.6084/m9.figshare.4299452.v1 

 

• P. Gupta, M. Gahegan, and G. Dobbie, Poster, “Digital scientific knowledge as a living 

discourse,” presented at FORCE11: Future of Research Communication and e-Scholarship. 

Oxford, UK, Jan. 2015. https://dx.doi.org/10.6084/m9.figshare.1284650.v2 

 

• P. Gupta, M. Gahegan, and G. Dobbie, Presentation, “Connecting and synchronizing 

scientific knowledge,” presented at the 2014 IEEE 10th International Conference on e-Science, 

Guarujá, Brazil, Oct. 2014. https://dx.doi.org/10.6084/m9.figshare.4299464.v1 

 

• P. Gupta, M. Gahegan, and G. Dobbie, Poster, “Integrating fragmented scientific 

knowledge,” presented at ESWC summer school 2014. Crete, Greece, Sep. 2014. 

https://dx.doi.org/10.6084/m9.figshare.1202314.v1 

 

• P. Gupta, M. Gahegan, and G. Dobbie, Presentation “As We May Link: A model to 

support aggregated scientific knowledge,” presented at the eResearch NZ Symposium 2014, 

Wellington, New Zealand, July 2014.  

 https://dx.doi.org/10.6084/m9.figshare.1092652.v1 
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• P. Gupta, M. Gahegan, and G. Dobbie, Presentation “Capturing the flux in scientific 

knowledge,” presented at the NZ eResearch Symposium 2013, Christchurch, New Zealand, 

July 2013. https://dx.doi.org/10.6084/m9.figshare.736580.v1 
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Appendix B 
 

Awards and scholarships awarded during PhD 
 

• Travel Scholarship (2000 USD) to attend FORCE2016, 2016, Portland, USA 

• High distinction award for Postgraduate Poster competition, 2015, Faculty of                       

Science, University of Auckland 

• 2nd prize for Computer Science poster competition, 2015, University of Auckland 

• Won IEEE eScience student competition (Free registration to IEEE eScience 

conference), 2015, Netherlands eScience center 

• Won SoftwareX competition (HTC Nexus 9) at FORCE2015, 2015, Elsevier 

• Travel Scholarship (1100 USD) to attend FORCE2015, 2015, UK 

• 3rd prize for Computer Science poster competition, 2014, University of Auckland 

• Travel scholarship (1000 euros), 2014, ESWC Summer School, Greece 

• 1st Prize for student poster competition, 2014, ESWC summer school, Greece 

• 2nd Prize for best project, 2014, ESWC summer school, Greece 

• Merit for postgraduate poster competition, 2014, Faculty of Science, University of 

Auckland 

• CSGST travel scholarship (2000 NZD), 2014, Department of Computer Science, 

University of Auckland 

• 2 SERG travel scholarship (1000 NZD), 2014, Department of Computer Science, 

University of Auckland 

• Student scholarship for 2014 NZ eResearch Symposium, 2014, Google 

• Doctoral Scholarship, Faculty of Science, 2012-2015, University of Auckland 
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