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Abstract

This thesis introduces sampled ancestor phylogenetic trees — trees in which sampled taxa can lie

directly on the branches and represent ancestors of other taxa that are sampled later. Phylogenetic

trees in molecular biology were traditionally reconstructed from molecular data of contemporaneous

species where ancestors among sampled taxa cannot occur. More recently, phylogenetic analyses

have been performed on sequences from pathogens sampled from different patients at different times

where the possibility of sampled ancestors in transmission trees became apparent. The sampled

ancestors in this case are patients who transmitted a disease (either directly or through a chain of

transmissions) to other sampled patients.

Similarly, in palaeontology, cladograms of fossil taxa traditionally have not contained sampled

ancestors. Recently, it has been recognised that the probability of sampled ancestors is not negligible

among fossil taxa and the methods that use fossils to date phylogenies should account for this.

In this thesis, I develop a Bayesian Markov chain Monte Carlo framework for inferring sampled

ancestor phylogenies, investigate properties of the sampled ancestor tree space, test birth-death

sampled ancestor models and apply these models to empirical datasets.

I also consider the problem of dating phylogenies. I review Bayesian methods to date phylogenies

and address a computational problem connected to calibration methods — the most common dating

methods of the past two decades. A more recent approach called total-evidence dating is a model-

based statistical method that utilises all available data (molecular, morphological and temporal fossil

data) in one joint inference which contrasts with the sequential inference of the calibration methods.

I apply total-evidence dating which allows sampled ancestors to a penguin dataset to reveal a very

recent (compared to previous estimates) crown penguin radiation.
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Introduction to Bayesian inference of
dated phylogenies using fossil records

The problem of reconstructing past evolutionary relationships of species has a long history, starting

from reconstructing undated cladograms from morphological data with parsimony methods and

ending with reconstructing dated phylogenies from morphological, molecular and fossil stratigraphic

data using computationally intensive statistical methods. Palaeontologists were the first to draw

fossil species cladograms. When molecular data became available, molecular biologists embraced

the field. Historically, these two disciplines developed independently and created different method-

ologies. However, to draw the full picture of the evolutionary history one needs both fossils and

molecular data and these two disciplines need to integrate (Donoghue and Benton, 2007; Fritz et al.,

2013).

The commonly used term dated phylogeny accurately describes the traditional method of reconstruct-

ing phylogenies: first species relationships in a form of branching patterns (topologies) were inferred

and then these topologies were dated in a separate analysis. This ignores the important aspect of the

speciation process which is that it happens through time. The most recent and promising method for

phylogenetic reconstruction corrects this by jointly inferring topologies and divergence times from

both comparative and temporal data.

In this chapter, I will outline the history of Bayesian methods to infer dated phylogenies of extant

species using molecular data and fossil records. I will describe only the methods to date divergences

of slowly evolving species where the amount of evolution happening in the time between sequencing

of different taxa is negligible and therefore all samples can be considered as contemporaneous.

The main focus of this chapter and throughout the thesis is on methodological approaches and

developments. I discuss the limitations of the joint inference approach along with directions for its
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2 Introduction to Bayesian inference of dated phylogenies using fossil records

future development in the last section of this chapter.

1.1 Calibrating molecular phylogenies

Molecular data obtained from extant species allows us to estimate phylogenies in which branch

lengths are measured in units of average number of substitutions per site. To estimate the absolute

times of the speciation events on this phylogeny one needs to model how substitutions accumulate

in time and to use fossil records to calibrate the phylogeny.

To make any headway, one needs to assume that substitutions accumulate in time in a linear fashion,

that is, the number of substitutions, b, on a branch is proportional to the time, t, elapsed. This

is the molecular clock hypothesis introduced by Zuckerkandl and Pauling (1962, 1965). If one

assumes further that the linear relationship of time and evolutionary distance, b = rt, where r is the

substitution rate, is the same throughout the phylogeny and the time of at least one of the speciation

events is known then r can easily be found. Then the whole tree can be scaled to absolute times and

the rest of the speciation events can be dated.

Setting aside the assumption of rate homogeneity, we consider the question of calibrating an undated

phylogeny with known times of some speciation events. The divergence times of slowly evolving

species go back in time millions of years and it is impossible to know the exact time of any speciation

event. However, fossil records can point at approximate times of origination of some clades.

Early molecular dating studies used point calibrations (Zuckerkandl and Pauling, 1965) where the

age of a particular divergence is set to a specific value. Often this value represents the age of the

oldest fossil in the clade (Graur and Martin, 2004; Hedges and Kumar, 2004). However, the age of

the oldest fossil always occurs more recently than the age of origination so the two ages will never

coincide. Moreover, the precise age of a fossil is rarely known (Graur and Martin, 2004). Accounting

for the unknown gap and the uncertainty, the oldest fossil age can only provide a minimum bound

on the age of the clade which means that one can only estimate the minimum divergence times.

Given a good fossil record for a clade along with estimates of the fossil age (with uncertainty) and

unambiguous phylogenetic placement for the fossil, the age of the clade must antedate the age of

the fossils.

To bound the divergence dates from above, a maximum age constraint for the age of at least one clade

is required. There is no fossil evidence, however, that would directly point at the maximum possible
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age for a clade (Ho and Phillips, 2009). There have been attempts to specify an exact maximum

age bound (Müller and Reisz, 2005; Marshall, 2008) with the main methods being bracketing and

stratigraphic bounding (Benton and Donoghue, 2007). These methods derive the maximum clade

age for a target clade based on the oldest fossils of sister clades and on the absence of fossils from

the target clade in older deposits that exhibit a good fossil record for other clades (supposedly more

ancient). The minimum and maximum bound calibration were first available in a non-statistical rate

smoothing algorithm introduced by Sanderson (1997) and in a Bayesian framework by Thorne et al.

(1998).

Methods for identifying the minimum and maximum age constraints are prone to error. The

main sources of error are incorrect phylogenetic placement and incorrectly estimated fossil ages

(Donoghue and Benton, 2007). Near et al. (2005) introduced a cross-validation method to exclude

‘erroneous’ calibrations. The method relies on the assumption that ‘correct’ calibrations must be

consistent and that each ‘correct’ calibration should estimate the others when used in isolation.

However, such methods may exclude good calibrations (Warnock et al., 2015) and it is better to use

more calibrations rather than fewer (Benton and Donoghue, 2007).

The absence of fossils before a given date, a fossil horizon, does not guarantee that the clade did not

exist beyond the horizon. To account for this and other errors associated with specifying maximum

and minimum bounds, Yang and Rannala (2006) introduced soft bounds. They allowed small tail

distributions on both ends of hard bounds and therefore allowed the molecular clock to correct for

possible errors. This idea was extended to allow an arbitrary probability distribution for a divergence

date (Drummond et al., 2006). However, an objective way to transform fossil evidence into a

calibration distributions was not given.

Statistical methods to construct such densities (similar to an approach by Tavaré et al., 2002) were

introduced later (Bapst, 2013; Matschiner et al., 2016). These methods use the date of the oldest

fossil along with birth-death models (Kendall, 1948) and a Poisson fossilisation process. One can

then derive or approximate the probability distribution of a divergence time given the age of the

oldest fossil that is below this divergence. To use this method one needs to estimate sampling and

extinction rates in a separate analysis using methods described in, for example, (Foote and Raup,

1996; Silvestro et al., 2014).
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1.2 Problems with calibration methods

If molecular sequences were infinite then one could estimate a phylogeny with branch lengths

measured in average number of substitutions per site without any uncertainty. However, due to

the uncertainty in the divergence times used as calibrations, the uncertainty in the absolute time

estimates can not be reduced beyond a certain limit (Yang and Rannala, 2006; Rannala and Yang,

2007; Dos Reis and Yang, 2013). Moreover the divergence dates in a phylogeny are scaled by

given calibrations. This means that in an analysis with calibrations (in any form: point calibration,

minimum and maximum bounds, a calibration density) that are too young the whole phylogeny is

scaled down and therefore all estimated ages are too young (Hug and Roger, 2007; Heads, 2012).

This highlights the importance of choosing the correct calibrations.

There are three main problems with the calibration methods. The first problem is connected to

transforming fossil evidence to calibrations. The second problem is how to correctly incorporate

calibrations into an analysis. The last problem is the sequentiality of the inference. In this section,

we discuss each of the three problems in detail.

To calibrate a phylogeny with a fossil, one needs to first assign a fossil to a clade and then transform

the fossil age to a calibration of some kind. Often fossils are assigned to clades based on apomorphies

(traits that are unique for the clade) without any phylogenetic analysis or, where phylogenetic

analyses do take place, it usually uses non-statistical parsimony methods. In either case, incorrectly

assigned fossils will calibrate the wrong nodes. Even when a careful phylogenetic analysis is

performed, some fossils cannot be unambiguously assigned to any clade and, following best practice

(Parham et al., 2012) these fossils will be discarded from the analysis.

For a given fossil species there could be a large number of fossil specimens from different localities

and with different estimated ages. For each of the fossil species, experts identify a collection of

fossil specimens that belong to this species. Some specimens can be dated precisely while the

ages of some are quite uncertain. Often only a few exemplars out of the collection are used in a

dating analysis, typically the oldest well preserved fossil of a clade and possibly others that were

indirectly used to identify the upper bound or probability density function. Benton and Donoghue

(2007) suggest using only well preserved, unambiguously assigned fossils with good age estimates

to minimise errors.

Even if a fossil is correctly identified, phylogenetically placed, and dated, the way in which the

fossil is transformed to a calibration density might greatly deviate from an accurate representation
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of any uncertainty. The calibration densities are specified ad hoc without a statistical analysis of the

temporal data. Moreover, if the minimum bounds are not questionable, the methods to specify the

maximum bounds can hardly be justified. One can use the mentioned statistical methods of Bapst

(2013) or Matschiner et al. (2016) to define the calibration densities, however both methods only

use the oldest fossils. Other fossils might be used to infer sampling and extinction rates in a prior

analysis. Thus the inference remains sequential and it is unclear how to correctly incorporate these

densities.

Now suppose the calibrations have been specified. Then they need to be correctly incorporated

into an analysis. In a Bayesian framework the calibration densities are seen as prior information

about particular divergence times. These densities interact with each other and with the rest of

the prior model in a couple of ways. The first type of interaction is because there is an internal

dependence of the timing events on a phylogeny: deeper divergences have to occur earlier than more

shallow divergences. Thus, if there are two clades with one nested inside the other and each has a

probability density calibrating its age, then the actual prior probability densities will differ from

the ones specified by experts (Ho and Phillips, 2009; Warnock et al., 2012). Further, there is also

a tree-wide prior distribution that describes the distribution of all branching times in a phylogeny

which should be conditioned on the given calibration densities (conditional construction). In the

case of a fixed topology such a model is feasible (Yang and Rannala, 2006). However, when the

topology is co-estimated with the divergence times (in this case, the calibration priors are placed

on the most recent common ancestor of a specified group of taxa) the exact modelling becomes

computationally intensive (Heled and Drummond, 2012) and has been modelled inaccurately

(Inoue et al., 2009; Heled and Drummond, 2012; Warnock et al., 2012). In Chapter 2, we address

a computational problem connected with using the accurate conditional construction (Heled and

Drummond, 2015) and show that for small number of calibration points it can be overcome. However,

the proposed algorithm is exponential in the number of calibrations so it cannot be applied with

many calibrations.

The final problem with calibrations is that they are done sequentiality. One estimates a molecular

topology, then assigns fossils to clades in this topology (either based on apomorphies or a prior

phylogenetic analysis of morphological data), then transforms the fossil ages to calibration densities,

and only then the molecular topology is dated. Throughout, one assumes that the data produced

by these different processes are independent. However, the fossil samples come from the same

underlying phylogeny on which molecular and morphological data evolved. But until recently, the

topologies have been estimated only from molecular or morphological data and the influence of the
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fossil temporal data on the topology was ignored (but see Huelsenbeck and Rannala, 1997). Thus,

if there is a conflicting phylogenetic signal in the fossil, molecular and morphological data then

only a joint analysis of these data can resolve the conflict or average over the phylogenetic inputs

from the different data. Even where there is no conflict in the different data, incorrect assumptions

of independence might lead to an inaccurate posterior distribution. Co-estimating topology and

divergence times Drummond et al. (2006) partly solved the sequentiality problem but the full

solution was yet to be addressed.

1.3 Joint Bayesian inference of dated phylogenies

Lewis (2001) proposed a stochastic Markov model of morphological character evolution where

each character has a finite number of states and equal rates of change from one character to another

(the model is equivalent to the Jukes-Cantor model of molecular evolution Jukes and Cantor, 1969).

This enabled inference of phylogenetic topological relationships from morphological data using

statistical methods. Later, Nylander et al. (2004) combined molecular and morphological data to

infer topological relationships using Bayesian MCMC methods, in the first so-called total evidence

analysis. Lee et al. (2009) combined molecular and morphological data in a joint Bayesian inference

to first reconstruct undated phylogenies accounting for phylogenetic uncertainty of a fossil placement.

They then dated each sampled topology with a rate smoothing algorithm by placing the calibration

constraint on the node directly above the fossil position in the topology.

When analysing sequences of measurably evolving organisms (where substantial changes are

expected to occur in intervals between sampling dates) it is possible to use the dates of sampling to

calibrate the molecular clock (Rambaut, 2000; Drummond et al., 2002). The same idea can be applied

to inferring dated phylogenies of fossil or fossil and extant species. Pyron (2011) and Ronquist

et al. (2012a) introduced total-evidence full Bayesian inference where they co-estimated dates and

topologies from the combined molecular and morphological data and used fossil preservation dates

as calibrations. Ronquist et al. (2012a) named the method ‘tip-dating’ as opposed to ‘node-dating’

for calibration. We however avoid this term for the reasons described below and will refer to the

method as ‘joint inference’ meaning that comparative and temporal data are analysed jointly and

the topology and divergence dates are co-estimated. When molecular and morphological data are

combined we use the term ‘total evidence’ analysis.

To infer dated phylogenies based on morphological data one needs to assume the morphological
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clock hypothesis. Early studies assumed that the clock models for the molecular and morphological

data with a maximum constraint on the root are enough to estimate the divergence times and did

not acknowledge the importance of the tree prior distribution. Pyron (2011) used the birth-death

model as a tree prior distribution and Ronquist et al. (2012a) a ‘uniform’ tree prior. Many early

studies that used the joint inference approach gave surprising results — very old age estimates

(Ronquist et al., 2012a; Slater, 2013; Wood et al., 2013; Beck and Lee, 2014; Arcila et al., 2015)

that were considered inconsistent with the fossil record because they implied long ‘ghost lineages’

(lineages on which no fossil data exists). In this thesis, we address this issue by improved modelling

of the speciation-fossilisation process as the fossil morphological data is limited and the uncertainty

associated with it cannot be reduced (Dos Reis and Yang, 2013; Zhu et al., 2015).

It has long been the practice of palaeontologists to use the Poisson process to model fossil preser-

vation (Foote et al., 1999) while molecular biologists typically use a Poisson process in the form

of birth-death models to describe the speciation process (Yang and Rannala, 1997). The combined

Poisson models of speciation, extinction and preservation (fossilised-birth-death model Heath et al.,

2014) describes the process that produces the dated phylogeny relating sampled fossil and extant

taxa. Stadler (2010) and Didier et al. (2012) derived the probability density function for dated

phylogenies given parameters for speciation, extinction and sampling (preservation or fossilisation)

rates, enabling the use of the fossilised-birth-death (FBD) model in a Bayesian framework. Heath

et al. (2014) used the FBD model to date a fixed topology of extant species with fossils assigned

to clades, using only molecular data of extant species and fossil preservation dates in a Bayesian

framework.

The FBD model produces sampled ancestor trees where the samples can lie directly on the branches

rather than always being leaf nodes as in standard phylogenetic trees. Existing phylogenetic inference

software was unable to work with these differently structured trees which prevented the use of

the FBD model in a full Bayesian inference or elsewhere. In this thesis, we introduce the notion

of sampled ancestor trees and study computational properties of the space of sampled ancestor

trees in Chapter 2. Then we develop and implement full Bayesian inference with sampled ancestor

trees in BEAST2 phylogenetic software (Bouckaert et al., 2012) in Chapter 3. And finally we

perform a total-evidence analysis using the FBD model to date the divergences of extant penguins

in Chapter 4. Following us, Zhang et al. (2016) implemented sampled ancestor tree operators in

MrBayes phylogenetic software (Ronquist et al., 2012b), thus enabling the full total-evidence with

sampled ancestor trees in MrBayes.
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1.3.1 Joint inference versus tip-dating

We use the term ‘joint inference’ instead of ‘tip-dating’ for two reasons. The first reason concerns the

treatment of fossil ages. Prior to joint inference methods, the ages of fossils were used to introduce

the prior information about the divergence dates. The term ‘tip-dating’ refers to a model-based

statistical analysis (Bayesian, for example) of comparative (molecular or/and morphological) and

temporal (fossilisation times or ranges) data to co-estimate topologies and divergence dates. We

suggest that in such an analysis, both character sequences and fossilisation ages should be considered

as data and, therefore, there is no analogy with the term ‘node-dating’ where the age constraints on

the nodes are considered as the prior information about the phylogeny.

Indeed, if we have a closer look at the evolutionary process we can see that the ages should be

considered as data produced by one of the simultaneous processes. First, evolving populations

produce new genetic and phenotypic traits. This process, constrained by environmental factors,

gives rise to new species producing an evolutionary tree. At the same time, some of the species

fossilise at various points of time (or multiple times) and then some of them are discovered. This

last combined fossilisation-discovery process produces the fossil ages that we observe (although

with a poor precision) and therefore they should be considered as data. A methodological problem

that arises in this case and should be addressed in the future is how to incorporate the uncertainty in

the temporal data into an analysis.

As the probability of sampled ancestors is not negligible (Foote, 1996; Donoghue and Yang, 2016)

one should use speciation-fossilisation models that allow sampled ancestors in such analyses. This

explains the second reason for avoiding the term ‘tip-dating’ because sampled fossils are not

necessary tips.

1.4 Limitations and challenges of the joint inference

The total-evidence approach is currently in its infancy and there are a number of problems —

both methodological and relating to data availability — which need to be addressed. Among the

main methodological problems are the simplistic nature of the models of morphological evolution

and fossilisation-speciation process. On the data availability side, existing morphological and

stratigraphic data have been collected mostly for parsimony analyses or constructing calibration

densities so the existing databases need to be updated to satisfy the needs of the joint inference.
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The first direction of development is modelling morphological evolution. Most of the joint analyses

to date have used models that were initially developed for molecular evolution: the Lewis Mk model

is just a variant of the Jukes-Cantor model, Gamma variation of rates among characters and relaxed

molecular clock models were also designed for molecular data (Lee and Palci, 2015; OReilly et al.,

2015; Ronquist et al., 2016).

Recently, some variations of the simple Lewis Mk model have been introduced and investigated.

Klopfstein et al. (2015) applied a non-stationary Markov model to Hymenoptera dataset which

resulted in an improved precision of divergence date estimates. Cuthill (2015) considered Lewis

models with different state spaces: finite, inertial (locally finite), and infinite. She simulated patterns

of homoplasy from these different models and compared with the patterns of several empirical

datasets, most of which were compatible with the inertial model and some with the finite model.

Such a test could be conducted to choose the model for morphological character evolution prior to a

dating analysis. She also noted that excluding parsimony uninformative characters abolishes the

ability to distinguish finite and inertial model homoplasy patterns.

Character correlations need to be accurately accounted for (dos Reis et al., 2016; Lee and Palci,

2015). One solution was proposed by Lee (2016) who partitioned morphological characters of

a large morphological dataset of mammals based on the similarity of the relative branch lengths

reconstructed from different proposed partitions and applied distinct relaxed clock models to each

of the partitions in the joint inference. This resulted in an improved recovery of the topological

relationships. It is not clear however if this solves the problem completely and further research and

testing is required.

Another challenge concerns with accounting for under-sampling of parsimony uninformative char-

acters: constant characters and autapomorphies. A simple solution by Lewis (2001) where the

likelihood is conditioned on non-recording for constant characters cannot be easily transformed

to ascertaining for autapomorphies because the existing computational methods (Bouckaert et al.,

2014) become extremely inefficient in this case (dos Reis et al., 2016). This problem can however

be addressed in actually collecting and including autapomorphic and constant characters given that

additional data will further improve the inference (Lee and Palci, 2015; Cuthill, 2015).

Just as prior calibration densities greatly impact the estimated divergence dates, the choice of the

model for the speciation has a large impact too (Dos Reis and Yang, 2013; Zhu et al., 2015; OReilly

et al., 2015; Zhang et al., 2016; Matzke and Wright, 2016; Ronquist et al., 2016). Zhang et al. (2016)

presents an example where the choice of the speciation-fossilisation-sampling process changed the
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estimate of the origin of Hymenoptera from ∼350 Ma to ∼270 Ma.

Only a few speciation-fossilisation models for the joint inference are implemented at present: the

‘uniform’ model (Ronquist et al., 2012a), the birth-death model (Bouckaert et al., 2014; Drummond

et al., 2012), the FBD model with constant and variable through time rates (Gavryushkina et al.,

2014), and the diversified FBD model (Zhang et al., 2016). One limitation of the existing imple-

mentations is that the rates are constant for different clades. Allowing for different rates in different

clades might improve the inference especially for large scale phylogenies where rates can differ

substantially (Jetz et al., 2012). This could, however, result in non-identifiability of parameters (that

is, inability to infer the speciation-fossilisation rates) so that strong prior distributions for the rates

might be needed.

Biases in the taxon sampling can greatly influence the divergence time estimates (Zhang et al.,

2016; Matzke and Wright, 2016). Zhang et al. (2016) used the diversified FBD model (Höhna et al.,

2011) to account for the biased sampling of the extant species: for large clades when only a small

proportion of all known extant species can be analysed, researchers tend to choose the most diverse

samples. The diversified FBD model takes this type of sampling bias into account. However other

types of extant taxon-sampling biases can influence the estimates under the FBD model that assumes

uniform sampling of extant species.

Modelling of the fossil-sampling process also requires attention. Often there are many fossil

specimens that are identified as belonging to the same species. Such specimens can be found in

different localities and stratigraphic layers. These different layers define the stratigraphic range

of a fossil taxon. In most joint phylogenetic analyses to date this has been modelled as one

fossilisation event with an uncertain age and the morphological data connected to this fossil will be

a merged sequence of characters recorded for different specimens. This clearly violates the FBD

model assumptions. Ideally, every single specimen should be included in an analysis as a distinct

sample with characters recorded for exactly this fossil. Given that FBD model allows for sampled

ancestors most of such samples would lie on the same branch in the inferred tree. Unfortunately,

the number of specimens is often very large and describing every single specimen would be far too

time-consuming.

The solution might be in an improved fossilisation-sampling modelling. One could only include the

oldest and the youngest fossil specimens (or a merged collection of specimens with the oldest date)

of a given fossil species and then take this into account when calculating the likelihood of the trees.

In this case one still needs to assume that these specimens came from the same species and therefore
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should lie on the same branch in the tree. The temporal ranges together with the number of the

extant species could be enough to infer all the rates of the FBD model and therefore the divergence

dates consistent with the FBD process.

There is a noticeable tendency in most of the total-evidence analyses to overestimate divergence

dates. Lee et al. (2014a); Ronquist et al. (2016) suggested that the old estimates are attributable to

the simplistic and inaccurate modelling of morphological clock models. In Chapter 4, we show that

including stem fossils might correct the morphological clock. Thus in our penguin dataset analysis,

the inclusion of the stem fossils shifted the age of the crown penguin divergence from ∼ 23 Ma to

∼ 13 Ma.

The joint inference or total-evidence approach is an accurate statistical method that objectively

transforms the fossil record into absolute time constraints on a phylogeny. This method should be

used to infer dated phylogenies especially for datasets where fossil and extant species sampling is

either unbiased or the sampling scheme can be directly modelled (as in the case of the diversified

FBD model). However, the available morphological and stratigraphic data have been collected

according to a range of often ad-hoc methods. This suggests new data collection and publication

efforts should be devoted to enabling more effective joint inference. For example, as we have already

mentioned, autapomorphic characters could improve the inference of dated phylogenies.

The majority of the extant species have not been coded for morphological characters (Lee and

Palci, 2015). Guillerme and Cooper (2016) assessed the impact of missing morphological data on

the inferred topology in a total-evidence analysis. They showed that the ability to recover a tree

topology decreases with decreasing morphological data. Decreasing the number of living taxa with

morphological characters and the overall number of morphological characters had the worst effect

whereas missing characters in the fossil data affected the inference to a lesser degree.

Finally, although joint inference is an accurate statistical method it comes with large computational

costs which are often prohibitive for the increasingly large datasets that are available today. Much

of the computational burden is in co-estimating divergence dates in tandem with topological

relationships. Kumar and Hedges (2016) discuss what they call fourth generation non-model based

methods that estimate divergence times on fixed phylogenies from large datasets (Tamura et al.,

2012, 2013; To et al., 2015). The total-evidence approach is limited to datasets that are relatively

small such as particular clades on the tree of life and is the most effective for clades with good fossil

record. For super-trees (Matschiner et al., 2016) and larger datasets these non-model based methods

might be more appropriate.



Recursive algorithms for phylogenetic
tree counting

This chapter is based on the journal article “Recursive algorithms for phylogenetic tree counting”

(Gavryushkina et al., 2014).

2.1 Background

A phylogenetic tree is the common object of interest in many areas of biological science. The tree

represents the ancestral relationships between a group of individuals. Given molecular sequence

data sampled from a group of organisms it is possible to infer the historical relationships between

these organisms using a statistical model of molecular evolution. At present, Bayesian Markov

chain Monte Carlo (MCMC) methods are the dominant inferential tool for inferring molecular

phylogenies (Yang and Rannala, 1997).

It is a recent trend to include fossil evidence into the inference to obtain absolute estimates of

divergence times (Yang and Rannala, 2006; Heled and Drummond, 2012). Fossils may restrict the

age of the most resent common ancestor of a subgroup of individuals. This imposes a constraint

on the tree topology (the discrete component of a genealogy) and therefore reduces the space of

allowable genealogies.

Another trend in phylogenetic analyses is serial (or heterochronous) sampling in which molecular

data is obtained from significantly different time points and analysed together. This type of data

arises most frequently with ancient DNA and rapidly evolving pathogens (Rodrigo and Felsenstein,

1999; Drummond et al., 2003; Felsenstein, 2004). In this case tip dates become a part of the

12
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genealogy.

Including serially sampled or fossil data modifies or restricts the shape of a phylogenetic tree. Little

has been done to describe and classify these modified trees. In this paper, we aim to explore the new

spaces formed by these trees.

A genealogy consists of discrete and continuous components — the tree topology and the divergence

times. The tree topologies form a finite tree space when the number of tips is bounded. An important

characteristic of this space is the number of trees in it and we aim to find an efficient way to calculate

this number.

In the case that fossil data restricts the tree topology, counting the number of trees that satisfy the

imposed constraints reveals how much the constraints reduce the tree space.

The number of trees arises as a constant in tree prior distributions. Typically we model the

distribution of tree topologies as independent of the distribution of divergence times. The density

function of the distribution of genealogies is then a product of the density function for the divergence

times and the distribution function for tree topologies. A common prior on tree topologies is uniform

over all allowable topologies so the distribution function is a constant that is equal to one over the

number of tree topologies. When inferring tree topologies using Bayesian MCMC methods, we do

not usually need to know this constant but in some cases, as described below, the absolute value of

the prior distribution is of interest and the constant has to be calculated.

When fossils are used to restrict the age of internal nodes, the tree prior should accurately account

for this fact. Heled and Drummond (2012) introduced a natural approach for tree prior specification

when fossil evidence is employed in the inference. Their method requires counting of ranked

phylogenetic trees that obey a number of constraints that arise from including the fossil evidence.

The construction requires calculation of the marginal density for the time of the calibration node,

the node representing the most recent common ancestor of a clade which may or may not be

monophyletic. For a particular location of the calibration node, or particular constraints on the tree

topology, the marginal density function is the marginal density function for the divergence times

weighted by the number of trees satisfying the constraints. In this case, the weight constants do not

cancel in the MCMC scheme and therefore have to be calculated.

Tree counting has a long history. For phylogenetic trees, the counting problem is to find the number

of all possible trees on n leaves. For some types of phylogenetic tree, there are known closed form

solutions to this problem. For other types, only recursive equations have been derived. In this paper,
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we consider only rooted trees.

A survey of results on counting different types of rooted trees is presented in (Murtagh, 1984) where

trees with different combinations of the following properties are considered: trees are either labeled

(only leaves are labeled) or unlabelled, ranked or non-ranked, and bifurcating or multifurcating. The

results presented in the survey can also be found in (Felsenstein, 2004; Gordon, 1987; Semple and

Steel, 2003).

Griffiths (1987) considered unlabelled, non-ranked rooted trees such that interior nodes can have

one child or more and the root has at least two children. Using generating functions, he derived

recursive equations for counting the number of all possible such trees on n leaves with s interior

nodes. In (Felsenstein, 1978), Felsenstein considered partially labeled trees, i.e., a tree in which

all the leaves are labeled and some interior nodes also may be labeled. He derived the recursive

equations for counting the number of rooted, non-ranked, partially labeled trees with n labeled

nodes.

In this paper, we consider a number of counting problems for different classes of phylogenetic trees.

First, we describe an effective way of counting the number of all possible fully ranked trees on n

leaves, that is, trees on n leaves in which all internal and leaf nodes are ranked.

Second, we find the number of bifurcating trees that resolve a given multifurcating tree with n leaves.

We give a solution to this problem for rooted, ranked, labeled trees and generalise the algorithm to

count resolutions to fully ranked trees.

Finally, we introduce and formally describe a new type of phylogenetic tree and describe an

algorithm for counting the number of all such trees on n leaves. This type of tree is important when

we have a serial sample and sampled individuals can be direct ancestors of later sampled individuals.

When the population size is small or the fraction of individuals sampled from the population is large,

this type of tree should be included in the inference (Stadler, 2010; Stadler et al., 2011).

2.2 Serial sampling

We mainly follow the terminology from Semple and Steel (2003) for the definitions of phylogenetic

trees. A tree is a finite connected undirected graph with no cycles. A rooted tree is a tree with a

single node ρ designated as a root. Every rooted tree T = (V,E,ρ) imposes a partial order on V

that is defined as follows: v1 ≤T v2 if a unique simple path from the root to v2 passes through v1.
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So the root is the smallest element. If v1 ≤T v2 then we say that v1 is an ancestor of v2 and v2 is a

descendant of v1. A node in a rooted tree is called interior if it has descendants and a leaf if it has no

descendants. The root is considered interior. Denote V̊ the set of interior nodes of T . A node u is a

parent of a node v and v is a child of u if v <T u and there is no w ∈V such that v <T w <T u. A

rooted tree is called binary if every interior node has exactly two children. It is called weakly binary

if every interior node has at most two children. We have chosen this terminology to fit with the usage

of “binary” in the phylogenetic literature which may not agree with that in other literatures.

Let X be a finite non-empty set of labels. A phylogenetic X-tree is a pair T = (T,φ), where T is a

tree and φ is a bijection from X onto the set of leaves of T (we may omit X and say “tree” instead of

“X-tree” if the set of labels is not specified). The tree T is called an underlying tree or a shape of the

phylogenetic tree T and φ is a labelling function. If the underlying tree of T is rooted then T is

called a rooted phylogenetic tree. In what follows, we consider only rooted trees unless explicitly

stated otherwise. A phylogenetic tree is binary (weak binary) if its underlying tree is binary (weak

binary). A ranked phylogenetic tree is a pair (T ,h), where T is a rooted phylogenetic tree and h is

an injective function (ranking function) from the set V̊ into the set {1, . . . , |V̊ |} such that v1 ≤T v2

implies h(v1) ≤ h(v2) for every v1,v2 ∈ V̊ . In other words, there is a linear order on the interior

nodes of T that is consistent with the partial order of T .

Definition 1. A ranked X-tree is a binary ranked phylogenetic X-tree.

An example of a ranked tree is given in Figure 2.1.

Figure 2.1. Ranked tree. Ranked X-tree, X = {A,B,C,D,E}. The numbers on the right are values of the ranking
function.

A B C D E
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In biology, a phylogenetic tree represents the evolutionary history of a collection of sampled

individuals. The collection of individuals is represented by the set X . The root of the tree is the

most recent common ancestor of X and interior nodes are bifurcation events. The ranking function
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represents the time order of the bifurcation events. A general problem in evolutionary biology is

how to reconstruct the phylogenetic tree from sequence data obtained from sampled individuals.

Tackling this problem in a Bayesian framework may require counting the number of all possible

histories on a sample of individuals.

When all individuals are sampled at the same time (as in Figure 2.1) the counting tree problem has a

simple solution.

Let X be a fixed label set such that |X |= n. The number of all ranked X-trees up to isomorphism

is

R(n) =
n!(n−1)!

2n−1

This formula has been derived by many authors. Proofs can be found in Felsenstein (2004), Mur-

tagh (1984), or Semple and Steel (2003). The letter R in the equation comes from the word

“ranked”.

The situation is different when individuals are sampled at different times (serially sampled). In this

case, we need to define another kind of phylogenetic tree in which leaves are also ranked.

Definition 2. A fully ranked (FR) X-tree is a pair (T ,h), where T is a binary rooted phylogenetic

X-tree and h : V →{1, . . . , l} with |V̊ |< l ≤ |V | is a surjective function such that

• v1 ≤T v2 implies h(v1)≤ h(v2) and

• h(v1) = h(v2) implies v1 = v2 or v1,v2 ∈V \V̊ .

An example of a fully ranked X-tree is given in Figure 2.2.

Figure 2.2. Fully ranked tree. Fully ranked X-tree. X = {A,B,C,D,E}. The numbers on the right are values of the
ranking function.
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Before the tree is reconstructed we observe only leaves (sampled individuals) of the tree that are

grouped (pre-ranked) according to the times they were sampled. For the tree shown in Figure 2.2,

we have two sampling times and hence two groups: A, B, and C form the first group; D and E form

the second group.

Let T = (T ,h) be a fully ranked X-tree with h : V → {1, . . . , l}. Let m = |h(φ(X))|, that is, the

number of sampling times. Define a pre-ranking function ĥ from X onto {1, . . . ,m} for tree T such

that for all x1,x2 ∈ X

• h(φ(x1))≤ h(φ(x2)) implies ĥ(x1)≤ ĥ(x2) and

• h(φ(x1)) = h(φ(x2)) iff ĥ(x1) = ĥ(x2).

For the tree given in Figure 2.1, ĥ(A) = ĥ(B) = ĥ(C) = 1 and ĥ(D) = ĥ(E) = 2.

Let X and ĥ : X → {1, . . . ,m} be fixed. We are interested in the number of all fully ranked X-

trees that have ĥ as a pre-ranking function. Note that this number depends only on the numbers

ni = |{x|ĥ(x) = i}|, the number of individuals sampled at the ith time point, not on X and ĥ directly.

We denote this quantity by F(n1, . . . ,nm), where F stands for “fully ranked”. Then

F(n1, . . . ,nm) =
nm

∑
i=1

R(nm)

R(i)
F(n1, . . . ,nm−1 + i) (2.1)

and F(n) = R(n).

Proof. Consider a continuous process of bifurcation in which lineages may bifurcate in time or be

cut and labeled (sampled). The process finishes when all lineages are cut producing a tree. The

discrete structure of the tree produced by this process is a fully ranked X-tree. It is easy to see that

every fully ranked X-tree can be obtained as a result of this process. To count the required number

we can count the number of different trees which can be produced by the process if we know that

after it finishes there are ni sampled individuals (i.e., cut and labeled lineages) at the ith time point,

i.e., we have the sequence (n1, . . . ,nm).

Suppose that at the (m− 1)th time point there are i lineages that are ancestral to nm individuals

sampled at time m. When we look at this process backwards in time the bifurcation events become

coalescence events. The number of different ways these nm lineages coalesce to i lineages is R(nm)
R(i) .

This is the number of all possible ranked X-trees on nm individuals but since we are not interested

in the structure of the coalescent after we reach i lineages, it is divided by the number of ways in
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which the remaining i lineages can coalesce. Note that if coalescence patterns are different between

the (m−1)th and mth time points then the trees are also different.

Further, for each of these coalescence patterns, we need to count the number of different ways these i

lineages and other n1, . . . ,nm−1 lineages can coalesce. This is where we can apply the recursion. We

can consider that we also cut these i lineages at time m−1 and label them with the ranked subtrees

descendant from these lineages. Then, at time m−1, we have nm−1 sampled individuals and another

i sampled individuals and it remains to count the number of trees on the sequence (n1, . . . ,nm−1 + i).

Note that two trees are different if they have different numbers of lineages at time m− 1. The

number of additional i lineages can be between 1 and nm and we need to sum over all possible i to

complete the recursion.

We introduce a third type of tree in which sampled individuals may be direct ancestors of later

sampled individuals. We call it a tree with sampled ancestors. This type of tree is not usually

considered in phylogenetics since the probability of sampling a direct ancestor is often negligible.

In small populations or when a large portion of the population is sampled, however, this cannot be

ignored.

Let T = (V,E,ρ) be a weak binary tree. Define a set V̂ as follows:

V̂ = {v ∈V |deg(v) = 1 or [deg(v) = 2 and v is not the root]}

A rooted S-phylogenetic X-tree is a pair T = (T,φ), where T is a weak binary tree and φ : X → V̂

is a bijection.

Definition 3. A fully ranked X-tree with sampled ancestors (FRS X-tree) is a pair (T ,h), where

T is a rooted S-phylogenetic X-tree and h : V →{1, . . . , l} is a surjective function such that

• v1 <T v2 implies h(v1)< h(v2) and

• h(v1) = h(v2) implies v1 = v2 or v1,v2 ∈ V̂ ;

(see Figure 2.3).

The definition of a pre-ranking function remains the same for FRS trees. Let S(n1, . . . ,nm) (with

S standing for ‘sampled ancestors’) denote the number of all FRS X-trees that have the same

pre-ranking function ĥ, where ni = |{x | ĥ(x) = i}|. Then
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Figure 2.3. FRS tree. FRS X-tree with the labeled degree-one root. X = {A,B,C,D,E}. The numbers on the right are
values of the ranking function.
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S(n1, . . . ,nm) =
nm

∑
i=1

min{i,nm−1}

∑
j=0

(
i
j

)(
nm−1

j

)
R(nm)

R(i)
S(n1, . . . ,nm−1 + i− j) (2.2)

and S(n) = R(n).

Proof. Consider the same process as before with only change of sampling events. Now, at some

points of time, some lineages are cut and labeled and others are only labeled but not cut.

Then this equation can be obtained as follows. We have nm individuals that are sampled at the mth

time point. At time m−1, there are between 1 and nm ancestral lineages of those nm individuals,

depending on the number of coalescence between times m and m− 1. Let i denote the number

of these lineages. Then there are R(nm)
R(i) different possible coalescent patterns that can lead to this

situation. Some of these i ancestral lineages may be among the individuals sampled at time m−1,

i.e., lineages that are labeled but not cut at time m− 1. Let j be the number of those ancestral

lineages that are sampled at time m−1. There are
( i

j

)
ways to chose these j lineages out of i and

there are
(nm−1

j

)
possible ways to chose j sampled at time m−1 individuals that are not cut at time

m−1.

Further, at time m− 1, there are nm−1 sampled lineages and i− j ancestral lineages that are not

sampled and it remains to count the number of FRS trees on the sequence (n1, . . . ,nm−1 + i− j).

Finally, we sum over all possible i and j to complete the recursion.
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Dynamic counting

Calculating the recursions (2.1) and (2.2) directly is inefficient and impractical. Here we describe a

more efficient algorithm for counting fully ranked trees using these recursions. Rewrite equation (2.1)

as

F(n1, . . . ,nm) = R(nm)
nm

∑
i=1

F(n1, . . . ,nm−1 + i)
R(i)

Then instead of calculating F(n1, . . . ,n j+α) for j ∈ {1, . . . ,m−1} and α ∈ {0, . . . ,n j+1+ . . .+nm}
we can calculate

A j(α) =
F(n1, . . . ,n j +α)

R(α)
(2.3)

using recurrence equations:

A j(0) = R(n j)
n j

∑
i=1

A j−1(i) and (2.4)

A j(α +1) =
(n j +α)(n j +α +1)

α(α +1)
A j(α)+

R(n j +α +1)
R(α +1)

A j−1(n j +α +1). (2.5)

This leads to Algorithm 1 to calculate F(n1, . . . ,nm). Let n be the number of sampled individuals,

i.e., n =
m
∑

i=1
ni. Calculation of all the R(i) takes O(n) steps and calculation of all the A j takes at most

O(n) steps. In total, the algorithm takes O(mn) steps.

Algorithm 1 Calculating the number of fully ranked trees

for i = 1→ n do
calculate R(i) using R(i) = R(i−1) i(i−1)

2
end for
for i = 1→ n2 + . . .+nm do

calculate A1(i) using equation (2.3) and equality F(x) = R(x)
end for
for j = 2→ m−1 do

for α = 0→ n j+1 + . . .+nm do
calculate A j(α) using equations (2.4) and (2.5)

end for
end for
compute F(n1, . . . ,nm) = Am(0)

A similar approach leads to an O(mn2)-time algorithm for counting FRS trees. The description of
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this algorithm is in Appendix A.1.

2.3 Constraints

In phylogenetic analysis, it is common to have some limited information about the ancestors of

sampled individuals. We consider two types of such information. First, we may know that a subgroup

of sampled individuals is monophyletic. That means that the most recent common ancestor of the

subgroup is not an ancestor of any other individual that does not belong to the subgroup. Second, we

may know the relative ages of the most recent common ancestors of monophyletic subgroups. This

known information imposes constraints on the space of possible phylogenetic trees representing the

evolutionary history of sampled individuals. The question is how many phylogenetic trees satisfy

the constraints on a group of sampled individuals?

The number of resolutions of a constraint tree

We first describe a problem for contemporaneous sampling in terms of constraint trees. We call a

rooted tree multifurcated if each interior node has at least 2 children. Note that in contrast to the

common terminology we assume that a binary tree is also multifurcated. If we replace the word

“binary” with “multifurcated” in the definition of a ranked tree we obtain a more general class of

trees.

Definition 4. A constraint X-tree is a multifurcated ranked phylogenetic X-tree.

An example of a constraint tree is given in Figure 2.4. A constraint tree represents prior information

about clades and ranking. Each interior node constrains a subgroup of individuals, leaves that are

descendant from this node, to by monophyletic. The most recent common ancestor of the whole

group of individuals, the root node, is also regarded as a constraint. The ranking function constrains

the ages of the most recent common ancestors of the monophyletic subgroups to have a specified

order.

We say that a ranked X-tree T1 = (T1,h1) resolves a constraint X-tree T2 = (T2,h2) if there is an

isomorphic embedding of T2 into T1, i.e., there is an injective mapping f : V2→V1 such that

• φ1(x) = f (φ2(x)) for each x ∈ X ;

• v≤T2 u iff f (v)≤T1 f (u) for each u,v ∈V2; and
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Figure 2.4. Constraint tree. Constraint tree, labels are omitted. Subtree 2 is coloured green. It has two child nodes that
are leaves, therefore, n2 = 2. The ancestor function for this tree is defined as f (2) = f (3) = 1 and f (4) = 2. A compact
notation for this constraint tree is (n1, . . . ,nk, f ) = (0,2,3,2,{(2,1),(3,1),(4,2)}).

1

2

3

4

• h2(v)≤ h2(u) implies h1( f (v))≤ h1( f (u)) for each u,v ∈ V̊2.

We wish to calculate the number of ranked trees that resolve a given constraint tree T= (T,φ ,h). It

is easy to see that this number depends only on the underlying tree T and ranking function h, but

does not depend on the labelling function φ or the label set X .

We now introduce some notation in order to define recursive equations. We label interior nodes

according to their ranks such that node i is a node v such that h(v) = i. A subtree induced by node i

and its children is called subtree i. Child nodes in a subtree may be leaves in the initial tree. Let

ni ≥ 0 denote the number of such child nodes in subtree i. Let f : {2, . . . ,k}→ {1, . . .k−1} be the

parent function on interior nodes, i.e., f (i) = j whenever j is a parent to i. When k = 1, i.e., there is

only one interior node, f = /0. See Figure 2.4 for an example of introduced notation. Note that a

tuple (n1, . . . ,nk, f ) completely defines a pair (T,h).

Let Rr(n1, . . . ,nk, f ) be the number of ranked trees resolving a constraint tree defined by the tuple
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(n1, . . . ,nk, f ). The superscript r stands for “resolution”. Then the following equations hold.

Rr(2, /0) = 1, (2.6)

Rr(n1, . . . ,nk−1,2, f ) = ∑
i∈C

(
ni

2

)
Rr(n1, . . . ,ni−1, . . . ,nk−1,2, f )+

Rr(n1, . . . ,n f (k)+1, . . . ,nk−1, f |{2,...,k−1}) and

(2.7)

Rr(n1, . . . ,nk, f ) = ∑
i∈C

(
ni

2

)
Rr(n2, . . . ,ni−1, . . . ,nk, f ), if nk > 2, (2.8)

where C is the collection of nodes that have more than 2 children and at least 2 of them are leaves,

i.e., C = {i < k |ni ≥ 2 and ni +αi > 2} and αi = |{a| f (a) = i}|. Note that ni +αi is the number of

children of node i.

Proof. When a constraint tree has 2 leaves, it is unique and is resolution of itself. So Equation (2.6)

is trivial. To explain the main sum in Equation (2.7) and (2.8) we consider the constraint tree which

is defined by (3,3,{(2,1)}) and shown in Figure 2.5, left. The last interior node of a resolving tree

(that is, the interior node with the highest rank or the furthest node from the root) is either a parent

to leaves in subtree 1 or leaves in subtree 2. Suppose it is the first case (see Figure 2.5, centre).

Since leaves have distinct labels from X , there are
(3

2

)
ways to chose two leaves that are children

of that last node. We can partition all the resolving trees for which the last node is in subtree 1 in(3
2

)
groups. The number of trees in each group is the number of trees that resolve a constraint tree

defined by (2,3,{(2,1)}) and shown on the right of Figure 2.5. A similar argument holds if the last

node in a resolving tree is a parent to nodes from subtree 2.

Figure 2.5. Recursive approach. The last interior node in a resolving tree locates in subtree 2.
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So in the general case, there are k subtrees and if the last node is in subtree i we have
(ni

2

)
ways

to choose two lineages that coalesce and then we should count the number of trees resolving the

tree defined by (n1, . . . ,ni−1, . . . ,nk, f ). Note that in the example above, we consider the tree with

more than 2 leaves in each subtree. However, the last interior node of a resolving tree cannot be

in subtree i for i < k if there is not enough leaves in this subtree. This can happen either if there

are less than 2 leaves in subtree i or if there are 2 leaves in subtree i and node i has only these two

leaves as its children. Both cases imply that any parent to leaves of subtree i in a resolving tree has a

lesser rank than the rank of node k. This explains why we sum only over the elements of the set C.

Finally, we should consider one more case which explains why there is one more summand in

equation (2.7). If the last node in a constraint tree has only two children, i.e., there are 2 leaves in

subtree k, then there is one more group of resolving trees, the group that consists of resolving trees

that have this node as the last node.

Dynamic counting

We will calculate Rr(n1, . . . ,nk, f ) for the corresponding constraint tree. In order to find Rr(n1, . . . ,nk, f ),

at each step s, we will calculate numbers Rr(x1, . . . ,xt , f |t−1) with ∑
i≤t

xi = s, t−1 = {2, . . . , t}, and

t ≤ k. Note that we do not have to calculate all such numbers. To determine which numbers are

required we define two upper triangular matrices m and M of size k× k.

Suppose we draw a horizontal line which is strictly below the line that passes through node j and

strictly above the line that passes through node j+ 1 (or all the leaves if j = k). Then mi, j is the

minimal possible number of intersections of this line with branches of subtree i in a resolving tree

and Mi, j is the maximal possible number. An example is given in Figure 2.6.

Let ai, j = |{x ≤ j | f (x) = i}| for i ≤ j. So ai, j is the number of children of node i with ranks at

most j. Then

Mi, j = ni +αi−ai, j and

mi, j =


2 if ai, j = 0,

1 if ai, j > 0 and Mi, j > 0,

0 otherwise.

Let t ≤ k and x1, . . . ,xt ∈ N. We call a tuple (x1, . . . ,xt , f |t−1) eligible if mi,t ≤ xi ≤ Mi,t for 1≤ i≤
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Figure 2.6. Defining matrices m and M. Two trees that resolve a constraint tree from Figure 2.4 (only resolutions of
subtree 2 are shown) and three ways to draw a horizontal line. The yellow lines correspond to the minimal number of
intersections and the red line, to maximal. Thus, m2,2 = 2 and M2,2 = 3. We can also note that m1,2 = M1,2 = 1.

2 2

t.

We now turn to Algorithm 2 to count resolutions. At each step s ≤ n, we construct a set Ss. A

unique element of Sn is Rr(n1, . . . ,nk, f ) and calculating elements of Ss only requires elements of

Ss−1.

Algorithm 2 Calculating the number of resolutions of a constraint tree

S2 = {Rr(2, /0)}
for s = 3→ n−1 do

while there is a new element Rr(x1, . . . ,xt , f |t−1) in the set Ss−1 do
if t < k and eligible(x1, . . . ,x f (t+1)−1, . . . ,xt ,2, f |t−1) then

calculate Rr(x1, . . . ,x f (t+1)−1, . . . ,xt ,2, f |t−1) and add it to Ss

end if
for i = 1→ t do

if eligible(x1, . . . ,xi +1, . . . ,xt , f |t−1) then
Rr(x1, . . . , xi + 1, . . . xt , f |t−1) and add it to Ss

end if
end for

end while
end for

Proposition 1. When k is fixed Algorithm 2 does at most O(nk) steps.

Proof. The algorithm does O(k) steps for each eligible tuple and, since we assume k is a constant, it
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is O(1). For given j there are
j

∏
i=1

(Mi, j−mi, j +1)

eligible tuples of size j. Since Mi, j−mi, j +1≤ ni +αi−1, for the total number of eligible tuples we

have
k

∑
j=1

j

∏
i=1

(Mi, j−mi, j +1)≤
k

∑
i=1

(n1 +α1−1) · . . . · (ni +αi−1)<

k(n1 + k−1) · . . . · (nk + k−1)≤ k(
n
k
+ k−1)k = O(nk)

The number of resolutions of a fully ranked constraint tree

We can generalise the results of the previous section to fully ranked trees. Now we replace the word

“binary” with “multifurcated” in the definition of a fully ranked tree to get

Definition 5. A fully ranked constraint X-tree is a pair (T ,h), where T is a multifurcated rooted

phylogenetic X-tree and h is a function such that h : V →{1, . . . , l}, where |V̊ |< l ≤ |V |, and

• v1 ≤T v2 implies h(v1)≤ h(v2);

• h(v1) = h(v2) implies v1 = v2 or v1,v2 ∈V \V̊ .

We say that a fully ranked X-tree T1 = (T1,h1) resolves a fully ranked constraint X-tree T2 =

(T2,h2) if there is an isomorphic embedding of T2 into T1, i.e., there is an injective mapping

f : V2→V1 such that

• φ1(x) = f (φ2(x)) for each x ∈ X ;

• v≤T2 u iff f (v)≤T1 f (u) for each u,v ∈V2;

• h2(v)≤ h2(u) implies h1( f (v))≤ h1( f (u)) for each u,v ∈V2; and

• h2(v) = h2(u) iff h1( f (v)) = h1( f (u)) for each u,v ∈V2.

The problem is to count the number of fully ranked resolutions of a fully ranked constraint

tree.

Let T= (T ,h) be a fully ranked constraint tree with h : V →{1, . . . , l} and |V̊ |= k. Again we label

interior nodes with numbers from {1, . . . ,k}. However, labels and ranks of interior nodes do not
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necessary coincide now. Let r : {1, . . . ,k}→ h(V̊ ) be an injective increasing function which maps

the kth interior node to its rank. Note that r(1) is always equal to 1 because the root node always

has rank 1 and that r(k)< l because only leaves can have rank l. Now, node i is the node that has

rank r(i) and subtree i is the subtree which is induced by node i and its children. Since leaves in

subtrees are now ranked, we need more parameters to encode the tree. Let n = [ni, j] be a matrix

of size k× l, where ni, j is the number of leaves of rank j in subtree i or the number of children of

node i with rank j. Note that if node i is a parent of node j then ni,r( j) = 1 and ni,x = 0 for x 6= r( j)

and this means that the parent function is uniquely defined by the matrix n and function r and the

number of resolutions of T depends only on (n,r).

If a constraint tree has only 2 leaves then there is only 1 tree resolving it:

Fr((2),r0) = Fr((1,1),r0) = 1

with r0 mapping 1 to 1.

For the main recursion we need to determine the location of the last interior node in a resolving

tree. As before, this node can be a parent to leaves in different subtrees. Also, since leaves now may

have different ranks, the last interior node in a resolving tree may be ranked in different ways with

respect to ranks of the leaves. Let Nc,x denote the number of children of node c with ranks at least

x, that is, Nc,x =
l
∑
j=x

nc, j. For each p ∈ {r(k)+1, . . . , l}, we define a set Cp of candidate subtrees in

which the last node can be placed at level p, i.e. between the (p−1)th and pth time points.

Cp = {c | Nc,p ≥ 2 and Nc,r(c)+1 > 2}

See Figure 2.7 for an example of subtree where the last node can be placed between the (p−1)th

and pth time points.

For each p and c such that c ∈Cp, there is a distinct group of resolving trees. The quantity of trees

in this group is equal to the number of resolutions of a constraint tree which is defined by matrix

nc,p = [nc,p
i, j ] of size k× p such that

– nc,p
i, j = ni, j for 1≤ i≤ k and j < p;

– nc,p
c,p = Nc,p−1;

– nc,p
i,p = Ni,p for i≤ k and i 6= c.
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Figure 2.7. Location of a new node between the (p−1)-th and p-th time points. A new node can be placed in
subtree c between the (p−1)-th and p-th time points if the number of green branches is greater or equal to 2 and the
number of all branches in subtree c is greater than 2.

r(c)

r(k)

p-1

p

l

If node k has only 2 children then, as before, there is one more group of resolving trees. This group

consists of the resolving trees in which the last interior node coincides with node k. Let n′ = [n′i, j]

be a matrix of size (k−1)× r(k) such that

– n′i, j = ni, j for 1≤ i≤ k and j < r(k),

– n′i,r(k) = Ni,r(k) for 1≤ i≤ k−1.

This matrix defines a constraint tree for which the number of resolutions is equal to the number of

trees in the last group.

Then the main recursion is as follows:

Fr(n,r) =
l

∑
p=r(k)+1

∑
c∈Cp

(
Nc,p

2

)
Fr(nc,p,r)+Fr(n′,r|{1,...,k−1}) if Nk,r(k)+1 = 2; (2.9)

Fr(n,r) =
l

∑
p=r(k)+1

∑
c∈Cp

(
Nc,p

2

)
Fr(nc,p,r) otherwise; (2.10)

Using these equations, we can calculate Fr(n,r) for O(m2nk) steps, where m is the number of

sampling points, i.e., m = l− k. The calculation is described in Appendix A.2.
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Table 2.1. The complexity of algorithms The table summaries the complexity of the counting algorithms, where n is
the sample size, k is the number of constraints, and m is the number of sampling time-points. We assume that k is fixed.

no constraints k constraints
(k = 1)

Contemporaneous
sampling O(n) O(nk)
(m = 1)

Serial sampling
with no sampled O(mn) O(m2nk)

ancestors
Serial sampling
with sampled O(mn2) -

ancestors

2.4 Summary

In Table 2.1, we summarised the complexity (upper bounds) of the counting algorithms. We can

see that counting fully ranked and FRS trees is reasonably fast, particularly when the number of

sampling points is small. Counting of resolutions of a constraint tree is an expensive procedure but

for small k it remains possible. In practice, k is typically small so this algorithm will be of practical

use. Counting resolutions of an FRS constraint tree, using the same methods, has a greater cost and

is less elegant, but its practicality and bounds on its complexity remain to be assessed.

These algorithms can be implemented in software for phylogenetic analysis that involves serial

sampling scheme or limited prior knowledge about ancestors of particular clades for calculating tree

prior distributions.



Bayesian inference of sampled ancestor
trees

This chapter is based on the journal article “Bayesian inference of sampled ancestor trees for

epidemiology and fossil calibration” (Gavryushkina et al., 2014).

3.1 Introduction

Phylogenetic analysis uses molecular sequence data to infer evolutionary relationships between

organisms and to infer evolutionary parameters. Since the introduction of Bayesian inference in

phylogenetics (Yang and Rannala, 1997; Mau et al., 1999; Huelsenbeck and Ronquist, 2001), it

has become the standard approach for fully probabilistic inference of evolutionary history with

many popular implementations (Drummond et al., 2012; Ronquist et al., 2012b; Bouckaert et al.,

2014; Lartillot et al., 2009) of Markov chain Monte Carlo (MCMC) (Metropolis et al., 1953;

Hastings, 1970) sampling over the space of phylogenetic trees. Initial descriptions of Bayesian

phylogenetic analysis were restricted to considering bifurcating trees (Yang and Rannala, 1997; Mau

et al., 1999), but have been extended to include explicit polytomies (Lewis et al., 2005). Here we

tackle phylogenetic inference with trees that may contain sampled ancestors (Gavryushkina et al.,

2013).

Standard phylogenetic models developed for inferring the evolutionary past of present day species

assume that all samples are terminal (leaf) nodes in the estimated phylogenetic tree. However, serially

sampled data generated by different evolutionary processes can be analysed using phylogenetic

methods (Drummond et al., 2003) and, in some cases, the assumption that all sampled taxa are leaf

nodes is not appropriate.

30
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One case in point is when inferring epidemiological parameters from viral sequence data obtained

from infected hosts (Pybus et al., 2001; Grenfell et al., 2004; Stadler et al., 2011; Ypma et al., 2013;

Künert et al., 2014). Viral sequences are obtained from distinct hosts and treated as samples from

the transmission process. Using standard phylogenetic models (such as coalescent or birth-death

models) to describe the infectious disease transmission process entails the assumption that a host

becomes uninfectious at sampling (where sampling is obtaining a sequence or sequences from

the pathogen population residing in a single infected host). However in many cases, hosts remain

infectious after sampling and, when sampling is sufficiently dense, the probability of sampling an

individual that later infects another individual which is also sampled is not negligible (Volz and

Frost, 2013; Teunis et al., 2013; Vrancken et al., 2014).

A recent analysis of a well-characterised HIV transmission chain (Vrancken et al., 2014) employed

a hierarchical model of a gene tree inside a transmission tree to infer the differences in evolutionary

rates (substitution rates) within and among hosts. Hierarchical modelling of gene trees inside

transmission trees has also been used to infer transmission events for small epidemic outbreaks

where epidemiological data is available in the form of known infection and recovery times for

each host (Ypma et al., 2013). In both cases the inference of transmission trees assumes complete

sampling of the hosts involved, and the host sampling process is not explicitly modelled.

Incomplete sampling is explicitly accounted for by birth-death-sampling models (Stadler, 2010;

Stadler et al., 2011; Didier et al., 2012; Stadler et al., 2013), and the probability density functions

of the trees are available in closed form, thus making these models tractable for use in Bayesian

inference. The birth-death-sampling models do not assume that individuals are removed from the

tree process after the sampling. However, using models that allow for infection after sampling has

not been possible due to a lack of software, meaning that many analyses simply ignore the possibility

of sampled ancestors (Stadler et al., 2011, 2013).

Another problem that may require sampled ancestor models is inferring species divergence times

using fossil data. Without the means to calibrate the times of divergences, the length of branches

in the estimated molecular phylogeny of contemporaneous sequences are typically described in

units of expected substitutions per site. Geologically dated fossil data can be employed to calibrate

a phylogenetic tree, thus providing absolute branch lengths in calendar units. The most common

approach here is to specify age limits or a probability density function on specific divergence times

in the phylogeny, where the constraints are defined using the fossil data (Sanderson, 1997; Thorne

et al., 1998; Drummond et al., 2006; Rannala and Yang, 2007; Ho and Phillips, 2009). There are
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several drawbacks connected to this approach (Ronquist et al., 2012a; Heath et al., 2014). First, there

is potential for inconsistency when applying two priors on the phylogeny (Heled and Drummond,

2012): a calibration prior on one or more divergence times and a tree process prior on the entire

tree. Second, it is not obvious how to specify a calibration density so that it accurately reflects

prior knowledge about divergence times (Ronquist et al., 2012a; Heath et al., 2014). Finally, such

densities usually only use the oldest fossil within a particular clade, thus discarding much of the

information available in the fossil record (Heath et al., 2014).

Other methods for dating with fossils have been developed recently (Laurin, 2012). One approach

that addresses the problems of the node calibration method requires modelling fossilisation events

as a part of the tree process prior. This allows for the joint analysis of fossil and recent taxa together

in a unified framework (Pyron, 2011; Wood et al., 2013; Ronquist et al., 2012a; Schrago et al.,

2013; Heath et al., 2014; Silvestro et al., 2014). Models that jointly describe the processes of

macroevolution and fossilisation should account for possible ancestor-descendant relationships

between fossil and living species (Foote, 1996), and thus include sampled ancestors.

Wilkinson and Tavaré (2009) used the inhomogeneous birth-death process with sampled ancestors

and approximate Bayesian computation methods to estimate divergence times from fossil records

and known features of the extant phylogeny. A birth-death model with sampled ancestors has

been used to estimate speciation and extinction rates from phylogenies in (Didier et al., 2012).

Heath et al. (2014) have used this model (they call it the fossilised birth-death process) to explicitly

model fossilisation events and estimate divergence times from molecular data and fossil records in a

Bayesian framework. In their approach, the tree topology relating the extant species has to be known

for the inference (Heath et al., 2014). So a method that simultaneously estimates the divergence

times and tree topology while modelling incorporation of sampled fossil taxa is an obvious next

step.

Full Bayesian MCMC inference using models with sampled ancestors is complicated by the fact that

such models produce trees, which we call sampled ancestor trees (Gavryushkina et al., 2013), that

are not strictly binary. They may have sampled nodes that lie on branches, forming an internal node

with one direct ancestor and one direct descendent. Thus, modelling sampled ancestors induces a

tree space where the tree has a variable number of dimensions (a function of the number of sampled

ancestors), which necessitates extensions to the standard MCMC tree algorithms.

Here we describe a reversible-jump MCMC proposal kernel (Green, 1995) to effectively traverse the

space of sampled ancestor trees and implement it within the BEAST2 software platform (Bouckaert



3.2 Methods 33

et al., 2014). We study the limitations of birth-death models with sampled ancestors and extend

the birth-death skyline model (Stadler et al., 2013) to sampled ancestor trees. We apply the new

posterior sampler to two types of data: a serially sampled viral dataset (from HIV), and molecular

phylogeny of bear sequences with fossil samples.

3.2 Methods

3.2.1 Tree models with sampled ancestors

In this section, we consider birth-death sampling models (Stadler, 2010; Stadler et al., 2011; Didier

et al., 2012; Stadler et al., 2013) under the assumption that sampled individuals are not necessarily

removed from the process at sampling. This results in a type of phylogenetic tree that may contain

degree-two nodes called sampled ancestors.

An important characteristic of the models we consider here is incomplete sampling, i.e., we only

observe a part of the tree produced by the process. Consider a birth-death process that starts at some

point in time (the time of origin) with one lineage and then each existing lineage may bifurcate or

go extinct. Further, the lineages are randomly sampled through time. An example of a full tree

produced by such process is shown in Figure 3.1 on the left. We have information only about the

portion of the process that produces the samples, shown as labeled nodes, and do not observe the

full tree. Thus we only consider this subtree relating to the sample, which is called the reconstructed

tree (or the sampled tree) and is shown on the right of Figure 3.1.

3.2.2 The sampled ancestor birth-death model

Here we describe a serially-sampled birth-death model with sampled ancestors (Stadler, 2010;

Stadler et al., 2011). First we describe a variant of the model suited to modelling transmission

processes and then we extend the model to describe speciation and fossilisation processes.

The process begins at the time of origin tor > 0 measured in time units before the present. Moving

towards the present, each existing lineage bifurcates or goes extinct according to two independent

Poisson processes with constant rates λ and µ , respectively. Concurrently, each lineage is sampled

with Poisson rate ψ and is removed from the process at sampling with probability r. The process is
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Figure 3.1. Full tree versus reconstructed tree. A full tree produced by the sampled ancestor birth-death process on
the left and a reconstructed tree on the right. The sampled nodes are indicated by dots labeled by letters A through H.
Nodes A, B and D are sampled ancestors. The reconstructed tree is represented by a sampled ancestor tree
g = (T ,(x1,x2,x3,x4,y1,z1,z2)), where T denotes the ranked tree topology and x̄, ȳ, and z̄ denote the node ages. In the
reconstructed tree the root is a sampled node. In the skyline model, birth-death parameters vary from interval to interval.
There are two intervals in this figure bounded by the time of origin t0, parameter shift time t1, and present time t2.
Between t0 and t1 parameters λ1, µ1, ψ1 and r1 apply and between t1 and t2 parameters λ2, µ2, ψ2, and r2. There are
additional sampling attempts at times t1 and t2 with sampling probabilities ρ1 and ρ2.
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stopped at time 0. This process can be used to model the transmission of infectious disease and we

call it the transmission birth-death process.

The transmission process produces trees that have degree-two nodes corresponding to sampling

events when a lineage was sampled but was not removed. We call these trees sampled ancestor trees

(whether or not any sampled ancestors are present). The reconstructed tree has degree-two nodes

when a lineage is sampled but not removed and then it, or a descendent lineage, is sampled again.

The reconstructed tree in Figure 3.1 (on the right) is an example of a sampled ancestor tree. Note

that the root of a sampled ancestor tree is the most recent common ancestor of the sampled nodes

and therefore it may be a sampled node. There is no origin node in the tree because the time of

origin is a model parameter and not an outcome of the process.

A tree (or genealogy) g consists of the discrete component T , which is called a tree topology,

and the continuous component τ̄ , which is called a time vector. The tree topology of a sampled

ancestor tree is a sampled ancestor phylogenetic tree, which is a ranked labeled phylogenetic tree

with labeled degree-two vertices (a rigorous definition of a sampled ancestor phylogenetic tree
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can be found in Gavryushkina et al. (2013), where it is called an FRS tree). The time vector is

a real-valued vector of the same dimension as the number of ranks (nodes) in the tree topology

and with coordinates going in the descending order so that each node in the tree topology can be

unambiguously assigned a time from the time vector.

Further, we have three types of nodes: bifurcation nodes, sampled tip nodes, sampled internal nodes.

Let m be the number of leaves, then m−1 is the number of bifurcation events. Let x̄ = (x1, . . . ,xm−1)

be a vector of bifurcation times, where xm−1 < .. . < x1. Let ȳ = (y1, . . . ,ym) be a vector of tip times,

where ym < .. . < y1. Further let z̄ = (z1, . . . ,zk) be a vector of times of sampled degree-two nodes,

where zk < .. . < z1 and k is the number of such nodes. Then τ̄ can be obtained by combining

elements of x̄, ȳ, and z̄ and ordering them in the descending order (see also Figure 3.1). A genealogy

may be written as (T , x̄, ȳ, z̄).

Stadler et al. (2011) derive the density of a genealogy g = (T , x̄, ȳ, z̄) given the transmission birth-

death process parameters λ ,µ,ψ,r and time of origin tor. Stadler (2010) indicated that we should

also condition on the event, S, of sampling at least one individual because only non-empty samples

are observed. The density is

f [g|λ ,µ,ψ,r, tor,S] =
1

(m+ k)!
(ψ(1− r))kq(tor)

1− p0(tor)

m−1

∏
i=1

2λq(xi)
m

∏
i=1

ψ(r+(1− r)p0(yi))

q(yi)
, (3.1)

where the function p0(x) is the probability that an individual has no sampled descendants for a time

span of length x so that

p0(x) =
λ +µ +ψ + c1

e−c1x(1−c2)−(1+c2)
e−c1x(1−c2)+(1+c2)

2λ

where

c1 = |
√

(λ −µ−ψ)2 +4λψ|, c2 =−
λ −µ−ψ

c1

and

q(x) =
4

2(1− c2
2)+ e−c1x(1− c2)2 + ec1x(1+ c2)2 .

Throughout this paper, we consider non-oriented labeled trees (in oriented trees, each non-root node

is labeled as the left or right child of its parent). So equation (3.1) differs from the equation on page

350 in Stadler et al. (2011), written for oriented trees, by a factor accounting for the switch from

oriented to labeled trees and also by the term for conditioning on S. Note also that the definition of
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the function q here is different from the definition by Stadler et al. (2011).

We show later (Theorem 2) that function (3.1) depends only on three parameters: λ −µ−ψ , λψ ,

and ψ(1− r), and does not depend on parameters λ , µ , ψ and r independently. This means that

the tree model is unidentifiable but, as we show in simulation studies, if we specify one of the

parameters we can estimate the others.

When applying this model to data, we typically shift time such that the most recent tip occurs at

present, ym = 0, as we often do not have information about the length of time between the last

sample and the end of the sampling effort. This is done to reduce our set of unknown quantities by

one (namely setting ym = 0).

We extend the model to allow the possibility of sampling individuals at present, where each lineage

at time 0 is sampled with probability ρ . This process, with r set to zero (which implies that an

individual is not removed from the process after sampling) can be used to model speciation processes

with fossilisation events, hence it is called the fossilised birth-death process (Heath et al., 2014). Let

Sρ denote the event of sampling at least one individual at present then according to Stadler (2010)

and accounting for labeled trees:

f [g|λ ,µ,ψ,ρ, tor,Sρ ] =
1

(m+ k)!
ψkρnq(tor)

1− p̂0(tor)

m+n−1

∏
i=1

2λq(xi)
m

∏
i=1

ψ p0(yi)

q(yi)
(3.2)

where n is the number of ρ-sampled tips, p0, q and c1 defined as above with

c2 =−
λ −µ−2λρ−ψ

c1

and

p̂0(tor) = 1− ρ(λ −µ)

λρ +(λ (1−ρ)−µ)e−(λ−µ)t
.

In contrast to the transmission birth-death process, where only three out of the four parameters λ , µ ,

ψ , and r can be inferred, under the fossilised birth-death process, all four parameters λ , µ , ψ , and ρ

can be identified from the phylogeny as we show in simulation studies.

It is possible to re-write density (3.2) conditioning on the time of the most recent common ancestor

of sampled individuals rather than conditioning on the time of origin. In this case, we discard

trees in which the root is a sampled node. In other words, we assume that the process starts with

a bifurcation event and we only consider trees with sampled nodes on both sides of the initial
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bifurcation event. Then the time of the most recent common ancestor of the sample is the time of the

root, x1. Accounting for labeled trees, the probability density function can thus be written (Stadler,

2010) as:

f [g|λ ,µ,ψ,ρ,x1,Sρ ] =
1

(m+ k)!
ψkρnq(x1)

λ (1− p̂0(x1))2

m+n−1

∏
i=1

2λq(xi)
m

∏
i=1

ψ p0(yi)

q(yi)
. (3.3)

where p0, p̂0, and q are defined as in equation (3.2).

The probability of an individual sampled at time t before present to be a sampled ancestor is

(1− r)(1− p0(t)).

Thus, the fact that an individual is a sampled ancestor depends on whether the individual stays in

the process after it is sampled or not (determined by r), the rate of population growth (λ and µ),

sampling rates (ψ and ρ) and the amount of time (t) elapsed until present. If the population grows

fast and/or the sampling rate is high and/or the amount of time elapsed is large then the probability

of an individual sampled at time t (before present) leaving sampled descendants is high.

The sampled ancestor skyline model

Here we extend the sampled ancestor birth-death model so that parameters may change through

time in a piecewise manner. This model combines two models from Stadler et al. (2011) and Stadler

et al. (2013).

Let there be l time intervals [ti, ti−1) for i ∈ {1, . . . , l} defined by vector t̄ = (t0, . . . , tl−1) and tl = 0

with tl < tl−1 < .. . < t1 < t0 (where t0 plays the role of the origin time, i.e., tor = t0). We use notation

tl for time zero only for convenience and do not include it as a model parameter. Within each interval

[ti, ti−1), i ∈ {1, . . . , l} the constant birth-death parameters λi, µi, ψi, and ri apply. At the end of

each interval at times ti, i ∈ {1, . . . , l}, each individual may be sampled with probability ρi (see also

Figure 3.1). Thus, the model has 6l parameters: λ̄ , µ̄ , ψ̄ , r̄, ρ̄ , and t̄. We prove in Theorem 1 that

the probability density of a reconstructed sampled ancestor tree g = (T |x̄, ȳ, z̄) produced by this
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Table 3.1. Sampled ancestor Skyline model notation.

Notation Description
l the number of intervals or parameter shift times,

tor tor = t0 the time of origin,
ti is parameter shift time or ρ-sampling time for i ∈ {1, . . . , l} with tl = 0,
t̄ (t0, . . . , tl−1) is a vector of those time parameters which are necessary to define the model,
m the number of ψ-sampled tips,
ȳ (y1, . . . ,ym) is a vector of times of ψ-sampled tips,

Mi the number of tips sampled at time ti for i ∈ {1, . . . , l},

M
l
∑

i=1
Mi,

x̄ (x1, . . . ,xm+M) is a vector of bifurcation times,
k the number of ψ-sampled nodes that have sampled descendants,
z̄ (z1, . . . ,zk) is a vector of times of ψ-sampled nodes with sampled descendants,

Ki the number of nodes, with sampled descendants, sampled at time ti for i ∈ {1, . . . ,m}

K
l
∑

i=1
Ki,

Ni Ki +Mi the total number of nodes sampled at time ti for i ∈ {1, . . . , l},
ni the number of lineages presented in the tree at time ti but not sampled at this time for

i ∈ {1, . . . , l},
ix an index such that tix ≤ x < tix−1.

process is (not conditioned on survival),

f [g|λ̄ , µ̄, ψ̄, r̄, ρ̄, t̄] =
1

(m+M+ k+K)!
×

q1(t0)
k

∏
i=1

(1− rizi
)ψizi

m+M−1

∏
i=1

2λixi
qixi

(xi)
m

∏
i=1

ψiyi
(riyi

+(1− riyi
)piyi

(yi))

qiyi
(yi)

×

l

∏
i=1

((1−ρi)qi+1(ti))niρ
Ni
i ((1− ri+1)qi+1(ti))Ki(ri+1 +(1− ri+1)pi+1(ti))Mi

(3.4)

where m is the number of ψ-sampled tips; k is the number of ψ-sampled nodes that have sampled

descendants; Mi is the number of tips sampled at time ti; Ki is the number of nodes sampled at time

ti and having sampled descendants; Ni = Ki +Mi is the total number of nodes sampled at time ti; ni

is the number of lineages present in the tree at time ti but not sampled at this time for i ∈ {1, . . . , l};

M =
l
∑

i=1
Mi; K =

l
∑

i=1
Ki; ix is an index such that tix ≤ x < tix−1 (the notation is also summarised in

table 3.1); and functions pi and qi are defined presently.
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The probability pi(t) that an individual alive at time t has no sampled descendants when the process

is stopped (i.e., in the time interval [tl, t]), with ti ≤ t < ti−1 (i = 1, . . . , l) is

pi(t) =
λi +µi +ψi−Ai

eAi(t−ti)(1+Bi)−(1−Bi)

eAi(t−ti)(1+Bi)+(1−Bi)

2λi

where

Ai =
√
(λi−µi−ψi)2 +4λiψi

and

Bi =
(1−2(1−ρi)pi+1(ti))λi +µi +ψi

Ai

for i = 1, . . . , l and pl+1(tl) = 1. Further,

qi(t) =
4eAi(t−ti)

(eAi(t−ti)(1+Bi)+(1−Bi))2

for i = 1, . . . , l. Note that ql+1(tl) does not appear in the equation because nl (which is the number

of lineages present in the tree at time tl but not sampled at that time) and Kl (which is the number of

degree-two nodes at time tl) are always zero. Also, rl+1 cancels out because Kl is always zero and

pl+1(tl) = 1.

Theorem 1. The probability density function for a reconstructed tree g = (T , x̄, ȳ, z̄) produced by

the SABD skyline process with parameters λ̄ , µ̄, ψ̄, r̄, ρ̄, t̄ is as (3.4)

Proof. First, we consider the same process but where at each bifurcation time, we label one of the

new lineages as left and another as right and we do not label sampled nodes. In this case, the process

produces oriented trees instead of labeled trees.

The probability pi(t) that an individual alive at time t has no sampled descendants when the process

is stopped (i.e., in the time interval [tl, t]), with ti ≤ t < ti−1 (i = 1, . . . , l) was derived by Stadler et al.

(2013) for the birth-death skyline model without sampled ancestor (i.e. r = 1).

Consider an event that the individual that started the process at time tor has no sampled descendants

in the time interval [tl, tor]. This event does not depend on the behaviour of the process if an

individual was sampled (such as the possibility to remain in the process after sampling, i.e., r < 1)

because it states that no individual was sampled. That implies p1(tor|λ ,µ,ψ,r) = p1(tor|λ ,µ,ψ).

Since the evolution of each lineage is independent of the evolution of other coexisting lineages
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under this model, we can state the same for the event that an individual alive at some time t < tor

has no sampled descendant when the process is stopped, that is, pi(t|λ ,µ,ψ,r) = pi(t|λ ,µ,ψ) for i

as above.

For convenience, we split every edge existing at time ti (for i = 1, . . . , l−1) with a degree-two node

dated at this time. Let gi,e(t) be the probability density that an infected individual in the tree at time

t corresponding to edge e (with ti ≤ t ≤ ti−1) evolved between t and the present as observed in the

tree.

The Master equation for gi,e(t) along an edge with starting time ts and ending time tb (te ≤ t ≤ tb) is

d
dt

gi,e(t) =−(λi +µi +ψi)gi,e(t)+2λi pi(t)gi,e(t)

Note that r does not occur in the equation and will only be introduced in the initial values of gi,e.

The solution to this equation is given by Stadler et al. (2013):

gi,e(t) = gi,e(te)
qi(t)
qi(te)

.

Further, the initial values are, for te 6= ti,

gi,e(te) =


λigi,e1(te)gi,e2(te) if e has two descendant edges e1, e2,

ψi(ri +(1− ri)pi(te)) if e is a leaf edge,

ψi(1− ri)gi,e1(te) if e has one descendant edge e1;

and for te = ti,

gi,e(te) =



(1−ρi)gi+1,e1(te) if e has one descendant edge e1 and e

is not a sampled node,
ρi(1− ri+1)gi+1,e1(te) if e has one descendant edge e1 and e

is a sampled node,
ρi(ri+1 +(1− ri+1)pi+1(te)) if e is a leaf edge;

Then the probability density of the genealogy is

f [g|λ̄ , µ̄, ψ̄, r̄, ρ̄, t̄] = g1,eroot (t0)
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Traversing the tree from tips to the root and finding gi,e(te) for each time te (note that qi(ti) = 1), we

derive that g1,eroot (t0) is as in (3.4) without the first term and without doubling the multipliers in the

second product, which come from the fact that we considered oriented trees instead of labeled trees.

Indeed, the expression without the first term and without doubling the multipliers in the second

product is the probability density function for oriented trees. Having the model parameters fixed

(including t̄), it only depends on branching times, sampling times of tips, sampling times of degree-

two nodes, the number of sampled two-degree nodes at time ti, and the number of sampled tips

at time ti (i.e., on x̄, ȳ, z̄, K̄, and M̄), but not on how the lineages are connected, i.e. not on the

particular topology. The density of an oriented and labeled genealogy which has the given oriented

tree embedded is the oriented tree probability divided by the (m+M+ k+K)! possible labelings.

Ignoring the 2m+M−1 orientations establishes the theorem.

We obtain two special cases of this general model that correspond to the skyline variants of the

transmission and fossilised birth-death processes by setting some of the parameters to zero.

To obtain the skyline transmission process, we set ρ̄ = 0. This implies Ki = 0, Mi = 0, and Ni = 0

for all i. As before, we condition on the event, S, of sampling at least one individual, where

f [S|λ̄ , µ̄, ψ̄, t̄] = 1− p1(t0). The tree density is

f [g|λ̄ , µ̄, ψ̄, r̄, t̄,S] =
1

(m+M+ k+K)!
×

q1(t0)
1− p1(t0)

k

∏
i=1

(1− rizi
)ψizi

m−1

∏
i=1

2λixi
qixi

(xi)
m

∏
i=1

ψiyi
(riyi

+(1− riyi
)piyi

(yi))

qiyi
(yi)

l

∏
i=1

(qi+1(ti))ni

(3.5)

We further show (Theorem 2) that (3.5) can be re-parameterised with

di = λi−µi−ψi for i = 1, . . . , l

fi = λiψi for i = 1, . . . , l

gi = (1− ri)ψi for i = 1, . . . , l, and

ki =
λi

λi+1
for i = 1, . . . , l−1.

(3.6)

Thus, of the original 4l parameters, only 4l−1 may be estimated.

For the skyline fossilised birth-death model, we set ρ1, . . . ,ρl−1 = 0 and r̄ = 0 and condition on Sρ ,

the event of sampling at least one extant individual (i.e., at time tl). The tree density becomes
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f [g|λ̄ , µ̄, ψ̄,ρl, t̄,Sρ ] =
1

(m+M+ k+K)!
×

ρ
Nl
l

q1(t0)
1− p̂1(t0)

k

∏
i=1

ψizi

m+Nl−1

∏
i=1

2λizi
qixi

(xi)
m

∏
i=1

ψiyi
piyi

(yi)

qiyi
(yi)

l

∏
i=1

(qi+1(ti))ni

(3.7)

where

p̂1(t) = p1(t|ψ̄ = 0).

This probability density can be re-parameterised as in (3.6) with one additional equation h =

λlρl . Now there are 3l + 1 initial parameters: λ̄ , µ̄ , ψ̄ , and ρl and 4l equations defining the re-

parameterisation. Since ri = 0, gi defines ψi, then fi yields λi, then di yields µi, h yields ρl and the

l−1 equations for ki are not needed at all, thus 3l+1 equations define the re-parameterisation of the

3l +1 parameters, thus this re-parameterisation does not reduce the number of parameters.

Re-parameterisation

To obtain the mentioned re-parameterisations for the skyline transmission model and skyline

fossilised birth-death model we consider a more general case. Let ρ1, . . . ,ρl−1 = 0 and consider the

re-parameterisation, collapsing the original 4l +1 parameters into 4l parameters:

di = λi−µi−ψi for i = 1, . . . , l

fi = λiψi for i = 1, . . . , l

gi = (1− ri)ψi for i = 1, . . . , l

h = ρlλl

ki =
λi

λi+1
for i = 1, . . . , l−1

(3.8)

We will show in the following that the tree likelihood (3.4) conditioned on ψ-sampling at least

one individual and with ρ1, . . . ,ρl−1 = 0 depends only on the 4l parameters obtained from the

re-parameterisation, thus in the original parameter set of size 4l + 1, one parameter cannot be

identified from the sampled tree.
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Lemma 1. Let ζi(t) = Ai
eAi(t−ti)(1+Bi)−(1−Bi)

eAi(t−ti)(1+Bi)+(1−Bi)
. Then

Ai =
√

d2
i +4 fi for i = 1, . . . , l;

Bi =
ki(di+1 +ζi+1(ti))−di

Ai+1
for i = 1, . . . , l−1;

Bl =
2h−dl

Al
;

ri +(1− ri)pi(t) =
gi

2 fi

(2 fi

gi
−di−ζi(t)

)
for i = 1, . . . , l; and

1− pi+1(t) =
di+1 +ζi+1(t)

2λi+1
for i = 0, . . . , l−1.

Proof. We show only one case:

ri +(1− ri)pi(t) = ri +(1− ri)
λi +µi +ψi−ζi(t)

2λi
=

(1− ri)

2λi

( 2λiri

(1− ri)
+λi +µi +ψi−ζi(t)

)
=

gi

2 fi

( 2λi

(1− ri)
−2λi +λi +µi +ψi−ζi(t)

)
=

gi

2 fi

(2 fi

gi
−di−ζi(t)

)
Other equations can be verified by substitution of d̄, f̄ , h, and k̄ with expressions given in (3.8).

Theorem 2. When ρ1, . . . ,ρl−1 = 0, the tree density function for the sampled ancestor Skyline model

conditioned on ψ-sampling at least one individual, which is

f [g|λ̄ , µ̄, ψ̄, r̄,ρl, t̄,S] ∝

ρ
Nl
l

q1(t0)
1− p1(t0)

k

∏
i=1

(1− rizi
)ψizi

m+Nl−1

∏
i=1

2λixi
qixi

(xi)
m

∏
i=1

ψiyi
(riyi

+(1− riyi
)piyi

(yi))

qiyi
(yi)

l

∏
i=1

(qi+1(ti))ni

can be re-parameterised with parameters given in Equations (3.8).

Proof. We can write this function as follows:
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ρ
Nl
l λ1

m+Nl−1

∏
i=1

λixi

m

∏
i=1

ψiyi
×

q1(t0)
λ1(1− p1(t0))

k

∏
i=1

(1− rizi
)ψizi

m+Nl−1

∏
i=1

2qixi
(xi)

m

∏
i=1

(riyi
+(1− riyi

)piyi
(yi))

qiyi
(yi)

l

∏
i=1

(qi+1(ti))ni

From lemma 1, it follows that qi(t), λ1(1− p1(t0)), ri +(1− ri)pi(t) depend only on parameters d̄,

f̄ , ḡ, h and k̄ and do not depend on λ̄ , µ̄ , ψ̄ , r̄, ρl individually. It remains to show that

ρ
Nl
l λ1

m+Nl−1

∏
i=1

λixi

m

∏
i=1

ψiyi

also depends only on d̄, f̄ , ḡ, h and k̄.

Note that
ψiλ j = fiki . . .ki for j < i,

ρlλi = hki . . .kl for j < l.

and we can decompose the last term in m+Nl terms in either of the two forms: ψiλ j and ψlλi.

Setting ρl to zero in re-parameterisation (3.8), we can see that function (3.5) depends on 4l− 1

parameters: d̄, f̄ , ḡ and k1, . . . ,kl−1, out of 4l parameters: λ̄ , µ̄ , ψ̄ and r̄. Also, setting l = 1, λ1 = λ ,

µ1 = µ , ψ1 = ψ , and r1 = r gives us that p1(t) = p0(t) and q1(t) = q(t) and that f [g|λ ,µ,ψ,r, t0,S]

is basically the same function as in (3.1). That means that we can re-parameterise function (3.1)

with λ −µ−ψ , λψ and ψ(1− r).

In a similar manner, we can show that when r̄ = 0, ρl 6= 0 and conditioning on sampling at least

one extant individual (i.e., considering skyline fossilised birth-death process with tree probability

density function (3.7)), function λ1(1− p̂1(t)) = λ1(1− p1(t|ψ̄ = 0)) depends on

d̂i = λi−µi for i = 1, . . . , l;

ki =
λi

λi+1
for i = 1, . . . , l−1; and

h = ρlλl.

Note that d̂i = di−gi because ri = 0 implying gi = ψi for all i. That means we can re-parameterise

function (3.7) with (3.8). But for this model, we have 3l+1 initial parameters: λ̄ , µ̄ , ψ̄ , and ρl , and
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4l new parameters: d̄, f̄ , ḡ, k1, . . . ,kl−1 and h.

3.2.3 Markov chain Monte Carlo operators

We introduce a number of operators to explore the space of sampled ancestor trees with a fixed

number of sampled nodes. Throughout this section, we denote the height (or the age) of a node a by

τa.

Extension of the Wilson-Balding operator

We extend the Wilson-Balding operator (a type of subtree prune and regraft) (Wilson and Balding,

1998) to sampled ancestor trees so that it is identical to the original implementation in BEAST

(Drummond et al., 2002) when it is restricted to trees with no sampled ancestors. The operator may

propose a significant change to a tree and may change its dimension, that is, the number of nodes in

the tree. We use the reversible jump formalism of Green (1995).

First, we describe a reduced version of the operator that does not change the root. Let g = (T , τ̄) be

a genealogy. There are three steps in proposing a new tree.

1. Choose edge e1 = 〈p1,c1〉 uniformly at random such that p1 is not the root (p1 is the parent

of c1). Recall that we do not consider the origin as a node belonging to the tree.

2. Choose either edge e2 = 〈p2,c2〉 or leaf l. The method of selection depends on the type of e1:

(a) if node c1 has a sibling then, uniformly at random from all possibilities, either choose

edge e2 which is not adjacent to e1 and at least one end of which is above c1 (i.e., p2 is

older than c1) or leaf l which is older than c1;

(b) if node c1 does not have a sibling (so p1 has only one child, i.e., it has degree two and

thus is a sampled node) then choose edge e2 such that at least one of its ends is older

than c1 or a leaf which is older than c1 uniformly at random.

If there is no such edge nor leaf then the proposal is rejected.

3. If an item was chosen in step 2, then prune the subtree rooted at node p1 and reattach it to

edge e2 or leaf l. When attaching to an edge, we draw a new height for the parent of node c1

uniformly at random from the interval [max(τc1 ,τc2),τp2 ].
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Figure 3.2 illustrates pruning from a branch (case 2a) and from a node (case 2b) and attaching to a

branch and to a leaf. Let the resulting new genealogy be g∗ = (T ∗, τ̄∗).

Figure 3.2. The Wilson Balding operator. The operator proposes a sampled ancestor tree topology and node ages and
may propose a tree of larger or smaller dimension (the number of nodes in the tree) than the original tree. First, it prunes
a subtree rooted at edge e1 (blue edge) either from a branch, coloured black, in case a.1 or from a node, coloured black, in
case a.2. Then it attaches the subtree either to an edge e2 (black edge) at a random height in case b.1 or to a leaf l (black
node) in case b.2. Case a.1 followed by b.2 removes a node from the tree and case a.2 followed by b.1 introduces a new
node into the tree.

a.1)

c1

p1 e1

a.2)

p1

c1

e1

b.1)

c2

p2

e2

b.2)

l

1

Now we extend this move to add the possibility of changing the root. We modify the described

procedure as follows. We allow e1 for which p1 is the root to be chosen at the first step, and we

allow the root edge (i.e., the edge which connects the root with the origin) to be chosen at the second

step. Although we do not usually consider this edge as a part of the tree, for convenience we assume

we can choose it. In this case, the parent of node c1 becomes a new root with the height obtained

by drawing a difference between the new root height and the old root height from the exponential

distribution with rate λe.

To calculate the Hastings ratio, q(g∗|g)
q(g|g∗) , for this move we derive the proposal density, q(g∗|g). q(g∗|g)

is a product of the probability of choosing edge e1 at the first step, the probability of choosing edge

e2 (or leaf l) at the second step, and the probability density of choosing a new age at the third stage

(or one if we attach to a leaf).
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Let D denote the number of edges in tree T . Then the contribution of the first step to the proposal

density is 1
D . The probability at the second step depends on the number of choices there. However,

since we choose the same subtree to prune in the forward and backward moves and then, at step

two, choose from the items remaining in the tree after pruning the subtree, the second terms in the

product will cancel in the ratio and we do not calculate them.

The contribution of the third step depends on the type of move. When attaching to a leaf it is equal

to one. When attaching to a branch it is equal to the probability density of a random variable τnew

which defines a new age for the parent of c1. So it is either

f (τnew) =
1
|I1|

, where I1 = (τp2 ,max{τc1 ,τc2})

or

f (τnew) =

e−λeh1 , if h1 = τnew− τ1 > 0;

0, otherwise.

where τa denotes the height of node a. The Hastings ratio for the different cases is summarised in

Table 3.2.

Table 3.2. Hastings ratio for the extension of the Wilson Balding operator The table summarises the Hastings ratio
q(g∗|g)
q(g|g∗) for the extended Wilson Balding operator.

Pruning from /Attaching to
internal
branch

leaf root branch

internal branch |I2|
|I1|

D
(D−1)

1
|I1|

eλeh2

|I1|

internal node D
(D+1) |I2| 1 D

(D+1)e
λeh2

root branch |I2|
eλeh1

D
(D−1)

1
eλeh1 -

Leaf to sampled ancestor jump

This is a dimension changing move that jumps between two trees where a particular sampled node

is a sampled ancestor in one tree and a leaf in the other. The proposal starts by randomly choosing a
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sampled node i. If i is a sampled ancestor, we propose a new tree where i is a leaf as follows. Let

p be the parent of i and c be the child of i. Create a new node j with height chosen uniformly at

random from the interval [τi,τp]. Make p the parent of j and make i (now a leaf) and c the children

of j.

If i is a leaf then it becomes a sampled ancestor replacing its parent but preserving its height, τi, if

possible. It is not possible if i has no sibling or the sibling of i is older than i. When this is possible,

let node b be the parent of i in the proposed tree. The Hastings ratio for this move is 1
τp−τi

when i is

a sampled ancestor and (τb− τi) when i is a leaf.

Note that these same trees can be proposed under the extended Wilson-Balding operator. We

introduce this more specific, or local, operator to improve mixing.

Other operators

We extend the narrow and wide exchange operators used in BEAST2 (Bouckaert et al., 2014) to

sampled ancestor trees. The narrow exchange operator swaps a randomly chosen node with its aunt

if possible. It chooses a non-root node c such that its parent p is not the root either. If the parent b of

node p is not a sampled node and, therefore, has another child a and the height of a is less than the

height of c then we remove edges 〈p,c〉 and 〈b,a〉 and add edges 〈p,a〉 and 〈b,c〉. Otherwise the

proposal is rejected. The wide exchange operator swaps two randomly chosen nodes along with the

subtrees descendant from these nodes if none of them is a parent to another one and the ages of the

parents allow to swap the children. The Hastings ratio is 1 for both operators.

To propose height changes of bifurcation nodes we use a scale operator and a uniform operator.

The scale operator scales non-sampled internal nodes by a scale factor drawn from the uniform

distribution on the interval ( 1
β
,β ), where β > 1. If the scaling makes some parent node younger

than either of its children then the proposal is rejected. The Hastings ratio for this operator is αk−2,

where α is the scale factor and k is the number of internal non-sampled nodes (the number of scaled

dimensions). The uniform operator proposes a new height for internal non-sampled nodes chosen

uniformly at random from the interval bounded by the heights of the parent and the oldest child of

the chosen node. The Hastings ratio for this operator is 1.
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3.2.4 Testing Operators

We introduced a number of operators for a random walk in the space of sampled ancestor trees

and implemented the operators as a sampled ancestor add-on to the BEAST2 software. To test the

implementation we run the MCMC sampler to obtain a sample from the tree distribution defined

by the sampled ancestor birth-death model (Stadler et al., 2011) and compare the results with

calculations made in Mathematica software.

The probability density of the tree distribution is

f [g|λ ,µ,ψ,r, tor] =
1

(k+m)!
q(tor)(ψ(1− r))k

m−1

∏
i=1

2λq(xi)
m

∏
i=1

ψ(r+(1− r)p0(yi))

q(yi)

We fix sample size n = k+m, sampling dates ȳ and all the model parameters except for the time of

origin tor placing a uniform distribution on it. So we sample genealogies from the distribution with

probability density:

f [g, tor|λ ,µ,ψ,r;n, ȳ] = f [g|λ ,µ,ψ,r, tor;n, ȳ] for(tor) (3.9)

where for(x) is a probability density of the origin. We set,

λ = 2 µ = 1 ψ = 0.5 r = 0.9

tor ∼ Uniform(0, 1000)

n = 3 y1 = 2 y2 = 1 y3 = 0

We run 100 MCMC analysis to test different operators that do not change sampled node’s times.

To assess whether the obtained tree samples are from distribution (3.9) with the given parameters

we calculate the true marginal probabilities for all non-ranked tree topologies on three sequentially

sampled individuals in Mathematica. There are eight different non-ranked tree topologies. Denote

them T1, . . . ,T8. To fix string representations for the topologies we label the individual sampled

at time y1 as 1, at time y2 as 2, and at time y3 as 3. The true probabilities are shown in the table

below:
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Non-ranked tree

topology

String

representation

Probability

in %

T1 ((3,2),1) 77.8327

T2 ((3,2))1 7.8642

T3 ((3)2,1) 3.8657

T4 (3,(2,1)) 4.3189

T5 ((3,1),2) 4.3189

T6 ((3)2)1 0.4135

T7 (3,(2)1) 0.6930

T8 ((3)1,2) 0.6930

Further we compare the estimated marginal probabilities with the true marginal probabilities. We

calculate the standard errors of the estimated probabilities for each tree topology and assess if the

estimated value is within two standard errors of the true value. To calculate a standard error given

by:

ptrue(1− ptrue)√
ESS

we need to find the number of independent samples, i.e. the effective sample size (ESS). To find the

ESS we assign an integer to each of the eight topologies to obtain a sample from {1, . . . ,8} instead

of a tree sample and calculate the ESS for the integer sample.

The obtained results for 100 runs are summarised in the following table:

Operators 1 Accuracy for non-ranked tree topologies (in %)

T1 T2 T3 T4 T5 T6 T7 T8

WB 96 96 99 95 96 98 95 95

WB 98 95 94 92 93 96 96 98

WB and S 97 95 97 98 97 98 99 97

WB, LSJ, and Ex 92 97 97 99 98 98 95 96

WB, LSJ, Ex, and S 95 94 96 98 93 92 99 98

WB, LSJ, Ex, U, and S 94 93 91 97 93 92 94 95

1we use abbreviations: WB for the extension of Wilson Balding, LSJ for Leaf–sampled-ancestor jump, Ex for
Exchange (assuming a combination of the narrow and wide versions), S for Scale, and U for Uniform.
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3.2.5 Simulation study

We performed a wide range of simulations under different scenarios. We divide all simulations

in two groups. In one group of simulations (Scenario 1), we simulate trees and then estimate tree

model parameters with the trees fixed in MCMC. In the second type of simulations (Scenario 2),

we simulate trees and sequences along the simulated trees and then run MCMC with sequences

and sampled node dates as the input data to estimate tree model parameters, trees, and molecular

model parameters. Additionally to analysing the datasets simulated in Scenario 2 under the method

we described, we performed two further analyses for some of the Scenario 2 simulated datasets.

In subtype A, we simulated data under a model with sampled ancestors and analysed it under the

same model but without sampled ancestors, i.e., fixing r to one (Scenarios A2.1.1 and A2.3). This

analysis reveals the bias in parameter estimates when ignoring sampled ancestors. In subtype B,

we discarded the sequence data of ψ-sampled nodes and ran MCMC with only sequence data of

ρ-sampled nodes and sampling times of ψ-sampled nodes (Scenario B2.2). This analysis reveals

the power of the method to infer parameters in absence of ancestral sequences which is the case for

fossil data.

We simulated 100 trees in all scenarios except for one — the last case of the skyline model simulation.

When simulating trees, we either fixed a set of tree model parameters and simulated each tree under

the model with the fixed parameters or drew a new set of parameters from prior distributions for

each tree. Further we either simulated the process until it reached a pre-defined number of sampled

nodes or until a pre-defined time length (the time of origin) was reached.

For models without ρ-sampling, we fixed one of the parameters to its true value in MCMC (as not

all parameters can be inferred). In all scenarios, we placed a uniform prior on [0,1000] for the time

of origin.

We simulated sequences of 2000 bp under the GTR model with fixed rates and frequencies:

(ηAC,ηAG,ηAT ,ηCG,ηCT ,ηGT ) = (0.4,1.0,0.1,0.15,1.04,0.15)

(πA,πC,πG,πT ) = (0.25,0.25,0.25,0.25)

We used the strict molecular clock model with a fixed substitution rate.

For each estimated parameter, we took the median of its posterior distribution as a point estimate.

We calculated the error and relative bias of the median estimate and relative 95% high probability
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density (HPD) interval width. And we assessed whether the true value is inside the 95% HPD

interval.

error =
|true value−median|

true value

relative bias =
true value−median

true value

relative 95%HPD width =
upper− lower

true value

where upper and lower are the upper and lower bounds of the 95% HPD interval.

Then we summarised the statistics from 100 runs and report medians of 100 errors, 100 relative

biases, and 100 relative 95% HPD width. We also report the 95% HPD accuracy, which is the

number of times when the true value was inside the 95% HPD interval.

Scenario 1

In scenarios 1.1, 1.2, and 1.4, we simulated under the model without ρ-sampling, i.e., ρ = 0. In

Scenarios 1.1 and 1.2, parameters were fixed and we stopped the simulation when a sample of 200

was reached. In Scenario 1.3, we simulated trees on a fixed time interval of tor. We discarded trees

with too small or too large numbers of sampled nodes. In Scenario 1.4, we drew parameters λ ,

µ , ψ , and r from uniform prior distributions and simulated trees with 100 sampled nodes. These

simulations are summarised in Appendix A.3 table A.1.

Scenario 2

In Scenarios 2.1.1 and 2.1.2, we used the model without ρ-sampling and stopped the simulation

when a sample of 200 was reached. The tree model parameters were fixed. We also analysed the

data simulated for Scenario 2.1.1 under the model where r was fixed to one (Scenario A2.1.1).

Table A.2 in Appendix A.3 summarises Scenarios 2.1.1 and 2.1.2.

We further describe Scenarios 2.2 and 2.3 in more details. We refer to Scenario 2.2 as ‘simulating

the fossilised birth-death process’ and Scenario 2.3 as ‘simulating the transmission birth-death
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process’.

3.2.6 Scenario 2.2: simulating the fossilised birth-death process

We simulated 100 trees under the fossilised birth-death model (ρ-sampling and r = 0). We fix the

tree model parameters in this simulation:

λ = 1.5 tor = 3.5

µ = 0.5 ρ = 0.7

ψ = 0.4

Since the time of the origin is one of the model parameters, we simulate each tree on the time

interval of 3.5. We discard trees with less than five sampled nodes, which constitute 8% of the

simulated trees, and analyse 92 remaining trees. The remaining trees have 55 sampled nodes on

average. Then we simulated sequences along each tree under the GTR model with a strict molecular

clock model and ran the MCMC with the sequences and sampled node dates as the input data.

Note that the simulated data includes sequences for ψ-sampled nodes. For these runs, we use the

re-parameterisation:

net diversification rate d = λ −µ = 1.0

turnover rate ν = µ

λ
= 0.33

sampling proportion s = ψ

µ+ψ
= 0.44

(3.10)

along with the time of origin, tor and ρ . The sampling proportion is the proportion of individuals

which are sampled before they are removed, meaning it is the proportion of sampled individuals

out of all individuals in the full tree. In this parameterisation there are only two parameters (d and

tor) on the unbounded interval (0,∞) with the others defined on [0,1], making it a convenient para-

metrisation for defining uninformative priors. For the tree prior distribution we use the distribution

with probability density function (3.2) multiplied by priors for hyper parameters: ν , s, and ρ ∼
Uniform(0,1) for and Uniform(0,1000) for d and tor.

We estimate a tree, macroevolutionary parameters, GTR rates, and the clock rate. The parameters of

interest include the macroevolutionary parameters (d, ν , s and ρ) and features of the tree including

the time of the origin (tor), tree height and the number of sampled ancestors.

For Scenario B2.2, we use the same simulated data to investigate the inferential power of the

fossilised birth-death model in the absence of molecular data for ψ-sampled nodes (e.g. to represent
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fossil samples in real datasets). We ran the MCMC with sequence data from contemporaneously

sampled nodes and only sampling dates (but not sequences) for the ψ-sampled nodes. Since the

input data does not contain the topological locations of fossil nodes, we also need to fix one of the

parameters to the truth. We chose to fix sampling probability, ρ , because it is likely to be known in

analyses of real datasets. Note that we sample full genealogies, which include both extant and fossil

samples. It is impossible to estimate the topological position of the fossil nodes without sequence

or morphological data but sampling full genealogies accounts for this uncertainty. Table A.3 in

Appendix A.3 summarises simulation Scenario 2.2.

3.2.7 Scenario 2.3: simulating the transmission birth-death process

In this set of simulations, there is no ρ-sampling but r > 0. Here we again use d, ν , and s

parametrisation defined by Equations (3.10). We fix the time of the origin, tor = 3, and draw the tree

model parameters from the distributions

d ∼ Uniform(1,2)

ν ∼ Uniform(0,1)

s ∼ Uniform(0.5,1)

r ∼ Uniform(0,1)

and simulate a tree under the transmission birth-death process with drawn parameters on the fixed

time interval. We choose these prior distributions because they cover a wide range of parameter

combinations of interest and produce trees of reasonable size. We discard trees with less than 5 or

greater than 250 sampled nodes, which constitute 21% of the sample. In total, we report the results

on 100 trees with the mean number of sampled nodes being 53. We simulate sequences along each

tree under the GTR model with a strict molecular clock.

In the MCMC runs, we fix the sampling proportion, s, to its true value as only three out of the

four transmission birth-death parameters can be inferred. We chose to fix s because it is one of the

parameters about which there is likely strong prior knowledge in a typical epidemiological study.

The tree prior distribution is (3.1) with uniform prior distributions for hyper parameters d, ν , s, and

r, on the same intervals as above and Uniform(0,1000) prior distribution for the time of the origin.

We estimate the tree, tree model parameters, GTR rates and clock rate and assess the estimates of

the tree model parameters and properties of the tree.

To assess the bias introduced by model misspecification we also analyse these simulated datasets
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under the tree prior model without sampled ancestors, that is, we fix the removal probability r

to one for the inference in Scenario A2.3. Table A.4 in Appendix A.3 summarises Scenarios 2.3

and A2.3.

3.2.8 Simulating under the sampled ancestor skyline model

We simulated the skyline transmission process under three different sets of parameters and then

estimated the parameters in MCMC with fixed trees and with some parameters fixed. In all three

scenarios for simulation of the skyline model, we simulate the process until a sample of 200 is

reached. In Scenario 1.1, there are two intervals and only sampling rate, ψ , shifts from zero to

non-zero value. In Scenario 1.2, there are two intervals and all parameters except r, which is fixed

in the MCMC, shifts at time t1 = 5.0. In Scenario 1.3, we have three intervals with the shift times:

t1 = 3.0 and t2 = 6.0. All parameters shift. All elements of vector r̄ are fixed in MCMC. In this last

scenario, we simulated 50 trees and present the results on 42 successful MCMC runs (other runs did

not converge with the chain length of 20M states). Table A.5 in Appendix A.3 summarise this set of

simulations.

3.2.9 Bear dataset analysis

We re-analysed the bear dataset from (Heath et al., 2014) comprised of sequence data of 10 extant

species and occurrence dates of 24 fossil samples, assigned to six clades. Heath et al. (2014) assume

that the tree topology on the extant species is known and each fossil sample is assigned to a clade in

the tree, i.e., each fossil sample is constrained to be a descendant of a particular node in the extant

tree. Here, we replicate this analysis using the MCMC implementation of the fossilised birth-death

model in BEAST2.

The fossilised birth-death model we use is the same model as in the original analysis by Heath

et al. (2014) but we use a strict clock instead of a relaxed molecular clock model. We perform two

analyses, both with a strict clock, using our implementation in BEAST2 and the implementation in

DPPDiv by Heath et al. (2014).

The tree prior density is (3.3) with transformed parameters d, ν , and s for which we chose uniform

priors and ρ = 1 is fixed. We use the strict molecular clock with an exponential prior for the clock

rate and the GTR model with gamma categories with uniform priors for GTR rates and gamma
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shape.

The prior distributions in both analyses (in BEAST2 and DPPDiv) are all the same except the priors

for GTR rates and gamma shape. In DPPDiv,

(ηAC,ηAG,ηAT ,ηCG,ηCT , ηGT )∼ Dirichlet(1,1,1,1,1,1)

In BEAST2, we fix ηAG to one and use Uniform(0, 100) priors for other rates. We used a uniform

prior for the gamma shape parameter in BEAST2 and an exponential prior in DPPDiv.

3.2.10 HIV 1 dataset analysis

We re-analysed UK HIV-1 subtype B data from (Hué et al., 2005) consisting of viral sequences

obtained from 62 patients (one sequence per patient). For some of the sequences the accession

numbers are given in the table

taxon name accession number taxon name accession number

129717 AY362152.1 103979 AY362145.1

126787 AY362151.1 134795 AY362101.1

102429 AY362149.1 134284 AY362100.1

103176 AY362148.1 101559 AY362057.1

124923 AY362147.1 102536 AY362056.1

117505 AY362146.1 RO1R AF494119.1

We use the skyline model without ρ-sampling and with one rate shift time (in 1999) because

no samples were taken before this time. The tree prior density is (3.5). We use the following

parameterisation and prior distributions:

effective reproductive number R0 =
λ

µ+ψr ∼ LogNormal(0.5,1)

total removal rate δ = µ +ψr ∼ LogNormal(-1,1)

leaf sampling proportion sl =
ψr

µ+ψr ∼ Uniform(0,1)

removal probability r ∼ Beta(5,2)

time of origin tor ∼ LogNormal(3.28,0.5)

The leaf sampling proportion is the proportion of individuals who are removed by sampling out

of all removed individuals, thus it is the proportion of sampled tips out of all tips in the full tree.
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The parameterisation and prior distributions are different from the distributions used in simulation

studies. We chose the prior distributions for R0, δ , and sl following Stadler et al. (2013) and the

prior distribution for r assuming that diagnosed patients are likely to change their behaviour. Recall

that this model is unidentifiable and we need to have a good prior knowledge about at least one of

the parameters.

We suppose that only leaf sampling proportion changes through time and it changes from zero to a

non-zero value in year 1999. Other parameters stay constant through time. We use a GTR model

with gamma categories and a molecular clock model with the substitution rate fixed to 2.48×10−3

as was estimated in (Stadler et al., 2013).

3.3 Results

We developed a Bayesian MCMC framework for phylogenetic inference with models that allow

sampled ancestors. We implemented a sampled ancestor MCMC algorithm as an add-on to software

package BEAST2 (Bouckaert et al., 2014) thereby making several sampled ancestor birth-death prior

models available to users. We test the accuracy and limitations of these models in simulation studies

and apply the sampler to infer divergence times for a biological dataset comprised of extant species

and fossil samples and to an HIV dataset. In the case of the fossil-bear dataset, we compare the

results obtained from our implementation to the result obtained from an alternative implementation

(Heath et al., 2014).

3.3.1 Simulation of sampled ancestor models

We simulated the sampled ancestor birth-death process and sampled ancestor skyline process under

different scenarios. In all cases, the simulations show that we can recover the tree and model

parameters from sequence data and sampling times. In the analyses where sampled ancestors were

not accounted for, the estimates of the tree branching model parameters and clock rate were biased.

The bias and low accuracy were the most pronounced for the birth rate (or diversification rate in the

alternative parameterisation).

For some variants of the model, one of the tree model parameters has to be fixed for the inference to

its true value as was discussed in the Methods section. Simulation studies show that fixing one of

the parameters allows the recovery of the remaining parameter values. In particular, we showed that
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function (3.1) depends exactly on three parameters because fixing ψ allows recovery of λ , µ and r

while function (3.2) depends on all four parameters: λ , µ , ψ and ρ . We also simulated scenarios

where we fixed different parameters, for example, r or ψ . All scenarios give accurate estimates of

the remaining parameter values.

We present here detailed results of two sets of simulations: one for the fossilised birth-death process

and another one for the transmission birth-death process. Further simulation results can be found in

the Appendix A.3 (Tables A.1 to A.5).

In these two scenarios, we first simulated trees and then sequences along the trees. Then we ran

the sampler to recover tree model parameters and genealogies from simulated data comprised of

sequences and sampling times. For the simulated fossilised birth-death process, we also performed

analyses where only extant sequences are used. In this case, we still estimate full topologies that

include fossil and extant samples to account for the uncertainty in topological locations of the fossil

samples. We assess the results by calculating summary statistics including: the median estimate

of a parameter, the relative error and relative bias of the median estimate, and the relative width of

the 95% highest posterior density (HPD) interval. We assess whether the true value belongs to the

95% HPD interval. To summarise the results from a collection of runs we calculate the medians of

the summary statistics (i.e, the median of the estimated medians, the median of the relative errors

and so forth) and count the number of times when the true value belongs to the 95% HPD interval

(Dawid, 1982). To assess the power of the method with regard to estimation of sampled ancestors

we performed the receiver operating characteristic analysis (Swets, 1996) which estimates false

positive and false negative error rates under different decision rules.

For the fossilised birth-death process (the process with ρ-sampling and zero removal probability),

we simulated a set of trees under a fixed set of the tree model parameters. In the case when we

analysed sequence data of all sampled nodes, each parameter was estimated and, in the worst case,

the median of the relative errors for all runs was 0.22 (0.24 for the analyses without ψ-sampled

sequences). The median of the relative errors for tree properties, such as the time of origin, tree

height and number of sampled ancestors, was at most 0.09 (0.14 without ψ-sampled sequences). The

true parameters and tree properties were within the estimated 95% HPD intervals at least 95% (93%

without ψ-sampled sequences) of the time in all cases. The estimates of the number of sampled

ancestors and the tree height for both cases are shown in Figure 3.3. Figure 3.4 shows how the

amount of uncertainty in estimates of turnover rate decreases with the size of the tree (i.e., with the

number of sampled nodes) and increases when the sequences of ψ-sampled nodes are discarded.
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Overall removing sequence data of ψ-sampled nodes led to larger errors and increased 95% intervals.

The median of errors for the turnover rate and sampling proportion were comparable as was the

coverage for all macroevolutionary parameters. This might be due to fixing ρ to the truth. The

detailed results of this set of simulations can be found in Appendix A.3 Table A.3.

To simulate from the transmission birth-death process, i.e., the sampled ancestor birth-death process

without ρ-sampling and with non-zero removal probability, we draw tree model parameters from

uniform distributions for each simulation. The tree model parameters were estimated with a

maximum median of relative errors of 0.28 and, for the tree properties, of 0.06. In the worst case

a parameter or a tree property was inside the 95% HPD interval 92% of the time. The estimates

of the parameters are shown in Figure 3.5. When sampled ancestors were not accounted for the

time of origin was accurately estimated but the tree height and model parameters were substantially

biased. The median of the relative biases of the tree height increased from −1× 10−7 to 0.01,

for the diversification rate from 0.23×10−2 to 0.12 (Fig. 3.6). When sampled ancestors were not

accounted for in the inference the true tree height was inside 95% HPD interval 82% of the time,

diversification rate 69%, and turnover rate 85%. More detailed results are presented in Appendix A.3

Table A.4.

We used the data simulated from the transmission process to perform the receiver operating charac-

teristic (ROC) analysis of the sampled ancestor predictor, which makes a prediction relying on the

posterior distribution of genealogies. A node is predicted to be a sampled ancestor with a probability

calculated as a fraction of trees in the posterior sample in which the node is a sampled ancestor. The

total number of non-final sampled nodes (we exclude the most recent node in each case as it can

not be a sampled ancestor) in all simulated trees was 5225 and 1814 of these nodes were sampled

ancestors. The ROC curve constructed from this data and predictions obtained from the MCMC

runs is shown in Figure 3.7.

3.3.2 Application of the fossilised birth-death model to a bear dataset

We ran two analyses of the bear dataset originally analysed in (Heath et al., 2014) with BEAST2

and with the DPPDiv implementation by Heath et al under the same model. The tree topology

relating all living bear species and two outgroup species is fixed in the analyses and we estimate

the divergence times and three tree model parameters: d, ν , and s since the sampling probability
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Figure 3.3. Properties of the tree estimated from simulated data (fossilised birth-death process). The graph shows
median estimates (black dots) and 95% HPD intervals (grey lines) against true values for the tree height (on the left) and
number of sampled ancestors (on the right). The upper row shows the estimates obtained from the analyses of simulated
sequence data of all sampled nodes and the bottom row shows the estimates from the analyses where only sequence data
from the extant samples were used.

ρ was fixed to one in the inference. The estimates are the same in both analyses as expected. The

estimated divergence times are shown in Figure 3.8. The median estimate and 95% HPD interval
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Figure 3.4. Uncertainty in estimates for simulated data (fossilised birth-death process). The graph shows the
widths of relative 95% HPD intervals of the turnover rate, ν , against tree sizes for simulated fossilised birth-death process.
The black dots are the interval widths for posterior distributions obtained from the analyses of simulated sequence data of
all sampled nodes and the red triangles are the interval widths from the analyses of sequence data of only extant samples.

for the net diversification rate d were 0.027 and [0.002, 0.058]; for the turnover rate ν , 0.51 and

[0.1, 0.9]; and for the sampling proportion s, 0.77 and [0.46, 0.98]. Most of the fossil samples were

estimated to be direct ancestors of extant species or other fossil species, that is, the median estimate

of the number of sampled ancestors were 22 with 95% HPD interval [17, 24].

3.3.3 Application of sampled ancestor Skyline model to HIV dataset

We analysed an HIV-1 subtype B dataset from the United Kingdom, consisting of 62 sequences that

were originally analysed by Hué et al. (2005) and later analysed using the skyline model without

sampled ancestors by Stadler et al. (2013). For three of the sampled nodes the posterior probability

of being a sampled ancestor was 61%, 59%, and 49%, respectively. For all other sampled nodes

the posterior probability was less than 4%. There is positive evidence that the three sampled nodes

with high posterior probabilities are sampled ancestors. The Bayes factors are 5.9, 8.7, and 4.2,
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Figure 3.5. Parameter estimates for simulated data (transmission process). The graph shows median estimates
(black dots) and 95% HPD intervals (grey lines) against true values for the turnover rate, ν , (on the left) and removal
probability, r, (on the right).

respectively.

We chose a random tree among the trees in the posterior sample that have exactly these three nodes

as sampled ancestors. The tree is shown in Figure 3.9. All three sampled ancestors are clustered

within a clade of 16 (out of 62) samples, suggesting that this clade was more extensively sampled.

The median of the posterior distribution of the number of sampled ancestors was 2 with 95% HPD

interval [1,3]. The removal probability was estimated to be 0.74 with 95% HPD interval [0.46,0.97],

indicating a substantial reduction in the probability that infected patients remained able to cause

further infections after they were diagnosed.
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Figure 3.6. Diversification rate estimates for the simulated transmission birth-death process. The graphs in the
left column show the estimates from analyses with the correct model, Scenario 2.3, and in the left column from the model
without sampled ancestors (misspecified model), Scenario A2.3. The top row corresponds to the analyses where the prior
distribution for the diversification rate was Uniform(1,2), which is the same as the distribution from which the rate was
drawn for simulations. The bottom row shows the same analyses of the same simulated data but with Uniform(0,1000)
prior distribution for the diversification rate. It is well seen on the right graphs that not accounting for sampled ancestors
introduced a substantial positive bias.
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Figure 3.7. ROC curve for identifying sampled ancestors based on simulated data (transmission process). The
posterior distribution of trees obtained from a Bayesian MCMC analysis of simulated sequence data can be used to detect
sampled ancestors. We identify a node as being a sampled ancestor if the posterior probability that the node is a sampled
ancestor is greater than some threshold. The curve is parameterised by the threshold and shows the trade-off between true
positive rate (sensitivity) and false positive rate (specificity) (any increase in sensitivity will be accompanied by a
decrease in specificity) for different values of the threshold. The dashed diagonal line corresponds to a ‘random guess’
test. The closer the ROC curve to the upper-left boarder of the ROC space (the whole area of the graph), the more
accurate the test. The optimal value of the threshold for this curve is 0.45.
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Figure 3.8. Divergence time estimates for the bear dataset. The estimates are obtained from the analyses with
DPPDiv (Heath et al., 2014) (left bars with blue dots) and BEAST2 (right bars with red dots) implementations of the
fossilised birth-death model, which give the same results. The bars are 95% HPD intervals and the dots are mean
estimates. The node numbering follows the original analysis of Heath et al. (2014): nodes 1 and 2 represent the most
recent common ancestors of the bear clade and two outgroups (grey wolf and spotted seal). Node 3 is the most recent
common ancestor of all living bear species and nodes 4-9 are the divergence times within the bear clade.
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Figure 3.9. A tree sampled from the posterior of the HIV 1 dataset analysis. The tree exhibits three estimated
sampled ancestors shown as red circles. The samples with positive posterior probabilities of being sampled ancestors are
shown in colour (red for the nodes with evidence of being sampled ancestors and blue for other nodes with non-zero
probabilities) with the posterior probabilities in round brackets.
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3.4 Discussion

The MCMC sampler developed here enables analyses under models in which the probability of

one sample being the direct ancestor of another sample is not negligible. These models are useful

for describing infectious transmission processes, including identifying transmission chains. They

are also useful for estimating divergence times for macroevolutionary data in the presence of fossil

samples.

In the analysis of a phylogeny of bears we show that the sampler can be applied to data comprised of

both fossil and recent taxa to infer divergence times. This dataset was previously analysed using the

fossilised birth-death model by Heath et al. (2014). While the underlying model is the same and thus

produces the same results, there is a conceptual difference between the two MCMC frameworks.

In the analysis by Heath et al. (2014), MCMC was used to integrate over fossil attachment times

while the topological attachment of the fossils was integrated out analytically. To achieve this,

the topology of the phylogeny relating the extant taxa had to be assumed to be known. In our

implementation, we average over the trees relating fossil and extant taxa, i.e., over both the fossil

attachment times and topological attachment points, using MCMC.To facilitate a direct comparison

we constrained the topology of the extant species, however, our implementation does not require

this. For datasets where the tree topology is well resolved, analytical calculation results in faster

mixing but when there is uncertainty in the extant phylogeny, which is the more common case, our

sampler can account for it. Since the two implementations of the method were made completely

independently of one another, this result also provides strong evidence that both implementations

are sampling from the correct posterior distribution.

A natural extension to the analysis of the bear phylogeny would be to include morphological data to

inform the inference regarding the precise placement of fossils on the tree (Pyron, 2011; Wood et al.,

2013), however this requires probabilistic models of morphological character evolution (Lewis,

2001; Ronquist et al., 2012a). Another direction for application of the sampler is using the skyline

version of the fossilised birth-death model to analyse datasets where fossil samples come from

different stratigraphic layers, so that rates of fossilisation and discovery may change through time.

Fossils are better preserved in some layers than in other layers and therefore the sampling rate varies

from layer to layer (see, for example, Tavaré et al., 2002) and this can be modelled as a skyline

plot.

Simulation studies show that the MCMC sampler for sampled ancestor trees allows for the detection
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of direct ancestors within the sample given sequence data and sampling dates. The simulation

scenario where sequences were removed from the fossil samples demonstrates that the tree model is

informative about sampled ancestors given that the sequence data from contemporaneous samples,

sampling dates of fossils and sampling probability, ρ , are known.

In epidemiological studies, sampled ancestors can be interpreted as sampled individuals that have

later infected other individuals. In the analysis of the HIV dataset, we equated the transmission tree

directly with the viral gene tree. This approximation is good enough to demonstrate the method.

But for chronic infectious diseases such as Hepatitis C and HIV where the genetic diversity of

the pathogen population within a single host can be substantial (e.g. Shankarappa et al., 1999;

Vrancken et al., 2014) the inferential power would be improved by a hierarchical model that

explicitly models the difference between the sampled ancestor transmission tree and the (binary)

viral gene tree. Regardless of the modelling details, such analyses allow for the estimation of the

removal at sampling parameter r, which controls the prevalence of sampled ancestors. In most

situations this parameter reflects the probability with which patients remain able to cause further

infections after they were diagnosed.

Even if the sampled ancestors are not of specific interest in an analysis it is important to model

sampled ancestors when the data is likely to contain them because failing to do so introduces a

bias to the estimates of the parameters. The birth rate, diversification rate and clock rate were all

substantially biased when sampled ancestors were not accounted for.

Analytic calculations and simulation studies show that there is a degree of non-identifiably of

parameters in the transmission birth-death models that include the r parameter. In other words,

these models require one of the parameters to be fixed or strongly constrained by prior information

to achieve unambiguous inference. In epidemiological studies with a known sampling scheme, a

candidate parameter to fix is the sampling proportion. For epidemics with a well-characterised

period of infection, such as influenza, the total removal rate, δ , could be fixed. Under the fossilised

birth-death model, it is possible to infer all the parameters of the tree process prior when time-

stamped comparative data is available. This is an interesting insight: if no fossils are available, we

can only infer two out of the three parameters λ ,µ,ρ (as the likelihood only depends on λ −µ,λρ)

while in presence of fossils we can estimate all four parameters λ ,µ,ρ,ψ (as the likelihood depends

on λ −µ,λρ,λψ,ψ).

The fossilised birth-death model allows the inference of tree model parameters given the phylogeny

or time-stamped comparative data. The simulation study showed that without comparative data for
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fossil samples and assuming the sampling probability, ρ , is known, it is still possible to infer the

tree model parameters and phylogenies (excluding the phylogenetic positions of the fossil nodes)

albeit with increased uncertainty. In the bear data analysis, we used this type of input data (extant

sequences, fossil occurrence dates and fixed ρ) and additionally imposing monophyletic constraints

on the fossils. Including comparative data for the fossil samples would have allowed inference about

their precise phylogenetic placement without imposing monophyletic constraints. As sequence data

for fossil organisms is rarely available information about fossil locations on the tree obtained by

phylogenetic modelling of morphological data (Lewis, 2001; Ronquist et al., 2012a) may become

important to enable effective inference. This approach has been termed total evidence fossil dating

(Ronquist et al., 2012a) and is the subject of active research.

The implementation of the sampled ancestor skyline model assumes that the rate shift times are

known a priori. However, there are methods that relax this assumption for the skyline model without

sampled ancestors. In one such method, the change-points are considered to be equidistant and

only the number of the intervening intervals needs to be known prior to the inference (Stadler et al.,

2013). Another method infers both the rate shift times and the number of shifts (Wu, 2014). Similar

methods are yet to be developed for the skyline model with sampled ancestors. The identifiability of

parameters (including or excluding times of the rate shifts) of the skyline model also remains to be

investigated.

To our knowledge this is the first full implementation of an MCMC sampler for sampled ancestor

trees and we anticipate that such samplers will form the computational basis for further developments

in fossil-calibrated divergence time dating, total-evidence fossil dating and phylodynamics.



Total-evidence dating with sampled
ancestors

This chapter is based on the journal article “Bayesian total-evidence dating reveals the recent

crown radiation of penguins” (Gavryushkina et al., 2016).

4.1 Introduction

Establishing the timing of evolutionary events is a major challenge in biology. Advances in

molecular biology and computer science have enabled increasingly sophisticated methods for

inferring phylogenetic trees. While the molecular data used to build these phylogenies are rich in

information about the topological aspects of trees, these data only inform the relative timing of

events in units of expected numbers of substitutions per site. The fossil record is frequently used

to convert the timescale of inferred phylogenies to absolute time (Zuckerkandl and Pauling, 1962,

1965). Exactly how to incorporate information from the fossil record into a phylogenetic analysis

remains an active area of research.

Bayesian Markov chain Monte Carlo (MCMC) methods are now the major tool in phylogenetic

inference (Yang and Rannala, 1997; Mau et al., 1999; Huelsenbeck and Ronquist, 2001) and are

implemented in several widely used software packages (Lartillot et al., 2009; Drummond et al., 2012;

Ronquist et al., 2012b; Bouckaert et al., 2014). To date species divergences on an absolute time scale,

Bayesian approaches must include three important components to decouple the confounded rate

and time parameters: (1) a model describing how substitution rates are distributed across lineages,

(2) a tree prior characterising the distribution of speciation events over time and the tree topology,

and (3) a way to incorporate information from the fossil or geological record to scale the relative

70
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times and rates to absolute values. Relaxed molecular clock models act as prior distributions on

lineage-specific substitution rates and their introduction has greatly improved divergence-dating

methods (Sanderson, 1997; Thorne et al., 1998; Drummond et al., 2006; Rannala and Yang, 2007;

Drummond and Suchard, 2010; Heath et al., 2012). These models do not assume a strict molecular

clock, instead they allow each branch in the tree to have its own rate of molecular evolution drawn

from a prior distribution of rates across branches. Stochastic branching models describing the

diversification process that generated the tree are typically used as prior distributions for the tree

topology and branching times (Yule, 1924; Kendall, 1948; Nee et al., 1994; Rannala and Yang,

1996; Yang and Rannala, 1997; Gernhard, 2008; Stadler, 2009). When diversification models and

relaxed-clock models are combined in a Bayesian analysis, it is possible to estimate divergence

times on a relative time scale. External evidence, however, is needed to estimate absolute node

ages.

Various approaches have been developed to incorporate information from the fossil record or

biogeographical dates into a Bayesian framework to calibrate divergence-time estimates (Rannala

and Yang, 2003; Thorne and Kishino, 2005; Yang and Rannala, 2006; Ho and Phillips, 2009; Heath,

2012; Heled and Drummond, 2012; Parham et al., 2012; Silvestro et al., 2014; Heled and Drummond,

2015). Calibration methods (also called ‘node dating’) are the most widely used approaches for

dating trees (Ho and Phillips, 2009) where absolute branch times are estimated using prior densities

for the ages of a subset of divergences in the tree. The placement of fossil-based calibration priors in

the tree is ideally determined from prior phylogenetic analyses that include fossil and extant species,

which could be based on analysis of morphological data alone, analysis of morphological data

incorporating a backbone constraint topology based on molecular trees, or simultaneous analysis of

combined morphological and molecular datasets. In practice, however, fossil calibrations are often

based on identifications of apomorphies in fossil material or simple morphological similarity.

Node calibration using fossil constraints has two main drawbacks. First, having identified fossils as

belonging to a clade, a researcher needs to specify a prior distribution on the age of the common

ancestor of the clade. Typically the oldest fossil in the clade is chosen as the minimum clade age but

there is no agreed upon method of specifying the prior density beyond that. One way to specify a

prior calibration density is through using the fossil sampling rate that can be estimated from fossil

occurrence data (Foote and Raup, 1996). However, this approach must be executed with caution

and attention to the quality of the fossil record for the clade of interest, as posterior estimates of

divergence times are very sensitive to prior calibration densities of selected nodes (Warnock et al.,

2012; Dos Reis and Yang, 2013; Zhu et al., 2015; Warnock et al., 2015) meaning that erroneous
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calibrations lead to erroneous results (Heads, 2012).

The second major concern about node calibration is that the fossilisation process is modelled only

indirectly and in isolation from other forms of data. A typical node-dating analysis is sequential: it

first uses morphological data from fossil and extant species to identify the topological location of

the fossils within a given extant species tree topology, then uses fossil ages to construct calibration

densities, and finally uses molecular data to estimate the dated phylogeny. Treating the different

types of data in this sequential manner implies an independence between the processes that produce

the different types of data, which is statistically inaccurate and errors at any step can propagate to

subsequent analyses. Furthermore, at the last step in the sequential analysis, multiple different prior

distributions are applied to estimate the dated phylogeny: a tree prior distribution and calibration

distributions. Since these distributions all apply to the same object, they interact and careful

consideration must be given to their specification so as to encode only the intended prior information

(Heled and Drummond, 2012; Warnock et al., 2015). There is currently no efficient general method

available to coherently specify standard tree priors jointly with calibration distributions (Heled and

Drummond, 2015).

In the total-evidence approach to dating (Lee et al., 2009; Pyron, 2011; Ronquist et al., 2012a), one

specifies a probabilistic model that encompasses the fossil data, molecular data and morphological

data and then jointly estimates parameters of that model, including a dated phylogeny, in a single

analysis using all available data. It builds on previously described methods for combining molecular

and morphological data to infer phylogenies (Nylander et al., 2004) using a probabilistic model of

trait evolution (the Mk model of Lewis, 2001). The total-evidence approach to dating can be applied

by employing a clock model and a tree prior distribution to calibrate the divergence times. The tree

prior distribution describes the diversification process where fossil and extant species are treated as

samples from this process. The placement of fossils and absolute branch times are determined in one

joint inference rather than in separate analyses. The combination of clock models and substitution

models for molecular and morphological data and a model of the process that generates dated

phylogenetic trees with fossils comprises a full probabilistic model that generates all data used in

the analysis.

This approach can utilise all available fossils as individual data points. In contrast, the node

calibration method only directly incorporates the age of the oldest fossil of a given clade, typically

as a hard minimum for the clade age. The overall fossil record of the clade can be indirectly

incorporated as the basis for choosing a hard or soft maximum or to justify the shape of a prior
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distribution, however individual fossils aside from the oldest will not contribute directly (except

perhaps if they are used to generate a confidence interval).

Although total-evidence dating overcomes limitations of other methods that use fossil evidence to

date phylogenies, some aspects of the method still need to be improved (Arcila et al., 2015). One

improvement is using better tree prior models. Previous attempts at total-evidence dating analyses

have used uniform, Yule, or birth-death tree priors that do not model the fossil sampling process and

do not allow direct ancestors among the sample (e.g., Pyron, 2011; Ronquist et al., 2012a; Wood

et al., 2013). However the probability of ancestor-descendant pairs among fossil and extant samples

is not negligible (Foote, 1996). Moreover, ancestor-descendant pairs need to be considered when

incomplete and non-identified specimens are included in the analyses because such specimens might

belong to the same single lineages as other better preserved fossils.

A good choice of the tree prior model is important for dating methods due to the limited amount

of fossil data. Dos Reis and Yang (2013) and Zhu et al. (2015) showed that calibration methods

are not statistically consistent, that is, increasing the amount of sequence data with a fixed number

of calibration points does not decrease the uncertainty in divergence time estimates. Zhu et al.

(2015) conjectured that total-evidence approaches are not statistically consistent, implying that the

speciation process assumptions play a significant role in dating phylogenies.

The fossilised birth-death (FBD) model (Stadler, 2010; Didier et al., 2012; Stadler et al., 2013)

explicitly models the fossilisation process together with the diversification process and accounts

for the possibility of sampled direct ancestors. Heath et al. (2014) used this model to estimate

divergence times in a Bayesian framework from molecular data and fossil occurrence dates on a

fixed tree topology. A comparison of different divergence dating methods showed that total-evidence

analyses with simple tree prior models estimated significantly older divergence ages than analyses

of molecular data and fossil occurrence dates with the FBD model (Arcila et al., 2015).

Until recently, combining the FBD model with a total-evidence dating approach was complicated

by the fact that existing implementations of the MCMC algorithm over tree space did not allow

trees with sampled ancestors. Gavryushkina et al. (2014) addressed this problem and enabled full

Bayesian inference using FBD model in the bouckaert2014 software (Bouckaert et al., 2014) with

the SA package (https://github.com/CompEvol/sampled-ancestors). This extended the

Heath et al. (2014) method by allowing uncertainty in the tree topology of the extant species and

placement of fossil taxa. Additionally, Zhang et al. (2016) implemented a variant of the FBD process

that accounts for diversified taxon sampling and applied this to a total-evidence dating analysis of

https://github.com/CompEvol/sampled-ancestors
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Hymenoptera (Ronquist et al., 2012a). This study demonstrated the importance of modelling the

sampling of extant taxa when considering species-rich groups (Höhna et al., 2011).

Here we implement total-evidence dating with the FBD model by including morphological data

to jointly estimate divergence times and the topological relationships of fossil and living taxa. We

applied this method to a fossil-rich dataset of extant and fossil penguins, comprising both molecular

and morphological character data (Ksepka et al., 2012). Our analyses yield dated phylogenies of

living and fossil taxa in which most of the extinct species diversified before the origin of crown

penguins, congruent with previous estimates of penguin relationships based on parsimony analyses

(Ksepka et al., 2012). Furthermore, our analyses uncover a significantly younger age for the most

recent common ancestor (MRCA) of living penguins than previously estimated (Baker et al., 2006;

Brown et al., 2008; Subramanian et al., 2013; Jarvis et al., 2014; Li et al., 2014).

4.2 Materials and Methods

4.2.1 MCMC approach

We developed a Bayesian MCMC framework for analysis of morphological and molecular data to

infer divergence dates and macroevolutionary parameters. The MCMC algorithm takes molecular

sequence data from extant species, morphological data from extant and fossil species and fossil

occurrence dates (or fossil occurrence intervals) as input data and simultaneously estimates dated

species phylogenies (tree topology and divergence times), macroevolutionary parameters, and

substitution and clock model parameters. We assume here that the gene phylogeny coincides with

the species phylogeny. The state space of the Markov chain is a dated species phylogeny, T ,

substitution and clock model parameters, θ̄ , and tree prior parameters, η̄ . The posterior distribution

is,

f (T , θ̄ , η̄ |D, τ̄) ∝ f (D, τ̄|T , θ̄ , η̄) f (T , θ̄ , η̄) = f (D|T , θ̄) f (τ̄|T ) f (T |η̄) f (η̄) f (θ̄),

where D is a matrix of molecular and morphological data and τ̄ is a vector of time intervals

assigned to fossil samples. On the right hand side of the equation, there is a tree likelihood function,

f (D|T , θ̄), a tree prior probability density, f (T |η̄), prior probability densities for the parameters,

and a probability density, f (τ̄|T ), of obtaining stratigraphic ranges τ̄ , given T (remember, that T

defines the exact fossilisation dates). The tree prior density f (T |η̄) is defined by equation (2) or (7)
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in Gavryushkina et al. (2014).

The full model describes the tree branching process, morphological and molecular evolution along

the tree, fossilisation events, and assignment of the stratigraphic ranges to fossil samples, since we

do not directly observe when a fossilisation event happened. Thus the stratigraphic ranges for the

fossils are considered as data. We do not explicitly model the process of the age range assignment

but assume that for a fossilsation event that happened at time t the probability of assigning ranges

τ1 > τ2 does not depend on t (as a function) if τ1 > t ≥ τ2 and is zero otherwise. This implies that

f (τ̄|T ) is a constant whenever the sampling times are within τ̄ intervals and zero otherwise and we

get:

f (T , θ̄ , η̄ |D, τ̄) ∝ f (D|T , θ̄)δ (T ∈ Tτ̄) f (T |η̄) f (η̄) f (θ̄), (4.1)

where Tτ̄ is a set of phylogenies with sampling nodes within corresponding τ̄ intervals.

4.2.2 Modelling the speciation process

We describe the speciation process with the fossilised birth-death model conditioning on sampling at

least one extant individual (equation 2 in Gavryushkina et al., 2014). This model assumes a constant

rate birth-death process with birth rate λ and death rate µ where fossils are sampled through time

according to a Poisson process with a constant sampling rate ψ and extant species are sampled at

present with probability ρ . The process starts at some time tor in the past — the time of origin,

where time is measured as a distance from the present. This process produces species trees with

sampled degree-two nodes which we call sampled ancestors (following Gavryushkina et al., 2013,

2014). Such nodes represent fossil samples and lie directly on branches in the tree. They are direct

ancestors to at least one of the other fossils or extant taxa that have been sampled.

We need to clarify what we mean by sampling. We have two types of sampling: fossil sampling and

extant sampling. Suppose an individual from a population represented by a branch in the full species

tree fossilised at some time in the past. Then this fossil was discovered, coded for characters and

included in the analysis. This would correspond to a fossil sampling event. Further, if an individual

from one of the extant species was sequenced or recorded for morphological characters and these

data are included to the analysis we say that an extant species is sampled. Suppose one sampled

fossil belongs to a lineage that gave rise to a lineage from which another fossil or extant species

was sampled. In such a case we obtain a sampled ancestor, that is, the former fossil is a sampled

ancestor and the species to which it belongs is ancestral to the species from which the other fossil
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or extant species was sampled. If two fossils from the same taxon with different age estimates are

included in an analysis, the older fossil has the potential to be recovered as a direct ancestor and

would be considered a sampled ancestor under our model.

In most cases, we re-parameterise the fossilised birth-death model with (tor,d,ν ,s,ρ) where

d = λ −µ net diversification rate

ν = µ

λ
turnover rate

s = ψ

µ+ψ
fossil sampling proportion

(4.2)

These parameters are commonly used to describe diversification processes. We also use the standard

parameterisation (tor,λ ,µ,ψ,ρ) assuming λ > µ in some analyses. Note, that the time of origin is

a model parameter as opposed to the previous application of the FBD model (Heath et al., 2014)

where instead, the process was conditioned on the age of the MRCA, i.e., the oldest bifurcation node

leading to the extant species, and all fossils were assumed to be descendants of that node. Here, we

allow the oldest fossil to be the direct ancestor or sister lineage to all other samples because there is

no prior evidence ruling those scenarios out.

4.2.3 Bayes factors

To assess whether there is a signal in the data for particular fossils to be sampled ancestors we

calculated Bayes factors for each fossil. By definition a Bayes factor is:

BF =
P(D, τ̄|H1,M)

P(D, τ̄|H2,M)
=

P(H1|D, τ̄,M)P(H2|M)

P(H2|D, τ̄,M)P(H1|M)
,

where H1 is the hypothesis that a fossil is a sampled ancestor, H2 is the hypothesis that it is a terminal

node, and M is the combined model of speciation and morphological and molecular evolution. Thus

P(H1|D, τ̄,M) is the posterior probability that a fossil is a sampled ancestor and P(H2|D, τ̄,M) that

it is a terminal node and P(H1|M) and P(H2|M) are the corresponding prior probabilities.

The Bayes factor reflects the evidence contained in the data for identifying a fossil as a sampled

ancestor and compares the prior probability to be a sampled ancestor to the posterior probability.

However we could not calculate or estimate the probabilities P(H1|M) and P(H2|M), so instead we

looked at the evidence added by the morphological data towards identifying a fossil as a sampled

ancestor to the evidence contained in the temporal data. That is, we replaced prior probabilities
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P(H|M) with posterior probabilities given that we sampled 19 extant species and 36 fossils and

assigned age ranges τ̄ to fossils, P(H|τ̄,M), and calculated analogues of the Bayes factors:

B̂F =
P(H1|D, τ̄,M)P(H2|τ̄,M)

P(H2|D, τ̄,M)P(H1|τ̄,M)
.

To approximate P(H|τ̄,M), we sampled from the distribution:

f (T , η̄ |τ̄) ∝ δ (T ∈ Tτ̄) f (T |η̄) f (η̄) (4.3)

using MCMC. Having a sample from the posterior distribution (4.1) and a sample from the condi-

tioned prior distribution (4.3) we estimated P(H1|D, τ̄,M) and P(H1|τ̄,M) as fractions of sampled

trees in which the fossil appears as a sampled ancestor in corresponding MCMC samples. Similarly,

we estimated P(H2|D,M; τ̄) and P(H2|M; τ̄) using trees in which the fossil is a terminal node.

4.2.4 Data

We analysed a dataset from Ksepka et al. (2012) consisting of morphological data from fossil and

living penguin species and molecular data from living penguins. The morphological data matrix

used here samples 36 fossil species (we excluded Anthropornis sp. UCMP 321023 due to absence of

the formal description for this specimen) and 19 extant species (we treated the Northern, Southern,

and Eastern Rockhopper penguins as three distinct species for purpose of the analysis). The original

matrix contained 245 characters. We excluded outgroup taxa (Procellariiformes and Gaviiformes)

because including them would violate the model assumptions: a uniform sampling of extant species

is assumed whereas the matrix sampled all extant penguins but only a small proportion of outgroup

species and also did not sample any fossil taxa from these outgroups. We excluded characters

that became constant after excluding outgroup taxa, resulting in a matrix of 202 characters. The

morphological characters included in the matrix ranged from two- to seven-state characters. The

number of characters with different numbers of states is given below:

State # 2 3 4 5 6 7

Character # 130 50 13 4 4 1

Thus, the majority of these characters (>95%) have fewer than four states. Further, 48 of the

binary characters were coded as present/absent. The molecular alignment comprises the nuclear

recombination-activating gene 1 (RAG-1), and the mitochondrial 12S, 16S, cytochrome oxidase 1
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(CO1), and cytochrome b genes. The number of sites in each region is as follows:

Gene RAG-1 12S 16S COI cytochrome b

Site # 2682 1143 1551 1105 1664

with 8,145 sites in total. Some regions are missing for a few taxa.

The morphological dataset was originally developed to resolve the phylogenetic placement of

fossil and extant penguins in a parsimony framework. Thus, efforts were focused on parsimony-

informative characters. Though some apomorphic character states that are observed only in a single

taxon are included in the dataset, no effort was made to document every possible autapomorphy.

Thus such characters can be expected to be undersampled. As with essentially all morphological

phylogenetic datasets, invariant characters were not scored.

We updated the fossil stratigraphic ages—previously summarised in Ksepka and Clarke (2010) —

to introduce time intervals for fossil samples as presented in Appendix A.4 (text and Table A.6).

For fossil species known from a single specimen, fossil stratigraphic ages represent the uncertainty

related to the dating of the layer in which the fossil was found. For fossils known from multiple

specimens, the ages were derived from the ages of the oldest and youngest specimens.

4.2.5 Morphological evolution and model comparison

We apply a simple substitution model for morphological character evolution — the Lewis Mk model

(Lewis, 2001), which assumes a character can take k states and the transition rates from one state to

another are equal for all states. We do not model ordered characters and treated 34 characters that

were ordered in the Ksepka et al. (2012) matrix as unordered.

Evolution of morphological characters has a different nature from evolution of DNA sequences

and therefore requires different assumptions. In contrast to molecular evolution models, we do

not know the number of states each character can take and the number of states is not constant for

different characters. We consider two ways to approach this problem. First we can assume that

the number of possible states for a character is equal to the number of different observed states.

Typically, one would count the number of different states in the data matrix for the character. Here,

we obtained the number of observed states from the larger data matrix used in Ksepka et al. (2012)

containing 13 outgroup species. Having the number of observed characters for each character, we

partition the morphological data matrix in groups of characters having the same number of states

and apply a distinct substitution model of the corresponding dimension to each partition. Another
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approach is to treat all the characters as evolving under the same model. The model dimension in

this case is the maximum of the numbers of states observed for characters in the matrix. We refer

to the first case as ‘partitioned model’ and to the second case as ‘unpartitioned model’. Another

difference comes from the fact that typically only variable characters are recorded. Thus the second

adjustment to the model accounts for the fact that constant characters are never coded. This model

is called the Mkv model (Lewis, 2001). We compared a model which assumed no variation in

substitution rates of different morphological characters with a model using gamma distributed rates

with a shared shape parameter for all partitions. We also compared a strict clock model and an

uncorrelated relaxed clock model (Drummond et al., 2006) with a shared clock rate across partitions.

To assess the impact of different parameterisations of the FBD model that induce slightly different

prior distributions of trees we also considered two parameterisations (d,ν ,s,ρ–parameterisation

versus λ ,µ,ψ,ρ–parameterisation).

We completed a model selection analysis comparing different combinations of the assumptions for

the Lewis Mk model, morphological substitution rates, and FBD model assumptions by running

eight analyses of morphological data with different model settings. We then estimated the marginal

likelihood of the model in each analysis using a path sampling algorithm (Baele et al., 2012), with

20 steps and β -powers derived as quantiles of the Beta distribution with αb = 0.3 and βb = 1.0.

The traditional model selection tool is a Bayes factor, which is the ratio of the marginal likelihoods

of two models: M1 and M2. A Bayes factor greater than one indicates that model M1 is preferred

over model M2. Following this logic, the model that provides the best fit is the model with the

largest marginal likelihood. The model combinations with marginal likelihoods are described in

Table 4.1.

Given enough comparative data of fossil and living samples, the FBD model allows us to estimate

all hyper-parameters Gavryushkina et al. (2014). Thus, the true value of a parameter will be in

the 95% HPD interval 95% of the time for analyses with uninformative priors for the FBD model

hyper-parameters. Broad uninformative priors (for diversification rate which takes values from zero

to infinity, for example) increase the time required for the convergence of an MCMC run. This is

not an issue for the penguin dataset as it is relatively small. However, since we estimated marginal

likelihoods for different models, the convergence time of a single analysis became important.

To reduce this time we used a log-normal prior distribution for the net diversification rate. We

investigated the impact of different prior distributions on the estimate of this parameter and on the

parameter of the primary interest — the age of the MRCA of extant penguins.
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Table 4.1. Model descriptions for eight analysis of penguin morphological data. The tree-prior parameterisation,
clock, and substitution models used for the analyses with marginal likelihoods for model testing. The analysis under
model 8 has the largest marginal log-likelihood and was thus the model best supported by the data when evaluated using
Bayes factors.

#
Parti-
tions Gamma

Lewis
model Clock Parameterisation

Marginal
log-likelihood
from two runs

1 Mk Strict d,ν ,s −2644.21, −2644.16
2 G Mk Strict d,ν ,s −2641.62, −2642.94
3 P Mk Strict d,ν ,s −1875.35, −1876.3
4 P G Mk Strict d,ν ,s −1859.84, −1860.37
5 P Mk Strict λ ,µ,ψ (µ < λ ) −1874.14, −1876.14
6 P Mkv Strict d,ν ,s −1873.28, −1871.63
7 P G Mkv Strict d,ν ,s −1842.82, −1842.2
8 P G Mkv Relaxed d,ν ,s −1827.27, −1828.02

4.2.6 Posterior predictive analysis

For most of the bifurcation events in trees from the posterior samples of the penguin analyses

only one lineage survives while another lineage goes extinct. This suggests a non-neutrality in the

evolution of the populations. To assess whether the FBD model, which assumes all lineages in

the tree develop independently, fits the data analysed here, we performed the posterior predictive

analysis following Drummond and Suchard (2008) under model 8 in Table 4.1. The idea of such

an analysis is to compare the posterior distribution of trees to the posterior predictive distribution

(Gelman et al., 2013) and this type of Bayesian model checking has been recently developed

for a range of phylogenetic approaches (Rodrigue et al., 2009; Bollback, 2002; Brown, 2014;

Lewis et al., 2014). The posterior predictive distribution can be approximated by the sample

of trees simulated under parameter combinations drawn from the original posterior distribution.

Out of computational convenience and similar to calculating P(H|τ̄,M) for the Bayes factors, we

conditioned the posterior predictive distribution on having sampled fossils within ranges, τ̄ , used in

the original analysis.

A way to compare posterior and posterior predictive distributions is to consider various tree statistics

and calculate the tail-area probabilities by calculating the pB probability, which is simply the

proportion of times when a given test statistic for the simulated tree exceeds the same statistic for

the tree from the posterior distribution corresponding to the same parameters. Extreme values of pB,

i. e., values that are less than 0.05 or greater than 0.95, would indicate the data favour a non-neutral
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scenario. For this analysis, we considered tree statistics which can be grouped into two categories:

statistics that describe the branch length distribution and the tree shape. The test statistics and

corresponding pB-values are summarised in Table 4.2.

Table 4.2. The posterior-predictive analysis of the penguin data. Branch-length and tree-imbalance statistics
calculated for the posterior-predictive analysis under model 8 (in Table 4.1) indicate no significant difference in the
posterior and posterior predictive tree distributions with all pB values within [0.05, 0.95].

Description Notation pB-value
Branch length distribution statistics

The total length of all branches in the tree T 0.83
The ratio of the length of the subtree induced by extant taxa and the total tree length ρT

trunk 0.33
Genealogical Fu & Li’s D calculated as the normalised difference between external
branch length in the tree with suppressed sampled ancestor nodes and total tree length.

DF 0.5

The time of the MRCA of all taxa tMRCA 0.57
The time of the MRCA of all extant taxa tEMRCA 0.46

Tree imbalance statistics
The maximum number of bifurcation nodes between a bifurcation node and the leaves
summed over all bifurcation nodes except for the root

B1 0.75

Coless’s tree imbalance index calculated as the difference between the numbers of
leaves on two sides of a node summed over all internal bifurcation nodes and divided
by the total number of leaves.

Ic 0.28

The number of cherries (two terminal nodes forming a monophyletic clade, sampled
ancestors are suppressed)

Cn 0.54

The number of sampled ancestors SA 0.26

4.2.7 Total-evidence analysis of penguins

For the total-evidence analysis of the penguin dataset we chose the substitution and clock models for

morphological character evolution with the largest marginal likelihood from the model comparison

analysis (analysis 8 in Table 4.1). This model suggests that the data are partitioned in groups of

characters with respect to the number of observed states. Each partition evolves under the Lewis

Mkv model and the substitution rate varies across characters according to a Gamma distribution

shared by all partitions. The morphological clock is modelled with an uncorrelated relaxed clock

model with log-normal distributed rates. For molecular data we assume a general-time reversible

model with gamma-distributed rate heterogeneity among sites (GTR+Γ) for each of the five loci with

separate rate, frequency, and gamma shape parameters for each partition. A separate log-normal

uncorrelated relaxed clock model is assumed for the molecular data alignment. Each branch is

assigned a total clock rate drawn from a log-normal distribution and this rate is scaled by a relative

clock rate for each gene so that relative clock rates for five partitions sum up to one. We also ran the

same analysis under the strict molecular clock. We assumed the FBD model as a prior distribution
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for time trees with uniform prior distributions for turnover rate and fossil sampling proportion,

log-normal prior distribution for net diversification rate with 95% highest probability density (HPD)

interval covering [0.01,0.15] estimated in (Jetz et al., 2012) and sampling at present probability

fixed to one since all modern penguins were included in the analyses. We also analysed this dataset

under the birth-death model without sampled ancestors (Stadler, 2010).

In addition to analysing the full dataset, we performed a separate analysis of only living penguins

and the crown fossils, to examine the effect of ignoring the diversification of fossil taxa along the

stem lineage. Crown fossils were selected if the fossil lineage was a descendant of the MRCA of all

extant species with a posterior probability greater than 0.05 in the full analysis (i.e., the analysis

with stem and crown fossils). Thus, this analysis includes 6 fossils (listed in Table 4.3) and all living

penguins. For this analysis we did not condition on recording only variable characters (i.e., we used

the Mk model) because after removing a large proportion of stem fossils, some characters become

constant.

Table 4.3. The posterior probability of a fossil’s placement in the crown. Only fossils with non-zero probability are
shown. The six fossils with probabilities greater than 0.05 were used for the total-evidence analysis without stem fossils.

Fossil Probability
Spheniscus megaramphus 0.9992
Spheniscus urbinai 0.9991
Pygoscelis grandis 0.9928
Spheniscus muizoni 0.9201
Madrynornis mirandus 0.9007
Marplesornis novaezealandiae 0.1652
Palaeospheniscus bergi 0.0001
Palaeospheniscus biloculata 0.0001
Palaeospheniscus patagonicus 0.0001
Eretiscus tonnii 0.0001

4.2.8 Prior distributions for parameters

We used the following prior distributions for the parameters in all analyses:

For the net diversification rate, d, we place a log-normal prior distribution with parameters1 M =

−3.5 and S2 = 1.5. The 2.5% and 97.5% quantiles of this distribution are 1.6 · 10−3 and 0.57

implying that it well covers the interval (with the lowest 5% quantile of 0.02 and the largest 95%
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Figure 4.1. Prior and posterior probability densities for the net diversification rate. The densities are from
analysis 1, Table 4.1 under four different prior distributions.
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quantile of 0.15) estimated in Jetz et al. (2012) Figure 1. For the sensitivity analysis, we also used

different prior distributions for the net diversification rate described in Figure 4.1.

We place a Uniform(0,1) prior distribution for the turnover, ν , and Uniform(0,1) prior distribution

for the fossil sampling proportion, s.

For birth, death and sampling rates (λ , µ , and ψ) we used log-normal distributions with parameters1

M =−2.5 and S2 = 1.5 and 2.5% and 97.5% quantiles of 4.34 ·10−3 and 1.55.

For the time of origin, tor, we use the Uniform prior distribution between the oldest sample and 160

Ma because Jetz et al. estimated the upper bound for the MRCA of all birds to be 150 Ma (Jetz et al.

1Parameters M and S for log-normal distributions here are the mean and standard deviation of the associated normal
distributions
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(2012) Figure 1) and Lee et al. Lee et al. (2014b) estimated the origin of the Avialae clade to about

160 Ma (uncertainty is not reported) in the analysis of morphological data of dinosaurs.

We used a broad lognormal distribution where the 95% probability interval spanned [4 ·10−4,0.07]

which is estimated for extinct dinosaurs in units of changes per character per Myr Lee et al. (2014b)

for the rate of morphological evolution, µmorph (the mean of the log-normal distribution of the

morphological clock rates). The parameters1 of this log-normal distribution are M = −5.5 and

S2 = 2, 2.5% and 97.5% quantiles are 8.11 ·10−5 and 0.21, respectively.

µmol — the rate of molecular evolution was assigned a lognormal prior with parameters1 M =−3.5

and S2 = 1 with 5% and 95% quantiles of 4.25 ·10−3 and 0.21.

We placed a Gamma distribution with parameters α = 0.5396 and β = 0.3819 for the standard

deviation of the uncorrelated lognormal relaxed models for both molecular and morphological

data.

The gamma shape parameter on rate-variation across sites was assigned a Uniform[0,10] prior (for

both molecular and morphological data).

4.2.9 Validation

To validate the implementation of the models we simulated 100 trees under the FBD model with

parameters:

tor = 60 and (d,ν ,s,ρ) = (0.05,0.6,0.2,0.8).

We discarded trees with less than five or more than 250 sampled nodes resulting in 96 trees. Then

we simulated sequences (1000 sites) along the trees for extant samples only under the GTR model

with parameters:

πA = πG = πC = πT = 0.25 and

(ηAG,ηAC,ηGT ,ηAT ,ηCG,ηCT ) = (1,0.46,0.45,0.41,1.85,6.22)

and an uncorrelated relaxed log-normal model with parameters

µmol = 4.36 ·10−2 and

σmol = 0.147
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Table 4.4. The results of the simulation study. The accuracy and precision is very poor for the morphological clock
rate. After further removal of four analyses which required more time to converge and that have too few fossil or extant
samples (fewer than five) this parameter estimate (numbers in brackets) became more accurate and precise.

parameter true value mean of
relative errors

mean of
relative biases

mean of
relative 95%
HPD lengths

95% HPD
accuracy

troot 51 0.05 7.4 ·10−3 0.22 93
tor 60 0.13 −4.35 ·10−3 0.54 95
d 0.05 0.27 −0.21 1.57 100
ν 0.6 0.19 0.16 1.01 98
s 0.2 0.52 −0.42 2.4 95
ρ 0.8 0.11 0.08 0.66 100
µmol 4.36 ·10−2 0.09 −0.06 0.42 98
σmol 0.147 0.23 −0.03 1.38 97
µmorph 1.38 ·10−2 13.69 −13.64 66.39 94

(0.13) (−0.09) (0.62) (94)
σmorph 0.728 0.11 −0.04 0.59 99

and morphological characters for all samples (200 characters per sample) assuming each character

has ten states under a separate uncorrelated relaxed log-normal model with parameters

µmorph = 1.38 ·10−2 and

σmorph = 0.728.

We chose parameter values that are close to the parameters estimated in the total-evidence analysis

of the penguin dataset.

We analysed simulated morphological data matrix, molecular sequence data and fossil sampling

dates to estimate phylogenies, FBD model parameters, clock and substitution model parameters.

Nine analysis did not converge (one analysis with 239 sampled nodes and eight analyses with too

few fossil or extant samples, i.e., fewer than four). The estimates for the remaining 87 converged

analysis are summarised in Table 4.4.

4.2.10 Summarising trees

First we summarised the posterior distribution of full trees using summary methods from Heled and

Bouckaert (2013). As a summary tree we used the maximum sampled-ancestor clade credibility

tree. A maximum sampled-ancestor clade credibility tree is a tree from the posterior sample that
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maximises the product of posterior clade probabilities. Here, a clade denotes two types of objects.

The first type is a monophyletic set of taxa with a bifurcation node as the MRCA. Such clades are

completely defined by a set of taxon labels {B1, . . . ,Bn} meaning that we do not distinguish between

clades with the same taxon set but different topologies. The second type is a monophyletic set of

taxa with a degree-two sampled node as the MRCA. This can happen when one of the taxa in the

group is a sampled ancestor and it is ancestral to all the others in the clade. Then this taxon will

be the MRCA of the whole group assuming it is an ancestor to itself. These clades are defined by

the pair (Bi,{B1, . . . ,Bn}) where {B1, . . . ,Bn} are taxon labels and Bi, 1≤ i≤ n, is the taxon that is

ancestral to all taxa in the clade.

Second, we removed all fossil lineages from the posterior trees thereby suppressing degree-two

nodes and then summarised the resulting trees (which are strictly bifurcating) with a maximum

clade credibility tree with common ancestor ages. To assign a common ancestor age to a clade, we

consider a set of taxa contained in the clade and find the age of the MRCAs of these taxa in every

posterior tree (including the trees where these taxa are not monophyletic) and take the mean of these

ages.

4.3 Results and Discussion

4.3.1 Model comparison

For each of the eight analyses listed in Table 4.1, we plotted the probability of each fossil to be

a sampled ancestor (Figure 4.2). This shows that assumptions about the clock and substitution

models as well as the tree prior model contribute to identifying a fossil as a sampled ancestor. The

comparison of the marginal likelihoods for different assumptions about the clock and substitution

models shows that the substitution model where characters are partitioned in groups with the same

number of states and with gamma variation in the substitution rate across characters is the best

model for this dataset.

4.3.2 Posterior predictive analysis

The posterior predictive analysis did not reject the FBD process, where lineages evolve independently

of each other, as an adequate model for describing the speciation-extinction-fossilsation-sampling
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Figure 4.2. Posterior probabilities of fossils to be sampled ancestors for eight models summarized in Table 4.1.
In the legend, P stands for the partitioned model, G for gamma variation across sites, Mkv for conditioning on variable
characters, R for relaxed clock model, dns for d, ν , and s tree prior parameterisation, lmp for λ , µ , and ψ tree prior
parameterisation and the numbers correspond to analyses in Table 4.1.
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process for these data. The pB values for all nine statistics were within the [0.26,0.83] interval

(Table 4.2). The plots of the posterior and posterior predictive distributions for several statistics

(Fig. 4.3) show that there is no obvious discrepancy in these distributions. Thus there is no signal in

the data to reject a neutral diversification of penguins.

In this analysis, we conditioned the posterior predictive distribution to have the given age ranges.

To assess the overall fit of the FBD model, one needs to perform a posterior predictive analysis

where the posterior predictive distribution is not conditioned on the age ranges nor on the number of
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Figure 4.3. The posterior and posterior predictive distributions of several statistics. The distributions for the tree
length, T , and genealogical DF statistics are on the left and B1 tree imbalance statistic and Colless’s tree imbalance index,
Ic, are on the right for model 8 in Table 4.1. The plots do not show obvious discrepancy in the posterior and posterior
predictive distributions of these statistics. The posterior predictive distribution for the branch length related statistics (DF
and T ) is more diffuse than the posterior distribution although both distributions concentrate around the same area. The
distributions of the tree imbalance statistics almost coincide.
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sampled nodes. We have not performed such an analysis.

4.3.3 Penguin phylogeny

The maximum sampled-ancestor clade credibility tree (MSACC tree) (Fig. 4.4) shows that most

of the penguin fossils do not belong to the crown clade and that the crown clade Spheniscidae

originated only∼ 12.7 million years ago. The posterior probabilities of most clades including fossils

are low, reflecting the large uncertainty in the topological placement of the fossil taxa, whereas

many clades uniting extant taxa receive substantially higher posterior probabilities.
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We calculated Bayes factors for all fossils to be sampled ancestors assuming the prior probability that

a fossil is a sampled ancestor is defined by the tree prior model conditioned on the number of sampled

extant and fossil species and assigned sampling intervals. Adding comparative (morphological

and molecular) data to the sample size and sampling intervals provides positive evidence that

the fossil taxa representing the species Palaeospheniscus patagonicus and Icadyptes salasi are

sampled ancestors. Eretiscus tonnii, Marplesornis novaezealandiae, Paraptenodytes antarcticus and

Pygoscelis grandis show positive evidence to be terminal samples (Fig. 4.5).

Figure 4.5. The evidence for fossils to be sampled ancestors.The samples above the shaded area (that is, with log
Bayes Factors greater than one) have positive evidence to be sampled ancestors and below the shaded area (log Bayes
factors lower than minus one) have positive evidence to be terminal nodes.
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Due to the large uncertainty in the topological placement of fossil taxa, the relationships displayed in

the summary tree are not the only ones supported by the posterior distribution. Thus, in some cases

an alternate topology cannot be statistically rejected and a careful review of the entire population

of sampled trees is required to fully account for this. Below, we summarise the features of the

MSACC topology that differ from previous estimates of penguin phylogeny, keeping this uncertainty
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in mind.

The relationships within each genus are similar to those reported in previous parsimony analyses of

the dataset (Ksepka et al., 2012), with some exceptions within the crested penguin genus Eudyptes.

These agree with the results of Baker et al. (2006) based on Bayesian analysis of the same molecular

loci (without morphological data), though it should be noted that our Bayesian analysis shows a

degree of uncertainty in the resolution of the Eudyptes clade. The summary tree obtained after

removing fossil taxa displays a different set of relationships within Eudyptes with high posterior

probabilities (Fig. 4.6).

Allowing fossils to represent ancestors yields several interesting results. Although there is no

evidence in comparative data to support an ancestral position for Spheniscus muizoni (Fig. 4.5)

the combined comparative and temporal data yields the posterior probability of 0.61 that it is an

ancestor of the extant Spheniscus radiation (that is, in 61% of the posterior trees, this taxon is a

direct ancestor of the four extant Spheniscus species and possibly some other species as well). The

ancestral position is consistent with the morphological dataset: S. muizoni preserves a mix of derived

character states that support placement within the Spheniscus clade and primitive characters which

suggests it falls outside the clade formed by the four extant Spheniscus species. Furthermore, at

least for the discrete characters sampled, it does not exhibit apomorphies providing direct evidence

against ancestral status.

Madrynornis mirandus is recovered as ancestor to the Eudyptes + Megadyptes clade, though this

placement receives low posterior probability (0.15). This fossil taxon was inferred as the sister

taxon to Eudyptes by several previous studies (Hospitaleche et al., 2007; Ksepka and Clarke, 2010;

Ksepka et al., 2012); though see Chávez Hoffmeister et al. (2014), and so had been recommended

as a calibration point for the Eudyptes-Megadyptes divergence (Ksepka and Clarke, 2010) and used

as such (Subramanian et al., 2013). In our analysis, a Megadyptes + Eudyptes clade excluding

Madrynornis is present in all posterior trees, that is, the results reject the possibility that this taxon

is the sister taxon to Eudyptes and its use as a calibration point is in need of further scrutiny. Our

results indicate a 0.9 posterior probability that Madrynornis mirandus belongs in the crown, but do

not provide solid support for the precise placement of this fossil taxon. Presumably the position

of Madrynornis mirandus outside of Eudyptes + Megadyptes clade is at least partially attributable

to the temporal data — its age means a more basal position is more consistent with the rest of the

data.

Most of the clades along the stem receive very low posterior probabilities, which is not unexpected



92 Total-evidence dating with sampled ancestors

Figure 4.6. The maximum clade credibility tree of extant penguins with common ancestor ages. The blue bars are
the 95% highest probability density (HPD) intervals for the divergence times. The mean estimates and 95% HPD
intervals are summarized in Table 4.5. The numbers in blue (at the bases of clades) show the posterior probabilities of the
clades (after removing fossil samples).
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given that some stem penguin taxa remain poorly known, with many morphological characters

unscorable. These clades correspond to the large polytomies from Ksepka et al. (2012) (polytomies

are not allowed in the summary method we used here). Of particular note is the placement of

Palaeospheniscus bergi and Palaeospheniscus biloculata on a branch along the backbone of the tree

leading to all modern penguin species. Palaeospheniscus penguins share many synapomorphies

with crown penguins and only a single feature in the matrix (presence of only the lateral proximal
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vascular foramen of the tarsometatarsus) contradicts this possibility (and supports their forming a

clade with Eretiscus tonnii in the strict consensus of Ksepka et al., 2012). The posterior distribution

of our analysis supports a clade containing the three Palaeospheniscus species and Eretiscus tonnii

with probability 0.06, and so this relationship cannot be ruled out.

Overall, the estimated clades with large posterior probabilities (greater than 0.5) agree with those

clades previously estimated from the same dataset using parsimony methods (Ksepka et al., 2012).

Low posterior probability values are due to the sparse morphological data (and complete lack of

molecular data) for many early stem taxa. Several species such as Palaeeudyptes antarcticus are

based on very incomplete fossils, in some cases a single element, and so we view the relationships

estimated for deep stem penguins as incompletely established for the time being. Despite the

high degree of uncertainty in the phylogenetic relationships of fossil species, the overall support

for the general scenario placing most fossil penguins along the stem with a recent appearance of

crown penguins is strong. To better describe, measure, and visualise the topological uncertainty

of total-evidence analyses, methods similar to Billera et al. (2001), Owen and Provan (2011), and

Gavryushkin and Drummond (2014) should be developed for serially sampled trees with sampled

ancestors.

4.3.4 Divergence dates

We estimated the divergence dates for extant penguins (Fig. 4.6 and Table 4.5). In general, the

estimates are younger than those reported in previous studies: (Baker et al., 2006; Brown et al.,

2008; Subramanian et al., 2013; Jarvis et al., 2014; Li et al., 2014). Baker et al. (2006) used the

penalised-likelihood approach (Sanderson, 2002) with secondary calibrations, and estimated the

origin of crown penguins to be 40.5 Ma (95% confidence interval: 34.2–47.6 Ma). Brown et al.

(2008, Fig. 4) estimated this age at ∼50 Ma using a Bayesian approach with uncorrelated rates

and 20 calibrations distributed through Aves, including the stem penguin Waimanu manneringi.

Subramanian et al. (2013) estimated a much younger crown age by using a Bayesian analysis with

node calibration densities based on four fossil penguin taxa: Waimanu manneringi, Madrynornis

mirandus, Spheniscus muizoni, and Pygoscelis grandis. Their estimate of the age of the MRCA

of the extant penguins was 20.4 Ma (95% HPD interval: 17–23.8 Ma) (Subramanian et al., 2013).

Most recently, (Jarvis et al., 2014; Li et al., 2014) estimated the age of the crown penguins at 23

Ma (95% confidence interval: 6.9–42.8 Ma) using a Bayesian method in MCMCTree (Dos Reis

and Yang, 2011) based on genomes from two penguin species (Aptenodytes forsteri and Pygoscelis
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adeliae) and calibrations for higher avian clades including Waimanu manneringi. Notably, this last

date can be considered applicable to the crown only if Aptenodytes or Pygoscelis is the sister taxon

to all other penguins, otherwise this date applies to a more nested node, implying an older age for

the crown.

Our total-evidence analysis under the FBD model suggests that the MRCA is younger than any

of these previous estimates at 12.7 Ma (95% HPD interval [9.9,15.7]; see Fig. 4.6 and Table 4.5).

We assert that this is the best constrained estimate of the age of the penguin crown clade to date,

because it avoids potential pitfalls related to the use of secondary calibrations, samples all extant

species, and most importantly includes all reasonably complete fossil taxa directly as terminals or

sampled ancestors. This final point is crucial, not only because including fossils as terminals has

been shown influence phylogenetic accuracy under many conditions (e.g., Hermsen and Hendricks,

2008; Grande, 2010; Hsiang et al., 2015), but also because at least one fossil taxon—previously

used as a node calibration—was recovered at a more basal position in our results. The small gap

between our 12.7 Ma estimate for the MRCA of extant penguins and the oldest identified crown

fossil at ∼10 Ma is consistent with the fossil record of penguins as a whole, which includes a

dense sampling of stem species from ∼60 Ma to ∼10 Ma, and only crown fossils from ∼10 Ma

onwards. Moreover, our results suggest many extant penguin species are the product of recent

divergence events, with 13 of 19 sampled species splitting from their sister taxon in the last 2 million

years. Penguins have a relatively dense fossil record compared to other avian clades, with thousands

of specimens known from four continents and spanning nearly the entirety of their modern day

geographical range. If crown penguins originated at 20–50 Ma as implied by previous studies, it

would require major ghost lineages (Clarke et al., 2007; Clarke and Boyd, 2014), and thus a modest

to extreme fossilisation bias favouring the preservation of stem penguin fossils and disfavouring the

preservation of crown penguin fossils. Such a bias is difficult to envision, as both stem and crown

penguins share a dense bone structure and preference for marine habitats that would suggest similar

fossilsation potential.

Inclusion of stem fossil diversity has a profound impact on the inferred age of the penguin crown

clade. To demonstrate this effect, we performed a total-evidence analysis including only living

penguins and crown fossils (i.e., fossil taxa identified as crown penguins in our primarily analysis).

Both the age estimate and the inferred uncertainty in the MRCA age of crown penguins increased

substantially with the MRCA age shifting to 22.8 Ma (95% HPD interval: 14.2–33.6 Ma; Fig. 4.6).

This shows that including the stem-fossil diversity allows for a better estimate of the crown age of

penguins — one that is more consistent with the fossil record. Furthermore, these additional data
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Figure 4.7. The estimates of the MRCA age of extant penguins under different prior distributions for the net
diversification rate. The estimates are for analysis 1 from Table 4.1. The x-axis is labeled with the prior distributions
used for the net diversification rate. These different prior distributions have little effect on the age of the MRCA.
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points contribute to better estimates of diversification parameters.

For the complete analysis of stem and crown taxa, the mean estimate of the net diversification

rate, d, was 0.039 with [0.002, 0.089] HPD interval although this estimate is sensitive to the prior

distribution (Fig. 4.1), the turnover rate, ν , was 0.88 ([0.72, 1]) and the sampling proportion, s, was

0.23 ([0.06, 0.43]). The choice of the prior distribution for the net diversification did not influence

the estimate of the MRCA of the extant penguins (Fig. 4.7).

The posterior distribution for the scale parameter of the log-normal distribution in the uncorrelated

relaxed clock model for the molecular alignment was bimodal with a mode around 0.4 and a mode

around zero. This suggested a strict molecular clock model might fit the data. The additional

analysis of this dataset under the strict molecular clock slightly shifted the estimates of the time

of the MRCA of crown penguins toward the past although the posterior intervals largely overlap

(Fig. 4.8).

Using the birth-death-sampling model without sampled ancestors (Stadler, 2010) instead of the FBD

model shifted the estimated divergence times toward the past (Fig. 4.8 and Fig. 4.9). Gavryushkina

et al. (2014) showed in simulation studies that ignoring sampled ancestors results in an increase
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Figure 4.8. The ages of the most recent common ancestors of the extant penguin taxa. The ages are shown for the
eight analyses (Table 4.1) of morphological data, total-evidence analysis with all fossils under relaxed (8+DNA R) and
strict (8+DNA S) molecular clocks, total-evidence analysis under the birth-death model without sampled ancestors
(8BD+DNA R) and total-evidence analysis with crown fossils only. Abbreviations in the names of analyses are the same
as in Figure 4.2
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in the diversification rate. We can observe the same trend here: the mean of the net diversification

rate for the analysis under the birth-death model without sampled ancestors was 0.092 (95% HPD:

[0.007, 0192]) compared to 0.039 ([0.002, 0.089]) for the FBD model. Although we would expect

a decrease in the diversification rate in older trees on the same number of extant tips, in the birth-

death model without sampled ancestors, a sampling event causes an extinction of the lineage.

Thus, the diversification rate (here, modelled as the difference in the birth and death rates) does

not account for the extinction ‘by sampling’. The mean estimate for (λ − µ −ψ), which better

describes the diversification rate in the birth-death model without sampled ancestors, was 0.019

([-0.061,0.099]).

We performed several different analyses under different model configurations and report the age of

the MRCA of modern penguins in Table 4.5.

The estimated divergence dates and HPD intervals from the main analysis (same as Figure 4.6) are
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Table 4.5. The ages of the most recent common ancestor of extant penguins. The ages are shown for eight analysis
of morphological data, three analysis of combined data, and one analysis of combined data without stem fossil. The
analysis numbers are as in Table 4.1 and the abbreviations are explained in the capture to Figure 4.8.

Analysis # Mean 95% HPD
1 13 [11.43, 14.49]
2 12.82 [11.35, 14.39]
3 12.45 [10.7, 14.36]
4 11.96 [10.06, 13.83]
5 12.47 [10.74, 14.48]
6 12.5 [10.75, 14.45]
7 11.91 [10.16, 13.76]
8 12.79 [10.48, 15.7]
8+dna R 12.66 [9.91, 15.75]
8BD+dna R 13.95 [10.83, 17.36]
8+dna S 13.46 [10.21, 16.56]
8+dna R crown only 22.84 [14.23, 33.56]

given in Table 4.6. We also performed a total evidence analysis under the birth-death model without

sampled ancestors and estimated slightly older divergence dates (Figure 4.9).

4.3.5 Implications for crown penguin evolution

With many extant penguin species inhabiting extreme polar environments, penguin evolution is often

considered through the lens of global climate change. The fossil record has revealed that, despite

their celebrated success in modern polar environments, penguins originated during a warm period in

Earth’s history, and the first Antarctic penguins were stem taxa that were distantly related to extant

Antarctica species and arrived on that landmass prior to the formation of permanent polar ice sheets

(Ksepka et al., 2006). However, our divergence estimates are consistent with global cooling having

a profound impact on later stages of crown penguin radiation. The Middle Miocene Transition

at ∼14 Ma marks the onset of a steady decline in sea surface temperature, heralding the onset of

full-scale ice sheets in Antarctica (Zachos et al., 2001; Hansen et al., 2013; Knorr and Lohmann,

2014). Expansion of Antarctic ice sheets may have opened a new environment for Aptenodytes

and Pygoscelis, the most polar-adapted penguin taxa (including 4 of the 5 species that breed in

continental Antarctica). Previous studies have placed Aptenodytes and Pygoscelis on basal branches

of the penguin crown, leading to the hypothesis that crown penguins originated in Antarctica

and spread to lower latitudes as climate cooled (Baker et al., 2006). However, the geographical
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Figure 4.9. Estimated divergence dates from two analyses. The figure shows maximum sampled ancestor clade
credibility trees with common ancestor ages obtained after removing fossil lineages from the posterior trees (see
section 4.2.10) and 95% HPD intervals for divergence times from total-evidence analyses under the birth-death model
with sampled ancestors (blue phylogeny) and without (red phylogeny). The divergence ages estimated under the
birth-death model without sampled ancestors are slightly older.
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Table 4.6. Estimated divergence dates for extant penguin lineages. The ages are inferred from the total-evidence
analysis including all fossil and extant taxa. Node numbers correspond to the numbers in circles in Figure 4.6.

Node Mean 95% HPD
1 12.66 [9.91, 15.75]
2 11.19 [7.92, 12.97]
3 10.34 [7.14, 11.98]
4 9.83 [5.84, 14.04]
5 6.12 [3.3, 9.04]
6 5.08 [3.27, 6.86]
7 3.47 [1.68, 5.27]
8 2.42 [1.49, 3.33]
9 2.2 [1.11, 2.85]
10 2.1 [1.05, 2.6]
11 1.65 [0.99, 2.32]
12 1.63 [0.74, 2.49]
13 1.06 [0.63, 1.88]
14 1.06 [0.54, 1.6]
15 0.77 [0.35, 1.23]
16 0.76 [0.38, 1.16]
17 0.44 [0.19, 0.71]
18 0.32 [0.09, 0.58]

distribution of stem fossils suggests instead that Aptenodytes and Pygoscelis secondarily invaded

Antarctica, taking advantage of a novel environment (Ksepka et al., 2006). Our analysis provides

additional support for this secondary colonisation hypothesis by uniting Aptenodytes and Pygoscelis

as a clade and revealing a very recent age for this Antarctic group at 9.8 Ma (Fig. 4.6), indicating

they did not radiate until well after permanent ice sheets were established.

4.3.6 Morphological clock

We assume that clock models can be applied to morphological data. A recent study by Lee

et al. (2014a) confirms that younger taxa undergo more morphological evolutionary change. Most

previous total-evidence or morphological analyses used relaxed clock models for morphology

evolution (Pyron, 2011; Ronquist et al., 2012a; Lee et al., 2014a,b; Dembo et al., 2015; Zhang

et al., 2016). In many studies (Beck and Lee, 2014; Lee et al., 2014a; Dembo et al., 2015),

including this study, model comparison analyses favoured a relaxed morphological clock over a

strict morphological clock. hypothesise
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The estimated coefficient of variation for the log-normal distribution of the morphological clock

rates in the penguin analysis was 1.15 indicating a high rate variation among the branches. However,

in our analysis, the choice of the morphological clock model did not influence much the estimate

of the parameter of the primary interest — the age of the crown radiation. Using the relaxed clock

model as opposed to the strict clock model only slightly shifted the age toward the past and inflated

the 95% HPD interval (Fig. 4.8, analyses 7 and 8).

Many total-evidence analyses inferred implausibly old divergence dates (Ronquist et al., 2012a;

Slater, 2013; Wood et al., 2013; Beck and Lee, 2014). Beck and Lee (2014) suggested that

oversimplified modelling of morphological evolution and a relaxed morphological clock may result

in overestimated divergence times. Our analysis did not show this and we, on the contrary, estimated

a much younger age of the crown penguin radiation than had been previously estimated. This could

be attributed to the large number of stem fossils in our analysis, given that excluding these fossils

leads to a much older estimate. The overestimated ages can also be explained by sampling biases

(Zhang et al., 2016) or using inappropriate tree prior models. Using a birth-death model without

sampled ancestors in our analysis slightly shifted the ages of the crown divergences toward the past

(Fig. 4.8 and Fig. 4.9).

4.3.7 Sampled ancestors

We examined the total posterior probability of a fossil species to be a sampled ancestor, that is, a

direct ancestor to other sampled fossil or extant species. If an ancestor-descendant pair is in question,

one can also estimate the posterior probability of one species to be an ancestor to another species

or a group of species as we calculated in the case of the probability of the Spheniscus muizoni

representing an ancestor of extant Spheniscus radiation.

The evidence for ancestry comes from morphological data, fossil occurrence times and prior

distributions for the parameters of the FBD model and morphological evolution model. Here, we

used uniform prior distributions except for the net diversification rate and morphological evolution

rate.

The analysis of the penguin dataset shows a large number of potential sampled ancestors. The Bayes

factors calculated here showed the ancestry evidence contained in the morphological data. The

evidence coming from the occurrence times or from all data together remains to be assessed. We

hypothesise that the large number of sampled ancestors is due to the temporal pattern of the penguin
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fossils. We additionally analysed dinosaur (Lee et al., 2014b), trilobite (Congreve and Lieberman,

2011), and Lissamphibia (Pyron, 2011) datasets with large proportions of missing characters where

we only detected up to four sampled ancestors (out of ∼ 40–120 fossils; data not shown). An

analysis by Zhang et al. (2016) of Hymenoptera also did not show many sampled ancestors. Thus,

the abundance of sampled ancestors in the penguin phylogeny is not likely to be due to the paucity

of the morphological data.

4.3.8 Further improvements

Here we used the FBD model, which is an improvement over previously used uniform, Yule, or birth-

death models for describing the speciation process. However other more sophisticated models may

improve the inference or fit better for other datasets. The skyline variant of the FBD model (Stadler

et al., 2013; Gavryushkina et al., 2014; Zhang et al., 2016) allows for stepwise changes in rates (i.e.,

diversification, turnover, and fossil sampling) over time. Accounting for the possibility of changes

in fossil-sampling rate, ψ , over time might be important for analyses considering groups of deeply

diverged organisms where poor fossil preservation may result in underestimates of divergence times

if the sampling rate is considered constant. Furthermore, models that allow age-dependent (Lambert

et al., 2010; Hagen et al., 2015) or lineage-dependent (Maddison et al., 2007; Alfaro et al., 2009;

Alexander et al., 2016) speciation and extinction rates while appropriately modelling fossil sampling

may also improve divergence dating and estimation of macroevolutionary parameters.

Another direction of method development is modelling morphological character evolution — a topic

that has sparked numerous debates (e.g., Goloboff, 2003; Spencer and Wilberg, 2013). A recent

study by Wright and Hillis (2014) showed that Bayesian methods for estimating tree topologies

using morphological data — even under a simple probabilistic Lewis Mk model — outperform

parsimony methods, partly because rate variation is modelled. Here, we considered two schemes

to assign a number of possible states to a character. The model comparison analysis favoured the

model where the number of possible states is equal to the number of observed states in a character. A

more accurate modelling would be to consider each character and assign the number of states on the

basis of the character description (for example, characters for traits that are either present or absent

will be assigned two states) or use model averaging within an MCMC analysis where each character

is assigned different number of states during the MCMC run. Moreover, it may also be important

to appropriately model ascertainment bias when using the Lewis Mk model. These extensions

include accounting for the absence of invariant and parsimony uninformative characters in the
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morphological data matrix (Koch and Holder, 2012). Importantly, more biologically appropriate

models of phenotypic characters are needed to advance phylogenetic methods for incorporating

fossil data (e.g., Felsenstein, 2005; Revell, 2014). The total-evidence method with FBD can also be

used to estimate the past evolutionary relationship between extinct species where only morphological

data is available (Lee et al., 2014a).

We assigned age ranges to different fossils in differing ways. Some of the fossil species are known

from only one fossil specimen and in this case, we assigned the age range based on the uncertainty

related to the dating of the layer in which the fossil was found. For other species, there are a number

of fossils found in different localities. In this case, we derived the age interval from probable ages of

all specimens. In order to strictly follow the sampling process assumed by the FBD model, it would

be necessary to treat every known fossil specimen individually and include all such specimens into

an analysis. Unfortunately, this would lead to enormous datasets with thousands of taxa, most with

very high proportions of missing data. However, in cases where a large number of fossils are known

from the same locality and are thus very close in age and potentially belong to the same population,

this group of fossils may be treated as just one sample from the relevant species at that time horizon.

Such improved modelling would require devoting considerable effort to differentiating fossils and

recording characters for particular specimens, rather than merging morphological data from different

fossil specimens believed to belong to the same species. This could, however, lead to more accurate

inference and better understanding of the past diversity.

Finally, our analysis focused on a matrix sampling all fossil penguins represented by reasonably

complete specimens. Many poorly known fossil taxa have also been reported, along with thousands

of isolated bones. Finding a balance between incorporating the maximum number of fossils, which

inform sampling rate and time, and the computational concerns with adding large numbers of taxa

with low proportions of informative characters will represent an important challenge for analyses

targeting penguins and other groups with extensive fossil records.

We advocate the use of the total-evidence approach with models that allow sampled ancestors when

estimating divergence times. This approach may offer advantages not only over node calibration

methods that rely on first analysing morphological data to identify calibration points and then

calibrating phylogenies with ad hoc prior densities, but also over total-evidence methods that do not

account for fossils that are sampled ancestors. Many recent applications of total-evidence dating

have yielded substantially older estimates than node calibration methods (e.g., Ronquist et al.,

2012a; Slater, 2013; Wood et al., 2013; Beck and Lee, 2014; Arcila et al., 2015). Among other
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explanations (Beck and Lee, 2014; Zhang et al., 2016), using tree priors that do not account for

sampled ancestors could have contributed to the ancient dates.



Conclusion

This thesis has concentrated on modelling so-called sampled ancestors among a sample of organisms.

The possibility of direct ancestors among extinct species was suggested by Foote (1996). However,

until recently, the methods and models for phylogenetic reconstruction ignored their possible

existence. Stadler (2010) introduced a macro-evolutionary speciation model that allowed sampled

ancestors and sampled ancestor trees.

Sampled ancestors may also occur in reconstructed transmission trees. This was not allowed for

in previous epidemiological phylogenetic models which assumed that obtaining a sequence from

an infected individual resulted in its removal from the infected population. We have show that

this is not necessarily true in the reality. For example, we estimated in Section 3.3.3 that only

74 percent of individuals in a small transmission cluster of HIV-1 subtype B epidemic in the UK

did not transmit the disease further after being diagnosed and it is clear that for infections such as

influenza the diagnosis does not always stop further transmission. Stadler et al. (2011) introduced

a phylogenetic transmission model that assumes that individuals can infect others after being

sequenced and hence introduce the possibility of sampled ancestors in phylogenetic transmission

trees. These new speciation and transmission models motivated the work done in this thesis, where

we improved existing phylogenetic inference methods and software to allow for sampled ancestor

trees and enabled full Bayesian inference of such trees.

There has been considerable activity in this area of research by other authors while this thesis has

been in progress. Bapst (2013) allowed for sampled ancestors in his cal3 method to date fossil

phylogenies. Heath et al. (2014) used the FBD model for divergence dating where sampled ancestors

are indirectly assumed. Following our implementation of the sampled ancestor tree operators in

BEAST2 (Bouckaert et al., 2014), Zhang et al. (2016) also implemented full Bayesian inference

of sampled ancestor trees in MrBayes (Ronquist et al., 2012b). A distance based method to infer

104
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sampled ancestor trees from a large scale datasets was introduced by Kalaghatgi et al. (2016). In a

large HIV cohort study with a focus on inferring transmission pairs (i.e., a direct transmitter-recipient

pair), Ratmann et al. (2016) used the sampled ancestor skyline model to allow for the possibility

that transmission might have occurred after the time of sampling of the transmitter.

In applying our newly developed methods, we found evidence for sampled ancestors in two empirical

datasets. In Chapter 4, we proposed a method to test for sampled ancestors. This method quantifies

the evidence introduced by comparative data (molecular sequences or morphological characters) in

identifying an individual as a sampled ancestor. Three patients were identified as sampled ancestor

in the HIV dataset and two fossils in the penguin dataset. However, as we discussed in Chapter 4,

one also needs a method that finds the evidence contained in the combined data.

As with most new phylogenetic models, there are other obvious applications of sampled ancestor

trees, for example to phylogenetic analysis of linguistic data (Bouckaert et al., 2012). Chang et al.

(2015) considered that all ancient languages were ancestors of modern languages. Thus Old Greek,

for example, was assumed to be a direct ancestor of modern Greek. An accurate phylogenetic

analysis of linguistic data could use models developed in this thesis to test whether ancient languages

were ancestors of more modern languages and would also improve the estimates of the language

phylogeny (Bouckaert personal communication).

The introduction of the sampled ancestor trees raises a number of questions that we have only

partially touched on in this thesis. Given that full Bayesian inference of sampled ancestor trees is

now available, one needs to find a way to summarise the posterior distribution of these trees. In

Chapter 4, we proposed a relatively simple method to do this but it has many shortcomings and

needs further attention. Tree summary methods similar to ones introduced by Gavryushkin and

Drummond (2014) and Kendall and Colijn (2015) should be adapted to sampled ancestor trees.

Another connected question is how to efficiently explore tree space to reduce the time of convergence

of the tree sampling methods. In this work, we made a small step towards understanding the sampled

ancestor tree space. It is very common in phylogenetics to consider topologies and divergence

dates independently and the number of possible topologies might be of interest. Here, we found

a polynomial time algorithm that calculates the number of different sampled ancestor ranked tree

topologies on a given set of sampled individuals.

Understanding the evolutionary past is a core goal of phylogenetics and important for making

predictions about the future. The increased availability of molecular data and the introduction of

Bayesian methods to phylogenetics have substantially improved our knowledge about the tree of life.
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However, the problem of dating phylogenies remains very challenging with different methodologies

producing different results. For example, here we showed that the application of total-evidence

dating with a tree model that accounts for fossil-sampling process to the penguin dataset resulted

in a considerable shift in the estimated age of the crown penguin radiation. We estimated that the

radiation happened only 12.7 Ma as opposed to the previous estimates ranging from 40.5 to 20.4

Ma. This is attributed to both using the more advanced models and including more data (in this case,

including stem fossils). As we discussed in the first chapter, there are many questions and problems

with dating methods that require attention and the joint inference/total-evidence approach which is a

good alternative to the calibration methods needs to be developed further.

In Chapter 4, we substantially improved the joint inference dating method by introducing tree

branching models that account for the fossil sampling process. Two recent studies by Zhang et al.

(2016) and Matzke and Wright (2016) showed that the choice of the speciation-fossilisation model

can greatly influence the results. Zhang et al. (2016) showed that a difference in an estimated

divergence time of the Hymenoptera clade can be as large as ∼ 100 Myr when using different tree

models. The second study shows that estimates of particular divergences in Canidae clade can shift

by as much as ∼ 30 Myr when one uses models that account and do not account for fossil sampling

process. Here we also showed that allowing the possibility of sampled ancestors might impact the

divergence date estimates, although to a lesser extent than some other effects for the penguin dataset.

However, for clades with higher turnover values, ignoring the possibility of sampled ancestors can

introduce a substantial bias towards older estimates.

All of the examples discussed here demonstrate that our ability to accurately estimate the evolutionary

past is limited and the available methods and data need to be used with care. The improvements to

the joint inference method that we introduced in this thesis allow more accurate modelling of the

data we have and will make the picture of the past slightly more clear.

Bayesian phylogenetic methods were introduced two decades ago and continue to be a choice for a

rigorous statistical analysis in different disciplines. Many processes have a tree branching nature

and the availability of new types of data or improvements in the quality of data open new questions

and create new challenges for phylogenetic inference. The models and methods introduced in this

work were dictated by the availability of large, densely sampled epidemiological datasets as well

as new alternative hypothesis about the place of fossils in the macroevolutionary process. These

methodological novelties were a necessary step towards a better understanding of the evolution,

and having demonstrated their utility in several applications, we anticipate they will be used more
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broadly in the future.



Appendices

A.1 Algorithm for counting FRS trees

Rewrite equation (2.2) as follows:

S(n1, . . . ,nm) =
nm

∑
i=0

A(i,nm−1,nm)S(n1, . . . ,nm−1 + i)

where A(i,a,b) =
min{a,b−i}

∑
x=0

R(b)
R(i+x)

(i+x
x

)(a
x

)
. Then we can calculate S(n1, . . . ,nm) recursively using

Algorithm 3. We use the notation N j =
m
∑

i= j
ni.

Algorithm 3 Calculating the number of FRS trees

for i = 1→ N1 do
calculate R(i) using R(i) = R(i−1) i(i−1)

2
end for
for j = 2→ m do

calculate A(0,n j−1,n j), . . . ,A(n j,n j−1,n j)
calculate S(n1, . . . ,n j)
for α = 1→ N j+1 do

calculate A(0,n j−1,n j +α), . . . ,A(n j +α,n j−1,n j +α)
calculate S(n1, . . . ,n j +α)

end for
end for

At each step j > 1 of the algorithm, we calculate S(n1, . . . ,n j +α) for 0≤ α ≤ N j+1. We skip step

j = 1 and do not calculate S(n1 +α) for 0 ≤ α ≤ N2 because S(x) = R(x) and we have already

calculated all the necessary R(x). Further, for calculating each S(n1, . . . ,n j+α), we need to calculate
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the coefficients A and this is the most expensive part of the algorithm. So, at each step j > 1, we

need to calculate A(i,n j−1,n j +α) for 0≤ i≤ n j +α and 0≤ α ≤ N j+1.

First, we calculate these values for α = 0. Denote

B(i,a,b,x) =
R(b)

R(i+ x)

(
i+ x

x

)(
a
x

)
, for x≤ a and i+ x≤ b

then

A(i,a,b) =
min{a,b−i}

∑
x=0

B(i,a,b,x)

where 0 ≤ i ≤ b, a = n j−1, and b = n j. When i is fixed, calculation of A(i,n j−1,n j) requires

values of B(i,n j−1,n j,x) for 0 ≤ x ≤ min{n j−1,n j− i}. Rewrite this as B(n j−β ,n j−1,n j,x) for

0 ≤ x ≤ min{n j−1,β} with β = n j− i. Now we can calculate these values for 0 ≤ β ≤ n j and,

hence, for 0≤ i≤ n j using recursive equations:

B(n j,n j−1,n j,0) = 1

B(n j− (β +1),n j−1,n j,x) =
(n j− (β +1)+ x)(n j−β )B(n j−β ,n j−1,n j,x)

2
(A.1)

B(n j− (β +1),n j−1,n j,(β +1)) =
(n j−β )(n j−1−β )B(n j−β ,n j−1,n j,β )

(β +1)2 (A.2)

We use equation (A.1) for 0≤ x≤min{n j−1,β}. If min{n j−1,β +1} 6= min{n j−1,β} and therefore

min{n j−1,β +1}=min{n j−1,β}+1= β +1 then we also use equation (A.2). The cost of this calcu-

lation is dominated by the number of the summands B(n j−β ,n j−1,n j,x) for 0≤ x≤ min{n j−1,β}
and 0≤ β ≤ n j. This number is O(n2

j).

Now we need to calculate A(0,n j−1,n j +α), . . . ,A(n j +α,n j−1,n j +α) for 1≤ α ≤ N j+1. Having

A(0,n j−1,n j +α), . . . ,A(n j +α,n j−1,n j +α) calculated (note that we have already calculated these

values for α = 0), we can calculate A(0,n j−1,n j +(α +1)), . . . ,A(n j +(α +1),n j−1,n j +(α +1))

using equations

A(i,a,b+1) =


(b+1)b

2 A(i,a,b)+
(b+1

i

)( a
b+1−i

)
if b− i < a,

(b+1)b
2 A(i,a,b) if a≤ b− i and

(A.3)

A(b+1,a,b+1) = 1

where 0≤ i≤ b, a = n j−1, and b = n j +α .
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Moreover, for each α , we can optimise calculation of the second summands in the first case of

equation (A.3) using recursion(
n j +α

i+1

)(
n j−1

n j +α− (i+1)

)
=

(n j +α− i)2

(i+1)(n j−1−n j−α + i+1)

(
n j +α

i

)(
n j−1

n j +α− i

)
(A.4)

To apply this recursion we need an initial value. This value depends on n j−1, n j, and α and, since

only the first case of equation (A.3) contains the second summand, it is not necessary the value of

this summand for i = 0. There are 3 cases for calculation of all the initial values that are necessary

at step j.

Case 1: N j < n j−1. That means that we use the first case of equation (A.3) for all α . In this case, for

all α , the initial value for recursion (A.4) is the value of the second summand in (A.3) when i = 0.

So we need to calculate
(n j+α

0

)( n j−1
n j+α+0

)
for 1≤ α ≤ N j+1 and those are

( n j−1
n j+1

)
, . . . ,

( n j−1
n j+N j+1

)
. This

takes O(N j) steps.

Case 2: n j +α0 = n j−1 for some α0 ∈ {0, . . . ,N j+1}. If α0 > 0 then, for all α ≤ α0, we use

the first case of (A.3) and therefore we need to calculate
( n j−1

n j+1

)
, . . . ,

( n j−1
n j+α0

)
, this takes O(α0)

steps. For all α > α0, we use the second case first and, starting from i = α −α0, we use only

the first case. So we need to calculate
(n j+α

α−α0

)( n j−1
n j+α−(α−α0)

)
for α ∈ {α0 +1, . . . ,N j+1}, which are(n j−1+1

1

)
, . . . ,

(n j−1+(N j+1−α0)
(N j+1−α0)

)
. This takes O(N j+1−α0) steps. In total, we have O(N j+1) steps.

Case 3: n j−1 < n j. That means that, for all α , we use the second case first and, starting from

i = n j +α − n j−1, we use only the first case. Calculate
(n j+1

n j−1

)
, . . . ,

(n j+N j+1
n j−1

)
for O(n j−1 +N j+1)

steps.

Each case costs at most O(N j). Provided that the initial values are calculated, the cost of the

rest calculation at step j is dominated by the number of the coefficients A(i,n j−1,n j +α) for

0≤ i≤ n j +α and 1≤ α ≤ N j+1 and it is O(N2
j ). Summing up O(n2

j), O(N j−1), and O(N2
j ) gives

us the cost of each step j, which is O(N2
j ). Since 1< j≤m and calculation of R(i) for 0≤ i≤N1 = n

takes O(n), the algorithm does O(mn2) steps in total.
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A.2 Algorithm for counting fully ranked resolutions of a fully
ranked constraint tree

The algorithm for counting resolutions of a constraint tree requires a few changes to count resolutions

of a fully ranked constraint tree. Recall that, at each step s, we calculated the set Ss which consists

of the numbers of resolutions of intermediate trees with s leaves. To construct Ss, for each element

of Ss−1, we proposed a collection of tuples that may define intermediate trees with s leaves. To

accept eligible tuples we defined two matrices m and M. The general scheme for counting resolutions

of a fully ranked constraint tree is the same. However, we need to define matrices m and M for a fully

ranked constraint tree and describe the procedure of proposing new tuples. The procedure becomes

more technical because of additional ranking.

We will calculate Sr(n,r) for the corresponding fully ranked constraint tree T. Let

ai, j = |{x | node i is a parent of node x and r(x)≤ j}|

for 1≤ i≤ k and r(i)≤ j ≤ l−1, i.e., ai, j is the number of interior nodes that are children of node i

and have rank at most j. Define two matrices m and M of size k× (l−1) such that

Mi, j = Ni, j+1 and mi, j =


2 if ai, j = 0;

1 if ai, j > 0 and Mi, j > 0;

0 otherwise.

As before, if we consider a horizontal line that is strictly between the horizontal line that passes

through the nodes of rank j and the horizontal line that passes through the nodes of rank ( j+1)

then these matrices determine the minimal and maximal possible numbers of intersections of this

line with branches of subtree i.

Let x = [xi, j] be a matrix of size t×q, where t ≤ k and q≤ l, and t = {1, . . . , t}. A tuple (x,r|t) is

eligible if

– xi, j = ni, j for 1≤ i≤ t and 1≤ j < q, and

– mi,q−1 ≤ xi
q ≤ Mi,q−1 for 1≤ i≤ t.

Having an intermediate tree with s−1 leaves, we need to consider all the possible ways to transform
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this tree to a tree with s leaves. First we need to add a new leaf to some subtree. We give the highest

rank to this leaf. After that we may add new time points below the last time point. If we add new

time points, we should rerank the leaves with the highest rank such that the new tree has enough

leaves at each time point. Let x = [xi, j] be a matrix of size t×q for t ≤ k and q ≤ l. This matrix

represents an intermediate tree with s−1 leaves. Suppose we add a new leaf to subtree i0, where

1≤ i0 ≤ t. Let q0 be the number of time points in a new tree and, therefore, q≤ q0 ≤ r(t +1) (or

q≤ q0 ≤ l if t = k). Define a function addone((x,r|t), i0,q0) which returns a tuple (x′,r|t), where

x′ = [x′i, j] is a matrix of size t×q0 such that

– x′i0,q0
= xi0,q−∑

q0−1
j=q ni0, j +1,

– x′i,q0
= xi,q−∑

q0−1
j=q ni, j for i 6= i0,

– x′i, j = xi, j for 1≤ i≤ t and j < q, and

– x′i, j = ni, j for 1≤ i≤ t and q≤ j < q0.

If this tuple is eligible then it represents a new intermediate tree with s leaves.

At each step s of the algorithm, for each tuple (x,r|t) such that Fr(x,r|t) ∈ Ss−1, we need to propose

a collection of new tuples. The first part of this procedure is Algorithm 4. To stop the procedure,

when we recognise that a new tree can not have x time points, we use a predicate ext(x) which is true

if we can extend the number of time points in a new tree to x. The number of time points in a new

tree can not always be extended to any arbitrary number because there may not be enough leaves of

the highest rank to rerank them in such a way that there will be ni, j leaves of each new rank j. So

ext(q) is always true because the tree to which we add a new leaf already has q time points.

If t < k then the proposing procedure contains the second part. In this case, we also can increase

the number of leaves in an intermediate tree by adding a new subtree. That means that one of

the leaves of the tree becomes a parent to two new leaves. Again we may add new time points.

Let q0 be the number of time points in a new tree and, therefore, r(t + 1) < q0 ≤ r(t + 2) (or

r(t + 1) < q0 ≤ l when t + 1 = k). We define another function addconstraint((x,r|t),q0) which

returns a tuple (x′,r|t+1), where x′ = [x′i, j] is a matrix of size (t +1)×q0 such that

– x′t+1,q0
= 2−∑

q0−1
j=r(t+1)+1 nt+1, j,

– x′t+1, j = n′t+1, j for 1≤ j < q0,

– x′i,q0
= xi,q−∑

q0−1
j=q ni, j for 1≤ i≤ t,



A.2 Algorithm for counting fully ranked resolutions of a fully ranked constraint tree 113

Algorithm 4 Working with a tuple (x,r|t) such that Fr(x,r|t) ∈ Ss−1 (part 1)
q0 = q
while q0 ≤ r(t +1) (or q0 ≤ l if t = k) and ext(q0) do

for i = 1→ t do
(x′,r|t) = addone((x,r|t), i,q0)
if eligible((x′,r|t)) then

calculate Fr(x′,r|t) and add it to Ss

end if
if all the proposed tuples were not eligible then

ext(q0 +1) = f alse
end if
q0 = q0 +1

end for
end while

– x′i, j = x′i, j for 1≤ i≤ t and j < q, and

– x′i, j = n′i, j for 1≤ i≤ t and q≤ j < q0.

This tuple defines a new tree if it is eligible. The second part of the procedure is Algorithm 5. The

values of q0 and ext(q0) are as after running Algorithm 4.

Algorithm 5 Working with a tuple (x,r|t) such that Fr(x,r|t) ∈ Ss−1 (part 2)

while q0 ≤ r(t +2) (or q0 ≤ l when t +1 = k) and ext(q0) do
(x′,r|t+1) = addconstraint((x,r|t),q0)
if eligible(x′,r|t+1) then

calculate Fr(x′,r|t+1) and add it to Ss

else
ext(q0 +1) = f alse

end if
q0 = q0 +1

end while

Finally, as before, the main algorithm calculates sets Ss recursively for 0 ≤ s ≤ n, where n is the

number of leaves in a constraint tree T, and a unique element of Sn is Sr(n,r).

Let m be a number of sampling points, i.e., m = l− k.

Proposition 2. If k is fixed then the algorithm does at most O(m) steps for each eligible tuple.

Proof. Let (x,r|t) be an eligible tuple. First, having all the necessary summands for equations (2.9)
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and (2.10), we need to calculate Fr(x,r|t). This takes at most O(t× [r(t +1)− r(t)]) steps. Since

we assume k is a constant and since t ≤ k and r(t + 1)− r(t) ≤ m, it is O(m). Second, we need

to perform the procedure of proposing new tuples for this tuple. The most expensive part here is

calculation of the last columns of matrices x′ because it involves calculation of the sums ∑
q0−1
j=q ni, j.

Note that, storing the values of xi,q−∑
q0−1
j=q ni, j for 1≤ i≤ t at each step q0, we can optimise these

calculations. Then it takes O(t× (q− r(t +2)) steps and it is O(m) again.

Proposition 3. If k is fixed then the algorithm has O(m2nk) time complexity.

Proof. Let ix be such a number that r(ix)≤ x < r(ix +1). Then the number of eligible tuples is

l−1

∑
j=1

i j

∏
i=1

(Mi, j−mi, j +1)

Note that

Mi, j−mi, j +1≤ Ni, j +1≤ Ni,r(i)+1 +1 = bi +1

where b1 + . . .+bk = n+ k−1. Then

l−1

∑
j=1

i j

∏
i=1

(Mi, j−mi, j +1)< (l−1)(b1 +1) . . .(bk +1)< (l−1)(
n
k
)k = O(mnk)

From this and Proposition 2, it follows that the algorithm does at most O(m2nk) steps.
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A.3 Results of simulation of sampled-ancestor birth-death
model

Table A.1. Scenario 1 for the sampled ancestor model. The table summarises posterior parameter estimates and
accuracy obtained from analyses of simulated trees.

true
value

prior median error relative
bias

relative
95% HPD

width

95%
HPD

accuracy
in %

Scenario 1.1: ψ fixed in MCMC.
λ 0.9 U(0,100) 0.9222 0.0735 0.0247 0.4056 96
µ 0.2 U(0,100) 0.2219 0.3885 0.1096 2.2460 94
ψ (fixed) 0.3 - - - - - -
r 0.6 U(0,1) 0.5823 0.0880 -0.0295 0.4087 93
Scenario 1.2: r fixed in MCMC.
λ 1.0 U(0,100) 1.0861 0.0921 0.0861 0.5020 96
µ 0.1 U(0,100) 0.1871 0.8705 0.8705 4.8774 98
ψ 0.4 U(0,100) 0.3841 0.0888 -0.0399 0.4821 93
r (fixed) 0.5 - - - - - -
Scenario 1.3: r = 0 and simulations stop at tor.
tor 5.0 U(0,1000) 4.8545 0.0815 -0.0291 0.4509 97
λ 1.5 U(0,100) 1.6077 0.1112 0.0718 0.7094 93
µ 0.5 U(0,100) 0.6494 0.4088 0.2988 2.1971 94
ψ 0.2 U(0,100) 0.1884 0.1840 -0.0579 0.8871 90
ρ 0.8 U(0,1) 0.7756 0.0916 -0.0305 0.5446 97
Scenario 1.4: parameters drawn from priors.
λ - U(1,1.5) 1.2899 0.0640 -0.0106 0.3324 95
µ - U(0.5, 1) 0.6727 0.1546 0.0321 0.6520 92
ψ (fixed) - U(4,5) - - - - -
r - U(0,1) 0.0499 0.4630 -0.0853 2.0262 92

2SABD stands for sampled ancestor birth-death model.
3To calculate errors, relative biases and relative HPD widths for #SA we increased true value, median estimate and

lower and upper HPD estimates by one because the relative statistics are not defined if a true value is equal to zero.
4lnN (α,β ) is a Log-normal distribution with mean α and standard deviation β in the log-transformed space.
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Table A.2. Scenario 2 for the sampled ancestor model. The table summarises posterior parameter and tree properties
estimates and accuracy obtained from analyses of simulated sequence data. Tree model parameters were fixed for
simulation.

true
value

prior median error relative
bias

relative
95% HPD

width

95% HPD
accuracy in

%
Scenario 2.1.1: µs = 0.02.
tor - U(0,1000) - 0.0347 0.0066 0.2398 95
troot - SABD2 - 0.0065 -1e05 0.0404 97
# SA - SABD2 - 0.07143 0.00003 0.30433 97
λ 1.0 U(0,100) 1.0486 0.0825 0.0486 0.4231 93
µ 0.2 U(0, 100) 0.2456 0.3436 0.2279 2.5473 95
ψ (fixed) 0.4 - - - - - -
r 0.7 U(0,1) 0.6753 0.057 -0.0353 0.3301 93
Scenario A2.1.1: the same as 2.1.1 but r is fixed to one.
tor - U(0,1000) - 0.0332 0.0042 0.2191 94
troot - SABD2 - 0.0072 0.0029 0.0413 96
λ 1.0 U(0,100) 1.2063 0.2063 0.2063 0.4854 55
µ 0.2 U(0, 100) 0.2996 0.5350 0.4982 2.9346 91
ψ (fixed) 0.4 - - - - - -
r (fixed) 0.7 1.0 - - - - -
Scenario 2.1.2: µs = 0.0002.
tor - U(0,1000) - 0.0504 0.0009 0.2856 94
troot - SABD2 - 0.0221 -0.0067 0.1423 96
# SA - SABD2 - 0.37843 0.26603 1.93073 98
λ 1.0 U(0,100) 1.1206 0.1343 0.1206 0.7940 95
µ 0.2 U(0,100) 0.3397 0.6984 0.6984 4.0758 95
ψ (fixed) 0.4 - - - - - -
r 0.7 U(0,1) 0.5726 0.1915 -0.1820 1.0405 93
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Table A.3. Scenario 2 for the fossilised birth-death model. The table summarises posterior parameter and tree
properties estimates and accuracy obtained from analyses of simulated sequence data. Tree model parameters were fixed
for simulation.

true
value

prior2 median error relative
bias

relative
95% HPD

width

95%
HPD

accuracy
in %

Scenario 2.2: r = 0 and simulations stop at tor.
tor 3.5 U(0,1000) 3.5776 0.0857 0.0222 0.5816 96
troot - SABD2 - 0.0170 0.0000 0.1480 95
# SA - SABD2 - 0.02413 0.00003 0.19053 99
µs 0.01 lnN (-4.6, 1.25)4 0.0099 0.0342 -0.0076 0.2304 95
d 1.0 U(0,1000) 1.0266 0.1872 0.0266 1.0317 95
ν 0.3333 U(0,1) 0.3343 0.2236 0.0029 1.7816 100
s 0.4444 U(0,1) 0.4343 0.1844 -0.0229 1.2984 98
ρ 0.7 U(0,1) 0.6854 0.1116 -0.0209 0.8005 95
Scenario B2.2: the same as 2.2 but without ψ-sampled sequences and with ρ fixed.
tor 3.5 U(0,1000) 3.4743 0.1442 -0.0073 0.7990 93
troot - SABD2 - 0.0891 -0.0255 0.5169 95
# SA - SABD2 - 0.1111 0.0000 0.6364 99
µs 0.01 lnN (-4.6, 1.25)4 0.0099 0.0342 -0.0076 0.2304 95
d 1.0 U(0,1000) 0.9532 0.2403 -0.0468 1.2044 98
ν 0.3333 U(0,1) 0.3361 0.2064 0.0084 2.0467 100
s 0.4444 U(0,1) 0.4564 0.1557 0.0269 1.6076 100
ρ (fixed) 0.7 - - - - - -
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Table A.4. Scenario 2 for the transmission birth-death model. The table summarises posterior parameter and tree
properties estimates and accuracy obtained from analyses of simulated sequence data. Tree model parameters were drawn
from the prior distributions.

true
value

prior2 median error relative
bias

relative
95% HPD

width

95%
HPD

accuracy
in %

Scenario 2.3: ρ = 0, parameters drawn from priors and simulations stop at tor.
tor 3.0 U(0,1000) 3.0084 0.05096 0.0157 0.4301 98
troot - SABD2 - 0.0168 -1e-07 0.1322 94
# SA - SABD2 - 0.04933 0.00003 0.36363 98
µs 0.01 lnN (-4.6, 1.25)4 0.0100 0.0550 0.0023 0.2515 93
d - U(1,2) 1.5217 0.1053 0.0023 0.5239 93
ν - U(0,1) 0.1956 0.2084 0.0037 0.8309 95
r - U(0,1) 0.3146 0.2814 -0.0065 1.3304 92
s (fixed) - U(0.5, 1) - - - -
Scenario A2.3: the same as 2.3 but r is fixed to one.
tor 3.0 U(0,1000) 3.0518 0.0566 0.0263 0.4040 98
troot - SABD2 - 0.0218 0.0113 0.1383 82
µs 0.01 lnN (-4.6, 1.25)4 0.0094 0.0667 -0.0556 0.2533 69
d - U(1,2) 1.7662 0.1250 0.1224 0.3937 69
ν - U(0,1) 0.1875 0.2197 -0.0287 0.7362 85
r (fixed) U(0,1) 1.0 - - - - -
s (fixed) - U(0.5, 1) - - - -
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Table A.5. Scenario 1 for the sampled ancestor skyline model. The table summarises posterior parameter estimates
and accuracy obtained from analyses of simulated trees.

true
value

prior median error relative
bias

relative
95% HPD

width

95%
HPD

accuracy
in %

Scenario 1.1: two intervals and only ψ shifts from zero to non-zero value.
λ 0.8 U(0,100) 0.8107 0.0861 0.0134 0.4577 92
µ 0.4 U(0,100) 0.4199 0.2070 0.0499 1.1330 94
ψ (fixed) 0.2 - - - - - -
r 0.8 Uniform(0,1) 0.7874 0.0394 -0.0158 0.2516 97
Scenario 1.2: two intervals and all parameters except r shift.
λ1 1.0 U(0, 100) 1.1869 0.2072 0.1869 1.1345 100
λ2 0.8 U(0, 100) 0.8442 0.065 0.0552 0.6402 100
µ1 0.2 U(0, 100) 0.3660 0.8298 0.8298 6.0261 100
µ2 0.2 U(0, 100) 0.2640 0.4035 0.3200 3.1496 100
ψ1 0.4 U(0, 100) 0.3452 0.2056 -0.1371 0.9341 94
ψ2 0.5 U(0, 100) 0.4847 0.0915 -0.0305 0.5592 96
r (fixed) 0.7 - - - - - -
Scenario 1.3: three intervals, all parameters shift and vector r̄ fixed.
λ1 1.5 U(0, 100) 1.6988 0.2385 0.1325 1.2336 95
λ2 1.2 U(0, 100) 1.3945 0.2014 0.1621 0.8813 95
λ3 0.5 U(0, 100) 0.5480 0.1568 0.0960 1.2625 100
µ1 0.5 U(0, 100) 0.7108 0.5132 0.4216 3.5732 100
µ2 0.6 U(0, 100) 0.8086 0.4067 0.3477 1.9862 90
µ3 0.2 U(0, 100) 0.2594 0.4856 0.2968 3.2805 100
ψ1 0.4 U(0, 100) 0.4057 0.2359 0.0141 1.2262 90
ψ2 0.5 U(0, 100) 0.4497 0.1706 -0.1006 0.6650 90
ψ3 0.1 U(0, 100) 0.0967 0.1933 -0.0327 1.0046 98
r1 (fixed) 0.1 - - - - - -
r2 (fixed) 0.5 - - - - - -
r3 (fixed) 0.9 - - - - - -
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A.4 Penguin fossil ages

We used the following age ranges for fossil penguins in our analyses (a compact summary is also

given in Table A.6).

Taxon: Anthropornis grandis.

Age: 34–52.5 Ma. Specimens are known from Telm 4 and Telm 7 of the La Meseta Formation (Jad-

wiszczak, 2006). Strontium dates from the stratigraphic column of Reguero et al. (2012) provide

ages for the bottom of Telm 4 and the top of Telm 7, which are applied as bounds.

Taxon: Anthropornis nordenskjoeldi.

Age: 34–52.5 Ma. The oldest specimens assigned to this species are potentially from Telm 4 or

Telm 6 of the La Meseta Formation, while the specimens certainly referable to this species are

known from Telm 7 (Jadwiszczak, 2006). Strontium dates from the stratigraphic column of Reguero

et al. (2012) provide ages for the bottom of Telm 4 and the top of Telm 7, which are applied as

bounds.

Taxon: Archaeospheniscus lopdelli.

Age: 26–30Ma. The holotype and only described specimen comes from the Kokoamu Greensand,

which is dated to between 26 Ma and 30 Ma (see Ksepka et al., 2012, Figure 1).

Taxon: Archaeospheniscus lowei.

Age: 26–30 Ma. All three described specimens come from the Kokoamu Greensand, which is dated

to between 26 Ma and 30 Ma (see Ksepka et al., 2012, Figure 1).

Taxon: Burnside “Palaeeudyptes” (this name is a placeholder for a species that has not yet been

formally named).

Age: 36–38.4 Ma. This fossil is from a section of the Burnside Formation that can be assigned to

the Kaiatan NZ local stage (see Ksepka et al., 2012, Figure 1).

Taxon: Delphinornis arctowskii.

Age: 34–41 Ma. We considered only tarsometatarsi to be firmly referable to this species. Such

specimens are known only from Telm 7 of the La Meseta Formation (Jadwiszczak, 2006). Using the

stratigraphic column of Reguero et al. (2012), strontium dates for the top and bottom of Telm 7 are

applied as bounds.

Taxon: Delphinornis gracilis.
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Age: 34–41 Ma. We considered only tarsometatarsi to be firmly referable to this species. Such

specimens are known only from Telm 7 of the La Meseta Formation (Jadwiszczak, 2006). Using the

stratigraphic column of Reguero et al. (2012), strontium dates for the top and bottom of Telm 7 are

applied as bounds.

Taxon: Delphinornis larseni.

Age: 34–52.5 Ma (species range).

We considered only tarsometatarsi to be firmly referable to this species. Such specimens are known

from Telm 5 and Telm 7 of the La Meseta Formation (Jadwiszczak, 2006). Strontium dates for the

top of Telm 7 and (because there was no strontium date for the base of Telm 5) the base of Telm 4

(which is very short and certainly < 1 Ma) are used as bounds.

Taxon: Delphinornis wimani.

Age: 34–52.5 Ma. We considered only tarsometatarsi to be firmly referable to this species. Such

specimens are known from Telm 5 and Telm 7 of the La Meseta Formation (Jadwiszczak, 2006).

Strontium dates for the top of Telm 7 and (because there was no strontium date for the base of Telm

5) the base of Telm 4 (which is very short and certainly < 1 Ma) are used as bounds.

Taxon: Duntroonornis parvus.

Age: 21.7–30 Ma. The holotype comes from the Kokoamu Greensand and some referred material

comes from the Otekaike Limestone. Ages for the base of the Kokoamu Greensand and top of the

Otekaike Limestone are used as bounds (see Ksepka et al., 2012, Figure 1).

Taxon: Eretiscus tonnii.

Age: 16–21 Ma. A possible age range of 16–21 Ma is given based on Figure 2 of Cione et al.

(2011).

Taxon: Icadyptes salasi.

Age: 35.7–37.2 Ma. This age is based on two radiometrically dated layers that are believed to be

correlated with layers above and below the holotype and only reported specimen (Clarke et al.,

2007).

Taxon: Inkayacu paracasensis.

Age: 35.7–37.2 Ma. This age is based on two radiometrically dated layers that are believed to be

correlated with layers above and below the holotype and only reported specimen (Clarke et al.,

2007).

Taxon: Kairuku grebneffi.
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Age: 26–30 Ma. The holotype and one referred specimen come from the Kokoamu Greensand,

which is dated to between 26 Ma and 30 Ma (see Ksepka et al., 2012, Figure 1).

Taxon: Kairuku waitaki.

Age: 26–30 Ma. The holotype and only described specimen comes from the Kokoamu Greensand,

which is dated to between 26 Ma and 30 Ma (see Ksepka et al., 2012, Figure 1).

Taxon: Madrynornis mirandus.

Age: 9.70–10.3 Ma. The holotype and only known specimen is believed to be 10±0.3 Ma in age

based on strontium dates from the “Entrerriens” sequence of the Puerto Madryn Formation where

the fossil was collected (see Hospitaleche et al., 2007).

Taxon: Marambiornis exilis.

Age: 34–41 Ma. We considered only tarsometatarsi to be firmly referable to this species. Such

specimens are known only from Telm 7 of the La Meseta Formation (Jadwiszczak, 2006). Using the

stratigraphic column of Reguero et al. (2012), strontium dates for the top and bottom of Telm 7 are

applied as bounds.

Taxon: Marplesornis novaezealandiae.

Age: 5.33–15.97 Ma. This is one of the most difficult penguin fossils to date, because the specimen

was found in a loose boulder on a beach that eroded out of a cliff of Great Sandstone deposits.

Best estimates for the range of the Greta Siltstone from which the boulder is derived is middle-late

Miocene (Feldmann, 1992), so a range of 5.33–15.97 is used.

Taxon: Mesetaornis polaris.

Age: 34–41 Ma. We considered only tarsometatarsi to be firmly referable to this species. Such

specimens are known only from Telm 7 of the La Meseta Formation (Jadwiszczak, 2006). Using the

stratigraphic column of Reguero et al. (2012), strontium dates for the top and bottom of Telm 7 are

applied as bounds.

Taxon: Pachydyptes ponderosus.

Age: 34.5–36 Ma. All known fossils of this species are all assigned to the Runangan NZ local stage,

the bounds of which are used for the age range (see Ksepka et al., 2012, Figure 1).

Taxon: Palaeeudyptes antarcticus.

Age: 30.1–34.5. The holotype and only firmly referred specimen comes from the upper Ototara

Limestone, which is assigned, to the Subbotina angiporoides zone of the local Whaingaroan Stage,

which is in turn dated to between 30.1–34.5 (see Ksepka et al., 2012, Figure 1).
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Taxon: Palaeeudyptes gunnari.

Age: 34–54 Ma. Specimens are known from Telm 3 and Telm 7 (top) of the La Meseta Formation

(Jadwiszczak, 2006). Strontium dates for the top of Telm 7 and (because there was no strontium

date for the base of Telm 3) the base of Telm 2 (which is very short and certainly < 1 Ma) are used

as bounds.

Taxon: Palaeeudyptes klekowski.

Age: 34–52.5 Ma (species range). We included the oldest potentially referable specimen from Telm

5 of the La Meseta Formation as well as the youngest specimens from Telm 7 (Jadwiszczak, 2006)

in the age range. Strontium dates for the top of Telm 7 and (because there was no strontium date

for the base of Telm 5) the base of Telm 4 (which is very short and certainly < 1 Ma) are used as

bounds.

Taxon: Palaeospheniscus bergi.

Age: 9.7–21 Ma. Specimens are known from the Gaiman and Chenque Formations, which are

contemporaneous, as well as a young record from the Puerto Madryn Formation (Hospitaleche and

Cione, 2012). The age range extends from 21 Ma for the base of Gaiman Formation (Figure 2

in Cione et al., 2011) to 9.7 Ma for the Puerto Madryn Formation record (Hospitaleche et al.,

2007).

Taxon: Palaeospheniscus biloculata.

Age: 16–21 Ma. A possible age range of 16–21 Ma is given based on Figure 2 of Cione et al. (2011)

representing the duration of the Gaiman Formation.

Taxon: Palaeospheniscus patagonicus.

Age: 16–21 Ma. A possible age range of 16–21 Ma is given based on Figure 2 of Cione et al. (2011)

representing the duration of the Gaiman Formation.

Taxon: Paraptenodytes antarcticus.

Age: 21–23 Ma. All known specimens are from the Monte Leon Formation. Chavez (2007) showed

that reports of this species from the Bahia Inglesia were erroneous.

Taxon: Perudyptes devriesi.

Age: 38–46 Ma. An age of ∼ 42 Ma for the holotype and only known specimen is based on

stratigraphic correlations and biostratigraphy (Clarke et al., 2007, 2010). Given the lack of directly

datable layers at the type locality, we extend this range by 4 Ma in either direction to accommodate

uncertainty.
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Taxon: Platydyptes novazealandiae.

Age: 23–26 Ma. All known specimens come from Oligocene sections of the Otekaike Limestone

(see Ksepka and Ando, 2011).

Taxon: Platydyptes marplesi.

Age: 23–30 Ma. Specimens are known from the Kokoamu Greensand, providing the lower bound

and the Otekaike Limestone, providing the upper bound of the age range (see Ksepka and Ando,

2011).

Taxon: Pygoscelis grandis.

Age: 2.5–8.6 Ma. The oldest specimens are from the Bonebed Member of the Bahia Inglesia Fm.

and are from below a layer dated to 7.6±1.3 Ma, whereas younger specimens are estimated to be

2.5–4.6 Ma based on biostratigraphy (Walsh and Suárez, 2006).

Taxon: Spheniscus megaramphus.

Age: 6.3–10 Ma. Stucchi (2007) reported this specimens of this species in the Montemar Norte

locality and Chavez (2007) reported material from the Bonebed Member of the Bahia Inglesia

Fm. Montemar Norte was estimated to be 10 Ma by Stucchi (2008), providing an upper age limit.

Bonebed Member specimens are near a radiometric layer dated to 7.6±1.3 Ma, providing the lower

bound.

Taxon: Spheniscus muizoni.

Age: 9–9.2 Ma. The sole specimen is dated to between 9 and 9.2 Ma based on radiometric dates

above and below the specimen (Brand et al., 2011).

Taxon: Spheniscus urbinai.

Age: 5.7–9.63 Ma. Reported specimens have been recovered from the Sacaco, Sacaco Sur, Mon-

temar, Aguada de Lomas and El Jajuay sites in the Pisco Formation according to Stucchi (2007).

The 5.7 Ma radiometric date for the top of Sacaco is based on Ehret et al. (2012) and the 9.38 Ma

radiometric date for El Jahuay is taken from Brand et al. (2011).

Taxon: Waimanu manneringi.

Age: 60.5–61.6 Ma. The sole specimen is constrained to between 60.5Ma and 61.6Ma based on

biostratigraphy (Slack et al., 2006).

Taxon: Waimanu tuatahi.

Age: 56–60.5 Ma. The most well-constrained fossil of this taxon is dated to 58–60 Ma based

on biostratigraphy (Slack et al., 2006). Other referred fossils are less well-constrained and a
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conservative range would be 56–60.5 is specified with an upper age limit based on the age of

Waimanu manneringi which was collected lower in the stratigraphic column and a lower age limit

set to the Paleocene-Eocene boundary, as the fossils are all of Paleocene age.
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Table A.6. The stratigraphic age ranges used for phylogenetic analyses of the penguin dataset.

# Fossil taxon Age interval
1 Anthropornis grandis [34, 52.5]
2 Anthropornis nordenskjoeldi [34, 52.5]
3 Archaeospheniscus lopdelli [26, 30]
4 Archaeospheniscus lowei [26, 30]
5 Burnside “Palaeudyptes” [36, 38.4]
6 Delphinornis arctowskii [34, 41]
7 Delphinornis gracilis [34, 41]
8 Delphinornis larseni [34, 52.5]
9 Delphinornis wimani [34, 52.5]

10 Duntroonornis parvus [21.7, 30]
11 Eretiscus tonnii [16, 21]
12 Icadyptes salasi [35.7, 37.2]
13 Inkayacu paracasensis [35.7, 37.2]
14 Kairuku grebneffi [26, 30]
15 Kairuku waitaki [26, 30]
16 Madrynornis mirandus [9.7, 10.3]
17 Marambiornis exilis [34, 41]
18 Marplesornis novaezealandiae [5.33, 15.97]
19 Mesetaornis polaris [34, 41]
20 Pachydyptes ponderosus [34.5, 36]
21 Palaeeudyptes antarcticus [30.1, 34.5]
22 Palaeeudyptes gunnari [34, 54]
23 Palaeeudyptes klekowskii [34, 52.5]
24 Palaeospheniscus bergi [9.7, 21]
25 Palaeospheniscus biloculata [16, 21]
26 Palaeospheniscus patagonicus [16, 21]
27 Paraptenodytes antarcticus [21, 23]
28 Perudyptes devriesi [38, 42]
29 Platydyptes novaezealandiae [23, 26]
30 Platydyptes marplesi [23, 30]
31 Pygoscelis grandis [2.5, 8.6]
32 Spheniscus megaramphus [6.3, 10]
33 Spheniscus muizoni [9, 9.2]
34 Spheniscus urbinai [5.6, 9.63]
35 Waimanu manneringi [60.5, 61.6]
36 Waimanu tuatahi [56, 60.5]
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