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Abstract—OpenCMISS is a mathematical modeling environ-
ment designed to solve field based equations and link subcellular
and tissue-level biophysical processes to organ-level processes.
It employs a general purpose parallel design, in particular
distributed memory, for its computations. CellML is a mark
up language based on XML that is designed to encode lumped
parameter biophysically based systems of ordinary differential
equations and nonlinear algebraic equations. OpenCMISS allows
CellML models to be evaluated and integrated into models at var-
ious spatial and temporal scales. With good inherent parallelism,
hardware acceleration based on FPGAs has a great potential to
increase the computational performance and to reduce the energy
consumption of computations with CellML models integrated in
OpenCMISS. However, with several hundred CellML models,
manual hardware implementation for each CellML model is
complex and time consuming. The advantages of FPGA designs
will only be realised if there is a general solution or a tool to
automatically convert CellML models into hardware description
languages such as VHDL. In this paper we describe the architec-
ture for the FPGA hardware implementation of CellML models
and evaluate the first results related to performance and resource
usage based on a variety of criteria.

I. INTRODUCTION

OpenCMISS1 is a general purpose computational library for
solving field based equations with an emphasis on biomedical
applications [1]. It uses a distributed memory system architec-
ture to solve large scale coupled models. It uses CellML2 [2],
an open standard mark up language based on XML, to define
custom mathematical models to form parts of a larger model.
Mathematical models represented by CellML, by their nature,
are regular, relatively small but performance-critical and highly
data parallel. As such, special purpose hardware, in particular
FPGAs with large amount of fine-grained parallelism, are very
promising for accelerating CellML models. Integrating the use
of FPGA’s into the parallel processing of OpenCMISS has the
potential to lead to higher performance with reduced energy
consumption.

However, compared to technologies such as multicore pro-
cessors and GPUs, FPGAs are not widely adopted to accelerate
applications. There are two major reasons. First, developing an
FPGA hardware design of a given application is much more
complex, time consuming and error prone than programming
general purpose processors. Second, it is all but trivial to
integrate general purpose processors in parallel computing

1www.opencmiss.org
2www.cellml.org

systems with the reconfigurable computing capacity of the
FPGAs, referred to as hybrid systems.

In this paper, we propose an FPGA-CPU heterogeneous
architecture for OpenCMISS to link with CellML hardware
models via PCIe interface. Our implementation is a function-
ing proof of concept system which is yet to be automated
and optimised. We have obtained initial performance and
resource usage results, and have analyzed the scalability of
the system in order to discuss the automation strategies for
CellML hardware models.

The paper is organized as follows. We discuss related
work in Section II. In Section III, we analyze and describe
a typical OpenCMISS example using a CellML model and
discuss the CellML hardware architecture. We describe the
implementation of the heterogeneous architecture especially
its data path in Section IV. In Section V, we present the
first experimental results and discuss the potential optimization
strategies. We conclude the paper in Section VI.

II. RELATED WORK

There have been a number of studies on accelerating sci-
entific applications with reconfigurable hardware. Kapre and
DeHon [3] have presented a parallel, FPGA-based, heteroge-
neous architecture customized for the spatial processing of
sparse, irregular floating-point computation. They reported that
their architecture performed better than conventional proces-
sors because of better resource utilization and lower-overhead
dataflow with fine grained tasks. Nallamuthu et al. [4] have
used an FPGA-based coprocessor to accelerate the compute-
intensive calculations of a popular biomolecular simulator,
LAMMPS, and achieved 5.5 times speed-up.

To the best of our knowledge, this paper is the first imple-
mentation of CellML hardware model based on a FPGA-CPU
heterogeneous architecture. OpenCMISS has also considered
GPGPUs for code acceleration. The CUDA results [5] are
promising compared to the CPU only implementation. How-
ever, a number of case studies [6], [7], [8] have shown that
FPGAs can achieve lower energy consumption when compared
to GPUs and CPUs and are well suited for small, highly
parallel and performance critical kernels such as CellML
models.
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Fig. 1. Pipeline scheduling for sodium channel m gate component

III. CELLML HARDWARE MODEL

A. A Motivating Example

The motivation of our study came from an estimation of
the future electrical activation problem of human heart. The
average human heart is approximately 8.19×105mm3 and we
assume that 50% of it is ventricular. To discretise the volume
into grids with 100µm spacing would require 4.23×108 grid
points. At each grid point we need to solve a system of
ODEs (Ordinary Differential Equations) at each time instance.
If we are using a model with 30 ODEs and assuming that 100
flops are required for one ODE calculation, to simulate the
model at each time instance would require 1.27× 1012 flops.
With a 1 ms time stamp, to simulate one minute of real
activation would require 7.62× 1016 flops. If, for example, a
processor could compute 20 GFLOPs per core [9] then a single
core would require approximately 44 days for a simulation.

B. Model Overview

A CellML model can be divided into components. Compo-
nents are represented by one or more ODEs and each of the
components is itself a CellML model which can be reused in
the future studies or models.

In this paper we use the Hodgkin-Huxley CellML model
of a giant squid axon3. The simple model consists of four
components with 14 ODEs. A CellML hardware generator is
under development and once it is implemented, more complex
CellML hardware models can be generated automatically and
used for the analysis. In Figure 1, the first three ODEs
calculate the rate of the sodium channel m gate component in
the Hodgkin-Huxley model. The last ODE uses a numerical
approximation algorithm, the Euler’s method, to estimate the
next state of the m gate.

The OpenCMISS framework consists of one or more re-
gions with high spatial resolution meshes. For a simulation

3models.cellml.org/exposure/5d116522c3b43ccaeb87a1ed10139016

OpenCMISS integrates each cell spatially. OpenCMISS calls
cellml_integrate() and spatial_solve() for each time step.
If we define 1ms time step, for each cellml_integrate()
call, OpenCMISS passes the variables values to CellML which
calculates the values after the time step. In order to achieve
more accurate simulation results, we divide the period into
1000 smaller time intervals and compute one cell with 1µs
time interval.

C. Pipelined Floating Point Operations

Arithmetic operations are key components of a CellML
hardware model. The computational logic in CellML hardware
models uses a pipelined architecture for increased perfor-
mance.

During the computation, the number of pipeline stages is
negligible compared to the number of cells passed into the
pipeline data path. Therefore, throughput rather than latency
in the model is the critical criterion. The throughput is deter-
mined by the number of parallel cell hardware models in the
FPGA and the frequency they operate at.

Our CellML hardware model uses FloPoCo4 to create
the pipelined arithmetic operators. This tool provides great
flexibility for generating floating point operations in VHDL.

We adopt the ASAP (As Soon As Possible) clock cycle
scheduling algorithm as shown in Figure 1. In our framework,
each operation has its own associated latency and are all dif-
ferent from each other. To ensure a high operating frequency,
circuits implemented with FPGA logic elements such as fadd,
fdiv and fexp should be pipelined to a greater degree than
those dominated with the DSP blocks like fmul. In order
to balance the pipeline, we need to insert register delays.
For example, in the computation of the intermediate variable
alpha, a 29-stage register path is inserted into the graph to
fully balance the pipeline.

4http://flopoco.gforge.inria.fr
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D. The Hardware Model Architecture

The simplified CellML hardware model architecture is
shown in Figure 2. The CellMLCore reads the input variables
from the I/O interface. The dashed box contains the fully
pipelined arithmetic components and represents one complete
computation iteration for a CellML model. A multiplexer is
used for input control where the inputs for the first iteration of
a cell are from the initial value of the time step mT and the rest
is from the outputs of the previous iteration. The control is
used to select the right inputs. After each iteration computation
is finished, the output mt+∆t is passed into a demultiplexer.
The output from the last iteration is directly passed to the I/O
interface and the outputs from the other iterations are passed
back to the multiplexer for the next iteration computation. A
counter is used to determine when mT+∆T is available.

IV. SYSTEM DESIGN AND IMPLEMENTATION

A. Overall System Architecture

The block diagram of the overall system framework is
shown in Figure 3. It is composed of a host computer and
an FPGA board connected through the PCIe interface.

FPGA Board

PCIe Connector

CellML 
Hardware 

Model
Controller

Onchip Memory

PCIe IP Core

DMA Controller

Host Computer

OpenCMISS

CellMLWrapper

PCIe Driver

PCIe Host

Fig. 3. A Block Diagram of the Overall System Architecture

B. Host Computer Design

On the host computer, there are three major executing com-
ponents: the OpenCMISS software, the CellMLWrapper
and the PCIe driver. The interaction between OpenCMISS
and the CellMLWrapper is to be implemented. The
CellMLWrapper transfers data to and from the on-chip
memory on the FPGA using a DMA controller through the
PCIe interconnects. To achieve this, it calls PCIe functions
provided by the PCIe driver.

C. FPGA Design

The hardware infrastructure is shown on the right-hand side
of Figure 3. The CellML hardware model is connected to
the controller and the on-chip memory through the memory
mapped I/O interfaces. The controller is also mapped to the
on-chip memory to share the control signal with the host
computer. The PCIe IP core is interfaced with the physical
PCIe interconnects and transfers data to or from the on-chip
memory through a DMA controller.

Once the data transfer from host computer to the on-chip
memory has finished, the control is given to the controller
by the host computer. The controller is connected with the
CellML hardware model through the memory mapped inter-
face. Once it receives the control, it immediately sets the
configurations such as input data address, output data address
and passes the GO signal to the status register of the CellML
hardware model.

V. EXPERIMENTS

A. Experiments Setup

Our experimentation was hosted on an Altera Nios II Qsys
RC environment, chosen for its robustness and backed by
a powerful tool chain facilitating the rapid exploration of
both hardware and software. The Nios II processor acts as
the controlling system on the FPGA which is represented as
Controller shown in Figure 3.

In our configuration the clock frequency was set at 100 MHz
for the entire system and tests were performed on the Tera-
sic DE4 development board featuring an Altera Stratix IV
EP4SGX230 FPGA. The DE4 board is connected with a
3.2 GHz Intel Core i5 3470 CPU and 16GB of RAM on the
host machine through a PCIe x4 interface. The host machine
is running Ubuntu 12.10 and also used for the CPU only
comparison tests.

We have implemented the CellML hardware model based
on the Hodgkin-Huxley model. Two variations of the model
are created with and without the hard DSP blocks using
generated floating point operations from FloPoCo. The designs
are compiled through Altera’s Quartus II v12.1 to synthesize
and place and route 1 - 4 components on the Stratix IV
EP4SGX230 device. From Quartus II, we have extracted the
total logic, registers and DSP blocks used to implement each
design and the maximum operating frequency (fmax) of the
final placed and routed circuit.

To evaluate both variations of the CellML hardware model,
we used 12 test cases in variation to the number of components



TABLE I
SYNTHESIS RESULTS OF THE COMPLETE HARDWARE SYSTEM FOR

ALTERA EP4SGX230 DEVICE (D: WITH DSP BLOCKS)

Comps. Latency ALUTs Reg DSPs Area% fmax

0 - - 9.2k 9.4k 4 8% 99

1 D 98 13.5k 14.5k 28 12% 80
- 98 17.2k 16.3k 4 14% 111

2 D 98 17.8k 19.6k 52 15% 98
- 98 24.5k 22.5k 4 20% 124

3 D 98 21.7k 24.0k 80 18% 116
- 98 32.0k 29.5k 4 26% 100

4 D 98 25.1k 27.9k 124 21% 102
- 98 42.9k 37.6k 4 34% 104

Fig. 4. Comparison of CellML hardware model computation using logic
elements solely

(1 - 4) and the number of iterations (10, 100 and 1000). The
test cases are executed for both the CellML hardware model
and the CellML software model. For the CellML hardware
model, implementations with and without DSP blocks are
tested. The total time taken for the data transfer and cell com-
putation are recorded. The performance results are presented as
the speedup compared to the software implemnetation model.
The CellML software model is compiled gcc 4.7.2 with -O3
level optimization.

B. Experiments Results

The synthesis results for the overall system are presented in
Table I and the performance results are illustrated in Figure 4.
For the hardware model, it measures the total time taken for
the data transfer between host machine and the FPGA device
plus the cell computation time within the FPGA is divided by
the total time take for the CPU computation to give a speedup.

C. Discussion

From the performance results, the CellML hardware model
has consistently performed as fast or faster than the pure
software model. The hardware implementation has attained
the speedup of up to 4.2x. This is a significant yet not a
dramatic speedup, since the Hodgkin-Huxley model requires
relatively few floating point operations compared to other
CellML models. From the performance results, the speedup
is nearly linear against number of the components. Thus,

within the resource capacity, larger models are more beneficial
with the hardware acceleration by attaining greater speedup
compared to pure software models.

The synthesis results show that the hardware implementa-
tions using the hard DSP blocks are more resource and area
efficient than implementations with pure logic elements. This
means that we can fit more models into one FPGA. However,
the number of DSP blocks within one device is limited as
well, so whether to use implementations with DSP blocks or
not is not always pre-determined.

The current system implementation still has room for
improvement and optimization strategies include: increasing
the operating frequency, parallelism with multiple CellML
hardware models and overlapping communication with com-
putation.

VI. CONCLUSIONS

This paper proposed an approach for the hardware accelera-
tion of biomedical model calculations. Based on a CellML de-
scription of ODEs, hardware implementations of these ODEs
are generated. A software/hardware co-design is developed
to integrate the CellML hardware model with the software
elements. The design is general and flexible that can be used
for all kinds of CellML models.

Using the Hodgkin-Huxley CellML model as a case study,
an application performance improvement to a factor of 4x has
been achieved compared to the pure-software CellML model.
According to the scalability shown in the speedup results, there
is huge potential for further performance improvement with
more complex CellML models. In terms of the usability and
feasibility of the design, the focus will be on using this general
design in an automatic, rather than manual way.
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