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Abstract 

Machine Translation (MT) on its own is generally not good enough to produce high-

quality texts, so to improve the MT output, it is common to have humans intervening in the 

translation process.  

One such typical intervention is post-editing (PE), the process whereby a human 

translator corrects the errors in the MT output. Yet another, more recent form of intervention 

is the so-called interactive translation prediction (ITP), which involves an MT system 

presenting a translator with translation suggestions they can accept or reject, actions that the 

MT system then uses to present them with new, corrected suggestions.  

In this thesis I present two empirical studies with professional English-to-Spanish 

translators investigating various translation productivity aspects of two such types of 

translation scenarios. Both studies are primarily quantitatively oriented, with qualitative data 

used, where possible, to interpret the quantitative findings. 

In the traditional PE setting, I found that decreases in MT quality were associated 

with increases in technical effort and processing time, suggesting that, in some cases, the 

BLEU score of an MT system can give a good indication of the expected temporal and 

technical effort a professional translator would have to exert when post-editing its output. 

In the ITP scenario, I found that ITP may be a viable alternative to PE based on a 

number of translation productivity indicators collected over time and translators’ qualitative 

feedback. Specifically, relative to PE, ITP resulted in shorter processing time and less 
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technical effort. In terms of translator preferences, most translators preferred ITP over PE and 

would use it in real-life translation situations. 
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where I could write. He did the whole damn thing —he built the foundation, and then the 

sidewalls and the roof. He did it all by himself. And when it was all done, he stood back and 
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1. Introduction 

1.1 Background and Motivation 

Machine Translation (MT) is the full, automatic translation of texts carried out by a 

machine from one language to another. Whereas current state-of-the-art MT has improved 

tremendously relative to the earliest efforts, when the goal is to produce high-quality texts, 

human intervention is still necessary. In professional translation settings, this intervention 

takes the form of post-editing (PE), the process whereby a human translator corrects 

machine-translated output. There is, however, an emerging form of human intervention in the 

translation process alternative to PE: interactive translation prediction (ITP). In an ITP 

setting, the MT system suggests translations based on what the translator has typed, like an 

auto-complete function. The translator may accept the translation suggestions or type their 

own, in which case, new translation suggestions will appear, that the translator may again 

accept or reject, and so on and so forth. 

This thesis takes an interest in the fields of PE and ITP, and examines these two 

translation modes through empirical investigations, as motivated by two open research 

problems which I describe below. 

First, the way MT quality is measured with automatic evaluation metrics (AEM) in 

MT research contexts, while fit for its main objective of MT development, does not provide 

information on how fit the MT output is for PE purposes. This information concerns 

primarily the time a professional translator can expect to expend when post-editing the output 
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of an MT system. This is the primary question the PE study in this thesis seeks to address, 

based on the quality score assigned to such MT system with an AEM.  

Second, around 2015, while conducting the PE study described in the previous 

paragraph, the dominant MT paradigm shifted rapidly from SMT to neural machine 

translation (NMT), with NMT systems achieving state-of-the-art results, as detailed in 

Section 2.2.1 of this work. Given that NMT is a very recent approach to MT, there is little 

empirical research into what it means for the productivity of professional translators, who can 

potentially benefit from it by using it in their daily work. 

There is also very little empirical research into translation productivity in ITP settings, 

with existing studies featuring, to the best of my knowledge, ITP in combination with SMT. 

After trying ITP myself, I was pleasantly surprised with the experience, so I decided to 

conduct an in-depth study of translation productivity in which professional translators would 

work with NMT and ITP in combination. Such a study is referred throughout this thesis as 

the ITP study, and it has a twofold focus. First, it aims at comparing translation productivity 

in NMT with ITP to translation productivity in NMT with PE. Second, it aims at 

investigating any potential improvements in translators’ translation productivity derived from 

interacting with ITP over four weeks. To the best of my knowledge, the ITP study presented 

in this thesis is the first study to present such a detailed analysis of translation productivity 

with NMT and ITP. 
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1.2 Aims 

The main objective of the work presented in this thesis is to obtain a thorough 

characterization of translation productivity ─measured in terms of temporal effort, technical 

effort and translation quality2─ in two translation scenarios in which MT takes a central role: 

PE and ITP. PE has proven to produce productivity benefits over conventional translation, as 

shown by a number of empirical studies reviewed in Section 3.2.1. In the case of PE, the 

main goal of the study is to investigate how changes in MT quality are related to changes in 

the translation productivity of professional translators in a PE situation. In the case of ITP, 

the aim is, on the one hand, to study how translation productivity in an ITP setting compares 

to translation productivity in a PE scenario, and on the other, to investigate any potential 

translation productivity improvements brought about by repeated exposures to ITP assistance. 

In addition to productivity considerations, translators’ preferences and impressions 

when working with PE and ITP are investigated.  

1.3 Overall Research Design 

I conducted two studies to investigate translation productivity in PE and in ITP. The 

first study, the PE study, doubled as a pilot study to test the research design of the second, 

main study, the ITP study. Based on the pilot experience with the PE study, minor changes to 

the data collection procedures were introduced in the ITP study (see Chapter 4 for the general 

                                                 
2 Variable operationalization is fully described in Section 4.3.3 of this work. 
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methodology followed for both studies and Section 4.3.3.5 for the specific changes 

introduced in the ITP study). 

The participants in both studies were professional English-to-Spanish translators, with 

various levels of PE experience. They worked remotely on CASMACAT, a web-based, open-

source CAT tool with extensive activity logging capabilities, and hence suitable for empirical 

research on translation processes.  

As briefly mentioned above, the main research goal of the PE study was examining 

how MT quality affected a number of translation productivity indicators. The PE study 

involved nine translators working in a PE setting with nine underlying phrase-based SMT 

systems of different quality levels. Translators in the PE study post-edited four news texts of 

about 650-words each that had been translated into Spanish with said SMT systems, so that 

for each source sentence there were nine machine translated target sentences. The output of 

all nine MT systems was assigned randomly to participants, yet ensuring that a) the MT 

output was roughly equally distributed among translators, b) no translator post-edited the 

same sentence twice and c) all translators post-edited all sentences.  

Eight translators participated in the ITP study, of which seven had already 

participated in the PE study (see participant selection and profile in Section 4.3.1). The main 

goal of the ITP study was to investigate translation productivity aspects of ITP in 

combination with NMT, specifically whether translation productivity increased as translators 

became more familiar with ITP, and whether ITP offered an efficient alternative to PE. To 

this aim, the ITP study was longitudinal, consisting of eight sessions spanning approximately 

four weeks. The first, baseline session, saw translators engaged in PE, while the remaining 
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seven sessions saw translators engaged in ITP. Eight different texts, one per session, were 

selected for the ITP study. Texts were controlled for length and syntactic complexity to 

differentiate as much as possible any potential effects on translation productivity stemming 

from repeated ITP Sessions from any effects introduced by differences in the texts. Like in 

the PE study, the translators in the ITP study processed all sentences, and none of them 

processed the same sentence twice.  

To gain insights into translation productivity, translators’ process data was explored 

visually and in tabular format and, where applicable, analyzed via regression techniques. 

Qualitative insights into translators’ impressions on PE and ITP obtained from pre- and post-

task questionnaires in both the PE and ITP studies are presented independently from the 

quantitative findings, and where appropriate, in relation to them. 

1.4 Significance and Contributions 

The main expected outcomes of this study are a detailed analysis and discussion of a) 

translation productivity findings and b) translators’ preferences and impressions, in the two 

translation scenarios described above. To the best of my knowledge, the PE study presented 

in this thesis is the first to attempt to assess how different MT systems of the same type but 

with different quality levels affect the translation productivity of professional translators. By 

investigating how MT quality affects translation productivity in a PE setting, I aim to provide 

MT users and researchers with an approach to examining the usefulness of MT for PE 

purposes. The ITP study is, also to the best of my knowledge, the first to attempt to assess 

what ITP with an underlying, state-of-the-art NMT system means for translation productivity 

and how it compares to PE. Overall, the main findings presented in this work, complemented 
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with insights from similar studies, make a novel contribution to the field of MT research by 

providing MT users with information they can use towards considering the suitability of PE 

and ITP adoption (see Section 7.2 for specific contributions and limitations). Moreover, 

professional translators’ impressions and preferences towards PE and ITP contribute to a 

better understanding of translators’ job satisfaction in MT-centered scenarios.  

1.5 Thesis Structure 

Chapter 2 provides background information on SMT and NMT, covering conceptual 

explanations of the main techniques used to address the problem of MT from both 

perspectives.  

 Chapter 3 reviews previous literature on PE and ITP, with a focus on the productivity 

findings of empirical studies. It provides a detailed definition of PE and describes the main 

methods used in previous literature to measure PE effort. It also covers desired PE skills and 

translators’ perceptions of MT and identifies the research gaps this work seeks to address.  

Chapter 4 first introduces my research questions, and then goes on to describe the 

theoretical research paradigm followed in this study. Finally, it describes specific aspects of 

the research design such as participant selection, data collection procedures and variable 

operationalization.  

Chapter 5 presents the quantitative and qualitative findings emerged from this work’s 

empirical investigations. First it presents the results of the PE study, both through descriptive 
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and, where applicable, inferential statistics. It then goes on to present the results of the ITP 

study obtained in the exploratory and inferential analyses. 

Chapter 6 presents a discussion of the main findings reported in the Chapter 5, 

comparing them to those of other empirical studies, and presents directions for future 

research. 

Finally, Chapter 7 presents the conclusions of the current work. It starts by presenting 

a summary of the results obtained in the PE study and in the ITP study and concludes by 

listing the contributions to knowledge and the limitations of this work. 
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2. Machine Translation Background 

In this chapter I provide background conceptual information on the two currently 

dominant MT paradigms: Statistical Machine Translation (SMT; Section 2.1) and Neural 

Machine Translation (NMT; Section 2.2), the latter being the object of most current MT 

research. Unlike previous approaches to MT, Statistical Machine Translation (SMT) and 

Neural Machine Translation (NMT) have in common that they do not require complex 

linguistic analyses and instead learn to translate from large quantities of already translated 

texts.3  

2.1 Statistical Machine Translation 

The use of statistical techniques to translate between languages was first formulated 

by Warren Weaver in a private letter in 1949, reproduced in Weaver (1955), proposing 

among other ideas, the application of the cryptography work of Claude Shannon (1948) to the 

task of automatic translation. As Hutchins (1986) points out, the reception to Weaver’s ideas 

was mixed. For example, while Kaplan (1950) and Reifler (1955) explored Weaver’s 

proposal of tackling the task of word disambiguation by looking into the context of a word, 

others, like Bar-Hillel, pointed at the fallacy of this suggestion, arguing that context is valid 

                                                 
3 A few authors have produced extensive and excellent pieces on the history and methods of MT research prior to 

the arrival of SMT, most notably, Hutchins (1986, 1996, 1997), Hutchins and Somers (1992), Trujillo (1999) and 

Wilks (2008). Hutchins (2000) provides a collection of testimonials from the pioneers and researchers directly 

involved in the early days of MT (1950s-1960s) in the US, URSS and Europe. Nirenburg, Somers and Wilks 

(2003) collect a series of papers covering historical, theoretical and methodological issues and MT systems’ 

design. 
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only for “intelligent readers” (1960, p. 2) and not electronic computers. In hindsight, the 

relevance of Weaver’s ideas has proven to be extraordinary. As Agirre and Edmonds argue, 

Weaver’s ideas on disambiguation constitute “the general methodology still applied today” 

(2006, p. 5).  

For Brown et al. (1990), what prevented early researchers from exploring Weaver’s 

ideas were not theoretical objections like Bar-Hillel’s, but the fact that computer science was 

still in its infancy. The breakthrough into statistical techniques would eventually come in the 

late 1980s and early 1990s at IBM Research. Some years earlier, significant advances in 

computer technology had contributed to the successful application of statistical methods for 

automatic speech recognition (Baker, 1975; Jelinek, 1976). This success led the involved 

researchers to wondering whether these same statistical methods could be applied to other 

fields, with MT being one of the candidates (Jelinek, 2009). Thus, the idea of SMT was born: 

the first, full SMT proposal was put forward by Brown et al. (1988) and was further 

developed in Brown et al. (1990, 1993). These ideas were put into practice in the first MT 

system to work using the statistical paradigm, IBM’s Candide (Berger et al., 1994).4  

SMT grew to become the dominant trend in MT research and commercial settings, up 

until the emergence around 2014 of Neural Machine Translation (NMT), discussed in Section 

                                                 
4Candide translated from French into English, and, according to an in-house quality evaluation mentioned in 

Berger et al. (1994), in 1992 it translated correctly 45 out of 100 sentences, while in 1993, the figure went up to 

62 (p. 162). However, to fully understand these figures, a description of the evaluation criteria used would be 

required.  
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2.2, which has since approximately 2015, started to produce output of comparable quality to 

that of SMT systems.  

López (2008, p. 5) points at several factors that together contribute to the rising 

interest in SMT, namely: (1) tools and data to build or use SMT systems that are continuously 

being researched and made freely available for anyone interested, most notably, Moses 

(Koehn et al. 2007) and Thot (Ortiz-Martínez and Casacuberta, 2014); (2) internet users’ 

desire to assimilate contents published in languages other than their own, which pushes the 

demand for MT systems; (3) advances in computer hardware and software that help MT 

technology; (4) the development of Automatic Evaluation Metrics (AEMs), which continues 

to speed up research and encourages competition among researchers. 

In reference to factor number four above, AEMs provide a measure of MT quality by 

comparing a machine-translated output to one or more human, reference translations. This 

measure of MT quality can be assigned to a machine-translated document or to a whole MT 

system based on the machine-translation of a test set. The most commonly used metric is 

BLEU (Bilingual Evaluation Understudy; Papineni, Roukos, Ward, & Zhu, 2002), which is 

used in the PE study presented in Section 5.2  to measure MT quality. BLEU uses n-gram 

(i.e., sequences of n words) matches between the machine-translated text and the reference 

text(s) and allows for multiple reference translations. The higher the BLEU score that is 

assigned to an MT output, the more similar it is to the human, ‘gold-standard’ translation and 

hence the higher the MT quality. Human judgements of quality have been found to correlate 

with BLEU scores (Koehn, 2009).  
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A typical SMT system estimates probabilistic models from frequency counts of two 

types of corpora: monolingual and bilingual. Monolingual, target language corpora are used 

to learn a language model and bilingual, parallel corpora are used to learn a translation 

model. The first of those models, the language model, consists of a list of words or word 

sequences with an associated conditional probability given the previous words. A language 

model provides a mathematical measure of the correctness of a given utterance. For example, 

a good English language model will give a higher probability to ‘he is sleeping’ than to ‘he 

are sleeping’ and to ‘a long pause’ than to ‘a big pause’.5 A language model then, only 

focuses on the correctness of the target output but does not give any measure of the 

correctness of a translation. This is given by the translation model. A translation model is 

essentially a translation table where words or phrases in one language are associated with 

words or phrases in another language, together with a measure of the likelihood of these 

associated pairs being mutual translations. If the translation table associates words to words, 

it is called word-based SMT (covered in Section 2.1.2); if the translation table associates 

phrases to phrases, it is called phrase-based SMT (covered in Section 2.1.3); if it includes 

syntactic information in either or both languages, it is called syntax-based SMT (covered in 

Section 2.1.4).  

As Hearne and Way (2011) explain, the traditional human judgments used to assess 

the quality of a machine translation i.e., fluency and adequacy, or intelligibility and fidelity 

(White, 2003, p. 216), are modeled separately in SMT, by the language model and the 

translation model, respectively. The actual translation takes place during the decoding phase, 

                                                 
5 A Google search yields 578 000 results for ‘a long pause’ and 234 000 for a’a big pause’, as of 23/08/2017. 
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which is the process of finding the target sentence with the highest translation probability 

according to the learned models. 

The first SMT systems (Brown et al., 1988, 1990) used the noisy channel model to 

decode. Using as an example an MT system translating from French into English, under the 

noisy channel model, a French string f is a distorted version of the equivalent English string e. 

The language model of this MT system gives, as it was mentioned before, the probability that 

a string e is correct English. The translation model of this MT system, on its part, models how 

this distortion from e to f takes place, using word replacements and reorderings between f and 

e. The goal of the decoder of this MT system is to find the string e that is more likely given 

the f string. It does so by finding the e string that maximizes the product of the probability 

given to e by the language model and the probability that, given f, it is a likely translation of 

e.6 

Later decoders are log-linear (Och and Ney, 2004). In addition to the translation and 

language models described above, a log-linear model allows for the inclusion of additional 

models, for instance phrase reordering models, especially useful for translation between 

languages with different typologies (e.g. Subject-Object-Verb into Subject-Verb-Object). 

Log-linear models also allow for the strengthening or weakening of the contribution of the 

different models in the decoding of a translation, which may improve MT quality.  

                                                 
6 Knight (1999) explains, in layman’s terms, core concepts of word-based MT, the dominant research trend at the 

time of its publication, such as the noisy channel. While word-based approaches are no longer the state of the art 

in SMT, many of the concepts explained by Knight are still used in recent literature on SMT and are therefore 

relevant. Later advances are collected in Koehn (2010), who has written a seminal book on SMT. 
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2.1.2 Word-based statistical machine translation 

In word-based SMT, the first SMT strategy chronologically, words are the units of 

translation. A process where individual words are translated, reordered, inserted or dropped 

explains how a target sentence is generated from a source sentence. Brown et al. (1993) 

developed five word-based translation models, each improving on the previous one, known as 

IBM Models 1 to 5. While these models do not represent the dominant paradigm anymore, 

they are still relevant as they introduced notions and methods that are still used in more recent 

SMT approaches (Cancedda et al., 2009; Lopez, 2008; Koehn, 2010a).  

The limitations of word-by-word translation, whether this is produced by an MT 

system or by a human translator, are evident, and they are set to produce unsatisfactory 

results. Specifically, word-based SMT entails some issues that several researchers have 

pointed out. For example, López (2008) explains how word-based SMT often produces what 

he calls word salads: translations where the individual words are correctly translated but 

badly scrambled. On his part, Koehn refers to the inability of word-based SMT systems to 

capture one-to-many translations and vice versa, illustrating it with the example of the 

translation of of course as natürlich (2010a, p. 128). 7 Koehn also points at the difficulty of 

word disambiguation in word-based SMT systems: while a language model is able to look at 

the context of target words, the word translation probabilities given by a translation model are 

non-contextual. Word-based SMT systems are as such unable to capture local context in the 

source language, which, in the words of Resnik “provides strong cues for lexical selection” 

(2010a, p. 316).  

                                                 
7 Equivalent to naturally. 
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The limitations of word-based SMT set the basis for the next generation of SMT, 

phrase-based SMT, described in the next section. 

2.1.3 Phrase-based statistical machine translation 

The original IBM word-based approach was replaced by the conceptually simpler 

(Cancedda et al., 2009; Koehn, 2010a) phrase-based approach to SMT (Marcu & Wong, 

2002; Zens et al., 2002; Koehn et al., 2003; Och & Ney 2004, among others). Phrase-based 

SMT moves beyond words as the basic unit of translation towards phrases. An important 

remark to be made about the meaning of phrase in phrase-based SMT is that it differs from 

the meaning of phrase in traditional linguistic analysis. While in the latter, there is a 

linguistic motivation to it, defined by Crystal (2008, p. 270) as an “element of structure … 

seen as part of a structural hierarchy falling between clause and word”, in the former, 

“current phrase-based SMT models are not rooted in any deep linguistic notion of the concept 

phrase” (Koehn, 2010a, p. 128). A phrase is then, in the context of phrase-based SMT, just a 

sequence of contiguous words, an n-gram. For an SMT system, the bigram just a in the 

previous sentence could be a phrase. 

Phrase-based SMT systems typically outperform word-based SMT systems. Unlike 

word-based SMT, phrase-based SMT allows for one-to-many and many-to-one translation 

equivalences such as the of course ↔ natürlich example described in the previous section. 

Moreover, they are better equipped to make good lexical choices, because, unlike word-based 

SMT, both the language and translation model components model the local word context. 

This double modeling makes phrase-based SMT able to deal, for example, with idiomatic 

expressions or translation ambiguities introduced by polysemous words. One example of a 

potentially problematic construction that a phrase-based SMT system could handle would be 
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the translation into Spanish of blind date. The translation model of a phrase-based SMT 

system can contain the association between blind date and the Spanish equivalent cita a 

ciegas, so it can differentiate date as meaning appointment and date as meaning day of the 

month or year. 

The improvement of phrase-based SMT over word-based SMT has been demonstrated 

in numerous studies (Och & Ney, 2004; Federico & Bertoldi, 2005; Zhao et al., 2004; 

Chiang, 2005; Zens et al., 2002; Koehn et al., 2003, among others). Nevertheless, phrase-

based SMT has its own issues. Lopez (2008) and Koehn (2010a) have pointed out the 

difficulty of phrase-based SMT to deal with long-distance dependencies and recursion 

without resorting to computationally expensive operations.  

The device of recursion, as Tomalin (2007) remarks, has been the object of study of 

syntactic theories since the 1950s. Pinker and Jackendoff define recursion as “consist[ing] of 

embedding a constituent in a constituent of the same type” (2011, p. 11). This implies that a 

noun phrase acting as a subject or an object can be extended, and the extension itself 

extended, by embedding a relative clause (in itself similar in structure to the original 

sentence). Corballis (2011, p. 6) illustrates this phenomenon with the sentence Jane who flies 

airplanes that exceed the sound barrier loves John who is prone to self-doubt. For Kinsella, 

said sentence is an example of “recursive embedding lead[ing] to the existence of long-

distance dependencies” (2007, p. 119). It is easy to see how the flat representation of 

language that phrase-based SMT systems operate on does not constitute an effective way of 

capturing the relation between the proper noun Jane and the distant verb loves. 
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In addition, some languages pose more challenges to SMT than others. 

Morphologically rich languages like Basque and German are problematic for MT in general, 

and for phrase-based SMT in particular, especially when the translation is done into them. 

(Ueffing & Ney, 2003; Koehn, 2005). The translation and language models of pure SMT 

systems (i.e., SMT systems that do not incorporate any linguistic information) work on 

surface forms (e.g., car and cars are considered distinct tokens and not variations of the same 

lemma). Therefore, not only it is more difficult to collect translation statistics for 

morphologically rich languages, it is also more likely that, when presented with a new text to 

translate, it contain word forms that were not present in the texts used to train the system and, 

therefore, is unable to translate.  

Koehn (2005) built 110 SMT systems using data in 11 languages from the European 

Parliament Proceedings and reports on their BLEU scores. He found that, for example, the 

SMT systems translating from German have higher BLEU scores (i.e., higher quality) than 

those translating into German. The worst-performing SMT systems were those translating 

into Finnish, a highly agglutinative language.  

An extension of phrase-based models, midway to syntax-based models, are 

hierarchical phrase-based models (Chiang, 2005). Hierarchical phrase-based models are 

better equipped to deal with long-distance dependencies and recursion than phrase-based 

models because they can represent the type of embeddings that occur in natural languages. 

Whereas in phrase-based SMT phrases have to be composed of contiguous words, the 

hierarchical model allows for the representation of translation phrases with non-contiguous 

words, or translation phrases within translation phrases. Although hierarchical phrase-based 

models use synchronous context-free grammars to represent the equivalences between source 
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and target language, these are not syntactically motivated.8 For instance, from the English-to-

Spanish parallel sentence Switch the computer on | Enciende el ordenador the following 

synchronous context-free rule could be extracted: Y →〈 Switch X on , Enciende X >.9 A 

regular phrase-based system would not be able to learn from the above sentence a translation 

phrase containing only switch and on. 

2.1.4 Syntax-based statistical machine translation 

The motivation for syntax-based SMT (Melamed, 2004; Liu, Liu, & Lin, 2006; 

Yamada & Knight, 2001, among others) is to address the limitations of phrase-based SMT 

mentioned in the previous section, by using the more intuitive device of tree structures. Tree 

structures are for Crystal, “a convenient means of displaying the internal hierarchical 

structure of sentences” (2008, pp: 494-495) and are therefore suited for representing 

sentences and driving the restructuring process between source and target. Synchronous, 

syntactically informed grammar representations learned from data are used to represent the 

equivalence between source and target language, with trees incorporated in either source, 

target or both languages. As DeNeefe et al. explain, syntax-based SMT “seek[s] to directly 

model the relations learned from parsed data, including models between source trees and 

                                                 
8 Synchronous indicates that the rules apply to two languages; context-free, that rules concerning a particular 

symbol can be applied irrespective of the symbols around it. In the example given in the same paragraph the rule 

Y will apply regardless of what precedes or follows Switch X on and Enciende X. 

9 X is a non-terminal symbol (i.e., it can be replaced by other symbol(s)) but it does not represent any particular 

syntactic function, e.g., Noun Phrase. 
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target trees … source trees and target strings … or source strings and target trees” (2007, p. 

1). 

For DeNeefe et al., one advantage of syntax-based SMT “is that outputs tend to be 

syntactically well-formed, with re-ordering influenced by syntactic context and functions 

words introduced to serve specific syntactic purposes” (p. 1).  

Finally, syntax-based SMT systems have been found to perform not only at levels 

comparable to phrase-based SMT systems but also to outperform them in some cases (Koehn, 

2010a). At the time of writing, syntax-based SMT is not a very active research topic as most 

efforts are nowadays devoted into the Neural Machine Translation (NMT) paradigm, 

described in the next section.  

2.2. Neural Machine Translation 

MT research has rapidly transitioned from SMT to NMT, an approach to MT based 

on artificial neural networks (ANN), an architecture inspired on biological neural networks.  

A typical ANN is composed of nodes which are distributed in layers through which 

information flows. External information enters the system through the input layer. The input 

and output layers are themselves connected through one or more hidden layers, so called 

because, while one can see the inputs and outputs to an ANN, the mechanism that connects 

them is unknown. Except for the nodes in the input layer, nodes receive inputs from one or 

more nodes in the network through connections that may be weighted to reflect the relative 

value of each input. Once the sum of weighted inputs to a node exceeds the node’s activation 
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level (what is called the node’s threshold and can be reformulated as the bias), the sum is 

passed to a non-linear activation function, whose output might then propagate to another node 

or nodes or exit the system through the output layer.10 The use of such non-linear activation 

function together with the hidden layer(s) make ANNs a powerful mechanism for machine 

learning tasks such as image and speech recognition. ANNs in which information moves only 

in one direction, i.e., from input to output, like the one described above, are called 

feedforward neural networks. When information can also be fed back, they are called 

recurrent neural networks.  

One of the areas ANNs have been applied to is language modeling, which has 

applications to SMT. The word representations used by neural architectures (i.e., word 

embeddings, described a few paragraphs below) are better at exploiting similarities between 

words. Hence, neural language models are better prepared than n-gram models to predict 

word sequences that were not in the training set but that have similar semantical or 

grammatical roles to those that were. For instance, the neural language model of Bengio, 

Ducharme, Vincent, and Jauvin (2003), the first to introduce the above-mentioned word 

representations, obtained perplexity scores between 10% and 20% lower than for the state-of-

the-art smoothed trigram models.11 

                                                 
10 Examples of non-linear functions are the sigmoid and the hyperbolic tangent. 

11 Perplexity is a measure of language model quality: the better quality the language model (i.e., the better it 

models unseen text), the lower the perplexity. Smoothed n-gram models assign non-zero probabilities to n-grams 

that were not seen during training, to deal with data sparsity issues. 
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Neural language models have been successfully used as features of SMT applications, 

improving the baseline results obtained with n-gram language models. For instance, 

Schwenk, Déchelotte, and Gauvain (2006) trained a neural language model which was then 

used to rescore the list of candidate translations of a word-based SMT system. Devlin et al. 

(2014), on their part, presented a neural network joint model, i.e., a neural language model 

where probabilities were conditioned not just on the previous target words but also on words 

in the source text. 

Later research focused on creating a single, large neural network for end-to-end MT. 

Forcada and Ñeco (1997) and Castaño, Casacuberta and Vidal (1997) had already proposed 

this single-model approach, and recently, greater computational power brought on a re-

emergence of neural network research applied to language tasks. 

Just like an SMT system, an end-to-end NMT system requires a training set of inputs 

and outputs, i.e., a parallel corpus, to learn the task of translation. During training, a learning 

algorithm automatically adjusts the weights and bias of the network to produce a model that 

minimizes the error between the training output and the network output. Once the network 

has learned, i.e., once it produces an output that matches the desired output, it can be used to 

translate new text. Training several ANNs for the same task —the so-called ensemble 

learning— and combining their predictions has been found to generally produce better results 

than training a single network. 

The first end-to-end NMT models were based on the encoder-decoder approach (Cho, 

van Merriënboer, Gülçehre, Bougares, Schwenk, & Bengio, 2014; Sutskever, Vinyals, & Le, 

2014). Under this approach, an input of variable length (the source sentence) is encoded by a 
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neural network into a fixed-length vector which is then decoded by another neural network, 

one word at a time, into a target sentence. The encoder and decoder are trained jointly to 

maximize translation. One general limitation of such approach is that, regardless of their 

length, source sentences are encoded into a fixed-length vector. In practice this means that the 

quality of translation degrades as the length of the source sentence increases. To overcome 

this degradation, Bahdanau, Cho, and Bengio (2015), and Luong, Pham, and Manning (2015) 

improved the encoder-decoder approach with an alignment mechanism, also called an 

attention mechanism. This attention mechanism allows for the encoder to encode the source 

sentence into a set of vectors instead of packing all the information into a single vector, 

making the system better at handling long sentences. At the time of writing, the encoder-

decoder approach with attention mechanism is the state-of-the-art NMT. 

The different translation approaches of SMT and NMT give them different relative 

advantages and disadvantages. For instance, to model the translation process, a phrase-based 

SMT system requires tuning the weights of features learned from several, separately trained 

components, i.e., language, translation and reordering models. In a phrase-based SMT 

system, translation takes place by breaking up a source sentence into sequences of phrases 

─which are themselves sequences of words─, and mapping them one to one, to output 

phrases, which may be reordered (Koehn, 2010a, p. 8). Conversely, NMT models the 

translation process with generally a single model, with translation being conditioned on the 

entire source sentence and the already decoded words. Intuitively, NMT’s approach is better 

than SMT’s at handling long-distance dependencies. Although conceptually simpler 

compared to SMT, NMT’s inner workings are less transparent than those of SMT, so it is 

difficult to understand why NMT makes the translation decisions it makes. 
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From NMT’s approach to translation derives another potential improvement over 

SMT’s. Under the SMT framework, internal word representations learned from the training 

process are discrete and distinct strings, e.g., the word representation for boy is distinct from 

the word representation for man. This means that a sentence seen during training containing 

the word boy does not provide any information as to how to translate a sentence with the 

word man. Therefore, the system cannot exploit the semantic or syntactic similarities between 

both words. In contrast, NMT maps source words to continuous low-dimensional vectors 

called word embeddings, which are structures that can leverage the similarities or relatedness 

of different words. For instance, a 300-dimensional representation of the word ‘the’ would be 

an array of 300 numbers like this: W(‘the’) = (0.418, 0.24968, -0.41242, 0.1217, 0.34527, -

0.044457, … n300 ). Although vectors may look meaningless on their own, vectors 

representing similar words will often be similar. This allows the system to generalize better to 

new or rarely seen words and produce new translations. However, this may result in the NMT 

system mistranslating into words that fit in the context but that have no relation to the source 

word (Arthur, Neubig, & Nakamura, 2016). 

One disadvantage of NMT relative to SMT in translation workflows is that, while the 

latter allows for system customization (e.g., with clients’ terminology), in the case of NMT, 

this feature is still in its early research stages. NMT has another, as of yet unsolved limitation 

that SMT does not: NMT is not capable of handling large vocabularies, as training and 

decoding complexity increase linearly with the number of target words in the vocabulary. 

This limitation is partially overcome by constructing the system vocabulary with the most 

common words. As an example, vocabulary size in Bahdanau et al.’s (2015) was 30,000 

words and 80,000 words in Sutskever et al.’s (2014). This means that the training set 

necessarily does not contain a large number of words, and it will contain some with not 
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enough frequency to have learned how to translate them. Sutskever, et al. (2014) and 

Bahdanau et al. (2015) found that translation quality degrades quickly when the NMT system 

is faced with source sentences containing many rarely or never seen words. This limits the 

potential generalization advantages that word embeddings provide, and it is particularly 

problematic for agglutinative languages like Finnish or languages that allow for very long 

compound words, like German.  

A number of strategies have been proposed to alleviate the problem of rare and 

unseen words, all resulting in quality improvements over the baseline system, measured with 

BLEU and other AEMs. For instance, Luong, Sutskever, Le, Vinyals, and Zaremba (2015) 

and Jean, Cho, Bengio, and Memisevic (2015) propose handling rarely seen words by adding 

word-alignment information between source and target words. As for unknown words, i.e., 

words that do not appear in the training set, these are copied as they are from source to target 

text and then looked up in a separate dictionary. Sennrich, Haddow and Birch (2016b) point 

that this strategy is reasonable for proper nouns, but not for other cases, such as unknown 

words produced by morphological derivation. They subsequently propose dealing with both 

rare and unknown words by representing them in source and target as sequences of subword 

units (e.g., lower would be segmented into low er). Chung, Cho and Bengio (2016) also 

propose encoding words at the subword level, following Sennrich et al. (2016b), but decoding 

them at the character level. Luong and Manning (2016) propose a hybrid approach: translate 

at word-level and, when dealing with unknown words, at the character level. 
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In terms of resources, training an NMT system is computationally expensive: 

nowadays, it may take several weeks on a state-of-the-art GPU compared to two days or so 

on a CPU for an SMT system.12  

Most research publications on NMT include quality evaluations, usually relative to 

previous NMT systems and state-of-the-art SMT systems. The next section reviews empirical 

findings on the translation quality of different NMT systems, usually released as part of 

public MT evaluation campaigns.  

2.2.1 Quality of NMT systems 

The annual workshops on Machine Translation (WMT) aim at promoting MT 

research efforts by evaluating state-of-the art MT systems. To this end, the organizers share 

data resources such as training and test sets, and announce evaluation tasks such as 

translation in the IT or news domains. Different institutions can submit their MT systems for 

evaluation, allowing to draw comparisons between different MT systems. Evaluation is 

conducted both with AEMs such as BLEU and with human evaluations. Since 2015, NMT 

systems have achieved state-of-the-art results in different language pairs in the public 

evaluations conducted as part of the WMT (Bojar et al., 2015, 2016, 2017).  

The WMT 2015 campaign featured ten language directions (Czech, German, French, 

Finnish and Russian to and from English) in the general news domain. Only one of the 24 

                                                 
12 A GPU (Graphics Processing Unit), originally designed for graphics processing, has a highly-parallel 

architecture consisting of thousands of processing units (cores), while a CPU (Central Processing Unit) has a few 

cores and is designed for sequential processing.  
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submissions was an NMT system (that of Jean, Firat, Cho, Memisevic, & Bengio, 2015), and 

did not quite achieve the performance of SMT systems. While not officially participating in 

WMT 2015, Jean, Cho, Bengio, and Memisevic (2015) and Luong, Pham and Manning 

(2015) trained and evaluated their NMT systems using data made available during the WMT 

2014 and WMT 2015 editions, obtaining comparable or better results than the best 

participating SMT systems in certain language pairs. Specifically, the English-to-French 

NMT system of Jean, Cho, Bengio, & Memisevic (2015) had a BLEU score of 37.19. The 

best system in WMT 2014, the SMT system of Durrani, Haddow, Koehn and Heafield (2014) 

had a comparable BLEU score of 37.03.  

For English-to-German, the best system at WMT 2015, that of Buck, Heafield and 

van Ooyen (2014), had a BLEU score of 20.67; Jean, Cho, Bengio, & Memisevic’s (2015) 

BLEU score was 21.59, and Luong, Pham and Manning’s (2015) was 23.  

Twelve language directions (Czech, Romanian, Turkish, Russian, German and 

Finnish to and from English) were present in the WMT 2016 campaign’ news translation 

task. WMT 2016 saw NMT systems outperforming SMT systems in almost every language 

direction. The best system (Sennrich, Haddow, & Birch, 2016a) participated in eight 

language directions (all except pairs involving Finnish or Turkish). The system was based on 

the encoder-decoder approach with attention mechanism of Bahdanau et al. (2015), dealing 

with rare and unknown words at the subword level. Human evaluations ranked it in first 

place, tied in some cases to other MT systems, in all pairs except for Russian-to-English, 

which was ranked in the fifth place. As for evaluations with BLEU scores, it was ranked first 

in five of the eight language directions it participated in.  
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Reflecting the ever-growing popularity of neural methods, in the WMT 2017 

campaign, most submissions were NMT systems. Fourteen language directions (Chinese, 

German, Latvian, Russian, Finnish, Turkish and Czech to and from English) were present in 

the WMT 2017 campaign’ news translation task. The best-performing system, with ties, was 

that of Sennrich et al. (2017), which held first place in 11 out of 12 language directions it 

participated in (all pairs except combinations involving Finnish).  

The International Workshop on Spoken Language Translation (IWSLT) organizes 

evaluation campaigns like those of WMT, but for the translation of spoken languages. As part 

of the evaluation campaign of IWSLT 2016, Luong and Manning (2015) investigated the 

effectiveness of NMT in the spoken language domain through domain adaptation. They 

found that an NMT system trained with data from one domain can be successfully adapted to 

a different domain with little additional training data. Specifically, they adapted the English-

to-German NMT system of Luong, Pham & Manning (2015) —originally trained on 4.5 

million sentence pairs, released as part of the WMT 2014 campaign— by adding 200K 

additional sentence pairs of the spoken language domain (manual transcripts and translations 

of TED talks). The resulting system yielded a BLEU score of 31.40, outperforming the 

baseline, non-adapted NMT system by 3.8 BLEU points, and the best system in the IWSLT 

2014, that of Freitag et al., (2014) —a combination of syntax- and phrase-based systems— , 

by 5.2 BLEU points. 

Bentivogli, Bisazza, Cettolo and Federico (2016) conducted an MT quality evaluation 

going beyond the use of BLEU scores. They analyzed MT errors by examining the post-edits 

made by professional translators on the outputs of four state-of-the-art MT systems (one 

NMT and three phrase-based SMT systems) participating in the IWSLT 2015 English-to-
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German TED talks translation task. They found NMT results in fewer errors in all three 

categories analyzed: lexical (-17%), morphological (-19%), and word order (-50%). They 

nevertheless found that, even though translation quality degraded in both paradigms when 

translating long sentences (> 35 words), this degradation was faster for NMT. 

As part of their technical reports, the teams behind commercial applications of NMT 

may release translation quality evaluations. At the time of writing, Microsoft, Google, 

Systran and WIPO have deployed online NMT systems13, with the latter three releasing 

quality evaluations (Crego et al., 2016; Wu et al., 2016; Junczys-Dowmunt, Dwojak, and 

Hoang, 2016, respectively). They all report NMT results in higher quality, as measured with 

AEMs and sometimes human evaluations, than SMT approaches.  

In summary, MT quality has experienced a tremendous improvement in quality since 

Brown et al.’s (1988) first word-based SMT proposal, with NMT currently showing very 

exciting and promising results across a range of languages.  

The next section focuses on reviewing empirical studies on translation productivity in 

MT-assisted scenarios. 

  

                                                 
13 Available, respectively, at https://translator.microsoft.com/neural/; https://translate.google.com/; https://demo-

pnmt.systran.net/production and https://patentscope.wipo.int/translate/translate.jsf.  

https://translator.microsoft.com/neural/
https://translate.google.com/
https://demo-pnmt.systran.net/production
https://demo-pnmt.systran.net/production
https://patentscope.wipo.int/translate/translate.jsf
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3. Literature Review  

In the first section of this chapter, i.e., Section 3.1, I present a definition of post-

editing (PE) according to several key considerations. In Section 3.2 I present a discussion of 

various methods of measuring PE effort, with a focus of their application to PE productivity 

studies and factors whose effects on PE productivity have been investigated. Next, in Section 

3.3, I provide background information on Interactive Translation Prediction (ITP), with a 

focus on productivity findings of empirical studies. Then, in Section 3.4, I review the main 

PE skills and competences identified in previous studies. Next, I report the findings on 

translators’ perceptions of MT assistance in Section 3.5. Finally, in Section 3.6, I present a 

summary of the relevant research gaps this work aims to address. 

3.1 Definition of Post-editing 

PE has been defined by many authors (McElhaney and Vasconcellos, 1988; Krings, 

2001; O’Brien, 2011, among others), with different wordings, as a process aimed at 

correcting machine translated output. In this section, PE is further characterized according to 

several considerations, i.e., degree of intervention in the machine-translated text (Section 

3.1.1); medium used to post-edit (Section 3.1.2); who or what engages in PE (Section 3.1.3) 

and access to the source text and knowledge of the source language (Section 3.1.4). 

In the context of this thesis, PE is the process whereby human, professional translators 

apply on-screen corrections to machine-translated texts while having access to the original 

text. 
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3.1.1 Degree of intervention in the machine-translated text 

It is common in academic texts to characterize PE in terms of the extent and volume 

of the corrections applied to the machine output. One of the first to make this classification 

was Löffler-Laurian (1986, see also 1996) using the terms post-édition rapide and post-

édition conventionnelle (fast PE and conventional PE). Similar categorizations can be found 

in Wagner (1985), with the terms rapid and full post-editing; Hutchins and Somers (1992), 

who use the terms minimal and thorough post-editing and Allen (2003), who uses minimal 

and full post-editing.  

However these concepts are referred to, the general consensus in the relevant 

literature is that, while both PE processes should aim at producing a comprehensible and 

accurate text, only full PE should be concerned with stylistic issues. Wales acknowledges that 

it is very difficult to provide a definition of style, but she nevertheless ventures that “at its 

simplest, style refers to the perceived distinctive manner of expression in writing or 

speaking” (1989, p. 397). In other words, style refers to how one writes or speaks, something 

that, applied to translation, is summarized in Boase-Beier’s words: “in any case … translation 

is concerned with reflecting not only what is said, but how it is said” (2014, p. 394). Boase-

Beier was mainly concerned with literary translation, but style considerations apply to other 

types of translation. For Taylor, the “translation difficulties [of technical and scientific texts] 

lie … at the level of lexicogrammar and style” (1998, p. 26). Regarding the nature of stylistic 

corrections when engaging in scientific and technical translation, Wright provides German-

to-English translation examples where stylistic considerations require “significant lexical, 

syntactic and even organizational transformations at the macrotextual level” (1993, p. 70).  
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In spite of the apparent theoretical consensus that style is what separates full from 

light PE, when it comes to implementing a PE task, issues arise. Allen acknowledges that the 

interpretation of what constitutes minimal corrections varies from one translator to another, 

noting that “posteditors constantly struggle with the issue of the quantity of elements to 

change while also keeping the translated text at a sufficient level of quality” (2003, p. 298). 

O’Brien (2010), citing a Translation Automation User Society (TAUS) report of the same 

year, questions the relevance of this distinction, arguing that the tendency among translators 

is, anyway, to engage in full PE. In an industry context, Rico Pérez (2012), drawing from 

O’Brien (2012) proposes a tool that helps the decision-making process of post-editors by 

considering not only project characteristics like domain or type of MT engine, but also 

contextual information such as the communicative channel of the document.  

From a practical perspective, the degree of intervention of the post-editor in the 

machine-translated text is, among other factors, determined by the quality expectations of the 

final text. O’Brien takes into account this aspect when she adds that PE is done “according to 

specific guidelines and quality criteria” (2011, p. 1). These quality criteria or expectations 

vary according to the intended audience of the post-edited text: while text meant to be 

published usually requires the highest quality standards, text that is meant, for example, to be 

internally distributed in an organization, can be of good enough quality. There is, therefore, a 

significant difference between the perception of the final product of translation, traditionally 

aiming at producing high-quality texts, and that generally associated with PE. In fact, the 

view that PE implies less stringent quality standards is shared by some authors. One of them 

is Senez (1998), who, in her paper describing the European Commission’s PE services, lists 

another factor ─besides that non-publishable use of the final text─ that makes a good case for 

PE as opposed to traditional translation: the client needs an urgent version of the text in 
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another language. Analyzing the (expected) product of the PE process, she stresses that while 

the reliability of the post-edited content (i.e. the traditional ‘adequacy’ judgment of MT 

evaluation) is vitally important, style becomes secondary. 

Apart from the intended quality level of the final text, there is another significant 

factor, determining the a priori degree of intervention in the machine-translated text: MT 

quality. Authors like Wagner (1985) have warned against assuming that each process (light 

and full PE) leads towards one and only product, i.e., light PE to comprehensible and 

accurate text and full PE to comprehensible, accurate and stylistically good text. She rightly 

points out that if the MT output is of very poor quality, a lot of corrections will be needed to 

nevertheless achieve a low quality level, whereas if the quality level of the MT output is high, 

a minimal amount of corrections can be enough to produce a ‘human-like’ quality. This is 

indeed the approach taken in the set of generic PE guidelines published by TAUS-CNGL 

(2011). They argue that a characterization of PE should not be made according to the degree 

of human intervention but rather according to the quality of the final product, using instead 

the terms ‘good-enough quality’ and ‘quality similar or equal to human translation’. 

3.1.2 Medium used to post-edit 

In his seminal book, Krings carried out on-paper and on-screen PE experiments, 

finding that PE with paper and pencil was faster. However, as the book editor remarks (2001, 

p. 18), PE on paper cannot be seen as an efficient method, as someone else would have to 

enter those corrections in electronic format, therefore cancelling any potential time savings. 

Nowadays, PE is carried out on-screen, using a keyboard and a mouse. While practically 

every experimental setting described in current PE literature involves using a keyboard and a 

mouse to enter on-screen corrections, there is a recent emerging research trend focusing on 



 

32 

other types of human-computer interaction (HCI). One of them is online handwritten text 

recognition (HTR), a technology whose goal is to recognize handwritten text elements, such 

as sentences, words, and characters. Alabau and Casacuberta (2012) and Alabau, Sanchís-

Trilles and Casacuberta (2014) applied HTR to the task of correcting machine-translated text, 

by simulating a PE situation involving an electronic pen and a tablet. In their experiment, 

supplementing a baseline HTR system with information given by the MT system, such as 

translation and alignment probabilities, resulted in a more robust HTR system. While the 

focus of their experiment was not to assess whether PE with an electronic pen and a tablet 

proved to be beneficial over PE on screen, their findings might contribute to further research 

in this direction, as more robust HTR systems might help make the electronic pen and tablet 

an efficient PE medium.  

3.1.3 Who or what engages in post-editing  

The general consensus in most of the PE literature is that a post-editor must be a 

translator. McElhaney and Vasconcellos (1988) were among the first scholars to advocate 

this view, remarking that “post-editing is and will continue to be for a long time the work of 

the professional translator … the translator is the one best able to pick up errors in the MT”. 

They further acknowledge the role of experience when they assert that “the more experienced 

they are, the more effective they will be” (p. 142). Likewise, Arnold, Balkan, Meijer, 

Humphreys, and Sadle state that “usually the person best equipped to do [PE] is a translator” 

(1994, p. 2). Krings holds the same view when he points out that “only a translator can judge 

the accuracy of a translation” (2001, p. 12). The arguments in favor of the adequacy of 

translators for PE tasks are therefore based on the premise that whatever it is that makes a 

good translator, it also makes a good post-editor. That does not imply, however, that post-
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editors might not benefit from additional or different knowledge or skills than those of a 

translator, a subject I touch upon in Section 3.4. 

A special type of PE, known as Automatic Post-Editing (APE), seeks to correct 

machine-translated texts automatically, i.e. without human intervention. APE can be applied 

to the output of any MT system, either to adapt it to a different domain (Isabelle, Goutte, & 

Simard, 2007) or to improve the quality of raw MT.  

Approaches to APE have been based on linguistic rules (Guzmán, 2008; Mareček, 

Rosa, Galuščáková, & Bojar, 2012; Rosa, 2014), statistical methods (Knight & Chander, 

1994; Simard, Ueffing, Isabelle, & Kuhn, 2007; Simard, Goutte, & Isabelle, 2007; Isabelle et 

al., 2007; Béchara, Ma, & van Genabith, 2011) and, recently, on neural methods (Junczys-

Dowmunt & Grundkiewicz, 2016; Libovický, Helclý, Tlusty, Bojar, & Pecina, 2016, 

Chatterjee et al., 2017). A number of MT weaknesses have been addressed by APE, resulting 

in improvements relative to the raw MT. Some examples include translation into 

morphologically-rich languages like Czech (Rosa, 2014; Mareček et al., 2012); determiner 

selection for English noun phrases in Japanese-to-English MT (Knight & Chander, 1994); 

deletion errors in Chinese-to-English MT (Ma & McKeown, 2009) and adequacy issues in 

Arabic-to-English (Parton, Habash, McKeown, Iglesias, & de Gispert, 2012). While the APE 

component in the above studies resulted in better MT quality overall, both Dugast, Senellart, 

& Koehn (2007) and Parton et al. (2012) also report some negative effects. The latter mention 

that a very low percentage of sentences end up with lower adequacy ratings after running the 

APE, while the former give a full error categorization and possible lines of research to reduce 

them.  
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The APE systems participating in the shared tasks of the three most recent MT 

evaluation campaigns, i.e., WMT 2015, 2016 and 2017 (Bojar et al., 2015, 2016, 2017) use 

the same baseline MT systems, training data, language directions and evaluation procedures, 

so their efficacy can be benchmarked. The focus of the APE shared task of the WMT 2015 

was correcting English-to-Spanish machine translations of news texts. During this evaluation 

campaign, none of the four submitted statistical APE systems improved the quality of the 

baseline, unmodified MT output. One possible explanation for this result was that news texts 

were not repetitive enough for a statistical APE component to find a pattern in the training set 

that can be applicable in the test set (Bojar et al., 2015).  

The results obtained in 2015 led to the choice of English-to-German machine 

translations of IT texts for the APE task of the WMT 2016 campaign, as restricted domains 

are more likely to be repetitive and have reduced vocabularies (Bojar et al., 2016). Moreover, 

while in the WMT 2015 the post-edits used for training the APE component were done by 

non-professional translators, in the WMT 2016, they were done by professional translators. 

The results obtained in the WMT 2016 campaign were more favorable for APE. Specifically, 

three of the six submitted APE components produced texts with better quality that the 

baseline system they modified, measured both through AEMs (TER and BLEU) and human 

evaluations. Of those three APE components, the top-ranked one —improving the baseline 

system by 5.54 BLEU points— used an end-to-end neural architecture (Junczys-Dowmunt & 

Grundkiewicz, 2016).  

The increase in popularity of neural methods was evident in WMT 2017, with all 

seven APE submissions being neural end-to-end solutions. All submissions improved the 

overall quality of the baseline MT system in the translation of domain-specific data in the IT 
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and pharmacological fields to different extents —from 0.3 to 7.6 BLEU points—, pointing at 

neural methods as a good strategy to reduce the gap between MT output quality and human 

translation quality.  

3.1.4 Access to the source text and knowledge of the source language 

Monolingual PE is used to define PE where the post-editor has no knowledge of the 

source language or no access to the source text. In these conditions, it is easy to see how 

monolingual PE presents its own additional challenges compared to traditional PE. Albrecht, 

Hwa, & Marai (2009) cite the Chinese transliteration of Japanese names as an example of a 

major hurdle for post-editors with no knowledge of the source language. For Koehn (2010b), 

there are some problems that monolingual post-editors cannot overcome unless presented 

with translation options. He gives one example of this when, in the Chinese to English task, 

the surname Johndroe was translated into Chinese by the MT as Strong zhuo, which in turn 

was post-edited as Qiang Zhuo. 

Somewhat unsurprisingly, monolingual PE has been found to improve the quality of 

machine-translated texts (Albrecht et al., 2009; Koehn, 2010b; Mitchell, Roturier, & O’Brien, 

2013), although it has not reached the improvement level of bilingual PE yet. While 

professional translators will most likely not obtain any direct benefit from working in such a 

setting, the field of MT development benefits, by using post-edited data as training for MT 

systems. Eventually, if MT systems get better as a result of being trained on data obtained 

from monolingual PE, professional translators could indirectly benefit too, by having access 

to better MT systems. 
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Koehn (2010b) found monolingual post-editors to be slower and produce fewer 

correct sentences than bilingual post-editors. Although with individual variations, he found 

that the PE speed of most monolingual translators was roughly 500 words per hour, i.e. the 

lower range of bilingual PE. As for the quality dimension, monolingual translators produced 

on average translations that were 35% correct for Arabic-English and 28% correct for 

Chinese-English, compared to bilingual post-editors producing 61% and 66%, respectively.  

Albrecht et al. (2009) asked non-Chinese speakers to correct Chinese-to-English 

translations in several domains. They set up two scenarios: in the first, the MT output would 

be post-edited without any aid and, in the second, linguistically-motivated visual aids were 

provided to help identify MT errors (e.g., word alignment, glosses for words and characters, 

source sentence syntactic annotation and concordances). In their first setting, where post-

editors did not have access to the source text nor any visual aids, they found that post-editors 

with knowledge of Natural Language Processing (NLP) produced better-quality (i.e. 

adequate) post-edited texts that those without said knowledge. Interestingly, when post-

editors had prior knowledge of the source text domain, no statistically significant quality 

improvements were reported. This is in stark contrast to the determining positive role that 

subject matter knowledge has been found to have on the quality of post-edited texts with 

access to the source text (McElhaney & Vasconcellos, 1988; Temizöz, 2013). Their second 

setting, where linguistically-motivated visual aids were available, resulted in significant 

improvement of the quality of post-edited texts compared to PE without any visual aids. Two 

observations are in order, though. Firstly, the quality measure they used focused exclusively 

on adequacy, leaving fluency aside. And secondly, the quality increase in the second setting 

came at the expense of time. The use of visual aids naturally slowed down the PE process, 

with post-editors taking two and a half times as long when using the visual aid than when 
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they did not. This scenario is clearly not of interest to professional translators, but possibly to 

volunteer translators, an aspect Albrecht et al. (2009) acknowledge when they state that 

“because users are motivated to understand the documents, they may willingly spend time to 

collaborate and make detailed corrections to MT outputs” (2009, p. 67).  

Schwartz, Anderson, Gwinnup, and Young (2014) conducted a PE experiment where 

native English post-editors had access to the source text but no knowledge of the source 

language (Russian) except for one of them who had some very basic notions of the language. 

Post-editors were presented with sentence alignments as a visual aid, following Albrecht et 

al. (2009). While the time spent on the task was not recorded, the quality of the post-edited 

texts was measured with two different quality scales, obtaining two very different results. 

First, a binary quality scale (correct/incorrect) is used. This scale is borrowed from Koehn 

(2010b), who defines a correct translation as “a fluent translation that contains the same 

meaning in the document context” (p. 541), i.e., a strict quality standard, such as one used for 

publishable texts. This binary scale resulted in a percentage of correct translations varying 

from 44.8% to 72% between post-editors. Schwartz et al. (2014) then used an error-based, 

looser quality scale, adapted from Albrecht et al. (2009). With this scale, results showed that 

87.8% of the monolingually post-edited sentences were correct. This divergence highlights 

the influence of different quality scales and standards on PE quality results.  

3.2 Measuring Post-Editing Effort 

Krings argues that “the question of post-editing effort is the key issue in the 

practicality of the machine translation systems” (2001, p. 178). Quantifying PE effort can 

hence help determine the degree (if any) to which PE is more cost-effective than translating 
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from scratch. Krings’ influential classification distinguishes three dimensions of PE effort: 

(1) temporal, (2) cognitive, and (3) technical. Temporal PE effort is concerned with time 

expended on the task. Cognitive PE effort involves identifying the errors in MT output and 

devising correction strategies. Lastly, Technical PE effort refers to the implementation of the 

corrections previously identified, through deletions, insertions, reorderings or a combination 

of all those operations.  

According to Krings, temporal PE effort is a combination of cognitive and technical 

PE efforts, with cognitive PE effort having the major influence on temporal PE effort. For 

Lacruz, Denkowski and Lavie it is “too simplistic” (2014, p. 77) to think that the time spent 

on the PE task is the sum of the time spent thinking and typing, as these two actions might 

overlap or affect each other.  

Generally, empirical studies assess PE effort along more than one dimension in order 

to achieve a better understanding of the phenomenon. For example, O’Brien (2011) measured 

PE effort in terms of temporal and cognitive effort. One common observation to consulted 

empirical studies is that PE effort varies across subjects, languages and texts. 

Temporal PE effort and technical PE effort are usually measured in the context of PE 

productivity studies, which are discussed in Section 3.2.1 and Section 3.2.2. Temporal effort 

is usually measured as PE speed, generally given as amount of words or sentences post-edited 

per unit of time. Technical effort is generally measured via semi-automatic evaluation metrics 

such as HTER (Human Translation Edit Rate; Snover et al., 2016), that measure the edit 

distance, i.e. the number of mechanical operations such as insertions, deletions and 

substitutions necessary to convert the MT output into its (sometimes minimally) post-edited 
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version. Blain, Senellart, Schwenk, Plitt and Roturier (2011) propose measuring technical PE 

effort with an alternative to semi-automatic evaluation metrics: what they call post-editing 

actions (PEAs). PEAs are linguistically-motivated edits. For example, substituting a noun for 

another one with different gender might entail changing the gender of any of its modifiers. 

These are propagated changes that do not count as separate edits but instead are all part of a 

single PEA. 

Unlike temporal or technical effort, however, cognitive effort cannot be observed 

directly. Therefore, insights into it have been gained by using indirect methods. For instance, 

Lacruz, Shreve and Angelone (2012), Lacruz et al. (2014), Green, Heer and Manning (2013), 

and Lacruz and Shreve (2014) all found that pauses during the PE process are indicative of 

cognitive effort. In these studies, pause data was elicited through one or more of the 

following techniques: keystroke logging, mouse activity logging, and eye-tracking data. 

Krings (2001), in contrast, used a different technique to quantify cognitive effort: a type of 

verbalization protocol commonly known as the Think Aloud Protocol (TAP), where subjects 

involved in PE are asked to verbalize everything that crosses their minds while carrying out 

the PE task. This method, however, has been widely criticized in the key literature for 

reliability and validity reasons. Yet another method of measuring cognitive PE effort, i.e., 

Choice Network Analysis (CNA), is proposed by O’Brien (2005, 2006). Under the CNA 

framework, items that are translated in the same way by all translators are assumed to be 

cognitively easy, while items that are translated with a range of translations are assumed to be 

cognitively difficult.  

In a different context, that of assessing the impact of controlled language on the PE 

process, Temnikova (2010) proposes measuring PE cognitive effort by classifying MT errors 
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according to the cognitive effort, measured in time terms, involved in detecting and 

correcting those errors. Using Temnikova’s (2010) cognitive effort scales, Koponen, Aziz, 

Ramos and Specia (2012) found a connection between ranking of cognitive difficulty and PE 

time, hence pointing at temporal effort being a valid measure of cognitive effort. 

The product of measuring PE effort (e.g., edit distance measures and PE time) has 

been used as MT quality labels in the context of machine learning to rank or filter MT output 

without a translation reference, what is known as Quality Estimation (QE). It has the potential 

of benefiting translators in the sense that the translator could be presented with only the MT 

output that is worthy of PE. Specia, Cancedda, Dymetman, Turchi and Cristianini (2009) 

used human ratings of adequacy, considered a proxy for cognitive effort. Specia and 

Farzindar (2010) used HTER, and Specia (2011) used HTER, PE time and a human-judged 

measure of PE effort. 

3.2.1 Post-editing productivity vs. conventional translation productivity 

In this section I review the PE productivity findings of recent empirical studies, 

focusing on how PE compares to other types of translation.  

MT quality has greatly improved since Krings (2001) not having found significant 

benefits in PE compared to full human translation.14 More recent studies find that, in certain 

settings, PE is faster and produces texts of quality comparable to or better than other types of 

translation. Among the factors that have been investigated for their influence on PE 

productivity are MT quality, source text characteristics, post-editor profile and translator 

experience. The findings of the investigations into the impact on PE productivity of these 

                                                 
14 His original research was conducted about 20 years before the book was published in English. 
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factors are reviewed in Section 3.2.2. In the PE study presented in Section 5.2 of this thesis, 

the investigative focus rests on the impact of MT quality on PE productivity. In the ITP study 

presented in Section 5.3, the focus of the study is on the impact of a novel type of MT 

assistance, i.e., Interactive Translation Prediction (ITP) on translation productivity. In both 

studies, qualitative data on translators’ background is interpreted, where possible, in relation 

with the main investigative focus. 

There is a relatively fair amount of empirical research on PE focusing on assessing 

potential productivity (i.e. process time and/or product quality) improvements over human 

translation with or without translation memories. A cursory look reveals different research 

designs, MT systems, objectives, participants, quality scales and analysis methods. It is, 

therefore, difficult to generalize their findings across subjects, texts and languages. There is, 

though, an observation common to all empirical studies: PE speed is largely subject-

dependent. For instance, varying ranges of PE speed across participants can be found in 

Krings (2001): 1.55-8.67 words per minute (wpm); Guerberof (2009): 9.60-14.13 wpm; Plitt 

and Masselot (2010): 6.66-30 wpm*; Federico, Cattelan and Trombetti (2012): 8.33-21.66 

wpm*, and Koehn and Germann (2014): 6.13-19.80 wpm*.15 Moreover, the same subject 

shows different PE speeds in different sentences. 

While most of the studies reviewed in this section make no representativeness claims, 

they serve anyway to gather interesting observations about productivity aspects of the PE 

process. From an industry perspective, at Adobe, Flournoy and Duran (2009) set up two tasks 

                                                 
15 *Speed is given in words per hour in the original papers but I converted them to words per minute for the sake 

of comparison. 
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to compare productivity in a PE setting relative to that of conventional translation. The first 

was an English to Russian, French and Spanish pilot study with about 2.8K words that 

showed that PE led to speed gains of 22-51%, compared to an average conventional 

translation daily output of 2,500 words. A follow-up real-life English to Russian and French 

200K-word localization task, showed preliminary productivity gains of about 40-45%, yet the 

final results are unknown. They found PE speed varied significantly across texts, on account 

of the quality of the MT output varying significantly as well —according to the post-editors’ 

indications, as no MT quality metrics are reported.  

At Autodesk, Plitt and Masselot (2010) carried out a productivity test with the same 

goal as Flournoy and Duran (2009). In their English to French, Italian, German and Spanish 

test, PE allowed translators to increase their productivity, in terms of speed and quality, 

against unassisted translation. While they report a phenomenal average speed increase of 

74%, they also report a high translator variability (20% - 131%). With regards to quality, they 

found the post-edited output contained fewer errors than the unassisted translation output, 

although no qualitative characterization is given for these errors. The same test did not find a 

clear correlation between number of edits and PE speed.  

At Tilde, Skadiņš, Puriņš, Skadiņa, and Vasiļjevs (2011) carried out an English-to-

Latvian localization experiment to compare the productivity of translating with the aid of a 

TM against translating with the aid of both a TM and MT. They reported an average speed 

increase of 32.9% in the second scenario. Once again, translator variability was high in both 

translation conditions, especially in the second one: one translator increased performance by 

64% while another decreased performance by 5%. Unlike previous industry studies, they 

found that MT suggestions decreased the quality of the translation, in all four measured error 
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classes: accuracy, language quality, style, and terminology. They nevertheless claimed this 

degradation was not critical for production purposes. 

At Microsoft, Groves and Schmidtke (2009), found that PE increases productivity, 

measured as PE speed, but this increase varies substantially among languages, post-editors 

and translation projects. 

Academic studies and academic-industry studies reveal perhaps more modest 

productivity gains. A similar study to Skadiņš et al. (2011) is that of Federico, Cattelan and 

Trombetti (2012), conducted as a collaboration between the Research Center Fondazione 

Bruno Kesler (FBK) and the LSP Translated srl. They too compared the productivity of an 

MT and TM workflow to that of a TM-only workflow, but with the English-to-Italian and 

English-to-German language directions. Productivity was measured not only in terms of 

processing speed but also in percentage of changes applied to the suggestions. They found 

that the MT and TM scenario leads to an average speed gain across language pairs of 27% 

relative to the TM-only scenario, with benefits being greater for English-to-Italian than for 

English-to-German and also for slower than for faster translators. As for the percentage of 

changes, it was naturally found to be lower for MT and TM than for TM. The text that was 

actually covered by TM was in both settings very low, with TMs in the 75-90% range 

accounting for about 10% of the total translated text. Hence, findings of this study provide a 

deeper insight into the benefits of MT over unassisted translation than on the benefits of MT 

and TM over TM-only assisted translation.  

At Logoscript-Universitat Rovira i Virgili, Guerberof (2009) compared the 

productivity gain of PE on the one hand and TM-assisted translation on the other, against 
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unassisted translation. She found that PE led to speed gains in the range of 13%-25% 

compared to unassisted translation, while editing fuzzy matches in the 80%-90% range led to 

a 10%-18% speed gain compared to unassisted translation. While she also reports a high 

variability among post-editors in all three scenarios, the highest of all occurs in the unaided 

condition. For Guerberof (2009), this suggests that assisting the translation process, whether 

by PE or by TM, helps reduce differences among participants. As for the quality aspect of 

productivity, post-edited output was found to contain the fewest errors of all three workflows. 

The most common errors in all three scenarios were accuracy errors as defined by the LISA 

QA model.16 

Fiederer and O’Brien (2009) compared PE and conventional translation, not in terms 

of processing speed, but of product quality. They asked human judges to measure the quality 

of translated and post-edited sentences on three levels: clarity, accuracy, and style. Clarity 

was judged as similar in both conditions. Style was judged higher for conventional 

translation, while accuracy was deemed higher for PE, with differences found to be 

statistically significant. 

García (2010) conducted an English-to-Chinese study with 14 translation trainees, 

with a generic MT engine, Google Translate. He found that PE did not lead to faster 

translation times than conventional translation. As for PE quality (measured according to the 

guidelines of the Australian National Accreditation Authority for Translators and Interpreters 

                                                 
16 Accuracy refers to how well the content of the source text is transposed into the target language. Under the 

LISA QA model, accuracy errors are subcategorized into omissions, additions, cross-references and headers/ 

footers. 
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(NAATI)), he reports similar levels to that conventional translation. In García (2011), with a 

larger sample, he found PE produced significantly better quality than unassisted translation. 

Carl, Dragsted, Elming, Hardt, and Jakkobsen (2011) conducted an experiment that 

showed PE brought about both time and quality improvements over conventional translation 

in the studied sample, but these were not statistically significant.  

In an English-to-Brazilian subtitling study with non-professional translators, De 

Sousa, Aziz and Specia (2011) found that PE was 40% faster than translating from scratch. 

The quality of each of the 12 sets of post-edited outputs produced in the study was measured 

with BLEU against multiple human reference translations and against all other post-edited 

references obtained during the PE task. The BLEU score for the post-edited texts was 69.92, 

which can be interpreted as the average overlap percentage between the post-edited texts and 

the human translations. It is, however, not possible to get insights into specific aspects of 

output quality when it is measured only with an automatic metric. 

Läubli, Fishel, Massey, Ehrensberger-Dow and Volk (2013) argue that assessing PE 

productivity in controlled environments, where translators are prevented from accessing 

external aids (e.g., Guerberof, 2009) or in specially developed PE environments (e.g., Aziz & 

Specia, 2012), while beneficial for the collection of precise measurements, it nevertheless 

provides an unrealistic picture of translators’ performance. Läubli et al. (2013) then set up a 

realistic German-to-French translation environment, with translator trainees working on a 

commercial CAT tool with access to external translation aids in two conditions: TM-assisted 

and PE. They report statistically significant gains in PE in terms of speed and quality, even if 

relative speed gains were lower (15-20%) than those achieved in other studies in controlled 
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environments. Quality was assessed a) by expert raters, using the Zurich University of 

Applied Sciences (ZHAW) internal scheme, and b) by the same participants evaluating the 

output of all other participants through pairwise ranking.17 They found PE results in 

comparable quality to TM-assisted translation. 

Green et al. (2013) conducted a PE productivity study on English to Arabic, French 

and German with professional translators. They found that not only is PE faster than 

conventional translation, it also results in better quality translations. Non-expert users ranked 

the quality of the conventionally translated sentences against the post-edited sentences in the 

micro-task crowdsourcing platform Amazon Mechanical Turk.18 

Zampieri and Vela (2014) compared the average time it took translator trainees to 

process texts in three different English-to-German scenarios: 1) without any TM, 2) with a 

TM covering approximately 66% of the text to be translated, and 3) with a TM covering 

about 72% of the text to be translated. Both TMs were produced from MT output. As 

expected, translating with the aid of a TM led to faster processing speeds than translating 

with no TM (about 29% faster in scenario two and 53% faster in scenario three).  

                                                 
17 In pairwise ranking, raters see a source sentence together with a post-edited and a translated version of that 

sentence and they have to mark the one they thought was better, or mark them as same quality.  

18 Callison-Burch (2009) proposed this method of crowdsourcing micro-tasks as a means of measuring MT 

quality, for instance, to rank MT systems against each other, or to rank different versions of the same MT system. 

He demonstrated that a combination of five non-expert judgments of MT quality collected through 

https://www.mturk.com/mturk/welcome correlated with expert judgments previously obtained.  

https://www.mturk.com/mturk/welcome
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Summarizing, the above studies strongly point at PE being overall beneficial. In spite 

of a large inter- and intra-subject variability, the majority of studies consulted show that PE 

increases the productivity (either in terms of speed, quality, or both) of most of the 

participants. With regards to speed, practically all consulted studies show that PE is faster 

than unaided translation or TM-assisted translation, to different degrees. With regards to 

output quality, results are mixed. Measuring PE quality is not as straightforward as measuring 

time, and results vary according to the quality criteria used. Identifying the main factors that 

influence translators’ productivity in a MT-assisted translation situation is no doubt an 

important concern for academic and industry studies. In the following section, I review 

different PE productivity studies focusing on the influence of those factors on PE 

productivity. 

3.2.2 Findings from studies on factors affecting post-editing productivity 

A number of MT-related factors, text-related factors and translator-related factors 

have been investigated for their effect on PE productivity. In this section I review the findings 

of such factors, namely MT quality (Section 3.2.2.1), source text characteristics (Section 

3.2.2.2) and post-editor profile (Section 3.2.2.3). 

3.2.2.1 Machine Translation quality 

Krings (2001) found that MT quality, classified by humans as of low, medium or high 

quality, correlated with PE speed. Tatsumi (2009) reported different levels of non-linear 

relations between the sentence-level MT quality of a rule-based MT (RBMT) system, 

measured with the GTM (General Text Match; Turian, Shen, & Melamed, 2003) AEM, and 

PE speed. She nevertheless acknowledged that only three post-editors participated in her 
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study and that further investigations would therefore be needed to better understand this 

possible correlation.  

De Sutter (2011) conducted an English-to-French study to investigate, among other 

aspects, whether better MT quality led to shorter PE times. Twenty-two translation students 

post-edited the output of two MT systems (one RBMT and one SMT), output that had been 

assigned fluency and adequacy scores by human judges. De Sutter found that, in spite of a 

high inter-subject variability, average PE speeds were faster for the system judged of the best 

quality, the RBMT system. Furthermore, she found more similarities —using an edit distance 

metric— between the raw and post-edited versions of the RBMT output than those of the 

SMT output. 

O’Brien (2011) investigated the correlations between MT quality, measured with two 

AEMs, i.e., GTM and TER (Translation Edit Rate; Snover et al., 2006), and PE productivity, 

measured, through eye-tracking data and PE speed. She set up an English-to-French PE study 

with professional translators who were presented with different levels of MT quality. To do 

so, she divided segments into three bands, according to their GTM score. Using arbitrary 

thresholds, segments scoring 0 to 0.4 were classified as ‘low score’; and those between 0.41 

and 0.80 as ‘medium score’; those ranging from 0.81 to 1 as ‘high score’.19 She then obtained 

TER measurements of their post-edited texts, which were tested for correlations with GTM 

and PE productivity, and found a strong correlation between PE speed and GTM and TER 

                                                 
19A GTM of 1 indicates that the machine translation and the reference translation are identical and therefore 1 is 

the highest score. 
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bands of scores.20 However, when testing for sentence-level correlations, she reports “little 

correlation” (2011, p. 15). An assessment of PE quality was out of the scope of her study.  

Yet another way of obtaining a measure of MT quality is by translators’ perceived PE 

effort. In their study with non-professional translators, De Sousa et al. (2011), found that the 

output rated by post-editors as least difficult to post-edit —according to a four-point scale— 

was indeed post-edited faster. Additionally, PE time was found to correlate with BLEU 

computed using multiple references.  

In an English-to-German translation task, Koehn and Germann (2014) investigated 

the effect of MT quality on PE productivity. In their study, four non-professional translators 

were asked to post-edit the output from four MT systems. Due to the small sample size they 

did not obtain statistically significant results showing the possible effect of MT quality on PE 

productivity measured via PE speed. However, when PE productivity was measured via the 

number of edits performed on the MT output, using the TER score (Snover et al., 2006), they 

found that the best MT system (measured via the BLEU metric and subjective scores) yielded 

a 20% productivity gain over the worst one. 

In summary, the above studies have found that better MT quality, measured via 

AEMs or by human judges, is associated to faster PE times, but have not clarified the nature 

of the relationship between both variables. Exactly how MT quality, measured with BLEU, 

                                                 
20 While, in the case of GTM the thresholds determining whether a segment falls in the low, medium or high 

category are given, in the case of TER, only the high band is reported (between 0.2 and 0). Note that a TER of 0 

indicates an exact match with the reference translation; the lowest possible quality score under TER is 1). 
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affects PE time and other aspects of PE productivity is the main focus of the PE study 

presented in Section 5.2 of this work.  

3.2.2.2 Source text characteristics 

A few studies have looked at how different source text characteristics affect PE 

productivity. In terms of sentence length, Tatsumi (2009, 2010) found that both long and 

short sentences accounted for the slowest PE speeds in an English-to-Japanese study. While 

the finding regarding long sentences may not be surprising, short sentences are prone to be 

more ambiguous and may require a higher PE effort. Using a purpose-developed quality 

metric, Zhechev (2014) found that very short sentences tended to produce either perfect or 

very bad machine translations, and, therefore, no evidence was found that short segments 

were hard or easy to post-edit.  

Green et al. (2013) conducted a PE study where they assessed PE productivity in 

English-to-Arabic, French and German. They found that both sentence length and the 

proportion of nouns in the source sentence were significant covariates in a mixed-effects 

model with PE time as dependent variable. Nunes Vieira (2013), in a French-to-English 

study, did not find a significant effect of the proportion of nouns on PE time, but found a 

small effect for prepositional phrases. For the author, different results may be explained by 

the differences in the source languages employed.  

Koponen (2012) found that long segments were classified by human judges as 

requiring considerable PE effort, even when the changes applied to them were minor, 

suggesting that long sentences involve considerable cognitive effort in identifying and 

correcting MT errors.  
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Regarding sentence complexity, Tatsumi (2009, 2010) found that one-clause 

sentences were the fastest to post-edit, followed by sentences containing one or more 

subordinate clauses. The slowest PE speeds were logged for incomplete sentences, i.e., text 

fragments lacking a subject-predicate structure, such as ´File Size´, typical of technical 

documentation. Similarly, Tatsumi and Roturier (2010) found that ambiguity and complexity 

scores correlated with technical PE effort, but not with temporal PE effort (i.e., PE speed).21 

Temporal PE effort in turn correlated moderately with a stylistic score based on a set of 

controlled language rules.22 Their findings regarding technical PE effort mirror those of 

Aikawa et al. (2007), who found that controlled language rules increase MT quality 

(measured with BLEU) and decrease PE effort, measured by the edit distance (difference in 

characters between MT output and post-edited MT output).  

Aziz, Koponen and Specia (2014) measured PE time on a subsentence level to 

investigate whether certain linguistic patterns are more difficult to post-edit that others. Their 

findings suggest that subsentence units containing verbs take longer to post-edit, and so do 

units containing sequences of consecutive noun phrases. 

In summary, the findings of the effects of characteristics such as sentence length, 

sentence complexity and sentence structure on PE time are different among studies, except 

for long sentences tending to take longer to post-edit.  Such different findings may be 

                                                 
21 These are Systran’s own complexity scores and are calculated taking into account several aspects of the source 

sentence such as proportion of ambiguous words, sentence length and prepositional phrases (Tatsumi and Roturier, 

2010). 

22 Acrolynx IQ 
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explained by different designs, language directions, methods for measuring source sentence 

characteristics, and ultimately, different levels of MT quality. 

3.2.2.3 Post-editor profile  

A series of studies have compared PE productivity between different post-editor 

profiles, namely professional translators, trainee translators, subject matter experts and lay 

users. Temizöz (2013), for instance, compared the PE productivity of professional translators 

to that of subject matter experts, i.e., engineers. Her experiment was divided into two parts, a 

translation and a revision phase. In the translation phase, ten engineers and ten professional 

translators post-edited a 482-word technical text that had been previously machine-translated 

from English into Turkish by Google Translate. In the revision phase, the engineers revised 

the text that was post-edited by the translators and vice versa. In terms of PE time and 

number of changes applied to the text, she did not find significant differences between 

groups. Neither did she find differences in PE quality between groups, provided both 

professional translators and subject-matter experts were experienced in their own profession 

and in the translation of the subject matter in question. Nevertheless, when recurring errors 

were penalized and outliers were removed, the quality of the texts post-edited by the 

engineers was found to be significantly higher than that of the texts post-edited by translators. 

As for the revision phase, she found that engineer revision brought about higher quality levels 

than translator revision, but again, only if recurrent errors were penalized.  

A study along the lines of Temizöz is that of Aranberri, Labaka, Díaz de Ilarraza and 

Sarasola (2014), who compared the PE speeds of professional translators to that of lay 



 

53 

users.23 They found that lay users were slightly faster than professional translators and that 

the use of MT increased the productivity of lay users more than that of translators when lay 

users were familiar with the text. Assessing PE productivity only with PE time, however, 

provides a partial picture of how the PE productivity of professional translators and that of 

lay users compares. 

Whether subjects in PE studies are professional translators, subject matter experts or 

students, practically all studies use native speakers of the target language. One exception is 

the Spanish-to-English study of Sánchez-Gijón and Torres-Hostench (2014), aimed at 

comparing the PE performance of native translation students against that of non-native 

translation students when the goal was producing translations of good-enough quality (i.e. 

disregarding stylistic issues). Their results showed substantial variability, with only some 

non-natives being suitable for PE tasks, presumably the ones with better knowledge of their 

non-native language. 

In terms of comparisons of PE productivity between professional translators and 

trainee translators, Yamada (2015), for example, conducted an English-to-Japanese study 

with 43 student translators and compared the quality of their outputs to three professional 

translations. He found that no texts produced by students achieved the quality standards of 

                                                 
23 The lay users’ profile in this study can be considered that of a subject-matter expert, as in Temizöz (2013), as 

they were members of the Faculty of Computer Science and the texts used in their study were one of the computing 

and the other of scientific domain.  
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the professional translators. Moorkens and O’Brien (2015) compared novice translators to 

experienced translators in terms of PE speed and found the latter to be faster. 

A distinction can also be made between professional translators according to their 

length of experience. De Almeida and O’Brien (2010), for instance conducted an English-to-

French and Spanish pilot study to assess the influence that translation experience had on PE 

productivity, with three participants, all professional translators, for each target language. 

They found that more experienced translators were faster and more accurate post-editors but 

that they also implemented more stylistic changes, even if that went against PE guidelines. 

Similar findings were those emanating from the pilot study of Guerberof (2009), with nine 

participants: she found that experienced translators performed faster than the average, and 

translators with less experience were slower. She did not find experience, however, to 

influence PE quality. Yet, the studies that followed the two above-mentioned pilot studies 

reported different findings, perhaps as a result of having a larger number of participants —a 

phenomenon that in turn highlights the relevance of sample size. De Almeida (2013), for 

example, recruiting 18 participants for an English to French and Portuguese task, did not find 

any correlation between length of translation experience and PE speed in the two language 

directions investigated. Similarly, Guerberof (2012), with 24 translators, did not find 

translation experience to influence PE speed, although she found that experienced translators 

made fewer mistakes. Tatsumi (2010), with nine participants, did not find either that 

translation experience affected PE speed, although she found a correlation, if weak, between 

PE experience and PE speed.  

In summary, previous empirical studies have found that experienced translators are 

faster, and produce texts of higher quality when post-editing, than student translators. 
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Conversely, empirical studies have not provided a consistent answer as to the effect of length 

of translation experience on the PE productivity of professional translators, possibly due to 

the resources needed for conducting such a study, and/or to other factors not related to 

translation experience, such as for instance MT quality, having a bigger effect on PE 

productivity. 

In the next section I review the body of research on translation productivity in 

Interactive Translation Prediction (ITP) scenarios. 

3.3 Interactive Translation Prediction 

An alternative to PE is interactive translation prediction (ITP). In an ITP setting, 

rather than having a translator correct static MT output, an MT system presents translation 

suggestions as the translator types. Foster, Langlais and Lapalme (2002) pointed out that 

Church and Hovy (1993) were the first to introduce translation prediction as a potential tool 

for translators. Discussing the translator’s workstation of Kay (1980), Church and Hovy 

remark that “the workstation could have a ‘complete’ key … which would fill in the rest of a 

partially typed word/phrase from context” (1993, p. 10).  

Just a few years after Church and Hovy’s remark, TransType (Foster, Isabelle, & 

Plamondon, 1997; Langlais, Foster, & Guy, 2000) the pioneering project in the ITP field of 

research materialized. TransType was in fact the first implementation of an automatic word 

completion system, based on statistical models. After the translator typed one or more 

characters, the system proposed a completion for the current token, with tokens being single 

words or short sequences of predefined words. The translator could accept the proposal by 
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pressing an acceptance key or ignore it by typing the next character of the word being 

translated. 

Empirical studies on translation productivity in ITP settings have examined ITP 

productivity on its own or in relation to PE or unassisted translation. Langlais, Foster and 

Lapalme (2000), for instance, report the findings of a performance test conducted with 

TransType. Performance was measured under three different conditions. In the first one, 

TransType was used as a normal text editor, without it suggesting any translations, to obtain a 

translation baseline against which potential performance gains could be measured. In the 

second one, TransType was used in normal mode, with it proposing the completion of the 

word currently being translated after the user typed one or more characters. In the third and 

final condition, translators were presented with translation suggestions for word units. These 

were introduced manually by the researchers, the motivation being to assess translator 

acceptance of a tool that could predict the next several words, not just the current one. A 

quantitative evaluation showed that out of ten participating translators, nine were slowed 

down by TransType’s normal, word prediction mode, compared to unassisted translation. The 

authors partially attributed this slowing down to a lack of training in the new environment. As 

for performance in the third, potential scenario, results were more promising as three users 

were faster than in the unassisted condition. Langlais, Lapalme, and Loranger (2002) 

reference an additional user study conducted with professional translators which showed that 

TransType slowed them down by 17%, although no further details are given.  

The extension to the TransType project was TransType2 (Esteban, Lorenzo, 

Valderrábanos, & Lapalme, 2004; Bender, Hasan, Vilar, Zens, & Ney, 2005). It refined the 

original tool in that the translation suggestions presented to the translator were longer: the 
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translator was presented with either multiple completions for the next few words or with a 

single completion of the remainder of the sentence. Macklovitch (2006) presents the results 

of a TransType2 productivity test aimed at investigating whether it made translators faster 

than unassisted translation. Overall, TransType2 increased translators’ productivity when 

translating non-repetitive texts about 15-20% over the unassisted translation baseline. 

Moreover, the quality of the texts produced in both conditions was comparable. Nevertheless, 

translators expressed dissatisfaction at the system’s inability to learn from users’ corrections, 

meaning they had to apply the same corrections multiple times. 

With the aim of investigating the potential effort —measured as the count of 

keystrokes typed— a translator working in an ITP scenario would have to exert, Barrachina 

et al. (2009) simulated an ITP setting, where existing translation references were used in lieu 

of a translator’s actual input. Their results, for six language directions, showed that ITP 

potentially reduces typing effort between about 55% and 80%, relative to unassisted 

translation. While the authors acknowledged that theirs is a theoretical scenario and practical 

issues may affect overall productivity, they support their results by referring to the actual 

productivity gains brought by TransType II —in terms of time— observed by Macklovitch 

(2006). 

Research into ITP continued after TransType and TransType2. Caitra (Koehn, 2009a) 

is a web-based CAT tool offering various types of translation assistance: traditional PE, ITP 

and word and phrase translation options from the underlying SMT system.24 In the ITP mode, 

Caitra proposes a completion for the current sentence being translated based on the 

translator’s input. The translator may accept the suggestion or reject it by typing their own 

                                                 
24 http://caitra.org 
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translation. Suggestions are presented one at a time as short sequences of words (phrases in 

the SMT sense) to not overload the translator’s reading capacity.  

Koehn (2009b) investigated translators’ productivity with Caitra’s assistance modes 

on a French-to-English task with ten non-professional translators. On average, translators 

translated faster and better when using any of Caitra’s types of translation assistance. He 

found that translating in the ITP mode was 27% faster than unassisted translation, while PE 

was 39% faster. While ITP did not result in faster processing times than PE, the study found a 

noticeable learning effect kicking in after the fifth sentence, especially for PE, closely 

followed by ITP. In terms of translator satisfaction, a post-task questionnaire revealed 

translators preferred ITP over PE.  

CASMACAT (Alabau et al., 2013), the CAT tool used in the empirical studies 

contained in this thesis, offers, just as Caitra, an interactive functionality. Sanchís-Trilles et 

al. (2014) conducted an English-to-Spanish translation productivity study in CASMACAT, 

with the ITP functionality implemented via the Thot SMT toolkit (Ortiz-Martínez and 

Casacuberta, 2014). Productivity was measured in three conditions: PE, ITP and Advanced 

Interactive Translation Prediction (AITP). Under the AITP mode, the translator could choose 

to supplement the ITP mode with visual aids such as word alignment and confidence 

estimation measures, i.e., about the reliability of the quality of the MT output. In their study, 

nine translators post-edited and translated interactively (both with ITP and AITP) nine texts 

of approximately 1000 words each, with output being distributed roughly equally along all 

three conditions. Four editors then reviewed their translations. Sanchís-Trilles et al. (2014) 

found that translators spent slightly more time (5% more) in the ITP scenario relative to PE, 

but that ITP required fewer keystrokes. AITP processing times were the longest of all three 
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conditions. The authors suggest that observing translators over longer periods of time, i.e., in 

a longitudinal study might yield improved performance indicators for interactive modes, as 

familiarity with the technology increases ─a suggestion, in fact, that motivated my choosing 

of a longitudinal design for my ITP study. As for final translation quality —measured by 

comparing the percentage of words changed between the draft translations and the reviewed 

translations— it was found to be comparable across all three scenarios.  

Consistent with Sanchís-Trilles et al. (2014), Alves et al. (2016) found that the time 

spent in the ITP condition was significantly higher than in the PE condition. Alves et al. 

(2016) set up a study with 21 participants to compare different effort indicators (i.e., task 

time, keyboard activity, fixation counts and duration, and TER score) in an English-to-

Portuguese task under PE and ITP. In contrast to Sanchís-Trilles et al. (2014), however, 

Alves et al. (2016) found that ITP required significantly more keystrokes than PE. ITP 

nevertheless obtained favorable results relative to PE on a cognitive effort indicator, i.e. 

fixation duration, which was found to be significantly lower in the ITP mode. The opposite 

result was obtained with fixation counts, which were higher in the ITP mode. Again, the 

translators’ lack of familiarity with a new technology is given as a possible reason for these 

negative results for ITP. 

Green, Chuang, Heer and Manning (2014) compared productivity in PE and in ITP in 

an English-to-German and a French-to-English study. They fitted a linear mixed-effects 

model with time and quality as response variables and translation condition (i.e., PE and ITP) 

as the independent variables. For both language directions, their model predicted mean 

processing times per sentence about 20% longer for ITP than for PE. An automatic quality 
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evaluation showed that translations done in the ITP condition yielded slightly higher BLEU 

scores than those done in the PE condition.25 

With the aim of exploring whether translators’ performance on an ITP setting 

improved over time, Alabau et al. (2016) conducted a longitudinal study. For six weeks, five 

English-to-Spanish translators alternatively post-edited or translated interactively 24 source 

texts of about 1000 words. The results are not particularly positive for ITP, with ITP 

productivity measures being lower to those of PE all throughout the study. Moreover, the ITP 

productivity recorded in the final week was lower than in all previous weeks, except for the 

first. The authors attribute this productivity drop to the fact that experimental conditions were 

different in weeks one and six relative to weeks two to five.26 Only a seven-week 

hypothetical projection of the productivity results based on figures from week two to five 

shows a downward trend in processing times, with ITP having the potential to outperform PE 

in weeks six to seven.  

An in-house productivity study of SDL’s adaptive MT (Munteanu, 2016), showed that 

this interactive technology requires fewer translation edits and results in better quality than 

PE, although no details were given on how translation edits or quality were measured. 

In summary, while ITP has proven to be an efficient alternative to unassisted 

translation, it has not yet reached the processing times of PE scenarios. The most often cited 

                                                 
25 Human translations produced in the study were compared to an independent set of reference translations. 

26 In the study’s first and last week, translators worked on the translation company’s office, with eye tracking 

devices that restricted their head movements. In the weeks in between, they worked on their usual workstations 

where according to the authors they felt more at ease.  
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reason for this is that ITP is a new technology and implies a learning curve.  The MT systems 

used in the backend of the above ITP scenarios (Koehn, 2009; Green, Chuang, Heer and 

Manning, 2014; Sanchís-Trilles et al., 2014; Alabau et al., 2016; Alves et al., 2016) are 

phrase-based SMT systems. Conversely, the ITP study presented in this thesis uses the 

implementation of ITP with an underlying NMT system described in Knowles and Koehn 

(2016). 

3.4 Post-Editing Key Skills and Competences 

In this section I briefly review the literature discussing translation competence, 

following it with a review of the significantly less substantial literature on PE competence. 

In spite of the proliferation of studies on translation competence, and as Enríquez 

Raído (2014) points out, there is no consensus among scholars, neither on the best way to 

refer to such entity (some terms appearing in relevant literature are translation expertise, 

competence, ability, skill or proficiency), nor on its definition. Lesznyák (2008) also points 

out the difficulty in conceptualizing translation competence, noting how seldom one finds 

sophisticated translation competence models such as those existing for language competence. 

Nevertheless, drawing on Pym’s original classification of translation competence models 

(2003), Lesznyák (2008) analyzes, describes and classifies previous models according to the 

concepts used to define translation competence. She thus distinguishes three major groups. 

The first group comprises those models that categorize translation competence exclusively in 

linguistic terms, i.e. as a summation of language competences. The second group is 

composed of models that define translation competence as a summation of competences of 

different nature such as linguistic, cultural, technological and professional competences, the 
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so-called componential or multicomponential models, such as those proposed by PACTE 

(2003, 2005). Lastly, in the third group lies the minimalist approach, of which Pym (2003) 

himself is the main proponent, whereby translation competence is considered a problem-

solving strategy concerning exclusively a translation-specific process: the ability to both 

generate alternative target texts and select between these alternatives.  

For Schäffner and Adab (2000), the componential model is predominant among 

translation scholars, for whom “translation is a complex activity, involving expertise in a 

number of areas and skills” (p. viii). They further define translation competence as 

comprising at least the following subcompetences: “knowledge of the languages, knowledge 

of the cultures and domain-specific knowledge” (p: ix). Similarly, Krings (2001) identifies 

two dimensions that make up translation competence: a vertical dimension (translation skill) 

and a horizontal dimension (text-type and domain specialization). Other authors that view 

translation competence as a set of abilities, knowledges or skills are Campbell (1991), 

Hurtado (1996), Beeby (1996) and Presas (1996). Pym (2003) criticizes the confusion 

generated by the heterogeneity of these models, pointing at the “general trend among 

theorists” (p. 482) of adding more and more components to [the translator’s] set of skills, 

arguing that “there is virtually no limit to the number of things that may be required of a 

translator” (p. 485). 

In attempting to define the set of skills and competences a post-editor must have, 

there are different approaches. On one side of the spectrum are authors like De Sutter (2011), 

for whom PE requires a positive frame of mind: “postediting … does not, in fact, require 

special skills. However, it does take for granted a certain mindset with respect to the potential 

of machine generated translations and artificial language in general” (p. 127). 
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More complex classifications of desired PE skills also include De Sutter’s remark in 

one way or another. Since the very first pieces of literature on PE were produced, many of 

them in the context of organizations or companies having a preexisting translation structure, a 

post-editor’s positive attitude to MT in general, and PE in particular, has been listed as a 

precondition towards the success of such an MT implementation. For instance, Vasconcellos 

and Léon list a “positive attitude” (1985, p. 135) of translators as one factor determining the 

success of the MT implementation at the Pan American Health Organization (PAHO). Others 

to include the post-editors’ willingness to post-edit among the desired set of characteristics 

are O’Brien (2002) and Rico Pérez and Torrejón (2012). Green (1981) pleaded, perhaps 

harshly, for a “rational attitude towards MT”, saying  

post-editors are people, but computers are not. To regard computers as 

animate beings which make mistakes, display ignorance of elementary facts, and 

throw a fit when faced with complex sentences, is unscientific and emotional. MT is a 

tool, or at best a set of mechanized tools. The human translator must realize that he is 

in charge. He must use MT, accept its present limitations, involve himself in it and 

thereby contribute to improving it. This is how to deal with the trouble caused by MT 

errors (p. 104). 

Under the premise that PE requires a distinct set of skills to that of translators, 

O’Brien (2002) proposed an outline for a university course module. Skills to be taught 

included MT knowledge, pre-editing, terminology management, programming, and 

linguistics. Torrejón and Rico (2002) described a similar set of skills in a professional 

scenario together with a teaching framework to achieve the set of skills required. 
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Rico and Torrejón (2012), drawing on Krings’ (2001) PE processes and tasks, 

proposed what can be called a componential model of PE competence. They classified the 

desirable skill-set post-editors into three categories: linguistic skills, core competences and 

instrumental competences. Linguistic skills are “related to skills usually demanded of a 

translator” (Rico and Torrejón, 2012, p. 170). Core competences refer to the ability of 

adequately following PE instructions, which generally involve strictly following PE 

guidelines, such as disregarding any stylistic issues. Instrumental competences refer to 

knowledge of the capabilities of MT systems, terminology management skills, MT dictionary 

maintenance in the case of rule-based MT systems, corpus quality assessment skills in the 

case of data-driven approaches to MT, controlled-language skills and basic programming 

skills.  

In selecting the translators participating in the studies presented in this thesis, only 

linguistic competences were required, as, in line with the research questions presented in 

Section 4.1, the only requirement was that they were professional translators (for the 

participants’ profile, see Section 4.3.1.  

3.5 Translators’ Perceptions of Machine Translation 

Academic studies into translators’ views show a mix of attitudes and perceptions 

towards the most common mode of translators’ engagement with MT in real-life translation 

scenarios, i.e., PE.  

The study of Lagoudaki (2008) is perhaps the largest-scale survey into translators’ 

insights. She collected feedback from 874 translation professionals on an MT-integrated TM 
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tool and reported three major findings about translators’ perceptions on MT: (1) 

inexperienced translators tended to have a positive opinion of MT, while experienced 

translators (+5 years of experience) typically did not; (2) translators working with highly 

inflected languages like Greek and Polish, known to be problematic for MT, found it less 

helpful and (3) attitudes towards MT were favorable among translators of highly-specialized 

or repetitive texts —better suited for MT— whose translation offers, for Lagoudaki “little joy 

of intellectual challenge in any case” (p. 268). It is safe to presume that findings two and 

three have to do with MT quality: the likely reason why translators of highly inflected 

languages find MT less helpful is that the output is not good enough. Similarly, highly 

specialized translators and translators of repetitive texts likely find MT useful because the 

characteristics of those texts result in better output quality. As for finding one, one possible 

explanation is given in Drugan (2013, p. 24): once a senior translator’s working methods are 

established and proven effective, they might not see any need for changing them. 

Another large-scale study into translators’ perceptions of MT is that of Specia and 

Torres (2012), who highlighted that a relatively large number of questions asked to 

translators regarding MT and PE were not answered. For instance, 92% of all 489 participants 

skipped a question about whether they post-edited more statistical than rule-based MT output. 

They speculate that this low number of answers may have been due and (1) a reluctance of 

translators to adopt MT ─this last argument supported by some translators reporting MT as a 

threat to their profession─ and to (2) a gap in translators’ MT/PE knowledge. 

Conversely, Şahin (2014) found that the reason why student translators did not 

embrace MT is not that they felt it threatened their profession, but rather that the output 

quality was so bad that it needed “extensive post-editing” to be of publishable quality. In his 
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study, 15 student translators were asked to post-edit English-to-Turkish texts machine 

translated with Google Translate. Most of them, Şahin reports, would rather translate from 

scratch and did not consider MT helped their translation efforts. It is worth noting that 

Turkish is an agglutinative language lacking a dominant constituent order (while preferring 

Subject-Object-Verb), and MT between languages with different typologies or into 

morphologically rich languages results in poorer translation quality. Şahin’s findings seem to 

support Lagoudaki’s finding that translators working with highly inflected languages found 

MT less helpful, but not her finding that inexperienced translators tend to have a positive 

opinion of MT. It might be the case that, despite all the willingness of the (inexperienced) 

translator, when MT quality is very poor, PE is not a preferred option. 

Those translators who adopt MT, however, do not do so uncritically. For instance, 

Gaspari, Almaghout and Doherty’s (2015) large-scale survey on MT competences showed 

that, while MT usage was common among translators ─with most of the 438 respondents 

having used online MT systems─, half of them were not satisfied with the quality of the MT 

output. Gaspari et al. (2015) associate this finding to the fact that they are users of free, online 

MT systems, the quality of which is generally lower than that of customized MT systems. 

Other studies of smaller scale include those of Fulford (2002) and Guerberof (2013). 

Fulford (2002) asked 30 UK freelance translators their views on MT and found that, while 

skeptical, they were interested in receiving training and guidance on the subject. Over half of 

the interviewed translators had undertaken PE work, and, while most found it less rewarding 

than translating from scratch, they stated that PE provided them with insights into the 
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capabilities of MT systems.27 As for Guerberof (2013), she conducted a survey among 24 

professional translators, most of them familiar with MT and PE. She found that most of them 

perceived that PE requires similar or more effort than editing human translation. Drugan 

(2013) reports similar findings in her UK-based survey: “the overwhelming majority [of 

translators] found it quicker and less frustrating to translate texts from scratch than to post-

edit MT output” (p. 24). Guerberof (2013) also found that, even if translators did not like PE 

because the quality of some MT segments in the task was poor or the instructions 

cumbersome to follow, their attitudes towards it were open and flexible. Again, MT quality 

seems to be a determining factor in translators’ perceptions of MT. 

In the context of a PE productivity study, Aranberri et al. (2014) collected the 

feedback of professional translators and lay users. To the question of whether they thought 

the MT output helped them complete the translation, out of the six professional translators, 

three heavily penalized its use, one reported that it was better that not having MT at all, and 

two reported some benefit. Lay users’ attitude towards PE, they found, was more positive 

than those of translators, with only one out of six mentioning that it hindered their translation 

process. Different translation needs and expectations may account for this contrast. 

Not only academic studies provide insights into the experience of professional 

translators with MT-assisted translation. A cursory look at online translation forums such as 

TranslatorsCafe and Proz provides anecdotal evidence on some translators’ views on MT and 

                                                 
27 By 2001-2002, commercial MT engines were rule-based, so the perceptions of translators in Fulford’s (2002) 

study are relative to the output RBMT systems, which tends to contain error patterns. Conversely, SMT systems 

make “unpredictable mistakes” (Markantonatou, Sofianopoulos, Giannoutsou, & Vassiliou, 2009, p. 252) and 

leaves out or adds small chunks of information (Depraetere, 2011).  
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PE, with responses to a question about their views on MT are mostly negative.28 Among the 

few who indicate that PE works for them in certain circumstances, they cite the use of 

controlled language in the source text and the customization of MT systems as producing 

acceptable MT output. Some translators find general MT engines to be useful for certain 

texts. Others use MT as a source of terminology or translation options. One translator built 

his own SMT system with Moses using his own translation memories as training data, and 

reported that it helped maintain consistent style and terminology.  

To conclude with, it can safely be said that currently, PE is perceived as useful to 

some translators, working with certain language pairs and on certain types of text, with MT 

quality likely being a determining factor in translators’ perceptions. 

How professional translators perceive an unconventional MT-assisted translation 

mode, i.e., ITP, with an underlying state-of-the-art NMT system is still an open research 

question, the results of my investigation into which I report in Section 5.3.1.6. 

3.6 Conclusion 

In this chapter I provided a detailed characterization of PE and reviewed a number of 

PE productivity studies focusing on investigating different aspects of both the PE process and 

product, usually in relation to other translation workflows. Additionally, I reviewed a number 

of factors whose potential effect on PE productivity have been investigated in previous 

                                                 
28http://www.proz.com/forum/machine_translation_mt/269671-

whats_your_opinion_on_machine_translation_and_quality.html 

http://www.proz.com/forum/machine_translation_mt/269671-whats_your_opinion_on_machine_translation_and_quality.html
http://www.proz.com/forum/machine_translation_mt/269671-whats_your_opinion_on_machine_translation_and_quality.html
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studies. The general consensus of the empirical PE studies is that, despite there being a lot of 

variability from translator to translator, PE is on average, faster, and produces texts of 

comparable quality, to unassisted or TM-assisted translation, with factors such as MT quality, 

source-text characteristics, and post-editor profile found to have an effect PE productivity. It 

is worth noting that none of the studies presented in this chapter investigate the effect of MT 

quality measured with the most commonly used automatic evaluation metric (BLEU) on the 

PE productivity of professional translators measured not only in time and technical effort 

terms but also in quality terms. Exactly how MT quality affects the PE productivity, in time, 

technical effort and quality terms, of professional translators is an open research question to 

which I aim at contributing with my PE study, the results of which I report in Section 5.2. 

In the ITP section I reviewed a number of studies focusing on assessing productivity 

in ITP scenarios. Whereas some studies have found that in general translators prefer ITP to 

PE, ITP has not been yet found to attain the productivity levels of PE. Nevertheless, none of 

the studies reviewed, had, to the best of my knowledge, an underlying NMT system. The 

main focus of my ITP study, the results of which I report in Section 5.3, is assessing the 

translation productivity of professional translators in the ITP translation mode with state-of-

the-art NMT system (Knowles & Koehn, 2016). 

Appendix A contains a summary of the main characteristics of the empirical studies 

reviewed in this section, highlighting the different studies’ foci and designs.  

In the next chapter I describe the methodology used to address this thesis’ research 

questions. 
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4. Methodology 

Based on the research gaps identified in the previous section, in this chapter I present 

this work’s research questions, (Section 4.1), theoretical research paradigm and approach 

(Section 4.2) and research design (Section 4.3). 

4.1 Research Questions 

My research questions are formulated as follows: 

RQ1: What impact does MT quality have on the translation productivity of English-

to-Spanish professional translators in a PE setting? 

RQ2: What impact does a novel type of translation assistance, i.e., Interactive 

Translation Prediction (ITP), have on the translation productivity of English-to-Spanish 

professional translators, relative to PE? 

RQ3: Do English-to-Spanish translators become more productive after repeated ITP 

sessions? 

RQ4: What are English-to-Spanish professional translators’ perceptions of MT and 

PE? 

RQ5: What are English-to-Spanish professional translators’ perceptions of ITP? 
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To address the research questions above, I conducted two separate studies. The first 

study, henceforth called PE study, aimed at answering RQ1 and RQ4. The PE study doubled 

as a pilot study to test the research design of the second study, henceforth called ITP study, 

whose goal was addressing RQ2, RQ3 and RQ5.  

While RQ1-RQ3 are quantitative in nature, RQ4 and RQ5 require qualitative data that 

was collected via questionnaires in the PE and ITP studies, respectively. The insights 

obtained from RQ4 are presented, where possible, in relation to the findings of RQ1, and the 

insights obtained from RQ5 are presented, also where possible, in relation to the findings of 

RQ2 and RQ3.  

My research design contains therefore both a quantitative and a qualitative strand, 

albeit more emphasis is put on the quantitative than on the qualitative dimension.  

4.2 Research Paradigm and Approach 

The worldview that informs this research is pragmatism. For Creswell and Plano 

Clark (2011), pragmatism is essentially a practical philosophy. 

The focus [of pragmatism] is on the consequences of the research, on the 

primary importance of the question asked rather than the methods, and multiple 

methods of data collection inform the problems under study. Thus it is pluralistic and 

oriented toward ‘what works’ and practice (p. 41). 

In the studies I present in this thesis, this practical approach guides my 

methodological choices as the most likely to satisfactorily address my research questions. 
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Researchers such as Creswell and Plano Clark (2011) or Tashakkori and Teddlie (2010) find 

the philosophical assumption of pragmatism suitable for mixed-methods research, a type of 

research encompassing both quantitative and qualitative strands. Hammersley (2003) 

describes quantitative research as the type of research being generally committed to: 1) 

hypothesis testing; 2) the use of numerical data; 3) procedural objectivity; 4) generalization; 

5) the identification of systematic patterns of association and 6) the control of variables (pp. 

10-11). 

In my study, the main, quantitative strand used to address my research questions, 

shares features two to six in the above paragraph. As for feature one, rather than positing a 

hypothesis, I use another valid mechanism to state the purpose of the study: quantitative 

research questions (Creswell, 2014). Specifically, my quantitative research questions are 

aimed at investigating the impact of two independent variables (i.e., translation condition and 

repeated ITP sessions) on a number of dependent variables that measure translation 

productivity. 

As for qualitative research, Hammersley (2013) acknowledges that it covers a 

heterogeneous field and defines it in terms of what separates it from quantitative research as 

a form of social inquiry that tends to adopt a flexible and data-driven research 

design, to use relatively unstructured data, to emphasize the essential role of 

subjectivity in the research process, to study a small number of naturally occurring 

cases in detail, and to use verbal rather than statistical forms of analysis (p. 12).  

The qualitative strand used in this study to gain insights into translators impressions 

of the two types of machine translation assistance analyzed here, and other related matters, 
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shares the above features. Via pre- and post-task questionnaires, participants were asked both 

close-ended and open-ended questions, and their answers subsequently explored and 

interpreted. The inferences and interpretations of these data were naturally shaped by my 

subjectivity.  

The combination of quantitative and qualitative research yields mixed-method 

research. Creswell and Plano Clark (2011) describe four major mixed-methods research 

designs, i.e., triangulation designs, embedded designs, exploratory designs and explanatory 

designs. Such designs have in common the collection and analysis of both quantitative and 

qualitative data. They differ, though, in the order in which the data is mixed, the priority 

given each form of data, and whether the research procedures are used in a single study or in 

multiple phases of a study program. According to this classification, my research design 

would be an embedded design, which  

includes the collection of both quantitative and qualitative data, but one of the 

data types plays a supplemental role within the overall design … the quantitative and 

qualitative data are used to answer different research questions within the study (pp. 

68-69).  

Creswell and Plano Clark distinguish two main variants of the embedded design, 

whose differences lie in whether the embedded data is qualitative or quantitative. According 

to their classification, my adopted research design would be an embedded experimental 

model, which “is defined by having qualitative data embedded within an experimental design 

(such as a true experiment or a quasiexperiment)” (p. 69). 
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In this study, RQ1-RQ3 are essentially quantitative and were addressed through 

descriptive and inferential statistics. Translators’ insights into the translation assistance 

methods used were obtained from pre- and post-task questionnaires and were explored 

qualitatively to address RQ4 and RQ5.  

4.3 Research Design 

For De Vaus (2001, p. 9), “the function of a research design is to ensure that the 

evidence obtained enables us to answer the initial question as unambiguously as possible”. 

Accordingly, all aspects of my design are framed in line with my research questions, detailed 

in Section 4.1. Aspects of the research design I discuss in this section are participant selection 

and profile (Section 4.3.1), data collection procedures (Section 4.3.2) and operationalization 

of translation productivity (Section 4.3.3). 

4.3.1 Participant selection and profile 

Participants in the studies presented in this thesis are Castilian Spanish speakers, 

English-to-Spanish professional freelance translators with at least two years’ translation 

experience, and familiarized with CAT tools in general, so as to minimize any learning 

curves associated to working with the CAT tool used in this study, CASMACAT. 29  

                                                 
29 What is understood by professional may vary according to the criteria used. In my study translators who make 

an income from translation and/or translation-related activities are considered professional translators, irrespective 

of their academic background or experience. 
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To better reach potential candidates fitting the desired profile, translators were hired 

through Proz, self-described as the biggest online translation workplace.30 A recruitment 

advertisement was posted on the site through their dedicated form (see Appendix B). To 

reduce the number of non-relevant responses to the advertisement, it was made visible only to 

freelance translators ─thus excluding translation companies and students─ who were either 

holders of self-reported credentials (by professional associations, not verified by Proz) or 

PRO translators (i.e., endorsed by Proz). The recruitment advertisement contained a general 

description of the tasks to be conducted and the participants’ desired profile. As required by 

The University of Auckland Human Participants Ethics Committee (UAHPEC), the 

recruitment advertisement contained contact and ethics approval details. Ethics approval by 

UAHPEC of any research involving human participation is required to ensure it is conducted 

without risk to the participants and with their best interests in mind. I submitted an 

application for ethics approval, which was granted prior to conducting the studies.  

Responses to the advertisement were received by email and evaluated on a first-

received basis. In February 2016, during the selection process for the PE study, I received 

twelve responses to the recruitment advertisement from translators fitting the desired profile 

—three more than I needed. The first nine participants were selected for the PE study, and I 

asked the remaining three for their permission to keep their details should they be interested 

in participating in a further study, and they all agreed.  

In January 2017, I contacted again the participants in the PE study, in the same order 

they submitted their responses to participate in it, asking them if they were interested in 

participating in an additional study, i.e., the ITP study. They were sent an information sheet 

                                                 
30 http://www.proz.com  

http://www.proz.com/
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outlining the ITP study description. Out of the nine participants in the PE study, seven agreed 

to take part in the ITP study.31 The remaining participant needed for the ITP study was 

selected from the additional, suitable applications received for the PE study, also by order in 

which their responses to the advertisement were received. 

Once I had the necessary participants, and prior to conducting the PE study and the 

ITP study, a participant information sheet and a participant consent form were distributed 

among participants, as per the UAHPEC requirements. The participant information sheet 

contained a description of the tasks to be conducted and details on research confidentiality 

and compensation (see Appendix C for the PE study and Appendix D for the ITP study). All 

participants signed consent forms (see Appendix E for the PE study and Appendix F for the 

ITP study). 

The number of participants in the PE study (nine) and in the ITP study (eight) are in 

line with those of previous PE productivity studies (e.g., there were nine in Guerberof’s 

(2009); 12 in Plitt and Masselot’s (2010) and in Federico, Cattelan and Trombetti’s (2012); 

16 in Green et al.’s (2013) and four in Koehn and Germann’s (2014).  

Selected participants were compensated at market rates. Proz displays the minimum 

and average translation rates reported by translators according to language combination and 

field of expertise. As of March 11, 2015, filtering the rates to show both English-to-Spanish 

as language combination and ‘general’ as field of expertise, the rate information was as 

follows: the minimum hourly standard rate was US$26.31, while the average was US$35.32 

                                                 
31 One declined participation and another one did not respond. 
32 Sample size: 13.293 translators. 
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Total compensation for participant in both studies was calculated based on approximately the 

average standard hourly rate above and the English-to-Spanish PE throughput of 650 words 

per hour reported in Ramos (2010).  

The sampling strategy described above “stem[s] logically from the research questions 

and hypotheses that are being addressed by the study” (Teddlie & Yu, 2007, p. 96). Sampling 

procedures for data gathering are often classified as either random or purposive, generally 

associated, respectively, with quantitative and qualitative studies. In a truly random sample, 

every unit in the population has equal chances of being picked. Random sampling is hence 

desirable when one aims at generalizing research results to the larger population the sample 

was drawn from, but is not always feasible, for practical or cost-related reasons. Conversely, 

in the purposive sampling procedure, participants are selected “based on specific purposes 

associated with answering a research study’s questions” (Teddlie & Yu, 2007, p. 77). The 

latter sampling approach is thus the one that applies to my research.  

Unlike random sampling, purposive sampling in inherently biased. In fact, my 

sampling procedure is biased towards translators who have an account on Proz, thus making 

it non-random. I nevertheless aimed at reducing any inherent selection bias by introducing the 

well-defined selection criteria described in the first paragraph of this section —criteria that 

are determined in this case by my interested in the translation productivity aspects concerning 

that certain translator profile— and processing candidates applying to the recruitment 

advertisement on a first applied, first accepted basis. 

The next sections present a detailed characterization of the participants in the PE 

study and the ITP study. 
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4.3.1.1 Participants in the PE study 

All participants were native Castilian Spanish, professional translators, educated to 

higher education level. Except for two translators (TR4 and TR5), all participants had degrees 

in Translation. Translators self-rated their English proficiency levels as near native (TR2, 

TR3, TR4), excellent (TR1, TR5, TR7) and very good (TR6, TR8, TR9). Table 1 shows 

translators’ demographics, additional working languages and level of PE experience. 

Table 1 
Translators’ demographics and PE experience - PE study 

 Gender Age 
Additional working 

source languages  

How often do 

you provide PE 

services? 

Industry PE 

certification 

PE 

experience 

 (years) 

TR1 F 49 Italian Rarely No <2 

TR2 M 24 French, Italian Sometimes No 2 to 5 

TR3 F 44 Italian Often Yes 5 to 10 

TR4 F 45 French, Catalan Rarely No 2 to 5 

TR5 M 40 none Never No None 

TR6 F 38 
French, Portuguese, 

Catalan 
Sometimes Yes <2 

TR7 F 28 French, Catalan Always No 5 to 10 

TR8 F 39 Portuguese, Galician Always No 2 to 5 

TR9 F 37 none Rarely No 2 to 5 

 

The average age of the participant is 38 years. Most translators have between one and 

three working languages other than English, and most of them have previous PE experience, 

although the frequency with which they provide PE services varies across participants. Two 

participants have industry PE certifications, issued by SDL (TR3) and TAUS (TR6). 
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Translators were asked in the pre-task questionnaire (see Appendix G) to report the 

length of their professional translation experience in 13 generic fields, the length of their 

experience with CAT tools and their translation frequency and volume. Table 2 summarizes 

the main characteristics of their translation background.  

Table 2  
Translators’ translation experience - PE study 

 

Translation 

experience 

(years) 

Experience 

with CAT 

tools (years) 

Translation field(s) with the 

longest length of experience 

How often do 

you provide 

translation 

services? 

Average 
monthly 

translation 
volume 

(words) in 
previous 12 

months 
 

TR1  2 to 5 2 to 5 Business and Economics, 
Education, Medical, Science 

Always 10,000 - 24,999 

TR2  2 to 5 2 to 5 
Computer and Hardware, 

Marketing and Advertising, 
Telecommunications 

Always <10,000  

TR3  5 to 10 5 to 10 

Computer and Hardware, Law 
and Patents, Medical, 

Marketing and Advertising, 
Telecommunications 

  

Always <10,000  

TR4  >10 5 to 10 Art and Literature Always 40,000 - 55,000  

TR5  5 to 10 5 to 10 Law and Patents Always 10,000 - 24,999  

TR6 >10 >10 Computer and Hardware Often 25,000 - 39,999  

TR7  5 to 10 5 to 10 

Business and Economics, 
Finance, Journalism, Law and 

Patents, Marketing and 
Advertising, Social and 

Political Sciences, 
Telecommunications 

Always 25,000 - 39,999  

TR8 2 to 5 2 to 5 
Business and Economics, Law 

and Patents, Marketing and 
Advertising, 

Always 40,000 - 55,000  

TR9  >10 >10 Engineering, Medical  Always 10,000 - 24,999  
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As Table 2 shows, translators’ profiles exhibit a fair mix of length of translation 

experience in various fields and translation volume in the previous 12 months. All translators 

have at least two years’ experience with CAT tools and provide translation services 

frequently. 

4.3.1.2 Participants in the ITP study 

As stated before, seven of the eight participants in the ITP study had participated 

before in the PE study. These seven participants were not asked to complete the pre-task 

questionnaire again to collect their background information, but given that 11 months had 

passed since the beginning of the PE study, they were asked to update, if necessary, the 

length of their translation, CAT tool and PE experience and their average monthly translation 

volume in the previous 12 months. The new participant (TR-G), though, completed the full 

pre-task questionnaire. Like in the PE study, participants were native Castilian Spanish, 

professional translators, educated to higher education level. Except for TR-A and TR-B, all 

participants had degrees in Translation. Table 3 shows the ITP study translators’ 

demographics, their additional working languages and PE experience. 
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Table 3 
Translators’ demographics and PE experience - ITP study 

ID Gender Age 
Additional working 

source languages  

How often do 

you provide PE 

services? 

Industry PE 

certification 

PE 

experience 

 (years) 

TR-A  F 45 French, Catalan Rarely No 2 to 5 

TR-B  M 41 none Never No 0 

TR-C F 39 
French, Portuguese, 

Catalan 
Sometimes Yes 2 to 5 

TR-D  F 50 Italian Rarely No 2 to 5 

TR-E  F 29 French, Catalan Always No 5 to 10 

TR-F  F 45 Italian Often Yes 5 to 10 

TR-G F 45 
French, Italian, 

Catalan 
Often No <2 

TR-H  F 37 none Rarely No 2 to 5 

 

The average age of the translator in the ITP study is about 43 years. All translators but 

one (TR-B) had previous PE experience to different degrees. Two translators have PE 

certifications, issued by TAUS (TR-C) and SDL (TR-F). Additionally, translators rated their 

English proficiency levels as near native (TR-A, TR-F), excellent (TR-B, TR-D, TR-E, TR-

G) and very good (TR-C, TR-H). Table 4 presents a summary of the main characteristics of 

their translation background.  
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Table 4  
Translators’ translation experience - ITP study 

 
Translation 

experience 

(years) 

Experience 

with CAT 

tools 

Translation field(s) with the longest 

length of experience 

How often do 

you provide 

translation 

services? 

Average monthly 

translation volume 

(words) in previous 

 12 months 

 

TR-A >10 5 to 10 Art and Literature Always > 55,000  

TR-B 5 to 10 5 to 10 Law and Patents Always 10,000 - 24,999 

TR-C >10 >10 Computer and Hardware Often 25,000 - 39,999  

TR-D 2 to 5 2 to 5 Business and Economics, 
Education, Medical, Science 

Always 10,000 - 24,999 

TR-E 5 to 10 5 to 10 

Business and Economics, 
Finance, Journalism, Law and 

Patents, Marketing and 
Advertising, Social and Political 
Sciences, Telecommunications 

Always 25,000 - 39,999  

TR-F 5 to 10 5 to 10 

Computer and Hardware, Law 
and Patents, Medical, Marketing 

and Advertising, 
Telecommunications 

  

Always 25,000 - 39,999 

TR-G >10 2 to 5 
Journalism, Law and Patents, 

Marketing and Advertising, Social 
and Political Sciences 

Always 40,000-55,000 

TR-H >10 >10 Engineering, Medical  Always 25,000 - 39,999 

 

Table 4 shows translators in the ITP study are slightly more experienced than those of 

the PE study, with experience measured both in length of translation experience and 

translation volume in the previous 12 months. Again, all of them have at least two years’ 

experience using CAT tools and provide translation services frequently. 
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4.3.2 Data collection procedures 

I collected translators’ demographics, experience and impressions with pre- and post-

task questionnaires administered through Google Forms33 and used CASMACAT to collect 

data on translators’ translation activity. CASMACAT is the product of a research project 

taking place from 2012 to 2014 conducted by four partners: the University of Edinburgh, 

Copenhagen Business School, Universidad Politécnica de Valencia and the translation 

company Celer Soluciones. CASMACAT’s design was guided by insights obtained from 

cognitive studies based on key-logging and eye-tracking data of translation behavior and has 

been used in previous translation process studies (Sanchís-Trilles et al., 2014; Koehn & 

Germann, 2014; Alabau et al., 2016; Alves et al., 2016, to name a few). CASMACAT 

provides a realistic translation environment, with separate panes for source and target 

segments, TM, MT and glossary integration, preview features and common keyboard 

shortcuts, although it does not present the level of sophistication of commercial CAT tools 

(e.g., there are no search and replace options). At the same time it provides translators with a 

familiar interface, it allows for the collection of empirical measures of translation 

productivity, making it suitable for conducting empirical studies on translation productivity. 

CASMACAT was installed following the instructions available from its website and its 

installation tested to ensure reliable statistics of the translation process were recorded and that 

these were valid to answer my research questions.34 The specifics of the data on translators’ 

activity collected through CASMACAT are detailed in Section 4.3.3. The following sections 

give a comprehensive description of the data collection procedures followed in the studies 

presented in this thesis. 

                                                 
33 https://www.google.com/forms/about/ 
34 http://www.casmacat.eu/index.php?n=Workbench.Workbench 
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4.3.2.1 Pre-task questionnaire 

The pre-task questionnaire (see Appendix G) was designed to gather different 

dimensions of translators’ background, whose potential relationship with their productivity 

would be later investigated. As Fowler (1995) explains, “a good survey instrument must be 

custom made to address a specific set of research goals” (p. 78). Questions were hence 

designed to provide valid and reliable measures of translators’ background and impressions. 

As mentioned earlier, participants filled the pre-task questionnaire through a Google 

Forms invitation, which was sent to them by email, containing 18 questions, one of which 

was optional. Questions were grouped into five blocks: 1) Personal details; 2) Languages; 3) 

Translation experience; 4) Experience with CAT tools and 5) Experience with MT and PE.  

4.3.2.2 Warm-up task 

A warm-up task was conducted in CASMACAT prior to the main task, with the goal 

of familiarizing translators with all aspects of its interface and of the translation aids it offers. 

Even if all translators had previous experience with CAT tools, I thought that a short practice 

session with CASMACAT would benefit translators. Other empirical studies on translation 

productivity in MT that incorporate short warm-up tasks are those of Nunes Vieira (2014) 

and Green et al. (2014). In the case of the PE study, the warm-up task consisted of post-

editing four machine-translated sentences. In the case of the ITP study, it consisted of post-

editing four machine-translated sentences and interactively translating four further sentences. 

After the warm-up tasks were completed, an examination of the logs showed all translators’ 

activity was logged satisfactorily. Additionally, I sent a follow up email to obtain translators’ 

experience with the tool, and no problems were raised.  
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4.3.2.3 Main task  

As with previous empirical studies, such as those of Carl et al. (2011) or Alabau et al. 

(2016), translators in the empirical studies presented in this thesis post-edited and 

interactively translated news texts. While news texts can over a range of topics, they have in 

common that they are generally self-contained units with an informative purpose. Albeit 

news texts may not be particularly representative of the kind of texts professional translators 

usually work on, I nevertheless chose them because they were similar to the type of data the 

MT systems were trained on and tested on ─see Section 5.2.1 for the PE study and Knowles 

and Koehn (2016) for the ITP study─, and as such, the MT systems were better suited for the 

translation of said texts. Moreover, in the case of the PE study, the BLEU scores assigned to 

the MT systems were representative of the MT quality of the texts to translate.  

The main goal of the PE study was to obtain meaningful measures of translation 

productivity in relation to MT quality. To that end, in the PE study, each translator post-

edited four news texts (see Appendix H), that were presented to them in randomized order to 

dilute possible familiarization or fatigue effects among participants. As De Sutter (2011) 

remarks, once post-editors become familiar with the task, they become faster. This can distort 

PE speed measures if the same text is, for instance, presented consistently at the end. Krings 

(2001) found that the (normalized) processing speed for longer texts was faster than for 

shorter texts, so texts were controlled for length, with all texts being about 650 words long. In 

contrast, too much time spent on a task can have the opposite effect, the so-called fatigue 

effect, whereby the cognitive demands imposed by the task slow down the process as the user 

becomes tired. For this reason, translators were asked to translate each text in a single sitting, 

and were encouraged to translate only one text a day. All four texts were translated into 
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Spanish with nine MT systems (see Section 5.2.11), so that for each source sentence there 

were nine possibly different, machine translated target sentences. The output of all nine 

systems was assigned randomly to participants: if, for instance, the output of the system with 

the lowest BLEU score was presented only at the end of the PE task, Processing Time for that 

MT system might decrease due not to a familiarization effect rather than the particularities of 

said system. Furthermore, as mentioned in Section 3.2, PE speed is largely subject-

dependent. As in Cettolo, Niehues, Stüker, Bentivogli, & Federico (2013) and Koehn and 

Germann (2014), to address this between-participant variability, the following restrictions 

were implemented:  

 All translators post-edited all source sentences.  

 No translator post-edited the same source sentence twice.  

 All translators were exposed to roughly the same amount of output of all MT 

systems.  

As regards the ITP study, its main goal was to assess the effect of ITP on translation 

productivity. This effect was assessed on two dimensions. First, translation productivity in an 

ITP-assisted scenario was compared to that of a PE scenario, to assess whether ITP offers a 

suitable alternative to PE. Second, I investigated whether translator productivity indicators 

changed as translators became familiar with the ITP technology. To accomplish these goals, 

the ITP study was longitudinal, consisting of eight sessions spanning four weeks. The 

defining feature of a longitudinal data set is repeated observations on individuals enabling 

direct study of change (Diggle et al., 2002). In the first session, translators engaged in PE; in 
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the next seven sessions, they engaged in ITP. The goal of the first session was to obtain a PE 

baseline against which to compare the productivity in the ITP scenario35; the goal of the 

remaining seven sessions was to investigate possible learning effects of Repeated ITP 

Sessions.  

Eight different news texts, one per session, were selected for the ITP study (see 

Appendix I). Texts had similar complexity levels (see below) to obtain meaningful measures 

of translation productivity: if translators were presented with easy texts at the beginning of 

the study, and hard texts at the end, or vice versa, then productivity measures would be 

distorted. Moreover, texts dealt with different topics so that the translation of one text would 

not provide any advantage on the translation of another text. Lastly, just as in the PE study, 

texts had to be of approximately the same length to control for any familiarization/fatigue 

effects.  

Texts for the ITP study were therefore controlled for length and syntactic complexity. 

Similarly to Green et al. (2013), I used the length of dependency links in the dependency 

structure of the sentence to measure syntactic complexity, as proposed in Lin (1996). 

Dependency relations capture grammatical relations between words in a sentence. Each pair 

of connected words is connected in a head-dependent relation. Typical head-dependent 

relations are noun-adjective, determiner-noun and verb-noun. For instance, in the fragment 

red house, there is an adjectival modifier relation between house (head) and red (dependent) 

                                                 
35 Note that the results obtained in the PE study should not be compared with the results obtained in the ITP study. 

The data in the ITP study consists of both data obtained in the PE condition and in the ITP condition. Data in the 

PE condition was collected in the first session of the ITP study, and it is against this data produced in the PE 

condition in the ITP study that data produced in the ITP condition in the ITP study is compared.  



 

88 

of length one because they are contiguous. Adding up all these relations in a given sentence 

gives the total dependency length of that sentence, which will be higher for more complex 

sentences. As in Green et al. (2014), basic dependencies, with punctuation relationships 

included, were obtained with the Stanford CoreNLP Natural Language Processing Toolkit 

(Manning et al., 2014).  

Mishra, Bhattacharyya and Carl (2013) showed the validity of using the length of 

dependency links, in itself a measure of syntactic complexity, as a proxy for translation 

difficulty. They found that sentence-length normalized dependency length correlated 

positively (ρ = 0.63) with an empirical measure of translation difficulty they obtained by 

analyzing the gaze behavior of translators via eye tracking. Table 5 shows the main 

characteristics of the texts selected for the ITP study.  

Table 5 
Text characteristics - ITP study 

Text Tokens Sentences 
Average sentence 

length 
Average dependency 

length 
Turks  844 29 27.23 105.59 

Sleep 817 30 25.53 98.80 

Trump 785 27 24.53 99.81 

Artificial 869 29 26.33 105.41 

Airbnb 813 30 23.23 101.03 

Pets 766 28 27.36 101.75 

Library  816 29 22.67 106.48 

Work 872 31 24.22 105.19 

 

Table 5 shows that the texts have on average 29 sentences, 823 tokens, with the 

average sentence having a dependency length of 103. For the sake of comparison, the average 



 

89 

dependency length of texts used in Green et al. (2013) is 79.3036. While the texts used in my 

study are comparatively more complex, it is difficult to quantify this complexity. For the 

purposes of this work, the significance of selecting texts based on their dependency lengths 

rests in that, by ensuring participants are exposed to texts of similar syntactic complexity —

regardless of how complex such texts are—, the potential differences in translation 

productivity indicators introduced by the texts are minimized.   

Finally, to better separate any possible learning effects derived from repeated ITP 

uses from effects derived from inter-text variability, texts were assigned to translators in an 8 

x 8 Latin square design such that rows represent translators and columns represent sessions. 

Each row and each column contain all eight texts, and these appear only once per row and 

column.  

 

4.3.2.4 Post-task questionnaire 

The post-task questionnaire was designed to collect translators’ perceptions of the 

studies they had participated in. For the PE study, the post-task questionnaire consisted of 

two close-ended and one open-ended question (see Appendix J), aimed at highlighting any 

difficulties translators may have had related to the study design. In the case of the ITP study, 

it consisted of one close-ended question and two open-ended questions (see Appendix K), 

focused on obtaining translators’ perceptions of ITP.  

                                                 
36 Data for their study can be downloaded from http://github.com/rayder441/standford-post-edit. 
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4.3.2.5 Improving validity and reliability 

As Carmines (1979) explains, validity and reliability are key for effective research: 

[R]eliability focuses on a particular property of empirical indicators —the 

extent to which they provide consistent results across repeated measurements— validity 

concerns the crucial relationship between concept and indicator (p. 4). 

For Peter (1979), reliability is a necessary, but insufficient condition for validity. For 

instance, a reliably obtained BLEU score would not be a valid indicator of the concept of 

Processing Time, but it would be a valid (and therefore reliable) indicator of MT quality.  

Also, Cohen, Manion and Morrison (2000) believe research validity cannot be 100% 

guaranteed. In quantitative research, all measurements contain a certain amount of random 

errors, i.e., errors arising by chance, an example of which are errors arising from deriving 

population parameters from a sample of the total population. In qualitative research, the 

subjectivity of respondents contribute to a degree of bias. The researcher should therefore aim 

instead at maximizing validity by minimizing the threats to validity, which may occur at 

different stages of the study. To maximize the validity of my study, I took the following 

measures: 

At the design stage, I took care to choose a sound research design. Specifically, my 

sample in terms of size and participant profile, while determined by my available resources, 

was in line with previous translation productivity studies. My data collection instruments 

were valid, with the logging capabilities of the translation environment allowing for sound 

variable operationalization. In addition, participants worked in a setting as natural as possible, 



 

91 

their usual workstations. I carefully designed the pre- and post- task questionnaires so they 

were in line with my research goals. At the data gathering stage, I followed standardized 

procedures (i.e., instruction distribution, task timing and sequence, and data organization) for 

all participants, and, at the data analysis stage, I chose appropriate analysis methods for the 

collected data. Finally, I carefully reported results, aiming at a high quality, explicative and 

in-depth reporting. 

4.3.2.6 Translation quality expectations 

While there is an ever-increasing need for multilingual content for assimilation 

purposes ─where quality may take a second place against other considerations such as 

translation turnaround─, professional translators typically work with texts where quality is a 

priority. In my research, the goal of human-like quality was set for the post-edited and 

interactively translated texts, with translators receiving two specific guidelines aiming at 

achieving this goal. These guidelines were: 

 Use as much of the machine translation output as possible. 

 Do not engage in preferential changes that do not improve the quality of the text. 

 

The first guideline was taken from the TAUS-CLNG’s PE guidelines (Massardo et al., 

2011). The second one was added to highlight the importance that participants did not spend 

time making changes that did not improve the final quality of the translation, i.e., preferential 

changes. An example of a preferential change in the context of my study would be replacing 

the preposition para meaning in Spanish in order to, for any of the following synonyms: a fin 

de, con el fin de or con el propósito de, all equivalent to the English with the purpose of. 
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In the PE study, the task instructions (Appendix L) were supported with a typology of 

MT issues translators would likely encounter, such as mistranslations or omissions, together 

with a set of examples, that were nevertheless omitted from the main, ITP study instructions 

(Appendix M). The PE study instructions also contained a guideline instructing translators to 

not use any external resources such as online dictionaries, and this instruction was also 

omitted from the main, ITP study. The reasons for omitting both elements from the ITP study 

was made after analyzing the PE study translators’ activity logs and collecting translators’ 

feedback obtained from the PE study. Section 4.3.3.4  contains a list of the changes to the 

methodology used in the ITP study derived from the experience in the PE study and their 

motivation.  

4.3.3 Operationalization of translation productivity 

In this section I present how the concept of translation productivity was measured in 

the empirical studies presented in this thesis. Specifically, translation productivity was 

measured along three levels: temporal effort (Section 4.3.3.1) translation quality (Section 

4.3.3.2) and technical effort (Section 4.3.3.3). Each level included one or more dimensions to 

it, which were operationalized with different variables.37 Section 4.3.3.4  contains a list of the 

changes to the methodology used in the ITP study derived from the experience in the PE 

study and their motivation and Section 4.3.3.5 presents a summary of how translation 

productivity was operationalized.  

                                                 
37 Variable names are written in title case throughout this work. 
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4.3.3.1 Temporal effort (Processing Time) 

CASMACAT logs all its interface events, such as the opening and closing of a 

segment (sentence), together with a timestamp. In this study, processing times were measured 

on a sentence level as the interval between the segment’s opening and closing. If a segment 

was opened and closed more than once, like for example, when a translator revisits an already 

visited segment, the sum of all processing times was considered the total processing time for 

a segment.  

A segment opening event is logged when the cursor is placed in the target text box. 

The cursor can be placed in the target box by the translator, with the mouse, or it can be 

placed by CASMACAT automatically right after the translator confirms the previous 

segment by pressing Ctrl+Enter or by clicking on the Translated button. 

For the PE study, and for the first, PE session of the ITP study, CASMACAT was 

used in review mode, a mode specific translation revisions. Under this mode, when a 

translator confirms a segment, the translator is not taken automatically to the next segment. 

Instead the translator has to move to the next target segment with the mouse and click on it to 

open it. For the remaining seven sessions of the ITP study, CASMACAT was used in regular 

mode, where, immediately after a translator confirms a segment, the cursor is placed at the 

beginning of the next segment and the segment is opened. 

When translators leave the CASMACAT interface, ─by, for example, accessing a 

different tab in the web browser─, a blur event is recorded in the translation activity log. 

When they re-access the CASMACAT interface, a focus event is recorded. Because 

CASMACAT only logs the activity events that take place within its interface, there is no 



 

94 

record of translators’ activity during the interval between blur and focus events. Nevertheless, 

translators’ feedback and a cursory look at the logs seem to support the idea that these events 

involved translation-related web searches. For instance, right before leaving the 

CASMACAT interface, translators sometimes selected and copied a word in the source text. 

This points at the word being pasted somewhere else, possibly for terminological research. 

In all cases, except where explicitly indicated, all time spent outside CASMACAT 

counted towards the active segment’s Processing Time. There were nevertheless a few 

segments that I removed from analysis where the time spent outside CASMACAT was 

considered excessive (over nine consecutive minutes) to be entirely spent in a single 

translation-related web search.  

I also removed from analysis segments where, with the CASMACAT interface open 

(i.e., with CASMACAT’s browser tab active), no activity whatsoever was logged for two 

consecutive minutes or more, as this points at the translator being distracted or involved in 

matters not related to the translation at hand. 

For the PE study, each post-edited sentence was associated a processing time by 

dividing the time in seconds spent in that sentence by the number of words in the source 

sentence. In the reporting of the exploratory results of the ITP study in Section 5.3.1, 

processing time was obtained by dividing the seconds spent in each sentence by the number 

of tokens (i.e., words and punctuation symbols) in the source sentence.38 The choice of 

tokens instead of words for the ITP study allowed me to better compare my results with those 

of previous empirical studies on ITP productivity such as those of Alabau et al. (2016) or 

                                                 
38 Punctuation symbols account for about 10% of the total token count.  
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Alves et al. (2016). For the inferential analysis, presented in Section 5.3.2 , processing time 

was entered in the analysis on a sentence-by-sentence basis ─as opposed to on a word-by-

word basis─ because the regression models used (mixed-effect models) already captured the 

natural variance introduced by sentence length through the inclusion of by-sentence random 

effects. 

4.3.3.2 Translation quality 

For a professional translator, translation quality is very often an essential aspect of 

translation productivity. In empirical studies on PE productivity, however, translation quality 

assessment is often overlooked, perhaps due to it requiring resources that are not always 

available.  

Nevertheless, investigating productivity only in time terms, overlooking final 

translation quality, provides a partial picture of professional translators’ translation 

productivity. I therefore decided to analyze translation productivity both in the PE study and 

the ITP study taking translation quality into consideration. Specifically, I assessed the 

translation quality of the post-edited and interactively translated texts using an error-based 

framework, the Multidimensional Quality Metrics (MQM) scorecard, which has the 

advantage of having a set of predefined categories that allow for easier comparison among 

studies. MQM was specifically developed to assess translation quality and draws from the 

LISA (Localization Industry Standards Association) Quality Assurance (QA) Model. 

Previous PE studies (Guerberof, 2009; Temizöz, 2013) have in fact used the LISA 

QA Model 3.1, traditionally used in localization settings, to evaluate the quality of the post-
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edited texts. Nevertheless, the LISA QA Model is not officially available anymore, as LISA 

closed in 2011.  

Under the MQM framework, each textual unit is assigned a quality score based on the 

error annotations made by the user. The MQM framework version I used in this study, i.e., 

0.1.0, defines 106 issue types (Lommel & Melby, 2014) distributed along five major 

categories: Accuracy, Fluency, Verity, Design, and Internationalization. Accuracy issues 

occur when the target text does not reflect the same meaning as the source text. Fluency 

issues have to do with how correct and idiomatic the output is, regardless of translation 

considerations. Verity issues occur when the text makes statements that are untrue in the 

target locale. Design issues are those issues that are related to the formatting of the text. 

Internationalization issues arise when content adaptation to different languages and regions is 

not easy. A further category, Other, is included as a precautionary measure when it is 

impossible to assign an error to any of the existing categories. 

In the choosing of a metric that would be adequate and sufficient for my addressing 

RQ1-RQ3, I chose a metric of a size that would not overload the annotator cognitive 

capacity. According to MQM’s usage guidelines (Lommel & Burchardt, 2014), “general 

psychometric guidelines suggest that categorizations used in evaluation should target six to 

seven items” (p. 5). Quality was then assessed along the classical dimensions of Accuracy 

and Fluency, adequate for my research purposes and my text contents. Within the Accuracy 

category, I chose all top level issue types, namely: 

 Mistranslations: the target content does not accurately represent the source content. 

 Omissions: content is missing from the translation that is present in the source.  
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 Untranslated: content that should have been translated has been left untranslated. 

 Additions: the target text includes text not present in the source. 

 

Within the Fluency category I chose the following three levels:  

 Grammar: the text contains function word, word order, agreement or word form issues. 

 Style: the text contains unidiomatic or confusing constructions. 

 Spelling: the text contains spelling issues. 

 

In terms of severity of the issues, MQM distinguishes three levels, all of which were 

considered a priori when assessing translation quality 

 Minor issues: those that do not impede understanding of the text.  

 Major issues: those that make the text difficult to understand.  

 Critical issues: those that render the content unusable.  

 

I annotated issues on a sentence level, using the decision trees and guidelines 

provided in Lommel and Burchardt (2014) as a reference during the annotation process. 

Following LISA QA’s standard severity weights, I gave minor errors a weight of 1 and major 

errors a weight of 5.39 

Under MQM, an error-free translation scores 100%. Any issues that appear in a 

textual unit subtract percentage points from that score according to the following formula:  

                                                 
39 Under the LISA QA model, critical errors receive a weight of 10. In my studies, no critical errors were found. 
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MQM Score (%) = 100 - ((Count of Minor Issues+ 5 * Count of Major Issues + 10 * 

Count of Critical Issues)/textual unit length)*100. 

For example, a 28-word sentence with two minor issues and one major issue would 

have a score of 100- (2+5)/28*100 = 75%. 

Using an error-based framework such as MQM to assess text quality usually involves 

determining an arbitrary pass threshold for textual units. Given that, to the best of my 

knowledge, there seems to be no scholarly body of literature concerning these frameworks, I 

set the minimum sentence quality acceptance level at a percentage commonly referred to in 

industry-related documents, i.e. 95%. A textual unit scoring less than 95% quality is 

classified as Fail; a score at or above 95% is classified as Pass.  

Annotating the quality of the final translation on a sentence level with an MQM 

metric allowed me therefore to assign to each post-edited/interactively translated sentence a 

measure of translation quality that is operationalized via: 

 An MQM Score (0-100%) according to which a Pass (≥ 95%) or a Fail (<95%) Status 

was assigned. Additionally, a Fail/Pass Ratio (proportion of sentences labeled as Fail 

to sentences labeled as Pass, between 0 and 1) was computed for sets of sentences 

grouped by translator, session or translation condition.  

 The frequency of issues, classified according to their type and severity. 
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4.3.3.3 Technical effort  

Technical effort in the PE study was measured on a sentence-by-sentence basis via 

HTER (Human-mediated Translation Edit Rate) and AER (Actual Edit Rate). HTER is an 

edit distance metric that measures the minimum number of operations (insertions, deletions, 

substitutions and shifts) needed to convert a machine translation into its post-edited version. 

It is computed by dividing the number of operations by the number of words in the post-

edited version. A low HTER means that few operations were needed to turn the MT output 

into its post-edited version. The fewer the changes that need to be applied to the machine 

translation, the more similar it is to the post-edited, reference translation and therefore the 

lower the effort exerted by the translator and the higher the MT quality. Therefore, HTER can 

be used both as a (semi-automatic) evaluation metric of MT quality and as a measure of 

technical effort. Semi-automatic evaluation metrics compare the similarity of the MT output 

not to a human reference translation, but with its post-edited output, or “targeted reference”, 

defined by Dorr, Olive, McCary and Christianson as “references created by humans 

specifically for a machine translation output” (2011, p. 765). For the PE study, I computed 

HTER scores with the freely available tercom software40, based on the machine translated 

texts and their non-minimally post-edited versions.  

HTER, however, is concerned about the PE product, not the process. It therefore does 

not measure translators’ actual edit operations, which may involve going back and applying 

corrections to previously post-edited parts of the text, something HTER cannot capture, and 

which I was interested in obtaining. I therefore obtained an additional measure of 

productivity in the PE study based on data obtained from the translation process. Specifically, 

                                                 
40 https://github.com/jhclark/tercom 
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CASMACAT logs a text event any time there is a keystroke and/or mouse action leading to 

the insertion or deletion of on-screen text. A text event does not necessarily correspond to the 

number of characters inserted or deleted. For instance, if a translator deletes a whole word by 

selecting it with the mouse and pressing backspace, this action is logged as one text (deletion) 

event. If they move a word by cutting it and pasting it somewhere else, it constitutes two texts 

events: one deletion event and one insertion event. I measured the edit operations by adding 

up the number of text events logged by CASMACAT and dividing them by the number of 

words in the machine translated text to obtain an Actual Edit Rate ─henceforth AER─, which 

was assigned to each sentence.  

For the ITP study, however, neither HTER nor AER were used to measure technical 

effort. HTER was deemed to provide a limited measure of technical effort that does not 

correspond to actual keyboard activity, as Section 5.2 shows.  AER, on its part, is a measure 

of keyboard activity that, while quantifying translators’ keyboard actions, does not 

distinguish between the different actions. After consulting previous empirical studies on ITP 

(Alabau et al. 2016; Alves et al. 2016; Sanchís-Trilles et al., 2014) I made the decision of 

providing a measure of technical effort in the ITP study as comprehensive and fine-grained as 

possible that would allow for a thorough characterization of technical effort while allowing 

comparison with the above mentioned and future studies. Technical effort in the ITP study 

was hence measured via five variables obtained from translation process data, i.e., Manual 

Insertions, Manual Deletions, Navigation and Special Key Presses, Mouse Clicks and Tokens 

of MT Origin, described below.  

Manual Insertions are the number of alphanumeric characters (i.e., numbers, letters, 

whitespaces and punctuations symbols) manually inserted by the translator, divided by the 
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number of source tokens in the exploratory analysis and measured on a sentence-by-sentence 

basis in the inferential analysis. Manual insertions were extracted from CASMACAT’s 

translators’ activity logs computing, for each segment, the total number of characters that 

were inserted with edition type logged as manual. For illustrative purposes, the following line 

extracted from one of the logs shows one manual insertion (a whitespace) and no manual 

deletions: 

 <text id="1084427" elementId="segment-1960-editarea" xPath="" 

time="1488794658589" cursorPosition="6" deleted="" inserted=" " 

previous="Donald" text="Donald " edition="manual"/> 

On its part, Manual Deletions are the number of alphanumeric characters manually 

deleted by the translator, divided by the number of source tokens in the exploratory analysis 

and measured on a sentence-by-sentence basis in the inferential analysis. Manual Deletions 

were obtained from CASMACAT’s translators’ activity logs computing, for each segment, 

the total number of characters that were deleted with edition type logged as manual.  

A third measure of technical effort in ITP was obtained from other keyboard activity 

conducted by translators, based on all actions that are not considered Manual Deletions or 

Manual Insertions. In this category lie navigation keys (i.e., up, down, left and right arrows), 

control keys (i.e., ctrl, alt, shift) and the Tab key, which is used in the ITP mode to accept a 

full or a partial suggestion. Navigation keys are used to move about the segment; while 

control keys are used in combination with other keys to copy, cut or delete portions of the 

text and capitalize words. A new variable, Navigation and Special Key Presses, was 

computed based the number of keyUp elements where the mappedKey content was either 
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Tab, Ctrl, Left Arrow, Right Arrow, Up Arrow, Down Arrow, Alt or Shift.41 Again, for 

illustrative purposes, the following line extracted from one of the study shows one Shift press. 

<keyUp id="1084438" elementId="segment-1960-editarea" xPath="" 

time="1488794658939" cursorPosition="8" which="16" mappedKey="Shift" 

shift="0" ctrl="0" alt="0"/> 

A fourth variable, Mouse Clicks, was used to measure technical effort in the ITP 

study. Other than the keyboard, translators may use the mouse to move about the segment. 

Mouse activity within the segment edit areas was computed via the count of mouseClick 

elements in translators’ activity logs.  

Finally, with the goal of assessing how useful MT assistance is for translator, for the 

ITP study, I measured the count of tokens in the final, target text that were accepted by the 

translators exactly as suggested by the ITP system, and not changed after being accepted. In 

the case of texts translated with PE assistance in the ITP study, I measured the count of 

tokens in the MT output that were left unedited (i.e., not altered or moved around). Counts 

were divided by the number of source tokens in the exploratory analysis and measured on a 

sentence-by-sentence basis in the inferential analysis.  

                                                 
41 Keyboard activity is logged with a keyDown action (when the key is pressed) and one keyUp action (when the 

key is released). There is not an exact correspondence between both, with keyDown triggering as long as a key is 

pressed (for instance, if a translator presses the right arrow key continuously to move ten characters to the right, 

ten keyDown events are logged, while only one will be logged for keyUp when the key is released, hence choosing 

the latter.  
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4.3.3.4 Operationalization changes derived from the experience of the PE 

study 

Based on the experience of the PE study, I applied changes to two aspects of the 

research design of the ITP study. These concerned the level of detail of the instructions 

presented to participants and the operationalization of temporal effort and technical effort. In 

relation to the first of those two aspects, main changes I reduced the set of task instructions 

provided to translators. Concretely, the instructions of the PE study contained a specific 

instruction to avoid using external translation aids such as online web searches, in the belief 

that this would provide the study with a greater degree of control. Nevertheless, upon 

reviewing the translator logs, I observed that all of them, to different degrees, left the 

CASMACAT interface during translation at different points, presumably to conduct 

translation-related web searches. I then decided that imposing this limitation was not realistic 

when asking translators to deliver a full-quality text, so I removed it from the instructions 

presented to participants in the ITP study. Additionally, the instructions of the PE study 

included a set of PE guidelines together with a typology of the MT issues translators would 

probably encounter, and supporting examples, adapted from the typology of Rico Pérez 

(2012, p. 60). In the post-task questionnaire, and through casual email exchanges, three 

translators mentioned the task instructions were too long. Given that the quality expectations 

for the translated texts was set to human-like, I decided to remove both the MT issue 

typology and supporting examples from the final set of instructions, as I concluded that they 

would not provide any additional information that would help them complete the task, and 

might even confuse them under the ITP mode, where there is no static MT output.  

In terms of the operationalization of temporal effort and technical effort, changes 

were motivated by making the results of my study more comparable to other studies, while 
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providing a more fine-grained measure of translation productivity. Specifically, in the PE 

study, per-sentence variable measurements were divided by the number of words in the 

source sentence to obtain relative frequencies, and these figures were used in the descriptive 

and inferential analysis presented in Section 5.2. For the exploratory analysis of the ITP study 

presented in Section 5.3.1, these relative frequencies were obtained by dividing instead by the 

number of tokens (i.e., words and punctuation symbols) in the source sentence. For the 

inferential analysis presented in Section 5.3.2, measures were introduced in the models on a 

sentence-basis. Additionally, technical effort was measured with more detail in the ITP study, 

based not only on the count of edit actions but on the different types of edits, pressed keys 

and use of the mouse. The above choices allowed me to better compare the results obtained in 

the ITP study described in this work to previous empirical ITP studies such as those of 

Alabau et al. (2016) and Alves et al. (2016) 

4.3.3.5 Summary of the operationalization of translation productivity 

So far, I have shown how translation productivity was operationalized. Table 6 

summarizes these aspects, in particular how the concept of translation productivity was 

defined and measured in both the PE study and ITP study.  
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Table 6 
Operationalization of translation productivity 

Concept Dimensions Variables Measure of Study 

Translation 
Productivity 

  Translation 
Process 

Translation 
Product PE ITP 

Temporal Effort Processing Time ✓  ✓ ✓ 

Technical Effort 
 

Human-targeted 
Translation Edit Rate  ✓ ✓  

Actual Edit Rate ✓  ✓  

Manual Insertions ✓   ✓ 

Manual Deletions ✓   ✓ 

Navigation and 
Special Key Presses ✓   ✓ 

 Mouse clicks ✓   ✓ 

 Tokens of MT Origin 
in Final Text ✓   ✓ 

 
Translation 

Quality 

MQM Score  ✓ ✓ ✓ 

Fail/Pass Ratio  ✓ ✓ ✓ 

Frequency of Issues, 
classified according to 

type and severity 
 ✓ ✓ ✓ 
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5. Analysis and Results 

In this chapter, I present the results of the PE study in Section 5.2, and those of the 

ITP Study in Section 5.3. The analysis involved both exploratory analysis and statistical 

inference, which was conducted via regression techniques. 

The variables in the empirical studies presented in this thesis can be categorized 

according to their type and their role in the regression models. Regarding their type, the 

variables in my studies are either ratio variables (i.e., with numerical values) that can be 

themselves classified as continuous (i.e., containing any numerical value within a given 

range) or discrete (i.e., containing whole numbers only) or categorical variables (i.e. taking 

categories as value), which themselves can be binary (i.e. when they take exactly two values) 

or nominal (when they take more than two values). Regarding the role of the variables in the 

statistical models, variables are classified according to whether they are explanatory or 

response variables. Explanatory variables are manipulated by the researcher and are the ones 

that are expected to explain or model the changes in the response variables. 

Table 7 summarizes the main variables’ types and their role in the inferential analyses 

conducted for the PE study and the ITP study. 
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Table 7 
Type and role of variables in the inferential analysis 

 

The regression techniques I used to model the effect of the explanatory variables on 

the response variable are different for the PE study and for the ITP study. The primary focus 

of the PE was on the impact of MT quality on translation productivity, so I chose simple 

Study Explanatory variables Response variables 

 
PE  

Study 

 
MT quality:  

-BLEU (ratio, continuous) 

Temporal effort: 

-Processing Time: ratio, continuous 

Translation Quality: 

-Fail/Pass Ratio (ratio, continuous) 

Technical Effort: 

-AER (ratio, continuous) 

-HTER (ratio, continuous) 

 
ITP  

Study 

Condition:  

-Categorical, binary: PE/ITP  

ITP Session ID: 

 -Ratio, continuous: 2-8 

 

Random effects: 

Translator ID: 

-Categorical, nominal:TR1- 

TR8 

Sentence ID: 

-Categorical, nominal: S1-

S233 

Temporal effort: 

 -Processing Time: ratio, continuous 

Translation Quality:  

-Pass Status (categorical, binary) 

-Fluency Issue Frequency (ratio, discrete) 

-Adequacy Issue Frequency (ratio, 

discrete) 

-Minor Issue Frequency (ratio, 

discrete) 

-Major Issue Frequency (ratio, 

discrete) 

 

Technical Effort (all ratio, discrete): 

-Manual Insertions 

-Manual Deletions 

-Navigation and Special Key Presses 

-Mouse clicks 

-Tokens of MT Origin  
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linear regression, suited for investigating the effect of one explanatory, continuous variable, 

on a continuous, response variable.  

Unlike the PE study, one of the aims of the ITP study was measuring translation 

productivity over time. I had therefore two main choices: using a repeated measures ANOVA 

or mixed-effects models. Given that my study presented a number of missing observations, as 

detailed in Section 5.3, I chose mixed-effects models, which can handle unbalanced designs 

caused by missing data. Mixed-effect models, like simple regression models, aim at 

explaining the effect of one or more explanatory variables on a response variable, but, unlike 

simple linear regression, they model this effect by introducing additional explanatory 

variables that represent observational units (i.e., random effects; Translator ID and Sentence 

ID in my case). Comprehensive details on mixed-effects models are given in Section 5.3.2. 

Analyses were conducted with the free open source environment R (R Core Team, 

2016). Its core packages were used to obtain summary statistics, correlations and their 

significance and to fit simple linear regressions, and the ggplot2 package (Wickham, 2009) 

was used to create plots. Section 5.3.2 contains details on the R packages used to fit mixed-

effects models. 

When reporting descriptive statistics, where a measure of the dispersion of the 

distributions is given numerically, this is done not in absolute terms as the Standard 

Deviation (SD) but in relative, dimensionless terms, as the Relative Standard Deviation 

(RSD). The RSD is calculated by dividing the sample SD by the mean and multiplying it by 

100 to present it as percentage, thus allowing for the comparison of the dispersion of different 

distributions.  
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The p values of the estimated regression coefficients are reported exactly as obtained 

and to three decimal places unless p < .001. 

5.2 Results of PE Study 

In this section, I report the results of the PE study, grouped by MT system and 

translator. As previously indicated, I excluded sentences with a logged period of inactivity of 

two minutes or more from analysis as such long pauses are likely not indicative of difficulties 

posed by the underlying MT system. Thresholds above which individual observations are 

discarded are reported in other empirical studies on PE and ITP productivity (Cettolo et al., 

2012; Sanchís-Trilles et al., 2014). I also excluded sentences inadvertently skipped by 

translators and sentences with unreliable measurements.42 In total, I considered 1202 out of 

1233 observations valid.  

All sentences in the PE study I present in this work have the following associated 

variables: Processing Time, HTER, AER, MQM Score, Pass Status and Frequency of Minor 

and Major Fluency and Adequacy issues. This allows me to report the exploratory results 

grouped by MT system (Section 5.2.1) and translator (Section 5.2.2). When statistical 

inference was conducted, the graphical checks of the usual assumptions of linear regression 

(i.e., linearity, homogeneity of variance and normality) are provided for all regression models 

                                                 
42 CASMACAT logs editing time on a segment basis as the interval between the opening and closing of each 

segment. When translators access the PE interface, the first segment in the document is opened automatically. 

Translators do not usually start post-editing right away, instead they scroll through the document. Once acquainted 

with its contents, they go up the first segment, post-edit it and, when finished, close it. Most editing times logged 

for first segments in the PE study are in fact spent browsing through the whole document and are therefore 

unreliable. 
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in Appendix N. Specifically, linearity and homogeneity of variance assumptions were 

checked with plots of residuals vs. fitted values (which should show a relatively straight line); 

normality, with normal quantile (Q-Q) plots (which should show individual observations 

distributed along the 45° reference, diagonal line) and homogeneity of variance, with scale-

location plots (which should show no obvious trends). Additionally, the influence of each 

individual observation on the regression line was assessed via residuals vs. leverage plots 

(which should show the solid red line not crossing the dashed red lines). The goodness of fit, 

i.e., the percentage of the variability of the response around its mean explained by the simple 

linear regression models, was assessed with R-squared (R2). The higher the R2 value, the 

better the regression model explains the observed data.  

5.2.1 Results by MT system 

5.2.1.1 MT quality  

MT quality was measured with the BLEU automatic evaluation metric (AEM). It is 

worth recalling, as introduced in Section 2.1, that AEMs measure how similar the MT output 

is to a human reference translation or a set of human reference translations, and assign a 

quality score accordingly. Such a score can be given for a whole system, based on the quality 

of a test set, or on a document or sentence-level (Dorr et al., 2011).  

Nine SMT systems were trained with training data from the European Parliament 

proceedings, News Commentary, Common Crawl, and United Nations.43 The MT systems 

                                                 
43 Available, respectively, at http://www.statmt.org/europarl/; http://opus.lingfil.uu.se/News-Commentary.php; 

http://commoncrawl.org/ and https://conferences.unite.un.org/uncorpus.  

http://www.statmt.org/europarl/
http://opus.lingfil.uu.se/News-Commentary.php
http://commoncrawl.org/
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are phrase-based Moses systems (Koehn et al., 2007) with hierarchical lexicalized reordering 

(Galley & Manning, 2008), operation sequence model (Durrani, Fraser, Schmid, Hoang & 

Koehn, 2013), and sparse lexical features. All available language model data was used (i.e., 

target side of the full parallel corpus, plus the monolingual News corpus and LDC 

Gigaword).44 The best MT system reaches comparable quality to the best system 

participating in the WMT 2013 evaluation campaign.  

To obtain nine different MT systems, the parallel training corpus was iteratively 

halved to obtain systems of inferior quality. Additionally, by choosing nine MT systems, it 

was ensured that enough data points would be obtained for any potential trends in the 

variables of interest to be visible. 

The quality of the MT systems was measured with case-sensitive BLEU (Papineni et 

al., 2002) on the official WMT 2013 test set. Table 8 summarizes MT systems’ quality and 

training corpus size, given in thousands of parallel sentences and millions of source-side 

words. 

  

                                                 
44 Available, respectively, at http://www.statmt.org/wmt10/translation-task.html and 

https://catalog.ldc.upenn.edu/ldc2003t05  

http://www.statmt.org/wmt10/translation-task.html
https://catalog.ldc.upenn.edu/ldc2003t05
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Table 8 
MT systems’ quality and training size 

System BLEU Training sentences Training words (English) 

MT1  30.37  14,700k  385M  

MT2  30.08  7,350k  192M  

MT3  29.60  3,675k  96M  

MT4  29.16 1,837k  48M  

MT5  28.61  918k  24M  

MT6  27.89  459k  12M  

MT7  26.93  230k  6.0M  

MT8  26.14  115k 3.0M  

MT9  24.85  57k  1.5M  

 

In particular, Table 8 shows that the BLEU scores range from 24.85 for MT9 to 30.37 

for MT1, with training data for MT1 being about 257 times that of MT9. Halving training 

data has the most substantial impact when it is done from 3.0M to 1.5M, resulting in a 

decrease of 1.29 BLEU points, while the less substantial impact occurs when halving data 

from 385M to 192M, which results in a decrease of 0.29 BLEU points.  

5.2.1.2 Temporal effort (Processing Time) 

The first dimension of translation productivity investigated for the potential effect that 

MT quality may have on it is temporal effort. To that end, Table 9 shows time measurements 

as Processing Time in seconds per word (spw) and as Processing Speed in words per hour 

(wph), together with the Relative Standard Deviation (%) of Processing Time. 
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Table 9 
Processing Time, RSD and Processing Speed, by MT system 

System  Processing Time (spw) RSD (%) 
 Processing Speed 

 (wph) 

MT1  4.06 72.42 887  

MT2  4.38  86.20 822  

MT3  4.23  75.58 851 

MT4  4.54  90.21 793 

MT5  4.35  98.90 828  

MT6  4.36 77.12 826  

MT7  4.66 91.78 773  

MT8  4.94  108.65 729  

MT9  5.03  83.04 716  

 

As Table 9 shows, the best MT system, i.e., MT1, results in the faster processing 

speed and overall lowest RSD, suggesting that high-quality MT results in faster processing 

speeds and less individual variation. To investigate the potential relationship between the MT 

systems’ quality score and the time translators spend post-editing MT output, Figure 1 plots 

Processing Time against BLEU Score. 
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Figure 1. Scatter plot of MT system-level Processing Time against BLEU, and regression line with 95% 
confidence bounds.  

A linear regression was applied to predict Processing Time based on MT quality 

measured with BLEU. The model was significant (F (1, 7) = 33.62, p < .001), with an R2 of 

.828. As Table 10, shows, the model describes the effect of system’s BLEU on Processing 

Time as following a decreasing linear relationship. Specifically, for every 1-point increase in 

BLEU, there is a decrease in Processing Time of approximately 0.16 seconds per word, 

equivalent to about 3-4%.45  

  

                                                 
45 The equation for a straight line is y=mx+b, where m is the slope and b is the intercept of the line. The slope 

represents the steepness and direction of the regression line, in this case, the strength and direction of the effect 

of BLEU of Processing Time. The intercept represents the mean of the response when x=0, i.e., it represents mean 

Processing Time when BLEU=0. Graphically, it refers to the location where the regression line intersects with the 

y-axis, i.e., when x=0. For instance, to calculate the Processing Time (y) estimated by this model when BLEU = 

30, the result would be y=-0.15527*30+8.88008, i.e., 4.22198 seconds per word.  
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Table 10 
Linear regression results of the effect of MT quality on PE time 

 Estimate Std. Error t value p value 95% Confidence Interval 

intercept 8.88 0.76 11.74 < .001 [7.37, 10.39] 

slope -0.16 0.03 -5.80 < .001 [-0.21, -0.10] 

Assumption checks confirm the validity of the results in Table 10: the plot of residual 

versus fitted values shows some noise but no distinctive pattern, and although residuals show 

a slight departure from normality, this is expected in small samples. For the full diagnostic 

plots of the model, see Appendix N.1. 

5.2.1.3 Technical effort  

A second dimension of translation productivity, technical effort, is also investigated 

for the potential effect that MT quality may have on it. Table 11 shows how Technical Effort, 

measured through HTER and AER varies according to MT systems’ quality, measured with 

BLEU. 

Table 11 
MT systems’ BLEU, HTER and Actual Edit Rate 

System MT Quality  Technical Effort 

 BLEU HTER 
 Actual Edit Rate 

(AER)  

MT1   30.37  40.75  3.36  

MT2  30.08  40.85  3.05  

MT3  29.60  42.41  3.03  

MT4  29.16 41.57  3.58  

MT5  28.61  42.29  3.61  

MT6  27.89  43.57 3.66  

MT7   26.93  44.79  3.33  

MT8  26.14 46.15  3.57  

MT9  24.85  50.30  4.20  
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Table 11 shows that MT9, the system with the lowest BLEU score has both the 

highest HTER and AER of all systems, representing an increase of 23.43% and 22% 

respectively over MT1, the best system. The lowest HTER score is logged for the best 

system, MT1, while the lowest AER score is logged for the third best MT system, MT3, 

For each MT system, Technical Effort indicators (HTER and AER) were plotted 

against BLEU score, to examine potential relationships. Two linear regressions were applied 

to investigate the effect on MT quality of AER and on HTER, respectively. Figure 2 shows 

the plot for HTER against MT quality; Figure 3 shows the plot for AER and MT quality. 
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Figure 2. Scatter plot of MT system-level HTER against BLEU, and regression line with 95% confidence 
bounds. 

 

Figure 3. Scatter plot of MT system-level AER against BLEU, and regression line with 95% confidence bounds. 

 

Table 12 presents the results of the models depicted graphically in Figure 2 and 

Figure 3. 

Table 12  
Linear regression results of the effect of MT quality on technical effort indicators 

 Effect of MT quality on HTER Effect of MT quality on AER 

 Intercept Slope Intercept Slope 

Estimate 87.89 -1.58 7.46 -0.14 

Std. Error 4.71 0.17 1.33 0.05 

t value 18.67 -9.42 5.59 -2.98 

p value <.001 <.001 <.001 .020 

95% Confidence 
Interval 

[76.75, 99.02] [-1.96, -1.18] [4.31, 10.61] [-0.25, -0.03] 
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Both models show a significant decrease in Technical Effort indicators as the MT 

quality increases: (F (1, 7) = 88.69, p < .001), with an R2 of .927 for the effect on HTER and 

(F (1, 7) = 8.90, p = .020), and an R2 of .560 for the effect on AER. Specifically, the first 

model describes the effect of BLEU on HTER as follows: for every 1-point BLEU increase in 

the quality of the MT system there is a decrease of 1.58 HTER points. The second model 

describes the effect of BLEU on AER as follows: for every 1-point BLEU increase in MT 

quality there is a decrease of 0.14 in AER (i.e., 14 fewer edit actions per 100 words).  

However, a closer analysis of Figures 2 and 3 shows that the results obtained in the 

two models are likely strongly influenced by the MT9 data point. This is confirmed by the 

models’ diagnostic plots provided in Appendix N.2, for the effect on HTER and Appendix 

N.3, for the effect on AER. In the case of the effect of BLEU on HTER, removing the MT9 

data point does not substantially change the conclusions of the model, i.e., it still shows a 

downward trend in HTER relative to BLEU, albeit less pronounced.46 Yet, in the case of 

AER, the influence of the MT9 data point is such that removing it renders the model non-

significant (F (1,6) = 2.07, p = .200). The conclusions of the model relating BLEU and AER 

are hence considered non-robust and subsequently deserve further exploration in future 

studies.  

Lastly, I investigated whether there was any association between the two indicators of 

technical effort used in this study, i.e., AER and HTER. Fitting a linear regression model 

results in a significant effect (F (1, 7) = 8.95 p = .002), with an R2 of .562. Nevertheless, 

                                                 
46 (F (1,6) = 104.3, p <.001), with an R2 of .946. The estimate for the intercept decreases from 87.89 to 78.07 and the 

slope from 1.57 to 1.23. 
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similar to the results above, a visual inspection of the regression plot highlights that the 

regression line is also determined by the MT9 data point, and removing it results in a non-

significant model (F (1, 6) = 0.90, p = .38). Hence, no robust evidence of any association 

between the technical effort indicators used in the PE study, HTER and AER, was found. 

5.2.1.4 Translation quality 

A third dimension of translation productivity, translation quality, was investigated. 

Translation quality was measured via a) the MQM Score, b) the count of sentences in the Fail 

and Pass categories, from which a Fail/Pass Ratio was derived and c) issue frequency (per 

1000 source words), grouped by type and severity. Table 13 shows these translation quality 

indicators, grouped by MT system. 

Table 13 
Translation quality indicators of post-edited translations, by MT system 

System  
MQM 

Score  
Fail  Pass  

Fail/Pass 

Ratio 

Fluency 

issues/1k 

Adequacy 

issues/1k 

Minor 

issues/1k  

Major 

issues/1k  

MT1  97.86  15  117  0.13 6.53 9.22 13.83 1.92 

MT2  97.19  20  113  0.18 7.40 10.52 14.41 3.51 

MT3  98.01  16  117  0.14 7.35 8.51 13.92 1.93 

MT4  96.76  26  109 0.24 9.53 11.44 17.16 3.81 

MT5  97.84  18  116  0.16 7.27 8.42 13.40  2.30  

MT6  98.63  10  124  0.08 4.97 7.26 11.08  1.15  

MT7  97.31  17  115  0.15 5.83 10.88 12.82  3.88  

MT8  97.47  22  112 0.20 4.96 10.68 11.82  3.81  

MT9  95.81  32  103 0.31 9.08 12.10 15.89  5.30  
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As one may expect, given that participants are professional translators post-editing to 

publishable quality, sentence-level MQM Scores follow a left-skewed distribution, i.e., an 

asymmetric distribution where most values occur towards the end of the distribution (over 

72% of the 1202 post-edited sentences score 100%).  

In terms of how translation quality relates to MT quality, Table 13 does not indicate 

any evident association. For instance, the MT system ranked sixth in terms of BLEU score, 

i.e., MT6, was post-edited to the highest quality, both measured as MQM Score and Fail/Pass 

Ratio, while the output of the system ranked first in terms of BLEU score, i.e., MT1, was 

post-edited to the third best MQM score and the second lower Fail/Pass Ratio. In terms of 

type and severity of issues, the MT system that produced the texts that were post-edited to the 

highest frequency of minor issues is MT4, the system ranked fourth in terms of BLEU score.  

It is worth reminding that the translation quality indicators in Table 13 are 

interrelated: Fail/Pass Ratio is a dichotomization of the MQM Scores, and as shown in 

Section 4.3.3.2, the MQM score is calculated based on the count on minor and major issues, 

which are weighted to reflect their influence on the final score. 

There is an indication, however, that a sufficiently low BLEU score may have an 

effect of final translation quality. In fact, MT9, the system with the lowest BLEU score, 

produced the output that ended up with the lowest MQM Score and the highest Fail/Pass 

Ratio: one in four sentences were post-edited to below the acceptable 95% MQM Score. In 

terms of issue typology, MT9 produced the output that was post-edited to the highest 

frequency of adequacy issues and in terms of issue severity, to the highest frequency of major 

issues.  
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A Pearson’s chi-square test found differences in the Fail/Pass Ratio between MT 

systems (𝜒𝜒2 (8) = 19.40, p = .013), with a post-hoc pairwise comparison with Holm’s 

adjustment finding that the differences between the MT6-MT9 pair were significant. Given 

that there are higher differences in the BLEU score of MT9 with five other MT systems, I 

cannot make any claims that this statistically significant difference is associated to the MT 

systems’ BLEU scores.  

5.2.1.5 Translation quality vs. temporal effort 

The last level of analysis in the PE study conducted on an MT system basis, is 

investigating whether higher temporal effort is associated with higher (or lower) translation 

quality. To that end, Figure 4 plots Fail/Pass Ratio against Processing Time for each MT 

system.  

 

Figure 4. Scatter plot of MT systems’ Fail/Pass Ratios against Processing Time with regression line with 95% 
confidence bounds. 

Figure 4 depicts a model describing a positive linear relationship between MT 

systems’ Processing Time and Fail/Pass Ratio: the more time is spent post-editing, the higher 
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the Fail/Pass Ratio of the post-edited output. The model is significant (F (1, 7) = 8.06, p = 

.025), with an R2 of .535. Nevertheless, looking at the scatter plot above it is evident the data 

point relative to MT9, again, seems to be leveraging the regression line, an influence that is 

confirmed by the diagnostic plot of the model (see Appendix N.4). Removing the data 

relative to MT9 makes the model non-significant. Hence, no robust conclusions can be drawn 

from this model about any relationship between Processing Time and Fail/Pass Ratio, and 

further research is needed to clarify it.  

 

5.2.2 Results by translator 

In this section, I present the results of the analysis of technical effort, temporal effort 

and translation quality indicators grouped by translator, together with translators’ perceptions 

of MT and PE. 

5.2.2.1 Technical effort, temporal effort and translation quality 

To get an overview of translators’ translation productivity, Table 14 shows temporal 

effort (Processing Time), technical effort (HTER and AER) and translation quality (MQM 

Score and Fail/Pass Ratio) indicators, grouped by translator.  
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Table 14 
Processing Time and technical effort and translation quality indicators, by translator 

  Processing Time 

(seconds per word) 
HTER  AER 

MQM 

Score  
Fail/Pass Ratio  

TR1  4.57  44.79  2.29  98.65  0.08 

TR2  4.14  42.76  3.33  97.13  0.23 

TR3  3.25  34.18  2.05  96.50 0.25 

TR4 2.98   49.90  3.52  98.10 0.14 

TR5   4.68 54.28  4.72  97.45 0.14 

TR6  2.86 37.14  2.78   97.43  0.21 

TR7  6.36  39.18  2.23  97.92  0.16 

TR8  6.29  50.77  7.63  97.20 0.16 

TR9  5.45  39.21  2.81  96.48  0.19 

 

The differences between translators in Processing Time and technical effort indicators 

are more pronounced than between MT systems. This inter-subject variability in Processing 

Time and technical effort mirrors the findings of previous empirical PE studies such as those 

reviewed in Section 3.2.1 and Section 3.2.2. Translation quality indicators (MQM Score and 

Fail/Pass Ratio), however, show less variation between translators than between MT systems, 

likely due, as it was mentioned before, to participants being professional translators.   

To better understand translators’ translation productivity, first, any potential 

association between technical effort indicators and temporal effort was investigated. 

Processing Time was plotted, on the one hand, against AER, and against HTER on the other. 
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No association was found in either case, as evidenced by the lack of discernible patterns in 

the scatter plots in Figure 5, suggesting activities other than technical effort as measured by 

HTER or AER make up for the time spent in PE. 

  

Figure 5. Scatter plots of Processing Time against technical effort indicators (AER and HTER), by translator. 

While no obvious relationship between variables can be identified by looking at the 

plots in Figure 5 above, some interesting findings can be drawn by looking at translators’ data 

obtained via the questionnaires and the translation activity logs. TR7, the slowest translator, 

has nevertheless both low HTER and AER indicators (i.e., indicating little keyboard activity). 

TR7’s log shows the translator left the CASMACAT interface (by accessing another tab in 

the browser) and re-accessed CASMACAT an average of over 100 times per text. Without a 

screen recorder, I do not know what she was doing outside CASMACAT, but it is likely that 

she was engaged in translation-related web searches, possibly because the texts posed 

comparatively more difficulties for her.  

TR8, the second slowest post-editor, has the second highest HTER and the highest 

AER. Comparing both variables among translators, it can be observed that TR8 has a HTER 

comparable to that of TR4, yet TR8’s AER is more than double than that of TR4. This 
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indicates that TR8 greatly modified the MT output —something supported by the translation 

activity logs—, likely slowing them down in the process.  

The two fastest translators, TR6 and TR4, left the CASMACAT interface the least 

number of times of all (five and three times per text, respectively, on average), a possible 

indication that they did not need to consult many online translation resources. As per the 

participants’ characteristics reported in Section 4.3.1.1, TR6 and TR4 were not only the 

fastest but also the most experienced translators of all participants, considering experience 

both in terms of length (>10 years for both) and translation volume in the preceding 12 

months (40,000- 55,000 and 25,000-39,900 words, respectively). 

Furthermore, the two translators with industry PE certifications, i.e., TR6 and TR3, 

were the first and third fastest post-editors. They produced the texts with the two lowest 

HTER scores. It is also worth noting that all translators produced output that had overall 

MQM Scores above the minimum quality threshold of 95%. While differences in Fail/Pass 

Ratio are not statistically significant for translators, as determined by a Pearson’s chi-square 

test (𝜒𝜒2 (8) = 12, p = .115), TR6 and TR3 also produced two of the three translations with the 

highest Fail/Pass Ratios. The next highest Fail/Pass Ratio was produced by TR2, i.e., the less 

experienced translator, both in terms of length (2 to 5 years) and translation volume in the 12 

preceding months (<10,000 words).  

A more fine-grained analysis of translation quality involves analyzing the type and 

severity of the issues appearing in translators’ texts. Specifically, issues are classified 

according to their parent type (fluency or adequacy), their children type (spelling, grammar, 

stylistics, mistranslation, addition, omission, untranslated) and their severity (minor or 
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major). Table 15 shows translators’ Fluency Issue Frequency (by 1000 source words), 

grouped by type and severity. 

Table 15 
Translators’ Fluency Issue Frequency 

 Spelling Grammar Stylistics 

All Fluency 
ID Minor Minor Major Minor 

TR1 0.76 1.90 0.00 1.52 4.18 

TR2 1.65 9.08 0.41 1.65 12.80 

TR3 1.93 10.05 0.00 0.77 12.76 

TR4 0.38 3.76 0.00 2.25 6.39 

TR5 0.38 2.27 0.38 0.38 3.40 

TR6 0.75 7.51 0.38 0.38 9.02 

TR7 0.78 3.91 0.00 0.78 5.47 

TR8 1.13 2.64 0.38 0.38 4.53 

TR9 1.14 3.42 0.00 0.38 4.94 

Mean 0.99 4.95 0.17 0.94 7.05 

 

TR5 produced the post-edited texts with the fewest fluency issues per thousand source 

words. This contrasts with the issue frequencies of TR2 and TR3, who produced over three 

and a half times as many issues as TR5.  

Overall, the most common fluency issues encountered in the post-edited texts are 

minor grammar issues, with minor spelling issues and minor stylistics issues tied in second 

place. The least common issues were major grammar issues. Note that all spelling and 
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stylistics issues encountered in the post-edited texts were classified as minor issues, as none 

of them were deemed to impede the understanding of the text. 

The other parent category of translation issues is that of adequacy. Table 16 shows 

translators’ Adequacy Issue Frequency, broken down by type and severity, per 1000 source 

words. 

Table 16 
Translators’ Adequacy Issue Frequency 

 Mistranslation Addition Omission Untranslated All adequacy 

ID Minor Major Minor Minor Major Minor Major 

TR1 4.18 1.14 0.38 0.76 0 0.38 0 6.84 

TR2 7.43 2.48 0.41 1.24 0 0.41 0 11.97 

TR3 8.12 1.93 0 0 0.39 0.77 0.39 11.60 

TR4 4.13 2.63 0.38 0 0 0 0 7.14 

TR5 4.91 3.02 0 0 0.38 0.38 0.38 9.07 

TR6 5.26 3.38 0.38 0.75 0 0 0 9.77 

TR7 6.25 3.13 0 0.39 0 0.39 0 10.16 

TR8 6.79 2.26 0.38 0 0 0.75 0.38 10.56 

TR9 6.46 3.42 0.38 1.14 0.76 0.00 0 12.16 

Mean 5.95 2.60 0.26 0.48 0.17 0.34 0.13 9.92 

 

Inter-translator variation in terms of Adequacy Issue Frequency is lower than that of 

Fluency Issue Frequency: for every adequacy issue in the texts produced by TR1, i.e., the 
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translator with the lowest Adequacy Issue Frequency, there are about 1.8 issues for the 

translator with the highest Adequacy Issue Frequency, TR9.  

Overall, the most common adequacy issues encountered in the post-edited texts are 

minor mistranslations, followed by major mistranslations. The rest of the adequacy issues 

occur less than once every two thousand source words on average, with the least common 

issue being major untranslated issues.  

In terms of error categories, minor issues are more or less equally divided into fluency 

and adequacy issues across systems, while major issues are practically all adequacy issues, 

mostly mistranslations. Note that no addition issues encountered in the post-edited texts were 

classified as major, as none of them were deemed serious enough to impede the 

understanding of the text. As it was already remarked, no critical issues of any kind were 

found in any of the texts. This seems likely to be due to the participant profile, i.e., that of a 

professional translator.  

Other than in the texts produced by TR2 and TR3 ─the fastest translators─ all 

translators produced texts that contain more adequacy than fluency issues.  

In terms of the severity of the issues, major issues are more common in the adequacy 

category than in the fluency category: while major fluency issues account for about 2.4 % of 

all fluency issues, major adequacy issues make up about 29% of all adequacy issues. 
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5.2.2.1 Translation quality vs. temporal effort 

The potential relationship between translators’ temporal effort and translation quality 

was investigated by plotting Fail/Pass Ratio against Processing Time, by translator. No 

association between translators’ temporal effort and translation quality was found, as 

evidenced by the lack of pattern in the scatter plot in Figure 6.  

 

Figure 6. Scatter plot of Fail/Pass Ratio against Processing Time, by translator. 

Hence, the model in Figure 6 cannot help determine whether fast or slow translators 

produce texts with higher or lower translation quality. 

5.2.2.4 Translators’ perceptions of MT and PE 

Translators’ perceptions of MT and PE were elicited from the pre-task questionnaire, 

through two open questions, one of which was optional, and eight questions answered with a 

five-level Likert scale. Table 17 displays a summary of participants’ PE and MT perceptions. 
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Table 17 
Translators’ perceptions of PE and MT 

  Strongly 
disagree 

Disagree 
Neither 

agree nor 
disagree 

Agree 
Strongly 

agree 

Q1 
I am comfortable post-
editing to human-like 
(perfect) quality  

1 
TR5 

2 
TR4, TR7  

1 
TR6 

4 
TR1,TR2,
TR3,TR9  

1 
TR8 

Q2 
I am comfortable post-
editing to less-than-
perfect quality  

- 
4 

TR1,TR2, 
TR4,TR8 

1 
TR5 

4 
TR3,TR6, 
TR7, TR9 

- 

Q3 
I prefer PE to translating 
from scratch (without a 
TM)  

3 
TR2, 

TR5,TR9 
- 2 

TR3, TR4 
2 

TR1,TR6 
2 

TR7,TR8 

Q4 
MT helps me maintain 
translation consistency  

1 
TR5 

3 
TR1,TR7, 

TR9  

1 
TR6  

4 
TR2, 

TR3,TR4, 
TR8 

- 

Q5 
MT helps me translate 
faster  

1 
TR5 

1 
TR9 

4 
TR1,TR2,TR

6,TR8 

2 
TR3,TR4 

1 
TR7 

Q6 
PE is more laborious 
than translating from 
scratch or with a TM 

1 
TR7 

2 
TR1,TR8 

4 
TR3,TR5,TR

6,TR9 

2 
TR2,TR4  - 

Q7 
I prefer PE to processing 
85-94% TM matches  

1 
TR2 

 

 
- 

5 
TR3,TR4,TR
6,TR8, TR9  

2 
TR1, TR5,  

1 
TR7  

Q8 
I prefer PE to editing a 
human translation  

3 
TR2,TR5,

TR8 

2 
TR1, TR4 

3 
TR3,TR6, 

TR7 

 1 
TR9  - 

 

The questions with the lowest number of neutral answers, with answers showing high 

polarization are Q1, Q2 and Q4, all three with just one neutral answer. Q1 and Q2 relate to 

translators’ perceptions of the PE process with two different final quality requirements Q3, on 

its part, asks whether MT helps translators maintain translation consistency Q4. 
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The questions with the highest number of neutral answers are those asking translators’ 

about whether MT helps them translate faster (Q5, four neutral responses) and their 

perceptions of PE in relation to TM-assisted translation (Q6 and Q7, four and five neutral 

responses respectively).  

Answers show, therefore, that translators in the PE study have different opinions 

towards PE. Overall, translators appear to be comfortable post-editing (Q1) but do not prefer 

it to editing a human translation (Q8). In addition, four translators prefer PE to translating 

from scratch (Q3). 

Regarding the open, required question Please describe any translation circumstances 

in which you consider Machine Translation can be beneficial, translators’ answers 

─reproduced verbatim here─, show that translators are mostly aware of the advantages and 

limitations of MT from a translation point of view, with one translator critical of the 

downward pressure on translation rates caused by widespread MT adoption: 

TR1: Tight deadlines; translation for internal use only; highly standardized 

texts with simple syntax (particularly for what concerns sentence structure and noun 

phrases).  

TR2: High volume manuals with plain languages and repetitive terms 

TR3: Software and IT related documents 

TR4: When there is a considerable amount of repetition of terms. When the text 

is very technical.  
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TR5: Extremely simple texts, like lists of items. 

TR6: Support tickets. Here the message is more important than grammar and 

spelling, so some errors could be skipped.  

TR7: I usually translate with on-line and free CAT Tools which allows me to 

save the translation on-line with a private Translation Memory. Since I know this CAT 

Tool, [Matecat] I don't use any other offline and expensive translation tool. 

TR8: Taking into consideration a linguistic approach, I think machine 

translation is always beneficial for one simple reason: the machine translation 

produces a faster "raw output". Normally, the "raw output" is one thing, and the final 

product we deliver to a client is another. The same applies to human translation: we 

never send "raw translations" to our clients, on the contrary, we often plan our own 

phased process (i.e., reading, translating, proofreading, etc.) in order to create a 

polished text. I am much more critical under if I take into consideration the economic 

approach, as I think some specific marketed products (Trados, Google, etc.) are ruining 

small businesses by pushing down prices and defeat competence. This is but a mere 

"priced-centered" market strategy where translation is a minor aspect. 

 

TR9: MT can be beneficial if you are looking for a "less-than-perfect quality" 

with a fast turnaround. Also, in those scenarios where MT has been customised to get 

a very high quality output, with lots of specific (customer) dictionaries or corpus and/or 

with pre- and post-editing as an extra help. "Machine translation" is not a simply clic 

of a button. 

  



 

133 

Summarizing, among the situations that translators in the PE study consider suited for 

MT are those where the text to be machine translated is of a certain type or genre or type; 

with fast-delivery or low quality expectations.  

Finally, the optional open question, Please add here any comment, question or 

concern you have, was addressed by TR9, who pointed out that, although she is interested in 

incorporating MT to her translation workflow, the practicalities of doing so make it difficult:  

TR9: I must say that NOWADAYS I prefer translating from scratch (with or 

without a TM) to MTPE. I've rarely/never used a machine translation software to 

translate faster or to maintain translation quality. Nevertheless, I am a 100% sure that 

with a good customised MT, with pre-editing and a final post-editing, the translation 

workflow can be faster than human translation and that the output would be 

outstanding. However, these days, there aren't many clients willing to implement this 

tool in their processes and it makes it hard -especially from the translator's point of 

view‚- to ‚"compile," all these sources from scratch (dictionaries, pre- and post-editing) 

to make it worthwhile. So, at the end, you simply follow the crowd (using the most 

common CAT, e.g. Trados) and...that is a shame! 

 5.3 Results of ITP study 

Just like in the PE study, as previously mentioned, I excluded from analysis sentences 

with a logged period of inactivity of two minutes or more. Additionally, I excluded a number 

of translator-by-session combinations where data collected was invalid. Invalid data occurred 

for either of two reasons: 1) technical difficulties meant the ITP server was down and did not 
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present translators with translation suggestions or 2) the translator did not follow the 

instructions and skipped ITP suggestions consistently. Table 18 details which translator-

session combinations were valid (check) and which were not valid (cross), with ‘(1)’ and 

‘(2)’ referring to the reasons for invalidity. 

Table 18 
Valid and invalid session-translator combinations 

 S01 (PE) S02 S03 S04 S05 S06 S07 S08 

TR-A ✓ ✓ ✓ ╳ (1) ✓ ✓ ✓ ✓ 

TR-B ✓ ╳ (1) ✓ ╳ (2) ╳ (2) ╳(2) ╳ (2) ╳ (2) 

TR-C ✓ ✓ ✓ ✓ ✓ ✓ ✓ ✓ 

TR-D ✓ ✓ ✓ ✓ ✓ ✓ ✓ ✓ 

TR-E ✓ ✓ ✓ ✓ ✓ ✓ ✓ ✓ 

TR-F ✓ ✓ ✓ ✓ ✓ ✓ ✓ ✓ 

TR-G ✓ ✓ ✓ ✓ ✓ ✓ ✓ ✓ 

TR-H ✓ ✓ ✓ ✓ ✓ ✓ ✓ ✓ 

  

Translators were asked to do a warm-up task to ensure they interacted with ITP in the 

manner that they were expected to. Their interactions with ITP were conducted as expected 

during the warm-up task, with ITP assistance being used to different degrees. Moreover, 

translators’ activity logs were checked until S03, and there were no issues.  

From there on, for convenience reasons, the remaining translation logs were 

downloaded from the server and data extracted from them in bulk at the end of the study. 

Only at that point I discovered that, against task instructions (specifically the Use as much of 
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the machine translation output as possible instruction), TR-B had skipped the ITP assistance 

altogether from S04, i.e., after his only valid ITP session, ignoring every single ITP 

suggestion in the remaining five sessions. It seems natural that the extent to which the as 

much as possible in the above statement can be interpreted will vary from translator to 

translator, as it certainly did, but not accepting a single ITP suggestion in five ITP sessions 

points at TR-B not having properly read the instructions or not being willing to follow them. 

When asked about the reasons for this, he replied that he did not find ITP to be helpful. I 

present a detailed analysis of all translators’ impressions in Section 5.3.1.6, showing that TR-

B’s feedback of ITP was the most negative of all. 

In total, out of 1864 sentence-level observations, 1608 were considered valid and 

submitted for analysis.  

5.3.1 Exploratory data analysis 

In this section, I present a comprehensive exploratory analysis of the data collected 

for the ITP study. Specifically, results are presented based on whether they apply to temporal 

effort (Section 5.3.1.2), technical effort (Section 5.3.1.3) or translation quality (Section 

5.3.1.4), all in relation to RQ2 and RQ3. Additionally, I present the correlation matrix of the 

studied variables (Section 5.3.1.5) and translators’ perceptions of ITP (Section 5.3.1.6).  

The graphical devices used to explore and describe data are scatter plots, charts and 

boxplots. For better discerning any potential trends, the aspect ratio of figures was set at 0.5 

(i.e., the horizontal, x axis was set to twice the length of the vertical, y axis). Moreover, with 

the same purpose of ease of visualization, the y axes of the figures presented in this section 

are zoomed in at different ranges, specified in each plot. Although some individual 
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observations may not show graphically in these zoomed plots, all data points were taken into 

account when creating trend lines.  

Potential within-subject and between-subject trends through the ITP sessions are 

investigated with locally weighted regression (loess) curves, a non-parametric method 

suitable for exploratory analysis. Observations in the PE condition are also included in the 

graphs for comparison purposes, but trend lines are only fitted through ITP Sessions, as per 

my research questions posed in Section 4.1. Upon visual examination of the plots, the 

smoothing parameter for the curves was finally set to 1, a figure deemed appropriate to reveal 

any potential trends without overfitting the data.47 Individual data points in scatter plots are 

spread horizontally to reduce cluttering. Mean Processing Time in the PE condition (S01) is 

also shown, for comparison. Faded colored dots represent different individual observations 

(i.e., on a sentence basis), with black dots representing average values, grouped by translator 

and/or session. To better compare any within-translator trends, observations in loess graphs 

are, where needed, rescaled to the [0,1] range by subtracting from each observation the 

minimum value and dividing by the range (i.e., difference between the maximum and the 

minimum values).  

Where correlations are reported, I use Rumsey’s (2010) guide to interpret their 

strength, i.e., 0: non-existent; ±30: weak; ±50: moderate; ± 70: strong; ±1 exact. The number 

the correlation falls closer to, is the strength of the correlation reported. 

                                                 
47 The lower the smoothing parameter, the more wriggly the trend line, i.e., the more the individual observations 

influence it.  
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5.3.1.1 Mean summary table 

Table 19 shows, for each session (i.e., S01-S08) and translation condition (i.e., PE or 

ITP), the values obtained for each of my response variables, namely: 

 Processing Time (average, in seconds per source token).  

 Technical effort, measured along five levels: Manual Insertions, Manual Deletions, 

Navigation and Special Key Presses, Mouse clicks (all in mean count per source token) 

and Tokens of MT Origin (mean count per 100 source tokens). 

 Translation quality, measured along six levels: MQM Score, Fail/Pass Ratio, Fluency 

Issue Frequency, Adequacy Issue Frequency, Minor Issue Frequency, Major Issue 

Frequency (frequencies given per 1000 words). 

The last column of Table 19 shows, for each variable of interest, the percentage 

changes from S01 (PE) to the average of all ITP sessions (S02-S08).48 In this same column, in 

subscript, is the translation condition the change in the variable is favorable to.  

  

                                                 
48= ((valueITP - valuePE) / valuePE)*100 
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Table 19 
Temporal effort, technical effort and translation quality indicators, by session and translation condition with 
percentage change from PE to ITP. 
 

  S01 
(PE) S02 S03 S04 S05 S06 S07 S08 All 

ITP 
Δ% PE to 

ITP 

Temporal Effort          

 Processing 
Time 4.64 5.08 4.27 4.57 4.38 3.81 5.17 4.60 4.54 -2.16 (ITP) 

Technical Effort          

 

Manual 
Insertions 3.73 2.47 3.40 2.63 2.36 2.42 2.40 2.58 2.62 -29.76(ITP) 

Manual 
Deletions 3.60 1.08 1.27 1.15 1.13 0.98 1.26 1.31 1.17 -67.5(ITP) 

Navigation 
and Special 
Key Presses 

0.27 1.13 0.97 1.10 1.20 1.06 1.19 1.12 1.11 +311.66(PE) 

Mouse 
clicks 0.46 0.29 0.22 0.32 0.24 0.24 0.22 0.21 0.25 -45.78(ITP) 

Tokens of 
MT Origin 55.14 62.34 53.49 58.96 63.03 62.76 62.95 63.35 60.90 +10.45(ITP) 

Translation Quality          

 

MQM Score 98.41 98 98.08 99.26 98 98.83 98.56 98.78 98.57 +0.16(ITP) 

Fail/Pass 
Ratio 0.07 0.11 0.10 0.04 0.09 0.07 0.10 0.08 0.08 +14.29(PE) 

Fluency 
Issue 
Frequency 

2 6.49 6.94 3.64 9.30 6.80 6.58 5.62 6.48 +224(PE) 
 

Adequacy 
Issue 
Frequency 

6.45 8.29 5.65 3.64 3.44 
 

3.33 
 

3.85 
 

4.92 4.73 -26.68(ITP) 

Minor Issue 
Frequency 6.92 12.80 10.82 6.63 11.02 9.42 9.29 9.83 9.97 +44.08(PE) 

Major Issue 
Frequency 1.54 1.98 1.61 0.43 1.55 0.18 1.16 0.53 1.06 -31.17(ITP) 
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In terms of Processing Time, out of the seven ITP sessions, five (S03-S06 and S08) 

present mean values lower than the PE session (S01). Of those five ITP sessions in which 

Processing Time is faster than in PE, percentage change from PE to ITP ranges between -

0.77% in S08 to -18.95% in S06. Of the two ITP sessions where Processing Time was slower 

than in PE, i.e., S02 and S07, the percentage change from PE to ITP is, respectively, +9.48% 

and +13.95%. On average, ITP reduces Processing Time by 0.10 seconds per source token, 

equivalent to a reduction of about 2%. 

In terms of technical effort, ITP and PE seem to involve different processes, with four 

out of five indicators favoring ITP over PE on average. Specifically, all ITP sessions present 

lower mean values of Manual Insertions, Manual Deletions and Mouse Clicks relative to PE 

and all ITP sessions but one (S03) present higher mean values of Tokens of MT Origin than 

the PE session. ITP, however, presents considerable higher frequency of Navigation and 

Special Key Presses than PE. This higher frequency is expected in ITP interaction and it is a 

good indicator of the level of usage by the translators of ITP suggestions (more details on this 

are given Section 5.3.1.3.4). 

As for translation quality, while the MQM Score of PE and ITP are comparable, only 

one ITP session (S04) has a lower average Fail/Pass Ratio than PE, with ITP, on average, 

resulting in an increase of about 14% in Fail/Pass Ratio. In terms of issue severity, Minor 

issues are more common in ITP relative to PE in all but one session (S04) ─about 44% more 

common, on average. Major issues, though, are about 31% less common in ITP than in PE. 

As for issue type, texts done in the ITP condition have overall more fluency issues ─224% 

more─ and fewer adequacy issues ─about 27% fewer─ than PE. 



 

140 

In summary, average sample values of temporal effort and most technical effort 

indicators favor ITP over PE, while translation quality indicators seem be comparable across 

conditions.  

The next sections expand the exploratory analysis of the measured variables, breaking 

them down by session, translation condition and translator.  

5.3.1.2 Temporal effort 

Temporal effort is measured with Processing Time, in seconds per source token. To 

visualize the spread of the distribution of Processing Time, boxplots of Processing Time, per 

session, are presented in Figure 7, with Table 20 presenting the equivalent information in 

tabular format. Boxplots are to be interpreted as follows: the black thick horizontal lines 

inside the boxes represent the median values of the variable of interest (i.e., Processing 

Time), which are presented over a grouping variable (i.e., Session). The upper and lower 

horizontal lines of the boxes represent, respectively, the third (Q3) and first (Q1) quartiles of 

the sample distribution. The area in between Q1 and Q3 represents the middle 50% of the 

values, i.e., the interquartile range (IQR). The upper and lower vertical lines extending out 

from the boxes represent the measurements outside the IQR, i.e., the remaining 50% of the 

values, excluding outliers. Outliers are represented by black dots. In the boxplots presented in 

this study, following Tukey (1977), every value that is 1.5 IQRs above Q3 is considered an 

outlier. In my data set, outliers only appear on the upper scale (i.e. extreme measurements are 

always on the high end as they necessarily have a lower-bound limit of zero). 
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Figure 7. Boxplots of Processing Time (seconds per token) by session. 

For ease of visualization, the y axis in Figure 7 was cut off at y = 20, preventing six 

outliers from showing. The distribution of Processing Time is, as expected, skewed to the 

right, with most observations on the lower end, outliers on the upper end and the median line 

not generally dividing the boxes in two. Processing Time observations in the lower quartile 

(1Q) in the PE condition are lower than those of any ITP session, ranging between 0.05 and 

1.6 seconds per token. 

  



 

142 

 

 
Table 20 
Summary statistics of Processing Time (seconds per token) by session 

 S01(PE) S02 S03 S04 S05 S06 S07 S08 

Min 0.05 0.45 0.53 0.45 0.47 0.43 0.52 0.36 

Max 53.53 30.90 19.97 37.26 22.44 18.88 35.82 53.40 

Range 53.48 30.45 19.44 36.81 21.97 18.45 35.3 53.04 

First quartile (Q1) 1.60 2.33 2.24 2.55 2.64 2.07 2.17 2.32 

Median 3.34 3.74 3.44 3.96 3.59 3.04 3.74 3.59 

Mean 4.64 5.08 4.27 4.57 4.38 3.81 5.17 4.60 

Third quartile (Q3) 5.35 6.11 5.34 5.56 5.26 4.83 6.77 5.70 

RSD (%) 77.73 114.92 136.35 116.04 140.01 149.79 110.11 99.68 

 

Table 20 shows that, except for S06, the typical Processing Time (median) is lower in 

the PE session than in all ITP sessions. The highest data spread (range) is seen in the PE 

condition, with the lowest minimum and the highest Processing Time values.  

The next step in obtaining a thorough characterization of Processing Time is 

examining how Processing Time varies by translator, session and translation condition. Table 

21 shows mean Processing Time per session and translation condition, showing as well the 

Relative Standard Deviation (RSD) by translation condition, and the percentage change of 

mean Processing Time from PE to ITP. 
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Table 21 
Processing Time by translator, session and translation condition 

 S01 (PE) S02 S03 S04 S05 S06 S07 S08 All ITP Δ% 
from 
PE to 
ITP 

 Mean 
RSD 
(%) 

Mean Mean 
RSD 
(%) 

TR-A 2.42 59.06 2.54 2.74 - 3.60 2.94 3.92 3.33 3.19 73.10 +31.82 

TR-B 3.61 73.51 - 3.77 - - - - - 3.77 53.27 +4.43 

TR-C 2.57 83.11 2.23 2.50 2.42 3.36 2.15 2.58 2.62 2.55 81.67 -0.78 

TR-D 3.56 109.13 6.03 7.03 4.69 5.35 4.40 3.92 6.10 5.43 52 +52.53 

TR-E 7.04 146.75 5.64 6.91 4.47 5.72 4.20 8.74 5.52 5.84 61.82 -17.05 

TR-F 3.63 80.38 3.41 2.67 3.42 2.87 4.14 2.60 3.37 3.20 75.04 -11.85 

TR-G 9.40 103.93 11.40 4.32 4.73 5.14 2.99 6.69 6.61 5.89 99.87 -37.34 

TR-H 4.98 77.57 5.45 4.85 8.96 4.69 5.83 7.36 5.19 5.90 78.13 +18.47 

 

Table 21 shows that half of translators (TR-C, TR-E, TR-F and TR-G) are on average 

faster in the ITP condition. Looking at their by-session Processing Time, three of them (TR-

E, TR-F and TR-G) were faster in all ITP sessions except one (S07, S06 and S02, 

respectively), relative to PE. TR-C was faster in four sessions in the ITP condition (S02, S03, 

S04 and S06) than in the PE condition. Conversely, TR-A and TR-D were faster in the PE 

condition (S01) than in any ITP session. 

TR-H was faster in the PE condition than in all but two ITP sessions (S03 and S05), 

and TR-B was slightly faster in the PE condition than in his only valid ITP session (S03). TR-
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G logged the highest Processing Time in PE of all translators, devoting almost four times as 

much time as TR-A, the fastest translator. 

TR-A, who is the most experienced translator in terms of length of experience and 

translation volume, logged the lowest Processing Time of all translators in PE (2.42 seconds 

per source token) and the second lowest average Processing Time in ITP (3.19 seconds per 

source token). The fastest Processing Time in ITP (2.55 seconds per source token) was 

logged by TR-C, one of the two translators in the study with an industry PE certification. The 

other translator with an industry PE certification logged the third fastest Processing Time in 

ITP (3.20 seconds per source token), practically tied with the second. Overall, this indicates 

that previous PE training and translation experience may have a positive effect on Processing 

Time in ITP. 

In general, ITP seems to increase the translation productivity, measured through 

Processing Time, of half of translators, slowing down the other half, so it is difficult to make 

conclusive statements about the effect of ITP on Processing Time.  

To investigate any potential improvement in Processing Time brought about by 

becoming more familiar with ITP, between subject trends and within-subject trends are 

investigated next.  

Figure 8 shows between-subject Processing Time observations with smoothed loess 

lines fitted from S02 to S08, the ITP sessions. Note that, for better visualization of any trends, 

the y axis was zoomed in at the [2,6] range, so individual observations outside that range are 

not displayed. 
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Figure 8. Processing Time by session with loess line through ITP sessions. 

Figure 8 shows mean Processing Time follows a downward trend from S02 to S05, 

which then changes direction, driven by the high Processing Time in the last two ITP 

sessions. Processing Time shows large inter-sentence variations, as shown by the scatter of 

individual observations. All ITP sessions after the first one (S02) have a logged average 

Processing Time that is lower than the first session, except for S07, which has the highest 

Processing Time of all ITP sessions. In S07, five out the seven translators who produced 

valid data logged Processing Times above their own average. Among the reasons that may 

explain this increase could be factors outside my control such as normal within-translator 

variations, translators’ fatigue or chance.  

Next, to investigate individual translators’ potential improvements over time, within-

subject Processing Time observations are plotted in Figure 9, with smoothed loess lines fitted 

from S02 to S08, the ITP sessions. Given that Processing Time values present a lot of 

variation between translators, they are rescaled to [0,1] for the sake of comparison of trends 

across translators. Plots are zoomed in at the smallest range in which all points representing 

mean values are displayed, i.e., [0, 0.25], but not all individual observations are included.  
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Figure 9. Processing Time by translator and session with loess lines through ITP sessions. 

In terms of within-subject trends, looking at Figure 9, it can be observed that three 

translators have rather flat trend lines (TR-C, TR-F, TR-H). Three further translators (TR-D, 

TR-E, TR-G) have an initial downward trend that is then canceled to different degrees by an 

upward trend, and TR-A has a slight upward trend. In summary, there is no evident indication 

that translators’ Processing Time improves over time as they become more familiar with ITP.  

In the following section I present the results of the technical effort dimension of 

translation productivity. 
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5.3.1.3 Technical effort 

Technical effort was measured through five different variables: Manual Insertions, 

Manual Deletions, Navigation and Special Key Presses, Mouse Clicks and Tokens of MT 

Origin, whose operationalization is described in detail Section 4.3.3.3. In the next subsections 

I provide summary statistics for each of those variables, breaking them down by translator, 

session and translation condition. 

5.3.1.3.1 Manual Insertions 

Table 22 shows Manual Insertions (per source token), per translator and session, 

together with the RSD per translator and condition (PE/ITP), and the change in percentage, 

from the Manual Insertions in the PE condition to the average of Manual Insertions across all 

ITP conditions. 
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Table 22 
Manual Insertions by translator, session and translation condition 

 S01 (PE) S02 S03 S04 S05 S06 S07 S08 All ITP Δ% 
from 
PE to 
ITP 

 Mean RSD 
(%) Mean Mean RSD 

(%) 

TR-A 3.90 106.43 2.79 4.18 - 3.61 3.88 3.90 3.17 3.56 57.97 -8.72 

TR-B 5.17 169.54 - 6.11 - - - - - 6.11 49.20 +18.18 

TR-C 3.21 136.06 1.59 1.72 1.47 1.35 0.58 0.69 0.71 1.15 94.20 -64.17 

TR-D 1.67 146.58 3.97 5.64 4.02 3.58 4.26 2.87 4.40 4.15 46.81 +148.51 

TR-E 1.49 133.57 2.02 2.87 1.65 1.80 1.45 2.01 2.08 1.98 79.24 +32.89 

TR-F 1.92 102.46 0.76 0.41 0.98 0.73 1.11 0.66 0.69 0.76 90.38 -60.42 

TR-G 8.73 138.39 1.97 1.73 2.14 1.69 1.11 1.70 1.53 1.70 71.65 -80.53 

TR-H 4.01 157.26 4.03 5.34 6.89 3.65 4.52 5.32 5.59 4.96 58.55 +23.69 

 

Just as with Processing Time, Manual Insertions show large variations. Specifically, 

Manual Insertions are higher in the ITP condition for half of translators (TR-B, TR-D, TR-E, 

TR-H), with the other half logging fewer Manual Insertions in the ITP condition. For three 

translators (TR-C, TR-F and most notably TR-G), Manual Insertions are higher in PE than in 

any ITP session. In fact, TR-G, the slowest translator of all in the PE condition, as reported in 

the previous section, logged the highest frequency of Manual Insertions of all translators in 

PE, indicating a heavy editing of the MT output, which possibly slowed her down. For a 

further translator (TR-A), Manual Insertions are higher in PE than in any ITP session, except 

for S03 and S07. On the other end, TR-D typed fewer characters in the PE condition than in 
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any ITP session. TR-B typed fewer characters in the PE session than in the valid ITP session. 

TR-E and TR-H typed fewer characters in the PE condition than in all ITP sessions except, 

respectively, for S06 and S05.  

There is, as explained, a great variability across translators, both within-conditions 

and between-conditions. TR-F, the second fastest translator in ITP, is the translator with the 

fewer overall Manual Insertions in ITP, with an average of 0.77 manual insertions per source 

token. On the other end are TR-B, with 6.11 manual insertions per token in his only valid ITP 

session, and TR-H, the slowest translator in ITP, with an average of 4.96 manual insertions 

per source token. Both TR-B and TR-H mentioned in the post-task questionnaire that ITP 

suggestions took too long to appear in some cases. In the case of TR-B, the high frequency of 

Manual Insertions is due to him not waiting for ITP suggestions, as detailed in Section 5.3.1.6 

Overall, large differences in Manual Insertions point at different translation styles, which 

include making more or less use of the MT output, with a high frequency on Manual 

Insertions pointing at translators ignoring ITP suggestions and typing their own translations.  

TR-B’s impressions of ITP, presented in Section 5.3.1.6, show very negative views 

towards ITP. As shown in Section 4.3.1.2 when characterizing translators’ background, TR-B 

does not have PE experience and, when asked how often he provides PE services, he 

answered never. For some translators, not having PE experience is possibly a choice, because 

they may not find it increases their translation productivity. Conversely, while both TR-F and 

TR-H have previous PE experience, they present large differences in the frequency of Manual 

Insertions (0.76 and 4.96 per source token, respectively). The explanation for these 

differences may lie in the PE training and frequency with which they provide PE services: 
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TR-F provides PE services often and has an industry PE certification, while TR-H does not 

have a PE certification and rarely provides PE services.  

The second translator with the lowest overall average Manual Insertions in ITP, TR-

C, with 1.15 manual insertions per source token, also has a PE certification and provides PE 

services sometimes.  

Again, having a PE certification seems to be beneficial for translation productivity in 

ITP, measured not only through Processing Time but also through Manual Insertions. 

In summary, once again, results are mixed, with ITP resulting in fewer Manual 

Insertions for some translators, possibly due to their different approaches towards working 

with ITP. There is hence no indication that technical effort, measured through Manual 

Insertions, is lower in either translation condition, with half of translators making fewer 

manual insertions in ITP. 

The next step is examining whether there is any aggregate trend in Manual Insertions 

as translators become more acquainted with the technology. Figure 10 shows between-subject 

Manual Insertions with smoothed loess lines fitted from S02 to S08, i.e., the ITP sessions. 

Note that, for better visualization of any trends, the y axis was zoomed in at the [1.5, 4.5] 

range: while mean values are shown, individual observations outside that range are not. 
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Figure 10. Manual Insertions by session with loess line through ITP sessions. 

The highest measure of Manual Insertions in the ITP condition is logged for the 

second ITP session (S03), and the lowest in S05. This results in an overall slightly upward 

trend from S05. As evidenced by the individual observations largely scattered throughout the 

plot, Manual Insertions present a large inter-sentence variation. 

Table 22 shows that this higher frequency in Manual Insertions in S03 is influenced 

not only by TR-B logging 6.11 Manual Insertions per source token, but by four other 

translators (TR-A, TR-C, TR-D, TR-E) logging their own highest frequency of Manual 

Insertions of all ITP sessions. Other than for the results of TR-B, whose higher frequency of 

Manual Insertions is related to his translation style, in turn likely influenced by his negative 

views of ITP, Manual Insertion measurements being higher in S03 for the above four 

translators may be explained by chance. A potential source of variability that I had control on 

was the source text and, as described in Section 4.3.2.3, texts were selected and distributed 

among translators to ensure that any variability introduced by the different texts was 

distributed across the ITP study. In any case, the inferential analysis presented in Section 

5.3.2 attempts to elucidate whether the observed differences correspond to true differences. 
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Next, I investigate within-subject trends in Manual Insertions. Figure 11 shows 

within-subject Manual Insertions per session, with smoothed loess lines fitted from S02 to 

S08, i.e., the ITP sessions. Manual Insertions values are rescaled to [0,1] and plots are 

zoomed in at the smallest range in which all points representing mean values are shown ([0, 

0.3]).  

 

Figure 11. Manual Insertions by translator and session with loess lines through ITP sessions. 

Figure 11 shows that four translators (TR-C, TR-E,TR-F and TR-G) show the most 

consistent patterns of Manual Insertions of all translators, with observations concentrated 

more or less tightly around the trend lines, indicating that Manual Insertions from sentence to 

sentence did not present too much variation. Two translators (TR-C, TR-G) present 
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downward trends in Manual Insertions, indicating that they take better advantage of ITP 

suggestions as the study progresses. One translator (TR-H) presents an upward trend. The 

four remaining translators with enough data (TR-A, TR-D, TR-E, TR-F) present varying rates 

of Manual Insertions from session to session but not a clear, consistent trend. Overall, there is 

no clear indication that repeated ITP sessions have an effect on Manual Insertions for most 

translators. 

The next section presents the results relative to Manual Deletions, in relation to both 

RQ2 and RQ3. 
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5.3.1.3.2 Manual Deletions 

Table 23 shows Manual Deletions (per source token), per translator and session, 

together with the RSD per translator and condition (PE/ITP), and the change in percentage, 

from the Manual Deletions in PE to the average of Manual Deletions across all ITP sessions.  

Table 23 
Manual Deletions by translator, session and translation condition 

 S01 (PE) S02 S03 S04 S05 S06 S07 S08 All ITP 
Δ% from 

PE to 
ITP  Mean RSD 

(%) Mean Mean RSD (%) 

TR-A 3.78 99.42 0.87 1.27 - 0.94 1.20 1.50 1.44 1.20 101.12 -68.25 

TR-B 5.13 59.59 - 0.65 - - - - - 0.65 237.10 -87.33 

TR-C 3.18 78.44 1.17 1.53 1.94 2.71 1.48 2.28 2.60 1.95 105.93 -38.68 

TR-D 1.49 67.86 0.94 1.63 0.94 1.20 1.15 0.67 1.36 1.15 93.91 -22.82 

TR-E 1.45 92.06 1.39 1.76 0.81 0.98 0.63 1.09 1.19 1.12 122.13 -22.76 

TR-F 1.89 92.04 0.67 0.31 0.57 0.38 0.69 0.32 0.37 0.47 121.29 -75.13 

TR-G 8.43 72.64 1.53 0.71 0.58 0.42 0.24 1.09 0.76 0.75 150.19 -91.10 

TR-H 3.68 67.50 1.08 2.38 2.57 1.21 1.36 1.56 1.44 1.62 130.92 -55.98 

 

Manual Deletions are, as Table 23 shows, on average lower in the ITP condition for 

all translators. For five translators (TR-A, TR-C, TR-F, TR-G and TR-H), Manual Deletions 

were higher in the PE session (S01) than in any single ITP session. The highest frequency of 

Manual Deletions in PE is logged by TR-G, who, as previously reported, is also the slowest 
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translator and the translator with the highest Frequency of Manual Insertions in PE, again 

pointing at TR-G intervening substantially in the translation process, and this intervention 

possibly slowing her down. 

There does not seem to be a relation between individual translators’ Manual Deletions 

and Processing Time in ITP, with the overall fastest translator in ITP (TR-C, 2.55 seconds per 

token) producing the highest frequency of Manual Deletions (1.95 per source token), and the 

slowest translator in ITP (TR-H, 5.90 seconds per token) producing the second highest 

frequency of Manual Deletions (1.62 per source token), suggesting that most of the time 

spent translating in ITP is devoted to other activities. Correlations between the studied 

variables, both between- and within-conditions are reported in Section 5.3.1.5. 

The fact that ITP involves fewer Manual Deletions seems intuitive; while in PE, the 

translator is presented with MT output, in ITP, said MT output only appears as a result of 

translators interacting with ITP. Translators faced with a translation suggestion they do not 

like may decide to ignore it and type their own translation. While Manual Deletions are less 

common in ITP than in PE, they still happen, for instance when a translator totally or partially 

deletes a previously accepted ITP suggestion or their own manually inserted translations. 

To examine potential trends over time, Figure 12 shows between-subject Manual 

Deletions with smoothed loess lines fitted from S02 to S08, the ITP sessions. For better 

visualization of any trends, the y axis was zoomed in at the [0, 5] range, so individual 

observations outside that range are not displayed. 
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Figure 12. Manual Deletions by session, with loess line through ITP sessions. 

 

There is a slight upward trend in Manual Deletions as the study progresses, with 

minor fluctuations, with average values of Manual Deletions per source token, per session 

fluctuating between the relatively narrow range of 0.98, in S06, and 1.31, in S08. To visually 

inspect any potential within-translator trends in Manual Deletions, and to compare 

measurements across the PE and the ITP conditions, Figure 13 shows Manual Deletions per 

session and translator, with smoothed loess lines fitted from S02 to S08, to investigate any 

trends across ITP sessions. Manual Deletions values are rescaled to [0, 1], with plots zoomed 

in at the smallest range in which all points representing mean values are shown ([0, 0.3]).  
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Figure 13. Manual Deletions by translator and session with loess lines through ITP sessions. 

Three translators (TR-A, TR-C, TR-H) present upward trends in Manual Deletions as 

the study progresses. Three further translators (TR-E, TR-F, TR-G) present overall downward 

trends, while TR-D presents a pretty flat line. Overall, trend lines show mixed results, and 

therefore, no evident trend can be identified that is common to all translators. 

Finally, to analyze in detail how the distributions of Manual Insertions and Manual 

Deletions compare across translation conditions and ITP sessions, Figure 14 presents side-by-

side boxplots of Manual Insertions and Manual Deletions, per source token, and grouped by 

session: 
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Figure 14. Boxplots of Manual Insertions and Manual Deletions by session. 

Looking at between-session data, it is evident that working in the ITP condition (S02-

S08) strongly lowers the interquartile range and the median values and the data spread of 

Manual Deletions (in green, on the right) relative to PE (S01). Albeit less markedly, the ITP 

condition results in lower median values, and less data spread, in Manual Insertions (in red, 

on the left) for all ITP sessions except for S03.  

When looking at within-session data, as remarked before, in the PE condition (S01) 

there is an almost exact equivalence between the sample distributions of Manual Insertions 

and Manual Deletions. In the ITP condition (S02 to S08), the distribution of Manual 

Insertions is always wider and has higher median values than the distribution of Manual 

Deletions. These results, again, seem intuitive. In PE, Manual Deletions are strongly 

associated to Manual Insertions (i.e., when a translator deletes a portion of MT output, it is 

likely that they will type their corrections). In ITP, due to the nature of the task, Manual 

Insertions are not necessarily associated to Manual Deletions. 
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The next section presents the results of investigating technical effort other than 

Manual Insertions and Manual Deletions. 

5.3.1.3.4 Navigation and Special Key Presses 

As previously mentioned, Navigation and Special Key Presses groups the frequency 

of presses of the following keys: Tab, Ctrl, Left Arrow, Right Arrow, Up Arrow, Down 

Arrow, Alt and Shift. Table 24 shows Navigation and Special Key Presses (per source token), 

per translator and session, together with the RSD per translator and condition (PE/ITP), and 

the change in percentage, from the Navigation and Special Key Presses in the PE condition to 

the average of Navigation and Special Key Presses across all ITP conditions. 

Table 24 
Navigation and Special Key Presses by translator, session and translation condition 

 S01 (PE) S02 S03 S04 S05 S06 S07 S08 All ITP Δ% 
from 
PE to 
ITP  Mean RSD 

(%) Mean Mean RSD 
(%) 

TR-A 0.49 84.55 1.32 0.99 - 1.21 1.08 1.47 1.17 1.21 48.44 +147.69 

TR-B 0.08 121.23 - 0.29 - - - - - 0.29 111.75 +262.01 

TR-C 0.68 91.47 1.17 1.83 1.87 2.52 1.67 1.90 2.20 1.88 54.67 +174.67 

TR-D 0.08 175.40 0.99 0.71 0.84 0.84 0.83 0.80 0.72 0.82 41.43 +980.36 

TR-E 0.03 175.29 0.94 1.02 0.95 0.93 0.99 1.01 1.00 0.98 20.39 +2733.12 

TR-F 0.72 95.52 1.71 1.15 1.27 1.29 1.20 1.18 1.34 1.31 35.92 +81.61 

TR-G 0.03 127.57 1.15 1.08 1.01 1.07 0.99 1.24 1.02 1.08 27.09 +3623.17 

TR-H 0.06 160.01 0.57 0.66 0.62 0.68 0.70 0.52 0.48 0.60 54.47 +910.84 
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Table 24 shows that all translators have considerable more keyboard activity in 

Navigation and Special Key Presses in the ITP condition, with some presenting striking 

percentage changes between PE and ITP. Intuitively, a higher technical effort measured 

through Navigation and Special Key Presses was expected, given that for accepting any 

partial or complete suggestion in ITP, translators have to press Tab, which makes a large part 

of this variable. Comparing the results in Table 24 with those in Table 22, it can be seen that 

the more Navigation ad Special Key Presses there are, the fewer Manual Insertions there are 

too, and as Section 5.3.1.3.6 will show, the more Tokens of MT Origin are present in the final 

text. A plausible explanation for TR-C high frequency of Navigation and Special Key Presses 

is given in the next section. 

Next, Figure 15 shows between-translators Navigation and Special Key Presses with 

smoothed loess lines fitted from S02 to S08, i.e., the ITP sessions. For better visualization of 

any trends, the y axis was zoomed in at the [1, 3] range, so individual observations outside 

that range are not displayed. 
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Figure 15. Navigation and Special Key Presses, with loess line through ITP sessions. 

Overall, there is practically no change across ITP sessions in the overall Navigation 

and Special Key Presses, by source token, with the lowest frequency logged for S02 (0.97) 

and the highest for S05 (1.20). This indicates that, if there is any effect of Repeated ITP 

Sessions of this variable, it is likely very small.  

Next, to study any within-translator trends in Navigation and Special Key Presses, 

Figure 16 shows Navigation and Special Key Presses per session and translator, with 

smoothed loess lines fitted from S02 to S08. Plots were zoomed in at [0, 3] for ease of 

visualization. 
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Figure 16. Navigation and Special Key Presses by translator and session with loess lines through ITP sessions. 

Within-translator measures of Navigation and Special Key Presses remain quite 

constant and bounded within a small region, for all translators except for (TR-C), who shows 

an increase in Navigation and Special Key Presses as the study progresses ─more details on 

TR-C’s activity are given in the next section. Of the remaining translators, only TR-D shows 

a slight decrease over time, with the rest showing quite flat trend lines with minor 

fluctuations.  
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The next section examines another dimension of technical effort, i.e., mouse clicks, 

that can yield insights into translators’ differences between ITP and PE and from one ITP 

session to the next. 

5.3.1.3.5 Mouse Clicks 

Table 25 shows Mouse Clicks (per source token), per translator and session, together 

with the RSD per translator and condition (PE/ITP), and the change in percentage, from the 

Mouse Clicks in the PE condition to the average of Mouse Clicks across all ITP conditions. 

Table 25 
Mouse Clicks by translator, session and translation condition 

 S01 (PE) S02 S03 S04 S05 S06 S07 S08 All ITP Δ% 
from 
PE to 
ITP  Mean RSD 

(%) Mean Mean RSD 
(%) 

TR-A 0.32 76.20 0.09 0.09 - 0.09 0.19 0.22 0.07 0.14 123.89 -57.83 

TR-B 0.32 60.00 - 0.19 - - - - - 0.19 120.78 -39.33 

TR-C 0.30 51.17 0.30 0.35 0.53 0.39 0.31 0.36 0.24 0.37 116.23 +25.76 

TR-D 0.45 47.45 0.71 0.71 0.90 0.59 0.58 0.51 0.83 0.67 99.09 +49.48 

TR-E 0.60 46.92 0.17 0.15 0.08 0.23 0.12 0.11 0.10 0.14 135.67 -75.97 

TR-F 0.34 103.67 0.12 0.10 0.13 0.12 0.13 0.06 0.13 0.11 92.57 -67.19 

TR-G 0.91 85.56 0.55 0.27 0.35 0.21 0.21 0.33 0.25 0.32 110.01 -64.96 

TR-H 0.85 45.87 0.46 0.52 0.61 0.44 0.45 0.46 0.41 0.49 71.59 -42.59 

 

Considering the process differences between ITP and PE, the mouse appears to be a 

navigation method that is more heavily used in PE, given that one can select multiple words 
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with it, or click on a part of the text to apply some corrections. In ITP, the mouse may only be 

needed to do any edit the translation once it has been wholly or partially entered in the target-

side box. The translator with the highest frequency of Mouse Clicks is TR-G, who, as 

previously mentioned, is the slowest translator, with the highest frequencies of Manual 

Insertions and Manual Deletions, again, another indication that TR-G heavily edited the MT 

output. 

Except for two translators (TR-C and TR-D), all translators present fewer mouse 

clicks in ITP than in PE. Section 5.3.1.3.2 shows TR-C logged the highest frequency of 

Manual Deletions in ITP of all translators (1.95 per source token). Additionally TR-C 

presented a higher frequency of Mouse Clicks in ITP than in PE ─and the second highest 

frequency of all ITP Sessions─, while presenting the second lowest frequency of Manual 

Insertions in ITP (1.15, see Section 5.3.1.3.1) and the highest frequency of Navigation and 

Special Key Presses (1.88., see Section 5.3.1.3.4). Together with TR-C’s feedback on ITP 

presented in Section 5.3.1.6 , and the data on Tokens of MT Origin presented in the next 

section, these data point at TR-C prioritizing finding a suitable ITP suggestion, rather than 

typing her own translations. The process could be modeled as this: TR-C starts typing a word, 

which triggers an ITP suggestion, which she then deletes with the mouse. She then starts 

typing a different word, triggering another ITP suggestion, and the process will be repeated 

until the translator is happy with the translation, or until the translator stops triggering ITP 

suggestions and edits the accepted suggestion.  

As for TR-D, the translator with the highest frequency of Mouse Clicks in ITP (0.67), 

she in turn presents the third highest frequency of Manual Insertions (4.15 per source token) 

and an average frequency of Manual Deletions (1.15). This data, together with the data on 
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Tokens of MT Origin presented in the next section, points at TR-D’s translation style 

involving a below average use of MT suggestions and more manually inserted translations, 

with the mouse used to make edits on the target-side text box. 

To investigate any variations over time, Figure 17 displays between-translators Mouse 

Clicks with smoothed loess lines fitted from S02 to S08, the ITP sessions. For better 

visualization of any trends, the y axis was zoomed in at the [0, 1] range. 

 

Figure 17. Mouse Clicks by session with loess lines through ITP sessions. 

Figure 17 shows a moderate downward trend in Mouse Clicks over time, with the 

highest level recorded in S04, pointing at repeated sessions with ITP reducing the need for 

this navigation device. When looking at individual observations (the light colored dots) we 

see a large number of the observations in the ITP condition in the range of 0 to 0.25, i.e., for a 

large number of sentences, the average frequency of mouse clicks was one every four tokens.  

Finally, to investigate how Mouse Clicks vary over time for each translator, Figure 18 

shows within-translator Mouse Clicks with smoothed loess lines fitted from S02 to S08. 
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Again, the y axis was zoomed in at the [0, 1] range, where average values and most of the 

individual observations lie. 

 

Figure 18. Mouse Clicks by translator and session with loess lines through ITP sessions. 

Figure 18 shows Mouse Clicks for two translators (TR-E and TR-H) follow a 

moderate downward trend over time. A further translator, TR-G, shows a downward trend 

pulled by the high level measured in S02, the first ITP session. TR-C shows an initial upward 

trend which descends from S04 on, with TR-D’s values fluctuating between about 1 and 1.5 

mouse clicks every two tokens. TR-A shows an overall flat line with some fluctuations. 
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Overall, again, within-translator plots show large differences, with no apparent consistent 

trend.  

5.3.1.3.6 Tokens of MT Origin 

The final indicator of technical effort is Tokens of MT Origin, which intuitively is 

related to previous technical effort indicators. The more Tokens of MT Origin there are in the 

final texts, the more the translator profits from MT suggestions, and therefore the lower the 

effort involved in producing the final translation. Figure 19 shows the boxplots of the 

distributions of Tokens of MT Origin, grouped by session.  

 

Figure 19. Boxplots of Tokens of MT Origin by session. 

Figure 19 shows that the median values of Tokens of MT Origin in the target text per 

100 source tokens is higher for all sessions in the ITP condition (S02-S08) except for S03, 

than for the PE condition. There seems to be an increase in the median values of Tokens of 

MT Origin as translators become acquainted with ITP. Given that the Tokens of MT Origin 

are normalized over the number of tokens in the source text, and that Spanish texts are on 
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average 20% longer than English texts, some values are above 100. This occurs when all or 

most of the words suggested by the ITP for a sentence are accepted by the translator. 

Table 26 shows a more fine-grained characterization of Tokens of MT Origin, 

grouping average values by translator and session, also showing RSD per translator and 

condition (PE/ITP), and the change in percentage, from the Tokens of MT Origin in the PE 

condition to the average Tokens of MT Origin across all ITP conditions.  

Table 26 
Tokens of MT Origin by translator, session and translation condition. 

 S01 (PE) S02 S03 S04 S05 S06 S07 S08 All ITP Δ% 
PE to 
ITP   Mean RSD 

(%) Mean Mean RSD 
(%) 

TR-A 53.62 63.86 62.68 44.47 - 55.25 46.16 59.25 63.36 55.63 61.55 +3.75 

TR-B 26.82 141.33 - 10.90 - - - - - 10.90 347.74 -59.36 

TR-C 59.33 50.95 74.91 82.54 76.82 83.81 88.72 78.82 85.69 81.73 36.99 +37.75 

TR-D 74.90 30.64 42.09 19.81 36.97 38.08 35.27 46.62 34.05 35.85 64.02 -52.14 

TR-E 79.17 24.72 62.96 65.88 75.44 66.63 77.35 65.19 67.72 68.91 28.40 -12.96 

TR-F 75.23 30.86 92.77 91.71 78.38 87.87 75.44 88.31 89.56 86.48 26.85 +14.95 

TR-G 21.51 194.37 62.29 58.34 51.54 58.43 73.18 63.82 65.79 61.80 67.65 +187.31 

TR-H 49.68 39.37 39.36 40.57 22.91 51.77 42.58 28.00 33.84 37.75 51.82 -24.01 

 

On average, half of translators (TR-A, TR-C, TR-F and TR-G) make more use of MT 

in the ITP condition. This result is consistent with the data on Manual Insertions presented in 

Section 5.3.1.3.1, which also shows that these four translators applied fewer Manual 
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Insertions in ITP. The highest use of MT in any given session (i.e., the highest value of 

Tokens of MT Origin) is logged for TR-F in the first ITP session, S02, with a figure of 92.77. 

This translator-session combination, as Section 5.3.1.4 shows, produced the only text with an 

average score (93.34%) below the minimum translation quality threshold of 95%, and with 

the highest Fail/Pass ratio (0.23) of the whole study. 

The lowest use of MT in a given session is for TR-B in S01 (PE), at 10.90, consistent, 

as shown in the relevant sections, with TR-B logging the highest frequency of Manual 

Insertions and the lowest Navigation and Special Key Presses of all translators.  

In the PE condition, TR-E makes the most use of MT, with an average value of 

Tokens of MT Origin of 79.17, followed by TR-F at 75.23. On the other end, the lowest use 

of MT assistance in the PE condition is logged for TR-G, with an average value of 21.51. 

Together with the results presented in previous sections, TR-G is, according to the indicators 

used in this study to measure translation productivity, the less productive translator in PE, 

taking the longest time, applying the most insertions and deletions, clicking the mouse the 

most frequently, and producing a translation with the lowest Tokens of MT Origin. TR-G is, 

as shown in Section 4.3.1.2, the translator with less PE experience in terms of length of all 

participants, except for TR-B ─who logged the second lowest Tokens of MT Origin of all in 

PE, and the lowest of all in ITP. 

The highest overall use of the MT assistance in the ITP condition is shown for TR-F, 

with an average value of Tokens of MT Origin of 86.48. As mentioned when reporting the 

relevant results, TR-F, one of the two translators with PE certifications, also presented the 

lowest frequency of Mouse Clicks and the lowest frequencies of both Manual Insertions and 
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Manual Deletions, and the highest frequency of Navigation and Special Key Presses in the 

ITP condition. All this data indicate TR-F was the translator who most benefited from the ITP 

suggestions. 

Again, to explore potential trends, Figure 20 shows between-subject Tokens of MT 

Origin with smoothed loess lines fitted from S02 to S08, the ITP sessions. The y axis was 

zoomed in at the [50, 75] range, so individual observations outside that range are not 

displayed. 

 

Figure 20. Tokens of MT Origin by session, with loess line through ITP sessions. 

Figure 20 shows an overall gentle ascending trend in Tokens of MT origin as the 

study progresses, with fluctuations, the bigger of which is around S03, possibly due to 

chance, as previously explained in Section 5.3.1.3.1. Individual observations are scattered all 

throughout the plot, indicating large inter-sentence variations. As with the other variables, a 

plot of Tokens of MT Origin per translator, per session, can help show differences between 

the PE and ITP conditions and evidence any within-translator mean trends. 
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Figure 21. Tokens of MT Origin by translator and session, with loess lines through ITP sessions. 

Overall, the frequency of Tokens of MT Origin stays within narrow ranges for two 

translators, i.e., TR-E (min.:63; max.: 68) and TR-C (min.: 75; max.:86), with the remaining 

translators presenting larger variations, i.e.TR-A (min.:44; max.: 63); TR-D (min.: 20; max.: 

46); TR-F (min.: 75; max.: 93) TR-G (min.: 58, max. 73) and TR-H (min: 23, max.: 52). The 

trend lines in Figure 21 reveal that one translator (TR-C) presents an upward trend in Tokens 

of MT Origin. Three translators (TR-D, TR-F, TR-H) present downward trends with some 

fluctuations. TR-A presents a downward trend that climbs in the last session. Two further 

translators (TR-E and TR-G) present flat overall lines with some fluctuations in either 

direction. In summary, there is some within-translator variation in the frequency of Tokens of 
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MT Origin, but, except perhaps for TR-C, this does not seem to be associated with Repeated 

ITP Sessions. 

The next section explores the final dimension of translation productivity, i.e., 

translation quality. 

5.3.1.4 Translation quality 

5.3.1.4.1 Fail/Pass Ratio 

The Fail/Pass ratio provides a measure of translation quality of the post-edited and 

interactively translated sentences grouped by session, translator and translation condition. 

The higher the Fail/Pass ratio, the more sentences falling in Fail (< 95%) category per 

sentences falling in the Pass (≥ 95%) category. Figure 22 displays the count of sentences 

falling in Fail and Pass categories, per session. 
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Figure 22. Counts of sentences in the Fail and Pass categories by session. 

As Figure 22 shows, most sentences have an acceptable level of quality. The 

difference in the absolute counts of sentences across sessions is due to some combinations of 

translator and session being non-valid, as detailed in Section 5.3, and to some individual 

observations being invalidated due to inactivity or idle time. The corresponding Fail/Pass 

Ratios are shown in Table 27: 

Table 27 
Fail/Pass Ratio by session 

  S01(PE)  S02  S03  S04  S05  S06  S07  S08 

Fail/Pass Ratio 0.07 0.11 0.10 0.04 0.09 0.07 0.10 0.08 

 

Table 27 shows that the session with the lowest Fail/Pass ratio is S04, with four out of 

100 sentences falling in the Fail category. On the other end is S02, the first ITP session, with 

11 out of 100 sentences being below the minimum threshold quality of 95%. This high 

Fail/Pass Ratio in S02 is caused by data relative to TR-C, as Table 28, showing Fail/Pass 

Ratio grouped by translator, session and translation condition, shows. 
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Table 28 
Fail/Pass Ratio by translator, session and translation condition 

 S01 (PE) S02 S03 S04 S05 S06 S07 S08 All 
ITP 

%Δ from 
PE to 
ITP 

TR-A 0 0.03 0.04 - 0 0 0.03 0 0.02 - 

TR-B 0 - 0.07 - - - - - 0.07 - 

TR-C 0.11 0.34 0.10 0.07 0.03 0.13 0.03 0 0.10 -8% 

TR-D 0.03 0 0.05 0.03 0 0.10 0 0.11 0.04 +22% 

TR-E 0.10 0.11 0.14 0.03 0.14 0.03 0.15 0.17 0.11 +10% 

TR-F 0.18 0.07 0.23 0 0.10 0.07 0.14 0.17 0.11 -38% 

TR-G 0.11 0.04 0.07 0.03 0.19 0.07 0.07 0 0.07 -37% 

TR-H 0.03 0.10 0 0.05 0.14 0.03 0.14 0.07 0.08 +138% 

 

Table 28 shows that the Fail/Pass Ratio was higher in ITP for five translators, with the 

biggest increase seen for TR-B, who goes from producing no sentences below the 95% MQM 

score in PE to producing 1.75 sentences in the Fail category for every 25 in the Pass category 

in ITP. The highest proportion of sentences below the minimum threshold is logged for TR-C 

in the first ITP session (S02), with about one in three sentences in the Fail category. Across 

conditions, TR-A produced the texts with the lowest Fail/Pass Ratio (0.01 on average), with 

TR-F producing the texts with the highest Fail/Pass Ratio (0.15 on average). 

5.3.1.4.2 MQM Score 

Table 29 shows the MQM Score, grouped by translator, session and translation 

condition. 
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Table 29 
MQM Score by translator, session and translation condition 

 S01 
(PE) S02 S03 S04 S05 S06 S07 S08 All 

ITP 
%Δ from PE 

to ITP 

TR-A 99.40 99.03 99.01 - 99.43 99.94 99.56 100 99.51 +0.11 

TR-B 99.42 - 96.48 - - - - - 96.48 -2.94 

TR-C 98.65 93.34 98.29 99.40 98.95 98.80 99.48 99.22 98.22 -0.43 

TR-D 99.25 99.73 99.65 99.02 99.41 98.73 100 98.55 99.23 -0.02 

TR-E 98.51 98.36 97.92 99.12 97.29 98.79 97.86 96.60 98.01 -0.5 

TR-F 97.13 98.57 95.59 99.40 97.61 98.50 98.30 97.88 97.95 +0.82 

TR-G 96.05 99.23 98.68 99.41 96.44 97.93 98.00 100 98.52 +2.47 

TR-H 98.60 97.88 99.66 99.19 96.59 99.05 97.45 99.27 98.42 -0.18 

 

Only one session and translator combination (S02, the first ITP session, and TR-C) 

resulted in an MQM Score below the minimum 95% threshold, with all other session-

translator combinations scoring at or above 95%, with some fluctuations across sessions and 

conditions. That most translations have high MQM scores is very likely due to participants 

being professional translators. To identify any potential trends, Figure 23 shows between-

translator MQM scores, grouped by session, with a loess line through ITP sessions. The y-

axis is zoomed in at the [97,100] range, for visualization purposes 
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Figure 23. MQM Score by session, with loess line through ITP sessions. 

As evidenced by Figure 23, most data points correspond to 100% MQM scores, and 

there is an upward trend in MQM Scores as the study progresses. 

Next, trends are examined individually. Figure 24 plots MQM Scores, per translator 

and session. Note that, to better reveal any potential trends in MQM Scores across sessions, 

the y axis is zoomed in at the 92-100 range. 
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Figure 24. MQM Score by translator and session, with loess lines through ITP sessions. 

As Figure 24 shows, TR-A shows a steady, slight increase in MQM Scores as the 

study progresses. TR-C records the lowest MQM Score of all the study in the first ITP 

session, S02, after which there is a sharp increase until S04 and then it remains pretty flat. 

Two translators (TR-D, TR-E) show decreasing trends. TR-F shows a mild decline in MQM 

Scores over time. Two translators (TR-G, TR-H) show upward trends with some fluctuations. 

Overall, variations in MQM scores occur within translators, but they do not seem to be 

motivated by repeated exposures to ITP.  
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The following sections examine translation quality qualitatively, through the type and 

severity of the issues in the final texts. 

5.3.1.4.3 Fluency Issue Frequency  

Table 30 shows Fluency Issue Frequency per 1000 source tokens, broken down by 

children category and severity and grouped by session and translation condition. 

Table 30 
Fluency Issue Frequency by session and translation condition  

 Spelling Grammar Stylistics 
All minor 

fluency All fluency 
 Minor Minor Major (all) Minor 

S01 (PE) 0.31 0.46 0.15 1.08 1.85 2 

S02 3.25 1.80 0.18 1.26 6.31 6.49 

S03 2.42 2.10 0 2.42 6.94 6.94 

S04 1.50 0.86 0 1.28 3.64 3.64 

S05 3.45 1.72 0 4.13 9.3 9.30 

S06 1.57 3.31 0 1.92 6.8 6.80 

S07 1.55 2.71 0.19 2.13 6.39 6.58 

S08 1.93 1.58 0 2.11 5.62 5.62 

All ITP 2.24 2.01 0.05 2.18 6.43 6.48 

Δ% PE to ITP +622.58 +336.96 -66.67 +101.86 +247 +224 

 

Table 30 shows that, overall, for every fluency issue appearing in texts in the PE 

condition, there are over three fluency issues in the texts produced in the ITP condition. 

Except for major grammar issues, which are less frequent in the texts produced in the ITP 
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condition, all other fluency issue categories are more common in ITP than in PE. In general, 

across both conditions, minor fluency issues are much more common than major fluency 

issues. The biggest single contributor to fluency issues in the PE condition are minor 

stylistics issues, whereas in the ITP condition, are minor spelling issues. 

In order to detect any potential time trends in Fluency Issue Frequency in the ITP 

sessions, Fluency Issue Frequency per session is plotted, and a loess line is fitted through ITP 

session (see Figure 25). 

 

Figure 25. Fluency Issue Frequency by session, with loess line through ITP sessions. 

As evidenced by Figure 25, there is no clear consistent trend in Fluency Issue 

Frequency over Repeated ITP Sessions, with the lowest and the highest values being recorded 

in contiguous sessions (i.e., S04, S05). 

Next, within-translator measurements are investigated. Table 31 shows the average 

Fluency Issue Frequency (per 1000 source tokens), per translator, session and translation 

condition, together with the percentage change from PE to ITP. 
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Table 31 
Fluency Issue Frequency by translator, session and translation condition 

 S01 
(PE) S02 S03 S04 S05 S06 S07 S08 All 

ITP 
%Δ from PE 

to ITP 

TR-A 3.54 7.21 2.48  5.21 0 0 0 2.48 -29.94 

TR-B 0 - 10.28 - - - - - 10.28 - 

TR-C 0.49 4.34 2.77 0 6.30 3.02 0 5.00 3.06 +524.49 

TR-D 3.22 3.03 3.50 4.57 5.59 9.30 0 8.95 4.99 +54.97 

TR-E 1.91 8.04 12.37 5.10 8.86 7.78 11.62 13.55 9.62 +403.66 

TR-F 1.43 11.21 10.41 4.71 23.15 13.01 13.19 14.94 12.94 +804.90 

TR-G 4.66 7.11 5.61 3.68 7.48 6.10 16.82 0 6.69 +43.56 

TR-H 0 0.86 2.91 0 4.08 4.28 2.75 0 2.12 - 

 

Table 31 shows that, except for the translations produced by TR-A, all translations 

done in the ITP condition contain, to varying extents, more fluency issues than those done in 

the PE condition. The next step is investigating whether, as translators become more familiar 

with ITP, there are any trends in Fluency Issue Frequency. Figure 26 shows values for each 

translator, with smoothed loess lines fitted from S02 to S08, the ITP sessions. Fluency Issue 

Frequency in the PE condition (S01) is also shown, for the sake of comparison. 
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Figure 26. Fluency Issue Frequency, by translator and session, with loess lines through ITP sessions. 

TR-A presents a clear downward trend in the Fluency Issue Frequency, while TR-D, 

TR-E and TR-F show the opposite trend. TR-C stays pretty flat while TR-G and TR-H 

present large fluctuations. In summary, no pattern consistent to all translators is identified. 

5.3.1.4.4 Adequacy Issue Frequency  

Table 32 shows Adequacy Issue Frequency per 1000 source tokens, broken down by 

children category and severity and grouped by session and translation condition. 
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Table 32 
Adequacy Issue Frequency by session and translation condition 

 Mistranslation Addition Omission Untranslated 
All major 
adequacy 

All minor 
adequacy 

All 
adequacy  Minor Major Minor Minor Major Minor 

S01 (PE) 4.46 1.23 0.15 0.46 0.15 0 1.38 5.07 6.45 

S02 5.77 1.80 0 0.72 0 0 1.8 6.49 8.29 

S03 2.91 1.45 0.16 0.81 0.16 0.16 1.61 4.04 5.65 

S04 3.21 0.43 0 0 0 0 0.43 3.21 3.64 

S05 1.38 1.21 0 0.34 0.34 0.17 1.55 1.89 3.44 

S06 2.44 0.17 0.17 0.17 0 0.35 0.17 3.13 3.33 

S07 1.93 0.77 0.19 0.58 0.19 0.19 0.96 2.89 3.85 

S08 3.86 0.53 0 0.35 0 0.18 0.53 4.39 4.92 

All ITP 3.07 0.91 0.07 0.42 0.10 0.15 1.01 3.71 4.73 

Δ% PE to 
ITP 

-31.17 -26.02 -53.33 -8.70 -33.33 - -26.81 -26.82 -26.67 

 

Table 32 shows that, unlike fluency issues, all types of adequacy issues are less 

frequent in the texts produced in the ITP condition relative to the PE condition. Minor 

adequacy issues are more common than major adequacy issues, but the difference is not as 

pronounced as in the case of fluency issues.  

To investigate any trends in the Adequacy Issue Frequency brought about by 

Repeated ITP Sessions, Adequacy Issue Frequency per session is plotted, with a loess line 

fitted through ITP sessions (see Figure 27). 
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Figure 27. Adequacy Issue Frequency by session, with loess line through ITP sessions. 

Figure 27 shows a trend line with a downward trajectory up until S06, which then 

changes direction. Adequacy Issue Frequency is also investigated within-translators. Table 33 

shows Adequacy Issue Frequency (per 1000 source tokens), per translator, session and 

translation condition, together with the percentage change from PE to ITP. 
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Table 33 
Adequacy Issue Frequency by translator, session and translation condition 

 S01 
(PE) S02 S03 S04 S05 S06 S07 S08 All 

ITP 
%Δ from PE 

to ITP 

TR-A 3.08 4.48 3.41 - 1.01 0.61 2.13 0 1.94 -37.03 

TR-B 5.76 - 10.27 - - - - - 10.27 +78.44 

TR-C 4.29 27.18 4.58 3.93 4.41 8.49 5.15 2.68 8.06 +88.01 

TR-D 4.47 0 0 5.48 0 2.45 0 5.81 1.96 -56.10 

TR-E 9.49 5.46 6.23 3.83 6.17 1.98 2.06 12.57 5.47 -42.34 

TR-F 22.96 4.58 15.09 0.55 1.55 0.90 1.45 3.53 3.95 -82.79 

TR-G 9.66 0 2.74 2.91 4.06 6.88 7.10 0 3.38 -64.98 

TR-H 3.55 10.53 0.63 3.04 6.28 5.75 15.53 7.75 7.07 +99.08 

 

Table 33 shows that three translators (TR-B, TR-C and TR-H) produced texts with 

more adequacy issues in the ITP condition, with the remaining five producing fewer issues in 

the ITP condition. The investigate any trends in Adequacy Issue Frequency over time, for 

each translator, Figure 28 shows individual observations and mean values, with smoothed 

loess lines fitted from S02 to S08, the ITP sessions. 
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Figure 28. Adequacy Issue Frequency, by translator and session, with loess lines through ITP sessions. 

The trend lines in Figure 28 show translators’ Adequacy Issue Frequency mostly 

fluctuates between the range of zero and ten issues per 1000 source tokens, with some 

translators (TR-A, TR-D) showing narrower ranges in the bottom end. As for trends, TR-G 

shows a steady increase in Adequacy Issue Frequency in the first five ITP sessions, which 

then descends, with TR-E presenting the opposite pattern, which is similar to that of TR-F. 

TR-C shows, just as with Fluency Issue Frequency, an improvement in Adequacy Issue 

Frequency after the first ITP session. In summary, except for TR-A’s slight downward trend, 

all translators show different Adequacy Issue Frequencies over time, but not a consistent 

trend. 



 

186 

5.3.1.5 Correlations between variables  

While some associations between variables have already been identified in previous 

sections, such as that between Manual Insertions and Manual Deletions in the PE condition, 

this section looks at providing a numerical measure of the potential correlations that exist 

between the variables used to measure translation productivity, both between conditions and 

within conditions.  

Absolute variable values measured on a sentence basis were used to compute 

correlations. The twelve variables of interest are Processing Time, Manual Insertions, Manual 

Deletions, Navigation and Special Key Presses, Mouse Clicks, Tokens of MT Origin, MQM 

Score, Fluency Issue Frequency, Adequacy Issue Frequency, Minor Issue Frequency and 

Major Issue Frequency and Pass Status, all of which are ratio variables except for Pass Status, 

which is a nominal, binary variable. Pass Status was used in lieu of Fail/Pass Ratio as the 

latter can only be measured on a group level (e.g., the Fail/Pass Ratio may be measured for a 

particular translator o session, but not for a single sentence). 

Correlations between the above-mentioned variables are investigated a) within 

translation conditions and b) between translation conditions. As for between-condition 

correlations, for every valid target sentence produced in the PE condition (N = 231) there are 

between 5 and 7 target sentences produced in the ITP condition (N = 1377). To calculate 

between-condition correlations, values obtained in the ITP condition for each variable were 

averaged over all ITP sessions, so that every source sentence is associated with one single 

value for each variable and condition (PE/ITP).  
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Correlations between variables are computed with Pearson’s r, appropriate for 

correlations between ratio variables. Two special cases of Pearson’s r are the phi coefficient, 

for correlations between two binary variables, and the point-biserial correlation coefficient, 

for correlations between one ratio and one binary variable. The R function cor.test with the 

argument pearson computes Pearson’s r, the phi coefficient and an approximation of the 

point-biserial correlation according to the types of variables passed. 

Table 34 shows within-condition and between-condition correlations. The grey, 

diagonal line crossing the table from left to right contains between-condition correlations. To 

the right of that line, there are the within-condition correlations for PE; to the left of the line, 

there are the within-condition correlations for ITP. Correlations significant at the p < .001 

level (two-tailed) are marked with ***, at the p <.01 level, with **, and at the p < .05 level, 

with *. Where no significance is found, there is no superscript. Correlations considered from 

strong to exact are highlighted in bold. 
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Table 34 
Between- and within- translation condition variable correlations 

 PE   

 
 

Processing
Time 

Manual 
insertions 

Manual 
deletions 

Nav. and 
Spec. Keys 

Mouse 
Clicks 

Tokens 
of MT 
Origin 

MQM 
Score 

Pass 
Status 

Fluency 
Issues 

Adequacy 
Issues 

Minor 
Issues 

Major 
Issues 

Processing Time .403*** .358*** .357*** .022 .580*** -.039 -.054 -.114 .047 .133* .059 .164* 

Manual insertions .535*** .484*** .985*** .068 .375*** -.433*** -.031 .038 .043 -.026 .034 .061 

Manual deletions .423*** .548*** .492*** .077 .368*** -.441*** -.026 .040 .033 -.023 -.030 .050 

Navigation and Special Keys .237*** .014 .483*** 174** -.158** .216*** .021 -.006 .044 .010 -.019 .063 

Mouse Clicks .270*** .290*** .166*** -.056* .177** .010 -.107 -.063 .024 .138* .070 .102 

Tokens of MT origin .092*** -.236*** .042 .633*** -.171*** .520*** .040 -.041 .064 .163* .140* .074 

MQM Score -.047 .018 .002 -.030 .035 -.029 .002 .739*** -.217*** -.570*** -.256*** -.710*** 

Pass Status -.020 .041 .014 .011 .015 -.003 .745*** .071 -.303*** -.561*** -.319*** -.655*** 

Fluency Issues .116*** .030 -.006 .134*** -.070** .172*** -.370*** -.314*** .137* .160* .572*** .111 

Adequacy Issues .156*** .099*** 0.14*** .164*** .001 .164*** -.551*** -.483*** .032 .212** .761*** .425*** 

Minor issues .167*** .070** .062* .146*** -.041 .214*** -.431*** -.381*** .852*** .484*** .171** -.073 

Major Issues .080** .047* .048 .097*** -.003 .085** -.710*** -.583*** .033 .441*** .000 .146* 

 ITP   

Note: N = 231 (PE); ITP: N = 1377(ITP); ***p < .001, **p <.01, * <.05, all two-tailed 
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As Table 34 shows, in the case of PE, there are weak positive correlations between 

Processing Time and both Manual Insertions and Manual Deletions. There is a moderate 

correlation between Processing Time and Mouse Clicks, and a moderate correlation between 

Mouse Clicks and Manual Insertions and Manual Deletion. There are moderate, negative 

correlations between Tokens of MT Origin and both Manual Insertions and Manual 

Deletions. As expected, given insights gained from the previous sections in this thesis, there 

is an almost exact positive correlation between Manual Insertions and Manual Deletions. 

Correlations between translation quality indicators range from non-existent to strong. 

Correlations between translation quality indicators and technical effort indicators or 

Processing Time are considered non-existent.  

In the case of ITP, there are also moderate correlations between Processing Time and 

both Manual Insertions and Manual Deletions, albeit this time of a moderate strength. Unlike 

in PE, where Manual Insertions and Manual Deletions were almost exactly correlated, in ITP, 

the correlation of Manual Insertions and Manual Deletions is moderate. There is a weak, 

negative correlation between Tokens of MT origin and Manual Insertions but no correlation 

of the former with Manual Deletions. There is also a strong correlation between Navigation 

and Special Key Presses and Tokens of MT Origin. Correlations between translation quality 

and other translation productivity indicators can be considered non-existent, as in PE. 

Correlations between translation quality indicators also range, like in PE, from non-existent 

to strong. 

The correlations observed seem to be in accordance with the nature of the PE and ITP 

tasks. In the case of PE, the correlations could be interpreted as follows: the more manual 
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insertions a translator does, the more manual deletions they would have done, resulting in the 

less MT output in the final translation, more time spent post-editing, and more mouse clicks. 

The fact that inserting and deleting activities are weakly associated to Processing Time 

suggests other, non-typing activities such reading or revising account for Processing Time. 

Mouse Clicks are moderately associated to Processing Time, indicating that long processing 

times are associated to more mouse activity, and vice versa. As for the correlations between 

Tokens of MT Origin and both Manual Insertions and Manual Deletions, these may be of 

moderate strength because editing a single word would exclude it from being considered a 

token of MT origin, but the scope of the editing may range from deleting or typing one single 

character to deleting or typing a whole word or set of words.  

ITP, on the other hand, presents a different type of interaction. It involves a typing 

activity that is not necessarily as precisely associated to deleting activity because in principle 

there is no static MT text to delete before starting any typing activity. There is hence a strong 

—if, unlike in PE, not almost exact— correlation between Manual Insertions and Manual 

Deletions in the ITP condition. The reason for this strong correlation may be that translators 

may partially or totally alter a previously accepted suggestion, in which case typing activity is 

associated to deleting activity. In the ITP condition, the same association as in PE can be 

found, albeit of different strength: the more a translator types, the more characters are 

deleted, the more time is spent in the process and the fewer tokens of MT origin remain in the 

text. The correlation strength between Processing Time and both Manual Insertions and 

Manual Deletions, suggests that these typing and deleting activities have a higher impact on 

Processing Time in the ITP condition relative to the PE condition. It is also natural that there 

is a strong positive correlation between Tokens of MT Origin and Navigation and Special 

Key Presses, as to accept an MT suggestion, the translators have to press Tab. This 
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correlation is not exact however, because, while all Tokens of MT Origin have been 

introduced by pressing Tab, if any edit is applied to them, they are not considered Tokens of 

MT Origin anymore. More Mouse Clicks, on the other hand, are weakly associated to texts 

with fewer Tokens of MT Origin, an indication that the mouse is used to apply manual 

corrections. 

In terms of translation quality indicators, Fluency Issues are strongly correlated to 

Minor Issues in the ITP condition, but they are moderately correlated in the PE condition. 

Conversely, Adequacy Issues correlate moderately with Minor Issues in the ITP condition but 

strongly in the PE condition. This result is in line with the data presented in Section 5.3.1.4.3 

and Section 5.3.1.4.4: fluency issues make up a higher proportion of minor issues in ITP than 

in PE, so it ensues that adequacy issues account for a lower proportion of minor issues in ITP 

than in PE.  

In terms of between-condition correlations, we see moderate correlations in 

Processing Time in the PE and ITP conditions, suggesting sentences that take long to process 

in PE may also take long to process in ITP, and vice versa. There is a moderate correlation in 

Tokens of MT Origins between translation conditions, something that suggests that different 

translators may apply similar amounts of corrections to the same sentences. Except for MQM 

Score and Pass Status, which do not present any correlations, the remaining translation 

quality indicators present weak correlations across conditions.  
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5.3.1.6 Translators’ perceptions of ITP 

Translators’ perceptions of ITP were elicited from a post-task questionnaire, through 

two open questions, one of which was optional, and eight questions answered with a five -

level Likert scale. Table 35 displays a summary of participants’ perceptions of ITP. 

Table 35 
Translators’ perceptions of Interactive Translation Prediction 
  

Strongly 
disagree 

Disagree 
Neither 

agree nor 
disagree 

Agree 
Strongly 

agree 

Q1 I prefer ITP to PE 1 
TR-B 

 1  
TR-G 

1  
TR-H 

 

4 
TR-A, TR-F, 
TR-E, TR-C 

1 
TR-D 

Q2 ITP is less tiring than PE 1 
TR-B 

 
 

4  
TR-A,TR-F, 
TR-E,TR-C 

2 
TR-G, TR-H 

1  
TR-D 

Q3 
As the study progressed, I 
took better advantage of 
the ITP suggestions 

1 
TR-B 

 1 
TR-C 

5 
TR-G,TR-F, 
TR-E,TR-
D,TR-H 

 

1 
TR-A 

Q4 
ITP helps me translate 
faster than PE 

1 
TR-B 

1 
TR-E 

5 
TR-G,TR-
F,TR-D, 

TR-C,TR-H 

1 
TR-A  

Q5 
ITP helps me translate to 
better quality than PE 

1 
TR-B 

1 
TR-G 

3 
TR-A,TR-E, 

TR-H 

2 
TR-C, TR-F 

1 
TR-D 

 

Q6 
I would use ITP in real-life 
scenarios 

1 
TR-B 

2 
TR-G,TR-H  

3 
TR-A,TR-
D,TR-C 

2 
TR-F, TR-E 

 
 

Out of eight translators, five agree (4) or strongly agree (1) that they prefer translating 

with ITP assistance over PE (Q1). Five translators agree (3) or strongly agree (2) would use 

ITP in real-life translation scenarios (Q6). Six translators agree (5) or strongly agree (1) that 

they took better advantage of ITP suggestions as the study progressed (Q3).  
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Three translators agree (2) or strongly agree (1) that ITP is less tiring than PE (Q2). 

Four translators neither agree nor disagree and one translator strongly disagrees. 

Translators’ perceptions of their own translation speed under ITP relative to PE (Q4) 

show a high number (five) of neutral (neither agree nor disagree) responses. Of the three 

translators with non-neutral answers, it is worth noting that only the perception of one (TR-B) 

about his own translation speed in the ITP condition is correct: TR-B was indeed slightly 

slower in his only valid ITP session. Conversely, TR-A’s perception of her own speed is that 

she is faster in the ITP condition, when she was faster in the PE condition. The opposite 

happens to TR-E: she perceives her translation speed to be faster in the PE condition but it is 

actually faster in the ITP condition. Of the five translators with a neutral answer, three (TR-C, 

TR-F and TR-G) were faster in the ITP condition.  

As for translators’ perceptions of translation quality in either condition (Q5), two 

disagree (1) or strongly disagree (1) that ITP helps them translate to higher quality than PE, 

with three neither agreeing nor disagreeing, and a further three agreeing (2) or strongly 

agreeing (1). TR-B strongly disagreeing that ITP helps him translate to higher quality than PE 

is indeed correct, with the MQM score of the text produced in the ITP condition being about 

3 points lower that the text produced in the PE condition. TR-F’s perception of her own 

quality under either condition is also correct, with the texts she produced in the ITP condition 

having an MQM score 0.8 points higher.  

TR-B’s and TR-F’s perceptions contrast with those of TR-G, TR-D and TR-C, whose 

answers, to different extents, did not match the quality levels of their texts as measured in this 

study. In the case of TR-G, in spite of the texts she produced in the ITP condition having an 
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MQM score about 2.5 points higher than the texts in PE, she disagrees that ITP helps her 

translate to higher quality than PE. While TR-D strongly agrees that ITP helps her translate to 

higher quality than PE, the MQM Score of the texts she produced in the ITP condition is 

negligibly lower (0.02 points). In spite of her perceptions, TR-C’s MQM Score is 0.44 points 

lower in ITP. 

To the optional open question Do you have any suggestions for improvement of any 

aspect of interactive translation's use?, translators’ answers, reproduced verbatim below, 

show a mix of linguistic, speed and usability concerns. 

In terms of the speed with which translation suggestions are displayed, two translators 

consider it to be a hurdle when translating: 

TR-B: Far too slow. Most of the times, I couldn't wait for the suggestions: it 

took too long. Then the interface would get jammed (because I hadn't wait).  

TR-H: I would like it to be faster when providing the suggestions as 

sometimes it took quite a while, and those "seconds" don’t help when writing the 

target text.  

In terms of the quality of the MT suggestions, orthographic, grammar, translation, 

style and discourse-level aspects are mentioned: 

TR-G: 1. In Spanish it is used «» rather than """ and that is not provided by 

ITP. There should be no space after « and after » (as it would be in French for 
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example). 2. "Solo" now should be written without accent (new rule). 3. Figures (as 

UE new rule) should be written with spaces for milliards instead of a dot. 

TR-H: The unneeded space after each quotation is a constant mistake that 

should be fixed. There is an excessive use of passive voice, and very literal 

translations of complex verbs or phrasal verbs & nouns. A few genre and number 

disagreements. 

TR-D: There are a few bugs in the program which occasionally show up: 

wrong placement of the graphic accent (e.g. "caj´ón"); suggested word shifted by 

one letter with respect to the correct one (e.g. "irlada", “réimen"); suggested word 

with no relation whatsoever with the letters entered (e.g. "Kanye West" triggering 

the suggestion "más negocios mientras"). 

TR-C: There should be a way to improve the use of sentence connectors. 

Otherwise it will still look like a paragraph to paragraph translation which will 

need a bigger proofreading effort on the final file before delivery. 

In terms of usability, textual and linguistic functionalities are mentioned: 

TR-A: When going back to a previously translated segment, it would be 

time-saving to get the cursor immediately on the word you need to modify, as soon 

as you place it on that word. 

TR-E: In general, I absolutely needed the "search and replace" and 

"grammar checker" features. I think I could translate faster with these features. 
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TR-D: As a desired feature, it would be nice to be able to customize the autosuggest 

key: I work with two other CATs and each has its own autosuggest key, and switching from 

one tool to the other would be easier if one could keep the same key set. 

To the second, and final optional open question Please provide any additional 

comments about your experience with interactive translation, answers, reproduced verbatim 

here, give some insights into translators’ experience with ITP. Among the aspects commented 

on are MT quality, productivity relative to PE, the role of the translator in the quality of the 

final text, the learning process of translating with a novel type of assistance, and ease of use.  

For instance, a varying level of MT quality from sentence to sentence was mentioned 

as a problem, with one translator opting in some cases for a PE-style solution:  

TR-E: Some texts were very hard to translate with the interactive 

translation because the tool suggested many nonsense words. However, in other 

cases, the automatic translation was very useful and I translated faster. 

TR-F: With Interactive translation, when I came across a more complex text 

or sentence, I found the suggestions to be somewhat confusing rather than helpful, 

and therefore I opted for applying any of the suggestions and then "post-edit" the 

text once the entire paragraph had been populated (sometimes using language not 

available in the suggestions). 

TR-C: Sometimes I had to try so many times until I got a good result from 

interactive translation that I would have been faster translating from scratch and 

my translation would look more natural. 
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Additionally, it was mentioned that it takes some time to get used and make the most 

out of ITP: 

TR-A: As the experience went on, I got more and more used to the ITP tool 

and by the end of the experiment I felt much more confident on the quality of the 

suggestions. Which helped me finish the tasks in a shorter time and with a higher 

level of confidence in the quality of my work. It won me over, eventually. 

TR-F: Not having used it before, it took me a while to understand the way 

suggestions worked. By the end of the study, I found interactive translation to be a 

very user friendly and straightforward tool. I would definitely use this tool in the 

future. 

TR-D: I had the distinct feeling that, on average, the suggestions were more 

and more on spot as I proceeded. 

 

The cognitive and translation process differences between ITP and PE were also pointed out: 

TR-A: My experience with this tool during these trials is that a new task is 

being learned, as a rather different translation routine is being carried out in my 

brain: first you get to understand the original -nothing new so far- but then my 

brain had to constantly and quickly check the suggestions, see if they matched (and 

if they were right from the point of view of my language variation), decide on that, 

accept / reject, type just one or two letters, check the new suggestion... and finally 

re-read the whole paragraph to see if it makes sense. All this might look 

complicated or time consuming, but I found that the time it took to check and 
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accept/reject suggestions makes up for the time you save typing whole words or 

even whole sentences!  

TR-G: With ITP the translations are more literal as translations are done 

word by word and not the idea as a whole. That makes that the final text sounds not 

as much natural as if it had been translated as an idea (and not as a compendium 

of words). However, although I am not really convinced with ITP, I must admit that 

is has also its interesting points: 

1. It is much faster than standard post-editing 

2. Translations have a minimum quality and avoid getting a really bad 

comprehension of the original text 

3. Less time searching for words 

Not seeing a sentence wholly machine-translated was mentioned as a disadvantage of 

ITP in relation to PE: 

TR-B: Translators' activity is better suited to MTPE. With post-editing, you 

can quickly read the whole paragraph and decide if it is usable or not. So MTPE is 

much faster. 

TR-F: I believe the overall quality of the suggested text is better than post-

editing; however, sometimes seeing the whole translated text (as in good quality PE 

texts) helps the workflow of the translation/editing.  

 

The translator’s role and imprint in an MT-centered scenario were mentioned: 
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TR-A: I had the feeling that this was not translating, exactly. It is an 

extremely useful tool, though. But for it to assure highest quality levels I think that 

the discerning ability of a professional translator is a must. The tool is so easy to 

use, so user-friendly and fast that it might lead to mistakes or wrong decisions if the 

required exigence and rigor levels are not there, on the user's side. 

TR-G: Unless the ITP provided word is really wrong, the translator accepts 

the ITP proposed word and does not make any effort in trying to find a more 

suitable one. ITP is more productive than standard post-editing but standardises 

translations and therefore, the voice of the translator gets lost (which is good or 

bad, depending on the quality of the translator). 

In summary, translators’ perceptions of ITP were mostly positive, with only one 

translator (TR-B) openly rejecting ITP, as evidenced by TR-B’s disagreement with all of the 

questionnaire statements and by his answers to the open questions. TR-B translated with ITP 

assistance in only the first valid ITP session; the remaining ones he translated from scratch 

ignoring ITP suggestions altogether, against the study instructions (see Appendix M). Section 

6.2.2 presents a detailed discussion of TR-B’s case. 

The next section contains the results of the inferential analysis of the ITP study data. 

5.3.2 Inferential data analysis 

Inferential data analysis was conducted to examine whether any differences in the 

variables of interest observed in the sample reflect true differences in the population. To this 

end, mixed-effects models were used. Mixed-effect models are a type of regression models 

that aim at describing the effects on a response variable of one or more explanatory variables 
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or covariates by incorporating both fixed and random effects. Fixed effects measure 

population effects, while random effects measure subject- or item-specific effects. The 

inclusion of random effects often leads to more precise estimates of the fixed effects 

(Fahrmeir, 2013). In the context of linguistic data, Baayen (2008) defines fixed effects as 

those that have a fixed set of possible, repeatable levels, and random effects as those that are 

sampled from a much larger population. In my ITP study, Translation Condition (PE/ITP) 

and ITP Session (S02-S08) are treated as fixed effects because they exhaust the levels of the 

factors (i.e., given my research design, there are no other translation conditions or ITP 

sessions the translators could have worked on). Replicating my study would involve different 

translators and sentences, so these are treated as random effects in order that the conclusions 

based on the models presented here, if applicable, can be extended to other translators and 

other sentences.  

Research question RQ2, aiming at investigating the effect of Translation Condition 

(PE/ITP) on the response variables, is addressed by fitting eleven separate mixed-effects 

models, with Translation Condition as the explanatory variable and eleven response variables 

respectively (i.e., Processing Time, Manual Insertions, Manual Deletions, Navigation and 

Special Key Presses, Mouse Clicks, Tokens of MT Origin, Pass Status, Fluency Issue 

Frequency, Adequacy Issue Frequency, Minor Issue Frequency and Major Issue Frequency).  

For RQ3, aiming at investigating whether there is a learning effect derived from 

repeated ITP uses potentially resulting in improvements in the response variables, the 

explanatory variable is ITP Session, and the response variables are the same as for RQ2. ITP 

Session is treated as a numeric variable to reflect the longitudinal nature of the design. To 

address RQ3, I use only data that was collected in the ITP condition (i.e., from S02 to S08).  
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For RQ2, Translation Condition is modeled as a fixed effect; for RQ2, Session ID is 

modeled as a fixed effect. 

For both research questions, Translator ID and Sentence ID are modeled as partially 

crossed random effects. The term fully crossed means that there is at least one observation for 

each combination of Translator ID level (i.e., each translator) and Sentence ID level (i.e., 

each unique source sentence). The opposite of crossed random effects would be nested 

random effects, where, for example, a particular sentence was processed by only one 

translator. 

My data is not crossed but partially crossed, as there are a number of missing 

observations due data invalidation, as detailed in Section 5.3, resulting in an unbalanced 

design. For Bates (2010), unbalanced designs are common: “we typically cannot expect that 

data from an observation study will be balanced” (p. 30). As previously mentioned, mixed-

effects models can handle unbalanced designs caused by missing data. 

Random effects can take the form of random intercepts and random slopes. Using 

Tokens of MT Origin and Translation Condition (PE/ITP) as an example, by-subject 

(translator) random intercepts control for the fact that some translators leave more MT 

output untouched than others in the ITP condition, while by-item (sentence) random 

intercepts control for the fact that some sentences will contain more Tokens of MT origin 

than others in the ITP condition.49 On their part, by-subject random slopes control for the fact 

                                                 
49 When the explanatory variable is categorical, R takes as the intercept the first variable alphabetically: in this 

case, ITP. 
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that the effect of PE on Tokens of MT Origin may be different for each translator (e.g., a 

translator may leave more MT output untouched in PE relative to ITP than other), while by-

item random slopes control for the fact that the effect of PE on Tokens of MT Origin is 

different for each sentence (e.g., PE may result in more tokens of MT origin in one sentence 

than in another, relative to PE).  

The results obtained in the exploratory analysis justify the choice of mixed models to 

conduct the inferential analysis. Exploratory results indicate large variations in the 

measurements of variables across subjects and sentences in the ITP and PE conditions (what 

will be the intercept and slope of the models addressing RQ2) and in the first ITP session and 

subsequent ITP sessions (what will be the intercept and slope of the models addressing RQ3).  

Following the recommendation of Barr, Levy, Scheepers, & Tily (2013) to minimize 

Type I errors, the structure of the random effects in my models is kept maximal, i.e., all 

possible random effects that the design justifies, and that data allows, are included. In the ITP 

study, the maximal structure of the random effects is one that contains by-subject and by-item 

random intercepts and slopes, and this structure was used where data allowed it. This 

maximal random effect structure nevertheless proved to be too complex in some cases, with 

models failing to fit and lme4 and robustlmm issuing convergence warnings or errors. 

Failure to converge issues when fitting GLMMs with lme4 are fairly common when 

models have a complex random effects structure or when data sets are large. The authors of 

the package warn that some warnings are false positives and propose a series of actions for 

troubleshooting the results (Bates et al., 2015, p.15). When convergence issues came up 

during the fitting of GLMMs, such troubleshooting steps were followed.  



 

203 

No troubleshooting was done on the errors issued when fitting RLMMs with 

robustlmm for lack of enough documentation, possibly due to RLMM being a more recent R 

package. Instead, when issues with robustlmm came up, these were addressed by 

progressively simplifying the structure of the random-effect component until the models 

could be fit. Table 36 gives specific information on the final structure of the random effects 

for each model, with additional information given further below. 

Table 36 
Random-effect structure of the models 

 Explanatory variable: Translation 
Condition (RQ2) 

Explanatory variable: 
 ITP Session (RQ3) 

 By-subject random: By-item random: By-subject random: By-item random: 

 intercepts slopes intercepts slopes intercepts slopes intercepts slopes 

Processing Time  Y N Y Y Y N Y N 

Manual Insertions Y Y Y Y Y Y Y Y 

Manual Deletions Y Y Y Y Y Y Y Y 

Navigation and 
Special Key Presses 

Y Y Y Y Y Y Y Y 

Mouse Clicks Y Y Y Y Y Y Y Y 

Tokens of MT 
Origin 

Y Y Y Y Y Y Y Y 

Pass Status Y Y Y Y Y Y Y Y 

Fluency Issue 
Frequency 

Y Y Y N Y Y Y N 

Adequacy Issue 
Frequency 

Y Y Y Y Y Y Y N 

Minor Issue 
Frequency 

Y Y Y Y Y Y Y Y 

Major Issue 
Frequency 

Y Y Y Y Y Y Y Y 

 

By-item random slopes were not added to the model addressing RQ2 with Processing 

Time as response variable because robustlmm does not allow having random intercepts and 
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slopes for the effect of Translation Condition in two blocks at the same time (i.e., both on 

sentences and translators). After fitting several models, I settled for removing the by-item 

slope because its standard deviation was lower than that of the by-subject slope. On its part, 

the model addressing RQ3 with Processing Time as a response variable contains only by-

subject and by-random intercepts. Adding any sort of slopes increased the complexity of the 

models and they would not fit. 

By-item (sentence) random slopes were not included in the models addressing RQ2 or 

RQ3 with Fluency Issue Frequency as a response variable or in the model addressing RQ3 

with Adequacy Issue Frequency. After removing random effects one by one and comparing 

models, I opted for removing the by-item slopes because they consistently accounted for less 

standard deviation relative to the by-subject slopes. 

In terms of type of mixed-effect models, when the response variable is non-

continuous (i.e., all variables except for Processing Time), Generalized Linear Mixed-Effects 

Models (GLMM) were used. GLMMs can accommodate response variables that are not 

normally distributed, such as count data. In the case of Processing Time, Robust Linear 

Mixed-Effects Models (RLMM) were used. Robust Linear Mixed-Effects Models, described 

in the next section, are suited for continuous, non-normal distributions. 

Other than choosing a random effect structure and the explanatory variables, when 

fitting a GLMM, two further decisions have to be made: a) choosing the underlying, expected 

distribution of the response variable and b) choosing a link function that maps the mean of 

the response variable to the fixed factors. Anderson, Verkuilen and Johnson point out that the 

link function “can be chosen to ensure that the predicted means are in the permissible range 
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(e.g., non-negative real numbers)” (2010: p.8). The following paragraphs will specify the 

choices made when fitting the different models. 

In the case of GLMMs with count data as a response variable (i.e., Manual Insertions, 

Manual Deletions, Navigation and Special Key Presses, Mouse Clicks, Tokens of MT Origin, 

Fluency Issue Frequency, Adequacy Issue Frequency, Minor Issue Frequency, Major Issue 

Frequency), these were fit with Poisson-distributed errors, with random effects for each 

observation added to model overdispersion (Harrison, 2014), as this was detected when 

fitting the initial models. Overdispersion often occurs in count data, when the data presents 

more variance that predicted by the GLMM. Of the models with count data, those with 

Tokens of MT Origin, Manual Deletions, Navigation and Special Key Presses, Minor Issue 

Frequency and Major Issue Frequency as response variables were fit with a square root link; 

the rest were modeled with a log link. These choices were found to provide the best fits for 

the data after comparing the residual checks of the various models (see Appendix N). 

GLMMs with binary data as a response variable (Pass Status) were fit with a binomial error 

distribution and logit link. 

Note that all response variables were entered into the models in absolute terms. They 

were not normalized by sentence length, because the variation introduced by sentence length 

is already captured by the inclusion of by-sentence random effects, as in Läubli et al. (2013). 

GLMMs were fitted with Maximum Likelihood (ML), with Laplace Approximation, 

with p values for the fixed effects obtained with asymptotic Wald tests, the standard practice 

for GLMMs (Bates et al., 2015). Confidence intervals for the fixed effects of GLMMs were 

obtained with Wald tests. 
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In terms of R packages used to conduct the inferential analysis, RLMMs were fit with 

the robustlmm package (Koller, 2016). Linear Mixed-effects Models (LMM), a third type of 

mixed-effect models that was discarded for reasons given in the next section, were fit with 

the lme4 package (Bates, Maechler, Bolker, & Walker, 2015), which was also used to 

evaluate the statistical significance of the GLMMs. The R code for the fitted models is 

contained in Appendix P. Statistical significance for the LMMs was assessed with the 

lmerTest package (Kuznetsova, Brockhoff & Christensen, 2015). Confidence intervals for the 

RLMMs and diagnostic plots for the LMMs were obtained with the R core packages. 

Diagnostic plots for GLMMs were obtained with the DHARMa package (Hartig, 2017). The 

GLMMs assumptions were checked graphically, with residual plots. These were obtained by 

making 250 simulations of the data with the plotSimulatedResiduals() function of the 

DHARMa package (Hartig, 2017). This function produces two side-by-side graphs. For a 

correctly specified model, the black line on the left graph should fall approximately over the 

45° reference red line, and the right lines on the right graph should be approximately 

horizontal, although some deviations are expected for small samples. All diagnostic plots are 

contained in Appendix N. 

5.3.2.1 Effects on temporal effort (Processing Time) 

Prior to settling on a RLMM to model Processing Times, I tried the following three 

options:  

 Processing Times are highly right skewed, so they were log-transformed before being 

entered into LMMs with lmer4::lmer, with the maximal random effect structure. Log-

transforming the response variable makes it more likely that LMMs distributional 

assumptions are met, and is done in Baayen (2008, p. 33). Two such main 
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assumptions that LMMs have to fulfill before making any inferences from them are 

identified by Galecki & Burzykowski (2013). These are a) normality of the random 

effects and b) normality of the residuals. Normality of the random effects was 

assessed with Q-Q plots of the predicted values of the random effects; normality of 

the residuals was assessed with Q-Q plots of the residuals. Despite having log-

transformed data, the diagnostic plots still showed violations of normality. Square-

root transformations did not improve the look of plots either (see Appendix N.5 and 

Appendix N.6). Hence, the conclusions of these models were not considered valid.  

 

 GLMMs can handle continuous, non-normal distributions. Processing Times were 

then entered untransformed in the GLMMs, fit with lmer4::glmer without by-subject 

slopes (as the maximal random effect structure failed to converge), with Gamma 

distribution (suitable for positive, right-skewed data) and log link. Diagnostic plots 

showed a non-normal distribution of residuals (see Appendix N.7 and Appendix N.8), 

so these models were disregarded too. 

 Following Bolker et al.’s (2009) decision tree, I tried fitting a GLMM model using 

Penalized Quasi-Likelihood, with the glmmPQL function in the MASS package 

(Venables & Ripley, 2000). Nevertheless, I could not find a way to make it work with 

crossed random effects after trying several workarounds.  

The final models chosen to model untransformed Processing Times were RLMMs, 

fitted with robustlmm::rlmer with the default configuration (i.e., smoothed Huber function), 

with confidence intervals obtained with Wald tests, with the function detailed in Bolker 

(2016). RLMMs provide a robust alternative to LMM for the analysis of data with extreme 

values by downweighting their influence. Note that Processing Times were cleaned before 
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being entered in the models, but, as previously indicated, only the observations considered 

invalid were removed (i.e., sentences with two minutes of inactivity or more, as they were 

indicative of some sort of distraction, or sentences where the translator left the CASMACAT 

interface for nine consecutive minutes or more, as this was considered too long to be devoted 

to translation-related activities for the sentence in question). No other observations were 

removed, given that, as extreme as they could seem, they were nevertheless valid 

measurements, and removing them would have certainly influenced the results.  

The next sections contain the results of the inferential analysis, by variable and 

research question. 

5.3.2.1.1 Effect of Translation Condition on Processing Time (RQ2) 

Table 37 shows the effect of Translation Condition on Processing Time, through the 

estimated mean Processing Time per sentence.  

Table 37 
Effect of Repeated ITP Sessions on Processing Time 

 
Estimate Processing Time, 

seconds per sentence 
Std. error 95% confidence interval 

ITP 109.82 12.43 [85.45, 134.19] 

PE -11.25 6.30 [-23.59, 1.09] 

 

The parameter estimates of Processing Time are 109.82 seconds for the average 

sentence in ITP and 98.57 for the average sentence in PE. Nevertheless, as evidenced by the 

Wald confidence interval for the difference between the Processing Time in ITP and in PE 

containing zero, the model does not allow us to reject the null hypothesis that there is no 

difference between Translation Conditions.  
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A plot of the actual against predicted Processing Time observations shows the model 

provides a good fit for the data (see Appendix N.9). 

For the sake of comparison, neither the LMM or the GLMM that were fit to the data 

—and which violated the regression assumptions— allowed for the rejection of the null 

hypothesis that Translation Condition has an effect on Processing Time, albeit parameter 

estimates were different.50 For the results of the discarded models, see Appendix O. 

5.3.2.1.2 Effect of Repeated ITP Sessions on Processing Time (RQ3)  

Table 38 shows the effect of Repeated ITP Sessions on Processing Time, through the 

estimated mean Processing Time per sentence. 

Table 38 
Effect of Repeated ITP Sessions on Processing Time 

 
Estimate Processing 

Time 
 

Std. error 
95% confidence 

interval 

First ITP session  112.16 13.92 [84.89, 139.43] 

Additional ITP sessions -0.51 0.65 [-1.78, 0.76] 

 

In this case, the estimated Processing Time for an average sentence in the ITP 

condition is modeled to be of about 112 seconds, with a small reduction of about half a 

second per sentence with each additional ITP session. The confidence interval for the 

                                                 
50 The LMM was fitted with Restricted Maximum Likelihood (REML), log-transformed Processing Time with 

the p value for the difference in means obtained by the Kenward-Roger (K-R) approximation. Luke (2017) showed 

that the combination of REML and K-R produced the lowest rate of Type I errors. 



 

210 

difference contains zero, so the null hypothesis that Repeated ITP Sessions have no effect on 

Processing Time cannot be rejected. A plot of fitted versus actual Processing Time 

observations shows this model provides an adequate fit for the data (see Appendix N.10). 

Again, for the sake of comparison, the results of the discarded LMM and GLMM 

models, which reached similar conclusions, are presented in Appendix O.  

 5.3.2.2 Effects on technical effort  

5.3.2.2.1 Effect of Translation Condition on Manual Insertions (RQ2) 

Table 39 shows the effect of Translation Condition on Manual Insertions, through the 

estimated mean Manual Insertions per sentence. 

Table 39 
Effect of Translation Condition on Manual Insertions 

 Estimate Manual Insertions   95% confidence interval 

 log back- 
transformed p value Std. error log back-transformed 

ITP 3.88 48.20  0.28 [3.23, 4.23] [27.75, 83.73] 

PE +0.17 +18.39% .516 0.26 [-0.34, 0.68] [-28.88%, +97.09%] 

 

The model in Table 39 estimates that PE increases the count of Manual Insertions by 

about 19%, but differences were not statistically significant. Residual checks do not reveal 

any abnormalities (see Appendix N.11) 
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5.3.2.2.2 Effect of Repeated ITP Sessions on Manual Insertions (RQ3) 

Table 40 shows the effect of Repeated ITP Sessions on Manual Insertions, through the 

estimated mean Manual Insertions per sentence. 

Table 40 
Effect of Repeated ITP Sessions on Manual Insertions 

 Estimate Manual 
Insertions 

  95% confidence interval 

  log back- 
transformed 

p value Std. error log back-transformed 

First ITP 
session  4.08 59.06  0.26 [3.56, 4.60] [35.23, 98.99] 

Additional 
ITP sessions 

-0.04 -4.05% .195 0.03 [-0.10, 0.02] [-9.62%, +1.85%] 

 

The model’s results in Table 40 seems to suggest a small reduction in Manual 

Insertions with each additional ITP session, but the effects are not statistically significant. 

Residual checks do not show significant departures from normality (see Appendix N.12). 

5.3.2.2.3 Effect of Translation Condition on Manual Deletions (RQ2) 

Table 41 shows the effect of Translation Condition on Manual Deletions, through the 

estimated mean Manual Deletions per sentence. 

Table 41 
Effect of Translation Condition on Manual Deletions 

 Estimate Manual 
Deletions  

  95% confidence interval 

 sqrt back- 
transformed 

p value Std. 
 error 

sqrt back-transformed 

ITP 4.63 21.42  0.40 [3.84, 5.41] [9.68, 19.78]] 

PE +4.16 +260.91% <.001 1.01 [2.18, 6.25] [+116.26%, +445.89%] 
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The model in Table 41 estimates that PE increases the count of Manual Deletions by 

about 261% relative to ITP, with the difference being statistically significant. (p <.001). 

Again, this results is in line with the exploratory results shown in Section 5.3.1.3.2. Residual 

checks are normal (see Appendix N.13). 

5.3.2.2.4 Effect of Repeated ITP Sessions on Manual Deletions (RQ3) 

Table 42 shows the effect of Repeated ITP Sessions on Manual Deletions, through the 

estimated mean Manual Deletions per sentence. 

Table 42 
Effect of Repeated ITP Sessions on Manual Deletions 

 Estimate Manual 
Deletions    95% confidence interval 

 
sqrt back- 

transformed p value Std. 
 error sqrt back-transformed 

First ITP 
session  

4.61 21.26  0.34 [3.94, 5.28] [15.54, 27.88] 

Additional 
ITP sessions 

-0.004 -0.19% .933 0.05 [-0.11, 0.10] [-4.54%, +4.26%] 

The model in Table 42 points at a very small reduction of about 0.19% in Manual 

Deletions by sentence with each additional ITP session, but this reduction is not statistically 

significant. Residual checks confirm the correct specification of the model (see Appendix 

N.14).  
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5.3.2.2.5 Effect of Translation Condition on Navigation and Special Key 

Presses (RQ2) 

Table 43 shows the effect of Translation Condition on Navigation and Special Key 

Presses, through the estimated mean count of Navigation and Special Key Presses per 

sentence. 

Table 43 
Effect of Translation Condition on Navigation and Special Key Presses 

 Estimate Navigation and 
Special Key Presses   95% confidence interval 

  sqrt back- 
transformed p value Std. error sqrt back-transformed 

ITP 4.96 24.56  0.45 [4.08, 5.83] [16.67, 33.98] 

PE -3.05 -61.51% <.001 0.40 [-3.83, -2.27] [-77%, -45.73] 

 

The results of the model in Table 43 show that PE results in a statistically significant 

61% reduction in Navigation and Special Key Presses relative to ITP, a result which is in line 

with the exploratory results presented in Section 5.3.1.3.4. The right plot of residual checks in 

Appendix N.15 shows a slight deviation from uniformity. According to Hartig (2017, p. 9), 

“some deviations from [horizontality] are to be expected by chance, even for a perfect model, 

especially if the sample size is small”, so the results can be considered valid. As previously 

indicated, this result is in concordance with the nature of the ITP and the PE tasks 
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5.3.2.2.6 Effect of Repeated ITP Sessions on Navigation and Special Key 

Presses (RQ3) 

Table 44 shows the effect of Repeated ITP Sessions on Navigation and Special Key 

Presses, through the estimated mean count of Navigation and Special Key Presses per 

sentence. 

Table 44 
Effect of Repeated ITP Sessions on Navigation and Special Key Presses 

 Navigation and Special 
Key Presses estimate   95% confidence interval 

 sqrt back- 
transformed p value Std. 

 error sqrt back-transformed 

First ITP 
session  

4.99 24.94  0.34 [4.32, 5.66] [18.68, 33.11] 

Additional 
ITP sessions 

-0.02 -0.42% .666 0.05 [-0.12, 0.07] [-2.32%, +2.28%] 

 

The results in Table 44 point at a small reduction in the count of Navigation and 

Special Key Presses with each additional session, but again this is not statistically significant. 

Residual checks in Appendix N.16 do not show serious deviations from normality. 
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5.3.2.2.7 Effect of Translation Condition on Mouse Clicks (RQ2) 

Table 45 shows the effect of Translation Condition on Mouse Clicks, through the 

estimated mean count of Mouse Clicks per sentence. 

Table 45 
Effect of Translation Condition on Mouse Clicks 

 Estimate Mouse Clicks   95% confidence interval 

  log back- 
transformed p value Std. error log back-transformed 

ITP 1.54 4.65  0.22 [1.11, 1.97] [3.04, 7.14] 

PE 0.78 +50.83% <.001 0.19 [0.40, 1.16] [+26%, 75.63%] 

 

The results in Table 45 show PE significantly increases by about 50% the Mouse 

Clicks relative to ITP, which is consistent with the findings of the exploratory analysis in 

Section 5.3.1.3.5. Residual checks show residuals are reasonably normal and uniform (see 

Appendix N.17). 
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5.3.2.2.8 Effect of Repeated ITP Sessions on Mouse Clicks (RQ3) 

Table 46 shows the effect of Repeated ITP Sessions on Mouse Clicks, through the 

estimated mean count of Mouse Clicks per sentence. 

Table 46 
Effect of Repeated ITP Sessions on Mouse Clicks 

 Mouse Clicks estimate   95% confidence interval 

 log back- 
transformed 

p value Std. 
 error 

log back-transformed 

First ITP 
session  

1.64 5.14  0.25 [1.15, 2.13] [3.15, 8.40] 

Additional 
ITP sessions 

-0.02 -1.39% .061 0.01 [-0.05, 0.001] [-2.85%, +0.06%]] 

 

The results presented in Table 46 show a slight reduction in Mouse Clicks but this 

reduction is not statistically significant. Residual checks are normal (see Appendix N.18), so 

the model can be considered correctly specified. 

5.3.2.2.9 Effect of Translation Condition on Tokens of MT origin (RQ2) 

Table 47 shows the effect of Translation Condition on Tokens of MT Origin, through 

the estimated mean count of Tokens of MT origin per sentence. 
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Table 47 
Effect of Translation Condition on Tokens of MT Origin 

 Estimate Tokens of MT 
Origin    95% confidence interval 

  sqrt back- 
transformed p value Std. error sqrt back-transformed 

ITP 3.53 12.47  0.41 [2.74, 4.33] [7.47, 18.74] 

PE -0.14 -7.89% .740 0.43 [-0.98, 0.69] [-47.87%, +43.4%] 

 

Table 47 seems suggestive of ITP resulting in more MT output being used by the 

translator, with the average sentence in ITP containing about 12 whole tokens of MT origin, 

whereas in PE, the average count of MT tokens is about 8% lower.51 Again, a high p value 

does not allow us to reject the null hypothesis that there is no difference in Tokens of MT 

Origin across conditions.  

Residual checks show a moderate deviation from normality (see Appendix N.19), but 

it may not affect parameter estimation. As an example, Balota, Aschenbrenner, and Yap 

(2015) analyzed psycholinguistic data with LMMs; Lo and Andrews (2015) then reanalyzed 

it with GLMMs and found that the outcomes “seem to be relatively robust against moderate 

misspecification of the distribution in the GLMM framework” (p. 14, 2005). Bolker et al. 

(2009), when giving a series of recommendations for fitting GLMMs, mention that 

                                                 
51 3.53^2; (3.53-0.14)^2 
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“[e]stimated parameters should be approximately normally distributed across groups” (p.133, 

2009).  

5.3.2.2.10 Effect of Repeated ITP Sessions on Tokens of MT origin (RQ3) 

Table 48 shows the effect of Repeated ITP Sessions on Tokens of ITP Origin, through 

the estimated mean count of Tokens of ITP origin per sentence. 

Table 48 
Effect of Repeated ITP Sessions on Tokens of MT Origin 

 Estimate Tokens of MT 
Origin    95% confidence interval 

  sqrt back- 
transformed p value Std. error sqrt back-transformed 

First ITP 
session  

3.46 11.97  0.41 [2.65, 4.27] [7.01, 18.24],  

Additional 
ITP sessions 

+0.02 +0.89% .376 0.02 [-0.02, 0.05] [-1.07%, +2.86%] 

 

The model in Table 48 points at a small increase in the count of Tokens of MT Origin 

by sentence with each additional ITP session, but this increase is not statistically significant. 

See Appendix N.20 for residual checks, which show a moderate deviation from normality, 

but as mentioned in the previous section, this might not affect parameter estimation. 

5.3.2.3 Effects on translation quality 

The effects on translation quality were obtained by modeling the effect that the 

explanatory variables have on a) the probability that a sentence has an MQM at or above 

95%; b) Fluency Issue Frequency; c) Adequacy Issue Frequency; d) Minor Issue Frequency 

and e) Major Issue Frequency. 
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5.3.2.3.1 Effect of Translation Condition on Pass Status (RQ2) 

The response variable Pass Status, is binary, with 0 assigned to sentences with an 

MQM Score lower than 95%, and 1 assigned to sentences with an MQM Score equal or 

higher than 95%.  

Table 49 shows the effect of Translation Condition on Pass Status, through the 

estimated probability of sentences produced in either condition to be at or above the 

minimum 95% MQM Score threshold.  

Table 49 
Effect of Translation Condition on Pass Status 

 Estimate Pass Status    95% confidence interval 

  log-odds back- 
transformed 

p value Std. error log back-transformed 

ITP 3.06 95.50%  0.26 [2.54, 3.57] [92.70%, 98.57%] 

PE +0.10 +0.41% .856 0.55 [-0.98, 1.18] [-6.94%, +3.21% ] 

 

The model in Table 49 gives sentences produced in the ITP condition a 95.50 % 

probability of being at or above the acceptable quality threshold (a 95% MQM Score); for 

sentences in the PE condition the probability is slightly higher at 95.91%, a 0.41% increase.52 

                                                 
52 Probabilities for the intercept (i.e., ITP condition (RQ2) and First ITP Session (RQ3)) and slope (i.e., PE 

condition (RQ2) and Additional ITP Sessions (RQ3) were back-transformed from log-odds via an inverse logit 

transform (plogis) of the parameter, with the following formulas (using parameter estimates for the model in 

Section 5.3.2.5.2): (exp(3.06)/(1+exp(3.06))*100 and (exp(3.06+0.03)/(1+exp(3.06+0.03))*100, respectively.  
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Differences are not statistically significant. Residual checks do not reveal any model 

specification issues (see Appendix N.21). 

5.3.2.3.2 Effect of Repeated ITP Sessions on Pass Status (RQ3) 

Table 50 shows the estimated effect of Repeated ITP Sessions on Pass Status through 

the estimated percentage of sentences at or above the acceptable level of quality of 95% 

MQM Score in the first ITP session and subsequent sessions. 

Table 50 
Effect of Repeated ITP Sessions on Tokens of MT Origin 

 Estimate Pass Status    95% confidence interval 

  log-odds back- 
transformed 

p value Std. error log back-transformed 

First ITP 
session  

3.32 96.55%  0.76 [1.83, 4.82] [86.67%, 97.90%] 

Additional ITP 
sessions 

-0.03 -0.12% .807 0.14 [-0.30, 0.24] [-1.22%, +0.74%] 

 

The model in Table 50 gives sentences produced in the first Session in the ITP 

condition a 96.55 % probability of being at or above the acceptable quality threshold (a 95% 

MQM Score); for each subsequent sessions, this percentage decreases by about 0.12%, i.e. 

(96.41% for the second ITP session, 96.29% for the third ITP Session and so forth. Yet 

differences are not statistically significant. There are no misspecifications with the model, as 

evidenced by the residual checks (see Appendix N.22). 
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5.3.2.3.3 Effect of Translation Condition on Fluency Issue Frequency (RQ2) 

Table 51 presents the effect that Translation Condition has on Fluency Issue 

Frequency, through the estimated frequency of fluency issues per sentence produced in either 

condition. 

Table 51 
Effect of Translation Condition on Fluency Issue Frequency 

 Estimate Fluency Issue 
Frequency  

  95% confidence interval 

  log back- 
transformed 

p value Std. error log back-transformed 

ITP -2.20 0.11  0.23 [-2.66,-1.73] [0.07, 0.18] 

PE -1.08 -66.06% .015 0.45 [-1,95, - 0.21] [-85.81%, -18.8%] 

 

Table 51 above points at PE resulting in texts containing about 66% fewer Fluency 

issues than texts produced in the ITP condition: in PE there are on average four fluency issues 

per 100 sentences, while in ITP, there are on average 11 fluency issues per 100 sentences. 

Again, these results are consistent with those of the exploratory analysis presented in Section 

5.3.1.4.3. Differences are statistically significant, as shown by the low p value and the 

confidence interval not containing zero. The residuals plot does not show abnormalities (see 

Appendix N.23). 

5.3.2.3.4 Effect of Repeated ITP Sessions on Fluency Issue Frequency 

(RQ3) 

Table 52 presents the effect that Repeated ITP Sessions have on Fluency Issue 

Frequency, through the estimated Fluency Issue Frequency in the first ITP session, and the 

difference in the Fluency Issue Frequency with each additional ITP session. 
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Table 52 
Effect of Repeated ITP Sessions on Fluency Issue Frequency 

 Estimate Fluency Issue 
Frequency  

  95% confidence interval 

  log back- 
transformed 

p value Std. error log back-transformed 

First ITP 
session  

-2.12 0.12  0.30 [-2.70, -1.60] [0.07, 0.21]] 

Additional ITP 
sessions 

-0.02 -1.81% .485 0.06 [-0.13, 0.09] [-12.75%, +10.49%] 

 

The model results in Table 52 point at a small 1.8% reduction in Fluency issue 

Frequency with each additional ITP session (i.e., about 12 issues every 100 sentences in the 

first ITP session, then 10.85 issues every 100 sentences, then 9.82 issues and so forth). 

Nevertheless, this reduction is not statistically significant as evidenced by the large p value. 

Diagnostic plots are ordinary (see Appendix N.24). 

5.3.2.3.5 Effect of Translation Condition on Adequacy Issue Frequency 

(RQ2) 

Table 53 presents the effect that Translation Condition has on Adequacy Issue 

Frequency, through the estimated Adequacy Issue Frequency per sentence produced in either 

condition. 

Table 53 
Effect of Translation Condition on Adequacy Issue Frequency 

 Estimate Adequacy Issue 
Frequency  

  95% confidence interval 

  log back- 
transformed 

p value Std. 
error 

log back-transformed 

ITP -2.40 0.09  0.18 [-2.76,-2.04] [0.06, 0.13] 

PE +0.36 +42.96% .154 0.25 [-0.13,0.85] [-38.82%, +63.44%] 
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Texts in the ITP condition present nine adequacy issues per 100 sentences, whereas 

texts in the PE condition present about 43% more issues, i.e. 13 adequacy issues per 100 

sentences. This difference is not statistically significant. The model specification is good 

(Appendix N.25).  

5.3.2.3.6 Effect of Repeated ITP Sessions on Adequacy Issue Frequency 

(RQ3) 

Table 54 presents the effect that Repeated ITP Sessions have on Adequacy Issue 

Frequency, through the estimated Adequacy Issue Frequency in the first ITP session, and the 

difference in the Adequacy Issue Frequency with each additional ITP session. 

Table 54 
Effect of Repeated ITP Sessions on Adequacy Issue Frequency 

 Estimate Adequacy 
Issue Frequency  

  95% confidence interval 

  log back- 
transformed 

p value Std. 
error 

log back-transformed 

First ITP session  -2.06 0.13  0.44 [-2.91,-1.20] [0.05, 0.30] 

Additional ITP 
sessions 

-0.07  -7.02% .329 0.07 [-0.22, 0.07] [-19.65%, +7.6%] 

 

The model results in Table 54 point at a reduction of approximately 7% in Adequacy 

Issue Frequency with each additional ITP session (i.e. 12.7 issues every 100 sentences in the 

first session, then 11.85 issues every 100 sentences, then 11.3 issues every 100 sentences and 

so forth. Nevertheless, this reduction is not statistically significant as evidenced by the large p 

value. Residual checks are normal (see Appendix N.26). 
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5.3.2.3.7 Effect of Translation Condition on Minor Issue Frequency (RQ2) 

Table 55 presents the effect that Translation Condition has on Minor Issue Frequency, 

through the estimated Minor Issue Frequency per sentence produced in either condition. 

Table 55 
Effect of Translation Condition on Minor Issue Frequency 

 Estimate Minor Issue 
Frequency  

  95% confidence interval 

  sqrt back- 
transformed 

p value Std. 
error 

sqrt back-transformed 

ITP 0.48 0.23  0.04 [0.39, 0.56] [0.15, 0.32 ] 

PE -0.08 -16.47% .075 0.04 [-0.17, 0.01] [-34.62%, +1.67% ] 

 

The results in Table 55 shows a reduction of Minor Issue Frequency in PE relative to 

ITP of about 16%, but of no statistical significance. Diagnostic plots look normal (see 

Appendix N.27). 

5.3.2.3.8 Effect of Repeated ITP Sessions on Minor Issue Frequency (RQ3) 

Table 56 presents the effect that Translation Condition has on Minor Issue Frequency, 

through the estimated Minor Issue Frequency per sentence produced in either condition. 
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Table 56 
Effect of Repeated ITP Sessions on Minor Issue Frequency 

 Estimate Minor Issue 
Frequency  

  95% confidence interval 

 sqrt back- 
transformed 

p value Std. 
error 

sqrt back-transformed 

First ITP session  0.45 0.20  0.05 [0.35, 0.54] [0.12, 0.30] 

Additional ITP 
sessions 

0.004 +1.93% .698 0.01 [-0.02, 0.03] [-3.88%, 5.80%] 

 

While the model results in Table 56 apparently suggests that Repeated ITP Sessions 

bring about a small increase in the frequency of minor issues, no statistical significance is 

achieved, and hence there is no evidence against the null hypothesis. Diagnostic plots are 

normal (see Appendix N.28). 

5.3.2.3.9 Effect of Translation Condition on Major Issue Frequency (RQ2) 

Table 57 presents the effect that Translation Condition has on Minor Issue Frequency, 

through the estimated Minor Issue Frequency per sentence produced in either translation 

condition. 
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Table 57 
Effect of Translation Condition on Major Issue Frequency 

 Estimate Major Issue 
Frequency  

  95% confidence interval 

 sqrt back- 
transformed 

p value Std. 
error 

sqrt back-transformed 

ITP 0.15 0.02  0.02 [0.10, 0.20] [0.01,0.04] 

PE 0.02 +12.08% .709 0.05 [-0.08, 0.11] [-51.26%,+75.42% ] 

 

The model in Table 57 predicts about 12% more major issues in PE but it does not 

achieve statistical significance. Diagnostic models do not show any issues (see Appendix 

N.29). 

5.3.2.3.10 Effect of Repeated ITP Sessions on Major Issue Frequency (RQ3) 

Table 58 presents the effect that Translation Condition has on Major Issue Frequency, 

through the estimated Major Issue Frequency per sentence produced in either condition. 

Table 58 
Effect of Repeated ITP Sessions on Minor Issue Frequency 

 Estimate Major Issue 
Frequency  

  95% confidence interval 

 sqrt back- 
transformed 

p value Std. 
error 

sqrt back-transformed 

First ITP session  0.18 0.03  0.05 [0.08, 0.29] [0.01, 0.08] 

Additional ITP 
sessions 

-0.01 -0.03% .422 0.01 [-0.03, 0.01] [-14.64%, +6.14%] 
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The model in Table 58 predicts a marginal decrease in the frequency of major issues 

with each additional ITP Session, but again, results are not statistically significant. Residual 

checks are normal (see Appendix N.30).  
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6. Discussion 

The aim of this thesis was to obtain qualitative and quantitative insights into the 

translation productivity of professional translators under two types of MT assistance: post-

editing (PE) and interactive translation prediction (ITP). I presented the results obtained from 

my research in the previous chapter; in this chapter I present a discussion of such results. 

6.1 Discussion of Results of PE study 

The main focus of my PE study was obtaining MT quality-related insights into 

translation productivity in a PE setting. What are the applications of investigating the 

association between the quality of an MT system, measured with BLEU, and the time 

professional translators are expected to spend post-editing the output of such a system, on 

average? Recall that the PE study found a linear relationship between BLEU score and 

Processing Time. Specifically, for every 1-point BLEU increase, it found a reduction in 

processing time of about 3-4%. The immediate application that comes to mind is that, by 

linking BLEU score to a measure, i.e., processing time, that is easily converted to monetary 

terms, all parties involved in a translation project incorporating PE can have a better 

indication of the expected translation costs/rates and delivery deadlines that can be associated 

to the processing of such MT content. A general conclusion is that tuning MT systems for 

BLEU score is a good strategy for reducing the time that professional translators are going to 

spend post-editing its output. 

How does the above finding on the association between BLEU and processing time 

compare to other studies? Previous studies consulted investigated the relation between BLEU 
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and processing time via correlations, with different results. For instance, Gaspari, Toral, 

Kumar Naskar, Groves and Way (2014) found various levels of correlations between BLEU 

measured on a document level and processing time across four language directions. My 

findings are consistent with their findings on German-to-English (i.e., strong, negative 

correlation between BLEU and processing time (r = -.93)), but not with the three remaining 

language directions investigated. For instance, for English-to-German, they obtained a 

moderate positive correlation (r = .53, i.e., higher BLEU scores are moderately associated 

with higher processing times). For English to and from Dutch, correlations were non-existent. 

When averaging results across language directions, they found a weak negative correlation (r 

= -.28). Another study, that of Forcada, Sánchez-Martínez, Esplà-Gomis and Specia (2017) 

found that a variant of BLEU suitable for sentence-level measures had correlation levels with 

processing time of between r = .44 and r = .81 with three different corpora (two for English-

to-Spanish and one for English-to-German). The fact that findings vary across language 

directions and texts highlights the importance of conducting further research involving 

different languages and text types to get a deeper understanding on the association between 

AEMs and processing time in PE. 

For those interested in obtaining BLEU scores or other AEMs, they can easily get 

them with the online open tool Aasiya (Giménez & Márquez, 2010).53 One caveat is that to 

obtain a BLEU score for a given MT system or for a machine translated text, there has to be a 

human, gold-standard translation that the MT output can be compared with. This means that, 

at the beginning of a translation project, unless there is some related content that had already 

been translated previously, there is no translation to compare the MT output to. An alternative 

                                                 
53 http://asiya.lsi.upc.edu/ 
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would be to assign a BLEU score to the project MT system using the multilingual test sets, in 

various specialization fields that are released on a yearly basis by the workshops on statistical 

machine translation (WMT). These texts could be used by project managers, clients and 

translators who are considering incorporating MT into a project, to assign the MT system 

they are going to use a provisional BLEU score. Once this BLEU score is associated, they 

can translate it into an expected measure of processing time based on the results presented in 

this study. Such a measure would be a starting point and can naturally be refined as the 

project progresses and new data is considered. Alternatively, or complementarily, with some 

work, parallel texts of similar characteristics to the text that is going to be translated can be 

possibly compiled from the web and used to obtain a BLEU score. 

A second dimension of translation productivity that was investigated was technical 

effort: does MT quality affect translators’ technical effort, measured with HTER and AER? 

My results say yes it does when technical effort is measured with HTER, but are inconclusive 

in the case of AER. Specifically, the PE study found a linear association between BLEU and 

HTER. This finding is consistent with those of Koehn and Germann (2014), who found 

statistically significant associations between BLEU and HTER in four English-to-German 

MT systems and those of Forcada et al. (2017), who found correlations of between r = .58 

and r = .81 between a sentence-level variant of BLEU and a variant of HTER not normalized 

by sentence length. These findings provide support for the idea that BLEU provides a good 

measure of the required —but not the actual— amount of edits translators need to apply to 

the MT output, measured on the product of translation.  

Indeed, the required amount of edits is one thing, and a different one is the actual 

amount of edits. In fact, no relationship between MT quality (BLEU) and actual amount of 
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edits (AER), or between required amount of edits (HTER) and AER were found. There may 

be no relation between metrics in either case, or I was not able to find it with my sample. If 

there is no relationship between variables, it can be argued that neither BLEU nor HTER are 

good indicators of actual translators’ keyboard activity. This conclusion is consistent with the 

findings of Koponen et al. (2012), who did not find HTER to be associated with keyboard 

counts. Conversely, Denkowski (2015) found a strong correlation between HTER and 

keystroke counts. Different findings relative to the relation between HTER and actual 

keyboard activity may be explained by different designs. My design was similar to Koponen 

et al.’s (2012) (i.e., same language direction, similar amount of post-edited sentences and 

texts domain, similar participant profile), and the findings are similar. In contrast, 

Denkowski’s (2015) design was on Spanish-to-English, with trainee translators, totaling 100 

sentences extracted from the spoken language domain (TED talks) and using an adaptive MT 

system (that learns from human feedback). Should there in fact be no relation between AER 

and HTER or BLEU, one possible explanation would be that actual keyboard activity is 

inherently noisy: translators may mistype and then correct their mistakes, rewrite previously 

edited translations or revert previously applied changes. Further research will likely shed 

more light into the potential association between actual keyboard activity and semiautomatic 

and automatic metrics of MT quality. 

The third dimension of translation productivity studied was final translation quality. 

Does MT quality have an impact on final translation quality? Looking at my results, it can be 

said that when MT is bad enough, yes, final translation quality will be affected. In terms of 

issue typology and severity, poor MT quality seems to result in more adequacy issues and 

more major issues, but not in more fluency issues or in minor issues relative to better quality 

MT. One note is in order: issue typology and severity are related, as shown, when reporting 
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issue frequency, in Section 5.2.1.4. Indeed, most major issues —those that make the text 

difficult to understand— are classified as adequacy issues. Major issues penalize the final 

MQM score of a sentence five times as much as minor issues, so they have a bigger weight 

on the final MQM score. This is reflected in MT9’s Fail/Pass ratio, the worst of all systems: 

one in four post-edited sentences originating from MT9 were below the minimum MQM 

Score of 95%. Other than that, the output of different MT systems is post-edited to various 

Fail/Pass ratios. For instance, the best Fail/Pass ratio was obtained for the sixth best system 

(MT6), with about one in 14 sentences post-edited to below the minimum quality level. 

One possible explanation for the output originating from the MT system of worst 

quality being post-edited to the highest frequency of adequacy issues, but not of fluency 

issues, may be that the issues with poor MT quality are so obvious that they make the 

translators place less attention on the relationship between target and source text. A cursory 

look at the output of MT9 shows conspicuous issues such as untranslated words, lack of 

gender and number agreement and wrong preposition usage. Correcting these type of issues 

may, in some cases, make the translator take less notice of the adequacy aspect. This is 

however, speculation and evidence is needed to support this claim. 

On a translator basis, my PE study, as previous empirical studies, revealed high 

differences in temporal and technical effort indicators. Translation quality indicators also 

show variability, but differences are non-significant. While some translators produced texts 

with better overall quality than others, all translators produced texts that were above the 

minimum 95% MQM Score (the lowest MQM score was 96.48 % (TR9) and the highest, 

98.65 % (TR1). This is likely due to translators in the study having a similar profile, i.e., that 

of a professional translator. 
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Is there any relation between the time translators spend post-editing and the technical 

effort they exert, or the quality of the final translations? The PE study did not find any. 

Indeed, no association between Processing Time and technical effort indicators (AER and 

HTER) or between Processing Time and final translation quality (Fail/Pass ratio) were found 

between translators. This may be an indication that other activities not involving keyboard 

actions, such as reading the source text, considering translation options, or evaluating the MT 

output, account for translation time. That no relation between Processing Time and 

translation quality was found may be explained by individual differences, i.e., some 

translators simply take more time than others to arrive to a satisfactory translation solution. 

In summary, while the significant results obtained in the PE study presented in this 

thesis can be considered valid for English-to-Spanish translation of news content by 

professional translators, different results will likely be obtained with different language 

directions, subject matters and translation settings. It is also worth reminding that the findings 

are valid on average, but not on an individual basis. Some translators are faster than others, as 

it has been evidenced in numerous empirical studies, including this one. Hence, these 

findings should not be used to make inferences on a particular individual translator.  

Lastly, it is worth remarking that for a translation project incorporating MT to have a 

satisfactory outcome, many things come into play, with MT itself being just one of them. A 

good communication between all the parties involved (e.g., client, project manager, 

translator, editor…) is key, so that requirements, changes of scope or comments are addressed 

in a timely and effective manner. Whether the translators and editors working on the 

translation project are freelancers or in-house employees, they should work into their native 

language and have the necessary translation and subject-matter expertise. The CAT tool they 
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work on should have a range of smoothly integrated and relevant linguistic tools and 

resources —MT included. All these aspects, and more, should be taken into consideration 

when assessing translation productivity in an MT setting. 

6.2 Discussion of Results of ITP study 

In this section, I present a discussion of the results obtained in the ITP study, 

classified based on whether the inferential analysis presented in Section 5.3.2 yielded 

significant (Section 6.2.1) or non-significant (Section 6.2.2) results, and lastly, in Section 

6.2.3, I present a discussion of the results obtained in the exploratory analysis described in 

Section 5.3.1. 

6.2.1 Significant results  

6.2.1.1 Technical effort 

When thinking of the nature of the ITP and PE tasks, it seems intuitive that ITP 

involves significantly fewer Manual Deletions than PE. In ITP, translators only perform 

deletions when they have previously accepted a suggestion or typed their own translation, 

because, unlike in PE, the text box on the target side of the CASMACAT is not pre-

populated.  

As for ITP resulting in significantly higher Navigation and Special Key Presses, this 

too was expected considering again the dynamics of working with ITP and PE. To insert a 

one-word machine translation suggestion, the translator has to press Tab, whereas in PE, the 

text is already on the target side box.  
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The third significant result obtained seems intuitive as well, given the kind of human-

computer interaction that is involved in ITP: PE presents significantly higher counts of 

Mouse Clicks. Translators usually click on the places in the target text where they are going 

to apply corrections to the text, and, when there is no static text to correct, translators do not 

need to use the mouse as much as in PE. 

How do these results compare to those of previous studies? There are four studies, as 

far as I am aware, that empirically investigate productivity aspects of ITP: those of 

Underwood et al. (2014), Alves et al. (2016), Ortiz-Martínez and Casacuberta (2014), and 

Alabau et al. (2016). 

Alves et al. (2016) measured technical effort in an ITP scenario via keystrokes and 

mouse events, finding a) that ITP involved significantly more keystrokes than PE and b) that 

there were no differences in the count of mouse events between ITP and PE. In their study, 

however, a detailed description of how keystrokes or mouse events were operationalized 

from CASMACAT’s logs is not given, so it is difficult to compare my findings with theirs, 

although I will attempt a comparison. In terms of keystrokes, in fact, for a 20-segment text, 

Alves et al. (2016) report average keystroke counts of about 40 and 51 keystrokes per 

sentence, respectively, for PE and ITP54. Creating a new response variable from my data 

measuring keystroke activity by grouping Manual Insertions, Manual Deletions and 

Navigation and Special Key Presses would result in an average 138.37 keystrokes per 

sentence in ITP and in 216.25 in PE. Such a discrepancy in average values is very likely due 

to different methods of measuring mouse activity, hence comparisons may be not 

informative. Nevertheless, for the sake of comparison, an inferential analysis of this new, 

                                                 
54 In their study, counts are given for a whole 20-segment text (i.e., 809 keystrokes in PE and of 1020 in ITP) 
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grouped variable ─by fitting a GLMM with Translation Condition as explanatory variable, 

Poisson distribution, square root link, and maximal random effect structure─ would not find 

that keystroke activity is significantly different between translation conditions (ITP: b = 

11.27, SE = 0.70; PE: b = 1.64, SE = 1.24, p = .186). Again, this lack of significance may be 

due to sample size.  

As for the apparent disagreement of my results with those of Alves et al. (2016) on 

the difference in mouse events, this may be due, again, to mouse activity operationalized 

differently. Indeed, they report an average of about 3.9 and 5.2 mouse events per sentence in 

PE and ITP respectively, while in my sample, equivalent mouse click values are 12.82 and 

6.96.55 Again, such a disagreement is likely not due to participants’ or MT systems’ 

differences but rather to variable operationalization differences. 

A second study, that of Ortiz-Martínez and Casacuberta (2014) found that ITP 

required significantly less typing activity than PE. Their measure of typing activity comprised 

only manually inserted and deleted characters, the equivalent in my study of the sum of 

Manual Insertions and Manual Deletions. For the sake of comparison with Ortiz-Martínez 

and Casacuberta (2014), if Manual Insertions and Manual Deletions were grouped in a new 

response variable, a GLMM with Translation Condition as explanatory variable, with Poisson 

distribution, square root link, and maximal random effect structure would find that manual 

typing activity is significantly higher for PE (ITP: b = 9.68, SE = 0.95; PE: b = 2.91, SE = 

1.31, p = .027). In this sense, my results are consistent with those of Ortiz-Martínez and 

                                                 
55 Values are given for a whole 20-segment text in Alves et al.’s (2016) original publication (i.e., 76 in PE and 

104 in ITP)  
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Casacuberta (2014). Unlike in the ITP study presented in this thesis, however, Ortiz-Martínez 

and Casacuberta (2014) measure typing activity only in terms of manual insertions and 

deletions, without taking into account Tab presses, and as such, provide a partial picture of 

the technical effort associated to translating in PE, and more so in the case of ITP. By 

including Navigation and Special Key presses, my study can better characterize the 

differences in keyboard interaction between PE and ITP. 

As it was shown a few paragraphs above when discussing Alves et al.’s (2016) 

results, if Navigation and Special Key Presses were included in a new measure of typing 

activity together with Manual Insertions and Deletions, sample results would be favorable to 

ITP over PE, but this difference, assessed with a GLMM, would not be statistically 

significant. Even if, quantitatively, there were no statistically significant differences between 

PE and ITP in terms of such a measure of technical effort, qualitatively, it can be argued that 

pressing a single key requires less effort than typing, which likely involves more hand 

movements. Together with ITP requiring significantly fewer Mouse Clicks than PE, 

translating with ITP may contribute towards relieving strain from the wrists. 

Finally, the finding in the ITP study that ITP results in significantly fewer Manual 

Deletions than PE is consistent with Alabau et al. (2016)’s finding. Alabau et al. (2016) 

however, found that ITP results in significantly more manual insertions than PE, with results 

from the inferential analysis being consistent with their sample results. In my case, even if 

statistical inference provided no conclusive results, sample results favor ITP over PE in the 

count of manual Insertions (2.62 per token in ITP vs. 3.73 per token in PE). The difference 

may lie in the different MT systems used (an NMT system in my case, an SMT system in 

theirs). 
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Overall, in terms of technical effort, the ITP study found significant differences in the 

way translators interact with the keyboard and mouse in ITP and in PE: ITP involved 

significantly fewer Manual Deletions and Mouse Clicks, and significantly more Navigation 

and Special Key Presses 

6.2.1.2 Translation quality 

A look at translators’ logs reveals translation quality issues in general, and fluency 

issues in particular, occurred for either of two reasons: they were introduced by the MT 

output and the translator did not address them, or they were introduced by the translator 

manually while typing their translations. Some examples extracted from the study logs 

follow: 

The ITP system suggests a correct word after the translator starts typing, but instead 

of accepting it by pressing Tab, the translator types the same word, or a different one, and 

inadvertently makes a spelling mistake. For example, while translating a sentence containing 

the word Airbnb, TR-A types an A. The system then suggests the completion irbnb; TR-A, 

perhaps because she is a touch typist, keeps typing and types Airbanb, without realizing the 

spelling mistake. Another example is the ITP system suggesting (correctly) as a translation of 

analysis the Spanish análisis after TR-B types án (note that despite wrongly stressing the 

initial a, the ITP system suggests the correct word). The translator chooses to keep typing and 

types ánalis, not realizing his mistake.56 Whereas in most cases, it is likely that fluency issues 

would be recognized after a careful reading, it is not so clear in other cases: TR-G shows two 

                                                 
56 Examples taken from S05-TR-A (line 23,213 onwards) and S03-TR-B (line 17,832 onwards) respectively. 
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spelling issues that are likely due to her mixing Spanish with Catalan and maybe Italian, 

writing miraculosa instead of milagrosa (S02) and connexión instead of conexión (S04).  

The ITP system suggests an incorrect word and the translator accepts it without any 

correction. One example of this is the ITP system suggesting, as a translation for deny, niga 

instead of niega after TR-F types ni.57 TR-F accepts the translation as it is and does not 

correct it. Another example is the system suggesting the incorrect practiators as a translation 

of practitioners and TR-C accepting it without corrections.  

The MT output presented to the translator in the PE condition contains spelling issues, 

i.e., nargile instead of narguile and descendente for descendiente, stylistic issues (i.e., al aire 

instead of al aire libre) or grammar issues (bajaron por 14.9% instead of bajaron el 14.9%) 

that translators did not address.58 

There is an important factor that likely contributed to the presence of fluency issues in 

the translators’ texts, whether these were produced in the PE condition or in the ITP 

condition: the implementations of CASMACAT used in this study did not have a working 

spell checker. As previously mentioned, CASMACAT is a research CAT tool, and as a 

consequence, it does not have capabilities of commercial CAT tools that professional 

translators are used to. Hence, spelling issues in the target texts were not highlighted.  

                                                 
57 Examples taken from S08-TR-F (line 6,827 onwards) and S05-TR-C (line 22,823 onwards) 

58 Examples produced in S01-TR-A, S01-TR-G, S01-TR-A and S01-TR-A respectively. 
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One possible explanation for there being overall significantly more fluency issues in 

the ITP condition, though, may be that translators make more visual attention shifts when 

working in ITP and this can make them skip some issues in the target text. When working 

with ITP, the translator can only see up to two words ahead of the current suggestion and 

does not really know what the ITP system will suggest next. This may mean that the 

translator’s attention may have to shift between source text, current suggestion and target text 

for every suggestion as they appear. Additionally, the translator can only read the whole 

translated sentence once the last translated word has been typed or accepted. In the case of 

PE, seeing the whole, machine-translated sentence may help the translator focus their 

attention on the target text without having to alternate as much with the source text, and this 

may result in a text with fewer spelling or grammar mistakes, even without a spell checker. 

One of the translators (TR-B), when giving feedback on ITP (Section 5.3.1.6) mentioned the 

fact that one can see the whole machine-translated sentence in PE as an advantage relative to 

ITP. While no eye-tracking devices were used in the ITP study, in an English-to-Portuguese 

study, Alves et al. (2016) used eye-tracking data to investigate cognitive effort in ITP via two 

measures: eye fixation counts (i.e., number of fixations on the source and target text) and eye 

fixation duration (i.e., duration of fixations in the source and target text), high levels of which 

are indicative of cognitive effort (Rayner, 1998). Alves et al. (2016) obtained mixed cognitive 

effort results, finding that that ITP involves significantly more eye fixation counts than PE 

but that the duration of these fixations was significantly shorter. It may be that these higher 

fixation rhythm, in terms of eye fixation counts, results in translators skipping some issues in 

the target text, resulting in more fluency issues. In any case, this is a speculation, and any 

potential relationship between eye fixation data and Fluency Issue Frequency would need to 

be investigated with data obtained via eye-tracking devices. 
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Finally, Fluency Issue Frequency was only one of the levels on which translation 

quality was measured. In fact, no significance claims can be made on any of the remaining 

dimensions of translation quality, so should translation quality have been analyzed solely via 

MQM Score or Pass Status a probably meaningful aspect of translation quality would have 

gone unnoticed. In terms of empirical studies that look specifically into final translation 

quality in ITP settings, I only found that of Green et al. (2014), who report that ITP resulted 

in higher quality texts than PE, with quality assessed with BLEU scores computed between 

the post-edited or interactively translated texts and human references. Using an AEM to 

assess human translation quality, though, may not be a valid method of assessment, and in 

any case does not allow for a qualitative characterization of translation quality. Again, 

different quality scales make it difficult to compare the findings my study to that of Green et 

al. (2014). 

6.2.2 Non-significant results 

Significance testing in the ITP study is done via confidence intervals and p values. 

Confidence intervals are measures of precision that can be used to assess the significance of 

differences between groups. If the confidence interval for the difference between ITP and PE 

contains zero (i.e., the null hypothesis value), no significance claims can be made. 

As for p values, these represent the probability of encountering my data, or more 

extreme data, if the null hypothesis were true. So for instance, the p value of .516 obtained 

when investigating the effect of Translation Condition on Manual Insertions can be rephrased 

as follows: considering that there is no relationship between Translation Condition and 

Manual Insertions, there is a 51.60% chance of observing results as extreme as mine. By 

convention, to make any claims of significance, the p value has to be at least below .050. This 
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minimum significance level of .050 (i.e. 5%) was first proposed by Fisher (1966), and since 

then it has been widely adopted. A p value at or above that threshold always indicates an 

absence of evidence, rather than evidence of absence, of an effect.  

RQ2 and RQ3 aimed at investigating the effect of Translation Condition and Repeated 

ITP Sessions, respectively, on a number of variables that provided a measure of the 

translation productivity of professional English-to-Spanish translators. Only four of the 

eleven models addressing RQ2 allowed rejection of the null hypothesis that there is no 

difference between PE and ITP (i.e., effect of Translation Condition on Fluency Issues (p = 

.015); effect on Manual Deletions (p <.001); effect on Navigation and Special Key Presses (p 

<.001) and effect on Mouse Clicks (p <.001). None of the models addressing RQ3 allowed 

for the rejection of the null hypothesis. 

This lack of significance is due to sample size (i.e., number of observations), one of 

two aspects that significance measures are dependent on, the other being effect size (i.e., how 

big is the difference between groups). The smaller the difference between groups, as it was 

the case especially for models addressing RQ3, the more observations are needed to reach 

statistical significance. Indeed, increasing the sample size always increases the precision of 

the estimates, as their standard errors are further and further reduced. A look at the standard 

errors and the width of the confidence intervals of the non-significant models presented in 

Section 5.3.2 of this study evidences that, given the potential effect sizes, larger samples are 

needed to help clarify the nature of the relationship between variables. Moreover, due to 

circumstances over which I had no control, there was a reduction of about 14% in the number 

of valid observations: seven session-translator combinations were invalidated (two due to 

technical issues and five due to one participant not adhering to instructions and producing 
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unusable data). Technical failures or participants producing unusable data are relatively 

common and are reported in Sanchís-Trilles et al. (2014) and Alves et al. (2016) in the 

context of two studies on ITP productivity. Conversely, sample size was not an issue on the 

models addressing RQ2 with Manual Deletions, Fluency Issue Frequency, Mouse Clicks and 

Navigation and Special Key Presses as response variables, as their effect was sufficiently 

large to make inferences to the population from the given sample.  

While, in the case of the non-significant models, I cannot state whether any 

differences observed in the sample can be extended to the general population, the relevant 

sample results provide nevertheless rich insights into the potential of ITP as an alternative to 

PE. Further research is therefore needed to ascertain the true relation between variables where 

no statistical significance was achieved. 

6.2.3 Other results 

The ITP study presented here is, to the best of my knowledge, the only empirical 

study so far studying human translators’ productivity in a neural ITP setting. At the time of 

writing, there is very limited research into empirical processes involving ITP, and how they 

compare to those of PE. In fact, to the best of my knowledge, there are only two studies 

focusing on investigating productivity in a neural interactive translation prediction setting, 

but they do not use human translators, for cost reasons. Instead, they use simulations (i.e., an 

existing translation is fed into the system as if it was the input of a translator (Koehn & 

Knowles, 2016; Peris, Domingo & Casacuberta, 2017). Four further studies, those of 

Sanchís-Trilles et al. (2014), Underwood et al. (2014), Alabau et al. (2016) and Alves et al. 

(2016), use human translators but with underlying SMT, not NMT. All four studies found 

that ITP required longer processing times than PE. Specifically, Sanchís-Trilles et al. (2014) 
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found that translators spent about 5% more time working in the ITP condition than in the PE 

condition. Alves et al. (2016) found that ITP significantly increases Processing Time relative 

to PE, and this finding was in concordance with their sample results. Alabau et al.’s (2016) 

measure of processing time excludes keyboard pauses above five seconds and is given in 

seconds per source character, so comparison with my sample results are difficult, but they too 

obtained longer processing times for ITP than for PE. Underwood et al. (2014) report that the 

average time translators spent post-editing a sentence in PE was 84.47 seconds, compared to 

90.53 in ITP).59  

Conversely, the sample results in the ITP study presented in this thesis show that 

translators were marginally faster in ITP, perhaps due to the underlying MT system being a 

state-of-the-art one. As mentioned before, the MT system used in the ITP study is that of 

Knowles and Koehn (2016). There is evidence that this NMT system produces better 

translation suggestions than an SMT system, as Knowles and Koehn (2016) demonstrate 

using a German-to-English ITP case study. 

 

                                                 
59 In my study, the average ITP sentence takes 127.97 seconds to process, while the average PE sentence takes 

130.68 seconds to process. By-sentence measures were by multiplying the average Processing Time per token in 

ITP (4.54 spt) and PE (4.64 spt), by the average sentence length in the PE condition (28.16) and the ITP condition 

(28.19). Differences in sentence lengths for conditions are due to some sentences being invalidated for reasons 

explained in Section 5.3. 
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Additionally, sample results show ITP compares favorably to PE in a number of 

technical effort indicators (i.e., Manual Insertions, Manual Deletions, Mouse Clicks and 

Tokens of MT Origin), again, pointing at ITP being a potential alternative to PE. 

In terms of RQ3, observing translators in a longitudinal setting evidenced trend lines 

for some translators in some effort indicators, but overall, no consistent, between-translator 

trends were observed, other than for a slight reduction of Mouse Clicks over time. To fully 

understand the learning effect derived from using ITP regularly, further research is needed.  

One promising finding of the study was that ITP was favored by translators. 

Translators may spend many hours a day translating, so doing it with a type of MT assistance 

that they regard positively relative to PE may contribute to improving job satisfaction. 

Specifically, five out of eight translators preferred ITP over PE; also five out of eight would 

use it in real-life translation situations and felt their performance in ITP improved over time. 

These results are consistent with Koehn (2009b), who found that translators preferred ITP 

over PE, and with Langlais, Foster and Lapalme (2000), who found that most translators like 

ITP and would use it in real-life scenarios. Conversely, Underwood et al. (2014) report that 

out of nine translators, six would prefer working without ITP, although seven out of nine 

would work with AITP, i.e., ITP supported by visualization options.  

Previous studies have reported that PE is perceived by some translators as a tedious 

activity, with experienced translators more likely to have negative views of PE than novice 

translators (Moorkens & O’Brien, 2015). In the ITP study, I did not find any indication that 

experienced translators ─with PE experience─ had negative views towards ITP. In fact, as 

per the translator characteristics shown in Section 4.3.1.2, the more experienced translator 



 

246 

(TR-A), both in terms of length of experience (> 10 years) and translation volume in the 

previous 12 months (> 55,000 words) —who also had between two and five years’ PE 

experience— expressed consistently positive views of ITP both in the close-ended and open-

ended questions (see Section 5.3.1.6). TR-A logged the fastest PE time of all translators (2.42 

seconds per token) and the second fastest ITP time (3.19 seconds per token). TR-A also 

produced the highest quality texts in the PE condition (no sentence below the 95% MQM 

Score, tied with TR-B) and the highest quality texts of all translators in the ITP condition, 

(two out of 100 sentences below the 95% score).This indicates that having both substantial 

translation experience and PE experience may possibly be beneficial for productivity in ITP 

settings. 

The ITP study also showed that translators with industry PE certifications took better 

advantage of the ITP suggestions. In fact, the two translators with industry PE certifications 

(TR-C, TR-F) logged the lowest Manual Insertions in ITP of all translators (1.15 and 0.76, 

per token, respectively) and the second and third fastest Processing Time in ITP (2.55 and 

3.20 seconds per token, respectively), indicating that receiving PE training may be beneficial 

for translation productivity in ITP settings too. 

Translators with little PE experience though, regardless of the length of their 

translation experience, may be more reluctant to engage in ITP. Two translators expressed 

negative views of ITP, TR-G and, more markedly, TR-B, with the former having less than 

two years’ PE experience and the latter, no previous PE experience. In terms of translation 

experience, though, TR-G is the second most experienced translator of all after TR-A, 

considering again experience in terms of length (> 10 years) and translation volume in the 

previous 12 months (40,000 - 55,000 words). TR-B, in contrast, is the second less 



 

247 

experienced translator, with a length of translation experience between five and ten years and 

a translation volume in the previous 12 months of between 10,000 and 24,999 words. TR-G 

and TR-B have in common that their length of PE experience is less than 2 years.  

TR-G’s criticism of ITP focuses mostly on aspects that are related to the quality of the 

NMT system, rather than on the interaction with ITP itself, so arguably, many of these issues 

would still be applicable in a PE setting. While TR-G disagrees with the statement I prefer 

ITP to PE, in the open questions, she acknowledges that ITP has some advantages over PE, 

such as spending less time researching words and translating faster. 

Some translators, nevertheless, may simply not be willing to engage with ITP, 

possibly because they have already found a working routine they are comfortable with and 

are sticking to it. As previously mentioned, TR-B chose, against task instructions, to ignore 

ITP assistance altogether after just one valid ITP session, not accepting a single token the MT 

system offered afterwards. In the set of competences described in Rico and Torrejón (2012) 

as part of a set of desired PE skills, TR-B would lack the core competence of following PE 

instructions. In TR-B’s only valid ITP Session, he logs the lowest Tokens of MT Origin of all 

ITP sessions (10.90 per 100 source tokens). TR-B consistently expressed his negative views 

of ITP in the post-task close-ended questions and open-ended question. This negative 

perception may partly be due to speed reasons, as he mentioned that ITP suggestions took too 

long to appear and that he was faster without them. Nevertheless, it seems a harsh judgment 

after using ITP only once. In this sense, the views expressed by Vasconcellos and Léon 

(1985), O’Brien (2002), Rico Pérez and Torrejón (2012) and De Sutter’s (2011) that PE 

requires that the translator has a positive attitude towards MT resonate: ITP also does. 
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6.3 Directions for Future Research 

In this thesis I presented two empirical studies aimed at obtaining quantitative and 

qualitative insights into translation productivity, whose findings I expect to be of interest to 

researchers and translators alike. Empirical studies on translation productivity with 

professional translators are laborious and expensive to conduct, and, while on an individual 

basis they may provide partial answers, as a whole they no doubt will contribute to a better 

understanding of translation processes phenomena and translators’ preferences.  

Relative to the findings of the PE study, it is not clear whether BLEU is a suitable 

measure of MT quality (and consequently PE effort) in an NMT environment. As mentioned 

in Section 2.1, BLEU operates on n-gram matches. While fit to assess the quality of SMT 

outputs, BLEU penalizes the output of RBMT systems, and possibly that of NMT systems as 

well. Future studies could focus on the relationship between MT quality, measured with a 

range of AEMs or human assessments, and translation productivity in NMT systems. 

As for the findings of the ITP study, I expect that the fact that sample findings are 

favorable to ITP in most of the translation productivity indicators, and that the majority of 

translators expressed their preference for ITP over PE, encourages further efforts into ITP 

research, especially into its integration in current online or desktop-based CAT tools.  

Additionally, the non-significant results obtained in this study can be pooled over 

future studies addressing the same research questions in a meta-analysis to gain a deeper 

understanding of the effects of Translation Condition and Repeated ITP Sessions on 

translation productivity.  
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7. Conclusion 

In this chapter I present a summary of the findings (Section 7.1.), extensively 

presented in Chapter 5. Next, in Section 7.2 I discuss the contribution to knowledge of said 

findings. Finally, in Section 7.3, I list the limitations of the present work.  

7.1 Findings 

In this section I present this work’s findings in relation to my research questions, 

grouped by whether they emanated from the PE Study (Section 7.1.1) or the ITP Study 

(Section 7.1.2). 

7.1.1. Summary of the findings of the PE study 

The PE Study sought to address the two following research questions: 

RQ1: What impact does MT quality have on the translation productivity of English-

to-Spanish professional translators in a PE setting? 

RQ4: What are English-to-Spanish professional translators’ perceptions of MT and 

PE? 

I present below the results of my investigations into RQ1 and RQ4, together with 

additional findings connected to RQ1 and RQ4 resulting from my investigation. 
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First, in terms of RQ1, the impact of MT quality of translation productivity was 

measured through the impact of BLEU on temporal effort, technical effort, and translation 

quality. As regards the impact of BLEU on Processing Time, a linear relationship was found 

between MT quality, as measured by the BLEU score of the MT system, and Processing 

Time, of about 0.16 seconds/word Processing Time decrease, equivalent to a time saving of 

about 3% to 4%, per BLEU point increase, with results being statistically significant (F (1,7) 

= 33.62, p <.001) and with an R2 of .828.  

With regards to the impact of MT quality on technical effort, the latter was assessed 

via HTER and AER, measures that are described in Section 4.3.3.3. With regards to HTER, 

again, a linear relationship was found between BLEU and HTER, of about 1.58 HTER points 

decrease per BLEU point increase, with results being statistically significant (F (1,7) = 88.60, 

p <.001) and with an R2 of .927. Conversely, no robust evidence of any relationship between 

BLEU and AER was found, or of any relationship between HTER and AER, with results 

discussed in detail in Section 6.1. Despite this non-evident association, MT9, the MT system 

with the lowest BLEU score, produced the output that was post-edited to the highest AER, 

with an increase of over 22% over MT1, i.e., the MT system with the highest BLEU score. 

Lastly, in terms of whether MT quality impacts translation quality, a Pearson’s chi-

square test found differences in (final) translation quality measured via Fail/Pass Ratio 

between MT systems (𝜒𝜒2(8) = 19.40, p = 0.13), with a post-hoc pairwise comparison with 

Holm’s adjustment finding significant the differences between the MT6-MT9 pair. This 

statistical significance cannot be based on the BLEU scores of each MT system, given that 

there are five other MT systems with higher BLEU scores than MT6. Nevertheless, when MT 

quality is sufficiently low, translation quality may suffer: MT9, the system with the lowest 
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BLEU score, produced the output that ended up with the lowest translation quality, as 

measured via the MQM Score (95.81%) and the Fail/Pass Ratio (one in four sentences were 

post-edited to below the acceptable 95% MQM Score).  

Lastly, as regards RQ4, translators’ perceptions of MT and PE are mixed, with 

translators expressing different views on PE on several levels. Five translators (TR1, TR2, 

TR3, TR9) agree or strongly agree (TR8) that they are comfortable post-editing to human-

like quality, with three disagreeing (TR4, TR7) or strongly disagreeing (TR5) with that 

statement. Post-editing to less-than-perfect quality is a more polarizing subject, with four 

translators agreeing they are comfortable with the activity (TR3, TR6,TR7,TR9), four further 

disagreeing (TR1,TR2,TR4,TR8), and one (TR7) neither agreeing nor disagreeing. Overall, 

the translators in the PE study were aware of the advantages and limitations of MT for PE 

purposes and they were comfortable post-editing to human-like quality, but did not prefer it 

to editing a human translations. 

In addition to the findings regarding RQ1 and RQ4 summarized in the above 

paragraphs, the PE study yielded the findings detailed in the following paragraphs.  

No robust evidence of a significant relationship between MT systems’ Processing Time and 

(final) translation quality measured with Fail/Pass Ratio was found, pointing at the time spent 

post-editing not being an indicator of translation quality. Like in previous empirical studies 

(see Section 3.2.1), translators in the PE study presented a large inter-subject variability in 

terms of temporal and technical effort indicators. In terms of differences in final translation 

quality, while some translators produced texts of higher quality than others, these differences 
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were not statistically significant, as determined by a Pearson’s chi-square test (𝜒𝜒2(8) = 12, p 

= 0.15). This is likely due to all translators in the study being professional translators.  

An additional investigation that was conducted was examining the potential relationship 

between translators’ Processing Time and technical effort indicators (HTER and AER) and 

between translators’ Processing Time and translation quality measured via Fail/Pass Ratio. In 

neither of the cases, any robust indication of an association was found, suggesting that 

perhaps a translator’s processing time does not provide any information on their technical 

effort, as measured in the PE study. 

The type and severity of the issues appearing in the final texts were also investigated, 

to provide an in-depth analysis of translation quality. In terms of frequency of issues, overall, 

adequacy issues are more common than fluency issues (9.92 vs 7.05 per 1000 source words). 

Specifically, the single most common issues found are minor mistranslations (5.95), followed 

by minor grammar issues (4.95). In terms of issue severity, and again, likely due to the 

participant profile being that of a professional translators, no critical issues (i.e., those that 

impede the understanding of the text) were found in any text. Minor issues and major issues 

were found, however, with major issues being less common than minor issues, to different 

degrees according to whether they are categorized as fluency or adequacy issues. In fact, 

major fluency issues account for a small proportion of all fluency issues (2.4 %), while major 

adequacy issues account for about 1 in 3 adequacy issues (29%). 

As explained above, inter-translation differences in translation quality were not 

significant, but an individual analysis yields some interesting insights, namely: 

 Two of the three translations with the lowest translation quality (i.e., the highest 

Fail/Pass Ratios) were produced by the fastest translators. The second lowest 
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translation quality was produced by the least experienced translator, both in length of 

experience (2 to 5 years) and in translation volume in the 12 preceding months 

(<10,000 words). 

 The two fastest translators were also the most experienced of all participants, 

considering experience both in terms of length (>10 years for both) and translation 

volume in the preceding 12 months (40,000-55,000 and 25,000-39,900). These two 

translators left the CASMACAT interface the fewer number of times of all (5 and 3 

times per text, respectively, on average), an indication that they did not need to 

consult many online translation resources.  

 There is an indication that receiving PE training is associated to less time spent post-

editing and fewer changes applied to the MT output, with two of the top three fastest 

translators, —who also produced the texts with the lowest HTER scores— having 

industry PE certifications.  

 Different translation behaviors are observed in the two slowest translators. Whereas 

one is slowed down by considerable overwriting before settling on a final version, the 

other one is slowed down by numerous translation-related web searches. 

Overall, the PE study showed that MT quality has an impact on Processing Time and 

technical effort measured with HTER. Conversely, no evidence of MT quality consistently 

affecting translation quality was found. 

7.1.2 Summary of the findings of the ITP study 

The ITP study aimed at addressing the following research questions: 
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RQ2: What impact does a novel type of translation assistance, i.e., Interactive 

Translation Prediction (ITP), have on the translation productivity of English-to-Spanish 

professional translators, relative to PE? 

RQ3: Do English-to-Spanish translators become more productive after Repeated ITP 

Sessions? 

RQ5: What are English-to-Spanish professional translators’ perceptions of ITP? 

In this section I present a summary of the findings of the ITP study for the research 

questions above, according to whether they were obtained by exploratory means (Section 

7.1.2.1) or by inferential means (Section 7.1.2.2).  

7.1.2.1 Summary of results of the Exploratory Data Analysis 

In terms of RQ2, exploratory results favored ITP over PE in Processing Time, in four 

out of five technical effort indicators (i.e., Manual Insertions, Manual Deletions, Mouse 

Clicks and Tokens of MT Origin) and in three out of six translation quality indicators (i.e., 

MQM Score, Adequacy Issue Frequency, and Major Issue Frequency). Conversely, 

exploratory results favored PE over ITP in one technical effort indicator (i.e., Navigation and 

Special Key Presses) and in the remaining three out of six translation quality indicators (i.e., 

Fail/Pass Ratio, Fluency Issue Frequency and Minor Issue Frequency). 

Specifically, relative to PE, per source token, ITP resulted in a decrease in Processing 

Time of about 0.10 seconds (about -2%); in a decrease of 2.43 Manual Deletions (about -

68%); and in a decrease of 0.21 Mouse Clicks (about -46%). ITP also resulted in texts with 
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six more Tokens of MT Origin per 100 source tokens (about +10%); in texts with a 0.16% 

higher MQM Score; in two fewer adequacy issues per 1000 source tokens (about -30%) and 

in one fewer major issue per 2000 source tokens (-31%). Conversely, relative to PE, ITP 

resulted in a per-source-token increase of about 0.80 Navigation and Special Key Presses 

(about 312 %); in one more sentence below the 95% minimum quality score for 100 

sentences at or above that level (about +14%); in four more fluency issues per 1000 source 

tokens (+224%) and in three more minor issues per 1000 source tokens.  

On a translator basis, there was a lot of variation. In terms of Processing Time, ITP 

was beneficial, to different degrees, to half of the participants (TR-C, TR-E, TR-F and TR-

G), decreasing their Processing Time in ITP relative to PE, respectively, by -0.78%, -17.05%, 

-11.85% and -37.34%. Similar to the findings of the PE study concerning PE speed, there is 

some indication that ITP resulted in faster processing times for translators who have formal 

PE training and for translators who provide PE services frequently: both TR-C and TR-F 

have PE industry certifications with TR-E providing PE services always, as the translators’ 

background presented in Section 4.3.1.2 shows. TR-G, the translator who most benefitted 

from ITP, was the less productive in PE according to all translation productivity indicators, 

heavily editing the MT output. This heavy editing behavior was not evident in ITP, perhaps 

because the translator found ITP suggestions more useful than the PE output, something she 

mentioned, when expressing, in the pre-task questionnaire open questions, her views of ITP 

(see Section 5.3.1.6). Of those participants who were on average slower in ITP (TR-A, TR-B, 

TR-D and TR-H), percentage changes from PE to ITP in Processing Time were, respectively, 

+31.82%, +4.43%, +52.53% and +18.47%).  
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In terms of Manual Insertions and Tokens of MT Origin, individually, results were, 

again, mixed, with half of translators (TR-A, TR-C,TR-F and TR-G) logging fewer Manual 

Insertions and more Tokens of MT Origin, and the other half obtaining the opposite results, 

i.e., more Manual Insertions and subsequently, fewer Tokens of MT Origin.  

There is less individual variation, however, in Manual Deletions, Navigation and 

Special Keys and Mouse Clicks, with all translators presenting fewer Manual Deletions and 

more Navigations and Special Key Presses in ITP. Most translators (six out of eight) 

presented fewer Mouse Clicks in ITP than in PE. Precisely these indicators for which less 

individual variation was recorded were the ones for which statistically significant differences 

were found in the models addressing RQ2, details of which are provided in the next section. 

In terms of translation quality indicators, with regards to RQ2, and examining results 

individually, the first ITP session, i.e., S02, logged the highest Fail/Pass Ratio of all sessions 

(11 sentences in the Fail category for every 100 sentences in the Pass category). 60 This result 

is largely influenced by TR-C logging, in her first ITP session, the highest Fail/Pass ratio of 

all, with 3.4 Fail sentences for every 10 Pass sentences. Every single translator-session 

combination except that one results in an MQM score higher than 95%. In terms of issue 

categorization, most translators (all but TR-A) produced more fluency issues in ITP, while 

                                                 
60 In the exploratory analysis, the Fail/Pass Ratio variable measures the proportion of Fails to Passes in a set of 

sentences, grouped by session or condition. Fail/Pass Ratio, hence, does not apply to an individual sentence. 

Given that, for the inferential analysis, all measurements were entered into the models on a sentence-basis, Status: 

Pass or Fail was used instead, as it assigns a Pass or Fail status to each individual sentence. 
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five out of eight translators (all but TR-B, TR-C and TR-H) produced fewer adequacy issues 

in ITP. 

Regarding RQ3, aiming at investigating potential productivity changes in ITP over 

time, except perhaps for Mouse Clicks, trend lines did not give unequivocal indications of 

translation productivity indicators improving over time, with many fluctuations involved or 

no trend at all. Specifically, regarding Processing Time, on average, translators became faster 

up until the fifth ITP session (S06), but then this trend was reversed, due to the second to last 

ITP session, i.e., S07 logging the highest ITP Processing Time of all. Except for S07, all ITP 

sessions logged a faster Processing Time than the first ITP session. In S07, five out of the 

seven translators who produced valid data (i.e., all except for TR-B) logged Processing Times 

in ITP above their own ITP average. This increase may have happened due to chance or to 

factors that were outside my control such as translators’ fatigue, or normal within-translator 

productivity fluctuations. 

In terms of Manual Insertions, there is a downward trend, with some fluctuations, up 

until S05, but this trend then pivots. On a translator level, only two translators (TR-C, TR-G) 

present a clear downward trend. Conversely, there is an overall slight upward trend In 

Manual Deletions, with three translators (TR-E, TR-F TR-G) presenting overall downward 

trends. Over time, there is no obvious overall downward or upward trend in Navigations and 

Special Key Presses, with six out of eight translators not showing any evident trends, and two 

(TR-C, TR-G) presenting upward and downward trends, respectively. There is, however, a 

slight downward trend in Mouse Clicks over time, which on a translator basis, however, 

presents many variations. In terms of Tokens of MT Origin, there is a clear upward trend 

from the second ITP session (S03), which shows the overall lowest count of Tokens of MT 
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Origin of all. Individually, trend lines show a mix: one translator (TR-C) presents an upward 

trend, with the remaining translators presenting flat to downward trends.  

In terms of translation quality indicators over time, there is an overall upward trend in 

MQM Score, with many individual fluctuations. In terms of Fluency Issue Frequency, there is 

no clear indication of any trend, with the highest and lowest Fluency Issue Frequency being 

logged in contiguous sessions. As for Adequacy Issue Frequency, there is a downward trend 

up until S06 which then goes up. 

Finally, in terms of RQ5, most translators had positive impressions of ITP, something 

that I consider especially important. Translation requires, in many cases, long hours in front 

of a computer, and translating with a type of MT assistance that they perceive in a positive 

light may increase translators’ work satisfaction. Specifically, five out of eight translators 

agree (TR-A, TR-F, TR-E, TR-C) or strongly agree (TR-D) that they prefer ITP to PE. The 

same number agree (TR-A, TR-D, TR-F) or strongly agree (TR-F, TR-E) that they would use 

ITP in real-life scenarios. Additionally, only one translator (TR-B) (strongly) disagrees that 

ITP is less tiring than PE, with four more (TR-A, TR-F, TR-E, TR-C) neither agreeing nor 

disagreeing, two (TR-G, TR-H) agreeing and one strongly agreeing (TR-D). One translator 

(TR-B), however, expressed consistently negative views of MT. TR-B’s feedback is 

discussed in detail in Section 6.2.3. 

Overall, it can be said that the exploratory results suggest ITP can be an alternative to 

PE considering translators’ feedback and temporal, technical and translation quality 

indicators, but other than for ITP reducing Mouse Clicks over time, there is no consistent 

indication that translators’ performance, as measured in the ITP study, improves over time.  
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7.1.2.2 Summary of results of the inferential analysis 

In the tables presented in this section, estimates are presented either untransformed 

because they were entered as such in the models (i.e. Processing Time) or with the 

transformation that was applied with the GLMM link function. Specifically. Manual 

Deletions, Navigation and Special Key Presses, Mouse Clicks, Minor Issue Frequency, Major 

Issue Frequency and Tokens of MT Origin are square-root transformed. Pass Status is 

expressed as log-odds, and Manual Insertions, Fluency Issue Frequency and Adequacy Issue 

Frequency are on the log scale.  

Effect of Translation Condition on Translation Productivity (RQ2) 

Table 59 contains a summary of the estimated parameters, standard errors, p values 

and confidence intervals of the fitted models for RQ2, investigating the effect of Translation 

Condition on temporal effort, technical effort and translation quality. 
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Table 59 
Summary parameters, standard errors and significance of models (RQ2) 
 

 ITP PE 

 Estimate Std. 
error 

95% confidence 
interval 

Estimate Std. 
error 

p value 95% 
confidence 

interval 

Processing Time 109.82 12.43 [85.45, 134.19] -11.25 6.30 - [-23.59, 1.09] 

Manual 
Insertions 3.88 0.26 [3.23, 4.23] +0.17 0.26 .516 [-0.34, 0.68] 

Manual 
Deletions 4.63 0.40 [3.84, 5.41] +4.16 1.01 <.001*** [2.18, 6.25] 

Navigation and 
Special Key 
Presses 

4.96 0.45 [4.08, 5.83] -3.05 0.40 <.001*** [-3.83, -2.27] 

Mouse Clicks 1.54 0.22 [1.11,1.97] +0.78 0.19 <.001*** [0.40,1.16] 

Tokens of MT 
Origin 3.53 0.41 [2.74, 4.33] -0.14 0.43 .740 [-0.98, 0.69] 

Pass Status 3.06 0.26 [2.54, 3.57] +0.10 0.55 .856 [-0.98, 1.18] 

Fluency Issue 
Frequency -2.20 0.23 [-2.66, -1.73] -1.08 0.45 .015* [-1,95, - 0.21] 

Adequacy Issue 
Frequency -2.40 0.18 [-2.76, -2.04] +0.36 0.25 .154 [-0.13,0.85] 

Minor Issue 
Frequency 

0.48 0.04 [0.39, 0.56] -0.08 0.04 .075 [-0.17, 0.01] 

Major Issue 
Frequency 

0.15 0.02 [0.10, 0.20] 0.02 0.05 .709 [-0.08, 0.11] 

Note. ***p < .001, * p <.05, all two-tailed. 

 

As Table 59 shows, results do not allow for reporting any effect of Translation 

Condition on Processing Time, Manual Insertions, Tokens of MT Origin, Pass Status, 

Adequacy Issue Frequency, Minor Issue Frequency or Major Issue Frequency. 
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Conversely, it can be stated that: a) PE significantly increases the count of Manual 

Deletions (from an average of about 21 deletions per sentence in ITP to about 78 in PE); b) 

PE significantly reduces Fluency Issue Frequency (from about 11 per 100 sentences in ITP to 

about 4 per 100 sentences in PE); PE significantly reduces the count of Navigation and 

Special Key Presses from about 25 per sentence in ITP to about 4 in PE and d) PE 

significantly increases the count of Mouse Clicks, from about 5 in ITP to about 10 in PE. 

Section 6.2.1 contained a discussion of these significant findings. 

Effect of Repeated ITP Sessions on Translation Productivity (RQ3) 

Table 60 contains a summary of the estimated parameters, standard errors, p values 

and confidence intervals of the fitted models addressing RQ3, investigating the effect of 

Repeated ITP Sessions on Processing Time, Technical Effort and Translation Quality 

indicators. 
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Table 60 
Summary parameters, standard errors and significance of models (RQ3) 
 

 First ITP session Difference with each additional ITP session 

 Estimate Std. 
error 

95% 
confidence 

interval 
Estimate Std. 

error p value 
95% 

confidence 
interval 

Processing Time 112.16 13.92 [84.89, 139.43] -0.51 0.65 - [-1.78, 0.76] 

Manual Insertions 4.08 0.26 [3.56, 4.60] -0.04 0.03 .195 [-0.10, 0.02] 

Manual Deletions 4.61 0.34 
[3.94, 5.28] 

 
-0.004 0.05 .933 [-0.11, 0.10] 

Navigation and 
Special Key 
Presses 

4.99 0.34 [4.32, 5.66] -0.02 0.05 .666 [-0.12, 0.07] 

Mouse Clicks 1.64 0.25 [1.15, 2.13] -0.02 0.01 .061 [-0.05, 0.001] 

Tokens of MT 
Origin 3.46 0.41 [2.65, 4.27] +0.02 0.02 .376 [-0.02, 0.05] 

Pass Status 3.32 0.76 [1.83, 4.82] -0.03 0.14 .807 [-0.30, 0.24] 

Fluency Issue 
Frequency -2.12 0.30 [-2.70, -1.60] -0.02 0.06 .485 [-0.13, 0.09] 

Adequacy Issue 
Frequency -2.06 0.44 [-2.91,-1.20] -0.07 0.07 .329 [-0.22, 0.07] 

Minor Issue 
Frequency 

0.45 0.05 [0.35, 0.54] +0.004 0.01 .698 [-0.02, 0.03] 

Major Issue 
Frequency 

0.18 0.05 [0.08, 0.29] -0.01 0.01 .422 [-0.03, 0.01] 

Note. ***p < .001, * p <.05, all two-tailed. 

 

Whereas the translation productivity parameter estimates seemingly improve with 

each additional ITP session, changes are not statistically significant, and hence I cannot make 
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any claims of translators’ productivity indicators improving with Repeated ITP Sessions. 

Section 6.2.2 expanded on these non-significant results. 

7.2 Contribution to Knowledge and Limitations 

In terms of the contribution to knowledge of my work, I expect that, by providing 

valuable and comprehensive insights into both the process and product of professional 

translators in PE and in ITP, my study contributes to the larger body of empirical translation 

research, ultimately leading to CAT tools of increased functionality. Additionally, by 

showing how ITP has the potential to be a viable alternative to PE, I expect to encourage 

researchers to devoting further efforts and resources into ITP development. Lastly, I hope that 

by producing a systematic and documented analysis of translation process data, this work can 

contribute to the field of research methodology in translation process studies.  

The work presented in this thesis, however, presents several limitations which may 

have had an influence on the results obtained. In the following paragraphs, I list a number of 

shortcomings and describe the potential impact that they may have had on the results. 

Translation environment 

The empirical studies presented in this thesis were conducted in CASMACAT, an 

open-source web-based CAT tool suitable for said studies on translation processes and 

products due to its extensive logging capabilities. Being web-based, conducting the studies in 

CASMACAT had the benefit that it provided a common translation environment to 

translators who were physically hundreds of kilometers away from each other and thousands 

of kilometers away from the researcher. Additionally, as mentioned in Section 4.3.2, 
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CASMACAT provides a realistic translation environment, with an interface comparable to 

that of sophisticated commercial CAT tools. As such, it proved to be an effective tool for 

collecting valid and reliable translation process data. CASMACAT does not present, 

however, some features that are common in many commercial CAT tools, such as multiple 

search and replace or spell checkers, to which professional translators are accustomed. This 

limited functionality may have contributed to slowing down translators and to the presence of 

spelling issues in the final texts, across all conditions assessed, in both the PE study and the 

ITP study. I expect that the integration of NMT with ITP in a commercial CAT tool, as 

opposed to in a research tool like CASMACAT, has the potential of providing even more 

promising results for ITP productivity indicators. 

Invalid observations 

Seven translator-by-session combinations ─two for technical reasons and five for a 

participant not following instructions and ignoring ITP assistance altogether, as explained in 

Section 5.3─ produced invalid data. As a result, the number of valid observations was 

reduced by about 14%. This sample size reduction decreased the statistical power of the study 

and likely contributed to the difficulty in drawing sound conclusions about the relationships 

between the studied variables.  

Translation quality assessment 

In the studies presented in this work, and due to cost reasons, translation quality was 

assessed only by me and with an error-based scaled framework. Given the constraints 

imposed by my available resources, my options were to conduct a translation quality 

assessment myself or leave it out of scope. Saldanha and O’Brien (2014) point out that 

assessing translation quality with error-based scales does not remove annotator subjectivity, 
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even when categories and severity levels are well defined. Moreover, they point out that, 

whatever the method used to assess translation quality, the more evaluators, the more reliable 

assessment results are. After consulting previous studies in which researchers themselves 

assessed translation quality (Temizöz, 2013; Guerberof, 2009), I set out to assess translation 

quality myself as objectively as possible. To compensate for the potential introduction of 

subjectivity and bias, I annotated the texts only after a careful reading of the MQM 

framework annotation guidelines, and using the decision trees provided to help with the issue 

categorization. While striving to analyze translation quality as objectively as possible, I 

cannot make any objectivity claims on the translation quality annotation presented in this 

study. I nevertheless expect that, whichever degree of subjectivity I introduced during 

annotation, it affected all observations equally.  
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Appendices 

Appendix A: Summary of previous empirical research studies on MT-assisted translation productivity 

Study Focus Design Participant # and 
profile 

Text 
type 

Text length Language 
Direction(s) 

PE environment/MT 
System(s) 

Main findings relevant to 
this thesis 

Aikawa et al. 
(2007) 

Impact of controlled 
language on MT quality 

Experimental Localizers 
(unknown #) 

Microso
ft data 

520 sentences English-to-Dutch, 
Chinese, Arabic, 
French 

Microsoft own SMT 
system 

-Controlled language 
improves MT quality and 
decreases PE effort (edit 
distance).  
- Higher PE effort correlates 
with lower MT quality 
measured by humans. 

Alabau et al. 
(2016)  

-Productivity (PE/ITP) -
Learning effect of 
repeated ITP uses 

Experimental 5 professional 
translators 

News 
stories 
(WMT 
2014) 

24 texts of 
about 1000 
words each 

English-to-
Spanish 

CASMACAT -Translators slower in ITP 
mode  
-4 translators prefer PE over 
ITP  
-Projections show ITP 
potentially faster than PE after 
6 weeks 

Alves et al. (2016)  -Impact of ITP/PE on PE 
effort 

Experimental 16 trainee 
translators 

Excerpts 
from 
drug 
leaflets 

2 texts of 20 
segments each 

English-to-
Portuguese 

CASMACAT/Moses -Significantly longer fixation 
duration in PE/fewer fixation 
counts in ITP  
-Higher ITP times in sample  
-ITP significantly more 
keyboard activity 

Aranberri et al. 
(2014) 

-Productivity with and 
without MT assistance of 

Descriptive 6 professional 
translators + 6 lay 

Science 2 texts of 
about 1200 

English-to-Basque Bologna Translation 
Service/Moses 

-MT increases productivity of 
lay users more than 
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professional translators 
and lay users. 

users words each translators'. 

Aziz et al. (2014)  -Identification of 
subsentence patterns that 
involve longer PE times. 

Experimental 5 editors News 
stories 

5 to 9 texts per 
editor 

English-to-
Spanish 

CASMACAT/Edinburg
h's SMT system 

-Fragments with verbs or with 
consecutive noun phrases 
require more time to post-edit 

Carl et al. (2011) Speed and quality (PE vs. 
unassisted translation) 

Experimental 3 professional + 4 
non-professional 
translators  

News 
stories 

3 texts of 19 
sentences in 
total 

English-to-Danish Translog/Google 
Translate 

-PE faster than unassisted 
translation in sample but not 
statistically significant.  
-PE quality comparable to 
conventional translation 
quality. 

De Almeida 
(2013) 

Correlations between PE 
productivity and 
professional experience 

Experimental 10 FR translators 
and 8 PT 
translators with 
different levels of 
experience 

IT 
domain 

1008 words English-to-French 
and Spanish 

Autodesk's PE 
workbench 

-No correlation between PE 
productivity and translation 
experience. 

De Sousa et al. 
(2011) 

Translation 
productivity(TM, MT, 
unassisted)  

Experimental 11 non-
professional 
translators 

Subtitles 125 sentences English-to-
Portuguese 

SDL 
Trados/RBMT+SMT 
systems 

-PE about 40% faster than 
translating from scratch. 

De Sutter (2011) -PE time and PE effort as 
MT quality indicators 

Experimental 22 non-
professional 
translators 

IT 
domain 

2300 words 
(110 
segments) 

English-to-French RBMT+SMT -MT output rated as best by 
humans (RBMT) post-edited 
faster and with less PE effort 
(edit distance measure) than 
SMT 

Federico, Cattelan 
and Trombetti 
(2012) 

Speed and effort 
(TM+MT vs. TM-assisted 
translation) 

Experimental 12 professional 
translators 

IT/Legal ≃ 93.000 
words 

English-to-
German, Italian 

SDL 
Trados/MyMemory TM 
and Google Translate 

-TM+PE speed significantly 
faster than TM-assisted 
translation for 10 
participants.  
-PE effort (edit distance) 
significantly lower for 
TM+PE. 

Fiederer and 
O'Brien (2009) 

Quality (PE vs. 
conventional translation) 

Experimental 11 raters Software 30 sentences English-to-
German, 

IBM Websphere -PE output higher accuracy 
and clarity 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-Conventional translation 
higher style 

Flournoy and 
Duran (2009)  

Speed (PE vs. unassisted 
translation) 

Descriptive Unknown number 
of professional 
(implied) 
translators 

Adobe 
product 
docume
ntation 

200.000 words 
(main study) 

English-to-
Russian, French 

Adobe’s standard 
Globalization 
Management System 
(GMS). /Language 
Weaver (SMT) 
and PROMT(RBMT) 
both customized with 
Adobe data 

-Preliminary results indicate 
that PE is 40% to 45% 
faster than unassisted 
translation 

García (2010) Time and quality (PE vs. 
conventional translation) 

Experimental 14 non-
professional 
translators 

Legal 
and 
medical 

4 texts of 250 
words each 

English-to-
Chinese 

Google Translator 
Toolkit/Google 
Translate 

-No significant speed or 
quality differences 

García (2011) Time and quality (PE vs. 
conventional translation) 

Experimental 49 non-
professional 
translators 

Legal 
and 
medical 

2 texts of 250 
words each 

English-to-
Chinese 

Google Translator 
Toolkit/Google 
Translate 

-No significant speed 
differences but PE yields 
significantly better quality.  
-Trainees gain from MT 
assistance more when 
translating into their second 
language. 

Green et al. (2013) Speed and quality (PE vs. 
unassisted translation) 

Experimental 16 professional 
translators 

Wikiped
ia 
articles 

27 sentences 
(4 paragraphs) 

English-to-Arabic, 
French, German 

Google Translate -PE speed significantly faster 
and results in higher quality 
than unassisted translation. 

Green et al. (2014) PE vs. ITP Experimental 16 professional 
translators 

Software
, 
medical 
and 
news 

About 3000 
tokens 

French-to-English 
English-to-
German 

Custom UI/SMT -PE is faster than ITP 

Groves and 
Schmidtke (2009)  

Speed and effort (PE vs. 
unassisted translation) 

Descriptive NA Microso
ft 
docume
ntation 

NA English-to-
German, French, 
Chinese, 
Portuguese, 
Swedish, Danish, 
Czech, Dutch. 

Microsoft own SMT 
system 

PE is faster, varying from 
language to language, from 
5.9% for Chinese to 28.6% for 
Danish. 
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Guerberof (2009) Speed and quality (PE vs. 
unassisted vs.TM-assisted 
translation) 

Descriptive 8 professional 
translators 

Software 
Help 
files  

791 words 
(265, new; 
264,TM; 262 
MT)  

English-to-
Spanish 

Web-based PE 
tool/Language Weaver 

-PE faster than unassisted or 
TM-assisted translation  
-Errors in TM-assisted 
translation higher than in any 
other condition for all 
translators. 
-Most errors are accuracy 
errors 

Koehn (2009b) Productivity in MT-
assisted translation 

Experimental 10 non-
professional 
translators 

News 
stories 

192 sentences English-to-French Caitra/SMT -PE and ITP faster than 
unassisted translation (39% 
and 27%, respectively)  

Koehn & Germann 
(2014) 

Relation between MT 
quality and PE effort and 
efficacy  

Experimental 4 non-professional 
translators 

News 
stories 

500 sentences 
in 9 articles 

English-to-
German 

PE workbench with 
logging of each HCI 
interaction (mouse 
clicks, keystrokes)/4 
SMT systems 

-Little correlation between 
HTER and PE speed 
-Post-editors were 20% faster 
with best MT system vs. the 
worst, although differences 
between the top 3 MT systems 
are not statistically 
significant.  
-Individual differences larger 
than MT systems' differences. 
 

Koponen et al 
(2012) 

Relation between PE time 
and cognitive effort 

Descriptive 6 professional + 2 
non-professional 
translators  

WMT 
2011 
data set 

299 sentences English-to-
Spanish 

PET/8 MT systems -MT errors ranked cognitively 
difficult associated to longer 
PE times and vice versa 

Koponen(2012) Real PE effort vs. 
perceived PE effort 

Experimental NA WMT 
2012 
data 
(news) 

NA English-to-
Spanish 

SMT -Long sentences perceived to 
be harder to post-edit than 
they really are. 

Krings (2001) Speed, effort and quality 
(PE vs. conventional 
translation) 

Descriptive 52 professional 
translators with 
and without PE 
experience 

Technic
al 
(Instruct
ions 
manuals
) 

English:1352;
French: 762; 
German: 325 
words 

English, French-
to-German 
German-to-
English 

On paper and on 
screen(Word) 
/METAL/SYSTRAN 

-Non-linear relation between 
MT quality (measured by 
humans) and PE effort. 
-PE's cognitive and temporal 
efforts comparable to those of 
conventional translation. - 
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Inter-participant variation. 
-Source text difficulty 
influences the PE process. 

Langlais, Foster 
and Lapalme 
(2000)  

Analysis of TransType 
prototype 

Descriptive 4 professional, 6 
non-professional 
translators 

Hansard 
corpus 

100 sentences English-to-French TransType -Translators would use 
TransType in real life  
-Translators slower using ITP  

Läubli et al. 
(2013) 

TM-assisted vs. PE Experimental 6 trainee 
translators 

Marketi
ng 

4 texts, 324 
words in total 

German-to-French Across/Domain-specific 
SMT system 

-PE significantly faster (about 
17%) than TM-assisted 
translation   
-Quality comparable in both 
conditions 

Nunes Vieira 
(2013) 

Cognitive effort in PE  Experimental 13 trainee 
translators 

News 
stories 

2 articles of 
about 300 
words each 

French-to-English PET -Correlation of AEM (Meteor) 
with PE effort (fixation 
duration and count), 
especially for longer 
sentences 

O'Brien (2011) Correlation between 
GTM/TER and PE speed. 

Descriptive 7 professional 
translators and/or 
reviewers 

IT 
domain 

782 words in 
60 segments. 

English-to-French Alchemy Catalyst CAT 
tool/Data-driven MT 
system developed 
within the CNGL.  

*Average speed, fixation time 
and fixation count correlate 
with GTM and TER bands of 
scores.   

Plitt and Masselot 
(2010) 

Speed and quality (PE vs. 
unassisted translation) 

Descriptive 12 professional 
translators 

Three 
product 
domains 

144.648 words English-to-French, 
Italian, German, 
Spanish 

Proprietary, inspired by 
Caitra/Moses trained on 
proprietary data 

-All translators faster when 
PE (on average, 74% faster).  
-Inter-translator variation  
-The benefits from MT were 
greater for slower than for 
faster translators. 
-No correlation between PE 
effort (edit distance) and PE 
speed.  
-Slow translators benefit from 
PE more than fast translators. 
-PE results in fewer errors in 
translation. 

Sánchez-Gijón and PE productivity (native vs Descriptive 15 translation Bitext of 30 sentences Spanish-to- Microsoft Word -Some nonnatives are suited 
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Torres-Hostench 
(2014) 

nonnative) trainees OpenOff
ice 

English for PE tasks 

Sanchís-Trilles et 
al. (2014)  

Productivity (PE vs ITP 
and AITP) 

Experimental 9 professional 
translators 

News 
stories 
(WMT 
2012) 

9 texts of 1000 
words each 

English-to-
Spanish 

CASMACAT/Thot -ITP results in about 5% 
longer times than PE -ITP 
minimises keyboard actions 

Skadiņš et al. 
(2011) 

Speed and quality 
(MT+TM vs. TM only) 

Descriptive 5 professional 
(implied) 
translators 

IT 
domain 

54 documents 
(950-1050 
words each) 

English-to-
Latvian 

SDL Trados/general 
Moses SMT system, if 
biased towards IT 

- MT increases average speed 
by about 34% relative to TM-
assisted translation.  
-Inter-translator variability in 
terms of speed 
-Translation quality worse in 
MT. 

Tatsumi (2009) Correlation between MT 
quality (with AEMs) and 
PE speed 

Experimental 3 professional 
translators 

Controll
ed 
language 
- 
Comput
er 
security  

4,784 words in 
475 segments 

English-to-
Japanese 

SDL Trados Systran 
5, customised with 
Symantec’s user 
dictionaries 

-Non-linear relationship 
between PE speed and AEM 
scores. 
-Source text characteristics 
and MT errors may affect PE 
speed.  

Temizöz (2013) Productivity in PE by 
translators vs. PE by 
subject-matter experts 

Experimental 10 professional 
translators and 10 
engineers 

Dismant
ling of 
end-of-
life 
vehicles 

482 words English-to-
Turkish 

Google Translator 
Toolkit (GTT). 

-Translators' and engineers' 
PE speed not significantly 
different. 
 

Yamada (2015) PE productivity (language 
learners) 

Descriptive 43 students Wikiped
ia article 
on steve 
Jobs  

486 words English-to-
Japanese 

Google Translate/Word -PE quality of language 
learners worse than PE quality 
of professional translators 

Zampieri and Vela 
(2014) 

Speed (TMs produced 
with MT output vs. 
unassisted translation) 

Descriptive 15 novice 
translators 

Software 
engineer
ing 

Three texts of 
15 to 17 
segments 

English-to-
German 

SDL Trados MT-assisted translation is on 
average 28% faster. 
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Appendix B: Proz recruitment advertisement ━ PE study 

Job posting summary 

Type Translation 

Poster name Marina Sanchez 

Summary Post-editing of four 650-word (approx) texts and completion of 2 questionnaires 

Description Marina Sánchez is conducting this project as part of her PhD research. Your 

participation in this study involves conducting five separate tasks in the following 

order: 

1. First, you will read a participant information sheet and sign a consent form. 

2. Secondly, you will fill in a Google Forms pre-task questionnaire, the participant pre-

task questionnaire, aimed at collecting information about you and your experience, 

relevant to the study. 

3. Thirdly, you will conduct a warm-up post-editing task where you will post-edit 3 or 

4 machine-translated sentences in the web-based CAT tool chosen for this study. The 

goal of this task is to familiarize yourself with the tool in preparation for the main post-

editing task. 

4. Fourthly, you will conduct the main post-editing task according to a set of 

instructions, where you will post-edit four separate machine-translated texts in the 

CAT tool, each of approximately 650 source words.  

4. Lastly, you will complete a small Google Forms questionnaire, the participant post-

task questionnaire, to gather your impressions about the task. 

The estimated time it will take you to complete all five tasks is 4.5 hours. 

Funding for this research has been secured from The University of Auckland Doctoral 

Research Fund. For any queries regarding ethical concerns, you may contact the Chair, 

The University of Auckland Human Participants Ethics Committee, The University of 

Auckland, Research Office, Private Bag 92019, Auckland 1142. Telephone 09 373-

7599 extn. 83711. Email: ro-ethics@auckland.ac.nz. 

APPROVED BY THE UNIVERSITY OF AUCKLAND HUMAN PARTICIPANTS 

ETHICS COMMITTEE ON 03/05/2015 for 3 years, Reference Number 014275. 

Contacts 

Head of Department: Simon Kitson, s.kitson@auckland.ac.nz. School of Cultures, 

Languages, and Linguistics, Faculty of Arts, The University of Auckland. Ph: +64 9 

923 4945. 

Main Supervisor: Vanessa Enríquez Raído,v.enriquez@auckland.ac.nz. School of 

Cultures, Languages, and Linguistics, Faculty of Arts, The University of Auckland, 

Ph: +64 9 923 7917. 

Co-supervisor: Philipp Koehn, phi@jhu.edu, Department of Computer Science, Johns 
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Hopkins University. Ph: +1 410 516 4237. 

Researcher: Marina Sánchez Torrón, msnc017@aucklanduni.ac.nz. School of 

Cultures, Languages, and Linguistics, Faculty of Arts, The University of Auckland. 

Ph: +64 9 373 7599 

Language(s) English to Spanish 

Language variant Spain 

Subject Field Other 

Additional 

requirements 

Previous experience with CAT tools of at least 2 years is essential. 

Your native language must be Spanish (Spain). 

Previous post-editing experience is not necessary. 

 

Delivery deadline Mar 10, 2016 00:00 GMT 

Quoting deadline Mar 1, 2016 00:00 GMT 

Quoter targeting Expertise (preferred): Tech/Engineering, Medical, Marketing, Science 

Native language (required): Spanish 

Credential: Must have reported credentials or a Certified PRO certificate. 

ProZ.com membership: Only ProZ.com members (i.e. paying members) may quote 

Allow quotes from 

 

 Freelancers only 

 

Allow quotes from 

students for this 

job 

No 

Private job posting, visible to any provider whose profile information matches the job requirements. 
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Appendix C: Participant Information Sheet ━ PE study 

 
 
 

 
Faculty of Arts 

Arts 1, Building 206, Level 7 
14a Symonds St. 

1010 Auckland 
New Zealand 

PARTICIPANT INFORMATION SHEET 

To the Participant 

Project Title: Machine Translation and Translation Productivity 

Researcher: Marina Sánchez Torrón 

Marina Sánchez Torrón, a PhD candidate at the University of Auckland Faculty of Arts, is 

conducting this research project. The supervisors of this project are Dr. Vanessa Enríquez 

Raído and Dr. Philipp Koehn. This project aims at investigating the influence that different 

factors have on the translation productivity of professional English-to-Spanish translators. You 

have been selected to take part in this research project because you replied to the ad in Proz 

and you fit the desired profile, i.e., you are a professional English→ Spanish translator.  

Your participation in this project is voluntary. The project involves four tasks: 

1. First, you will fill in a Google Forms questionnaire, the participant pre-task 

questionnaire, aimed at collecting information about you and your professional 

experience, relevant to the study. 

2. Second, you will conduct a warm-up post-editing task where you will post-

edit three or four machine-translated sentences in CASMACAT. The goal of this task 

is to familiarize yourself with CASMACAT in preparation for the main post-editing 

task. 

3. Third, you will conduct the main post-editing task, where you will post-edit 

four separate machine-translated texts in CASMACAT, each of approximately 650 

source words.  
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4. Last, you will complete a short Google Forms questionnaire, the participant 

post-task questionnaire, to gather your impressions about the study. 

The estimated time it will take you to complete all tasks is about 4.5 hours.  

You will be assigned a unique identification code that will be used to identify you during the 

project. All your study-related data will be kept in an electronic log that will contain your 

unique identification code. I will keep a file where your unique identification code is linked to 

your real identity. 

The compensation for this project is NZ$180, paid within 45 days of invoicing. Funding for 

this research has been secured from The University of Auckland Doctoral Research Fund. 

Data obtained from this project will be kept for six years, in electronic format, in a locked 

cabinet at the University premises, should any further publications be developed from this 

research. After six years, all data will be destroyed by securely and permanently deleting any 

files. 

I will process and analyze the data obtained from this project and publish the findings in my 

PhD dissertation and possible further publications. 

Should you be interested in the outcome of this research, you can request the researcher to send 

you a summary of the findings. 

You have the right to withdraw from participation in this project at any time. You have the 

right to withdraw your data from the research up to a period of 6 months. 

Confidentiality with respect to your identity is guaranteed. Anonymity, however, cannot be 

guaranteed, as you will be giving personal information about yourself, i.e., payment data. 

 

Contacts 
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Head of Department 
Simon Kitson 
s.kitson@auckland.ac.nz 
School of Cultures, Languages, and 
Linguistics 
Faculty of Arts 
The University of Auckland 
Ph: +64 9 923 4945 

Main Supervisor:  
Vanessa Enríquez Raído 
v.enriquez@auckland.ac.nz 
School of Cultures, Languages, and 
Linguistics 
Faculty of Arts 
The University of Auckland 
Ph: +64 9 923 7917 

Co-supervisor:  
Philipp Koehn 
phi@jhu.edu  
Department of Computer Science 
Johns Hopkins University 
Ph: +1 410 516 4237 
 

Researcher:  
Marina Sánchez Torrón 
msnc017@aucklanduni.ac.nz 
School of Cultures, Languages, and 
Linguistics 
Faculty of Arts 
The University of Auckland 
Ph: +64 9 373 7599 
 

 

For any queries regarding ethical concerns you may contact the Chair, The University of 

Auckland Human Participants Ethics Committee, The University of Auckland, Research 

Office, Private Bag 92019, Auckland 1142. Telephone 09 373-7599 extn. 83711. Email: ro-

ethics@auckland.ac.nz. 

APPROVED BY THE UNIVERSITY OF AUCKLAND HUMAN PARTICIPANTS ETHICS 

COMMITTEE ON 03/05/2015 for 3 years, Reference Number 014275. 
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Appendix D: Participant Information Sheet ━ ITP study 

 
 

Faculty of Arts 
Arts 1, Building 206, Level 7 

14a Symonds St. 
1010 Auckland 

New Zealand 
PARTICIPANT INFORMATION SHEET 

To the Participant 

Project Title: Machine Translation and Translator Productivity  

Researcher: Marina Sánchez Torrón 

Marina Sánchez Torrón, a PhD candidate at the University of Auckland Faculty of Arts, is 

conducting this research project. The supervisors of this project are Dr. Vanessa Enríquez 

Raído and Dr. Philipp Koehn. This project aims at investigating the influence that different 

factors have on the translation productivity of professional English-to-Spanish translators. You 

have been selected to take part in this research project because you replied to the ad in Proz 

and you fit the desired profile, i.e., you are a professional English→ Spanish translator.  

Your participation in this project is voluntary. The project involves four tasks: 

1. First, you will fill in a Google Forms questionnaire, the participant pre-task 

questionnaire, aimed at collecting information about you and your professional 

experience, relevant to the study. 

2. Second, you will conduct a warm-up task where you will post-edit and/or 

translate interactively three or four sentences in CASMACAT, the CAT tool used in 

this study. The goal of this task is to familiarize yourself with CASMACAT, and the 

translation aids it offers. 

3. Third, you will conduct the main, longitudinal study, lasting 4 weeks, during 

which you will translate 8 texts, (2 per week, at roughly equal intervals). You will 
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translate these texts under either one of two modes of translation assistance. 

Specifically, you will post-edit the first text and translate interactively the 

remaining seven texts. Each text is about 730 words long. 

4. Last, you will complete a short Google Forms questionnaire, the participant 

post-task questionnaire, to gather your impressions about the study. 

The estimated time it will take you to complete all tasks is 10 hours.  

You will be assigned a unique identification code that will be used to identify you during the 

project. All your study-related data will be kept in an electronic log that will contain your 

unique identification code. I will keep a file where your unique identification code is linked 

to your real identity.  

The compensation for this project is NZ$400, paid within 45 days of invoicing. Funding for 

this research has been secured from The University of Auckland Doctoral Research Fund.  

Data obtained from this project will be kept for six years, in electronic format, in a locked 

cabinet at the University premises, should any further publications be developed from this 

research. After six years, all data will be destroyed by securely and permanently deleting any 

files.  

I will process and analyze the data obtained from this project and publish the findings in my 

PhD dissertation and possible further publications.  

Should you be interested in the outcome of this research, you can request the researcher to 

send you a summary of the findings.  

You have the right to withdraw from participation in this project at any time. You have the 

right to withdraw your data from the research up to a period of 6 months.  

Confidentiality with respect to your identity is guaranteed. Anonymity, however, cannot be 

guaranteed, as you will be giving personal information about yourself, i.e., payment data.  

 

Contacts 
Head of Department 
Simon Kitson 
s.kitson@auckland.ac.nz 
School of Cultures, Languages, and 
Linguistics 
Faculty of Arts 
The University of Auckland 
Ph: +64 9 923 4945 

Main Supervisor:  
Vanessa Enríquez Raído 
v.enriquez@auckland.ac.nz 
School of Cultures, Languages, and 
Linguistics 
Faculty of Arts 
The University of Auckland 
Ph: +64 9 923 7917 

Co-supervisor:  Researcher:  
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Philipp Koehn 
phi@jhu.edu  
Department of Computer Science 
Johns Hopkins University 
Ph: +1 410 516 4237 
 

Marina Sánchez Torrón 
msnc017@aucklanduni.ac.nz 
School of Cultures, Languages, and 
Linguistics 
Faculty of Arts 
The University of Auckland 
Ph: +64 9 373 7599 
 

 

For any queries regarding ethical concerns you may contact the Chair, The University of 

Auckland Human Participants Ethics Committee, The University of Auckland, Research 

Office, Private Bag 92019, Auckland 1142. Telephone 09 373-7599 extn. 83711. Email: ro-

ethics@auckland.ac.nz. 

APPROVED BY THE UNIVERSITY OF AUCKLAND HUMAN PARTICIPANTS ETHICS 

COMMITTEE ON 03/05/2015 for 3 years, Reference Number 014275.  
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Appendix E: Participant Consent Form ━ PE study 

 

  

Faculty of Arts 
Arts 1, Building 206, Level 7 

14a Symonds St. 
1010 Auckland 

New Zealand 
PARTICIPANT CONSENT FORM 

THIS FORM WILL BE HELD FOR A PERIOD OF 6 YEARS 

Project Title: Machine Translation and Translation Productivity 

Researcher: Marina Sánchez Torrón 

I have read the Participant Information Sheet, have understood the nature of the research and 

why I have been selected. I have had the opportunity to ask questions and have them answered 

to my satisfaction. 

● I voluntarily agree to participate in this research.  

● I understand that my compensation for participating in this research is NZ$180. 

● I understand that data about my post-editing activity during the study will be 

stored in an electronic log file that contains a unique identification code than can be 

linked to my real identity. 

● I understand that I am free to withdraw participation at any time, and to 

withdraw any data traceable to me up to a period of 6 months. 

● I understand that all published information will not contain identifiable data 

about my participation.  

● I understand that all my data will be treated confidentially, however, anonymity 

cannot be guaranteed. 

● I wish / do not wish to receive a summary of the findings. 
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● I understand data obtained from this project will be kept for six years, in 

electronic format, in a locked cabinet at the University premises. After six years, all 

data will be destroyed by securely and permanently deleting any files. 

Name __________________________________ 

Signature _______________________________ 

E-mail address (to receive study findings, if applicable)________________________ 

Date____________________________________ 

APPROVED BY THE UNIVERSITY OF AUCKLAND HUMAN PARTICIPANTS ETHICS 

COMMITTEE ON 03/05/2015 for 3 years, Reference Number 014275. 
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Appendix F: Participant Consent Form ━ ITP study 

 

  

Faculty of Arts 
Arts 1, Building 206, Level 7 

14a Symonds St. 
1010 Auckland 

New Zealand 
PARTICIPANT CONSENT FORM 

THIS FORM WILL BE HELD FOR A PERIOD OF 6 YEARS 

Project Title: Machine Translation and Translation Productivity 

Researcher: Marina Sánchez Torrón 

I have read the Participant Information Sheet, have understood the nature of the research and 

why I have been selected. I have had the opportunity to ask questions and have them answered 

to my satisfaction. 

● I voluntarily agree to participate in this research.  

● I understand that my compensation for participating in this research is NZ$400. 

● I understand that data about my post-editing activity during the study will be 

stored in an electronic log file that contains a unique identification code than can be 

linked to my real identity. 

● I understand that I am free to withdraw participation at any time, and to 

withdraw any data traceable to me up to a period of 6 months. 

● I understand that all published information will not contain identifiable data 

about my participation.  

● I understand that all my data will be treated confidentially, however, anonymity 

cannot be guaranteed. 

● I wish / do not wish to receive a summary of the findings. 
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● I understand data obtained from this project will be kept for six years, in 

electronic format, in a locked cabinet at the University premises. After six years, all 

data will be destroyed by securely and permanently deleting any files. 

Name __________________________________ 

Signature _______________________________ 

E-mail address (to receive study findings, if applicable)________________________ 

Date____________________________________ 

APPROVED BY THE UNIVERSITY OF AUCKLAND HUMAN PARTICIPANTS ETHICS 

COMMITTEE ON 03/05/2015 for 3 years, Reference Number 014275. 
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Appendix G: Participant Pre-task Questionnaire ━ PE study and ITP study 

Participant Pre-task Questionnaire 

It should take you approximately 15 minutes to complete the questionnaire. Please contact the 
researcher at msnc017@aucklanduni.ac.nz if you experience any difficulties or have any concerns.  

Questions are grouped into five blocks: 1) Personal details; 2) Languages; 3) Translation experience; 
4) Experience with computer-aided translation tools and 5) Experience with machine translation and 
post-editing.  

1. PERSONAL DETAILS 

1.1. What is your full name? *__________________________________ 

1.2.What is your gender? * Female Male 

1.3. What is your date of birth? * dd/mm/yyyy 

1.4. What is your country of residence? *__________________________________ 

1.5. Please list your academic qualification(s) (if applicable) 

Please include, in the original language of the country of issuance, the following information: 
title conferred, name of qualification, name of institution and year of completion (e.g., 
Licenciatura en Traducción e Interpretación, Universidad de Vigo, 
1999)._______________________________ 

2. LANGUAGES 

2.1. How would your rate your English language proficiency? * 

Native   Near native   Excellent  Very good  Other: _________ 

2.2. Please list your additional translation language pairs (if applicable), other than English > 
Spanish, e.g., English > Galician, French > Spanish _________________________ 

3. TRANSLATION EXPERIENCE  

3.1 How long have you been translating professionally? * 

Less than 2 years Between 2 and 5 years Between 5 and 10 years Over 10 years 

3.2. Over the last 12-month period, what has been your approximate average monthly translation 
volume? * 

Less than 10,000 words 

mailto:msnc017@aucklanduni.ac.nz
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Between 10,000 and 24,999 words 

Between 25,000 and 39,999 words 

Between 40,000 and 55,000 words 

3.3. How frequently do you provide the following professional language services? * 

 Never Rarely Sometimes Often Always 

Copywriting      

Desktop Publishing      

Editing/Proofreading      

Interpreting      

Software Localization      

Subtitling      

Translation      

Voiceover      

Website Localization      

Copywriting      

Desktop Publishing      

Editing/Proofreading      

Interpreting      

Software Localization      

Subtitling      

Translation      

Voiceover      

Website Localization      

 

3.4. Select the option that best represents your length of experience translating in the following 
domains: * 
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 None 
Less than 2 

years 
2 to 5 years 

5 to 10 
years 

Over 10 years 

Art and Literature      

Business and Economics      

Computer and Hardware      

Education      

Engineering      

Finance      

Journalism      

Law and Patents      

Marketing and Advertising      

Medical      

Science      

Social and Political 
Sciences 

     

Telecommunications      

 

4. EXPERIENCE WITH COMPUTER-AIDED TRANSLATION TOOLS 

4.1. How long have you been using Translation Memory tools? * 

Less than 2 years Between 2 and 5 years Between 5 and 10 years Over 10 years 

4.2. How frequently do you use the following tools? * 

 Never Rarely Sometimes Often Always 

Bilingual Concordancers      

Bitext Aligners      

Quality Assurance Checkers      

Term Extractors      

Terminology Managers      
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Translation Memories      

Localization Tools      

 

5. EXPERIENCE WITH MACHINE TRANSLATION AND POST-EDITING 

5.1. How long have you been post-editing machine translation output? * 

Never  

Less than 2 years  

Between 2 and 5 years 

Between 5 and 10 years 

 Over 10 years 

 5.2. How frequently do you post-edit machine translation output? 

Never   Rarely   Sometimes   Often   Always 

5.3. For each of the statements below, select the option that best represents your judgment: * 

 Strongly 
disagree Disagree 

Neither 
agree nor 
disagree 

Agree Strongly 

agree 

I prefer post-editing to processing 
translation memory matches in the 

85-94% range 
   

 
 

I prefer post-editing to translating 
from scratch (without a translation 

memory). 
   

 
 

I prefer post-editing to editing a 
human translation 

   
 

 

Machine translation helps me 
maintain translation consistency. 

   
 

 

Machine translation helps me 
translate faster. 

   
 

 

Post-editing is more laborious than 
translating from scratch or with a 

translation memory. 
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I am comfortable post-editing to 
human-like (perfect) quality. 

   
 

 

I am comfortable post-editing to 
less-than-perfect quality. 

   
 

 

 

5.4. Please describe any translation circumstances in which you consider Machine Translation 
can be beneficial. __________________ 

5.5. Please add here any comment, question or concern you have: ___________(optional) 
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Appendix H: Source texts ━ PE study 

Climate change is increasing the risk of extreme tropical storms on unprepared coasts 

Cities in Florida, Australia, and the Persian Gulf are at risk 

Cities along the Persian Gulf rarely need to worry about the threat of major tropical storms — but a new 
study says they should start to. 

Princeton researchers writing in Nature Climate Change say that warming temperatures are increasing 
the likelihood of extreme tropical storms in certain regions across the globe. 

Catastrophic weather events are much more likely to strike Tampa, Florida; Cairns, Australia; and the 
Persian Gulf by the end of the century, the study authors write. 

And a direct hit, they say, could decimate these areas. 

In their study, the authors dub these threats as "grey swan" storms. 

They are similar in scope to "black swans" — thought to be the worst of the worst when it comes to 
extreme storms, but so rare that they are considered impossible to predict. 

"They’re events that no one has talked about, and no one has been able to show is possible," says study 
author Ning Lin, a professor of civil and environmental engineering at Princeton. 

Grey swans are just as bad as black swans, but they can be predicted to some degree thanks to new 
modeling techniques. 

By analyzing physical data — like rising temperatures — and the historical record, researchers can 
catalog the possibility and risk of such high-impact storms happening. 

Using this modeling method, the Princeton researchers cataloged the threat of grey swan storms 
occurring along the three coastlines. 

They found that the risk of such tropical storms hitting Tampa, Cairns, or Dubai is increasing 
substantially with each decade. 

Currently, the likelihood of a grey swan is extremely low: the odds are one in 10,000 years. 

But in 50 years, that risk jumps to one storm in every 1,100 to 3,100 years. 

By the end of the century, Tampa should expect a grey swan within 700 to 2,500 years. 

That means the chances of a city-destroying storm hitting the area will be up to 14 times higher in the 
next 100 years. 

The severity of these storms will be higher than anything these areas have seen before. 
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It's possible that the storm surges from a grey swan could reach up to 23 feet in Dubai and 36 feet in 
Tampa. 

This could be devastating for people living in coastal regions that haven’t been built with such storms 
in mind. 

"Since most of the damage and loss of life due to tropical cyclones is due to water and not wind, the 
consequences are particularly worrisome for coastal areas they impact," says Rick Luettich, director of 
the Institute of Marine Science as the University of North Carolina, who was not involved in the study, 
but says the findings seem likely. 

Lin says such a growing threat in the Persian Gulf came as a surprise to the researchers, since the area 
rarely experiences these kinds of events. 

The threat in Tampa was also shocking, even though the area has seen such extreme storms before. 

"But it hasn’t happened for 95 years, and during those years, Tampa Bay has been greatly developed," 
says Lin. 

"It’s really to remind people the risk is there, even though we haven’t had extremes for a while." 

Ultimately, Lin says climate change is to blame for the increasing risk. 

Rising temperatures are warming the world's oceans, which provide energy for hurricanes to grow. 

She hopes that this research can be used as a tool for policy makers to help mitigate storm risks for these 
areas. 

But Luettich argues that the focus shouldn't just be on the regions specified in the study. 

"My only suggestion is that many coastal areas, in addition to the three listed, are likely to be impacted 
by such storms in the future," says Luettich. 

"I suspect that Cairns, Australia; Tampa, Florida; and cities on the Persian Gulf are examples of such 
areas but by no means the only ones." 

My Mexican-American identity crisis 

On a recent trip to Mexico City, I had barely made my way down the concourse and arrived at the 
immigration processing area when I got stumped. 

Signs pointed the way to two lines: one for "Mexicanos" ("Mexicans"), another for "Extranjeros" 
("Foreigners.") 

I stood there for a few seconds, unsure of where to go. 

Growing up in Central California, I had been called a "Mexican" my entire life. 

It's ethnic shorthand in the same way that my friends in Boston refer to themselves as "Irish" or my 
friends in New York describe themselves as "Italian." 
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Later, I settled on "Mexican-American." 

But, this was Mexico. 

And, in the homeland of my grandfather, there was no need for shorthand or hyphens. 

I was simply an American. 

I speak Spanish, good enough to handle either end of an interview in that language. 

But I don't have the vocabulary of a native, and I can't shake my American accent. 

So I took my U.S. passport and got in the line for Extranjeros. 

I thought about that moment this week when Mexican president-elect Enrique Pena Nieto visited the 
White House to meet with President Obama. 

On the agenda, as usual, when the leaders of these two countries meet: immigration, drugs and trade. 

Pena Nieto was also eager to talk about the growth of the Mexican economy, which is one reason that 
Mexicans are now just as likely to stay in Mexico as venture to the United States. 

He wants to partner with the United States and Canada, and create a European Union-style trading bloc 
in North America. 

And Pena Nieto vowed to continue Mexico's war against the drug cartels, even though he offered no 
specifics. 

For Mexico, the relationship with the United States is complicated and filled with hard feelings. 

Most Americans probably never give a thought to the fact that, in 1848, the United States invaded 
Mexico and forced its leaders to sign over half their territory at the point of rifle. 

But for Mexicans, who think in terms of centuries, not minutes, the reminders are everywhere. 

So the minute that a U.S. official says anything the least bit critical of Mexico, you start hearing -- in 
the Mexican press, and among the elites -- complaints about how the Americans are encroaching upon 
their neighbor's sovereignty. 

And the children of Montezuma go on the warpath. 

And yet, for Mexico, the really challenging relationship is with the more than 35 million Mexican-
Americans living in the United States. 

You want to talk about hard feelings? 

There is plenty. 

Mexico has winners and losers, people for whom the country provides opportunities and others for 
whom it doesn't. 
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The only reason you have so many people of Mexican ancestry living in cities like Los Angeles, Las 
Vegas, Phoenix, Denver or San Antonio is because, at some point in our family tree, there was a person, 
maybe a parent or grandparent, who was shut out from opportunity in Mexico and had to go north. 

And more often than not, that person fit a profile -- dark skin, little education, from a poor village, etc. 

We're their offspring, and we're loyal to them. 

Not Mexico. 

And even though we may now be living the American Dream, having gone to good schools and taken 
good jobs, we can never lose sight of the fact that it's the American Dream we're living, and not the 
Mexican one. 

Our identity might sometimes be fuzzy, but our loyalty is clear. 

It's to the United States. 

Besides, we're aware that many of the elite Mexicans in the ruling class don't like us. 

The feeling is mutual. 

They see us as a reminder of a humiliating defeat and look down on us as inferior stock that isn't 
sufficiently Mexican. 

Our Spanish will never be good enough, our ties to Mexico never strong enough. 

Our existence is, as they see it, all about failure. 

If our families hadn't failed in Mexico, they wouldn't have left. 

And we wouldn't now find ourselves trapped behind the silk curtain, living well in the United States 
but lost souls nonetheless. 

Soft touch: squishy robots could lead to cheaper, safer medical devices 

A Boston-based start-up is exploring the use of rubbery biomedical tools to improve robotic surgery 

Surgical robots have performed fairly well in the operating theater in the past decade, helping physicians 
perform hysterectomies, prostate removals and other complex, yet minimally invasive surgeries. 

The technology likely has a long, promising future in the medical field, but only if the makers of these 
machines can solve a few key problems, in particular high costs and safety concerns. 

Both of these issues arise from the rigid nature of today's surgical robots. 

They rely on metal tools to interact with soft tissue and are controlled via a complicated —and pricey— 
system of actuators, cables and motors. 

Perhaps a more flexible approach is required. 
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Soft Robotics, Inc., a Boston-based start-up aims to find out. 

The company, which launched earlier this year, is developing rubbery robots for use in surgery and 
other biomedical applications, commercializing technology created at Harvard University's Whitesides 
Research Group. 

Led by George Whitesides, a renowned Harvard chemist and materials scientist as well as member of 
Scientific American's Board of Advisers, the group's best-known robot is a squishy X-shaped quadruped 
made from elastomers —stretchy plastics— and controlled by pumping compressed air through its 
network of internal channels. 

Whitesides serves as both a board member and scientific advisor to Soft Robotics. 

Hard robots require a sophisticated feedback mechanism to help them determine how much force to 
apply during surgery so they do not damage our delicate tissues and organs. 

Soft robots could take advantage of their rubbery appendages to reduce the likelihood of surgical 
damage, says Carl Vause, CEO of Soft Robotics. 

"Specifically, with medical devices, [you would be] allowing a robotic instrument to get into a small 
space, be reconfigurable in that space and do it in a way that's tissue compliant." 

Another advantage: soft robots can be 3-D printed in a day or two from silicone and other materials that 
cost about $20. 

Experiences so far with the best-known robot surgical system —Intuitive Surgical's da Vinci— have 
illustrated the promise and pitfalls of conventional medical robots. 

Da Vinci, which costs about $2 million and received U.S. Food and Drug Administration approval in 
2000, allows surgeons to manipulate laparoscopic instruments and an endoscopic camera attached to 
four robotic arms. 

Intuitive Surgical claims more than 1.5 million da Vinci surgeries have been performed in major clinical 
centers around the world. 

Some 367,000 of those procedures were performed last year in the U.S., where about 2,000 systems 
have been installed. 

Most procedures were gynecologic or urologic, in particular hysterectomies and prostatectomies. 

Reports indicate, however, that using a da Vinci can increase the cost of surgery by up to $2,500. 

In addition, Intuitive Surgical is facing several lawsuits on a range of issues, including sepsis, severe 
bowel injuries and punctured blood vessels, organs or arteries. 

It will be some time before soft robots are capable of anything nearly as sophisticated as da Vinci, but 
there is a lot of interest in how this emerging technology could be used in the medical field —either on 
its own or combined with a surgical system like da Vinci. 
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Soft Robotics is part of a one-year project that the Defense Advanced Research Projects Agency 
(DARPA) kicked off in June to study how soft robots might be used as battlefield medical tools. 

By next June, DARPA wants to see if soft robotics can address a number of problems that battlefield 
medics face, Vause says. 

DARPA is interested in soft robots for a number of potential uses —in reconnaissance devices or 
prosthetics, for example— as part of the agency's Maximum Mobility and Manipulation (M3) program 
launched in 2011. 

In fact, the Whitesides Research Group, whose work is part of M3, last year created a $100 silicon robot 
that could walk, change color and light up in the dark. 

Norway's rakfisk: Is this the world's smelliest fish? 

Norway's five million people enjoy one of the highest standards of living, not just in Europe, but in the 
world. 

Could the secret of the country's success be connected to the local appetite for some exceedingly smelly 
fish? 

Take a selection of over-ripe cheeses. 

Place them in the midst of a pile of dirty, wet soccer kit. 

Leave for a week. 

Now you have the nose-numbing smell of rakfisk, one of the great Norwegian delicacies. 

I am in the small town of Fagernes, about three hours from Oslo. 

There is snow, spectacular scenery - and that odour, ever present, hangs in the air. 

Rakfisk is trout sprinkled with salt and fermented in water for - depending on how smelly you like your 
fish - up to a year. 

As the dark sets in and the weather turns cold, Norwegians flock to a festival here in Fagernes devoted 
to this most, well, captivating of foods. 

"You eat it raw, and then swallow a glass of aquavit," says Havard Halvarsen, full-time local firefighter 
but also the so-called "Rakfisk General," in charge of running the festival. 

All around us people are eating little cubes of the fish and knocking back quantities of drink. 

"Some people like the aquavit more than the rakfisk," says Havard. 

The drink can kill the smell. 

I try a few pieces. 
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If you can avoid passing it under your nose, it is not bad - not unlike a slice of sushi that has been on 
rather a long bus journey. 

Rakfisk is a product of very different, poverty-stricken times in Norway when, pre-refrigeration, fish 
was soaked in airtight barrels of water and salt in autumn. 

Then in the depths of winter, well and truly fermented, it is taken out and - no doubt with the senses 
knocked out by alcohol - eaten. 

Only a generation ago, thousands of Norwegians were forced to leave their country in search of work, 
emigrating mainly to the US. 

Now the population is expanding fast - more than 13% are immigrants, attracted by plentiful jobs, high 
wages and a comprehensive care system. 

People from Sweden, the old rival and not so long ago far richer than Norway, stream in to work. 

Rakfisk is seen as signifying something important, a vital if rather smelly part of Norway's past. 

It is among the more expensive dishes you can buy. 

But then everything is expensive - a small glass of beer or a sandwich knock you back £9 ($14) each. 

Norway does not often make it on to the global news agenda - and most seem to like it that way. 

People here are still loath to mention by name Anders Breivik, the right-wing, racist extremist who 
gunned down and killed 77 men, women and children last year. 

Instead, the shootings are referred to as "the July the 22nd incident." 

Norwegians find it very difficult to believe that in their peace-loving country one of their own was 
capable of such brutality and murder. 

The growth since the early 1970s of one of the world's biggest oil and gas industries lies behind much 
of Norway's present-day wealth. 

"But oil is not the only reason we are doing so well," says Anna our waitress, handing round trays of 
maturing rakfisk and, with her long blond hair and startlingly blue eyes, the image of Nordic well-being. 

We are a - how you say - prudent people. 

Her English, like that of most people here, is flawless. 

We are not very showy, we do not like ostentation. 

Norway has handled its oil wealth very carefully - all but a small percentage of money from the industry 
is invested in a special fund for the benefit of future generations. 

When everyone else was throwing around money they did not have, in the years leading up to the global 
financial crash, Norway kept its purse strings tightly bound. 
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"As long as we can ski in winter and go hiking in summer we are happy," says Anna. 

"And eat rakfisk," she adds with a carefree laugh. 
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Appendix I: Source texts ━ ITP study 

In a Smoky Haze, Turks Cling to Their Cigarettes 

ISTANBUL — The Italians have a saying for it: “Fuma come un turco,” meaning, “He smokes like a 
Turk.” 

There are actually plenty of people who smoke more than the Turks, but there are times when a visitor 
here may find that hard to believe. 

The famous Istiklal Avenue, one of the world’s most appealing pedestrian spaces with its cobbled 
pavement and little red trams clacking down the middle, bells dinging, can be covered over on a 
crowded weekend night by an inescapably dense, mile-long cloud of secondhand smoke, hovering 
between the elegant, tall buildings on either side. 

Along dusky alleyways in Kadikoy, the trendiest part of Istanbul, on the once less fashionable Asian 
side of the Bosporus, cafes typically have a few tables inside and many more outside — where smoking 
is allowed. 

On even the coldest days, the outside tables are crowded, smokers kept warm by overhead heaters and 
lap blankets provided at each chair. 

Some restaurants go so far as to remove their outside walls, replacing them with transparent plastic 
sheeting, to make the entire place at least officially outdoors. 

If the government has its way, however, the cafe culture’s smoking days are numbered. 

In April it proposed a law limiting outside smoking tables to no more than 25 percent of an 
establishment’s total — almost the reverse of the present trend, at least in major cities like Istanbul. 

That prospect is greeted with horror in the cafes. 

“If there’s such a law, we’ll have to close down,” said a waiter named Okan, at a hip bar in Kadikoy. 

(He asked that the bar not be named, as there were not only smoking scofflaws inside, but Che Guevara 
posters and hammer-and-sickle logos too.) 

“We don’t want to get shut down.” 

Turkey has made tremendous efforts to counteract its reputation — and its smoking habit — with 
measures that are nearly as strict as those in any Western country, and far stricter than those found in 
most developing societies. 

It has outlawed smoking in public places, not only inside restaurants but also outside government 
buildings, and even banned it above decks on the innumerable ferry boats plying the Bosporus. 
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Turkey’s nonsmoker-in-chief, President Recep Tayyip Erdogan, used his growing power and popularity 
to push through most of these antismoking measures beginning in 2008. 

Even the cherished tradition of the nargile, or Turkish water pipe, in which flavored plugs of tobacco 
are smoked through long tubes that cool the smoke, has faced tough legislation during his 
administration. 

As Mr. Erdogan famously said, “There can be no such freedom as the freedom to smoke,” likening it 
to suicide. 

Turkey’s health system even pays for drug and nicotine replacement cessation therapies, and some 
doctors regularly text their smoker patients to remind them of the risks. 

When a cigarette appears in a movie, Turkish censors either blur it or put a cartoon flower over it. 

As progressive as those measures may be, they have had relatively little impact on getting Turks to cut 
back. 

The percentage of smoking Turks did initially fall in the years after the new measures, and continued 
to decline among young people, according to the latest government figures, from 2012. 

But more recent data from the Turkish Thoracic Association in 2014 show a slight increase in the 
percentage of smokers: 42 percent of men and 13 percent of women. 

That may well be because taxation of cigarettes and tobacco products in Turkey remains substantially 
below the guidelines recommended by the World Health Organization. 

A pack of brand-name cigarettes here costs $3, compared with as much as $15 in some European 
countries. 

Three dollars is a lot of money for people on the modest salaries paid here, although not enough to 
affect habits in a country where many people can remember a time when it was common to smoke 
inside hospitals. 

Many Turkish smokers feel aggrieved by the changes, and reports that smoking bans may be extended 
to parks and other outdoor spaces distress them further. 

Ismail Gungor, 26, a lawyer, is a two-pack-a-day smoker who says “my aim is to turn my mustache 
yellow — I’ll smoke as long as my health allows it.” 

But he’s tired of freezing half to death in the process, when he goes to restaurants and bars, and feels 
there should be licensed places for smokers to frequent. 

Want a good night's sleep? 

Spend less time with your phone, say scientists. 

New study adds to growing body of evidence linking increased screen time to fewer hours of repose 
and poorer quality of sleep. 
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If you want a decent night’s sleep stop fiddling with your phone, researchers have warned. 

A US study has found that greater screen time, particularly at bedtime, is linked to disrupted sleep 
patterns - including taking a longer time to drop off. 

“The more screen time, the worse the quality of sleep,” said Gregory Marcus, co-author of the research 
from the University of California, San Francisco. 

The research ties in with a growing body of evidence that suggests that using electronic devices can get 
in the way of shut-eye. 

“I think there is quite a lot of data now showing that these electronic devices being used at night is a 
problem,” said Simon Archer, an expert in sleep science from the University of Surrey, who was not 
involved in the research. 

“A lot these devices emit quite a bit of blue light, and it is the blue light which is a particular problem 
because that suppresses the hormone melatonin,” he added. 

“[Melatonin] begins to rise a few hours before sleep onset and it is kind of your body’s signal to get 
ready for sleep.” 

Blue light, said Archer, also has an alerting effect on the brain, while the perusal of content or emails 
that cause stress, and the act of simply using a device, could also play a role. 

Published in the journal Plos One by researchers from the University of California, San Francisco and 
mental healthcare app Ginger.io, the study drew on self-reported answers from adults who had 
completed a series of online surveys as part of an international health study called Health eHeart. 

Participants were also asked to download an app that continuously and automatically collected data on 
the number of hours during which their phone’s screen was turned on. 

Those who had used the app for at least 30 days were included in the team’s analysis. 

In total 653 adults completed the study, with the results revealing that participants spent on average 3.7 
minutes of every hour using their smartphones. 

Younger people and those identifying as black or “other” spent longer on average on their phones than 
others. 

Further analysis, involving data from 136 of the participants, revealed that longer screen time was linked 
to fewer hours of shut-eye and a lower proportion of the time in bed spent asleep. 

On average, every extra minute of time individuals spent on their phone, said Marcus, was linked to a 
decrease in sleep duration of approximately five minutes. 

The team then looked at smartphone use around bedtime for the 56 participants for whom sufficient 
data was available. 

The results reveal that greater screen time at the hour of bedtime or after was linked to a greater 
proportion of time spent awake in bed. 
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What’s more, said Marcus, on average every extra minute of time individuals spent on their phone was 
linked to an increase in the time it took to fall asleep of a minute and a half. 

The study itself does not show whether increased screen time drives poor sleep, or whether those who 
sleep badly end up using their phones more frequently. 

However, the authors referred to previous research into the disruptive effect of blue light from electronic 
devices, and suggest the effect of engaging websites and apps such as Facebook on sleep requires further 
research. 

“I am a big fan of technology and think technology can help us solve many problems,” said Marcus. 

“However, I think that this suggests that we need to think carefully about how to optimise the use of 
that technology and understand the consequences of that use.” 

With poor sleep linked to an increased risk of a number of health problems, from obesity to stroke, 
researchers say the impact of smartphones merits scrutiny. 

“Although we cannot prove causality, these data do suggest that screen time, especially before bed, may 
be harmful in terms of helping us achieve a good night’s sleep,” said Marcus. 

Archer agrees. 

“The whole point about sleep is [that it’s] basically downtime for the brain and the body, and revitalising 
and reenergising,” he said. 

“This type of activity just before sleep goes completely against all of that.” 

Trump takes more meetings with celebrities than he does intelligence briefings 

Donald Trump, who gets intelligence briefings only once per week, reportedly met with rapper Kanye 
West, Vogue editor Anna Wintour, retired NFL players Ray Lewis and Jim Brown at Trump Tower in 
New York City today. 

Trump also announced his pick for Secretary of Energy this morning — former Texas governor Rick 
Perry who infamously could not remember the name of this department when saying he would like to 
get rid of it. 

Perry also appeared on the fall season of Dancing with the Stars, but was eliminated in the second 
episode. 

Trump appears to be supplementing the typical president-elect schedule — filled with scientists, 
experts, and politicians — with a large serving of celebrities. 

The details of these conversations are vague. 

After meeting with the president-elect, West said on Twitter that he discussed “bullying, supporting 
teachers, modernizing curriculums, and violence in Chicago.” 
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As of this writing there are no reports of what Vogue editor Anna Wintour talked about with Trump, 
though she has been in the news lately: she recently apologized for criticizing the president-elect while 
on a train. 

Former football players Ray Lewis and Jim Brown were at Trump Tower to discuss gang violence, 
according to Cleveland pastor Darrell Scott, who was with them. 

Both men have made statements in the past that fall squarely in line with Republicans’ broad sentiment 
toward the Black Lives Matter movement: that it should focus not on law enforcement abusing its power 
to commit violence against black people, but rather on “black-on-black crime.” 

Last week, Trump also met with actor Leonardo DiCaprio to discuss the environment. 

The celebrities Trump chooses to interact with then are no true surprise: Wintour and West are 
extremely famous and influential people who have been quoted with his name in their mouths very 
recently. 

He would have seen the headlines and the tweets. 

Lewis and Brown share a stance on the Black Lives Matter movement that Trump would likely have 
seen on the sites that a Buzzfeed data analysis claims he reads most often: Breitbart, New York Post, 
Twitter, and Facebook. 

DiCaprio is the famous face of climate change thanks to media coverage of his buzzy documentary and 
his public persona. 

Trump said in a meeting with The New York Times last month that he would keep an “open mind” on 
the issue of climate change, a statement that resulted in a flurry of hopeful attention from journalists 
and from social media. 

Now that he’s stacked his cabinet and the EPA with climate change deniers, meeting with DiCaprio 
looks like just another fake-reversal to generate conversation. 

And more than anything, Trump loves being the center of conversation. 

If attention is what Trump wants, it’s certainly what he’s getting. 

None of these people are experts in the fields he’s asked them to speak on, but they’re sure bets as far 
as drumming up news posts. 

The media is much more eager to cover Trump’s transition activities when they involve celebrities — 
a simple Google search for “Trump Kanye” will pull up hundreds of news articles from just the last few 
hours. 

Perhaps the closest a political meeting has come to the media frenzy of celeb spottings is former Vice 
President Al Gore, who fittingly will debut a sequel to his climate change documentary at Sundance 
next month. 
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Trump recently canceled a press conference scheduled for December 15th, at which he had promised 
to explain in greater detail how he will counteract the many obvious conflicts of interest between his 
businesses and the presidency. 

In explanation he tweeted, “Busy times!” 

Vox reports that seven media organizations were given the opportunity to ask Trump’s transition team 
questions this morning and none of them asked why the press conference had been canceled, or whether 
the public was supposed to take two tweets promising Trump would enter “no new deals” while in 
office as sufficient clarification: “Instead, a CNN reporter requested more details on Trump’s meeting 
with rapper and clothing designer Kanye West.” 

Trump has chosen to prioritize celebrities over crucial intelligence briefings. 

It’s not hard to guess why: government work is boring, and it doesn’t make for good TV. 

Why Artificial Intelligence Won't Displace Human Artists 

This year's news about what artificial intelligence can do in the arts has been both exciting and scary. 

Neural networks have learned to paint like masters and compose sophisticated music. 

Those of us in creative endeavors might be as endangered by technological advances as blue-collar 
workers are often said to be -- though we are protected by certain limitations that technology is never 
likely to overcome. 

Last summer, a team of Russian developers released Prisma, a mobile app based on the work of some 
German artificial intelligence researchers. 

The neural network behind it could redraw an image using techniques it had learned from studying the 
oeuvre of a number of painters, including Vincent Van Gogh and Edvard Munch. 

The end product was impressive: Prisma could reproduce brushstrokes and palettes, using only a photo 
for guidance, almost the way a human painter could have. 

This month, Gaetan Hadjeres and Francois Pachet from the Sony Computer Science Laboratories in 
Paris published a paper about an artificial intelligence model called DeepBach, which can compose 
polyphonic chorales even professional musicians can mistake for the work of Johann Sebastian Bach. 

The chorale is a rather formulaic piece of Lutheran church music that usually reharmonizes a well-
known melody. 

Bach composed hundreds, so there's plenty of material for a neural network to learn. 

Musicians who listened to Bach and DeepBach music were more likely to correctly attribute the great 
composer's work than the machine's, but about 40 percent of them misidentified DeepBach chorales as 
works composed in 18th century Leipzig -- even though the machine didn't plagiarize Bach but 
produced genuinely new work. 
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The researchers wrote: Despite some compositional errors like parallel octaves, the musical analysis 
reveals that the DeepBach compositions reproduce typical Bach-like patterns, from characteristic 
cadences to the expressive use of nonchord tones. 

The success of DeepBach follows work by the same team that produced a surprisingly hummable pop 
song in the style of The Beatles, and a separate effort by a team at Google in which an artificial neural 
network composed jingle-like piano pieces. 

Computers, of course, have generated music before, but these recent experiments are different because 
the machines aren't programmed to perform specific tasks -- they learn from big datasets to create music 
without further human input. 

Models like DeepBach also allow human intervention, or, rather, collaboration. 

Machines also have been getting better at producing literary work. 

This year, an AI-written novel passed the first round of a Japanese fiction competition. 

Obviously, these creative efforts are, at this point, somewhat short of stunning -- but only if one 
considers their origin. 

Unlike most overhyped human creations, these only represent the first steps for a technology that most 
of us only know for its frustrating and often hilarious implementations in the digital assistants on our 
mobile phones: Siri, Google Assistant and Cortana.  

Researchers are working to overcome a number of practical problems: The need for huge amounts of 
data to train the algorithms, the narrow specialization of the neural networks (a chess-playing one can't 
write music, for example), the logical errors the networks make when discerning and interpreting 
patterns. 

Given more time and effort, these will probably be solved, at least to a degree that makes consumer 
applications of the algorithms widespread. 

There is, however, one boundary that no research team has approached and that, I suspect, will forever 
protect creative professions from displacement. 

It's a problem described in David Hume's "A Treatise of Human Nature," published when Bach was 
still alive: "Even after the observation of the frequent or constant conjunction of objects, we have no 
reason to draw any inference concerning any object beyond those of which we have had experience." 

It's possible to teach a machine Van Gogh's painting technique, but only if it already exists. 

An algorithm can write chorales like Bach because it can "study" Bach. 

Even when the work produced by AI is less specifically derivative than it is today -- say, when the 
algorithms learn to combine various techniques they learn in an intelligent manner -- they will never 
rise above previous work because the way they work is based on experience. 

They are constrained by Hume's piece of wisdom. 
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The one way in which we're radically different from machines is in our ability to step into the unknown, 
to do things that have never been done before with paint, form, sound and the written word. 

Most of the rewards to creative professionals today accrue to that ability, not to skill or the extensive 
knowledge of predecessors' work. 

Airbnb UK tax history questioned as income passes through Ireland 

Airbnb paid UK tax of £317,000 last year after its London company handled hundreds of millions of 
pounds in global rent payments which generated commissions for its Irish HQ. 

The UK arms of the booming home sharing website paid tax on a £1.4m profit for the 11 months ending 
in December 2015, their first full UK accounts reveal. 

One of the companies handled such a large amount of rental cash that at one point it held £430m on 
account. 

Airbnb Payments UK Ltd handles the full rental payments between guests staying everywhere in the 
world except the USA, China and India and their hosts. 

London is Airbnb’s third biggest city worldwide behind Paris and New York, with approximately 
40,000 properties to rent. 

Airbnb generates the bulk of its income from commissions worth up to 15.5% of rents but these are 
accounted for by its company in Ireland, where it benefits from a favourable corporate tax regime. 

The San Francisco based business has been valued at £23bn and tax campaigners have questioned its 
financial arrangements, although Airbnb denies the set up allows it to avoid paying its fair share of UK 
tax. 

Tax barrister, Jolyon Maugham QC, said: “This is the same story as Google and Facebook which is that 
profits generated from the UK are not taxed in the UK. 

By using a company in a lower tax country, in this case Ireland, Airbnb looks to have arranged its affairs 
to avoid tax throughout Europe including the UK.” 

A spokesman for Airbnb said: “We don’t make important, long-term business decisions on the basis of 
taxation”. 

“We follow the rules and pay all the tax we owe in the places we do business,” he said. 

“Corporation tax is a tax on profit, and Airbnb is a young company investing heavily in our future. 

Airbnb hosts keep 97% of the price they charge to rent their space and the overwhelming amount of 
money generated by the Airbnb platform stays with hosts and their communities.” 

Airbnb was established in 2008 and is now backed by multiple venture capital firms including Google 
Capital. 

It claims to have more than two million properties available to rent in 191 countries. 
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Airbnb’s UK tax payments were detailed in annual reports filed last month by its two British 
subsidiaries and provide a rare snapshot of the scale of its booming business. 

Airbnb has two UK firms to handle payments from around the world and conduct marketing in the UK. 

While hundreds of millions of pounds in rental payments pass through the companies, earning 
commission from both the guest and the host, Airbnb’s UK arms recorded £145m as turnover in the 
UK, of which just £1.4m was taxable profit. 

The biggest cost recorded was a £100m foreign exchange loss caused by Airbnb receiving cash for 
rentals in multiple currencies and delays, sometimes of several months, between receiving payment 
from a guest and paying it out to a host. 

That reduced its taxable profits in the companies to £1.4m. 

Airbnb said the UK company processes payments from customers around the world on behalf of its 
Irish HQ. 

The “significant costs” of that process – such as any foreign exchanges losses – are reimbursed by 
Ireland at a profit which is then taxed in the UK, it said. 

Airbnb said that its international HQ was based in Ireland to “capitalise on Ireland’s global reputation 
for technology and utilise the vast tech-savvy and bilingual workforce that Ireland has built.” 

But Richard Murphy, a chartered account and director of Tax Research UK, said he thought Airbnb was 
“dumping its foreign exchange losses in this country to get tax relief on them but the income to which 
these foreign exchange losses relate never comes near the UK”. 

“We get none of the upside on tax from Airbnb’s real income, which is taxed in Ireland, but are giving 
away tax relief on their costs,” he said. 

“The net result is to significantly increase the overall level of profits Airbnb can enjoy at low tax rates.” 

Murphy said cost reimbursement “is not the basis on which international tax rules are meant to work”. 

“They are meant to ensure businesses are taxed on a commercial basis. 

It is not clear that the UK is ensuring that is happening and in the process Airbnb may be winning from 
our failure.” 

Judge rules pet dogs cannot be treated as children in Canada custody dispute 

Dogs are considered property and have ‘no familial rights’, judge said when rejecting separated couple’s 
application to sort out pets’ living arrangements. 

Dogs are property and cannot be considered in the same vein as children, a Canadian judge has ruled, 
in a scathing decision that blasted a newly separated couple for a “ridiculous” attempt to use the court 
system to settle a custody dispute over two of their dogs. 
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The childless couple, who separated in April after 16 years of marriage, turned to the court system 
earlier this year to settle a row over where two of their three dogs would live. 

The initial application to the court was made by the husband, who wanted to keep one of the couple’s 
dogs. 

Lawyers for the wife – who pointedly described her estranged husband as a “cat person” in court 
documents – pushed the court to consider the matter as they would any other custody issue, urging the 
judge to allow the dogs, aged 9 and 2, to live with her and grant visitation rights to her husband. 

Any similarity between children and pets was roundly rejected by the judge. 

“Many dogs are treated as members of the family with whom they live,” Justice Richard Danyliuk wrote 
in his decision, issued in August and which came to light this week after a report by the Canadian 
Broadcasting Corporation. 

“But after all is said and done, a dog is a dog. 

At law it is property, a domesticated animal that is owned. 

At law it enjoys no familial rights.” 

While he acknowledged that pets can differ from other property in that statutory protection exists to 
prevent them from being treated with cruelty or neglect, he drew the line at applying the principles of 
child custody to animals. 

He pointed to the differences in how society treats dogs and children to explain his reasoning. 

“In Canada, we tend not to purchase our children from breeders,” he wrote. 

“In turn, we tend not to breed our children with other humans to ensure good bloodlines, nor do we 
charge for such services … When our children act improperly, even seriously and violently so, we 
generally do not muzzle them or even put them to death for repeated transgressions.” 

Since the couple’s separation, the dogs – named Kenya and Willow, or Willy for short – have been 
staying with the parents of the wife. 

For the time being, said the judge, the dogs should remain where they are. 

He likened the matter to being asked to rule on what the couple should do with other joint property they 
may own. 

“Am I to make an order that one party have interim possession of (for example) the family butter knives 
but, due to a deep attachment to both butter and those knives, order that the other party have limited 
access to those knives for 1.5 hours per week to butter his or her toast?” 

Justice Danyliuk wrote. 

“A somewhat ridiculous example, to be sure, but one that is raised in response to what I see as a 
somewhat ridiculous application.” 
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In a court system plagued with delays, where many are forced to wait months to hear applications 
relating to child welfare and other family matters, he slammed the couple for tying up valuable 
resources. 

While he was sure that the couple felt the living arrangement of their dogs was a “most important 
matter”, he urged them to consider the bigger picture. 

“To consume scarce judicial resources with this matter is wasteful.” 

The couple was taking a substantial risk in pursuing this matter in court, he warned. 

“Both parties should bear in mind that if the court cannot reach a decision on where the dogs go, it is 
open to the court under the legislation to order them sold and the proceeds split – something I am sure 
neither party wants.” 

Ultimately he dismissed the application, pressing the pair to sort out the dispute themselves and leave 
the court to other matters. 

“Simply put,” said the judge, “I am not about to make what amounts to a custody order pertaining to 
dogs.” 

Public library loans show dramatic fall in last two years 

Almost 16m fewer books have been loaned in England and Wales since 2014, reinforcing a bleak picture 
of widespread budget cuts and branch closures. 

Latest figures show that library book loans slumped by almost 16m in the last two years, with library 
campaigners calling the news “a clarion call to put books back at the centre of what libraries do” in a 
sector that has seen record closures and budget cuts. 

Library book loans continued a downward trend in 2016, with figures obtained by the Guardian 
revealing that loans for the year to 10 December fell on average by 14%, with loans to adults worst hit 
at 15% down. 

Loans of children’s books fell by just over 12%. 

However, this comes at a time when book sales in both sectors have continued to climb. 

Leading library campaigner Tim Coates blamed cuts to libraries’ book stocks and opening hours, which 
he said were undermining the chief purpose of libraries. 

He said: “This is a clarion call to put books back at the centre of what libraries do and to do it quickly. 

Libraries have a combined budget of £900m; if only £100m of that was spent on improving book stock 
we could turn this around.” 

Slamming what he described as a failure by the Libraries Taskforce, set up by the government to 
rejuvenate the sector, he added: “If we look at what people use libraries for, three quarters of them use 
them for newspapers and books. 
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We see the minutes of the taskforce when it meets and they never look at figures for visitors or book-
borrowing.” 

Coates said the failure to place books and library usage at the top of its agenda meant the taskforce had 
not engaged with the public in a way that reflected their use of the service, which has taken a £25m 
battering from spending cuts over the past 12 months. 

According to Nielsen LibScan, which monitors loans through public libraries, specialist nonfiction for 
adults took the worst hit in the 12 months to 10 December. 

Volume growth was down by 15.89%. 

Loans of popular nonfiction for adults were also down – by 14.29% – with adult fiction loans, down 
14.24%, faring scarcely better. 

In contrast, sales through bookshops of all three were up over the same period, with popular nonfiction 
books up by almost 11%. 

Nick Poole, chief executive of the Chartered Institute of Librarians and Information Practitioners, said 
the sharp decline in loans was “a direct result of the withdrawal of investment in the sector”. 

Poole issued a warning last week, saying the UK should expect 340 more library closures in the next 
five years unless things change. 

The same number of libraries have closed across the UK in the last eight years. 

“Despite being one of the most used and treasured public services, spending on libraries in Great Britain 
dropped by £25m last year, and the year ahead looks set for further cuts and hundreds of closures,” 
Poole said. 

“Creating an economy that works for everyone means we must address the urgent need to address basic 
skills and support people to learn throughout their lives.” 

Borrowing of children’s books has caused most concern among campaigners. 

Though sales of children’s books over the last year have risen by 5.5%, reflecting years of consistent 
growth, loans through libraries have continued to drop, falling by just over 12%. 

Desmond Clarke, a leading campaigner, said: “These are very depressing figures that reinforce a trend 
that has been going on for some years.” 

He added that less than 6p in the pound of library budgets was spent on books. 

“It is even worse with children’s books, where only 1p in the pound is spent on stock.” 

He accused the Libraries Taskforce of “sitting on the banks of a river as the bodies float by … Everyone 
has to wake up to what’s going on,” adding that he would be delighted when “the taskforce puts the 
decline in usage and book loans at the top of the agenda for one of its meetings”. 
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Earlier in December, the Libraries Taskforce produced a report outlining a national strategy to turn 
around the beleaguered sector in England and Wales. 

A £4m innovation fund to help disadvantaged communities was among the schemes outlined in the 
Libraries Deliver report. 

Age of automation: what if more work is the problem, not the solution? 

There isn’t a major political party in the world that doesn’t at least pay lip service to the idea that one 
of their primary objectives is to create jobs. 

The idea of full employment as a desirable political goal is so taken for granted that we barely think 
about it. 

But what if work – in the form of paid employment – isn’t the unalloyed good we routinely presume it 
to be? 

What if, in fact, more work is the problem? 

This is the challenging idea at the heart of a report released by the Green Institute, a progressive 
thinktank headed by Tim Hollo. 

The institute was founded in 2008 to provide policy advice to the Australian Greens but Hollo says his 
goal since being appointed executive director in early 2016 has been to make the organisation more 
outward-facing. 

The report, Can Less Work Be More Fair?, comes at a time when concerns about jobs being displaced 
by robots and other forms of technology are heightened. 

“If we fail to analyse these trends and look to the future right now, we’re missing a huge issue,” Hollo 
says. 

He argues that we need to reexamine attitudes to work and see it as less central to defining who we are. 

“Our culture has increasingly told us that paid work is where we find our dignity and our place in society 
and if we aren’t able to find paid work, we are less worthy.” 

But, he says: “There is so much more to life, to contributing to society, than paid work.” 

In the report itself, that view is expressed this way: “What if, instead of trying to recreate an old world 
of abundant paid work, we … built systems, institutions and cultures in which less paid work could lead 
to greater equity, reinvigorated democracy and civil society, better environmental outcomes, and a more 
caring, creative, connected community?” 

If that is the philosophical underpinning of the report, then its practical aspects rest on a discussion of 
two key policy positions: shorter working hours and a universal basic income. 

The policies are presented as the pillars of a new approach to economic management, one that would 
see Australia move towards what report contributor Prof Greg Marston, a sociologist at the University 
of Queensland, calls a “steady-state economy”. 
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“This is an old idea in economics, which simply means an economy of steady or mildly fluctuating 
size,” Marston explains. 

“So if the pie isn’t going to get any bigger,” Marston argues, “we need to focus on a fairer distribution 
of wealth, which is a critical component of sustainability and the steady state economy.” 

This is where a UBI comes in. 

This suddenly popular policy – the idea of paying everyone a basic wage, whether they are working or 
not – is being tested in jurisdictions around the world as governments realise that the traditional labour 
market, predicated on everyone having a full-time job, is increasingly failing to provide the security it 
once did. 

Marston and other contributors to the report see UBI and shorter working hours as the way to address 
these problems, problems likely to be exacerbated as technology threatens more and more jobs. 

“I think the two policies reinforce each other,” Marston says. 

“They send a message that a healthy society is one where we don’t have a simultaneous problem of 
overemployment and underemployment, as we currently do in Australia.” 

He makes the important point that a UBI is a floor on earnings, not a ceiling, and that therefore, “there 
is nothing about UBI that is incompatible with paid work”. 

Despite the report basically championing UBI, Hollo himself worries that the concept is being oversold 
by its proponents. 

“UBI is often posited as a silver bullet, and I am deeply sceptical of that view. 

It will need to be one small part of a broad suite of policies, addressing universal health and education, 
affordable housing, job sharing and much more. 

“So it’s my belief that working less should be a central aim of a prosperous and fair society. 

But what policy settings we use to get there, I am not sure.” 

This open-mindedness about the best way forward is a welcome attribute in a political landscape now 
dominated by ideologues and authoritarians. 

It means the report he has overseen is more about opening up a discussion of our future than closing it 
down with ready-made answers. 

Hollo thinks the argument the report is making can win people over, even those in politics and business 
who might be inclined at first to dismiss it. 
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Appendix J: Participant Post-task Questionnaire ━ PE study 

Participant Post-task Questionnaire 

Please complete this short questionnaire, containing questions about the task you just completed.  

1. Did you experience any difficulties following the task instructions? 

Yes No 

If you answered 'Yes' to the above question, please explain the difficulties you encountered 

____________________________________________________________ 

2. Did you experience any difficulties using CASMACAT? 

Yes No 

If you answered 'Yes' to the above question, please explain the difficulties you encountered 

____________________________________________________________ 

3. Please provide any additional comments you have on any aspect of the task. 

________________________________________________________________ 
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Appendix K: Participant Post-task Questionnaire ━ ITP study 

Participant Post-task Questionnaire 

Please complete this short questionnaire, containing questions about the task you just completed.  

1. For each of the statements below, select the option that best represents your judgment: * 

 Strongly 
disagree Disagree 

Neither 
agree nor 
disagree 

Agree Strongly 

agree 

I prefer interactive translation to 
post-editing 

     

Interactive translation is less tiring 
than post-editing  

     

As the study progressed, I took 
better advantage of the interactive 
translation suggestions  

     

Interactive translation helps me 
translate faster than post-editing 

     

Interactive translation helps me 
translate to better quality than post-
editing 

     

I would use interactive translation 
in real-life translation scenarios 

     

 

2. Do you have any suggestions for improvement of any aspect of interactive translation's use? 

________________________________________________________________ 

3. Please provide any additional comments about your experience with interactive translation 

________________________________________________________________ 

Appendix L: Participant instructions ━ PE study 

Please read this document fully before attempting the any of the study’s tasks. It contains 
information necessary for you to conduct them in line with the study goals. If you have any questions 
do not hesitate to get in touch with the researcher at msnc017@aucklanduni.ac.nz.  

1. WHAT YOU NEED TO PARTICIPATE  

mailto:msnc017@aucklanduni.ac.nz
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- A computer with Internet connection. 

- Chrome or Firefox to access the web-based CAT tool used in this study, CASMACAT. 

2. TASKS DESCRIPTION 

Your participation in this study involves conducting four separate tasks in the following order: 

1. First, you will fill in a Google Forms questionnaire, the participant pre-task 
questionnaire, aimed at collecting information about you and your experience, relevant to the 
study. 
2. Secondly, you will conduct a warm-up post-editing task where you will post-edit 3 
or 4 machine-translated sentences in CASMACAT. The goal of this task is to familiarize 
yourself with CASMACAT in preparation for the main post-editing task. 
3. Thirdly, you will conduct the main post-editing task, where you will post-edit four 
separate machine-translated texts in CASMACAT, each of approximately 650 source words.  
4. Lastly, you will complete a small Google Forms questionnaire the participant post-
task questionnaire, to gather your impressions about the task. 

3. TASKS INSTRUCTIONS 

You will receive a Google Forms invitation from the researcher to fill in the participant pre-task 
questionnaire. Fill it in and ensure you submit it by pressing the Submit button at the end.  

Once the researcher has your filled-in participant pre-task questionnaire, she will send you a link to 
the warm-up post-editing task. Click on the link and post-edit all sentences.  
Once you have finished the warm-up post-editing task and feel ready to start work on the main post-
editing task, please email the researcher at msnc017@aucklanduni.ac.nz to proceed to the next stage. 
Please allow time for her to reply as New Zealand’s time zone, where she is based, is GMT+12. The 
researcher will then email you a list of four ordered links to access the four machine-translated texts 
that you will post-edit. If applicable, you will receive a brief terminology list and style guide to adhere 
to for each text. The next section contains further information about this task. 

Lastly, the researcher will send you another Google Forms invitation to complete the participant post-
task questionnaire. 
3.1 SPECIAL INSTRUCTIONS FOR THE MAIN POST-EDITING TASK  

When approaching the main post-editing task, please respect the following directions, essential to 
maintain the degree of control this study requires (read carefully): 

a) Post-edit the texts in the exact order they appear on the list provided to you by the researcher.  

b) Post-edit each text in one go, without stops. Only take breaks in between texts. You don’t have to 
post-edit all four texts on the same day. You can take as long a break as needed in between texts, 
provided you comply with the deadline set up in the Proz recruitment advertisement. 

c) Do not access the texts to take a look at them prior to post-editing. Only click on the links to 
access the texts when 

 1) you have read the text style and terminology guide (if applicable) and 

mailto:msnc017@aucklanduni.ac.nz
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 2) you are ready to start post-editing and do not anticipate interruptions in the next hour or so, which 
is the approximate time it will take you to post-edit each text. 

d) You do not need to send the researcher your post-edited texts. These are stored by CASMACAT and 
the researcher will have remote access to them. 

e) The machine-translated texts will naturally contain errors. Your aim is to produce a high-quality, 
publishable text by fixing those errors. Please respect the following guidelines when post-editing: 

● Use as much of the machine translation output as possible.  
● Do not engage in preferential changes that do not improve the quality of the text. 
● Do not use any external resources such as online dictionaries or the Web while post-‐
editing.  

3.1.1 POST-EDITING GUIDELINES 
  
Please read these guidelines BEFORE starting the post-editing task. 

Here are some examples of corrections you will probably need to make, together with particular 
examples extracted from other texts. Note that the example post-edited (PE) sentences are just 
suggestions and are not meant to be the only correct version. Do not worry too much about whether an 
error you encounter is syntactic, morphological, or something else. The goal here is not that you are 
able to classify the errors you encounter but to convert the MT output into a high-quality text through 
post-editing. 

 

FIX WRONG TERMINOLOGY OR UNTRANSLATED TERMS: 
ORIGINAL: But the request was widely viewed as a climbdown by the Greek government. 
MT: Pero la petición fue ampliamente visto como un climbdown por el gobierno griego. 
PE: Pero la petición se vio mayoritariamente como una marcha atrás del gobierno griego. 

 
FIX SYNTACTIC ERRORS (WRONG PART OF SPEECH, INCORRECT PHRASE 
STRUCTURE, WRONG WORD ORDER): 
ORIGINAL: …and insisted the country stick to its existing austerity plan. 
MT: …e insistió en el palo de país para su plan de austeridad existente. 
PE: …e insistió en que su país se aferrase a su plan de austeridad existente. 

 
FIX MORPHOLOGICAL ERRORS (NUMBER, GENDER, CASE, TENSE, VOICE):  
ORIGINAL: The rebuff from Berlin came just hours after Greece filed a formal request… 
MT: El rechazo de Berlín se produjo horas después de que Grecia presentó una petición formal… 
PE: El rechazo de Berlín se produjo horas después de que Grecia presentase una petición formal… 
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FIX PUNCTUATION AND CONVERSION ERRORS:  
ORIGINAL: … to allow Greece a further €3.3bn… 
MT: … para permitir a Grecia otros € 3.3bn… 
PE: …para conceder a Grecia otros 3.300 millones de euros/ 3.300 mill. de euros/ 3 300 M€ … 

FIX ANY OMISSIONS:  
ORIGINAL: The source said everyone hoped for an agreement. 
MT: La fuente dijo todo el mundo esperada un acuerdo. 
PE: La fuente dijo que todo el mundo esperaba un acuerdo. 

FIX ANY PROBLEM RELATED TO TEXTUAL STANDARDS (COHESION, 
COHERENCE): 
ORIGINAL: “Well, you look delightful,” he says. “And you smell nice.”  
MT: "Bueno, te ves muy agradable", dice. "Y huele bien."  
PE: "Bueno, te ves muy agradable", dice. "Y hueles bien."  

 
FIX STYLISTIC PROBLEMS 
ORIGINAL: Later, Tilda Swinton says she thinks he has the look of “a tired child who has 
laughed so much… 
MT: Más tarde, Tilda Swinton dice que ella piensa que tiene el aspecto de "un niño cansado que 
ha reído tanto… 
PE: Más tarde, Tilda Swinton dice que él le parece "un niño cansado que se ha reído tanto… 
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Appendix M: Participant instructions ━ ITP study 

Please read this document fully and carefully before attempting any of the study’s tasks. 
It contains information necessary to conduct the tasks in line with the study goals. If you have any 
questions do not hesitate to get in touch with the researcher at msnc017@aucklanduni.ac.nz.  

 

You are about to translate on CASMACAT, a CAT tool implementing Interactive Translation 
Prediction (ITP). Under the ITP paradigm, the CAT tool suggests a completion of your translation as 
you type. To accept suggestions, word by word, press TAB. The cursor will be moved to the 
beginning of the next word in the translation suggestion. You can ignore the suggested translation and 
type yours; a new, updated suggestion based on your input will appear, which you can accept or ignore, 
and so on. 

WHAT YOU NEED TO PARTICIPATE  

- A computer with Internet connection. 

- Chrome or Firefox to access the web-based CAT tool used in this study, CASMACAT. 

TASKS DESCRIPTION 

Your participation in this study involves conducting four separate tasks in the following order: 

1. First, you will fill in a Google Forms questionnaire, the participants’ pre-task 
questionnaire, aimed at collecting information about you and your experience, relevant to the 
study.  

2. Secondly, you will conduct a warm-up task in CASMACAT where you will 
1) post-edit 3-4 sentences and 2) interactively translate (with ITP) a further 3-4 sentences. The 
goal of this task is to familiarize yourself with CASMACAT and, particularly, with the novel 
type of translation assistance it offers, ITP.  

3. Thirdly, you will conduct the main longitudinal study, lasting 4 weeks, during 
which you will translate 8 texts (2 per week, at roughly equal intervals). You will post-edit the 
first text and translate interactively (with ITP) the remaining 7 texts. Texts are on average 
730 words long.  

4. Lastly, you will complete a small Google Forms questionnaire, the participant 
post-task questionnaire, to gather your impressions about the study. 
 

TASKS INSTRUCTIONS 

You will receive a Google Forms invitation from the researcher to fill in the participant pre-
task questionnaire. Fill it in and ensure you submit it by pressing the Submit button at the end.  

Once the researcher has your filled-in participant pre-task questionnaire, you can do the 
warm up task. The researcher will send you two links via email: one to post-edit 3-4 sentences and a 
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second one to interactively translate a further 3-4 sentences. The researcher will have access to your 
translated work without you sending any file. 

Once you’ve finished the warm-up task and feel ready to start working on the main 
longitudinal study, please email the researcher at msnc017@aucklanduni.ac.nz to proceed to the next 
stage.  

Once the researcher receives a confirmation that you’re ready to start the main study, she 
will then email you a link to access the first text to work on. Please allow time for her to reply as 
New Zealand’s time zone is GMT+12. When you’ve finished it, please email the researcher to tell 
her that you’re ready to start work on the next text. Repeat this procedure until you’re done with 
all 8 texts. You are committing to translate two texts per week, for 4 weeks, and leave 1 or 2 days 
between translations.  

Lastly, when you’ve finished work on all 8 texts, the researcher will send you another Google 
Forms invitation to complete the participants’ survey. 

SPECIAL INSTRUCTIONS FOR THE MAIN LONGITUDINAL STUDY 

When approaching the main study, please respect the following directions, essential to 
maintain the degree of control this study requires (read carefully): 

a) Work on each text in one go, without stops. Approach the translation as you would 
normally: you can go up and down the document and review previously translated segments and consult 
any translation resources if necessary. 

b) Only click on the links to access the texts when you are ready to start working on them 
and do not anticipate interruptions in the next 60-75 minutes, the approximate time it will take you 
to process each text. 

c) You do not need to send the researcher your translated texts. These are stored by 
CASMACAT and the researcher will have remote access to them. 

d) Your aim is to produce high-quality, publishable texts. Please respect the following 
guidelines: 

● Use as much of the machine translation output as possible.  
● Do not engage in preferential changes that do not improve the quality of the 

text. 
e) You must confirm all segments you translate, either by clicking on the Translated 

button, or by hitting Ctrl+Enter. Confirmed segments will have a blue vertical line on the right of the 
text box. If segments are not confirmed, the information necessary for this study is not stored. It is 
recommended to confirm all segments as you translate.  

f) You don’t have to follow any style guidelines. However, aim at maintaining text 
coherence in matters of punctuation, proper nouns, etc. 

Thank you.  
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Appendix N:Diagnostic plots 

N.1 Linear regression model relating MT Quality to Processing Time (RQ1) 

  

  
 

N.2 Linear regression model relating MT Quality to HTER (RQ1) 

  

 
 

N.3 Linear regression model relating MT Quality to AER (RQ1) 
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N.4 Linear regression model relating Processing Time to Translation Quality (RQ1) 

  

  

 

N.5 LMM relating Processing Time to Translation Condition (RQ2) 

Log-transformed Processing Time: Square-root-transformed Processing 
Time: 
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N.6 LMM relating Processing Time to ITP Session (RQ3) 

 

Log-transformed Processing Time: Square-root-transformed Processing 
Time: 
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N.7 GLMM relating Processing Time to Translation Condition (RQ2) 

 

N.8 GLMM relating Processing Time to ITP Session (RQ3) 

 



 

360 

N.9 RLMM relating Processing Time with Translation Condition (RQ2) 

 

N.10 RLMM relating Processing Time with ITP Session (RQ3) 
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N.11 GLMM relating Manual Insertions to Translation Condition (RQ2) 

 

N.12 GLMM relating Manual Insertions to ITP Session (RQ3) 
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N.13 GLMM relating Manual Deletions to Translation Condition (RQ2) 

 

N.14 GLMM relating Manual Deletions to ITP Session (RQ3) 
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N.15 GLMM relating Navigation and Special Key Presses to Translation Condition 

(RQ2) 

 

N.16 GLMM relating Navigation and Special Key Presses to ITP Session (RQ3) 
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N.17 GLMM relating Mouse Clicks to Translation Condition (RQ2) 

 

N.18 GLMM relating Mouse Clicks to ITP Session (RQ3) 
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N.19 GLMM relating Tokens of MT Origin to Translation Condition (RQ2) 

 

N.20 GLMM relating Tokens of MT Origin to ITP Session (RQ3) 
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N.21 GLMM relating Pass Status to Translation Condition (RQ2) 

 

N.22 GLMM relating Pass Status to ITP Session (RQ3) 
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N.23 GLMM relating Fluency Issue Frequency to Translation Condition (RQ2) 

 

N.24 GLMM relating Fluency Issue Frequency to ITP Session (RQ3) 
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N.25 GLMM relating Adequacy Issue Frequency to Translation Condition (RQ2) 

 

N.26 GLMM relating Adequacy Issue Frequency to ITP Session (RQ3) 
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N.27 GLMM relating Minor Issue Frequency to Translation Condition (RQ2) 

 

N.28 GLMM relating Minor Issue Frequency to ITP Session (RQ3) 
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N.29 GLMM relating Major Issue Frequency to Translation Condition (RQ2) 

 

N.30 GLMM relating Major Issue Frequency to ITP Session (RQ3) 

 

 

Appendix O: Discarded models 

Models addressing RQ2: 
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Linear mixed model fit by REML  
t-tests use Satterthwaite approximations to degrees of freedom 

['lmerMod'] 
Formula: (log(Processing_time) ~ Condition + (1+Condition|TransID) + 

(1+Condition|SegID) 
 Data: MainStudyData 
REML criterion at convergence: 3099.9 
Scaled residuals:  
 Min 1Q Median 3Q Max  
-4.5415 -0.5306 -0.0041 0.4910 4.1712  
Random effects: 
 Groups Name Variance Std.Dev. Corr 
 SegID (Intercept) 0.43043 0.6561  
 ConditionPE 0.51890 0.7203 0.17 
 TransID (Intercept) 0.12734 0.3568  
 ConditionPE 0.05171 0.2274 0.06 
 Residual 0.22856 0.4781  
Number of obs: 1608, groups: SegID, 233; TransID, 8 
Fixed effects: 
 Estimate Std. Error df t value Pr(>|t|)  
(Intercept) 4.50597 0.13424 8.77800 33.566 1.41e-10 *** 
ConditionPE -0.23813 0.09983 6.62900 -2.385 0.0505 .  
--- 
Signif. codes: 0 ‘***’ 0.001 ‘**’ 0.01 ‘*’ 0.05 ‘.’ 0.1 ‘ ’ 1 
Correlation of Fixed Effects: 
 (Intr) 
ConditionPE 0.051  
> anova(Processing_time_model, ddf= "Kenward-Roger") 
Analysis of Variance Table of type III with Kenward-Roger  
approximation for degrees of freedom 
 Sum Sq Mean Sq NumDF DenDF F.value Pr(>F)  
Condition 1.299 1.299 1 6.6832 5.6831 0.05026 . 
--- 
Signif. codes: 0 ‘***’ 0.001 ‘**’ 0.01 ‘*’ 0.05 ‘.’ 0.1 ‘ ’ 1 

 
Linear mixed model fit by REML  
t-tests use Satterthwaite approximations to degrees of freedom 

['lmerMod'] 
Formula: log(Processing_time) ~ Condition + (1 + Condition | TransID) 

+ (1 | SegID) 
 Data: MainStudyData 
REML criterion at convergence: 3249.2 
Scaled residuals:  
 Min 1Q Median 3Q Max  
-6.5128 -0.5384 -0.0088 0.5377 3.6612  
Random effects: 
 Groups Name Variance Std.Dev. Corr 
 SegID (Intercept) 0.45260 0.6728  
 TransID (Intercept) 0.12710 0.3565  
 ConditionPE 0.07123 0.2669 0.04 
 Residual 0.30116 0.5488  
Number of obs: 1608, groups: SegID, 233; TransID, 8 
Fixed effects: 
 Estimate Std. Error df t value Pr(>|t|)  
(Intercept) 4.5053 0.1348 8.8900 33.430 1.17e-10 *** 
ConditionPE -0.2378 0.1027 6.7240 -2.315 0.0552 .  
--- 
Signif. codes: 0 ‘***’ 0.001 ‘**’ 0.01 ‘*’ 0.05 ‘.’ 0.1 ‘ ’ 1 
Correlation of Fixed Effects: 
 (Intr) 



 

372 

ConditionPE 0.008  
> anova(Processing_time_model, ddf= "Kenward-Roger") 
Analysis of Variance Table of type III with Kenward-Roger  
approximation for degrees of freedom 
 Sum Sq Mean Sq NumDF DenDF F.value Pr(>F)  
Condition 1.612 1.612 1 6.6318 5.3525 0.05592 . 
--- 
Signif. codes: 0 ‘***’ 0.001 ‘**’ 0.01 ‘*’ 0.05 ‘.’ 0.1 ‘ ’ 1 

 
Generalized linear mixed model fit by maximum likelihood (Laplace 

Approximation) ['glmerMod'] 
 Family: Gamma ( log ) 
Formula: Processing_time ~ Condition + (1 + Condition | TransID) + (1 

| SegID) 
 Data: MainStudyData 
 AIC BIC logLik deviance df.resid  
 17316.6 17354.2 -8651.3 17302.6 1601  
Scaled residuals:  
 Min 1Q Median 3Q Max  
-1.7487 -0.5871 -0.1640 0.4036 6.1565  
Random effects: 
 Groups Name Variance Std.Dev. Corr 
 SegID (Intercept) 0.25910 0.5090  
 TransID (Intercept) 0.04515 0.2125  
 ConditionPE 0.02874 0.1695 0.07 
 Residual 0.31761 0.5636  
Number of obs: 1608, groups: SegID, 233; TransID, 8 
Fixed effects: 
 Estimate Std. Error t value Pr(>|z|)  
(Intercept) 4.59583 0.14106 32.58 <2e-16 *** 
ConditionPE -0.12461 0.09209 -1.35 0.176  
--- 
Signif. codes: 0 ‘***’ 0.001 ‘**’ 0.01 ‘*’ 0.05 ‘.’ 0.1 ‘ ’ 1 
Correlation of Fixed Effects: 
 (Intr) 
ConditionPE 0.093  
 

Models addressing RQ3: 

Linear mixed model fit by REML  
t-tests use Satterthwaite approximations to degrees of freedom 

['lmerMod'] 
Formula: (Processing_time) ~ Session + (1 + Session | TransID) + (1 + 

Session | SegID) 
 Data: MainStudyDataS02s08 
REML criterion at convergence: 16458.8 
Scaled residuals:  
 Min 1Q Median 3Q Max  
-2.5296 -0.4894 -0.1039 0.2547 7.7628  
Random effects: 
 Groups Name Variance Std.Dev. Corr  
 SegID (Intercept) 7945.84 89.139  
 Session 40.68 6.378 -0.59 
 TransID (Intercept) 3269.95 57.183  
 Session 45.05 6.712 -0.76 
 Residual 6419.18 80.120  
Number of obs: 1377, groups: SegID, 233; TransID, 8 
Fixed effects: 
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 Estimate Std. Error df t value Pr(>|t|)  
(Intercept) 135.005 21.999 8.070 6.137 0.000268 *** 
Session -1.586 2.753 6.318 -0.576 0.584446  
--- 
Signif. codes: 0 ‘***’ 0.001 ‘**’ 0.01 ‘*’ 0.05 ‘.’ 0.1 ‘ ’ 1 
Correlation of Fixed Effects: 
 (Intr) 
Session -0.750 

 

Generalized linear mixed model fit by maximum likelihood (Laplace 
Approximation) ['glmerMod'] 

 Family: Gamma ( log ) 
Formula: (Processing_time) ~ Session + (1 + Session | TransID) + (1 + 

Session | SegID) 
 Data: MainStudyDataS02s08 
 AIC BIC logLik deviance df.resid  
 14569.2 14616.3 -7275.6 14551.2 1368  
Scaled residuals:  
 Min 1Q Median 3Q Max  
-1.8685 -0.5866 -0.1133 0.4304 4.7718  
Random effects: 
 Groups Name Variance Std.Dev. Corr  
 SegID (Intercept) 0.436565 0.66073  
 Session 0.007758 0.08808 -0.65 
 TransID (Intercept) 0.093066 0.30507  
 Session 0.001275 0.03571 -0.81 
 Residual 0.241993 0.49193  
Number of obs: 1377, groups: SegID, 233; TransID, 8 
Fixed effects: 
 Estimate Std. Error t value Pr(>|z|)  
(Intercept) 4.556266 0.211973 21.495 <2e-16 *** 
Session -0.006247 0.023555 -0.265 0.791  
--- 
Signif. codes: 0 ‘***’ 0.001 ‘**’ 0.01 ‘*’ 0.05 ‘.’ 0.1 ‘ ’ 1 
Correlation of Fixed Effects: 
 (Intr) 
Session -0.761 

Appendix P: R Code 

# Load required libraries (previously installed): 
> library(lme4)  
> library(lmerTest)  
> library(DHARMa) 
> library (robustlmm) 
Fitting of models addressing RQ2      

> Processing_time= as.formula(“Processing_Time ~ Condition + 
(1|SegID) +(1+Condition|TransID)”) 

> Processing_time_model= rlmer(Processing_time, MainStudyData, 
init=lmerNoFit(Processing_time, MainStudyData)) 
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> Manual_insertions = glmer(Insertions_manual~ Condition 
+(1+Condition|TransID)+ (1|OLRE)+(1+Condition|SegID), data=MainStudyData, 
family= poisson(link = 'log'))#Fitting a Poisson model with log link and 
one observation level random effect(OLRE)  

> Manual_deletions = glmer(Deletions_manual ~ Condition 
+(1+Condition|TransID)+ (1|OLRE)+(1+Condition|SegID), data=MainStudyData, 
family= poisson(link = 'sqrt'))#Fitting a Poisson model with square root 
link and one observation level random effect(OLRE)  

> Nav_and_Special_keys = glmer(Nav_Sp_keys ~ Condition 
+(1+Condition|TransID)+ (1|OLRE)+(1+Condition|SegID), data=MainStudyData, 
family= poisson(link = 'sqrt'))#Fitting a Poisson model with square root 
link and one observation level random effect(OLRE) 

> Mouse_clicks = glmer(Mouse_clicks ~ Condition 
+(1+Condition|TransID)+ (1|OLRE)+(1+Condition|SegID), data=MainStudyData, 
family= poisson(link = 'log'))#Fitting a Poisson model with log link and 
one observation level random effect(OLRE)  

> Tokens_of_MT_origin= glmer(Tokens_of_MT_origin ~ Condition 
+(1+Condition|TransID)+ (1|OLRE)+(1+Condition|SegID), data=MainStudyData, 
family= poisson(link = 'sqrt'))#Fitting a Poisson model with square root 
link and one observation level random effect(OLRE)  

> Pass_Status = glmer(Pass ~ Condition +(1+Condition|TransID) 
+(1+Condition|SegID), data=MainStudyData, family= binomial(link = 
"logit"))#Fitting a binomial model with logit link 

> Fluency_issues= glmer(Fluency ~ Condition +(1+Condition|TransID)+ 
(1|OLRE)+(1|SegID), data=MainStudyData, family= poisson(link = 'log')) 
#Fitting a Poisson model with log link and one observation level random 
effect(OLRE)  

> Adequacy_issues= glmer(Adequacy ~ Condition +(1+Condition|TransID)+ 
(1|OLRE)+(1|SegID), data=MainStudyData, family= poisson(link = 'log')) 
#Fitting a Poisson model with log link and one observation level random 
effect(OLRE)  

> Minor_issues = glmer(Minor_issues ~ Condition 
+(1+Condition|TransID)+ (1|OLRE)+(1+Condition|SegID), data=MainStudyData, 
family= poisson(link = 'sqrt'))#Fitting a Poisson model with square root 
link and one observation level random effect(OLRE)  

> Major_issues = glmer(Major_issues ~ Condition 
+(1+Condition|TransID)+ (1|OLRE)+(1+Condition|SegID), data=MainStudyData, 
family= poisson(link = 'sqrt'))#Fitting a Poisson model with square root 
link and one observation level random effect(OLRE) 

Fitting of models addressing RQ3   

> Processing_time_l= as.formula(“Processing_Time ~ Session + 
(1|SegID) +(1|TransID)”) 

> Processing_time_longitudinal_model= rlmer(Processing_time_l, 
MainStudyData, init=lmerNoFit(Processing_time_l, MainStudyDataS02s08)) 



 

375 

 

> Manual_insertions_longi = glmer(Insertions_manual ~ Session 
+(1+Session|TransID)+ (1|OLRE)+(1+Session|SegID),data=MainStudyDataS02s08, 
family= poisson(link = 'log'))#Fitting a Poisson model with log link and 
one observation level random effect(OLRE)  

> Manual_deletions_longi = glmer(Deletions_manual~ Session 
+(1+Session|TransID)+ (1|OLRE)+(1+Session|SegID), data=MainStudyDataS02s08, 
family= poisson(link = 'log'))#Fitting a Poisson model with log link and 
one observation level random effect(OLRE)  

> Nav_and_Special_keys_longi = glmer(Nav_Sp_keys ~ Session 
+(1+Session|TransID)+ (1|OLRE)+(1+Session|SegID), data=MainStudyDataS02s08, 
family= poisson(link = 'sqrt'))#Fitting a Poisson model with square root 
link and one observation level random effect(OLRE) 

> Mouse_clicks_longi = glmer(Mouse_clicks ~ Session 
+(1+Session|TransID)+ (1|OLRE)+(1+Session|SegID), data=MainStudyDataS02s08, 
family= poisson(link = 'log'))#Fitting a Poisson model with log link and 
one observation level random effect(OLRE)  

> Tokens_of_MT_origin_longi = glmer(Tokens_of_MT_origin~ Session 
+(1+Session|TransID)+ (1|OLRE)+(1+Session|SegID), data=MainStudyDataS02s08, 
family= poisson(link = 'sqrt'))#Fitting a Poisson model with sqrt link and 
one observation level random effect(OLRE)  

Pass_Status_longi = = glmer(Pass~ Session 
+(1+Session|TransID)+(1|SegID), data=MainStudyDataS02s08, family= 
binomial(link = 'logit')) #Fitting a binomial model with logit link 

> Fluency_issues_longi= glmer(Fluency~ Session +(1+Session|TransID)+ 
(1|OLRE)+(1+Session|SegID), data=MainStudyDataS02s08, family= poisson(link 
= 'log'))#Fitting a Poisson model with log link and one observation level 
random effect(OLRE)  

> Adequacy_issues_longi= glmer(Adequacy~ Session 
+(1+Session|TransID)+ (1|OLRE)+(1|SegID), data=MainStudyDataS02s08, family= 
poisson(link = 'log'))#Fitting a Poisson model with log link and one 
observation level random effect(OLRE)  

> Minor_issues_longi = glmer(Minor_issues ~ Session 
+(1+Session|TransID)+ (1|OLRE)+(1+Session|SegID), data=MainStudyDataS02s08, 
family= poisson(link = 'sqrt'))#Fitting a Poisson model with square root 
link and one observation level random effect(OLRE)  

> Major_issues_longi = glmer(Major_issues ~ Session 
+(1+Session|TransID)+ (1|OLRE)+(1+Session|SegID), data=MainStudyDataS02s08, 
family= poisson(link = 'sqrt'))#Fitting a Poisson model with square root 
link and one observation level random effect(OLRE)  

Significance testing 

#for LMMs (for GlMMs, summary() of the model already shows p-values, 
with Laplace approximation): 

> anova(Model_name, ddf = "KR") # obtain p-values for LMMs with the 
Kenward-Roger approximation 
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> confint (Model_name, method = c(“Wald”))# obtain confidence 
intervals for the fixed effects of GLMMs  

#Bolker’s (2016) function for obtaining confidence intervals for 
RLMMs: 

confint.rlmerMod <- function(object,parm,level=0.95) { beta <- 
fixef(object) if (missing(parm)) parm <- names(beta) se <- 
sqrt(diag(vcov(object))) z <- qnorm((1+level)/2) ctab <- cbind(beta-
z*se,beta+z*se) colnames(ctab) <- stats:::format.perc(c((1-
level)/2,(1+level)/2), digits=3) return(ctab[parm,]) } 

Diagnostic plots 

# Plot of normality of the residuals with line through 1st and 3rd 
quartiles: 

> qqnorm(residuals(Model_name)) 
> qqline(residuals(Model_name))  
# Plot of normality of the random effects with line through 1st and 

3rd quartiles: 

> qqnorm (unlist(ranef(Model_name))) 
> qqline(unlist(ranef(Model_name)))  

Diagnostic plots for GLMMs 

> simulation <- simulateResiduals(fittedModel = Model_name) #create 
scaled residuals by making 250 simulations from the fitted model 

> plot(simulation) #plot Q-Q uniform plot and residuals against 
predicted values 
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