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Abstract—A reduction is a parallel programming mechanism for com-
bining two or more elements into one. Many parallel programming lan-
guages, tools and frameworks (e.g., OpenMP, MPI, etc.) directly support
simple forms of reductions (e.g., building a total sum out of partial sums).
Some of those tools and frameworks allow more complex reductions
to be implemented as custom reductions. However, the success of
network-based application frameworks like Hadoop have shown that
there is a strong need for reductions of aggregate data structures, such
as the union of sets or maps. Usually parallel programming frameworks
on shared-memory systems do not support these types of complex
reductions directly, and a user needs to implement them manually.
To address the gap thereof, this paper proposes an object-oriented
reduction framework that supports reductions of aggregate types, and
proposes the nesting of reduction objects for flexible extensions of
reduction operations. Based on the proposed framework, a reduction li-
brary (RedLib) has been developed for Java with direct support for many
common reduction operations on collections and maps. Furthermore,
the paper studies the usage of the framework for common and complex
cases and evaluates its performance, based on operations found in
standard benchmarks.

Key words: object oriented reductions, shared mem-
ory reductions, nestable reductions, aggregate reductions,
collections, maps :

1 INTRODUCTION

In many parallel computations, each of the parallel com-
ponents provides a partial result, which needs to be in-
tegrated with that of other components in computing the
final outcome. The process of integrating the results from
different components is called reduction. Reductions are
largely involved in distributed-memory systems, such that
many projects have investigated this area for a long time
and have reached to a state stable enough to offer their
technologies in the form of specialized frameworks (e.g.,
Google map-reduce, Hadoop) [3]. However, there are still
research projects that investigate approaches for more effi-
cient and fault tolerant utilization of map-reduce operations
in distributed-memory domain [1].

Moreover, parallel computing on shared-memory appli-
cations is predominant as well, due to the proliferation of
multi-core devices. For the same reason, reductions have
been supported as an inevitable feature by most of the
parallel computing frameworks. However, research in this
area is not as mature as it is in distributed systems [10],

and parallel computing frameworks have recently improved
at a higher pace to better support this feature on shared
memory. The majority of shared-memory frameworks have
become considerably flexible and allow programmers to
integrate their own custom reductions with the frameworks
programming features, but they do not implement ready-to-
use complex reduction operations.

That is, apart from basic scalar reductions (e.g., summa-
tion, multiplication, etc.), there are more complex reductions
that require operations on aggregate and dictionary types
in multiple layers. On the contrary to distributed-memory
frameworks, shared-memory frameworks do not implement
complex reductions; therefore defining/modifying convo-
luted operations may require new implementations. Fur-
thermore, most parallel computing frameworks offer re-
duction operations as built-in features that must be used
within the boundaries of the same framework. However,
in map-reduce operations, the mapping phase is usually
a custom defined procedure, whereas the reduction phase
involves routine modular operations on data structures [19].
Therefore, separating the phases thereof into independent
concepts can offer more flexibility, as reduction modules
can be reused within the contexts of different parallelization
frameworks.

Considering the arguments thereof, it is worthwhile to
provide strong support for reductions on high-level data
structures (e.g., collections and maps) in shared-memory
systems, because these concepts have proven to be prevalent
in many application domains. Moreover, developing con-
cepts that allow programmers to reuse/combine previously
implemented reductions in order to achieve more complex
operations can offer remarkable advantages for the devel-
opment process by reducing error, increasing modifiability
and code-reuse. Based on these concepts, this paper makes
the following contributions with the main focus on shared-
memory systems:

• Categorizing reductions, and identifying common
reductions for collections (aggregate types) and maps
(dictionaries).

• Proposing a simple, yet extensive object-oriented
framework based on generic types, for all categories
of reductions.



• Proposing nesting of reductions as an important
mechanism for incorporating the advantages of func-
tional and object-oriented programming languages
in the implementation of complex operations on
high-level data structures (e.g., map of maps, etc.).

Nestable algorithms have been one of the interesting ap-
proaches for facilitating complex operations that require
frequent dynamic changes [2]. For example, Blelloch et al.
(1994) proposed a Lisp-like programming interface called
NESL that was meant for MIMD and SIMD machines.
NESL supports parallel implementation of functions on
the elements of nested data-structures [2]. The framework
proposed in this paper is inspired from nested algorithms
as well, in order to facilitate execution of multiple reduc-
tion steps at the same time. However, unlike functional
languages, the framework does not pipeline operations in a
sequence, but nests them in different layers, where every re-
duction object in the nested hierarchy performs one stage of
a convoluted operation only. Nestable reductions emphasize
on flexible approaches for extending and modifying convo-
luted reduction operations, as reduction objects can be flexi-
bly chosen and nested at runtime. Therefore, the framework
integrates the multi-step behavior of functional languages
with substantial features of object-oriented programming,
such as polymorphism and stateless operations to facilitate
flexible and safe parallel processing of reductions.

Building on our proposed framework, we introduce
RedLib, a standalone Java-based implementation of the
framework1, that separates the concepts of reduction opera-
tions from processing them in parallel. That is, programmers
can flexibly integrate RedLib ready-to-use reduction objects
with their desired independent parallel processing frame-
works (e.g., JavaThreads, ExecutorService, Java 8 streams,
Parallel Task, Pyjama2, etc.). Furthermore, the paper studies
the concept using experimental evaluations based on bench-
marks found in HiBench and PumaBenchmark [8], [4].

The rest of this paper is organized as follows. Section
2 introduces a number of popular frameworks that offer
strong support for map-reduce operations. Section 3, dis-
cusses the design principles considered for the framework,
and illustrates its features with pseudo-code examples. Sec-
tion 4, studies different aspects of nesting reductions, and
explores its characteristics with a practical scenario. Section
5, discusses the practical usability of RedLib reductions
within the contexts of common Java-based frameworks.
Section 6, presents the experimental evaluations that were
implemented to examine the efficiency of the design, and
discusses their corresponding results. Finally, in Section 7,
the outcomes of this paper are summarized.

2 RELATED WORK

Reductions have significant roles in intensive network-
based operations, such as intensive graph processing, in-
verted indices and image processing. In this category,

1. RedLib is an open source implementation available as part of
PARCutils, provided by the University of Auckland Parallel and Re-
configurable Computing Lab (PARC) [16]

2. Parallel Task and Pyjama (OpenMP for Java) are parallel comput-
ing frameworks provided by the University of Auckland Parallel and
Reconfigurable Computing Lab (PARC) [16]

Google map-reduce and Hadoop have been two of the
very popular frameworks, which perform their operations
on <Key, Value> tuples. The frameworks thereof perform
map-reduce operations through two stages. During the first
phase, intermediary <Key, Value> pairs are created and
sorted based on their keys. Furthermore, intermediary re-
sults are first merged based on their keys, then the values
associated to the same key are reduced to form the final
result [9]. There are other noteworthy frameworks such as
Scope, Spark, and the work by Yang et al. [19], that use
similar approaches for performing map-reduce operations
in distributed-memory domain, but they are not explained
here due to space limitations.

Furthermore, reductions receive significance in shared-
memory systems as well. Many parallelization frameworks
offer reductions as their built-in features. For example,
OpenMP and MPI (i.e., message passing interface) are two
of the classic parallel computing frameworks that have sup-
ported reduction operations for long. Even though the oper-
ations that these frameworks used to support were confined
to simple reductions, but they have seen improvements
during the recent years. OpenMP 4.0 has added support
for custom reductions, and MPI allows programmers to use
their own defined methods for performing more complex
reductions [11], [12].

Also, Intel Thread Building Blocks (TBB) is a frame-
work based on C++ that provides template functions (e.g.,
tbb::paralle_reduce) for parallelizing associative reduction
operations over a range of data. The framework offers
efficient approaches for parallelizing reductions depending
on the simplicity of reduction operations, the cost of in-
stantiating objects being reduced and whether reductions
are commutative. Programmers are able to use their custom
defined functions, or use built-in operations for performing
reductions [7].

Moreover, functional programming languages (e.g.,
FORTRAN, MATLAB, etc.) are considered for efficient im-
plementation of map-reduce operations, as they facilitate
pipelining sequences of operations, including sophisticated
reductions [5]. The significance of reductions is appreciated
in object-oriented languages as well, so that they add func-
tional programming features to their object-oriented nature.
For example, Java stream [15] and C# LINQ [17] provide
data querying syntax that support streaming functions in a
user-specified sequence, in order to facilitate grouping and
aggregating query results.

Java stream enables programmers to perform reduction
operations over the results that are returned from each
stream object, using the features that are mostly based on
its collectors sub-package. Collectors allow programmers
to define and nest their custom reduction operations along
with a number of ready-to-use reductions that are provided
by the framework (e.g., toList, toMap, etc.) [15]. RedLib
adopts a similar approach in this aspect; however it can be
used within the concept of task objects as well. That is, a task
can be an independent component and it may separately
operate on one or multiple elements of a set rather than
streaming elements into a pipeline.

Object-oriented support for reductions is not confined
to simulating functional languages. For instance, the .NET
framework provides standalone map-reduce APIs (e.g., par-



allel_transform, parallel_reduce), from which its supported
programming languages can benefit. Therefore, considering
the remarkable benefits of such independent frameworks, it
is worthwhile to study and implement equivalent features
for Java, as it is one of the popular object-oriented program-
ming languages.

3 FRAMEWORK DESIGN AND IMPLEMENTATION

The framework design emphasizes on enhancing modi-
fiability and code reuse, by basing the mechanism on a
class called Reducible, and a base interface called Reduction.
The framework is a standalone component that offers ex-
tendable ready-to-use reductions, which can be used as a
complementary element within the contexts of task-based or
stream-based frameworks. Moreover, the features provided
by the framework do not impose overhead penalties on
system performance with respect to user-manual implemen-
tations.

3.1 Reducible class and Reduction interface

In order to facilitate modifying and extending the reduction
operations in RedLib, the library provides a class called Re-
ducible, which is analogous to ThreadLocal in the standard
Java API [13]. In this effect, a Reducible object provides
each thread with its own copy of an initialized object, in
which the result from that thread is maintained. Finally,
when every thread has finished its task, the Reducible object
reduces those partial results into the final result based on
the reduction operation that is passed to its constructor.
It should be mentioned that all reduction operations must
implement the Reduction interface, and they must be com-
mutative. That is, for a commutative operation OP and
operands A and B, the expression A OP B = B OP A is
always true. The Reduction interface is defined in Listing 1.

Listing 1: Reduction Interface
1 public interface Reduction<E>{
2 public E reduce (E first, E second);
3 }

This interface allows implementing very basic reduction
operations, as well as complex reduction tasks. That is,
simple reductions can be reused by complex reductions to
perform complicated tasks, while keeping the implementa-
tions polymorphic and easy to modify.

3.2 Categories of Implemented Reductions

As proposed in this section, reductions can be classified into
three different categories. RedLib provides implementations
for reduction operations in each category.

3.2.1 Scalar/Simple Reductions.
This category includes reduction operations on primitive
types at the lowest complexity level. These operations can
be listed as follows.

• Sum, Multiplication, Minimum, Maximum opera-
tions for Integer, Long, Short, Float, Double, BigIn-
teger and BigDecimal types.

• BitWiseAND, BitWiseOR and BitWiseXOR opera-
tions for Boolean, Byte, Integer and Short types.

• AND, OR, XOR operations for the Boolean type.

As an example, the pseudo-code in Listing 2, represents the
implementation of IntegerSum in RedLib.

Listing 2: IntegerSum
1//Note: This is pseudo-code
2 public Class IntegerSum implements

Reduction<Integer>{
3 public Integer reduce (Integer first,

Integer second){
4 return (first + second);
5 }
6 }

3.2.2 Collection/Aggregate Type Reductions.
In the higher level of the operations, reduction operations
are performed on aggregate types, which are slightly more
complex than reductions on primitive types. Reduction op-
erations at this level use generic types, and include union
and intersection of Collections and Sets (unlike Sets, Collec-
tions allow duplicates). As an example, Listing 3, represents
the implementation of SetUnion in RedLib.

Listing 3: SetUnion
1//Note: This is pseudo-code
2 public Class T SetUnion implements

Reduction<Set<T>>{
3 public Set<T> reduce (Set<T> first, Set<T>

second){
4 for (T t : second){
5 //the following method disregards

duplicates
6 first.add(t);
7 }
8 return first;
9 }

10 }

3.2.3 Map/Dictionary Reductions.
The highest-level reductions involve operations on dictio-
nary types (e.g., union and intersection on maps), using
generic types for <Key, Value> pairs. Reductions in this
category are comprised of two stages. First, elements are
grouped based on their keys. Second, elements that are
associated to the same key are reduced into one element. At
this level of complexity, reductions can nest other reduction
objects for performing the second stage, thus a comprehen-
sive range of combinations can be formed. For instance,
the implementation of MapUnion in RedLib is presented
in Listing 4.

Listing 4: MapUnion
1//Note: This is pseudo-code
2 public Class <K, V> MapUnion implements

Reduction<Map<K, V>>{
3 private Reduction<V> reducer;
4 MapUnion (Reduction<V> r){
5 reducer = r;
6 }



7 public Map<K, V> reduce (Map<K, V> first,
Map<K, V> second){

8 for (Entry<K, V> entry :
second.entrySet()){

9 if (first.containsKey(entry.getKey())){
10 V v1 = first.get(entry.getKey());
11 V result = reducer.reduce(v1,

entry.getValue());
12 first.put(entry.getKey(), result);
13 }else
14 first.put(entry.getKey(),

entry.getValue());
15 }
16 }
17 return first;
18 }

As further enhancements to the framework, we are investi-
gating algorithms for statistical reduction operations, such
as median, standard deviation, etc.
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4 NESTABLE REDUCTIONS

Complex reductions are performed through two stages in
our framework. For this purpose, a programmer can use
an instance of Reduction within another Reduction object.
RedLib performs both grouping and combining stages si-
multaneously, but keeps them as separate concepts by using
a different instance of Reduction for each stage. The follow-
ing scenario studies the characteristics of this approach.

In this scenario, two threads are engaged to explore
a graph separately. Each thread explores the edges (i.e.,
connections) between the nodes, and the cost for traversing
through each edge (i.e., weights of edges). At the end, the
results returned from the threads are merged, and if an
edge exists in both results, the minimum weight is chosen.
Figure 1, demonstrates the process involved in this use-case.

One solution to this scenario, is to use map of maps
as the data structure that relates each node to its edges
and the weights of its edges. In order to determine the
final result, the maps returned from the threads must be
reduced through three steps (see Figure 2). The object-
oriented approach in RedLib enables implementing these
stages by nesting three different instances of Reduction.
Each of the reduction objects is responsible for one of the
stages, and the order is such that the inner-most reduction
object performs the very last reduction stage. Therefore, to

take the maximum value for an edge in the third stage,
the only change required is the instance of the inner-most
reduction (see Figure 2).

5 REDLIB IN PRACTICE

As it is mentioned in Section 3, one of the main motivations
for designing RedLib is to support a Java-based universal
reduction library, with a special focus on shared-memory
frameworks. The following paragraphs present examples to
study the usability of RedLib reductions within the contexts
of task-based and stream-based frameworks, considering
that they are the common computational approaches on
shared-memory systems [17].

5.1 Task-based Frameworks
In Task-based frameworks jobs are defined as objects that
are accomplished independently either sequentially, or in
parallel. The jobs can be completely irrelevant and indepen-
dent of each other. Listing 5, studies the usage of RedLib
in the context of independent task objects implemented by
Java ExecutorService.

Listing 5: RedLib in Independent Tasks with ExecutorSer-
vice

1//Note: This is pseudo-code
2 public void esTask(){
3 List<Future> futures;
4 ExecutorService es;
5 for( ... )
6 futures.add(es.submit(new RandomNames()));
7 Reduction red = new CollectionUnion();
8 forEach(future : futures)
9 //unify the collections returned from

threads
10 result = red.reduce(result, future.get());
11 }
12 class RandomNames() implements

Callable<Collection<String>>{
13 public Collection<String> call(){
14 Collection<String> cl;
15 //make random names and add them to cl
16 return cl;
17 }
18 }

Alternatively, in some frameworks tasks can follow the
SIMD model, in which the same instruction is performed
on the subsets of a bigger set; however tasks still remain
as independent entities. The usage of RedLib in ParaTask
SIMD is studied in Listing 6, in which a loop is partitioned
and processed by parallel tasks, and their partial results are
reduced using RedLib.

Listing 6: RedLib in SIMD with ParaTask
1//Note: This is pseudo-code
2 public void ptTask(){
3 Task<Integer>task =

ParaTask.task(MULTI,()->sum());
4 ParaTask.setReduction(task, new

IntegerSum());
5 task.start();
6 int finalResult = task.getResult();
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7 }
8 public int sum(){
9 //each thread iterates over a partition of

the loop
10 Range range =

PtLoop.Partition(loopStart,loopEnd,stride);
11 for(int i=range.start; i<range.end;

i+=stride){
12 //Do Computations and save in sum
13 }
14 return sum;
15 }

5.2 Stream-based Frameworks
In this model, elements of a set are streamed into pipelined
tasks that are performed one after another. Java stream is an
example of this model that allows user-defined reductions to
be performed on partial results of stream objects, using the
“reduce” method (See Listing 7). However, the behavior of
this method is not guaranteed to be valid when stream ob-
jects are processed in parallel (i.e., parallelStream). Instead,
one can use Java stream collectors to obtain a concurrent
map of <K, V> tuples, where the key K is the result of a
computation, and the value V is its corresponding stream
object. Reductions can be specified for collectors, but they
are only applicable for the values of a concurrent map [14].

This approach is specifically helpful when querying an
attribute over a set of objects (e.g., listing every personnel
of a company that works in a specific department). How-
ever, this approach requires expensive map inversions if
a program intends to perform reduction operations on the
computational results (i.e., the keys). Alternatively, RedLib
reduction operations can help as a complementary compo-
nent without having to use Java stream concurrent maps
(See Listing 7).

Listing 7: RedLib with Java Stream
1//Note: This is pseudo-code
2 public void streamTask(){
3 List<String> names;
4 Map<> result;
5 Reduction<> reducer = MapUnion<>(IntegerSum);
6

7 //sequential stream
8 result = names.stream().map(s->count(s))
9 .reduce((s1, s2)->reducer.reduce(s1, s2));

10

11 //parallel stream
12 List<Map<>> maps = names. parallelStream()
13 .map(s->count(s))//map inputs to results
14 .collect(toList());//return a list of maps
15 for(map : maps)
16 result = reducer.reduce(result, map);
17 }
18 public Map<String, Integer> count(Strig

word){
19 Map<String, Integer> map;
20 //count usage of word in a text, put in map
21 return map;
22 }

The RedLib reduction library offers similar characteristics
to Java stream collectors, but it covers a wider range of
domains and is not specific to a particular framework.
RedLib can be efficiently utilized in parallel reductions as
well, as the same reduction object can be shared among
parallel processes, thanks to the stateless design.

6 EVALUATION

The main focus of the proposed reduction framework is
to facilitate performing complex reduction operations on
high-level data structures (e.g., sets, collections, maps, etc.),
without imposing negative impacts on performance and
scalability. Even though there was no formal user study to
confirm the first objective, it seems obvious that nestable re-
ductions facilitate convoluted operations by replacing com-
plex implementations with a few lines of code. Therefore,
the evaluation in this section studies the impact of the
proposed high-level constructs on performance, in order to
answer the following question:

• Does system performance and scalability incur
penalties when using RedLib instead of manual im-
plementations?

• Does parallel processing of final phase reductions
benefit the performance?



6.1 Experimental Setup
Evaluations were performed on two different systems. First,
a 4 Quad-Core Intel Xeon E7340 at 2.4 GHz without hyper-
threading, running on Linux Ubuntu 12.04.5 LTS. Second,
a 12 Quad-Core Intel Xeon E7-4830 V3 at 2.1 GHz, and
with turbo mode of 2.7 GHz with hyper-threading. The CPU
frequency in the latter varies based on the number of active
cores. That is, the 2.7 GHz turbo mode is fully active for
up to two cores, and it is lowered for more cores [18]. This
system runs on Linux Ubuntu 16.04.1 LTS operating system.

Experiments were run with 1 to 16 threads for compat-
ibility, as the older system has only 16 cores. The results
are qualitatively similar, but due to space limits we only
present the results for the newer system. All benchmarks
were repeated for ten times, and a new JVM was started
for each test, in order to avoid possible caching effects. For
all benchmarks, file data was loaded into memory first, to
measure computational performance rather than the disk
bandwidth and its possible bottleneck.

Evaluations are based on three benchmarks, namely
‘word count’, ‘inverted index’ and ‘term vector’ adjusted
from the HiBench [8] benchmarks (a collaboration between
Hadoop and Intel, and Puma map-reduce benchmark suite
[4]). Task complexity and unbalanced workload increases
for benchmarks in order of the appearance thereof. This is
done to obtain a comprehensive vision of RedLib impact
on performance for a wide range of reduction intensities.
Reduction operations were implemented with RedLib ob-
jects and their manual equivalents in ExecutorService, Java
stream and ParallelTask, in order to study RedLib in dif-
ferent frameworks. However, we had to force CPU affinity
to certain numbers of threads when running benchmarks
under Java stream, as we occasionally observed that the
underlying fork/join environment does not adjust its thread
pool to the specified size. This fact is also discussed in
an article by Edward Harned [6]. Moreover, to investigate
whether system benefits from parallelizing final phase re-
ductions, we compared the parallel and sequential reduction
of the final results in ParaTask and ExecutorSerivce, as
the frameworks utilize different scheduling policies. Java
stream was not included in this comparison, because par-
allelizing its final phase reductions is either performed via
the collectors, with the overhead of map inversion, or has to
use other approaches like ExecutorSerivce.

6.2 Word Count
Word Count [8], counts the frequency of user-specified
patterns in a number of documents. Tasks are performed
on 560 MB of pdf files loaded into memory. Each parallel
task returns a map of <Pattern, Frequency> tuples, which
represents the frequency for each pattern in an inspected
document. Finally, the results from all tasks are reduced, in
order to form the final map. The reduction operation in this
benchmark is simple, and tasks are completely balanced,
as they are performed on the replications of the same file.
The pseudo-code presented in Listings 8 and 9, compare
a possible manual implementation of the reduction phase
with its equivalent RedLib version.

Listing 8: Possible Manual Implementation of Reduction

1 Set<String> patterns = secondMap.keySet();
2 for (ptrn : patterns){
3 if (result.containsKey(ptrn)){
4 int temp = result.get(ptrn) +

secondMap.get(ptrn);
5 result.put(ptrn, temp);
6 }else{
7 result.put(ptrn, secondMap.get(ptrn));
8 }
9 }

Naive approaches for implementing algorithms of this
type may come with efficiency and thread-safety concerns.
RedLib provides tested components to replace these types
of implementations with only two lines of code. More im-
portantly, the same reduction object can be shared among
different parallel tasks without thread-safety and synchro-
nization concerns.

Listing 9: Implementing the Reduction with RedLib
1 MapUnion<String, Integer> reducer = new

MapUnion<>(new IntegerSum());
2 reducer.reduce(result, secondMap);

6.3 Ranked Inverted Index
Ranked Inverted Index [8], lists the documents in which
user-specified words can be found, as well as the frequency
of each word in those documents. This application is used
for ranking documents based on their relevance to a specific
topic. Tasks are performed on 2.5 GB of text documents
loaded into memory, and the final result is a map of <Word,
<Document, Frequency>> tuples. The reduction operation
in this benchmark is more complex, and tasks are more
unbalanced, as the files are approximately the same size
but with different contents. Listing 10, is a possible manual
implementation for the reduction operation thereof.

Listing 10: Possible Manual Implementation of Reduction
1 Set<String> words = second.keySet();
2 for (word : words){
3 if (first.containsKey(word)){
4 Set<String> documents =

second.get(word).keySet();
5 for (doc : documents){
6 if (first.get(word).containsKey(doc)){
7 if (first.get(word).get(doc) <

secondMap.get(word).get(doc))
8 first.get(word).put(doc,

second.get(word).get(doc));
9 }else{

10 first.get(word).put(doc,
second.get(word).get(doc));

11 }
12 }
13 }else{
14 firstMap.put(word, second.get(word));
15 }
16 }

The implementation presented in Listing 10, can come
with understandability, modifiability, efficiency and syn-
chronization concerns. Listing 11, compares the character-
istics thereof in RedLib versus that in Listing 10.



Listing 11: Implementing the Reduction with RedLib
1 MapUnion<String, Map<String, Integer>>

reducer =
2 new MapUnion<>(new MapUnion<>(new

IntegerMaximum()));
3 reducer.reduce(finalResult, secondMap);

6.4 Term Vector

Term Vector [4], tediously counts the frequency of every
word that is encountered in a document, and is commonly
used in distributed systems for ranking the topics that a
document is most related to. In our benchmark, separate
threads search in parallel through 1.5 GB of html files loaded
into memory. The final result is in the form of <Document,
<Word, Frequency>> tuples. The reduction phase in this
application is the most complex, as it is a combination of
the operations presented in Sections 6.2 and 6.3. Moreover,
the tasks are highly unbalanced, as the size of the files and
their contents are completely different.

6.5 Results and Discussion

Figures 3, 4 and 5 suggest that the scalability of the bench-
marks varies between good to limited. Better scalability
might be achieved with better load balancing in the parallel
phase, but our focus here is to study the consistency of
system performances when user-defined custom reductions
are replaced by RedLib objects.

The observations suggest that performance and scal-
ability do not incur considerable penalties when RedLib
reductions are utilized instead of user-defined customized
implementations. Moreover, the results demonstrated in
Figure 6, suggest that in most shared-memory applications,
the time spent in the reduction phase is negligible compared
to the parallel computing (or map) phase, even for intensive
reductions (i.e., milliseconds compared to seconds). Hence,
a high-level framework that helps with efficient program-
ming does not counteract the speed optimization of the
reduction phase. Moreover, reusable, flexible, efficient and
error-free approaches for performing complex reductions on
high-level data-structures can offer remarkable advantages
in various software development stages, including mod-
ification, maintenance and possible code migrations (i.e.,
a universal interface facilitates migrating code from one
framework to another).

7 CONCLUSION

In this paper we proposed an object-oriented framework
for parallel computing reductions, with a focus on com-
plex reductions in shared-memory applications (e.g., sets,
collections and maps). Moreover, the framework proposes
nestable reductions for implementing convoluted reduction
operations (e.g., map of maps). The framework is based
on a simple interface, but provides a flexible and extensive
approach for handling and implementing reductions. Based
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Figure 3: WordCount Runtimes and Speedups
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Figure 4: InvertedIndexc Runtimes and Speedups
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Figure 5: TermVector Runtimes and Speedups

Figure 6: Parallel Reductions vs. Sequential Reductions

on this, an extensive library of reductions, called RedLib,
was implemented, ranging from the classical simple reduc-
tions (e.g., summation), to complex reductions for aggre-
gate types. Our experimental evaluations demonstrated that
RedLib reductions do not impose performance penalties,
and their efficiency is comparable with that of manual
overhead-free implementations. In the future, we plan to
implement more reductions in particular from the area of
statistics and to provide smart parallel implementations that
can parallelize reductions when deemed beneficial.
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