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The fields of machine learning, mobile robotics and ma- 
chine vision have grown steadily closer in recent years, to  
the extent that learning has been suggested as the best 
means of producing sohpisticated controllers for mobile 
robots. Such an approach may have merit, but only if 
the structures and mechanisms provided for learning are 
tuned to the special needs of robots. These needs are 
outlined, and reinforcement learning is promoted as the 
best starting point for fulfilling them. In order to make 
good on the promise of learning to the level required of 
mobile robots, significant enhancements are required to 
current formulations of reinforcement learning. The is- 
sues involved in making improvements are discussed, and 
a simple enhanced model of reinforcement learning is sug- 
gested as a first step in this direction. 

INTRODUCTION 

Around the world, robotics researchers are united by 
one thing: the desire to give our robots more capa$ilities 
and more autonomy. To a growing body of resear’chers, 
this translates directly to  providing robots with learning 
capabilities so that both goals are addressed at once. Part 
of the growth in that body of researchers is due to a 
fascination with the controversial suggestion that learn- 
ing alone may provide the basis for developing all of a 
robot’s capabilities. It has been argued that learning will 
ultimately prove more fruitful than attempting to design 
robot controllers by hand (e.g. [8]). 

This approach flies somewhat in the face of what may 
be thought of as “conventional wisdom”. For example, 
in the widely used introductory AI text by Charniak and 
McDermott [4], we find: 

One idea that has fascinated the Western mind is 
that there is a general-purpose learning mechanism 
that accounts for almost all of the state of an adult 
human being. . . . A I  students often rediscover [this 
idea], and propose to dzspense wzth the study of rea- 
soning and problem solving, and instead build a baby 
and let it learn these things. W e  believe this idea is 
dead, killed ofl b y  research in AI (and linguistics and 
other branches of “cognitive science”). What this re- 
search has revealed is that for an organism to learn 
anything, it must already know a lot. Learning begins 
with organised knowledge, which grows and becomes 
better organised. Without strong clues to what is t o  
be learned, nothing will get learned. 
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This simple but powerful statement of conventional 
symbolic AI opinion refutes the suggestion that robots 
could be developed solely through employing appropriate 
learning mechanisms. But if this argument is valid, how, 
in the course of this planet’s history, did any species learn 
anything at all? Where is or was the original source of 
knowledge from which we all fed? Closer to the here and 
now, how do two cells, namely an ovum and a sperm cell, 
neither of which can learn per se, develop into an intelli- 
gent, adult human being capable of learning? 

Part of the answer is that in each of us are molecules 
of DNA which, at the point of conception, represent a 
program to develop the resources we will need as adults. 
In its early stages, this program is more concerned with 
growth than with learning, but at birth, another instance 
of the most powerful learning machine known to us is 
revealed: a human child. The closest analogy we could 
hope to  make to this process in the domain of computer 
science is that of a self-extracting archive of a learning 
program. As robotics researchers, we need not concern 
ourselves with archiving, but we should concern ourselves 
with developing the learning program. 

How might we write such a program? The remain- 
der of this paper is split into the following sections which 
seek to  expose the full implications of this question, and 
suggest one approach to  answering it. First, the nature 
of the learning problem facing robots is probed, so that 
we have a solid understanding of the context in which 
the sort of conventional wisdom expressed above applies. 
After all, these arguments were made for good reasons. 
Second, the approach to solving robot learning problems 
in general is examined. Out of this, a strong recommen- 
dation is made that robot learning problems be cast in 
terms of reinforcement learning [lo]. Third, because cur- 
rent techniques to  solve reinforcement learning problems 
are far short of what is desirable, the deficiencies in them 
are highlighted. A simple means of extending them to at 
least cope with dynamic state and action spaces is sug- 
gested as a starting point for subsequent work. The paper 
concludes with a brief summary and outlines the direction 
future work is likely to take. 

THE NATURE OF ROBOT LEARNING 

As noted, later in this paper it will be suggested that re- 
inforcement learning provides a useful framework in which 
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we can examine robot learning problems. Kaelbling as- 
serts that “robot control problems . . . are the canonical 
reinforcement leaming problems” [lo]. That is fine, but 
robot control is something quite distinct from robot leam- 
ing. In general, robot learning expressed as a reinforce- 
ment learning problem runs along the following lines. 

Given 4N + 1 two-bit variables, a set of actions, and 
a reinforcement signal, maximise (say) the integral of 
the expected reinforcement as time tends to infinity. 
You may provide as many actions in the action set as 
you wish, but as a minimum there must be two ac- 
tions: A and B. Neither the variables nor the actions 
have any inherent meaning to the robot. 

That’s the problem in its entirety. How do we solve it? 
Who can tell? Who knows what data the 4N + 1 two-bit 
variables contain, or what the actions A and B do? Well, 
of course, I do, and shortly so will you. But this insight 
won’t come until I explain why this problem makes a good 
prototypical robot learning problem. 

The number of bits in the 4N + 1 sensor variables is 
arbitrary as of course is the number of variables itself. A 
learning robot needs some description of its sensory space 
(perhaps only an implicit one) simply so that it can start 
learning its task. Equally, there has to be a certain set of 
motor actions (in this case A and B) which define the way 
the learning agent interacts with the physical robot and in 
turn with the environment. This set will be supplemented 
initially with any number of intemal actions to  support 
the internal functioning of the learning agent. With time, 
new internal variables will be added to the sensor variables 
and compound actions may be added to  the action set. 

If a learning agent is eventually to reason, plan or per- 
form other operations of a symbolic nature, then meanings 
for at least some of the learned variables and actions will 
have to be manipulated by the agent.’ In constrained sit- 
uations where no extra actions or variables need to  be gen- 
erated, and no symbolic processes are required (e.g. many 
robot control problems), these meanings can be implicit 
in the control agent. However, robot learning problems in 
general will require explicit meanings, expressed as sym- 
bols, to be handled by the learning agent. 

In the specific problem posed above, the two bits in the 
variables represent the presence or absence of the learn- 
ing agent and the goal at each of the points on the integer 
interval [ -2N,2N] .  The moves A and B correspond to 
a move by the agent in a positive or a negative direc- 
tion along this interval, and incur a cost (negative rein- 
forcement). What happens at the ends of the interval is 
solely an implementational concern. The remaining ac- 
tions should also strictly incur a cost, although they are 
likely to be smaller in magnitude than for the moves which 
directly affect the “environment”.’ 

’Initially the variables and actions may represent (say) pix- 
els and edge detectors for them, but this interpretation resides 
only in the mind of whoever created the robot. Such concepts 
may (or may not) be beneath the level of abstraction required 
to support symbolic processes in the robot. 

’By having a lower cost, such actions will be favoured (at 
least initially) by the learner and this will encourage it to ex- 

(e) - 101 0 

Figure 1: The stages in the solution of the problem: (a) 
the initial unconnected variables; (b) the variable adja- 
cencies established; (c) the agent and goal identified; (d) 
the egocentric map; (e) the generalised map. 

When the agent moves to the same point as the goal, it 
is rewarded (positive reinforcement) and the goal is moved 
to a different point. The sequence of actions from placing 
the goal at a point, and continuing until the agent moves 
to that point, will be called a tnal. A game is a set of 2N 
successive trials, the first N of which have the goal placed 
at a defined point such as (-l)’-’,i = 1,2, ... N while the 
second N trials have the goal placed randomly on [ N ,  NI. 

Having understood thi!: problem (i.e. having attributed 
meaning to it) we can solve it trivially. We might then 
get into arguments about the worth of “toy problems” 
due to its simplicity and largely deterministic nature. But 
treated as a robot learning problem, where we leave the 
meaning up to the learning agent to determine, it is sur- 
prisingly complex. Solving this problem requires at least 
the following stages in its solution (illustrated in Figure 1): 

Discovering the dimensionality of the raw problem 
space and the state adjacencies within it.3 

Abstracting the exiistence of a goal and of “itself’. 
That is, the learner must identify and separate the 
positions where changes occur in the sensor space 
when actions A or €3 are applied. 

(Re-)defining the solution space in terms of the dif- 
ference between the agent’s own position and the 
goal’s position. This is equivalent to building an ego- 
centric map. 

Generalising the solution space to redefine it in terms 
of two states only: one where the agent is on one 
side of the goal, thle other where it is on the other 

plore ways of using them to good effect, such as sequencing 
them to build an internal model of its environment. If the to- 
tal cost of such sequences prove greater than that involved in 
directly acting in and sensing the environment, then the agent 
will use “the world as its own model” (cf. Brooks [3]). 

3This in itself is perhaps too advanced a starting point in 
that it relies on relating connectedness in time with connect- 
edness in the problem space, and the agent may first need to 
acquire a concept of time. Note also that the state adjacencies 
cannot be assumed: the learner should still be able to function 
if the raw variables are ordered arbitrarily. Of course, a sen- 
sible (patterned) ordering ‘of the sensor variables will help the 
cause of the learning agent immensely. 
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side from which moves A and E respectively should 
ultimately be taken. 

5 .  Finally, making efficiencies such as focusing attention 
only on the reduced interval [-N, N ]  when the goal 
is moved, and instinctively moving to  the defined 
goal point without reading the sensor variables at all 
when on the first N trials in a game. 

On “more realistic’’ reinforcement learning problems 
suggested as reasonable prototypes for robot learning, the 
complexity of the problem is generally high enough to dis- 
guise these underlying issues. Almost without exception, 
the search for a solution generally starts at the final step, 
having already attributed all the necessary meaning to be 
able to solve the problem, and taken this for granted. In 
rare cases, such as if automatic feature extraction is used, 
the search may start one step earlier. 

SOLVING ROBOT LEARNING PROBLEMS 

If a robot is to start learning from the beginning of the 
sort of process sketched above, discovering and assign- 
ing meaning as it learns, then it faces the same common 
sense knowledge problem that has driven many a conven- 
tional AI researcher to despair and to conclusions along 
the lines expressed by Charniak and McDermott earlier. 
I t  is tempting to dismiss their opinions as flawed or sim- 
plistic, but we cannot afford to do that. However, in talk- 
ing about knowledge, Charniak and McDermott are not 
quite being precise enough. 

It should be clear to anyone having experience with ba- 
bies or very young children that they have a lot of “know- 
how” but (we infer) they have (close to) zero “know-that” 
[SI. For example, they may not know that crying will bring 
them attention, but they do know how to cry, and appear 
to be programmed to  do so on certain instincts. The know- 
that component of their knowledge most likely develops 
over time through associative mechanisms of some sort. 

The conventional symbolic AI standpoint stems from 
an approach which is focused almost exclusively on know- 
that, and works by transforming meaningful rules into in- 
structions which it follows. The most acclaimed examples 
of learning programs from this camp tend to operate in ab- 
stract domains where all the know-how required to opera- 
tionalise the know-that is prescribed in advance (e.g. AM 
and TEIRESIAS [ 5 ] ) .  

Equally, many detractors of conventional AI, - espe- 
cially those concerned with learning robots - create sys- 
tems which rely solely on know-how. All of the know-that 
remains in their own heads and/or their research papers. 
Their systems act only in accordance with the rules they 
have thought and written about, but can be equally im- 
pressive (e.g. TD-Gammon [15] and the robots of Brooks 
et al. at MIT [2]). However, they are generally limited in 
what they can learn and/or will only perform well in a 
static domain/environment. 

Although we are working with totally different sytems, 
viz. robots versus humans, we must take some leads from 

the way babies and children learn. It is important to  be 
able to  blend the know-how and the know-that so that 
each supports the other, but also to consider that one 
may develop before the other. For example, data sensed 
or acquired through know-how must at some stage be pro- 
cessed into know-that. In turn, the resultant know-that 
must be fed back to improve the know-how. In some sense, 
the know-how is the “travel” which broadens the know- 
that’s “mind” and inspires further “travel”. 

If they are to learn any of their knowledge, our robots 
will need all the help they can get. If we can provide 
compatible know-how and know-that in advance, then we 
should do SO. But we should ensure that such common 
sense could have been learned through the robot’s own 
experience. Providing synthetic common sense only with 
no hard experience to back it up and no mechanisms which 
it can use to generate one from the other may simply 
build “castles in the air”: the learner will eventually find 
it has no meaningful first principles to return to, and its 
symbolic processes will fail. 

Harnad [7] argues that to avoid this problem, some part 
of our approach to solving robot learning problems must 
be “bottom up”. However, where does the bottom lie? A 
learning robot will need a-certain minimum in order to 
“bootstrap” itself. Following the lead of what we theorise 
to be the case in humans, learning robots might best start 
with no know-that, essential know-how and an associative 
mechanism which allows the former to arise through ex- 
perimentation with the latter. It is therefore suggested 
that robots be provided with action sets which give them 
a basic range of know-how which includes: 

ezploration techniques - ways of discovering new 
phenomema from which new know-how and know- 
that might be generated; 
observation techniques which allow acquired data to 
be turned into know-that, and eventually into im- 
proved know-how; 
communication techniques since they have the po- 
tential to accelerate the learning process enormously 
through distributing the search for know-how and 
k n ~ w - t h a t . ~  

These categories have been chosen because learning re- 
search has given us a variety of specific methods which 
often span one or more of these general capabilities. We 
see many attempts to combine them to exploit the best 
aspects of two or more techniques. However, this sort of 
combination is precisely the kind of thing that learning 
robots ought to  be doing for themselves - provided they 
are given (or can generate) the necessary know-that. Brief 
reasons for choosing these three particular categories fol- 
low. They have been alluded to in an earlier paper [12], 
and a more full and well-developed argument in favour of 
this taxonomy will be made in a forthcoming PhD thesis 
~ 3 1 .  

4Rather than attempt to search the entire space systemat- 
ically in parallel, communication at least in principle allows 
individual learners to act more “intuitively” according to the 
way their experience biases them. This may or may not be a 
more fruitful approach. 
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We can view exploration as merely a means of generat- 
ing possibilities, observation as a means of assessing those 
possibilites, and communication as a means of exchang- 
ing possibilities with other learning agents. In this light, 
it should not matter that an inductive observation tech- 
nique which works best in conjunction with a heuristic 
exploration technique occasionally gets a possibility gen- 
erated by (say) a linear or genetic search operator. The 
ability to  make trade-offs between the available options 
at the learning agent’s discretion is vital in order to  cope 
with the real-time demands of the robot that the agent is 
controlling while it learns. 

Ultimately, the learning agent we create needs to  ex- 
pand its know-how and know-that to  the point where it 
has learned to learn in more fruitful ways. It must have ac- 
quired a library of exploration, observation and communi- 
cation techniques which will allow it to  change its mode of 
learning from an exploratory, associative process to an ex- 
ploitative, acutely observed and mostly symbolic process. 
Primitives which support all of these processes should be 
supplied amongst the agent’s action set. The original un- 
derlying learning agent will remain, but will have become 
something of a meta-learner in that its primary function 
is to  use its associative mechanisms to  trade off the cost 
of each technique in its library with its expected benefit. 

In many ways, this was the approach taken in the GPS 
system [ll]. However, GPS was something of a castle in 
the air: it used know-how and know-that which was based 
on the experience of its designers, not itself. In the end, 
the know-that was not sufficient to  make use of the know- 
how, and GPS failed. Rather than give a robot learner 
integrated know-how which relies on know-that such as 
inductive learning techniques, we may need to provide 
primitive know-how which is free of know-that. 

Examples of primitive exploration know-how may in- 
clude finding a successor point, a random point, or some 
kind of median point, which, given sequencing and goal 
know-that, become part of techniques for performing lin- 
ear search, random search or genetic ~ e a r c h . ~  Examples 
of primitive observation know-how may include general- 
isation operators, memory operators and naming opera- 
tors. There may be few useful communication primitives 
beyond the ability to send the value of a variable to  a 
communications port. Learning when to  use this ability, 
and what to  use it for, relies heavily on know-that. 

What form should such a meta-learner take? One 
notes that “without strong clues to  what is to  be learned, 
nothing will get learned”, but equally that overbiasing a 
learner can limit what can ever be learned by it. Accord- 
ingly, it makes most sense to  provide those clues through 
choosing the primitive exploration, observation and com- 
munication know-how, and subsequently through choos- 

5Also amongst the exploration primitives should be know- 
how which allows the robot to simply go about its business. 
Ultimately these must provide the basis for navigation tech- 
niques, survival techniques, planning techniques and so forth. 
These are effectively degenerate exploration techniques, since 
although they will generate new data, none of that data is 
obtained solely to expand know-that and be fed back as new 
know-how. 

ing what is communicated to  the learner.6 The meta- 
learner itself should be as unbiased as possible. 

This strongly suggests that it should be based on a 
simple performance-based learning technique. This would 
mean that its only bias would be having an implzcit lask 
which is “specified” through it being directly programmed 
to improve its performance on that task. The meta- 
learner has the know-how to improve performance on the 
task, but it does not know that its task is, for example, to  
achieve a certain goal. Such abstractions may be hinted 
or taught to  the learner, or simply left for it to  discover.? 

Genetic algorithms [9] are one such method, but, as 
subtIy hinted, they are just the sort of thing our meta- 
learner should be able tal learn by itself and employ in 
situations where they are found to  be useful. Reinforce- 
ment learning provides a better framework since it works 
directly in terms of rewards and costs and is therefore very 
well placed to  learn to  make the trade offs that are essen- 
tial in a learning robot. Regrettably, despite a strong 
theoretical background to  much work in this field, the 
techniques which have been developed are not inherently 
well-suited to  taking on the role of such a meta-learner. 
The next section examine:; the reasons for this, and makes 
some suggestions towards a more suitable formulation. 

IMPROVING CURR-ENT REINFORCEMENT 
LEARNING METHODS 

Despite considerable advances over their original for- 
mulations, most reinforcement learning work retains the 
spirit of either (or both) Q-learning [17] or the TD(X) 
family of methods [14]. The latter must be placed in a 
framework such as the Adaptive Heuristic Critic [l] in 
order t o  be applied to  reinforcement learning problems. 

In both cases, a state space, S, is supplemented by an 
action space, A.  Reinforcement obtained from taking an 
action a c A from a state s c S is fed back to  that state, 
along with a measure of the merit of having moved to  
the new state s’ e S which was entered as a result of the 
action. Little by little, by taking actions that link pairs of 
states, both approaches, and work based on them, form 
an action policy over the state space which allows the best 
path through the state space to  be identified. 

This approach is simple and can be effective, but suffers 
as the size of the state space increases, or more specifically, 
as the number of adjacencies in the state space increases. 
Equally, it is also highly dependent on the size of the ac- 
tion space. It should therefore be clear that in trying to 

6Communication also provides a significant safety mecha- 
nism against overbiasing. Even if one learner becomes stuck 
through having prematurely excluded certain possibilities, oth- 
ers in its community are libely to explore them, and eventually 
allow that learner to begin to make progress again. 

‘After all, what does it mean “to achieve a certain goal”? 
There are a lot of common sense concepts lyine, under the sur- 
face of this apparently simple statement. A naive and illustra- 
tive answer to this question is “to be at the goal point” which 
immediately exposes the need for the learner to have a sense 
of its own identity and perhlaps a concept of space as well. Not 
even GPS attempted to provide know-that on this level. 
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achieve the goal of providing more autonomy and more 
capabilities in our robots, there will be demand for the 
size of both the state and action spaces to  be large. Com- 
plicating this is that if learning is to be among the capabil- 
ities given to our robots, then these spaces will need to be 
dynamically defined and redefined as learning proceeds. 

Combinations of these problems keep practical rein- 
forcement learning implementations at a level of sophis- 
tication far short of what we require for robots, in both 
a general sense and as a basis for a meta-learner. It is 
easy to find research aimed at addressing the problem of 
scaling up the state space (e.g. [IS]) but difficult to find 
anything which addresses the other problems. Insofar as 
any of them are being addressed, it is done by relying en- 
tirely on the system designer for the requisite know-that. 
Almost without exception, the so-called learning systems 
are programmed in advance with all the actions they will 
ever need, and also with an implicit knowledge of all the 
possible states they may ever encounter. 

It is debatable whether this consitutes learning at all: 
it is more like filling in a difficult crossword puzzle, in 
that bounds are put on the learner from the start. This is 
not necessarily a bad thing: it is sufficient for many situa- 
tions, but most of these would be better called adaptation. 
In fact, the proposed meta-learner needs very little more 
than this adaptive characteristic. Essentially it need only 
provide an association mechanism which is able to asso- 
ciate states with suitable actions, and allow for dynamic 
state and action spaces. Both Q-Learning and TD(X) de- 
liver all but the dynamic characteristic. 

In this light, revisiting and generalising the problem 
posed earlier, we start with a set of V raw variables, each 
represented using b bits; an initial set of actions, Ao; and 
a reinforcement signal, r. At step s, which is defined when 
the agent chooses an action for the s th  time from what 
will then be As--l, the reinforcement r ,  is received.* The 
task of the reinforcement-driven meta-learner is threefold: 

to  grow (and prune) the action space to  fill it with 
a set of actions better suited to its needs as defined 
by maximising the reinforcement in some sense; 

to  grow (and prune) a concept or state space, C,, 
which identifies the concepts. features, events and 
so forth needed by the learning agent (a mixture of 
know-what and know-how); and 

to learn an association or policy, P,, from the concept 
space to  the action space - P, : C, + A,  - which 
describes how the agent should act in any situation. 

The initial concept space, CO, is empty. Subsequently, 
points in it can only be defined in terms of recent actions 
taken and/or their results. After all, there is nothing else 
they can be defined from. Even if there happened to be 
an action available which read the value of all variables, 
and made some assessment of their values to  produce a 

‘Time is not a concept we should seek to define. In simple 
ewes it may simply be the step number. In general it will 
be defined by the environment, and learned by the agent if 
required, since we have no control over the actual time taken 
to execute actions the agent may add to its action set. 

result which represented (to us) a certain concept or state, 
then the learning agent could not attribute this intended 
meaning to the action executed. All it can do at the meta- 
learning level is note the fact that the action was taken, 
and that it gave rise to a certain result (or results). 

This means the success of the over all learner is funda- 
mentally dependent on the choice of the initial action set. 
In principle it is possible to communicate (or reprogram) 
new actions later in an agent’s learning lifetime, but we 
face a dilemma in doing this. Either such actions are only 
learned in a rote fashion, or, if they are to be “under- 
stood” by the agent, then they must be related to and/or 
expressed in terms of actions and concepts already known 
to it. This is a corollary of “Martin’s Law” [IS]: You can’t 
learn anything unless you almost know zt already. 

The net effect of this is that, for example, if the initial 
action set does not include primitives which could be de- 
veloped into symbolic methods, then symbolic processes 
will never arise in the agent. However, even with appro- 
priate actions in the initial action set, there will still need 
to be an incentive for the meta-learner to compound those 
actions into sequences which are more useful to  it. This 
may be achieved by having the agent incur a cost each 
time it interprets the policy. Then the cost of executing 
two actions in sequence to  go from one state to another 
will be less than the cost of executing those same two ac- 
tions in the same context, but going via an intermediate 
state which requires a second interpretation of the policy. 

In a system under development to try to learn a solu- 
tion to the learning problem posed at the start of this pa- 
per, the reinforcement signal was generated by subtract- 
ing costs from rewards. Each action taken from the action 
set incurred a cost, and some action sequences led to  a re- 
ward. Both costs and rewards immediately contributed 
to the reinforcement signal, despite this situation bearing 
little resemblance to the human world where rewards are 
often irregular in time and/or inconsistent in magnitude. 
The system made no attempts to model or predict the 
reinforcement signal. In general we will need to find ways 
of building an internal model of at least the reward com- 
ponent of the reinforcement signal (the cost component 
should be directly accessible).’ 

Each point in the concept space was defined in terms of 
the three most recent actions taken and their results. The 
result of an action was the value which remained in an in- 
ternal accumulator once the action was completed. The 
reason for recording three recent actions is that among 
the initial actions provided were three actions which made 
combinations of the three most recent actions. One joined 
the two most recent actions into a single sequence; another 

’If desired, and this is arguably the case where the rein- 
forcement is supplied by humans [13], a single action could 
be provided to request accumulated rewards. If these rewards 
were returned less the cost of the anterruption to  the assessor 
who awards them, there would be an incentive for the learning 
agent to build an internal model of the reinforcement signal, 
so as to rely less and less on the assessor, and gain greater 
rewards This situation resembles the development of children 
into adults. I call this approach reinforcement on demand but 
do not discuss it further here. 
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joined the two earlier actions; the last joined all three ac- 
tions. The second of these actions was seen as useful (if 
not essential) for creating actions which were potentially 
of general use and were not solely aimed at obtaining spe- 
cific rewards. 

Finally, most crucially, but also surprisingly simply in 
the end, in order to  learn the policy, at each step in the 
learning process, the system was treated as a new re- 
inforcement learning problem, and standard techniques 
were applied to it. In system being tested, Q-Learning 
was chosen for simplicity. Such methods can be applied 
since they cannot tell the difference between visiting a 
pre-defined state for the very first time, and visiting a 
newly defined state for the very first time. So we can 
simply add in states and expand the domain of the rein- 
forcement learning problem as required. The same applies 
to expanding the space of actions. 

This approach, while simple, is not likely to be effective 
in the longer term. All it does is impose further overheads 
on a learning technique which already does not scale up 
very well. More explicit support for expanding concept 
and action spaces, pruning them of useless knowledge, 
compacting them through generalisation, and so on, will 
be required in order to  make a (reinforcement) learning 
approach to developing mobile robots feasible. 

CONCLUSION 

This paper describes work in its early development 
stage. Initial results are in line with the forecasts that per- 
formance will ultimately depend on the choice of an initial 
action set for the learning agent, and that in adopting Q- 
Learning, we are merely imposing overheads on a method 
which is already underperformed. Putting it blunty, ex- 
pectations were low, and have been fulfilled. 

But future expectations are higher. If robots are ever 
to become commonplace due to  their ability to learn and 
adapt to diverse environments, then much of those ca- 
pabilities themselves will have to arise through learning: 
there are simply too many variations to explicitly pro- 
gram. In turn, if robots are to learn their capabilities, 
they will have to  blend practical know-how with insight- 
ful know-that. This work makes a start in that direction. 
It is a small, humble start, but a start nevertheless. 
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