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Abstract— For video analytics and surveillance applications,
person re-identification across multiple camera views remains
an open problem. The challenge of being able to determine
that two images of people are the same person based solely on
their appearance can be difficult, even for human observers.
Many recent re-identification methods use deep learning with
supervised learning to discriminate between the identity classes.
However, the requisite training data is generally not avail-
able in real-world scenarios. In this paper, we compare a
number of fast classification methods for the purposes of
re-identification, taking extracted and pre-processed feature
vectors and classifying them into identity classes, focusing on
one-shot and unsupervised learning algorithms. We present two
novel one-shot learning methods, including Sequential K-means,
a computationally efficient algorithm with competitive accuracy.
We demonstrate this on an indoor person tracking dataset,
and discuss parameter tuning in order to further improve the
accuracy of the algorithm.

I. INTRODUCTION

One of the most common existing uses of cameras is in
surveillance contexts, monitoring indoor and outdoor spaces
for public safety and law enforcement purposes. There is
increasing interest in implementing these sorts of systems for
other purposes, such as market research and intelligent smart
home environments, which are sometimes called video ana-
lytics applications [25]. However, the most significant cost in
any of these systems is the need for continuous monitoring,
which generally requires a human observer watching many
camera feeds at once. The result is that either systems are left
unmonitored, which significantly reduces the utility of these
systems, or potential system owners opt not to install them.
Computer vision has the potential to unlock many of these
applications by extracting useful information out of video
feeds automatically and removing the need for a human-in-
the-loop. In the context of surveillance and video analytics,
many key objectives rely on the ability to track people as
they move, usually through and between multiple camera
views. This requires re-identification, which is the task of
determining matching a detected person with a gallery of
previously seen people based on their visual appearance.

Additionally, there is a need to develop computationally
efficient approaches that can be used on embedded systems
with limited resources. Recent trends of moving towards
using deep learning with convolutional neural networks for
re-identification [16], [1], [29] move in the opposite direc-
tion, which require significant computation power and large
training sets in order to perform accurate re-identification.
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Additionally, these methods are developed with datasets that
do not accurately represent the real-world re-identification
challenge; the datasets are usually built with manually drawn
bounding boxes that ignore the possibility of false positive
person detections, and the entire dataset is presented at
once rather than identity classes being slowly built up over
time in appearance order [32]. Supervised learning methods
that require significant amounts of training data generally
perform poorly in real-world scenarios when we encounter
new identity classes that have not been previously seen by the
system, meaning that there is no opportunity for the system
to learn a model for that class.

Instead, we prefer a series of simpler stages using per-
son detection, feature extraction, metric learning, and clas-
sification to develop more robust models for person re-
identification [4]. In this paper, we focus on analysing a
number of different classification methods for person re-
identification. This is particularly targeted towards the prob-
lem setting where there is very little training data available,
represented in the worst case as a one-shot classification chal-
lenge. We present two novel approaches for one-shot learn-
ing, and demonstrate that an improved version of Sequential
K-means described in our previous work [5] achieves very
good comparative results. This paper includes experiments in
a multi-camera setting (rather than single-view analysis), re-
places a heuristic with more theoretically rigorous covariance
metric transforms, and presents comparative results against
other methods. Related works are referred to throughout the
paper where relevant.

II. TEST ENVIRONMENT

In a standard video analytics application, we may be
interested in tracking people to gain more information about
how the observed space is being used. For example, planning
authorities and councils may want to investigate how pedes-
trians use public spaces, and ensure that there is sufficient
capacity for the number of people who want to use those
spaces. The current solution is to essentially sample the
space by recording video for a short period of time, and
then manually count and track pedestrian flows throughout
the space. More recently, computer vision has unlocked the
capability to automate some of these tasks, but generally
they only work within single camera views - there is usually
limited ability to avoid double counting between camera
views or gather further information about usage patterns
beyond counts. To solve this problem, we need to be able to
re-identify individuals across multiple camera views, dealing



Fig. 1. Samples from our re-identification dataset for one person class extracted with DPM, with the camera view number shown in the top left.

with varying lighting conditions, camera angles, and pre-
processing parameters between the different cameras.

The majority of person re-identification datasets have a
large number of identities (in the order of hundreds or
thousands), with a relatively small number of samples of
each identity. The popular ViPER [11] dataset only includes
two samples for each identity, but more recent datasets like
DukeMTMC4ReID [10] and Market-1501 [31] have between
5-10 samples per identity. This differs significantly from the
real-world person tracking case, where at any given moment
in time we are likely to be dealing with a smaller number
of identities, but if we track them over time then we may
have hundreds of frames of samples for that identity. The
standard re-identification dataset therefore loses the element
of time, as the identity samples are not necessarily ordered
from least recent to most recent. Re-identification with
these datasets is encouraged towards supervised methods
that use significant amounts of training data offline, rather
than allowing unsupervised online learning over time that
iteratively improves identity models.

Therefore, we evaluate the performance of different clas-
sification algorithms for person re-identification on person
tracking datasets, without analysing the position of the de-
tected individual. We do this on the UoA-Indoor [5] dataset,
which has four overlapping cameras observing an indoor
space. As shown by the example in Figure 1, the main
difficulties posed by this dataset are that the observed indi-
viduals are often obscured by furniture and other obstacles,
and that the presence of multiple bright lighting sources
causes significant colour changes and saturation as the people
walk throughout the room. There is also significant motion
blur and focus issues, and a variety of poses including
both walking and sitting down. This dataset includes over
approximately 28,000 samples across 19 identities, with
between 750 and 2640 samples per identity.

III. FEATURE VECTOR EXTRACTION

Taking the raw image, we need to extract feature vectors
representing each of the individuals in the frame before we
can perform classification. A flowchart of the steps involved
in this process is shown in Figure 2. We extract individuals
from the video footage with the Deformable Parts Model
(DPM) [9], and then use the detected parts to describe the

Fig. 2. The feature extraction and identity classification processes

individual. Rather than using horizontal stripes or blobs [14],
[20], [12] to segment individuals, using body parts is more
similar to how humans identify individuals at a distance
[7]. We then extract colour and texture descriptors for each
part, with a 15x16-bin HSV colour histogram, a 3x16-bin
RGB colour histogram, and a 16-bin Local Binary Pattern
(LBP) histogram. These features are fast to compute, while
providing good discriminative strength [18], [15]. We also
use the part scores to detect if parts are obscured, allowing
us to better ignore false positive part detections that could
lead to erroneous model updating later [26]. These features
are concatenated together to form a feature vector for each
detected individual.

Based on each dataset, we pass a number of these feature
vectors from different camera angles and identities through
Principal Components Analysis (PCA), an unsupervised
method of identifying the dimensions with the most variance.
Dimensions with high variance are likely to be more relevant
for discriminating between different classes, while dimen-
sions with low variance are likely to be common between the
classes and could be attributable to background or common
clothing choices. Reducing the number of dimensions allows



much faster classification later on, and can also help improve
classification accuracy by removing noisy dimensions that do
not contribute to discriminability. For the work in this paper,
we only used the top 32 dimensions as further increasing the
number of dimensions did not lead to significantly increased
accuracy. This was determined experimentally, varying the
number of dimensions and using an offline SVM to assess
the impact of dimensionality on separability. The reduced
feature vector can then be used for classification.

Then, we pass each feature vector through the covari-
ance metric, an underlying method of metric learning. The
purpose of metric learning is to learn a transformation
matrix that modifies the feature vectors so that there is
more distance between classes (inter-class variance) and less
distance within classes (intra-class variance). The intention
is to make the feature vectors more linearly separable, so
that it is easier for the classification algorithms to separate
the classes. We use the simple covariance metric since most
metric learning algorithms overfit to the training data, and we
need a generalised distance metric that can operate without
training data.

IV. ALGORITHMS

In our approach, we classify the transformed feature
vectors into classes, where each class represents a single
identity. This is in contrast to approaches that attempt to learn
a transfer function between the different camera views in an
effort to model the environmental and parameter changes
[13], [2], [27]. There are a few characteristics of the end use
case that affect our choice of classification algorithm. Firstly,
while we have a dataset available for algorithm development,
in the real world we cannot obtain training data for each
possible individual that might enter an unconstrained public
camera view. This means that most supervised methods will
be unsuitable, especially those that require large amounts of
training data such as deep convolutional neural networks.
Instead, we are reliant on methods that either can utilise
transfer learning based on our dataset, or unsupervised meth-
ods that do not require labelled data for each individual [32].
Unfortunately, purely unsupervised methods are unlikely to
be suitable for processing footage in real-time, as we will
not have all of the samples at classification time so finding
patterns in the overall distribution is not possible - rather,
the samples would be streamed into the algorithm as they
arrive. As a compromise, we can use algorithms that require
a minimal number of training samples. Algorithms that only
use a single sample during training are commonly known as
one-shot learning methods [8]. Secondly, in low-cost envi-
ronments we will generally have limited computation power
and memory, so classification methods that require expensive
GPUs or cloud computation services in order to achieve real-
time speeds are also unsuitable. It is important to keep in
mind that any algorithm needs to be scalable as the number
of identity classes increases (up to a point), so methods that
suffer from state space explosion such as decision tree-based
algorithms would also be unsuitable. We investigated four
potentially suitable one-shot learning approaches, as well

as two supervised and one semi-supervised approach as a
benchmark comparison to show that a) the feature vectors
can theoretically be classified accurately if there is sufficient
training data and b) the difference in computation time
between fully supervised and one-shot learning approaches.
This is important as it shows that any errors for the one-shot
learning methods are attributable to the algorithm, rather than
to the data.

A. Benchmark Algorithms

The first method that we used was a linear Support Vector
Machine (SVM), which is commonly used in machine
learning as a supervised method for classifying data in two
classes. This is done by optimising a hyperplane in multi-
dimensional space between the classes so that the margin
on each side of the hyperplane is as wide as possible. In
the multi-class case where there are many possible out-
put classes, a number of different approaches have been
suggested. Variations of RankSVM [12], [22], [30] have
previously been used in the re-identification context, where
the kernel trick is used to learn a ranking function in a high
dimensional space, which would also absolve the need for
metric learning. However, simpler multi-class (pairwise or
one-vs-all) SVMs have been shown to produce reasonably
good results already, at much lower computation costs during
execution [19]. A standard SVM formulation is also more
suitable in sparse cases, i.e. where the number of dimensions
is low relative to the number of samples, as is the case when
we have already performed dimensionality reduction. In our
case we use a one-against-all scheme, where one model is
trained for each class and the decision functions are used
to determine the most positive model for any given input
sample.

We also tested a simple Perceptron as another supervised
method in order to provide a comparison to the SVM. A
single perceptron with many output classes can suffer from
separability issues especially if there is significant noise
or variation at the input, so we use a one-vs-all scheme
to match the SVM model. We also tested a multi-layer
perceptron (MLP) network, but the relatively small number
of input dimensions made selection of appropriate parameter
values challenging, with a very low accuracy as a result.
We also investigated the use of deep neural networks for
classification, but these were rejected for similar reasons to
the MLP, on top of the high computation costs that might
be unsuitable in a resource-constrained environment and
the hypothesis that the additional computation costs were
unlikely to yield sufficient accuracy improvements on top
of the high accuracy rate already achieved by the single
perceptron.

We included a semi-supervised method in order to provide
another comparison point in terms of accuracy and computa-
tion time when less training data is made available. In Label
Spreading, a similarity graph is constructed across all of
the samples given in the training set, with regularisation so
that the resultant model is more robust against noise. Im-
portantly, only a small number of the training samples need



to be labelled; the other samples are marked as unlabelled,
which would normally be useless for a supervised learning
algorithm, but in a semi-supervised algorithm allow the
model to still develop some understanding of the underlying
data distribution and lead to more accurate classification
than a one-shot algorithm. We used the scikit-learn [21]
implementations of SVM, Perceptron, and Label Spreading
to accelerate development.

With the supervised and semi-supervised methods, there
is no model update step, so the model does not improve
over time and new classes cannot be introduced at runtime.
However, as indicated earlier, we are primarily interested
in the unsupervised methods in the context of our target
application. One-shot learning is very similar to unsupervised
learning, in that one sample is provided per class to help start
the unsupervised learning process. Firstly, we can use a one-
shot formulation of the SVM and perceptron by providing
an anchor sample for each class to initialise the model, and
then use online learning to both classify and continue to train
the model over time as samples arrive, using early stopping
to avoid overfitting. However, as with most unsupervised
methods, there is a risk in that misclassification of samples
has a significant impact on the accuracy of future classifi-
cation, since incorrect and correct classifications contribute
equally to the learnt model. In the case of the SVM and
perceptron, a single misclassification potentially has a large
impact due to the repeated training epochs performed with
each sample. Instead, we present two novel methods that
attempt to minimise the impact of misclassification in one-
shot/unsupervised learning. Both of these methods follow the
flowchart shown in Figure 2, where identity classification is
comprised of a similarity calculation with the existing model
descriptors, and a model update step to improve the accuracy
of matching over time.

B. Gallery

The ViBe classification method was originally developed
for the purposes of background estimation [3], to determine
whether a pixel is part of the background or foreground based
on comparison samples in a background model. Importantly,
the classification is reasonably robust against noise, with
noisy samples aging out over time. We adapted it to work
in a person re-identification context, removing the irrelevant
parts such as sample propagation for spatial consistency. We
call this the Gallery approach because it is primarily based
on maintaining a gallery of feature vectors for each identity
class. This algorithm has two main parts - a classification
step and a model update step.

When we see a new person for the first time, we create a
new class and use the extracted feature vector as an anchor.
For Gallery, we establish a gallery of N samples (targets),
where all of the samples are initially identical. During the
classification step, we take our new sample (the source) and
compare it to each target sample in the gallery for each
class. Since we have already performed metric learning, then
theoretically the data points now lie in Euclidean space, and
we can use a simple Euclidean distance to determine the

similarity between two feature vectors, where lower distances
mean that the vectors are more similar. We empirically
find a maximum threshold (DIS) for the distance using
a parameter sweep, so that if the distance is below that
threshold then we consider the two feature vectors to be a
match. For each class, if the number of matches is above a
minimum number (numMin), then we classify the source
feature vector as part of that identity class. Formally, we can
describe this classification scheme by saying that a source
feature vector x is part of class c if C(s) >= numMin,
where C(s) is the number of feature vectors s0, s1, ..., sN
that satisfy the condition ||s − x|| < DIS, where ||s − x||
denotes the Euclidean distance between s and x.

In the model update step, we then replace a random target
sample in the class gallery with the source sample. Each tar-
get sample has a uniformly equal chance of being replaced.
This has the effect of creating a smooth decaying lifespan
for the gallery samples, providing a mixture of recent and
older samples to compare against. The constraint on the size
of the gallery to N samples ensures that the method remains
scalable and does not grow excessively over time. The impact
of a single misclassification leading to replacement in the
class gallery is also minimised, as multiple matches (up to
numMin) need to be made for a future source vector to
be classified. However, this behaviour is non-deterministic
due to the random replacement, leading to slight differences
in performance between trials. To determine the appropriate
parameter values, we did a simple parameter sweep, and for
our dataset determined values of N = 40, DIS = 40, and
numMin = 5. In other words, for a source sample to be
classified, it needs to match with at least 5 out of the 40
gallery samples, where the two distance vectors need to have
a distance less than 40 in order to be declared a match.

C. Sequential K-means

We first introduced the use of Sequential K-means for
person re-identification in [5] based on inspiration from [6].
However, we have improved upon that algorithm in two
ways. Firstly, we previously tested it on single camera views
independently, without assessing the performance with sam-
ples mixed together from multiple camera views. Secondly,
we previously used a heuristic during model update that
was similar to Relative Components Analysis (RCA) as a
post-processing step in an unsupervised way, which had
a similar effect to metric learning but was less effective.
Since we now compute the Mahalanobis distance (covariance
metric transformation) before classification, that heuristic is
no longer needed. An additional benefit of performing a
metric learning transformation on the data is that instead
of comparing similarity using correlation distance (since we
were matching histograms), we can use a linear Euclidean
distance to determine similarity, which is slightly computa-
tionally lighter.

In sequential k-means, each class is represented only as a
cluster mean, significantly reducing the memory and compu-
tation requirements in comparison to most other classification
methods. When a new person appears for the first time, we



use the first sample to initialise a new cluster center with
that feature vector. For each new source feature vector, we
compare it to the cluster mean for each existing class - the
vector is classified into class c with the lowest Euclidean
distance, defined as ||mc−x|| where mc is the cluster mean
for class c.

We then update the selected cluster mean using mc =
βx+(1−β)mc, where x is the new source feature vector and
β is a constant weighting factor. This essentially becomes a
form of linear filtering, where each new sample contributes
to the new mean by a small amount while still allowing
past samples to have most of the influence. In our parameter
sweep with this dataset, we empirically found that β = 0.1 led
to good accuracy results with images from multiple camera
views, in comparison to the β = 0.25 that was used when
only processing vectors from a single camera view in [5],
although this is likely dependent on the rate of change in
visual appearance, which is difficult to model. The optimal
value of β is ultimately a trade-off between the need to
update the model so that it is more similar to future samples
in the short-term while remaining robust against noise and
erroneous classifications. A weakness is that the ability to
classify vectors from different camera views is dependent
on the performance of metric learning and relies only on the
Euclidean distance operator, although alternative similarity
measures could be used if necessary.

V. EXPERIMENTAL RESULTS AND DISCUSSION

A. Experimental Settings

To compare the different classification approaches, we
ran each method on the transformed feature vectors after
PCA (32-dimensions) and metric learning (covariance metric
transformation) with the following procedures and parame-
ters:

- For the supervised methods, we used a modified version
of 5-fold cross-validation to determine the accuracy and
computation time per fold, with the smaller number of
samples in the training set and the larger number of samples
in the test set to make the problem setting slightly more
challenging. The offline SVM and Perceptron were both
linear. In each fold, there are approximately 5,000 samples
in the training set and 23,000 samples in the test set across
19 identity classes.

- For the semi-supervised Label Spreading method, we
extracted one 10th of the samples to build a training set,
and labelled every 50th sample correctly while marking all
others as unlabelled. The rest of the samples were then
used as the test set. Accuracy and computation times were
derived as an average across five trials. In each trial, there
are approximately 2,800 samples in the training set with only
56 labelled samples, and approximately 25,000 samples in
the test set across 19 identity classes.

- For the one-shot methods, we stream the feature vectors
in order of appearance in the recorded footage, mixed be-
tween the four camera views. The first sample of each class is
labelled and given to the algorithm as an anchor so that a new
class is created for the new identity, and then all subsequent

TABLE I
RESULTS ON UOA-INDOOR

Method
Accuracy

(%)
Classification

Time (s)
Supervised Learning Methods
Offline SVM 98.82 8.377
Offline Perceptron 91.35 0.391
Semi-Supervised Learning Methods
Label Spreading 72.92 1.772
One-shot Learning Methods
Sequential K-means 67.22 0.282
Gallery 48.41 4.720
Online Perceptron 34.44 29.797
Online SVM 29.61 28.891

vectors are labelled by the algorithm itself and used for
further training (i.e. model update). The online SVM and
online perceptron have the same underlying implementation
as the offline versions, except that we only partially fit
each model with each sample using early stopping to avoid
overfitting. Accuracy and computation times were again
averaged across five trials, with a single sample per class
across 19 identity classes as the ”training set” and over
28,000 unlabelled samples as the test set. Importantly, for
the online SVM and online perceptron methods, the number
of output classes need to be defined at initialisation as part
of model creation, limiting the flexibility and scalability
of the classification approach. In the case of Gallery and
Sequential K-means, the number of classes is only defined
for the purposes of memory allocation, and could be defined
as an upper bound limit on the number of simultaneously
detectable classes.

B. Results

Ideally, we want to find a classification algorithm that
leads to high classification accuracy and low computation
time. All accuracies and computation times are derived from
a desktop computer running Ubuntu 16.04 with an i7-6700
CPU with four 3.40GHz cores and 64GB of RAM, with the
algorithms written in Python with the use of Numpy and
Scikit-learn. The computation times should be compared to
each other on this machine, rather than taken as evidence for
real-time execution generally. They are also times taken to
classify the entire dataset, not per image.

As shown in the results in Table I, the supervised learning
results show that the dataset is largely classifiable in an
offline training context, so we have confidence that any
further decreases in accuracy are due to the method rather
than inherent characteristics of the dataset. As we reduce the
number of training samples, the accuracy rate falls, as shown
in the semi-supervised and one-shot methods. Including both
the supervised and one-shot variations of the perceptron and
SVM show that without many training samples, it becomes
very difficult to create accurate models and many more
training epochs will be attempted with large errors, leading
to much higher classification times. The Gallery method still
has a relatively high classification time due to the need



Fig. 3. Classification accuracy (averaged over five tests) and computation time (per test) from a Sequential K-Means method classifying approx. 28,000
feature vectors across 19 classes with between 2 and 256 dimensions after PCA and a covariance metric transformation.

to iterate through many target samples in the gallery for
each possible class, but potentially does not replace samples
in the gallery fast enough to keep up to date with recent
samples, leading to erroneous classifications. It is clear that
out of the one-shot methods, the Sequential K-means is the
best method, with a substantially higher accuracy rate and
a substantially lower classification time. However, losing
30% accuracy between the supervised and one-shot learning
methods needs to be further mitigated in order for these
algorithms to be viable for real-world applications. We may
not be able to sufficiently overcome inter-camera variation
when mixing the camera views together with these one-shot
learning methods.

C. Comparative Analysis

When other person tracking and re-identification methods
are published, the results can be reported in many different
ways. A CMC/ROC curve is very common, but in a real
system the method ultimately needs to make a decision about
which identity to assign to a person, so only the r=1 (top
rank) accuracy should be used for comparison against our
methods. State-of-the-art re-identification approaches achieve
around 50-80% accuracy for rank one [24], although this
appears to be strongly dependent on the dataset and therefore
must be interpreted cautiously. The CUHK01 dataset is
perhaps the most similar to our dataset and test-scheme,
using a single-shot evaluation protocol similar to ours but
with an outdoor context, a much larger number of identities,
and only two camera views. The top performing method on
this dataset [28] achieves 66.6% accuracy at rank 1 using a
CNN (no computation time is reported).

More recently, a series of identity-based measures have
been proposed [23] in a person tracking context, utilisting the
more traditional measures of Precision, Recall, and F-Score.
Our accuracy results can be interpreted as being largely
analogous to IDP (ID-Precision), as they both measure the
number of correctly classified identities out of the total num-
ber of detected individuals. In a multi-camera context, the
state-of-the-art achieves approximately 58% IDP [17] on the
DukeMTMC dataset [23], which also has an outdoor context

but has eight non-overlapping cameras. The challenge for
fair comparison with other works in the published literature
is that methods like Sequential K-means that iteratively
improve their models, taking into account small and gradual
changes over time, are inherently disadvantaged by most
re-identification datasets, which only have a small number
of samples for each identity class. These samples are also
generally discontinuous, meaning that they are not from
sequential frames and there are often large time periods
between the captured samples. Sequential K-means achieves
relatively high accuracy on the UoA-Indoor dataset because
thousands of samples are available for each class, and the
samples can be fed into the algorithm sequentially in time
order of capture.

D. Tuning Sequential K-Means

After determining that the Sequential K-means method
was the most appropriate for our use case, we returned
to an investigation of the two key parameters in order
to improve the accuracy by as much as possible. Firstly,
we retuned the number of dimensions to include in the
feature vectors after PCA, since the original number of 32-
64 dimensions was determined based on an offline SVM.
Figure 3 shows a standard curve that would be expected
from increasing the number of post-PCA dimensions, where
the accuracy initially increases and then drops off, slowly
decreasing as we keep a larger number of less discriminative
dimensions. However, the computation time for sequential
k-means increases linearly rather than exponentially in the
case of the SVM, since the model size linearly increases as
the feature vectors become longer. The highest accuracy of
72.65% was achieved when there were 50-dimensions post-
PCA.

Secondly, we retuned the update rate β with different
lengths of feature vectors after PCA. It appears that these two
parameters are largely independent, i.e. changing the number
of dimensions has negligible effect on the impact of changing
β on accuracy. The highest accuracy is achieved when β
is between 0.05 and 0.1, around 50-dimensions post-PCA.
Variations in β have no impact on computation time since



it is just a constant used in a multiplication operation. An
improvement to our Sequential K-means formulation could
be to introduce a ranking and re-ranking scheme, taking the
Euclidean distances to all clusters into account. However,
this would increase the computation time significantly for
marginal improvements in accuracy, whereas incorporating
other types of features may be more beneficial.

VI. CONCLUSIONS AND FUTURE WORK

In this work, we discuss classification for fast person
re-identification across multiple camera views. We evaluate
a number of classification methods, in particular one-shot
learning methods, and show that our sequential k-means
approach outperforms other simple methods in terms of
both accuracy and computation time. Importantly, this relies
on the assumption that the model can continue to update
and develop over time, in contrast to supervised learn-
ing approaches developed on most existing re-identification
datasets. We also discuss parameter selection and scalability
for the sequential k-means method.

We plan to improve the accuracy of our overall tracking
system by incorporating physical traits into the model, such
as the height of the individual, as well as including a physics-
based spatio-temporal model that utilises the position of the
individual. In a real-world application, an age-out scheme
where older classes are removed when they have not been
seen for a long time would be one way of helping maintain
the number of classes in the gallery/model at a reasonably
low level. Future work also includes building a complete
person tracking pipeline with background estimation, person
detection, feature extraction, identity classification, and po-
sition tracking. This pipeline will be compared against other
person tracking and re-identification methods in terms of
both accuracy and computation time.
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