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Abstract

Solving the inverse problem of finding suitable parameters for a numerical model de-

scribing a high-enthalpy geothermal system is time-consuming, as it involves running

numerous nonlinear simulations until model outputs match observations. In geother-

mal modelling the most popular inversion algorithms are basic implementations of

the Levenberg-Marquardt method, which use derivatives of model outputs to improve

model parameters iteratively. However, their computational cost scales poorly with

the number of parameters Nm , since they use at least Nm + 1 nonlinear simulations

and finite differencing to estimate model derivatives. Choosing Nm large is, there-

fore, impractical with these methods, which limits their flexibility. For reducing the

computational cost of inverting highly-parameterized geothermal models, this study

considered adjoint and direct methods, as well as randomized matrix algorithms. As

demonstrated, the adjoint and direct methods can, by themselves, reduce the cost of

standard derivative-based methods for inverting geothermal natural-state and pro-

duction models. This is especially the case for natural-state models since they require

solving expensive transient to steady-state simulations but evaluating model deriva-

tives with the adjoint or direct methods only requires solving linear problems for the

final natural-state time-step. For improved efficiency of highly-parameterized inver-

sions, we proposed combining randomized low-rank matrix algorithms with adjoint

and direct methods to generate approximate Levenberg-Marquardt updates. As dis-

cussed, the proposed randomized Levenberg-Marquardt variants are suited to high-

performance parallel computing as they do not require serial iterations to gener-

ate model updates and can, therefore, outperform previously proposed approximate

Levenberg-Marquardt methods, which use iterative methods. To improve the accu-

racy and performance of the proposed inversion methods we developed new ran-

domized low-rank matrix algorithms which improve on previous algorithms. These

improved algorithms include generalized subspace iteration and block Krylov algo-

rithms, and single-pass streaming algorithms. These algorithms can be applied to a

wide range of problems which involve forming low-rank matrices. Finally, we advised
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and demonstrated how these new randomized low-rank algorithms can be used to

accelerate inversion and uncertainty quantification of highly-parameterized geother-

mal models. The results suggest that the proposed randomized methods are useful

for inversion of geothermal models, and this may also be the case for other inverse

problems.
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Chapter 1

Introduction

1.1 Problem Statement

A geothermal reservoir is an energy resource within the earth which can be used

to generate electricity and to heat houses. The resource consists of hot rock and

hot geothermal fluid, which flows within the subsurface through fractures and pore

spaces of the rock. Some of the geothermal fluid may flow to the surface to form gey-

sers, fumaroles, boiling mud-pools, and hot springs. The geothermal fluid mainly con-

sists of water, which contains a complex mixture of chemical solutes. The state of the

geothermal fluid (for example, whether it is in liquid or vapour form) and chemistry

depends on the type of geothermal system and the location within the system, and is

influenced by the production (if any) of geothermal fluid from the system and rein-

jection of spent fluid (fluid which has been used as an energy source) back into the

system. Because of these complex processes, describing the transport of geothermal

fluid within the subsurface is a considerable challenge.

Three-dimensional numerical reservoir models are commonly used to describe

and understand ongoing processes in geothermal reservoirs. Management decisions

are often, in part, based on predictions supplied by numerical reservoir models on

future production outcomes of geothermal energy projects (Gunnarsson et al. 2011;

Kiryukhin et al. 2008; Mannington et al. 2004; Moon et al. 2014; O’Sullivan et al. 2009;

Porras et al. 2007). Important management decisions include government rulings on

resource consent (Burnell et al. 2016; Mannington et al. 2004; O’Sullivan et al. 2009),

which are often based on whether numerical models suggest that planned produc-

tion scenarios are sustainable (Axelsson 2010; Burnell et al. 2016; Gunnarsson et

al. 2011; O’Sullivan et al. 2009). Recently, geothermal researchers have also explored

using geothermal reservoir models to optimize production design; this includes, for

19
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instance, using reservoir models within an optimization framework to optimize well

placement (Adiga et al. 2017; Helgason et al. 2017; Seidler et al. 2016).

The integrity of predictions given by a reservoir model, and therefore the man-

agement strategy based on those predictions, depends on the appropriateness of the

parameters supplied to the model. The model parameters which are used for gener-

ating model predictions are usually found using a process which is generally called

model calibration or inversion. Numerical model simulation involves solving the so-

called forward problem of evaluating model outputs using specified model parame-

ters. Model inversion, on the other hand, involves solving the reverse or inverse of the

forward problem. That is, the inverse problem is to find model parameters which give

model outputs which (adequately) match observations, which in the case of a geother-

mal reservoir are observations of the state of the reservoir at sparse locations and at

different times.

Inverse modelling is one of the main computational challenges facing geothermal

modellers. For describing a geothermal system, inverse modelling involves running

multiple time-consuming nonlinear reservoir simulations for various sets of parame-

ters until a model is arrived at which can describe the observed reservoir behaviour.

The number of nonlinear simulations needed when running current industry stan-

dard inversion methods is high. This impacts the usability of geothermal models, be-

cause decision makers may have to wait a long time before a model has been devel-

oped which can be used within a decision framework. Furthermore, the long compu-

tational time may mean that modellers settle on using a model which gives subopti-

mal matches to observations and those models are, therefore, likely to be unreliable.

This work considers developing methods to speed-up model development us-

ing inverse methods. We focus our attention on derivative-based inversion methods

(methods which use derivatives (gradients) of model outputs to find improved model

parameters), and using adjoint and direct methods to speed-up the inverse methods.

The adjoint and direct methods are useful for reducing the number of nonlinear simu-

lations carried out when inverting a geothermal model, and these methods are there-

fore beneficial for reducing computational time. Furthermore, we present and discuss

new inversion algorithms, which couple randomized low-rank matrix approximation

algorithms with the adjoint and direct methods to give methods which are efficient

when dealing with a large number of parameters and observations. These methods

address a drawback of current industry standard inversion methods, which are not

efficient enough to adequately deal with highly-parameterized geothermal reservoir

models. Moreover, we present improvements to state-of-the-art randomized low-rank
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matrix approximation algorithms. Finally, we showcase how our inversion methods

and novel low-rank approximation algorithms can be useful for inversion as well as

for uncertainty quantification of geothermal reservoir models.

In this study, we use the TOUGH2 simulator (Pruess et al. 1999; Pruess 2004),

which is the industry standard simulator for describing fluid and energy transport

within geothermal systems. The inversion methods we present are, therefore, de-

signed to work alongside the TOUGH2 simulator. In recent years, researchers at The

University of Auckland have been developing a new generation of geothermal reser-

voir simulator called Waiwera (Croucher et al. 2017; O’Sullivan et al. 2017), which is

expected to compete with TOUGH2 as the industry standard simulator. As Waiwera is

based on the same finite volume approach for describing transport of fluid and en-

ergy, the adjoint and direct methods discussed in this work should also be applicable

to simulations using Waiwera and other related geothermal simulators. The random-

ized low-rank approximation algorithms are more general and are applicable to a wide

range of large-scale scientific problems, where matrices appear that are suited to be-

ing approximated by low-rank representations.

1.2 Geothermal Reservoir Modelling

A hot geothermal system consists of a large convective plume of hot water above some

deep heat source. As it rises, the shape of the convective plume is affected by the geo-

logical structure (e.g. faults, formation boundaries, caprock). Thus, the underground

temperature distribution reflects the large-scale permeability structure of the system.

From an inverse modelling perspective, the temperature distribution can, therefore,

be used to infer the large-scale permeability structure. This is the idea behind us-

ing calibration of a pre-exploitation or natural-state model of a geothermal system,

where permeabilities in a model are adjusted to match downhole temperature mea-

surements at natural state (O’Sullivan et al. 2001; O’Sullivan & O’Sullivan 2016).

When production of geothermal fluid commences, the natural state of the

geothermal system is perturbed, with hot geothermal fluid being extracted from pro-

duction wells, which have been drilled into the subsurface. The hot fluid can then

be used to generate electricity and to feed a district heating system (used for heating

houses, swimming pools, among other things). After extracting energy from the pro-

duced geothermal fluid, some of it is typically injected back into the geothermal sys-

tem. This process of reinjection is a means of disposing of spent waste-water, but more

importantly to the energy extraction process reinjection can be used to slow-down
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pressure decline and to improve the efficiency of heat extraction from the hot rock in

the geothermal system. However, reinjection of relatively cool waste-water can also

have drawbacks, as reinjected water that finds a direct path to production wells can

result in cooling of production fluids and, therefore, a decline in productivity (Kaya

et al. 2011; Rivera Diaz et al. 2016).

These actions of production and injection influence the flow of fluid and heat

around the production and injection wells, changing measurable properties of the

surrounding fluid, such as temperature, pressure and its chemistry. The changes are a

combined result of the production process, the natural state of the geothermal system,

and the reservoir properties, such as permeabilities and porosities of the reservoir for-

mations. By measuring changes in fluid properties at observation wells, information

can be gathered which can be useful for inferring properties of the reservoir using in-

verse methods. The observations can include changes in production enthalpies, and

temperatures and pressures at monitoring wells. The most appreciable changes are

close to the production and injection wells. As a result, the information contained

in observations gathered at these wells is mainly informative about properties of the

geothermal reservoir close to the wells, such as local formation permeabilities and

porosities.

It has been widely recognized that temperature measurements can be used to im-

prove understanding of the structure of groundwater systems (Anderson 2005; Saar

2011), and there have been several inverse modelling studies combining hydrogeo-

logic and thermal data (Woodbury & Smith 1988; Bravo et al. 2002; Jiang & Wood-

bury 2006; Rath et al. 2006; Vogt et al. 2014; Zhang et al. 2014). A point of difference

between the present work and these past studies is the difficulty of solving the for-

ward problem: for warm or hot groundwater problems the forward problem is quite

straightforward and can be solved quickly whereas for a very hot, possibly two-phase,

geothermal system the forward problem is highly nonlinear and considerably more

difficult.

Usually, the simulated natural state of a geothermal system is achieved by using

a transient approach to steady-state conditions (O’Sullivan et al. 2001). The transient

approach is necessary because of the nonlinearity of the steady-state equations, and a

natural-state simulation may require many time-steps, updating state variables (e.g.,

pressures and temperatures) at each time, until a large enough time-step has been

reached to ensure convergence to approximate steady-state conditions. This compu-

tational expense, along with the chance of run failure, for example, when the time-step

does not reach a large value, calls for methods which can markedly reduce the number

of simulations needed to invert geothermal models.
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In subsurface flow modelling, the inverse modelling task of identifying geologi-

cally reasonable model parameters consistent with field observations is a consider-

able challenge. Meeting this challenge generally involves running many computa-

tionally expensive and time-consuming finite volume or finite element simulations.

For geothermal reservoir modelling the inverse or parameter identification problem

may be difficult because of simulation convergence issues, due to the complex physi-

cal processes occurring in geothermal reservoirs. This study looks at using direct and

adjoint methods to reduce the computational cost of inverting or calibrating mod-

els describing high-enthalpy geothermal systems. We show how the adjoint and di-

rect methods are useful for reducing the computational cost of inverting geothermal

models. The methods discussed here achieve a very large speed-up in the inversion of

geothermal natural-state models, a process that has no analogue in oil and gas, and is

more complicated than nonisothermal groundwater modelling. The same methods

are also useful for speeding up calibration of geothermal production history mod-

els. Use of adjoint and direct methods for production problems is already quite well-

known from oil and gas (Anterion et al. 1989; Chavent et al. 1975; Li et al. 2003; Oliver

& Chen 2011; Oliver et al. 2008; Rodrigues 2006) and groundwater modelling (Neu-

man 1980b, 1980a; Townley & Wilson 1985; Yeh 1986; Carrera et al. 2005). However,

since geothermal production simulations are, typically, initialized with a natural-state

simulation, the computational savings associated with using the adjoint and direct

methods for the natural state are also significant for the combined natural-state and

production problem.

For inverse modelling of natural-state geothermal models, the parameters to be

adjusted are the rock permeabilities and the locations and magnitudes of deep hot

inflows. Observations include downhole temperatures, pressures and the locations

and magnitudes of surface outflows (O’Sullivan et al. 2001; O’Sullivan et al. 2015;

O’Sullivan & O’Sullivan 2016). When a production history is available, observations

can, for instance, include changes in production enthalpies, changes in chemical

composition of production fluids, and pressure and temperature changes at monitor-

ing wells. The main model parameters considered for matching production histories

are the same types of parameters mentioned earlier for the natural-state problem as

well as formation porosities (O’Sullivan et al. 2001; O’Sullivan & O’Sullivan 2016).

In part, due to the frequency of run failures, manual adjustment of model param-

eters is still the primary method used for geothermal model calibration (Mannington

et al. 2004; O’Sullivan et al. 2009; Burnell et al. 2012; O’Sullivan & O’Sullivan 2016).

Nonetheless, automated inversion methods are increasingly being adopted, at least

as a complementary tool if not as the main calibration technique (see Sections 1.3).
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Most automated calibration studies of geothermal reservoir models have used im-

plementations of the Levenberg-Marquardt (LM) method, available through software

such as iTOUGH2 (Finsterle 2007) and PEST (Doherty 2016). Both iTOUGH2 and PEST

require considerable computational effort to evaluate the sensitivity matrix S con-

taining the derivatives of the simulated observations with respect to the Nm model

parameters under consideration. For both codes, the standard method used to calcu-

late model sensitivities is a one-sided, finite difference approximation which requires

at least Nm + 1 costly, nonlinear, forward simulations. Therefore, forming S in this

way scales badly as the number of adjustable parameters is increased. The main topic

of the first half of this thesis is the use of more efficient methods for calculating the

sensitivity matrix. The latter half considers efficient methods for finding low-rank ap-

proximations of S, when it is large, and how these low-rank approximations can be

used to accelerate inversion of highly-parameterized geothermal models.

1.3 Past Studies of Inverse Modelling of Geothermal

Reservoirs

After the introduction of iTOUGH2 for automatic calibration of TOUGH2 models

(Finsterle & Pruess 1995a, 1995b), geothermal researchers began testing its capabil-

ities for matching natural-state and production data (Finsterle et al. 1997; Bullivant &

O’Sullivan 1998; O’Sullivan et al. 1998; White 1995; White et al. 1998). In one of the first

inverse modelling studies of a real, high-enthalpy geothermal reservoir White (1995)

used iTOUGH2 to match natural-state temperature and pressure data from the Kaw-

erau geothermal field, New Zealand. After assigning rock-types to the model and ap-

plying some manual calibration, White used iTOUGH2 to adjust ten permeability val-

ues. “Rock-type” is a term used by geothermal reservoir engineers for what is often

called a zone (an area of constant parameter values) in other branches of subsurface

modelling. To reduce the computational cost, White included only the five most sen-

sitive parameters and recalculated the sensitivity matrix S at every third iteration of

the LM procedure.

Later White et al. (1998) also applied the same inversion approach, used by White

(1995), for estimating parameters of a natural-state and "production" model describ-

ing the Tauhara part of the Wairakei-Tauhara geothermal system in New Zealand

(Rosenberg et al. 2009). At that time, there were only a few monitoring wells in the

Tauhara area. Though production had not commenced within the Tauhara area, pro-

duction from the Wairakei area resulted in pressure decline within the Tauhara area.
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Based on downhole pressure and temperature measurements, White et al. (1998) used

iTOUGH2 to estimate permeability parameters, the strength of the heat source, and

sink parameters at the model boundary between the Tauhara and Wairakei areas. The

sink parameters were used to represent the effect production from Wairakei had on

the Tauhara part of the Wairakei-Tauhara system. Since then, iTOUGH2 has been used

for inverse modelling of natural-state and production models describing the com-

bined Wairakei-Tauhara system (Mannington et al. 2004).

Other researchers have carried out similar geothermal inverse modelling stud-

ies by varying the parameters of rock-types or zones, usually with fewer than 100

rock-types (Gunnarsson et al. 2011; Jalilinasrabady et al. 2011; Kiryukhin et al. 2008;

Kiryukhin & Miroshnik 2012; Moon et al. 2014; Porras et al. 2007; Tateishi et al. 2015) al-

though some models have used more than 100 rock-types (Austria & O’Sullivan 2015;

Cui et al. 2011; O’Sullivan et al. 2016; Doherty et al. 2017).

Jalilinasrabady et al. (2011) applied iTOUGH2 to infer vertical and horizontal per-

meabilities of 18 rock-types (zones) for a natural-state model of the Takigami geother-

mal field, Japan. Gunnarsson et al. (2011) allowed iTOUGH2 to vary 73 parameters

to match natural-state and production data from Hengill, Iceland. Moon et al. (2014)

reported using over 85 parameters when applying iTOUGH2 to analyse the natural

state of the Ngatamariki geothermal field, New Zealand. Before running the inversion,

Moon et al. (2014) conducted an initial, local linear sensitivity analysis to determine

the most influential parameters that were then used in the inversion. Similarly, when

modelling the Ogiri geothermal reservoir, Japan, Tateishi et al. (2015) used iTOUGH2

to run a sensitivity analysis for 40 natural-state model parameters and then, to ease the

computational burden, used only the most influential parameters in the inversion.

PEST has recently been used for inverting geothermal models having a few hun-

dred parameters (Austria & O’Sullivan 2015; Colina & O’Sullivan 2013; Yeh et al. 2016)

or even a thousand parameters (Doherty et al. 2017). To speed up the inverse process

Austria & O’Sullivan (2015), Colina & O’Sullivan (2013), Doherty et al. (2017), and Yeh

et al. (2016) ran in parallel the reservoir simulations needed for the finite difference

evaluation of S. Austria & O’Sullivan (2015) and Colina & O’Sullivan (2013) reduced

the number of simulations by restricting parameter updates to the space spanned by

the principal right singular value decomposition vectors of the weighted sensitivity

matrix calculated at the commencement of the inversion, a process called SVD-assist

in the PEST manual (Doherty 2016).

The rock-type or zonation approach is one of many methods that have been devel-

oped for reservoir parameterization (see, e.g., Carrera et al. (2005), Oliver et al. (2008),
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and Oliver & Chen (2011)). For example, pilot points (Doherty 2003) have been used

for geothermal reservoir parameterization and permeabilities at pilot points deter-

mined by inverse modelling (Omagbon et al. 2016). However, the zonation parame-

terization approach is most commonly used when inverting geothermal models.

Cui et al. (2011) addressed the problem of parameter uncertainty and variability

in geothermal reservoir modelling with a non-gradient-based method. They applied

a Markov chain Monte Carlo (MCMC) method with an adaptive Metropolis-Hastings

scheme to search for plausible sets of parameters for a natural-state model with 26,005

blocks. Cui et al. varied about ten thousand parameters using their MCMC approach,

resulting in good matches to downhole natural-state temperatures. An advantage of

the MCMC method is it gives quantified error bounds for model parameters, by sam-

pling the parameter posterior probability distribution. Though Cui et al. showed that

time can be saved by using a coarser model as a surrogate for the forward simulation,

the method is still very computationally intensive, requiring many simulations.

1.4 Direct and Adjoint Methods

In the present work we investigate speeding up LM-based inversion of geothermal

reservoir models by using either the direct method (Anterion et al. 1989; Rodrigues

2006) or adjoint method (Chavent et al. 1975; Hinze et al. 2009; Li et al. 2003; Rodrigues

2006) for accelerating the evaluation of model sensitivities. In the petroleum litera-

ture the direct method is also referred to as the gradient simulator method (Oliver et

al. 2008; Tavakoli & Reynolds 2010) and in groundwater hydrology it is generally called

the direct sensitivity method (Carrera et al. 2005; Medina & Carrera 2003).

When sensitivities are approximated by finite differencing, at least Nm + 1 time-

consuming geothermal reservoir simulations are required. By contrast, the direct and

adjoint methods only require one nonlinear geothermal reservoir simulation followed

by the solution of a system of linear equations, with multiple right-hand sides, for ev-

ery simulation time-level to evaluateS. As shown later in Sections 3.5.4 and 3.5.5, the

linear systems to be solved can be easily constructed from the nonlinear equations

solved at every simulation time-level. For a natural-state simulation, the simulation

time-level which is relevant to the adjoint and direct methods is the final natural-state

simulation time-step. Consequently, the adjoint and direct methods can be expected

to give considerable computational savings for a natural-state problem. For a produc-

tion simulation, the relevant time-levels are every production simulation time-step.

Therefore, the computational savings of using the adjoint and direct methods for a
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production history are not as impressive as for the natural-state problem. Neverthe-

less, the adjoint and direct methods are still valuable for the production problem.

The adjoint method is often preferred to the direct one since it scales with the

number of outputs of interest instead of the number of parameters Nm . When the full

sensitivity matrix S is needed, the outputs of interest are the Nd simulated observa-

tions. Some alternative optimization methods to the LM approach only require the

gradient of the objective function, and this vector of derivatives can be evaluated at a

cost which is a factor of about Nd or Nm less than that needed to formS. For this rea-

son, the quasi-Newton limited memory BFGS method, which only requires the gradi-

ent, has been popular for petroleum reservoir engineering problems (Gao & Reynolds

2006; Oliver & Chen 2011; Oliver et al. 2008).

Nevertheless, we can expect inversions with the BFGS method to result in sub-

stantially more nonlinear simulations than inversions using the LM approach (see,

e.g., Tavakoli & Reynolds (2010)). Therefore, for the geothermal problem the LM ap-

proach is preferable to BFGS since limiting the number of costly geothermal forward

simulations is crucial. This is especially the case when solving natural-state inverse

problems but is also important for inversion of combined natural-state and produc-

tion problems.

The adjoint method has been used for history matching of petroleum reservoir

data (Gao & Reynolds 2006; Gao et al. 2006; Oliver & Chen 2011; Oliver et al. 2008), as

well as for optimal management of production and injection wells (Brouwer & Jansen

2004; Jansen et al. 2008; Kourounis et al. 2014; Sarma et al. 2006). Unlike the geother-

mal case, however, petroleum reservoir simulations do not involve solving a natural-

state problem.

The direct and adjoint methods have been applied to inverting steady-state and

historical groundwater data (LaVenue & Pickens 1992; Medina & Carrera 2003; Neu-

man & Carrera 1985; Sykes et al. 1985). It should be noted that there are important dif-

ferences between simulating a steady state groundwater problem and a geothermal

natural state. Solving for a geothermal natural state is often a highly nonlinear prob-

lem involving regions of two-phase flow of water and steam, which requires solving

a difficult transient approach to a steady state. On the other hand, the groundwater

problem is much closer to a linear problem and the state variables may even be found

through solving a single linear matrix equation (Medina & Carrera 2003; Neuman &

Carrera 1985). Consequently, the relative benefit of using the adjoint or direct meth-

ods is likely to be much greater for the geothermal natural-state problem.

In the geothermal reservoir modelling context, adjoint and/or direct methods

have been considered by Rama Rao & Mishra (1996), Rath et al. (2006), Seidler et
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al. (2016), Vogt et al. (2014), and Zhang et al. (2014). Rama Rao & Mishra (1996) ap-

plied the adjoint method to TOUGH2 simulations for a preliminary sensitivity study

for the Yucca Mountain waste repository site. They tested the method on a 2D verti-

cal slice model with flow governed by the TOUGH2 air-water equation of state mod-

ule, EOS3, to investigate how absolute permeability and some of the parameters in the

van Genuchten relative permeability and capillarity formulae influence long-time val-

ues of gas saturation and liquid flow for a particular element in their model. Although

Rama Rao & Mishra considered a steady-state model it was very different to models of

the natural state of geothermal fields.

Using SHEMAT (Clauser 2003) as the reservoir simulator, Rath et al. (2006) applied

automatic differentiation (AD) to evaluate derivatives of model outputs automatically.

Rath et al. demonstrated the accuracy of the AD approach and used it within a Gauss-

Newton scheme (which needs S) to invert a synthetic nonisothermal, single-phase

groundwater model. Though the AD approach is in principle automatic, Rath et al.

found that applying AD required significant recoding of the forward code (SHEMAT).

Furthermore, using AD in a black-box fashion gave suboptimal performance in terms

of computational speed. Instead, Rath et al. found it more efficient to apply a direct

sensitivity approach and use AD to evaluate the derivatives needed to set up the linear

direct sensitivity equations. Vogt et al. (2014) applied a nonisothermal, single-phase

SHEMAT model along with the AD approach of Rath et al. (2006) in an inversion study

of paleo surface temperatures on the Kola Peninsula. Seidler et al. (2016) used the AD

method of Rath et al. (2006) within an optimal experimental design approach to es-

timate optimal placements of exploration wells for a real case study of a geothermal

system in Tuscany. Seidler et al. used a natural- or steady-state model with about half

a million grid blocks to demonstrate their method. However, Seidler et al. reported

that running their single-phase model took about a minute, which suggests that their

simulations were not highly nonlinear.

Zhang et al. (2014) considered a synthetic 3D, geothermal, single-phase produc-

tion model, within a Bayesian framework, to study the importance of temperature

measurements. To approximate the posterior distribution for the model permeabil-

ities, Zhang et al. used an approximate Markov chain Monte Carlo approach called

Randomized Maximum Likelihood (RML) (Oliver et al. 2008; Oliver et al. 1996) to gen-

erate multiple model realizations which honour the observations and parameter pri-

ors. Each RML realization requires running an inversion. For the inversions, Zhang et

al. used a Gauss-Newton scheme and used the adjoint method to find the sensitivity

matrixS. However, their simulations did not include natural-state runs; instead, their
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production simulations were initialized with fixed reservoir conditions. This is unlike

the present study which considers the natural-state problem.

A typical inverse modelling study of a geothermal system will include: first, inver-

sion of a natural-state model to infer the large-scale permeability structure and, sec-

ond, a combined natural-state and production-history inversion to identify smaller

scale, near-well permeabilities and porosities (e.g., Yeh et al. (2016)). The methods dis-

cussed here work particularly well for the natural-state problem, and also work well for

combined natural-state and production-history problems.

Thus, the use of direct and adjoint methods for inverse modelling of the natural

state of a high-enthalpy geothermal reservoir has not previously been investigated,

nor the corresponding combined natural-state and production problem. As demon-

strated below, these techniques are very effective in speeding up inversion of geother-

mal reservoir models. This is an important advance as the natural-state data for a

geothermal system contain considerable information: the large-scale permeability

distribution can be inferred from downhole temperature measurements, and obser-

vations of the locations and magnitudes of surface features. The geothermal inver-

sion test-cases considered in the present study use the equation of state module EOS1

with TOUGH2, which can be used to describe nonisothermal flow of high-enthalpy

water in liquid, vapour or two-phase form. However, the formulations that follow are

presented more generally with the idea of extending the present work to inversion of

other geothermal simulation problems, possibly including other components such as

CO2, air or NaCl.

1.5 Methods For Highly-Parameterized Inversion

1.5.1 Motivation

The Levenberg-Marquardt method does not guarantee global convergence to a solu-

tion of the inverse problem (Espinet & Shoemaker 2013; Plasencia et al. 2014). Nev-

ertheless, it has many redeeming qualities which make it worthwhile. Appropriate

selection of the Levenberg-Marquardt damping parameter can, for instance, help to

suppress high-frequency components in the parameter upgrades, which could other-

wise lead to undesirable inversion artefacts (Abacioglu et al. 2001; Gavalas et al. 1976;

Shirangi & Emerick 2016). Furthermore, by using approximate linear solvers along

with the the adjoint and direct methods to solve the linear Levenberg-Marquardt up-

date equations, the LM approach can be computationally efficient when dealing with
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a large number of parameters (see, e.g., Shirangi (2014), Shirangi & Emerick (2016),

Tavakoli & Reynolds (2010), Tavakoli & Reynolds (2011), and Dickstein et al. (2017)).

In the first half of this thesis, the focus is on the LM approach when Nd and/or Nm

are small enough for efficient evaluation of the sensitivity matrixS using the adjoint or

direct methods. The latter half, on the other hand, discusses LM variants for dealing

with highly-parameterized models. Currently, most geothermal reservoir modellers

prefer to use a small number of model parameters. In that case, what often happens is

that initial inversion runs with a small number of parameters are unable to reproduce

observations from the field. Then the modellers will usually choose to gradually in-

crease the number of parameters until a good match to observations is attained (see,

e.g., (Omagbon & O’Sullivan 2011; Yeh et al. 2016)). This iterative approach of gradual

parameter refinement can be a slow process.

Here we advocate using highly-parameterized inversion methods to allow more

flexibility for capturing processes occurring in, and properties of, geothermal reser-

voirs. Using an appropriate regularization scheme to achieve realistic model parame-

ters and advanced algorithms for efficiency we believe that highly-parameterized in-

version methods are preferable to being economical with the chosen number of pa-

rameters. This is why later chapters of this thesis are dedicated to efficient inversion

algorithms for dealing with a large number of parameters. Results in (Cui et al. 2011;

Yeh et al. 2016) support the idea that using a large number of parameters may be

preferable for geothermal inverse modelling.

1.5.2 Iterative Inexact Levenberg-Marquardt Updates

Inexact LM variants can be considered for problems with large Nd and Nm . These

variants include solving the LM update equations inexactly using truncated singular

value decomposition (TSVD) or iterative linear solvers, such as CG or LSQR. These ap-

proaches only requireS and its transpose multiplied with vectors, which can be eval-

uated using adjoint and direct methods at a much lower cost than explicitly forming a

large sensitivity matrixS.

However, the cost of a Levenberg-Marquardt iteration, for such variants, is still

higher than a limited memory BFGS iteration. Nevertheless, Tavakoli & Reynolds

(2010) demonstrated a TSVD variant of the LM method which can be more efficient

and robust than using the limited memory BFGS approach for matching production

histories of petroleum reservoirs. We expect such LM approaches to outperform the

BFGS approach by an even greater margin for natural-state problems, especially, as

the cost of an adjoint or direct solve relative to a nonlinear forward simulation can be
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much lower for natural-state problems than production problems. This is because the

adjoint or direct solves are only required for the final natural-state simulation time

(see Sections 3.5.4.3, 3.5.5.2 and 3.6). However, for a production simulation, adjoint or

direct solves are required for every simulation time.

Tavakoli & Reynolds (2010) used an iterative Lanczos method to form the TSVD

needed for their TSVD-LM approach. Their approach requires solving an adjoint prob-

lem followed by a direct one at every Lanczos iteration. Using standard iterative Krylov

linear solvers, including the CG and LSQR methods, to find approximate LM updates

without explicitly forming a large sensitivity matrix S requires, similarly, solving a di-

rect problem followed by an adjoint one at each Krylov iteration. A drawback of using

these iterative Lanczos or Krylov methods is their serial nature.

1.5.3 Randomized Levenberg-Marquardt Updates

Another alternative is to use low-rank matrix approximation methods from random-

ized linear algebra (Halko et al. 2011a; Martinsson 2016; Mahoney 2011; Tropp et

al. 2017b) to find approximate LM updates. The advantage of recently developed

randomized low-rank approximation methods is that they are specifically designed

for high-performance parallel computing with small communication overheads. The

core steps of a randomized algorithm for finding, for instance, a low-rank TSVD ap-

proximation of a matrix A involve evaluating A times a thin matrix and AT times a

thin matrix. When applying these types of methods for approximating the TSVD of a

sensitivity matrixS we, therefore, need to findS times an Nm ×s matrix andST times

an Nd × s matrix.

EvaluatingS times an Nm ×s matrix is equivalent to solving s direct problems and

finding ST times an Nd × s matrix is equivalent to solving s adjoint problems. How-

ever, the advantage of using these types of randomized algorithms is that we can, for

instance, solve all the adjoint problems concurrently in parallel and likewise for the

direct problems. Notably, by using a so-called randomized single-pass or 1-view ap-

proach, we can simultaneously solve all the adjoint and direct problems needed to

form an approximate TSVD and then use the TSVD to find approximate LM updates

(see Figure 5.1). Therefore, in theory, with ideal parallelizability and using a random-

ized 1-view TSVD-LM variant we can achieve the same computational efficiency per

inversion iteration as using a BFGS method. However, we prefer using a randomized

2-view approach which solves all the s direct problems at the same time followed by

simultaneously solving all the s adjoint problems. This sacrifices some of the poten-



32 Introduction

tial parallel efficiency of the 1-view approach, but the 2-view method is more accurate,

which is why we prefer it.

Because the randomized TSVD-LM methods, we propose in this work, solve ad-

joint and direct problems simultaneously, they address the serial drawbacks of previ-

ously considered inexact LM algorithms. The new randomized TSVD-LM algorithms

discussed in Chapter 5 are based on the TSVD-LM method proposed by Tavakoli &

Reynolds (2010), but instead of using an iterative Lanczos method our new variants

apply recently developed randomized low-rank matrix approximation algorithms.

1.5.4 Improvements to Randomized Low-Rank Approximation Algorithms

Later in in Chapter 6, we consider improvements to the TSVD-LM methods presented

in Chapter 5. These improvements include considering different ways of using a TSVD

of a sensitivity matrix to find inexact LM updates. Furthermore, we propose new and

improved randomized low-rank matrix approximation algorithms to improve on the

randomized TSVD-LM methods discussed in Chapter 5.

The randomized algorithms proposed in Chapter 6 extend and improve state-

of-the-art randomized low-rank approximation algorithms designed for estimat-

ing a TSVD of a matrix. The novel algorithms we propose are useful for highly-

parameterized inversion of geothermal reservoir models, as well as related inverse

problems like those encountered in groundwater and petroleum modelling. The pro-

posed algorithms may also be useful for accelerating many other tasks in scientific

computing which involve large matrices, such as (non)linear regression (inversion),

image processing and data mining with machine learning algorithms. The algorithms

in Chapter 6 are therefore valuable to the wider scientific and engineering communi-

ties, as well as the geothermal sector.

In Chapter 6 we propose our preferred inversion approach which uses the ran-

domized TSVD-LM approach discussed in Chapter 5 at early LM iterations, which has

good regularization properties, and then, for improved convergence, switches to us-

ing another type of TSVD-LM update (see Equation (6.50)) for late LM iterations. We

also discuss using an iterative conjugate gradient (CG) approach along with random-

ized preconditioning to find LM model updates for a large number of parameters (see

Sections 6.8.3 and 6.8.4). This PCG-LM approach also has the potential to be useful

for highly-parameterized inversion of geothermal models. However, the tricky part is

choosing an appropriate target rank for the randomized preconditioner: too small a

rank results in an excess of CG iterations, but a large rank makes forming the precon-

ditioner expensive.
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The improved randomized low-rank approximation algorithms in Chapter 6 in-

clude a more general randomized subspace iteration algorithm (Algorithm 7), a more

general randomized block Krylov algorithm (Algorithm 14), and improved random-

ized 1-view algorithms (see Section 6.5). The generalized subspace iteration (Algo-

rithm 7) and the generalized block-Krylov (Algorithm 14) algorithms give greater flexi-

bility than previously proposed methods as they work for any number of matrix views

greater than one. Standard subspace iteration and block Krylov algorithms are re-

stricted to using an even number of matrix views. Allowing for an odd number of

matrix views is useful in the context of the TVSD-LM inversion methods discussed

in this study because in some situations we may want to improve on the accuracy af-

forded by a randomized 2-view algorithm and using three matrix views might do the

same job as using four views, but at a lower computational expense. In Section 6.6.4 we

also propose a variant of Algorithm 14, which improves the matrix pass-efficiency (the

number of matrix views needed) of previously proposed block Krylov algorithms when

dealing with large matrices stored in out-of-core memory. However, this approach is

not, specifically, meant for the main topic of this study which is the geothermal inverse

problem.

Motivated by the normal matrices appearing in the TVSD-LM update approach

in Equation (6.50) and in the preconditioning approach (see Equation (6.49)) used

by the randomized PCG-LM method in Section 6.8.3, we discuss differences between

the accuracy of applying the generalized subspace iteration Algorithm 7 to a sensi-

tivity matrix or its transpose (see, e.g., Section 6.4.3). Which of these two choices is

more accurate for an application can depend on the number of matrix views used by

Algorithm 7. We demonstrate how this consideration is important, in the context of

approximating normal matrices appearing in the LM method, in Sections 6.7.3.2 and

6.8.3.

To round things off, in Chapter 6 we propose new randomized 1-view algorithms

for generating an approximate TSVD of a rectangular matrix. In our experience, us-

ing the proposed Algorithms 12 or 13 along with a novel, but simple, post-processing

step (see Section 6.5.6.2) performs better than previously proposed randomized 1-

view algorithms. We also propose improvements to an extended randomized 1-view

algorithm (see Section 6.5.7), which can work well when the goal is to minimize mem-

ory requirements. We demonstrate the accuracy of these improved 1-view algorithms

in Section 6.7.4. Results using the 1-view approach with the new post-processing step

(see Section 6.5.6.2) within an inversion framework are presented in Section 6.8.7. We

do not consider using the 1-view extended approach as it requires solving a larger
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number of adjoint and direct problems, but it might be useful for other research top-

ics.

1.6 Roadmap for the Following Chapters

In the following Chapter 2 we detail the forward simulation equations solved by the

numerical simulator TOUGH2, which is used in this study. Section 2.2 outlines the

general transient forward simulation equations solved by TOUGH2. Subsequently,

Sections 2.3 and 2.4 present how TOUGH2 is used to solve the natural-state simulation

problem and the geothermal production history simulation problem, respectively.

Chapter 3 presents the fundamental ingredients of the inversion methods used in

this study. Section 3.2 reviews some of the parameterization methods that have been

applied in inversion studies of 3D geothermal reservoir models. The type of objective

function and regularization methods used in this work to quantify the suitability of a

set of model parameters are presented in Section 3.3. The Levenberg-Marquardt (LM)

inversion approach is discussed in Section 3.4. The same section also describes the

modified LM approach used in the inversion suite called PEST (Doherty 2016), which

will be used in the inversion experiments in Chapter 4.

In Section 3.5, we discuss the methods used in this study for estimating derivatives

of model outputs (that is, the sensitivity matrix) and we briefly review some related

methods. Section 3.5.1 explains the computationally expensive finite-differencing

methods currently used in the geothermal industry for approximating the sensitiv-

ity matrix S. Later, Sections 3.5.4 and 3.5.5 detail, respectively, the direct and adjoint

methods used in this study for evaluating the sensitivity matrix in a more efficient way

than the standard finite-differencing methods used currently by geothermal practi-

tioners. Chapter 3 ends with detailing in Section 3.6 how the direct and adjoint meth-

ods can be used to evaluate S times a matrix (or vector) and ST times a matrix (or

vector). The methods discussed in Section 3.6 are needed for the inexact LM methods

discussed in later chapters as options for inverting geothermal models which have a

large number of adjustable parameters.

Chapter 4 presents results of inversion experiments when using PEST with S

formed explicitly. Sections 4.2 and 4.3 present results of computational experiments

confirming the accuracy and applicability of the adjoint and direct methods for

geothermal reservoir modelling using the TOUGH2 simulator.

Section 4.4 presents experimental results of applying the adjoint and direct meth-

ods along with PEST for inverting a nonlinear, high-enthalpy natural-state geothermal
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model. The results demonstrate that applying the adjoint and direct methods to the

natural-state problem is substantially faster than using standard finite differencing

methods. We also discuss the potential practicality of selected regularization schemes

for geothermal inversion. The end of the section discusses how the adjoint and di-

rect methods were more robust than the most commonly used finite-differencing ap-

proach when considering the final natural-state simulation time. After that, Section

4.5 presents similar results for the effectiveness of the adjoint and direct methods for

reducing computational cost of inverting a combined natural-state and production

problem.

In Chapter 5 we combine the adjoint and direct methods with randomized low-

rank matrix approximation methods within an inversion framework. Using the combi-

nation of these methods we propose novel and computationally efficient randomized

TSVD-LM inversion algorithms. Results of computational experiments show that this

new approach enables efficient inversion of highly-parameterized geothermal reser-

voir models. We discuss and demonstrate the advantage of using our proposed ran-

domized TSVD-LM methods, which are considerably more efficient than using the

iterative Lanczos TSVD-LM method previously used by Tavakoli & Reynolds (2010,

2011), Shirangi (2014), and Shirangi & Emerick (2016) and also faster than using stan-

dard CG iterations to find inexact LM updates.

Despite the encouraging results in Chapter 5 we noticed that the proposed ran-

domized TSVD-LM methods and randomized low-rank matrix approximation algo-

rithms used in Chapter 5 could be improved. Therefore, in Chapter 6 we introduce new

randomized low-rank matrix approximation algorithms, which are improvements to

state-of-the-art low-rank approximation methods, and we improve on the TSVD-LM

methods proposed in Chapter 5. Chapter 6 also discusses how these methods can be

applied to large-scale scientific problems such as nonlinear inversion and theoretical

details are given on how different low-rank approximation schemes can affect model

updates during inversions. The theoretical insights were useful for understanding and

improving the randomized LM methods proposed in this study. Section 1.5.4 above

gives more details for the main contributions of Chapter 6.

When inverting a geothermal reservoir model, our goal is not only to find a single

set of parameters which give good model matches to observations, because a single

model will in all likelihood be wrong. Instead, we would like to generate multiple sets

of plausible model parameters which can adequately explain field observations. To

further highlight the usefulness of the randomized TSVD-LM methods developed in

Chapters 5 and 6, we apply the proposed randomized TSVD-LM methods within a
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randomized maximum likelihood (RML) uncertainty quantification framework (see

Chapter 7). The RML approach involves solving multiple distinct inverse problems to

generate an ensemble of plausible reservoir models, which can be useful for quantify-

ing the uncertainty of model predictions. The results suggest that using the RML ap-

proach along with a randomized TSVD-LM inversion approach may be a useful and

an efficient option for uncertainty quantification of geothermal reservoir models. Fi-

nally, in Chapter 8 we conclude this work with a discussion summarizing some of the

main contributions and results of this study, and give a brief discussion to motivate

possible extensions of this work.



Chapter 2

Geothermal Reservoir Simulation

2.1 Introduction

Transport of geothermal fluid and heat in the subsurface is commonly characterized

and explored using numerical reservoir models. In these models, sections of the sub-

surface, which are of interest, are partitioned into a finite number of blocks which

are used to represent a part of the subsurface rock-formations and the void spaces

therein through which the geothermal fluid moves. The following sections give a brief

overview of numerical modelling of a geothermal reservoir. Specifically, the next sec-

tion outlines the mathematical basis of the simulator used in this study for geothermal

reservoir modelling. The sections that follow discuss the types of simulations used to

describe a high-temperature geothermal system. This includes a discussion of steady-

state simulations used to represent the so-called natural state of a geothermal system,

which exists prior to human interference. Natural-state simulations are used to gener-

ate a baseline state to initialize transient production history simulations that describe

the period for which a geothermal field has been exploited commercially.

2.2 The Forward Simulator TOUGH2

2.2.1 The Governing Equations

This section describes the simulator used for this study, TOUGH2, which has been

the industry standard geothermal reservoir simulator for the last two decades (Pruess

2004; Pruess et al. 1999). TOUGH2, is a general-purpose simulator which solves dis-

crete mass and energy balance equations in the subsurface using a finite volume ap-

proach (Pruess et al. 1999). For quantity κ (e.g., energy, water, NaCl, air, CO2) within a

37
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domain of volume Vi , bounded by a surface Ωi , conservation is represented, in inte-

gral form, by
d

dt

∫
Vi

Mκ dV =−
∫
Ωi

Fκ •n dΩ+
∫

Vi

qκ dV . (2.1)

Here t is time and n denotes an outward-pointing unit normal vector to the surface

Ωi . The left-hand side of (2.1) is the accumulation term, where Mκ is the amount of

quantity κ in a unit volume. On the right-hand side, Fκ is the flux of quantity κ, and

qκ represents sink and source terms (e.g., production and injection at wells).

For fluid components, such as water, the accumulation is given by

Mκ =φ
∑
β

θβρβXκ,β . (2.2)

Here φ denotes formation porosity. The sum is over all fluid phases β (e.g., liquid and

vapour), where θβ is saturation (fraction of pore space taken up by phase β), ρβ is

density, and Xκ,β is the mass fraction of component κ within phase β. For energy (κ=
e), the accumulation is specified by

Me = (1−φ)ρRcRT +φ∑
β

θβρβwβ , (2.3)

where cR is the specific heat of rock, ρR denotes rock grain density, T is temperature

and wβ is the specific internal energy of phase β. The above formulation assumes

instantaneous local thermal equilibrium between the rock and surrounding fluid.

When dealing with a pure water system where the water (w) is either in the liquid

(l) or vapour (v) phases, or both, the accumulation terms are

Mw =φ(
θlρl +θvρv

)
; (2.4)

Me = (1−φ)ρRcRT +φ(
θlρlwl +θvρvwv

)
. (2.5)

For computational experiments we use the equation of state module EOS1 in

TOUGH2 which describes the properties of subcritical water (Pruess et al. 1999). In

EOS1 the thermodynamic variables (e.g., fluid viscosity, density and enthalpy) are cal-

culated according to the steam table equations given by the International Formulation

Committee (1967).

The fluid transport is driven by pressure gradients and buoyancy forces, described

by a multiphase version of Darcy’s law. TOUGH2 also includes capabilities for de-

scribing diffusive and dispersive processes which also have an effect on the trans-

port of fluids and solutes in the subsurface (Pruess et al. 1999; Oldenburg & Pruess

1993, 1995). However, diffusion and hydrodynamic dispersion is usually not included
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in large-scale geothermal reservoir models because those factors are typically over-

shadowed by numerical diffusion resulting from model discretization errors. In that

case, the flux of each fluid component is taken as a weighted sum of the Darcy flux of

each phase Fβ:

Fκ =
∑
β

Xκ,βFβ , (2.6)

where

Fβ =−kkr,β

νβ

(∇P −ρβg
)

. (2.7)

Here k is the permeability tensor (usually chosen to be diagonal), g is the vector of

gravitational acceleration and P denotes pressure. The kinematic viscosity and rel-

ative permeability of phase β are denoted, respectively, by νβ and kr,β. Determin-

ing suitable relative permeability functions is not straightforward for modelling of

geothermal systems and various relative permeability functions can be chosen (Gud-

jonsdottir 2015; Gudjonsdottir et al. 2015a, 2015b). For the two-phase water problems

considered in this study, for simplicity, all simulations used linear relative permeabil-

ity curves with residual liquid saturations of 0.5 and the relative permeabilities sum-

ming to 1.

For energy (κ = e) the flux includes the contribution of heat conduction and ad-

vection of each fluid phase:

Fe =−K∇T +∑
β

hβFβ . (2.8)

Here hβ is the specific enthalpy in phase β and K is the effective thermal conductivity.

When the only fluid is water, then the energy flux is simply

Fe =−K∇T +hlFl +hvFv . (2.9)

2.2.2 The Discrete Simulation Equations

For computational simulations the governing conservation equations (2.1) are dis-

cretized over a model domain. The discretization is both in terms of time and space.

TOUGH2 uses an implicit backward Euler scheme for stepping forward in time and a

finite number of blocks each of which represents a section of the porous geothermal

system. After discretizing the conservation equations in both space and time, the im-

plicit backward Euler scheme solved by TOUGH2 for all components/energy κ in each

block with volume Vi , can be written as

f k
κ,i =

1

∆t k

(
M k
κ,i −M k−1

κ,i

)
+ 1

Vi

[∑
j

ai , j F k
κ,i , j −Qk

κ,i

]
= 0. (2.10)
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The subscript i is the block index, the superscript k denotes the time-step number and

∆t k is the time-step. The summation is over all neighbouring blocks, where ai , j is the

area of the interface connecting block i with block j and F k
κ,i , j is the averaged flux of

quantityκ across the interface. For mass components the discretized flux F k
κ,i , j is given

by Equation (2.6) and Equation (A.3) in Appendix A.2, where (A.3) gives the discretized

version of the Darcy flux of phase β. For all simulations we used harmonic weighting

of permeabilities at block interfaces as described in Appendix A.2 and (O’Sullivan et

al. 2013). The discretized version of the heat flux is given in Equation (A.5). Finally, Qk
κ,i

is the total rate of production or injection from sources or sinks in block i of quantity

κ.

With NK components the residual equations solved by TOUGH2 at the kth time-

step and for the i th volume can be represented in the following vector form:

fk
Vi

=



f k
1,i
...

f k
j ,i
...

f k
NK ,i

f k
[NK +1],i


=



f k
1,i
...

f k
j ,i
...

f k
NK ,i

f k
e,i


=0 . (2.11)

The last residual equation listed, f k
e,i , is for conservation of energy. Then, all of the

equations solved at time-step ∆t k can be represented using the following amalga-

mated form:

fk
(
uk ,uk−1,m

)
=M

(
uk ,m

)−M (
uk−1,m

)
∆t k

+FS
(
uk ,m

)
=



fk
V1
...

fk
Vi
...

fk
VNEL


=0 . (2.12)

Here NEL denotes the number of blocks or elements in the computational grid, M

represents the mass and energy accumulation terms, and FS represents the inter-

block fluxes and source terms. These residual equations are a function of the un-

known primary variables uk , the already known primary variables from the previous

time-step uk−1, and the vector of adjustable model parameters m (e.g., permeabili-

ties, porosities and boundary parameters). The number of primary variablesuk is the

same as the number of residual equations, that is (NK + 1)NEL where NK + 1 is the

number of primary variables for each block.
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For a single-component pure water model (NK = 1) block i has two primary vari-

ables, uk
2i−1 and uk

2i . For a block in single-phase conditions, full of water or steam,

the primary variables are the block temperature, uk
2i = uk

2,i = Ti , and pressure, uk
2i−1 =

uk
1,i = Pi . However, for a two-phase block, vapour saturation, θv, replaces tempera-

ture as a primary variable, that is uk
2i = uk

2,i = θv,i . The transition between the single-

phase and two-phase regimes is often a cause for slow simulations, since for phase

transitions TOUGH2 can struggle to solve the nonlinear forward equations (2.12) for

large time-steps, which results in time-step reduction. For instance, primary variable

switching at phase boundaries presents difficulties when solving the nonlinear for-

ward equations (2.12). New primary variable switching schemes and more consistent

schemes for evaluating simulation variables at phase boundaries have been imple-

mented in AUTOUGH2 (O’Sullivan et al. 2013, 2014) and a recently developed geother-

mal simulator called Waiwera (Croucher et al. 2017; O’Sullivan et al. 2017), and have

proven helpful in improving computational performance. However, phase transitions

are still a common cause for time-step reduction and therefore slow simulations.

The amalgamated form of the forward simulation equations given in (2.12) will

be used in Sections 3.5.4 and 3.5.5 when deriving the direct and adjoint equations

for evaluating the derivatives of model outputs. In the following sections the amal-

gamated forward equations will be used when discussing the solution of the forward

problem consisting of the simulation of the state of a geothermal system prior to (see

Section 2.3) and during production (see Section 2.4).

2.2.3 Solving the Discrete Simulation Equations

At every time-step TOUGH2 applies the iterative Newton-Raphson method for solv-

ing the nonlinear residual equations (2.12). Starting with the initial guess uk,0 =uk−1

TOUGH2 proceeds to solve a sequence of linear problems:

Ak,p−1
(
uk,p −uk,p−1

)
=−fk

(
uk,p−1,uk−1,m

)
, (2.13)

where

Ak,p−1 =
[
∂fk

∂uk

]p−1

(2.14)

is the forward Jacobian matrix and p is the Newton iteration counter. In TOUGH2,

elements of the sparse forward Jacobian are calculated using finite differencing, al-

though there has been some experimentation with the use of analytic derivatives,

based on automatic differentiation (Kim & Finsterle 2003; Wong et al. 2015). For

geothermal simulations the forward Jacobians (2.14) are generally badly conditioned
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and not diagonally-dominant (Pruess 2004), which can lead to slow convergence or

non-convergence when trying to solve (2.13) using iterative linear solvers. For solv-

ing the linear update problem (2.13) we use an implementation of the iterative bi-

conjugate gradient stabilized method (BiCGSTAB) unless otherwise stated.

The Newton-Raphson updating procedure is halted when all of the forward resid-

uals at the kth time (2.10) meet the following convergence criteria (Pruess et al. 1999):

∆t k
∣∣∣ f k
κ,i

∣∣∣≤ ε1 ·max
(
ε2,

∣∣∣M k−1
κ,i

∣∣∣) . (2.15)

In TOUGH2 the default values for the convergence tolerances are ε1 = 10−5 and

ε2 = 1 (Pruess et al. 1999). Here we mainly use AUTOUGH2 (Yeh et al. 2012) which is

the University of Auckland’s version of TOUGH2. When running AUTOUGH2 we use

the default tolerances ε1 = 10−5 and ε2 = 10−5, unless otherwise stated. When con-

verged, TOUGH2 sets uk =uk,p and advances in time. However, if convergence is not

achieved within a set number of Newton iterations (e.g., within the default setting of

8 iterations), then the time-step is reduced by some factor (e.g., a factor of 5) and so-

lution of (2.12) is re-attempted. The time-step is doubled if convergence is achieved

within a set number of Newton iterations (e.g., within 5 iterations).

2.3 Natural-State Modelling

2.3.1 The Natural-State Equations

Before production commences, the geothermal system is at its undisturbed natural

state. Information about the natural state of a geothermal system can be gathered

and inferred from surface manifestations (e.g., hot springs and fumaroles) and other

observations (e.g., temperatures and pressures) gathered from exploration boreholes

drilled into the subsurface. When modelling a high-temperature geothermal system it

is standard practice to create a natural-state model aimed at mimicking the state of the

geothermal system prior to exploitation (O’Sullivan et al. 2001). A good natural-state

model is important as it is standard practice to use a natural-state simulation to ini-

tialize production simulations, which are useful for understanding possible outcomes

of production.

Furthermore, natural-state observations, such as downhole temperatures and sur-

face manifestations, contain considerable information about the large-scale perme-

ability structure and the energy source at depth, which is of magmatic origin. The rea-

son being that the energy source drives the hot convection of geothermal fluid in the
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subsurface, and therefore the size, location and strength of the energy source is a pri-

mary factor that determines the temperature distribution in the system. Then, as the

hot fluid rises from the energy source, the permeability structure determines where

the hot fluid flows and therefore shapes the subsurface temperature distribution. The

information a hot convective natural-state system contains about the large-scale per-

meability structure is unique to the geothermal problem and does not have a direct

analogue in petroleum or groundwater modelling. However, temperature and chemi-

cal variations have been used to improve some groundwater models (Anderson 2005;

Saar 2011). Chemical species have also been included in geothermal reservoir mod-

els (O’Sullivan et al. 2001) for improving both natural-state (Burnell 1992; Kissling et

al. 1996) and production models (Kissling et al. 1996; Rose et al. 1997; Tokita et al. 2000;

Bloomfield & Moore 2003; Ciriaco & O’Sullivan 2015).

For natural-state modelling, it is typically assumed that the geothermal system

has equilibrated over a long time and it can be represented approximately by an ap-

propriately chosen steady-state model. In that case, a natural-state simulation of a

high-temperature geothermal system involves solving a steady-state problem. Setting

the transient part of Equation (2.10) to zero, the steady-state equations are

1

Vi

[∑
j

ai , j Fκ,i , j −Qκ,i

]
= 0. (2.16)

That is, given some model parameters m, boundary conditions and sources Qκ,i the

natural-state problem is to find the state where the fluxes and sources balance each

other. Note that the superscripts indicating the time-step have been dropped for the

steady-state equations.

The discrete steady-state equations (2.16) can be represented using the vector no-

tation of (2.12) as

fst (ust,m) =FS (ust,m) =0 . (2.17)

Here ust is the vector of steady-state primary variables. These are the equations we

wish to solve for a natural-state problem. However, because of severe nonlinearity a

direct solve of (2.17) with the Newton-Raphson method generally does not work. In-

stead TOUGH2 solves the problem using transient continuation, solving the transient

equations (2.12) for a long time until there are only negligible changes to the state

variables. For a discussion on using transient continuation to solve nonlinear prob-

lems see, for instance, Kelley & Keyes (1998) (more specifically they discuss a pseudo-

transient approach rather than a physical based approach like that used in TOUGH2

but the premise is the same).
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2.3.2 Convergence of a Natural-State Simulation

This transient approach to steady state may require solving a transient problem for

millions of years until the time-step is large and the transient accumulation term of

the TOUGH2 equations (2.12) is small enough. Hundreds or thousands of time-steps

may be required to reach a converged natural-state solution, and as a result, a natural-

state simulation with a state-of-the-art geothermal model may take many hours to

complete.

Issues with convergence are common for geothermal natural-state simulations,

and it may be hard to reach a large time-step and a large final time (O’Sullivan et

al. 2013, 2014). Non-convergence of a natural-state simulation can be a problem for

pure water systems but can become even worse when dealing with air-water or CO2-

water reservoirs, particularly if there are large permeability contrasts. A sign that a

simulation is approaching a stable natural state is for the time-step to be rapidly in-

creased up to a large value. A final simulation time of about 1015–1016 s is usually cho-

sen as a target for a steady-state simulation (O’Sullivan et al. 2013, 2014), but some re-

searchers have settled for reaching a much smaller maximum time-step. For example,

Gunnarsson et al. (2011) chose to halt natural-state simulations when the time-step

exceeded 10,000 years (3 ·1011 s), which is a relatively small final time-step.

However, halting a natural-state simulation after a short time typically results in

insufficient convergence towards a steady-state solution. Our experience has shown

that a lack of convergence of a forward simulation of the natural state can adversely

impact the inversion process. Choosing a small final simulation time results in badly

defined model outputs. Unreliable model outputs can severely impact the evaluation

of quantities used within automated inversion methods. These quantities include the

objective function used to quantify the ability of a model to match observations and

derivatives of model outputs which are often used to guide the inversion process to

improved model parameters. These issues are discussed in Sections 4.4.6 and 7.5.3.

A geothermal natural-state simulation requires an initial guess u0 to initialize the

primary variables for the first time-step of the transient to steady-state simulation. An

initial guess close to the steady-state solution results in an easy and speedy natural-

state simulation. However, such an initial guess is generally not available, especially

when setting up a model for the first time, in which case block pressures and temper-

atures can, for instance, be initialized using hydrostatic pressures and a temperature

distribution based on a conductive temperature profile. However, after running the

model for the first time, a common practice is to use the natural state from a previous

run to initialize an updated model. This often works well when the updated model
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has parameters that are close to those used for the previous run that generated the

initialization state. This approach can, therefore, be useful when running an iterative

inversion method where the model parameters are gradually improved.

However, this approach of using different states to initialize natural-state simu-

lations at different inversion iterations can result in inconsistencies when comparing

model outputs from different inversion iterations. As discussed in Section 7.5.3, incon-

sistencies in model outputs can arise when model parametersmn are accepted as an

update for the nth inversion iteration even though the natural-state simulation using

mn did not converge well. In that case, initializing simulations at the following inver-

sion iteration with the state variables from the final time-step of the non-converged

natural-state simulation of the nth iteration and rerunning the natural-state simu-

lation using the same model parameters mn+1 =mn can result in different model

outputs to those found using the same parametersmn during the nth iteration. This

type of inconsistency is problematic when using standard inversion methods which

assume that they are dealing with functions (model outputs) which consistently give

the same output each time they are called using a certain set of inputs (model param-

eters). In Section 7.5.3 we discuss this issue further and how non-converging natural-

state simulations can result in inversion algorithms stalling without achieving a so-

lution to the inverse problem. This emphasizes the importance to the integrity of

standard inversion procedures that simulations converge adequately. The best way

of avoiding the above issue is to run simulations to convergence. However, it may not

necessarily be possible to do so within a reasonable time, if at all, for certain combi-

nations of model parameters.

In this study, we use the standard approach of specifying a large target natural-

state simulation time of 1016 s. As discussed in Section 4.4.6, a preferable strategy

could be to halt a natural-state simulation when all the steady-state residual equations

(2.16) satisfy some convergence criteria. Nevertheless, we use the standard approach

as mentioned above. To avoid excessively long simulation times, we also set a max-

imum number of natural-state simulation time-steps. The problematic simulations

are the ones that do not converge within the maximum number of time-steps.

We came across problematic natural-state simulations when running the inver-

sion experiments discussed in Chapter 7. The experiments in Chapter 7 involved run-

ning multiple stochastic inversions to approximate parameter uncertainty. Because of

the large permeability contrasts used in the models run in Chapter 7, some natural-

state simulations would not converge within the specified maximum number of time-

steps. In quite a few cases this was not an issue, and the inversions would proceed
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to a good solution. However, in other instances, the inversions would stall because of

non-convergence of the natural state and the estimated objective function increasing

for all tested model updates (see Figure 7.16).

When a trial model update fails to decrease the objective function, the inversion

approaches used in Chapter 7 use a backtracking procedure, at each inversion itera-

tion, that proposes trial parameter upgrades of decreasing length until either the ob-

jective function is decreased or the inversion run is ended because the length of the

trial upgrade falls below a certain threshold. This meant that our inversion algorithms

halted problematic inversion runs (associated with non-convergent natural-state sim-

ulations) that resulted in all tested model upgrades increasing the estimated objective

function. This approach of ending badly-converging inversions helped to reduce the

computational cost of the computational experiments discussed in Chapter 7, without

having a clear negative impact on the applicability of the uncertainty quantification

scheme because most of the stochastic inversions converged to a good solution. How-

ever, badly converging natural-state simulations might be more pervasive for other

problems. Therefore, it would be beneficial to develop a robust way of dealing with

badly converging simulations, but we have not developed one yet.

One simple option, for dealing with non-converging simulations, might be to al-

low the objective function to increase if all trial updates result in an increased objec-

tive function. The hope would be that subsequent updates would stumble upon pa-

rameters that do not result in bad natural states. A more rigorous procedure might be

to adopt constrained inversion methods designed for forward problems described by

partial differential equations (Biegler et al. 2003; Biros & Ghattas 2005a, 2005b; Haber

et al. 2000; Bücker et al. 2006). In this work, we apply unconstrained inversion meth-

ods which are designed for dealing with forward problems that are assumed to be con-

verged when evaluating model outputs. Constrained inversion methods, on the other

hand, do not require a converged forward problem at each inversion iteration, only

that the forward problem is converged at the final stage of the inversion procedure.

Constrained inversion methods deal with this situation by using an augmented ob-

jective function which includes the standard unconstrained objective function and an

additional penalty term which quantifies how well the forward simulation equations,

such as (2.17), are fulfilled. Because constrained inversion methods do not require a

converged solution to the forward problem for every model update, they can be useful

for speeding up large-scale inverse problems, especially problems that involve a non-

linear steady-state problem (Biros & Ghattas 2005b). Therefore, constrained inversion

methods have the potential to speed-up inversion of natural-state problems. How-

ever, constrained inversion methods are substantially more complicated to develop
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and implement than the more commonly used unconstrained methods. For this rea-

son, we have chosen to focus our attention on using unconstrained methods in this

work.

Inversion of a geothermal reservoir model involves running numerous nonlinear

natural-state simulations. Since these natural-state simulations often have bad con-

vergence characteristics and can, therefore, take a long time to run, it is important

to limit the number simulations needed for a successful inversion. In this study, the

focus is on using adjoint and direct methods (see Sections 3.5.4 and 3.5.5) to reduce

the number of nonlinear simulations when using derivative-based inversion methods.

Another aspect that can help to reduce simulation times is to regularize or limit the

size of model updates within inversion iterations (see, e.g., the discussion in Section

5.3.2). In our experience, large model updates often result in natural-state models that

run badly. One cause is that large updates can often result in extreme parameter val-

ues and large contrasts between the parameters of neighbouring model blocks, which

can be difficult for the simulator to manage. Another contributing factor can be that

the initialization state, for the natural-state simulation, is more likely to be poor when

model updates are large.

Another option for speeding up inversion is to use surrogate models (see, e.g., Bur-

rows & Doherty (2015), Cui et al. (2011), Pau et al. (2013), Pau et al. (2014), Razavi

et al. (2012), Vidal & Archer (2016), and Vidal (2017)). The idea is then to find an in-

expensive surrogate model or function that emulates the computationally expensive

forward model. This surrogate model may then be used to speed-up inversion proce-

dures by using the surrogate model within certain subtasks instead of using the ex-

pensive forward simulator. Nevertheless, surrogate methods often require running a

considerable number of forward simulations using the expensive model to construct

and/or validate the surrogate model. So-called response surface surrogate models,

which use outputs from multiple expensive forward simulations and some type of in-

terpolation to generate a surrogate, do not scale well as the parameter dimension is

increased. However, this is less of an issue for methods using low-fidelity coarse mod-

els as surrogates for the expensive high-fidelity model (Razavi et al. 2012). Here the

emphasis is on using adjoint and direct methods to speed up highly-parameterized

inversion, and we do not consider surrogate modelling.
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2.4 Combined Natural-State and Production-History

Modelling

As long as the natural-state simulation is run for a sufficient length of time, the final

natural state should essentially be independent of the state used to initialize the sim-

ulation of the transient approach to steady state (assuming that there is a steady-state

solution and it is unique). However, when simulating the production history the state

of the geothermal reservoir at the start of production strongly affects the simulated

response of the reservoir to production.

The natural state of the geothermal system is generally unknown apart from the

few locations where wells have been drilled into the subsurface. When a natural-state

model has been generated that is considered a good representation of the state of the

system prior to production — that is, a model that gives good matches to natural-state

observations, such as downhole temperatures and surface manifestations — it can be

used to initialize simulations of the production history (if any) and possible future

production scenarios.

In mathematical terms, the steady-state solution ust to (2.17) is used as an initial

state for the first time-step of the transient production simulation. Therefore, when

using TOUGH2 a combined natural-state and production simulation begins by solv-

ing the natural-state problem (2.17). Subsequently, (2.12) is solved for the first pro-

duction time-step (k = 1) with u0 =ust. Thus, the equation solved is

f1 (
u1,ust,m

)=0 . (2.18)

The production simulation time-steps that follow (k > 1) are carried out by solving

the standard transient simulation equations (2.12) up to the specified end time for the

production period of interest.
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The Inverse Problem

3.1 Inversion Basics and Chapter Outline

The geothermal forward problem was discussed in the previous chapter. In this chap-

ter, we outline some of the main ingredients of estimating model parameters us-

ing inversion. The forward problem involves finding simulated data given specific

model parameters as input into the numerical simulator. The inverse problem, on the

other hand, is finding model parameters that can explain observations, for example,

natural-state temperatures of a geothermal field and measured changes in production

pressures and enthalpies.

The main ingredients of automated model inversion are a forward model, a model

parameterization scheme, an objective function and an inversion algorithm. The ba-

sics of a geothermal forward model or simulation were outlined in the previous chap-

ter. In the following, Section 3.2 discusses model parameterization. The model pa-

rameters are adjusted by the inversion method to match observations. Therefore, the

parameterization scheme determines the flexibility that the inversion method has to

adjust the model in an attempt to make the model match reality. To determine what

combination of parameters are more suitable than others, an objective function is

needed. The type of objective function used in this study is outlined in Section 3.3. It is

a combination of a measurement term which quantifies how closely a model matches

observations and a regularization term to penalize models having parameters that de-

viate from prior ideas of what values good parameters are expected to have.

Section 3.4 discusses the basics of the inversion method we use in this study to

adjust model parameters. Here we focus on deterministic inversion algorithms which

involve finding parameters that minimize an objective function. More specifically, we

discuss the use of the Levenberg-Marquardt (LM) approach. The LM approach re-

49
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quires derivatives of model outputs with respect to the model parameters. Methods

for evaluating these derivatives are discussed in Section 3.5.

The deterministic approach only gives a single model. This model by itself cannot

describe the uncertainty in the estimated model parameters and how likely certain

events may be in the future. Therefore, additional uncertainty quantification methods

are needed, such as those discussed in (Cui et al. 2011; Doherty et al. 2017; Maclaren et

al. 2016; Omagbon et al. 2015; Omagbon et al. 2017; Tavakoli & Reynolds 2011; Vogt et

al. 2012a). Later in Chapter 7 we discuss the use of the deterministic inversion meth-

ods developed in this study within the framework of a stochastic inversion method

that can be used for uncertainty quantification.

3.2 Model Parameterization

Model parameters that are commonly adjusted during inversion of models describing

geothermal reservoirs are permeabilities, porosities and the bottom boundary param-

eters that feed the geothermal reservoir, such as the basal conductive heat-flux and

mass fluxes and enthalpies of deep inflows. For inversion of a natural-state model, the

permeabilities and the bottom boundary parameters are the main variables consid-

ered. Porosities are only considered when inverting for a production history since they

do not affect the steady-state equations (2.16) used to describe the natural state. As

discussed in the introductory Section 1.3, for geothermal modelling the standard ap-

proach is to partition the model into a small number of zones. A common procedure

for generating these zones begins with a geological conceptual model which approx-

imates the geology in the geothermal reservoir using a small number of rock-types.

Next, the rock-types are assigned to zones within the numerical model. The range of

each zone corresponds to where a rock-type is thought to occur. This procedure in-

volves two types of model approximation: (i) approximating complex geological fea-

tures (which consist of multiple layers of rocks and sediments, possibly intersected by

multiple faults) by a small number of rock-types and (ii) estimating where to locate

the rock-types. Parameters (e.g., permeability and porosity) are constant within each

zone, which usually encompasses multiple model blocks. The bottom boundary pa-

rameters are usually also assigned using a zonation approach across the base of the

model.

Various other parameterization schemes have been proposed for modelling

petroleum (Oliver & Chen 2011) and groundwater (Zhou et al. 2014; Carrera et al. 2005)

reservoirs. Besides the zonation method, the pilot-point parameterization method
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(Marsily et al. 1984; Doherty 2003; LaVenue & Pickens 1992) has been used extensively

for groundwater modelling. In the pilot-point method, parameters are assigned to cer-

tain locations, within the model, called pilot points, and the model blocks are assigned

parameters using spatial interpolation based on parameter values at the pilot points.

Omagbon et al. (2016) used the pilot-point method to parameterize a model of the

Leyte geothermal field in the Philippines.

Other parameterization schemes that have been considered for petroleum mod-

elling include, for instance, using a parameterization based on the principal compo-

nents of a prior parameter covariance matrix (Reynolds et al. 1996; Sarma et al. 2006;

Jafarpour & McLaughlin 2009), the discrete cosine transform (Jafarpour & McLaugh-

lin 2008; Jafarpour & McLaughlin 2009), and a truncated singular value decomposi-

tion (TSVD) of a dimensionless sensitivity matrix (Equation (5.9)) (Rodrigues 2006;

Tavakoli & Reynolds 2010, 2011; Shirangi 2014; Shirangi & Emerick 2016). PEST, which

is often used for inversion of groundwater and geothermal models, includes a pa-

rameter reduction utility called SVD-assist which uses a TSVD of a weighted sensitiv-

ity matrix evaluated for the initial parameter guess (Doherty 2016; Tonkin & Doherty

2005). Austria & O’Sullivan (2015) and Colina & O’Sullivan (2013) used the SVD-assist

utility when inverting geothermal models using PEST. With this approach Austria &

O’Sullivan (2015), for instance, reduced the number of parameters in a dual porosity

model from 936 to 200.

The main theme of most parameterization schemes, such as the zonation one,

is to find a simple parameterization scheme with a small number of adjustable pa-

rameters. Model simplification, for example, by choosing parameter variability to be

described by a few zones, is usually born out of a necessity to keep inversion times

manageable. Another reason may be to avoid creating an underdetermined inverse

problem by over-parameterization. For the zonation approach, the chosen zones are

usually based on some understanding of the underlying geology. However, using a

rough zonation may lead to unacceptably large data misfits (Oliver & Chen 2011) and

model parameters with unrealistic spatial discontinuities (Hunt et al. 2007; Oliver &

Chen 2011). If an inversion using zonation results in an unsatisfactory match to ob-

servations, the number of zones can be increased by trial and error until an acceptable

match is found. Omagbon & O’Sullivan (2011) explored an heuristic, structured way of

refining the zonation arrangement when determining geothermal model parameters.

Starting with a coarse parameterization, they employed PEST to solve a sequence of

inversions to improve their match to a natural state. The number of zones was gradu-

ally increased between successive inversions by partitioning the most sensitive zones.
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This approach is similar in spirit to advanced zonation methods, like adaptive multi-

scale estimation (AME) methods developed for refining zones in petroleum reservoir

models (Grimstad et al. 2001; Grimstad et al. 2003; Grimstad et al. 2004). A downside

of gradual model refinement is the computational expense of having to solve many

inversions. Aanonsen & Eydinov (2006) and Aanonsen (2008) suggested reducing the

cost of the AME method by applying surrogate modelling techniques with the AME

method applied to models with varying levels of grid refinement.

Another approach to the inverse problem is to vary the parameters of a much

larger number of zones (possibly one for each model block in parts of or across all of

the model). The issue of over-parameterization can be dealt with by applying math-

ematical regularization and prior parameter statistics (Engl et al. 1996; Gavalas et

al. 1976; Oliver et al. 2008; Tarantola 2005) to give geologically reasonable parame-

ters which honour observations. Gavalas et al. (1976), Hunt et al. (2007), and Tonkin &

Doherty (2005), among others, suggested that increased parameterization along with

regularization may be more beneficial than using a small number of zones. The draw-

back of using highly-parameterized methods is an increase in computational cost and

memory requirements. Nevertheless, advanced methods can alleviate these issues to

some extent (see Chapters 5 and 6).

The results of the natural-state inversion study by Cui et al. (2011) suggest that

there may be benefits to using a large number of parameters when modelling geother-

mal reservoirs (see the previous mention of their method in Section 1.3). Based on

their coarse-grid surrogate model that had 3,335 blocks, the fine grid of 26,005 blocks

was split into 3,335 zones. Each zone had three adjustable permeabilities, one for

each coordinate axis. To regularize the permeability parameters, Cui et al. (2011) used

parameter bounds and a spatial smoothing prior. For the input of hot mass at the

base of the model, Cui et al. (2011) used 41 control points (like a pilot point method)

and used radial basis functions to interpolate between and beyond the control points.

They used flow measurements from surface features to constrain the weights used at

the control points. Using this rather highly-parameterized (in the geothermal context)

approach and their adaptive Metropolis-Hastings MCMC scheme, Cui et al. (2011)

obtained multiple fine-grid model realizations that gave good matches to natural-

state temperatures and could be useful for quantifying the uncertainty of model pre-

dicted production scenarios. Using such highly-parameterized models along with un-

certainty quantification methods may, therefore, be valuable when making decisions

on future production strategies. A downside of their MCMC approach is that it is com-

putationally intensive and time-consuming for a large number of parameters, as it

requires running a large number of coarse-scale and fine-scale simulations.
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Within the context of highly-parameterized models, instead of using an MCMC

method, Vogt et al. (2012a) applied an ensemble Kalman filter (EnKF) method to esti-

mate the uncertainty of permeabilities in an enhanced geothermal system using ob-

servations from tracer experiments. The EnKF method is easily parallelizable and is

a more efficient alternative to the MCMC method as it involves simultaneous ad-

justment of an ensemble of (multiple) models. In the EnKF method, model updates

are based on a linear combination of vectors from the subspace spanned by the pa-

rameters of the initial ensemble (Aanonsen et al. 2009; Emerick & Reynolds 2013b).

The size of the ensemble, therefore, determines the degrees of freedom for achieving

good matches to observations. Vogt et al. (2012a) initialized each ensemble model by

drawing permeabilities randomly from a bimodal prior parameter distribution. The

lower permeability mode corresponded to the in situ permeability while the higher

permeability mode represented rock fractured using hydraulic and chemical stimula-

tion. However, the inversion results from the EnKF method appear to have lost the bi-

modal characteristics. Furthermore, the EnKF method did not capture the variability

in permeability heterogeneity as well as was possible using an MCMC method (Vogt et

al. 2012b; Vogt et al. 2012a) and matches to observations were not as good as those that

could be generated using deterministic inversion methods (Vogt et al. 2012a). Vogt et

al. (2012a) used an ensemble with 880 realizations which they considered to be quite

a large ensemble size. It is possible that this ensemble size was not large enough to

enable good matches to observations or to adequately quantify possible permeability

heterogeneity. However, EnKF methods generally tend to give suboptimal matches to

observations (see, e.g., (Emerick & Reynolds 2013b)). Another thing to consider is that

other ensemble data-assimilation methods may be better suited for inversion of non-

linear reservoir models than the EnKF method (see, e.g., (Emerick & Reynolds 2013b)).

The main focus here is on using adjoint and direct methods to enable efficient in-

version of highly-parameterized geothermal reservoir models. First, to test the adjoint

and direct methods we will look at inverting moderately parameterized models using

the LM method (see Section 3.4 and Chapter 4). Later in Chapters 5 and 6 we develop

modified LM methods that enable efficient inversion of models with a large number of

parameters. These modified methods apply randomized low-rank matrix approxima-

tion methods and/or iterative Krylov methods along with the adjoint and direct meth-

ods to speed-up highly-parameterized inversion. Regularization methods are also ap-

plied to stabilize the inversion process and to give reasonable parameter values. Fi-

nally, in Chapter 7 we consider using the efficient randomized LM approaches and the

randomized maximum likelihood method (Oliver 1996; Oliver et al. 1996; Tavakoli &

Reynolds 2011) to generate a stochastic ensemble of models that match observations.
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We then demonstrate how such an ensemble can be used for uncertainty quantifica-

tion of future production.

3.3 The Objective Function

3.3.1 A Simple Least-Squares Observation-Mismatch Objective Function

To automatically estimate adjustable model parameters, geothermal modellers have

often used a maximum likelihood approach. The goal is then to find the Nm model

parametersm that minimize the following least-squares objective function

Φd(m) = r(m)TΓ−1
d r(m) , (3.1)

where the observation residual vector r(m) is defined by

r(m) =d(m)−dobs . (3.2)

Here d(m) are the Nd simulated model outputs that are meant to match observa-

tions dobs and Γd is the measurement covariance matrix. Natural-state observations

may include downhole temperatures and pressures at sparse locations, and locations

and magnitudes of surface outflows. Production history observations include, for in-

stance, pressures at monitor wells and enthalpies from production wells. It is usually

assumed that all measurement errors are independent and Gaussian, giving a diago-

nal measurement covariance matrix Γd with observation error variances on its diago-

nal.

3.3.2 An Objective Function Including Regularization

An issue with this approach is that the minimization of the objective function (3.1) is

generally an ill-posed problem for even a few model parameters, since the observa-

tions contain a limited amount of information. To combat this we can augment the

objective function with a regularization term (Aster et al. 2005; Vogel 2002). The task

of minimizing the observation mismatch term Φd(m) is replaced by the better-posed

problem of minimizing the objective functionΦ(m) defined by:

Φ(m) =Φd(m)+µΦm(m) . (3.3)

The last term is the contribution from regularization, where µ is a positive regulariza-

tion weight factor. Increasing µ will give the regularization greater precedence during

the inversion. The regularization term is used to penalize departures from preferred
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parameter conditions, which should encapsulate prior ideas about the parameters.

The choice of regularization term, therefore, plays an important role in how realistic

the estimated parameters are that minimize (3.3).

3.3.3 The Basic Regularization Function

Preferred parameter conditions are often partly encapsulated by the initial parameter

guesses supplied by the modeller to the inversion algorithm. Therefore, it may be ap-

propriate to choose a regularization term which penalizes movement away from the

initial parameter guess for each parameter. This can work well when dealing with a

small number of parameters. However, when estimating a large number of parame-

ters (e.g., the permeabilities of every grid block), then a regularization term is typically

needed which imposes some form of spatial smoothness on the model parameters.

To penalize movement away from preferred (initial) parameters and/or spatial

model roughness, the present study uses regularization or model misfit terms which

can be written as

Φm(m) = v(m)TW TWv(m) . (3.4)

Here v(m) is a regularization residual vector andW is a diagonal weighting matrix.

The simplest regularization idea is that the parameters should preferably not de-

viate away from the initial, or prior, choice of parametersmpr, which usually reflect a

modeller’s best estimate of the model parameters. This can be achieved by choosing

Φm(m) = [
m−mpr

]T
W TW

[
m−mpr

]
. (3.5)

3.3.4 L2 Smoothing Regularization

For a parameter m which varies in space, it is common to choose some type of regular-

ization that encourages the parameter to vary smoothly in space. Spatial smoothness

of a parameter can, for instance, be encouraged by minimizing the L2 norm of the

gradient of the parameter in question over the model domain of volume V :

Φm(m) =
∫

V
∇m •∇m dV . (3.6)

This type of L2 regularization term can achieve spatial parameter smoothness by de-

fault where there is little evidence to the contrary but may allow parameter variability

to arise in areas where such variability is supported by the data. In our experience,

encouraging spatially smooth permeabilities helps to obtain geothermal models that

converge well because TOUGH2 tends to struggle when permeability contrasts are

large.
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When dealing with a numerical finite volume model, the L2 regularization term

presented in (3.6) can be approximated using a discrete version. For example, consider

a simple 1D grid made up of blocks which are cubes of width ∆x and the blocks are

numbered sequentially from one end of the grid to the other. Let all the elements of

m pertain to the same type of physical property and mi be the parameter of block i

describing this property, then (3.6) can be approximated as

Φm(m) =
∫

V
∇m •∇m dV ≈

NEL∑
i=1

[
dm

dx

]2

i
∆Vi ≈

NEL−1∑
i=1

[mi+1 −mi

∆x

]2
∆x3 (3.7)

=∆x
(
mTV TVm

)
. (3.8)

Here V is a discrete first derivative operator given by

V =



−1 1

−1 1
. . .

. . .

−1 1

−1 1


. (3.9)

3.3.5 Total Variation Regularization

Using the L2 regularization term in (3.6) is known to smear out parameter disconti-

nuities where they exist. This might be a drawback when trying to characterize a frac-

tured geothermal reservoir. In that case, it might be preferable to allow some sharp pa-

rameter discontinuities to capture fracture zones. Total variation (TV) is an approach

that has been proposed for capturing sharp changes in parameters (Akcelik et al. 2002;

Vogel & Oman 1996; Vogel 2002). Instead of minimizing the L2 norm of ∇m, the TV ap-

proach aims to minimize the absolute value of ∇m:

Φm(m) =
∫

V
|∇m| dV . (3.10)

The absolute value is not continuously differentiable everywhere; however, we can

replace the absolute value of the gradient with the following approximation (Akcelik

et al. 2002; Vogel & Oman 1996; Vogel 2002)

|∇m| ≈ (∇m •∇m +ε2
TV

)1/2
. (3.11)

Here εTV is a small nonzero value to make the TV regularization term differentiable.

Figure 4.26 in Section 4.4.5 demonstrates how using regularization based on TV can

capture sharp parameter contrasts better than using the L2 smoothing approach.
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However, as the grid and parameter discretization is refined the TV approach loses

its desirable edge preserving properties (Lassas & Siltanen 2004) and the simpler L2

approach may be preferable when the observations lack information to infer sharp

material boundaries (Doel et al. 2013). Nevertheless, the bad asymptotic properties

of the TV approach (Lassas & Siltanen 2004) might not be an issue as the numerical

grids used for geothermal modelling do not tend to be highly refined, and the TV ap-

proach could potentially work well for resolving sharp permeability discontinuities

within the fractured production zone of a geothermal field. Another drawback of the

TV approach is that the resulting regularization operator is generally not well condi-

tioned and is, therefore, not as stabilizing as the L2 smoothing operator (Akcelik et

al. 2002). This can result in an inverse problem that is more difficult to solve and an

inversion method that convergences slowly.

3.3.6 Bayesian Regularization

When the prior parameter distribution can be described by a Gaussian distribution

with prior mean mpr and a prior parameter covariance Γm, then the regularization

term can be appropriately chosen as (Oliver et al. 2008; Oliver & Chen 2011; Tarantola

2005)

Φm(m) = [
m−mpr

]T
Γ−1

m

[
m−mpr

]
. (3.12)

The simple regularization term in Equation (3.5) can be considered as a special case

of (3.12), where Γ−1
m =W TW and the diagonal matrix W is a square-root matrix of

Γ−1
m . However, the prior covariance matrix can be more complex than that and can

include information about correlations between parameters at different locations and

correlations between different types of parameters.

If the observation noise and prior parameter statistics are considered to be cor-

rectly assigned relative to each other, then µ can be chosen as one and the objective

function is

Φ(m) = r(m)TΓ−1
d r(m)+ [

m−mpr
]T
Γ−1

m

[
m−mpr

]
. (3.13)

Minimizing the above objective function gives a maximum a posteriori (MAP) param-

eter estimate, which refers to the fact that within a Bayesian framework minimizing

(3.13) is equivalent to maximizing the posterior parameter probability density when

the measurement noise and parameter prior are described by Gaussian statistics. Even

if the above Bayesian objective function is used, it might be helpful in some cases to

include an adjustable regularization weight µwhich is gradually reduced towards one

to stabilize the inversion process further.
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3.3.7 The Regularization Weight

The objective function (3.3) is a trade-off between minimizing departures from prior

parameter conditions and minimizing an observation misfit. The trade-off is con-

trolled by the regularization weight µ. A too small µ enables close matches to observa-

tions but will result in unrealistic parameters which depart from the prior conditions.

However, choosing too large a µ gives parameter estimates close to the prior but does

not enable reaching a good data misfit (see Figure 3.1). A suitable µ is needed which

allows matching the observations to a level which is consistent with the observation

noise but which does not result in unrealistic parameters. A suitable regularization

weight µ is typically unknown beforehand. Therefore, a method is needed to find a

good value for µ. Various strategies are available for determining µ (Aster et al. 2005;

Engl et al. 1996; Haber 1997; Hansen 1992; Vogel 2002). The regularization weight µ

can, for instance, be gradually decreased for a sequence of separate inverse problems

until a suitableµ is found (Haber 1997; Haber et al. 2000). Alternatively, to reduce com-

putational cost, a single inversion can be run with µ varied at every iteration using the

sensitivity matrix to form a local linear approximation of the observation residuals

which gives a quadratic Gauss-Newton approximation of the objective function (Do-

herty 2003, 2016; Haber 1997; Haber & Oldenburg 2000).

Varying µ and tracing out the values of Φd and Φm that are found when minimiz-

ing (3.3) defines a Pareto front like the one shown in Figure 3.1. Figure 3.1 was gener-

ated based on the problem considered in Chapter 7 where the regularization term is

given by (3.12). For that problem, the correct choice is µ= 1. As depicted in Figure 3.1,

the correct µ is close to or on the corner of the L-shaped Pareto curve. The so-called

L-curve approach is based on trying to find the regularization weight corresponding

to the corner of the Pareto curve (Hansen 1992; Hansen & O’Leary 1993). Hansen &

O’Leary (1993) suggested finding the µ that maximizes the curvature of the L-curve.

PEST uses a discrepancy approach to select µ. The aim of the discrepancy ap-

proach is to find the largest µ such that Φd ≤Φt, where Φt is a target observation mis-

match. The chosen target value affects how reasonable the estimated parameters are.

Looking at Figure 3.1, choosing Φt too large results in parameters which are close to

the prior but are lacking in information about the real system. However, choosing Φt

too small results in unrealistic and noisy parameter values. The approach PEST uses

for choosing µ is described below in Section 3.4.4.
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Figure 3.1: Pareto curve for the trade-off between the observation mismatch and
model mismatch terms when minimizing (3.3) for different values of the regulariza-
tion weight µ. The results are for the problem described in Chapter 7. The top right
inset plot shows the difference between the true permeabilities and the prior mean.
The other inlays show, for different values of µ, the difference between estimated per-
meabilities and the prior mean.

3.4 The Levenberg-Marquardt Inversion Approach

3.4.1 Model Updates Using the Levenberg-Marquardt Method

There are many methods available for minimizing (3.3) (Brochu et al. 2010; Conn

et al. 2009; Nocedal & Wright 2006; Oliver & Chen 2011). Here we only consider

the Levenberg-Marquardt (LM) approach (Levenberg 1944; Marquardt 1963). The

LM method is the most commonly used method within the geothermal community

for automatic inversion of geothermal reservoir models. It can be readily applied to

geothermal problems using popular tools such as iTOUGH2 (Finsterle 2007) and PEST

(Doherty 2016). The LM approach was popularized for geothermal modelling with

the advent of iTOUGH2 (Finsterle & Pruess 1995a, 1995b; Finsterle et al. 1997). PEST
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had been widely used for hydrological modelling (Zhou et al. 2014; Healy & Scanlon

2010), before being applied to geothermal problems (Austria & O’Sullivan 2015; Colina

& O’Sullivan 2013; Omagbon & O’Sullivan 2011; O’Sullivan et al. 2016).

When using the iterative LM method to minimize (3.3), model parameter updates

δm are found by solving the following linear equation

[
STΓ−1

d S+µV TW TWV +γD]
δm=−STΓ−1

d r−µV TW TWv . (3.14)

Here γ > 0 is the adjustable LM damping factor, D is a positive definite matrix, and

the sensitivity matrixS is given by:

S = d[d(m)]

dm
= dr(m)

dm
=


dr1

dm1
· · · dr1

dmNm
...

. . .
...

drNd
dm1

· · · drNd
dmNm

 . (3.15)

The matrix V is the regularization Jacobian defined by:

V = dv(m)

dm
=


dv1
dm1

· · · dv1
dmNm

...
. . .

...
dvNr
dm1

· · · dvNr
dmNm

 . (3.16)

In PEST the matrix D is the identity matrix I . The same choice can be made in

iTOUGH2 but the default in iTOUGH2 is to chooseD as a diagonal matrix where the

diagonal is given by the diagonal of the Gauss-Newton (GN) normal matrix STΓ−1
d S

(Finsterle 2015).

Setting γ= 0 gives the GN update. However, the LM method withD = I and γ> 0

gives model updates somewhere between the GN update and a gradient descent up-

date. The LM method gives a gradient descent update as γ→∞. A short gradient like

update (large γ) is more robust than using the GN update when the current model

parameters are far away from those that minimize (3.3). However, the faster asymp-

totic convergence rate of the GN method can be preferable when closing in on the

minimum. For this reason, it is common to choose a large γ (e.g., γ = 106) at the first

LM iteration and then gradually decrease γ between iterations. Another advantage of

gradually decreasing γ is that it helps to regularize the inverse problem. The impor-

tance of using γ to regulate parameter updates is discussed in detail later in Sections

5.3.2 and 6.8, and Appendix E.

The evaluation of S is one of the most computationally expensive tasks when us-

ing the LM methods implemented in PEST or iTOUGH2 for automatic inversion of
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geothermal models. Section 3.5.1 discusses the computationally expensive finite dif-

ference methods that are currently used in the geothermal context to estimateS. After

that in Sections 3.5.4 and 3.5.5 we present the adjoint and direct methods for evalu-

ating S more efficiently. When using PEST, the matrix V is comparatively cheap to

evaluate using either finite differencing, carried out by PEST, or it can be supplied

analytically to PEST by the user. In the special case that the elements of v are linear

functions of the model parameters then the matrix V need only be calculated once.

3.4.2 Model Updates Using PEST

For the modelling described in Sections 4.4 and 4.5, PEST (Doherty 2016) is used to

invert synthetic reservoir models. Here we describe some of the main aspects of LM-

based inversion using PEST. A special feature of PEST is that it can solve the regular-

ized inverse problem with a target observation mismatchΦd =Φt (Doherty 2003, 2016;

Tonkin & Doherty 2005), below which the observations are considered to be matched.

PEST uses a two-stage process in the pursuit of the target data misfit. During the first

stage the aim is to reduceΦd belowΦt. After that PEST treats the regularization weight

µ in a manner similar to the way a Lagrange multiplier is used for constrained opti-

mization and then aims to reduceΦm while keepingΦd equal to or just belowΦt.

The following is a summary of the PEST inversion procedure. Further details can

be found in the PEST user’s manual (Doherty 2016) and (Doherty 2015).

(i) Starting with an initial γ and initial parameter guess m supplied by the user,

PEST runs a forward simulation to find the initial objective functionΦ(m).

(ii) A new PEST iteration starts with the evaluation of the JacobiansS and V .

(iii) PEST modifies the regularization weight µ based on a quasi-linearization of the

objective function (see Section 3.4.4 and (Doherty 2003, 2016)).

(iv) A search direction δm is found by solving Equation (3.14), and then a scaled up-

date is calculated using∆m=αδm. The scalarα is found according to Equation

(3.17).

(v) A forward simulation is run usingm+∆m to findΦ(m+∆m).

(vi) PEST may repeat steps (iv) and (v) using a new γ if Φ(m + ∆m)/Φ(m) >
PHIRATSUF, where PHIRATSUF is a PEST input parameter. Otherwise PEST finds

the best∆m from the current iteration, setsm←m+∆m as the most up-to-date

parameters and begins a new iteration at (ii).
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In this study, PEST inversions were terminated when either the observation mis-

matchΦd fell below a target valueΦt or the objective function was not decreased over

a certain number of successive PEST iterations. The use of adjoint and direct meth-

ods to accelerate inversions with PEST is discussed in Sections 4.4 and 4.5, respec-

tively. The problems discussed in those sections only deal with a moderate number

of parameters and observations. However, formingS and solving (3.14) becomes very

time-consuming when both Nd and Nm are large. Chapters 5 and 6 propose random-

ized LM algorithms that can deal with a large sensitivity matrix more efficiently than

PEST. Those algorithms involve estimating a low-rank matrix approximation of a di-

mensionless version of the sensitivity matrix. Section 3.6 details variants of the adjoint

and direct methods which are used within the proposed randomized inversion algo-

rithms.

3.4.3 PEST Adjusted Step Length

Unlike standard LM implementations, PEST does not update model parameters us-

ing m+ δm, where δm is found using (3.14). Instead PEST uses m+∆m, where

∆m=αδm. The factorα is chosen in PEST based on the search direct δm and the GN

quadratic approximation around the most up-to-date model parametersm (Doherty

2015). For simplicity, but without loss of generality, let µ = 0. Then, the step adjust-

ment factor used in PEST is

α=− rTΓ−1
d Sδm

δmTSTΓ−1
d Sδm

. (3.17)

As γ→ 0 the standard LM update (3.14) approaches the GN update:

δm=−[
STΓ−1

d S+γI]−1
STΓ−1

d r ≈−[
STΓ−1

d S
]−1
STΓ−1

d r . (3.18)

This is assuming that the GN normal matrix is invertible. For γ→ 0 the adjustment

factor in PEST is

α=− rTΓ−1
d Sδm

δmTSTΓ−1
d Sδm

≈ rTΓ−1
d Sδm([

STΓ−1
d S

]−1
STΓ−1

d r
)T
STΓ−1

d Sδm
(3.19)

= rTΓ−1
d Sδm

rTΓ−1
d S

[
STΓ−1

d S
]−1
STΓ−1

d Sδm
= r

TΓ−1
d Sδm

rTΓ−1
d Sδm

= 1. (3.20)

Therefore, PEST and the classic LM update tend to give the same update as γ becomes

small. This is what we would expect since γ→ 0 gives a GN update and the factor α is

determined in PEST based on the quadratic GN approximation.
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As γ→ ∞ then the standard LM update (3.14) approaches a very short steepest

descent update:

δm=−[
STΓ−1

d S+γI]−1
STΓ−1

d r ≈−1

γ
STΓ−1

d r . (3.21)

However, in that case PEST uses

α=− rTΓ−1
d Sδm

δmTSTΓ−1
d Sδm

≈ γ
[
STΓ−1

d r
]T [
STΓ−1

d r
]

[
STΓ−1

d r
]T
STΓ−1

d S
[
STΓ−1

d r
] = γ gTg

gTSTΓ−1
d Sg

, (3.22)

where g =STΓ−1
d r. Therefore, for a large γ PEST updates a model by

∆m=αδm≈−γ gTg

gTSTΓ−1
d Sg

1

γ
g =− gTg

gTSTΓ−1
d Sg

g . (3.23)

Here we have an interesting result when comparing the standard LM method and

PEST updates. The standard LM method gives a shorter and shorter model update

along the steepest descent direction as γ approaches infinity. PEST, however, gives a
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Figure 3.2: Possible parameter updates in a single step from an initial parameter guess,
when using the standard LM method (3.14) and PEST for the Rosenbrock function
f (x1, x2) = 100(x2−x2

1)2+(1−x1)2 (Moré et al. 1981). The grey lines are contour lines for
the Rosenbrock function and its minimum is at (1, 1). (a) Initial guess (x1, x2) = (0, 1).
The initial guess is at the red circle and the blue square marks the parameters after one
Gauss-Newton update (γ= 0). The red dotted line indicates possible parameters after
one standard LM update using any γ > 0. The dashed blue line, similarly, indicates
possible parameters after one PEST update. The PEST steepest descent update (γ→
∞) is marked by the blue triangle. (b) Same for the initial guess (x1, x2) = (0.5, 1.5).
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model update vector which does not tend to have zero length as γ→∞, though the

update is along the steepest descent direction.

Figure 3.2 illustrates for a simple test function how the standard LM update and

the PEST update can differ. As Figure 3.2 shows, both methods give the same model

update as γ→ 0 (see blue squares). However, the two methods diverge as γ increases.

The standard LM update tends towards the initial guess (red dot) as γ→∞. However,

this is not the case for the PEST update.

For the standard LM update, increasing γ regularizes the model update. That is in-

creasing γ gives an update closer to the current modelm. The PEST update α∆m, on

the other hand, is less regularizing. In PEST, γ mainly determines the direction of the

model update. The length of the PEST update is typically longer than the standard LM

update as it is based on a combination of the search direction and the local quadratic

GN approximation (see Figure 3.2). The following section discusses the scheme used

in PEST to choose the regularization weight µ at every PEST iteration. This scheme

can help to regulate the PEST model updates.

3.4.4 Adjustment of the Regularization Weight in PEST

Experience suggests that large model updates at early inversion iterations can result

in bad convergence, large deviations away from the prior parameter guess and bad

matches to observations (Gao & Reynolds 2006; Abacioglu et al. 2001). To prevent un-

necessarily large deviations from prior parameter values during early iterations the

regularization weight µ can be chosen large at first. A simple choice can be to start

with a large initial µ and slowly reduce its value by a predefined factor as the inversion

progresses (see, e.g., Haber et al. (2000)). However, the regularization weight may be

quite suboptimal in this case.

Another way is to choose µ as is done in PEST by using a local linear approxima-

tion of the residuals or a quadratic approximation of the objective function. For the

nth PEST iteration a target observation mismatch Φn
t = max

[
αtΦd(mn−1),Φt

]
is cho-

sen, where αt takes a value between 0 and 1 (e.g., αt = 0.2). If αtΦd(mn−1) is smaller

than the final target observation mismatch Φt, then PEST targets finding the largest

µ such that Φd ≤Φt. The regularization weight is selected so that the updated model

parametersmn =mn−1+∆m are unlikely to result in an observation mismatch much

smaller than the target valueΦn
t .

Using the LM scheme the longest update vector ∆m is found when γ→ 0 (stan-

dard Gauss-Newton update):

∆m(µ) =−[
STΓ−1

d S+µV TW TWV
]−1 [

STΓ−1
d r+µV TW TWv

]
. (3.24)
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With this model update and a linear approximation based on S, the simulated obser-

vations are "predicted" to be

d(mn
µ) =d(mn−1)+S∆m(µ) , (3.25)

where mn
µ =mn−1 +∆m(µ). Note that this does not require an additional forward

simulation. The "predicted" observation mismatch term is then given by

Φd(µ) =Φd(mn
µ) =

[
d(mn

µ)−dobs

]T
Γ−1

d

[
d(mn

µ)−dobs

]
. (3.26)

In PEST the regularization weight µ is chosen so that

Φd(µ)−Φn
t = 0. (3.27)

This can, for instance, be achieved iteratively using a Newton updating method for µ

or using the bisection method. As long as αt does not result in too small a value for

Φn
t , this approach can result in a gradual lowering of µ which can help to stabilize the

inverse problem.

3.5 Evaluating Model Sensitivities

3.5.1 Finite Differencing

The standard approach for estimating the sensitivity matrix S or other model deriva-

tives for simulations of high-enthalpy geothermal reservoirs has been finite difference

approximation, where model parameters are perturbed and the changes in model out-

puts are calculated by carrying out repeated forward simulations. For sensitivity es-

timation PEST and iTOUGH2 offer the typical forward and central finite differencing

schemes, which use two-point and three-point stencils, respectively. PEST also offers a

more expensive five-point stencil which may give more accurate sensitivity estimates.

A big drawback of these methods is the requirement to run numerous time-

consuming forward geothermal simulations to form S. The simplest of these meth-

ods is the two-point stencil, using forward finite differencing, which requires Nm +1

simulations to approximate all the sensitivities. If the perturbation in the parameters

is ∆ j and the j th unit vector of length Nm is e j , then forward finite differencing gives

Si , j = dri

dm j
≈ ri (m+∆ je j )− ri (m)

∆ j
. (3.28)

Apart from the considerable computational cost of the forward differencing method,

another drawback is its lack of numerical precision because of the inherent trunca-

tion error involved in (3.28). Machine rounding errors, however, mean that there is a
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Figure 3.3: Normalized error when using the forward finite differencing method (blue
solid line), central finite differencing method (red dashed line) or complex differenc-
ing method (black dash-dotted line) to estimate the derivative of x9/2 at x = 1.5.

limit to how small ∆ j can be made without loss of accuracy. This drawback is demon-

strated later in Section 4.2 for a simple one-dimensional TOUGH2 model. For inverse

modelling with TOUGH2, perturbing a parameter by about one percent of its value is

often considered a sound choice (Finsterle 2007) and the same has been reported in

the petroleum context (Oliver et al. 2008).

The lack of accuracy of (3.28) is a concern since poorly evaluated sensitivities can

degrade the inverse process (Doherty 2016; Martins & Hwang 2013). Better accuracy

can be achieved by using the higher order central difference scheme (Doherty 2016;

Nocedal & Wright 2006):

Si , j = dri

dm j
≈ ri (m+∆ je j )− ri (m−∆ je j )

2∆ j
. (3.29)

The central difference method requires two nonlinear forward simulations for every

parameter and thus twice as many runs as the forward finite differencing method. The

even more accurate five-point stencil available in PEST (see Doherty (2016)), is rarely

used in practice since it requires four forward simulations for each parameter.

Figure 3.3 illustrates the benefit of using central differencing over forward finite

differencing. For relatively large parameter perturbations, the figure shows a typical

example of how the error of the central differencing method is lower because of its

lower truncation error. However, for very small parameter perturbations both meth-

ods suffer from machine rounding errors.
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The general black-box finite difference approach for evaluating S has the advan-

tage of being easy to implement, and it allows flexibility in the choice of parameters

and simulation code, since the method only deals with the inputs and outputs of the

simulations (see Figure 3.4). Furthermore, the forward model for each parameter per-

turbation used to evaluate S can be solved independently and in parallel using sep-

arate processors to speed up the inversion process. Parallel implementations of PEST

(Doherty 2016; Hunt et al. 2010) and iTOUGH2 (Finsterle 2010; Finsterle & Pruess

1999) are available to reduce computational times for large inverse problems. Austria

& O’Sullivan (2015) and Colina & O’Sullivan (2013) exploited this feature to advance

their geothermal inversions using PEST.

Nevertheless, as a model is divided up into more zones, thus increasing the num-

ber of parameters, the influence of each parameter or zone is reduced. As a result,

machine rounding errors become more prevalent, and finite differencing will be less

reliable (Doherty et al. 2010). Another significant issue is the occurrence of run failures

because of poor convergence or non-convergence of some natural-state problems.

Even though the basic parameter set gives a well-behaved model that converges to a

steady state, this may not be the case for subsequent runs using perturbed or updated

parameters. Some of these additional simulations may stall or fail altogether. In either

case, simulation times can be expected to increase, substantially slowing down inver-

sion. Furthermore, the corresponding sensitivities will not be accurately determined

through finite differencing, which may lead to poor parameter updates and model cal-

ibration can suffer. To deal with run failures PEST includes features whereby a forward

run failure can be detected and the corresponding sensitivities are set to zero.

Simulator OutputInput

Figure 3.4: When using finite differencing for evaluating derivatives of model outputs
the nonlinear geothermal simulator is treated as a black box, which has adjustable
inputs and readable outputs. Inputs could, e.g., be formation porosities and perme-
abilities. Possible outputs include downhole pressures/temperatures and production
enthalpies.
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3.5.2 Complex-Step Method

Extending the standard finite differencing approach for a real-valued function to the

complex plane gives an accurate way of evaluating derivatives (Squire & Trapp 1998;

Martins et al. 2003). If the function r(m) is holomorphic and the code calculating

r(m) accepts complex numbers, then a complex-step approach can be used to esti-

mate the sensitivities (Squire & Trapp 1998; Martins et al. 2003). For a small complex

perturbation i∆ j , Taylor expansion gives

r(m+ i∆ je j ) = r(m)+ i∆ j
dr

dm j
−
∆2

j

2

d2r

dm2
j

− i
∆3

j

6

d3ri

dm3
j

+ . . . . (3.30)

Taking the imaginary part Im[·] of the above expression leads to

dr

dm j
≈ Im[r(m+ i∆ je j )]

∆ j
, (3.31)

which has a truncation error of O (∆2
j ) like the finite central differencing method.

However, the advantage of the complex-step method is that unlike the standard fi-

nite difference approach, the above method does not suffer from cancellation errors

(since the above does not involve subtracting two nearly equal values). By reducing

the perturbation ∆ j the accuracy will tend towards the algorithmic accuracy. Figure

3.3 demonstrates this for a simple function and compares the complex-step method

with the finite differencing methods from the previous section.

This complex-step approach is conceptually simple like the standard finite differ-

ence methods, and in many situations, it can be a convenient way to obtain derivatives

with algorithmic accuracy. This approach has been applied to evaluating sensitivities

from turbulent flow simulations (Anderson et al. 2001), flow around aerostructures

(Martins et al. 2003) among other things (Martins & Hwang 2013).

Nevertheless, there are some drawbacks. First, all the variables and operations in

the forward simulator’s source code need to be modified to enable operations with

complex numbers. This may be simple and convenient for some problems but may

be cumbersome for a simulator such as TOUGH2. Secondly, the method requires the

same number of nonlinear forward runs as the forward finite difference approach.

Therefore, the complex-step method does not relieve one of the main issues with finite

differencing, which is the requirement to run multiple nonlinear simulations. Further-

more, the complex-step simulations come at an additional cost, since each forward

run involves additional computations with complex numbers, increasing computa-

tional cost when compared to standard simulations (Martins et al. 2003). For these
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reasons, we do not consider the complex-step approach for evaluating sensitivities

from geothermal reservoir simulations.

The complex-step approach needs a perturbation below a certain threshold to

achieve algorithmic accuracy. Considering Equation (3.30), this inconvenience could

be resolved if the complex number i , which has the property i 2 = −1, were defined

such that i 2 = 0. In that case, the truncation error of (3.31) would be zero for any cho-

sen perturbation. The types of numbers that represent such an extension of complex

numbers are usually referred to as dual numbers. This type of dual framework gives

an automated way of achieving exact derivatives when using coding languages that

support operator overloading (Piponi 2004).

3.5.3 Automatic Differentiation

Automatic differentiation (AD) methods and tools have been developed for the auto-

matic generation of exact (accurate to working precision) derivatives of functions rep-

resented by computer programs (Bücker et al. 2006; Griewank & Walther 2008). These

methods use either operator overloading or source transformation to generate the de-

sired derivatives of program outputs. The basic idea behind source transformation

is that computer programs consist of fundamental mathematical operations, such as

addition and multiplication, which means that by applying the chain rule a computer

program can be generated that evaluates the derivatives of the outputs of the original

source code to changes in its inputs.

Like the complex-step method, AD methods require that the simulation code fits a

specified framework. Rath et al. (2006) discussed and demonstrated using AD for eval-

uating derivatives of model outputs when using SHEMAT (Clauser 2003) as a geother-

mal reservoir simulator. However, Rath et al. (2006) found that the forward simulator

SHEMAT needed considerable modifications to suit the AD tool they used. Moreover,

applying the AD tool directly to the simulation code gave suboptimal performance

when evaluating model derivatives. They, therefore, found that it was more efficient

to apply a direct method (see Section 3.5.4) and use AD to evaluate the matrices that

appear in the linear equations that need to be solved when using the direct method.

The direct method for evaluating derivatives of simulation outputs will be outlined

in the following section. The direct method is analogous to so-called forward mode

AD methods, which propagate through the computer program in the same way as the

standard run of the program. In terms of a transient simulation this corresponds to

propagating forward in time. Another category of AD methods are so-called reverse

mode methods which as the name suggests propagate backwards through the code.
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The reverse mode is analogous to the adjoint method discussed later in Section 3.5.5.

For a transient simulation, the reverse mode corresponds to propagating backwards

in time. The forward propagating AD methods scale with the number of input param-

eters Nm while the reverse propagation AD methods scale with the number of outputs,

for example, the number of observations Nd . In the following sections, we discuss us-

ing the direct and adjoint methods for analytically evaluating the derivatives of model

outputs.

3.5.4 The Direct Method

3.5.4.1 Basics of the Direct Method

A more accurate and efficient alternative to finite differencing for calculating S is to

use the direct method (Anterion et al. 1989; Oliver et al. 2008; Rodrigues 2006). Nev-

ertheless, the direct method still scales with the number of adjustable model parame-

ters. The direct method can be beneficial for history-matching studies with relatively

few parameters, but its benefits are potentially far greater for the natural-state prob-

lem. For the direct method, we analytically differentiate the discrete governing equa-

tions. Gathering all the forward residual equations solved by the TOUGH2 simulator,

the forward problem can be represented as solving the following residual equation:

f (u ,m) =0 . (3.32)

Here f represents all the forward residual equations that need to be solved and u is a

vector of all the primary variables.

The simulated primary variables are a function of the model parameters. Differ-

entiating (3.32) with respect to the model parametersmwe get

A

[
∂u

∂m

]
=−G , (3.33)

where

A= ∂f

∂u
; G= ∂f

∂m
. (3.34)

This is the basis for evaluating model sensitivities using the direct method. By solving

the nonlinear forward problem (3.32) and then solving the linear problem (3.33) we

get the sensitivities of every simulated primary variable in the matrix ∂u/∂m. For a

transient problem the matrices in (3.33) can be massive. However, as presented below

for a transient simulation we do not form and solve (3.33) directly in its full form.

Instead (3.33) is solved in a partitioned way by propagating forward in time.
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The observation residuals that appear in the standard least-squares observation

mismatch term (3.1) are a function of the model parameters but on the level of the

simulator they are also functions of the primary variables. That is, the observation

residuals can be written as r = r(m ,u). Now, with (3.33) solved and using the chain

rule the direct method gives the sensitivity matrix according to

S = dr

dm
= ∂r

∂m
+C ∂u

∂m
, (3.35)

where

C = ∂r

∂u
. (3.36)

More details are given below on how the direct approach can be applied to

geothermal reservoir simulations. We first begin by discussing a basic transient sim-

ulation problem with fixed initial conditions. After that, we discuss the direct method

when dealing with the natural-state problem and geothermal production simulations.

3.5.4.2 Transient Problem With Fixed Initial Conditions

Consider a transient TOUGH2 simulation with fixed initial conditions u0. Following

the conventions used in Section 2.2.2 it is natural to write the vectors of all the primary

variables and all the forward residual equations solved during a transient TOUGH2

simulation as

f (u ,m) =



f1(u1,u0,m)
...

f i (ui ,ui−1,m)
...

fNt (uNt ,uNt−1,m)


=



f1

...

f i

...

fNt


and u=



u1

...

ui

...

uNt


. (3.37)

Here Nt denotes the number of simulation time-steps. As before we use fk to denote

the vector of forward residuals at the kth simulation time-step anduk is a vector of the

primary variables for the same time-step. Here it is assumed that the values in these

vectors represent converged solutions.

For this type of transient problem the matrices appearing in Equation (3.33) are

A= ∂f

∂u
=


A1

B2 A2

. . .
. . .

BNt ANt

 and G= ∂f

∂m
=


G1

G2

...

GNt

 , (3.38)
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where

Ak = ∂fk

∂uk
=


∂[ f k ]1,1

∂[uk ]1,1
· · · ∂[ f k ]1,1

∂[uk ]e,NEL
...

. . .
...

∂[ f k ]e,NEL

∂[uk ]1,1
· · · ∂[ f k ]e,NEL

∂[uk ]e,NEL

 ; (3.39)

Bk = ∂fk

∂uk−1
=


∂[ f k ]1,1

∂[uk−1]1,1
· · · ∂[ f k ]1,1

∂[uk−1]e,NEL
...

. . .
...

∂[ f k ]e,NEL

∂[uk−1]1,1
· · · ∂[ f k ]e,NEL

∂[uk−1]e,NEL

 ; (3.40)

Gk = ∂fk

∂m
=


∂[ f k ]1,1

∂m1
· · · ∂[ f k ]1,1

∂mNm
...

. . .
...

∂[ f k ]e,NEL
∂m1

· · · ∂[ f k ]e,NEL
∂mNm

 . (3.41)

Considering the bi-diagonal block structure ofA it is natural to apply block elim-

ination when solving the direct equation (3.33). That is, begin by solving

A1
[
∂u

∂m

]1

=−G1 (3.42)

for the first simulation time-step. Subsequently, track forward in time solving

Ak
[
∂u

∂m

]k

=−Gk −Bk
[
∂u

∂m

]k−1

(3.43)

for every time-step that follows. Equation (3.43) is a linear matrix equation with Nm

(the number of adjustable model parameters) right-hand sides. By solving (3.43) for

[∂u/∂m]k we obtain the model sensitivities of every primary variable at that time.

Equation (3.42) is a special case of (3.43) with [∂u/∂m]0 = 0, since the initial condi-

tions are constant for this case. Note, however, that for a transient simulation of a pro-

duction history that follows a natural-state simulation, the term [∂u/∂m]0 is typically

not zero because the natural state that initializes the production simulation needs to

be accounted for (a special case where [∂u/∂m]0 is zero is when m only consists of

formation porosities since those do not affect the steady-state solution). This is dis-

cussed below for the combined natural-state and production problem.

The matricesAk ,Bk andGk can be extracted from the forward simulation code

without too much extra effort. Notice that Ak is the same type of Jacobian as those

used during the nonlinear Newton-Raphson solve during a TOUGH2 time-step. The

individual linear problem for a right-hand side in Equation (3.42) or Equation (3.43)

has the same size and is the same type of problem as solving for the Newton-Raphson
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update with (2.13). Note, however, that the matrices such asAk in the direct method

are evaluated for the converged primary variables.

The matrix Bk+1 contains terms worked out in evaluating Ak . This can be seen

from the following:

Bk+1 = ∂fk+1

∂uk
=− 1

∆t k+1

∂M k

∂uk
; (3.44)

Ak = ∂fk

∂uk
= 1

∆t k

∂M k

∂uk
+ ∂FSk

∂uk
=−∆t k+1

∆t k
Bk+1 + ∂FSk

∂uk
. (3.45)

The accumulation JacobiansBk+1 can therefore be generated and stored for later use

while evaluating the converged forward JacobiansAk for the previous time-step.

The matrix Gk depends on the types of model parameters contained in m and

where they appear in the forward residuals fk . Appendix A gives details for evaluating

the matrixGk for common model parameters considered in geothermal modelling. As

shown in Appendix A, formingGk based on the converged forward residual equations

fk is straightforward for common parameters such as permeabilities, porosities and

boundary flux terms. The reason is that the TOUGH2 forward residuals are linear in

terms of these common geothermal parameters.

Having solved the nonlinear forward problem, Equation (3.42) and Equation (3.43)

for all time-steps with k > 1, then the sensitivity matrix can be found according to

S = dr

dm
= ∂r

∂m
+

Nt∑
k=1
Ck

[
∂u

∂m

]k

, (3.46)

where

Ck = ∂r

∂uk
=


∂r1

∂[uk ]1,1
· · · ∂r1

∂[uk ]e,NEL
...

. . .
...

∂rNd

∂[uk ]1,1
· · · ∂rNd

∂[uk ]e,NEL

 . (3.47)

Note that ∂r/∂m is only nonzero if the simulated observations are explicit functions

of the model parameters. The implicit dependence of the modelled observations on

the TOUGH2 simulation itself is represented through the last term of Equation (3.46).

The matrix Ck is usually a sparse matrix with a few nonzero values corresponding

to the primary variables of the simulation blocks where observations are made dur-

ing the kth time-step. Evaluating the elements of Ck is straightforward for common

observations such as block pressures and temperatures, as outlined in Appendix B.

The direct method outlined here is unlike simple finite differencing methods,

which require at least Nm + 1, time-consuming, nonlinear forward simulations. In-

stead, the direct method requires only the solution of one nonlinear problem and Nm
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linear problems. Replacing Nm nonlinear tasks with corresponding linear ones should

reduce computational cost. For a transient problem the relative benefits of using the

direct method over finite differencing depends on the average number of Newton-

Raphson iterations. If NNR is the average number of Newton-Raphson iterations for

a time-step, then forward finite differencing requires about Nm Nt NNR additional lin-

ear solves. The direct method, however, needs Nm Nt additional linear solves. We can

reasonably expect about two to four iterations on average each time-step. Therefore,

the direct method can reduce computational cost in terms of the number of linear

solves. Next, we discuss the special case of the natural-state problem, where greater

computational savings can be made by using the direct method.

3.5.4.3 Natural State

We can also extend the direct method to evaluating model sensitivities for natural-

state simulations. Despite the fact that TOUGH2 uses a transient approach to steady

state, all the transient steps preceding the final converged natural-state time-step are

superfluous to requirements when it comes to evaluating sensitivities of natural-state

outputs using the direct method. Therefore, when it comes to the direct method we

only care about the final steady state (2.17). Differentiating the steady-state equations

(2.17) we find that the sensitivities of every primary variable at the steady-state solu-

tion ∂ust/∂m can be obtained by solving one linear system with Nm right-hand sides:

Ast

[
∂ust

∂m

]
=−Gst , (3.48)

where

Ast = ∂fst

∂ust
=


∂[ fst]1,1

∂[ust]1,1
· · · ∂[ fst]1,1

∂[ust]e,NEL
...

. . .
...

∂[ fst]e,NEL
∂[ust]1,1

· · · ∂[ fst]e,NEL
∂[ust]e,NEL

 ; (3.49)

Gst = ∂fst

∂m
=


∂[ fst]1,1

∂m1
· · · ∂[ fst]1,1

∂mNm
...

. . .
...

∂[ fst]e,NEL
∂m1

· · · ∂[ fst]e,NEL
∂mNm

 . (3.50)

A useful property ofAst is that it is closely related to the forward Jacobian matrix

(2.14) involved in the solution of the forward problem and thus little extra compu-

tation is required to create Ast. For a fully converged natural-state simulation that

satisfies the steady-state equations (2.17), Ast equals the flux-source term of the for-

ward Jacobian. However, for a reasonably converged natural-state simulation,Ast can
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be approximated by the flux and source part of the forward Jacobian evaluated at the

converged primary variables of the last time-step of the natural-state simulation. The

approximation is good as long as the natural-state simulation is run for a suitably long

time or (2.17) is satisfied within some suitable tolerance (see Section 4.4.6).

By design, the TOUGH2 code evaluates the forward Jacobian each time it evalu-

ates the forward residuals. As a result, the final forward Jacobian evaluated during a

TOUGH2 natural-state simulation contains the information needed to constructAst.

As mentioned above for a basic transient TOUGH2 simulation, (3.48) is also easy

to set up and it is generally straightforward to calculateGst for natural-state problems

because the steady-state equations are linear functions of the common parameters

we wish to estimate (e.g., permeabilities and mass flows of deep inputs). Therefore,

the terms in Gst can be extracted with little extra effort from the steady-state source

terms and the inter-block fluxes found at the last time-step of the forward TOUGH2

natural-state simulation. Appendix A.2 details the evaluation of the elements of Gst

for permeability parameters and Appendix A.4 does the same for bottom boundary

flux parameters.

After solving (3.48) the full sensitivity matrix of a natural-state simulation can be

found from

S = dr

dm
= ∂r

∂m
+Cst

[
∂ust

∂m

]
, (3.51)

where

Cst = ∂r

∂ust
=


∂r1

∂[ust]1,1
· · · ∂r1

∂[ust]e,NEL
...

. . .
...

∂rNd
∂[ust]1,1

· · · ∂rNd
∂[ust]e,NEL

 . (3.52)

As is outlined in Appendix B, not much work is needed to construct the matrixCst for

natural-state observations, which are mostly downhole temperatures, together with

a few reservoir pressures. The reason is that simulated downhole temperatures and

pressures are commonly simple linear combinations of block temperatures and pres-

sures, which are most often the primary variables. Additionally, we can expect the ma-

trixCst to be very sparse meaning it will not occupy much memory.

In principle, (3.51) gives an exact evaluation of S but in practice some approxi-

mation is involved because the forward transient solve for ust is not exact. The direct

method is, furthermore, limited by the precision of the machine operations used to

solve (3.48) and form the matricesAst,Gst, andCst.

The following simple calculation shows that the direct method can provide model

sensitivities at a much lower computational expense than using finite differences. Let
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Table 3.1: Number of linear solves to form the sensitivity matrix. Here Nt and NNR

denote the average number of simulation time-steps and Newton-Raphson iterations
per time-step, respectively. The superscripts st and pr, respectively, indicate values for
a natural-state run and a production run.

Natural State Natural State and Production

Nonlinear Simulation N st
NRN st

t N st
NRN st

t +N pr
NRN pr

t

Finite Forward Differencing (Nm +1)N st
NRN st

t (Nm +1)(N st
NRN st

t +N pr
NRN pr

t )

Central Forward Differencing 2Nm N st
NRN st

t 2Nm(N st
NRN st

t +N pr
NRN pr

t )

Direct Method N st
NRN st

t +Nm N st
NRN st

t +N pr
NRN pr

t +Nm(1+N pr
t )

Adjoint Method N st
NRN st

t +Nd N st
NRN st

t +N pr
NRN pr

t +Nd (1+N pr
t )

N st
t denote the average number of simulation time-steps needed to reach a steady

state and N st
NR be the average number of Newton-Raphson iterations for each time-

step. After performing one forward solve with parametersm, the added cost of using

forward finite differencing to find all the parameter sensitivities is N st
t N st

NRNm linear

solves. The additional computational expense of the direct natural-state method, on

top of one forward solve, is in stark contrast as it requires only Nm linear solves. The

cost of generating S for a natural-state problem using the direct method is compared

with the cost of using standard finite differencing methods in Table 3.1.

3.5.4.4 Combined Natural-State and Production-History

When using the direct method for a combined natural-state and production simula-

tion problem, we need to combine the procedures discussed above for the basic tran-

sient problem and the natural-state problem. For this type of problem, we begin by

solving the direct equations for the natural-state problem (3.48).

Next we need to solve

A1
[
∂u

∂m

]1

=−G1 −B1
[
∂u

∂m

]0

(3.53)

for the first time-step of the production simulation. Since the production history sim-

ulation is initialized with the final state from the natural-state simulation we have

u0 =ust and

[
∂u

∂m

]0

=
[
∂ust

∂m

]
. (3.54)

For the production time-steps that follow (k > 1), the primary variable sensitivities

[∂u/∂m]k are found by solving (3.43). Having done this, the sensitivity matrix can be

found according to

S = dr

dm
= ∂r

∂m
+Cst

[
∂ust

∂m

]
+

N pr
t∑

k=1
Ck

[
∂u

∂m

]k

. (3.55)
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Here N pr
t denotes the number of time-steps used for the production simulation.

Table 3.1 compares the cost of the direct method with the cost of using finite for-

ward or central differencing. From the simple cost comparison made in Table 3.1 we

expect the direct method to be very efficient compared to finite differencing when the

natural-state simulation is long compared to the production history simulation. If the

number of production time-steps is far higher than the number of natural-state time-

steps, the savings that can be made will be somewhat lessened and depend mostly on

the average number of Newton-Raphson iterations.

3.5.5 The Adjoint Method

3.5.5.1 Basics of the Adjoint Method

The adjoint method (Li et al. 2003; Rodrigues 2006) is a variant of the direct method

that can provide an alternative efficient means of calculating S. Unlike the direct

method, whose cost scales with the number of parameters, Nm , the adjoint method

can provide model sensitivities at a cost proportional to the number of observations,

Nd . This aspect of the adjoint method is especially appealing for natural-state prob-

lems with a large number of parameters since there are usually few natural-state ob-

servations.

The adjoint sensitivity equations can be derived for the natural-state problem

by reversing the operations used in the direct method (Rodrigues 2006). Combining

Equations (3.33) and (3.35) gives

S = ∂r

∂m
−CA−1G= ∂r

∂m
+ΨTG , (3.56)

whereΨ is a solution to

ATΨ=−CT . (3.57)

This gives the adjoint method for evaluating the sensitivity matrix. Alternative deriva-

tions of (3.56) and (3.57) using a Lagrange multiplier approach can be found, for in-

stance, in (Hinze et al. 2009; Li et al. 2003; Oliver et al. 2008; Rama Rao & Mishra 1996).

3.5.5.2 Natural-State Only

Applying the above to the natural-state problem we find the solutionΨst to

[Ast]
T Ψst =− [Cst]

T (3.58)

and the sensitivity matrix can be found as

S = ∂r

∂m
+ [Ψst]

T Gst . (3.59)
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Therefore, S can be found by solving the linear problem (3.58) with Nd right-hand

sides and incorporating the solution into (3.59). The number of right-hand sides is

the most notable difference between the adjoint and direct methods. The coefficient

matrix of the adjoint problem is the transpose of the one found for the direct method.

A thing to note regarding the adjoint method for natural-state models is that unlike

the use of the adjoint method for production history problems, the memory require-

ments are quite low as only information at the final time-step is needed.

3.5.5.3 Combined Natural-State and Production Simulations

When considering a natural-state simulation followed by a production history, the

amalgamated forward residual and primary variable vectors can be written as

f (u ,m) =



fst(ust,m)

f1(u1,ust,m)
...

f i (ui ,ui−1,m)
...

fNt (uNt ,uNt−1,m)


=



fst

f1

...

f i

...

fNt


and u=



ust

u1

...

ui

...

uNt


. (3.60)

Then the linear adjoint equations (3.57) become

[Ast]
T [

B1
]T[

A1
]T [

B2
]T

. . .
. . .[

AN pr
t −1

]T [
BN pr

t

]T[
AN pr

t

]T





Ψst

Ψ1

Ψ2

...

ΨN pr
t


=−



[Cst]
T[

C1
]T[

C2
]T

...[
CN pr

t

]T


, (3.61)

where we have used the same convention as used for other matrices or vectors to par-

titionΨ andC.

Applying block elimination to solve (3.61) results in tracking backward in time.

Beginning with the final production simulation time we solve[
AN pr

t

]T
ΨN pr

t =−
[
CN pr

t

]T
. (3.62)

Tracking backwards in time then solve[
Ak

]T
Ψk =−

[
Ck

]T −
[
Bk+1

]T
Ψk+1 (3.63)
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for all previous production time-steps (1 ≤ k < Nt ). The number of right-hand sides

involved in Equations (3.62) and (3.63) are equal to the total number of observations

Nd . However, in practice, the number of right-hand sides is at most Nd , because a

column ofΨk only becomes nonzero when the corresponding columns ofCk orΨk+1

are nonzero. Essentially, the number of right-hand sides in the equations is equal to

the number of simulated observations after time-step k −1. Assuming that the main

computational cost comes from the linear solves, the adjoint method may, therefore,

be preferred over the direct one when Nm ≥ Nd . In some instances, the adjoint method

might even be faster when there are fewer parameters than observations, especially if

most of the observations are from the natural state.

For the special case of a transient problem with fixed initial conditions we get the

sensitivity matrix as

S = dr

dm
= ∂r

∂m
+

N pr
t∑

k=1

[
Ψk

]T
Gk . (3.64)

However, we are mainly interested in production simulations initialized with the final

state from a natural-state run. After solving (3.63) for k = 1 the final step needed is to

solve

[Ast]
T Ψst =− [Cst]

T − [
B1]T

Ψ1 (3.65)

for the natural state. The sensitivity matrix for the combined natural-state and

production-history problem follows as

S = dr

dm
= ∂r

∂m
+ [Ψst]

T Gst +
N pr

t∑
k=1

[
Ψk

]T
Gk . (3.66)

Table 3.1 gives a comparison between the number of linear solves needed by the

adjoint method (assuming that all observations are taken at the final production time-

step) and the other sensitivity methods considered in this work. The number of linear

solves is one of the main computational expenses associated with the adjoint and di-

rect methods. However, the adjoint and direct methods also have some memory costs

associated with them.

As pointed out by Li et al. (2003), when discussing the adjoint method for

petroleum simulations, the forward Jacobian matrices Ak can be stored during the

forward run for later use within the adjoint or direct methods. As mentioned earlier,

this is fairly convenient when running TOUGH2 since TOUGH2 generates the Jaco-

biansAk at convergence of a simulation time-step. We used this convenient approach

for the computational experiments presented in later chapters. We also chose to save
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other terms, such as fluid fluxes between neighbouring blocks to form some of the ma-

trices appearing in the adjoint and direct methods. However, for larger problems, this

approach becomes too memory intensive. A less memory intensive strategy would be

to, instead, just save the primary variables for each time-level (that is, the converged

natural state and each production time-step). Then the primary variables can be used

to generate the necessary matrices used by the adjoint method or direct method when

needed (Oliver et al. 2008; Kourounis et al. 2014).

If the simulation problem becomes so large that storing all the primary variables

becomes the main bottleneck, then more complicated strategies need to be consid-

ered for the adjoint method. For the direct method, dealing with this type of memory

issue is rather simple but, within an inversion scheme, comes at the cost of running an

additional nonlinear production simulation. In that case, we can try saving the natu-

ral state for the most up-to-date model parameters for which we want to evaluate the

sensitivity matrix. Then solve the direct problem for the natural state. Then we could

run the first production time-step and subsequently solve the corresponding direct

problem at that time-step. Carrying on step by step in this way only requires storing

one set of primary variables while solving the direct linear problems. However, this

strategy cannot be applied when using the adjoint method because it tracks backward

in time.

The adjoint method, therefore, has two extreme strategies. The first has already

been mentioned: storing all primary variables that are needed to form every adjoint

equation. The other is storing only one set of primary variables but that requires run-

ning a nonlinear simulation up to time-step ∆t k for every time-step solved by the ad-

joint method. This latter approach is, therefore, more expensive than the correspond-

ing memory-efficient direct approach. For this reason, strategies have been developed

for balancing the cost between memory and nonlinear simulations. Methods that deal

with this problem are often referred to as checkpointing strategies which originate

from work on AD (Griewank 1992; Griewank & Walther 2008) where the same issues

arise when dealing with reverse mode AD. However, this memory issue should only

arise for large models. For the size of models usually used in geothermal modelling,

storing the primary variables at all time-levels may not be a big issue.

3.5.6 Solving the Adjoint or Direct Equations

From the above discussion, it is clear that the adjoint and direct methods have the

potential to greatly speed-up the calculation of model sensitivities for geothermal

natural-state problems as well as production history simulations. However, simula-



Evaluating Model Sensitivities 81

tion experiments are needed to confirm the applicability of the methods to geother-

mal problems. Issues that may be considered are the scalability of the methods with

regards to the grid size used for the forward problem, the number of model parameters

to be estimated and the number of observations. The number of model blocks dictates

the size of the forward JacobiansAst andAk , and therefore the cost of solving the ad-

joint and direct linear equations. As in other modelling contexts, geothermal models

tend to increase in size and complexity as greater computational resources become

available. However, because of the difficulty of solving geothermal simulations, the

models are generally much smaller than those used for modelling groundwater and

petroleum reservoirs. Numerical grids used for geothermal field studies commonly

consist of only a few tens of thousands of blocks and one with more than a hun-

dred thousand elements is currently considered to be a large model (e.g., Austria &

O’Sullivan (2015), Gunnarsson et al. (2011), Moon et al. (2014), O’Sullivan et al. (2016),

O’Sullivan et al. (2009), Tateishi et al. (2015), and Yeh et al. (2014)).

For small enough models, Equations (3.48), (3.42), and (3.43) or Equations (3.58),

(3.62), and (3.63) can be solved efficiently by finding an LU factorization of Ak (or

Ast) or its transpose. Once the factors are found they can be used to directly solve for

all the right-hand sides in the relevant linear equation (for example, (3.43) or (3.63)).

Since the factorization need only be formed once for each time-level, increasing the

number of right-hand sides slightly will add a negligible extra computational cost.

The efficiency of this approach depends on the size of the forward Jacobians Ast

and Ak , and the available computational hardware. For large models, forming and

storing the LU factorization will not be practical. In that case, inexact iterative linear

solvers may prove to be a better option. For example, inexact block Krylov methods

have been devised for solving linear matrix equations which have multiple right-hand

sides (Gutknecht 2007).

3.5.7 Adjoint and Direct Methods when running Inversion Experiments

For testing the direct and adjoint methods alterations were made to AUTOUGH2 (Yeh

et al. 2012), the University of Auckland’s version of TOUGH2. After a natural-state sim-

ulation the modified code outputs in HDF5 binary format (The HDF5 Group 2016) the

information needed to construct the matrices Ast, Cst, and Gst for the natural state

and similarly the matrices Ak , Ck , and Gk needed for the production history. This

new version of AUTOUGH2 was used when running inversion experiments using di-

rect or adjoint generated sensitivities. However, when using standard finite difference

approximation methods to estimateS, the unaltered AUTOUGH2 code was applied.
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The experimental adjoint and direct methods were implemented in Python. To

solve Equations (3.48), (3.42), and (3.43) or Equations (3.58), (3.62), and (3.63) we ap-

plied the sparse direct solver SuperLU, which is readily available through Python’s

SciPy library.

When running inversions (for example, using PEST) to solve the experimental in-

verse problems discussed in later chapters, the procedure used to evaluate sensitivi-

ties using the adjoint or direct methods was as follows when running just a natural-

state problem:

(i) Read simulation outputs for the current model parameters. The outputs are for

the final iteration of the final simulation time-step and include the primary vari-

ables, inter-block fluxes and enthalpies for all phases, the final forward Jacobian

Afin (2.14) and its counterpartBfin which includes only the accumulation terms.

(ii) Use the outputs to construct Ast, Cst and Gst. The matrix Ast was constructed

by removing the accumulation part from the forward Jacobian:Ast =Afin−Bfin.

Appendices A and B detail the construction ofGst andCst.

(iii) Evaluate the sensitivity matrixS with the direct or adjoint method.

(iv) Write outS for the inversion method to use.

In step (ii) above the wayAst was constructed was done for convenience while exper-

imenting with the adjoint and direct methods. However, for future implementations

we do not intend to use this approach since it can result in loss of precision. Instead

we would prefer to formAst using, for instance, finite differencing. However, a better

strategy could be to generateAst, and similarlyAk andBk , using AD.

When running a production history simulation the strategy used was analogous

to that described above for the natural-state simulation but with the matricesAk and

Bk stored on the fly for every time-step while running AUTOUGH2.

3.6 Efficient Evaluation of Sensitivity Matrix Products

3.6.1 Other Applications of the Adjoint and Direct Methods

The adjoint and direct methods are not only useful for generating the full sensitivity

matrixS. They can more generally be used to generate the product ofS orST times a

matrix or vector. The adjoint method is useful for evaluatingST times an Nd ×s matrix

at the cost of solving s adjoint linear problems. The adjoint method can, therefore, be
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used to evaluate the observation gradient termSTΓ−1
d r, appearing in Equation (3.14),

at a cost of only one linear backward propagation problem. This is why the adjoint

method is commonly used within inversion methods that only require the gradient of

the least-squares objective functionΦ(m), such as the quasi-Newton, limited memory

BFGS method. Note, that the gradient of Φd is ∇Φd = 2STΓ−1
d r, however, we will refer

toSTΓ−1
d r as the observation gradient.

Similarly, the direct method is useful for evaluating S times an Nm × s matrix at

the cost of solving s direct linear problems. These properties of the direct and adjoint

methods make them useful for lowering computational cost when using, for example,

the Gauss-Newton or Levenberg-Marquardt methods for a large number of param-

eters and observations. For such large-scale problems, generating the full sensitivity

matrix becomes too expensive. However, low-rank matrix factorization methods or it-

erative linear solvers can be used along with the adjoint and direct methods to find

approximate LM (or GN) model updates within a reasonable amount of time. The ap-

proximate linear solvers include iterative Krylov methods such as the conjugate gradi-

ent (CG) and the LSQR methods. A common matrix factorization method that is used

is the truncated singular-value decomposition (TSVD). Using these types of methods

to find approximate LM updates requires evaluatingS times vectors/matrices andST

times vectors/matrices, which the adjoint and direct methods can supply. The use of

TSVD and iterative linear solvers for efficient LM model updates is discussed in detail

in Chapters 5 to 7. Below we give the mathematical details of the adjoint and direct

methods that are used within such inexact LM updating schemes.

3.6.2 S Times a MatrixH

Here we give details for evaluating the action of the sensitivity matrix on a matrix H

when dealing with a combined natural-state and production-history problem. Deal-

ing separately with a natural-state problem or a transient only problem follows di-

rectly from the below discussion.

The direct method (Oliver et al. 2008; Rodrigues 2006) can be used to findS times a

matrixH ∈RNm×s . When using a standard CG solver for the LM update or the Lanczos

method to generate the TSVD of S thenH is a column vector (s = 1). However, when

applying the randomized matrix factorization methods discussed in Chapters 5 and 6

s > 1 usually.
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Based on (3.55), we can write the action of the sensitivity matrix onH as

SH = dr

dm
H = ∂r

∂m
H +Cst

[
∂ust

∂m

]
H +

N pr
t∑

k=1
Ck

[
∂u

∂m

]k

H (3.67)

= ∂r

∂m
H +CstXst +

N pr
t∑

k=1
CkXk . (3.68)

The matricesXst andXk can be evaluated efficiently using the direct method without

ever formingS explicitly.

To do so using the direct method we begin by solving for the natural state

AstXst =−GstH (3.69)

to find Xst. Equation (3.69) is a linear problem with the number of right-hand sides

equal to the number of columns in H . For each iteration of a standard CG or Lanc-

zos method (3.69) has one right-hand side but (3.69) will generally be a multiple

right-hand side problem when applying a randomized low-rank matrix approxima-

tion method.

For the following production period we begin by solving for the first production

time-step (k = 1)

A1X1 =−G1H −B1X0 (3.70)

to findX1, whereX0 =Xst. For the time-steps that follow (k > 1) we solve

AkXk =−GkH −BkXk−1 (3.71)

to obtainXk . Note that the dimensions of the linear problems in (3.70) and (3.71) are

the same as (3.69). With Equations (3.69), (3.70) and (3.71) for all k > 1 solved we find

SH according to (3.68).

If H is the Nm × Nm identity matrix INm , then the above gives the standard di-

rect method for evaluating the full sensitivity matrix as SH = SINm = S. However,

the above direct approach for finding SH is more widely applicable than that. Using

the above, the cost of evaluating SH scales with the number of columns s in H . As

discussed later in Chapters 5 and 6, this makes the above useful when both Nd and

Nm are large. In that case it can, for instance, be useful to apply an iterative Lanc-

zos method or a randomized matrix algorithm to find an approximate TSVD of S and

then use this TSVD to find an approximate LM update (see, e.g., Equation (5.10)). Ev-

ery Lanczos iteration requires SH , where H is some column vector (see Algorithm



Efficient Evaluation of Sensitivity Matrix Products 85

2). The sensitivity matrix times a column vector can be found cheaply by solving a

linear problem with only one right-hand side for each simulation time-level. Using a

randomized algorithm thenH is a randomized sampling matrix with s columns (see

Sections 5.4.2.2 and 5.4.2.3, and Chapter 6). With s ¿ Nm , Nd , thenSH can be evalu-

ated at a much lower cost than that needed to explicitly formS.

3.6.3 ST Times a MatrixH

The adjoint method (Oliver et al. 2008; Rodrigues 2006) can likewise be applied to

estimateST times a matrixH ∈RNd×s . Based on Equation (3.66) we can write

STH =
[

dr

dm

]T

H =
[
∂r

∂m

]T

H + [Gst]
T ΨstH +

N pr
t∑

k=1

[
Gk

]T
ΨkH (3.72)

=
[
∂r

∂m

]T

H + [Gst]
T Zst +

N pr
t∑

k=1

[
Gk

]T
Zk . (3.73)

Analogous to the direct method, the matricesZst andZk can be evaluated efficiently

using the adjoint method without ever explicitly forming the sensitivity matrix.

Using the adjoint method we begin by findingZN pr
t for the final production time-

step (k = N pr
t ) according to [

AN pr
t

]T
ZN pr

t =−
[
CN pr

t

]T
H . (3.74)

This is followed by tracking backward in time solving for each preceding production

simulation time [
Ak

]T
Zk =−

[
Ck

]T
H −

[
Bk+1

]T
Zk+1 (3.75)

to obtainZk . Finally, we solve for the natural state

[Ast]
T Zst =− [Cst]

T H − [
B1]T

Z1 (3.76)

to get Zst. The dimension of the linear problems in Equations (3.74)–(3.76) is again

equal to the number of columns inH or s. After solving the above, the product of the

transposed sensitivity matrix and the matrixH can be found according to (3.73).

IfH is the Nd ×Nd identity matrix INd , then the above gives the standard adjoint

method for evaluating the transpose of the full sensitivity matrix as STH =ST INd =
ST . However, like the discussion for the direct method the above equations are also

useful in other settings. As mentioned, before, a useful feature of the above adjoint

equations is that they can be used to evaluate the observation gradient STΓ−1
d r, by

choosingH = Γ−1
d r, at a cost of a single linear backward propagation problem. Note
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that, since Γ−1
d r is a column vector, the linear problems only involve a single right-

hand side. The cost of generating the gradient using the adjoint method can, there-

fore, be less than the nonlinear forward simulation. This is why the adjoint method is

popularly applied within inversion methods that only require the gradient of Φ(m).

The above adjoint equations are likewise useful for evaluating ST times a vector, as

required by the Lanczos method at each of its iterations (see Algorithm 2). When us-

ing a randomized matrix approximation method (see Sections 5.4.2.2 and 5.4.2.3, and

Chapter 6) then evaluating ST times a matrix can also be carried out efficiently using

the equations above.



Chapter 4

Tests of Methods for Evaluating the

Sensitivity Matrix

4.1 Chapter Outline

This chapter compares the use of the adjoint and direct methods with the use of stan-

dard finite differencing schemes for evaluating sensitivities of model outputs from

geothermal simulations. The following sections consider the quality of sensitivity val-

ues derived using the adjoint and direct methods compared with values estimated us-

ing finite differencing schemes. Furthermore, the later sections in this chapter demon-

strate how the adjoint and direct methods can be used to accelerate inversion of

geothermal reservoir models.

In Section 4.2 a simple one-dimensional transient flow problem is used to com-

pare sensitivities evaluated using the adjoint and direct methods with sensitivities

found using standard finite differencing implementations. A similar comparison is

made in Section 4.3 for a one-dimensional steady-state problem. Section 4.4 demon-

strates how the adjoint and direct methods are especially effective at reducing com-

putational cost and time for solving a natural-state inverse problem. This is because

the adjoint and direct methods only require the solution of a linear problem for the

final converged time-step of the simulation of the transient approach to steady state.

This means that the cost of the adjoint and direct methods relative to a natural-state

simulation is especially low. Likewise, Section 4.5 showcases the adjoint and direct

methods for a combined natural-state and production inverse problem. The adjoint

and direct methods also prove to be effective for reducing computational time for this

type of problem, though the relative computational savings are less impressive than

the case when only the natural state is considered.

87
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4.2 1D Horizontal Transient Problem

4.2.1 Experimental Setup

This section presents results of early experiments using adjoint and direct methods to

evaluate sensitivities of model outputs from TOUGH2 simulations. The problems con-

sidered are simple one-dimensional, horizontal production-injection doublet sim-

ulations. For these tests, we used the TOUGH2 simulator available along with the

iTOUGH2 parameter estimation suite (Finsterle, 2007). However, for the experiments

discussed in later sections, we used AUTOUGH2 as the forward simulator.

The modelled problems considered here are all one-dimensional transient sim-

ulations and include a production injection doublet. In all the problems considered,

water is the only fluid component. All the tests are, therefore, conducted using the

pure water equation of state module EOS1 in TOUGH2. The transient problems are

of increasing complexity in terms of the fluid state: a non-isothermal pure liquid flow

problem, a problem with an initially liquid state flashing to two-phase, and an initially

two-phase problem with cool liquid breakthrough.

The model setup used for all three simulation variants is depicted in Figure 4.1.

The model domain is one-dimensional with a length of 1,500 m. The standard hor-

izontal model for all simulations has 52 elements. The boundary conditions at 0 m

and 1,500 m were modelled as constant pressure boundary conditions using large

volume blocks. For all simulations, the initial pressure over the entire domain was

P0 = 30 bar. Aside from the constant pressure blocks, the elements are 30 m cubes of

volume 27,000 m3 with nodal points at the geometric centres.

There are two formations or rock types, as shown in Figure 4.1, having different

permeabilities and each zone spans 750 m. During the simulations, water is injected

at a constant injection rate qI = q and constant enthalpy hI into the first formation.

The temperature of the injected water corresponds to 20◦C and the injection point is

A B

C

P0 P0

750 m0 m 1500 m

k1 k2

495 m

Injection
qI

1005 m

Production
qP

Figure 1: 1D model grid

1

Figure 4.1: The one-dimensional, horizontal model setup, showing boundaries of con-
stant pressure P0 = 30 bar. There are two formations with permeabilities k1 and k2.
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Table 4.1: Simulation parameters for the two formations shown in Figure 4.1 and pa-
rameters common to both.

Parameter Value

Injection Formation Permeability, k1 1.5×10−14 m2

Injection rate, qI 0.3 kg/s
Injection enthalpy, hI 83.9 kJ/kg

Production Formation Permeability, k2 2.5×10−14 m2

Production rate, qP −0.3 kg/s
Common Parameters Rock grain density, ρR 2500 kg/m3

Conductivity, K 2.5 W/(m·K)
Specific heat, cR 1.0 kJ/(kg·K)
Pore compressibility, αR 1.0×10−9 Pa−1

Porosity, φ 0.1

at 495 m from the left boundary in Figure 4.1. At 495 m away from the right boundary,

fluid is produced at a constant production rate qP =−q . The injection formation has

a permeability k1, and the production formation has a permeability k2. Hereafter we

refer to these two formations as the injection and production formations, respectively.

The simulation parameters used for all model runs are listed in Table 4.1.

For our simulations we used the MOMOP option in the iTOUGH2 forward sim-

ulator (Finsterle 2015). The MOMOP option in iTOUGH2 enables better control of

simulation settings than is possible using the standard TOUGH2 simulator. For ex-

ample, the MOP2(1) parameter under MOMOP gives better control of the number of

Newton-Raphson iterations that are carried out during a simulation time-step. If the

initial guess for the primary variablesuk,0 gives forward residuals that satisfy the con-

vergence criteria (2.15), then standard TOUGH2 considers the simulation equations

fulfilled at the kth time-step and goes to the next time-step without updating the pri-

mary variables. This can result in a loss of mass and energy conservation since the

non-updated primary variables do not consider the mass that may be going in or out

of the system during the kth time-step. We have also found that not forcing TOUGH2

to carry out at least one Newton-Raphson iteration to update the primary variables

can result in natural-state simulations stalling. Omagbon et al. (2016) discussed how

this issue impacted their natural-state simulations when modelling the Leyte geother-

mal field in the Philippines.

Note that in their discussion, Omagbon et al. (2016) used the convention used

in the TOUGH2 manual (Pruess et al. 1999) when discussing the number of New-

ton iterations. That is, the number of primary variable updates within a time-step are

I T ER −1, where I T ER is the TOUGH2 counter for the number of Newton iterations

and, therefore, I T ER = 1 corresponds to no update. Here, we use the convention of
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counting the number of Newton iterations as I T ER −1, since we are interested in the

number of linear Newton-Raphson solves or updates.

In AUTOUGH2 the default settings are to carry out at least one Newton iteration to

update the primary variables. However, when running iTOUGH2 we use MOP2(1) = 2

to ensure that primary variables are updated at every time-step. For the transient sim-

ulations of the production-injection doublet the default relative convergence toler-

ance is replaced with ε1 = 10−8 (see Equation (2.15)). Moreover, the LUBAND direct

solver (Pruess et al. 1999) was selected for working out the linear Newton-Raphson

updates (2.13).

4.2.2 Selected Observations and Sensitivities

In the following sections we consider different methods for evaluating the sensitivi-

ties of production and injection pressures to changes in the two permeabilities in the

simple 1D model depicted in Figure 4.1. We do not consider inverting the simple 1D

model. For all simulations we ran TOUGH2 for 10 constant time-steps and took the

pressure at the injection block PI and the pressure at the production block PP at the

final time as observations. The pressure observations were measured in pascals (Pa).

The adjustable model parameters were taken to be the base ten logarithms (log) of the

two formation permeabilities. This results in the model Jacobian or sensitivity matrix

as

S =
[

S1,1 S1,2

S2,1 S2,2

]
=

 ∂P 10
I

∂[log(k1)]
∂P 10

I
∂[log(k2)]

∂P 10
P

∂[log(k1)]
∂P 10

P
∂[log(k2)]

 . (4.1)

The direct and adjoint methods were considered for evaluating the matrix S. As

the test simulations are transient problems with constant initial conditions, the direct

method uses Equations (3.42), (3.43) and (3.46), and the adjoint method uses Equa-

tions (3.62) (3.63) and (3.64). To check the accuracy of our implementations, we com-

pared the evaluated sensitivities with those found using the forward and central finite

difference schemes in iTOUGH2 (Finsterle 2007).

Note, since the observations are themselves primary variables of the injection and

production blocks, the matrices Ck (see Equation (3.47)) are sparse with two entries

which are 1 for the final time-step, and in Equations (3.46) and (3.64) we have

∂r

∂m
=0 . (4.2)

The partial derivatives in (4.2) are zero because the observation pressures do not de-

pend explicitly on the model parameters. The pressures only depend implicitly on
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the permeabilties through (2.12). Therefore, we only required the summation terms

in (3.46) or (3.64) to find the sensitivities.

4.2.3 Non-Isothermal Liquid Only

The first test case is a non-isothermal problem, where the water is exclusively in the

liquid phase over the entire simulation. At the outset, all elements are at a temperature

of 200◦C. The adjoint and direct methods were tested on this problem for various time-

step sizes.

For comparing the sensitivity estimation methods we consider the normalized dif-

ferences between sensitivities evaluated by the direct method and the other sensitivity

estimation methods. The normalized difference between sensitivity values is defined

as

εi , j = 100

∣∣∣∣∣Sest
i , j −SDir

i , j

SDir
i , j

∣∣∣∣∣ , (4.3)

where SDir
i , j is element (i , j ) of the sensitivity matrix found using the direct method and

Sest
i , j is the corresponding sensitivity using one of the other methods.

Figure 4.2 illustrates the normalized differences between the elements of the sen-

sitivity matrix (4.1) found using the adjoint and direct methods. The results show that

the two methods agree closely. Due to this good agreement, only the direct method

was used to compare with the finite difference approaches.
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Figure 4.2: Plot of the normalized difference between the model sensitivities found
using the direct and adjoint methods as a function of the fixed time-step size for the
liquid-only problem.
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Figure 4.3: Absolute normalized differences between elements of the sensitivity ma-
trix S using the direct method and finite differencing for various model parameter
perturbations. The blue circles denote deviations obtained when using iTOUGH2’s
forward finite differencing and the red triangles central finite differencing. All terms
were normalized using the corresponding value of the direct method. The results are
for a liquid-only simulation and a constant time-step ∆t k = 107 s. The black dashed
line indicates the default perturbation setting in iTOUGH2 of 1%.

Figure 4.3 shows for a time-step of 107 s (almost four months) the difference be-

tween the sensitivity matrices found by the direct method and the ones evaluated us-

ing the two finite difference approaches. Comparisons were not made using longer

time-steps (∆t k ≥ 108 s), since the simulator would not converge within the maximum

default number of Newton iterations without changing the time-step size.

The results in Figure 4.3 show that the direct method is in good agreement with

the finite differencing approaches. Supposing that the implementation of the direct

method results in sensitivities close to the analytical solution, then for relatively large

perturbations the central finite difference method should generally be expected to

give smaller deviations than forward finite differences. That pattern can be seen in

Figure 4.3 and was found to be the case for most of our tests. This is due to the smaller

truncation error of the central scheme, but for inversions it comes at the cost of having

to run twice as many simulations. As expected, the comparison worsens for smaller

perturbations due to finite precision round-off error. The typical results as given in

Figure 4.3 indicate that the direct and adjoint methods give accurate model deriva-
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Figure 4.4: The same comparison as the one shown in Figure 4.3 but using a time-step
∆t k = 100 s.

tives. However, these tests cannot quantify how close the results are to the true theo-

retical sensitivities.

Figure 4.4 shows results, for a much smaller time-step, where the above pattern

is not observed for all sensitivities. The results show a relatively large discrepancy be-

tween the calculated values for the elements S1,2 and S2,1. Nonetheless, the elements

S1,1 and S2,2 compare favourably. The main reason is that the sensitivities S1,2 and

S2,1 are so small that it makes them difficult to evaluate. This is because perturbing

a permeability induces relatively large pressure changes in nearby elements but has

little to no effect far away. From Figure 4.4 it is hard to say which method is the most

accurate, only that the direct method and the finite difference approaches produce

different results.

Greater insight can be gained by looking at Figure 4.5, which shows the variabil-

ity of sensitivities evaluated using finite differences. Figure 4.5 shows that even the

larger sensitivities S1,1 and S2,2 suffer from machine rounding errors when evaluated

using finite differencing along with very small parameter perturbations. The presence

of rounding errors is evident in the sign change of sensitivities as perturbations are

varied. However, for larger perturbations, the finite difference methods gave values

which agree with the forward and backward propagation approaches.
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Figure 4.5: Model sensitivities for liquid-only flow and a time-step∆t k = 100. The blue
circles and red triangles denote values obtained with iTOUGH2’s forward and cen-
tral finite differencing methods, respectively. The blue lines indicate the sensitivities
found using the direct method and the adjoint method.

By contrast it is clear from Figure 4.5 that the finite difference methods did not set-

tle on an estimate of S1,2 or S2,1, even for large parameter perturbations. For very small

perturbations the values of both sensitivities were usually found to be zero using finite

differences, but that was not always the case as Figure 4.5 shows. Due to rounding er-

rors the finite difference methods can clearly not determine the sign of either S1,2 or

S2,1. For the larger perturbations, these sensitivities hover about ±0.1 Pa. Looking at

the finite difference results, it seems that setting both sensitivities to zero is likely to

be the best compromise.

By comparison the adjoint and direct methods appeared to give reasonable values

for the model sensitivities. The adjoint and direct methods gave the following sensi-

tivity matrix for ∆t k = 100 s:

S =
[

S1,1 S1,2

S2,1 S2,2

]
=

[
−3.3×104 −6.4×10−9

2.0×10−8 3.3×104

]
Pa. (4.4)

By contrast, iTOUGH2’s central difference method gave, using the default 1% param-

eter perturbation:

S =
[
−3.3×104 −2.3

0.64 3.3×104

]
Pa. (4.5)
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The evaluated S1,2 and S2,1 given in the two matrices above differ by many orders

of magnitude. Because they are based on analytic derivatives, the adjoint and direct

methods give much more reliable model sensitivities than the simpler finite difference

approaches.

These results emphasize that there is no all-purpose perturbation which can be

used for black-box finite differencing. This usually results in using trial and error to

find a suitable perturbation, though the iTOUGH2 default value may often be suit-

able. By contrast, the proposed adjoint and direct methods do not rely on having to

pick a rather speculative parameter perturbation, which could impact the accuracy of

the sensitivities. Inaccurately evaluated sensitivities can undermine the efficiency of

model inversions using iTOUGH2 or PEST. The adjoint and direct approaches have the

potential to mitigate inaccuracies in the evaluation of sensitivities. This aspect could

speed-up history-matching, but the main aspect we are interested in is the reduction

in the required number of nonlinear simulations when using the adjoint and direct

methods instead of finite differencing. As explained in Table 3.1 and Section 4.4 there

is even greater room for improvement for steady-state simulations, which commonly

suffer from convergence issues.

4.2.4 Non-Isothermal Flashing

The second simulation experiment begins with a system in a pure liquid state at

230◦C. As fluid is extracted from the production zone, the water flashes to two-phase

conditions around the production well. Figure 4.6 shows the approximate onset of

two-phase conditions at the production block.
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Figure 4.6: Vapour saturation at the production well, for the flashing problem. The
system became two-phase after a few hours of extraction.
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Figure 4.7: Vapour saturation over the simulation domain for the flashing flow prob-
lem. Four blocks changed to two-phase conditions by the end of the simulation.

Again we compare different methods for evaluating the sensitivities of pressure

observations in the simple 1D production model to changes in the two formation per-

meabilities. The purpose of this simulation experiment and the one discussed in the

next subsection is to test the effects of phase transitioning on the adjoint and direct

methods. This makes the simulations more complicated because during a phase tran-

sition some of the primary variables switch from temperature to saturation. For this

case, a constant simulation time-step of 106 s was selected. Figure 4.7 shows the sat-

uration profile across the simulation domain for three selected time-steps, including

the final time.

Like the previously discussed flow problem, Figure 4.8 shows that the adjoint and

direct methods gave nearly identical results for this case. Figures 4.8 and 4.9 demon-

strate that the reliability of the adjoint and direct methods was unaffected by the

phase transition. Figure 4.9 shows that the sensitivities evaluated by the adjoint and

direct methods have the hallmarks of accurately evaluated derivatives. Referring to

Figure 3.3 in Section 3.5.1, which compares finite differencing against using analytical

derivatives, a hallmark of accurately evaluated derivatives is that for relatively large

parameter perturbations an accurate derivative is closer to the value estimated by fi-

nite central differences than the value given by finite forward differencing. Another

hallmark is that the normalized deviation between sensitivities found using an accu-

rate method and a finite difference scheme should initially decrease as the parameter

perturbation is decreased (because of the lowered truncation error of the finite differ-

ence scheme) but for very small perturbations the normalized deviation should rise

because of machine rounding errors. This hallmark appears as the standard V shape

evident in Figures 3.3 and 4.9.
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Figure 4.8: Normalized differences between sensitivities found using the direct and
adjoint methods for the flashing problem. The test simulations were run using ten
fixed time-steps, and only time-steps ∆t k ≥ 105 s gave a total time large enough to
produce two-phase conditions
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Figure 4.9: Same as Figure 4.3 but for the flashing problem and a time-step of 106 s.

4.2.5 Two-Phase Initially

The third and final doublet experiment is a problem with two-phase initial conditions.

Initially, the vapour saturation is 10% over the whole domain. As the cool injection

fluid gets added to the system, a liquid zone develops as illustrated in Figures 4.10 and

4.11.
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Figure 4.10: Saturation at the production and injection wells, for the initially two-
phase problem. The injection block was single-phase after a few days.

A constant time-step of 106 s was chosen for this experiment. The selected time-

step gave a total time large enough for phase changes to take place around the in-

jection point during the ten time-steps used for the simulations, but small enough to

allow for a constant time-step. Figure 4.11 shows some simulation results at various

times.

Figure 4.12 compares the direct method with the two finite difference methods. As

shown, the direct method did a good job of evaluating the sensitivity matrix. The same

applies to the adjoint method. The adjoint and direct methods found the sensitivity

matrix as

S =
[

S1,1 S1,2

S2,1 S2,2

]
=

[
−6.3×105 −2.2×101

−1.1×10−2 −2.8×105

]
Pa. (4.6)

Figure 4.12 shows that the direct method and the finite differencing methods com-

pare less favourably for element S2,1. Still, the difference is only about 0.5% between

the S2,1 found using the direct method and the one found using central differencing

with the iTOUGH2 default 1% perturbation. The reason for the less favourable com-

parison for S2,1 is due to its small absolute value of about 0.01, which is three orders

of magnitude smaller than S1,2 and seven orders smaller than the other sensitivities.

The finite differencing methods give better results for the intermediate sensitivity S1,2.

This result is consistent with the one discussed for the liquid-only experiment, that fi-

nite differencing gives less accurate results for small sensitivities.

As before, a comparison between the adjoint and direct methods is shown in Fig-

ure 4.13. Figure 4.13 shows that there is one model sensitivity for which the normal-
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Figure 4.11: Vapour saturation over the simulation domain for the initially two-phase
flow problem.
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Figure 4.12: Same as Figure 4.3 but for the flow problem with two-phase initial condi-
tions and a time-step of 106 s.
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Figure 4.13: Normalized difference between sensitivities found using the direct and
adjoint methods for the initially two-phase problem. The test simulations were run
using ten fixed time-steps, and only time-steps ∆t k ≥ 105 s gave a total time large
enough for phase transitions from two-phase to single-phase conditions.

ized difference is greater than 1%. The absolute value of the responsible sensitivity

itself was evaluated to be about 10−53, by both linear propagation methods. The in-

significance of the sensitivity and arithmetic error is the probable cause of the larger

relative discrepancy.

As for the flashing test model, the phase transitions for the initially two-phase

problem did not result in degradation of the adjoint and direct methods. The consis-

tently good agreement between the adjoint and direct methods (Figures 4.2, 4.8 and

4.13) shows that conditioning of the forward matricesAk did not severely impact the

results.

Finally, Table 4.2 gives a rough idea of the relative computational cost of the four

methods that were tested for calculating model sensitivities. Note that the number

of Newton iterations is counted as ITER-1, where ITER is the nonlinear Newton iter-

ation counter in TOUGH2. As would be expected, the number of Newton iterations

increases as the simulations become more complex.

Table 4.2 also shows the number of linear problem solves needed to calculate the

model sensitivities. The number of linear solves for the direct (Dir) and adjoint (Adj)

methods was the same because the number of observations Nd equalled the number

of model parameters Nm and all the observations were taken at the last simulation

time.

Notice that Table 4.2 indicates within the parentheses the cost of each method if

they were used to generate the sensitivity matrices for history matching. Within an
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Table 4.2: Number of Newton-Raphson iterations (NI T ) and the number of linear ma-
trix solutions needed to evaluate the sensitivity matrix using the direct method (Dir),
adjoint method (Adj), forward finite differencing (FWD), and central differencing (CN-
TRL). The results are in all cases using forward simulations with ten fixed time-steps
of 106 s. Note that the numbers within the parentheses indicate the cost per inversion
iteration.

Number of Linear Solves

NR Iter Dir Adj FWD CNTRL

NIT NIT +Nt Nm NIT +Nt Nd NIT[Nm +1] 2NITNm

(Nt Nm) (Nt Nd ) (NITNm) (2NITNm)
Liquid 22 42 42 66 88

(20) (20) (44) (88)
Flashing 33 53 53 99 132

(20) (20) (66) (132)
Initially Two-Phase 36 56 56 108 144

(20) (20) (72) (144)

inversion context the effective cost for the adjoint, direct and forward finite differenc-

ing methods is discounted by one nonlinear forward solve, which is always needed to

calculate the objective function (3.3). The accounting assumes that the linear prob-

lems (3.42), (3.43), (3.62) and (3.63) are solved separately for each right-hand side. For

these small test problems, however, the cost of the direct and adjoint methods could

be made nearly independent of the number of right-hand sides (Nm or Nd ) by solving

the linear problems using direct linear solvers.

For these simple problems the results suggest that for history matching we can

expect the direct method to result in at least half the computational cost compared

with using finite differences. For more complex two-phase problems the savings may

be even greater. Note however that this accounting omits any added memory cost of

the direct method.

4.2.6 Conclusions

The above numerical experiments indicate that using either the direct method or the

adjoint method should be effective for calculating derivatives of model outputs from

geothermal reservoir simulations. Phase transitioning does not appear to make the

proposed adjoint and direct methods any less tractable for calculating derivatives

of model outputs. The adjoint and direct methods were found to be in good agree-

ment with each other when evaluating model sensitivities for the simple transient flow

problems. They likewise gave results which were mostly consistent with using finite
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differencing to evaluate model sensitivities. The finite difference methods were, how-

ever, found to be inconsistent and inaccurate for evaluating small sensitivities. The re-

liability of the finite difference methods depends heavily on the sound choice of model

parameter perturbations. The adjoint and direct methods offer by comparison a con-

sistent way of finding model sensitivities without having to choose model parameter

perturbations. Encouraged by these results, the test cases discussed in the following

sections were used to investigate the effectiveness of adjoint and direct methods ap-

plied to geothermal natural-state and production simulations.

4.3 1D Vertical Natural-State Problem

In this section, we consider the adjoint and direct methods for evaluating sensitivities

of model outputs from a simple one-dimensional natural-state or steady-state prob-

lem. Similar to the transient test case discussed in the previous section the adjoint

and direct methods are compared against the standard forward and central finite dif-

ferencing schemes. A minor difference is that the results in this section were produced

using AUTOUGH2 as the forward simulator and PEST was used to generate the sensi-

tivities estimated using finite differencing.

The simplified natural-state problem considered here is a 1 km tall vertical column

with a constant upward flux of hot water at the base and constant atmospheric con-

ditions at the top. The reservoir consists of two 500 m thick formations. These forma-

tions differ in both their permeability and thermal conductivity (see Table 4.3); other

formation parameters are the same. The vertical one-dimensional model consists of

51 blocks. The top block is a large boundary block maintained at a temperature of 15◦C

and a pressure of 101.35 kPa. The other model blocks are all 20 m in height. The mass

flux at the base of the model is 8 mg/(s·m2) of water with an enthalpy of 1,100 kJ/kg.

When running the natural-state simulations for this simple model, the initial state

of all blocks was set equal to the atmospheric conditions. The model was then run up

Table 4.3: Simulation parameters for the two formations used in the 1D natural-state
simulation.

Parameter Value

Top Formation Permeability, kT 5×10−15 m2

Conductivity, KT 2.2 W/(m·K)
Lower Formation Permeability, kL 1×10−14 m2

Conductivity, KL 2.5 W/(m·K)
Common Parameters Rock grain density, ρR 2500 kg/m3

Specific heat, cR 1.0 kJ/(kg·K)
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Figure 4.14: Natural-state conditions for the 1D vertical model. (a) Natural-state tem-
peratures (blue solid line) and saturation temperatures (red dashed line). (b) Natural-
state vapour saturation.

to a final time of 1016 s to achieve a good steady state. Figure 4.14(b) shows that the

natural state of the system has a two-phase zone close to the top of the model. The

natural-state temperature profile (see Figure 4.14(a)) depicts an idealized version of

what might be seen in the upflow zone of a geothermal field: a hot convective upflow

at depth and a shallow conductive zone.

For this natural-state problem, we considered the block pressures and temper-

atures as observations, which gave 100 observations (not counting the atmospheric

boundary block). The adjustable parameters were chosen as the permeabilities (base

ten logarithms) of the two formations, the source mass-flux at the base of the model,

and the source enthalpy. Figures 4.15 and 4.16 show estimated sensitivities of the

natural-state block pressures and temperatures to changes in the four model param-

eters. The two-phase zone results in a noticeable dip in the temperature sensitivities

with respect to the permeability of the top formation and the source enthalpy (see

Figures 4.15(a,d)).

The results in Figures 4.15 and 4.16 suggest that the adjoint and direct methods are

fairly consistent with the standard finite differencing methods. Further comparisons

between the sensitivity methods are made in Figures 4.17 and 4.18, which show the

normalized differences between sensitivities evaluated using the direct method and

the other sensitivity estimation methods. Figures 4.17 and 4.18 show that the adjoint

and direct methods are consistent with each other. The largest discrepancies between

the adjoint and direct methods are seen in Figures 4.17(b) and 4.18(b) for the sensitiv-
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ities of the block temperatures and pressures in the top formation to the permeability

in the lower formation. Those sensitivities are nearly zero and we therefore attribute

those discrepancies to numerical error. Likewise, we attribute other small inconsisten-

cies between the adjoint and direct method to limitations of floating-point arithmetic.

The comparison between the finite differencing methods and the direct method

are analogous to the results in the previous section on the transient flow problem. As

shown in Figures 4.17 and 4.18, the standard forward finite differencing method which

uses 1% parameter perturbations typically results in sensitivities that deviate by about

1% away from the values found using either the adjoint method or direct method.

The standard central difference method using 1% parameter perturbations usually re-

sulted in sensitivities that deviate by about 0.01% from sensitivities found using the

direct and adjoint methods. This is consistent with the lower truncation error of the

central differencing scheme and suggests that the adjoint and direct methods give ac-

curate sensitivities.

However, when using standard 1% parameter perturbations, the central differenc-

ing scheme did in some cases give larger deviations from the adjoint and direct meth-

ods than the forward finite differencing scheme. This occurred for the source parame-

ters that drive the hot upflow from the base of the model. This appears to be a result of

the default 1% parameter perturbation being too large for the two boundary parame-

ters. As shown in Figures 4.17 and 4.18, using 0.01% parameter perturbations resulted

in a central differencing scheme that is more consistent with the adjoint and direct

methods.

The above results suggest that the natural-state versions of the adjoint and direct

methods give accurate model sensitivities. The following section considers a more

challenging two-dimensional natural-state simulation problem, testing the applica-

tion of the adjoint and direct methods to the inversion of a natural-state geothermal

model.
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Figure 4.15: Natural-state temperature sensitivities for the 1D vertical model. Deriva-
tives of block temperatures with respect to (a) log-permeability of the top formation
(logkT), (b) log-permeability of the lower formation (logkL), (c) the source mass-flux,
and (d) the source enthalpy. Estimated sensitivities are shown for the direct method
(black squares), the adjoint method (blue circles), finite forward differencing with 1%
perturbations (black crosses), and finite central differencing with 1% perturbations
(red triangles).
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Figure 4.16: Natural-state pressure sensitivities for the 1D vertical model. Derivatives
of block pressures with respect to (a) log-permeability of the top formation (logkT),
(b) log-permeability of the lower formation (logkL), (c) the source mass-flux, and (d)
the source enthalpy. Estimated sensitivities are shown for the direct method (black
squares), the adjoint method (blue circles), finite forward differencing with 1% per-
turbations (black crosses), and finite central differencing with 1% perturbations (red
triangles).
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Figure 4.17: For the 1D natural-state problem, normalized differences between tem-
perature sensitivities estimated by the direct method and sensitivities estimated using
the adjoint method (blue circles), finite forward differencing with 1% perturbations
(black crosses), finite central differencing with 1% perturbations (red triangles), and
finite central differencing with 0.01% perturbations (red line). (a) Log-permeability of
the top formation (logkT), (b) log-permeability of the lower formation (logkL), (c) the
source mass-flux, and (d) the source enthalpy.
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Figure 4.18: For the 1D natural-state problem, normalized differences between pres-
sure sensitivities estimated by the direct method and sensitivities estimated using
the adjoint method (blue circles), finite forward differencing with 1% perturbations
(black crosses), finite central differencing with 1% perturbations (red triangles), and
finite central differencing with 0.01% perturbations (red line). (a) Log-permeability of
the top formation (logkT), (b) log-permeability of the lower formation (logkL), (c) the
source mass-flux, and (d) the source enthalpy.
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4.4 Inversion of a 2D Slice Natural State

4.4.1 Problem Description

To further demonstrate the applicability of the adjoint and direct methods for invert-

ing natural-state models, we constructed a two-dimensional vertical slice model. The

model was used to generate synthetic natural-state observations which were then

used for two inverse modelling test cases. The first test case included only 12 ad-

justable model parameters since its main purpose was to test the methodology. The

second test case involved 640 parameters and was used to test the computational

benefits of using the adjoint and direct methods. All simulations and inversions were

run on a 3.40 GHz Intel i7-4770 CPU with 16 GB RAM. The forward simulator was

AUTOUGH2, and PyTOUGH (Croucher 2011, 2014, 2015; Wellmann et al. 2012) was

used to manage the simulation input and output files. All simulations used the pure

water equation of state module EOS1.

4.4.2 2D Vertical Slice Model

The structure of the true vertical slice model used to generate synthetic data is shown

in Figure 4.19. As displayed in the figure, the true system includes six rock-types in a

1,600 m by 2,000 m rectangular domain. The true permeability structure is illustrated

in Figure 4.20.

Referring to the true system depicted in Figure 4.19, the rock-type SURFA repre-

sents shallow, permeable deposits. CAPRO is a low-permeability caprock and OUTFL

is a narrow permeable pathway through the caprock. MEDM is a permeable zone

where the main convection takes place. In this simplified model, MEDM could repre-

sent a commercially viable geothermal reservoir, from which geothermal fluid can be

extracted for energy generation. UPFLO represents a permeable pathway (e.g., faults)

which allows hot fluid to flow up from a deep source. DEEP is a low-permeability,

basement-type formation.

For the inversion tests that follow the goal is to infer this true permeability struc-

ture using noisy data obtained from the five wells depicted in Figure 4.19. Only the

horizontal and vertical permeabilities were varied for the test cases presented; all

other model parameters were the same as the ones used to generate the data.

All of the rock-types shown in Figure 4.19 have the following properties in

common: 2,500 kg/m3 rock grain density, 10% porosity, thermal conductivity of

2.5 W/(m·K), and a rock specific heat of 1.0 kJ/(kg·K).
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Figure 4.19: Rock-types of the true vertical slice model. The five observation wells used
for the study are indicated by the vertical black lines extending from the top to bottom.
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Figure 4.20: The true formation permeabilities: (a) logarithm of the horizontal perme-
ability kx [m2]; (b) logarithm of the vertical permeability kz [m2].

The numerical grid used in the model has 8,100 blocks, 100 of which have a very

large volume to maintain a constant pressure of 101.35 kPa and temperature of 15◦C at

the top of the model. All other blocks are cubes with 20 m edges. To represent upflow

of hot water, a mass source (flow rate of 0.1 kg/s, enthalpy of 900 kJ/kg) is distributed

evenly across the five left-most blocks at the base of the model, and at the lower end of

the rock-type UPFLO shown in Figure 4.19. Constant heat-flux boundary conditions

corresponding to an upward heat-flux of 80 mW/m2 are applied to other sections of

the bottom boundary. For the side boundaries, no-flux conditions for both heat and

mass are applied.

Synthetic data were generated by simulating the natural state of the true model

and extracting downhole temperatures for the five wells shown in Figure 4.19. The

natural-state temperature distribution is shown in Figure 4.21. It shows the ex-

pected mushroom-shaped convective plume of hot water. As initial conditions for the

natural-state simulation, all model blocks had the same pressure and temperature as
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Figure 4.21: True natural-state temperatures [◦C].

the top atmospheric boundary blocks. To achieve a good steady state, the natural-state

simulation was run to a final simulation time of 1016 s.

Temperature measurements were taken in each well every 60 m, giving 135 obser-

vations. Gaussian noise with zero mean and a standard deviation of 0.5◦C was added

to create the final observations used for the inversion tests. For the test-cases dis-

cussed below this noise level is assumed to be known.

4.4.3 Test Case 1: 12 Model Parameters

For the first natural-state inversion test case we assumed perfect knowledge regarding

the locations of the rock-types in the 2D reservoir. However, the permeabilities them-

selves were considered to be unknown. The inversion task was to estimate the hori-

zontal and vertical permeabilities (base ten logarithms) for the six rock-types shown

in Figure 4.19.

The initial guess for all log-transformed permeabilities was −15, and these param-

eters were allowed to vary between −16 and −13 during the inversion. The initial pa-

rameters gave the dashed temperature profiles shown in Figure 4.22 and a measure-

ment misfit of Φd = 2.4× 106. For the first natural-state simulation of the inversion,

the initial state conditions were the same homogeneous ones used when generating

the synthetic data, and all simulations were also run to a final time of 1016 s. However,

to speed-up subsequent simulations, initial conditions were taken from the natural

state of the most up-to-date model. Updating the initial guess for the state variables

in this way is particularly beneficial when using finite differencing to evaluate model
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Figure 4.22: Observed downhole temperatures (markers), matched profiles (solid
lines) and temperature profiles at commencement of the inversion (dashed lines). The
wells are those shown in Figure 4.19, numbered from left to right.

sensitivities, as minor parameter perturbations often do not induce large changes in

the natural state.

To stabilize the inversion, regularization was chosen in the form shown in Equa-

tion (3.5). The vectormpr in Equation (3.5) was set equal to the initial parameter guess,

the matrix W was chosen to be the identity matrix and µ = 1. From a Bayesian per-

spective, the initial guess can be interpreted as the prior parameters, which are drawn

from independent Gaussian distributions with unit variance.

We compared the ability of PEST to minimize (3.3) when using different meth-

ods to evaluate S. The methods considered for this small inverse problem were the

forward differencing method (3.28), central differencing (3.29) and the direct method

(3.48)–(3.52). The adjoint method was not tested for evaluating S for the 12 parame-

ter problem since the number of observations far outweighs the number of adjustable

parameters. Throughout, sensitivities evaluated using finite difference methods were

found by perturbing the adjustable permeabilities by one percent which is the typical

approach (Finsterle 2007; Oliver et al. 2008). Inversion outcomes for the 12 parame-

ter problem are shown in Table 4.4. All methods achieved a similar final value for the

objective functionΦ and resulted in nearly identical temperature profiles. Figure 4.22

illustrates downhole temperatures found using the direct approach.

For this synthetic problem the observation mismatch of the true model parame-

ters is a realization from a chi-squared distribution with an expectation value of Nd
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Figure 4.23: Convergence of the objective function for the 12 parameter problem.
(Blue solid line) Direct method, (red dashed line) forward finite differencing, and
(black circles) central finite differencing.

(Tarantola 2005; Doherty 2015; Oliver et al. 2008). We therefore anticipated observa-

tion mismatches of about Nd = 135, and then, with measurement noise as the only

source of error, it is expected that the final model mismatch will fall within the follow-

ing range (Tarantola 2005; Oliver et al. 2008):

53 = Nd −5
√

2Nd ≤Φd ≤ Nd +5
√

2Nd = 217. (4.7)

The data matches obtained fall well within the range specified in (4.7) and the val-

ues are just below the expected value of Nd . Note that the central and direct methods

resulted in a slightly lower objective function value than that found by forward finite

differencing. However, the number of inverse iterations did not vary significantly be-

tween the three methods. We observed that the inversions using the direct and central

differencing methods followed a very similar trajectory with regard to model updates

between iterations (see Figure 4.23). Though the central difference method converged

after the fewest number of iterations, it should be noted that the direct method led to

a slightly lower objective function value, which explains why it used more iterations.

Estimated permeabilities are compared with the true ones in Table 4.5. All inver-

sion methods resulted in very similar parameter estimates. The permeabilities of the

two largest formations, MEDM and DEEP, were estimated well since they have a large

effect on the flow in the system. The vertical permeability of the high-permeability
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Table 4.4: Inversion results for the 12 parameter natural-state problem.

Derivative PEST Objective Observation Prior
Method Iterations Function Mismatch Mismatch

FWDa 28 131.47 125.61 5.86
CNTRLb 26 131.33 125.70 5.63
Direct 28 131.33 125.67 5.67
aForward finite differencing; bcentral finite differencing

Table 4.5: Comparison of true and estimated log-permeabilities for the 12 parameter
natural-state problem.

SURFA CAPRO OUTFL MEDM DEEP UPFL

logkx logkz logkx logkz logkx logkz logkx logkz logkx logkz logkx logkz

True −13.3 −14.0 −15.0 −15.3 −15.0 −13.7 −13.6 −14.0 −15.3 −15.3 −15.3 −14.0
FWDa −15.3 −14.7 −15.0 −15.1 −14.8 −13.8 −13.6 −14.0 −15.3 −15.2 −14.8 −14.0

CNTRLb −15.3 −14.7 −14.9 −15.1 −14.8 −13.9 −13.6 −14.0 −15.3 −15.2 −14.8 −14.0
Direct −15.3 −14.7 −15.0 −15.1 −14.8 −13.9 −13.6 −14.0 −15.3 −15.2 −14.8 −14.0

aForward finite differencing; bcentral finite differencing

pathway UPFL, which controls the upward flow from the high-enthalpy source, was

also estimated accurately. The other parameters have smaller sensitivities and there-

fore tend to be determined less accurately.

The above discussion shows that, as expected, the direct method produced very

similar results to the finite differencing methods. However, we are predominantly in-

terested in the computational savings that can be made by using the direct method.

For this discussion, we assume that the inversion time is dominated by the natural-

state simulations themselves and we disregard processes performed by PEST. Remem-

ber that the least expensive finite difference method requires Nm supplementary for-

ward simulations to generateS. With the further supposition that all forward simula-

tions take approximately the same amount of time, then within the framework of us-

ing PEST the maximum attainable relative speed-up by the direct method compared

to forward finite differencing is

η= (
Nm +Nγ

)
/Nγ = 1+Nm/Nγ . (4.8)

This is the case if sensitivities could be generated at no cost. Here Nγ is the average

number of trial model updates performed while adjusting the parameter γ during one

PEST iteration, and Nγ is presumed to be the same for both methods. With a typi-

cal value of Nγ = 3 and using (4.8) the maximum speed-up to be expected for the 12

parameter problem is about a factor of five.

Table 4.6 compares the computational cost of the inversion using the three meth-

ods for evaluating S. The results show that inversion using the direct method was



Inversion of a 2D Slice Natural State 115

Table 4.6: Computational cost of the 12 parameter natural-state inversion.

Derivative Sensitivity Nonlinear Simulation Newton Total Time
Method Evaluations Simulations Time-steps Iterations Linear [s]

Solves

FWDa 28 421 11,368 14,562 14,562 3,670
CNTRLb 26 703 18,982 23,451 23,451 5,930
Direct 28 82 2,215 3,273 3,609 866
aForward finite differencing; bcentral finite differencing

about 4.2 times faster than using forward differencing. As expected the central differ-

ence approach is about twice as slow as using forward differencing.

One of the columns in Table 4.6 presents the total number of linear solves for the

inversions. For the finite difference methods the linear solve count equals the number

of Newton iterations, but the total for the direct method also accounts for the solution

of (3.48) (Nm linear problems for each inverse iteration). Notice that the ratio of lin-

ear solves for forward differencing and the direct method is about four, in fairly good

agreement with the speed-up attained with the direct approach.

The simulations required only about 27 time-steps, and on average, only a little

more than one Newton iteration for each time-step. Larger and more complex mod-

els used for matching real field data are likely to require more time-steps to reach a

natural state. Furthermore, the average number of Newton iterations is also likely to

be higher than was the case for this simple test problem. This will further favour the

direct (or adjoint) approach, over finite differencing, for evaluatingS.

4.4.4 Test Case 2: 640 Model Parameters

The 12 parameter problem was not very computationally demanding and therefore to

test the sensitivity calculation methods further an inverse problem with a larger num-

ber of parameters was constructed. This example used the same synthetic model and

data. However, unlike the previous example, this one does not rely on perfect knowl-

edge of the formation structure. Instead the model domain, apart from the bound-

ary blocks, was partitioned into 320 zones. Each zone covered a square in the vertical

plane and contained 25 computational blocks. As before, the task was to estimate the

log-transformed horizontal and vertical permeabilities of the zones, which results in

640 parameters to be estimated. The general inversion procedure was the same as de-

scribed previously; for instance, the initial guess for the parameters was the same as

in the previous example.



116 Tests of Methods for Evaluating the Sensitivity Matrix

To stabilize the 640 parameter problem the regularization included a term approx-

imating the L2 spatial smoothing given by (3.6). However, we did not include regular-

ization indicating a preference for the initial parameter guess. The regularization used

was as follows:

Φm(m) =∑
i , j

{[
log(k i

x )− log(k j
x )

]2 +
[

log(k i
z )− log(k j

z )
]2

}
+∑

i

[
log(k i

x )− log(k i
z )

]2
.

(4.9)

Here the first summation approximates (3.6) (up to a proportionality factor) for the

log-transformed horizontal and vertical permeabilities. The first summation is over

all neighbouring pairs of zones, i and j . In zone i , k i
x and k i

z are the horizontal and

vertical permeabilities, respectively. The second summation in (4.9) is for all zones

and reflects the fact that the vertical and horizontal permeabilities are expected to

have similar values.

Without prior ideas for an optimal guess of the regularization weight factor µ, we

allowed PEST to vary it throughout the inversion process. We chose to terminate the

inversions when the observation mismatch became lower than Nd . This target is low

enough to demonstrate the capability of the methods presented but large enough in

this case to avoid over-fitting. Note that the source of error in this example stems from

the generated random measurement noise, however, for a real field study, there will be

other sources of error. For example, the data can be afflicted by systematic measure-

ment errors and model imperfections are another source of error. The target obser-

vation mismatch should reflect this reality and a target measurement misfit Φt larger

than Nd would be advisable (Fienen et al. 2009).

The accuracy of the direct implementation was tested by comparing direct eval-

uated sensitivities with those found using the finite difference methods. The adjoint

method was tested in the same way and compared with the direct method. For the

first PEST iteration, Figure 4.24 presents, using boxplots, the normalized differences

between the Nd Nm individual sensitivities evaluated using the direct method and the

forward finite difference, central finite difference or adjoint methods (the normalized

differences between sensitivities are defined in Equation (4.3)). All values were found

for natural-state simulations halted after 1016 s.

For each boxplot in Figure 4.24 the red line indicates the median, the tops and

bottoms of the blue boxes are the first and third quartiles, and the whiskers define

the 1st and 99th percentiles. The central finite difference method was in much better

agreement with the direct method than the forward finite difference method (see Fig-

ure 4.24). This is consistent with the expectation that the direct method gives accurate
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Figure 4.24: Normalized differences between sensitivities found using the direct
method and the forward finite differencing, central finite differencing or adjoint meth-
ods. Sensitivities were estimated for the first PEST iteration of Test Case 2, the 640 pa-
rameter inversion.

sensitivity values. Figure 4.24 also shows that the adjoint and direct methods gave very

similar sensitivity values. The two methods gave values which agreed mostly to within

a thousandth of a percent and all within a percent.

Results for Test Case 2 are given in Tables 4.7 and 4.8. Inversion using sensitivi-

ties evaluated by central differencing was not carried out since it would have required

about two days of computer time and the other methods were in good agreement.

Since Test Case 2 has fewer observations than parameters, we also tested the adjoint

method. All three methods resulted in similar measurement and regularization mis-

matches. However, the forward differencing method required one more iteration than

the other two methods.

The inverted permeability values using the direct method are shown in Figure 4.25,

as well as how they differ from the ones found using the adjoint method and finite for-

ward differencing. The adjoint and direct methods resulted in nearly indistinguishable

permeability features, as shown in Figures 4.25(c) and 4.25(d). The difference between

the finite difference and direct estimated log-permeabilities is two orders greater than

the difference between the adjoint and direct estimated log-permeabilities (see Figure

4.25). Nevertheless, all three matches reflect the main aspects of the true permeabil-

ity structure shown in Figure 4.20. The resulting permeabilities manage to capture a

reasonable approximation of the large-scale permeability structure, such as the deep

low-permeability zone and the high-permeability pathway in the middle. Finer details
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Table 4.7: Inversion results for the 640 parameter problem.

Derivative PEST Objective Observation Φm(m) µ

Method Iterations Function Mismatch

FWDa 17 492.35 134.53 53.88 6.64
Direct 16 489.14 134.69 53.76 6.59
Adjoint 16 489.12 134.69 53.76 6.59
aForward finite differencing

Table 4.8: Computational cost of the 640 parameter inversion.

Derivative Sensitivity Nonlinear Simulation Newton Total Time
Method Evaluations Simulations Time-steps Iterations Linear [s]

Solves

FWDa 17 10,933 295,193 310,104 310,104 80,000
Direct 16 49 1,325 2,381 12,621 725
Adjoint 16 49 1,325 2,385 4,541 673
aForward finite differencing

were not resolved very well, apart from the high vertical permeability in the upflow

zone.

Table 4.8 compares the computational cost of the three methods used for calculat-

ing sensitivities. As expected, the direct and adjoint methods required orders of mag-

nitude fewer nonlinear forward simulations to match the observations than using fi-

nite differencing. As a result, the adjoint and direct methods were about a hundred

times faster than finite differencing. Notice that the adjoint method was somewhat

faster than using the direct method. This is because there were fewer right-hand sides

when solving (3.58) than for (3.48).

The number of natural-state simulations required by each method and the esti-

mate provided by Equation (4.8) indicate that the maximum relative speed-up should

be a factor of about 200. The adjoint and direct methods managed about half of that.

However, the assumption made in Equation (4.8), that all simulations required an

equal number of time-steps and Newton iterations, does not hold. Most of the sim-

ulations for the finite differencing approach had very good initial conditions and re-

quired fewer Newton updates than the natural-state simulations run when using the

direct or adjoint methods. The ratio of the number of Newton iterations used when

applying forward differencing and the adjoint/direct method indicates that a relative

speed-up slightly above 100 is the ceiling for this problem. The speed-up attained here

by using the adjoint and direct methods is close to this rather simplified theoretical

ceiling for the speed-up.
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Figure 4.25: Estimated log-transformed permeabilities, (a) horizontal and (b) vertical,
of 320 zones using the direct method. Difference between estimated (c) horizontal
and (d) vertical log-permeabilities for the adjoint and direct methods. (e, f) The same
comparison between using forward finite differencing and the direct method. Notice
that the scales are different in each row.

For all methods the total number of linear solves given in Table 4.8 includes the to-

tal number of Newton iterations. Additionally, for the direct method the total includes

Nm times the number of sensitivity evaluations to account for (3.48), and for the ad-

joint method it includes Nd times the number of sensitivity estimates for the solution

of (3.58). From the total number of linear solves, we could expect the direct method

to be about 23 times faster than forward differencing over one iteration. This reflects

the average number of time-steps which was, as before, about 27. Using the same kind

of comparison, the adjoint method can be expected to be more than twice as fast as

the direct method. However, the direct LU solver approach makes solving the multi-

ple right-hand sides in (3.48) and (3.58) more efficient than the number of right-hand

sides might otherwise indicate.
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The above results are for serial processing; however, parallel processing can speed

up the evaluation of model sensitivities. The Nm forward simulations needed to con-

struct S using forward differencing can be run independently in parallel. Further-

more, with access to plenty of processors the Nγ attempted updates may possibly

run in parallel at a cost of the order of one simulation run. Assuming that the extra

parallel computing management would add little extra cost, we would require more

than a hundred processors to achieve similar speed-ups to using the adjoint or direct

method.

The option of parallelization is not exclusive to finite differencing. When using the

direct or adjoint methods the Nγ trial updates at each iteration of the inversion can be

run in parallel. For large problems the linear solves involved in the forward problem

itself (2.13) and in (3.48) or (3.58) could also be parallelized.

The savings in computational cost offered by applying the adjoint and direct

methods in inverse modelling may, in turn, allow time for better uncertainty quan-

tification. For example, Randomized Maximum Likelihood (RML) can be used to

evaluate an approximate probability distribution of the model parameters (Oliver

et al. 1996; Oliver et al. 2008; Zhang et al. 2014). As mentioned previously, RML re-

quires the inversion of multiple model realizations, which can be inverted efficiently

in parallel while using the adjoint/direct method to speed up each inversion. This

would achieve high parallel efficiency because communication with each CPU is only

needed at the start and finish of distinct inversions. Chapter 7 presents results of using

RML on a highly-parametrized model to quantify predictive uncertainty.

4.4.5 Results Using Total Variation Regularization

The regularization scheme or prior affects the quality of the inversion result. Since the

true permeability distribution (see Figure 4.20) is characterized by large zones of con-

stant permeability values, the total variation (TV) approach is a more suitable regular-

ization scheme for the 320 rock-type problem than the L2 smoothing approach used

in the previous section. This is because the TV approach promotes sparsity or blocky

parameter fields, and can, therefore, allow the inversion process to capture sharp pa-

rameter discontinuities. This is unlike the L2 approach which tends to smooth or blur

sharp parameter discontinuities. Figure 4.26 demonstrates this for the 640 parameter

inverse problem discussed in the previous section.

As Figures 4.26(a, b) show, using a TV-type approach results in better-defined

boundaries in the estimated permeabilities, when compared with the correspond-

ing estimates using L2 smoothing (see Figures 4.25(a, b)). Furthermore, the TV ap-
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Figure 4.26: Estimated log-transformed permeabilities, (a) horizontal and (b) vertical,
of 320 zones using total variation (TV) regularization. Difference between true and
estimated (c) horizontal and (d) vertical log-permeabilities when using TV regular-
ization (4.10). Difference between true and estimated (e) horizontal and (f) vertical
log-permeabilities when using L2 smoothing regularization (4.9).

proach results in estimated permeability values that are closer to the true values than

those estimated using the L2 approach discussed in the previous section (see Figures

4.26(c)–(f)). This is because the TV approach represents a prior which is more consis-

tent with the truth for the 640 parameter problem.

For generating the results in Figures 4.26(a)–(d), the spatially smoothing regu-

larization term given in (4.9) was replaced by a TV-type regularization term. Based

on Equations (3.10)–(3.11) and similar to the discrete L2 smoothing regularization in

(4.9), we chose a scheme to minimize the (approximate) absolute difference between

the horizontal log-permeabilities of neighbouring zones and likewise for the vertical
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log-permeabilities. The TV-type regularization we used was

Φm(m) =∑
i , j

{√[
log(k i

x )− log(k j
x )

]2 +ε2
TV +

√[
log(k i

z )− log(k j
z )

]2 +ε2
TV

}

+∑
i

[
log(k i

x )− log(k i
z )

]2
,

(4.10)

where we still retain the preference for similar horizontal and vertical permeabilities

in each zone or rock-type. Here εTV = 10−6 was used to make the regularization term

differentiable (see Equation (3.11) and (Akcelik et al. 2002)).

While the TV approach worked well for this case, it does have its drawbacks, such

as the conditioning and asymptotic parameter refinement issues mentioned in Sec-

tion 3.3.5. Another thing to note is that the regularization Jacobian V for the TV ap-

proach is not constant, which is unlike the L2 approach. Therefore, for the TV ap-

proach, the Jacobian V needs to be re-evaluated at every inversion iteration which

adds to the computational cost. Furthermore, certain inversion schemes may be tai-

lored to the case where the regularization Jacobian V is constant. The method dis-

cussed in Chapter 5 is such a case where the model parameterization is transformed

in terms of a matrix factorization of V TV , where V is constant.

4.4.6 Effect of Final Simulation Time

As previously mentioned, the natural-state target simulation time needs to be chosen

to be large enough to ensure a satisfactory solution to the steady-state equations. Fig-

ure 4.27(a) illustrates, for Test Case 2, the impact the final simulation time can have

on sensitivities calculated with the direct method for the first PEST iteration.

Figure 4.27 compares the sensitivities in the same way as Figure 4.24, showing box-

plots of the normalized sensitivity difference defined in Equation (4.3). Again, the sen-

sitivity values are compared with the corresponding “converged” values found using

the direct method with a final simulation time of 1016 s. Experimentation using final

simulation times larger than 1016 s did not result in any improvement. As in Figure

4.24, the red lines indicate medians, the tops and bottoms of the blue boxes are the

first and third quartiles, and the whiskers define the 1st and 99th percentiles.

The results in Figure 4.27 show that the sensitivities calculated with the direct

method are satisfactory for a final simulation time of 1014 s or more. The accuracy

of the method degrades if the natural-state simulations are terminated early, and the

state variables are not close enough to their steady-state values.

Figure 4.27(b) shows the effect of the final simulation time on derivatives calcu-

lated with forward finite differences for the same problem and parameters. The results
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demonstrate that for this problem when natural-state simulations are halted early, the

forward difference method is more susceptible to degradation than the direct method.

The forward finite difference derivatives are accurate to an adequate one percent for

simulation times of 1015 s or longer but are unreliable for shorter simulations.

The same types of comparisons were made for the direct method for the 7th PEST

iteration (see Figure 4.28). The sensitivities were found to be consistent for simula-

tions as short as 1013 s. This is likely to be because the primary variables used to ini-

tialize the simulations were reasonably close to the simulated natural state, which was
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Figure 4.27: Results for various final simulation times for the first PEST iteration of
Test Case 2, the 640 parameter inversion: (a) normalized differences between sensitiv-
ities found using the direct method and the converged direct solution, (b) normalized
differences between sensitivities estimated using finite forward differencing and the
converged direct solution.
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Figure 4.28: Results for various final simulation times for the seventh PEST iteration of
Test Case 2, the 640 parameter inversion: (a) normalized differences between sensitiv-
ities found using the direct method and the converged direct solution, (b) normalized
differences between sensitivities estimated using finite forward differencing and the
converged direct solution.
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Figure 4.29: Normalized differences between sensitivities estimated using finite cen-
tral differencing and the converged direct solution for Test Case 2, the 640 parameter
inversion, and various final simulation times. For (a) the first PEST iteration and (b)
the seventh PEST iteration.

not the case for the first PEST iteration. A similar effect was found when using forward

finite differencing. However, the forward finite differencing method needed a simula-

tion time of 1014 s or more so that most of the estimated sensitivity values are within

10% of the ones found by the converged direct method.

The more robust finite central differencing scheme can be used in place of fi-

nite forward differencing. The results in Figure 4.29 show that the central differencing

method resulted in sensitivities that were more consistent with the direct method and

more robust to the final simulation time than the simple forward finite differencing

method. However, the central differencing method is rarely used in practice since it

requires twice as many forward simulations as the simpler forward finite difference

method.

A final simulation time of 1016 s worked well for the presented natural-state simu-

lation problem and may work well for many other natural-state simulations. However,

the final simulation time is somewhat arbitrary. A better strategy may be to stop the

natural-state simulation when the steady-state residuals (2.17) are satisfied within a

suitably prescribed tolerance.

It should be added that adjoint and direct methods may allow more accurate

natural-state simulations using a longer final time and tighter convergence tolerances

to be carried out since the cost of generating the analytical derivatives is relatively low

compared with a forward run. Finally, and perhaps most importantly, the adjoint and

direct methods avoid one of the biggest drawbacks of the finite differencing approach

which is that convergence issues often occur when some parameters are perturbed.
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4.4.7 Summary and Conclusions

The effectiveness of the adjoint and direct methods in reducing the computational

cost of inverse modelling of natural-state geothermal models was demonstrated us-

ing two synthetic test cases. The results show that the adjoint and direct methods

have the potential to substantially reduce the computational cost of inverting natural-

state data. For a 640 parameter inverse problem the adjoint and direct methods were

a hundred times faster than using the standard finite difference approach. Though

the evaluation of sensitivities using the finite difference approach can be expedited

using parallel computing, it would have required over a hundred parallel processors

to achieve the same computational savings as the adjoint and direct methods. For the

test cases presented, the adjoint and direct methods were also found to be more robust

with respect to the final simulation time than the standard finite difference method.

Thus, the adjoint and direct methods discussed here offer a very significant advance in

the state-of-the-art of inverse modelling for large, complex natural-state geothermal

models.

4.5 2D Vertical Slice Natural-State and History Matching

4.5.1 Problem Description

This section considers a combined natural-state and production-history inverse prob-

lem using a model based on the two-dimensional vertical slice model introduced

above for the natural-state inverse problem. Unlike the simple transient test-case in

Section 4.2, the following simulations use adaptive time-stepping. To better showcase

the applicability of the adjoint and direct methods for high-enthalpy systems, the en-

ergy flowing into the true system was chosen to be higher than for the system intro-

duced in Section 4.4. The enthalpy was chosen high enough so that a two-phase zone

is present in the natural state (see Figure 4.30). Moreover, the inversion tests discussed

below include a wider variety of parameters and observation types than in the natural-

state inverse problem discussed earlier.

As before, a representation of the true model, which has six rock-types, is depicted

in Figure 4.19. The numerical grid and most of the true model parameters are the

same as described in Section 4.4. The difference here is that water with an enthalpy

of 1,200 kJ/kg is injected at a rate of 0.03 kg/s into each of the five left-most blocks at

the base of the true model. Furthermore, since the following tests include a produc-

tion history simulation, we also consider matching the formation porosities, which

are shown in Figure 4.31.
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Figure 4.30: Vapour saturation at the natural state of the high-enthalpy vertical slice
problem.
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Figure 4.31: True formation porosities.

Synthetic observations were generated by running a natural-state simulation for

the true model followed by a production run. Natural-state simulations were again

conducted as described in Section 4.4. The true natural-state temperature distribu-

tion is shown in Figure 4.32(b). Natural-state temperatures were recorded every 60 m

along the black dashed well tracks shown in Figure 4.32(a), giving 135 temperature ob-

servations. Gaussian random noise with a standard deviation of 0.5◦C was added for

the final temperature observations.

The production scenario lasts for three years. During production, mass is ex-

tracted at constant rates from three production wells and some of the fluid is rein-

jected back into the system at two injection wells. Figure 4.32(a) shows the well tracks

of the production and injection wells. Numbering the production wells in Figure

4.32(a) from left to right, both Producer 2 and 3 extract 0.5 kg/s, while Producer 1 ex-

tracts 0.4 kg/s. Reinjection of 1.12 kg/s of 167.5 kJ/kg enthalpy water is divided equally

between the two injection wells. The production and injection feed zones coincide

with the bottom of the respective well tracks shown in Figure 4.32(a).
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Figure 4.32: (a) Location of the three production wells (red), two injection wells (blue),
and five natural-state observation wells (black dashed lines). (b) True natural-state
temperatures [◦C].

For all production simulations, the initial simulation time-step size was set to one

day, and the time-step was limited to a maximum of about nine days. Production his-

tory observations are production pressures and enthalpies at the feed zones of the

three production wells. Taking measurements every three months at all production

wells gave 36 pressure observations and 36 enthalpy observations. Gaussian noise was

also added to the production data, using standard deviations of 0.1 bar and 10 kJ/kg

for pressures and enthalpies, respectively. This gave a total of Nd = 207 observations.

The observation noise statistics were assumed to be known when forming the obser-

vation covariance matrix Γd for the inversions that followed. The synthetic temper-

ature, enthalpy and pressure observations are shown in Figures 4.33, 4.34 and 4.35,

respectively.

4.5.2 First Test Case

To compare the adjoint and direct methods against finite differencing a 21 parameter

inversion problem was constructed. The task was to match the 207 synthetic observa-

tions of the true 2D model. As unknowns, we chose the horizontal and vertical perme-

abilities of the six rock-types, as well as their porosities. This gave 12 adjustable perme-

ability values and six adjustable porosities. The three remaining unknowns were the

bottom boundary source enthalpy, the mass flow rate into each of the five left-most

bottom boundary blocks and the heat flux into the other 95 bottom boundary blocks.

For the inversions, PEST was used to estimate the log base ten of each unknown pa-

rameter.

During inversion the permeabilities were allowed to take values ranging between

10−17 m2 and 10−12 m2. Permeabilities were initially set at 10−14 m2. Porosities had

initial guesses of 11% along with lower and upper limits of 2% and 20%. The source
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Figure 4.33: Observed natural-state temperatures (markers), matched profiles (solid
lines) and temperature profiles at commencement of inversion (dashed lines). The
wells are the natural-state observation wells shown in Figure 4.32(a), numbered from
left to right.

enthalpy was initialized as 1,100 kJ/kg and allowed to vary between 1,000 kJ/kg and

1,400 kJ/kg. The mass flow rate could vary between 0.01 kg/s and 0.05 kg/s, and had

an initial value of 0.02 kg/s. The heat flow into the other boundary blocks was ini-

tially chosen as 28 W, and could vary between 20 W and 40 W. The initial observation

mismatch had a value of 4.09×106. Figures 4.33, 4.34 and 4.35 show the temperature,

enthalpy and pressure profiles for the initial set of parameters as dashed lines.

To regularize the inverse problem we chose v(m) in Equation (3.4) as v(m) =
m−mpr, where mpr is the vector of the initial parameter guess. The aim of this reg-

ularization choice was to force the underdetermined parameters to be close to their

initial guesses. The matrix W in (3.4) (or (3.5)) was chosen to be diagonal with ele-

ments Wi ,i =σ−1
i , where σi is a quarter of the difference between the upper and lower

bounds of the relevant adjustable parameter mi . In this way, σi reflects the expected

parameter variability or standard deviation of mi . PEST was allowed to vary the regu-

larization weight during the inversions.

Tables 4.9 and 4.10 compare inversion results for the 21 parameter problem when

using PEST with forward finite differencing (FWD), central finite differencing (CN-

TRL), the direct method and the adjoint method. All inversions were halted when the
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Figure 4.34: Production enthalpy data (markers), flowing enthalpies for initial parame-
ter guess (dashed lines), and matched enthalpies using the direct method (solid lines).
Producer 1 (red triangles), Producer 2 (blue circles) and Producer 3 (black squares).

0.0 0.5 1.0 1.5 2.0 2.5 3.0

Time [year]

15

20

25

30

35

P
re

ss
u
re

 [
b
a
r]

Figure 4.35: Production pressure data (markers), pressure transients for initial param-
eter guess (dashed lines) and matched pressures using the direct method (solid lines).
Producer 1 (red triangles), Producer 2 (blue circles) and Producer 3 (black squares).

measurement misfitΦd fell below the number of data Nd , resulting in matches which

are within the measurement noise level.

When evaluating model sensitivities by finite differencing, we chose to perturb

the log-transformed permeability and porosity parameters by 1% of their respective

values. This is the default choice when using iTOUGH2 (Finsterle 2007), and similar

values are often used by TOUGH2 practitioners. However, from preliminary tests, we

found using 1% parameter perturbations to be ineffective and unreliable for the three
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Table 4.9: PEST inversion results when using 21 parameters for the combined natural-
state and production-history problem.

Derivative PEST Objective Observation Φm(m) Time
Method Iterations Function Mismatch [s]

FWDa 19 755.4 206.7 6.48 27,467
CNTRLb 25 638.2 206.4 6.70 73,097
Direct 19 653.7 203.1 6.63 3,571
Adjoint 19 652.7 203.3 6.63 4,014
aForward finite differencing; bcentral finite differencing

boundary parameters. For a trial inversion test, use of 1% perturbations with the FWD

method required about three times as many PEST iterations as using the direct or ad-

joint methods. We found that perturbing boundary parameters by smaller values gave

better results and sensitivities more consistent with the direct and adjoint methods.

Consequently, we chose to perturb the boundary parameters by 0.01% when using fi-

nite differencing for the final test results presented here. This emphasizes again the

difficulty of selecting good parameter perturbation values to obtain reliable deriva-

tives using finite differencing methods as discussed previously in Sections 4.2 and 4.3.

The results in Table 4.9 show that the direct and adjoint methods outperformed

finite differencing, in terms of computational time. Inverting with sensitivities calcu-

lated by finite differencing took about eight hours or more. The adjoint and direct

methods, on the other hand, required about an hour. The extra computational ex-

pense of using the more reliable central differencing scheme over forward differenc-

ing was not worthwhile for this problem. All four methods required a similar number

of PEST iterations.

Figure 4.36 shows the change of the observation mismatch term during inversion

for each method. The convergence rate of all the methods looks reasonably consistent.

The adjoint and direct methods gave especially consistent results. We omit showing

convergence of the objective function because it is difficult to compare between iter-

ations because of the varying regularization weight.

We performed a limited number of additional tests whereby the PEST settings

were varied for this 21 parameter problem. The number of inversion iterations re-

quired by each method relative to the other methods appeared arbitrary. No conclu-

sions could, therefore, be made on the effectiveness of the adjoint or direct method

for reducing the number of inversion iterations. A larger sample size is needed to draw

any conclusions on which method can be considered to be the most reliable.



2D Vertical Slice Natural-State and History Matching 131

0 5 10 15 20 25
Inversion Iteration

102

103

104

105

106

107

O
b
se

rv
a
ti

o
n
 M

is
m

a
tc

h
, 
Φ
d
(m

)

Figure 4.36: Convergence of the observation mismatch term for the 21 parameter
problem. (Blue solid line) Direct method, (red circles) adjoint method, (red dashed
line) forward finite differencing, and (black dash-dotted line) central finite differenc-
ing.

One of the issues that made comparing the various sensitivity methods difficult

was that PEST would occasionally end an inversion iteration with a higher objective

function value than that found in the previous iteration. This tended to happen when

the Levenberg-Marquardt damping factor γ was very small. This is because the pa-

rameter update is relatively insensitive to changes in γ when it is very small. After try-

ing to decrease and increase γ by a factor of 10 PEST would exit the iteration when

the change in the objective function between subsequent γ tests was too small or

suggested that locally increasing/decreasing γ would increase the objective function.

One such instance is reflected in the increase in the observation mismatch term at the

thirteenth iteration when using the adjoint and direct methods as can be seen in Fig-

ure 4.36. However, when we tried restarting those problematic iterations with a much

larger γ, we found that the objective function would decrease. Therefore, modifying

PEST to increase γ when a parameter update results in an increase in the objective

function should help to improve the convergence characteristics.

Table 4.10 compares the average computational cost of a PEST iteration for the

four sensitivity methods under consideration. The cost for one PEST iteration includes

the average number of AUTOUGH2 simulations and the average number of simula-

tion time-steps. The average natural-state simulation required about 30 time-steps to
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Table 4.10: Average computational cost of a PEST iteration for the 21 parameter inver-
sions.

Derivative Nonlinear Simulation Newton Linear Time
Method Simulations Time-steps Iterations Solves [s]

FWDa 22.79 3,573 8,162 8,162 1,446
CNTRLb 44.44 6,970 16,443 16,443 2,924
Direct 1.74 274 707 3,295 188
Adjoint 1.74 273 704 5,809 211
aForward finite differencing; bcentral finite differencing

reach the final target natural-state simulation time of 1016 s. Production history simu-

lations rarely deviated from using 123 time-steps. The average total number of linear

solves shown in Table 4.10 include the number of Newton-Raphson linear solves dur-

ing AUTOUGH2 simulations as well as the number of linear solves required for the

adjoint or direct methods, when applicable.

Assuming that computational time is principally due to the number of linear

solves, it should be expected that the direct method would be only 2.5 times faster

than using forward differencing. However, the the direct method is over seven times

faster than the finite forward differencing method, since the average cost of solving

for each right-hand side in Equations (3.48), (3.53) and (3.43) is lowered by using the

SuperLU solver. The cost of using the adjoint method is similarly less than what we

would expect based on the number of linear solves. Nevertheless, the adjoint method

is somewhat slower than the direct method at every iteration, which is expected with

the number of observations far exceeding the number of adjustable parameters.

The relative savings are the greatest for the natural-state simulations because the

adjoint and direct methods only need to solve for the final natural-state simulation

time. The finite differencing methods, on the other hand, need to run multiple tran-

sient to steady-state simulations. However, cost savings are lessened for the adjoint

and direct methods for the production simulations because the adjoint and direct

methods need to solve linear problems for every production time-step. The average

AUTOUGH2 production simulation needed about 2.5 Newton-Raphson iterations per

time-step. This means that for the production simulations the forward finite differenc-

ing method needed about 2.5 times the number of linear solves that the direct method

needed.



2D Vertical Slice Natural-State and History Matching 133

4.5.3 Second Test Case

The previous inversion test-case assumed ideal knowledge of the reservoir structure

and parameterization. This will, of course, not be the case in a real case study. Instead,

the reservoir structure will largely be unknown apart from what can be inferred from

surface geology and wellbore data. Highly-parameterized and regularized inversion

offers a way of trying to deal with the lack of certainty with regards to model param-

eterization and the structure of a reservoir. As long as there are not too many obser-

vations, the adjoint method can be used efficiently to evaluate model sensitivities to

guide the inverse process, when there are more parameters than observations.

As was done in Section 4.4.4, we now assume that we do not know the extent of the

six rock formations and divide the model up into 320 adjustable rock-types or zones,

excluding the atmospheric boundary blocks. Each zone has unknown horizontal and

vertical permeabilities, and an unknown porosity. This gives a total of 960 adjustable

rock-type parameters. We can then use PEST to estimate these 960 parameters as well

as the three bottom boundary parameters from the previous test case. Otherwise, the

model is the same as the true one.

To account for the large number of unknowns we included a regularization term

which for the permeabilities includes the same spatial smoothing regularization as

was used in Section 4.4.4 (compare Equation (4.9) with Equations (4.11)–(4.13) below).

For the porosities we also included the same type of spatial smoothing terms as were

used for the horizontal and vertical permeabilities. For this inverse problem, with 963

parameters, the regularization functional was

Φm(m) =Φ1
m +Φ2

m +Φ3
m , (4.11)

where

Φ1
m =∑

i j

{
(0.8)2

[
log(k i

x )− log(k j
x )

]2

+(0.8)2
[

log(k i
z )− log(k j

z )
]2 +42

[
log(φi )− log(φ j )

]2
}

;

(4.12)

Φ2
m =∑

i
(0.8)2

[
log(k i

x )− log(k i
z )

]2
; (4.13)

Φ3
m = (5.7)2 [

log(q)− log(q0)
]2 + (27.4)2 [

log(h)− log(h0)
]2

+ (13.3)2 [
log(F )− log(F0)

]2 .
(4.14)

The summationΦ1
m is over neighbouring pairs of zones i and j . Here k i

x , k i
z andφi are

the horizontal permeability, vertical permeability and porosity of zone i , respectively.
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This regularization term should make the inverse problem better posed but still allow

spatial heterogeneity to arise where needed. The second termΦ2
m in (4.11) is included

since we expect similar values for the horizontal and vertical permeabilities. Finally,

Φ3
m includes the same type of regularization terms as were used in the first test case for

the boundary parameters, where x0 denotes the initial guess of parameter x. The mass

source-rate is denoted by q , h is the source enthalpy, and F is the bottom boundary

heat-flux parameter. The weights in the above regularization terms are based on the

parameter bounds as described in the previous section.

The initial guesses for the parameters were the same as in the previous exam-

ple. We used PEST with adjoint evaluated sensitivities to estimate the 963 parame-

ters given the synthetic data. The aim was to achieve an observation mismatch of

Nd = 207, however, the inversion stalled after 43 iterations having found an observa-

tion mismatch of 208.4. Nevertheless, this is close enough to the target value for practi-

cal purposes. A better match could have been achieved by lowering the regularization

weight. The inversion took 10,817 s to run, and 97 nonlinear forward AUTOUGH2 sim-

ulations were carried out. The average execution time for a PEST iteration was there-

fore only about 250 seconds, which is not much more than the time needed for the 21

parameter problem.

Employing a finite differencing approach to evaluate sensitivities is not very prac-

tical for such a large problem. Using finite differencing to evaluate the model sensitiv-

ities for this inverse problem would be likely to require nearly a day for each iteration

using serial PEST. Though the execution time for finite differencing can be reduced by

employing parallel versions of PEST, we would need about 200 processors or more to

achieve execution times similar to those achieved by using the adjoint method.

Using PEST the bottom boundary heat flux was estimated to be 80.4 mW/m2

which is close to the true value of 80 mW/m2. The estimated source enthalpy was
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Figure 4.37: Estimated formation permeabilities: (a) logarithm of the horizontal per-
meability kx [m2]; (b) logarithm of the vertical permeability kz [m2].
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Figure 4.38: Estimated formation porosities.

only 2 kJ/kg lower than the true value. The mass source rate had an estimated value of

0.027 kg/s, which is also not far off the true value of 0.03 kg/s.

The inverted permeability values are shown in Figure 4.37. The estimated horizon-

tal and vertical permeabilities show all the same large-scale features as the true system

(see Figure 4.20). However, in most respects, the data was unable to inform PEST of the

smaller-scale features such as the discontinuity between the top two rock formations.

The only minor feature that may have been resolved is the local low vertical perme-

ability right above Producer 1. This is consistent with the fact that production data is

only informative about very local formation variables such as permeability. However,

the large-scale permeability is mainly constrained by the natural-state data.

Figure 4.38 shows the estimated porosity values. The inversion does not appear

to have revealed any structural information regarding porosity variability in the reser-

voir. There is only slight variability in the estimated porosity values around the pro-

duction area. This is consistent with experience that inversion of geothermal pro-

duction histories tends to give little information about porosities except for perhaps

porosities of formations close to production wells.

4.5.4 Conclusions

The adjoint and direct methods appear to be viable options for reducing computa-

tional effort in inverse modelling of geothermal reservoirs. Both methods were found

to work reliably for high-enthalpy, two-phase natural-state and production-history

simulations. As the sample problems show, the use of the direct and adjoint meth-

ods can offer considerable reduction in execution times for model inversions using

gradient-based methods. The computational savings are mostly due to a reduction in

the number of nonlinear forward reservoir simulations performed for each iteration
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of parameter updating compared with the traditionally used finite differencing meth-

ods.

For a relatively small number of observations Nd , the adjoint method can work

well for evaluating model sensitivities to changes in a large number of parameters Nm .

In that case, using the adjoint method to form the full sensitivity matrix may work well

for use within Levenberg-Marquardt inversion schemes such as those implemented in

PEST and iTOUGH2. However, when the number of observations and parameters are

both large then forming the full sensitivity matrix becomes too costly. In that case,

alternative schemes are needed. The following chapters discuss using the adjoint and

direct methods along with low-rank matrix approximation methods to enable efficient

model inversions when both Nd and Nm are large.



Chapter 5

A Randomized Truncated SVD

Levenberg-Marquardt Approach

5.1 Introduction

The previous chapter looked at using an LM approach to inversion which requires

forming a sensitivity matrix S. However, explicitly forming S becomes intractable for

large inverse problems. In previous studies LM parameter updates have been made

tractable for highly-parameterized inverse problems with large datasets by applying

matrix factorization methods or iterative linear solvers to approximately solve the up-

date equations (see, e.g., (Lin et al. 2016; Tavakoli & Reynolds 2010; Shirangi & Emerick

2016)). Some studies have shown that basing model updates on the truncated singu-

lar value decomposition (TSVD) of a dimensionless sensitivity matrix achieved using

Lanczos iteration can speed up the inversion of reservoir models (Tavakoli & Reynolds

2010, 2011; Shirangi 2014; Shirangi & Emerick 2016). Lanczos iterations only require

the sensitivity matrix times a vector and its transpose times a vector, which are found

efficiently using adjoint and direct simulations without the expense of forming a large

sensitivity matrix.

Nevertheless, Lanczos iteration has the drawback of being a serial process, re-

quiring a separate adjoint solve and direct solve every Lanczos iteration. Random-

ized methods, developed for low-rank matrix approximation of large matrices (Halko

et al. 2011a; Erichson et al. 2018b; Martinsson 2016; Rokhlin et al. 2009; Woolfe et

al. 2008), are more efficient alternatives to the standard Lanczos method. In the follow-

ing sections, we develop LM variants which use randomized methods to find a TSVD

of a dimensionless sensitivity matrix when updating parameters. The randomized ap-

137
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proach offers improved efficiency by enabling simultaneous solution of all adjoint and

direct problems for a parameter update.

As discussed previously in Section 3.3, inversion of a reservoir model is often per-

formed by solving the following generalized least-squares problem: given Nd obser-

vations dobs, minimize a regularized least-squares objective function, depending on

the Nm model parametersm, which can be written as

Φ(m) =Φd(m)+µΦm(m) . (5.1)

Here

Φd(m) = [d(m)−dobs]T Γ−1
d [d(m)−dobs] (5.2)

is the observation mismatch term, where d(m) are simulated observations and Γd is

the covariance matrix of the measurement noise. The last term in Equation (5.1) is a

regularizing or penalty function multiplied by a positive regularization weight µ. Here

we make the common assumption that the model penalty term can be written as

Φm(m) = [
m−mpr

]T
R

[
m−mpr

]
, (5.3)

wherempr is the prior or initial guess for the model parameters andR is a positive def-

inite matrix, which imposes the correlation structure and preferred parameter condi-

tions for the model parameters. When the model parameters are adequately described

as being multivariate Gaussian thenR can, for instance, be specified as the inverse of

the prior covariance matrix (Oliver et al. 2008; Oliver & Chen 2011).

As discussed previously, the LM method can be used to minimize (5.1). However,

a drawback of standard LM implementations, such as those found in iTOUGH2 or

PEST, is the need to evaluate S, the Nd by Nm sensitivity matrix. In these two codes

S is evaluated using expensive finite difference approximations, requiring Nm +1 for-

ward simulations. As demonstrated in the previous chapter, the evaluation of S can

be made faster using direct or adjoint methods (Anterion et al. 1989; Li et al. 2003;

Hinze et al. 2009; Oliver et al. 2008; Rodrigues 2006), but even this approach becomes

infeasible for a large number of parameters and observations.

This chapter looks at accelerating inversion of reservoir parameters by applying a

modified LM method. This new approach advances the work of Tavakoli & Reynolds

(2010), by applying recently developed methods from randomized linear algebra.

Tavakoli & Reynolds (2010) proposed basing LM model updates on an approximate

truncated singular value decomposition (TSVD) of a dimensionless sensitivity ma-

trixSD found using Lanczos iteration. Their approach reduces computational cost for
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Figure 5.1: (a) Lanczos process for a rank-p TSVD of SD requiring a series of adjoint
(Adj.) and direct (Dir.) runs. (b) Randomized 1-view method running all adjoint and
direct problems simultaneously in parallel to find a TSVD of SD. The integers n, l1

and l2 are oversampling factors for improved estimation.

large Nd and Nm by avoiding forming the large matrix S. Instead, their method uses

adjoint and direct simulations to evaluateS andST times vectors. However, since the

Lanczos approach is iterative, it requires running multiple adjoint and direct simu-

lations in series. The Lanczos approach can therefore still result in significant com-

putational time, especially when the rank of the TSVD approximation needs to be in-

creased to improve matches to observations.

The present study addresses the above drawback of the TSVD-LM method pro-

posed by Tavakoli & Reynolds (2010) by developing a new modified version of their

approach which uses randomized low-rank approximation methods to evaluate the

TSVD of the dimensionless sensitivity matrix. The randomized TSVD-LM approach

enables simultaneous solution of the adjoint and direct simulations required at every

TSVD-LM inversion iteration, which reduces computational time. The two contrast-

ing approaches are schematically represented in Figure 5.1.

The TSVD-LM approach is suited to inverse problems where the dimensionless

sensitivity matrix SD exhibits a low-rank structure. That is, the singular values of SD

decay rapidly, such that SD can be approximated accurately using a low-rank TSVD.

For inversions of subsurface systems, such as geothermal reservoirs, observations

are typically limited to a few sparse locations, which limits the information that can

be gathered about the subsurface. Therefore, subsurface inverse problems can often

be expected to result in a sensitivity matrix with a rapidly decaying singular spec-

trum. Furthermore, commonly applied regularization schemes which promote spatial
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smoothness of model parameters tend to promote spectral decay in the dimension-

less sensitivity matrix (Bui-Thanh et al. 2012). The randomized TSVD methods pre-

sented in this study perform well for this situation where the singular spectrum ofSD

decays rapidly. In that case, the randomized TSVD methods guarantee good theoreti-

cal performance and can give accurate low-rank approximations with a low likelihood

of failure (Halko et al. 2011a).

The Lanczos and randomized approaches are compared and contrasted in the fol-

lowing sections with the aim of improving the TSVD-LM approach. Section 5.2 dis-

cusses previous methods applied to speeding up LM based reservoir inversions and

provides a literature review motivating the use of the randomized methodology. Sec-

tion 5.3 outlines the main aspects of the TSVD-LM method used in this study. The

following Section 5.4 gives details for the Lanczos approach and the suggested alter-

native randomized TSVD methods. The methods were tested by inverting a synthetic

geothermal natural-state and production-history model. The computational experi-

ments are outlined in Section 5.5 and the inversion test results are given in Section

5.6. The results show that replacing the standard Lanczos approach with randomized

methods can reduce the time spent on inversions by an order of magnitude. Section

5.6.5 compares the TSVD-LM approach with using the iterative conjugate gradient

(CG) method to find approximate LM updates. A summary and conclusions are given

in Section 5.7.

5.2 Background

5.2.1 Reducing Cost of Levenberg-Marquardt Updates

The cost of solving the linear LM update equations (3.14) can be reduced, for exam-

ple, in PEST by applying an SVD or LSQR solver. However, PEST still requires the ex-

plicit generation of the sensitivity matrix. To reduce the computational burden further,

PEST provides an option called SVD-assist (Doherty 2016) which re-parameterizes the

inverse problem based on the right-singular vectors of a weighted sensitivity matrix.

The SVD-assist strategy uses truncation to reduce the number of parameters, which

can make inversion more manageable. This was the approach adopted by Austria &

O’Sullivan (2015) and Colina & O’Sullivan (2013) for improving geothermal models,

with sensitivity values evaluated using finite differencing. A drawback of the SVD-

assist approach, as currently implemented in PEST, is that it requires forming the sen-

sitivity matrix for the full parameterization at least once.
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Since evaluating the sensitivity matrix is often too expensive, the quasi-Newton

limited memory BFGS method which only requires the gradient of the objective func-

tion for every model update has been preferred for modelling petroleum reservoirs

(Gao & Reynolds 2006; Zhang & Reynolds 2002). The gradient can be found efficiently

using adjoint codes at a cost not exceeding that of one model simulation, independent

of the number of parameters.

Tavakoli & Reynolds (2010) demonstrated that the LM approach can be made

computationally more efficient than the limited memory BFGS method by basing

model updates on the principal right-singular vectors of a dimensionless sensitivity

matrix. Their method avoids explicitly forming the sensitivity matrix by applying the

Golub-Kahan-Lanczos bidiagonalization method (Golub & Van Loan 2013; Vogel &

Wade 1994) to find a TSVD of the dimensionless sensitivity matrix. Each iteration of

the Lanczos method only requires the evaluation of the products of S times a vector

and ST times a vector. As outlined in Section 3.6, the former can be evaluated effi-

ciently using the direct method (Oliver et al. 2008; Rodrigues 2006) while the latter

can be found at a similar cost using the adjoint method (Oliver et al. 2008; Rodrigues

2006). Moreover, the TSVD method gave better parameters with a lower model mis-

match (see Equation (5.3)) than the BFGS method (Tavakoli & Reynolds 2010).

Expanding on their work further, Tavakoli & Reynolds (2011) applied their TSVD

method to finding ensembles of models conditioned on data using the randomized

maximum likelihood method (RML) (Kitanidis 1995; Oliver 1996; Oliver et al. 1996).

The RML method was developed as a relatively inexpensive (compared to Markov

chain Monte Carlo) approximate posterior sampler for reservoir modelling. Though

RML has only been proven to sample correctly for linear problems (Oliver 1996; Oliver

et al. 2008), results from numerical experiments indicate that the method is applica-

ble to nonlinear forward problems (Emerick & Reynolds 2013b; Gao et al. 2006; Liu &

Oliver 2003; Shirangi 2014; Shirangi & Emerick 2016; Tavakoli & Reynolds 2011; Zafari

& Reynolds 2007).

RML requires solving a costly inverse problem for every ensemble member. How-

ever, Tavakoli & Reynolds (2011) showed that using the TSVD approach for RML sam-

pling can reduce the computational cost of approximating the posterior. Their method

called SVD-EnRML achieved this by evaluating at every LM iteration a TSVD of the di-

mensionless sensitivity matrix for only a base set of model parameters and using this

base TSVD to propose candidate parameter updates for all ensemble members.

Tavakoli & Reynolds (2010, 2011) applied the TSVD-LM method to inferring per-

meability distributions of two-dimensional synthetic petroleum reservoirs using pro-
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duction data. Shirangi (2014), later on, used the method for history-matching perme-

ability and porosity values in three-dimensional synthetic petroleum reservoir mod-

els. Shirangi (2014) enhanced the SVD-EnRML algorithm by introducing an ensemble-

based regularization method which can be applied in cases where an ensemble of

models can be drawn from the prior though a prior parameter covariance matrix is

too large to be generated and stored. Shirangi & Emerick (2016) made further improve-

ments to the SVD-EnRML method as well as looking into the difference between using

LM parameter updates and those obtained with the Gauss-Newton (GN) method.

Iterative Krylov linear solvers such as CG or LSQR can also be applied to solve the

linear LM update equations. Like the TSVD approach of Tavakoli & Reynolds (2010)

these methods only require the sensitivity matrix times a vector and the sensitivity

matrix transposed times a vector at every Krylov iteration. Since approximate solu-

tions will often suffice, the Krylov linear solvers can be terminated early when a max-

imum number of iterations has been reached or the approximate solution satisfies a

predefined tolerance. The CG and LSQR methods may, therefore, enable inversion of

a single reservoir model with an efficiency similar to the TSVD-LM method of Tavakoli

& Reynolds (2010).

However, the LM updates depend on the LM damping parameter γ. As a result

when a candidate update fails and the damping parameter is updated then straight-

forward implementations using CG or LSQR require a repeated solution of the LM up-

date equations accompanied by additional adjoint and direct solves. The TSVD-LM

method proposed by Tavakoli & Reynolds (2010) does not have this drawback since

the TSVD of the dimensionless sensitivity matrix can be re-used, independent of the

LM damping factor.

Considering all the above points, straightforward CG or LSQR implementations

might be expected to result in more adjoint/direct solves and slower implementa-

tions than the TSVD-LM method. However, this is likely to be problem specific as CG

or LSQR solvers will be especially effective when the LM update equations are well-

conditioned or can be made so using a good choice of preconditioner.

Lin et al. (2016) recently developed an LM method which uses the LSQR method

in a more sophisticated way. Their method finds a Krylov subspace using Golub-

Kahan-Lanczos bidiagonalization, independent of the LM damping parameter. The

subspace is then used to solve for model updates using the LSQR method. Though Lin

et al. (2016) implemented their method for problems where the full sensitivity matrix

can be found without too much expense, their Levenberg variant, with the LM damp-

ing matrix D chosen as the identity matrix, only requires S and ST times vectors
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during the bidiagonalization procedure. By evaluating S and ST times vectors using

adjoint and direct methods, the LSQR-LM approach of Lin et al. (2016) may, there-

fore, have similar characteristics and efficiency as the TSVD-LM method of Tavakoli &

Reynolds (2010).

However, a drawback of the Golub-Kahan-Lanczos bidiagonalization method ap-

plied by Lin et al. (2016), Shirangi (2014), Shirangi & Emerick (2016), and Tavakoli &

Reynolds (2010, 2011) is that it is inherently serial. For a rank-p SVD approximation

the method requires p or more iterations, each requiring an adjoint run followed by

a direct solve. The method could be made much more efficient if the sensitivity ma-

trix to vector products could all be evaluated simultaneously in parallel. Randomized

matrix approximation methods are considered here because they allow simultaneous

evaluation of all sensitivity matrix to vector products.

5.2.2 Randomized Alternatives

Randomized methods (Erichson et al. 2018b; Halko et al. 2011a; Martinsson 2016;

Rokhlin et al. 2009; Woolfe et al. 2008) have been studied extensively in recent years as

a means of low-rank SVD matrix approximation. Various randomized SVD algorithms

have been developed that alleviate the lack of parallelizability of classical SVD meth-

ods while returning a similar level of accuracy as the standard Lanczos method (Halko

et al. 2011a).

Instead of dealing with matrix-vector products randomized SVD methods use

a small number of matrix-matrix products which means that the methods lend

themselves more readily to parallel and high-performance computing (Erichson et

al. 2018b; Gu 2015; Halko et al. 2011a; Martinsson 2016; Voronin & Martinsson 2015).

Randomized methods allow for faster SVD approximations by reducing the number

of times information contained in the matrix of interest is accessed. It may suffice to

access or view the matrix of interest twice (Halko et al. 2011a) or just once (Halko et

al. 2011a; Martinsson 2016; Tropp et al. 2017b; Woolfe et al. 2008), which is especially

advantageous for matrices too big to fit into core memory. Randomized SVD methods

have therefore been applied to principal component analysis (PCA) of large data sets

(Halko et al. 2011b) amongst other things.

In the modelling context, randomized SVD methods have been applied to PCA of

covariance matrices (Dehdari & Deutsch 2012; Lee & Kitanidis 2014; Saibaba & Kitani-

dis 2015), inversion (Lee & Kitanidis 2014; Xiang & Zou 2013; Lee et al. 2016) and un-

certainty quantification (Bui-Thanh et al. 2012; Cui et al. 2016; Cui et al. 2014; Isaac et

al. 2015). Bui-Thanh et al. (2012) and Isaac et al. (2015) used a matrix-free Newton-CG
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method to invert a global seismic model and an Antarctic ice sheet model, respec-

tively. Both studies used randomized methods for low-rank approximation of poste-

rior Hessian matrices for over a million parameters. Bui-Thanh et al. (2012) and Isaac

et al. (2015) used adjoint and direct methods to evaluate the action of the Hessian on

matrices, required for the randomized approximation.

Lee & Kitanidis (2014), Lee et al. (2016), and Saibaba & Kitanidis (2015) used the

quasi-linear geostatistical approach (GA) (Kitanidis 1995) to invert hydrological mod-

els. Lee & Kitanidis (2014) applied randomized PCA on the prior covariance matrix

to reduce the computational cost of inversion. Saibaba & Kitanidis (2015), however,

used a randomized approach to approximate the posterior covariance matrix. Lee et

al. (2016) pointed out that GA can be improved further by using randomized low-

rank matrix approximations to precondition the linear GA update equations. Lin et

al. (2017) demonstrated, similarly, that the scalability of GA can be substantially im-

proved by using randomized sketching to reduce the effective size of the observation

space.

Xiang & Zou (2013) presented a method for solving Tikhonov regularized inverse

problems by finding a TSVD of the sensitivity matrix using randomized methods

and solving the GN update equations using a pseudoinverse. They demonstrated the

method on linear forward problems though the approach may be extended to nonlin-

ear forward problems.

Stochastic gradient methods have been developed for history-matching of reser-

voir models when adjoint code is not available (Fonseca et al. 2016; Gao et al. 2007; Li &

Reynolds 2011). These randomized gradient methods inherit the drawback of steepest

descent methods, i.e., a relatively slow convergence rate compared with LM and other

Newton-like methods, with the added drawback of using approximate gradients.

5.2.3 Summary of Approach Developed Here

This chapter looks at applying randomized SVD methods presented in Halko et

al. (2011a) and Tropp et al. (2017b) along with adjoint and direct code to speed up

the TSVD-LM scheme discussed in Tavakoli & Reynolds (2010). Using a randomized

method to form a TSVD of the dimensionless sensitivity matrix requires the same type

and a similar number of sensitivity matrix to vector products (adjoint and direct prob-

lems) as the Lanczos method. However, computational savings are possible since the

sensitivity products (adjoint and direct problems) can be made independent of each

other and evaluated simultaneously.
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As previously used by Isaac et al. (2015) and Bui-Thanh et al. (2012), we use adjoint

and direct methods for efficient evaluation of the action of the sensitivity matrix (or

its transpose) on matrices. Previous work by Lee & Kitanidis (2014), Lin et al. (2017),

Saibaba & Kitanidis (2015), Bui-Thanh et al. (2012), and Isaac et al. (2015) used ran-

domized sketching either when initializing inversions or after running inversions. This

is unlike the present study which applies new randomized sketching at every inver-

sion (LM) iteration. The randomized preconditioner proposed by Lee et al. (2016), to

improve the scalability of GA, may likewise be formed at every inversion iteration.

However, Lee et al. (2016) used finite-differencing to evaluate the sensitivity matrix

products needed by their method.

Unlike previous studies, the present one applies randomized TSVD methods, ad-

joint code and direct code at every TSVD-LM iteration to speed-up inversion. Further-

more, this is the first study on inversion of reservoir models to apply a randomized

method recently developed by Tropp et al. (2017b). As detailed in Section 5.4.2.3, the

method of Tropp et al. (2017b) enables solving all the adjoint problems in parallel and

concurrently with solving the direct problems. Section 5.4.2.5 presents new random-

ized TSVD variants based on subspace ideas proposed by Vogel & Wade (1993).

5.3 Truncated Levenberg-Marquardt

5.3.1 Model Updates

As mentioned above, forming (3.14) and solving it directly may be computationally

prohibitive. Following the work of Tavakoli & Reynolds (2010), transformed model pa-

rameters are found according to

m̃=L−1 [
m−mpr

]
. (5.4)

HereL= (R−1)1/2 is the square root matrix ofR−1. Tavakoli & Reynolds (2010) chose

R−1 as a prior covariance Γm and suggested using a Cholesky decomposition such

thatR−1 =LLT whereL is a lower triangular matrix. However, for a large number of

parameters creating and storing a Cholesky matrix L will be computationally expen-

sive. Alternatively, if the eigenvalues ofR−1 decay rapidly enough, the matrixL can be

approximated using a truncated eigen-decomposition of R−1. The truncated eigen-

decomposition or principal components can be found efficiently using randomized

methods (Dehdari & Deutsch 2012; Halko et al. 2011b; Halko et al. 2011a; Lee & Kitani-

dis 2014; Martinsson 2016; Saibaba & Kitanidis 2015) when R−1 times a thin matrix
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can be evaluated efficiently. When forming a prior covariance matrix is too expensive

then regularization can also be based on a low-rank matrix (R−1)1/2 generated by an

ensemble of models sampled from the prior (Shirangi 2014). The Cholesky approach

was used in the present study because the size of the inverse problem tested in Section

5.6 is small enough so that the Cholesky approach is feasible.

Here we will use the common assumption that the observation covariance matrix

is diagonal so it can be written as Γd = Γ1/2
d ΓT /2

d where Γ1/2
d is a diagonal matrix with

each diagonal element equal to the square root of the corresponding element of Γd.

Then using the transformed parameters (5.4) the objective function can be written as

(Shirangi 2011)

Φ(m̃) = [
Γ−1/2

d r(m̃)
]T [
Γ−1/2

d r(m̃)
]+µm̃T m̃ . (5.5)

For the transformed parameters the LM update equations are

[
LTSTΓ−1

d SL+µI +γD̃]
δm̃=−LTSTΓ−1

d r(m̃)−µm̃ , (5.6)

Choosing the LM damping matrix D̃ as the identity and introducing the dimension-

less sensitivity matrix SD = Γ−1/2
d SL (Tavakoli & Reynolds 2010; Zhang et al. 2002)

then (5.6) can be written as[
ST

DSD + (µ+γ)I
]
δm̃=−ST

DΓ
−1/2
d r(m̃)−µm̃ . (5.7)

The SVD factorization ofSD is

SD =UΛV T =
N∑

i=1
λiuiv

T
i , (5.8)

where N = min(Nd , Nm), the matrixU = [u1u2 . . .uN ] is orthogonal, the matrix V =
[v1v2 . . . vN ] is orthogonal and Λ = diag[λ1 ,λ2 , . . . ,λN ], with λ1 ≥ λ2 ≥ ·· · ≥ λN ≥ 0.

Here λi is the i th singular value while ui and vi are its corresponding left- and right-

singular vectors, respectively.

Truncating the SVD and retaining the singular triplets (λi ,ui ,vi ) for the p largest

singular values we can make the following rank-p approximation ofSD

SD ≈
p∑

i=1
λiuiv

T
i =UpΛpV

T
p . (5.9)

Using the TSVD (5.9), Tavakoli & Reynolds (2010) showed that an approximate solution

to (5.7) can be found by basing model updates on the principal right-singular vectors.

Tavakoli & Reynolds (2010) looked at the case with the regularization weight µ= 1. For
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the more general case with a variable regularization weight their update equations can

be written as

δm̃=
p∑

i=1
αivi , (5.10)

where

αi =− 1

µ+γ+λ2
i

[
µvT

i m̃+λiu
T
i Γ

−1/2
d r(m̃)

]
. (5.11)

The model update in the original parameter space is δm = Lδm̃. Though adaptive

adjustment of the regularization weight is a helpful option we do not consider it fur-

ther here and use a fixed µ. The LM damping factor γ and the number of retained

singular triplets are instead used as the primary means of regulating model updates at

each LM iteration (see following section).

To regularize the inverse problem further, we also prescribe upper and lower

bounds for the model parameters. This is especially helpful for geothermal problems

since extreme parameter values commonly result in slow model runs and may result

in run failure.

If the singular triplets are exact then (5.9) is the optimal rank-p approximation of

SD in terms of the spectral and Frobenius norms (Golub & Van Loan 2013). However,

for large problems, the computational cost of finding precise singular triplets is typi-

cally not worth the effort. Section 5.4 discusses methods for low-cost approximation

of the singular triplets ofSD.

5.3.2 The Levenberg-Marquardt Damping Factor

The LM damping factor γ controls whether the model updates are closer to steepest

descent (γ→∞) or a GN update (γ→ 0). It is usual to start off with a large value for γ

at early iterations for more globally robust steepest-descent-like updates and to grad-

ually reduce γ as the LM method proceeds to enjoy the faster asymptotic convergence

rate of the GN method.

The choice of γnot only controls the inversion procedure but also regularizes each

model update. Applying GN updates, or using small values of γ, can introduce un-

wanted inversion artefacts since it admits large contributions from the singular vec-

tors associated with small singular values, which introduce high-frequency compo-

nents to the model parameter updates.
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Gavalas et al. (1976) observed for history matching of a one-dimensional flow

model that using a larger LM damping factor resulted in spatially smoother poros-

ity and permeability values. Abacioglu et al. (2001) found that history matching two-

and three-dimensional reservoir models using the GN method (γ = 0) or an LM ap-

proach where γ is small early on could result in model roughness which was diffi-

cult to remove. Furthermore, they found that LM updates with small γ can result in

convergence to a large final objective function value (Abacioglu et al. 2001). To com-

bat these issues they recommended initializing with a large γ; they also tried using

an adjustable regularization weight µ with the aim of keeping the contribution of the

model mismatch term similar to the observation mismatch. Similarly, Gao & Reynolds

(2006) found when applying a limited memory BFGS method to history matching that

adaptively re-weighting the observation mismatch term can prevent bad observation

matches because of model over adjustment at early iterations. Li et al. (2003) com-

pared the GN method against the LM method for history matching a two-dimensional

reservoir. Their results showed that the GN method resulted in a poorer match and a

rougher permeability distribution than the LM approach, despite the GN method us-

ing twice as many iterations.

Reducing the number of right-singular vectors used for the model updates in

(5.10), by truncating away the singular vectors associated with small singular values,

can also help to regularize the inverse problem. Applying a TSVD-GN method may,

therefore, avoid some of the pitfalls of full GN updates. With this in mind, Shirangi &

Emerick (2016) compared LM and GN variants of their SVD-EnRML approach for find-

ing reservoir models conditioned on production history data. Though the GN variant

of SVD-EnRML can be improved by appropriate truncation, Shirangi & Emerick (2016)

concluded that the inclusion of γmakes the LM approach more robust to the number

of singular triplets that are used. This makes TSVD-LM preferable to TSVD-GN since

the strategy for determining the number of retained singular triplets requires input

from the modeller, which is likely to result in suboptimal truncation.

The above discussion suggests that the LM approach is likely to result in bet-

ter matches to observations than the GN approach. Furthermore, the LM approach

should generally result in models which honour prior knowledge more closely. There-

fore, we conclude that including the damping factor γ makes the LM approach more

robust than and preferable to the GN approach for inverting reservoir models. The

TSVD-LM method is therefore adopted here instead of using a TSVD-GN method.

The LM damping parameter γ can be chosen to have a large value at early itera-

tions and gradually reduced at subsequent iterations to improve the model resolution.
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Algorithm 1 TSVD Levenberg-Marquardt

INPUT: Initial parameter guessmpr ∈RNm , i termax and εm .
RETURNS: Model parametersm.

1: m=mpr; converged = False; i ter = 1; γ= 106.
2: Evaluate r(m) by running a nonlinear simulation.
3: Estimate a TSVD ofSD(m).
4: m̃=L−1

[
m−mpr

]
.

5: while (not converged) and (i ter ≤ i termax) do
6: Find model update δm̃ using Equation (5.10).
7: mtemp =m+Lδm̃.
8: Truncatemtemp to be within the parameter bounds.
9: if (

∥∥mtemp −m
∥∥≤ εm[‖m‖+εm] ) then

10: converged = True.
11: else
12: Evaluate r(mtemp) by running a nonlinear simulation.
13: m̃temp =L−1

[
mtemp −mpr

]
.

14: if (Φ(mtemp) <Φ(m)) then
15: i ter = i ter +1;m=mtemp; m̃= m̃temp.
16: γ= γ/10.
17: Estimate a TSVD ofSD(m).
18: else
19: γ= max(10γ,100).

Algorithm 1 outlines the TSVD-LM method used here. It is based on the same sequen-

tial way of varying γ as Shirangi (2014) and Shirangi & Emerick (2016). If a candidate

model update mtemp =m+δm results in a lower value for the objective function,

then we set m =mtemp and move to the next iteration with γ = γ/10. Otherwise the

damping factor is increased according to γ= max(10γ,100). The factor is increased to

at least 100 when a model update fails, in an attempt to reduce the number of forward

simulations, since a small value of γ will not have much of an impact on the denomi-

nator in (5.11). A good initial γ is problem specific and selecting a damping factor that

is too large can lead to slow convergence. Here we use an initial γ = 106 as suggested

by Shirangi (2014) and Shirangi & Emerick (2016).

The sequential method adopted here for varying γ was chosen for its simplicity.

However, because it is sequential, this approach can result in slow progress if the pro-

posed LM damping factors lead to multiple unsuccessful model updates or small re-

ductions in the objective function. Another approach, not used here, is to find simul-

taneously, in parallel, model updates and corresponding model outputs for multiple

damping factors (Doherty 2016; Lin et al. 2016) which may reduce computational time

and improve convergence performance. The TSVD-LM method, like the method pro-
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posed by Lin et al. (2016), is well suited to this parallel approach since no additional

adjoint or direct solves are needed when γ is varied during an LM iteration. However,

straightforward CG or LSQR implementations result in additional adjoint and direct

solves for every γ.

5.4 TSVD of the Dimensionless Sensitivity Matrix

5.4.1 Truncated SVD Using Lanczos Method

For finding the TSVD of SD Shirangi (2014), Shirangi & Emerick (2016), Tavakoli &

Reynolds (2010), and Tavakoli & Reynolds (2011) applied Lanczos iteration (Golub &

Van Loan 2013; Vogel & Wade 1994). Algorithm 2 outlines a basic Lanczos algorithm

based on the one given by Vogel & Wade (1994) for finding a TSVD of a matrix. Vogel &

Wade (1994) applied Lanczos iteration to find an approximate solution to an example

linear inverse problem.

The main cost involved in finding the TSVD of SD using the Lanczos approach is

from the matrix-vector multiplications in lines 2, 6 and 9 of Algorithm 2. For evaluating

SDq
j we begin by finding q̃ =Lq j followed by evaluating q̂ =Sq̃, which can be found

efficiently using the direct method. Finally,SDq
j =Γ−1/2

d q̂. When calculatingST
Dp

j we

first find p̃=Γ−T /2
d p j followed by p̂=ST p̃, which is found efficiently using the adjoint

method, and thenST
Dp

j =LT p̂. The adjoint and direct methods for findingST andS

times vectors are outlined in Sections 3.6.2 and 3.6.3.

To approximate the first p singular triplets of SD the Lanczos procedure can be

halted when the number of Lanczos iterations j exceeds or equals p and

|λ j+1
i −λ j

i |
λ

j+1
i

≤ εsv , for i = 1,2, . . . , p (5.12)

(Vogel & Wade 1994). To achieve the desired precision (5.12) requires p +n Lanczos

iterations. Tavakoli & Reynolds (2010) and Shirangi (2011) reported that n varied be-

tween 3 and 8 when using εsv = 10−6 or 10−5 for their problems. The Lanczos proce-

dure requires a series of p+n+1 direct and p+n adjoint solves, which becomes costly

when retaining a large number of singular triplets.

For reducing the computational cost of the TSVD method Tavakoli & Reynolds

(2010) suggested using a small number of singular triplets p at early iterations and

gradually increasing p as the inversion proceeds. This can, for instance, be achieved

by increasing p between LM iterations by some fixed integer. Algorithm 2 is presented

for this case where p can be given as input.



TSVD of the Dimensionless Sensitivity Matrix 151

Algorithm 2 Lanczos method for TSVD

INPUT: MatrixA ∈Rnr ×nc , integer p > 0 and convergence tolerance εsv.
RETURNS: Approximate rank-p SVD,UpΛpV

T
p , ofA.

1: Generate unit vector q1 ∈Rnc .
2: Compute y =Aq1 ; α1 = ‖y‖ ; p1 =y/α1.
3: DefineQ j = [

q1, . . . ,q j
]

andP j = [
p1, . . . ,p j

]
.

4: Set j = 1 , converged = False and λ j
i = 0, for i = 1, 2, . . . , p.

5: while (not converged) do
6: w =ATp j −α jq

j .

7: Reorthogonalize:w =w−Q j
([
Q j

]T
w

)
.

8: β j = ‖w‖; q j+1 =w/β j .
9: y =Aq j+1 −β jp

j .

10: Reorthogonalize: y =y−P j
([
P j

]T
y

)
.

11: α j+1 = ‖y‖; p j+1 =y/α j+1.

12: Define the bidiagonal matrix T̃ j+1 =


α1 β1

α2
. . .
. . . β j

α j+1

.

13: if ( j ≥ p) then
14: Evaluate the SVD of T̃ j+1 = ŨΛ j+1Ṽ

T and truncate.
15: if (Equation (5.12) holds) then
16: converged = True.

17: j = j +1.

18: Up =P j Ũp and Vp =Q j Ṽp .

Another approach introduced by Tavakoli & Reynolds (2010) and subsequently

used by Shirangi (2014), Shirangi & Emerick (2016), and Tavakoli & Reynolds (2011)

is to truncate based on the ratio of the largest singular value to the retained singular

values. Then the truncation p can be chosen as the smallest value such that

λp

λ1
≤ sv-cut (5.13)

(Shirangi 2014; Shirangi & Emerick 2016; Tavakoli & Reynolds 2011) and sv-cut can be

gradually decreased between LM iterations to include more singular triplets.

As p is increased and γ is lowered during the inversion, higher frequency com-

ponents are gradually allowed greater influence on model updates to introduce finer

spatial details in the model which may be required for a good match to observations.

The results of Shirangi (2014), Shirangi & Emerick (2016), Tavakoli & Reynolds (2010),
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and Tavakoli & Reynolds (2011) indicate that regulating the retained number of singu-

lar triplets by lowering sv-cut is a sound procedure.

Truncation control using sv-cut is convenient when using the Lanczos method

since approximate singular values can be evaluated at every Lanczos iteration. A check

can then be made at each Lanczos iteration to see whether (5.13) and (5.12) are ful-

filled. However, the sv-cut approach is not used for the randomized TSVD methods

because the randomized methods considered in the present study are non-iterative.

Instead, when using randomized methods, we gradually increase the number of re-

tained singular triplets p by a fixed value between LM iterations. The suitability of this

strategy is investigated in Section 5.6.3 by comparing it with the sv-cut approach.

5.4.2 Randomized TSVD Methods

5.4.2.1 Randomized Alternatives

A drawback of the Lanczos approach is that it necessitates at least p computationally

expensive iterations. Each iteration requires one direct solve and one adjoint solve.

Evaluating the TSVD of SD by this serial Lanczos approach is therefore very time-

consuming. Randomized methods are a promising alternative for estimating the rank-

p approximation of SD since they are parallelizable. Variants of the randomized ap-

proach are discussed below.

5.4.2.2 Randomized 2-View Method

Algorithm 3 provides an elementary randomized method for evaluating an approxi-

mate TSVD of a matrix (Halko et al. 2011a; Martinsson 2016). Some sources call this

algorithm the basic randomized SVD algorithm (Gu 2015; Martinsson 2016). Here the

algorithm is called the randomized 2-view method since it only requires viewing or ac-

cessing the matrix of interest twice, once when forming the sample matrixYc in line 2

and a second time for creating the small matrixBT in line 4.

The first three steps in Algorithm 3 find an approximate range of the matrix A

by finding the action of A on a random sampling matrix. Here the elements of the

random sampling matrix are drawn from a standard Gaussian distribution, though

other choices can be made (Halko et al. 2011a; Li et al. 2017; Tropp et al. 2017b). The

oversampling parameter l determines the number of extra columns for the random

matrix. The robustness of the method improves as l is increased. Here we use l = 10

as it often works well (Martinsson 2016).
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Algorithm 3 Randomized 2-view method for TSVD

INPUT: MatrixA ∈Rnr ×nc (nr ≥ nc ), integers p > 0 and l ≥ 0.
RETURNS: Approximate rank-p SVD,UpΛpV

T
p , ofA.

1: Generate a Gaussian random matrixΩr ∈Rnc×(p+l ).
2: Form the matrix Yc =AΩr . . Yc ∈Rnr ×(p+l )

3: Find an orthonormal matrixQc ∈Rnr ×(p+l ), using QR factorization, such thatYc =
QcRc .

4: Evaluate the matrixBT =ATQc . .B ∈R(p+l )×nc

5: Calculate the SVD of the relatively small matrixBT =Vp+lΛp+l Û
T
p+l and truncate.

6: Form the matrixUp =QcÛp .

Algorithm 3 can be applied toSD or its transpose, depending on the dimensions of

SD, to estimate the TSVD. For reservoir simulations the main computational expense

is from steps 2 and 4 which require evaluating SD and ST
D times thin matrices. The

2-view method requires the action of SD and ST
D on the columns of the matrices Ωr

orQc . These matrix products can be found using p + l direct solves and p + l adjoint

solves.

The total number of adjoint and direct solves is nearly the same as the Lanczos

approach when l = n. However, unlike for the Lanczos method, the p + l direct solves

are independent of each other, and likewise for the p + l adjoint solves. This produces

the possibility of greatly speeding up the low-rank approximation of SD by solving

all the p + l direct problems simultaneously in parallel and similarly for the adjoint

problems.

Evaluating SD times a matrix H with p + l columns proceeds similarly to eval-

uating SD times a vector. Here we first evaluate H̃ = LH and then evaluate SH̃ ,

which can be found using the direct method (see Section 3.6.2), and then SDH =
Γ−1/2

d

[
SH̃

]
. Here most of the computational savings are related to the evaluation of

matrix-matrix products SH . Nevertheless, extra savings are made since L and Γ−1/2
d

acting upon matrices with p + l columns can be evaluated more efficiently than those

matrices L and Γ−1/2
d multiplied with more than p vectors individually in sequence

when using Lanczos iteration.

Evaluating ST
DH = LT

[
ST

(
Γ−T /2

d H
)]

, where H is a matrix with p + l columns,

proceeds similarly to findingST
D times a vector withST timesΓ−T /2

d H evaluated using

the adjoint method (see Section 3.6.3). As shown in Sections 3.6.2 and 3.6.3, S times

an Nm × (p + l ) matrix and ST times an Nd × (p + l ) matrix lead to linear problems

with p+l right-hand sides at every time-level of the direct or adjoint methods. We can
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take advantage of this structure and use linear solvers designed for efficient solution

of linear problems with multiple right-hand sides.

Computational time can be reduced by applying parallel solvers to solve (3.69)–

(3.71) and (3.74)–(3.76). Another option for smaller problems, where an LU factoriza-

tion is possible, is to reduce the cost of solving each right-hand side by applying di-

rect linear solvers and re-using LU factors. Further benefits are that the information

contained in the matrices Ak , Gk and Ck (see Sections 3.5.4, 3.6.2 and 3.6.3) is only

required once for each time-level when finding SH with the direct method and like-

wise when findingSTH with the adjoint method. This is unlike the Lanczos approach

which requires regeneratingAk ,Gk andCk or their actions on vectors over 2p times

for every time-level.

For the problems we have tested, steps 2 and 4 in Algorithm 3 are by far the most

computationally expensive since they are related to the expensive reservoir simula-

tion. The cost of generating the random Gaussian matrix, the orthonormalization and

taking the full SVD of the matrixBT was negligible in comparison. However, for very

large problems taking the full SVD of BT can become costly. Voronin & Martinsson

(2015) suggested improvements to the basic 2-view method for this situation.

Randomized methods work especially well for low-rank approximation of matri-

ces which have rapidly decaying singular spectra. Sensitivity matrices of many inverse

problems correspond to this situation since the problems are commonly ill-posed

(Bui-Thanh et al. 2012; Vogel & Wade 1993). For cases where the singular spectrum de-

cays slowly the accuracy of randomized methods can be improved by increasing the

oversampling parameter l . If that fails for reasonably small l , then power or subspace

iteration can for example be applied to improve the randomized approximation of the

range of SD or ST
D (Halko et al. 2011a; Martinsson 2016). However, the application of

standard power/subspace iteration methods involves accessingSD more often (twice

for every power/subspace iteration), which negates some of the possible computa-

tional savings that can be made by applying randomized methods. Power iteration or

other ways of making randomized methods more robust by increasing the number

of matrix views are not considered in this chapter. However, Chapter 6 presents an

improved and generalized randomized subspace iteration algorithm and discusses its

use for inversion.

5.4.2.3 Randomized 1-View Method

When applying the 2-view method, the adjoint simulations cannot be run at the same

time as the direct simulations. This is because the randomized 2-view method requires
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accessing the matrix of interest twice. Randomized 1-view algorithms have been de-

veloped which aim to speed up low-rank approximation of large matrices by only us-

ing one matrix access (Halko et al. 2011a; Martinsson 2016; Tropp et al. 2017b; Woolfe

et al. 2008).

Here we use the 1-view approach proposed by Tropp et al. (2017b). Algorithm 4

presents a 1-view randomized method for estimating a TSVD based on the work of

Tropp et al. (2017b). Lines 1 to 3 are from the randomized sketch Algorithm 1 in Tropp

et al. (2017b). Lines 4 to 6 are from Algorithm 4 in Tropp et al. (2017b). The last steps

are taken from Equation (6.3) in Tropp et al. (2017b). The building blocks of the 1-view

method are very similar to those of the 2-view method.

Applying the 1-view Algorithm 4 to estimating a rank-p SVD of SD requires the

same number of adjoint and direct solves as the 2-view method if the oversampling

parameters are chosen as l2 = l1 = l (not advised). However, unlike the 2-view ap-

proach, the adjoint solves can be run at the same time as the direct ones (see line 3 in

Algorithm 4 and Figure 5.1).

By using a 1-view method, assuming no communication overhead and ideal par-

allelizability we can in theory attain similar computational speed per iteration as the

BFGS method, which uses one adjoint solve to evaluate the gradient, while at the same

time maintaining a convergence rate similar to standard LM. The drawback of a faster

SVD approximation afforded by the 1-view method is, however, that it is less accurate

than the 2-view approach due to the additional approximations that are made to allow

for a single access approach (Tropp et al. 2017b).

Algorithm 4 Randomized 1-view method for TSVD

INPUT: MatrixA ∈Rnr ×nc (nr ≥ nc ), integers p > 0 and l2 ≥ l1 ≥ 0.
RETURNS: Approximate rank-p SVD,UpΛpV

T
p , ofA.

1: Generate Gaussian random matricesΩr ∈Rnc×(p+l1) andΩc ∈Rnr ×(p+l2).
2: Optional orthogonalization:Ωr = orth(Ωr ) andΩc = orth(Ωc ).
3: Form the matrices Yc =AΩr and Yr =ATΩc . . Yc ∈Rnr ×(p+l1) , Yr ∈Rnc×(p+l2)

4: Find an orthonormal matrixQc ∈Rnr ×(p+l1), using QR factorization, such thatYc =
QcRc .

5: Using QR factorization find matrices Q̂ ∈ R(p+l2)×(p+l1) and R̂ ∈ R(p+l1)×(p+l1) such
thatΩT

c Qc = Q̂R̂.
6: FindX ∈R(p+l1)×nc such that R̂X = Q̂TY T

r orX = R̂−1Q̂TY T
r .

7: Calculate the SVD of the relatively small matrix X = Ûp+l1Λp+l1V
T

p+l1
and trun-

cate.
8: Form the matrixUp =QcÛp .
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Note that choosing l2 = l1 is not advised as Algorithm 4 is especially fragile for this

choice (Tropp et al. 2017b). Here we chose l1 = l = 10, for a simpler comparison with

the 2-view method, and l2 = 20, for robustness. However, for future implementations

we may consider varying l1 and l2 adaptively based on suggestions and theoretical

considerations given in Tropp et al. (2017b). Section 6.5 in Chapter 6 discusses im-

provements to Algorithm 4 and adaptive methods for selecting the oversampling fac-

tors l1 and l2. However, in the present chapter we use the simple approach described

above.

5.4.2.4 Subspace Iteration Method of Vogel and Wade

Vogel & Wade (1994) presented a block-based subspace iteration method, which has

very similar attributes to the randomized 2-view method, for evaluating a TSVD of

a matrix (see Algorithm 16 in Appendix C). They presented the subspace iteration

method as an alternative to the Lanczos approach for TSVD-based inversion.

The subspace algorithm proposed by Vogel & Wade (1994) is an adaptation of sub-

space methods used for eigen-decomposition. Their subspace algorithm, like the ran-

domized TSVD methods, involves computing the action of an input matrix and its

transpose with thin matrices. Vogel & Wade (1994) recognized that this block charac-

teristic of the subspace iteration method can be advantageous for truncated inversion

using parallel architectures. Their subspace algorithm includes iteration to improve

TSVD estimates. Appendix C elaborates on the similarities between the subspace iter-

ation method of Vogel & Wade (1994) and recently developed randomized methods.

There it is shown that a modern randomized TSVD method can be obtained by making

minor changes to the subspace iteration method of Vogel & Wade (1994).

Like the randomized TSVD methods presented above, Vogel & Wade (1994) used

randomized matrices to initialize the subspace iteration method for their test prob-

lems. Randomized matrices have good theoretical properties and work well in prac-

tice (Halko et al. 2011a; Tropp et al. 2017b). But some other initialization matrix can

also be chosen if there is a reason to believe that the subspace spanned by its column

vectors aligns well with the principal right-singular vectors of the target matrix whose

TSVD is sought.

The initialization matrix can, for instance, be generated by re-using the subspace

spanned by the approximate right-singular vectors of a matrix closely related to the

target one (Vogel & Wade 1994). Vogel & Wade (1993) and Vogel & Wade (1994) sug-

gested that subspace re-use may be applicable when seeking TSVD approximations of

the sequence of sensitivity matrices which arise during LM iteration.
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Vogel & Wade (1993) found that subspace re-use can be beneficial for inversion us-

ing a truncated LM method. Vogel & Wade (1993) reported finding LM updates based

on a truncated eigen-decomposition of the GN normal matrix found using subspace

iteration. They reported that one subspace iteration was often enough when using the

approximate eigen-decomposition from the previous LM iteration to initialize their

subspace method for the following LM iteration.

The subspace iteration method as presented by Vogel & Wade (1994) requires at

least one more matrix access than the 2-view Algorithm 3. The subspace iteration

method is therefore not applied in this chapter. However, partly based on the sub-

space method of Vogel & Wade (1994) we later present a more flexible and general

subspace iteration algorithm in Section 6.4 of Chapter 6. Furthermore, motivated by

the subspace ideas presented in Vogel & Wade (1993) and Vogel & Wade (1994) the

next section looks at re-using the subspaces spanned by the right- and left-singular

vectors estimated at previous LM iterations to improve the TSVD-LM approach when

applying the 1-view and 2-view approaches.

5.4.2.5 Subspace Re-use

Subspace ideas can be used to improve low-rank matrix approximations using

randomized methods. Gu (2015), for instance, proposed an improved randomized

method for low-rank SVD approximation which uses the subspace framework (see

Algorithm 8.1 in Gu (2015)). The first stage of his algorithm finds a low-rank SVD of

the input matrix using a randomized 2-view method. The second stage of the algo-

rithm uses the subspace spanned by the approximate right-singular vectors, found at

the first stage, to initialize a power or subspace iteration method which outputs an

improved low-rank approximation.

Another simpler way of improving the TSVD approximation is to use the 2-view

method again at the second stage instead of the power/subspace iteration. This type

of subspace re-use can likewise improve low-rank matrix approximations when using

the 1-view method. This suggests that a subspace re-use scheme like that used by Vo-

gel & Wade (1993) might also be reasonable when running the TSVD-LM method with

the 1-view or 2-view approaches. That is using the singular vectors from a previous

LM iteration to initialize the 2-view or 1-view methods at the following LM iteration.

Re-using the subspace spanned by the singular vectors from the previous LM iter-

ation may work well if the sensitivity matrix does not change much between iterations.

This may be the case for problems that are close to linear or at late LM iterations where

the model parameter updates are small.
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The results presented by Tavakoli & Reynolds (2010), Shirangi (2011), and Shirangi

(2014) indicate that the singular spectrum of SD is reasonably stable during their in-

version runs, especially at late LM iterations. We therefore speculate that the random-

ized methods with subspace re-use may work well for inversion of some reservoir

problems. This approach may, however, prove to be ineffective for geothermal prob-

lems which are usually very nonlinear. Furthermore, subspaces from a previous LM

iteration may be a bad choice for "large" model updates. Nevertheless, use of appro-

priate randomized oversampling may prevent failure of the subspace approach.

Based on these ideas, we developed versions of Algorithms 3 and 4 that apply sub-

space re-use. These variants are considered in an attempt to improve the basic ran-

domized methods. The cost of the re-use variants remains nearly the same as the orig-

inal algorithms when used within the TSVD-LM scheme. The only modifications have

to do with the sampling matricesΩr andΩc .

Running the TSVD-LM method using the randomized 2-view method with sub-

space re-use applies Algorithm 3 as is at the first LM iteration. For subsequent LM it-

erations the first pprev columns ofΩr are given by the pprev approximate right-singular

vectors ofSD retained at the previous iteration, when the 2-view method is applied to

SD. That is

Ωr =
[
v1 . . . vpprev ω1 . . . ωl+p−pprev

]
, (5.14)

where ωi denotes a random column vector. However, when applying the 2-view

method to ST
D , the first pprev columns of Ωr are determined by the retained left-

singular vectors of SD from the previous iteration. Subspace re-use may therefore re-

duce the number of random vectorsωi generated at a LM iteration, which is a possible

benefit.

The randomized 1-view method using subspace re-use treatsΩr in the same way

as outlined for the 2-view method with subspace re-use andΩc is treated in the same

way as the case ofΩr applied to the input matrixA transposed.

The following sections compare the performance of the TSVD-LM method using

the standard Lanczos approach with TSVD-LM run using the 1-view and 2-view meth-

ods, with and without subspace re-use.
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5.5 Description of Computational Experiments

5.5.1 Comparison of TSVD Methods

The following computational experiments were carried out to demonstrate the appli-

cability of the proposed randomized TSVD-LM methods. The study looks at compar-

ing: (i) methods used to control the number of retained singular values p (increasing

p linearly or varying sv-cut), (ii) the computational efficiency and convergence char-

acteristics of inversions using randomized methods against Lanczos based inversions,

(iii) the robustness of the 1-view and 2-view methods, and (iv) randomized methods

with and without subspace re-use.

Item (i) is of interest since the randomized implementations increase the trun-

cation level p linearly between LM iterations unlike the Lanczos methods tested by

Shirangi (2014), Shirangi & Emerick (2016), Tavakoli & Reynolds (2010), and Tavakoli

& Reynolds (2011), which used the sv-cut approach. The suitability of the linear trun-

cation approach is investigated in Section 5.6.3 by comparing TSVD-LM inversions

using the Lanczos method with linear and sv-cut controlled truncation. Items (ii)-(iv)

are addressed in Section 5.6.4 by comparing inversion results applying the standard

Lanczos approach against the four randomized methods under consideration.

Table 5.1 lists the attributes of the six TSVD methods compared in this study.

The computational cost of each method is determined by the desired rank p and the

amount of oversampling (n, l , or l1 and l2), which determine the number of adjoint

and direct solves. However, the relative computational speed of the methods cannot

be determined based solely on the number of adjoint and direct solves, because the

methods allow different levels of parallelizability. The last column in Table 5.1 gives

the number of adjoint and direct solves needed by each TSVD method, while also in-

Table 5.1: The six TSVD approaches applied in this study. The terms within the square
brackets denote the number of adjoint and/or direct solves that can be run simulta-
neously in parallel.

Method Subspace Algorithm Truncation Oversampling Adjoint and
Re-use Control Parameter Direct Solves

Lanczos No 2 Linear εsv = 10−5 or 10−1 2p +2n +1
No 2 sv-cut εsv = 10−5 2p +2n +1

2-view No 3 Linear l = 10 2[p + l ]∥
Yes 3a Linear l = 10 2[p + l ]∥

1-view No 4 Linear l1 = 10, l2 = 20 [2p + l1 + l2]∥
Yes 4a Linear l1 = 10, l2 = 20 [2p + l1 + l2]∥

aWith subspace modifications (see end of Section 5.4.2.5).
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dicating which solves can be run in parallel. Running a randomized method with or

without subspace re-use requires the same number of adjoint and direct solves (when

using the same oversampling), but the randomized sampling matrices are different.

Later in Section 5.6.5 we compare the TSVD-LM methods with using a CG method for

estimating the LM update.

Computational experiments were performed using the two-dimensional synthetic

high enthalpy pure water reservoir model discussed previously in Section 4.5. Reser-

voir simulations were run using AUTOUGH2 (Yeh et al. 2012), The University of Auck-

land’s version of TOUGH2 (Pruess 2004; Pruess et al. 1999). The methods described

in this work were implemented using Python scripts and experiments were run on a

3.40 GHz Intel i7-4770 CPU with 16 GB RAM and 4 cores. The Numba JIT compiler was

used to speed up parts of the Python code (Lam et al. 2015).

5.5.2 Synthetic Truth Model and Data

Again we use the two-dimensional synthetic vertical slice model described in Section

4.5 as the true model. Here we will look at the task of estimating the permeabilities in

every block of the numerical model based on natural-state and production observa-

tions. The true formation permeabilities are as before shown in Figure 4.20. Observa-

tion wells and the natural-state temperature distribution are depicted in Figure 4.32.

Synthetic observations were generated again as described in Section 4.5. This gave

a total of Nd = 207 observations, which is rather small compared to the number ex-

pected for a real geothermal reservoir, but suffices for comparing the randomized

methods against the Lanczos approach. For the natural-state simulations we used the

AUTOUGH2 default convergence tolerances of ε1 = 10−5 and ε2 = 10−5. However, for

the production simulations we used ε1 = 10−8 and ε2 = 10−5.

5.5.3 Inversion Setup

The synthetic observations were used for inverting the log-transformed horizon-

tal and vertical permeabilities of every model block, apart from the top boundary

blocks, using variants of the TSVD approaches (see Table 5.1). Inversions, there-

fore, included 16,000 parameters. The vector of adjustable parameters was m =
[logkx,1 , . . . , logkx,Nm /2 , logkz,1 , . . . , logkz,Nm /2], where logkz,i and logkx,i are the

base-ten logarithms of the vertical and horizontal permeabilities, respectively, for the

i th adjustable model block. Permeabilities were allowed to vary between 10−16 and

10−13 m2. All inversions began with all adjustable parameters set equal tompr =−14.
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The inversions used a regularization scheme similar to that used by Shirangi

(2011) for investigating the use of the TSVD-LM method of Tavakoli & Reynolds (2010)

for non-Gaussian parameter fields. The regularization scheme used here was designed

to give preference to models with spatially smooth permeability values, and locally

similar horizontal and vertical permeabilities. The regularization matrix is chosen

here asR=V TV where

V =


Lkx

Lkz

Lkx kz

10−3I

 . (5.15)

HereLkx = [L1 0] andLkz = [0L1] induce spatial smoothing, whereL1 ∈RNconadj×Nm /2

is a discrete representation of the first derivative operator and Nconadj is the number

of connections between adjustable model blocks. For connection number c connect-

ing blocks i and j we have [L1]c,i = 1 and [L1]c, j = −1, all other elements of L1 are

zero.Lkx kz ∈RNm /2×Nm is a sparse matrix with [Lkx kz ]i ,i = 1 and [Lkx kz ]i ,(i+Nm /2) =−1,

which suggests that the horizontal and vertical permeabilities should be similar. The

identity term in (5.15) is included to ensure thatR is positive definite so we can apply

Cholesky factorization. Apart from the identity term in V this is the same type of reg-

ularization Jacobian as was used for the inverse problem in Section 4.4.4, where Lkx

andLkz are discretized first derivative operators used for an L2 smoothing regulariza-

tion term like (3.6). The matrix L is defined such thatR−1 =LLT , however, to avoid

invertingR we find the Cholesky factorization ofR=L−TL−1 and storeL−1 instead

ofL.

Assuming no modelling errors apart from those introduced by the observation

noise, then sensible models can be expected to result in observation mismatch terms

with (Oliver et al. 2008; Tarantola 2005)

105 = Nd −5
√

2Nd ≤Φd(m) ≤ Nd +5
√

2Nd = 309 (5.16)

with the expectation value of Φd(m) = Nd . Introducing the normalized observation

mismatchΦN(m) =Φd(m)/Nd , (5.16) can be written as

0.5 = 1−5
√

2/Nd ≤ΦN(m) ≤ 1+5
√

2/Nd = 1.5 . (5.17)

Experiments showed that a regularization weight µ= 2.5 usually resulted in Φd(m) ≈
Nd for the present problem. To simplify the comparison of the various TSVD-LM

methods, all results presented here used a fixed regularization weight µ= 2.5.



162 A Randomized Truncated SVD Levenberg-Marquardt Approach

5.6 Results of Computational Experiments

5.6.1 Considerations

The TSVD-LM method was used to solve the inverse problem described in the previ-

ous section. Inversions were run using the Lanczos method as well as the randomized

1-view and 2-view methods. All methods used the direct linear solver SuperLU to solve

the adjoint and direct equations to estimate the TSVD ofSD. To compare the methods,

inversions were halted after 30 LM iterations, unless stated otherwise.

5.6.2 Singular Spectrum of Dimensionless Sensitivity Matrix

Figure 5.2 shows for the initial parameter guess the actual singular spectrum of SD

(found by forming the full matrixSD using the adjoint method) and estimates of the 50

largest singular values using the Lanczos (εsv = 10−5), the 1-view (l1 = 10 and l2 = 20),

and the 2-view (l = 10) methods. As expected the results show that the 1-view method

is less accurate than the 2-view method. The singular spectrum shows an initial rapid

decay of singular values but flattens out for smaller singular indices. The relative flat-

ness of the spectrum results in inaccurate estimates of the small singular values using

the randomized methods. The Lanczos method is a lot more accurate than the ran-

domized methods.

0 50 100 150 200
Singular Value Index, i

10 6

10 4

10 2

100

102

104

S
in

g
u
la

r 
V

a
lu

e
, 
λ

i

(a)

0 10 20 30 40 50
Singular Value Index, i

100

101

102

103

104

105

S
in

g
u
la

r 
V

a
lu

e
, 
λ

i

(b)

0 10 20 30 40 50
Singular Value Index, i

10 10

10 8

10 6

10 4

10 2

100

102

S
in

g
u
la

r 
V

a
lu

e
 E

rr
o
r 

[%
]

(c)

Figure 5.2: For initial parameters and truncation p = 50: (a) full singular spectrum, (b)
50 largest singular values, and (c) estimation errors. (Solid blue line) Actual singular
values, (black squares) values using Lanczos iteration (εsv = 10−5), (blue circles) values
using 2-view method, and (red triangles) values using 1-view method.
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5.6.3 Truncation Control

5.6.3.1 Linearly Adjusted Truncation Compared with sv-cut Approach

Inversion was initially performed using the Lanczos method, with a convergence tol-

erance εsv = 10−5. The computational cost was reduced by gradually increasing the

number of retained singular values p between successive LM iterations, increasing p

linearly or controlling p using sv-cut.

The linear approach used p = 1 at the first LM iteration and increased p by two

between LM iterations. Like Shirangi (2014) and Shirangi & Emerick (2016) the sv-cut

approach used sv-cut = 0.5 for the first LM iteration and sv-cut was halved between

LM iterations. In all cases p was not allowed to exceed 50, which is a similar maximum

value to that used by Shirangi (2014) and Shirangi & Emerick (2016).

Figures 5.3(a) and 5.3(b) compare the convergence performance of the linear trun-

cation and sv-cut approaches in terms of the normalized observation mismatch and

the model mismatch. The linear approach resulted in a final observation mismatch
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Figure 5.3: (a) Normalized observation mismatch and (b) model mismatch using
TSVD-LM with Lanczos iteration. (Black squares) Truncation p increased linearly by
two between LM iterations (εsv = 10−5), (blue circles) truncation p increased linearly
by two between LM iterations (εsv = 10−1), and (red triangles) truncation adjusted us-
ing sv-cut (εsv = 10−5). (c, d) Show the same as (a, b) but with p increased by five
between LM iterations for the linear increase approach.
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Figure 5.4: (a) (Solid blue line) Number of retained singular values p increased lin-
early by two between LM iterations and (red triangles) number of singular values
when using sv-cut. (b) Number of Lanczos iterations in excess of the truncation p.
(Black squares) p increased linearly (εsv = 10−5), (blue circles) p increased linearly
(εsv = 10−1), and (red triangles) p adjusted with sv-cut (εsv = 10−5).

Φd = 210 and the sv-cut approach resulted in a slightly worse match with Φd = 230.

Both matches comply with the bounds given in (5.16). The results in Figure 5.3(b)

show that the sv-cut approach resulted in a rougher model with a larger model mis-

match term.

Figure 5.4(a) depicts the number of retained singular values p for the two Lanczos

inversion approaches. The sv-cut approach resulted in a near step-like increase of p.

The initial slow increase of p resulted in an initially slow decrease of the observation

mismatch (see Figure 5.3(a)). The rapid increase in p midway through the inversion

resulted in a sudden rapid decrease in the objective function. The rapid increase in p

when applying the sv-cut method is because of the gradual flattening of the singular

spectrum. This rapid increase in the number of retained singular values may have

contributed to the increased model roughness found using the sv-cut approach.

The objective function can be lowered more rapidly when using the linear trunca-

tion control method by increasing p by a larger value between LM iterations. This can

be seen in the results shown in Figures 5.3(c) and 5.3(d), obtained by increasing p by

five between LM iterations. The inversion was limited to 25 LM iterations. Again, the

rapid increase in the number of singular values resulted in a rougher model.

When experimenting with the TSVD-LM method, we generally found that slower

increases in the number of retained singular values p and slower decreases of the LM

damping factor γ helps to reduce model roughness (see Figure 5.6), which is consis-

tent with the discussion in Section 5.3.2.
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The above results and discussion indicate that the linear truncation control ap-

proach is just as effective as the sv-cut approach. Therefore, it appears to be just as

effective to use the linear truncation approach rather than sv-cut when applying the

randomized TSVD-LM methods to the present problem.

5.6.3.2 Reducing Cost by Increasing the Lanczos Convergence Tolerance

For this problem, we found that using a low Lanczos convergence tolerance εsv re-

sulted in a large number of excess Lanczos iterations n. Figure 5.4(b) shows that at

initial iterations when p was small the number of excess iterations was below 10 which

agrees with values reported by Tavakoli & Reynolds (2010) and Shirangi (2011). How-

ever, at late iterations the excess Lanczos iterations could be more than 20, slowing

the inversion down.

We found that a more forgiving convergence tolerance of εsv = 10−1 substantially

reduced the number of excess iterations (see Figure 5.4(b)) and, therefore, also the

computational burden. The larger tolerance did not degrade the performance of the

inversion process as shown in Figure 5.3. When using εsv = 10−1 the number of ex-

cess iterations were consistent throughout with those reported by Tavakoli & Reynolds

(2010) and Shirangi (2011).

5.6.4 Randomized vs Lanczos

5.6.4.1 Convergence Comparison

Inversions were also carried out using the randomized 2-view and 1-view methods,

with and without subspace re-use. When applying the randomized methods, the num-

ber of retained singular values p was at first regulated in the same linear way that

worked well for the Lanczos method with p increased by two between LM iterations.

Inversions were run 20 times for each randomized method listed in Table 5.1. For all

following results the randomized methods used oversampling parameters l = l1 = 10

and l2 = 20, and p was allowed a maximum value of 50.

The normalized observation mismatches and model mismatches as a function of

LM iteration found using the randomized methods are compared against the Lanczos

method (with εsv = 10−5 and p increased linearly by two) in Figure 5.5. The conver-

gence properties of the randomized 2-view methods are very similar to the ones found

using the Lanczos approach. However, the convergence of the 1-view approaches ap-

pears on average to be slightly slower, based on the LM iteration count, than the con-

vergence of the Lanczos and 2-view approaches. Additional oversampling could im-
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prove the 1-view approach, but with the drawback of increasing the computational

burden.

Table 5.2 gives more details of the final objective function values and mismatch

terms found using the randomized methods as well as the Lanczos methods with tol-

erances εsv = 10−5 and εsv = 10−1. The results show that the randomized methods gave

similar model mismatch terms as those found using the Lanczos methods.

The final values show that the 2-view method without subspace re-use gave very

similar observation and model mismatches to the Lanczos runs, with the average 2-

view run not using subspace re-use coinciding well with the values found using Lanc-

zos iteration. The 2-view method applying subspace re-use and the 1-view methods,

on the other hand, gave on average somewhat worse matches. The subspace variants

generally performed worse than the methods not using subspace re-use.
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Figure 5.5: (a) Normalized observation mismatches and (b) model mismatches using
TSVD-LM with Lanczos iteration with εsv = 10−5 (black squares) compared with the
2-view method. The dashed red line indicates mean values when running 20 inver-
sions with the 2-view method without subspace re-use. Red solid lines indicate the
maximum and minimum values of the 20 runs. The same is plotted in blue for the
2-view method using subspace re-use. (c, d) The same comparison when using the 1-
view method instead of the 2-view one. For all runs the number of singular values was
initially set to one and subsequently increased by two between LM iterations.
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Table 5.2: Results after 30 LM iterations. For the randomized methods, the values
shown are the mean (ave), minimum (min), and maximum (max) values found run-
ning the methods 20 times. For all runs, the number of singular values was initially set
to one and subsequently increased by two between LM iterations.

Objective Observation Mismatch Model Mismatch

Method Φave Φmin Φmax Φave
d Φmin

d Φmax
d Φave

m Φmin
m Φmax

m

Lanczosa 492 210 113
Lanczosb 473 187 115
2-view 477 453 503 185 168 220 117 111 123
2-viewc 526 480 602 226 196 276 120 114 131
1-view 518 456 580 221 178 274 119 111 127
1-viewc 544 509 705 241 196 398 121 115 128
a εsv = 10−5; b εsv = 10−1; cwith subspace re-use.

It should be noted that the randomized methods became even more consistent

with the Lanczos approach when the LM damping factor γ was lowered less aggres-

sively (see Figure 5.6). This is an expected result since a larger γ suppresses the influ-

ence of small singular values which are evaluated less accurately.

The subspace re-use approaches gave the worst performance for the presented

test case. Note that since the parameters outnumber the observations the 2-view

method (Algorithm 3) uses ST
D as the input matrix and the subspace re-use is per-

formed in the observation space. This is unlike Vogel & Wade (1993) who applied the

subspace re-use in the model parameter space.

We also tried modifying Algorithm 3 to instead use SD as input for the present

inverse problem. However, using the modified Algorithm 3 to run the 2-view method

with and without subspace re-use did not result in significantly different results to

those presented here. Running the modified 2-view re-use method 20 times gave an

average objective function value of about 495, which is better than using subspace

re-use in the observation space but worse than the 2-view method without subspace

re-use. Differences between applying randomized algorithms to SD or its transpose

are discussed in Section 6.4.3 of Chapter 6.
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Figure 5.6: Results of decreasing the LM damping factorγby a factor of two instead of a
factor of ten. When increasing the number of retained singular values by two between
LM iterations: (a) normalized observation mismatches and (b) model mismatches us-
ing TSVD-LM with Lanczos iteration with εsv = 10−5 (black squares) compared with
the 1-view and 2-view methods without subspace re-use. The dashed red line indi-
cates mean values when running 20 inversions with the 2-view method. Red solid
lines indicate the maximum and minimum values of the 20 runs. The same is plot-
ted in blue for the 1-view method. (c, d) The same comparison when increasing the
number of retained singular values by five between LM iterations.



Results of Computational Experiments 169

Table 5.3: Computational cost of inversions after 30 LM iterations. For the randomized
methods the mean (ave), minimum (min), and maximum (max) values of the number
of simulations and inversion time were found by running each method 20 times.

Simulations Time [s]

Method ave min max Direct Adjoint ave min max

Lanczosa 36 1,335 1,305 68,200
Lanczosb 36 1,047 1,017 54,500
2-view 36.5 33 41 1,175 1,175 7,100 6,750 7,590
2-viewc 35.5 32 40 1,175 1,175 7,000 6,660 7,410
1-view 37.3 33 41 1,475 1,175 6,040 5,620 6,570
1-viewc 35.6 31 47 1,475 1,175 5,870 5,510 7,380
a εsv = 10−5; b εsv = 10−1; cwith subspace re-use.

5.6.4.2 Time Spent on Inversions

Table 5.3 compares computational time needed to run inversions and the main com-

putational expenses for the inversion runs presented in Table 5.2 and Figure 5.5. The

inversions using randomized methods were an order of magnitude faster than those

using the Lanczos approach. Relaxing the Lanczos convergence tolerance εsv helps to

speed up the Lanczos runs, but the improvement is not close to that found using the

randomized methods.

The randomized methods are faster since the adjoint and direct linear problems at

every time-level (see Sections 3.6.2 and 3.6.3) are solved with one call to the SuperLU

solver, which forms one LU factorization and re-uses the factorization for the multiple

right-hand sides.

The total number of nonlinear simulations were fairly similar for all methods.

Compared to the Lanczos method, in some cases, the randomized methods resulted

in fewer simulations and in some instances required an increased number of simula-

tions. The total number of adjoint and direct runs was also similar for all methods.

Running 30 LM iterations was usually faster using the 1-view approach than the

2-view approach since the adjoint and direct solves were run in parallel when apply-

ing the 1-view approach. The 1-view method did not result in substantial speed-up

since the cost of inversions running the random methods were largely dominated by

the cost of the nonlinear forward simulations and the 1-view method used additional

oversampling.

In Figure 5.7 the convergence rate of the objective function with computational

time when using randomized methods is compared to the convergence rate using the

Lanczos approach. The results show how the randomized methods are much more
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Figure 5.7: Convergence of the objective function with elapsed computational time
when using the TSVD-LM inversion method. Comparison is made between using the
Lanczos method, the 2-view method without subspace re-use (20 inversion runs), and
the 1-view method without subspace re-use (20 inversion runs). The results are for
increasing the number of retained singular values by two between LM iterations.

efficient than the Lanczos method. However, the convergence rate with time is very

similar for the 1-view and 2-view methods. The lower per LM iteration cost of the 1-

view method means that it tends to be slightly faster than using the 2-view method for

early LM iterations. However, because the 1-view method lowered the objective func-

tion more slowly than the 2-view approach during later LM iterations (see Figure 5.5),

the convergence with time ends up being similar for the two randomized methods.

5.6.4.3 Estimated Parameters and Observation Matches

Figures 5.8(a) and 5.8(b) show the estimated permeabilities using the Lanczos method

with εsv = 10−5. The inversion managed to capture the large-scale features of the true

permeability field shown in Figure 4.20 as well as the permeability contrast above the

feed zone of Producer 1 due to the low permeability caprock. Figures 5.8(c, d) and

5.8(e, f) show that very similar results were found for the first runs made using the

randomized 2-view and 1-view methods without subspace re-use. The estimated per-
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Figure 5.8: Estimated log-transformed permeabilities, (a) horizontal and (b) vertical,
using the Lanczos method (εsv = 10−5). (c, d) and (e, f) show the same using the 2-view
and 1-view methods, respectively, without subspace re-use.

meability values found for other runs of the randomized methods with and without

subspace re-use look similar to those shown in Figures 5.8(c)–(f).

Figure 5.9 compares the history-matched pressure and enthalpy profiles found us-

ing the Lanczos method with those obtained using the 1-view method with subspace

re-use. The 1-view method with subspace re-use gave the worst observation matches

and was the only method to give an observation mismatch term outside the expected

bounds (5.16). The most noticeable difference between the methods is in the matched

enthalpies for the high-enthalpy Producer 1. Note that the oscillations that can be

seen in the enthalpy matches for Producer 1 are probably due to numerical limitations

of the model in handling flow of two-phase water in the reservoir. These oscillations

make the inversion more challenging.
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Figure 5.9: Production (a) pressure and (b) enthalpy observations for Producer 1 (red
triangles), Producer 2 (blue circles), and Producer 3 (black squares). The dashed lines
indicate matched pressure profiles using the Lanczos method with εsv = 10−5. The
solid lines show the upper and lower bounds for 20 inversions run using the random-
ized 1-view method with subspace re-use.

Inversion runs with the Lanczos method and the randomized methods not using

subspace re-use gave good and very similar matches to the natural-state temperature

observations. The methods applying subspace re-use tended to give slightly worse

temperature matches though most of the matches were good.

5.6.4.4 Increasing Truncation Faster

Additional inversions were run to look at the effects of increasing the number of sin-

gular values more rapidly when running the randomized TSVD-LM variants. Figure

5.10 compares the convergence behaviour of the four randomized methods against

the Lanczos method when increasing the number of retained singular values by five

between LM iterations. The four randomized TSVD-LM methods were run 20 times

and up to 25 LM iterations to generate the results shown in Figure 5.10. The results

can be compared with those in Figures 5.3(c) and 5.3(d).

The results in Figure 5.10 again show that the convergence behaviour of the in-

versions using the randomized methods is similar to inversions using the Lanczos

method. However, there is greater variation in the model matches found using the

randomized methods for this case compared to those shown in Figure 5.5.

The increased variation is probably due to the rapid increase in the number of

singular values, which increases the influence of the less accurately estimated singu-

lar triplets. This issue may be remedied by increasing the randomized oversampling
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Figure 5.10: (a) Normalized observation mismatches and (b) model mismatches us-
ing TSVD-LM with Lanczos iteration with εsv = 10−5 (black squares) compared with
the 2-view method. The dashed red line indicates mean values when running 20 in-
versions with the 2-view method without subspace re-use. Red solid lines indicate the
maximum and minimum values of the 20 runs. The same is plotted in blue for the
2-view method using subspace re-use. (c, d) The same comparison when using the 1-
view method instead of the 2-view one. For all runs the number of singular values was
initially set to one and subsequently increased by five between LM iterations.

and/or by considering the role of the number of retained singular values p, the LM

damping factor γ and the regularization weight µ in regularizing the inverse problem.

Comparing Figures 5.6(c, d) with Figure 5.10 shows how lowering the LM damping

factor γ less aggressively can help to regularize the inversion process.

5.6.5 Comparison with Inexact CG Solves

Iterative linear solvers can also be used to approximately solve the transformed LM

update equations (5.7). Here we look at the iterative conjugate gradient (CG) linear

solver. In our preliminary tests, we found that using other Krylov solvers, such as

LSQR, gave very similar results to using the CG method. Therefore, we did not con-

sider those methods further and we do not include a comparison for those methods.

The CG method can be used to find approximate solutions to linear equations

Ax = b, where the matrix A is symmetric positive definite. Algorithm 5 gives pseu-
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docode for the iterative CG method based on (Saad 2003, Alg. 6.18). Algorithm 5 can

be used to find approximate solutions to the LM update (5.7) by replacing the vector

b with the negative gradient on the right-hand side of Equation (5.7) and replacingA

with the LM Hessian
[
ST

DSD + (µ+γ)I
]
. The gradient can be evaluated efficiently by

solving one adjoint problem as discussed in Section 3.6.3 and it need only be formed

once for each LM iteration.

Here we set the initial guess x0 in Algorithm 5 to zero. This means that line 1 in

Algorithm 5 does not require additional adjoint or direct solves. It is, for example, pos-

sible to initialize with an approximate solution based on (5.10). However, that requires

forming the TSVD ofSD as well as solving an extra direct problem and an extra adjoint

problem in line 1.

When solving (5.7) with Algorithm 5, each CG iteration involves evaluating ST
DSD

times a vector (see Ap j on line 5). This can be done efficiently, without ever explic-

itly forming the sensitivity matrix, by solving a direct problem followed by solving an

adjoint problem. The cost of each CG iteration is, therefore, the same as the cost of a

Lanczos iteration in terms of adjoint and direct solves. The CG method has the advan-

tage of being more memory efficient than the Lanczos and randomized TSVD meth-

ods. For the CG Algorithm 5 we only need to store the vectors x j , p j , Ap j , r̄ j (Saad

2003), and the gradient (in the event that a model update fails). The TSVD methods,

on the other hand, need to store matrices containing the principal vectors ofSD.

As mentioned before, the Lanczos method and randomized TSVD methods need

only be run once for each iteration when using the TSVD-LM method. However, using

the basic CG method is different. When using Algorithm 5 within a serial LM method

Algorithm 5 Inexact conjugate gradient (CG) solver

INPUT: Matrix A ∈ Rn×n , vector b ∈ Rn , vector x0 ∈ Rn , convergence tolerance εCG

and maximum number of iterations jmax.
RETURNS: Approximate solution x=x j toAx= b.

1: r̄0 = b−Ax0.
2: p0 = r̄0.
3: j = 0.
4: while

∥∥r̄ j
∥∥> εCG ‖b‖ and j < jmax do

5: α j = (r̄T
j r̄ j )/(pT

j Ap j ).
6: x j+1 =x j +α jp j .
7: r̄ j+1 = r̄ j −α jAp j .
8: β j = (r̄T

j+1r̄ j+1)/(r̄T
j r̄ j ).

9: p j+1 = r̄ j+1 +β jp j .
10: j = j +1.



Results of Computational Experiments 175

and a model update fails then we need to call Algorithm 5 to solve (5.7) for a new LM

damping factor γ. This results in having to solve additional adjoint and direct prob-

lems for each failed model update using this basic CG method. This is the approach

used here since the LM method used here is a serial method in terms of γ. However,

for LM implementations that consider simultaneously running multiple trial param-

eter updates for multiple values of γ, it may be worth considering running a modified

CG iteration method to share computational cost.

Each CG iteration involves evaluating[
ST

DSD + (µ+γi )I
]
pi

j , (5.18)

where γi is the i th trial LM damping factor during a LM iteration. When running mul-

tiple LM updates at the same time, the above can be evaluated for all γi using

ST
DSD

[
p1

j · · · pNγ

j

]
+µ

[
p1

j · · · pNγ

j

]
+

[
p1

j · · · pNγ

j

]
diag(~γ) . (5.19)

Here~γ is a vector containing the Nγ trial LM damping factors. The first term in (5.19)

can be evaluated by solving a direct problem with Nγ right-hand sides followed by

solving an adjoint problem with Nγ right-hand sides. The cost of solving each right-

hand side can be shared as was discussed for the randomized TSVD methods. How-

ever, we do not use this approach here as model update failure was not very common

for the problem at hand.

As shown in Algorithm 5, we chose to halt CG iterations when the estimated norm

of the residual error satisfied
∥∥r̄ j

∥∥≤ εCG ‖b‖. We also chose to limit all CG iterations to

a maximum of 50 iterations. Figure 5.11 compares observation and model mismatch

terms found using the CG iteration method, using three different convergence toler-

ances εCG, against using the TSVD-LM Lanczos approach. Figure 5.12(a) compares the

convergence of the objective function for the same methods. The results show that

early halting of the CG method by using a large CG convergence tolerance εsv has a

regularizing effect similar to using the TSVD-LM method and truncating away small

singular values. The CG approach has fairly similar convergence characteristics to that

of the TSVD-LM methods. The main difference is that the CG approach tends to result

in a lower final objective function value. The reason for this is that the TSVD-LM ap-

proach limits its model updates, at each LM iteration, to a truncated subspace. This

aspect is discussed in more detail later in Section 6.8. There we also discuss another

TSVD-LM variant that like the CG-LM approach works in the full parameter space,

which can help to lower the objective function further.

Figure 5.12(b) compares the convergence of the objective function with respect to

the number of adjoint and direct problems solved when using the CG and Lanczos
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Figure 5.11: (a) Normalized observation mismatch and (b) model mismatch using CG
method to find LM updates compared against using TSVD-LM with Lanczos iteration.
Truncation p was increased linearly by two between LM iterations for the Lanczos
approach.
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Figure 5.12: A comparison of the convergence of the objective function versus (a)
number of LM iterations and (b) total number of adjoint plus direct problems solved
when using the Lanczos TSVD-LM variant and the CG-LM approach.

variants. For this problem, the CG approach was more economical in terms of adjoint

and direct solves than the Lanczos method. Figure 5.13 demonstrates this further by

comparing the objective function versus time spent on each inversion. The CG meth-

ods are all slightly more efficient than the Lanczos approach. The CG method might,

therefore, be preferable to the Lanczos method for certain problems. These results

are consistent with the results of Dickstein et al. (2017) who compared using a CG

method and a TSVD method to generate approximate Gauss-Newton updates to in-

vert petroleum reservoir models. Dickstein et al. (2017) found that their CG approach
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Figure 5.13: Convergence of the objective function with elapsed computational time
when using the CG-LM approach compared with using the TSVD-LM variants (Lanc-
zos and randomized 2-view methods). For the 2-view method results are shown for 20
runs.

tended to be more efficient and give better matches than their TSVD approach. How-

ever, for a 3D test case, both methods gave observation matches which were not as

good as they had hoped for. It might be interesting to see whether any improvements

can made by using the LM approach instead of the GN one. Furthermore, for their

TSVD approach, they allowed p to range between 6 and 15. Their maximum value for

p is quite small and may have prevented the TSVD approach from achieving good

matches.

Looking again at Figure 5.13 we see that using a randomized TSVD-LM approach

was computationally more efficient than using the CG-LM variant. This suggests

that using randomized TSVD methods to speed-up inversion of reservoir models is

a promising option. In the chapter that follows we consider other variants of random-

ized TSVD algorithms and other ways of using the TSVD of the dimensionless sen-

sitivity matrix to find model updates. Sections 6.8.3 and 6.8.4 also look at using ran-

domized low-rank approximation methods to generate a preconditioner to accelerate

model updating when using the CG approach.
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5.7 Conclusions

This chapter discussed the application of randomized methods for improving the

computational efficiency of inverting reservoir models using a modified LM approach

based on the TSVD of a dimensionless sensitivity matrix. Randomized TSVD meth-

ods have not previously been applied to speeding up LM-based inversion of reservoir

models. Previous methods have instead applied the iterative Lanczos method to find

an approximate TSVD.

As discussed in this work the non-iterative nature of basic randomized TSVD

methods allows for higher performance computing compared to classical iterative

methods. Solution procedures which use randomized low-rank matrix approximation

methods allow for simultaneous solution of the adjoint and direct problems used to

form the TSVD of the dimensionless sensitivity matrix.

By using a randomized 2-view method, all the adjoint simulations can be run in

parallel and likewise for the direct runs. Alternatively, the low-rank SVD approxima-

tion can be formed more efficiently by applying a random 1-view method, which en-

ables solving all the adjoint problems concurrently with all the direct problems. This

is in stark contrast to applying the standard Lanczos method which is inherently a se-

rial process and therefore requires solving individual adjoint and direct problems one

after the other.

The proposed randomized methods were compared against the Lanczos approach

for inverting permeability values of a simple, vertical slice, geothermal reservoir

model. The randomized methods appear very promising as they resulted in an or-

der of magnitude reduction in the computational time spent on running inversions

compared with inversions using Lanczos iteration. Both the 1-view and 2-view meth-

ods converged to models with parameters and observation matches comparable with

those found using the Lanczos approach. The randomized TSVD-LM inversion ap-

proaches were also found be more efficient than using an iterative CG approach to

find LM model updates.

The 1-view method is especially appealing since a TSVD can in principle be eval-

uated in close to half the time needed by the 2-view method. However, the 2-view

method may be preferable to the faster 1-view approach for certain problems, since

the former can give better matches because of its superior accuracy. An alternative

strategy could be to use the 1-view method for early LM iterations. A switch can then

be made to a more accurate method, such as the 2-view one, at later stages of the

inversion where the 1-view method can struggle.
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The study also looked at improving the 1-view and 2-view methods by re-using

the subspace spanned by the singular vectors from previous LM iterations to initial-

ize subsequent TSVD approximations. However, the randomized methods applying

subspace re-use performed worse than the randomized methods without subspace

re-use. The slightly simpler 1-view and 2-view methods which do not apply subspace

re-use are therefore preferable and merit further consideration for speeding up model

inversion using the LM methodology. Though the presented inversion approaches

were demonstrated on a geothermal reservoir problem, the methodology can also be

applied to related problems such as inversion of groundwater and petroleum reser-

voir models. In the following chapter, we look at improving the randomized TSVD-LM

methodology further. We consider accuracy enhanced randomized low-rank matrix

approximation algorithms and discuss improvements that can be made for the 1-view

method.





Chapter 6

Randomized Matrix Approximation

Algorithms Using Any Number of

Views

6.1 Introduction

6.1.1 Motivation

In the previous chapter, we discussed how randomized low-rank matrix approxima-

tion algorithms can be used to accelerate highly-parametrized inversion of geother-

mal reservoir models. After carrying out the investigations discussed in Chapter 5, it

became clear that it might be possible to improve these randomized low-rank matrix

approximation algorithms and inversion methods. This chapter proposes improved

randomized low-rank matrix approximation and inversion algorithms, and discusses

results of experiments investigating the proposed methods.

The accuracy of the low-rank matrix approximation used in the TSVD-LM inver-

sion approach depends on the number of times the dimensionless sensitivity ma-

trix is viewed. This chapter describes practical randomized algorithms for low-rank

matrix approximation that accommodate any number of views of the matrix. The

presented algorithms, which are aimed at being as pass efficient as needed, expand

and improve on popular randomized algorithms targeting efficient low-rank recon-

structions. First, a more flexible subspace iteration algorithm is presented that works

for any views v ≥ 2, instead of only allowing an even v . Secondly, we propose more

general and more accurate single-pass algorithms. In particular, we propose a more

accurate memory-efficient single-pass method and a more general single-pass algo-

181
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rithm which, unlike previous methods, does not require prior information to assure

near peak performance. Thirdly, combining ideas from subspace and single-pass al-

gorithms, we present a more pass-efficient randomized block Krylov algorithm, which

can achieve a desired accuracy using considerably fewer views than that needed by a

subspace iteration method or previously studied block Krylov methods. However, the

proposed accuracy enhanced block Krylov method is restricted to large matrices that

are either accessed a few columns or rows at a time. Recommendations are also given

on how to apply the subspace and block Krylov algorithms when estimating either the

dominant left or right singular subspace of a matrix. This aspect is important when

estimating a normal matrix, such as the Gauss-Newton normal matrix which appears

in the Levenberg-Marquardt (LM) update equations. Furthermore, we discuss vari-

ants of approximate LM updates which use the randomized low-rank approximation

algorithms presented in this chapter. Computational experiments are carried out that

demonstrate the applicability and effectiveness of the presented algorithms.

6.1.2 Low-Rank Approximation Methods

Low-rank matrix approximation methods are important tools for improving compu-

tational performance when dealing with large data sets and highly parameterized

computational models. Recent years have seen a surge in randomized methods for

low-rank matrix approximation which are designed for high-performance comput-

ing on modern computer architectures and have provable accuracy bounds (Halko et

al. 2011a; Mahoney 2011; Martinsson 2016; Liberty et al. 2007; Martinsson et al. 2006,

2011; Rokhlin et al. 2009; Tropp et al. 2017b; Woodruff 2014; Woolfe et al. 2008). The

main computational tasks of modern randomized matrix approximation algorithms

involve multiplying the data matrix under consideration with a small number of tall,

thin matrices. Since accessing a large matrix is expensive, limiting the number of times

it is multiplied with another matrix is key to computational efficiency. With this in

mind, randomized algorithms have been devised that only need to view the data ma-

trix once (Halko et al. 2011a; Martinsson et al. 2006; Tropp et al. 2017b; Woodruff 2014;

Woolfe et al. 2008). This is unlike classical matrix factorization algorithms which typ-

ically involve a serial process where the data matrix is multiplied numerous times

with a vector. Randomized methods are therefore more suitable for high-performance

computing than classical algorithms.

Randomized algorithms have quickly gained popularity because of their ability

to accelerate many expensive linear algebra tasks. Another important reason is that

many randomized algorithms are easy to implement, often requiring only a few lines
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of code in their most basic form. This chapter presents improved randomized algo-

rithms for estimating a low-rank factorization of a matrix using an arbitrary number

of views or passes over the information contained in the matrix. The algorithms pre-

sented here follow the trend of being simple and easy to implement. The focus of this

chapter is on factorizing matrices based on truncated singular value decompositions.

However, the ideas presented can also be extended to other matrix factorization meth-

ods. Though the present study focuses on matrices with real value entries, the algo-

rithms can be extended to the complex case like other related algorithms (Halko et

al. 2011a; Tropp et al. 2017b).

First, we consider generalizing a popular randomized subspace iteration algo-

rithm which uses an even number of matrix views. The more practical subspace it-

eration algorithm presented here works for any number of views v ≥ 2. Second, to

accommodate applications that can only afford a single matrix view, we expand upon

and improve current state-of-the-art randomized single-pass methods. Third, using

ideas from our generalized subspace iteration method and single-pass methods, we

present modified and pass-efficient randomized block Krylov methods. We discuss

how the block Krylov approach can be made even more efficient when dealing with

large matrices that, because of their size, are accessed a few rows at a time. These

are all practical methods aimed at generating approximate, but high-quality, low-rank

factorizations of large matrices. We also discuss subtle differences between applying

randomized algorithms to a given matrix J or its transpose JT . This can be of inter-

est when trying to estimate dominant singular subspaces or approximating so-called

normal matrices. In the context of inversion of a geothermal reservoir model, this is of

interest when approximating the sensitivity matrices or normal matrices that appear

in the Levenberg-Marquardt update equations. In the final sections of this chapter,

we demonstrate how the above lessons and algorithms can be used to improve on the

randomized TSVD-LM inversion algorithm presented in the previous chapter.

6.1.3 Relevance to Geothermal Modelling

The primary motivation for this study was to develop algorithms to speed-up in-

verse methods used to estimate parameters in models describing subsurface flow in

geothermal reservoirs (O’Sullivan et al. 2001; O’Sullivan & O’Sullivan 2016). Inverting

models describing complex geophysical processes, such as fluid flow in the subsur-

face, frequently involves matching a large data set using highly parameterized com-

putational models. Running the model commonly involves solving an expensive and

nonlinear forward problem. Despite the possible nonlinearity of the forward problem,
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the link between the model parameters and simulated observations is often described

in terms of a Jacobian or sensitivity matrixS ∈RNd×Nm , which locally linearizes the re-

lationship between the parameters and observations. The size ofS is therefore deter-

mined by the (large) parameter and observation spaces. In this case, explicitly forming

S is out of the question since at best it involves solving Nm direct problems (linearized

forward simulations) or Nd adjoint problems (linearized backward simulations) (Car-

rera et al. 2005; Hinze et al. 2009; Oliver et al. 2008; Rodrigues 2006). Nevertheless, the

information contained in S can be helpful for the purpose of inverting the model us-

ing nonlinear inversion methods, such as a Gauss-Newton or Levenberg-Marquardt

approach, and for quantifying uncertainty.

As discussed in Chapter 5, by using adjoint simulation, direct simulation and ran-

domized algorithms, the necessary information can be extracted efficiently from the

dimensionless sensitivity matrix SD without ever explicitly forming the large matri-

ces S or SD. In Chapter 5 we showed that inversion of a nonlinear geothermal reser-

voir model can be accelerated by using randomized low-rank methods coupled with

adjoint and direct methods. Chapter 5 presented a modified Levenberg-Marquardt

approach which, at each inversion iteration, updates model parameters based on an

approximate truncated singular value decomposition (TSVD) of SD. The TSVD of SD

was approximated using either a 1-view or 2-view randomized method. This involves

evaluating SD times a thin matrix and ST
D times a thin matrix at every LM iteration.

The product of SD times a thin matrix H is evaluated efficiently by solving a direct

problem (linearized forward solve) for each column inH . However, the advantage of

the method is that each of these direct problems can be solved simultaneously. Simi-

larly, ST
D times a thin matrix is evaluated efficiently using an adjoint method (solving

linearized backward problems). The advantage of using a 1-view method over a 2-

view one is that all the direct and adjoint problems can be solved simultaneously in

parallel. However, the 1-view method gives less accurate results when the randomized

sampling is comparable in size to that used by the 2-view approach.

In Chapter 5, randomized 1-view and 2-view methods were chosen since those

methods use the fewest matrix accesses possible. However, in some cases, it may be

necessary to use more accurate low-rank approximation methods. This may be the

case if the singular spectrum of SD does not decay rapidly enough for the 1-view or

2-view methods to be suitably accurate. Then a more accurate randomized power or

subspace iteration method (Erichson et al. 2018b; Gu 2015; Halko et al. 2011a; Rokhlin

et al. 2009) can be used. Another option is to consider pass-efficient randomized block

Krylov methods (Drineas et al. 2018; Halko et al. 2011b; Martinsson et al. 2010; Musco
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& Musco 2015; Rokhlin et al. 2009). Standard randomized subspace iteration or block

Krylov methods use 2(q +1) views to form a low-rank approximation, where q is the

number of iterations. However, this leaves out the option of choosing an odd num-

ber of views. A more desirable algorithm would allow the user to specify a budget of

v views, which could be either odd or even. This is especially important for nonlin-

ear inverse or uncertainty quantification problems, as the matrix views dominate the

computational cost and 4 or 6 views could be considered too costly.

6.1.4 Contributions and Outline of the Chapter

Inspired by the similarities between a subspace iteration method presented in the

1990’s by Vogel & Wade (1994) (see Appendix C), which uses an odd number of views

v ≥ 3, and modern randomized subspace iteration methods, we have developed a

more general subspace iteration algorithm (see Algorithm 7), which works for any

number of views v ≥ 2. Algorithm 7 returns an estimated rank-p TSVD of the input

matrix A, given a target rank p and number of views v ≥ 2. The basic idea behind

Algorithm 7 is that each additional application of the matrixA improves the random-

ized approximation. The expected gains in accuracy for each additional view are de-

scribed by Theorems 1 and 2. These theorems show that the absolute gain in accuracy

achieved by using an additional view is expected to decline exponentially with the

number of views. Therefore, stopping at an odd number of matrix views may be suf-

ficient and desirable for lowering computational cost. For an even number of views,

Algorithm 7 is equivalent to using a standard subspace iteration method. For an odd

number of views, it is similar to a modified randomized power iteration scheme pro-

posed by Rokhlin et al. (2009, Sect. 4.6), the difference being that Algorithm 7 applies a

subspace iteration approach and this gives flexibility in terms of the number of matrix

views.

Section 6.3 briefly reviews the state-of-the-art for standard subspace iteration

methods. Section 6.4 presents the more general subspace iteration method and gives

theoretical bounds for the accuracy of the method. Section 6.4.3 discusses the differ-

ence between applying Algorithm 7 to a matrixJ or its (conjugate) transposeJ∗, both

from a perspective of computational cost and accuracy. By considering the low-rank

approximation of a normal matrixJ∗J , Section 6.4.3.4 also gives insight into the rela-

tionship between Algorithm 7 and algorithms designed for low-rank approximation of

positive-semidefinite matrices. Applying Algorithm 7 one way can be shown to be al-

gebraically equivalent to applying a Nyström type method (Gittens & Mahoney 2016;

Halko et al. 2011a) to J∗J (see Section 6.4.3.4). Another way of using Algorithm 7 is
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algebraically equivalent to applying a pinched sketching method (Gittens & Mahoney

2016; Halko et al. 2011a) to J∗J (see also Section 6.4.3.4). Based on these observa-

tions we propose a modified Nyström or prolonged method (given by Algorithm 9)

and a modified pinched method (given by Algorithm 10) for approximating a normal

matrix J∗J using v views of J with v ≥ 2.

To address applications that may only admit a budget of one view, Section 6.5

presents modified and improved randomized 1-view algorithms. The 1-view algo-

rithms are mainly based on state-of-the-art algorithms proposed and discussed by

Tropp et al. (2017b) but also draw upon algorithms suggested by Woolfe et al. (2008),

Halko et al. (2011a), Martinsson (2016), Boutsidis et al. (2016), Upadhyay (2016), and

Yu et al. (2017). Randomized 1-view algorithms are based on the idea that information

gathered by simultaneously sketching parts of the column and row spaces of a matrix

can suffice to form a reasonable low-rank approximation.

The general 1-view algorithm proposed and recommended by Tropp et al. (2017b,

Alg. 7) (on which Algorithm 4 in Chapter 5 is based) has the drawback that the sketches

for the column and row spaces cannot be chosen to have the same size without sac-

rificing robustness. Section 6.5.5 presents modified 1-view algorithms that enable the

user to choose the same sketch size for the column and row sampling, without sac-

rificing robustness (see Algorithms 12 and 13). We also discuss how these modified

1-view methods open up the possibility of post-processing the results from the matrix

sketching to optimize the accuracy of the low-rank approximation. For the test matri-

ces we considered, our modified algorithms and a simple post-processing scheme give

better overall performance than using the 1-view algorithm and sampling schemes

recommended by Tropp et al. (2017b). Additionally, based on the work of Boutsidis

et al. (2016), Tropp et al. (2017b), and Upadhyay (2016), Section 6.5.7 provides a new

and improved version of an extended 1-view algorithm, which for some applications

may perform the best out of the presented 1-view methods in terms of memory use.

Section 6.6 outlines improved and more pass-efficient randomized block Krylov

algorithms. The algorithms are especially aimed at problems where the multiplication

with the data matrix and its transpose are expensive. This can be the case when deal-

ing with large matrices stored out-of-core or Jacobian matrices appearing in large-

scale inverse problems. Like the generalized subspace iteration method, we propose

a Krylov algorithm that works for v ≥ 2 (see Algorithm 14). We also suggest improve-

ments for problems dealing with large matrices which are accessed a few rows at a

time from out-of-core memory (see Section 6.6.4). In this case, the Krylov approach

can be up to twice as pass-efficient as previously proposed block Krylov methods
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(Drineas et al. 2010; Halko et al. 2011a; Martinsson et al. 2010; Musco & Musco 2015;

Rokhlin et al. 2009). This improvement is achieved by simultaneously sketching the

column and row spaces of the input matrix whenever the matrix is viewed.

Section 6.7 gives experimental results that demonstrate the accuracy of the pre-

sented randomized algorithms and support some of the claims made in previ-

ous sections. The randomized matrix approximation algorithms presented in this

study have been coded using Python. The experimental Python code is available at

https://github.com/ebjarkason/RandomSVDanyViews and includes code for the ex-

periments considered in Section 6.7. Some of the Python algorithms were designed

with adjoint and direct methods in mind. That is, they allow the user to specify func-

tions for evaluating the action of the matrix of interest and its transpose on other ma-

trices.

Finally, Section 6.8 outlines how low-rank approximations can be used to solve

the type of nonlinear inverse problem motivating this study. Four variants for approx-

imating Levenberg-Marquardt updates are discussed as well as the consequences of

choosing certain combinations of model update strategies and low-rank approxima-

tion schemes. The final subsections of Section 6.8, demonstrate the applicability of

these inversion strategies by applying them to the inverse problem presented earlier

in Chapter 5.

To summarize, the main contributions of this chapter are:

i The new generalized subspace iteration Algorithm 7 for approximating a matrix

using v ≥ 2.

ii The discussion regarding the accuracy of Algorithm 7 in Sections 6.4.2 and 6.4.3.3.

iii Algorithms 9 and 10 for approximating normal matrices J∗J , when viewing J

twice or more. These algorithms are generalizations of standard prolonged and

pinched algorithms to enable using an odd number of views v .

iv The discussion in Section 6.4.3.4 comparing Algorithms 7, 9 and 10, which gives

new insights into the difference between the prolonged and pinched sketching

methods.

v New and more flexible randomized 1-view Algorithms 12 and 13, and their so-

called minimum variance adaptations (see Equation (6.22)).

vi The improved 1-view extended sketching method given by Equation (6.29).

vii The generalized block Krylov Algorithm 14 for approximating a matrix using v ≥ 2.
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viii A more pass-efficient version of Algorithm 14 for matrices stored row-wise (see

Section 6.6.4).

ix Application of some of these new randomized low-rank approximation algorithms

within approximate LM inversion methods for inversion of highly-parameterized

geothermal models.

6.2 Preliminaries

Most of the notation used in the following sections follows standard practices. How-

ever, some of the notation needs clarifying. Methods are considered for finding a low-

rank matrix that accurately approximates a matrixA in some sense. We use the spec-

tral norm, denoted by ‖·‖, and the Frobenius norm, denoted by ‖·‖F, to quantify the

accuracy of the low-rank approximations.

As in the previous chapter, this chapter focuses on approximation methods by way

of singular value decomposition (SVD) of thin, low-rank matrices. As noted in Section

5.3, the SVD factorization of a matrixA ∈Rnr ×nc can be written as

A=UΛV ∗ =
N∑

i=1
λiuiv

∗
i , (6.1)

where N = min(nr ,nc ). The matrices U = [u1u2 . . .uN ] and V = [v1v2 . . . vN ] have

orthonormal columns, where ui and vi are the left and right singular vectors belong-

ing to the i th singular value λi . The singular values λ1 ≥ λ2 ≥ ·· · ≥ λN ≥ 0 are con-

tained in the diagonal matrix Λ = diag[λ1 ,λ2 , . . . ,λN ]. We let X∗ denote the conju-

gate transpose of the matrixX . Almost all of the following discussion pertains to real

valued matrices, and in that case the conjugate transpose is the same as the transpose.

For a matrix Â that is a rank-p approximate TSVD ofAwe use

Â=
p∑

i=1
λiuiv

∗
i =UpΛpV

∗
p . (6.2)

Here λi , ui and vi can denote either the approximate or exact i th singular value and

vectors of A. It should be clear from the context which is being used. When using

the exact values then Â is the optimal rank-p approximation (in terms of the spec-

tral and Frobenius norms), which is denoted by �A�p . Here we use [Up ,Λp ,Vp ] =
tsvd(A, p) to denote a function returning the SVD of �A�p , that is, the exact rank-p

TSVD of A. Similarly, when nr = nc and A is Hermitian positive-semidefinite then

[Λp ,Vp ] = tevd(A, p) is used to denote finding the eigenvalue decomposition of

�A�p =VpΛpV
∗

p .
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In what follows, the QR decomposition of A ∈ Rnr ×nc , with nr ≥ nc , is defined

as QR := A, where Q is an nr ×nc matrix with orthonormal columns and R is an

nc × nc upper triangular matrix. Finding such a thin or economic QR-factorization

is expressed by [Q,R] = qr(A). Similarly, an nr × r matrix Q which has orthonor-

mal columns which form a basis for the range of a matrix A of rank r is denoted by

Q = orth(A). In the presented algorithms we use randn(m, n) to denote an m × n

Gaussian random matrix. For a Hermitian positive-definite matrix A we use CL =
chol(A, LOWER) to express finding a lower-triangular Cholesky matrix CL such that

A=CLC
∗
L .

6.3 Standard Randomized Subspace iteration

A low-rank approximation of an nr ×nc matrix A can be found by applying a simple

two-stage randomized procedure (Erichson et al. 2018b; Halko et al. 2011a; Martins-

son 2016). The first stage is a randomized range finder and the second stage uses the

approximate range ofA to construct the desired low-rank approximation.

1. (Randomized stage) Find an nr × k matrix Qc whose columns are an approx-

imate orthonormal basis for the range (column space) of A, such that A ≈
QcQ

∗
cA.

2. (Deterministic stage) Given the orthonormal matrixQc , constructed during the

first stage, evaluateB =Q∗
cA. ThenQcB, is a rank-k approximation ofA. This

approximate QB-decomposition can be used to construct other approximate

low-rank factorizations ofA, such as the TSVD.

Algorithm 6 Randomized SVD using standard subspace iteration.

INPUT: MatrixA ∈Rnr ×nc , integers p > 0, l ≥ 0 and q ≥ 0.
RETURNS: Approximate rank-p SVD,UpΛpV

∗
p , ofA.

1: Ωr = randn(nc , p + l ).
2: [Qc , ∼] = qr(AΩr ).
3: for j = 1 to q do
4: [Qr , ∼] = qr(A∗Qc ).
5: [Qc , ∼] = qr(AQr ).

6: [Qr ,Rr ] = qr(A∗Qc ).
7: [V̂p ,Λp , Ûp ] = tsvd(Rr , p).
8: Up =QcÛp and Vp =Qr V̂p .
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In the 2-view method discussed previously in Section 5.4.2.2, the matrixQc is gen-

erated cheaply by accessing or viewing the matrix A only once. This can be done by

forming a random matrix Ωr ∈ Rnc×k and evaluating Yc =AΩr , which sketches the

range ofA. In this chapter we again assume that each element of the sampling matrix

Ωr is drawn independently at random from a standard Gaussian distribution. How-

ever, other types of randomized sampling matrices can also be considered (Erichson

et al. 2018b; Halko et al. 2011a; Li et al. 2017; Tropp et al. 2017b). For robust outcomes

k should be chosen larger than the desired target rank p. That is, choose k = p + l ,

where l is an oversampling factor required for increased accuracy (e.g., l = 10 (Gu

2015; Halko et al. 2011a; Martinsson 2016)).

Subsequently, QR-decomposition can, for instance, be used to find the orthonor-

mal matrixQc , i.e.Yc =QcRc . With this basis in hand, we can form the thin matrixB

in Stage 2 by one additional view ofA. Taking the SVD ofB = ÛkΛkV
∗

k and evaluat-

ingUk =QcÛk , thenUkΛkV
∗

k is an approximate rank-k TSVD ofA. For the desired

rank-p TSVD, the l smallest singular values ofB, which are estimated least accurately,

can be truncated away to giveA≈Qc�B�p =UpΛpV
∗

p . This gives the basic random-

ized SVD algorithm (Gu 2015; Martinsson 2016), which is the 2-view method discussed

before in Section 5.4.2.2.

The basic randomized 2-view method works well when the singular spectrum de-

cays rapidly. However, it may lack accuracy for some applications. In that case, power

or subspace iteration can be used to improve the randomized approach (Erichson et

al. 2018b; Gu 2015; Halko et al. 2011a; Rokhlin et al. 2009). The key idea is that classic

power iteration can be used to find an improved orthonormal basisQc during Stage 1

of the random procedure. Using q power iterations an orthonormal matrixQc is found

using (AA∗)qAΩr instead ofAΩr . A drawback is that for each iteration the matrixA

is accessed two additional times. The spectral norm error of the randomized approxi-

mationA≈QcQ
∗
cA is expected to improve exponentially with q (Halko et al. 2011a;

Rokhlin et al. 2009), as shown in the following Theorem 1 from (Halko et al. 2011a).

Theorem 1 (Average spectral error for the power scheme (Halko et al. 2011a)). Let

A ∈ Rnr ×nc with nonnegative singular values λ1 ≥ λ2 ≥ ·· · , let p ≥ 2 be the target rank

and let l ≥ 2 be an oversampling parameter, with p + l ≤ min(nr ,nc ). Draw a Gaussian

random matrixΩr ∈Rnc×(p+l ) and set Yc = (AA∗)qAΩr for an integer q ≥ 0. LetQc ∈
Rnr ×(p+l ) be an orthonormal matrix which forms a basis for the range of Yc . Then

E
[∥∥A−QcQ

∗
cA

∥∥]≤ [(
1+

√
p

l −1

)
λ

2q+1
p+1 + e

√
p + l

l

( ∑
j>p

λ
2(2q+1)
j

)1/2]1/(2q+1)

.
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In floating point arithmetic, subspace iteration is a numerically more robust ex-

tension of the power iteration scheme. Subspace iteration is typically recommended

for this reason, while it is equivalent to power iteration in exact arithmetic. Algo-

rithm 6 gives a pseudocode for a standard randomized subspace iteration method

for estimating a TSVD of a matrix. Algorithm 6 is based on algorithms proposed by

Voronin & Martinsson (2016). During the subspace iteration, renormalization is per-

formed using QR-decomposition after each application of the input matrix A or its

transpose. In Algorithm 6 the TSVD ofB =Q∗
cA is found by QR-decomposition of its

transpose B∗ =QrRr . Taking the TSVD of the small (p + l )× (p + l ) matrix Rr then

�B�p = �R∗
r �pQ

∗
r .

Computational efficiency can be improved by using LU-decomposition instead of

QR-decomposition to renormalize after each of the first q applications of A and the

first q applications of A∗ (Erichson et al. 2018b; Li et al. 2017). Another option is to

apply a subspace/power iteration hybrid and skip some of the QR-factorizations (Li

et al. 2017; Voronin & Martinsson 2016). These options may sacrifice some accuracy

for improved efficiency. The algorithms presented here use QR decomposition after

each application ofA orA∗ during the subspace iteration, because the main topic of

the present study concerns the number of times the matrixA is viewed.

The standard subspace iteration method, discussed in this section, always views

the input matrix A an even 2(q +1) times. To suit any given budget of matrix views,

a randomized low-rank approximation algorithm that works for any positive integer

number of matrix views is appealing. The following section presents a more general

randomized subspace iteration algorithm, which gives an approximate TSVD of a ma-

trix for any number of views greater than one. Section 6.5 discusses algorithms for

low-rank approximation of a matrix when the budget is only one matrix view.

6.4 Generalized Randomized Subspace Iteration

6.4.1 The Generalized Subspace Iteration Algorithm

The basic idea of the new generalized subspace iteration method discussed here is

that the standard subspace iteration process can be halted halfway through an itera-

tion to give an orthonormal matrixQr which approximates the co-range (row space)

of the matrix of interestA. In terms of the power iteration process this equates to eval-

uating the co-range sketch Yr = (A∗A)qΩr for q ≥ 1, which is like performing q −1/2

power iterations. Then, with an orthonormal basisQr for the range of Yr , the matrix
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A can be approximated asA≈AQrQ
∗
r . This approach gives a rank-p approximation

�A�p ≈ �AQr �pQ
∗
r using 2q +1 views.

The generalized subspace iteration algorithm is given by Algorithm 7. Given a bud-

get of v ≥ 2 views, Algorithm 7 returns an approximate TSVDUpΛpV
∗

p ofA by one of

the following approaches:

1. (If v is even) Find an orthonormal matrixQc whose columns form a basis for the

range of (AA∗)(v−2)/2AΩr . Then find the rank-p TSVD VpΛpÛ
∗
p ofA∗Qc and

setUp =QcÛp .

2. (If v is odd) Find an orthonormal matrixQr whose columns form a basis for the

range of (A∗A)(v−1)/2Ωr . Then find the rank-p TSVDUpΛpV̂
∗

p ofAQr and set

Vp =Qr V̂p .

For an even number of matrix views Algorithm 7 simply proceeds by applying the stan-

dard subspace iteration method outlined in the previous section. This is easy to verify

by comparing Algorithms 6 and 7 for v = 2(q +1). The novelty of Algorithm 7 is that

it includes a modification of Algorithm 6 to allow an odd number of matrix views. For

an odd number of matrix views Algorithm 7 is similar to and uses the same number of

matrix views as a modified power iteration method proposed by (Rokhlin et al. 2009,

Sect. 4.6). The main advantage is that the algorithm presented here uses the subspace

iteration framework to give a practical algorithm that works for any budget of matrix

views v ≥ 2.

The generalized subspace iteration algorithm presented here was motivated by a

subspace iteration algorithm proposed by Vogel & Wade (1994) for estimating a TSVD

Algorithm 7 Randomized SVD using generalized subspace iteration.

INPUT: MatrixA ∈Rnr ×nc , integers p > 0, l ≥ 0 and v ≥ 2.
RETURNS: Approximate rank-p SVD,UpΛpV

∗
p , ofA.

1: Qr = randn(nc , p + l ).
2: for j = 1 to v do
3: if j is odd then
4: [Qc ,Rc ] = qr(AQr ).
5: else
6: [Qr ,Rr ] = qr(A∗Qc ).

7: if v is even then
8: [V̂p ,Λp , Ûp ] = tsvd(Rr , p).
9: else

10: [Ûp ,Λp , V̂p ] = tsvd(Rc , p).

11: Up =QcÛp and Vp =Qr V̂p .
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of a rectangular matrix using an odd number of matrix views. The subspace iteration

method presented by Vogel & Wade (1994) has all the ingredients needed for a modern

randomized subspace iteration algorithm, and only minor modifications are needed

to arrive at the subspace iteration methods presented here. Similarities between the

subspace iteration method of Vogel & Wade (1994) and a modern randomized 2-view

method are discussed in Appendix C.

6.4.2 Accuracy of Algorithm 7

For an even number of views, Algorithm 7 equates to using the standard subspace

iteration method. Then the expected approximation error is given by Theorem 1. For

an odd number of matrix views (greater than one) the expected approximation error

of Algorithm 7 is given by the following Theorem 2. A proof for Theorem 2 is given in

Appendix D. The proof is based on the approach used in (Halko et al. 2011a) to prove

Theorem 1.

Theorem 2 (Average spectral error for half-power scheme). LetA ∈ Rnr ×nc with non-

negative singular values λ1 ≥ λ2 ≥ ·· · , let p ≥ 2 be the target rank and let l ≥ 2 be an

oversampling parameter, with p + l ≤ min(nr ,nc ). Draw a Gaussian random matrix

Ωr ∈ Rnc×(p+l ) and set Yr = (A∗A)qΩr for an integer q ≥ 1. Let Qr ∈ Rnc×(p+l ) be an

orthonormal matrix which forms a basis for the range of Yr . Then

E
[∥∥A−AQrQ

∗
r

∥∥]≤ [(
1+

√
p

l −1

)
λ

2q
p+1 +

e
√

p + l

l

( ∑
j>p

λ
4q
j

)1/2]1/(2q)

.

The bounds in Theorem 2 are what we could expect by extrapolating from Theo-

rem 1. That is, the expected error of the randomized approximation decays exponen-

tially with the number of matrix views. Theorem 1 states that the expected approxima-

tion error forA≈QcQ
∗
cA depends on 2q +1 when using 2q +1 views to generate an

approximate basisQc for the range ofA. Theorem 2 states similarly that the expected

error for A ≈AQrQ
∗
r depends on 2q when using 2q views to form an approximate

basis Qr for the co-range of A. Theorems 1 and 2 show that it is important for the

accuracy of Algorithm 7 that the spectrum ofA decays rapidly.

6.4.3 Apply Algorithm 7 to a Matrix or Its Transpose?

6.4.3.1 Assessing Computational Cost and Accuracy

Given a budget of views v , an approximate TSVD of some matrixJ can be found using

Algorithm 7 with either J or J∗ as input. However, it may be worth considering that
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these two approaches can differ in computational cost. Another thing to consider is

that, depending on the application, the choice of method can have different impacts

on the accuracy of downstream applications, which apply information from the low-

rank approximation. The latter may seem surprising considering that the expected

quality for an approximate TSVD of J is the same whether we apply Algorithm 7 to J

or J∗.

6.4.3.2 Computational Cost

Considering computational cost, the choice between applying Algorithm 7 to J or J∗

depends on a few factors. For an even number of views, the two options only differ

when it comes to generating the random Gaussian sampling matrix in line 1 of Algo-

rithm 7. The cost of generating the sampling matrix is (p+l )nc Trand, where Trand is the

cost of generating a Gaussian random number. In that case, to reduce computational

cost J∗ should be used as input when J has more columns than rows, otherwise, use

J . This approach was used for the randomized 2-view Algorithm 3 presented in Sec-

tion 5.4.2.2.

However, for an odd number of views the computational cost that should be con-

sidered when choosing between applying Algorithm 7 to J or J∗ is O ([p + l ]nc Trand +
[p+l ]Tmult+[p+l ]2nr ), where Tmult indicates the cost of multiplying the input matrix

by a vector and the last term comes from the QR-factorization on line 4 in Algorithm

7. For the type of problem motivating this study the dominant cost is from the ma-

trix multiplication and in some cases, there may be a noticeable difference between

the cost of evaluating J or J∗ times a matrix. For physics-based simulations J can

represent a Jacobian or sensitivity matrix, which gives a local linear mapping between

the model inputs (parameters) and outputs (e.g., observations or predictions). Then

J times a matrix can be evaluated efficiently using a direct method (linearized for-

ward simulations) and J∗ times a matrix can be evaluated using an adjoint method

(linearized backward simulations). The adjoint runs require more memory and can,

therefore, be more costly for large simulation applications. In that case, it might be

best to apply Algorithm 7 to J , when v is odd, to lower the cost. This is likewise the

case when using automatic differentiation (Bücker et al. 2006; Griewank & Walther

2008) where the forward and backward modes correspond to the direct and adjoint

method, respectively. The memory costs associated with tracking backwards (using

a reverse mode or adjoint method) are commonly reduced somewhat by applying a

method called checkpointing (Griewank 1992).
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The above type of considerations may also be helpful when using a randomized

1-view method approach. The 1-view Algorithm 4 presented in Section 5.4.2.3 was

chosen to align with the randomized 2-view Algorithm 3. That is, for the computa-

tional experiments in Chapter 5, both algorithms were applied to the transpose of

SD since Nm > Nd . If Nm ≤ Nd , then the algorithms would have been applied to SD.

However, the 1-view Algorithm 4, typically, uses more sampling to form the co-range

sketchYr =ATΩc than is used for the range sketchYc =AΩr (see line 3 of Algorithm

4). Therefore, to reduce the number of adjoint solves we should apply the 1-view ap-

proach discussed in Section 5.4.2.3 to the transpose of SD. Doing this might help to

reduce cost if the memory use of the adjoint method becomes a factor.

6.4.3.3 Computational Accuracy

To evaluate the accuracy of applying Algorithm 7 we can look at the bounds in The-

orems 1 and 2. For an even number of matrix views v , Algorithm 7 gives matricesQc

andQr which form approximate bases for the range and co-range of the input matrix

A, such that

E
[∥∥A−QcQ

∗
cA

∥∥]≤ [(
1+

√
p

l −1

)
λv−1

p+1 +
e
√

p + l

l

( ∑
j>p

λ2(v−1)
j

)1/2]1/(v−1)

; (6.3)

E
[∥∥A−AQrQ

∗
r

∥∥]≤ [(
1+

√
p

l −1

)
λv

p+1 +
e
√

p + l

l

( ∑
j>p

λ2v
j

)1/2]1/v

. (6.4)

However, for an odd number of matrix views v the error bounds for the final matrices

Qc andQr in Algorithm 7 are

E
[∥∥A−QcQ

∗
cA

∥∥]≤ [(
1+

√
p

l −1

)
λv

p+1 +
e
√

p + l

l

( ∑
j>p

λ2v
j

)1/2]1/v

; (6.5)

E
[∥∥A−AQrQ

∗
r

∥∥]≤ [(
1+

√
p

l −1

)
λv−1

p+1 +
e
√

p + l

l

( ∑
j>p

λ2(v−1)
j

)1/2]1/(v−1)

. (6.6)

Noting that the left and right singular vectors are estimated as a linear combination of

the columns ofQr andQc according toUp =QcÛp and Vp =Qr V̂p , the above error

bounds suggest that the accuracy of the left-singular vectors may differ from that of

the right-singular vectors. When v is even Vp should be more accurate than, or as

accurate as, Up , but when v is odd Up should be more accurate than, or as accurate

as, Vp .
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This distinction may be important where the goal is not only the low-rank ap-

proximation of a matrix J , but, for instance, if we are mainly interested in its right-

singular vectors and do not care (or care less) about the left-singular vectors. Section

6.8 discusses an area of application where this can be of interest. One such appli-

cation is estimating a truncated eigen-decomposition (TEVD) of the normal matrix

ST
DSD (J∗J ) appearing in the transformed LM update equation (5.7). In that case, we

need the leading right-singular vectors and singular values of SD (J ). With an even

number of views v , then it can be more accurate to apply Algorithm 7 toSD (J ). How-

ever, for an odd v it is better to input ST
D (J∗). The following subsection shows that

this strategy equates to applying a popular low-rank approximation method, meant

for positive-semidefinite (psd) matrices, to the normal matrix ST
DSD (J∗J ). Recent

studies by (Drineas et al. 2018; Saibaba 2018) consider the accuracy of approximate

principal subspaces generated by the standard randomized subspace (Saibaba 2018)

and block Krylov (Drineas et al. 2018) methods.

6.4.3.4 Link to Standard Methods for Approximating a Normal Matrix

The so-called prolonged or Nyström type, and pinched sketching methods have been

discussed extensively in the literature for approximating a psd matrix Apsd (see, e.g.,

(Gittens & Mahoney 2016; Halko et al. 2011a)). Given an approximate range Qr for

Apsd, the pinched method gives the following approximation

Apsd ≈Qr (Q∗
rApsdQr )Q∗

r . (6.7)

The prolonged method, on the other hand, uses

Apsd ≈ (ApsdQr )[Q∗
rApsdQr ]−1(ApsdQr )∗ . (6.8)

AssumingQr and a straightforward implementation then the pinched and prolonged

approaches have the same cost when it comes to multiplications withApsd, i.e. both

use ApsdQr . Though, in this case they have about the same computational cost, the

prolonged method is more accurate than the pinched one (Gittens & Mahoney 2016;

Halko et al. 2011a).

A psd matrix can generally be written as a normal matrix Apsd = J∗J . Then the

pinched sketch can be written as

J∗J ≈Qr (Q∗
r J

∗JQr )Q∗
r = (QrQ

∗
r J

∗)(JQrQ
∗
r ) . (6.9)
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Let us, assume for now that Qr is formed in a standard fashion by applying q power

iterations toApsd, withQr = orth(Aq
psdΩr ). Then (6.9) is algebraically (but not numer-

ically) equivalent to applying Algorithm 7 to J using 2q +1 views to find J ≈JQrQ
∗
r

and then forming the low-rank TEVD of J∗J .

For the prolonged sketch we can write

J∗J ≈ (J∗JQr )[Q∗
r J

∗JQr ]−1(J∗JQr )∗ (6.10)

=J∗(JQr )[(JQr )∗(JQr )]−1(JQr )∗J (6.11)

=J∗QcQ
∗
cJ = (J∗QcQ

∗
c )(QcQ

∗
cJ ) , (6.12)

whereQc is an orthonormal basis forJQr . Therefore, the standard prolonged method

is like using the generalized subspace iteration method for the approximation J ≈
QcQ

∗
cJ . Assuming again thatQr is generated by applying q power iterations toApsd,

then the standard prolonged scheme is algebraically equivalent to applying Algorithm

7 to J using 2q + 2 views. This is a generalization of the observation made by (Git-

tens & Mahoney 2016), that for Qr = orth(ApsdΩr ) and q = 1 the prolonged method

is like applying a four view method to A1/2
psd and the pinched method is like viewing

A1/2
psd three times. Therefore, it is clear why the standard prolonged (or Nyström) type

method is considered more accurate than the pinched method as it is like applying

one extra view or half iteration with the generalized subspace iteration method. Fur-

thermore, the standard prolonged method corresponds to using Algorithm 7 to es-

timate J∗J in the more accurate way using 2q + 2 views (see Section 6.4.3.3). The

Algorithm 8 Construct approximate range or co-range.

INPUT: MatrixA ∈Rnr ×nc , integers p > 0, l ≥ 0 and v ≥ 1.
RETURNS: Approximate basis for the column, Qc (v is odd), or row space, Qr (v is
even), ofA.
function constructQrOrQc(A, p, l , v)

1: Qr = randn(nc , p + l ).
2: for j = 1 to v do
3: if j is odd then
4: [Qc , ∼] = qr(AQr ).
5: else
6: [Qr , ∼] = qr(A∗Qc ).

7: if v is even then
8: returnQr

9: else
10: returnQc
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Algorithm 9 Nyström approach for a truncated eigen-decomposition of J∗J .

INPUT: Matrix J ∈Rnr ×nc , integers p > 0, l ≥ 0 and v ≥ 2.
RETURNS: Approximate rank-p EVD, VpΛ

2
pV

∗
p , of J∗J .

1: if v == 2 then
2: Qr = orth(randn(nc , p + l )).
3: else if v is even then
4: Qr = constructQrOrQc(J , p, l , v −2).
5: else
6: Qr = constructQrOrQc(J∗, p, l , v −2).

7: Yr =J∗[JQr ].
8: ν= 2.2 ·10−16 ‖Yr ‖.
9: Yr ←Yr +νQr .

10: B =Q∗
r Yr .

11: CL = chol([B+B∗]/2, LOWER).
12: F =C−1

L Y
∗

r .
13: [∼, Λ̂p ,Vp , ] = tsvd(F , p).

14: Λ2
p = Λ̂2

p −νI and set all negative elements ofΛ2
p to 0.

pinched method, however, corresponds to using Algorithm 7 to estimate J∗J in the

less accurate way with 2q +1 views.

For the above discussion on the standard pinched and prolonged methods the fac-

torizationApsd =J∗J was mainly used to demonstrate differences between (6.7) and

(6.8), and it was not assumed that J could be applied separately. However, if we can

multiplyJ∗ andJ separately with matrices, then the pinched and prolonged methods

can be implemented more generally given a budget of views v for J .

The modified prolonged or Nyström approach is given in Algorithm 9, which is

based on a single-pass Nyström algorithm proposed by Tropp et al. (2017a) for approx-

imating psd matrices. Algorithm 9 broadens their algorithm to work for our purposes.

Algorithm 9 uses v−2 views ofJ to generate an approximate basisQr for the co-range

of J , by calling Algorithm 8. Then, a TEVD is formed based on (6.10), which costs an

additional two views. Considering these steps for the modified Nyström approach and

(6.12), we see that this is like using the recommended accurate way of using Algorithm

7 for approximating a normal matrix (see Section 6.4.3.3).

Similarly, a modified pinched algorithm which uses v views for approximating a

normal matrix is given by Algorithm 10. Algorithm 10 uses v − 1 views to form Qr

instead of v−2 views. Using the final view, an approximation is formed based on (6.9).

Notice that this approach equates to the less accurate way of using Algorithm 7 to

approximateJ∗J (see Section 6.4.3.3). Section 6.7.3.2 demonstrates that the modified

prolonged method is more accurate than the modified pinched approach.
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Algorithm 10 Using pinched sketch for a truncated eigen-decomposition of J∗J .

INPUT: Matrix J ∈Rnr ×nc , integers p > 0, l ≥ 0 and v ≥ 2.
RETURNS: Approximate rank-p EVD, VpΛ

2
pV

∗
p , of J∗J .

1: if v is even then
2: Qr = constructQrOrQc(J∗, p, l , v −1).
3: else
4: Qr = constructQrOrQc(J , p, l , v −1).

5: Bc =JQr .
6: [Λ2

p , V̂p ] = tevd(B∗
c Bc , p).

7: Vp =Qr V̂p .

Similarly to the new generalized subspace iteration Algorithm 7, Algorithms 9 and

10 are new generalizations of standard prolonged and pinched algorithms for approx-

imating J∗J , when we can apply J separately using a budget of views greater than

one. The standard prolonged and pinched methods, however, only view J , effectively,

an even number of times. As mentioned before, we can use these methods inter-

changeably with the subspace iteration Algorithm 7 to estimate J∗J , when J and J∗

can be multiplied separately with matrices. We have preferred using Algorithm 7 since

it allows the flexibility of generating an approximate TSVD of J or J∗J as needed.

6.4.4 Modifications of the Generalized Subspace Iteration Algorithm

6.4.4.1 Normalizing the Half Iterations

The generalized subspace iteration method (Algorithm 7) can be varied in many of the

same ways as the standard subspace iteration method (Algorithm 6). Like Algorithm

6, Algorithm 7 can be modified to use LU-factorizations instead of QR-factorizations

to normalize the algorithm after each of the first v −2 views. Another option may be

to skip some of the renormalization steps. These types of alternative renormalization

schemes are presented for the standard subspace or power iteration approaches in

(Erichson et al. 2018b; Li et al. 2017; Voronin & Martinsson 2016).

6.4.4.2 Different Post-Processing

Algorithm 6 was based on an algorithm proposed by Voronin & Martinsson (2016) and

the same algorithm inspired, in part, Algorithm 7. Voronin & Martinsson (2016) pro-

posed another subspace iteration algorithm that avoids finding the TSVD of the long

matrix B from the QB-factorization approximating A. That approach involves find-

ing a TEVD of the smaller normal matrixBB∗, and a few more steps give the desired
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Algorithm 11 Randomized SVD using generalized subspace iteration V2

INPUT: MatrixA ∈Rnr ×nc , integers p > 0, l ≥ 0 and v ≥ 2.
RETURNS: Approximate rank-p SVD,UpΛpV

∗
p , ofA.

1: if v is even then
2: Qc = constructQrOrQc(A, p, l , v −1).
3: Br =A∗Qc .
4: [Λ2

p , Ûp ] = tevd(B∗
r Br , p).

5: Up =QcÛp and Vp =Br ÛpΛ
−1
p .

6: else
7: Qr = constructQrOrQc(A, p, l , v −1).
8: Bc =AQr .
9: [Λ2

p , V̂p ] = tevd(B∗
c Bc , p).

10: Vp =Qr V̂p andUp =BcV̂pΛ
−1
p .

approximate TSVD. The generalized subspace iteration method can be modified to

use this type of post-processing (see Algorithm 11). Algorithm 11 can be compared

with Algorithm 10 to better understand the parallels between the pinched sketching

scheme and the generalized subspace iteration approach. Note that Algorithm 11 re-

quires extra care when zero valued singular values appear.

6.4.4.3 Check for Convergence

Algorithm 7 was also inspired by a subspace iteration method proposed in the 1990’s

by Vogel & Wade (1994). For deciding when to halt their subspace iteration method,

Vogel & Wade (1994) considered the change in estimated singular values between

iterations. Their algorithm is halted when the singular values have not perceivably

changed (given some tolerance) relative to the ones estimated at the previous itera-

tion. A similar stopping condition could be considered for Algorithm 7. All it would

need is the evaluation of the singular values ofRr orRc at every (half) iteration (not

costly since they are small matrices).

6.4.4.4 Other Random Sampling Matrices

Other randomized sampling matrices can be considered instead of the Gaussians used

here for initializing the generalized subspace iterations. Alternative types of random

matrices have been discussed in detail in the literature (Erichson et al. 2018b; Gittens

& Mahoney 2016; Halko et al. 2011a; Li et al. 2017; Tropp et al. 2017b). The type of

sampling matrix used impacts the computational cost. Then a cost examination like

the one in Section 6.4.3.2 can be considered, but with modifications. For example, for
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a dense matrixA a subsampled randomized Fourier transform (SRFT) matrix can be

used instead of a Gaussian to reduce the cost of evaluatingAΩr from O (nr nc [p + l ])

to O (nr nc log[p + l ]) (Halko et al. 2011a; Liberty et al. 2007; Woolfe et al. 2008). How-

ever, choosing an SRFT typically requires that Ωr have more columns than would be

needed when using a Gaussian sampling matrix. Therefore, we have not considered

using SRFTs since the cost of applying a sensitivity matrix to a sampling matrix us-

ing adjoint and direct methods depends on the number of columns in the sampling

matrix. We have not considered using sparse random sampling matrices for the same

reason, though they cost less to store and generate.

6.4.5 Other Matrix Factorization Methods

The present study focuses on methods for generating approximate TSVD factoriza-

tions. Nevertheless, the general ideas presented here can also be applied to other low-

rank methods that use an approximate range or co-range to form a factorization. A

partial pivoted QR-factorization can, for instance, be formed using a QB-factorization

(Martinsson & Voronin 2016). Instead of using q standard power or subspace itera-

tions to form the approximate basis Qc using 2q + 1 views, Qc can be formed us-

ing v − 1 views. Then B =Q∗
cA is formed with the last view. Erichson et al. (2018a)

used such a matrix B, generated by standard subspace iteration, to initialize their

proposed method for generating a nonnegative matrix factorization. For more flexi-

bility, the half subspace iteration approach could also be used within their scheme.

Martinsson (2016) presented randomized CUR and interpolative decomposition (ID)

algorithms that use power iterations. Those power iterations could also be replaced

more generally by a half subspace iteration process.

In (Martinsson et al. 2017), a randomized algorithm is described for generating a

UTV-factorizationA=UTV ∗ (where T is a triangular matrix, andU and V are uni-

tary matrices). An inner loop of their algorithm contains a power-iteration procedure

to generate a co-range sketchYr ofA. A more general half power or subspace iteration

approach could also be used in this case for generating Yr . Martinsson et al. (2017)

noted the parallels between their UTV procedure and a randomized power iteration

method. In fact, the inner loop of their UTV algorithm involves 2q +3 views, and the

accuracy of their procedure can be considered in terms of half power iterations (Mar-

tinsson et al. 2017, Thm. 1). By applying a half power/subspace iteration method, their

procedure could be generalized to use v ≥ 3 views, though Martinsson et al. (2017) did

not propose this option. These are some of the possible extensions of the generalized
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(half) subspace iteration approach to other types of matrix factorizations, besides the

TSVD. However, in this work, we only use methods based on the TSVD.

6.5 Single-Pass Methods for Rectangular Matrices

6.5.1 Streaming Methods

In Chapter 5 a 1-view method was considered for generating a TSVD of a dimension-

less sensitivity matrix and then solving the LM update equations approximately us-

ing (5.10). This approach speeds up each LM iteration since all the adjoint and direct

equations can, in this case, be solved in parallel. Such 1-view methods are broadly

of interest for problems where a standard 2-view approach is considered too costly,

or where the information in the data matrix is only accessible a single time and a 1-

view method is the only option. The following subsections consider improvements to

state-of-the-art 1-view methods.

In recent years, low-rank approximation methods have been developed that only

need to access the matrix of interest once (Halko et al. 2011a; Tropp et al. 2017b;

Woolfe et al. 2008; Boutsidis et al. 2016; Upadhyay 2016; Cohen et al. 2015; Clarkson &

Woodruff 2009; Woodruff 2014). These single-pass or 1-view methods assemble range

and co-range sketches with one pass of the data matrixA and then use the informa-

tion contained in the sketches to generate a low-rank approximation. This section dis-

cusses 1-view methods for rectangular matrices. Note that when the matrix of interest

is Hermitian or positive-semidefinite, then 1-view algorithms that are optimized for

such matrices (Halko et al. 2011a; Tropp et al. 2017b, 2017a) should be considered.

Single-pass methods are of interest in a streaming setting where the data matrixA

is never stored fully in random-access memory but is presented as a finite stream of

linear updates (Tropp et al. 2017b):

A=
N∑

i=1
Hi . (6.13)

Noting that we discard each Hi after its use; as each innovation matrix Hi is briefly

made available, we can gradually sample from the column and row space ofA by

AΩr =
N∑

i=1
HiΩr and A∗Ωc =

N∑
i=1
H∗

i Ωc , (6.14)

where Ωr ∈ Rnc×kr and Ωc ∈ Rnr ×kc are random sampling matrices. For example, we

might want a low-rank approximation of a large matrix that needs to be stored out-of-

core and because of time-constraints the elements of the out-of-core matrix can only
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be accessed once. In that case Hi could represent a sparse matrix containing a few

elements ofA.

For the application motivating the present study, we seek a low-rank approxima-

tion of an Nd by Nm sensitivity matrixA=SD, where SDΩr and S∗
DΩc can be evalu-

ated simultaneously in parallel by solving kr direct and kc adjoint problems. Evaluat-

ingSDΩr andS∗
DΩc in this way is similar to the streaming model Equations (6.13) and

(6.14). However, unlike the general Equations (6.13) and (6.14), the direct and adjoint

methods are restricted to tracking forward and backward in time, respectively.

6.5.2 The Baseline 1-View Method

Recently, Tropp et al. (2017b) presented a new 1-view algorithm for fixed-rank approx-

imation of rectangular matrices and compared it with other state-of-the-art random-

ized 1-view methods. Tropp et al. (2017b) compared their 1-view method (Tropp et

al. 2017b, Alg. 7) with two similar 1-view sketching methods based on the work of

Cohen et al. (2015) and Woodruff (2014), and a more complicated, extended 1-view

method based on the work of Boutsidis et al. (2016) and Upadhyay (2016), which uses

an additional sketch generated by applying subsampled randomized Fourier trans-

form (SRFT) sampling matrices. The approaches based on (Cohen et al. 2015) and

(Woodruff 2014) performed the worst. Tropp et al. (2017b) concluded that their 1-view

algorithm (Tropp et al. 2017b, Alg. 7) is the preferred method for matrices that have a

rapidly decaying spectrum and can, therefore, be approximated accurately with a low-

rank approximation. However, for a small amount of oversampling or matrices with

flat singular spectra, then the extended method based on (Boutsidis et al. 2016; Upad-

hyay 2016) performed the best, for a given memory budget. However, the extended

SRFT sketching method (Tropp et al. 2017b) can be improved so that it performs as

well as the 1-view method suggested by (Tropp et al. 2017b) for matrices with rapidly

decaying spectra (see Sections 6.5.7 and 6.7.4).

Here we consider the algorithm recommended by Tropp et al. (2017b) as the base-

line 1-view method. The following subsections look at possible improvements of the

baseline algorithm. The 1-view Algorithm 4 used in Chapter 5 is essentially the base-

line 1-view algorithm (Tropp et al. 2017b, Alg. 7). Reiterating it here, the baseline 1-

view algorithm (Tropp et al. 2017b, Alg. 7) is as follows:

1. Given oversampling parameters l1 and l2 with 0 ≤ l1 ≤ l2, form random sam-

pling matricesΩr ∈Rnc×(p+l1) andΩc ∈Rnr ×(p+l2) for the range and co-range.

2. Find the range and co-range sketches Yc =AΩr and Yr =A∗Ωc .
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3. Find an orthonormal basis for the rangeQc = orth(Yc ).

4. Find the least-squares solutionX to (Ω∗
cQc )X =Y ∗

r , i.e.X = (Ω∗
cQc )†Y ∗

r .

5. ThenA≈Qc�X�p .

The above 1-view method is based on the same elements as the basic 2-view method.

The main difference is that in the 1-view method the co-range sketchYr is constructed

independent of the range sketch Yc . Therefore, the range and co-range sketches,

which are used to form the low-rank approximation, can be found using one pass

of the data matrix A. For the sensitivity matrix motivating the present study, this al-

lows us to form a low-rank approximation by solving all the necessary adjoint and

direct problems simultaneously in parallel. However, the convenience of constructing

an approximation with only one view impacts accuracy. Like Tropp et al. (2017b), we

generally recommend more accurate methods, such as Algorithm 7, for applications

that can afford more than one view.

6.5.3 Baseline Oversampling Schemes

When applying the baseline 1-view method in Chapter 5, we chose a simple oversam-

pling scheme with fixed oversampling factors l1 and l2. For practical applications, we

need schemes for determining oversampling parameters that work well in practice.

For a sketch size budget T = 2p+ l1+ l2, Tropp et al. (2017b) suggested three oversam-

pling schemes based on empirical evidence and theoretical bounds for the accuracy

of their 1-view approach. Tropp et al. (2017b) presented oversampling schemes to suit

both real-valued matrices and complex matrices. However, for the following discus-

sion, we assume that we are dealing with a real matrix and T ≥ 2p +6.

First, for a budget T and a relatively flat singular spectrum Tropp et al. (2017b)

recommended selecting the oversampling parameters as

l1 = max

{
2,

⌊
(T −1)

√
p(T −p −2)(1−2/(T −1))− (p −1)

T −2p −1

⌋
−p

}
and l2 = T −2p − l1 .

(6.15)

Secondly, for a moderately decaying spectrum Tropp et al. (2017b) recommended us-

ing

l1 = max
{
2,b(T −1)/3c−p

}
and l2 = T −2p − l1 . (6.16)

Thirdly, when dealing with a matrix that has a rapidly decaying spectrum (Tropp et

al. 2017b) recommended choosing

l1 = b(T −2)/2c−p and l2 = T −2p − l1 . (6.17)
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When using the baseline 1-view method, it is generally not advisable to choose l1 too

close to l2 (l1 ≈ l2), e.g. by following (6.17). Using l1 ≈ l2 and especially l1 = l2 is a bad

idea, unless the spectral decay is rapid. For peak performance, some prior knowledge

about the matrix at hand is needed to determine which of the above oversampling

schemes should be chosen. This can be the case for certain applications. However,

when reliable prior ideas are unavailable for choosing the oversampling scheme then

(6.16) is the favored all-around choice (Tropp et al. 2017b).

6.5.4 Disadvantages of the Baseline 1-View Method

Needing prior insights into the data matrix to achieve peak performance and not be-

ing able to use l1 ≈ l2 without the risk of losing accuracy are drawbacks which would

be good to remedy. Furthermore, using the most versatile oversampling scheme (6.16)

is suboptimal for matrices that have rapidly decaying spectra. To obtain the best per-

formance of the 1-view method we should choose l1 close to l2 in cases whereA has

sharp spectral decay, but we need an escape mechanism for cases where the spectral

decay is not sharp.

Another reason for wanting to fix the drawbacks of choosing l1 = l2 is that for some

applications l2 can be a computational bottleneck. We encountered such a case when

running the TSVD-LM experiments discussed in Chapter 5. There we used the direct

SuperLU solver to simultaneously solve the p + l2 direct problems needed when us-

ing the 1-view approach. Though, time was saved by using the SuperLU solver, the

efficiency of the implementation depended on the number of right-hand sides p + l2.

In that case, it is tempting to set l1 = l2 to try to get as much information as possi-

ble given the computational constraints. However, in terms of memory, the 1-view

method is limited by the need to store the random sampling matrices and the sketch-

ing matrices. Tropp et al. (2017b) focused on the storage aspect and therefore com-

pared methods in terms of the sketch size budget T = 2p + l1 + l2, since the storage

cost is proportional to T .

The following subsections discuss modifications to the baseline 1-view method to

enable good performance for a range of problems with the choice l1 = l2. In partic-

ular, the modifications involve a parameter which can be chosen by post-processing

the information contained in the randomized sketches to get close to peak algorithm

performance for a range of matrices.
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6.5.5 A More Flexible 1-View Method

Choosing l1 ≈ l2 commonly results in solving a badly posed or badly conditioned

least-squares problem (Ω∗
cQc )X = Y ∗

r and as a result the low-rank approximation

can suffer. The coefficient matrixΩ∗
cQc has p+l2 rows and p+l1 columns, and there-

fore a way to avoid a badly conditioned coefficient matrix is to sample more for the

co-range (l2 > l1) to give an overdetermined and better conditioned problem. Another

option is to follow the methods presented in (Woolfe et al. 2008; Halko et al. 2011a;

Martinsson 2016) and selectQc based on a TSVD of the range sketch.

Instead of choosing Qc as an orthonormal basis for the full range of Yc , we can

choose [Qc ,∼,∼] = tsvd(Yc , p + lc), where 0 ≤ lc ≤ l1. That is, Qc ∈ Rnr ×(p+lc) con-

tains the p + lc leading left-singular vectors of Yc . If lc is smaller than l1, then using

(Ω∗
cQc ) ∈R(p+l2)×(p+lc) can be expected to give a better conditioned problem, even for

l1 = l2. Finding the left-singular vectors of the range sketch Yc instead of just find-

ing an orthonormal basis for the range sketch does not add much to the cost. Espe-

cially considering that applyingA (to find range and co-range sketches) typically con-

tributes the most to the computational cost and time for applications using the 1-view

approach.

Incorporating this modification into the baseline 1-view method gives Algorithm

12. Choosing lc = l1 gives the baseline algorithm as proposed by Tropp et al. (2017b).

In Algorithm 12 we use a) and b) to denote and group together steps that can be per-

formed independently in parallel. Algorithm 12 includes an optional step, proposed

Algorithm 12 Randomized 1-view method for TSVD: Tropp variant.

INPUT: MatrixA ∈Rnr ×nc , integers p > 0 and l2 ≥ l1 ≥ lc ≥ 0.
RETURNS: Approximate rank-p SVD,UpΛpV

∗
p , ofA.

1: a)Ωr = randn(nc , p + l1) and b)Ωc = randn(nr , p + l2).
2: Optional: a)Ωr = orth(Ωr ) and b)Ωc = orth(Ωc ).
3: a) Yc =AΩr and b) Yr =A∗Ωc .
4: if (lc < l1) then
5: [Qc ,Rc ] = qr(Yc ).
6: [Q̂c , ∼, ∼] = tsvd(Rc , p + lc).
7: Qc =QcQ̂c .
8: else
9: [Qc , ∼] = qr(Yc ).

10: [Q̂, R̂] = qr(Ω∗
cQc ).

11: X = R̂−1Q̂∗Y ∗
r .

12: [Ûp ,Λp ,Vp ] = tsvd(X , p).
13: Up =QcÛp .
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by Tropp et al. (2017b), that orthonormalizes the random test matrices Ωr and Ωc .

This option improves numerical accuracy of the 1-view method when using large

oversampling (Tropp et al. 2017b), but this option was not used for the experiments

considered here. Using lc and l1 = l2 can work just as well as, and in some cases bet-

ter than, the schemes suggested by Tropp et al. (2017b) (see Section 6.7.4). For the

test matrices we have considered, we have found that using l1 = l2 and lc ≈ l1/2 is a

good all-round parameter choice. This simple approach is a similarly good all-round

approach to using (6.16) and lc = l1.

Similar algorithms were presented by Woolfe et al. (2008), Halko et al. (2011a),

and Martinsson (2016); however, in the notation used here the methods presented

by Woolfe et al. (2008), Tropp et al. (2017b), and Martinsson (2016) used lc = 0 and

l1 = l2. The algorithms presented here are more general in terms of the oversampling

parameters and though the focus here is on choosing l1 = l2, the presented algorithms

can use oversampling parameters fulfilling 0 ≤ lc ≤ l1 ≤ l2.

The algorithm proposed by Woolfe et al. (2008, Sect. 5.2) finds a low-rank approx-

imation by solving a similar least-squares problem

(Ω∗
cQc )X̂ =Y ∗

r Qr , (6.18)

where Qc and Qr are formed, respectively, by the leading left-singular vectors of Yc

and Yr . Then the low-rank approximation is taken as A ≈Qc�X̂�pQ
∗
r . Adopting as-

pects from Algorithm 12, Algorithm 13 presents an extension of the algorithm sug-

gested by Woolfe et al. (2008, Sect. 5.2). Algorithm 13 uses the same notation as Al-

gorithm 12 to denote elements that can be evaluated independently in parallel. For

instance, dealing with the matrixQr , that does not appear in Algorithm 12, does not

Algorithm 13 Randomized 1-view method for TSVD: Woolfe variant.

INPUT: MatrixA ∈Rnr ×nc , integers p > 0 and l2 ≥ l1 ≥ lc ≥ 0.
RETURNS: Approximate rank-p SVD,UpΛpV

∗
p , ofA.

1: a)Ωr = randn(nc , p + l1) and b)Ωc = randn(nr , p + l2).
2: Optional: a)Ωr = orth(Ωr ) and b)Ωc = orth(Ωc ).
3: a) Yc =AΩr and b) Yr =A∗Ωc .
4: a) [Qc ,Rc ] = qr(Yc ) and b) [Qr ,Rr ] = qr(Yr ).
5: a) [Q̂c , ∼, ∼] = tsvd(Rc , p + lc) and b) [Q̂r , ∼, ∼] = tsvd(Rr , p + lc).
6: a)Qc =QcQ̂c and b)Qr =Qr Q̂r .
7: Least-squares solution: (Ω∗

cQc )X̂ = (Y ∗
r Qr ).

8: [Ûp ,Λp , V̂p ] = tsvd(X̂ , p).
9: c)Up =QcÛp and d) Vp =Qr V̂p .
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necessarily increase computational time by much since it can be dealt with in paral-

lel with other core tasks. For the matrices we considered, Algorithm 12 and Algorithm

13 performed similarly in terms of accuracy. For the tests in Section 6.7.4 we present

results using Algorithm 12 but omit showing results for Algorithm 13 as they are com-

parable.

Following Woolfe et al. (2008), Halko et al. (2011a) and Martinsson (2016) pro-

posed a low-rank approximation which can also be written as A ≈Qc�X̂�pQ
∗
r . The

distinction is that Halko et al. (2011a) and Martinsson (2016) suggested finding X̂ as

the least-squares solution to (6.18) and a related equation (Ω∗
rQr )X̂∗ = Y ∗

c Qc . We

are not aware of any research using the variant proposed by Halko et al. (2011a) and

Martinsson (2016). However, we have found that for the matrices we have considered

their variant mostly gave similar accuracy to the simpler algorithms presented above.

Considering that result, and the additional computational complexity and expense of

dealing with the additional least-squares equations, we do not consider the (Halko et

al. 2011a; Martinsson 2016) variant further.

6.5.6 Oversampling when Using lc

6.5.6.1 Basic Oversampling Scheme

Like the baseline algorithm, the modified algorithm requires some practical ways of

choosing the oversampling parameters. The oversampling parameter lc can be chosen

as

lc = bαl1c , with 0 ≤α≤ 1. (6.19)

Here we are concerned with schemes when l1 ' l2 or more precisely l1 = b(l1+l2)/2c =
bT /2c−p. In that case, lc functions similarly in relation to l1 as l1 functions in relation

to l2 when using the baseline 1-view method. That is, choosing lc close to l1 works well

when the spectrum decays rapidly. Choosing l1 ' l2 and α = 1/2 can work quite well

for various matrices in a similar fashion to using (6.16) with the baseline method.

6.5.6.2 A Minimum Variance Approach

After all the effort of forming the sketches Yc and Yr we can try to apply some type

of post-processing to determine an optimal lc parameter given the information con-

tained in the sketches and sampling matrices. One simple idea could be to find the

spectrum ofX for some provisional lc. Then if the provisional singular spectrum sug-

gests, for instance, that the spectrum ofA is likely to decay rapidly, then a large lc can
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be chosen. However, the drawback is that it is unclear how this should be done, and it

may require finding a complicated empirical selection scheme.

An approach we have found to work well for the problems we have considered

looks at how the spectrum of �X�p varies for all possible values of lc given Yc and

Yr . The approach is based on the observation, from multiple experiments, that the

singular values of �X�p tend to have large variance when choosing lc close to l1 for

l1 ' l2, because of the ill-conditioning issue. Furthermore, the spectrum of �X�p can

also exhibit large variance when choosing lc close to 0 and often results in inferior

approximations. We therefore consider finding lc that locally gives a matrix �X(lc)�p

with a singular spectrum that has minimum variance in some sense.

Defining the vector of locally normalized singular values s(lc), for 0 < lc < l1 as

s(lc) :=
[
λ1(lc −1)

λ1(lc)
, · · · ,

λp (lc −1)

λp (lc)
,
λ1(lc)

λ1(lc)
, · · · ,

λp (lc)

λp (lc)
,
λ1(lc +1)

λ1(lc)
, · · · ,

λp (lc +1)

λp (lc)

] (6.20)

and for lc = 0

s(lc) :=
[
λ1(lc)

λ1(lc)
, · · · ,

λp (lc)

λp (lc)
,
λ1(lc +1)

λ1(lc)
, · · · ,

λp (lc +1)

λp (lc)

]
; (6.21)

the minimum variance lc is found according to

l MinVar
c := argmin

lc

Var[s(lc)] , with 0 ≤ lc < l1 . (6.22)

Note that this post-processing does not require re-evaluating the sketches. We just

need to generate the left singular vectors of Yc and truncate them to p + lc for each

trial lc. For efficiency we evaluate Ω∗
cQc for lc = l1, where in this contextQc denotes

the left-singular vectors of Yc . Then for each trial lc parameter we only need the first

p + lc columns ofΩ∗
cQc .

The additional computational operations are O (l1[p + l1]2nr ) (O ([p + l1]2nr ) for

each possible lc) when using Algorithm 12. To improve efficiency it is possible to

instead apply a variant of Algorithm 13 at a cost of O ([p + l1]2nr + l1[p + l1]3). The

O ([p + l1]2nr ) term comes from evaluating Y ∗
r Qr once where Qr is an orthonormal

basis for Yr (can skip truncating Qr ). The remainder of the cost comes from solving

the smaller least-squares problem l1 +1 times. This additional post-processing cost,

for finding a better lc, is potentially worth it for applications using the 1-view approach

where the dominant computational cost comes from evaluating the matrix sketches.
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Furthermore, note that the computations pertaining to each trial lc can be carried out

independently in parallel to the other trial variables.

Choosing lc by (6.22) worked well for the problems we considered and this mini-

mum variance approach can perform quite close to the peak performance for a range

of matrices (see Section 6.7.4). Nevertheless, the basic post-processing approach pre-

sented here to find a good lc parameter can be improved. For instance, when the rank

p is small (e.g., p = 1) then the vector s(lc) presents a small sample size for estimating

a variance. We have noticed that the minimum variance approach is less reliable for

p = 1. In that case, it may be better to temporarily use a larger rank as input into the

1-view algorithm of choice and truncate afterwards, though this was not done for the

test cases reported here.

6.5.7 Extended Sketching Scheme

In (Tropp et al. 2017b), an extended 1-view variant based on (Boutsidis et al. 2016;

Upadhyay 2016) had the best performance for small memory budgets and matrices

with flat spectra. However, for greater memory budgets and rapidly decaying spectra,

Tropp et al. (2017b) found the baseline 1-view method to outperform the extended

approach.

For the extended approach we assume that l1 = l2 and introduce additional sub-

sampled randomized Fourier transform (SRFT) matrices

Φc ∈Rnc×s ; Φr ∈Rnr ×s , (6.23)

where s ≥ p + l1. Here, for i ∈ {c,r },

Φi =DiFiPi (6.24)

is a random SRFT matrix, whereDi ∈Rni×ni is a diagonal matrix with elements drawn

independently from a Rademacher distribution (diagonal entries are ±1), Fi ∈ Rni×ni

denotes a discrete cosine transform matrix whenA only has real entries or a discrete

Fourier transform matrix whenA has complex entries, and Pi ∈ Rni×s has s columns

that are sampled from the ni ×ni identity matrix without replacement. Advantages of

an SRFT sampling matrix are its low storage cost (only need to store ni + s entries for

Di and Pi ) and for a dense A then AΦc can be evaluated using O (nr nc log s) oper-

ations (Halko et al. 2011a; Liberty et al. 2007; Woolfe et al. 2008) instead of the usual

O (nr nc s) operations. However, we should note that we do not consider the extended

approach discussed here as a viable option when approximating the types of sensitiv-

ity matrices motivating the present study. The reason is that for a sensitivity matrix,
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when using direct and adjoint methods to find A or its transpose times a matrix Φi ,

the cost scales with the number of columns s. The SRFT matrices need more columns

than the standard Gaussian random matrices and using SRFT matrices is therefore

not advantageous in the context of using adjoint and direct methods.

Using the extended approach we again find range and co-range sketches, but also

an extended sketchZ as follows

Yc =AΩr ; Yr =A∗Ωc ; Z =Φ∗
rAΦc . (6.25)

Subsequently, we evaluate the following QR-factorizations

QcRc :=Yc ; QrRr :=Yr ; (6.26)

UcTc :=Φ∗
rQc ; UrTr :=Φ∗

cQr . (6.27)

Finally, a low-rank approximation can be found for the extended approach according

to (Tropp et al. 2017b)

Âbwz :=QcT
†

c

�
U∗

c ZUr
�

p (T ∗
r )†Q∗

r . (6.28)

However, we have noticed that a more accurate low-rank approximation can be found

by using instead

Âbwz2 :=Qc

�
T †

c U
∗
c ZUr (T ∗

r )†
�

p
Q∗

r . (6.29)

Defining the QR-factorization Q̂R̂ := Ω∗
cQc used in Algorithm 12; the difference

between (6.28) and (6.29) is analogous to the difference between using Âwoo :=
QcR̂

†�Q̂∗Y ∗
r �p , and the baseline 1-view method Âtropp :=Qc�R̂†Q̂∗Y ∗

r �p . The ap-

proximation Âwoo is an adaptation made by Tropp et al. (2017b) for an approach given

by Woodruff (2014). As previously mentioned, Tropp et al. (2017b) found that the Âwoo

variant did not perform nearly as well as the baseline Âtropp.

As mentioned by Tropp et al. (2017b) it is unclear how to choose the oversampling

factors for the above extended approach. Storing the sampling matrices and sketches

requires (2p + l1 + l2 + 1)(nr + nc ) + s(s + 2) numbers (Tropp et al. 2017b). Tropp et

al. (2017b) compared the extended approach to the baseline method by considering

oversampling parameters such that (2p + l1 + l2 +1)(nr +nc )+ s(s +2) approximately

equals the memory allocated to the simpler 1-view methods T (nr +nc ). We do the

same when comparing the extended approach with Algorithm 12.

For the matrices tested here, we found that using (6.29) with

l1 = l2 = 0.8bT /2−pc (6.30)
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and choosing s as the largest value fulfilling (2p+l1+l2+1)(nr+nc )+s(s+2) ≈ T (nr+nc )

resulted in approximation errors close to the best performance. In terms of memory,

this approach performed the best out of the 1-view schemes mentioned above (see

Section 6.7.4).

6.5.8 Matrices Streamed Row Wise

For the special case where the elements of a large matrix are read into random-access

memory a few rows at a time, it is possible to attain the accuracy of a 2-view method

while only accessing the elements of the matrix once (Yu et al. 2017; Yu et al. 2018).

Looping over all the rows in A only once the matrices Yc = AΩr and Ŷr = A∗Yc

can be found according to Yc [i , :] = A[i , :]Ωr and Ŷr = A∗Yc = ∑
i (A[i , :])∗Yc [i , :],

where A[i , :] denotes the i th row of A. Evaluating [Qc ,Rc ] = qr(Yc ) and finding the

least-squares solution B to B∗Rc = Ŷr , then we have a QB-factorization such that

QcB ≈A. In (Yu et al. 2017), this QB-factorization was found by an iterative blocked

algorithm instead of formingQcRc :=Yc and solving forB directly.

If Rc is invertible then B∗ = ŶrR
−1
c = A∗Qc and we get the basic randomized

2-view approximation in a single pass over the rows ofA. However, it is worth noting

that the least-squares problemB∗Rc = Ŷr can be badly conditioned. The condition-

ing issue can, for instance, be dealt with by finding a TSVD of Rc and estimating a

solution using a pseudoinverse.

The above 1-view procedure is advantageous for large matrices that are stored out-

of-core in row-major or column-major format. Of course, when the matrix is stored in

column-major format and accessed column-wise, then the above procedure would

be applied to the transpose of the matrix (Yu et al. 2017). However, this approach does

not apply to general streaming matrices, nor the sensitivity matrices motivating this

study.

In (Yu et al. 2018), the above single-pass ideas were extended to the power itera-

tion approach to obtain higher quality approximations of large matrices accessed row-

wise. The following section discusses generalizing a pass-efficient randomized block

Krylov algorithm and combining randomized block Krylov methods with the ideas of

Yu et al. (2017) and Yu et al. (2018).
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6.6 Pass-Efficient Randomized Block Krylov Methods

6.6.1 Extensions of Standard Block Krylov Methods

As mentioned previously, if the 1-view approach is not suitably accurate, then more

accurate methods such as Algorithm 7 should be considered. While Algorithm 7 is

more pass efficient than classical iterative methods, which involve matrix-vector mul-

tiplication, its pass efficiency can be improved by using a randomized block Krylov

approach (Drineas et al. 2018; Halko et al. 2011b; Martinsson et al. 2010; Musco &

Musco 2015; Rokhlin et al. 2009). The next subsection gives a brief overview of the

current state-of-the-art for randomized block Krylov methods. The subsections that

follow outline two new extensions of the block Krylov approach. The first approach,

like Algorithm 7, enables the user to specify any budget of views v ≥ 2. The second ap-

proach incorporates the ideas discussed in Section 6.5.8 to give a more pass-efficient

method for large matrices stored in row-major format.

6.6.2 A Prototype Block Krylov Method

Randomized methods were presented by (Rokhlin et al. 2009; Martinsson et al. 2010;

Halko et al. 2011b) which combine power or subspace iteration with a block Krylov

approach, for improved accuracy given a number of power iterations. The applicabil-

ity of this type of randomized block Krylov approach was demonstrated by Halko et

al. (2011b) for the task of approximating data sets that are too large to fit into random-

access memory. Therefore, the data needed to be stored out-of-core and accessing a

matrix was time-consuming. Likewise, Musco & Musco (2015) demonstrated the ad-

vantages of using a randomized block Krylov method for large datasets. Furthermore,

their analysis suggests that the block Krylov approach can achieve a desired accu-

racy using fewer matrix views than a standard randomized subspace iteration method

and using less time. Recently, Drineas et al. (2018) presented a theoretical analysis of

the randomized block Krylov method for the problem of approximating the subspace

spanned by the dominant left-singular vectors of a matrix.

Following the work of Drineas et al. (2018), Halko et al. (2011b), Martinsson et

al. (2010), Musco & Musco (2015), and Rokhlin et al. (2009), an approximate basisQc

for the range ofA can be found as the basis of a Krylov subspace given by

Kc = range(AΩr [AA∗]AΩr · · · [AA∗]qAΩr ) , (6.31)

where the random sampling matrix Ωr ∈ Rnc×(p+l ) is defined as in the discussion

for the subspace iteration method. A low-rank approximation can be generated
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by Qc�Q∗
cA�p . Possible improvements over the simpler subspace iteration method

come from using a larger and more complete basisQc . This is the prototype algorithm

used by Drineas et al. (2018), Halko et al. (2011b), Martinsson et al. (2010), Musco &

Musco (2015), and Rokhlin et al. (2009). For numerical stability it is best to evaluate

[AA∗] jAΩr using subspace iteration (Martinsson et al. 2010; Musco & Musco 2015).

6.6.3 A More General Block Krylov Method for v ≥ 2

Like the standard subspace iteration method, the above prototype block Krylov

method uses an even number of 2(q + 1) views. Again, we can generalize the above

prototype approach to work for any views v ≥ 2. For an odd number of views we sim-

ply form a basisQr for the co-range using a Krylov subspace defined as

Kr = range([A∗A]Ωr [A∗A]2Ωr · · · [A∗A](v−1)/2Ωr ) . (6.32)

Combining the above thoughts we arrive at Algorithm 14, which is a more flexible

block Krylov method than that used in (Drineas et al. 2018; Halko et al. 2011b; Mar-

tinsson et al. 2010; Musco & Musco 2015; Rokhlin et al. 2009) and allows v ≥ 2. For an

even number of views Algorithm 14 usesA≈QcQ
∗
cA otherwise it usesA≈AQrQ

∗
r .

When the goal is to approximate the left singular vectors of a matrix J the same rule

of thumb regarding accuracy applies to Algorithm 14 as to Algorithm 7: apply Algo-

rithm 14 to J∗ for even v but J for odd v . This is the opposite to how the block Krylov

approach was used by Drineas et al. (2018) and Musco & Musco (2015).

Notice that Algorithm 14 is the same as Algorithm 7 for v < 4. The main computa-

tional cost involved in Algorithm 14 is from multiplyingAwith (v+bv/2c−1)(p+l ) vec-

tors and the cost of the QR-factorizations is O (v2nc [p+l ]2), assuming nr = nc . This is a

higher computational cost for a given v than that of Algorithm 7, which requires mul-

tiplyingAwith v(p+ l ) vectors and the cost of the QR-factorizations is O (vnc [p+ l ]2).

However, Algorithm 14 may require fewer views than Algorithm 7 to achieve a desired

accuracy when Algorithm 7 needs more than four views.

For l = 0 and an even number of views, Musco & Musco (2015) showed that Al-

gorithm 14 requires O (1/
p
ε) views to achieve

∥∥A−QcQ
∗
cA

∥∥ ≤ (1 + ε)
∥∥A−�A�p

∥∥;

however, Algorithm 7 requires O (1/ε) views (Musco & Musco 2015). Since their analy-

sis assumed no oversampling it is unclear how the methods compare in practice when

oversampling is applied. By oversampling a little more the accuracy of Algorithm 7 can

be increased and the oversampling can be chosen such that the cost of Algorithm 7 is

similar to the cost of Algorithm 14.
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Algorithm 14 Randomized SVD using generalized block Krylov method.

INPUT: MatrixA ∈Rnr ×nc , integers p > 0, l ≥ 0 and v ≥ 2.
RETURNS: Approximate rank-p SVD,UpΛpV

∗
p , ofA.

1: Q0
r = randn(nc , p + l ).

2: for j = 1 to v −1 do
3: if j is odd then

4: if j < v −1 then [Q j
c , ∼] = qr(AQ j−1

r ); elseQ j
c =AQ j−1

r .
5: else
6: if j < v −1 then [Q j

r , ∼] = qr(A∗Q j−1
c ); elseQ j

r =A∗Q j−1
c .

7: if v is even then
8: Kc = [Q1

c Q
3
c · · · Qv−1

c ].
9: [Qc , ∼] = qr(Kc ).

10: [Qr ,Rr ] = qr(A∗Qc ).
11: [V̂p ,Λp , Ûp ] = tsvd(Rr , p).
12: else
13: Kr = [Q2

r Q
4
r · · · Qv−1

r ].
14: [Qr , ∼] = qr(Kr ).
15: [Qc ,Rc ] = qr(AQr ).
16: [Ûp ,Λp , V̂p ] = tsvd(Rc , p).

17: Up =QcÛp and Vp =Qr V̂p .

Which approach should be chosen in practice? The results in Section 6.7.3.3 sug-

gest that Algorithm 7 with additional oversampling can be competitive with Algorithm

14 when the matrix has reasonably rapid spectral decay. Algorithm 14, however, is

more advantageous for problems where the tail of the singular spectrum is flat. This

can be the case when dealing with noisy data matrices, which was the problem moti-

vating Musco & Musco (2015).

6.6.4 A Block Krylov Method for Matrices Stored Row Wise

The ideas discussed in Section 6.5.8 can also be applied in the block Krylov framework

to improve pass-efficiency when dealing with large matrices that are accessed row by

row. In that case,A∗A times a matrix can be evaluated in a single-pass. Therefore, the

Krylov subspace for the co-range ofA given in (6.32) can be evaluated using half the

number of views needed by Algorithm 14. Using this approach could be advantageous

when dealing with large data matrices stored out-of-core.
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Figure 6.1: Scaled singular values for the test matrices.

6.7 Experimental Results

6.7.1 Test Matrices

For testing the randomized low-rank approximation methods discussed in the present

study we consider seven test matrices. The first is a 6,135 by 24,000 sensitivity ma-

trix SD arising from a synthetic geothermal inverse problem like the one examined in

Chapter 5. The leading, normalized singular values of SD are depicted in Figure 6.1.

The other test matrices are the same as some of those used by Tropp et al. (2017b); two

matrices that have a singular spectrum with a flat tail, two where the trailing singular

values decay polynomially and two where the decay of the tail is exponential.

Defining R = 10 and n = 1,000, each of the flat matrices is a single realization of a

matrix which is a combination of a matrix of rank R and a random noise matrix. That

is, these flat or low-rank plus noise matrices are n ×n matrices given by

diag(1, · · · , 1︸ ︷︷ ︸
R

, 0, · · · , 0)+
√

ηR

2n2

(
G̃+G̃∗)

, (6.33)

where the elements of G̃ ∈ Rn×n are drawn independently from a standard Gaussian

distribution. The noisy test matrices are a medium noise matrix (LowRankMedNoise)

with η= 10−2 and a high noise matrix (LowRankHiNoise) with η= 1.

The polynomial decay matrices are diagonal matrices of the following type:

diag(1, · · · , 1︸ ︷︷ ︸
R

, 2−ρ , 3−ρ , · · · , [n −R +1]−ρ) . (6.34)
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The first polynomially decaying matrix has a slow decay ρ = 1 (PolySlow); the other

decays faster with ρ = 2 (PolyFast). Similarly, the exponentially decaying matrices

are defined as

diag(1, · · · , 1︸ ︷︷ ︸
R

, 10−θ, 10−2θ, · · · , 10−(n−R)θ) . (6.35)

We use one matrix with a rapid decay θ = 1 (ExpFast) and another with a slower decay

θ = 0.25 (ExpSlow). The singular spectra of the above test matrices are shown in Figure

6.1.

6.7.2 Quantifying Algorithmic Accuracy

To quantify the performance of the randomized algorithms, the generated rank-p ap-

proximations Âout are compared with the optimal rank-p factorization of the matrix

of interestA. In terms of the Frobenius and spectral norms the optimal rank-p factor-

ization is the rank-p TSVD ofA, denoted by �A�p .

For some of the tests, we follow Tropp et al. (2017b) and compare the relative

Frobenius norm errors, defined as

Relative Frobenius Error :=
∥∥A−Âout

∥∥
F∥∥A−�A�p

∥∥
F

−1. (6.36)

Likewise, we also look at the relative spectral norm errors, defined as

Relative Spectral Error :=
∥∥A−Âout

∥∥∥∥A−�A�p
∥∥ −1. (6.37)

6.7.3 Effectiveness of the Generalized Subspace Iteration Method

6.7.3.1 Standard Application

Figure 6.2 shows the decay of the spectral and Frobenius norm errors as functions of

matrix views when using the generalized subspace iteration method (Algorithm 7).

To generate the results shown in Figure 6.2 we generated approximations of the test

matrices with a target rank p = 10. The oversampling was fixed as l = 10. The ap-

proximation errors given in Figure 6.2 are averages over 50 calls of Algorithm 7. As we

would expect, based on Theorems 1 and 2, the relative errors decay exponentially with

the number of matrix views. Approximation errors for the exponentially decaying test

matrices are not shown in Figure 6.2 because they have low approximation errors for

any number of views.

The advantage of using the more general subspace Algorithm 7 over the standard

subspace Algorithm 6 (same as Algorithm 7 for even views) is apparent from looking
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at Figure 6.2. That is, for some matrices an odd number of views can suffice to achieve

a desired accuracy. In that case, the additional matrix view needed when using Algo-

rithm 6 is excessive and a waste of computational effort.

6.7.3.2 Application to Normal Matrices

In Section 6.4.3 it was suggested that usingJ∗ as input into Algorithm 7 may, for some

applications, perform differently to using J as input. Here we consider using Algo-

rithm 7 to form a low-rank approximation ofJ∗J . Here, the low-rank approximations

are compared against �J∗J�p and expected errors were estimated by running each

method 500 times.

Figure 6.4 showcases the difference between using J and J∗ as input into Algo-

rithm 7, for the noisy and polynomial test matrices. As suggested by the discussion in

Section 6.4.3, using J as input for even views and J∗ as input for odd views gives the

best accuracy. This is algebraically equivalent to using the Nyström type approach (Al-

gorithm 9). The alternative choices for Algorithm 7, which equate to using the pinched

method (Algorithm 10), perform worse. Notice that for some problems, a poor choice

of input into Algorithm 7 can result in little gain in accuracy over using the same in-

put matrix and one less view. However, for some problems the difference can be less

extreme or even negligible.

Figure 6.3 tells a similar story when considering the Jacobian test matrix SD. For

the results in Figure 6.3, we used a diagonal matrix containing the top 1,000 singular
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Figure 6.2: Matrix approximation errors when using the generalized subspace itera-
tion method (Algorithm 7), with a target rank p = 10 and oversampling parameter
l = 10. a) Relative spectral norm error (6.37). b) Relative Frobenius norm error (6.36).



Experimental Results 219

values of SD as a surrogate for SD. This was done to speed up the analysis but does

not affect the overall results. The results show for SD that the Nyström template has a

noticeable advantage for a small number of views (v < 4), especially when considering

the 2-view variants. This is good to know since four views or less is what we would

hope to be sufficient.
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Figure 6.3: For the 6,135 by 24,000 Jacobian test matrixJ =SD, spectral norm approx-
imation errors (6.37) of the normal matrix J∗J when using the Prolonged (Nyström)
sketch Algorithm 9, the Pinched sketch Algorithm 10, J as input into Algorithm 7, or
J∗ as input into Algorithm 7.
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Figure 6.4: For selected test matrices J , spectral norm approximation errors (6.37)
of the normal matrix J∗J when using the Prolonged (Nyström) sketch Algorithm 9,
the Pinched sketch Algorithm 10, J as input into Algorithm 7, or J∗ as input into
Algorithm 7. For all the plots the target rank was p = 10.
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6.7.3.3 Subspace Iteration Compared with the Block Krylov Approach

We also consider differences between applying the block Krylov Algorithm 14 and the

simpler subspace iteration Algorithm 7. For these tests, we considered the sensitiv-

ity test matrix SD and the three matrices with the slowest decay since the other test

matrices do not require many views to achieve a high-quality factorization. Figure 6.5

compares the pass efficiency of Algorithms 14 and 7 when using l = 10 and averaging

over 50 runs.

The results show for fixed oversampling and views that the block Krylov method

is more accurate. However, Figures 6.5(c)–(f) also show that the subspace iteration

method can be made more accurate by oversampling more. For the matrices that have

reasonably rapid spectral decay, additional oversampling can make the pass efficiency

of Algorithm 7 comparable to Algorithm 14. Figures 6.5 and 6.6 show for reasonably

decaying matrices that Algorithm 7 can achieve accuracy akin to Algorithm 14 us-

ing a similar number of matrix-vector multiplications and views. This is important

to know since the main computational expense for the sensitivity matrices motivating
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Figure 6.5: Improvement in matrix approximation errors when increasing the num-
ber of matrix passes or views, when using the generalized subspace iteration method
(Algorithm 7) and the generalized block Krylov algorithm (Algorithm 14).
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this study is from the number of matrix-vector multiplications, which are found using

adjoint and direct simulations.

Considering these results and the fact that Algorithm 14 has higher computational

cost associated with the large Krylov space, Algorithm 7 may be advantageous for

some problems. Furthermore, for each view Algorithm 7 involves multiplying the in-

put matrix with a matrix having a fixed number of columns. This may be more suit-

able when dealing with adjoint and direct simulations as the sample size p + l could

be tailored to the available computational hardware. Algorithm 14, on the other hand,

would involve a variable number of adjoint and direct solves, which could make it

harder to optimize. For these reasons, we do not consider the block Krylov approach

further. However, for data matrices with trailing singular values that decay slowly, the

block Krylov approach can be better (see Figures 6.5 and 6.6, and (Musco & Musco

2015)). Furthermore, Figures 6.5 and 6.6 show that increased sampling may not be

worth the cost when the decay is slow.
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Figure 6.6: Improvement in matrix approximation errors with respect to the number of
matrix-vector multiplications, when using the generalized subspace iteration method
(Algorithm 7) and the generalized block Krylov algorithm (Algorithm 14).
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6.7.4 Comparison of 1-View Streaming Methods

6.7.4.1 Description of 1-view Experiments

Section 6.5 gives templates for 1-view variants that potentially improve upon the state-

of-the-art 1-view methods outlined in (Tropp et al. 2017b). Here we are mainly inter-

ested in studying Algorithm 12 when using l1 ' l2. By l1 ' l2 we mean l1 = bT /2c−p

(which gives l1 = l2 or l1 = l2 − 1). Section 6.7.4.2 compares different schemes for

the modification parameter lc when using Algorithm 12 with l1 ' l2. Section 6.7.4.3

compares selected schemes from Section 6.7.4.2 with the baseline 1-view scheme rec-

ommended by Tropp et al. (2017b). Finally, Section 6.7.4.4 considers the improved

extended scheme introduced in Section 6.5.7 and how well practical oversampling

schemes can perform compared with the best possible. The relative errors presented

in this section are averages over 50 trials.

6.7.4.2 Choosing lc

Figure 6.7 compares, for l1 ' l2, schemes where lc is chosen a priori as a fixed ratio

of l1 (6.19) or using the minimum variance approach (6.22). The minimum variance

approach uses post-processing to choose lc, every time a low-rank approximation is

generated. Therefore, lc can vary between runs of the minimum variance approach

though other input parameters stay fixed.

To increase accuracy lc should take on larger values when the singular spectrum

decays fast. But, notice from Figure 6.7 how choosing a large value, especially lc = l1,

is a bad idea unless the spectral decay is rapid and l1 is large enough. These results

for the relationship between lc and l1 are analogous to the results for the relation-

ship between l1 and l2 when using the baseline 1-view method (Tropp et al. 2017b).

From Figure 6.7 we draw the conclusion that the simple choice lc = bl1/2c works quite

well overall. However, like the baseline oversampling schemes proposed by Tropp et

al. (2017b) and discussed in Section 6.5.3, the fixed lc schemes require some prior

ideas about the expected spectral decay to get peak performance. The adaptive mini-

mum variance approach, on the other hand, performs close to the best for most of the

test problems and oversampling budgets.
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Figure 6.7: Relative Frobenius errors when using Algorithm 12 with l1 ' l2 (l1 = b(l1 +
l2)/2c = bT /2c−p). The rank of the approximations is p = 5, unless specified otherwise.
The plots compare the performance of choosing a fixed lc using (6.19) with choosing
lc adaptively according to the minimum variance (Min. Var.) approach (6.22).

6.7.4.3 Baseline Method Compared with l1 ' l2 Variants

Figure 6.8 compares the baseline 1-view approach with Algorithm 12 using l1 ' l2,

with lc chosen using the minimum variance approach or lc = bl1/2c. For the baseline

method we chose to run three variants, one for each oversampling scheme proposed

by Tropp et al. (2017b). These baseline oversampling schemes are designed for matri-

ces with flat (FLAT: (6.15)), moderately decaying (DECAY: (6.16)) and rapidly decaying

(RAPID: (6.17)) singular spectra. Figure 6.8 shows that Algorithm 12 with l1 ' l2 per-
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forms similarly to the baseline 1-view approaches. The scheme using lc = bl1/2c works

similarly to the most widely applicable baseline scheme (DECAY: (6.16)). Again, the

minimum variance approach worked the best overall.
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Figure 6.8: Relative Frobenius errors when using Algorithm 12 compared against the
baseline 1-view algorithm (see Section 6.5.2). The rank of the approximations is p = 5,
unless specified otherwise. For Algorithm 12 we consider l1 ' l2 with lc chosen as
bl1/2c or chosen adaptively by the minimum variance (Min. Var.) approach (6.22). For
the baseline method we consider oversampling schemes for flat (FLAT: (6.15)), mod-
erately decaying (DECAY: (6.16)), and rapidly decaying (RAPID: (6.17)) singular spectra.
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Figure 6.9: Best performance of Algorithm 12 (with l1 ' l2), the baseline 1-view algo-
rithm (see Section 6.5.2), an inaccurate extended 1-view method (6.28), and an im-
proved extended 1-view method (6.29). The methods are compared in terms of their
performance with respect to the memory budget T . All tests used a fixed rank p = 5
for the approximations.

6.7.4.4 Optimal Performance and the Extended Scheme

To compare further the 1-view methods, outlined in Section 6.5, we look at their op-

timal performance using a comparison similar to that used in (Tropp et al. 2017b).

More specifically, we consider the baseline 1-view method, Algorithm 12 with l1 ' l2

and the two extended sketching variants. Here we try to estimate the best performance

a method can be expected to achieve for a given sampling budget T . Here the best per-

formance of a method was found by running each method 50 times for feasible over-

sampling parameters given the storage budget T and choosing the fixed oversampling

scheme that gave the minimum average Frobenius error. This differs slightly from the

oracle performance measure used by Tropp et al. (2017b), where they ran each method

for feasible oversampling parameters and found the minimum error. They repeated

this and took the average minimum error, for each method, over 20 trials. The oracle

performance measure gives lower errors than the best performance measure. In our

opinion, the best performance measure better reflects the peak performance that we
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Figure 6.10: Best performance of Algorithm 12 (with l1 ' l2) and an improved extended
1-view method (6.29) compared with practical versions of both methods. The methods
are compared in terms of their performance with respect to the memory budget T .
All tests used a fixed rank p = 5 for the approximations. Min. Var. refers to using
Algorithm 12 with (6.22).

could hope to achieve. It should be noted that Tropp et al. (2017b) did not claim that

oracle performance is achievable in practice but used it as a tool for comparing the

possible upside of various methods.

Figure 6.9 compares the best performance for the baseline method, Algorithm 12

with l1 ' l2, and the extended sketch methods. As claimed in Section 6.5.7 the pro-

posed modification to the extended sketch (6.29) performs substantially better than

using (6.28). Using (6.29) also retains the good performance characteristics of using

(6.28) for small oversampling and flat spectra. Overall for a fixed memory budget T the

improved extended sketching method (6.29) performs the best out of the presented 1-

view methods. The baseline 1-view method and Algorithm 12 (l1 ' l2) have similar

peak performance characteristics. But how do practical implementations compare to

the best performance?

Figure 6.10 shows approximation errors that are achievable in practice using the

minimum variance approach along with the best performance for Algorithm 12 with
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l1 ' l2. The minimum variance scheme does well and gives approximations compara-

ble to the best performance. Figure 6.10 also depicts results of using (6.29) with over-

sampling parameters chosen according to (6.30). This scheme, arrived at by simple

trial and error, results in approximation errors that are close to the best performance.

The oversampling scheme (6.30) and the minimum variance method worked well for

the matrices we tested, but this may not necessarily be the case in general. However,

the presented 1-view methods and oversampling schemes are promising.

6.8 Application: Nonlinear Least-Squares Inversion

6.8.1 Least-Squares Problems in Scientific Computing

Solving linear matrix equations is a routine task in scientific computing which be-

comes computationally more demanding as the matrices involved increase in di-

mension. Various randomized methods have been presented for solving linear matrix

equations or linear regression (Avron et al. 2010; Clarkson & Woodruff 2013; Drineas et

al. 2010; Gower & Richtárik 2015; Meng et al. 2014; Rokhlin & Tygert 2008; Sarlós 2006;

Xiang & Zou 2013). The algorithms and methods presented in this chapter were moti-

vated by the randomized TSVD-LM approach developed in Chapter 5 which discussed

using randomized methods for updating model parameters of a geothermal reservoir

model using a modified Levenberg-Marquardt (LM) approach. Another topic of in-

terest is using randomized methods to estimate the posterior probability distribution

for the parameters of a nonlinear model using a quadratic or Laplace approximation

(Bui-Thanh et al. 2012; Cui et al. 2014; Cui et al. 2016). Assuming Gaussian statistics

for the observation noise and prior, this involves approximating a normal matrixJ∗J .

However, in the following sections, the focus is on the randomized TSVD-LM inversion

approach and variations of it.

6.8.2 Approximate Truncated LM Updates

Here we discuss three approximate ways of solving the LM update (5.7) based on a

TSVD of the dimensionless sensitivity matrixSD. Some of the analysis is based on the

work of Voronin et al. (2015) who looked at using randomized low-rank approximation

methods for solving a seismic tomography problem, which is a linear inverse problem.

Some of the theoretical analysis in (Voronin et al. 2015) assumes that the TSVD is exact.

Here we try to provide analysis that is also applicable to an approximate TSVD, but

indicate when the conclusions use the exact TSVD.
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Chapter 5 discussed advantages of using randomized 2-view or 1-view methods

for speeding up the LM approach for inverting geothermal reservoir models. The ap-

proaches presented in Chapter 5 are based on the work of Shirangi (2014), Shirangi

& Emerick (2016), and Tavakoli & Reynolds (2010), who used an iterative Lanczos ap-

proach to generate a TSVD of SD. After forming an approximate TSVD of SD, an ap-

proximate LM update can be found according to (see also Equations (5.10)–(5.11) in

Section 5.3 and (Shirangi 2014; Shirangi & Emerick 2016; Tavakoli & Reynolds 2010))

δm̃1 =−Vp [Λ2
p + (µ+γ)Ip ]−1(ΛpU

∗
p r̂+µV ∗

p m̃) =
p∑

i=1
αivi , (6.38)

where r̂ =Γ−1/2
d r(m̃) and

αi =− 1

µ+γ+λ2
i

[
λiu

∗
i r̂+µv∗i m̃

]
. (6.39)

Following (Shirangi 2014; Shirangi & Emerick 2016; Tavakoli & Reynolds 2010), we

chose to gradually increase p between LM iterations, since using a large p at early

iterations can be computationally wasteful and can result in bad convergence char-

acteristics. The results in Chapter 5 demonstrated that using randomized low-rank

approximations can work well and can be considerably faster than using a standard

iterative Lanczos method.

The LM method is better suited to the randomized paradigm than using the cor-

responding Gauss-Newton method (γ= 0) since the LM damping factor acts as a fail-

safe mechanism. That is, when an LM update fails because of an inaccurate low-rank

approximation, then a new update is attempted using a larger γ. Increasing γ reduces

contributions from the least accurately estimated singular vectors, which are asso-

ciate with small singular values. A benefit of using (6.38) is that no extra views of SD

are needed for additional damping factors γwithin an LM iteration, since the TSVD of

SD is independent of γ.

A second option, similar to (6.38), is to use (Tavakoli & Reynolds 2011)

δm̃2 =−Vp [Λ2
p + (µ+γ)Ip ]−1V ∗

p (gobs +µm̃) =
p∑

i=1
βivi , (6.40)

where

βi =− 1

µ+γ+λ2
i

[
v∗i gobs +µv∗i m̃

]
(6.41)

and gobs =S∗
DΓ

−1/2
d r(m̃) =S∗

Dr̂ is the observation gradient. Generating the additional

observation gradient does not require much additional computation since, with mi-
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nor modifications, it can be evaluated along with the first pass for S∗
D within the ran-

domized scheme. Equation (6.40) needs estimates for the principal right-singular vec-

tors and singular values ofSD. These can be evaluated by approximating a TSVD ofSD

or a TEVD ofS∗
DSD (see discussion on this in Section 6.4.3).

When using the exact TSVD then δm̃1 = δm̃2, since

δm̃2 =−Vp [Λ2
p + (µ+γ)Ip ]−1V ∗

p (V ΛU∗r̂+µm̃) (6.42)

=−Vp [Λ2
p + (µ+γ)Ip ]−1(ΛpU

∗
p r̂+µV ∗

p m̃) = δm̃1 . (6.43)

Likewise, when using a randomized approximation according to SD ≈ ŜD =
�SDQr �pQ

∗
r =UpΛpV̂

∗
p Q

∗
r =UpΛpV

∗
p , with Vp =Qr V̂p , then

δm̃2 =−Vp [Λ2
p + (µ+γ)Ip ]−1V ∗

p (S∗
Dr̂+µm̃) (6.44)

=−Vp [Λ2
p + (µ+γ)Ip ]−1(V̂ ∗

p Q
∗
r S

∗
Dr̂+µV ∗

p m̃) (6.45)

=−Vp [Λ2
p + (µ+γ)Ip ]−1(V̂ ∗

p [SDQr ]∗r̂+µV ∗
p m̃) (6.46)

=−Vp [Λ2
p + (µ+γ)Ip ]−1(V̂ ∗

p V̂pΛpU
∗
p r̂+µV ∗

p m̃) (6.47)

=−Vp [Λ2
p + (µ+γ)Ip ]−1(ΛpU

∗
p r̂+µV ∗

p m̃) = δm̃1 . (6.48)

In this case it is not worth generating the observation gradient explicitly and us-

ing δm̃1 should be preferred. However, when using SD ≈ ŜD = Qc�Q∗
cSD�p =

QcÛpΛpV
∗

p then δm̃1 uses gobs ≈ Ŝ∗
Dr̂ = �S∗

DQc�pQ
∗
c r̂ and δm̃1 can differ from

δm̃2. Finding δm̃2 with SD ≈Qc�Q∗
cSD�p uses the recommended way (when con-

sidering accuracy) of applying Algorithm 7 or Algorithm 9 when approximatingS∗
DSD

(see Section 6.4.3). Using δm̃2 with Algorithm 7 to generate SD ≈ �SDQr �pQ
∗
r is like

using δm̃2 with Algorithm 10 to approximateS∗
DSD.

A third approximate solution to (5.7) can be found by using SD ≈ ŜD =UpΛpV
∗

p

and [
S∗

DSD + (µ+γ)I
]−1 ≈ [

Ŝ∗
DŜD + (µ+γ)I

]−1 = 1

µ+γ
[
I −VpDpV

∗
p

]
, (6.49)

where Dp ∈ Rp×p is a diagonal matrix with [Dp ]i ,i = λ2
i /(µ+ γ+λ2

i ). Taking γ = 0,

then (6.49) can be used to estimate the posterior parameter covariance matrix and

can therefore be used to estimate parameter uncertainty (Bui-Thanh et al. 2012; Petra

et al. 2014). Using (6.49) for the LM update gives

δm̃3 =− 1

µ+γ
[
I −VpDpV

∗
p

]
(gobs +µm̃)

=− 1

µ+γ

[
(gobs +µm̃)+

p∑
i=1

λ2
i βivi

]
.

(6.50)
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Equation (6.50) was proposed by Vogel & Wade (1993) with S∗
DSD approximated us-

ing a subspace iteration procedure applied toS∗
DSD. Similarly, Wang et al. (2016) pro-

posed using this type of approximation and randomized methods to solve linear equa-

tions arising in Gaussian process regression and classification in the machine learning

context.

The approximation error of (6.49) is O
(∑Nm

p+1
λ2

i

µ+γ+λ2
i

)
(Bui-Thanh et al. 2012; Petra

et al. 2014). Therefore, a good approximation can be maintained when only truncating

away singular values that are negligible compared to
p
µ+γ. This matches our expe-

rience with using (6.50), where updates typically fail unless an LM damping factor is

used such that µ+γ is similar to or greater than λ2
p+1.

Appendix E compares the properties of the three approximate LM solution meth-

ods presented here, based on an analysis given by Voronin et al. (2015). A comparison

is given for the length of the model updates and some insight is given for the expected

approximation error. The end of Appendix E also gives a correction for a proposition

given by Voronin et al. (2015, Prop. 5.6). As shown in Appendix E, for a given low-rank

approximation the lengths of δm̃1 and δm̃2 increase monotonically with the trunca-

tion p (see Figure 6.11). Therefore, when using δm̃1 or δm̃2, the truncation point p

can be used to regularize each model update. However, the third scheme δm̃3 does

not have this property since lowering p is expected to result in a longer model update

δm̃3. Figure 6.11 gives an example of how the length of the δm̃3 model update tends
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Figure 6.11: Truncation has a regularizing effect on the length of the model update
when using either δm̃1 (6.38) or δm̃2 (6.40) (blue circles) but truncation has the op-
posite effect when updating models by δm̃3 (6.50) (red triangles).
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to increase when reducing the number of retained singular values p. Experimenting

with synthetic inverse problems we have found that this property of the δm̃3 update

approach can result in unnecessarily large deviations away from the prior parameter

guess at early LM iterations. This type of model coarsening can result in slower for-

ward simulations.

Because of the regularizing properties of δm̃1 and δm̃2 we have found that those

methods work well at early iterations. However, δm̃3 can work better at later itera-

tions since the model update δm̃3 is in the full parameter space, unlike δm̃1 and

δm̃2 which only base the model update on the leading p right-singular vectors. We

have found that choosing δm̃3 at late inversion iterations can help to reduce both the

overall objective function (5.1) and the regularization term (5.3). We have attributed

this to the fact that δm̃3 works in the full space, which can help smooth out deviations

from the prior model that may build up during the nonlinear inversion, as well as im-

proving matches to observations. This aspect of the δm̃3 updating approach is similar

to the CG approach for approximate LM updates. For the computational experiments

in Section 5.6.5, the CG-LM approach gave a lower objective function value than that

found using the TSVD-LM approach with the δm̃1 type of update (for a suitably low

CG convergence tolerance). However, the randomized TSVD-LM approach was more

efficient than using the CG-LM approach.

6.8.3 Preconditioned CG Approach for Finding LM Updates

The CG approach to finding LM updates, discussed previously in Section 5.6.5, can be

improved by using preconditioning. Instead of using a CG method to solve Ax = b,

the CG method can be used to solve PAx = Pb, where P is a symmetric positive-

definite preconditioning matrix. Note that the exact solution is the same for Ax = b
and PAx = Pb but early halting of the CG method may give different results. Al-

gorithm 15 gives pseudocode for a preconditioned CG approach, which is based on

(Saad 2003, Alg. 9.1).

ChoosingP as the identity gives the basic CG method applied to the original linear

system. Specifying P as the inverse of A gives an exact solution right away, but we

would not consider the CG approach if generating the exact inverse were possible.

The key to reducing the number of CG iterations is to find a matrix P which is close

to the inverse ofA, but this needs to be balanced against the cost of generating such

a matrixP . A good preconditioner should result in the matrixPA having a clustered

singular spectrum. That is, the required number of PCG iterations tends to decrease

as the condition number ofPA tends to one.
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Algorithm 15 Inexact preconditioned conjugate gradient (PCG) solver

INPUT: Matrix A ∈ Rn×n , preconditioner P ∈ Rn×n , vector b ∈ Rn , vector x0 ∈ Rn ,
convergence tolerance εCG and maximum number of iterations jmax.
RETURNS: Approximate solution x=x j toAx= b.

1: r̄0 = b−Ax0.
2: z0 =P r̄0.
3: p0 = z̄0.
4: j = 0.
5: while

∥∥r̄ j
∥∥> εCG ‖b‖ and j < jmax do

6: α j = (r̄T
j z j )/(pT

j Ap j ).
7: x j+1 =x j +α jp j .
8: r̄ j+1 = r̄ j −α jAp j .
9: z j+1 =P r̄ j+1.

10: β j = (r̄T
j+1z j+1)/(r̄T

j z j ).
11: p j+1 = z j+1 +β jp j .
12: j = j +1.

Here we look at applying the PCG approach to approximately solve the trans-

formed LM update equations (5.7). In that case, we can try using a randomized

method to form (6.49) as an approximation to the inverse of the coefficient matrix ap-

pearing in (5.7). Using a randomized algorithm to form this type of preconditioner can

be reasonably efficient. An important step is choosing the rank of the approximation

to SD when using (6.49) within the PCG method. For an accurate preconditioner, we

would like to choose the rank p such that λ2
p+1 is small relative to µ+γ but to reduce

the cost of generating the preconditioner we would like p to be small.

For the inversion experiments in Section 6.8.4, below, using the PCG-LM ap-

proach, we again chose a simple method where the rank p is increased linearly be-

tween LM iterations, and γ is lowered by a factor of ten between LM iterations. How-

ever, it might be worth developing a method that adaptively adjusts γ within an LM

iteration based on the estimated singular values. Likewise, it might be worth develop-

ing a method to adaptively adjust p. Vogel & Wade (1993) suggested a scheme where

the rank p is adjusted between inversion iterations based on an extrapolation of the

estimated singular spectrum. Their scheme could be worth further consideration, but

we will not use it here.

Figure 6.12 shows how the PCG method can reduce the number of CG iterations

used to find an LM update. The results shown were found using the 6,135 by 24,000

dimensionless sensitivity matrix introduced in Section 6.7, µ = 1, γ = 104 and a CG

convergence tolerance εCG = 10−3. Applying the randomized Algorithm 7 to SD with

2 views gave results close to those found using the exact TSVD (see Figure 6.12(a)).
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Figure 6.12: Number of preconditioned CG iterations when estimating a solution to
the LM update (5.7) and using (6.49) as a preconditioner with a rank-p approximation
of SD. Number of iterations when considering the (a) rank p and (b) the size of the
sampled subspace, where l is the amount of oversampling. The results are for the exact
TSVD (solid black line), Algorithm 7 applied to SD using 2 views and l = 0 (solid red
line), Algorithm 7 applied toSD using 2 views and l = 10 (dashed red line), Algorithm 7
applied toST

D using 2 views and l = 0 (dash-dotted blue line), and Algorithm 7 applied
to ST

D using 2 views and l = 10 (dotted blue line). For reference, the horizontal grey
line indicates the number of CG iterations without preconditioning.

Forming the preconditioner with 2 views and Algorithm 7 applied toST
D was much less

accurate (see Figure 6.12(a)). This is consistent with the discussion in Sections 6.4.3.3,

6.4.3.4, and 6.7.3.2. Notice, that choosing p too small can result in an increase in the

number of CG iterations, even when using the exact TSVD. It is not clear to us why

this would be the case for the exact TSVD but it further emphasizes the importance of

selecting a large enough p.

For a fixed rank p, oversampling helps to improve the preconditioner (see Fig-

ure 6.12(a)). Note, however, that using the full randomized subspace of size p + l for

the low-rank approximation tended to give a better preconditioner than discarding an

oversampling subspace of size l > 0, as shown in Figure 6.12(b). Namely, it appears not

to be worth oversampling when forming the randomized preconditioner. Instead, it is

better to set l = 0 and raise the rank p as needed.

6.8.4 Inversion Results Using the PCG Approach

To test the PCG-LM inversion approach we applied it to the inverse problem discussed

previously in Chapter 5. At every LM iteration we generated a preconditioner accord-
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ing to (6.49) with SD approximated using Algorithm 7 with 2 views. We applied Algo-

rithm 7 toSD, which gives a more accurate preconditioner than applying Algorithm 7

with 2 views toST
D , as was discussed before and Figure 6.12 shows.

Instead of discarding l = 10 oversampled singular triplets, as was done when test-

ing the 2-view TSVD-LM method in Chapter 5, we kept all approximated singular val-

ues and right-singular vectors when generating the preconditioner. This is consistent

with the advice given in the previous section. Therefore, we set l = 0 and chose p = 11

for the first LM iteration. The number of retained singular values p was increased lin-

early by five between LM iterations when testing the PCG-LM approach, and p had a

maximum value of 60.

Figures 6.13 and 6.14 compare the convergence of the observation mismatch,

model mismatch and objective function when using the PCG-LM approach against

using the CG-LM approach. The PCG variant tended to reduce the objective function

more quickly between LM iterations than the simpler CG approach. Furthermore, as

shown in Figure 6.15, using the preconditioned CG approach was a lot more efficient

than using the simpler CG approach without preconditioning. In fact, the PCG-LM

variant gave computational efficiency similar to the randomized 2-view TSVD-LM ap-

proach presented in Chapter 5 (see Figure 6.15).

These results suggest that the PCG-LM approach, using randomized precon-

ditioning, is another good option for efficient inversion of highly-parameterized

geothermal reservoir models. As the results show, there was not much difference in

efficiency when choosing between using the PCG-LM method with a CG convergence
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Figure 6.13: (a) Normalized observation mismatch and (b) model mismatch using the
PCG and CG methods to find LM updates.
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Figure 6.14: A comparison of the convergence of the objective function versus number
of inversion (LM) iterations when using the PCG-LM and the CG-LM approaches.
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Figure 6.15: Convergence of the objective function with elapsed computational time
when using the PCG-LM approach compared with using the the more basic unprecon-
ditioned CG-LM variant. Results are also shown for the TSVD-LM approach discussed
in Chapter 5, using the randomized 2-view method or the Lanczos method to form a
TSVD of the dimensionless sensitivity matrix.
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Table 6.1: Results after 25 LM iterations and increasing the truncation factor p by five
between iterations. For the randomized TSVD-LM methods the values shown are the
mean (ave), minimum (min), and maximum (max) values from 20 runs.

Objective Observation Mismatch Model Mismatch

Method Φave Φmin Φmax Φave
d Φmin

d Φmax
d Φave

m Φmin
m Φmax

m

δm̃1, Lanczosa 555 246 124
δm̃1, Lanczosb 507 207 120
δm̃1, 2-viewe 502 455 634 199 173 216 121 106 169
δm̃3, 2-viewe 418 384 455 137 115 158 112 106 122
δm̃1/δm̃3, 2-viewe 422 405 448 151 139 161 108 102 119
PCG-LMc 417 130 115
PCG-LMd 408 120 115
a εsv = 10−5; b εsv = 10−1; c εCG = 10−2; d εCG = 10−3; e Algorithm 7 applied toSD.

tolerance of εCG = 10−2 or εCG = 10−3. When calling the PCG method with εCG = 10−2,

the number of CG iterations ranged between one and four. The PCG method with

εCG = 10−3 used between one and six CG iterations. Using the standard CG method

sometimes resulted in up 50 CG iterations to find an LM update. The PCG-LM method

was much more efficient than the CG-LM method since it substantially reduced the

number of CG iterations.

Both of the PCG-LM inversion runs gave an objective function value below 420 af-

ter 25 LM iterations (see Table 6.1). As shown in Table 6.1, this is considerably lower

than the average objective function value found using the TSVD-LM approach dis-

cussed in Chapter 5 (which uses the δm̃1 update variant given by (6.38)). With the

randomized 2-view method, the TSVD-LM approach gave on average an objective

function value of 502 after 25 LM iterations, when increasing the truncation p by five

between LM iterations. However, instead of using the δm̃1 update approach we can

use the δm̃3 variant for a final convergence that is more similar to the PCG approach.

Like the δm̃1 variant, the main benefit of the δm̃3 update approach is that the num-

ber of adjoint and direct simulations is independent of the number of trial LM updates

during an LM iteration.

6.8.5 Tests with Randomized TSVD-LM Update in Full Space

The δm̃3 update approach finds a model update in the full parameter space. This is

unlike the δm̃1 variant which restricts each model update to a subspace of size p. A

benefit of updating in the full parameter space is that it can give more flexibility for

lowering both the observation and model mismatch terms as needed to minimize the
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objective function value. However, a downside of the δm̃3 approach is that it can be

more difficult to regularize early inversion iterations as choosing p small gives large

model updates unless γ (or µ) is raised.

Figure 6.16(b) shows how using the δm̃3 update tends to result in the model mis-

match term increasing rapidly at early iterations. Nevertheless, the δm̃3 variant has

flexibility to remove this model coarsening at later LM iterations. This is in contrast

to the δm̃1 approach which tends to struggle to lower the model mismatch term (see,

e.g., Figures 5.10 and 6.20). The δm̃3 method also tends to give a better match to ob-

servations than the δm̃1 approach (see Figure 6.16(a)).

For the results in Figure 6.16 we ran inversions using the δm̃3 approach with the

TSVD of SD estimated using the Lanczos approach or using Algorithm 7 with 2 views.

For accuracy, we used SD as the input matrix in Algorithm 7. For those inversions

we set p = 1 for the first LM iteration and ran inversions for 25 LM iterations with p

increased by five between LM iterations (up to a maximum of p = 50). We also over-

sampled with l = 10.

However, in the same way, as discussed for the PCG method it is better to include

all sampling when using the δm̃3 update. Doing so is also consistent with the theory

in Appendix E, which suggests that for improved accuracy and regularization it is bet-

ter to increase p when using the δm̃3 update. Figure 6.17 demonstrates this. The red

curves in Figure 6.17 show results using the randomize 2-view variant of the δm̃3 up-

date described above, which used oversampling l = 10. The blue curves in Figure 6.17
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Figure 6.16: (a) Normalized observation mismatches and (b) model mismatches using
the δm̃3 TSVD-LM update method (see Equation (6.50)). Results using Lanczos itera-
tion with εsv = 10−5 (blue triangles) are compared with the using the 2-view method.
The dashed red line indicates mean values when running 20 inversions with the 2-
view method. Red solid lines indicate the maximum and minimum values of the 20
runs. For reference, results are also shown for the δm̃1 TSVD-LM update method (see
Equation (6.38)) using Lanczos iteration with εsv = 10−5 (black squares).
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also show results using the 2-view δm̃3 update and the same amount of sampling.

The difference is that all the samples are kept for the approximation ofSD. That is, for

the blue curves we used l = 0, set p = 11 at the first LM iteration and increased p by

five between LM iterations up to a maximum value of 60. The approach using l = 10

gave an average objective function value of 472 when running 20 inversion up to 25

LM iterations. Using l = 0, however, gave an average objective function value of 418.

This average objective function value is similar to the objective function values given

by the PCG-LM methods (see Table 6.1).

Figure 6.18 shows that the δm̃3 update with l = 0 has a convergence rate close

to the PCG-LM method. This is not surprising considering that the δm̃3 approach is

equivalent to the PCG-LM method with the maximum number CG iterations jmax =
0. By using additional CG iterations, the PCG-LM inversions converged on average

slightly faster (in terms of the number of LM iterations) than the δm̃3 method (see

Figure 6.18).

For improved regularization it is possible to combine the δm̃3 methodology with

the δm̃1 approach. The δm̃1 update can be used at early iterations to regularize the

inverse problem and a switch can be made to using the δm̃3 update at later iterations

to improve the asymptotic convergence. The red curves in Figures 6.18 and 6.19 show

results for this type of approach. The first 15 LM iterations used the δm̃1 update with

l = 10 and p was increased by five between LM iterations (from p = 1 to p = 50). Later
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Figure 6.17: (a) Normalized observation mismatches and (b) model mismatches using
the δm̃3 TSVD-LM update method (see Equation (6.50)) and a randomized 2-view
method, with the rank p increased by five between LM iterations. The dashed blue
line indicates mean values when running 20 inversions with no oversampling (l = 0).
The blue solid lines indicate the maximum and minimum values of the 20 runs. The
same is shown in red when truncating away the ten smallest sampled singular values
(i.e., using oversampling of l = 10). Note that p + l is the same for both methods at
every LM iteration.



240 Randomized Matrix Approximation Algorithms Using Any Number of Views

LM iterations used the δm̃3 update with p = 60 and l = 0. As shown in Table 6.1, this

mixed δm̃1/δm̃3 approach gave matches comparable to those found using the PCG-

LM approach.

Table 6.2 gives a simplified overview comparing many of the LM variants consid-

ered in this study. Based on our experimental results, our LM method of choice is the

randomized 2-view TSVD-LM variant which uses δm̃1 updates at early LM iterations

and then switches to using δm̃3 updates. As presented in Table 6.2, using this mixed

δm̃1/δm̃1 approach may give a good balance between keeping the number of ma-

trix views low and converging quickly, while suppressing unnecessary model coars-

ening. Another approach we have found to work well is the PCG-LM variant, which

on average converges faster than the mixed TSVD-LM approach, without using a large

number of matrix views.
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Figure 6.18: Convergence of the objective function for four approximate LM inver-
sion methods: (black triangles) PCG-LM with εCG = 10−3, (black squares) δm̃1 update
(6.38) with the Lanczos method (εsv = 10−5), (blue lines) a randomized 2-view vari-
ant of the δm̃3 update method (6.50), and (red lines) a randomized 2-view approach
which uses a mixture of the δm̃1 and δm̃3 methods (using δm̃1 for the first 15 LM
iterations and then switching over to the δm̃3 approach). For the randomized 2-view
methods, the dashed lines indicate mean values from 20 inversions, and the solid lines
indicate the maximum and minimum values of the 20 runs.
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Figure 6.19: (a) Normalized observation mismatches and (b) model mismatches when
using the δm̃1 TSVD-LM method (6.38) for the first 15 LM iterations and then switch-
ing to the δm̃3 update method (6.50) (red lines). The dashed red line indicates mean
values from 20 inversions. The red solid lines indicate the maximum and minimum
values of the 20 runs. The same is shown in blue when only using δm̃3 updates.

Table 6.2: A simplified comparison of the qualities of some of the approximate
Levenberg-Marquardt updating methods considered in this study.

Method Variant TSVD Approach Matrix Views Regularization Convergence

TSVD-LM δm̃1 Lanczos − + −
δm̃1 2-view + + −
δm̃3 2-view + − +
δm̃1/δm̃3 2-view + + +

CG-LM large εCG − + −
small εCG − − +

PCG-LM 2-view + − +

6.8.6 Increasing Inversion Accuracy by Using More Views

Another way of improving the accuracy of the randomized TSVD-LM variants is to

use more views (e.g., three or four views) to generate an approximate TSVD of the

dimensionless sensitivity matrix. However, the downside is an increase in computa-

tional expense. Figures 6.20 and 6.21 show the convergence of the observation mis-

match, model mismatch and the objective function when using the δm̃1 updating

method along with Algorithm 7 with different number of views. As expected, increas-

ing the number of views results in individual randomized inversion runs which are

more consistent with each other and the accurate Lanczos approach (see Figures 6.20

and 6.21). The results in Figures 6.20 and 6.21 were generated by increasing the rank

p by five between LM iterations.

Figures 6.20 and 6.21 also compare inversion results when using the δm̃1 update

and applying Algorithm 7 to the dimensionless sensitivity matrix or its transpose. We
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wondered whether there might be a noticeable difference between the two variants.

However, the results do not show a notable difference in the two approaches when

using the δm̃1 update. A possible explanation for this is that these inversion runs are

dominated by the observation mismatch term. That is, especially at early LM itera-

tions, the model updates are mainly determined by the terms (λiu
∗
i r̂)vi appearing

in Equation (6.38), which involve both the right and left singular vectors. The regu-

larization correction terms (µv∗i m̃)vi , which only involve the right-singular vectors,
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Figure 6.20: Normalized observation mismatches when using the TSVD-LM δm̃1 up-
date (6.38) with the TSVD estimated using Algorithm 7 with (a) two views, (c) three
views, and (e) four views. The dashed red line indicates mean values, and the red solid
lines indicate the maximum and minim values when running 20 inversions with Al-
gorithm 7 applied to SD. The same is plotted in blue for Algorithm 7 applied to ST

D .
The same type of comparison is shown for the model mismatches when using (b) two
views, (d) three views, and (f) four views. For reference, we also show results using the
Lanczos method (εsv = 10−5) to approximate the TSVD (black squares).
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played a lesser role. However, when using the approximation in Equation (6.49) for

the TSVD-LM δm̃3 variant or to precondition the LM update equations when using

PCG iterations to find model updates, there can be a noticeable difference between

applying Algorithm 7 toSD orST
D , as discussed previously.

6.8.7 Model Updates with Minimum Variance 1-view Approach

When using the TSVD-LM δm̃1 method we get the best matrix pass-efficiency per LM

iteration by using a randomized 1-view approach, such as Algorithm 12. For the ran-

domized 1-view inversion experiments in Chapter 5 we chose to use fixed oversam-

pling. A better approach, however, is to adjust the amount of oversampling during the

inversion as the rank p is increased. When p is small at early LM iterations, we can get

away with using less oversampling, but we need to gradually increase the oversam-

pling to improve convergence at later LM iterations. As the results showed in Chapter

5, we did not use enough oversampling to get a good final convergence-rate with the

1-view TVSD-LM variant.

For convenience and accuracy it can be good to use the minimum variance ver-

sion of the randomized 1-view Algorithms 12 or 13. The convenience of the minimum

variance approach is that we can use the simple choice l1 = l2 and let the minimum

variance algorithm choose an appropriate value for lc.

Figure 6.22 shows the convergence of the objective function when using the δm̃1

update with the TSVD estimated using the minimum variance version of Algorithm

12. Figure 6.22 compares inversion results using this approach against the results from

Chapter 5 for p increased by two between LM iterations. The inversion runs using the

minimum variance approach set l1 = l2 = 10 at the first LM iteration and increased

both of these oversampling factors by one between LM iterations until they reached a

maximum value of 30. As shown in Figure 6.22, this approach gave a convergence rate

which was reasonably consistent with using the standard Lanczos approach. Because

of the additional oversampling, the minimum variance 1-view inversions converged

better than the 1-view approach used in Chapter 5 (see Figure 6.22). Like the previous

1-view experiments, however, this approach did not result in a notable improvement

over using the 2-view approach when considering the convergence of the objective

function with time. The reason for this is mainly because the nonlinear forward sim-

ulations dominated the cost and the improvement in accuracy did not offset the cost

of the additional oversampling.

As mentioned before the parallel efficiency of our randomize 1-view implemen-

tation is not optimal. When the 1-view and 2-view methods used the same amount
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Figure 6.21: Convergence of the objective function when using the TSVD-LM δm̃1 up-
date (6.38) with the TSVD estimated using Algorithm 7 with (a) two views, (c) three
views, and (e) four views. The dashed red line indicates mean values, and the red solid
lines indicate the maximum and minim values when running 20 inversions with Algo-
rithm 7 applied to SD. The same is plotted in blue for Algorithm 7 applied to ST

D . For
reference, we also show results using the Lanczos method (εsv = 10−5) to approximate
the TSVD (black squares).
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Figure 6.22: Convergence of the objective function when using the TSVD-LM method
(δm̃1) with the TSVD estimated with the minimum variance version of the ran-
domized 1-view Algorithm 12, compared against using the Lanczos approach. (Black
squares) Lanczos method (εsv = 10−5), (blue circles) Lanczos method (εsv = 10−1), and
(blue lines) the randomized minimum variance 1-view variant. For the minimum vari-
ance method, the dashed line indicates mean values from 20 inversions, and the solid
lines indicate the maximum and minimum values of the 20 runs. The minimum vari-
ance approach used oversampling l1 = l2 = 10 initially and increased l1 and l2 by one
between LM iterations up to a threshold of l1 = l2 = 30. For reference, the red lines
show, similarly, results using the 1-view Algorithm 4 with l1 = 10 and l2 = 20.

of oversampling, the 1-view method required about 60% of the time needed by the

2-view method. However, with additional oversampling the efficiency of the 1-view

method degraded. At best we might be able to obtain a TSVD using a 1-view method

in half the time needed by a 2-view method. Considering this, it might be attractive

to use the 1-view approach if there is an abundance of parallel resources to solve all

the adjoint and direct problems simultaneously for the 1-view method. However, the

1-view approach appears to be a less attractive proposition when parallel computing

resources are limited. We can imagine, as an example, that we need to run multiple

inversions simultaneously. This can be the case, for instance, when generating an en-

semble of models for uncertainty quantification using the randomized maximum like-

lihood approach (see discussion in Chapter 7). With limited computational resources,
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we may not be able to simultaneously run all adjoint and direct simulations to update

all models at the same time. In this case, the additional oversampling used by the 1-

view method can be a burden and using a 2-view approach could be preferable as it

needs fewer adjoint and direct solves. These types of implementation considerations

need further investigation for the randomized TVSD-LM methods presented here.

6.9 Conclusions

We have presented practical randomized algorithms which are variations of popu-

lar randomized algorithms for a rank-p approximation of a rectangular matrix. The

study was aimed at practical algorithms that can be applied to a range of problems

which may have an arbitrary budget for the number of times the matrix is accessed or

viewed. To this end, we considered a novel more general randomized subspace itera-

tion algorithm that generates a rank-p factorization using any number of views v ≥ 2

as a substitute for a widely used subspace algorithm which only uses an even number

of views. We also extended this approach to a block Krylov framework, which can be

advantageous for matrices that have a heavy tail in their singular spectrum.

For applications that can only afford to view the data matrix once, we presented

improved randomized 1-view methods. Adapting a 1-view algorithm recently rec-

ommended by Tropp et al. (2017b), we arrived at a simple algorithm and sampling

scheme that can outperform the algorithm recommended by Tropp et al. (2017b) for

a range of matrices. The 1-view approach proposed here achieves this by using an

adaptive post-processing step which analyses in a simple way the information con-

tained in the randomized sketches created by the 1-view scheme. We also improved

an extended 1-view method which was tested by Tropp et al. (2017b). A simple adjust-

ment to the extended 1-view method makes it considerably more accurate, and it can

outperform the previously mentioned 1-view method when the goal is to minimize

the memory required by the randomized matrix sketches. Furthermore, based on 1-

view and power iteration methods proposed by Yu et al. (2017) and Yu et al. (2018), we

proposed a highly pass-efficient randomized block Krylov algorithm that is suited to

approximating large matrices stored out-of-core in either row-major or column-major

format.

We also discussed how randomized algorithms can be applied to the type of non-

linear and large-scale inverse problems, motivating this work. In particular, we dis-

cussed various randomized strategies for approximating Levenberg-Marquardt model

updates at a low computational cost. In relation to the motivating problem, we dis-

cussed subtle differences, accuracy wise, between applying the randomized subspace
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or block-Krylov algorithms to a matrix of interest or its transpose. The subtle differ-

ences can be important when estimating normal matrices such as those appearing in

inverse problems and are important in applications that involve estimating either the

left-singular or right-singular subspace of a matrix. Computational experiments sup-

ported the claims made on the properties of the presented randomized algorithms,

and we demonstrated how the proposed randomized algorithms can be used within

an inversion framework to speed-up inversion of highly-parameterized geothermal

reservoir models.

Based on the theoretical and computational results in this chapter, our preferred

TSVD-LM inversion approach is to use the δm̃1 model updates (see Equation (6.38))

at early LM iterations and then switch to using δm̃3 model updates (see Equation

(6.50)). In our experience, using the δm̃1 updates is preferable at early LM iterations,

because of its regularizing properties. Moreover, when using a small rank p at early

iterations to lower computational cost, the success of proposed δm̃1 updates is less

dependent on p than the δm̃3 updates. However, the δm̃3 approach is preferable at

late LM iterations because of its better asymptotic convergence rate.

When using the mixed δm̃1/δm̃3 approach we have preferred using the random-

ized Algorithm 7 with two views and using SD as input into Algorithm 7 to form the

TSVD. In our experience, using a randomized 2-view approach to form the TSVD gives

a good balance between efficiency and accuracy. The reason for choosingSD as input

into Algorithm 7 is that this gives greater accuracy than using ST
D as input when us-

ing δm̃3 updates along with a 2-view method. We like this mixed δm̃1/δm̃3 approach

because it uses a small number of matrix accesses at each LM iteration. However, to

decrease the number of LM iterations and nonlinear simulations needed to achieve a

good match to observations it might be advantageous to consider using the random-

ized PCG-LM approach.





Chapter 7

Experiments Using the Randomized

Maximum Likelihood Method

7.1 Introduction

7.1.1 Background and Motivation

In the previous chapters, we demonstrated methods for reducing the computational

cost of inverting a single geothermal reservoir model. In the following sections, we

will briefly demonstrate how the inversion methods developed in Chapters 5 and 6

can be used to estimate model uncertainty. Here the focus is on using the randomized

maximum likelihood (RML) approach (Oliver 1996; Oliver et al. 1996; Oliver et al. 2008;

Tavakoli & Reynolds 2011) to estimating parameter uncertainty.

In Bayesian inversion theory, parameter uncertainty is described by the param-

eter posterior probability distribution (Kaipio & Somersalo 2004; Oliver et al. 2008;

Stuart 2010). Comprehensive sampling of the posterior distribution is not feasible

for a highly-parameterized geothermal model. Instead, we need to use approximate

sampling methods to estimate parameter uncertainty. The RML approach is one such

method which was proposed as a method for approximately sampling from the pa-

rameter posterior probability distribution when the prior parameter distribution is

Gaussian, and the observation noise is additive and Gaussian. In that case, the pos-

terior probability density function is proportional to exp(−Φ(m)/2), where Φ(m) is

the objective function given in Equation (3.13). The RML method involves generating

an ensemble of distinct reservoir models, which can be used to estimate parameter

uncertainty and for uncertainty quantification of future production events. Each RML

model realization is generated by solving an inverse problem which involves minimiz-

249
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ing an objective function which is a stochastic perturbation of the objective function

in Equation (3.13) used for finding the maximum a posteriori (MAP) estimate. Each

of these stochastic inverse problems can be solved, along with the MAP estimation

problem, independently and simultaneously in parallel using, for example, the inverse

methods in Chapters 5 and 6.

The RML method has been widely used for uncertainty quantification of

petroleum reservoir models (see, e.g., Chen et al. (2018), Dickstein et al. (2017), Gao

et al. (2006), and Tavakoli & Reynolds (2011)). In the geothermal context, the RML

method has been applied to a synthetic 3D nonisothermal single-phase production

problem (Zhang et al. 2014) and for quantifying uncertainty of lumped-parameter

reservoir models used for describing water-level changes in low-temperature geother-

mal systems (Onur & Tureyen 2006; Tureyen & Onur 2010). In (Tureyen & Onur 2010),

the RML approach was applied to estimating the uncertainty in future water-levels at

the Balcova-Narlidere geothermal field in Turkey. However, their models only included

up to six parameters, which is fairly typical practice when using lumped-parameter

models. In (Tureyen & Onur 2011), the same authors applied the ensemble Kalman

filter (EnKF) method for uncertainty quantification of lumped-parameter models de-

scribing the Balcova-Narlidere geothermal field. Before discussing the RML method,

which is the topic of this chapter, we will give a brief overview of related uncertainty

quantification methods.

7.1.2 Other Ensemble Data-Assimilation Methods

In Section 3.2 we discussed the results of Vogt et al. (2012a) who used an EnKF

approach to estimate permeabilities in an enhanced geothermal system. As men-

tioned before, their EnKF approach appeared to give somewhat crude matches to

observations. Using a standard EnKF method resulted in especially bad matches to

observations (Vogt et al. 2012a) and consequently, they applied the EnKF method

iteratively. This finding is consistent with the petroleum literature which suggests

that iterative ensemble data-assimilation methods are generally needed to obtain

good matches to observations and to adequately deal with severely nonlinear for-

ward problems (see, e.g., (Chen & Oliver 2012, 2013; Chen & Oliver 2014; Emerick &

Reynolds 2013a; Emerick & Reynolds 2013b)). We, therefore, expect that iterative en-

semble data-assimilation methods would be preferable to using non-iterative data-

assimilation methods when dealing with high-enthalpy geothermal reservoir models.

An advantage of the EnKF method and related iterative ensemble data-assimilation

methods such as those presented in (Chen & Oliver 2012, 2013; Emerick & Reynolds



Introduction 251

2013a) is that they do not require adjoint code. Instead, the parameters of each en-

semble realization are updated based on the outputs of all the models comprising the

ensemble of reservoir models. As a result, the reservoir simulator can be treated as a

black box. Furthermore, the methods lend themselves well to efficient parallel com-

puting. Investigating the applicability of these types of ensemble data-assimilation

methods for uncertainty quantification of geothermal reservoir models is beyond the

scope of this study but would be worth considering in future work.

7.1.3 Uncertainty Quantification Using Local Linear Analysis

A much simpler approach is to use local linear analysis around the MAP estimate

to approximate parameter uncertainty. The first step of this approach involves run-

ning an inversion method to find the MAP estimate. After that, parameter uncer-

tainty is estimated based on a multivariate Gaussian distribution where the mean

is the MAP estimate mMAP and the posterior covariance matrix is given by Γpost =[
ST (mMAP)Γ−1

d S(mMAP)+Γ−1
m

]−1
. For a small number of parameters or observations,

the sensitivity matrix at the MAP estimate can be evaluated using the direct or adjoint

methods. Then posterior parameter uncertainty is estimated by sampling from the lo-

cal Gaussian distribution defined by mMAP and Γpost. A common shorthand used to

denote that a parameter vector x is sampled from a Gaussian distribution with mean

x̄ and covariance matrix Γx is x∼ N (x̄, Γx). In this notation, the local linear analysis

approach uses samplesm∼N (mMAP, Γpost).

Omagbon et al. (2015) and Doherty et al. (2017) used this type of local linear

analysis to estimate parameter uncertainty in geothermal models. Both Omagbon et

al. (2015) and Doherty et al. (2017) used finite differencing to estimate the sensitivity

matrix. Omagbon et al. (2015) considered a horizontal test problem. However, Do-

herty et al. (2017) used linear analysis for uncertainty quantification in a case study

of a real geothermal field. In their study, they considered a model with over a thou-

sand adjustable parameters. Using linear analysis, they randomly generated around

1400 models but retained 200 of those, which they deemed to give acceptable matches

to observations. They then used these acceptable models to estimate plausible fu-

ture steam flow-rates. The number of parameters considered by Doherty et al. (2017)

is quite large in comparison to most other geothermal inversion studies. However,

when estimating the posterior covariance matrix for a large number of parameters, we

can reduce computational cost by replacing the Gauss-Newton normal matrix with a

low-rank approximation using a randomized matrix approximation algorithm such as

those discussed in Chapter 6. This was briefly discussed before in Section 6.8, where
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Equation (6.49) can be used to approximate the parameter posterior covariance ma-

trix when dealing with the transformed model parameters m̃.

The local linear analysis approach is appealing because it only requires solving a

single nonlinear inversion problem. However, sampling based on the local linear anal-

ysis approach can result in the generation of a large number of models which give in-

adequate matches to observations when the problem is highly nonlinear (Liu & Oliver

2003; Oliver et al. 2008). This might be an issue when dealing with some geothermal

reservoir problems. Nevertheless, this did not appear to be an issue for the problem

discussed in (Doherty et al. 2017).

Liu & Oliver (2003) found that the RML approach worked considerably better than

the linear analysis method when testing those methods on a synthetic 1D flow prob-

lem. A similarly controlled experiment by Emerick & Reynolds (2013b) suggested that

the RML approach compared favourably against other ensemble data-assimilation

methods and out of all the ensemble-based methods the RML method appeared to

give results which were the most consistent with those found using extensive MCMC

sampling. Motivated in part by these results and the work of Tavakoli & Reynolds

(2011), Shirangi (2014), and Shirangi & Emerick (2016) we look at using the RML

method, within the context of geothermal reservoir modelling, and using the random-

ized LM inversion methods discussed in previous chapters to solve each ensemble

RML inverse problem.

7.1.4 Purpose

The goal here is to compare some of the LM variants outlined in previous chapters

(see, e.g., Table 6.2) further by using them to generate RML samples conditioned to

data. Another goal is to present the RML method as a potentially useful method for un-

certainty quantification of highly-parameterized geothermal reservoir models. How-

ever, we do not look at comparing the RML method with other uncertainty quantifi-

cation methods. That task is left to future work.

7.2 The RML Method

The MAP estimate is found by minimizing (3.13). As discussed below, each conditional

ensemble RML realization is generated by minimizing a related objective function.

For the j th ensemble realization the RML method draws at random a set of uncondi-

tional model parameters muc, j from the prior parameter distribution, according to

muc, j ∼ N (mpr, Γm). This unconditional realization is paired with an observation
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vector duc, j ∼ N (dobs, Γd), which is a random perturbation of the original observa-

tions dobs. The RML method then finds the j th conditional ensemble realization by

finding the vector of model parameters m j that minimizes the following stochasti-

cally generated objective function:

Φ j (m j ) =Φ j
d(m j )+Φ j

m(m j ) , (7.1)

where

Φ
j
d(m j ) = [

d(m j )−duc, j
]T
Γ−1

d

[
d(m j )−duc, j

]
(7.2)

is a stochastic observation mismatch term and

Φ
j
m(m j ) = [

m j −muc, j
]T
Γ−1

m

[
m j −muc, j

]
(7.3)

is a stochastic model mismatch term. By generating an ensemble of such conditional

realizations, we can approximate the parameter posterior distribution.

The similarities between (3.13) and (7.1) is clear: we have simply replaceddobs and

mpr with corresponding random samples. Therefore, we can easily use the modified

LM inversion methods discussed in Chapters 5 and 6 to estimate a minimum of (7.1).

We need only replace dobs andmpr with duc, j andmuc, j . Furthermore, each of these

stochastic inverse problems can be solved independently in parallel. In the following

discussion we use values with j = 0, such asΦ0, to denote values corresponding to the

MAP estimate. This is for ease of notation and also because we use the MAP estimate

along with other conditional RML realizations for uncertainty quantification.

The RML method samples correctly from the posterior for linear forward prob-

lems (Oliver et al. 2008). Though the RML approach gives samples from areas of the

posterior with high probability density, it does not necessarily sample correctly for the

more general case of a nonlinear forward problem. To obtain a theoretically correct

posterior sampling method, an additional post-processing step using, for instance, a

Metropolis-Hastings (MH) algorithm is needed (Oliver 2017). In practice, the use of an

additional MH correction step is typically forgone, however (see, e.g., (Chen et al. 2018;

Dickstein et al. 2017; Emerick & Reynolds 2013b; Tavakoli & Reynolds 2011)).

A related method called randomize-then-optimize (RTO) was proposed by Bard-

sley et al. (2014). When using an MH or importance sampling framework to process

proposed RTO samples, the RTO approach proposed by Bardsley et al. (2014) gives

theoretically correct posterior samples under certain conditions. The RTO method

could be worth further consideration for geothermal modelling, though we do not

consider it here. We only focus on the simpler RML approach.
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7.3 Description of RML Experiments

7.3.1 The True Model and the Prior Covariance Matrix

For the RML inversion experiments we again consider a 2D vertical-slice natural-state

and production model based on the one considered in the inversion experiments dis-

cussed in Section 4.5 and Chapters 5 and 6. We follow the same procedure as de-

scribed in Section 4.5 for generating synthetic natural-state and production observa-

tions based on a model truth. The difference here is that the true model permeabilities

are generated by sampling from an anisotropic Gaussian distribution. The uncondi-

tional RML realizations are also sampled from this distribution, and we, therefore, re-

fer to it as the prior distribution from now on.

For the Gaussian prior permeability distribution we split the model up into three

uncorrelated regions (see Figures 7.4(b) and 7.5(b)). The first region represents perme-

able shallow deposits from the top of the model down to a depth of 100 m. The second

region represents a 100 m thick low-permeability clay cap or caprock. Below that is the

third and largest region, representing the geothermal reservoir. The prior mean of the

horizontal and vertical log-transformed (to base ten) permeabilities is −14 through-

out the first and third regions. For the low-permeability cap, the prior mean of the

log-transformed horizontal and vertical permeabilities is −16.

To generate a model truth which has an anisotropic permeability structure we

used an approach like that described in (Oliver et al. 2008, Sect. 5.4.4). A basic choice

when using Gaussian priors is to, for example, assume that the covariance Ci , j be-

tween two points decays exponentially as the distance between the two points hi , j

increases:

Ci , j (hi , j ) =σ2
c exp(−hi , j /ssc) . (7.4)

Here ssc is a scaling factor which defines the correlation length-scale and σC is the

standard deviation which defines the scale of parameter variability. Here we use σc =
0.5 and ssc = 200 m, for all regions and permeabilities.

However, the above basic covariance is isotropic. To generate an anisotropic prior

covariance matrix we applied the types of stretching and rotation methods discussed

in (Oliver et al. 2008, Sect. 5.4.4). Here we use (xi , zi ) to denote the position of the node

of the i th numerical block in the 2D model, where xi and zi denote horizontal and

vertical coordinates of the node, respectively. Defining δxi , j = xi−x j and δzi , j = zi−z j
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Figure 7.1: Clockwise rotation through angle ϑ from the original Cartesian coordinate
system with axes x and z to the new Cartesian coordinate system with axes x̃ and z̃.

we use a transformed distance metric h̃i , j =
√
δx̃2

i , j +δz̃2
i , j , where

δx̃i , j =α1
[
cos(ϑ)δxi , j + sin(ϑ)δzi , j

]
;

δz̃i , j =α2
[
cos(ϑ)δzi , j − sin(ϑ)δxi , j

]
.

The angle ϑ defines a clockwise rotation from the original xz-Cartesian coordinate

system to a new x̃ z̃-Cartesian coordinate system (see Figure 7.1). The factors α1 and

α2 are used for stretching/shrinking along the primary directions x̃ and z̃, respectively.

Essentially, increasing αi shortens the correlation length along the primary direction

associated with αi . The prior parameter covariance that we use between points i and

j is then given by

Ci , j (h̃i , j ) =σ2
c exp(−h̃i , j /ssc) . (7.5)

To represent horizontal layers of deposits we can choose ϑ = 0◦. For horizontal

layers, we can expect that formation parameters are more correlated along the hori-

zontal direction than the vertical one. To represent this type of anisotropy we can then

choose α1 <α2. However, real formations are generally not perfectly horizontal. Here

we choose a model truth which consists of subhorizontal formations, which we imag-

ine have been affected by chemical and thermal alterations. These formations may

be thought to be intersected by permeable faults, though we do not represent those

explicitly here.
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Figure 7.2: True log-transformed (a) horizontal and (b) vertical permeabilities.

Here we chose a rotational angle ϑ = 10◦. The scaling or stretching factors were

chosen as α1 = 0.1 and α2 = 1. Here we use (7.5) to generate the elements of covari-

ance matrices in the i th region Γi
kx

and Γi
kz

describing, respectively, the correlation

structure of the log-transformed horizontal and vertical permeabilities. Using this co-

variance structure results in permeabilities which are highly correlated along a pri-

mary subhorizontal direction but less correlated along a lesser subvertical direction

(see Figure 7.2).

We chose to represent the impermeable cap, shown in Figure 7.2, by region two

which is horizontal and not correlated with the more permeable regions. This was

done for simplicity, but another choice could have been to have the cap follow the

subvertical trend. However, a clay cap formed by thermal alterations may not nec-

essarily follow the same trend as the geological deposits, as the clay alterations are

determined by the formation temperature.

Apart from the low-permeability cap, we wanted a true model which had high-

permeability formations below the cap from where geothermal fluid could be pro-

duced and a permeable pathway as an outflow zone through the cap. As permeability

is generally expected to reduce with depth, we wanted the permeability to be low in

the lower sections of the third region. The true permeability parameters shown in Fig-

ure 7.2 exhibit the types of features we were aiming for.

As Figure 7.2 shows, the true model has horizontal and vertical permeabilities

which are correlated. To account for correlation between the horizontal and vertical

log-transformed permeabilities, we used the so-called screening hypothesis (Chu et

al. 1995; Xu et al. 1992). That is, we used

Γi
kx ,kz

= ρcΓ
i
kx

= ρcΓ
i
kz

, (7.6)

where ρc = 0.9 is a correlation coefficient. We chose to use this correlation structure

within each of the three uncorrelated regions.



Description of RML Experiments 257

The full prior parameter covariance Γm used in this study is a 16,000 by 16,000

square matrix describing the correlation structure between the permeabilities in each

of the 8,000 adjustable model blocks. Defining the model parameters as in Section

5.5.3, with m = [logkx,1 , . . . , logkx,Nm /2 , logkz,1 , . . . , logkz,Nm /2], the prior covariance

matrix is given by

Γm =
[
Γkx Γkx ,kz

Γkz ,kx Γkz

]
, (7.7)

where

Γkx =


Γ1

kx

Γ2
kx

Γ3
kx

 and Γkz =


Γ1

kz

Γ2
kz

Γ3
kz

 . (7.8)

However, when there are uncorrelated regions as in our case it can be computationally

more efficient to arrange the model parameter vector based on the regions (Shirangi

2014). Following Shirangi (2014), the prior covariance matrix can be written as

Γm =


Γ1

m

Γ2
m

Γ3
m

 , (7.9)

where

Γi
m =

[
Γi

kx
Γi

kx ,kz

Γi
kz ,kx

Γi
kz

]
(7.10)

is the parameter covariance matrix in the i th region. Using this structure for the co-

variance matrix then procedures using Γ1/2
m can be partitioned into smaller steps in-

volving the smaller matrices
[
Γi

m

]1/2
(Shirangi 2014).

The true model parametersmtrue were generated by sampling from the Gaussian

prior distribution defined by N (mpr, Γm). This was done by first finding the Cholesky

decomposition of the prior covariance matrix according to

Γm =R−1 =LLT . (7.11)

Subsequently, the true parameters were generated by

mtrue =mpr +Lzrand , where zrand ∼N (0, I) . (7.12)

That is, zrand is a random Gaussian column vector (zrand = randn(Nm , 1)). We gener-

ated multiple trial true models in this way until we found the final true model which

has some of the features we were looking for.
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Figure 7.3: True natural-state (a) temperatures [◦C] and (b) vapour saturations.

As shown in Figure 7.2, the true reservoir has anisotropic bands of high and low

permeabilities, and correlated horizontal and vertical permeabilities. The natural-

state temperatures and vapour saturations for the true model are shown in Figure 7.3.

The natural-state temperature distribution is an idealized version of what might be

seen in many geothermal systems, with the flow of hot mass from the deep source

pluming outwards below the caprock. Some of the hot mass flows upwards through

a relatively permeable pathway through the cap. This outward flow results in a two-

phase zone near the surface at a horizontal distance of about 750 m from the origin of

the coordinate system (see Figure 7.3(b)).

The natural-state and production observations generated using this true model

are shown in Figures 7.6 and 7.7. Figure 7.7 also shows the production pressure and

enthalpy changes of the true model for the three years after the first three years for

which production observations are taken. After the first three observed years of pro-

duction, the production enthalpies at Producers 1 and 3 initially increase for about a

year and then begin to decline. One of the things we will look at is how well the RML

approach manages to predict those changes in production enthalpies.

7.3.2 Generating Unconditional Model Realizations

For the RML method we generated unconditional ensemble realizations in the same

way as the true model by randomly drawing from the Gaussian prior distribution. That

is, we used

muc, j =mpr +Lzrand, j , where zrand, j ∼N (0, I) . (7.13)

We randomly generated 50 unconditional realizations in this way along with randomly

drawn observations duc, j ∼N (dobs, Γd). Additionally, all adjustable parameters were

given lower and upper bounds of −18 and −11. The log-transformed permeabilities of

the unconditional realizations were truncated to the nearest parameter bound when
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values were outside the specified bounds. These bounds were also enforced while run-

ning the ensemble RML inversions.

Figure 7.4 compares the vertical permeabilities of the first six unconditional model

realizations with the true values and the prior mean. The same comparison is made

for horizontal permeabilities in Figure 7.5. As those figures show, the unconditional

realizations have quite variable permeability values. This parameter variability results

in a lot of variability in the natural-state temperatures, production pressures and flow-

ing enthalpies predicted by the unconditional models (see Figures 7.6 and 7.7).

7.3.3 Inversion Methods

Here we look at comparing the use of some of the inversion methods presented in

Chapters 5 and 6 for finding conditional RML realizations. We compare three of the

methods listed in Table 6.2. The first inversion approach we consider is the ran-

domized 2-view variant of the TSVD-LM method with the δm̃1 update (see Equation

(6.38)). This approach can be very efficient, as discussed in previous chapters, and has

good regularization qualities when the rank p is gradually increased. Here we chose to

increase p by two between LM iterations for the δm̃1 approach.

The second approach we consider is using the randomized 2-view δm̃1 update

at early iterations, and then switching to using randomized 2-view δm̃3 updates (see

Equation (6.50)) for later LM iterations. An advantage of this approach is that we get

benefits of the regularizing δm̃1 approach at early iterations but get better conver-

gence at later iterations by using δm̃3 updates. As discussed in Chapter 6, the δm̃1 ap-

proach can struggle to improve the objective function at late LM iterations. We con-

sider two variants of this approach. The first TSVD-LM δm̃1/δm̃3 switching variant

increases the rank p by two between LM iterations, and the δm̃3 update is used from

the 20th LM iteration and onwards. The other TSVD-LM δm̃1/δm̃3 switching variant

increases p by five between LM iterations and begins using the the δm̃3 update at the

10th LM iteration.

For all of the three randomized variants outlined here we chose oversampling of

l = 10, set p = 1 for the first LM iteration of all stochastic inversions, and the maximum

value for p was 50. As discussed in Section 6.8.5, discarding a randomized subspace

of size l > 0 is less effective than keeping the full randomly sampled subspace when

using the δm̃3 update. However, for the results presented here using the randomized

TSVD-LM methods we always discarded ten oversampled singular values.

For reference, we chose to use the CG-LM approach with a convergence tolerance

of εCG = 10−2 and the maximum number of allowed CG iterations was set to 50. This
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Figure 7.4: Log-transformed (base ten) vertical permeabilities for the (a) true model,
the (b) prior mean and (c–h) the first six unconditional RML realizations.
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Figure 7.5: Log-transformed (base ten) horizontal permeabilities for the (a) true
model, the (b) prior mean and (c–h) the first six unconditional RML realizations.
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Figure 7.6: Natural-state temperature observations (markers), natural-state tempera-
tures using the prior parameter mean (blue lines), and natural-state temperatures of
the unconditional models (grey lines). (a) Well 1, (b) well 2, (c) well 3, (d), well 4, and
(e) well 5.
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Figure 7.7: Predicted production pressures for (a) Producer 1, (c) Producer 2, and (e)
Producer 3, when using the unconditional realizations (grey lines) and the prior mean
(blue lines). Predicted production enthalpies are also shown for (b) Producer 1, (d)
Producer 2, and (f) Producer 3. The markers indicate observations and the red lines
show profiles using the true model.
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approach uses Algorithm 5 to find approximate LM updates. As discussed in the pre-

vious chapter we can use randomized methods and preconditioning to accelerate the

CG approach. However, we chose the more basic CG-LM approach as a reference point

which is independent of the randomized low-rank matrix approximation algorithms

used in the other three inversion methods outlined above.

We applied these four inversion variants to find a MAP estimate and to find 50 RML

ensemble realizations using the same 50 unconditional realizations and stochastic ob-

servations described in Section 7.3.2. When running an inversion for the j th realiza-

tion we usedmuc, j as the initial parameter guess. The results of these RML inversions

are given below in Section 7.5.

7.3.4 Convergence Criteria

Choosing when to halt each RML inversion is important when it comes to balanc-

ing accuracy and computational efficiency, but it is not completely straightforward

to choose a halting strategy. Preferably, we would like to avoid halting an inversion

when the current set of parameters is far away from the solution of the minimization

problem. However, we do not want to waste time making minor modifications to the

model parameters near the minimum, and we would preferably like to halt an inver-

sion when it stops making progress.

Common stopping criteria used in inversion or optimization methods involve

checking for changes in the model parameters or objective function. Here we chose

to halt an RML inversion for the j th realization when∣∣∣∣∣∣
Φ

j
d(mn

j )−Φ j
d(mn−1

j )

Φ
j
d(mn−1

j )

∣∣∣∣∣∣< 10−3 (7.14)

and

max
1≤i≤Nm

∣∣∣∣∣mn
j ,i −mn−1

j ,i

mn
j ,i

∣∣∣∣∣< 10−3 . (7.15)

Heremn
j denotes the updated vector of model parameters of the j th RML realization

from the nth LM iteration and mn
j ,i denotes its i th element. These stopping criteria

are similar to those used by Shirangi (2014), Shirangi & Emerick (2016), and Tavakoli

& Reynolds (2011).

7.4 The SVD-EnRML-LM Method of Tavakoli et al.

Before moving on to presenting the results of our RML inversion experiments, it is

worth mentioning the work of Tavakoli & Reynolds (2011), Shirangi (2014), and Shi-
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rangi & Emerick (2016) which inspired a lot of this work. They presented variants of the

Lanczos TSVD-LM inversion approach, discussed previously in Chapter 5, for finding

conditional RML realizations.

Because of the cost of using the iterative Lanczos method for generating a TSVD

of the dimensionless sensitivity matrix, Tavakoli & Reynolds (2011) presented an LM

variant, designed for generating RML samples, called SVD-EnRML. To reduce the cost

associated with the Lanczos method, their SVD-EnRML approach updates all ensem-

ble realizations based on a single TSVD of a base set of model parameters. Later

Shirangi (2014) and Shirangi & Emerick (2016) suggested modifications to this SVD-

EnRML approach. In the SVD-EnRML approach, discussed by Tavakoli & Reynolds

(2011), Shirangi (2014), and Shirangi & Emerick (2016), the base set of parameters is

initially chosen as the most up-to-date set of parameters used during the inversion

of the MAP estimate. After the MAP estimation parameters reach a reasonably good

match, then the SVD-EnRML approach switches to evaluating the TSVD based on

the model parameters associated with the ensemble realization which has the worst

match. The idea is then to improve the parameters of the worst ensemble member,

and hopefully improve the other models at the same time using the same TSVD. If the

parameters of the bad realization improve enough, then the base set of parameters are

based on another ensemble which then has the worst match, and so on.

In our preliminary experiments, we tried using the SVD-EnRML approach sug-

gested in (Tavakoli & Reynolds 2011; Shirangi 2014; Shirangi & Emerick 2016) to gen-

erate RML samples for a geothermal natural-state and production problem. In our

tests, we found that the MAP estimate converged well and most of the other RML re-

alizations improved reasonably well based on the TSVD of the most up-to-date pa-

rameters of the MAP inversion. However, an issue we had was that when switching

the base parameters (used for the TSVD) to the parameters of the worst realization,

the SVD-EnRML method would often struggle to converge. The issue is that the worst

realization may not necessarily improve very much and the SVD-EnRML method can

stall with many of the realizations far away from a good enough match. We noticed

that this issue was usually associated with the base realization having a natural state

which did not converge well. Those realizations end up dominating the computational

cost.

Furthermore, because of the nonlinearity of the test problem, using the TSVD of

these stalling realizations, which usually had parameters far away from those which

would give good matches to observations, did not appear to help to reduce the objec-

tive functions associated with most of the other realizations. Because of this problem
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we have not considered the SVD-EnRML method beyond our preliminary tests. More-

over, since the cost of using randomized methods was low for generating a TSVD,

when compared to the cost of the geothermal simulations (especially the expen-

sive and badly converging natural-state simulations), there did not seem much to be

gained by sharing a single TSVD between realizations. Instead, we have preferred us-

ing separate TSVD-LM inversion runs for each RML realizations, which we expect is a

better way to reduce the computational cost of the TSVD-LM based RML inversions

applied to geothermal problems. However, the SVD-EnRML approach may be better

suited to groundwater and petroleum problems which are not as nonlinear as geother-

mal problems.

7.5 RML Inversion Results

7.5.1 Comparison of MAP Estimated Permeabilities

In the following sections, we discuss the results of our RML experiments using three

LM inversion methods selected from the methods listed in Table 6.2. For the remain-

ing discussion, we will use the shorthand p ⇑∆p to mean that the rank p is increased

by ∆p between LM iterations.

Figures 7.8 and 7.9 compare the MAP estimated horizontal and vertical permeabil-

ities using the four inversion variants against the true permeability values. As the re-

sults show, all four methods resulted in similar MAP estimates. All the MAP estimates,

on the whole, depict some of the main features of the true model. These features in-

clude the permeable pathway through the caprock and two large bands or areas of

high permeability below the cap. The similarity of the four MAP estimates is further

emphasized in Figures 7.10 and 7.11, which depict the difference between MAP esti-

mated permeabilities and the true permeabilities.

7.5.2 Convergence of RML Inversions

When it comes to robustness, the four inversion methods also performed simi-

larly. As previously discussed in relation to Equation (5.17), we expect that good

model parametersm will result in normalized model mismatches fulfilling ΦN(m) =
Φd(m)/Nd < 1.5 for this problem. The CG-LM approach and the TSVD-LM approach

using δm̃1/δm̃3 updates with p ⇑ 5 resulted in 42 models fulfilling ΦN(m j ) < 1.5. The

TSVD-LM approach using δm̃1/δm̃3 updates with p ⇑ 2 gave 41 such models while the

TSVD-LM approach using δm̃1 updates with p ⇑ 2 performed the worst with 40 mod-
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Figure 7.8: MAP estimates of the log-transformed vertical permeabilities using (a)
TSVD-LM method with δm̃1 updates (p ⇑ 2), (b) TSVD-LM method with δm̃1/δm̃3

updates (p ⇑ 2), (c) TSVD-LM method with δm̃1/δm̃3 updates (p ⇑ 5), and (d) CG-LM
updates compared with the (e) true values.
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Figure 7.9: MAP estimates of the log-transformed horizontal permeabilities using (a)
TSVD-LM method with δm̃1 updates (p ⇑ 2), (b) TSVD-LM method with δm̃1/δm̃3

updates (p ⇑ 2), (c) TSVD-LM method with δm̃1/δm̃3 updates (p ⇑ 5), and (d) CG-LM
updates compared with the (e) true values.
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Figure 7.10: Difference between MAP estimated and true log-transformed vertical per-
meabilities when using (a) TSVD-LM method with δm̃1 updates (p ⇑ 2), (b) TSVD-LM
method with δm̃1/δm̃3 updates (p ⇑ 2), (c) TSVD-LM method with δm̃1/δm̃3 up-
dates (p ⇑ 5), and (d) CG-LM method.
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Figure 7.11: Difference between MAP estimated and true log-transformed horizontal
permeabilities when using (a) TSVD-LM method with δm̃1 updates (p ⇑ 2), (b) TSVD-
LM method with δm̃1/δm̃3 updates (p ⇑ 2), (c) TSVD-LM method with δm̃1/δm̃3

updates (p ⇑ 5), and (d) CG-LM method.
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els fulfilling the expected bounds on the observation match. Other models either con-

verged prematurely or stalled at early iterations. For the inversions that stalled early

we noticed that those inversions typically involved natural-state simulations that did

not converge adequately. We discuss this issue later in Section 7.5.3.

Figure 7.12 compares the convergence of the ensemble of RML inversions for the

four LM variants. These results are consistent with the previous discussions and re-

sults in Section 6.8, and the remarks in Table 6.2. As we expected the δm̃1 approach

has the slowest convergence and by switching to δm̃3 updates at later iterations the

convergence rate can be improved. The effect of switching to the δm̃3 update can be
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Figure 7.12: Actual normalized observation mismatches during the RML inversion
runs when using (a) TSVD-LM method with δm̃1 updates (p ⇑ 2), (b) TSVD-LM
method with δm̃1/δm̃3 updates (p ⇑ 2), (c) TSVD-LM method with δm̃1/δm̃3 up-
dates (p ⇑ 5), and (d) CG-LM method. The blue lines show results of the MAP runs and
each grey line indicates the progress of an individual RML realization.
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clearly seen in the progress of the MAP estimate in Figure 7.12(b) (see the change in

the convergence rate around the twentieth LM iteration). The convergence rate can

be improved even further by increasing the rank of the TSVD more rapidly between

LM iterations. This is mainly important at later iterations but increasing p rapidly at

early iterations is less important in terms of convergence at early LM iterations and

can in some cases result in slower progress because of too much model coarsening,

which can be difficult to remove at later iterations and also tends to result in slower

forward simulations. Out of the three TSVD-LM variants tested here the δm̃1/δm̃3 ap-
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Figure 7.13: Boxplots comparing some RML inversion statistics at convergence for 51
ensemble realizations (including the MAP estimate) when using four different LM
variants. For plot (d) of the RML model mismatch terms, the whiskers indicate the
5th and 95th percentiles. For the other plots, the whiskers indicate the minimum and
maximum values. Red lines indicate medians, the tops and bottoms of the blue boxes
are the first and third quartiles
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proach with p ⇑ 5 was the most competitive with the CG-LM approach in terms of

convergence rate.

Figure 7.13 compares the final objective function values, observation mismatches

and model mismatches found using the four LM variants considered here. As we ex-

pected, and as the previous results showed, the δm̃1 approach resulted in the worst

observation matches and, therefore the highest average RML objective function val-

uesΦ j . The final matches for the other three methods are similar. If anything, the CG-

LM approach gave slightly worse final matches than the mixed δm̃1/δm̃3 TSVD-LM

variants. This result appears to be because the TSVD-LM variants were less aggres-

sive than the CG-LM approach. In particular, the CG-LM approach tended to result in

higher model mismatch terms (see Figure 7.13(d)).

Selected conditional RML parameter estimates are compared against the truth in

Figures 7.14 and 7.15 for the TSVD-LM update approach using δm̃1/δm̃3 updates

with p ⇑ 2, which gave on average the lowest stochastic RML objective function values.

We omit results for the other methods as they look similar to the results in Figures 7.14

and 7.15. The results in Figures 7.14 and 7.15 show that the conditional realizations

capture the main features of the true permeabilities. Like the MAP estimate, the main

features captured include the permeable pathway through the caprock and some of

the large permeable regions. However, there is still quite a bit of variability between

the parameters of different conditional realizations. This is because the information

content of the observations is limited, which is the reason why we should generate

multiple models (for example, using RML) to estimate model uncertainty.

7.5.3 Convergence Issues: Lack of Natural-State Convergence

The main issues we had when running the RML experiments were the long simula-

tion times associated with badly converging natural-state models and difficulties with

improving the matches of some of those badly converging models. Most natural-state

simulations converged, to the chosen target simulation time of 1016 s, within a few

hundred time-steps. However, quite a few natural-state simulations did not reach the

final target time of 1016 s within the maximum allowed number of time-steps, which

we chose as 2500. These badly converging simulations dominate the computational

cost of our RML experiments, with those simulations usually taking a few hours to

complete. Most other simulations would only take a few minutes, and evaluating the

TSVD of the dimensionless sensitivity matrix would also only take a few minutes.

In many cases, not achieving a fully converged natural state (run up to 1016 s) was

not an issue and the inversion would run well towards a good match. However, in
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Figure 7.14: Estimated log-transformed (base ten) vertical permeabilities using the
TSVD-LM δm̃1/δm̃3 updates (p ⇑ 2). The plots compare the (a) true values against
the (b) MAP estimated values and (c–h) the first six conditional RML ensemble esti-
mates.
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Figure 7.15: Estimated log-transformed (base ten) horizontal permeabilities using the
TSVD-LM δm̃1/δm̃3 updates (p ⇑ 2). The plots compare the (a) true values against the
(b) MAP estimated values and (c–h) the first six conditional RML ensemble estimates.
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some cases, bad natural-state convergence would result in the LM algorithms used

in this study to stall with parameters far away from a good match. This would espe-

cially happen at early LM iterations because some of the unconditional realizations

had permeability contrasts which were not conducive to getting a good natural-state

run.

Figure 7.16 illustrates a typical example of what can occur when natural-state runs

do not converge well. Figure 7.16 shows an example where all trial parameter upgrades

resulted in a higher objective function value than that found during the previous LM

iteration. Even using a very large LM damping factor resulted in a higher objective

function value. For stable model outputs we would expect that using an upgrade with

a very large γ, such as γ = 1020, would effectively result in the same model outputs

as those found during the previous LM iteration, because a very large γ results in an

upgrade δmγ which effectively has zero length and we end up using the same param-

eters as the ones from the previous LM iterationmn−1. However, we noticed that this

was not the case for certain problematic LM iterations where the objective function

was increased for all tested values of γ.
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Figure 7.16: Example of model update failure associated with a model having a badly
converging natural state. The plot shows trial objective function values Φ(mn−1 +
δmγ) relative to the updated objective function value from the previous LM iteration
Φ(mn−1), where mn−1 denotes the vector of updated parameters from the previous
LM iteration and δmγ is a trial LM upgrade using a LM damping factor γ.
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The common cause was that the natural state from the previous inversion itera-

tion did not fully converge. In our inversion implementations we applied a commonly

used method where the final state of the natural-state run using the parametersmn−1

is used to initialize natural-state simulations at the nth LM iteration. However, this re-

sults in inconsistent initial conditions between those used when evaluating Φ(mn−1)

and Φ(mn−1 +δmγ). This explains why even setting δmγ = 0 can result in a higher

objective function value than that found during the previous LM iteration.

At present, we have not come up with or implemented a good strategy for deal-

ing with these problematic natural-state runs in order to prevent inversions stalling

prematurely. For the results presented here, we simply chose to halt a problematic

inversion when the model parameter upgrade ended up being small without lower-

ing the objective function. However, it would be good to be able to deal with this is-

sue in a more robust way; especially considering that this natural-state convergence

issue would be even more problematic if the natural-state simulations were non-

convergent in regions of the parameter space associated with good matches to data,

which was generally not the case for the experiments discussed here.

A simple option that could be trialled in future work is to apply a line search along

the trial parameter upgrades δmγ. This should improve the robustness of the basic

LM algorithm used here. Another option, similar to the method used in PEST, is to

simply choose a trial upgrade which gave the lowest objective function value and then

hope that subsequent LM iterations progress without problems.

A third option may be to use, for example, the final or most current parameters

from the MAP estimation process as a trial update to kick-start an ensemble inversion

that is struggling because of badly converging natural-state runs. However, this ap-

proach may result in relatively high model mismatch terms at early LM iterations. The

ensemble inversion run in Figure 7.12(c) that used the largest number of LM iterations

is an example of an inversion than converged slowly because the model mismatch

term increased too rapidly at an early LM iteration. A drawback of this approach (of

kick-starting with a MAP estimate) is, therefore, that it may be difficult to retrieve some

of the features of the unconditional realization which are not necessary for a good ob-

servation match but are needed to lower the stochastic model mismatch term. This

approach might, therefore, result in a greater underestimation of the model uncer-

tainty than if we managed to achieve good matches to both the RML observations

and model misfits. However, obtaining a model with at least a reasonable observation

match might be better than not getting one at all.

Another more involved option could be to use some ideas from constrained in-

version methods (Biegler et al. 2003; Biros & Ghattas 2005a, 2005b; Haber et al. 2000;
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Bücker et al. 2006), which unlike the unconstrained inversion methods used in this

study, do not require a fully converged forward problem until the final stage of the in-

version process. To penalize badly converged models, constrained inversion methods

augment the objective function to include a penalty term which quantifies how well

the forward simulation equations are fulfilled. Incorporating some methods or ideas

from constrained inversion methods is an interesting and possibly useful alternative

to using unconstrained methods for inversion of geothermal reservoir models.

7.5.4 Ensemble Predictions

After generating an ensemble of conditional realizations, they can be used to estimate

the probability of certain events occurring during future production scenarios. Here

we will briefly look at the effectiveness of using the RML samples discussed earlier

for uncertainty quantification. We consider predicting production pressures and en-

thalpies for three years beyond the observed history. For the future production sce-

nario, we keep the production and injection rates at the same constant rates as those

used during the first three years of observed production. For the ensemble predictions

we chose to reject any models which did not result in observation matches fulfilling

ΦN(m j ) < 1.5.

Figure 7.17 shows ensemble predictions based on the RML inversion results which

only used the TSVD-LM δm̃1 updates. In general, the ensemble predictions did quite

well. The true future response is mostly within the range of possible values suggested

by the ensemble predictions. Nevertheless, in some cases, the true future response is

outside the predicted range. The clearest example can be seen in Figure 7.17(f), where

true production enthalpies at Producer 3 are mostly on, or just outside, the upper end

of the range for the predicted enthalpies. However, the ensemble size is quite small

(only 40 realizations used for the predictions) and we expect that the true response

would be covered fully when using a somewhat larger ensemble.

Figure 7.18 compares confidence intervals for the ensemble predictions when us-

ing only TSVD-LM δm̃1 (p ⇑ 2) updates against those found when using δm̃1/δm̃3

updates (p ⇑ 2). The confidence intervals shown are between the 5th and 95th per-

centiles. As Figure 7.18 shows, these two inversion approaches resulted in similar pre-

dictive confidence intervals. Furthermore, the intervals shown in Figure 7.18 contain

the truth for most of the predicted quantities. The main exceptions are the enthalpy

predictions at Producer 3 which are slightly underpredicted (see Figure 7.18(f)).

The other two inversion methods, using CG-LM updates or the δm̃1/δm̃3 updates

with p ⇑ 5, also gave similar ensemble predictions (see Figure 7.19). Therefore, gener-
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ally, there was not much difference between the four methods in terms of the quality

of the ensemble predictions. However, as discussed previously, using the mixed TSVD-

LM δm̃1/δm̃3 update approaches can be preferable to using only the δm̃1 approach

as the latter has a slower convergence rate which can result in slower inversions. These

results suggest that using the RML approach along with the randomized TSVD-LM

methods developed in this study may work well for quantifying model uncertainty in

the context of high-enthalpy geothermal reservoirs.

7.6 Summary

This chapter discussed the use of a randomized maximum likelihood (RML) approach

to estimating parameter uncertainty in a geothermal reservoir model. Based on the

results in this section it appears that the RML approach can be a useful instrument

for generating an ensemble of plausible geothermal models, which can then be used

to quantify the uncertainty of future production outcomes. The RML approach is ap-

pealing because it can give an ensemble of models which accurately reproduce the

recorded history of geothermal production and it lends itself well to parallel comput-

ing.

To improve the parallel efficiency of the RML approach, when dealing with highly-

parametrized geothermal models, we considered using the randomized TSVD-LM

methods proposed in previous chapters. The results in this chapter suggest again that

using randomized TSVD-LM methods can work well for inverting geothermal models.

The results also highlight again that our preferred TVSD-LM variant which switches

between using the δm̃1 updates (see Equation (6.38)) and the δm̃3 updates (see Equa-

tion (6.50)) gives better convergence than using only the the δm̃1 updates.

The main issue we had was that some of the RML inversions stalled because of

badly converging natural-state simulations. We have not developed a robust method-

ology for dealing with this issue. However, we discussed some possible ideas which

may stimulate future research on finding solutions to this difficult problem.
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Figure 7.17: Ensemble predictions using the TSVD-LM δm̃1 method (p ⇑ 2). Predicted
production pressures for (a) Producer 1, (c) Producer 2, and (e) Producer 3, when us-
ing conditional realizations (grey lines) and the MAP estimate (blue lines). Predicted
production enthalpies are also shown for (b) Producer 1, (d) Producer 2, and (f) Pro-
ducer 3. The markers indicate observations and the red lines show profiles using the
true model.
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Figure 7.18: Confidence intervals (5th to 95th percentiles) for ensemble predictions
generated using the TSVD-LM δm̃1 method with p ⇑ 2 (blue shaded areas) and the
TSVD-LM δm̃1/δm̃3 method with p ⇑ 2 (black solid lines). Predicted production pres-
sures for (a) Producer 1, (c) Producer 2, and (e) Producer 3, and predicted production
enthalpies for (b) Producer 1, (d) Producer 2, and (f) Producer 3. The markers indicate
observations and the red lines show profiles using the true model.
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Figure 7.19: Confidence intervals (5th to 95th percentiles) for ensemble predictions
generated using the TSVD-LM δm̃1/δm̃3 method with p ⇑ 2 (blue shaded areas), the
TSVD-LM δm̃1/δm̃3 method with p ⇑ 5 (blue dashed lines), and the CG-LM method
(black solid lines). Predicted production pressures for (a) Producer 1, (c) Producer 2,
and (e) Producer 3, and predicted production enthalpies for (b) Producer 1, (d) Pro-
ducer 2, and (f) Producer 3. The markers indicate observations and the red lines show
profiles using the true model.





Chapter 8

Conclusions

8.1 Contributions of this Study

8.1.1 Summary of Main Contributions

This study considered using adjoint methods, direct methods and randomized low-

rank matrix approximation algorithms to improve the efficiency of inversion algo-

rithms used to develop numerical models of high-enthalpy geothermal reservoirs. In

short, the results suggest that coupling these methods gives algorithms which are effi-

cient and suitable for inversion of highly-parameterized geothermal models. The ran-

domized inversion algorithms proposed in this work are also suited to related inverse

problems, including inversion of models describing groundwater and petroleum sys-

tems.

Other important contributions of this study are the new randomized low-rank

matrix approximation algorithms introduced in Chapter 6. These algorithms include

more flexible randomized subspace iteration and block Krylov methods, as well as

more flexible and accurate randomized single-pass or 1-view algorithms. The pro-

posed randomized algorithms target approximate, but high-quality, factorizations of

matrices based on the truncated singular value decomposition (TSVD) and are useful

within the context of inverting geothermal reservoir models, which is the main scope

of this study. However, the introduced randomized factorization algorithms can be

applied to many other problems involving large matrices. We also discussed that the

ideas behind the proposed randomized algorithms can be extended to other matrix

factorization methods other than the TSVD.

Finally, we demonstrated the applicability of our proposed randomized TSVD-

LM inversion methods within a randomized maximum likelihood (RML) uncertainty
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quantification framework. The results suggest that using RML along with a ran-

domized TSVD-LM approach can be a useful option for estimating uncertainties of

geothermal model predictions.

8.1.2 Adjoint and Direct Methods For Accelerating Inversion of

Natural-State Models

The early sections of this work were concerned with using adjoint and direct methods

within an industry standard Levenberg-Marquardt inversion approach which requires

forming a sensitivity matrix for model updates. We found that the adjoint and direct

methods are well suited for this type of application and can reduce the computational

cost of inverting natural-state models as well as combined natural-state and produc-

tion models.

The most significant result of this topic is that the adjoint and direct methods

are especially effective for reducing the computational burden of inverting natural-

state models. This is because a natural-state simulation of a high-enthalpy, convective

geothermal system requires running a time-consuming transient to steady-state sim-

ulation. However, for the natural-state problem, the adjoint and direct methods only

require solving linear problems for the final natural-state simulation time. This is un-

like the adjoint and direct methods for the production problem which require solving

linear problems for every simulation time-step.

The adjoint method can be especially useful for the natural-state problem since

the cost of the adjoint method, for forming a sensitivity matrix, scales with the num-

ber of observations and the number of natural-state observations can often be small.

Therefore, if the number of natural-state observations is reasonably small, the adjoint

method can be used to explicitly form a sensitivity matrix at a low computational ex-

pense, even when the number of parameters is large.

8.1.3 Randomized Levenberg-Marquardt Methods

For dealing with inverse problems involving a large number of parameters and ob-

servations we proposed novel randomized variants of the Levenberg-Marquardt (LM)

method. Chapters 5 and 6 presented a number of new randomized LM methods,

which can be useful and computationally efficient for highly-parameterized inver-

sion. That being said, our method of choice involves using the randomized TSVD-

LM update method given by Equation (6.38) at the beginning of inversions and then

switching to the randomized TSVD-LM update method given by Equation (6.50). This
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approach gives a good balance between the regulating or stabilizing properties of up-

dates given by (6.38) and the faster asymptotic convergence rate of updates using

(6.50).

For efficiency and to reduce the computational cost associated with adjoint and

direct solves we prefer using a randomized 2-view algorithm to form the approximate

TSVD needed by the TSVD-LM methods. This approach forms a TSVD by solving a

small number (usually equal to or slightly larger than the target rank of the TSVD) of

direct problems simultaneously in parallel followed by the same number of parallel

adjoint solves. The parallel solution of the adjoint and direct problems means that the

randomized TSVD-LM approach has better computational performance than using

standard iterative linear solvers to find inexact LM updates.

For accuracy of the updates using Equation (6.50), we apply the randomized TSVD

Algorithm 7 with two views and the dimensionless sensitivity matrix as input. To im-

prove accuracy further for the TSVD-LM method we can, instead, apply Algorithm 7

with three views, which does not add much additional cost. For accuracy we would

then apply Algorithm 7 with three views and the transpose of the dimensionless sen-

sitivity matrix as input. The reason for using different matrix inputs into Algorithm 7

depending on the number of matrix views is discussed in Section 6.4.3.

For greater efficiency in terms of matrix views and to enable solving all the neces-

sary adjoint and direct problems simultaneously, we can consider using randomized

1-view methods to form the TSVD needed by the TSVD-LM updates. However, the

convenience of the parallel performance of the 1-view approach is countered by the

fact that it is less accurate than the 2-view approach and it also requires more sam-

pling.

8.1.4 New Randomized Low-Rank Approximation Algorithms

With the aim of improving the TSVD-LM approach when using a randomized 1-view

method, we proposed improvements to previously proposed 1-view algorithms de-

signed for approximating a matrix based on the TSVD. We demonstrated that by us-

ing a novel post-processing step the accuracy and robustness of randomized 1-view

methods can be improved. We proposed the 1-view Algorithms 12 and 13 with this

in mind, which can be easily modified to use the post-processing step suggested in

Section 6.5.6.2. The post-processing step makes it simple and practical to get reliable

performance when using the randomized 1-view approach.

We also proposed an extended randomized 1-view method (see Section 6.5.7)

which improves on a method considered in (Upadhyay 2016; Tropp et al. 2017b). This
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new approach can be more memory efficient than Algorithms 12 and 13, when consid-

ering the memory needed to store the randomized sketching and sampling matrices.

However, the extended randomized 1-view method is not as practical as Algorithms

12 and 13 for the inverse problems motivating this work.

For budgets of two matrix views or more, we proposed new randomized subspace

iteration (see Algorithm 7) and block Krylov (see Algorithm 14) algorithms. The ad-

vantage of these algorithms over previously proposed ones is their flexibility in terms

of matrix views, since the standard subspace iteration and block Krylov algorithms are

restricted to using an even number of views. We have found this flexibility to be useful

for geothermal inverse problems and we expect that these algorithms will be useful for

other applications. Based on the generalized block Krylov Algorithm 14 we also pro-

posed a pass-efficient modification of the block Krylov approach, which can be useful

for reducing the computational cost of finding low-rank approximations of large ma-

trices which can only be accessed gradually and slowly row-by-row from out-of-core

memory.

8.2 Future Outlook

The inversion methods considered in this study are a considerable advance in the

state-of-the-art of geothermal reservoir modelling. However, the computational ex-

periments outlined here did not consider tests using 3D geothermal models. Instead,

the focus was on using simpler 2D vertical slice models more suitable for comparing

and visualizing the results of inversion experiments. However, the next step would be

to apply the proposed methods to inversion of 3D geothermal reservoir models within

both synthetic and real case studies.

Demonstrating the usefulness of our proposed methods for real case studies

would be the main goal. However, there is merit in considering synthetic reservoir

models. Currently, there has been little effort to systematically analyse what can be

achieved by geothermal inversion and how well inversion methods may be able to

capture the types of reservoir features modellers expect realistic models to have. These

types of considerations have been addressed in petroleum research by developing re-

alistic benchmark models which can be used to test inversion algorithms and other

quantitative methods, including uncertainty quantification and production optimiza-

tion methods (see, e.g., (Floris et al. 2001; Peters et al. 2010)). We think that develop-

ing such benchmark test models for geothermal modelling could be valuable to the

geothermal sector and would help to compare different methods in a more system-

atic way.
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In our study, we used a direct SuperLU solver to solve the linear equations appear-

ing in the adjoint and direct methods. Our preliminary tests suggest that using a direct

solver may work well when dealing with 3D natural-state models having about 30,000

numerical elements or blocks. However, at some stage, as the number of model blocks

is increased, we will be better off using iterative linear solvers instead of direct ones.

An investigation into this aspect is needed for the methods discussed in this study. An

important aspect to consider is how best to use parallel resources to solve the adjoint

and/or direct problems. In this context, parallel linear solvers may be considered to

improve efficiency.

The research question of how best to allocate parallel computing resources when

using our proposed randomized TSVD-LM algorithms does not appear to have a clear

answer, currently. Along with the parallel computing of adjoint and direct problems

needed to form a randomized TSVD for the TSVD-LM updates, there are various other

processes which can be parallelized within a TSVD-LM scheme. These processes in-

clude: (i) parallel solution of each nonlinear forward problem (especially the solution

of the linear Newton updates), (ii) running in parallel multiple trial model updates for

different LM damping factors, and (iii) using a parallel line-search algorithm to find

improved LM updates. The parallel computing aspect is especially important for de-

veloping efficient uncertainty quantification schemes, for example, based on the ran-

domized maximum likelihood (RML) approach, because the RML method involves

solving multiple stochastic inverse problems. Therefore, when using the TSVD-LM

approach and parallel computing to solve the RML inverse problems, there is another

obvious layer of parallelism; namely, running all the RML inversions in parallel. This

gives about five levels of parallelism when using the randomized TSVD-LM approach

within an RML uncertainty quantification framework, but it is not obvious which lev-

els are best suited for reducing computational cost when computational resources are

limited.

Another challenge associated with using the RML method or other ensemble un-

certainty quantification methods is the need to choose an appropriate prior param-

eter distribution, which is used to generate unconditional ensemble realization. De-

termining what constitutes a good parameter prior for geothermal reservoir models

requires further research as the current research on this topic is limited.

The main problem, and perhaps the most challenging, we came across in this

study was the issue of dealing with badly converging or non-convergent natural-state

simulations, which can occur for certain combinations of model parameters. These

problematic natural-state simulations are one of the main issues draining computa-

tional resources when inverting geothermal models. Furthermore, standard inversion
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algorithms are ill-suited to dealing with such simulations, which can easily result in

inversion algorithms progressing badly or halting without a solution to the inverse

problem. This issue was not resolved in this study; however, we discussed some possi-

ble research directions which might motivate a solution to this challenging problem.
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Appendix A

Calculating the G Matrices

A.1 Elements of the G Matrices

When using the adjoint or direct methods to evaluate the sensitivity matrix we need to

calculate the elements of the matrixGst defined in (3.50) for natural-state simulations

and the matrix Gk for every kth production time-step defined in (3.41). Elements of

Gst are given by

[Gst](κ+[NK +1][i−1]),n = [Gst]κ,i ,n = ∂

∂mn

[
fst

]
κ,i

= ∂

∂mn

(
1

Vi

[∑
j

ai , j F st
κ,i , j −Qst

κ,i

])
.

(A.1)

Similarly for production time-steps we require[
Gk

]
(κ+[NK +1][i−1]),n

=
[
Gk

]
κ,i ,n

= ∂

∂mn

[
f k

]
κ,i

= ∂

∂mn


(
M k
κ,i −M k−1

κ,i

)
∆t k

+ 1

Vi

[∑
j

ai , j F k
κ,i , j −Qk

κ,i

] .

(A.2)

Here we are mainly interested in the most influential and commonly considered

geothermal parameters. The parameters we look at are the absolute permeabilities,

porosities and bottom boundary variables.

A.2 Permeability

Let us consider a parameter mn which is the absolute permeability along one of the

primary axes for some rock-type or zone. The source and accumulation terms appear-

ing in the forward equations are independent of the permeability parameter. Accord-

ingly, we only need to find the derivatives of the fluxes in (A.1) and (A.2).
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Clearly, when dealing with a permeability parameter mn the nth columns of Gst

and Gk are found in the same fashion. The subscripts or superscripts indicating values

found at either the natural state or a production time-step are, therefore, omitted for

the following discussion.

The discrete Darcy fluxes of phase β are given by

Fβ,i , j =−ki , j

(
kr,β

νβ

)
i , j

[
P j −Pi

Di , j
−ρβ,i , j gi , j

]
. (A.3)

The double subscript i , j indicates values averaged over the interface between blocks

i and j . Here Fβ,i , j is the flux of phase β, ki , j is the absolute permeability and Pi is the

pressure of block i . The component of gravity acting through the interface is denoted

by gi , j and Di , j = D i
i , j +D j

i , j , where D i
i , j is the distance between the block centre i and

the interface i , j (O’Sullivan et al. 2013).

For our TOUGH2 model runs, we used harmonic averaging to calculate the inter-

face permeabilities (O’Sullivan et al. 2013):

Di , j

ki , j
=

D i
i , j

ki
+

D j
i , j

k j
. (A.4)

Here ki denotes the permeability of block i .

The discrete version of the energy flux (see Equation (2.8)) is

Fe,i , j =−Ki , j
T j −Ti

Di , j
+∑

β

hβ,i , j Fβ,i , j . (A.5)

For mass components we have from Equations (A.1)/(A.2) and (2.6):

Gκ,i ,n = ∂ fκ,i

∂mn
=∑

j

ai , j

Vi

∂Fκ,i , j

∂mn
=∑

j

ai , j

Vi

∑
β

Xκ,β,i , j
∂Fβ,i , j

∂mn
. (A.6)

Noting that
∂Fβ,i , j

∂mn
= ∂ki , j

∂mn

Fβ,i , j

ki , j
(A.7)

gives for mass components:

Gκ,i ,n = ∂ fκ,i

∂mn
=∑

j

ai , j

Vi

∑
β

Xκ,β,i , j
∂ki , j

∂mn

Fβ,i , j

ki , j

=∑
j

ai , j

Vi

∂ki , j

∂mn

Fκ,i , j

ki , j
.

(A.8)
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Similarly for energy:

Ge,i ,n = ∂ fe,i

∂mn
=∑

j

ai , j

Vi

∂Fe,i , j

∂mn

=∑
j

ai , j

Vi

∑
β

hβ,i , j
∂ki , j

∂mn

Fβ,i , j

ki , j
=∑

j

ai , j

Vi

∂ki , j

∂mn

F adv
e,i , j

ki , j
,

(A.9)

where

F adv
e,i , j =

∑
β

hβ,i , j Fβ,i , j (A.10)

is the advective energy flux at interface i , j . What is left to do is to evaluate the deriva-

tive of the interface permeability with respect to the model parameter mn .

For the sake of simplicity and relevancy to the example problems in this work,

we assume that the numerical grid is regular with element connections along one of

the principal axes of a Cartesian coordinate system. In three dimensions the principal

axes are two horizontal axes and a vertical one. Note, however, that the basic method

is not limited to this situation. Furthermore, the adjustable permeability parameter

mn can be denoted by kRT n,AX n , where RT n is the rock-type or zone associated with

parameter mn and AX n is the principal axis which the permeability belongs to. With

this notation we have for harmonically weighted permeabilities:

∂ki , j

∂mn
= δAX n,AX i j ·

D i
i , j

Di , j

(
ki , j

ki

)2

δRT n,RT i +
D j

i , j

Di , j

(
ki , j

k j

)2

δRT n,RT j

 . (A.11)

Here δn,m is the Kronecker delta function, AX i j is the principal axis along the connec-

tion between i and j , and RT i is the rock-type of volume i . The factor in front of the

square bracket checks whether the block connection i , j is affected by the adjustable

permeability under consideration. The terms in the square brackets result from dif-

ferentiating the harmonically weighted permeability. The first part in the brackets is

included if block i is in zone n and the second part is included if block j is in param-

eter zone n. It should be noted that (A.11) generally works for unstructured TOUGH2

grids since the permeability along a block connection is only associated with one of

the principal axes (Pruess et al. 1999). When using schemes that rigorously account

for anisotropic permeability (see, e.g., (Arnaldsson et al. 2014)) then the above deriva-

tives are somewhat more involved. However, what is described above is applicable to

the harmonically weighted permeability scheme that is typically used in the geother-

mal context (O’Sullivan & O’Sullivan 2016).
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A.3 Porosity

Now let the nth adjustable model parameter mn be the porosity of some rock-type.

Note that the flux and source terms of the TOUGH2 forward equations are indepen-

dent of porosity. Accordingly, the nth column of the matrix Gst is zero (see Equation

(A.1)). That is for all blocks i and quantities κ:

[Gst]κ,i ,n = ∂

∂mn

[
fst

]
κ,i = 0. (A.12)

However, for every production simulation time-step we need to evaluate:[
Gk

]
κ,i ,n

= ∂

∂mn

[
f k

]
κ,i

= 1

∆t k

∂

∂mn

(
M k
κ,i −M k−1

κ,i

)
. (A.13)

What is left to do is to find the derivatives of the accumulation terms.

For mass components (see Equation (2.2)) we have

∂M k
κ,i

∂mn
= ∂φi

∂mn

M k
κ,i

φi
(A.14)

and for energy (see Equation (2.3)) we have

∂M k
e,i

∂mn
= ∂φi

∂mn

1

φi

(
M k

e,i −ρR,i cR,i T k
i

)
. (A.15)

To evaluate ∂φi /∂mn we need only know what rock-type block i belongs to. If block i

belongs to the same rock-type as the porosity parameter mn , then ∂φi /∂mn = 1, other-

wise ∂φi /∂mn = 0. Using the same rock-type indexing as was applied to permeability

parameters we have ∂φi /∂mn = δRT n,RT i .

A.4 Source Parameters

Bottom boundary conditions of a TOUGH2 model can be introduced through the

source terms. As an example, a constant boundary flux Fκ of quantity κ into block

i can be accommodated by assigning the block a source term Qκ,i equal to the flux

times the surface area of the intersection between the boundary and the block. If κ

is a mass component, an accompanying source term hq,κ,i Qκ,i is included in the en-

ergy balance equation, where hq,κ,i is the enthalpy of the mass source. In TOUGH2

the injection of mass component κ can be achieved by specifying the source type as

COMκ in the GENER block (Pruess et al. 1999). For input of water, the source type can

be specified as COM1, WATE or MASS.
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Upward flux of high-enthalpy fluid from deep parts of the reservoir is typically

described by a mass source. Here we again drop the time-step and natural-state in-

dexing for simplicity. Now, for a mass component κ and a mass source rate parameter

mn =Qκ,i introduced to the mass balance equations of block i we obtain:

Gκ,i ,n = ∂ fκ,i

∂mn
=− 1

Vi

∂Qκ,i

∂mn
=− 1

Vi
; (A.16)

Ge,i ,n = ∂ fe,i

∂mn
=− 1

Vi

∂Qe,i

∂mn
=−hq,κ,i

Vi
. (A.17)

Other elements of the nth column of the matrix G that correspond to blocks that do

not include a source corresponding to the mass source rate mn are zero. Similarly, for

a mass-source enthalpy parameter mn = hq,κ,i the nonzero elements are

Ge,i ,n = ∂ fe,i

∂mn
=− 1

Vi

∂Qe,i

∂mn
=−Qκ,i

Vi
. (A.18)

Conductive heat-flux boundary conditions can be represented similarly with a

heat-source rate parameter mn = Qe,i . A heat source is introduced by specifying the

source type as HEAT in the GENER block of the TOUGH2 input file. In this case the

nonzero elements are

Ge,i ,n = ∂ fe,i

∂mn
=− 1

Vi

∂Qe,i

∂mn
=− 1

Vi
. (A.19)





Appendix B

Calculating the C Matrices

B.1 Elements of the C Matrices

To demonstrate evaluation of the elements pertaining to the matrix Cst (see Equa-

tion (3.52)) for natural-state simulations and the matricesCk (see Equation (3.47)) for

production time-steps, we will limit the discussion to pure water systems. In this case

there are only two primary variables for each numerical block. Recall that for such a

system the primary variables of a block i are either the block pressure (Pi ) and tem-

perature (Ti ) or pressure and vapour saturation (θv,i ).

In TOUGH2 the vector of all primary variables is given by

u=



uV1

...

uVi

...

uVNEL


, (B.1)

whereuVi is the vector of primary variables for block i . The vector of primary variables

u is ordered such that the element number 2i − 1 is Pi and the following element is

the second primary variable of block i . When block i is single-phase liquid (θv,i = 0)

or single-phase vapour (θv,i = 1) then

uVi =
[

Pi

Ti

]
. (B.2)

Otherwise, we have two-phase conditions in the block and

uVi =
[

Pi

θv,i

]
. (B.3)
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When applying the direct or adjoint methods we need to find the following types

of elements for a matrixC:

C j ,n = ∂r j

∂un
= ∂

∂un
[d(m)] j . (B.4)

For simplicity, we have again dropped the subscripts st indicating values for the natu-

ral state and the superscripts k indicating values for the kth production time-step.

B.2 Temperature Observations

Let observation [d(m)] j be the temperature in block i (at the natural state or at the

kth production time-step), then the only nonzero elements in row j of the matrix C

are

C j ,2i−1 = ∂Ti

∂Pi
=

0, if θv,i = 0 or θv,i = 1

∂Ti
∂Pi

, if 0 < θv,i < 1
(B.5)

and

C j ,2i =

∂Ti
∂Ti

= 1, if θv,i = 0 or θv,i = 1

∂Ti
∂θv,i

= 0, if 0 < θv,i < 1
. (B.6)

Here we have used the fact that temperature and pressure are independent variables

for single-phase conditions, but for two-phase conditions temperature is only a func-

tion of pressure. The derivatives ∂Ti /∂Pi are evaluated analytically using the pressure-

temperature relationship for two-phase water.

B.3 Pressure Observations

Dealing with pressure observations is more straightforward than handling tempera-

tures since block pressure is always one of the independent primary variables. Con-

sequently if [d(m)] j is a pressure observation in block i (at the natural state or at the

kth production time-step), thenC only has one nonzero element in row j which is

C j ,2i−1 =
∂r j

∂Pi
= ∂Pi

∂Pi
= 1. (B.7)

B.4 Interpolated Observations

For the above discussion on pressure and temperature observations, we assumed that

each observation would correspond to a value in a single block. However, for real case
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studies, an observation location may not necessarily coincide very well with the node

of a simulation block. Furthermore, there may be multiple wells that intersect a simu-

lation block in different places. For example, there can be cases where there are multi-

ple natural-state observation wells in close proximity to each other that have different

temperature measurements with depth. However, the wells may be so close to each

other that they occupy the same simulation blocks. In that case, the simulated obser-

vations may be chosen based on some type of interpolation of the temperatures or

pressures of neighbouring simulation blocks.

Incorporating these types of interpolated observations should be fairly straight-

forward. For instance, when using linear interpolation of block temperatures the el-

ements of C can be assigned using the equations in Section B.2 and appropriate

weighting factors.

B.5 Enthalpy Observations

For a flowing enthalpy observations hq from block i at the kth production time-step

the nonzero elements to consider in matrixCk are

[
C k

]
j ,2i−1

= ∂r j

∂P k
i

=
∂hk

q

∂P k
i

(B.8)

and [
C k

]
j ,2i

=


∂hk

q

∂T k
i

, if θk
v,i = 0 or θk

v,i = 1

∂hk
q

∂θk
v,i

, if 0 < θk
v,i < 1

. (B.9)

For the computational experiments presented in this work the derivatives in Equa-

tions (B.8) and (B.9) were evaluated internally using finite differencing by the special

adjoint/direct version of the AUTOUGH2 executable. However, it should be possible

to evaluate these derivatives analytically or using AD methods.





Appendix C

Subspace Iteration Algorithm of

Vogel and Wade

Algorithm 16 gives pseudocode for the subspace iteration method proposed by Vogel

& Wade (1994) for finding a TSVD of a matrixA. Their method requires evaluatingA

times a matrix and AT times a matrix, just as the 1-view and 2-view methods. The

orthonormal initialization matrix V0 corresponds to the matrix Ωr in the 1-view and

2-view methods.

According to Vogel & Wade (1994) Λ̂ contains estimates of the p largest singular

values of the input matrix A, U j contains approximate left-singular vectors and V j

contains approximate right-singular vectors. However, Λ̂ actually contains estimates

of the squares of the largest singular values on its diagonal, that isΛp ≈ Λ̂1/2
. Further-

Algorithm 16 Subspace iteration

INPUT: MatrixA ∈Rnr ×nc , integer p > 0, convergence tolerance εsv and orthonormal
matrix V 0 ∈Rnc×p .

1: Set j = 0, converged = False and λ j
i = 0, for i = 1, 2, . . . , p.

2: EvaluateU j =AV j .
3: while (not converged) do
4: j = j +1.
5: Ĉ =ATU j−1.
6: Find the QR factors of Ĉ: Ĉ = Q̂R̂.
7: Evaluate the SVD of R̂: R̂= P̂ Λ̂Ŵ T .
8: V j = Q̂P̂ .
9: U j =AV j .

10: if (Equation (5.12) holds) then
11: converged = True.
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more, the columns of U j are not necessarily orthonormal as presented in Algorithm

16, but this can be fixed with additional post-processing. After a few iterations the

left-singular vectors can be approximated by Up ≈ U j Λ̂
−1/2

. However, taking Up as

the left-singular vectors ofU j , is a more accurate option.

Interestingly, a modern randomized 2-view method suggested by Voronin & Mar-

tinsson (2015) can be obtained by making minor changes to Algorithm 16, assum-

ing only one subspace iteration. The minor changes that need to be made to Algo-

rithm 16 are to orthonormalize the matrix U j in line 2, replace U j =AV j on line 9

withU j = orth(U j−1)Ŵ and introduce some oversampling. The resulting algorithm

is given by Algorithm 17. The difference between Algorithms 3 and 17 is only in the

way they use the matrixBT .

Algorithm 17 Randomized Algorithm 2 in Voronin & Martinsson (2015).

INPUT: MatrixA ∈Rnr ×nc (nr ≥ nc ), integers p > 0 and l ≥ 0.
RETURNS: Approximate rank-p SVD,UpΛpV

T
p , ofA.

1: Generate a Gaussian random matrixΩr ∈Rnc×(p+l ).
2: Form the matrix Yc =AΩr . . Yc ∈Rnr ×(p+l )

3: Find an orthonormal matrixQc ∈Rnr ×(p+l ), using QR factorization, such thatYc =
QcRc .

4: Evaluate the matrixBT =ATQc . .B ∈R(p+l )×nc

5: QR factorization, such thatBT =QrRr . .Qr ∈Rnc×(p+l ),Rr ∈R(p+l )×(p+l )

6: Calculate the SVD of the relatively small matrixRr = V̂p+lΛp+l Û
T
p+l and truncate.

7: Form the matricesUp =QcÛp and Vp =Qr V̂p .



Appendix D

Proof of Theorem 2

To prove Theorem 2 we use the following theorem, which is analogous to (Halko et

al. 2011a, Thm. 9.2).

Theorem 3 (Half power scheme). Let A ∈ Rnr ×nc and let Ωr ∈ Rnc×s . For an integer

q ≥ 1 set Yr = (A∗A)qΩr . Let Qr ∈ Rnc×s be an orthonormal matrix which forms a

basis for the range of Yr . Then∥∥A(I −QrQ
∗
r )

∥∥2q ≤ ∥∥(A∗A)q (I −QrQ
∗
r )

∥∥ .

Proof. Given an orthogonal projector R, a nonnegative diagonal matrix D and t ≥ 1

we use the claim that (Halko et al. 2011a, Prop. 8.6)

‖RDR‖t ≤ ∥∥RDtR
∥∥ . (D.1)

Now, with the SVDA=UΛV ∗ and an orthogonal projectorP ∈Rnc×nc we get

‖AP ‖4q = ∥∥PA∗AP
∥∥2q = ∥∥(V ∗PV )Λ2(V ∗PV )

∥∥2q

≤ ∥∥(V ∗PV )Λ4q (V ∗PV )
∥∥= ∥∥P (A∗A)2qP

∥∥
= ∥∥P (A∗A)q (A∗A)qP

∥∥= ∥∥(A∗A)qP
∥∥2 .

The second and fourth relations apply because of the unitary invariance of the spectral

norm. The third relation applies becauseV ∗PV is an orthogonal projector and Equa-

tion (D.1) therefore applies. Finally, replaceP with the orthogonal projector I−QrQ
∗
r

and take the square root of the first and last spectral norms.

With Theorem 3 in hand we prove Theorem 2 in the same fashion as (Halko et

al. 2011a) proved Theorem 1.
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Proof of Theorem 2. Define B = (A∗A)q . Then, by Hölder’s inequality and Theorem

3,

E
[∥∥A−AQrQ

∗
r

∥∥]≤ (
E
[∥∥A−AQrQ

∗
r

∥∥2q
])1/(2q) ≤ (

E
[∥∥B−BQrQ

∗
r

∥∥])1/(2q) .

Now,

E
[∥∥B−BQrQ

∗
r

∥∥]= E[∥∥B∗−QrQ
∗
rB

∗∥∥]≤ (
1+

√
p

l −1

)
λ

2q
p+1 +

e
√

p + l

l

( ∑
j>p

λ
4q
j

)1/2

.

The above uses that B has singular values
{
λ

2q
j

}min(nr ,nc )

j=1
and the inequality follows

from (Halko et al. 2011a, Thm. 10.6), which is a special case of Theorem 1 with q =
0.



Appendix E

Properties of Truncated

Levenberg-Marquardt Updates

E.1 Three Truncated LM Updates

The following sections compare theoretical properties of the three TSVD-LM param-

eter update methods discussed in Section 6.8.2. In the following, Section E.2 com-

pares the lengths of parameter updates given by the three TSVD-LM methods (see

Section 6.8.2 or Equations (E.1)–(E.2) here below). Section E.3 compares the approxi-

mate TSVD-LM update methods with the exact LM update.

Consider the Levenberg-Marquardt update Equation (5.7) for the transformed

model parameters m̃ and that we have a TSVD approximation of the dimensionless

sensitivity matrix SD ≈ ŜD. We assume that the rank of the approximation is s, that

is SD ≈ ŜD =UsΛsV
∗

s . This approximation could be formed using a randomized al-

gorithm, such as Algorithm 7, but could also be the exact TSVD. For approximately

solving (5.7) we consider using the rank-p approximation �ŜD�p =UpΛpV
∗

p , where

p ≤ s, and one of the following approximate LM updates (see also Equations (6.38),

(6.40) and (6.50)):

δm̃1 =
p∑

i=1
αivi ; δm̃2 =

p∑
i=1

βivi ; δm̃3 =− 1

µ+γ

[
(gobs +µm̃)+

p∑
i=1

λ2
i βivi

]
, (E.1)

where

αi =− 1

µ+γ+λ2
i

[
λiu

∗
i r̂+µv∗i m̃

]
; βi =− 1

µ+γ+λ2
i

[
v∗i gobs +µv∗i m̃

]
. (E.2)
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E.2 Length of Parameter Update

For the first two update methods we have

‖δm̃1‖2 =
p∑

i=1
α2

i ; ‖δm̃2‖2 =
p∑

i=1
β2

i . (E.3)

Therefore, ‖δm̃1‖ and ‖δm̃2‖ increase monotonically with the truncation p, for a

given TSVD approximation ŜD. This is a good property as it means that p can be used

to regularize the model update, both in terms of step length as well as filtering out

components that would contribute high-frequency components. However, this is not

the case for the third updating scheme, as shown below.

For the following discussion we use the matrix V = [Vs |V⊥] = [v1v2 . . . vNm ],

where V⊥ is a complementary basis orthogonal to Vs such that V defines a complete

orthonormal basis for RNm . In that case,

δm̃3 =
p∑

i=1
βivi +

Nm∑
i=p+1

β̃ivi , (E.4)

where

β̃i =− 1

µ+γ (v∗i gobs +µv∗i m̃) = µ+γ+λ2
i

µ+γ βi . (E.5)

That is, β̃i = κiβi where κi ≥ 1. Accordingly, for 1 ≤ p < s,

∥∥[δm̃3]p
∥∥2 =

p∑
i=1

β2
i +

Nm∑
i=p+1

β̃2
i ≥

p+1∑
i=1

β2
i +

Nm∑
i=p+2

β̃2
i =

∥∥[δm̃3]p+1
∥∥2 , (E.6)

since β̃2
i ≥β2

i . Decreasing p, therefore, increases the length of the model update δm̃3

and truncating p is not effective as a regularization tool. Furthermore,

‖δm̃3‖2 =
p∑

i=1
β2

i +
Nm∑

i=p+1
β̃2

i = ‖δm̃2‖2 +
Nm∑

i=p+1
β̃2

i ≥ ‖δm̃2‖2 . (E.7)

Therefore, when using δm̃3, γ and µ become more important for regulating the prob-

lem and may need to be chosen larger. A larger γ may be needed to make ‖δm̃3‖
comparable to ‖δm̃2‖. For an exact TSVD or when using a randomized approximation

such that ŜD = SDQrQ
∗
r then δm̃1 = δm̃2 (see Equation (6.44)) and we get Lemma

5.8 in (Voronin et al. 2015).



Comparison with Full Update 307

E.3 Comparison with Full Update

We also look at comparing the TSVD updates with the full LM update. Given the exact

SVD ofSD whose full rank is r , the full LM solution (5.7) can be written as

δm̄=−[
S∗

DSD + (µ+γ)I
]−1 (gobs +µm̃) =

r∑
i=1

βivi +
Nm∑

i=r+1
β̃ivi . (E.8)

Then using the exact rank-p TSVD the difference between the third update scheme

and the full update is

δm̃3 −δm̄=
r∑

i=p+1
(β̃i −βi )vi =

r∑
i=p+1

λ2
i

µ+γβivi (E.9)

and

‖δm̃3 −δm̄‖ =
{

r∑
i=p+1

[
λ2

i

(µ+γ)(µ+γ+λ2
i )

]2

(v∗i gobs +µv∗i m̃)2

}1/2

(E.10)

≤
λ2

p+1

(µ+γ)(µ+γ+λ2
p+1)

∥∥gobs +µm̃
∥∥ . (E.11)

For µ= 0 or m̃=0 we get the result given by Voronin et al. (2015, Prop. 5.7), that is

‖δm̃3 −δm̄‖2 =
{

r∑
i=p+1

[
λ2

i

(µ+γ)(µ+γ+λ2
i )

]2

(λiu
∗
i r̂)2

}1/2

(E.12)

≤
λ3

p+1

(µ+γ)(µ+γ+λ2
p+1)

‖r̂‖ . (E.13)

We can similarly consider δm̃2, given the exact TSVD ofSD. Then

δm̃2 −δm̄=−
r∑

i=p+1
βivi −

Nm∑
i=r+1

β̃ivi (E.14)

and

‖δm̃2 −δm̄‖2 =
r∑

i=p+1
β2

i +
Nm∑

i=r+1
β̃2

i (E.15)

=
r∑

i=p+1

(
1

µ+γ+λ2
i

)2

(v∗i [gobs +µm̃])2 +
Nm∑

i=r+1

(
µ

µ+γ
)2

(v∗i m̃)2 . (E.16)

Comparing this with the error for δm̃3, the last term in (E.16) suggests that δm̃2 and

δm̃1 may have difficulties smoothing out high-frequency components that can build



308 Properties of Truncated Levenberg-Marquardt Updates

up in m̃ during an inversion. This is consistent with our experience, that δm̃3 can per-

form better than δm̃2 and δm̃1 at lowering the regularization term at late inversion

iterations. This is because δm̃3 works in the full model parameter space which also

helps to lower the overall objective function (5.1). On the other hand, δm̃2 and δm̃1

are better for regulating model updates at early inversion iterations.

For the case when µ= 0 or m̃=0 we get

‖δm̃2 −δm̄‖ =
{

r∑
i=p+1

(
1

µ+γ+λ2
i

)2

(λiu
∗
i r̂)2

}1/2

≤ max

({
λi

µ+γ+λ2
i

}r

i=p+1

)
‖r̂‖ ,

(E.17)

where {
λi

µ+γ+λ2
i

}r

i=p+1

=
[

λp+1

µ+γ+λ2
p+1

,
λp+2

µ+γ+λ2
p+2

, · · · ,
λr

µ+γ+λ2
r

]
. (E.18)

For this case Voronin et al. (2015, Prop. 5.6) gave the bound

‖δm̃2 −δm̄‖ ≤ λp+1

µ+γ+λ2
p+1

‖r̂‖ . (E.19)

However, though, (E.19) holds for λp+1 ≤p
µ+γ it does not hold in general. Instead if

λp+1 >p
µ+γ and λr ≤p

µ+γ, we may expect that

‖δm̃2 −δm̄‖ ≤ max

({
λi

µ+γ+λ2
i

}r

i=p+1

)
‖r̂‖ ≈ 1

2
p
µ+γ ‖r̂‖ . (E.20)

The above approximation for the bound is good when one of the discarded singular

values is close to
p
µ+γ. Otherwise, if λr >p

µ+γ,

‖δm̃2 −δm̄‖ ≤ λr

µ+γ+λ2
r
‖r̂‖ . (E.21)

The above error bounds are given for the case of an exact TSVD. Nevertheless, they

can also be informative for reasonably good randomized low-rank approximations.

The bounds for m̃= 0 can additionally give insight into what to expect at early inver-

sion iterations when µm̃ is small compared to the observation gradient gobs.
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