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Universal Successor Features Based Deep Reinforcement Learning for

Navigation

by Student Shamane SIRIWARDHANA

This thesis outlines a research work on modelling a novel approach for robot

navigation by using an advanced Deep Reinforcement Learning (DRL) algorithm.

Visual navigation is a core problem in the robotics and machine vision. Previous

research used map-based, map-building or map-less navigation strategies. The

first two approaches were favoured in the past, however, they essentially de-

pend on the accurate mapping of the environment and a careful human-guided

training phase, which overall limits generalizability. With recent developments

in DRL, map-less navigation experienced major advancements. A current chal-

lenge for DRL algorithms is learning new tasks or goals. This ability is called

transfer learning. To cope with the challenges in transfer learning and perfor-

mance, we present a new approach using Universal Successor Features (USF)

in this thesis. We propose several models that we applied for the task of tar-

get driven visual navigation in a complex photo-realistic environment using a

simulator named as AI2THOR. With the evaluation of our proposed models in

AI2THOR, we demonstrate that an agent is able to successfully improved the

ability to reach goals which the agent was initially not trained for.
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1
Introduction

Creating intelligent agents that imitate human intelligence is the ultimate goal

in the research field of Artificial Intelligence (AI). One of the many applications

of AI is designing robot agents to support humans with disabilities, such as visu-

ally impaired and cognitively impaired people to seamlessly perform their daily

tasks. For example, such agents can come as indoor mobile robots to help the

elderly to complete their day-to-day tasks by guiding them through a specific set

of instructions. A crucial challenge to be addressed in assistive robotic agents is

the target driven mobility in complex environments. Target driven mobility of

robotic agents can be defined as the ability to find a given target by moving in

an environment. In most daily assistive tasks, the agent should have the ability

to move towards the desired position. The agent can achieve this by taking a se-

ries of actions in a complex environment through processing information which

describes the external environment.

In this research, we tackle the problem of target-driven navigation with visual

data using the state-of-the-art AI technique called Deep Reinforcement Learning

(DRL). DRL is a combination of Deep Learning (DL) and Reinforcement Learning

(RL) (Sutton and Barto, 1998). RL is the main component of a DRL framework

which is a type of machine learning algorithm where an agent learns to behave

optimally by interacting with an environment. DL is the other important element

which is the state-of-the-art in fields like computer vision and natural language

processing, due to its ability to work with high dimensional data (LeCun, Bengio,

and Hinton, 2015).
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1.1 Navigation Strategies

Humans can navigate safely in complex environments to find a desired goal lo-

cation. Humans heavily use visual information to learn about the environment

and take desired actions. In everyday life, humans do not use any maps to

navigate from one place to another. We observe what we see in the current lo-

cation and map it with what we actually want to find. Then, by using previous

knowledge, we can navigate to our desired location step by step. The core idea

of human navigation is that humans can localize themselves with respect to a

given goal (Stachenfeld, Botvinick, and Gershman, 2017). If we can adapt the

way we navigate to robotics, we surely can achieve robust results. However,

robotic navigation is underdeveloped when compared to humans. The robotic

navigation is a wide research area. Modern day AI techniques have significantly

influenced many improvements in this field. Next, we will briefly explain differ-

ent navigation strategies in robotics.

1.1.1 Navigation in Robotics

Let’s start with the brief description of navigation methods in Robotics (Argall

et al., 2009). Navigation is a well-studied task in the robotics field. There are

two traditional methods, the map-based navigation and the map building nav-

igation. In map-based navigation (Filliat and Meyer, 2003; Moshfeghi, 2008),

there is an environment which is sufficiently descriptive, and that information

is used to navigate the agent from one place to another. Map-based approaches

are useful if all the information about the environment is provided and its de-

terministic properties are known. Another method is the online map building

navigation (Oriolo, Ulivi, and Vendittelli, 1998), where the agent is trying to

build a map of the surrounding environment using the input information, such as

the visual feed. Simultaneous Localization And Mapping (SLAM) (Dissanayake

et al., 2001) is a popular technique in building such online maps. However,

this can also fail in dynamic environments due to the sparsity of information.

The final and most novel navigation method is mapless navigation (Zhu et al.,

2017; Zhelo et al., 2018). Here, the agent does not need a pre-built map. It

observes the surrounding environment and makes decisions by using previous
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knowledge to find the target’s location. For example, as humans, if we want to

find a sofa, we search the living room first instead of the kitchen. Similarly, this

mapless navigation method tries to develop the human-like intelligence as close

as possible to find a target by understanding and learning the environment. In

the past few years, this method has gained much popularity with the advance-

ment of AI to process high dimensional visual data. This research is primarily

developed around the concept of mapless navigation, using only visual informa-

tion. Under this navigation method, we are explicitly interested in a field called

target driven mapless navigation. The target driven ability is highly important

in designing assitive AI agents for real world tasks. In Section 1.1.2, we will

explain the difference between target driven navigation and other streams of

navigations.

1.1.2 Target Driven Navigation

Navigation is an important ability in mobile agents. This navigation can be mod-

elled with different strategies, such as collision avoidance navigation, line fol-

lowing navigation (Chen et al., 2017; Fan et al., 2018). For example, in collision

free navigation, the robot agents should avoid collisions with walls and other en-

vironmental obstacles to follow a path. Normally, these robot agents localize the

end location with positioning devices, such as the GPS, or use distance measure-

ments to a given point with various sensor data, such as Bluetooth, sonar etc.

A more simplistic case of navigation is the line following agent, which follows a

certain line and travels from one location to another. However, these techniques

are difficult to use when the end location is dynamic. For an example, a robot

agent that needs to assist a blind person with mobility in an indoor environ-

ment. Here, the person might need to go to different locations such as to the

TV, refrigerator or bathroom. In this kind of situation, the robot agent should

be able to move to different targets according to user’s needs. The robot should

also be able to plan the optimal path to any given target. In this research, the

target is also denoted as an image. Therefore, the robot agent should use infor-

mation about the current location and the given target location to take desired

actions. This navigation strategy is known as the Target Driven Navigation. To



4 1. Introduction

achieve this, the robot agent should be able to generalize information about the

environment and information that defines the goal.

1.1.3 Role of Visual Information in Target Driven Navigation

The primary challenge for mobile robot transfers is to make optimal choices in

motion planning and navigating to the target position from the current position,

without any collision with obstacles. To achieve this, the agent should under-

stand the correlation and causality of actions and changes in the environment,

which are caused by taken actions. Target driven visual navigation is when the

agent navigates to an exact position mainly with visual inputs. Visual inputs play

a crucial role in human cognition (LeCun et al., 1998). The brain can exploit

visual information presented and combine them with prior planning knowledge

to solve complex tasks. This is because visual information comes with compact

representations of the surrounding which can identify objects, patterns and seg-

ments. In addition, processing visual data nowadays has become much more

convenient and feasible with the achievements in the field of computer vision

architectural networks (Krizhevsky, Sutskever, and Hinton, 2012). In this re-

search, simulated visual data from RGB camera with first-person point of view

has been considered. In future, this can be extended towards using a depth

camera or more sophisticated inputs, such as LiDAR.

1.1.4 Application of Deep Reinforcement Learning for Target

Driven Visual Navigation

We used Deep Reinforcement Learning (DRL) to solve the problem of target

driven visual navigation. A detailed description of RL and DRL can be found

in Chapter 2. In RL, an agent learns to take optimal actions by trial and error.

This learning procedure uses feedback from its actions and experiences. When

it comes to navigation, an agent should first try to find the goal location in an

interactive environment by taking a series of actions. During this process, the

agent needs to observe feedback from the environments such as collision occur-

rences, and the number of steps taken to reach the goal. Ideally, a robot should
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be trained in a real environment setting. In our case, a robot that takes input

information from a camera and maps input to actions (move left, move right).

However, this approach is costly because during the initial stage, there can be

many collisions that can harm the robot’s hardware. Another factor is that train-

ing a robot in a real environment can make the whole process less efficient due

to the longer duration it takes to train DRL algorithms. Usually, DRL agents

require to be trained on millions of frames to have good performance. Due to

these reasons, first, we train robot agents in a simulated environment. Once the

agents learn to behave optimally in the simulated environment, we transform

that knowledge into real-world scenarios. Thus to perform this training pro-

cess, it is required to create a simulator with virtual environment representation

which should closely match the real world environment. In this research, we

use AI2THOR framework (Kolve et al., 2017). AI2THOR is developed based on

the Unity 3D physics engine, and it provides environments that look similar to

the real world scenes. We developed our AI framework based on a popular DRL

algorithm called Asynchronous Advantage Actor-Critic (A3C) algorithm (Mnih

et al., 2016). It is a sample-efficient and scalable algorithm which learns with

multiple AI agents in a parallel manner.

1.2 Research Scope

In this research, the state-of-the-art DRL techniques were explored to model the

problem of target driven visual navigation using the AI2THOR simulator. In

particular, the shortcomings with the current DRL techniques were investigated

in the context of target driven visual navigation and implemented the possi-

ble improvements. We identify Transfer Reinforcement Learning (TRL) (Taylor

and Stone, 2009) as the most critical research area in state-of-the-art DRL tech-

niques. TRL focuses on the development of methods to transfer knowledge from

a set of source tasks that an agent can optimally perform to a novel set of tasks

that agent has never seen before. TRL can improve the generalizability and

knowledge transferring ability of agents trained with DRL techniques. This is a

crucial factor to focus because DRL models usually take much time and compu-

tational power to train agents for specific tasks. We would prefer to use previous
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knowledge to make AI agents adapt to new tasks quickly. In the problem of tar-

get driven navigation agent should able to navigate to novel goal locations by

using a set of skills and knowledge which the agent learned during the training

phase where the agent is tasked with finding the optimal path to a fixed num-

ber of goals. Still, this area is not extensively explored. We argue this is the

driving force behind deploying navigation agents for real-world purposes that

are trained with DRL techniques. So our research is centered around the topic

of improving the transfer learning ability of target driven visual navigation

agents that are modelled with deep reinforcement learning.

1.2.1 Research Targets/Goals

• Implement a test environment for DRL algorithms using the AI2THOR

framework

• Identify the main shortcomings in state-of-the-art DRL methods in the con-

text of target driven visual navigation problem

• Explore new methods to overcome the shortcoming and improve DRL for

target driven visual navigation

• Evaluate the scalability of these methods and improve them for large-scale

target driven visual navigation using the AI2THOR framework

1.3 Contributions

The main contribution of this research is to explore and improve techniques

that can overcome the current shortcomings of the transfer reinforcement abil-

ity and generalizability of agents that can perform target driven visual naviga-

tion by only using visual inputs. We identified Successor Features Reinforce-

ment Learning (SF-RL) (Barreto et al., 2017) as an effective way to improve

transfer learning abilities of DRL agents. SF-RL is a novel theoretical framework

that influenced by neuroscience (Gershman, 2018). This reinforcement learning

method encourages the agent to increase the sensitivity of the agent to physical
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changes in the environments and changes in given goals. This increase in sen-

sitivity is used to solve our main problem. We built our research by exploring

possible ways to apply successor feature reinforcement learning for our specific

problem of target driven visual navigation. Finally, in this research, we intro-

duce a novel architecture and training paradigm to merge the idea of Universal

Successor Features (Ma, Wen, and Bengio, 2018) with DRL based visual navi-

gation. We showed our model outperforms in terms of transferring knowledge

while navigating to unseen targets.

Specifically, this thesis contributes with:

• Systematic exploration of the applicability of Universal Successor Feature

(USF) RL and its limitations when applied for target driven visual naviga-

tion in a complex photo-realistic simulator AI2THOR.

• We introduce the concept of a Successor Feature Dependant Policy (SFDP),

a novel architectural contribution in which the policy can directly make use

of the information presented by USF (an abstract map in our case). This

important add-on significantly improves the transfer learning ability of the

DRL agent.

• Finally, we contribute Variational Universal Successor Feature Approxima-

tors (VUSFA), by adopting the concept of Variational Information Bottle-

neck to USF and combining it with SFDP. This combination is shown to

work stably with complex tasks such as target driven visual navigation us-

ing the AI2THOR photo-realistic environment (Kolve et al., 2017). Besides

stable convergence, our approach shows possible ways in which transfer

learning could be improved in future.

1.4 Structure of the Thesis

Thesis structure is divided into eight Chapters.

• Chapter 1 provides a brief introduction of the thesis. And also it outlines

the research objectives and the contributions.
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• Chapter 2 presents a general introduction to reinforcement learning and

deep reinforcement learning.

• Chapter 3 presents the literature review on visual navigation based on deep

reinforcement learning technique.

• Chapter 4 presents the baseline agent’s performance under the task of

transfer learning ability of target driven visual navigation with AI2THOR

simulator.

• Chapter 5 introduces the concept of successor feature reinforcement learn-

ing (SF-RL) along with prior related work. The applicability of SF-RL in

this research has been investigated and presented in this chapter.

• Chapter 6 presents the applicability of different USF architectures for target

driven visual navigation. And also it highlights the limitations of being

applied for large scale target driven visual navigation.

• Chapter 7 presents our novel architecture which has been incorporated

with the novel concept of SFDP and its performance based on the transfer

reinforcement learning ability.

• Chapter 8 presents a further improvement to our model by introducing

the novel concept of VUSFA to our SFDP based A3C architecture and its

performance based on the transfer reinforcement learning ability.

• Chapter 9 concludes our findings and provides potential future work.

1.5 Publications

Research work provided in Chapter 6 has been presented in Deep RL Workshop

NeurIPS 2018. Further, the research work presented in Chapters 7 and 8 has

been submitted to International Joint Conference on Artificial Intelligence 2019

(IJCAI-19) and it is currently under review.

Siriwardhana, S., Weerasekera, R. and Nanayakkara, S. (2018). Target Driven
Visual Navigation with Hybrid Asynchronous Universal Successor Representations.
Deep RL Workshop NeurIPS 2018.
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Siriwardhana, S., Weerasekera, R., Matthies, D., Fourrier, N. and Nanayakkara,

S. VUSFA: Variational Universal Successor Features Approximator to Improve
Transfer DRL for Target Driven Visual Navigation. International Joint Conference

on Artificial Intelligence 2019. Under the Double Blind Review.
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2
Background Theories and Concepts

2.1 Reinforcement Learning

Reinforcement learning (RL) (Sutton and Barto, 1998) is a branch of Machine

Learning which allows software agents to automatically determine the ideal be-

haviour within a specific context. Unlike supervised learning, RL does not have

exact labels to learn, but RL has explicit goals and a reward structure for each

goal. We call the underline process of RL as goal-directed learning and decision

making. The learner is unaware of which optimal actions to take, as in the most

forms of machine learning, but instead, the learner must discover which actions

yield the most reward by trying them. In most challenging cases, actions may

affect not only the immediate reward but also the next situation and then all

subsequent rewards. The RL problem is defined concerning optimal control of a

Markov Decision Process (MDP). Components of RL framework will be described

in the next section. A high-level description of the reinforcement learning frame-

work can be found in Figure 2.1.

FIGURE 2.1: Interaction of the RL agent with the environment
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2.1.1 Markov Decision Process

A Markov Decision Process (MDP) (White, 2004) is a mathematical framework

that can be used to solve problems which need sequential decision making. An

MDP behaves as a stochastic model that can solve randomly changing systems

where it assumed that future states depend only on the current state not on the

events that occurred before.

An MDP consists of following main components:

• A state space 𝑠 ∈ 𝒮

• An action space 𝑎 ∈ 𝒜

• A scalar reward 𝑟 and a reward function 𝑅 : 𝑆 × 𝑆 × 𝐴→ ℜ

• A State Transition Probability Matrix 𝑝(𝑠′ |𝑠, 𝑎) = 𝑃 (𝑠𝑡+1 = 𝑠
′ |𝑠𝑡, 𝑎𝑡 = 𝑎)

We can define the underlying process of an MDP as, an agent first start from a

state 𝑠𝑡 ∈ 𝒮 and take an action 𝑎𝑡 ∈ 𝒜 and receives a scalar reward 𝑟𝑡 and moved

to a new state 𝑠𝑡+1 ∈ 𝒮. Figure 2.2 illustrated the underline process of an MDP.

FIGURE 2.2: Markove Decision Process

2.1.1.1 State Space

States space 𝑆 consists of number of states where the agent can move after

taking different actions 𝑎𝑡 at each time step. States consist of information about
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the environment that are available to the agent at time step 𝑡. These states can

be represented in a tabular form as a set of low dimensional features or raw

information like pixels. We assume that the state representations carry enough

information to solve the MDP.

2.1.1.2 Action Space

Action space 𝐴 can be either discrete or continuous. By taking an action from a

given state there will be a state transition according to state transition probability

𝑝(𝑠𝑡+1|𝑠, 𝑎).

2.1.1.3 Scalar Rewards

Rewards are the feedback granted to an agent when interacts with an MDP. The

real-valued reward function 𝑟(𝑠, 𝑎) depends on the current state and exerted

actions in that state. The reward function should be designed manually in an

MDP according to the task the agent performs.

2.1.1.4 State Transition Probabilities

The state transition probabilities 𝑝(𝑠𝑡+1|𝑠, 𝑎) defines the transitions between

states in the MDP. We can define a transition probability matrix that illustrate

the probability of moving from state 𝑠𝑡 to state 𝑠𝑡+1 after taking an action

𝑎𝑡. Formally we define this with conditional probability 𝑃 (𝑠𝑡+1|𝑠𝑡, 𝑎𝑡). In a

deterministic environment setting, the agent can perfectly know the transition

probability matrix. However, the real world environment is stochastic. Due to

this transition probability matrix is unknown, and it is something that the agent

should figure out to solve the MDP.
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2.1.2 Solving an MDP

The agent should figure out what action to take in a given state to complete the

desired task. This is referred to as solving an MDP. Next, we will describe some

useful terms that are involved in solving an MDP.

2.1.2.1 Policy

The policy is defined as a mapping from states to actions. The policy could

be deterministic, and depend only on the current state 𝜋(𝑠), or stochastic state

𝜋(𝑎|𝑠), such that it defines a probability distribution over the actions, given a

state. A policy describes how an agent behaves to solve an MDP.

2.1.2.2 Return

Scalar rewards give the general idea about the goal that needed to be completed

by the agent. At every time step, the agent will get a reward from the environ-

ment after executing an action. The objective of an RL agent is to choose a policy

which maximises the expected sum of rewards. We formally define this expected

sum of discounted future rewards as Returns (𝐺𝑡).

𝐺𝑡 = 𝑟𝑡+1 + 𝛾𝑟𝑡+1 + 𝛾2𝑟𝑡+2 + ....+ 𝑟𝑘−1

=
∞∑︁
𝑡=0

𝛾𝑡𝑅𝑡+𝑘+1

(2.1)

Where 𝑡 is the time index and 𝑘 defines the number of time steps taken by the

agent. In 𝐺𝑡, the term 𝛾 is known as the discounting factor. It is a real number

between 0 and 1 (𝛾 ∈ [0, 1]) . This is used to determine how much future

rewards should influence the return. As 𝛾 becomes more closer to 1 the effect of

the future reward to the return increases. Discounted reward mechanism gives

an idea about the uncertainty about the future to the agent.
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2.1.2.3 State Value Function - 𝑉 𝜋(𝑠)

Formally the state-value function (𝑉 𝜋(𝑠)) defined as the expected sum of return

from state 𝑠 when following a particular policy 𝜋(𝑠, 𝑎). In order to decide what

action to take at a particular instant, it is important for the agent to know how

good is the current state with respect to the terminal state. The state-value

function 𝑉 𝜋(𝑠) is illustrated in Equation 2.2.

𝑉 𝜋(𝑠) = E𝜋(𝐺𝑡|𝑠𝑡 = 𝑠) = E𝜋(
∞∑︁
𝑡=0

𝛾𝑡𝑅𝑡+𝑘+1|𝑠𝑡 = 𝑠) (2.2)

2.1.2.4 State-Action Value Function - 𝑄𝜋(𝑠, 𝑎)

Similarly the state-action value function (𝑄𝜋(𝑠, 𝑎)) is defined as the expected

sum of return from state 𝑠 by taking action 𝑎 while following a policy 𝜋(𝑠, 𝑎).

Here the value function is defined not only for the states but also for the state-

action (𝑠, 𝑎) pairs as illustrated in Equation 2.3.

𝑄𝜋(𝑠, 𝑎) = E𝜋[𝐺𝑡|𝑠𝑡 = 𝑠, 𝑎𝑡 = 𝑎] = E𝜋(
∞∑︁
𝑡=0

𝛾𝑡𝑅𝑡+𝑘+1|𝑠𝑡 = 𝑠, 𝑎𝑡 = 𝑎) (2.3)

To solve the MDP, the agent needs to find the optimal value function and opti-

mal policy. These two functions can be discovered in an MDP through a set of

equations called Bellman optimality equations.

2.1.3 Bellman Equations

2.1.3.1 Bellman Equation for State Value Function (𝑉 (𝜋(𝑠)))

The Bellman equations are ubiquitous in RL and are necessary to understand

how RL algorithms work. The formulation of Bellman Equation for State Value
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Function is mentioned in Equation 2.4.

𝑉 𝜋(𝑠) =E𝜋[𝐺𝑡|𝑆𝑡 = 𝑠]

=E𝜋[𝑟𝑡+1 + 𝛾𝐺𝑇+1|𝑆𝑡 = 𝑠]

=
∑︁
𝑎

𝜋(𝑎|𝑠)
∑︁
𝑠′,𝑟

𝑃 (𝑠′, 𝑟|𝑠, 𝑎)[𝑟 + 𝛾E𝜋[𝐺𝑡+1|𝑆𝑡+1 = 𝑠]]

=
∑︁
𝑎

𝜋(𝑎|𝑠)
∑︁
𝑠′,𝑟

𝑃 (𝑠′, 𝑟|𝑠, 𝑎)[𝑟 + 𝛾𝑣𝜋(𝑠′)],∀𝑠 ∈ 𝑆

(2.4)

2.1.3.2 Bellman Equation for State-Action Value Function (𝑄(𝜋(𝑠, 𝑎)))

For the State-Action Value Function we follow the same intuition as similar to

the State Value function which eventually leads to Equation 2.5:

𝑄𝜋(𝑠, 𝑎) =E𝜋[𝐺𝑡|𝑆𝑡 = 𝑠, 𝐴𝑡 = 𝑎]

=
∑︁
𝑎

𝜋(𝑎|𝑠)
∑︁
𝑠′,𝑟

𝑃 (𝑠′, 𝑟|𝑠, 𝑎)[𝑟 + 𝛾𝑣𝜋(𝑠′)] (2.5)

Bellman equation consist of following components:

• Optimal Policy - 𝑉𝜋(𝑠) ≥ 𝑉𝜋′(𝑠) for all 𝑠 ∈ 𝒮, Here, the 𝜋 is better than or

equal to 𝜋′. There is always at least one policy that is better than or equal

to all other policies.

• Optimal State value function - 𝑉 *(𝑠) = 𝑚𝑎𝑥𝜋𝑉
𝜋(𝑠)

• Optimal State-Action value function - 𝑄*(𝑠, 𝑎) = max𝜋𝑄
𝜋(𝑠, 𝑎)

The Bellman Optimality Equations formulate the problem of maximising the ex-

pected sum of rewards regarding a recursive relationship of a value function.

This recursive relationship defines the value function as a composition of imme-

diate reward and value function of the successor/next state.
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The Bellman Optimality Equations for State Value Function and Action-Value

Function can be defined as follows:

𝑉 *(𝑠) = 𝑚𝑎𝑥𝑎
∑︁
𝑠′,𝑟

𝑃 (𝑠′, 𝑟|𝑠, 𝑎)[𝑟 + 𝛾𝑉 *(𝑠′)] (2.6)

𝑄*(𝑠, 𝑎) =
∑︁
𝑠′,𝑟

𝑃 (𝑠′, 𝑟|𝑠, 𝑎)[𝑟 + 𝛾𝑚𝑎𝑥𝑎′𝑄
*(𝑠′, 𝑎′)] (2.7)

The optimal value functions specify the best possible performance in the MDP.

An MDP is solved when the optimal value function is known.

2.1.4 Dynamic Programming

The term dynamic programming (DP) refers to a collection of algorithms that

can be used to compute optimal policies by learning optimal value function,

given a perfect model of the environment as a Markov decision process (MDP).

These algorithms assume that the agent knows the transition probabilities

𝑝(𝑠𝑡+1|𝑠, 𝑎) and the reward function 𝑟(𝑠, 𝑎, 𝑠
′
) .Two most popular dynamic

programming methods used to solve MDPs are policy iteration and value

iteration.

2.1.4.1 Policy Iteration

Policy iteration consists of policy evaluation and policy improvement. In policy

evaluation, the Bellman operator is applied for the current best policy (i.e., we

average over the policy distribution, rather than only getting the greedy action)

in a recursive manner until convergence to the optimal value function for such

policy. Then the agent makes a policy improvement which improves the current

policy by taking actions that maximise the value function for every state as in

Algorithm 1.
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Algorithm 1 Policy Iteration

1: Initialise a policy 𝜋
′

arbitrarily
2: repeat
3: 𝜋 ← 𝜋

′

4: Compute 𝑉 𝜋(𝑠) = E[𝑟|𝑠, 𝜋(𝑠)] + 𝛾
∑︀

𝑠′∈𝑠 𝑃 (𝑠
′ |𝑠, 𝜋(𝑠))𝑉 𝜋(𝑠

′
)

5: Improve 𝜋
′
(𝑠)← 𝑎𝑟𝑔max𝑎∈𝒜(E[𝑟|𝑠, 𝑎] + 𝛾

∑︀
𝑠′∈𝑠 𝑃 (𝑠

′ |𝑠, 𝜋(𝑠))𝑉 𝜋(𝑠
′
))

6: until 𝜋 ← 𝜋
′

2.1.4.2 Value Iteration

In value iteration, value function for each action is calculated and indirectly

update the policy. Here the agent recursively update the bellman expectation

equation until it converges to the optimal value. Then, the agent get the optimal

policy greedy with respect to the optimal value function for every state.

Algorithm 2 Value Iteration

1: Initialise 𝑉 (𝑠) with arbitrarily values
2: repeat
3: for all 𝑠 ∈ 𝑆 do
4: for all 𝑎 ∈ 𝐴 do
5: 𝑄(𝑠, 𝑎)← E[𝑟|𝑠, 𝑎] + 𝛾

∑︀
𝑠′∈𝑠 𝑃 (𝑠

′ |𝑠, 𝜋(𝑠))𝑉 𝜋(𝑠
′
)

6: 𝑉 (𝑠)← max𝑎∈𝒜𝑄(𝑠, 𝑎)

7: until 𝑉 (𝑠)𝑐𝑜𝑛𝑣𝑒𝑟𝑔𝑒

Dynamic programming works when transition probabilities are known which is

not the practical case in complex MDPs associated with real world tasks. So the

policy and value functions need to be estimated by performing rollouts (gath-

ering experience) on the system. These algorithms are explained in the next

section.

2.1.5 Model-Free Reinforcement Learning

In Model-free Reinforcement Learning the agent tries to maximise the expected

sum of reward only from experience without a model of the environment. Most

model-free approaches either try to learn a value function and infer an optimal

policy from value function (Value function based methods) or directly search in
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the space of the policy parameters to find an optimal policy (Policy search meth-

ods). Model-free approaches can also be classified as being either on-policy or

off-policy. On-policy methods use the current policy to generate actions and use

it to update the current policy. In on-policy methods, the agent always follows

its own policy. In off-policy methods agent uses a different exploratory policy to

generate actions as compared to the policy which is being updated. This means

the agent has two policies, one to learn and another one to behave. Next, we

will look at various model-free algorithms which belong to above-mentioned

categories.

2.1.5.1 Monte Carlo Methods

Monte Carlo Methods learn directly from episodes of experience. In this type

of learning agent only get the reward at the end of an episode. Here the agent

collects the experience by executing the current policy of the agent. With the

collected episodic rollouts/experience, the agent uses the accumulated rewards

over the entire episode and the distribution of states encountered to form an

estimate of the value function. The current policy is estimated by taking greedy

actions concerning the current value function. Though Monte Carlo methods

are straightforward in their implementations, they require a large number of

iterations for the convergence and suffer from a significant variance in their

value function estimation.

2.1.5.2 Temporal Difference Learning

Temporal Difference (TD) Learning differs from the Monte Carlo methods by

the policy evaluation step or how value function being updated. In TD learning,

the state values are updated after each iteration throughout an epoch. In TD

learning the agent considers the reward received at the current time step and

used it to update the value function. This kind of update reduces the variance
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but increases the bias in the estimate of the value function. The update equation

for the value function is given by Equation 2.8.

𝑉 (𝑠)← 𝑉 (𝑠) + 𝛼[𝑟 + 𝛾𝑉 (𝑠
′
)− 𝑉 (𝑠)] (2.8)

In Equation 2.8, 𝑠 and 𝑠
′ are old and new states respectively. 𝛼 is the learn-

ing rate, and 𝑟 defines the immediate reward agent received from the environ-

ment. There are two popular Temporal Difference Learning algorithms known

as 𝑆𝐴𝑅𝑆𝐴 and 𝑄− 𝐿𝑒𝑎𝑟𝑛𝑖𝑛𝑔.

2.1.5.3 SARSA Algorithm

SARSA is a value based model-free algorithm. This name suggest State-Action-

Reward-State (Next)-Action (Next).The SARSA algorithm is summarised in Al-

gorithm 3 below:

Algorithm 3 SARSA Algorithm

1: Initialise 𝑄(𝑠, 𝑎) arbitrarily
2: while Episodes do
3: Initialise 𝑠
4: Chose 𝑎 from s using policy derived from Q(𝜖 greedy)
5: repeatFor each step of episode
6: Take action 𝑎, observe 𝑟 ,𝑠

′

7: Choose 𝑎′ from 𝑠′ using policy derived from Q(𝜖 greedy)
8: 𝑄(𝑠, 𝑎)← 𝑄(𝑠, 𝑎) + 𝛼[𝑟 + 𝛾𝑄(𝑠

′
, 𝑎

′
)−𝑄(𝑠, 𝑎)]

9: 𝑠← 𝑠′; 𝑎← 𝑎′;
10: until s is terminal

2.1.5.4 Q Learning

Q Learning differs from the SARSA algorithm on how we update the 𝑄𝜋(𝑠, 𝑎)

after taking an action. Q-learning is an off-policy method that doesn’t use a be-

havioural policy to take action. Instead, it estimates the expected future returns
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in the update rule as 𝑎𝑟𝑔max𝑎∈𝒜𝑄(𝑠
′
, 𝑎) which is a greedy policy.The update

rule of the Q learning is given by Equation 2.9.

𝑄(𝑠, 𝑎)← 𝑄(𝑠, 𝑎) + 𝛼(𝑟 + 𝛾𝑎𝑟𝑔max
𝑎′∈𝒜

𝑄(𝑠
′
, 𝑎

′
)−𝑄(𝑠, 𝑎)) (2.9)

The pseudo code for Q learning is described in Algorithm 4.

Algorithm 4 Tabular Q Learning Algorithm

1: Initialise 𝑄(𝑠, 𝑎) arbitrarily
2: while Episodes do
3: Initialise 𝑠
4: Chose 𝑎 from s using policy derived from Q(𝜖 greedy)
5: repeatFor each step of episode
6: Choose 𝑎′ from 𝑠′ using policy derived from Q
7: Take action 𝑎, observe 𝑟 ,𝑠

′

8: Update 𝑄(𝑠, 𝑎)← 𝑄(𝑠, 𝑎) + 𝛼[𝑟 + 𝛾max𝑎∈𝒜𝑄(𝑠
′
, 𝑎

′
)−𝑄(𝑠, 𝑎)]

9: 𝑠← 𝑠′; 𝑎← 𝑎′;
10: until s is terminal

2.1.6 Model-Based Reinforcement Learning

Model-based methods try to utilise some information about the environment

for planning. In Model-free RL, the agent ignores the dynamics of the model.

In model-based RL the agent focuses on understanding model of the MDP by

learning the transition probabilities of the MDP as a parameterised function

𝑃 (𝑠1+1 = 𝑠
′ |𝑠𝑡 = 𝑠, 𝑎𝑡 = 𝑎 : 𝜃). A simple model based reinforcement learning

algorithm can be illustrated as in Algorithm 5.

In some control tasks like robot arm manipulation, it is better to learn the dy-

namics of the model. However, sometimes for problems like navigation, it is

not easy to learn an exact model based on data and try to use that to improve

the policy of the agent with that model. Most of the time these model-based

methods prone to over-fitting issues. In our research, we used model-free

reinforcement learning.
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Algorithm 5 Model Based Deep Reinforcement Learning Algorithm
1: Initialise 𝑄(𝑠, 𝑎) arbitrarily
2: while do
3: run base policy 𝜋0𝑎𝑡|𝑠𝑡 (e.g, random policy) to collect 𝐷 = (𝑠, 𝑎, 𝑠′)
4: learn dynamics model 𝑓(𝑠, 𝑎) to minimise

∑︀
𝑖 ‖𝑓(𝑠𝑖, 𝑎𝑖)− 𝑠

′
𝑖‖2

5: back propagate through 𝑓(𝑠, 𝑎) to chose actions (e.g. using iLQR)
6: execute the first planned action, observed resulting state s’
7: append (s,s,a’) to data set 𝐷

2.1.7 Large Scale Reinforcement Learning

Above mentioned methods work in a tabular setting where the MDP consist of

a finite number of states. However, this is not feasible when the MDP consist

of high number of states or actions where the agent needs to keep a tabular

representation of value functions. So we can use function approximators to

approximate value functions or in some case both value function and policy

functions.

2.1.7.1 Function Approximators

Main idea is to represent 𝑉 𝜋(𝑠) or 𝑄𝜋(𝑠, 𝑎) with parameterised functions instead

of a tabular form. This makes the task of reinforcement learning easy reduces

the computational cost. These differential function approximators can be easily

learnt with gradient-based methods such as stochastic gradient descent. Nowa-

days, neural networks are widely used as function approximators in reinforce-

ment learning. The idea of function approximators was introduced with a set of

RL algorithms called policy gradients methods.

2.1.8 Policy Gradient Methods

Policy gradient methods approximate the optimal policy with an parameterised

policy function 𝜋(𝑠|𝜃). The parameters of the policy updated by the gradient as-

cent to maximise the expected return that the agent received from each rollout.
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Unlike in Q learning, in policy gradients, the agent directly outputs the action

probabilities. We define the policy gradient function as in Equation 2.10.

∇𝜃𝐽(𝜃) = 𝐸𝜋𝜃 [∇𝜃 log 𝜋𝜃(𝑠, 𝑎)𝑄𝜋𝜃(𝑠, 𝑎)] (2.10)

The Algorithm 6 is known as REINFORCE, which is the fundamental policy gra-

dient method.

Algorithm 6 REINFORCE Algorithm
1: Initialise 𝜃 arbitrarily
2: for each episode 𝑠1, 𝑎1, 𝑟2, ..., 𝑠𝑇−1, 𝑎𝑇−1, 𝑟𝑡 𝜋𝜃 do
3: for 𝑡 = 1 to 𝑇 − 1 do
4: 𝜃 ← 𝜃 + 𝛼∇𝜃 log 𝜋𝜃(𝑠𝑡, 𝑎𝑡)𝑄𝜋𝜃(𝑠𝑡, 𝑎𝑡)

Policy search has better convergence properties and can learn stochastic poli-

cies which are not possible with value-based approaches (Sutton et al., 2000).

Also, policy gradient methods can use in continuous action space problems since

the agent directly approximate the policy. The major drawback of policy search

algorithms is their policy evaluation step, which suffers from a significant vari-

ance and, thus, can be slow in learning good policies. There is another set of

algorithms Actor-Critic, which uses policy gradients that combined with value

function approximation. These algorithms have designed to overcome the prob-

lem of high variance in the optimisation procedure of the policy gradients.

2.1.9 Actor-Critic Methods

Actor-critic methods can be identified as a combination of both policy-based and

value-based reinforcement learning. The policy 𝜋(𝑠 : 𝜃) is known as the actor, as

it provides the action probability in a given state. The value function 𝑉 (𝑠 : 𝑤)

acts as the critic since it evaluates the policy based on the TD error. The policy

is updated based on this critic.

We train both critic (𝑄(𝑠, 𝑎 : 𝑤)) and Actor (𝜋(𝑠)) simultaneously. Next we

will illustrate the two loss function that have been used in optimising these two

networks:
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Critic uses the TD error to update the critic function parameterized in 𝑤 as men-

tioned in Equation 2.11.

𝛿 ← 𝑅 + 𝛾𝑉 (𝑆 ′ : 𝑤)− 𝑉 (𝑆 : 𝑤) (2.11)

Actor uses the TD error and update the policy parameters with the policy gradi-

ent terminology mentioned in Equation 2.12.

𝜃 ← 𝜃 + 𝛼𝐼𝛿∇𝜃 log 𝜋(𝐴 | 𝑆, 𝜃) (2.12)

A fundamental actor-critic algorithm is illustrated in Algorithm 7 as follows:

Algorithm 7 Actor-Critic Algorithm
1: Initialise 𝑠 , policy 𝜋(𝑠|𝜃𝜋) , critic 𝑉 (𝑠|𝜃𝑉 )
2: for each step do
3: Take an action starting from the state 𝑠 𝑎 𝜋(𝑠|𝜃)
4: Observe 𝑎𝑡, 𝑟𝑡,𝑠𝑡+1

5: 𝛿 = 𝑟𝑡 + 𝛾𝑉 (𝑠′|𝜃𝑉 )− 𝑉 (𝑠|𝜃𝑉 )
6: Update Policy 𝜃𝜋 ← 𝜃𝜋 + 𝛼𝐼𝛿∇𝜃 log 𝜋(𝑎 | 𝑎, 𝜃𝜋)
7: Update Critic 𝜃𝑉 ← 𝜃𝑉 + 𝛼𝐼𝛿∇𝜃𝑉 (𝑠|𝜃𝑉 )

2.2 Deep Reinforcement Learning

Deep Learning has been the most researched topic in the field of artificial in-

telligence in last few years. They are at the heart of the most exciting products

like self-driving cars, image recognition systems, speech recognition systems and

autonomous robots (LeCun, Bengio, and Hinton, 2015). The core of the deep

learning consists of deep neural networks. There are different kinds of neural

network layers such as convolutional layers used in computer vision or Long

Short Term Memory (LSTM) layers used for sequential learning (Graves, 2013).

Deep Reinforcement Learning (DRL) can be described as a combination of state

of the art deep learning techniques with RL. The RL methods that we described

in Section 2.1 mainly can only work with a limited number of state and actions.

However, in most of the real world problems, we need to work with a consider-

able number of states and sometimes actions. We also need to work with more
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informative state representations such as images. DRL is the way to address

these problems. DRL has received much attention among the AI community in

the last couple of years and already achieved human-level performance for play-

ing Atari games (Mnih et al., 2015) and for controlling 3D locomotion tasks with

high dimensional state space (Lillicrap et al., 2015). This section provides a brief

introduction of the state of the art DRL methods.

2.2.1 Deep Q-Learning

Deep Q-networks (DQN) is the first successful implementations of DRL, which

trained to play Atari 2600 games (Mnih et al., 2015). DQN is built on top of

Q-Learning frameworks, but instead of keeping state-action values in a tabular

form we use deep neural networks as a function approximator to approximate

the action-value (𝑄𝜋(𝑠, 𝑎; 𝜃)) for each state-action pair. The DQN extract these

features directly from the image by learning new abstract representations of the

input data. Q networks can be designed in two fundamentals ways as follows in

Figure 2.3:

FIGURE 2.3: Deep Q Network

Instead of updating the the tabular 𝑄𝜋(𝑠, 𝑎) values in DQN the agent updates the

parameters of 𝑄𝜋(𝑠, 𝑎 : 𝜃) approximator with gradients based methods.The loss

function to update the 𝑄𝜋(𝑠, 𝑎) can be represented as in Equation 2.13.

𝐿𝑜𝑠𝑠 =
1

2
.[𝑟 +𝑚𝑎𝑥𝑎𝑡+1(𝑄(𝑠𝑡+𝑎, 𝑎𝑡+1; 𝜃𝑡−1))⏟  ⏞  

target

−𝑄(𝑠, 𝑎; 𝜃)⏟  ⏞  
prediction

]2 (2.13)
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The target is calculated with the bellman optimalility as mentioned in Equa-

tion 2.7. The pseudo code for the Deep-Q Learning is given in Algorithm 8.

Algorithm 8 Deep Q Learning Algorithm with Experience Replay
1: Initialise replay memory 𝐷 to capacity 𝑁
2: Initialise state-action value function 𝑄(𝑠, 𝑎 : 𝜃) with random weights
3: for episode =1,M do
4: Initialise sequence 𝑠1 = 𝑥1 and prepossessed sequenced Φ1 = Φ(𝑠1)
5: for 𝑡 = 1, 𝑇 do
6: With probability 𝜖 select a random action 𝑎𝑡 otherwise select 𝑎𝑡 = 𝑚𝑎𝑥𝑎𝑄

*(Φ(𝑠𝑡), 𝑎; 𝜃)
7: Execute action 𝑎𝑡 in simulator and observe reward 𝑟𝑡 and next image 𝑥𝑡 + 1
8: Store transitions (Φ𝑡, 𝑎𝑡, 𝑟𝑡,Φ𝑡+1) id 𝐷
9: Sample random mini-batch of transitions (Φ𝑗 , 𝑎𝑗 , 𝑟𝑗 ,Φ𝑗+1) from 𝐷

10: Set 𝑦𝑖 =
{︂

𝑟𝑗 Φ𝑗+1 = 𝑇𝑒𝑟𝑚𝑖𝑛𝑎𝑙
𝑟𝑗 + 𝛾𝑚𝑎𝑥𝑎′𝑄(Φ𝑗+1, 𝑎

′|𝜃) Φ𝑗+1 ̸= 𝑇𝑒𝑟𝑚𝑖𝑛𝑎𝑙

11: Perform gradient decent step on ‖𝑦𝑗 −𝑄(Φ𝑗 , 𝑎𝑗 : 𝜃)‖2

2.2.1.1 Major Drawbacks of Deep Q Learning

One major drawback in DQN is, it cannot be used in the continuous action

spaces. Because the agent takes actions by taking argmax of action over the

𝑄(𝑠, 𝑎) values and for continuous action space, this is a computationally ex-

pensive operation. Also, DQN does not have convergence guarantee, especially

when learning of a complicated Q function. Compared to online reinforcement

learning like policy gradient methods additional memory is required for storing

the transitions when using experience replay (Mnih et al., 2015). To overcome

these difficulties we can use actor-critic DRL methods which has better conver-

gence guarantees and more suitable for large-scale training.

2.2.2 The Asynchronous Advantage Actor Critic Network

Google’s DeepMind introduced a new algorithm called the Asynchronous Ad-

vantage Actor-Critic (A3C) (Mnih et al., 2016), which dominates the other deep

reinforcement learning algorithms since it requires less computation power and

training time. The main idea behind A3C is that it uses several agents for learn-

ing in parallel and aggregates their overall experience as illustrated in Figure 2.4.
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Scalability of this algorithm makes it possible to apply DRL in real-world prob-

lems like target driven navigation. We evaluated all our concepts based on the

A3C algorithm.

FIGURE 2.4: High level architecture of the A3C framework

This algorithm belongs to the class of Actor-Critic Algorithms mentioned in Sec-

tion 2.1.9. The A3C has three ’A’ s in the name and it implies the follows.

• Asynchronous- The asynchronous term comes because the agent involves

executing a set of environments in parallel (ideally, on different cores in a

CPU) to increase the diversity of training data, and with gradient updates

performed in an online style procedure. No experience replay is needed as

in DQN.

• Actor-Critic - The actor-critic term arises because the A3C algorithm be-

longs to the category of Actor-Critic methods in RL. Actor-Critic combines

the benefits of both value and policy iteration approaches. In the case of

A3C, the network estimates both a value function 𝑉 (𝑠 : 𝜃) (how good a

particular state is to be w.r.t final state) and a policy 𝜋(𝑠 : 𝜃). Both of

these function approximators will share the first feature extraction layers

and forked in final fully-connected layers sitting at the top of the network.

Critically, the agent uses the value estimate (the critic) to update the policy

(the actor) in a more stable way than traditional policy gradient methods.

Figure 2.5 shows a typical actor-critic network.
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FIGURE 2.5: Shared parameter network for Actor and Critic heads

• Advantage - In A3C the agent updates the policy gradient with an Ad-

vantage function. If we go back to the discussion about the policy gradient

methods, we update policy network parameters by using the discounted re-

wards. In a high-level manner, the algorithm uses the discounted rewards

from a set of experiences in order to tell the agent which of its actions were

“good” and which were “bad.” The network was then updated in order to

encourage and discourage actions appropriately.

Practically the agent cannot use just discounted rewards to do the policy

gradient update because it can make the system unstable due to too much

of variance. Because of this reason, an advantage function is used to up-

date the policy instead of discounter rewards. There are several types of

advantage function, and we will discuss more on the advantage function

in the next sections.

2.2.2.1 Intuition behind the advantage function

The theory behind formulation of the Advantage Function is described in this

section. In policy gradients methods the policy function will updated by taking

gradients as mentioned in the Equation 2.14.

∆𝜃 = ∆ log(𝜋(𝑠𝑡, 𝑎𝑡 : 𝜃)) *𝐺(𝑡) (2.14)
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Here the 𝐺(𝑡) is the expected sum of discounted rewards in an episode.

𝐺(𝑡) =
∞∑︁
𝑡=0

𝛾𝑡𝑅𝑡+𝑘+1 (2.15)

By directly taking the return (𝐺(𝑡)) can make the training procedure unstable

due to high variance. So the 𝐺(𝑡) is modified with 𝑄(𝑠, 𝑎 : 𝑤) and obtained

the policy gradients as mentioned in Equation 2.16.Because state-action value

function is an estimate of how much return the agent gets by taking an action 𝑎

from state 𝑠.

∆𝜃 = ∆ log(𝜋(𝑠𝑡, 𝑎𝑡 : 𝜃)) *𝑄(𝑠, 𝑎 : 𝑤) (2.16)

In the beginning, both 𝜋(𝑠 : 𝜃) and 𝑄(𝑠, 𝑎 : 𝑤) need to be learned simultaneously.

Practically this method also not stable to train the policy of the agent. Mainly

there can be severe instability by directly using 𝑄(𝑠, 𝑎 : 𝑤) function in the pol-

icy gradient update. To overcome this problem, we introduce the Advantage

function 𝐴(𝑡) as in Equation 2.17.

𝐴(𝑡) = 𝑄(𝑠, 𝑎 : 𝑤)− 𝑉 (𝑠, 𝑎 : 𝑤
′
) (2.17)

The main idea here is the agent stabilises the effect from the action-value func-

tion by subtracting baseline value from it. A baseline function should be a good

representation of the current state with respect to the end goal. This can reduce

the variance of the gradient update. State-Value function is a good candidate for

a baseline function.

The overall network has to learn the parameters for three function approxima-

tors. Which are policy,action-value and state-value functions. In A3C algorithm

state-action value function is calculated in an online manner with episodic ex-

periences as in Equation 2.18:

𝑄𝜋(𝑠, 𝑎) = 𝑟𝑡 + 𝑉 𝜋(𝑠𝑡+1 : 𝑤) (2.18)
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Then the Advantage function (𝐴(𝑡)) can be defined as the one-step TD Error as

mentioned in Equation 2.19.

𝐴(𝑡) = 𝑅𝑡 + 𝑉 𝜋(𝑠𝑡+1 : 𝑤)− 𝑉 𝜋(𝑠 : 𝑤) (2.19)

As we mentioned above, there are different versions of the Advantage func-

tions which are designed to reduce the variance of the gradient updates in the

agent during the training procedure. The advantage function illustrated in Equa-

tion 2.20 is known as the Generalised Advantage Estimate (GAEs).

𝐴
𝐺𝐴𝐸(𝛾,𝜆)
𝑡 = (1− 𝜆)

(︁
𝐴

(1)
𝑡 + 𝜆𝐴

(2)
𝑡 + 𝜆2𝐴

(3)
𝑡 + · · ·

)︁
= (1− 𝜆)

(︁
𝛿𝑉𝑡 + 𝜆(𝛿𝑉𝑡 + 𝛾𝛿𝑉𝑡+1) + 𝜆2(𝛿𝑉𝑡 + 𝛾𝛿𝑉𝑡+1 + 𝛾2𝛿𝑉𝑡+2) + · · ·

)︁
= (1− 𝜆)

(︁
𝛿𝑉𝑡 (1 + 𝜆+ 𝜆2 + · · · ) + 𝛾𝛿𝑉𝑡+1(𝜆+ 𝜆2 + · · · ) + · · ·

)︁
= (1− 𝜆)

(︂
𝛿𝑉𝑡

1

1− 𝜆
+ 𝛾𝛿𝑉𝑡+1

𝜆

1− 𝜆
+ · · ·

)︂
=

∞∑︁
𝑙=0

(𝛾𝜆)𝑙𝛿𝑉𝑡+𝑙

(2.20)

The training procedure of the A3C agent works as in the Figure 2.6. A3C

have multiple agents in multiple threads. Each agent has its own goal, and

updates the parameters with the experience they gain when exploring the en-

vironment. Each agent updates the master network asynchronously with the

gradients. Here, every agent in a thread has a maximum episode length. This

episode length is known as how much exploration the agent can get before up-

dating the parameters. Finally, we will present the pseudo code for the A3C in

Algorithm 9.
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Algorithm 9 A3C Algorithm pseudo code for each actor thread
Assuming global parameter vectors for value function and policy as 𝜃𝑣 and 𝜃𝜋
Assuming global shared counter as T = 0

Assuming thread specific parameter vectors for value function and policy as 𝜃
′
𝑣 and 𝜃

′
𝜋

Initialised thread step counter 𝑡← 1

1: repeat

2: Reset gradients : 𝑑𝜃𝜋 ← 0, 𝑑𝜃𝑣 ← 0

3: Synchronise thread specific parameters with global network 𝜃
′
𝑣 = 𝜃𝑣, 𝜃

′
𝜋 = 𝜃𝜋

4: 𝑡𝑠𝑡𝑎𝑟𝑡 = 𝑡

5: Get initial state 𝑠𝑡 , goal 𝑔

6: repeat

7: Perform an action 𝑎𝑡 according to the current policy 𝜋(𝑎𝑡|𝑠𝑡, 𝑔 : 𝜃
′
𝜋)

8: Receive the scalar reward 𝑟𝑡 ,the new state 𝑠𝑡+1 the state-value 𝑣(𝑠𝑡)

9: Collect roll-outs [𝑠𝑡, 𝑟𝑡, 𝑣(𝑠𝑡), 𝑠𝑡+1]

10: 𝑡← 𝑡+ 1

11: 𝑇 ← 𝑇 + 1

12: until terminal 𝑠𝑡 or 𝑡− 𝑡𝑠𝑡𝑎𝑟𝑡 == 𝑡𝑚𝑎𝑥

13: Bootstrapping the return R from last state of the episode

14: 𝑅 =

{︃
0 𝑠𝑡 = 𝑡𝑒𝑟𝑚𝑖𝑛𝑎𝑙

𝑉 (𝑠𝑡, 𝑔 : 𝜃
′
𝑣) 𝑠𝑡 ̸= 𝑡𝑒𝑟𝑚𝑖𝑛𝑎𝑙

15: for 𝑖 ∈ 𝑡− 1, ..., 𝑡𝑠𝑡𝑎𝑟𝑡 do

16: 𝑅← 𝑟𝑖 + 𝛾𝑅

17: Adj = R - Vi

18: Collect [𝑅,𝐴𝑑𝑗]

19: Accumulate gradients w.r.t 𝜃
′
𝜋 : 𝑑𝜃𝜋 ← 𝑑𝜃𝜋 +Δ𝜃′𝜋

log(𝜋(𝑠𝑡, 𝑔; 𝜃𝜋)𝐴𝑑𝑗𝑖

20: Accumulate gradients w.r.t 𝜃
′
𝑣 : 𝑑𝜃𝑣 ← 𝑑𝜃𝑣 +Δ𝜃′𝑣

‖𝑅− 𝑉 (𝑠𝑡, 𝑔; 𝜃
′
𝑣)‖2

21: Perform asynchronous update of 𝜃𝜋 using 𝑑𝜃𝜋 and of 𝜃𝑣 using 𝑑𝜃𝑣
22: until 𝑇 > 𝑇𝑚𝑎𝑥
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FIGURE 2.6: Work-flow of the A3C agent

2.3 Summary

This chapter provides a brief introduction on important theories related to this

thesis. This has been broadly categorised into two main sections as Reinforce-

ment Learning and Deep Reinforcement Learning. Under each topic we have

briefly described theories of all the necessary technical background for reading

this thesis. We have also detailed the architecture of our baseline model and A3C

algorithm. Theoretical sections provided in this chapter were majorly referred

from the book "Reinforcement Learning: An Introduction" by Richard S. Sutton

and Andrew G. Barto. We suggest to refer this book for any further explanations

for any interested readers.
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3
Related Work

3.1 Navigation Methods

This section provides related prior work done on target driven visual naviga-

tion. For comprehensibility, this has been broadly categorised into three main

domains: map-based navigation, map building based navigation and mapless

navigation.

3.1.1 Map Based Navigation

This approach needs a global map of the environment. Then the agent assembles

information from its sensors and attempts to create a local map (Haddad et al.,

1998; Sim and Little, 2006). After this stage, the agent uses techniques like

fuzzy logic to compare local map concerning the given global map and make

optimal decisions. When it comes to decision making and planning the agent

makes use of planning algorithms such as A* search algorithm (Zhang and Qiu,

2004).

3.1.2 Map Building Navigation

This has two stages, as it starts with geometrical map construction, followed

by planning and executing actions to get optimal trajectories. Usually mapping
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stage uses simultaneous localisation and mapping (SLAM) (Durrant-Whyte and

Bailey, 2006) techniques with sensor information such as point clouds from Li-

dars Sensors (Pancham, Tlale, and Bright, 2011; Davison, 2003). Then agent

uses the created geometrical map to plan its policy. The different planing strate-

gies can be found in (Davison, 2003; Tomono, 2006). Most of them propose

vision based approach to global map building.

Both methods mentioned above have a separation between mapping and plan-

ning. This separation can make the system unnecessarily less-robust. For exam-

ple, a failure in mapping of external environment can lead to failure in the entire

system. So now most researchers are interested in mapless navigation which is

also our main area of focus.

3.1.3 Mapless Navigation

In this section we briefly describes previous work that has done on the topic of

mapless navigation with the use of Deep Reinforcement Learning(DRL) Meth-

ods.

Fan et al. (Fan et al., 2018) introduced a robotic agent called CrowdMove that

uses proximal policy optimisation (Schulman et al., 2017) DRL method (Schul-

man et al., 2017) to train an agent which is capable of performing mapless

navigation in real-world environments. Their work is mainly built on collision

avoidance policy where the robot agent should be able to navigate in dynamic

environments such as pedestrian crowds. Instead of using visual information as

the inputs, they use readings from 2D laser range finder and use relative goal

position as input based on the robot’s current location.

However, the research work does not illustrate the ability of the agent to nav-

igate to different target locations. Here, the target location is represented as a

relative distance measurements to a fixed position. In a real-world navigation

challenge, it is hard to determine a target’s relative position beforehand. The

more generalised method would be finding the target through visual informa-

tion than laser data.
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Mirowski et al. (Mirowski et al., 2016) also applied deep reinforcement learning

to train an agent capable of navigating in a maze based environment without

any maps. They used 3D mazes from the Deep Mind Lab environment (Beattie

et al., 2016). Their main aim is to train an agent who takes action by learning

a " goal-oriented" set of features. In the simulation environment, the agent has

to navigate in a maze with multiple rooms in order to find the goal. The goal is

defined as a green coloured fruit that can change its location as it changes the

agent’s task. Input to the system consists of consecutive raw pixels frames (RGB

images), and they go through three convolutional layers. They used A3C (Mnih

et al., 2016) as the baseline DRL algorithm. They argue that training the agent

on this task can be challenging with only a reward structure which gives a posi-

tive reward for the goal position and a small time penalty for the every time step

taken. Authors also mentioned that the failure/success reward structure could

cause convergence problems in navigation DRL agents. They introduced the us-

age of auxiliary losses such as depth prediction of each pixel in a frame. Here,

the depth coordinates related to each frame are given by the simulator and the

agent should predict the correct depth values for each corresponding pixels as a

supervised learning task while training on the primary task of navigation. Au-

thors show that the auxiliary losses integrated with the main DRL loss function

can make an agent learn useful information about the environments.

Similar arguments have been made by Jaderberg et al. (Jaderberg et al., 2016)

where the authors introduced a stable A3C architecture called UNREAL A3C

to train a mapless visual navigation agent with auxiliary losses. The core idea

of UNREAL is sharing of auxiliary tasks between different agents in the A3C

architecture.

The types of navigation methods mentioned above have not thoroughly ad-

dressed the problem of target driven mapless navigation. Even though the work

mentioned above has discussed the ability of DRL methods to solve the problem

of navigation with visual information, the target locations for the navigation

problem are fixed. For example, in the DeepMind Lab simulator target is a green

fruit. So the semantic properties of the target are fixed. Even though the target

location can be changed in the maze environment agent always has to find the

same green fruit. However, in real-world navigation, agents need to deal with

targets that have different semantic properties. Another problem that has not



36 3. Related Work

been addressed by the work mentioned above is the agent’s generalizability and

adaptability to navigate towards novel targets.

In the above section, we have given a general introduction to the DRL-based

mapless navigation models. One thing common to them is that they have not ex-

plicitly addressed the target driven ability of the agents. Most of them are based

on point to point navigation, and their goal features are fixed. The agent’s main

aim is to learn a policy which is based on obstacle avoidance rather than map-

ping agent’s current observations with the goal information to try to navigate

to a given location. The above given work is not directly addressing situations

where an agent’s goal features changes in the environment. This is different

from changing the same goal (semantically same) of the agent to different loca-

tions in the environment. In our investigation, once the agent’s goal changes,

the physical features of the goal also change. These phenomena similar to an

indoor navigation robot which navigates to find different given objects such as

TV, Sofa or Microwave. Next, we will see some previous work which is explicitly

focused on target driven navigation.

3.2 Target-Driven Mapless Visual Navigation

Target driven visual navigation is the primary focus of our research, that is to

successfully navigate an agent to a specific target without the aid of a prede-

fined map. With this category, the agent tries to learn a goal-directed policy.

Which means it takes input as both, current state and features of the given goal.

In this section, we discuss on work where the desired goals are indicated with

raw pixels and forms of information such as distances to goals based on fixed

landmarks. Here the agent directly needs to plan its trajectory by considering

current observation with a given goal. Humans have a fantastic ability when

navigating to different goal positions in an environment. We can always com-

pare what they see with what we want to find and take the best possible action

that gives the highest chance to find the location of the goal. This method of

taking actions would be ideal for robot agents that need to navigate to different
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locations to execute their tasks. In this section, we will explain the closely re-

lated previous work that has been done on the problem of target driven visual

navigation with DRL. Three key papers have been discussed in details.

3.2.1 Target Driven Mapless Navigation in Cities

Mirowski et al. (Mirowski et al., 2018) proposed a DRL agent which can navigate

to given target locations in cities by only taking visual information as the main

stream of the input data. Authors used Google street view (Figure 3.1) as an

interactive simulator to train the DRL agent. As to the action space of the agent,

the agent can rotate from its position or move forward to the next section. At

every time step, the agent gets an RGB image frame from the Google street view

simulator as the input. The target destination is represented as relative distance

to fixed set landmarks in the cities. The target destinations may be kilometres

away in the real world and require the agent to step through hundreds of im-

age frames to reach them. The authors have trained DRL agents with different

architectures by taking A3C algorithm as the baseline training method.

FIGURE 3.1: State representation in the Google street view simu-
lator

(Mirowski et al., 2018)

The authors have mentioned that, in complex navigation problems such as nav-

igating in cities; the agent should be able to use reactive policy rather than

designing complex map-based representation to localise it with a global map.

A reactive policy of an AI agent is, agent’s decisions based on current in-

formation streams and previous knowledge on solving similar tasks. Also,

these reactive policies do not need complex map-based understanding about the

environment to execute a set of actions. According to a reactive policy, the agent

should localise its position before taking action by combining both state and goal

information presented. For example, when humans navigate in neighbourhoods
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to find a location such as a grocery store, they do not need complex maps to

get a more accurate understanding of the neighbourhood. However, we try to

locate the destination by understanding and observing the information around

us and use our previous knowledge to behave. Since this approach proposed by

Mirowski et al. (Mirowski et al., 2018) is close to our approach, we will first go

through the architecture in detail.

Let’s start with the agent’s input and output streams. The agent has two inputs

the current state represented with an image and the goal represented with a

specific set of landmarks. The authors did not use a visual representation to

represent the goal. They argue it is tough to learn a policy that compares goal

and current observation that is only described in pixels. So they represent the

goal by taking the proximity distance to a fixed number of landmarks. The

proposed method to take softmax distance over k number of fixed landmarks

from the current goal is given in Equation 3.1.

𝑔𝑡,𝑖 =
exp(−𝛼𝑑𝑔𝑡,𝑖)∑︀
𝑘 exp(−𝛼𝑑𝑔𝑡,𝑖)

(3.1)

In Equation 3.1 the 𝑑𝑡,𝑖 is the distance from the 𝑖𝑡ℎ landmark to the goal position.

This way they represent the information of the goal location as a vector that

consists of softmax distance to goal locations. The authors have highlighted

the importance of this goal representation as it always defines the goal location

in absolute form and closeness to human decision making since animals and

humans also use landmarks to navigate in real world. They manually define

644 landmarks covering New York, Paris and London in Google street views

simulator (Mirowski et al., 2018). The authors used several A3C architectures

as mentioned in Figure 3.2.

3.2.1.1 Importance and Relevance

Mapless navigation in cities (Mirowski et al., 2018) is a recent work that shows

the applicability of DRL on target driven mapless visual navigation. As men-

tioned above, most of the DRL approaches in navigation has proven on the top

of unrealistic simulators that leaves a massive gap between real-world scenario
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FIGURE 3.2: Different architectures of the A3C agent proposed for
navigation in cities

(Mirowski et al., 2018)

and simulation frameworks (Kempka et al., 2016; Koenig and Howard, 2004;

Beattie et al., 2016). This work has used a realistic simulation framework which

is similar to our research and tries to solve a large scale mapless navigation

problem.

The other important factor is that the authors directly have spoken about the

generalisation of the agent to novel environments and different goal locations.

They also take in to account how humans navigate using landmarks without cre-

ating sophisticated localisation mappings. Unlike the previous methods that we

mentioned above, here the authors have explained the importance of training

an agent that can learn a goal driven policy. They have also trained A3C archi-

tectures that can transfer knowledge for navigation in new cities that have not

seen in the training phase.

Even though the work by Mirowski et al. (Mirowski et al., 2018) works well

in the Google street view simulator, the method is still hard to use with indoor

navigation agents. The central bottleneck is how authors have represented

the goal. Here the goal location is represented by a vector consist of distance to

set of fixed land marks that Google Street view has manually defined. However,

for indoor navigation, the agent cannot have such landmarks. So we argue that

the best way to represent the goal in most of the practical scenarios is with

visual information. Next, we will describe the work done by Zhu et al. (Zhu

et al., 2017) on target driven visual navigation in indoor environments.
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3.2.2 Target Driven Visual Navigation in Indoor Environments

The model introduced by Zhu et al. (Zhu et al., 2017) is named as Target Driven

Deep Siamese A3Cc Model. Their work has been developed based on the A3C 9

DRL algorithm. With this architecture, the agent takes the first-person visual

feed of both state and target at each time step. With this terminology, the agent

can have an understanding of the layouts of current positions, the target loca-

tions and environment information. The primary objective of the agent is to

learn a policy function 𝜋(𝑠𝑡, 𝑔) that depends on the representation of current

state 𝑠 representation of target 𝑔. The policy of the agent produces a probability

distribution over the action space 𝐴. The main idea is the agent should learn a

policy that can differentiate between the current observation and target location

described in raw pixels and take actions in order to navigate to the target. The

architectural details of their work has been shown in Figure 3.3.

FIGURE 3.3: Deep Siamese A3C architecture
(Zhu et al., 2017)

In the above network, the inputs, the current observation and the target images

go through the same CNN network and extract features. The feature extraction

CNN is a pre-trained Resnet-50 (He et al., 2016) architecture that is frozen dur-

ing the training. The agent receives the final FC layer of the Resnet-50 (He et al.,

2016) which is a 2048 dimensional vector. Without taking the current observa-

tion as the only input authors take four consecutive last visited frames as the
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input. So the agent gets 4*2048 dimensions for the input state. Since both state

and goal shares Siamese embedding layers after the feature extraction both the

goal input placeholder and the state input placeholders should be in similar size.

To counter this, the authors have taken four copies of the Resnet-50 features of

the target image .

As in Figure 3.3, the features extracted will go through the shared fully con-

nected layer and creates a 512-dimensional embedding vector. Then both em-

beddings for goal and state are concatenated and passed through another fully

connected layer. Because of the shared layers between the goal and the obser-

vation, this layer can be introduced as a Siamese feature extraction layer.With

the Siamese layer architecture, authors empirically shows the embedding vector

can capture both state and goal oriented features. Then there is another layer

followed by the embedding fusion layer to predict the scene dependent policy

and value functions. Here the authors have scene specific branches for a dif-

ferent scene such as bedroom, bathroom, kitchen and living room. The main

intention to have scene-specific layers in an A3C 9 agent is to capture the unique

characteristics (e.g., Living Rooms have unique Patterns and layouts) of a scene

that is crucial for the navigation task.

3.2.2.1 Importance and Relevance

Even though our proposed objectives are similar to Zhu’s work, there are many

shortcomings to be addressed. Specifically to improve the generalizability of the

navigation process we have proposed a model with improved zero-shot learning

ability. The zero-shot learning is the ability to navigate to a novel target that the

agent has never seen during the training process. The proposed model by Zhu et

al. (Zhu et al., 2017) has also been developed on the AI2THOR (Kempka et al.,

2016) photorealistic indoor simulator.
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3.2.3 AI2THOR Simulation Framework

As mentioned before, our research work is closely related to work done by Zhu

et al. (Zhu et al., 2017) Unlike, most of the previous work that use less com-

plex simulation environments to train navigation agents, this work has used

AI2THOR indoor simulator (Kolve et al., 2017) which is a photo-realistic indoor

scene simulator. Due to these factors we have also used AI2THOR simulator in

our research and used the model developed by Zhu et al. (Zhu et al., 2017) as a

baseline model.

In a navigation simulator, once the agent chooses an action, the framework

should allow the agent to receive the resulting information. AI2THOR simu-

lator (Kolve et al., 2017) consists of near-photo-realistic indoor scenes such as

washroom, bedroom, living room and kitchen. There are predefined targets and

agent should able to navigate to targets from given location with a minimum

number of steps. Next, we will describe the features of the simulator:

• Action space: AI2THOR simulator agent uses 4 Marco actions moving for-

ward, moving backwards, turning left, and turning right. The simulator

has a constant step length (0.5 meters) and turning angle (90 degrees).

• Observations and Goals: The simulator has predefined goal locations in

indoor environments. Both observations and targets represent as a first-

person RGB image. The agent takes both current observation and Target

images at each time step as inputs.

• Scene Data : We used the simulator AI2THOR which has built in the form

of hdf5 (HDF5 for Python) dumps of different scenes. These scenes are

labelled as bathroom, bedroom, kitchen and living room.

• Rewards : In a target driven navigation task, the goal is to minimise the

number of steps of the trajectory to the targets. To achieve such a learn-

ing procedure we give +1.00 as a goal completion award, along with an

immediate reward of -0.01 as the smallest time penalty for each step taken.
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3.2.3.1 Evaluation Criteria in the AI2THOR Framework

There are different scenes with different complexities. Also, different scenes

such as the bathroom, the living room have a different number of states. Each

state is represented with a first-person view RGB image. Figure 3.4 shows an

agent’s first person view and the goal location view. In Zhu’s (Zhu et al., 2017)

purposed model on AI2THOR ,in each time step the agent takes previous four

states visited as the input and the goal state given for the agent. For each agent,

there is a fixed goal. With inputs the agent computes a probability distribution

over the actions and take one action at each time. For every step that the agent

receives a time penalty of -0.01 and receives a +1.00 once it reached the goal.

Here, the agent should reach the goal with a minimal number of time steps. The

agent’s typical behaviour in the simulator can be illustrated as in Figure 3.5.

FIGURE 3.4: An example of initial state and goal state in the
AI2THOR simulator

First, the agent starts from a specific location with a given goal. Here we show an agent starting
inside the living room scene.
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FIGURE 3.5: Trajectory of an agent inside the AI2THOR simulator

The agent should take a series of actions in a way the agent finds the target location with a
minimum number of trajectory length.

3.3 Summary

This chapter provides a general introduction to prior work in the field of robot

navigation. We have mentioned different types of AI navigation methods and

explicitly mentioned the importance of target driven navigation with DRL tech-

niques. Then we discussed two previous work that are closely related to our

main area of focus. We described their architectures, training methodologies

and identified their shortcomings. Further, we have also provided the details

of the simulation framework used in this thesis. The work we discussed about

Zhu et al. (Zhu et al., 2017) will be used as the baseline method throughout this

research.
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4
Evaluating the Transfer Learning Ability of

Baseline Agent

Our research on target driven visual navigation has been built based on the

AI2THOR simulator (Kolve et al., 2017) and the Deep Simese A3C model pro-

posed by Zhu et al. (Zhu et al., 2017) as mentioned in Figure 3.3. First, we eval-

uated the proposed algorithm by Zhu et al. (Zhu et al., 2017) on the AI2THOR

simulator and identified the critical shortcomings. This chapter illustrates the

evaluation results and basic modifications that we have done on the model. The

evaluation results that will be illustrated in this chapter show that the proposed

model of Zhu et al. (Zhu et al., 2017) has to be improved when it comes to

transfer reinforcement learning ability, which is the ability of agents to transfer

knowledge from a set of source tasks to a target task.

First, the proposed model by Zhu et al. (Zhu et al., 2017) was trained with 20

targets in 4 different environment scenes. The Deep Siamese A3C (Zhu et al.,

2017) agent was trained with 100 threads where each thread was assigned to

a target. Table 4.1 illustrates statistics about the targets and number of states

counts in 4 different scenes we used in the AI2THOR simulator to showcase

our results. It is essential to understand that these environments are not con-

nected and they have different physical properties which makes the DRL task

more challenging. So mathematically these four environments are equivalent

to four MDPs. The agent should learn to navigate to these given goals that are

distributed in different environments simultaneously with the scene branching

architecture mentioned in Figure 3.3 . Throughout our research, we use these
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20 goal locations as training goals. The set of training goals are described in

Figure 4.1.

Scene Target Locations Total Number of States
Bathroom 26, 37, 43, 54, 69 180
Bedroom 134, 264, 320, 384, 387 408
Living Room 90, 136, 157, 207, 329 468
Kitchen 92, 135, 193, 228, 254 676

TABLE 4.1: The distribution of target locations
This table shows number of states each scene consist of and goals assigned to each scene.

FIGURE 4.1: Twenty training goal locations distributed in all four
scenes

4.1 Evaluation of the Agent’s Training Process

In this research an agent’s training convergence and stability were measured

with three main factors.

1. The average number of steps that the agent has taken to reach a goal.
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2. The average number of rewards agents has received when navigating to a

goal.

3. The max Q value an A3C agent received when completing an episode.

Figure 4.2 illustrates the example evaluation plots of the agent’s training pro-

cedure concerning goal number 26 in the bathroom scene. The first plot shows

how the number of steps taken to the target has reduced over time. In the sec-

ond plot, it shows how the agent’s total number of discounted received rewards

get close to 10. As mentioned before, the reward mechanism of the agent is giv-

ing -0.01 for each step taken in the environment and +10 for reaching the goal.

The last plot is the agent’s maximum 𝑄(𝑠, 𝑎) value within an episode. Note that

even though the agent receives +10 for reaching the goal, when feeding scalar

rewards to the A3C optimisation procedure we clip the +10 to +1 to maintain

stable gradient updates. In Figure 4.2, it shows that the agent’s max Q value has

increased up to +1. This gives an idea about the training procedure of the value

function approximation head in the A3C Algorithm 9. Since the agent receives

+1 for the goal state (clipped from +10) the agent should able to predict state

values near to the goal close to +1. Because value function defines the expected

sum of discounted rewards from the given state when following an optimal pol-

icy to reach the given goal. These evaluation matrices were used throughout our

research, and they are common in most of RL tasks. The TensorBoard was used

to visualise the training process that shows statistics about the above mentioned

three evaluation metrics. Figure 4.3 shows the TensorBoard visualisation of the

training process for targets that are distributed in all four scenes. The architec-

ture proposed by Zhu et al. (Zhu et al., 2017) has nearly taken 13 million steps

to converge for all goals across all 4 scenes.
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FIGURE 4.2: The behaviour of three evaluation matrices during the
training process for target location Bathroom 26
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FIGURE 4.3: Tensorboard plots obtained during the training phase
of targets distributed in four different scenes. These plots show
how average number of steps, max Q value and average episodic

reward changes with the training procedure.

4.2 Zero-Shot Navigation Ability of the Model Pro-

posed By Zhu et al

The zero-shot learning belongs to the area of transfer learning. The main idea

behind zero-shot learning (Zhang, Xiang, and Gong, 2017) is to develop meth-

ods that aim to solve a task without receiving any example of that task in the

training phase. The aim of the zero-shot navigation is to see weather an agent is

able to reach a wide range of goals while only training on a very limited subset of

goals. In particular, the zero-shot learning capability of an agent was evaluated

by testing the agent’s average successful attempts to find new goal locations.
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In the evaluation process, we follow a similar criteria to (Zhu et al., 2017), in

which we tested whether the agent was able to reach the goal in less than 500

time-steps. We constituted this as a successful episode. We evaluated the suc-

cess rate of reaching all goals in each environment. We basically repeated this

procedure 10 times (trials), in which the agent always started from a random

location.

These results illustrate that the zero-shot learning ability of the proposed Zhu et

al. (Zhu et al., 2017) is not convincing. We noticed that the agent struggles even

to adopt new targets which are almost next to the trained targets. Although,

the algorithm was designed in a way where the agent learns a policy to find a

given target while comparing both state and the goal information, still the agent

fails to generalise this policy for new goals. This failure can happen due to the

inability of the agent to extract generalizable features. The lack of generalizabil-

ity in feature extraction will make the agent’s policy over-fitted to a given set of

training goals.. Also, the input stream to the agent can be less informative since

the Zhu’s (Zhu et al., 2017) proposed model used retrained Resnet-50 (He et al.,

2016) embeddings as the input. To check the validity of the argument, we mod-

ified the Siamese layers of the network with convolutional layers. Section 4.2.1

illustrates the details about modified architecture and empirical results on the

zero-shot navigation ability.

4.2.1 Zero-Shot Navigation Ability of the Modified Zhu et al.

Model with CNN

In the original Zhu et al. (Zhu et al., 2017) model, state and goal images go

through a pre-trained Resnet-50 (He et al., 2016) model and the final FC layer

of the Resnet-50 information is fed into the RL agent. Getting pre-trained Resent-

50 embedding can lose information about the dynamics of the simulation envi-

ronment since the Resnet-50 model has trained on the Imagenet (Krizhevsky,

Sutskever, and Hinton, 2012) data set. The agent’s architecture was modified

with three convolutional layers as in Figure 4.4. The main idea of this modifica-

tion is to give the agent more flexibility to learn generalizable features because
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the trainable convolutional layers can absorb more specific functions in the envi-

ronment that are critical to improving a better navigation policy. Goals. Due to

the computational complexity, the input image was down-scaled into 110 × 110

grayscale image. Apart from the convolutional layers, the network architecture

is similar to the Zhu et al. (Zhu et al., 2017) model.

FIGURE 4.4: Modified Zhu et al. (Zhu et al., 2017) architecture
with convolutional layers

The training was done with 100 parallel agents using a 1080 Nvidia Titan GPU.

The training time got increased a lot due to the increased number of parameters

by adding convolutional filters. The training convergence plots are similar to

the previous occasions as mentioned in Figure 4.3. Zhu et al. (Zhu et al., 2017)

proposed model took nearly 13 million training frames to converge for all tar-

gets and the modified model with convolutional layers took 40 million frames

to converge. Then the model was evaluated on the zero-shot navigation ability

similar to the previous occasion. The results illustrated in Table 4.3 shows there

is no significant improvement in the zero-shot navigation ability although the

architecture is modified with the convolutional layers. When comparing the

overall performance by taking the training time into account, we realise

that the addition of convolutional filters has not improved the model per-

formance. These results illustrate another essential property in the agent, that is

only changing the architecture is not enough to achieve good performance

in transfer reinforcement learning and zero-shot navigation ability.
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Environment # Trained States Total
States

% States Trained Zero-shot
success-
rate

bathroom_02 5 180 2.78% 14.32%
bedroom_04 5 408 1.23% 18.01%
kitchen_02 5 676 0.74% 11.02%
living_room_08 5 468 1.07% 17.80%

All 20 1732 1.15% 16.49%

TABLE 4.3: Zero-shot learning results of the modified Zhu et
al. (Zhu et al., 2017) model with convolutional layers.

Success rate of the agent reaching all goals within 500 steps without retraining. The agent
navigated to each goal location starting from 10 random locations within the simulator.

We argue that it is better to use more direct theoretical approaches to make sure

agent is smart enough to extract features from observations and targets that gen-

eralise across new targets and scenes. In the process of improving the transfer

learning ability of DRL navigation agents, we used A3C as the baseline algorithm

due to several reasons. Mainly A3C is a sample efficient and highly stable algo-

rithm. Also, A3C can be easily adapted with general value function theorems.

In this research, we explicitly focus on a novel theoretical approach (Suc-

cessor Feature Reinforcement Learning) to improve the generalizability and

transfer learning ability and this will be discussed in Chapter 5.

4.3 Summary

In this chapter, we showed the steps that have been taken to reproduce the re-

sults and evaluate the transfer learning ability of the deep Siamese A3C model

proposed by Zhu et al. (Zhu et al., 2017). Then we described the modifications

that we made on the baseline model of Zhu et al. (Zhu et al., 2017) by adding

convolutional layers to improve the zero shot navigation ability. The evaluation

results of the modified model illustrated that rather than only doing architec-

tural modifications to improve the transfer reinforcement learning ability, it is

better to model the problem with more direct theoretical approaches. In the

next chapter, we will illustrate a novel approach that can solve transfer learning

and zero-shot learning ability of DRL agents. It is based on a recent research
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concept called Successor Feature Reinforcement Learning (Barreto et al., 2017;

Kulkarni et al., 2016).
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5
Introduction to Successor Features

Reinforcement Learning

In this research, we explicitly focused on implementing and improving novel

paradigms that help the DRL agents to improve the transfer learning ability in

target driven visual navigation. Successor Feature Reinforcement Learning (SF-

RL) (Barreto et al., 2017; Kulkarni et al., 2016) is a very compelling novel con-

cept that built on top of model-free RL methods which encourage the agents to

improve their transfer reinforcement learning ability. The main contribution

of this research has been developed based on the SF-RL concept. Since the

theoretical background of SF-RL is very novel, we will give a general introduc-

tion to the basics and explain how the SF-RL concept has already been used in

the field of DRL concerning the problem of robot navigation.

5.1 Neuroscience Introduction to SF-RL

SF-RL is a concept which can be compared with the analogy to human

brain (Dayan, 1993). Humans and other animals discover adaptive behaviours

to perform various dynamic tasks in interactive environments. This phenomenon

can be modelled with Model Free RL and Model-Based RL (Holroyd and Coles,

2002). In Model-Based method as the first step the agent learns about the
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real environment dynamics1 and then plan the actions through that model.

This model learning can give the agent more flexibility, but on the other hand,

it demands more data and also prone to problems like over-fitting (Lillicrap

et al., 2015). Considering the Model-Free method, it is a more straightforward

and has given excellent results in sequential decision-making problems, but

this method lacks flexibility in quickly adapting to new tasks (Mnih et al.,

2013). This Model-Free RL method learns by caching value function with

temporal difference learning, and it does not store any information about the

connection between two states. In contrast to this, Model-Based RL methods

do store the state transition dynamics (Duan et al., 2016). Interestingly,

Model-Based method can adapt to distal reward changes, but it comes with a

higher computational cost.

The human brain can adapt to novel tasks surprisingly and have not exactly

found out whether it is a Model-Based or Model-Free learning. Indeed, the

adaptation needs to know information about the world. So as mentioned in

(Gershman, 2018), it can be a combination of both the models, whereas the

human brain finds shortcuts between the models to quickly adapt to new tasks.

SF-RL is a combination of model free and model based RL which has improved

upon above mentioned phenomena in human decision making (Stachenfeld,

Botvinick, and Gershman, 2017). The basic components of the SF-RL is known

as the Successor Representations (SR) that we will be discussing in detail. SR

cached long-term predictions about the states it expects to visit in the fu-

ture. So, mainly for each starting state, SR caches how often other states expect

to see when completing a task while following an optimal policy. A similar phe-

nomena like successor representations happens in the hippocampus of the hu-

man brain (Stachenfeld, Botvinick, and Gershman, 2017). These representations

help humans to do various tasks like navigation, playing musical instruments as

illustrated in Figure 5.1.

SR illustrates how often the agent should visit some states in order to com-

plete the given task optimally. Now this way the agent gets desirable qualities

of model-based reinforcement learning with less complex temporal difference

learning. This approach has qualities of both model free and model-based RL.

1Transition probabilities from state to another state by taking an action
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FIGURE 5.1: Successor representations in real world
(Stachenfeld, Botvinick, and Gershman, 2017)

When a pianist playing a piano, SR of the current state would simultaneously represent chords
currently being played as well as statistics about which chords are upcoming. For navigation,

SR would represent an abstract map of what might an agent see next.

5.2 Successor Representations

The basic unit of SF-RL is the Successor Representations (SR). SR was intro-

duced to the field of reinforcement learning by Dayan et al. (Dayan, 1993) as

an improvement to the temporal difference (TD) learning. Dyan et al. (Dayan,

1993) argue that SR can improve the transfer reinforcement learning ability of

the agents.

In TD learning, agent estimates the expected sum of discounted future reward

(𝑅𝑡) from a given state concerning the end goal. This is wrapped around the

value function (𝑉 (𝑠)) which describes how good the agent’s current state. Ide-

ally ,the agent should learn a task with transferable skills by considering scalar

reward and the value function. The whole learning process based on the re-

ward structure of the RL task. So the big question arises, can the agent learn

about different goals and skills that are transferable between goals with

a sparse reward alignment. Because Learning the value function only with

scalar rewards can create a black-box training scenario where the agent might

find it difficult to transfer the knowledge between similar tasks (Dayan, 1993).

To counter that Dyan et al. (Dayan, 1993) suggest a each state that the agent’s

process can be modelled according to occupancy of future states. With this

modification, the agent has a flexible structure to learn an optimal policy by

using state representations (𝜑). 𝜑 should contain the dynamics of current state.

The SR replaces the expected sum of discounted future rewards (𝑅𝑡(𝑠)) in
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model-free RL with expected sum of the discounted future state representations.

With this interpretation, the agent considers about dynamics of the states that

suppose to be experienced. We formally define this as state occupancy matrix

𝑀𝜋 as in Equation 5.1.

𝑀𝜋(𝑠𝑡, 𝑎, 𝑠
′
) = 𝐸𝜋

[︃
∞∑︁
𝑘=𝑡

𝛾𝑘−𝑡I[𝑠𝑘 = 𝑠
′
]|𝑠𝑡, 𝑎𝑡

]︃
(5.1)

Here I[.] is one if the condition inside true and else it is always 0. In this equa-

tion we calculate the 𝑀𝜋 for each state (𝑠′) for following a policy 𝜋 by starting

from state 𝑠𝑡. This way agent learns what state features it might see in the fu-

ture by following a policy. Another important thing, 𝑀𝜋 does obey the bellman

optimality condition as in Equation 5.2.

𝑀𝜋(𝑠𝑡, 𝑎𝑡, 𝑠
′
) = I[𝑠𝑘 = 𝑠

′
] + 𝛾𝐸𝜋[𝑀𝜋(𝑠𝑡+1, 𝑎𝑡+1, 𝑠

′
)] (5.2)

By considering Equations 5.1 and 5.2 , the 𝑀𝜋 also can update with TD error as

in Equation 5.3.

𝑀𝜋(𝑠𝑡, 𝑎𝑡, 𝑠
′
)←𝑀𝜋(𝑠𝑡, 𝑎𝑡, 𝑠

′
)+𝛼(I[𝑠𝑘 = 𝑠

′
]+𝛾𝐸𝜋[𝑀𝜋(𝑠𝑡+1, 𝑎𝑡+1, 𝑠

′
)]−𝑀𝜋(𝑠𝑡, 𝑎𝑡, 𝑠

′
))

(5.3)

5.3 Successor Features

Successor Features is a generalization of the SR. This was introduced by Barreto

et al. (Barreto et al., 2017) by combining the SR with a model free RL meth-

ods. Here ,the immediate scalar reward 𝑟(𝑠𝑡, 𝑎𝑡, 𝑠𝑡+1) can be defined as a linear

combination of state representations 𝜑(𝑠𝑡, 𝑎𝑡, 𝑠𝑡+1) as in Equation 5.4.

𝑟(𝑠𝑡, 𝑎𝑡, 𝑠𝑡+1) = Φ(𝑠𝑡, 𝑎𝑡, 𝑠𝑡+1)
𝑇𝜔 (5.4)
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In the Equation 5.4 𝜔 ∈ RD is the reward prediction vector. With the definition

that the scalar rewards predicted as a linear combination of state representations

𝜑 , the 𝑉 𝜋(𝑠𝑡) can be defined with the SF as in Equation 5.5 .

𝑉 𝜋(𝑠𝑡) = 𝐸𝜋[𝑟𝑡+1 + 𝛾𝑟𝑡+1 + 𝛾2𝑟𝑡+2 + ....+ 𝑟𝑘−1]

= 𝐸𝜋[Φ𝑇
𝑡+1𝜔 + 𝛾Φ𝑇

𝑡+2𝜔 + 𝛾2Φ𝑇
𝑡+3𝑊 + ....+ Φ𝑇

𝑘 𝜔]

= 𝐸𝜋

[︃
∞∑︁
𝑘=𝑡

𝛾𝑘−𝑡Φ𝑡+1|𝑠𝑡

]︃𝑇
𝜔

(5.5)

In this Equation 5.7 the expectation operation mentioned in Equation 5.5 that

include 𝜑 has been replaced by an approximation. This approximation shown in

Equation 5.6 is known as the Successor Features 𝜓𝜋(𝑠) . Equation 5.7 illustrates

the decoupled nature of the value function with the concept of SF.

𝜓𝜋 = 𝐸𝜋

[︃
∞∑︁
𝑘=𝑡

𝛾𝑘−𝑡Φ𝑡+1|𝑠𝑡

]︃𝑇
(5.6)

𝑉 𝜋(𝑠𝑡) = 𝜓𝜋(𝑠)𝑇𝜔 (5.7)

The decoupled nature enables the 𝑉 𝜋(𝑠𝑡) to directly access to state repre-

sentations Φ(𝑠). With the interpretation of SF, the value function is not only

induced with scalar reward but also about the dynamics in the environment.

Barreto et al. (Barreto et al., 2017) shows that successor features (𝜓𝜋(𝑠)) can

learn with bellman optimally equation as in Equation 5.8.

𝜓𝜋(𝑠𝑡) = 𝜑𝑡+1 + 𝛾𝐸𝜋[𝜓𝜋(𝑠𝑡+1|𝑠 = 𝑠𝑡)] (5.8)
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When we carefully look at Equation 5.8, this is similar to the bellman optimality

of the 𝑉 𝜋(𝑠𝑡). Instead of the scalar reward now we have a vector of next state

representations 𝜑. This way we can prove that successor features 𝜓𝜋(𝑠) can be

learned with any model-free reinforcement learning technique. Here the succes-

sor features 𝜓𝜋(𝑠) induced both temporal structure of the policy and dynamics

of the environment which is good for the transfer learning. Ideally, when an

agent trained with SF-RL concept, then the agent can easily learn the optimal

policies while separately understanding the dynamics of the environments such

as textures, objects and other task-oriented features. Training a navigation agent

with successor features should encourage the agent to adapt quickly to new goal

locations.

5.3.1 Successor Feature Deep Reinforcement Learning

This section illustrates the basic terminology of deep successor reinforcement

learning (DSF-RL). First, we introduce the basic DSF-RL model proposed by

Kulkarni et al. (Kulkarni et al., 2016). Then we discuss two recent work by

Zhang et al. (Zhang et al., 2017b) and Barreto et al. (Barreto et al., 2019)

that merges the DQN based deep reinforcement learning agents with successor

features.

Kulkarni et al. (Kulkarni et al., 2016) introduced deep successor reinforcement

learning (DSF-RL) agent based on DQN architecture as mentioned in Figure 5.2,

which can be used with high dimensional inputs like images. The authors also

introduced a stable training method where the agent can learn SF and state

representations 𝜑 simultaneously while optimizing the DQN network.

The network is consists of three parts to predict 𝜓, Φ and 𝑟. Here the scalar re-

ward (𝑟) prediction layer trained as a regression task as in Equation 5.4. More-

over, the 𝜓 branch consist of the bellman optimality as in Equation 5.9.

𝜓𝜋(𝑠𝑡, 𝑎𝑡 : 𝜃)
′
= 𝜑(𝑠𝑡 : 𝜑) + 𝛾𝑎𝑟𝑔max

𝑎′∈𝒜
𝜓(𝑠𝑡+1, 𝑎

′
: 𝜃) (5.9)
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Training of 𝜓 with TD error loss function can be illustrated in Equation 5.10.

𝐿𝜓(𝜃) = [𝜑(𝑠𝑡 : 𝜃𝜑) + 𝛾𝑎𝑟𝑔max
𝑎′∈𝒜

Θ(𝑠𝑡+1, 𝑎
′
: 𝜃)− 𝜓(𝑠𝑡, 𝑎 : 𝜃𝛼)]2 (5.10)

Here 𝜃𝛼 denotes the previously cached parameter value which we interchange

periodically as in DQN training. However, to train the network, the agent needs

to approximate 𝜑 which is parameterised by 𝜃𝜑. When the agent is using raw

information like pixels as the state input, the algorithm needs to learn a good 𝜑

that captures the salient information about the state. To counter this, Kulkarni et

al. (Kulkarni et al., 2016) has introduced an autoencoder auxiliary loss to learn

the 𝜑 simultaneously with the DQN agent as in Equation 5.11.

𝐿Φ(𝜑, 𝜑
′
) = [𝑔𝜑′ (Φ(𝑠𝑡))− 𝑠𝑡]2 (5.11)

Here 𝑔𝜑′ (Φ(𝑠𝑡)) is the reconstructed image from a decoder network. Decoder

network use state representation 𝜑 as the input.

The scalar reward prediction branch should approximate the scalar reward for

each state given an action as a linear combination of 𝜑 as in Equations 5.4. With

the scalar reward prediction branch, the reward prediction vector 𝜔 get trained

with a regression loss as in Equation 5.12.

𝐿𝑅(𝑊 ) = [𝜑(𝑠𝑡)𝜔 − 𝑟𝑡]2 (5.12)

The SF-DQN agent proposed by Kulkarni et al. (Kulkarni et al., 2016) has a

combined loss function as illustrated in Equation 5.13.

𝐿𝐷𝑄𝑁−𝑆𝐹 = 𝐿Θ + 𝐿𝑅 + 𝐿Φ (5.13)

The 𝜑 vector mentioned in Figure 5.2 works as a bottleneck layer. 𝜑 should

be a good approximation of the state dynamics and able to consist of features

that able to transform 𝜑 to scalar reward by multiplying with reward prediction

vector 𝜔. Authors have shown that, once the goal changes, the network
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FIGURE 5.2: The SF-DQN architecture proposed by Kulkarni et al.
(Kulkarni et al., 2016)

can quickly adapt to the new goal by only fine-tuning 𝜔 while keeping SF

and decoder branches fixed. A constrained with this work is that, it has been

demonstrated in a reasonably simple simulator and has not considered different

goals. This means that the agent’s task is to navigate to a yellow circle in the

simulator where the same circle can change its positions. Next we will describe

about work done by Zhang et al. (Zhang et al., 2017a) on top of with deep

successor feature reinforcement learning.

Zhang et al. (Zhang et al., 2017a) used a model similar to DQN-SF model in-

troduced by (Kulkarni et al., 2016).The model architecture is illustrated in Fig-

ure 5.3. Authors combined DQN network and the concept of successor features

to improve the transfer reinforcement learning ability of a navigation agent. Au-

thors showed that the agent trained with SF has the ability to transfer the learned

policy to navigate in slightly different environments. Zhan et al. (Zhang et al.,

2017a) work is the closest work on combining successor features with realistic

visual navigation. In this work, authors have mentioned the caveats of training

navigation DRL agents with purely scalar reward based DQN methods as they
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are struggling to learn transferable features.

FIGURE 5.3: The SF-DQN architecture proposed by Zhang et al.
(Zhang et al., 2017a)

In work done by Zhang et al. (Zhang et al., 2017a), the authors modelled the

transfer learning problem into two groups. The first task is to transfer learning

between K number of tasks where each task shares the same environment dy-

namic. The task is defined as finding an object which has been kept in different

locations. In the second transfer learning task agent has to navigate to target lo-

cations where the environment also slightly change from each other. The author

evaluated the proposed model in a simple mazed environment. In that mazed

environment the robot has a depth camera and take a depth image input and

map it to actions. As the goal location, they had a cone-shaped yellow object.

For the first transfer learning task they kept the yellow cone in different place,

and for the second task they change the maze structure and keep the goal in

different locations. Authors illustrate the first type of transfer learning can be

done by only fine-tuning a new reward vector 𝜔 for a new goal location since

agent share the same dynamics of the environment. To solve the second type

of transfer learning tasks, authors assume there is a linear dependency between

state features 𝜑 and different maze structures. This assumption on the linear

dependency is the significant difference between the proposed architectures by

Zhang et al. (Zhang et al., 2017a) and Kulkarni et al. (Kulkarni et al., 2016).

Even though the authors (Zhang et al., 2017a) mentioned about transfer rein-

forcement learning ability, this model has only proven for simple mazed based

environment. Also with this method agent can only learn to navigate to the
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same goal (yellow shaped cone) in different places. This architecture has not

proved for target driven visual navigation for goals with different semantic fea-

tures similar to our problem. Next, we describe another recent work by Barrato

et al. (Barreto et al., 2019) that uses the SF-RL methods in a slightly different

way to improve the transfer learning.

Barrato et al. (Barreto et al., 2019) recently combined SF with concept of gen-

eralized policy improvement (Barreto et al., 2017) that is capable of performing

transfer reinforcement learning. Generalized policy improvement state that act-

ing greedily with respect to a value function trained on another task can learn

a novel policy on a novel task which has performance nor worse that the initial

value function. The transfer learning occurs in two steps. First the agent get

trained on set of tasks with a DQN architecture that has been merged with suc-

cessor features 𝜓 as illustrated in Figure 5.4. In the training phase of the DQN

agent mentioned in Figure 5.4. Then the agent extracts SF 𝜓 and reward vector

prediction vectors 𝜔 for each task. Then in the second phase agent use those

learned successor features 𝜓 to learn a policy on a novel task.

To train the agent, the authors (Barreto et al., 2019) defined the 𝜑 vector in a

slightly different way from the above mentioned SF based DQN models. Authors

argue that learning an informative 𝜑 vector can be troublesome especially with

a reconstruction loss that gets simultaneously trained with a DQN agent. This

phenomenon occurs mainly when the state 𝑠𝑡 contains complex visual informa-

tion. Barreto et al. (Barreto et al., 2019) shows that the agent can represent the

state as a function of reward allocated from a fixed number of base tasks. Equa-

tion 5.14 illustrates this method of state representation. Here, the 𝑟 (𝑠, 𝑎, 𝑠
′
)

is a multi dimensional vector that represent the scalar rewards for each task

along the dimensions. For example, if there are ten base tasks the 𝜓 is a ten-

dimensional vector where the current state represents is the reward allocated

for that state under each base task.

Φ (𝑠, 𝑎, 𝑠
′
) = 𝑟 (𝑠, 𝑎, 𝑠

′
) (5.14)

With this interpretation, the reward function for any task should also be com-

puted with linear combinations of scalar reward functions 𝑟𝑖 for each task. Here,
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the 𝑟𝑖 is the 𝑖𝑡ℎ elements of the vector 𝑟 (𝑠, 𝑎, 𝑠
′
).This method gives the luxury to

share the 𝜑 with different tasks. To train an agent by approximating the state

representation as mentioned above, the agent should see data coming from all

the base tasks.

FIGURE 5.4: The SF-DQN architecture proposed by Barreto et al.
(Barreto et al., 2019)

Authors (Barreto et al., 2019) have done their evaluations of the algorithm on

Deepmind lab simulator (Beattie et al., 2016). Here the agent finds itself in a

room with different types of objects such as TV, Ball, Hat, Balloon. The agent’s

task is to navigate to desired objects while avoiding others. This model architec-

ture depends on 𝐷 number of base tasks. For example, picking the Ball while

avoiding the Hat can be one task and picking the Hat while avoiding the Ball

can be another task. This way we can define a set of base tasks that capture the

reward structure of all tasks. In navigation, it is tough to define base tasks

unlike in Deep Mind Lab (Beattie et al., 2016) simulator, where tasks are

to pick a fixed set of objects. In target driven visual navigation, the tasks

are defined as different locations which are a subset of the state space. The

concept-wise SF-DRL is very promising when it comes to improving the transfer

of deep reinforcement learning. However, there should be improvements to the

frameworks mentioned above in order to apply them with target driven visual

navigation.
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In Section 5.4 we will discuss about another branch of successor features rein-

forcement learning known as Universal Successor Features (Ma, Wen, and Ben-

gio, 2018).

5.4 Universal Successor Features

Universal Successor Feature Reinforcement Learning (Ma, Wen, and Bengio,

2018; Borsa et al., 2018) (USF-RL) is a variant of SF-RL. The main difference

between the Universal Successor Features (USF) and SF is, the USF explicitly

explains how to generalise successor features for different states as well as for

different tasks. This concept can be comfortably merged with the General Value

Functions (GVFs) approximation. Target driven visual navigation model intro-

duced by Zhu et al. Zhu et al., 2017 has the properties of GVF. So it is possible

to merge the concept of USF-RL with our baseline model proposed by Zhu et

al. (Zhu et al., 2017) to improve the generalisation ability of the target driven

visual navigation. We will explain briefly about GVF functions in Section 5.4.1.

The primary challenge in the USF is to approximate Successor Features (SF)

that generalise over many goals. In SF-RL methods authors have not explored

the generalisation of successor features over the dynamic set of goals (Dayan,

1993; Kulkarni et al., 2016). To improve transfer learning capability of target

driven visual navigation with SF, it is a must that the SF should be generalised

over goals. The USF is a novel concept that explains the generalisation of SF

over both the goal space and the state space. However, still this concept has

not been evaluated for large scale tasks like visual navigation. Ma et al. (Ma,

Wen, and Bengio, 2018) first introduced the idea of the Universal Successor

Features Approximators (USFA), where the successor features were directly gen-

eralised over both the states and the goals. Another difference is, previously

mentioned SF-DRL methods are based on the DQN architecture and the pro-

posed architecture by Ma et al. (Ma, Wen, and Bengio, 2018) allows SF to

apply with actor-critic architectures such as A3C (Mnih et al., 2016). We

will first give a brief description of the GVF known as Universal Value Function

Approximation (UVFA) (Schaul et al., 2015) and then explain the basic structure

of the USF.
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5.4.1 Universal Value Function Approximation

Universal Value Function Approximators (UVFA) as known as General Value

Functions (GVF) first, introduced by Schaul et al. (Schaul et al., 2015). Authors

showed the procedure to design a value function 𝑉 𝜋(𝑠, 𝑔) that generalises over

both the states and the goals. According to UVFA, a value function should be not

only generalised for states 𝑆 in an MDP but also between different tasks 𝐺. The

goal oriented value function is UVFA can be approximated as in Equation 5.15.

𝑉 𝜋,𝑔(𝑠 : 𝜃) = E

[︃
∞∑︁
𝑡=0

𝛾𝑡𝑅𝑔(𝑠𝑡+1, 𝑠𝑡, 𝑎𝑡|𝑠𝑡 = 𝑠)

]︃
(5.15)

Ideally, the parameters 𝜃 in the value function approximation 𝑉 𝜋,𝑔(𝑠 : 𝜃) should

be generalised over the goal space 𝑔 ∈ 𝐺 and state space 𝑠 ∈ 𝑆. This factor of

generalisation leads to design the UVFA architectures that use both state repre-

sentation and the goal as the inputs. There can be several architectural designs

as in Figure 5.5.

FIGURE 5.5: Different types of UVFA architectures for RL
(Schaul et al., 2015)

The most left architecture is the simplest form of UVFA 𝑠 and 𝑔 are concatenated

and feed into a network 𝐹 which can be a neural network. The second architec-

ture is a factorized architecture that separately extracts the state embedding Φ,

and the goal embedding Ψ and then fuse them with a function ℎ. The last figure

shows the extended version of the second architecture. Even though Schaul et

al. (Schaul et al., 2015) shows, second architecture gives better results, practi-

cally it is hard due to less number of goals. If two separated networks are CNNs,
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networks need many data to get trained. Even though we can find enough num-

ber of state in the state space 𝑆, it is hard to find enough number of goals 𝐺. So

shared architecture for both 𝐺 and 𝑆 can be used. We found this property as an

essential factor when it comes to our problem domain.

The UVFA features consist in our baseline model introduced by Zhu et al. (Zhu

et al., 2017) can be described as follows: In the baseline model, the network

shares the layers between both goal and state representations to generate em-

beddings. Then these embeddings get concatenated to feed both state and goal

information to predict the policy and the state value function. Zhu et al. (Zhu

et al., 2017) designed the architecture in a way to generalize both value and

policy functions of the A3C agent (Mnih et al., 2016) over the goal space and

the state space. It is vital to merge the concept of SF to our baseline architec-

ture while keeping the properties of UVFA which already have improved transfer

reinforcement learning. The USF concept introduced by Ma et al. (Ma, Wen,

and Bengio, 2018) and UVFA (Schaul et al., 2015) have similar features, and

they can be merged to improve the performance of agents. These similarities

make the USF concept to directly applicable to our baseline model that solves

the task of target driven visual navigation. These similarities will be highlighted

in Section 5.4.2 that describes the structure of the USF architecture introduced

by Ma et al. (Ma, Wen, and Bengio, 2018).

5.4.2 Basic Structure of the Universal Successor Feature Ap-

proximation

Similar to the UVFA (Schaul et al., 2015), a goal-oriented SF is approximated

in Universal Successor Feature Approximators (USFA) (Ma, Wen, and Bengio,

2018; Borsa et al., 2018) that depends on both the state and the goal. The goal

oriented USF does obey the bellman update rule similar to SF as mentioned in

Equation 5.16.

𝜓𝜋(𝑠𝑡, 𝑔) = 𝜑𝑡+1 + 𝛾𝐸𝜋[𝜓𝜋(𝑠𝑡+1, 𝑔|𝑠 = 𝑠𝑡)] (5.16)
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5.4.3 Decoupling the Goal Oriented Value function with Uni-

versal Successor Features

Similar to Successor Feature based DRL (Kulkarni et al., 2016) methods, the

decoupled value function with USF can be written as in Equation 5.17.

𝑉 𝜋
𝑔 (𝑠) = E𝜋

[︃
∞∑︁
𝑡=0

𝜑(𝑠𝑡, 𝑎𝑡, 𝑠𝑡+1; 𝜃𝜑)
𝑡∏︁

𝑘=0

𝛾𝑔(𝑠𝑘)

⃒⃒⃒⃒
⃒ 𝑠0 = 𝑠

]︃⊤

𝜔(𝑔𝑡; 𝜃𝜔)

= 𝜓𝜋(𝑠𝑡, 𝑔𝑡; 𝜃𝜓)⊤𝜔(𝑔𝑡; 𝜃𝜔)

(5.17)

In Equation 5.17 𝜓𝜋(𝑠𝑡, 𝑔𝑡; 𝜃𝜓) , 𝜔(𝑔𝑡; 𝜃𝜔) and 𝜑(𝑠𝑡, 𝑎𝑡, 𝑠𝑡+1; 𝜃𝜑) should be gen-

eralized over both goals and states.

The fundamental architecture to learn USF propped by Ma et al. (Ma, Wen, and

Bengio, 2018) can be illustrated as in Figure 5.6. The architecture consists of

three sub-networks that needed to be trained. First one is the state represen-

tation network that has been represented with parameters Φ. This network is

an autoencoder which gets trained before the training of the DRL agent. Then

there are two heads to approximate the USF (𝜃𝜋), and the policy (𝜃𝜓) need to

be trained. These two heads share the parameters in early layers and fork in the

last fully connected layer. Finally, 𝜃𝑤 belong to the reward vector (𝜔) prediction

network should be learned. The reward prediction network should be able to

generate 𝜔 for different goals which will later be used to train the USF agent.

It is crucial to compare the architectural differences of USF-RL methods (Ma,

Wen, and Bengio, 2018) with previous DQN based SF-RL methods (Kulkarni

et al., 2016; Zhang et al., 2017a). Unlike in the SF-RL the 𝜑 is not learned

simultaneously while training the DRL agent. The 𝜑 prediction network in USF-

RL agent get trained with an autoencoder separately prior to the training phase.

In contrast to the SF-RL methods which stores an 𝜔 vector for each task, in

USF-RL the 𝜔 vector is predicted with a network that takes information about

the goal as the input. Maintaining a separate network to generate 𝜔 given goal

information gives the luxury for the agent to quickly adapt to novel goals.
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FIGURE 5.6: Proposed architecture by Ma et al. (Ma, Wen, and
Bengio, 2018) to train an actor-critic agent with USF

5.5 Training an Actor-Critic Agent with USF

Ma et al. (Ma, Wen, and Bengio, 2018) introduced a method to train a DRL

agent by combining the idea of USF with the actor-critic methods. The authors

evaluated their model in a simple gridworld simulation environment where the

agent needs to navigate to different locations in the gridworld. In contrast to

previous SF-RL methods based on DQN, this model can be directly applied with

actor-critic methods. Even though Ma et al. (Ma, Wen, and Bengio, 2018) pro-

posed a method of training USF-RL agent in an abstract manner, still this work

is referred to implement our proposed model. Because the baseline A3C DRL al-

gorithm that we used throughout this research is an extension of the actor-critic

concept.

The proposed training algorithm by Ma et al. (Ma, Wen, and Bengio, 2018) is

illustrated in Algorithm 10. First, autoencoder is trained separately to gener-

ate 𝜑, where it is trained with the reconstruction loss. Then other networks

were trained similarly to the steps described in Algorithm 10. First agent collect

rollouts (𝑠𝑡,𝑠𝑡+1,𝑎𝑡,𝑟𝑡,𝑔𝑡) by interacting with the environments. Then the reward

vector prediction network known as 𝜔 prediction network will be trained as a

regression task (𝐿𝜔) as in Algorithm 10. The USF branch trained with the TD
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error which is denoted by 𝐿𝜓 in the Algorithm 10. Since the agent has an actor-

critic architecture the advantage function 𝐴𝑡 to train the policy is computed by

inducing 𝜓 and 𝜔. As seen in Algorithm 10, the state representations 𝜑 trans-

ferred into immediate rewards by multiplying with the reward prediction vector

𝜔 and used to calculate the advantage function 𝐴𝑡. It is also important to note

that the conventional value function approximation in the advantage calculation

is replaced by 𝜓 and 𝜔. The authors also mentioned by training the 𝜔 prediction

network as a separate network, produces 𝜔, given goal information, and then

can quickly generate 𝜔 to different goals. Previous SF-RL architectures had

to store a set of 𝜔 vectors for a number of given goals. In chapter six, we

will discuss more about evaluation results and architectural details of our USF-

A3C model designed for target driven visual navigation which is based on the

proposed model by Ma et al. (Ma, Wen, and Bengio, 2018).

Algorithm 10 Proposed algorithm by Ma et al. to train USF with an actor-critic
agent
Generate Φ with pre-trained autoencoder Initialized parameters 𝜃𝜔,𝜃𝑝𝑠𝑖 and 𝜃𝜋
1: for each time step (𝑡) do
2: Obtain transition [𝑔, 𝑠𝑡, 𝑟𝑡, 𝑠𝑡+1, 𝑟𝑡, 𝛾] from the environment following
𝜋(𝑠𝑡)

3: Perform gradient decent on ℒ𝜔 = [𝑟𝑡 − 𝜑(𝑠𝑡+1)
⊤𝜔(𝑔; 𝜃𝜔)]2 w.r.t. 𝜃𝜔

4: Perform gradient decent on 𝐿𝜓 = ‖𝜑(𝑠𝑡) + 𝛾𝑡𝜓(𝑠𝑡+1, 𝑔; 𝜃𝜓)− 𝜓(𝑠𝑡, 𝑔; 𝜃𝜓)‖2
w.r.t. 𝜃𝜓

5: Compute 𝐴𝜓𝑡 = [𝜑(𝑠𝑡) + 𝛾𝑡𝜓(𝑠𝑡+1, 𝑔)− 𝜓(𝑠𝑡, 𝑔)]⊤𝜔𝑔
6: Perform gradient descent on 𝐽𝜋=(𝐴𝜓𝑡 )𝑙𝑜𝑔(𝜋(𝑠𝑡, 𝑔; 𝜃𝜋) w.r.t. 𝜃𝜋

5.6 Importance of USF for Target Driven Visual

Navigation

It has been mentioned at the beginning of this chapter that the SF-DRL is a

better way to improve generalizability and the transfer learning ability of the

DRL agents (Dayan, 1993; Barreto et al., 2017; Kulkarni et al., 2016). However,

most of the SF based DRL methods are not applicable to the target-driven visual

navigation as they are only focused on tasks with fixed goal dynamics (Kulkarni

et al., 2016; Zhang et al., 2017a) or goals that can be defined with a set of base
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goals (Barreto et al., 2017). In target driven visual navigation goals are both

semantically and location wise different from each other (Kolve et al., 2017). So

the agent should be able to generalise its SF and policy over many goals. This

will eventually make the agent to learn generalizable features over several goals

and can use them to navigate to unseen goals.

Even though our baseline DRL model proposed by Zhu et al. (Zhu et al., 2017)

consists the properties of UVFA with a Siamese A3C (Zhu et al., 2017) archi-

tecture, it still has some caveats to generalise over different goals and scenes as

provided in Chapter 3. With the introduction of USF Approximators by Ma et

al. (Ma, Wen, and Bengio, 2018), there is a possibility merging two concepts of

USF and our baseline A3C model proposed by Zhu et al. (Zhu et al., 2017) to

improve the transfer reinforcement learning results. Theoretically, the concept

of USF can be directly applied with the A3C setting 9, but there is not much

of evaluation done on the concept of USF by Ma et al. (Ma, Wen, and Bengio,

2018). So this is the first time where the idea of USF evaluated for a large

scale problem. Also, for the first time in the literature, we adopt the proposed

USF Actor-Critic model (Ma, Wen, and Bengio, 2018) to train an agent for target

driven visual navigation by adapting USF with A3C Algorithm 9. Then the con-

vergence ability of the USF-A3C agent based was evaluated on top of AI2THOR

tasks (Kolve et al., 2017). In Chapter 6, we present evaluation results that de-

scribe the behaviour of the USF-A3C agent. We will also introduce a more stable

and improved USF based A3C agent that was built on top of the model proposed

by Ma et al. (Ma, Wen, and Bengio, 2018).

5.7 Summary

Successor Feature - Reinforcement Learning (SF-RL) is a novel idea in the field

of reinforcement learning. This is a crucial area since it directly addresses the

transfer learning ability of reinforcement learning agents. This chapter gives

a general introduction to the SF-RL technique and highlights significant recent

related work based on the SF-RL technique. Further, the importance of Universal

Successor Features (USF) has also been addressed which is the main component

of this research. The concept of USF is also a very new concept which has not
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been evaluated on complex tasks. In this chapter, we have provided the details

of how USF can be applied to improve the generalizability of the DRL based

visual navigation.
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6
Analysis of USF for Target Driven Visual

Navigation

The objective of transfer reinforcement learning is to generalise from a set of

previous tasks to unseen new tasks. In this research, we focus on the transfer

reinforcement learning ability of mobile agents towards multiple goals, which

share similar dynamics. As we proposed in Chapter 5 the Universal Successor

Features (USF) (Ma, Wen, and Bengio, 2018) can be adopted to improve the

transfer learning scenario. Unlike most SF-RL navigation methods (Kulkarni et

al., 2016; Zhang et al., 2017a) that focus on a single fixed goal, USF-RL methods

can enable the ability to navigate multiple goals simultaneously in an efficient

manner. As we have already mentioned in Chapter 5, the USF is a very recently

developed concept by Ma et al. (Ma, Wen, and Bengio, 2018). However, the

proposed model has not been evaluated on realistic visual navigation scenarios

instead it has been only tested on a gridworld.

Further, it has been suggested that the proposed model by Ma et al. (Ma, Wen,

and Bengio, 2018) in the Section 5.5 can be easily combined with the actor-critic

RL (Konda and Tsitsiklis, 2000). So as the first step we tried testing the proposed

model combined with the A3C algorithm which is an extension of actor-critic

methods. Regrettably, we could not achieve the desired results. Later we pro-

posed an improved model using the concept of USF combined with A3C for

successful navigation in a more complex environment. This Chapter presents

the architectural details and the results based on the above evaluation. Further,

these results have also been presented on Deep Reinforcement Learning
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Workshop NeurIPS 2018 (Siriwardhana, Weerasekera, and Nanayakkara,

2018).

6.1 Architectural details of basic A3C algorithm

with USF

Similar to Ma et al. (Ma, Wen, and Bengio, 2018) proposed model mentioned

in Section 5.5, our model also consist of a separate state representation network

that generates the state representation vector 𝜑 which can be extracted from an

Autoencoder (AE) as shown in Figure 6.1.

FIGURE 6.1: Convolutional Autoencoder to extract the state repre-
sentation vector

An autoencoder (Finn et al., 2016) is a type of neural network that helps to

encode high dimensional data to low dimensional data in an efficient manner.

A conventional autoencoder gets trained with a reconstruction loss as in Equa-

tion 6.1. Here, 𝑠𝑡 is the real input state and 𝑠′𝑡 is the generated input state. In our

experiments, states consist of 4 consecutive grey scale images of the agent’s first-

person view. Having consecutive frames to capture history is a common practice

in DRL agents as applied in Atari games (Mnih et al., 2015). The bottleneck

layer of the trained autoencoder will be later used as the 𝜑 to find the scalar

rewards 𝑟 and the successor features (SF) 𝜓. Rather than using a conventional

autoencoder to generate 𝜑, here we used a modified autoencoder as described

in Section 6.1.1.

ℒ𝑟𝑒𝑐𝑜𝑛 = (𝑠
′

𝑡 − 𝑠𝑡)2 (6.1)
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6.1.1 Modified Autoencoder

The goal of the state representation network is to generate 𝜑 which encodes

useful dynamics of the state that would later be used to approximate the succes-

sor feature representations. Instead of training 𝜑 with just an autoencoder loss,

we used a new architecture with auxiliary losses to make a more robust state

representation. Forward and inverse dynamics have been widely discussed in

literature and have shown to improve state representations for DRL tasks (Bruin

et al., 2018). The modified archtiecture is shown in the Figure 6.2.

FIGURE 6.2: Modified autoencoder to generate state representa-
tion vector

6.1.1.1 Forward Dynamics Loss

In the forward dynamics loss the network should predict the next state 𝑠𝑡+1 given

the current state 𝑠𝑡 and the action 𝑎𝑡. This is a mean squared loss and given by:

ℒ𝑓𝑜𝑟𝑤𝑎𝑟𝑑−𝑑𝑦𝑛𝑎𝑚𝑖𝑐𝑠 = (𝑠
′

𝑡+1 − 𝑠𝑡+1)
2 (6.2)
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6.1.1.2 Inverse Dynamic Loss

In the inverse dynamics loss, the network should predict the action 𝑎𝑡 given the

current state 𝑠𝑡 and the next state 𝑠𝑡+1. This loss is a softmax loss and given by:

ℒ𝑖𝑛𝑣𝑒𝑟𝑠𝑒−𝑑𝑦𝑛𝑎𝑚𝑖𝑐𝑠 = −𝑙𝑜𝑔(𝑝(𝑎
′

𝑡|𝑠𝑡, 𝑠𝑡+1)) (6.3)

With the three loss functions (Equations 6.1, 6.2, 6.3), the bottleneck layer en-

courages to learn information about the dynamics of the world that will be im-

portant when approximating USF.

6.1.1.3 Training Procedure of the Autoencoder

To train the network with three combined loss functions as in Equation 6.4,

it is required to collect rollout data of 𝑠𝑡, 𝑎𝑡, 𝑟𝑡 and 𝑠𝑡+1. This can be trained

simultaneously with the A3C agent. However, to have stable training for the

A3C agent, it is preferred to train the enhanced autoencoder with rollouts from

an expert’s policy prior to the A3C training. An expert policy is the set of actions

that needed to be followed to find a given target by taking the least number

of steps from an arbitrary position in the simulator. Since AI2THOR simulator

gives access to the floor plan of each environment, we can collect experts optimal

rollouts with a path planning algorithm (footnote algorithm).

ℒ𝑐𝑜𝑚𝑏𝑖𝑛𝑒𝑑−𝑙𝑜𝑠𝑠𝑒𝑠 = 𝜆1ℒ𝑖𝑛𝑣𝑒𝑟𝑠𝑒𝑑𝑦𝑛𝑎𝑚𝑖𝑐𝑠 + 𝜆2ℒ𝑓𝑜𝑟𝑤𝑎𝑟𝑑𝑑𝑦𝑛𝑎𝑚𝑖𝑐𝑠 + ℒ𝑟𝑒𝑐𝑜𝑛 (6.4)

The training status of the autoencoder can be empirically measured with the

quality of the reconstructed image. Figure 6.3 compares the reconstructed im-

ages with the original images of a bathroom scene captured in the AI2THOR

simulator. It is important to note that when testing the convergence of a new

concept such as USF, we prefer considering the bathroom scene because it is

the least complex scene in the AI2THOR simulator (Kolve et al., 2017) with 180

states.
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FIGURE 6.3: Reconstructed states from the modified convolutional
autoencoder

The top row shows some of the states in the simulator. The bottom row shows the
reconstruction of those states generated by feeding the learnt state representation 𝜑 through

the auto-encoder decoder

6.1.2 Reward Prediction Vector Network

The goal of the reward prediction vector network is to generate the reward pre-

diction vector 𝜔𝑔 given the information about the goal. This 𝜔𝑔 vector should be

able to transform the state representation 𝜑 into a scalar reward as mentioned

in Equation 6.5. In previous SF-RL methods (Kulkarni et al., 2016; Barreto et

al., 2017) 𝜔𝑔 for each goal or the task has to store separately. This reduces the

capability of SF-RL methods when applying for large scale tasks. Also, once a

new task or a goal comes, every time the agent needs to define a 𝜔𝑔 and train it.

However, this 𝜔𝑔 vector should be able to capture generalised information about

different goals that the agent has to solve. Mainly when the goal is represented

with an image, it is better to train a 𝜔𝑔 prediction network that can capture

the salient features among goals and quickly generate relevant 𝜔𝑔 for new goal

images. This network can be visualised in Figure 6.4.

𝑟𝑔 = 𝜔 · 𝜑⊤ (6.5)

The architecture consists of three layers of a convolutional neural network. The

predicted rewards should be either−0.01 if the agent has not reached the goal or

+1 if the agent has reached the goal. Similar to SF-RL methods 𝜔𝑔 vector should
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FIGURE 6.4: Reward vector prediction network

able to predict scalar rewards as a linear combination of state representation 𝜑

as illustrated in Equation 6.5.

As similar to the modified autoencoder network, the reward vector prediction

network is also pre-trained with the expert’s rollouts and then get trained simul-

taneously with the A3C agent. Algorithm 11 illustrates the pre-training process

of both autoencoder and reward prediction vector network with expert’s roll-

outs. The reason behind pre-training the 𝜔 prediction network with expert’s

trajectories is, at the initial stage of training the A3C agent with USF modifica-

tion will only see decidedly less positive rewards. Most of the rewards will be

−0.01, because of this reason, it is challenging to train the agent by regressing

the error with loss function mentioned in Equation 6.6.

ℒ𝑆𝑐𝑎𝑙𝑎𝑟𝑅𝑒𝑤𝑎𝑟𝑑 = (Φ𝑡+1𝜔 − 𝑟𝑡)2 (6.6)

The behaviour of the regression loss functions during the training of the 𝜔 pre-

diction network for a bathroom scene is shown in Figure 6.5. It shows how the

reward vector prediction network is trained by reducing the regression loss men-

tioned in Equation 6.6. The training losses mentioned in the plots suggest that,

even with the expert’s trajectories, where the training process sees a fair amount

of +1 rewards, and still it is a hard task to predict scalar rewards exactly.
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Algorithm 11 State Representation and Reward Prediction Learning

1: Initialize transition history ℋ
2: for 𝑔 training goals do
3: Collect expert’s policy rollouts ℋ ← ℋ∪ (𝑔, 𝑠1, 𝑎1, 𝑟1, 𝑠2, ..., 𝑠𝑁 , 𝑎𝑁 , 𝑟𝑁)

4: for time step 𝑡 in ℋ do
5: Pick random transition (𝑔, 𝑠𝑡, 𝑎𝑡, 𝑟𝑡, 𝑠𝑡+1, 𝑎𝑡+1, 𝑟𝑡+1) from ℋ
6: Calculate ℒ𝑟𝑒𝑐𝑜𝑛, ℒ𝑓𝑜𝑟𝑤𝑎𝑟𝑑−𝑑𝑦𝑛𝑎𝑚𝑖𝑐𝑠 and ℒ𝑖𝑛𝑣𝑒𝑟𝑠𝑒−𝑑𝑦𝑛𝑎𝑚𝑖𝑐𝑠
7: Perform gradient decent on combined losses to update Φ𝜔 network
8: Perform gradient decent on ℒ𝜔 = [𝑟𝑡 − 𝜑(𝑠𝑡+1)

⊤𝜔(𝑔; 𝜃𝜔)]2 w.r.t. 𝜃𝜔

FIGURE 6.5: Pre-training of the reward prediction vector

6.1.3 Training Results for A3C Agent with USF

The A3C-USF architecture was designed by adding a successor feature branch

𝜓 and removing the value function approximation head from the conventional

A3C agent architecture as shown in Figure 6.6. The parameters of the policy

𝜋(𝑠, 𝑔; 𝜃𝜋) and USF approximation 𝜓(𝑠, 𝑔 : 𝜃𝜓)1 are shared in the early convolu-

tional layers and forked in final layers. Unlike in a conventional A3C agent, with

the USF, the value function is approximated by a linear combination of 𝜓 with 𝜔

as mentioned in Equation 5.17. So, the advantage function 𝐴𝑡 is modified with

the USF as in Equation 6.8. 𝐴𝑡 in the original A3C architecture is calculated

using 𝑟𝑡 and 𝑉 (𝑠) as in Equation 6.7. In this A3C-USF agent, the 𝐴𝑡 is calculated

by using USF 𝜓, state representation 𝜑 and the reward prediction vector 𝜔. Here

the 𝜑 is generated from the already trained autoencoder which is kept fixed dur-

ing the training process. The reward vector prediction network is pre-trained as

1We used the same notation to represent SF in previous sections, we will continue using the
same notation for USF approximators
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mentioned above with the expert’s rollouts. The training algorithm we used to

train the A3C-USF agent is summarised in Algorithm 12.

FIGURE 6.6: Modified A3C architecture with USF

Algorithm 12 A3C-USF Agent Training

1: forℳ agents simultaneously do
2: for 𝑛𝑠 steps do
3: Obtain rollout (𝑔, 𝑠1, 𝑎1, 𝑟1, 𝑠2, ..., 𝑠𝑁 , 𝑎𝑁 , 𝑟𝑁) by following 𝜋(𝑠𝑡)
4: Compute 𝐿𝜓 = ‖𝜑(𝑠𝑡+1) + 𝛾𝑡𝜓(𝑠𝑡+1, 𝑔; 𝜃𝜓)− 𝜓(𝑠𝑡, 𝑔; 𝜃𝜓)‖2
5: Compute 𝐴𝜓𝑡 = [𝜑(𝑠𝑡) + 𝛾𝑡𝜓(𝑠𝑡+1, 𝑔)− 𝜓(𝑠𝑡, 𝑔)]⊤𝜔𝑔
6: Perform gradient descent on loss 𝐴𝜓𝑡 𝑙𝑜𝑔(𝜋(𝑠𝑡, 𝑔; 𝜃𝜋) + 0.1𝐿𝜓−𝛽𝐻(𝜋) w.r.t.
𝜃𝜋, 𝜃𝑉 where 𝐻(𝜋) is the entropy loss and 𝛽 is a hyperparameter.

To evaluate the stability of the algorithm, we initially considered a single sce-

nario in the AI2THOR Framework (Kolve et al., 2017). The Bathroom scene

was chosen considering its low complexity. Figure 6.7a shows the TensorBoard

training plots of the agent after 30 million frames. The plots illustrate maximum

episodic Q values, episode length, successor feature temporal difference error

and the loss function related to learning 𝜔 prediction vector for a single target in

the bathroom scene. In the training phase the agent was trained on five different

targets in the Bathroom scene, and the agent could not converge to any of

the five targets. For this training scenario, the first three convolutional layers

were initialised from the already trained and converged A3C-CNN agent that
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was mentioned in Section 4.2.1. This ensures the efficiency of training phase for

the agents with the new architecture.

The non-convergence behaviour of the agent is shown the Figure 6.7a. Here, the

agent’s episode length remains 5000 which is the maximum an agent can explore

without seeing the goal and maximum Q value also has not learned anything

over the millions of training frames. In addition to that, we have plotted the loss

function related to TD-error of USF approximation as mentioned in Step 4 in

Algorithm 12 and the 𝜔 prediction network error. The figure shows TensorBoard

plots after 33 million frames for a target in the bathroom (Target 26).

(A) Episode length and the Q value for the target 26
in bathroom environment

(B) TD error related to successor representations and
the regression error of 𝜔 preidciton network

FIGURE 6.7: Non-convergence plots obtained during the training
process of the model proposed by Ma et al. (Ma, Wen, and Bengio,

2018)

6.1.4 Limitations on Training the A3C-USF Architecture

By carefully evaluating training results of the model proposed based on Ma et

al. (Ma, Wen, and Bengio, 2018) we found two main problems which obstruct

the convergence of the agent to given targets. The main reason for the non-

convergence for the A3C-USF models is caused by instability of the policy gra-

dients. As mentioned, USF based A3C architectures use 𝜓, 𝜑 and 𝜔 to calculate
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the advantage function as in Equation 6.8. In comparison to conventional ad-

vantage function in A3C (Equation 6.7), in the USF modified advantage function

(Equation 6.8), the scalar reward term is replaced by the dot-product between

𝜑(𝑠𝑡) and 𝜔𝑔 and the value function is replaced by the dot product between 𝜔

and 𝜓.

𝐴𝑟𝑡 = [𝑟(𝑠𝑡) + 𝛾𝑡𝑉 (𝑠𝑡+1, 𝑔)− 𝑉 (𝑠𝑡, 𝑔)] (6.7)

𝐴𝜓𝑡 = [𝜑(𝑠𝑡) + 𝛾𝑡𝜓(𝑠𝑡+1, 𝑔)− 𝜓(𝑠𝑡, 𝑔)]⊤𝜔𝑔 (6.8)

Usually, it is hard to learn a perfect 𝜑 with convolutional autoencoder (Du et

al., 2017). Even though training an autoencoder has practical problems, for

the evaluation purpose of the proposed USF-A3C algorithm, an autoencoder was

trained for the Bathroom environment. We also found that training a goal de-

pended reward prediction vector network that generate 𝜔 is very hard with the

regression loss mentioned in Equation 6.6.

FIGURE 6.8: Training of the reward vector prediction network

Ideally, the 𝜔𝑔 should consist of features that are salient to the goal description

and able to approximate the scalar value of the reward as a linear combination of

𝜑. The reward vector prediction network gets trained by the regression error as

in the Equation 6.6. However, the scalar rewards mechanism is ad-hoc and

discontinuous since, it has only two values which are -0.01 for the time step
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and +1 2 for reaching the goal. Training reward prediction network by the

regression loss, simultaneously with the A3C agent is hard because, when

the A3C agent starts the training process, the agent sees minimal positive

rewards and sees many -0.01 time penalties.

6.2 Hybrid Architecture to Train A3C with USF

In Section 6.1.4, we illustrated how learning 𝜑 and 𝜔 become problematic, and

that causes instability when training an A3C agent with USF modification. With

these problems the advantage function calculation becomes unstable. Advan-

tage function is the primary learning component in policy in actor-critic methods

like A3C. To counter instability problems, we introduced a hybrid mechanism to

calculate the advantage function with USF and without USF. The main reason

behind this is, agent can already learn to navigate to given goal locations with

conventional A3C architecture that uses scalar rewards and value function ap-

proximation. So adding a USF based learning mechanism combined with con-

ventional method could help agent to converge. The network architecture is

shown in Figure 6.12. The main architectural difference compared to the Ma

et al. model (Ma, Wen, and Bengio, 2018) is, the architecture has both a USF

𝜓 branch and a common value function approximation 𝑉 branch. With this

hybrid mechanism, the agent’s advantage function depends on conventional 𝑟𝑖,

𝑉 (𝑠) and newly induced 𝜓, 𝜔 and 𝜑. The hybrid mechanism can add stability in

training the 𝜔 vector prediction network. The agent has a combined advantage

function as in Equation 6.9 where advantage function from the standalone A3C

and the A3C-USF model were added with a hyper-parameter 𝜆.

𝐴ℎ𝑦𝑏𝑟𝑖𝑑𝑡 = 𝜆𝐴𝜓𝑡 + 𝐴𝑉𝑡 (6.9)

2+10 is scaled down to +1
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FIGURE 6.9: Hybrid USF-A3C agent architecture

6.2.1 Training Results for Hybrid A3C-USF Agent

As similar to the previous training scenarios, we have considered a bathroom

scene3 for training an agent under the hybrid A3C-USF architecture. A detailed

version of the hybrid A3C-USF architecture is shown in Figure 6.12. Here, the

state representation vector 𝜑 is generated with a pre-trained autoencoder. Simi-

lar to the previously mentioned A3C-USF model, this hybrid A3C-USF model has

also been developed by incorporating the three convolutional layers which were

already trained in A3C-CNN agent as mentioned in Section 4.2.1. Referring to

the last step in Algorithm 13, the agent calculates a hybrid advantage function

(𝐴𝑡) that is controlled by the hyperparameter 𝜆. If 𝜆 is low, the agent uses the

conventional advantage function that has been calculated based on the value

function approximators and scalar rewards. Also, the loss function to learn the

USF approximation with TD error is added to the combined loss function of the

A3C agent. To have a stable training the agent was first trained with a minimal 𝜆

value as 1𝑒−8. The hybrid architecture allows the agent to learn from both scalar

reward based advantage function and USF based advantage function. However,

even with this method, we found it is hard to train a reward vector prediction

network correctly with scalar reward regression loss. With this modification, we

observed stability in the training procedure as illustrated in Figure 6.10.

We have also evaluated the TD-error behaviour for both value function and USF

approximators. According to Figure 6.11 TD-error for learning 𝑉 (𝑠, 𝑔; 𝜃) has

3Need to check the convergence of the algorithm with the least complex environment
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FIGURE 6.10: Training performance of the agent for three targets
in a bathroom scene

gradually decreased. It shows some spikes due to the addition of USF. The TD-

error plots for the USF approximators 𝜓(𝑠, 𝑔; 𝜃) converged to a fixed value rather

than tending to zero. We also found the 𝜆 variable is sensitive to the agent’s

learning. This sensitiveness causes the asymptotic shootouts in the TD-error

plots that illustrated in Figure 6.11. So the main idea is rather than entirely

using USF by replacing a scalar reward 𝑟𝑡 in an A3C agent with 𝜔,𝜓 and 𝜑, it

is better to combine the idea of USF with the conventional A3C training to get

better convergence properties for large scale complex tasks such as target driven

visual navigation.

Even though the hybrid A3C-USF model gives a stable training performance

compared to the Ma et al. (Ma, Wen, and Bengio, 2018) inspired A3C-USF

model, it also has some drawbacks such as susceptible to the 𝜆 parameter. The
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FIGURE 6.11: TD-Error behaviour for value function and USF ap-
proximators

other problem associated with this is training the reward vector prediction net-

work and the autoencoder that generalises over different states to generate in-

formative state representations. Even with the hybrid mechanism, we found it

is hard to stably train reward vector prediction network with the scalar reward

regression loss. This means the inner product between 𝜔 and 𝜑 couldn’t correctly

output the scalar reward values that should be -0.01 for every time steps and +1

for reaching the goal. This can happen due to several reasons such as the regres-

sion loss the 𝜔 is training on and the less informative nature of 𝜑 generated by

an autoencoder. Also, the state presentation vector 𝜑 is generated by the autoen-

coder which makes it hard to use for large scale target driven visual navigation

problem, because every-time a new environment comes an autoencoder needs

to train on states. The advantage function calculated with USF can be very noisy

with the agent’s limitation to accurately predict the scalar rewards. This can
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cause the agent not to converge or not to learn the navigation process. Applica-

tion of a hybrid mechanism to calculate advantage function of the agent makes

the training procedure comparatively stable. But it is important to mention that

this is not a very practical approach when it comes to large scale problems due to

the above mentioned reasons. This work has also been presented in the Deep Re-

inforcement Learning Workshop at NeurIPS 2018 (Siriwardhana, Weerasekera,

and Nanayakkara, 2018). With the feedback we received there, we argue that

a single deep reinforcement learning A3C agent should able to predict, reward

vector prediction network, 𝜑 and 𝜓 approximator while the training phase of

learning to navigate to given targets. To achieve this basically, the agent should

have a stable mechanism to learn 𝜔 networks since training it on scalar reward

regression fails and generate state representations while training.

In Chapter 7 we will illustrate a stable A3C-USF architecture that can use

to train target driven visual navigation with AI2THOR framework. The new

model has addressed the above mentioned issues. We showed that the new

model has the ability to learn USFs not only between tasks ,but also different

environments simultaneously. Because of the high instability of the new ar-

chitecture, we restrict our analysis focusing only on the convergence and the

generalization ability of the proposed model.

Algorithm 13 Async-USR

1: forℳ agents simultaneously do
2: for 𝑛𝑠 steps do
3: Obtain rollout (𝑔, 𝑠1, 𝑎1, 𝑟1, 𝑠2, ..., 𝑠𝑁 , 𝑎𝑁 , 𝑟𝑁) by following 𝜋(𝑠𝑡)
4: Compute 𝐿𝜓 = ‖𝜑(𝑠𝑡) + 𝛾𝑡𝜓(𝑠𝑡+1, 𝑔; 𝜃𝜓)− 𝜓(𝑠𝑡, 𝑔; 𝜃𝜓)‖2
5: Compute 𝐿𝑉 = ‖𝑟(𝑠𝑡) + 𝛾𝑡𝑉 (𝑠𝑡+1, 𝑔; 𝜃𝑉 )− 𝑉 (𝑠𝑡, 𝑔; 𝜃𝑉 )‖2
6: Compute 𝐴𝜓𝑡 = [𝜑(𝑠𝑡) + 𝛾𝑡𝜓(𝑠𝑡+1, 𝑔)− 𝜓(𝑠𝑡, 𝑔)]⊤𝜔𝑔
7: Compute 𝐴𝑉𝑡 =

∑︀∞
𝑘=0 𝛾

𝑘𝑟𝑡+𝑘 − 𝑉𝑡
8: Perform gradient descent on loss (𝜆𝐴𝜓𝑡 + 𝐴𝑉𝑡 )𝑙𝑜𝑔(𝜋(𝑠𝑡, 𝑔; 𝜃𝜋) + 0.5𝐿𝑉 +

0.1𝐿𝜓 − 𝛽𝐻(𝜋) w.r.t. 𝜃𝜋, 𝜃𝑉 where 𝐻(𝜋) is the entropy loss and 𝜆&𝛽 are
hyperparamters
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FIGURE 6.12: Hybrid USF-A3C architecture

6.3 Summary

In this chapter, we illustrated training results on two different A3C-USF architec-

tures. First, we trained an A3C agent with USF by adapting the model proposed

by Ma et al. The training results conclude that this approach is really unstable

and failed to converge for a simple simulation environment. Then we modi-

fied the architecture by introducing a hybrid mechanism to calculate the advan-

tage function which eventually led in improved stability. The hybrid model has

demonstrated that the A3C DRL agent has the ability to learn from both scalar

reward and USF mechanisms. Even though this architecture converged, it has

some practical limitations such as generating 𝜑 with an autoencoder separately

,learning reward vector prediction network by regressing the error associated

with the scalar reward prediction and sensitivity to the hyperparameter 𝜆. Due to

these reasons we haven’t evaluated the transfer learning ability of the converged

agent. But we modified this idea of hybrid learning further by introducing a

new architecture that addresses the above mentioned limitations. This chapter

showed how to combine USF with A3C to solve target driven visual navigation

tasks by pointing out the possible limitations involved. In our next chapter, we
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will give a complete description of our novel architecture and show how our

agent is capable of improving the transfer learning ability of target driven visual

navigation.

In this chapter we used lot of TensorBoard plots to visualize the convergence of different ar-
chitectures and training methods. TensorBoard is a visualization tool provided by the TensorFlow
framework. The massive deep learning algorithms can be complex and confusing to understand,
the visual interpretation of TensorBoard plots make it easier to understand and optimize the
network. Further it might not be necessary to provide the intermediate plots presented in this
chapter, as it does not show the performance of our final model. But still we decided to provide
some of the plots for better interpretation and understanding the limitations we have mentioned
in this chapter.
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7
Introduction to Successor Feature Dependant

Policy (SFDP)

Successor Feature Reinforcement Learning (SF-RL) has been used for robot nav-

igation earlier in some recent literature (Zhang et al., 2017a; Kulkarni et al.,

2016). Even though it has been used with navigation, whose work has not ex-

plicitly concerned about target driven visual navigation where the targets are a

subset of state space as in AI2THOR simulator (Kolve et al., 2017). The best

large scale works so far done on the topic of target driven visual navigation is

the work proposed by Zhu et al. (Zhu et al., 2017). This model (Deep Siamese

A3C) act as a good baseline for the problem of target driven visual navigation in

complex environments. Since Successor Features (SF) naturally can improve the

transfer learning ability in DRL agents, in this research, we explore the ability to

merge SF methods with Deep Siamese A3C model (Zhu et al., 2017) to improve

the transfer learning ability of the navigation agents.

In target driven visual navigation, the novel idea of Universal Successor Features

(USFs) (Ma, Wen, and Bengio, 2018) is more convenient to be applied than

conventional SF-RL (Kulkarni et al., 2016; Dayan, 1993) methods. The baseline

model proposed by Zhu et al. (Zhu et al., 2017) already contains properties of

the Universal Value Function Approximation (UVFA) (Schaul et al., 2015). The

UVFA illustrates the value function that generalises not only between states but

also between the set of goals. The architecture proposed by Zhu et al. (Zhu et

al., 2017) does contain a value function 𝑉 (𝑠, 𝑔 : 𝜃𝑣) head and a policy function

head 𝜋(𝑠, 𝑔; 𝜃𝜋) which are shared between different goals. The properties of the
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UVFA highlighted in Zhu’s architecture, encourages us to apply the USF with

this model. As mentioned in Chapter 5 the concept of UVFA has similarities

with USF. It claims that Ma’s (Ma, Wen, and Bengio, 2018) USF model can be

directly applied with the model proposed by Zhu et al. (Zhu et al., 2017), but we

proved that this combination is unstable and results in complex training process.

Further we also found that the main problem associated with this combination

is the difficulty in training 𝜑 and 𝜔 generation networks.

To train a combined USF-A3C model stably, we introduced hybrid mech-

anism (Siriwardhana, Weerasekera, and Nanayakkara, 2018) with two

advantage functions. However, as we pointed out in Chapter 6, this model is

highly sensitive to hyperparameters. And also it still has difficulty in generating

state representation vector 𝜑 in a large scale navigation environment. Even

with our proposed model, we identified still training the 𝜔 prediction network

is complicated. In this chapter we address all these concerns1 and introduce a

novel architecture (SFDP) combining the USF with the A3C algorithm for target

driven visual navigation. Following sections will explain the procedures we

followed in an orderly manner to come up with a novel USF architecture and a

stable training process. Our proposed model outperforms the previous models

in terms of transfer reinforcement learning ability.

7.1 Implementation of a Stable USF-A3C Architec-

ture

This section provides the steps we have taken in order to develop a stable USF

architecture combined with the A3C algorithm.

1The feedback we received from the NeuroIps Deep Reinforcement Learning workshop for
our presented paper (Siriwardhana, Weerasekera, and Nanayakkara, 2018) helped us to further
understand these concerns more deeply and helped in developing a more stable architecture as
described in Chapter 7
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7.1.1 Step 1: Generation of the State Representation Vector

(𝜑)

State representation vector 𝜑 plays two essential roles in the USF approxima-

tions. First, it uses to decouple the scalar reward 𝑟𝑡 as in Equation 5.4 and then

it uses to learn USF (𝜓) with bellman optimality as in Equation 5.16. Here,

the 𝜑 should capture salient information related to each state 𝑠𝑡 that the agent

visits. When the states consist of complex visual information such as photore-

alistic states, defining a 𝜑 can be problematic with a separately trained convo-

lutional autoencoder (Ma, Wen, and Bengio, 2018; Siriwardhana, Weerasekera,

and Nanayakkara, 2018). In contrast to training the 𝜑 generation vector sep-

arately, Kulkarni et al. and Zhang et al. (Kulkarni et al., 2016; Zhang et al.,

2017a) proposed to learn 𝜑 generation network with an auxiliary reconstruction

loss, while simultaneously training the DQN agent. However, plugging addi-

tional losses to the USF-RL agent can make the system unstable since it has to

cope up with a large number of states in our case.

Rather than using a separate loss to generate 𝜑 we argue it is better if the

agent learns a task-dependent state representation while training on the

main task. Intuitively, we can think of this as the agent learning to capture only

the most significant features relevant to the task of navigation and ignoring fea-

tures that may be important for reconstruction but not relevant for navigation.

This definition of generating 𝜑 while training the agent on the main task has sim-

ilarities with Siamese embedding layers in Zhu et al. model (Zhu et al., 2017). If

we revisit the model proposed by Zhu (Zhu et al., 2017) the agent take Resnet-

50 (He et al., 2016) features for both observation and goal states and then send

them through a shared fully connected layer. Each output from shared layer for

goal and observation is considered as embeddings.Then these two embeddings

get concatenated and predict the 𝑉 𝜋(𝑠, 𝑔) and 𝜋(𝑠, 𝑎). The authors in (Zhu et al.,

2017) empirically evaluated the embeddings after the agent’s training process

and showed they do contain meaningful information about the state space and

goal space. By taking these meaningful embeddings in to result, we assigned the

output from shared/Siamese layer for current observation as the 𝜑 vector.
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7.1.2 Step 2: Generation of the Reward Prediction Vector (𝜔)

Network

The 𝜔 vector should represent the salient information about the goal. Then the

𝜔 prediction network should be capable of generating a 𝜔 for each unseen goal

from a parametric model. Ma et al. (Ma, Wen, and Bengio, 2018) proposed

to train a separate 𝜔 prediction network with the conventional scalar reward

regression loss mentioned in Equation 6.6. In Chapter 6 we highlighted the dif-

ficulty in training a separate 𝜔 prediction network with scalar reward regression.

Here, we revisit the problems associated with training 𝜔 prediction network as

follows:

1. Maintaining a separate network to predict the 𝜔 can cause overfitting to

the goals since the agent sees only a limited number of goals in the training

phase.

2. Regression loss associated with the 𝜔 prediction network is less informa-

tive, and it causes an unstable training process.

To solve the first issue mentioned above we followed a similar setting as in the

generation of 𝜑. The 𝜑 in our proposed network is generated from the Siamese

layer by considering the state observations as the input. Similarly to 𝜑, a vector

is generated from the shared layers for goal observation. This vector consists

of salient information about the goal. Since in our problem domain goals are a

subset of states 𝐺 ∈ 𝑆 the Siamese layer output for goal information also should

contain salient information about the goal. By taking this property in to account,

in our network the agent generates 𝜔 by sending the Siamese layer output for

the goal information through a fully connected layer.

To solve the second problem, we propose a different loss function to train the

𝜔 prediction network. Section 7.1.2.1 explains the procedure of training 𝜔 pre-

diction vector without using a scalar regression loss, while keeping fundamental

definitions of successor representations unchanged.
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7.1.2.1 Training the (𝜔) Prediction Network with A3C Critic’s Value Func-

tion Loss

Theoretically, 𝜔 prediction network should able to be trained with scalar re-

wards regression loss mentioned in Equation 6.6. But, our evaluation results in

Chapter 6 shows that the 𝜔 prediction network could not be trained with this

regression loss for a large scale environment. The main reason for this failure is,

the 𝜔 prediction network struggles to adapt scalar reward structure. In our navi-

gation problem, the reward structure is an ad-hoc such that: for every time step,

the agent gets a small negative penalty and the agent receives a +1 reward for

reaching the goal location. At the beginning of the training phase the agent ex-

periences very little positive rewards. This is because large scale DRL tasks take

millions of training frames to learn an optimal policy. So, the agent sees a very

high number of negative rewards and a very less number of positive rewards.

Practically, the agent will see more positive rewards with an improved policy.

But with the USF setting 𝜔 prediction network plays a key role in the agent’s

policy optimisation. This problem of policy depending on the 𝜔 and training

of the 𝜔 prediction network depends on policy, causes instability in entire net-

work training process. When training large scale tasks like target driven visual

navigation the class imbalance issue can be even more detrimental because

the reward structure needs to be learnt before the reinforcement learning

agent learn meaningful dynamics

To overcome this problem and train the 𝜔 prediction network successfully, we

proposed to exploit the A3C agent’s value function 𝑉 (𝑠) loss. In an A3C agent

as mentioned in Algorithm 9 the value function is updated with episodic return

𝑅(𝑡). The episodic return in the A3C agent consist of scalar reward that the

agent received at each time step as mentioned in Algorithm 9. Since the value

function 𝑉 (𝑠) can be interpreted with the USF concept as a linear combina-

tion of 𝜓 and 𝜔, the value function loss can be used to learn the 𝜔 prediction

network. Unlike training the network with a scalar reward regression loss, this

method is more informative. Equation 7.2 illustrates the manipulation of the
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value function loss in the A3C agent, to learn the 𝜔 prediction network success-

fully.

𝑉 𝜋
𝑔 (𝑠) = E𝜋

[︃
∞∑︁
𝑡=0

𝜑(𝑠𝑡, 𝑎𝑡, 𝑠𝑡+1; 𝜃𝜑)
𝑡∏︁

𝑘=0

𝛾𝑔(𝑠𝑘)

⃒⃒⃒⃒
⃒ 𝑠0 = 𝑠

]︃⊤

𝜔(𝑔𝑡; 𝜃𝜔)

= 𝜓𝜋(𝑠𝑡, 𝑔𝑡; 𝜃𝜓)⊤𝜔(𝑔𝑡; 𝜃𝜔)

(7.1)

𝐿𝑜𝑠𝑠𝑉 𝑇𝐷 = ‖𝑟(𝑠𝑡) +𝛾𝑡𝑉 (𝑠𝑡+1, 𝑔; 𝜃𝑉 )− 𝑉 (𝑠𝑡, 𝑔; 𝜃𝑉 )‖2

= ‖𝑟(𝑠𝑡) +𝛾𝑡𝜓
𝜋(𝑠𝑡+1, 𝑔𝑡; 𝜃𝜓)⊤𝜔(𝑔𝑡; 𝜃𝜔)

−𝜓𝜋(𝑠𝑡, 𝑔𝑡; 𝜃𝜓)⊤𝜔(𝑔𝑡; 𝜃𝜔)‖2
(7.2)

Equation 7.2 also shows how 𝑉 (𝑠) is decoupled with the approximated 𝜓 and

𝜔. While training with the 𝜔 prediction vector with the value function loss,

gradients are backpropagated to both the 𝜓 and 𝜔 branches.

7.2 Successor Feature Dependant Policy (SFDP)

For the first time in literature we introduce a stable architecture and a train-

ing process based on the USF concept and A3C algorithm. This concept can

leverage DRL agents to improve the transfer learning ability. As mentioned in

Section 7.1.2.1 our novel architecture introduces an A3C policy that depends on

states 𝑆 , goals 𝐺 and successor features 𝜓. Unlike in the DQN setting , A3C

agent directly optimises its policy. In this section we introduce a USF based

A3C policy that can improve the transfer learning ability of the agent.

Once we go back to the basics the 𝜓 can be described as an abstract repre-

sentation of cumulative sum of the future states that follows an optimal

policy (Dayan, 1993; Barreto et al., 2017).

Traditionally, successor features are not directly consulted when determining

an action. However, we hypothesise that consulting the abstract map of future

states created by the successor features could be useful in determining the next

action while understanding the shared dynamics in the environment. So the
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question is how to incorporate a USF based abstract map directly to the policy

as in Equation 7.3.

𝜋(𝑎|𝑠, 𝑔, ; 𝑡ℎ𝑒𝑡𝑎)← 𝜋(𝑎|𝜓, 𝑠, 𝑔; 𝜃) (7.3)

To achieve this additional conditioning on the policy with USF (refer Equa-

tion 7.3), we concatenate the Ψ vector of the current state with the final fully

connected layer before the policy output. Doing so, however, also causes Ψ to

be dependant on the policy since Ψ will get updated by the policy gradients.

This could potentially be problematic because this optimisation may disturb the

representation power of the USFA. It is better that the Ψ prediction branch get

optimised according to the bellman optimality. To overcome this issue, we

stopped the flow of gradients from the policy optimization reaching the

USFA branch.

7.3 The Final Network Architecture

The network takes four most recent states that the agent visited as 𝑠𝑡 to

capture the immediate history in the agent’s state space and the goal state

as 𝑔𝑡. Then the Resnet-50 embeddings (He et al., 2016) 2 related to both 𝑠𝑡

and 𝑔𝑡 are obtained from a pre-trained (trained based on the Imagenet data

set (deng2009imagenet)) network. Then the Resnet-50 embedding for both 𝑠𝑡
and 𝑔𝑡 goes through the Siamese fully connected layers. The state representation

vector 𝜑 is considered as the output from the Siamese layer with respect to state

𝑠𝑡. Then the Siamese output vector generated for goal input embeddings goes

through a fully connected network to predict the 𝜔.

In Figure 8.3 state representation vector is represented with 𝜑(𝑠𝑡) and the

Siamese layer output for the input goal 𝑔𝑡 is represented as 𝜑(𝑔𝑡). Then, both

2In this architecture we replaced the convolutional layers with Resnet-50 embeddings to re-
duce the complexity of the network. Our model still converges with the convolutional layers but
with increased training time. Further we did not observe any significant improvement compared
to using Resnet-50 embeddings
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𝜑(𝑠𝑡) and 𝜑(𝑔𝑡) concatenated and goes through a fully connected layer. With

this interpretation, the network gets the ability to predict universal 𝜋 and 𝜓

that depends on both goal and state embeddings. The 𝜔 prediction network is

shown in green in Figure 8.3.

The last part of the network which predicts the USF dependant policy 𝜋(𝑎|𝑠, 𝑔, 𝜓)

and the USF approximation 𝜓(𝑠, 𝑔), has similarities with Zhu’s (Zhu et al., 2017)

model. Due to the complexity of each scene, our network also consists of sepa-

rate policy 𝜑 and USF 𝜓 prediction heads for each scene. As shown in Figure 7.1

the value function approximation is predicted as an inner product between suc-

cessor features (𝜓) and reward prediction vector (𝜔). The dotted lines con-

necting 𝜓 and 𝜋 shows our novel USF dependant policy. Here, the dotted lines

explicitly represent the fact that gradients are not back propagating from policy

𝜋 to USF approximation 𝜓.

7.4 Training Procedure

During the training process, unlike in the conventional A3C model, the USF

based A3C model has to be updated with the following three loss functions ℒ𝜋,

ℒ𝑉 and ℒ𝜓 as illustrated in Algorithm 14.
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FIGURE 7.1: Proposed Network Architecture for SFDP based A3C
model

The input to the model is the current state of the agent 𝑠𝑡 and the goal location 𝑔 as images.
These go through a shared siamese layer to generate embeddings for the goal and the state.
The policy is conditioned on the USF vector (dotted line indicates gradients do not flow from
policy to the USFA head). The USFA 𝜓 is trained with the temporal difference error using 𝜑 to
give the expected future state occupancies. The discounted episode return is used to train both

𝜔 and USFA vector.

7.4.1 Updating the USF Approximation Branch (𝜓)

Although, the 𝜓 gets updated when training the 𝜔 prediction network as in Equa-

tion 7.2, 𝜓 still obeys the Bellman Optimality as mentioned in the basic SF def-

initions (Dayan, 1993; Barreto et al., 2017). So the 𝜓 branch get updated with

the TD error 𝐿𝑜𝑠𝑠𝜓𝑇𝐷
as mentioned in the Equation 7.4. This TD error is cal-

culated with 𝜑. It is important to highlight that the 𝜓 branch get updated with

both 𝐿𝑜𝑠𝑠𝜓𝑇𝐷
and 𝐿𝑜𝑠𝑠𝑉𝑇𝐷

.

𝐿𝑜𝑠𝑠𝜓𝑇𝐷
= ‖𝜑(𝑠𝑡+1) + 𝛾𝑡𝜓(𝑠𝑡+1, 𝑔; 𝜃𝜓)− 𝜓(𝑠𝑡, 𝑔; 𝜃𝜓)‖2 (7.4)



102 7. Introduction to Successor Feature Dependant Policy (SFDP)

Algorithm 14 USF-Dependant A3C Algorithm pseudo code for each actor thread
Assuming global parameter vectors for value function and policy as 𝜃𝜋, 𝜃𝜓 and 𝜃𝜔
Assuming global shared counter as T = 0
Assuming thread specific parameter vectors for value function and policy as 𝜃

′

𝜋, 𝜃
′

𝜓 and 𝜃
′

𝜔 d
Initialize thread step counter 𝑡← 1

1: repeat
2: Reset gradients : 𝑑𝜃𝜋 ← 0, 𝑑𝜃𝜓 ← 0, 𝑑𝜃𝜔 ← 0

3: Synchronise thread specific parameters with global network 𝜃
′

𝜋 = 𝜃𝜋, 𝜃
′

𝜓 = 𝜃𝜓, 𝜃
′

𝜔 = 𝜃𝜔
4: 𝑡𝑠𝑡𝑎𝑟𝑡 = 𝑡
5: Get initial state 𝑠𝑡 , goal 𝑔
6: repeat
7: Perform an action 𝑎𝑡 according to the current policy 𝜋(𝑎𝑡|𝑠𝑡, 𝑔 : 𝜃

′

𝜋)
8: Receive the scalar reward 𝑟𝑡 ,the new state 𝑠𝑡+1

9: Collect roll-outs [𝑠𝑡, 𝑟𝑡, 𝑠𝑡+1]
10: 𝑡← 𝑡+ 1
11: 𝑇 ← 𝑇 + 1
12: until terminal 𝑠𝑡 or 𝑡− 𝑡𝑠𝑡𝑎𝑟𝑡 == 𝑡𝑚𝑎𝑥
13: Bootstrapping the return R from last state of the episode

14: 𝑅𝜓 =

{︂
0 𝑠𝑡 = 𝑡𝑒𝑟𝑚𝑖𝑛𝑎𝑙

𝜓(𝑠𝑡, 𝑔; 𝜃𝜓) 𝑠𝑡 ̸= 𝑡𝑒𝑟𝑚𝑖𝑛𝑎𝑙

15: 𝑅𝑉 =

{︂
0 𝑠𝑡 = 𝑡𝑒𝑟𝑚𝑖𝑛𝑎𝑙

𝜓(𝑠𝑡, 𝑔; 𝜃𝜓)𝜔(𝑔; 𝜃𝜔) 𝑠𝑡 ̸= 𝑡𝑒𝑟𝑚𝑖𝑛𝑎𝑙
16: for 𝑖 ∈ 𝑡− 1, ..., 𝑡𝑠𝑡𝑎𝑟𝑡 do
17: 𝑅𝜓 ← 𝜓(𝑖, 𝑔; 𝜃𝜓) + 𝛾𝑅𝜓
18: 𝑅𝑉 ← 𝜓(𝑠𝑡, 𝑔; 𝜃𝜓)𝜔(𝑔; 𝜃𝜔) + 𝛾𝑅𝑉
19: 𝐴𝑉 = 𝑅𝑉 − 𝑉 𝑖
20: Collect [𝑅,𝐴𝜓, 𝐴𝑉 ]
21: Compute ℒ𝜓 = ‖𝑅𝜓 − 𝜓(𝑠𝑡, 𝑔; 𝜃𝜓)‖2
22: Compute ℒ𝑉 = ‖𝑅𝑉 − 𝜓(𝑠𝑡+1, 𝑔; 𝜃𝜓)𝜔(𝑔; 𝜃𝜔)‖2
23: Compute ℒ𝜋 = log[(𝜋(𝑠𝑡, 𝑔; 𝜃𝜋)]𝐴𝑉
24: Calculate gradients on loss ℒ𝜋 + ℒ𝜓 + ℒ𝑉
25: Computing 𝑑𝜃𝜓,𝑑𝜃𝜋 and 𝑑𝜃𝜔, perform asynchronous update of 𝜃𝜓,𝜃𝜋 and 𝜃𝜔
26: until 𝑇 > 𝑇𝑚𝑎𝑥

7.5 Evaluation of the Transfer Learning Ability of

Our Final Model

Similar to the previous section, first, the agent was trained in 4 scenes for

20 different goals until it converges. Figure 7.2 shows the average episode

length that agent has taken to find given goals against the training time steps.

The reduction of average time steps over the time proves that our novel algo-

rithm converges stably for all four environments. We kept the deep Siamese A3C

model by (Zhu et al., 2017) as the baseline since it is the best work that has been

done on the AI2THOR framework (Kolve et al., 2017) so far. The input to the
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network was pre-trained resent-50 embeddings. We also trained other different

architectures with convolutional layers replacing the Renset-50 (He et al., 2016)

pre-trained architecture, LSTM layer to capture sequential behaviours. Even
though those architectures also worked for the problem we did not observe a huge
difference in results. We also wanted to have a stable baseline to test the perfor-
mance of our model. Due to this reason we tried to stick to the Zhu et al. (Zhu

et al., 2017) proposed architecture as close as possible.

FIGURE 7.2: Average steps taken by the SFDP A3C agent to find
all the goals distributed in four different scenes during the training

phase

The evaluation of the agent under the task of target driven visual navigation

has been done in two ways. First, the agent was evaluated for the Zero-Shot

learning ability. Then the agent was evaluated on how quickly it can adapt

to novel goals when fine-tuning. Both of these evaluation criteria belong to

the transfer of reinforcement learning concept (Taylor and Stone, 2009). The

evaluation results under these two criteria are described in Section 7.5.1 and

Section 7.5.2. The evaluation results mention in Section 7.5.1 and Section 7.5.2

shows that over proposed model with USF dependant A3C policy outperform the

baseline models in the task of transfer learning.

To evaluate our proposed model, we bench-marked several variations of our

model with the state-of-the-art:

Model 01:Zhu et al. (Zhu et al., 2017) proposed model using GVF

Model 02: A3C-USF model

Model 03: A3C-USF model with SFDP
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7.5.1 Zero-Shot Navigation Ability

The aim of the zero-shot navigation is to see weather the agent will be able

to reach a wide range of goals while only training on a very limited subset of

goals. In particular, the zero-shot learning capability of the agent was evaluated

by testing the agent’s average successful attempts to find new goal locations.

In the evaluation process, we follow a similar criteria to (Zhu et al., 2017),

in which we tested whether the agent was able to reach the goal in less than

500 time-steps. We constituted this as a successful episode. We evaluated the

success rate of reaching all goals in each environment. We basically repeated this

procedure 10 times (trials), in which the agent always started from a random

location. We trained our models on only 20 states spread evenly across four

environments using the AI2THOR simulator. This represents less than 1.2% of

the total number of states. In-spite of this, even the worst performing model was

able to generalize to over 16% of all states.

Table 7.1 shows that all proposed algorithms (Model 02–03) are able to suc-

cessfully reach more locations without training than the baseline Model 01. The

USFA-based policies consistently generalise better than (Zhu et al., 2017). Also,

USF-A3C model with SFDP improvement outperforms all the models.

Environment # Trained States Total
States

% States Trained Model 01 Model 02 Model 03

bathroom_02 5 180 2.78% 14.22% 20.89% 22.44%
bedroom_04 5 408 1.23% 17.84% 20.51% 20.93%
kitchen_02 5 676 0.74% 10.92% 11.92% 11.97%
living_room_08 5 468 1.07% 17.20% 16.67% 19.59%

All 20 1732 1.15% 15.04% 16.16% 17.23%

TABLE 7.1: Comparison of the zero-shot learning ability between
the baseline models and the SFDP based A3C model

Success rate of the agent reaching all goals within 500 steps without retraining. The agent nav-
igated to each goal location starting from 10 random locations within the simulator. A detailed
description of each model can be found in Section 7.5.1.
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7.5.2 Transfer Learning by Fine-Tuning on New Goals

Since zero-shot navigation ability is still a hard task to achieve in DRL, the agent

should be able to adapt quickly to similar new tasks by leveraging the skills

already learned in the training phase. When compared to supervised learning

tasks, DRL tasks take a lot of time to train, so it is not practical to re-train DRL

agents again and again to adapt to similar novel tasks.

We evaluated the transfer learning ability of all four models to 20 new goals.

In order to evaluate how the closeness of the new goals effect the agent’s per-

formance, we tested the models on states that are 1, 2, and 4 steps away from

already trained targets as well as completely random targets. We sampled 5

random states from each environment, excluding the already trained goals. We

used 5 trials, meaning repeating this process 5 times with random states, which

are different to the previously learned ones. To ensure a fair comparison, we

kept the random seeds constant between the models.

Figure 7.3 shows the number of time-steps required for the model to adapt to

new goals. It becomes clear that the USFA-based policies are consistently able

to decrease the number of steps taken to reach the goal faster than the base-

line model. Also, USF-A3C model with SFDP improvement outperforms all the

models.
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FIGURE 7.3: Comparison of the transfer learning ability between
the baseline models and the SFDP based A3C model

Number of training time-steps plotted against the average length of an episode. Shorter episode
lengths indicate the agent has learnt to navigate to goals in a lower number of steps (shaded

area is one standard deviation over 100 time-steps).

7.6 Summary

In this chapter we first introduced a stable architecture to train Universal Succes-

sor Feature based A3C agent by addressing the problem related to the stability

of the model mentioned in Chapter 6. Then we introduced an extension to the
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proposed USF-A3C model, called Universal Successor Feature Dependant Policy

(SFDP). Finally, we empirically concluded our proposed architecture performs

better in terms of both transfer learning and zero-shot learning abilities com-

pared to the baseline model (Zhu et al., 2017).
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8
Variational Universal Successor Features

Approximators (VUSFA)

In Chapter 7, we introduced a stable architecture to train an A3C agent com-

bined with the concept of USF. We concluded that the novel architecture we

introduced could outperform other baseline models in terms of transfer learning

ability. We mainly introduced a successor feature dependant policy (SFDP) to the

A3C agent as a novel concept. Then further investigations have been carried on

our proposed architecture to improve the generalizability. Practically, the agent

can only get trained with a minimal number of goals out of a large number of

goals in the environment. Although there is a limited number of goals that the

agent see during the training phase, still the agent should learn about a policy

that generalises over different goal locations. The embedding layer outputs play

the crucial role in agent’s transfer learning ability since it has a direct effect on

the agent’s all branches such as policy 𝜋 , USF 𝜓, state representation 𝜑 and

reward prediction vector 𝜔. The question is, whether we can improve these

embeddings generated for goals and states by the Siamese layers, without

harming the stability of the proposed SFDP-A3C model. In this chapter, we

present our novel model, Variational Universal Successor Features Approximator

(VUSFA), which further improves the transfer learning ability by incorporating

the concept of Deep Variational Information Bottleneck (Deep VIB) (Alemi et al.,

2016) and it is important to note that this incorporation doesn’t harm the stabil-

ity of the training process. This is the first time in literature that the theory
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of Deep Variational Information Bottleneck has been applied with the Uni-

versal Successor Features Deep Reinforcement Learning.

Before going to the implementation details first, we will give a general introduc-

tion to the theory behind Deep VIB.

8.1 Neural Networks and Information Bottleneck

The theory of Information Bottleneck by Tishby et al. (Tishby and Zaslavsky,

2015) explains how to design perfect deep neural networks while considering

the trade-off between accuracy and the complexity of the hidden layers. The

theory of IB can be described with respect to supervised learning as follows:

Assume there are set of classes 𝑌 , multi-dimensional feature vector 𝑋 and the

network’s goal is to compress X to a "less complex" representation 𝑍 that shares

enough information to predict the 𝑌 correctly. The concept of IB describes the

fluctuation between compression versus preserving relevant information in

the 𝑍. Mathematically, this idea of generating an optimal 𝑍 can be present with

Mutual Information 𝐼 as described in Equation 8.1.

minimize 𝐼(𝑋,𝑍)− 𝛽𝐼(𝑌, 𝑍) (8.1)

In Equation 8.1 the term 𝐼(𝑋,𝑍) is the mutual information between the features

𝑋 and the hidden layer 𝑍 and 𝐼(𝑌, 𝑍) means the mutual information between

output 𝑌 and the hidden layer 𝑍. Intuitively, the Equation 8.1 describes that

the neural network should predict the label while reducing the mutual informa-

tion between input and the encoding. Reduction of 𝐼(𝑋,𝑍) term encourages the

agent to compress the 𝑋 into 𝑍 where 𝑍 consist of the most important informa-

tion about the input features. The 𝛽 is the trade-off hyperparameter. which will

control the quality of the 𝑍.
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8.2 Deep Variational Information Bottleneck

The Deep Variational Information Bottleneck (Deep VIB) introduced by Alemi

et al. (Alemi et al., 2016) is an extension to the concept of IB. Deep VIB can

be considered as a parameterised approach to IB that can be easily used with

the deep neural networks by introducing a regularised objective function 𝐽(𝑞, 𝑒)

which encourages the neural network to be trained on the task while generating

informative compressed embeddings 𝑍 from the input 𝑋 as mentioned in Equa-

tion 8.2. Equation 8.2 consists of a latent representation layer 𝑍, a parametric

encoder function 𝐸(𝑧|𝑥) that maps input features 𝑋 to 𝑍 ,a decoder function

𝑞(𝑦|𝑧) that maps the 𝑍 to output labels 𝑌 and a mutual information constraint

mentioned as 𝐼(𝑋,𝑍) ≤ 𝐼𝑐.

𝐽(𝑞, 𝐸)min = 𝐸(𝑧∼𝐸(𝑧|𝑥)) [𝐽𝑝(𝑞(𝑦|𝑧))] s.t 𝐼(𝑋,𝑍; 𝜃) ≤ 𝐼𝑐 (8.2)

Once the regularised objective function (Equation 8.2) is merged with a neural

network, the structure of the neural network can be interpreted as an encoder

that encodes input into a bottleneck layer which acts as a stochastic embedding

and a decoder trying to use the information in the bottleneck layer to predict

the desired output. As mentioned in Equation 8.2 authors (Alemi et al., 2016)

enforce an upper-bound to the mutual information term 𝐼(𝑋,𝑍) to encourage

the encoder 𝐸(𝑧|𝑥) to focus on the most discriminative features. With the

information constrain 𝐼𝑐, the encoder 𝐸(𝑧|𝑥) needs to generate the latent dis-

tribution 𝑍 in a way where the mutual information between 𝑋 and 𝑍 should

not be larger than a real value given by 𝐼𝑐. The parameter 𝐼𝑐 introduced an up-

per bound to the mutual information between the input distribution 𝑋 and the

latent distribution 𝑍. Lower 𝐼𝑐 corresponds in compressing the information as

much as possible but this can also cause to lose salient information.

Since, the 𝐼(𝑋,𝑍; 𝜃) ≤ 𝐼𝑐 term in Equation 8.2 is intractable we cannot directly

apply it to a neural network and train with back propagation. To counter this

problem, Alemi et al. (Alemi et al., 2016) introduced a modified version by ap-

plying some assumptions. Next, we will briefly illustrate the assumptions men-

tioned by (Alemi et al., 2016).



112 8. Variational Universal Successor Features Approximators (VUSFA)

Mutual information term 𝐼(𝑋,𝑍) between input features and the encoder em-

beddings can be illustrated as in following Equation 8.3.

𝐼(𝑋,𝑍) =

∫︁
𝑝(𝑥, 𝑧) log(

𝑝(𝑥, 𝑧)

𝑝(𝑥)𝑝(𝑧)
)𝑑𝑥𝑑𝑧

=

∫︁
𝑝(𝑥)𝐸(𝑧|𝑥) log(

𝐸(𝑧|𝑥)

𝑝(𝑧)
)𝑑𝑥𝑑𝑧

(8.3)

In Equation 8.3, the joint distribution of 𝑝(𝑥, 𝑧) can be illustrated with the en-

coder 𝐸(𝑧|𝑥) and the input distribution 𝑝(𝑥). Another important factor in Equa-

tion 8.3 is the distribution of the latent variable 𝑝(𝑧) is intractable. So the 𝑝(𝑧)

term is replaced with a known prior distribution 𝑟(𝑧). This assumption intro-

duces an upper-bound to the mutual information term 𝐼(𝑋,𝑍) as mentioned in

Equation 8.4.

𝐼(𝑋,𝑍) ≤
∫︁
𝑝(𝑥)𝐸(𝑧|𝑥) log(

𝐸(𝑧|𝑥)

𝑟(𝑧)
)𝑑𝑥𝑑𝑧

≤ 𝐸(𝑥∼𝑝(𝑥)) [𝐾𝐿[𝐸(𝑧|𝑥)‖𝑟(𝑧)]]

(8.4)

In Equation 8.4 , the sum of the probability distribution of input 𝑋 can be trans-

formed into an expectation operation. The expectation operation simplifies the

𝐼(𝑋,𝑍) into a KL divergence between the distribution of 𝑍 generated by the

parametric encoder and the approximated prior 𝑟(𝑧). Modification of the 𝐼(𝑋,𝑍)

with the KL divergence makes it easier to train a neural network with the loss

function mentioned in Equation 8.2.

The interpretation of I(X,Z) with KL divergence allow us to modify the condi-

tional loss function (Equation 8.2) as follows in Equation 8.5.

𝐽(𝑞, 𝐸)min = 𝐸(𝑧∼𝐸(𝑧|𝑥)) [𝐽𝑝(𝑞(𝑦|𝑧))] s.t 𝐸(𝑥∼𝑝(𝑥)) [𝐾𝐿[𝐸(𝑧|𝑥)‖𝑟(𝑧)]] ≤ 𝐼𝑐 (8.5)

The constrain term of 𝐸(𝑥∼𝑝(𝑥)) [𝐾𝐿[𝐸(𝑧|𝑥)‖𝑟(𝑧)]] ≤ 𝐼𝑐 mentioned in the above

Equation 8.5 can be subsumed in to the loss function 𝐽(𝑞, 𝐸)min with a La-

grangian Multiplier (Bertsekas, 2014) 𝛽 that needed to be updated in an adap-

tive manner with the training procedure of the neural network. So the final loss
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function with Deep VIB can be illustrated in Equation 8.6

𝐽(𝑞, 𝐸)min = 𝐸(𝑧∼𝐸(𝑧|𝑥)) [𝐽𝑝(𝑞(𝑦|𝑧))] + 𝛽𝐸(𝑥∼𝑝(𝑥)) [𝐾𝐿[𝐸(𝑧|𝑥)‖𝑟(𝑧)]− 𝐼𝑐] (8.6)

In the above section, we gave a general introduction to the Variational Informa-

tion Bottleneck (VIB). Alemi et al. (Alemi et al., 2016) evaluated the method of

supervised learning tasks and showed that the models trained with a VIB could

be less prone to overfitting and more robust to adversarial examples. Next sec-

tion illustrates how we adapted the concept of Deep VIB with the USF to improve

the transfer learning ability of our navigation agent.

8.3 Introduction of the Variational Siamese Bottle-

neck (VSB) Layer

This section mainly describes how we adapted the concept of Deep VIB with the

proposed USF based A3C architecture. According to the conventional structure

of the Deep VIB introduced in Section 8.2, as the first step we introduced an

encoder and a bottleneck layer to the proposed USF based A3C architecture as

mentioned in Figure 8.3. Although Alemi et al. (Alemi et al., 2016) explains

that the parametric encoder can be induced on any intermediate layer of

the neural network architecture, it is better to select an intermediate layer

(as the bottleneck layer) which can be effective to the entire network. In the

proposed USF dependant policy network, we identified, the embeddings gener-

ated for both states and goals play the most critical role in the agent’s training

process. Because these embeddings directly influence the prediction of 𝜋,𝜓 and

𝜔 as illustrated in Figure 8.3. Having, highly task related, informative and dis-

criminative embeddings can improve the overall agent’s performance USF based

A3C agent.

To enforce a variational information bottleneck on embeddings generated for

goals and states, we replaced the Siamese Layer in our network with a Paramet-

ric Siamese Encoder that transforms input states 𝑠𝑡 and goals 𝑔𝑡 to a stochastic
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latent distribution 𝑧𝑠 and 𝑧𝑔 as shown in Figure 8.1. This is the first time in lit-

erature that the concept of USF is merged with the Deep VIB. We introduce our

bottleneck layer as Variational Siamese Bottleneck (VSB).

FIGURE 8.1: Simaese encoder
Siamese layer of our model is now replaced with a Siamese encoder which generates a latent

distribution.

8.3.1 Loss Function Modification of SFDP A3C with the Appli-

cation of VSB

With the introduction of the Variational Siamese Bottleneck (VSB) layer to USF

dependant A3C agent, the loss function of the agent needs to be modified by

adding KL constraint term similar to the loss function mentioned in Equation 8.6.

The loss function of our modified architecture with the VSB is shown in Equation

8.7.

𝐽(𝑞, 𝐸)min = 𝐸(𝑧∼𝐸(𝑧|𝑥)) [𝐿𝑐𝑜𝑚𝑏𝑖𝑛𝑒𝑑] + 𝛽𝐸(𝑥∼𝑝(𝑥)) [𝐾𝐿[𝐸(𝑧|𝑥)‖𝑟(𝑧)]− 𝐼𝑐] (8.7)

In Equation 8.7 𝐿𝑐𝑜𝑚𝑏𝑖𝑛𝑒𝑑 is the combined loss function of the USF-Dependant

A3C agent mentioned in Algorithm 15 where, 𝐿𝑐𝑜𝑚𝑏𝑖𝑛𝑒𝑑 = ℒ𝜋 + ℒ𝜓 + ℒ𝑉 . Intu-

itively, the agent needs to minimise the term 𝐿𝑐𝑜𝑚𝑏𝑖𝑛𝑒𝑑 while minimising the KL

divergence constrain term mentioned by 𝛽𝐸(𝑥∼𝑝(𝑥)) [𝐾𝐿[𝐸(𝑧|𝑥)‖𝑟(𝑧)]− 𝐼𝑐]. The

𝐼𝑐 is considered as a hyperparameter. As we discussed in Section 8.3 the use of

mutual information constrain can encourage the encoder 𝐸(𝑧|𝑥; 𝜃) to learn more

and more discriminative features. To optimise the whole network while keeping

the information constrain 𝐼𝑐 on the loss function we use Lagrangian multiplier 𝛽.
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The Lagrangian multiplier 𝛽 gets updated in an adaptive manner for each actor

thread as mentioned in Equation 8.9. The approximated prior distribution 𝑟(𝑧)

is considered as a unit Gaussian distribution 𝑁(0, 1).

To keep the end to end differential property of the network the Reparamter-

arization Operation is used on the bottleneck layer 𝑍 to generate embeddings

for 𝑔𝑡 and 𝑠𝑡. Equation 8.8 illustrates the generation of embeddings with the

Siamese encoder outputs 𝑍 with the reparamerization is little complex.

𝑧𝑟𝑒 = 𝑍𝜇 + 𝜖𝑍𝜎, 𝜖 ∼ 𝑁(0, 1) (8.8)

FIGURE 8.2: Reparameterization trick applied to the variational
encoder output

𝛽 ← 𝑚𝑎𝑥(0, 𝛽 + 𝛼𝛽(Eg∼𝑝(g) [𝐾𝐿[𝐸(z|g)‖𝑟(g)]]− 𝐼𝑐) (8.9)

8.4 Training Process of A3C Agent Based on VUSFA

In this chapter, we described the steps that have been taken to improve the USF-

Dependant A3C agent by replacing the Siamese layer with the VSB. The novel

architecture VUSFA is illustrated in Figure 8.3. The training procedure which is

based on the fundamental A3C algorithm is presented in Algorithm 15.
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FIGURE 8.3: Proposed Network Architecture for VUSFA based A3C
The input to the model is the current state of the agent 𝑠𝑡 and the goal location 𝑔 as images.
These go through a shared Simaese encoder 𝐸(𝑧|𝑠𝑡). The reparametrized output 𝑧 is used to

train the 𝜔 vector. The policy is conditioned on the USF vector (dotted line indicates gradients
do not flow from policy to the USFA head). The USFA 𝜓 is trained with the temporal difference
error using 𝜑 to give the expected future state occupancies. The discounted episode return is

used to train both 𝜔 and USFA vectors.

The reparameterized embedding was not directly used in predicting the policy

𝜋 and the USFA 𝜓 to maintain a stable procedure. Instead, the mean vectors for

both goal and state were used. These mean vectors were concatenated together

and fed through the layers used for predicting the policy and USFA as shown

in Figure 8.3. We used the reparameterized embeddings from the bottleneck

layer to predict 𝜔 since the 𝜔 vector is the most important element in the USF

architecture that decouples the value function.

The 𝛽 parameter was updated in an adaptive manner asynchronously similar to

other parameter updates in the A3C.
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Algorithm 15 Variational A3C-USF Algorithm pseudo code for each actor thread
Assuming global parameter vectors for value function and policy as 𝜃𝜋, 𝜃𝜓 and 𝜃𝜔
Assuming global shared counter as T = 0
Assuming thread specific parameter vectors for value function and policy as 𝜃

′

𝜋, 𝜃
′

𝜓 and 𝜃
′

𝜔 d
Initialize thread step counter 𝑡← 1

1: repeat
2: Reset gradients : 𝑑𝜃𝜋 ← 0, 𝑑𝜃𝜓 ← 0, 𝑑𝜃𝜔 ← 0

3: Synchronise thread specific parameters with global network 𝜃
′

𝜋 = 𝜃𝜋, 𝜃
′

𝜓 = 𝜃𝜓, 𝜃
′

𝜔 = 𝜃𝜔
4: 𝑡𝑠𝑡𝑎𝑟𝑡 = 𝑡
5: Get initial state 𝑠𝑡 , goal 𝑔
6: repeat
7: Perform an action 𝑎𝑡 according to the current policy 𝜋(𝑎𝑡|𝑠𝑡, 𝑔 : 𝜃

′

𝜋)
8: Receive the scalar reward 𝑟𝑡 ,the new state 𝑠𝑡+1

9: Collect roll-outs [𝑠𝑡, 𝑟𝑡, 𝑠𝑡+1]
10: 𝑡← 𝑡+ 1
11: 𝑇 ← 𝑇 + 1
12: until terminal 𝑠𝑡 or 𝑡− 𝑡𝑠𝑡𝑎𝑟𝑡 == 𝑡𝑚𝑎𝑥
13: Bootstrapping the return R from last state of the episode

14: 𝑅𝜓 =

{︂
0 𝑠𝑡 = 𝑡𝑒𝑟𝑚𝑖𝑛𝑎𝑙

𝜓(𝑠𝑡, 𝑔; 𝜃𝜓) 𝑠𝑡 ̸= 𝑡𝑒𝑟𝑚𝑖𝑛𝑎𝑙

15: 𝑅𝑉 =

{︂
0 𝑠𝑡 = 𝑡𝑒𝑟𝑚𝑖𝑛𝑎𝑙

𝜓(𝑠𝑡, 𝑔; 𝜃𝜓)𝜔(𝑔; 𝜃𝜔) 𝑠𝑡 ̸= 𝑡𝑒𝑟𝑚𝑖𝑛𝑎𝑙
16: for 𝑖 ∈ 𝑡− 1, ..., 𝑡𝑠𝑡𝑎𝑟𝑡 do
17: 𝑅𝜓 ← 𝜓(𝑖, 𝑔; 𝜃𝜓) + 𝛾𝑅𝜓
18: 𝑅𝑉 ← 𝜓(𝑠𝑡, 𝑔; 𝜃𝜓)𝜔(𝑔; 𝜃𝜔) + 𝛾𝑅𝑉
19: 𝐴𝜓 = 𝑅𝜓−
20: 𝐴𝑉 = 𝑅𝑉 − 𝑉 𝑖
21: Collect [𝑅,𝐴𝜓, 𝐴𝑉 ]
22: Compute 𝛽 ← 𝑚𝑎𝑥(0, 𝛽 + 𝛼𝛽(Eg∼𝑝(g) [𝐾𝐿[𝐸(z|g)‖𝑟(g)]] − 𝐼𝑐) where 𝐼𝑐 = 0.2 is the

information bottleneck
23: Compute ℒ𝐾𝐿 = 𝜑𝜇(𝑔)

2 + 𝜑𝜎(𝑔)
2 − 𝑙𝑜𝑔(𝜑𝜎(𝑔)2)− 1

24: Compute ℒ𝜓 = ‖𝑅𝜓 − 𝜓(𝑠𝑡, 𝑔; 𝜃𝜓)‖2
25: Compute ℒ𝑉 = ‖𝑅𝑉 − 𝜓(𝑠𝑡+1, 𝑔; 𝜃𝜓)𝜔(𝑔; 𝜃𝜔)‖2
26: Compute ℒ𝜋 = log[(𝜋(𝑠𝑡, 𝑔; 𝜃𝜋)]𝐴𝑉
27: Calculate gradients on loss ℒ𝜋 + ℒ𝜓 + ℒ𝑉 + 𝛽ℒ𝐾𝐿
28: Computing 𝑑𝜃𝜓,𝑑𝜃𝜋 and 𝑑𝜃𝜔, perform asynchronous update of 𝜃𝜓,𝜃𝜋 and 𝜃𝜔
29: until 𝑇 > 𝑇𝑚𝑎𝑥

8.5 Evaluation Results

Similar to the previous section, first, the agent was trained in 4 scenes for 20

different goals until it converges. Figure 8.4 shows the average episode length

that the agent has taken to find given goals against the training time-steps. The

reduction of average time-steps over the time proves that our novel algorithm

SFDP with VUSFA converges stably for all four environments.
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FIGURE 8.4: Average steps taken by the VUSFA agent to train on
all goals distributed in four scenes during the training phase

After the training process, the agent’s transfer learning ability was evaluated

under the zero-shot learning ability and fine tuning ability similar to Section 7.5.

To evaluate our proposed VUSFA model, we bench-marked several variations of

our model with the state-of-the-art model:

Model 01 : Zhu et al(Zhu et al., 2017) proposed model using GVF model using

GVF

Model 02 : A3C-USF model

Model 03 : A3C-USF model with SFDP(see Chapter 7)

Model 04 : A3C-USF model with VUSFA

8.5.1 Zero-Shot Navigation Ability

The zero-shot evaluation results mentioned in Table 8.1 confirm, that incorpo-

rating the VUSFA model has improved the generalizability (navigating to unseen

goals) of the SFDP based A3C model.

8.5.2 Transfer Learning by Fine-Tuning on New Goals

Figure 8.5 shows the number of time-steps required for the model to adapt to

new goals. It becomes clear that the USFA-based policies are consistently able
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Environment # Trained States Total
States

% States Trained Model 01 Model 02 Model 03 Model 04

bathroom_02 5 180 2.78% 14.22% 20.89% 22.44% 27.89%
bedroom_04 5 408 1.23% 17.84% 20.51% 20.93% 23.01%
kitchen_02 5 676 0.74% 10.92% 11.92% 11.97% 17.13%
living_room_08 5 468 1.07% 17.20% 16.67% 19.59% 18.53%

All 20 1732 1.15% 15.04% 16.16% 17.23% 20.01%

TABLE 8.1: Comparison of the zero-shot learning ability between
the baseline models and the VUSFA based A3C model

Success rate of the agent reaching all goals within 500 steps without retraining. The agent
navigated to each goal location starting from 10 random locations within the simulator.

to decrease the number of steps taken to reach the goal faster than the baseline

model . Moreover, application of the VUSFA to the SFDP based USFA which is

known as VUSFA resulted in a further decrease in time-steps required and thus

showed to have a positive effect on the model’s transfer learning ability.
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FIGURE 8.5: Comparison of transfer learning ability between the
baseline models and the VUSFA based A3C model

The number of training time-steps plotted against the average length of an episode. Shorter
episode lengths indicate the agent has learnt to navigate to goals in a lower number of steps

(shaded area is one standard deviation over 100 time-steps).
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8.6 Summary

In this section, we introduced a Variational Siamese Bottleneck (VSB) layer to

the proposed USF-Dependant A3C agent. This is the first time in literature,

where the concept of Variational Information Bottleneck has been merged with

the concept of Universal Successor Features. Under this, we gave a general in-

troduction about the Information Bottleneck, Variational Bottleneck and how to

adapt them with our network architecture to improve the transfer learning abil-

ity of the agent. We have also described the training procedure of our novel

agent VUSFA. Finally, we showed how the application of Variational Siamese

Bottleneck (VSB) improves the performance of the USF-Dependant A3C agent

referred in Chapter 7.
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9
Conclusion and Future Work

9.1 Discussion

The main aim of this research is to successfully apply the DRL methods and

improve mobile agents performance as close as possible to humans in the ap-

plication of target driven visual navigation. However this DRL method has a

significant drawback, which have identified as its inability to transfer the learnt

information between similar tasks. In our problem domain, this is similar to

agents adapting to navigate towards unseen goals which have not been pre-

sented in the training phase 4. To overcome the problem of transfer learning

ability in the DRL approach, we have adapted the Successor Feature Deep Rein-

forcement Learning (SF-DRL) 5 approach, which has a close relationship with

neuroscience and natural behaviour of the human brain. Under the SF-DRL ap-

proach, we have adopted the concept of Universal Successor Features (USF) due

to its direct applicability to our baseline target driven visual navigation agent.

Considering the fact that the concept of incorporating the USF with the DRL is

a fairly recent approach and it has only been applied for small scale tasks, we

checked the suitability of this approach to our complex navigation task and dis-

covered that, this approach has stability issues during the optimisation process.

Results of these experiments are provided in Chapter 6.These types of optimisa-

tion problems are unfortunately a common issue in DRL algorithms since most

of the algorithms are evaluated in less complex experimental settings. So we

first disentangled the proposed algorithms by Ma et al. (Ma, Wen, and Bengio,
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2018) and found specific areas which needed to be improved such as training

of the 𝜔 prediction vector network and generation of state representation vector

𝜑. We showed these instabilities of the components by illustrating Tensorboard

training plots.

Chapter 7 presents the modifications we did for improving the stability of the

network built by merging the USF and the SF-DRL concepts. As the first step,

we modified the generation of both the state representation vector Φ and the re-

ward prediction vector 𝜔 in an end-to-end manner. Then we trained the reward

prediction vector network with the modified A3C value function (refer Chapter

7). With these modifications, we developed a stable USF architecture. On top of

this, we introduced a novel concept called Successor Feature Dependant Policy

(SFPD) to further improve the performance of the USF based navigation agent

further. Our empirical evaluations clearly show that the SFPD can enhance the

performance of the navigation agent in terms of both transfer learning and zero

shot navigation abilities.

After introducing a stable USF-A3C agent with an SFDP mechanism, we further

evaluated the interior components of the USF-A3C architecture in Chapter 8.

With this evaluation, we found that the embedding generation layers in the USF-

A3C architecture play an important role in improving the performances, where

these layers have a direct impact on the generation of the state representation

vector 𝜑 and the reward prediction vector 𝜔. To improve the generalizability

of the embedding while keeping the stability of the network, we adopted the

concept of Variational Information Bottleneck. Here we introduced Variational

Siamese Bottleneck (VSB) to the original USF-A3C agent. Then we illustrated

how to train the USF-A3C agent added in Chapter 7 with the Variational Siamese

Bottleneck component. As per our knowledge, this is the first time where the the-

ory of variational information bottleneck has been applied with successor feature

reinforcement learning. Furthermore, the empirical results that were described

in Chapter 8 clearly shows that our new architecture named VUSFA prominently

outperforms previous benchmarks in the AI2Thor tasks. All the findings in this

research can be easily applied to other complex DRL problems because these

findings were concluded by doing a complete end to end training procedure and

also due to the network’s stability.The following Flow Chart illustrates the sum-

marised steps that have been taken towards developing and improving a stable
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USF based A3C agent.
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9.2 Conclusion

Deep Reinforcement Learning has recently caught the attention of researchers

for its effectiveness in achieving human-level performance in complex tasks.

However, training DRL algorithms is complex and time consuming compared

to other supervised deep learning algorithms. Because of its complexity, transfer

reinforcement learning ability should be incorporated with the DRL agents.

Incorporating the transfer learning ability with the DRL algorithm is a relatively

new concept, and there are many technical challenges to be addressed. In our

research, we focused on improving the transfer learning ability in target driven

visual navigation, which is a complex DRL task. To counter the problem of

transfer learning, we explicitly focused on developing DRL agents based on the

novel concept called Universal Succesor Features (USFs). As per our knowledge,

this is the first time, the concept of USF has been applied to a large scale task.

First we managed to introduce a stable end-to-end architecture which can train

an A3C agent with USF on the task of target driven visual navigation. Then we

introduced a novel concept to the A3C agent called Successor Feature Depended

Policy (SFDP) which substantially improved the transfer learning results of the

agent compared to previous state-of-the research by (Zhu et al., 2017). Finally,

We proposed Variational Universal Successor Features Approximator (VUSFA) to

the SFDP based A3C navigation agent. As per our knowledge, this is the first

time the Deep Variational Information Bottleneck theory has been applied with

the Universal Successor Features in Deep Reinforcement Learning.

Our results indicate that VUSFA is able to further improve the transfer learning

ability of the SFDP A3C agent. Our approach VUSFA is generalizable and can be

easily adapted to various tasks other than navigation. For re-implementation, we

provide the source code via our github repository1. Our approach introduces a

new perspective and should be considered in future research aiming to improve

transfer learning for Deep Reinforcement Learning.

1The source codes can be referred in the following link: https://github.com/
shamanez/Masters-Work-Target-Driven-Visual-Navigation.git

https://github.com/shamanez/Masters-Work-Target-Driven-Visual-Navigation.git
https://github.com/shamanez/Masters-Work-Target-Driven-Visual-Navigation.git
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9.3 Future Work

This research has developed based on the novel concepts of transfer reinforce-

ment learning , Universal Successor Features and Deep Variational Information

Bottleneck. In the proposed architectures it is important to go through different

branches of the network in particular 𝜓 , 𝜔 and 𝜑 to understand the semantical

impact to the overall agents learning process. Other that this main future work,

there are some other interesting areas to be focused as follows:

• We built our models on top of the A3C algorithm which is highly scalable

for large scale tasks. But recently, some variants of A3C models claimed

to be more stable and efficient . Espeholt et al. (Espeholt et al., 2018)

introduced IMPALA architecture which can update the gradients of the

master networks in an off policy manner which is sample efficient. Subse-

quently, Haarnoja et al. (Haarnoja et al., 2018) introduced soft-acto critic

that claims to be more stable in gradient updates and has high exploration

capabilities. Our proposed modifications to the USF concept is directly ap-

plicable with the above mentioned models. In future, we would like to

try our proposed modifications with the above methods to see whether the

results can be further improved.

• Universal successor features conceptually represent an abstract map of the

environment following a given policy. Although it theoretically works well,

as demonstrated in this research, it is better to conduct empirical evalua-

tion on the USF to study how the entire physical structure of the environ-

ment influences the navigation process.

• Another exciting research area associated with the application of USF in

target driven visual navigation is how the USF structure encourages the

agent to learn hierarchical learning. Hierarchical learning is a critical abil-

ity of the human brain to learn a complex task . Humans breakdown com-

plex tasks to sub tasks, and then follow a policy to complete each task in

an orderly manner. This kind of policy is essential in solving a goal driven

navigation. For example, if the agent can learn hierarchical policies while

navigating to a particular goal, then the learned policies can be applied
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to navigate towards another nearby goal by following the learned familiar

paths, as how humans do.

• We also introduced a novel variational information bottleneck layer named

Variational Siamese Bottleneck (VSB) that encourages the agent to extract

highly discriminative and compressed features about the environment to

improve the learning process of the agent. It will be interesting to see how

the agents training process will get affected by empirically incorporating

this concept.





131

References

Alemi, Alexander A et al. (2016). “Deep variational information bottleneck”. In:

arXiv preprint arXiv:1612.00410.

Argall, Brenna D et al. (2009). “A survey of robot learning from demonstration”.

In: Robotics and autonomous systems 57.5, pp. 469–483.

Barreto, André et al. (2017). “Successor features for transfer in reinforcement

learning”. In: Advances in neural information processing systems, pp. 4055–

4065.

Barreto, André et al. (2019). “Transfer in deep reinforcement learning using

successor features and generalised policy improvement”. In: arXiv preprint
arXiv:1901.10964.

Beattie, Charles et al. (2016). “Deepmind lab”. In: arXiv preprint arXiv:1612.03801.

Bertsekas, Dimitri P (2014). Constrained optimization and Lagrange multiplier
methods. Academic press.

Borsa, Diana et al. (2018). “Universal Successor Features Approximators”. In:

arXiv preprint arXiv:1812.07626.

Bruin, Tim de et al. (2018). “Integrating State Representation Learning Into

Deep Reinforcement Learning”. In: IEEE Robotics and Automation Letters 3.3,

pp. 1394–1401.

Chen, Yu Fan et al. (2017). “Socially aware motion planning with deep reinforce-

ment learning”. In: Intelligent Robots and Systems (IROS), 2017 IEEE/RSJ In-
ternational Conference on. IEEE, pp. 1343–1350.



132 REFERENCES

Davison, Andrew J (2003). “Real-time simultaneous localisation and mapping

with a single camera”. In: null. IEEE, p. 1403.

Dayan, Peter (1993). “Improving generalization for temporal difference learn-

ing: The successor representation”. In: Neural Computation 5.4, pp. 613–624.

Dissanayake, MWM Gamini et al. (2001). “A solution to the simultaneous local-

ization and map building (SLAM) problem”. In: IEEE Transactions on robotics
and automation 17.3, pp. 229–241.

Du, Bo et al. (2017). “Stacked convolutional denoising auto-encoders for feature

representation”. In: IEEE transactions on cybernetics 47.4, pp. 1017–1027.

Duan, Yan et al. (2016). “Benchmarking deep reinforcement learning for contin-

uous control”. In: International Conference on Machine Learning, pp. 1329–

1338.

Durrant-Whyte, Hugh and Tim Bailey (2006). “Simultaneous localization and

mapping: part I”. In: IEEE robotics & automation magazine 13.2, pp. 99–110.

Espeholt, Lasse et al. (2018). “IMPALA: Scalable distributed Deep-RL with

importance weighted actor-learner architectures”. In: arXiv preprint
arXiv:1802.01561.

Fan, Tingxiang et al. (2018). “CrowdMove: Autonomous Mapless Navigation in

Crowded Scenarios”. In: arXiv preprint arXiv:1807.07870.

Filliat, David and Jean-Arcady Meyer (2003). “Map-based navigation in mobile

robots:: I. a review of localization strategies”. In: Cognitive Systems Research
4.4, pp. 243–282.

Finn, Chelsea et al. (2016). “Deep spatial autoencoders for visuomotor learning”.

In: 2016 IEEE International Conference on Robotics and Automation (ICRA).

IEEE, pp. 512–519.

Gershman, Samuel J (2018). “The successor representation: its computational

logic and neural substrates”. In: Journal of Neuroscience 38.33, pp. 7193–

7200.

Graves, Alex (2013). “Generating sequences with recurrent neural networks”.

In: arXiv preprint arXiv:1308.0850.

Haarnoja, Tuomas et al. (2018). “Soft actor-critic: Off-policy maximum entropy

deep reinforcement learning with a stochastic actor”. In: arXiv preprint
arXiv:1801.01290.



REFERENCES 133

Haddad, Haddad et al. (1998). “Reactive navigation in outdoor environments

using potential fields”. In: Proceedings. 1998 IEEE International Conference on
Robotics and Automation (Cat. No. 98CH36146). Vol. 2. IEEE, pp. 1232–1237.

HDF5 for Python. http://http://www.h5py.org/). Accessed: 2019-02-14.

He, Kaiming et al. (2016). “Deep residual learning for image recognition”. In:

Proceedings of the IEEE conference on computer vision and pattern recognition,

pp. 770–778.

Holroyd, Clay B and Michael GH Coles (2002). “The neural basis of human

error processing: reinforcement learning, dopamine, and the error-related

negativity.” In: Psychological review 109.4, p. 679.

Jaderberg, Max et al. (2016). “Reinforcement learning with unsupervised auxil-

iary tasks”. In: arXiv preprint arXiv:1611.05397.

Kempka, Michał et al. (2016). “Vizdoom: A doom-based ai research platform

for visual reinforcement learning”. In: Computational Intelligence and Games
(CIG), 2016 IEEE Conference on. IEEE, pp. 1–8.

Koenig, Nathan P and Andrew Howard (2004). “Design and use paradigms for

Gazebo, an open-source multi-robot simulator.” In: IROS. Vol. 4. Citeseer,

pp. 2149–2154.

Kolve, Eric et al. (2017). “AI2-THOR: An interactive 3d environment for visual

AI”. In: arXiv preprint arXiv:1712.05474.

Konda, Vijay R and John N Tsitsiklis (2000). “Actor-critic algorithms”. In: Ad-
vances in neural information processing systems, pp. 1008–1014.

Krizhevsky, Alex, Ilya Sutskever, and Geoffrey E Hinton (2012). “Imagenet clas-

sification with deep convolutional neural networks”. In: Advances in neural
information processing systems, pp. 1097–1105.

Kulkarni, Tejas D et al. (2016). “Deep successor reinforcement learning”. In:

arXiv preprint arXiv:1606.02396.

LeCun, Yann, Yoshua Bengio, and Geoffrey Hinton (2015). “Deep learning”. In:

nature 521.7553, p. 436.

LeCun, Yann et al. (1998). “Gradient-based learning applied to document recog-

nition”. In: Proceedings of the IEEE 86.11, pp. 2278–2324.

Lillicrap, Timothy P et al. (2015). “Continuous control with deep reinforcement

learning”. In: arXiv preprint arXiv:1509.02971.

http://http://www.h5py.org/) 


134 REFERENCES

Ma, Chen, Junfeng Wen, and Yoshua Bengio (2018). “Universal Successor

Representations for Transfer Reinforcement Learning”. In: arXiv preprint
arXiv:1804.03758.

Mirowski, Piotr et al. (2016). “Learning to navigate in complex environments”.

In: arXiv preprint arXiv:1611.03673.

Mirowski, Piotr et al. (2018). “Learning to Navigate in Cities Without a Map”.

In: arXiv preprint arXiv:1804.00168.

Mnih, Volodymyr et al. (2013). “Playing atari with deep reinforcement learning”.

In: arXiv preprint arXiv:1312.5602.

Mnih, Volodymyr et al. (2015). “Human-level control through deep reinforce-

ment learning”. In: Nature 518.7540, p. 529.

Mnih, Volodymyr et al. (2016). “Asynchronous methods for deep reinforcement

learning”. In: International conference on machine learning, pp. 1928–1937.

Moshfeghi, Mehran (2008). Navigation system and methods for map navigation.

US Patent App. 11/820,579.

Oriolo, Giuseppe, Giovanni Ulivi, and Marilena Vendittelli (1998). “Real-time

map building and navigation for autonomous robots in unknown environ-

ments”. In: IEEE Transactions on Systems, Man, and Cybernetics, Part B (Cy-
bernetics) 28.3, pp. 316–333.

Pancham, Ardhisha, Nkgatho Tlale, and Glen Bright (2011). “Literature review

of SLAM and DATMO”. In:

Schaul, Tom et al. (2015). “Universal value function approximators”. In: Inter-
national Conference on Machine Learning, pp. 1312–1320.

Schulman, John et al. (2017). “Proximal policy optimization algorithms”. In:

arXiv preprint arXiv:1707.06347.

Sim, Robert and James J Little (2006). “Autonomous vision-based exploration

and mapping using hybrid maps and Rao-Blackwellised particle filters”. In:

Intelligent Robots and Systems, 2006 IEEE/RSJ International Conference on.

IEEE, pp. 2082–2089.

Siriwardhana, Shamane, Rivindu Weerasekera, and Suranga Nanayakkara

(2018). “Target Driven Visual Navigation with Hybrid Asynchronous

Universal Successor Representations”. In: arXiv preprint arXiv:1811.11312.

Stachenfeld, Kimberly L, Matthew M Botvinick, and Samuel J Gershman (2017).

“The hippocampus as a predictive map”. In: Nature neuroscience 20.11,

p. 1643.



REFERENCES 135

Sutton, Richard S and Andrew G Barto (1998). Introduction to reinforcement
learning. Vol. 135. MIT press Cambridge.

Sutton, Richard S et al. (2000). “Policy gradient methods for reinforcement

learning with function approximation”. In: Advances in neural information
processing systems, pp. 1057–1063.

Taylor, Matthew E and Peter Stone (2009). “Transfer learning for reinforcement

learning domains: A survey”. In: Journal of Machine Learning Research 10.Jul,

pp. 1633–1685.

Tishby, Naftali and Noga Zaslavsky (2015). “Deep learning and the informa-

tion bottleneck principle”. In: 2015 IEEE Information Theory Workshop (ITW).

IEEE, pp. 1–5.

Tomono, Masahiro (2006). “3-d object map building using dense object models

with sift-based recognition features”. In: Intelligent Robots and Systems, 2006
IEEE/RSJ International Conference on. IEEE, pp. 1885–1890.

White, Douglas John (2004). “Markov decision processes”. In: Encyclopedia of
Statistical Sciences 7.

Zhang, Jingwei et al. (2017a). “Deep reinforcement learning with successor fea-

tures for navigation across similar environments”. In: Intelligent Robots and
Systems (IROS), 2017 IEEE/RSJ International Conference on. IEEE, pp. 2371–

2378.

Zhang, Jingwei et al. (2017b). “Neural SLAM”. In: arXiv preprint arXiv:1706.09520.

Zhang, Li, Tao Xiang, and Shaogang Gong (2017). “Learning a deep embedding

model for zero-shot learning”. In: 2017 IEEE Conference on Computer Vision
and Pattern Recognition (CVPR). IEEE, pp. 3010–3019.

Zhang, Q and H Qiu (2004). “A dynamic path search algorithm for tractor auto-

matic navigation”. In: Transactions of the ASAE 47.2, p. 639.

Zhelo, Oleksii et al. (2018). “Curiosity-driven Exploration for Mapless

Navigation with Deep Reinforcement Learning”. In: arXiv preprint
arXiv:1804.00456.

Zhu, Yuke et al. (2017). “Target-driven visual navigation in indoor scenes using

deep reinforcement learning”. In: Robotics and Automation (ICRA), 2017 IEEE
International Conference on. IEEE, pp. 3357–3364.


	Declaration of Authorship
	Abstract
	Acknowledgements
	List of Figures
	List of Tables
	List of Abbreviations
	Introduction
	Navigation Strategies
	Navigation in Robotics
	Target Driven Navigation
	Role of Visual Information in Target Driven Navigation
	Application of Deep Reinforcement Learning for Target Driven Visual Navigation

	Research Scope
	Research Targets/Goals

	Contributions
	Structure of the Thesis
	Publications

	Background Theories and Concepts
	Reinforcement Learning
	Markov Decision Process
	Solving an MDP
	Bellman Equations
	Dynamic Programming
	Model-Free Reinforcement Learning
	Model-Based Reinforcement Learning
	Large Scale Reinforcement Learning
	Policy Gradient Methods
	Actor-Critic Methods

	Deep Reinforcement Learning
	Deep Q-Learning
	The Asynchronous Advantage Actor Critic Network

	Summary

	Related Work
	Navigation Methods
	Map Based Navigation
	Map Building Navigation
	Mapless Navigation

	Target-Driven Mapless Visual Navigation
	Target Driven Mapless Navigation in Cities
	Target Driven Visual Navigation in Indoor Environments
	AI2THOR Simulation Framework

	Summary

	Evaluating the Transfer Learning Ability of Baseline Agent
	 Evaluation of the Agent's Training Process
	Zero-Shot Navigation Ability of the Model Proposed By Zhu et al
	Zero-Shot Navigation Ability of the Modified Zhu et al. Model with CNN

	Summary 

	 Introduction to Successor Features Reinforcement Learning
	Neuroscience Introduction to SF-RL 
	Successor Representations
	Successor Features
	Successor Feature Deep Reinforcement Learning

	Universal Successor Features
	Universal Value Function Approximation
	Basic Structure of the Universal Successor Feature Approximation
	Decoupling the Goal Oriented Value function with Universal Successor Features

	Training an Actor-Critic Agent with USF
	Importance of USF for Target Driven Visual Navigation
	Summary

	Analysis of USF for Target Driven Visual Navigation 
	Architectural details of basic A3C algorithm with USF
	Modified Autoencoder
	Reward Prediction Vector Network
	Training Results for A3C Agent with USF
	Limitations on Training the A3C-USF Architecture 

	Hybrid Architecture to Train A3C with USF
	Training Results for Hybrid A3C-USF Agent

	Summary

	Introduction to Successor Feature Dependant Policy (SFDP)
	Implementation of a Stable USF-A3C Architecture
	Step 1: Generation of the State Representation Vector ()
	Step 2: Generation of the Reward Prediction Vector () Network

	Successor Feature Dependant Policy (SFDP)
	The Final Network Architecture 
	Training Procedure
	Updating the USF Approximation Branch ()

	Evaluation of the Transfer Learning Ability of Our Final Model
	Zero-Shot Navigation Ability
	Transfer Learning by Fine-Tuning on New Goals

	Summary

	Variational Universal Successor Features Approximators (VUSFA) 
	Neural Networks and Information Bottleneck
	Deep Variational Information Bottleneck
	Introduction of the Variational Siamese Bottleneck (VSB) Layer
	Loss Function Modification of SFDP A3C with the Application of VSB

	Training Process of A3C Agent Based on VUSFA
	Evaluation Results
	Zero-Shot Navigation Ability
	Transfer Learning by Fine-Tuning on New Goals

	Summary

	Conclusion and Future Work 
	Discussion
	Conclusion
	Future Work

	References



